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A BIT-SERIAL FLOATING-POINT UNIT FOR
A MASSIVELY PARALLEL SYSTEM ON A CHIP
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This paper presents the design of a new bit-serial floating-point unit (FPU). It has been developed for the processors
of the instruction systolic array (ISA) parallel computer model. In contrast to conventional bit-parallel FPUs the bit-
serial approach requires a different data format. Our FPU uses an IEEE compliant internal floating-point format that
allows a fast least significant bit (LSB)-first arithmetic and can be efficiently implemented in hardware.

Keywords: Bit-serial floating point units; Massively parallel processors; Systolic arrays; Floating-point unit

INTRODUCTION

Modern VLSI technology allows us to integrate massively parallel systems on a single chip.
The area limitations for the processors of such systems require small but efficient
computational units [11,14,20]. In particular, it may motivate the choice of a bit-serial data
organization of the individual processors. The fine-grained processor arrays are used in a
variety of applications where identical operations have to be performed on large data sets
such as signal, image and video processing [16,20], cryptography [15], biological sequence
analysis [17], scientific computing [19], visualization [11,18] and medical imaging [13].
Implementations of relevant numerical and signal processing algorithms often require
floating arithmetic in order to achieve adequate accuracy. Thus, the integration of efficient
floating-point arithmetic is essential to these processors.

Motivated by the design of an instruction systolic array (ISA) with 1024 processors on one
chip [14], an FPU has been designed that meets these requirements. Its bit-serial structure
allows for a fine-grained pipelined implementation on a minimal area of silicon. The design
has been guided by experiences with a lower-integrated predecessor version of the processor
array, which is available as an add-on board for a PC [6].
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In the early days of massively parallel machines the individual processors had no
integrated FPUs [3]. But when MFlops evolved as one of the most important measures for
supercomputer performance, the designers added commercial bit-parallel floating-point
processors as coprocessors to small PE-clusters of their massively parallel systems [21,22].
This approach was useful as long as the integrated circuit technology did not allow fitting
both the PEs and the FPUs on the same die. But with the advances in semiconductor
technology in the last decade, designers tended to increase the computational capabilities of
the individual processors rather than designing parallel systems of floating-point processors.

More recent work has focused on FPU design for FPGAs. In Ref. [10], a serial multiplier is
combined with a parallel adder in order to achieve high performance with a limited number of
CLBs. A similar approach is taken in Ref. [9], in order to investigate the resource utilization for
the FPU in modern FPGAs. In Ref. [8], a technique of parameterizing the FPU-design by the
desired precision is discussed. Another adaptive approach has recently been taken in Ref. [7].
A generator tool is presented that designs an FPU for FPGA implementation dependent on the
input of performance requirements. Even though the performance results are impressive, all
these designs are currently not suitable for a massively parallel processor array, since they are
not optimized with respect to area and power consumption.

The rest of this paper is organized as follows. The second section describes the ISA
principle. An overview of the individual ISA processor architecture is given in the third
section. The design methods for implementing efficient floating-point operations on bit-serial
hardware are described in the fourth section. The fifth section presents the corresponding
execution units. The performance of several floating-point operations is given in the sixth
section. The seventh section concludes the paper.

PRINCIPLE OF THE ISA

The ISA [4,5] is a mesh-connected processor grid, where the processors are controlled
by three streams of control information: instructions, row selectors and column selectors
(see Fig. 1). The instructions are input in the upper left corner of the processor array, and
from there they move step by step in horizontal and vertical direction through the array. This
guarantees that within each diagonal of the array the same instruction is active during each
clock cycle. In clock cycle k + 1 processor (i + 1,j) and (i, j + 1) execute the instruction that

instructions fi

r:

column
11 selectors

row 101051
selectors TEE R

1{1]1 2

lo]1]1

FIGURE 1 Control flow in an ISA.
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has been executed by processor (i, ) in clock cycle k. The selectors also move systolically
through the array: the row selectors move horizontally from left to right; the column selectors
move vertically from top to bottom. Selectors mask the execution of the instructions within
the processors, i.e. an instruction is executed if and only if both selector bits, currently in that
processor, are equal to one. Otherwise, a no-operation is executed.

Every processor has read and write access to its own memory. Besides that, it has a
designated communication register (C-register) that can also be read by the four neighbour
processors. Within each clock phase reading access is always performed before writing
access. Thus, two adjacent processors can exchange data within a single clock cycle in which
both processors overwrite the contents of their own C-register with the contents of the
C-register of its neighbour. This convention avoids read/write conflicts and also creates
the possibility to perform parallel prefix operations efficiently, e.g. row sum.

PROCESSOR ARCHITECTURE

The processor architecture is part of a chip design containing an ISA of size 32 X 32 [14].
The main components of the processor architecture are a set of 64 data registers, the
communication register, a unit for integer addition, logical operations and conditional
instructions, a 16-bit multiplier, and a shifter/adder for floating-point arithmetic (see Fig. 2).

column selector in] | instruction in s data links north “'( =
i}
row row
selector > # sclector
in out
data » data
links links
west ¢ east
—
column selector out ¥ ¥ instruction out " ¥ data links south

FIGURE 2 Block diagram of the processor architecture.
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The data word length is 16 bits. Data is processed bit-serially, such that the ex?cution of each
instruction takes exactly 16 clock cycles. However, there are macro-instructions formed as
series of elementary instructions in order to handle data types consisting of mor(? than one
machine, word, e.g. double precision floating-point numbers (see .“Float.mg Po.int
Operations” section). After receiving an instruction, the processor stores it in the 1r?struct10n
register, decodes the two operand addresses and the destination address, retrieves the
operands from the register file, executes the instruction, writes the result’ bijk to the
destination register, and passes the instruction to the next processor. Since all this is done bit-
serially, it can be pipelined on bit level, such that a new instruction can be fetched and
processed every 16 clock cycles. For instance, the first bit of the result is computed already
after the second bits of the operands have entered the respective unit.

The instructions are 3-address instructions (two operand registers—op(0 and opl and
destination register—dest) coded in two 32 bits. Several instructions are related t.o floating-
point operations. However, these instructions in general do not make sense on th.elr own, Put
only within macro-instructions, i.e. a sequence of instructions that realize a certain operation
on floating-point numbers. The instruction

expadd op0, opl, dest;

computes the sum of the exponents of two floating-point numbers, as required for a
multiplication. Similarly, there exist instructions EXPSUB for computing the difference of
two exponents and EXPSEL for selecting the greater exponent as the result exponent in the
case of an addition of two floating-point numbers. The instructions SHADD (shift and add),
shsub (shift and subtract), nrm (normalize), LDMUL (load multiplier), and MULT (multiply)
are used in macro-instructions for computing the mantissa of the result. The instruction

mode length;

is used for configuration of the floating-point control for handling single precision or double
precision numbers. The instructions

mtw  op0, dest;
expw op0, dest;

support the conversion between the IEEE floating-point format [1] and the internal format,
forming the mantissa words and the exponent word of the internal format.

FLOATING POINT OPERATIONS

The processor supports and double precision floating-point arithmetic floating-point registers
are implemented by groups of 16-bit data registers, and floating-point operations are
implemented as instruction macros, i.e. as sequences of elementary instructions.

Internal Floating Point Format

The special cases for IEEE numbers are coded in all bits of the number representation.
For example, in order to find out if a number equals infinity the complete
mantissa and the complete exponent have to be compared with 0 and — 1, respectively.



FPU FOR PARALLEL SYSTEM ON A CHIP 83

Therefore, a bit-serial compare to infinity (required for every arithmetic operation) would
need at least 32 internal clock cycles for single and 64 for double. To solve this problem a
conversion into an internal format is performed. The internal representation of a double X
consists of five 16-bit words X[0], ..., X[4]. Here, X[4] contains the exponent of the double,
the sign, the kind of representation (absolute value/sign or 2-complement), and information
about possible special cases (infinity, zero, NaN = not a number). X[0] to X[3] contain the
significant (mantissa) of the double, extended to 64 bits.

X[4] Exponent: [Sm[T1]|TO|R |Se | Se[e9|e8]e7[e6[es]ed][e3]e2]el]e0]

Sm: sign of the significant, O: positive, 1: negative

T1, T0: encoding of special cases: 00: normal number, O1: zero, 10: INIF (infinity),
11: NaN

R: representation of significant: 0: absolute value/sign representation, 1: 2-complement
representation

Se: sign of exponent (two identical bits for overflow detection)
e0),.. .,e9: binary representation of the exponent E in 2-complement (little endian mode)

64 bit of the significant M = (X[3], X[2], X[1], X[0]), where 63 is the most significant bit
(MSB):

X[3] significant: [ 63 {62 |61 |60[59[58]|57]56[55]54]53]52[51]50]49 |48
X[2] significant: [ 4746 [45]44[43[42[41[40[39[38[37[36[35]34]33[32
X[1] significant: [31[30[29]28[27[26[25[24[23[22]21]20]19]18]17] 16
X[0)significant: (M5BT 42l s nzd ol [oR|Es | i Bt ks | va s = E s Eis]N0

The value of such a double is:
5 et B o if 7T0=1 and T1 = 0;
INF-(—1)*" if 7T0=0 and T1 = 1;
NaN if 7T0=1 and T1 = 1,
(—1)™0-M2% if T0=0, T1 =0 and R=0;
(—1)"™.0-M"2% if T0=0, T1=0 and R= 1, where M’ is the 2 — complement of M;

Double numbers can be normalized or not normalized. A positive number and a
number in absolute value/sign-representation is normalized iff bits 63, 62, 61 of the
significant are 001, i.e. bits 63 and 62 hold the sign and then in bit 61 comes the MSB of
the significant. As usual in absolute value/sign representation, the significant is positive
and the sign is stored in the sm-bit of the exponent (see X[4]). A negative number in
2-complement is normalized iff bits 63, 62, 61 of the significant are 110. Again, bits 63
and 62 form the sign and it follows the most significant digit of the significant represented
in 2-complement.
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The four 16-bit words of the IEEE format are converted into 5 words of the internal format.
The 52-bit mantissa is stored in four words, where in the first word an explicit 1 is introduced
(this 1 is implicit in the IEEE representation). The first two 0’s serve as two sign bits of
the mantissa. Two sign bits are useful for detecting overflows: an overflow after an addition
changes the second sign bit and a right shift for normalization is necessary. The exponent is
stored in the last 12 bits of a separate word, also with two sign bits. The value 01 of the sign
bits indicates exponent overflow, whereas 10 indicates exponent underflow. In these cases,
the number is changed to INF or 0, respectively. The special values zero, INF and NaN are
coded using the tag stored in bit 14 and 13 of the exponent word. In the case of a special
value, the actual value of the mantissa is irrelevant. Bit 12 is used internally for indicating
if the mantissa is in 2-complement representation after an addition or subtraction.
The conversion is supported by special instructions of the processor.

Floating Point Addition

An addition of two floating-point numbers is performed in the usual way: the two exponents
are compared, the mantissa of the operand with smaller exponent is shifted to the right
appropriately, then the mantissas are added. If any operand is negative and not yet in
2-complement representation, its mantissa is complemented before. The bit-serial
organization allows on-the-fly computation with one single half adder. If any operand is 0,
its mantissa is set to 0. The result mantissa is in 2-complement representation. The result
exponent is the larger exponent of the two operands. The tag of the result is computed
depending on the tags of the two operands according to Table 1.

The sign of the result is the sign of the result mantissa, except in the case that any operand
is INF, then the sign is equal to the sign of this operand. If the result is 0 or NaN, the sign is
irrelevant. Since the operands consist of more than one word (e.g. of four mantissa words in
the case of double precision floating-point numbers), shifting of a mantissa by more than 15
bits is realized by displaced addressing of the operands (see Fig. 3).

In each case, in order to realize a shift distance of s, in the first step A_; and B, ; ; are
addressed, where k = (sdiv16) + 1. B_, , ; is loaded into the shifter and delayed by
d = 16(k — s) bits. In the next step A, and By, are addressed. While By is loaded to the
shifter, the d bits of B_; , , appear at the output of the shifter and are added to A,. In the last
step A3 and B;,; are addressed. However, B3, is an invalid operand, therefore it is
cancelled, i.e. set to 0...0 or to 1...1 depending on the sign of the mantissa. If k becomes
greater than 4, all B-operands are cancelled, i.e. set to 0...0. In the case that B has the greater
exponent, then the difference of the exponents is negative and A has to be shifted.
The situation is essentially the same as above with the roles of A and B interchanged.

TABLE I Computation of result tags in the case of an addition

FoESr SN 8 S R e X 0 INF NaN
§ X* X INF NaN
0 X 0 INF NaN
INF INF INF INF' NaN
NaN NaN NaN NaN NaN

:‘Except the case that the result mantissa is 0, than the result tag is 0.
Except the case that the signs of the two operands are different, then the result tag is NaN.
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5=5, k=1, d=11: 7
SR ORI A AR
B TR e R

5=53, k=4, d=11:

Sl I A P e R A A
:,_BZ ey ihe il Bsi By r B; J
5=0, k=1, d=16: i
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FIGURE 3 Addition of two 64-bit mantissas.

Normalization

After an addition, in general the result mantissa is not in normalized form, i.e. there are not
exactly two leading 0’s or 1’s. Several cases are possible: there is one leading digit, two leading
digits, (this is the normalized case), three through 63 leading digits, or 64 leading digits. In the
latter case, the result is considered to be 0, if the leading digits are 0. In all other cases a left shift
by — 1...62 is necessary so that the mantissa starts with 001 or 110. The exponent has to be
corrected by this shift distance A counter; the leading digits counter (LDC) is used to count the
number of leading digits (—2) of the result produced during an addition/subtraction or
multiplication. The LDC also records the first bit of the mantissa, indicating the sign of the
mantissa, and detects if the mantissa is 0. Before normalization, the value of the LDC is
transferred into the shift control register. But now this value has to be interpreted in a different
way, since it is the distance for a left shift instead of a right shift as in the case of an addition.
However, this can be done using the same hardware for normalization as for addition.

Floating Point Multiplication

A multiplication of two 64-bit mantissas is performed according to the scheme shown in
Fig. 4, where e.g. A3 A, A Ay By denotes the 80-bit product of A3 Ay A Ay with By. The result
would be 128 bit long, however, only the most significant 64 bits can be used for the result
mantissa F. Therefore the above scheme is truncated, in order to reduce the number of 16-bit
multiplications. The scheme is shown in Fig. 5.

Addition of the intermediate results is performed simultaneously with the multiplications
in the multiplier, which is actually a multiply-and-add unit. The error introduced by the
truncation amounts to at most 3 bits. This seems to be tolerable, because the precision of the
internal floating point format is 61 significant bits, whereas the original IEEE format has only

A A, A Ao By |
A A, A Ay B,
A; A, A, Ao B,
Ag B;

| result 3|

=
g
L

FIGURE 4 Multiplication scheme for 4-word operands.
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A, B,
A, A, B,
A, A, A B,
A | A | A ] A B;

I—Fleleanol

FIGURE 5 Truncated multiplication scheme for 4-word operands.

52 bits. If more precise arithmetic is required, the complete multiplications have to be
executed. The exponents of the two floating-point numbers are added. The sign of the result

is the exclusive-or of the two-operand signs. The tag of the result is computed according to

Table 1II.

FLOATING POINT UNITS

Multiplier for Positive Operands

As explained in “Floating Point Operations” section, bit-serial floating-point multiplication
can be implemented by a simple combination of integer addition (for the exponents) and long
integer multiplication (for the significants). In this section, we describe design of the
multiplier for this purpose.

Its original architecture is shown in Fig. 6. Before starting the multiplication, one operand x
is loaded into a parallel register (the multiplicand register) with the MSB to least significant bit
(LSB) from left to right. This is controlled by a signal r being high for one clock cycle and low
for the rest of the instruction execution. Now the second operand y is input into the multiplier
LSB-first. In each clock cycle, i one bit y; of y is processed. It is multiplied with x by computing
the bitwise AND. The result is added to the current sum, producing a new intermediate result.
This result is stored in a carry save representation instead of standard binary representation.
This means the intermediate result consists of two binary words: a s-word and a c-word (s for
sum and ¢ for carry). The standard binary intermediate result would be 2-¢ + s. This carry save
representation avoids the propagation of the carry bits for more than one position.

The next bit y,;, of y is processed in the following clock cycle. Since the result to be
computed in this step has to be weighted by a factor of 2 with respect to the old intermediate
result, we have to shift the old result by one position to the right before we add the new
product. Propagating the sum bits to the right neighbour and recycling the carry bits to the
same full adder that has just produced this carry performs this shift operation. The shift
operation outputs one bit at the rightmost full adder. This is the ith bit of the final product
counted from the LSB to the MSB.

TABLE II Computation of result tags in the case a multiplication

X 0 INF NaN
X X* X INF NaN
0 X 0 NaN NaN
INF INF NaN INF NaN

* Except the case of an exponent underflow or overflow, then the result tag is 0 or INF, respectively.
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FIGURE 6 The original multiplier architecture for unsigned integers.

This multiplier design has been used in the parallel computer Systola 1024 [5]. One
interesting property of this architecture is its capability to perform multiply—add operations.
Each bit operation consists of the addition of a new bit product to the intermediate result and
a shift operation. Therefore, the interconnection between adjacent full adders form a shift
register (the sum register). Now we can use this shift register to add an additional operand.
The only thing we have to do is to shift the third operand into the sum register of the
multiplier with the LSB first. The first bits of the summand can be shifted in concurrently
with the x operand. During the multiplication, in every clock cycle, we input one additional
bit of the summand while one bit of y is processed.

The multiplier is capable of executing two different instructions, corresponding to the
two phases for the multiplication. In the first phase, the operand x is loaded into
the multiplicand register. We call this instruction LDMUL (load multiplicand). During the
execution of a LDMUL-instruction, the y-input is forced to be 0. If a multiply—add operation
is executed the least significant word of the operand s is shifted into the sum register during
the LDMUL-instruction, too. The resulting bits produced by the first LDMUL-instruction are
irrelevant.

The second phase is the multiplication with y. The instruction is called MULT
(multiply). y is consumed bit by bit as described above. In a MULT-instruction, the
x-input is not interpreted. The s-input is used to read the most significant word of the
operand s. The output produces the least significant word of the result. After this MULT-
instruction the most significant word of the result is still stored in the sum- and carry-
registers of the multiplier. In order to output this rest of the result we need to execute
another LDMUL-instruction. Therefore, the computation of the last example can be coded

in three instructions:

LEDMUL: X, Siow, don’t care;
MULT Y, Shighw RESK)W;
LDMUL 0, 0, RESpg;

Numerous applications in cryptography deal with long operands, e.g. current RSA
standards operate with lengths between 1024 and 4096 bits [12]. Such bit lengths cannot be
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processed in one operation of a standard processor. One multiplication with large operands
can be decomposed into a sequence of smaller multiplications and additions.

Obviously, an N X N-bit (N even) multiplication x-y can be constructed of four N/2 X N/2-
bit multiplications as follows:

X'y = Xhigh 'yhigh'2N + Xhigh 'ylow'2N/ 2+ xlow'yhigh'zN/ 2+ Xlow Yiow
where
x=. xhigh-ZN/ 2+ xiow and y = )’high-2N/ 2 + Yiow

In this case, we need four multiplications of half the size and three additions to get one
result of full size. If we recursively use this technique, we can perform an N X N-bit
multiplication by using an n-bit multiplier. It requires N/n-N/n small multiplications and
N?/n? — 1 additions.

The bit serial structure of the above multiplier allows for a simple and efficient execution
of long multiplications: only the operand x is chopped into pieces Xy/, 1, - . ., Xo where each
piece has the length n of the multiplicand. After loading one of these pieces of x using a
LDMUL-instruction the complete factor y is processed by a sequence of MULT-instructions.
This takes N/n + 1 instruction cycles. The result has the length N + n. For the complete long
multiplication we need to add one such partial product for each piece of x.

To speed up this procedure, we can take advantage of the multiply—add capability of our
multiplier. We start with the least significant word X, of x. It is multiplied by the complete
operand y leading to a result words RESy,,RESy,,,— .. .RESy. RES is the least significant
word of the final result. Afterwards, we proceed with X;. Using multiply—add, we compute
X1y+ RESy/,RESy/,—1...RES|. Again we come up with an intermediate result with N + n
bits, where the least significant word is part of the final result. In the same way, we continue
until we come to the most significant word of x. The result of its multiplication with y
delivers the rest of the final result. The following example shows the multiplication of two
2-word operands x and y together with the addition with a third 2-word operand s according
to the scheme described above.

LDMUL Xi... Siow. O; /ffirst stage: load xjy,

MULT VYiow, Shign» RESo; /lcompute lower result

MULT Yiign, O, res;; /lcompute 2nd partial result

LDMUL X, res;, res,; //ffirst stage: compute 3rd partial result; second
/Istage: load xp;g

MULT Y., res, RES;; /lcompute 2nd final result

MULT Yhigh» 0, RES,; /lcompute 3rd final result

LDMUL 0, 0, RES3; /lcompute upper final result



FPU FOR PARALLEL SYSTEM ON A CHIP 89

Note that there are slots left to add 4-word operand; however, an overflow might occur.
The programmer would have to take appropriate precautions.

This example can be extended to longer operands as described above. In general, the
multiplication of two m-word operands requires m-(m + 1) + | instruction cycles.

Extended Multiplier for Negative Operands

The multiplier of the previous section is capable of multiplying two unsigned integers. With
only some minor modifications in the instruction set and in the hardware, it is possible to
extend it to a signed multiplier where one operand may be negative in 2-complement
representation. We make use of a well known property of 2-complement numbers [2].

PROPOSITION Let x and y be n-bit numbers in 2-complement representation, i.e. x,
yE[—=2"'2"1 — 1] and let ¥ and y be the values of x and y interpreted as unsigned
integers, i.e. X¥ = x if =0 and ¥ = 2" + x if x < 0 respectively y=y if y =0 and y =
2"+y if y<0. Let z=xy and Z =xy. Then, it holds z=7—sign(y)2"-¥
—sign(x)-2"-y +sign(y)-sign(x)-2*", where sign(x) and sign(y) denotes the sign-bit of x and
y, respectively, i.e. sign(x) = 0 if x = 0 and sign(x) = 1 if x <0.

Proof We consider the four cases determined by the signs of x and y.

M x=20y=0 c=xy=2y =+
(ix=0y<0:z=x() =2 ) =y =V d=7 — 2%
(i) x < 0,y = 0 : this case is analogue to (ii).
(iv) x<0,y<0:z=( —2%)-(y = 2") = X-y/ = 2"-x' —2".y/ 422" = 7/ = 2".x—2"-y 4+ 2?1,

In case (iv) the value 2*" can be omitted, because interpreted as a 2n-bit number it is
equal to 0. O

In the above proposition 7' corresponds to the result of the multiplication of x and y with
the unsigned multiplier of “Principle of the ISA” section. The terms —sign(y)2"-x’ and
—sign(x)-2"-y’ denote the correction steps associated with negative operands to compute z
from Z. In order to extend the original multiplier to deal with 2-complement numbers these
correction terms have to be integrated into the new multiplier architecture.

Let us assume that x is negative. According to the proposition 2"-y’ has to be subtracted
from the result 7. This is equivalent to adding the 2-complement of y to the most significant
word of 7/ (which has the weight 2"). In the bit-serial case, the 2-complement can be
computed on-line with the multiplication by using a multiplexer and a half adder. For the
implementation of the multiplication with negative x, we introduce the instruction
MULTSX. MULTSX is basically identical to MULT. Additionally, it sets xneg to the sign
(stored in the MSB) of x. It is used to select either 0 or —y as additional summand to s.
The addition is performed on-line with the input of y and bit-serially delivers s — y at s;,,.
The resulting architecture is shown in Fig. 7.

Floating Point Adder

The floating point adder consists of a shifter, an adder, two units for displaced addressing of
the operands, two complement units and a logic for cancellation of operands. The shifter is a
configurable shift register of variable length between 0 and 15 bits (see Fig. 8).
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original multiplier

FIGURE 7 Multiplier for nonnegative y and arbitrary x.

For a floating-point addition, the result of the exponent comparison is stored in a special
register, the shift control register (SCR). The highest bit SCR[11] indicates if the exponent
difference is negative and determines the shift operand. Bits SCR[0-3] determine the
delay of the shifter. If this is a non-negative number s, it is complemented by the. XOR-
gates and the last 1-bit delay is activated, in order to achieve the required delay of 16 — s.
Bits SCR[4-5] are used for displaced addressing of the shift operand, as explained in the
“Floating Point Operations” section. If any of the bits SCR[6-10] is different from
SCR[11], the shift distance would be greater than 64, so the shift operand maybe
cancelled. A bit-serial adder adds the shifted operand and the other operand. If any
operand is negative and not yet in 2-complement representation, it is complemented before
the addition.

PERFORMANCE

For single precision floating-point numbers, an addition takes 14 instruction cycles and a
multiplication takes 7 instruction cycles. The multiplication consists of the addition of the
exponents and the multiplication and rounding of the significants. The internal format allows
us to detect all exceptions (0, infinity, or NaN) by interpretation of the tag-bits during

SCR[11] shift in delay

L T
SCR[3) _@A_ 5
%

scn[zl——:.___:- 1
SCR[l]—

SCR[0] —

=0

shift out

FIGURE 8 16-bit shifter.
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TABLE III Multiplication of two single precision numbers with the presented FPU

Instructions Comments
EXPADD B[2], Al2], P[2]; {add exponents }
LDMUL 0, A[0], 0; {load A[10]}
MULZU B[1], 0, X [0]:
LDMUL X [0], All], XiLL: {load A[1]}
MULZU B[0], All], 0;
MULZ B[1], 0, P|0];
LDMUL 0, 0, P[1]:

The two operands are stored in registers A[0], A[1], A[2] and B[O0], B[l], B[2]. The result is written into the registers P[0], P[1],P[2].

the addition of the exponents in the first instruction. A truncated multiplication of 32-bit
operands requires six multiplication operations: the first loads the least significant half of the
first operand into the multiplier. The second multiplies it with the most significant half of
the second operand. The third loads the most significant half of the first operand and
generates the most significant 16 bits of the intermediate result. In the remaining three
instructions, the intermediate result is added to the product of the most significant word of
the first operand and the whole second operand. Table III shows detailed instructions for
the multiplication.

The addition is more complicated, since the difference of the exponents provides the
shift distance of one operand. It is computed in the first instruction again together with the
tags for possible exceptions. Controlled by the shift control register (SCR) the indirect
addressing fetches the right fractions of the significants to be added. The leading digit
counter (LDC) counts the number of leading 0’s in order to detect the final shifting
distance for normalization after the addition. Finally, the result is shifted left by this
distance, and the exponent of the result is decreased accordingly. Table IV shows details

of the addition.

TABLE IV Addition of two single precision numbers with the proposed FPU

Instructions Comments

EXPSUB Al2], B[2], 2l {compare exponents }

SETNF T2 SCR; {store difference of exponents in SCR
register}

NOOP {wait until SCR is available}

SHADDU 0, 0, 0; {initialize shifter with 0/sand start adder}

SHADDU A[3], B[3], 0; {one adders will be modified, the
appropriate operand will be shifted
and added}

SHADDZ A[0], BI[0], 110]; {start LDC and add}

SHADD All], BI[1], VAREE {add}

EXPSE10 A[2], B[2], 2l {select the greater exponent}

EXPSUB Al2], LDE, 0; {wait for LDC and adapt exponent: }

EXPSUB Al2], LDC, BI[2]; {create exponent of result}

OR 0, EDE, SCR; {initialize SCR}

NRMU A[3], 0; {start normalize )

NRM A[0] B[0]; {normalize }

NRM A[l], B[1]; {normalize }

The two operands are stored in registers A[0], A[l], A[2] and B[0], B[1], B[2]. The result is written into the registers B[0], B[1], B[2].



92 M. SCHIMMLER et al.

The performance of one processor is

2 operations/21 instruction cycles X 1 instruction cycle/16 clock cycles
X f clock cycles/second

= f/168 operations/second

with f = 200 MHz, we have a performance of one processor of 200/168 million floating-
point operations/second or 1.2 MFlops; this amounts to 1.2 GFlops for one chip with 1024
processors or to 20 GFlops for a board with 16 chips. For double precision floating-point
numbers, an addition takes 18 instruction cycles, a multiplication takes 16 instruction cycles.
The performance of one processor is

2 operations/34 instruction cycles X 1 instruction cycle/16 clockvcycles
X f clock cycles/second

= f/272 operations/second

with f = 200 MHz, we have a performance of one processor of 200/272 million floating-
point operations/second or 0.735 MFlops; this amounts to 735 MFlops for one chip with 1024
processors or to 12 GFlops for a board with 16 chips.

Also more complex floating-point operations can be computed with the presented FPU,
e.g. division, square root. Table V shows the instruction count for several floating-point
operations with the presented FPU.

Since instruction count for individual floating operations does not consider format
conversion time and communication time within the processor array to fetch the operands,
it is often a weak performance measure that does not reflect the behaviour of a complete
application. Therefore, we will use the instruction count for two typical floating-point
applications on the ISA in our performance evaluation (see Table VI). The two applications
are 2-dimensional matrix multiplication and 1-dimensional fast Fourier transform (FFT).

Matrix Multiplication

The problem is to compute the product of two nXn matrices F = A-B, defined as
Suppose that matrices A and B have been loaded into the array. Then, the first column of A,
which is in the first column of the array, is broadcast along the rows and stored intermediately
in some single or double register H. Similarly, the first row of B is broadcast along the
columns. Now each processor (i,j) has elements A;; and By; available and can compute

TABLE V  Instruction counts for several floating-point operations in single/double precision

Opera!::()n Single Double
Format conversion 6 8
Addition/Subtraction 14 18
Multiplication 7 16
Division 52 101

Square root 92 138
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TABLE VI  Floating-point performance of the 2-dimensional matrix multiplication and 1-dimensional FFT on the
ISA processor array of size 32 X 32

Application Single (Efficiency) Double (Efficiency)
Matrix Multiplication (64 X 64) 0.853 GFlops (71%) 0.522 GFlops (71%)
FFT (2048-points) 0.613 GFlops (51%) 0.427 GFlops (58%)

Efficiency indicates the achieved performance with respect to the theoretical peak performance, i.e. 1.2GFlops (single) and
0.735 GFlops (double).

F;j := F;j + Ay-By;. The next step is to ringshift A by one column to the left in order to get the
second column of A, elements A;», into the first column of the array, from where they can be
broadcast along the rows. Similarly, B is ringshifted along the columns. After n such steps,
registers F contain the product of A and B. Multiplication of larger matrices can be easily
partitioned using 32 X 32 matrix multiplication as a building block.

Each iteration step consists of two floating-point operations per processor (addition and
multiplication) and the ringshift/broadcast communication. The two floating-point
operations need 21 instructions for single precision and 34 instructions for double precision.
Ringshift/broadcast requires 3 instructions per register on the ISA. Communication costs can
be halved by performing a 64 X 64 matrix multiplication and assigning 2 X 2 values to each
processor. This leads to 30 instructions per iteration step for single precision and 49
instructions per iteration step for double precision, which corresponds to a performance of
0.853 GFlops (single) and 0.522 GFlops (double) receptively. The time required for format
conversion can be neglected, since it is only done at the beginning and at the end of the

procedure.

FFT

Figure 9 shows the signal flow graph of the FFT of a sequence of n points, here for n = 8.
It consists of log(n) stages. In each stage, a complex multiplication with some primitive root
of unity, a complex addition, and a complex subtraction is performed at each of the n points.
The output of stage k is permuted by interchanging the two halves of subsequences of length
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FIGURE 9 Signal flow graph of an 8-point FFT.
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2% before being input to the next stage. Initially, the sequence of the n points is permuted
according to the so-called bit reversal permutation.

The implementation of the ID-FFT of size n = 2048 on a 32 X 32 ISA assigns two values
to each processor. The computation in each stage consists of four (real) multiplications and
six (real) additions in each processor. The implementation of the permutation between every
two stages involves routing of data, which is performed either within the rows of the ISA
(in the case of interchanging the two halves of subsequences of length =64) or by
interchanging complete rows of the ISA (in the case of interchanging the two halves of longer
subsequences). The interchanging of the C-register contents of two halves of m processors is
implemented by m/2 ringshift operations.

The ten floating-point operations per stage require 112 instructions for single precision and
172 instructions for double precision. The necessary communication per iteration step can be
performed on the average within 92 instruction (single) and 153 instruction (double),
respectively. This leads to a performance of 0.613 GFlops (single) and 0.427 GFlops (double)
for the processor array of size 32 X 32.

CONCLUSIONS AND FUTURE WORK

In this paper, the design of a FPU has been presented. Its bit-serial nature allows for an
area efficient and energy efficient implementation. Because bit-serial operations with the
IEEE floating-point number representation are difficult to implement, we use an internal
floating-point format that allows fast LSB-first arithmetic. Our FPU is optimally suited for a
fine-grained pipelined architecture. That is why it has been used in the processing elements
of the KPROC [6], a parallel system with 1024 processors on a single chip.

Most architectures require fast floating-point computation for any price. In case of a
massively parallel system on a single chip, there are other criteria that might be even more
important than latency: area and power consumption. In this case, it turns out that the bit
serial approach provides significant advantages in comparison to the bit parallel one. Adder
and multiplier can be implemented in a more economic way, exceptions can be detected
earlier, and rounding and normalization are relatively simple in comparison to the parallel
case. The disadvantage of higher number of clock cycles for one operation is compensated by
an increased number of processing elements that fit on one chip.

Due to the advances in FPGA technology, it will soon be possible to integrate an array
of several hundred simple processors on one single FPGA. An architecture like that could
be immediately equipped with floating-point capabilities using the FPU presented in this

paper.
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