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I, Mary K. Bolin, declare as follows: 

1. I am Emeritus Professor at the University of Nebraska, Lincoln 

Libraries. I have held the following positions: Professor and Catalog and Metadata 

Librarian, Digital Initiatives and Special Collections Department, University of 

Nebraska—Lincoln Libraries (2015–2020); Professor and Chair, Discovery and 

Resource Management and Coordinator of Collection Development, University of 

Nebraska, Lincoln Libraries (2004–2015); Lecturer, San José State University 

School of Information: Lecturer (2008–present); Head of the Technical Services 

Department, University of Idaho Library (1993–2003); promoted to Professor in 

1999); Head of the Cataloging Department, University of Idaho Library (1986–

1993); promoted to Associate Professor and tenured (1991); Head of Records 

Maintenance Section, Cataloging Department, University of Georgia Libraries 

(1981–1986). 

2. Over the course of my work as a librarian, professor, researcher, 

student research supervisor, and author of numerous scholarly papers and other 

publications, I have had extensive experience with cataloging records and online 

library management systems built around Machine-Readable Cataloging (MARC) 

standards.  I also have substantial experience in authenticating printed documents 

and establishing the date when they were accessible to ordinarily skilled 

researchers. 
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3. Exhibit B to this declaration is a copy of my CV. 

4. I have been retained by Wolf, Greenfield, & Sacks, P.C., counsel for 

Petitioner Google LLC, to assess the authenticity and dates of public availability of 

the documents discussed in this declaration. For this service, I am being paid my 

usual hourly fee of $150.00 per hour, plus actual expenses. My compensation is 

not dependent in any way upon any outcome in the above-captioned proceeding. 

I. SUMMARY OF DOCUMENTS 

5. The documents that I discuss in this declaration are the following: 

• Document 1. Schmidt et al., “KPROC - An Instruction Systolic Architecture 

for Parallel Prefix Applications,” Parallel and Distributed Computing 

Practices Vol. 3, No. 2, pp. 163–178 (2000) (hereafter the “Schmidt 

article”); 

• Document 2. Schimmler et al., “A bit-serial floating-point unit for a 

massively parallel system on a chip,” Parallel Algorithms and Applications, 

Vol. 19, No. 2-3, pp. 79-95 (2004) (hereafter the “Schimmler-2004 article”); 

• Document 3. Schmidt et al., “A Parallel Accelerator Architecture for 

Multimedia Video Compression,” in Euro-Par’99, Lecture Notes in 

Computer Science 1685, Springer Verlag, 1999, pp. 950–960 (hereafter the 

“Schmidt-1999 article”); 
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• Document 4. Schimmler et. al., “The Instruction Systolic Array – 

Implementation of a Low-Cost Parallel Architecture as Add-On Board for 

Personal Computers,  High Performance Computing and Networking, 

Lecture Notes in Computer Science 797, Springer Verlag, 1994, pp. 487–

488 (hereafter the “Schimmler-1994 article”); 

• Document 5.  Schimmler et. al., “The Instruction Systolic Array in Image 

Processing Applications,” Vision Systems: Sensors, Sensor systems, and 

Components, Europto 96, pp. 136–144 (hereafter the “Schimmler-1996 

article”); 

• Document 6.  Yeh, et. al., “Parallax: An architecture for real-time physics,” 

the 34th International Symposium on Computer Architecture (ISCA), 2007, 

pp. 232-243 (hereafter the “Yeh-ISCA07 article”); 

• Document 7.   Yeh, et. al., “The Art of Deception: Adaptive Precision 

Reduction for Area Efficient Physics Acceleration,” 40th IEEE/ACM 

International Symposium on Microarchitecture (MICRO’07), 2007, pp. 394-

406 (hereafter the “Yeh-Micro07 article”); 

• Document 8. Burger, et. al., “Composable Multicore Chips,” in Multicore 

Processors and Systems, pp. 73-109 (Springer-Verlag 2009) (hereafter the 

“Burger article”); 
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• Document 9. Thornton et al., “Tradeoff analysis of integer multiplier 

circuits implemented in FPGAs,” 1999 IEEE Pacific Rim Conference on 

Communications, Computers and Signal Processing (PACRIM 1999), pp. 

301-304 (1999) (hereafter the “Thornton article”); 

• Document 10. Oh et. al., “A fully pipelined single-precision floating-point 

unit in the synergistic processor element of a CELL processor,” IEEE 

Journal of Solid-State Circuits, vol. 41, no. 4, pp. 759-771 (April 2006) 

(hereafter the “Oh article”); 

• Document 11. S. Borkar, “Thousand Core Chips A Technology 

Perspective,” Proceedings of the 44th ACM/IEEE Design Automation 

Conference, pp. 746-749 (2007) (hereafter the “Borkar article”); 

• Document 12. Stackhouse et. al., “A 65 nm 2-Billion Transistor Quad-Core 

Itanium Processor” Solid-State Circuits,” 2008 IEEE International Solid-

State Circuits Conference – Digest of Technical Papers, pp. 92-93, 598 

(2009) (hereafter the “Stackhouse article”); 

• Document 13. Bradley, et. al., “Exploiting Loop-Level Parallelism for 

SIMD Arrays Using OpenMP,” in Vol. 4935 of the Lecture Notes in 

Computer Science, pp. 89-199 (Springer-Verlag 2008) (hereafter the 

“Bradley article”); 
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• Document 14. Roma et al., “In the development and evaluation of 

specialized processors for computing high-order 2-D image moments in real-

time,” in Proceedings Fifth IEEE International Workshop on Computer 

Architectures for Machine Perception, pp. 170-179 (2000) (hereafter the 

“Roma article”); 

• Document 15. Lokhmotov, et. al., “Revisiting SIMD Programming,” in Vol. 

5234 of the Lecture Notes in Computer Science, pp. 32-46 (Springer-Verlag 

2008) (hereafter the “Lokhmotov article”). 

II. METHODOLOGY 

6. I searched for each of these documents (1) in subscription databases 

(large repositories of reliable scholarly content from well-known publisher) such as 

IEEE Xplore and the ACM Digital Library, and (2) in Google Scholar (an open 

access database that aggregates content from subscription sites as well as other 

freely available repositories of scholarly and research data). I searched for the 

conference proceedings where these papers appear in the Online Computer Library 

Center (“OCLC”) database.  I also searched the library catalogs of institutions such 

as the University of Nebraska—Lincoln and other large research libraries.  My 

goal was to find a record in one of these databases that contained a date indicating 

when the work in question was publicly accessible.
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7. Use of MARC Records.  The “Machine Readable Cataloging” 

standard, also known as “MARC,” is an industry-wide standard method of 

organizing library catalog information. The Library of Congress first developed 

MARC in the 1960s.  A MARC-compatible library is one that has a catalog 

consisting of individual MARC records for each of its works.  Today, MARC is 

the primary communication protocol for the transfer and storage of bibliographic 

metadata in libraries. 

8. OCLC is a database of MARC records used by libraries worldwide.  

When an OCLC-participating institution acquires a work, it creates a MARC 

record for this work in its computer catalog system, and OCLC automatically 

supplies the date of creation.  The MARC record creation date reflects the date on 

which the item was first acquired and catalogued in MARC by the library; or in 

some cases the MARC record creation date is shortly after the date on which the 

item was first acquired by the library and placed in its internal catalogue. Once the 

MARC record is created by a cataloger at an OCLC-participating member 

institution, it is instantaneously available to any OCLC-participating members, 

and, therefore available to the public. 

9. A MARC record comprises several fields, each of which contains 

specific data about the work.  Each field is identified by a standardized, unique, 

three-digit code corresponding to the type of data that follows.  For example, a 
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work’s title is recorded in field 245, the primary author of the work is recorded in 

field 100, an item’s International Standard Book Number (“ISBN”) is recorded in 

field 020, an item’s Library of Congress call number is recorded in field 050, and 

the publication date is recorded in field 260 or 264 under the subfield “c.”  If a 

work is a periodical, then its publication frequency is recorded in field 310, and the 

publication dates (e.g., the first and last publication) are recorded in field 362, 

which is also referred to as the enumeration/chronology field.  The library that 

created the record is recorded in field 040 in subfield “a” with a unique library 

code.  When viewing the MARC record online via OCLC’s Connexion database, 

hovering over this code with the mouse reveals the name of the library.  I used this 

method of “mousing over” the library codes in the OCLC database to identify the 

originating library for all of the MARC records in this declaration, as well as the 

“display holdings” command to see a list of libraries that own the item.  In the 

MARC records in the OCLC Connexion database, MARC field 040 contains the 

OCLC symbols of institutions transcribing, creating, and modifying the record. 

10. OCLC was created “to establish, maintain and operate a computerized 

library network and to promote the evolution of library use, of libraries themselves, 

and of librarianship, and to provide processes and products for the benefit of 

library users and libraries, including such objectives as increasing availability of 

library resources to individual library patrons and reducing the rate of rise of 
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library per-unit costs, all for the fundamental public purpose of furthering ease of 

access to and use of the ever-expanding body of worldwide scientific, literary and 

educational knowledge and information.”1  Among other services, OCLC and its 

members are responsible for maintaining the WorldCat database 

(http://www.worldcat.org/), which is used by independent and institutional libraries 

throughout the world.  OCLC is the international cooperative to which libraries 

catalog records and others pay to access MARC records.  The MARC records 

referenced in this declaration, extracted from the OCLC database, were generated 

in the ordinary course of business.  Further, I personally located and downloaded 

each of these records associated with the documents on which my declaration 

focuses. 

11. OCLC provides its members online access to MARC records through 

its OCLC Connexion database.  When an OCLC member institution acquires a 

work, it creates a MARC record for this work in its computer catalog system in the 

ordinary course of its business.  MARC records created at the Library of Congress 

are batch-loaded into the OCLC database through a subscription to MARC 

 

 1  Third Article, Amended Articles of Incorporation of OCLC Online Computer 

Library Center, Incorporated (available at http://www.oclc.org/en-

US/membership/councils.html). 
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Distribution Services daily or weekly.  Once the MARC record is created by a 

cataloger at an OCLC member institution or is tape-loaded from the Library of 

Congress, it is then made available to any other OCLC members online, and, 

therefore, made available to the public. 

12. When an OCLC member institution creates a new record, OCLC 

automatically supplies the date of creation for that record.  As noted before, the 

MARC record creation date reflects the date on which the item was first acquired 

or cataloged by the institution; or in some cases the MARC record creation date is 

shortly after the date on which the item was first acquired and placed in the 

institution’s internal catalogue. 

13. The date of creation for the MARC record appears in the fixed field 

(008), characters 00 through 05.  Field 005 is a 16-digit field that records the Date 

characters yyyymmdd including 4 for the year, 2 for the month, and 2 for the day.  

The Date entered on file never changes.  These dates are automatically supplied by 

the OCLC system and cannot be changed by the user.  When the MARC record is 

created in OCLC, it is available throughout the world to other libraries and in 

WorldCat, the public version of OCLC Connexion.  Thus, the date of creation of 

the MARC record by a cataloger at an OCLC member institution reflects when the 

underlying item is accessible to the public. 
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14. For each of Documents 1-15, I included a search of OCLC, 

www.oclc.org, which is a large shared database used by libraries around the world 

to create and exchange cataloging data, using MARC format, which is a universal 

communications format for that data.  

15. For those documents for which there is a record in OCLC, I 

determined when the record was created and which libraries own the item.  I then 

visited the website of the library or libraries that own the item, searched their 

library catalog, and determined when the item was added to the library’s 

collection. 

16. I am familiar with many online catalogs, databases, and search 

engines. In preparing for this declaration, I used authoritative information systems 

such as the above-mentioned WorldCat (https://www.worldcat.org), the online 

catalog of the Library of Congress (https://catalog.loc.gov), shared research 

databases such as ResearchGate and CiteSeerX, the online catalog of a number of 

large research libraries such as the University of Nebraska—Lincoln, IEEE Xplore, 

ACM Digital Library, and Google Scholar search for records. These records are 

identified and discussed in this declaration.  

17. ACM Digital Library.  The ACM Digital Library is a digital database 

of research publications and other information resources produced by the 

Association for Computing Machinery (ACM), which is a well-known, reputable 
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publisher of scientific books and academic journals. The ACM Digital Library is a 

well-known and widely used resource for researchers, educators, and professionals 

in the field of computer science and related disciplines. The ACM Digital Library 

provides access to a wide range of content, including journal articles, conference 

papers, technical reports, and other research documents. It also includes several 

other resources, such as conference proceedings, videos, and standards published 

by ACM. With the ACM Digital Library, users can search for and access a wealth 

of information on a wide range of topics in computer science and related fields. 

18. IEEE Xplore. IEEE Xplore is a digital database that provides access to 

a vast collection of research publications and standards published by the Institute 

of Electrical and Electronics Engineers (IEEE), which is a well-known, reputable 

publisher of scientific books and academic journals. IEEE Xplore is a well-known 

and widely used resource for researchers, educators, and professionals in the fields 

of electrical engineering, computer science, and related disciplines. With IEEE 

Xplore, users can search for and access articles, conference papers, and other 

research documents, as well as standards and other technical information, 

published by the IEEE. The IEEE Xplore database is a comprehensive source of 

scholarly literature in the fields of electrical engineering, computer science, and 

other related fields. 
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III. SCOPE OF MY DECLARATION 

19. I am not an attorney and will not offer opinions on the law. I am, 

however, rendering my expert opinion on the authenticity of the documents 

referenced herein and when and how each of these documents was disseminated or 

otherwise made available to the extent that any member of the public interested in 

the subject matter, exercising reasonable diligence, could have located the 

documents by the dates I indicate below. 

20. I understand from counsel that a printed publication qualifies as  

publicly accessible as of the date it was disseminated or otherwise made available 

such that any member of the public interested in the subject matter could locate it 

through the exercise of ordinary diligence. 

21. While I understand that the determination of public accessibility under  

the foregoing standard rests on a case-by-case analysis of the facts particular to an 

individual publication, I also understand that a printed publication is rendered 

“publicly accessible” if it is cataloged and indexed by a library such that a member 

of the public interested in the subject matter a could locate it exercising reasonable 

diligence (i.e., I understand that cataloging and indexing by a library in a manner 

that permits a member of the public interested in the subject matter to locate the 

publication is sufficient, though there are other ways that a printed publication may 

qualify as publicly accessible, such as being indexed and catalogued in an online 
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database). One manner of sufficient indexing is indexing according to subject 

matter category. I understand that the cataloging and indexing by a single library of 

a single instance of a particular printed publication is sufficient, even if the single 

library is in a foreign country. I also understand that the cataloging and indexing of 

information that would guide a person interested in the relevant subject matter to 

the printed publication, such as the cataloging and indexing of an abstract for the 

printed publication, is sufficient to render the printed publication publicly 

accessible. 

22. I understand that a document may also be publicly accessible if it is 

catalogues and indexed in an online digital database such that a person interested in 

the relevant subject matter could locate the document in the database exercising 

reasonable diligence.  For example, as I discussed in paragraphs 17-18 above, in 

my opinion the ACM Digital Library and IEEE Xplore are examples of digital 

databases that are well-regarded among the academic community and considered 

to be accurate and trustworthy sources of information regarding the scientific and 

academic publications catalogued in those databases.  

23. I understand that routine business practices, such as general library 

cataloging and indexing practices, can be used to establish an approximate date on 

which a printed publication became publicly accessible.  I further understand that 

the date on which digital databases, like IEEE Xplore and ACM Digital Library, 
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indicate a document was published and/or added to the database can be used to 

establish a date on which the document became publicly accessible. 

24. I am told by counsel that the subject matter of this proceeding relates 

generally to the fields of computing.  I have been informed by counsel that a 

“person of ordinary skill in the art at the time of the invention” (POSA) is a 

hypothetical person who is presumed to be aware of all pertinent prior art and the 

conventional wisdom in the art, and is a person of ordinary creativity. I am told by 

counsel that persons of ordinary skill in this subject matter or art would have had a 

bachelor’s degree in Electrical Engineering, Computer Engineering, Applied 

Mathematics, or the equivalent, and two years of academic or industry experience 

in computer architecture.  More education could substitute for experience, and vice 

versa. 

25. It is my opinion that such a person would have been engaged in 

research, learning through study and practice in their field, and possibly through 

formal instruction, the bibliographic resources relevant to his or her research. In 

the late-2000s such a person would have had access to a vast array of long-

established print and online resources providing indexing information, abstracts, 

and full-text services for publications in the field of computing. 

26. Based on my experience working in research libraries with 

researchers having the qualifications described above, or even lesser qualifications, 
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it is my opinion that such researchers would have been able to locate the material 

discussed herein on their own or with the assistance of a research librarian, with 

relative ease using the tools and resources described herein. 

IV. AUTHENTICATION AND PUBLIC ACCESSIBILITY OF 
DOCUMENTS 

A. Document 1 (“Schmidt”) 

27. Below are my opinions on the public accessibility of Schmidt et al., 

“KPROC – An Instruction Systolic Architecture for Parallel Prefix Applications,” 

Parallel and Distributed Computing Practices Vol. 3, No. 2, pp. 163–178 (2000) 

(hereafter the “Schmidt article”) and the authenticity of EX1007 attached hereto. 

1. Authentication of EX1007 

28. EX1007 is a scan of the (1) inside cover of the journal; (2) the Table 

of Contents (TOC); and (3) the Schmidt article from the print copy of Volume 3, 

Number 2 of the journal Parallel and Distributed Computing Practices (PDCP) 

that I found within the custody of the University of Hong Kong (HKU) library, and 

from where I requested and obtained the copy in EX1007.  

29. EX1007 appears to be a true and correct copy in a condition that 

creates no suspicion about its authenticity, particularly given that it was obtained 

from the HKU library from its own collection at my request. The TOC includes the 

journal name (“Parallel and Distributed Computing Practices”), issue 

identification and issue date.  Also, the text of the article is complete and the page 
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numbers for the Schmidt article (pp. 163-177) match the TOC. The first page of 

the Schmidt article (pp. 163) shows the correct issue information, bears a copyright 

notice from the publisher (“© 2000 Nova Science Publishers, Inc.”) and an 

international standard serial number (ISSN) of “1097-2803” that matches the HKU 

library catalog information and the MARC records for this journal, as discussed in 

further detail below. 

2. Public Accessibility of the Schmidt Article 

30.  The inside cover and the TOC in EX1007 show that (1) this issue of 

Parallel and Distributed Computing Practices had an issue date of June 2000; (2) 

contains the Schmidt article on pages 163-177; and (3) was published by Nova 

Science Publishers, Inc. (Huntington NY) in 2000. Nova Science Publishers was 

and still is a well-known, reputable publisher of scientific books and academic 

journals. According to its website in the 2000-2002 timeframe,2 Nova Science 

Publishers was publishing “about 275 books per year and 30 journals.” The 

website maintained the company catalog3 and provided links to a wide range of 

journals available, including the journal Parallel and Distributed Computing 

 

2https://web.archive.org/web/20011204191802/http:/www.nexusworld.com/nova/  

3https://web.archive.org/web/20011217202938/http://www.nexusworld.com/nova/c

atalog.html  
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Practices 4 (with links to further information about this journal).5 Nova Science’s 

website also provided contact information for the publisher and a “How to Order” 

tab and a “search to order” tool for obtaining the Nova Science’s offerings, which 

tells me that interested persons could find and order Nova Science’s offering from 

their website, which is corroborated by the subscription information on the inside 

cover of the journal.2,3,4 

31. Based on this information, it is my opinion that the Schmidt article 

was published in the June 2000 issue (i.e., Volume 3, Number 2) of the journal 

Parallel and Distributed Computing Practices and was accessible by the public 

from Nova Science Publishers in June of 2000 or shortly thereafter in the year 

2000, and that a person interested in and ordinarily skilled in the relevant subject 

matter could have located the Schmidt article through the exercise of ordinary 

diligence (e.g., via the Nova Science Publishers website). 

 

4https://web.archive.org/web/20011221140039/http://www.nexusworld.com/nova/j

ournals.html  

5https://web.archive.org/web/20010418221324/http://www.nexusworld.com/nova/j

parallel.html  
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32. Additionally, I located the Schmidt article via HKU’s online search 

tool FIND@HKUL.6 Attachment 1a attached hereto shows the HKU library 

catalog entry for the journal Parallel and Distributed Computing Practices 

retrieved from FIND@HKUL listing a creation date of 1998 for this journal and 

showing that the “Main Library” has available a “Bound issue” of “Volume 3 

(2000)” in which the Schmidt article was published. Print copies of this journal are 

located in “Main Serials” under classification number “S 004.35 P22 D.”  “S” 

indicates that this is a serial (a journal) and 004 is the Dewey Decimal 

classification for “data processing and computer science” with a further refining of 

the topic represented by .35 and P22 representing the title of the work. EX1007 is a 

scanned copy of the above-noted portions of this bound issue obtained from the 

HKU library.   

33. Furthermore, Attachment 1b is the MARC record for the journal 

Parallel and Distributed Computing Practices that I retrieved from the OCLC 

bibliographic database. As previously noted, the library that created the record is 

recorded in field 040 with a unique library code. For Attachment 1b, that library 

 

6 https://julac-

hku.primo.exlibrisgroup.com/discovery/search?vid=852JULAC_HKU:HKU  
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code is “NSD,” which means that the MARC record for this serial was cataloged as 

part of the National Serials Data Program at the Library of Congress. 

34. As can be seen in the “Entered” field (“19971209”) in the MARC 

record for this exhibit, a cataloger at the Library of Congress created OCLC record 

number 38060488 on December 9, 1997. The MARC record demonstrates that the 

journal Parallel and Distributed Computing Practices began with the Volume 1, 

Number 1 issue dated March 1998 and ended with the Volume 5, Number 4 issue 

dated December 2002, and that this journal was a printed “Quarterly” by its 

publisher Nova Science Publishers, corroborating the information in EX1007. 

35. This MARC record indicates 8 holdings for this title.  Attachment 1c 

is the list of institutions the OCLC database indicates are “Holding[]” copies of the 

PDCP journal, including the HKU library (OCLC Symbol “HUA”) from which 

EX1007 was obtained, the National Science Library of Canada (OCLC Symbol 

“cai”) (whose MARC record I discuss further below), Stanford University (OCLC 

symbol “stf”), the Library of Congress (“DLC”), Dickinson College (“DKC”), and 

the University of Wisconsin System (OCLC symbol “GZM”), which are 

institutions from which this journal would be accessible. The MARC records for 

this journal (Attachments 1b-1c) also corroborate that the journal Parallel and 

Distributed Computing Practices was published by Nova Science Publishers and 
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that issues of the journal were acquired and added to multiple library collections 

and would have been accessible to the public in the June 2000 timeframe.

36. Attachment 1d is the National Science Library of Canada’s (NSLC’s) 

MARC record for the journal Parallel and Distributed Computing Practices.  

Record 005 in Attachment 1d shows that the journal was loaded into the NSLC 

catalog on June 30, 1998 and that the NSLC holds all volumes of this journal. 

37. As noted in Attachment 1b, the 2002 Volume 5, Number 4 issue of 

this journal was the last to be published by Nova Science Publishers. This journal 

subsequently changed its name to Scalable Computing: Practice and Experience 

(SCPE). The SCPE website7 maintains an archive of past issues,8 including full 

PDFs of the online issues from 2005 and after and catalogs information on the 

print issues from March 1998-December 2002 discussed above, including 

information on the Volume 3, Number 2 issue in which the Schmidt article was 

published.9 The SCPE archive lists the publication date for the Volume 3, Number 

2 issue of Parallel and Distributed Computing Practices as June 18, 2000, 

corroborating the June 2000 issue date shown in EX1007. As previously noted, the 

 

7 https://www.scpe.org/index.php/scpe  

8 https://www.scpe.org/index.php/scpe/issue/archive  

9 https://www.scpe.org/index.php/scpe/issue/view/41  



– 21 –  

journal Parallel and Distributed Computing Practices was a quarterly (Attachment 

1b), and the SCPE archive indicates that each quarterly issue for the years between 

1998 and 2002 (i.e., Volumes 1-5) was published on the 18th of March, June, 

September and December for Numbers 1-4, respectively. 

38. Based on the above information and on finding a print copy in the 

HKU library, it is my opinion that the Schmidt article was published and publicly 

accessible and could have been located by any member of the public interested in 

the subject matter by exercising reasonable diligence, on their own or with the 

assistance of a research librarian, by June 18, 2000 or shortly thereafter in the year 

2000 (and remained publicly accessible in the subsequent years) from the publisher 

(as noted previously), from the HKU library (e.g., via the online search tool 

maintained by HKU as least as early as 1999 and throughout the time period 

between the publication of the Schmidt article and the 2009-2010 timeframe10) 

from which EX1007 was obtained, or from another of the libraries that subscribed 

to and received the journal Parallel and Distributed Computing Practices.  

B. Document 2 (“Schimmler-2004”) 

39. Following are my opinions with respect to the public accessibility of 

Schimmler et al., “A bit-serial floating-point unit for a massively parallel system 

 

10 https://web.archive.org/web/20000407195152/http://library.hku.hk/  
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on a chip,” Parallel Algorithms and Applications, Vol. 19, No. 2-3, pp. 79-95 

(2004) (hereafter the “Schimmler-2004 article”), and the authenticity of EX1008 

attached hereto.   

1. Authentication of EX1008 

40. EX1008 is a copy of (1) the stamped cover of Volume 19, Numbers 2-

3 of the journal Parallel Algorithms and Applications; (2) the stamped TOC; and 

(3) the Schimmler-2004 article contained therein (pages 79-95) that was found 

within the custody of the library at the University of Nebraska at Omaha, and from 

where I requested and obtained the copy in EX1008. 

41. EX1008 appears to be a true and correct copy in a condition that 

creates no suspicion about its authenticity, particularly given that a stamped copy 

was obtained from the University of Nebraska library from its own collection. 

Specifically, the cover of the journal lists the title (Parallel Algorithms and 

Applications), ISSN (“1063-7192”), issue information (“Volume 19, Number 2-3 

(June-September)), publisher (“Taylor & Francis”), a library sticker showing the 

classification number and issue date, and the cover was stamped by the library at 

the University of Nebraska on September 7, 2004. The TOC was also stamped by 

the library on September 7, 2004. Additionally, the first page of the Schimmler-

2004 article includes the journal information and publisher logo (header), and the 

ISSN and a 2004 copyright notice from the publisher (footer) matching the 
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information on the cover and the TOC. The text of the article is complete, the page 

numbers are correct and there are no missing pages.    

2. Public Accessibility of the Schimmler-2004 Article 

42. Based on finding a stamped copy of the June-September issue (i.e., 

Volume 19, Numbers 2-3) of Parallel Algorithms and Applications containing the 

Schimmler-2004 article in the University of Nebraska library, it is my opinion that 

the Schimmler-2004 article was published and accessible by the public at least by 

September 7, 2004, the date the University of Nebraska library stamped its own 

copy of the journal. 

43. Additionally, the MARC record for the Parallel Algorithms and 

Applications journal attached hereto as Attachment 2a was created December 16, 

2002 and shows that the journal was in print from “vol. 1, no. 1, published in 

1993” though “vol. 19 in 2004” and that there are 1018 holdings for this journal.  

Attachment 2a also shows that the MARC record for Parallel Algorithms and 

Applications journal was entered on December 16, 2002 by the division of OCLC 

that creates MARC records that libraries subscribe to and download (OCLC 

symbol “F#A”), which is often done for packages of e-books and electronic 

journals that were publicly accessible.  Attachment 2e is the list of institutions the 

OCLC database indicates are “Holding[]” copies of the Parallel Algorithms and 

Applications journal, including the University of Nebraska—Lincoln library 
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(OCLC symbol “LDL”) and numerous other libraries such as the University of 

Arizona (OCLC symbol “AZU”), University of California, Berkeley (OCLC 

symbol “CUY”), Massachusetts Institute of Technology (OCLC symbol “MYG”), 

North Carolina State University (OCLC symbol “NRC”), Ohio State University 

(OCLC symbol “OSU”), and Penn State University (OCLC symbol “UPM”), 

which are institutions from which this journal would be accessible.    

44. The Schimmler-2004 article was also published online at least by 

August 6, 2006. Attachment 2b is the search results from Taylor and Francis online 

for the Schimmler-2004 article which list the online publication date of August 6, 

2006. Attachment 2c is the PDF of the Schimmler-2004 article downloaded from 

Taylor & Francis online and Attachment 2d is a screenshot of the PDF properties 

for the Schimmler-2004 article from Taylor and Francis Online showing a PDF 

creation date of November 17, 2004, corroborating that the version available from 

Taylor & Francis is not a later version of the Schimmler-2004 article.   

45. To the best of my knowledge based on my review, the electronic copy 

of the Schimmler-2004 article downloaded from Taylor and Francis Online 

includes the same content as EX1008. The pagination, journal citation, publisher, 

ISSN and copyright notice match between the two copies. Based on this 

information, it is my opinion that the Schimmler-2004 article was published and 

publicly accessible and could have been located by any member of the public 
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interested in the subject matter by exercising reasonable diligence, on their own or 

with the assistance of a research librarian, either from the publisher or from a 

library, such as the University of Nebraska library from which EX1008 was 

obtained, by September 7, 2004 or shortly thereafter in the year 2004 (and in the 

subsequent years), and/or could have obtained an electronic copy from Taylor and 

Francis online by August 6, 2006 (and anytime thereafter). 

C. Document 3 (“Schmidt-1999”) 

46. Below are my opinions with respect to the public accessibility of 

Schmidt et al., “A Parallel Accelerator Architecture for Multimedia Video 

Compression,” in Euro-Par’99, Lecture Notes in Computer Science 1685, Springer 

Verlag, 1999, pp. 950–960 (hereafter the “Schmidt-1999 article”), and the 

authenticity of EX1009 attached hereto.  

1. Authentication of EX1009 

47. EX1009 is a copy of (1) the cover of Lecture Notes in Computer 

Science 1685, Euro-Par’99 Parallel Processing Conference Proceedings; (2) title 

and copyright pages; (3) Table of Contents; and (4) the Schmidt-1999 article 

contained therein (pages 950-960) that was found in the custody of the library of 

the University of Wisconsin at Madison, and from where I requested and obtained 

the copy in EX1009.  
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48. EX1009 appears to be a true and correct copy in a condition that 

creates no suspicion about its authenticity, particularly because the copy was 

obtained from the University of Wisconsin library from its own collection. Also, 

the cover includes logos of the proceedings, sponsors and publisher, the title and 

copyright pages include publisher logos and copyright notice (“© Springer-Verlag 

Berlin Heidelberg 1999” and “Printed in Germany”), and the first page of the 

Schmidt-1999 article (p. 950) includes the correct citation to the proceeding and 

the copyright notice.  The article is complete, has no missing pages and its 

pagination matches the Table of Contents. 

2. Public Accessibility of the Schmidt-1999 Article  

49. Based on finding a copy of the Euro-Par’99 Parallel Processing 

Conference Proceedings in the University of Wisconsin library, that the copyright 

notice on the title page says it was “Printed in Germany” in 1999 and the August 

31-September 3, 1999 conference dates on the cover and title pages, it is my 

opinion that the Schmidt-1999 article published and was accessible by the public at 

least within months of the conference dates and no later than the end of 1999. 

50. Additionally, the MARC record for the Euro-Par’99 Parallel 

Processing Conference Proceedings in Attachment 3a attached hereto was created 

by the Library of Congress (DLC) on August 5, 1999 (which is consistent with the 

online publication date of August 6, 1999 on the Springer website shown in 
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Attachment 3b discussed below)11 and shows 153 holdings for this proceeding.   

Attachment 3e is the list of institutions the OCLC database indicates are 

“Holding[]” copies of this proceeding, including the University of Wisconsin 

library (OCLC symbol “GZM”) and numerous other libraries such as UCLA 

(OCLC symbol “CLU”), the University of Illinois (OCLC symbol “UIU”), the 

University of Kentucky (OCLC symbol “KUK”), and the University of Missouri, 

Columbia (OCLC symbol “MUU”) which are institutions from which this journal 

would be accessible.  

51. Further, the publisher Springer-Verlag (hereafter “Springer”) was and 

is a well-known and respected publisher (founded in 1842) of academic journals 

and books and it is my opinion that Schmidt-1999 would have been available by 

late 1999 (and in subsequent years) from the publisher. Springer also provides an 

online search tool (“SpringerLink”)12 for providing researchers with access to 

millions of academic publications.  

52. Attachment 3b attached hereto is the search result I obtained for the 

Schmidt-1999 article showing a “first online” date of January 1, 1999 and an 

online publication date of August 6, 1999. The search result page provides a link to 

 

11 https://link.springer.com/chapter/10.1007/3-540-48311-X_133  

12 https://link.springer.com/  
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download a copy of the Schmidt-1999 article (which I downloaded and which is 

attached hereto as Attachment 3c), which electronically downloadable PDF has a 

creation date of July 23, 1999 and the same pagination as the Schmidt-1999 article 

and appears to be the electronic version of the print copy published in the 

proceedings.  This information corroborates my opinion that the Schmidt-1999 

article was published and accessible by the public from multiple sources, including 

online, in the year 1999 and remained publicly available thereafter. 

53. Based on this information, it is my opinion that the Schmidt-1999 

article was published and publicly accessible and could have been located by any 

member of the public interested in the subject matter by exercising reasonable 

diligence, on their own or with the assistance of a research librarian, either from 

the publisher (Springer-Verlag) or from a library, such as the Library of Congress 

or the University of Wisconsin from which I obtained a copy, by August 5, 1999 

and at the latest the end of 1999 (and at any time thereafter in subsequent years). 

D. Document 4 (“Schimmler-1994”) 

54. Following are my opinions with respect to the public accessibility of 

Schimmler et. al., “The Instruction Systolic Array – Implementation of a Low-Cost 

Parallel Architecture as Add-On Board for Personal Computers,” Lecture Notes in 

Computer Science 797, High Performance Computing and Networking, 
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International Conference and Exhibition Proceedings, Springer Verlag, 1994, pp. 

487–488 (hereafter the “Schimmler-1994 article”), and the authenticity of EX1010. 

1. Authentication of the Schimmler-1994 Article 

55. EX1010 is a copy of (1) the cover of Lecture Notes in Computer 

Science 785, High-Performance Computing and Networking (HPCN) International 

Conference; (2) title page and a stamped copyright page; (3) Table of Contents; 

and (4) the Schimmler-1994 article contained therein (pages 487-488) that was 

found in the custody of the library of the University of Wisconsin at Madison, and 

from where I requested and obtained the copy in EX1010.  

56. EX1010 appears to be a true and correct copy in a condition that 

creates no suspicion about its authenticity, particularly because the copy was 

obtained from the University of Wisconsin library from its own collection (and the 

copyright page was stamped). Also, the cover includes logos of the proceedings, 

sponsors and publisher, and the title and copyright pages include publisher logos 

and copyright notice (“© Springer-Verlag Berlin Heidelberg 1994” and “Printed in 

Germany”). The Schimmler-1994 article is complete, has no missing pages and its 

pagination matches the Table of Contents. 

2. Public Accessibility of the Schimmler-1994 Article  

57. Based on finding a copy of the HPCN ’94 Proceeding in the 

University of Wisconsin library, that the copyright notice on the title page says it 
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was “Printed in Germany” in 1994 and the April 18-20, 1994 date of the 

international conference, it is my opinion that the Schimmler-1994 article was 

published and was accessible by the public in 1994. Attachment 4d attached hereto 

is the search result I obtained from the ACM digital library listing the publication 

date for Schimmler-1994 as April 18, 1994, corroborating the date on the title page 

of EX1010. 

58. Additionally, the MARC record for the HPCN ’94 Proceeding 

attached hereto as Attachment 4a was created on June 30, 1994 by the University 

of Louisiana at Lafayette (OCLC symbol “LWA”) and shows 17 holdings for this 

proceeding at the time I retrieved that MARC record.  Attachment 4c is the list of 

institutions the OCLC database indicates are “Holding[]” copies of this proceeding, 

including the University of Wisconsin library (OCLC symbol “GZM”) from which 

EX1010 was obtained and multiple other libraries such as the University of 

California Santa Barbara (OCLC symbol “CUT”), Georgia Tech University 

(OCLC symbol “GAT”), and the University of Pennsylvania (OCLC symbol 

“PAU”) which are institutions from which this journal would be accessible. 

59. As noted previously (¶ 51 above), the publisher Springer-Verlag 

(hereafter “Springer”) was and is a well-known and respected publisher (founded 

in 1842) of academic journals and books and it is my opinion that the Schimmler-

1994 article would have been available in 1994 and in subsequent years from the 
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publisher. Springer also provides an online search tool (“SpringerLink”)13 for 

providing researchers with access to millions of academic publications. 

60. Attachment 4b attached hereto is the search result I obtained from 

SpringerLink for the Schimmler-1994 article showing a publication date of  “first 

online” date of January 1, 2005 and an online publication date of May 26, 2005. 

Based on this information, it is my opinion that the Schimmler-1994 article was 

published and publicly accessible and could have been located by any member of 

the public interested in the subject matter by exercising reasonable diligence, on 

their own or with the assistance of a research librarian, either from the publisher 

(Springer-Verlag) or from a library, such as the University of Louisiana at 

Lafayette and University of Wisconsin from which I obtained a copy, as early as 

April 18, 1994 and at least by June 20, 1994, and would have continued to be 

available thereafter, and further would have been accessible online for by May 26, 

2005. 

E. Document 5 (“Schimmler-1996”) 

61. Below are my opinions with respect to the authenticity and public 

accessibility of Schimmler et al., “The Instruction Systolic Array in Image 

Processing Applications,” Vision Systems: Sensors, Sensor systems, and 

 

13 https://link.springer.com/  
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Components, Europto 96, O. Loffeld ed.: SPIE 2784, 1996, pp. 136–144 (hereafter 

the “Schimmler-1996 article”) and the authenticity of EX1011. 

1. Authentication of the Schimmler-1996 Article  

62. EX1011 is a stamped copy of Vision Systems: Sensors, Sensor 

systems, and Components, Europto 96, published by SPIE in Volume 2784 that 

was found within the custody of the library at the University of Wisconsin at 

Madison, and from where I requested and obtained the copy in EX1011. 

63. EX1011 appears to be a true and correct copy in a condition that 

creates no suspicion about its authenticity, particularly given that a stamped copy 

was obtained from the University of Wisconsin library from its own collection. 

Specifically, the cover lists the proceeding title (Vision Systems: Sensors, Sensor 

Systems, and Components), the publisher (“SPIE”), proceeding date (“10-12 June 

1996”), a library sticker showing the classification number and issue date, and was 

stamped by the library at the University of Wisconsin on September 27, 1996. The 

text of the Schimmler-1996 article is complete, the page numbers are correct and 

match the Table of Contents, and each page includes the correction publisher and 

volume information (SPIE Vol. 2784).   

2. Public Accessibility of the Schimmler-1996 Article 

64. Based on finding stamped copy of the proceeding containing the 

Schimmler-1996 article in the University of Wisconsin library, it is my opinion 
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that the Schimmler-1996 article was published and publicly accessible and could 

have been located by any member of the public interested in the subject matter by 

exercising reasonable diligence at least by September 17, 1996, the date the 

University of Wisconsin library stamped its own copy of the journal, or shortly 

thereafter in the year 1996.  

65. Additionally, the MARC record for the Vision Systems: Sensors, 

Sensor systems, and Components attached hereto as Attachment 5a was created 

May 16, 1996 by the United States Air Force, Institute of Technology, Wright-

Patterson Air Force Base, Ohio (OCLC symbol “OWpIT”) and shows 68 holdings 

for this journal.  Attachment 5c is the list of institutions the OCLC database 

indicates are “Holding[]” copies of this journal, including the University of 

Wisconsin (OCLC symbol “GZM”) where EX1011 was obtained and numerous 

other libraries such as Georgia Tech University (OCLC symbol “GAT”), 

University of Maryland (OCLC symbol “UMC”), the Massachusetts Institute of 

Technology (OCLC symbol “MYG”), and the Linda Hall Library (OCLC symbol 

“LHL”) which are institutions from which this journal would be accessible. 

Further, SPIE was and is a well-known international technical society and 

respected publisher of engineering and scientific journals and proceedings, and it is 

my opinion that the Schimmler-1996 article would have available at least by 

September 17, 1996 from the publisher. 
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66. SPIE also offers a Digital Library14 that lists a publication date of 

August 21, 1996 for this title,15 corroborating my opinion that the Schimmler-1996 

article was published at least by September 17, 1996 and could have been located 

by any member of the public interested in the subject matter by exercising 

reasonable diligence, on their own or with the assistance of a research librarian, 

either from the publisher (SPIE) or from a library, such as the University of 

Wisconsin library from which I obtained a copy or from other libraries holding this 

title. 

F. Document 6 (“Yeh-ISCA07”) 

67. Document 6 is Yeh, et al., “Parallax: An architecture for real-time 

physics,” Computer Architecture News, Vol. 35, No. 2, pp. 232-243 (2007) 

(hereafter the “Yeh-ISCA07 article”).  Below are my opinions on the public 

accessibility of the Yeh-ISCA07 article. 

 

14 https://www.spiedigitallibrary.org  

15 https://www.spiedigitallibrary.org/conference-proceedings-of-

spie/2784/0000/Instruction-systolic-array-in-image-processing-

applications/10.1117/12.248524.short?SSO=1  
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1. Authentication of EX1012 

68. EX1012 is a copy of (1) the cover page and Table of Contents of 

Volume 35, Number 2 of Computer Architecture News dated May 2000, which 

was published in connection with the Proceedings of the 34th International 

Symposium on Computer Architecture (ISCA’07) and (2) the Yeh-ISCA07 article, 

published in this issue of Computer Architecture News.  A print copy of this issue 

of Computer Architecture News was found within the custody of the University of 

Wisconsin’s library.  EX1012 is a true and correct copy of Yeh-ISCA07 that I 

requested and obtained from the University of Wisconsin’s library. As the first 

page of EX1012 shows, the issue of Computer Architecture News containing the 

Yeh-ISCA07 article was published in 2007 by the Association for Computing 

Machinery (“ACM”), which was in the 2007 timeframe (and still is) a well-known, 

reputable compiler and publisher of scientific and technical publications.  See ¶ 17 

above. 

69. EX1012 appears to be a true and correct copy of Yeh-ISCA07 in a 

condition that creates no suspicion about its authenticity. Specifically, the text of 

the article is complete; no pages are missing and the page numbers for the Yeh-

ISCA07 article (pp. 232-243) match the Table of Contents from the copy of the 

issue of Computer Architecture News in EX1012 and publication data for the Yeh-

ISCA07 article available online and in records in other sources discussed below. 
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Additionally, the first page of the Yeh-ISCA07 article (p. 232) includes a copyright 

notice from the publisher (“Copyright 2007 ACM”). 

70. Attached hereto as Attachment 6a is a true and correct copy of the 

results page from the ACM Digital Library for my search of the Yeh-ISCA07 

article in that database. As shown on the first page of Attachment 6a, the ACM 

Digital Library indicates that the Yeh-ISCA07 article was published on June 9, 

2007 in connection with ISCA ’07: Proceedings of the 34th annual symposium on 

Computer architecture, with the article on pages 232-242, which is consistent with 

the symposium and journal pages indicated in EX1012.   

71. Attached hereto as Attachment 6b is a true and correct copy of the 

PDF of the Yeh-ISCA07 article that I retrieved from the ACM Digital Library. 

Attachment 6b appears to be a true and correct copy in a condition that creates no 

suspicion about its authenticity. Specifically, the text of the article is complete and 

no pages are missing.  The first page of the Yeh-ISCA07 article (p. 232) indicates 

it was published in connection with “ISCA’07, June 9-13, 2007” and bears a 

“Copyright 2007 ACM,” which are consistent with Attachment 6a and EX1012. 

The PDF I obtained from the ACM Digital Library (Attachment 6b) also matches 

the body of the Yeh-ISCA07 article in EX1012.   
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72. Attached hereto as Attachment 6c is a true and correct copy of a  

screenshot of the PDF properties for Attachment 6b that I retrieved from the ACM 

Digital Library. Attachment 6c shows a PDF creation date of April 7, 2007. 

2. Public Accessibility of the Yeh-ISCA07 article 

73. Based on the fact that Document 6 (EX1012) (1) was found at the 

University of Wisconsin’s library in a print copy bearing a 2007 copyright date in a 

journal indicating it was published by the ACM in May 2007, (2) is retrievable 

from the ACM Digital Library, with a publication date indicated as June 9, 2007, 

and (3) the PDF properties of the PDF retrievable from the ACM Digital Library’s 

shows a creation date of April 7, 2007, it is my opinion that the Yeh-ISCA07 

article was publicly accessible by June 2007 and could have been located by any 

member of the public interested in the subject matter by exercising reasonable 

diligence, on their own or with the assistance of a research librarian. 

G. Document 7 (“Yeh-Micro07”) 

74. Document 7 is Yeh, et al., “The Art of Deception: Adaptive Precision 

Reduction for Area Efficient Physics Acceleration,” Proceedings of The 40th 

Annual IEEE/ACM International Symposium on Microarchitecture (MICRO’07), 

pp. 394-406 (2007) (hereafter the “Yeh-Micro07 article”).  Below are my opinions 

with respect to the authenticity and public accessibility of the Yeh-Micro07 article. 
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1. Authentication of EX1013 

75. EX1013 is a copy of (1) the cover page and Table of Contents of the 

Proceedings of The 40th  Annual IEEE/ACM International Symposium on 

Microarchitecture International Symposium on Computer Architecture on 

December 1-5, 2007, in Chicago, Illinois (the “IEEE Microarchitecture 

Proceedings”) and (2) the Yeh-Micro07 article, published in this journal.  A print 

copy of this issue of the IEEE Microarchitecture Proceedings with Yeh-Micro07 

was found within the custody of the Linda Hall Library in Kansas City, MO.  

EX1013 is a true and correct copy of Yeh-Micro07 that I requested and obtained 

from the Linda Hall Library. As the first page of EX1013 shows, the issue of the 

IEEE Microarchitecture Proceedings containing the Yeh-Micro07 article was 

published in 2007 by the IEEE, which was in the 2007 timeframe (and still is) a 

well-known, reputable compiler and publisher of scientific and technical 

publications.  See ¶ 18 above (discussing IEEE and IEEE Xplore). 

76. Exhibit F appears to be a true and correct copy of Yeh-Micro07 in a 

condition that creates no suspicion about its authenticity. Specifically, the text of 

the article is complete; no pages are missing and the page numbers for the Yeh-

Micro07 article (pp. 394-406) match the Table of Contents from the copy of the 

issue of IEEE Microarchitecture Proceedings in EX1013 and is consistent with the 

publication data for the Yeh-Micro07 article available online and in records in 
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other sources discussed below. Additionally, the first page of the Yeh-Micro07 

article (p. 406) includes a copyright notice from the publisher (“© 2007 IEEE”). 

77. Attached hereto as Attachment 7a is a true and correct copy of the 

results page from IEEE Xplore for my search of the Yeh-Micro07 article in that 

database.  See ¶ 18 above (discussing IEEE and IEEE Xplore).  As shown on page 

2 of Attachment 7a, IEEE Xplore indicates that the Yeh-Micro07 article was 

“Published in” the “40th Annual IEEE/ACM International Symposium on 

Microarchitecture (MICRO07), in connection with a December 1-5, 2007 

conference in Chicago, Illinois, and was added to IEEE Xplore on December 26, 

2007, which is consistent with the information found in Exhibit 6.  The PDF of 

Yeh-Micro07 that I obtained from IEEE Xplore (Attachment 7a) matches the Yeh-

Micro07 article in Exhibit 6. 

78. Attached hereto as Attachment 7b is a true and correct copy of the 

PDF of the Yeh-Micro07 article that I retrieved from IEEE Xplore.  Attachment 7b 

appears to be a true and correct copy in a condition that creates no suspicion about 

its authenticity. Specifically, the text of the article is complete and no pages are 

missing. The first page of the Yeh-ISCA07 article (p. 394) indicates it was 

published in connection with the “40th IEEE/ACM International Symposium on 

Microarchitectures” and bears a copyright “© 2007 IEEE,” which are consistent 
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with Attachment 7a and EX1013. The PDF I obtained from IEEE Xplore 

(Attachment 7b) also matches the body of the Yeh-Micro07 article in Exhibit 6. 

79. Attached hereto as Attachment 7c is a true and correct copy of a 

screenshot of the PDF properties for Attachment 7b. Attachment 7c shows a PDF 

creation date of October 11, 2007 and a modified date of October 25, 2022, which 

is the date I retrieved Attachment 7a from IEEE Xplore. 

2. Public Accessibility of the Yeh-Micro07 article 

80. Based on the fact that Document 7 (EX1013) (1) was found at the 

Linda Hall library in a print copy bearing a 2007 copyright date in a journal 

indicating it was published by the IEEE in 2007, (2) is retrievable from IEEE 

Xplore, and added to IEEE Xplore on December 26, 2007, and (3) the PDF 

properties of the PDF retrievable from IEEE Xplore shows a creation date of 

October 11, 2007, it is my opinion that the Yeh-Micro07 article was publicly 

accessible by December 2007 and could have been located by any member of the 

public interested in the subject matter by exercising reasonable diligence, on their 

own or with the assistance of a research librarian. 

H. Document 8 (“Burger”) 

81. Document 8 is Burger, et. al., “Composable Multicore Chips,” in 

Multicore Processors and Systems, pp. 73-109 (Springer-Verlag 2009) (hereafter 
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the “Burger article”).  Below are my opinions with respect to the authenticity and 

public accessibility of the Burger article. 

1. Authentication of Document 8 

82. Attached hereto as Attachment 8a is a true and correct copy of the 

MARC record for Burger article that I retrieved from the WorldCat bibliographic 

database. As shown on page 1 of Attachment 8a, a MARC entry for the Burger 

article was entered on June 18, 2009.  This MARC record shows 34 other holdings 

for the Burger article.  Attachment 8b is the list of institutions the OCLC database 

indicates are “Holding[]” copies of the book Multicore Processors and Systems, 

which contains the Burger article, including the California Institute of Technology 

(OCLC Symbol “CIT”), the Library of Congress (“DLC”), and Cornell University 

(OCLC Symbol “COO”), which are institutions from which Multicore Processors 

and Systems would be accessible. 

83. Attached hereto as Attachment 8c is a true and correct copy of the 

results page from my search of the Burger article in the SpringerLink database.  

See ¶ 120 below (discussing the SpringerLink database).  Page 1 of Attachment 8c 

indicates that the Burger article was published on pages 73-109 of the book entitled 

“Multicore Processors and Systems” and was “First Online: 01 January 2009.”  As 

shown on page 14 of Attachment 16b, SpringerLink indicates a 2009 copyright: “© 
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2009 Springer-Verlag US.”  See ¶ 51 above (discussing the publisher Springer-

Verlag).  

84. Attached hereto as Attachment 8d is a true and copy of (1) the cover 

of Multicore Processors and System; (2) the TOC; and (3) the Burger article 

contained therein (pages 77-109) that was found within the PDF of the copy of 

Multicore Processors and System that I obtained from Springer Link. Attachment 

8d appears to be a true and correct copy in a condition that creates no suspicion 

about its authenticity. Specifically, the cover of the journal lists the title (Multicore 

Processor and Systems) and publisher (“Springer”).  Page 4 of Attachment 8d 

identifies (1) a “Library of Congress Control Number: 2009930936,” which 

indicates the journal was registered with the Library of Congress in 2009, (2) 

ISSN, ISBN, and e-ISBN numbers, and (3) bears a copyright “© Springer 

Science+Business Media, LLC 2009.”  The text of the Burger article on pages 73-

109 is complete, the page numbers match the TOC, and there are no missing pages.   

2. Public Accessibility of the Burger article 

85. Based on the facts that (1) there is a MARC record in WorldCat with a 

creation date of June 18, 2009 for the Burger article, (2) SpringerLink indicates 

that the Burger article was first available online on January 1, 2009, and (3) a PDF 

of the book that contains the Burger article is retrievable from SpringerLink and 

bearing a 2009 copyright date, it is my opinion that the Burger article was indexed, 
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searchable, and publicly accessible by January 1, 2009, but at least no later than 

June 18, 2009, and could have been located by any member of the public interested 

in the subject matter by exercising reasonable diligence, on their own or with the 

assistance of a research librarian. 

I. Document 9 (“Thornton”) 

86. Document 9 is Thornton et al., “Tradeoff analysis of integer multiplier 

circuits implemented in FPGAs,” 1999 IEEE Pacific Rim Conference on 

Communications, Computers and Signal Processing (PACRIM 1999), pp. 301-304 

(1999) (hereafter the “Thornton article”).  Below are my opinions with respect to 

the authenticity and public accessibility of the Thornton article. 

1. Authentication of Document 9 

87. Attached hereto as Attachment 9a is a true and correct copy of the 

results page from IEEE Xplore for my search of the Thornton article in that 

database.  As shown on page 2 of Attachment 9a, IEEE Xplore indicates that the 

Thornton article was “Published in” the “1999 IEEE Pacific Rim Conference on 

Communications, Computers and Signal Processing,” in connection with an 

August 22-24, 1999 conference in Victoria, BC and was added to IEEE Xplore on 

August 6, 2002.  See ¶ 18 above (discussing IEEE and IEEE Xplore). 

88. Attached hereto as Attachment 9b is a true and correct copy of the 

PDF of the Thornton article that I retrieved from IEEE Xplore. Attachment 9b 
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appears to be a true and correct copy in a condition that creates no suspicion about 

its authenticity. Specifically, the text of the article is complete and no pages are 

missing.  The first page of the Thornton article (p. 301) includes a copyright notice 

from the publisher (“© 1999 IEEE”), which was in the 1999-2002 timeframe (and 

still is) a well-known, reputable complier and publisher of scientific and technical 

publications. 

89. Attached hereto as Attachment 9c is a true and correct copy of a 

screenshot of the PDF properties for Attachment 9b.  Attachment 9c – the screen 

capture of the PDF properties of Attachment 9b – shows a creation date of March 

22, 2004 and a modified date of November 18, 2022, which is the date I retrieved 

Attachment 9b from IEEE Xplore. 

2. Public Accessibility of the Thornton article 

90. Based on the fact that Attachment 9b (1) is retrievable from IEEE 

Xplore, and added to IEEE Xplore on August 6, 2002, and (2) the PDF properties 

of the PDF retrievable from IEEE Xplore shows a creation date of March 22, 2004, 

it is my opinion that the Thornton article was publicly accessible by August 2002 

and could have been located by any member of the public interested in the subject 

matter by exercising reasonable diligence, on their own or with the assistance of a 

research librarian. 
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J. Document 10 (“Oh”) 

91. Document 10 is Oh et al., “A fully pipelined single-precision floating-

point unit in the synergistic processor element of a CELL processor,” IEEE Journal 

of Solid-State Circuits, vol. 41, no. 4, pp. 759-771 (April 2006) (hereafter the “Oh 

article”).  Below are my opinions with respect to the authenticity and public 

accessibility of the Oh article. 

1.  Authentication of Document 10 

92. Attached hereto as Attachment 10a is a true and correct copy of the 

results page from IEEE Xplore for my search of the Oh article in that database.  As 

shown on pages 1-2 of Attachment 10a, IEEE Xplore indicates that the Oh article 

was “Published in” the “Digest of Technical Papers, 2005 Symposium on VLSI 

Circuits, 2005,” in connection with a June 16-18, 2005 conference, and was added 

to IEEE Xplore on July 25, 2005.  Page 2 of Attachment 10a further provide a 

“Print ISBN” number and indicates that the publisher was the IEEE, which was in 

the 2005 timeframe (and still is) a well-known, reputable complier and publisher of 

scientific and technical publications.  See ¶ 18 above (discussing IEEE and IEEE 

Xplore). 

93. Attached hereto as Attachment 10b is a true and correct copy of the 

PDF of the Oh article that I retrieved from IEEE Xplore. Attachment 10b appears 

to be a true and correct copy in a condition that creates no suspicion about its 
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authenticity. Specifically, the text of the article is complete and no pages are 

missing.  The first page of the Oh article (p. 24) indicates it was published in 

connection with the 2005 Symposium on VLSI Circuits Digest of Technical 

Papers, which is consistent with Attachment 10a.  

94. Attached hereto as Attachment 10c is a true and correct copy of a 

screenshot of the PDF properties for Attachment 10b.  Attachment 10c shows a 

creation date of May 19, 2005 and a modified date of November 18, 2022, which is 

the date I retrieved Attachment 10b from IEEE Xplore. 

2. Public Accessibility of the Oh article 

95. Based on the fact that Attachment 10b (1) is retrievable from IEEE 

Xplore, and was added to IEEE Xplore on July 25, 2005, and (2) the PDF 

properties of the PDF retrievable from IEEE Xplore shows a creation date of May 

19, 2005, it is my opinion that the Oh article was publicly accessible by July 2005 

and could have been located by any member of the public interested in the subject 

matter by exercising reasonable diligence, on their own or with the assistance of a 

research librarian.  

K. Document 11 (“Borkar”) 

96. Document 11 is S. Borkar, “Thousand Core Chips A Technology 

Perspective,” Proceedings of the 44th ACM/IEEE Design Automation Conference, 
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pp. 746-749 (2007) (hereafter the “Borkar article”).  Below are my opinions with 

respect to the authenticity and public accessibility of the Borkar article. 

1. Authentication of Document 11 

97. Attached hereto as Attachment 11a is a true and correct copy of the 

results page from the ACM Digital Library for my search of the Borkar article in 

that database.  As shown on pages 1-2 of Attachment 11a, the ACM Digital 

Library indicates that the Borkar article was “Published” June 4, 2007, in 

connection with a June 2007 conference.  See ¶ 18 above (discussing the ACM and 

ACM Digital Library). 

98. Attached hereto as Attachment 11b is a true and correct copy of the 

PDF of the Borkar article that I retrieved from the ACM Digital Library. 

Attachment 11b appears to be a true and correct copy in a condition that creates no 

suspicion about its authenticity. Specifically, the text of the article is complete and 

no pages are missing.  The first page of the Borkar article (p. 716) indicates it was 

published in connection with DAC 2007 in 2007 and bears a copyright from the 

publisher ACM: “Copyright 2007 ACM,” which is consistent with Attachment 

11a.  

99. Attached hereto as Attachment 11c is a true and correct copy of a 

screenshot of the PDF properties for Attachment 11b.  Attachment 11c shows a 
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creation date of May 2, 2007 and a modified date of December 4, 2022, which is 

the date I retrieved Attachment 11b from the ACM Digital Library. 

2. Public Accessibility of the Borkar article 

100. Based on the fact that Attachment 11b (1) is retrievable from the 

ACM Digital Library, which lists a publication date of June 4, 2007, and (2) the 

PDF properties of the PDF retrievable from the ACM Digital Library shows a 

creation date of May 2, 2007, it is my opinion that the Borkar article was publicly 

accessible by June 2007 and could have been located by any member of the public 

interested in the subject matter by exercising reasonable diligence, on their own or 

with the assistance of a research librarian. 

L. Document 12 (“Stackhouse”) 

101. Document 12 is Stackhouse et. al., “A 65 nm 2-Billion Transistor 

Quad-Core Itanium Processor” Solid-State Circuits,” 2008 IEEE International 

Solid-State Circuits Conference – Digest of Technical Papers, pp. 92-93, 598 

(2009) (hereafter the “Stackhouse article”).  Below are my opinions with respect to 

the authenticity and public accessibility of the Stackhouse article. 

1. Authentication of Document 12 

102. Attached hereto as Attachment 12a is a true and correct copy of the 

results page from IEEE Xplore for my search of the Stackhouse article in that 

database.  As shown on pages 1-2 of Attachment 12a, IEEE Xplore indicates that 
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the Stackhouse article was “Published in” the “2008 IEEE International Solid-State 

Circuits Conference – Digest of Technical Papers,” in connection with a February 

3-7, 2008 conference  and was added to IEEE Xplore on January 9, 2009.  Page 2 

of Attachment 12a further indicates that the publisher was the IEEE, which was in 

the 2008-2009 timeframe (and still is) a well-known, reputable complier and 

publisher of scientific and technical publications.  See ¶ 18 above (discussing IEEE 

and IEEE Xplore). 

103. Attached hereto as Attachment 12b is a true and correct copy of the 

PDF of the Stackhouse article that I retrieved from IEEE Xplore. Attachment 12b 

appears to be a true and correct copy in a condition that creates no suspicion about 

its authenticity. Specifically, the text of the article is complete and no pages are 

missing.  The first page of the Stackhouse article (p. 92) indicates it was published 

in connection with the 2008 IEEE International Solid-State Circuits Conference 

and bears a 2008 copyright (“©2008 IEEE”), which are consistent with Attachment 

12a. 

104. Attached hereto as Attachment 12c is a true and correct copy of a 

screenshot of the PDF properties for Attachment 12b.  Attachment 12c shows a 

creation date of February 24, 2008 and a modified date of November 18, 2022, 

which is the date I retrieved Attachment 12b from IEEE Xplore. 
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2. Public Accessibility of the Stackhouse article 

105. Based on the fact that Attachment 12b (1) is retrievable from IEEE 

Xplore, and was added to IEEE Xplore on January 9, 2009 and (2) the PDF 

properties of the PDF retrievable from IEEE Xplore shows a creation date of 

February 24, 2008, it is my opinion that the Stackhouse article was publicly 

accessible at least as of January 9, 2009 and could have been located by any 

member of the public interested in the subject matter by exercising reasonable 

diligence, on their own or with the assistance of a research librarian. 

M. Document 13 (“Bradley”) 

106. Document 13 is Bradley, et; al., “Exploiting Loop-Level Parallelism 

for SIMD Arrays Using OpenMP,” in Vol. 4935 of the Lecture Notes in Computer 

Science (“LNCS”), pp. 89-199 (Springer-Verlag 2008) in connection with 

International Workshop on OpenMP, IWOMP 2007 Beijing, China, June 3-7, 2007 

(hereafter “the Bradley article”).  Below are my opinions with respect to the 

authenticity and public accessibility of the Bradley article. 

1. Authentication of Document 13 

107. Attached hereto as Attachment 13a is a true and correct copy of the 

MARC record for the Bradley article that I retrieved from the WorldCat 

bibliographic database. As shown on page 1 of Attachment 13a, a MARC entry for 

the journal containing the Bradley article was entered on November 11, 2008.  This 
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MARC record shows 361 other holdings for the journal containing the Bradley 

article.  The title of the Bradley article – “Exploiting Loop-Level Parnellism for 

SIMD Arrays Using Open MP – is listed in the MARC entry 505, which is used to 

indicate the titles of separate works or parts of an item (i.e., the separate articles 

complied in Volume 4935 of LNCS).   Attachment 13f is the list of institutions the 

OCLC database indicates are “Holding[]” copies of the Proceedings of the 3rd 

International Workshop on OpenMP, IWOMP 2007, Beijing China, June 3-7, 

2007, which is indicated in MARC record entry 245 in Attachment 13a as the 

proceedings associated with the Bradley article.  As shown in Attachment 13f, 

publications of this proceeding are available from numerous libraries, including 

North Carolina State University (OCLC symbol “NRC”) and Technishe 

Universitat Hamburg, Germany (OCLC symbol “h9h”), which are institutions from 

which Vol. 4935 of the Lecture Notes in Computer Science would be accessible. 

108. Attached hereto as Attachment 13b is a true and correct copy of the 

results page from my search of the Bradley article in the Springer Link database, 

which I discussed above in connection with the Bradley article.  Page 3 of 

Attachment 13b indicates that the Bradley article was published on pages 89-100 

of the printed journal. As shown on page 1 of Attachment 13b, SpringerLink 

indicates a 2008 copyright: “© 2008.”  Pages 7-8 of Attachment 13c identifies (1) 
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an eBook ISBN, Series ISSN, Softcover ISBN, and Series E-ISSN numbers and (2) 

“Copyright Information”: “Springer-Verlag Berlin Heidelberg 2008.”  

109. Attached hereto as Attachment 13c is a true and copy of the Bradley 

article that I retrieved from the Springer Link database.  Attachment 13c appears to 

be a true and correct copy in a condition that creates no suspicion about its 

authenticity. The text of the Bradley article on pages 89-100 is complete, the page 

numbers match the page numbers indicated in Attachment 13b, and there are no 

missing pages. The front page of Attachment 13c also bears a 2008 copyright of 

the publisher: “© Springer-Verlag Berlin Heidelberg 2008.”  See ¶ 51 above 

(discussing the publisher Springer-Verlag); ¶ 120 below (discussing the 

SpringerLink database).  Page 1 of Attachment 16b indicates that the Burger article 

was published on pages 77-109 of the book entitled “Multicore Processors and 

Systems” and was “First Online: 01 January 2009.”  As shown on page 14 of 

Attachment 16b, SpringerLink indicates a 2009 copyright: “© 2009 Springer-

Verlag US.” 

110. Attached hereto as Attachment 13d is a true and correct copy of a  

screenshot of the PDF properties for a PDF of the entirety of Volume 4935 of 

LNCS that I retrieved from SpringerLink, which contains the Bradley article.  

Attachment 13d shows that the PDF of Volume 4935 of LNCS that I retrieved 
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from SpringerLink has a creation date of July 7, 2008 and a modified date of July 

8, 2008.  

111. Attached hereto as Attachment 13e is a true and correct copy of a  

screenshot of the PDF properties for a PDF of the Bradley article itself that I 

obtained from Springer Link.  Attachment 13e shows a creation date of April 1, 

2008 and a modified date of July 8, 2008. 

2. Public Accessibility of the Bradley article 

112. Based on the facts that (1) there is a MARC record in WorldCat with a 

creation date of November 11, 2008 for the Bradley article, (2) a PDF of the 

Bradley article is retrievable form SpringerLink with a creation date of April 1, 

2008, and bearing a 2008 copyright date, and (3) a PDF of the journal that contains 

the Bradley article is retrievable from SpringerLink, with a creation date of July 7, 

2008 and bearing a 2008 copyright date, it is my opinion that the Bradley article 

was indexed, searchable, and publicly accessible at least as of November 11, 2008 

and could have been located by any member of the public interested in the subject 

matter by exercising reasonable diligence, on their own or with the assistance of a 

research librarian. 

N. Document 14 (“Roma”) 

113. Document 14 is Roma et al., “In the development and evaluation of 

specialized processors for computing high-order 2-D image moments in real-time,” 
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in Proceedings Fifth IEEE International Workshop on Computer Architectures for 

Machine Perception, pp. 170-179 (2000) (hereafter the “Roma article”).  Below 

are my opinions with respect to the authenticity and public accessibility of the 

Roma article. 

1. Authentication of Document 14  

114. Attached hereto as Attachment 14a is a true and correct copy of the 

results page from IEEE Xplore for my search of the Roma article in that database.  

As shown on pages 1-2 of Attachment 14a, IEEE Xplore indicates that the Roma 

article was “Published in” the “Proceedings Fifth IEEE International Workshop on 

Computer Architectures for Machine Perception,” in connection with a September 

11-13, 2000 conference, and was added to IEEE Xplore on August 6, 2002.  Page 2 

of Attachment 14a further provide a “Print ISBN” number and indicates that the 

publisher was the IEEE, which was in the 2000-2002 timeframe (and still is) a 

well-known, reputable complier and publisher of scientific and technical 

publications.  See ¶ 18 above (discussing IEEE and IEEE Xplore). 

115. Attached hereto as Attachment 14b is a true and correct copy of the 

PDF of the Roma article that I retrieved from IEEE Xplore. Attachment 14b 

appears to be a true and correct copy in a condition that creates no suspicion about 

its authenticity. Specifically, the text of the article is complete and no pages are 
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missing.  The first page of the Roma article (p. 170) indicates it was published in 

by the IEEE because it bears a copyright “© 2000 IEEE.”  

116. Attached hereto as Attachment 14c is a true and correct copy of a 

screenshot of the PDF properties for Attachment 14.  Attachment 14c shows a 

creation date of March 1, 2004 and a modified date of December 5, 2022, which is 

the date I retrieved Attachment 15b from IEEE Xplore. 

2. Public Accessibility of the Roma article 

117. Based on the fact that Attachment 14b (1) is retrievable from IEEE 

Xplore, and added to IEEE Xplore on August 6, 2002 and bears a year 2000 

copyright by the IEEE and (2) the PDF properties of the PDF retrievable from 

IEEE Xplore shows a creation date of March 1, 2004, it is my opinion that the 

Roma article was publicly accessible by August 6, 2002, but at least no later than 

March 1, 2004, and could have been located by any member of the public 

interested in the subject matter by exercising reasonable diligence, on their own or 

with the assistance of a research librarian.  

O. Document 15 (“Lokhmotov”) 

118. Document 15 is Lokhmotov, et; al., “Revisiting SIMD Programming,” 

in Vol. 5234 of the Lecture Notes in Computer Science (“LNCS”), pp. 32-46 

(Springer-Verlag 2008) in connection with the 20th International Workshop, LPCP 

2007, Urbana, IL, USA, October 2007 (hereafter the “Lokhmotov article”).  Below 
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are my opinions with respect to the authenticity and public accessibility of the 

Lokhmotov article. 

1. Authentication of Document 15 

119. Attached hereto as Attachment 15a is a true and correct copy of the 

MARC record for Lokhmotov article that I retrieved from the WorldCat 

bibliographic database. As shown on page 1 of Attachment 15a, a MARC entry for 

the Lokhmotov article was entered on August 12, 2008.  This MARC record shows 

24 other holdings for the Lokhmotov article.  Attachment 15e is the list of 

institutions the OCLC database indicates are “Holding[]” copies of selected papers 

from the Languages and Compilers for Parallel Computing : 20th International 

Workshop, LCPC 2007, Urbana, IL, USA, October 11-13, 2007 which is indicated 

in MARC record entry 245 in Attachment 15a as the conference associated with 

the Lokhmotov article.  As shown in Attachment 15e, the selected papers from this 

conference that included the Lokhmotov article are available from numerous 

libraries, including University of New Hampshire (OCLC symbol “NHM”), 

Rutgers University (OCLC symbol “NJR”), and Cornell University (OCLC symbol 

“COO”), which are institutions from which Vol. 5234 of the Lecture Notes in 

Computer Science would be accessible. 

120. Attached hereto as Attachment 15b is a true and correct copy of the 

results page from my search of the Lokhmotov article in the Springer Link 
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database.  Springer-Verlag was in the 2007-2008 timeframe (and still is) a well-

known, reputable compiler and publisher of scientific and technical publications.  

See ¶ 51 above (discussing the publisher Springer-Verlag).  SpringerLink is a 

“comprehensive online collection of scientific, technological and medical journals, 

books and reference works” that “offers electronic and printed literature from 

Springer-Verlag” and other reputable publishers, like Urban and Vogel, Steinkopff, 

and Birkhäuser.”16  Page 1 of Attachment 15b indicates that the Lokhmotov article 

was published on pages 32-46 of the printed journal. As shown on page 7 of 

Attachment 15b, SpringerLink indicates a 2008 copyright: “© 2008 Springer-

Verlag Berlin Heidelberg.”  As shown on page 8 of Attachment 15b, LNCS 

Volume 5234 had a “Print ISBN” of “978-3-540-85260-5.” 

121. Attached hereto as Attachment 15c is a true and copy of (1) the cover 

of Volume 5234 of the LNCS; (2) the TOC; and (3) the Lohkmotov article 

contained therein (pages 32-46) that was found within the PDF of Volume 5234 of 

the LNCS that I obtained from Springer Link. Attachment 15c appears to be a true 

and correct copy in a condition that creates no suspicion about its authenticity. 

 

16 https://www.springer.com/gp/help/about-

springerlink/18548#:~:text=SpringerLink%20is%20the%20world%27s%20most,jo

urnals%2C%20books%20and%20reference%20works. 
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Specifically, the cover of the journal lists the title (Languages and Compilers for 

Parallel Computing), the issue information (“LNCS 5234”), and publisher 

(“Springer”).  Page 4 of Attachment 15c identifies (1) a “Library of Congress 

Control Number: 2008932585,” which indicates the journal was registered with the 

Library of Congress in 2008, (2) ISSN, ISBN-10, and ISBN-13 numbers, and (3) 

bears a copyright “© Springer-Verlag Berlin Heidelberg 2008.”  The text of the 

Lokhmotov article on pages 32-46 is complete, the page numbers match the TOC, 

and there are no missing pages.  The ISBN-13 number in Attachment 15c matches 

the “Print ISBN” number on page 7 of Attachment 15b. 

122. Attached hereto as Attachment 15d is a true and correct copy of a  

screenshot of the PDF properties for a PDF of the entirety of Volume 5234 of 

LNCS that I retrieved from SpringerLink, which contains the Lokhmotov article.  

Attachment 15d shows that the PDF of Volume 5234 of LNCS that I retrieved 

from SpringerLink has a creation date of August 4, 2008 and a modified date of 

August 12, 2008. Because that PDF was voluminous and contained several articles 

in addition to the Lohkmotov article, Attachment 15c is a PDF that I created from 

the PDF of the full journal that I retrieved from SpringerLink, comprising the 

cover page through TOC and the Lokhmotov article.   
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2. Public Accessibility of the Lokhmotov article 

123. Based on the facts that (1) there is a MARC record in WorldCat with a 

creation date of August 12, 2008 for the Lokhmotov article and (2) a PDF of the 

journal that contains the Lokhmotov article is retrievable from SpringerLink, with 

a creation date of August 4, 2008 and bearing a 2008 copyright date, it is my 

opinion that the Lokhmotov article was indexed, searchable, and publicly 

accessible at least as of August 12, 2008 and could have been located by any 

member of the public interested in the subject matter by exercising reasonable 

diligence, on their own or with the assistance of a research librarian. 

V. CONCLUSION 

I hereby declare that all statements made herein of my own knowledge are 

true and that all statements made on information and belief are believed to be true; 

and further that these statements are made with the knowledge that willful false 

statements and the like are punishable by fine, imprisonment, or both, under Section 

1001 of Title 18 of the U.S. Code. I state under penalty of perjury under the laws of 

the United States of America that the foregoing is true and correct. 
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Executed this December 11, 2022, in Lincoln, Nebraska.

_____________________________

Mary K. Bolin
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Abstract

This paper presents the design of a new bit -serial Öoating-point unit (FPU). It has

been developed for the processors of the instruction systolic array (ISA) parallel

computer model. In contrast to conventional bit -parallel FPUs the bit -serial approach

requires a diáerent data format. Our FPU uses an IEEE compliant internal Öoating-

point format that allows a fast least signiÕcant bit (LSB)-Õrst arithmetic and can be

eÞciently implemented in hardware.
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eÞciently implemented in hardware.
flfl Keywords: Bit - serial Öoating point units Massively parallel processors Systolic arrays

Floating - point unit

Introduction

Modern VLSI technology allows us to integrate massively parallel systems on a single

chip. The area limitations for the processors of such systems require small but

eÞcient computational units ,,. In particular, it may motivate the choice of a bit -serial

data organization of the individual processors. The Õne-grained processor arrays are

used in a variety of applications where identical operations have to be performed on

large data sets such as signal, image and video processing ,, cryptography , biological

sequence analysis , scientiÕc computing , visualization , and medical imaging .

Implementations of relevant numerical and signal processing algorithms often require

Öoating arithmetic in order to achieve adequate accuracy. Thus, the integration of

eÞcient Öoating-point arithmetic is essential to these processors.

Motivated by the design of an instruction systolic array (ISA) with 1024 processors on

one chip , an FPU has been designed that meets these requirements. Its bit -serial

structure allows for a Õne-grained pipelined implementation on a minimal area of

silicon. The design has been guided by experiences with a lower-integrated

predecessor version of the processor array, which is available as an add-on board for a

PC .

In the early days of massively parallel machines the individual processors had no

integrated FPUs . But when MFlops evolved as one of the most important measures for

supercomputer performance, the designers added commercial bit -parallel Öoating-

point processors as coprocessors to small PE-clusters of their massively parallel

systems ,. This approach was useful as long as the integrated circuit technology did

not allow Õtting both the PEs and the FPUs on the same die. But with the advances inAttachment - Page A15
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not allow Õtting both the PEs and the FPUs on the same die. But with the advances in

semiconductor technology in the last decade, designers tended to increase the

computational capabilities of the individual processors rather than designing parallel

systems of Öoating-point processors.

More recent work has focused on FPU design for FPGAs. In Ref. a serial multiplier is

combined with a parallel adder in order to achieve high performance with a limited

number of CLBs. A similar approach is taken in Ref. , in order to investigate the

resource utilization for the FPU in modern FPGAs. In Ref. a technique of parameterizing

the FPU-design by the desired precision is discussed. Another adaptive approach has

recently been taken in Ref. . A generator tool is presented that designs an FPU for

FPGA implementation dependent on the input of performance requirements. Even

though the performance results are impressive, all these designs are currently not

suitable for a massively parallel processor array, since they are not optimized with

respect to area and power consumption.

The rest of this paper is organized as follows. The second section describes the ISA

principle. An overview of the individual ISA processor architecture is given in the third

section. The design methods for implementing eÞcient Öoating-point operations on

bit -serial hardware are described in the fourth section. The Õfth section presents the

corresponding execution units . The performance of several Öoating-point operations

is given in the sixth section. The seventh section concludes the paper.

Principle of the ISA

The ISA , is a mesh-connected processor grid, where the processors are controlled by

three streams of control information: instructions, row selectors and column selectors

(see Fig. 1). The instructions are input in the upper left corner of the processor array,

and from there they move step by step in horizontal and vertical direction through the

array. This guarantees that within each diagonal of the array the same instruction is

active during each clock cycle. In clock cycle processor (i+1, j) and (i, j+1) execute theAttachment - Page A16
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active during each clock cycle. In clock cycle processor (i 1, j) and (i, j 1) execute the

instruction that has been executed by processor (i, j) in clock cycle k. The selectors also

move systolically through the array: the row selectors move horizontally from left to

right; the column selectors move vertically from top to bottom. Selectors mask the

execution of the instructions within the processors, i.e. an instruction is executed if and

only if both selector bits , currently in that processor, are equal to one. Otherwise, a no-

operation is executed.

Figure 1 Control Öow in an ISA.

Every processor has read and write access to its own memory. Besides that, it has a

designated communication register (C-register) that can also be read by the four

neighbour processors. Within each clock phase reading access is always performed

before writing access. Thus, two adjacent processors can exchange data within a single

clock cycle in which both processors overwrite the contents of their own C-register with

the contents of the C-register of its neighbour. This convention avoids read/write

conÖicts and also creates the possibility to perform parallel preÕx operations

eÞciently, e.g. row sum.

Display full size
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eÞciently, e.g. row sum.

Processor Architecture

The processor architecture is part of a chip design containing an ISA of size 32 × 32 .

The main components of the processor architecture are a set of 64 data registers, the

communication register, a unit for integer addition, logical operations and conditional

instructions, a 16-bit multiplier, and a shifter/adder for Öoating-point arithmetic (see

Fig. 2). The data word length is 16 bits . Data is processed bit -serially , such that the

execution of each instruction takes exactly 16 clock cycles. However, there are macro-

instructions formed as series of elementary instructions in order to handle data types

consisting of more than one machine, word, e.g. double precision Öoating-point

numbers (see “Floating Point Operations” section). After receiving an instruction, the

processor stores it in the instruction register, decodes the two operand addresses and

the destination address, retrieves the operands from the register Õle, executes the

instruction, writes the result back to the destination register, and passes the

instruction to the next processor. Since all this is done bit -serially , it can be pipelined

on bit level, such that a new instruction can be fetched and processed every 16 clock

cycles. For instance, the Õrst bit of the result is computed already after the second bits

of the operands have entered the respective unit .

Figure 2 Block diagram of the processor architecture.
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The instructions are 3-address instructions (two operand registers—op0 and op1 and

destination register—dest) coded in two 32 bits . Several instructions are related to

Öoating-point  operations. However, these instructions in general do not make sense

on their own, but only within macro-instructions, i.e. a sequence of instructions that

realize a certain operation on Öoating-point  numbers. The instruction

computes the sum of the exponents of two Öoating-point  numbers, as required for a

multiplication. Similarly, there exist instructions EXPSUB for computing the diáerence

of two exponents and EXPSEL for selecting the greater exponent as the result

exponent in the case of an addition of two Öoating-point  numbers. The instructions

SHADD (shift and add), shsub (shift and subtract), nrm (normalize), LDMUL (load

multiplier), and MULT (multiply) are used in macro-instructions for computing the

mantissa of the result. The instruction

is used for conÕguration of the Öoating-point  control for handling single precision or

double precision numbers. The instructions

Display full size
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double precision numbers. The instructions

support the conversion between the IEEE Öoating-point format and the internal

format, forming the mantissa words and the exponent word of the internal format.

Floating Point Operations

The processor supports and double precision Öoating-point arithmetic Öoating-point

registers are implemented by groups of 16-bit data registers, and Öoating-point

operations are implemented as instruction macros, i.e. as sequences of elementary

instructions.

Internal Floating Point Format

The special cases for IEEE numbers are coded in all bits of the number representation.

For example, in order to Õnd out if a number equals inÕnity the complete mantissa and

the complete exponent have to be compared with 0 and −1, respectively. Therefore, a

bit -serial compare to inÕnity (required for every arithmetic operation) would need at

least 32 internal clock cycles for single and 64 for double. To solve this problem a

conversion into an internal format is performed. The internal representation of a

double X consists of Õve 16-bit words Here, X[4] contains the exponent of the double,

the sign, the kind of representation (absolute value/sign or 2-complement), and

information about possible special cases (inÕnity, zero, NaN=not a number). X[0] to X[3]

contain the signiÕcant (mantissa) of the double, extended to 64 bits .

1. 

2. Sm: sign of the signiÕcant, 0: positive, 1: negative

3. T1, T0: encoding of special cases: 00: normal number, 01: zero, 10: INIF (inÕnity),

11: NaN

4. R: representation of signiÕcant: 0: absolute value/sign representation, 1: 2-

complement representation Attachment - Page A20
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complement representation

5. Se: sign of exponent (two identical bits  for overÖow detection)

6. e0,…,e9: binary representation of the exponent E in 2-complement (little endian

mode)

7. 64 bit  of the signiÕcant   where 63 is the most signiÕcant bit  (MSB):

8. 

The value of such a double is:

Double numbers can be normalized or not normalized. A positive number and a

number in absolute value/sign-representation is normalized iá bits  63, 62, 61 of the

signiÕcant are 001, i.e. bits  63 and 62 hold the sign and then in bit  61 comes the MSB

of the signiÕcant. As usual in absolute value/sign representation, the signiÕcant is

positive and the sign is stored in the sm-bit  of the exponent (see X[4]). A negative

number in 2-complement is normalized iá bits  63, 62, 61 of the signiÕcant are 110.

Again, bits  63 and 62 form the sign and it follows the most signiÕcant digit of the

signiÕcant represented in 2-complement.

The four 16-bit  words of the IEEE format are converted into 5 words of the internal

format. The 52-bit  mantissa is stored in four words, where in the Õrst word an explicit

1 is introduced (this 1 is implicit in the IEEE representation). The Õrst two 0's serve as

two sign bits  of the mantissa. Two sign bits  are useful for detecting overÖows: an

overÖow after an addition changes the second sign bit  and a right shift for

normalization is necessary. The exponent is stored in the last 12 bits  of a separate

word, also with two sign bits . The value 01 of the sign bits  indicates exponent over ow,

whereas 10 indicates exponent under ow. In these cases, the number is changed to INF

or 0, respectively. The special values zero, INF and NaN are coded using the tag stored

in bit 14 and 13 of the exponent word. In the case of a special value, the actual valueAttachment - Page A21
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in bit 14 and 13 of the exponent word. In the case of a special value, the actual value

of the mantissa is irrelevant. Bit 12 is used internally for indicating if the mantissa is in

2-complement representation after an addition or subtraction. The conversion is

supported by special instructions of the processor.

Floating Point Addition

An addition of two Öoating-point numbers is performed in the usual way: the two

exponents are compared, the mantissa of the operand with smaller exponent is

shifted to the right appropriately, then the mantissas are added. If any operand is

negative and not yet in 2-complement representation, its mantissa is complemented

before. The bit -serial organization allows on-the-Öy computation with one single half

adder. If any operand is 0, its mantissa is set to 0. The result mantissa is in 2-

complement representation. The result exponent is the larger exponent of the two

operands. The tag of the result is computed depending on the tags of the two

operands according to .

The sign of the result is the sign of the result mantissa, except in the case that any

operand is INF, then the sign is equal to the sign of this operand. If the result is 0 or

NaN, the sign is irrelevant. Since the operands consist of more than one word (e.g. of

four mantissa words in the case of double precision Öoating-point numbers), shifting

of a mantissa by more than 15 bits is realized by displaced addressing of the operands

(see Fig. 3 ).

Figure 3 Addition of two 64-bit mantissas.

Table I

Table I Computation of result tags in the case of an addition

Download CSV Display Table
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In each case, in order to realize a shift distance of s, in the Õrst step A  and B are

addressed, where   B is loaded into the shifter and delayed by   bits . In the next

step A  and B are addressed. While B is loaded to the shifter, the d bits  of B 

appear at the output of the shifter and are added to A . In the last step A  and B 

are addressed. However, B is an invalid operand, therefore it is cancelled, i.e. set to

0…0 or to 1…1 depending on the sign of the mantissa. If k becomes greater than 4, all

B-operands are cancelled, i.e. set to 0…0. In the case that B has the greater exponent,

then the diáerence of the exponents is negative and A has to be shifted. The situation

is essentially the same as above with the roles of A and B interchanged.

Normalization

After an addition, in general the result mantissa is not in normalized form, i.e. there are

not exactly two leading 0's or 1's. Several cases are possible: there is one leading digit,

two leading digits, (this is the normalized case), three through 63 leading digits, or 64

leading digits. In the latter case, the result is considered to be 0, if the leading digits are

0. In all other cases a left shift by −1…62 is necessary so that the mantissa starts with

001 or 110. The exponent has to be corrected by this shift distance A counter; the

leading digits counter (LDC) is used to count the number of leading digits (−2) of the

result produced during an addition/subtraction or multiplication. The LDC also records

the Õrst bit  of the mantissa, indicating the sign of the mantissa, and detects if the

mantissa is 0. Before normalization, the value of the LDC is transferred into the shift

Display full size
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mantissa is 0. Before normalization, the value of the LDC is transferred into the shift

control register. But now this value has to be interpreted in a diáerent way, since it is

the distance for a left shift instead of a right shift as in the case of an addition.

However, this can be done using the same hardware for normalization as for addition.

Floating Point Multiplication

A multiplication of two 64-bit mantissas is performed according to the scheme shown

in Fig. 4, where e.g. denotes the 80-bit product of with B . The result would be 128

bit long, however, only the most signiÕcant 64 bits can be used for the result mantissa

F. Therefore the above scheme is truncated, in order to reduce the number of 16-bit

multiplications. The scheme is shown in Fig. 5.

Figure 4 Multiplication scheme for 4-word operands.

Figure 5 Truncated multiplication scheme for 4-word operands.

Addition of the intermediate results is performed simultaneously with the

multiplications in the multiplier, which is actually a multiply-and-add unit . The error

0

Display full size

Display full size
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multiplications in the multiplier, which is actually a multiply and add unit . The error

introduced by the truncation amounts to at most 3 bits . This seems to be tolerable,

because the precision of the internal Öoating point format is 61 signiÕcant bits ,

whereas the original IEEE format has only 52 bits . If more precise arithmetic is

required, the complete multiplications have to be executed. The exponents of the two

Öoating-point numbers are added. The sign of the result is the exclusive-or of the two-

operand signs. The tag of the result is computed according to .

Floating Point Units

Multiplier for Positive Operands

As explained in “Floating Point Operations” section, bit -serial Öoating-point

multiplication can be implemented by a simple combination of integer addition (for the

exponents) and long integer multiplication (for the signiÕcants). In this section, we

describe design of the multiplier for this purpose.

Its original architecture is shown in Fig. 6. Before starting the multiplication, one

operand x is loaded into a parallel register (the multiplicand register) with the MSB to

least signiÕcant bit (LSB) from left to right. This is controlled by a signal r being high for

one clock cycle and low for the rest of the instruction execution. Now the second

operand y is input into the multiplier LSB-Õrst. In each clock cycle, i one bit y of y is

processed. It is multiplied with x by computing the bitwise AND. The result is added to

the current sum, producing a new intermediate result. This result is stored in a carry

save representation instead of standard binary representation. This means the

intermediate result consists of two binary words: a s-word and a c-word (s for sum and

c for carry). The standard binary intermediate result would be 2·c+s. This carry save

Table II

Table II Computation of result tags in the case a
multiplication

Download CSV Display Table


i
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c for carry). The standard binary intermediate result would be 2 c s. This carry save

representation avoids the propagation of the carry bits for more than one position.

Figure 6 The original multiplier architecture for unsigned integers.

The next bit y of y is processed in the following clock cycle. Since the result to be

computed in this step has to be weighted by a factor of 2 with respect to the old

intermediate result, we have to shift the old result by one position to the right before

we add the new product. Propagating the sum bits to the right neighbour and

recycling the carry bits to the same full adder that has just produced this carry

performs this shift operation. The shift operation outputs one bit at the rightmost full

adder. This is the ith bit of the Õnal product counted from the LSB to the MSB.

This multiplier design has been used in the parallel computer Systola 1024 . One

interesting property of this architecture is its capability to perform multiply–add

operations. Each bit operation consists of the addition of a new bit product to the

intermediate result and a shift operation. Therefore, the interconnection between

adjacent full adders form a shift register (the sum register). Now we can use this shift

register to add an additional operand. The only thing we have to do is to shift the third

operand into the sum register of the multiplier with the LSB Õrst. The Õrst bits of the

Display full size
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operand into the sum register of the multiplier with the LSB Õrst. The Õrst bits  of the

summand can be shifted in concurrently with the x operand. During the multiplication,

in every clock cycle, we input one additional bit  of the summand while one bit  of y is

processed.

The multiplier is capable of executing two diáerent instructions, corresponding to the

two phases for the multiplication. In the Õrst phase, the operand x is loaded into the

multiplicand register. We call this instruction LDMUL (load multiplicand). During the

execution of a LDMUL-instruction, the y-input is forced to be 0. If a multiply–add

operation is executed the least signiÕcant word of the operand s is shifted into the sum

register during the LDMUL-instruction, too. The resulting bits  produced by the Õrst

LDMUL-instruction are irrelevant.

The second phase is the multiplication with y. The instruction is called MULT (multiply).

y is consumed bit  by bit  as described above. In a MULT-instruction, the x-input is not

interpreted. The s-input is used to read the most signiÕcant word of the operand s. The

output produces the least signiÕcant word of the result. After this MULT-instruction the

most signiÕcant word of the result is still stored in the sum- and carry-registers of the

multiplier. In order to output this rest of the result we need to execute another

LDMUL-instruction. Therefore, the computation of the last example can be coded in

three instructions:

Numerous applications in cryptography deal with long operands, e.g. current RSA

standards operate with lengths between 1024 and 4096 bits  . Such bit  lengths cannot

be processed in one operation of a standard processor. One multiplication with large

operands can be decomposed into a sequence of smaller multiplications and

additions.

Obviously, an N×N-bit  (N even) multiplication   can be constructed of four N/2 × N/2-

bit multiplications as follows: Attachment - Page A27
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bit  multiplications as follows:

where

In this case, we need four multiplications of half the size and three additions to get one

result of full size. If we recursively use this technique, we can perform an N×N-bit

multiplication by using an n-bit  multiplier. It requires N/n·N/n small multiplications and

  additions.

The bit  serial  structure of the above multiplier allows for a simple and eÞcient

execution of long multiplications: only the operand x is chopped into pieces   where

each piece has the length n of the multiplicand. After loading one of these pieces of x

using a LDMUL-instruction the complete factor y is processed by a sequence of MULT-

instructions. This takes N/n+1 instruction cycles. The result has the length N+n. For the

complete long multiplication we need to add one such partial product for each piece of

x.

To speed up this procedure, we can take advantage of the multiply–add capability of

our multiplier. We start with the least signiÕcant word X  of x. It is multiplied by the

complete operand y leading to a result words RES RES …RES . RES  is the least

signiÕcant word of the Õnal result. Afterwards, we proceed with X . Using multiply–

add, we compute   Again we come up with an intermediate result with   bits , where the

least signiÕcant word is part of the Õnal result. In the same way, we continue until we

come to the most signiÕcant word of x. The result of its multiplication with y delivers

the rest of the Õnal result. The following example shows the multiplication of two 2-

word operands x and y together with the addition with a third 2-word operand s

according to the scheme described above.

1. LDMUL X , S , 0; //Õrst stage: load x 

2. MULT Y , S , RES ; //compute lower result

3. MULT Y , 0, res ; //compute 2nd partial result

4 LDMUL X res res ; //Õrst stage: compute 3rd partial result; second

0

 N/n  N/n−1 0 0

1

low low low

low high 0

high 1

high 1 2
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4. LDMUL X , res , res ; //Õrst stage: compute 3rd partial result; second

5.  //stage: load x 

6. MULT Y , res  RES ; //compute 2nd Õnal result

7. MULT Y , 0, RES ; //compute 3rd Õnal result

8. LDMUL 0, 0, RES ; //compute upper Õnal result

Note that there are slots left to add 4-word operand; however, an overÖow might

occur. The programmer would have to take appropriate precautions.

This example can be extended to longer operands as described above. In general, the

multiplication of two m-word operands requires m·(m+1)+1 instruction cycles.

Extended Multiplier for Negative Operands

The multiplier of the previous section is capable of multiplying two unsigned integers.

With only some minor modiÕcations in the instruction set and in the hardware, it is

possible to extend it to a signed multiplier where one operand may be negative in 2-

complement representation. We make use of a well known property of 2-complement

numbers .

PROPOSITION

Let x and y be n-bit  numbers in 2-complement representation, i.e. x, y∈[−2 ,2 −1]

and let x′ and y′ be the values of x and y interpreted as unsigned integers, i.e.   if ≥0 and

  if   respectively   if   and   if   Let   and   Then, it holds         where sign(x) and sign(y)

denotes the sign-bit  of x and y, respectively, i.e.   if   and   if  

Proof

We consider the four cases determined by the signs of x and y.

     

      =   

    this case is analogue to (ii).

high 1 2

high

low 2 1

high 2

3

 n−1  n−1
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=

In case (iv) the value 2 can be omitted, because interpreted as a 2n-bit number it is

equal to 0.

In the above proposition z′ corresponds to the result of the multiplication of x and y

with the unsigned multiplier of “Principle of the ISA” section. The terms and denote

the correction steps associated with negative operands to compute z from z′. In order

to extend the original multiplier to deal with 2-complement numbers these correction

terms have to be integrated into the new multiplier architecture.

Let us assume that x is negative. According to the proposition has to be subtracted

from the result z′. This is equivalent to adding the 2-complement of y to the most

signiÕcant word of z′ (which has the weight 2 ). In the bit -serial case, the 2-

complement can be computed on-line with the multiplication by using a multiplexer

and a half adder. For the implementation of the multiplication with negative x, we

introduce the instruction MULTSX. MULTSX is basically identical to MULT. Additionally,

it sets xneg to the sign (stored in the MSB) of x. It is used to select either 0 or −y as

additional summand to s. The addition is performed on-line with the input of y and bit -

serially delivers at s . The resulting architecture is shown in Fig. 7.

Figure 7 Multiplier for nonnegative y and arbitrary x.

2n

n

in
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Floating Point Adder

The Öoating point adder consists of a shifter, an adder, two units for displaced

addressing of the operands, two complement units and a logic for cancellation of

operands. The shifter is a conÕgurable shift register of variable length between 0 and

15 bits (see Fig. 8).

Figure 8 16-bit shifter.

Display full size
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For a Öoating-point addition, the result of the exponent comparison is stored in a

special register, the shift control register (SCR). The highest bit SCR[11] indicates if the

exponent diáerence is negative and determines the shift operand. Bits SCR[0–3]

determine the delay of the shifter. If this is a non-negative number s, it is

complemented by the. XOR-gates and the last 1-bit delay is activated, in order to

achieve the required delay of 16−s. Bits SCR[4–5] are used for displaced addressing of

the shift operand, as explained in the “Floating Point Operations” section. If any of the

bits SCR[6–10] is diáerent from SCR[11], the shift distance would be greater than 64,

so the shift operand maybe cancelled. A bit -serial adder adds the shifted operand and

the other operand. If any operand is negative and not yet in 2-complement

representation, it is complemented before the addition.

Performance

For single precision Öoating-point numbers, an addition takes 14 instruction cycles

and a multiplication takes 7 instruction cycles. The multiplication consists of the

Display full size
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and a multiplication takes 7 instruction cycles. The multiplication consists of the

addition of the exponents and the multiplication and rounding of the signiÕcants. The

internal format allows us to detect all exceptions (0, inÕnity, or NaN) by interpretation

of the tag-bits during the addition of the exponents in the Õrst instruction. A truncated

multiplication of 32-bit operands requires six multiplication operations: the Õrst loads

the least signiÕcant half of the Õrst operand into the multiplier. The second multiplies it

with the most signiÕcant half of the second operand. The third loads the most

signiÕcant half of the Õrst operand and generates the most signiÕcant 16 bits of the

intermediate result. In the remaining three instructions, the intermediate result is

added to the product of the most signiÕcant word of the Õrst operand and the whole

second operand. shows detailed instructions for the multiplication.

The addition is more complicated, since the diáerence of the exponents provides the

shift distance of one operand. It is computed in the Õrst instruction again together with

the tags for possible exceptions. Controlled by the shift control register (SCR) the

indirect addressing fetches the right fractions of the signiÕcants to be added. The

leading digit counter (LDC) counts the number of leading 0's in order to detect the Õnal

shifting distance for normalization after the addition. Finally, the result is shifted left by

this distance, and the exponent of the result is decreased accordingly. shows

details of the addition.

The performance of one processor is

Table III

Table III Multiplication of two single precision numbers with
the presented FPU

Download CSV Display Table


h

Table IV

Table IV Addition of two single precision numbers with the
proposed FPU

Download CSV Display Table

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with we have a performance of one processor of 200/168 million Öoating-point

operations/second or 1.2 MFlops; this amounts to 1.2 GFlops for one chip with 1024

processors or to 20 GFlops for a board with 16 chips . For double precision Öoating-

point numbers, an addition takes 18 instruction cycles, a multiplication takes 16

instruction cycles. The performance of one processor is

with we have a performance of one processor of 200/272 million Öoating-point

operations/second or 0.735 MFlops; this amounts to 735 MFlops for one chip with

1024 processors or to 12 GFlops for a board with 16 chips .

Also more complex Öoating-point operations can be computed with the presented

FPU, e.g. division, square root. shows the instruction count for several Öoating-

point operations with the presented FPU.

Since instruction count for individual Öoating operations does not consider format

conversion time and communication time within the processor array to fetch the

operands, it is often a weak performance measure that does not reÖect the behaviour

of a complete application. Therefore, we will use the instruction count for two typical

Öoating-point applications on the ISA in our performance evaluation (see ).

The two applications are 2-dimensional matrix multiplication and 1-dimensional fast

Fourier transform (FFT).

Table V

Table V Instruction counts for several floating-point
operations in single/double precision

Download CSV Display Table


Table VI

Table VI Floating-point performance of the 2-dimensional
matrix multiplication and 1-dimensional FFT on the ISA
processor array of size 32 × 32

Download CSV Display Table


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Matrix Multiplication

The problem is to compute the product of two matrices deÕned as . We Õrst

assume that (thus, Õtting into the processor array). Suppose that matrices A and B

have been loaded into the array. Then, the Õrst column of A, which is in the Õrst

column of the array, is broadcast along the rows and stored intermediately in some

single or double register H. Similarly, the Õrst row of B is broadcast along the columns.

Now each processor (i, j) has elements A and B available and can compute . The

next step is to ringshift A by one column to the left in order to get the second column

of A, elements A , into the Õrst column of the array, from where they can be broadcast

along the rows. Similarly, B is ringshifted along the columns. After n such steps,

registers F contain the product of A and B. Multiplication of larger matrices can be

easily partitioned using 32 × 32 matrix multiplication as a building block.

Each iteration step consists of two Öoating-point operations per processor (addition

and multiplication) and the ringshift/broadcast communication. The two Öoating-point

operations need 21 instructions for single precision and 34 instructions for double

precision. Ringshift/broadcast requires 3 instructions per register on the ISA.

Communication costs can be halved by performing a 64 × 64 matrix multiplication and

assigning 2 × 2 values to each processor. This leads to 30 instructions per iteration step

for single precision and 49 instructions per iteration step for double precision, which

corresponds to a performance of 0.853 GFlops (single) and 0.522 GFlops (double)

receptively. The time required for format conversion can be neglected, since it is only

done at the beginning and at the end of the procedure.

FFT

Figure 9 shows the signal Öow graph of the FFT of a sequence of n points , here for It

consists of log(n) stages. In each stage, a complex multiplication with some primitive

root of unity, a complex addition, and a complex subtraction is performed at each of

the n points . The output of stage k is permuted by interchanging the two halves of



i1 lj

i2
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the n points . The output of stage k is permuted by interchanging the two halves of

subsequences of length 2 before being input to the next stage. Initially, the sequence

of the n points is permuted according to the so-called bit reversal permutation.

Figure 9 Signal Öow graph of an 8-point FFT.

The implementation of the ID-FFT of size on a 32 × 32 ISA assigns two values to each

processor. The computation in each stage consists of four (real) multiplications and six

(real) additions in each processor. The implementation of the permutation between

every two stages involves routing of data, which is performed either within the rows of

the ISA (in the case of interchanging the two halves of subsequences of length ≤64) or

by interchanging complete rows of the ISA (in the case of interchanging the two halves

of longer subsequences). The interchanging of the C-register contents of two halves of

m processors is implemented by m/2 ringshift operations.

The ten Öoating-point operations per stage require 112 instructions for single

precision and 172 instructions for double precision. The necessary communication per

iteration step can be performed on the average within 92 instruction (single) and 153

instruction (double), respectively. This leads to a performance of 0.613 GFlops (single)

and 0.427 GFlops (double) for the processor array of size 32 × 32.

k

Display full size

Attachment - Page A36



12/4/22, 1:43 PM Full article: A bit-serial floating-point unit for a massively parallel system on a chip

https://www-tandfonline-com.libproxy.unl.edu/doi/full/10.1080/10637190410001725454 24/50

Conclusions and Future Work

In this paper, the design of a FPU has been presented. Its bit -serial nature allows for

an area eÞcient and energy eÞcient implementation. Because bit -serial operations

with the IEEE Öoating-point number representation are diÞcult to implement, we use

an internal Öoating-point format that allows fast LSB-Õrst arithmetic. Our FPU is

optimally suited for a Õne-grained pipelined architecture. That is why it has been used

in the processing elements of the KPROC , a parallel system with 1024 processors on a

single chip.

Most architectures require fast Öoating-point computation for any price. In case of a

massively parallel system on a single chip , there are other criteria that might be even

more important than latency: area and power consumption. In this case, it turns out

that the bit serial approach provides signiÕcant advantages in comparison to the bit

parallel one. Adder and multiplier can be implemented in a more economic way,

exceptions can be detected earlier, and rounding and normalization are relatively

simple in comparison to the parallel case. The disadvantage of higher number of clock

cycles for one operation is compensated by an increased number of processing

elements that Õt on one chip.

Due to the advances in FPGA technology, it will soon be possible to integrate an array

of several hundred simple processors on one single FPGA. An architecture like that

could be immediately equipped with Öoating-point capabilities using the FPU

presented in this paper.
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This paper presents the design of a new bit-serial floating-point unit (FPU). It has been developed for the processors
of the instruction systolic array (ISA) parallel computer model. In contrast to conventional bit-parallel FPUs the bit-
serial approach requires a different data format. Our FPU uses an IEEE compliant internal floating-point format that
allows a fast least significant bit (LSB)-first arithmetic and can be efficiently implemented in hardware.

Keywords: Bit-serial floating point units; Massively parallel processors; Systolic arrays; Floating-point unit

INTRODUCTION

Modern VLSI technology allows us to integrate massively parallel systems on a single chip.

The area limitations for the processors of such systems require small but efficient

computational units [11,14,20]. In particular, it may motivate the choice of a bit-serial data

organization of the individual processors. The fine-grained processor arrays are used in a

variety of applications where identical operations have to be performed on large data sets

such as signal, image and video processing [16,20], cryptography [15], biological sequence

analysis [17], scientific computing [19], visualization [11,18] and medical imaging [13].

Implementations of relevant numerical and signal processing algorithms often require

floating arithmetic in order to achieve adequate accuracy. Thus, the integration of efficient

floating-point arithmetic is essential to these processors.

Motivated by the design of an instruction systolic array (ISA) with 1024 processors on one

chip [14], an FPU has been designed that meets these requirements. Its bit-serial structure

allows for a fine-grained pipelined implementation on a minimal area of silicon. The design

has been guided by experiences with a lower-integrated predecessor version of the processor

array, which is available as an add-on board for a PC [6].
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In the early days of massively parallel machines the individual processors had no

integrated FPUs [3]. But when MFlops evolved as one of the most important measures for

supercomputer performance, the designers added commercial bit-parallel floating-point

processors as coprocessors to small PE-clusters of their massively parallel systems [21,22].

This approach was useful as long as the integrated circuit technology did not allow fitting

both the PEs and the FPUs on the same die. But with the advances in semiconductor

technology in the last decade, designers tended to increase the computational capabilities of

the individual processors rather than designing parallel systems of floating-point processors.

More recent work has focused on FPU design for FPGAs. In Ref. [10], a serial multiplier is

combined with a parallel adder in order to achieve high performance with a limited number of

CLBs. A similar approach is taken inRef. [9], in order to investigate the resource utilization for

the FPU in modern FPGAs. In Ref. [8], a technique of parameterizing the FPU-design by the

desired precision is discussed. Another adaptive approach has recently been taken in Ref. [7].

A generator tool is presented that designs an FPU for FPGA implementation dependent on the

input of performance requirements. Even though the performance results are impressive, all

these designs are currently not suitable for a massively parallel processor array, since they are

not optimized with respect to area and power consumption.

The rest of this paper is organized as follows. The second section describes the ISA

principle. An overview of the individual ISA processor architecture is given in the third

section. The design methods for implementing efficient floating-point operations on bit-serial

hardware are described in the fourth section. The fifth section presents the corresponding

execution units. The performance of several floating-point operations is given in the sixth

section. The seventh section concludes the paper.

PRINCIPLE OF THE ISA

The ISA [4,5] is a mesh-connected processor grid, where the processors are controlled

by three streams of control information: instructions, row selectors and column selectors

(see Fig. 1). The instructions are input in the upper left corner of the processor array, and

from there they move step by step in horizontal and vertical direction through the array. This

guarantees that within each diagonal of the array the same instruction is active during each

clock cycle. In clock cycle k þ 1 processor (i þ 1, j) and (i, j þ 1) execute the instruction that

FIGURE 1 Control flow in an ISA.
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has been executed by processor (i, j) in clock cycle k. The selectors also move systolically

through the array: the row selectors move horizontally from left to right; the column selectors

move vertically from top to bottom. Selectors mask the execution of the instructions within

the processors, i.e. an instruction is executed if and only if both selector bits, currently in that

processor, are equal to one. Otherwise, a no-operation is executed.

Every processor has read and write access to its own memory. Besides that, it has a

designated communication register (C-register) that can also be read by the four neighbour

processors. Within each clock phase reading access is always performed before writing

access. Thus, two adjacent processors can exchange data within a single clock cycle in which

both processors overwrite the contents of their own C-register with the contents of the

C-register of its neighbour. This convention avoids read/write conflicts and also creates

the possibility to perform parallel prefix operations efficiently, e.g. row sum.

PROCESSOR ARCHITECTURE

The processor architecture is part of a chip design containing an ISA of size 32 £ 32 [14].

The main components of the processor architecture are a set of 64 data registers, the

communication register, a unit for integer addition, logical operations and conditional

instructions, a 16-bit multiplier, and a shifter/adder for floating-point arithmetic (see Fig. 2).

FIGURE 2 Block diagram of the processor architecture.
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The data word length is 16 bits. Data is processed bit-serially, such that the execution of each

instruction takes exactly 16 clock cycles. However, there are macro-instructions formed as

series of elementary instructions in order to handle data types consisting of more than one

machine, word, e.g. double precision floating-point numbers (see “Floating Point

Operations” section). After receiving an instruction, the processor stores it in the instruction

register, decodes the two operand addresses and the destination address, retrieves the

operands from the register file, executes the instruction, writes the result back to the

destination register, and passes the instruction to the next processor. Since all this is done bit-

serially, it can be pipelined on bit level, such that a new instruction can be fetched and

processed every 16 clock cycles. For instance, the first bit of the result is computed already

after the second bits of the operands have entered the respective unit.

The instructions are 3-address instructions (two operand registers—op0 and op1 and

destination register—dest) coded in two 32 bits. Several instructions are related to floating-

point operations. However, these instructions in general do not make sense on their own, but

only within macro-instructions, i.e. a sequence of instructions that realize a certain operation

on floating-point numbers. The instruction

expadd op0; op1; dest;

computes the sum of the exponents of two floating-point numbers, as required for a

multiplication. Similarly, there exist instructions EXPSUB for computing the difference of

two exponents and EXPSEL for selecting the greater exponent as the result exponent in the

case of an addition of two floating-point numbers. The instructions SHADD (shift and add),

shsub (shift and subtract), nrm (normalize), LDMUL (load multiplier), and MULT (multiply)

are used in macro-instructions for computing the mantissa of the result. The instruction

mode length;

is used for configuration of the floating-point control for handling single precision or double

precision numbers. The instructions

mtw op0; dest;

expw op0; dest;

support the conversion between the IEEE floating-point format [1] and the internal format,

forming the mantissa words and the exponent word of the internal format.

FLOATING POINT OPERATIONS

The processor supports and double precision floating-point arithmetic floating-point registers

are implemented by groups of 16-bit data registers, and floating-point operations are

implemented as instruction macros, i.e. as sequences of elementary instructions.

Internal Floating Point Format

The special cases for IEEE numbers are coded in all bits of the number representation.

For example, in order to find out if a number equals infinity the complete

mantissa and the complete exponent have to be compared with 0 and 21, respectively.
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Therefore, a bit-serial compare to infinity (required for every arithmetic operation) would

need at least 32 internal clock cycles for single and 64 for double. To solve this problem a

conversion into an internal format is performed. The internal representation of a double X

consists of five 16-bit words X½0�; . . .;X½4�: Here, X[4] contains the exponent of the double,
the sign, the kind of representation (absolute value/sign or 2-complement), and information

about possible special cases (infinity, zero, NaN ¼ not a number). X[0] to X[3] contain the

significant (mantissa) of the double, extended to 64 bits.

Sm: sign of the significant, 0: positive, 1: negative

T1, T0: encoding of special cases: 00: normal number, 01: zero, 10: INIF (infinity),

11: NaN

R: representation of significant: 0: absolute value/sign representation, 1: 2-complement

representation

Se: sign of exponent (two identical bits for overflow detection)

e0,. . .,e9: binary representation of the exponent E in 2-complement (little endian mode)

64 bit of the significant M ¼ ðX½3�;X½2�;X½1�;X½0�Þ; where 63 is the most significant bit

(MSB):

The value of such a double is:

0·ð21Þsm if T0 ¼ 1 and T1 ¼ 0;

INF·ð21Þsm if T0 ¼ 0 and T1 ¼ 1;

NaN if T0 ¼ 1 and T1 ¼ 1;

ð21Þsm·0·M·2E if T0 ¼ 0; T1 ¼ 0 and R ¼ 0;

ð21Þsm·0·M0·2E if T0¼ 0; T1¼ 0 and R¼ 1; where M0 is the 22complement of M;

Double numbers can be normalized or not normalized. A positive number and a

number in absolute value/sign-representation is normalized iff bits 63, 62, 61 of the

significant are 001, i.e. bits 63 and 62 hold the sign and then in bit 61 comes the MSB of

the significant. As usual in absolute value/sign representation, the significant is positive

and the sign is stored in the sm-bit of the exponent (see X[4]). A negative number in

2-complement is normalized iff bits 63, 62, 61 of the significant are 110. Again, bits 63

and 62 form the sign and it follows the most significant digit of the significant represented

in 2-complement.
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The four 16-bit words of the IEEE format are converted into 5 words of the internal format.

The 52-bit mantissa is stored in four words, where in the first word an explicit 1 is introduced

(this 1 is implicit in the IEEE representation). The first two 0’s serve as two sign bits of

the mantissa. Two sign bits are useful for detecting overflows: an overflow after an addition

changes the second sign bit and a right shift for normalization is necessary. The exponent is

stored in the last 12 bits of a separate word, also with two sign bits. The value 01 of the sign

bits indicates exponent overflow, whereas 10 indicates exponent underflow. In these cases,

the number is changed to INF or 0, respectively. The special values zero, INF and NaN are

coded using the tag stored in bit 14 and 13 of the exponent word. In the case of a special

value, the actual value of the mantissa is irrelevant. Bit 12 is used internally for indicating

if the mantissa is in 2-complement representation after an addition or subtraction.

The conversion is supported by special instructions of the processor.

Floating Point Addition

An addition of two floating-point numbers is performed in the usual way: the two exponents

are compared, the mantissa of the operand with smaller exponent is shifted to the right

appropriately, then the mantissas are added. If any operand is negative and not yet in

2-complement representation, its mantissa is complemented before. The bit-serial

organization allows on-the-fly computation with one single half adder. If any operand is 0,

its mantissa is set to 0. The result mantissa is in 2-complement representation. The result

exponent is the larger exponent of the two operands. The tag of the result is computed

depending on the tags of the two operands according to Table I.

The sign of the result is the sign of the result mantissa, except in the case that any operand

is INF, then the sign is equal to the sign of this operand. If the result is 0 or NaN, the sign is

irrelevant. Since the operands consist of more than one word (e.g. of four mantissa words in

the case of double precision floating-point numbers), shifting of a mantissa by more than 15

bits is realized by displaced addressing of the operands (see Fig. 3).

In each case, in order to realize a shift distance of s, in the first step A21 and B21 þ k are

addressed, where k ¼ ðs div 16Þ þ 1: B21 þ k is loaded into the shifter and delayed by

d ¼ 16ðk2 sÞ bits. In the next step A0 and B0þk are addressed. While B0þk is loaded to the

shifter, the d bits of B21 þ k appear at the output of the shifter and are added to A0. In the last

step A3 and B3þk are addressed. However, B3þk is an invalid operand, therefore it is

cancelled, i.e. set to 0. . .0 or to 1. . .1 depending on the sign of the mantissa. If k becomes

greater than 4, all B-operands are cancelled, i.e. set to 0. . .0. In the case that B has the greater

exponent, then the difference of the exponents is negative and A has to be shifted.

The situation is essentially the same as above with the roles of A and B interchanged.

TABLE I Computation of result tags in the case of an addition

X 0 INF NaN

X X* X INF NaN
0 X 0 INF NaN
INF INF INF INF† NaN
NaN NaN NaN NaN NaN

*Except the case that the result mantissa is 0, than the result tag is 0.
† Except the case that the signs of the two operands are different, then the result tag is NaN.
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Normalization

After an addition, in general the result mantissa is not in normalized form, i.e. there are not

exactly two leading 0’s or 1’s. Several cases are possible: there is one leading digit, two leading

digits, (this is the normalized case), three through 63 leading digits, or 64 leading digits. In the

latter case, the result is considered to be 0, if the leading digits are 0. In all other cases a left shift

by 21. . .62 is necessary so that the mantissa starts with 001 or 110. The exponent has to be

corrected by this shift distance A counter; the leading digits counter (LDC) is used to count the

number of leading digits (22) of the result produced during an addition/subtraction or

multiplication. The LDC also records the first bit of the mantissa, indicating the sign of the

mantissa, and detects if the mantissa is 0. Before normalization, the value of the LDC is

transferred into the shift control register. But now this value has to be interpreted in a different

way, since it is the distance for a left shift instead of a right shift as in the case of an addition.

However, this can be done using the same hardware for normalization as for addition.

Floating Point Multiplication

A multiplication of two 64-bit mantissas is performed according to the scheme shown in

Fig. 4, where e.g. A3 A2 A1 A0 B0 denotes the 80-bit product of A3 A2 A1 A0 with B0. The result

would be 128 bit long, however, only the most significant 64 bits can be used for the result

mantissa F. Therefore the above scheme is truncated, in order to reduce the number of 16-bit

multiplications. The scheme is shown in Fig. 5.

Addition of the intermediate results is performed simultaneously with the multiplications

in the multiplier, which is actually a multiply-and-add unit. The error introduced by the

truncation amounts to at most 3 bits. This seems to be tolerable, because the precision of the

internal floating point format is 61 significant bits, whereas the original IEEE format has only

FIGURE 3 Addition of two 64-bit mantissas.

FIGURE 4 Multiplication scheme for 4-word operands.
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52 bits. If more precise arithmetic is required, the complete multiplications have to be

executed. The exponents of the two floating-point numbers are added. The sign of the result

is the exclusive-or of the two-operand signs. The tag of the result is computed according to

Table II.

FLOATING POINT UNITS

Multiplier for Positive Operands

As explained in “Floating Point Operations” section, bit-serial floating-point multiplication

can be implemented by a simple combination of integer addition (for the exponents) and long

integer multiplication (for the significants). In this section, we describe design of the

multiplier for this purpose.

Its original architecture is shown in Fig. 6. Before starting the multiplication, one operand x

is loaded into a parallel register (themultiplicand register) with theMSB to least significant bit

(LSB) from left to right. This is controlled by a signal r being high for one clock cycle and low

for the rest of the instruction execution. Now the second operand y is input into the multiplier

LSB-first. In each clock cycle, i one bit yi of y is processed. It is multipliedwith x by computing

the bitwise AND. The result is added to the current sum, producing a new intermediate result.

This result is stored in a carry save representation instead of standard binary representation.

This means the intermediate result consists of two binary words: a s-word and a c-word (s for

sum and c for carry). The standard binary intermediate result would be 2·c þ s. This carry save

representation avoids the propagation of the carry bits for more than one position.

The next bit yiþ1 of y is processed in the following clock cycle. Since the result to be

computed in this step has to be weighted by a factor of 2 with respect to the old intermediate

result, we have to shift the old result by one position to the right before we add the new

product. Propagating the sum bits to the right neighbour and recycling the carry bits to the

same full adder that has just produced this carry performs this shift operation. The shift

operation outputs one bit at the rightmost full adder. This is the ith bit of the final product

counted from the LSB to the MSB.

FIGURE 5 Truncated multiplication scheme for 4-word operands.

TABLE II Computation of result tags in the case a multiplication

X 0 INF NaN

X X* X INF NaN
0 X 0 NaN NaN
INF INF NaN INF NaN
NaN NaN NaN NaN NaN

*Except the case of an exponent underflow or overflow, then the result tag is 0 or INF, respectively.
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This multiplier design has been used in the parallel computer Systola 1024 [5]. One

interesting property of this architecture is its capability to perform multiply–add operations.

Each bit operation consists of the addition of a new bit product to the intermediate result and

a shift operation. Therefore, the interconnection between adjacent full adders form a shift

register (the sum register). Now we can use this shift register to add an additional operand.

The only thing we have to do is to shift the third operand into the sum register of the

multiplier with the LSB first. The first bits of the summand can be shifted in concurrently

with the x operand. During the multiplication, in every clock cycle, we input one additional

bit of the summand while one bit of y is processed.

The multiplier is capable of executing two different instructions, corresponding to the

two phases for the multiplication. In the first phase, the operand x is loaded into

the multiplicand register. We call this instruction LDMUL (load multiplicand). During the

execution of a LDMUL-instruction, the y-input is forced to be 0. If a multiply–add operation

is executed the least significant word of the operand s is shifted into the sum register during

the LDMUL-instruction, too. The resulting bits produced by the first LDMUL-instruction are

irrelevant.

The second phase is the multiplication with y. The instruction is called MULT

(multiply). y is consumed bit by bit as described above. In a MULT-instruction, the

x-input is not interpreted. The s-input is used to read the most significant word of the

operand s. The output produces the least significant word of the result. After this MULT-

instruction the most significant word of the result is still stored in the sum- and carry-

registers of the multiplier. In order to output this rest of the result we need to execute

another LDMUL-instruction. Therefore, the computation of the last example can be coded

in three instructions:

LDMUL X; Slow; don’t care;

MULT Y ; Shigh; RESlow;

LDMUL 0; 0; REShigh;

Numerous applications in cryptography deal with long operands, e.g. current RSA

standards operate with lengths between 1024 and 4096 bits [12]. Such bit lengths cannot be

FIGURE 6 The original multiplier architecture for unsigned integers.
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processed in one operation of a standard processor. One multiplication with large operands

can be decomposed into a sequence of smaller multiplications and additions.

Obviously, an N £ N-bit (N even) multiplication x·y can be constructed of four N/2 £ N/2-

bit multiplications as follows:

x·y ¼ xhigh·yhigh·2
N þ xhigh·ylow·2

N=2 þ xlow·yhigh·2
N=2 þ xlow·ylow

where

x ¼ xhigh·2
N=2 þ xlow and y ¼ yhigh·2

N=2 þ ylow

In this case, we need four multiplications of half the size and three additions to get one

result of full size. If we recursively use this technique, we can perform an N £ N-bit

multiplication by using an n-bit multiplier. It requires N/n·N/n small multiplications and

N 2=n2 2 1 additions.

The bit serial structure of the above multiplier allows for a simple and efficient execution

of long multiplications: only the operand x is chopped into pieces XN=n21; . . .;X0 where each

piece has the length n of the multiplicand. After loading one of these pieces of x using a

LDMUL-instruction the complete factor y is processed by a sequence of MULT-instructions.

This takes N/n þ 1 instruction cycles. The result has the length N þ n. For the complete long

multiplication we need to add one such partial product for each piece of x.

To speed up this procedure, we can take advantage of the multiply–add capability of our

multiplier. We start with the least significant word X0 of x. It is multiplied by the complete

operand y leading to a result words RESN/nRESN/n21. . .RES0. RES0 is the least significant

word of the final result. Afterwards, we proceed with X1. Using multiply–add, we compute

X1·yþ RESN=nRESN=n21. . .RES1: Again we come up with an intermediate result with N þ n

bits, where the least significant word is part of the final result. In the same way, we continue

until we come to the most significant word of x. The result of its multiplication with y

delivers the rest of the final result. The following example shows the multiplication of two

2-word operands x and y together with the addition with a third 2-word operand s according

to the scheme described above.

LDMUL Xlow, Slow, 0; //first stage: load xlow

MULT Ylow, Shigh, RES0; //compute lower result

MULT Yhigh, 0, res1; //compute 2nd partial result

LDMUL Xhigh, res1, res2; //first stage: compute 3rd partial result; second

//stage: load xhigh

MULT Ylow, res2 RES1; //compute 2nd final result

MULT Yhigh, 0, RES2; //compute 3rd final result

LDMUL 0, 0, RES3; //compute upper final result
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Note that there are slots left to add 4-word operand; however, an overflow might occur.

The programmer would have to take appropriate precautions.

This example can be extended to longer operands as described above. In general, the

multiplication of two m-word operands requires m·(m þ 1) þ 1 instruction cycles.

Extended Multiplier for Negative Operands

The multiplier of the previous section is capable of multiplying two unsigned integers. With

only some minor modifications in the instruction set and in the hardware, it is possible to

extend it to a signed multiplier where one operand may be negative in 2-complement

representation. We make use of a well known property of 2-complement numbers [2].

Proposition Let x and y be n-bit numbers in 2-complement representation, i.e. x,

y [ [22n21,2n21 2 1] and let x0 and y0 be the values of x and y interpreted as unsigned

integers, i.e. x0 ¼ x if $0 and x0 ¼ 2n þ x if x , 0 respectively y ¼ y0 if y $ 0 and y0 ¼
2n þ y if y , 0: Let z ¼ x·y and z0 ¼ x0·y0: Then, it holds z ¼ z02signðyÞ·2n·x0
2signðxÞ·2n·y0þsignðyÞ·signðxÞ·22n; where sign(x) and sign(y) denotes the sign-bit of x and

y, respectively, i.e. signðxÞ ¼ 0 if x $ 0 and signðxÞ ¼ 1 if x , 0:

Proof We consider the four cases determined by the signs of x and y.

(i) x $ 0; y $ 0 : z ¼ x·y ¼ x0·y0 ¼ z0:
(ii) x $ 0; y , 0 : z ¼ x0·ðy0 2 2nÞ ¼ x0·y0 2 2n·x0¼ z0 2 2n·x0:
(iii) x , 0; y $ 0 : this case is analogue to (ii).

(iv) x, 0;y, 0 : z¼ ðx022nÞ·ðy022nÞ ¼ x0·y022n·x022n·y0þ22n ¼ z022n·x22n·yþ22n:

In case (iv) the value 22n can be omitted, because interpreted as a 2n-bit number it is

equal to 0. A

In the above proposition z0 corresponds to the result of the multiplication of x and y with

the unsigned multiplier of “Principle of the ISA” section. The terms 2signðyÞ2n·x0 and
2signðxÞ·2n·y0 denote the correction steps associated with negative operands to compute z

from z0. In order to extend the original multiplier to deal with 2-complement numbers these

correction terms have to be integrated into the new multiplier architecture.

Let us assume that x is negative. According to the proposition 2n·y0 has to be subtracted

from the result z0. This is equivalent to adding the 2-complement of y to the most significant

word of z0 (which has the weight 2n). In the bit-serial case, the 2-complement can be

computed on-line with the multiplication by using a multiplexer and a half adder. For the

implementation of the multiplication with negative x, we introduce the instruction

MULTSX. MULTSX is basically identical to MULT. Additionally, it sets xneg to the sign

(stored in the MSB) of x. It is used to select either 0 or 2y as additional summand to s.

The addition is performed on-line with the input of y and bit-serially delivers s2 y at sin.

The resulting architecture is shown in Fig. 7.

Floating Point Adder

The floating point adder consists of a shifter, an adder, two units for displaced addressing of

the operands, two complement units and a logic for cancellation of operands. The shifter is a

configurable shift register of variable length between 0 and 15 bits (see Fig. 8).
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For a floating-point addition, the result of the exponent comparison is stored in a special

register, the shift control register (SCR). The highest bit SCR[11] indicates if the exponent

difference is negative and determines the shift operand. Bits SCR[0–3] determine the

delay of the shifter. If this is a non-negative number s, it is complemented by the. XOR-

gates and the last 1-bit delay is activated, in order to achieve the required delay of 16 2 s.

Bits SCR[4–5] are used for displaced addressing of the shift operand, as explained in the

“Floating Point Operations” section. If any of the bits SCR[6–10] is different from

SCR[11], the shift distance would be greater than 64, so the shift operand maybe

cancelled. A bit-serial adder adds the shifted operand and the other operand. If any

operand is negative and not yet in 2-complement representation, it is complemented before

the addition.

PERFORMANCE

For single precision floating-point numbers, an addition takes 14 instruction cycles and a

multiplication takes 7 instruction cycles. The multiplication consists of the addition of the

exponents and the multiplication and rounding of the significants. The internal format allows

us to detect all exceptions (0, infinity, or NaN) by interpretation of the tag-bits during

FIGURE 7 Multiplier for nonnegative y and arbitrary x.

FIGURE 8 16-bit shifter.
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the addition of the exponents in the first instruction. A truncated multiplication of 32-bit

operands requires six multiplication operations: the first loads the least significant half of the

first operand into the multiplier. The second multiplies it with the most significant half of

the second operand. The third loads the most significant half of the first operand and

generates the most significant 16 bits of the intermediate result. In the remaining three

instructions, the intermediate result is added to the product of the most significant word of

the first operand and the whole second operand. Table III shows detailed instructions for

the multiplication.

The addition is more complicated, since the difference of the exponents provides the

shift distance of one operand. It is computed in the first instruction again together with the

tags for possible exceptions. Controlled by the shift control register (SCR) the indirect

addressing fetches the right fractions of the significants to be added. The leading digit

counter (LDC) counts the number of leading 0’s in order to detect the final shifting

distance for normalization after the addition. Finally, the result is shifted left by this

distance, and the exponent of the result is decreased accordingly. Table IV shows details

of the addition.

TABLE III Multiplication of two single precision numbers with the presented FPU

Instructions Comments

EXPADD B[2], A[2], P[2]; {add exponents}
LDMUL 0, A[0], 0; {load A[10]}
MULZU B[1], 0, £ [0]:
LDMUL £ [0], A[1], £ [1]; {load A[1]}
MULZU B[0], A[1], 0;
MULZ B[1], 0, P[0];
LDMUL 0, 0, P[1]:

The two operands are stored in registers A[0], A[l], A[2] and B[0], B[l], B[2]. The result is written into the registers P[0], P[l],P[2].

TABLE IV Addition of two single precision numbers with the proposed FPU

Instructions Comments

EXPSUB A[2], B[2], T[2]; {compare exponents}
SETNF T[2], SCR; {store difference of exponents in SCR

register}
NOOP {wait until SCR is available}
SHADDU 0, 0, 0; {initialize shifter with 00sand start adder}
SHADDU A[3], B[3], 0; {one adders will be modified, the

appropriate operand will be shifted
and added}

SHADDZ A[0], B[0], T[0]; {start LDC and add}
SHADD A[1], B[1], T[1]; {add}
EXPSE10 A[2], B[2], T[2]; {select the greater exponent}
EXPSUB A[2], LDC, 0; {wait for LDC and adapt exponent:}
EXPSUB A[2], LDC, B[2]; {create exponent of result}
OR 0, LDC, SCR; {initialize SCR}
NRMU A[3], 0; {start normalize}
NRM A[0] B[0]; {normalize}
NRM A[1], B[1]; {normalize}

The two operands are stored in registers A[0], A[l], A[2] and B[0], B[1], B[2]. The result is written into the registers B[0], B[1], B[2].
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The performance of one processor is

2 operations=21 instruction cycles £ 1 instruction cycle=16 clock cycles

£ f clock cycles=second

¼ f=168 operations=second

with f ¼ 200MHz; we have a performance of one processor of 200/168 million floating-

point operations/second or 1.2MFlops; this amounts to 1.2GFlops for one chip with 1024

processors or to 20GFlops for a board with 16 chips. For double precision floating-point

numbers, an addition takes 18 instruction cycles, a multiplication takes 16 instruction cycles.

The performance of one processor is

2 operations=34 instruction cycles £ 1 instruction cycle=16 clockvcycles

£ f clock cycles=second

¼ f=272 operations=second

with f ¼ 200MHz; we have a performance of one processor of 200/272 million floating-

point operations/second or 0.735MFlops; this amounts to 735MFlops for one chip with 1024

processors or to 12GFlops for a board with 16 chips.

Also more complex floating-point operations can be computed with the presented FPU,

e.g. division, square root. Table V shows the instruction count for several floating-point

operations with the presented FPU.

Since instruction count for individual floating operations does not consider format

conversion time and communication time within the processor array to fetch the operands,

it is often a weak performance measure that does not reflect the behaviour of a complete

application. Therefore, we will use the instruction count for two typical floating-point

applications on the ISA in our performance evaluation (see Table VI). The two applications

are 2-dimensional matrix multiplication and 1-dimensional fast Fourier transform (FFT).

Matrix Multiplication

The problem is to compute the product of two n £ n matrices F ¼ A·B; defined as

Fij ¼
P

k¼1;...;n Aik·Bkj. We first assume that n ¼ 32 (thus, fitting into the processor array).

Suppose that matrices A and B have been loaded into the array. Then, the first column of A,

which is in the first column of the array, is broadcast along the rows and stored intermediately

in some single or double register H. Similarly, the first row of B is broadcast along the

columns. Now each processor (i, j) has elements Ai1 and Blj available and can compute

TABLE V Instruction counts for several floating-point operations in single/double precision

Operation Single Double

Format conversion 6 8
Addition/Subtraction 14 18
Multiplication 7 16
Division 52 101
Square root 92 138
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Fij U Fij þ Ail·Blj. The next step is to ringshift A by one column to the left in order to get the

second column of A, elements Ai2, into the first column of the array, from where they can be

broadcast along the rows. Similarly, B is ringshifted along the columns. After n such steps,

registers F contain the product of A and B. Multiplication of larger matrices can be easily

partitioned using 32 £ 32 matrix multiplication as a building block.

Each iteration step consists of two floating-point operations per processor (addition and

multiplication) and the ringshift/broadcast communication. The two floating-point

operations need 21 instructions for single precision and 34 instructions for double precision.

Ringshift/broadcast requires 3 instructions per register on the ISA. Communication costs can

be halved by performing a 64 £ 64 matrix multiplication and assigning 2 £ 2 values to each

processor. This leads to 30 instructions per iteration step for single precision and 49

instructions per iteration step for double precision, which corresponds to a performance of

0.853GFlops (single) and 0.522GFlops (double) receptively. The time required for format

conversion can be neglected, since it is only done at the beginning and at the end of the

procedure.

FFT

Figure 9 shows the signal flow graph of the FFT of a sequence of n points, here for n ¼ 8:

It consists of log(n) stages. In each stage, a complex multiplication with some primitive root

of unity, a complex addition, and a complex subtraction is performed at each of the n points.

The output of stage k is permuted by interchanging the two halves of subsequences of length

TABLE VI Floating-point performance of the 2-dimensional matrix multiplication and 1-dimensional FFT on the
ISA processor array of size 32 £ 32

Application Single (Efficiency) Double (Efficiency)

Matrix Multiplication (64 £ 64) 0.853GFlops (71%) 0.522GFlops (71%)
FFT (2048-points) 0.613GFlops (51%) 0.427GFlops (58%)

Efficiency indicates the achieved performance with respect to the theoretical peak performance, i.e. 1.2 GFlops (single) and
0.735GFlops (double).

FIGURE 9 Signal flow graph of an 8-point FFT.
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2k before being input to the next stage. Initially, the sequence of the n points is permuted

according to the so-called bit reversal permutation.

The implementation of the ID-FFT of size n ¼ 2048 on a 32 £ 32 ISA assigns two values

to each processor. The computation in each stage consists of four (real) multiplications and

six (real) additions in each processor. The implementation of the permutation between every

two stages involves routing of data, which is performed either within the rows of the ISA

(in the case of interchanging the two halves of subsequences of length #64) or by

interchanging complete rows of the ISA (in the case of interchanging the two halves of longer

subsequences). The interchanging of the C-register contents of two halves of m processors is

implemented by m/2 ringshift operations.

The ten floating-point operations per stage require 112 instructions for single precision and

172 instructions for double precision. The necessary communication per iteration step can be

performed on the average within 92 instruction (single) and 153 instruction (double),

respectively. This leads to a performance of 0.613GFlops (single) and 0.427GFlops (double)

for the processor array of size 32 £ 32.

CONCLUSIONS AND FUTURE WORK

In this paper, the design of a FPU has been presented. Its bit-serial nature allows for an

area efficient and energy efficient implementation. Because bit-serial operations with the

IEEE floating-point number representation are difficult to implement, we use an internal

floating-point format that allows fast LSB-first arithmetic. Our FPU is optimally suited for a

fine-grained pipelined architecture. That is why it has been used in the processing elements

of the KPROC [6], a parallel system with 1024 processors on a single chip.

Most architectures require fast floating-point computation for any price. In case of a

massively parallel system on a single chip, there are other criteria that might be even more

important than latency: area and power consumption. In this case, it turns out that the bit

serial approach provides significant advantages in comparison to the bit parallel one. Adder

and multiplier can be implemented in a more economic way, exceptions can be detected

earlier, and rounding and normalization are relatively simple in comparison to the parallel

case. The disadvantage of higher number of clock cycles for one operation is compensated by

an increased number of processing elements that fit on one chip.

Due to the advances in FPGA technology, it will soon be possible to integrate an array

of several hundred simple processors on one single FPGA. An architecture like that could

be immediately equipped with floating-point capabilities using the FPU presented in this

paper.
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Abstract. This paper describes a parallel architecture for a variety of
algorithms for video compression. It has been designed to meet the
requirements of encoding and decoding according to the ITU-T standard
H.263. The architecture is an implementation of the instruction systolic array
(ISA) model which combines the simplicity of systolic arrays with the
flexibility of a programmable parallel computer. Although the parallel
accelerator unit is implemented on no more than 9 mm2 of silicon it suffices to
meet the compression rate necessary to send a compressed video stream
through a standard ISDN terminal interface.

1 Introduction

Video compression for multimedia systems is a computationally intensive task. The
desired compression factor determines the performance requirements of the
underlying hardware. Several authors have suggested dedicated VLSI
implementations [7] of video compression algorithms. Because of their regularity,
high throughput rate, small silicon area, and low power consumption, systolic arrays
have been proven as a good candidate structure for these dedicated solutions [2], [3].
Their disadvantage is the lack of flexibility with respect to the implementation of
different algorithms and different problem sizes, i.e. each algorithm and each problem
size requires an individual hardware solution. ISAs have been developed in order to
combine the speed and simplicity of systolic arrays with flexible programmability [5].
Originally, the main application field of ISAs was supposed to be scientific
computing. However, in the mid 90s the suitability of the ISA architecture for other
applications was recognized, e.g. [6], [8]-[10]. In this paper we illustrate how an ISA
architecture can solve all computationally intensive tasks of a multimedia video
compression application efficiently. This ISA has been developed in order to
compress a source data rate of 15 frames per second (fps) in CIF format according to
the ITU-T standard H.263 [1] for a transmission with the given data rate of two ISDN
channels.

This paper is organized as follows. The concept of the ISA is explained in Section
2. Section 3 gives an introduction to video compression with H.263. Section 4
presents the new video accelerator architecture. It is documented how the ISA is
integrated on an accelerator for videophone applications. The parallel ISA algorithms
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for video compression are explained in Section 5 and their performance is evaluated
in Section 6. The outlook to further research topics concludes the paper in Section 7.

2 Principle of the ISA

The ISA is a quadratic array of identical processors, each connected to its four direct
neighbours by data wires. The array is synchronized by a global clock. The
processors are controlled by instructions, row selectors and column selectors. The
instructions are input in the upper left corner of the processor array, and from there
they move step by step in horizontal and vertical direction through the array. This
guarantees that within each diagonal of the array the same instruction is active during
each clock cycle. In clock cycle k+1 processor (i+1,j) and (i,j+1) execute the
instruction that has been executed by processor (i,j) in clock cycle k. The selectors
also move systolically through the array: the row selectors horizontally from left to
right, column selectors vertically from top to bottom. Selectors mask the execution of
the instructions within the processors, i.e. an instruction is executed if and only if
both selector bits, currently in that processor, are equal to one. Otherwise, a no-
operation is executed.

Fig. 1: Control flow in an ISA

Every processor has read and write access to its own memory. Besides that, it has a
designated communication register (C-register) that can also be read by the four
neighbour processors. Within each clock phase reading access is always performed
before writing access. Thus, two adjacent processors can exchange data within a
single clock cycle in which both processors overwrite the contents of their own
communication register with the contents of the communication register of its
neighbour. This convention avoids read/write conflicts and also creates the possibility
to broadcast information across a whole row or column with one single instruction.
This property can be exploited for an efficient calculation of row broadcasts, row
ringshifts, and row sums which are the key-operations in many algorithms described
in Section 5.
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3 Multimedia Video Compression

The high amount of visual data associated with typical multimedia services
establishes the need for efficient data compression schemes in order to facilitate
transmission and storage applications. Several international standards have been
introduced for video compression targeting different application fields.
Communication applications (e.g. videophone, teleteaching) are covered by the ITU-
T standard H.263. The H.263 codec codes video frames using a discrete cosine
transform (DCT) on blocks of size 8 × 8 pixels. An initial frame is coded and
transmitted as an independent frame. Subsequent frames, which are modelled as
changing slowly due to small motions of objects in a scene, are coded efficiently in
the inter mode using motion compensation (MC) in which the displacement of groups
of pixels from their position in the previous frame are transmitted together with the
DCT-coded difference between the predicted and original images. Fig. 2 shows a
block diagram of the codec.

Fig. 2: Tasks and data flow of the H.263 encoder and decoder

The first step in the interframe coder is to calculate a motion vector for the current
16 × 16 pixels macroblock (MB) in ME (motion estimation). The motion vector is
obtained by minimizing a cost function measuring the mismatch between a candidate
MB in the previous frame and the current MB. Although several cost measures have
been introduced [7], the most widely used one is the sum-of-absolute-differences
(SAD) defined by SAD = Σk=0…15Σl=0…15⎮ci,j(k,l) − ri-u,j-v(k,l)⎮, where ci,j(k,l) represents
the pixel (k,l) of a 16 × 16 MB from the current picture at the spatial location (i,j), and
ri-u,j-v(k,l) represents the pixel (k,l) of a candidate MB from a reference picture at the
spatial location (i,j) displaced by the vector (u,v). To find the MB producing the
minimum mismatch error, we need to calculate SAD at several locations within a
search window. The simplest, but the most compute-intensive search method, known
as the full search or exhaustive search method, evaluates SAD at every possible pixel
location in the search area. To lower the computational complexity, several
algorithms that restrict the search area to a few have been proposed [3]. In baseline
H.263, one motion vector per MB is allowed for motion compensation. Both,
horizontal and vertical components of the motion vectors may be of half pixel
accuracy, but their values may lie only in the ±15 range, limiting the search window
used in ME.
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The predicted MB represented by the calculated motion vector is loaded from the
frame memory into MC (motion compensation). If the motion vector is of half pixel
accuracy this operation requires an interpolation. The motion compensated prediction
error is computed by the difference between the predicted and original MB in PRE
(prediction). The resulting difference MB is transformed using a DCT of each 8 × 8
block, quantization by an adaptive quantizer (QU), entropy encoded using a variable-
length coder (ENC), and buffered for a transmission over a fixed rate channel. The
quantizer step size is calculated by evaluation of the buffer occupancy. After the
quantization process, the original MB is reconstructed by the corresponding inverse
operations (IQ, IDCT, REC) and stored in the frame memory. Of course, the
reconstructed and original MB are not equal because of the performed lossy
quantization. Since the reconstructed MB is available to encoder and decoder, it is
used for prediction of the next frame.

The intra/inter mode selection is made at the MB level. If a MB does not change
significantly with respect to the reference picture, an encoder can also choose not to
encode it, and the decoder will simply repeat the MB located at the subject MB’s
spatial location. Only the processing instructions and capabilities of the decoder are
standardized. The only necessary demand on the encoder is to produce a syntactically
correct bitstream. The result is that the quality of H.263 video depends on the encoder
implementation. In addition to the discussed baseline encoder algorithms, several
negotiable options are offered by H.263 and H.263+. These optional modes allow
developers to trade off between compression performance and computational
complexity.

4 Accelerator Architecture for Video Compression

The analysis of the different video coding tasks and their processing efforts leads to a
fixpoint processor architecture. The processor needs a small local memory for the
storage and fast supply of local image data. The wordlength of the data items should
be chosen to 8 bits because of the 8 bit input pixels and must also be able to process
longer operands, e.g. DCT requires intermediate operands of length up to 24 bit. In
order to achieve the real time requirements of the H.263 video codec several of these
processors have to work in parallel. Thus, the particular processor has to be optimized
with respect to its chip area and power consumption. Figure 3 depicts the processor
architecture for the implementation of the H.263 video codec.

Due to the limited chip area the processor has to be very compact. In particular, it
implies the choice of a bit-serial data organization. The size of the local memory is 32
internal registers plus 2 communication registers (C-registers). The word length of
data items is 8 bits. Furthermore, each processor has two special constant registers 0
and −1. In addition to the registers, there are a zero flag and a negative flag that
control the processing units depending on the state of the processor.

Two operand-multiplexers choose two registers of the own local memory or of the
C-registers of the neighbours. The operands are propagated to the units required for
execution of the current instruction. This units can be the multiplier and the
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arithmetic, logical, and conditional unit (ALCU). The corresponding instruction set
consists of 24 instructions. The result of the execution is given to the result bus and
from there they are written into the local registers or the C-registers or both.

During the execution of one instruction the processor receives the next instruction
together with a column selector bit from the upper neighbour and a row selector bit
from the left neighbour. The selectors are interpreted. If both are 1 then the execution
of the instruction is prepared. If one of the selectors is 0 then the execution of a no-
operation is initialized. Instruction and column selector are propagated bit serially to
the lower neighbour and the row selector to the right neighbour during the execution
of the instruction.

Fig. 3: Architecture of the array processor

The fine grained pipelined execution units are laid out for bitwise 300 MHz true
single phase clock. Table 1 shows the areas of the different units of the processor.
The full-custom design has been made with a 0.25μ digital CMOS process. An 12 × 8
ISA of the described processors has been structured in order to provide real-time
processing for an H.263 codec at CIF resolution (352 × 288 pixels) and 15 fps. The
resulting silicon area of the processor array is 3.7 mm2. At a bitwise clock frequency
of 300 MHz and a word format of 8 bits the theoretical peak performance of the array
is 3.6 GIPS. The corresponding estimated power consumption is 120 mW. In order to
exploit the computation capabilities of this unit, it is necessary to provide data and
control information at an extremely high speed. Therefore, a cascaded memory
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concept is implemented on-chip that forms a fast input and output environment for
the parallel processing unit (see Figure 4).

For the fast exchange of data with the processor array each processor has two
memory banks. Each memory bank contains 8 interface registers. One of these banks
is always assigned to the corresponding processor, the other to the internal RAM by
means of a fast data channel. The exchange of data between ISA and the internal
RAM is done by bank switching. Both memory banks can be active at the same time,
i.e. data transfer between ISA and internal RAM can be done concurrently to the
execution of an ISA program. The internal RAM can also communicate
bidirectionally with the external SDRAM.

The data transfer is controlled by an on-chip controller. The controller is started by
the sequential standard RISC core (e.g. Hitachi SH4) and operates autonomously
afterwards. It receives instructions from an instruction queue. The controller supplies
the processor array with instructions and selectors that are stored in the ISA program
memory. The instruction queue and the ISA program memory are located in the
external SRAM, separated from the data. This part of the SDRAM is exclusively
available to the controller by means of a fast channel. The internal RAM is organized
as single ported static RAM. Its size of 8 KByte is mainly determined by the H.263
implementation (see Section 5). The layout of the complete video accelerator with a
0.25μ digital CMOS process requires an area of 8.1 mm2 as depicted in Table 2.

Table 1: Area of the individual processor.

RAM 12.144 μm2

Multiplier 6.398 μm2

Read-write-logic 2.874 μm2

ALCU 5.125 μm2

Instruction decoder 4.011 μm2

Addressing 1.190 μm2

Routing 1.674 μm2

Operand multiplexers 2.133 μm2

Clock 2.613 μm2

Sum 38.135 μμμμ2

Table 2: Area of the accelerator.

ISA 3.7 mm2

Controller 1.1 mm2

Internal RAM 3.3 mm2

Sum 8.1 mm2
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Fig. 4: Video accelerator architecture and data paths to the environment.

5 Parallelization of Video Compression Algorithms

The tasks of the hybrid coding scheme can be subdivided into low level, medium
level, and high level tasks. Low level tasks typically operate on pixel data. They are
highly regular and offer a large potential of data parallelism. Examples for low level
tasks are full search motion estimation, DCT, and prediction. These tasks require a
main percentage of the overall processing effort. Medium level tasks like quantization
or entropy coding operate on the results of the low level tasks. Computation
requirements are significantly lower than for low level tasks. The high level tasks
comprise the bitstream handling and several control tasks, primary on encoder side,
like quantizer control and decisions for coding strategy. High level tasks show an
irregular control flow in conjunction with low computational rates. For control tasks a
certain amount of flexibility with respect to modifications of the algorithms is
advantageous. The proposed coprocessor architecture for multimedia comprise a
flexible general-purpose RISC core with a less flexible accelerator adapted towards a
specific type of processing. Thus, the RISC core performs the high level tasks of
lower computational requirements, whereas the video accelerator executes the
computation intensive but regular low level tasks and a part of the medium level
tasks. The parallelization of the H.263 coding tasks on the proposed accelerator
architecture is described in the following.

ME: In the 2D array structure of a 4 × 8 ISA the calculation of one SAD can be
efficiently parallelized as follows: Assume, the current MB data c(k,l) and the
reference frame candidate MB data r(k,l), k,l = 0,…,15, are stored in the processor
array such that processor (i,j), i = 0,…,3, j = 0,…,7, holds c(4⋅i,2⋅j),…,c(4⋅i+3,2⋅j+1)
and r(4⋅i,2⋅j),…,r(4⋅i+3,2⋅j+1) in 16 internal registers. Now each node (i,j) computes
the partial sum Σm=0,…,3,n=0,…,1|c(4⋅i+m,2⋅j+n) − r(4⋅i+m,2⋅j+n)| within 30 instructions.
The result is written into the two C-registers C1 (most significant byte) and C0 (least
significant byte). The partial sums are added along each processor row within 2
instructions using two efficient row sum operations (see Section 2). The first
operation adds up the values of C0 and the second operation adds up the values of C1
and the carry-bit of the previous addition. The total sum (SAD) for the candidate MB

Controller

ISAInternes RAM

SDRAM program

SDRAM data

RISC

Video
Accelerator
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is completed by the corresponding two column sum operations in the rightmost
processor column and the result is written into C0 and C1 of the lower right
processor. This SAD is compared in the lower right processor to the stored SAD
resulting from the previous comparison. The smaller one as well as the corresponding
motion vector is kept for future comparisons.
    The preceding computation procedure is repeated until all possible candidate MBs
are compared and the final motion vector is obtained. To speed up the computation
the calculated SAD value is compared to a preselected threshold value. The search
process terminates if the calculated SAD value is smaller than the threshold. Because
the processor array of the video accelerator is of size 12 × 8 three different SAD
values for the current MB can be calculated in parallel by a simple replication of the
program for the 4 × 8 array.

Shifting of the candidate MB within the search area depends on the chosen search
strategy. In order to avoid delay times in the systolic architecture it is necessary to
know these locations in advance, and thus the next candidate MB data can be
preloaded from the internal RAM into the ISA during the processing of the current
MB. The ±15 pixels 2-step search with subsequent half pixel refinement is suitable
and leads to a very good coding quality [3]. In the first step, it evaluates the motion
vector candidates with distance two between two nearby search points within the ±15
pixels search area. Thus, 225 SAD values of previously known locations have to be
calculated in the worst case. In the second step, the SAD values of the 8 neighbours
of the calculated minimum point are evaluated. A subsequent half pixel search around
the full pixel accurate displacement vector evaluates the motion vector with half-pixel
accuracy. This involves the additional evaluation of 8 candidate blocks per motion
vector. The locations of candidate points in the second iteration step and the half pixel
search are data dependent. Thus, the data locations to be used at the next step are
transferred to the controller when the current step is completed. At the beginning of
the new step, the controller loads the corresponding reference data into the ISA. MBs
of adjacent candidate vectors overlap quite significantly. In order to reduce memory
accesses (bandwidth) only the non-overlapping data have to be loaded into the
processor array. Since SAD values for 3 horizontally neighboured motion vectors are
computed in the processor array in parallel only 2 × 20 pixels have to be loaded when
the search area moves vertically up in the first step of the 2-step search. Search areas
of adjacent MBs also overlap. Thus, only the non-overlapped data of size 48 × 16
pixels is loaded from the external SDRAM to the internal RAM, which can be
performed concurrently to the motion vector computation of the current MB.

MC: The complete reference frame MB corresponding to the calculated motion
vector has to be loaded into the ISA. In contrast to the other processing tasks ME is
only performed on the luminance data of the MB. For MC and the preceding tasks
another mapping of MB data onto the ISA is used. Each processor holds a 2 × 2
subarray. Thus, each of the six 8 × 8 blocks of the MB is mapped onto a 4 × 4
processor subarray of the 12 × 8 ISA. If the motion vector is of half pixel accuracy
linear interpolation is processed in the processor array.

Attachment - Page A107



958           Bertil Schmidt and Manfred Schimmler

PRE/REC: The motion compensated MB and the original MB are simply
subtracted (prediction) resp. added (reconstructed). Only 4 subtraction resp. additions
have to be performed within each processor in parallel.

DCT/IDCT: The DCT of an 8 × 8 block xi,j, i,j =0,…,7, can be expressed as

The core operation in DCT computation is the multiply accumulation (MAC).

Therefore, the multiplier of the introduced ISA processor has been designed to
perform MAC efficiently, i.e. simultaneously with multiplication, a third operand can
be added to the result without additional delay. As already indicated by the brackets
in (1), the 2D transform can be decomposed into cascade of two subsequent 1D
transforms applied horizontally and vertically on each row, resp. column. Additional
efficiency can be gained, if we split the 1D transform of a sequence xj, j = 0,…,7, into
even and odd numbered frequency samples:

This algorithm is applied for the 8 × 8 DCT within each 4 × 4 processor subarray.
The input values for the 1D DCT are initially permuted within each processor row of
length 4, such that each processor j, 0 ≤ j ≤ 3, holds xj and x7-j and the addition xj + x7-j

and the subtraction xj − x7-j can be performed in parallel. Now each processor j, 0 ≤ j ≤
3, computes y2j and y2j+1 according to (2) in 4 stages. The computation in each stage
requires two MAC operations per processor. Permutation of the values xj + x7-j and xj

− x7-j between every two stages involves routing of data, which is performed
efficiently within each processor row by ringshifting. The coefficient values are
precomputed and loaded into the processor array when needed. This load operation
takes only a small number of instruction cycles since the values can be broadcasted
along the columns of the ISA. The 1D DCT along the processor columns is computed
by the reflected ISA program for the rows. The IDCT is implemented in a similar
way.

QU/IQ: The division operation for quantization is evaluated by multiplication with
the reciprocal value in each processor in parallel. The quantizer step size is controlled
by loading the corresponding coefficients into the processor array.

ENC/DEC: Due its irregularity the variable length en/decoding and entropy
en/decoding is not suitable for an efficient parallelization on the ISA. Thus, the
sequential RISC performs these operations. Because of their low computational
requirements, their runtime on the RISC is dominated by the processing time of the
next/previous MB on the video accelerator.

6 Performance Evaluation

For the runtime determination of the parallel programs described in Section 5 on the
introduced accelerator architecture the number of required instructions is multiplied
with the corresponding clock cycle time of 26.7 ns. Additionally, the data transfer
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between ISA and internal RAM is considered with a throughput of 150 MByte/s. The
results are shown Table 3. Note that the times for ME are worst cases, i.e. calculated
SAD values are never smaller than the preselected threshold.

Table 3: Worst case runtime on the video accelerator for encoding and decoding per MB. It
includes computing time on the ISA and data transfer time between ISA and internal RAM.
Data transfer is divided into concurrent transfer, i.e. the transfer time is dominated by the
computing time on the ISA, and not concurrent transfer, i.e. during the transfer time no
computations are performed on the ISA.

Data transfer ISA ↔ internal RAMTask Runtime video
accelerator Concurrent to ISA Not concurrent to ISA

ME step 1
       step 2
      half pixel

103 μs
6 μs

 8.5 μs

Load 4080 Bytes
Load 36 Bytes
Load 18 Bytes

Load 640 Bytes
Load 288 Bytes

Load 17 Bytes
MC 5 μs Load 128 Bytes Load 451 Bytes
PRE 0.5 μs
DCT and QU 10 μs
IQ and IDCT 10 μs Store 384 Bytes

En-
coder

REC 3 μs Store 384 Bytes
IQ and IDCT 10 μs Load 451 Bytes Load 384 Bytes
MC 2 μs

De-
coder

REC 3 μs Store 384 Bytes

Sum per MB 161 μs 5097 Bytes 2584 Bytes

Sum per CIF 64 ms 2.02 Mbytes 1.0 MBytes

The amount of data transfer between external SDRAM and internal RAM per MB is
Encoder: current MB (384 Bytes), overlapping search area (768 Bytes),

chrominance blocks of motion compensated MB incl. border pixels (162 Bytes),
coded MB (384 Bytes), reconstructed MB (384 Bytes).

Decoder: current MB (384 Bytes), motion compensated MB incl. border pixels
(451 Bytes), reconstructed MB (384 Bytes).

The resulting total amount of data transfer of 3301 Bytes per MB, resp. 1.3
MBytes per CIF frame, can be transferred concurrently to the accelerator activities
with a reasonable throughput of the SDRAM bus, e.g. 100 MByte/s.

7 Conclusions

In this paper we have presented an ISA architecture for algorithms required for video
compression. The accelerator unit has been implemented on an area of 8.1 mm2 of
silicon using a 0.25μ digital CMOS process. It is capable of on-line encoding and
decoding of a video stream of 15 fps in CIF format with the H.263. The global
architecture of the accelerator unit has been discussed as well as the detailed
implementation of the single processing element of the 12 × 8 array. It has been
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shown how the new architecture can be programmed for applications as motion
estimation, motion compensation, DCT, and quantization. Apart from its performance
figures, the most promising property of the accelerator unit is its flexibility. It would
be interesting to study the performance for the new architecture for applications like
[8], [9], [10].
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ParallAX: An Architecture for Real-Time Physics

Thomas Y. Yeh† Petros Faloutsos† Sanjay J. Patel‡ Glenn Reinman†
†Computer Science Department, UCLA, {tomyeh, pfal, reinman}@cs.ucla.edu

‡AGEIA Technologies, sjp@ageia.com

ABSTRACT
Future interactive entertainment applications will feature
the physical simulation of thousands of interacting objects
using explosions, breakable objects, and cloth effects. While
these applications require a tremendous amount of perfor-
mance to satisfy the minimum frame rate of 30 FPS, there
is a dramatic amount of parallelism in future physics work-
loads. How will future physics architectures leverage paral-
lelism to achieve the real-time constraint?

We propose and characterize a set of forward-looking bench-
marks to represent future physics load and explore the de-
sign space of future physics processors. In response to the
demand of this workload, we demonstrate an architecture
with a set of powerful cores and caches to provide perfor-
mance for the serial and coarse-grain parallel components of
physics simulation, along with a flexible set of simple cores
to exploit fine-grain parallelism. Our architecture combines
intelligent, application-aware L2 management with dynamic
coupling/allocation of simple cores to complex cores. Fur-
thermore, we perform sensitivity analysis on interconnect
alternatives to determine how tightly to couple these cores.

Categories and Subject Descriptors:
C.1 [Processor Architectures]: Multiple Data Stream Archi-
tectures C.3 [Special-Purpose and Application-based Sys-
tems]: Real-time and Embedded Systems

General Terms: Design, Performance.

Keywords: Application Specific Processor, Real-time Physics,
Physics Based Animation, Chip Multiprocessor, Stream Pro-
cessing, Interactive Entertainment.

1. INTRODUCTION ANDMOTIVATION
Interactive entertainment (IE) applications demand high

performance from all architectural components. In the fu-
ture, this demand will increase even further. These appli-
cations will be composed of a diverse set of computation-
ally demanding tasks. One critical task is modeling how
objects and characters move and interact in a virtual en-

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
ISCA’07, June 9–13, 2007, San Diego, California, USA.
Copyright 2007 ACM 978-1-59593-706-3/07/0006 ...$5.00.

vironment. Most current IE applications make use of pre-
recorded motion clips to synthesize the motion of virtual
objects (kinematics), but as these objects and their inter-
actions scale up in complexity, pre-recording has become
impractical. Physics-based simulation has emerged as an at-
tractive alternative to kinematics, providing high levels of
physical realism through motion calculation. Future appli-
cations targeting a true immersive experience will demand
this as a cornerstone of their design.

The benefits of physics-based simulation come with a con-
siderably higher computational cost. To maintain a fluid vi-
sual experience, IE applications typically provide at least a
30 frames per second (FPS) display rate (33ms per frame).
This is the total time allotted to all game components, in-
cluding physics-based simulation, graphics display, AI, and
game engine code. Conventional cores cannot meet the com-
putational demands of these applications. For example, in
Section 6 we show a realistic example where a single-core
desktop processor achieves only 2.3 FPS.

The difficulty in meeting the performance demands of
physics-based simulation is somewhat mitigated by the high
degree of parallelism available in these applications. Our
results show that on average 91% of a physics workload can
be broken down into parallel subtasks of varying granular-
ities. Although only 9% of the workload is serialized, on
a single desktop core this portion can take up to 125% of
the available frame time. This argues for an architecture
that has sufficient performance to tackle the serial tasks,
but also has the flexibility to fully exploit parallel regions.
There are existing designs that combine some number of
large coarse-granularity (CG) cores with a larger number of
fine-granularity (FG) cores, including GPUs connected to a
host CPU through a system bus [20], the Cell’s SPE’s paired
with its PPE [10], and a conventional core paired with multi-
ple vector units [14]. However, these designs lack flexibility
in how their cores can be utilized, making it difficult for
them to efficiently meet the demands of real-time physics.
This paper proposes a more flexible design that is optimized
to meet these demands, based on a design space exploration
that includes the number and type of cores required, the
amount of cache state required, and the interconnect re-
quired between these components.

In this paper, we make the following contributions:

• We devise a forward-looking benchmark suite for inter-
active, physical simulation. The suite combines rigid
body, cloth, debris and other features at a level of scale
commensurate with future-generation games.
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• We show that current multi-core architectures will not
be able to sustain interactive frame rates even when
the benchmark suite is aggressively parallelized. Oper-
ating system, cache contention, and control logic area
overhead all contribute to this conclusion.

• We propose an architecture with both CG and FG
cores that is able to sustain interactive frame rates
for physics workloads through efficient area utilization.
The key elements of this efficiency are:

– Intelligent, application-aware L2 management –
In section 6.1 we examine the L2 requirements
for physics simulation and propose a partitioning
strategy that reduces the required L2 space by
more than half.

– Dynamic coupling/allocation of FG cores to CG
cores – In section 7.1 we propose an arbitration
policy that balances the maximal utilization of
available FG core resources and the exploitation
of locality among FG cores working on the same
CG task.

– Relaxed communication latency of FG and CG
cores– In sections 7.2 and 8.2.2 we explore de-
sign alternatives to interconnecting FG and CG
cores. The tight coupling of FG and CG cores can
restrict where these cores are placed (i.e. on/off
chip) and how effectively we can dynamically lever-
age FG cores. To loosen this coupling, we con-
sider the amount of buffering space and applica-
tion parallelism required to overlap communica-
tion for a variety of interconnection strategies.

The rest of this paper is organized as follows. In section 2
we discuss the related work. Section 3 describes our physics
engine and the associated computational load. In section 4
we propose a set of future-thinking benchmarks that rep-
resent a wide range of physical actions and entertainment
scenarios. Section 5 details the experimental setup. Sec-
tion 6 explores the performance of this suite on conventional
architectures and threading methodologies. In section 7 we
outline our proposed physics architecture, and in section 8
we explore its design space. We conclude in section 9.

2. RELATED WORK
RIKEN’s MDGRAPE-3 [26] and AGEIA’s PhysX [3] are

currently the only dedicated physics simulation accelerator
designs. While MD-GRAPE targets computational physics
with limited programmability, PhysX targets real-time physics
for games. Both designs are accelerator boards which con-
nect to the host CPU through a system bus.

Two other closely related bodies of prior work are vector
processing [9] and stream computation [15, 12]. VIRAM[13]
has achieved an order of magnitude performance improve-
ment on certain multimedia benchmarks. However, conven-
tional vector architectures are constrained [14] by limita-
tions such as a centralized register file, precise exception
handling, and an expensive on-chip memory system. While
CODE is scalable, the data shows a plateau at eight clusters
with eight lanes, and the cacheless CODE can not satisfy our
measured physics workload.

Stream architectures (SAs) aim to enable ASIC-like per-
formance efficiency with high-level language programmabil-
ity. Stream programs express computation as a signal flow

graph with streams of records flowing between computation
kernels. While a broad range of designs populate this space,
the high-level characteristics of SAs are described in [15].
The Stream Virtual Machine (SVM) architecture model log-
ically consists of three execution engines (control, kernel,
and DMA) and three storage structures (local registers, lo-
cal memory, and global memory). Related designs in this
space include IBM’s Cell, GPUs, and the Xbox360 system.

Heterogenous CMP designs such as the Cell target task
specific performance using different cores. However, accord-
ing to our exploration, both the PPE and SPE designs are
not optimal for physics computation. This may be a result
of the Cell being designed to execute all components of a
game, not just physics simulation.

The Graphics Processing Unit (GPU) [20] is another stream-
ing architecture design. GPUs are specialized hardware
cores designed to accelerate rendering and display. While
Havok’s FX allows effect physics simulation on GPUs, GPUs
are designed to maximize throughput from the graphics card
to the display – data that enters the pipeline and the results
of intermediate computations cannot be easily accessed by
the CPU. With the host CPU connected to the GPU via
a system bus, the long communication latency is problem-
atic for physics simulation working in a continuous feed-
back loop. This limitation is alleviated in the Xbox360 sys-
tem [4], which combines a 3-core CMP and GPU shaders.
This system allows the GPU to read from the FSB rather
than main memory and L2 data compression reduces the
required bandwidth.

In terms of physics engine software, both Ageia [3] and
Havok [8] provide proprietary SDKs. Open Dynamics En-
gine (ODE) [7] is the most popular open-source alternative.
It has been used in commercial settings, and provides APIs
and numerical techniques similar in nature to proprietary
engines. ODE is the basis of our physics engine.

3. PHYSICS SIMULATIONWORKLOAD
In this section, we discuss physics simulation and identify

its main computational phases.

3.1 Our Physics Engine
Our physics engine is a heavily modified implementation

of the publicly available Open Dynamics Engine (ODE) ver-
sion 0.7 [7]. ODE follows a constraint-based approach for
modeling articulated figures, similar to [5, 18], and it is de-
signed for efficiency rather than accuracy. Our implemen-
tation supports more complex physical functions, including
cloth simulation, pre-fractured objects, and explosions. We
have parallelized it using pthreads and a work-queue model
with persistent worker threads. Pthreads minimize thread
overhead, while persistent threads eliminate thread creation
and destruction costs.

The following is the high-level algorithmic flow of ODE,
augmented with our changes (shown in italics).

1. Create and setup a dynamics world.

2. While (time < timeend)

(a) Apply forces to the objects as necessary (e.g. gravity).

(b) Calculate all pairs of objects that are in contact.
(c) For each pair of objects in contact do the following:

i. Compute the contact points and create the asso-
ciated contact constraints (joints).
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ii. If an explosive object makes contact with another
object, create a sphere representing blast radius.

iii. If a body makes contact with a cloth’s bounding
volume, insert body on cloth’s contact list.

iv. If a pre-fractured object is in contact with a blast
volume (sphere) break object into debris.

(d) Form groups (islands) of objects interconnected with
joints, i.e. find the connected components.

(e) Forward simulation step: For each island compute the
applied loads and the new positions/velocities of each
object.

(f) Check all breakable joints: if joint’s applied load has
exceeded a threshold, break the joint.

(g) Process all cloth objects by taking a forward simula-
tion step.

(h) Advance the time: time = time + Δt

3. End.

At the core (forward step) of the simulation loop lies the
constraint solver, which typically uses an iterative relaxation
method. There are two key parameters to trade off accuracy
for efficiency, the time-step Δt and the number of iterations
n. Δt defines the amount of simulated time that separates
successive executions of the simulation loop and defines the
number of executed loops per simulated second. n controls
how many relaxation steps the solver takes in a single step.

For our benchmarks, Δt is 0.01 seconds and 3 steps are
executed per frame to ensure stability and prevent fast ob-
jects from passing through other objects. We use a n of 20
as recommended by [7].

3.2 Computation Phases of Physics Workload
The steps in the above algorithm form a dataflow of com-

putational phases shown in Figure 1. All phases are se-
rialized with respect to each other, but unshaded stages
can exploit parallelism within the stage. Simulations such
as cloth and fluid are specializations of this. Because cloth
simulation presents a conceptually and numerically different
load than rigid-body simulation, we considered it a separate
phase. Below we describe the 5 computational phases in de-
tail. We will use the terms phase and task interchangeably.

Broad-phase. This is the first step of Collision De-
tection (CD). Using approximate bounding volumes, it ef-
ficiently culls away pairs of objects that cannot possibly col-
lide. While Broadphase does not have to be serialized, the
most useful algorithms are those that update a spatial repre-
sentation of the dynamic objects in a scene. And updating
these spatial structures (hash tables, kd-trees, sweep-and-
prune axes) is not easily mapped to parallel architectures.

Narrow-phase. This is the second step of CD that de-
termines the contact points between each pair of colliding
objects. Each pair’s computational load depends on the geo-
metric properties of the objects involved. The overall perfor-
mance is affected by broad-phase’s ability to minimize the
number of pairs considered in this phase. This phase ex-
hibits massive fine-grain (FG) parallelism since object-pairs
are independent of each other. Based on the number of
worker threads, we partition the object-pairs into equal sets.

Island Creation. After generating the contact joints
linking interacting objects together, the engine serially steps
through the list of all objects to create islands (connected
components) of interacting objects. This phase is serializing
in the sense that it must be completed before the next phase
can begin. The full topology of the contacts isn’t known
until the last pair is examined by the algorithm, and only

then can the constraint solvers begin. Practical techniques
for parallel island generation are not commonly available.

Island Processing. For each island, given the applied
forces and torques, the engine computes the resulting accel-
erations and integrates them to compute the new position
and velocity of each object. This phase exhibits both coarse-
grain (CG) and fine-grain (FG) parallelism. Each island is
independent, and the constraint solver for each island con-
tains independent iterations of work. We parallelized the
engine at both granularities. Only islands with more than
25 degrees-of-freedom removed are inserted into the work-
queue – smaller islands execute on the main thread.

Cloth Simulation. We have implemented cloth largely
based on Jakobsen’s position-based approach[11]. An exten-
sion of this approach that handles more general constraints
has been proposed by AGEIA[18]. A cloth object is repre-
sented using a triangular mesh where each edge represents
a length constraint. The constraints are solved using an
iterative constraint relaxation solver and the mesh is sim-
ulated forward in time using a Verlet integrator. Collision
detection is based on a combination of ray casting and axis-
aligned bounding volume hierarchies. Collision resolution is
based on a vertex projection scheme. This phase also ex-
hibits both CG and FG parallelism. Each cloth object is
independent, and the integrator contains independent tasks
for each vertex in the cloth object. We parallelized the en-
gine at both the object and vertex levels.

As we will demonstrate in the rest of this paper, physics
simulation differs from conventional workloads (i.e. SPEC
and multimedia) in the following ways:

• Concrete performance goals - a real-time constraint of
at least 30 FPS.

• Discrete phases of the application - with very different
levels of parallelism and architectural requirements.

• Tightly coupled application phases - these phases are
serial with respect to one another and feature a feed-
back loop not present in applications such as rendering.

4. FUTURE PHYSICS BENCHMARKS
We propose a comprehensive set of benchmarks to repre-

sent the complexity and scale of physics simulation in fu-
ture game-scenarios. Our benchmark suite can be leveraged
by: (1) computer architects/researchers to explore real-time
physics hardware/software designs, and (2) application de-
signers to determine gaming platform performance bounds.

Our benchmark design was guided by high-level physi-
cal actions and representative scenarios from different game
genres. Benchmarks are constructed with parameters for
problem-size scaling, and we use the set of features demon-
strated in Table 2. Table 3 explains the benchmarks while
Table 4 provides some statistical data.

Game physics data scaling has roughly tracked Moore’s
Law along an exponential path as developers load as much
physics onto a game as the minimum-spec system could han-
dle. This trend can be illustrated by three popular games:
(a) Unreal Tournament 2003, (b) Unreal Tournament 2004,
and (c) Gears of War 2006. From discussion with indus-
try insiders, the estimated number of rigid objects in these
games are 75, 100, and 200 respectively. That means that
the number of rigid bodies increased by 33% between 2003
and 2004 and by 100% between 2004 and 2006.

Past benchmarks [27] are limited to small scale rigid-body
interactions. Our suite has dramatically increased the types
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of simulations and number of interacting objects. Based on
information from Ageia, future games in development (like
Cell Factor Revolution, Auto Assault, and Stoked Rider)
targeting the PhysX card use 1000-10,000s of rigid body
objects, 10,000s of particles, and 1000s of vertices for de-
formable meshes (cloth). In contrast, physics targeting a
dual-core desktop processor tops out at 500 rigid bodies,
1000s of particles, and no deformable meshes.

5. EXPERIMENTAL SETUP
We used a Simics-based [16] full-system execution-driven

simulator. Both the cache and processor timing simulators
are from the GEMS toolset [17]. All L2 caches are based on
1MB 4-way banks, and Table 1 shows the configuration pa-
rameters used for the coarse-grain cores in our simulations.
Fine-grain cores are described in section 8.

Processor Pipeline: Functional Units:
4-wide, 14-stages 4 int, 2 fp, 2 ld/st
Window/Scheduler: Branch Predictor:
96, 32 entries 17KB YAGS + 64-entry RAS
Block size: L1 I/D caches:
64 bytes 32KB, 4-way, 2-cycle
L2 cache/banks: On-chip network:
15-cycle Point-to-point, 2-cycle per hop
Main Memory: 340 cycles Clock Frequency: 2GHz

Table 1: Coarse-grain Core Design

All benchmarks are executed for 3 frames of physics sim-
ulation due to very long simulation times – the average in-
struction per frame is shown in table 3. Some benchmarks
require more than 4 days to complete a single frame when
simulating a 4-core design. The simulation proceeds with
0.01 second time steps. The benchmarks are setup with
most activity occuring in the first 10 frames. The frames
5-7 are executed, and the frame with longest execution time
is chosen. All benchmarks are warmed up for one physics
simulation step prior to execution of the selected frames.
The performance target is 30 frames-per-second (FPS).

The cores simulated in Simics are SPARC ISA processors
running Solaris 10 in single user mode. All binaries for per-
formance simulation do not include graphical display code
and are compiled by gcc 4.1.1 for the SPARC ISA using the
following flags: [-mcpu=v9 -mtune=ultrasparc3 -mvis -m32
-pthreads -O2]. For visual verification, we compile a sep-
arate set of binaries with visual display code for the x86
ISA. All instrumentation for separating computation phases
uses Simics’ MAGIC instruction, which is not counted when
calculating execution time.

5.1 Interconnect Models
For the on-chip 2D mesh interconnect, we used the data

in Table I from [24] for 90 nm technology. The per hop delay
is 1 cycle, and the router pipeline is 5 cycles (2GHz clock).
This network uses 64-bit flits, and four virtual channels can
simultaneously send data. We assume the packet header to
be 8-bit long, so each packet’s payload is 56-bit.

For the off-chip configurations, we assume the use of ei-
ther Hypertransport (HTX) [1] or PCI Express (PCIe) [2] to
connect the discrete chips. On the fine-grain chip, the same
2D mesh described above connects all cores to the I/O.

6. PERFORMANCE DEMANDS
This section examines physics simulation’s performance

demand by evaluating single-core performance, the per phase
working set, and the limits of coarse-grain (CG) parallelism.

Figure 2(a) shows the total execution time, broken down
into per phase contributions, of one frame for single-threaded
benchmarks running on a 2GHz single-core desktop-class
processor with a 1MB L2 cache. The distribution of exe-
cution times shows good complexity scaling ranging from
Periodic to Mix. Only two benchmarks, Periodic and Rag-
doll satisfies the 30 FPS requirement. The most complicated
benchmark Mix requires over an order of magnitude perfor-
mance improvement to reach 30 FPS.

While Broadphase and Island Creation (the difficult to
parallelize phases - i.e. serial phases) make up only an av-
erage 9% of total execution time, they can still take up to
125% of one frame’s worth of time (i.e. 1/30th of a sec-
ond). This data forces us to optimize both the serial and
parallel components of this workload. The instruction mix
in figure 7(b) shows that serial phases and Narrowphase are
integer dominant with large amount of branches while par-
allel phases Island Processing and Cloth are FP dominant.

To determine the hardware requirement of future physics
applications, we first consider the working set for both the
serial and parallel portions. Then we explore the perfor-
mance impact of exploiting CG thread-level parallelism (TLP).

6.1 Working Set Analysis
After evaluating different core designs and L2 configura-

tions, we found the L2 cache design to be the dominant
factor affecting the serial phase performance. Figure 2 (b)
shows execution time for the serial phases as the L2 cache
is scaled from 1MB to 32MB by adding 4-way 1MB banks.
The banks are configured with a point-to-point network and
use a 2-level directory based MOESI coherency protocol [17].

Most misses are determined to be capacity misses by us-
ing 1024-way 1MB banks. A minimum of 4MB of L2 cache
is required to complete the serial phases within a frame’s
worth of time, and maximum performance requires a fully-
associative 16MB or a more realistic 32MB L2. These sizes
seem relatively large when we consider the number of ob-
jects in these simulations. A majority of L2 misses occur
inside the parallel phases, pointing to the possibility that
the parallel phase data evicts the serial phase data between
simulation steps. To illustrate this, we examine each phase’s
L2 effective working set size by saving the cache state at the
end of a phase and loading this cache state at the beginning
of the next step for the same phase. Figures 3 (a) and 4 (a)
show that the performance for both serial stages plateaus at
4MB, and the performance is within 7% of a 16MB L2 used
by all stages on Figure 2 (b).

Figures 3(b), 4(b), and 5(a) show the isolated L2 scaling
performance data for Narrowphase, Island Processing, and
Cloth respectively. Both Island Processing and Cloth are
relatively insensitive to L2 cache scaling. For Narrowphase,
the benchmarks Explosions and Highspeed show roughly 2X
improvement when scaling the L2 from 1MB to 16MB. This
behavior can be attributed to the large number of object-
pairs shown in Table 4. The increased amount of data re-
quired for Explosions and Highspeed results in their higher
sensitivity to L2 cache size.
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Narrow-phase Island Creation Island Processing ClothBroad-phase

World State New World State

(Object-Pairs) (Contacts Points) (Islands) (Object Positions)

(Vertex Positions)Collision Detection

Figure 1: Physics Engine Flow.

Constrained Simulation of articulated objects connected with ideal joints. Virtual humans consist of 16 segments of
Rigid Bodies anthropomorphic dimensions. Cars have a body, rotating wheels, and a suspension system of slider joints.
Terrains Uneven surfaces described by heightfields or trimeshes.
Breakable Joints are broken by accumulation of force or a single strong force exceeding a predetermined threshold.
Joints Bridges, cars, and robots contain breakable joints.
Prefractured Each breakable object contains a set amount of debris that can break apart from the object. The object and
Objects geom representing each piece of debris is created at startup time and enabled once the object breaks.
Explosions Each object is marked with an explosive flag. If an explosive object makes contact with any other object, the

explosive object is replaced by a sphere representing the blast radius with predetermined duration.
Static Immobile objects that moving objects can come in contact with. They do not participate in forward
Obstacles stepping since they do not move but they do participate in collision detection.
Cloth Softbody modeling using constrained vertices that approximate a continuous surface. Large cloth objects use
Simulation 625 vertices to simulate drapery or netting. Small ones, typically attached to virtual humans, use 25 vertices.

Table 2: Features Found in Our Benchmarks

Benchmark Avg Inst/Frame Description

Periodic 34 million Role-playing scenario with 30 humanoids engaging in hand-to-hand combat.
Ragdoll 36 million First-person shooter (FPS) scenario with 30 humanoids falling due to projectile impact.
Continuous 47 million Racing scenario with 30 cars driving on terrain and between obstacles.
Breakable 256 million FPS scenario with cannons shooting and bombs exploding in 3 areas enclosed by walls.
Deformable 409 million Sports/Action scenario with 30 uniformed players and 2 large cloth objects.
Explosions 547 million Real-time strategy scenario with an army fighting in an urban environment with explosives.
Highspeed 518 million Action scenario with 20 cars crashing and non-explosive high-speed rockets destroying 10 buildings.
Mix 829 million A combination of all the features/entities used in the previous 7 benchmarks. There are 3

buildings, 6 bridges, 30 uniformed humanoids and 6 vehicles.

Table 3: Our Physics Benchmarking Suite

Benchmark Obj-Pairs Islands Cloth Objs [vertices] Static Objs Dynamic Objs Prefractured Objs Static Joints
Per 2,633 99 0 0 480 0 480
Rag 2,064 30 0 0 480 0 480
Con 3,182 37 0 1,700 650 0 120
Bre 11,715 97 0 0 1,608 5,652 564
Def 7,871 89 32 [2000] 480 480 0 480
Exp 21,986 58 0 0 3,459 0 200
Hig 21,041 12 0 0 3,309 0 80
Mix 16,367 28 33 [2625] 0 1,608 5,652 564

Table 4: Benchmark Specs
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Figure 2: (a) Execution Time Breakdown of 1 Core + 1MB L2 — (b) Single Core Execution of Serial Parts
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Figure 3: (a) Broadphase Performance [dedicated L2] — (b) Narrowphase Performance [dedicated L2]
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Figure 4: (a) Island Creation Performance [dedicated L2] — (b) Island Processing Performance [dedicated
L2]
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Figure 5: (a) Narrowphase Performance [dedicated L2] — (b) Performance with Processor Scaling
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Figure 6: (a) Execution Time Breakdown (4 Core + 12MB L2) — (b) L2 Miss with Thread Scaling
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With dedicated cache space for each computation phase,
the L2 cache requirement has been significantly reduced.
The serial stages now each require 4MB of L2 cache space.
Because Broadphase uses shape data (geom) for collision de-
tection and Island Creation uses object and joint data to
create islands, there is little data sharing between these two
phases. The memory required per object and geom is 412B
and 116B respectively. The memory required per joint varies
between 148B to 392B depending on the type. To obtain the
performance shown on Figures 3(a) and 4(a), we allocate
8MB of L2 with 4MB dedicated to each serial phase.

When executing the parallel phases in single-thread mode,
1MB of additional L2 space is sufficient to obtain the bulk
of the performance. This 1MB can be shared between all
three phases since there will be sharing between Broadphase
and Narrowphase and between Island Creation and Island
Processing. The cache space dedicated to the serial phases
should be read-only during parallel phases.

However, the cache requirement for parallel phases changes
with the number of simultaneously active threads. To better
understand this, we vary the number of processor cores that
are available to exploit coarse grain parallelism along with
the total L2 space. While Cloth continues to be insensitive
to L2 cache size, both Narrowphase and Island Processing
see an interesting shift in L2 sensitivity. At two threads,
these phases improve performance with the same dedicated
L2 cache because of the increased TLP. However, at four
threads, thrashing between threads grows considerably and
drives demand for L2 space higher. For Island Processing,
1MB of dedicated L2 cache degrades performance when scal-
ing from 1 to 4 cores. The memory requirement per island
depends on the number of joints, bodies, and degrees-of-
freedom removed. To satisfy this demand, we allocate an
additional 4MB of L2 cache space for the parallel phases in
the rest of our experiments.

6.2 Exploiting Coarse-Grain Parallelism
Figure 5 (b) shows the performance as we scale up the

number of cores per processor. With every additional core,
we add an additional worker thread. The L2 cache space
is allocated at a phase granularity according to the ear-
lier observations: (12MB total – organized into three 4MB
partitions [25, 21, 28]: one for Broadphase, one for Island
Creation, and one for the parallel sections). Phase iden-
tification for physics simulation is trivial as shown by the
sequential flow of Figure 1. Depending on the computation
phase, different parts of the shared L2 are used for writing
data. Future work will examine L2 cache size reduction by
prefetching, per-thread cache management, and DMAs.

The L2 is composed of 1MB 4-way cache banks, and the
partitioning granularity is done per cache way [6]. Because
serial stages are more sensitive to load latency, the 4MB
cache partitions for the serial stages are allocated near the
CG core used for serial execution. To attain minimal L2
latency for each serial phase, the main thread will execute
Broadphase on one CG core and Island Creation on another.

Figure 5 (b) clearly shows that the performance improve-
ment starts to plateau at 4 cores. On average, scaling from
one to two cores improves performance by 53% and scaling
from two to four cores improves performance by 29%. Fig-
ure 6 (a) shows the execution time breakdown for a four
core processor with 12MB total L2 cache space. The per-
formance has improved by roughly 3X, but we still need an

additional 5X improvement to satisfy all benchmarks. Per-
formance starts to degrade at eight cores (not shown). This
degradation is surprising, but can be attributed to two main
causes: an increased working set in the L2 cache and oper-
ating system overhead. For all parallel phases, additional
threads consume more cache space by simultaneously ac-
cessing data that had not needed to co-exist in the cache.
The large increase in L2 misses is shown in Figure 6 (b).

Scaling from four to eight threads results in a 5X increase
in L2 misses. Kernel memory accesses inside Island Process-
ing and Cloth make up most of the increase. The pmap com-
mand in Solaris 10 shows that each worker thread uses ap-
proximately 850KB of memory during two and four threaded
execution. At eight threads, each worker thread’s memory
usage jumps to around 5MB. This operating system effect
is being investigated further as future work.

Assuming the use of a custom-tuned operating system and
programmer defined memory mapping/management, CG scal-
ing may continue past four threads. However, even under
ideal conditions (removal of OS overhead and cache con-
tention, unlimited number of cores, and ideal load balanc-
ing), CG parallelism will not be sufficient to achieve inter-
active frame-rates. Figure 7(a) shows that Mix and De-
formable require more than a frame’s worth of time just
for Island Processing and Cloth. When considering serial
phases, Explosions and Highspeed barely achieve 30 FPS.

There are two fundamental limitations to CG scaling: (1)
conventional threading overhead (synchronization and in-
creased working set) and (2) a poor datapath logic to con-
trol logic ratio. Due to conventional threading overhead,
island processing is parallelized at the per island level and
cloth simulation is parallelized at the cloth level. CG per-
formance scaling is thus bounded by the largest island and
cloth. Furthermore, the area ratio of control logic vs datap-
ath logic increases with core complexity. The use of complex
cores for physics acceleration will not be scalable as IE appli-
cations evolve with more features and complexity. Given the
tremendous amount of computation bandwidth required, it
will be shown in section 8 that the use of complex cores
results in prohibitively large die areas.

7. PARALLAX ARCHITECTURE
Figure 8 demonstrates two potential implementations of

our proposed architecture, ParallAX. In both implementa-
tions, we have a set of coarse-grain (CG) cores handling
tasks like serial phase computation, parallel task distribu-
tion, memory allocation, and the components of the parallel
phases which do not have large amounts of parallelism. A
larger pool of fine-grain (FG) cores handle the massively
parallel components of the computation. The key contribu-
tions here are (1) the flexible arbitration policy that provides
area-efficient utilization of available core resources (section 7.1),
(2) the L2 partitioning strategy that has already been ad-
dressed in section 6.1, and (3) an exploration of interconnect
sensitivity (sections 7.2 and 8.2.2). The two models of Fig-
ure 8 differ in whether they treat the CG cores as auxiliary
processing engines or as the main computational core for
a given system – this will be explored further in the third
component of our key contributions. In the rest of this sec-
tion we provide more details on our architecture, and then
perform a design space exploration in the next section.

Both sets of cores (CG and FG) are connected by 2D
meshes. The interconnection between these two sets can be
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Figure 8: ParallAX - Parallel Physics Accelerator

on-chip or off-chip. The CG cores communicate through the
shared L2-cache with banks connected via a 2D mesh. The
FG cores are connected via the on-core routers.

In terms of real-time physics tasks, CG cores handle Broad-
phase execution, providing a set of object-pairs to feed into
Narrowphase execution. Narrowphase has considerable par-
allelism, and the CG cores start to process individual sets
of object-pairs (CG parallelism). Object-pairs are then be
farmed out to the FG cores by the CG cores – CG cores
move both instructions and data into the FG cores.

FG parallelism refers to breaking computation down into:

• per object-pair for narrowphase collision detection

• per degree-of-freedom removed for LCP solver of island
processing

• per vertex in cloth simulation

These granularities were selected to extract loosely coupled
data parallelism. Our approach is to design a scalable sys-
tem by using a large number of area-efficient processing el-
ements. The selected granularities strike a good balance
between the lowest level of parallelism (ILP) vs. completely
decoupled parallelism (TLP). We refer the reader back to
Table 4 and Figure 11 for information on the number of
such FG tasks.

FG cores use local instruction and data memories instead
of caches, since the instructions and data required for each
task are easily determined. Each FG core iterates through
all the tasks assigned to it, and no communication is re-
quired between these FG cores as there are no data depen-
dencies between iterations. All FG cores execute the same
kernel at one time due to the dependency between phases
of physics computation. This argues for one pool of shared
FG resources for all kernels instead of unique cores dedi-
cated to each kernel. Although this observation is similar
to unified shader design [19], physics computation is inher-
ently different from graphics where little pipelining of the
phases described in section 3 can occur. There is additional

overhead involved in pushing the data to the FG cores and
retrieving the data back after computation completes.

7.1 Mapping Fine-Grain to Coarse-GrainCores
There are a number of design decisions to be made in this

architecture. The first is how CG cores should map to FG
cores. One alternative would be to statically map some set
of FG cores to a single CG core, simplifying task schedul-
ing, but possibly underutilizing our pool of FG cores in cases
where one large task dominates the computation – the lim-
iting scenario for CG parallelism. Instead, we allow any CG
core to assign tasks to any FG core. However, there are two
concerns here: (1) arbitration for FG cores among the CG
cores and (2) maximizing FG core locality. This locality ex-
ists because FG tasks that comprise the same coarser-level
task use some common data. Therefore, when there is bal-
anced demand for FG cores among the CG cores, we would
like to evenly distribute FG cores among the CG cores to
maximize this locality and reduce data communication.

We propose a hierarchical arbitration policy to schedule
tasks to FG cores. We logically divide the FG cores evenly
among the CG cores. Each set of FG cores is controlled
by an arbiter. The arbiter assigns tasks to FG cores from
CG cores in a priority ordering – a different CG core has
priority on each arbiter. This ensures even sharing of FG
cores when we have an even load across the CG cores. If
the top-priority CG core for that arbiter no longer has any
FG tasks, or there are idle FG cores for that arbiter, the
arbiter checks the next CG core on its priority list (where
each arbiter has a unique priority order). This ensures that
one CG core with a larger load is able to utilize all FG cores.
Detailed load balancing studies will be future work.

7.2 CG to FG Communication Latency
Another design issue we explore is buffering tasks at the

FG cores to hide communication latency between CG and
FG cores. The more tasks that are sent to each FG core
at once, the more potential communication latency we can
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hide, and the looser we can make the coupling between CG
and FG cores. However, this requires that we have suffi-
cient buffering space and application parallelism to overlap
communication with computation. Looser coupling of cores
allows the use of less expensive interconnect, enables flexi-
ble placement of cores (i.e. off-chip), and facilitates flexible
mapping of FG to CG cores.

Our goal is to completely overlap all communication la-
tency with computation except for the startup cost of buffer-
ing communication and post process retrieval of results. With
the insatiable performance demands of IE, the primary goal
of a physics architecture is to maximize performance for a
given area. One way to maximize performance is to ensure
the cores are maximally utilized – they should never be idle
waiting for data to be sent to them. By overlapping commu-
nication and computation, we can avoid idle cycles for the
cores, and as we will show, the data required to buffer tasks
at the cores does not have a large impact on overall area.

Our CG cores and L2 cache banks connect via a 2D mesh,
and the FG cores connect to each other through a second 2D
mesh. The 2D mesh combines simplicity, area effeciciency,
and power efficiency. Its latency and power consumption are
slightly worse than a 2D torus, but its simplicity translates
to less design effort.

Given the large resource demand of FG cores and prior
work’s use of off-chip acceleration (i.e. both Ageia’s PhysX
and GPU-based physics acceleration), one natural question
to ask is whether future physics accelerators can be located
off-chip, tolerating inter-chip communication delays. To ad-
dress this, we examine two existing off-chip interconnect pro-
tocols to perform CG core to FG core communication: PCI
Express (PCIe) and Hypertransport (HTX).

PCIe, a system interconnect with a maximum half-duplex
bandwidth of 4 GB/s, is used by both GPUs and PhysX.
HTX, a co-processor interconnect with a maximum half-
duplex bandwidth of 20.8 GB/s, is used by AMD to connect
CPUs and co-processors. Additional local buffering is used
to overlap data communication and computation, and data
distribution from the I/O ports of the physics chip to the
individual FG cores is done via a 2-D mesh topology.

7.3 Programming Model
The orchestration of the FG cores need not require ISA

modifications. The memory locations of instructions and
data structure need to be remapped into the local memory
space of the FG cores, and FG kernel functions need to be
inlined. All of this can leverage existing compilers by adding
a new back-end customized for the FG cores.

Additional code to do data packing (before sending from
FG to CG cores) and data scattering (before sending from
CG to FG cores) is also required. The hand-shaking between
CG and FG cores for data transfers is similar to network
protocols using control and data packets. The control packet
includes task id (unique), data-set id (unique per task id),
data size, iteration count, and kernel id. Each data packet’s
header includes task id and data-set id.

The control packet, in conjunction with the previously de-
scribed arbiters, sets up the flow of data packets to FG cores.
Once the a full set of data is received on a FG core, the kernel
id chooses the kernel to execute (kernel code already resides
in FG cores). The iteration count indicates the number of
iterations to execute (the code assumes all FG tasks start
from iteration 0 and the data has been packed accordingly).

The task id uniquely identifies the CG thread which submit-
ted the FG request, and the data set id uniquely identifies
each FG core. This information is tracked on the CG core to
identify the results returned back from FG cores. Each CG
core has a network interface module to send, receive, and
buffer these packets. Each arbiter tracks FG core activity
by examining data packet headers.

8. DESIGN EXPLORATION
In this section, we explore the design space for ParallAX,

including different types of fine-grain (FG) cores and inter-
connect strategies for FG and coarse-grain (CG) cores. For
each design point, we will determine how many FG cores are
required to satisfy our workload and how much local buffer-
ing is required at each core to hide communication latency.
First, we characterize the FG components of parallel phases,
including memory requirements.

8.1 Characterizing Fine-Grain Computation
Figure 9 (a) shows the breakdown of Mix’s execution time

into serial, CG parallel, and FG parallel components. The
first set of three bars shows the data for one core with 9MB
of L2, and the 2nd set of three bars shows the data for
four cores with 12MB of L2 as described earlier. The serial
components’ execution time (not shown) does not change
significantly with increased number of cores or amount of
L2. The CG sections’ execution time decreased linearly as
we scale from one to four cores, and the FG sections’ time
decreased by slightly over 50%.

Looking at the four core data, the sum of serial and CG
components for Mix takes up 68% of one frame’s time. This
leaves 32% of one frame’s worth of time for completing all
of the FG computation.

8.1.1 Kernel Characterization
Figure 9 (b) shows the instruction mix for the FG kernels

in Narrowphase, Island Processing, and Cloth. NOPs have
been filtered out of the instruction mix. For all three, inte-
ger operations and memory reads are the top two instruction
types. The main difference between these kernels is the per-
cent of instructions dedicated to control-flow (branch and
floating point (FP) compare instructions) vs data-flow (FP
adds and multiplies).

Narrowphase contains 8% branch instructions and few FP
adds and multiplies. This contrasts greatly with both Island
Processing and cloth, where these instructions make up 32%
and 28% of the total respectively. Cloth differs from Island
Processing with more branches and its use of integer multi-
plies, FP divides, and FP squareroot instructions.

8.1.2 Memory Required for Inst and Data Storage
Next, we address how much instruction memory would be

required by a FG core. Based on the iterations we sampled,
the total number of unique static instructions in each kernel
is 277 for Narrowphase, 177 for Island Processing, and 221
for Cloth. With 32-bit instructions, the largest kernel can
be stored with 1.1KB of local memory. With 64-bit instruc-
tions, the largest kernel can be stored with 2.2KB of local
memory. To allow any FG core to be utilized in any parallel
phase, we allocate enough memory to store the code for all
three kernels. This requires 2.7KB for 32-bit instructions
(1.1KB for Narrowphase, 0.7KB for Island Processing, and
0.9KB for Cloth.)
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Figure 9: (a) Coarse-grain vs Fine-grain Execution Time — (b) Instruction Mix of Fine-grain Kernels

For data memory, we statistically sampled the total unique
data read from memory in each kernel for 100 iterations –
we found this to be 1,668B for NarrowPhase, 604B for Island
Processing, and 376B for Cloth. The total amount of unique
data written to memory in each kernel for 100 iterations is
100B for Narrowphase, 128B for Island Processing, and 308B
for Cloth. The required data storage at each core depends
on the buffering needed to hide communication latency.

Based on ths memory reuse exploration, the final FG core
design contains a total of 8KB local memory.

8.2 Fine-grain Core Design andRequirements
In order to complete the FG computations within the time

left, we would like to use as many cores as required to exploit
the level of parallelism needed. In addition to evaluating the
performance of a desktop core on these kernels, we examine
more area-efficient, simpler cores modeled after next gener-
ation console and GPU shader designs. An unrealistically
large core design is also used as a limit study on the avail-
able instruction level parallelism. Table 5 summarizes these
designs. As discussed previously, the memory behavior of
the FG cores is extremely regular. CG cores will send all
data required to the FG cores – i.e. memory requests at
the FG cores will always hit in the single-cycle 8KB local
memory. All cores run at 2GHz.

Desktop Intel Core Duo based core with 32-entry
Inst Window, 96-entry Reorder Buffer,
17KB YAGS, 4-wide 14-cycle pipeline.

Console IBM Cell based core with 8-entry Inst
Window, 32-entry Reorder Buffer, 17KB
YAGS, 2-wide 12-cycle pipeline.

GPU Shader GPU shader based core with 1-entry Inst
Window, 32-entry Reorder Buffer, 1KB
YAGS, 1-wide 8-cycle pipeline.

Limit Study Unrealistic core with 128-entry Inst
Window, 512-entry Reorder Buffer, 64KB
YAGS, 128-wide 14-cycle pipeline.

Table 5: Our Fine-Grain Core Designs

Figure 10 (a) shows the performance, measured in IPC,
on the three kernels. Island and Cloth have bursty amounts
of ILP, as confirmed by the source code and the drastic de-
crease in IPC from the desktop-class to the console-class
cores. The limit study results show an IPC of over 4 for Is-
land and 1.5 for Cloth. Based on the source code, these two
kernels could potentially benefit from SIMD instructions.
Narrowphase degrades with more resources due to mispre-
dicted branch instructions. Ideal branch prediction (results
not shown) resulted in a 30% improvement in performance.

8.2.1 Number of Finegrain Cores Required
Using the average IPC from Figure 10(a) and the dynamic

instruction count of FG computation, we show the number
of required cores for each design to reach 30 FPS for the
most demanding benchmark, Mix, in Figure 10(b). This
calculation assumes 100% utilization of FG cores during the
parallel sections, which we address in the next section. We
also assume that there are enough FG tasks to effectively
hide communication latency, except the startup and post-
process communication costs between CG to FG cores.

The first four sets of data in Figure 10(b) show the re-
quirement if a given % of the total frame time is available
for FG computation. Our 4-core CG simulation results (Fig-
ure 9(a)) left 32% of the frame time (the final set of bars).

The simulated time constraint using the 2D mesh on-chip
interconnect requires 30 desktop-class, 43 console-class, or
150 shader-class cores to achieve 30 FPS. With the HTX
off-chip interconnect, the number of shader-class cores in-
creased to 151. With the PCIe interconnect, the number of
shader-class cores increases to 153. The desktop-class and
console-class core requirements remain the same for both
off-chip interconnects. For all interconnections, 2KB of lo-
cal storage is enough to buffer the minimum amount of data
to hide communication latency for all cases. However, these
interconnect alternatives differ in the amount of parallelism
required to hide communication latency.

Area Estimation:.
By using published die areas and photos of single cores

from Intel Core Duo 2 [22], IBM Cell [10], and Nvidia G80 [23],
we derive area estimates for each core type using 90nm tech-
nology. The required interconnect area is derived from Table
III of [24]. The area estimates for 30 desktop, 43 console,
and 150 shader cores are 1388 mm2, 926 mm2, and 591 mm2

respectively. This argues for the simplest cores as the most
area-efficient alternative and points to a severe need of area
optimization, which will be a main thrust of our future work.

Current generation architectures certainly lack the com-
putational resources to meet the demands of real-time physics.
But simply scaling existing designs that statically map FG
cores to CG cores to match the performance demands will re-
quire considerably more area. For example, statically map-
ping GPU shaders only to particular CG cores will require
34% more area (in additional FG cores) than an architecture
that can more flexibly and efficiently leverage core resources.

8.2.2 Parallelism to Hide Interconnect Latency
So far, we have optimistically assumed that the parallel

phases of our workload could achieve 100% utilization of
the fine grain cores. To verify this, we gather the amount of
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Figure 10: (a) IPC of Fine-grain Core Types — (b) Number of Fine-grain Cores to Achieve 30 FPS

available FG tasks in each phase, assuming four CG threads.
As described earlier, the limit of CG parallelism is deter-
mined by the size of large islands. Table 6 shows the amount
of parallel FG tasks required to hide communication latency
for different core types and interconnect technologies.

Narrow, On-chip HTX PCIe
Island,
Cloth

Desktop 30, 240, 60 30, 540, 120 60, 3000, 1650
Console 43, 215, 86 43, 473, 172 129, 2236, 2408
Shader 150, 600, 300 151, 1510, 755 308, 7700, 9394

Table 6: Number of Fine-Grain Tasks Required to
Hide Communication

With four threads, Figure 11 shows all benchmarks con-
tain enough parallel FG tasks to hide on-chip interconnect
latency to the number of FG cores indicated on Figure 10
(b) except Island Processing for Continuous and Deformable,
and Cloth for Deformable. Both benchmarks lack large is-
lands with more than 25 parallel FG tasks. Figure 6 (a) had
demonstrated that Continuous already executes at 30 FPS
without the use of any FG cores. For Deformable, Island
Processing does not take up a significant component of one
frame’s time. Both Continuous and Deformable can achieve
30 FPS without any FG parallelization of Island Processing.

When an off-chip interconnect is used, it becomes diffi-
cult to hide communication latency for Island Processing
and Cloth. By filtering islands and cloth with less than 50
FG tasks, HTX’s latency can be hidden. This reduces the
amount of work executed on FG cores by an average 2% for
Island Processing and 29% for Cloth. For PCIe, it is not
possible to hide communication latency for cloth simulation
running on the console or shader cores. For Island Pro-
cessing, it becomes necessary to filter out islands with less
than 1710 FG tasks in order to hide communication latency.
This reduces the amount of work that can be executed on
FG cores by an average 59%.

For the configurations where communication latency is
fully hidden, only each phase’s startup and post-process
costs at each simulation step are added to the execution
time. When the communication latency is exposed, this
requires more FG cores to satisfy our performance bound,
which can increase area by 18% for on-chip FG shader cores
and 36% for off-chip (HTX) FG shader cores. One alterna-
tive to this would be to share local memories among multiple
FG cores to leverage data locality and reduce the required
communication – an exploration we leave for future work.

Although cloth is shown to have the least amount of FG
parallelism for the next generation of games, the number of

vertices used to model each cloth will likely scale up when
creating realistic cloth movement further into the future.

8.3 Implementation Alternatives
As described in section 2, our design is within the space

of streaming computation. Model 1 in Figure 8 shows how
the design maps onto the SVM architectural model. CG
cores map to the control processor, and FG cores map to
the kernel processor. The host memory maps to the global
memory, and local storage maps to local memory. The DMA
engine, however, is now part of the control processor. Due
to real-time physics simulation’s extensive use of dynamic
memory allocation, the data required for kernel computation
is dynamically allocated and then set up for computation.
All preparation happens on the CG cores first, then data is
sent to the local storage of FG cores. DMA functionality
can be implemented on the CG cores.

We evaluated on-chip and off-chip interconnects between
the CG and FG cores. The communication latency between
CG and FG computation cannot be hidden with the PCIe
off-chip interconnect. This conclusion points to the tight-
ness of physics simulation’s feedback loop between the two
granularities of computation. However, by placing the en-
tire physics pipeline, both CG and FG resources, onto the
same discrete chip, off-chip physics accelerators such as MD-
GRAPE and PhysX with PCIE is feasible. Model 2 in Fig-
ure 8 shows such a design. By moving all physics hardware
onto a discrete, dedicated accelerator, pin-outs are increased
to allow for dedicated physics memory. Dedicated physics
memory may enable optimizations to reduce the dynamic
memory management and OS overheads described in sec-
tion 6. The control processor can preload statically allo-
cated data onto physics memory, and only the position and
orientation (60B) of each object, position (12B) of each par-
ticle, and position (12B) of mesh vertices are communicated
at the beginning and end of a frame. This small fixed over-
head is easily tolerated when using PCIe (0.00006 seconds
for 1,000 objects, 10,000 particles, and 5,000 mesh vertices).

When using a GPU for physics acceleration, the GPU is
only effective for FG tasks. The model, as shown on Figure 5
of [15], ties a general purpose CPU to the GPU using an off-
chip interconnect. The serial and CG computation are done
on a CPU which may not be optimized for this workload,
and the off-chip latency from the CPU to the GPU will be
exposed many times within a frame (similar to our off-chip
evaluation) except when handling massive islands or cloths
(with 7700 to 9400 parallel FG tasks).

While first-generation physics accelerators may only need
to send object position and orientation back to the main
processor core(s), future demands will be more significant.
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Truly immersive reality may only be possible when the re-
sults of physics-guided motion are communicated to other
components of IE applications. For example, an object that
breaks may generate sound or may alert an AI character.

9. SUMMARY
Physical simulation is becoming a significant component

of current and future interactive entertainment applications.
We have proposed ParallAX, an architecture that features
aggressive coarse-grain (CG) cores and area-efficient fine-
grain (FG) cores. The CG cores are designed with suffi-
cient, partitioned, cache space to handle both the serial and
coarse grain parallel components of physics simulation. The
set of FG cores exploit the massive fine-grain parallelism
available for certain components of the computation. FG
cores should be flexibly mapped to CG cores, and all cores
should either be located on the same silicon die or pack-
aged on separate chips in a multi-component module to suc-
cessfully overlap communication and computation. With its
high performance and programmability, ParallAX can be
utilized for other workloads with massive fine-grain paral-
lelism while enjoying the unique economy of scale afforded
by interactive entertainment.
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SECTION 1

Introduction and
Motivation

Physics-based animation (PBA) is becoming one of the most
important elements of interactive entertainment applications,
such as computer games, largely because of the automation and
realism that it offers. The immersive nature of interactive
entertainment relies on rapid, dynamic content creation and
realistic visual effects. However, the benefits of PBA come at a
considerable computational cost, and the demands of interactive
entertainment require soft performance bounds of 30–60 frames
per second. Fortunately, the physical simulation of complex
scenes is massively parallel in nature. Exploiting this parallelism
is an active area of research both in terms of software techniques
and hardware accelerators. Commercial physics-specific
solutions [3], [13] and modem processors [14] already take
advantage of the parallel nature of PBA with varying levels of
success.

With such massive parallelism, chip multiprocessor [22] (CMP)
designs with large numbers of simple cores, such as ParallAX
[32], can achieve desirable frame rates. In these designs, the

more cores that can be packed into a single piece of silicon, the
more parallelism that can be exploited. However, physics
simulation uses extensive floating-point (FP) calculation, and
could require dedicated floating-point unit (FPU) resources at
each simple core. If these resources could be effectively shared
across multiple cores, the area savings would result in greater
core density and therefore greater exploitation of parallelism.
However, contention for shared FP resources can impact
performance depending on the degree of sharing.

Fortunately, PBA offers more than just massive parallelism to
architects as a means of achieving high perfor-mance. In
particular it can be error tolerant-interactive entertainment
requires perceptually believable results rather than numerically
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correct results. The user must be able to suspend disbelief and
become immersed in the virtual world, but human perceptual
tolerance to small errors is quite high [7], [23]. While the
amount of error tolerance in PBA varies with the individual phase
of the simulation and the scenario being modeled, prior work
[34] has demonstrated that bounding the difference in total

energy during a simulation can reliably ensure believability. We
propose to leverage this observation to dynamically tune the
precision of FP operations in PBA to provide just enough
precision to approximately conserve simulation energy, and
therefore ensure believability.

Our paper makes the following contributions:

We propose dynamic FP precision tuning in PBA to
leverage perceptual error tolerance.

We identify and leverage three main benefits of precision
reduction:

1. Increased Number of Trivial Operations: Precision
reduction enables new conditions and increased
chances that a FP computation will not require the
use of an FPU-such operations are trivial (e.g.,
adding shifted out operand, multiplication by one).

2. Value Locality: Precision reduction improves the
locality that exists (a) among similar objects in
similar scenarios and (b) across iterations during the
relaxation of constraints.

3. Reduced Precision FPU: Smaller, faster, and less
power hungry FPU s can be used to replace full
precision FPUs. However, the varying precision
requirement necessitates occasional access to full
precision FPUs.

We propose and investigate the hierarchical sharing of FPU
resources among simple cores in PBA. The Ll FPU designs
leverage the benefits of precision reduction to execute FP
operations locally, and the full-precision L2 FPU s are
shared among multiple cores for area reduction. Area
savings from FPU sharing can translate directly to
performance by adding more simple cores. Per phase
performance is increased by up to 55% while per phase
energy is simultaneously reduced by up to 50% when
compared to a baseline without FPU sharing.

The rest of the paper is organized as follows. Section 2 presents
background information on real-time physics simulation and
reviews the most related work to this study. Section 3 details our
methodology. Section 4 discusses dynamic precision tuning and
techniques to exploit perceptual error tolerance. Section 5 details
our hierarchical FPU architecture which leverages precision
reduction for effective sharing of FPU resources. We conclude
with Section 6.
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SECTION 2

Background and Related
Work

The most relevant work falls into three categories: realtime
physics, conjoined cores, and FP optimization.

2.1 Real-Time Physics for Interactive
Entertainment
Physics simulation requires the numerical solution of a discrete
approximation of the differential equations of motion of all
objects in a scene. Articulations between objects, and contact
configurations are most often solved with constraint based
approaches such as [6], [20], [13].

Physics Acceleration
ParallAX [32] is a heteroge-neous architecture for physics
acceleration that combines a smaller set of more powerful cores,
for simulation regions with limited or coarse-grain parallelism,
with a much larger set of simple cores, for regions with massive
parallelism. [15] characterizes physics-based simulation for
computer animation and visual special effects used for motion
pictures. Simulations with a 64-core chip multiprocessor (CMP)
show very high on-die and main memory bandwidth
requirements, and most modules have little inter-thread
communication.

Error Tolerance for Physics
Barzel et al. [7] is credited with the introduction of the plausible
simulation concept, and [23] is a 2004 state of the art survey
report on the field of perceptual adaptive techniques proposed in
the graphics community. Chapter 4 of [27] compares three
physics engines by conducting tests on friction, gyroscopic forces,
bounce, constraints, accuracy, scalability, stability, and energy
conservation. All tests show significant differences between the
three engines, producing different simulation results with the
same initial conditions. Even without any error-injection, there is
no single correct simulation for realtime physics simulation in
games as the algorithms are optimized for speed rather than
accuracy. Yeh et al. [34] went beyond simple, manually created
scenarios used in previous studies to examine complex, physics-
engine driven scenarios typical for games. The study provides a
methodology to measure believability. After looking at gap and
penetration errors, linear and angular velocity, and the angle of
deflection for all objects in each scenario, they found that the
difference in total energy was a reliable predictor of believability.
In other words their results show that approximate energy
conservation guarantees believability.

2.2 Conjoined Cores
Kumar et. al [18] proposed having two adjacent cores in a CMP
share a single floating-point unit (FPU), crossbar port,
instruction cache, and data cache for area savings. They looked at
a simple policy where the cores take turns using the shared
resources every other cycle, and a more intelligent policy where
either core can use a resource in any cycle, but the arbitration
priority among the cores switches from cycle to cycle for fairness.
Recent work [28] has extended this idea to share other core
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structures among more than two cores. Sun's Niagara [16]
shares a single FPU among eight cores. The cores access the FPU
via a shared bus-the latency seen for an individual FP operation
is 40 cycles [29]. In this paper, we will use conjoin to describe
FPU sharing.

2.3 Floating-Point Optimization
The IEEE standard single precision FP representation has a
single sign bit (S), eight exponent bits (E), and 23 mantissa bits
(M). These are packed in a 32-bit register to represent numbers
of the form . Precision reduction, as used in
this study, refers to the removal of less significant bits from the
mantissa using a selected rounding mode.

Not all FP operations need a functional unit to execute-for
certain input operands, FP instructions can be made trivial. For
example, adding any number to zero is a trivial operation: the
result is simply the original number. Early studies of trivial
instructions [25], [26] focused on FP benchmarks (SPEC 92 and
Perfect Club) using a set of 8 trivial computations: multiplication
(by 0, 1, and −1), division (X/Y with , and square
root (of 0 and 1). Most trivial operations were FP multiplies, and
the percentage of trivial operations per program ranged from
near zero to 7%. They only saw performance improvements in the
range of 2–4% for a processor configuration similar to modem
cores.

More recent work [35] expands the range of trivializable
operations to 26 types and categorize these as bypassable or
simplifiable. For SPEC 95/2000 and MediaBench benchmark
suites, 13 % and 6% of total dynamic instructions are trivial
which enables an 8% average performance improve-ment. [5]
studies the energy benefits of bypassing trivial operations.
Bypassing trivial operations results in average energy and
energy-delay improvement of 5% and 12% re-spectively.

Prior work uses trivialization as a filter for memoization and do
not consider the effects of precision reduction. We are the first to
leverage trivialization to improve resource sharing, and we
propose new conditions which work with dynamic precision
tuning to increase the effectiveness of trivialization.

A closely related technique to bypassing trivial operations is
memoization or value reuse [25], [10]. Memoization uses an on-
chip table that dynamically caches the opcode, input operands,
and result of previously executed instructions. For each
instruction, the opcode and input operands are checked for a
match in the table. If there is a match, the cached result is reused
instead of executing the instruction. Fuzzy reuse [4] leverages
the error tolerance of multimedia to remove the lower significant
bits of FP mantissas for the input operand match. Full precision
results are still stored.

Prior work uses reuse to break data dependencies, reduce
instruction latency, and conserve energy-but we are the first
study to our know ledge to leverage memoization to improve
resource sharing.

Another technique related to both trivialization and memoization
is value prediction. Last value prediction [19] reduces instruction
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latency and breaks data dependencies. Yeh et al. [33] proposed
fuzzy value prediction where a certain amount of error can be
tolerated without recovery. However, value prediction requires
speculative execution to be effective. Therefore, these techniques
will likely not be cost effective for the simple, in-order fine-grain
cores we are targeting in this paper. We refer to [32] for details
on performance-area tradeoff of more complex cores vs the
simple ones.

SECTION 3

Methodology

Physics Simulator
Our physics engine is a heavily mod-ified implementation of the
publicly available Open Dynamics Engine (ODE) version 0.7 [1].
ODE follows a constraint-based approach for modeling
articulated figures, similar to [6], [20], and it is designed for
efficiency rather than accuracy. Our implementation supports
more complex physical functions, including cloth simulation,
pre-fractured objects, and explosions. We have parallelized it
using POSIX threads and a work-queue model with persistent
worker threads. POSIX threads minimize thread over-head, while
persistent threads eliminate thread creation and destruction
costs.

Our simulator can be described by the data-flow of
computational phases shown in Figure 1. In this study, we focus
on the highly parallel phases of physics computation, Narrow-
phase and Linear Complementary Problem (LCP) solver, for
which prior work [34] has proposed a perceptual error tolerance
evaluation methodology.

Narrow-phase

Figure 1. Physics engine flow. All phases are serialized
with respect to each other. Unshaded stages can exploit
parallelism


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This is the second step of collision de-tection that determines the
contact points between each pair of colliding objects. Each pair's
computational load depends on the geometric properties of the
objects involved. This phase exhibits massive fine-grain
parallelism since object-pairs are independent of each other.

LCP
Rigid body simulation involves the solving of forces within each
group of interconnected objects (island). For each island, given
the applied forces and torques, the engine computes the resulting
accelerations and integrates them to compute the new position
and velocity of each ob-ject. Each island is independent, and the
LCP solver for each island contains loosely coupled iterations of
work.

We leveraged the latest PhysicsBench suite [32], [2] for this
study-a set of eight physical scenarios that span different physical
actions and situations, covering a wide range of game genres, and
exercising a large part of ODE. The simulation time-step is 0.01
seconds and 3 steps are executed per frame to ensure stability
and prevent fast objects from passing through other objects. We
use 20 solver iterations as recommended by [1].

Architectural Simulator
We have modified SESC [24], a cycle accurate architectural
simulator, to model the ParallAX [32] architecture. We extend
SESC for per phase precision reduction tuning using different
rounding modes. All floating-point add, subtract, and multiply
operations are executed with the specified precision in both the
functional and timing components of SESC. Precision reduction
is modeled by rounding both operands, executing the operation,
and then rounding the result.

SECTION 4

Precision Reduction

The perceptual error tolerance associated with interactive
entertainment applications reduces the required floating point
precision in PBA. Exploring and exploiting this observation is a
key contribution of our paper and the subject of this section.

4.1 Error Tolerance of FP Operations
Real-time physics for interactive entertainment must be
believable, but may sacrifice some accuracy. As discussed in
section 2.1, the total energy in the simulation is one way of
measuring the amount of tolerable error. By using the law of
energy conservation, the application can compute the energy
difference between successive simulation steps to determine
whether the simulation is diverging towards instability. It should
be noted that this energy conservation takes into account
externally injected energy by the player or the game scenario.
This energy difference can be compared against empirically-
derived thresholds to ensure be-lievability. We added the
dynamic monitoring of simulation energy to the physics engine.
This additional code is added to the end of the simulation loop
after integration. As each object is moved to the new position, its
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energy can be calculated and stored. The accumulation of
energies can be decoupled from the simulation loop calculation
and is performance insensitive. With one 32-bit floating point
energy value per object, this does not present a huge bandwidth
bot-tleneck. The overhead for computing energy in ODE scales
linearly with the number of objects and particles. Our code to
compute energy for each object requires 67 instructions, and
each particle requires roughly 27 instructions. For the most
complicated benchmark in PhysicsBench, Mix, this overhead
translates to less than 0.3% increase in dynamic instruction
count.

4.1.1 Minimum Required Precision
One way to leverage the error tolerance of real-time physics is to
reduce the amount of precision used in floating-point (FP)
operations. The minimum required number of mantissa bits
before the error becomes discernable varies depending on the
particular phase of physics simulation and the particular physics
scenario being modeled. Table 1 demonstrates this variety across
all simulated PhysBench scenarios and across the two different
fine-grain phases of ODE. These results are based on 30 frames
of simulation following the methodology proposed in [34], and
each phase is evaluated independently of the other. We evaluate
three different rounding modes for reducing precision: round-to-
nearest, jamming, and truncation. Denormal handling remains
unchanged.

Round-to-nearest and truncation (round-to-zero) are IEEE FP
standard rounding modes. There is a significant difference
between the minimum required precision of these two rounding
modes. While round-to-nearest produces the best result, it
requires significant latency and area to round both operands of
each FP operation before execution. On the other hand,
truncation's negative bias in error injection results in much
higher requirements.

To obtain the benefits of both, we look towards jamming, a
rounding technique originally proposed by Burks et al. [8] and

Table 1. Minimum number of mantissa bits for
believable results (RN = Round-to-nearest, J =
Jamming, and T = Truncation)


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used by Fang et al. [11]. Jamming performs a bit-level OR of the
least significant bit (LSB) and three subsequent guard bits (GBs).
The result is placed in the LSB. If LSB is one then the GBs are
ignored. If the LSB is zero, then anyone in the GBs will result in
rounding the LSB to one. This allows for very simple and fast
logic, and the mean of injected error is 0 with no biasing.

Table 1 presents results on the minimum level of precision that is
tolerable when either LCP or N arrowphase is considered alone
(i.e. only one phase is precision reduced). We use jamming for
rounding in the rest of this work.

While independently exploring the precision at each phase gives
some intuition for the acceptable levels of precision required, we
will be adaptively tuning the precision of each phase
simultaneously, and therefore the error injected in one phase will
impact the precision tolerance of the other phase. Since 31 % and
13% of dynamics instructions on average are FP for LCP and
narrow-phase respectively, we fix LCP's required precision at the
minimum found during independent exploration and evaluate
the new level of precision required for narrow-phase.
Dynamically precision tuning results for narrow-phase are shown
in paren-thesis. For some benchmarks, narrow-phase's precision
requirement is higher when considering precision reduction for
both phases.

4.2 Dynamic Adaptation of Floating Point
Precision
The wide range of desirable precision even across phases of
physics simulation would be difficult to capture with a static
technique. Furthermore, there could be unforseen, pathological
situations where the simulation diverges toward instability even
when adhering to a statically predetermined threshold.

Given these factors, it makes intuitive sense to dynamically adapt
the minimum required precision during execution. We propose a
hardware/software co-design solution. At development time, the
programmer either chooses a default value or statically profiles
the application using the methodology described in [34]. This
error tolerance data can be used to select the minimum
precisions for different sections of computation based on the
developer's design.

At run-time, the application communicates the minimum
required precision of the current instruction region to the
hardware. The communication between software and hardware is
done by setting a control register to indicate the minimum
required mantissa width. The value in this register corresponds
to the current minimum precision of the executing thread.

Based on dynamic information, the precision is tuned to prevent
severe degradation in simulation quality. Leveraging the results
from [34], we select the energy difference between successive
steps as the dynamic information for tuning. Based on statically
determined thresholds of percent energy difference, the
application monitors its own simulation quality. We use a
threshold of 10% energy difference based on the results from
[34] and our observation of the energy data. When the threshold

is violated, the application throttles up the significand precision
(to full precision) to prevent simulation blow-up. As noted
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earlier, this energy difference takes externally injected energy
into account. Therefore, the total energy across successive frames
may be drastically different without triggering precision
adjustment. After the simulation stabilizes, the precision is
incrementally reduced after every simulation step until it reaches
the minimum value stored in the control register.

There can also be cases where the simulation blows up without
warning. In such extreme cases, functional correctness is
maintained by re-executing the previous simulation step at full
precision. We leave the full study on software algorithms for
controlling re-execution to future work.

Our simulations with the selected precisions do not result in
simulation energy divergence. This is a fail-safe mechanism to
capture unforeseen scenarios.

4.3 Opportunities Enabled by Dynamic Precision
Reduction
Our reliable, dynamic adaptation of precision enables significant
optimizations which we propose in this section.

4.3.1 Trivial FP Operations
Real-time physics simulation must be flexible enough to handle a
wide variety of scenarios, and therefore for different inputs it
may have comparisons or computations that are trivial. One
example would be a wall composed of stacked bricks-if a
projectile hits one part of this wall, bricks distant from the source
of impact may not see any effect until time progresses. Such
trivial operations provide an interesting opportunity to avoid
expensive computation, and precision reduction greatly helps to
increase the number of these types of operations. In this section,
we will focus on trivial FP add, subtract, and multiply operations.
FP addition and multiplication account for 30% of the total
dynamic instruction count for the LCP phase of real-time physics,
illustrating the criticality of these operations.

Table 2. Conventional trivial cases



Table 3. Factors increasing trivialization
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Conventional trivialization logic for these operations involves
detecting operands that are zero, one, or negative one, as
illustrated in table 2. We propose three extensions to
conventional trivialization of FP operations:

1. Add/Subtract: If the magnitude of exponent difference
between the operands is greater than the number of valid
mantissa bits plus one, then the operation becomes trivial:
the result will simply be the larger of the two operands.
This is effectively addition/subtraction by zero. The
addition of one take into account the implicit one of FP
representation. Full precision of the non-trivial operand
can be used to minimize injected error.

2. Multiply: If the reduced mantissa bits of one operand are
all zeroes (i.e. the mantissa is 1.0) then the resulting
mantissa will simply be the other operand. Full precision of
the other operand can be used to minimize injected error.
The exponent and sign logic are still ex-ecuted. This is the
general case of multiplication by  or-  for any
exponent .

3. Divide: If the full mantissa bits of the divisor are all zeroes
(i.e. the mantissa is 1.0) then the resulting mantissa will
simply be the dividend. Full precision of the dividend is
used to minimize injected error. The exponent and sign
logic are still executed. This is the general case of division
by  or-  for any exponent . Divide could also
examine the reduced divisor. Because the prior work on
perceptual error tolerance [34] only evaluated the precision
reduction of FP add, subtract, and multiply, we do not
enable trivialization of reduced divisors in this study.

Based on the area for a 64-bit floating-point unit (FPU) in [10],
we generate conservative estimates on the cost of trivialization.
For the newly proposed trivialization con-ditions, a 8-bit adder is
required for the exponent calculation. The area of a parallel
prefix adder is , where  is the number of
bits. Assuming that the technology-dependent factor  is
independent of precision, a 64-bit adder is about 16 times the
area of an 8-bit adder. In this paper, we use the conservative
estimate of an area ratio of 16.


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4.3.2 Trivialization Details
Trivial operations are a result of both the nature of physical
simulation and its numerical implementation. For ex-ample,
some objects come to rest or move in straight lines, objects rarely
rotate continuously, and some objects move slowly, so many
delta-quantities (e.g. changes in position) are close to zero within
a time-step. Numerically speaking, rotational motion involves
trigonometric quantities, such as cosines and sines, whose trivial
values are 1, 0, −1. In addition’ many computations involve
normalized direction vectors which often align with one of the
standard unit vectors.

In LCP, the core computation involves multiplications of 6-
element matrices such as constraint forces, jacobian matrices,
and inverse jacobians. For each matrix, three elements refer to
the linear components of each axis with val-ues from the normal
vector at the contact point. The other three elements refer to
angular components of each axis computed as the cross-product
of the contact normal with the vector defined by the contact point
and the first object's point of reference.

Table 3 presents some factors that contribute to trivial
operations, derived from directed tests using two rigid bodies.
For example, the collision of objects lacking angular velocity may
have more trivial operations than the collision of spinning
objects.

Based on simulations of the latest PhysicsBench [32] with object-
disabling and round-to-nearest for 200 simulation steps (30
frames), we have compiled the trivialization hit-rate with full
precision using conventional conditions versus reduced precision
with all conditions in Table 4 for LCP. Precision reduction and
the new conditions increase the effectiveness of trivialization by
62% for adds and 41 % for multiplies on average. This translates
to an additional 15% and 13% of total FP adds and FP multiplies
being triv-ializable on average.

4.3.3 Locality of FP Operations

Table 4. Percent FP trivialized or memoized with full and
reduced precision for adds and multiplies


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While many FP operations in real-time physics are trivializ-able,
a small number of non-trivial dynamic instructions are
repetitious. Using two 256-entry memoization tables, each with
16-way associativity, we can see that less than 9% of instructions
exhibit good locality. One table is used per operation type as
suggested by [10]. This is summarized in table 4. We use an XOR
of the most significant bits in the mantissas of the operands to
index into separate tables for add and multiply. In [10], the
SPEC CPU2000 benchmarks were shown to have a much higher
hit rate of 20–30%, and even use a smaller table size.

When memoizing precision reduced values, however, there is
certainly the immediate gain from the need to store fewer bits per
entry. But, there is also an increase in coverage-with reduced
precision, there are fewer possible values and combinations to
memoize. Values that are very close will become one value with
reduced precision, potentially combining multiple table entries
into one. By leveraging reduced precision, we see that the
memoization hit rate for FP multiply increases to the level seen
for SPEC bench-marks. All memoization results are shown in
Table 4. Trivializable operations are filtered from accessing the
memo-ization tables.

4.3.4 Lookup Table
Although precision reduction significantly improves the average
hit-rate of FP multiply memoization, the data points to the fact
that the increased hit-rate is due to the reduction in the range of
possible operand values. Table 4 shows that precision reduction
significantly improve the memoization hit-rates of Continuous,
Deformable, Highspeed, and Rag-doll. All of these require 5 or
less mantissa bits. With n-bit mantissa operands, the number of
possible unique operations is . For a 4-bit or 3-bit
mantissa, the 256-entry memoization table can store all possible
operand pairs resulting in 100% coverage. For a 5-bit mantissa,
this table can store 25% of all possible combinations. As the
minimum required precision increases to 7 -bit and above,
precision reduction fails to improve hit-rates significantly.

This behavior leads us to propose the use of a lookup table for
computing narrow-width FP add and mult operations. By using a
lookup table instead of memoization ta-bles, area and latency are
significantly improved, as shown by Table 5. Instead of storing
information about dynamic instruction execution, the lookup
table can be populated at boot time. During run-time, no writes
to the lookup table are necessary. The index is 11 bits for the 2K
entry table, and the most significant bit denotes the type of FP
operation (add vs mult). The output of the table is used as the
mantissa of the result.

For FP multiply lookup, the concatenation of the reduced
operands is used to index the table. If the minimum precision is
less than 5 bits, we can still use 5 bits from each operand to index
the table for a more accurate result.

For FP add lookup, the smaller operand is first shifted based on
the exponent difference. This operation only requires a small and
fast 5-bit shifter. This means that the implicit 1 of the smaller
operand will be seen. Then, the concatenation of the larger
operand and the shifted operand is used as the index. In FP add
lookup entries, an additional bit is stored to indicate the need to
increment the exponent by 1 for normalization of a carry out.Attachment - Page A173
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Since we allocate 8 bits per entry, there is room for such
annotation. One comer case for FP add is when the two operands
have the same ex-ponent. In this case, indexing with the default
scheme will result in aliasing with a smaller operand which has
been shifted. One solution is to first detect this by an exponent
difference of zero, then appropriately handle the most significant
bit after the leading one. This solution does not require any
changes to the default scheme.

With the lookup table, there is no tag and only a single rd/wr port
is required since the table contents are not modified during
execution-all values are preloaded. The mem-oization table
requires a read and a write port to support the simultaneous read
of an issuing operation and the writing of result from the FPU
calculation. However, despite this, we give an advantage to the
memoization tables by only charging it for a single rd/wr port in
our area/energy estimation, even though we simulate a table with
two ports.

All data presented is generated using Cacti 3.0 [30]. For the
memoization tables, we use 64 address bits and 32 data bits. For
the lookup table, we use 11 address bits and 8 data bits-and
disregard the contribution of tag area. For benchmarks requiring
precision less than 6 bits, the 2K-entry lookup table (entries are
IB each) achieves a better hit-rate than using the two (one for
each operation type) 256 entry 16-way memoization tables
(entries at 12B each) we simulate. With the lookup table, the area
requirement is reduced by 77%. We assume a single cycle latency
for lookup. We implement the lookup table in dedicated scratch-
pad memory. When the required precision exceeds five bits, the
lookup table is no longer useful and the memory can be used for
other purposes. Detailed evaluation of this additional
opportunity is left for future work.

Table 5. Lookup vs memoization table



SECTION 5

FPU Sharing
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Precision reduction, including its effect on trivialization and the
opportunity of arithmetic lookup, provides us with the
opportunity to avoid or simplify work done by the FPU. In this
section, we will exploit this opportunity to facilitate sharing of a
single full-precision floating-point unit (FPU) among a number
of fine-grain (FG) cores in the ParallAX architecture. The overall
goal here is to reduce the area footprint of each FG core, enabling
us to bring even more cores to bear for a given silicon budget.

We use simple, in-order shader-class cores with the pa-rameters
shown in Table 6 in this study, and assume a core area excluding
the floating-point unit (FPU) of 2mm  in 90nm technology.
Published data on FPU area ranges widely within the same
technology due to parameters such as the design flow, target
latency, area allocation, and circuit optimization. To make this
exploration more gener-ally applicable, we explore four FPU
designs with varying area requirements: 1.5mm , 1.0mm ,
0.75mm , and 0.375mm . These area estimates are based
respectively on results from a high-level synthesis tool tuned for
generating area-efficient floating point data-paths, and published
data from [18], [10], and [21].

2

2 2

2 2

Figure 2. Layout for one, two, four, and eight cores
sharing an FPU



Figure 3. Pipeline for FPU sharing


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The layouts for our assumptions on sharing 2, 4, and 8 cores are
shown in figure 2. We adopt a simple policy for arbitration to
minimize latency-the cores simply take turns accessing the FPU
on alternating cycles for pipelined oper-ations. So when a single
FPU is shared among  cores, a given core will get access to the
FPU once every  cy-cles. If the core does not require the FPU in
that cycle, the opportunity to use the FPU is wasted. For long
latency non-pipelined FP operations such as divide, we assume
altern ating 3-cycle scheduling windows for each core as
described in [18]. These operations consist of a small percentage
of total FP operations for physics simulation.

For sharing among 2 cores, 4 cores and 8 cores, we assume O-
cycle, I-cycle, and 2-cycle latency penalties. Based on mirroring
of cores as described in [17], [18], sharing the FPU among 2
cores can be accomplished with no added latency. For the 4 core
and 8 core sharing, we add conservative latency estimates for the
additional wire delay from each core to the FPU. Using a 

Table 6. Fine-grain shader core design



Figure 4. Four cores sharing a single FPU-each core has
a trivialization and memoization unit


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 aspect ratio for the cores, we assume a 2mm wire
length for 4-core sharing and a 4mm wire length for 8-core
sharing. Based on the 90nm information for the narrowest wire
width in [9], the one-way added delays are 0.074 ns and 0.296
ns respectively. In section 5.2, we will evaluate the performance
sensitivity to added FPU latency.

5.1 Hierarchical FPUs
To attack the overhead of sharing, we propose a hierarchical FPU
(HFPU) architecture. A small, simple Ll FPU is placed local to
each core for low latency and high through-put, and the full
precision FPU s are shared at the L2 level to maximize area
efficiency and to satisfy high-precision ex-ecution. This is similar
in concept to a cache hierarchy, but we are sharing execution
resources instead of storage resource. If the required level of
precision for a particular operation exceeds the capability of the
Ll FPU, then the operation must be performed in the L2 FPU.
While it may be possible to use software support [12] to execute
in the Ll FPU, we do not consider this alternative in this study.

We propose and evaluate the following Ll FPU design
alternatives. All Ll designs contain logic to handle simple non-
arithmetic FP operations. If a given operation exceeds the
capability of the L 1 FPU, it will be executed in the L2 FPU. We
list the alternatives by increasing complexity of the Ll FPU
design.

1. Conventional Trivialization: The Ll FPU only contains
conventional trivialization logic-no precision reduction.

2. Reduced Precision Trivialization: The Ll FPU uses our
reduced precision trivialization logic. Additional exponent
logic is required.

3. Lookup Table + Reduced Precision Trivialization: The L 1
FPU has our reduced precision trivialization logic,
exponent logic, and a local 2K-entry lookup table. FP add
and multiply instructions using mantissa precision of less
than six bits make use of the lookup table. Figure 4
demonstrates a version of this design where four cores
share a single L2 FPU. Each core has an Ll FPU with
trivialization and lookup table hardware. The pipeline
change required for this FPU sharing is illustrated in
figure 3.

4. mini-FPU + Reduced Precision Trivialiration: In addition
to our reduced precision trivialization logic, this Ll FPU has
a mini-FPU: an FPU design that uses a 14-bit mantissa and
8-bit exponents. FP add and multiply operations with
mantissa precision of less than 15 bits can execute in this
mini-FPU. The 14-bit precision is chosen based on the
(benchmark coverage)/(area) ratio derived from Table 1.
The intent of this design is to provide potentially higher
coverage at the Ll FPU, but at a greater area cost.

Table 7. Variable FP Latency
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5.1.1 Variable FP Latency
All components of HFPU's variable FP latency are listed in Table
7. If an operation can be satisfied by trivialization or look-up
table, it takes one cycle to complete. If the mini-FPU is available
and the operation can be satisfied by it, the operation takes three
cycles. If an operation requires the full FPU, the exact latency is
determined by accumulating the required latencies of arbitration,
interconnect overhead, and full FPU operation.

While the latency for each operation is variable, the latency of a
non-trivial operation is known at issue time. This is
accomplished by using a local counter to indicate current round-
robin arbitration overhead. The interconnect overhead and FPU
latencies are fixed.

For the simple in-order, single-issue cores we modeled, there is
no dynamic instruction scheduler. Instructions are dispatched in
program order, so instruction scheduling is done at compile time.
SESe uses the MIPS-ISA, and we compile with the-mips2 option
without targeting a specific microarchitecture. We do not
leverage the fact that FP op might be single cycle, and the same
binary is used for all simulations. If the operation is satisfied by
the trivial or look-up table logic, then the operation completes in
1 cycle. If not, the pipeline stalls until the operation is completed.
Since the cores are in-order single-issue cores, the performance
impact of these stalls is not significant. In the case of the look-up
table, if the required precision can be satisfied by the look-up
table, 100% of operations sent to the look-up table will be
satisfied.

For more complex cores with dynamic instruction sched-ulers,
different implementations are possible:

1. Optimistically assumes 1 cycle latency. If the operation is
not satisfied by the trivial or look-up table logic, the
pipeline stalls until the operation is completed. Once an
operation is detected to require the full FPU, the actual
number of required cycles is known.

2. Pessimistically assumes the use of the full FPU. The
required number of cycles is known at beginning of issue.
This scheduling policy eliminates stalls/flushes/replays
and retains the energy savings shown in the paper.



Attachment - Page A178



10/25/22, 12:50 PM The Art of Deception: Adaptive Precision Reduction for Area Efficient Physics Acceleration | IEEE Conference Publication | IEEE Xplore

https://ieeexplore-ieee-org.libproxy.unl.edu/document/4408271 19/24

5.2 Results
For our performance simulations, we assume a baseline ParallAX
architecture with 128 simple (fine-grain) cores, as described in
Table 6, connected by a mesh interconnect. Four different FPU
designs with varying area requirements (1.5 mtri″, 1.0 mm/’, 0.75
mrti″, and 0.375 mm ) are eval-uated. Area estimates include per
core area (2 mm  each), per core mesh interconnect routers (0.19
mm  each) [31], the full-precision FPUs, and additional logic
and structures for different Ll FPU designs. The details of each
configuration are shown in Table 8.

For the 14-bit mantissa mini-FPU, we assume an area
requirement of 60% that of the full precision 23-bit mantissa
FPU. This ratio is based on the estimates of both prior work on
reduced precision FPU [11] and results from a high-level
synthesis tool tuned for generating area-efficient floating point
data-paths. All area data is for 90nm technology.

First, we consider the lower area cost alternatives, and then we
will address the mini-FPU. Figures 5(a) (LCP) and 5(b)
(Narrow-phase) demonstrate the aggregate improvement in
throughput over the baseline configuration with no FPU sharing
for LCP and narrow-phase respectively. The four clusters along
the x-axis represent the different FPU area sizes we evaluate, and
each cluster has four data points for each architecture
representing sharing a single L2 FPU among one, two, four, and
eight cores.

Note that any area saved by FPU sharing is used to add more
fine-grain cores, taking into account the interconnect and core
area as above. Therefore, two competing trends will influence
performance: (1) an increase in the number of cores will mean
more exploitation of parallelism and (2) an increase in FPU
sharing may mean worse per-core performance due to the
overhead of sharing. Since our baseline has 128 cores, the total
area available varies with the assumed size of the FPU. For the
four FPU sizes we evalu-ate, the total die area is: 472 mm  for the
1.5 mm  FPU, 408 mm  for the 1.0 mm  FPU, 376 mm  for the

2

2

2

Table 8. Evaluated designs. Conjoin refers to baseline
with FPU sharing. Area overhead per core = additional
area added to the 2 Trim2 core



2

2 2 2 2
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0.75 mm  FPU, and 328 mm  for the 0.375 mm  FPU. Figure 6
shows the total number of cores available to each configuration
in the same die area as that of the appropriate baseline
configuration with 128 cores.

The data across the two phases from figures 5(a) and 5(b) shows
two attractive configurations: Reduced Precision Trivialization is
better for Narrow-phase and Lookup Table + Reduced Precision
Trivialization is better for LCP. As shown by Table 8, the per
core IPCs of the two configurations for Narrow-phase are the
same. The slight degradation with Lookup is due to the lookup
table area and the fact that Narrow-phase always requires more
than five bits of precision-therefore the lookup table is not used.
To choose the better design, we also evaluate the energy and
power impact of these two HFPU designs.

To estimate the total dynamic energy consumed by FP
operations, we leverage the energy data for different subunits of
the FPU presented in [10]. For configurations with trivialization,
all FP operations are charged the trivialization logic energy. Non-
trivial operations are then charged for the FPU energy. The
lookup table is activated when the required precision falls below
six bits. In these cases, all FP operations are charged the
trivialization plus the lookup energies. The diamonds (secondary
y-axis) of Figure 6(b) show a clear energy advantage to using the
lookup table for LCP.

While performance is improved by sharing FPUs, increased per-
FPU utilization could worsen the existing hot spot power density
problem of FPU s [17]. To gauge the per-FPU utilization, we show
the % of FP operations that are trivialized by trivialization or
table lookup in the bars (pri-mary y-axis) of Figure 6(b). The
HFPU design trivializes 53% of FP operations in the FP intensive
phase of LCP. This suggests that the HFPU can lower per-FPU
utilization when sharing one FPU between two cores as
compared to the unshared baseline. For sharing among four
cores with HFPU, per-FPU utilization will be similar to that of
the prior work on conjoined CMPs [18] sharing only among two
cores.

Next we compare the mini-FPU design to our best performing
low-overhead Ll FPU. Figures 7(a) and 7(b) demonstrates the
improvement in throughput over the 128-core baseline case for
these designs-with figure 6 demonstrating the number of cores
possible with each architecture. The mini-FPU design provides
some improvement over the baseline, but the area overhead of
the Ll FPU reduces the performance of this approach in
comparison with the Lookup Table + Reduced Precision
Trivialization Ll FPU.

Physics requires varying amount of numerical accuracy across
different phases and scenarios-a clear differentiating factor
between the error tolerance of physics and media processing. In
the worst case, full precision is required. Therefore the mini-FPU
cannot replace a full precision FPU in a physics processor
architecture-there must be the ability to do full-precision FP.
This makes the mini-FPU design inherently more costly, and
argues for possibly sharing Ll FPUs among cores as well. We look
at the case where the mini-FPU is shared among either two or
four cores. We limit our exploration to configurations where the
L2 FPU is shared by at least as many cores as the Ll FPU. For the

2 2 2
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Fig-ures, mini-FPU refers to no mini-FPU sharing. mini-FPU 2
shared one mini-FPU among 2 cores, and mini-FPU 4 shared one
mini-FPU among 4 cores. As before, the x-axis (Cores per FPU)
refers to the degree of L2 FPU sharing.

When looking at the per core throughput in Table 8, the 14-bit
mantissa mini-FPU has the highest IPC. This is a result of a I-
cycle reduction in latency and broad coverage of benchmarks (14-
bit mantissa satisfies 7/8 benchmarks for LCP and 4/8
benchmarks for Narrow-phase). However, the mini-FPU simply
cannot pack as many cores into a given silicon area due to its area
overhead (as shown in figure 6), resulting in a lower overall
throughput. The mini-FPU designs only become more attractive
for the most aggressive FPU design (0.375mm ) at the highest
level of sharing.

As shown by the performance and energy data, the best HFPU
design we examined when considering both performance and
energy is to share one full-precision FPU among 4 cores using the
Lookup Table + Reduced Precision Trivialization L1 FPU. On
average, HFPU improves LCP performance over the baseline by
55%, 40%, 33%, and 20% for the four FPU designs. On average,
HFPU improves Narrow-phase performance over the baseline by
46%, 32%, 25%, and 13%. Total dynamic energy expended for FP
operations is reduced by 50% for LCP and 27% for Narrow-
phase.

There are area and timing overheads when sharing a resource
like the FPU among multiple cores regardless of the L1 FPU
design-these come from the arbitration logic required to choose
which core will access the shared resource and the interconnect
cost to connect the cores and resource together. We evaluated the
performance sensitivity to increased latency from sharing in
Figure 8. The baseline for these figures is the performance of the
Lookup Table + Reduced Precision Trivialization sharing one
FPU among two cores. LCP (a) is shown to be more sensitive
than Narrow-phase (b) in this figure. For LCP, the performance
of the more aggressively designed FPUs suffers when the latency
increases beyond a single cycle.

2

Figure 5. (a) HFPU LCP performance-(b) HFPU narrow-
phase performance


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Figure 6. (a) Total number of cores in the same die area
as 128-core baseline. The total area used: 472 mm2for
1.5 mm2FPU, 408 mm2for 1.0 mm2FPU, 376 mm2for
0.75 mm2FPU, and 328 mm2for 0.375 mm2FPU.-(b) FP
computation % trivialized and energy reduction. C =
Cony Triv, R = Reduced Triv, and L = Lookup Table +
Reduced Triv



Figure 7. (a) mini-FPU LCP performance-(b) mini-FPU
narrow-phase performance


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SECTION 6

Summary and Future
Work

In this study, we exploit the inherent perceptual error tolerance
of physics-based animation to dynamically adapt the required
precision for floating-point computation. Then, we identify and
leverage the benefits made possible by dynamic precision tuning
to design a hierarchical floating-point unit (HFPU). This consists
of an area-efficient L1 FPU and a full-precision L2 FPU that is
shared among a number of cores in the ParallAX architecture.
Our best performing L1 FPU design consists of our enhanced
trivialization logic and a mantissa lookup table-an area efficient
design that allows more cores to be packed into a particular
silicon area. For the range of FPU designs we consider, this L1
FPU coupled with an L2 FPU that is shared among four cores
provides an improvement in overall throughput up to 55% and
reduces energy expended in the FPU by up to 50%.
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Abstract

Physics-based animation has enormous potential to im-
prove the realism of interactive entertainment through dy-
namic, immersive content creation. Despite the massively
parallel nature of physics simulation, fully exploiting this
parallelism to reach interactive frame rates will require
significant area to place the large number of cores. For-
tunately, interactive entertainment requires believability
rather than accuracy. Recent work shows that real-time
physics has a remarkable tolerance for reduced precision
of the significand in floating-point (FP) operations. In
this paper, we describe an architecture with a hierarchi-
cal floating-point unit (FPU) that leverages dynamic preci-
sion reduction to enable efficient FPU sharing among mul-
tiple cores. This sharing reduces the area required by these
cores, thereby allowing more cores to be packed into a given
area and exploiting more parallelism.

1 Introduction and Motivation

Physics-based animation (PBA) is becoming one of the

most important elements of interactive entertainment appli-

cations, such as computer games, largely because of the au-

tomation and realism that it offers. The immersive nature

of interactive entertainment relies on rapid, dynamic con-

tent creation and realistic visual effects. However, the bene-

fits of PBA come at a considerable computational cost, and

the demands of interactive entertainment require soft perfor-

mance bounds of 30-60 frames per second. Fortunately, the

physical simulation of complex scenes is massively paral-

lel in nature. Exploiting this parallelism is an active area of

research both in terms of software techniques and hardware

accelerators. Commercial physics-specific solutions [3, 13]

and modern processors [14] already take advantage of the

parallel nature of PBA with varying levels of success.

With such massive parallelism, chip multiprocessor [22]

(CMP) designs with large numbers of simple cores, such as

ParallAX [32], can achieve desirable frame rates. In these

designs, the more cores that can be packed into a single

piece of silicon, the more parallelism that can be exploited.

However, physics simulation uses extensive floating-point

(FP) calculation, and could require dedicated floating-point

unit (FPU) resources at each simple core. If these resources

could be effectively shared across multiple cores, the area

savings would result in greater core density and therefore

greater exploitation of parallelism. However, contention for

shared FP resources can impact performance depending on

the degree of sharing.

Fortunately, PBA offers more than just massive paral-

lelism to architects as a means of achieving high perfor-

mance. In particular it can be error tolerant – interac-
tive entertainment requires perceptually believable results

rather than numerically correct results. The user must be

able to suspend disbelief and become immersed in the vir-

tual world, but human perceptual tolerance to small errors

is quite high [7, 23]. While the amount of error tolerance in

PBA varies with the individual phase of the simulation and

the scenario being modeled, prior work [34] has demon-

strated that bounding the difference in total energy during a

simulation can reliably ensure believability. We propose to

leverage this observation to dynamically tune the precision

of FP operations in PBA to provide just enough precision

to approximately conserve simulation energy, and therefore

ensure believability.

Our paper makes the following contributions:

• We propose dynamic FP precision tuning in PBA to
leverage perceptual error tolerance.

• We identify and leverage three main benefits of preci-
sion reduction:

1. Increased Number of Trivial Operations: Pre-
cision reduction enables new conditions and in-

creased chances that a FP computation will not

require the use of an FPU – such operations are

trivial (e.g., adding shifted out operand, multipli-

cation by one).
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2. Value Locality: Precision reduction improves the
locality that exists (a) among similar objects in

similar scenarios and (b) across iterations during

the relaxation of constraints.

3. Reduced Precision FPU: Smaller, faster, and less
power hungry FPUs can be used to replace full

precision FPUs. However, the varying precision

requirement necessitates occasional access to full

precision FPUs.

• We propose and investigate the hierarchical sharing
of FPU resources among simple cores in PBA. The

L1 FPU designs leverage the benefits of precision re-

duction to execute FP operations locally, and the full-

precision L2 FPUs are shared among multiple cores

for area reduction. Area savings from FPU sharing can

translate directly to performance by adding more sim-

ple cores. Per phase performance is increased by up to

55% while per phase energy is simultaneously reduced

by up to 50% when compared to a baseline without

FPU sharing.

The rest of the paper is organized as follows. Section 2

presents background information on real-time physics sim-

ulation and reviews the most related work to this study.

Section 3 details our methodology. Section 4 discusses dy-

namic precision tuning and techniques to exploit perceptual

error tolerance. Section 5 details our hierarchical FPU ar-

chitecture which leverages precision reduction for effective

sharing of FPU resources. We conclude with Section 6.

2 Background and Related Work

The most relevant work falls into three categories: real-

time physics, conjoined cores, and FP optimization.

2.1 Real-Time Physics for Interactive En-
tertainment

Physics simulation requires the numerical solution of a

discrete approximation of the differential equations of mo-

tion of all objects in a scene. Articulations between objects,

and contact configurations are most often solved with con-

straint based approaches such as [6, 20, 13].

Physics Acceleration. ParallAX [32] is a heteroge-
neous architecture for physics acceleration that combines

a smaller set of more powerful cores, for simulation re-

gions with limited or coarse-grain parallelism, with a much

larger set of simple cores, for regions with massive par-

allelism. [15] characterizes physics-based simulation for

computer animation and visual special effects used for mo-

tion pictures. Simulations with a 64-core chip multipro-

cessor (CMP) show very high on-die and main memory

bandwidth requirements, and most modules have little inter-

thread communication.

Error Tolerance for Physics. Barzel et al. [7] is credited
with the introduction of the plausible simulation concept,

and [23] is a 2004 state of the art survey report on the field

of perceptual adaptive techniques proposed in the graph-

ics community. Chapter 4 of [27] compares three physics

engines by conducting tests on friction, gyroscopic forces,

bounce, constraints, accuracy, scalability, stability, and en-

ergy conservation. All tests show significant differences

between the three engines, producing different simulation

results with the same initial conditions. Even without any

error-injection, there is no single correct simulation for real-
time physics simulation in games as the algorithms are op-

timized for speed rather than accuracy. Yeh et al. [34] went

beyond simple, manually created scenarios used in previous

studies to examine complex, physics-engine driven scenar-

ios typical for games. The study provides a methodology

to measure believability. After looking at gap and penetra-

tion errors, linear and angular velocity, and the angle of de-

flection for all objects in each scenario, they found that the

difference in total energy was a reliable predictor of believ-

ability. In other words their results show that approximate

energy conservation guarantees believability.

2.2 Conjoined Cores

Kumar et. al [18] proposed having two adjacent cores

in a CMP share a single floating-point unit (FPU), cross-

bar port, instruction cache, and data cache for area savings.

They looked at a simple policy where the cores take turns

using the shared resources every other cycle, and a more in-

telligent policy where either core can use a resource in any

cycle, but the arbitration priority among the cores switches

from cycle to cycle for fairness. Recent work [28] has ex-

tended this idea to share other core structures among more

than two cores. Sun’s Niagara [16] shares a single FPU

among eight cores. The cores access the FPU via a shared

bus – the latency seen for an individual FP operation is 40

cycles [29]. In this paper, we will use conjoin to describe

FPU sharing.

2.3 Floating-Point Optimization

The IEEE standard single precision FP representation

has a single sign bit (S), eight exponent bits (E), and 23

mantissa bits (M). These are packed in a 32-bit register to

represent numbers of the form (−1)S2E−127(1.M). Preci-
sion reduction, as used in this study, refers to the removal

of less significant bits from the mantissa using a selected

rounding mode.

Not all FP operations need a functional unit to execute

– for certain input operands, FP instructions can be made

395395395
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trivial. For example, adding any number to zero is a trivial
operation: the result is simply the original number. Early

studies of trivial instructions [25, 26] focused on FP bench-

marks (SPEC 92 and Perfect Club) using a set of 8 triv-

ial computations: multiplication (by 0, 1, and -1), division

(X/Y with X = 0,Y,-Y, and square root (of 0 and 1). Most

trivial operations were FP multiplies, and the percentage of

trivial operations per program ranged from near zero to 7%.

They only saw performance improvements in the range of

2-4% for a processor configuration similar to modern cores.

More recent work [35] expands the range of trivializable

operations to 26 types and categorize these as bypassable or

simplifiable. For SPEC 95/2000 and MediaBench bench-

mark suites, 13% and 6% of total dynamic instructions are

trivial which enables an 8% average performance improve-

ment. [5] studies the energy benefits of bypassing trivial

operations. Bypassing trivial operations results in average

energy and energy-delay improvement of 5% and 12% re-

spectively.

Prior work uses trivialization as a filter for memoization

and do not consider the effects of precision reduction. We

are the first to leverage trivialization to improve resource

sharing, and we propose new conditions which work with

dynamic precision tuning to increase the effectiveness of

trivialization.

A closely related technique to bypassing trivial opera-

tions is memoization or value reuse [25, 10]. Memoization

uses an on-chip table that dynamically caches the opcode,

input operands, and result of previously executed instruc-

tions. For each instruction, the opcode and input operands

are checked for a match in the table. If there is a match, the

cached result is reused instead of executing the instruction.

Fuzzy reuse [4] leverages the error tolerance of multimedia

to remove the lower significant bits of FP mantissas for the

input operand match. Full precision results are still stored.

Prior work uses reuse to break data dependencies, re-

duce instruction latency, and conserve energy – but we are

the first study to our knowledge to leverage memoization to

improve resource sharing.

Another technique related to both trivialization and

memoization is value prediction. Last value prediction [19]

reduces instruction latency and breaks data dependencies.

Yeh et al. [33] proposed fuzzy value prediction where a

certain amount of error can be tolerated without recovery.

However, value prediction requires speculative execution to

be effective. Therefore, these techniques will likely not be

cost effective for the simple, in-order fine-grain cores we

are targeting in this paper. We refer to [32] for details on

performance-area tradeoff of more complex cores vs the

simple ones.

3 Methodology

Physics Simulator. Our physics engine is a heavily mod-
ified implementation of the publicly available Open Dy-

namics Engine (ODE) version 0.7 [1]. ODE follows a

constraint-based approach for modeling articulated figures,

similar to [6, 20], and it is designed for efficiency rather

than accuracy. Our implementation supports more com-

plex physical functions, including cloth simulation, pre-

fractured objects, and explosions. We have parallelized it

using POSIX threads and a work-queue model with persis-

tent worker threads. POSIX threads minimize thread over-

head, while persistent threads eliminate thread creation and

destruction costs.

LCP Solver

Figure 1. Physics engine flow. All phases
are serialized with respect to each other. Un-
shaded stages can exploit parallelism.

Our simulator can be described by the data-flow of com-

putational phases shown in Figure 1. In this study, we fo-

cus on the highly parallel phases of physics computation,

Narrow-phase and Linear Complementary Problem (LCP)
solver, for which prior work [34] has proposed a perceptual
error tolerance evaluation methodology.

Narrow-phase. This is the second step of collision de-
tection that determines the contact points between each pair

of colliding objects. Each pair’s computational load de-

pends on the geometric properties of the objects involved.

This phase exhibits massive fine-grain parallelism since

object-pairs are independent of each other.

LCP. Rigid body simulation involves the solving of
forces within each group of interconnected objects (island).

For each island, given the applied forces and torques, the

engine computes the resulting accelerations and integrates

them to compute the new position and velocity of each ob-

ject. Each island is independent, and the LCP solver for

each island contains loosely coupled iterations of work.

We leveraged the latest PhysicsBench suite [32, 2] for

this study – a set of eight physical scenarios that span differ-

ent physical actions and situations, covering a wide range of

game genres, and exercising a large part of ODE. The sim-

ulation time-step is 0.01 seconds and 3 steps are executed

per frame to ensure stability and prevent fast objects from

passing through other objects. We use 20 solver iterations

as recommended by [1].
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Architectural Simulator. We have modified SESC [24],
a cycle accurate architectural simulator, to model the Paral-

lAX [32] architecture. We extend SESC for per phase pre-

cision reduction tuning using different rounding modes. All

floating-point add, subtract, and multiply operations are ex-

ecuted with the specified precision in both the functional

and timing components of SESC. Precision reduction is

modeled by rounding both operands, executing the opera-

tion, and then rounding the result.

4 Precision Reduction

The perceptual error tolerance associated with interac-

tive entertainment applications reduces the required floating

point precision in PBA. Exploring and exploiting this obser-

vation is a key contribution of our paper and the subject of

this section.

4.1 Error Tolerance of FP Operations

Real-time physics for interactive entertainment must be

believable, but may sacrifice some accuracy. As discussed

in section 2.1, the total energy in the simulation is one way

of measuring the amount of tolerable error. By using the

law of energy conservation, the application can compute

the energy difference between successive simulation steps

to determine whether the simulation is diverging towards

instability. It should be noted that this energy conservation

takes into account externally injected energy by the player

or the game scenario. This energy difference can be com-

pared against empirically-derived thresholds to ensure be-

lievability. We added the dynamic monitoring of simulation

energy to the physics engine. This additional code is added

to the end of the simulation loop after integration. As each

object is moved to the new position, its energy can be cal-

culated and stored. The accumulation of energies can be

decoupled from the simulation loop calculation and is per-

formance insensitive. With one 32-bit floating point energy

value per object, this does not present a huge bandwidth bot-

tleneck. The overhead for computing energy in ODE scales

linearly with the number of objects and particles. Our code

to compute energy for each object requires 67 instructions,

and each particle requires roughly 27 instructions. For the

most complicated benchmark in PhysicsBench, Mix, this
overhead translates to less than 0.3% increase in dynamic

instruction count.

4.1.1 Minimum Required Precision

One way to leverage the error tolerance of real-time physics

is to reduce the amount of precision used in floating-point

(FP) operations. The minimum required number of man-

tissa bits before the error becomes discernable varies de-

LCP Narrowphase

Benchmark RN J T RN J T

Breakable 8 17 13 17 10 (21) 23

Continuous 4 4 4 9 9 (9) 9

Deformable 3 4 8 9 9 (9) 9

Everything 10 10 23 18 10 (17) 19

Explosions 11 13 9 21 14 (14) 13

Highspeed 3 3 8 9 9 (9) 9

Periodic 13 14 23 22 21 (23) 23

Ragdoll 5 5 9 9 9 (21) 9

Table 1. Minimum number of mantissa bits for
believable results (RN = Round-to-nearest, J
= Jamming, and T = Truncation).

pending on the particular phase of physics simulation and

the particular physics scenario being modeled. Table 1

demonstrates this variety across all simulated PhysBench

scenarios and across the two different fine-grain phases

of ODE. These results are based on 30 frames of simula-

tion following the methodology proposed in [34], and each

phase is evaluated independently of the other. We evalu-

ate three different rounding modes for reducing precision:

round-to-nearest, jamming, and truncation. Denormal han-

dling remains unchanged.

Round-to-nearest and truncation (round-to-zero) are

IEEE FP standard rounding modes. There is a significant

difference between the minimum required precision of these

two rounding modes. While round-to-nearest produces the

best result, it requires significant latency and area to round

both operands of each FP operation before execution. On

the other hand, truncation’s negative bias in error injection

results in much higher requirements.

To obtain the benefits of both, we look towards jamming,

a rounding technique originally proposed by Burks et al. [8]

and used by Fang et al. [11]. Jamming performs a bit-level

OR of the least significant bit (LSB) and three subsequent
guard bits (GBs). The result is placed in the LSB. If LSB

is one then the GBs are ignored. If the LSB is zero, then

any one in the GBs will result in rounding the LSB to one.

This allows for very simple and fast logic, and the mean of

injected error is 0 with no biasing.

Table 1 presents results on the minimum level of preci-

sion that is tolerable when either LCP or Narrowphase is

considered alone (i.e. only one phase is precision reduced).

We use jamming for rounding in the rest of this work.

While independently exploring the precision at each

phase gives some intuition for the acceptable levels of pre-

cision required, we will be adaptively tuning the precision

of each phase simultaneously, and therefore the error in-

jected in one phase will impact the precision tolerance of the

other phase. Since 31% and 13% of dynamics instructions
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on average are FP for LCP and narrow-phase respectively,

we fix LCP’s required precision at the minimum found dur-

ing independent exploration and evaluate the new level of

precision required for narrow-phase. Dynamically preci-

sion tuning results for narrow-phase are shown in paren-

thesis. For some benchmarks, narrow-phase’s precision re-

quirement is higher when considering precision reduction

for both phases.

4.2 Dynamic Adaptation of Floating
Point Precision

The wide range of desirable precision even across phases

of physics simulation would be difficult to capture with a

static technique. Furthermore, there could be unforseen,

pathological situations where the simulation diverges to-

ward instability even when adhering to a statically prede-

termined threshold.

Given these factors, it makes intuitive sense to dynami-

cally adapt the minimum required precision during execu-

tion. We propose a hardware/software co-design solution.

At development time, the programmer either chooses a de-

fault value or statically profiles the application using the

methodology described in [34]. This error tolerance data

can be used to select the minimum precisions for different

sections of computation based on the developer’s design.

At run-time, the application communicates the minimum

required precision of the current instruction region to the

hardware. The communication between software and hard-

ware is done by setting a control register to indicate the

minimum required mantissa width. The value in this reg-

ister corresponds to the current minimum precision of the

executing thread.

Based on dynamic information, the precision is tuned to

prevent severe degradation in simulation quality. Leverag-

ing the results from [34], we select the energy difference be-

tween successive steps as the dynamic information for tun-

ing. Based on statically determined thresholds of percent

energy difference, the application monitors its own simu-

lation quality. We use a threshold of 10% energy differ-

ence based on the results from [34] and our observation of

the energy data. When the threshold is violated, the appli-

cation throttles up the significand precision (to full preci-

sion) to prevent simulation blow-up. As noted earlier, this

energy difference takes externally injected energy into ac-

count. Therefore, the total energy across successive frames

may be drastically different without triggering precision ad-

justment. After the simulation stabilizes, the precision is

incrementally reduced after every simulation step until it

reaches the minimum value stored in the control register.

There can also be cases where the simulation blows up

without warning. In such extreme cases, functional correct-

ness is maintained by re-executing the previous simulation

step at full precision. We leave the full study on software

algorithms for controlling re-execution to future work.

Our simulations with the selected precisions do not result

in simulation energy divergence. This is a fail-safe mecha-

nism to capture unforeseen scenarios.

4.3 Opportunities Enabled by Dynamic
Precision Reduction

Our reliable, dynamic adaptation of precision enables

significant optimizations which we propose in this section.

4.3.1 Trivial FP Operations

Real-time physics simulation must be flexible enough to

handle a wide variety of scenarios, and therefore for differ-

ent inputs it may have comparisons or computations that are

trivial. One example would be a wall composed of stacked

bricks – if a projectile hits one part of this wall, bricks dis-

tant from the source of impact may not see any effect until

time progresses. Such trivial operations provide an interest-

ing opportunity to avoid expensive computation, and preci-

sion reduction greatly helps to increase the number of these

types of operations. In this section, we will focus on trivial

FP add, subtract, and multiply operations. FP addition and

multiplication account for 30% of the total dynamic instruc-

tion count for the LCP phase of real-time physics, illustrat-
ing the criticality of these operations.

FP Operation Representation Trivial when

Add X + Y X=0 or Y=0

Subtract X - Y X=0 or Y=0

Multiply X * Y X=0 or±1, or Y=0 or±1

Divide X / Y X=0 or Y=±1

Table 2. Conventional trivial cases

Conditions for Increased Trivialization

Small mass difference between objects

Zero linear and angular velocities before collision

Small size difference between objects

Simple object shapes

Use of ground and gravity

Higher amount of articulation (human vs box)

Table 3. Factors increasing trivialization

Conventional trivialization logic for these operations in-

volves detecting operands that are zero, one, or negative

one, as illustrated in table 2. We propose three extensions

to conventional trivialization of FP operations:

1. Add/Subtract: If the magnitude of exponent difference
between the operands is greater than the number of
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valid mantissa bits plus one, then the operation be-

comes trivial: the result will simply be the larger of the

two operands. This is effectively addition/subtraction

by zero. The addition of one take into account the im-

plicit one of FP representation. Full precision of the

non-trivial operand can be used to minimize injected

error.

2. Multiply: If the reduced mantissa bits of one operand
are all zeroes (i.e. the mantissa is 1.0) then the result-

ing mantissa will simply be the other operand. Full

precision of the other operand can be used to minimize

injected error. The exponent and sign logic are still ex-

ecuted. This is the general case of multiplication by

1 × 2E or -1 × 2E for any exponent E.

3. Divide: If the full mantissa bits of the divisor are all
zeroes (i.e. the mantissa is 1.0) then the resulting man-

tissa will simply be the dividend. Full precision of the

dividend is used to minimize injected error. The ex-

ponent and sign logic are still executed. This is the

general case of division by 1 × 2E or -1 × 2E for any

exponent E. Divide could also examine the reduced
divisor. Because the prior work on perceptual error

tolerance [34] only evaluated the precision reduction

of FP add, subtract, and multiply, we do not enable

trivialization of reduced divisors in this study.

Based on the area for a 64-bit floating-point unit (FPU)

in [10], we generate conservative estimates on the cost of

trivialization. For the newly proposed trivialization con-

ditions, a 8-bit adder is required for the exponent calcula-

tion. The area of a parallel prefix adder is O(m × logm ×
K), where m is the number of bits. Assuming that the

technology-dependent factorK is independent of precision,

a 64-bit adder is about 16 times the area of an 8-bit adder.

In this paper, we use the conservative estimate of an area

ratio of 16.

4.3.2 Trivialization Details

Trivial operations are a result of both the nature of physi-

cal simulation and its numerical implementation. For ex-

ample, some objects come to rest or move in straight lines,

objects rarely rotate continuously, and some objects move

slowly, so many delta-quantities (e.g. changes in position)

are close to zero within a time-step. Numerically speaking,

rotational motion involves trigonometric quantities, such as

cosines and sines, whose trivial values are 1, 0,−1. In addi-
tion, many computations involve normalized direction vec-

tors which often align with one of the standard unit vectors.

In LCP, the core computation involves multiplications
of 6-element matrices such as constraint forces, jacobian

matrices, and inverse jacobians. For each matrix, three ele-

ments refer to the linear components of each axis with val-

ues from the normal vector at the contact point. The other

three elements refer to angular components of each axis

computed as the cross-product of the contact normal with

the vector defined by the contact point and the first object’s

point of reference.

Table 3 presents some factors that contribute to trivial

operations, derived from directed tests using two rigid bod-

ies. For example, the collision of objects lacking angular

velocity may have more trivial operations than the collision

of spinning objects.

Based on simulations of the latest PhysicsBench [32]

with object-disabling and round-to-nearest for 200 simula-

tion steps (30 frames), we have compiled the trivialization

hit-rate with full precision using conventional conditions

versus reduced precision with all conditions in Table 4 for

LCP. Precision reduction and the new conditions increase
the effectiveness of trivialization by 62% for adds and 41%

for multiplies on average. This translates to an additional

15% and 13% of total FP adds and FP multiplies being triv-

ializable on average.

Trivial (Add,Mult) Memo (Add,Mult)

Benchmark 23-bit Reduced 23-bit Reduced

Bre 36, 34 48, 41 0, 2 1, 8

Con 49, 43 71, 62 0, 1 8, 38

Def 32, 31 61, 64 0, 2 7, 35

Eve 35, 33 43, 38 0, 3 1, 6

Exp 28, 25 38, 29 0, 7 1, 10

Hig 27, 23 54, 49 0, 8 11, 51

Per 32, 32 34, 34 0, 0 0, 0

Rag 34, 33 52, 53 0, 0 2, 28

Table 4. Percent FP trivialized or memoized
with full and reduced precision for adds and
multiplies.

4.3.3 Locality of FP Operations

While many FP operations in real-time physics are trivializ-

able, a small number of non-trivial dynamic instructions are

repetitious. Using two 256-entry memoization tables, each

with 16-way associativity, we can see that less than 9% of

instructions exhibit good locality. One table is used per op-

eration type as suggested by [10]. This is summarized in

table 4. We use an XOR of the most significant bits in the

mantissas of the operands to index into separate tables for

add and multiply. In [10], the SPEC CPU2000 benchmarks

were shown to have a much higher hit rate of 20-30%, and

even use a smaller table size.

When memoizing precision reduced values, however,

there is certainly the immediate gain from the need to store

fewer bits per entry. But, there is also an increase in cov-

erage – with reduced precision, there are fewer possible
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values and combinations to memoize. Values that are very

close will become one value with reduced precision, poten-

tially combining multiple table entries into one. By leverag-

ing reduced precision, we see that the memoization hit rate

for FP multiply increases to the level seen for SPEC bench-

marks. All memoization results are shown in Table 4. Triv-

ializable operations are filtered from accessing the memo-

ization tables.

4.3.4 Lookup Table

Although precision reduction significantly improves the av-

erage hit-rate of FP multiply memoization, the data points

to the fact that the increased hit-rate is due to the reduction

in the range of possible operand values. Table 4 shows that

precision reduction significantly improve the memoization

hit-rates of Continuous, Deformable, Highspeed, and Rag-
doll. All of these require 5 or less mantissa bits. With n-bit

mantissa operands, the number of possible unique opera-

tions is 2n × 2n = 22n. For a 4-bit or 3-bit mantissa, the

256-entry memoization table can store all possible operand

pairs resulting in 100% coverage. For a 5-bit mantissa, this

table can store 25% of all possible combinations. As the

minimum required precision increases to 7-bit and above,

precision reduction fails to improve hit-rates significantly.

This behavior leads us to propose the use of a lookup

table for computing narrow-width FP add and mult opera-

tions. By using a lookup table instead of memoization ta-

bles, area and latency are significantly improved, as shown

by Table 5. Instead of storing information about dynamic

instruction execution, the lookup table can be populated at

boot time. During run-time, no writes to the lookup table

are necessary. The index is 11 bits for the 2K entry table,

and the most significant bit denotes the type of FP opera-

tion (add vs mult). The output of the table is used as the

mantissa of the result.

For FP multiply lookup, the concatenation of the reduced

operands is used to index the table. If the minimum preci-

sion is less than 5 bits, we can still use 5 bits from each

operand to index the table for a more accurate result.

For FP add lookup, the smaller operand is first shifted

based on the exponent difference. This operation only re-

quires a small and fast 5-bit shifter. This means that the

implicit 1 of the smaller operand will be seen. Then, the

concatenation of the larger operand and the shifted operand

is used as the index. In FP add lookup entries, an additional

bit is stored to indicate the need to increment the exponent

by 1 for normalization of a carry out. Since we allocate 8

bits per entry, there is room for such annotation. One corner

case for FP add is when the two operands have the same ex-

ponent. In this case, indexing with the default scheme will

result in aliasing with a smaller operand which has been

shifted. One solution is to first detect this by an exponent

difference of zero, then appropriately handle the most sig-

nificant bit after the leading one. This solution does not

require any changes to the default scheme.

With the lookup table, there is no tag and only a single

rd/wr port is required since the table contents are not modi-

fied during execution – all values are preloaded. The mem-

oization table requires a read and a write port to support the

simultaneous read of an issuing operation and the writing of

result from the FPU calculation. However, despite this, we

give an advantage to the memoization tables by only charg-

ing it for a single rd/wr port in our area/energy estimation,

even though we simulate a table with two ports.

All data presented is generated using Cacti 3.0 [30]. For

the memoization tables, we use 64 address bits and 32 data

bits. For the lookup table, we use 11 address bits and 8

data bits – and disregard the contribution of tag area. For

benchmarks requiring precision less than 6 bits, the 2K-

entry lookup table (entries are 1B each) achieves a better

hit-rate than using the two (one for each operation type)

256 entry 16-way memoization tables (entries at 12B each)

we simulate. With the lookup table, the area requirement

is reduced by 77%. We assume a single cycle latency

for lookup. We implement the lookup table in dedicated

scratch-pad memory. When the required precision exceeds

five bits, the lookup table is no longer useful and the mem-

ory can be used for other purposes. Detailed evaluation of

this additional opportunity is left for future work.

Table Type Latency (ns) Energy (nJ) Area (mm
2)

Lookup 0.40 0.03 0.08

Memo 0.88 0.73 0.35

Table 5. Lookup vs memoization table

5 FPU Sharing

Precision reduction, including its effect on trivialization

and the opportunity of arithmetic lookup, provides us with

the opportunity to avoid or simplify work done by the FPU.

In this section, we will exploit this opportunity to facilitate

sharing of a single full-precision floating-point unit (FPU)

among a number of fine-grain (FG) cores in the ParallAX

architecture. The overall goal here is to reduce the area foot-

print of each FG core, enabling us to bring even more cores

to bear for a given silicon budget.

We use simple, in-order shader-class cores with the pa-

rameters shown in Table 6 in this study, and assume a

core area excluding the floating-point unit (FPU) of 2mm2

in 90nm technology. Published data on FPU area ranges

widely within the same technology due to parameters such

as the design flow, target latency, area allocation, and cir-

cuit optimization. To make this exploration more gener-
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ally applicable, we explore four FPU designs with vary-

ing area requirements: 1.5mm2, 1.0mm2, 0.75mm2, and

0.375mm2. These area estimates are based respectively on

results from a high-level synthesis tool tuned for generating

area-efficient floating point data-paths, and published data

from [18], [10], and [21].

Processor Pipeline 1-wide, 5-stages, in-order execution

Functional Units 1 int, 1 fp, 1 ld/st

Window/Scheduler 8,4

Branch Predictor 384B YAGS + 4-entry RAS

Local Inst Memory 4KB, 1-cycle

Local Data Memory 4KB, 1-cycle

Technology 90 nm

Clock Frequency 1GHz

FP Latencies fpALU (4) fpMult (4) fpDiv (20)

INT Latencies iALU (1) iMult (6) iDiv (40)

Table 6. Fine-grain shader core design

1 2 4 8

Figure 2. Layout for one, two, four, and eight
cores sharing an FPU.

Trivialization Check
Table Lookup

FP
Reg
Read

Wait for FPALU
And execute FP WB

FP WB

If Triv or Lookup 
hits then kill

If precision > 6
try to send to FPU

Figure 3. Pipeline for FPU sharing.

The layouts for our assumptions on sharing 2, 4, and 8

cores are shown in figure 2. We adopt a simple policy for

arbitration to minimize latency – the cores simply take turns

accessing the FPU on alternating cycles for pipelined oper-

ations. So when a single FPU is shared among N cores,

a given core will get access to the FPU once every N cy-

cles. If the core does not require the FPU in that cycle, the

opportunity to use the FPU is wasted. For long latency non-

pipelined FP operations such as divide, we assume alternat-

ing 3-cycle scheduling windows for each core as described

in [18]. These operations consist of a small percentage of

total FP operations for physics simulation.

Core

FP OutFP In1 FP In2

RegFile

Core

Core

FPU

Lookup Triv

MUX

M
U

X
M

U
X

JamJam

55

Figure 4. Four cores sharing a single FPU –
each core has a trivialization and memoiza-
tion unit.

For sharing among 2 cores, 4 cores and 8 cores, we as-

sume 0-cycle, 1-cycle, and 2-cycle latency penalties. Based

on mirroring of cores as described in [17, 18], sharing the

FPU among 2 cores can be accomplished with no added

latency. For the 4 core and 8 core sharing, we add conser-

vative latency estimates for the additional wire delay from

each core to the FPU. Using a 2mm×2mm aspect ratio for

the cores, we assume a 2mm wire length for 4-core shar-

ing and a 4mm wire length for 8-core sharing. Based on

the 90nm information for the narrowest wire width in [9],

the one-way added delays are 0.074 ns and 0.296 ns respec-

tively. In section 5.2, we will evaluate the performance sen-

sitivity to added FPU latency.

5.1 Hierarchical FPUs

To attack the overhead of sharing, we propose a hierar-

chical FPU (HFPU) architecture. A small, simple L1 FPU is

placed local to each core for low latency and high through-

put, and the full precision FPUs are shared at the L2 level to

maximize area efficiency and to satisfy high-precision ex-

ecution. This is similar in concept to a cache hierarchy,

but we are sharing execution resources instead of storage

resource. If the required level of precision for a particular

operation exceeds the capability of the L1 FPU, then the op-

eration must be performed in the L2 FPU. While it may be

possible to use software support [12] to execute in the L1

FPU, we do not consider this alternative in this study.

We propose and evaluate the following L1 FPU design

alternatives. All L1 designs contain logic to handle simple

non-arithmetic FP operations. If a given operation exceeds

the capability of the L1 FPU, it will be executed in the L2
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FPU. We list the alternatives by increasing complexity of

the L1 FPU design.

1. Conventional Trivialization: The L1 FPU only con-
tains conventional trivialization logic – no precision

reduction.

2. Reduced Precision Trivialization: The L1 FPU uses
our reduced precision trivialization logic. Additional

exponent logic is required.

3. Lookup Table + Reduced Precision Trivialization: The
L1 FPU has our reduced precision trivialization logic,

exponent logic, and a local 2K-entry lookup table. FP

add and multiply instructions using mantissa precision

of less than six bits make use of the lookup table.

Figure 4 demonstrates a version of this design where

four cores share a single L2 FPU. Each core has an

L1 FPU with trivialization and lookup table hardware.

The pipeline change required for this FPU sharing is

illustrated in figure 3.

4. mini-FPU + Reduced Precision Trivialization: In ad-
dition to our reduced precision trivialization logic, this

L1 FPU has amini-FPU: an FPU design that uses a 14-
bit mantissa and 8-bit exponents. FP add and multiply

operations with mantissa precision of less than 15 bits

can execute in this mini-FPU. The 14-bit precision is

chosen based on the (benchmark coverage)/(area) ra-

tio derived from Table 1. The intent of this design is to

provide potentially higher coverage at the L1 FPU, but

at a greater area cost.

Required Mechanism Latency (cycles)

Trivialization or Look-up Table 1

mini-FPU 3

Full FPU Arbitration 0-1 for 2-core sharing

0-3 for 4-core sharing

0-7 for 8-core sharing

Interconnect Overhead 0 for 2-core sharing

1 for 4-core sharing

2 for 8-core sharing

Full FPU Latency 4 for fpALU and fpMult

20 for fpDiv

Table 7. Variable FP Latency

5.1.1 Variable FP Latency

All components of HFPU’s variable FP latency are listed in

Table 7. If an operation can be satisfied by trivialization or

look-up table, it takes one cycle to complete. If the mini-

FPU is available and the operation can be satisfied by it, the

operation takes three cycles. If an operation requires the

full FPU, the exact latency is determined by accumulating

the required latencies of arbitration, interconnect overhead,

and full FPU operation.

While the latency for each operation is variable, the la-

tency of a non-trivial operation is known at issue time. This

is accomplished by using a local counter to indicate current

round-robin arbitration overhead. The interconnect over-

head and FPU latencies are fixed.

For the simple in-order, single-issue cores we modeled,

there is no dynamic instruction scheduler. Instructions are

dispatched in program order, so instruction scheduling is

done at compile time. SESC uses the MIPS-ISA, and we

compile with the -mips2 option without targeting a specific

microarchitecture. We do not leverage the fact that FP op

might be single cycle, and the same binary is used for all

simulations. If the operation is satisfied by the trivial or

look-up table logic, then the operation completes in 1 cycle.

If not, the pipeline stalls until the operation is completed.

Since the cores are in-order single-issue cores, the perfor-

mance impact of these stalls is not significant. In the case

of the look-up table, if the required precision can be sat-

isfied by the look-up table, 100% of operations sent to the

look-up table will be satisfied.

For more complex cores with dynamic instruction sched-

ulers, different implementations are possible:

1. Optimistically assumes 1 cycle latency. If the oper-

ation is not satisfied by the trivial or look-up table

logic, the pipeline stalls until the operation is com-

pleted. Once an operation is detected to require the full

FPU, the actual number of required cycles is known.

2. Pessimistically assumes the use of the full FPU.

The required number of cycles is known at begin-

ning of issue. This scheduling policy eliminates

stalls/flushes/replays and retains the energy savings

shown in the paper.

5.2 Results

For our performance simulations, we assume a baseline

ParallAX architecture with 128 simple (fine-grain) cores,

as described in Table 6, connected by a mesh interconnect.

Four different FPU designs with varying area requirements

(1.5mm2, 1.0mm2, 0.75mm2, and 0.375mm2) are eval-

uated. Area estimates include per core area (2 mm2 each),

per core mesh interconnect routers (0.19 mm2 each) [31],

the full-precision FPUs, and additional logic and structures

for different L1 FPU designs. The details of each configu-

ration are shown in Table 8.

For the 14-bit mantissa mini-FPU, we assume an area re-

quirement of 60% that of the full precision 23-bit mantissa

FPU. This ratio is based on the estimates of both prior work

on reduced precision FPU [11] and results from a high-level
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synthesis tool tuned for generating area-efficient floating

point data-paths. All area data is for 90nm technology.

Area Overhead Avg Per Core IPC

Architecture Per Core 4 Cores Per L2-FPU

(mm
2) Narrowphase, LCP

Baseline (Conjoin) — 0.347, 0.293

Conv Triv 0.0023 0.376, 0.319

Reduced Triv 0.0079 0.377, 0.334

Reduced Triv 0.0079 +

Lookup Table 0.080 0.377, 0.357

Reduced Triv 0.0079 +

mini-FPU (14bit) (0.6 × FP Area) 0.382, 0.364

Table 8. Evaluated designs. Conjoin refers
to baseline with FPU sharing. Area overhead
per core = additional area added to the 2mm2

core.

First, we consider the lower area cost alternatives, and

then we will address the mini-FPU. Figures 5(a) (LCP) and
5(b) (Narrow-phase) demonstrate the aggregate improve-
ment in throughput over the baseline configuration with no

FPU sharing for LCP and narrow-phase respectively. The

four clusters along the x-axis represent the different FPU

area sizes we evaluate, and each cluster has four data points

for each architecture representing sharing a single L2 FPU

among one, two, four, and eight cores.

Note that any area saved by FPU sharing is used to add

more fine-grain cores, taking into account the interconnect

and core area as above. Therefore, two competing trends

will influence performance: (1) an increase in the number

of cores will mean more exploitation of parallelism and (2)

an increase in FPU sharing may mean worse per-core per-

formance due to the overhead of sharing. Since our base-

line has 128 cores, the total area available varies with the

assumed size of the FPU. For the four FPU sizes we evalu-

ate, the total die area is: 472 mm2 for the 1.5 mm2 FPU,

408 mm2 for the 1.0 mm2 FPU, 376 mm2 for the 0.75

mm2 FPU, and 328mm2 for the 0.375mm2 FPU. Figure 6

shows the total number of cores available to each configura-

tion in the same die area as that of the appropriate baseline

configuration with 128 cores.

The data across the two phases from figures 5(a) and

5(b) shows two attractive configurations: Reduced Preci-
sion Trivialization is better for Narrow-phase and Lookup
Table + Reduced Precision Trivialization is better for LCP.
As shown by Table 8, the per core IPCs of the two config-

urations for Narrow-phase are the same. The slight degra-
dation with Lookup is due to the lookup table area and the

fact that Narrow-phase always requires more than five bits
of precision – therefore the lookup table is not used. To

choose the better design, we also evaluate the energy and

power impact of these two HFPU designs.

To estimate the total dynamic energy consumed by FP

operations, we leverage the energy data for different sub-

units of the FPU presented in [10]. For configurations with

trivialization, all FP operations are charged the trivialization

logic energy. Non-trivial operations are then charged for

the FPU energy. The lookup table is activated when the

required precision falls below six bits. In these cases, all

FP operations are charged the trivialization plus the lookup

energies. The diamonds (secondary y-axis) of Figure 6(b)

show a clear energy advantage to using the lookup table for

LCP.

While performance is improved by sharing FPUs, in-

creased per-FPU utilization could worsen the existing hot
spot power density problem of FPUs [17]. To gauge the per-
FPU utilization, we show the % of FP operations that are

trivialized by trivialization or table lookup in the bars (pri-

mary y-axis) of Figure 6(b). The HFPU design trivializes

53% of FP operations in the FP intensive phase of LCP. This
suggests that the HFPU can lower per-FPU utilization when

sharing one FPU between two cores as compared to the un-

shared baseline. For sharing among four cores with HFPU,
per-FPU utilization will be similar to that of the prior work

on conjoined CMPs [18] sharing only among two cores.

Next we compare the mini-FPU design to our best

performing low-overhead L1 FPU. Figures 7(a) and 7(b)

demonstrates the improvement in throughput over the 128-

core baseline case for these designs – with figure 6 demon-

strating the number of cores possible with each architec-

ture. The mini-FPU design provides some improvement

over the baseline, but the area overhead of the L1 FPU re-

duces the performance of this approach in comparison with

the Lookup Table + Reduced Precision Trivialization L1
FPU.

Physics requires varying amount of numerical accuracy

across different phases and scenarios – a clear differentiat-

ing factor between the error tolerance of physics and me-

dia processing. In the worst case, full precision is required.

Therefore the mini-FPU cannot replace a full precision FPU

in a physics processor architecture – there must be the abil-

ity to do full-precision FP. This makes the mini-FPU design

inherently more costly, and argues for possibly sharing L1

FPUs among cores as well. We look at the case where the

mini-FPU is shared among either two or four cores. We

limit our exploration to configurations where the L2 FPU is

shared by at least as many cores as the L1 FPU. For the Fig-

ures, mini-FPU refers to no mini-FPU sharing. mini-FPU
2 shared one mini-FPU among 2 cores, and mini-FPU 4
shared one mini-FPU among 4 cores. As before, the x-axis

(Cores per FPU) refers to the degree of L2 FPU sharing.

When looking at the per core throughput in Table 8, the

14-bit mantissa mini-FPU has the highest IPC. This is a re-

sult of a 1-cycle reduction in latency and broad coverage of

benchmarks (14-bit mantissa satisfies 7/8 benchmarks for
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Figure 5. (a) HFPU LCP performance — (b) HFPU narrow-phase performance

LCP and 4/8 benchmarks for Narrow-phase). However, the
mini-FPU simply cannot pack as many cores into a given

silicon area due to its area overhead (as shown in figure 6),

resulting in a lower overall throughput. The mini-FPU de-

signs only become more attractive for the most aggressive

FPU design (0.375mm2) at the highest level of sharing.

As shown by the performance and energy data, the best

HFPU design we examined when considering both perfor-

mance and energy is to share one full-precision FPU among

4 cores using the Lookup Table + Reduced Precision Triv-
ialization L1 FPU. On average, HFPU improves LCP per-
formance over the baseline by 55%, 40%, 33%, and 20%

for the four FPU designs. On average, HFPU improves

Narrow-phase performance over the baseline by 46%, 32%,
25%, and 13%. Total dynamic energy expended for FP op-

erations is reduced by 50% for LCP and 27% for Narrow-
phase.
There are area and timing overheads when sharing a re-

source like the FPU among multiple cores regardless of the

L1 FPU design – these come from the arbitration logic re-

quired to choose which core will access the shared resource

and the interconnect cost to connect the cores and resource

together. We evaluated the performance sensitivity to in-

creased latency from sharing in Figure 8. The baseline for

these figures is the performance of the Lookup Table + Re-
duced Precision Trivialization sharing one FPU among two
cores. LCP (a) is shown to be more sensitive than Narrow-
phase (b) in this figure. For LCP, the performance of the
more aggressively designed FPUs suffers when the latency

increases beyond a single cycle.

6 Summary and Future Work

In this study, we exploit the inherent perceptual error tol-

erance of physics-based animation to dynamically adapt the

required precision for floating-point computation. Then, we

identify and leverage the benefits made possible by dynamic

precision tuning to design a hierarchical floating-point unit

(HFPU). This consists of an area-efficient L1 FPU and a

full-precision L2 FPU that is shared among a number of

cores in the ParallAX architecture. Our best performing L1

FPU design consists of our enhanced trivialization logic and

a mantissa lookup table – an area efficient design that allows

more cores to be packed into a particular silicon area. For

the range of FPU designs we consider, this L1 FPU coupled

with an L2 FPU that is shared among four cores provides an

improvement in overall throughput up to 55% and reduces

energy expended in the FPU by up to 50%.
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Figure 7. (a) mini-FPU LCP performance — (b) mini-FPU narrow-phase performance
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Preface

While the last 30 years has seen the computer industry driven primarily by faster
and faster uniprocessors, those days have come to a close. Emerging in their place
are microprocessors containing multiple processor cores that are expected to exploit
parallelism. The computer industry has not abandoned uniprocessor performance as
the key systems performance driver by choice, but it has been forced in this direc-
tion by technology limitations, primarily microprocessor power. Limits on transis-
tor scaling have led to a distinct slowdown in the rate at which transistor switching
energies improve. Coupled with clear indications that customers’ tolerance level for
power per chip has been reached, successive generations of microprocessors can
now no longer significantly increase frequency. While architectural enhancements
to a single-threaded core cannot pick up the slack, multicore processors promise
historical performance growth rates, albeit only on sufficiently parallel applications
and at the expense of additional programming effort.
Multicore design has its challenges as well. Replication of cores communicat-

ing primarily with off-chip memory and I/O leads to off-chip bandwidth demands
inversely proportional to the square of the feature size, while off-chip bandwidths
tend to be limited by the (more or less fixed) perimeter from which signals must
escape. This trend leads to significant pressure on off-chip signaling rates, which
are beginning to exceed the clock frequency of the processor core. High-bandwidth
packaging such as that provided by 3D-integration may soon be required to keep up
with multicore bandwidth demands.
Compared to a uniprocessor, a multicore processor is somewhat less generic,

as uniprocessors are generally more efficient at emulating a parallel processor than
vice versa. In the space of emerging applications with inherent concurrency, an ideal
multicore processor would become part of a general-purpose system with broad
enough markets to sustain the required investments in technology. However, this
reality will only come to pass if the programming tools are developed and program-
mers are trained to deliver the intrinsic performance of these processors to the end
applications.
This book is intended to provide an overview of the first generation of mul-

ticore processors and systems that are now entering the marketplace. The con-
tributed chapters cover many topics affecting, and associated with, multicore
systems including technology trends, architecture innovations, and software and

v
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programming issues. Chapters also cover case studies of state-of-the-art commer-
cial and research multicore systems. The case studies examine multicore imple-
mentations across different application domains, including general purpose, server,
signal processing, and media/broadband. Cross-cutting themes of the book are
the challenges associated with scaling multicore systems to hundreds and ulti-
mately thousands of cores. We expect that researchers, practitioners, and stu-
dents will find this book useful in their educational, research, and development
endeavors.
We organize the chapters around three major themes: (1) multicore design con-

siderations, (2) programmability innovations, and (3) case studies. While each of
these areas are broader than this book can cover, together the chapters introduce the
fundamentals of modern and future multicore design. While the third section of this
book is dedicated to case studies, the first section also discusses prototype multi-
core architectures to exemplify the design considerations. In all, this book describes
commercial or research implementations of seven different multicore systems or
families of systems.

Multicore Design Considerations

Chapter 1 introduces tiled multicore designs, first embodied in the Raw proces-
sor chip. Tiling is both a natural and necessary method of constructing a complex
system from multiple copies of a simple processor tile. Furthermore, because tiled
architectures are inherently partitioned, they are less vulnerable to the deleterious
effects of decreasing wire speed relative to transistor speed. Each tile also includes
a network router and ports to its neighbors so that scaling a tiled design can be
accomplished merely by adding more tiles, logically snapping them together at the
interfaces. The perimeter of the tiled array can be used for connections to memory
or to connect multiple chips together. The Raw prototype chip consists of a 4×4
array of tiles, with each tile comprising a simple processing pipeline, instruction
memory, and data memory. The same design principles apply to Tilera’s TILE64
chip, a commercial venture that is descended from Raw.
The key feature of the Raw system is the tight integration of the network

into the processor pipeline. Raw exposes inter-tile interaction through register-
mapped network ports; reading or writing the designated register name injects an
operand into or extracts an operand from the network. Raw also employs a statically
programmable router which executes a sequence of routing instructions to route
operand packets in concert with the computation instructions executed by the core
pipeline. The authors of the chapter show that applications with different character-
istics can be executed by the Raw tiled substrate because the underlying computa-
tion and communication mechanisms are exposed to software. For example, expos-
ing the operand communication enables serial programs to be partitioned across the
tiles with producer/consumer instructions interacting through the operand network.
The network also enables fine-grained parallel streaming computation in which
small data records are processed in a pipelined fashion across multiple tiles. The
Raw chip makes a compelling case for distributed architectures and for exposing
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communication to software as a first-class object. These themes recur in different
ways throughout the chapters of this book.
Chapter 2 focuses on the design and implementation of on-chip interconnects

(networks-on-chip or NOCs), as a critical element of multicore chips. When a chip
contains only a few processors and memory units, simple interconnects such as
buses and small-scale crossbars suffice. However, as the demand for on-chip com-
munication increases, so does the need for more sophisticated on-chip networks.
For example, the IBM Cell chip employs a bidirectional ring network to connect
its eight data processors, its Power core, and its off-chip interfaces. The Tilera chip
employs a collection of mesh networks to interconnect 64 on-chip processors. This
chapter first examines the fundamentals of interconnection network design, includ-
ing an examination of topologies, routing, flow control, and network interfaces in
the context of NOCs. The chapter also discusses the trade-offs for router microar-
chitecture designed to meet the area, speed, and power constraints for multicore
chips.
The chapter also includes two case studies of NOCs deployed in different ways in

two recent prototype chips. The TRIPS processor employs a routed network, rather
than a conventional broadcast bus, to deliver operands from producing instructions
to consuming instructions in a distributed uniprocessor microarchitecture and to
connect the processing cores to the level-1 caches. The operand network has 25
terminals and optimizes the routers for latency with a total of one clock cycle per
hop. The network is connected directly to the inputs and the outputs of the ALUs and
supports fixed length, operand-sized packets. By contrast, the Intel TeraFLOPS chip
connects 80 on-chip cores with a high-speed, clock-phase-skew tolerant, inter-router
protocol. The TeraFLOPS routers employ a five-stage pipeline and run at 5 GHz in
65 nm. Message injection and reception is explicit with send and receive instructions
that use local registers as interfaces to the network. TRIPS and the TeraFLOPS
chip make different choices about routing algorithms and flow control based on
the demands of their particular deployments. One message from this chapter is that
NOCs are not “one-size-fits-all” and should be tailored to the needs of the system
to obtain the fastest and the most efficient design. The area of NOC architecture is
extremely active at present, with new innovations being published on topologies,
routing algorithms, and arbitration, among other topics.
Chapter 3 examines the granularity of cores within a multicore system. A survey

of commercial multicore chips shows that core size and number of cores per chip
vary by almost two orders of magnitude. At one end of the spectrum are bulldozer
processors which are large, wide issue, and currently are deployed with only 2–4
cores per chip. At the other end of the spectrum are the termites which are small and
numerous, with as many as 128 cores per chip in 2008 technology. The trade-off
between these two ends of the spectrum are driven by the application domain and
the market targeted by the design. Bulldozers are the natural extensions of yester-
day’s high-performance uniprocessors and target the general-purpose market. Ter-
mites typically target a narrower market in which the applications have inherent
concurrency that can be more easily exploited by the more numerous yet simpler
cores.
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This chapter points out that the diversity in multicore granularity is an indica-
tor of greater hardware and software specialization that steps further away from the
general-purpose computing platforms developed over the last 30 years. To address
this challenge, the chapter describes a general class of composable core architec-
tures in which a chip consists of many simple cores that can be dynamically aggre-
gated to form larger and more powerful processors. The authors describe a particular
design consisting of 32 termite-sized cores which can be configured as 32 parallel
uniprocessors, one 32-wide, single-threaded processor, or any number and size of
processors in between. The chapter describes a set of inherently scalable microar-
chitectural mechanisms (instruction fetch, memory access, etc.) that are necessary
to achieve this degree of flexibility and that have been prototyped and evaluated
in a recent test chip. Such a flexible design would enable a single implementation
to match the parallelism granularity of a range of applications and even adapt to
varying granularity within a single program across its phases. Further, this class
of flexible architectures may also be able to feasibly provide greater single-thread
performance, a factor that is being sacrificed by many in the multicore space.

Programming for Multicores

While there are a number of challenges to the design of multicore architectures,
arguably the most challenging aspect of the transition to multicore architectures is
enabling mainstream application developers to make effective use of the multiple
processors. To address this challenge we consider in this section the techniques of
thread-level speculation (TLS) that can be used to automatically parallelize sequen-
tial applications and transactional memory (TM) which can simplify the task of
writing parallel programs. As is evident from the chapters that describe these tech-
niques, their efficient implementation requires the close interaction between systems
software and hardware support.
Chapter 4 introduces speculative multithreaded or thread-level speculation archi-

tectures. The authors first provide motivation for these architectures as a solution
to the problems of limited performance and implementation scalability associated
with exploiting ILP using dynamic superscalar architectures and the parallel pro-
gramming problems associated with traditional CMPs.
Speculatively multithreaded architectures eliminate the need for manual par-

allel programming by using the compiler or hardware to automatically partition
a sequential program into parallel tasks. Even though these speculatively par-
allel tasks may have data-flow or control-flow dependencies, the hardware exe-
cutes the tasks in parallel but prevents the dependencies from generating incor-
rect results. The authors describe in detail the approach taken to speculative mul-
tithreading in the Multiscalar architecture which was the earliest concrete exam-
ple of speculative multithreading. A key element of the Multiscalar approach is
the use of software and hardware to their best advantage in the implementation
of speculative multithreaded execution. Software is used for task partitioning and
register data-dependency tracking between tasks, which is possible with static
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information. Hardware sequences the tasks at runtime and tracks inter-task memory
dependencies, both of which require dynamic information. The hardware support
for memory dependency tracking and memory renaming required to support specu-
lative multithreading in the Multiscalar architecture is called the speculative version
cache (SVC) and adds considerable complexity to the design of a CMP. As the
authors describe, this added complexity can buy significant performance improve-
ments for applications that cannot be parallelized with traditional auto-parallelizing
technology. Despite the hardware complexity of speculative-multithreading archi-
tectures, the desire to reduce the software disruption caused by CMPs spurs
continued interest in these architectures especially in conjunction with dynamic
compiler technology.
Chapter 5 presents the design of Transactional Memory (TM) systems. The

authors begin by describing how TM can be used to simplify parallel program-
ming by providing a new concurrency construct that eliminates the pitfalls of using
explicit locks for synchronization. While this construct is new to the mainstream
parallel programming community it has been used and proven for decades in the
database community. The authors describe how programming with TM can be done
using the atomic keyword. With the high-level atomic construct, programmers have
the potential to achieve the performance of a highly optimized lock-based imple-
mentation with a much simpler programming model.
The authors explain that the key implementation capabilities of a TM sys-

tem include keeping multiple versions of memory and detecting memory conflicts
between different transactions. These capabilities can be implemented in a software
TM (STM) or in a hardware TM (HTM) using mechanisms similar to those required
for speculative multithreading or a combination of both software and hardware in a
hybrid-TM. Because one of the major challenges of STM implementations is perfor-
mance, the chapter goes into some detail in describing compiler-based optimizations
used to improve the performance of an STM by reducing the software overheads
of STM operations. The key to efficient optimization is a close coupling between
the compiler and the STM algorithm. While STMs support TM on current CMPs,
significant performance improvements are possible by adding hardware support for
TM. The chapter explains that this support can range from hardware-enhanced STM
that reduces software overheads to a pure HTM that completely eliminates all soft-
ware overheads and achieves the highest performance. The authors conclude that
TM deployment will include the use of STMs for existing CMP hardware, but
must encompass language, compiler, and runtime support to achieve adequate per-
formance. Ultimately, hardware acceleration will be required to achieve good TM
performance.

Case Studies

The last set of chapters comprise four case studies of multicore systems. In each
case study, the authors describe not only the hardware design, but also discuss the
demands on the systems and application software needed as a part of the multicore
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ecosystem. We selected these chapters as they represent different points in the
design space of multicore systems and each target different applications or mul-
ticore programming models.
Chapter 6 presents the architecture and system design of the AMD Opteron fam-

ily of general-purpose multicore systems. The authors start by describing the trends
and challenges for such general-purpose systems, including power consumption,
memory latency, memory bandwidth, and design complexity. While multicore sys-
tems can help with some aspects, such as design complexity through replication,
others are much more challenging. Power consumption must be shared by multiple
processors and with strict power envelopes, not all of the processors can simulta-
neously operate at their peak performance. Likewise, external bandwidth (memory
and interconnect) becomes a greatly constrained resource that must be shared. The
challenges are no less severe on the software side, as parallel programming envi-
ronments for general-purpose applications are in their infancy and system software,
such as operating systems, are not yet prepared for increasing levels of concurrency
of emerging multicore systems.
The authors then present the Opteron family of multicore systems, which were

designed from the outset to be scaled both internally (more processors per core) and
externally (more chips per system). These processor cores fit into the category of
bulldozers, as they are physically large and can support high single-thread perfor-
mance. The authors emphasize that because all but small-scale computer systems
will be composed of many multicore chips, design for system-level scalability is
critical. The chapter describes the details of the system-level architecture that is
implemented on the processor chips, including multiple DRAM interfaces, inter-
chip interconnection (Hypertransport), and the system-level cache hierarchy. The
lessons from this chapter are that general-purpose multicore systems require a bal-
anced design but that substantial challenges in programmability, system software,
and energy efficiency still remain.
Chapter 7 details Sun Microsystems’ Niagara and Niagara 2 chips, which are

designed primarily for the server space in which job throughput is more important
than the execution latency of any one job. The authors make the case that simple
processors that lack the speculation and out-of-order execution of high-end unipro-
cessors are a better match for throughput-oriented workloads. Such processors with
shallower pipelines and slower clock rates achieve better power efficiency and can
employ multithreading as a latency tolerance technique since independent threads
are abundant in these workloads. Because these processors are smaller and more
power efficient, more of them can be packed onto a single chip, increasing overall
throughput. These processors can be classified as chainsaws, as they are smaller
than the bulldozers, yet larger and more full-featured than termites.
In their case studies, the authors describe in detail the microarchitecture of Sun’s

line of multicore chips. The first generation Niagara chip employs eight four-way
multithreaded cores, for a total of 32 simultaneously executing threads. The proces-
sors share a four-banked level-2 cache, with each bank connected to an independent
DRAMmemory controller. The second-generation Niagara 2 doubles the number of
threads per core (for a total of 64 simultaneously executing threads) and doubles the
number of L2 banks to increase on-chip memory-level parallelism. While Niagara

Attachment - Page A231



Preface xi

had a single floating-point that is shared across all of the cores, each Niagara 2 core
has its own floating-point and graphics unit. Both Niagara systems employ cache
coherence that spans the cores on the chip and multiple chips in a system. The
chapter includes experimental results that show nearly a factor of 2 boost in power
efficiency (performance/Watt) over more complex core systems. Like the authors of
Chapter 6, the authors of this chapter indicate that the expected increase in cores and
threads will demand more system support, such as operating system virtualization.
Chapter 8 describes a family of stream processors, which are multicore systems

oriented around a data-streaming execution model. Initially amenable to multimedia
and scientific applications, stream processing exploits parallelism by simultaneously
operating on different elements of a stream of data in a fashion similar to vector pro-
cessors. By making data streams first-class objects that are explicitly moved through
levels of the memory hierarchy, stream processors eliminate power and area ineffi-
cient caches. SIMD-style computation reduces the amount of control logic required
for stream processors. The authors claim that these factors provide a 10–30 times
improvement in power efficiency over conventional multicore architectures.
The chapter first details a stream program model which partitions programs into

computation kernels and data streams. Kernels can be thought of as data filters in
which an input stream or streams is transformed into an output stream. A stream
program is represented as a stream flow graph which has nodes that correspond to
kernel computations and edges that correspond to the streams. The program itself
includes explicit operations on streams to move them through the memory hierarchy
and instantiations of kernels between stream transfers. High-level programming lan-
guages such as Brook and Sequoia have been developed to target stream processing
execution models.
The chapter then describes a general stream processor microarchitecture as well

as three case studies: (1) Imagine stream processor, (2) Stream Processors Inc.
Storm I processor, and (3) Merrimac streaming supercomputer architecture. Each
of these designs shares several common design principles including an explicitly
managed memory hierarchy, hardware for bulk data transfer operations, and simple
lightweight arithmetic cores controlled through a hybrid SIMD/VLIW execution
model. These simple processing elements fall into the category of termites, since
they have simple control logic and little memory per core. For example, the Storm
I processor has a total of 80 ALUs organized into 16 lanes that execute in parallel.
Stream processors exemplify performance and power efficiency that can be obtained
when the programming model and application domain allows for explicit and orga-
nized concurrency.
Chapter 9 describes the Cell Broadband Engine architecture and its first imple-

mentations. This family of processors, jointly developed by IBM, Toshiba, and
Sony falls at the upper end of the chainsaw category. The Cell Broadband Engine
(Cell B.E) is a heterogeneous multiprocessor with two types of programmable cores
integrated on a single chip. The Power processor element (PPE) is a Power archi-
tecture compliant core that runs the operating system and orchestrates the eight syn-
ergistic processor elements (SPEs). Per-core performance of the SPEs on compute-
intensive applications is comparable to that of bulldozer cores, but each SPE requires
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substantially less power, less area, and fewer transistors to implement, allowing a
nine-core Cell B.E. in a chip the size of a typical dual-core bulldozer.
Like the stream processors described in Chapter 8, the SPEs achieve their effi-

ciency by explicitly managing memory. The SPEs manage one additional level of
memory than typical processors, a 256 kB local store included in each SPE. SPE
DMA operations are the equivalents of the PPE’s load and store operations, and
access coherent shared memory on the processor in exactly the same way as the
PPE’s load and stores. Instead of targeting the SPE’s register file, however, the DMA
operations place code and data in the local store (or copy it back to main memory).
The SIMD-RISC execution core of the SPE operates asynchronously on this local
store. Each SPE is an autonomous single-context processor with its own program
counter capable of fetching its own code and data by sending commands to the
DMA unit.
The management of the local store is an added burden on the software. Initial

versions of the software development environment for the Cell Broadband Engine
required the application programmer to partition code and data and control their
movement into and out of the local store memory. A more recent version removes
the burden of code partitioning from the programmer. Following the pioneering
efforts of a number of research compilers for the Cell B.E. and other multicore
processors, standards-based approaches to programming this processor are now
available. These programming languages and frameworks abstract the notions of
locality and concurrency and can be targeted at a wide variety of multicore CPUs
and (GP)GPUs allowing portable approaches to developing high-performance soft-
ware and providing a path towards bringing heterogeneous computing into the main-
stream.

Current and Future Directions

While the case studies in this book describe a range of architectures for differ-
ent types of applications, we recognize that the design and application space is
much broader. For example, we do not discuss the multicore designs of existing and
emerging graphics processing units (GPUs), such as those from NVidia, Intel, and
AMD, a subject which merits its own book. The graphics application domain has
traditionally exposed substantial pixel and object-level parallelism, a good match
to the growing number of on-chip processing elements. Interestingly, there is sub-
stantial diversity among GPUs in the number and complexity of the processing ele-
ments. The NVidia GeForce 8800 employs 128 simple cores that can operate as
independent MIMD processors with non-coherent memory. Intel’s Larrabee system
employs fewer but larger x86-based cores with local cache and a coherent memory.
AMD’s Radeon HD 2900 employs four parallel stream processing units, each
with 80 ALUs controlled using a hybrid of VLIW and SIMD. Successive gener-
ations of GPUs have become more programmable and currently require domain-
tailored program systems such as NVidia’s CUDA and AMD’s CAL to achieve
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both performance and programmability. The differences in approaches among the
architectures targeted at the graphics domain share similarities with the distinctions
between some of the architectures described in the chapters of this book.
Looking forward, Moore’s law of doubling integrated circuit transistor counts

every 18–24 months appears likely to continue for at least the next decade. The
implication for multicore systems is the expected doubling of core count per tech-
nology generation. Given the starting point of 4–64 processors in today’s commer-
cial systems, we expect to see chips that have the capacity to contain hundreds or
even thousands of cores within 10 years. However, the challenges that are described
throughout this book will remain. Keeping power consumption within thermal lim-
its will not become any easier with increasing transistor density and core counts.
Programming these parallel systems is far from a solved problem, despite recent
advances in parallel programming languages and tools. Developing solutions to
these problems will be critical to the continued growth and performance of com-
puter systems.
As technology matures further, eventually performance improvements will be

possible only with gains in efficiency. Besides increased concurrency, the only
significant means to gain efficiency appears to be increased specialization. In the
context of multicore systems, cores would be specialized through configuration at
run-time, at manufacture, or through unique design. Such differentiated (hybrid)
multicore chips will likely be even more difficult to build and program than con-
ventional multicore processors. However, if maturing silicon technologies lead to a
lengthening of semiconductor product cycles, manufacturers will be able to afford
the cost of specialization and other innovations in computer design, perhaps signal-
ing a new golden age of computer architecture.
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Chapter 3
Composable Multicore Chips

Doug Burger, Stephen W. Keckler, and Simha Sethumadhavan

Abstract When designing a multicore chip, two primary concerns are how large
and powerful to make each core and how many cores to include. A design with a
few large cores is attractive for general purpose computing that has coarse-grained
threads which depend on instructional-level parallelism for performance. At the
other end of the processor granularity spectrum, a large collection of small pro-
cessors is suited to applications with ample thread-level parallelism. While much
of the spectrum between large cores and tiny cores is being pursued by different
vendors, each of these fixed architectures are suited only to the range of work-
loads that maps well to its granularity of parallelism. An alternative is a class of
architectures in which the processor granularity (and the number of processors) can
be dynamically configured–at runtime. Called composable lightweight processors
(CLPs), these architectures consist of arrays of simple processors that can be aggre-
gated together to form larger more powerful processors, depending on the demand
of the running application. Experimental results show that matching the granular-
ity of the processors to the granularity of the tasks improves both performance and
efficiency over fixed multicore designs.
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3.1 Introduction

Two fundamental questions when designing a multicore chip are (1) how many
processor cores to place on a chip and (2) how much area to devote for the structures
required to exploit parallelism in each processor core. An apt – if whimsical –
metaphorical taxonomy in use for small, medium, and large processor cores is ter-
mites, chainsaws, and bulldozers. A design with a few large cores (or bulldozers) is
attractive for general purpose computing that has few coarse-grained threads which
exploit instructional-level parallelism for performance. At the other end of the spec-
trum, a large collection of small processors (or termites) is suited to applications
with ample thread-level parallelism. Other designs represent a compromise, having
a moderate number of moderately complex processors (or chainsaws).
To date, the issue of core granularity – whether to build termites, chainsaws or

bulldozers – is driven by the application space and power envelope chosen by a
vendor. Many points in the granularity spectrum are represented by commercial
multicore chips. Table 3.1 lists a collection of recent multicore chips along with the
approximate size of each core. The chips are ordered by core size, largest to small-
est, with the bulldozers appearing at the top and termites appearing at the bottom.
The last column shows all of the core sizes scaled to a 65 nm technology for those
chips implemented with larger feature sizes. The data in that column is computed by
linearly scaling the core size in each of the X and Y dimensions. The core sizes and

Table 3.1 Recent multicore chips with estimates of core sizes

Chip Technology
No. of
cores

Die size
(mm2)

Core size
(mm2)

Normalized
to 65 nm

Bulldozers
Intel Itanium [36] 65 nm 4 699 87.3 87.3
IBM Power6 [5] 65 nm 2 341 48.8 48.8
TFlex-16 [16] — 16 — — 37.9
AMD Barcelona [4] 65 nm 4 285 35.6 35.6
TRIPS [29] 130 nm 2 336 94.5 23.6

Chainsaws
Sun Rock [39] 65 nm 16 396 15.1 15.1
Sun T2 [24] 65 nm 8 342 14.3 14.3
TFlex-4 [16] — 16 — — 9.5
IBM Cell [12] 90 nm 9 220 14.5 7.6

Termites
Raw [38] 180 nm 16 331 18.6 3.7
Intel Polaris [40] 65 nm 80 275 2.5 2.5
TFlex-1 [16] — 16 — — 2.4
Tilera [2] 90 nm 64 330 3.6 1.9
NVIDIA GeForce 8800 [20] 90 nm 128 470 <3 <1.6
SPI Storm-1 [14] 130 nm 16 164 5.0 1.3
Clearspeed CS301 [9] 130 nm 64 72 1.13 0.28
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chip sizes are estimates taken from published papers and examinations of published
die photos.
We list cores larger than 20mm2 in 65 nm technology as “bulldozer cores,” and

cores larger than 5mm2 as “chainsaw cores,” with anything smaller being “termite
cores.” The chip containing the largest bulldozer core in Table 3.1 is the quad-core
Itanium chip, which is designed for high single-threaded performance across a range
of desktop and server applications. A typical chainsaw core is found on the Sun
Ultrasparc T2 chip, which targets threaded throughput computing for server work-
loads. Termite cores can be exemplified by those on the NVIDIA GeForce 8800
chip, which includes 128 stream processors and targets data parallel graphics and
rendering algorithms.
The problem with fixing the core granularity at design time, of course, is that a

fixed number and granularity of cores will run workload mixes poorly, if the mixes
differ from the design-time decisions about core granularity. While such concerns
may be irrelevant in domain-specific designs, such as graphics processors, general-
purpose designs are much more likely to have workload mixes that vary over time,
and thus map poorly onto a fixed multicore design at least some of the time.
The only architecture listed in Table 3.1 that has not been implemented in sil-

icon is the TFlex microarchitecture, an example of a composable multicore archi-
tecture described in detail later in this chapter. A composable processor can address
the fixed-core granularity problem, by aggregating small cores to form medium- or
large-grained logical processors, with no change needed in the running software.
Thus, while one TFlex core (estimated at 2.4mm2 at 65 nm) is in the size range
of termite cores, four can be aggregated into a logical 9.5mm2 core, and even 16
can be aggregated to form a logical 37.9mm2 core that increases average perfor-
mance over finer granularities for many workloads. Thus, an array of TFlex cores
can be dynamically configured as termites, chainsaws, or bulldozers, depending on
the needs of the system and running software.

3.1.1 Heterogeneous Processors

Recently, architecture researchers have proposed heterogeneous multicore (also
known as asymmetric multicore) processors as a means to improve power efficiency
or performance over symmetric multicore architectures with many fixed granular-
ity processors of one type. Effectively, heterogeneous multicore designs address the
granularity issue by providing the software with granularity options. However, this
approach fixes the processor granularity at design time, which will perform subop-
timally with many workload mixes, while also complicating the task of the software
scheduler, and increasing communication/coherence overheads.
Kumar et al. initially proposed a single-ISA heterogeneous multicore architec-

ture, which consisted of instances of different generations of Compaq Alpha proces-
sors. They suggest that energy efficiency can be maximized by running a program
on the least-powerful core required to meet its performance demand. Others, such
as Ghiasi and Grunwald [7] and Grochowski et al. [8] also exploit heterogeneity in
multicore architectures for power efficiency. Kumar et al. extended their work to the
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multiprogramming space, determining that the core asymmetry provided throughput
benefits as well [18]. Annavaram et al. examine the viability of heterogeneity to
accelerate multithreaded programs [1]. Heterogeneity is also finding its way into
the commercial sphere. For example, IBM’s Cell processor includes one mid-
range PowerPC processor for executing system code and eight SPUs for executing
threaded and data-parallel code [12]. We expect this trend to continue as specialized
cores for graphics or cryptography are incorporated into processor dies. While effi-
cient for their assigned tasks, such specialized processors do not provide adaptivity
to different granularities of parallelism.

3.1.2 Composable Processors

While heterogeneous cores provide hardware specialization that can lead to effi-
ciency improvements, the number and types of cores are fixed at design time.
Composable flexible-core processors aim instead to provide adaptivity in both the
number and granularity of processors, enabling the system to execute both large
and small numbers of tasks efficiently. The basic approach is to aggregate a num-
ber of smaller, identical physical processors in a smaller aggregate area to form
larger, logical processors. Composing logical processors from multiple simple pro-
cessors gives a system the ability to adapt to ranges of instruction-level parallelism
(ILP) and thread-level parallelism (TLP) dynamically and transparently to applica-
tion software. Furthermore, a composable processor design that supports scaling to
many cores can reduce the burden on the programmer for hard-to-parallelize appli-
cations by providing higher single-thread performance and reducing the number of
threads a programmer must manage. A multicore chip composed of bulldozer pro-
cessors will perform well on applications with few high-ILP threads while a swarm
of termite processors will perform well on applications with many low-ILP threads.
Composable processors can be configured in the field to meet both needs.
Supporting this degree of flexibility requires physical distribution of architectural

structures including the register file, instruction window, L1 caches, and operand
bypass network. In addition to the partitioning, various distributed control protocols
are required to correctly implement instruction fetch, execute, commit, speculation
recovery, and other processor actions. If some of these functions are centralized,
overall scalability of the composed cores will suffer.
One example of a composable architecture is Core Fusion, which provides mech-

anisms to enable a limited number (up to four) of out-of-order cores to be fused into
a single more powerful core [11]. Core Fusion’s principal advantage is that it is ISA
compatible with current industrial parts. Its main disadvantage is that its centralized
register renaming function limits its scalability. Another recent composable pro-
posal is Federation, which “federates” multiple in-order cores to create an out-of-
order processor [37], providing more power-efficient building blocks but achieving
lower composed performance. Another example of a composable system is virtual
hierarchies, which enables a flexible aggregation and isolation of individual cores to
form logical multiprocessors (as opposed to logical uniprocessors) [22]. Flexibility
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across these dimensions can offer capability and efficiency advantages to emerging
multicore systems.
In this chapter, we explore the architecture and capabilities of a particular com-

posable processor design called composable lightweight processors (or CLPs) [16].
A CLP consists of multiple simple, narrow-issue processor cores that can be aggre-
gated dynamically to form more powerful single-threaded processors. Thus, the
number and size of the processors can be adjusted on the fly to provide the target
that best suits the software needs at any given time. The same software thread can
run transparently – without modifications to the binary – on one core, two cores, or
up to as many as 32 cores, the maximum we simulate. Low-level run-time software
can decide how to best balance thread throughput (TLP), single-thread performance
(ILP), and energy efficiency. Run-time software may also grow or shrink processors
to match the available ILP in a thread to improve performance and power efficiency.
Figure 3.1 shows a high-level floorplan with three possible configurations of a

CLP. The small squares on the left of each floorplan represent a single physical
processing core, while the squares on the right half show a banked L2 cache. If
a large number of threads are available, the system could run 32 threads, one on
each core (Fig. 3.1a). If high single-thread performance is required and the thread
has sufficient ILP, the CLP could be configured to use an optimal number of cores
that maximizes performance (up to 32, as shown in Fig. 3.1c). To optimize for
energy efficiency, for example in a data center or in battery-operated mode, the sys-
tem could configure the CLP to run each thread at its most energy-efficient point.
Figure 3.1b shows an energy (or power) optimized CLP configuration running eight
threads across a range of processor granularities.
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(a) 32 2-wide CLP config. (b) 8-processor CLP config. (c) One 64-wide CLP config.

Fig. 3.1 Three dynamically assigned CLP configurations

A fully composable processor shares no structures physically among the multi-
ple processors. Instead, a CLP relies on distributed microarchitectural protocols to
provide the necessary instruction fetch, execution, branch prediction, dependence
prediction, memory access/disambiguation, and commit capabilities. Full compos-
ability is difficult in conventional ISAs, since the atomic units are individual instruc-
tions, which require that control decisions be made too frequently to coordinate
across a distributed processor. Explicit Data Graph Execution (EDGE) ISAs, con-
versely, reduce the frequency of control decisions by employing block-based pro-
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gram execution [23] and explicit intra-block dataflow semantics, and have been
shown to map well to distributed microarchitectures [3]. The particular CLP design
that we evaluate, called TFlex, achieves the composable capability by mapping
large, structured EDGE blocks across participating cores differently depending on
the number of cores that are running a single thread. The TFlex CLP microarchi-
tecture allows the dynamic aggregation of any number of cores – up to 32 for each
individual thread – to find the best configuration under different operating targets:
performance, area efficiency, or energy efficiency.

3.1.3 Chapter Overview

This chapter describes the instruction-set and microarchitectural support necessary
to provide dynamic adaptation of multicore granularity. We first outline the EDGE
instruction set architecture which is critical to scaling and composition. The chapter
then describes two generations of microarchitectures that support an EDGE ISA.
The first microarchitecture is TRIPS, a fixed but scalable microarchitecture that
demonstrates the viability of EDGE ISAs. TRIPS has been implemented in a custom
130 nm ASIC and tested on a wide variety of applications. The program execution
model and partitioned microarchitecture of TRIPS also provides a foundation for
the second microarchitecture, TFlex, which is a highly scalable CLP. The TFlex
description includes the features of the microarchitecture necessary for composabil-
ity, and also includes details of the design of the reprogrammable mapping functions
and protocols required for composition and recomposition.
We end this chapter with a set of performance estimates of the TFlex microar-

chitecture. To summarize the results, on a set of 26 benchmarks, including both
high- and low-ILP codes, the best composed configurations range from one to 32
dual-issue cores depending on operating targets and applications. The TFlex design
achieves a 1.4× performance improvement, 3.4× performance/area improvement,
and 2.0× performance2/Watt improvement over the TRIPS processor. The TFlex
CLP also shows improved parallel flexibility with the throughput of multipro-
grammed workloads improving by up to 47% over the best fixed-CMP organization.

3.2 ISAs for Scalable and Multigranular Systems

Designing a composable processor that can scale to many composed cores using a
conventional instruction set architecture (RISC or CISC) presents substantial chal-
lenges. First, conventional architectures have single points of instruction fetch and
commit, which require centralization for those operations. Second, programs com-
piled for conventional architectures have frequent control-flow changes (branches
and jumps occurring as frequently as every 5–6 instructions), which demand fast
branch processing and wide distribution of the branch outcome. Third, adding more
execution units typically requires a broadcast of ALU outputs to ALU inputs as the
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hardware cannot easily track all of the producers and consumers of data. Salverda
and Zilles show that effective steering of instructions to multiple cores in a compos-
able, in-order processor is difficult due to both the complexity of instruction-level
data flow graphs and fetch criticality [27].
Creating larger logical microarchitectural structures from smaller ones is the

principal challenge for the design of a composable architecture. Composing some
structures, such as register files and level-one data caches, is straightforward as these
structures in each core can be treated as address-interleaved banks of a larger aggre-
gate structure. Changing the mapping to conform to a change in the number of
composed processors merely requires adjusting the interleaving factor or function.
However, banking or distributing other structures required by a conventional

instruction set architecture is less straightforward. For example, operand bypass
(even when distributed) typically requires some form of broadcast, as tracking the
ALUs in which producers and consumers are executing is difficult. Similarly, both
instruction fetch and commit require a single point of synchronization to preserve
sequential execution semantics, including features such as a centralized register
rename table and load/store queues. While some of these challenges can be solved
by brute force, supporting composition of a large number of processing elements –
particularly in an energy- and power-efficient manner – can benefit from instruction
set support.
To address the challenges of structure scalability, which inherently supports com-

posability, we developed a new class of instruction sets, called Explicit Data Graph
Execution (EDGE) architectures [3]. An EDGE architecture supports execution of
serial programs by mapping compiler-generated dataflow graphs onto a distributed
substrate of computation, storage, and control units. The two defining features of
an EDGE ISA are block-atomic execution and direct communication of instructions
within a block, which together enable efficient dataflow-like execution while sup-
porting conventional imperative languages.

3.2.1 TRIPS Blocks

The TRIPS ISA, used both for the TRIPS prototype and for the TFlex compos-
able lightweight processor, is an instance of EDGE ISAs that aggregates up to 128
instructions into a single block that obeys the block-atomic execution model. In
this execution model, each block of instructions is logically fetched, executed, and
committed as a single entity. This model amortizes the per-instruction book-keeping
over a large number of instructions and reduces the number of branch predictions
and register file accesses. Furthermore, this model reduces the frequency at which
control decisions about what to execute must be made (such as fetch or commit),
providing the additional latency tolerance to make distributed execution practical.
When an interrupt arrives or an exception is raised, the processor must roll back
to the beginning of the excepting block, since a block must be entirely commit-
ted or not at all. This model presents similar challenges with respect to I/O as
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transactional execution; blocks that produce side-effect-causing accesses to I/O (or
loads with store semantics, such as a swap) must be handled carefully and guaran-
teed to commit once they begin execution. While these atomic blocks may resemble
transactions with their notion of atomicity, they are not exposed to the program-
mer in an API, and are in fact an example of a large “architectural atomic unit” as
described by Melvin, Shebanow, and Patt before transactions were first proposed
[23]. In Melvin et al.’s taxonomy, an EDGE block corresponds to an architectural
atomic unit, and the operations within each block (in the TRIPS prototype) corre-
spond to both compiler and execution atomic units.
The TRIPS compiler constructs blocks and assigns an implicit ID (0–127) to

each instruction. This ID determines an instruction’s position within the block. The
microarchitecture uses these instruction IDs to map each instruction to a reservation
station within the execution substrate. Each block is divided into between two and
five 128-byte chunks. Every block includes a header chunk which encodes up to
32 read and up to 32 write instructions that access the 128 architectural regis-
ters. The read instructions pull values out of the registers and send them to com-
pute instructions in the block, whereas the write instructions return outputs from the
block to the specified architectural registers. In the TRIPS microarchitecture, each
of the 32 read and write instructions are distributed across the four register banks,
as described in the next section.
The header chunk also holds three types of control state for the block: a 32-

bit “store mask” that indicates which of the possible 32 memory instructions are
stores, block execution flags that indicate the execution mode of the block, and the
number of instruction “body” chunks in the block. The store mask is used to enable
distributed detection of block completion.
A block may contain up to four body chunks – each consisting of 32

instructions – for a maximum of 128 instructions, at most 32 of which can be loads
and stores. All possible executions of a given block must emit the same number of
outputs (stores, register writes, and one branch) regardless of the predicated path
taken through the block. This constraint is necessary to detect block completion
on the distributed substrate. The compiler generates blocks that conform to these
constraints [33, 21].

3.2.2 Direct Instruction Communication

With direct instruction communication, instructions in a block send their results
directly to intra-block, dependent consumers in a dataflow fashion. This model
supports distributed execution by eliminating the need for any intervening shared,
centralized structures (e.g. an issue window or register file) between intra-block
producers and consumers.
Figure 3.2 shows that the TRIPS ISA supports direct instruction communica-

tion by encoding the consumers of an instruction’s result as targets within the pro-
ducing instruction. The microarchitecture can thus determine precisely where the
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OPCODE PR T1 T0XOP

OPCODE PR IMM T0XOP

General Instruction Formats
08917182223242531

OPCODE PR IMM  0LSID

OPCODE PR IMM T0LSID

Load and Store Instruction Formats
08917182223242531

OPCODE PR OFFSETEXIT

Branch Instruction Format
019202223242531

OPCODE CONST T0

Constant Instruction Format
089242531

V GR RT1 RT0

Read Instruction Format
08151620 712

V GR

Write Instruction Format
045
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W

INSTRUCTION FIELDS

OPCODE = Primary Opcode
XOP = Extended Opcode
PR = Predicate Field
IMM = Signed Immediate
T0 = Target 0 Specifier
T1 = Target 1 Specifier
LSID = Load/Store ID
EXIT = Exit Number
OFFSET = Branch Offset
CONST = 16-bit Constant
V = Valid Bit
GR = General Register Index
RT0 = Read Target 0 Specifier
RT1 = Read Target 1 Specifier

Fig. 3.2 TRIPS instruction formats

consumer resides and forward a producer’s result directly to its target instruction(s).
The nine-bit target fields (T0 and T1) each specify the target instruction with seven
bits and the operand type (left, right, predicate) with the remaining two. A microar-
chitecture supporting this ISA maps each of a block’s 128 instructions to partic-
ular coordinates, thereby determining the distributed flow of operands along the
block’s dataflow graph. The atomic blocks are necessary for direct instruction com-
munication to bound the scope of the dataflow semantics, and therefore the size of
each target. Outside of the blocks (i.e. between blocks), values are passed through
registers and memory, similar to conventional instruction sets, and do not incor-
porate architecturally visible dataflow semantics. An instruction’s coordinates are
implicitly determined by its position in its chunk. Other non-traditional elements of
this ISA include the “PR” field, which specifies an instruction’s predicate and the
“LSID” field, which specifies relative load/store ordering. Smith et al. [34] provide
a detailed description of the prediction model in the TRIPS ISA.

3.2.3 Composable Architectures

Because they are well suited for distributed execution, EDGE ISAs are a good
match for composable processors. Because of the block-atomic execution model,
EDGE ISAs allow the control protocols for instruction fetch, completion, and com-
mit to operate on large blocks – 128 instructions in the TRIPS ISA – instead of
individual instructions. This amortization reduces the frequency of control deci-
sions, reduces the overheads of bookkeeping structures, and makes the core-to-core
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latencies tractable [28]. For example, since only one branch prediction is made per
block, a prediction in TRIPS is needed at most once every eight cycles. This slack
makes it possible for one core to make a prediction and then send a message to
another core to make a subsequent prediction without significantly reducing perfor-
mance.
Second, the target encoding of operand destinations eliminates the need for an

operand broadcast bus, since a point-to-point network can interpret the identifiers
as coordinates of instruction placement within arrays of reservation stations. In
a composable architecture, differently sized “logical” processors merely interpret
the target instructions’ coordinates differently for each composed processor size.
Changing the composition of a processor employing an EDGE ISA does not require
any recompilation; instead the hardware is reconfigured to interpret register, mem-
ory, and target addresses differently for each distinct processor composition. This
direct instruction communication also permits out-of-order execution with energy
efficiency superior to conventional superscalar architectures: both use a dataflow
graph of in-flight instructions for high performance, but the majority of the dataflow
arcs in an EDGE processor are specified statically in the ISA (except for a minority
of arcs through registers and memory), whereas the entire graph in a superscalar
processor must be built and traversed in hardware, at considerable energy expense.

3.3 TRIPS Architecture and Implementation

The first implementation of an EDGE instruction set was the TRIPS microproces-
sor system, an experimental computer system consisting of custom ASIC chips and
custom circuit boards. The TRIPS prototype was intended to demonstrate the via-
bility of the EDGE instruction set and compilers, as well as feasibility of scalable
and distributed processor and memory systems. A TRIPS processor has many par-
allel execution units, no global wires, is built from a small set of reused components
on routed networks, and can be extended to a wider-issue implementation without
recompiling source code or changing the ISA. Although the TRIPS processors gran-
ularity cannot be adjusted after manufacturing, our experience from the design of
the prototype and evaluation of applications on TRIPS inspired the development
of the flexible TFlex architecture, which is described in detail in Sect. 3.4. This
section on TRIPS lays the foundation for distributed and composable architectures
and describes the tiles, networks, and protocols needed for a distributed processor.
Further detail on the TRIPS implementation can be found in [29].

3.3.1 TRIPS Tiled Microarchitecture

Unlike homogeneous tiles chip multiprocessor architectures such as Raw [41],
TRIPS consists of heterogeneous tiles that collaborate to form larger processors
and a larger unified level-2 cache. Fig. 3.3 shows the tile-level block diagram of the
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Fig. 3.3 TRIPS prototype block diagram

TRIPS prototype. The three major components on the chip are two processors and
the secondary memory system, each connected internally by one or more micronet-
works.
Each of the processor cores is implemented using five unique tiles: one global

control tile (GT), 16 execution tiles (ET), four register tiles (RT), four data tiles
(DT), and five instruction tiles (IT). The main processor core micronetwork is the
operand network (OPN), shown in Fig. 3.4. It connects all of the tiles except for
the ITs in a two-dimensional, wormhole-routed, 5×5 mesh topology. The OPN has
separate control and data channels, and can deliver one 64-bit data operand per link
per cycle. A control header packet is launched one cycle in advance of the data
payload packet to accelerate wakeup and select for bypassed operands that traverse
the network.
Each processor core contains six other micronetworks, one for instruction

dispatch – the global dispatch network (GDN) – and five for control: the global
control network (GCN), for committing and flushing blocks; the global status net-
work (GSN), for transmitting information about block completion; the global refill
network (GRN), for I-cache miss refills; the data status network (DSN), for com-
municating store completion information; and the external store network (ESN), for
determining store completion in the L2 cache or memory. Links in each of these net-
works connect only nearest neighbor tiles and messages traverse one tile per cycle.
Figure 3.4 shows the links for four of these networks.
This type of tiled microarchitecture is composable at design time, permitting

different numbers and topologies of tiles in new implementations with only moder-
ate changes to the tile logic, and no changes to the software model. The particular
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arrangement of tiles in the prototype produces a core with 16-wide out-of-order
issue, 64KB of L1 instruction cache, and 32KB of L1 data cache. We extended the
register file and control logic to support four SMT threads as well. The microarchi-
tecture supports up to eight TRIPS blocks in flight simultaneously, thus providing an
in-flight window of up to 1024 instructions. The block control supports two modes:
one non-speculative block and seven speculative blocks if a single thread is run-
ning, or two blocks per thread (one non-speculative and one speculative) if two to
four threads are running.
The two processors communicate through the secondary memory system, in

which the on-chip network (OCN) is embedded. The OCN is a 4×10 wormhole-
routed mesh network, with 16-byte data links and four virtual channels. This net-
work is optimized for cache-line sized transfers, although other request sizes are
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supported for operations such as loads and stores to uncacheable pages. The OCN is
the transport fabric for all inter-processor, L2 cache, DRAM, I/O, and DMA traffic.
The physical design and implementation of the TRIPS chip were driven by the

principles of partitioning and replication. The chip floorplan directly corresponds
to the logical hierarchy of TRIPS tiles connected only by point-to-point, nearest-
neighbor networks. The only exceptions to nearest-neighbor communication are the
global reset and interrupt signals, which are latency tolerant and pipelined in multi-
ple stages across the chip.
The TRIPS chip is implemented in the IBM CU-11 ASIC process, which has

a drawn feature size of 130 nm and seven layers of metal. The chip itself includes
more than 170 million transistors and 1.06 km of wire routing, in a chip area of
18.3mm by 18.4mm placed in a 47.5mm square ball-grid array package. Figure 3.3
shows an annotated die photo of the TRIPS chip, showing the boundaries of the
TRIPS tiles. In addition to the core tiles, TRIPS also includes six controllers that
are attached to the rest of the system via the on-chip network (OCN). The two
133/266MHz DDR SDRAM controllers (SDC) each connects to an individual 1GB
SDRAM DIMM. The chip-to-chip controller (C2C) extends the on-chip network to
a four-port mesh router that gluelessly connects to other TRIPS chips. These links
nominally run at one-half the core processor clock and up to 266MHz. The two
direct memory access (DMA) controllers can be programmed to transfer data to and
from any two regions of the physical address space, including addresses mapped
to other TRIPS processors. Finally, the external bus controller (EBC) is the inter-
face to a board-level PowerPC control processor. To reduce design complexity, we
chose to off-load much of the operating system and runtime control to this PowerPC
processor.

3.3.2 TRIPS Tiles

Global Control Tile (GT): Fig. 3.5a shows the contents of the GT, which include
the blocks’ PCs, the instruction cache tag arrays, the I-TLB, and the next-block pre-
dictor. The GT handles TRIPS block management, including prediction, fetch, dis-
patch, completion detection, flush (on mispredictions and interrupts), and commit.
It also holds control registers that configure the processor into different specula-
tion, execution, and threading modes. Thus, the GT interacts with all of the control
networks as well as the OPN, which provides access to the block PCs.
The GT also maintains the status of all eight in-flight blocks. When one of the

block slots is free, the GT accesses the block predictor, which takes three cycles, and
emits the predicted address of the next target block. Each block may emit only one
“exit” branch, even though it may contain several predicated branches. The block
predictor uses a branch instruction’s three-bit exit field to construct exit histories
of two bits per block, instead of using per-branch taken/not-taken bits. The predic-
tor has two major parts: an exit predictor and a target predictor. The predictor uses
exit histories to predict one of eight possible block exits, employing a tournament
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Fig. 3.5 TRIPS block-level tile microarchitectures

local/gshare predictor similar to the Alpha 21264 [13] with 9K, 16K, and 12K
bits in the local, global, and tournament exit predictors, respectively. The predicted
exit number is combined with the current block address to access the target predic-
tor for the next-block address. The target predictor contains four major structures:
a branch target buffer (20K bits), a call target buffer (6K bits), a return address
stack (7K bits), and a branch-type predictor (12K bits). The BTB predicts targets
for branches, the CTB for calls, and the RAS for returns. The branch-type pre-
dictor selects among the different target predictions (call/return/branch/sequential
branch). The distributed fetch protocol necessitates the type predictor; the predictor
never sees the actual branch instructions, as they are sent directly from the ITs to
the ETs.

Instruction Tile (IT): Figure 3.5b shows an IT, which contains a two-way,
16KB bank of the total L1 I-cache and acts as a slave to the GT, which holds the
single-tag array. Each of the five 16KB IT banks can hold a 128-byte chunk (for a
total of 640 bytes for a maximum-sized block) for each of 128 distinct blocks. Each
handles refills as slaves to tag misses in the GT. A control network among the ITs

Attachment - Page A251



3 Composable Multicore Chips 87

informs the GT only when all of the ITs notify this network that all four refills have
completed.

Register Tile (RT): To reduce power consumption and delay, the TRIPS
microarchitecture partitions its many registers into banks, with one bank in each
RT. The register tiles are clients on the OPN, allowing the compiler to place criti-
cal instructions that read and write from/to a given bank close to that bank. Since
many def-use pairs of instructions are converted to intra-block temporaries by the
compiler, they never access the register file, thus reducing total register bandwidth
requirements by approximately 70%, on average, compared to a RISC or CISC pro-
cessor. The four distributed banks can thus provide sufficient register bandwidth
with a small number of ports; in the TRIPS prototype, each RT bank has two read
ports and one write port. Each of the four RTs contains one 32-register bank for
each of the four SMT threads that the core supports, for a total of 128 registers per
RT and 128 registers per thread across the RTs.
In addition to the four per-thread architecture register file banks, each RT con-

tains a read queue and a write queue, as shown in Fig. 3.5c. These queues hold up
to eight read and eight write instructions from the block header for each of the eight
blocks in flight, and are used to forward register writes dynamically to subsequent
blocks reading from those registers. The read and write queues perform a function
equivalent to register renaming for a superscalar physical register file, but are less
complex to implement due to the read and write instructions in the TRIPS ISA.

Execution Tile (ET): As shown in Fig. 3.5d, each of the 16 ETs consists of a
fairly standard single-issue pipeline, a bank of 64 reservation stations, an integer
unit, and a floating-point unit. All units are fully pipelined except for the integer
divide unit, which takes 24 cycles. The 64 reservation stations hold eight instruc-
tions for each of the eight in-flight TRIPS blocks. The reservation stations are parti-
tioned into banks for instructions, each of two operands, and a bank for the one-bit
predicate.

Data Tile (DT): Figure 3.5e shows a block diagram of a single DT. Each DT is
a client on the OPN, and holds one two-way, 8KB L1 data cache bank, for a total
of 32KB across the four DTs. Virtual addresses are interleaved across the DTs at
the granularity of a 64-byte cache-line. In addition to the L1 cache bank, each DT
contains a copy of the load/store queue (LSQ), a dependence predictor similar to a
load-wait predictor, a one-entry backside coalescing write buffer, a data TLB, and a
MSHR bank that supports up to 16 requests for up to four outstanding cache lines.1

Because the DTs are distributed in the network, we implemented a memory-side
dependence predictor, closely coupled with each data cache bank [30]. Although
loads issue from the ETs, a dependence prediction occurs (in parallel) with the cache
access only when the load arrives at the DT. An additional challenge for distributed
L1-cache designs is the memory disambiguation logic (load/store queue or LSQ) to
enable out-of-order execution of unrelated loads and stores. In the TRIPS prototype,

1MSHR stands for miss status handling register or miss status holding register; an MSHR main-
tains the state in the processor required to resume a cache access that causes a cache miss.
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we sized the LSQ in each DT to 256 entries so that space is available in the unlikely
event that all in-flight loads and stores target the same DT. Subsequent research has
devised more area and power-efficient solutions to this difficult problem [31].

Secondary Memory System: The TRIPS prototype supports a 1MB static
NUCA [15] array, organized into 16 memory tiles (MTs), each one of which holds
a four-way, 64KB bank. Each MT also includes an OCN router and a single-entry
MSHR. Each bank may be configured as an L2 cache bank or as a scratch-pad
memory, by sending a configuration command across the OCN to a given MT. By
aligning the OCN with the DTs, each IT/DT pair has its own private port into the
secondary memory system, supporting high bandwidth into the cores for stream-
ing applications. The network tiles (NTs) surrounding the memory system act as
translation agents for determining where to route memory system requests. Each of
them contains a programmable routing table that determines the destination of each
memory system request. By adjusting the mapping functions within the TLBs and
the network interface tiles (NTs), a programmer can configure the memory system
in a variety of ways, including as a single 1MB shared level-2 cache, as two inde-
pendent 512KB level-2 caches (one per processor), or as a 1MB on-chip physical
memory (no level-2 cache).

3.3.3 Distributed Microarchitectural Protocols

To enable concurrent, out-of-order execution on this distributed substrate, we imple-
mented traditionally centralized microarchitectural functions, including fetch, exe-
cution, flush, and commit, with distributed protocols running across the control and
data micronets.

3.3.3.1 Block Fetch Protocol

The fetch protocol retrieves a block of 128 TRIPS instructions from the ITs and
distributes them into the array of ETs and RTs. In the GT, the block fetch pipeline
takes a total of 13 cycles, including three cycles for prediction, one cycle for TLB
and instruction cache tag access, and one cycle for hit/miss detection. On a cache
hit, the GT sends eight pipelined indices out on the global dispatch network (GDN)
to the ITs. Prediction and instruction cache tag lookup for the next block are over-
lapped with the fetch commands of the current block. Although prediction requires
three cycles, as does predictor training, the eight-cycle fetch latency is sufficient
to hide the six cycles per block of predictor operations. Thus, running at peak, the
machine can issue fetch commands every cycle with no bubbles, beginning a new
block fetch every eight cycles.
When an IT receives a block dispatch command from the GT, it accesses its

I-cache bank based on the index in the GDN message. In each of the next eight
cycles, the IT sends four instructions on its outgoing GDN paths to its associated
row of ETs (or RTs). These instructions are written into the read and write queues of
the RTs and the reservation stations in the ETs when they arrive at their respective
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tiles, and are available to execute as soon as they arrive. Since the fetch commands
and fetched instructions are delivered in a pipelined fashion across the ITs, ETs, and
RTs, the furthest ET receives its first instruction packet ten cycles and its last packet
17 cycles after the GT issues the first fetch command. While the latency appears
high, the pipelining enables a high-fetch bandwidth of 16 instructions per cycle in
steady state, with multiple fetched blocks in flight at once, producing one instruction
per ET per cycle.
On an I-cache miss, the GT instigates a distributed I-cache refill, using the global

refill network (GRN) to transmit the refill block’s physical address to all of the ITs.
Each IT processes the misses for its own chunk independently, and can simultane-
ously support one outstanding miss for each executing thread (across four threads).

3.3.3.2 Distributed Execution

Dataflow execution of a block begins with the injection of block inputs by the RTs.
An RT may begin to process an arriving read instruction even if the entire block has
not yet been fetched. Each RT first searches the write queues of all older in-flight
blocks. If no matching, in-flight write to that register is found, the RT simply reads
that register from the architectural register file and forwards it to the consumers
in the block via the OPN. If a matching write is found, the RT takes one of two
actions: if the write instruction has received its value, the RT forwards that value to
the read instruction’s consumers. If the write instruction is still awaiting its value,
the RT buffers the read instruction, which will be woken up by a tag broadcast when
the pertinent write’s value arrives. While CAMs are typically expensive in terms
of energy, they are relatively small, and are accessed less often than the number of
instructions, due to the block model.
Arriving OPN operands wake up instructions within an ET, which selects and

executes enabled instructions. The ET uses the target fields of the selected instruc-
tion to determine where to send the resulting operand. Arithmetic operands traverse
the OPN to other ETs, while load and store instructions’ addresses and data are sent
on the OPN to the DTs. Branch instructions deliver their next block addresses to the
GT via the OPN.
An issuing instruction may target its own ET or a remote ET. If it targets its

local ET, the dependent instruction can be woken up and executed in the next cycle
using a local bypass path to permit back-to-back issue of dependent instructions. If
the target is a remote ET, a control packet is formed in the cycle before the opera-
tion will complete execution, and is then sent to wake up the dependent instruction
early. The OPN is tightly integrated with the wakeup and select logic. When a con-
trol packet arrives from the OPN, the targeted instruction is accessed and may be
speculatively woken up. The instruction may begin execution in the following cycle
as the OPN router injects the arriving operand directly into the ALU. Thus, for each
OPN hop between dependent instructions, there will be a one-cycle bubble before
the consuming instruction executes.
Figure 3.6 shows an example of how a code sequence is executed on the RTs,

ETs, and DTs. The leftmost labels (e.g., N[1]) are included for readability only and
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Fig. 3.6 TRIPS program and program execution

are not part of the instructions. Block execution begins when the read instruction
R[0] is issued to RT0, triggering delivery of R4 via the OPN to the left operand
of two instructions, teq (N[1]) and muli (N[2]). When the test instruction receives
the register value and the immediate “0” value from the movi instruction, it fires
and produces a predicate which is routed to the predicate field of N[2]. Since N[2]
is predicated on false, if the routed operand has a value of 0, the muli will fire,
multiply the arriving left operand by four, and send the result to the address field of
the lw (load word). If the load fires, it sends a request to the pertinent DT, which
responds by routing the loaded data to N[33]. The DT uses the load/store IDs (0 for
the load and 1 for the store, in this example) to ensure that they execute in the proper
program order if they share the same address. The result of the load is fanned out by
the mov instruction to the address and data fields of the store.
If the predicate’s value is 1, N[2] will not inject a result into the OPN, thus sup-

pressing execution of the dependent load. Instead, the null instruction fires, targeting
the address and data fields of the sw (store word). Note that although two instruc-
tions are targeting each operand of the store, only one will fire, due to the predicate.
When the store is sent to the pertinent DT and the block-ending call instruction is
routed to the GT, the block has produced all of its outputs and is ready to commit.
Note that if the store is nullified, it does not affect memory, but simply signals the
DT that the store has issued. Nullified register writes and stores are used to ensure
that the block always produces the same number of outputs for completion detec-
tion.

3.3.3.3 Block/Pipeline Flush Protocol

Because TRIPS executes blocks speculatively, a branch misprediction or a load/store
ordering violation causes periodic pipeline flushes. These flushes are implemented
using a distributed protocol. The GT is first notified when a mis-speculation occurs,
either by detecting a branch misprediction itself or via a GSN message from a DT
indicating a memory-ordering violation. The GT then initiates a flush wave on the
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GCN which propagates to all of the ETs, DTs, and RTs. The GCN includes an
eight-bit block identifier mask indicating which block or blocks must be flushed.
The processor must support multi-block flushing because all speculative blocks after
the one that caused the misspeculation must also be flushed. This wave propagates
at one hop per cycle across the array, holding the flush command high for three
cycles at each point to eliminate mispredicted in-flight state. As soon as it issues the
flush command on the GCN, the GT may issue a new dispatch command to start
a new block. Because both the GCN and GDN guarantee in-order delivery with no
contention, the instruction fetch/dispatch command can never catch up with or pass
the flush command.

3.3.3.4 Block Commit Protocol

Block commit is the most complex of the microarchitectural protocols in TRIPS,
and involves three phases: completion, commit, and commit acknowledgment. In
phase one, a block is complete when it has produced all of its outputs, the number
of which is determined at compile time and consists of up to 32 register writes, up to
32 stores, and exactly one branch. After the RTs and DTs receive all of the register
writes or stores for a given block, they inform the GT using the global status network
(GSN). When an RT detects that all block writes have arrived, it informs its west
neighbor. The RT completion message is daisy-chained westward across the RTs,
until it reaches the GT indicating that all of the register writes for that block have
been received. The DTs use a similar protocol for notifying the GT that all stores
have completed, but require some additional communication among them because
the number of stores that will arrive at each DT depends on the store addresses
computed during program execution.
During the second phase (block commit), the GT broadcasts a commit command

on the global control network and updates the block predictor. The commit com-
mand informs all RTs and DTs that they should commit their register writes and
stores to architectural state. To prevent this distributed commit from becoming a
bottleneck, the logic supports pipelined commit commands. The GT can legally
send a commit command on the GCN for a block in the next cycle after a commit
command has been sent for the previous older in-flight block, even if the commit
commands for older blocks are still in flight. The pipelined commits are safe because
each tile is guaranteed to receive and process them in order. The commit command
on the GCN also flushes any speculative in-flight state in the ETs and DTs for that
block.
The third phase acknowledges the completion of commit. When an RT or DT has

finished committing its architectural state for a given block and has received a com-
mit completion signal from its neighbor on the GSN (similar to block completion
detection), it signals commit completion on the GSN. When the GT has received
commit completion signals from both the RTs and DTs, it knows that the block is
safe to deallocate, because all of the block’s outputs have been written to archi-
tectural state. When the oldest block has acknowledged commit, the GT initiates a
block fetch and dispatch sequence for that block slot.
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3.3.4 Discussion

The tiled nature of the TRIPS processor made it easy to implement, even with a
design team consisting of a small number of graduate students. Although the TRIPS
chip consists of 11 different types of tiles, the reuse (106 instances) and the design
style enforced via well-engineered interconnection networks resulted in a straight-
forward verification strategy and fully functional first silicon.
Our experimental results show that even with a nascent compiler, one TRIPS

processor can be competitive with commercial microprocessors on serial programs.
Table 3.2 summarizes the performance of the TRIPS prototype relative to two com-
mercial systems; a full performance evaluation of the TRIPS prototype can be found
in [6]. Because of the different process technologies and design methodologies, we
use cycle count as the performance metric, thus normalizing out the differences in
clock rate. The ratio of processor speed to memory speed is approximately the same
across all of the systems. We also use the GNUC compiler gcc on the Intel platforms
as it has similar scalar optimizations as the TRIPS compiler. In general, TRIPS per-
forms well on computationally intensive applications, approaching the performance
of the Core 2 on EEMBC and SpecFP. On less regular applications, TRIPS com-
piled code performs less well relative to the Core 2 because of more frequent and
less predictable branches as well as less inherent instruction-level parallelism in the
application.

Table 3.2 Performance relative to Intel Core 2

Benchmark suite Optimization Intel Core 2 (gcc) Intel Pentium 4 (gcc) TRIPS

Simple TRIPS hand
optimized

1.00 0.51 2.77

EEMBC Compiled 1.00 0.53 0.73
SpecINT 2000 Compiled 1.00 0.49 0.35
SpecFP 2000 Compiled 1.00 0.47 1.00
Process 65 nm 90 nm 130 nm
Power 65W (TDP) 84W (TDP) 24W (actual)
Scaled power 19W (scaled)
Clock rate 1.6GHz 3.6GHz 366MHz

However, the TRIPS compiler is still relatively immature and has many oppor-
tunities for improvement. To determine the underlying capabilities of the archi-
tecture, we extracted key functions from 15 different benchmarks and performed
source-code and some assembly code optimizations to enable better block for-
mation. On these programs (labeled Simple in Table 3.2), TRIPS often per-
forms three to four times better than the Core 2, and averages 2.8 times bet-
ter. For these applications, exploiting instruction-level parallelism is effective.
We also found that while some of the applications we examined used the abun-
dance of execution and data resources effectively, others had serial program
phases that resulted in inefficient use of the TRIPS tiles. Because the fixed
TRIPS design was a poor match for these applications, we sought to devise
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architectures that could be adapted to the parallelism granularity of the running
application: applications with serial threads would use narrow-issue processors
while applications with more abundant ILP would employ wider-issue processors.
The configurable processor design described in the next section is the result of this
investigation.
Because it does not require the large associative structures found in conventional

processors, TRIPS has the potential for greater power efficiency. This efficiency is
not obvious in the TRIPS prototype, as it lacks any power management such as clock
gating or voltage/frequency scaling. A rudimentary scaling model that accounts for
power management, technology scaling, clock rate scaling, and additional leakage
power shows that TRIPS should consume about 20W at the same frequency and
technology as the Core 2. While 20W cannot be compared to the thermal design
point (TDP) of 65W for the Core 2, achieving comparable or better power consump-
tion at three times the performance on general purpose codes is within the potential
of TRIPS architectures. Further, power efficiency can be achieved by adapting the
granularity of the processors to the concurrency of the application.

3.4 Composable Lightweight Processor Architectures

TFlex is a second-generation EDGE microarchitecture that provides the capabil-
ity of dynamically composing cores to form variable-granularity processors. Figure
3.7 shows an array of 32 TFlex tiles and the internals of one of the cores. The L2
cache banks and the peripheral circuitry are not shown in this diagram. In the fig-
ure, each TFlex core includes two execution units with a dual-issue pipeline, an
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8 Kbit next-block predictor, a 4KB instruction cache, an 8KB data cache, a 128-
instruction window, a 40-entry load/store queue, and ports to networks that connect
to other cores. A TFlex area model estimates that a single TFlex core would con-
sume 2.4mm2 in a 65 nm technology, which would make it smaller than two of the
termite cores in Table 3.1.
A truly composable processor has microarchitectural structures that linearly

increase (or decrease) in capacity as participating cores are added (or removed).
For example, doubling the number of cores should double the number of useful
load/store queue entries, the usable state in the branch predictors, and the cache
capacities. The key mechanisms for dynamically composing cores into differently
sized logical processors are (1) composing multiple microarchitecture structures
into a single logical but distributed microarchitecture structure, (2) interleaving
the addresses to the structure across its different banks, and (3) employing a pro-
grammable hashing function that changes the interleaving depending on the number
of cores that compose the logical processor. For example, when two CLP cores
form a single logical processor, the level-1 data cache addresses are interleaved
across the banks using the low-order bits of the index to select the core contain-
ing the right cache bank. If two more CLP cores are added, the hashing function
is changed to interleave the cache-line addresses across four banks. Concretely, the
TFlex microarchitecture (Fig. 3.8) uses three distinct hash functions for interleaving
across three classes of structures.

Hash1 (# Inst ID) =   (# Inst ID) % (# of participating cores)

Hash2 (# Block address) =    ((# Block address) >> 12 ) % (# of participating cores)

sserddaData#(3hsaH ) =
     ((High-order bits from # data address)         XOR         (Low-order bits from # data address)   ) %

 (# of participating cores)

Inst0
Inst1

Inst126
Inst127

L1
 I-cache

L1
 D-cache

Next-Block
Predictor

LSQ

Inst Window

Block
Tag

Block0

Inst0
Inst1

Inst126
Inst127

Block1

L1
 I-cache

L1
 D-cache

Next-Block
Predictor

LSQ

Inst Window

Block
Tag

Program

Blk0

Blk1

Blk0

Blk1

1eroC0eroC

H1(# Inst ID) H1(# Inst ID)

H2(# Block address) H2(# Block address)

H3(# Data
address)

H3(# Data
address)

Fig. 3.8 Interleaving of different microarchitectural structures for a two-core processor

Block starting address: The next-block predictor resources (e.g., BTBs and local
history tables) and the blog I-cache tag structures are partitioned based on the start-
ing virtual address of a particular block, which corresponds to the program counter
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in a conventional architecture. Predicting control flow and fetching instructions in
TFlex occur at the granularity of a block, rather than individual instructions.

Instruction ID within a block: A block contains up to 128 instructions, which
are numbered in order. Instructions are interleaved across the partitioned instruction
windows and instruction caches based on the instruction ID, theoretically permitting
up to 128 cores each holding one instruction from each block.

Data address: The load–store queue (LSQ) and data caches are partitioned by
the low-order index bits of load/store addresses, and registers are interleaved based
on the low-order bits of the register number.
The register names are interleaved across the register files. However, because a

single core must have 128 registers to support single-block execution, register file
capacity goes unused when multiple cores are aggregated. Because interleaving is
controlled by bit-level hash functions, the number of cores that can be aggregated to
form a logical processor must be a power of two.
In addition, composability requires distributed protocols to accomplish tradition-

ally centralized microarchitecture operations. We adapted the distributed protocols
of the TRIPS microarchitecture to a system consisting of homogeneous cores which
are described in the subsequent sections.

3.4.1 Overview of TFlex Operation

Since TFlex employs an EDGE instruction set, its block execution model is simi-
lar to TRIPS. However, when cores are composed, TFlex uses a distributed fetch
protocol in which each in-flight block is assigned a single owner core, based on a
hash of the block address. The owner core is responsible for initiating fetch of that
block and predicting the next block. Once the next-block address is predicted, the
owner core sends that address to the core that owns the next predicted block. For
each block that it owns, an owner core is also responsible for launching pipeline
flushes, detecting block completion, and committing the block.
Figure 3.9 provides an overview of TFlex execution for the lifetime of one block.

It shows two threads running on non-overlapping sets of eight cores each. In the
block fetch stage, the block owner accesses the I-cache tag for the current block
and broadcasts the fetch command to the I-cache banks in the participating cores
(Fig. 3.9a). Upon receiving a fetch command from a block owner, each core fetches
its portion of the block from its local I-cache, and dispatches fetched instructions
into the issue window. In parallel, the owner core predicts the next block address and
sends a control message – plus the next block address and global history register –
to the next block owner to initiate fetch of the subsequent block (Fig. 3.9b). Up to
eight blocks (one per core) may be in flight for eight participating cores. Instruc-
tions are executed in dataflow order when they are ready (Fig. 3.9c). When a block
completes, the owner detects completion, and when it is notified that it holds the
oldest block, it launches the block commit protocol, shown in Fig. 3.9d. While
Fig. 3.9e–h shows the same four stages of execution for the next block controlled by
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(g) Execution1 (h) Commit1(e) Fetch1 (f) Next-Block Prediction1

thread0 thread1 thread0 thread1 thread0 thread1

thread0 thread1 thread0 thread1thread0 thread1thread0 thread1

thread0 thread1

Lifetime of block A0
in thread0 and
block B0 in thread1

Lifetime of block A1
in thread0 and
block B1 in thread1

The owner of block A0, B0 The owner of block A1, B1

(c) Execution0 (d) Commit0(a) Fetch0 (b) Next-Block Prediction0

Fig. 3.9 TFlex execution stages: execution of two successive blocks (A0, A1) and (B0,B1) from
two different threads executing simultaneously on a 16-core TFlex CLP with each thread running
on eight cores

a different owner, fetch, execution, and commit of the blocks are actually pipelined
and overlapped.

3.4.2 Composable Instruction Fetch

In the TFlex microarchitecture, instructions are distributed across the private I-
caches of all participating cores, but fetches are initiated by each of the instruction
block’s owner cores. The owner core manages the tags on a per-block basis, and
functions as a central registry for all operations of the blocks it owns. The cache
tags for a block are held exclusively in the block owner core. In a 32-core configu-
ration, each core caches four instructions from a 128-instruction block.
In TFlex, the fetch bandwidth and the I-cache capacity of the participating cores

scale linearly as more cores are used. While this partitioned fetch model ampli-
fies fetch bandwidth, conventional microarchitectures cannot use it because current
designs require a centralized point to analyze the fetch stream (for register renam-
ing and instruction number assignment) to preserve correct sequential semantics.
This constraint poses the largest challenge to composable processors built with con-
ventional ISAs. In contrast, EDGE ISAs overcome these deficiencies by explicitly
and statically encoding the dependences among the instructions within a block; the
dynamic total order among all executing instructions is obtained by concatenat-
ing the block order and the statically encoded order within a block. Given large
block sizes, distributed fetching is feasible because intra-block instruction depen-
dence relations are known a priori.
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3.4.3 Composable Control-Flow Prediction

Control-flow predictors are some of the most challenging structures to partition for
composability since the predictor state has traditionally been physically central-
ized to facilitate few cycles between successive predictions. The TFlex compos-
able predictor treats the distributed predictors in each composed core as a single
logical predictor, exploiting the block-atomic nature of the TRIPS ISA to make
this distributed approach tenable. Similar to the TRIPS prototype microarchitec-
ture, the TFlex control-flow predictor issues one next-block prediction for each 128-
instruction hyperblock – a predicated single entry, multiple exit region – instead of
one prediction per basic block.
Figure 3.10 illustrates the distributed next-block predictor which consists of eight

main structures. Each core has a fully functional block predictor which is identical to
all others across the cores. The block predictor is divided into two main components:
the exit predictor, which predicts which exit will be taken out of the current block;
and the target predictor, which predicts the address of the next block. Each branch
in a block contains three exit bits in its instruction, which are used to form histories
without traditional taken/not taken bits.

local exit
history

global exit
history vector

Predicted next-block 
address

l2

g2

t2

BTB

CTB

Btype

RAS

SEQ

Global history vector

2  top RAS entries

Next-block
address

To next 
owner core

Fig. 3.10 TFlex next-block predictor

The exit predictor is an Alpha 21264-like tournament-style hybrid predictor [13]
and is composed of traditional two-level local, global, and choice predictors that use
local and global block exit histories. Speculative history updates are maintained and
used to make predictions, updating local and global histories when blocks commit.
The target address is predicted by first predicting the type of the exit branch – a call,
a return, a next sequential block, or a regular branch – using the branch type (Btype)
predictor. The Btype predictor result selects one of those four possible next-block
targets, which are provided by a next-block adder (SEQ), a branch target buffer
(BTB) to predict branch targets, a call target buffer (CTB) to predict call targets,
and a return address stack (RAS) to predict return targets.
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The predictor organization described above is naturally composable. The local
histories are composable since, for a fixed composition, the same block address will
always map to the same core. Local predictions do not lose any information even
though they are physically distributed. Similarly, the Btype, BTB, and CTB tables
hold only the target addresses of the blocks owned by that core. With this organiza-
tion, the capacity of the predictor increases as more cores are added, assuming that
block addresses tend to be distributed among cores equally.
To enable prediction with current global histories, the predicted next-block

address is sent from the previous blocks’ owner to the owning core of the predicted
block along with the global exit history. This forwarding enables each prediction
to be made with the current global history, without additional latency beyond the
already incurred point-to-point latency to transmit the predicted next-block address
from core to core.
The return address stack (RAS) is maintained as a single logical stack across all

the cores, since it represents the program call stack which is necessarily logically
centralized. The TFlex microarchitecture uses the RAS entries across different tiles
to enable a deeper composed RAS. Instead of using address interleaving, the RAS
is sequentially partitioned across all the cores (e.g., a 32-entry stack for two cores
would have entries 0–15 in core 0 and 16–31 in core 1). The stacks from the partic-
ipating cores form a logically centralized but physically distributed global stack. If
the exit branch type is predicted as a call, the corresponding return address is pushed
on to the RAS by sending a message to the core holding the current RAS top. If the
branch is predicted as a return, the address on the stack is popped off by sending
a pop-request to the core holding the RAS top. Since prediction is a time-critical
operation, the latency of predicting return addresses is optimized by passing the two
top RAS values from owner core to owner core. Recovery upon a misprediction is
the responsibility of the mispredicting owner, which rolls back the mis speculated
state and sends the updated histories and RAS pointers to the next owner core, as
well as the corrected top-of-stack RAS information to the core that will hold the
new RAS top.

3.4.4 Composable Instruction Execution

Each instruction in an EDGE block is statically assigned an identifier between 0
and 127 by the TRIPS compiler. A block’s instructions are interleaved across the
cores of a composable processor by the hash function described above. Changing
the mapping function when cores are added (or removed) achieves composability
of instruction execution. Figure 3.11 shows the mechanism that the TFlex design
uses to support dynamic issue across a variable number of composed cores. Each
instruction in an EDGE ISA block contains at least one nine-bit target field, which
specifies the location of the dependent instruction that will consume the produced
operand. Two of the nine bits specify which operand of the destination instruction
is targeted (left, right, or predicate), and the other seven bits specify which of the
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One core Four cores

Example:  Instruction #5 (ADD) with target 0 field = 0x17F
(left operand of instruction 127 of the block).

12
8 

in
st

. w
in

d
o

w

Le
ft

o
p

er
an

d

R
ig

h
t

o
p

er
an

d

Pr
ed

ic
at

e

Core 0

12
8 

in
st

. w
in

d
o

w

B0

B1

B2

B3

Core 0

12
8 

in
st

. w
in

d
o

w

B0

B1

B2

B3

Core 1

12
8 

in
st

. w
in

d
o

w

B0

B1

B2

B3

Core 2

12
8 

in
st

. w
in

d
o

w

B0

B1

B2

B3

Core 3

10 1111111

High-order two bits of target selects left operand,
low-order seven bits index into entry 127 of the 
instruction window. Only one block at a time can
execute on one core so block ID bits are needed.

5

127

Inst. 5, target 0 field:

10

High-order two bits of target (10) selects left operand;
low-order two bits (11) select X, Y location of target core;
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Inst. 5 in block 1, target 0 field:
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Target type
00 = no target
01 = predicate
10 = left operand
11 = right operand

Target ID
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7

Fig. 3.11 Block mapping for one-core and four-core processors

128 instructions is targeted. Figure 3.11 shows how the target bits are interpreted in
single-core mode, with instruction five targeting the left operand of instruction 127.
In single-core mode, all seven target identifier bits are used to index into a single
128-instruction buffer.
Figure 3.11 also shows how the microarchitecture interprets the target bits when

running in a four-core configuration. The four cores can hold a total of four instruc-
tion blocks, but each block is striped across the four participating cores. Each core
holds 32 instructions from each of the four in-flight blocks. In this configuration, the
microarchitecture uses the two low-order bits from the target to determine which
core is holding the target instruction, and the remaining five bits to select one of
the 32 instructions on that core. The explicit dataflow target semantics of EDGE
ISAs make this operation simple compared to what would be required in a RISC or
CISC ISA, where the dependences are unknown until an instruction is fetched and
analyzed.
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3.4.5 Composable Memory System

As with clustered microarchitectures [19, 26], L1 data caches in a composable pro-
cessor can be treated as a single logical cache by treating the individual caches as
address-partitioned banks. When running in one-core mode, each thread accesses
only its bank. When multiple cores are composed, the L1 cache becomes a cache-
line interleaved aggregate of all the participating L1 caches. With each additional
core, a thread obtains more L1 D-cache capacity and an additional memory port.
The cache bank accessed by a memory instruction is determined by the low-order
bits of the set index; the number of bits is determined by the number of participating
cores. All addresses within a cache line will always map to the same bank in a given
configuration. When a core computes the effective address of a load, the address
and the target(s) of the load are routed to the appropriate cache bank, the lookup
is performed, and the result is directly forwarded to the core containing the target
instruction of the load.
One of the microarchitectural challenges to support a composable memory sys-

tem is to handle memory disambiguation efficiently on a distributed substrate with a
variable number of cores. The TFlex microarchitecture relies on load–store queues
(LSQs) to disambiguate memory accesses dynamically. As more cores are aggre-
gated to construct a larger window, more entries in the LSQ are required to track all
in-flight memory instructions. Partitioning LSQ banks by address and interleaving
them with the same hashing function as the data caches is a natural way to build a
large, distributed LSQ. However, unless each LSQ bank is maximally sized for the
worst case (the instruction window size), a system must handle the situation when
a particular LSQ bank is full, and cannot slot an incoming memory request (called
“LSQ overflow”). TFlex uses a low-overhead NACK mechanism to handle LSQ
overflows efficiently [31].

3.4.6 Composable Instruction Commit

Block commits in TFlex are staged across four phases. First, the block owner detects
that a block is complete when participating cores inform the owner core that the
block has emitted all of its outputs – stores, register writes, and one branch. Reg-
ister files send a message to the owner core when they have received all of their
register writes, and each completing store sends a control message to the owner
core, which can then determine when all outputs have been received. Second, when
the block becomes the oldest one, the block owner sends out a commit command on
the control network to the participating cores. Third, all distributed cores write their
outputs to architectural state, and when finished, respond with commit acknowl-
edgment signals. Finally, the owner core broadcasts a resource deallocation signal,
indicating that the youngest block owner can initiate its own fetch and overwrite the
committed block with a new block.
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3.4.7 Coherence Management

For a level-two (L2) cache organization, we consider a 4MB shared design (shown
in Fig. 3.1) that contains 32 cache banks connected by a switched mesh network. To
maintain coherence among private L1 caches, the shared L2 cache uses a standard
on-chip directory-based cache coherence protocol with L1 sharing vectors stored
in the L2 tag arrays. The composition of the cores on the chip does not affect how
the coherence protocol is implemented. A sharing status vector in the L2 tag keeps
track of L1 coherence by treating each L1 cache as an independent coherence unit.
When a composition changes – adding cores to some composed processors and
removing them from others – the L1 caches need not be flushed; the new interleaved
mapping for the composed L1 D-cache banks will result in misses, at which point
the underlying coherence mechanism forwards the request to the lines stored in the
old L1 cache banks, invalidating them or forwarding a modified line.

3.5 Experimental Evaluation

To explore the benefits of flexibility and composability, we compare the perfor-
mance of the composable TFlex architecture to a configuration similar to the
TRIPS architecture on single-threaded applications. Then we employ a set of mul-
tiprogrammed workloads to measure the benefits of composability on throughput-
oriented workloads. These analyses use a validated cycle-accurate simulator with
a set of both compiler-generated and hand-optimized benchmarks shown in Table
3.3. For the TFlex configurations, the programs are scheduled assuming a 32-core
composable processor.

Table 3.3 Single-core TFlex microarchitecture parameters

Parameter Configuration

Instruction supply Partitioned 8KB I-cache (1-cycle hit); Local/Gshare Tournament predictor
(8K+256 bits, 3 cycle latency) with speculative updates; Num. entries:
Local: 64(L1) + 128(L2), Global: 512, Choice: 512, RAS: 16, CTB: 16,
BTB: 128, Btype: 256.

Execution Out-of-order execution, RAM structured 128-entry issue window, dual-issue
(up to two INT and one FP).

Data supply Partitioned 8KB D-cache (2-cycle hit, 2-way set-associative, 1-read port and
1-write port); 44-entry LSQ bank; 4MB decoupled S-NUCA L2 cache
[15] (8-way set-associative, LRU-replacement); L2-hit latency varies
from 5 cycles to 27 cycles depending on memory address; average
(unloaded) main memory latency is 150 cycles.

Simulation Execution-driven simulator validated within 7% of TRIPS hardware
Hand-optimized 3 kernels (conv, ct, genalg), 7 EEMBC benchmarks (a2time, autocor, basefp,

bezier, dither, rspeed, tblook), 2 Versabench (802.11b, 8b10b) [25]
Compiled 14 SPEC CPU benchmarks currently supported (8 Integer, 6 FP), simulated

with single simpoints of 100 million cycles [32].
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The sizes of the structures in the core ensure that one core can execute and atom-
ically commit one EDGE block. Each core has a 128-entry instruction window to
accommodate all instructions in a block, 128 registers, and an LSQ large enough
to hold at least 32 loads/stores. The sizes of the remaining structures, including
the I-cache, D-cache, and the branch predictor, were sized to balance area over-
head and performance. The simulated baseline TRIPS microarchitecture matches
that described by Sankaralingam et al. [29], with the exception that the L2 capacity
of the simulated TRIPS processor is 4MB to support a more direct comparison with
TFlex on the multiprogramming workloads.
The TFlex architecture also includes two microarchitectural optimizations that

could be applied to improve the baseline performance of the TRIPS microarchitec-
ture. First, the bandwidth of the operand network is doubled to reduce inter-ALU
contention. Second, TFlex cores support limited dual issue – two integer instruc-
tions but only one floating-point instruction issued per cycle – as opposed to the
single-issue execution tiles in TRIPS.

3.5.1 Serial Programs

Figures 3.12 and 3.13 show the performance of the TRIPS prototype architecture
and that of TFlex compositions on low and high ILP benchmarks, for 2–32 cores.
The performance of each benchmark is normalized to the performance of a single
TFlex core. On low-ILP benchmarks, TFlex compositions with fewer cores typi-
cally meet the performance of more cores as the exposed ILP does not justify wide
issue. On some benchmarks (such as sixtrack), four-core performance exceeds that
of eight or more since the protocol overheads executing across a larger number of
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Fig. 3.12 Low ILP benchmarks: normalized performance of applications running on 2–32 CLP
cores
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Fig. 3.13 High ILP benchmarks: normalized performance of applications running on 2–32 CLP
cores

distributed processors can hinder performance. In general, eight cores shows the
highest average performance on the low-ILP benchmarks.
On high-ILP benchmarks, the best single composition ranges from 16 to 32

cores, depending on the application. Averaged across all of the low and high ILP
benchmarks, the 16-core TFlex configuration performs best and shows a factor of
3.5 speedup over a single TFlex core. Additional performance can be obtained by
adjusting the number of TFlex cores per processor on a per-application basis. This
configuration, represented by the bar “BEST,” provides an additional 13% perfor-
mance increase and an overall speedup over a single TFlex core of a factor of four.
These results indicate that a combination of scalable processor mechanisms and the
capability to dynamically adjust the processor granularity provides a system that can
run sequential applications effectively across multiple cores to achieve substantial
speedups.
On average, an eight-core TFlex processor, which has area and issue width com-

parable to the TRIPS processor, outperforms TRIPS by 19%, reflecting the bene-
fits of additional operand network bandwidth as well as twice the L1 cache band-
width stemming from fine-grained distribution of the cache. The best per-application
TFlex configuration outperforms TRIPS by 42%, demonstrating that adapting the
processor granularity to the application granularity provides significant improve-
ments in performance.

3.5.2 Multitasking Workloads

To quantify throughput gains provided by the increased flexibility of CLPs, we mea-
sured the performance of multi-programming workloads on both the TFlex design
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and fixed-granularity CMPs. To isolate the contributions of composability to flexi-
bility, we modeled fixed-granularity CMPs by configuring a 32-core TFlex system
to use fixed numbers of logical processors composed of equal numbers of cores. For
example, an experiment labeled “CMP-4” is a TFlex configuration that has eight
composed processors with four cores each.
The TFlex simulator models inter-processor contention for the shared L2 cache

and main memory. The 12 benchmarks used in this experiment were selected from
the hand-optimized benchmark suite, which exhibit considerable diversity in ILP.
We varied the workload size (i.e., degree of multiprogramming) from two to 16
applications running simultaneously.
We measured throughput performance for TFlex on multiple workload sizes

(number of threads) and compared them to different fixed-core configurations using
a weighted speedup (WS) metric [35]. Weighted speedup results are normalized to a
single-processor TFlex configuration that produces the best performance. We used
an optimal dynamic programming algorithm to find the core assignments that max-
imize WS on TFlex, rather than employing an on-line algorithm [10]. The dynamic
programming algorithm uses the results from Fig. 3.12 and 3.13 to compute indi-
vidual benchmark speedup as a function of the number of cores.
For each workload size, Fig. 3.14 reports the average weighted speedup on

TFlex and on the set of fixed-granularity CMPs. The best CMP granularity changes
depending on the workload size (i.e., the number of threads). CMP-16 is the best for
workloads with two threads, CMP-8 is the best for four-thread workloads, CMP-4
is the best for 6–8 threads, and CMP-2 is the best for 12–16 threads. Because of the
capability of selecting the best granularity for each workload, the TFlex array con-
sistently outperforms the best fixed-granularity CMP. The set of bars labeled AVG
show the average WS across all workloads. While CMP-4 is the best granularity
for fixed CMPs, the TFlex design produces an average of 26% higher WS and a
maximum of 47% higher WS.
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Fig. 3.14 Weighted speedup comparison between TFlex and fixed-granularity CMPs
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Figure 3.14 also demonstrates the value of asymmetric processor composition
in TFlex by comparing to a hypothetical flexible CMP that can change its gran-
ularity dynamically but is symmetric, requiring each processor to be composed
from equal number of cores. The results for this hypothetical system, labeled VB
CMP (Variable Best CMP), show that the capability of composing processors of
different granularities for different simultaneously executing programs results in a
6% improvement in throughput. For a given granularity, even when the number of
threads exactly matches the number of processors, some threads may under-utilize
their own processor’s resources. In such a scenario, TFlex is able to allocate a por-
tion of these under-utilized resources to applications which can make better use
of them. Table 3.4 lists the fraction of applications at each workload size that are
assigned to a given processor granularity and demonstrates that the optimal proces-
sor granularity varies even within a given workload size. For workloads of size 8,
TFlex allocates four cores to the majority of the applications, but also allocates two
cores to 28% of them and eight cores to 14% of them. A CMP-4 configuration, con-
versely, would allocate only four cores regardless of the application characteristics.
The difference between the VB CMP bar and the TFlex average bar represents the
performance benefit of allocating different numbers of cores to applications running
simultaneously.

Table 3.4 Percentage of
applications mapped to each
composed processor in TFlex
for each workload size

Cores (%)

Workload size 1 2 4 8 16 32

2 0 0 13 35 53 0
4 0 0 31 54 15 0
6 0 18 43 37 2 0
8 0 28 59 14 0 0
12 9 82 9 0 0 0
16 32 52 16 0 0 0

3.5.3 Composability Overheads and Benefits

Since the TRIPS prototype processor and the proposed TFlex implementation share
the same ISA and and several microarchitectural structures, a comparison of TFlex
and TRIPS implementations can reveal the area overhead for providing compos-
ability. Table 3.5 presents the area of different microarchitectural components in an
eight-core TFlex processor and the 30 tiles in a single TRIPS processor. The area of
each microarchitectural component in a single TFlex core was estimated from the
post-synthesis netlist (before final place-and-route) of the 130 nm ASIC implemen-
tation of the TRIPS prototype.
The TRIPS and TFlex designs differ in a number of features that are unrelated to

composability. For example, the techniques in TFlex for reducing the LSQ capacity
per tile could be applied to TRIPS. The difference in cache and branch predictor
capacities are also independent of composability. The only area costs for compos-
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Table 3.5 Area (mm2) estimate for eight-core TFlex and area of a single TRIPS core

eight TFlex cores (16-issue) Single TRIPS processor (16-issue)

Structures Size (8 tiles) Area Size (30 tiles) Area

Fetch (block
predictor,
I-cache)

66K-bit
predictor,
64KB I-cache

10.9 80K-bit predictor,
80KB I-cache

7.7

Register files 1024 entries 6.5 512 entries 3.0
Execution
resources
(issue window,
ALUs)

1K-entry issue
window
16-INT ALU,
8-FP ALU

23.6 1K-entry issue
window 16-INT
ALU, 16-FP ALU

39.4

L1 D-cache
subsystem

64KB D-cache 32KB D-cache

(D-cache, LSQ,
MSHR)

352-entry LSQ 27.8 1024-entry LSQ 33.4

Routers 7.0 11.0
Total 75.8 94.5

ability are (1) larger register file, (2) some additional control logic to adjust the
hashing functions, and (3) some additional bits in control networks to manage the
distributed protocols. We conservatively estimate that this area overhead comes to
less than 10% in the processors, and less than that when the on-chip memory system
is included.
Despite the register file overhead, TFlex has better performance/area because

the features used for supporting composability simultaneously improve perfor-
mance (by aggregating resources) and reduce area (by distribution). In addition,
we estimate that the total power consumption of eight TFlex cores is 15% less
than a single TRIPS processor, indicating that composability imposes little if any
power penalty. Results also show that TFlex achieves twice the power efficiency
(performance2/Watt) of TRIPS and 25% better efficiency than the best fixed-core
design, because of its ability to adapt the processor granularity to the application’s
concurrency [16].

3.6 Summary

Since clock rate scaling can no longer sustain computer system performance scaling,
future systems will need to mine concurrency at multiple levels of granularity.
Depending on the workload mix and number of available threads, the balance
between instruction-level and thread-level parallelism will likely change frequently
for general-purpose systems, rendering the design-time freezing of processor gran-
ularity (bulldozers, chainsaws, or termites) in traditional CMPs an undesirable
option. Composable lightweight processors (CLPs) provide the flexibility to allo-
cate resources dynamically to different types of concurrency, ranging from run-
ning a single thread on a logical processor composed of many distributed cores
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to running many threads on separate physical cores. The small size of an individual
TFlex CLP core places it near the regime of termites so that it can exploit substantial
threaded parallelism. When the application or environment demands, CLP cores can
be aggregated to form bulldozer-sized processors. In addition to pure performance,
the system can also use energy and/or area efficiency to choose the best-suited pro-
cessor configuration. We envision multiple methods of controlling the allocation
of cores to threads. At one end of the spectrum, the operating system could make
such decisions based on the number of threads to run and their criticality. The OS
could even monitor how each thread uses its allocated resources and reallocate them
among the threads as necessary. At the other end of the spectrum, the hardware
could potentially adjust the number of cores per thread in an automated fashion.
This capability would further blur the distinction between conventional uniproces-
sors and multiprocessors, which we view as a promising direction.
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Introduction

The Synergistic Processing Element (SPE) [1] of a CELL
processor is the first implementation of a new processor
architecture designed to optimize the multimedia applications,
such as 3D graphics, media streaming, and signal processing [2].
Real time multimedia applications demand single precision
performance significantly exceeding that of conventional
processors. A single-precision floating-point unit (FPU) of the
SPE is a 4-way single-instruction multiple-data (SIMD) design.
Most instructions in the FPU process 128-bit operands, divided
into four 32-bit words. Each of the 4 slices supports 32-bit single-
precision and 16-bit integer multiply-add instructions and
converts between floating-point and integer. The FPU has two
different latencies, 6-cycle for single-precision and 7-cycle for
integer and converts including result forwarding ( Fig. 1).

Challenges in 11FO4
design

The amount of logic per pipeline stage is 11 fanout-of-4 (FO4)
inverter delays. Since result forwarding takes 6FO4, the delay
budget including latches is 60FO4 for the whole FPU logic. A
state-of-art FPU has a latency of around 100FO4 [3]. Saving
40FO4 and being power efficient for the high volume market
required optimizations at all design levels: architecture, logic,
circuits, layout, and placement.

 Contents

Attachment - Page A287



11/18/22, 10:50 AM A fully-pipelined single-precision floating point unit in the synergistic processor element of a CELL processor | IEEE Conference Publication …

https://ieeexplore-ieee-org.libproxy.unl.edu/document/1469325 3/9

The FPU is optimized for single-precision multiply-add type
instructions [4]. With truncation rounding and extended data set,
denormal numbers are flushed to zero and NaNs are handled as
normal numbers. An extra format stage is added to pre-process
the integer and convert instructions while a late zero correction
in aligner and multiplier allows single-precision operations to
bypass the format stage, saving one cycle.

Latch insertion delay of 2FO4 to 3FO4 occupies a significant
portion of the 11FO4 cycle. In order to minimize this delay,
NAND logic is merged with latch function. Also, there is a special
type of latch which has multiplexers (MUX) at the input
terminals [5]. Both types of latches are heavily used at the FPU to
improve timing. CMOS static gates are used to implement most
of the logic.

Fig. 1. Overview of the FPU: Design challengers are
presented at each block to make a 6-cycle single-
precision operation and 7-cycle integer operation with
11FO4 cycle time.



Fig. 2. Radix-4 Booth recording and partial product
reduction trees at the multiplier. The 3:2 counter (Full
Adder) circuits have static AOI and transmission-gate
circuits.



The Multiplier and the
Aligner

The 2-cycle multiplier (Fig. 2) uses a radix-4 Booth encoding; it
supports unsigned and 2's complement numbers. Partial product
reduction tree uses static full adders (FA) consisting of
transmission gate XOR and AOI. The static implementation has
advantages over dynamic circuits of reduced wiring need and
improved timing optimization. Dynamic adders need true and
complement signals; static circuits cut the wire density in half.Attachment - Page A288
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The timing is optimized exploiting the different path delays in a
static FA [6]; in a dynamic FA every signal has the same block
delay. Since the FA has the slowest path from x to sum and the
fastest path from z to carry, the carry output of one stage is
connected to the x input of the next stage. By doing so, we are
able to put 4 FA reduction tree stages in 8.5FO4.

The aligner block shifts the addend based on the exponent
difference (ED) in order to align it with the product. The shifter is
broken into several 4:1 MUX stages. The exponent difference is
usually generated by an adder then decoded to select signals for
the MUX stages, such that both, adder and decoder, add critical
path delay to the aligner (Fig. 3). Our 2-cycle aligner uses a
special sum-addressed scheme; adding and decoding of the
exponent difference are done in parallel. The last MUX stage is
integrated into the special MUX latch, reducing the effective latch
insertion delay.

Main 4:1 MUX stages at the aligner consist of 4-input
transmission-gate multiplexers (TG-MUX) (Fig. 3). Its output
inverter driver has better driving capability over the long
horizontal wires than that of the AOI-type MUX. Its short cycle
time (e.g., 11FO4) forces to insert non-scan staging latches in the
middle of the select signal generations. To solve the reliability
problem, special circuits have been implemented at local clock
buffer; start latching function as soon as possible when the VDD
voltage level becomes stable.

Fig. 3. Sum-address decoder speeds up the shifting
stages at the aligner. Main shifting stage consists of 4-
input TG-MUXes.


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Fig. 4. Critical path of the adder: generating select
signals of the multiplexer.



The Fraction Adder and
the Leading Zero
Anticipator

The fraction adder (Fig. 4) computes the sum or absolute
difference of its inputs using the end-around-carry concept. It is
partitioned as incrementer, adder and sticky part. The main
adder generates sum (sum0) and sum+1 (sum1). Instruction
type, shift amount in the aligner, the sticky bit, and the carryout
(cout) of the adder determine whether sum0 or sum1 is chosen,
and whether complement of the result is needed. An incrementer
generates sumi1 incremented by one from the 25-bit MSB of
addend (sumi0). The subtraction-type instructions re-
complement both sumi0 and sumi1. The selection of sum0, sum1,
complement of sum0, sumi0, and sumi1 is implemented with the
special6-port MUX latch. The path delay of this multiplexing is
hidden by the latch insertion delay. The computation of the select
signals based on the cout is the critical path of the adder. An
extra carry-only adder is used to speed up signal cout.

The leading zero anticipator (LZA) estimates the number of
leading zeros in the adder result. LZA correction logic checks
whether the estimate is accurate or too large by one bit.

The Normalizer and the
Result Multiplexer

The normalizer block normalizes the fraction, shifting out the
leading zeros. Moving one shift stage to the adder and integrating
the last shift stage in a special MUX latch allows for a 1-cycle
normalizer.

The FPU only supports round toward zero and non-trap
exception conditions. That simplifies the rounding step
considerably; the fraction is truncated and no exponent wrapping
is needed. The fraction rounder is implemented as a result-MUX.
Exponent rounder (ERND) adjusts the exponent, detects
exceptions and controls the result-MUX. To match the fast
rounder, the ERND delay was improved by 15FO4 using highly
optimized checkers and dynamic circuits. ERND uses multiple
pre-computed exponent copies (e, e+1, e-1, and a special MUX
latch selects the appropriate copy of the ERND results.
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The result-MUX requires four select signals: a) results from
integer or double precision, b) a zero result, c) single-precision
results which need LZA correction, and d) single-precision
results which do not need LZA correction. Since the last cycle has
only 5FO4 budget due to the result forwarding, a dynamic 4:1
MUX (Fig. 5) was designed. The fraction data and the select
signals from ERND use a local clock signal (50% duty-cycle). The
output of the result-MUX is converted to static signals through
cross-coupled NAND2 circuits.

Fig. 5. Static-to-dynamic multiplexer generates the
dynamic signals, and then the dynamic result MUX
converts the signals to static forwarding signals.



Physical Designs

Physical design considerations such as wiring, pin locations, and
floor-plan are carefully considered (Fig. 7). The physical width of
each FPU slice is 46 bits and aligned to the operand sources such
as the register file. This is very narrow for a FPU since
intermediate results require 11-bit exponent and 96-bit fraction.
The data flow is split into an exponent and a fraction part. Most
fraction macros are folded and their layouts use two different bit
images, 16-track/bit and 12-track/bit. 16-track/bit regions assign
9 bits for exponent and 37 bits for fraction, whereas 12-track/bit
regions assign 12 and 49 bits, respectively.

From early in the project, wire and re-powering delays were
limited to 30% of a cycle. Since wires determine the size of the
unit and have timing impacts, strict wiring assignments are
applied. Macro level wiring was restricted to Metal-3 and below.
Some macros have mandatory empty wiring tracks at Metal-2 for
global wiring.

Clock Gating to Save
Power Consumption

Clock-gating is extensively used to reduce the active power
consumption. Only pipeline stages with valid instructions areAttachment - Page A291
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activated by controlling the local clock buffer. Also, circuit blocks
are clocked down based on instruction type and on operand
values, e.g., the multiplier is bypassed for add-type instructions,
and the aligner is idle for multiply-type instructions.

Fig. 6. Voltage vs. Frequency Schmoo: A Synergistic
Processing Element is running single-precision floating
point computations for lighting and transform workloads.



Fig. 7. Macro placement and Die photo: Macro
placements are shown at left figure. Two different bit
images are used, 16track/bit and 12track/ bit. Die photo
of FPU in the Synergistic Processing Element are shown
at right photo.



Conclusions

The design has roughly 450K transistors in 1.3mm2, fabricated in
90nm SOI technology with 8 levels of copper inter-connects.
Correct operation has been observed up to 5.6GHz, 1.4V of
supply voltage, and 56°C, delivering a peak performance of
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44.8GFlops. An interpolated hardware power of 1.4W at 4GHz
(e.g., 32GFlops), gives 43.75mW/GFlop.

The VDD voltage vs. operating frequency schmoo plot is shown in
Fig. 6., when a SPE is running single-precision floating point
computations for lightning and transform workloads.

There are 3 key enablers for this low latency, power efficient, and
high frequency FPU: architecture and implementation are
optimized for target applications, trading uncritical function for
overall performance; logic, circuits and integration are co-
designed; the pipeline stages are carefully bal-anced, achieving
the maximum path delay difference of 3% between stages.
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Abstract

The floating point unit in the synergistic processor element
of a CELL processor is a fully-pipelined 4-way SIMD unit
designed to accelerate media and data streaming. It supports
32-bit single-precision floating point and 16-bit integer oper-
ands with two different latencies, optimizing the performance
of critical single-precision multiply-add operations. It employs
fine-grained clock gating for power saving. Architecture,
logic, circuits and integration are co-designed to meet the per-
formance, power, and area goals.
(Keywords: VLSI, CMOS, SOI, Microprocessor, Static circuits,
and Floating point unit)

Introduction

The Synergistic Processing Element (SPE) [1] of a CELL
processor is the first implementation of a new processor archi-
tecture designed to optimize the multimedia applications, such
as 3D graphics, media streaming, and signal processing [2].
Real time multimedia applications demand single precision
performance significantly exceeding that of conventional pro-
cessors. A single-precision floating-point unit (FPU) of the
SPE is a 4-way single-instruction multiple-data (SIMD)
design. Most instructions in the FPU process 128-bit operands,
divided into four 32-bit words. Each of the 4 slices supports
32-bit single-precision and 16-bit integer multiply-add instruc-
tions and converts between floating-point and integer. The
FPU has two different latencies, 6-cycle for single-precision
and 7-cycle for integer and converts including result forward-
ing (Fig. 1).

Challenges in 11FO4 design

The amount of logic per pipeline stage is 11 fanout-of-4
(FO4) inverter delays. Since result forwarding takes 6FO4, the
delay budget including latches is 60FO4 for the whole FPU
logic. A state-of-art FPU has a latency of around 100FO4 [3].
Saving 40FO4 and being power efficient for the high volume
market required optimizations at all design levels: architec-
ture, logic, circuits, layout, and placement.

Fig. 1. Overview of the FPU: Design challengers are presented at
each block to make a 6-cycle single-precision operation and 7-cycle
integer operation with 11FO4 cycle time.

The FPU is optimized for single-precision multiply-add
type instructions [4]. With truncation rounding and extended
data set, denormal numbers are flushed to zero and NaNs are
handled as normal numbers. An extra format stage is added to
pre-process the integer and convert instructions while a late
zero correction in aligner and multiplier allows single-preci-
sion operations to bypass the format stage, saving one cycle.

Latch insertion delay of 2FO4 to 3FO4 occupies a signifi-
cant portion of the 11FO4 cycle. In order to minimize this
delay, NAND logic is merged with latch function. Also, there
is a special type of latch which has multiplexers (MUX) at the
input terminals [5]. Both types of latches are heavily used at
the FPU to improve timing. CMOS static gates are used to
implement most of the logic. 
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The multiplier and the aligner
    
The 2-cycle multiplier (Fig. 2) uses a radix-4 Booth encoding;
it supports unsigned and 2’s complement numbers. Partial
product reduction tree uses static full adders (FA) consisting of
transmission gate XOR and AOI. The static implementation
has advantages over dynamic circuits of reduced wiring need
and improved timing optimization. Dynamic adders need true
and complement signals; static circuits cut the wire density in
half. The timing is optimized exploiting the different path
delays in a static FA [6]; in a dynamic FA every signal has the
same block delay. Since the FA has the slowest path from x to
sum and the fastest path from z to carry, the carry output of
one stage is connected to the x input of the next stage. By
doing so, we are able to put 4 FA reduction tree stages in
8.5FO4.

The aligner block shifts the addend based on the exponent
difference (ED) in order to align it with the product. The

shifter is broken into several 4:1 MUX stages. The exponent
difference is usually generated by an adder then decoded to
select signals for the MUX stages, such that both, adder and
decoder, add critical path delay to the aligner (Fig. 3). Our 2-
cycle aligner uses a special sum-addressed scheme; adding
and decoding of the exponent difference are done in parallel.
The last MUX stage is integrated into the special MUX latch,
reducing the effective latch insertion delay.

Main 4:1 MUX stages at the aligner consist of 4-input
transmission-gate multiplexers (TG-MUX) (Fig. 3). Its output
inverter driver has better driving capability over the long hori-
zontal wires than that of the AOI-type MUX. Its short cycle
time (e.g., 11FO4) forces to insert non-scan staging latches in
the middle of the select signal generations. To solve the reli-
ability problem, special circuits have been implemented at
local clock buffer; start latching function as soon as possible
when the VDD voltage level becomes stable.
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Fig. 4. Critical path of the adder: generating select signals of the mul-
tiplexer.

The fraction adder and the leading zero anticipator
    

The fraction adder (Fig. 4) computes the sum or absolute
difference of its inputs using the end-around-carry concept. It
is partitioned as incrementer, adder and sticky part. The main
adder generates sum (sum0) and sum+1 (sum1). Instruction
type, shift amount in the aligner, the sticky bit, and the carry-
out (cout) of the adder determine whether sum0 or sum1 is
chosen, and whether complement of the result is needed. An
incrementer generates sumi1 incremented by one from the 25-
bit MSB of addend (sumi0). The subtraction-type instructions
re-complement both sumi0 and sumi1. The selection of sum0,
sum1, complement of sum0, sumi0, and sumi1 is implemented
with the special 6-port MUX latch. The path delay of this mul-
tiplexing is hidden by the latch insertion delay. The computa-
tion of the select signals based on the cout is the critical path
of the adder. An extra carry-only adder is used to speed up sig-
nal cout.

The leading zero anticipator (LZA) estimates the number
of leading zeros in the adder result. LZA correction logic
checks whether the estimate is accurate or too large by one bit.

The normalizer and the result multiplexer

The normalizer block normalizes the fraction, shifting out
the leading zeros. Moving one shift stage to the adder and inte-
grating the last shift stage in a special MUX latch allows for a
1-cycle normalizer.

The FPU only supports round toward zero and non-trap
exception conditions. That simplifies the rounding step con-
siderably; the fraction is truncated and no exponent wrapping
is needed. The fraction rounder is implemented as a result-
MUX. Exponent rounder (ERND) adjusts the exponent,
detects exceptions and controls the result-MUX. To match the
fast rounder, the ERND delay was improved by 15FO4 using
highly optimized checkers and dynamic circuits. ERND uses
multiple  pre-computed  exponent  copies  (e, e+1, e-1),  and  a

Fig. 5. Static-to-dynamic multiplexer generates the dynamic signals,
and then the dynamic result MUX converts the signals to static for-
warding signals.

special MUX latch selects the appropriate copy of the ERND
results.

The result-MUX requires four select signals: a) results
from integer or double precision, b) a zero result, c) single-
precision results which need LZA correction, and d) single-
precision results which do not need LZA correction. Since the
last cycle has only 5FO4 budget due to the result forwarding, a
dynamic 4:1 MUX (Fig. 5) was designed. The fraction data
and the select signals from ERND use a local clock signal
(50% duty-cycle). The output of the result-MUX is converted
to static signals through cross-coupled NAND2 circuits.

Physical designs

Physical design considerations such as wiring, pin loca-
tions, and floor-plan are carefully considered (Fig. 7). The
physical width of each FPU slice is 46 bits and aligned to the
operand sources such as the register file. This is very narrow
for a FPU since intermediate results require 11-bit exponent
and 96-bit fraction. The data flow is split into an exponent and
a fraction part. Most fraction macros are folded and their lay-
outs use two different bit images, 16-track/bit and 12-track/bit.
16-track/bit regions assign 9 bits for exponent and 37 bits for
fraction, whereas 12-track/bit regions assign 12 and 49 bits,
respectively.

From early in the project, wire and re-powering delays
were limited to 30% of a cycle. Since wires determine the size
of the unit and have timing impacts, strict wiring assignments
are applied. Macro level wiring was restricted to Metal-3 and
below. Some macros have mandatory empty wiring tracks at
Metal-2 for global wiring.

Clock gating to save power consumption

Clock-gating is extensively used to reduce the active
power consumption. Only pipeline stages with valid instruc-
tions are activated by controlling the local clock buffer. Also,
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circuit blocks are clocked down based on instruction type and
on operand values, e.g., the multiplier is bypassed for add-type
instructions, and the aligner is idle for multiply-type instruc-
tions. 

Conclusions

The design has roughly 450K transistors in 1.3mm2, fabri-
cated in 90nm SOI technology with 8 levels of copper inter-
connects. Correct operation has been observed up to 5.6GHz,
1.4V of supply voltage, and 56°C, delivering a peak perfor-
mance of 44.8GFlops. An interpolated hardware power of
1.4W at 4GHz (e.g., 32GFlops), gives 43.75mW/GFlop.

The VDD voltage vs. operating frequency schmoo plot is
shown in Fig. 6., when a SPE is running single-precision float-
ing point computations for lightning and transform workloads.

There are 3 key enablers for this low latency, power effi-
cient, and high frequency FPU: architecture and implementa-
tion are optimized for target applications, trading uncritical
function for overall performance; logic, circuits and integra-
tion are co-designed; the pipeline stages are carefully bal-
anced, achieving the maximum path delay difference of 3%
between stages.
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Fig. 6. Voltage vs. Frequency Schmoo: A Synergistic Processing Ele-
ment is running single-precision floating point computations for 
lighting and transform workloads.
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ABSTRACT
This paper presents the many-core architecture, with hundreds to 
thousands of small cores, to deliver unprecedented compute 
performance in an affordable power envelope. We discuss fine 
grain power management, memory bandwidth, on die networks, 
and system resiliency for the many-core system. 

Categories and Subject Descriptors
C.0 Computer Systems Organization, General 
General Terms 
Design, Performance, Reliability.
Keywords
CMOS, Power, Memory, Variability, Reliability.

1. Introduction 
Moore’s Law continues with technology scaling, improving 
transistor performance to increase frequency, increasing 
transistor integration capacity to realize complex architectures, 
and reducing energy consumed per logic operation to keep 
power dissipation within limit. Advances in software 
technology, such as rich multimedia applications and run time 
systems, exploited this performance explosion, delivering end 
users with higher productivity, seamless internet connectivity, 
and even multimedia & entertainment. The technology treadmill 
will continue, providing integration capacity of billions of 
transistors; however, with several fundamental barriers [1]. In 
this paper, we will examine some of the barriers, ways to get 
around them, how it changes the landscape, and how the future 
advances in technology, architecture, and software, all together 
could help continue this treadmill.  

2. Is Multi-Core enough? 
Integration capacity of billions of transistors exists today, and 
will double every two years. This trend is shown in Figure 1, 
starting from 2001 with 130nm technology generation, with a 
300mm2 die capable of integrating one billion transistors.  

Assuming about half the die area being allocated for logic, and 
the other half for large memory arrays such as caches, the trend 
shows that by 2015 you will have 100B transistors on a 300mm2

die, with almost 1.5B transistors available for logic. The logic 
transistors tend to be larger than transistors in the memory, take 
larger space, and consume more power.  

How will you employ these logic transistors to deliver 

performance? The evolutionary approach is to continue today’s 
trend with a few large processor cores, each employing 20 to 
100 million logic transistors, and a large shared cache.  
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Figure 1: Transistor integration capacity 
Performance increase by microarchitecture alone is governed by 
Pollack’s Rule, which states that performance increase is 
roughly proportional to square root of increase in complexity. In 
other words, if you double the logic in a processor core, then it 
delivers only 40% more performance—as evidenced by all the 
leading processors in the past as shown in Figure 2. It plots 
integer performance increase of new microarchitectures against 
area (power) increase from the previous generation 
microarchitecture, in the same process technology. 
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Figure 2: Pollack's Rule 
A multi-core microarchitecture, on the other hand, has potential 
to provide near linear performance improvement with
complexity and power. Two smaller processor cores, instead of a 
large monolithic processor core, can potentially provide 70-80% 
more performance, as compared to only 40% from a large 
monolithic core. Multiprocessors have several other benefits as 
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well: (1) each processor core can be individually turned on or 
off, thereby saving power; (2) each processor core can be run at 
its own optimized supply voltage and frequency; (3) easier to 
load balance among processor cores to distribute heat across the 
die; and (4) can potentially produce lower die temperatures 
improving reliability and leakage. 

As technology scales further, transistor performance will not 
increase at the historic rates, due to excessive sub-threshold 
leakage current, and supply voltage scaling slowing down [1]. 
Taking these effects into consideration, Figure 3 estimates 
power consumption of a 300mm2 processor die. 
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Figure 3: Frequency and Power Consumption 
Notice that such a multi-core die will consume almost 1,000 
watts of power, which is unreasonable. Therefore, we need to go 
beyond multi-core, and apply Pollack’s rule to the extreme to 
deliver compute performance in a reasonable power envelope. 

3. From Multi—to Many-Cores 
Therefore, business as usual is not an option. You cannot simply 
follow the path of multi-core evolution, integrating multiple 
complex cores on a die. Instead, we propose that you integrate 
lots of smaller cores. Each small core delivers lower 
performance than a large complex core; however, the total 
compute throughput of the system is much higher as follows. 
If you have 1B logic transistor budget, instead of integrating 10 
large 100M transistor cores, we propose to integrate 100 
medium 10M transistor cores, or even 1,000 small 1M transistor 
cores. Applying Pollack’s rule inversely, performance of a 
smaller core reduces as square-root of the size, but power 
reduction is linear, resulting in smaller performance degradation 
with much larger power reduction. Overall, the compute 
throughput of the system, on the other hand, increases linearly 
with the larger number of small cores. 
A many-core system on a die does not necessarily have to be 
symmetric or homogenous. An asymmetric system may have a 
few large cores to deliver higher single-thread performance, but 
will predominantly have large number of small cores. A 
heterogeneous system may even integrate diverse special 
purpose cores for hardware acceleration, e.g. graphics engines. 
Figure 4 illustrates such a heterogeneous many-core system with 
general purpose cores (GP), and special purpose cores (SP), 
each core having local cache memory, and all cores connected 
together with an on-die interconnection network. 
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Figure 4: Illustration of a Many Core System 

4. Performance of a Many-Core System 
Although it is true that a many-core system will deliver higher 
compute throughput than a multi-core system for the same die 
size and in the same power envelope, it may be difficult to 
harvest the performance. The limitation is Amdahl’s Law, which 
states that the parallel speedup is limited by the serial code in a 
program: 

Parallel Speedup = 1/(Serial% +(1-Serial%)/N) 
If the serial percentage in a program is large, then parallel 
speedup saturates with small number of cores. Figure 5 
illustrates impact of serial percentage of code on parallel 
speedup. 
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Figure 5: Amdahl's Law limits parallel speedup 
Notice that even 7% serial code impacts parallel speedup 
adversely with diminishing return beyond 16 cores, delivering 
the performance of only 8 cores, thereby limiting application of 
inverse Pollack’s rule up to only 16 cores. This limitation is true 
if only one application is running on the system at any given 
time, and you try to parallelize a single application across all the 
cores. In practice there are multiple applications running, each 
with multiple tasks and multiple threads, and thus there exists 
opportunity to harvest the performance of a many core system. 
To explore this concept further, consider three systems on a chip 
comprising 1: 12 large (60MT) cores, 2: 48 medium (15MT) 
cores, and 3: 144 small (5MT) cores, all of them with the same 
amount of total cache, and all of them in the same power 
envelope. Figure 6 compares their relative performance. 
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Figure 6: Performance of Large, Medium, and Small Cores 
Small core is 12 times smaller than the large core, but its 
performance is only about a third of the large core. Total 
throughput of the small core system (TPT), however, is much 
higher than the large core system. If you parallelize one 
application for a 12 large core system and a 144 small core 
system then the small core system performs poorly, as expected 
from Amdahl’s Law. Notice that as the number of applications 
increase, total system performance of medium and small core 
systems increase. Therefore, to harvest the performance of a 
many-core system, we cannot just depend on parallelizing a 
single application, but must utilize task level and application 
level parallelism. 

5. Power and Energy 
So far we have discussed how to maximize compute 
performance using many-cores, using hundreds or even 
thousands of small cores. Now we discuss how to fit the system 
in an affordable power envelope. 
The best lever to reduce power with minimal impact on 
performance is to use voltage scaling. Applying voltage scaling 
indiscriminately to the entire system would lower power, but 
may not be optimal. Instead we propose to exploit the fact that 
there are hundreds to thousands of cores, and each core can be 
voltage scaled individually, thus employing fine grain power 
management. Individual cores can be voltage and frequency 
scaled to any arbitrary voltage and frequency in the possible 
range, but this could be difficult and cumbersome. Different 
cores running at different voltages and frequency would create 
asynchronous interfaces, adding latency, meta-stability, and 
would require complex power delivery system.  
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Figure 7: Fine grain power management 

We propose a much simpler method of fine grain power 
management illustrated in Figure 7. A core operates at one of 
the two frequencies: f and f/2, where f is the maximum 
frequency of operation. When a core operates at f/2, it uses 
lower voltage, say 0.7xVdd, thus consuming only 25% of the 
maximum power. Idle cores could be turned off to save leakage 
power. Thus you need only two supply voltages, two sleep 
transistors [2] in each core to select a supply voltage, and a 
frequency divider in each core to select the frequency of 
operation. Since the number of cores is large, this coarse grain 
power management of a core enables fine grain power 
management of the entire many core system, with only two 
supply voltages, simplifying design and power delivery. 
If all the cores were operating at half the frequency then the 
power consumption would be approximately 200W. Therefore, 
we estimate power consumption of about 300W for a 300mm2

die, or 100W for a 100mm2 die, fitting in the affordable power 
envelope. 

6. Design Considerations 
Since a core should be capable of operating at a much lower 
voltage, it warrants careful design practices. In the past, designs 
had to operate at the highest possible frequency to deliver high 
performance, but not anymore; it’s the system performance that 
matters. Hence, design styles, such as domino logic, which are 
power hungry and do not scale well with voltage should not be 
employed. Instead, simple and robust static CMOS logic, which 
consumes much lower power, must be used. Large memory 
arrays such as caches and register files tend to be sensitive to 
lower voltages too, often due to design tradeoffs to increase their 
density. These arrays will have to be designed for robustness for 
low voltage operation, sacrificing some density. 

7. On die network 
The backbone of the many-core system is the network on the 
chip, connecting all the cores together, and carrying memory 
and IO traffic. In a shared memory system, this network carries 
cache coherence traffic to keep caches coherent, which is 
bandwidth intensive and latency sensitive.  The network can be 
a ring [3] or a higher dimensional network such as a mesh [4] to 
reduce latency. It is typically implemented as a packet switched 
network carrying packets buffered at each node.  
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Figure 8: Network power estimate 
These packet switched networks tend to be power hungry, 
consuming almost 500mW of power at each node. Assuming 
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even narrow 4 byte wide links, 4 per core, with 1MT small 
cores, Figure 8 shows estimated network power for a many core 
die, confirming that the network power is substantial. 
Power management in the network is difficult, if not impractical, 
because any power management technique, such as clock gating 
or sleep-states, incurs wake up latency, impacting system 
performance. On the one hand, smaller cores give you higher 
throughput performance in the same power envelope as 
discussed before, but on the other hand, it also increases the 
number of network nodes, increasing the network power. A 
careful study of the system power and performance is necessary 
to balance the size of the core, and the number of cores. 

8. Memory Bandwidth 
A many core system with thousands of cores will demand 100’s 
of GB of memory bandwidth, and a traditional memory 
subsystem solution is not sufficient. A memory bus IO circuit 
consumes ~25mW/Gbps, and consequently a memory bus alone 
would consume about 25W to deliver 100GB/s memory 
bandwidth, which is excessive. The IO circuits employ 
sophisticated signal processing techniques to attain high data 
rate, consuming much of the power. If the bus lengths are 
somehow made substantially smaller, say a few millimeters, then 
the buses behave like lumped capacitor, rather than as 
transmission lines, and the IO circuits would consume 
substantially lower power, of the order of 1-2mW/Gbps.  
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Figure 9: Three dimensional interconnect with stacking 
A three dimensional integration (3D) of a memory with 
processor is a potential solution, where a thinned memory die is 
placed between the processor and the package [4]. Signals and 
power to the processor are routed through the memory die using 
through silicon vias, as shown in Figure 9 & Figure 10. 
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Figure 10: Assembly of 3D memory 

This 3D integration of memory will consume only a few watts of 
IO power, and provide substantial memory bandwidth to the 
many-core system. Of course, architecturally, this adds another 
level of memory hierarchy and needs further attention. 

9. Resiliency 
As technology scales further, variations become prominent [5]. 
Chips will encounter dynamic variations of supply voltage and 
temperature; frequent and intermittent soft-errors; and 
transistors that slowly age and degrade over time, degrading 
circuit performance [6]. Despite these difficulties, users expect 
the system to remain reliable and to continue to deliver the rated 
performance. This challenge will undoubtedly require a major 
paradigm shift in all aspects of VLSI design—fabrication, 
design, microarchitecture, testing, software, and applications. 
Many-cores, with hundreds to thousands of cores provide 
resiliency to combat this problem. 
Many-cores in a system will provide redundancy with spare 
cores, and functional redundancy checking employed at a 
coarse-grained level. For example, one core could check results 
produced by several cores; of course, software and applications 
will have to support this concept whenever possible. We could 
distribute test functionality as a part of the hardware to 
dynamically detect errors, or to isolate and correct aging and 
faulty cores, by replacing from the spare cores. 
This microarchitecture strategy, with many-cores to assist in 
redundancy, is called resilient microarchitecture. It continually 
detects errors, isolates faults, confines faults, reconfigures the 
hardware, and thus adapts. If we can make such a strategy work, 
there is no need for one-time factory testing or burn-in, since the 
system is capable of testing and reconfiguring itself to make 
itself work reliably throughout its lifetime. 

10. Conclusion 
The many-core architecture with hundreds to thousands of small 
cores delivers unprecedented compute performance in an 
affordable power envelope. Fine grain system power 
management, an optimized on-die-network, and 3D memory 
technology are vital, and a many-core system also provides 
resiliency to combat variability and reliability. 
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The next generation in the Itanium processor family is
introduced. The processor has 4 dual-threaded cores integrated
on die with a system interface and 30MB of cache in an 8M 65nm
process. The  die contains 2.05 billion
transistors (Fig. 4.6.1). The silicon is designed to operate the
cores up to 2.0GHz and the system interface at 2.4GHz, with a
thermal design power (TDP) of 170W at 110°C.

Improvements over previous designs include the integration of
two additional cores on the die [1], [2] with circuit methodology
enhancements for low-voltage operation. The caches are
optimized for improved  and low standby power
operation. New to the chip is the inclusion of high-speed
interconnects, the integration of a system interface using SER-
tolerant storage elements, the implementation of a fully
deterministic power-frequency management system, and the
design of a tunable di/dt controller.

This is the first Itanium architecture chip to include the
QuickPath interconnect, which allows each processor design to
implement a different number of interconnects operating at
different frequencies. This design implements 4 full-width and 2
half-width interconnects that enable processor-to-processor and

Figure 4.6.1:
Chip floorplan and statistics.
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processor-to-I/O communication with a peak bandwidth of
96GB/s. The chip also implements 4 duplex FBDIMM channels
capable of accessing memory at a maximum bandwidth of
34GB/s. Together, these high-speed interconnects deliver  the
memory bandwidth and 9x the compute bandwidth of previous
Itanium processors.

Each interconnect is designed with a mixture of complex analog
circuits and static SER-tolerant storage for the queues and
controllogic (Fig. 4.6.2). These circuits operate across multiple
voltage and frequency domains and the I/O signals are double-
pumped at a maximum frequency 4.8GT/s using low-jitter clock
elements. Each PLL and DLL in an interconnect implements a
duty-cycle correction system on its output using a differential
amplifier comparator ( Fig. 4.6.3). The physical layer consumes
123mm , contains 26 million transistors, and contains 237K
SER-tolerant scan latches.

2

Figure 4.6.2:
I/O transmitter and receiver floorplan.



Figure 4.6.3:
Clock duty cycle correction amplifier.



Attachment - Page A316



11/18/22, 12:54 PM A 65nm 2-Billion-Transistor Quad-Core Itanium® Processor | IEEE Conference Publication | IEEE Xplore

https://ieeexplore-ieee-org.libproxy.unl.edu/document/4523072 4/7

The caches are redesigned to improve performance relative to
previous Itanium processors (Fig 4.6.4). All cache memory cells
are placed on a separate high-voltage supply to improve 
and eliminate sensitivity to erratic bits. Low-latency voltage-con-
version circuits allow synchronous accesses of the cache without
frequency penalties. Redundancy is added through more layers of
the hierarchy to improve manufacturing yield and reliability.
Finally, the 24MB L3 cache implements PMOS-based RAM-cell
sleep circuitry to lower leakage power consumption when the
arrays are in standby mode.

The system interface features a 12-port switch/router that is
responsible for concurrent full-duplex intra- and inter-processor
communications. Dual integrated memory controllers serve as
home agents for the directory-based cache coherence protocol
and interface the microprocessor to memory. A system-utilities
controller performs functions such as processor configuration
access and implements SMBus master and off-chip flash ROM
interfaces.

The system interface is implemented with fully static circuits. To
reduce design time, automation is heavily used. Control blocks
with embedded register file arrays are fully synthesized.
Datapaths are implemented with an automated compiler. A
memory compiler is used to generate all register files and CAM
arrays.

Because enterprise servers require highly reliable systems, all
state in the system interface is protected against soft errors.
Large register files are protected with ECC, medium-sized
register files are protected with SER-hardened RAM cells and
parity, and small register files are protected with SER-hardened
RAM cells. Furthermore, 99% of latches and flip-flops in the
system interface are SER-hardened [3].

To connect the system interface to the cores and I/O physical
layer, the chip implements a synchronizer and routing
architecture that is distributed across the die (Fig. 4.6.5).

Figure 4.6.4:
Cache feature summary.



Attachment - Page A317



11/18/22, 12:54 PM A 65nm 2-Billion-Transistor Quad-Core Itanium® Processor | IEEE Conference Publication | IEEE Xplore

https://ieeexplore-ieee-org.libproxy.unl.edu/document/4523072 5/7

Synchronizer FIFOs handle data crossings and control when data
is sent between the different clock domains of the cores,
QuickPath interconnects, and the system interface. This flow
control is then used by the router to optimize its arbitration logic.
Each 16-entry synchronizer FIFO is configured at reset to
transfer data based on a gearing scheme that accounts for
frequency mismatch and route flight time, while the distributed
synchronizers align to the clock system's heartbeat signal to start
up in lockstep.

Synchronizers are implemented in pairs, with a FIFO for each
direction of an interface physically located near its receiving
block. This allows use of local clocks to read out, while writing in
with source-synchronous clocks routed with the input data. To
enable source-synchronous routing for 15mm across the die,
retiming stations are implemented at points along the routes to
realign data and clocks.

The design methodology prefers lower-leakage devices to
maintain the power-limited nature of the chip. Excluding SRAM,
79% of the core transistors and 84% of the system interface
transistors are lower-leakage devices.

The chip includes a new design for power-frequency
management based on digital activity sensing and discrete
voltage-frequency pairs. In each of the 4 cores, approximately
120 architectural events are monitored, each weighted to
represent the relative amount of capacitance switched by that
event. A central control unit accumulates these events and makes
a decision approximately every  of which core voltage-
frequency pair is appropriate for that activity. The capacitance
thresholds are stored, along with voltage-frequency pairs, in a
look-up table fused in production. By keeping weights and
switching thresholds identical among parts, the frequency
decisions of every part are identical, and not subject to part-to-
part and environmental variability.

Figure 4.6.5:
Synchronizer locations at clock region interfaces.



Attachment - Page A318



11/18/22, 12:54 PM A 65nm 2-Billion-Transistor Quad-Core Itanium® Processor | IEEE Conference Publication | IEEE Xplore

https://ieeexplore-ieee-org.libproxy.unl.edu/document/4523072 6/7

Frequency changes are accomplished by two parallel PLLs that
are mux-selected. One drives the core clock while the other locks
to the next requested ratio. When the ratio change is executed,
the core clock is halted momentarily, the PLL mux select is
switched, and the core clock is restarted at the new ratio.

The design includes a tunable di/dt controller. The controller
prevents sudden changes in current by limiting how quickly the
issue rate of high-power instructions increases and by injecting
artificial activity to smooth out sudden drops in the issue rate of
these instructions. The controller is designed to reduce first
droop in the cores by 30 to 50%. The simulated step from
minimum to maximum current draw in the cores, with and
without the controller enabled, is shown in Fig. 4.6.6. The
controller breaks the one large current step into three smaller
steps staggered in time to limit voltage droop.

Figure 4.6.6:
Simulation results of di/dt controller.



Figure 4.6.7:
Die micrograph.
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The next generation in the Itanium processor family is intro-
duced. The processor has 4 dual-threaded cores integrated on die
with a system interface and 30MB of cache in an 8M 65nm
process. The 21.5×32.5mm2 die contains 2.05 billion transistors
(Fig. 4.6.1). The silicon is designed to operate the cores up to
2.0GHz and the system interface at 2.4GHz, with a thermal
design power (TDP) of 170W at 110°C.

Improvements over previous designs include the integration of
two additional cores on the die [1,2] with circuit methodology
enhancements for low-voltage operation. The caches are opti-
mized for improved VCCMIN and low standby power operation. New
to the chip is the inclusion of high-speed interconnects, the inte-
gration of a system interface using SER-tolerant storage ele-
ments, the implementation of a fully deterministic power-fre-
quency management system, and the design of a tunable di/dt
controller.

This is the first Itanium architecture chip to include the
QuickPath interconnect, which allows each processor design to
implement a different number of interconnects operating at dif-
ferent frequencies. This design implements 4 full-width and 2
half-width interconnects that enable processor-to-processor and
processor-to-I/O communication with a peak bandwidth of
96GB/s. The chip also implements 4 duplex FBDIMM channels
capable of accessing memory at a maximum bandwidth of
34GB/s. Together, these high-speed interconnects deliver 6× the
memory bandwidth and 9× the compute bandwidth of previous
Itanium processors.

Each interconnect is designed with a mixture of complex analog
circuits and static SER-tolerant storage for the queues and con-
trol logic (Fig. 4.6.2). These circuits operate across multiple volt-
age and frequency domains and the I/O signals are double-
pumped at a maximum frequency 4.8GT/s using low-jitter clock
elements. Each PLL and DLL in an interconnect implements a
duty-cycle correction system on its output using a differential
amplifier comparator (Fig. 4.6.3). The physical layer consumes
123mm2, contains 26 million transistors, and contains 237K SER-
tolerant scan latches. 

The caches are redesigned to improve performance relative to
previous Itanium processors (Fig 4.6.4). All cache memory cells
are placed on a separate high-voltage supply to improve VCCMIN

and eliminate sensitivity to erratic bits. Low-latency voltage-con-
version circuits allow synchronous accesses of the cache without
frequency penalties. Redundancy is added through more layers of
the hierarchy to improve manufacturing yield and reliability.
Finally, the 24MB L3 cache implements PMOS-based RAM-cell
sleep circuitry to lower leakage power consumption when the
arrays are in standby mode.

The system interface features a 12-port switch/router that is
responsible for concurrent full-duplex intra- and inter-processor
communications. Dual integrated memory controllers serve as
home agents for the directory-based cache coherence protocol and
interface the microprocessor to memory. A system-utilities con-
troller performs functions such as processor configuration access
and implements SMBus master and off-chip flash ROM inter-
faces.

The system interface is implemented with fully static circuits. To
reduce design time, automation is heavily used. Control blocks
with embedded register file arrays are fully synthesized.
Datapaths are implemented with an automated compiler. A mem-
ory compiler is used to generate all register files and CAM arrays.

Because enterprise servers require highly reliable systems, all
state in the system interface is protected against soft errors.
Large register files are protected with ECC, medium-sized regis-
ter files are protected with SER-hardened RAM cells and parity,
and small register files are protected with SER-hardened RAM
cells. Furthermore, 99% of latches and flip-flops in the system
interface are SER-hardened [3].

To connect the system interface to the cores and I/O physical
layer, the chip implements a synchronizer and routing architec-
ture that is distributed across the die (Fig. 4.6.5). Synchronizer
FIFOs handle data crossings and control when data is sent
between the different clock domains of the cores, QuickPath
interconnects, and the system interface. This flow control is then
used by the router to optimize its arbitration logic. Each 16-entry
synchronizer FIFO is configured at reset to transfer data based
on a gearing scheme that accounts for frequency mismatch and
route flight time, while the distributed synchronizers align to the
clock system’s heartbeat signal to start up in lockstep.

Synchronizers are implemented in pairs, with a FIFO for each
direction of an interface physically located near its receiving
block. This allows use of local clocks to read out, while writing in
with source-synchronous clocks routed with the input data. To
enable source-synchronous routing for 15mm across the die,
retiming stations are implemented at points along the routes to
realign data and clocks.

The design methodology prefers lower-leakage devices to main-
tain the power-limited nature of the chip. Excluding SRAM, 79%
of the core transistors and 84% of the system interface transistors
are lower-leakage devices.

The chip includes a new design for power-frequency management
based on digital activity sensing and discrete voltage-frequency
pairs. In each of the 4 cores, approximately 120 architectural
events are monitored, each weighted to represent the relative
amount of capacitance switched by that event. A central control
unit accumulates these events and makes a decision approxi-
mately every 6μs of which core voltage-frequency pair is appro-
priate for that activity. The capacitance thresholds are stored,
along with voltage-frequency pairs, in a look-up table fused in
production. By keeping weights and switching thresholds identi-
cal among parts, the frequency decisions of every part are identi-
cal, and not subject to part-to-part and environmental variability.

Frequency changes are accomplished by two parallel PLLs that
are mux-selected. One drives the core clock while the other locks
to the next requested ratio. When the ratio change is executed,
the core clock is halted momentarily, the PLL mux select is
switched, and the core clock is restarted at the new ratio.

The design includes a tunable di/dt controller. The controller pre-
vents sudden changes in current by limiting how quickly the
issue rate of high-power instructions increases and by injecting
artificial activity to smooth out sudden drops in the issue rate of
these instructions. The controller is designed to reduce first droop
in the cores by 30 to 50%. The simulated step from minimum to
maximum current draw in the cores, with and without the con-
troller enabled, is shown in Fig. 4.6.6. The controller breaks the
one large current step into three smaller steps staggered in time
to limit voltage droop.
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Figure 4.6.3: Clock duty cycle correction amplifier.
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Figure 4.6.6: Simulation results of di/dt controller. Figure 4.6.7: Die micrograph.
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Abstract. Programming SIMD arrays in languages such as C or
FORTRAN is difficult and although work on automatic parallelizing
programs has achieved much, it is far from satisfactory. In particular,
almost all ‘fully’ automatic parallelizing compilers place fundamental re-
strictions on the input language.

Alternatively OpenMP provides an approach to parallel programming
that supports incremental improvements to applications that places re-
strictions in the context of preserving semantics of a parallelized section.
OpenMP is limited to a thread based model that does not define a map-
ping for other parallel programming models.

In this paper, we describe an alternative approach to programming
SIMD machines using an extended subset of OpenMP (OpenMP
SIMD), allowing us to model naturally the programming of arbitrary
sized SIMD arrays while retaining the semantic completeness of both
OpenMP and the parent languages.

Using the CSX architecture we show how OpenMP SIMD can be im-
plemented and discuss future extensions to both the language and SIMD
architectures to better support explicit parallel programming.

1 Introduction

With the rise of both SIMD processors, such as ClearSpeed’s SIMD Array Pro-
cessor [1], and the current unstoppable trend to put more and more cores on to
a single die, parallel programming is back with a bang! For anyone who has tried
to write a reasonably large parallel program then this will be seen with at least
a slight frown. Why? In a nutshell parallel programming is hard and a choice
must be made as to which of the many parallel programming languages to use.

While there is no magic wand to wave that can easily resolve the problem
of parallel programming, there has been a number of recent proposals for pro-
gramming languages, including Brook [2], Cilk [3], and Cn [4], and a number
of simple language extensions for parallel programming, including OpenMP [5]
and X10 [6]. Other than Brook, which introduces a programming model based
on Streams, Cn, OpenMP , and X10 are all based upon existing programming

B. Chapman et al. (Eds.): IWOMP 2007, LNCS 4935, pp. 89–100, 2008.
c© Springer-Verlag Berlin Heidelberg 2008
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languages C1 [7] and Java [8], respectively, and as such provide parallel program-
ming in the context of well understood and widely used programming paradigms.
It is only OpenMP that has seen wide adoption in the marketplace and is the
only major parallel programming extension to C that is supported by the ma-
jor compiler vendors, including Intel (Intel C Compiler) and Microsoft (Visual
Studio).

OpenMP as defined is intended as a light-weight approach to programming
threads. In this paper, we describe an alternative interpretation of OpenMP ,
called OpenMP SIMD, that rather than mapping to the standard runtime
parallelism of threads looks instead at how it can be deployed for programming
SIMD machines. In particular, we show that the loop level parallelism described
by OpenMP maps well to data-parallelism as an alternative to the runtime
approach described traditionally by OpenMP .

While we believe this alternative semantics for OpenMP is valid for any
SIMD architecture, including Intel’s Streaming SIMD Extensions [9], we focus
here on programming the CSX architecture [1]. The CSX architecture is a SIMD
array with a control unit and a number of processing elements (PE), with each
PE having a relatively small private storage and supports an asynchronous I/O
mechanism to access larger shared memory.

To date the CSX architecture would have been programmed using the explicit
parallel programming language Cn but such an approach has some draw backs:

– Any code must be completely ported to use explicit parallelism before it can
be run; and

– Users have large amounts of C and OpenMP code that they do not want to
re-write.

A mapping from OpenMP to either Cn or directly to the CSX architecture
provides an alternative approach as OpenMP provides a piecemeal approach
to parallelizing a given program and by definition supports any legacy C and
OpenMP code.

The remaining sections of this paper are as follows; Section 2 introduces the
CSX architecture, including how it is intended to be programmed; Section 3
is broken into a number of sub-sections describing the translation of
OpenMP SIMD to the CSX architecture; Section 4 gives two examples of
OpenMP SIMD in practice, highlighting both the translation and the small
but necessary extensions to OpenMP ; and finally, Section 5 concludes.

2 The CSX Architecture

The CSX family of co-processors [1] are based around a multi-threaded array
processor (MTAP) core optimized for high performance, floating point inten-
sive applications. The most recent product includes an MTAP processor, DDR2
DRAM interface, on-chip SRAM and high speed inter-processor I/O ports.

1 OpenMP provides models for C++ and FORTRAN but we choose to focus on the
C++ variant.
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Fig. 1. CSX Architecture

Figure 1(a), visualizes the MTAP architecture showing a standard, RISC-
like, control unit with instruction fetch, caches, and I/O mechanisms. A single
instruction stream comprising of fairly standard, three operand instructions, is
made up of mono (non-parallel) instructions executed by a single RISC-style
processor and SIMD instructions (poly) executed, in lock-step, by a number of
poly execution (PE) cores2.

As noted above the processor executes a single instruction steam; each instruc-
tion is sent to one of the functional units, which may be in the mono, or poly
execution units or one of the I/O controllers. Figure 1(b) shows this visually.

The main change from programming a standard processor is the concept of
operating on parallel data. Data to be processed is assigned to ‘variables’ which
have an instance on every PE core and are operated on in parallel: we call this
poly data. Intuitively, this can be thought of as a data vector which is distributed
across the PE core array.

Variables which only need to have a single instance (e.g. loop control variables)
are known as mono variables; they behave exactly like normal variables on a
sequential processor and can be ‘broadcast’ to all PEs if required in the poly
domain.

Code for the mono and poly execution units is handled similarly, except the
handling of conditional code execution. The mono unit uses conditional jumps to
branch around code like a standard RISC architecture. This affects both mono
and poly operations. The poly unit uses an enable register to control execution
of each PE. If one or more of the bits of that PE enable register is zero, then the
PE core is disabled and most instructions it receives will perform as though a
NOP has been issued. The enable register is a stack, and a new bit, specifying
the result of a test, can be pushed onto the top of the stack allowing nested
predicated execution. The bit can later be popped from the top of the stack to

2 The current CSX600 processor has 96 PEs.
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remove the effect of the condition. This makes handling nested conditions and
loops very efficient.

In order to provide fast access to the data being processed, each PE core
has its own local memory and register file. Each PE can directly access only its
own storage and additionally can communicate with its left and right neighbors
via what is known as the swazzle path, forming a network of PEs. Data is
transferred between PE (poly) memory and registers via load/store instructions
while a family of instructions is provided for swazzle communication.

In the following mapping of OpenMP to the CSX architecture it is impor-
tant to note that mono memory (i.e. card memory) and local PE (poly) mem-
ory are allocated separate address spaces which require 32 and 16 bit pointers,
respectively.

3 OpenMP SIMD

As discussed in the introduction we are looking at using OpenMP to exploit loop
level parallelism and as such the translation described below supports only one
parallel construct, namely, the work-sharing loop. For this construct, we retain
the fork-join ‘threading’ model. The master thread runs on the mono processor
and is responsible for creating the ‘thread’ gang to execute the iterations of the
work-sharing loop. Where the translation differs from the multi-core threading
model traditionally associated with OpenMP is that each ‘thread’ is modeled
as a PE element. At the end of the loop there is an implicit barrier. OpenMP
expects the master thread to participate in the loop calculations but in our model
this is not the case due to the asymmetry between the PE and mono processor
architecture. We assume that all housekeeping operations are carried out on the
mono processor.

3.1 Work-Sharing Constructs

The OpenMP SIMD translation actually provides two alternative mappings
descrined in the following to sections.

Poly Loop Translation. OpenMP states that the index variable of the loop
to be parallelized becomes private for the duration and thus a straightforward
translation of the OpenMP loop pragma to OpenMP SIMD is to make the
control variable poly and to increment by the number of PEs each time around
the loop. Such a translation has the effect of unrolling the loop by the number of
PEs. Mapping the test expression of the loop to use the poly control variable and
increment with the defined increment plus the number of PEs in the final clause
of the loop definition, provides all that is needed for the loop control definition.
All that is remaining is to translate the body of the loop. The mapping is defined
as follows:

#pragma omp parallel for clause clause ...
for (i = e1; i op e2; i = i ops incr) { stmts; }
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is translated to3:

{ poly int ip = e1;
for (ip = ip ops get penum() ∗ incr; ip op e2; s1p )

{ stmtsp; }
}

Here OpenMP requires that op is one of <, >, ≤, or ≥ and ops is + or −.
With this s1p becomes4 ip = ip ops (incr ∗ NUM PES ).

Finally, we must provide a translation for stmtsp. Firstly, all automatics de-
fined locally to the scope of the loop become poly, i.e. privates in OpenMP , and
any reference to the index variable i is replaced with ip. Secondly, the translation
must replace all accesses to arrays indexed by newly introduced poly expressions
with poly temporaries, and insert calls to runtime routines that copy data be-
tween memory spaces, accounting for the strided access implied by parallelizing
by the number of PEs. For example, consider the following loop statement which
uses i to index into an array of mono doubles:

double tmp = V[i];

In the first part of the translation this becomes:

poly double tmpp = V[ip];

Assuming that V is defined globally and thus in OpenMP terminology shared,
then this expression becomes the list of statements5:

poly double tmpp;
double * poly Vp = ((double * poly) V) + ip;
memcpym2p(&tmpp, Vp, sizeof(double ));

where memcpym2p is one of a family of memory transfer routines forming part
of the OpenMP SIMD runtime, with this routine in particular performing data
transfers from mono memory into local PE memory.

Mono Loop Translation. The poly loop translation given above is both obvi-
ous and straightforward but in practice may not be the most effective approach
to implementing the loop on a SIMD style architecture.

To illustrate this consider the simple poly loop6:

for (ip = 0; ip < bound; ip + +) { ... }

As all control flow is handled in the mono processor a poly loop must be
implemented by evaluating the conditional ip < bound such that all, some, or
none of the PEs are disabled. Then a mono instruction is issued to determine if
all of the PEs are disabled and if so then exit the loop, otherwise continue with

3 The OpenMP SIMD runtime function poly int get penum(void) returns the unique
number assigned to each PE, given in the sequence 0..95.

4 NUM PES is defined statically as the number of PEs for a given implementation.
5 The type expression double ∗poly should be read as a poly pointer to a mono double.
6 Assuming bound to be mono.
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the next iteration. The overhead of checking wheather the PEs are disabled or
not is expensive and is often not necessary, as a mono loop can be used instead.

To explain the mono loop translation we consider again the loop from the
previous section:

#pragma omp parallel for clause clause ...
for (i = e1; i op e2; i = i op incr) { stmts; }

which can be translated into the mono loop:

for (i = e1; i op (e2 − (e2% NUM PES ));
i = i op (incr ∗ NUM PES ))

{ stmtsp }

Finally a translation for stmtsp is required, which is the same as in the pre-
vious section except in the case when the control variable i is referenced. In this
case the translation needs to account for the fact that OpenMP , and thus the
translation, requires that for the duration of the loop i is marshaled as a private
and to account for the unrolling factor the PE number must be added into any
expression referencing i. Again considering the loop defined statement:

double tmp = V[i];

the first part of the translation gives:

poly double tmpp = V[i];

As i must be treated as a private, accounting for the stride due to loop unrolling,
the final translated code becomes:

poly double tmpp;
double * poly Vp = ((double * poly) V) +

(i + get penum() ∗ incr);
memcpym2p(&tmpp, Vp, sizeof(double ));

If one is not careful it is easy to think at this point that the translation for
mono loops provided above is enough, but we must consider the case when the
number of PEs is not a multiple of the number of PEs. To see that there may
in fact be a problem, consider again the translated test condition for the loop
i op (e4 − (e4% NUM PES )).

The expression (e4 − (e4% NUM PES )) always results in an expression
that is a multiple of the number of PEs. It is straightforward to see that any
remaining number of iterations will not be performed by the loop, and as is the
case with optimizations like software-pipelining [10] the mono loop translation
requires some additional post loop code to account for these missing iterations.
This is easily achieved by augmenting the translation with the post loop code:

if (get penum() < (e4% NUM PES )) { stmtsp; }

Where stmtsp is the same set of statements from the translated loop body
and the conditional simply disables any PEs not required for the remaining
calculation. An important consideration is to note that as the conditional is
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poly then stmtsp will always be executed. If the condition get penum() <
e4% NUM PES evaluates to false this could be expensive depending on the
size of the sequence stmtsp. This overhead can be easily avoided by adding in
an additional mono conditional of the form:

if (e4% NUMP ES )

3.2 Data Environment

OpenMP defines a set of constructs to describe how data is shared in parallel
regions and we must capture how these are mapped into OpenMP SIMD.

OpenMP defines storage as being either private to a thread or shared, i.e.
globally shared for all threads. The obvious translation into OpenMP SIMD is
to map private variables to PE memory (poly) and shared to mono memory.

The remainder of this section considers the consequences of this simple trans-
lation and provides some extensions to OpenMP when the mapping does not
quite capture the required semantics.

Sharing Attribute Rules. OpenMP defines a set of rules for describing shar-
ing attributes of variables within parallel constructs. These are variables without
explicit sharing attributes, i.e. the default rules, and we need to confirm their
semantics for OpenMP SIMD. These rules apply in two cases:

1. Variables explicitly declared within the work sharing loop. For our transla-
tion the default rules work well and do not need modification.

2. Variables within called functions. OpenMP refers to these as being within
a region but not a construct, meaning that syntactically a variable does not
appear in a parallel construct but at runtime the function is called from a
parallel region. The rules for data sharing are as in the explicit case but with
one major addition: Formal arguments passed by reference inherit the data
sharing attributes of the actual parameters.

This implies that at compile time, it is impossible for a compiler to know if
a function will be called from a parallel region and thus what the data shar-
ing attributes of its formal parameters will be. In order for the translation to
OpenMP SIMD to work efficiently the user is required to provide this infor-
mation. This leads to the introduction of one of three extensions to OpenMP
as it stands:

#pragma omp private_function <name >

This private function clause marks the function < name > as being called from
a parallel region and hence the default data sharing rules are to be applied. The
default is that all functions are serial, i.e. mono, but this can be overridden via
a default clause. In a typical program, parallel functions can be grouped thus
reducing the amount of explicit clauses needed.

Unlike standard OpenMP the formal arguments to a function for the CSX ar-
chitecture can be either mono or poly but not both. This leads to the observation
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that data-sharing attributes of formal parameters need to be specified at com-
pile time as they affect code generation. This is captured in OpenMP SIMD
by introducing a second extension to OpenMP :

#pragma omp param <name > (list)

Where list is defined as a comma separated list, one entry per formal parameter
to < name >; each entry can be of the form:

– private - formal is private (i.e. poly)
– shared - formal is shared (i.e mono)

Variable argument parameters and function pointers are not supported.
The final extension needed for the translation is analogous to that for a func-

tion’s formal arguments but applies to the return value as it can be either mono
or poly but not both:

#pragma omp private_return <name >

This private return clause marks the function < name > as having a private re-
turn value, i.e. poly. The default is that functions return a shared value, i.e. mono.

Any function can have any number of sharing directives applied to describe
all possible calling conditions. This defines a set of ‘signatures’ describing the set
of possible calling conditions. Given these extra annotations a compiler might
choose to use a C++ [11] style name mangling scheme at function definition
time and at function call sites to generate the required function signature. For
example, a simple void function, void foo(void), with no parameters which can
be called from both a parallel and non-parallel region could have two instances,
POLY foo and MONO foo. In a serial context, the mono version is called,

and in a poly context the poly version is called. The linker will then select the ap-
propriate versions. This scheme is also applied to a function’s formal arguments
to generate C++ style mangled names.

It is important to note that for this system to be sound, it must at all
times be known if a piece of code is in a parallel region or not. This is where
OpenMP SIMD differs slightly from OpenMP as it requires this to be enforced
by the user through application of the above extensions.

Data-Sharing Attribute Clauses. OpenMP assumes that multiple threads
execute within the same shared address space and thus inter-thread communi-
cation is straightforward. Data is sent to other threads by assigning to shared
variables. OpenMP also provides support for a variable to be designated as pri-
vate to each thread rather than shared, causing each thread to get a private copy
of a particular variable for the duration of the parallel construct.

This notion of shared and private fits well within our SIMD model of OpenMP,
producing the mapping of private to poly and shared to mono. The firstprivate
and lastprivate clauses are also supported with extra runtime functions provided
to perform the initialization and finalization.

The reduction clause describes the application of a reduction operator to be
applied to a list of private variables. The reduction operator comes from the base
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language and is applied to each (private) copy of the variable at the end of the
parallel construct. This construct is supported by introducing a private copy of
the reduction variable, initialized to the particular reduction operator’s identity,
at the start of the parallel construct. The reduction is then preformed across
all PEs. The swazzle path is used to reduce into either the top or bottom PE,
where the data can be quickly transferred into mono space and assigned to the
original reduction variable. For example, consider the following reduction clause
and loop:

#pragma omp parallel for reduction(+:acc)
for (...) { ... ; acc += ...; }

which becomes7:

poly double acc_p = 0.0;
for (...) { ... ; acc_p += ... ; }
acc += reduce_sum(acc_p);

4 An Example

As an example of OpenMP SIMD we consider performing a Monte-Carlo sim-
ulation to calculate European option prices [12]. The intention here is to show
the extensions in practice. Due to space restrictions we choose not to show the
translated code but rather concentrate our discussion of the extensions them-
selves.

Monte-Carlo simulation problems include derivative pricing, portfolio risk
management and Markov chain simulation. In financial modeling, the problem
of finding the arbitrage-free value of a particular derivative can be expressed as
the calculation of a given integral. As the number of dimensions grows, today’s
financial mathematicians use Monte-Carlo simulation methods to solve problems
in a tractable manner.

Monte-Carlo simulations can be easily parallelized, since tasks are largely in-
dependent and can be partitioned among different processors, and the need for
communication is limited. Due to the simple but highly computational nature of
Monte-Carlo it is clear that any performance increase in their implementation
can lead to substantial speed improvements for the entire system and signifi-
cant advances in time to result. The following function implements Monte-Carlo
option pricing in OpenMP SIMD:

void MCOption(double S, double E, double r,
double sigma , double T,

int nSimulations ,
double *Pmean , double *width) {

7 The function double reduce sum(poly double) is one of a family of reduction opera-
tors provided as part of the OpenMP SIMD runtime, with this function performing
a double precision sum across the PEs placing the scalar result into mono.
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double sumx , sumx2 , tmp1 , tmp2 , stdev;
int i;

sumx=0; sumx2 =0;
tmp1=(r -0.5* sigma*sigma)*T; tmp2=sigma*sqrt(T);

#pragma omp for reduction(+:sumx ,+:sumx2)
for ( i = 0; i< nSimulations; i++)
{

double Svals , Pvals;
Svals = S* exp (tmp1 +tmp2*gaussrand());
Pvals = Max( Svals - E, 0);
sumx += Pvals;
sumx2 += (Pvals*Pvals);

}
stdev = sqrt(((double)nSimulations*sumx2 -sumx*sumx)/

((double)nSimulations*(double )(nSimulations -1)));

*width = exp(-r *T) * 1.96 * stdev /
sqrt((double)nSimulations);

*Pmean = (exp(-r *T) * (sumx / nSimulations));
}

The above code calls the function gaussrand from within a parallel region
and as a consequence the programmer must tell the compiler, through use of the
OpenMP SIMD extensions, to produce an instance suitable for calling from
within the parallel construct:

#pragma omp private_function gaussrand private(V1,V2 ,S)
#pragma omp private_return gaussrand
double gaussrand(void) {

static double V1 , V2 , S; static int phase = 0;
double X;
...
return X;

}

Here the application of clause private function expresses the requirement that
gaussrand is intended to be called from within a parallel region or loop and
private return implies that the function will produce a private, i.e. poly, re-
sult. This highlights an inportant difference between the threaded approach of
OpenMP ’s out-of-step execution when compared with OpenMP SIMD’s lock-
step execution.

Using our prototype compiler early benchmarking of the Monte-Carlo simu-
lation for European Option pricing has shown excellent results for the OpenMP
SIMD implementation running on ClearSpeed’s Advance Board. These bench-
marks were performed on a 2.33GHz dual-core Intel Xeon (Woodcrest, HP DL
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Table 1. Monte-Carlo - ClearSpeed Board vs. host-only performance comparison

GNU C 
Compiler with 
Math Kernel 

Library 

Intel C Compiler 
with Math 

Kernel Library

ClearSpeed 
Advance Board

ClearSpeed 
Advance Board 
plus Intel Math 
Kernel Library

36.6M 40.5M 206.5M 240M

380 G5 system) and the results are shown in Table 1. The results show a 5.15x
performance improvement, for 100,000 Monte-Carlo simulations performed us-
ing a single ClearSpeed Advance board when compared to simply using an Intel
Xeon processor, the Intel C compiler and Math Kernel Library (MKL). When
compared against the GNU C compiler and the Intel MKL the performance im-
provement increases to 5.7x. However, combining both the general purpose Intel
processor and MKL with the Advance board achieves the best result at 240M
samples per second and a performance factor of up to 6x compared to using just
the host processor, Intel C compiler and MKL.

5 Conclusion

In this paper, we have introduced the programming extensions OpenMP SIMD
for programming arbitrary-sized SIMD arrays. This language is understood by
providing an alternative semantics for OpenMP . While there have been a num-
ber of extensions to existing programming lanuages for accessing the features of
SIMD machines, including Cn and C∗ [4,13], to our knowledge we are the first
to propose using OpenMP to program SIMD machines.

We have developed a set of prototype tools targeting the CSX array architec-
ture and are evaluating using OpenMP SIMD as an alternative to the explicit
parallel programming language Cn. Early results indicate that it provides at
least the same functionality and ability for performance.

OpenMP has a relaxed-consistency shared-memory model that allows threads
to have their own view of global data which only required to be synched up at
specific points including the explicit flush operation. Any compiler implementing
OpenMP SIMD has the ability to promote shared variables to registers and even
cache them in PE memory if needed. The flexibility this model allows provides
a compiler with the chance to optimize through data migration between mono
memory, PE memory and host memory.

In conclusion we believe that there is an important and fascinating concept at
the heart of OpenMP SIMD. Essentially we are translating runtime parallelism
into data parallelism. The model can only work if this fundamental difference
in the model is not observable. We believe that this is sound as long as we can
only observe a program’s behavior by its effect on variables. Since we believe we
have correctly defined the data parallelism then there should be no observable
difference in behavior.
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Preface

It is our pleasure to present the papers from the 20th International Workshop
on Languages and Compilers for Parallel Computing! For the past 19 years, this
workshop has been one of the primary venues for presenting and learning about
a wide range of current research in parallel computing. We believe that tradition
has continued in this, the 20th year of the workshop.

This year, we received 49 paper submissions from 10 countries. About a
quarter of the papers (12 out of 49) included authors from industry. We selected
23 papers to be presented at the workshop, for an acceptance rate of 47%, which
was similar to that of the last two years. Each paper received at least three
reviews, with about two-thirds of the papers getting four or more reviews each.
Most papers also received at least one review from an external reviewer. The
committee held a full-day teleconference to discuss the reviews and select papers.
Program Committee members who had a conflict with a paper left the call when
that paper was being discussed. There were seven submissions that included
Program Committee members as co-authors. These papers were evaluated more
stringently and four of seven were accepted.

The workshop this year also included two exciting special events. First, David
Kirk, Chief Scientist of nVidia and a member of the National Academy of Engi-
neering, gave a keynote talk on using highly multithreaded graphics processors for
accelerating general-purpose parallel computing applications. Kirk and nVidia
have led the drive to make the high parallelism in graphics processors more eas-
ily accessible for a wide range of applications beyond traditional graphics process-
ing, and this talk gave LCPC attendees a valuable perspective on the potential of
this work.

Second, a special panel was held on Friday morning to commemorate the
20th year of LCPC. This panel, organized and moderated by Steering Committee
Chair David Padua, was scheduled for an entire session to allow seven leaders
in parallel computing to give their perspective on how the field has evolved over
the past 20 years, and what the major challenges are for the future. The panel
included a number of luminaries in parallel computing – Arvind (MIT), David
Kuck (Intel), Monica Lam (Stanford University), Alexandru Nicolau (University
of California Irvine), Keshav Pingali (University of Texas, Austin), Burton Smith
(Microsoft Research), and Michael Wolfe (The Portland Group). Our thanks to
David Padua for organizing this panel.

We would like to thank the many people who contributed valuable time and
effort to making LCPC 2007 a success. Most importantly, we want to thank all the
members of the community who submitted papers to the workshop.This workshop
is, in the end, an (incomplete) representation of the results of their hard work.
Second, the Program Committee worked hard to review 12–13 papers each and
to participate in the all-day Program Committee teleconference. The quality of
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VI Preface

the technical program owes much to their effort. In his role as Steering Committee
Chair, David Padua provided valuable guidance and support. He also lent his stack
of 19 previous LCPC proceedings to mark the occasion!

Finally, Sheila Clark put in tremendous effort behind the scenes to manage
many organizational details for the workshop and we would not have been able
to pull it off without all her help.

October 2007 Vikram Adve
Maŕıa Jesús Garzarán

Paul Petersen
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Keynote Presentation:

NVIDIA CUDA Software and GPU Parallel
Computing Architecture

David Kirk, Chief Scientist, nVidia Corp.

Abstract. In the past, graphics processors were special-purpose hard-
wired application accelerators, suitable only for conventional rasterization-
style graphics applications. Modern GPUs are now fully programmable,
massively parallel floating point processors. This talk describes NVIDIA’s
massively multithreaded computing architecture and CUDA software for
GPUcomputing.The architecture is a scalable, highly parallel architecture
that delivers high throughput for data-intensive processing. Although not
truly general-purpose processors, GPUs can now be used for a wide variety
of compute-intensive applications beyond graphics.

Panel I:
How Is Multicore Programming Different from Traditional Parallel

Programming?

Panelists:
Arch Robison (Intel)

Cǎlin Caşcaval (IBM Research)
Wen-mei Hwu (University of Illinois at Urbana-Champaign)

Hironori Kasahara (Waseda University, Japan) and
Gudula Rünger (Chemnitz University of Technology, Germany)

Moderator:
Vikram Adve (University of Illinois at Urbana-Champaign)

Panel II:
What Have We Learned After 20 LCPCs?

Panelists:
David Kuck (Intel)

Arvind (MIT)
Monica Lam (Stanford University)

Alexandru Nicolau (University of California Irvine)
Keshav Pingali (University of Texas, Austin)

Burton Smith (Microsoft Research) and
Michael Wolfe (the Portland Group)

Moderator:
David Padua (University of Illinois at Urbana-Champaign)
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Compiler-Enhanced Incremental Checkpointing

Greg Bronevetsky1, Daniel Marques2,
Keshav Pingali2, and Radu Rugina3

1 Center for Applied Scientific Computing,
Lawrence Livermore National Laboratory,

Livermore, CA 94551, USA
greg@bronevetsky.com

2 Department of Computer Sciences,
The University of Texas at Austin,

Austin, TX 78712, USA
daniel@ices.utexas.edu, pingali@cs.utexas.edu

3 Department of Computer Science,
Cornell University,

Ithaca, NY 14850, USA
rugina@cs.cornell.edu

Abstract. As modern supercomputing systems reach the peta-flop per-
formance range, they grow in both size and complexity. This makes them
increasingly vulnerable to failures from a variety of causes. Checkpointing
is a popular technique for tolerating such failures in that it allows applica-
tions to periodically save their state and restart the computation after a
failure. Although a variety of automated system-level checkpointing solu-
tions are currently available to HPC users, manual application-level check-
pointing remains by far the most popular approach because of its superior
performance. This paper focuses on improving the performance of auto-
mated checkpointing via a compiler analysis for incremental checkpoint-
ing. This analysis is shown to significantly reduce checkpoint sizes (upto
78%) and to enable asynchronous checkpointing.

1 Introduction

The dramatic growth in supercomputing system capability from the tera-flop to
the peta-flop range has resulted in a dramatic increase in system complexity.
While efforts have been made to limit the complexity of the Operating System
used by these machines, their component counts have continued to grow. Even
as systems like BlueGene/L [3] and the upcoming RoadRunner grow to more
than 100,000 processors and tens of TBs of RAM, future designs promise to
exceed these limits by large margins. While large supercomputers are made from
high-quality components, increasing components counts make them vulnerable
to faults, including hardware breakdowns [11] and soft errors [6].

Checkpointing is a popular technique for tolerating failures. The state of the
application is periodically saved to reliable storage and on failure, the applica-
tion rolls back to a prior state. However, automated checkpointing can be very

V. Adve, M.J. Garzarán, and P. Petersen (Eds.): LCPC 2007, LNCS 5234, pp. 1–15, 2008.
c© Springer-Verlag Berlin Heidelberg 2008
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Revisiting SIMD Programming

Anton Lokhmotov1,�, Benedict R. Gaster2,
Alan Mycroft1, Neil Hickey2, and David Stuttard2

1 Computer Laboratory, University of Cambridge
15 JJ Thomson Avenue, Cambridge, CB3 0FD, UK

2 ClearSpeed Technology
3110 Great Western Court, Bristol, BS34 8HP, UK

Abstract. Massively parallel SIMD array architectures are making their way into
embedded processors. In these architectures, a number of identical processing
elements having small private storage and using asynchronous I/O for accessing
large shared memory executes the same instruction in lockstep.

In this paper, we outline a simple extension to the C language, called Cn,
used for programming a commercial SIMD array architecture. The design of Cn

is based on the concept of the SIMD array type architecture and revisits first
principles of designing efficient and portable parallel programming languages.
Cn has a low level of abstraction and can also be seen as an intermediate language
in the compilation from higher level parallel languages to machine code.

1 Introduction

Massively parallel SIMD array architectures are no longer merely the province of large
supercomputer systems but are making their way into embedded processors. What
seemed a cautious extrapolation a decade ago (“even a parallel SIMD coprocessor em-
bedded in a single-user workstation may not be such a far-fetched idea” [1]) has now
become a reality.

In the 40 years since the design of Illiac IV [2], the first large-scale array computer
consisting of 64 processing elements (PEs), the progress of VLSI technology allows to
pack even more PEs into a single-chip microprocessor that in most respects can be con-
sidered “embedded”. For example, ClearSpeed’s CSX600 array processor consisting of
96 PEs has excellent performance per unit power by delivering more than 3 GFLOPS
per watt [3].

The CSX is a SIMD array architecture with a control unit and a number of processing
elements, with each PE having relatively small private storage and using asynchronous
I/O mechanisms to access large shared memory.

In this paper, we describe a data-parallel extension to the C language, called Cn, for
programming the CSX architecture. In Cn, parallelism is mainly expressed at the type
level rather than at the code level. Essentially, Cn introduces a new multiplicity type
qualifier poly which implies that each PE has its own copy of a value of that type. For
example, the definition poly int X; implies that, on the CSX600 with 96 PEs, there

� This author gratefully acknowledges the financial support by a TNK-BP Cambridge Kapitza
Scholarship and by an Overseas Research Students Award.

V. Adve, M.J. Garzarán, and P. Petersen (Eds.): LCPC 2007, LNCS 5234, pp. 32–46, 2008.
c© Springer-Verlag Berlin Heidelberg 2008
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Revisiting SIMD Programming 33

exist 96 copies of integer variable X, each having the same address within its PE’s local
storage.

The multiplicity is also manifested in conditional statements. For example, the fol-
lowing code assigns zero to (a copy of) X on every even PE (the runtime function
get_penum() returns the ordinal number of a PE):

if(get_penum()%2 == 0) X = 0;

On every odd PE, the assignment is not executed (this is equivalent to issuing a NOP
instruction, as the SIMD array operates in lock-step).

We describe designing Cn as an efficient and portable language. Efficiency and
portability often conflict with each other (especially in parallel languages [4]). We argue
that the CSX architecture (§2) is representative of its class and thus can be considered
as a SIMD array type architecture (§3). Core Cn operations (§4) can be thought of as
cheap (in the spirit of C), while more expensive operations are relegated to the standard
library. We compare and contrast Cn design decisions with similar approaches (§5),
and then argue that Cn can be seen as an intermediate language in the compilation from
higher level parallel languages (§6). We briefly discuss the Cn compiler implementation
(§7) and outline future work in conclusion (§8).

2 CSX Architecture

This section outlines ClearSpeed’s CSX architecture [3], which largely honours the
classical SIMD array organisation pioneered by the Solomon/Illiac IV designs [5], al-
beit embodied in a single chip.

2.1 CSX Family

The CSX architecture is a family of processors based on ClearSpeed’s multi-threaded
array processor (MTAP) core. The architecture has been developed for high rate pro-
cessing. CSX processors can be used as application accelerators, alongside general-
purpose processors such as those from Intel and AMD.

The MTAP consists of execution units and a control unit. One part of the processor
forms the mono execution unit, dedicated to processing scalar (or mono) data. Another
part forms the poly execution unit, which processes parallel (or poly) data, and may
consist of tens, hundreds or even thousands of identical processing element (PE) cores.
This array of PE cores operates in a synchronous, Single Instruction Multiple Data
(SIMD) manner, where every enabled PE core executes the same instruction on its local
data.

The control unit fetches instructions from a single instruction stream, decodes and
dispatches them to the execution units or I/O controllers. Instructions for the mono and
poly execution units are handled similarly, except for conditional execution. The mono
unit uses conditional jumps to branch around code like a standard RISC architecture.
This affects both mono and poly operations. The poly unit uses an enable register to
control execution of each PE. If one or more of the bits of that PE enable register is
zero, then the PE core is disabled and most instructions it receives will be ignored. The
enable register is a stack, and a new bit, specifying the result of a test, can be pushed
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onto the top of the stack allowing nested predicated execution. The bit can later be
popped from the top of the stack to remove the effect of that condition. This makes
handling nested conditions and loops efficient.

In order to provide fast access to the data being processed, each PE core has its
own local memory and register file. Each PE core can directly access only its own stor-
age. (Instructions for the poly execution unit having a mono register operand indirectly
access the mono register file, as a mono value gets broadcast to each PE.) Data is trans-
ferred between PE (poly) memory and the poly register file via load/store instructions.
The mono unit has direct access to main (mono) memory. It also uses load/store instruc-
tions to transfer data between mono memory and the mono register file. Programmed
I/O (PIO) extends the load/store model: it is used for transfers of data between mono
memory and poly memory.

2.2 CSX600 Processor

The CSX600 is the first product in the CSX family. The processor is optimised for in-
tensive double-precision floating-point computations, providing sustained 33 GFLOPS
of performance on DGEMM (double precision matrix multiply), while dissipating an
average of 10 watts. The poly execution unit is a linear array of 96 PE cores, with 6KB
SRAM and a superscalar 64-bit FPU on each PE core. The PE cores are able to com-
municate with each other via what is known as swazzle path that connects each PE with
its left and right neighbours. Further details can be found in white papers [3].

2.3 Acceleration Example

A Cn implementation of Monte-Carlo simulations for computing European option pric-
ing with double precision performs 100,000 Monte-Carlo simulations at the rate of
206.5M samples per second on a ClearSpeed Advance board having two CSX600 chips.
In comparison, an optimised C program using the Intel Math Kernel Library (MKL) and
compiled with the Intel C Compiler achieves the rate of 40.5M samples per second on
a 2.33GHz dual-core Intel Xeon (Woodcrest, HP DL380 G5 system). Combining both
the Intel processor and the ClearSpeed board achieves the rate of 240M samples per
second, which is almost 6 times the performance of the host processor alone.

3 Cn Design Goals and Choices

The key design goals of Cn were efficiency and portability. We first discuss these goals
in a broader context of programming languages for sequential and parallel computers
(§3.1), and then discuss how they affected the design choices of Cn (§3.2).

3.1 Efficiency and Portability

Program efficiency and portability are two common tenets of high-level programming
languages. Efficiency means that it is possible to write a compiler generating code that
is “almost” as fast as code written in assembly. Portability means that software can be
adapted to run on different target systems.
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Languages like C have been successful largely because of their efficiency and porta-
bility on von Neumann machines, having a single processor and uniform random
access memory. Efficiency comes from the programmer’s clear understanding of the per-
formance implications of algorithm selection and coding style. Portability is achieved
because languages like C hide most features of physical machines, such as instruction
set, addressing modes, register file, etc. Moreover, the hidden features apparently have
a negligible effect on performance, so porting often maintains efficiency [4].

Efficiency and portability are even more desired when programming parallel sys-
tems. Performance is the most compelling argument for parallel computing; and given
the amount of human effort required to develop an efficient parallel program, the result-
ing program should better have a long useful life [6].

In the world of parallelism, however, no single model accurately abstracts the vari-
ability of parallel systems. While it is possible, for example, to program distributed
memory machines using a shared memory model, programmers having limited control
over data distribution and communication are unlikely to write efficient programs. So
in this world, sadly, efficiency and portability are no longer close friends.

Snyder introduced [7] the notion of a type architecture—a machine model abstract-
ing the performance-important features of a family of physical machines, in the same
way as the RAM model abstracts von Neumann machines. He proposed the Candidate
Type Architecture (CTA) which effectively abstracts MIMD machines (multicomput-
ers) with unspecified interconnect topology. The key CTA abstraction is that accessing
another processor’s memory is significantly more expensive than accessing local mem-
ory (typically by 2–5 orders of magnitude) [4].

3.2 Cn as a Language for the SIMD Array Type Architecture

Our key observation is that the CSX architecture can be considered a SIMD array
type architecture (SATA), as it respects classical organisation and has typical costs
of communicating data between main (mono) and local (poly) memory. Designing a
core language based on the type-architecture facilities should provide both efficiency
and portability [7]. To match the programmer’s intuition, core language operations are
cheap, while operations relegated to the standard library are more expensive. For ex-
ample, arithmetic operations are cheap, while reduction operations (using the inter-PE
communication) are somewhat more expensive, albeit still cheaper than data transfer
operations between mono and poly memories.

Efficiency mandates only providing language constructs that can be reliably imple-
mented on the SATA using standard compiler technology. History shows that languages
that are difficult to implement are also rarely successful (HPF is a dismal example [8]).

Portability is important because the CSX architecture family (§2.1) does not fix the
PE array size. Also, as the number of PE cores increases, other (than linear) interconnect
topologies could be introduced.

Designing Cn as a C extension provides a known starting point for a large community
of C programmers. In addition, software development tools can be written by making
(small) modifications to existing ones, rather than from scratch.
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4 Cn Outline

In this section we outline the most salient features of Cn. We give further rationale
behind some design decisions in §5.

4.1 Types

Cn extends C with two additional keywords that can be used as part of the declaration
qualifier for declarators, i.e. logically amend the type system [9]. These keywords are
multiplicity qualifiers and allow the programmer to specify a memory space in which a
declared object resides. The new keywords are:

– mono: for declaring an object in the mono domain (i.e. one copy exists in main
memory);

– poly: for declaring an object in the poly domain (i.e. one copy per PE in its local
memory).

The default multiplicity is mono. Wherever a multiplicity qualifier may be used, an
implicit mono is assumed, unless an explicit poly is provided. A consequence of this
is that all C programs are valid Cn programs, with the same semantics. Thus, Cn is a
superset of C (but see §5.2).

Basic types. Cn supports the same basic types as C. They can be used together with a
multiplicity qualifier to produce declarations (only one of the qualifiers can be used in
a basic type declaration). Some example declarations follow:

poly int i; // multiple copies in PE local (poly) memory
mono unsigned cu; // a single copy in main (mono) memory
unsigned long cs; // a single copy in main (mono) memory

Pointer types. The pointer types in Cn follow similar rules to those in C. Pointer
declarations consist of a base type and a pointer. The declaration on the left of the
asterisk represents the base type (the type of the object that the pointer points to). The
declaration on the right of the asterisk represents the pointer object itself. It is possible
to specify the multiplicity of either of these entities in the same way as const and
volatile work in C. For example:

poly int * poly sam; // poly pointer to poly int
poly int * frodo; // mono pointer to poly int
int * poly bilbo; // poly pointer to mono int

Thus, there are four different ways of declaring pointers with multiplicity qualifiers:

– mono pointer to mono object (e.g. mono int * mono);
– mono pointer to poly object (e.g. poly int * mono);
– poly pointer to mono data (e.g. mono int * poly);
– poly pointer to poly data (e.g. poly int * poly).
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Note that in the case of a poly pointer, multiple copies of the pointer exist, potentially
pointing to different locations.

As in C, pointers are used to access memory. The compiler allocates named poly
objects to the same address within each PE local memory. Thus, taking the address of a
named object (whether mono or poly) always yields a mono pointer.

Array types. The syntax for array declaration in Cn is similar to that in C. It is pos-
sible to use a multiplicity qualifier in an array declaration. Consider the declaration
poly int A[42];. The multiplicity qualifier applies only to the base type of the ar-
ray (i.e. to the type of array elements). This declaration will reserve a poly space for 42
integers at the same location on each PE. Similar to C, we can say that the array name
is coerced to the address of its first element, which is a mono pointer to poly object (e.g.
poly int * mono).

There are some additional restrictions when dealing with arrays, specifically with
array subscripting, discussed in §4.3.

Aggregate types. Similar to C, Cn distinguishes between declaration and definition of
objects. A declaration is where an object type is specified but no object of that type is
created, e.g. a struct type declaration. A definition is where an object of a particular type
is created, e.g. a variable definition. Structs and unions in Cn match their C equivalents,
the only difference being the type of fields one can specify inside a struct or union type
declaration.

Standard C allows essentially any declaration as a field, with the exception of stor-
age class qualifiers. Cn allows the same with the additional restriction that fields cannot
have multiplicity qualifiers. This is because a struct type declaration just specifies the
structure of memory. Memory is not allocated until an instance of that struct type is cre-
ated. Thus, putting a poly field in a struct declaration and then defining an instance of
that struct in the mono domain would result in having contradictory multiplicity spec-
ifications. (Similarly for a mono field in a struct instance defined in the poly domain.)
For example:

// legal struct declaration
struct _A {

int a;
float b;

};
poly struct _A kaiser;

// illegal struct declaration
struct _B {

poly int a; // illegal use of multiplicity
mono float b; // illegal use of multiplicity

};
mono struct _B king; // where should king.a go?
poly struct _B tsar; // where should tsar.b go?

Multiplicity qualifiers, however, can be used on the base type of pointers (otherwise
pointers to poly data could not be declared as fields). For example:
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union _C { // define a union
poly int * a;
mono int * poly * b;

};
poly union _C fred;
mono union _C barney;

In the declaration of fred, the field a is created as a poly pointer to a poly int
(poly int * poly) and b is created as a poly pointer to a poly pointer to a mono int
(mono int * poly * poly). In the declaration of barney, a is created as a mono
pointer to a poly int (poly int * mono) and b is created as a mono pointer to a poly
pointer to a mono int (mono int * poly * mono).

4.2 Expressions

Cn supports all the operators of C. Mono and poly objects can usually be used inter-
changeably in expressions (but see §4.3 for exceptions).

Note that the result of any expression involving a mono and a poly object invari-
ably has a poly type. Thus, mono objects are promoted to the poly domain in mixed
expressions. In the following example,

poly int x; int y; x = x + y;

where y is promoted to poly int before being added to (every copy of) x. (Techni-
cally, the promotion is done by broadcasting values from the mono register file to the
poly execution unit.)

4.3 Assignment Statements

Assignment within a domain (i.e. poly to poly, or mono to mono) is always legal and
has the obvious behaviour.

A mono value can also be assigned to a poly variable. In this case the same value is
assigned to every copy of the variable on each PE. For example, poly int x = 1;

results in (every copy of) x having the value of 1. (Again, the architecture supports such
assignments by broadcasting the mono value to the poly unit.)

It is not obvious, however, what should happen when assigning a poly to a mono, i.e.
when taking data from multiple copies of the poly variable and storing it in the single
mono variable. Therefore direct assignment from the poly domain to the mono domain
is disallowed in Cn.

Note that certain Cn expressions are disallowed, as otherwise they would require an
implicit data transfer from mono to poly memory. One such expression is dereferencing
of a poly pointer to mono data (e.g. mono int * poly). Attempting to dereference
such a pointer would result in poly data, but the data is stored in the mono domain and
would therefore need to be copied to poly memory. Since broadcasting can only send a
single mono value to the poly unit at a time, such a copy would involve expensive pro-
grammed I/O mechanisms. Therefore, allowing such dereferencing would conflict with
the design goal that the core language operations should be cheap. Thus, the compiler
reports dereferencing a poly pointer to mono data as an error.
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Since, following C, Cn treats x[i] as equivalent to *(x + i), it follows that index-
ing a mono array with a poly expression is also forbidden, because it would implicitly
dereference a poly pointer to mono data.

In all the cases when data transfers between mono and poly memories are required,
the programmer has to use memory copy routines from the standard Cn library.

4.4 Reduction Operations

Many parallel algorithms require reducing a vector of values to a single scalar value.
In addition to the core operations defined above, the Cn standard library provides sum,
times, and bit-wise operations defined for basic types for reducing a poly value into a
mono value. For example, on an array of n PEs,

poly float x; mono float y; ...
y = reduce_mono_sum(x);

means

y = x(0) + x(1) + ... + x(n-1);

where x(i) refers to the value of x on ith PE.
For some algorithms another form of reduction is useful: logically, a poly value is

reduced to an intermediate mono value which is then broadcast into a result poly value.
Thus,

poly float x, z; ...
z = reduce_poly_sum(x);

means

z(0) = ... = z(n-1) = x(0) + x(1) + ... + x(n-1);

Both forms can be efficiently implemented on the CSX using the inter-PE swazzle
path. The order in which the result is evaluated is unspecified.

4.5 Control Statements

The basic control flow constructs in Cn are the same as in C. Conditional expressions,
however, can be of mono or poly domain. Consider the if statement:

if(expression) { statement-list }

A mono expression for the condition affects both the mono and poly execution units.
If the expression is false, the statement list will be skipped entirely, and execution will
continue after the if statement.

A poly expression for the condition can be true on some PEs and false on others.
This is where the PE enable state (described in §2.1) comes in: all the PEs for which
the condition is false are disabled for the duration of executing the statement list. The
statement list is executed (even if all PEs are disabled by the condition), but any poly
statements (e.g. assignments to poly variables) have an affect only on the enabled PEs.
Mono statements inside a poly if, however, get executed irrespective of the conditions.
Consider the following example:
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poly int foo = 0; mono int bar = 1;
if(get_penum()%2 == 0) { // disable all odd PEs

foo = 1; // foo is 1 on even and 0 on odd PEs
bar = 2; // bar is 2

}

Effectively, a poly condition is invisible to any mono code inside that if statement.1

This language design choice may seem counterintuitive and is indeed a controversial
point in the design of SIMD languages, to which we return in §5.2.

A poly condition in an if..else statement implies that for the if-clause all the
PEs on which the condition evaluates to true are enabled, and the others are disabled.
Then, for the else-clause, the enable state of all the PEs is inverted: those PEs that
were enabled by the condition are disabled and vice-versa.

Conditional statements can be nested just as in C. Poly statements are only executed
on PEs when all the nested conditional expressions evaluate to true.

These rules, of course, dictate different compilation of conditional statements. Mono
conditional statements result in generating branch instructions, while poly conditional
statements result in generating poly instructions enabling and disabling PEs (enable
stack operations on the CSX; see §7 for more details).

Similar principles apply to loop constructs for, while and do..while. A loop with
a poly control expression executes until the loop condition is false on every PE. Note
that a poly loop can iterate zero times, so in that case, unlike the if statement, even
mono statements in its body will not be executed.

4.6 Functions

Multiplicity qualifiers can be specified for the return type of a function, as well as the
types of any arguments. We refer to a function as being mono or poly according to
whether its return type is mono or poly.

A return statement from a mono function behaves exactly as expected by transferring
control to the point after the call statement. A poly function does not actually return
control until the end of the function body. A return from a poly function works by
disabling the PEs which execute it. Other PEs execute the rest of the function code.
When the function returns, all PEs have their enable state restored to what it was on
entry. Note that all mono code in the function is always executed (unless branched over
by mono conditional statements).

5 Cn Design Rationale

5.1 Low-Level Abstraction

Early SIMD programming languages for the Illiac IV computer included Glypnir [10],
with syntax based on Algol 60, and CFD [11], based on Fortran. The main design
goal of these languages was “to produce a useful, reliable, and efficient programming

1 It way be worth noting that the block structure of code is still relevant. So, for example, any
mono declarations within the body of a poly conditional statement are local to that body.
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tool with a high probability of success” [10]. Given the state of compiler technology
in the early 1970s, the languages could not both be machine independent and satisfy
this goal.2 In addition to explicit means for specifying storage allocation and program
control as in Cn, these languages even provided means for accessing subwords and
registers.

Many vector processing languages have appeared since then, providing higher levels
of abstraction for array-based operations (e.g. Actus [12], Vector C [13], High Perfor-
mance Fortran [8], etc.). Unfortunately, such languages present greater complexity for
the implementors because of data alignment, storage allocation and communication is-
sues on SIMD machines (e.g. see [14,15]).

Cn builds on the C strength of “solving” most implementation efficiency problems
by leaving them to the programmers. While not the most desirable solution, it relieves
the programmers from solving the same problems using assembly language. In §6 we
argue that Cn can be seen as an intermediate representation for compiling from higher
level parallel languages.

5.2 Cn and Other SIMD Dialects of C

Cn is by no means the first C dialect for SIMD programming. Notable examples include
C* [16] for programming the Connection Machine models, MPL [17] for the MasPar
models, and 1DC (one-dimensional C) [18] for the IMAP models.

All these languages intentionally reflect their respective architectures. The unify-
ing theme is the use of a keyword to specify multiple instance variables (poly in C*,
plural in MPL, sep in 1DC). The language differences stem from the differences
between the architectures and design goals.

Communication. While the poly keyword implies the physical data distribution, C*
enshrines the viewpoint that no parallel version of C can abandon the uniform address
space model without giving up its claim to be a superset of C. Uniform memory means
that a PE can have a pointer p into the memory of another PE. For example, the state-
ment *p = x; means “send message x to a location pointed to by p”. Thus, C* relies
on pointers for interprocessor communication.

This C* feature is underpinned by Connection Machine’s key capability allowing any
PE to establish a connection with any other PE in the machine (via the global routing
mechanism or local meshes). Still, the programmer relies on the compiler writer’s abil-
ity to implement pointer-based communication efficiently. Perhaps, this is the reason
why, in contrast, MasPar’s MPL provides explicit communication operators, although
the MasPar has connection capabilities similar to the Connection Machine.

The IMAP architectures have a linear nearest neighbour interconnect, as does the
CSX. 1DC supports special operators for nearest neighbour communication, while Cn

relegates communication functions to the Cn standard library.

Dereferencing pointers. Even rejecting the pointer-based communication in C* does
not mean that the compiler will be able to optimise poorly written code; in particular,

2 Indeed, the compiler for Tranquil—the first Illiac IV language—was abandoned because of
implementation difficulties and lack of resources [10].
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code that makes a heavy use of costly DMA transfers between mono and poly mem-
ories. The Cn ban on dereferencing poly pointers to mono data (which would transfer
only several bytes at a time) aims to shut the door in front of the abusing programmers.
In contrast, MPL does not sacrifice convenience for efficiency and allows all pointer
operations.

Poly conditional statements. In §4.5, we discussed the behaviour of poly if state-
ments in Cn: even if the poly condition is false on every PE, the statement list is exe-
cuted regardless, including all mono statements in the list. This model of execution is
easy to implement on the CSX by inserting operations on the hardware enable stack
(see §7). The same model was used in MPL [19].

The designers of C* followed the other route by adopting the “Rule of Local Sup-
port” [16, §6.2]: if the poly condition is false on every PE, then the statement list is not
executed at all. The Rule of Local Support required extra implementation trouble but
preserved the usual model of a while loop in terms of if and goto statements. The C*
designers, nevertheless, admitted that their rule occasionally also caused inconvenience
and confusion.

Deciding on whether to preserve or to change the semantics of familiar statements
when extending a sequential language for parallelism is hard, and may even drive the
designers to a thought that designing a language from scratch is a better idea (e.g. see
the history of ZPL [4]). In the case of if statements, the solution does not need to
be that radical and could merely come as using different keywords in a more general
language supporting both execution models (for example, ifp for the Cn/MPL model
and ifm for the C* model).

6 Cn as Intermediate Language

SIMD array supercomputers went out of fashion in the early 1990s when clusters of
commodity computers proved to be more cost effective. Ironically, vector-style instruc-
tions reemerged in commodity processors under the name of SIMD (or multimedia)
extensions, such as Intel MMX/SSE and PowerPC AltiVec.

The principal difference between “real” (array) SIMD and vector extensions is that
the latter operate on data in long registers and do not have local memory attached to
each PE as in SIMD arrays. In terms of the Cn language, this means that it would be
inefficient (if not impossible) to use pointers to poly data when programming in Cn

for vector extensions. This is because it would not be straightforward to compile Cn

programs expressing memory operations that are not supported by the hardware.
We argue, however, that the Cn language can be regarded as a “portable assembly”

language for both SIMD and vector architectures. Given an architecture description,
high-level languages providing more abstract array-based operations can be translated
to Cn and then efficiently mapped to machine code by the Cn compiler.

For example, consider a Fortran 90 style statement B[0:959] = A[0:959]+42;

where A[] and B[] are arrays of floats. This statement loads 960 values from A, adds
42 to each, and stores 960 results to B. Suppose that the target architecture is a vector
machine with 96 elements per vector register, hence the statement parallelism needs to
be folded 10 times to fit the hardware by strip mining [20,15].
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For a vector machine, the declaration poly float va, vb; can be thought of as
defining two vector registers in a similar way as vector float vc; can be used to
define a (4-element) vector in the AltiVec API [21]. The vector statement can then be
strip-mined horizontally [15], resulting in:

const poly int me = get_penum(); // get PE number
mono float * poly pa = A + me;
mono float * poly pb = B + me;
for(int i = 0; i < 10; i++, pa += 96, pb += 96) {

va = *pa; // load 96-element vector
vb = va + 42;

*pb = vb; // store 96-element vector
}

(Note that here we have lifted the Cn ban on dereferencing poly pointers to mono data,
which is the artefact of distributed memory SIMD arrays.)

The same strategy works on a SIMD machine having 96 PEs: 10 vector indirect
loads (one on each iteration) are replaced with 10 DMA transfers from mono to poly
memory, 10 vector stores with 10 DMA transfers from poly to mono memory; each
transfer moves a single float to/from a PE. It is more efficient, however, to strip-mine
vertically [15], which in pseudo-vector notation can be written as:

poly float pA[10], pB[10];
pA[0:9] = A[10*me:10*me+9]; // DMA mono to poly
pB[0:9] = pA[0:9] + 42;
B[10*me:10*me+9] = pB[0:9]; // DMA poly to mono

This requires only two DMA transfers of 10 floats each. Given high DMA start-up
costs, vertical strip-mining is several times more efficient. Hence, the compiler should
favour the second form on SIMD machines. (This is a trivial example of the decisions
we referred to in §5.1 that the compiler needs to make to efficiently compile high-level
vector abstractions).

To summarise, Cn code can be seen as an intermediate language, from which tar-
get code can be generated. Once a Cn compiler is written and well-tuned, the qual-
ity of target code should principally depend on the ability of the (machine-description
driven) front-end to generate efficient intermediate code from a higher level parallel lan-
guage. Even if the front-end generates suboptimal intermediate code, the performance-
conscious programmer still has a fallback to the intermediate language, rather than to
assembly.

Cn has already been targeted from a subset of OpenMP [22]. We believe that Cn can
also be targeted from high-level data parallel libraries such as MSR Accelerator [23]
and memory hierarchy oriented languages such as Stanford Sequoia [24].

7 Cn Compiler Implementation

ClearSpeed has developed a Cn optimising compiler for the CSX architecture using
the CoSy compiler development framework [25]. Small modifications to the front-end
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were needed to support the multiplicity qualifiers in the source code. Each type is sup-
plemented with a flag indicating whether it is mono or poly. A special phase was written
to recognise poly conditional statements and transform them into a form of predicated
execution. For example, assuming that both x and y are in the poly domain,

if (y > 0) {
x = y;

}

becomes
enablestate = push(y > 0, enablestate);
x ?= y;
enablestate = pop(enablestate);

where the predicated assignment operator ?= assigns its rhs expression to the lhs loca-
tion only on those PEs where all the bits of the hardware enable stack (represented by
the variable enablestate) are 1.

Predicated execution requires careful rethinking of standard optimisations. For ex-
ample, the standard register allocation algorithm via coloring has to recognise that live-
ness of a virtual poly register is not simply implied by its def-use chain but is also a
function of the enable state. This is not, however, a new problem (e.g. see [26]).

7.1 Cn Compiler Performance

ClearSpeed has developed a number of interesting applications in Cn, including func-
tions from the molecular dynamics simulation package AMBER, Monte-Carlo option
pricing simulations, implementations of 2D and 3D FFTs, and others.

The Cn design choice of only including features that can be efficiently implemented
using standard compiler technology pays off handsomely, since the implementors can
concentrate their efforts on optimisations that the programmer expects the compiler to
get right. For example, Fig. 1 shows on 20 benchmarks the performance improvement
achieved by the version 3.0 of the Cn compiler over the version 2.51.

Much of the improvement comes from the work on the register allocator and other
optimisations becoming aware of poly variables. Particular optimisations, e.g. loop-
invariant code motion, have proved to benefit from the target processor’s ability to issue
forced poly instructions which are executed regardless of the enable state.

Code for the amber benchmark generated by the current version of the compiler
performs within 20% of hand-coded assembly. (No other similar data is available for
comparison, because it makes little sense to re-implement assembly programs in Cn,
other than to improve portability.)

8 Future Work and Conclusion

Programming in Cn tends to require the programmer to restructure programs to expose
the parallelism lost when writing in a sequential language. Essentially, the Cn program-
mer indicates a parallel loop. We believe it is possible to ease the programmer’s task
of annotating sequential C programs (but expressing parallel algorithms) with the poly
qualifier, if the programmer can assert certain properties.
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Fig. 1. Performance improvement of code generated by the compiler version 3.0 over code gen-
erated by the compiler version 2.51

We are developing an auto-parallelising compiler module converting C code to valid
Cn code using programmer’s annotations based on the concept of delayed writes [27].
The resulting Cn code is then fed into the optimisation and code generation phases of
the Cn compiler.

ClearSpeed has developed a set of production quality tools targeting the CSX ar-
ray architecture, including an optimising compiler, assembler, linker and debugger, that
make software development in Cn a viable alternative to hand-coding in assembly as
loss in performance is far outweighed by the advantages of high-level language pro-
gramming.
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16. Rose, J.R., Steele Jr., G.L.: C*: An extended C language for data parallel programming. In:
Proc. of the 2nd International Conference on Supercomputing (ICS), vol. 2, pp. 2–16 (1987)

17. MasPar Computer Corporation: MasPar Programming Language (ANSI C compatible MPL)
Reference Manual (1992)

18. Kyo, S., Okazaki, S., Arai, T.: An integrated memory array processor for embedded image
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19. Christy, P.: Software to support massively parallel computing on the MasPar MP-1. In: Proc.
of the 35th IEEE Computer Society International Conference (Compcon Spring), pp. 29–33
(1990)

20. Allen, R., Kennedy, K.: Optimizing Compilers for Modern Architectures. Morgan Kauf-
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21. Freescale Semiconductor: AltiVec technology programming interface manual (1999)
22. Bradley, C., Gaster, B.R.: Exploiting loop-level parallelism for SIMD arrays using OpenMP.

In: Proc. of the 3rd International Workshop on OpenMP (IWOPM) (2007)
23. Tarditi, D., Puri, S., Oglesby, J.: Accelerator: using data parallelism to program GPUs for
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EXHIBIT B 



Mary K. Bolin, PhD
2433 U Street

Lincoln, Nebraska 68503
mary@marykbolin.com

Mary K. Bolin, PhD

Professor Emeritus
University Libraries
University of Nebraska—Lincoln
mbolin2@unl.edu

Lecturer,
School of Information
San José State University
mary.bolin@sjsu.edu

EDUCATION

PhD, Educational Studies (Educational Leadership and Higher Education), 2007, University of
Nebraska

Dissertation: A Typology and Discourse Analysis of the Status and Appointments of Librarians at
Land Grant Universities (available at digitalcommons.unl.edu)

MA, English, 1999, University of Idaho
Thesis: Grace: A Contrastive Analysis of a Biblical Semantic Field (available at
digitalcommons.unl.edu)

MSLS, 1981, University of Kentucky

BA, Linguistics, 1976, University of Nebraska—Lincoln

WORK EXPERIENCE

Center for Digital Research in the Humanities. Fellow, 2019-  Emeritus, 2020-



University of Nebraska--Lincoln Libraries: Professor and Catalog and Metadata Librarian,
Digital Initiatives and Special Collections, 2015-2020. Emeritus, 2020-

University of Nebraska—Lincoln Libraries: Professor and Chair, Discovery and Resource
Management, 2004-2015; Coordinator of Collection Development, 2012-2015

University of Idaho Library: Head, Technical Services Department, 1993-2003. Promoted to
Professor in 1999

University of Idaho Library: Head, Cataloging Department, 1986-1993. Promoted to Associate
Professor and tenured, 1991

University of Georgia Libraries: Head, Records Maintenance Section, Cataloging Department,
1981-1986

Teaching:
San José State University School of Information:

LIBR 281, Metadata. 2009-
LIBR 248, Introduction to Cataloging and Classification. 2013-
LIBR 202, Information Retrieval. 2008-2013

American Library Association

Cataloging for Non-Catalogers, Online Continuing Education Course, 2017-
Intermediate Cataloging for Non-Catalogers, Online Continuing Education Course, 2018-

Lyrasis

Webinar on BibFrame, taught twice a year, 2020=

Independent Study in Idaho

Library Science C415, Technical Services for Small Libraries, 2004-2013
Library Science C416, Library Services to Rural Libraries, 2004-2013
Library Science C422, Use of the School Library, 1999-2013
Library Science C425/525, Organization and Management of Small Libraries,
1988-2013
Library Science C427, Library or Media Center Practicum, 1995-2013



Gateway PhD Program (San Jose State University and Queensland University of Technology).
SJSU supervisor for two PhD students, 2015-

Gateway PhD Program (San Jose State University and Manchester Metropolitan University).
Associate Coordinator, 2021-

Consulting
Expert witness for multiple attorneys employed by Wolf, Greenfield & Sacks, P.C.,
Hughes Hubbard & Reed LLP, and other firms. 2017-

Editing
Language and academic editing for EditSprings, a service for international scholars, 2020-

SCHOLARSHIP

Refereed Publications:

(Publications available from digitalcommons.unl.edu)

Bolin, Mary K. (2022). “Academic Libraries and Writing Centers: Collaborations at US Public
Research Universities.” School of Information Student Research Journal, 11(2). Retrieved from
https://scholarworks.sjsu.edu/ischoolsrj/vol11/iss2/2

Bolin, Mary K. (Forthcoming 2022). Organizational Transformation in Academic Libraries:
Discourse, Process, Product. Oxford, UK: Chandos/Elsevier.

Bolin, Mary K. (Forthcoming).  “Metadata, Catalog Systems, Linked Data, and the Evolving
ILS.” In: Sandra Hirsh (Ed.), Information Services Today: An Introduction. 3rd ed. New York:
Rowman and Littlefield.

Pytlik Zillig, Brian, and Mary K. Bolin. (Forthcoming) “Visualization of Semantic Primes in
Texts from Early Modern English Drama.” Journal of the Japanese Association for the Digital
Humanities.

Wintermute, Harriet E., and Bolin, Mary K. (2018). “Metadata Generators for Backlog
Reduction: Metadata Maker Streamlines Cataloging and Facilitates Transition. Technical
Services Quarterly 35(2) doi: https://doi.org/10.1080/07317131.2018.1422879



Bolin, Mary K. (2018).  “Metadata, Catalog Systems, Linked Data, and the Evolving ILS.”
In: Sandra Hirsh (Ed.), Information Services Today: An Introduction. 2nd ed. New York: Rowman
and Littlefield.

Bolin Mary K. (2017). The 21-century Academic Library: Global Patterns of Organization and
Discourse. Oxford: Chandos Publishing. (Chandos Information Professional Series)

Bolin, Mary K. (2017). Linguistics and LIS: A Research Agenda.” SLIS Student Research
Journal, 7:1.
Retrieved from http://scholarworks.sjsu.edu/slissrj/vol7/iss1/2

Bolin, Mary K. (2014). "Open Access Web Resources for Library Continuing Education and
Training." In S. Hines (Ed.), Revolutionizing the Development of Library and Information
Professionals: Planning for the Future (pp. 107- 124). Hershey, PA: .
doi:10.4018/978-1-4666-4675-9.ch008.

Bolin, Mary K. (2014). "The Language of Academic Librarianship: The Discourse of Promotion
and Tenure. “Advances in Library Administration and Organization 32.

Bolin, Mary K. "Librarian Status at US Research Universities: Extending the Typology." Journal
of Academic Librarianship 34:4 (September 2008)

Bolin, Mary K. "A Typology of Librarian Status at Land Grant Universities." Journal of
Academic Librarianship, 34: 3 (May 2008)220:230.

Bolin, Mary K. "The Library and the Computer Center: Organizational Patterns at Land Grant
Universities." Journal of Academic Librarianship, 31:1 (2005)

Eckwright, Gail Z. and Mary K. Bolin. "The Hybrid Librarian: The Affinity of Collection
Management with Technical Services and the Organizational Benefits of an Individualized
Assignment." Journal of Academic Librarianship, 27:6 (2001)452:457.

Bolin, Mary K. "Catalog Design, Catalog Maintenance, Catalog Governance," Library
Collections, Acquisitions, and Technical Services. 24: (2000)53-63.

Bolin, Mary K. "The Collegial Environment and the Functional Organization," Journal of
Library Administration. 29:2(1999):49-61.



Bolin, Mary K. "Cataloging Environmental Impact Statements and Related Documents,"
Resource Sharing and Library Networks. 14:1(1999): 21-40.

Bolin, Mary K. "Waiting for the Electrician or Someone like Him: Client-Centered Technical
Services" Proceedings of the Association of College and Research Libraries National
Conference, Nashville, April 1997.
< http://www.ala.org/Content/ContentGroups/ACRL1/Nashville_1997_Papers/Bolin.htm >

Grants:

Electronic Theses and Dissertations. Seed Grant from University of Idaho Office of Research,
2002. Co PI with Gail Z. Eckwright. $6500.

Interoperability of Metadata for Thematic Research Collections. Grant to the Center for Digital
Research in the Humanities from the Institute of Museum and Library Services 2005-2008.
Project Team Member.
http://unlcms.unl.edu/cas/center-for-digital-research-in-the-humanities/projects/pages/iom_files/I
OM_Final_Narrative_Report_July_2008.pdf

Other Publications:

Library Philosophy & Practice. Peer-reviewed electronic library science journal. Mary K. Bolin
and Gail Z. Eckwright, founders and editors. http://digitalcommons.unl.edu/libphilprac

Library Science C415, Technical Services for Small Libraries, through Independent Study in
Idaho. 2004.

Library Science C416, Library Services to Rural Libraries, through Independent Study in Idaho.
2004.

Library Science C422, Use of the School Library, through Independent Study in Idaho. Revised
1999.

Library Science C425/525, Organization and Management of Small Libraries through
Independent Study in Idaho. Revised 2005.

Library Science C427, Library or Media Center Practicum, Independent Study in Idaho. Revised
1999.



Presentations:

Bolin, Mary K. “BibFrame and the MARC Cataloging Environment: an Introduction.” Lyrasis
Webinar, June 16, 2020, August 17, 2021.. Recording available
http://lyrasis.adobeconnect.com/paufo9e0dm30/

Pytlik Zillig, Brian, and Mary K. Bolin. “A Little More than Kin, a Little Less than Kind”: the
Semantic Field Grace in Early Modern English" Poster Session, Text Encoding Initiative
Meeting, Graz, Austria, September 18, 2019

Pytlik Zillig, Brian, and Mary K. Bolin. “Shakespeare and the Enumeration of Semantic Primes.”
Research Paper Presentation, Text Encoding Initiative Meeting, Tokyo, Japan, September 13,
2018

"Library Philosophy and Practice: Creating and Maintaining an Open-Access E-Journal,"
Presentation to UNCL meeting (libraries at campuses of the University of Nebraska), Lincoln,
Nebraska, March 20, 2008.

Presentation to "Thinking outside the Borders" participants on the open-access electronic journal
Library Philosophy and Practice and its role in the international library community. University of
Nebraska—Lincoln Libraries, October 24, 2007

Panel discussion on open access electronic journals. GWLA directors' meeting. Linda K. Hall
Library, Kansas City, Missouri. April 2007.

"Waiting for the Electrician or Someone Like Him: Client-Centered Technical Services."
Association of College and Research Libraries National Conference, Nashville, April 5, 1997.

" 'Some Problems of an Editor': the Idaho Librarian from Manuscript to Published Issue," Joint
Annual Conference of the Idaho Library Association and the Washington Library Association,
Spokane, Washington, April 6, 1995.

"Automating Idaho's Libraries: a Historical Perspective." Idaho Library Association Annual
Conference, Idaho Falls, October 4, 1990.

"Small Library Management." Idaho Library Association Spring Conference, Lewiston, Idaho,
May 13, 1989.



"No More 'Good Workers': Excellence and Academic Library Classified Staff." Association of
College and Research Libraries 5th Annual Conference, Cincinnati, April 7, 1989.

"Communication to and from Cataloging Departments." Heads of Cataloging Discussion Group,
American Library Association Midwinter Meeting, San Antonio, January 1988.

Discussion Leader at the LAMA (Library Administration and Management) Management
Exchange. American Library Association Annual Meeting, San Francisco, June 1987.

"Staff Turnover." Heads of Cataloging Discussion Group, American Library Association
Midwinter Meeting, Chicago, January 1987.

SELECTED PROFESSIONAL SERVICE

Reviewer. Resources for College Libraries. Linguistics bibliography, Spring 2020.

Peer reviewer for ALISE National Conference presentations, Spring 2020.

Peer reviewer for Journal of Academic Librarianship, 2012-

Peer reviewer for refereed journal, Western Nigerian Journal of Medical Sciences
(http://www.wnjms.org/ ), a publication of Ladoke Akintola University of Technology
(LAUTECH) Teaching Hospital, 2008-

PhD Reviewer for students from Aligarh Muslim University, India, 2010-

Outside reviewer for numerous library faculty promotion and tenure cases in US universities.

University of Nebraska--Lincoln
Chair, University Libraries Faculty, 2018

Faculty Senate Academic Rights and Responsibilities Committee, 2016- Chair, 2018-19

Faculty Senate – 2004-2008; 2008-2011

Faculty Senate Executive Committee 2004-2008

Academic Planning Committee (APC), 2005-2008; Vice Chair, 2006-2007; Chair,
2007-2008



Aesthetic Review Committee 2006-2007

APC monitor for academic program reviews: Department of Political Science, 2005;
Department of Educational Psychology 2006
Pacific Northwest Library Association:

Editor, PNLA Quarterly, December 2002-December 2013

Idaho Library Association:

Editor, The Idaho Librarian, September 1990-January 1996




