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1% Generating Characters

ing phase can eliminate these edges, as discussed in Chapter 19, A p
i algorithm based on the parametric-line representation for chipping o
ular cHp regions is discussed, along with the Weiler algorithm for clipping i
vons, in Section 19,1,

14 GENERATING CHARACTERS

.1 Defining and Clipping Characters

ally expensive way is to define each character as a curved or poly
1 convert it as needed. We first discuss the other, simpler way, in wh
in a given font is specified as a small rectangular bitmap. Generating
eniails simply using a copyPixel to copy the character’s Image from
aiied a fort cache, into the frame buffer at the desired position.

w ot cache may actually be in the frame buffer, as follows. Jn mo
]

£

een may be stored in a sguare memory, leaving a o
duewreen memory. Altematively, there may be enough memory

> fowt cache for the cumrently displayed fone(s) is freguanhy a0
0 memory becaose the display controller’s copyPixal wind
memory. A related use for such invisible memory i &
sbscured by popped-up images, such as windows, mem
for the font cache are usually created by scanning in
o fypesetting fonts in various sizes: a typeface designer
up individual pixels in cach character’s bitmap a5 neg
igner may use a paint program to create, fromy serith
= for screens and fow-resclution printers. Since smull b
thas one bitmap must be defined for a given charactor i b 4
s standard sizes. Furthermore, each type face requires #s ow
sinct font cache is needed for each font Joaded by the app!
ers are clipped automatically by SRGP as purt of iis
acter is clipped to the destination rectangle on a pi
us olp a character at any row or colummn of

if theextent s trivially accepted 35 the w
For systems with a fust copyPixed, 1 s stil
s of the string exient s @ precursor i clipp

e
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128  Basic Raster Graphics Algorithms for Drawing 25 Primitives

typedef point vertex:
sypedef vertes edge(2]
typedef vertex veriexArmay [MAX];

I3 A . RO N
static void Output {(vertex, il *, verex AITay |,

static boolean Inside (verex, edge):
static vertex Intersect {vertex, veriex, edge);

void SutherlandHodgmanFolygonClip (
vertex Array inVerfexArray,
vertex Array outVertexArray,
i inlength,
jnt souilength,
edge clipBoundary}

*omLeng:h = e Start with Ehc fast vertex in inVertexArray ¥

5 = inVertexArraylinLength —

i < inLength: j++)

p = inVertexdrrav] ]

i (inside (p; clipBoundary)) {
if (Inside (s, clipBoundary}}

Oumui n, outLength, outVertexAn rayh

else {

i = Intersect {z, p, clipPoundary )
Qutput {4, c)'zsLeﬁfim outVertexArrayy.
Output {p, owrlength, ouVe rlexArrayy;

}

+else
i ’Iﬁs;.’h (s, clipBoundary)} {

----- = Intersect (s, p, clipBoundary};
OL tput {7, outLength, curVertexAr yay )

I

5=
ix for »f
+ SntherlandHodgmanPolygosClip #/

-

¥

v Adds newVerfex o putVerfexdrray and then updates outLengih */
static void Output {vertex newVertex, int woutLength, vertex Array outeries rray)

{

static boolesn Toside (vertes esiVerier,

F Now s and p correspond to the vertices in Fig. 348 %/

e Checks whether the vertex lies inside the clip edge oo not wf
o vlipBeidory}

Generating Characters

i point holds double x. v/

1+ MAX isa declared constant - x/

w edge (frsy, second) against olipBoundary, outputs the new point ¥/
st Lersect (vertex firse, vertex second, edge clipBoundary)

f+ Input vertex array #/

/% Output vertex array =/

1+ No. of entries in inVerrexdrray
4 M6, of entries in outVerrexArray wf
ix Edge of clip polygon +/

Fig, 3.49 Sutherland-Hodgman polygon-clipping algorithm.

wlowng with discrete instances of the same characters. at low reso
iz described by a struct {declared in Fig. 3.51) containing a referen
sores the characters’ images, aleng with information on the helply
be amount of space 1o be placed between adjacent characters in a i
» stors the space between characters as part of a characeer’s width!
twier spacing.)

d-in Section 2.1.3, descender height and total height are on
+ former is the number of rows of pixels at the bottom of the
ovs, and the latter is simply the height of the font-cache canv
i the other hand, is not considered a constant; thus; & char
it, rather than being forced into a fixed-width charut
between characters when it draws a text string, o
»f each font’s descriptor. A word-processing applicating
SHGP to display. individual words of text, and can gl

#+ Start, end pt. of comrent Qois,ge:sn edg
/% Interséction pi. with a clip boundary &
Yertex loop counter &/

jv Cases 1 andd ¥/
/* Case 1 */

s Cased #/

are aligned at the right margin. This involves wing 1
rine where the right edge of each word s, in srder
fx Casos 2and 3 #f 3 «i‘ ‘\ﬁediwn 10 BRY, ,%RG? & text- handimg fammwa are

w Case 2w/

¢ fney comr()i over the spacing of mdavzdzmi L{t@r@ o \js, e
wipting, kerping, and printing text that is not horizontall

+ Mo action for case 3 &/
Jx Advance tnest pair of vertices #

Big 848 ol
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120  Basic Haster Graphiss Algorithms for Drawing 2D Primitives Generating Characters

{ ) We mentioned that the bitmap technique requires a distinet font cache |
typedef struect |

it Jef. width /s Horizonial location, width of image in font cache +/ s of font, size, and face for each different resolution of display or output
faxt JefiX | width; ¥ ROTetal ¥

3 charLocation: . e i ) N

FeEs i) thus requires 32 font caches! Figure 3.53(s) shows a common way ¢

typedef struct { it caf;h\;‘ m suppz:m mu}r‘rp}{: ‘te’ac.:e Vartfa.r:ons: The #alic face 35 agpr<3xi.‘ .
canvasiD cache; o v the font’s image into regions with horizontal ““cuts,”” then offsetiing il
int descenderHeight, fotalHelght /x Height is g constant; width varies */ o

wforming a sequence of calls to SRGP_copyPixel.
rugde approximation does not make pleasing characters; for example, iy
soncircular. More of a problem for the online vser, the method o
tgr spacing and makes picking much more difficult. A similar g

Measured in pixels =/
« Explained in the text =/

by

int interCharacterSpacing:
charLocation locationTable{128];
1 fomCacheDescriptor;

~.
%

Fig. 3.51 Type declarations for the font cache. :
shiiques
specially when combined with subscripting.
- wiy to solve the storage problem is to store characters in an
dependent form using polygonal or carved outlines of their shapes detl
iot parameters, and then to transform them appropriately. Pelymunial £
(see Chapter 11) provide smocth carves with continuous
ad are comnonly vsed to encode text outlines. Although e
s up more space than IS representation in a font cache, multiple 5
fraen a single stored representation by suitable scaling; also, ttalics may
by shearing the outline. Apother major advantage of storig o
independent form is that the outlines may be arbiln
clipped {or used as clipping regions themselves
e cconomy of splined characters is not quite 30 gros!
instance, not all point sizes for a character may be obtaine
:se the shape for an acsthetically pleasing font s tvp
. each shape suffices for only a limited range of paint
s of splined fext reguires far more processing than thy
wan, because the device-independent form must be converiy

3.18.2 Implementation of a Text Output Primitive

Inthe code of Fig. 3.52, we show how SROP text is implemented imemai%;tf: EaCh cakﬁm’gjg
in the given string is placed individually, ;ﬂd the space bf:tu;g;e‘e;? ?hfracie(ris) i‘dmj;é -;?ixé
appropriate field in the font descriptor. Mote t?aat ~4‘.01113;}}«5:};,311es such as dealing 31

fonts in a string must be handled by the application program.

voie SRGP. characterText
point origin,
ringToPring,

fontCacheDescriptor foatdnfo)

#+ Where to place the character in the current canvas

it i)

J Origin specified by the application i for baseline and does not inciude descender. #/
originy —= forinfo descenderHel aht;

for (i = (11 < sirlen {stringToPriniy i+ {
rectangle fontCacheReciangle; )
char charToPring = stringToPrint . ,,
/% Find the rectangular region within the cache wherein the character lies »/
charLocation #fip = &ﬁmri’rgfb.Joca‘fimzY&b?@{chfzr%?rint};

3 ~ foft Y Oy
fomCacheRectangle bowtomieft = SROP. defPoint {fip—> 'sst s 9_)« ’ 1
fomiCacheReviangle topRight = SRGP. defPoint (fip—>iefiX + pp-—->wz@7h — 1,
) ) fentinfororadHeight — ik

{ i, i " i o, ) o v
SRGP. copyPixel { jmﬂrg;z}.cache;js;ﬂzzCacheRa.;angm ariginy; ) )
% i“pdwé the origin 10 move past the new character plits intercharacier spacing
prigin.x e fip—>width + interCharacterSpacing:
L fe SRGP.cheragierText

¢

§for BHGF s tox priviive.

Fig, 3.52 hmplementation of o
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for amly conves

331 Bephain why the SatherasdeHodgman o
clipping reglons. X T qiboivels covered G Lot
3.32 Devisea strategy for subdividing a pixel and counting the mumber of subpixels ;am:x e i;;;;;
10 a significant degree) by a line, as part of a Hne-drawing algorithuy osing unweighied area sumpling

- A (=4 <

3 & {3 - F g PETPN E PR OTR e § !ﬂ
3.33 Create tables with various decreasing functions of the distance between pixel »cmzr f:f i !
3.3 ables i ; ) on pixel center g
center. Use them in the antialiased line algorithm of Fig. 3.62. Contrast the results pro !
se praduc @ -filtered Hue.

those produced by & box-fi ' ‘

i i v gons W 7 ou  hand!
3.34 Cenerzlize the antialiasing technigues for lines to polvgons. How might you b
nonpolygonal boundaries of curved primitives and characters?

£, we describe how the important hardware elements of 4 o
st work, Section 4.1 covers hardeopy technologies; privton
¢ plotters, faser printers, ink-jet plotters, thermal-transfor wlie
The basic technological concepts behind cach type of device
sl g eonchuding section compares the various devices. Section
s, discusses monochrome and color shadow-mask CRTs, the dire
Hepsid-crystal displays (LCDs), plasma panels, electrolumin

more specialized technologies. Again, a concluding section dis
of the various display echnologies.
stems, which can use any of the display technolosies o
PinSection 4.3, A simple, straightforward raster systen is first i
fnced with respect to graphics functionality and’ integrati
¢ processors into the system address space. Section 4.4 1
i table and video controller in image display, color contros
ssing. The almost-cbsolete vector {(also called random, callian
st s discussed briefly in Section 4.5, followed in Section

W devices such as tablets, mice, touch panels, and soon Al

sty than technological detaifs are stressed. Section 4.7 brivtly
s, such as film scanners, by means of which an existing fmage gy

41 shows the relation of these hardware devices 16 one anoth
it integrated CPU and display processor known a5 Lrapi

tiag of & CPU sapabide of executing at foast several million iy
. a ke

O

W

&

e slisks and & display with resofution of feast HIOU by

a5
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146 Graphics Hardware o
g Touhnolog

daot spacing (¢} interdot spacing
f dot size ane-third dot size.

imeraction
aevices .

x}vi‘u:wah‘ s smaller dot size allows finer detail,
; . which is related to dotsize and can'bé no greater than
mga;é.shabi'e lines per inch that a device C‘&:\,rt?aét i%é‘;»’?fﬁ!iii
Cing ?'[ which adjacent black and white Hines czm‘?;a
in implies that horizontal and vertical resolution s'a'sfa;f ¢
‘;z‘.h 46 white Hines can be distinguished across one %\a';s'*iw th ”
toch {also referred 1o as 40 line-pairs per inchy. s
dtion ;%isas depends on the cross-sectional intensity distribution
3o s P T PR % £a3 3 y -
: :i;h; ft@i;égw yields higher resolution than does one wilh

pical interactive graphics system.

Fig. 4.1 Componsnis of a ty

le workstations for file sharing, electronic mail, af

jocal-area metwork connects multip
-guality film plotiers, large disks, gatewaystoo

access to shared peripherals such as high
petworks, and higher-performance CoOmpuisrs.

4.1 HARDCOPY TECHNOLOGIES
.. then summarize their charact

In this section, we discuss various hardeopy technologie:

jetics. Several important terms must be defined first.
The image quality achievable with display devices depends on both the addressabil

and the dot size of the device. Dot size {also called spot size) s the diameter of & single

on the device's output. Addressabilivy is the nusmber of individual (not necessas
distinguishable) dots per inch that can be created; it may differ in the horizontal and verti
directions. Addressability in x is just the reciprocal of the distance hetween ihe Sones
dots at addresses {x. ¥} and {x 4+ 1,9k addressability oy is defined simifarly, fug

distance 3s the reciprocal of addressability.

[ ids

=1 33‘ Qms&-secticnai SpOt intensity on resoly
i ;:everai such overlapping spots. oy & el
crgy is spread out over a larger area; its éfﬁf;
. {d} SGeveral of these spots ox}erisp;:ﬁm; The
slearer infdh. The actual image énfe{éés’iy
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12 Oraphios Hordwors

Cotors toaded Tn table at cach s in antpion

Entry T
numnber ' i 2 3 4 5 & 7 E: & i
0 l white white white white white  white  white  whie swiite | whim
1 ‘ black black black  black hlack  black  Black  black biack  black bl
2 red
3 red reid
4 } ad red
5 red red ot . o y
& i cod ced m;fﬁng as defined After scaling, as displayed
7 j red B
Fig, 4,28 Effect of scaling up 2 pixmap by a factor of 2.

Fig. 4.26 Look-up talle to bounce a red ball on & hiack surface against & Wi

nackground. Unspsecified entries are all white, wewst four times, twice on each of “ b o
g € es, twice on each of iwo successive scan Hies, Fig

iting up a letter and adictuing line by a factor of 2. Undes t
wticn than does its display, scaling up does not reveal mo

4.4.2 Bimap Transformations and Windowing

With some video controtlers, the pixmap 1§ decoupled from the view surface; that is,
direct. fized correspondence between positions in the frarde buffer and positions on
display is removed. An image transformation then defines the correspondence. The in :
transformation transforms from the frame buffer to the view surface. The transforma
can, in general, include 2 translation. scaling, rotation, and an additional clpy
aperation.

Figure 4.27 shows the type of rransformation found on SoRE Yaster displays. Part ot
frarme buffer, defined by a rectangular cf ip region, is enlarged to 1 the entire view surf
The ratio between the size of the window and the view surface must be an integer (3.0
figure). Pixels in the frame buffer outside the window aré not used, and none of the
ues are modified; the wansformations are applied by the video comtroller at the tef

cHon. mainiaing spatial resclution but decreases the wmi
s ome mage.
seral gpp}icati(m of image transformations, the scy
s surface defined by a viewport, as in Fig. 4.29. [
0 appear on the view surface putside of the viewpo
‘mszani‘ color or intensity; another, shown'in the Hiuw
4f. The .harsiwas'e impdernentation for the fatter optitn 45
iewport boundary coordinates are compared-tothe X, %
current position. If the beam is in the viewport, pingl
ow ares of the frame buffer and are replicated as requis

wal

The image e mation can he changed many times per second so as to Zive |
real-tipe-dynpnic ot of soroiling over of 200ming it an image. Also, a sequenty

o shosvn rapidly by loading each Lmage into a different area o
asformation i changed periodizally © display a full-screen

arhitrary bmapes cun b
frame buffer. The mage
first of one area, ten of the next amd so on.

The scaling needed to enlarge an fmage is trivially accomphished by repeating ¢
o window as the image is displayed. Fora scale factor of 2, each p

Enlargsd
viewport

values from within th

Ay
Frame buffer  Clip regl Moriter

on ir

} §i>03"?503’§ ?f the f‘r_ama buffer, specified by the olip reg
up by a factor of 2 and overlaid on the unscaled S b

Fig. 4.27 Portion of the frame buffer enlarged.an 1he view surface.
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(8 Seaphing Havdwane

£y

~

Video
signal
source
Fig., 4.30 A video controller mixing imeges from frame butfer and video-sign
SOUrce.

There are VLSI chips that implement many of these image display functions. Tho
various transformations are special cases of general window-rnanager operations that 1
be desited. Window-manager chips are available for use in the video controller {SHIHS
Tach window has a separate piamap in the system memory, and 2 data structure in
memory defines window sizes and origins. As & scan fine is displayed, the chip Xu

g System
process mEmory

which window is visible and hence knows from which pixmap to ferch pixels. These Ve
other more advanced hardware issues are discussed in Chapter 18, { Monitor }

\\ /
._//

443 Video Mixing Fig. 4.31 Architecture of a random display system.

Another useful video-controller function is video mixing. Twa tmages, one defined i
frmene buffer and the other defined by a video signal coming from a television can
recorder, or other source, can be merged 0 form a composite image. Examples of
merging are seen regularly on television news, sports, and weather shows. Figure
shows the generic System organization.

There are two types of mixing. Inone, a graphics image is set inio 2 video imag
chart or graph displayed over the shoulder of a newscaster is typical of this style. The n
is acoomplished with hardware that treals designated pixel value in the frame buffer
flag to indicate that the video signal should be shown instead of the signal from the i
buffer. Mormally, the designaied pisel value corresponds o the background coler ol
frame-buffer image, although mderesting effects can be achieved by using some other |
salpe instead. :

The second type of mixing places the video image on top of the frame-buffer image
when a weather reporter stands in front of a fuli-screen weather map. The reporly
actually standing in front of a backdrop, whose color (typically bloe) is used to control
mixing: Whenever the incoming video is blue, the frame buffer is shown; otherwise,
video image s shown. This technique works well as long as the reporter is ot wearl
biue tie or shirt!

snversion algorithms, since that fusctionality is typically nplemunied
suned Jogie arrays or microcode. ) .
¢ random-scan graphics-display processor is often called a disply
4 graphics comroller. The DPU has an instruction set-and insteucil
s through the classic instruction fetch, decode, execute cvéiy {
wse there is no piarap, the display processor must executegiz i
;: g scond in order o provide a flicker-free display. The program ek
» i nin memory, which is shared by the general CPU and the DPU
ppdication program and graphics subroutine package also reside in I;Iéii?‘i i
o the general CPU. The graphics package creates a display pr&gmm a« \
£ ;'{d wils the DPU where to start the program. The DPU then >;;'ncf'3vra:\vrz
v display program ontil it is told to stop by the graphics pad\dg{ﬂ &f vi'i
: ;;‘i the end of the display program transfers control back to ;ts atar;m it e
s 0 be refreshed without CPU intervention. .
i 2’3 xmv»« a set of instructions and maemonics for a simple rasdom
o bas ‘( mnd Y registers and an instruction counter. The iz‘zm:,rz:ssiz'
K }f}&n: word - length. The R/A (relative/sbsolute) modi‘ﬁtfx: i)}a i
‘;‘;aili}ﬁ\ies‘whethar the following coordinate is to be treated asani ?vw"hii yx
or a 1-bit absolute coordinate. In the former case, the 11 ’ni%c {Wg i
Loy zize ¥ vegister; in the latter. the 10 bifs replace mé register cgrai;m: 0
xd for vefative moves for a 27s-complement represemaii();z of values ,iz';. ;Ex ¥

4.5 RANDOM-SCAN DISPLAY PROCESSOR

Figure 4,31 shows a typical random (vector) display system. It is generically simibar
display-processor—based raster system architeciure discussed in Section 4.3.2. There i
course no pixmap for refreshing the display. and the disphay pre ar-has no tocalnw

. thereby effecting a change in the fow of control. The S, 58,3
ford compact representation of contour lines, scatter plots, aml the Jike
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185 Grephies Hardwae i i
e R Sxnobny P

Mnemonic Mearing

LD DUY) (RIA} M Load & move 1{) 0

LD OUYL RV P Load & point 1 s 0 1Y% X or ¥ or AX o AY

LD UV RiAL L Load & line i g 1 A Kor Y or AXor AY -
VARR

LD XYy {RIAY Load E g 1 / Kory or A or AY ——is ;fg
; 80
iy Shart move 1 n 0 _,, A ' AY ~;gg Line to {300, 800
; e Line o (1 8l
| : . “;’JG Ling to (100, 100), thy
sp Shortpoint |1 O AX [ AY oA s for
A LoYAR 450 Point at (300, 450}
‘ A o Point at (300, 450}
i i LOYAM B0 e § o
8L Short line i1t 0 ""i AX t Ay O3 ;52 Hove to (100, 450)
i B pid
igd Line to (500, 100)
CHAR Characters T E e Char ¥ 5’:8 :
h 35 Line to (300, 450
Char 2 Char 3 350 '
e, — 404G Line to (500, 800)
to terminate code ~A00 ,
-350 Ling 10 (100, 458y, 1w
JUMP (R/A} LS Jump t I T B R/: L —— 200 S ?{*!’
200 & 1o {200, 900 .
Absolute or relative address PEMON S L, nove © {200 200
N Q(?QEG’L%E:THAT!ON s ferminate code
SQUARE Regenerate picture, fan

XN O load X, 1= toad ¥

Rk 0= 1t bitsof AXorAY, t = idbitsof XorY
{1 Choose onse of, for use in mnemonic cade

L Frame lock b, 1 = delay jump untlt next clock tick
 fnterrupt bt 1S interrup OPU

Fig. 4.33 Program for the random-scan display processor,

sint, or draw-lise operation. For the character command {mnemonis
ig follows, ended by a nondisplavable termination code. .
two main differences between these DPU instructions and the invtracHo
upose computer. With the exception of the JUMP comumand, all
> are rather special-purpose. A register can be loaded and addidd o but
: sred; the register controls only the position of the CRT bean
sn.bxcmciing JUMP, is that all data are immediate; that is, they ae
'éi}nohmezms “load the data value 100 into the X regigtar,:’ B0t
w55 100 o the X register,” asina computer instruction. This
of the more advanced DPUs described in Chapter 18
ity o few differences between the instruction sets for typical randor and
peocessors. The random processor Jacks area-filling, bit-manipufation, Li;'id
s n:f;}msﬁ‘ ods. But because of the instruction counter, the random PrOLRREn:
of control commands. Random displays can work at higher resoly .xa’;‘x?}
splays and can draw smooth lines tacking the jagged edgss found Gn saster
‘ramﬁum displays can draw about 100,000 short v;cim‘s i a el
1w reab-tine anbmation of extremely comples shapes,

Fig. .32 Instruction set for the random-scan display system.

Figure 4.33 is a simple DPU program, writfen in assembler style, that uses man
these instructions. Notice how the square and diamond are drawn: The first g
instruction is absolute, but the rest are refative, so as to facilitate dragging the obj
around the screen. If relative imstructions were not used, then dragging would req
modifying the coordinates of all the instructions used to display the object. The
instraction juraps back to the start of the DPU program. Because the frame lock bit is
as indicated by the L modifier, execution of the jump is delaved until the next tick
30-Hz clock in order to allow the DPU to refresh at 30 Hz but to prevent more freg
refreshing of small programs, which could burn the phosphor.

Notice that, with this instruction set, only one load command {(muemonic L
needed to draw or move either horizontaily or vertically, because the other coordioa
held constant; abligue movements, however, reguire two load commands. The twa |
can be in either x-then-y or v-then-x order, with the second of the two always specifyin
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s Blardpdntion snd 5

least) bax fillering il
many rermain. Notice that, to got really acourate im

over the time domain. If movie cameras did this (or even Had widh
wheels would look the way they do in fife——they would appear to toll forwan
blend into a continuous blur.-

ol g

17.3 IMAGE PHROCESSING

Now we briefly turn to a different problem: How can we highlight or supp
feaiures in an image? This question is really in the domain of imuge proc
computer graphics, but a few basic ideas are worth discussing. By scanning an i
rapid changes in value at adjacent points, we can do edge detection and enhane
places where the values of adjacent points differ sufficiently, we can push the vl
further apart. If an image is nofsy—that is, if random displacements have been
pixel values—1then it can be smoothed by the filtering technigues discussed in ¢
section. If the noise is sufficiently random, then filtering, which computes
adjacent  pixels,  should - average oul the noise, or at least Sler ifs hig
components. :

Another image-processing technique is thresholding, in which the poinis of uh
Or near 4 particular value are highlighted. In a gray-scale image, this highlight
done by converting alf pixels below some value to black, and all pixels above that
white, producing a threshold edge between the black and white regions. The
cubss algorithm discussed in Chapter 20 gives a differemt mecharism for i
30y Tt explicitly constructs the boundary between the two regions as a sutfac

Fig. 17.3 A simple rransiation of an imags,

i (infinitely many) points. Indeed, the same objection holds fwr s
ithims have been developed, however, that perform these operati
purtationally correct (in various senses). Weiman has develan
#lovaing scaling and shearing of images by rational amounts {WE
performed by a clever combination of these algorithms (see }
itler algorithm for wanslating by arbitrary rational amounts i £

1141 Basic Geometrie Transformations

tman posits that a gray-scale pizmap represents an abstract g
we The abstract Image is divided into squares {one SGUErS per p
sity of this abstract bmage in the square is the value assigned f the
that he can perform a faithful reconsiruction hy drawing a pighy
squares whose tone is determined by the pixel values. Streteliing a pi
i takes g columns of the original and streiches them 1o cover P ol
Jerforming ares sampling on the result then generates the i
2ifs us that this assumption about the nature of 2 sampled image snil 1
cliing algorithm are wrong in every sense: An abstract image shusuld »
fe i has frequency components above the Nyquist frequency, aml b
matructon of an abstract imiage from a2 sampled one mever has | i
gronents. An image in which adjacent squares have different {
ot example of an image with lots of high-frequency compunents
seonstruction. And finally, filtering theory says that when cosvert
vap, we should use sine filtering rather than bax filtering. Nevertholy
hoses are altowed, his algorithm for performing these linear transt
< it s also the basis for a very good bitmap-scaling algorithm {
Suppose we wish to scale an image by.a factor Pl {where pig, ¢

: with no common factors). The first step is to generate 2 Rothstedn o

winber p/g. This code is a binary sequence that desoribies o Hae wi
san-converted Hne can be wsed 1o gonerate a shmilar code), :

ith 15 tick marde oo B, As the s fromm Jeft 2o
s the horizontal geid Hnes 1 s cohunn containg sach 8 ¢

o

in the 2D case). The components of this boundary can then be rendered into o
with appropriate antialiasing to give a smoother indication of the theeshold i
information on this, see [GONZ87: SIGR51.

17.4 GEOMETRIC TRANSFORMATIONS OF IMAGES

Suppose we wish to transform an tmage geometrically. Such transfortaation:
wanstation, rotation, scaling, and other, nonlinear, operations. How Can we dé

Translating an image makes sense only if the image is thought'of as a subini
larger image. Suppose we wish to move an » by k& array of pixels (the 4
upper-left comer is at {a, &), 1o a new position, with the upper-teft corner at poni
{the targery. This transformation should be easy; we simply copy pixelsfrom ¢
position to the target position, and Gf we want) replace all source pixels-that wiv ¢
pixels with the background color (see Fig. 17.3). Provided that care Is takes o)
the copying is done in an order that prevents overwriting source pizels, when the
destination overlap, and provided that the four numbers g, By e and d are gl b
approach works fing.

But what if the starting and ending positions -are not integers? Then
reconsiruct the abstract image for the source image, to translate i) aml 1o
translated version. To' do this explicitly s not feasible—we certaindy

reconstract the absiract image at every possible location, and then b s

i
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fsaton, dnt &

it g bt ) /= Scale factor is plg »f
{ ¥ fo T . . e i
1 1 0 1 o char o MAX]: f% The grray most hold at least p ieros. #/
55 SR S /x Loop indices «/

Fig. 17.4 The Rothstein code for a line of slops &

3

et image s to be n x cell &k » plg).” =/
' (double} ¢);

\

f+ Bouree image is n 1 &
it rarged Wlum == el (f

with a 1; otherwise, is marked with a 0. Bach column contains three Hiok
assoclated with the column is 8 unless one of the three tick marks is at 3 maih pl
muitiples of 3 are where horizontal-Hne crossings oceur. Thus, the interval bty
and mark 12 is assigned a 1, since mark 10 Yies within it. (A tick at the left side

sthstein (roift, p, ¢} /% Store the Rothstein code for p/yg inagisly sodh, o/
foBlank (rarget f Clear the target array. =/

e

§’<§r (i=0ix fx For several passes through the algoridn. o o/
is considered to be in the column, whereas ticks on the right are not.} it soigrceC : _
The Rothstein code may be viewsd as a mechanism for distributing ¢ 1s »y ?ﬁmme {roth # Apply cyelic permutation to Rothstein oosle. #/
p binary digits. We can therefore use it to tell us how io éxsmbute each of the s For e dch wlumn of the target x:
the source image among p columns of the target image. Uniuriumreiy using %E fOi‘ Q = 0 gerWids, j4-+) {

f# If code says to copy somrce cofum #/
fx Copy all the pixels. #/
seneceColl;

Rothistein code as indicators of where to copy the source data leaves somu il
columns blank. The Rothstein code can be cyclic caily permuted, however, 10 g
mappings of source to destination.? Taking the average of these gives therpsul

The pseudocode for this procedure is shown in Fig. 17.5.

To scale by a mumber smaller than 1, we simply reverse the process, The Ry
for g/p ells us which of the source columns should appear in the farget (a1 in th
code tells us 1o select that column). Again, we average over all evelic permutyl
code.

The Rothstein code can also be used to generate & description of shearin
Rothstein code indicates that the corvesponding colamn of the source pixm
shifted up 1 pixel. Over the course of ¢ columps; there are p shifts, resulting
shear of amount ¢/p. Once again, we should cyclically permute and average th

sourceCoi-++ fx 3010 next columa., w/

/= Divide by g 1o compensate for adding cach source column to target g times. »/
for (f=0;1 <

f&r:’*:@;j( ta
HE

JEN r:‘anEzpamwﬂ #f

1 , {double} g}

17.4.2 Geometric Transformations with Filtering Fig. 17.5 The Weiman algorithm for expanding an image.

Feibush, Levoy, and Cook give a somewhat more sophisticated mechanism fin
ing images [FEIBSY]. {Their algorithm k devek)ped for use in an algorithm §
see Chapter 16.) Before discussing the details, w
algorithm’s good and bad points. Ths a}gmi{hm bas the advantage that B
reasonable values for boundary pinels: If an image is rofated so that some fay
only partly covered by a source pixel, the algorithm recognizes that pixel as a g
and processes it accordingly. It computes values by applying a weighted filter
image to determine pixel values for the target image, which helps to reduee
resulting kmage. But since this filter is more than 1 pixel wide, if the algorithng ¢

' the identity transformation on an image, it blurs the values. In Section 17.5.3, vy
his and other drawbacks of wansformation algorithms.*

L this point, it is worthwhile to separate two aspects of image transformation. 'i’hg st
nputing which point in the source image is mapped fo the center of the pixel i the

'm‘i of a sunber 1s the smaliest integer greater than or equal (2 the numben cetling
, and u‘iimg‘(é Oy = &,

Bt lhdﬁ any {eii&/f can be u%d bm e

A cyclic pernyutation of 2 binary sequence is the repeated application of logical shift oper
SEQUERCE.
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Bource space Source image Targst spuce

7 I
r Thass o
' Map Lt
: s valiiss 4

Transiorm

Targét mage

Fig. 12.8 The relationship of the sourcs sSpace, sowee imags, target space, and
image in the Feibush~Levoy-Cook algorithm.

/ x
/
. . o . . 30urcs polvaor Convolution mags
iarget image. The second is computing the value for the pixel in the target img Soures polygon =

task s merely algebraic, in that it involves computing values (and inverse val
trensformation. This may be done efficiently by various incremental methods! T3
task also has numerous solations, all of which involve choosing some filtering
apply to the original image. The method described in the next few Dages assumes &
function that is circularfy symmetric and has a modest size {i.e., is nopzero onky on
part of the plane).

The algorithm starts with 2 source image (thought of as lying in one o0y
Buclidean plane, called the source space}, a projective map® from another Lag
Euclidean plane {the furger space) 1o the source space, and a polygonal regionin th
space. The target image is the collection of pizels in the target space that are n
polygonal region, and it is these pixels whose values need o be assigned {(see iy
Note that the projective map here goes from target 1o source, the reverse of §
naming convention for mathematical functions.

To start, we chooss a symumetric filter function that is nonzera only for (x, y) w
te {0, 0 (perhaps within a Z-pizel distance}. The support of this filter function s
points an which it is nonzero. We take a copy of the bounding rectangle for fhe
the filter and translate it 1o each pinel in the target space. Whenever this tectangle tn
the target polygon, the pixel is considersd fo be in the target image. This i
rectangle is called the bounding rectangle for the farges pixel,.and the tansiated sy
the filter function is called the pixel’s comvolution mask (see Fig. 17.7).

The vertices of the target polygon are transformed to SOUrCE 5pace um
repeated use. The resulting polygon is called the sowrce poiyeon. The bounding iy
each target pixel is transformed to the source space, where it becomes a guadrily
bounding rectangle for this quadrifateral is compuied, then is clipped by the sowes
{because clipping a rectangle by the source polygon Is much easier than clipping
quadrilateral}. The pixels in the source space that He in this clipped quads
transformed to the target space; only those that fall within the target pixel’s Iy
rectangle are retained.

Fig. 17.7 Teomns used in the Feibush—Levoy-Cook &ig;r:rréx,

These transformed pixels are then averaged together by the weight

el 2 value for the target pixel. This target pixe! value is correct ol i s
Witifn the wransformed image boundaries. If the image has been rotate
¢ wansformed edges of the image may cut across pixels (more po
svolution masks).

Thus pixels are not entirely determined by the value just conptted: |
; butes to the pixel’s value, in proportion to the coverage of the p
v be determiiped analytically. Figure 17.8 shows the transform

1 the pixel’s convolution mask. To find the contribution of the Comptod +
5 final value, we do the following:

Clip the image polygon against the bounding rectangle Tor the pisgl ¢
e points of intersection with the edges of the bounding rectany
computed in determining whether the pixel was in the target impge.

For sach vertex of the clipped polygon (in Fig. 17.9, 2 singie i

e Transformed
pelygon edge

or filter supnon

BA projective map is a map represented by a 3 X 3 matrix operating on the plare asing b
coordinates, in the manner described in Chapter 5,

Fig. 172.8 Filty et at the sdye of the polvaos,
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S &

&R

BB‘

r i is of the originat
4710 ARMIPmap. Thered, green, and biue:channg oigual
wwtirs of the MIP map: Each is filtered by a factor ot 4, and ﬁha mr?» r?» :
s three quarters of the remaining quartar. The process is continust u

ip filled.

labeled 4, B, and O, in clockwise org
from this veriex o the nexi vertex in clockwise order around the polygon}, &
edge from this vertex to the center of the pixel) and SIDEZ {the edge from
vertex o the center of the pixel).

ssite a filtered pattern value for the pixel. The scheme is based on a,m iy
S+ B - aray-xFHh o ab. Interpreted geometi
s s of the small white rectangle inFig. 17.11 can be computed by i
fne vectangle and subtracting thie areas of both the vertically and m& b
sles, ;Lﬂd then adding back in the crosshatched rectangle (which

" By taking the source image and Creating a new image, whose valun
B s of all the values in the source image in the rectangle with Cottis
eate a swmmed area table. 8. We can now comipuie the st il s
o with corners at (x, v) and {x + 6,y + b}, For example, by ik
v+ a, v — Sty t bt + Slx, vl i 5
Ciasener [GLASE6] observes that if the transformed pizel ot
4 rectangle, then summed area tables may "{)h'sr. the result e
s a systemn in which the excess area in the aligned E)Qg;yéx';ag
aé';){aiicaliyf trimmed, in order to provide a mor accura%e es.ilzmmc; it th
at the point. This requires detecting the geometry of the InVErsc-Hu

U3

Consider the filter function as being plotted in 2 third dimension above the ¢onval
mask. The weight a region contribuies 1o the total for*a pixel is proportion
voliume above that region and under the graph of the filter. So we now .o
volumes above each triangle. As Fig. 17.9 shows, some of these volumss i
added and some subtracted to create the correct total contribution for thewegion
rule is that the volume is added if the cross-product of SIDET and STDEZ points &
page: otherwise, it is subtracted (see Exercise 17.4).

ot

Computing the volumes in step 3 is easier than it tight appear, in that they
precomputed and then extracted from a Jook-up table during the actual filtering
Exercise 17.5 shows how to do this precomputation.

o

17.4.3 QOther Pattern Mapping Techriques

The Feibush-Levoy-Cook algbrithm provides excellent results for pattern muppiip
polygons, but requires computing a filtered value &t each point, so that for gach pis
image 3 filtering computation is performed. In a perspective picture of a plane {r
vanishing point} a single pixel in the final image may correspond to thonsands of g
the source pattern, and thos require an immense fitering computation. Several tubyy
have been developed to produce more rapid (if sometimes slightly less accurate)

Williams [WILL83] takes the source bmage and creates a MIP Omnfrusm in
many things in a small place) map, which occupies % of the memary of the arigind
original image is 2 512 by 512 pixel, 24-bit true color image, using 8 bits each i
green, and blue information, the MIP map is a 1024 by 1024 by & bit bnag
green, and blue parts of the original image each occupy one quarter ¢
the remaining quarter is filled with fikered versions of these, asshown in Fig
a target pixel is covered by a collection of source pixels, the MIF map pixels
1o this collection maost closely are used to give a filtered value, Linear intarpolation
levels of filtering is used to further smaonth the values,

Crow [CROWS4} devised a sches ich box £}
rectangle can be done papidly.
rectangilar oy sovesposding closel

ve to its bounding box. ‘ N
Hockbert [HECK86z] proposes 2 system using both the ‘%m%:uszh'é 5
%P maps. He maps the target pixel’s filter support {which 15 supps

oyl

0,y +5)
{0}

0.0 {x, O {0 i

1741 The srea ¢l
wring the horzontal
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Bag frnns Manipuly

(o

<
Fig. 17.12 {a} Poimt sampling of the soures image. (b} MIP map filtering. {¢) %

area table filtering. () Flliptical weighted average using MiP maps and a Gaugsn
{Courtasy of P. Heckbert.)

and is defined by a quadratic function) 1o an sHiptical region in the source i
by a different quadrasic). Depending on the size of this region in the source |
appropriate level in a MIP map for the source image is selected, and the pixels wi
collected in a2 weighted sum over the elfiptical region, This weighted: s ig 1
assigned to the farget pixel. This combines the accuracy of the Feibushol o
technique with the efficiency of the MIP map systemy. A comparison of patty
results is shown in Fig, 17.12.

17.5 MULTIPASS TRANSFORMATIONS

Sappose that we take the image shown in Fig. 17 03{y and apply & vortt
transformation 1o it, as shown in part (b}, and then we follow this with o'}
transformation.® as shown in part (0}, Provided we chonse the right trans
effect is to rotate the image as shown [CATMEOL. Such a two-pass tochs

The two shea
colomn of pixels
for & row of pixels.

i :
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IMAGE COMPOBIT MG

<t 1%, e
compositing
§3: reas e \lmw fi‘c

$2(]
swhole mmgx Joes not need 1o %c rwﬂmrami Pvcn TIONE i‘s}‘;’/'oz’i';‘-.

image are oot rendered but have been optically scanped ity
apositing may be the only way 1o incorporate them in the iruge.

W describe compositing using the o channel in Section 176 1,
e-buffer hardware in Section 17.6.2, the artificial generation of w v
, and an interface for image assembly in Section 17.6.4.

8.1 w-Channel Compositing
what sort of operations can be done in compositing? The value of
wsited image is computed from the comporzﬁ-n{ irrages in some

valaes they may have {tvpx aﬁiy }{GB oF othe,r miot mfomm;o*z'}
nposited image 15 raken from the background image unless the foreg
nogtransparent value at that point, in which case the value is 1aken from
. In a blending of two Images, the resulting pixel valae is & linear u,:;,z%kg
es of the two component pixels. In this section, we describe ihe I
hanism for compositing fmages using such combinations and sy
RTRAL

Suppose we have two Images, ong of a red polygon and one of a blue i
# trausparent background. If we overlay the two images with the red polvpun
4 interior points of the front polygon, only the color red s visible. At poing
front polygon but inside the back polygon, only blue is visible, But what a?\“fzii 8
a1 the edge of the front polygon but inside the back polygon {(see Fig.
it polygon covers only part of the area of the pixel. If we coler it ri,zi
wtifacts will result. On the other hand, ¥ we know that the front polygon covel

iage

53

Tricky pixst / ky

f e
kY O e 7
I R I e e ——
O e 5 X :'
¢
7
vy
3 —
QY
it
1
iR
P
LU

Fig. 17,18 Compositing operations near an edge: How do we oodor the ¢
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ey ot

e Moo

o plae] 70 pertent red wnd 30 perevnt Blie and o

of the pixel, we tan mabe the LT TABLE 101

S
much more attractive result, ég;?;;}%n“
Suppose that as an image 18 produced, coverage information is recarded) T e

associated with each pixel in the image is given an o value representing the tovwrag Reg Passible colory

HoR

pixel. For an image that is to become the foreground element of 2 composited iy neither F=apfb = gy 0
of the pixels are registered as having coverage Zero (they are transparent); the re Asglone  aldl — @ 0, 4
. . . . . “ . ol vl F — 3 LS,
which constitute the important content of the foreground image, have targer cover Baone  ap(l — ay &, 5 .
i both Q0 4,4, 8
(usuatly one), :

"o do compositing in a reasonable fashion, we need this @ information 4t each B
the images being composited. We therefore assume that, atong with the RGB valusq
image, we also have an o value encoding the coverage of each pixel. This callection
values is often called the @ channel (see Section 17.7). Some types of renderers g
this coverage information easily, but it may be more difficult 1o generate for ima
have been scanned into memory. We discuss. this problem briefly in Section 17.6

Hew do o values combine? Suppose we have 2 red polygon covering one-thix
area of a pixel, and a blue polygor that, taken separately, covers one-half of the arey
pixel. How much of the first polvgen is covered by the second? As Fig. 17.16 sha
first polygon can be completely covered, partly covered, or nat covered at all. But
we know nothing more than the coverage information given. What is a reasonable sy
the amount of the first polygon covered by the second? Lat us suppose that the arci
by the first is randomly disribused through the pixel arer, and that the same is frie
second. Then any tiny spot’s chance of being in the red polygon 154, and its chance
in the blue polygon is 4, so its chance of being in both is otice that this value §
ane-half of 4, so that exactly one-half of the first polygon is covered by the second. Th
be our general assumption: The area covered s distributed randomly across the p
that the fraction of the first polygon covered by the second (within a particufar pisel
same a5 the fraction of the whole pixel covered by the second polygon. The comseiy
this assumption in practice is that compositing images with very fine detail that s p
the two images can have bad resulis. Porter and Duff report, however, that they have It
noticeable problems of this sort [PORTR4Y.

Mow, how do we compate the color of the pixet resulting from g 60-—40 blewd
2 pizels? Since the pixel is one-third covered by a color that, if it otally covered the
would generate light of (1,0,0), the color’s contribution to the fight of the 1
10,0y We want o take 60 percent of this and combine it with 40 percen
other. We thus combine the RGB triple for the red pixel, (1, 0, 0), and the BGB trapde

Total overlap Proporiional
ovariap
Fig. 17.18 The ways in which polygone can overlap within.g pise

composition, the first two cases are considered exoeptional; the thivd s e
rule.

We say that

51,000 + 0.4500, 0, 1) = (0.2, 0, 0.0

1o we should store not (R, G, B, a3, but rather (R, oG, aB o
curselves the trouble of performing the multiplications cach 1y
forth, when we refer 1o an RGBa value for a pixel, we mean v
Buld always be true that the R, O and B components of a pixed ap
e's « component.’ (In rare cases, we may wamt o consider 1
sndition is violated. Such pizels are effectively luminescent.)
Suppose now that two images, A and B, are o be combined, ansl
i 2t pixel PN the o value of P in tmage A is ¢, and the oovalie of
v ask what fraction of the resulting pixel is covered by A only, what
vt by both, and what part by peither,
we afready assumed that the amount covered by bothis &,
is covered just by A, and ap — a0y is covered just by &
i the sum of these three, which reduces algebraicaily to (1 ~
sited image, the area that was covered by A alope might end up with
- aud similarly for color B. The area that was covered neither by 4
no color, and the area covered by both might end up with ne color, col
e 17.1 lays ont these possibilities.
How many possible ways of coloring this pixel are there? With thros
roodors region, two for each of the single-color regions, and one for the
© 12 possibilities. Figure 17.17 lists these possibilitiss.
[ these operations, the ones that make the most intuitive sense (and
frare 4 over 8. 4 dn 8 and A held out by B, which denote respectis
& behind A, showing only the partof A that Hies within 8 (uscful it /
- aned showing only the part of A outside of B (if & ropresents the frame of
ihe part that shows through the pane of the window).

i
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operation | quadruple | diagram | &, &y
clear | {0.0,0.0) 0.8 darkentd, pi oo (ol oG, pByL ay)

Teotively darkens a pixel while nintaining the same cove
sor acis by

fade(d, &) := (8R,, 5G,, 8B, Sa,) G g

& {C.0,8 8}

“h eauses a pixel to become more transoarent while maintaining s

ais are moltiphied by § because of the requirement that the
ed by the & value),

& ntural third operator ( essentially a composite of these twol iy the Lt

b acts on the o channe! alone and is defined by

Aover 8 (0,4, 8 4) ¢

BoverA [ (0,4 88)
opagued, w) 1= (R, G, B, @a

» varies between O and 1, the caverage of the background by the
sise, i w s made small, one of the color componems may end up
fponent. For example, if @ is zero, then we get a pixel with col
nent. Such a pixel cannot ohscnre anything. but can comribute |
hence, it is calied hominous. The passibility that color compane

Amng {0, 0.0, A

BinAd | (0,0,08) ' o | s,

ﬁui’;eéf! 5 conponent requires that we olip the colors 1o the interval [0 when n
true color {10 reconstruct the color, we compute (Ria, Gla, Biad, md then
8 held o sumbers 10 & maximam of ).
outhy A Lne fast binary operator, plus, is useful, In this operation, the tul
sponents are added. Thus, 1o fade smoothly from image A to i
Aatop B - fade(A, 1) plus fade(®, 1 - 5,
B atop A vy 7 vary from 2‘ to 0. Judicious combinations of these opetating
: 2@ great variety of ways.
i yould examnine the consequences of the assumptions made at the Sy
AxorB {0, 4 B0} L a fraction ¥, by one polygon and a {raction £, by aother, thes 1)

the pisel} is covered a fraction Fo by the
» o a reasonable way, this works fine, as in Figure 17.17, Burif ¢f
pixel a5 parallel stripes, as in Fig. 17.18, then the assumpHon iy
5t

Fig. 17.17 The possibifities for compositing operations. The quadrupie indi
colors for the “neither,” “A,” “B,” and “"both” regions. Adapted from [§
{Caurtesy of Thomas Porter and Tom Duff )

it
ric entities are being composited, this problem & not particululy lil

g

In each case we can compute, as before, how much of cach color shoudd surviv
result. For example. in 4 ever 8, all the color from image A survives, while only 4 |
{0 o) of the color from B survives, The total color in the resultds ¢y 2]
where ¢, denotes the color from image A {with a, already multiplied in).

In general, if F, denotes the fraction of the pixel from image A that still s
similarly for Fy, then the resulting color will be Facy + Fucn We moust also
vesulting o value: If fraction #, of 4 is showing. and the original contribution of |
then the new contribution of A to the caverage s Foo,. The sume poes for 8
total coverage for the new pixel is Faoy 4 Fray,,

Flg, 1718 & cae where the svirlan assumptions foll in vy
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However, when repedted nstances of an isage e vomposiiegd AP ONg whiy
happen frequently,
To iTlustrate the use of compositing, we describe the COposit

o of the frame

) i

Genesis effect described in Chapter 20, and shown in Color Plate 1V 14, bthis ] 1
are four images composited: FFire, the particte systems in front of the planst; 21 1 ’-;
particle systems in back of the planet; Planer; the planet itself; and Sears, the by M P o oo
star field. The composite expression for the image is [PORTS4, p. 239% 5 i
{FFire plus (BFire held out by Planet)) over darken {Flaner, 1.8 aver S ? 3‘ ; {:

i} N . . . . TE e D
The planet is used to mask out the parts of the particle systems behind it, and the w 2 % B
added 1o the front particle systems. These are composited over a stightly darke -
{80 that the particles obscure the anderlying planet), and the result is places T

background star field, Fig. 17.20 Look-up table 1o display a sum of thres 1.bit iy
17.6.2 Alternate Compositing Methods

{ by the low-order bit of each pixel, we load the table with 2.7 in those ho
1 the low-arder bit is 1, and with a § for the other locations: 070070, 0.0
wved image is t0 he the sum of the three images and if each image that i« 'y
ol is o contribute two units of intensity, then we load the table as shawn in i
Paof the 3 pixel bits is on, 4 2 i placed in the wable; i 2 of 3 are on, 2 4 and it 3 i
&

Let us consider two other mechanisms for compositing. The first of these is 104
images in compressed form (e, g., bitmaps that are stored with 8 pixels per byie), |
very simple operations (4 over B, A and 8, A xer BY on the compressed o
Cperations are simple to implement: For any two possible bytes, we use a bitwise &
in hardware o combine them. In a more sophisticated version, the algosithm
extended to handie this sort of COMPOsHing on run-length—encoded bitmaps, v
The other compositing techmque wses the frame-buffer hardware fo imy
compasiting. Consider a simple example. We usually think of g 3-bit-per-pixel kit
containing a single image with 3 bis per pixel. However, we can also think
containing two images, one with 2 bits per pixel and the other with 1 hit per pisid
three separate images, each with 1 hit per pixel. In any case, the iook-up table i
select or combine the separate images to form a single composite image displa
view surface. For instance, to display only image 2, the image defined by the high-o
aof each pixel value, we load the table 25 shows inFig. 17.19. Fo display image {3, the

A5 ancther example, think of each image s being defined on paraliel planes,
- The plane of image 2 is closest to the viewer; the plane of image 0 is farthe
1S, inage 2 obscires both irmages O and 1, whereas image 1 obscures only imag
ty can be reflected in the look-up table, as shown in Fig. 17.22. In this'case
Hayed at intensity 7, image 1 at intensity §, and image 0 at intensity 3, 50 th
ser” w the viewer appear brighter than those farther away. Where no image i
7 & is displayed.
Yot another possibility is 1o use the lock-up table 1o store a weighted swp
ssities of two images, creating & double-exposure effect. If the weight applied
s decreased over time as the weighi applied 1o the other is increased, we dobi
ut, fade-in effect calied 2 Jap-dissofve. When colored images are used, the

y

5

Entry number Brtry number Contents of Jook-up table

(decimal) {binary) {decimal) ed during the fade sequence depend on the color space in which the weighted
¢ ¢ 8 0 8 calated (see Chapter 13),
H 0 0 1 g
2 ¢ 1 ¢ G
3‘ G ,3‘ ‘) 9 Pane of image 0 ——
é’ f g (3 7 Piane of imags 1 — \\
) {1 o 5 Plane of image 2 -~~--»j\q \Q \q
7 Ci\! i ic 7 | |
o 6 = black
58 5 i - fé;c Viewing ;
g £ g ) direction i

Fig. 1727 Belstion of thes images 1o the viewing dirsetion,

Mig. 17.19 Look-up table 1o display an image definad by the Mgh-order big o
sixel,
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Entry numsber’ o Bawy sumbors . Coments of Tkt table

{decimal} {hinary) {decimal)
4] 4 0 9 Oner dmags prosent
i G 0 1
2 ¢ 1 ¢ 5 image 1 visible
3 0 1 i 5 image |
& 16 0 7 image 2 visible
3 o 7 image 2 visible
[ 110 7 image 2 visible
7 11 7 tmage 2 visible
N
SO =

Fig. 17.22 Lock-up table to assign pricrities to three 1-bit images.

Dreciding how to load the look-up table to achieve 1 particular result can be {o
especially if many images are used and the table has many entries. The Iimage Comyp
Language (ICL) [FOLE87c] allows the programmer to declare images (made up of
more bit planes) as variables. The image to be displayed is described by a compey
expression consisting of variables combined by arithmetic, relational, and conli
operations. The lap-dissolve is specified in ICL with the expression

newimage ™ ¢ + oldimage ™ (1 — 1),

in which the varisbles oldhnage and newlmage are images in the bit plane and'z i u
variable varying from Ot 1. The following composition expression adds red {the iy
braces are RGB color specifications) to those values of an image ¢ in the tange |}
and green to those values in the range 0.3, 0.5}

¥ {c < 0.8y and {¢ > 0.6) then ¢ + {1,0,00
else H {c < 0.5 and (¢ > 0.3) then ¢ + {0,1,0}
glse ¢

endif endif

This short composition expression replaces a code segment that has a considerably
number of lines,

17.6.3 Generating & Values with Fill Mechanisms

In the preceding section, we described compositing images that come equipped with .
channel. What if an image is produced by scanning of a photograph or is provided by
other source lacking this information? Can it still be composited? If we can geng
channel for the image, we can use that channel for compositing. Even if we meraly
a value of Zzero to black pixels and an o value of 1 to all others, we can use the pr
algorithms, although ragged-edge problems will generally arise.

Recall from Chapters 3 and 4 that there are various ways to fifl reglons of an in
new values. If we nse a fill algorithny to alter not the calor of a pixel but its o val
assign ¢ values 10 various regions in the mage, I the codors dn the T
foreground and background (e.z., & picture of a S

i front of g whie o

o the true-color image; on a sophisticared workstation, it can be a fullesin
#nage in full color. The structural view can be extremely useful, since the uuw

sourdinates is also essential,

many of the special effects seen on television,

seses B i

i chonse il the bae
v Fishikio and Barsky gho an ol
thit s ither entively or ittty g
Hprithin, see Section 19,53,

Of course, applving a seed-G1 algorithm (see Section 19.8.2) s o
ground is not 2 single conmected piece. If we attempt fo comeat th
applying the Fishkin-Barsky criterion for similarity to-the background 1o »
@, dtems in the foreground whose colors are close to the bagkground o
meorrectly. (fmagine the person in cur example, standing in front of 4 v
white writing on his green T-shirt part of the background?y It we wy
separate prece of background, the task may be hopeless. (Imagine our i
pose that the background shows through his curly hair. There muay be
kground regions.) Nonetheless, a soft-seedfll of the background to d
vatues makes a good preliminary step, and for simple images can improae
the approach of assigning o values of 0.0 or 1.0 o every pixel

favith Beooriginal coln
it for recognising sph
wht up o some color IRISHAG

5

17.8.4 An Interface for Image Assembiy

How are the tools used for compositing and applying geometric transfin
tead in practice? An image like Color Plae TV, 19 is described by a ¢
sweations. The compositing operations such as A over B can be doy
structure, where the leaf nodes are images and the internal nod
£

i

ands as child nodes. But before the images can be composited, i
ectly, This requirement Suggests an fmage-aszembly tree strucnin
iternal node is either an image transformation or a compasiting ope
pade is an image.
Such an image-assembly stracture can be implemented in 2 converient w
ich the user adds nodes or moves pieces of the tree with 2 mouse, and
e node 10 view the fmage described by that node and its children, 1
tural, merely showing the relative positions and sizes of the child i
st O a workstation with limited color capabilities, the view can be g dis

s

ometric transformations in this view by mouse dragging, eliminating ih
st coordinates for geometric transiormations; of course, the abifity fy

An image assembler of this sort has besn developed by Kaoffman (K4
e sophisticated image assemblers form the core of the video proc

W that

177 MECHANISMS FOR IMAGE STORAGE

5y

Fora bitmap, this v
o three pumbe
or gt b paved, o
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Che st onrvenient 1 sl
sSten the case then B na
w'zckwr o Compression muy
it L(§ i*u, COMPIESE

indices into tables of red; green, and Hdue dntsiliog, iy
intiva table of color triples, oran index into any of wpun
represent a color, including CIE or XKYZ color systomy, ar e
spectral samples for each color.

In addition, each pixel may have other information assoctated with i, sl ¢
z-buffer value of the pixel, a triple of numbers indicating the normal to the surf;
that pixel, or the -channel information. Thus, we may consider an image as con
collection of channels, each of which gives some single piece of information aly
pixels in the image. Thus, we speak of the red, green, and blue channels of an iy

Although this idea might seem contrary t¢ good programming practice, iy wh
fearn to collect information assoclated with a single object into a single data stin 3, and then to make a single channel that is an index into thi
often helps to separate the channels for convenience in storage. However, some il spaper’ example, this single channel would need only 2 bits of ink
image campressj@n do treat the imao@ as a 203 array, such as the quadt;rae amd v wther than ?}Eil'haps 3 bits per color per pi);ei; the x'esulﬁng image 5
encoding schemes described later, so separation inio chaopels is inappropriate. . 21 pi i

Before discussing algorithms for storing Iinages as channels or arrays, we desenit
important methods for storing pictures: use of the merafile and use of application-
data. Neither of these is, strictly speaking, an image format, but each is-a mechan
conveying the information that is represented in an image.”

If an Bmage is produced by a sequence of calls to some collection of routines, 81
stores this sequence of calls rather than the image that was generated. This sequence o
may be far more compact than the image iiself (an image of the Japanese flag ¢
produced by one call to a rectangle-drawing routine and one call to a circle-drawing 1o
but could take several MB 1o store as RGE wriples). If the roatines are sufficiently s
are implemented in hardware, redisplaying a metafile image may be faster thau redisg
apixel image. The term mesafile is also used to refer to a device-independent descry
a standardized data structure, such as the PHIGS data stracture described in Chuy
store an Lmage in such a metafile, we traverse the current data structure and record ty
structure in some device-independent fashion for redisplay later. This description m
not a sequence of function calls, but instead a textual transcription of some hier
structure.

The second storage scheme entails application-dependent data. I an applu
displays a particular class of images, it may be convenient to record the data from
these images were created, or even differences between the data and some standurd
data. H the images are all head-on views of human faces described as polygons, H i
simpler 1o store just a list of those polygons whose positions are different from thei 1 at 126 pixeis worth of Lmencoded data follow), a costof about 0.2
in some standard facial image (and their new positions, of course). A more extreme with & bits per pinel for each of red, green, and blue. Tn the best case, ¢
of this sort of condensation of information has been use in the Talking Heads project whs have the same value, the compression would be by afactor of abuut 1
MIT Media Lab, in which only the positions of eyeballs, lips, and other high-level & i1 of values compress 1o | pixel’s worth (24 bits, in this exampley, bl
are stored [BOLT84]. At this point, image description becomes more of g another 8 bits.
description, and properly belongs fo the domain of miodeling, rather than to that ¢f There are other clever formats for compressing channels. Forexample
storage. the value of each pixel from & bitmap in an integer {as a O or 1), bul mws

; oW (mid be wasted. Instead, we might store one pixel value in
of the term Hionap). H the being represented containg
3 an perff.,\,rm @ similar rek

b compiess the xi‘mm
NS ﬁ[c w&{ af ducany

}kei ;

i Emagcﬁ ‘"—baife'r, normal vector, and other imom aHon % ;
i an itmage has few colors and each color occurs many tmes |
waper, in which there may be only black, dark gray, lght iy, sl w?ﬂ
mhtie to make a table of colors that occur-therel the fable would

wonsid have been if stored as RGE wiples, and the indices intothe ook
ce. Roughly speaking, indexing into a look-up table beging o b
- of colars is less than one-half the number of pixels. (Of course, i
‘ing the image works by using look-up tables as well, it may be v
the image in this fashion than as RGB triples. Typlcally, such bt
st space for the look-up table, about 8 to 12 bits per pixell)

This single-channel approach still requires at least one piece of inly
image has a great deal of repetition, it may be possible 16 con
ugth encoding a channel, Run-length encoding consists of giving
¢ the count indicates the number of times the value is to be repeainl.
+ Ruster Toolkit [PETESS] includes a number of improvements on ih

the next piece of information is the value to be used for n "r‘ i

ovements might include reserving certain negative values for speciyl
at indicate that the next few bytes of information give a scan Hne god
np {in order toskip the recording of Jarge areas of background colon
zm,m\d £ mdtcate a gump to the start of a %peuﬁs,d soant fin

17.7.1 Storing image Data

s of seve
ity the forn

MNow let us consider how to store the sortof Imuge that consis
If our displays expect 1o be given information shout an o,
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for any compression to take placs.
Run-length encoding and othier standard information-theory. appras

et interantivedy
aff nondestructive compression s
are compressed, sthers must be supandad by sorie sinde

>-0ne mapping of all why & arvays to all p by ¢ areavs whe
sntage of the IFS technigue is thar images with substantis] sepme
% hat are compressed, whereas those that Took lke nofse are
ted.

2 plgeonhole pringt

values (although multiple channels can be considered a single large channd
runslength encode sets of RGE wriples as well). Other methods treat the image as
of values, and hience can exploit any inter-row ocherence. One of these techiniquo 1
on the use of quadirees.

The fandamental idea of the quadiree-based image description is ik ut {85 code is a finite collection of affine wEps fws. ..o owi ol e
lmage may be fairly constant; and hence all pixels inthe region can be wreated ax ¢ with 2 probability p, associated with w,. The mups must be conta
same value. Determining these near-vanstant regions is the core of the algetithy - e between points must be reduced by the maps, on the
algorithm can be used either on 4 single component of the inage, such 5 e 2
red values, or op the aggregate value associated with each pixel; for simplicily
describe the algorithm for a single numerical component. The algorithen
mechamism for determining the mean value of the tmage in 2 region, and the oyl
devigtions from the mean within aregion,

The image is first considered as 2 whole. If the deviation from the meanih ih
sufficiently small (less than or equal to some nonnegativestolerance}, thaw i
reported as having a value equal o the mean, repeated over the entire im
twlerance is set & zero, then the Image really must be constant for this to ¢
deviation from the mean I3 not smaller than the iolerance, the mean of
is recorded, the image is divided into quadrants, and the same algorithm i
each quadrant. The algorithm terminates because repeated subdivision of quady
tually breaks them into single-pixel regions, If necessary; for a2 single-pizel 1
deviation from the mean must be zero, and hence is Jess than or equal’ to/an
value.

We can improve the algorithmn by recording not the mean of the fmage; hut
means of the four quadrants whenever the image is sebdivided, and the méan ol
when it is not, The advantage is that, when the image s redisplayed, i the i
parsed breadeh-first, the display may be constantly updated o show more and man
images. The first image is four colored rectangles. Then, each rectanglé is sulw
its color s refined, and so on. In a system designed for scanning throvgh & fae
images, this approach may be extremely convenient: after just a few bytes of i
have been gansmitted, a general sense of the image may begin to appear. and i
choose 1o reject the image and to move on 1o the next one. This rapid detection vl 1
of an image is especially oseful if the images are transmitted over a low
communications channel. Quadiree compression of images bas heen gspk
Knowlton, Sloan, and Tanimoto [KNOWS0, SLOATYY, and'the 8 porithim has b
refined by Hill [HILL83]. Exercise 17.7 discusses other mechamismy. for b
quadtree describing an image, some of which may be more efficient than the une il
here.

AU
it is described in [BARNSS2l. Recall that an affine wap i i
nuda of the form

" [v} B [u ¢ {Y} + Fel
Ly b djiy if.z ’
entirely determined by six numbers, o, b, ¢, 4, ¢, and f. Notice that ih
combinations of rotations, translations and scal ings in the plag
e contractive says that the scaling factors must be less than 1.
The next several pages give a rough description of how 1o proditcs
au FFS code; the method is easily generalized to producing thres
thiree IFS codes, that can then be used as the RGB COMponents '%t i
8al uses a somewhat different scheme for encoding color.} This p
e from an IFS code is essentially this decompression part of th 1
it first,
(onsider a rectangle, V, in the plane defining our image, and imagine 1
rular grid whose subrectangles are Vadi=1,. . . mj=1"_ 4%
93 that remains fixed under one of the maps {say wy, without loss of
w proceed to apply the maps wy, . . ., w, in fairly random arder {(deter
iities p;}, and watch where the point (xp, ¥ §s sent. We use the mumls
or each ¢ and / to determine the eventual brightness of pixel {4, ;
seudocode for this process is shown in Fig. 17.23.
Before the last step of this algorithm, each imagels, /1 entry indicuo
wting point, in the course of being moved randomly by the affine maps, fulb
Jihosquare of the image. For this nurber accurgtely to represent the probudilion
o the square over an infinite sequence of steps, the number of lterations of thy
: very larger K should be a large multiple of the number of pixeds i il
The efect of this algorithm is essentially to create a picture of the auraciy
atiractor is a set, A, with the property that, if alf the affine maps-a apph
e resudts are combined, the result is A:

o

#

¥

A= 1 WwAA).

17.7.2 iterated Function Systems for Image Compression

A second image-compression algorithm 15 based o the notionof Heraied function
{IFSs). In this case, the compression factar can be extremeby fgh, bot

H e thu o ol
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void IFS {double image[MAX] MAXE)
/+ Given a collection of affine maps wy, with
/% which are global variables, generate

{

associated probabilities gy, 4/
* gray-scale image. #/

intx, y;
int i, j,
int y;

# Alocation in the plane +/
#+ Loop counters »/

i 17.24 A leaf made as a collage. (© Michael Barnsley, Facds

Iitialize x and y 10 be a fived point of wo; detmio Press.}

Inirialize image[lf to O for all | and i
for (i=01i < Ky its)
L

double r = Random (0, 1);

P A random number O <= ;<o | i
double rota] = plo};

g four (slightly overlapping) smaller versions of the leaf snd mukin

intie o * Probability tally +/

Wy = .

while (jorai < 7} { ‘The collage theorem [BARNESa] guarantess that any IFS that uges te
S # a6 ettractor that Jooks like the original image. Choosing the probabili 4
totad 4= plE); » 228 the brightriess of the portion of the image coming from . BL

¥ io an IFS code, & user must find & way 1o recreate the origingl in

apply (&, x. y); e

Apply wy €0 the point (r, y) #/ subimages, each of which is an affine transformy of the oriim
susty mentioned geometric problem to be solved by the user. Ras
is process can be autornated [BARNSSB); until a mechanism fis
the technique is hardly usable for compressing large numbers of in
wodeling interesting objects, however (see Chapter 203, Color 1

for {each i, } pair)

& TRUBH (x, viisin Vig #f

= maxisugn of all image[d]if] entries:
for {each (i, j) pair)

imagelilifi /

b4 IBS wf

=

v we store an image in the conventional mander as & collection o o
siy st store information about each pixel—namely, the value o
s pixel, Other information may be associated with the image a8 a whel
ahit, and any image-description format must include this kind of ind
i s insufficient w allocate a fow bytes at the start of the image descrip
it experience has shown that other image anributes will arise. Typ
space required for lock-up tables, the depthi of the image (the nun
upies), the number of channels that foliow, and the name of the ¢
accurate color reproduction of images on other devices, we my
noe spectra for the pure red, green, and blue colors used fo make the fins
o of what gamma correction, if any, has been applied.

‘The need to store such properties has prompted the creation of it ibl

Fig. 17.23 The Herated function system rendeting algorithye

'3;}}6 set A consists of the places to which O, ) 1S sent in the course of iterating ¢
Some places are visitsd more .

- often than others are, and the likelihood of ¢ ;A
vzg;tcd defines a probability measure on the set. The measure associated with a
g Is p'if a point, in the course of nfinitely many terations of the niEps; spends a iv
of its time in the region 0. It is this probability measure that we are us.;iz:;g {0 assoni
0 pixels, ; -
Since K must be so large, the time spent in reconstructing an image from an 15
§abstaniiai {although the process is highly paralielizable). What about sveati
from an image? To do 90, we mast find a collection of affine maps of the plarc
the property that, after the affine maps hiave been applied to the origingl fngs othe
the results “‘looks fike™ the original tmage. Flgure 17,24 shows Jsoe g

IR

ase systorms. In BRIM, for example, an tmage always i 5 wid

s amd also a-“history™ field, which describes the crention o
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TYFE (s C By BRIM Wwh o v by s
' AR an b oang
Ma i CRMAT.. B e
FORMAT { ag; 1 FORMAT.SBY ) SeonT G Wil i
TITLE { 31 ar Modeliag Tat
27 Winston
?;5,‘::.313&0‘: S YE 4200

9 1z

» Sun fot rw RAY n/

(f'?

HOOJa Sun Cot’,

FeS
DES C everal technigues for storing images, inclid G2 B0y

:tmmin cmsl;lcz ations {multiple channels, headersy, and
QIpactness or ease uf ia nsmawop (qmdm?c«, EFS G i

(:f i,anv t}c “sfandmi Gsvnn the differences uf <xpiz;’;‘>
sformation that shoudd be stored (should i e jost ROGE or
she spectral samples?), and about what information should be pe
i z-buffer values or o values be stored?), we expect no unbvorel b
for soume time.

Fig. 17.25 A BRIM header for an image.

Many image-handling packages have been developed. One of the most wids
the Utah Raster Toolkit [PETES6], which was written in fairly portable T s that
toals can be used on a number of different architectures. Particularly wroublesonm
designing such foolkits are the numbers of bytes per word and the ardering of byt v
word.

i zc(,t:s pﬂ»s* !e w;m g

: x‘u&';sriséns’ Dus to the {'33{{*??{1‘" used in sach transformations, hows
mations can blir an image. Transforming bitmaps Invalves ot difliy
v scale Is available to sofien the aliasing artifacts thar arise in 1
wplicity of the data, however, makes i possible to develap vere §
We also have discussed image compositing, which has become gy ¢
tfor generating comples mages. When the o channe! is ased, com
sanas at the points whers the comporent fmages overlap, onless ¢
some high geometric correlation, If rende ering speed increasiy
eraling images i3 inexpensive. compositing may cease 1o be as mpo
s. But if progress in computer graphics continues as it hag, with o
tware allowing more complex rendering technigues, we should
o increase, but the Hme-per-image 1o remain 2 approximately ¢
uld expect compositing to be in use for some time,

17.8 SPECIAL EFFECTS WITH IMAGES

The image-processing techniques described in Section 17.3 can be applied o an in
generate interesting special effects. If an Image is processed with a high-pass filter
small details of the image remain. while all slowly varying aspects are do
processing an image with a derbvative filter, we can arrange fo highlight alf poi
sharp transitions occur. Filters that reduce all intensity values below a certain level
increase all other values to 1 can be used 1o generate high-contrast images; i

A large number of video technigues can be applied 1o blur images, 10 fade
slide thern off a screen in real time, and so on. Many of these effects are creatsd by
electronic hardware for generating video signals, and modifying the signals ge 1l
being shown. These technigues all lie in the domain of electrical engincering rathu
that of computer graphics, although the combination of effects from both discipling
fruitful

We conclude this chapter by describing a digital technigue for simulating neod i
If we paint the shape of a neon tube onte a black background. using & comstunt
{antizliased) brush of constant color, our image does not look particularly oxpitin
suppaose we filter the image with an averaging filter—each pixel becames e Svesi
immediate neighborhoed. If we do this several times, the edges of the bund we huy
become blurred. I we now filter the image with an intensity-mapping filter thu b
those pixels whose intensities are above some threshald and dims thoss Hise
intensities are lowey than thatthreshold, the result fooks quite s 1ot ke nean 1l
another way 1o produce the same sffect; see the discussion of antistased broshes §

i

ERCIBES

1 Bbow that the product of the matrices
i ] i S R {ifcu&(f} 41
ii} i _g —Sin{f o8t 1} i{k cos il 0 i

{' 208{2} sin(f‘}?
g’“'v-sin{:) cosis) |

[l
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Steven Molnar
and Henry Fuchs

in this chapter, we discuss in more detail the issues of raster graphics systems gl
i uém ed in C‘ndpur 4. We examine the ma;er Compmatmm pezformw ugc

I miost systems that support more complex primitives or rendering methods.
phics systems architecture is 3 specialized branch of computer archifectury, &t
therefore, by the same advances in semiconductor technology that b i
purpose computer architecture over the last several decades. Man;f oi" g

and compitation. The graphics application, hows
os avatlable new opportunities. For example, since Emage dsap§3} gmwiil} in
weie number of repetitive calculations, it can more easily exploit massive paratielinin
eneral-purpose computations. In high-performance graphics systorms, the munbey
wations usually exceeds the capabilities of a single CPUL so parallel

s
mie the rule in recent years. The organization of these paraliol systenms 18 4 major 8
(;phic“; architecture and of this chapter.

‘o begin E“, xevzewmg the slmpie raster- ézsp ay ar m;tm ure dmm%ui i Uh
2 ¥
st im d\x ME arise M £
ome thern, Y
s R Inorease

Drmance iexei (m:i waim;a;z
crformance botticns
umber of Buating-pobst oper
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845G Safvanued Haster Graphion Sn

Haovture

Cosimee the dhivay

geornetry calculations, the number of integer operations v compute pixal valies,
number of frame-buffer memory accesses to Mre the hmuge and w e
surfaces. These demands have a pervasive influsnce on graphics architecturs and siv
the diversity of multiprocessor graphics architectures seen today. At the end of the ¢
we briefly discuss several unusual architectures, such as those for ray tracing, ford
displays, and for commercial flight simulators.

; "vzlsza.’ess meniories (SRAMS), which retain stored daia indeting
. than DRAMs, which most be accessed every few mi%isc@oz‘gc G §
bis are much denser and cheaper per bit. (DRAMSs also require pn
for reading and writing data, but these problems are easily sobed w
iy i ‘ .
sre 18.1 is 2 block diagram of 2 typical 1-Mbit DRAM chip. ’&m f
lixiz storage elemenis are arranged in onie OF MOIS SQUATE axrs 54
each with dimension 512 by 512} Vertical bit fines 'zszmsmr (izzaf; o
s arvays, one bit Hne for cach colarmn of each array. During re dd and v
memory cell in each columm is conmected fo its ce.rf@p@gﬁ;{img s
difier attached to each bit line araplifies and restores the tuy sigauds p
sring read operations. ) , :
fn 2 DRAM chip, read and write operations each rssqu;f‘e t/wo s%g;)x,
« & row. This is done by asserting the row address strobe (RAS) 4

18.1 SIMPLE BASTER-DISPLAY SYSTEM

As described In Chapter 4, a simple raster-display system contains a CPUL sy
main memory, frame buffer, video controller, and CRT display (see Fig. 418
system, the CPU performs all the modeling, transformation, and display computati
writes the final image to the frame butfer. The video controller reads pixel data fiv
frame buffer in raster-scan order, converts digital pixel values to analog, and dii
display.

It ts important to remember that, if such a system has sufficient frame-butfer
has a suitable CRT display, and is given enough time, it can generate and display ¢
virtually unlimited complexity and realism. None of the architectures ar archi
technigues discussed here enhance this fundamental capability {except for a few
displays treated in Section 18.11). Rather, most work in graphics architecture comg
guest for increased rendering speed.

in Chapter 4, we discussed two problems that Himit the performance of this o
system: the Jarge number of frame-buffer memory cycles needed for video scanont s
burden that image generation places on the main CPU. We now consider euch
problems in greater detail.

Four 812 512 bit
memary. aITavi

18.1.1 The Frame-Buffer Memory-Access Problem

Fow decade

In Chapter 4, we calculated the time between successive MEINOTY  4CCessis
low-resolution monochrome display is being refreshed, For a system with 16-hit s
access rate is substantial—one memory access every B64 nanoseconds. Sy

ey e

b:;;he;;m)im?:);;giozGr:z?mmrs !d(%i?;f: fr;u:h{ higher ;}Lg}o? Sp:;i% For \ Address o o Sense amp!
refreshing a 1280 by 1024 screen with 32-bit {one-wor ixels at 60 Hr rempe . Addrass [
memory té(’cecsec gc;*w' every If’/L‘i%%ﬂ - 1054 <60} = 12 7 ninoqecond% E jw i; RAS B controi o 4

i . ALENCE ¥ -4 3 L LON W BLRAY DX i CAS P Daia fines

the average memory access rate, not the peak rate, since pixels are not scanned oy
horizontal and vertical retrace times [WHIT84]. A stmple dvaamic rasdon-access o
(DRAM) system, on the other hand, has a cycle time of approximately 200 naoge
factar of 16 slower than the speed required. Clearly, something must be done to
bandwidth to frame-buifer memory.

The following sections discuss solutions that have been. ssed by vk
designers. Some of these provide only modest performance Increases, but e sulfid
low-resolution systems. Others provide greatly increased memary handwi

Raad-write

Data i Daty ni

18.1 & 1-NBHR {2B8K » 41 DRAM chip. An entirs row i wiitien o
Hoof the four mermary greays @t the same time. The oolumin o
: slactad row Ty be aoasssa

rendar slement ool of the
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Sedvana

O everywhere except for w single d at i seddctod riww This b
row’s storage cells are connected 1o the bit Hnes and sens

The second step is 1o select 2 colum, which is don

strobe (CAS) and read-write signal while the desired »oiumn ad
inputs. The column address selects a single bit from.the active row of m
array. The selected bits are either buffered for cutput (during read operations
value on the data inputs (during write operations). Some DRAM; provide o b
method called page mode for successive reads or writes o memory focatinm an g
row. In page mode, a row is selected just once; and successive columns are s
the column address bits and CAS signal. In page mode. consecutive memory
require just one address cycle. instead of vwo. Thus, if adjacent pixels are st
mEmOTY TOW, page mode can nearly double the bandwidih available for upbin
displaying frony the frame buffer.

Word widths greater than the number of data pins on & single memory chip
accommodated by connecting multiple mermory chips in paraliel. With this arnin
an entire word of data can be read from or written to the MEOory sysiem in asingl
ory eycie. For example, eight 4-bit-wide DRAMs can be used fo build 4 3%bit
system. *

Splgtt wwewgni  Mulliplexer

Frame Frame
bufter O buffer 4

Fig. 18.2 Double-buffsred frams buffer.

18:13 Increasing Frame-Buffer Memery Bandwidth droller has oninterrupied access to the other. Double-bufferiay

sive, however, since twice as much memory is needed as fora singh

. the multiplexers that provide dual access to the DRAMs requiie

hoincrease the size of the system. (Actual doal-ported memy

»adent read—write ports, could be used, but their low density asd I
cal ipy almost all applications.)

As we have seen, cbtaining sufficient frame-buffer memory bandwidth hoth fm
scanout and for updates by the CPU Is & daunting problem. Different solutions
proposed and vsed in various systems.

A partial solution, suitable for fow-resolution displays, is to place the fi
an isolated bus. This allows video scanout to occur simultaneously with CPU o
that do not affect the frame butfer. Only when the CPU needs 10 read from of v
frame buffer must it contend with video scanout for memary cycles,

A second partial solution is to take advantage of DRAMS’ page-mode fealine
video scanout accesses memory focations in order, DRAM page misses arg indn
the frame baffer can run at almost twice s normal speed. Note, however, that fr;
accesses by the CPU may be less regular and may ;;0{ be ab?e 1o t.'ﬂ\c: aﬁmnm
mode We C(m dep easa thz, numbcr of pa;_s; misses

i8.1.4 The Video RAM

19%3, Texas Instruments introduced a new type of DRAM, the widey
smory (VRAM), designed specifically to allow video scanout 1o be inde
wen-buffer operations [PINKS83]. A VEAM chip, as shown in Fig. 1k
reeational DRAM chip, but containg a parallel-in/seriat-ontdata regis
s data port. The serial register is as wide as the memory arra}.«‘,zmd v
2 by asserting the transfor signal while a row of mamory & being ¢ 1
¢ has its own data clock, enabling it to tragsfer data out of the ¢up ¥ b
seriad register and port effectively provide a secand, seria] port o the
s port 18 'used for video scanout, scanout can oceur in parallel withmormad jes
».‘S o the chip, virtually eliminating the video-scanout prablomy.

noe the shift register occupies only a small fraction of 2 %"EZA’\'? i “’lzi;
; pins are needed to control i, VRAMS ideally should be anly 4
n DEAMS. Unfortunately, the economics of scale tf:nd t{; X
¢ o DIRAMS, since fower YR/
s A %pemw» as EﬁR ”st ol the same densaw En s {33 ilm 5
gy frarne-buffer memories.

MmOy, since a mcm{mj mmtaon aceessed durm@ e cvcis: is very ..kezs ?(v B
again in the near future. Furthermore. since cache entries f requently secupy
transferring data between the vache and main memory can explodt pags
combining page mode and a data cache, we can reduce the MEMOTY-300ess
substantially, although further measures, as discussed in Section 1815, are neg
high-resolution displays.

A third, independent approach is o duplicate the frame-buffer memary,
double-byffered system in which the image in one buffer is s displaved while the
other buffer is computed. Figure 18.2 shows one possible implemeniation,
multiplesers connect cach frame buffer 1 the system bus angd vic aniratier
buffering allows the CPU to have uninterrupied ac 0 one of the butfurs whilp
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5 ¥ A

AM chips i3
£

‘JRAMJ» Jj YRAM

Four 812 » 512 bit
MEMOry arrays

4 24 24
s Bittines $T11 4% 512 bits
. . ; 3%
Address 7 fddress Sense ampiifiers } . e!’s of 9'xe§is of :
FAS gy OCTES : X6 0 Video shiftar plus
A control Bittines 4771 2x512bits cglumns 0, columns 1, LUTS and DACS
- » - e ; AR © U Hone per color channeli]
Cock B Serial data register } ﬁg
Transtes > N F : 18.4 Biock diagram of a 1280- by 1024-pixel display using VRAM A
Data lines 4 % 8512 hits A-out shift register provides the high pixel rates required Yo drive 1y
b kA .
e s ) 4 B Column decode / es - g
Read-writs s : / nerating a high-resolution image can require many millions of CPU
/? 4 i 4 this, even the fastest CPUs have difficulty rendering images quichly
tve use.
Data in Data out

Fig, 18.3 Diagrars of & 1-Adbit (258K X 4} VRAM chip. The serial data
provides a second {serial} port to the MEeMory anay.

182 DISPLAY-PROCESSOR SYSTEMS

Sus section, we must either remove some of the graphics bar

18.1.5 A Frame Buffer for a High-Resolution Display ase the CPU’s ability to perform these tasks. Here we consider

Figure [8.4 shows a tvpical frame-buffer design using YRAMs. The CPU has
uneestricted access o the frame-buifer memory. Only once every # cycles (wvhe
dimension of the memory amay) is a memory cycle required 1o load a.new row
YRAMS’ serial registers. With screen resolations up t0 512 by 312 pixels, VR
handle video scanout unassisted. With higher-resciution displays, the pixel rate oy
YRAMs’ serial-port data rate of 30 MHz or fess. A standard solution 15 1o connect
banks of VRAMs to a high-speed off-chip shift register, as shown in the figure,
pixels, one from each VRAM bank, can be foaded into the shift register in parallel ;
od ont serfally ar video rates. (Notice that this 1780- by H024-pixel systen, o
nes the resolution of 2 512 by 512 system, uses five-way multiplexing.y This shily
frequently is incorporated into 2 single chip containing look-up tables and digital
converters, such as Brookires's 81438 RAMDAC IBROOSS]. It systems, with
pixel, such as the one shown in Fig. 18.4, three RAMDAC chips are typically
for each 8-bit color chammel,
YRAM: provide an elegant solution to the frame-buffer TREMOIY-30085S
bottleneck that remains in such systenmis is CPU processing speed. ] s
image (in 212 or 3D}, the provessor mast caleulate every pixel o primdiise,
typical primitive covers many pivels, and images typically contain thowsands of iy

utions in Sections 18.6 through 18.10). These strategies gener
vies: (1) coprocessors that share the system bus with the mal
oessors with their own buses and memory systerns, and (3)-in
faining internal hardware support for graphics operations.
Coprocessors were discussed extensively in Chapter 4 {single-addn
hitectures). These have been found usefal in 2D systems, but have nat ag
i 313 systers, largely because 3D systems require a larger set of sy
weterms and because bus contention in a SAS architecture &
performance. The latter two approaches have been used successfully for
we wow discuss them further.

12.2.1 Peripheral Display Processors

Figure 4.22 shows 4 typical peripheral-display-processor systain organiz
esaor generally has its own memory system (including the
comnunication Hink to the main CPU. The main CPU sends i
tapday processor, which execulns them using resident softwane o §
fzad hardware,
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special-purpose processor, S peseeastr, s i
{MASSE5:, allows simpler and more Soxible hardware wod s B o
exploit the regularity and specialized natmre of most graphics caleukations, e

therefore provides at most a factor of 7 incréase in performance, since the s
capacity is stmply doubled. Most currem display-processor Sysiems e pol
processors specialized for graphics operations.

PoproeasTy dodal
for code and dat st
b huilt from VEAN

40720 supports data types for pizels and pixmaps, allowiy
¢ thelr {x, ¥} coordinates as well as by their addresses in mun
struptions mplement common 2D graphics opérations:

Single-chip graphics processers, Single~chip graphics processors are a steces,
inexpensive type of peripheral-display processor that developed a5 functional ext
single-chip video controliers. Consequently, many current graphics-processor chip
bine the functions of the video controller and display processor. (Section 18,22 4
one popular graphics processor chip, the THMSI4070)

Graphics-processor chips targeted especially for 3D graphics have bees inte
ondy recently. A pioneering chip of this type is Intel’s 1850, which can he used eitly
stand-alone processor with support for graphics oras 2 3D graphics processor, Un
2D graphics-processor chips, the 1860 does not provide hardsware support for screm
or video timing. The 1860 will be discussed in depth in Section 18.2.4.

300 The PIXBLYT (pixel-block transfer) instruction implesie
aperation. It copies pixels of 110 8 bits, automatically aligning, __
sows of pixels fetched from the source array before writing theny o
arvay. It uses many of the optimizations discussed in Chapter 19, 4
eral pixels ir parallel, so the transfer rate approaches the s
bandwidth—up to 18 million 8-bit pixels per second. A g
supports fext by efficiently expanding packed 1-bit bitmaps inte L0 {

1

FHLL: The FILL instruction fills a rectangular array of pixels with u ol
are filled at rates approaching the memory-bus speed. Tosis I
YRAM supports a special block-write made that alfows ap o four moer
be written at once from the same on-chip color register. Using this
the 340260 fills areas af up 10 160 million 8-bit pixels per second

Programming the display processor. A major point’ of difference amone i
processor systems ks where they store the model or database from which the |
generated: in the CPU’s memory, or in the display processor’s memory. Stor
database in the display processor’s memary frees the main CPU from database 1o
Consequently, only a fow-bandwidth channel is needed between the CPY and e i
processor. However, such 2 system also inferits all the disadvantages of a structuse ¢
described i Chapter 7. particularly the inflexibility of a canonical, “hard-wired™ diy

i GPu Peripheral
mrodel, devices Address
Whether or not the display processor manages the database, it is an extra proge 7 oy

program. Frequently, this program takes the form of 2 standard graphics Tibrary,

ThS34020
PHIGS+, which sarisfies the needs of many applications. Applications invariah

however, that require features not stupported by the Hibrary. In such cases, osers are | " ﬁriozg;csg Graphics
either 1o program the display processor themselves (which may not even be possibied iétegr}féceg processor
devise cumbersome workarounds using oxisting display-processor features.

18.2.2 Texas Instruments’ TMS34020—4 Single-Chip Perinhery
Display Processor! .

Texas Instruments” TMS34020 {TEX A85] is an example of a single-chip graphics pr
designed 10 accelerate 20 displays on PCs and workstations. Tt can be paired w
THMS34082 Hoaring-point coprocessor, which rapidly performs 3D geometric tra
tions and clipping needed for 3D graphics. Unlike graphics-processor chips that p
only graphics-specific operations, the 340720 is a fully programmable 32-bit progce
cap be used as a stand-alone processar if desired,

DRAM Screen
refresh refresh
¢ | controt control
{ E

18.8 Block diagram of the TMSI3020 graphicg-progs

Material for this example was contributed by Jerry R. Van Akén of Toras Istramenis. B haral display processor,
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e

scansconversion algorithim {see Sedtion
miilion pixels per second.

DRAYV: The DRAY (draw-and-advance) instruction draws the pixel indicad by
{x. y} coordinates. then increments the x and y coordinates in parallel fUis uxe
inmer loops of incremental algorithms for drawing circles and ellipses; for exam
trmer Joop of a midpoint circle routine {see Section 3.3.2) draws 2 million pi

Software for the 34020 is typically divided into time-critical graphics subye
written in assembly language, and other sofiware, writen iff a high-level lone
Software ranning on the 34020 communicates with the application program runpi
main CPLL

The 34020 contains 2 512-byte on-chip instruction cache and 30 general
registers—enough memory 1o store the instructions and daia required within the ing
of many graphics subroutines. Once the instructions and data for the foop have b
from external memaory, the memory bus is available exclusively for moving pixe
from the frame buffer. .

The TMS34082 foating-point coprocessor chip interfaces directly to the
providing foating-point instructions and registers that increase the system’s capabil
3D and other floating-poini-intensive applications. The 34082 imonitors the
memory bus and receives floating-point instructions and data transmitied over the |
the 340720, The 34082 can transform a 3D homogeneous point (including the homo
divide) every 2.9 microseconds.

®

18.2.3 Integrated Graphics Processors

Another approach to increasing system performance is to add support for graphics o
to the main CPU. This has become feasible anly recently, with the development ¢
dense VL3I technologies that allow entire systems 1< be implemented on 3 single chi
programmizble 21 graphics processors, such as TDs 34020, are early exampl
approach, although they dedicate much of their chip area to graphics funcih
comparatively little to general-purpose ProCessing.

Tntel’s 1860 is the first microprocessor chip to integrate divect support for 313 oy
Proponents of this approach argue that the chip area required to support reuson:
graphics performance is relatively small and the payoil is high, since 3D graphi
becomie an integral part of many computing environmems. This approach may well ¢
High-performance, low-cost 3D systers as increasing VLSI densities allow mare g
cated systems and more system components to be built onto a single chip.

Advances in VSLI technology have made it possible to build chips with exirem
mumbers of transistors-—more than 1 million in 1989, This allows high-performany
chips to inclade other features, such as caches, YO controllers, and-support for spe

rations can occur simultaneously. Parallel graphics instrustions nglnd

r soan convert and shade 50,000 Gourand-shaded 100-pixel triz

Fig, 18.6 Blook diagram ‘of fntsl iR80 microprocessor datammin
{GRBaY.

el ot such o chip wuth ¢
of the mador data p
weconding o Intell the

gy
e Liapack benchimaek), and 500,000 homogeneous veoior

The 8B60’s graphics instructions operate in parallel on as many
»d-bit data word. For applications using 8-bir pixels, this meww ¢
imultancousty. For 3D shaded graphics, which generally e

G

Calculating multiple Hnear interpolations in parailel

Calcalating multiple z-buffer comparisons in paraliel
Conditionally updating multiple pixels in paraliel.

For systems using 8-bit pixels (where eight operations can ocdisr in i

The 1860 may be used efther as a peripheral display process

Gy (el an

Bus conirol
and memory
management

To sxternal bus
(84 bits data,
32 dits address)

infegsr urd
and regish
{(32x 325

128 bits

Insiruction
cache i
{4 KB %

Data cachs ‘
B KB) registers

(18x 84 bitss |

Floating-point 3

Floating-point i 1
§ multivher

agoer

LG-HISENSE00050082

Ex. 1018 - TCL Indus Holdings Co., Ltd.

TCL Indus Holdings Co., Ltd. v. LGE — IPR2023-00461

Page 33 of 36



sha Badva

Srnt

f Hantor Graph

microprocessor as the main CPUL for exampled v axoa :
combining front-end and back-end capubilities in 2 single pros ot BH
powerfal 3T graphics system to be built with véry few purts——esientially the o
memaory, and the video system.

As VLSI densities continue to Improve, we can expect 1o see even higher
and more complex processors designed for graphics. Features conumonly #
graphics-processor chips, such as scanout and video-timing circuiiry, may be it
sach processors as well,

18.2.5 Three Performance Barriers

Systems can be buoilt with a large range of performances using the techniques dust
to this point. Low-end systems using a general-purpose microprocessor for fie ap
processor and a 2D graphics processor are well suited for displays on PUR. §
performance systens using a powerful application processor and a high-speed 303 ¢
processor, containing display-list memory and transformation hardware, are su
engineering and scientific workstations, .

But how far can such designs be pushed? Let us imagine a display system smigde &
fastest available CPU and display processor, and a frame buffer containing |
available YRAMSs. Such a system will achieve impressive—but stifl Himitedo
mance. In practice, such single-stream architectures have been unable to achisve |
necessary 1o display large 312 databases at interactive rates. Architectures that diy
primitives af faster update rates must overcome three barriers:

& Floating-poiw geomery processing. Accelerating the transformation and clginin
primitives beyond the rates possible in a single floating-point processor

¥ Imeger pixel processing: Accelerating scan conversion and pixel processing b
rates possible in a single display processor and memory system

5 Frame-buffer memory bandwidih: Providing higher bandwidth into the fram
{faster rmds and writes) than can be supported by a conventional memwry 5y

These barriers have analogs in conventional computer design: the familiar po
and memory-bandwidth bottlenecks. In conventional computers, the presence o
bottlenecks has led 10 the development of concurrent processing. Similarly, the mu
of research in graphics architecture over the last decade has been investigating v
concurrency 1o avercome these performance barriers.

Before we discuss paraflel graphics architectures, Iet us establish some provnd
about the demands of graphics applications and the fundamentals of mudtipr
Later, we shall discuss various methods for building parallel systems that overcon
three performance barriers.

18.3 STANDARD GRAPHICS PIPELINE

Here we review from a hardware perspective the standard graphics pipetine disc
Chapter 16. As has been mentioned, the rendering pipefine ix 3 } i mwis
computations needed in a raster-display systeny, but B not necessartly 2 p
since the stages of the pipeline can be implemented In either softwars or hasd

o3
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example, AT&Ts Pisel Maching Madel M 100 By
speeds—a feat unmatched by any SIMI sy

% ek stan
ies dor en

SR

Since interleaved-memory architectures distribute the fame bufios
processors, some provision must be made for scanning out pixels dn the unin
stream required by the video controller and display monitor. I the distribised frar

is constructed of VRAMS, this can be done in the manner shown tn Fig, 18,18 ¢

this is very similar to the technique described in Section 18.1.5 fon il
high-speed video scanout in a conventional frame-buffer MEmory.

SPUIPOSE processiog snd |
ong.

The POWER IRIS bas g powerful geperal-porpose CPU somposed
s rultiprocessors sharing 2 single memory bus, Ha graphing su
100,000 full-colored, Gouraud-shaded, z-buffered duadri
LHLESY, The POWER IRIS continues Silicon Graphics™ tradition of §
day traversal, aggressive use of custom VLSI, hardware frontend
'*ixsaved«mmmsf/ frame-buffer architecture. The POWER BIS'S un
wned in Fig. 18,19, is composed of five major subsystems:

Further subdivisien. Suppose we wish to build 3 system with even highes punt ¢
Since increasing the number of partitions in an interleaved-memory 71 ing
system’s memory bandwidth and processing power, we might Consi
sumber of frame-buffer partitions—say, from 16 to 64, or even more. Unfortun
additional processors and datapaths required for each partition make suclh o
increasingly expensive.
An even more sertous difficulty is supporting 4 larger number of partitions W
same number of frame-buffer memory chips. Bach partition YEGUIYSS & mintmum g
<hips. For example, a partition with a 32-bit datapath between the PE and menson
& 4-bit wide chips, or 32 I-bit wide chips. Suppose we wish to build & §6-partition
1024-pixel frame buffer with 128 bits per pixel. Using 236K X 4 VRAM o
partition requires 8 256K X 4 VRAM chips, 50 16 - § = 128 chips ave noeded 10 sy
16 memory partitions. This is the exact number required o store the pixel dop
Suppose, however, that we increase the number of partitions from 16 w64
footprint). Although we still need only 128 mernory chips 1o store the pixel daty,
64+ § = 512 memory chips to support the PE-memory bandwidth. The extra 384
chips are needed only 1o provide communication bandwidith— not for mernery
extra expense that continues o grow as we subdivide the frame buffer furthor,
Increasing the density of memory parts from 1 Mbit to 4 Mbit exacerbaiox thi
even further, For example, if 1Mbit X 4 VRAM EEory Chips are used in tin tng-point chip, the Weitek 3332, ]
mentiened above, 512 chips are siil] needed, even though sach one contains sis Fhe first GE transforms vertices and vertex normals. The secca‘nzi ¢
the memory actually required. Current systems such 2s the Silicon Graphics” PURVE slevlations (supporting up o eight point light sources). ’&e_ third
GTX (described in the next section), which uses 20 frame-buffer partitions, are reject clipping tests. The fourth GE performs exact clipping o1 p
the bandwidth limit. A way to ameliorate this problem would be for mewmory ni
to provide more data pins on high-density memory parts. Some 4-Mbi DRAM o
eight data pins, rather than four, which helps somewhat, but only redoces the b
probiem by a factor of 2.

LPU subsystem—runs the application and traverses the display mods)

{ivomeiry subsystem—transformss and clips graphical data o soroun o
Soan-conversion subsystem—breaks points, Hnes, and polyvgons into ph
Lo Raster subsystem—computes visibility and writes pixel dats t {Fan
Display subsystemn——displays contents of frame buffer on colar mw

CPU subsystem.  The CPU subsysterm runs the application and trav

ed within a single process {although special programpiing somsdruon w

wnetry subsystem. The geomerry subsviter transforms, chips
omposed of five floating-point processars arranged in 2
s, called a geometry engine (GE}, contains an input FIf
ing-point unit capable of 20 MFLOPS. Unlike Silicon Graphi
ne {see Se¢tion 18.5.4), the POWER IRIS GFs are bas!

L oand b

i3

wan-conversion subsystem. The scan-conversion subsystem rast ‘
¢ pipeline approach described in Section 18.7.1, except that its spans s

18.8.2 Siicon Graphics’ POWER IRIS AD/240GTH —An Interieny
Frame-Buffer Memory Architecture®®
Silicon Graphics” POWER RIS 4D/2400TX [AKELS8; AKFELSD] wes o 1he single polygon processor sorts the vertives of each polygon fram lefi
techniques described in this chapter. Like a numiber of its competttors; including i B

for use by the odge prcesony.
stope information 1o oomipie s,
# phved that Heyw on th il of botian

Waterial for this example i3 adapted from [AKELRS] and [AKELES N
“In 1990, Silicon Graphics announced POWERVISION (pinpibar 10 the 3 ths
Gourand-shaded triangles/sec and with 268 biss pived for anslaliasing aud texturing
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ity ol g vertical span,
g ihie span processors.

Ll of the fve paralle] spa procossors
say screen. Forexample

ion N
I E( Polygen 3 Edge

jeggetecioiien i DIGOSSSOl

ng load over span processors is approdimately uniforan
T'he pixel cache buffers blocks of pixels during pixel copy oparation:
dwidth of the pixel bus can be used.

astey subsystem. The raster subsystem takes pixel data gomn
ors and selectively updates the image and 7 bitplanes of the Boow |
fis of a z comparison and « blending. The raster subsystem is.cony
25, each responsible for one-twentieth of the screen’s pixels, arranged in
ved fashion. 96 bits are associated with each pixel on the

lanes,
The overlay/underlay bitplanes. support applications. that ux
dowing backgrounds. The window bitplanes define the disply m
wible-buffered, ete.) and window-masking information.

The 20 image engines work on pixels in parallel. Each canblend value
w value, allowing transpavent or semitransparent objesis i b«
wing supersampling antialiasing,

3

play subsystem.  The display subsystern contains five misitinnud
4Py, each assigned one-fifth of the columns in the display. The M

(TR image data from the frame buffer (together with window-display
vin using the appropriate display mode (RGB or pseudocelnr), wid
v ! v tal-to-analog converters for display.
: Tie GTXs architecture s a good example of many of the tehniy
i Sraph: s ngtip?fcir . . 1t provides high performance for polygon rendering at a reasoms
orecessar proceasar processor i e the GTXs rendering pipeline is highly specialized for grapt

é % ‘é’ " st has difficulty with the advanced rendering techniques we sh

; SE, and its resources cannot be applied easily o nongraphics u
W Lookup Loakup Lookip s the architecture of Stellar’s GS2000, which has compleriien

| 1 tabie tabis fabie E daivantages.
. 18.8.3  Logic-Enhanced Memuory
Paraitel pixels in é, :

7

we vommercial memories may pot support enough frame-hutler pi

Mulliplexar PRt . p :
P for building costosn memories with a large number of cone

and DACs

gxivn pins most be

Fig. 18.19 Siicon Graphics’ GTX system architesturs fased on {AKEL s, Adieratively mmltple
{ RIS R § £k 4 R BT
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