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Plaintiff BITMICRO LLC (“BiTMICRO”) submits this responsive brief in support of its
constructions, which are consistent with the plain language of the claims and the intrinsic record.
I LEGAL STANDARD

As the Court is well-versed in the law governing the interpretation of patent claims,
BiTMICRO dispenses with a recitation of that authority generally, and highlights two issues.

A. Indefiniteness

Definiteness is evaluated from the perspective of someone skilled in the art. Nautilus, Inc.
v. Biosig Instruments, Inc., 572 U.S. 898, 909 (2014). “One must bear in mind, moreover, that
patents are ‘not addressed to lawyers, or even to the public generally,” but rather to those skilled
in the relevant art.” Id. (quoting Carnegie Steel Co. v. Cambria Iron Co., 185 U.S. 403, 437
(1902)). “[T]he certainty which the law requires in patents is not greater than is reasonable, having
regard to their subject-matter.” Id. at 910 (quoting Minerals Separation, Ltd. v. Hyde, 242 U.S.
261, 270 (1916)). Terms of degree are not “inherently indefinite,” and “absolute or mathematical
precision is not required.” One-E-Way, Inc. v. Int’l Trade Comm’n, 859 F.3d 1059, 1068 (Fed. Cir.
2017) (quoting Interval Licensing LLC v. AOL, Inc., 766 F.3d 1364, 1370 (Fed. Cir. 2014)).

Proof of indefiniteness requires an accused infringer to show “by clear and convincing
evidence that a skilled artisan could not discern the boundaries of the claim based on the claim
language, the specification, and the prosecution history, as well as her knowledge of the relevant
art area.” Halliburton Energy Servs., Inc. v. M-I LLC, 514 F.3d 1244, 1249-50 (Fed. Cir. 2008).
Defendants cannot meet that burden because they have not even defined who a person of ordinary
skill in the art (POSITA) would be for the patents on which they are asserting indefiniteness. Nor
have they provided any expert testimony to support their indefiniteness arguments. The Court can
and therefore should summarily deny all of those arguments. See Williamson v. Google Inc., No.
15-cv-00966-BLF, 2017 WL 3232582, at *10 (N.D. Cal. July 27, 2017) (defendant could not meet
its burden on indefiniteness without expert opinion supporting its assertion that POSITA would
not understand claim term “best suited” based on examples in specification); WesternGeco L.L.C.
v. ION Geophysical Corp., 876 F. Supp. 2d. 857, 875 (S.D. Tex. 2012) (“Defendants’ unsupported

-1-
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attorney argument fails to prove indefiniteness by clear and convincing evidence.”); Cacace v.
Meyer Mktg. (Macau Commercial Offshore) Co., 812 F. Supp. 2d 547, 561 (S.D.N.Y. 2011)
(“[M]ere attorney argument is insufficient to establish invalidity based on indefiniteness.”).

B. Means-Plus-Function Limitations

“An element in a claim for a combination may be expressed as a means or step for
performing a specified function without the recital of structure, material, or acts in support thereof,
and such claim shall be construed to cover the corresponding structure, material, or acts described
in the specification and equivalents thereof.” 35 U.S.C. § 112(f). Moreover, “[a] limitation has
sufficient structure when it recites a claim term with a structural definition that is either provided
in the specification or generally known in the art.” Apple Inc. v. Motorola, Inc., 757 F.3d 1286,
1298-99 (Fed. Cir. 2014) (emphasis added). In the context of computer-implemented inventions,
“the ‘structure’ of computer software is understood through, for example, an outline of an
algorithm, a flowchart, or a specific set of instructions or rules.” Id. “[A] challenge to a claim
containing a means-plus-function limitation as lacking structural support requires a finding, by
clear and convincing evidence, that the specification lacks disclosure of structure sufficient to be
understood by one skilled in the art as being adequate to perform the recited function.” Budde v.
Harley—Davidson, Inc., 250 F.3d 1369, 137677 (Fed. Cir. 2001); Intel Corp. v. VIA Techs., Inc.,
319 F.3d 1357, 1366 (Fed. Cir. 2003). Defendants have not met that burden. Intelligent Automation
Design, LLC v. Zimmer Biomet CMF & Thoracic, LLC, 799 F. App’x 847, 852 (Fed. Cir. 2020).
II. ’939 PATENT

The ’939 Patent relates to systems and methods for managing data in a computer or
memory system when the system loses external power. 939 Patent (Ex. 1),' Abstract. Specifically,
the 939 Patent describes a plurality of capacitors configured to supply power to the computer or
memory system, activating those capacitors to supply power in the event of a loss of external

power, and reconfiguring the data in the computer or memory system while that auxiliary power

! Unless otherwise noted, references herein to “Ex.” refer to exhibits attached to the supporting
declaration of Richard Lin filed concurrently with this brief.

-
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is supplied. Id. at 2:24-31. Using the claimed systems and methods of the 939 Patent, newly
written and/or modified data can be stored (or flushed) from the volatile memory to the non-
volatile memory in the event of a power loss, and/or enable the data to be erased automatically or
manually—thus, preserving the security of the stored data. 1d. at 2:32-42.

The *939 Patent explains that computing systems generally utilized volatile memory for
main memory and cache, but that one disadvantage of volatile memory is that it requires a constant
source of power and if there is sudden loss of external power, there is insufficient time to safely
write all the newly written and/or modified data (“in flight”) from the volatile memory to the hard
disk drive before the system shuts down. Id. at 1:14-45. Prior art solutions, including batteries
and/or uninterruptable power supplies (UPS), could be coupled to the internal power system, but
had a number of disadvantages, including a limited number of charge-drain cycles, and large
internal resistance, size, and weight. Id. at 1:46-2:21. The inventions of the 939 Patent overcame
these various limitations by disclosing systems and methods comprised of a plurality of capacitors
configured to supply power to the computer system, activating those capacitors to supply power
in the event of a sudden loss of external power, reconfiguring the data in the computer system
(e.g., transferring any data from the volatile to non-volatile memory or erasing that unsecured data)

while that auxiliary power is supplied, and then deactivating those capacitors. Id. at 2:24-37.

A. “predetermined level”
Patent BiTMICRO’s Proposal Defendants’ Proposal
’939 Patent | Plain and ordinary meaning. “a preset minimum operating voltage
Claims 1, 10 necessary for proper operation, in which the
super capacitors are not fully discharged”

No construction of this term is necessary. The term “predetermined level” is an ordinary
term that both laypersons and POSITAs readily understand. See Ferguson Beauregard/Logic
Controls, Div. of Dover Res., Inc. v. Mega Sys., LLC, 350 F.3d 1327, 1340 (Fed. Cir. 2003) (“The

299

ordinary meaning of ‘predetermine’ is ‘to determine beforehand.””). The claims use the term

consistent with its plain meaning: “A [method/system] for controlling data in a computer system

Petitioner Intel Corp., Ex. 1011
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when the computer system loses power . .. comprising . . . deactivating the plurality of super
capacitors to cut off power to the computing engine based upon the plurality of super capacitors
discharging to a predetermined level.” 939 Patent, Cls. 1, 10. Defendants have not supplied any
reason for diverging from that meaning. See e.g., Vitronics Corp v. Conceptronic, Inc., 90 F.3d
1576, 1582 (Fed. Cir. 1996) (explaining that terms are “given their ordinary and customary
meaning” unless a “special definition of the term is clearly stated in the patent specification or file
history”); Innovative Sonic Ltd. v. Research in Motion Ltd., No. 3:11-CV-0706, 2012 WL
4928897, at *10 (N.D. Tex. Oct. 17,2012) (“[i]f a claim term is readily understood by a jury, there
is no need for the court to construe the term”); Skyhook Wireless, Inc. v. Google, Inc., No. 10-
11571, 2012 WL 4076180, at *13, *18 (D. Mass. Sept. 14, 2012) (declining to construe terms
where the proposed construction “would only complicate the term”); Gen-Probe Inc. v. Becton
Dickinson & Co., No. 09CV2319, 2011 WL 7167137, at *17 (S.D. Cal. Nov. 22, 2011) (declining
to construe terms where the terms are “common terms that need no clarification”).

Defendants’ use of the term “predetermined level” in the claims of their own patents on
the same subject matter confirm that the term requires no construction. For example, Intel’s U.S.
Patent No. 9,977,478 is directed to a solid state drive (SSD) coupled to a host computing system,
where “in the event of a power failure in the SSD, a backup energy reservoir, such as a capacitor,
may allow the SSD to save in-flight data by storing the in-flight data persistently in the non-volatile
memory of the SSD.” Ex. 2 (’478 Patent), 1:8-25. Intel uses the term “predetermined level” in 18
of the 22 claims (and all the independent claims) of that patent, and in the same — plain and ordinary
— way as it is used the claims of the ‘939 Patent. See e.g., id. at Cl. 1 (“a power management
module configurable to provide read access to the non-volatile memory in response to the energy
store being charged to an amount that is at least of a first predetermined level, and to provide write
access to the non-volatile memory in response to the energy store being charged to an amount that
is at least of a second predetermined level that is greater than the first predetermined level.”). Intel
understood the plain meaning of that term when drafting the 478 Patent; Defendants cannot now
claim to be confused by the plain meaning in this case.

4-
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Defendants nevertheless seek to import the limitation “a preset minimum operating voltage
necessary for proper operation, in which the super capacitors are not fully discharged” into the
claim language. But “it is important not to import into a claim limitations that are not part of the
claim.” Superguide Corp. v. DirecTV Enters., Inc., 358 F.3d 870, 875 (Fed. Cir. 2004). Defendants
claim that “the patentee acted as its own lexicographer” (Defs. Br. at 4), but there is no definition
of “predetermined level” in the portions of the specification cited in their brief. See Defs. Br. at 3
(citing "939 Patent at 5:39-52, 6:40-53). Nor do any of the statements in the specification relied
upon by Defendants rise to the level of “a clear and unmistakable disclaimer.” See Cont’l Circuits
LLC v. Intel Corp., 915 F.3d 788, 797 (Fed. Cir. 2019) (“To disavow claim scope, the specification
must contain ‘expressions of manifest exclusion or restriction, representing a clear disavowal of
claim scope.’”) (quoting Retractable Techs., Inc. v. Becton, Dickinson & Co., 653 F.3d 1296, 1306
(Fed. Cir. 2011)).

Nor do any of the cited statements in the prosecution history limit the meaning as
Defendants contend. Instead, the applicant undertook the unremarkable task of distinguishing a
reference (Manson) cited by the examiner. See Ta Decl., Ex. I at 7. That act alone does not create
a disclaimer. See e.g., Cont’l Circuits, 915 F.3d at 797-798 (“comparing and contrasting the
present technique to that of the prior art does not ‘rise to the level of [a] clear disavowal’ of claim
scope”). Moreover, the actual language used by the applicant in those portions was exemplary:
“The predetermined level can be set above the minimum operating voltage of the computer system,
preventing the computer system from running with unpredictable results. . . . Furthermore, the
predetermined level can be set above a zero level of power for the computer system.” Ta Decl.,

Ex. I at 7 (emphasis added). These statements do not represent a clear disavowal of claim scope.

B. “means for deactivating the plurality of super capacitors to cut off power to
the computing engine based upon the plurality of super capacitors
discharging to a predetermined level”

Patent BiTMICRO’s Proposal Defendants’ Proposal

’939 Patent | Function: deactivating the plurality of super capacitors | Indefinite under 35
Claim 10 to cut off power to the computing engine based upon U.S.C. § 112(6):

Petitioner Intel Corp., Ex. 1011
[PR2023-00783
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the plurality of super capacitors discharging to a Lacks corresponding
predetermined level. structure.

Structure: Col. 3:3-12, 3:28-4:8, 5:35-42, 6:37-44, Figs.
1, 3, 5, of the *939 Patent, and equivalents thereof.?

This term is not indefinite. The “means for deactivating the plurality of super capacitors to
cut off power to the computing engine based upon the plurality of super capacitors discharging to
a predetermined level” is fully and adequately described in the specification of the *939 Patent.

The claim at issue, along with Figures 1 and 3 from the specification, are recited below:

10. A system for controlling data in Exemal ]
Power Source Deactivate up converter
a computer system when the 2 2 100
computer system loses power, the N !
computer system comprising a v | womng At dowr comverer
: Lo —
computer engine, comprising: o S
26 Discharge cusrent to the
computer system through the

down converter.
104

=

Isolate the computer system
from the external power
source.

108

I

[a] means for activating a plurality COMPUTING ENGINE
f i ] Vi ]P:‘olcel\sjor:)‘:rl;hand
olatile viel
of super capacitors to supply power Noasle Memory snd
to the computing engine based
upon power being removed from
the computer system;

A 4

30| Transfer data from the vol;lme
[b] means for reconfiguring the v - ln(:ell:w:g:vomm
data in the computing engine; and ot oot oot ;

B [P capscior [P Bocomens e

[c] means for deactivating the Amay R Mw‘z;;;'%z;:‘;mm“y
plurality of super capacitors to cut Ew—— -
off power to the computing engine sorempeare | / iﬁiﬁgﬁ?‘iﬁiﬁfi’ﬁf
based upon the plurality of super l/ y saprtons diciorge 02
capacitors discharging to a 3 % 3 40 a2 o

predetermined level.

As a preliminary matter, it will be apparent to the Court (as it would be apparent to the jury and
POSITAs), that limitation [a] is the mirror image of limitation [c]. The former recites “means for
activating a plurality of super capacitors to supply power to the computing engine,” whereas the
latter recites “means for deactivating the plurality of super capacitors to cut off power to the
computing engine.” See 939 Patent, Cl. 10. Accordingly, disclosures of structure, acts, and
methods relevant to limitation [a] are also equally relevant to limitation [c]. Defendants have not
challenged limitation [a], and for good reason. Nor should they have challenged limitation [c].

In the portions cited by Plaintiff in its proposed construction, the specification describes an

2 Plaintiff has revised its proposal slightly to omit the disclosures 4:20-35, 4:46-52, and 4:64-5:5 from its proposal.
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embodiment wherein a “computing engine CE 28 . . . is supplied power from the external power

source EPS 22 through the power isolator PI 26.” The specification continues to explain:

The PI 26 isolates the CE 28 from the EPS 22. Power sensors 24 are implemented
to notify the CE 26 of any sudden loss of power from the EPS 22.

An up-converter 32 is coupled to a plurality of super-capacitors SC 34 in order
to convert the voltage supplied by the EPS 22 and charge the super-capacitors 34.
Two charge level sensors 30 inform the CE 28 when the SC 34 are partially and
fully charged. Once the SC 34 are fully charged, the demand for current is minimal
and the charging circuit goes into trickle charge mode to keep the SC 34 at their
peak charge value. A down converter DC 42 is also coupled to the SC 34 to convert
the voltage from the SC 34 to supply power to the CE 28.

’939 Patent, 3:28-3:48 (emphasis added). The specification describes the latter elements, along

with certain temperature sensors and controls, as “the SC 34 and the associated circuitry 30, 32,

36,38, 42.” Id. at 3:49-4:8. Indeed, the specification contemplates “the SC 34 and the associated

circuitry 30, 32, 36, 38, 42” as “a removable option to the system.” Id.; see Fig. 1 (dashed line).?
The specification also explains how this “circuitry” works in the context of limitations [a]

and [c]. For example, in one exemplary embodiment (“save mode”), the specification explains:

To better understand the operation of the “save mode” feature of the method in
accordance with the present invention, please refer to the flowchart of FIG. 3.

[a] First, once the computer system detects that the external system power has fallen
below a certain threshold amount via the power sensors, the up-converter is
deactivated, via step 100. Next, the down-converter is activated to maintain the
internal power of the system, via step 102. This reverses the flow of current between
the computer system and the super-capacitors. The super-capacitors then begin to
slowly discharge current to the computer system through the down-converter, via
step 104. Then the computer system is isolated from the external power source, via
step 105. This prevents any contention between the external power source and the
down-converter. The rate of discharge depends on the amount of capacitance and
the amount of current needed by the computer system.

[b] While the computer system is receiving current from the super-capacitors, data
is transferred from the volatile memory to the non-volatile memory, via step 106.

[c] Next, the two charge level sensors inform the computer system that the super-
capacitor voltage has fallen below the fully charged and partially charged levels,
via step 108. Finally, once the super-capacitors discharge to a predetermined level,

3 The specification further notes that “one of ordinary skill in the art will readily recognize that a
variety of voltages could be used in this system” and “the number of converters utilized could
vary without departing from the spirit and scope of the present invention.” *939 Patent, 4:4-8.
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the down-converter has insufficient voltage differential to continue proper
operation and shuts down, thus turning off the power to the computer system, via
step 110.

’939 Patent, 5:17-43. The specification includes other related embodiments. Id. at 6:20-44. Though
not expressly stated herein, but obvious to laypersons and POSITAs alike, when the capacitors
have discharged to a predetermined level and the down-converter shuts down (or turns “off” as
shown in Fig. 1), other elements of the circuitry may revert (or reverse) to their original states (e.g.,
power isolator and up-converter both turn “on”) for when external power is restored. See id.*
Accordingly, this term or limitation [c]—“means for deactivating the plurality of super
capacitors to cut off power to the computing engine based upon the plurality of super capacitors
discharging to a predetermined level” —has sufficient “corresponding structure, material, or acts
described in the specification.” They are the “circuitry” disclosed and the equivalents thereof.
Defendants have not—and cannot—meet their burden to show “by clear and convincing
evidence, that the specification lacks disclosure of structure sufficient to be understood by one
skilled in the art as being adequate to perform the recited function.” Budde v. Harley—Davidson,
Inc., 250 F.3d at 1376-77; Intelligent Automation Design, 799 F. App’x at 852 (Fed. Cir. 2020).
Indeed, Defendants’ failure to put forward an expert evidence in support of their indefiniteness
argument of this—and the other challenged MPF limitation—is fatal to their case. Cf. Williamson,
2017 WL 3232582, at *10; WesternGeco, 876 F. Supp. 2d. at 875; Cacace, 812 F. Supp. 2d at 561.
Defendants’ arguments to the contrary are also unavailing. The notion that the specification
“simply states a result... rather than describing a structure that achieves the result” (Defs. Br. at 6)

is contradicted by the disclosures above.> And Defendants’ attempt to distinguish between the

* A reasonable jury would consider “activating the super-capacitor” and “deactivating the super-
capacitor,” as well as “supply power” and “cut off power” are two sides of the very same coins.
> Defendants’ cases are also inapposite. In each of the three cited cases, the disputed term was a
means-plus-function term implemented in software for which the patentee had not disclosed an
algorithm for performing the recited function. See Ergo Licensing, LLC v. CareFusion 303, Inc.,
673 F.3d 1361, 1365 (Fed. Cir. 2012); Arendi S.A.R.L. v. LG Elecs., Inc., No. 12-1595-LPS, 2019
WL 3891150, at *14 (D. Del. Aug. 19, 2019); Pi-Net Int’l Inc. v. JPMorgan Chase & Co., No.
12-282-SLR, 2014 WL 1997039, at *9 (D. Del. May 14, 2014). By contrast, the issue here is
whether the circuitry disclosed in the specification constitute a sufficient structure. It does.
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disclosed “up-converter” and “down-converter,” on the one hand, and the “super capacitor array”
on the other, and to argue that the specification needs to “identify a specific structure for
deactivating a plurality of super capacitors” does not make any sense. See Defs. Br. at 6-8. For
example, it is not clear what Defendants think “deactivating” capacitors means in this context and
what sort of “structure,” if disclosed, would satisfy that meaning. Defendants refer to “render[ing]
the super capacitors inactive.” See Defs. Br. at 8. Does that mean the capacitors are unable to take
a charge again? That does not make sense in the context of these claims or inventions. Does that
mean something else? Are Defendants sure that they understand how capacitors work? Notably,
Defendants do not appear to have been able to find a POSITA to support any of these criticisms.’
Defendants require too much regardless. The claim language explains what “deactivating
the plurality of super capacitors” means in this context: “[i] to cut off power to the computing
engine [ii] based upon the plurality of super capacitors discharging to a predetermined level.” ’939
Patent, Cl. 10. The specification clearly discloses corresponding structure for both aspects.
Finally, Defendants take issue with Plaintiff’s proposed construction because it does not
describe the corresponding structure in words. Defs. Br. at 8-9. Plaintiff does not understand that
to be a requirement in this or other courts when confronting §112(6) arguments. See e.g., Ex. 3
(Claim Construction Order in Viatech Tech., Inc. v. Adobe Inc., Case No. 20-358-RGA (D. Del.,
Nov. 1, 2021)) at 2-3 (identifying corresponding structure for MPF terms with string cites to the
specification). To the extent this Court believes words are required, Plaintiff proposes “the circuity

(including sensors and converters) disclosed in ... and equivalents thereof.”

C. “reversing the flow of current between the computing engine and the
plurality of super capacitors”
Patent BiTMICRO’s Proposal Defendants’ Proposal
’939 Patent | Plain and ordinary meaning; not indefinite. Indefinite.
Claim 6

This term is not indefinite. Again, Defendants ignore the context in which this appears in

® To the extent Defendants have in mind some structure “generally known in the art,” that is also
unavailing. See Apple Inc. v. Motorola, Inc., 757 F.3d 1286, 1298-99 (Fed. Cir. 2014).
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the claims, the corresponding discussion in the specification, and general common sense.

1. A method for controlling data in a computer system when
the computer system loses power, the computer system
comprising a computing engine, comprising the steps of:

External
23 Power Source

24

super capacitors discharging to a predetermined level.

further comprises:
engine and the plurality of super capacitors; and

to the computing engine.

| Cow Power Sensars
'| Warning Fail
o . . v
(a) activating a plurality of super capacitors to supply power o o
'ower Isolator
to the computing engine based upon power being removed 267 I
from the computer system; COMPUTING ENGINE
Processor with
> Volatile Memory and |28
. . . . Non-Volatile Memory

(b) reconfiguring the data in the computing engine; and

(c) deactivating the plurality of super capacitors to cut off
power to the computing engine based upon the plurality of e
6. The method of claim 3 wherein the activating step (a)

(al) reversing the flow of current between the computing

(a2) discharging current from the plurality of super capacitors

k A
—1 44
46
A 4
OQu/Off On/Off
3] Super
DC-DC > pe | DC-oC
Up-Converter Capacitor Down-Converter
Array
_.’i Safety Circuit
Thermal Heater
74 Temperature [
Sensors & Control
i 7
34 36 38 40 42

Defendants are correct that this term appears twice in the specification. Defs. Br. at 10-11.

Indeed, these references occur in the same passages discussed with respect to the previous term.

To better understand the operation of the “save
mode” feature of the method in accordance with the
present invention, please refer to the flowchart of
FIG. 3.

[a] First, once the computer system detects that the
external system power has fallen below a certain
threshold amount via the power sensors, the up-
converter is deactivated, via step 100. Next, the
down-converter is activated to maintain the internal
power of the system, via step 102. This reverses the
flow of current between the computer system and
the super-capacitors. The super-capacitors then
begin to slowly discharge current to the computer
system through the down-converter, via step 104.
Then the computer system is isolated from the
external power source, via step 105. This prevents
any contention between the external power source
and the down-converter. The rate of discharge
depends on the amount of capacitance and the
amount of current needed by the computer system.

[b] While the computer system is receiving current
from the super-capacitors, data is transferred from the

To further understand the operation of the “erase
mode” feature of the method in accordance with the
present invention, please refer to the flowchart of
FIG. 5.

[a] First, once the computer system detects that the
external system power has fallen below a certain
threshold amount, the up-converter is deactivated, via
step 300. Next, the down-converter is activated to
maintain the internal power of the system, via step
302. This reverses the flow of current between the
volatile memory and the super-capacitors. The
super-capacitors then begin to slowly discharge
current to the computer system through the down-
converter, via step 304. The computer system is then
isolated from the external power source, via step 305.
This prevents any contention between the external
power source and the down-converter. The rate of
discharge depends on the amount of capacitance and
the amount of current needed by the computer
system.

[b] While the computer system is receiving current
from the super-capacitors, all traces of data in the
volatile memory is completely erased, via step 306.
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volatile memory to the non-volatile memory, via step
106.

[c] Next, the two charge level sensors inform the
computer system that the super-capacitor voltage has

fallen below the fully charged and partially charged
levels, via step 308. Finally, once the super-
capacitors discharge to a predetermined level, the
down-converter has insufficient voltage differential
to continue proper operation and shuts down, thus
turning off the power to the computer system, via
step 310.

[c] Next, the two charge level sensors inform the
computer system that the super-capacitor voltage has
fallen below the fully charged and partially charged
levels, via step 108. Finally, once the super-
capacitors discharge to a predetermined level, the
down-converter has insufficient voltage differential
to continue proper operation and shuts down, thus
turning off the power to the computer system, via
step 110.

’039 Patent, at 5:17-43; 6:20-44. These disclosures in the specification make clear that “reverse”
in the claim language is referring to the change in the flow of current in the system from the normal
state (when power is supplied by the EPS to the computing engine and to the capacitors to charge
them) and backup state (when power is supplied from the capacitors to the computer engine).

Defendants appear to take issue with the word “reversing,” but it appears that they may
just be pretending not to understand how capacitors work—or what Figure 1 actually conveys to a
reasonable observer. Defs. Br. at 10-11. As the specification explains, the method/system uses
capacitors as a backup power source in the event of a sudden power loss. During normal operation,
the external power supply (EPS) supplies current to the Computing Engine and capacitor (via a
voltage converter) from the same power plane. This charges the capacitor, draining current that
would otherwise go to the CE. Laypersons and POSITAs alike would thus understand that the
current charging to the capacitor needs to pass through the capacitors’ plate to ground. It is beyond
dispute that a capacitor has two terminals. See e.g., https://en.wikipedia.org/wiki/Capacitor. In
other words, the current is going toward the capacitors. And then, after a sudden power loss, the
EPS supplies no current and capacitor begins discharging current, i.e., current flows from the same
capacitor plate (via a voltage convertor) to the shared power plane of the EPS, Power Isolator, and
CE. Therefore, the current flows in “reverse” direction at the charged plate.

Accordingly, this term is not indefinite and should be given its plain and ordinary meaning.
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D. “means for reversing the flow of current between the computing engine and
the plurality of super-capacitors”

Patent BiTMICRO’s Proposal Defendants’ Proposal
’939 Patent | Function: reversing the flow of current between the | Indefinite under 35
Claim 15 computing engine and the plurality of super U.S.C. § 112(6): Lacks

capacitors. corresponding structure.

Structure: Col. 3:3-12, 3:28-4:8, 6:22-28, Figs. 1, 3,
5, of the ’939 Patent, and equivalents thereof.

This term is not indefinite for the same reasons as discussed with respect to the previous
term. And the disclosures recited with respect to that term and the “deactivating” term above also
identify the corresponding structure, i.e., the “circuity” in the cited passages of the specification.
III.  °243 PATENT

The °243 Patent describes module stacking and packaging for electronic devices.
Specifically, multiple modules, such as semiconductor dies, are stacked together and connected to
create a stacked module. *243 Patent (Ex. 4), 1:32-36. A stacked module creates a package with
specific functions or a range of memory capacity. Id. Multiple packages can be stacked to create a
desired memory capacity or different packages can be stacked to create a desired functionality. Id.
at 1:47-49. The stacking techniques described in the *243 Patent allow large capacity storage and
high functionality devices to be implemented in a smaller package, saving space on an integrated
circuit board and thus allowing smaller devices to include memory capacity or functionality that
may otherwise be unachievable. Id. at 1:54-62. The modules within the stack can be a variety of
chips, such as flash memory modules, SDRAM memory modules, and controller modules. See,
e.g., id. at 6:44-7:7, Fig. 12a. The *243 Patent further describes interconnections and signal routing
between the modules within the stack. See id. at 8:61-10:35. And the *243 specification notes that
the disclosed stacking designs are “very flexible depending on the specific application, capacity,

board size and height limit.” 1d. at 10:39-40.
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An exemplary embodiment is depicted in Figure 21a of the *243 Patent as follows:

As shown in Figure 21a, a main board 2101 has multiple chip modules 2103, 2106, 2130,
and 2108 stacked on top of it. The modules are electrically connected to each other through a series
of ball and pad connections. For example, an input signal 2102 can be passed from the main board
through the IN ball 2104 to the OUT pad 2105 of base module 2103. From there the input signal
can be passed through the IN balls and OUT pads of the other modules stacked above in a serial
chain until the signal reaches the end module 2108. In the end module, the signal can be routed
internally through the module via connection 2112 to another pad 2110 on the end module. The
signal can then be passed back down through the stack of modules to the main board through a

similar serial chain of ball and pad connections between the modules. Id. at 9:61-10:35.

A. “passive port”
Patent BiTMICRO’s Proposal Intel’s Proposal
’243 Patent | “connection between a passive | “connection between a passive ball on one
Claims 1,2 | ball and a passive pad” surface of a SDRAM module and a passive
pad on another surface of the same SDRAM
module”

The ’243 specification refers to “passive port” generally as a connection between a
passive ball and a passive pad:

e “[A]t least one passive port connecting a passive ball and passive pad, such as the
passive ports 1905 .. .” Ex. 5 (°243 Certificate of Correction) at 9:12; Ta Decl., Ex. F
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at 3;

e “Atleast one of the balls and pads that are coupled to their respective chain circuit may
be in the form of a passive ball and passive pad, respectively . . .. In effect, each of
these serial chain circuits functions as a passive port.” Ex. 5 (°243 Certificate of
Correction) at 10:8; Ta Decl., Ex. F at 5.

BiTMICRO’s proposed construction of “passive port” is therefore consistent with the usage of
that term in the specification.

Intel’s proposed construction of “passive port” is unduly narrow because: 1) it is limited to
connections within an SDRAM module; and 2) it requires the passive ball and passive pad to be
on different surfaces of the same module. With respect to the first issue, there is nothing in the
specification limiting “passive port” to connections within an SDRAM module. Indeed, the
specification describes various embodiments where the stacked chips are all flash or other memory
modules, rather than SDRAM modules. See, e.g., 243 Patent, 2:27-30, 2:34-36, 2:51-54, 3:30-47,
4:43-61,5:9-21, 6:10-21, 9:23-10:35, Figs 3a-c, 5a-b, 10, 20a-b, 21a-b. And the specification notes
that the disclosed stacking technique “is very flexible depending on the specific application,
capacity, board size and height limit.” Id. at 10:39-40.

Even the embodiment in Figures 21a-b, which Intel contends to be the sole embodiment
with the “serial chain” and “control circuit” components of claims 1, 2, 11, and 12, is not limited
to SDRAM modules. See id. at 9:61-10:35. Rather, that embodiment simply refers generally to a
connection technique “used for serial routing of all modules in the stack,” without limitation to
any type of module. 1d. at 9:61-64 (emphasis added). Intel’s construction is therefore incorrect, as
it would exclude multiple embodiments from the scope of the claims, including at least one
embodiment that Intel agrees should be covered by the claims. See Kaufman v. Microsoft Corp.,
34 F.4th 1360, 1372 (Fed. Cir. 2022) (“A claim construction that excludes a preferred embodiment

is rarely, if ever correct . . . .””) (quotations omitted).
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Intel’s construction is also incorrect because it would require the passive ball and passive
pad to be on different surfaces of the same module. Again, this construction is wrong because it
would exclude a preferred embodiment. Specifically, for the Figure 19 embodiment, the
specification identifies “passive ports 1905 connecting passive ball X2 to passive pad X2 and
passive ball X1 to passive pad X2.” Ex. 5 (’243 Certificate of Correction), at 9:8; Ta Decl., Ex. F

at 3. “Passive ports 1905 connecting . . . passive ball X1 to passive pad X2” refers to the following

connection in Figure 19 highlighted in red:

11 1 1 1 | |

1
) SDRAM

X3 ) Module 1

]
SDRAM
Module 0

)

1905
1902

E

1805

As shown in Figure 19, this connection is between a ball and pad on different modules (ball X1 on
SDRAM Module 1 and pad X2 on SDRAM Module 0), rather than the same module as proposed
by Intel. Intel’s construction would improperly exclude this embodiment.

Intel’s construction is also wrong under principles of claim differentiation. Claim 2 recites
“[t]he stacked module of claim 1 wherein . .. the passive port connects a passive ball on one
surface of a module to a passive pad on another surface of the module.” The presence of this
narrowing limitation in dependent claim 2 supports that it is not a requirement of the “passive port”
in claim 1. See Liebel-Flarsheim Co. v. Medrad, Inc., 358 F.3d 898, 910 (Fed. Cir. 2004) (“[T]he
presence of a dependent claim that adds a particular limitation raises a presumption that the
limitation in question is not found in the independent claim.”).

Intel mischaracterizes the applicants’ statements to the examiner regarding “passive port”

during prosecution. To overcome the examiner’s indefiniteness rejection, the applicants cited to a

-15-
Petitioner Intel Corp., Ex. 1011
[PR2023-00783



Case 6:22-cv-00335-ADA Document 44 Filed 12/16/22 Page 21 of 40

section of the specification discussing a “connection between a passive ball . . . and passive pad”
and emphasized the word “connection” as the critical word in this section. Ta Decl., Ex. F at 23.
Applicants further stated: “The above description should be read in conjunction with amended
Figure 19, which shows that a passive port 1909 connects ‘a passive ball’, such as passive ball X2,
‘on one surface of a SDRAM module’, such as SDRAM module 0, and a passive pad’, such as
passive pad X3, ‘on another surface of the same DRAM module,” such as SDRAM module 0.” 1d.
(emphasis in original). Applicants’ repeated emphasis of the words “connection” and “connects”
indicates the defining characteristic of “passive port” is a connection, consistent with
BiTMICRO’s construction. And the applicants’ repeated use of the phrase “such as” further shows
that they were merely pointing out example connections to the examiner.

Applicants were not defining “passive port” to be limited to the particular connection
between a passive ball and pad on different surfaces of an SDRAM module, as Intel contends. The
Federal Circuit implements an “exacting” standard for lexicography. Luminara v. Worldwide, LLC
v. Liown Elecs. Co., 814 F.3d 1343, 1353 (Fed. Cir. 2016) (“To act as a lexicographer, a patentee
must clearly set forth a definition of the disputed claim term and clearly express an intent to
redefine the term.”) (internal quotations omitted). That standard is not met here. Applicants were
merely providing the examiner with an example of a “passive port” — namely, one of the passive
ports in Figure 19, which the specification repeatedly refers to as a non-limiting “example
embodiment.” *243 Patent, 9:12-13, 9:21-22. This is further confirmed by the fact that, when the
applicants wanted to define a term in the specification, they used the different phrasing of “referred
to as.” See Ex. 5 (°243 Certificate of Correction) at 9:3 (“An active pad may also be referred to
herein as an ‘active port.”); 10:2 (“A signal route that includes a serial chain circuit coupling an
ball and pad is herein after referred to as a ‘serial chain connection’ . ...”). This difference in
phraseology shows there was no intention to limit “passive port” to just one example in Figure 19.
See Medicines Co. v. Mylan, Inc., 853 F.3d 1296, 1306 (Fed. Cir. 2017) (description of “efficient
mixing” in specification was not a definition because patentee used different language of “refers
to” or “as defined herein” when defining terms).
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Finally, Intel overstates the significance of the applicants’ statement during prosecution

that “[a]pplicants may be their own lexicographers.” The applicants made that statement as part

of a general recitation of MPEP rules for the examiner to consider:

Definiteness of claim language must be analyzed, not in a vacuum, but in light of
Applicants written disclosure, the prior art, and the claim interpretation that would
be given by one of ordinary skill in the art at the time the invention was made.
MPEP 2173.02. Applicants may be their own lexicographers. MPEP 2173.01.

Ta Decl., Ex. F at 23. Nowhere in their arguments to the examiner, however, did the applicants

explicitly state that they were providing a definition of “passive port.”

B. “a plurality of modules each comprising”
Patent BiTMICRO’s Proposal Intel’s Proposal
’243 Patent | Part of the preamble and not a “each module in the stacked module
Claim 1 limitation of the claim. comprises”

Claim 1 of the °243 Patent begins as follows:

As shown in the patent, the applicants structured the claim to show that the entire phrase

“[a] stacked module comprising a plurality of modules each comprising” appearing before the

colon is the preamble, as it introduces the subject matter of the rest of the claim. See NetJumper

Software, L.L.C. v. Google, Inc., No. 04-70366, 2008 WL 835819, at *3 (E.D. Mich. Mar. 29,

2008) (finding the claims-in-suit “begin with a preamble which is the part of the claim that appears

before the first colon.”); Application of Dean, 291 F.2d 947, 951 (C.C.P.A. 1961) (the preamble

“is all that portion at the beginning of the claim preceding the colon.”); Omega Patents, LLC v.

Calamp Corp., No. 6:13-cv-1950-Orl-40DAB, 2015 WL 12830497, at *3 (M.D. Fla. Dec. 23,

2015) (“The preamble ends with the phrase, ‘the control system comprising,” followed by a

colon.”). The words “each comprising” in the preamble refers to the fact that each “stacked

module” includes the limitations that appear after the first colon in the claim.
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Intel incorrectly asserts that the phrase “a plurality of modules each comprising” is not part
of the preamble. Under Intel’s construction breaking off this language from the rest of the
preamble, all of the limitations following the “each comprising” would be required in each module
within the stack. This construction does not make sense in light of the specification. Claim 1
includes the limitations of “a first serial chain route” and “a second serial chain route.” Under
Intel’s construction, each module within the stack would require both of these limitations. But the
specification describes Figure 21a as showing a “connection technique to be able to connect a
serial chain route from multiple modules in a stack.” ’243 Patent, at 3:39-42 (emphasis added).
The specification further describes that “at least two serial chain connections connected in series
are herein after referred to as a ‘serial chain route’, such as serial chain route 2146 or 2111.” Ex.

5 (243 Certificate of Correction) at 10:2. Those serial chain routes are highlighted in red in Figure

21a below:
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As shown in Figure 21a, a “serial chain route” is a route that runs through multiple modules

within a single stack.” It therefore does not make sense for each module within the stack to

7 The specification also states that “[a] signal route that includes a serial chain circuit coupling
an ball and pad is herein after referred to as a ‘serial chain connection’, and at least two serial
chain connections connected in series are herein after referred to as a ‘serial chain route’, such
as serial chain 2146 or 2111.” Ex. 5 (’243 Certificate of Correction) at 10:2 (emphasis added).
This further supports that a single module cannot have a “serial chain route.” Rather, a “serial
chain route” requires multiple modules.
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separately have its own first and second ““serial chain routes,” as Intel’s construction would require.
Rather, consistent with the specification and BITMICRO’s construction, the “first serial chain
route” and “second serial chain route” in claim 1 must be limitations of the entire “stacked
module,” rather than limitations of each of the “plurality of modules” within the stack.

In addition, claim 1 also includes the limitation “a control circuit for enabling a routing
path that connects the first serial chain route with the second serial chain route within an end
module.” In the Figure 21a example shown above, there is only one module in the stack that can
contain such a control circuit — namely, the topmost module 2108 (the “end module”), which
provides the “routing path” 2112. Ta Decl., Ex. F at 4-5. Intel’s construction requiring each module
in the stack to have all the limitations of claim 1 again does not make sense in light of the Figure
21a embodiment, as that figure has only one module in the stack serving as an “end module” that
contains the recited “control circuit for enabling a routing path . . . within an end module.” Thus,
Intel’s construction is directly at odds with the specification, and should be rejected.

Intel’s antecedent basis argument also lacks merit. A phrase in the preamble that provides
antecedent basis for a limitation in the body of the claim “may limit claim scope,” but does not
always do so. Catalina Marketing Int’l, Inc. v. Coolsavings.com, Inc., 289 F.3d 801, 808 (Fed. Cir.
2002) (emphasis added). Here, the body of claim 1 “defines a structurally complete invention,” as
evidenced by the fact that “plurality of modules” could be deleted from the preamble and the scope
of claim 1 would remain unchanged. See id. at 810. “Plurality of modules” is therefore not a
limitation of the claims. And even if it were a limitation, Intel misinterprets the “each comprising”
language that follows this phrase, which as discussed above relates back to the term “stacked
module,” not the “plurality of modules.”

IV. 740 PATENT

The °740 Patent describes a mapping table for optimizing memory operations in an
electronic storage device. Prior to the inventions in the 740 Patent, memory operations in solid
state storage devices were subject to a number of inefficiencies. As described in the 740
specification, SSDs such as those that include NAND flash memory “suffer from write cycle
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limitations and to a certain degree, bad blocks. In addition, flash drives use block addressing rather
than byte addressing, and these flash drives use block addresses that are usually much larger than
the block address used by the host. Block addressing may impose an additional level of complexity
and additional processing cycles when performing a write operation, and which in turn, may
increase write operation latency. This additional level of complexity may include performing a
read-modify-write transaction to complete the write operation.” See *740 Patent (Ex. 6), 1:42-53.

To address these issues and increase the speed and efficiency of memory operations in their
products, SSD manufacturers tried solutions such as adding complex algorithms to handle the
management of memory operations and adding more powerful processing devices to run these
complex algorithms. Id. at 1:54-2:10. These solutions, however, increased both the cost and design
complexity of the SSDs. Id.

The *740 Patent overcame this problem by providing a solution that optimizes memory
operations in a solid state storage device while minimizing the amount of additional cost and
complexity to the design of the device. Id. at 2:11-14. The *740 Patent achieves this through an
improved mapping table that “increas[es] the likelihood that, in response to an I/O transaction
initiated by a host, the operational load imposed on the storage device by these memory operations
will be optimally distributed across different storage device resources, such as by interleaving or
parallel memory operations, reducing memory operation latency, increasing operational device
efficiency, or both.” 1d. at 2:14-21; 3:12-31. For example, the *740 Patent describes a mapping
table that includes a set of logical fields that represent a plurality of logical block address (LBA)
sets. The mapping table also includes a set of physical block address (PBA) fields that represent a
set of PBAs and access parameters for the PBAs, as well as information that associates the LBA
sets with the PBA sets in a highly efficient manner. The mapping table enables the storage device
to perform optimized memory operations on memory locations based on the information in the
table regarding the relationship between the LBA and PBA sets and the access parameters. Id. at

2:27-49.
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A. “optimized memory operations”
Patent BiTMICRO’s Proposal Defendants’ Proposal
’740 Patent | Plain and ordinary meaning; not indefinite. Indefinite.
Claim 1

This phrase needs no construction because “optimized” is a term that is readily
understandable to both a layperson as well as a POSITA. See Ex. 7 (The Authoritative Dictionary
of IEEE Standards Terms (7th ed. 2000)) (“optimization: The procedure used in the design of a
system to maximize or minimize some performance index. May entail the selection of a
component, a principle of operation, or a technique”). In addition, Defendants do not argue that
there is anything unclear about the term “memory operations.” The Court should therefore adopt
a plain and ordinary meaning for “optimized memory operations.”

Defendants’ indefiniteness argument lacks merit for several reasons. First, Defendants
wholly ignore the discussion of this term in the file history of the 740 Patent. During prosecution,
the examiner initially rejected the applicants’ claims under 35 U.S.C. § 112, stating that “[t]he
specification does not describe how the mapping table causes the storage device to perform
optimized memory operation on memory location in such a way that is understood by one having
ordinary skill in the art.” Ex. 8 (Office Action) at 2-3 (emphasis added). The applicants responded
by arguing that “the Specification teaches how a ‘mapping table’ causes a ‘storage device to
perform optimized memory operations,”” and cited to specific paragraphs in the specification
disclosing different examples of such optimized memory operations. Ex. 9 (Reply and
Amendment) at 17-23. The examiner agreed, finding that “[a]pplicant arguments regarding
rejection of claims 1-40 under 35 U.S.C. 112, first paragraph is persuasive,” and allowed the claims
to issue. Ex. 10 (Notice of Allowability) at 4. A POSITA reviewing the 740 file history would
therefore understand that “optimized memory operations” has a definite meaning based on the
arguments presented by the applicants during prosecution and the examiner’s acceptance of those
arguments. See Aladdin Mfg. Corp. v. Brumlow Mills, Inc., No. 4:19-cv-00058-WMR, 2020 WL
0594314, at *8 (N.D. Ga. June 25, 2020) (term “not predictable” was not indefinite in light of
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prosecution history where applicant overcame indefiniteness rejection by directing examiner to
supporting portions of specification).

Defendants also incorrectly assert that the only example in the specification of “optimized
memory operations” is “to map LBA sets to PBA fields such that memory transactions across
multiple LBA sets can be conducted in parallel.” Defs. Br. at 20. In fact, the *740 specification
discloses multiple optimizations, such as contiguous arrangement of LBA sets (6:46-54, 6:63-7:2),
adjacency between LBA sets (6:55-62), and adjacent PBAs differing by at least one access
parameter (7:3-6). Each of these has benefits depending on the application, such as data coherency
across sets or enabling parallelism. 1d. at 7:9-14. Also, by varying which access parameters differ,
a variety of interleaving types or parallel operations can be achieved. Id. at 7:9-18, 9:30-57. Thus,
the examples in the specification are not limited to parallel memory operations, as argued by
Defendants. Defendants’ claim differentiation argument therefore fails because, contrary to
Defendant’s position, the specification discloses more than one way to perform “optimized
memory operations,” so there is no claim differentiation problem between claims 1 and 2.

Defendants’ claim differentiation argument also fails because, even if different access
parameters were required for “optimized memory operations,” claim 1 would not have the same
scope as claim 2. Defendants ignore that claim 2 also includes the additional limitation “said first
and second LBA sets are adjacent LBA sets,” which is not present in claim 1. Thus, claim 2 does
not simply cover systems where the two access parameters are different. Rather, claim 2 also
requires that the two LBA sets are adjacent. Thus, even under Defendants’ interpretation that
different access parameters are required for “optimized memory operations,” the scope of claim 1
is different from claim 2 because claim 2 is limited to optimized memory operations where LBA
sets are adjacent, whereas claim 1 also covers optimized memory operations where LBA sets are
non-adjacent. For example, in Figure 2, LBA sets 40 and 42 “are disposed in adjacent rows and
thus are adjacent to each other.” 740 patent, 6:61-62. That means that LBA sets 40 and 45, for

example, are not adjacent, but they have different access parameters, as highlighted in red below:
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Distributing memory operations across LBA sets 40 and 45 based on their different access
parameters would therefore constitute “optimized memory operations” falling within the scope of
claim 1, but not claim 2. Indeed, the specification specifically discusses an example of interleaving
memory operations between these non-adjacent LBA sets “[u]sing different group identifiers, such
as group identifiers 15-0 and 15-1 in mapping table 9 . . . .” *740 Patent, 9:46-49. Thus, there is no
claim differentiation problem.

Furthermore, claim 2 also has a third additional limitation that “said LBAs from said first
and second LBA sets are logical block addresses used by the host for addressing said data.” Since
claim 2 adds multiple limitations beyond claim 1, claim differentiation is simply not applicable
here. See Telemac Cellular Corp. v. Topp Telecom, Inc., 247 F.3d 1316, 1325-26 (Fed. Cir. 2001)
(doctrine of claim differentiation has less force where dependent claim adds multiple limitations);
Covidien LP v. Advanced Skeletal Innovations LLC, 81 F.Supp.3d 27, 37 (D.D.C. 2015)
(“[W]here, as here, the dependent claim has multiple limitations, claim differentiation arguments
are routinely discounted in claim construction analyses.”); Allergan Sales, LLC v. Lupin Ltd., No.

2:11-CV-530-JRG, 2013 WL 4519609, at *6 (E.D. Tex. Aug. 21, 2013) (claim differentiation “is
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less applicable, if at all, where other elements are present, differentiating one claim from
another.”).

Finally, Defendants offer no expert testimony to support their assertions regarding what is
taught in the ’740 specification. Defendants cannot meet their burden of proving indefiniteness by
clear and convincing evidence absent such expert testimony, particularly in this case where the
applicants explained “optimized memory operations” to the examiner during prosecution and the
examiner accepted that explanation. See Williamson, 2017 WL 3232582, at *10 (defendant could
not meet its burden on indefiniteness without expert opinion supporting its assertion that POSITA
would not understand claim term “best suited” based on examples in specification); WesternGeco,
876 F. Supp. 2d. at 875 (“Defendants’ unsupported attorney argument fails to prove indefiniteness
by clear and convincing evidence.”); Cacace, 812 F. Supp. 2d at 561 (“[M]ere attorney argument

is insufficient to establish invalidity based on indefiniteness.”).

B. “optimally distributed”

Patent BiTMICRO’s Proposal Defendants’ Proposal
’740 Patent | Plain and ordinary meaning; not indefinite. Indefinite.
Claim 32

Defendants’ indefiniteness argument for “optimally distributed” fails for the same reasons
that its indefiniteness argument for “optimized memory operations” fails. As discussed above,
Defendants incorrectly assert that there is only one example of “optimized memory operations” in
the 740 specification. Rather, the specification discusses multiple examples of optimally
distributing data operations across storage device resources based on, for example, particular
arrangements of LBA sets and the varying of different access parameters. And during prosecution
the applicants pointed out to the examiner, with specific reference to claim 32, the portions of the
specification where examples of “optimally distributed” are taught. Ex. 9 (Reply and Amendment)
at 21-23. A POSITA reviewing the 740 patent and its file history would therefore understand with
reasonable certainty the meaning of “optimally distributed.”

Defendants incorrectly argue that claim 32 is indefinite because the claim could cover
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optimal distribution where there is only a single set of LBAs. To the contrary, claim 32 includes
the limitation “a mapping table which maps a first LBA set to a first PBA, and a second LBA set
to a second PBA, said first and second LBA sets including respective sets of consecutive LBAs.”
"740 patent, 13:36-39. On its face, then, claim 32 explicitly requires two sets of LBAs. Nor is there
any claim differentiation issue comparing claim 32 with claim 34. Claim 34 simply specifies that
the memory operations to be performed are “using said first PBA and. .. said second PBA,”
whereas claim 32 leaves open the possibility that the mapping table is used for optimally

distributing memory operations over other PBAs.

C. “memory store”
Patent BiTMICRO’s Proposal Defendants’ Proposal
’740 Patent “non-volatile, solid-state storage, e.g., flash” | Plain and ordinary
Claims 1, 15, 32 meaning.

BiTMICRO’s proposed construction is consistent with the ’740 specification, which

provides the following description of the “memory store”:

Memory store 6 may be configured to include a set of solid state memory devices
that are coupled to a set of buses and that are controlled by a set of FDEs. In FIG.
1, these memory devices, buses, and FDEs are implemented in the form of flash
memory devices 12-01 and 12-02; buses 8-0 and 8-1; and FDEs 22-01, 22-02, 22-
11, and 22-12, respectively. The term “flash memory device” is intended to include
any form of non-volatile memory, including those that use blocks of nonvolatile
memory cells, named flash blocks.

’740 Patent, 4:54-62. The specification therefore equates “memory store” with solid-state storage,
with flash as one example of such storage.

Defendants incorrectly argue that the phrase “may be configured” in this description means
that the “memory store” can be a device other than solid-state memory. “May be configured” here
refers to the possibility of different configurations of the solid-state memory in terms of the
components they are connected to, such as the recited buses and FDEs; it does not refer to different
types of memory devices that are not solid-state storage.

Defendants also incorrectly rely on the language in this portion of the specification stating

that “[t]he term ‘flash memory device’ is intended to include any form of non-volatile memory.”

-25-
Petitioner Intel Corp., Ex. 1011
[PR2023-00783



Case 6:22-cv-00335-ADA Document 44 Filed 12/16/22 Page 31 of 40

740 Patent, 4:59-62. Defendants argue that this “establishes that the claims are not limited to
solid-state storage devices.” Defs. Br. at 24. This argument makes no sense, as the specification
uses the term “solid state storage” interchangeably with “non-volatile memory.” >740 Patent, 1:28-
32 (“Electronic storage devices . . . that use non-volatile memory cells are commonly known and
are sometimes referred to as solid state storage devices.”). Thus, this portion of the specification
supports BITMICRO’s construction, not Defendants’.

Defendants’ claim differentiation arguments also lack merit. Defendant cites to dependent
claims 7, 8, 15, 17, and 19, but in all of those claims there are multiple additional limitations on
top of the ones recited in claim 1, from which all of these claims ultimately depend. As discussed
above, claim differentiation is inapplicable where a dependent claim adds multiple additional
limitations. See Telemac, 247 F.3d at 1325-26; Covidien, 81 F.Supp.3d at 37; Allergan, 2013 WL
4519609, at *6.

Claims 15 and 32 also do not support Defendants’ argument. Claim 15 does not simply
recite that it “includes a set of solid state memory devices.” Rather, the claim requires “a set of
solid states memory devices that are coupled to a set of buses and that are controlled by a set of
FDEs.” Likewise, claim 32 does not simply include ““a set of flash devices,” but rather also requires
that “said set of flash devices includes a first physical memory location and a second physical
memory location that are addressable by said first and second PBAs respectively.” The “includes”
language in these claims therefore does not leave open the possibility of other non-solid-state or
non-flash devices being used as the “memory store.” Rather, this language leaves open the
possibility that the “memory store” might have a different configuration than that recited in the
claims.

Finally, Defendants incorrectly rely on BiTMICRO’s contentions in its Complaint
regarding the operation of Intel’s accused products. Those contentions were made long before the
claim construction process, and before Intel had produced any technical documentation for its
products. What BITMICRO may have stated in earlier contentions without the benefit of discovery
therefore has no bearing on claim construction.
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V. ’190 PATENT

Prior to the inventions in the *190 Patent, memory controllers were designed to operate
with memory locations and memory devices that all shared the same set of characteristics. Due to
this limitation, there was no way of varying how a memory controller performed read and write
operations on different memory locations or devices. The 190 Patent overcame this limitation by
disclosing and claiming a multi-profile memory controller that can operate differently with
different memory locations and/or memory devices based on the attributes thereof. 190 Patent
(Ex. 11), 1:20-60. As described in the *190 Patent, a memory store includes multiple addressable
memory locations, and each location is associated with a set of memory attributes, which can
include, for example, the type of memory device in which the memory location is located, the data
size used by the memory device, or the memory protocol of the device. Id. at 2:63-3:1. These
attributes are organized into device profiles that can be used by a memory controller connected to
the memory store to determine how memory transactions are to be performed with each location.
Id. at 3:14-4:25. By analyzing the requirements of the requested memory transaction and
comparing those requirements to the device profiles, the memory controller selects the appropriate
memory location for the memory transaction. The criteria used by the controller to select the
optimal memory location for the memory transaction based on the stored attributes within the
device profiles can be programmed in any number of ways. Id. at 7:60-9:48. For example, a
memory controller may treat a portion of the device as a temporary cache memory to store data
prior to writing the data to a permanent storage location. This eliminates the need for a separate
memory cache, often composed of volatile memory. This has the additional advantage of
maintaining the temporary data in the non-volatile cache partition in the event of an unexpected

power loss.

A. “optimal”

Patent BiTMICRO’s Proposal Defendants’ Proposal

’190 Patent Plain and ordinary meaning; not | Indefinite.
Claims 1, 29, 45, 59, 80, 98 indefinite.
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No construction of this term is necessary. The term “optimal” is an ordinary word that both
laypersons and POSITAs will readily understand,® whose meaning is clear from the context in
which it used in the claims—i.e., “wherein said first device profile is optimal for a data type subject
to a memory transaction, wherein said data type comprises one of a random data type or a
sequential data type.” 190 Patent, Cls. 1, 29, 45, 59, 80, 98. Other claim limitations make clear
the “first device profile represent[s] a first set of attributes of said first memory location,” while a
“second device profile represent[s] a second set of attributes of [a] second memory location, and
a difference exists between said first and second device profiles.” Id., ClL. 1. In other words, the
attributes of the first memory location are better for a data type than the second memory location,
where the data type is either random or sequential.

The plain meaning of this term is consistent with the specification, which, Defendants
admit, “notes a ‘multi-profile’ memory controller can ‘support[] memory locations that have
different device profiles’ that are optimal for different data types” and “‘[o]ne target memory
location’ ‘is optimal for the type of data subject to a memory transaction request,” while ‘another
memory location’ ‘is associated with another device profile that is optimal for the type of data
subject to another memory transaction request.”” Defs. Br., at 28 (citing ‘190 Patent, 9:7-16). As
Defendants also admit, the specification also provides examples—almost an entire column of
disclosure—of how that determination could be made, including but not limited to, “the largest
available” block size attribute for sequential data types, the “smallest available” block size attribute

99 6

for random data types, and “partial page size attribute” “at most equal” to “the data size of the
data” being written for random data types. Defs. Br., at 28 (citing ‘190 Patent, 9:16-43).

In view of these admissions, Defendants’ request that this Court invalidate all 101 claims
in the 190 Patent (which has been cited by, e.g., SanDisk, Micron, Western Digital, and

Microsoft), on the grounds that this term is indefinite should be dismissed out of hand. For

8 Ex. 7 (The Authoritative Dictionary of IEEE Standards Terms (7th ed. 2000)) (“optimization:
The procedure used in the design of a system to maximize or minimize some performance index.
May entail the selection of a component, a principle of operation, or a technique”).
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example, Defendants claim “it is unclear from the specification what criteria would make a device
profile optimal for a particular data type,” but that is contradicted by the many examples of such
criteria they admit are in the specification, such as block size and partial page size. Defs. Br., at 28
(citing ‘190 Patent, 9:16-43).

Furthermore, as noted in the Background of the *190 specification, “[f]lash memory
devices that have a relatively large block size generally provide better sequential memory access
performance than flash memory devices that use smaller block sizes.” *190 Patent, 1:27-31. Large
block size, however, creates problems for random data because “it suffers from . . . higher random
memory access latency and lower random IOPS (input/output operations per second).” Id. at 1:38-
43. In other words, a device profile that has a larger block size attribute is more “optimal” for
sequential data than random data, and vice versa. The specification therefore provides ample
guidance for a POSITA to understand how to determine whether a device profile is “optimal” for
the two recited data types of random and sequential data.

Defendants complain that the specification states that the example device profiles in
column 9 are not limiting, but comprehensiveness is not a requirement for definiteness. After all,
definiteness is evaluated from the perspective of someone skilled in the art. Nautilus, 572 U.S. at
909. And Defendants have not put forward any evidence that a POSITA would have any trouble
understanding the metes and bounds of this invention. See Williamson, 2017 WL 3232582, at *10
(defendant could not meet its burden on indefiniteness without expert opinion supporting its
assertion that POSITA would not understand claim term “best suited” based on examples in
specification); In re Bill of Lading Transmission and Processing Sys. Patent Litig., MDL No. 1:09-
md-2050, 2013 WL 12248192, at *8-9 (S.D. Ohio Dec. 31, 2013) (term “optimize” not indefinite
because Background and Summary of the Invention sections of the specification provided

sufficient teaching of when load optimization occurs). Accordingly, this term is not indefinite.’

% The IV cases cited by Defendants are inapposite. In both, the critical reason in finding terms
(continued...)
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VI. ’084 AND ’694 PATENTS

The 084 and ’694 Patents describe methods and systems for efficiently, reliably, and
securely booting and initializing an embedded system directly from a storage device. See 084
Patent (Ex. 12), 1:31-55; 694 Patent (Ex. 13), 1:29-53. The claimed inventions do so by using a
power-on reset (POR) sequencer descriptor, or portion thereof, stored in nonvolatile memory of
the embedded system. A POR sequencer descriptor may contain data necessary for setting up the
configuration registers and managing other initialization processes. When the system is powered
on, the POR sequencer attempts to retrieve a POR sequencer descriptor from nonvolatile memory,
transfers it to RAM, and optionally performs an integrity check to determine if there are any errors.
It then uses the POR sequencer descriptor to, among other things, initialize the configuration
registers as well as coordinate further data transfers for the initialization process—using DMA
descriptors and DMA controllers of the system. See 084 Patent, 2:13-4:4; *694 Patent, 2:10-4:2.

A. “Direct Memory Access (DMA) descriptors” / “DMA controller descriptor”

Patent BiTMICRO’s Proposal Intel’s Proposal
’084 Patent: Claims 1, 19 Plain and ordinary “data structure including at least a
’694 Patent: Claims 1, 6, 12 | meaning. source and destination address and
byte count”

No construction of this term is necessary. The subsidiary components—“Direct Memory
Access (DMA),” “DMA controller,” and “descriptor” are all ordinary terms that POSITAs would
readily understand,!® as is the relationship between those components—specifically, “DMA”

and/or “DMA controller” modifies “descriptor,” and thus the plain meaning is “a descriptor that

like “optimiz[ing] . . . QoS” indefinite is that the specification specifically said that QoS was “a
relative term, finding different meanings for different users.” Intellectual Ventures | LLC v. T-
Mobile USA, Inc., 902 F.3d 1372, 1381 (Fed. Cir. 2018); see also Intellectual Ventures | LLC v.
T-Mobile USA, Inc., No. 2:17-CV-00577-JRG, 2018 WL 5809267 (E.D. Tex. Nov. 6, 2018).
Here, there is no suggestion, much less admission, that the “optimal” profile for a data type has
“different meanings for different users,” or that a POSITA would have difficulty with the term.

10See e.g., Ex. 14 (Merriam Webster’s Collegiate Dictionary (10th ed. 1999)) (“descriptor: a
word or phrase (as an index term) used to identify an item (as a subject or document) in an
information retrieval system”); Ex. 15 (Microsoft Computer Dictionary (5th ed. 2002))
(“descriptor: 2. In programming, a piece of stored information used to describe something else,
often in terms of structure, content, or some other property”).
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may be used in a DMA process / by a DMA controller.” Foty Decl. 9 12-16. Intel’s paid expert
admits that DMA descriptors are known to ordinary embedded systems designers and can take a
variety of formats—but attempts to impose improper format limitations anyway, untethered to any
intrinsic evidence, in pursuit of non-infringement positions.

The plain meaning of the terms is consistent with how descriptors are used in the claims

and specification, providing information to the DMA controller to, e.g., identify and fetch data.

’084 Patent

’694 Patent

10. An apparatus, comprising:

an embedded system configured to release
components of the embedded system from reset;

wherein the embedded system comprises a
power-on reset (POR) sequencer configured to
detect a (POR) sequencer descriptor in a
nonvolatile memory, [....]

wherein the POR sequencer descriptor
comprises information to initialize configuration
registers of the embedded system, Direct
Memory Access (DMA) descriptors used to
fetch other POR sequencer descriptor
fragments, and a system firmware; [...]
15. The apparatus of claim 10, wherein the
components comprises a processor bus, a reset
controller, a direct memory access (DMA)
controller, a storage device controller, a RAM
controller, nonvolatile memory controller, and a
POR sequencer.

1. An apparatus, comprising:

an embedded system comprising one or more
processors, a reset controller, a storage device controller,
one or more direct memory access (DMA) controllers, a
random access memory (RAM) and a memory controller,
a nonvolatile memory and a nonvolatile memory
controller, a debug interface, and

a power-on reset (POR) sequencer configured to
detect, in the nonvolatile memory, a descriptor used in a
boot process and configured to copy the descriptor from
the nonvolatile memory to the RAM,

[...]

wherein the POR sequencer descriptor includes
register information and DMA controller descriptors, and

wherein the POR sequencer reads and uses the
register information to update configuration registers of
the embedded system.
3. The apparatus of claim 1, wherein the POR sequencer
loads DMA descriptors to the DMA controllers.

See °084 Patent, Cls. 1, 6, 10, 15, 19; 694 Patent, Claims 1, 3-4, 6, 8, 10, 12-13; Foty Decl. 99 17-
18. The specification discloses, for example, an apparatus comprising “at least one direct memory
access (DMA) controller which initiates and tracks data transfers”, where “[t]he POR Sequencer
descriptor contains ... direct memory access (DMA) controller descriptors,” and “[tlhe DMA
descriptors are loaded ... to the DMA controllers of the system.” 084 Patent, 2:40-60, 4:52-53,
5:3-23, 6:1-8. The specification does not specify a particular format for descriptors. See, e.g., id.,
2:52-54,2:61-65 (“not limited to a single data structure”); Ex. 16 (Alpert Dep. Tr. (rough)) at 23:6-
24:7,32:22-33:25. It does, however, describe in detail the use of descriptors in the claimed system.
See, e.g., 084 Patent, 3:28-60, 7:19-8:24, Figs. 7-8; Foty Decl. § 19.

Intel has not, and cannot, overcome the “heavy presumption” that this term carries its plain
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and ordinary meaning, much less justify importing Intel’s litigation-driven limitations—requiring
a specific “byte count,” or that every descriptor have both a source and destination address. CCS
Fitness, Inc. v. Brunswick Corp., 288 F.3d 1359, 1366 (Fed. Cir. 2002); Phillips v. AWH Corp,
415 F.3d 1303, 1312 (Fed. Cir. 2005). Those limitations do not appear in the specification at all.
See 084 Patent; Foty Decl. 4 21; Ex. 16 at 25:5-22.' Intel’s argument relies instead entirely on
selectively curated extrinsic evidence in the form of a declaration from its expert, Dr. Alpert. Defs.
Br. at 31-32. But Intel has not provided any reason for the Court to resort to extrinsic evidence.

And anyway, Dr. Alpert fails to support the proposed constructions. For example, even if
a length parameter were always called for—setting aside cases where the transfer length is fixed
and thus need not be specified in the data structure—there is no support for limiting to a “byte
count.” Foty Decl. q 22. Indeed, Dr. Alpert agreed the length could be a word count or double-
word count (46:3-47:21), a sector count (48:15-24, 49:20-50:6), a variable-sized chunk count
(98:20-99:4), or even just an arbitrary “size” or “length” (50:7-15). Ex. 16. Only jury confusion
could arise from specifying a count, “byte” or otherwise, here.

Similarly, Dr. Alpert fails to show why the claims should be limited such that every
descriptor must have both a source and destination address. For example, he agreed that in many
situations, one side of the transfer always goes to/from the same fixed place. Ex. 16 at 26:14-30:2
(always to same port), 38:8-39:6 (always start at first word), 51:21-53:23 (fixed FIFO location).
This makes specifying an address in the descriptor practically redundant. Indeed, his own extrinsic
evidence citations give an example where “we specify either the source or the destination,
depending on the direction of the transfer.” Alpert Decl., Ex. D at 218 (emphasis added); Ex. 16
at 54:4-55:6, 59:6-60:23. And BiTMICRO’s expert, Dr. Foty, confirms that DMA descriptors do
not need to include both a “source address” and a “destination address.” Foty Decl. 9 23-25.

Dr. Alpert was shown other extrinsic examples from Intel’s own use of DMA descriptors:

' Dr. Alpert mentions a cited “related art” reference that mentions “source and target device
addresses and an initial transfer length.” Alpert Decl. §18. But there is no reason given, and it
would be error, to limit claims to this one example indirectly referenced in the specification—
the famous “cardinal sin” of claim construction. Phillips, 415 F.3d at 1320.
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where one address was always set to zero (Ex. 16 at 62:1-64:20, 68:20-69:6; Ex. 17 (Intel

Embedded Peripherals IP User Guide) at 27, 421-422, 453); ||| | G
T

disclaimed understanding or opinion about these examples from Intel’s use. Ex. 16 at 85:4, 88:1-
7; 105:2-109:13. But his willingness to opine about extrinsic examples that support Intel’s
improper limitation but not examples that contradict it merely highlights why resort to such
evidence is disfavored—when, as here, there is an acknowledged plain meaning consistent with
the claims and descriptions of the patents.
VII. CONCLUSION

BiTMICRO respectfully requests that the Court adopt BiTMICRO’s proposed
constructions and decline Defendants’ invitation to improperly limit the claims or invalidate them

for indefiniteness.

Dated: November 30, 2022 Respectfully submitted,

/sl Michael Flynn-O’Brien

Denise M. De Mory (Pro Hac Vice)
California State Bar No. 168076
Corey Johanningmeier (Pro Hac Vice)
California State Bar No. 251297
Richard C. Lin (Pro Hac Vice)
California State Bar No. 209233
Michael Flynn-O’Brien (Pro Hac Vice)
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Redwood City, CA 94063

(650) 351-7241 Telephone
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CERTIFICATE OF SERVICE

The undersigned hereby certifies that a true and correct copy of the above and foregoing
document, as well as the supporting declarations and exhibits cited therein, have been served on
November 30, 2022 to all counsel of record by electronic means to the email addresses for all
counsel of record.

/s/ Michael Flynn-O’Brien
Michael Flynn-O’Brien (Pro Hac Vice)

-35-
Petitioner Intel Corp., Ex. 1011
[PR2023-00783



Case 6:22-cv-00335-ADA Document 44-1 Filed 12/16/22 Page 1 of 50

IN THE UNITED STATES DISTRICT COURT
FOR THE WESTERN DISTRICT OF TEXAS
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I. INTRODUCTION

1. I submit this expert declaration in support of Plaintiff BitMicro Inc.’s (“BitMicro”™)
Responsive Brief Regarding Claim Construction regarding how certain terms should be construed
by the Court. This expert declaration also serves as a rebuttal to certain aspects of Defendants’
Opening Claim Construction Brief and the supporting declaration from Dr. Donald Alpert.

2. In the preparation of this declaration, I have confined my analysis to the materials
and opinions that were available at the time of the preparation of this declaration — supplemented
with my own knowledge and experience in the field. Should new materials, analyses, or opinions
be introduced subsequent to the filing of this declaration, I reserve the right to provide
supplementary declarations to the extent necessary to address any such newly-introduced items.

3. I am being compensated for my work in this matter at my standard hourly rate of
$400 for consulting services. My compensation in no way depends on the outcome of this litigation.

II. QUALIFICATIONS

4. I have more than thirty years of experience as an engineer, scientist, and consultant
in the electronics industry, including in the areas of electronics technology, circuit design/analysis,
data structure/transfer, and wireless communications. I have authored or co-authored four books
and some sixty papers (published in refereed journals and refereed conference proceedings), mostly
on various aspects of electronics technology, semiconductor technology, and RF/wireless
technology. I have also given some eighty lectures and presentations at various conferences and
other similar fora, and I have given keynote talks on next-generation wireless technologies at a
variety of conferences and events throughout the world. I have also served extensively as an expert
witness in a wide variety of matters over the past 20 years.

5. I have reviewed the *084 patent and the 694 patent; I am familiar with the subject

matter of these patents, and they are within the scope of my education and professional experience.
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I am familiar with the relevant technologies and associated issues — which involve memory, CPUs,
peripheral devices, and related technologies, which include but are not limited to computer systems.

6. My qualifications to testify as an expert in this matter are set forth in my curriculum
vitae attached as Exhibit A, including a listing of cases in which I have provided expert testimony.

I11. MATERIALS CONSIDERED

7. In preparing this declaration and formulating my opinions and conclusions, I have
considered, along with my expertise, knowledge, and experience, the information referenced in this
declaration, in Defendants’ Opening Claim Construction Brief, and in the declaration of Dr. Donald
Alpert. I have also considered the public portions of the deposition transcript of Dr. Donald Alpert.

IVv. LEVEL OF ORDINARY SKILL IN THE ART

8. I understand that patent claims are viewed from the perspective of a Person of
Ordinary Skill in the Art (POSITA) at the time of the invention. I understand that the relevant
factors to consider in determining the level of ordinary skill in the art include at least the following:
(1) the type of problems encountered in the art; (2) the prior art solutions to those problems; (3) the
rapidity with which innovations are made; (4) the sophistication of the technology; and (5) the
educational level of workers in the field.

9. I understand that to date there is only once instance where the Defendants have
offered a proposal as to what is deemed to constitute a POSITA in this matter. I further understand
that this proposal appears in Dr. Alpert’s declaration — and that it applies only to the ’084 and *694
patents, and not to any of the other patents at issue in this litigation. In particular, I understand that
Dr. Alpert has opined that at the time of the ‘084 and *694 patents, a POSITA “would have had a
bachelor’s degree in electrical engineering or computer engineering and at least two years of
experience working in the field of embedded system design, including booting of such systems, or

an equivalent combination of education, work, and/or experience” and that his opinion would
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remain unchanged regardless of whether the relevant date is that of the filing of the 084 and 694
patents (March 17, 2014) or the provisional applications that led to the patents (March 15, 2013).

10. To the extent that Defendants propose this definition of a POSITA more broadly
than for the 084 and *694 patents, I would disagree with it — since, as just noted, it clearly applies
only to the 084 and ’694 patents, and includes elements which are not present in the other patents.

11. Nevertheless, for the purposes of the 084 and ’694 patents and this declaration
only, I have assumed and adopted Dr. Alpert’s definition of the level of ordinary skill in the art —
and I am qualified as a POSITA under that definition.

V. DISPUTED TERMS OF 084 AND °694 PATENTS

A. “Direct Memory Access (DMA) descriptors” / “DMA controller descriptor”

Patent BiTMICRO’s Proposal Intel’s Proposal

’084 patent: Claims 1, 19 Plain and ordinary “data structure including at least a
’694 patent: Claims 1, 6, 12 | meaning. source and destination address and
byte count”

12. In my opinion a POSITA would understand this term in the context of the patent
and no construction is required for this term. The individual components of this term — “Direct
Memory Access (DMA),” “DMA controller,” and “descriptor”—are all ordinary terms that any
POSITA (at the time of the patents) would have readily understood; further, a POSITA would also
have understood the relationship between these components in this term.

13. The term “DMA” is well-known in the art. DMA is an acronym for “Direct
Memory Access,” and is a well-known method of transferring data to-or-from memory without
passing the request for that transfer through a central-processing unit (CPU); rather, data are written
to memory or read from memory via direct access between a sub-system of some sort and the
memory. See e.g., Ex. 21, Dictionary of Technical Terms, https://techterms.com/definition/dma;

Ex. 15, Microsoft Computer Dictionary (5th Ed. 2002). This, of course, is a simpler and faster way
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of moving data from one place to another — as the data pass directly from one place to another
without having to pass through the CPU as an intermediary, and CPU resources are freed-up by not
involving the CPU in this transaction.

14. The term “descriptor” is also well-known. A descriptor is a piece of stored
information that is used to describe or refer to or retrieve something else involving a memory
system. See e.g., Ex. 15, Microsoft Computer Dictionary (5th Ed. 2002) (“In programming, a piece
of stored information used to describe something else, often in terms of structure, content, or some
other property”); Ex. 14, Merriam Webster’s Collegiate Dictionary (10th Ed. 1999) (“descriptor: a
word or phrase (as an index term) used to identify an item (as a subject or document) in an
information retrieval system”); Ex. 20, American Heritage Dictionary (5th Ed. 2016), available at
https://www.thefreedictionary.com/descriptor (“Computers. A word, phrase, or alphanumeric
character used to identify an item in an information storage and retrieval system.”). This confirms
that the term “descriptor,” in the way that it is used in the ‘084 and ‘694 patents, was well-known
in the art at the time of the patents, and would have been known to a POSITA.

15. Combining the above analysis (of “DMA” and of “descriptor”), in the ‘084 and
‘694 patents this term contains the noun “descriptor”’, modified by the adjective “DMA”. In other
words, “DMA” and/or “DMA controller” modifies “descriptor,” and thus the plain meaning of the
term is “a descriptor that may be used in a DMA process [and/or] by a DMA controller.”

16. I note that the claim term “DMA descriptor’” appears numerous times in each patent;
there are 30 instances (including in the figures and the claims) in the ‘084 patent (as “DMA
descriptor), while in the ‘694 patent there are 33 instances (including in the figures and the claims)
of “DMA descriptor” and 14 instances of “DMA controller descriptor” (including in the claims) in

the 694 patent. The patentee provides no explicit definitions of either “descriptor” or “DMA
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descriptor” or “DMA controller descriptor”; this confirms that the patentee (correctly) regarded this
term as being well-known in the art, and not in need of a further detailed explanation.

17. Further, the plain meaning of the terms is consistent with how they are used in the
claims and the specifications of the ‘084 and ‘694 patents; that is, they provide information to the
DMA controller to, e.g., identify and fetch data. Consider, for example, Claims 10 and 15 of the
’084 Patent, excerpted below.

10. An apparatus, comprising:

an embedded system configured to release components of the embedded system from
reset;

wherein the embedded system comprises a power-on reset (POR) sequencer configured to
detect a (POR) sequencer descriptor in a nonvolatile memory,

[...]

wherein the POR sequencer descriptor comprises information to initialize configuration
registers of the embedded system, Direct Memory Access (DMA) descriptors used to
fetch other POR sequencer descriptor fragments, and a system firmware;

[..]

15. The apparatus of claim 10, wherein the components comprises a processor bus, a reset
controller, a direct memory access (DMA) controller, a storage device controller, a
RAM controller, nonvolatile memory controller, and a POR sequencer.

’084 Patent, Cls. 10, 15; see also id. Cls. 1, 6, 19; emphases added.
18. Also consider Claims 1 and 3 of the ‘694 Patent, excerpted below.

1. An apparatus, comprising:

an embedded system comprising one or more processors, a reset controller, a storage
device controller, one or more direct memory access (DMA) controllers, a random
access memory (RAM) and a memory controller, a nonvolatile memory and a nonvolatile
memory controller, a debug interface, and

a power-on reset (POR) sequencer configured to detect, in the nonvolatile memory, a
descriptor used in a boot process and configured to copy the descriptor from the
nonvolatile memory to the RAM,

[...]

wherein the POR sequencer descriptor includes register information and DMA controller
descriptors, and

Petitioner Intel Corp., Ex. 1011
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wherein the POR sequencer reads and uses the register information to update
configuration registers of the embedded system.

3. The apparatus of claim 1, wherein the POR sequencer loads DMA descriptors to the
DMA controllers.

’694 Patent, Claims 1, 3-4, 6, 8, 10, 12-13; emphases added. The usage of this term in the claims
comports with the earlier discussion of the plain and ordinary meaning of this term.

19. Likewise, the terms are used consistently in the specification. For example, the
specification discloses an apparatus comprising “at least one direct memory access (DMA)
controller which initiates and tracks data transfers”, where “[tlhe POR Sequencer descriptor
contains ... direct memory access (DMA) controller descriptors,” and “[tthe DMA descriptors are
loaded ... to the DMA controllers of the system.” 084 Patent, 2:40-60, 4:52-53, 5:3-23, 6:1-8. The
specification does not specify a particular format for descriptors (id., 2:52-54, 2:61-65 (“not limited
to a single data structure”)), though it does describe their use. 1d., 3:28-60, 7:19-8:24, Figs. 7-8.

20. I have also reviewed Defendants’ proposed construction and the reasoning they
have provided for that construction. I have found that reasoning to be deficient for multiple reasons.

21. First, the limitations written into Defendants’ proposed construction appear in
neither the specification of the 084 and ’694 patents nor in the dictionary definitions of the terms.
Rather, among other things, they describe how the descriptors are used — such as that the DMA
descriptors “are loaded by the POR Sequencer” to the DMA controllers of the system. See e.g., 084
Patent, at 2:31-42, 2:56-58, 3:36-60, 5:3-4, 6:44-46, 6:52-55, 7:29-37, 7:41-50, 7:63-66, 8:3-9.

22. Second, I disagree with Defendants’ unjustified conclusion that “*“DMA descriptor’
or ‘DMA controller descriptor,” as used in the claims of the 084 and ’694 patents, is a data structure
that includes a source address, a byte count, and a destination address.” Defendants’ Opening Claim
Construction Brief at 32. Of particular note, I do not agree that every “DMA descriptor” would

include a “byte count.” That limitation does not appear in the patent specification. Intel’s only
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support for the injection of the term “byte count” appears to be paragraph 15 of Dr. Alpert’s
declaration; however, in that paragraph, Dr. Alpert himself uses the phrase “the size of the data/code
to be transferred, i.e., how many bytes to be transferred,” while quoting a reference that states “size
of the data.” Neither instance uses the term “byte count,” and it is unclear a) what he means by
“byte count” and b) how (or if) “byte count” and “size of the data” are the same thing. Furthermore,
even though Dr. Alpert does not specifically cite the passage, the phrase “byte count” does appear
on p. 21 of the extrinsic reference that he has cited; however, this occurs solely in one particular
instance on a roster of four instances of what the reference calls “four basic types of DMA” — and
does not occur in the other three instances on that roster.

23. Nor would every “DMA descriptor” necessarily include both a “source address”
and a “destination address.” Indeed, the evidence provided by Dr. Alpert describes cases of DMA
data transfers that do not require (and thus do not use) both a source address and a destination
address. In particular, “With a peripheral DMA, we specify either the source or the destination,
depending on the direction of the transfer.” D.I. 36-2, Ex. D at 218; emphasis added. This is
consistent with one of the dictionary definitions for DMA that was presented earlier, which
described DMA as involving “data transfer directly between memory and an ‘intelligent’ peripheral
device.” Ex. 15, Microsoft Computer Dictionary (5th Ed. 2002). The reason that, when a peripheral
is involved, “we specify either the source or the destination, depending on the direction of the
transfer” is because only one side of that transfer (the non-peripheral side) requires the use of an
address. Many peripherals do not require the use of an address because they operate serially; the

data are provided serially — and if a FIFO buffer is included, this can be done in a very fast burst
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mode.! Contrary to Defendants’ proposed construction, this type of DMA transfer does not include
both a source address and a destination address in the DMA descriptor.

24, In addition, Intel’s documentation for its own embedded systems is consistent with
this description of particular use cases of DMA descriptors.

In memory-to-stream configurations, the DMA read block reads
from the source address and transfers the data to the core’s streaming
port until the specified number of bytes are transferred or the end of
packet is reached. The block uses the end-of-packet indicator for
transfers with an unknown transfer size. For data transfers without
using the end-of-packet indicator, the transfer size must be a
multiple of the data width. Otherwise, the block requires extra logic
and may impact the system performance.

In stream-to-memory configurations, the DMA write block reads
from the core’s streaming port and writes to the destination address.
The block continues reading until the specified number of bytes are
transferred.
Ex. 17 (Intel Embedded Peripherals IP User Guide) at 415. “Memory to stream” and “stream to

memory” are the same situations as those described just above — where one side of the transfer is a

memory, the other side is not a memory. Further,

Field Name Access Description

source R/W Specifies the address of data to be read. This address is set to 0 if the
input interface is an Avalon-ST interface.

destination R/W Specifies the address to which data should be written. This address is set
to 0 if the output interface is an Avalon-ST interface.

Ex. 17 (Intel Embedded Peripherals IP User Guide) at 422. As described above, no address is to

be provided for the non-memory side, as this is unnecessary (and meaningless); thus, the address

!'See e.g., Ex. 22, Warren Miller, “Using Intelligent Peripherals to Improve CPU Efficiency,” Digi-
Key, dated Apr. 16, 2014, available at https://www.digikey.com/en/articles/using-intelligent-
peripherals-to-improve-cpu-efficiency (“The use of dedicated FIFO buffers integrated into high-
speed peripherals, such as Ethernet and USB, provides an additional level of autonomy from the
CPU since transfers can be staged and handled, perhaps via DMA, in a single burst to improve
efficiency.”) (Note that the acronym USB stands for “Universal Serial Bus.”).
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is simply set to zero (0). Finally, this document also states (and makes clear) that the “Avalon-ST
interface” provides a FIFO buffer for use in the manner that was just described above:

The Avalon Streaming (Avalon-ST) Multi-Channel Shared Memory
FIFO core is a FIFO buffer with Avalon-ST data interfaces.

Ex. 17 (Intel Embedded Peripherals IP User Guide) at 27.
25. Thus, Intel’s embedded systems operate in a manner that is consistent with the plain
and ordinary meaning — but which is inconsistent with Defendants’ proposed construction.
26. For these reasons, I disagree with Defendants’ proposed construction of “DMA
descriptors” and “DMA controller descriptors.” As shown here, the plain and ordinary meaning is

sufficient.

Date: November 30, 2022 D&,’W. u’/ 7[4@

Daniel P. Foty, Ph.B?
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EXHIBIT A
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DANIEL FOTY, Ph.D.

SUMMARY

Dr. Foty has more than 30 years of engineering and management experience in the
mainstream of the technology industry. During this time, he has worked in semiconductor
physics, device design, process integration, modeling/simulation (process, device, and
circuit), circuit design/analysis, and wireless communications. After seven years at the
microelectronics unit of IBM, he founded his own consulting firm, Gilgamesh Associates,
LLC, which works in very demanding areas of technology design and development such
as analog, mixed-signal, RF, signal processing, wireless communications, and ultra-low-
power design.

Dr. Foty is also an advisor to the Tallinn University of Technology (Estonia) and the
University of Pretoria (South Africa). He is also the author of MOSFET Modeling with
SPICE: Principles and Practice, the more-recent Moore’s Law: The Untold Story, and
several other books. He has also authored well over 100 journal articles and conference
presentations, and is a frequent plenary (keynote) speaker at major international
conferences throughout the world. He is also a licensed pilot and aircraft owner, possesses
both an instrument rating and a seaplane rating, and is a registered “angel pilot” with
Patient Airlift Services.

Expertise

Analog/Mixed-Signal/RF CMOS

CMOS Integrated Circuit Design

IC Modeling/Simulation

CMOS Technology and Process Integration

Semiconductor Manufacturing/Fabrication

Nanotechnology

Design Automation (EDA) Software

Semiconductor Memory (DRAM, SRAM, Flash)

Semiconductor Physics

RF/Radio Technology, Wireless Networks, and Wireless Communications
Power Management

Digital Communications, Signal Integrity, and Electromagnetic Interference
Cryogenic Electronics
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Daniel Foty, Ph.D.
Curriculum Vitae Page 2.

PROFESSIONAL EXPERIENCE

1994 to Present Gilgamesh Associates, LLC

President
e Analysis of analog/mixed-signal/RF CMOS circuits
e New technologies in high-speed wireless data communications
e Specialized process-design-kits (PDKSs) for circuit design/simulation
e Foundry interfacing for fabless IC design companies
e Professional education via short courses and lectures
e Litigation support in various aspects of the integrated circuit industry
1988 to 1994 IBM Microelectronics Division
Scientist/Engineer
e Process integration, device design, semiconductor/IC physics
e Process and device simulation; circuit simulation
e Process and device integration for memory and logic technologies
e Process-design-kits (PDKSs) for circuit simulation
e Spearheaded initial IBM foray into OEM foundry market; responsible for all
"external customer” PDKSs and support/interfacing; business grew from nothing to
$66M in revenue in first year.
EDUCATION

Ph.D., Materials Science, University of Vermont, 2001
MS, Electrical Engineering, University of Illinois, 1985
BS, Physics and Chemistry, Bates College, 1983
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Daniel Foty, Ph.D.
Curriculum Vitae Page 3.

LITIGATION RELATED EXPERIENCE

Dr. Foty has served as a testifying expert, and provided declarations, expert reports, trial
testimony, and arbitration-hearing testimony for cases that have touched on the complete
spectrum of semiconductor/electronics engineering issues, electronic design automation
software, wireless technology, contract interpretations and business processes, and prior
art searches in both patents and the public-domain literature. He has also served as a
consulting expert. Dr. Foty has been deposed some thirty times, and has testified at trial
six times. Below are matters in which he has written expert reports and given testimony

either at deposition, trial, or before an arbitration panel.

Type of Matter:

Inter Partes review involving power conversion technology in
solar power systems

Law Firm: Sheridan Ross LLP, Denver, Colorado

Case Name: SolarEdge Technologies, Ltd. v. Koolbridge Solar, Inc.

Represented: Patent holder

Case Number: IPR2022-00007, -00010, -00013

Filing Date: 10/11/2021, 10/11/2021, 10/8/2021

Court: Patent Trial and Appeal Board

Disposition: Prepared three declarations supporting the patent holder; deposed,
ongoing.

Date: June 2022 — present.

Type of Matter:

Patent infringement involving wireless communications
technology

Law Firm: Folio Law Group, LLP, Seattle, Washington

Case Name: Dali Wireless v. Corning

Represented: Patent holder

Case Number: 6:20-cv-00827-ADA

Filing Date: 10/22/2020

Court: US District Court District of the Western District of Texas

Disposition: Prepared an expert report, deposed; ongoing.

Date: November 2021 — present.

Type of Matter: Patent infringement involving integrated circuit layout for
lithographic control

Law Firm: Jones Day LLP, Chicago, Illinois

Case Name: NXP Semiconductors v. Impinj

Represented: Plaintiff

Case Number: 2:20-cv-01503-RSM-SKV337-TA-1272

Filing Date: 10/7/2020

Court: US District Court of the Western District of Washington,

Disposition: Ongoing.

Date: November 2021 — present.
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Daniel Foty, Ph.D.
Curriculum Vitae Page 4.

Type of Matter:

Patent infringement involving integrated circuit technology

Law Firm: Jones Day LLP, Washington DC (ITC matter)
Case Name: MediaTek v. NXP Semiconductors
Represented: Respondent

Case Number: 337-TA-1272

Filing Date: 6/21/2021

Court: International Trade Commission

Disposition: Ongoing.

Date: April 2021 — present.

Type of Matter:

Patent infringement involving portable vehicle battery jump
starters

Law Firm: Fox Rothschild LLP, Philadelphia, Pennsylvania (ITC matter)

Case Name: The Noco Company v. Deltran Global

Represented: Respondent

Case Number: 337-TA-1256

Filing Date: 1/19/2021

Court: International Trade Commission

Disposition: Prepared an expert report; deposed; plaintiff withdrew complaint
against Deltran.

Date: June 2021 — November 2021.

Type of Matter:

Patent infringement involving integrated circuit technology and
signal integrity

Law Firm: Jones Day LLP, Chicago, lllinois

Case Name: WSOU v. Xilinx

Represented: Respondent

Case Number: 1:20-cv-01228-CFC; 1:20-cv-01229-CFC
Filing Date: 09/16/2020

Court: US District Court District of Delaware
Disposition: Ongoing.

Date: April 2021 — present.

Type of Matter:

Patent infringement involving wireless communications
technology

Law Firm: Folio Law Group, LLP, Seattle, Washington
Case Name: Dali Wireless v. IMA

Represented: Patent holder

Case Number: 1:19-cv-02367-RGA

Filing Date: 12/30/2019

Court: US District Court District of Delaware
Disposition: Settled.

Date: March 2021 — November 2021.

Type of Matter:

Law Firm:

Patent infringement involving wireless communications
technology
Folio Law Group, LLP, Seattle, Washington
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Case Name:

Dali Wireless v. Commscope

Represented: Patent holder

Case Number: 1:19-cv-00952

Filing Date: 5/22/2019

Court: US District Court District of Delaware

Disposition: Prepared an expert report; deposed; ongoing.

Date: March 2021 — present.

Type of Matter: Patent infringement involving integrated circuit technology (ITC
matter)

Law Firm: Troutman Pepper LLP, Boston, Massachusetts

Case Name: Telav. Intel

Represented: Patent holder

Case Number: 337-TA-1246

Filing Date: 12/18/2020

Court: International Trade Commission

Disposition: Settled; this includes all prior disputes between the parties

Date: March 2021 — April 2021.

Type of Matter:

Patent infringement involving wireless battery charging and
discharging

Law Firm: Feinberg Day Kramer Alberti Limtonkovich & Belloli LLP

Case Name: Garrity Power Services v. Samsung

Represented: Patent holder

Case Number: 2:20-cv-00269-JRG

Filing Date: 08/17/2020

Court: US District Court Eastern District of Texas

Disposition: Case dismissed by the Court

Date: October 2020 — March 2022.

Type of Matter: Inter Partes review involving wireless battery charging and
discharging

Law Firm: Spencer Fane LLP, Plano, Texas

Case Name: Samsung v. Garrity Power Services

Represented: Patent holder

Case Number: IPR2021-00389

Filing Date: 12/31/2020

Court: Patent Trial and Appeal Board

Disposition: Prepared a declaration; PTAB denied institution.

Date: October 2020 — July 2021.

Type of Matter:

Patent infringement involving MOS transistor design and MOS
transistor manufacturing processes

Law Firm: Fish & Richardson LLP, Boston, Massachusetts

Case Name: Innovative Foundry Technologies v. SMIC, Broadcom, Cypress
Semiconductor, and Dish Network

Represented: Respondents

Petitioner Intel Corp., Ex. 1011
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Case Number: 6:19-cv-00719-ADA
Filing Date: 12/20/2019
Court: US District Court Western District of Texas
Disposition: Settled
Date: June 2020 — April 2021.
Type of Matter: Patent infringement involving digital communications integrated
circuit technology
Law Firm: Morrison & Foerster LLP, Los Angeles, California
Case Name: Analog Devices v. Xilinx
Represented: Respondent
Case Number: 1:19-cv-02225-RGA
Filing Date: 12/05/2019
Court: US District Court District of Delaware
Disposition: Ongoing.
Date: April 2020 — present.

Patent infringement involving integrated circuit technology

Law Firm: Pepper Hamilton LLP, Boston, Massachusetts

Case Name: Intel v. Tela

Represented: Respondent

Case Number: 3:18-cv-02848-WHO

Filing Date: 05/15/2018

Court: US District Court Northern District of California
Disposition: Prepared two expert reports; deposed; matter settled.
Date: March 2019 — April 2021.

Type of Matter:

Patent infringement involving integrated circuit technology (ITC
matter)

Law Firm: Mintz, Levin, Cohn, Ferris, Glovsky and Popeo, P.C., Boston,
Massachusetts

Case Name: Globalfoundries v. TSMC

Represented: Patent holder

Case Number: 337-TA-1177

Filing Date: 08/26/2019

Court: International Trade Commission

Disposition: Settled.

Date: August 2019 — October 2019.

Type of Matter:

Inter Partes review involving wireless/RF technology

Law Firm: Jones, Day LLP, Cleveland, Ohio
Case Name: Intel v. Qualcomm
Represented: Patent holder

Case Number:

Filing Date:
Court:

IPR2019-00128, IPR2019-00129, IPR2019-00047, IPR2019-
00048, IPR2019-00049
11/8/2018
Patent Trial and Appeal Board
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Disposition: Prepared five declarations supporting patent owner responses;
deposed; PTAB upheld all challenged claims of the patent as valid.

Date: June 2019 — July 2020.

Type of Matter: Patent infringement involving integrated circuit technology

Law Firm: Pepper Hamilton LLP, Boston, Massachusetts

Case Name: Telav. Intel

Represented: Patent holder

Case Number: 337-TA-1148

Filing Date: 12/19/2018

Court: International Trade Commission

Disposition: Prepared two declarations supporting claim construction; prepared
an expert report; deposed; testified at the hearing/trial in December
20109.

Date: March 2019 — December 2019.

Type of Matter: Patent infringement involving RF/wireless technology

Law Firm: Quinn Emanuel Urquhart & Sullivan LLP, New York, New York

Case Name: Qualcomm v. Apple

Represented: Patent holder

Case Number: 3:17-cv-02402-CAB-MDD

Filing Date: 12/29/2017

Court: US District Court Southern District of California

Disposition: Settled.

Date: January 2018 — December 2018.

Type of Matter: Patent infringement involving RF/wireless technology

Law Firm: Quinn Emanuel Urquhart & Sullivan LLP, New York, New York

Case Name: Qualcomm v. Apple

Represented: Patent holder

Case Number: 337-TA-1093

Filing Date: 7/7/2017

Court: International Trade Commission

Disposition: Prepared two expert reports regarding RF-1C/wireless technology;
deposed; testified at the hearing/trial in September 2018.

Date: January 2018 — September 2018.

Patent infringement involving integrated circuit technology and
printed-circuit board technology

Law Firm: Dovel and Luner, LLP, Santa Monica, California

Case Name: X2Y v. Intel

Represented: Patent holder

Case Number: 3:18-cv-01394-HZ

Filing Date: 07/25/2018

Court: US District Court District of Oregon

Disposition: Prepared a declaration supporting claim construction; deposed;

case settled.
Petitioner Intel Corp., Ex. 1011
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Date: June 2017 — December 2019.
Type of Matter: Patent infringement involving integrated circuit technology
Law Firm: Jones, Day LLP, San Francisco, California, and Slater Matsil LLP,
Dallas, Texas
Case Name: IPBridge v. Xilinx
Represented: Respondent
Case Number: 3:17-cv-06376-JD
Filing Date: 11/01/2017
Court: US District Court Northern District of California
Disposition: Settled.
Date: February 2017 — February 2019.

Patent infringement involving analog circuits

Law Firm: Covington & Burling LLP, San Diego, California
Case Name: Tessera v. Broadcom

Represented: Patent holder

Case Number: 1:16-cv-00380-LPS-CJB

Filing Date: 05/23/2016

Court: US District Court District of Delaware
Disposition: Settled.

Date: December 2016 — December 2017.

Type of Matter:

Patent infringement involving integrated circuit design methods
and integrated circuit design-automation software

Law Firm: Jones, Day LLP, Cleveland, Ohio

Case Name: Synopsys v. ATopTech

Represented: Patent holder

Disposition: Prepared an expert report; deposed; matter was suspended when
ATopTech filed for Chapter 11 bankruptcy.

Date: June 2016 — March 2017.

Type of Matter: Patent infringement involving integrated circuit
process/manufacturing technology for wireless communications

Law Firm: McKool Smith, LLP, Dallas, Texas

Case Name: Ericsson v. TCL

Represented: Plaintiff

Disposition: Prepared an expert report regarding the costs and timelines
associated with the development of integrated circuits for wireless
communications, and the related difficulties encountered; trial was
stayed when an IPR proceeding began, matter has since ended.

Date: November 2015 — March 2016.

Type of Matter:

Law Firm:
Case Name:

Inter Partes review involving integrated circuit design methods
and integrated circuit design-automation software
Jones, Day LLP, Cleveland, Ohio
ATopTech v. Synopsys
Petitioner Intel Corp., Ex. 1011

[PR2023-00783



Case 6:22-cv-00335-ADA Document 44-1 Filed 12/16/22 Page 21 of 50

Daniel Foty, Ph.D.

Type of Matter:

Curriculum Vitae Page 9.

Represented: Patent holder

Disposition: Prepared two declarations; deposed.

Date: November 2014 — January 2016.

Type of Matter: Inter Partes review involving a semiconductor flash memory
technology patent

Law Firm: Aka Chan LLP, Santa Clara, California

Case Name: Silicon Motion Technology Corp. v. Phison Electronics Corp.

Represented: Petitioner

Disposition: Prepared a declaration; deposed; hearing before the PTAB in
September 2014, PTAB ruled completely in Petitioners’ favor

Date: May 2014 — September 2014,

Patent infringement involving integrated circuit design

Law Firm: Bragalone, Conroy, PC, Dallas, Texas

Case Name: HSM v. Elpida Memory et al. (was HSM v. Fujitsu et al.)

Represented: Plaintiff

Disposition: Prepared numerous declarations and two expert reports; deposed;
all respondents eventually settled.

Date: February 2012 — February 2016.

Type of Matter:

Patent infringement involving integrated circuit
process/manufacturing technology (ITC matter)

Law Firm: McKool Smith, LLP, Dallas, Texas

Case Name: Samsung v. Ericsson

Represented: Defendant

Disposition: Was assigned one patent in a larger matter, having done much
original engineering work on the technology in question; produced
extensive background prior art (having created much of it),
demonstrated that the accused technology clearly did not practice
the teachings of the patent, and clearly showed that the
aforementioned prior art would call the patent’s validity seriously
into question; plaintiff dropped that patent from the action.

Date: January 2013 — May 2013.

Type of Matter:

Patent infringement involving integrated circuit design, with a
focus on RF-ICs for wireless communications

Law Firm: Antonelli, Harrington, & Thompson, LLP, Houston, Texas

Case Name: Semiconductor Ideas to the Market, BV v. Texas Instruments et al.

Represented: Plaintiff

Disposition: Prepared a declaration for pre-hearing; major defendant
(Qualcomm) settled following this expert’s examination of their
Confidential Business Information (CBI) in June, 2012; other
defendants settled shortly thereafter.

Date: May 2012 — August 2012.

Type of Matter:

Bond forfeiture proceeding (ITC matter)
Petitioner Intel Corp., Ex. 1011
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Law Firm: Adduci, Mastriani, & Schaumberg, LLP, Washington, D.C.

Case Name: Tessera v. Freescale

Represented: Plaintiff

Disposition: Following unfavorable ITC ruling, respondent argued that posted
bond (pending final disposition) should be returned to them;
prepared a declaration for hearing; ITC ruled against respondent,
who then agreed to cease litigation and forfeit the bond.

Date: April 2012 — October 2012.

Type of Matter:

Theft of trade secrets involving integrated circuit design,
manufacturing, and characterization technology

Law Firm: Shore, Chan, Bragalone, and DePumpo, LLP, Dallas, Texas

Case Name: Xicor v. SST

Represented: Plaintiff

Disposition: Prepared a declaration for hearing regarding plaintiff’s
identification of its trade secrets; following favorable ruling on
this, defendant agreed to settle on terms favorable to the plaintiff

Date: February 2012 — September 2012.

Type of Matter:

Patent infringement in integrated circuit substrates (ITC matter)

Law Firm: Alston + Bird, LLP, Atlanta, Georgia

Case Name: X2Y v. Intel

Represented: Plaintiff

Disposition: Consulted on technology involved

Date: August 2011 — August 2012.

Type of Matter: Theft of trade secrets involving design of power management
integrated circuits (ITC enforcement proceeding)

Law Firm: Alston + Bird, LLP, Menlo Park, California

Case Name: Richtek v. uPl, and Sapphire Technology

Represented: Plaintiff

Disposition: Prepared an expert report and a supplemental expert report;
deposed; testified at hearing/trial; subsidiary respondent Sapphire
settled and exited the case shortly before trial.

Date: June 2011 — March 2012; follow-on district/superior court cases
temporarily stayed, but pending.

Type of Matter: Patent infringement in switching power supplies

Law Firm: McDermott, Will & Emery, LLP, Miami, Florida

Case Name: Power Integrations, Inc. v. Fairchild Semiconductor International,

Representing:

Inc.
Defendant

Disposition: Presented the tutorial at the Markman hearing in San Jose,
California (Northern District of California) in March; matter
ongoing, but no longer involved.

Date: December 2010 — March 2011.

Petitioner Intel Corp., Ex. 1011
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Type of Matter:

Patent infringement in the power management methodologies of
portable/mobile device (ITC matter)

Law Firm: Finnegan, Henderson, Farabow, Garrett & Dunner, LLP,
Washington, D.C.

Case Name: HTC v. Apple

Represented: Plaintiff

Disposition: Deposed in March; testified at trial/nearing (ITC) in May; outcome
pending.

Date: November 2010 — May 2011.

Type of Matter:

Theft of trade secrets involving design of power management
integrated circuits (ITC matter)

Law Firm: Alston + Bird, LLP, Menlo Park, California

Case Name: Richtek v. uPl, AMD, Sapphire Technology, Diamond
Multimedia, and XFX Technology

Represented: Plaintiff

Disposition: Prepared an expert report and a supplemental expert report;
deposed twice (three days total); subsidiary respondents settled and
exited the case during May 2010 — July 2010; main respondent uPlI
agreed on 21 July 2010 to a Consent Order that included a ten-year
ban on importation of the accused products to avoid an ITC
hearing.

Date: January 2010 — July 2010; ITC enforcement proceeding opened
against uPl and Sapphire, June 2011 — March 2012 (see above);
follow-on district/superior court cases temporarily stayed, but
pending.

Type of Matter: Patent infringement and theft of trade secrets involving integrated
circuit manufacturing

Law Firm: Keker and Van Nest, LLP, San Francisco, California

Case Name: TSMC v. SMIC

Represented: Plaintiff

Disposition: Deposed; testified at trial September 2009; jury returned guilty
verdict on all 18 counts; parties settled during damages phase of
trial.

Date: July 2007 — September 2009.

Type of Matter: Theft of Trade Secrets

Law Firm: Baker & McKenzie, LLP, San Diego, California

Case Name: Neology Inc. v. B. Roesner et al.

Represented: Plaintiff

Disposition: Reviewed materials produced during discovery and found
considerable facially-labeled trade secret material in the possession
of the defendant. Case Settled

Date: April 2007 — May 2007

Petitioner Intel Corp., Ex. 1011
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Type of Matter: Theft of Trade Secrets

Law Firm: Weil, Gotshal, and Manges, LLP, New York, New York

Case Name: Synopsys v. Nassda

Represented: Defendant

Disposition: Wrote an expert report on behalf of defendant but was not
deposed. Case Settled

Date: September 2003 - August 2004

Type of Matter: Theft of Trade Secrets

Law Firm: Howrey, Simon, Arnold & White, LLP, Menlo Park, California

Case Name: Silvaco, Inc. v. Circuit Semantics, Inc.

Represented: Defendant

Disposition: Wrote an expert report on behalf of defendant and was deposed.
Case Settled

Date: February 2003 - September 2003

Type of Matter: Contract dispute, Copyright Infringement, and Theft of Trade
Secret matter involving integrated circuit design tools

Law Firm: Russo & Hale, LLP, Palo Alto, California

Case Name: Virtual Silicon Technology, Inc. v. Library Technologies, Inc.,

Represented: Plaintiff

Disposition: On behalf of plaintiff, wrote an expert report, was deposed and
testified at arbitration hearing. Decision of binding arbitration
released in November 2003; all findings-of-fact in favor of the
plaintiff.

Date: December 2002 - November 2003

Petitioner Intel Corp., Ex. 1011
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PUBLICATIONS
Books
1. D. Foty, “Moore’s Law: The Untold Story,” August 2017.
2. D. Foty, “The Rise and Fall of Classical Athens: A Short History,” January 2018.

3. D. Foty, “Thomas Seebeck: His Life and Science,” September 2018.

4. D. Foty, “Essential Digital, Analog, and Semiconductor Electronics Technology,”
Chapter 19 in Concise Higher Electrical Engineering (ed. by E. Chikuni, M. Khan, and
0. Okoro), Juta Academic, 2008.

5. D. Foty, MOSFET Modeling with SPICE: Principles and Practice, Prentice-Hall
(now Pearson Education), 1997 (now in its third printing; Vietnamese-language
edition published in 2006).

6. Proceedings of the Symposium on Low Temperature Electronics and High
Temperature Superconductors (ed. by S. Raider, C. Claeys, D. Foty, T. Kawai, and R.
Kirschman) (published in October 1993).

7. Proceedings of the Symposium on Low Temperature Electronic Device Operation
(ed. by D. Foty) (published in December 1991).

Guest Journal Editor

1. Guest editor, special issue on Low Voltage/Low Power Design, Analog Integrated
Circuits and Signal Processing, December 1999.

Refereed Journal Publications

1. D. Foty, “Nanoscale Electron Devices: Difficulties, Granularities, and Applications”
(Invited Paper), Romanian Journal of Information Sciences and Technology,
(published by the Romanian Academy of Sciences), January 2009, vol. 12(3), pp.
317 —338.

2. D. Foty, “An Evaluation of Deep-Submicron CMOS Design Optimized for Operation

at 77K” (Invited Paper), Analog Integrated Circuits and Signal Processing vol. 49, pp.
97 — 105 (2006).

3. D. Foty and K. Runge, “What’s Ahead in High-Speed Wireless Data
Communications? The Future Will Be Better Tomorrow — And Different Than What
We’ve Been Expecting” (Invited Paper), the African Journal of Information and
Communications Technology (online publication).
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10.

11.

12.

13.

14.

S. Terry, J. Rochelle, D. Binkley, B. Blaylock, D. Foty, and M. Bucher, “Comparison
of a BSIM3V3 and EKV MOST Model for a 0.5um Process and Implications for
Analog Circuit Design,” IEEE Transactions on Nuclear Science vol. NS-50, pp. 915 -
920 (2003).

D. Binkley, C. Hopper, S. Tucker, B. Moss, J. Rochelle, and D. Foty, “A CAD
Methodology for Optimizing Transistor Current and Sizing in Analog CMOS
Design,” IEEE Transactions on Computer-Aided Design of Integrated Circuits and
Systems vol. CAD-22, pp. 225 — 237 (2003).

D. Foty, “Perspectives on Analytical Modeling of Small Geometry MOSFETS in
SPICE for Low Voltage/Low Power CMOS Circuit Design” (Invited Paper), Analog
Integrated Circuits and Signal Processing vol. 21, pp. 229 — 252 (1999).

D. Foty, “Taking a Deep Look at Analog CMOS,” IEEE Circuits and Devices, March
1999, pp. 23 - 28.

D. Foty, “MOSFET Modeling for Circuit Simulation: Where Do We Go From
Here?,” IEEE Circuits and Devices, July 1998, pp. 26 — 31.

G. Gildenblat and D. Foty, “Low Temperature Models of Metal-Oxide-
Semiconductor Field-Effect Transistors” (Invited Paper), The International Journal of
High Speed Electronics and Systems vol. 6, pp. 317 - 373 (1995).

D. Foty and E. Nowak, “MOSFET Technology for Low Voltage/Low Power
Applications” (Invited Paper), IEEE Micro, June 1994, pp. 68 - 77.

D. Foty, P. Wyns, and K. Oughstun, “On the Propagation of Short Optical Pulses in a
Linear Dispersive Medium,” IEEE Journal of Quantum Electronics vol. 28, pp. 1619
- 1622 (1992).

E. Farrell, P. Appino, D. Foty, and T. Linton, “Visual Interpretation of Multi-
Dimensional Computations and Transistor Design,” IBM Journal of Research and
Development vol. 35, pp. 26 - 44 (1991).

D. Foty, “Impurity lonization in MOSFETs at Very Low Temperatures,” Cryogenics
vol. 30, pp. 1056 - 1063 (1990).

D. Cole, E. Buturla, S. Furkay, K. Varahramyan, J. Slinkman, J. Mandelman, D.
Foty, O. Bula, A. Strong, J. Park, T. Linton, J. Johnson, M. Fischetti, S. Laux, P.
Cottrell, H. Lustig, F. Pileggi, and D. Katcoff, “The Use of Simulation in
Semiconductor Technology Development” (Invited Paper), Solid State Electronics
vol. 33, pp. 591 - 623 (1990).
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15.

16.

17.

18.

K. Oughstun, P. Wyns, and D. Foty, “Numerical Determination of the Signal
Velocity in Linear Dispersive Pulse Propagation,” Journal of the Optical Society of
America A vol. 6, pp. 1430 - 1440 (1989).

P. Wyns, D. Foty, and K. Oughstun, “Numerical Analysis of the Precursor Fields in
Dispersive Pulse Propagation,” Journal of the Optical Society of America A vol. 6,
pp. 1421 - 1429 (1989).

D. Foty, “Thermal Effects in p-Channel MOSFETSs at Low Temperatures,” IEEE
Transactions on Electron Devices vol. 36, pp. 1542 - 1544 (1989).

D. Foty and S. Titcomb, “Thermal Effects in n-Channel Enhancement MOSFETSs
Operated at Cryogenic Temperatures,” IEEE Transactions on Electron Devices vol.
34, pp. 107 - 114 (1987).

Refereed Conference Proceedings

1.

D. Foty, “Amplification, Feedback, and Sub-Biasing:
Applying Analog Techniques to High-Speed,
Low-Power Digital CMOS Circuits,” Invited Conference Plenary Lecture, Proceedings
of the 13th International Symposium on Signals, Circuits, and Systems, pp. 123 - 128
(published July 2017).

D. Foty, “The Future of ‘Moore’s Law’ — Does It Have One?” Invited Conference
Plenary Lecture, Proceedings of the 11th International Symposium on Signals,
Circuits, and Systems, pp. 1 - 8 (published July 2013).

D. Foty, “The Future of ‘Moore’s Law’ — Does It Have One?” Invited Conference
Plenary Lecture, Proceedings of the 13" Baltic Electronics Conference, pp. 21 — 26
(published October 2012).

D. Foty, B. Smith, S. Sinha, and M. Schréter, “Expanding Wireless Bandwidth in a
Power-Efficient Way: Developing a Viable mm-Wave Radio Technology,” Invited
Conference Plenary Lecture, Proceedings of the 10" IEEE East-West Design and
Test Symposium, pp. 264 - 269 (published September 2012).

D. Foty, B. Smith, S. Sinha, and M. Schréter, “The Wireless Bandwidth Crisis and
the Need for Power-Efficient Bandwidth,” (Invited Paper), Proceedings of the 10"
International Symposium on Signals, Circuits, and Systems, pp. 275 - 279 (published
July 2011).

D. Foty, “Breaking the Entropy Addiction: Understanding Power Consumption and
Overcoming It,” Invited Conference Plenary Lecture, Proceedings of Africon2009,
Proceedings on DVD (published September 2009).
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7.

10.

11.

12.

13.

14.

15.

16.

B.C. Mabuza, S. Sinha and D. Foty, “On-chip Impedance Tuning for mm-wave
Applications,”=Proceedings of the South African Conference on Semiconductor and
Superconductor Technology, pp. 49 — 53 (published April 2009).

D. Foty, S. Sinha, M. Weststrate, C. Coetzee, A. Uys, and E. Sibanda, “mm-Wave
Radio Communications Systems: The Quest Continues,” Invited Conference Plenary
Lecture, Proceedings of the International Radio Electronics Forum, pp. 14 — 17
(published October 2008).

D. Foty, “Prospects for Nanoscale Electron Devices: Some Little-Recognized
Problems,” Invited Conference Plenary Lecture, Proceedings of the 31 Conference
on Semiconductor Physics, pp. 3 — 13 (published October 2008).

D. Foty, “Nanoscale Electron Devices: The Untold Technology Story,” Invited
Conference Plenary Lecture, Proceedings of the 11" Baltic Electronics Conference,
pp. 59 - 69 (published October 2008).

D. Foty, “Next-Generation Wireless Networks: A New World, From Bottom to Top,”
Invited Conference Keynote Lecture, Proceedings of Africon2007, Proceedings on
DVD (published September 2007).

D. Foty, “Next-Generation Wireless Networks: New Building Blocks and New
Network Topologies,” Invited Conference Plenary Lecture, Proceedings of the
International Conference on Dependable Systems, Services, and Technologies, pp.
220 - 228 (published April 2007).

D. Foty, “Factors in High-Speed Wireless Data Networking — New Ideas and a New
Perspective,” Invited Conference Plenary Lecture, Proceedings of the East-West
Design and Test Workshop, pp. 29 - 38 (published September 2006).

D. Foty, “New Directions in Technology for High-Speed Wireless Data
Communications,” Invited Conference Plenary Lecture, Proceedings of the 13th
International Conference on the Mixed Design of Integrated Circuits and Systems,
pp. 19 — 27 (published June 2006).

D. Foty and G. Gildenblat, “Fundamental Aspects of CMOS Technology: Basics,
Implications, and a Roadmap to the Future” (Invited Paper), Proceedings of the
International Workshop on System-on-Chip pp. xxx - xxx (published July 2005).
(Paper was submitted on time but was inadvertently not included in the Proceedings
volume — available upon request.)

D. Foty and G. Gildenblat, “Scaling Theory and ‘Punctuated Equilibrium’ in CMOS
Technology,” Invited Conference Plenary Lecture, Proceedings of the 7th
International Symposium on Signals, Circuits, and Systems, pp. 1 - 8 (published July
2005).
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17.

18.

19.

20.

21.

22.

23.

24,

25.

26.

D. Foty, “An Evaluation of Deep-Submicron CMOS Design Optimized for Operation
at 77K” (Special Session Paper), Proceedings of the 12th International Conference on
the Mixed Design of Integrated Circuits and Systems, pp. 939 - 945 (published June
2005).

D. Foty, “An Evaluation of Deep-Submicron CMOS Design Optimized for Operation

at 77K” (Special Session Paper), Proceedings of the International Symposium on
Industrial Electronics, pp. 1139 - 1144 (published June 2005).

D. Foty and K. Runge, ““What’s Ahead in High-Speed Wireless Data
Communications? The Future Will Be Better Tomorrow — And Different Than What
We’ve Been Expecting,” Invited Conference Plenary Lecture, Proceedings of the
12th International Conference on Telecommunications, (conference proceedings
pages not numbered), (published May 2005).

D. Foty and G. Gildenblat, “Fundamental Aspects of CMOS Technology: Basics,
Implications, and a Roadmap to the Future,” Invited Conference Plenary Lecture,
Proceedings of the 8" International Conference CADSM, pp. 21 — 28 (published
February 2005).

D. Foty, “Perspectives on Scaling Theory and CMOS Technology — Past, Present,
and Future” (Invited Paper), Proceedings of the 11th International Conference on
Electronics, Circuits, and Systems, pp. 631 — 637 (published December 2004).

G. Gildenblat, C. McAndrew, H. Wang, W. Wu, D. Foty, L. Lemaitre and P. Bendix,
“Advanced Compact Models: Gateway to Modern CMOS Design” (Invited Paper),
Proceedings of the 11" International Conference on Electronics, Circuits, and
Systems, pp. 638 — 641 (published December 2004).

P. Bendix, D. Foty, and D. Pachura, “Practical Aspects of MOS Transistor Model
‘Accuracy’ in Modern CMOS Technology” (Invited Paper), Proceedings of the 11th
International Conference on Electronics, Circuits, and Systems, pp. 642 - 645
(published December 2004).

D. Foty and G. Gildenblat, “CMOS Scaling Theory — Why Our ‘Theory of
Everything’ Still Works, and What That Means For The Future” (Invited Paper),
Proceedings of the 12™" International Symposium on Electron Devices for Microwave
and Optoelectronic Applications, pp. 27 — 38 (published November 2004).

D. Foty, “Perspectives on Scaling Theory and CMOS Technology — Punctuated
Equilibrium and Evolutionary Biology,” Invited Conference Plenary Lecture,
Proceedings of the 9th Baltic Electronics Conference, pp. 17- 24 (published October
2004).

D. Foty, “Re-Interpreting the MOS Transistor for the 21st Century: Generalized
Methods and Their Extension to Nanotechnology,” Invited Conference Plenary
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27.

28.

29.

30.

31.

32.

33.

34.

35.

Lecture, Nordic VLSI Design Conference (NorChip), pp. 8 - 15 (published November
2003).

D. Foty, “Re-Generalizing the MOS Transistor, for Improved Analog Design and
Extension to Nanotechnology: New Rules for a New Century,” Invited Conference
Plenary Lecture, Proceedings of the 4th Electronic Circuits and Systems Conference,
pp. 86 - 95 (published September 2003).

D. Foty, “Re-Thinking and Re-Generalizing the MOS Transistor: Understanding,
CMOS Design, and Extension to Nanotechnology,” Invited Conference Plenary
Lecture, Proceedings of the 16" European Conference on Circuit Theory and Design,
pp. 1-16 — 1-21 (published September 2003).

D. Foty, “Modernizing the Framework for Deep Submicron Design — For CMOS and
Beyond,” Invited Conference Plenary Lecture, Proceedings of the 10th International
Conference on the Mixed Design of Integrated Circuits and Systems, pp. 19 - 24
(published June 2003).

S. Terry, J. Rochelle, D. Binkley, B. Blaylock, D. Foty, and M. Bucher, “Comparison
of a BSIM3V3 and EKV MOST Model for a 0.5um Process and Implications for
Analog Circuit Design,” Proceedings of the IEEE Nuclear Science Symposium,
(conference proceedings pages not numbered), (published November 2002).

D. Foty, M. Bucher, and D. Binkley, “Re-Interpreting the MOS Transistor Via the
Inversion Coefficient and the Continuum of gms/Id,” Proceedings of the 9th
International Conference on Electronics, Circuits, and Systems, pp. 1179 - 1182
(published September 2002).

M. Bucher, D. Kazazis, F. Krummenacher, D. Binkley, D. Foty, and Y. Papananos,
“Analysis of Transconductances at All Levels of Inversion in Deep Submicron
CMOS,” Proceedings of the 9™ International Conference on Electronics, Circuits, and
Systems, pp. 1183 -1186 (published September 2002).

D. Foty, D. Binkley, and M. Bucher, “gm/Id-Based MOSFET Modeling and Modern
Analog Design” (Invited Paper), Proceedings of the 9th International Conference on
the Mixed Design of Integrated Circuits and Systems, pp. 55 - 58 (published June
2002).

D. Foty, D. Binkley, and M. Bucher, “Starting Over: gm/Id-Based MOSFET
Modeling as a Basis for Modernized Analog Design Methodologies” (Invited Paper),
Proceedings of the International Conference on the Modeling and Simulation of
Microsystems, pp. 682 - 685 (published in April 2002).

D. Foty, D. Binkley, and M. Bucher, “Measurements and Modeling of MOSFET
Inversion Level Over a Wide Range as a Basis for Analog Design,” Proceedings of
the 15th European Conference on Circuit Theory and Design, pp. -85 — 1-88
(published in August 2001).
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36. D. Foty, “MOSFET Modeling for Circuit Simulation: Requiem or Recovery?,”
Proceedings of the 15th European Conference on Circuit Theory and Design, pp. 1-81
— 1-84 (published in August 2001).

37. D. Binkley, M. Bucher, and D. Foty, “Design-Oriented Characterization of CMOS
Over the Continuum of Inversion Level and Channel Length,” Proceedings of the 7th
International Conference on Electronics, Circuits, and Systems, pp. 161 — 164
(published in December 2000).

38. D. Foty and E. Nowak, “Performance, Reliability, and Supply Voltage Reduction,
with the Addition of Temperature as a Design Variable” (Invited Paper), Proceedings
of the 1993 European Solid State Device Research Conference, pp. 943 - 948.

39. D. Foty and E. Nowak, “Performance/Reliability Trade-Off and Optimized
nMOSFET Design for 77K CMOS Logic,” Proceedings of the Symposium on Low
Temperature Electronics and High Temperature Superconductors (ed. by S. Raider),
pp. 89 - 95 (published in October 1993).

40. D. Foty, “The Design of Deep Submicron FETs for Low Temperature Operation”
(Invited Paper), Proceedings of the Symposium on Low Temperature Electronics and
High Temperature Superconductors (ed. by S. Raider), pp. 63 - 77 (published in
October 1993).

41. D. Foty, H. Hanafi, P. Agnello, and H. Ho, “Mixed Schottky/p-n Junction Behavior
in Diodes Produced by Outdiffusion from Polycrystalline Cobalt Disilicide,”
Technical Digest of the 1992 International Electron Devices Meeting, pp. 841 - 845.

42. D. Foty, “Low Temperature Electronics and Future Electron Devices” (Invited
Paper), Proceedings of the Symposium on Low Temperature Electronic Device
Operation (ed. by D. Foty), pp. 13 - 24 (published in December 1991).

43. D. Foty and S. Titcomb, “Freeze-Out and Field Dependent lonization in MOSFETS at
Very Low Temperatures,” Proceedings of the Symposium on Low Temperature
Electronics and High Temperature Superconductors (ed. by S. Raider), pp. 151 - 160
(published in March 1988).

Articles in Industry Trade Publications

1. D. Foty, “It’s Time to Write Off the Past — Vermont Needs an Economic Future,”
Ethan Allen Institute Newsletter, November 2002. (This article was also published in
the Springfield (Vt.) Reporter, the Brandon (Vt.) Bugle, the Brattleboro (\Vt.)
Reformer, and The Vermont Times.)

2. D. Foty and P. Bendix, “An Executive Guide to MOS Transistor Modeling,” Fabless
Forum, March 2002.
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3. D. Foty, “Radio-Frequency Technology: Easier Said Than Done?,” Fabless Forum,
September 1999.

4. D. Foty, “A Traveler’s Tales — An Essay on Globalization and the Culture of the
‘New Economy’,” Vermont Business Magazine, September 1998.

5. D. Foty, “MOSFET Modeling for Circuit Simulation: Where Do We Go From
Here?,” Fabless Forum, March 1998.

Conference Presentations

1. D. Foty, “Amplification, Feedback, and Sub-Biasing: Applying Analog Techniques to
High-Speed, Low-Power Digital CMOS Circuits at Dimensions Below 100nm,”
(Invited Conference Plenary Lecture), presented at the 16 Baltic Electronics
Conference, Tallinn, Estonia, 8 October 2018.

2. D. Foty, “Developing Critical Infrastructure — Data-Centric, Next-Generation
Communications Networks,” (Invited Conference Plenary Lecture), presented at the
2nd Regional African Conference of the International Telecommunications Society,
Lusaka, Zambia, 16 March 2018.

3. D. Foty, “Amplification, Feedback, and Sub-Biasing: Applying Analog Techniques to
High-Speed, Low Power Digital CMOS Circuits,” (Invited Conference Plenary
Lecture), presented at the 13" International Symposium on Signals, Circuits, and
Systems, lasi, Romania, 13 July 2017.

4. D. Foty, “Developing Data-Centric, Next-Generation Communications Networks That
Actually Work — and Work Well,” (Invited Conference Plenary Lecture), presented at
the EAI International Conference for Research, Innovation and Development for
Africa, Victoria Falls, Zimbabwe, 21 June 2017.

5. D. Foty, “Amplification, Feedback, and Sub-Biasing: Applying Analog Techniques to
High-Speed, Low Power Digital CMOS Circuits,” (Invited Conference Plenary
Lecture), presented at the 15" Baltic Electronics Conference, Tallinn, Estonia, 3
October 2016.

6. D. Foty, “The Future of ‘Moore’s Law’ — Does It Have One?” (Invited Conference
Plenary Lecture), presented at the 12th International Conference on Synthesis,
Modeling, Analysis, and Simulation Methods and Applications to Circuit Design,
Istanbul, Turkey, 7 September 2015.

7. D. Foty, “Patents, Trade Secrets, Intellectual Property, and Such:
What Engineers Need to Know,” (Invited Conference Plenary Lecture), presented at
the 12 International Symposium on Signals, Circuits, and Systems, lasi, Romania, 10
July 2015.
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8.

10.

11.

12.

13.

14.

15.

16.

17.

D. Foty, “Patents, Trade Secrets, Intellectual Property, and Such:
What Engineers Need to Know,” (Invited Conference Plenary Lecture), presented at
the 14" Baltic Electronics Conference, Laulasmaa, Estonia, 8 October 2014.

D. Foty, “The Future of ‘Moore’s Law’ — Does It Have One?” (Invited Conference
Plenary Lecture), presented at the 11" International Symposium on Signals, Circuits,
and Systems, lasi, Romania, 11 July 2013.

D. Foty, “The Future of ‘Moore’s Law’ — Does It Have One?” (Invited Conference
Plenary Lecture), presented at the 13" Baltic Electronics Conference, Laulasmaa,
Estonia, 5 October 2012.

D. Foty, B. Smith, S. Sinha, and M. Schréter, “Expanding Wireless Bandwidth in a
Power-Efficient Way: Developing a Viable mm-Wave Radio Technology,” (Invited
Conference Plenary Lecture), presented at the 10" IEEE East-West Design and Test
Symposium, Kharkov, Ukraine, 15 September 2012.

D. Foty, B. Smith, S. Sinha, and M. Schréter, “Addressing the Problem of Wireless
Bandwidth and Power-Efficiency: Prospects for mm-Wave Radio Technology,”
presented at MASFOR2012, Istanbul, Turkey, 22 June 2012.

D. Foty, B. Smith, S. Sinha, and M. Schroter, “Addressing the Emerging Wireless
Bandwidth Crisis and the Need for Power-Efficient Bandwidth: Prospects for mm-
Wave Radio Technology,” (Invited Conference Keynote Lecture), presented at
Africon2011, Livingstone, Zambia, 13 September 2011.

D. Foty, B. Smith, S. Sinha, and M. Schréter, “The Wireless Bandwidth Crisis and the
Need for Power-Efficient Bandwidth,” (Invited Paper), presented at the 10%

International Symposium on Signals, Circuits, and Systems, lasi, Romania, 1 July
2011.

D. Foty, “Thomas Johann Seebeck — Two Centuries Later, An Appreciation,” (Invited
Conference Plenary Lecture — the Thomas Johann Seebeck Memorial Lecture),
presented at the 12" Baltic Electronics Conference, Tallinn, Estonia, 4 October 2010.

D. Foty, B. Smith, S. Sinha, and M. Schroter, “Next-Generation Wireless
Communications Networks - From Chips to Architecture,” (Invited Conference
Plenary Lecture), presented at the International Association of Science and Technology
for Development (IASTED) International Conference on Modeling and Simulation,
Gaborone, Botswana, 7 September 2010.

D. Foty, “Breaking the Entropy Addiction: Understanding Power Consumption and
Overcoming It,” (Invited Conference Plenary Lecture), presented at Africon2009,
Nairobi, Kenya, 25 September 2009.
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18.

19.

20.

21.

22.

23.

24,

25.

26.

27.

28.

D. Foty, S. Sinha, M. Weststrate, C. Coetzee, A. Uys, and E. Sibanda, “mm-Wave
Radio Communications Systems: The Quest Continues” (Invited Conference Plenary
Lecture), presented at the International Radio Electronics Forum, Kharkov, Ukraine,
23 October 2008.

D. Foty, “Prospects for Nanoscale Electron Devices: Some Little-Recognized
Problems” (Invited Conference Plenary Lecture), presented at the 31 Conference on
Semiconductor Physics, Sinaia, Romania, 13 October 2008.

D. Foty, “Nanoscale Electron Devices: The Untold Technology Story” (Invited
Conference Plenary Lecture), presented at the 11" Baltic Electronics Conference,
Laulasmaa, Estonia, 8 October 2008.

D. Foty, “Electron Devices in Nanoelectronic Circuits and Systems: Problems and
Prospects,” Invited Presentation, presented at the IEEE Electron Devices Society /
Solid State Circuits Society Mini-Colloquium “Nanoelectronic Devices: Present and
Perspective,” Sinaia, Romania, 14 October 2007.

D. Foty, “Next-Generation Wireless Networks: A New World, From Bottom to Top,”
Invited Conference Keynote Lecture, presented at Africon2007, Windhoek, Namibia,
26 September 2007.

D. Foty, “The ‘MOS Miracle’ — A Behind-the-Scenes Look,” Conference tutorial
presented at the 8th International Symposium on Signals, Circuits, and Systems, Iasi,
Romania, 11 July 2007.

D. Foty, “Next-Generation Wireless Networks: New Building Blocks and New
Network Topologies,” Invited Conference Keynote Lecture, presented at the
International Conference on Dependable Systems, Services, and Technologies,
Kirovohrad, Ukraine, 27 April 2007.

D. Foty, “Factors in High-Speed Wireless Data Networking — New Ideas and a New

Perspective” (Invited Conference Plenary Lecture), presented at the East-West Design
and Test Workshop, Sochi, Russia, 18 September 2006.

D. Foty, ‘“New Directions in Technology for High-Speed Wireless Data
Communications” (Invited Conference Plenary Lecture), presented at the 13th
International Conference on the Mixed Design of Integrated Circuits and Systems,
Gdynia, Poland, 24 June 2006.

D. Foty and G. Gildenblat, “Fundamental Aspects of CMOS Technology: Basics,
Implications, and a Roadmap to the Future” (Invited Paper), presented at the
International Workshop on System-on-Chip, Banff, Alberta, Canada, 22 July 2005.

D. Foty and G. Gildenblat, “Scaling Theory and ‘Punctuated Equilibrium’ in CMOS
Technology” (Invited Conference Plenary Lecture), presented at the 7th International
Symposium on Signals, Circuits, and Systems, lasi, Romania, 14 July 2005.
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29.

30.

31.

32.

33.

34.

35.

36.

37.

38.

D. Foty, “An Evaluation of Deep-Submicron CMOS Design Optimized for Operation
at 77K” (Special Session Paper), presented at the 12th International Conference on the
Mixed Design of Integrated Circuits and Systems, Krakow, Poland, 23 June 2005.

D. Foty, “An Evaluation of Deep-Submicron CMOS Design Optimized for Operation
at 77K” (Special Session Paper), presented at the International Symposium on
Industrial Electronics, Dubrovnik, Croatia, 20 June 2005.

D. Foty and K. Runge, “What’s Ahead in High-Speed Wireless Data Communications?
The Future Will Be Better Tomorrow — And Different Than What We’ve Been
Expecting” (Invited Conference Plenary Lecture), presented at the 12th International
Conference on Telecommunications, Cape Town, South Africa, 4 May 2005.

D. Foty and G. Gildenblat, “Fundamental Aspects of CMOS Technology: Basics,
Implications, and a Roadmap to the Future” (Invited Conference Plenary Lecture),
presented at the 8" International Conference CADSM, Polyana, Ukraine, 23 February
2005.

D. Foty, “Perspectives on Scaling Theory and CMOS Technology — Past, Present,
and Future” (Invited Paper), presented at the 11th International Conference on
Electronics, Circuits, and Systems, Tel Aviv, Israel, 15 December 2004.

G. Gildenblat, C. McAndrew, H. Wang, W. Wu, D. Foty, L. Lemaitre and P. Bendix,
“Advanced Compact Models: Gateway to Modern CMOS Design” (Invited Paper),
presented at the 11™ International Conference on Electronics, Circuits, and Systems,
Tel Aviv, Israel, 15 December 2004.

P. Bendix, D. Foty, and D. Pachura, “Practical Aspects of MOS Transistor Model
‘Accuracy’ in Modern CMOS Technology” (Invited Paper), presented at the 11th
International Conference on Electronics, Circuits, and Systems, Tel Aviv, Israel, 15
December 2004.

D. Foty and G. Gildenblat, “CMOS Scaling Theory — Why Our ‘Theory of
Everything’ Still Works, and What That Means For The Future” (Invited Paper),
presented at the 12th International Symposium on Electron Devices for Microwave
and Optoelectronic Applications, Berg-en-Dal, Kruger National Park, South Africa, 8
November 2004.

D. Foty, “Perspectives on Scaling Theory and CMOS Technology — Punctuated
Equilibrium and Evolutionary Biology” (Invited Conference Plenary Lecture),
presented at the 9th Baltic Electronics Conference, Tallinn, Estonia, 4 October 2004.

D. Foty, “Re-Interpreting the MOS Transistor for the 21st Century: Generalized
Methods and Their Extension to Nanotechnology,” (Invited Conference Plenary
Lecture), presented at the Nordic VLSI Design Conference (NorChip), Riga, Latvia,
10 November 2003.
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39.

40.

41.

42.

43.

44,

45,

46.

47.

48.

D. Foty, “Pondering the MOS Transistor in the 21st Century” (Conference Tutorial),
presented at the Nordic VLSI Design Conference (NorChip), Riga, Latvia, 9
November 2003.

D. Foty, “Re-Generalizing the MOS Transistor, for Improved Analog Design and
Extension to Nanotechnology: New Rules for a New Century” (Invited Conference
Plenary Lecture), presented at the 4th Electronic Circuits and Systems Conference,
Bratislava, Slovakia, 12 September 2003.

D. Foty, “Re-Thinking and Re-Generalizing the MOS Transistor: Understanding,
CMOS Design, and Extension to Nanotechnology” (Invited Conference Plenary
Lecture), presented at the 16" European Conference on Circuit Theory and Design,
Krakow, Poland, 2 September 2003.

D. Foty, “Modernizing the Framework for Deep Submicron Design — For CMOS and
Beyond” (Invited Conference Plenary Lecture), presented at the 10th International
Conference on the Mixed Design of Integrated Circuits and Systems, Lodz, Poland,
27 June 2003.

D. Foty, M. Bucher, and D. Binkley, “Re-Interpreting the MOS Transistor Via the
Inversion Coefficient and the Continuum of gms/Id,” presented at the 9th
International Conference on Electronics, Circuits, and Systems, Dubrovnik, Croatia,
18 September 2002.

D. Foty, and M. Bucher, “New Techniques for Modern Analog Design: CMOS
Design Methodologies and the EKV MOSFET Model” (Conference Tutorial),
presented at the 9™ International Conference on Electronics, Circuits, and Systems,
Dubrovnik, Croatia, 15 September 2002.

D. Foty, D. Binkley, and M. Bucher, “gm/Id-Based MOSFET Modeling and Modern
Analog Design” (Invited Paper), presented at the 9th International Conference on the
Mixed Design of Integrated Circuits and Systems, Wroctaw, Poland, 20 June 2002.

D. Foty and D. Binkley, “MOS Modeling as a Basis for Design Methodologies: New
Techniques for Modern Analog Design” (Conference Tutorial), presented at the
International Symposium on Circuits and Systems, Scottsdale, Arizona, 26 May
2002.

D. Foty, “MOS Modeling, Design Quality, and Modern Analog Design” (Conference
Tutorial), presented at the Workshop on Compact Modeling, International
Conference on the Modeling and Simulation of Microsystems, San Juan, Puerto Rico,
25 April 2002.

D. Foty, D. Binkley, and M. Bucher, “Starting Over: gm/ld-Based MOSFET
Modeling as a Basis for Modernized Analog Design Methodologies” (Invited Paper),
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49,

50.

o1,

52.

53.

54.

55.

56.

S7.

58.

59.

presented at the Workshop on Compact Modeling, International Conference on the
Modeling and Simulation of Microsystems, San Juan, Puerto Rico, 23 April 2002.

D. Foty, “MOS Modeling, Design Quality, and Modern Analog Design” (Conference
Tutorial), presented at the International Symposium on Quality Electronic Design,
San Jose, California, 18 March 2002.

D. Foty, D. Binkley, and M. Bucher, “Measurements and Modeling of MOSFET
Inversion Level Over a Wide Range as a Basis for Analog Design,” presented at the
15th European Conference on Circuit Theory and Design, Espoo, Finland, 29 August
2001.

D. Foty, “MOSFET Modeling for Circuit Simulation: Requiem or Recovery?,”
presented at the 15th European Conference on Circuit Theory and Design, Espoo,
Finland, 29 August 2001.

D. Foty and D. Binkley, “MOS Modeling as a Basis for Design Methodologies: New
Techniques for Next-Generation Analog Circuit Design” (Conference Tutorial),
presented at the 15" European Conference on Circuit Theory and Design, Espoo,
Finland, 28 August 2001.

D. Foty and D. Binkley, “Re-Connecting MOS Modeling and Circuit Design: New
Methods for Design Quality” (Conference Tutorial), presented at the International
Symposium on Quality Electronic Design, San Jose, California, 26 March 2001.

D. Foty and D. Binkley, “MOS Modeling and Circuit Design: Re-Establishing a Lost
Connection” (Conference Tutorial), presented at the Design Automation Conference,
Los Angeles, California, 7 June 2000.

D. Foty, “A Circuit Designer’s Guide to MOS Modeling” (Conference Tutorial),
presented at the International Symposium on Circuits and Systems, Geneva,
Switzerland, 28 May 2000.

D. Foty, “MOS Models as a Factor in the Quality of Electronic Design” (Conference
Tutorial), presented at the International Symposium on Quality Electronic Design,
San Jose, California, 20 March 2000.

D. Foty, “MOS Modeling — A Crucial Circuit Design Activity,” presented at Silicon
RF-IC: Modeling and Design,” Lausanne, Switzerland, 25 February 2000.

D. Foty, “An Overview of AC Simulation Aspects of MOS Modeling,” presented at
the RF MOS Modeling Workshop, Munich, Germany, 16 February 1999.

D. Foty, “AC Simulation Aspects of MOS Modeling,” presented at Northcon, Seattle,
Washington, 22 October 1998.
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60.

61.

62.

63.

64.

65.

66.

67.

68.

69.

70.

71.

D. Foty, “Effective MOSFET Modeling for SPICE Circuit Simulation” (Conference
Tutorial), presented at Northcon, Seattle, Washington, 22 October 1998.

D. Foty, “What Every Circuit Designer Needs to Know About MOS Modeling for
SPICE Circuit Simulation” (One-Day Short Course), presented at the Electronic
Design Automation and Test Conference, Asia, Hsinchu, Taiwan, 15 October 1998.

D. Foty, “MOS Modeling of Small Geometry Structures for Circuit Simulation”
(Conference Tutorial), presented at the Custom Integrated Circuits Conference, Santa
Clara, California, 11 May 1998.

D. Foty, “MOS Modeling for Deep Submicron CMOS Circuit Simulation”
(Conference Tutorial), presented at the Southeastern Workshop on Mixed-Signal
VLSI, Knoxville, Tennessee, 1 April 1998.

D. Foty, “MOS Modeling Issues in the Emerging Analog and Low Power Era”
(Conference Tutorial), presented at the Electronic Design Automation and Test
Conference, Asia, Hsinchu, Taiwan, 28 August 1997.

D. Foty, “MOS Modeling Issues in the Emerging Analog and Low Power Era”
(Conference Tutorial), presented at the Electronic Design Automation and Test
Conference, Asia, Shanghai, China, 22 August 1997.

D. Foty, “Aspects of MOS Modeling for Analog/Mixed-Signal Design,” presented at
the CMP Analog/Mixed-Signal Design Conference, San Jose, California, 22 July
1997.

D. Foty, “MOS Modeling and SPICE: Are You an Educated Model Consumer?”
(Conference Tutorial), presented at the Custom Integrated Circuits Conference, Santa
Clara, California, 5 May 1997.

D. Foty, “The SPICE FET Models: Pitfalls and Prospects” (Conference Tutorial),
presented at the Design Automation Conference, Las Vegas, Nevada, 5 June 1996.

D. Foty and E. Nowak, “Performance, Reliability, and Supply Voltage Reduction,
with the Addition of Temperature as a Design Variable” (Invited Paper), presented at
the Symposium on Low Voltage-Low Power Integrated Circuits, 1993 European
Solid State Device Research Conference, Grenoble, France, 16 September 1993.

D. Foty and E. Nowak, “Performance/Reliability Trade-Off and Optimized
nMOSFET Design for 77K CMOS Logic,” presented at the Symposium on Low
Temperature Electronics and High Temperature Superconductors, Honolulu, Hawaii,
20 May 1993.

D. Foty, “The Design of Deep Submicron FETs for Low Temperature Operation”
(Invited Paper), presented at the Symposium on Low Temperature Electronics and
High Temperature Superconductors, Honolulu, Hawaii, 20 May 1993.
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72.

73.

74.

75.

76.

D. Foty, H. Hanafi, P. Agnello, and H. Ho, “Mixed Schottky/p-n Junction Behavior
in Diodes Produced by Outdiffusion from Polycrystalline Cobalt Disilicide,”
presented at the 1992 International Electron Devices Meeting, San Francisco,
California, 16 December 1992.

D. Foty, “Low Temperature Electronics and Future Electron Devices (Invited Paper),
presented at the Symposium on Low Temperature Electronic Device Operation,
Washington, DC, 7 May 1991.

D. Foty, “Impurity lonization in MOSFETs at Very Low Temperatures,” presented at
the First International Conference on Low Temperature Electronics, Berkeley,
California, 24 April 1990.

D. Foty and T. Furukawa, “Behavior of an NMOS Trench Isolated Corner Parasitic
Device at Low Temperature,” presented at the Symposium on Low Temperature
Electronics, Materials, and Processing, Hollywood, Florida, 17 October 1989.

D. Foty and S. Titcomb, “Freeze-Out and Field Dependent lonization in MOSFETS at
Very Low Temperatures,” presented at the Symposium on Low Temperature
Electronics and High Temperature Superconductors, Honolulu, Hawaii, 20 October
1987.

Co-Authored Conference Presentations

1.

S. Sinha and D. Foty, “SiGe Technology for mm-Wave Applications,” (Invited
Conference Plenary Lecture), presented at the 13" Baltic Electronics Conference,
Tallinn, Estonia, 3 October 2012.

B.C. Mabuza, S. Sinha and D. Foty, “On-chip Impedance Tuning for mm-Wave
Applications,” presented at the South African Conference on Semiconductor and
Superconductor Technology, Stellenbosch, South Africa 8 April 2009.

S. Terry, J. Rochelle, D. Binkley, B. Blaylock, D. Foty, and M. Bucher, “Comparison
of a BSIM3V3 and EKV MOST Model for a 0.5um Process and Implications for
Analog Circuit Design,” presented at the IEEE Nuclear Science Symposium, Norfolk,
Virginia, 15 November 2002.

M. Bucher, D. Kazazis, F. Krummenacher, D. Binkley, D. Foty, and Y. Papananos,
“Analysis of Transconductances at All Levels of Inversion in Deep Submicron
CMOS,” presented at the 9™ International Conference on Electronics, Circuits, and
Systems, Dubrovnik, Croatia, 18 September 2002.

D. Binkley, M. Bucher, and D. Foty, “Design-Oriented Characterization of CMOS
Over the Continuum of Inversion Level and Channel Length,” presented at the 7th
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International Conference on Electronics, Circuits, and Systems, Kaslik, Lebanon, 18
December 2000.

G. Gildenblat, M. Bradford, and D. Foty, “A New MOS C-V Simulator for Low
Temperature Applications,” presented at the Symposium on Low Temperature
Electronics and High Temperature Superconductors, Honolulu, Hawaii, 20 May
1993.

Conference Panel Participation

1.

10.

11.

Member of Panel Discussion, 2nd Regional African Conference of the International
Telecommunications Society, Lusaka, Zambia, 15 March 2018.

Member of Panel Discussion, 12th International Conference on Synthesis, Modeling,
Analysis, and Simulation Methods and Applications to Circuit Design, Istanbul,
Turkey, 7 September 2015.

Member of Panel Discussion, Future Wireless Telecommunications, “Telecosm,”
Lake George, New York, 16 October 2007.

Moderator of Panel Discussion, International Workshop on System-on-Chip, Banff,
Alberta, Canada, 22 July 2005.

Member of Panel Discussion, Custom Integrated Circuits Conference, San Jose,
California, 23 September 2003.

Co-moderator of Panel Discussion, Fabless Semiconductor Association Modeling
Workshop, Santa Clara, California, 9 September 2002.

Member of Panel Discussion, Workshop on Compact Modeling, International
Conference on the Modeling and Simulation of Microsystems, San Juan, Puerto Rico,
23 April 2002.

Member of Panel Discussion, “Vermont’s High-Tech Future — Does it Have One?,”
Room 11, the Statehouse, Montpelier, Vermont, 26 April 2001.

Member of Panel Discussion, Fabless Semiconductor Association Quarterly Meeting,
San Jose, California, 5 September 1999.

Member of Panel Discussion, Fabless Semiconductor Association Modeling
Workshop, San Jose California, 24 May 1999.

Member of Panel Discussion, Symposium on Low Voltage-Low Power Integrated
Circuits at the 1993 European Solid State Device Research Conference, Grenaoble,
France, 16 September 1993.
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12.

Member of Panel Discussion, Symposium on Low Temperature Electronics and High
Temperature Superconductors, Honolulu, Hawaii, 19 May 1993.

Invited Seminars/Lectures

1.

10.

11.

12.

"Digital Semiconductor Electronics: Why It Happened, And Where It’s Going," short
course hosted by the University of Pretoria, Pretoria, South Africa, 15 August 2011.

“The Untold Story of ‘Moore’s Law’: Why It Happened,” short course hosted at the

summer school of the Universitatea Politehnica Bucuresti, held in Iasi, Romania, 4 —
5 July 2011.

"Some Background Thoughts On mm-Wave Radio Technology," seminar presented
at the University of Pretoria, Pretoria, South Africa, 17 August 2010.

"Digital Semiconductor-Based Electronics: Why It Became A Juggernaut,” short
course hosted by the University of Pretoria, Pretoria, South Africa, 16 August 2010.

“Some Thoughts On mm-Wave Radio Technology,” short course hosted at the
summer school of the Universitatea Politehnica Bucuresti, held in Oradea, Romania,
13 July 2010.

“Silicon-Based Semiconductor Electronics — How It Came To Dominate,” short

course hosted at the summer school of the Universitatea Politehnica Bucuresti, held
in Oradea, Romania, 12 July 2010.

“The Powerful Entropy Challenge: Dealing With Power Consumption,” presented at
the IEEE South Africa Section Meeting, Pretoria, South Africa, 18 August 2009.

"Digital CMOS Electronics: The Background Story," short course hosted by the
University of Pretoria, Pretoria, South Africa, 17 August 20009.

“An Overview of mm-Wave Radio Technology,” short course hosted at the summer
school of the Universitatea Politehnica Bucuresti, held in Iasi, Romania, 13 July
2009.

“Modern Electronics: How We Got Here,” short course hosted at the summer school
of the Universitatea Politehnica Bucuresti, held in Iasi, Romania, 13 July 2009.

“Prospects for mm-Wave Radio Technology: An Overview,” short course hosted at
the summer school of the Universitatea Politehnica Bucuresti, held in Oradea,
Romania, 22 July 2008.

“Into the NanoSmall: The Unexpected Challenges,” short course hosted at the
summer school of the Universitatea Politehnica Bucuresti, held in Oradea, Romania,
22 July 2008.
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13.

14.

15.

16.

17.

18.

19.

20.

21.

22.

23.

“A Concise History of Modern Electron Devices,” short course hosted at the summer
school of the Universitatea Politehnica Bucuresti, held in Oradea, Romania, 22 July
2008.

"Issues In mm-Wave Radio Systems: Prospects and Challenges," short course hosted
by the University of Pretoria, Pretoria, South Africa, 8 May 2008.

"Prospects for mm-Wave Radio Technology: An Executive Summary for Decision-
Makers," presented at the IEEE Region 8 meeting, University of Pretoria, Pretoria,
South Africa, 8 May 2008.

“The MOS Transistor, On a Tourist Visa,” short course hosted at the summer school
of the Universitatea Politehnica Bucuresti, held in Iasi, Romania, 16 July 2007.

“Semiconductor Electronics: Some Fundamental Background,” short course hosted
at the summer school of the Universitatea Politehnica Bucuresti, held in Iasi,
Romania, 16 July 2007.

“The MOS Transistor and CMOS Technology: Past, Present, and Future,” short
course hosted by Tallinn University of Technology, Tallinn, Estonia, 13 — 14
November 2006.

“New Directions in Technology for High-Speed Wireless Data Communications,”

seminar presented at the Universitatea Politehnica Bucuresti, Bucharest, Romania, 28
July 2006.

“The MOS Transistor and CMOS Technology: History as a Guide to the Future,”
short course hosted at the summer school of the Universitatea Politehnica Bucuresti,
held in Brasov, Romania, 25 July 2006.

“The Underpinnings of the MOS Transistor and CMOS Technology in the 21st
Century - Scaling Theory and New Methods in Analog/RF Design,” short course
hosted by I'Ecole Polytechnique de Montréal, Montréal, Québec, Canada; sponsored
by ReSMiQ and the local IEEE Solid State Circuits Society chapter, 27 October
2005.

“The Underpinnings of the MOS Transistor and CMOS Technology in the 21st
Century — Scaling Theory and New Methods in Analog/RF Design,” short course
hosted by the Department of Electrical, Electronic, and Computer Engineering,
University of Pretoria, Pretoria, South Africa, and sponsored by the IEEE South
Africa Section, 9 — 10 May 2005.

“What’s Ahead in High-Speed Wireless Data Communications? The Future Will Be
Better Tomorrow — And Different Than What We’ve Been Expecting,” seminar
presented at the Department of Electrical Engineering, University of Cape Town,
Cape Town, South Africa, 7 May 2005.
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24,

25.

26.

27.

28.

29.

30.

31.

32.

33.

34.

“Low Temperature CMOS: A Bad Idea Whose Time Has (Finally) Come?”, seminar
presented at the Department of Computer-Aided Design, L’viv Polytechnic National
University, L’viv, Ukraine, 28 February 2005.

“The Underpinnings of the MOS Transistor and CMOS Technology in the 21st
Century — Scaling Theory and New Methods in Analog/RF Design,” Full-day

“Eurotraining” course, held at the Danish Technical University, Lyngby, Denmark,
27 October 2004.

“The Underpinnings of the MOS Transistor and CMOS Technology in the 21st
Century — Scaling Theory and New Methods in Analog/RF Design,” Full-day
“Eurotraining” course, held at the Politechnico di Torino, Turin, Italy, 25 October
2004.

“CMOS Scaling and Low Temperature CMOS: A Bad Idea Whose Time Has
Come?”, seminar presented at the Department of Electrical and Computer
Engineering, Oakland University, Auburn Hills, Michigan, 25 March 2004.

“Modernizing the Interpretation of the MOS Transistor for the 21st Century:
Generalized Methods and Their Extension to Nanotechnology,” presented at the
IEEE Southeast Michigan Spring Section Meeting, Auburn Hills, Michigan, 24
March 2004.

“Re-Interpreting the MOS Transistor for the 21st Century: Generalized Methods and
Their Extension to Nanotechnology,” seminar presented at Tallinn Technical
University, Tallinn, Estonia, 13 November 2003.

“Re-Interpreting the MOS Transistor for the 21st Century: Generalized Methods and
Their Extension to Nanotechnology,” seminar presented at Helsinki University of
Technology, Espoo, Finland, 7 November 2003.

“A Practical Examination of MOS Transistor Model ‘Accuracy’ in Modern CMOS
Technology,” presented at the MOS Arbeitskreis Meeting, Crolles, France, 5 May
2003.

“Building a New Framework for Deep Submicron Analog/RF CMOS Design — and
Beyond,” invited seminar presented at the Department of Electrical Engineering,
Columbia University, New York, New York, 25 April 2003.

“A New Framework for Deep Submicron Analog/RF CMOS Design — and Beyond,”
seminar presented at the Department of Electrical and Computer Engineering,
Georgia Institute of Technology, Atlanta, Georgia, 20 March 2003.

“Starting Over: Modernizing the Framework for Deep Submicron Analog CMOS
Design,” seminar presented at the Nokia Research Center, Helsinki, Finland, 29
November 2002.

Petitioner Intel Corp., Ex. 1011

[PR2023-00783



Case 6:22-cv-00335-ADA Document 44-1 Filed 12/16/22 Page 44 of 50

Daniel Foty, Ph.D.
Curriculum Vitae Page 32.

35.

36.

37.

38.

39.

40.

41.

42.

43.

44,

45.

46.

47.

“Modernizing the Framework for Deep Submicron Analog CMOS Design,”
Distinguished Guest Lecturer, IEEE Baltic Region Meeting (sponsored by Tallinn
Technical University), Sagadi, Estonia, 19 — 20 August 2002.

“Modernizing the Framework for Deep Submicron Analog CMOS Design,” seminar
presented at Helsinki University of Technology, Espoo, Finland, 16 August 2002.

“gm/Id-Based MOSFET Modeling and Modern Analog Design,” presented at the
MOS Arbeitskreis Meeting, Unterpremstatten, Austria, 19 November 2001.

“MOS Modeling and Analog Circuit Design,” lecture as part of “Practical Aspects of
Analog Design,” professional short course sponsored by Mead Microelectronics, San
Francisco, California, 13 November 2001.

“MOS Modeling and Analog Circuit Design,” lecture as part of “Transistor-Level
Analog IC Design,” professional short course sponsored by Mead Microelectronics,
Lausanne, Switzerland, 10 October 2001.

“Please Stop Imitating Us!” — An Engineer Looks at the (Unstable) State of the
Humanities,” presented at a meeting of the National Association of Scholars,
Burlington,Vermont, 14 July 2001.

“Introduction to the Fabless Semiconductor Association (FSA) and the Modeling
Committee Activities,” presented at the MOS Arbeitskreis Meeting, Munich,
Germany, 5 March 2001.

“The EKV MOSFET Model: A MOS Model of, by, and for Analog Designers,”
presented at Broadcom Corp., Irvine, California, 30 November 2000.

“Modeling and Simulation for Mixed-Signal IC Design,” lecture as part of
“Transistor-Level Analog IC Design,” professional short course sponsored by Mead
Microelectronics, Lausanne, Switzerland, 27 September 2000.

“MOS Models as a Factor in the Quality of Electronic Design,” presented at the
Rockwell Scientific Center, Thousand Oaks, California, 17 March 2000.

“MOS Models as a Factor in the Quality of Electronic Design,” presented at Micron
Technology, Inc., Boise Idaho, 4 March 2000.

“Modeling and Simulation for Mixed-Signal IC Design,” lecture as part of “Practical
Aspects of Analog and Mixed-Signal ICs,” professional short course sponsored by
Mead Microelectronics, Monterey, California, 3 February 2000.

“Modeling and Simulation for Mixed-Signal IC Design,” lecture as part of
“Transistor-Level Analog IC Design,” professional short course sponsored by Mead
Microelectronics, Lausanne, Switzerland, 30 September 1999.
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48.

49,

50.

51.

52.

53.

54,

55.

56.

S7.

58.

59.

“AC Simulation Aspects of MOS Modeling,” presented at the Fabless Semiconductor
Association Modeling Workshop, San Jose, California, 25 May 1999.

D. Foty, M. Bucher, and C. Enz, “The EKV MOSFET Model — A MOS Model for
the Analog Designer,” presented at the Fabless Semiconductor Association Modeling
Workshop, San Jose, California, 25 May 1999.

Several lectures on MOS device physics, modeling, and analog design, presented at
Mentor Graphics, Heliopolis, Cairo, Egypt, 5 — 8 May 1999.

“A Brief History of MOS Modeling (or, How We Got In This Mess In the First
Place),” presented at Philips Research Laboratories, Eindhoven, The Netherlands, 24
March 1999.

“An Overview of MOS Modeling for SPICE Circuit Simulation,” presented at Mitel
Corporation, Bromont, Québec, Canada, 2 February 1999.

“Modeling and Simulation for Mixed-Signal IC Design,” lecture as part of “Practical
Aspects of Analog and Mixed-Signal ICs,” professional short course sponsored by
Mead Microelectronics, Monterey, California, 12 December 1998.

“MOS Modeling Challenges for Deep Submicron CMOS,” lecture presented as part
of “Deep Submicron CMOS Design,” professional short course sponsored by Mead
Microelectronics, Lausanne, Switzerland, 12 October 1998.

“Modeling the Temperature-Dependent Characteristics of MOSFETS for Circuit
Simulation,” presented at the Electronic Parts Selection and Management Workshop,
Center for the Analysis of Life-Cycle Engineering, University of Maryland, College
Park, Maryland, 17 June 1998.

“A Primer on Trench Isolation Technology (or, Why Do Process Engineers Hate
Circuit Designers?),” presented at the Fabless Semiconductor Association Modeling
Subcommittee Meeting, Opti, Inc., Milpitas, California, 12 May 1998.

C. Enz, M. Bucher, and D. Foty, “The EKV MOSFET Model for Analog and Mixed-
Mode Circuit Design,” satellite broadcast class, National Technological University
(hosted by North Carolina State University, Raleigh, North Carolina), 30 April 1998.

“MOS Modeling Challenges for Deep Submicron CMOS Circuit Simulation,”
presented at Digital Equipment Corporation, Hudson, Massachusetts, 13 April 1998.

“Challenges for 0.25pm CMOS Circuit Design: Scaling, MOS Modeling, and
Complexity,” presented at CERN, Geneva, Switzerland, 6 February 1998.
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60.

61.

62.

63.

64.

65.

66.

67.

68.

69.

70.

71.

72.

“MOS Modeling Challenges for Deep Submicron CMOS,” lecture presented as part
of “Deep Submicron CMOS Design,” professional short course sponsored by Mead
Microelectronics, Monterey, California, 11 December 1997.

C. Enz, M. Bucher, and D. Foty, “The EKV MOSFET Model for Analog and Mixed-
Mode Circuit Design,” one-day short course sponsored by the Fabless Semiconductor
Association, San Jose, California, 8 November 1997.

“MOS Modeling Issues in the Emerging Analog and Low Power Era,” presented
Taiwan Semiconductor Manufacturing Company, Hsinchu, Taiwan, 27 August 1997.

“Current Problems in MOSFET Modeling for Analog Circuit Simulation,” presented
at Level One Communications, Inc., Sacramento, California, 9 August 1997.

Guest lecturer, Centre National pour les Récherches Scientifique (CNRS) Summer
Lecture Series, La Londe des Maures, France, 23 — 28 June 1997.

“MOSFET Modeling and Analog Circuit Design,” presented at the Centre National
pour les Récherches Scientifiqgue (CNRS) Summer Lecture Series, La Londe des
Maures, France, 27 June 1997.

“Benchmarking and Pre-Screening SPICE FET Models for Circuit Simulation
Usage,” presented at the Fabless Semiconductor Association Modeling Subcommittee
Meeting, Adaptec, Inc., Milpitas, California, 6 May 1997.

“Benchmarking and Pre-Screening SPICE FET Models for Circuit Simulation
Usage,” presented at Cirrus Logic, Inc., Fremont, California, 6 May 1997.

“MOSFET Modeling and SPICE: Are You an Educated Model Consumer?,”
presented at Cirrus Logic, Inc., Fremont, California, 6 May 1997.

“MOS Modeling and SPICE: Are You an Educated Model Consumer?,” satellite
broadcast class, National Technological University (hosted by North Carolina State
University, Raleigh, North Carolina), 21 April 1997.

“An Overview of the SPICE FET Modeling Infrastructure” lecture presented as part
of “Modeling and Simulation of MOS Analog ICs,” professional short course
sponsored by Mead Microelectronics, Lausanne, Switzerland, 18 February 1997.

“An Overview of the SPICE FET Modeling Infrastructure” lecture presented as part
of “Modeling and Simulation of MOS Analog ICs,” professional short course
sponsored by Mead Microelectronics, Monterey, California, 12 December 1996.

“Analytical MOSFET Modeling and SPICE - Past, Present, and Future”, seminar
presented at the Department of Electrical Engineering, Ohio State University,
Columbus, Ohio, 9 May 1995.
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73. “Constraints on CMOS Technology for Low Voltage/Low Power Applications”,
seminar presented at the Department of Electrical Engineering, Ohio State University,
Columbus, Ohio, 8 May 1995.

74. “Submicron FET Design: Physical Considerations and Technological Choices”,
seminar presented at the Electrical Engineering Department, University of Hawaii,
Honolulu, Hawaii, 24 May 1993.

75. “Aspects of the Design of Deep Submicron FETs for CMOS Operation at 300K and
77K”, seminar presented at the Department of Electrical Engineering, Pennsylvania
State University, University Park, Pennsylvania, 10 November 1992.

PROFESSIONAL AFFILIATIONS & AWARDS

Honorary Member of the Applied Radio Electronics Science Academy of Ukraine

Senior Member, The Institute of Electrical and Electronic Engineers (IEEE); and of the

Electron Devices, Lasers and Electro-Optics, Circuits and Systems, and Communications

Societies of the IEEE.

Reviewer/evaluator of funding proposals, Natural Science and Engineering Research
Council of Canada, 1991 - present.

Reviewer/evaluator of funding proposals, California MICRO program, 2001 - present.
Reviewer/evaluator of funding proposals, National Research Foundation of South Africa,
2007- present.

Industrial and Academic Mentoring

Member of the Advisory Board, Department of Electrical, Electronic & Computer
Engineering, University of Pretoria, South Africa, 2012 — present.

Advisor to the Tshwane University of Technology, Pretoria, South Africa, 2007 - present.
Advisor to the University of Pretoria, Pretoria, South Africa, 2005 — present.

Advisor to the Tallinn University of Technology, Tallinn, Estonia, 2004 — present.
Industrial Mentor for “Development and Applications of a New MOS C-V Simulator for
the 2 - 300K Temperature Range” (Professor Gennady Gildenblat, Principal Investigator,
Department of Electrical Engineering, Pennsylvania State University, University Park,
Pennsylvania), funded by the IBM Shared University Research Contract program,

calendar year 1992,
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Committees/Conferences

1.

10.

11.

12.

13.

14.

15.

Member of the Organizing Committee, and Chair of the Track on Electromagnetics
and Antennas, Africon 2011, Victoria Falls, Zambia, September 2011.

Member of the Organizing Committee, and Chair of the Track on Electron Devices
and Circuits, Africon 2009, Nairobi, Kenya, September 20009.

Session Chair, 31% International Conference on Semiconductor Physics, Sinaia,
Romania, 14 October 2008.

Session Chair, Africon 2007, Windhoek, Namibia, 27 September 2007.

Session Chair, 13th International Conference on the Mixed Design of Integrated
Circuits and Systems, Gdynia, Poland, 24 June 2006.

Session Chair, International Workshop on System-on-Chip, Banff, Alberta, Canada,
22 July 2005.

Session Chair, 7th International Symposium on Signals, Circuits, and Systems, 4lasi,
Romania, 15 July 2005.

Member of the Scientific Committee, European Conference on Circuit Theory and
Design (ECCTD), 2005.

Special Session Organizer, 12th International Conference on the Mixed Design of
Integrated Circuits and Systems, Krakow, Poland, 22 - 25 June 2005.

Special Session Organizer, International Symposium on Industrial Electronics,
Dubrovnik, Croatia, 20 — 23 June 2005.

Session Chair, 12th International Conference on Telecommunications, Cape Town,
South Africa, 4 — 6 May 2005.

Session Chair, 11th International Conference on Electronics, Circuits, and Systems,
Tel Aviv, Israel, 13 - 15 December 2004.

Session Chair, the 12th International Symposium on Electron Devices for Microwave
and Optoelectronic Applications, Berg-en-Dal, Kruger National Park, South Africa, 8
- 9 November 2004.

Member of the International Program Committee, International Conference on Mixed
Design of Integrated Circuits and Systems, 2004 — present.

Member of the Technical Program Committee, International Symposium on Signals,
Circuits, and Systems, 2004 — present.
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16.

17.

18.

19.

20.

21.

22.

23.

24,

25.

26.

217.

28.

29.

30.

31.

32.

Special Session Organizer, 11th International Conference on Electronics, Circuits,
and Systems, Tel Aviv, Israel, 13 — 15 December 2004.

Session Chair, 4th Electronic Circuits and Systems Conference, Bratislava, Slovakia,
11 — 12 September 2003.

Member of the Scientific Committee, European Conference on Circuit Theory and
Design (ECCTD), 20083.

Session Chair, 9th International Conference on Electronics, Circuits, and Systems,
Dubrovnik, Croatia, 16 - 18 September 2002.

Member, Analog Signal Processing Technical Committee, IEEE Circuits and
Systems Society, 2002 — present.

Member, Program Committee, Analog Circuits and Signal Processing, International
Symposium on Circuits and Systems (ISCAS), 2002 — present.

Session Chair, International Symposium on Quality Electronic Design, San Jose,
California (ISQED), 18 — 20 March 2002.

Chairman, Modeling Subcommittee, Fabless Semiconductor Association, 2001 —
2003.

Chairman, Fabless Semiconductor Association Modeling Workshop, 2001 — present.

Member of Technical Program Committee, European Conference on Circuit Theory
and Design (ECCTD), 2001.

Member, IEEE Advisory Committee, 2001 — present.

Member of the Organizing Committee, International Symposium on Quality
Electronic Design (ISQED), 2000 — 2002.

Member of the Modeling Committee, International Symposium on Quality Electronic
Design (ISQED), 2000 — 2002.

Chairman of the Modeling Committee, International Symposium on Quality
Electronic Design (ISQED), 2001.

Session Chair, International Symposium on Quality Electronic Design, San Jose,
California (ISQED), 26 — 28 March 2001.

Lead Organizer, Fabless Semiconductor Association Workshop, 2000 — present.

Member of the MOS Arbeitskreis, 2000 — present.
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33. Co-Chairman, Modeling Subcommittee, Fabless Semiconductor Association, 1999 —
2000.

34. Member of the Executive Committee, Modeling Subcommittee, Fabless
Semiconductor Association, 1998 — present.

35. Member, Modeling Subcommittee, Fabless Semiconductor Association, 1996 —
present.

36. Organizer, Symposium on Low Temperature Electronics and High Temperature
Superconductors, Honolulu, Hawaii, 16 - 21 May 1993.

37. Organizer, Symposium on the Physics and Fabrication of Semiconductor
Nanostructures, Washington DC, 5 - 10 May 1991.

38. Lead Organizer, Symposium on Low Temperature Electronic Device Operation,
Washington DC, 5 - 10 May 1991.

39. Co-Chaired the Symposium on Low Temperature Electronics, Materials, and
Processing, Hollywood, Florida, 17 October 1989.
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IN THE UNITED STATES DISTRICT COURT
FOR THE WESTERN DISTRICT OF TEXAS
WACO DIVISION

BiTMICRO LLC,
Plaintiff, Civil Action No.: 6:22-cv-00331-ADA

V.

KIOXIA AMERICA, INC.
and KIOXIA CORPORATION,

Defendants.

BiTMICRO LLC,
Plaintiff, Civil Action No.: 6:22-cv-00335-ADA
V.

INTEL CORPORATION,

Defendant.

DECLARATION OF RICHARD LIN IN SUPPORT OF
PLAINTIFF BITMICRO LLC’S RESPONSIVE CLAIM CONSTRUCTION BRIEF

I, Richard Lin, declare as follows:

1. I am a partner at Bunsow De Mory LLP and represent Plaintiff BITMICRO LLC
(“BiTMICRO”) in the above-captioned action. I am a member of the bar of the State of
California and admitted to practice before this Court pro hac vice. I have personal knowledge of

the matters stated in this declaration and would testify truthfully to them if called upon to do so.
2. Attached hereto as Exhibit 1 is a true and correct copy of U.S. Patent No.

6,496,939.
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3. Attached hereto as Exhibit 2 is a true and correct copy of U.S. Patent No.
9,977,478.
4. Attached hereto as Exhibit 3 is a true and correct copy of the Claim Construction

Order in ViaTech Techs., Inc. v. Adobe Inc., Case No. 20-358-RGA (D. Del.), Dkt. 86, dated

November 1, 2021.

5. Attached hereto as Exhibit 4 is a true and correct copy of U.S. Patent No.
7,826,243.
6. Attached hereto as Exhibit 5 is a true and correct copy of the Certificate of

Correction for U.S. Patent No. 7,826,243 issued by the United States Patent and Trademark

Office.

7. Attached hereto as Exhibit 6 is a true and correct copy of U.S. Patent No.
8,010,740.

8. Attached hereto as Exhibit 7 is a true and correct copy of excerpts from The

Authoritative Dictionary of IEEE Standards Terms (7th ed. 2000).

0. Attached hereto as Exhibit 8 is a true and correct copy of an Office Action in the
file history for U.S. Patent No. 8,010,740, dated October 25, 2010.

10. Attached hereto as Exhibit 9 is a true and correct copy of a Reply and
Amendment to First Office Action in the file history for U.S. Patent No. 8,010,740, dated
February 25, 2011.

11. Attached hereto as Exhibit 10 is a true and correct copy of the Notice of
Allowability in the file history for U.S. Patent No. 8,010,740.

12. Attached hereto as Exhibit 11 is a true and correct copy of U.S. Patent No.

9,135,190.
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13.  Attached hereto as Exhibit 12 is a true and correct copy of U.S. Patent No.
9,858,084.

14.  Attached hereto as Exhibit 13 is a true and correct copy of U.S. Patent No.
10,120,694.

15.  Attached hereto as Exhibit 14 is a true and correct copy of excerpts from
Merriam-Webster’s Collegiate Dictionary (10th ed. 1999).

16.  Attached hereto as Exhibit 15 is a true and correct copy of excerpts from the
Microsoft Computer Dictionary (5th ed. 2002).

17.  Attached hereto as Exhibit 16 is a true and correct copy of the rough transcript
for the deposition of Donald Alpert, taken on November 28, 2022. Due to the timing of the
deposition, a final transcript of the deposition is not yet available as of the date of this
declaration. This document has been designated Confidential — Outside Attorney’s Eyes Only.

18.  Attached hereto as Exhibit 17 is a true and correct copy of a document entitled
“Embedded Peripherals IP User Guide,” Version 2022.03.28, available for download from the
Intel Corporation (“Intel””) website at the URL:

https://www.intel.com/content/www/us/en/docs/programmable/683130/22-1/introduction.html.

19. Attached hereto as Exhibit 18 is a true and correct copy of a document produced
by Intel in this action entitled “Taylorsville Client SSD with Tisdall ASIC, Architecture
Specification,” with Bates numbering 96800D0C00021624 through 96800D0C00021734. This
document has been designated Confidential — Outside Attorney’s Eyes Only.

20. Attached hereto as Exhibit 19 is a true and correct copy of a document produced

by Intel in this action entitled “Fultondale SSD Drive with Sage Peak ASIC, Architecture
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Specification,” with Bates numbering 96800D0C00022044 through 96800D0C00022348. This
document has been designated Confidential — Outside Attorney’s Eyes Only.
21.  Attached hereto as Exhibit 20 is a true and correct printout of a web page from
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METHOD AND SYSTEM FOR
CONTROLLING DATA IN A COMPUTER
SYSTEM IN THE EVENT OF A POWER
FAILURE

FIELD OF INVENTION

The present invention relates generally to computer sys-
tems and more particularly to a system and method for
controlling data in such a system when the system loses
external power.

BACKGROUND OF THE INVENTION

Most modern computer systems utilize various types of
memory for handling data. A typical computer system con-
sists of a central processing unit (CPU), cache memory, main
memory, and long-term data storage such as a hard disk
drive (HDD). Cache memory is significantly faster than
main memory but has much less data capacity and more
costly. Similarly main memory is significantly faster than a
HDD, but also stores significantly less data and is more
costly. Cache memory is very high speed memory designed
to hold upcoming to-be-accessed and/or recently-accessed
data. Data retrieved from the relatively slow HDD may be
still be resident in the cache or in the main memory, thus the
CPU can re-access that data from the cache many times
faster than from main memory and hundreds of times faster
than from the HDD. However, cache memory and main
memory are characterized as volatile memory. Volatile
memory (VM) is memory that contains data that is subject
to erasure when the external power supply is shut down. A
HDD is characterized as a non-volatile storage.

Consequently, the first problem that is encountered in this
environment is that when there is an sudden loss of external
power there is insufficient time to safely write all the newly
written and modified data from the VM to the HDD before
the computer system shuts down. This poses a significant
risk on the customer’s data contained in the VM. Perhaps a
very small amount of data could be safely saved to the HDD
during the limited time available from detection to shut-
down. However this would place a severe restriction on the
amount of newly written and modified data that could be
held in the VM which would basically eliminate the perfor-
mance gains achieved by using the VM.

Abattery could be coupled to the internal power system,
however the use of batteries pose significant problems.
Batteries have a limited number of charge-drain cycles, have
a large internal resistance, and are physically very large and
heavy. Additionally a HDD consumes significant amounts of
power. The size and capacity of the batteries needed to
supply power to the CPU, VM and HDD make them
impractical. Alternatively a battery-backed uninterruptible
power supply (UPS) could be connected in series with the
external power source to provide power to the entire com-
puter system in the event of a loss of external power.
However, an UPS is physically large, heavy and relatively
expensive.

Another significant problem associated with conventional
computer technology is the ability to erase data from a HDD.
Erasing all data from a disk, rapidly, and without the
possibility of retrieval, is a mandatory requirement as an
action of last resort for many applications. For example, if
the data being stored is particularly valuable or otherwise
sensitive and imminent access by hostile parties cannot be
avoided, then the data must be destroyed instantaneously
and irretrievably.
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Normally when data is erased from a HDD, only the
information to track the location of the files on the physical
disk media is removed. This means that it is possible to
retrieve the data by reconstructing the File Allocation Table
(FAT). Some HDD erase utilities overwrite the actual data so
that it cannot be easily recovered. However, due to the
remnants of magnetic particle polarization, it is possible to
recover data from a HDD even though the data has been
deliberately overwritten. In order to prevent such data
recovery, each storage element needs to be overwritten with
specific data patterns repeatedly five or six times. To do this
for every bit on a high capacity HDD take a very long time.

Accordingly, what is needed is a method for providing
power to the computer system in the event of a sudden loss
of power such that all newly written and modified data in the
VM will be correctly stored in the non-volatile storage.
What is further needed is method for rapidly erasing all data
from a large non-volatile storage without the possibility of
Do retrieval even in the event of a sudden loss of power. The
method should be affordable and consume minimal space
and weight. The present invention addresses such a need.

SUMMARY OF THE INVENTION

The present invention discloses a method and system for
controlling data in a computer system when the computer
system loses power, the computer system comprising a
computing engine. The method and system comprises acti-
vating a plurality of super capacitors to supply power to the
computing engine based upon power being removed from
the computer system and reconfiguring the data in the
computing engine.

Through the use of a system and method in accordance
with the present invention, a user is able to correctly store
large amounts of newly written and modified data from the
volatile memory to the non-volatile memory in the event of
a sudden external system power loss. Furthermore, the user
of a system and method in accordance with the present
invention will be able to rapidly and irretrievably erase data
from the non-volatile memory automatically, in the event of
a sudden loss of external power or manually. This capability
consumes minimal space and weight and is implemented in
an affordable manner.

BRIEF DESCRIPTION OF THE DRAWINGS

FIG. 1 shows a system in accordance with the present
invention.

FIG. 2 is a high-level flowchart of the first aspect of the
method in accordance with the present invention.

FIG. 3 is a flowchart of the operation of the first aspect of
the method in accordance with the present invention.

FIG. 4 s a high-level flowchart of the second aspect of the
method in accordance with the present invention.

FIG. 5 is a flowchart of the operation of the first aspect of
the method in accordance with the present invention.

DETAILED DESCRIPTION OF THE
INVENTION

The present invention provides a method and system for
controlling data in a computer system. The following
description is presented to enable one of ordinary skill in the
art to make and use the invention and is provided in the
context of a patent application and it requirements. Various
modifications to the preferred embodiment will be readily
apparent to those skilled in the art and the generic principles
herein may be applied to other embodiments shown but it is
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to be accorded the widest scope consistent with the prin-
ciples and features described herein.

The method and system in accordance with the present
invention contemplates the use of super-capacitors as a short
term power source. With the advent of low cost super-
capacitors available in values to over 10 Farads, large
amounts of energy can be affordably stored internally in a
very small space to use as a short term power source to
extend operations well beyond a detected loss of external
system power. The extended length of time can range from
a few hundred milliseconds to tens of seconds depending on
the value, quantity and configuration of the super-capacitors.

To further understand the method and system in accor-
dance with the present invention please refer to the formula
I=C dv/dt (Current in amperes is equal to the No Capaci-
tance in Farads times the change in voltage in Volts divided
by the change in time in seconds), or dt=C dv/I . In order to
increase the time, one can reduce the current, increase the
amount of capacitance, or increase the change in voltage
across the super-capacitor. The amount of capacitance is
limited by the physical space of the enclosure and the current
draw is fixed based on the operations that are taking place
when the system in accordance with the present invention is
activated. However, by increasing the voltage change of the
capacitors, the amount of time available for the computer
system to complete those operations is increased accord-
ingly.

To more specifically understand the method and system of
the present invention refer now to the following detailed
description of a preferred embodiment of a system 20 in
accordance with the present invention along with the accom-
panying FIG. 1. The computing engine CE 28 containing the
processor, volatile and non-volatile memory, is supplied
power from the external power source EPS 22 through the
power isolator PI 26. The PI 26 isolates the CE 28 from the
EPS 22. Power sensors 24 are implemented to notify the CE
26 of any sudden loss of power from the EPS 22.

An up-converter 32 is coupled to a plurality of super-
capacitors SC 34 in order to convert the voltage supplied by
the EPS 22 and charge the super-capacitors 34. Two charge
level sensors 30 inform the CE 28 when the SC 34 are
partially and fully charged. Once the SC 34 are fully
charged, the demand for current is minimal and the charging
circuit goes into trickle charge mode to keep the SC 34 at
their peak charge value. A down converter DC 42 is also
coupled to the SC 34 to convert the voltage from the SC 34
to supply power to the CE 28.

Preferably, the SC 34 chosen have an operating tempera-
ture range from -40° C. to +85° C. since many computer
systems have an operating temperature range from -40° C.
to +85° C. If the SC 34 chosen have a higher minimum
operating temperature, temperature sensors and controls 38
are utilized to activate thermal heaters 36 once the tempera-
ture falls below 0° C. to keep the SC 34 from becoming too
cold. The heaters 36 are powered by the SC 34, but once the
SC 34 fall below full charge, the temperature control circuit
38 is overridden and the heaters 36 are turned off to preserve
the power stored in the super-capacitors 34. Additionally, a
signal from the temperature sensors and controls 38 is sent
to CE 28 warning that the SC 34 are below their minimum
operating temperature.

If the SC 34 and the associated circuitry 30, 32, 36, 38, 42
are configured as a removable option to the system 20 a
safety circuit 40 is necessary to automatically and fully
discharge the super-capacitors 34 into a load resistor when
they are removed. This will prevent injury to the technician
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and also prevent damage to SC 34 and the associated
circuitry 30, 32, 36, 38, 42.

Although this invention is described in the context of
utilizing three voltage converters, one of ordinary skill in the
art will readily recognize that a variety of voltages could be
used in this system. Accordingly, the number of converters
utilized could vary without departing from the spirit and
scope of the present invention.

The method and system in accordance with the present
invention is now disclosed in the context of a preferred
embodiment. A first aspect of the preferred embodiment
ensures that all data in the volatile memory are stored into
the non-volatile memory without being lost or corrupted for
all instances of power loss. A second aspect of the preferred
embodiment of the method and system in accordance with
the present invention allows a user to securely erase all the
data in the non-volatile memory quickly and irretrievably
either automatically or manually regardless of the availabil-
ity of external power.

The method and system in accordance with the present
invention preferably incorporates a three position manual
switch 44, preferably located on the mechanical assembly
containing the super capacitors and the associated circuitry,
which allows the user to select 1 of 3 modes of operation,
save mode, erase mode, and standby mode. Furthermore, a
pushbutton 46 may be incorporated to permit the user to
utilize the super-capacitor power source and command the
CE 28 to erase all data from the non-volatile memory.

Although this invention is described in the context of
utilizing a switch and pushbutton, one of ordinary skill in the
art will readily recognize that a variety of methods to
accomplish the same tasks could be used in this system.
Accordingly, the switch and or pushbutton could be mounted
externally from the system without departing from the spirit
and scope of the present invention.

If the system is operating in save mode, the first aspect of
the present invention is implemented wherein all data is
automatically transferred from volatile memory to the non-
volatile memory in the event of a sudden power loss from
the external power source.

If the system is in erase mode, the second aspect of the
present invention is implemented wherein all data is com-
pletely and irretrievably erased from the non-volatile
memory in the event of a sudden power loss from the
external power source.

In the save and erase modes, the super-capacitors will
continue to discharge and power the computer system even
after all the data has been transferred until the down-
converter has insufficient voltage differential to continue
proper operation and shuts down thus turning off the com-
puter system. This will typically be only a few seconds.

Finally, if the system is in standby mode, the system will
shut down when external power source is shut down, how-
ever the charge is maintained in the super-capacitors after
the power is removed from the system. This mode incorpo-
rates a pushbutton which when depressed, will activate the
super-capacitors to power up the system while simulta-
neously activating an erase command. This standby mode
permits the system to be removed from the external power
source and transported for an extended amount of time,
while maintaining the ability to erase all the non-volatile
memory if the pushbutton is depressed.

Although this invention is described in the context of the
utilization of a manual switch and pushbutton, one of
ordinary skill in the art will readily recognize that a variety
of methods could be utilized while staying within the spirit
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and scope of the invention. For example, the concept of a
manual pushbutton can easily be extended to a wireless
pushbutton wherein a system fitted with the present inven-
tion containing a wireless receiver can be commanded to
erase from a separate location.

To more particularly describe the “save mode” feature of
the method in accordance with the present invention, please
refer to flowchart of FIG. 2. If a system is in “save mode”
and is subsequently subjected to a sudden power loss, first,
the super-capacitors are activated to maintain the internal
power of the system, via step 50. Finally, data from the
volatile memory is transferred to the non-volatile memory,
via step 52. Through the use of the method in accordance
with the present invention, a user is able to quickly and
correctly transfer all data from volatile memory to non-
volatile memory in the event of a sudden power loss.

To better understand the operation of the “save mode”
feature of the method in accordance with the present
invention, please refer to the flowchart of FIG. 3. First, once
the computer system detects that the external system power
has fallen below a certain threshold amount via the power
sensors, the up-converter is deactivated, via step 100. Next,
the down-converter is activated to maintain the internal
power of the system, via step 102. This reverses the flow of
current between the computer system and the super-
capacitors. The super-capacitors then begin to slowly dis-
charge current to the computer system through the down-
converter, via step 104. Then the computer system is isolated
from the external power source, via step 105. This prevents
any contention between the external power source and the
down-converter. The rate of discharge depends on the
amount of capacitance and the amount of current needed by
the computer system. While the computer system is receiv-
ing current from the super-capacitors, data is transferred
from the volatile memory to the non-volatile memory, via
step 106. Next, the two charge level sensors inform the
computer system that the super-capacitor voltage has fallen
below the fully charged and partially charged levels, via step
108. Finally, once the super-capacitors discharge to a pre-
determined level, the down-converter has insufficient volt-
age differential to continue proper operation and shuts down,
thus turning off the power to the computer system, via step
110.

This has two positive side effects. First, if the output
voltage from the down-converter were allowed to fall below
the minimum operating voltage of the computer system, the
computer system could continue to run with unpredictable
and potentially serious results. Also, by not fully discharging
the super-capacitors they will take only a few seconds to
recharge once the external system power is restored,
whereas the initial charge of super-capacitors may take up to
5 minutes. If, after all the data has been saved, the computer
system detects the external power system is risen back to
normal levels, the computer system is reconnected to the
external power system, the super-capacitor down-converter
is deactivated, and the up-converter is activated to recharge
the super-capacitors. Accordingly, through the use of a
system and method in accordance with the present
invention, a user is able to accurately transfer all data from
volatile storage to non-volatile memory in the event of a
sudden power loss.

The “erase mode” of the method and system in accor-
dance with the present invention is the second aspect of the
present invention and is now described in the context of a
preferred embodiment. The second aspect of the present
invention focuses on a computer systems ability to securely
erase all data even in event of a sudden power loss. The
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method and system in accordance with the present invention
has the ability to irretrievably erase the entire contents of a
large non-volatile memory hundreds of times faster than a
conventional rotational hard disk drive. This is accom-
plished by erasing many non-volatile memory chips in
parallel. Consequently, the speed at which an entire non-
volatile memory can be erased is only limited by the
available power to the non-volatile memory chips.

To more particularly describe the “erase mode” feature of
the method in accordance with the present invention, please
refer to flowchart of FIG. 4. If a system is in “erase mode”
and is subsequently subjected to a sudden power loss, first,
the super-capacitors are activated to maintain the internal
power of the system, via step 200. Then an erase command
is executed until completed, via step 202. Since the super-
capacitors are preferably able to provide a significant
amount of power to the computer system for a sufficient
period of time, the method and system in accordance with
the present invention has the ability to complete the entire
erase operation in the event of a external system power loss.

To further understand the operation of the “erase mode™
feature of the method in accordance with the present
invention, please refer to the flowchart of FIG. §. First, once
the computer system detects that the external system power
has fallen below a certain threshold amount, the
up-converter is deactivated, via step 300. Next, the down-
converter is activated to maintain the internal power of the
system, via step 302. This reverses the flow of current
between the volatile memory and the super-capacitors. The
super-capacitors then begin to slowly discharge current to
the computer system through the down-converter, via step
304. The computer system is then isolated from the external
power source, via step 305. This prevents any contention
between the external power source and the down-converter.
The rate of discharge depends on the amount of capacitance
and the amount of current needed by the computer system.
While the computer system is receiving current from the
super-capacitors, all traces of data in the volatile memory is
completely erased, via step 306. Next, the two charge level
sensors inform the computer system that the super-capacitor
voltage has fallen below the fully charged and partially
charged levels, via step 308. Finally, once the super-
capacitors discharge to a predetermined level, the down-
converter has insufficient voltage differential to continue
proper operation and shuts down, thus turning off the power
to the computer system, via step 310.

This has two positive side effects. First, if the output
voltage from the down-converter were allowed to fall below
the minimum operating voltage of the computer system, the
computer system could continue to run with unpredictable
and potentially serious results. Also, by not fully discharging
the super-capacitors they will take only a few seconds to
recharge once the external system power is restored,
whereas the initial charge of super-capacitors may take up to
5 minutes.

A significant feature of the second aspect of the present
invention is the “standby mode” which provides the ability
to erase data manually while the system is removed from the
system. This is preferably done with the incorporation of a
pushbutton. Once the super-capacitors are fully charged, the
system may be removed from external system power and the
super-capacitors will retain a sufficient charge for all modes
of operation preferably for up to 60 minutes. Thus, if a
system containing sensitive data is being transported, the
erase command can be activated by depressing the external
pushbutton connected to the system, at which time the
system will be powered up and the entire contents of the
non-volatile memory will be rapidly and irretrievably
erased.
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Through the use of a system and method in accordance
with the present invention, a user is able to accurately
transfer all data from volatile memory to non-volatile
memory in the event of a sudden external system power loss.
Furthermore, the user of a system and method in accordance
with the present invention will be able to rapidly and
irretrievably erase all data from the non-volatile memory
manually or automatically in the event of a sudden external
system power loss. These features consume minimal space
and are implemented in an affordable manner.

Although the present invention has been described in
accordance with the embodiments shown, one of ordinary
skill in the art will readily recognize that there could be
variations to the embodiments and those variations would be
within the spirit and scope of the present invention.
Accordingly, many modifications may be made by one of
ordinary skill in the art without departing from the spirit and
scope of the appended claims.

What is claimed is:

1. A method for controlling data in a computer system
when the computer system loses power, the computer sys-
tem comprising a computing engine, comprising the steps
of:

(a) activating a plurality of super capacitors to supply
power to the computing engine based upon power
being removed from the computer system;

(b) reconfiguring the data in the computing engine; and

(c) deactivating the plurality of super capacitors to cut off
power to the computing engine based upon the plurality
of super capacitors discharging to a predetermined
level.

2. The method of claim 1 wherein the computing engine
comprises a least one volatile memory and at least one
non-volatile memory.

3. The method of claim 2 wherein the reconfiguring step
(b) further comprises:

(b1) allowing all data to be transferred from the at least
one volatile memory to the at least one non-volatile
memory.

4. The method of claim 2 wherein the reconfiguring step

(b) further comprises:

(b1) allowing all data in the at least one volatile memory
to be erased.

5. The method of claim 4 wherein the reconfiguring step

(b) further comprises:

(b2) allowing all data in the at least one non-volatile
memory to be erased.

6. The method of claim 3 wherein the activating step (a)

further comprises:

(al) reversing the flow of current between the computing
engine and the plurality of super capacitors; and

(a2) discharging current from the plurality of super
capacitors to the computing engine.

7. The method of claim 4 wherein the activating step (a)

further comprises:

(al) reversing the flow of current between the computing
engine and the plurality of super capacitors; and

(a2) discharging current from the plurality of super
capacitors to the computing engine.

8. The method of claim 5 wherein the allowing step (b2)

is initiated based upon a user interaction.

9. The method of claim 8 wherein the user interaction is
the depressing of a button.

10. A system for controlling data in a computer system
when the computer system loses power, the computer sys-
tem comprising a computer engine, comprising:
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8

means for activating a plurality of super capacitors to
supply power to the computing engine based upon
power being removed from the computer system;

means for reconfiguring the data in the computing engine;
and

means for deactivating the plurality of super capacitors to
cut off power to the computing engine based upon the
plurality of super capacitors discharging to a predeter-
mined level.

11. The system of claim 10 wherein the computing engine
comprises a least one volatile memory and at least one
non-volatile memory.

12. The system of claim 11 wherein the reconfiguring
means further comprises:

means for allowing all data to be transferred from the at
least one volatile memory to the at least one non-
volatile memory.

13. The system of claim 11 wherein the reconfiguring

means further comprises:

means for allowing all data in the at least one volatile
memory to be erased.

14. The system of claim 13 wherein the allowing means

further comprises:

means for allowing all data in the at least one non-volatile
memory to be erased.

15. The system of claim 12 wherein the activating means

further comprises:

means for reversing the flow of current between the
computing engine and the plurality of super capacitors;
and

means for discharging current from the plurality of super
capacitors to the computing engine.

16. The system of claim 13 wherein the activating means

further comprises:

means for reversing the flow of current between the
computing engine and the plurality of super capacitors;
and

means for discharging current from the plurality of super
capacitors to the computing engine.

17. The system of claim 14 wherein the allowing means

is initiated based upon a user interaction.

18. The system of claim 17 wherein the user interaction is
the depressing of a button.

19. A method for controlling data in a computer system
when the computer system loses power, the computer sys-
tem comprising a computing engine, comprising the steps
of:

(a) allowing the computer system to be placed in an erase

mode;

(b) activating a plurality of super capacitors to supply
power to the computing engine based upon power
being removed from the computer system; and

(c) securely erasing data in the computing engine to
prevent access to the data each time power is removed
from the computing engine and the system is in the
erase mode.

20. The method of claim 19 wherein the allowing step (a)

further includes the step of:

(al) allowing the computer system to be placed in the
erase mode or in a save mode.

21. The method of claim 20 further comprising the step of:

(d) saving the data in the computing engine in a non-
volatile storage in each time power is removed from the
computing engine and the system is in the save mode.

22. A method for controlling data in a computer system
when the computer system loses power, the computer sys-
tem comprising a computing engine, comprising the steps
of:

Petitioner Intel Corp., Ex. 1011
[PR2023-00783



Case 6:22-cv-00335-ADA Document 44-3 Filed 12/16/22 Page 12 of 12

US 6,496,939 B2

9

(a) activating a plurality of super capacitors to supply
power to the computing engine based upon power
being removed from the computer system;

(b) placing the computer system in a standby mode based
upon power being removed from the computer system;

(c) providing power to the computer system using the
plurality of super capacitors in response to a user
interaction after the computer system has entered
standby mode; and

(d) erasing data in the computing engine based upon the
user interaction.

23. A method for controlling data in a computer system
when the computer system loses power, the computer sys-
tem comprising a computing engine, comprising the steps
of:

(a) activating a plurality of super capacitors to supply
power to the computing engine based upon power
being removed from the computer system;

(b) reconfiguring the data in the computing engine; and

(c) ensuring that the plurality of super capacitors is
maintained in a desired temperature range.

24. A system for controlling data in a computer system
when the computer system loses power, the computer sys-
tem comprising a computer engine, comprising:

means for activating a plurality of super capacitors to
supply power to the computing engine based upon
power being removed from the computer system; and

means for reconfiguring the data in the computing engine,
the reconfiguring means being capable of being placed
in an erase mode;

wherein the reconfiguring means further securely erase
data in the computing engine to prevent access to the
data each time each time power is removed from the
computing engine and the system is in the erase mode.
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25. The system of claim 24 wherein the reconfiguring
means can further be placed in the erase mode or in a save
mode.

26. The system of claim 25 wherein the reconfiguring
means further save the data in the computing engine in a
non-volatile storage in each time power is removed from the
computing engine and the system is in the save mode.

27. A system for controlling data in a computer system
when the computer system loses power, the computer sys-
tem comprising a computer engine, comprising:

means for activating a plurality of super capacitors to

supply power to the computing engine based upon
power being removed from the computer system, for
placing the computer system in a standby mode based
upon power being removed from the computer system,
providing power to the computer system based upon a
user interaction after the computer system has entered
standby mode;

means for reconfiguring the data in the computing engine,

the reconfiguring means further including means for
erasing a portion of the data in the computing engine
based upon the user interaction.
28. A system for controlling data in a computer system
when the computer system loses power, the computer sys-
tem comprising a computer engine, comprising:
means for activating a plurality of super capacitors to
supply power to the computing engine based upon
power being removed from the computer system;

means for reconfiguring the data in the computing engine;
and

means for ensuring that the plurality of super capacitors is

maintained in a desired temperature range.
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ABSTRACT

Provided is a memory device, comprising a non-volatile
memory, an energy store coupled to the non-volatile
memory, and a power management module configurable to
power up the non-volatile memory and provide read access
to the non-volatile memory, in response to the energy store
being charged to at least a first predetermined level. Pro-
vided also is a computational device that includes the
memory device. Provided also is a method in which an
energy store coupled to a non-volatile memory of a memory
device is charged to at least a first predetermined level. The
non-volatile memory is powered up and read access is
provided to the non-volatile memory, in response to charg-

-/

............ HO02J 7/0004 I X
307/66 ing the energy store to at least the first predetermined level.
............... G11C7/16
707/999.202 22 Claims, 6 Drawing Sheets
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MEMORY DEVICE AND METHOD WITH
BACKUP ENERGY RESERVOIR TO WRITE
IN-FLIGHT DATA IN NON-VOLATILE
MEMORY

BACKGROUND

A solid state drive (SSD) is a data storage device that uses
integrated circuit assemblies as non-volatile memory to store
data persistently. The SSD may be coupled to a host com-
puting system, such as a personal computer or a server,
where the host computing system performs input/output
(I/O) operations on the SSD, and where the 1/O operations
may include writing data to the SSD and reading data from
the SSD.

The host computing system provides power to the SSD,
and the SSD may undergo a power failure because the host
computing system may have failed to provide power to the
SSD. In the event of a power failure in the SSD, a backup
energy reservoir, such as a capacitor, may allow the SSD to
save in-flight data by storing the in-flight data persistently in
the non-volatile memory of the SSD, prior to the complete
shutdown of the SSD, where the in-flight data may include
writes that have not been committed to the non-volatile
memory of the SSD at the time of power failure in the SSD.

BRIEF DESCRIPTION OF THE DRAWINGS

Referring now to the drawings in which like reference
numbers represent corresponding parts throughout:

FIG. 1 illustrates a diagram that shows operations for
powering up and power loss handling of a memory device;

FIG. 2 illustrates a block diagram that shows a memory
device in which the functions of the memory device are
enabled in a plurality of phases, in accordance with certain
embodiments;

FIG. 3 illustrates a block diagram that shows various
modes of operation of a power loss handler, in accordance
with certain embodiments;

FIG. 4 illustrates a flowchart the shows how functions of
a memory device are enabled in a plurality of phases, in
accordance with certain embodiments;

FIG. 5 illustrates a flowchart that shows how functions of
a memory device are enabled in a plurality of phases, and
various modes of operation of a power loss handler, in
accordance with certain embodiments; and

FIG. 6 illustrates a block diagram of a system including
a computational device that includes a memory device
comprised of non-volatile memory, in accordance with cer-
tain embodiments.

DETAILED DESCRIPTION

In the following description, reference is made to the
accompanying drawings which form a part hereof and which
illustrate several embodiments. It is understood that other
embodiments may be utilized and structural and operational
changes may be made.

FIG. 1 illustrates a diagram 100 that shows operations for
powering up and power loss handling of a memory device.
A memory device 102 may be comprised of a power
management module 104 that controls the powering up of
the memory device 102 and also handles a power loss event
in the memory device 102. In the event of a loss of power
to the memory device 102, the power management module
104 may supply power to the non-volatile memory 106 from
the charge stored in the capacitor 108.

10

15

20

25

30

35

40

45

50

55

60

65

2

During the powering up of the memory device (as shown
via reference numeral 110), power is applied (at block 112)
to the memory device 102, and the capacitor 108 gets full
charged (at block 114). Once the capacitor 108 is fully
charged, the non-volatile memory 106 is powered up and
configured, such that read and write operations may be
performed on the non-volatile memory 106 (at block 116).

During the power loss handling in the memory device (as
shown via reference numeral 118), in response to determin-
ing that a power loss has occurred (at block 120) in the
memory device 102, the charge stored in the fully charged
capacitor 108 is used to transmit power to the non-volatile
memory 106 to write the in-flight data in the non-volatile
memory 106 before shutdown of the non-volatile memory
106 (at block 122). “In-flight data” refers to writes sent to the
memory device 102 from a host computing system, where
the writes have not yet been committed to the non-volatile
memory 106 of the memory device 102. “In-flight data” also
refers to any write that is in progress and as a result is not
yet complete. Additionally, “in-flight data” may also refer to
data that has been temporarily buffered or cached in volatile
memory, acknowledged as written back to a host computing
system, but not yet committed to the non-volatile memory
106 of the memory device 102. “In-flight data” may also
include data management structures that are stored in vola-
tile memory of the memory device 102. “In-flight data” may
also be referred to as “data in flight” or “writes in flight”.

The operation of fully charging the capacitor 108 during
the powering up of the memory device 102 takes a consid-
erable amount of time and during this time the non-volatile
memory 106 cannot be used. Certain embodiments
described in FIGS. 2-6 provide mechanisms to use the
non-volatile memory 106 of the memory device 102 without
fully charging the capacitor 108, while at the same time
performing power loss handling in the memory device 102.
Such embodiments allow the non-volatile memory 106 of
the memory device 102 to be used much earlier during
power up of the memory device 102.

FIG. 2 illustrates a block diagram that shows a memory
device 200 coupled to a host 202, in which the functions of
the memory device 200 are enabled in a plurality of phases,
in accordance with certain embodiments. The memory
device 200 may comprise a memory board, a SSD, or any
other device that includes non-volatile memory 204. In
certain embodiments, the non-volatile memory 204 may be
comprised of one or more non-volatile memory chips 206,
208. Other configurations of the memory device 200 are
possible in alternative embodiments, as long as the memory
device 200 includes non-volatile memory 204 whose in-
flight data needs to be preserved if there is any in-flight data,
in the event of a loss of power provided by the host 202 or
some other device.

Although various embodiments are described with respect
to SSD, embodiments may be applied to any memory device
that comprise non-volatile memory. In one embodiment, the
memory device is a block addressable memory device, such
as those based on NAND or NOR technologies. A memory
device may also include future generation nonvolatile
devices, such as a three dimensional crosspoint memory
device, or other byte addressable write-in-place nonvolatile
memory devices. In one embodiment, the memory device
may be or may include memory devices that use chalco-
genide glass, multi-threshold level NAND flash memory,
NOR flash memory, single or multi-level Phase Change
Memory (PCM), a resistive memory, nanowire memory,
ferroelectric transistor random access memory (FeTRAM),
magnetoresistive random access memory (MRAM) memory
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that incorporates memristor technology, or spin transfer
torque (STT)-MRAM, a spintronic magnetic junction
memory based device, or a combination of any of the above,
or other memory. The memory device may refer to the die
itself and/or to a packaged memory product.

In certain embodiments, the host 202 may be a compu-
tational device (e.g., a laptop computer, a desktop computer,
a tablet, a cell phone, a processor, a server, a disk array, or
any other suitable computational device), and the memory
device 200 may be included inside or may be located outside
the host 202.

The memory device 200 includes a switch 210 that is
positioned in a power line 212 that supplies power to the
memory device 200 from the host 202. The power line 212
is comprised of an input power rail 218 that transmits power
from the host 202 to the switch 210 and one or more source
power rails 220 that transmit power from the switch 210 to
the non-volatile memory 204. There may be a single
instance of an input power rail 218, a power line 212, and a
source power rail 220, or there may be one or more instances
of input power rails, power lines, and source power rails
(e.g., in certain embodiments a plurality of input power rails
may feed a plurality of source power rails). In certain
embodiments in which the plurality of non-volatile memory
chips 206, 208 of the non-volatile memory 204 use different
voltages, the plurality of source power rails 220 may provide
the different voltages.

If power is lost from the host 202, then a power manage-
ment module 214 of the memory device 200 may use an
energy store 216 (e.g., a capacitor that stores charge)
included in the memory device 200 to supply backup power
to the non-volatile memory 204, so that any in-flight data
that is present is written via a controlled shutdown of the
memory device 200. The energy store 216 is coupled to the
non-volatile memory 204 via an input power module 217 of
the non-volatile memory 204. The power management mod-
ule 214 may be implemented in hardware, firmware, soft-
ware or any combination thereof. The power management
module 214 may include a power up application 222 and a
power loss handler 224. The power up application 222
manages the powering up of the memory device 200 after
power is restored to the memory device 200 from the host
202 via the input power rail 218. The power loss handler 224
handles the situation in which power supply to the memory
device 200 is not provided by the host 202 via the input
power rail 218, and charge stored in the energy store 216 has
to be used to at least shut down the one or more source
power rails 220 of the non-volatile memory 204, and supply
enough power to the non-volatile memory 204 and other
components to write in-flight data in the non-volatile
memory 204 if such in-flight data is present in the memory
device 200.

The power loss handler 224 may operate in either a
limited mode 226 or in a comprehensive mode 228. In the
limited mode 226, the power loss handler 224 uses a
relatively small amount of charge (in comparison to the
charge used in the comprehensive mode 228) from the
energy store 216 to shut down the one or more source power
rails 220 and there is no need to write in-flight data in the
non-volatile memory 204 as in-flight data is not present. In
the comprehensive mode 228, the power loss handler 224
uses a relatively large amount of charge (in comparison to
the charge used in the limited mode 226) from the energy
store 216 to write the in-flight data in the non-volatile
memory 204 and also to shut down the one or more source
power rails 220 to the non-volatile memory 204.
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FIG. 3 illustrates a diagram 300 that shows various modes
of operation of the power loss handler 224, in accordance
with certain embodiments. The horizontal axis shows a
duration of time 302 starting from a restoration of power to
the memory device 200 from the host 202 via the input
power rail 218. The vertical axis shows the amount of charge
304 stored in the capacitor 216 or some other energy store.

The curve shown via reference numeral 306 indicates the
charge stored in the capacitor 216 at different times. Initially
no charge is stored in the capacitor 216 when power is
restored to the memory device 200 via the input power rail
218 from the host 202, and at time T1 307 the capacitor 216
has an amount of charge denoted by C1 308, and at a later
point in time T2 310 the capacitor 216 has an amount of
charge denoted by C2 312. In certain embodiments C1 308
is 10% or less of the total charge capacity of the capacitor
216, and C2 312 is 70% of more of the total charge capacity
of the capacitor 216.

FIG. 3 shows (via reference numeral 314) that when the
capacitor 216 is charged to at least level C1, then the charge
in the capacitor 216 is sufficient to shut down the one or
more source power rails 220 of the non-volatile memory
204, in response to a power loss in the memory device 200.
In such a situation, the power loss handler 224 may function
in the limited mode 226 but not in the comprehensive mode
228.

FIG. 3 also shows (via reference numeral 316) that when
the capacitor 216 is charged to at least level C2 312 (which
is substantially higher than the C1 level), then the charge in
the capacitor 216 is sufficient to shut down the one or more
source power rails 220 of the non-volatile memory 204 and
also to write the in-flight data to the non-volatile memory
204, in response to a power loss in the memory device 200.
In such a situation, the power loss handler 224 may function
in the comprehensive mode 228.

Therefore, FIG. 3 shows that at a first predetermined level
of charge C1 308, the power loss handler 224 may function
in the limited mode 226 but not in the comprehensive mode
228. At a higher second predetermined level of charge C2
312 the power loss handler 224 may function in the com-
prehensive mode 228. In the comprehensive mode 228, the
power loss handler 224 is able to write in-flight data to the
non-volatile memory 204.

FIG. 4 illustrates a flowchart 400 that shows how func-
tions of a memory device 200 are enabled in a plurality of
phases during power up of the memory device 200, in
accordance with certain embodiments. The operations
shown in FIG. 4 may be performed by the power manage-
ment module 214 in combination with other modules that
execute in the memory device 200.

Control starts at block 402 in which power is applied to
a memory device 200 by a host 202. Control proceeds to
block 404 in which the capacitor 216 starts charging. The
power up application 222 determines (at block 406) whether
the charging of the capacitor 216 is complete to level C1
308. If so (“Yes” branch 407), the power up application 222
ensures (at block 408) that power is transmitted to the
non-volatile memory 204 via the one or more source power
rails 220 to power up the non-volatile memory 204 and
provide read access to the non-volatile memory 204. Control
proceeds to block 410 in which the power up application 222
sets the power loss handler 224 to operate in the limited
mode 226. Since only a relatively small amount of charge is
stored in the capacitor 216 at charge level C1 308 (which is
the charge level of the capacitor 216 at block 410), the power
loss handler 224 is set to the limited mode 226 in which no
in-flight data is written to the non-volatile memory 204
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during a power failure. Since the non-volatile memory 204
has still not been configured for writes there is no in-flight
data and the limited mode 226 is adequate for the power loss
handler 224.

The capacitor 216 continues to be charged (at block 412)
and control proceeds to block 414 in which the power up
application 222 determines whether the charging of the
capacitor 216 is complete to level C2 312. If so (“Yes”
branch 415) the power up application 222 ensures (at block
416) that the non-volatile memory 204 is configured for
write access (in addition to the read access for which the
non-volatile memory 204 has already been configured in
block 408). As a result, if there is a power failure after block
416 there may be in-flight data that has to be written in the
non-volatile memory 204, and at block 418 the power up
application 222 sets the power loss handler 224 to operate in
the comprehensive mode 228 in which in-flight data is
written to the non-volatile memory 204. The capacitor 216
may continue to get charged (at block 420) and once the
capacitor 216 is fully charged (unless level C2 is a fully
charged condition for the capacitor 216) then the capacitor
216 is maintained at full charge.

From block 406 if the capacitor 216 has not charged to
level C1 (“No” branch 422) control returns to block 404 for
additional charging of the capacitor 216. From block 414, if
the capacitor 216 has not charged to level C2 (“No” branch
424) control returns to block 412 for additional charging of
the capacitor 216.

Therefore, FIG. 4 illustrates that in a first phase, after the
capacitor 216 has been charged to a relatively low level C1
308, only read operations are allowed on the non-volatile
memory 204 and the power loss handler 224 is set to operate
in the limited mode 226. Only when the capacitor 216 is
charged to a sufficiently high enough level (e.g., level C2
312) in which the power loss handler 224 can operate in the
comprehensive mode 228 to write in-flight data to the
non-volatile memory 204, are write operations on the non-
volatile memory 204 permitted.

Therefore, at an early instant of time T1 307, the non-
volatile memory 204 is functional for read operations, and at
a later instant of time T2 310 the non-volatile memory 204
is functional for both read and write operations. This is an
improvement over the system shown in FIG. 1, in which
only when the capacitor 108 is fully charged are read and
write operations allowed on the non-volatile memory 106,
and this may not only take a time longer than T1 307 but
may take a time longer than T2 310. Read operations from
the memory device 200 are allowed earlier, in embodiments
shown in FIGS. 2-4 in comparison to the operations shown
in FIG. 1.

FIG. 5 illustrates a flowchart 500 that shows how func-
tions of a memory device 200 are enabled in a plurality of
phases, and various modes of operation of a power loss
handler 224, in accordance with certain embodiments. The
operations shown in FIG. 5§ may be performed by the power
management module 214 in combination with other mod-
ules that execute in the memory device 200.

Control starts at block 502 in which an energy store 216
coupled to a non-volatile memory 204 of a memory device
200 is charged to at least a first predetermined level C1 308.
Control proceeds to block 504 in which the non-volatile
memory 204 is powered up and read access is provided to
the non-volatile memory 204, in response to charging the
energy store 216 to at least the first predetermined level C1
308. At block 504, the power loss handler 224 is set to the
limited mode 226.
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From block 504, control proceeds to block 506 in which
the energy store 216 is charged to at least a second prede-
termined level C2 312, where the second predetermined
level C2 312 is greater than the first predetermined level C1
308. Write access is provided (at block 508) to the non-
volatile memory 204, in response to charging the energy
store 216 to at least the second predetermined level C2 312.
At block 508, the power loss handler 224 is set to the
comprehensive mode 228.

While operations shown in blocks 502, 504, 506, 508 are
being performed by the power up application 222 of the
power management module 214, the operations shown in
blocks 510, 512, 514, 516, 518 may be performed in parallel
(shown via reference numeral 520) by the power loss
handler 224 of the power management module 214.

At block 510, a determination is made by the power loss
handler 224 of a loss of power to the memory device 200.
Irrespective of whether the power loss handler 224 is
operating in the limited mode 226 or in the comprehensive
mode 228, the power loss handler 224 performs operations
(at block 511) to turn off the switch 210 to disconnect the
source power rail 220 of the non-volatile memory 204 from
the input power rail 218, to shut down the source power rail
220 of the non-volatile memory 204. In certain embodi-
ments, if there are two or more source power rails 220 (i.e.,
there is more than one source power rail), then the two or
more source power rails 220 are shut down in a sequence
that is referred to as a shutdown sequence. For example, if
there are two source power rails comprising a first source
power rail and a second source power rail, then in a
shutdown sequence, the first source power rail is shut down
and then the second source power rail is shut down.

Ifthe energy store 216 has been charged to at least the first
predetermined level C1 308 but has not been charged to the
second predetermined level C2 312 (shown via reference
numeral 512 in which the power loss handler 224 is oper-
ating in the limited mode 226), then no writing of in-flight
data to the non-volatile memory 204 is needed as there is no
in-flight data (at block 514). If the energy store 216 has been
charged to at least the second predetermined level C2 312
(shown via reference numeral 516 in which the power loss
handler 224 is operating in the comprehensive mode 228)
then in-flight data is written to the non-volatile memory 204
(at block 518).

It should be noted that the energy store 216 is partially
charged when the energy store 216 has been charged to the
first predetermined level C1 308, and the energy store 216 is
partially or fully charged when the energy store 216 has been
charged to the second predetermined level C2 312.

Therefore, FIGS. 1-5 illustrate certain embodiments in
which an energy store 216 of a memory device 200 is
charged in two phases. In the first phase, after the energy
store 216 has been charged to a relatively low level C1 308,
only read operations are allowed on the non-volatile
memory 204 and the power loss handler 224 is set to operate
in the limited mode 226. In the limited mode 226 there is no
need to write any in-flight data to the non-volatile memory
204, as only read operations are allowed and there is no
in-flight data. Only when the energy store 216 is charged to
a sufficiently high enough level (e.g., level C2 312), is the
power loss handler 224 set to operate in the comprehensive
mode 228. In the comprehensive mode 228, the power loss
handler 224 writes any in-flight data to the non-volatile
memory 204 with the charge stored in the energy store 216,
as write operations on the non-volatile memory 204 are
permitted and these write operations may generate in-flight
data.
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The described components and/or operations may be
implemented as a method, apparatus or computer program
product using standard programming and/or engineering
techniques to produce software, firmware, hardware, or any
combination thereof. The described operations may be
implemented as code maintained in a “computer readable
storage medium” for implementation in certain embodi-
ments or for software simulation of a memory chip for
design purposes, where a processor may read and execute
the code from the computer storage readable medium. The
computer readable storage medium includes at least one of
electronic circuitry, storage materials, inorganic materials,
organic materials, biological materials, a casing, a housing,
a coating, and hardware. A computer readable storage
medium may comprise, but is not limited to, a magnetic
storage medium (e.g., hard drive drives, floppy disks, tape,
etc.), optical storage (CD-ROMs, DVDs, optical disks, etc.),
volatile and non-volatile memory devices (e.g., EEPROMs,
ROMs, PROMs, RAMs, DRAMs, SRAMs, Flash Memory,
firmware, programmable logic, etc.), Solid State Devices
(SSD), etc. The code implementing the described operations
may further be implemented in hardware logic implemented
in a hardware device (e.g., an integrated circuit chip, Pro-
grammable Gate Array (PGA), Application Specific Inte-
grated Circuit (ASIC), etc.). Still further, the code imple-
menting the described operations may be implemented in
“transmission signals”, where transmission signals may
propagate through space or through a transmission media,
such as an optical fiber, copper wire, etc. The transmission
signals in which the code or logic is encoded may further
comprise a wireless signal, satellite transmission, radio
waves, infrared signals, Bluetooth, etc. The program code
embedded on a computer readable storage medium may be
transmitted as transmission signals from a transmitting sta-
tion or computer to a receiving station or computer. A
computer readable storage medium is not comprised solely
of transmission signals. Those skilled in the art will recog-
nize that many modifications may be made to this configu-
ration, and that the article of manufacture may comprise
suitable information bearing medium known in the art.

Computer program code for carrying out operations for
aspects of the certain embodiments may be written in any
combination of one or more programming languages.
Blocks of flowcharts and/or block diagrams may be imple-
mented by computer program instructions.

FIG. 6 illustrates a block diagram of a system 600 that
may include a computational device where a memory device
(designed as per the architecture of the memory device 200
shown in FIGS. 2-5) is included in the computational device.
For example, in certain embodiments the system 600 may be
a computer (e.g., a laptop computer, a desktop computer, a
tablet, a cell phone or any other suitable computational
device) that has a memory device (designed as per the
architecture of memory device 200 shown in FIGS. 2-5) in
the computer. The system 600 may include a circuitry 602
that may in certain embodiments include at least a processor
604. The system 600 may also include a memory 606 (e.g.,
a memory device 200 as per the architecture shown in FIGS.
2-5), and storage 608 (e.g., a memory device 200 as per the
architecture shown in FIGS. 2-5). The storage 608 may
include a solid state drive, a disk drive, or other drives or
devices including a non-volatile memory device (e.g.,
EEPROM, ROM, PROM, flash, firmware, programmable
logic, etc.). The storage 608 may also include a magnetic
disk drive, an optical disk drive, a tape drive, etc. The
storage 608 may comprise an internal storage device, an
attached storage device and/or a network accessible storage
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device. The system 600 may include a program logic 610
including code 612 that may be loaded into the memory 606
and executed by the processor 604 or circuitry 602. In
certain embodiments, the program logic 610 including code
612 may be stored in the storage 608. In certain other
embodiments, the program logic 610 may be implemented
in the circuitry 602. Therefore, while FIG. 6 shows the
program logic 610 separately from the other elements, the
program logic 610 may be implemented in the memory 606
and/or the circuitry 602. The system 600 may also include a
display 614 (e.g., an liquid crystal display (LCD), a light
emitting diode (LED) display, a cathode ray tube (CRT)
display, a touchscreen display, or any other suitable display).
The system 600 may also include one or more input devices
616, such as, a keyboard, a mouse, a joystick, a trackpad, or
any other suitable input devices. In certain embodiments, the
display 614 may be coupled to a memory device comprising
the storage 608 and/or the memory 606; a network interface
618 may be communicatively coupled to the processor 604;
and a battery 620 may be communicatively coupled to the
processor 604. Other components or devices beyond those
shown in FIG. 6 may also be found in the system 600.

Certain embodiments may be directed to a method for
deploying computing instruction by a person or automated
processing integrating computer-readable code into a com-
puting system, wherein the code in combination with the
computing system is enabled to perform the operations of
the described embodiments.

The terms “an embodiment”, “embodiment”, “embodi-
ments”, “the embodiment”, “the embodiments”, “one or
more embodiments”, “some embodiments”, and ‘“one
embodiment” mean “one or more (but not all) embodi-
ments” unless expressly specified otherwise.

The terms “including”, “comprising”, “having” and varia-
tions thereof mean “including but not limited to”, unless
expressly specified otherwise.

The enumerated listing of items does not imply that any
or all of the items are mutually exclusive, unless expressly
specified otherwise.

The terms “a”, “an” and “the” mean “one or more”, unless
expressly specified otherwise.

Devices that are in communication with each other need
not be in continuous communication with each other, unless
expressly specified otherwise. In addition, devices that are in
communication with each other may communicate directly
or indirectly through one or more intermediaries.

A description of an embodiment with several components
in communication with each other does not imply that all
such components are required. On the contrary a variety of
optional components are described to illustrate the wide
variety of possible embodiments.

Further, although process steps, method steps, algorithms
or the like may be described in a sequential order, such
processes, methods and algorithms may be configured to
work in alternate orders. In other words, any sequence or
order of steps that may be described does not necessarily
indicate a requirement that the steps be performed in that
order. The steps of processes described herein may be
performed in any order practical. Further, some steps may be
performed simultaneously.

When a single device or article is described herein, it will
be readily apparent that more than one device/article
(whether or not they cooperate) may be used in place of a
single device/article. Similarly, where more than one device
or article is described herein (whether or not they cooperate),
it will be readily apparent that a single device/article may be
used in place of the more than one device or article or a
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different number of devices/articles may be used instead of
the shown number of devices or programs. The functionality
and/or the features of a device may be alternatively embod-
ied by one or more other devices which are not explicitly
described as having such functionality/features. Thus, other
embodiments need not include the device itself.

At least certain operations that may have been illustrated
in the figures show certain events occurring in a certain
order. In alternative embodiments, certain operations may be
performed in a different order, modified or removed. More-
over, steps may be added to the above described logic and
still conform to the described embodiments.

Further, operations described herein may occur sequen-
tially or certain operations may be processed in parallel. Yet
further, operations may be performed by a single processing
unit or by distributed processing units.

The foregoing description of various embodiments has
been presented for the purposes of illustration and descrip-
tion. It is not intended to be exhaustive or to be limited to the
precise forms disclosed. Many modifications and variations
are possible in light of the above teaching.

EXAMPLES

The following examples pertain to further embodiments.

Example 1 is a memory device for data storage, the
memory device comprising: a non-volatile memory; an
energy store coupled to the non-volatile memory; and a
power management module configurable to power up the
non-volatile memory and provide read access to the non-
volatile memory, in response to the energy store being
charged to at least a first predetermined level.

In example 2, the subject matter of example 1 may include
that the energy store is partially charged when the energy
store has been charged to the first predetermined level.

In example 3, the subject matter of example 1 may include
that the power management module is further configurable
to provide write access to the non-volatile memory, in
response to the energy store being charged to at least a
second predetermined level.

In example 4, the subject matter of example 3 may include
that the second predetermined level is greater than the first
predetermined level.

In example 5, the subject matter of example 4 may include
that the power management module is further configurable
to shut down one or more source power rails of the non-
volatile memory, in response to a loss of power to the
memory device while the energy store has been charged to
at least the first predetermined level but not been charged to
the second predetermined level, and wherein if there are two
or more source power rails then a shutdown sequence is used
to shut down the two or more source power rails.

In example 6, the subject matter of example 4 may include
that the power management module is further configurable
to shut down one or more source power rails of the non-
volatile memory, and write in-flight data to the non-volatile
memory, in response to a loss of power to the memory
device while the energy store been charged to at least the
second predetermined level, wherein if there are two or more
source power rails then a shutdown sequence is used to shut
down the two or more source power rails.

In example 7, the subject matter of example 4 may include
that the energy store is partially or fully charged when the
energy store has been charged to the second predetermined
level.

Example 8 is a method for data storage in which an energy
store coupled to a non-volatile memory of a memory device
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is charged to at least a first predetermined level. The
non-volatile memory is powered up and read access to the
non-volatile memory is provided, in response to charging the
energy store to at least the first predetermined level.

In example 9, the subject matter of example 8 may include
that the energy store is partially charged when the energy
store has been charged to the first predetermined level.

In example 10, the subject matter of example 8 may
include that write access to the non-volatile memory is
provided, in response to charging the energy store to at least
a second predetermined level.

In example 11, the subject matter of example 10 may
include that the second predetermined level is greater than
the first predetermined level.

In example 12, the subject matter of example 11 may
include shutting down one or more source power rails of the
non-volatile memory, in response to a loss of power to the
memory device while the energy store has been charged to
at least the first predetermined level but not been charged to
the second predetermined level, wherein if there are two or
more source power rails then a shutdown sequence is used
to shut down the two or more source power rails.

In example 13, the subject matter of example 11 may
include shutting down one or more source power rails of the
non-volatile memory and writing in-flight data to the non-
volatile memory, in response to a loss of power to the
memory device while the energy store been charged to at
least the second predetermined level, wherein if there are
two or more source power rails then a shutdown sequence is
used to shut down the two or more source power rails.

In example 14, the subject matter of example 10 may
include that the energy store is partially or fully charged
when the energy store has been charged to the second
predetermined level.

Example 15 is a computational device for data storage, the
computational device comprising: a processor; and a
memory device coupled to the processor, the memory device
comprising: a non-volatile memory; an energy store coupled
to the non-volatile memory; and a power management
module configurable to power up the non-volatile memory
and provide read access to the non-volatile memory, in
response to the energy store being charged to at least a first
predetermined level.

In example 16, the subject matter of example 15 may
include that the energy store is partially charged when the
energy store has been charged to the first predetermined
level.

In example 17, the subject matter of example 15 may
include that the power management module is further con-
figurable to provide write access to the non-volatile memory,
in response to the energy store being charged to at least a
second predetermined level.

In example 18, the subject matter of example 17 may
include that the second predetermined level is greater than
the first predetermined level.

In example 19, the subject matter of example 18 may
include that the power management module is further con-
figurable to shut down one or more source power rails of the
non-volatile memory, in response to a loss of power to the
memory device while the energy store has been charged to
at least the first predetermined level but not been charged to
the second predetermined level, and wherein if there are two
or more source power rails then a shutdown sequence is used
to shut down the two or more source power rails.

In example 20, the subject matter of example 18 may
include that the power management module is further con-
figurable to shut down one or more source power rails of the
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non-volatile memory and write in-flight data to the non-
volatile memory, in response to a loss of power to the
memory device while the energy store been charged to at
least the second predetermined level, and wherein if there
are two or more source power rails then a shutdown
sequence is used to shut down the two or more source power
rails.

In example 21, the subject matter of example 17 may
include that the energy store is partially or fully charged
when the energy store has been charged to the second
predetermined level.

Example 22 is a computational device for data storage, the
computational device comprising: a processor; a display
communicatively coupled to the processor; a network inter-
face communicatively coupled to the processor; and a
memory device coupled to the processor, the memory device
comprising: a non-volatile memory; an energy store coupled
to the non-volatile memory; and a power management
module configurable to power up the non-volatile memory
and provide read access to the non-volatile memory, in
response to the energy store being charged to at least a first
predetermined level.

In example 23, the subject matter of example 22 may
include that the power management module is further con-
figurable to provide write access to the non-volatile memory,
in response to the energy store being charged to at least a
second predetermined level.

In example 24, the subject matter of example 23 may
include that the power management module is further con-
figurable to shut down one or more source power rails of the
non-volatile memory, in response to a loss of power to the
memory device while the energy store has been charged to
at least the first predetermined level but not been charged to
the second predetermined level, and wherein if there are two
or more source power rails then a shutdown sequence is used
to shut down the two or more source power rails.

In example 25, the subject matter of example 23 may
include that the power management module is further con-
figurable to shut down one or more source power rails of the
non-volatile memory and write in-flight data to the non-
volatile memory, in response to a loss of power to the
memory device while the energy store been charged to at
least the second predetermined level, and wherein if there
are two or more source power rails then a shutdown
sequence is used to shut down the two or more source power
rails.

Example 26 is a system for data storage, the system
comprising: means for charging an energy store coupled to
a non-volatile memory of a memory device to at least a first
predetermined level; and means for powering up the non-
volatile memory and providing read access to the non-
volatile memory, in response to charging the energy store to
at least the first predetermined level.

All optional features of any of the systems and/or appa-
ratus described above may also be implemented with respect
to the method or process described above, and specifics in
the examples may be used anywhere in one or more embodi-
ments. Additionally, all optional features of the method or
process described above may also be implemented with
respect to any of the system and/or apparatus described
above, and specifics in the examples may be used anywhere
in one or more embodiments.

What is claimed is:

1. A memory device, comprising:

a non-volatile memory;

an energy store coupled to the non-volatile memory; and
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a power management module configurable to provide read
access to the non-volatile memory in response to the
energy store being charged to an amount that is at least
of a first predetermined level, and to provide write
access to the non-volatile memory in response to the
energy store being charged to an amount that is at least
of a second predetermined level that is greater than the
first predetermined level.

2. The memory device of claim 1, wherein the energy
store is partially charged when the energy store has been
charged to the first predetermined level.

3. The memory device of claim 1, wherein the power
management module is further configurable to shut down
one or more source power rails of the non-volatile memory,
in response to a loss of power to the memory device while
the energy store has been charged to at least the first
predetermined level but not been charged to the second
predetermined level, and wherein if there are two or more
source power rails then a shutdown sequence is used to shut
down the two or more source power rails.

4. The memory device of claim 1, wherein the power
management module is further configurable to shut down
one or more source power rails of the non-volatile memory,
and write in-flight data to the non-volatile memory, in
response to a loss of power to the memory device while the
energy store been charged to at least the second predeter-
mined level, and wherein if there are two or more source
power rails then a shutdown sequence is used to shut down
the two or more source power rails.

5. The memory device of claim 1, wherein the energy
store is partially or fully charged when the energy store has
been charged to the second predetermined level.

6. The memory device of claim 1, wherein the energy
store comprises a capacitor.

7. A method, comprising:

charging an energy store coupled to a non-volatile
memory of a memory device to an amount that is at
least of a first predetermined level;

providing read access to the non-volatile memory in
response to charging the energy store to the amount that
is at least of the first predetermined level; and

providing write access to the non-volatile memory in
response to charging the energy store to an amount that
is at least of a second predetermined level that is greater
than the first predetermined level.

8. The method of claim 7, wherein the energy store is
partially charged when the energy store has been charged to
the first predetermined level.

9. The method of claim 7, the method further comprising:

shutting down one or more source power rails of the
non-volatile memory, in response to a loss of power to
the memory device while the energy store has been
charged to at least the first predetermined level but not
been charged to the second predetermined level,
wherein if there are two or more source power rails then
a shutdown sequence is used to shut down the two or
more source power rails.

10. The method of claim 7, the method further compris-
ing:

shutting down one or more source power rails of the
non-volatile memory and writing in-flight data to the
non-volatile memory, in response to a loss of power to
the memory device while the energy store been charged
to at least the second predetermined level, wherein if
there are two or more source power rails then a shut-
down sequence is used to shut down the two or more
source power rails.
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11. The method of claim 7, wherein the energy store is
partially or fully charged when the energy store has been
charged to the second predetermined level.

12. The method of claim 7, wherein the energy store
comprises a capacitor.

13. A computational device, comprising:

a processor; and

a memory device coupled to the processor, the memory

device comprising:

a non-volatile memory;

an energy store coupled to the non-volatile memory;
and

a power management module configurable to provide
read access to the non-volatile memory in response
to the energy store being charged to an amount that
is at least of a first predetermined level, and to
provide write access to the non-volatile memory in
response to the energy store being charged to an
amount that is at least of a second predetermined
level that is greater than the first predetermined level.

14. The computational device of claim 13, wherein the
energy store is partially charged when the energy store has
been charged to the first predetermined level.

15. The computational device of claim 13, wherein the
power management module is further configurable to shut
down one or more source power rails of the non-volatile
memory, in response to a loss of power to the memory
device while the energy store has been charged to at least the
first predetermined level but not been charged to the second
predetermined level, and wherein if there are two or more
source power rails then a shutdown sequence is used to shut
down the two or more source power rails.

16. The computational device of claim 13, wherein the
power management module is further configurable to shut
down one or more source power rails of the non-volatile
memory and write in-flight data to the non-volatile memory,
in response to a loss of power to the memory device while
the energy store been charged to at least the second prede-
termined level, and wherein if there are two or more source
power rails then a shutdown sequence is used to shut down
the two or more source power rails.

17. The computational device of claim 13, wherein the
energy store is partially or fully charged when the energy
store has been charged to the second predetermined level.

15

20

25

30

35

40

14

18. The computational device of claim 13, wherein the
energy store comprises a capacitor.

19. A computational device, comprising:
a processor;
a display communicatively coupled to the processor;

a network interface communicatively coupled to the pro-
cessor; and

a memory device coupled to the processor, the memory
device comprising:
a non-volatile memory;

an energy store coupled to the non-volatile memory;
and

a power management module configurable to provide
read access to the non-volatile memory in response
to the energy store being charged to an amount that
is at least of a first predetermined level, and to
provide write access to the non-volatile memory in
response to the energy store being charged to an
amount that is at least of a second predetermined
level that is greater than the first predetermined level.

20. The computational device of claim 19, wherein the
power management module is further configurable to shut
down one or more source power rails of the non-volatile
memory, in response to a loss of power to the memory
device while the energy store has been charged to at least the
first predetermined level but not been charged to the second
predetermined level, and wherein if there are two or more
source power rails then a shutdown sequence is used to shut
down the two or more source power rails.

21. The computational device of claim 19, wherein the
power management module is further configurable to shut
down one or more source power rails of the non-volatile
memory and write in-flight data to the non-volatile memory,
in response to a loss of power to the memory device while
the energy store been charged to at least the second prede-
termined level, and wherein if there are two or more source
power rails then a shutdown sequence is used to shut down
the two or more source power rails.

22. The computational device of claim 19, wherein the
energy store comprises a capacitor.
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IN THE UNITED STATES DISTRICT COURT
FOR THE DISTRICT OF DELAWARE

VIATECH TECHNOLOGIES, INC.,
Plaintiff, C.A. NO. 20-358-RGA

V.

ADOBE INC.,

Defendant.

N’ N’ N’ N’ N N N N N N N’

CLAIM CONSTRUCTION ORDER
Pursuant to the Court’s previous claim constructions with respect to ViaTech’s U.S. Patent No.
6,920,567 (“the *567 patent”),! the terms of the asserted claims of the *567 patent shall be
construed as follows:

1. The term “digital content file” of the preambles of claims 1 and 28 is limiting.
The preambles of the asserted claims are otherwise not limiting.

2. The term “file” has its plain and ordinary meaning. The plain and ordinary
meaning is “a collection of data that is treated as a unit by a file system.” A “file” may be a
collection of files.

3. The term “functions” has its plain and ordinary meaning. The plain and ordinary

meaning does not include “parameters” or “terms” or other similar concepts.

'In ViaTech Techs., Inc. v. Microsoft Corp., Civil Action No. 1:14-cv-01226-RGA;
ViaTech Techs., Inc. v. Microsoft Corp., Civil Action No. 1:17-cv-00570-RGA-SRF; and as
modified by the Federal Circuit in ViaTech Techs., Inc. v. Microsoft Corp., 733 F. App’x 542,
550 (Fed. Cir. 2018).
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4. The term “file access control mechanism” means “software component that
controls access to the contents of the digital content file entirely locally, that is, solely within the
end user site.”

5. The term “embedded in the digital content file” means “part of or functionally
included in the digital content file.”

6. The term “monitoring use” has its plain and ordinary meaning, which requires
surveillance or evaluation over some period of time.

7. The term “dynamic license database” means “a modifiable database in which file
access control and license use information is stored and can be written.”

8. The term “system fingerprint” means “the value that uniquely identifies a
system.”

9. The term “license monitor and control mechanism communicating with a
dynamic license database [and/for] monitoring use of the digital content by a user to determine
whether a use of the digital content by a user comp[li]es with the license defined in the dynamic
license database” means:

Function:

(1) communicating with a dynamic license database, and

(2) monitoring use of the digital content by a user to determine whether a use of the

digital content by a user complies with the license defined in the dynamic license
database.

Corresponding structure:

Col. 4:53-62, 13:59-14:2, 14:7-13, 14:44-15:54, 16:10-25, 17:18-23, 17:46-61, 18:61-

19:5, 19:40-20:3, 23:8-24 of the *567 patent, and equivalents thereof.
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10. The term “adaptive fingerprint security mechanism responsive to an
attempted access of the digital contents for obtaining current system fingerprint information
from the user system and comparing the current system fingerprint information with the
system fingerprint information in the dynamic license database” means:
Function:
(1) responding to an attempted access of the digital contents for obtaining current system
fingerprint information from the user system, and
(2) comparing the current system fingerprint information with the system fingerprint
information in the dynamic license database.

Corresponding structure:

Col. 5:4-13, 24:41-45, 24:52-25:5, 25:12-46 of the *567 patent, and equivalents thereof.

11.  The term “adaptive fingerprint security mechanism for accessing a user system
and determining fingerprint information identifying the user system” means:

Function:

(1) accessing a user system, and

(2) determining fingerprint information identifying the user system

Corresponding structure:

Col. 5:4-13, 24:41-45, 24:52-25:5, 25:12-46 of the *567 patent, and equivalents thereof.

SO ORDERED, this  Ist day of November ,2021.

/s/ Richard G. Andrews
The Honorable Richard G. Andrews
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MULTIPLE CHIP MODULE AND PACKAGE
STACKING FOR STORAGE DEVICES

BACKGROUND

1. Field

The present invention relates to computer systems. More
particularly, the present invention relates to flash memory
based semiconductor disk drives and a method of using mul-
tiple chip module (MCM) and Package Stacking technique to
support miniaturization and memory scalability.

2. Description of Related Art

A flash memory based semiconductor disk drive typically
use separate packages for the interface controller, the DMA
controller, the processor and separate packages for the Flash
devices, the FPROMs and the RAMs. This current method
limits the miniaturization of the entire storage device. In order
to achieve the move to miniaturization, chip modules and
packages need to be stacked. Stacking both on chip module
and package level maximizes the capacity in a limited area
thus realizing the move to miniaturize the entire storage
device. A technique in stacking chip modules and packages
strategically to support miniaturization and memory scalabil-
ity in both vertical and horizontal orientation is therefore
proposed.

SUMMARY OF THE INVENTION

In the stacking technique illustrated in example embodi-
ments of the present invention, semiconductor dies are
mounted in a module to become a MCM which serves as the
basic building block. Combination of these modules and dies
in a substrate creates a package with specific function or a
range of memory capacity. These packages are stacked to
increase capacity or add functions. A combination of different
existing technology such as flip chip, wire bond, MCM, mod-
ule stacking, advance packaging, etc. are used to accomplish
highly reliable module to module and package to package
interconnection and scalability. A single package can have a
wide range of capacity depending on the memory capacity of
the die used and the number of modules stacked within the
package. In the proposed package stacking technique, the
stacked modules in a package serve as the building blocks for
the package level stacking. Multiple packages are stacked to
create the desired memory capacity and different packages
are stacked to create desired function. Expansion can be done
both on the vertical and horizontal orientations. The tech-
nique is in the assignment of pins. Small capacity miniature
storage devices can use the vertical expansion, while high
capacity devices with larger form factors can use both vertical
and horizontal expansion to maximize capacity. By using this
technique, large capacity storage devices are implemented in
a small package device, and larger form factors achieve big-
ger memory capacities.

The present invention takes advantage of the existing
stacking technology both on the module and package level.
This maximizes the capacity in a small area, realizing the
miniaturization transition. Modular approach is used in cre-
ating basic building blocks which can be tested individually
and replaced easily prior to final packaging, making the tech-
nique reliable, and cost effective. A wide range of capacity
can be configured through variation of die capacities and
stacking modules and/or packages. Expanding capacity may
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be implemented vertically, horizontally or both, depending
on board area and desired capacity.

BRIEF DESCRIPTION OF DRAWINGS

So that the manner in which the above recited features,
advantages and objects of the present invention are attained
and can be understood in detail, a more particular description
of the invention, briefly summarized above, may be had by
reference to the embodiments thereof which are illustrated in
the appended drawings.

It is to be noted, however, that the appended drawings
illustrate only typical embodiments of this invention and are
therefore not to be considered limiting of its scope, for the
present invention may admit to other equally effective
embodiments.

FIG. 1a shows the block diagram of the stackable system
for high performance, high capacity devices according to an
example embodiment of the present invention.

FIG. 15 shows the block diagram of the stackable system
for lower performance, lower capacity devices according to
an example embodiment of the present invention.

FIG. 2a, 2b, 2¢ depict the SDRAM module’s top and
bottom drawings and a cross sectional representation of
stacked multiple SDRAM modules according to an example
embodiment of the present invention.

FIG. 3a, 3b, 3¢ depict the flash module’s top and bottom
drawings and a cross sectional representation of stacked mul-
tiple flash modules according to an example embodiment of
the present invention.

FIG. 4a, 45 depict the first high-end controller module’s
top and bottom drawings according to an example embodi-
ment of the present invention.

FIG. 5a, 5b depict the memory module’s top and bottom
drawings according to an example embodiment of the present
invention.

FIG. 64, 65 depict the first low-end controller module’s top
and bottom drawings according to an example embodiment of
the present invention.

FIG. 7a,7b depict the second high-end controller module’s
top and bottom drawings according to an example embodi-
ment of the present invention.

FIG. 84, 85 depict the second low-end controller module’s
top and bottom drawings according to an example embodi-
ment of the present invention.

FIG. 9 depicts the stacked SDRAM modules further
stacked on the controller module according to an example
embodiment of the present invention. This configuration is
used for high end applications. The figure also shows how the
balls have corresponding pads for inter-module connection.

FIG. 10 depicts stacked flash modules further stacked on
the memory module according to an example embodiment of
the present invention. The figure also shows how the balls
have corresponding pads for inter-module connection.

FIG. 11 depicts the possible stacking options for the first
high-end controller module and the memory modules accord-
ing to an example embodiment of the present invention. A
substrate interface is used to attach one group of stacked
modules to another.

FIG. 124 is an isometric exploded drawing of the stacking
technique presented in FIG. 11 according to an example
embodiment of the present invention. Multiple identical
stacking is not included in this drawing.

FIG. 125 is another package stacking technique using Pin
Grid Array (PGA) rather than Ball Grid Array (BGA) accord-
ing to an example embodiment of the present invention. This
is used for easy replacement and expansion.
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FIG. 13 depicts the low-end controller module configura-
tion with stacked flash module according to an example
embodiment of the present invention. The figure also shows
how the balls have corresponding pads for inter-module con-
nection.

FIG. 14 is an isometric exploded version of the stacking
technique presented in FIG. 11 according to an example
embodiment of the present invention.

FIG. 15a, 1556 depict the second high-end controller mod-
ule configuration with stacked memory modules according to
an example embodiment of the present invention. The figures
also show how the balls have corresponding pads for inter-
module connection.

FIG. 16 is an isometric exploded version of the stacking
technique presented in FIG. 14 according to an example
embodiment of the present invention.

FIG.17a,17b depict the second low-end controller module
configuration with stacked memory modules according to an
example embodiment of the present invention. The figures
also show how the balls have corresponding pads for inter-
module connection.

FIG. 18 is an isometric exploded version of the stacking
technique presented in FIG. 17 according to an example
embodiment of the present invention.

FIG. 19 shows a pin assignment and connection technique
to be able to select specific layer in a multi-stacked module
according to an example embodiment of the present inven-
tion.

FIG. 20a shows another pin assignment technique which
uses a rotational stacking orientation to allow stacking of four
identical modules representing different bus interfaces
according to an example embodiment of the present inven-
tion.

FIG. 205 shows a cross-section representation of the four
stacked modules on a rotational stacking technique and how
their pins mates according to an example embodiment of the
present invention.

FIG. 21a shows another pin assignment and connection
technique to be able to connect a serial chain route from
multiple modules in a stack according to an example embodi-
ment of the present invention.

FIG. 215 shows the routing of a serial chain connection
from one stack location to another allowing application of
both vertical and horizontal expansion independently or
simultaneously according to an example embodiment of the
present invention.

DETAILED DESCRIPTION OF THE INVENTION

FIG. 1ais ablock diagram of a flash storage system accord-
ing to a first example embodiment of the present invention.
The block diagram shows the entire high-end system that is
modularized, stacked, and packaged to achieve the desired
features of the technique. The heart of the system is the main
controller-processor 101 which interfaces with the flash
memory, the flash PROM and the SDRAM memory blocks.
The SDRAM is configured from a single bank 102 to a maxi-
mum of four banks depending on the desired capacity. Each
bank such as 102 includes 3 SDRAMs. The flash devices such
as 107 are controlled by the Flash Interface Controller such as
105. Each controller supports four flash buses such as flash
bus A1l 106, and each flash bus supports a maximum of 8
flash devices. The main controller-processor supports four
flash interface controllers through 4 different busses suchas B
bus 104. The four flash interface controllers with their corre-
sponding flash devices comprise the memory set 108. The
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main controller-processor can support from one memory set
to a maximum of 15 memory sets. This is a maximum support
of 1,920 flash devices.

FIG.1bis ablock diagram of a flash storage system accord-
ing to a second example embodiment of the present invention.
The block diagram shows the entire low-end system that is
modularized, stacked, and packaged to achieve the desired
features of the technique. Since a low-end system may not
require a large amount of memory capacity, SDRAM may be
limited to one bank 109, or none at all, and the supported flash
devices may also be limited to only two sets of flash buses.
One set of flash buses 110 consists of four flash bus with 8
flash devices supported per flash bus, which results in a maxi-
mum supported number of 64 flash devices.

From the basic dies; SDRAM, FPROM, flash memory,
flash interface controller, and the main controller-processor,
single and multiple chip modules are created to become the
basic building blocks for the stacking technique presented in
the present invention. Referring to FIG. 2a which is a top view
of'an SDRAM module, three SDRAM dies 201 are placed in
a single substrate 203 to become the SDRAM module which
is one of the basic building blocks. The SDRAM module is
represented in FIG. 1 as a single bank 102 composed of
SDRAM 00, SDRAM 01, and SDRAM 02 connected to the
SDRAM interface 103. All signals needed to interface to the
controller module and other SDRAM modules are assigned in
both the bottom balls 204 and top pads 202 respectively.
Bottom balls 204 are shown in FIG. 25 which is a bottom view
of the SDRAM module, three slots 205 are created under the
SDRAM die’s pad attach area to accommodate bottom wire
bonding. FIG. 2¢ is the stacked module cross sectional rep-
resentation. Top pads 202 and bottom balls 204 act as the
vertical interconnects between all SDRAM modules and to
the controller module. Varying the SDRAM die capacity and
the stack quantity, results in wide range of total SDRAM
capacity depending on the product application. The SDRAM
device organization, capacity and bank limitations are
defined by the main controller-processor’s SDRAM interface
specifications. The main controller-processor intended to be
used for this example embodiment of the present invention
supports a 32-bit wide 4 banks maximum SDRAM configu-
ration.

FIG. 3a is a top view that shows four flash dies 301 in a
single substrate 303 that collectively form part of a flash
module, which can also function as a basic building block. All
signals needed to interface with the memory module and
other flash modules are assigned in both the bottom balls 304
and the top pads 302, respectively, as shown in FIGS. 3q, 3b
and 3c. In FIG. 3¢, the flash modules are stacked. Maximum
stack quantity depends on the flash interface controller speci-
fications. Top pads 302 and bottom balls 304 acts as the
vertical interconnects between stacked flash modules and to
the memory module. Varying the flash die capacity and the
stacking quantity, results in a wide range of total flash capac-
ity depending on the product application and capacity
requirements. The flash device organization and capacity
limitations are defined by the flash interface controller’s
specifications. The flash interface controller intended to be
used for this used for this example embodiment of the present
invention supports 8 flash devices per flash bus, thus allowing
a maximum stacking of 8 flash modules.

FIG. 4a shows the top view of the first example embodi-
ment of the present invention illustrated in a first high-end
controller module configuration. A single FPROM die 401 is
placed at the center of the substrate 404. Pads are composed
oftwo sections, one for the SDRAM module interface shown
as 402 and another for the memory module interface shown as
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403. This technique enables multiple stacking of both
SDRAM modules and memory modules in a single package.
FIG. 4b shows the bottom view of the controller module. A
single main controller-processor die 406 is placed at the cen-
ter of the substrate. The controller module becomes a base
module for the package. The balls 405 are used to connect to
the main substrate which is typically a printed circuit board
(PCB).

FIG. 5a shows the top view of the memory module which
is also a basic building block. A single flash interface control-
ler die 501 is placed on the center of the substrate 504. Pads
are composed of two sections, one for the flash module inter-
face shown as 502 and another for the other memory module
interface shown as 503. This technique enables multiple
stacking of flash modules and memory modules in a single
package. The memory module becomes a base module for the
package. FIG. 556 shows the bottom view of the memory
module. The memory module balls 505 are used to connect to
the main substrate PCB, to the controller modules or to the
other memory modules depending on the type of configura-
tion desired.

FIG. 6a shows the top view of the second example embodi-
ment of the present invention illustrated in a first low-end
controller module configuration. Two SDRAMs 601 and a
single FPROM 602 are placed on top of the module. This
configurationis flexible. The SDRAMs can be unpopulated in
a low performance application. Internal SRAMs in the main
controller-processor will take over the SDRAM functions.
The main controller-processor 605 is placed at the bottom of
the module. This configuration does not allow stacking of the
SDRAM which is not necessary for low capacity applica-
tions. Flash modules are stacked on top, interfacing to the
pads 603. The substrate 604 is the same size as the flash
module making its final package smaller. The bottom balls
606 are used to interface with the main PCB.

FIG. 7a shows the top view of the first example embodi-
ment of the present invention illustrated in a second high-end
controller module configuration, where four memory mod-
ules 701 can be mounted on separate locations adjacent to
each other. Memory module interface pads 704 are allocated
for multiple stack configurations. In the middle of the
memory module interface pads, 3 SDRAM dies 702 are
mounted. Each area corresponds to one SDRAM bank 703,
totaling to a maximum of 4 SDRAM banks in the package.
The bottom view is presented in FIG. 75, where the main
controller-processor die 705 and the FPROM die 706 are
mounted adjacent to each other. The module’s balls 707 are
used for external interface to the main PCB.

FIG. 8a shows the top view of the second example embodi-
ment of the present invention illustrated in a second low-end
controller module configuration, where only two memory
modules 801 can be mounted side-by-side. Memory module
interface pads 802 are allocated for multiple stacking con-
figurations. In the middle of the memory module interface
pads, 3 SDRAM dies 803 are mounted. Each area corre-
sponds to one SDRAM bank 804, totaling to only a maximum
of'2 SDRAM banks in a package. The SDRAM can either be
mounted or not depending on the application. Internal
SRAMs can also be used instead of the SDRAMs. The
stacked memory modules can also be configured to support
both internal and external flash interface controller applica-
tions. The bottom view is presented in FIG. 85, where the
main controller-processor die 805 and the FPROM die 806
are mounted adjacent to each other. The module balls 807 are
used for external interface to the main PCB.

FIG. 9 shows the stacking of SDRAM module 901 and
controller module 902. A single or stacked SDRAM module
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can be placed on top of a controller module. The pads for the
SDRAM module interface 903 must align with the SDRAM
module balls 904. The bottom-most SDRAM module 905
serves as bank 0, and the top-most module 906 serves as bank
3. For low capacity SDRAM requirements, only a single or
dual bank is enough. High capacity devices needs to have a
maximum SDRAM capacity, thus stacking the maximum of 4
modules. The outer pads 907 are for the memory module
interface.

FIG. 10 shows the stacking of flash modules 1001 and
memory module 1002. A four-stack or eight-stack flash mod-
ule is placed on top of a memory module. The pads for the
flash module interface 1003 must align with the flash module
balls 1004. The outer pads 1005 are for other memory module
interface. The flash interface controller intended to be used
for this example embodiment of the present invention sup-
ports a maximum of 4 flash buses and each flash bus supports
amaximum of 8 flash devices. The bottom-most flash module
1006 contains the 4 flash buses’ Flash 00 devices and the
top-most module 1007 contains the 4 flash buses’ Flash 07
devices.

FIG. 11 shows a sample of a maximized stacking technique
that can be configured through vertical, horizontal or com-
bined expansion. Multiple staking will increase the overall
height of the module, thus requiring a filler 1101 to physically
interconnect two stacked modules. A thinner filler 1102 may
be used depending on the height differential between the
modules which is dependent to the number of stacks applied.
A controller module with the stacked SDRAM modules act as
the controller package 1103. A memory module with stacked
flash modules acts as the memory package 1104. Four
memory packages stacked together form the memory set
1105. Vertical expansion happens when the controller pack-
age is stacked with a single or multiple memory sets. The
figure shows a single memory set to be stacked to the con-
troller package. Horizontal expansion happens when the con-
troller package is located on a different site on the PCB
relative to the memory sets. Also multiple memory sets can be
located on different sites on a PCB. Combo expansion hap-
pens when both vertical and horizontal expansion technique
is implemented simultaneously. The expansion technique is
very flexible depending on the desired memory capacity,
main PCB size limitations and also height limitations.

FIG. 12a shows the isometric and exploded drawing of the
stacking technique for the first high-end controller configu-
ration. Pins are assigned strategically and modules are
stacked to make possible the miniaturization of the entire
system in a package.
1201—The Flash Module
1202—The Flash Die
1203—The Flash Module Pad Interface to other Flash Mod-

ules
1204—The Flash Module Solder Balls
1205—The Memory Module
1206—The Flash Interface Controller Die
1207—The Memory Module Pad Interface for the Flash

Module
1208—The Memory Module Pad Interface for the other

Memory Modules
1209—The Memory Module Solder Balls
1210—The SDRAM Module
1211—The SDRAM Die
1212—The SDRAM Module Pad Interface to other SDRAM

Modules
1213—The SDRAM Module Solder Balls
1214—The Controller Module
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1215—The FPROM Die on top side and the Main Controller-

Processor Die at the bottom side.
1216—The Controller Module Pad Interface to the SDRAM

Modules
1217—The Controller Module Pad Interface to the Memory

Modules
1218—The Controller Module Solder Balls

FIG. 125 is another technique used in this invention to ease
replacement and facilitate expansion. Instead of using Ball
Grid Array (BGA), Pin Grid Array (PGA) 1219 is used. This
method makes it more flexible due to the technology’s inher-
ent feature where replacement is done swiftly without any
assembly process involved. Horizontal expansion is also ben-
efited in this technology. The figure shows the stacked
memory module as an example. The memory module is pack-
aged using the PGA technology, where the top portion of the
package becomes the socket 1220 and the bottom portion the
pin arrays 1219. The filler 1221 becomes the package’s top
socket and is interfaced into the base module 1222 through
the BGA 1223. The base module uses PGA to interface to the
bottom package or to the main board 1224. Filler 1225 is also
mounted into the main board to interface the stacked memory
modules.

FIG. 13 shows the stacking of the flash module 1301 and
the first low-end type of controller module 1302. A single or
stacked flash module can be placed on top of the controller
module. The pads for the flash module interface 1303 must
align with the flash module balls 1304. This configuration is
for low capacity low performance applications. The number
of flash modules to be stacked depends on the desired capac-
ity and is limited to the supported feature of the main control-
ler-processor. The main controller-processor’s flash interface
can support a maximum of 8 buses and a maximum of 8 flash
devices per bus.

FIG. 14 shows the isometric and exploded drawing of the
stacking technique for the first low-end controller configura-
tion. Pins are assigned strategically and modules are stacked
to make possible the miniaturization of the entire system in a
package.
1401—The Flash Module
1402—The Flash Die
1403—The Flash Module Pad Interface to other Flash Mod-

ules
1404—The Flash Module Solder Balls
1405—The Controller Module
1406—The FPROM Die and the Main Controller-Processor

Die at the bottom
1407—The SDRAM Die
1408—The Controller Module Pad Interface to the Flash

Modules
1409—The Controller Module Solder Balls

FIG. 15a shows the stacking technique for the second
high-end controller configuration. The stacked flash modules
1501 are further stacked on top of the memory modules 1502
which are then mounted on the controller module 1503 on
four different locations. Four memory modules can be
mounted on four different locations on the controller module
creating a memory set. Stacking more memory sets increases
the total capacity. The cross-sectional representation of the
said stacking technique is shown in FIG. 155. The memory
module balls 1504 must align to the pad interface 1505 on the
controller module. As previously discussed in FIG. 11, fillers
are used to physically connect two successively stacked mod-
ules. The controller balls 1506 will become the external inter-
face to the main board. The final package is 4x bigger than the
first high end option.
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FIG. 16 shows the isometric and exploded drawing of the
stacking technique discussed in FIG. 15. Pins are assigned
strategically and modules stacked to make possible the maxi-
mum stacking and interconnection between modules. As pre-
viously discussed in FIG. 11, fillers are used to physically
connect two stacked successively stacked modules.
1601—The Flash Module
1602—The Flash Dies
1603—The Flash Module Pads Interface to other Flash Mod-

ules
1604—The Flash Module Solder Balls
1605—The Memory Module
1606—The Flash Interface Controller Dies
1607—The Memory Module Pad Interface to Flash Modules
1608—The Memory Module Pad Interface to other Memory

Modules
1609—The Memory Module Solder Balls
1610—The Controller Module
1611—The SDRAM Dies on top side and the FPROM and

Main Controller-Processor at the bottom side
1612—The Controller Module Pads Interface to the Memory

Modules
1613—The Controller Module Solder Balls

FIG. 17a shows the stacking technique for the second
low-end configuration. The stacked flash modules 1701 are
further stacked on top of the memory modules 1702 which are
then mounted on the controller module 1703 on two different
locations. This technique can use both internal and external
flash interface controller configurations, making this tech-
nique flexible. The cross-sectional view is shown in FIG. 175.
The memory module balls 1704 must align to the pad inter-
face 1705 on the controller module. The controller balls 1706
will become the external interface to the main board. The final
package is twice the size of the first high end option.

FIG. 18 shows the isometric and exploded drawing of the
stacking technique discussed in FIG. 17. Pins are assigned
strategically and modules stacked to make possible the maxi-
mum stacking and interconnection between modules. As pre-
viously discussed in FIG. 11, fillers are used to physically
connect two stacked successively stacked modules.
1801—The Flash Module
1802—The Flash Dies
1803—The Flash Module Pads Interface to other Flash Mod-

ules
1804—The Flash Module Solder Balls
1805—The Memory Module
1806—The Flash Interface Controller Dies
1807—The Memory Module Pad Interface to Flash Modules
1808—The Memory Module Pad Interface to other Memory

Modules
1809—The Memory Module Solder Balls
1810—The Controller Module
1811—The SDRAM Dies on top side and the FPROM and

Main Controller-Processor at the bottom side
1812—The Controller Module Pads Interface to the Memory

Modules
1813—The Controller Module Solder Balls

A more detailed technique on how the pins are assigned
and how modules are placed with different orientation in the
stack is discussed in the following paragraphs.

FIG. 19 shows a first pin assignment and connection tech-
nique that enables a selection of specific module in a multiple
module stack. The figure illustrates the controller and
SDRAM modules as an example. The SDRAM module balls,
such as 1907, are represented by big oblong shapes, and the
pads such as 1908 are represented by smaller oblong shapes.
A pad to ball connection is represented by a rectangle, such as
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1906. The controller module has four active pads such as
1904, one each for the four SDRAM modules such as 1901.
The controller module’s active pad 00 1904 is connected to
SDRAM module 0’s X0 ball 1903, pad 01 to SDRAM mod-
ule 1’s X0 ball 1902, and so on. The X0 balls are the active
balls for the SDRAM modules. All SDRAM modules are
identical which include the connections as follows: X1 ball is
connected to X1 pad, X2 ball to X2 pad, and so on. The
technique involves using a ladder-like routing path, such as
1905 on the stacked modules. This technique enables the
controller module’s active pad to be routed to the desired
specific module in the stack. The example embodiment illus-
trated in FIG. 19 comprises a repeating pattern for the balls
and pads. Passive balls are connected within each module to
passive pads with an offset distance equaling one periodic
distance of the repeating pattern. The importance is the
approach using repeating pattern and offsetting of the passive
ball to passive pad within each module, other offset distances
can be used also in other embodiment of the present inven-
tion, e.g. using an offset of two or any multiple of the periodic
distance of the repeating pattern. The example embodiment
does not limit the scope of the present invention.

Another pin assignment, connection, and stacking combo
method introduced in this invention is the rotational stacking
technique. FIG. 204 shows the pad interconnects for a certain
base module and strategic numbering is assigned. Pads
labeled with numbers 1 to 4 represent the four different
groups of signals. Pads labeled with the number 5 are used for
the vertical stacking IOs (more details are illustrated in FIG.
21a). Pads labeled with the number 6 are reserved for power
and ground which are common to all modules in the stack.
Since the stacked modules are identical, we can use rotational
stacking to connect one module to one group of signals and
the following rotated stacked module connects to another
group of signals, and so on. This way ensures four identical
modules to be stacked and connected to four different groups
of signals from the base module which is typically a control-
ler. Pad 1 2001, upon the substrate being rotated 90 degrees
clockwise, occupies pad 2 2002 location relative to an un-
rotated substrate such as the base substrate which is typically
a controller. In a similar manner pad 12001 can be located at
pad 3 2003 location, then pad 4 2004 location upon the
substrate being rotated 180 and 270 degrees clockwise
respectively.

FIG. 205 shows a cross-sectional view of four such mod-
ules stacked over the base module. Memory and Controller
modules are used as example. Pin 1s such as 2005 on the
stacked modules are the only active signal pins for the mod-
ule. The rest (numbered 2 to 4) 2006 are directly connected to
the balls underneath them but have no other connections. This
way connection is continued from bottom to top. The active
pin 2007 of the first module 2008 is aligned to pin 1 pad 2009
on the base module, and the second module’s active pin 2010
is aligned on pin 2 2011 of the base module with second
module being rotated 90 degrees clockwise. Since pin 22012
on the first module is directly connected to the ball under-
neath, this allows the pin 1 on the second module 2013 to be
connected to pin 2 2011 of the base module. Rotating the next
stacked module 90 degrees more, will align it’s active pin to
the base module pin 3 and so on until the forth rotation.

The last connection technique is used for serial routing of
all modules in the stack and allowing them to be externally
accessible for horizontal expansion on a PCB, such as a main
board. FIG. 21a shows how this technique is implemented in
the stacking method. The main board 2101 contains the input
signals 2102 which will then be connected to IN ball 2104 of
the base module 2103. The base module’s OUT pad 2105 is
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connected to IN ball 2107 of the first stack module 2106, and
so on. The top module 2108 terminates the signal to the top
pad 2109 and routes, with connection 2112, the signal inter-
nally to another pad 2110 which is connected directly to the
ball 2113 underneath. Since the modules are identical, this
routed signal passes through the pads and balls 2111 of the
stack until it reaches the OUT pad 2114 of the main board for
external access. How the top module terminates the serial
chain and branches them out to other pads is shown in FIG.
215. All modules have a selectable buffer 2115 that tri-states
the input when pulled low. The signal from the IN balls 2116
enters the internal circuit 2117 and exits the circuit connect-
ing to the OUT pad 2118. The buffer’s 2115 control line is
weakly pulled up internally. The “StkLow™ ball is connected
internally to GND 2119, thus pulling down the buffer control
line when a module is stacked above it, and it is pulled up
when no module is stacked directly above it. When the buffer
control line is pulled high, it will let the input signal branch
out 2120 to the other pads, thus creating a connection route or
trace that loops back to the base module solder balls. When a
module is stacked above a module that is disposed with
selectable buffer 2115 in the manner shown, the buffer control
signal is pulled low, tri-stating the input signal and disallow-
ing the branching effect. This technique allows the signal to
be accessible to the external balls of the base module, thus
horizontal expansion for a serial signal is achievable. The
balls are then routed, with connection 2121, to the other
modules 2122 on the other locations. The same technique is
used on the main board 2123, when no package is detected on
the “Stkl.ow” pad, the buffer allows the input to connect to the
designated pads on the other locations. The tri-stated buffer
technique is redundant to all locations. An example is the
JTAG TDI-TDO signal. The diver circuit 2125 sends out TDI
signals to the pads and the closing TDO signal 2124 loops
back to the driver circuit.

Combining these stacking, pin assigning and connection
techniques allow interconnection between modules with both
parallel and series signals to both vertical and horizontal
expansion. The technique is very flexible depending on the
specific application, capacity, board size and height limit.

We claim:

1. A stacked module comprising a plurality of modules
each comprising:

one or more active ports for carrying one or more active
signal;

one or more passive ports for passing through the one or
more active signals;

a first serial chain route that includes at least one serial
chain connection, the serial chain connection including:
aserial chain circuit, a serial chain input, and serial chain
output; said serial chain input coupled to said serial
chain output through said serial chain circuit;

a second serial chain route and a control circuit for enabling
a routing path that connects the first serial chain route
with the second serial chain route within an end module;
and

said control circuit is disposed to enable the routing path in
response to a control input signal received from another
module from the plurality of modules when the end
module is coupled to the another module.

2. The stacked module of claim 1 wherein the one or more
passive port forms a ladder like routing path, and the passive
port connects a passive ball on one surface of a module to a
passive pad on another surface of the module.

3. The stacked module of claim 2:

wherein each of the plurality of modules comprises a first
side and a second side;

Petitioner Intel Corp., Ex. 1011
[PR2023-00783



Case 6:22-cv-00335-ADA Document 44-6 Filed 12/16/22 Page 36 of 36

US 7,826,243 B2

11

wherein the one or more active port is connected to one or
more active ball on the first side of one or more corre-
sponding module;

wherein the one or more passive port is connected to one or

more passive ball on the first side and one or more
passive pad on the second side of one or more corre-
sponding module;

wherein each ofthe one or more passive ball and each of the

one or more passive pad connected to a same passive
port are located between a pre-determined distance to
each other in a repeating pattern, the pre-determined
distance equaling a multiple of a periodic distance of the
repeating pattern;

wherein one or more active port of a base module is routed

to a same location on one or more modules through the
ladder like routing path; and

wherein at least one of the one or more passive ball and one

or more passive pad forms a ladder like routing path.

4. The stacked module of claim 2, wherein:

the stacked module further includes a first outside surface

and a second outside surface, the first and second outside
surfaces disposed to face opposite each other; and

at least one of the plurality of modules includes a first

module having a first target location terminating
between the first and second outside surfaces.

5. The stacked module of claim 4, wherein the plurality of
modules further includes a second module and a third mod-
ule, the second module including a second module surface
that includes the first outside surface and the third module
including a third module surface that includes the second
outside surface.

6. The stacked module of claim 2, further including a
second ladder like routing path; and wherein:

the plurality of modules includes a first module and a

second module, the first and second modules respec-
tively including a first target location and a second target
location, the second target location located within the
stacked module; and

the ladder like routing path for routing one of the active port

to the first target location, and the second ladder like
routing path for routing another one of the active port to
the second target location.

7. The stacked module of claim 6, further including a
second ladder like routing path; and wherein:

the stacked module includes a first outside surface and a

second outside surface, the first and second outside sur-
faces disposed to face opposite each other;

the ladder like routing path terminates at the first target

location; and

the second ladder like routing path terminates at the second

target location, the second target terminating within the
stacked module and located between the first and second
outside surfaces.
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8. The stacked module of claim 6, wherein the second
target location is located between the first and second outside
surfaces.

9. The stacked module of claim 1 wherein one or more of
the plurality of modules is rotated before being stacked and
the one or more passive port forms a rotational routing path.

10. The stacked module of claim 9:

wherein each of the plurality of modules comprises a first

side and a second side;

wherein the one or more active port is connected to one or

more active ball on the first side of one or more corre-
sponding module;

wherein the one or more passive port is connected to one or

more passive ball on the first side and one or more
passive pad on the second side of one or more corre-
sponding module;

wherein each ofthe one or more passive ball and each of the

one or more passive pad connected to a same passive
port are located opposite each other in a repeating pat-
tern;

wherein one or more active port of a base module is routed

to a same location on one or more modules through the
rotational routing path; and

wherein at least one of the one or more passive ball and one

or more passive pad form a rotational routing path.

11. The stacked module of claim 1 wherein one or more of
the plurality of modules includes a main board.

12. The stacked module of claim 11 wherein one or more
vertically stacked module is connected to the main board.

13. The stacked module of claim 1:

wherein each of the plurality of modules comprises a first

side and a second side, and the one or more passive ports
includes a first passive port connected to a passive ball
disposed on the first side and to a passive pad disposed
on the second side of a module from the plurality of
modules;

wherein the serial chain input includes the passive ball and

the serial chain output includes the passive pad
wherein the passive ball and the passive pad are located
opposite each other; and

further including a base module having an active port for

providing a signal, said signal routed to a same location
on the plurality of modules through the first serial chain
route.

14. The stacked module of claim 1:

wherein the routing path includes one or more tri-state

driver controlled by the control circuit.

15. The stacked module of claim 14 further including:

a main board coupled to another stacked module having a

third serial chain route; and

another control circuit for enabling another routing path

that connects the second serial chain route with the third
serial chain route.

#* #* #* #* #*
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UNITED STATES PATENT AND TRADEMARK OFFICE
CERTIFICATE OF CORRECTION

PATENT NO. : 7,826,243 B2 Page 1 of 4
APPLICATION NO. : 11/322442

DATED : November 2, 2010

INVENTOR(S) : Rey Bruce et al.

It is certified that error appears in the above-identified patent and that said Letters Patent is hereby corrected as shown below:

In the Drawings

Please insert Figure 5b by replacing Drawing Sheet 6 of 28 with Replacement Sheet 6 of 28 attached
hereto.

In the Specification

Column 3, Line 39, replace “to be able to connect” with --for creating--;

Column 3, Line 39, replace “chain route from™ with --chain route through--;

Column 3, Line 40, after “in a stack™ insert --by connecting a set of serial chain connections,--;
Column 3, Line 40, replace “to an example” with --to another example--;

Column 9, Line 3, before “The controller” insert --An active pad may be also referred to herein as an
“active port.”--;

Column 9, Line 3, replace “is connected” with --is ultimately connected--;

Column 9, Line 4, delete “SDRAM module 0°s”;

Column 9, Line 4, replace “ball 1903, pad 01” with --ball 1903 of SDRAM module 0, active pad 01--;
Column 9, Line 4, after “pad 01 insert --is connected--;

Column 9, Lines 4-5, replace “SDRAM module 1°s X0 ball 1902 with --X0 ball 1902 of SDRAM
module 1--;

Column 9, Line 5, replace “The X0 balls” with --These X0 balls--;

Column 9, Line 6, replace “for the SDRAM modules.” with --for these SDRAM modules. Thus, as
illustrated in Figure 19, there is one active ball, such as X0, ultimately coupled to one active pad per
module.--;

Column 9, Line 6, before “All SDRAM modules™ insert paragraph break;

Column 9, Line 7, replace “identical which™ with --identical, and in the example shown in FIG. 19,--;
Column 9, Line 7, replace “include the connections as follows:” with --include the following:--;
Column 9, Line 7, replace “X1 ball” with --an X1 passive ball--;

Column 9, Line 8, replace “X1 pad” with --an X1 passive pad--;

Column 9, Line 8, replace “X2 ball to X2 pad” with --an X2 passive ball to X2 passive pad--;

Signed and Sealed this
Twenty-eighth Day of November, 2017
Joseph Matal

Performing the Functions and Duties of the
Under Secretary of Commerce for Intellectual Property and
Director of the United States Patent and Trademark Office
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Column 9, Line 8, after “and so on.” insert --The connection between a passive ball on one surface of
a SDRAM module and a passive pad on another surface of the same SDRAM module, such as the X1
passive ball and X1 passive pad connection in FIG. 19, is named “passive port”, as as passive ports
1909 illustrated in FIG. 19.--;

Column 9, Line 12, after “module in the stack.” insert --Thus, an active signal applied at an active pad,
such as active pad 02, shown with reference number 1904 on controller module 1910, is routed
through at least one passive port connecting a passive ball and passive pad, such as the passive ports
1905 connecting passive ball X2 to passive pad X2 and passive ball X1 to passive pad X2,
respectively, so that this active signal eventually reaches an active ball, such as X0 ball SDRAM
Module 2, in Figure 19.--;

Column 9, Line 16, after “the repeating pattern.” insert --For example in Figure 19, an X1 passive ball
is connected to an X1 passive pad, X2 passive ball to X2 passive pad, etc.--;

Column 9, Lines 16-17, replace “The importance is the approach using” with --By using--;

Column 9, Line 19, delete “also”;

Column 9, Line 19, replace “in other embodiment™ with --in alternative embodiments--;

Column 9, Lines 19-20, replace “invention, e.g. using” with --invention. For example, an alternative
embodiment may include using--;

Column 9, Lines 21-22, replace “The example embodiment does not limit” with --This alternative
embodiment is not intended to limit--;

Column 9, Line 22, replace “the present invention.” with --the present invention in any way.--;
Column 9, Line 67, after “module 2103.” insert --The modules, including base module 2103, stack
modules 2106 and 2130, and an end module, such as top module 2108, each have a ball and a pad that
are coupled together by a serial chain circuit. For example, base module 2103 includes a serial chain
circuit 2127 that couples IN ball 2104 with OUT pad 2105, and a serial chain circuit 2136 that couples
OUT pad 1237 with OUT ball 2138; module 2106 includes a serial chain circuit 2128 that couples IN
ball 2107 with OUT pad 2129, and a serial chain circuit 2139 that couples OUT pad 2140 with OUT
ball 2141; module 2130 includes a serial chain circuit 2131 that couples IN ball 2132 with OUT pad
2133, and a serial chain circuit 2142 that couples OUT pad ball 2143 with OUT ball 2144; and top
module 2108 incudes a serial chain circuit 2134 that couples IN ball 2135 with OUT pad 2109 and a
serial chain circuit 2145 that couples OUT pad 2110 with OUT ball 2113.--;

Column 9, Line 67, replace “The base module’s” with --Thus, the base module’s--;

Column 10, Line 2, after “so on.” insert --A signal route that includes a serial chain circuit coupling an
ball and pad is herein after referred to as a “serial chain connection”, and at least two serial chain
connections connected in series are herein after referred to as a “serial chain route™, such as serial
chain route 2146 or 2111.--;

Column 10, Line 4, replace “another pad 2110 which™ with --another pad, such as OUT pad 2110,
which--;

Column 10, Line 5, replace “ball 2113 underneath.” with --ball underneath, such as OUT ball 2113.--;
Column 10, Line 6, replace “passes through the pads and balls 2111 of the” with --passes through
another set of serial chain connections that comprise another serial chain route, such as serial chain
route 2111 for the--;

Column 10, Line 8, after “access,” insert --A serial chain connection includes a serial chain input and a
serial chain output. A serial chain input is disposed to receive a signal, while a serial chain output is
disposed to provide the signal. For example in Figure 21a, IN balls 2014, 2107, 2132, and 2135, and
OUT pads 2110, 2143, and 2140 are serial chain inputs, respectively, OUT pads 2105, 2129, 2133,
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and 2109, and OUT balls 2113, 2144, 2141, and 2138 are serial chain outputs, respectively. At least
one of the balls and pads that are coupled to their respective chain circuit may be in the form of a
passive ball and passive pad, respectively, since an active signal, such as signal 2102, applied at active
pad 2101, can be routed through a series of serial chain circuits that couple respective balls and pads.
In effect, each of these serial chain circuits functions as a passive port. A serial chain circuit, however,
can also terminate a serial chain route, such as serial chain route 2146, and branching or routing this
serial chain route to another pad that functions as a serial chain input of another serial chain route,
such as serial chain route 2111, as described further below.--;

Column 10, Line 8, replace “How the top module terminates the serial” with --“Regarding the top
module, the serial”--;

Column 10, Line 9, after “chain” insert --termination--;

Column 10, Line 9, replace “branches them out” with --branching--;

Column 10, Line 10, after “have” insert --a control circuit that includes--;

Column 10, Line 33, replace “diver” with --driver--.
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OPTIMIZING MEMORY OPERATIONS IN AN
ELECTRONIC STORAGE DEVICE

CROSS-REFERENCE TO RELATED
APPLICATIONS

This application is a continuation in part application and
claims the benefit of U.S. patent application Ser. No. 11/450,
005, filed 8 Jun. 2006, entitled “Optimized Placement Policy
for Solid State Storage Devices, now U.S. Pat. No. 7,506,098,
which is hereby incorporated by reference as if fully set forth
herein.

FIELD OF INVENTION

The present invention relates to solutions for optimizing
memory operations in a memory system suitable for use in an
electronic storage device. More particularly, the present
invention relates to solutions for increasing the likelihood that
the operational load imposed on the memory system by these
memory operations, performed in response to an 1/O transac-
tion request, will be optimally distributed across resources
used by the memory system, increasing operational effi-
ciency, reducing memory operation latency or both.

BACKGROUND

Electronic storage devices that respectively employ a
memory system that includes memory devices, memory
chips, or modules that use non-volatile memory cells are
commonly known and are sometimes referred to as solid state
storage devices. The computer device industry has increased
the adoption of these solid state storage devices due to certain
advantages offered by these types of storage devices over
other forms of storage devices, such as rotational drives. The
adoption of solid state storage devices as an enhancement or
even as replacements to rotational drives is not without some
difficulty because many conventional computer devices,
sometimes referred to as “hosts”, use host operating systems,
file systems, or both that are optimized for use with rotational
drives rather than solid state storage devices. For example,
unlike rotational drives, solid state storage devices that use
NAND flash memory, also referred to as “flash drives”, suffer
from write cycle limitations and to a certain degree, bad
blocks. In addition, flash drives use block addressing rather
than byte addressing, and these flash drives use block
addresses that are usually much larger than the block address
used by the host. Block addressing may impose an additional
level of complexity and additional processing cycles when
performing a write operation, and which in turn, may increase
write operation latency. This additional level of complexity
may include performing a read-modify-write transaction to
complete the write operation.

Many conventional host operating and file systems, how-
ever, do not employ mechanisms to solve these write cycle,
bad block, or block level addressing issues. Consequently,
flash drive manufacturers sometimes employ, at the storage
device level, flash memory related techniques that include
read-modify-write transactions, wear leveling, bad block
management or any combination of these to minimize or
manage the write cycle limitation and bad blocks common to
flash drives. Other host file systems, such as file systems that
employ a write in place method, might use a “flash translation
layer” to avoid excessive wear to a particular block of flash
memory.

The use of these flash memory related techniques at the
storage device level, or a flash translation layer at the host
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level, however, may decrease storage device performance,
increase transaction or memory operation latency, or render
the storage device as a primary bottleneck to the processing
efficiency of a host or a computing network. In response,
some solid state storage device manufacturers have imple-
mented “brute force” or active solutions that include using
more complex algorithms and “faster” processing devices,
such as CPUs, to handle and process these algorithms. These
active solutions, however, increases device costs and in most
cases, design complexity.

Consequently, a need exists for a solution that optimizes
memory operations performed by or in an electronic storage
device with a relatively minimal increase in device complex-
ity and costs. These optimizing memory operations include
increasing the likelihood that, in response to an I/O transac-
tion initiated by a host, the operational load imposed on the
storage device by these memory operations will be optimally
distributed across different storage device resources, such as
by interleaving or parallel memory operations, reducing
memory operation latency, increasing operational device effi-
ciency, or both.

SUMMARY

Solutions for optimizing memory operations performed by
or in an electronic storage device in response to receiving an
1/O transaction request initiated by ahost are disclosed. In one
implementation, a mapping table is used and disposed to
include: a set of logical fields, including a first logical field
and a second logical field, with these logical fields respec-
tively disposed for representing a plurality of LBA sets,
including the first logical field disposed for representing a
first LBA set and the second logical field disposed for repre-
senting a second L.BA set, the first and second LBA sets each
representing a set of consecutive LBAs. The mapping table
further includes a set of PBA fields, including a first PBA field
and a second PBA field, with these set of PBA fields respec-
tively disposed for representing a set of PBAs, including a
first PBA disposed for representing a first set of access param-
eters and a second PBA disposed for representing a second set
of'access parameters, with these PBAs each associated with a
physical memory location in a memory store, and these set of
logical fields and set of PBA fields disposed to associate the
first and second LBA sets with the first and second PBAs; and
wherein, in response to receiving the I/O transaction request,
the mapping table causes the storage device to perform opti-
mized memory operations on memory locations respectively
associated with the first and second PBAs, if the I/O transac-
tion request is associated with the first and second LBA sets.

BRIEF DESCRIPTION OF DRAWINGS

FIG. 1 is a block diagram of an electronic storage device
that includes a memory system which uses a memory table for
increasing the likelihood that optimized memory operations
will be performed in accordance with one embodiment of the
present invention.

FIG. 2 is a mapping table for an electronic storage device,
such as the electronic storage device illustrated in FIG. 1, in
accordance with another embodiment of the present inven-
tion.

DETAILED DESCRIPTION OF THE INVENTION

For clarity purposes, not all of the routine features of the
embodiments described herein are shown or described. It is
appreciated that in the development of any actual implemen-
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tation of these embodiments, numerous implementation-spe-
cific decisions may be made to achieve a developer’s specific
goals. These specific goals will vary from one implementa-
tion to another and from one developer to another. This devel-
opment effort might be complex and time-consuming but
would nevertheless be a routine engineering undertaking for
those of ordinary skill in the art having the benefit of this
disclosure. In addition, the elements used in the embodiments
described herein may be referred to using the variable symbol
n, which is intended to reflect any number greater than one
(1).

The various embodiments of the present invention dis-
closed herein relate to solutions for optimizing memory
operations in a memory system suitable for use in an elec-
tronic storage device. More particularly, the present invention
pertains to solutions that increase the likelihood which, in
response to an I/O transaction initiated by a host, the opera-
tional load imposed on the memory system by these memory
operations will be optimally distributed across resources used
by the memory system, reducing memory operation latency,
increasing operational device efficiency, or both. This
memory system, such as memory system 4, may be used with
or implemented in an electronic storage device 2, in the man-
ner illustrated in FIG. 1 in accordance with one embodiment
of the present invention. Memory system 4 is coupled to a
memory store 6 via a set of buses, such as buses 8-0 and 8-1,
and uses a mapping table 9. Memory system 4 also includes a
DMA controller 10 that includes a flash buffer controller 16
and a set of direct memory access engines, which are suitable
for performing DMA operations on memory devices used by
memory store 6.

When designed to operate with flash memory devices,
these direct memory access engines may be also herein
referred to as FDEs, and in the example shown in FIG. 1, are
illustrated as FDEs 22-01, 22-02, 22-11 and 22-12. An FDE
represents a device that is capable of controlling a flash
memory device and performing DMA operations on the flash
memory device in response to commands generated by stor-
age device 2 through storage device controller 24. These
DMA operations include facilitating high speed data transfers
to and from memory devices that are included as part of
memory store 6, such as flash memory devices 12-01 and
12-02. Buses 8-0 and 8-1 respectively function as a bus inter-
face that is used by an FDE to control and communicate with
selected flash memory devices in memory store 6. For
example, bus 8-0 may be used by FDE 22-01 to control flash
memory devices, such as flash memory devices 12-01, that
are coupled to bus 8-0 and that have chip enables (not shown)
which are controllable by FDE 22-01, while bus 8-1 may be
used by FDE 22-11 to control flash memory devices, such as
flash memory devices 12-01, that are coupled to bus 8-1 and
that have chip enables (not shown) which are controllable by
FDE 22-11. In another example, bus 8-0 may be used by FDE
22-02 to control flash memory devices, such as flash memory
devices 12-02, that are coupled to bus 8-0 and that have chip
enables which are controllable by FDE 22-02, while bus 8-1
may be used by FDE 22-12 to control flash memory devices,
such as flash memory devices 12-02 in flash, that are coupled
to bus 8-1 and that have chip enables which are controllable
by FDE 22-12.

DMA controller 10 also includes a flash buffer controller
16. Flash buffer controller 16 is disposed to drive each bus
utilized by memory system 4 and to translate command sig-
nals asserted by FDEs 22-0 through 22-12 into native
memory device commands that are compatible with the
memory device selected to receive these commands. In the
example shown in FIG. 1, these memory device commands
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are in the form of native flash memory device commands. The
number of buses, flash memory devices and FDEs shown in
FIG. 1 are not intended to be limiting in any way and may be
selected according to a variety of factors, such as the perfor-
mance, cost, capacity and any combination of these which
may be desired.

One of ordinary skill in the art having the benefit of this
disclosure would readily recognize that DMA controller 10
may be implemented using a different configuration dis-
closed herein and may include other types of processors,
DMA engines, or equivalent components. The term “host”
means any device that can initiate an I/O transaction request
which can be received by an electronic storage device that is
targeted for receiving the 1/O transaction request. For
example, in FIG. 1, host 18 can initiate an /O transaction
request 20, which is received and processed by storage device
2 as described herein.

Storage device 2 represents any storage device that may be
used with the optimized memory operation solutions and
embodiments disclosed herein. For example, storage device 2
may be further configured to include a processing unit, such
as a CPU, a bus, a working memory, such as DRAM, and an
1/O interface, which may be in the form of a SATA, iSCSI,
SATA, Fibre Channel, USB, eSATA interfaces, a network
adapter, a PCI or PCI-e bus bridge, or the like. These storage
device components enable storage device 2 to execute an
embedded operating system (not shown) necessary for pro-
cessing 1/O transactions that are initiated by a host through a
suitable network, and that are eventually received and pro-
cessed by storage device 2 through various device resources,
including memory system 4, buses 8-0 and 8-1, and memory
store 6. The processing unit, bus, DRAM, embedded operat-
ing system, and I/O interface are generally known, and thus,
are hereinafter referred to and shown collectively in the form
of a storage device controller 24 to avoid over complicating
the herein disclosure. In addition, although DMA controller
10 is shown as a separate component device in FIG. 1, DMA
controller 10 may be integrated with any other component
employed by a storage device and thus, the form factor of
DMA controller 10 is not intended to be limiting in any way.
For example and although not shown in FIG. 1, DMA con-
troller 10 may be part of or integrated within a storage device
controller that has a function similar to storage device con-
troller 24.

In another example, DMA controller 10 may be imple-
mented in the form of Flash DMA controller 109, which is
part of hybrid storage controller 102, which are further dis-
closed in FIG. 1 of United States patent application Ser. No.
11/450,023, filed on 8 Jun. 2006, entitled “Hybrid Multi-
Tiered Caching Storage System”, now U.S. Pat. No. 7,613,
876, which is hereby incorporated by reference as if fully set
forth herein.

Memory store 6 may be configured to include a set of solid
state memory devices that are coupled to a set of buses and
that are controlled by a set of FDEs. In FIG. 1, these memory
devices, buses, and FDEs are implemented in the form of flash
memory devices 12-01 and 12-02; buses 8-0 and 8-1; and
FDEs 22-01, 22-02, 22-11, and 22-12, respectively. The term
“flash memory device” is intended to include any form of
non-volatile memory, including those that use blocks of non-
volatile memory cells, named flash blocks. Each memory cell
may be single or multi-level. In FIG. 1, flash blocks 23-0
through 23-» are shown for each flash memory device illus-
trated. In addition, the number of flash memory devices, bus
interfaces, and FDEs illustrated in FIG. 1 is not intended to be
limiting in any way. Instead, the number of these devices may
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be increased or decreased, depending on the performance,
cost and storage capacity desired.

A flash memory device permits memory operations, such
as a write or read operation, to be performed on these flash
blocks according to a protocol supported by the flash memory
device. A flash memory device may be implemented using a
flash memory device that complies with the Open NAND
Flash Interface Specification, commonly referred to as ONFI
Specification. The term “ONFI Specification” is a known
device interface standard created by a consortium of technol-
ogy companies, called the “ONFI Workgroup”. The ONFI
Workgroup develops open standards for NAND flash
memory devices and for devices that communicate with these
NAND flash memory devices. The ONFI Workgroup is head-
quartered in Hillsboro, Oreg. Using a flash memory device
that complies with the ONF]I Specification is not intended to
limit the embodiment disclosed. One of ordinary skill in the
art having the benefit of this disclosure would readily recog-
nize that other types of flash memory devices employing
different device interface protocols may be used, such as
protocols compatible with the standards created through the
Non-Volatile Memory Host Controller Interface (“NVM-
HCI”) working group. Members of the NVMHCI working
group include Intel Corporation of Santa Clara, Calif., Dell
Inc. of Round Rock, Tex. and Microsoft Corporation of Red-
mond, Wash.

Mapping table 9 may be implemented in the manner shown
in FIG. 2, which is discussed below in conjunction with FIG.
1. Mapping table 9 includes a set of fields, named logical
fields 26, and a set of PBA fields 28. Each PBA field from set
of PBA fields 28 is disposed to represent a unique addressable
physical memory location, named “PBA, in memory store 6,
such as PBA 46, 48, 50 or 51. For each PBA field, this
physical memory location may be represented by using a set
of access parameter fields 30 and a memory index field 32.
The set of access parameters fields 30 includes a bus identifier
field 34, a FDE identifier field 36, and a group identifier field
38.

Bus identifier field 34 is disposed to represent a bus iden-
tifier, which is an identifier that is used for representing a bus
interface, such as bus 8-0 or 8-1. FDE identifier field 36 is
disposed to represent a FDE identifier, which is an identifier
foridentifying one FDE from another FDE from aset of FDEs
that are coupled to the same bus interface. The forms of the
bus and FDE identifiers are not intended to be limiting in any
way as long as the bus identifiers and FDE identifiers
employed enable the selection of a specific bus from a set of
buses, and the selection of a specific FDE from a set of FDEs
that are coupled to the same bus via flash buffer controller 16.
Flash memory devices coupled to the same bus may be here-
inafter referred to as a flash array bank. For example, flash
memory devices 12-01 and 12-02 that are coupled to bus 8-0
are in a flash array bank 14-0, while flash memory devices
12-01 and 12-02 that are coupled to bus 8-1 are in a flash array
bank 14-1.

Flash memory devices that are controlled by the same FDE
may be hereinafter referred to as a flash array bank interleave.
For instance, in flash array bank 14-0, flash memory devices
12-01 are controlled by FDE 22-01 and are thus, in one flash
array bank interleave 14-0-0, while flash memory devices
12-02 are controlled FDE 22-02 and are thus, in another flash
array bank interleave, such as flash array bank interleave
14-0-1. Similarly, in flash array bank 14-1, flash memory
devices 12-01 are controlled by FDE 22-11 and are thus, in
flash array bank interleave 14-1-0, while flash memory
devices 12-02 are controlled FDE 22-12 and are thus, in flash
array bank interleave 14-1-1. Selection of a flash memory
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device may be provided by coupling the chip select line (not
shown) of the flash memory device to a FDE.

Group identifier field 38 is disposed to represent a group
identifier, which is an identifier for identifying one flash
memory device from another flash memory device from a set
of flash devices that are controlled by the same FDE. For
example, in flash array bank interleave 14-0-0, since flash
memory devices 12-01 are controlled by FDE 22-01, each of
these flash memory devices are represented using different
group identifiers, such as group identifiers 15-0 and 15-1.

Group identifiers are selected and assigned to flash
memory devices so that no more than one flash memory
device, which is within the same flash array bank interleave or
which is controlled by the same FDE, is associated with the
same group identifier. Flash memory devices may share the
same group identifier as long as these flash memory devices
are not controlled by the same FDE. In the example embodi-
ment in FIG. 1, flash memory devices 12-01 and 12-02 share
the same group identifier, such as group identifier 15-0 or
15-1, because these flash devices are controlled by difterent
FDEs, such as FDEs 22-01 or 22-02, respectively.

In FIG. 2, mapping table 9 reflects the embodiment dis-
closed in FIG. 1. PBA 46 and PBA 50 include access param-
eters that are associated with the same group identifier of 15-0
but pertain to physical memory locations within different
flash memory devices in memory store 6. These access
parameters are associated with different FDE identifiers, such
as FDE identifiers 22-01 and 22-11 and with different bus
identifiers 8-0 and 8-1, respectively. Using their respective
access parameters, PBA 46 is associated with a physical
memory location that is within a flash memory device 12-01
coupled to bus 8-0, controlled by FDE 22-01, and in group
15-0, while PBA 50 is associated with another physical
memory location that is within a flash memory device 12-01
coupled to bus 8-1, controlled by FDE 22-11, and in group
15-0 in FIG. 1.

The term “LBA”, which may also be referred to herein as a
logical block address, is intended to represent an address that
is part of a logical addressing system (not shown) used by a
host, such as host 18, and this host may use one or more LBAs
in an I/O transaction request, such as I/O transaction request
20. Mapping table 9 associates LBAs from this host logical
addressing system to the device addressing system used by
storage device 2. This device addressing system may include
using a mapping table that includes the functionality
described herein, such as mapping table 9. These LBAs may
be grouped into sets of consecutive LBAs, named “LBA
sets”. These LBA sets may then be represented using logical
fields 26 from mapping table 9, where each logical field in set
of logical fields 26 is respectively disposed to represent a
LBA set. For example, L.BA sets 40, 42, 44, and 45 may be
used to respectively represent consecutive LBAs used by host
18, such as LBAs 00 through 07, LBAs 08 through 15, LBAs
16 through 23, and LBAs 24-31, respectively.

Logical fields in mapping table 9 may be initialized to
represent LBA sets that are serially arranged in mapping table
9 so that LBAs from adjacent L. BA sets are contiguous. In the
example shown in FIG. 2, LBA sets 40, 42, 42, 44 and 45
represent serially arranged [.LBAs since the highest LBA in
one LBA set is contiguous with the lowest LBA in an adjacent
LBA set. Specifically, LBA sets 40 and 42 are disposed in
adjacent rows and thus are adjacent to each other. These
adjacent L BA sets are also contiguous because LBA 7, which
corresponds to the highest LBA in LBA set 40, is contiguous
with LBA 8, which is the lowest LBA in LBA set 42. Simi-
larly, LBA sets 42 and 44 are also contiguous because LBA
15, which corresponds to the highest LBA in LBA set 42, is
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contiguous with LBA 16, which is the lowest LBA in LBA set
44. LBA set 44 is also contiguous with LBA set 45.

In addition, storage device 2 initializes mapping table 9 by
creating an association between these LBA sets and PBAs so
that adjacent LBA sets are mapped to PBAs, and any two
adjacent PBAs differ by at least one access parameter. The
term “two adjacent PBAs” is intended to include any two
PBAs that are respectively mapped to adjacent LBAs in map-
ping table 9. This mapping association among LLBA sets and
PBAs increases the likelihood that memory operations result-
ing from an I/O transaction request will be optimized because
if these memory operations involve data accesses associated
with contiguous LBA sets these data accesses will in likeli-
hood occur on different PBAs. This results in the likelihood
that different storage resources will be used, such as different
buses, different FDEs, different groups or any combination of
these, which provides a form of interleaving by bus, FDE,
flash memory device group or any combination of these.

Each LBA set also includes a LBA set size, which is a
function of the number of LBAs used in each LBA set and the
LBA size of each LBA. For example, each LBA set may be
associated with eight LBAs and if each LBA has an L. BA size
equal to 512 bytes, then LBA set 40 has an LBA set size of 4
Kilobytes (KB). If a flash block within a given flash memory
device has a block size of 16 KB, an LBA set size of 4 KB
would permit a maximum of four PBAs that can be mapped to
this flash block. Similarly, if a flash block has a flash block
size of 32 KB, an LBA set size of 4 KB would permit a
maximum of eight PBAs that can be mapped to this flash
block. In the example shown in FIG. 2, the LBA set size
selected is set equal to a section size (not illustrated in figure).
The term “section size” is the size of the minimum portion in
which data may be transferred or relocated between physical
memory locations in memory store 6. In addition, the section
size may be limited to a size that is at least equal to the product
of'a positive integer multiplied by the native page size used by
a flash block. For example, if the native page size for flash
block 23-0 is 4 KB, then the section sizes that may be used
would be limited to 4 KB, 8 KB, 12K, and so on.

In an alternative embodiment, if a flash memory device
supports more than one page write cycle that can be per-
formed on a page before requiring an erase cycle to be per-
formed on the flash block containing the page, then the sec-
tion size may be set to a size that is at least equal to the
quotient that results from dividing the native page size of the
flash block by the number of page writes supported by the
flash memory device. For example, if flash block 23-0 from
flash memory device 12-01 supports two page writes on a
page before requiring an erase cycle on flash block 23-0 and
the flash block 23-0 has a native page size of 4 KB, then the
section size may be set at least equal to 2 KB. Since the LBA
set size selected is equal to the section size, in this alternative
embodiment, the LBA set used would have an LBA set size of
2 KB.

Besides access parameter field 30, each PBA field also
includes a memory index field 32, which may be used to
represent a memory index, such as 0x00 or 0x08 in FIG. 2.
Each memory index represents the starting address boundary
of a physical memory location in a flash memory device in
memory store 6, such as flash memory device 12-01 or 12-02.
This physical memory location is used as the target physical
memory location for reading or writing data that is associated
with an LBA setthatis mapped to the PBA associated with the
memory index. A physical memory location is disposed to
have a size, named “physical memory location size”, that is at
least equal to the LBA set size of this LBA set.
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A physical memory location is comprised of one or more
programmable portions. For example, if flash memory device
12-01 includes flash blocks that have programmable portions
with a programming size of 512 B, then each programmable
portion may be associated with a unique memory index that
represents the starting address boundary of each program-
mable portion in the flash memory device. A memory index of
0x00 may be used to represent the starting address boundary
of a first 512 B programmable portion, a memory index of
0x01 may be used to represent the starting boundary of a
second 512 B programmable portion, and so on until the last
available programmable portion in a flash memory device is
associated with a memory index. These programmable por-
tions have a programming size that is equal to or less than the
minimum erase size of a flash memory device. Since some
flash memory devices are erasable by flash block, implemen-
tations that use flash memory devices may be implemented
with a programming size that is less than or equal to the flash
block size.

In the embodiment shown in FIG. 2, memory index fields
32 are initialized to represent the memory indices of physical
memory locations that are respectively comprised of more
than one programmable portion, named portion set. Although
more than one programmable portion comprises each physi-
cal memory location, a single memory index is used to rep-
resent each physical memory location in each memory index
field 32. Each of these memory indices represents a starting
address boundary of a programmable portion that is from a
portion set associated with a physical memory location and
that is the lowest of the other memory indices associated with
the programmable portions in the portion set. The number of
programmable portions comprising a physical memory loca-
tion is a function of the programming size of these program-
mable portions and the LBA set size used. Each of these
memory indices represented in memory index fields 32,
respectively, are used to represent the starting boundary of a
physical memory location that spans across the portion set
comprising the physical memory location. For example, if
LBA set 40 has an LBA set size of 4 KB, and flash device
12-01 uses flash blocks having flash block sizes of 16 KB and
a programmable portion size of 512 B, then the memory
indices represented in memory index fields 32 would differ by
at least by the size of the LBA set, such as 0x00, 0x08, 0x16,
0x24, and so on. Each of these memory indices represents the
starting boundary of a physical memory location that spans
across eight programmable portions. In effect, each of these
memory indices functions as a physical memory address fora
physical memory location that has a size equal to eight pro-
grammable portions.

In an alternative embodiment (not shown), if each physical
memory location is comprised to have only one program-
mable portion, then each memory index that represents the
starting address boundary of a physical memory location
spans across only one programmable portion. Each memory
index would differ by a single programmable portion size. For
instance, if the programmable portion size is 512 B, then each
memory index represented by memory index fields 32 would
differ by at least 512 B, such as 0x00, 0x01, 0x02, and so on.
In addition, mapping table 9 is initialized so that two different
LBA sets are not mapped to the same PBA.

Assigning a single index for each starting address bound-
ary of a programmable portion having a 512 B programmable
portion size is not intended to be limiting in any way. One of
ordinary skill in the art after receiving the benefit of the herein
disclosure would readily recognize that other indexing meth-
ods may be used. For instance, in yet another alternative
embodiment (not shown), each index may be used to repre-
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sent a byte of memory, which renders the flash memory
devices in memory store 6 byte addressable in mapping table
9. This alternative approach results in indices, such as
0x0000, 0x1000, 0x2000 and so on, that have widths suffi-
cient to represent the starting address boundaries of physical
memory locations which have a physical memory location
size sufficient to hold data represented by an LBA set size of
4K.

During operation and after initialization of mapping table
9, if storage device controller 22 receives an 1/O transaction
request 20 from host 18, storage device controller 22 pro-
cesses /O transaction request by transferring it to DMA
controller 10. After receiving [/O transaction request 20,
DMA controller 10 uses mapping table 9 to determine which
PBAs are mapped to LBAs used in I/O transaction request 20.
DMA controller 10 uses the PBAs to determine which addres-
sable physical memory locations to use when performing
memory operations requested by host 18 through /O trans-
action request 20. Mapping table 9 associates LBA sets to
PBAs in a manner that increases the likelihood that memory
operations resulting from I/O transaction request 20 will be
optimized by distributing these memory operations across
different storage device resources that are associated with
these PBAs, such as across different FDEs, different buses,
different flash memory devices, or any combination of these.

For example, still referring to FIGS. 1 and 2, I/O transac-
tion request 20 may be in the form of a write transaction that
targets LBAs 00-07 and 08-15. An /O transaction that is
associated with consecutive LBAs is sometimes referred to as
a sequential I/O transaction. Since mapping table 9 has been
initialized to map these LBAs 00-07 and LBAs 08-15 with
LBA sets 40 and 42, respectively, DMA controller would
more than likely be able to perform memory operations
required by 1/O transaction request 20 in an optimal manner
by interleaving these memory operations across different
buses, different FDEs, different flash memory devices, or any
combination of these. Since in the example shown in FIG. 2,
PBAs that are mapped to adjacent LBA sets have different
Bus, FDE, flash device group identifiers or any combination
of'these, DMA controller 10 may interleave by Bus, FDE, or
flash memory device. In one embodiment of the present
invention, if interleaving may be performed through more
than one access parameter, DMA controller 10 prioritizes
interleaving first by Bus, then by FDE and then by flash
memory device.

Using different group identifiers, such as group identifiers
15-0 and 15-1 in mapping table 9, enables the interleaving of
memory operations across flash devices that are controlled by
the same FDE. Stated another way, using different group
identifiers enables interleaving memory operations across
flash devices that belong to the same flash array bank inter-
leave. Using different FDE identifiers in mapping table 9
enables interleaving memory operations across flash memory
devices that are controlled by different FDEs, while using
different bus identifiers enables interleaving memory opera-
tions across flash memory devices that are coupled to differ-
ent flash bus interfaces.

While the present invention has been described in particu-
lar embodiments, it should be appreciated that the present
invention should not be construed as limited by such embodi-
ments. Rather, the present invention should be construed
according to the claims below.

We claim:

1. A mapping table for optimizing memory operations
performed by an electronic storage device in response to
receiving an 1/O transaction request initiated by a host, said
mapping table comprising:
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a set of logical fields, including a first logical field and a
second logical field, and said logical fields respectively
disposed for representing a plurality of LBA sets,
including said first logical field disposed for represent-
ing a first LBA set and said second logical field disposed
for representing a second L.BA set, said first and second
LBA sets each representing a set of consecutive LBAs;

a set of PBA fields, including a first PBA field and a second
PBA field, said set of PBA fields respectively disposed
for representing a set of PBAs, including a first PBA
disposed for representing a first set of access parameters
and a second PBA disposed for representing a second set
of access parameters, said PBAs each associated with a
physical memory location in a memory store, said set of
logical fields and said set of PBA fields disposed to
associate said first and second LBA sets with said first
and second PBAs; and

wherein, in response to receiving the I/O transaction
request, said mapping table causes the electronic storage
device to perform optimized memory operations on
memory locations respectively associated with said first
PBA and said second PBA, if the I/O transaction request
is associated with said first and second LBA sets.

2. The mapping table of claim 1, wherein:

said first and second LBA sets are adjacent LBA sets;

said first and second access parameters are different; and

said LBAs from said first and second LBA sets are logical
block addresses used by the host for addressing said
data.

3. The mapping table of claim 1, wherein an LBA having
the lowest LBA value from said second LBA set is consecu-
tive with an LBA having the highest LBA value from said first
LBA set.

4. The mapping table of claim 1, wherein an LBA having
the lowest LBA value from said second LBA set is not con-
secutive with an L BA having the highest LBA value from said
first LBA set.

5. The mapping table of claim 1, wherein:

data stored at a first physical memory location, which is
addressable using said first PBA, is transferred to a sec-
ond physical memory location, which is addressable
using said second PBA, said data transferred in portions
equal to a section size.

6. The mapping table of claim 5, wherein:

said first and second LBA sets respectively have an LBA
set size equal to said section size.

7. The mapping table of claim 5, wherein:

said memory store includes a plurality of flash memory
devices that each have a native page size; and

said section size is at least equal to a product of a positive
integer multiplied by said native page size, and said
integer is at least equal to one.

8. The mapping table of claim 5, wherein:

said memory store includes a plurality of flash memory
devices that each have a native page size and a plurality
of flash blocks, and that supports more than one page
write that can be performed on a page from one of said
flash blocks before requiring an erase cycle to be per-
formed on said one of said flash blocks; and

said section size is at least equal to a quotient resulting from
dividing said native page size by said more than one page
write.

9. The mapping table of claim 1, wherein said set of access

parameters includes a bus identifier, an FDE identifier and a
group identifier.
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10. The mapping table of claim 9, wherein said first and
second PBA include different bus identifiers, different FDE
identifiers and different group identifiers.

11. The mapping table of claim 9, wherein said first and
second PBA respectively include different combinations of
said bus identifiers, said FDE identifiers, and said group iden-
tifiers.

12. The mapping table of claim 1, wherein said first and
second PBA include different bus identifiers.

13. The mapping table of claim 1, wherein said first and
second PBA include different FDE identifiers.

14. The mapping table of claim 1, wherein said first and
second PBAs respectively include a first group identifier and
a second group identifier.

15. The mapping table of claim 1:

wherein said memory store includes a set of solid state

memory devices that are coupled to a set of buses and
that are controlled by a set of FDEs; and
wherein said access parameter includes a group identifier
for identifying at least a portion of said set of memory
devices that are respectively controlled by different
FDEs from said set of FDEs.

16. The mapping table of claim 1, wherein:

said memory store includes a first set of memory devices
controlled by a first FDE and a second set of memory
devices controlled by a second FDE; and

said first and second sets of memory devices associated

with a plurality of group identifiers in which no two of
said group identifiers is the same, and each memory
device from said first set of memory devices is respec-
tively associated with different group identifiers from
said plurality of group identifiers.

17. The mapping table of claim 1, wherein:

said electronic storage device includes a storage device

controller, said memory store, and a memory system;

said memory system includes a flash buffer controller, a

first set of FDEs, a second set of FDEs, and a set of buses
that includes a first bus and a second bus;

said memory store includes a first set of memory devices

and a second set of memory devices, said first and sec-
ond set of memory devices respectively coupled to said
first and second buses;

said first set of FDEs disposed to control said first set of

memory devices through said flash buffer controller and
said first bus, said first set of FDEs including a first FDE
and a second FDE;
said second set of FDEs disposed to control said second set
of memory devices through said flash buffer controller
and said second bus, said second set of FDEs including
a third FDE and a fourth FDE;

said first and second set of memory devices are associated
with a plurality of memory device groups, including a
first group and a second group;

wherein said first and second groups corresponding respec-

tively to said first and second group identifiers; and
wherein said first and second PBAs respectively include
said first and second group identifiers.

18. The mapping table of claim 17, wherein said first and
third memory devices are associated with a first group iden-
tifier and said second and fourth memory devices are associ-
ated with a second group identifier.

19. The mapping table of claim 17, wherein said first and
second memory devices include non-volatile solid state
memory cells.

20. The mapping table of claim 17, wherein each memory
device from said first set of memory devices are respectively
associated with different group identifiers.

10

20

25

30

35

40

45

50

55

60

65

12

21. The mapping table of claim 1, wherein said first PBA
further disposed to represent a memory index.

22. Amemory system for optimizing memory operations in
an electronic storage device responsive to an 1/O transaction
request initiated by a host, said electronic storage device
including a memory store having a set of memory devices
including a first memory device, a second memory device, a
third memory device and a fourth memory device, said
memory system comprising:

a flash buffer controller, a set of FDESs, and a set of buses,
wherein said set of FDEs including a first FDE, a second
FDE, a third FDE, and a fourth FDE and wherein said
buses including a first bus and a second bus, said first bus
coupled to the first and second memory devices, and the
second bus coupled to said third and fourth memory
devices;

said first and second FDEs coupled to said first bus through
said first buffer controller, and said third and fourth
FDEs coupled to said second bus through said first
buffer controller;

said set of memory devices are partitioned into memory
device groups, including a first group and a second
group;

a mapping table that includes:

a set of logical fields, including a first logical field and a
second logical field, and said logical fields respectively
disposed for representing a plurality of LBA sets,
including said first logical field disposed for represent-
ing a first LBA set and said second logical field disposed
for representing a second L.BA set, said first and second
LBA sets each representing a set of consecutive LBAs;

a set of PBA fields, including a first PBA field and a second
PBA field, said set of PBA fields respectively disposed
for holding a set of PBAs, including a first PBA disposed
for representing a first set of access parameters and a
second PBA disposed for representing a second set of
access parameters, said PBAs each associated with a
physical memory location in a memory store, said set of
logical fields and said set of PBA fields disposed to
associate said first and second LBA sets with said first
and second PBAs; and

wherein, in response to receiving the I/O transaction
request, said mapping table causes the storage device to
perform optimized memory operations on memory loca-
tions respectively associated with said first PBA and said
second PBA, if the 1/O transaction request is associated
with said first and second set of consecutive LBAs.

23. The memory system of claim 22, wherein an LBA
having the lowest LBA value in said second LBA set is
consecutive with an LBA having the highest LBA value from
said first LBA set.

24. The memory system of claim 22, wherein said first and
third memory devices correspond to a first group identifier
and said second and fourth memory devices correspond to a
second group identifier.

25. The memory system of claim 22, wherein said opti-
mized memory operations include a first memory operation
performed using said first PBA and a second memory opera-
tion performed using said second PBA; said first and second
PBAs respectively associated with a first set of access param-
eters and a second set of access parameters, and said set of
first and second set of access parameters differing by at least
one access parameter.

26. The memory system of claim 25, wherein said first and
second set of access parameters respectively including a bus
identifier, an FDE identifier and a group identifier.
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27. The memory system of claim 26, wherein said first and
second PBAs respectively include said first and second group
identifiers.

28. The memory system of claim 22, wherein said PBA
further includes a memory index.

29. The memory system of claim 22, wherein:

data stored at said first physical memory location is moved
to said second physical memory location using a mini-
mum transfer size granularity that is equal to a section
size; and

said first and second L.BA sets respectively have an LBA
set size equal to said section size.

30. The mapping table of claim 29, wherein:

said memory store includes a plurality of flash memory
devices that each have a native page size; and

said section size is at least equal to a product of a positive
integer multiplied by said native page size, and said
integer is at least equal to one.

31. The mapping table of claim 29, wherein:

said memory store includes a plurality of flash memory
devices that each have a native page size and a plurality
of flash blocks, and that permit a number of write opera-
tions to be performed on a page from one of said flash
blocks before requiring an erase cycle to be performed
on said flash block, said number of write operations
equal to at least two; and

said section size is at least equal to said native page size
divided by said number of write operations.

32. An electronic storage device that includes a memory
system that uses a memory table for increasing the likelihood
that an operational load imposed on the storage apparatus
during the processing of an I/O transaction request will be
optimally distributed across storage device resources, said
1/O transaction request received by said storage device from a
requesting host, said electronic storage device comprising:

a mapping table which maps a first LBA set to a first PBA,
and a second LBA set to a second PBA, said first and
second LBA sets including respective sets of consecu-
tive LBAs;

a memory store that includes a set of flash devices, said set
of flash devices includes a first physical memory loca-
tion and a second physical memory location that are
addressable by said first and second PBAs respectively;

a memory system coupled to said memory store and dis-
posed to use said mapping table during a memory opera-
tion;

wherein said first PBA includes a first set of access param-
eters and said second PBA includes a second set of
access parameters, and at least one difference between
said first and second PBAs; and
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wherein said mapping table increases the likelihood that
that the operational load imposed on the storage appa-
ratus during the processing of the I/O transaction request
will be optimally distributed across storage device
resources.

33. The electronic storage device of claim 32, wherein an
LBA having the lowest LBA value in said second L.BA set is
consecutive with an LBA having the highest LBA value from
said first LBA set.

34. The electronic storage device of claim 32, wherein the
processing of the 1/O transaction request includes a first
memory operation performed using said first PBA and a
second memory operation performed using said second PBA;
said first and second PBAs respectively associated with a first
set of access parameters and a second set of access param-
eters, and said set of first and second set of access parameters
differing by at least one access parameter.

35. The memory system of claim 34, wherein said first and
second set of access parameters respectively including a bus
identifier, an FDE identifier, and a group identifier.

36. The memory system of claim 35, wherein said first and
second PBAs respectively include said first and second group
identifiers.

37. The electronic storage device of claim 32, wherein said
PBA further includes a memory index.

38. The electronic storage device of claim 32, wherein:

data stored at said first physical memory location is moved

to said second physical memory location using a mini-
mum transfer size granularity that is equal to a section
size; and

said first and second LBA sets respectively have an LBA

set size equal to said section size.

39. The mapping table of claim 38, wherein:

said memory store includes a plurality of flash memory

devices that each have a native page size; and

said section size is at least equal to a product of a positive

integer multiplied by said native page size, and said
integer is at least equal to one.

40. The mapping table of claim 38, wherein:

said memory store includes a plurality of flash memory

devices that each have a native page size and a plurality
of flash blocks, and that permit a number of write opera-
tions to be performed on a page from one of said flash
blocks before requiring an erase cycle to be performed
on said flash block, said number of write operations
equal to at least two; and

said section size is at least equal to said native page size

divided by said number of write operations.
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optical probe

optical probe A flux density meter in which the transduction
mechanism is optical. A number of physical effects (i.e., mag-
netostriction, change in birefringence) may be used to affect
the light in a “witness crystal” or “sense fiber.”
(T&D/PE) 539-1990
optical pyrometer A temperature-measuring device comprising
a standardized comparison source of illumination and source
convenient arrangement for matching this source, either in
brightness or in color, against the source whose temperature
is to be measured. The comparison is usually made by the
eye. See also: electric thermometer. (EEC/PE) [119]
optical reader See: optical character reader; optical mark
reader; optical scanner.
optical recording A method for storing data by using optical
means. (C) 610.10-1994w
optical repeater (fiber optics) In an optical waveguide com-
munication system, an optoelectronic device or module that
receives a signal, amplifies it (or, in the case of a digital sig-
nal, reshapes, retimes, or otherwise reconstructs it) and re-
transmits it. See also: modulation. (Std100) 812-1984w
optical rise time The time it takes for optical power to rise from
10% effective power to 90% effective power. When ex-
pressed as a percentage, the rise time is specified as a per-
centage of an encoded bit period. (C/BA) 1393-1999
optical scanner (A) (character recognition) A device that
scans optically and usually generates an analog or digital sig-
nal. (B) (character recognition) A device that optically scans
printed or written data and generates their digital represen-
tations. See also: electronic analog computer; visual scanner.
(C) [20], [85]
(2) (A) A scanner that uses light for examining patterns. See
also: bar code scanner; optical character reader. (B) A device
that scans optically and generates a corresponding output sig-
nal. See also: digitizer. (C) 610.10-1994
optical sensor A device capable of detecting light and produc-
ing an analog or digital output signal. See also: optical mouse.
(C) 610.10-1994w
optical sound recorder See: photographic sound recorder.
optical sound reproducer See: photographic sound reproducer.
optical spectrum (fiber optics) Generally, the electromagnetic
spectrum within the wavelength region extending from the
vacuum ultraviolet at 40 nanometers (nm) to the far infrared
at 1 millimeter (mm). See also: infrared; light.
(Std100) 812-1984w
optical storage Storage of information in which access to that
information is obtained using optical signals. Synonym:
photo-optic storage. See also: CD-ROM storage.
(C) 610.10-1994w
optical switch (interferometric fiber optic gyro) A device in
an optical path that can pass, stop, or redirect light, depending
on control input. (AES/GYAC) 528-1994

optical thickness (fiber optics) The physical thickness of an
isotropic optical element, times its refractive index. See also:

optical path length. (Std100) 812-1984w

optical time domain reflectometry (fiber optics) A method for
characterizing a fiber wherein an optical pulse is transmitted
through the fiber and the resulting light scattered and reflected
back to the input is measured as a function of time. Useful in
estimating attenuation coefficient as a function of distance
and identifying defects and other localized losses. See also:
scattering; Rayleigh scattering. (Std100) 812-1984w
optical tracker (navigation aid terms) A device for determin-
ing the direction of a luminous body relative to a set of ref-
erence axes using visible light vice, infrared, or radio fre-
quencies. (AES/GCS) 172-1983w
optical transfer function (diode-type camera tube) The spa-
tial frequency response of an imaging sensor to a point source
input. That is, the Fourier transform of the output image wav-
eshape when the input image is a point, is known as the two-
dimensional optical transfer function. In the one- dimensional
case, the optical transfer function is the Fourier transform of

772

optimum linearizing load resistance

the output image when the input image is a line. In the mog
common one-dimensional form, the OTF, designated Ro(N),

is written

Ro(N) = IRo(N)I exp[jP(N)].

The OTF contains both amplitude and phase information,
(ED) 503-1978w

optical wand See: light pen.

optical waveguide (A) (fiber optics) Any structure capable of
guiding optical power. (B) (fiber optics) In optical commy-
nications, generally a fiber designed to transmit optical sig-
nals. Note: The use of “optical conductor” as a synonym for
this term is deprecated. Synonym. optical fiber waveguide;
lightguide. See also: optical fiber; cladding; tapered fiber
waveguide; multimode optical waveguide; fiber bundle; fi-
beroptics; core. (Std100) 812-1984

optical waveguide connector (fiber optics) A device whose
purpose is to transfer optical power between two optical way-
eguides or bundles, and that is designed to be connected and
disconnected repeatedly. See also: optical waveguide cou-
pler; multifiber joint. (Std100) 812-1984w

optical waveguide coupler (A) (fiber optics) A device whose
purpose is to distribute optical power among two or more
ports. See also: tee coupler; star coupler. (B) (fiber optics) A
device whose purpose is to couple optical power between a
waveguide and a source or detector. (Std100) 812-1984

optical waveguide preform See: preform.

optical waveguide splice (fiber optics) A permanent joint
whose purpose is to couple optical power between two wav-
eguides. (Std100) 812-1984w

optical waveguide termination (fiber optics) A configuration
or a device mounted at the end of a fiber or cable which is
intended to prevent reflection. See also: index matching ma-
terial. (Std100) 812-1984w

optic amplifier An optoelectronic amplifier whose signal input
and output ports are electric. Note: This is in accord with the
accepted terminologies of other electric-signal input and out-
put amplifiers such as dielectric, magnetic, and thermionic
amplifiers. See also: optoelectronic device. (ED) [46]

optic axis (fiber optics) In an anisotropic medium, a direction
of propagation in which orthogonal polarizations have the
same phase velocity. Distinguished from “optical axis.” See
also: anisotropic. (Std100) 812-1984w

optic coupling device An isolation device using an optical link
to provide the longitudinal isolation. Circuit arrangements on
each side of the optical link convert the electrical signal into
an optical signal for transmission through the optical link and
back to an electrical signal. Various circuit arrangements pro-
vide one-way or two-way transmission and permit transmis-
sion to the various combinations of voice and/or dc signalling
used by the power industry. The optical link may be either a
quartz rod or a short length of optic fiber. Single-channel optic
coupling devices may be used in conjunction with other iso-
lation devices in protection systems.  (PE/PSC) 487-1992

optic port A port where the energy is electromagnetic radiation,
that is, photons. See also: optoelectronic device.
(ED) [46]

optimal control An admissible control law that gives a per-
formance index an extremal value. See also: control system.
am) [120]
optimization The procedure used in the design of a system to
maximize or minimize some performance index. May entail
the selection of a component, a principle of operation, or a
technique. See also: system. (SMC) [63]
optimum bunching (electron tube) (traveling-wave tube) The
bunching condition that produces maximum power at the de-
sired frequency in an output gap. See also: electron device.
(ED) 161-1971w, [45]

optimum linearizing lo;:’d resi,s]ta;we (Hall generator) The
load resisance that produces the least linearity I,
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The instant application having application No. 12/323,461 has a total of 40 claims
pending in the application; there are 3 independent claim and 37 dependent claims, all

of which are ready for examination by the examiner.

INFORMATION CONCERNING IDS:

The information disclosure statement (IDS) submitted on 01/27/09 is in compliance with
the provisions of 37 CFR 1.97. Accordingly, the information disclosure statement has

been considered by the examiner.

INFORMATION CONCERNING CLAIMS:

Claim Rejections - 35 USC § 112

The following is a quotation of the first paragraph of 35 U.S.C. 112:

The specification shall contain a written description of the invention, and of the manner and process of
making and using it, in such full, clear, concise, and exact terms as to enable any person skilled in the art
fo which it pertains, or with which it is most nearly connected, to make and use the same and shall set
forth the best mode contemplated by the inventor of carrying out his invention.

Claims 1-40 are rejected under 35 U.S.C. 112, first paragraph, as failing to comply
with the written description requirement. The claim(s) contains subject matter which
was not described in the specification in such a way as to reasonably convey to one
Skilled in the relevant art that the inventor(s), at the time the application was filed, had
possession of the claimed invention.

1. Lines 16-18 of the independent claim1 recite the limitation(s): “...said mapping
table causes the storage device to perform optimized memory operations on memory

locations respectively associated with said first PBA and said second PBA...” The
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specification does not describe how the mapping table causes the storage device to
perform optimized memory operation on memory location in such a way that is
understood by one having ordinary skill in the related art. The independent claims 22
and 32 recite a similar limitation(s) and are rejected based on the same ground of
rejection. The dependent claims 2-21, 23-31, and 33-40 are rejected under 35
U.S.C. 112, first paragraph, by virtue of their dependency from their respected
independent claims.
Conclusion

The prior art made of record and not relied upon are as follows:

1. U. S. Patent Publication No. 2009/0300318 A1 to Allen et al. describes

ADDRESS CACHING STORED TRANSLATION.

2. U. S. Patent Publication No. 2005/0114587 A1 to Chou et al. describes
ExpressCard with On-Card Flash Memory with Shared Flash-Control Bus but Separate
Ready Lines.
3. U. S. Patent Publication No. 2003/0217202 A1 to Zilberman et al. describes
Method for improving performance of a flash-based storage system using specialized
flash controllers.

Any inquiry concerning this communication or earlier communications from the
examiner should be directed to HASHEM FARROKH whose telephone number is

(671)272-4193. The examiner can normally be reached on 8-5.
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If attempts to reach the examiner by telephone are unsuccessful, the examiner’s
supervisor, Kevin L. Ellis can be reached on (571)272-4205. The fax phone number for
the organization where this application or proceeding is assigned is §71-273-8300.

Information regarding the status of an application may be obtained from the
Patent Application Information Retrieval (PAIR) system. Status information for
published applications may be obtained from either Private PAIR or Public PAIR.
Status information for unpublished applications is available through Private PAIR only.
For more information about the PAIR system, see http://pair-direct.uspto.gov. Should
you have questions on access to the Private PAIR system, contact the Electronic
Business Center (EBC) at 866-217-9197 (toll-free). If you would like assistance from a
USPTO Customer Service Representative or access to the automated information
system, call 800-786-9199 (IN USA OR CANADA) or 571-272-1000.

/Hashem Farrokh/
Examiner, Art Unit 2187
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IN THE UNITED STATES PATENT AND TRADEMARK OFFICE

In re Application of: ARCEDERA et al. ) Group Art Unit: 2187

Serial No.: 12/323,461 g Examiner: FARROKH, Hashem
Filed: 25 Nov 2008 g

For: OPTIMIZING MEMORY OPERATIONS g

IN AN ELECTRONIC STORAGE DEVICE g

Commissioner for Patents
P.O. Box 1450
Alexandria, VA 22313-1450

REPLY AND AMENDMENT TO FIRST OFFICE ACTION

Dear Examiner:

In response to the Office Action, mailed 25 Oct 2010, kindly amend this

Application as follows and consider the remarks set forth below.
Amendments to the specification begin on page 2;
A listing of original, amended and new claims begin on page 4; and

Remarks begin on page 17 of this paper.
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Amendment(s) to the Specification

In the Specification, please enter the amendments shown with respect to the
replacement paragraphs identified below. Text in underline indicates new text,
while text in strike-out format or between a pair of double brackets indicates

deletion of text. No new matter has been added.

Please replace paragraph [003] on page 2 with the following replacement

paragraph.

[0003] Electronic storage devices that respectively employ a memory system
that includes memory devices, memory chips, or modules that use non-volatile
memory cells are commonly known and are sometimes referred to as solid state
storage devices. The computer device industry has increased the adoption of these
solid state storage devices due to certain advantages offered by these types of
storage devices over other forms of storage devices, such as rotational drives. The
adoption of solid state storage devices as an enhancement or even as [[a]]
replacements replaeement to rotational drives is not without some difficulty
because many conventional computer devices, sometimes referred to as “hosts”,
use host operating systems, file systems, or both that are optimized for use with
rotational drives rather than solid state storage devices. For example, unlike
rotational drives, solid state storage devices that use NAND flash memory, also
referred to as “flash drives”, suffer from write cycle limitations and to a certain
degree, bad blocks. In addition, flash drives use block addressing rather than byte
addressing, and these flash drives use block addresses that are usually much larger

than the block address used by the host. Block addressing may impose an

In Re ARCEDERA et al. US Patent Application Serial No. 12/323,461 Page 2 of 23
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additional level of complexity and additional processing cycles when performing a
write operation, and which in turn, may increase write operation latency. This
additional level of complexity may include performing a read-modify-write

transaction to complete the write operation.

In Re ARCEDERA et al. US Patent Application Serial No. 12/323,461 Page 3 of 23
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Listing of Claims:

This listing of claims will replace all prior versions, and listings, of claims in

the application.

1. (ORIGINIAL) A mapping table for optimizing memory operations
performed by an electronic storage device in response to receiving an 1I/0

transaction request initiated by a host, said mapping table comprising:

a set of logical fields, including a first logical field and a second logical
field, and said logical fields respectively disposed for representing a plurality
of LBA sets, including said first logical field disposed for representing a first
LBA set and said second logical field disposed for representing a second LBA
set, said first and second LBA sets each representing a set of consecutive

LBAs;

a set of PBA fields, including a first PBA field and a second PBA field,
said set of PBA fields respectively disposed for representing a set of PBAs,
including a first PBA disposed for representing a first set of access parameters
and a second PBA disposed for representing a second set of access
parameters, said PBAs each associated with a physical memory location in a
memory store, said set of logical fields and said set of PBA fields disposed to

associate said first and second LBA sets with said first and second PBAs; and

wherein, in response to receiving the I/0 transaction request, said
mapping table causes-the storage device to perform optimized memory

operations on memory locations respectively associated with said first PBA

In Re ARCEDERA et al. US Patent Application Serial No. 12/323,461 Page 4 of 23
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and said second PBA, if the I/O transaction request is associated with said

first and second LBA sets.
2. (ORIGINAL) The mapping table of claim 1, wherein:
said first and second LBA sets are adjacent LBA sets;
said first and second access parameters are different; and

said LBAs from said first and second LBA sets are logical block

addresses used by the host for addressing said data.

3. (ORIGINAL) The mapping table of claim 1, wherein an LBA having the lowest
LBA value from said second LBA set is consecutive with an LBA having the highest

LBA value from said first LBA set.

4, (ORIGINAL) The mapping table of claim 1, wherein an LBA having the lowest
LBA value from said second LBA set is not consecutive with an LBA having the

highest LBA value from said first LBA set.
5. (ORIGINAL) The mapping table of claim 1, wherein:

data stored at a first physical memory location, which is addressable
using said first PBA, is transferred to a second physical memory location,
which is addressable using said second PBA, said data transferred in portions

equal to a section size.

In Re ARCEDERA et al. US Patent Application Serial No. 12/323,461 Page 5 of 23
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6. (ORIGINAL) The mapping table of claim 5, wherein:

said first and second LBA sets respectively have an LBA set size equal

to said section size.
7. (ORIGINAL) The mapping table of claim 5, wherein:

said memory store includes a plurality of flash memory devices that

each have a native page size; and

said section size is at least equal to a product of a positive integer

multiplied by said native page size, and said integer is at least equal to one.
8. (ORIGINAL) The mapping table of claim 5, wherein:

said memory store includes a plurality of flash memory devices that
each have a native page size and a plurality of flash blocks, and that supports
more than one page write that can be performed on a page from one of said
flash blocks before requiring an erase cycle to be performed on said one of

said flash blocks; and

said section size is at least equal to a quotient resulting from dividing

said native page size by said more than one page write.

9. (ORIGINAL) The mapping table of claim 1, wherein said set of access

parameters includes a bus identifier, an FDE identifier and a group identifier.

In Re ARCEDERA et al. US Patent Application Serial No. 12/323,461 Page 6 of 23

Petitioner Intel Corp., Ex. 1011
IPR2023 B 9_7I§:P0001258



Case 6:22-cv-00335-ADA Document 44-11 Filed 12/16/22 Page 8 of 24
Attorney Docket: 6005.007CIP

10. (ORIGINAL) The mapping table of claim 9, wherein said first and second PBA
include different bus identifiers, different FDE identifiers and different group

identifiers.

11. (ORIGINAL) The mapping table of claim 9, wherein said first and second PBA
respectively include different combinations of said bus identifiers, said FDE

identifiers, and said group identifiers.

12. (ORIGINAL) The mapping table of claim 1, wherein said first and second PBA

include different bus identifiers.

13. (ORIGINAL) The mapping table of claim 1, wherein said first and second PBA

include different FDE identifiers.

14. (ORIGINAL) The mapping table of claim 1, wherein said first and second

PBAs respectively include a first group identifier and a second group identifier.

15. (ORIGINAL) The mapping table of claim 1:

wherein said memory store includes a set of solid state memory
devices that are coupled to a set of buses and that are controlled by a set of

FDEs; and

wherein said access parameter includes a group identifier for
identifying at least a portion of said set of memory devices that are

respectively controlled by different FDEs from said set of FDEs.

In Re ARCEDERA et al. US Patent Application Serial No. 12/323,461 Page 7 of 23

Petitioner Intel Corp., Ex. 1011
IPR2023 B 9_7|§§0001259



Case 6:22-cv-00335-ADA Document 44-11 Filed 12/16/22 Page 9 of 24
Attorney Docket: 6005.007CIP

16. (ORIGINAL) The mapping table of claim 1, wherein:

said memory store includes a first set of memory devices controlled by
a first FDE and a second set of memory devices controlled by a second FDE;

and

said first and second sets of memory devices associated with a
plurality of group identifiers in which no two of said group identifiers is the
same, and each memory device from said first set of memory devices is
respectively associated with different group identifiers from said plurality of

group identifiers.
17. (ORIGINAL) The mapping table of claim 1, wherein:

said electronic storage device includes a storage device controller, said

memory store, and a memory system;

said memory system includes a flash buffer controller, a first set of
FDEs, a second set of FDEs, and a set of buses that includes a first bus and a

second bus;

said memory store includes a first set of memory devices and a second
set of memory devices, said first and second set of memory devices

respectively coupled to said first and second buses;

In Re ARCEDERA et al. US Patent Application Serial No. 12/323,461 Page 8 of 23
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said first set of FDEs disposed to control said first set of memory
devices through said flash buffer controller and said first bus, said first set of

FDEs including a first FDE and a second FDE;

said second set of FDEs disposed to control said second set of memory
devices through said flash buffer controller and said second bus, said second

set of FDEs including a third FDE and a fourth FDE;

said first and second set of memory devices are associated with a

plurality of memory device groups, including a first group and a second

group,

wherein said first and second groups corresponding respectively to

said first and second group identifiers; and

wherein said first and second PBAs respectively include said first and

second group identifiers.

18. (ORIGINAL) The mapping table of claim 17, wherein said first and third
memory devices are associated with a first group identifier and said second and

fourth memory devices are associated with a second group identifier.

19. (ORIGINAL) The mapping table of claim 17, wherein said first and second

memory devices include non-volatile solid state memory cells.
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20. (ORIGINAL) The mapping table of claim 17, wherein each memory device
from said first set of memory devices are respectively associated with different

group identifiers.

21. (ORIGINAL) The mapping table of claim 1, wherein said first PBA further

disposed to represent a memory index.

22. (ORIGINAL) A memory system for optimizing memory operations in an
electronic storage device responsive to an I/0O transaction request initiated by a
host, said electronic storage device including a memory store having a set of
memory devices including a first memory device, a second memory device, a third

memory device and a fourth memory device, said memory system comprising:

a flash buffer controller, a set of FDEs, and a set of buses, wherein
said set of FDEs including a first FDE, a second FDE, a third FDE, and a fourth
FDE and wherein said buses including a first bus and a second bus, said first
bus coupled to the first and second memory devices, and the second bus

coupled to said third and fourth memory devices;

said first and second FDEs coupled to said first bus through said first
buffer controller, and said third and fourth FDEs coupled to said second bus

through said first buffer controller;

said set of memory devices are partitioned into memory device

groups, including a first group and a second group;

a mapping table that includes:
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a set of logical fields, including a first logical field and a second logical
field, and said logical fields respectively disposed for representing a plurality
of LBA sets, including said first logical field disposed for representing a first
LBA set and said second logical field disposed for representing a second LBA
set, said first and second LBA sets each representing a set of consecutive

LBAS;

a set of PBA fields, including a first PBA field and a second PBA field,
said set of PBA fields respectively disposed for holding a set of PBAs, including
a first PBA disposed for representing a first set of access parameters and a
second PBA disposed for representing a second set of access parameters, said
PBAs each associated with a physical memory location in a memory store,
said set of logical fields and said set of PBA fields disposed to associate said

first and second LBA sets with said first and second PBAs; and

wherein, in response to receiving the I/0 transaction request, said
mapping table causes the storage device to perform optimized memory
operations on memory locations respectively associated with said first PBA
and said second PBA, if the I/O transaction request is associated with said

first and second set of consecutive LBAs.

23. (ORIGINAL) The memory system of claim 22, wherein an LBA having the
lowest LBA value in said second LBA set is consecutive with an LBA having the

highest LBA value from said first LBA set.
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24. (ORIGINAL) The memory system of claim 22, wherein said first and third
memory devices correspond to a first group identifier and said second and fourth

memory devices correspond to a second group identifier.

25. (ORIGINAL) The memory system of claim 22, wherein said optimized
memory operations include a first memory operation performed using said first PBA
and a second memory operation performed using said second PBA; said first and
second PBASs respectively associated with a first set of access parameters and a
second set of access parameters, and said set of first and second set of access

parameters differing by at least one access parameter.

26. (ORIGINAL) The memory system of claim 25, wherein said first and second
set of access parameters respectively including a bus identifier, an FDE identifier

and a group identifier.

27. (ORIGINAL) The memory system of claim 26, wherein said first and second

PBAs respectively include said first and second group identifiers.

28. (ORIGINAL) The memory system of claim 22, wherein said PBA further

includes a memory index.

29. (ORIGINAL) The memory system of claim 22, wherein:
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data stored at said first physical memory location is moved to said
second physical memory location using a minimum transfer size granularity

that is equal to a section size; and

said first and second LBA sets respectively have an LBA set size equal

to said section size.
30. (ORIGINAL) The mapping table of claim 29, wherein:

said memory store includes a plurality of flash memory devices that

each have a native page size; and

said section size is at least equal to a product of a positive integer

multiplied by said native page size, and said integer is at least equal to one.
31. (ORIGINAL) The mapping table of claim 29, wherein:

said memory store includes a plurality of flash memory devices that
each have a native page size and a plurality of flash blocks, and that permit a
number of write operations to be performed on a page from one of said flash
blocks before requiring an erase cycle to be performed on said flash block,

said number of write operations equal to at least two; and

said section size is at least equal to said native page size divided by

said number of write operations.
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32. (ORIGINAL) An electronic storage device that includes a memory system
that uses a memory table for increasing the likelihood that an operational load
imposed on the storage apparatus during the processing of an I/O transaction
request will be optimally distributed across storage device resources, said 1/0
transaction request received by said storage device from a requesting host, said

electronic storage device comprising:

a mapping table which maps a first LBA set to a first PBA, and a
second LBA set to a second PBA, said first and second LBA sets including

respective sets of consecutive LBAs;

a memory store that includes a set of flash devices, said set of flash
devices includes a first physical memory location and a second physical
memory location that are addressable by said first and second PBAs

respectively;

a memory system coupled to said memory store and disposed to use

said mapping table during a memory operation;

wherein said first PBA includes a first set of access parameters and
said second PBA includes a second set of access parameters, and at least one

difference between said first and second PBAs; and

wherein said mapping table increases the likelihood that that the

operational load imposed on the storage apparatus during the processing of

In Re ARCEDERA et al. US Patent Application Serial No. 12/323,461 Page 14 of 23

Petitioner Intel Corp., Ex. 1011
IPR2023 B 9_7I§:P0001266



Case 6:22-cv-00335-ADA Document 44-11 Filed 12/16/22 Page 16 of 24
Attorney Docket: 6005.007CIP

the I/0 transaction request will be optimally distributed across storage device

resources.

33. (ORIGINAL) The electronic storage device of claim 32, wherein an LBA
having the lowest LBA value in said second LBA set is consecutive with an LBA

having the highest LBA value from said first LBA set.

34. (ORIGINAL) The electronic storage device of claim 32, wherein the
processing of the I/O transaction request includes a first memory operation
performed using said first PBA and a second memory operation performed using
said second PBA; said first and second PBAs respectively associated with a first set
of access parameters and a second set of access parameters, and said set of first

and second set of access parameters differing by at least one access parameter.

35. (ORIGINAL) The memory system of claim 34, wherein said first and second
set of access parameters respectively including a bus identifier, an FDE identifier,

and a group identifier.

36. (ORIGINAL) The memory system of claim 35, wherein said first and second

PBAs respectively include said first and second group identifiers.

37. (ORIGINAL) The electronic storage device of claim 32, wherein said PBA

further includes a memory index.

38. (ORIGINAL) The electronic storage device of claim 32, wherein:
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data stored at said first physical memory location is moved to said
second physical memory location using a minimum transfer size granularity

that is equal to a section size; and

said first and second LBA sets respectively have an LBA set size equal

to said section size.
39. (ORIGINAL) The mapping table of claim 38, wherein:

said memory store includes a plurality of flash memory devices that

each have a native page size; and

said section size is at least equal to a product of a positive integer

multiplied by said native page size, and said integer is at least equal to one.
40. (ORIGINAL) The mapping table of claim 38, wherein:

said memory store includes a plurality of flash memory devices that
each have a native page size and a plurality of flash blocks, and that permit a
number of write operations to be performed on a page from one of said flash
blocks before requiring an erase cycle to be performed on said flash block,

said number of write operations equal to at least two; and

said section size is at least equal to said native page size divided by

said number of write operations.
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Remarks

The specification has been amended to correct minor errors, improve
readability, or otherwise. These corrections are of a clerical nature and do not add

"new matter".

The First Paragraph Section 112 Rejection

The Examiner rejects claims 1-40 under 35 USC §112, first paragraph, as
allegedly failing to comply with the written description requirement. More
particularly, the Examiner asserts that the “specification does not describe how the
mapping table causes the storage device to perform optimized memory operations
on a memory location”. Applicants respectfully traverse this rejection because the
Specification describes embodiment(s) of the present invention in a manner that
allows one of ordinary skill in the art how to make and use without undue

experimentation the invention as claimed. See, MPEP 2164.01.

Independent Claims 1, 22 and 32 Meet the Statutory Requirements

Claim 1

Claim 1 recites in part:

“wherein, in response to receiving the I/O transaction request, said
mapping table causes the storage device to perform optimized memory
operations on memory locations respectively associated with said first PBA
and said second PBA, if the I/O transaction request is associated with said

first and second LBA sets.” (Emphasis Added.)
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The above limitation in claim 1 is supported by the Specification because the
Specification teaches how a "mapping table” causes a “storage device to perform
optimized memory operations”. For example, paragraphs [0023]-[0025], [0034],
and [0036] (see also, FIGS. 1-2) disclose a mapping table, that when used by a
storage device, causes the storage device to perform optimized memory

operations.

“[0023] In FIG. 2, mapping table 9 reflects the embodiment disclosed in
FIG. 1. PBA 46 and PBA 50 include access parameters that are associated
with the same group identifier of 15-0 but pertain to physical memory
locations within different flash memory devices in memory store 6. These
access parameters are associated with different FDE identifiers, such

as FDE identifiers 22-01 and 22-11 and with different bus identifiers

8-0 and 8-1, respectively. (Emphasis added.) Using their respective
access parameters, PBA 46 is associated with a physical memory location that
is within a flash memory device 12-01 coupled to bus 8-0, controlled by FDE
22-01, and in group 15-0, while PBA 50 is associated with another physical
memory location that is within a flash memory device 12-01 coupled to bus 8-

1, controlled by FDE 22-11, and in group 15-0 in FIG. 1.

[0024] The term “LBA”, which may also be referred to herein as a
logical block address, is intended to represent an address that is part of a
logical addressing system (not shown) used by a host, such as host 18, and
this host may use one or more LBAs in an I/O transaction request, such as
I/0 transaction request 20. Mapping table 9 associates LBAs from this host

logical addressing system to the device addressing system used by storage
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device 2. This device addressing system may include using a mapping table
that includes the functionality described herein, such as mapping table 9.

These LBAs may be grouped into sets of consecutive LBAs, named "LBA

sets”. (Emphasis added.) These LBA sets may then be represented using
logical fields 26 from mapping table 9, where each logical field in set of logical
fields 26 is respectively disposed to represent a LBA set. For example, LBA
sets 40, 42, 44, and 45 may be used to respectively represent consecutive
LBAs used by host 18, such as LBAs 00 through 07, LBAs 08 through 15, LBAs

16 through 23, and LBAs 24-31, respectively.

[0025] Logical fields in mapping table 9 may be initialized to
represent LBA sets that are serially arranged in mapping table 9 so

that LBAs from adjacent LBA sets are contiguous. (Emphasis added.)

In the example shown in FIG. 2, LBA sets 40, 42, 42, 44 and 45 represent
serially arranged LBAs since the highest LBA in one LBA set is contiguous with
the lowest LBA in an adjacent LBA set. Specifically, LBA sets 40 and 42 are
disposed in adjacent rows and thus are adjacent to each other. These
adjacent LBA sets are also contiguous because LBA 7, which corresponds to
the highest LBA in LBA set 40, is contiguous with LBA 8, which is the lowest
LBA in LBA set 42. Similarly, LBA sets 42 and 44 are also contiguous because
LBA 15, which corresponds to the highest LBA in LBA set 42, is contiguous
with LBA 16, which is the lowest LBA in LBA set 44. LBA set 44 is also

contiguous with LBA set 45.

[0034] During operation and after initialization of mapping table 9, if
storage device controller 22 receives an I/O transaction request 20 from host

18, storage device controller 22 processes I/0 transaction request by

In Re ARCEDERA et al. US Patent Application Serial No. 12/323,461 Page 19 of 23

Petitioner Intel Corp., Ex. 1011
IPR2023 B 9_7|§§0001271



Case 6:22-cv-00335-ADA Document 44-11 Filed 12/16/22 Page 21 of 24
Attorney Docket: 6005.007CIP

transferring it to DMA controller 10. After receiving 1/0 transaction
request 20, DMA controller 10 uses mapping table 9 to determine
which PBAs are mapped to LBAs used in I/0 transaction request 20.
DMA controller 10 uses the PBAs to determine which addressable
physical memory locations to use when performing memory
operations requested by host 18 through I/0 transaction request 20.
Mapping table 9 associates LBA sets to PBAs in a manner that increases the
likelihood that memory operations resulting from 1/0 transaction request 20
will be optimized by distributing these memory operations across
different storage device resources that are associated with these
PBAs, such as across different FDEs, different buses, different flash

memory devices, or any combination of these. (Emphasis added.)

[0036] Using different group identifiers, such as group identifiers 15-0 and
15-1 in mapping table 9, enables the interleaving of memory operations

across flash devices that are controlled by the same FDE. (Emphasis added.)

Stated another way, using different group identifiers enables interleaving
memory operations across flash devices that belong to the same flash array
bank interleave. Using different FDE identifiers in mapping table 9 enables
interleaving memory operations across flash memory devices that are
controlled by different FDEs, while using different bus identifiers enables
interleaving memory operations across flash memory devices that are coupled

to different flash bus interfaces.”

Thus, by the example discussed above, the Specification describes “how the
mapping table causes the storage device to perform optimized memory operations”

(See, Office Action) in a manner that meets the requirements in Section 112, first
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paragraph, rendering claim 1 and its respective dependent claims statutory.

Claim 22

Claim 22 recites in part:

“wherein, in response to receiving the I/0 transaction request, said
mapping table causes the storage device to perform optimized memory
operations on memory locations respectively associated with said first PBA
and said second PBA, if the I/O transaction request is associated with said

first and second set of consecutive LBAs.”

The above limitation in claim 22 is also supported by the Specification because the
Specification teaches how a "mapping table” causes a “storage device to perform
optimized memory operations”. See, Specification at paragraphs [0023]-[0025],
[0034], and [0036] and FIGS. 1-2. Thus, claim 22 also meets the requirements in
35 USC Section 112, first paragraph, rendering claim 22 and its respective

dependent claims statutory.
Claim 32

Claim 32 recites in part:

“wherein said mapping table increases the likelihood that that the
operational load imposed on the storage apparatus during the processing of
the I/0 transaction request will be optimally distributed across storage device

resources.”

The above limitation in claim 32 is supported by the Specification because the
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Specification teaches how a "mapping table increases the likelihood that the
operational load imposed on the storage apparatus”...”will be optimally distributed
across storage device resources” as recited in claim 32. See for example,

paragraphs [0034] and [0036] (see also, FIGS. 1-2) which disclose the following:

“[0034] During operation and after initialization of mapping table 9, if
storage device controller 22 receives an I/0 transaction request 20 from host
18, storage device controller 22 processes I/0 transaction request by
transferring it to DMA controller 10. After receiving I/0O transaction request
20, DMA controller 10 uses mapping table 9 to determine which PBAs
are mapped to LBAs used in I/0 transaction request 20. DMA
controller 10 uses the PBAs to determine which addressable physical memory
locations to use when performing memory operations requested by host 18
through I/0 transaction request 20. Mapping table 9 associates LBA sets to
PBAs in a manner that increases the likelihood that memory operations
resulting from 1/0 transaction request 20 will be optimized by
distributing these memory operations across different storage device
resources that are associated with these PBAs, such as across different
FDEs, different buses, different flash memory devices, or any

combination of these. (Emphasis added.)

[0036] Using different group identifiers, such as group identifiers 15-0 and
15-1 in mapping table 9, enables the interleaving of memory operations
across flash devices that are controlled by the same FDE. Stated another
way, using different group identifiers enables interleaving memory operations
across flash devices that belong to the same flash array bank interleave.

Using different FDE identifiers in mapping table 9 enables interleaving
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memory operations across flash memory devices that are controlled by
different FDEs, while using different bus identifiers enables interleaving
memory operations across flash memory devices that are coupled to different

flash bus interfaces. (Emphasis added.)”

Thus, claim 32 also meets the requirements in 35 USC Section 112, first paragraph,

rendering claim 32 and its respective dependent claims statutory.

Request for Allowance

It is believed that this Response places this Application into condition for

allowance. Early favorable consideration of this Amendment is earnestly solicited.

Respectfully submitted,

Dated: 25 February 2011 /Stephen R. Uriarte/
Stephen R. Uriarte, Reg. No. 40,854

Uriarte Law

2021 The Alameda, Suite 225
San Jose, CA 95126

Tel: 408.244.2164 x111
Fax: 408.716.2651

Email: mail@uriartelaw.com
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Notice of Allowability Examiner Art Unit
HASHEM FARROKH 2187

-- The MAILING DATE of this communication appears on the cover sheet with the correspondence address--
All claims being allowable, PROSECUTION ON THE MERITS IS (OR REMAINS) CLOSED in this application. If not included
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* Certified copies not received: ___

Applicant has THREE MONTHS FROM THE “MAILING DATE” of this communication to file a reply complying with the requirements
noted below. Failure to timely comply will result in ABANDONMENT of this application.
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(b) [ including changes required by the attached Examiner's Amendment / Comment or in the Office action of
Paper No./Mail Date .
Identifying indicia such as the application number (see 37 CFR 1.84(c)) should be written on the drawings in the front (not the back) of
each sheet. Replacement sheet(s) should be labeled as such in the header according to 37 CFR 1.121(d).
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PART I THE EXAMINER’S EVALUATION OF THE APPLICATION
SECTION A RELEVANT ART CITED BY THE EXAMINER

1. U. S. Patent Publication No. 2009/0300318 A1 to Allen et al. describes

ADDRESS CACHING STORED TRANSLATION.

2. U. S. Patent Publication No. 2005/0114587 A1 to Chou et al. describes Express
Card with On-Card Flash Memory with Shared Flash-Control Bus but Separate Ready
Lines.

3. U. S. Patent Publication No. 2003/0217202 A1 to Zilberman et al. describes
Method for improving performance of a flash-based storage system using specialized

flash controllers.

SECTION B DISTINGUISHING FEATURES RECITED IN THE CLAIMS

The following is an Examiner’s Statement of Reasons for Allowance See

MPEP 1302.14

4. The primary reasons for allowance of claims 1-31 in the instant application is the

combination with the inclusion of the following limitations: a set of PBA fields,

including a first PBA field and a second PBA field, said set of PBA fields

respectively disposed for representing a set of PBAs, including a first PBA

disposed for representing a first set of access parameters and a second PBA

disposed for representing a second set of access parameters, said PBAs each

associated with a physical memory location in a memory store, said set of logical
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fields and said set of PBA fields disposed to associate said first and second LBA

sets with said first and second PBAs; and wherein, in response to receiving the

I/O transaction request, said mapping table causes-the storage device to perform

optimized memory operations on memory locations respectively associated with

said first PBA and said second PBA, if the I/O transaction request is associated

with said first and second LBA sets.

5. The primary reasons for allowance of claims 32-40 in the instant application is

the combination with the inclusion of the following limitations: a mapping table which

maps a first LBA set to a first PBA, and a second LBA set to a second PBA, said

first and second LBA sets including respective sets of consecutive LBAs;

wherein said first PBA includes a first set of access parameters and said second

PBA includes a second set of access parameters, and at least one difference

between said first and second PBAs; and wherein said mapping table increases

the likelihood that that the operational load imposed on the storage apparatus

during the processing of he I/O transaction request will be optimally distributed

across storage device resources.

The prior art of record including the disclosures of Allen et al. (2009/0300318
A1), Chou et al. (2005/0114587 A1), and Zilberman et al. (2003/0217202 A1) neither

anticipates nor renders obvious the above-recited combination.
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Any comments considered necessary by applicant must be submitted no later than the
payment of the issue fee and, to avoid processing delays should be clearly labeled

“Comments on Statement of Reasons for Allowance”

SECTION C RESPONSE TO REMARKS

Applicant arguments regarding rejection of claims 1-40 under 35 U.S.C. 112, first
paragraph is persuasive. Hence, rejection under 35 U.S.C. 112, first paragraph is

withdrawn.

PART Il THE ATTENTION OF FUTURE CORRESPONDENT

Any inquiry concerning this communication or earlier communications from the
examiner should be directed to HASHEM FARROKH whose telephone number is
(671)272-4193. The examiner can normally be reached on 8-5.

If attempts to reach the examiner by telephone are unsuccessful, the examiner’s
supervisor, Kevin Ellis can be reached on (571)272-4205. The fax phone number for

the organization where this application or proceeding is assigned is 571-273-8300.
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Information regarding the status of an application may be obtained from the
Patent Application Information Retrieval (PAIR) system. Status information for
published applications may be obtained from either Private PAIR or Public PAIR.
Status information for unpublished applications is available through Private PAIR only.
For more information about the PAIR system, see http.//pair-direct.uspto.gov. Should
you have questions on access to the Private PAIR system, contact the Electronic
Business Center (EBC) at 866-217-9197 (toll-free). If you would like assistance from a
USPTO Customer Service Representative or access to the automated information
system, call 800-786-9199 (IN USA OR CANADA) or 571-272-1000.

/HASHEM FARROKH/
Primary Examiner, Art Unit 2187
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MULTI-PROFILE MEMORY CONTROLLER
FOR COMPUTING DEVICES

CROSS-REFERENCE(S) TO RELATED
APPLICATIONS

This application claims the benefit of United States Provi-
sional Application, entitled “Multi-Profile Memory Control-
ler for Computing Devices”, filed on 4 Sep. 2009 and having
Ser. No. 61/239,794, which is hereby incorporated by refer-
ence as if fully set forth herein.

BACKGROUND

(1) Technical Field

The present invention relates to multi-profile memory con-
trollers and computing devices, such as solid-state storage
devices, that use these multi-profile memory controllers.

(2) Background Art

Multi-profile memory controllers have been traditionally
designed to operate with memory stores or modules that
comprise of memory devices which use the same memory
device characteristics, such as block size. Some of these
multi-profile memory controllers are disposed to operate with
memory devices that use flash memory cells which utilize
relatively large block sizes, such as 128 Kb or greater. Flash
memory devices that have a relatively large block size gen-
erally provide better sequential memory access performance
than flash memory devices that have a relatively small block
size. Larger block sizes are commonly employed because
flash memory devices that are disposed with larger block
sizes tend to exhibit greater memory density than flash
memory devices that use smaller block sizes. In addition,
these higher density flash memory devices tend to be gener-
ally more cost effective than flash memory devices with less
memory density.

A multi-profile memory controller that employs flash
memory devices that have relatively large block sizes incurs
some disadvantages, however, because it suffers from rela-
tively higher read-modity-write cycle latency, higher random
memory access latency and lower random IOPS (input/output
operations per second). Consequently, there is a need for a
multi-profile memory controller that can operate with
memory locations, memory devices, or both that are associ-
ated with different memory attributes, different attribute
qualifiers, or the like, while minimizing or avoiding some or
all of the above described disadvantages.

SUMMARY

The present invention pertains to a multi-profile memory
controller and devices that use multi-profile memory control-
lers. More particularly, the present invention pertains to a
multi-profile memory controller and related methods and sys-
tems that can operate with memory locations, memory
devices, or both which are associated with different memory
attributes, different attribute qualifiers, or the like, while
minimizing or avoiding some or all of the disadvantages of
the prior art.

BRIEF DESCRIPTION OF THE DRAWINGS

FIG. 1 illustrates a multi-profile memory controller, which
is disposed to receive and process memory transaction
requests from a host, in accordance with one embodiment of
the present invention;
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FIGS. 2A-2C illustrate device profiles for use with a multi-
profile memory controller in accordance with yet another
embodiment of the present invention;

FIG. 3 illustrates a multi-profile memory controller in
accordance with yet another embodiment of the present
invention;

FIG. 4 illustrates a method of performing memory trans-
actions on memory locations that are associated with difter-
ent device profiles in accordance with yet another embodi-
ment of the present invention;

FIG. 5 illustrates a further embodiment of the method
illustrated in FIG. 4.

FIG. 6 illustrates a block diagram of a computer system
that uses an electronic storage device which employs a multi-
profile memory controller to perform one or both of the meth-
ods disclosed in FIGS. 4 and 5 above in accordance with yet
another embodiment of the present invention.

DETAILED DESCRIPTION OF THE INVENTION

In the following detailed description, for purposes of
explanation, numerous specific details are set forth to provide
a thorough understanding of the various embodiments of the
present invention. Those of ordinary skill in the art will realize
that these various embodiments of the present invention are
illustrative only and are not intended to be limiting in any way.
Other embodiments of the present invention will readily sug-
gest themselves to such skilled persons having the benefit of
this disclosure.

In addition, for clarity purposes, not all of the routine
features of the embodiments described herein are shown or
described. It is appreciated that in the development of any
such actual implementation, numerous implementation-spe-
cific decisions must be made to achieve the developer’s spe-
cific goals. These specific goals will vary from one imple-
mentation to another and from one developer to another.
Moreover, it will be appreciated that such a development
effort might be complex and time-consuming but would nev-
ertheless be a routine engineering undertaking for those of
ordinary skill in the art having the benefit of this disclosure.

The present invention relates to multi-profile memory con-
trollers and computing devices that use these multi-profile
memory controllers, such as storage devices, computers, and
other types of devices that use memory. More particularly, the
present invention relates to a multi-profile memory controller
disposed to perform memory transactions using different
device profiles. This type of multi-profile memory controller
may be referred to herein as a “multi-profile memory control-
ler”. In accordance with one embodiment of the present
invention, FIG. 1 illustrates a multi-profile memory controller
2 for performing a memory transaction on a memory store 4
in response to receiving a memory transaction request 6.
Memory transaction request 6 may be initiated by an 10
device, such as 10 device 8, or other device disposed to
initiate such a request. Memory store 4 may be part of a
computing device or equivalent device, such as storage device
15, that includes multi-profile memory controller 2. In the
example shown, multi-profile memory controller 2 executes
computer or machine executable instructions, such as pro-
gram code 17, which enables multi-profile memory controller
2 to manage, control or both the flow of data between 10
device 8 and memory store 4.

Memory store 4 includes addressable memory locations,
such as memory locations 9 and 11, that are respectively
associated with a set of at least one memory attribute. The
term “memory attribute”, which may also be referred to as
“attribute” herein, is defined to include a characteristic of a

Petitioner Intel Corp., Ex. 1011
[PR2023-00783



Case 6:22-cv-00335-ADA Document 44-13 Filed 12/16/22 Page 9 of 18

US 9,135,190 B1

3

memory location that is related to accessing or addressing the
memory location. For example, an attribute that is associated
with a particular memory location may include the memory
device type of a memory device in which the memory location
is located or addressable, or of a memory device associated
with a memory space in which the memory location is subset.
In FIG. 1, memory locations 9 and 11 are located or addres-
sable in memory devices 10 and 12, respectively. Other
examples of an attribute of a memory location may include,
where applicable, the block size used by the memory device,
the page size used by the memory device, the memory pro-
tocol or specification supported by the memory device, and
the partial page size used by the memory device.

In one embodiment of the present invention, each set of
memory attributes may be organized into a device profile.
Each attribute kept in a device profile is associated with data,
named “attribute qualifier,” that qualifies the attribute, such as
an attribute value or attribute type. The association between
an attribute and its corresponding attribute qualifier may be
accomplished by using any known means, such as by using a
database, a table, index, or an equivalent device, that is acces-
sible to multi-profile memory controller 2. For example,
device profile 14 in FIG. 2A may be used to represent at least
one attribute 24 of a memory location, and each attribute
respectively corresponds to an attribute qualifier 25. These
attributes include a page size 16, a block size 18, a memory
protocol 20 supported by the memory device in which the
memory location is addressable, a memory device type 22,
and a partial page size 23. Attribute qualifier 25 is in the form
of a value or type. In FIG. 2A, attribute page size 16 corre-
sponds to an attribute value in bytes per page, attribute block
size 18 corresponds to an attribute value in pages per block,
attribute memory protocol 20 corresponds to a memory
device specification or protocol supported by the memory
device associated with the memory location, attribute
memory device type 22 corresponds to a memory device type
of the memory device associated with the memory location,
attribute partial page size 23 corresponds to an attribute value
in bytes per partial page.

Referring to FIGS. 1 and 2B for example, memory location
9 in memory store 4 may have a device profile 26 that includes
the following attributes: a page size 28 associated with an
attribute value of 1024 bytes, a block size 30 associated with
an attribute value of 2048 pages, a memory protocol 32 asso-
ciated with an attribute type that represents the ONF1i speci-
fication, a memory device type 34 associated with an attribute
type that represents a NAND flash memory device, and a
partial page size 36 associated with an attribute value of 512
bytes. In another example as shown in FIG. 2C, memory
location 11 in memory store 4 may have a device profile 38
that includes the following attributes: a page size 40 associ-
ated with an attribute value of 512 bytes, a block size 42
associated with an attribute value of 8192 pages, a memory
protocol 44 associated with an attribute type that represents
the ONFi protocol, a memory device type 46 associated with
an attribute type that represents a NAND flash memory
device, and a partial page size 48 associated with an attribute
value of 256 bytes.

A device profile may have any number of attributes, while
any two device profiles may have any number of shared
attributes equal to or greater than zero. Multi-profile memory
controller 2 can perform memory transactions using different
device profiles. In this example, memory locations 9 and 11
have different device profiles. Memory locations that are
addressable from the same memory device may share the
same device profile although this approach is not intended to
be limiting in any way. In another embodiment, different
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device profiles may be respectively associated with different
memory locations that are addressable from the same
memory device but which have different attributes, shared
attributes having different attribute qualifiers, or both. Device
profiles are different if they differ by attribute, by number of
attributes, by attribute qualifier for shared attributes, or any
combination of these. Shared attributes include at least two
attributes that are the same. In FIGS. 2B and 2C, device
profiles 26 and 38 have the following shared attributes: a page
size, block size, memory device type, memory protocol, and
partial page size. In the example shown, device profiles 26
and 38 neither differ by their number of attributes nor by their
attributes but differ by attribute qualifier for their sets of
shared attributes. Specifically, page sizes 28 and 40; block
sizes 30 and 42, and partial page sizes 36 and 48 differ by their
attribute values, while memory protocols 32 and 44, and
memory device types 34 and 46 differ by their attribute types.
In another embodiment (not shown), device profiles 26 and 38
may have the same attributes but at least one set of shared
attributes differs by an attribute qualifier, such an attribute
value or attribute type. In yet another embodiment (not
shown) device profiles 26 and 38 have a different number of
attributes. These alternative embodiments are not intended to
be exhaustive but are provide to illustrate the variety in which
device profiles may differ.

The type and location of a memory device or memory store
used to store device profiles are not intended to limit the scope
of the invention in any way. In the example shown in FIG. 1,
the device profiles 26 and 38 for memory locations 9 and 11
are stored in memory store 4. In an alternative embodiment,
device profiles 26 and 38 may be stored in another type of
non-volatile memory, such as an EPROM, battery-backed
volatile memory, or their respective equivalent, which is not
shown to avoid overcomplicating this disclosure. The term
“memory device” refers to any type of memory device that
can write to or read data from an addressable location in
response to a memory device command, such as a read or
write command. For example, memory devices 10 and 12
may be each disposed to be in the form of a NAND flash
memory device integrated circuit, sometimes referred to as a
flash chip. Using a NAND flash memory device is not
intended to be limiting in any way, and any form of non-
volatile memory, such as a NOR flash memory device, may be
used. A NAND flash memory device includes a set of addres-
sable non-volatile memory cells, named flash blocks, and
each memory cell may be single or multi-level.

A flash memory device permits memory operations, such
as a write or read operation, to be performed on these flash
blocks according to a protocol supported by the flash memory
device. Memory device 10 and 12 may each be implemented
using a NAND flash memory device that complies with the
Open NAND Flash Interface Specification, commonly
referred to as ONFI Specification. The term “ONFI Specifi-
cation” is a known device interface standard created by a
consortium of technology companies, called the “ONFI
Workgroup”. The ONFI Workgroup develops open standards
for NAND flash memory devices and for devices that com-
municate with these NAND flash memory devices. The ONFI
Workgroup is headquartered in Hillsboro, Oreg. Using a flash
memory device that complies with the ONFI Specification is
not intended to limit the embodiment disclosed. One of ordi-
nary skill in the art having the benefit of this disclosure would
readily recognize that other types of flash memory devices
employing different device interface protocols may be used,
such as protocols compatible with the standards created
through the Non-Volatile Memory Host Controller Interface
(“NVMHCI”) working group. Members of the NVMHCI
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working group include Intel Corporation of Santa Clara,
Calif., Dell Inc. of Round Rock, Tex. and Microsoft Corpo-
ration of Redmond, Wash.

Memory store 4 is not intended to be limited to flash
memory devices, and may include other types of memory
devices, such as volatile memory like SRAM or DRAM;
non-volatile memory, such as a NOR flash memory device or
battery-backed volatile memory; a hard disk drive; and the
like. The term “IO device” is intended to cover a broad range
of devices that can request a memory transaction, such as a
read or write transaction. For example, a computing system or
computing-enabled device that is configured to include the
function of requesting a memory transaction from memory
store 4 is an 1O device for purposes of this disclosure. An 10
device may or may not have the capability to map data that is
subject to a memory transaction request in a memory map
table. This data may include a file or data portions of the file.
10 memory mapping and memory tables are known and thus,
are not further described herein. An IO device may also be
referred to herein as a “host™.

In FIG. 1, multi-profile memory controller 2 may be con-
figured to include a memory device interface 50, an interface
controller 52 and an 10 device interface 54. Communication
path 64 couples memory device interface 50 with interface
controller 52, while communication path 66 couples interface
controller 52 with IO device interface 54, which enables these
coupled devices to assert or transmit signals across their
respective communication paths. Interface controller 52 and
memory device interface 50 communicate through commu-
nication bus 64. Communication through communication
path 64 includes interface controller 52 sending information,
such as command details, to memory device interface 50 and
receiving status from memory device interface 50. In addi-
tion, interface controller 52 communicates with 10 device
interface 54 though communication path 66. Communication
through communication path 66 includes interface controller
52 receiving status and request information from IO device
interface 54 and sending commands to IO device interface 54.
Communication paths 64 and 66 may be implemented in the
form of a bus that includes control or command lines. A set of
control or command lines are sometimes generically referred
to as a control bus or a command line bus, respectively.
Data Paths 56 & 58

At least one data path, such as data paths 56 and 58, are
used to couple IO device interface 54 with memory device
interface 50, enabling these devices to transfer data, such as
data that will be read from or written to memory store 4, with
each other. In one embodiment of the present invention, data
paths 56 and 58 may be implemented logically by using a
single FIFO buffer 70, named “FIFO”. FIFO 70 includes a set
of queue slots and may be used to provide more than one
logical data path by associating certain queue slots as a par-
ticular data path. For example, all odd numbered queue slots
in FIFO 70 may be designated as one data path, such as data
path 56, while all even numbered queue slots in FIFO 70
another data path, such as data path 58. Interface controller 52
is also coupled to FIFO 70 to provide FIFO status to memory
device interface 50 and 10 device interface 54. When imple-
mented in this manner, FIFO 70 functions as a logical form of
data paths 56 and 58 because although a single instance of
FIFOis used, it provides two logical data paths through which
data may be transferred between memory device interface 50
and 10 device interface 54. In another embodiment of the
present invention, data paths 56 and 58 may each be imple-
mented separately in the form of a FIFO, respectively. Each
FIFO (not shown) may be used to queue data transferred
between memory device interface 50 and 1O device interface
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54 with interface controller providing FIFO status to memory
device interface 50 and IO device interface 54.

Data paths 56 and 58, whether implemented logically or
physically, may be used as bi-directional or unidirectional
data paths. When used as a bi-directional data path, data may
travel in both directions. For example, bi-directional data path
56, data path 58 or both may be used to transfer both read and
write data. When used as a one way data path, data may travels
only in one direction on a particular data path. For example,
data path 56 may be used solely to transfer data from 1O
device interface 54 to memory device interface 50, while data
path 58 may be used solely to transfer data from memory
device interface 50 to IO device interface 54. FIG. 1 illustrates
an embodiment of multi-profile memory controller 2 that uses
FIFO 70 configured to provide unidirectional data paths 56
and 58 in logical form.

Memory Buses 60 & 62

Memory device interface 50 is coupled to memory store 4
through at least one bus, such as buses 60 and 62. Buses 60
and 62 are shown respectively coupled to memory devices 10
and 12. The number of memory buses used to couple multi-
profile memory controller 2 to memory devices associated
with memory store 4 is not intended to be limiting. More than
one memory device may be coupled to memory device inter-
face 50. The means and method of selecting a memory device
or addressing a memory location from a set of memory
devices by using a single memory bus are known. For
example, select lines (not shown) may be used. In addition,
the number of data buses or FIFOs used is also not intended to
be limiting. As would be evident to one of ordinary skill
having the benefit of this disclosure, using more than one data
bus, FIFO, or both, increases the available pathways through
which data may be transmitted between 10 device interface
54 and memory device interface 50.

Memory device interface 50 operates as the communica-
tion interface between memory store 4 and devices that form
part of multi-profile memory controller 2, such as interface
controller 52 and 10 device interface 54. Memory device
interface 50 monitors the availability of a memory device that
has been targeted for a memory device operation, and routes
commands and data between multi-profile memory controller
2 and the memory device, such as memory device 10 or 12.
Memory device interface 50 also provides the required physi-
cal signaling, such as by asserting electrical signals on
memory bus 60, memory bus 62, or both, that will enable
memory device interface 50 to use the memory bus to transfer
commands and data associated with the memory device
operation.

Memory Device Interface 50

Memory device interface 50 is responsive to commands
received from interface controller 52 via a suitable commu-
nication path or bus, such as communication path 64, which
enables interface controller 52 to perform a memory transac-
tion operation, such as a read or write memory operation on a
selected memory device, such as memory device 10 or 12.
Data associated with this read or write memory operation is
transferred between memory device interface 50 and 10
device interface 54 via at least one data path, such as data path
56, data path 58 or both. In the examples shown in FIGS. 1 and
2B-2C, memory device interface 50 supports the ONFi
memory protocol, which renders it compatible with memory
device 10 and 12 since they are NAND flash memory devices
that support the ONFi memory protocol.

10 Device Interface 54

10 device interface 54 operates as the communication
interface between an 10 device, such as 10 device 8, and
devices that form part of multi-profile memory controller 2,
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such as memory device interface 50 and interface controller
52.10 device interface 54 enables multi-profile memory con-
troller 2 and IO device 8 to communicate with each other
through a protocol supported by both devices, enabling multi-
profile memory controller 2 to receive a memory transaction
request 6 that was sent by 1O device 8 through a suitable
communication pathway, such as communication bus 66. The
type of protocol used is not intended to be limiting in any way
although this protocol should be supported by IO device
interface 54 and any 10 device that is selected to operate with
10 device interface 54. 10 device interface 54 also provides
the required physical signaling, such as by asserting electrical
signals on communication path 68, that will enable IO device
interface 54 to use path 68 when communicating with an 10
device, such as by receiving memory transaction request 6.
The number of 10 devices through which 10 device interface
can communicate is not intended to be limiting in any way.
Operation

After receiving memory transaction request 6 from an 1O
device, 10 device interface 54 transfers this request to inter-
face controller 52 through communication path 66. Interface
controller 52 processes memory transaction request 6 by
interpreting the memory transaction request and performing a
memory transaction on a memory location. Performing a
memory transaction includes addressing a memory location
that is associated with a device profile, and that is located in or
addressable in a memory device. The addressing of this
memory location by interface controller 52 may be part of the
memory read or write transaction indicated in the memory
transaction request. Interpreting memory transaction request
6 includes determining whether the memory transaction per-
tains to a memory read or a memory write transaction, and
identifying an address from the memory transaction request.
In the embodiment shown, this identified address is a logical
address, and interface controller 52 translates this logical
address into a physical address, which points to the memory
location, which may also be referred to herein as “target
memory location”. The manner of translating a logical
address to a physical address is also not intended to be limit-
ing in any way. Any method may be used that is commonly
known by those of ordinary skill in the art. For example, a
logical to physical address memory map that maps each logi-
cal address to target memory locations may be used. In addi-
tion, more than one physical address may be mapped to a
single logical address. In the embodiment shown in FIG. 1, if
multiple physical addresses or target memory locations are
mapped to a single logical address, all of these target memory
locations are associated with the same device profile although
this arrangement is not intended to limit the scope or spirit of
the herein invention in any way. Thus, in this particular non-
limiting embodiment, for each memory transaction
requested, multi-profile memory controller 2 can perform
memory operations on more than one memory location.
These memory locations are associated with device profiles
that are either the same, or at the very least have at least one
shared attribute in common that have the same attribute quali-
fier. For example, these memory locations may have device
profiles that have a shared attribute of block size and the same
block size attribute value.

Interface controller 52 also determines command details
necessary to cause the interpreted memory transaction to be
performed by multi-profile memory controller 2 through its
components. These command details include the memory
device from which the target memory location is addressable
by a multi-profile memory controller component, such as
memory device interface 50. This memory device may also be
referred to herein as a “target memory device”. In one
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embodiment of the present invention, multi-profile memory
controller 2 through interface controller 52 uses a memory
map (not shown) that associates memory devices with physi-
cal addresses. Multi-profile memory controller 2 also deter-
mines the transfer sizes to use when causing a memory trans-
action to be performed on the target memory device.

After identifying these command details, the multi-profile
memory controller obtains attributes from the device profile
associated with the target memory location, and determines
whether the target memory location is available by causing
memory device interface 50 to determine the status of the
target memory device and to inform interface controller 52
when this target memory device is ready for a memory opera-
tion. When the target memory device is ready, multi-profile
memory controller 2 performs the memory transaction by
causing memory device interface 50 to perform a memory
operation on the target memory location and target memory
device. Multi-profile memory controller 2 also causes data to
be transferred via at least one suitable bus or communication
path, such as data paths 56 and 58, to the target memory
location and the target memory device from IO device inter-
face 54 if the memory transaction request pertains to a
memory write transaction, or from the target memory loca-
tion and the target memory device to 1O device interface 54 if
the memory transaction request pertains to a memory read
transaction.

In FIG. 1 for example, if the logical address translates to a
physical address pointing to memory location 9 in memory
device 10, multi-profile memory controller 2 instructs
memory device interface 50 to check the status of memory
device 10. When multi-profile memory controller 2 through
memory device interface 50 detects that memory device 10 is
ready for a memory transaction, multi-profile memory con-
troller 2 through interface controller 52 provides the instruc-
tions necessary for causing memory device interface 50 to
perform at least one memory operation as required by the
memory transaction requested by memory transaction
request 6.

In one embodiment of the present invention, the transfer
size selected is a function of the data size of the subject to
memory transaction request 6, and the attributes in a device
profile associated with a target memory location. These
attributes may include any combination of the following: the
page size attribute, the block size attribute, and the partial
page size attribute in device profile 26 of memory location 9
although this example is not intended to be limiting in any
way. Any transfer size can be selected using any method and
more than one transfer size can be used for memory transac-
tions that require multiple transfers arising from more than
one memory operation. In addition, for illustration purposes
only and in one example embodiment, if the data size is
greater than the page size attribute value in device profile 26,
multi-profile memory controller 2 uses a transfer size equal to
at least the page size attribute value for each memory opera-
tion transfer for the memory transaction requested until the
remaining data not yet transferred from a requesting 10
device is less than the page size attribute. In this case, multi-
profile memory controller 2 can then use a partial page size
attribute value for the transfer size of the next memory opera-
tion transfer until all of the data has been transferred to
memory location 9. If the data size is greater than the block
size attribute value in device profile 24, multi-profile memory
controller 2 uses a transfer size equal to at least the block size
attribute value for each memory operation transfer for the
memory transaction requested until the remaining data not
yet transferred is less than the block size attribute value. If the
remaining data not yet transferred reduces to less than the
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block size attribute value, multi-profile memory controller 2
then selects a transfer size equal to the page size attribute
value if this remaining data has a data size, named “remaining
data size”, that is at least equal to the page size attribute, or
equal to the partial page size attribute value if this remaining
data size is less than the page size attribute.

In another example, by using a multi-profile memory con-
troller 2, which supports memory locations that have different
device profiles, a host or 10 device, such as 10 device 8, can
use a logical address that maps to at least one target memory
location that is associated with a device profile that is optimal
for the type of data subject to a memory transaction request
initiated by IO device 8, and another target memory location
that is associated with another device profile that is optimal
for the type of data subject to another memory transaction
request initiated by 10 device 8. 10 device 8 may use a
memory write transaction request that uses a logical address
that maps to at least one target memory location that is asso-
ciated with a device profile that includes a block size attribute
value that is the largest available from the other device pro-
files associated with a set of memory locations available for
addressing by multi-profile memory controller 2. This trans-
action command detail may be desired if the data subject to
the memory transaction request is of'a sequential type, and the
memory type attribute value also associated with the device
profile is a NAND flash memory device.

In yet another example, 1O device 8 may use a memory
transaction request that uses a logical address that maps to at
least one target memory location which is associated with a
device profile that includes a block size attribute value that is
the smallest available from the other device profiles associ-
ated with a set of memory locations available for addressing
by multi-profile memory controller 2. This transaction com-
mand detail may be desired if the data subject to the memory
transaction request is random nature. In yet another further
example, IO device 8 may use a memory transaction request
that uses a logical address that maps to at least one target
memory location that is associated with a device profile that
includes a partial page size attribute value. This transaction
command detail may be desired if the data subject to the
memory transaction request is random in nature, and if the
data size of the data subject to the write transaction is at most
equal to the partial page size attribute value. The above
examples are not intended to be limiting in any way. For
instance, instead of 10 device 8, multi-profile memory con-
troller 2 includes program code or uses a memory map that
determines or causes which target memory location is used to
support a memory transaction for a particular data type.

Referring now to FIG. 3, another embodiment of a multi-
profile memory controller 71 is illustrated. Multi-profile
memory controller 71 includes an interface controller 72 that
may be implemented using a set of memory bus controllers,
such as memory bus controller 74 and 76, a main control
device 78, an 10O bus controller 80, communication paths 82
and 84, and a control path 102. Communication path 82
includes control paths 86 and 88, which are used by memory
bus controllers 74 and 76 and main control device 78, respec-
tively, to assert commands and certain information on a
memory device interface 92, such as the physical or actual
address of a memory location targeted for a memory transac-
tion, and commands supported by the memory devices, such
as commands supported by ONFi compliant memory devices.
For instance, a value of 70 h is a request for status from a
memory device by a memory bus controller, while 80 h is
commands a memory device to write the data asserted on an
address line coupled to the memory device. In the embodi-
ment disclosed in FIG. 3, the commands, information,
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memory and device status are routed to main control device
78 via control path 86 or 88 and communication path 96 or 98
by memory bus controllers, such as 74 or 76, respectively,
depending on which memory bus controller is associated with
the memory device providing the memory device status.
Although as further described below, main control device 78
determines whether a target memory location is available, a
memory bus controller performs the transfer of this availabil-
ity status from the target memory location to main control
device 78.

Each memory bus controller is disposed to access memory
devices and to load the selected flash profile attributes as part
of'a memory read or memory write transaction. In accordance
with one embodiment of the present invention, the memory
devices in memory store 112 are grouped so that each of these
memory devices are associated with only one memory bus
controller, such as memory bus controller 74 or 76. Associ-
ating each memory device with only one memory bus con-
troller permits simultaneous memory device accesses that
equal in number to the memory bus controllers used by inter-
face controller 72. In FIG. 3, interface controller 72 includes
two (2) memory bus controllers but the number of memory
bus controllers is not intended to be limiting in any way, and
any number of memory bus controllers may be employed. For
instance, (not illustrated), interface controller 72 may be dis-
posed with four (4) memory bus controllers, which permits
each of these memory bus controllers to access collectively a
maximum of four memory devices simultaneously.

Communication path 84 couples interface controller 72
with 1O device interface 94, enabling main control device 78
to receive status from IO device interface 94 via 10 bus
controller 80. Communication paths 96 and 98 enable main
control device 78 to communicate with memory bus control-
lers 74 and 76, respectively, while communication path 100
enables main control device 78 to communicate with 10 bus
controller 80. IO bus controller 80 functions as the controller
for 10 Device Interface 94, and enables main control device
78 to receive status and request information from 10 device
interface 94 and to send commands to 1O device interface 94.

Cont