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Abstract

Power-gating is a technique for saving leakage
power by shutting off the idle blocks. However,
without good understanding and careful design,
negative effects of power gating may overwhelm the
potential gain and may make the technique not
worth the effort. In this paper, we report on our
study of the benefits and costs of the power-gating
technique in terms of power, area, and performance.
We model and analyze several strongly related
parameters such as sleep-transistor size, decap
area, and supply voltage level. We also report on
our experiments to demonstrate how the gated area,
circuit behavior and power mesh granularity affect
the power gating technique at the system level.
Experimental results show that, by compromising
4% of the total area and 5% of the dynamic power,
we can achieve 47% leakage power saving while
maintaining the same performance. With technology
scaling down, the saving is significant. We conclude
that we can benefit from the power-gating technique
in future technology nodes.

1. Introduction

With the advent of portable electronic devices and
high density VLSI circuits, power dissipation has
emerged as a major design concern. Simultaneously,
technological advances result in shrinking of the
minimum feature size as well as in lowering of the
supply and threshold voltages which cause a dra-
matic increase of the leakage current. Leakage
power has now become a major component of the
total power dissipation in CMOS circuits[6][9].

Power-gating is a technique for reducing leakage
power by shutting off the idle blocks. Implementa-
tion of power-gating requires a multi-threshold
CMOS process. Logic blocks are implemented using
low-7,, high-performance transistors whereas high-
V, transistors (called sleep transistors) connect the
gated blocks to the power supply [1]. Power-gating
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is not a cost-free technique. Negative effects include
a combination of noise, performance penalty, areca
and power overhead, etc. In this paper, we study and
quantify the benefits and costs of the power-gating
technique in terms of area and power. We also con-
sider the impact of scaling trends on the applicabil-
ity of power gating. In [2], the authors evaluate
limitations and power-savings of three leakage-
power reduction techniques and address the outlook
for scaling technology. However, although they
mention sleep transistors, the focus of the paper is
on using phase-locked loops (PLLs) as voltage regu-
lators to gate power supply. The phenomena occur-
ring in circuits power-gated with sleep transistors
are not addressed in that work. Moreover, the stud-
ies are performed on small test circuits (such as 32-
bit 2-input NOR gate) which may not capture all the
phenomena of a system-level power-gating tech-
nique. To the best of our knowledge, our work is the
first one addressing the system-level trade-off in
sleep-transistor-based power-gating technique.

The remainder of this paper is organized as fol-
lows. In section 2, we briefly introduce the costs and
benefits of a sleep-transistor-based power-gating
technique. In section 3, we characterize and model
each effect in detail, explaining the simulation flow
used to evaluate the trade-off. In section 4 we show
the experimental results and scaling trend. Section 5
concludes the work.

2. Comparison two power supply systems

Here we consider a standard chip (Figl(a)) and a
power-gated chip (Figl(b)) both implementing the
same functionality. In the standard chip, all logic
circuits are connected to Vdd through a hierarchical
power mesh. The entire chip is fully powered at all
times. In the power-gated chip, we have local power
meshes for all macros, and sleep transistors are used
to connect the local mesh to the global mesh.
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When a macro is active, the sleep transistor is
turned on. Its size must be large enough to guarantee
that the current drawn by the macro does not cause
excessive voltage drop. If we want to maintain the
same performance with and without power-gating,
in the gated chip the 7, has to be raised by DV to
counteract the voltage drop across the sleep transis-
the
increases the dynamic and leakage power consump-

tor. However, increasing supply voltage

tion, which may nullify the intended power savings.
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Figure 1. Power supply system (a) nhormal
power supply system (b) power-gating system

Also, when sleep transistors are turned on and
off, considerable power supply currents are drawn in
a short period of time, which may result in large
voltage fluctuations on the power grid. This power-
gating noise (PGN) affects the reliability of sys-
(S0Cs),
CMOS technologies with narrow noise margins. We

tems-on-chips especially for advanced
need to add extra decoupling capacitance (decap) to
reduce the PGN and take into account the additional
leakage currents associated with the intentionally
introduced capacitors. At the same time, the switch-

ing sleep transistors consume more dynamic power.

In a chip without power-gating, the non-switch-
ing part of the circuit serves as a decoupling capaci-
tor and reduces the power grid noise. However, in
the power-gated chip, the gated macros are discon-
nected from the power supply during their idle state,
which prevents them from acting as a decap for the
active circuit. Thus the non-gated macros adjacent
to the gated circuitry may need extra decap to guar-
antee that power grid noise remains within tolerable

margins. The gated macros not only stop providing
decap to other macros, but also act as an obstacle for
decap insertion. Extra decap will enlarge the chip

size and again consume more leakage power.

We will now consider the chip shown in Fig.1.
Region 1 contains the gated macros B and C,
whereas region II consists of ungated macros A and
D. We qualitatively compare the leakage, dynamic
power, decap and sleep transistor area of those two
regions. We normalize the data to that of an ungated
chip which realizes the same functionality as the
gated chip. The trade-off in terms of power and arca
for power-gating systems can be summarized in
Table.1.

Table 1. Power-gating vs. non-power-gating

non-power-gating power-gated
chip region chip region
1 11 1 11
P(leakage) 1 1 v A
P(dyn) 1 1 A A
Area(decap) 1 1 1 A
Area(st) N/A N/A A N/A

We notice that the benefit comes only from sav-
ing in the leakage power of gated circuits, and the
costs include: 1) areca consumed by the extra decap
and sleep transistors; 2) dynamic power of both
regions and leakage consumption of non-gated cir-
cuit and decaps. In our study, we will attempt to

quantify these benefits and costs.

3. Characterization of power gating
technique

3.1. Power-gating modeling

The power-gating model is shown as Fig.2. The
upper power mesh can be modeled as a linear RL
network excited by constant voltage sources. The
lower power mesh is composed of a linear RC net-
work excited by time-varying current sources which
represent the switching currents drawn by the logic
circuits. We use a simple triangle waveform to

model the current profiles. C is the on-chip decou-
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pling capacitor which is provided by the non-switch-
ing part of the logic circuit.

VDD VDD
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Figure 2. Power gating modeling

In the traditional power network analysis for the
ungated chip, sleep transistors are replaced by vias
(resistors). So the entire system is a linear RLC net-
work excited by the voltage and current sources.
The modified Nodal Analysis (MNA) formulation
can be used to solve this system. However, when
sleep transistors are introduced, the power network
is no longer linear. We use HSPICE to simulate the
power-gating noise at the moment the sleep transis-
tors are turned on and off; and we use ALSIM, the
IBM linear power network analyzer, to simulate the
voltage delivery behavior when sleep transistors are
on and can be modeled as resistances.

3.2. Sleep-transistor sizing

In our model, we assume distributed sleep tran-
sistors, one per gated block. When sleep transistors
are absent, the delay of a single gate can be approxi-

mated by [3]
CrVaa

_L'dd (EQ1)
( Va’d - VtL)a

T, =

where C, is the load capacitance at the gate’s
output, V,, is the threshold voltage in the low V,
block, and a is the velocity saturation index for
modeling short channel effects [4]. In the presence
of a sleep transistor, the gate propagation delay

increases to CoV Vo)
r;T = L' dd ST7

(EQ2)
Vaa=Vsr-Vu)?

where Vg, is the voltage drop on the sleep tran-
sistor. To eliminate the performance loss caused by
the sleep transistor, ¥, has to be increased to Vig such

that
T
Claa  _ ClVaa=Vsr)
a T a
Vaa= Vi) (ng— Vsr=Vir)
We assume a = 1 and define supply increase
ratio as

(EQ 3)

o ST o
a 0
h=a-%_15 EQ4)
¢Vaa =
and we get
Ver = hV,,. (EQ 5)
The sleep transistor operates in its linear region
and the current can be expressed as 2
AW T ST
Iy = m,Coor? (V;d_ VidVsr——-| - (EQ0)
R ART 2

Substituting for Vg, the size of sleep transistors
can be expressed as
A _
SL7ST m,C VgV~ Vi — 050V ,)
where V,, is the threshold voltage of the sleep
transistor. The total sleep transistors’ size of one
gated block can be approximated by
Ivax
M, CouhVaa(Vig— Vg — 050V 1)
where 1,,,, is the maximum switching current

IST

(EQ7)

(EQ 8)

generated by the gated circuit.

We notice that the sleep transistor size is related
to the increased ¥,,. Thus the higher the supply
voltage, the smaller the required sleep transistor; but
also the more power consumed. Performance can be
traded also. If we allow some performance loss
(PL), supply voltage may not necessarily increase.
These parameters should be decided according to
design requirements.

3.3. Power saving vs. cost

The purpose of power-gating is to save leakage
power when blocks are idle. However, power-gating
itself incurs power cost. If that cost is comparable or
even larger than the savings, then the power-gating
technique is not worth the effort. The work reported
in [5] estimates the minimum idle time when consid-
ering the overhead associated with the leakage
reduction technique. However, if the supply voltage
is increased to counteract the performance loss of
power-gating, as analyzed in section 3.2, the mini-
mum idle time is no longer sufficient to characterize
the trade-off between the cost and benefit.
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Fig.3(a) depicts the circuit’s power gating sched-
ule. t,,,, is the sleep time, ¢
time, ¢, and t
two power supply schemes: (a) power-gating and (b)
no-power-gating. Circuits are divided into two
regions (I) consisting of gated circuits and (II) of
non-gated circuits. Fig.3 (b)-(e) shows the power
comparisons in particular regions. The dark line

is the active

active

are the transition times. We have

illustrates the power consumed in the power-gated
chip, and the light line indicates power consumed in
the ungated chip. From the comparisons, we get the
leakage power saving DP, in region I; the leakage
power overhead DP,, and dynamic power overhead
DP, in region II

Vg st
tr tsleep tf tactive
> > >
/ sleep \ active
tl t2 t3

(a) circuit states
| |

\DP]’ \ t DP,

tt |2 t3 t1 2 t3
(b) leakage power (c) leakage power

in region | in region II
/ fDP;
tl 2 t3 tl 2 3
(d) dynamic power (f) dynamic power
in region | in region II

Figure 3. Power saving and cost

We define E,, and E, to be the energies dissi-
pated by sleep transistor during the time periods ¢,
and t;. To make the power-gating scheme worth-
while, the power balance must satisfy the following
inequality:

DP,0¢

>(DP, +DP;)(¢ +t

sleep ) + Efr + Elff

(EQ9)
From Eq.9, we note that not only should the
sleep time be long enough, but also the active time

cannot be longer than a certain period. We define an
active ratio:

sleep active

a= tactive“sleep
The designer can select the value of a and
observe power saving as a function of Lteep - The

waveform will reach a maximum saving value after

a certain value of 7, . We can also fix ¢ to

explore the effect of a.

active

3.4. Power estimation

3.4.1. Dynamic power, Dynamic power is con-
sumed by the switching of the circuit and of the
sleep transistor. The dynamic power consumed by

the circuit as
ckt

Ponamic = %ac,,ﬁfl/ddo_? (EQ 10)
where Cor is thekcapacitance of the kth gate,
which is also the load capacitance of its parent gate.
S is an empirically determined switching factor
characterizing the circuit’s switching activity. f is
the operating frequency and 7, is the supply volt-
age. In this paper, we focus only on relative compar-
isons rather than precise calculations; our
estimations are rough but sufficient to observe the
trends. For more accuracy, we can perform logic
simulation, obtain switching probabilities of each
gate and use individual weights §; on each C,.
The dynamic power consumed by the sleep tran-
sistor is obtained from HSPICE on a simple model
shown in the Fig.4. C,q is the total drain-source
capacitance of the non-switching part of the gated
circuit. A step signal 7, is applied to trigger the
sleep transistor. HSPICE reports the average power
dissipation P, during the time T. To get
E, = E,+E, (Section3.3), we have
E,=P,AT.

vdd T

Veq lIDS Chs Ve ‘[
}—l

—
Figure 4. The model for dynamic power

(EQ 1T)

I —

3.4.2. Leakage power, There are two major leakage
mechanisms in scaled devices: subthreshold leakage
I, and gate leakage /. [10]. Both of these leak-
age components are increasing very rapidly with
technology scaling. Furthermore, to get sufficiently
large capacitance, decaps are usually made from
thin gate-oxide MOS transistors with long and wide
channels. These decaps will leak more as technology
continues scaling down.

Circuit leakage is caused by two mechanisms:
gate- leakage and decap-leakage. Gate-leakage char-
acterizes the leakage of logic gates and is input-pat-
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tern-dependent. Decap leakage is pattern-
independent. We use HSPICE to simulate the aver-
age leakage for a variety of standard cells used in
circuits. Probability of pattern occurrence should be
weighted in simulation. To compute the decap leak-
age, we run simulations and determine the unit leak-
age per mm”. The total leakage of a circuit is
estimated as

Loy = (1-8) & E"+18PowL (BQ12)
i T allgates
where WL is total decap area, S is the empirical

switching factor. Leakage power is expressed as

Preak = Vaa lrear - (EQ 13)
When supply voltage increases, I,,, Wwill
increase exponentially
V. Vo ¥V,
I, = Lyexpd—£i_——T0d] _ oy di EQ 14
sub Oexpg I’th +C exp Vt - ( Q )

1.8
, V

, is the thermal

where 1, = mOCoging Ve

voltage, and » is the subthreshold slope coefficient.

3.5. Decap insertion

Power grid noise is caused by simultaneous
switching of the core logic and I/O buffers. Sleep
transistors introduce power-gating noise when they
are switching on and off. By adding decoupling
capacitors, we can dramatically reduce both power
gating noise and simultaneous switching noise.
Decaps come from on-chip non-switching capacitors
C,;, or thin-oxide capacitors C, which are pur-
posely inserted. The on-chip decap is extracted from
each logic block and is known before floorplanning.
If C,, is not sufficient for noise immunity, more
C,.s are added. We model the C, insertion as illus-
trated in Fig.5. Decap can be added peripherally
around a block (Fig.5. b) or can be evenly distrib-
uted within the block(Fig.5. c).

(a) logic block

(b) peripheral (c) center

Figure 5. Decap insertion

We apply a greedy algorithm to implement decap
insertion:

1  Given a set of blocks with their areas, minimum and
maximum height/width ratios, and the switching
current profiles modeled as piece-wise-linear
functions, we apply floorplanning.

2 After floorplanning, we know each block’s location
and the topology of power grid. We simulate the
whole chip and obtain the noise distribution. We
determine a grid node P on which the worst-case
noise occurs.

3a (Peripheral insertion) The boundary decap tile is
considered as a pure capacitance block. For a node P,
we calculate the noise sensitivity to decap placed on

every side of each block: “g Vipise@) i = 1,» N

ij
j =1,2,3,4. N is the total number of blocks in
the chip. j represents four sides of a block. C;;

is a decap added to the ith block, on the jth side.
We insert decap to a block and size which
results in maximum elimination of noise.

3b (Central insertion) We calculate the noise sensitivity

Ky
IJC nOlS&'(p) N

1

to decap of each block for node P:

We select the one resulting in the greatest noise
reduction and insert decap into the corresponding
block.

4 We simulate the chip with added decap to update the
noise distribution. If the worst case noise is already
within the noise margin, we go to step 5; otherwise,
back to step 3.

5  We update the area of each block with inserted
decaps and apply a refinement floorplannning (with
hard blocks) to adjust the blocks’ location.

3.6. Simulation flow

Our complete simulation flow is shown in Fig.6.
We begin with a set of blocks and perform the initial
floorplanning. Next we follow two branches. One is
for the regular power supply chip and the other is for
the power-gated chip. In the former one, we do the
power grid noise analysis and decap insertion to
keep the noise within the margin. In the latter one,
we first size the sleep transistors and increase Vdd
to ensure the same performance. Power grid noise
analysis combined with decap insertion are per-
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formed to meet the noise margin. Finally, we com-
pare the saving and overhead of those two designs.

‘ A set of logic macros ‘

l

‘ floorplanning ‘

[
J v
size sleep transistor
‘ and increase Vdd

e

‘ noise analysis

‘ noise analysis ‘

N -
‘ decap insertion ‘

decap insertion

v N
|

‘ non-gating chip ‘

‘ power-gating chip ‘

|

‘ compare total power consumption and area overhead ‘

Figure 6. Evaluating power-gating technique

4. Experiments

We implement 26 circuits (from MCNC and
ISCAS benchmarks respectively) as the basic logic
blocks. The initial floorplan of those blocks is
shown as in Fig.7.

Figure 7. Floorplan of 26 circuits(1x0.9mm"2)

For each block, we collected following data from
standard cell library and simulation:

C,: loading capacitance, for dynamic power
estimation;

L,o5i1e - current profile, for noise analysis;
I, . leakage current, for leakage power
estimation;

Cecap : decoupling capacitance, for noise analy-
sis and power estimation.

We used Tcl programming language to develop
our simulation flow, which includes HSPICE and
ALSIM. We ran all the experiments on a P4 2.4GHz
PC with Linux. The test circuits were first imple-
mented in 0.13mm technology. The temperature was
257 C.

1. Power-gating vs. no-power-gating

In this experiment, we gated half of the circuits
(blocks whose geometric centers were on the left
half of the chip) and compared it with non-power-
gated chip in terms of power and area. Table.2
shows the parameters of the initial chip. The noise is
beyond the acceptable margin (we assume 10% of
Vdd), so decap insertion is necessary. We imple-
ment both center decap insertion and peripheral
decap insertion.

Table 2. Initial chip

Vdd(V) | Vnoise(V)
1.5 0.25

Cload(pF)
398

P_dyn(mW)
143

P_leak(mW)
13.7

Table 3. Comparison between w/ and w/o
power-gating

no-gating | power-gating | b/c(%)
Center vdd(Vv) 1.5 1.54
Decap ST(%) 0 4 -4
Insertion Decap(pF) 481 529
(%) 2.4 2.66 0.2
Pdyn(mW) 143 150 -4.98
Pleak(mW) 13.9 7.75 44.24
Peri- vdd 1.5 1.54
pheral ST(%) 0 4 -4
DeCE%p Decap(pF) 567 850
Insertion | o7) 2.85 421 136
Pdyn(mV) 143 150 -4.98
Pleak(mV) 14.0 8.89 +36.5

The comparison results are reported in Table 3.
Vdd is increased to 1.54V to meet the same target
frequency. The relative area overheads introduced
by the sleep transistors and decaps are listed in rows
3, 5,9 and 11. The last column indicates the benefit
(positive number) and cost (negative number) of the
power-gating technique. For example, for the center
decap insertion strategy, by compromising 4.2%
arca and 4.98% dynamic power, we can achieve
44.24% saving in leakage power. Experimental
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results show that, in general, the center decap inser-
tion is better than the peripheral one.

We note that the energy consumed by switching
of sleep transistors (which is around 7.5nJ) is not
counted in the dynamic power calculation reported
in Table 3. Generally speaking, we need to use Eq.9
to decide when savings are possible. However, in
this case the absolute cost of dynamic power (7TmW)
exceeds the absolute saving of leakage
power(6.15mW), so the total power cannot be saved.
In a later experiment, however, we will see that with
technology scaling down, power-gating to reduce
leakage does save the total power.

2.  Gating-effects vs. gated-area

We did a study on the impact of gated area on
gating effects. First, we built a chip whose current
distribution was uniform. Then we varied the ratio
of gated to non-gated area from 20% to 100%, as
shown in Fig.8. Table 4 summarizes the results. All
the data have been normalized to the ungated sys-
tem. Leakage power decreases with increase in
gated-to-ungated ratio. The interesting thing is that
the area overhead and the dynamic power overhead
do not keep increasing. The reason is as follows:
First, as the gated area increases, the sleep transistor
size is increasing. More efforts, such as increasing
Vdd and inserting decap, are required to counteract
its impact on the active circuits. However, at the
same time that the area of the active circuits is
decreasing, their impact begins to diminish. This
means that after reaching a certain gating ratio, we
begin saving at an increasing rate.

Figure 8. Fated circuits in grey area

Table 4. Gated-area vs. gating-effects

big-current drawing blocks were placed in region B,
and small current-drawing blocks in region S, as
shown in Fig.9. Then we gated one region and kept
the other active. The comparisons are shown in
Table.5. In general, gating big current-drawing
blocks saves more leakage power but at a higher
overhead cost of area and dynamic power.
Figure 9. Circuits have different behavior in
different regions

S B

B S

Table 5. Gated circuits with different behavior

ST(%) Decap | P_dynamic | P_leakage
NG N/A 1 1 1
gate B 7 1.14 1.06 0.42
gate_S 3 1.06 1.04 0.73

4. Gating-effect vs. power-mesh-granularity

In this experiment, we studied the impact of the
power mesh granularity on power-gating result. We
kept the area of power mesh constant and changed
the width of horizontal and vertical segments.
Fig.10 shows power meshes of various granularity.
We used meshes of several granularities on the same
gated system. Fig 11 shows the decap insertion
results for such meshes. MxN stands for a mesh of
m rows and n columns. The y-axis data is normal-
ized to the ungated system. The stable curve implies
that if we keep the power mesh area constant, the
noise incurred by power-gating does not change
much with mesh granularity.

gated area 20% | 40% | 60% | 80% | 100%
Area NG 1 1 1 1 1
G 103 | 105 | 1.16 | 1.16 | 1.15 Figure 10. Power mesh granularity
P NG 1 1 1 1 1
dynamic| G 1.02 | 1.04 | 1.06 | 1.04 | 1.02 1.03
P NG 1 1 1 1 1 1. 025 e
leakage | G [ 0.73 | 0.66 | 0.53 | 029 | 0.08 "2
73 066 | 0.53 | 029 | 0. ots |
1.01 [
3. Gating-effect vs. gated-circuits 1.005 [
. . . . 1
.In this c?xperlment, we studleq the effect of cir- 15x12 30x24 60x48
cuit behavior on the power-gating result. We re- - -
floorplanned the 26 logic blocks in such a way that Figure 11. inserted decap
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5. Technology trends

Fig 12 shows how technology affects power-gat-
ing. We observe that dynamic power decreases and
leakage power increases for technology moving
130nm to 70nm. The difference in leakage power
between power-gated and ungated systems is
becoming larger than the difference in dynamic
power, which implies a promising future for the
power-gating technique. At the same time, we note
that the power density is increasing for both power-
gated and ungated systems, as shown in Fig 13, but
the growth is slower for the power-gated chips than
for the ungated, which suggests that in the future the
low-power designs will favor the power-gating tech-
niques.

mw
200

150

BPdyn_w o
100f ] B P eak_w o
OPdyn_w
50 OPl eak w

130nm 100nm 70nm

Figure 12. Technology trend

0.0003 |
0. 00025
0. 0002
0.00015 |
0.0001 |
0. 00005
0

— PwDlen_wo
— PwDlen w

130nm 100nm 70nm

Figure 13. Power density

5. Conclusions

In this paper, we have discussed the findings of
our studies on the benefits and costs incurred by the
power-gating technique. We demonstrated that there
are several components strongly related to power-
gating, such as sleep transistor size, decap area, and
supply voltage V,, level. We modeled these compo-
nents and analyzed the effects they caused. We
showed experimentally how the gated area, circuit
behavior and power mesh granularity affect the
power budget of the gating technique at the system
level. Our experimental results show that, by com-

promising the 4% of total area and 5% of the
dynamic power, we can reduce leakage power by
47% while keeping the same performance. With
technology scaling down, the absolute value of
power saving will out weigh the absolute value of
power cost. Therefore, we conclude that power-gat-
ing is a promising low-power technique for the next
generation technology.
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