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Preface

The Low Power Methodology Manual is the outcome of 2 decade-long collaboration
between ARM and Synopsys commercially and the two of us personally. In 1997
ARM and Synopsys worked together to develop a synthesizable ARM7 core. Dave
was the ARM lead on the project; Mike’s team executed the Synopsys side of the
project. This led to a similar project on the ARMS9.

Shortly after these projects, the two of us embarked on a series of technology demon-
stration projects. We both felt that we needed to use our products as our customers do
in order to understand how to make these products better. So we developed a test chip
that combined ARM and Synopsys IP and took it through to silicon. We did the RTL
design and verification personally, and borrowed resources to do the implementation.
The experience was incredibly illuminating, and we hope it contributed to improving
the IP and tools from both compantes.

We quickly realized that low power was one of the key concerns of our customers,
and SoC designers in general. So we followed our initial project with several low
power technology demonstration projects. The final project was the SALT (Synopsys
ARM Low-power Technology demonstrator) project, for which we received working
silicon late last year. These projects explored clock gating, multi-voltage, dynamic
voltage scaling, and power gating. In all these projects we found that there is no sub-
stitute for direct first-hand experience doing low-power IP-based designs. We learned,
in the most concrete way possible, exactly what our customers go through on an SoC
design.

For years we have been talking about writing a book on low power design. With our
experience on the SALT project, our work with customers on low power designs, and
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our participation in developing the UPF low-power standard, we feel that we are
finally in a position to publish our insights and perspectives.

In doing so, we have enlisted the 2id of our co-authors. The two of us are primarily
front-end engineers, with a background in system architecture and RTL design.
Kaijian and Rob bring a great depth of technical expertise in the physical and circuit j
design aspects of low power. Alan has developed low power flows for the ARM pro-
cessors and did the implementation of SALT. As a result, he brings a unique perspec- |
tive on the implementation issues in low power design. |

We cannot overstate the contribution of our co-authors. Without their insights and 1
expertise - as well as the material they contributed directly - this book could not have
been written.

Like all our joint projects, this book was partly a formal joint project of the two com-
| panies and partly (perhaps mostly) driven by the personal commitment of the authors,
- aided and abetted by many others. We got considerable help from many people for

whom this was not part of their job description. These kind souls took time out of
: their busy schedules, including evenings and weekends, to help us at every step of our
i Jjourney, from the first joint chip development to the completion of this book. They
helped in the architecture, design and tape out of test chips, the building and debug-
ging of boards, and the review and editing of the final manuscript.

- ——— .

f It is impossible to list them all, but we list some of the many who contributed to this
} effort: Anwar Awad, John Biggs, Pin-Hung Chen Sachin Rai, David Howard, and
! Sachin Idgunji.

-l e e

: We would also like to thank the staffs of TSMC and UMC for fabricating the technol-
ogy demonstrators and enabling us to derive the results referenced in the worked -

[ examples. $
E Dave Flynn Mike Keating
Cambridge, UK Palo Alto, CA

e P S e R desmiee leat

o "Rt A
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CHAPTER 2 Standard Low Power
Methods

There are a number of power reduction methods that have been used for some time,
and which are mature technologies. This chapter describes some of these approaches
to low power design.:

¢ Clock Gating

¢ Gate Level Power Optimization
¢ Multi-Vpp

¢ Multi-V

2.1 Clock Gating

A significant fraction of the dynamic power in a chip is in the distribution network of
the clock. Up to 50% or even more of the dynamic power can be spent in the clock
buffers. This result makes intuitive sense since these buffers have the highest toggle
rate in the system, there are lots of them, and they often have a high drive strength to
minimize clock delay. In addition, the flops receiving the clock dissipate some
dynamic power even if the input and output remain the same.

The most common way to reduce this power is to turn clocks off when they are not
required. This approach is known as clock gating.

Moderm design tools support automatic clock gating: they can identify circuits where
clock gating can be inserted without changing the function of the logic. Figure 2-1
shows how this works.
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Figure 2-1 Clock Gating

In the original RTL, the register is updated or not depending on a variable (EN). The 4
same result can be achieve by gating the ctock based on the same variable.

If the registers involved are single bits, then a small savings occurs. If they are, say,
32 bit registers, then one clock gating ccll can gate the clock to all 32 registers (and
any buffers in their clock trees). This can result in considerable power savings.

In the early days of RTL design, engineers would code clock gating circuits explicitly
in the RTL. This approach is error prone — it is very easy to create a clock gating cir-
cuit that glitches during gating, producing functional errors. Today, most libraries
inchude specific clock gating celis that are recognized by the synthesis tool. The com-
bination of explicit clock gating cells and automatic insertion makes clock gating a
simple and reliable way of reducing power. No change to the RTL is required to

implement this style of clock gating.

Results

In a recent paper [1], Pokhrel reports on a unique opportunity his team recently had to
compare a (nearly) identical chip implemented both with and without clock gating.
As a power reduction project, an existing 180nm chip without clock gating was re- .

i
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implemented in the same technology with clock gating. Only minor changes in the
logic were implemented (some small blocks were removed and replaced by other 1
blocks, for a small net increase in functionality).

Pokhrel reports an area reduction of 20% and a power savings of 34% to 43%,
depending on the operating mode. (This savings was realized on the clock gated part
of the chip; the processor was a hard macro and not clock gated. Power measurements
were made on the whole chip when the processor was in IDLE mode; that is, the pro-
cessor was turmned off.) The power measurements are from actual silicon.

The area savings is due to the fact that a single clock gating cell takes the place of
multiple muxes.

Pokhrel makes a couple of interesting observations:

¢ After some analysis and experiments, the team decided to use clock gating only on
registers with a bit-width of at least three. They found that clock gating on one-bit
registers was not power or area efficient.

o Much of the power savings was due to thc fact that the clock gating cells were
placed early in the clock path. Approximately 60% of the clock buffers came after
the clock gating cell, and so had their activity reduce to zero during gating.

2.2 Gate Level Power Optimization

High Activity
Net

N A

High Activity High Power Input Low Activity Net

Net A A
Low ~ High
Activity Net /V Activity Net

Low Power [nput

Figure 2-2 Examples of Gate Level Optimizations

|
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In addition to clock gating, there are a number of logic optimizations that the tools
can perform to minimize dynamic power. Figure 2-2 shows two of these optimiza-
tions.

At the top of the figure, an AND gate output has a particularly high activity. Because
it is followed by 2 NOR gate, it is possible to re-map the two gates to an AND-OR
gate plus an inverter, so the high activity net becomes internal to the cell. Now the
high activity node (the output of the AND gate) is driving 2 much smaller capaci-
tance, reducing dynamic power,

At the bottom of the figure, an AND gate has been initiaily mapped so that a high
activity net is connected to a high power input pin, and a low activity net has been
mapped to a low power pin. For multiple input gates there can be a significant differ-
ence in the input capacitance - and hence the power - for different pins. By remapping
the inputs so the high activity net is connected to the low power input, the optimiza-
tion tool can reduce dynamic power.

Other examples of gate level power optimization include cell sizing and buffer inser- |
tion. In cell sizing, the tool can selectively increase and decrease cell drive strength
throughout the critical path to achieve timing and then reduce dynamic power to a
minimum.

In buffer insertion, the tool can insert buffers rather than increasing the drive strength
of the gate itself. If done in the right situations, this can result in lower power.

S e ra mama

i Like clock gating, gate level power optimization is performed by the implementation
tools, and is transparent to the RTL designer.

2.3 Multd VDD %

Since dynamic power is proportional to V2, lowering Vpp on selected blocks helps ~
reduce power significantly. Unfortunately, lowering the voltage also increases the
delay of the gates in the design.

Consider the example in Figure 2-3. Here the cache RAMS are run at the highest volt-
age because they are on the critical timing path. The CPU is run at a high voltage
because its performance determines system performance. But it can be run at a
slightly lower voltage than the cache and still have the overall CPU subsystem perfor-
mance determined by the cache speed. The rest of the chip can run at a lower voltage
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still without impacting overall system performance. Often the rest of the chip is run-
ning at a much lower frequency than the CPU as well.

CACHE RAMS
1.2V

ji SOC

0.9v
CPU —

1.0V

Figure 2-3 Multi-Voltage Architecture

Thus, each major component of the system is running at the lowest voltage consistent
with meeting system timing. This approach can provide sigpificant savings in power.

Mixing blocks at different Vpp supplies adds some complexity to the design — not
only do we need to add IO pins to supply the different power rails, but we also need a
more complex power grid and Ievel shifters on signals running between blocks. These
issues are described in more detail later in the book.

2.4 Multi-Threshold Logic

As geometries have shrunk to 130nm, 90nm, and below, using libraries with multiple
V1 has become a common way of reducing ieakage voltage.

Figure 2-4 shows the relationship between delay and leakage for a 90nm process.
Figure 2-5 shows some representative curves for leakage vs. delay for 2 multi-V
library. As cxplained earlier, sub-threshold leakage depends exponentially on V.
Delay has a much weaker dependence on V.

Many libraries today offer two or three versions of their cells: Low Vp, Standard Vr,
and High V. The implementation tools can take advantage of these libraries to opti-
mize timing and power simultaneously.
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Figure 2-5 Leakage vs. Delay for a 90nm Library

It is now quite common to use a “Dual V1" flow during synthesis. The goal of this
approach is to minimize the total number of fast, leaky low V- transistors by deploy-
ing them only when required to meet timing. This usually involves an initia] synthesis
targeting a primary library followed by an optimization step targeting one (or more)

LVt SVt HVt

additiona] libraries with differing thresholds.

Usually there is a minimum performance which must be met before optimizing
power. In practice this usually means synthesizing with the high performance, high
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leakage library first and then relaxing back any cells not on the critical path by swap-
ping them for their lower performing, lower leakage equivalents.

If minimizing leakage is more important than achieving a minimum performance then
this process can be done the other way around: we can target the low leakage library
first and then swap in higher performing, high leakage equivalents in speed critical
areas.

2.5 Summary of the Impact of Standard Low Power
Techniques

Table 2-1 provides a brief summary of the cost/benefit of the techniques described in
this chapter.

Table 2-1
Tech- Power |Timing |Area Impact: |Impact: |Impact: |Impact:
nique Benefit |Penalty |Penalty |Architec- |Design |Verifica- [Place &
ture tion Route

Multi Vt [Medium |Little Little |Low Low None Low
Clock

Gating Mediom |Little Little Low Low None Low
Multi . _ ‘ '
Voltage Large Some Little High Medium (Low . |Medium
References

1. Pokhrel, K. “Physical and Silicon Measures of Low Power Clock Gating Success:
An Apple to Apple Case Study”, SNUG, 2007 http://www.snug-universal.org/cgi-
bin/search/search.cgi?San+Jose,+2007.
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CHAPTER 7 A Power Gating Example

The SALT technology demonstrator project provided a platform for testing the
approaches to power gating and state retention described in this book. In this chapter
we give some more details on the system design and RTL ceding for this project.

The SALT chip is implemented in 90nm generic technology and contains an ARM
processor, an AMBA bus and set of peripherals, and a Synopsys USB OTG digital
core and PHY. The ARM core and the USB core are independently power gated. The
ARM core uses full state retention; the USB uses partial state retention. Both the
ARM core and the USB use switching fabrics of header switches; thus they switch
VDD and use a common ground (VSS).

In this first section, we describe the power gating design for the processor. Figure 7-1
on page 86 shows a simplified block diagram of the SALT chip.

7.1 Leakage Modes Supported

Most battery-powered processor based designs have to deal carefully with the balance
between performance (to support product features) and low power (to support fong
battery life). The performance requirement steered us to a higher performance, leakier
process. To maintain long battery life, we needed to provide aggressive leakage man-
agement,
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Figure 7-1 SALT Block Diagram

For the SALT project, the processor uses four low-power modes. In all modes, the
power controller generates a SLEEP signal to enter the low power mode and the
WAKE signal to exit. In order of increasing leakage savings — and increasing time to
power up and power down -- the modes are:

o HALT: SLEEP turns off the clocks to the processor, WAKE restarts the clocks.
Power remains on,

¢ SNOOZE: SLEEP initiates power gating with state retention; power is switched
off to the processor itself, but the cache memory remains powered up. WAKE ini-
tiates the power up and restore sequence; power is brought up as fast as safety
allows.

¢ HIBERNATE: SLEEP initiates a sequence of scanning the processor’s internal
state to external memory; the VDDCPU power rail is then switched off. WAKE
causes the power rail to be switched back on, and the scan chains are used to
restore the internal state of the processor. A 32-bit AMBA-based bus is used to
write to and read from an external memory. A 32-bit CRC provides integrity
checking. The CRC is saved along with the scanned data and used to protect
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against restarting with corrupted state. Note that VDDCPU provides power to the
processor logic, not cache. So in HIBERNATE mode, only the processor is pow-
ered down; the cache memory remains powered up.

e SHUTDOWN: SLEEP initiates the same power down sequence as in Hibernate,
but now both the processor and the cache have their external power supplies
turned off. Explicit code must be cailed to write back any dirty data in the cache
memories before both the VDDCPU and VDDRAM supplies can be power-rail
switched. This mode is the only mode not transparent to the operating system.

In addition to these modes, the SALT chip provides active leakage reduction through
externally managed threshold scaling. This threshold scaling is done using back-bias
control. Both P- and N-wells for the CPU standard cell area are brought out to the
chip’s pins. This enables experimental analysis of delay and leakage power character-
istics as the bias is varied.

Using this well-biasing scheme, we defined three operating modes:

» NORMAL: with standard well-bias
e TURBO-RUN — with the wells forward biased for increased speed
s POWERSAVER-RUN — with the wells reversed biased for reduced leakage

The power controller is designed to ensure that well-bias voltages are only changed
while the design is static and un-clocked. Any change between “normal” and back- or
forward biased modes of active power management go through one of the HALT,
SNOOZE, or HIBERNATE states. Figure 7-2 on page 88 shows the state diagram for
the power modes.
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Figure 7-2 Power States for SALT

7.2 Design Partitioning
The RTL design is partitioned to allow the three primary power supplies to be mapped
to the RTL design:

* VYDDSOC is the “always-on” supply that powers the entire chip except the pro-
cessor and its cache.
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» VDDRAM is an external switched power rail that supplies the Cache and MMU
RAMSs.

e VDDCPU is an external switched power rail that supplies the CPU standard cell
area.

VDDSOC provides power to the digital side of the PLLs, the clock generators and the
power management control blocks, plus all the real-time peripherals. These peripher-
als include a real-time clock and timers; these can generate wake-up events as part of
their interrupt service requests.

VDDSOC also provides power to the USB OTG subsystem. The USB is power gated
though its own power switching fabric using a separate power controlter.

Using a separate power supply (VDDRAM) for the cache accomplishes several
objectives: it allows the CPU to be powered down while keeping the cache powered,
allowing faster restore. It allows the CPU and cache to be powered down while keep-
ing the peripherals of the chip powered up. These peripherals control the wake up of
the CPU — upon detecting an interrupt, the interrupt controller signals the power con-
troller to power up the CPU. Finally, using a separate cache power supply allows
development of detailed leakage and active power consumption profiles, so that we
can determine the minimum operating voltage for the cache memory and the mini-
mum voltage that assures that the cache retains is contents during CPU shut-down.

Similarly, using a separate supply (VDDCPU) for the CPU logic allows detailed leak-
age and active power consumption profiles to be measured as well as the time and
energy cost to get in and out of each power saving state. Figure 7-3 shows the parti-
tioning of the SALT chip.
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Figure 7-3 Partitioning of the SALT Chip

Since the original SALT design, the CPU sub-system has been re-implemented to
improve design re-use. The Bus Interface Unit and the Power-Gating Controller are
now integrated into a “VDDSOC” region within the CPU. This integration signifi-
cantly reduces the number of signals — and blocks — that the SoC design team has to
deal with when integrating the ARM core into the chip.

- - Akt ma e — 4 AR TON .

Although this makes the 3-supply-rail CPU subsystem slightly more complex to
" implement, the timing and internal power gating and isolation interfaces are now all
abstracted away from the top-level SOC design. Any changes or enhancements to the
low-power states supported by the IP block are independent of the top level system
design.

Figure 7-4 shows the re-partitioned CPU subsystem.
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Figure 7-4 Re-Partitioned CPU Subsystem

Power Gating control and handshakes

The CPU power-gating control system manages:

e the interfaces to the external power supplies for hibernate and shutdown modes

e the bus-clock synchronous scan clock pulses for hibernation-mode save and f
restore, .

o local header-switch power gating control for snooze mode

e isolation and state retention for snooze mode

o the handshake with the system clock gencrator to switch CPU clock frequencies
for the different run modes

One of the goals of the SALT project is to develop a methodology that supports a
wide range of library components and current in-rush management techniques. To do
this, the CPU power controller uses a request-acknowledge handshake for every con- !
tro! signal: power gating, isolation, save, restore and reset. :

"
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All the acknowledge signals are treated as asynchronous to the controller clock, and L
have local synchronizers to the state machine clock domain,

This approach ensures that the design is free of locally coded delays or counts. It also
allows the acknowledge signals to be tied directly to the requests for some implemen-
tations or built as true handshakes. In the current SALT implementation, the acknowl-
edges for isolation, save and restore, and reset, are all tied to their respective requests;
e as implemented, these functions are all very fast and require no delay in sequencing.

The power gating control of the header switches uses a true acknowledge. The power
down request is daisy chained through the header switches, so that the acknowledge
that arrives back at the controller has a delay equivalent to the switching time of the
o whole fabric.

A couple of additional design notes:

o -
Oy o

» After asserting reset, the initialization (power on reset) sequence pulses the
save/restore signaling to flush out any X-s from the shadow retention flops. This

may be useful when running functional test programs or vectors on the gate level
I netlist.

- s

All timing-dependent state machine transitions include a holding term that waits
for the output asserted in that state to be acknowledged in order to maintain the
timing-independent request/acknowledge sequencing

® The power-gating assertion and de-assertion use a request-acknowledge hand-
shake.

. e Inthe SALT project there are extra diagnostic control inputs to control the switch
| fabric which allow the power gating to be soft-sequenced or forced fully on and
| off, and only the power-gating acknowledge input to the state machine is used to
! determine when power is safely restored.
|

- — 2w
L

7.3 Isolation

The SALT project uses several different isolation techniques. The initial version of
SALT was done before there was tool support for automatically inserting isolation
cells. As a result, we manually inserted these cells in the RTL.

The interface between the CPU and cache is particularly timing critical, requiring
careful design and timing analysis. We put isolation cells on all of the outputs from
the CPU to the cache, but placed them in the cache’s VDDRAM region. This was
convenient in the SALT design because the cache is always powered up, making
power routing to the isolation cells simpler.
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The VDDRAM region has input isolation cells instantiated as “Generic Library ¥
Cells.” These are just RTL wrappers that can be mapped either to behavioral simula- 1
tion models or to technology-specific clamp cells from the “Power Management Kit” Bl
for the standard cel! library. This approach provides explicit instantiation of the cells
on the many critical path signals, including clocks and resets, into the memories from
the CPU core logic. Instantiating these cells in the RTL provides clean visibility of the
clocks and critical signals that need to be managed carcfully in the implementation
flow. Clock balancing across isolation cells is not straightforward; isolation cells typ-
ically limit the flexibility the clock buffering tools in restructuring the buffer trees.

w37

eI AR Sy =Rl Ay
e

The outputs from the CPU to the Bus Interface Unit are isolated by celis placed in the
CPU - that is, in the VDDCPU region. These output isolation celis pull-down all out-
put signals at the AMBA bus interface in Snooze mode (local power gating), to guar- ] !
antee clean SOC interface signals.

However when the CPU rail is switched off (Hibernate mode) these isolation cells
lose their VDDCPU power and the outputs could again float. To address this problem,
simple bus repeater or hold cells were added in the VDDSOC domain to clamp these
outputs while avoiding any further gate delays. In addition, the isolate control signal
from the power controller drives reset in the bus interface module to force logic-0
clamping of all bus interface protocol signals.

The power controller generates a single isolate control signal, but it is routed as two
separate signals. On copy goes to the cache RAM without going through the CPU
region, and one copy goes to the CPU without going through the cache. When
VDDCPU has its power rail shut down during hibernate, the isolate signal for the
cache is still powered up since all the buffers in its path are powered by VDDSOC or
VDDRAM. Thus, the inputs of the cache are protected from floating signals (and data
corruption) during hibernate.

The USB OTG block uses the aiternative of instantiated AND gate cells in the RTL
with suitable “don’t-touch” attributes added to prevent logical optimization across
these isolation boundaries. During synthesis we force these AND gates to be mapped
to cells that do not crowbar with one floating input (as long as the other input is low).

All of the isolation cells in the SALT design were instantiated using a generic, tech-
nology-independent wrapper module. For hand instantiated cells, this provides a
degree of design portability and enables simulation before a specific technology
library has been selected.

The initial version of the SALT chip instantiates isolation cells in the RTL as
described above. In a subsequent version, we use EDA tools to implement the isola-
tion cells without modifying the RTL. The re-partitioning of the CPU subsystem to
include VDDSOC also eliminates the need for bus repeater cells for the AMBA bus
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interface signals. Now the isolation cells get power from VDDSOC, which is always
on. Thus, a single set of isolation cells is used to isolate the bus interface signals.

With the UPF-defined simulation semantics, it is possible to instantiate and simulate
isolation cells by issuing a UPF tcl command (set_isolation); no hand instantiation or
generic wrappers are required.

7.4 Retention

The SALT project incorporated several retention techniques to allow comparison and
analysis of the area/time/energy cost functions for each technique on the same silicon.

The CPU uses full state retention. Given a fully validated CPU core, retaining every
register bit state is the only safe approach to ensuring that the processor can be
restarted with arbitrary control and data state. To retain only the architectural state,
and use reset signal for non-architectural state, would require a serious verification
project.

A key concern of any power gating design is to assure that retention registers do not
get corrupted during the power down/power up sequence. On SALT we added a non-
real-time diagnostic mechanism to the power control sequencing, It uses the “Hiber-
nate” scan functionality to check-sum and save to external memeory the contents of the
all the shadow registers after the SAVE operation and then checksum and save the
entire register contents after the RESTORE operation. These can then be compared to
detect any corruption of the retention registers during power sequencing.

This approach allows error analysis for both random and location sensitive problems
and the efficacy of the soft-start power gating sequencing in limiting in-rush current.
This also turned out to be a valuable way of quantifying the safety margins of the
retention flops and allowed them to be subjected to thermal and voltage shocks while
in retention mode.

On the other hand the USB OTG core uses partial retention. The core is partitioned
with persistent USB end-point data held in the Control and Status Register (CSR)
block, while the Protocol Interface Engine (PIE) block contains only protocol state,
Data for the current transaction is held in a RAM-based FIFO. During power down,
the USB waits for the current transaction to finish, so the FIFO is empty. It then saves
all the state of the CSR, using the standard retention register technique. On power up,
the CSR has its state restored, and a reset is issued to the PiE. This resets the protocol
engine, and it is ready for the next transaction.

The USB power gating design is discussed in more detail in Chapter 8.
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7.5 Inferring Power Gating and Retention

In the SALT project, we use a retention register cell with a single-pin control to con-
trol save and restore in an edge-triggered manner. Retention state is captured on the
falling edge of an active-low NRETAIN signal and restored on rising-edge of the
same NRETAIN:

Building on the same worked example described in Chapter 5 we can modify the UPF
to show this retention behavior as follows:

set retention_control my retention strategy
-domain my power_domain
-save signal {NRETAIN negedge}
-restore signal ({NRTAIN posedge}

Or, if we are using a simulator that does not support UPE, we can modify the RTL to
show retention behavior as follows:

“ifdef RTL PG _EMULATE
reg [3:0] state SAVE = 4'DbXXXX;
wire PWR;
assign PWR = pwr_reg & pwr_ack;
“endif

always @ (posedge clk or negedge nrst
“ifdef RTL_ PG_EMULATE
or negedge PWR or negedge NRETAIN

“endif
1
) begin "
“ifdef RTL PG EMULATE
if (!PWR)

current_state <= 4'bXXXX;
elge if {!NRETAIN)
current_state <= state_ SAVE;
else
“endif

if (!nrst) )
current_state <= 4'pb0101;
else
current state <= next_state;
end

el
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“ifdef RTL_PG_EMULATE

always @ (negedge NRETAIN)
state_SAVE <= current_state;

“endif

7.6 Measurements and Analysis

We evaluated the SALT project silicon to understand the power gating and state reten-
tion improvements to leakage power, and the effect of the switching fabric on the
functional performance.

Figure 7-5 shows the basic evaluation of the dynamic and leakage power as measured
for both the cache memories and the standard cell logic for the ARM926EJ CPU sub-
system stepping the power supply in 10% steps from 110% of nominal down to 70%
of nominal. For this 90nm Generic process technology the nominal supply voltage is
1.0V.
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Figure 7-5 Power Measurements for SALT

The measurements are at the circuit board level — before any package/bond-wire/on-
chip IR drop and the power gating fabric itself — so are very reasonable for “typical”
silicon at room temperature.

The worst-case timing sign-off target frequency for the CPU design was 300MHz.
The first three measurements show the dynamic power with the CPU operating at
300MHz, 200MHz, and 100MHz respectively.

The “ClkGate” measurements reflect the baseline leakage when the clock for the
entire CPU is gated off.

The “SRPG” (Save Restore Power Gating) measurements are the leakage during
power gating. Thus it reflects the leakage of the switches, the retention latches and the
always-on control buffer trees, and in this case also includes the baseline leakage for
the cache memories that are not power-gated,
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i Figure 7-6 shows the measured leakage power for the power-gated *“VDDCPU” |
e : power domain across the temperature range of key interest for battery-powered @
' products. The vertical scale is plotted logarithmically: !

SALTS0G CPU Logic CG / SRPG

{34! g =
I ]
! } : — I e
Q =
o
i

- 30 20 10 O 10 20 30 40 50 60 70 80 90 100 110
P Temperature {C)

I—O—CPU CG power—0—CPU SRPG power]

Figure 7-6 Leakage Power on SALT

The upper curve plotted is the baseline leakage when the clocks are stopped. The
lower curve is the measured leakage power with State-Retention Power-Gating.
Across the entire temperature range the leakage power savings are more than 10-fold
and greater than 25-fold around room temperature.

Figure 7-7 shows the measured leakage power for not only the power gated standard
cell logic but also the cache memories, which were not available with power-gating
for this project:
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Figure 7-7 Leakage vs. Temperature

The upper curve is the baseline total Jeakage for the CPU subsystem (logic plus
RAMSs) and the lower curve shows the power with the logic portion power gated with
state retention.

The leakage power of the RAM now dominates the leakage power but there is still a
factor of two leakage power saving for the CPU subsystem, With integrated power
gated RAMs the savings could be improved to closer to those achieved for the logic
portion.

Figure 7-8 on page 100 shows the detailed comparison of the leakage power savings
of state retention relative to the baseline leakage. The ratio of baseline leakage to
SRPG leakage is plotted, on a linear scale, to show how this characteristic varies
across the temperature range.
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Figure 7-8 Leakage Savings vs. Temperature

The deterioration of the savings at the high end of the temperature range can be !
explained by the leakage bchavior of the High-V switches. The very best power-gat- ‘
: ing leakage power saving for this particular design and technology was achieved at i
i ) 35C. ;

In summary, power gating techniques when applied to standard-cell logic produced 1:
leakage power savings of between 10x and 25x over the baseline leakage. Because i
cache memories are typically tuned for performance and so exhibit a fairly high leak- |
|
)

age power, these too benefit from leakage reduction techmiques. This topic is
X addressed in Chapter 12.

The SALT technology demonstrator has been an effective vehicle for developing 1'
State-Retention Power-Gating techniques and methodologies and for analyzing the ]
costs and benefits of power gating on a 90nm process. These techniques and method- i
ologies will be highly appropriate at 65nm and below.
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A Pseudo-Hierarchical Methodology for High Performance Microprocessor Design

A. Bertolet, K. Carpenter, K.Carrig, A. Chu, A. Dean, F. Ferraiolo, S.Kenyon, D. Phan, J. Petrovick, G. Rodgers, D. Willmott
T.Bairley¥, T. Decker®,V.Girardi®, Y. Lapid¥, M. Murphy¥, P. A. Scott®, R.Weisst
IBM Corporation, Essex Junction, Vermont
i Cadence Design Systems, San Jose, California

Abstract - This paper reports on a highly effective
methodology to construct complex high performance
microprocessors. Critical aspects of the methodology include
an integrated database for design control, algorithmic power
grid generation, fully customized clock network insertion,
timing driven placement and routing, an integrated timing
closure strategy, and incremental checking that includes
formal netlist verification, DRC and LVS. The methodology
places particular emphasis on continuously improving the
integration process and incrementally improving both the
design and the interoperability of the tools. The final chip
tape-out was 17 calendar days from the final netlist.

I. INTRODUCTION

The current generation of high performance superscaler
~ microprocessors pushes chip transistor counts of 3-5 million.
The architectural complexity and cycle time requirements create
critical challenges in clock distribution, robust power
distribution, timing driven design, engineering change
management, and full-chip verification. To deal with these
challenges, a design methodology was crafted to rapidly and
repeatedly integrate the chip while providing fully customizable
clock and power distribution and an automated engineering
change (EC) facility to deal with last minute timing and logic
corrections. A “pseudo-hierarchical” design approach was
applied to manage the floorplan, placement, and routing
optimization of the standard cell control logic. The methodology
is an evolution from a traditional hierarchical approach and
results in a die size reduction of 96mm? on the same netlist.

The methodology was applied to a highly superscaler
PowerPC™ microprocessor. The chip was fabricated in an
0.35pm ( Leg= 0.25um), 2.5V CMOS n-well technology with six
levels of metal: five for global routing and one for local
interconnect. The die, as depicted in Figure 1, is 10.4mm X
14.4mm and contains 6.5 million transistors. The chip includes
48KByte of cache and 121 custom macrocells. Random control
logic is implemented with approximately 67,000 standard cells
instantiated at the top level of the hierarchy. In addition, there
are approximately 32,000 master-slave latches (25,300 of which
are in custom macrocells) that require a highly tuned clock
distribution network.

Permission to make digital/hard copies of all or part of this material for
personal or classroom use is granted without fee provided that the copies
are not made or distributed for profit or commercial advantage, the copy-
right notice, the title of the publication and its date appear, and notice is
given that copyright is by permission of the ACM, Inc. To copy otherwise,
to republish, to post on servers or to redistribute to lists, requires specific
permission and/or fee

ISPD’ 97 Napa Valley, California USA

Copyright 1997 ACM 0-89791-927-0/97/04 ..$3.50
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The design environment consists of third-party and
proprietary IBM CAD tools interfaced to Cadence Design
Framework II™ (DFII). DFII is used for data and design process
management. Using the DFII extension language, SKILL™,
enables the team to customize and extend the environment as
needed.
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Figure 1. Chip layout (metal layers not shown)

II. METHODOLOGY OVERVIEW

The comerstone of the design methodology is the ability to
rapidly and repeatedly integrate and verify the chip. The notion
of “construct by correction” was utilized to repeatedly integrate
the chip over a three month period. Each iteration incrementally
improved the overall quality of the design, and enabled real-time
feedback of parasitic RC values to the timing tool. In order to
iterate on the design, a consistent design view of VHDL,
synthesized netlist, and physical design data is essential. As
such, facilities were developed to enforce consistency by creating
incomplete or missing physical design data such that it matched
exactly the specifications of the incoming netlist (Figure 2). This
enabled floorplanning, placement, and routing to continue,
despite errors, throughout the earlier phases of the integration

This material may be protected by Copyright law (TME%30§
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process to provide valuable timing feedback with routing
parasitics. Any problems encountered are corrected concurrently
and captured on the next pass through the process. In addition,
techniques were developed to make early full-chip DRC and LVS
assessments without final routing data. The net result of the
incremental process was a final netlist to tapeout cycle of 17
days, which included two EC passes, a crosstalk assessment, and
a fast-path assessment.

Despite the fact that the focus of the methodology is on
iterative improvement and rapid integration, technical
capabilities are not sacrificed. The final integration cycle
includes a fully custom, algorithmically generated power
distribution on five layers of metal that includes legal standard
cell core site definition based on power analysis. In addition, a
fully customized clock distribution network is generated with a
resultant typical skew of 180pS. Furthermore, multiple routing
passes are performed to handle special classes of nets. The
methodology focuses on tight integration of these sophisticated
capabilities to maintain quality and productivity.

Std. Cell
Library
\
Process

Cells
DFIl i
Abstracts - Ly &
autoLayout S
Symbols Timing
Correction
Final —  Formal
Construct Final Netlist Verification
Chip Netlist
And Layout
Final LVS
Layout
DRC

Figure 2 Methodology Overview

III. DATABASE AND METHODOLOGY CHECKS

The chip integration methodology discussed above uses the
DFII database to represent all chip design views from the original
synthesized netlist to final chip. The DFII database models both
the logical and physical structure of the chip so all changes
could be represented.

There are two key components to the database:

1. The DFII autoLayout view contains full-chip
netlist, placement and global routing information.
The DFII abstract views for macrocell and standard
cell components (essential placement and routing
data derived from the layout views).

Critical to the “construct by correction” method is the
ability to rapidly integrate incrementally improved versions of
the design. A facility called “Process Cells” manages and
enforces design consistency. The full-chip synthesized netlist is
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the “golden” chip representation. Process Cells analyzes the
netlist and checks for a unique symbol in the standard cell or
macrocell library referenced by each instance in the netlist. If a
symbol is missing, or has incorrect terminals, a symbol is created
which matches the terminals required in the netlist. The symbols
are an important link to the original netlist, since they will be
referenced to create a full-chip schematic netlist for final
verification. Next, an inventory of layouts that corresponds to
the symbols is built. If a layout is missing, a “black box”
consisting of a place and route boundary can be generated
automatically or by the macrocell designer. Finally, an abstract
is created from each layout. During abstract generation, the
symbol and layout are examined for consistency. Terminals in
the layout but not in the symbol are deleted, while terminals in
the symbol but missing from the layout are created. At this
point, Process Cells has ensured that a consistent set of symbols
and abstracts are available to construct a full-chip autoLayout
view of the synthesized netlist, and to proceed with
floorplanning, placement, and routing. This innovative approach
allows floorplanning, placement, and routing to occur with rno
layout, symbol, or schematic cellviews, and to incrementally add
them to the chip integration process as they are completed.

In order to avoid problems in the abstract generation
process, macrocell designers are provided with a methodology
checking program. This program ensures that layouts meet
guidelines established for placement and routing. The key
checks are:

e Pin names match names found in the netlist.
Pins are on-grid.
Pins are on correct layer and accessible to router.
Manufacturable shapes are enclosed by a place and
route boundary by half the minimum design rule
space.
Clock pin(s) meets the clock router methodology.

Process Cells provides an important link to the macrocell
design team. The system is highly automated and is designed to
tolerate problems in the macrocells, including violations of the
methodology checks. When a problem is identified, it is
communicated to the macrocell design team for resolution while
chip integration proceeds. When a new type of error is found,
enhancements are made to Process Cells so that future chip
integration runs can tolerate such an error, and the methodology
checks are enhanced to prevent reoccurrence of the error. Hence,
each iteration of the methodology results in faster processing of
the chip.

Once abstracts are generated and the netlist imported into
DFII, chip integration can take place. The remainder of the
paper details the various chip integration operations summarized
in Figure 3

IV. FLOORPLANNING

During floorplanning, the macrocell blocks (i.e. cache and
dataflow macrocells) are pre-placed at fixed locations while the
standard cells are optimized with a "pseudo-hierarchical"
floorplanning approach.
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Pseudo-hierarchical floorplanning is a technique whereby the
design can be hierarchically planned and timed without incurring
any of the physical design complexities caused by doing true
hierarchical floorplanning, placement and routing. It also
minimizes potential global suboptimizations due to local
optimizations inherent in a hierarchical design approach.

Timing Optimized
\ Netlist

Macrocell Clk
Routing

Process Cells

v

Floorplanning

1

Power
Routing

3

Timing Driven
Placement
J o
Clock Tree Synth
& Optimization

+

Global Clock Tree
Routing

I
.

Signal
Routing

Figure 3 Chip Integration Process

L
Verification &
Analysis

Hierarchical designs have certain advantages over flat
designs: early timing prediction, design complexity management,
design size management, and concurrent design. However,
difficulties arise from concurrent design of the global and lower
levels of the hierarchy. Routing resource and area allocations
between levels of hierarchy must be carefully and constantly
managed to prevent local routing congestion and area growth.
Additional problems exist in optimal soft/hard-block pin
placement, global area optimization with rectangular soft/hard-
blocks, and the timing optimization of critical paths which span
multiple levels of the hierarchy.

This pseudo-hierarchical floorplanning approach assigns
hierarchical entities of random logic to overlapping regions in the
floorplan. The region controls provide a good estimate of the
global route lengths for early timing prediction and analysis.
Region size, location, and composition are optimized to meet the
cycle-time objective (timing closure). Region composition is
iteratively determined by 2analyzing timing constraints and
connectivity constraints. Due to tool integration issues, true
timing driven floorplanning is not used. Instead, the floorplan is
incrementally updated with placement results. The members of
each region are color coded so that the floorplanner can
graphically analyze the interaction of different regions and
interactively modify region size, location, and composition. In
this design, 45 logic entities specified in the VHDL are dissolved
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and reconstituted as 23 tightly integrated regions. Overlapping
regions allow cell intermixing between adjacent VHDL logic
entities to minimize wire length and congestion. Logic function
that is not critical to the timing of the design, such as the self-test
control logic, is placed in a region located in the least congested
area of the die. Once all logic macrocells have been assigned to
regions (more than one macrocell can be assigned to the same
region), a flat placement and routing of the entire design can be
completed in a matter of a few hours and fed back to the
floorplan.

This pseudo-hierarchical floorplanning approach couples the
timing control of a hierarchical design with the advantage of a
flat design in placing the standard cells in non-rectangular areas.
This "pouring” of the standard cells into the natural outline of
large pre-designed macrocells yields higher density and
performance.

V.POWER ROUTING

After custom macrocell placement, a power distribution
network is algorithmically generated using a custom SKILL
program. The power grid is generated on five levels of metal
with multiple width wires and pitches supported on each metal
level. The algorithm provides the capability to define multiple
power terrains by area and level of metal. For example, two
areas of the chip may have completely unique grids on all layers.
Two other areas of the chip may share a common power grid on
metal levels one and two, yet have different power grids on metal
levels three though five. Chip-level obstructions can also be
added to reserve areas for special routing or wire isolation.

The power grid interaction with a macrocell is personalized
for each metal level. Macrocells can interact with a metal level in
three ways: stop at the macrocell boundary, wire through the
macrocell connecting to power pins and avoiding obstructions, or
wire through the macrocell ignoring pins and obstructions. This
flexibility allows the power grid to be tailored for each macrocell
and assures robust connections.

Power analysis is performed after the grid is personalized. If
large IR drops are discovered because of truncation at macrocell
boundaries. the underpowered rails are removed from the
network. This guarantees that all remaining areas of the power
network are adequately connected.

Standard cell core placement sites are now added to the
floorplan. By design convention, all standard cells make power
connections on the metal-one layer. The algorithm searches the
list of all metal one rails and adds core sites in open areas that
have the required first metal power rails. The IR drop analysis
guarantees that the generated core sites have sufficient power
connections and no further analysis is required. The chip is
ready for standard cell placement.

VI. TIMING DRIVEN PLACEMENT

The objective of standard placement  during
floorplanning is to provide accurate feedback to timing analysis
for iterative improvement of region composition and macrocell
placement. Only region constraints are employed during these

cell
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iterations to ensure fast turn-around-time. Once the floorplan is
optimized, the placement is further refined by asserting timing
constraints to improve critical path delay. This design flow
consists of multiple iterations of placement, global routing,
parasitic extraction, and timing analysis (Figure 4). During each
iteration, the cycle time is measured using the extracted net
capacitance and RC. Drive strength of standard cells is
readjusted to match the net loading, and the design is re-timed
with the newly selected cells. A set of critical paths is identified
from this timing run and a new set of tighter capacitance targets
is generated to steer placement to a more optimal solution.
These steps are repeated until the target cycle time is met or no
further improvement is possible. The placement engine,
Cadence QPlace™, supports various forms of timing constraints
with minimal impact on run time. Net capacitance constraints are
applied to nets in the critical paths. This directs QPlace to work
harder to minimize these nets, thus improving the chip operating
frequency.

The net capacitance targets are generated by invoking a
custom program during static timing analysis. Nets in the critical
paths are sorted by "slack". Slack is defined as the difference in
time between the capture clock and arriving data; positive slack
means that the path is faster than the required cycle time while
negative slack means that the path is slower. The net
capacitance target is set proportional to the path slack, i.e. nets
in the paths with more negative slack are assigned a tighter
capacitance target. Nets connecting standard cells within a
region have a tighter capacitance target than nets connecting
standard cells between regions. Nets connecting large custom
macrocells are not constrained even if they are in the critical path
since they are fixed during floorplanning.

An alternative approach to setting net capacitance targets is
to use path constraints, where critical paths are defined with a
specified cycle time. In general, this is the best method for timing
driven design. However, controlled experiments with path
constraints demonstrated that there is only marginal
improvement over the net capacitance constraint method for this
design. This is due to the iterative refinement of the net
capacitance targets over many chip integration passes.
Additionally, path constraints are more disruptive to the
methodology since the timing analysis tool is not tightly
integrated with the placement tool.

The final stage of placement exercises an algorithm which
inspects the entire chip for n-well contacts to the power supply.
The algorithm optimally inserts n-well contact cells in the
standard cell rows to meet the design rule specification.

VII. CLOCK METHODOLOGY

Clock design is a major part of the overall chip integration
methodology and often a critical path to a fast design turn-around
time. The hierarchical clock design methodology used here
streamlines this process while minimizing clock skew and power.

The system clock distribution network contains three stages,
a large global clock buffer (GCB), approximately 20 regional
clock buffers (RCBs) and several hundred local clock buffers
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(LCBs). Control signals on the LCB inputs are used for clock
gating and test clock generation. A single phase of the clock is
distributed to the inputs of all LCBs. The LCBs generate two
pairs of complementary clocks, one pair to the master latches and
the other to the slave latches. The portion of clock trees within
the custom macrocells are designed and routed as part of the
macrocell layouts. The clock interface to a macrocell layout
consists of only one input pin. This simplifies global (top-level)
clock routing and helps identify inaccessible clock pins. Variable
width clock routing of macrocells occurs concurrently with
floorplanning so that chip-level information is used to guide the
optimization of the macrocell clock tree.

Floorplanned
Design

Global Route
and Cap Target
Extract Cap/RC and
Resize Drive
Strength

Cap and RC

Static Timing
Analysis

Figure 4 Timing Driven Design Iteration

After floorplanning, placement and power routing are
complete, clock tree synthesis and optimization are performed at
the global chip level to generate and place clock buffers. This is
accomplished using IBM CO2, a tool that traverses the clock
trees, identifying and reconfiguring equivalent nets as well as
adding parallel copies of buffers to minimize clock skew [1].
The LCBs at the leaf nodes of the clock tree are placed at the RC
centroid of the latch cluster to minimize RC induced skews. All
the buffers are then snapped to legal placement locations and any
cell overlaps resolved. Using IBM CLOCKTREE, a two-layer
balanced router that can vary the width of each wire segment,
clock routing is then performed on all but the lowest (local clock
buffer to latch) levels in the clock tree; the local clock buffer to
latch levels are routed with minimum width wires using Cadence
Cell3™,

Once the clock design is complete, signal routing takes place.
At the same time, the clock nets are extracted, verified and
analyzed to ensure the skew objective is met. To ensure a
functional design, early mode (fast path) analysis using the
extracted SPICE netlist is performed and any problems are fixed
either by replacing the LCB with one that has a late launch clock
or by adding delays to the fast paths. The capacitance for the
entire network including macrocells is 558 pF and the typical
clock skew is 180 pS [2]. This compares favorably with the mesh
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scheme, where sizable networks having capacitance values of
1400 pF and 2000 pF (for 2 different chips) were required to
achieve similar skews [3].

VIII. ROUTING

Once power routing, placement and clock-tree generation are
complete, signal routing is carried out. Because five levels of
metal were available for routing, congestion was not a major
concern for this design. In addition, it was found through
iterative analysis that wiring parasitics extracted after global
routing were consistently within 5% of the final routed
parasitics, insuring that the cycle time of the routed design could
meet the prediction. Therefore, the primary issue during routing
was on-chip signal coupling (crosstalk).

Factors contributing to crosstalk include the interaction of
five levels of metal for routing, circuits on a net with small
output drive devices or pass-gate input structures, fast signal
slew rates, and the large die size which leads to long parallel
nets with only an 0.9um separation. Crosstalk avoidance
therefore must be considered as part of the overall routing
methodology.

One ideal attribute of a router is the ability to route nets such
that the simultaneous switching of adjacent signals will not cause
signals to fail noise margin guidelines. However, due to existing
tool limitations, a modified wide-wire routing technique is
adapted to isolate noise-sensitive signals from other nets. This
approach is selected because of the availability of routing
resources. With simulations and previous hardware indicating
that major crosstalk problems occur between signals that are one
track away from each other on the same level of metal (for this
fabrication technology), noise-sensitive nets are routed first as
triple-wide wires. All timing-critical nets are then routed,
followed by the remaining nets in the design. The triple-wide
wires are then resized back to their default (single) widths,
creating an effective isolation region to other nets.

IX. EC METHODOLOGY

An essential component of the methodology is an EC process
for making complex changes to the design without restarting chip
integration. An ideal EC process handles an arbitrarily complex
change, locates the new logic at the point of failure, impacts a
minimum number of manufacturing levels, and does not effect
chip cycle-time or area. This methodology addresses all aspects
of the ideal EC process, while focusing on two areas in
particular:

a) The ability to make complex logic changes using

metalization layers only.

b) A technique to add gates as close as possible to
connected logic in order to reduce any impact on cycle
time.

To facilitate the process, a small EC library consisting of the
following gates is created: inverter, NAND, NOR, AND-OR,

delay line, terminator (capacitive load for late balancing of
clocks), tie-up/down (to tie off gates disabled by an EC), and a
latch. These gates are designed with a two-channel gate array
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primitive (unpersonalized) cell which contains two NMOS and
two PMOS transistors, and is personalized only with metal. The
EC gates are the same height as, and abut to, the standard cells
and can be located in any legal placement site.

At the conclusion of the integration process, at the time the
full-chip autoLayout view is converted to a layout view, gate
array primitive cells are placed in all unoccupied standard cell
placement locations on the chip. EC logic can subsequently be
placed at any of these locations.

During final chip integration, one late EC required the
transformation of a single cycle path to a half cycle path, the
removal of approximately six gates and the addition of
approximately twenty gates. The chip cycle time was maintained
due to the richness of the EC library and the ability to place the
EC elements in close proximity to the change.

X. DESIGN VERIFICATION

Key to the success of delivering working silicon on an
abbreviated schedule is a method to quickly verify the final mask
design against the high-level language description of the chip,
which is verified by exercising billions of logic simulation cycles.
This process is accomplished using formal verification
techniques developed at IBM.

Once the VHDL description is verified, a reference model is
generated using IBM's logic synthesis system [4]. After synthesis
and timing optimization, formal verification is performed against
the reference model to verify that logic and timing correction
transforms maintained Boolean equivalence with the reference
model [5]. This process also verifies that the many logic changes
applied during the synthesis and timing correction process are
properly incorporated into the design (Figure 5).

After physical design, the resulting schematic netlist is
formally verified against the timing-optimized model using the
same Boolean equivalency checking software. This process is
critical in verifying:

1. Correct operation of data translation from the IBM
synthesis system to the Cadence design framework.
Logic changes made during the physical design
process, such as fanout repowering and clock
distribution, are logically equivalent to the original
design.

3. Last minute engineering changes (to fix functional
bugs or critical path timing problems) are applied
correctly.

To complete the formal verification cycle, custom macrocells
instantiated in the schematic netlist are formally verified against
their VHDL descriptions [6,7].

As a result of these processes and software described above,
formal verification insures that the final schematic netlist used
for full-chip logic-versus-schematic (LVS) wverification is
logically equivalent to the VHDL description of the chip.

Due to chip data volume and turnaround time considerations,
Avant!™ Vericheck™, a hierarchical physical verification tool
for full chip design rule checking (DRC) and LVS checking, is
used. Coupled with a macrocell auditing scheme that ensures
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DRC and LVS correct standard cells and custom macrocells,
hierarchical checking proves extremely advantageous in
diagnosing full-chip design errors very quickly.

RTL Specification
VHDL

Synthesis

Reference
Netlist \

Boolean Equiv.

System
Simulation

Formal Synthesis / Check
Verification Timing Opt.
(Verity)
Timing Optimized
Netlist —
Manual Booléahnecliqulv.
Design Chip

Assembly
Full Chi
Macrocell Instance — Scuhemallil::
Schematics References

Figure 5 Verification Flow

Critical to the requirement for rapid turnaround time in the
“construct by correction” method are two techniques developed
to reduce the number of errors caught late in the design cycle.

First, DRC checking is executed on chips of increasing
completeness. For example, an initial run is made on a chip that
includes only the I/O and the power distribution network. Later,
another run is made on a complete floorplan with all custom
macrocells placed but with no global routing. With each
iteration, more and more of the methodology and floorplan
related errors are eliminated.

A second, more important technique is used to provide LVS
results on a fully placed, but unrouted chip. Virtual nets are
created by attaching text to the terminals of each instance in the
design. The text identifies the net that would be attached to each
terminal later by the global router. This approach provides
critical full-chip LVS results many weeks earlier than the
traditional approach.

XI. SUMMARY

This paper presented a robust design methodology for high
performance microprocessors. The methodology focused on
“construct by correction” to iteratively improve the design. The
pseudo-hierarchical approach provides the benefits of
hierarchical design in terms of timing prediction yet suffers none
of the shortcomings of hierarchical design management and area
suboptimizations.  Indeed, the methodology succeeds by
postponing critical design decisions to as late in the design cycle
as possible. Regions evolve during the design cycle, rather than
being predefined at the start, and placement and routing are
globally optimized. = The methodology was successfully
implemented on a PowerPC microprocessor and is easily

129

extensible to other high performance, highly integrated products,
such as ASICs.
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Leading Edge Low Power Design

Luca Benini
DEIS Universita di Bologna
Bologna, ITALY

Abstract— Well into the System-on-Chip era, power consump-
tion has emerged as one of the most critical challenges to design
complexity scaling. Moving from a critical assessment of current
technologies and architectures, we survey the distinguishing fea-
tures of a design methodology that aims at energy consumption
reduction, under guaranteed quality of service (QoS), as a main
objective in system design.

I. INTRODUCTION

Systems on chips (SoCs) containing tens of millions of tran-
sistors are currently designed and produced. Billion-transistor
chips are not a distant dream in the future. Several chal-
lenges arise from the complexity of designing multimillion-
and billion-transistor chips. Design methods (and tools) must
follow the rapid pace of evolution dictated by technology and
application pull. As of today, a few fundamental trends of evo-
lution have emerged.

o Technology is increasingly hard to master, both from
a cost and a reliabili perspective. Hence, application-
specific hardware platforms are becoming not viable from
an economic viewpoint. Large-scale SoCs must be flex-
ible and programmable after fabrication (to sell in large
volumes), and they must -contain a large amount of func-
tional redundancy (to tolerate technology-induced faults
and bring yield to acceptable levels).

e Systems on chips are designed using pre-existing com-
ponents. Reuse becomes key for designing chips fast
enough, because no design team can successfully com-
plete a multi-million transistor design “from scratch” in
the six to nine month window dictated by market pressure.
Design methodologies must support component re-use in
a plug-and-play fashion.

o While the traditional computing equipment market has
reached a saturation region where margins are extremely
low, great promise is shown by the emergence of “ambient
intelligence” devices. These devices will materialize the
vision of ubiquitous interactive access to world-wide in-
formation and communication resources from tiny wire-
less terminals, coupled extensive data collection and in-
tegration from a myriad of geographically dispersed sen-
SOTS.

These trends have jointly contributed to the creation of a un-
precedented power crisis: on one side technology and com-

plexity control push for highly-reusable, standardized and pro-
grammable architectures, which are notoriously much less
power efficient than dedicated hardware {11]. On the other
hand, the largest market potential is for chips that can be easily
embedded in tiny, battery powered (even battery-less) devices,
while at the same time performing computationally intensive
tasks.

Low power design has thus become a critical need for cur-
rent and future SoCs. In this paper we will first review the
trends of evolution of current technologies and architectures,
with the purpose of identifying the most critical bottlenecks
in system power consumption. Then, we will focus on a few
leading-edge low power design techniques that can provide im-
mediate relief to the power crisis.

II. TECHNOLOGY TRENDS

It is a well-known fact that rapidly evolving silicon technol-
ogy creates smaller and faster CMOS transistors, with decreas-
ing switching power. At a fist sight, then, technology works for
reducing power consumption. However, die area is not shrink-
ing with technology (in other words, chips pack a quadratically
increasing number of transistors). This would not be a prob-
lem if the power dissipation of basic CMOS gates decreased
fast enough to compensate the increase in integration density.
Unfortunately, this is not the case, as detailed next.

First, because of bounded propagation speed of electromag-
netic waves, as opposed to the ever faster switching speed
of transistors, silicon technology is becoming increasingly
interconnect-dominated. Delays on wires are already domi-
nating: global wires spanning a significant fraction of the chip
have propagation delays exceeding the clock period. The same
holds for switching power: the gate capacitance of a minimum-
size transistor is decreasing with technology, but interconnect
capacitance per unit length is not decreasing at the same speed
(because of sidewall contributions) and interconnect length is
not decreasing for global wires. Hence, the C factor in the well
known switching power equation Py, = kCV3, f (where k
represents switching activity) does not scale down as fast as
minimum feature size [4, 13].

Second, in order do reap performance benefits (in other
words, to satisfy quality of service requirements), chip clock
frequency is scaled faster than technology [5]. This resuit is
achieved by clever architectural optimizations that reduce the
number of logic stages to be traversed within the clock cycle
time. From a power viewpoint this is clearly a problem, be-
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cause power is directly proportional to switching frequency f.
Performance constraints (or objectives) are also the main rea-
son why supply voltage scaling is not drastic as one would
desire for power minimization purposes. In fact, transistor
switching speed decreases as (Vpp — Vr)®, with1 < a < 2.
This cannot be tolerated if performance is tightly constrained.

Third, deep submicron transistors are increasingly leaky in
the OFF state. Source-to-drain current due to subthreshold
conduction is the dominant cause of leakage, but drain-to-
gate currents due to electron tunnelling across the gate oxide
is also becoming significant. Furthermore, random variations
of the number of dopant atoms in the channel region cause
poor threshold control, and. many transistors have a threshold
significantly lower than nominal. Unfortunately, subthreshold
conduction is exponentially dependent on threshold voltage
and transistors with lower threshold leak exponentially more
than nominal transistors. As a result, chip standby power is
becoming a significant concern. Clearly, subthreshold leakage
also a heavy limiter to threshold voltage Vr reduction, with
obvious negative impact on supply voltage scaling [5].

From this brief overview, it is apparent that power is critical
in many ways. Power density grows significantly with tech-
nology, thereby creating huge problems in power supply dis-
tribution. Total power consumption in active state increases as
well, with obvious negative consequences in battery lifetime as
well as thermal design. Finally, even stand-by power is grow-
ing fast with technology, impacting battery lifetime in portable
applications. For these reasons, technologists are pointing at
power as the one of the most likely show-stoppers to technol-
ogy scaling if adequate countermeasures are not taken.

III. ARCHITECTURAL TRENDS

As seen in the previous section, technology evolution is not
going to solve the power consumption problem. On the con-
trary, many technologists refer to design innovation at the cir-
cuit, logic, architectural level as a way out from the crisis. Un-
fortunately, trends in this area are not favorable to energy effi-
ciency at all. Even though a significant research effort is being
devoted to power minimization, mainstream architectural de-
sign is moving toward energy-hungry architectures.

Most systems-on-chip are nowadays designed with a high
degree of programmability. The majority contains one or more
core processors, and many instantiate several programmable
coprocessors (€.g., VLIW units for numerical computations,
programmable [0 processors, etc.); a few recent designs even
embed a significant amount of bit-programmable logic (FPGA
fabrics) [15]. Programmability is a common requirement when
designing large-scale SoCs for two main reasons. First, it
ensures functional flexibility, which widens the spectrum of
applicability and the potential production volume. Second,
it leaves margins for post-fabrication bug fixing and tuning,
thereby enhancing yield. High yield and volume of sales are
required to amortize ballooning mask development and fab-
rication costs. Second, processor-based architectures empha-
size reuse of hardware modules (e.g., the cores themselves, the
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memories, etc.) as well as software components (e.g. libraries,
operating systems, compilers). Reuse-centric methodologies
are instrumental to reduce development risk and cost, and min-
imize time-to-market.

Yet, flexibility and reuse come at a price. The power-
performance ratio (i.e., the energy) required by a processor to
carry out a given task (e.g., MPEG decoding) is several orders
of magnitude (3 or more) higher than what could be achieved
with an application-specific architecture [14, 11]. The causes
of the energy inefficiency of processor-based architectures are
well understood. Processors have to fetch and decode instruc-
tions to control execution. This is a huge overhead with re-
spect to an application-specific architecture with a hardwired
controller.

Instruction execution relies on heavily shared memory struc-
tures (register files), while dedicated architectures can ex-
ploit distributed registers with faster read/write time and enor-
mously lower power consumption per access. The sequential
instruction execution flow inevitably limits the parallelism that
can be extracted from an application, and therefore emphasizes
storage requirements. In general processor-based architectures
are memory-hungry and require complex memory hierarchies
to achieve satisfactory performance thanks to the exploitation
of the spatial and temporal locality principles. As a result,
a dominant fraction of the power consumed by a processor
is spent in accessing the memory hierarchy (i.e., in commu-
nicating with memory structures and in extracting/storing in-
formation in them). Storage-related costs are minimized in
application-specific architectures thanks to the exploitation of
distributed and custom-sized memories and the minimization
of spurious memory accesses created as an artefact of sequen-
tial instruction execution.

Advanced processors, often required to attain performance
goals, are even more power-hungry than simple processors,
because they rely on various forms of speculative execution
to increase the average number of instructions executed in
a clock cycle. Well-known performance-enhancement tech-
niques, such as speculating past branches, value prediction,
prefetching, imply the execution of redundant instructions
which can be committed only after they completed. In case
of a wrong prediction, a double overhead is often incurred.
Not only computation has been executed needlessly, but also
its effects must be rolled back.

Fine-grained programmable fabrics can be one or more or-
ders of magnitude more energy-efficient than processors {14]
for some classes of computations, but they still incur a very sig-
nificant overhead with respect to dedicated logic. Recent data
shows that computation performed by an embedded FPGA fab-
ric in a hybrid FPGA-ASIC chip is more than two orders of
magnitude more power consuming and more than ten times
slower than the same computation in dedicated logic [15]. The
overhead in this case is mainly due to communication between
fine-grain programmable logic elements, which is performed
on massively redundant programmable wiring resembling a
multi-stage network, as opposed to dedicated, instance spe-
cific wires. Additionally, programmable logic blocks are of-
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ten much more complex than the basic gates they mimic when
programmed.

In summary, it quite clear that the power crisis is caused by
the conjunction of two factors: technology does not help us as
much as we need, and architectural evolution trends are work-
ing against energy efficiency. To escape this losing scenario,
a multi-pronged approach is needed, which improves energy
efficiency without compromising flexibility, while minimizing
performance overhead. This hard to do, but it can be done, as
we shall see in the following sections.

IV. DESIGNING LOW-POWER HARDWARE

In a nutshell, we believe that the key for addressing the
power consumption challenge lies in two simple ideas: (i)
exploit flexibility not only at the functional level, but also in
the power dimension (i.e., design power-manageable architec-
tures), (ii) enable application-dependent specialization with-
out compromising reuse and design flow streamlining. The
first idea implies adding hardware resources that do not have a
computational task, but they dedicated to controlling the power
level of functional units, detecting and exploding idleness, and
locally trading off performance with power. The second idea
requires tuning a hardware platform to a specific computational
task, without significantly increasing design time and effort
(i.e., with a push-button process that does not require re-design
of hardware blocks).

The practical embodiments of the two above principles often
require both hardware and software support. In this section
we analyze hardware implications. In particular, we focus on
power manageable hardware, because design practices in this
area are well established and widely spread. On the contrary,
application-dependent specializations for power efficiency are
performed much more in a ad-hoc fashion and they have more
limited applicability, therefore they are not covered here. The
interested reader can refer to a few recently published books
and survey papers for additional information [2, 10, 11].

A. Power-manageable architectures

Power manageable architectures ultimately aim at eliminat-
ing idle power consumption (i.e., the power consumed by a
hardware component when it is not in use) and run-time slack
in active state, through the run-time control of clock activity
and frequency, supply voltage and device threshold. The ben-
efit of idle power elimination is obvious, while run-time slack
elimination translates to cubic power savings (and quadratic
energy savings) if the circuit is slowed down while at the same
time reducing the power supply. Even though slow-down cou-
pled with dynamic voltage scaling is more effective than idle
power reduction [3], the two techniques are not mutually ex-
clusive. Clearly, slowing down a circuit reduces its idleness,
but in many cases it cannot eliminate it: consider for example
a MP3 player. When the device is active it operates under tight
performance constraints (namely, real-time playback), and ob-
viously it is not possible to stretch execution time beyond the
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duration of a music track, even if after it has been played out,
the player remains idle for hours.

Leakage is a major concern in idle-power reduction, because
it impacts battery lifetime even if the circuit is completely idle.
Quiescent power specifications tend to be very tight. In fact,
CMOS technology has traditionally been extremely power-
efficient when transistors are not switching, and system design-
ers expect low leakage from CMOS chips. To meet leakage
power constraints, multiple-threshold and variable threshold
circuits have been proposed [9]. In multiple-threshold CMOS,
the process provides two different thresholds. Low-threshold
transistors are fast and leaky, and they are employed on speed-
critical sub-circuits. High-threshold transistors are slower but
exhibit low sub-threshold leakage, and they are employed in
non-critical units/paths of the chip.

Unfortunately, multiple-threshold techniques tend to loose
effectiveness as more transistors become timing-critical.
Variable-threshold circuits overcome this shortcoming by dy-
namically controlling the threshold voltage of transistors
through substrate biasing. When a variable-threshold circuit
becomes quiescent, the substrate of NMOS transistors is nega-
tively biased, and their threshold increases because of the well
known body-bias effect. A similar approach can be taken for
PMOS transistors (which require positive body bias). Variable-
threshold circuits can in principle solve the quiescent leakage
problem, but they require standby control circuits that mod-
ulate substrate voltage. Needless to say, accurate and fast
body-bias control is quite challenging, and requires carefully
designed closed-loop control [9].

Idle power is not only caused by leakage, but it is also due to
unneeded switching activity. Clock switching within idle func-
tional units is the best known example of this problem. Clock
gating is used to eliminate unneeded clock activity. Most low-
power processors implement both hardware and software con-
trolled clock gating through dedicated power-down instruc-
tions. A radical way to eliminate idle power (both leakage
and dynamic) is to disconnect a unit from its power supply.
Unfortunately, in this case state information is lost.

In active state, supply voltage can be controlled to reduce
power, albeit in the limited ranges allowed in aggressively
scaled technologies. Multiple-voltage and variable voltage
techniques have been developed to this purpose [l1]. In
multiple-voltage circuits two or more power supply voltages
are distributed on chip. Similarly to the multiple-threshold
scheme, timing-critical transistors can be powered at a high
voltage, while most transistors are connected to the low voltage
supply. Multiple voltages are also frequently used to provide
standard voltage levels (e.g., 3.3 V) to input-output circuits,
while powering on-chip internal logic at a much lower voltage
to save power. The main challenges in the multiple-voltage ap-
proach are in the design of multiple power distribution grids
and of power-efficient level-shifters to interface low-voltages
with high-voltage sections.

Variable-voltage techniques offer the possibility of modulat-
ing the power supply dynamically during system operation. In
principle, this is a very powerful technique, because it gives the
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possibility to trade off power for speed at run time, and to finely
tune performance and power to non-stationary workloads. In
practice, the implementation of this technique requires consid-
erable design ingenuity. First, voltage changes require non-
negligible time, because of the large time constants of power
supply circuits. Second, the clock speed must be varied con-
sistently with the varying speed of the core logic, when supply
voltage is changed.

Power manageable hardware can be designed at different
levels of granularity. While early embodiments allowed only
coarse-grained control (e.g., peripheral vs. core logic), the
trend is toward fine-grained support to power management. An
example of a state-of-the-art power management support is the
”Voltage islands” technology introduced by IBM [6], where it
is possible to instantiate multiple regions on a chip each pow-
ered by its own variable voltage supply, clocked by a dedicated
variable frequency clock generation unit, and equipped with
independent threshold voltage control circuitry.

It is important to remember that power manageable hard-
ware is only one side of the equation. Transitions between
power states (e.g. from idle to active, from fast to slow) have
significant cost in performance and energy. Hence, virtually all
power management schemes require significant software sup-
port both at design (and compilation) time and at execution
time. The main challenges are to avoid power state transitions
that cannot be amortized and to select the most suitable power
state for a given operating condition.

V. POWER MANAGEMENT SOFTWARE

We generalize the notion of operating system (OS) to the
middleware that provides support for the operation of SoCs.
Note that system support middleware in current SoCs is usually
quite simple, designed for a specific integrated core processor,
under the assumption that a processor provides global, central-
ized control for the system. In the context of future SoCs, the
prevailing paradigm will be peer to peer interaction among sev-
eral, possibly heterogeneous processing elements. Thus, we
think that system software will be designed as a modular dis-
tributed system. Each programmable component will be pro-
vided with system software to support its own operation and to
manage its communication to other modules.

The system software creates an abstraction of the underlying
hardware platform. In a nutshell, we can view the system as a
network of components. Each component models a computa-
tional or storage unit. We observe that:

o Each component can operate at various service levels,
providing corresponding performance and energy con-
sumption levels. This abstracts the physical implemen-
tation of components with adjustable voltage and/or fre-
quency levels, as well as with the ability to disable their
functions in full or in part.

e Even ifunits can be power managed independently, power
minimization for a complex system requires informa-
tion exchange between its components. Locally optimal

choices do not generally lead to a globally optimal solu-
tion.

Dynamic power inanagement entails selecting the appropri-
ate component state to service a workload with the minimum
energy consumption. DPM policies are the control algorithms
for state transitions [1]. Transitions among states have a fi-
nite delay and energy penalty. Thus, the definition of policies
that maximize performance under energy constraints, is a non-
trivial problem [1]. Whereas policies can be implemented in
hardware (as a part of the control-unit of a component), much
more flexibility and ease of integrations is achieved by soft-
ware implementations. Thus a policy can be seen as a pro-
gram that is executed at run-time by the system software. The
fundamental premise for the applicability of DPM is that sys-
tems (and their components) experience non-uniform work-
loads during operation time. Such an assumption is valid for
most systems, both when considered in isolation and when
inter-networked. A second assumption of DPM is that it is
possible to predict, with a certain degree of confidence, the
fluctuations of workload. Workload observation and predic-
tion should consume little energy.

Power management policies can be implemented in system
kernel and be tightly coupled to process management. Indeed,
process management has knowledge of currently-executing
tasks and tasks coming up for execution. Process managers
know also which components (devices) are needed by each
task. Thus, policy implementation at this level of system soft-
ware enjoys both a global view and an outlook of the system
operation in the near future. Predictive wake-up of compo-
nents is possible with the knowledge of upcoming tasks and
required components. The system software can be designed to
improve effectiveness of power management. Indeed, power
management exploits idle times of components. The sched-
uler can sequence tasks for execution with the additional goal
of clustering component operation, thus achieving fewer but
longer idle periods. The inter-relation between power man-
ager and scheduler is even stronger for variable-voltage units.
In this area numerous variable-voltage scheduling algorithms
have been proposed [11], which aim at running processing el-
ements as slow as possible (to allow supply voltage minimiza-
tion), without violating performance constraints. Experiments
with implementing DPM policies at different levels of system
software [8] have shown increasing energy saving as the poli-
cies have deeper interaction with the system software func-
tions.

A. Application-level power management

A reasonable questions is why not letting the application
programs control the service levels and energy cost of the un-
derlying hardware components. There are typically two objec-
tions to such an approach. First, application software should
be independent of the hardware platform for portability rea-
sons. Second, system software supports generally multiple
tasks. When a task controls the hardware, unfair resource uti-
lization and deadlocks may become serious problems.
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For these reasons, it has been suggested [7] that application
programs contain system calls that request the system software
to control a hardware component, e.g., by turning it on or shut-
ting it down, or by requesting a specific frequency and/or volt-
age setting. The request can be accepted or denied by the oper-
ating system, that has access to the task schedule information
and to the operating levels of the components. The advantage
of this approach is that OS-based power management is en-
hanced by receiving detailed service request information from
applications, and thus is in a position to take better decisions.

Another approach is to let the compiler extract directly the
power management requests from the application programs at
compile time. This is performed by an analysis of the code,
followed by a code modification phase that inserts power man-
agement requests in critical points of the computation. For in-
stance, in a variable-voltage unit, voltage and speed change re-
quests can be issued immediately after data-dependent control-
flow branching, when the behavior of the program is such that
additional slack is created with respect to the worst case exe-
cution time [12].

V1. CONCLUSION

Moving from the analysis of technology and architectural
trends in gigascale silicon integration, we observed that power
consumption has become one of the most menacing showstop-
pers. Thus, leading edge low power design techniques are
more critical than ever. Power management has emerged as the
most promising approach to tackle the power crisis, because
it makes it possible to finely control the power-performance
tradeoff at run time. The paper surveyed hardware and soft-
ware technologies for power management support, focusing
more on fundamental ideas than on specific embodiments.
Even though many solutions exist, much work still needs to be
done especially in light of the evolution of SoC architectures
toward communication-dominated networks-on-chip.
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Via-Configurable Routing Architectures and Fast Design
Mappability Estimation for Regular Fabrics

Yajun Ran
Department of Electrical and Computer Engineering
University of California, Santa Barbara, CA 93106
Email: ranyj@ece.ucsb.edu

Abstract—In this paper, we describe a new via-configurable routing
architecture which shows much better throughput and performance than
the previous structures. We demonstrate how to construct a single-via-
mask fabric to reduce further the mask cost, and we analyze the penalties
which it incurs. To solve the routability problem commonly existing
in fabric-based designs, an efficient white-space allocation scheme is
suggested, which provides a fast design convergence and early prediction
of the circuit mappability to a given fabric.

I. INTRODUCTION

In recent years, rapid technological progress has made it possible to
integrate more than one-billion transistors on a single chip. However,
the manufacturability issues have presented a serious challenge for
nanometer technologies. Pattern distortion in sub-wavelength lithog-
raphy requires tremendous effort for post-layout optical proximity
correction (OPC). Erosion and dishing in chemical-mechanical pol-
ishing (CMP) processes can cause significant interconnect/dielectric
thickness variations. Tackling these problems in the design stage
is not easy since they are related to neighborhood layout patterns.
An accurate, efficient analysis of layout patterns is difficult to do
during design optimization steps. Moreover, the extremely high cost
of design and manufacturing has effectively dissuaded designers from
using the most advanced technologies.

An alternative solution to these problems is to design circuits
based on pre-fabricated fabrics, i.e. structured-ASICs. A fabric usually
consists of repeated logic blocks. It has pre-fabricated transistors and
partially fixed metal layers. Due to the high layout-pattern regularity,
a fabric is much easier to manufacture. A base block in a fabric
can be well characterized, and OPC effort for a block is small.
Also, the fixed metal segments are uniformly distributed and thus
help to reduce variations caused by the CMP. Moreover, a designer
needs only to customize a few metal and/or via masks to complete a
design, which can greatly reduce the mask cost as well as the design
and manufacturing time. With the use of hard-wired switches, the
performance can be significantly improved over that of FPGA-based
designs.

There are many types of structured-ASICs. Several base logic
blocks have been proposed in the literature, such as a via-configurable
lookup table (LUT) [1], LUT/NAND3-mixed block [2], gain-based
semi-universal-logic block [3]. There are also works on fixed routing
structures such as direct-connected crossbar [1] and via-configurable
routing [4]. However, the literature offers little discussion about the
throughput of existing routing structures. For a fabric with fixed wire
segments, routability is a more serious problem than in customized
routing. The inflexibility of pre-designed wiring may significantly
degrade circuit performance and require more chip area.

Given fixed logic and routing structures in a fabric, a densely-
packed design might not be routable. To solve this problem, some
blocks might be left only partially used to relieve congestion. This
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is called white-space allocation in cell-based designs. White-space
in a fabric-based design does not affect the regularity of the layout
patterns since all the patterns are still there, though unused. Early
white-space allocation can help to achieve faster design convergence
by predicting and relieving congestion before routing. For a fabric
with fixed capacity, both the logic and the available routing resources
affect whether a design can be mapped to the fabric. In this case, a
fast and tight routing-resource-aware white-space allocation scheme
is essential for quick estimation of design mappability and design
convergence. Moreover, the routing-resource-aware design methodol-
ogy can help a fabric vendor to explore quickly the trade-off between
the number of logic blocks and the number of routing tracks. When
trading off routing resources, a vendor can balance the die cost by
deciding whether to put more tracks on one layer or to use more
metal layers. Consequently, a series of well-tailored fabric chips
with different routing capabilities, not only logic capacities, can be
provided such that designers can choose the best match between a
design and a fabric. Given a good estimation on routing efficiency,
this area estimator can be very useful for all the fabrics with fixed
routing structures, such as FPGAs and via-programmable fabrics, as
well as fabrics with metal-programmable masks.

Most traditional white-space problems in literature come from
fixed-die cell placement. In a fixed-die cell placement the amount of
white-space is given, and the problem is how to properly distribute
it. In [5], white-space is evenly distributed. In [6]-[8], white-space is
distributed to congested regions based on routing estimation. In [9],
a congestion-minimizing framework allocates white-space based on
Rent’s rule with no explicit congestion prediction. With the guide
of Rent’s rule, efficient clustering and placement techniques were
developed to reduce congestion in FPGA-based designs [10], [11]. All
of these approaches try to reduce congestion using the given white-
space but they cannot completely eliminate the routing congestion.
Our white-space allocation problem is different because we want to
quickly determine how much white-space is needed and where it
should be put to obtain a routable design.

In this paper, we first study the via-configurable routing archi-
tectures. We propose a new basic routing structure which provides
larger throughput than do the routing architectures in [1] and [4].
We show also how to construct a single-via-mask fabric and discuss
the penalty it might impose on the fabric’s throughput. We then
propose a fast white-space allocation scheme to determine how much
white-space we need to add, and where to add it, to completely
eliminate, not just reduce, the routing congestion. In our design flow,
a fast global routing is performed to obtain an accurate congestion
estimation. We allocate white-space in-place by calculating routing
demand-supply relations. We use our efficient incremental placement
and global routing algorithms to move cells away from congested
regions. Finally, we perform detail routing to find out whether a

AMD EX1021
AMD v. Realtek - Page 449



design is indeed routable. These steps complete the flow and validate
our approach.

The paper is organized as follows. In Section II we introduce our
new base routing structure. In Section III we show the construction
of a single-via-mask fabric. We introduce the test fabric architecture
in Section IV and describe our routability-driven design flow in
Section V. We report experimental results in Section VI. Section VII
summarizes the contributions made by our research.

II. BASE ROUTING STRUCTURES

In this paper, we assume that metal-1 (M1) and metal-2 (M2) layers
in a fabric are used for implementing cell functions. An input or an
output of a gate is related to an M2 segment which can be accessed
through vias to a metal-3 (M3) segment. We focus on the routing
structures above the M2 layer.

In a via-configurable routing architecture, there is a potential
via connection whenever segments from two adjacent metal layers
intersect. As a result, switching a signal from vertical to horizontal di-
rection, or vice versa, can be easily realized through a via connection
between the two intersecting segments. To continue a signal in one
direction in a fixed wiring scheme, some dedicated short segments in
the adjacent layer, called jumpers (shown in Fig. 1), are commonly
used [1].

M4 jumper

M3 |

Fig. 1. A jumper connects two segments in one direction.

When planning wire segments, we have the choice to stagger
or align the segments. Due to the use of short jumpers in a
via-configurable routing structure, closely staggered wires are not
favored. Figure 2 shows an example. The jumpers in a staggered
wire segment scheme (Figure 2(a)) are distributed. As a result, the
jumpers become the obstacles for vertical wires since they are in the
same layer. Therefore, we adopt an aligned wire segment scheme as
shown in Figure 2(b) where jumpers are aligned and form a dedicated
jumper channel.

Aligned wire segments naturally form crossbars (as shown in
Figure 3(a)) which provide the highest switching flexibility [1],
[4]. In a crossbar structure, any horizontal segment can connect to
any vertical segment, and vice versa. In a fabric, the width and
height of a crossbar are usually determined by the size of a base
block. A crossbar on top of a block provides pin access to the
cells in the block, relays a signal in the same direction, or switches
a signal to the other direction. In fixed wiring structures, there
might be some dangling wires. Figure 3(b) shows an example. The
signal only uses partial segments a and c. Partial segments b and
d are redundant, called dangling wires. Dangling wires incur extra
capacitance, degrade performance, and increase power consumption
of a circuit. Using finer granularity of wire segments could reduce
the impact of dangling wires.

Once the size of a base crossbar has been decided, the design
of a routing structure in a fabric is reduced to determining the
interconnections between two crossbars. In [1], two crossbars connect
to each other using parallel jumpers. This is the direct-jumper
crossbar structure which we depict in Fig. 4(a). Two types of wire
segments are available in the crossbar [4], as shown in Fig. 4(b). The
shorter segment is used only to switch a signal in the local crossbar
or to access a local pin. The longer segment connects to a segment in

M4
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M4 jumper
(a) Staggered wire segments
M3
M4 jumper M4 jumper
Channel Channel
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Fig. 2. Staggered versus aligned wire segments with jumpers.
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Fig. 3.

A crossbar (a) and dangling wires (b).

an adjacent crossbar by a perpendicular jumper. We call this scheme a
jog-jumper crossbar structure. Using a perpendicular jumper helps to
pack two crossbars one wire-pitch closer, which increases the capacity
of a crossbar by 2. From the figures, one can see that the jumpers
occupy several tracks and reduce the number of available routing
segments. Suppose that the width of a crossbar is n (in terms of wire
pitches) and double vias are used for a connection. The number of
available routing segments is n — 4 for the direct-jumper, and n — 2
for the jog-jumper crossbar. However, the number of segments which
can connect to adjacent crossbars is only (n—2)/2 for the jog-jumper
crossbar because short segments can only be used locally.

In both direct-jumper and jog-jumper structures, all the wire
segments in one metal layer are oriented in the same direction. As a
result, a jumper from another layer is necessary to connect two wires
in the same layer. In this paper, we propose a new crossbar structure,
a crossover crossbar, shown in Fig. 4(c). In the crossover crossbar
structure, a base crossbar is rotated by 90 degrees with respect to
its neighbor. In this way, two crossbars can be stacked at the ends.
The crossover portion provides potential via connections since two
wire segments leading in the same direction are now residing in two
different metal layers. A route will alternate between the two layers
when it passes through the continuous crossbars. Compared to the
jumper crossbars, the crossover crossbar provides n — 2 segments,
and all of the segments can connect to adjacent crossbars.

The advantages of the crossover crossbar structure are summarized
as follows.
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Fig. 4. Different crossbar structures

o Higher capacity. The crossover crossbar structure has n — 2
connecting segments compared to n — 4 in the direct-jumper
crossbar and (n — 2)/2 in the jog-jumper crossbar.
Fewer vias and smaller via resistance. The crossover connection
needs only two vias, whereas both jumper connections need four
vias (assuming that double vias are used for each connecting
point to improve yield). As a result, the via resistance in the
crossover connection is only R/2, but it is R for both jumper
connections where R is the resistance of a single via.
Flexible connection to the upper layers. In both jumper crossbar
structures, a net route using an M3 segment needs a specific
M4 segment to reach an M5 segment if we want to route it in
the same direction using MS5. However, since in the crossover
crossbar structure, half of the net’s route uses M4, a direct
connection to an M5 segment is possible without wasting an
M4 segment.

The upper layer M5 and M6 can use the same crossbar schemes.
In general, the segments in M5 and M6 layer have larger granularity
and are used to route long nets.

III. SINGLE-ROUTING-VIA-MASK FABRICS

In the routing structures discussed above, all the metal masks are
fixed, and all the via masks are programmable. One way to reduce
cost further is to use fewer via masks. In this section we shall describe
how to construct a single-routing-via-mask fabric.

Suppose we use six metal layers for a fabric, let via3 (between M3
and M4) be programmable and other via masks be fixed. To make all
the wire segments usable for routing, all the wires below M3 must be
brought to M3, and the wires above M4 must be brought to M4 by
fixed connections (fixed via4, via5 and wires) to access the potential
vias between M3 and M4 segments.

We attach two dedicated M4 segments, called accessing segments,
to both ends of each M5/M6 segment. Fig. 5(a) shows an example.
The M5 segment is connected to the accessing M4 segment by fixed
vias (via4). Because every accessing M4 segment has several potential
connections to the M3 segments by programmable vias (via3), the
MS5 segment can connect to the M3 segments. Going up through one
more via (from M3 to above M4), the M5 segment can also connect
to other M4 segments. Moreover, through the accessing M4 segment
of another M5/M6 segment, a signal can go back to the upper layer
again. The red line in Fig. 5(a) shows a path of a signal, from M5
down to M4, M3, and then up to M4 and M5 layer. When an accessing
M4 segment is parallel to an M5 segment (see Fig. 5(b)), a route may
take a longer detour. Similarly, an M6 segment is connected to the
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(c) an M6 segment is perpendicular to an M4 segment

Fig. 5. M5/M6 segment connection in a single-via-mask fabric. Bold lines
represent the potential signal path.

accessing M4 segment by stacked vias (via4 and via5) to access the
potential via sites between the M3 and M4 (shown in Fig. 5(c)). In
this way, a route can make use of fixed M5/M6 wire segments but
will need to come down to M3/M4 each time it changes to another
wire segment.

The penalty of a single-routing-via-mask fabric can be summarized
below.

o Two dedicated accessing M4 segments have to be attached to
each M5/M6 segment at two ends. As a result, the M4 segments
available for local routing are reduced, which could worsen
routability.

e An M3/M4 segment can only access an M5/M6 segment at
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its terminal (through the accessing segment). However, it can
connect to a M5/M6 segment in the middle by programmable
vias. This causes some performance penalty but significantly
improves routability.

IV. FABRIC ARCHITECTURE

The various routing structures are tested on a via-configurable gate
array (VCGA) [12] shown in Fig. 6(a). A VCGA consists of an array
of via-configurable blocks (VCBs). Each VCB contains four basic
logic elements (BLEs). A BLE contains one via-configurable cell
(VCC) and two via-configurable inverter arrays, which can implement
both combinational and sequential functions customized by a vial
mask. There are two types of BLEs, odd-BLE (O-BLE) and even-
BLE (E-BLE), which have different orientations. Fig. 6(b) and (c)
show the M2 patterns for an E-BLE and O-BLE, respectively. All
the inputs and outputs of a BLE are provided through the M2
segments. To reduce the routing stress on the top metal layers, the
VCGA provides also a few inter-BLE M1/M2 wire segments for short
connections between neighboring BLEs as shown in Fig. 6(d). A via-
configurable switch box is used to switch a signal between horizontal
M2 segments and vertical M1 segments.
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Fig. 6. Via-configurable gate array

V. FAST DESIGN MAPPABILITY ESTIMATION AND VALIDATION

Although the fixed routing structures can lead to much better
manufacturability and significantly reduce mask cost, they might
cause serious routability problems due to their inflexibility. When
we map a design to a fabric with fixed routing structures, we want to
know quickly whether the mapping is feasible. This not only depends
on whether the fabric contains enough logic for the design, but also
depends on whether the fabric can provide enough routing resources.
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The mappability estimation should consider the required white-space
to accommodate the routing needs.

In this section we describe our routability-driven design flow. Fig. 7
outlines our flow. Given a circuit netlist, we first pack it into circuit
blocks such that each of them can be mapped to a master block. The
main objective of the packing step is to achieve high design density
and low inter-block connections. We adopt the algorithm in [13]. We
then place circuit blocks. After we have an initial cell placement,
we do a fast global routing by constructing Steiner trees for each
net. We calculate the routing usage over each block and obtain an
accurate estimation of congestion over each region. By combining the
routing demands over each row and column with the routing supply
provided by the given routing architecture, we determine whether
and where extra master blocks must be inserted to provide enough
white-space to eliminate congestion. After allocating white-space,
we can immediately know whether the design is mappable at this
stage by comparing the size of the fabric and the size of the design
with required white-space. To validate our white-space allocation
algorithm and complete our design flow, we perform an incremental
cell movement to reduce congestion. With a routing tree already
constructed, we can have an accurate evaluation on congestion change
due to the cell movement. The evaluation is also very fast since it
involves only a few partial routing tree segments which connect to
the moved cell. The routing trees are incrementally updated when we
move a cell. At the end, we rip-up nets passing through congested
regions and re-route them using a more effective, yet more expensive
method, e.g., maze search. The global routing results are then fed into
a detailed router to complete the design. In the following section, we
shall describe in detail the congestion-aware white-space allocation
and incremental cell movement.

l netlist

Cell Packing
Initial Cell Placement

|

Initial Fast Global Routing

|

Congestion Estimation
Whitespace Allocation

|

‘ Incremental Placement and Routing ‘

|

‘ Global Rip—up and Re-route ‘

|

‘ Detailed Routing ‘

Fig. 7. Routability-driven design flow.

A. Congestion-Aware White-space Allocation

After initial global routing, we have an accurate estimation of
routing usage over each region. When the routing demands exceed
the routing supply, congestion occurs. A few congested spots could
be relieved by re-routing some nets if there are extra routing resources
nearby. When there are excessive overflows, e.g., very limited routing
resources in some routing architectures, or highly complicated inter-
connects in some designs, we have to allocate some white-space, i.e.,
add more master blocks, to accommodate the routing needs.
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Conceptually, we need to answer two questions for white-space
allocation: how much white-space should be allocated, and where
they should be put. The first question is hard to answer without
considering the capability of white-space reducing congestion. For the
second question, ideally, white-space should go to congested regions.
However, the manner of implementation is not trivial. If we force the
white-space at congested regions and move away cells which were
originally there, it’s hard to guarantee that no new congestion will
occur, particularly when the stresses of routing in regions around
congested spots are also heavy. This method is equivalent to adding
extra master blocks at the boundary of the original placement and
then moving them to the congested regions as shown in Fig. 8(a).

To overcome the above difficulties, we propose a fast row/column
based in-place white-space allocation scheme. We directly insert a
row (column) of master blocks into the congested region and shift
the other rows (columns) (Fig. 8(b)). As a result, the original cell
placement is shifted. The existing routing is shifted or expanded
across the allocated row/columns. Therefore, the original congestion
estimation for each row/column does not change. The inserted empty
blocks provide a space near the cells to be moved from congested
regions. In this way, the white-space is quickly allotted to congested
regions without generating new congestion. Moreover, the insertion
of new rows (columns) is based on in-place routing demand-supply
estimation. Hence the amount of white-space needed can be accu-
rately determined.

Added blocks
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Fig. 8. White-space allocation and cell movement to eliminate congestion.
Filled blocks represent congested blocks.

To determine where to insert a row, we scan rows from bottom
to top, accumulating the routing usage over rows. An empty row is
inserted when the following demand-supply condition is satisfied.

PRUG!

> a((j—-i+1)+1)C (1)
r=1 W
U(r) > unli,r)
i=1
Chn = We ()

where wp(r,4) is the number of used horizontal track segments at

block B(%,r), ¢ is the number of total horizontal track segments at
a block, and W is the number of blocks in a row. In other words,
U (r) is the total routing usage of r-th row, and C, is the total routing
supply of a row. The scan goes from row ¢ to row j. « is the routing
efficiency factor. Because not every net can be routed completely
straight, and extra jogs consume routing resources, « is set around 0.7
for our experiments. The left-hand side of the inequality represents
the total routing demands over the scanned rows, and the right-hand
side represents the total routing supply of the scanned rows plus the
empty row to be inserted. When the above condition is satisfied, we
insert an empty row after the most congested row among the recently
scanned rows. We then move the scanning point to the next unscanned
row and continue the above procedure.

In practice, we observe that a large span of scanned rows may not
be effective in reducing congestion. The reason is that cell movement
is difficult due to other constraints if available empty sites are far
distant from congested spots. Therefore, we choose a local scan
window of width A. Only when the condition (1) is satisfied over a
local scan window, we insert an empty row. If not, we shift the scan
window one row forward. The width of a scan window is a function
of circuit width W, i.e., A = SW, where 3 is a constant around
0.1 in our experiments. Algorithm 1 shows the pseudo-code of our
white-space allocation scheme.

Algorithm 1 Empty Row Allocation

1: calculate routing usage U (r) for each row r;
2: A =pW,

3: sum_usage := 0;

4: nScannedRow := 0;

5: {H is the circuit height}
6: for r :=1to H do

7:  sum-_usage := sum_usage + U(r);

8 nScannedRow++;

9 if sum_usage > ax(nScannedRow+1)xC,. then
10: H++;

11: idx := the most congested row between row (r-
nScannedRow) and row r;

12: insert a row of blocks at row (idx+1);

13: shift cells in row (idx+1) to row (H) up by one row;

14: sum_usage := 0;

15: nScannedRow := 0;

16:  else if nScannedRow > A then

17: sum_usage := 0;

18: nScannedRow := 0;

19:  end if

20: end for

Empty columns are inserted in a similar way. By inserting
rows/columns of blocks based on the initial congestion estimation,
we hope to provide enough tight routing resources for a circuit so
that no design iterations are required to achieve routable designs.

The only problem of this white-space allocation scheme is that it
might allocate more than enough white-space. But from experiments
we see it provides a tight estimation. The simplicity and great
efficiency make it very useful for fast design mappability estimation.

B. Increment Cell Placement and Global Routing

After congestion estimation, and possibly white-space allocation,
we have some empty sites around the congested regions. If no extra
blocks are allocated, it usually means the routing congestion can be
eliminated by local cell swapping. In either case, we incrementally
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move away a cell from a block which has hard constraint violations
or congestion.

In our flow, the incremental cell movement algorithm starts with
evaluating the costs for each block and inserting them in a priority
queue where the block with the largest cost is at the top. Each time
we choose a cell from the block with the highest cost it implies that
moving away the cell can result in the largest cost reduction for that
block. The movement stops when no gain can be achieved. We adopt
the move approach from [14], where incremental placement is used
for layout-driven optimization. We try the following cell movements:

« Move to a neighboring block.

« Move to a fanin block of the cell.

« Move to a fanout block of the cell.

« Move to a block where its topological sibling cell lies in.

We evaluate all the possible moves and each time choose the best
one.

Unlike [14] which uses a probabilistic wire-length model, we
utilize the existing global routes and hence have a deterministic
congestion measure. When a cell is moved to another block, the pins
belonging to the cell move accordingly. This invalidates the original
routing trees. However, when a cell is moved only one block, e.g.
moving to one of its four nearest neighbors, the routing trees are
only locally changed and can be updated quickly. Fig. 9 shows an
example where pin A is moved to a right block, and edge a moves
to @’ and b is discarded. In this example, we need only to examine
the routing grids through which the edges a, b and a’ pass.
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Fig. 9. Incremental Steiner-tree modification due to cell movement where
solid dots represent pins and hollow dots represent Steiner points.

When a cell is moved to another block at a distance larger than
one, we simply re-construct the Steiner trees for nets whose pins are
moved. In this way, we always maintain a valid global routing and
accurate congestion estimations.

Due to the nature of Steiner-tree construction used in initial global
routing, routing congestion might not be completely eliminated with
only the above incremental cell movement. Rip-up and re-route are
usually required as a post-processing step. In our flow, we rip-up
nets passing through the congested regions and re-route them using
the PathFinder algorithm proposed in [15]. Because we have already
allocated enough routing space, it is generally easy to fully eliminate
all the congested areas. Finally, the global routing results are fed into
a detailed router to complete the design.

VI. EXPERIMENTS AND DISCUSSIONS
A. Via-Configurable Routing Structures

We performed a set of experiments to examine particular routing
structures and trade-offs. The M3/M4 crossbar on top of a BLE in our
base architecture can accommodate 20 X 20 wire tracks, which along
with the four M1/M2 inter-BLE wires results in a base unit of 24 X
24 wire pitches. To evaluate particular routing architectures without
depending on white-space allocation algorithm, for each circuit we
use a binary search to determine the minimum number of extra tracks
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between blocks which need to be added to achieve routability. It is
the same approach as used in most of the FPGA research based
on VPR [16]. All the experimental results are based on 0.18mum
technology parameters. The resistance of a single via is 3 €2, and the
wire capacitance is 180 fF/mm.

We first investigated the capabilities of the three-base crossbar
structures discussed in Section II. The experiments were run on a
set of large MCNC benchmarks. We used only four metal layers.
Table I lists the results. The column #BLEs gives the circuit sizes
in terms of the number of packed BLEs. The columns under Extra
routing tracks show the number of added tracks per row (column)
required to successfully route a design using each crossbar structure.
From the table, we can see that the crossover crossbar structure
requires fewer routing resources than the jog-jumper (J-jumper in
the table) and the direct-jumper (D-jumper in the table) crossbar
structures. Consequently, due to the smaller total circuit area, the
crossover crossbar structure also yields the best results in terms
of the total wire-length and critical path delay. On average, a
circuit implemented using the crossover crossbar structure has 29%
and 10% less total wire-length compared to jog-jumper and direct-
jumper crossbar structures, respectively. It is 21% faster than the jog-
jumper implementation and 8% faster than the direct-jumper crossbar.
The experiment demonstrates the larger throughput of the crossover
crossbar structure.

We then examined the multi-layer routing structures with differing
M5/M6 segment lengths. Both M3/M4 and M5/M6 use crossover
crossbar structures. Fig. 10 shows the results for the circuit alu4.
From the figure, we observe that the total wire length increases when
the M5/M6 segment lengths increase. This is because, given the same
routing area, there are fewer routing resources for longer M5/M6
segments. As a result some routes will use only parts of the M5/M6
segments, which increases the route wire-length. We observe that
a circuit is not routable when the M5/M6 segment length is larger
than 6, unless we add extra routing area. When the M5/M6 segment
length increases, the number of used vias first decreases rapidly and
then slowly increases. The decrease is predictable since routing a
long net using shorter segments will take more segments than using
the longer segments and thus will lead to more vias. But when the
MS5/M6 segments are too long, the scarcity of available segments
causes more detours for a route and hence increases the number of
vias. The critical timing increases with a longer M5/M6 segment
length. We observed that the delay penalty caused by extra vias with
length-1 segment is less than 3% of the critical path delay, which
is much smaller than the delay increase (around 10~15%) due to
larger total wire length when having longer M5/M6 segment lengths.
This example shows that when routing resources are insufficient and
M5/M6 segments are required to provide local routing, longer M5/M6
segments would cause a performance problem. For some cases (for
example, bigkey) where M3/M4 segments are sufficient for local
routing, longer M5/M6 segments can result in better performance due
to reduced vias.

Next we examine the single-via-mask routing structure described
in Section III (There are actually two via masks in a VCGA since
the vial mask is required for cell function implementation). Due
to the fixed M5/M6 segment connections, a single-via-mask fabric
is less flexible for routing. Table II shows the results. In this
experiment, we chose length-4 M5/M6 segments and length-12 M4
accessing segments for a single-via-mask fabric. Column area incr
gives the area increase (extra area required for a routable design) and
delay incr gives the delay increase compared to the multi-via-mask
implementation with length-1 M5/M6 segments. We observed that
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TABLE I
TESTS ON MCNC BENCHMARKS FOR THREE CROSSBAR STRUCTURES WITH FOUR METAL LAYERS.

Circuit #BLEs Extra routing tracks Total wire-length Critical path delay (ns)
J-jumper [ D-jumper | Crossover | J-jumper [ D-jumper [ Crossover | J-jumper [ D-jumper [ Crossover
alu4 36 x 35 13 8 5 2263485 1925622 1691041 6.5 5.9 54
apex2 40 x 39 13 8 4 2749598 2327341 1969921 7.4 6.5 5.8
bigkey | 32 x 31 9 4 2 1419207 1155193 1065322 5.0 4.4 4.0
des 33 x 32 8 4 2 1225206 | 11058739 953461 7.1 6.6 6.3
elliptic | 48 x 47 10 4 2 3352078 2727386 24774522 21.8 17.7 17.7
ex1010 | 45 x 42 18 10 7 4620563 3645988 3239009 10.8 9.1 8.3
frisc 46 x 44 8 3 1 2505372 1988937 1829493 19.3 17.3 16.3
misex3 | 35 x 34 13 8 5 2117885 1797122 1576889 6.7 5.9 5.5
pdc 37 x 36 15 9 6 2641750 2181373 1933786 12.2 10.7 9.9
seq 39 x 38 14 6 5 2701991 2149068 1959774 7.1 6.1 5.6
L6 Tin;ing ‘+ ‘ 112 § observed that about 15~25% of delay improvement can be achieved
w 1o | Wirelength —5— 2 compared to the implementation with fixed metal masks in the multi-
E ' #vias @ 112 via-mask fabric.
B= en
S o108t 11 2 e .
2 e B. Routability-Driven Design Flow
3 &
g 1.04 F 109 }3} We also experimented with our routability-driven design flow. In
Z 108 é these experiments we assume that only four metal layers are used
1+ > © T 5 for the via-configurable fabric. With six metal layers there would
! ! ! ! ! ! ! 1 07 ~ be no routability issue for the available benchmark circuits which,

3 4 5 6
Length of M5/M6 segment
Fig. 10. The impact of different M5/M6 segment lengths for alu4.

TABLE II
SINGLE-VIA-MASK VS. MULTI-VIA-MASK FABRICS.

Circuit | . 2rea . delay Used M5/M6 WL(%)

incr (%) | incr (%) | length-1 [ length-4
alud 17.4 14.3 39.2 46.0
apex2 17.4 16.0 38.0 43.9
bigkey 0 2.5 44.2 49.0
des 0 53 47.2 51.1
elliptic 0 39 46.6 50.8
ex1010 46.0 254 429 514
frisc 0 2.0 39.7 45.0
misex3 174 15.2 39.5 46.6
pdc 26.6 16.7 40.2 46.1
seq 174 15.2 414 474

some designs with larger interconnect complexity are not routable
without adding extra routing area, although all of them are routable
using multi-via masks. Columns Used M5/M6 WL indicate the reason.
Compared to a multi-via-mask with length-1 M5/M6 segments, a
circuit implemented by a single-via-mask fabric uses on average only
42% of the M5/M6 wires that it would use in a multi-via-mask
implementation (Column length-1). Even compared to a multi-via-
mask fabric with length-4 M5/M6 segments (the same as in the
single-via-mask fabric), the M5/M6 segments still account for on
average 48% of those used in the multi-via-mask implementations
(Column length-4). This is because in the single-via mask, a segment
can connect only to two endpoints of an M5/M6 segment, but it can
connect to some middle points of an M5/M6 segment in the multi-via-
mask fabric. If extra routing area is needed, the delay will increase
significantly.

Fixed wiring in a fabric can cause numerous dangling wires
compared to the customized metal masks, particularly when a signal
switches from one direction to another in a crossbar. By cutting
dangling wires off to mimic the structured routing in [4], we have
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compared to the modern designs, are relatively small.

We performed the experiments using two flows. The first flow was
the same as the one used in the previous experiments, i.e., adding
more inter-block tracks instead of allocating white-space to solve
the routability problem. For fixed routing tracks, the second flow
described in Section V added white-space to solve the routability
problem. To compare our post-placement white space allocation
scheme with the in-placement white-space allocation scheme, we also
performed the experiments using Dragon from UCLA [7] which is
the only publicly available placer capable of allocating white-space.
Because Dragon cannot decide how much white-space is required,
we determine, via a binary search method, the minimum white-space
required to generate a congestion-free design.

We did experiments on the via-configurable gate array with
crossover crossbar routing structure. Table III shows the results. The
columns under Area increase give the percentage of area increase
over the original densely packed design for various methods. Column
Adding tracks lists the results of the first flow (varying routing tracks).
Columns WSA by Dragon and WSA by ours give the results from the
second flow (allocating white-space with fixed tracks) by Dragon and
our algorithm. The columns labeled diff show the area differences
between our method, the varying-track method, and Dragon. From
the table, we observe that on average, our white-space allocation
scheme requires 17% more area than the varying-track method, but
3% less than Dragon. Unlike in Dragon, we need several iterations
to determine the amount of white-space. However, experimentally
we observed that all the circuits were successfully routed in one
shot using our white-space allocation and incremental cell movement
algorithm. In some cases Dragon’s results are worse than ours because
of inaccurate congestion estimation. Fig. 11 shows as an example the
circuit ex1010. From the figure, we can see that Dragon allocated
too much white-space in the center of the placement area, but the
congestion actually occurred close to the boundary. In contrast, our
white-space allocation algorithm allocated white-space properly due
to the accurate congestion estimation based on the actual global
routing. Considering that the first flow is unrealistic for a fabric-
based design, our white-space allocation provides a very tight design
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Fig. 11.  Final placement after white-space allocation and incremental
cell movement for ex1010 using different white-space allocation schemes:
Dragon (a) and ours (b). There is no congestion using our white-space
allocation algorithm, but some remaining congestion (shown as the bold lines
in the circle (a)) occurs if using Dragon.

implementation in terms of final circuit area.

TABLE III
COMPARISON OF DIFFERENT CONGESTION ELIMINATION SCHEMES

Area increase (%) diff (%)
Circuit | adding | WSA by | WSA by with with
tracks Dragon ours tracks | Dragon
alud 46 64 61 +15 -3
apex2 36 77 60 +24 -17
bigkey 0 0 10 +10 +10
des 17 5 12 -5 +7
elliptic 17 32 47 +30 +15
ex1010 67 135 103 +36 -32
frisc 9 26 39 +30 +13
misex3 46 71 55 +9 -16
pdc 56 74 62 +6 -12
seq 46 64 59 +13 -5
AVG +17 -3

32

VII. CONCLUSIONS

In this paper we have examined various aspects of via con-
figurable routing structures. We have proposed a new crossover
crossbar structure which achieves much higher throughput than the
jog-jumper and the direct-jumper crossbar structures. As a result,
the area and timing of a circuit implemented using the crossover
crossbar structures can be greatly improved. We have shown how
to construct a single-via-mask fabric. Compared to the multi-via-
mask fabric, due to routing inflexibility, the single-via-mask fabric
can incur up to 25% delay penalty and 46% area penalty. We further
proposed a routability-driven design flow for fabric with fixed routing
resources. The flow features a fast yet efficient white space allocation
scheme and a congestion-aware incremental cell movement method
for reducing congestion. Experimental results show that our flow can
achieve results comparable to those of the variable-tracks-flow or in-
placement white-space allocation, but it is much more practical and
efficient in the context of fabric-based designs. Our flow could be
used by a fabric vendor to quickly evaluate different architectures.
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