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UNITED STATES DISTRICT COURT
NORTHERN DISTRICT OF CALIFORNIA
SAN FRANCISCO DIVISION

ADVANCED MICRO DEVICES,
INC., AND ATI TECHNOLOGIES
ULC,

Plaintiffs—Counter
Defendants
V. CASE NO. 3:14-CV-1012-SI
LG ELECTRONICS, INC., LG
ELECTRONICS U.S.A., INC.,

AND LG ELECTRONICS
MOBILECOMM U.S.A., INC.,

Defendants—Counter
Claimants.
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VIDEOTAPED DEPOSITION OF
STEPHEN MOREIN
Thursday, May 25, 2017

Reported By:
KATHLEEN WILKINS, CSR #10068,
RPR-RMR-CRR-CCRR-CLR-CRC
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VIDEOTAPED DEPOSITION OF STEPHEN MOREIN
BE IT REMEMBERED that on Thursday,

May 25, 2017, commencing at the hour of 9:04 a.m.
thereof, at ROBINS, KAPLAN, MILLER & CIRESI, LLP,
2440 El Camino Real, Suite 100, Mountain View,
California, before me, Kathleen A. Wilkins,
RPR-RMR—CRR-CCRR-CLR, a Certified Shorthand
Reporter, in and for the State of California,
personal ly appeared STEPHEN MOREIN, a witness in
the above—entitled court and cause, who, being by
me first duly sworn, was thereupon examined as a

witness in said action
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APPEARANCES

FOR THE PLAINTIFFS:
ROBINS, KAPLAN, MILLER & CIRESI, LLP
800 LaSalle Avenue, Suite 2800
Minneapolis, Minnesota 55402
BY: BRYAN J. MECHELL, ESQ.
Telephone: (612) 349-0172

E-mail: bmechel|l@robinskaplan. com

FOR THE DEFENDANTS:
FISH & RICHARDSON
THE MCPHERSON BUILDING
901 15th Street, NW, Suite 700
Washington, D.C. 2005-3500
BY: R. ANDREW SCHWENTKER, ESQ.
Telephone: (202) 626-6357

E-mail: schwentker@fr.com

ALSO PRESENT:
RAMON PEREZ, VIDEOGRAPHER
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May 25, 2017 9:04 A M.
PROCEEDINGS
STEPHEN MOREIN,
having been sworn,
was examined and testified as follows:

THE VIDEOGRAPHER: Good morning. Here
begins the deposition of Mr. Stephen Morein in the
matter of Advanced Micro Devices versus LG, et al.
Today's date is May 25th, 2017, and the time is
9:04 a.m. This deposition is taking place at
Robins, Kaplan in Mountain View, and it was made
at the request of counsel for defendants.

| am Ramon Perez, the videographer, here
with our court reporter, Kathleen Wilkins. We're
here from Gregory Edwards, LLC.

Counsel, please identify yourselves for
the record and state whom you represent.

MR. MECHELL: Bryan Mechell from Robins,
Kaplan on behalf of Advanced Micro Devices,
Incorporated, and ATl Technologies, ULC.

MR. SCHWENTKER: Andy Schwentker from
Fish & Richardson on behalf of the LG Electronics
defendants.

THE VIDEOGRAPHER: The court reporter

may now swear in the witness
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MR. MECHELL: 1'd also like to add that
|"'m here on behalf of Mr. Stephen Morein.
STEPHEN MOREIN,
having been duly sworn,
was examined and testified as follows:
EXAMINATION BY MR. SCHWENTKER
BY MR. SCHWENTKER:
Q. Good morning. Could you please state

your name for the record.

A. Stephen Lindsay Morein.

Q. Morein?

A. Yep.

Q. Like the Orion constellation, but with
an "M"?

A. Mispronunciation of an invented word

from Russian, actually

Q. Okay. But does ——

A. But pronounced |ike that is accurate,
yeah.

Q. So it rhymes with Orion?

A Yes.

Q. Okay. There's been much internal debate

about the proper pronunciation, so glad to have
that cleared up.

Let's see. Could you —— what's your
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home address?

A.
Q. And who is your current employer?
A. Current employer is Synaptics

Incorporated in San Jose.

Q. And how long have you been with
Synaptics?

A. About five — five years and a few
months.

Q. And where were you employed before
Synaptics?

A | was briefly part of an attempt to do a

start—-up in Singapore. And before that, | was at
ATI.

Q. Let's see ——

A. ATI/AMD. At that point, it had been
bought by ATI, so it was AMD. Bought by AMD, so
it is now AMD.

Q. When did you leave AMD/ATI?

A 2000 —— let's see, 2008/2009-ish
Q. And when did AMD buy ATI?
A

To the best of my recollection, about
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two years earlier than that.
Q. And you had been with AT| before that?
A. | first joined ATI in the Boston office
in '97. Was there for seven years. Took about a
year and a half off, and then rejoined in the
San Jose office. During that year and a half off,
| was doing consulting for ATl and for another

company, Multigig.

Q. Have you ever been deposed before?

A. | was deposed quite a few years ago,
by — for an Intel versus Broadcom lawsuit, patent
lawsuit.

Q. Do you recall when that took place?

A. | cannot recall right now. | can't even

remember if | was in San Francisco at that point
or in San Jose — or in Boston

Q. What —— what's your relation to the
Intel versus Broadcom lawsuit?

A. So my first — the first company | was
part of after — after leaving college was a
graphic chip start-up | was one of the founders
of. | did two patents during my time there.

And Broadcom —— after | had left the
company, Broadcom acquired their reconstituted

company and, therefore, came into possession of
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those patents
Q. Okay. So you were deposed as an

inventor of one of those patents ——

A. Yep.

Q. —— that was owned by Broadcom at that
point?

A Yeah.

Q. And is that the only other time you've

been deposed?

A. To — yes. Correct. | don't recall any
other times | was deposed

Q. It's a painful enough experience that
you'd probably remember.

MR. SCHWENTKER: Bryan, | don't think we
have a copy of the transcript from that deposition
in the Broadcom case. To the extent that AMD or
ATl has it or has access to it, we would request
that it be produced

MR. MECHELL: Okay. We'll take that
under advisement.

BY MR. SCHWENTKER:

Q. I's there any reason you can't give
complete and accurate testimony today?

A. To the limit of my memory, there is no

reason | could not.
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Q. And |'Il just go over a couple of the
ground rules. |'m sure your counsel probably
covered these with you, but |'Il be asking

questions today. And, unless your counsel
instructs you not to answer, | will expect you to
answer the gquestions.

Do you understand that?

A | do understand that

Q. And, of course, you understand that
you're under oath as if you were in a court of
law?

A | do understand that

Q. And | will — "1l assume that you
understand my questions unless you ask for
clarification.

Is that fair?

A That is fair.

Q. And we can break any time you want. The
only thing that | would ask is that if there's a
question pending, that you answer the question,
and then we can take a break.

Do you have an understanding of why your
participation in this deposition is relevant to
the case between —— or the case brought by AMD and

AT| versus LG?
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A. My understanding, that one of my
patent —— one of the patents | filed as an

employee of AMD is at question here.

Q. Do you know which patent that is?

A. The initial unified shader patent

Q. And when you say "initial unified shader
patent, " is that because there have been

subsequent unified shader patents?

A There have been continuations and other
patents filed with my name on it on unified
shader. So this is the first patent that | filed
on unified shader.

Q. And did you review that patent in
preparing for your deposition?

A. Yes, | did.

Q. When did you review it?

A. Multiple times over the past two, three
months.

Q. And before the last two or three months,

when was the last time you had reviewed it?
A The last time | believe | reviewed it
was when we filed it.
Q. When you filed the patent application?
A. Correct. When | basically — did the

final review and signature and assignment as an
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emp loyee.

Q. How much time do you think you've spent
reviewing the patent in the last two or three
months?

A. Total time in preparation for this has
been about 12, 13 hours, including time searching
for any documents | may have in response to the
subpoena.

MR. SCHWENTKER: Okay. This is probably
a good time to introduce the subpoenas.

(Whereupon, Deposition Exhibit 1

was marked for identification.)

THE VIDEOGRAPHER: Exhibit 1.

(Whereupon, Deposition Exhibit 2

was marked for identification.)

THE VIDEOGRAPHER: And Exhibit 2.
BY MR. SCHWENTKER:

Q. The court reporter has handed you
Exhibit 1, which is a Subpoena to Produce
Documents, Information or Objects or to Permit
Inspection of Premises in a Civil Action directed
to you.

Do you see that?

A. Yes, | do

Q. And Exhibit 2 is a Subpoena to Testify
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at a Deposition in a Civil Action
Do you see that?

A Yep.

Q Okay. Do you recognize these subpoenas?
A. Yes, | do

Q And you mentioned that you searched for
documents in — in response to a subpoena. s
that Exhibit 1 that you're —

A. Yes, it is.

Q. —— that you were referring to?

Did you find any documents in your
search?

A. We searched quite exhaustively, and |
was unable to find anything that was relevant.

Q. And where did you search?

A. At my — my current —— at the current
house where we lived. We've moved several times
since the —— we filed the patent, and anything |
may have, plus | was required to destroy ——
obviously destroy and return any documents when |
left AMD.

But | did search what | have remaining,
in particular, old storage devices | had, and |
was unable to find anything.

Q. | assume you were looking for documents
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relating to the patent; is that accurate?

A. | was looking for documents related to
the invention of unified shader, which led to the
filing of the patent.

Q. So would that include — or, | guess
did your search include a search for documents
relating to any projects or products that you were

working on ——

A Yes.

Q. -— that led to the —— the '871 patent?
A Yes.

Q. And you didn't find anything?

A Correct.

Q. Let's see. And Exhibit 2 is the

subpoena to testify at a deposition.
Do you understand that you are appearing

here today pursuant to that subpoena?

A. Yes, | do

Q. Okay. You said that when you left
ATI/AMD, you —— you were required to destroy or
return documents?

A Correct.

Q Do you recall doing that?
A. Yes, | do
Q

And was that pursuant to the company's
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policy?
A. Correct.
Q. When you were at ATI, did you —— did you

keep any kind of notebooks?

A. | was a relatively poor note—taker;
however, most of the record of the work | did was
in the email system and in presentations | made to
other parts of the company, to convince them that
my proposed scheme was —— was going to be the best
one.

Q. So you didn't have, like, a lab notebook

or anything of that nature?

A. | did have several notebooks which were,
you know, left in the Boston office when | left.
Again, they were —— there may be some notes in

there related to these patents at the time of
conception, but | don't have any access to them at
this time.

MR. SCHWENTKER: Bryan, | don't think
we've seen those notebooks, so we would ask that
you search for them and produce them if —— if they
are still available

MR. MECHELL: Certainly. | know those
searches have been conducted, but we'll take the

request under advisement.
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BY MR. SCHWENTKER:
Q. Let's see. So you're —— | understand
that you're represented by Mr. Mechell here today;

is that correct?

A Correct.

Q. When did you find out about this
lawsuit?

A | didn't find out about it until |

received the subpoena.

Q. And when did you — was that last
November or December?

A | believe December.

Q. And what did you do when you found out
about the lawsuit?

A. | contacted, through Linked —— |
contacted, through LinkedIn, a Linkedln contact |
have who is an attorney for AMD and asked to be
put in contact with whoever was actually handling
the lawsuit.

Q. What's —— what's your understanding of
what the case is about?

MR. MECHELL: Objection. Calls for a
legal conclusion.
THE WITNESS: As a nonlawyer, AMD

believes that one or more products that LG has
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infringes upon the —— the patents under question.
BY MR. SCHWENTKER:

Q. Since you didn't find out about the
lawsuit until you received the subpoenas, | assume
you weren't involved in any discussions or
decisions to file the lawsuit?

A. Correct.

Q. What did you do to prepare for your
deposition?

A. Reviewed the —— the patent, received a
review of the deposition process, did the prior
art search, and discussed the timing of when the
invention happened.

Q. When you say you did the prior art
search, what are you referring to?

A. Sorry. The ——

MR. MECHELL: Objection to the extent it
calls for attorney—client privilege
communications.

THE WITNESS: Let me apologize. |

misspoke. | reviewed the —— the patent —— the ——
please let me correct what | said. | reviewed the
patent that we had filed — filed. | did not mean

to say prior art.
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BY MR. SCHWENTKER:

Q. Okay. Okay. And that brings up a
point. If at any time you misspeak, then feel
free, you know —— please correct the record so

that the transcript is accurate.

A Yeah.

Q And did you meet with counsel?

A Yes.

Q When did you meet with —— with counsel?
A By face to face, | guess is about three

times since the beginning of the year.

Q. Did you meet with counsel yesterday?

A. Yes, we did. Yes, | did. Yes, we met.

Q. And how long did you spend with counsel
yesterday?

A Three and a half hours.

Q. The other two times that you met with
counsel since the beginning of the year, how
many — how much time did you spend with counsel
those two times?

A. About five hours the previous time and
then | think only a couple additional hours before
that. And then there was one subsequent meeting
with somebody from this office, basically to hand

over a storage device. Ultimately had no
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documents, no data relevant to this case, but

might have.
Q. | believe earlier you mentioned that —
or you said you had spent — | think you said

twelve and a half hours or so, reviewing the
patent.
Am | remembering that correctly?

A. Reviewing the patent, searching for
documents and preparation. Total hours till —
till today

Q. And do those hours include your time

meeting with counsel?

A. Yes.

Q. Have you talked to anyone besides
Mr. Mechell in preparing for your deposition?

A. No conversation deeper than to state

that this is happening and |'m participating.
Q. You haven't talked to the other three

inventors listed on the '871 patent?

A. No, | have not.
Q. When —— let's see. Do you recall their
names?

A. Andi Skende, Laurent, Andy Gruber.
Q. When was the last time you were in

contact with each of them?
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A. At this point, several —— several years.
If you do not include, for example, the invitation
message on Linkedln and the response, | have not
talked —— talked to them or had an email
conversation with any of them in at least seven
eight years.

Q. Is that — let's see. At that time,
were you still at ATIl, or was that after you had
left ATI?

A. | don't think | saw any of them after
left ATI/AMD.

Q. Okay. Are you aware that two of the
named inventors have been deposed in this case?

A. Yep.

Q. Did you review their deposition
transcripts?

A. No, | have not seen the deposition

transcripts.

Q. Or deposition videos?
A. No, | have not.
Q. Did you review any documents besides the

'871 patent in preparing for your deposition?
A. We —— | reviewed several of the
specification documents which were produced —— my

understanding, produced to you as part of the

GregoryEdwards, LLC | Worldwide Court Reporting
GregoryEdwards. com | 866-4Team GE

ATI Ex. 2101
IPR2023-00922
Page 21 of 236



>tephen Morein — may 29, ZUl/

Page 22

o W 00 N o0 O b

12
13
14
15
16
17
18
19
20
21
22
23
24
25

discovery of this lawsuit.

Q. Do you recall which specifications
documents you reviewed?

A. Our architecture sequencer
specification. Some of the presentations to
management during the conduct of the project.

Q. Were those presentations that you gave?

A. None of the presentations that | gave

seemed to be part of the material that was shared

with me.

Q. Do you recall what the presentations
were?

A. Presentation on first triangle to

management, project status.

Q. Any others?

A. Nothing that | —— nothing that | can
recall. | mean, we went through the slides
relatively fast. | may have missed some of the

first slides identifying some materials, part of a
different presentation, but those were the
presentations | recall reviewing

Q. Let's see. And you mentioned the R400
architecture specification?

A. Yep.

Q. And sequencer specification?
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A. Yep.

Q. Any other specifications or
specification—type documents?

A There was a test — had to write a test
document describing the test infrastructure. |
don't recall other titles in the material |
reviewed.

Q. Obviously, you're —— you're a third
party, you're not employed by AMD, but are you
planning to go to trial in this case to testify?

MR. MECHELL: Objection. Vague.

THE WITNESS: | am expecting that |
would be — be subpoenaed to testify and that |
would do so if needed.

BY MR. SCHWENTKER:

Q. Would you go —— would you testify at
trial voluntarily?

MR. MECHELL: Objection. Vague.

THE WITNESS: | would expect to be —— be
paid my regular consulting rate for the hours
spent in preparation and for the testimony. But |
would expect that |'d voluntarily testify.

BY MR. SCHWENTKER:
Q. Are you — have you been —— strike that.

Are you being paid for your
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participation in this case?

A. | am being paid a rate, a reasonable
consulting rate for the time |'m spending in this
away from my primary job.

Q. And does that include both time you
spent — the twelve and a half hours or so that
you spent preparing for your deposition as well as
your time here today?

A. Yes, it does.

Q. And what is your — what is your
consulting rate?

A. $600 an hour. And that is based upon
what | did — |'ve not done consulting recently.
But when | did consulting between leaving ATIl in
Boston and joining ATl in San Jose, | did
consulting at a rate which was three times my
salary at that time, discounted to two and a half
times because both were — both contracts | did
consulting were long—term contracts.

So my current rate is three times ——
what is effectively my — my salary as a full-time
emp loyee now.

Q. | see. Okay

So you used the multiplier from when you

consulted —
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A. Correct.

Q. —— a decade ago or so ——

A Yeah.

Q. —— and applied it to your current
salary?

A Yeah.

MR. MECHELL: Just a quick reminder for
the witness to just wait for the rest of the
guestion before answering
BY MR. SCHWENTKER:

Q. All right. [I'd like to find out a
little bit more about your background.

Did you go to college?

A. | went to Rensselaer Polytechnic in
Upstate New York

Q. When did you graduate?

A. The answer is a little bit complicated,
because | finished at RPI itself in '93, started a
company that summer. | still had two courses
necessary to actually receive my degree, and so |
did not actually receive my degree till my first
company had died, about two years later, when |
finally had time to take —— at that point it was
required to be — a studio art course, to finish

my computer science degree
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Q. So that was about 1995 when you — when

you actually received your degree?

A. '90 —— '96, | believe

Q. And you said your degree was in computer
science?

A Correct.

Q Did you have any kind of thesis?

A No. No, | did not.

Q. Do you have any graduate education?

A | do —— | only have a bachelor's degree
|'ve hired Ph.D.s. |'ve — but | have not

actual ly received any degree beyond a bachelor's
Q. So you said that when you finished at
RPI in 1993, you started a company.
What company was that?
A. Reality Simulation Systems. And we were

doing silicon for graphics hardware for virtual

reality.

Q. You said Reality Simulation Systems?

A. Systems, correct.

Q. You were one of the cofounders?

A Correct.

Q. What was your role at Reality Simulation
Systems?

A. Sort of a combination initially of
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president, CTO. My cofounder, Michael Lewis, was
more of the implementor of what we created.

Q. And what did you create?

A. We did an improved version of a — of a
graphics architecture known as processor per
primitive, and tuned it for doing very high—frame
rate, low—latency graphics for virtual reality.

It was a silicon chip for doing 3D graphics

Q. How did you get into that field?

A. | was always interested in computer
graphics. During the time period that | was at
Rensselaer Polytechnic, as an undergraduate, | was
involved in a graphics research lab that was
there. Met my — my then partner, Michael Lewis,
at —— in that graphics research lab. And we
basically had the — the idea there and started
the company, the incubator center at RPI.

Q. Did you — did you receive funding from
RP1?

A. No, we did not. There —— you could
argue that, for example, the building we were in

was, to some degree, subsidized by RPI, but there

was no direct — there was no direct funding.
Q. Did you receive funding from other
sources?
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A. Correct. We received angel funding from
a couple sources, one being my father. The other
funding source ultimately was a investor —— an

individual investor from the Boston area

Q. How did you get interested in computer
graphics?
A. | cannot actually recall how | first

became interested in it. But | did most of the
course work to get a minor in electronic arts at
Rensselaer also. And basically from a very
earlier stage, did, you know, an Apple 2 — basic
2D graphics games. And then once in college, did
quite a bit of programming for 3D graphics. Was
part of a virtual reality user interface project
at RPI.

Q. Let's see, earlier you said that you and
Mr. Lewis were involved in a graphics research lab
and had the idea there

What was the idea that you — that the
two of you had?

A. Michael Lewis, very interested in gaming
and location—based entertainment. And at that
point in time, there were several efforts to build
in the larger world location—based entertainment

centers.
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For example, here in the Bay Area,
there's the Flight Simulator 1 that was based near
NASA Ames. | cannot recall the name of it.

There's also an effort to do MechWarrior
location—based entertainment. He was interested
in trying to build something like that. And in
our discussions together informally, in and around
RPI, we realized that the —— you know, in trying
to figure out how to do an whole system, we
real ized there was an opportunity specifically on
the graphics.

And the desire for real—time meant that
a graphics architecture called processor per
primitive had been implemented only a couple times
before, with some additional twists, would be a
good choice to build a system and scale would be
smal |l enough that a small start—-up company could
actually build it.

Q. And what was the —— that term or phrase

you used, "process primitive"?

A. Processor per primitive

Q Processor per ——

A Primitive

Q. —— primitive

A So the very simply introduction to this
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is you've got an array of processing elements.
You give a portion of the geometry to each one of
processing elements. You broadcast out that say
we're on this pixel on the screen, and those ——
those processor elements that have that pixel —
sorry, that geometry that intersects that pixel
say, yes, |'m physically present here. Here's my
color at this location
The first implementation of this was in

the '60s for NASA, for a Moonlander flight
simulator.

Q. So how did your implementation differ
from, for example, that implementation in the
'60s for NASA?

A. We used a much smal ler processor element
and did the additional computation of colors a
second stage after it. And so we basically had an
imp lementation much more tuned for VLSI
implementation.

Q. When you say "processor element, " what
do you mean?

A. In this case, it was a — again, this is
classical definition of the architecture. It's
used in textbooks. May not necessarily match the

use of a processor element in other context. But
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in this case, it was a computation element that
could basically compute if the current pixel
location was within the bounds of the geometry
ob ject.

Q. You mentioned —— or you used the word
"primitive” earlier. What's a primitive?

A. In general, it's a triangle. It's
conceivable it could be a different geometric
element. But for the purposes of computer
graphics hardware, it's generally a triangle or ——
an implementation we did, a primitive was a
trapezoid, so a restricted triangle.

Q. You also mentioned pixels. What's — |
guess what's the relationship between primitives
and pixels?

A So the —— the definition that we
general ly used in computer architecture
distinguishes between a primitive, a fragment, and
a pixel. In language, and even in language that
ends up in patents, we generally tend to,
unfortunately, confuse pixel and fragment.

But the definitions that | have
general ly attempted to use, and not always
successful ly correctly, always used consistently,

is that a primitive is a geometry element that |
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want to draw. A fragment is a — a pixel that
will be drawn into the frame buffer, and a pixel
is used for a fragment which has been drawn into a
frame buffer.

Q. All right. Let me see if | can try
to —

A. So a different — a different — a
different way to try and define it is if we start
at the back, a pixel is an element of an image
It has a position and ultimately a color, maybe
additional information there.

The image drawn to the frame buffer,
drawn to the image, is done by drawing fragments
to the frame buffer. So a fragment is a color and
potentially a depth that is supposed to be written
to a frame buffer at a specific location.

In discussing computer graphics
architecture, it's very useful to have a different
term for a fragment which will be drawn in to a
frame buffer as opposed to a pixel which is in the
frame buffer. Which is why we try and use a
different term for what, in common usage, would
both be called a pixel

Q. And when you say "drawn in to" —— or

"written to a frame buffer, " you're talking
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about — or are you talking about the — the frame

that's actually displayed on the screen?

A. In general, for common graphics
hardware, used for interactive graphics, | have
what's called a double buffer. So | will be

writing fragments into one buffer while displaying
from the other buffer. And then when |'ve
completed drawing this image, | would swap them.

Q. So a fragment refers to data that will
be drawn into a frame buffer; is that —

A. A pixel—-shaped piece of data which we've
drawn into the frame buffer. So, for example, a
simple way to think about the constraints on this
is if that if | think about drawing a triangle
that triangle might cover an area of 100 pixels

But if |'m doing 3D graphics using depth
buffer to maintain visibility, of that hundred
fragments that we write into the frame buffer,
only 20 of them might be visible because there may
be a triangle already in the frame buffer that
obscures some portion of the second triangle that
we're drawing right now.

And so we'd send 100 fragments to the
frame buffer, but the engine —— the front or back

end that's coupled to the frame buffer would
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compare the depth values and discard 80 of the 100
fragments as being not visible.

Q. Okay. |Is —— is there different data
within a — or — strike that.

Are you saying that the only difference
between a fragment and a pixel is which one is
ultimately displayed?

A. |'m not saying that. Though that is a

distinction between a fragment and a pixel

Q. Okay. What other distinctions are
there?
A. Fragments are generally considered to be

in flight. They have not reached the frame buffer
yet. And there is —— and they have not received
the processing required to merge them into the
frame buffer.

For example, a fragment may be marked as
50 percent transparent, which means it has to be
blended with the pixel that's already existing in
the frame buffer to get the final color.

Q. So is there additional data connected
with a fragment that —— such as transparency that
is no longer connected with a pixel?

A. In most likely hardware implementations,

yes. For example, a fragment must have — you
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have to have some information associated with the
fragment to know where —— what coordinate in the
frame buffer it needs to be written to
Once a pixel has been written to the
frame buffer, that's implicit in its location
(Reporter clarification.)
THE WITNESS: My apologies.
BY MR. SCHWENTKER:

Q. Okay. So a fragment has to have
location data, transparency data, things like
that?

A. If —— if transparency is part of the
system, then, yes.

Q. And what —— what about color? Do
they —— do they differ in how — in what kind of
color information they have?

A. A system may, for example, maintain
higher precision in the fragment for color than
ultimately in the frame buffer.

Q. What do you mean by "higher precision"?

A. The fragment value, for example, may be
a 16-bit floating point, while the value in the
frame buffer is only 8 bits per color component
versus a 16-bit floating—point value per color.

Q. You said "color component”? Did | hear
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that?
A. Correct.
Q. Okay. What do you mean by "color

component”?

A. In common use, a —— to generate a full
color display, | need red, green, and blue pixels.
And in addition, most systems use a fourth
channel, the alpha channel, which is used to
contain information about transparency.

Q. And would a pixel —— strike that.

So a fragment would have red, green, and
blue values and a transparency value in ——

A. Yeah.

Q. —— common usage?

And then what would a —— | guess what
values would a pixel have?

A. It may also have red, green, blue, and
alpha. The alpha in the frame buffer can be used
for a couple different things. |t can be used for
doing transparency forwards to backwards instead
of backwards to forwards.

That's a relatively complex concept to
explain, but a simpler case may be where | draw an
image into a frame buffer, and then we use that

image in subsequent processing. And | want to ——
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say where the object | draw is not present, | may
want to have a alpha value indicate that there's
nothing there, so then can take that image and
then blend it into another image to do
compositing

So there's applications for an alpha
channel even in a frame buffer, generally, if |I'm

going to use that image for further processing.

Q. You mentioned earlier a patent that
you — or that Broadcom acquired.

A Yeah.

Q. Did you develop that patent at —

A. RSSI.

Q. —— Real ity Simulation Systems?

A. Reality Simulation Systems, generally

abbreviated to RSSI. Yes, | did.

Q. Did you sell that patent?

A. | — the company effectively, at one
point in time, essentially ran out of money. We
had gone into partnership with a larger Japanese
company that did not work out. And there was an
opportunity to reform the company with new
management.

And at that point in time, | signed away

my right — my ownership of the company and my
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rights in the patents filed up until that point.
The new company was cal led Stellar, and was
eventual ly acquired by Broadcom.

You have to be careful because Stellar
was also used by a previous graphics hardware
company that had died a couple years before that.
That would not have been my choice for names

because of the confusion.

Q. Did you — did you work for Stellar?
A. At no point did | work for Stellar.
Q. So you sold your ownership or you signed

away your ownership of RSS| to Stellar?

A. | gave up my ownership in RSS| and
essential ly walked away, giving up all rights at
that point. And then Stel lar was acquired ——
sorry.

The remainder was acquired by Stellar
with —— giving a chance for the actual angel
investors to recover some money if Stellar
eventual |ly was to be acquired.

Q. Why did you walk away from RSSI?

A. We said — my essential alternatives at
that point was either let the company die ugly, in
which case nobody would have any chance of

recovering money, or walk away. So at that point
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| walked away.

Q. Who was left at RSSI?

A. My cofounder and the person that we had
hired as a — as a manager.

Q. What did you do when you left RSSI?

A. Went back to the East Coast, took the
remaining course required to get my degree, then
started —— after about six months, started

interviewing and got hired by ATl in the Boston

office.
Q. And when was that?
A. '97.
Q. Okay. So that was your —— that was your

second job out of college?

A Yeah.

Q. All right. What — | guess what
position or positions did you have at ATI?

A. So it was basically hired as architect.
Ultimately became fellow. When | joined ATI, the
Rage 128 project was in process. | spent some
time getting up to speed on that project and made
some comments on it. But primarily focused on
defining a new architecture for subsequent
hardware.

Q. Rage 128, is that a graphics processor?
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A. Correct.

Q. Let's see. You said you —— you were
hired as an architect and ultimately became a
fel low.

When did you become a fellow?

A. Was once | had rejoined AT| and after
the AMD acquisition in the San Jose office. So
that would be mid-2000s.

Q. Were you an architect during your first

stint at the company?

A. Yeah. | essentially always acted in a
lead architect role at —— during my time at
AT1/AMD.

Q. You said you spent some time getting up

to speed on Rage 128 but primarily focused on
defining a new architecture for subsequent
hardware.
What are you referring to?

A. The Radeon architecture, which was used
in the R100 and R200 series of chips.

Q. What was new about that architecture?

A. So some of the fundamental improvements
is we invented and implemented dust buffer
compression to reduce the bandwidth to memory.

And also did a lot of work on cache analysis and
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cache design to get significant improved
efficiency. And we also introduced sort of
first—generation early pixel shader capability.

Q. So those were — those were improvements
you made to —— that went into the R100 and R200
series?

A. Correct. | mean, the primary
contribution was how the whole system connected
together, and then to which specific inventions
were then attached to. The overall — overall

data flow of that design.

Q. Did you file patent applications on any
of those?
A. Yes. There's several patent

applications filed by myself and coinventors on
those improvements.

Q. Did those issue as patents?

A. Yes. | cannot remember at this point
what ratio of filings turned into patents, but
multiple patents were issued

Q. Were any of the inventors named on those
patents the same as the inventors named on the
'871 patent?

A. | have not double—checked, so my memory

may be faulty. But most |ike —— because at that
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point, of the inventors on this patent, only
Andy Gruber was an ATl employee at that time.
Andy Gruber was the lead architect of the
Rage 128, so | took the architecture after that.
Q. Let's see. You mentioned
first—generation early pixel shader capability.
So do you mean —— well, what do you mean by that?
A. So the hardware had the capability of
doing three separate texture fetches. And a
combining function to combine the three fetch
colors plus the interpolated color would let you
implement a limited — limited functionality of

per—pixel instruction operations to generate a

color.
Q. Okay. So that's —— that's pixel
shading?
A. That is the beginning of pixel shading.
Q. So is pixel shading a technology that

was new at that point?

A. It was not new in the offline rendering
world. It was new in terms of real-time graphics
hardware.

Q. When you say "offline rendering world,"

what are you referring to?

A. Systems |ike RenderMan or ray tracers
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used for non-real-time rendering, for example, for
a movie, for television or commercial innovation,
where the process was to take significantly more
than 30th of a second to generate each image.

Q. Okay. So your —— so there's a
distinction between offline rendering that would
be used to create, like, an animated movie versus
real—time, which would be used in, |ike, gaming
applications, for example?

A. Correct. The non—real-time rendering
was generally done on general—-purpose computers
While to get the performance for a |imited subset
of features, it was necessary to run on dedicated
graphics hardware and find ways to implement as
much as you could of the desired feature set
within the constraints of being real—time
hardware.

Q. And so pixel shading existed in the
offline rendering world but not in real—time
graphics hardware when you started working on the
R100?

A. There was some prior efforts to try and
do real-time pixel shading. Mostly the University
of North Carolina pixel-plane system was the most

well known.
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MR. MECHELL: Counsel, we've been going
about an hour. When you can find a convenient
break time, that would be great.

MR. SCHWENTKER: Sure. Why don't we
take a break now.

THE VIDEOGRAPHER: We are off the record
at 10:07 a.m.

(Whereupon, a recess was taken.)

THE VIDEOGRAPHER: We are back on the
record at 10:16 a.m.

BY MR. SCHWENTKER:

Q. Welcome back

Before the break, we were talking about
your —— | guess your initial work at ATI.

What was the time frame when you were
working on the R100 and R2007?

A. R100 was basically started almost
immediately in '97, and the project moved forward
for a while. We acquired the Orlando office
shortly thereafter, and the project, from the
original conception, got changed to include a
vertex shader, which — well, sorry, a fixed
function transform engine, which is implemented in
the Orlando team

And that chip consisting of the overall
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architecture, which was my architecture, combined
with transform engine from the Orlando team, was
the product that was productized as R100
| was very peripherally involved in the

R200 design, which was an evolution of R100
design, which was largely done by the Boston and
Orlando team without a lot of effort from me,
"cause | was then moved on to working on trying to
find the subsequent new architecture we would use
in future products.

Q. You mentioned a transform — or, sorry,
a fixed function transform engine. What is that?

A. So the APls in existence, such as
OpenGL, at that point in time defined a
transformation stage which was several stages that
could be enabled or disabled to take a position of
world, position of an object, and transform it
into a screen coordinate.

And that fixed function, as defined by

the OpenGL APl and then generally translated into
DirectX API, was — you know, fixed function

transform was the terminology used for it.

Q. Is that the same thing as vertex
processes?
A. It is vertex processing, yes
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Q. And you started to use the word or the
term "vertex shader" earlier. |I|s that —
A. The fixed function implementation was

not based on an end user programmable vertex code.

Q. Is that what a vertex shader is —
strike that. Let me take a step back

What is a vertex shader?

A. So in the — in the current graphics
pipeline, it's now commonly known —— there is a
vertex shader stage, a primitive assembly stage, a
rasterization stage, a pixel shader stage, and
then a final process of taking the fragment
produced by the pixel shader and converting it
into a pixel to be in the frame buffer.

So in the first stage, we basically have
coordinates of points —— basically of endpoints of
lines, triangles, other geometry objects. And so
the purpose of the transform stage is to convert
that to a screen space coordinate.

Q. And if | can just interrupt real
quickly. Is that the vertex shader stage you're
referring to?

A. The vertex shader stage is part of the
overal | transformation pipeline.

Q. What else is in the —— or strike that.
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What else is part of the transformation
pipel ine?

A. Different architecture papers on
graphics hardware draw slightly different |ines.
So we don't say there's complete uniformity the
opinion of what a transformation pipeline
includes. But if we look at a preprogrammable
shading hardware example, such —— a good example
might be the SGI RealityEngine. They use an array
of general purpose processors to execute the
transform stage.

So they basically take the fixed
function defined by the — by the APIl, implement
it as code running on a processor, and then the
output of that goes to a rasterization stage which
generates the fragments that are processed by
texture mapping and basic blending and then get
ultimately sent and blended into the frame buffer
as pixels.

So the language here can be a little bit
confusing because it could be argued by somebody
that the fixed function is implemented as a vertex
shader on the general purpose processor. But
without the capability of an application writer to

write code to change the operation of the vertex
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pipeline, it would be difficult to — you could
not really argue that that was vertex shading,
because it was not visible to the end user.

Q. Okay. And remind me again what the —
what the various stages you mentioned were.

Vertex shader —

A. So in the classic —— at the high —

MR. MECHELL: Objection. Asked and
answered.

THE WITNESS: Again, as | repeatedly
said, different people use different terminology
for this. At a simplest one, you could say the
graphics pipeline consists of a transform portion
and a pixel portion

If you broaden out, the first stage
involves the vertex transformation, primitive
assembly, rasterization, fragment processing,
texture and blending, and then the final frame
buffer operation of Z compare and blending of the
fragment into the frame buffer.

BY MR. SCHWENTKER:

Q. Okay. And you said that this was kind
of the classic architecture for graphics
processing

A. Yes. And by "classic, " essentially
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there's a lot of variation up to that point. The
OpenGL 1.0 specification sort of, to some degree,
unified that into a common expectation of what a
graphics pipeline was.

Q. So what you described is consistent with
the OpenGL 1.0 specification?

A. Yeah.

Q. And do you — do you know when that
specification was developed or released?

A. Sometime between —— it was during ——
during when | was in college, so sometime
between '89 and '93, the standardization happened.

Q. All right. | think — you already
talked about the vertex transformation stage.

What does the primitive assembly stage
do?

A. So the primitives that OpenGL
implemented included both individual triangles, as
well as structural triangle strips. So a triangle
is defined by three vertices. But in most cases,
in computer graphics an object can be made of many
triangles that are adjacent to each other,
attached.

So | need three vertices to describe one

triangle. |If | add one more vertex, | can
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describe two triangles because the new triangle
shares two vertices with the previous triangle.

So from —— to optimize the computation,
| can do my — | can transform those four vertices
independently. And then the primitive assembly
stage actually says, oh, these three vertices form
this triangle. This additional vertex plus those
two previous vertices defines the new triangle.

So the primitive assembly essentially
takes the vertices output by the vertex transform
stage and generates the actual geometrical
primitives that will be drawn.

In this case, "generated"” is — may not
be the best word because the connectivity is
specified by the programmer. And the primitive
assembly essentially takes the connectivity
information plus the vertex transform data to
generate the geometry to be drawn, not meaning to
imply that it creates the connectivity out of —
out of nothing.

Q. Okay. And so after the primitive
assembly stage, you have a series of primitives or
triangles defined.

Is that — is that accurate?

A. That's accurate for —— that's generally
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a good way of describing.
Q. And then the next stage, you said, is

rasterization?

A Correct.

Q. What is — what is the rasterization
stage?

A. Rasterization stage consists of turning

triangle, the geometry element into fragments.
And generally this is done by walking the triangle

in some fashion to generate the fragments that

cover the same —— cover the area of triangle.

Q. What do you mean by "walking"?

A. So in classical hardware, | would work
off edge equations. |'ve got —— |'d break the

triangle into an upper and lower portion, each
defined by a left edge and right edge, and would
walk the rows of that triangle.

In general, this has —— this has evolved
to a much more complex thing, where | essentially
have some —— an engine which essentially walks
some complex pattern within the triangle to
optimize locality for subsequent stages.

Q. So after the rasterization stage, you
have a number of fragments defined that cover the

area of the —
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A Yeah.
Q. —— of the —— of the triangle?
All right. The next stage you mentioned

was fragment processing?

A. Correct.
Q. So what happens in that stage?
A. Again, different people use somewhat

different definitions. There's parameters per
fragment. Sometimes this is viewed as happening
in the rasterization stage, the generation of
these values. Sometimes it's viewed as happening
in the fragment processing itself.

A triangle has parameters defined on the
coordinates. In the classic OpenGL pipeline
these parameters are a color per vertex and a
texture coordinate per vertex. And so these
values must be interpolated as part of the
rasterization, and so these values also provide
the fragment shading.

Other implementations may move that
functional ity to the fragment shading to generate
these values, but — and it's an implementation
detail. But then the fragment processing itself
consists of taking texture coordinate, if the

simulator implements texture mapping, doing a
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lookup to texture memory to find the color at that
texture coordinate, and then providing to the ——
the fragment processing is then combining that
color with the interpolated color to generate the

desired output value for the final process

fragment.

Q. That's in the example of using texture
mapping?

A Yeah.

Q. What if — what if texture mapping is
not used?

A. Then the fragment shading stage may be

very simple and simply pass the interpolated color
straight through.
Q. The next stage is texture and blending?
A. | included that as fragment processing
So at this point we have a completely colored
fragment, and we would pass it on to — we
defined, in the R400 architecture, the term
“render back end" for the block that takes
fragments and writes them —— does the final ——
(Reporter clarification.)
THE WITNESS: — does the final depth
buffer compare to determine visibility and the

final blend into the value of the frame buffer.
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BY MR. SCHWENTKER:

Q. So you said in the R400 architecture
you defined the term "render back end"? So that
was not something —

A. This stage existed, but there seemed to
be no uniform naming for it, so we used that name
to describe that block

Q. | see.

And when you say that it does the final
depth buffer compare to determine visibility, does
that mean that different fragments have different
three—dimensional depths and that one will be
essentially in front of another for purposes of
displaying on a screen?

A. As part of the rasterization process of
the parameter interpolation, we interpolate also
the distance of value to represent the distance,
and that value, the Z value, is passed through the
pipeline to be used ultimately in the render back
end.

That depth value also may be used to do
things |ike compute fog. The farther away from
something —— from the eye something is, you may
blend in a fog color. So when it's far enough

away, you just use a fog color rather than the
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color of the object in question, of the triangle
in question

Q. Okay. And you're saying "fog," like
what rolls into San Francisco all the time?

A. The vastly simplified version as defined
by OpenGL, but, yes

Q. And does Z value, is that like — is
that in the sense or X, Y, and Z coordinates?

A Yeah. So the individual hardware
sometimes used is W or reciprocal of W or various
other values that have a similar behavior of being
monotonic in distance from the eye

Q. But the — the general idea is distance
from the eye?

A Yeah.

Q. Okay. So in this — in this classic
architecture, was it typical for there to be
different hardware blocks that performed each of
these — or | guess corresponding to each one of
these stages?

A. That was very common to use different ——
in fact, pretty much mandated by — by the APl in
the performance level.

In early PC graphics hardware, the

transform and primitive assembly stages were done
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on the host CPU. That was, for example, true of
the Rage 128 product generation and prior
generations. And then R100 first implemented a
fixed function transform engine which was based
on — this is ATl NDA material, so |'m not sure if
| can share it.

| don't think we ever published anything
publicly on the Rage 128 —— on the R100 transform
engine. But it's — a typical implementation
would be to implement some sort of specialized CPU
on the die that would execute a priori fixed code
to do the transform stage

MR. MECHELL: 1'Il| desighate the
transcript highly confidential, outside counsel
eyes' only, pursuant to the protective order.
BY MR. SCHWENTKER:

Q. Okay. So in some —— in some instances,
|l ike the Rage 128, CPU was used for the transform
and primitive assembly phases?

A The host GPU

Q. The host CPU

s that —

A. Yeah. So, for example, the PC that the

graphics card was plugged into.

Q. Okay. And then did the graphics card
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have individual hardware units corresponding to
the remaining stages?

A. Yeah. So final portion from the
assembly, rasterization, and what we later started
calling the render back end stage and texturing
mapping stages.

Q. Was it ever done differently? In — in
other words, were there implementations where
there were not separate hardware units
corresponding to the stages at that time?

A. Not to my knowledge.

Q. You mentioned —— so we've been
discussing the R100 and R200

A Mh—hmm.

Q. Did you work on the R300?

A. So | was working on an architecture that
would have been the R300; however, we acquired the
ArtX company in Silicon Valley, and rather than
the architecture | was working on, they became
responsible for that generation

Q. So what —— | guess describe your
involvement in the R300.

A. We traveled to San Jose, presented many
of our ideas and concepts for the —— both the

R100, R200 architecture, as well as some of our ——
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some of our future ideas at that point. But | did
not have any day—to—day role in the R300
architecture

Q. But you were involved in the initial
development of concepts for the R300?

A. We presented the concepts that we had in
Silicon Valley, including several shader—-type
concepts. Again, this is quite a while ago, so
unfortunately without those presentations in front
of me, it would be difficult for me to recall what
exactly — the concepts we presented to the
Silicon Valley team at that point.

And, you know, in particular, later in
the process, presented a lot of the updated
shader —— shader control flows, designs, to
Mark Leather, who incorporated some of them into

his designs.

Q. And do you know if the concepts that you
provided were — were ultimately incorporated in
the R300?

A. | cannot recall specific items at this

point in time.
Q. Do you recall any of the concepts that
you presented in Silicon Valley?

A. We presented — |'m trying to remember
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time frame. | cannot —— at some point during the
R300 examples, we did present to them the unified
shader concept. However, we presented all the
stuff we had implemented, such as the depth buffer
compression, and the way we did texture caching
with renaming and other concepts.

Q. So the depth buffer compression, the
texture caching, those were —— those were concepts
that you had used in the R100 and R2007?

A. Correct.

Q. And then the unified shader concept you
mentioned, is that the concept that ultimately
ended up in the '871 patent?

MR. MECHELL: Objection. Calls for a
legal conclusion

THE WITNESS: Not —— not speaking as a
lawyer, but the '871 patent was a filing out of
the unified shader concepts for what we created
what was to then become the R400 architecture.
BY MR. SCHWENTKER:

Q. You mentioned that you presented the
unified shader concept in connection with the
R300.

A. No. | — be very careful with the

terminology | used.
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During the time frame of the development

of the R300, we presented it to them.

Q. What time frame are you talking about?

A. So to my recollection, this would be
in '99, 2000.

Q. When did you start working on the —
strike that.

How long did you work on the R3007?

A. | did not directly work and contribute
to the R300. The R300 was done by the Silicon
Valley team. We presented them our ideas and
concepts and work in progress.

Q. Okay. So —— so it's not like you
started working on R300 and then kind of handed it
off to Silicon Valley?

A. Correct. We had — | mean, the better
way to look at the sequences, we were working on
what would have been called R300. That project
was replaced with a project from the Silicon
Valley team. And then many of the concepts we had
for what would have been R300 got turned into
the —— what we refer to as the Crayola
architecture, the R400 architecture

Q. Crayola, |ike the crayon?

A. Yeah. 'Cause the architecture is going
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to have —— as a consequence of unified shader, the
color precision was going to be vastly higher. So
you'd have trillions of crayons in your box, was
the origins of the name.

For the — obviously for trademark
reasons, that was an internal code name only.

Q. Otherwise there could have been a very
different lawsuit.

Okay. So the —— what was the time frame
that you worked on the project that would have
been called the R3007?

A. Pretty much '99 onward, till when | left
the Boston office, which was 2003. With most of
the work happening in early 2000.

Q. And when did you — | guess when did the
Silicon Valley team take over developing the R300?

A. Again, | don't want to use the word

"take over." They had their own design from when
they were ArtX, and they took a lot of the
concepts of that. My impression was they took a
lot of concepts of that to become the R300.

They took the Orlando team's
transformation engine from the R200, and that got

evolved further to become the R300 transformation

engine. But the rasterization design was largely
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independent architected by the Silicon Valley team
with awareness of what we were looking at, but
independently developed.

Q. Okay. Okay. And so let me — let me
try to ask a better question

You said that you were working on what
would have been called R300, and that project was
replaced with a project from the Silicon Valley
team.

Do you recall when that took place?

A | cannot remember exact dates. It
happened very quickly after the acquisition of the
ArtX team.

Q. Okay. After that happened, did you
start working on the R4007?

A The work we had done till date on the
R300 — on our East Coast R300 architecture turned
into the R400.

| cannot recall at this time how many
members of the ultimate R400 architecture team had
joined during that earlier period. So
unfortunately, it was long enough ago, | just
don't recall to say exactly when we transitioned
or how clean that transition was from the

canceled —— not canceled, but when the 300 project
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that got given to Silicon Valley versus when we
officially said this is the R400 architecture.

Q. Okay. So sounds like you —— you can't
say for sure when you started working on the R400,
as it became known?

MR. MECHELL: Objection. Form.

THE WITNESS: | cannot say when we
started working it, but we do know that —— but
given the schedule, we had pretty much the
concepts in terms of unified shade and so on

Because of a necessity of convincing the
rest of the company unified shader was a good
approach, which was a long process, by early 2000,
we essentially had the architecture conceived and
had done work to validate it so that we could then
get the project approved to actually become
official ly what the architecture was going to be
for that, for the R400 design.

BY MR. SCHWENTKER:

Q. How long did you work on the R400?

A. As | said, the exact start point is
obscured by time, but at least four or five years.

Q. When — | guess when did you stop
working on the R4007?

A. As you know, the R400 transitioned into
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the Xenos so, again, it's not a — it's not a
straightforward, simple answer.

But up until the point where — when |
left the — the office in Boston, you could be —
it could be said that | was still contributing to
the architecture, even though at that point we
were way into implementation

If you ask at one point —— at what point
was the architecture complete enough so that | was
now tuning things rather than making architectural
contributions, by the time of, you know, that
first architectural spec, we were, you know,
largely done defining the unified shader
architecture

We had to make some changes to sequencer
after that point because of negotiations with
Microsoft, but by early, mid-2000, we had —— we

had completed the architecture.

Q. When did the R400 transition into the
Xenos?
A. Let's see. Trying to recall the exact

timing and | don't recall the exact date. The —
we were supposed to tape out the R400 at a certain
point. That date was, | believe, visible in some

of the schedules that have been —— have been
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produced.

One block, in particular, was very, very
far behind its desired schedule, to the point
where we were going to miss product launch dates
And the decision was made that we had to do
another iteration of the R300 as the outside world
visible R400 to deal with that schedule hold.

We had the opportunity to bid on the
Xbox design. We realized that we could do an
architecture, ignore — skipping over the very
late render back end block using a different
architecture for render back end, using a custom
embedded DRAM chip.

And so essentially we discarded the
render back end and proposed to Microsoft a new
design based on the unified shader plus an
embedded DRAM render back end, and that was the

winning bid for Microsoft

Q. For the Xenos?
A. Xenos project, yes.
Q. You said that one block, in particular,

was very, very far behind its desired schedule
What block are you referring to there?
A. The render back end block.

Q. What were the —— strike that.
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Why was the render back end block so
delayed?

A. My opinion was that there was an
excessively large gap between the architect and
the lead engineer, and it was very, very difficult
to get the lead architect to focus and —— and
architect the block in an implementable way.

Q. Did you work on the render back end?

A. | wrote many of the initial
specifications for it; however, the architect was
then owned by Larry Seiler, and | was unable to
influence or control them at that point.

Q. Who was the lead engineer?

A. To the — | believe — my recol lection
is J. Wilkenson was the block lead

Q. Was the render back end separate from
the unified shader?

A. In the implementation we did, the
unified shader ended by outputting fragments that
would then get sent to the render back end. So
both from a high—level architecture viewpoint as
well as from the implementation team viewpoint,
they were orthogonal.

As we demonstrated when, on the Xenos,

we put a completely different render back end onto
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the same RTL, the same design

Q. When did you leave ATI?

A. | left in '97. Sorry, 2000 —— sorry, |
joined in '97. | left in 2000 — seven years
later, 2003

Q. 2000 —

A 2004. Sorry

Q. You left ATI in 2004?

A Yeah.

Q Was the Xenos launched at that point
when you left?

A. No, it was not. It was actually not
launched till | had rejoined ATl full-time in the
Silicon Valley office.

However, the design was deep into
implementation. The terminology used was "time to
shoot the architects and have the engineering team
deliver, and let us stop fooling around with
things. "

Q. So that was —— that was when you left
ATl in 2004 that you're referring to?

A Yes.

Q. Why did you leave ATl in 20047

A. | had disagreements with the engineering

management, which had gotten more severe as time
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got on. | had been negotiating to move to the
Silicon Valley office, and actually there's a
miscommunication at that point, and | got
essentially fired, laid off, instead of
transferred. The mixed messages.

| immediately started a consulting
contract with the Silicon Valley office, but
realizing | had basically used maybe a third of my
vacation days of the previous five years
Primarily took some time off to go skiing.

Q. So you didn't — you didn't try to
correct the mixed messages that had resulted in
your being laid off?

A. | =—— if | had pushed, | could have been
rehired. | believe | could have been rehired
immediately into the Silicon Valley office. But
at that point, | was only staying in the Boston
office because, given that | had created the
architecture that was going to become the Xbox

360, | really wanted to stay until that was

delivered.

Once that opportunity was taken away
from me, | said, you know, it's time to take some
time off.

Q. So you view yourself as the person who
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created the architecture that became the Xbox 3607

A. The graphics and partitioning of the
silicon for the graphics, yes. Xbox.

Q. Did you buy an Xbox 360 when it was
released?

A. No, | did not.

Q. Did you ever buy an Xbox?

A. Never did. |'ve got a couple of the
gifts of the chipset in Lucite that looks |ike an

Xbox 360, but | do not actually have an Xbox 360.

Q. Why not?
A. | generally don't play games. The joke
we made is same as an illegal drug dealer. |

don't do my own product.

Q. How long did you work as a consultant
and ski?

A. So | left in — basically, | want to say
it was January —— probably January/February of

2004. Spent one month in Whistler, skiing.
Did —— during which | was not doing — | had
signed the contracts to do consulting but had not
actually started at that point.

During the summer, did consulting. And
then that following winter basically was in the

Bay Area about one day a week, and the rest of the
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time | was back at Whistler in Canada. And then
rejoined full-time in the May/June time frame.

Q. 0f 20057

A. Yep.
Q. So about ——
A. Again, these are my best recollections

of the dates, and it's been a while. A lot of
stuff in between

Q. But roughly a year and a half after you
left ATl in 2004?

A Yeah.

Q. When you rejoined ATIl, what —— you said
your position was fellow?

A. That came later, after the AMD
acquisition. | joined —— | rejoined not directly
in the architecture team, but joined Joe Macri's
IP team. So | was work — focused more on working
on defining DRAM architecture as part of the
membership in JDEC and looking at ways to do
semi—custom implementation of graphics pipelines
to get more —— more efficiency.

Meanwhile, |'m still constantly
discussing with the Silicon Valley architects and
proposing ideas and concepts, although that was

not my primary role at that point.
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Q. When did you become a fellow?

A. At some point in this time frame, and |
don't remember exactly when. | think it was about
midway to my return tenure to ATI, | moved back to

architecture, reporting first to Bob Drebin and
then to Raja Koduri. And | believe it was part of
that transition back into architecture that | was
given the title fellow after the AMD acquisition.

Q. Did your responsibilities change after
you became a fellow?

A. | — | would say more accurately that |
was given the title fellow when | switched back
into doing graphics or architecture, starting to
work on the architecture that ideally would have
replaced the R400 architecture.

Q. What do you mean by "ideally would have
replaced the R400"?

A. We —— | left ATl when the changes | had
been proposing for new architecture were generally
rejected for a subsequent game console bid for the
Sony PlayStation 4. And the decision was made for
the PlayStation 4 proposal to use the same
underlying architecture that — of the R400
architecture

Q. And are you referring to the R400 ——
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A. The R400 was introduced to the market as
R600. | generally refer to it, even though the
first ATI —— ATI/AMD product was the R600, | still
refer to it as the R400 architecture.

The R450, R470 and so on were R300
architecture chips, despite starting with R400,
because marketing had to have a new generation
even if it was the same architecture.

Q. So the —— okay. So the R400 you were
referring to in connection with the Sony
PlayStation 4 was —— was actually introduced to
the market as the R4 —— as the R600? Did |
understand that right?

A. Again, the ties into R600 and, let's
just say for all, very highly confidential to
ATI/AMD. The R600, the sequence was R400 was
transitioned as Xenos, R600 was the general
product released using —— using the same
underlying architecture with render back end
restored to it.

And then subsequent chips, R700, R800
and what was bid as — | believe, to my knowledge,
what was bid as the next—generation Microsoft and
PlayStation 4 are that — are that same R400,

R600, Xenos—based architecture with improvements.
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Q. When — when did you say you left ATI
the second time?

A. Was 2000 —— was 2004. Oh, sorry, the

second time? 2009. | believe around 2009.
Q. And why did you leave AT| at that time?
A. | was somewhat burned out and very

frustrated with not being able to move
architecture forward

Q. Why weren't you able to move
architecture forward?

A. We —-— generally, there's a disagreement
about how aggressive to be in terms of doing new

design versus iterations of the current design

Q. And where did you go when you left in
20097

A. So originally | basically did a complete
sabbatical. Did not do any work for a while. Had

some personal issues with my parents at that point
in time. My mother passed away. And then got
involved in a —— of all things, a banking start-up
based in Singapore, where | would have basically
been a reverse architect, in that role of telling
people that, no, the designs are actually not
ready to get funded for production

And | ended up working in almost a CIO
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role for that company when it was a start—up, but
we never got fully funded to the point to be able
to start operations. | was both an investor and
effectively a founder of the company.

Q. And how long were you —— or strike that.

What was the name of that company?

A. Pangaea Finance

Q. How long were you with Pangaea Finance?

A. | was —— never hit the point where |
was — where | would say | was working on a

full-time schedule, but | was active for about a
year and a half, trying to help get the company
off the ground.

| did not get a salary. Essentially, |
was being —— being basically both an investor and
being paid in — in basically the potential
ownership of what would have, hopefully, been a
successful company.

Q. Did it become a successful company?

A. No, it did not.

Q. Is it still in existence?
A. It is not in any sort of active
existence. | don't know the actual legal status

at this point. At some point | signed an

agreement giving up any ownership | had to it

GregoryEdwards, LLC | Worldwide Court Reporting
GregoryEdwards. com | 866-4Team GE

ATI Ex. 2101
IPR2023-00922
Page 74 of 236



>tephen Morein — may 29, ZUl/

Page 75

o W 00 N o0 O b

12
13
14
15
16
17
18
19
20
21
22
23
24
25

and — and walked away.

Q. And when you walked away from Pangaea
is that when you joined Synaptics?

A. That's when | started very actively
looking for other opportunities. |t was sort of
complicated by the fact that, given my IP
portfolio, it was actually somewhat difficult for
me to work at any graphics company without
knowingly infringing my own patents.

And | ended up joining Synaptics, to
work on display driver, rather than graphics chip.
Q. Okay. So you don't work on graphics

processing at Synaptics?

A. Reasonably correct statement.

We work — what | have worked on has
been display driver as well as touch, fingerprint
recognition, a sense —— portfolio to the degree
that some of that involves knowledge of graphics
processing and very basic graphics processing,
yes. But primarily |'ve been working in related,

but not directly graphics processing.

Q. How many patents do you have? Do you
know?
A. Last time | checked, | have about 92

issued patents.
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Q. And how do those — | guess of those
patents, which —— how many were ones that you
developed at RSS| versus AT| versus Synaptics?

A. There were two patents that were filed
by RSS| when | was there. There were some
additional filings at — well, Stellar, the
subsequent company, made with my name on it after
| had left.

The vast majority of the patents,
somewhere between 75 and 85 of the patents, |
don't know the exact number, are owned by AMD.

And there is probably — |'m trying to guess here,
but probably about ten issued patents from my time
at Synaptics. And probably another 90 filings
from Synaptics that are in the patent review, that
are basically — have been filed.

MR. SCHWENTKER: Let's see. We've been
going just at an hour again. Maybe now would be a
good time for another break.

MR. MECHELL: Okay.

THE VIDEOGRAPHER: We are off the record
at 11:15 a.m.

(Whereupon, a recess was taken.)

THE VIDEOGRAPHER: We are back on the

record at 11:21 a.m.
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BY MR. SCHWENTKER:

Q. Of the 92 issued patents that you have,
are there —— what do you view as the most
important patents?

MR. MECHELL: Objection. Vague.

THE WITNESS: The — and |'m not going
to identify individual patents because in several
case, several concepts were filed across multiple
patents. But, in general, the depth and color
buffer compression in unified shader are probably
one of the most significant ones there.

BY MR. SCHWENTKER:

Q. And why do you say that?

A. As the APls and expectations of graphics
hardware have evolved, it's almost impossible to
build a competitive graphics chip today without
infringing on —— in my opinion, being forced to
infringe on one or more of those patents.

Q. And what do you base that opinion on?

A. The performance advantage that we got by
doing unified shading and depth compression. And
then we were able to convince the maintainers of
the APls to include a unified shading model, which
is distinct from a unified shading hardware, into

the APls so that people would be writing code
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expecting to be able to do, you know, texture
lookups in the pixel shader —— in the vertex
shader, for example, and have a full set of
capabilities of both.

Q. You said that it's almost impossible to
build a competitive graphics chip today without,
in your opinion, being forced to infringe on one
of the patents —— one or more of the patents.

| guess what do you base that opinion
regarding infringement on?

A. So a lot of it comes into the origins
and the effort required to convince the rest of
ATl that unified shading actually makes sense.

So at the time that we were doing this,
for example, you know, the —— it was desirable,
for example, to implement displacement mapping,
which is a feature that was first introduced by ——
in RenderMan, the Pixar offline renderer.

And this is something where | can look
up the value in a texture and use it to displace
geometry.

That is a very expensive feature to
implement, and nobody was proposing it to actually
implement it in real-time graphics hardware

Because if you're to implement the hardware to do
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that, you'd take up so much area implementing it
in the vertex shader that your part would be not
competitive

What we did and — which was basically
results that took a lot of effort to convince the
rest of ATl it made sense, is that we were able
to —— we came — | came up with the idea of doing
unified shading. And we did the work to basically
prove that having 64 unified shaders and taking
the error penalty on each one to make sure they
had the capabilities to do all the functions
required for pixel shaders and all the features
required to do vertex shaders, that 64 unified
shaders could outperform 64 dedicated pixel
shaders that are optimized for doing pixel shading
and 16 dedicated vertex shaders that are optimized
for doing vertex shading.

This was a, you know, very nonobvious
result. There was a lot of disbelief. We
repeatedly had to reshow our model to prove that
it actually would perform better and explain why
it performed better

And once we got past these nonobvious
results and decided we actually would do a unified

shader implementation, the second thing was, now
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that we have the capabilities there of doing all
the functions in both, expose that to programmers,
take advantage of it. Because from the viewpoint
of a programmer, once they're given this
capability, they would want to implement it.

And without —— to essentially — so this
is why it's very important to distinguish between
a unified shader model and a unified shader
hardware.

A unified shader model means that the
functions are available to a programmer in both
the vertex shader and the pixel shader.

A completely valid implementation of
that is to simply implement a hardware vertex
shader, which, in the ATI| case, if we were to do
this, it would be implemented by the Orlando team,
and implement a pixel shader, which would have
been implemented by the — in the previous
architecture, in the San Jose or Boston team that
had the full set of capabilities.

But instead, by doing unified shading
hardware, we were able to build one block that did
both and performed well enough —— in fact,
outperformed 64 plus 16 units with just 64 units

total.
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Q. So it sounds like, in your — in your
view, what you came up with was doing a unified
shader in hardware.

Is that accurate?

MR. MECHELL: Objection. Misstates the
testimony.

THE WITNESS: What we realized was that
we could implement a common piece of hardware for
both functions that would be able to outperform a
dedicated hardware for each function

And this result was very unexpected by
everybody else within the organization — within
ATIl, and it required a — almost excessive amount
of effort to convince other groups, such as
Or lando, especially the Orlando office and the
Silicon Valley office, that this actually made
sense.

BY MR. SCHWENTKER:
Q. You said there was a lot of disbelief

within the company.

A. Correct.
Q. Who —— who expressed disbelief to you?
A. Probably the strongest was Clay Taylor.

But it was pretty much both the engineering team

in — in all offices, basically. How — how are
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you doing, you know, less specialized units and
less of them and outperforming.

Q. And what was your explanation?

A Once —— once we built the model and
actual ly started making measurements, what
actually became clear is that even though we — so
the basic model that people were thinking about
how hardware worked was that |'ve got my vertex
hardware generating my geometry, and then the
pixel hardware consuming it.

In practical reality, the hardware
switch between two different states of being, you
know, geometry going fast and very few pixels to
draw, so we're bottlenecked in the geometry, or
vice versa, |'m blocked in the pixel shader and
have very little geometry work to do.

The unified shader let us dynamically
move the hardware between each roles. So even
though, for the 16 plus 64 example, with 64
unified units, | could run no faster than a pixel
shader when we were purely pixel blocked. You
essential ly caught up enough performance when you
were geometry blocked to be, overall, faster.

And we ended up having to present this

result multiple times across all the offices to
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get to the point where we were allowed to start
writing the architecture documentation

Q. When you made these presentations, were
there PowerPoints?

A. PowerPoint decks, but also, much more
importantly, was the C model of the unified
shading system that we used to draw performance
conclusions from.

Q. And do you recall who you made those
presentations to?

A. In Orlando, Mike Mantor, Clay Taylor.
In the U.S. office, Andy Gruber, who was also
coinventor. But Mark Fowler, in the Silicon
Valley office. Pretty much the architecture team,
so Bob Drebin, Raja Koduri, Mike — Mark Leather,
Eric Demmers.

Q. Can you spell some of these names for

me. The first one was Mike?

A Mantor.

Q. Mantor. How do you spell?

A | believe M-A-N-T-0-R.

Q. And Mark Fowler, how do you spell
Fowler?

A. F-0-W-L-E-R.
Q. Bob Drebin?
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Bob Drebin, D-R-E-B-I-N.
Raja Koduri?
K-0-D-U-R-1.

Were these all engineers?

> e = o >

So that was senior architects at the
other sites.

Q. All of the people you mentioned were
senior architects?

A. Yeah. The presentations were also to
their — or management of architecture. That was
really Bob Drebin's role. Joe Cox in Orlando is
also manager. And of course my then—boss
Bob Feldstein.

Q. How do you spell that?

A. F-E-L-D-S-T-E-1-N.

Q. Did you review any of these
presentations in preparing for your deposition?
A. Of all — all of my records, as we
discovered, were — were — | have no copies of

this. And | believe the material should still

exist, but we have been unable to find it.

Q. So you haven't seen any of them?
A. Correct.
Q. Did you ever make presentations to

anyone outside of ATl about the unified shader?

GregoryEdwards, LLC | Worldwide Court Reporting
GregoryEdwards. com | 866-4Team GE

ATI Ex. 2101
IPR2023-00922
Page 84 of 236



>tephen Morein — may 29, ZUl/

Page 85

o W 00 N o0 O b

12
13
14
15
16
17
18
19
20
21
22
23
24
25

A. And |'m going to be very careful here —
and the terminology is very important —— is we
made presentations of unified shader model outside
of AT| to Microsoft and others, where we basically
said that from a programmer viewpoint, you'd have
these capabilities, very carefully not saying that
we were actually implementing a hardware design
that had both pixel and vertex operations
happening on the same hardware.

And then, as part of the Xenos effort,
we did present to Microsoft, under the Xenos NDA,
that the implementation was actually unified
shader and not simply a implementation of a

unified shading programming model

Q. The —— the first presentations that you
referred to where you —— you said you were very
careful — or strike that.

You said that you made presentations to
Microsoft of a unified shader model.

Were those —— | guess what —— what
project were those presentations in the context
of?

A. So that point that an annex in the
industry was that you had, you know, multiple

hardware companies competing. And it was to our
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competitive advantage if the features were easy to
implement in our hardware were adopted as part of
the API|, because ultimately Microsoft would pick
and choose which features would be available to
end users, to programmers, so we would propose a
feature. |If Microsoft liked it, they would
include it.

But because Microsoft wanted to
basically have all features available on
everybody's hardware, there was a contribution
agreement. And my understanding of the
contribution agreement was that we had to give
Microsoft a license as needed that would allow
other people to implement the feature, not
necessarily an optimal way, but in any way.

So this was why we were extremely
careful to only present the unified shader model
and not say or imply there was a required
implementation of a unified shader hardware

Q. Were these presentations to Microsoft
relating to the Xenos or to a different processor?
A. Well prior to Xenos, because our goal
was to —— at the time of the —— assuming the R400
would be able to launch on schedule, we wanted the

APl to support many of our features
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And code could be written that would run
better on our hardware than our competitors'
hardware, so this was presented in advance of

Xenos agreement

Q. Was it while you were working on the
R400?

A. Correct.

Q. So you've drawn a distinction between a

unified shader model and unified shader hardware.

Did a unified shader model exist before
your work on the unified shader at ATI?

MR. MECHELL: Objection to the extent it
calls for a legal conclusion

THE WITNESS: Again, not speaking as a
lawyer, but some of the concepts and appeal of a
unified shader model were visible in the RenderMan
APIl, although that was, you know, a software
renderer.

And they —— their implementation was
entirely in a vertex shader using micro polygons,
again, running on general purpose hardware rather
than dedicated hardware
BY MR. SCHWENTKER:

Q. What do you mean when you say "some of

the concepts and appeal of a unified shader
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mode | "?
A. You could, for example, modify the

geometry from a texture map is the simplest

example
Q. Any other examples?
A. You could —— again, a lot of it was

based on the ability to do memory accesses from
the vertex shader. So, for example, | could
access a noise function and use that to modify the
geometry to give sort of a bumpy skin appearance
to something.

Q. Any other examples?

A. | cannot recall at this time. There's
quite a few other examples we used at the time in
presentations, but it's been years at this point.

Q. So those were concepts of a unified
shader model.

What —— you also mentioned the appeal of
a unified shader model. What was the appeal of a
unified shader model?

A. The appeal was the ability to do these
capabilities, to have a common programming model
for both the pixel and vertex. Because up until
the point where —— the simplest way to explain

this would be that you'd have a game developer go,
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| want to be able to do this function, this memory
lookup, in the vertex shader.

And the answer would be, Oh, there's no
practical way for me to do that. The cost of
implementing hardware means that — just forget
about it.

Similarly, they might want to do higher
precision computation in the pixel shader. And,
again, implementing that higher precision
increases the chip area, increases the cost. And
if I'm working in a constant cost environment,
reduces my performance, makes me worse on
benchmarks.

So, you know, we were basically doing
things like 16-bit and 20-bit floating point for
pixel operations

In fact, if you look at what the R300
introduced, they introduced what was referred to
in one of my documents as the partially unified
shader. Because in the R200 generation, for
example, the instructions for computing texture
addressing were distinct and separate from the
instructions for doing color process.

And the color processing instructions

operated at lower precision than the texture
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coordinate processing instructions. So even the
pixel shader itself was split in two to be
optimized for precision

And it was not a logical progression
that you could go from that partial unification
In fact, the partial unification, if anything, was
internal advertising, saying, We're not that scary
different, even though we were.

Q. Why do you say it was not a logical
progression?
A. Because it was just such a big step to

go from having, you know, optimized pixel
hardware, which everybody knows you do in low
precision—type pipeline, and the transforms coming
from this environment of running on, you know,
re—purposed, general purpose processors in a lot
of the older architectures —— you know, |EEE
computation versus lower precision, just very,
very different hardware that you'd use for vertex
and pixel processing

And just a lot of resistance from within
the company about trying to do both in the same
hardware, even after we showed the performance
results.

Q. Was there ever any resistance from
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outside the company?

A. There was quite a lot of resistance to
some of what we were pushing for AP| features,
because without understanding our unified shader
hardware implementation beneath it, the feedback
we got was the features you're asking us to put
into the APl are too difficult for your
competitors to implement and, therefore, because
we need to provide uniform hardware to everybody,
we don't want to put those features in yet.

So we, in fact, did not fully get the
unified shader model we were proposing into the
early version —— those versions of the APl in that
time frame, the DX9 and DX10 time frame. In other
words, not until quite —— quite a bit later that
NVIDIA finally introduced hardware that
actually — actually fully implemented a unified
shader model.

Q. When was that?

A. | don't remember the exact date, but |
think it was at least a year or two after the R600
finally came out. Well after the Xenos system
came out and was known.

Q. Do you recall the name of the NVIDIA

hardware that you're referring to?
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A. | recently looked it up, but | don't

remember the name now.

Q. Do you recall if it was used in any
particular systems, |ike an Xbox or PlayStation?

A No.

Q. How do you remember that it was after

the R600 came out?

A The —— the dates of the —— from the
Wikipedia article.

Q. So —— okay. So this is something that
you looked up on Wikipedia?

A Yeah.

Q. Were you aware of NVIDIA's work on
graphics processors at the time that you were
working on the R4007?

A. They were our direct competitor, so we

were very aware of them.

Q. So you kept tabs on what they were
doing?
A. To the degree that we could discover

things from public information and from hints we
would get through the conversations, the
negotiations with Microsoft on what features would
get into the API.

Q. When did you first find out that NVIDIA
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was working on a unified shader model?

A. | was, at that point —— it was late
enough that | had rejoined AMD at this point —
rejoined ATl at this point. And it was
significantly after | rejoined AMD. | think |ike
2007, 2008. |'m not sure

Q. So before 2007, you weren't aware that
NVIDIA was working on a unified shader model?

A | was not — | was not aware till the
product was released.

Q. And you've drawn a distinction between
unified shader model and unified shader hardware.

Do you know if NVIDIA's unified shader
model was implemented using the unified shader
hardware?

A. They —— so the sequence is that we
realized the unified shader hardware made sense.
We started implementing it. We exposed,
therefore, the unified shader model to Microsoft.
Microsoft then exposed to NVIDIA under the terms
of the contribution agreement. NVIDIA pushed back
against it. At least that was our impression
based on negotiations of what went into the API.

We did the implementation for Xenos. As

part of the Xenos launch process, Microsoft
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provided information to many, many parties that
the Xenos both supported unified shader model and
it was implementing unified shader hardware
And then subsequently, a few years

later, NVIDIA came out with hardware that they
publicly said implemented a unified shader model
by doing unified shader hardware

Q. And are you referring to the graphics
processor that they released that you said was

after the R600?

A Yeah.

Q. Okay.

A. Again, to the best of my recollection of
dates.

Q. What makes you think Microsoft exposed

the unified shader model to NVIDIA?

A. That was the general operating mode of
the DirectX APl process, that all of the hardware
vendors are participating as contributors with,
basically, propose —— their proposed hardware
items.

Microsoft would choose those that it was
interested in and, as allowed to by our license,
would basically propose it as a draft feature to

be incorporated into everybody's hardware.
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Q. Did Microsoft propose the unified shader
mode | ?

A. They proposed elements of it. | do not
know how much they — | do not know how much they

proposed to Microsoft —— to NVIDIA. But, for
example, we could see, in pushback we would get on
various features, that they were basically giving
us sort of indirect feedback from other hardware
vendors that would say things |ike, you know, We
feel this is not implementable in hardware.

And, of course, what that —— what they
were basically implying was to the degree we
talked to other hardware vendors, they've pushed
back on us, putting this into the spec.

And we would do the same thing. They
would say that, you know, We're thinking about
this feature. We would think about how to
implement it in our architecture and —— you know,
and also how it would react from a competitiveness
viewpoint.

So it was very much a form of battle
between ATl and NVIDIA, trying to get our features
into the API, trying to prevent them from getting
their features into the API, and trying to

manipulate Microsoft as best as we could to get a
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competitive advantage here.

Always trying to be very, very mindful
that the contribution agreement, again, my
understanding, which | never saw the contribution
agreement, but the degree it was explained to me
is that a clear distinction between the best
implementation of something and a — the rights

required to implement the feature in any way.

Q. So you never saw the contribution
agreement?
A. | never saw the legal language in it, to

my recollection, but we were obviously guided by
our legal department in terms of how to approach
the —— the meetings.

Q. Did you ever see any feedback provided
by NVIDIA to Microsoft?

A We would never see direct feedback. It
would always be — be filtered.

Q. Were you ever involved in any
communications between — or with Microsoft and
NVIDIA?

A. There were never — to my knowledge,
there were never three—way discussions |ike that.
It was always multiple — it was always

independent, one—on—one discussions with Microsoft
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in the central role

Q. Were there other companies besides ATI
and NVIDIA involved in this process?

A. Yes. 3D Labs, S3, quite a few other
companies. But as you know, over time, we're ——

at this point, we're the only three remaining

significant ones — is Intel, AMD, NVIDIA.
Q. Was Intel involved in this process?
A. Yes. They were — they did —— to my

knowledge, again —— again, hidden behind the
Microsoft shield, but from things we would see, we
pretty much assumed that Intel was part of the
effort.

Q. So every —— everything — | guess all
the communications with the graphics companies was
shielded by Microsoft?

A Yes. All the communication related to
DirectX APl was shielded through Microsoft.

Q. So you didn't know for sure who proposed
what or who pushed back against what?

A. We would basically know that — you
know, we would propose something — we'd basically
know who proposed something first. Because if we
saw no hint of it, most likely nobody else had

proposed it. But, yeah, we would not directly
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know that.

And we essentially hurt ourselves by,
you know, providing the unified shading model
under the assumption that the R400 was going to be
on schedule. And, of course, what we really did
in this case was basically hurt ourselves a bit by
reveal ing the model far ahead of when we actually
ended up having hardware to implement it for the

PC DirectX platform

Q. |'m sorry. What was the platform you
referenced?
A. DirectX. Microsoft graphics API.

Direct 3D is specifically the 3D API, but all the
APls are referred to as DirectX.

Q. So you —— you can't say for sure whether
NVIDIA proposed a unified shader model to
Microsoft?

A. Given the pushback we received through
Microsoft, | would — | would personally draw the
conclusion that they were not proposing it. |
cannot state for an absolute fact, but all the
pushback we got was definitely indicative that
there was nobody else that found a reasonable way
to implement the features for unified shading.

In addition, NVIDIA was also bidding on
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the Xbox 360 contract. And one of our key
differentiators, as we were told when we —— as |

believe we were told when we won was that we were

providing —— proposing unified shader hardware.
And that was, again —— that was listed as one of
the reasons —— one of the explanations for why we

won the contract.

Q. Do you have any —— so you recall being
told that when ATI won the ——

A. | wouldn't say —— | mean, this is the ——
again, a lot of this is fuzzy and secondhand,
almost hearsay. But, you know, the clear
impression we got, both from Microsoft and from
other game developers we talked to, was that we
were the only ones proposing this

And, again, the dynamics is you not
propose unless you're going to have hardware soon,
and that shows up in the ultimate dates of
hardware from ATl and NVIDIA when you may have
proposed the shader model, to get competitive
advantage, versus when you actual ly had hardware.

Q. The — the other inventors on the '871
patent were Laurent Lebvre, Andy Gruber and
Andi Skende?

A. Yeah.
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Q. Going down the |ist, what —— what was
your work relationship with each of them?

A. So Andy Gruber was the senior architect
in the Boston office, and he essentially, on this,
acted as sort of, you know, mentor, skeptic, more
senior person | could bounce ideas off of.

And then Andi Skende and Laurent were
the much more junior members of the team. In
fact, they were basically both hired pretty much
out of school. They're both now very senior
architects at — | believe Laurent is back at AMD.
| think Skende is at NVIDIA, | think, now.

And, basically, this was their first
introduction to actually doing graphics hardware
architecture. So | largely brought them up to
speed, assigned them work, taught them now to
think about this, how to do performance model ing.
And basically used Laurent and Andi Skende to work
out the details of this, while bouncing ideas and
operating at sort of a higher level discussion

with Andi Skende —— Andy Gruber.

Q. But all four of you were architects?
A. Correct.
Q. What ideas did you discuss with

Andy Gruber?
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A. The concept. He gave some of the
pushback. We discussed how we would model to
val idate some of the ideas. And, again, it's been
quite a few years since we —— since the patent was
filed, so some of my memory here is going to be a
little bit fuzzy

Q. What —— you mentioned that Laurent and
Andi Skende worked out the — worked out the
details.

What details do you recall them working
out?

A. So, for example, you know —— you know,
the —— a large chunk of it was doing the
performance model ing to basically prove the
concept would work. But we also had to work out
things |ike how to, you know, pass parameters from
the vertex to the pixel shader, how to tie into
the rasterizer. Sort of the additional concepts
needed to, you know, implement the APl on unified
shading hardware.

The unified shading concept itself was
very fundamental, using the same hardware,
mapping, vertex fetching, essentially, to a
modified texture fetching operation. And, you

know, just the underlying concept of how do you
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schedule both vertex and pixel on the same
hardware.

Q. And Andi Skende and Laurent helped with
that?

A Correct. And then as we moved towards
actual implementation, they owned corresponding
portions of the architecture spec and worked out
the details. Not so much to flesh out the idea,
but to make sure that the concept was going to be
compatible with the API.

The vast majority of the work in
building a viable graphics chip, even now, is not
so much building a graphics pipeline with
innovative features, but making sure that the
existing software to try and run on it generates
the right pixel value.

And so that's the bulk of your
development time, is that, not implementing a, you
know, improved texture cache or unified shading or
individual elements. Really to work to make
something compatible with the existing software
or, in the worst case, compatible with your
competitors' bugs that the game developers have ——
have written to

Q. So in your mind, who came up with the
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unified shading concept itself?

A. | did.

Q. And are you referring to the unified
shading model or unified shading hardware?

A. Unified shading, the implementation of
hardware that does both pixel and vertex
operations on the same functional units.

Q. So in your view, you came up with the
concept of the unified shading hardware?

A. Correct. With, you know, conversation
with Andi Skende, Laurent and Andy Gruber being
part of that.

Q. Did they contribute anything to the
concept of the unified shading hardware?

A. Yes. Although at this point, it's a
little bit hard for me to identify individual

elements at this point in time.

Q. Do you recall any?
A. Schedul ing was —— a lot of the
schedul ing work, | made some suggestions, but they

worked out, you know, viable implementations of
it. The — you know, elements |ike that.

You know, we had some long arguments
about whether or not parameter interpolation

should be done in the — in the pixel shader or
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should get done by a unit in front of it. We
ultimately did it in the unit in front of it
rather than merging it with the pixel shader.
And a lot of work —— a lot of work we
did on just performance evaluation, trying to
prove to the rest of the company that unified
shader hardware actually was a viable solution.

Q. So you recall Andy Gruber, Andi Skende
and Laurent being involved in that effort to prove
to the rest of the company that unified shader
concept was a viable —

A Yes.

Q. —— solution?

Did they help you make the presentations
that you referred to earlier?

A. | mean, Andi and Laurent did a lot of
the work building the model, building the
practical example of it. | generally presented
the —— you know, the results. But it was largely
on their work, you know, building the system
enough to prove that it would work from a
performance viewpoint.

Q. Do you do computer —— or strike that.

Do you know any computer programming

languages?
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A. Yes, | do

Q. And did you do any computer programming
in connection with the work on the unified shader?

A. | don't — |'m trying to remember, and |
don't recall at this point, is that it's possible
that | wrote some of the C code that we used to
model it. But | don't recall at this point. |
was not the owner of the code.

But, you know, once again, at the
beginning of this project, one of the things we
did was build the infrastructure to capture ——
from applications running on our current hardware,
capture workload streams.

And then what we would do is implement a
model of unified shading that would then consume
that stream, and —— you know, because we did not
care about the ultimate pixel value, so it did not
actually compute the correct color value, but did
implement enough of the complete system to get
val id performance results for what unified shading
would do, what the utilization of the hardware
would be, and what the time required to do the
workload is. And that's what we basically were
able to prove with that system, that it

outperformed a 16—plus—64 system with just 64
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shader units.

Q. Who was the owner of the code?

A. | cannot remember at this point if it
was Laurent or Andi or both of them contributed.
| just, unfortunately, cannot remember at this
point.

Q. But you're — you're sure that it was
one or both of them?

A. Correct. The —— Jocelyn may have
contributed some of the baseline code, because he
was part of the team also, but he got —— basically
worked on other elements of it.

Because we had the baseline performance
model that could get in traces, and all the
infrastructure to support that, capturing traces
from applications. But then the individual
exper iments models, the ones —— the one for

unified shading, was solely the people that are on

the patent.
Q. Who was that person you mentioned?
A Jocelyn Houle
Q. How do you spell that?
A H-0-U-L-E

And, for example, off of the performance

trace, we also generated data that then also got
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used by Larry Seiler in the design of the render
back end.

Q. What programming languages do you know?

A. C. Some —— some PHP. Couple different
variances of assembly.

And | also can —— for hardware
description languages, Verilog.

Q. Did you do any work in — with hardware
description languages for the R400?

A. | did at some points. Basically
reviewing code and making suggestions. But | was
not a —— | operated as the high—level architect on
that project. So generally | would do the initial
draft of a — of a —— the first few pages of a
description of a block. That would get handed
over to the block owner.

The block owner would complete and flesh
out the idea and then work with the block lead
who would do the — with his team, do the RTL
implementation of that.

Q. Was the R400 ever implemented in RTL?

A. The implementation was in the —
building the R400 chip required us to basically
take the algorithms we had developed and implement

them in RTL. And ultimately that would be built
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into the chip. And the RTL was carried forward
into other projects because we used some RTL from
previous projects.

You know, we were very much delayed
because the Orlando team was busy with the R300
and the formal RTL start of the project did not
happen until after the Orlando team became free.
So we essentially had the concepts largely worked
out and proven and just waiting for the teams to
come —— the RTL teams to come up from other
projects to start implementation.

Q. When you say that the concepts were
largely worked out and were proven, how do you
know that?

A. The modeling code we built, for example,
on unified shader, to basically build a

performance model.

Q. And that performance model was in C?
A. Yes, it was.
Q. Let's see. So |'m not sure | got a

clear answer to whether the R400 was implemented
in RTL.

A. Can you define the way you're using
"implementation” in your question

Q. Well, so you said that —— couple of
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responses back, you said that you would do the
initial draft of the first few pages described in
a block, and then that would get handed over to
the block owner, who would flush out the idea and
work with the block lead to do the RTL and
implementation of that.

So | guess ——

A. So a more —— a more complete description
is that the architecture team largely worked by
you know, discussions and white boarding, and then
building performance model to prove out concepts.

And then once we had basically decided
on the concepts we wanted to use and presented
them in sufficient detail that the other
architects in the company and implementation leads
in the company could understand the concept, we
then had to basically do the more — much more
formal specification of it, of those concepts.

And that would be in the form of block-level
specifications.

And generally the block—level
specifications, in theory, would be started in
advance of RTL. To some degree they were
concurrent with the RTL implementation. But

before we even got to that point, we largely had
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to have proven to the acceptance level of the
various —— the various architects in block end
management that the ideas were mature enough and
proven enough to be ready to be implemented.

And so we had to largely prove out the
architecture cache concepts, the render back end
concepts. And, in particular, in this design the
real barrier was unified shading, because we were
not just proposing something radically different
than anything anybody had ever done or proposed
before. We were also taking a block owned by the
Or lando team and having it done in San Jose ——
sorry, in Boston

So we're repartitioning who owns what.
And the Orlando team, in particular, was very
happy, where they could retain ownership of their
block, and all of a sudden we're taking it away
from them. So we had a very high barrier of proof
to show that unified shading was going to be a
successTul design.

But to, you know, probably answer your
first question, the RTL was an implementation of
the concepts for the purpose of building the
silicon chips that would ultimately ship

Q. So are you saying that the RTL for the

GregoryEdwards, LLC | Worldwide Court Reporting
GregoryEdwards. com | 866-4Team GE

ATI Ex. 2101
IPR2023-00922
Page 110 of 236



>tephen Morein — may 29, ZUl/

Page 111

o W 00 N o0 O b

12
13
14
15
16
17
18
19
20
21
22
23
24
25

R400 was implemented?

A. Ultimately, that RTL was used in Xenos
and with more changes in the R600. And as far as
| know, that RTL is still — there are probably
still lines that are unchanged from there that are
used in new products being done by AMD today.

Q. Was an RTL —— strike that.

Was an R400 ever reduced to a silicon
chip?

A. The —— you could view Xenos and R600
being silicon implementations of the RTL that was
started on the R400 project.

Q. But the RTL that was started on the R400
project was never used to create a silicon chip?

MR. MECHELL: Objection. Asked and
answered.
You may respond
THE WITNESS: So, again, |'ll try to be
very clear here, is that the RTL was used to
implement a chip, and those chips were called
Xenos and R600.
BY MR. SCHWENTKER:
Q. So an R400 chip was never created?
A. Correct. | cannot recall, though, if

the RTL was used to run on an emulation system. |
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think it was. And that RTL was used in the
simulation model to do, like, the first triangle
test and things |ike that.

So you could also view those potentially
as —— as implementations. But it was not the —
there was not a piece of silicon called the R400
that was taped out from that RTL.

Q. And by "taped out, " you mean
manufacturing ——
A Sent to be manufactured.

MR. SCHWENTKER: Okay. Should we break
for lunch?

MR. MECHELL: Okay

THE VIDEOGRAPHER: We are off the record
at 12:25 p.m.

(Whereupon, a lunch recess was taken.)

AFTERNOON SESSION

THE VIDEOGRAPHER: We are back on the

record at 1:19 p.m.
BY MR. SCHWENTKER:
Q. Welcome back, Mr. Morein.

This morning, you said that — that you
believe that modern graphics processors would have
to infringe your patents.

A. A wel |-performing architecture would
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very likely infringe.
Q. And you're referring —— well, | guess
which patents are you referring to?
A. Unified shader and depth compression
Q. Have you ever performed an analysis of

products to determine if they infringe any of your

patents?
A. No.
Q. So what do you base your opinion on that

a wel l-performing architecture would very likely
infringe?

A. In most —— in some cases, because
they've actually stated that, for example, stated
in their marketing material they do depth
compression or stated in marketing material that
they have a unified shader.

In other cases, | would just say that
it's difficult to see how to implement the current
APl in a reasonable area with having separate
units for pixel and vertex shading.

Q. You have a number of patents. | assume
you're familiar with the concept of patent claims.

A. Yep. As far as somebody who has filed
patents, but is not a lawyer, | would say that |'m

familiar with claims.
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Q. And do you understand that a patent
claim includes a number of implementations?

A. To —— to the degree | can understand as
a nonlawyer, yes

Q. But you've never performed an analysis
to determine whether any patent claim is met by a

product on the market?

A. Not in a formal sense.
Q. What do you mean by that?
A. In the sense of we may be doing

something, and we may be concerned that somebody
else has IP. But, again, | can't —— that's going
to get in — under attorney—client privilege of
other roles |'ve been in, so | can't really go
deeper than that.

Basically, if you're trying to design
something, you know there's some |Ps out there.
You may try and design to avoid it and get advice
on that.

Q. But the —— the products that you're
referring to when you say you've seen products

marketed as having a unified shader, you haven't

analyzed —— you haven't performed a —
A. No, | have not.
Q. Okay. Also, this morning you talked
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about presentations to Microsoft.

Do you recall when ATI first disclosed
the idea of unified shader to Microsoft?

A We would have discussed unified shader
model with them during 2001. | do not recall
specific dates, but that would line up with the
state of architecture at that time.

Q. Were you personally involved in those
discussions?

A. | was involved in some of the
discussions as well as Andy Gruber. And others as
the topic merited it.

Q. Did you provide Microsoft with written
proposals during that time frame?

A. | believe we did. | don't —— to my
knowledge, we did not find any —— any copies of
such documents or emails. At least | have not
seen any copies of those recently.

MR. SCHWENTKER: Counsel, |'ll note for
the record that | don't think we have seen any
copies either. And so if they exist, then we
would request that they be produced.

MR. MECHELL: We haven't seen them
either, but |'ll take your request under

advisement.
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BY MR. SCHWENTKER:
Q. Did you present the concept of a unified

shader to anyone else outside of ATI?

A. We presented aspects of the APl — of
the shader model —— again, the model, not the
hardware —— to —— we had discussion with multiple

game developers in a similar time period.

Q. Do you recall which game developers?

A. We —— again, my memory is distant, but,
for example, we almost certainly had exposed it to
John Carmack of id Software.

Q. How do you spell that?

A. C-A-R-M-A-C-K.

MR. SCHWENTKER: And, Counsel, we would
also request that those be produced.

MR. MECHELL: Same answer as before.
We'll take it under advisement
BY MR. SCHWENTKER:

Q. Do you recall when you first discussed
the unified shader hardware with Microsoft?

A | would believe that it was under ——
under the Xenos —— under the —— as part of the bid
process for Xenos.

Q. And do you recall roughly when that

occurred?
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A. | don't recall. It should be easily
discoverable from documentation, but | don't
recall the date.

Q. Okay.

(Whereupon, Deposition Exhibit 3
was marked for identification.)
THE VIDEOGRAPHER: Exhibit 3.
(Whereupon, Deposition Exhibit 4
was marked for identification.)
THE VIDEOGRAPHER: Exhibit 4.

BY MR. SCHWENTKER:

Q. Let's see. So the court reporter has
handed you Exhibit 3. It's a document titled
"R400 Architecture Proposal, Version 0.1."

Do you see that?

A Yeah.

Q. And Exhibit 4 is a page from Exhibit 3.
It's page 14 of 16 from Exhibit 3.

A. Okay.

Q. So it's — it's also in Exhibit 3, but
Exhibit 4 is a single page with a block diagram on
it.

A Mh—hmm.

Q. Let's see. Focusing on Exhibit 3, do

you recognize this document?
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A. Yes, | do

Q. What is it?

A This was the —— sort of —— once we had
reached the point of agreeing that we wanted to do
the unified shader and had proven the concept
adequately, this was the beginning of writing the
implementation specs to basically start — start
the project, start the project of actually
building hardware based on the unified shader and
any other innovations we had in the R400 design.

Q. And at the top, it has a date of
November 13th, 2000, on it.

Do you see that?

A Yeah.

Q. So what work had you done on the unified
shader before?

A. We had proven out the concept, and we
had convinced the other teams that it was the

valid approach to do the design with.

Q. How did —— how had you proven out the
concept?
A. By building a model of it and running

traces from existing applications through that
model and showing that it outperformed a system

that was not unified shader.
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Q. What kind of model are you referring to?

A. The model we referred earlier today was
written in C by members of the architecture team
and implementing a unified shader adequately to
prove the concept and generate performance
numbers.

Q. So you're saying that that model had

been created before this document was written?

A. Yes.
Q. And who created that model?
A. | directed it, but it was some

combination of Laurent, Andi Skende, with some of
the underlying structure written by other team
members. But Laurent and Andi Skende, in
particular, did the coding relative to proving out
unified shader.

Q. Let's see. Maybe you've already said
this, but you wrote this document, correct?

A. Yes, | did.

Q Okay. That's your name at the top left?

A. Yep.

Q Could you turn to page 5 of Exhibit 3.

In the section entitled

“Introduction” ——

A. Yep.
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Q. —— there's a paragraph there that starts
"a minor note."

Do you see that?
A. Yep.
Q. It goes on to say:

"In the middle of writing
this, | decided that it makes the
most sense to call the pixel
pipelines 'shader pipelines' since
they handle vertices and pixels. "

What did you mean by that?

A. So in terms of colloquial discussion
within the office, we were basically talking about
let's find a way to do vertex processing on the
pixel shader pipeline. And we realized that
terminology—wise, once | started writing the
document and putting things in a more formal
sense, we decided to change —— rather than calling
things a "pixel shader pipeline,” it was, you
know, unified to be a "shader pipeline."

We were defining some of the terminology

we would use as we went. And this was a case
where we had clarified our terminology once we

started writing documentation.

Q. If you could turn to the next page
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page 6 of Exhibit 3. Oh, and before | go there,
is this one of the documents you reviewed in

preparing for your deposition?

A. Yes, it is.
Q. This version?
A. | believe so. Although the path name is

different on this version than the version that |

saw.
Q. What was the path name on the version
you saw?
A. The path name included the — the actual

disk drive rather than saying "auto path." That
could be an artifact of how you printed it, but
that's the only difference | see. | do not know
if there's other differences.

Q. Was the date the same?

A | believe the date was the same. And
the change dates inside on page 4 are the same as
the document | reviewed

Q. Okay. Turning back to page 6, halfway
down, there's a section, 1.4, called "Unified
Processing Pipe.” And the first sentence there
says:

"The most ambitious feature

in this design is the "truly
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rn

unified pipe.
What did you mean by "truly unified
pipe"?
A. To distinguish from what some people are
referring to as "unified pipe” in the R300, where
they had simply merged two different stages of

pixel shading into one pipeline

Q. And those stages are texture and color?
A. Texture, coordinate calculation, and
pixel color computation. In addition here, we

also did 2D in video in the unified shading pipe,
which was also different from previous designs
that previously had dedicated blocks for those

Q. So in previous designs, there were
dedicated blocks for 2D video —— strike that.

In previous designs there were dedicated
blocks for 2D operations and video operations?

A. Correct. Although | believe in the
final chip that came out as the R600, the video
was, once again, done in a dedicated unit rather
than in the shader pipe. But my memory is quite
faulty at that point due to the final R600 design.

Q. What about 2D?

A 2D was done on the common shader

pipeline.
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Q. In the R600?
A. In the R600, vyes.
Q. What are the differences between 2D

operations and 3D operations?

A. The biggest difference — well,
there's — there's quite a bit of history here in
that originally the 2D pipeline was the entire
graphics chip doing simple 2D operations for
Windows display rendering, so bit blit, text
operations and so on.

Most — and that was a dedicated
processing that did that, to which then you added
a separate pipeline for doing 3D. Most recent
operating systems have actually stopped using 2D
and do all 2D operations through the 3D APls.

Q. Earlier today we talked —— or you
testified about the various stages of —— of a 3D
graphics pipeline.

How do those stages compare to 2D?

A. 2D generally consists of a bit blit
engine, which is a unit which can copy pixels from
one section of the screen to the other section of
the screen or copy pixels from the incoming
command stream to the display. So the — there's

not a direct mapping.
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Q. What do you mean by "direct mapping"?

A. In the sense that a 2D pipeline is ——
the 2D pipelines were implemented at that point
were very different than a 3D pipeline. What's
referred to here is that we mapped the bit blit
operation, the pixel copy operation, to a texture

map operation.

Q. Does a 2D pipeline do vertex operations?
A. No.
Q. In the next paragraph, the first

sentence says:

"There is an area cost to the
unified pipeline since we are
forced to go to 32-bit precision
for color when application
requirements may need less, 22 to
24 bits. "

What does that mean?

A. So the precision required for pixel
processing is less 'cause ultimately you're
generating an 8-bit, 12-bit, 16-bit-per—color
component value versus a 32-bit floating—point
value, which is 24 bits of mantissa and 8 bit
exponent.

So unified shading required the shader
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pipeline to have the superset of the precision and
capabilities of both pixel and vertex shading, so
we were taking the cost penalty here from an area
viewpoint of taking all 63 shader elements that
otherwise would have been pixel shader and
upgrading them to be 32 bit

And this represented the cost of doing
unified shading. And, of course, the concern was
that you were not going to recover that cost. And
there's the work that the performance model did of
demonstrating that 64 unified shader pipelines
could outperform 63 pixel shader plus 16 vertex
elements.

Q. And so would — would 64 higher
precision unified shaders cost less than the 64
pixel shaders plus 16 vertex shaders that you're
referring to?

A. Area was equivalent or a little bit
smal ler with the 64 versus the 64 plus 16. But we
also got all the capabilities of having the
unified shader, you know, the ability to do
texture mapping, the higher instruction counts,
all the items basically listed in the third
paragraph of that section you had me look at.

Q. You're referring to the paragraph that
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starts "some of the benefits"?

A Yes.

Q. Going back to the second paragraph,
after that first sentence, the next sentence
starts out:

"However, the unified
pipeline results in a single
math/register structure compared
to the separate structures in a
more traditional design.”

What does that mean?

A. The hope here is that basically instead
of having one team working on the pixel shader and
another team working on the vertex shader, that
having a larger team focused on the unified shader
would give them the time and resources to do more
significant optimization of the area in
performance, given constant schedule.

Q. Okay. And then the third paragraph
starts out:

"Some of the benefits to
merging the pipelines included
allowing the vertex operations to
do texture fetches. "

Why is it a benefit for vertex
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operations to be able to do texture fetches?

A. It enables features that need the memory
access capability you have with doing a vertex
fetch. For example, displacement mapping, for
example, look—up function into a distortion map to
distort the geometry.

You know, an example of that today would
be doing a lookup into a map to do lens correction

for a VR headset, for example.

Q. Do you work on VR in your current job?
A. Beginning to look at it, yes.
Q. Let's see. The next —— | guess the

fourth paragraph in Section 1.4 ends with a
sentence that says:

"The unified pipeline
presented here dynamically
allocates its processing power
between transform and raster.”

So what does that mean?

A. So this is the fundamental thing of the
unified shader, that we have a common pool of
resources that is dynamically scheduling itself
between working on pixel and vertex based on the

available work

Q. Okay. So does transform include vertex
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operations?

A. So in this case, transform is
specifically vertex shader, and raster is
specifically pixel shader

Although, to correct my —— the
terminology defined at the very beginning, the
pixels here are fragments, not pixels, even though
the common usage is "pixel shader."” Because, as
you recall, | defined a pixel as the fragment
after it's rendered in the frame buffer. But here
we are, once again, screwing up the terminology by
referring to it as a "pixel shader” instead of a
"fragment shader. ™

Q. Okay. So the unified shader really
combines vertex and fragment shading?

A. Correct. And we would generally only be
careful to use the word "fragment shading, " which
is not commonly accepted in the industry. And we
had to distinguish, in the same conversation
between pixels and fragments; otherwise, it was
just very convenient to use the word "pixel."

Q. Okay. |If you could turn to the next
page, page 7 of Exhibit 3. At the top there's a
section called "Control Processor."” And the first

sentence says:
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"To allow us to emulate a
back-end scaler and to enable new
applications, the control
processor will be enhanced with
event—based streams.”

Do you see that?

A. Yeah.

Q. What is a —— strike that.

When you say "emulate, " what are you
referring to there?

A. So emulate is basically the previous
chips had a scaling engine as part of the display
pipeline to allow you to take a decoded video
stream and merge it with the final image in the
frame buffer to actually present what would be
shown to the user. This would be the case, for
example, of a video in a window.

At the era which this chip was being
developed for, computers and graphics processors
were generally not fast enough or to guarantee the
real—time behavior well enough to do that just
through the standard graphics APls. So the
hardware up to this one had a dedicated back—end
scaler to do that functionality

And in this design, we used the common
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unified shader —— the proposal is to use a common
unified shader pipeline to do that scaling
function. But because it was separate from the
primary command stream, it required some
additional functionality.

| do not actually recall if the full
proposal here for the control processor —— which
was, again, a completely separate unit from the
shader pipeline, unified shader. |t's essentially
providing additional high—level commands into the
shader pipeline to be used but was otherwise
separate.

And the — my recollection is there are
separate IP filings for this event—based streams

and for the real—-time capability.

Q. Were you on any of those IP filings?

A Yes, | was.

Q. You were named as an inventor?

A | believe — yes. Again, | know that we
wrote the filings. | do not recall at this point

what patents actually got issued from them.

Q. And | apologize if you already explained
this, but what —— what does the back—end scaler
do?

A. So the back—end scaler is — | could be
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decoding a video stream using dedicated decoder
hardware —

(Reporter interruption.)

THE WITNESS: — a video stream with
dedicated hardware, and that puts a native
resolution image of the video stream in the memory
of the graphics processor. And then the scaler is
taking that image from memory and resizing it to
the desired size on the computer monitor.

BY MR. SCHWENTKER:

Q. And what does "event—-based streams”
refer to?
A. Event-based streams is that — well, the

normal control sequence is that the host CPU is
providing a single |linear sequence of commands to
the graphics hardware to execute.

The proposal here was to enhance that
with event—based streams which would be, for
example, a on—chip interrupt—Ilike structure, where
when this event happens, provide these
instructions, this pointer decodes workload, to
the unified shader to execute.

An example would be that when the video
frame is ready, an event—based stream would, for

example, do the scaling of that — of that image,
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draw two triangles representing the square of the
video, and then do the texture fetch to bring in
the video from where it was written to memory and
draw it onto the frame buffer.

Q. Could you turn to page 8 of Exhibit 3.
And towards the bottom of the page, there's a

Section 3 titled "Schedule. "

A Yes.

Q. Do you see that?

A Yes.

Q. And it has dates for tape—out of

April 2nd, 2002; samples of May 2002; and then
production of November 2002.
Is it accurate to say those dates were
not met?
A. That would be very accurate to say that
they were fantasies. They were not met at all.
Q. You can turn to the next page, if you
will. Page 9. Let's see. There's a Section 6.1
titled "Unified Shader."
Do you see that?
A. Uh-huh. Yes, | do.
Q. And the first sentence in that section
says:

"The unified shader is a
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SIMD/vector engine that performs
the same instructions on four sets
of four (16) total elements."

Do you see that?

A. Yes, | do

Q. What does "SIMD/vector engine" mean?

A. So the SIMD refers to single instruction
multiple data, so it's a form of processor
architecture where a single instruction is
executed across a plurality of data elements.
There have been quite a few implementations in the
history of computer architecture.

And then a vector engine is a very
closely associated processing element, processor
architecture, you know, popularized by Cray, but
also in previous systems, such as the cyber —— do
| have the name right, Cyber —— Cyber Designs,
where it consists of how operating a single
instruction across a sequence of data elements,
but not directly implying that it's done on that
many processing elements.

The early vector engines used a single
compute element which would be deeply pipelined
and then do the same operation across the 64 data

elements, while a classic SIMD design would have
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64 processing elements and do that same
instruction in all 64 processing elements at the
same time.
So there's sort of a continuum between

SIMD and vector, and we were someplace in the
middle. Architecturally, the considerations are
very similar between a SIMD engine and vector
engine, and all existing implementations today are
essential ly hybrids between the two endpoints.

Q. In your —— the response you just gave
were you drawing a distinction between compute

elements and processing elements?

A. Where do you see those two in this
paragraph?

Q. Sorry. Not in this paragraph. In
the —— the answer you just gave, were —— were you

drawing a distinction between compute elements and
processing elements?

A. | don't think | was. Let me — let me
try and restate this a different way.

So we can talk about a, you know, pure

sense of a SIMD machine, which is |'ve got 64
processing elements, and | work on 64 pieces of
data.

And then we can talk about the sort of
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ideal ized vector processor, where | have one
processing element that's going to work deeply
pipelined across 64 elements of data.

And then you have an in—between hybrid
system, which is close to what we're doing here,
where | might have 16 processing elements that
over four cycles, deeply pipelined, operate on 64
items of data

From an architecture —— from a
programming viewpoint, the considerations are
very, very similar between SIMD and vector, so
that in terms of discussing with other people,
it's generally assumed to be understood that
there's a continuum there and lots of commonality
between, you know, SIMD vector.

Q. Does this having anything to do with
multithreading and parallel processing?

MR. MECHELL: Objection. Lack of
foundation.

THE WITNESS: So SIMD and vector engines
are both ways of achieving increased parallel
processing. Some people might consider vector
engine with only one processing element not to be
parallel, but at the same time, the fact it would

be implemented with a deep pipeline implies that
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there's a degree of parallelism there
And — but this is generally orthogonal
to multithreading
BY MR. SCHWENTKER:
Q. So these have nothing to do with
multithreading?
A. It's orthogonal
MR. MECHELL: Same objection.
BY MR. SCHWENTKER:
Q. What do you mean by "orthogonal"?
A It's a different dimension to achieve
throughput and parallelism.
Q. Later in that paragraph, it says:
"For vertex shader
operations, the 16 elements are 16
vertices. The basic element is a
four—-value vector frequently
interpreted as XYZW or RGBA. "
What do those represent?
A. So let me put parentheses around those
three sentences a little bit differently
Q. Okay.
A. So the first thing is for pixel shader
operations, the elements are four sets of pixels,

with each set of pixels being a two—by—two pixel
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array, so four groups of two by two.

There's no such grouping when working on
vertices, so the 16 elements are 16 independent
vertices from the same vertex list. And then each
element that we work on —— and the language is a
little bit unclear, but would be understood by
anybody of the team reading this is that then the
processing element is a four—value vector,
potential ly XYZW or red green blue alpha

So what we have is we have, in the
vertex case, 16 vertex elements. And there may be
multiple registers for each vertex element, but
each register is four 32-bit values, which could
be interpreted as XYZW or RGBA.

And then for pixel processing, we have
four two—by—two blocks, so that same number of 16,
and then each pixel's unit of work is a four—-wide
element, which would be, you know, STUVW for
texture, or red green blue alpha for a color —
sorry, for a texture coordinate

So you've heard me previously refer to
64. So, in essence, this is — let me withdraw
that. Unnecessary.

Q. In the next paragraph, the last sentence

says:
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"The unified shader will not
start the task until there is
enough room" —— "free room for the
task's registers. "

What does that mean?

A. So we have a fixed number of registers
in the — limited by the fact that it's built in
hardware. There's a fixed number of total
registers that get divided among all of the
threads or tasks —— both words are equivalent in
this sense —— that will be executed concurrently.

So |'ve got —— so this statement right
here is saying that if | have a task ready to put
in the shader pipeline, but there's not enough
room to allocate the registers for that task, it's
going to essentially remain idle, you know, not
get passed into the unified shader until there's
registers available to allocate for it.

Q. And how does it determine when there is

enough room?

A. We maintain a count of what is free
space in the —— the register file
Q. The next paragraph or sentence says:

"The unified shader is based

on the R300 partial unified
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shader. "

So is that the —— well, what does that
mean?

A. So my belief, looking at this document,
because it's been a long time since | wrote it,
was it's referring to R300 using common
instructions for texture coordinate calculation
and pixel shader color blending.

And it was also a political statement,
trying to say we're not that different from the
previous design, when in reality, we were
radically different and scary. So it was
partially trying to reassure the reader of the
document that there is some commonality in what we
had previously built.

Q. If you could turn to Exhibit 4, which is
the R400 top level diagram. And, again, it's the
same as page 14 of Exhibit 3?

A. Yep.

Q. But | figure it might help our
discussion to have it separated out.

| guess my — | guess my first question
is we've just been talking about the section about
unified shader.

Is the unified shader depicted in the
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block diagram on Exhibit 47

A. On implementation as depicted here, yes.
Q. Okay. And where is it depicted?
A. So the unified —— the sequencer, |

believe, is missing from this diagram. So this is
showing more of the data —— data flow paths.
There's — rasterizer and sequencer is there. So
we have — | can look at one of these pipelines
and it shows the unified shader.

Shows the path from the output of that
back to the primitive assembly and clipping block
And then the data flow coming from —— out there,
going out to triangles and parameters, going back
into the pipeline and coming out as fragments,
going to the render back end.

Q. So which — which blocks are included
within a unified shader?

A. In the diagram as done, the unified
shader would be —— would be the pipelines,
supported by the texture, the rasterizer and ——
the rasterizer and sequencer and the primitive
assembly and clipping block

Q. Does —— does the diagram on Exhibit 4
show one unified shader or multiple unified

shaders?
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A. In the diagram, there's four sequencers,
so this represents four shader blocks, each with
independent sequencing. So it could be argued
that this is four shader pipelines

Q. Is the primitive assembly and clipping
block — strike that.

The primitive assembly and clipping
block is down at the —— towards the bottom of the
block diagram, right?

A. Yeah.

Q. And that appears to be shared between

the four shader pipelines?

A. Yes.

Q. Okay. So is that part of the unified
shader or —— or external to a unified shader?

A. It could be argued either way. It's a

little bit unclear in this diagram. This diagram
does not clearly show the — it's not as clearly
shown the boundaries as a different diagram might
show.

Q. So it sounds like, at a minimum, a
unified shader would include the — would include
four pipelines, two texture blocks and the
rasterizer and sequencer block?

A. On implementation of unified shader,

GregoryEdwards, LLC | Worldwide Court Reporting
GregoryEdwards. com | 866-4Team GE

ATI Ex. 2101
IPR2023-00922
Page 141 of 236



>tephen Morein — may 29, ZUl/

Page 142

o W 00 N o0 O b

12
13
14
15
16
17
18
19
20
21
22
23
24
25

could be that. More generically, a unified shader
consists of a —— one or more compute elements,
associated register file memory, and the
sequencing logic around it to feed it both pixel
and vertex operations, at least pixel and vertex
operations.

You know, this was an early diagram of
proposed implementation for unified shading. And,
for example, the texture decompression
architecture shown here | believe was not what was
finally used. But none of that affected the
fundamental behavior of this implementing being
implementation of unified shading using the same
common processing elements for both pixel and
vertex.

Q. So do you —— do you have a definition of
"unified shader" in your mind?

MR. MECHELL: Objection to the extent it
calls for a legal conclusion

THE WITNESS: Not speaking as a lawyer
but, you know, the fundamental concept is a, you
know, hardware implementation of a graphics
pipeline where | use a common element for pixel
and vertex processing that has, you know, hardware

control — let me strike the last word — that has
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a method of scheduling the workload coming out of
the vertex shading, converting it into pixel
workloads, and then providing those pixel
workloads back to the same processing elements.
BY MR. SCHWENTKER:

Q. Previously, you also referred to an
associated register file memory?

A Yeah.

Q. I's that part of a unified shader, in
your mind?

A. That's part of the processing element
for a unified shader. So in this diagram, it's
not shown. It's implied as part of pipe

Q. Okay. So the pipe —— Pipe 0A, for
example, would have a register memory
associated —— associated with it?

A. A compute element and an associated
register file with storage for multiple threads at
work.

Q. What's a register file?

A. A register file is a memory structure to

store data that's available to be processed on.

Q. How does — how does that differ from a
register?
A. In terminology generally used, a
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register would be a — a single value, and a
register file is a collection of stored values.

So there's what referred to as single
register architectures, very old computers that
only had like an accumulated register, so only one
register. So the only operations | could do is
take a value from memory, take a value from the
register, add them, put them back in the register.

Most modern architecture has moved to a
more of a register file architecture, where there
is 4, 8, 16, 32, or 128 registers in the register
file. And so my computation, for example, specify
two different locations in the register file, do
the math, and then return the result to a same or
different location in the register file.

And then there's wel |-known concepts
that says register forwarding, the value
forwarding, where, rather than reading from the
register file, they take the value directly from
the output of the LU and feed it back into the LU.

All those are wel l-known implementation
concepts that were used in this and other
implementations.

Q. The — do you see to the left of the

pipes, there are blocks labeled "Texture"? For
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example, to the left of Pipe 0A, there's

Texture 0 ——
A. Left and zero right.
Q. Okay. So that's zero L and zero R.

What are those blocks?

A. Those are the memory access path for the
pipelines, so that they can make a request to
memory and receive data back

Q. Is that like a cache?

A. It's a cache and, when used for —
specifically for texture mapping, includes a
filtering operation

Q. And that —— and that's different from

the register file that you were —

A. Correct.
Q. -— talking about?
What's — | guess what's the difference

between a register and a cache?

A. In common use, a register is local
high—-speed memory directly accessed by address,
and a cache is a local high—speed memory which is
accessed by the —— not with the location of the
cache, but by location memory. And you look in
the cache to see that element is present in the

cache instead of having to take the lower
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performance high—latency hit of going off chip to
read it from external memory.

Q. Above the pipes, there are blocks
labeled "Render Back End. " So there's Render Back
end 0, 1, 2, and 3, Render Back End 0
corresponding to the four pipe zeros

Do you see that?

A. Yep.
Q. So what is the render back end?
A. It is the block which takes the

fragments from the shader pipe and implements

cache and ALU to blend the fragments into the

memory controller —— sorry, into the external
memory.
Q. What do you mean when you say "blend the

fragments into the external memory"?

A. So in the APl — in the, for example
OpenGL directory, APl is defined in this time
frame. My operations for taking a fragment and
combining it with memory involved steps, such as
depth comparison, to see if the value in the
memory was in front of or behind the value |'m
trying to draw.

Blending operations where, assuming |

pass the depth test, do | replace the column in
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the memory with the new value or do | blend it in
some fashion to emulate transparency.

Q. So that blending operation you're
talking about, is that performed in the render
back end?

A. It is performed in the render back end

Q. Earlier you —— you've drawn a

distinction between fragments and pixels?

A Yes.

Q. Referring to the block diagram on
Exhibit 4, is there —— | guess can you —— can you
tell me when or where —— strike that.

A. Are we close to a break time?

MR. SCHWENTKER: Sure. We can take a

break.

THE WITNESS: Sorry. Rest room.

THE VIDEOGRAPHER: We are off the record
at 2:25 p.m.

(Whereupon, a recess was taken.)
THE VIDEOGRAPHER: We are back on the
record at 2:33 p.m.
BY MR. SCHWENTKER:
Q. Okay. So earlier today you drew a
distinction between fragments and pixels, correct?

A. Yes, | did.
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Q. Looking at Exhibit 4, is there — is
there something —— is there a block in this —— in
this block diagram that, | guess, takes a fragment
and converts it into a pixel?

A. So in this implementation, that's done
in the render back end. That's the purpose of
that block.

It's conceivable that a different
implementation would actually move that operation
into the pixel shader itself so there's no render
back end. We chose this because it allowed us to
do a better implementation of antialiasing to
improve the image quality

(Reporter interruption.)

THE WITNESS: Antialiasing.

BY MR. SCHWENTKER:

Q. And what do you mean by that?

A. Aliasing is a visual artifact you get
because the sampling rate is not adequate to show
the image well, so you sample at a higher rate and
filter down to generate the image. |t's basically
jaggies along the image of objects.

Q. So using the block diagram in Exhibit 4,
can you walk me through the process for performing

both vertex and pixel operations.
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A. Okay. |'ll do that.

One comment is although vertex cache is
being — is listed as part of primitive assembly
and clipping. My recollection is that the final
version we implemented, there was a separate
vertex cache in addition to that one in the same
point in this diagram where the texture is

So my assumption on this version of the
diagram is those texture blocks both did the
from—memory texture and vertex caching operation.
So I'lIl describe this under the assumption that
that is correct.

Q. Okay.

A. So the way this pipeline as a whole is
used to do graphics is |'m coming in with commands
on the global register bus. Those commands are
going to — let me double—check to make sure |
draw this right.

So the —— the leftmost arrow coming out
of the primitive assembly and clipping block goes
to the bus labeled "Vertex Indices.” So at the
point where we're able to allocate a thread, a
task, a unit of work —— all three terms are
interchangeable here — for doing vertex

processing, we send the indices for that unit of
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work, of vertex work, into one of these pipelines
into the corresponding location we've allocated
the registers for that thread.

So we have a unit of work existing in
the —— from the command bus to work on what we've
collected at 16 vertices. So we have a task. We
find one of these four sets of pipelines to
allocate it — to allocate to it.

We create the vector of 16 indices. We
send it to that pipeline, and we successfully
al locate register space for it. And now that
task, that thread, is in that pipeline, ready to
be executed

Q. And how does it determine which set of
pipelines to allocate it to?

A. It's not shown in this diagram, but
there's an overal |l sequencer control function
that's responsible for managing and knowing, you
know, what is the total set, which of the
pipelines is likely to have room to do the vertex
operation.

| know that we did quite a bit of
investigation about different schemes for
allocation, round robin, first available, and so

on. | don't recall, you know, what was the final
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algorithms chosen.
Q. Okay. If you want to turn back to

Exhibit 3, Section 6.2, the third paragraph

A. Mh—hmm.
Q. Let's see. | believe it's six lines
down. It says:

"Which of the four shader

pipelines it has issued to" —

n

looks like there should be an "is

there — "is determined either by

some effort of load balancing or a
simple round robin. "
A. Correct, which is what | just said

Q. Okay. So a simple round robin, would

that just be going in order of one, two, three,

four?

A Yes.

Q. And load balancing would be what?

A. Something where you're aware of what the
load is. And there is —— in between, we may have

implemented a modified round robin, where if this
one is too busy, just move on to the next in round
robin order, but being able to skip people that
are too busy. You know, it's not a requirement

for unified shader to pick any particular
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algorithm for that schedul ing.

Q. Okay. So going back to Exhibit 4, once
the vertex indices have been allocated to a set of
pipelines, then what happens?

A. So the —— there's local scheduling which
determines which — which thread runs at any given
time. Many of the threads in an individual pipe
are blocked because they're, for example, waiting
for data to come back to memory

So we have our vertex shader unit of
work. It's got the indices. Almost the first
thing it needs to do is fetch the data behind
those indices. And | believe —— give me one
second to find the text here.

So | believe in this version —— | can't
find the text in here — we did not have a
dedicated cache for vertex data, and so it went
through the texture pipeline. So |'ve got the
index saying that | am —— | am Index 5 of this
array of vertices, and | will go use the fetch
capability to read from memory on transform vertex
data.

It will then excuse a series of
instructions once that data has arrived. And, of

course, while it's waiting for the data, that
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thread cannot make forward progress, so the
schedule will schedule other threads of virtual
pixel vertex work that can make forward progress
to operate during that waiting time. Then when it
does have the available data, it will execute the
ALU instructions

It can also issue further dependent
memory fetches. And then the final result is
written back to the vertex cache and parameter

cache in the primitive assembly and clipping

block.

Q. So this is the final result coming out
of the pipe?

A This is the result line which is shown
here. You see a horizontal |ine between the pipes

and the render back end, and that is returning
data to the vertex and parameter cache.
Q. So that's after the vertex operations

have been performed?

A Correct.

Q. It goes back to the vertex and parameter
cache?

A (Nods head.)

Q. Okay.

A. The primitive assembly block also has
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the connectivity geometry, so now — so once it
sees that the data has come back, it has the
ability to, you know, connect the vertices into a
triangle or line, or whatever the primitive is.
And now it's going to basically pass it on for,
you know, rasterization.

In this version we seem to have four
different independent rasterizers, so it would
send the geometry to, effectively, all of them.
And each —— each raster would only generate pixel
threads for geometry which is in the associated
memory control ler.

So the memory would get distributed
among the four memory controllers. Each memory
controller is attached to different memory chips
Again, this is not fundamental unified shader but
was something we did on this implementation of
unified shading.

So we take memory. We divide it into
four pieces. Give each memory its only
independent memory control and render back end.
We do a — sort of a checkerboard assignment of
memory to pixels. So if | think of Channels 0, 1,
2, 3, this may go to Channel 0, Channel 1
Channel 2, Channel 3, Channel 0, Channel 1,
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Channel 2, Channel 3, in sort of a checkerboard
assignment. So a given triangle may overlap ——
would overlap on —— if it's large enough, overlap
onto multiple pixel pipelines.

Other designs may not have that —
that —— that tying, and there may be a full
crossbar between the output of the pixel shaders
and the memory controllers.

In this implementation, we did not do
such a crossbar. My understanding is that most
subsequent architectures did implement that
crossbar for better efficiency. But, again, that
choice is orthogonal to unified shading or not.

Q. So in your previous answer, you said it
would send the geometry to all of the rasterizers?
A. And then each rasterizer would only

generate those fragments that would map to the
corresponding memory that's actually attached to
that, the memory controller, the connected render
back, and it's connected to that pipeline.

And, again, this was implementation
detail for this design. This was, for example
not true, to my memory, on the Xenos design. And
| don't recall what happened on the R600.

Q. Let's see, so what — what happens after
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the rasterizer?

A. So the rasterizer does the triangle
walk. |t fetches the parameters from the vertex
and parameter cache. Interpolates those

parameters. And, again, interpolation was
something, in the first implementation, we did in
a separate block, in this rasterizer block

We had extensive discussions if it made
sense to move that operation into the pixel shader
itself or keep it as —— keep separate in the
rasterizer. | think subsequent designs did, in
fact, move it into the pixel shader. But in this
design, it was done independently in the
rasterizer.

And then in the —— it would basically do
the same operation we did before. Look for a
large enough chunk of memory available to allocate
the task. Allocate that memory. Do the transfer
of the interpolated values into the pixel shader
unit of work. And then that pixel shader could
then — would then be, you know, executed under
the priority control we already talked about. Do
the computations. Generate the final color for
the pixel, for the fragment, and — which may

involve memory access through texture and math.
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Q. When you referred to the pixel shader,
are you referring to the pipe?

A. The pixel —— a pixel shader unit of work
executed on the common pipeline as opposed to a
vertex shader unit of work.

Q. Okay. And so after the pixel shader
unit of work is executed on the pipeline, the
result is —— is a fragment?

A. The result is vector fragments which are
sent to the render back end. There's a —— the API
requires an in—order requirement, so we basically
can free that, but not retire a thread to the
render back end unless all prior pixel threads had
actually also completed. That was a requirement
of the API.

And then the render back end would
basically take that unit of work that's come out,
that fragment of work, and do the final, you know,
render steps of the blending —— depth comparison,
blending, stencil test, et cetera, required by the
APl to write it to memory. Or discard it if it's
not visible.

Q. Now, the rasterizer block also says
"Sequencer, " right?

A. Correct.
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Q. So there's — like, one block, for

example, says "Rasterizer and Sequencer 0."

A. In this diagram, yes.
Q. What does the sequencer do?
A. So the sequencer, | believe at the end

of the day, they ended up being separate blocks.
But the sequencer is the block which contains the
instruction pointers for the various units of
work, and the cache of instruction memory for what
they're going to be executing. | think memory
rather than cache, in this version of the design
And so it's basically —— knows the state

of all of the units of work, all of the threads
that that pipeline has, is able to pick which one
executes, and is able to pull out the instruction
and, you know, provide the instruction at the
right time for the thread that can make forward
progress at that point in time.

Q. Let's see. |f you could look back at
Exhibit 3, on page 10.

A. Yep.

Q. This is also within the Section 6.2 on
3D rendering. About two—thirds of the way down
the page or so, there's a paragraph that starts:

"Before starting the
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processing of a vector.”
Do you see that?
A Mh—hmm.
Q. And it goes on to say that:
"The rasterizer, which
includes the sequencer for the
shader pipeline, checks to make
sure there are enough free
registers in the shader pipeline
for the pixel shader program. ™
A. That's misleading. That's — at this
point in time, as you can see, the block diagram.
We had a single block labeled "Rasterizer and
Sequencer.” And that implied the combined block.
In the end of the day, the sequencing
operation, including that before starting process
as a function of a sequencer. But at this point
in time, we had a common ownership for the block,
and we thought it was being built as one — one
block in the chip — in the chip as a whole,
rather than being separated into the two separate
functions that it is.
Q. So — so what is it that checks to make
sure there's enough room?

A. The sequencer.
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Q. The sequencer does that?

A. We had one person, Laurent, who was
going to own both the rasterizer and sequencer, so
we just combined the names into one block. |
think at some point we split it, but | can't
remember right now.

Q. And how does it — how does it check to
make sure that there are enough free registers?

A. There's quite a bit more documentation
in the sequencer spec, which is one of your other
exhibits. But essentially the sequencer kept
track of free space in the register memory and
would basically check if there is enough memory to
al locate the new thread.

Q. The next sentence goes on to say:

"If not, it stalls until
there are enough. "
Does that mean until there are enough
free registers?

A Yes.

Q. Okay. The next sentence goes on to say:

"The rasterizer also needs to
arbitrate between the three
streams of vectors to be shaded:

The vertex stream, the pixel
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stream, and the real-time stream.’

My —— | guess my first question is what
is the difference between those three streams?

A. The vertex stream is executing vertex
shader instructions, basically a vertex workload.
The pixel stream is executing the pixel shader
workload. And the real—-time stream was an
extra —— so, again, let me —— actually, let me
restart that statement.

So this language is a little bit odd in
its usage and was generally understood as, you
know, three sets of vectors, because | could have
multiple pixel vectors that would be — that could
be present at once and multiple vertex vectors
could be present at once. So more than just a
three—way arbitration

But, in general, there is vertex threads
that need to be made forward progress on, pixel
threads that need to make forward progress on, and
then a second set of pixel threads, the real-time
threads, which was a feature we were trying to
implement in the chip.

And | don't recall to what degree the
final implementation included the real-time

threads for doing things |ike the back—end scaling
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and other functions

Q. What does it mean, "to arbitrate"”
between those three streams?

A. Pick which thread would execute at any
given time.

Q. So does that —— does that require
priority among different inputs?

MR. MECHELL: Objection to the extent it
calls for a legal conclusion.

THE WITNESS: It's a — it's speaking as
an engineer, it's a —— actually, let me restate
that.

Speaking as a graphic chip architect, we
are —— it's, you know, what | said. Basically,
it's picking which one would execute at any given
time. You know, in some cases, cycle—by—cycle
basis. In other cases — this is the first
implementation. First proposal is the
clause—based design would execute a sequence of
instructions from one thread till it hit a memory
barrier, at which point it would execute. Would
basically become idle after distribution memory
fetches.

BY MR. SCHWENTKER:

Q. | guess — if there are —— so there
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are —— let's say there's three streams. There's a
vertex stream, a pixel stream, and a real-time
stream. And —— and there aren't any memory
barriers or anything |ike that. So they're all,
you know, ready to be operated on

How would it arbitrate between the
three?

A. Restating, let's say that we have two
vertex threads, three pixel threads, and no
real—time threads available. There would be a
priority scheme that would give priority, as we
proposed here — | think this will be actually
imp lemented.

We had priority for vertex over pixel
and | think —— but | can't remember if the —
whatever worked out better was given priority on
the oldest or the youngest. We basically modeled
both and modeled, actually, several different
approaches and chose the one that worked best.

Q. Okay. Two paragraphs below that, it
starts with a sentence that says:

"The output of the pixel
shader is the final color of the
fragment. "

Do you see that?
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A. Yep.

Q. So what is — what is the color of the
fragment?

A. It's — the color of the fragments, the

color computed by the —— by the — by the shader
that's intended to be the color that we want to
write to the buffer, the frame buffer, if we pass
the final render back end checks.

Q. Okay. And then the next paragraph says:

"The render back end does the
/ compare stencil operation and
color alpha blend. ™
Is that what you're referring to as "the
render back end checks"?

A Yes. Check if it's visible. Stencil
operations is an OpenGL defined function to give
you some more control over operations. And then
the color alpha blend is if you're doing some
degree of transparency, how you mix the color |'ve
just generated into the color that may already
exist in the frame buffer.

Q. So then | think you said earlier that
the output of the render back end would be the
pixel color.

A. Correct. The render back end would
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update the frame buffer contents in memory.

Q. Could you turn to the next page of
Exhibit 3, page 11.

A. Mh—hmm. |'m on page 11.

Q. Okay. There's a Section 6.3 titled "2D
Rendering. "

Do you see that?
A. Yep.
Q. In the third paragraph, it says:
"We wish to be as compatible
as possible with the existing PM4
2D model. "
What does "PM4" stand for?

A. So Programming Model 4 was a design out
of the Toronto office on a control engine to
control the 2D pipeline. And so this is just
stating that we want to be as compatible as
possible to the existing 2D —— stand-alone 2D
engine the Toronto team had developed.

Q. The next sentence goes on to say:

"This will require that the
CP be enhanced, allowing it to
translate 2D commands into
commands understood by the 3D

pipe. "
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What does "CP" stand for?

A. Control processor.

Q. Okay. And how does the control
processor translate 2D commands into commands
understood by the 3D pipe?

A. A very simple example would be there may
be — there's a — again, my memory is quite old,
but | can imagine that the PM4 has a command which
is fill a rectangle with a single color. So the
3D pipe does not understand this. A 3D pipe
understands here are four vertices that define two
triangles and a pixel shader that says fill this
rectangle with this color

So what this would basically be doing is
taking that command to fill a rectangle with color
and divert it into a four vertex pair of triangles
and the corresponding pixel shader code to just
draw that one color

In the implementation we did, we
actual ly bypassed the vertex processes required,
so it directly output as if it was, in fact, a
vertex shader, output the data to the vertex cache
to draw. So it basically skipped the first half
of unified pipe and just used the pixel shader.

Q. Oh, | see. So when you used the unified
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shader to perform 2D rendering, you would skip the
vertex processing stage and go directly to the

pixel processing stage?

A Correct.
Q. Okay.
A. Or the — essentially, the command

processor replaced the vertex shader because there
was no work to do and just a very simple, simple
operation.

Q. Turning back to Exhibit 4, the block
diagram, we've talked about a number of the blocks
shown here. One block | don't think we've talked
about is the texture decompress block. There's

Texture Decompress L and Decompress R

A. Yes.
Q. What are those?
A. So this was an architecture which, as my

recol lection, we would not ultimately implement.
So there is decent text on —— across, in between
page 10 and 11, describing this. The proposed
design that had the texture decompress block had
the textured decompress block reading on a texture
cache miss, reading memory —— data from memory,
and decompressed a canonical pixel format and then

passing on the subsection needed by the texture,
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the local texture caches to it.

So —— so the image would be stored in
the frame buffer in a compressed format, and this
block would decompress it. The ultimate design we
did had a Level 2 texture cache instead of the
texture decompress block, and the data was stored
in memory format all the way to the texture
pipelines. And it was stored in the cache in the
compressed format, and we locally decompressed it.

| believe we kept to the simpler design
because of schedule and pressure to change less
from the previous architects. That also kept the
memory in texture cache in memory format.

Q. A minute ago, in the context of 2D
rendering, we were talking about the control

processor or command processor?

A. Either word, but generally a command
processor.
Q. Okay. At the bottom of the block

diagram on Exhibit 4, there's a block labeled

"CP/RBBM. "

A Mh—hmm.

Q. Is that the command processor?

A. That's command processor and — | can't
remember what — the extra "B" in there, but
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basically the register bus manager.
Q. And over on the right-hand side of the

block diagram in Exhibit 4, there are five — five

lines labeled "triangles, " "parameters, " "vertex
indices," "real—-time stream," and "transformed
vertices. "

A. Yep.

Q. | just want to double—-check to make sure

| understand what each of those is.
| think you said that the vertex indices
are what are input for vertex operations?
A Correct.
Q. And you said that that could be done

using round robin or —

A. How the allocation is done, correct.
Q Yeah, round robin or load balancing?
A Yeah.

Q Some sort of allocation like that

Okay.

And then the transformed vertices are
the output from the vertex shading operations
performed in the pipe?

A. Correct. And if you look at the arrows,
that is data going back to the vertex cache and

parameter cache.
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Q. Okay. And then triangles, parameters,
and real-time stream ——

A. So the triangles and parameters is the
data flowing —— the data that got sent to the
vertex and parameter cache by the vertex shader.
That is the path for that information to go back

after rasterization to be pixel shaded upon

Q. You're talking about the triangles and
parameters?

A. Correct.

Q. What about the real—time stream?

A. The real-time stream is a separate path

for sending units of work from the real—time
support, which | don't think we actually
implemented.

Q. Okay. And are those the —— oh, okay.

So when the —— when Exhibit 3 talked

about the three streams of vectors —— the vertex
stream, the pixel stream and the real—-time
stream — | guess what —— what, if anything, on
this diagram corresponds to the pixel stream?

A. So the pixel stream inputs is triangles
and parameters.

Q. Okay.

A. And its output is the lines going to the
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render back end. The vertex shader inputs is the
vertex indices, and the output is that line
transformer vertices.

Q. Okay. So those —— of those three
streams, the vertex stream would refer to the
vertex indices?

A. Yes.

Q. And the pixel stream would refer to the
triangles and parameters?

A. Yes. Those are the inputs to those two
corresponding streams.

Q. Those two corresponding streams being
the vertex and pixel streams?

A Yes.

Q. So the triangles and parameters are the
inputs to the pixel stream?

A Yes.

Q. Okay. And then the real-time stream is
the real-time stream?

A. Yep.

Q. Okay. And so those —— those are the
three streams that the rasterizer arbitrates?

A Yes.

MR. SCHWENTKER: All right. Should we

take our next break?
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MR. MECHELL: Okay

THE VIDEOGRAPHER: We are off the record
at 3:21 p.m.

(Whereupon, a recess was taken.)

THE VIDEOGRAPHER: We are back on the
record at 3:31 p.m.

MR. SCHWENTKER: Okay. You can put
those exhibits aside

(Whereupon, Deposition Exhibit 5

was marked for identification.)

THE VIDEOGRAPHER: Exhibit 5.
BY MR. SCHWENTKER:

Q. The court reporter has handed you
Exhibit 5, which is a document titled "R400 Top
Level Specification, Version 0.2."

Do you see that?
A. Yep.
Q. And at the top it has the date

March 15th, 2001 —

A Mh—hmm.

Q —— and your name as the author?

A Yeah.

Q Do you recognize this document?

A | have not seen this in a very long

time, but | do recognize having authored it.
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Q. So this is not one of the documents you

reviewed in —

A. It may be part of it, but | did not look
at it specifically. | just said when we looked
through them, it was all in one book. | may have

missed the cover page, but | don't believe |
looked at this

Q. About a third of the way down the first
page, it says:

"Overview: This replaces the
R400 architecture specification. "

What does that mean?

A. It meant that this document superseded
the Exhibit 3 that you previously had me look at.

Q. What —— what's the difference between an
architecture specification and a top level
specification?

A. | mean, different people may use
different terminology, but in this case, we're
progressing on the —— on the design.

This version basically starts having
more block level information, and we're trying to
narrow down the implementation before the block
leads took over writing the block level specs.

Q. What do you mean by "narrow down the
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implementation?

A. There were things left unclear,
undefined here. And this basically, you know, is
no longer a proposal. Now we're actually building
it. And it needed the next level of detail.

Q. Could you turn to page 6 of Exhibit 5.

Do you see, under "Introduction,” it
refers to the R400, the RV400, and the R4507?

A Yeah.

Q. Are the —— what do RV400 and R450
represent?

A. Those represent intended derivative
chips.

Q. Derivatives of the R400?

A Correct.

Q. What were the differences between those
chips?

A. So the chart here clearly shows a

difference in pipeline count for the RV400. And |
believe, because of the die size shrink, that the
R450 was an intended port to a smaller process
geometry, manufacturing process geometry, which
shrunk — which would shrink the die and allow for
higher clock speed.

In fact, from what's shown here,
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presumably the RV400 is also in the smaller

geometry.
Q. Is that based on die size?
A. Die size and clock speed

THE VIDEOGRAPHER: Mr. Morein, would you
please raise your microphone.

THE WITNESS: Better?

THE VIDEOGRAPHER: Yes.
BY MR. SCHWENTKER:

Q. And which columns tell you that the —
that there's a difference in pipeline count for
the RV400?

A. The pixels per clock and texture fetches
per clock, ALU organizations per clock

Q. Were the RV400 and R450 ever taped out?

A. No. The — in the product road map,
these were replaced with parts from the R300
architecture, and this architect was introduced in
the R600, after the Xbox Xenos design

Q. Was there ever an R500?

A. Again, | believe there's some R500s
Again, further derivatives of the R300
architecture

Q. If could you turn to page 9 of

Exhibit 5. There's a Section 3 titled "Schedule, "
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with schedules for tape—out, samples, and
production for the 400RV, 400R, and R450.
| take it those were not met?
A. Correct.
Q. Now, if you turn to page 10 of

Exhibit 5, there's a Section 5.2 called "3D

Rendering. "
A. Yep.
Q. And this appears to be very similar to

Section 6.2, 3D rendering in Exhibit 3?

A Yeah.

Q. In Exhibit 3, following section ——
following the section on 3D rendering, there's a
section on 2D rendering.

Do you recall that?

A Yes.

Q. In Exhibit 5, following the section on
3D rendering, it looks |ike the section on 2D
rendering has been removed?

A Looks correct.

THE VIDEOGRAPHER: | just need one
second to reposition your microphone.

THE WITNESS: Okay.
BY MR. SCHWENTKER:

Q. Let me know when you're ready
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A. |'m ready

Q. Okay. So the section on 2D rendering
is —

A. Apparently absent from this version,
looks |ike.

Q. Do you know why?

A. Actually, | don't. | mean, | did it,

but | don't remember why

Q. All right. Could you turn to page 15 of
Exhibit 5.

Do you see there's another R400 top
level block diagram there?

A. Yes.

Q. And does it look similar to you to the
block diagram we looked at in connection with
Exhibit 3?

A. Yes. It looks like an updated, more
refined version, as we narrowed down some of the
implementation choices for the design.

Q. Are there any significant differences
that you see?

A. It's also very small type. Not
significantly different. It's showing additional
items, like the hierarchical Z —

(Reporter interruption.)
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THE WITNESS: The hierarchical Z, as in
the tile Z broadcast bus, and tile broadcast bus
are present here
BY MR. SCHWENTKER:

Q. And looks like there's — instead of two
texture blocks for each set of pipelines, there's
one texture pipe

A Correct. It's unclear from here if the
performance is still 2X or 1X. That's probably
described later in the document.

But in any case, the document's cleaned
up in that sense to show, you know, there's
texture for each pipeline and a common L2 cache
for texture mapping

Q. Do you know why there would be one
texture pipe instead of the two texture blocks?

A. | think it's just a cleaner diagram.
|'d have to look at the document to see if we
actually slowed down the texture speed or not. |
don't have a further answer.

Q. Okay. Could you turn to page 29 and 30

Mh—hmm.

A
Q. On page 29, there's an RE block diagram.
A Mh—hmm.

qQ

What does that stand for?
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A. Raster engine

Q. Okay. And then below that block diagram
on page 29, there's a section, 8.15.3.2, called
"RE Sequencer, " and then 8.15.3.3, called "RE
Sequencer, Arbitrator.”

A Yes.

Q. Is the —— is the block diagram on the
fol lowing page, 30, the sequencer arbitrator?

A. Not exactly. This is basically — and
there's a typo there

So on the left is the arbitrator for
ALU. On the right is the arbitrator for —— for
texture.

The one on the left is mislabeled as
texture arbitrator. So, again, this was the
initial diagrams. This was then provided to — |
believe it was Laurent, who finalized the design

Basically, this section was pulled out
of this document and incorporated into the
sequencer specification, which is one of your
other exhibits.

Q. Okay. So this is a block diagram for
the sequencer?
A Yes. It looks like it was — so it

looks like it's a little bit off, 'cause that
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shows using a single vertex and pixel going into
the clause—based system. And, of course, we
changed that before the final design.

Q. What did you change it to?

A. Microsoft, unfortunately for us, pushed
to a non—clause—based design, which was a pain for
us to handle.

Q. What do you mean by "clause—based"?

A. So this diagram on page 30 shows a
clause—based execution mode, where | do texture
basically memory fetch instructions, followed by
ALU instructions, followed by texture, followed by
ALU, followed by texture, followed by ALU.

So this structure, for example, would
not let me do a loop which has, say, ten
sequentially dependent memory accesses because it
doesn't have the capability of doing ten
sequential memory accesses. By "sequential," |
mean where the address fetched by —— the value
fetched by one memory operation is used as the
input to a subsequent operation

So this is restricted comparatively to
general programming model. But had we been
allowed to implement this, it would have

simplified our life quite a bit.

GregoryEdwards, LLC | Worldwide Court Reporting
GregoryEdwards. com | 866-4Team GE

ATI Ex. 2101
IPR2023-00922
Page 180 of 236



>tephen Morein — may 29, ZUl/

Page 181

o W 00 N o0 O b

12
13
14
15
16
17
18
19
20
21
22
23
24
25

And this is actually a good example of
what | said before about the interaction with
Microsoft and other hardware vendors, because we
proposed —— we proposed a scheme for pixel shading
that required clauses. Somebody else proposed a
scheme that did not require clauses. Microsoft
preferred the scheme without clauses and said
everybody has to do the version without clauses
and that, of course, made our life quite a bit
harder.

Q. So the —— the setup depicted in —— on
page 30 did not end up in the final design?

A. Correct.

Q. At the top, there's a block labeled
"Vertex/Pixel Vector Arbitrator.”

Do you see that?

A. Yeah.
Q. What does that do?
A. Again, this is quite old, and |'m

curious about that diagram because | don't think
it would work with it there. But basically
selecting the next — | would have to check other
documentation, but it's basically what do we
allocate. Do we allocate for a new vertex thread

into the hardware or a pixel thread
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But | thought we maintained two separate
gueues rather than the one it seemed to show here.
Q. Two separate queues meaning one queue

for —

A. Meaning that if — if this diagram was
accurate, a vertex thread could not pass a pixel
thread, which is actually desirable. So | don't
think this is — | think there's two separate
ideas documented in this diagram that are sort of
different, which is why the diagram ultimately, |
believe, got corrected

And then made irrelevant because, at the
end of the day, we could not implement the
clause —— we were prevented from implementing the
clause—based scheme

Q. What are —— what's the difference
between texture clauses and ALU clauses?

A So this was fundamental to the
clause-based architecture that | believe the R300
team did first. And so a texture clause only as
memory fetch instructions, so we execute as many
memory fetch instructions as we can

We cannot, for example, do a memory
fetch instruction on ALU computation and then use

that ALU result in another memory fetch

GregoryEdwards, LLC | Worldwide Court Reporting
GregoryEdwards. com | 866-4Team GE

ATI Ex. 2101
IPR2023-00922
Page 182 of 236



>tephen Morein — may 29, ZUl/

Page 183

o W 00 N o0 O b

12
13
14
15
16
17
18
19
20
21
22
23
24
25

instruction. We only do the memory fetch
instructions.

And then when all of those memory fetch
instructions complete, in other words, we have the
data in the register file again, then we're able
to execute the following ALU clause, which can use
the register values plus the return data from the
fetches. Compute new values. And then the
subsequent texture clause can then use the result
of those previous fetches and the previous ALU

clause to do additional fetches

Q. Are the registered values stored in the
FIF0s?
A. No. The FIFOs is just thread indices

And | believe even at this stage of the proposal,
the FIFO was independently FIFO'ing vertex and
pixel such that a vertex thread could pass a pixel
thread.

Q. What does the texture arbitrator do, on
the right—hand side?

A. Sorry?

Q. On the right—hand side of the diagram on
page 30, there's a texture arbitrator.

A Correct.

Q. What does that do?
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A. So looking at this, you can see there's
potential ly up to eight texture clauses that have
instructions ready to go, and the texture
arbitrator is picking which one to actually

execute and checking to see if they are ready to

execute.

Q. And how would it pick which one to
execute?

A. In the last paragraph on page 28,

there's some text to support —— to back that up.

It says:
"The arbitrator will give
priority clauses reservations
closer to the top of pipeline. "
Q. Where are you reading on page 287
A. So page 28, the last —— second to the

last paragraph, before it says "major interfaces.”
The last sentence, or second—to—last sentence.

Q. Okay. Then turning back to page 30, on
the left—hand side there's another block labeled
"Texture Arbitrator, " which you said ——

A. |s apparently a typo. |t should be
saying "ALU arbitrator."

Q. What does the ALU arbitrator do?

A. It does the same operation, but for ALU
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execution. | believe in the final design, we had
to co—schedule two ALU clauses simultaneously to
maintain the highest performance, but my memory
could be faulty on that.

Q. And | assume the ALU arbitrator again

has some sort of priority scheme to —

A Yes.

Q. —— choose which one of the ALUs to
select?

A Yes.

Q. If you could turn to page 31, there's

another block diagram there
Do you know what this block diagram is?

A. This represents an individual unit of
the unified —— unified shader processing element
consisting of the register file and five ALUs

Q. How do you know there are five ALUs?

A The nomenclature here is a little bit
awkward, but there are four 32-bit multiply
accumulate units. That's what "MAGC" refers to.
And then a scaler unit. Here it's labeled as
128-bit scaler vector ALU. It really was a 32-bit
scaler ALU. And | think in this version, it's
proposing doing some simple operations across 128

bits.
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But it was primarily a 32-bit scaler ALU
for doing things |ike reciprocal, while the
pipelines on the left, the four identical
pipelines on the left, only implemented a basic
floating—point multiply—add and corresponding
simple operation, add, multiply, subtract,
et cetera

So | want to do, like, a reciprocal
square root. | could only execute that on scaler
pipe on the right and have to do — basically do
four instructions if | want do four reciprocal
square roots.

And, for example, divide was implemented
by doing —— dividing all four elements by a value
would be done by calculating the reciprocal in
that scaler ALU and then using the reciprocal and
four multiplies to do division by multiplication,
basically.

Q. Okay. So each one of those four MAC
units and the ALU could execute instructions; it's
just a matter of the complexity of the
instructions that they could —

A. Yeah. This was a long instruction word
architecture from the viewpoint of each element.

So a long instruction word would basically specify
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how two values were muxed and what the operation
done was across all of these ina — in a — so
we're not independently scheduling on the scaler
in the MAC. You're basically specifying one
operation that included suboperations on the left
and on the right.
Q. And what —— what does the operands mux
do?
A. The operand —— "operand"” is the term
used to describe operands for an ALU operation
So you can see that we have lots of places that
operands can come from, the register file
forwarding constants. And so this mux is
basical ly routing the possible inputs to the
actual inputs to be used.
Q. You can put Exhibit 5 aside.
A. Can we take a short break at this point?
MR. SCHWENTKER: Absolutely
THE VIDEOGRAPHER: We are off the record
at 4:02 p.m.
(Whereupon, a recess was taken.)
THE VIDEOGRAPHER: We are back on the
record at 4:11 p.m.
(Whereupon, Deposition Exhibit 6

was marked for identification.)
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THE VIDEOGRAPHER: Exhibit 6.
BY MR. SCHWENTKER:

Q. The court reporter has handed you
Exhibit 6, which is a copy of U.S. Patent
No. 6,897,871.

A. Okay.

Q Do you recognize this patent?

A. Yes, | do

qQ Is this the initial unified shader
patent that you referred to earlier today?

A. Yes, it is.

Q. And is this the patent you reviewed in
preparing for your deposition?

A. Yes, it is.

Q. And you're the first named inventor on
this patent?

A. Yes, | am

Q. Do you see there's a filing date of
November 20th, 2003?

A. Yes, | do

Q. Why — why was the filing of the patent
application delayed so much?

MR. MECHELL: Computation.
THE VIDEOGRAPHER: Counsel, vyour

microphone, please.
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MR. MECHELL: Objection. Form.

THE WITNESS: | believe we were focused
on doing the implementation and did not get around
to writing the — the patent til much later in the
process. In fact, based on that date, did not get
around to writing it until pretty much we were
completely done with the architecture and | was no
longer actually working on architecture and,
therefore, | actually had time to work with the IP
department to file patents.

This was during the time period which
was first to invent, and we would generally
schedule patent review meetings and filing
meetings basically around the time that a chip was
supposed to tape out to make sure that all patents
were filed before the product was offered for
sale.

BY MR. SCHWENTKER:

Q. Were you involved in drafting the
application for the '871 patent?

A. Only extent of providing documentation
and doing a disclosure with a |IP attorney and then
reviewing drafts.

Q. But you didn't draft the text of the

patent?
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A. Correct.
Q. Did you provide any of the drawings?
A. If this was —— and to my best knowledge,

this was done similar to how other patents at the
same time were done. In some cases, these were
redrawn from things | drew on the white board or
drawn from — or redrawn from figures provided in
architecture specifications such as these
documents.

Q. Were you involved in the decision to
seek a patent?

A |'m not sure how to answer that
question. Did | propose that this was something

that we should be filing IP on? Yes, | did.

Q. It was your proposal?

A Correct.

Q. Why did you decide that?

A Because it was new and innovative. And

based on the feedback from the company and the
effort required to —— to agree, we need to do
this, this was also, you know, from the very
beginning, something we need to file a patent on,
which is one the reasons why we were so careful in
the conversations with Microsoft to only discuss

shader model and not discuss unified shader
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hardware.
Q. Do you know who did write the ——
A. | 'm embarrassed because | worked for him

for several years, but | cannot remember the

attorney's name.

Q. But it was an attorney ——
A Yeah.
Q. —— who wrote — who drafted the

application?

A. Correct.

Q. Okay. And you said you reviewed drafts?

A | reviewed at least the final draft that
| signed.

Q. Did you provide any edits?

MR. MECHELL: Just caution you not to
disclose any attorney—client privileged
communications you might have had.

THE WITNESS: The general process is
that we would receive copies, make comments,
receive additional copies. However, at this time
| cannot remember how many rounds, if any, we did
in reviewing this specific patent.

BY MR. SCHWENTKER:
Q. As someone who has a number of patents,

| assume you understand that a patent applicant is
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under an obligation to disclose prior art that
you're aware of to the patent office?

A Correct.

Q. Did you — did you disclose any prior
art in connection with this patent application?

A We — | disclosed to the —— to the best
of my knowledge, | disclosed all relevant prior

art to the patent attorney to incorporate into it.

Q. What was the relevant prior art that you
knew of?

A. | cannot remember at this point what
we — what | disclosed

Q. Did you have a standard practice of

keeping track of prior art that you looked at or
analyzed in connection with the patent
application?

A. No, | did not.

Q. Did you have a practice of searching for
prior art?

A. There was a practice of doing a basic

search both done by the IP as well as asking us to

review —— to present any prior art that we were
aware of.
Q. Could you turn to — | think it's the

fifth page of Exhibit 6. |It's Figure 3.
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Do you see that?
Yes, | do
And it's labeled "Prior Art"?

Yes.

e » o >

What does Figure 3 show?
MR. MECHELL: Objection. Calls for a
legal conclusion
THE WITNESS: Again, not speaking as a

lawyer, but generally representative of a
pre—unified shader, programmable pixel and vertex
shader, designed such as, for example, the R300
was.
BY MR. SCHWENTKER:

Q. The —— the classic graphics processor
that we talked about earlier today, is that

consistent with the figure that's shown here,

Figure 3?

A. This is specifically showing vertex
shader and —— and pixel shader, which were, at the
time of the filing, still new concepts in

real—time graphics hardware.

So, for example, |P that may have been
filed on programmable vertex shaders and
programmable pixels shaders had, in some cases

not even been issued at the time of this filing.
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So in terms of what was, you know,
published prior art at this point in time was
primarily fixed function graphics hardware, not
even programmable

Q. Next to the vertex shader, there's a
block called "Vertex Store" labeled "Number 48"?

A. Yeah.

Q. What is that?

MR. MECHELL: Objection. Calls for a
legal conclusion

THE WITNESS: So, again, speaking as a
graphic chip architect and not lawyer, the
interpretation of this is you've got a — the
output of the vertex shader is individual
transform vertices. And the vertex store holds
that output until effectively — it's a cache
structure to hold those vertices until they are ——
can be — until enough vertices are there to be
assembled into primitives and act as a FIFO
between the vertex shading operation and the
primitive assembly operation.

BY MR. SCHWENTKER:

Q. So a store is a cache?
A. Is a storage memory structure
Q. What does that mean?
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A. A cache is a form of store.
Q. What other forms of store are there?
A. Memory. There's several possible

implementations of this. Whether or not you have
a direct dimension in directing direction in the
addressing or not. |If it's a cache or something
behind the cache, if you are doing some form of
tagging to control what's in that store.

Q. So when you say "memory, " are you
referring to things |ike RAM?

A. General ly, for an implementation, it
would be on—die SRAM, although there's no reason
why it could not be external DRAM for that. It's

up to particular performance and optimization of

the design.

Q. Any other forms of store?

A. | don't know how to answer the question
as asked.

Q. Well, you said that a cache was a form

of store. And | asked you what other forms of
store are there, and you said memory.

A. So in this particular case, | can
distinguish between two different possible designs
here. In one design, the only primitive —— the

only structure that | understand are triangles
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triangle strips, and triangle fans.

So a triangle is — three vertices is
one triangle. A triangle strip is, you know,
three vertices initially, then each new vertex
reuses the last two vertices. And so | basically
create a strip of triangles.

And then a triangle fan is | have the
first triangle, because the new vertex uses the
first vertex and the most recent vertex, and so |
basically —— basically create a fan of triangles

So in both of those cases, | a priori,
know which vertices are going to be used, and my
vertex store can simply be a memory structure with
no caching behavior

On the other hand, Microsoft and most
application developers on DirectX heavily use what
is called an "indexed structure, " where you have a
array of vertices, and you say —— you describe
your geometry by going this triangle is Index 1
10 and 15. And then you might say the next
triangle is 1, 10 and 25.

So in order, in this case, to reuse
computation results, which is desirable, | would
need to have a cache structure to let me recognize

that Result 10 and result whatever are — that
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with the index as 10, and | have room in the
vertex cache, vertex store to preserve value 10,
then | use it. |f —— because of other
computations being pushed out of that store, |
would have to retransform that vertex even though
| previously computed it.

Q. Could the store be a register or a
register file?

A. It —— again, you're —— computer
architecture is wonderful that we use the same
name for so many different things and so many
different things use the same name.

So the answer is, yes, but that doesn't
give you a lot of content in me answering "yes" to
that question.

Q. What do you mean, that doesn't ——

A. For example, | can build a memory out of
individual registers. And at a low level, a
register is generally defined as a multiple
transistor structure to define the storage of a
bit. Well, an SRAM is composed on one transistor
or six transistor bit cells. So the vertex store
here could be built with registers, could be built
with SRAM bits.

On — when we showed the — in
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Exhibit 5, that block diagram, and we had the
register file, the actual implementation of the
register file was an SRAM memory using six
transistor bit cells, but its use was a register
file matching the use in processor architecture
so it's called a register file even though the
implementation was an SRAM, while at the same time
we have the concept of a register meaning a
non—six transistor sequential element for logic.

It's just unfortunate about computer
architecture that we've used and misused so many
things for the same thing

Q. Earlier you mentioned that Figure 3
shows programmable vertex and pixel shaders. |Is
that correct?

A. That is correct, because before they
should generally not refer to those stages. |If
it's a fixed function pipeline, | would probably
write "vertex processing” rather than "vertex
shader, " and | would write, you know, "pixel
blending” or "pixel" — or "texture blending”
instead of "pixel shader.™

Q. If they're programmable, | assume that
means they can execute instructions?

A. Yes.
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Q. Where are instructions for vertex

operations stored?

A. It's not shown in this diagram

Q. Where would they be stored?

A. Most likely in a memory structure on
the —— in the design.

Q. A memory structure connected to the

vertex shader or within the vertex shader?

A. Either way

Q. What's the — what's the input to the
vertex shader?

A. In this case, it's the, you know,
original position and parameter data. And so in
this case it's showing a vertex fetch stage which
is able to fetch that data, put it into what's
labeled here as the vector cache store, for on
transform data, and making it available to be
processed in the vertex shader and for the
transform geometry to be written to the vertex
store.

Q. So the output on the vertex shaders is
the transform geometry?

A Yes.

Q. Let's see. And what's —— what's the

input to the pixel shader?
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A. The input to pixel shader in this
diagram is the output of the rasterization engine,
so that is positioned and interpolated parameter
data, such as texture coordinates and interpolated

color values.

Q. And what's the output of the pixel
shader?
A. The output would be a fragment in this

diagram. So the final color and depth valuing to
go to a render back end, like block, to be merged
into the frame buffer.

Q. And where would instructions for the
pixel shader be stored?

A. Again, they're not shown in the diagram.
They could be external memory, cache on die, local

storage on die, or drawn as memory inside the

pixel shader. It's not described in this diagram.
Q. Can you turn to Figure 4
What is Figure —— sorry. Let me be more

precise, Figure 4A.
MR. MECHELL: Objection. Calls for a
legal conclusion
BY MR. SCHWENTKER:
Q. Do you see Figure 4A?
A. Yes, | do
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Q. What does Figure 4A show?

MR. MECHELL: Same objection.

THE WITNESS: So, again, not speaking as
lawyer, it appears to show a possible
implementation of a unified shader system.

BY MR. SCHWENTKER:
Q. At the top left of Figure 4A, there's a
block labeled "Arbiter. "

Do you see that?

A. Yes, | do
Q. What does the arbiter do?

MR. MECHELL: Objection. Calls for a
legal conclusion

THE WITNESS: Again, not speaking as a
lawyer, but in this diagram, it appears to be
selecting whether to provide indices for vertex
processing or pixels for pixel processing to the
unified shader.

BY MR. SCHWENTKER:
Q. And how does it make that selection?

MR. MECHELL: Objection. Calls for a
legal conclusion

THE WITNESS: Again, not speaking as
lawyer, but it appears —— it would be most likely

based on a priority scheme that gives good
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performance.
BY MR. SCHWENTKER:

Q. So the —— the arbiter selects between
indices for vertex processing or pixels for pixel
processing, which | take it are then passed from
the mux to the unified shader?

MR. MECHELL: Objection. Calls for a
legal conclusion. Lack of foundation.

THE WITNESS: | would have to read the
associated text to — to clarify what's shown
here. In the system as we've described it so far,
you know, this is basically select which threads
to get loaded into the unified shader, with
additional arbitration selecting on a
cycle-by—cycle basis what gets executed based on
priority.

BY MR. SCHWENTKER:

Q. Can you turn to the next page. |t shows
Figure 5.

Do you see that?

A. Yes, | do

Q. Do you know what Figure 5 shows?

A. It appears to show the register file
some operand sources, and then the ALU unit which

is labeled as "CPU, " which is not the best
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terminology, but an acceptable.

Q. Why do you say that?

A. 'Cause in general use, this would be
referred to as a "processing element” rather than
"central processing unit."

Q. And what is a processing element?

A. So in — so in this diagram, it's
basically showing a vector portion and a scaler
portion. |If you look at the corresponding
architecture documents, this would represent the
four 32-bit floating—point back end units and the
scaler unit capable of the reciprocal

Q. Did you ever use a CPU in implementing a
unified shader?

MR. MECHELL: Objection. Calls for a
legal conclusion

THE WITNESS: Again, | can't answer as a
lawyer to the question, but a processing element
can be called a —— and CPU card is somewhat
interchangeable terms that are used that way in
the industry.
BY MR. SCHWENTKER:

Q. So if someone says to you "processing
element, " just in your day—to—day work, what do

you understand that to mean?
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A. | understand that to be an ALU. And
potential ly the associated sequencing operations
depending upon the context of the conversation

Q. If you turn to the next page, Column 2
of the patent, at line 30 it says:

"Figure 5 is an exploded
schematic block diagram of the

unified shader employed in the

graphics processor illustrated in
Figure 4A."

A Yeah.

Q. Do you see that?

So if you turn back to Figure 5, so this
is a depiction of unified shader, correct?
MR. MECHELL: Objection. Calls for a
legal conclusion
THE WITNESS: Again, not speaking as ——
as a lawyer, but what | can say is it does look ——
it is — incorporates many of the elements that
are in the unified shader block
BY MR. SCHWENTKER:
Q. And what elements are those?
A. The — in this case, the register file
and corresponding ALUs. In this diagram, the

instruction store is shown. In some of the other
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DRAMs we talked about today, the instruction store
is shown outside of what may be labeled unified
shader block. However, obviously instruction
store is part of the unified shader system.

So it basically has the registers, ALU,
and the instructions to be executed. Those
instructions may be either pixel shader
instruction or vertex shaders instruction.

Q. What is the instruction store?

MR. MECHELL: Objection. Calls for a
legal conclusion.

THE WITNESS: Again, not speaking as an
attorney, but it's a — either a cache or memory
structure containing the instructions to be ——
that would be executed upon the shader.

BY MR. SCHWENTKER:

Q. Okay. So the instruction stores were ——
the instructions are stored, for lack of a better
term, and then they're fetched from there when
they need to be executed?

A. Correct. Though, obviously an
implementation could implement on the chip of
cache, which could be backed up on external
memory. So in that case, the terminology

instruction store may refer to both the cache and
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the ultimate instruction store in the memory.

Q. Below the instruction store you see the
Constants Block 917

A Yes.

Q. What is — what is the constants block?

MR. MECHELL: Objection. Calls for a
legal conclusion

THE WITNESS: Again, with the same
preface as |'m not an attorney, | can't define for
you what's in the patent, but in this
implementation, there are what we referred to as
constants, which are input values to the shader.
And this is a convenient place for them to be
stored to be provided —— stuff that's constant
over the array of pixels or vertices |'m going to
be operating on.

Example of constants for vertex shading
might be a transformation matrix. An example for
pixel shading might be a light position. And, of
course, an implementation could get the same data
by doing a texture fetch to memory to fetch the
information from memory rather than the shortcut
of it being in a constant store.

BY MR. SCHWENTKER:

Q. Let's see. Could you turn to the last
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page of the '871 patent.

In Column 8, do you see Claim 157

A. Yes, | do

Q. Are you familiar with this claim?

A. Yes, | reviewed it.

Q. Do you see where it says "a processor
unit"?

A. Yes, | do
Q. What is the meaning of "a processor
unit"?
MR. MECHELL: Objection. Calls for a
legal conclusion. Lack of foundation.

THE WITNESS: So, again, |'m not an

attorney. | can't answer in a legal sense. But |
would —— in the terminology used here, it would
refer to a processing element capable —— in

particular because the register for block is
described in the line before.

So this would be representing the
computational unit attached to that register file
to perform math and logic operations on the data
from the register file
BY MR. SCHWENTKER:

Q. Is "processor unit" a term that you use

in your work?
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A It's an —
MR. MECHELL: Objection. Vague.
THE WITNESS: Sorry. Processing unit,
yes.

BY MR. SCHWENTKER:

Q. Sorry. "Processor unit" was my
question
A. It would be understood to be —— be ——

meaning processing element, processing unit, all
synonymous. Again, poor consistency of language,
but all — especially in this context with the
register —— block register file identified in the
sequencing element, seeing "processor unit" would
imply that that's —— might also be called an ALU.
Of course, ALU specifically means

arithmetic logic unit and a — and it may be more
general, doing more than just —— logical
operations rather than just arithmetic elements.
So "processing unit” is valid terminology here.

Q. Couple of claims before that, Claim 13,
do you see that?

A. Yes, | do

Q. Do you see, about line 21 or so, it
refers to a computation element?

A. Yes.
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Q. What is a computation element?

MR. MECHELL: Objection. Calls for a
legal conclusion. Also lack of foundation.

THE WITNESS: Without being an attorney,
| cannot describe the legal interpretation of
this. However, the usage here is synonymous to
processor unit, in my opinion
BY MR. SCHWENTKER:

Q. Why did you use different terms to —— in
your view, refer to the same thing?

MR. MECHELL: Objection to form.

THE WITNESS: | can't recall at the
time.

BY MR. SCHWENTKER:

Q. So in your view, there's no difference
between a computation element and processor unit?

A In the context of both of the
paragraphs, | would say — | would say they're
equivalent.

Q. Going back to Claim 15, above processor
unit it refers to a "general purpose register
block for maintaining data. ™

What does "general purpose register
block" mean?

MR. MECHELL: Objection. Calls for a
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legal conclusion. Objection. Lack of foundation.

THE WITNESS: So, again, | cannot answer
the —— the question as lawyer enough to give the
legal definition of that. But historically, in
computer architecture, when we started using a ——
the concept of a general purpose register file was
introduced when people started using — no longer
used separate instructions —— separate register
files for things |ike addresses versus data, and
so "GPR" was the common term —— general purpose
register file, general purpose register block,
when the same bits could be used for any of those
functions.

And in this case, we're using it because
not only are we storing both, for example, texture
and vertex addresses in the same register file, we
are also storing both texture and vertex in the
same register file. So in that sense, we use the
term “"general purpose.”

BY MR. SCHWENTKER:
Q. Further down in Claim 15, it states:
"A sequencer coupled to the
general purpose register block and
the processor unit, the sequencer

maintaining instructions operative
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to cause the processor unit to
execute vertex calculation and
pixel calculation operations on
selected data maintained in the
general purpose register block. "

Did | read that correctly?

A. | think you just read the words that are
written there

Q. When it refers to the sequencer
maintaining instructions, is that what we were
discussing earlier, where the sequencer has an
instruction store for storing instructions?

MR. MECHELL: Objection. Calls for a
legal conclusion. Lack of foundation. Misstates
testimony.

THE WITNESS: So, again, not speaking as
a lawyer, but as written, it implies that the
sequencer includes the instruction store, whether
that instruction store be memory or cache or ...
BY MR. SCHWENTKER:

Q. But it would be something that would
store instructions in it?
A Yes.
MR. MECHELL: Same objections.
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BY MR. SCHWENTKER:
Q. Further down in Column 8, do you see
Claim 207
A. Yes, | do
Q. Claim 20 says:
"The shader of Claim 15
wherein the processor unit
executes vertex calculations while
the pixel calculations are still
in progress. "

What does that mean?

MR. MECHELL: Objection. Calls for a
legal conclusion. Lack of foundation.

THE WITNESS: That basically implies
that the pipeline is capable of —— again, not
speaking as lawyer, but speaking as the inventor,
it basically is saying that the pipeline can
execute vertex calculations while there are still
pixel calculations available and to be done in the
shader. For example, we have not completed all
the pixel shader operations that have previously
been submitted while starting to work on vertex
work for the future
BY MR. SCHWENTKER:

Q. You've read the '871 patent, right?
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A. This patent?

Q. Mh—hmm.

A. Yes, | have.

Q. Do you know where the patent describes
this?

MR. MECHELL: Objection. Calls for a
legal conclusion
THE WITNESS: | could probably find it
if | looked. |'m not sure what the correct ...
Column 5, line 15.
BY MR. SCHWENTKER:
Q. Can you read what you're referring to?
A. "Unified shader has the ability
to simultaneously perform” ——
(Reporter clarification.)
THE WITNESS: Sorry.
"The unified shader 62 has
the ability to simultaneously
perform vertex manipulation
operations and pixel manipulation
operations at various degrees of
completion by being able to fully
switch between such programs or

v

instructions.’
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BY MR. SCHWENTKER:
Q. Okay. So that's —— that's the
description corresponding to Claim 20?

MR. MECHELL: Objection. Calls for a
legal conclusion.

THE WITNESS: | cannot answer that in a
legal sense. But as the architect, that is
definitely implying you can make forward progress
on vertices while there's still pixels in the
pipeline.

BY MR. SCHWENTKER:

Q. Which is —— and that's —— that's your
understanding of what Claim 20 is referring to?

A. That is my understanding

MR. MECHELL: Objection. Form.

BY MR. SCHWENTKER:

Q. Is there any other description that you
think corresponds to Claim 207?

MR. MECHELL: Objection. Calls for a
legal conclusion.

THE WITNESS: | would have to reread the
patent to answer that question.

For example, there's another reference

in Column 6, around line 20.
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BY MR. SCHWENTKER:

Q. What are you referring to there?

A. "In addition, as unified
Shader 62 is cable of alternating
between performing vertex
manipulation operations and pixel
manipulation operations, graphics
processing efficiency is enhanced as
one type of data operation not
dependent upon another type of data
operation. "

Q. Are there any other examples that you
are aware of?

A. Again —

MR. MECHELL: Objection. Calls for a
legal conclusion

THE WITNESS: Not without extensively
rereading in detail the patent.
BY MR. SCHWENTKER:

Q. Going back to Column 5, that same
paragraph that you were reading from earlier,
further down, this is — | think, at line 23, it
says:

"However, if the general

purpose register block 92 does not
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have enough available space
therein to store the incoming
vertex data, such information will
not be transmitted as the
arbitration scheme of the arbiter
64 is not satisfied.”
Do you see that?
A. Yes, | do
Q. How does the —— how is it determined
whether there's enough available space in the
general purpose register block?
MR. MECHELL: Objection. Calls for a
legal conclusion
THE WITNESS: Same —— same answer as
|'ve replied a couple times before. There's
hardware to be able to determine if there is
enough space —— again, not answering as the
lawyer, but as the inventor, there is hardware
that can —— that basically says if there's
adequate space to allocate new threads of work
new units of work.
BY MR. SCHWENTKER:
Q. And then |'m going to read the next two
sentences.

It goes on to say:
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"In this manner, any pixel
calculation operations that are to
be or are currently being
performed by the processor 96 are
continued based on the
instructions maintained in the
instruction store 98 until enough
registers within the general
purpose register block 92 become
available thus, through the
sharing of resources within the
unified shader 62, processing of
image data is enhanced as there is
no down time associated with the
processor 96."

What are the — when it refers to the
"sharing of resources, " what resources is it
referring to?

MR. MECHELL: Objection. Calls for a
legal conclusion.

THE WITNESS: Again, | cannot answer ——
|'m not an attorney. | cannot answer in the legal
sense here. But the key thing here is that the
ALU, the processing unit, is able to, for example,

work on vertex data while pixel data is stalled
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for memory, or if there's no pixel work, | can
use —— the arbitration allows all the processing
elements to be used for vertex computation.

BY MR. SCHWENTKER:

Q. So are you saying that the shared
resources are the —— are all of the processing
elements?

MR. MECHELL: Same objection.

THE WITNESS: Same preface about not
being a lawyer, the shared resources include both
the memory, the processing unit, and, in fact, the
sequencer.

BY MR. SCHWENTKER:

Q. Any other shared resources?

A. Texture. The memory system. Most
fundamentally, all of the processing of the
unified shader can be applied to — all to vertex,
all to pixel or some mix based upon what the
current workload is

And this is fundamentally new when we
introduced the unified shader system. Rather than
using dedicated hardware for vertex and pixel
separately, where that hardware would be
completely idle when you're not —— when the

workload is not balanced, and no workload is
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balanced for very long

MR. MECHELL: Counsel, | don't know how
many more questions you have in this line, but
we've been going a little over an hour now.

MR. SCHWENTKER: This would be a good
time to take a break.

THE VIDEOGRAPHER: We are off the record
at 5:14 p.m.

(Whereupon, a recess was taken.)

THE VIDEOGRAPHER: We are back on the
record at 5:23 p.m.
BY MR. SCHWENTKER:

Q. Mr. Morein, we were just looking at the

'871 patent. |f you could turn back to Claim 20,

please.
And Claim 20 starts out "the shader of
Claim 15. "
Do you see that?
A. Yes.
Q. And do you understand that that means

that Claim 20 includes everything that's in Claim
157

A Yes.

Q. As well as the additional |imitation

recited in Claim 20?
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A. Yes, | do

Q. When in your mind did you have a
complete idea of the invention in Claim 207?

MR. MECHELL: Objection. Calls for a
legal conclusion.

THE WITNESS: Can you restate the
question
BY MR. SCHWENTKER:

Q. When in your mind had you had the idea
for a unified shader that included all of the
limitations in Claim 15 and in Claim 20?

MR. MECHELL: Objection. Calls for a
legal conclusion. Lack of foundation.

THE WITNESS: My memory is that was in
about '99, 2000.
BY MR. SCHWENTKER:

Q. Do you have any documentation supporting
that?
A. Again, because | was required to destroy

or return all documentation at the point when |
left ATIl, that documentation did exist, and we
have not —— | have not, despite trying to describe
what it was and where it should be, | guess it has
not been able to be produced yet.

Q. Is there a document you've seen, setting
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aside the patent, that includes all of those
limitations in Claims 15 and 20?

MR. MECHELL: Objection. Calls for a
legal conclusion

THE WITNESS: Again, | cannot —— |
cannot answer as — from a legal viewpoint, but |
believe this is more than adequately described in
the —— you know, the original architectural
proposal document as well, you know, as preceding
documents that we don't have here that have not
been able to be produced.
BY MR. SCHWENTKER:

Q. Turning to Exhibit 3, the architecture
proposal, where does the —— where does Exhibit 3
disclose the concept of a processor unit that
executes vertex calculations while the pixel
calculations are still in progress?

MR. MECHELL: Objection on the extent it
calls for a legal conclusion
THE WITNESS: On page 10, one example of
support —— again, not speaking as an attorney, but
as the inventor:
"The rasterizer also needs to
arbitrate between the three

streams of vectors to be
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ex—shaded, vertex stream, pixel
stream and real—-time stream. "

And the comment that the vertex —— that
the vertex stream has priority over the pixel
stream.

BY MR. SCHWENTKER:

Q. Which paragraph are you reading from?

A. The fifth paragraph from the bottom,
"Before starting the processing of a vector.”

Q. So in your view, that paragraph supports
the concept in Claim 20?

A Yes.

Q. Okay.

THE WITNESS: Sorry. Did you want to
object first?

MR. MECHELL: 1'Il object if | want to

THE WITNESS: Okay.

BY MR. SCHWENTKER:

Q. Do you own any AMD stock?

A | no longer own any AMD stock

Q. What about stock options?

A The last — all the stock options had to

vest at the time when | left —— vested at the time
| left AMD and were —— the stock that | did own, |

think | sold the last bit of it at a loss about
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four years ago.

Q. Do you have any interest in the outcome
of this lawsuit?

A. Other than being proud to have invented
unified shading, which now the entire industry
does, | have no financial outcome in the result of
this lawsuit

Q. Did you receive any awards for your work
on unified shading?

A. Yes, | did. | received a — what was
the terminology for it? | can't remember the term
AMD used for it, but, you know, Lucite pyramid for
inventing unified shading

Q. Did — when did you receive that?

A. | do not remember. The years after
rejoined AMD in the 2004, 2005 time frame.

Q. Do you know if the other named inventors
on the '871 patent received similar awards?

A. The — | don't believe so. | think the
|isted names on it were Mike Mantor, myself, and
Mark Leather. Mike Mantor took over ownership of
it after | left and did a lot of the
implementation work. And Mark Leather was
involved in — my memory of the three other people

that received the award were those
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And | actually complained at the time,
quite bitterly, about them being named when they
did not participate in the invention of it, but
were — did take roles in the implementation, for
the implementation of it.

Q. Did you receive money for filing patent
applications or obtaining patents?

A. We received a nominal amount for filing
and a nominal amount on patent issue. | do not
recal | the number at the time of this patent. |
know that the official policy when | was in Boston
was it was 1500 divided among the inventors, with
a $500 minimum.

In particular, that was memorable
because the members of our Canadian office
got $1,500 Canadian dollars divided among the
inventors, which was significantly less money,
which is why those numbers stuck in my mind

| know the numbers did get adjusted
after that, after the AMD acquisition, but not
dramatical ly different numbers than the number |
remember.

Q. Going back to my previous question about
awards, you mentioned a Lucite pyramid award that

you received?
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A Yeah.

Q. Have you received any other awards for
your work on unified shading?

A. No, | have not. There was talk about
doing a significant patent award at AMD with
implication that the reward would be more |ike a
five-digit number. | was told to expect | would
be getting that for this, among other patents, and
then they put the program on hold because of
financial difficulties. And at no point did |
actually receive anything

MR. SCHWENTKER: Okay. | have no
further questions.

THE VIDEOGRAPHER: This is the end of
today's deposition of Mr. Stephen Morein. We are
off the record —

MR. MECHELL: I'Il interrupt. Actually,
it's not the end of the deposition yet.

THE VIDEOGRAPHER: Okay

MR. MECHELL: 1'Il have a couple
guestions.

THE VIDEOGRAPHER: Okay. Sorry.

MR. MECHELL: And possible further
guestions.

EXAMINATION BY MR. MECHELL
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BY MR. MECHELL:

Q. Mr. Morein, just a few questions.

You talked earlier about discussing some
aspects of the unified shader model with Microsoft
in connection with the DirectX APIl; is that right?

A Yes.

Q. And during those discussions, AT| would
propose features to Microsoft, and Microsoft might
or might not include them in the API?

A. Correct.

Q. When you were discussing ATI
confidential information, was that done pursuant
to any confidential ity agreement with Microsoft?

MR. SCHWENTKER: Objection. Form.

THE WITNESS: That was done under a
contribution agreement that both consisted of an
NDA, listed conditions —— my understanding, it
listed conditions where they could share the
information with other hardware vendors.

The language was along —— again, |
cannot speak because | did not see the actual
wording of it, but there was an NDA in place so
patent protection was maintained. At the same
time, it allowed them to share under NDA with

others to ultimately define what the APl would be.
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BY MR. MECHELL:

Q. And you said you did not read that
agreement?
A. | never got — | have never reviewed it.

We basically were given guidelines from the IP
team as to, you know, needing to avoid the fact
that it would be a forced license if anything we
said —— essentially we were told that — be
careful what we said because if we said something
that was — basically required our IP to implement
it in any manner, then a license was essentially
forced on us for it.

So we were always very careful to
disclose stuff that there were multiple methods of
inventing, and we would sometimes, for example,
disclose what might not be our preferred
implementation method for something to protect our
preferred implementation method

Q. And so sitting here today, is it

possible that there are provisions in that

agreement that you don't recall, sitting here
today?
A. Yes.

MR. SCHWENTKER: Objection. Form.
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BY MR. MECHELL:

Q. You also testified earlier about
Microsoft being a shield, where you communicated
with — you or others on your team communicated
with Microsoft but did not communicate with third
parties; is that right?

A. Correct.

Q. Do you have any personal knowledge of
communications between Microsoft and other third
parties about what AT| told Microsoft?

A. Not direct knowledge.

What | mean by that is we may be able to
imply or guess based on feedback we got the
features we proposed. So we would sometimes make
a joke —— not a joke, but a conversation about who
did we think is objecting to that and why, based
on our knowledge and impression of what they were
doing. But from a —— you know, but could we say
absolutely that that feedback was, you know,
filtered through Microsoft from NVIDIA or from 3D
Labs, no, we could not.

Q. So that's true for NVIDIA. Is that also
true for Carmack software?

MR. SCHWENTKER: Objection.

THE WITNESS: Let me correct what you
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said. What you meant to say John Carmack, who
works for id Software?

(Reporter interruption.)

THE WITNESS: id. At that point in
time worked for id Software, a game developer in
Texas.

BY MR. MECHELL:

Q. Let me rephrase the question.

So that's true for NVIDIA. Is that true
for other third parties that Microsoft was also
talking to?

A. Again, | would need to look. You know,
|"d never looked at the contract. | know —— my
understanding is the contract we signed was
specific to hardware vendors, and | do not recall
what language it may have had for a noncontributor
game developer that they may have interactions
with.

So that was —— | would have to guess
they would want some communication with people
like that and get feedback from them, but | do not
know what mechanism Microsoft used or what was
al lowed by the contributor agreement we signed in
terms of who else they would share information

with under NDA.
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| recall at one time they had an
advisory board of game developers who presented,
and we would be part of that review process. But
| don't remember from what years that existed or
who the members were.

Q. You?

A. | know we independently disclosed under
NDA to some developers to get feedback, such as
Carmack, id Software. Tim Sweeney. Unreal was
what was the game engine. What was the company
name? | can't remember the company name.
BY MR. MECHELL:

Q. Those discussions were all under NDA?

A. Absolutely under NDA.

MR. SCHWENTKER: 1'l| object to the last
question. Objection. Form. Calls for
speculation
BY MR. MECHELL:

Q. Mr. Morein, you testified in response to
a prior question that "| know we independently
disclosed under NDA to some developers to get
feedback”; is that right?

A Yes.

Q. And so your discussions with those

developers were under NDA?
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A. Yes.
MR. MECHELL: No further questions.

Thank you.

MR. SCHWENTKER: Nothing further for me.

THE VIDEOGRAPHER: This is the end of
today's deposition of Mr. Stephen Morein. We are
off the record at 5:43 p.m. Thank you.

(Whereupon, the deposition concluded

at 5:43 p.m.)

—o0o—
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CERTIFICATE OF DEPONENT

| hereby certify that | have read the
foregoing pages of my deposition testimony in
this proceeding, and with the exception of
changes and/or corrections, if any, find them to

be a true and correct transcription thereof.

Deponent

Date

NOTARY PUBLIC
Subscribed and sworn to before me this

day of , 20

Notary Republic

My Commission Expires:
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CERTIFICATE OF REPORTER

I, Kathleen A. Wilkins, Certified
Shorthand Reporter licensed in the State of
California, License No. 10068, hereby certify that
deponent was by me first duly sworn, and the
foregoing testimony was reported by me and was
thereafter transcribed with computer—aided
transcription; that the foregoing is a full,
complete, and true record of proceedings.

| further certify that | am not of
counsel or attorney for either or any of the
parties in the foregoing proceeding and caption
named or in any way interested in the outcome of
the cause in said caption

The dismantling, unsealing, or unbinding
of the original transcript will render the
reporter's certificates null and void

In witness whereof, | have hereunto set
my hand this day:

Reading and Signing was requested.
Reading and Signing was waived.

X Reading and Signing was not requested.

KATHLEEN A. WILKINS
CSR 10068, RPR-RMR—-CRR-CCRR-CLR-CRC
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