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Disclosed herein is a method of improving a security per-
formance in a stateful inspection of TCP connections. In the
security performance improvement method, a stateful
inspection computer, placed between first and second hosts
in which TCP connections are set up, creates a single session
entry corresponding to a new SYN packet whenever the new
SYN packet is generated between the first and second hosts.
A state of connection progress is updated whenever a packet
for a flow between the first and second hosts arrives at the
stateful inspection computer. It is determined whether a time
required for the updated connection progress has exceeded
a predetermined timeout. Further, a session entry in an
embryonic connection stage exceeding the timeout is
purged. Accordingly, the present invention is advantageous
in that it efficiently uses the memory of a stateful inspection
computer, maintains lookup performance, and continues
stateful inspection even in the face of network attacks, thus
improving security performance of the stateful inspection
computer.
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METHOD OF IMPROVING SECURITY
PERFORMANCE IN STATEFUL INSPECTION OF
TCP CONNECTIONS

BACKGROUND OF THE INVENTION

[0001] 1. Field of the Invention

[0002] The present invention relates, in general, to a
method of improving security performance in a stateful
inspection of transmission control protocol connections and,
more particularly, to a method of improving security per-
formance in a stateful inspection, which sets an optimal
timeout to be sufficiently long not to influence the normal
operation of legitimate flows in the stateful inspection of
transmission control protocol connections, and sufficiently
short to minimize the number of session entries generated by
abnormal flows, such as attacks, so that stateful inspection
continues even in the face of network attacks, thus improv-
ing the security performance of a stateful inspection com-
puter.

[0003] 2. Description of the Related Art

[0004] Recently, with the development of the Internet,
various types of computers specified for packet processing
have been used. Representative of these computers may be
a firewall [1], a Virtual Private Network (VPN), a network
intrusion detection system, traffic monitoring equipment [2,
3], an accounting and charging system [4] or load balancing
equipment [ 5], in addition to equipment such as a router or
switch. As the rate of Internet traffic increases to exceed the
rate of Moore’s law [6], the load of a packet processing task
increases in such a computer, so that the optimization of
packet processing is required to improve performance.
Therefore, various research into the improvement of the
efficiency of functions required for packet processing, such
as routing table lookup and packet classification, have been
conducted [7, 8 and 9]. However, research into the configu-
ration and management of dynamically allocated memory to
execute packet processing is relatively insufficient. There-
fore, the present invention handles the issue of configuring
and managing dynamically allocated memory in packet
processing.

[0005] Packet processing in a stateful packet inspection is
influenced by previous packets in the same flow, in addition
to individual data values of a corresponding packet. There-
fore, it is required to maintain information about the states
of previous packets in the same flow. For this operation, as
a flow is generated or deleted, a corresponding entry is
created in or purged from a packet inspection computer.
Currently, all of a firewall, a VPN, a network intrusion
detection system, traffic monitoring equipment and a usage-
based charging system require stateful inspection in different
degrees.

[0006] Generally, a stateful inspection computer purges
invalid entries using a timeout mechanism to improve space
utilization and lookup efficiency. However, such a computer
only allows a developer to arbitrarily designate a timeout
value (typically, a considerably high value, such as 60
seconds or 120 seconds) or allows a user to configure a
timeout value, but does not present a systematic guideline
for timeout, that is, a guideline based on protocol and traffic
analysis [ 10]. However, the setting of a suitable timeout is
necessary for efficient packet processing. First, if a timeout
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is excessively short, the excessive creation and deletion of
entries occurs, thus causing undesirable results. For
example, if an entry corresponding to a permitted flow is
deleted, a firewall may block a packet even though the
packet is legitimate. In contrast, if a timeout is lengthened,
an entry in an expired flow is maintained for an unneces-
sarily long time, thus increasing the amount of memory
required [11]. Furthermore, even if a packet inspection
computer itself is not a target of network attacks, memory
overflow may be caused by the attacks. This is because an
IP address or port number continuously changes with respect
to each packet in the case of an attack traffic stream, so that
packets are recognized to be in different flows from the
standpoint of the definition of typical flows. In this case,
since each attack packet corresponds to a single flow entry,
the amount of memory required to create flow entries rapidly
increases in a computer performing a stateful inspection on
the traffic.

[0007] As described above, conventional research has
been concentrated on the reduction of a static table size and
the minimization of lookup time for packet classification,
not on the management of dynamic memory for a stateful
inspection [7, 8 and 9] In a table used for a stateful
inspection employing a session or flow table, only one thesis
[2] has mentioned the probability of overflow caused by
attacks. However, even this thesis merely mentions that
overflow is an element disturbing packet monitoring in high
speed links, but research into a method of setting a timeout
value is not mentioned. It is possible that a dearth of such
research exists because it is difficult to obtain a great number
of “typical” Internet traces. That is, in order to set a
guideline, a large amount of actual network traffic must be
analyzed, and the time for which most TCP connections are
set up must be clarified. Therefore, actual systems, such as
Cisco, Netscreen or Checkpoint, set a default to a value of
at least 60 seconds due to the lack of a guideline [10]. The
present invention addresses such a problem first through the
analysis of Internet backbone trace of about 1 terabyte
capacity, so that it is determined that preceding research
addressing the problem scarcely exists.

[0008] Dynamic State Management

[0009] A stateful packet inspection computer has a list of
information about currently tracked flows at an observation
location in a network, which is generally designated as a
session table. Typically, information about a single flow is
composed of a protocol, an origin IP address, an origin port
number, a destination IP address, and a destination port
number. According to the application, additional informa-
tion may be required. For example, in the case of a stateful
inspection firewall, a TCP sequence number is recorded [1].
A packet inspection computer extracts flow information for
each observed packet and compares the flow information
with an entry in a session table. If an entry having matching
information exists, an action defined in the corresponding
entry is performed on the packet. For example, a firewall
admits therethrough or blocks a packet, or a usage-based
charging system increases a packet or byte count. In con-
trast, if an entry having matching information does not exist,
that is, if a current packet is a start packet of a new flow, a
new entry for the flow is created in a session table. Further,
if the termination of the flow is observed, a corresponding
entry is purged from the session table.
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[0010] The determination of the start and end of a flow
differs according to the protocol used. In a connectionless
protocol, such as a User Datagram Protocol (UDP), the end
of a flow is determined by means of presumption, strictly
speaking. Typically, if a packet for a corresponding flow has
not been observed for a predetermined period of time, it is
considered that the flow is terminated.

[0011] FIG.1 is a view showing a process of setting up a
TCP connection, observed in a packet inspection computer.

[0012] A TCP of FIG. 1 is a representative of a connec-
tion-oriented protocol. As shown in FIG. 1, TCP connection
setup is designated as a 3-way handshake because three
packets are exchanged between two hosts [12]. First, in
order to initiate connection, host A transmits a SYN packet
to the other host B. When receiving the SYN packet from
host A, host B transmits a SYN/ACK packet to host A to
establish a reverse data channel while transmitting an
acknowledgement of the SYN packet. The TCP is a full-
duplex protocol, which requires a single data channel in each
direction with respect to each connection, so bidirectional
synchronization packets are required. Finally, host A trans-
mits an ACK packet that is an acknowledgement of the SYN
packet to host B, thus completing the setup of a TCP
connection.

[0013] Tt is assumed that a stateful inspection computer is
placed at a location on a network through which the con-
nection, formed between hosts A and B, passes (FIG. 1). In
this case, a TCP connection setup event can be detected and,
additionally, the progress of the connection setup can also be
monitored during a 3-way handshake. Further, if a connec-
tion setup delay is D, D '=D_ is observed, so that the
connection setup delay can be measured.

[0014] In accordance with the Request For Comments
(RFC) 2988 standard [13], if a TCP SYN packet is lost,
retransmission is attempted. At this time, a k(Z1)-th retrans-
g}%ssion of the SYN packet must be performed within 3x2

seconds after a (k-1)-th retransmission of the SYN packet
(according to the definition, the O-th retransmission is the
first transmission of the SYN packet). This is called expo-
nential backoff, which is a kind of congestion control
mechanism. If the transmission of the SYN packet succes-
sively fails, the time interval between the retransmissions of
the SYN packet gradually increases, for example, to 3, 6, 12
and 24 seconds, during the 3-way handshake, so that D_, that
is, D, increases.

[0015] The TCP allows a FIN packet and an ACK packet
of the FIN packet to be exchanged to terminate the connec-
tion in a manner similar to that of the connection setup. If the
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exchange of the FIN and ACK packets is performed with
respect to both channels, a packet inspection computer
purges a corresponding entry from a session table. Further,
if a connection is interrupted by a RST packet, a correspond-
ing entry is purged from the session table.

[0016] In the stateful inspection computer, the total num-
ber of entries in the session table depends on the number of
concurrent active flows. In the core part of the. Internet in
2003, it can be observed that at least hundreds of thousands
of flows typically and simultaneously pass through a single
link. For example, a maximum of 2-37,000 flows were
simultaneously observed in a certain OC-48 (2.4 Gbps) link
corresponding to an Internet backbone in April, 2003 [11].
Recently, if the fact that an OC-192 (10 Gbps) link is starting
to be used in a backbone network is taken into consideration,
it can be predicted that several million flows will simulta-
neously exist in a high speed link in the future.

[0017] Analysis of the Influence of Network Attacks

[0018] The size of a session table is the multiplication of
the number of entries by the size of the entries. If the size of
each entry (including two IP addresses, two port numbers, a
protocol number and additional overhead for table mainte-
nance) is 40 bytes, the size of a session table in a packet
inspection computer having a million entries is 40 Mbytes.
Considering the memory capacity of the current computer,
the session table having such a size can be sufficiently
supported. However, as network attacks are conducted, the
number of entries in the session table may explosively
increase.

[0019] The present invention is focused, among network
attacks, on Denial of Service (DoS) attacks and scanning
that can influence a stateful inspection, and describes the
features thereof.

[0020] Table 1(a) shows part of the packet flow (trace)
information of a DoS attack observed in an actual backbone

[14].

[0021] In this case, the host IP of a victim is expressed as
“y.y.y.y” to protect the privacy of the victim. Typically, an
attacker fixes the host IP address Id of the victim in the case
of the DoS attack, while the attacker fills L, p, and p, with
randomly generated numbers. The attacker not only does not
attempt to connect to the victim, but also randomly selects
1, to avoid the tracing of the attacker’s IP[15]. For example,
because an origin address of “87.231.152.166” shown in
Table 1(a) is an address that is not assigned to anyone in the
Internet Assigned Numbers Authority (IANA)[16], it can be
known that the origin address is an invalid address.

TABLE 1

Time

s Ps I4 Pa

09:37:03.319081

(a) DoS attack

67.171.49.204 7804 yyyy 16675

09:37:03.319647 20.214.51.196 47582 yyyy 16675
09:37:03.319652  55.44.55.180 61602  yyyy 16687
09:37:03.319922  55.44.55.180 61602  yyyy 16687
09:37:03.320607  89.130.59.164 10086  yy.y.y 16695
09:37:03.321665 56.184.129.14 4787  yyyy 16706
09:37:03.322084 117.152.194.136 51005  yyyy 16709
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TABLE 1-continued
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Time I, P I4 P4
09:37:03.322098  3.164.5.250 5928  yyyy 16716
09:37:03.322582  44.57.134.246 58585  yyyy 16718

R AAD 4
09:37:03.325331  25.123.15.210 8210 yyvy 16736
09:37:03.326188  6.188.152.174 23371  yyyy 16754
09:37:03.326565 6.188.152.174 23371  yyyy 16754
09:37:03.327048 87.231.154.166 63149  yyvy 16768
09:37:03.327248  101.242.222.24 18073 yyyy 16765

(b) host scan based on Code Red II worm
13:27:35.602109  x.x.XX 2101  210.185.103.244 80
13:27:35.602113  x.x.XX 2100 210.248.154.32 80
13:27:35.602117 xX.XX 2102 210.175.128.217 80
13:27:35.602122 x.X.XX 2293 210.70.243.85 80
13:27:35.602127 x.X.XX 2367 210.107.63.78 80
13:27:35.602616 x.x.XX 2378 210.78.33.141 80
13:27:35.642113  x.x.XX 2379  58.80.253.118 80
13:27:35.692445 x.X.XX 2380 210.202.242.119 80
13:27:35.702067 x.X.XX 2108 210.78.146.218 80
13:27:35.702071  x.x.XX 2107  210.107.216.227 80
13:27:35.702076  x.X.XX 2294 210.60.83.150 80
13:27:35.702080 x.X.XX 2105  210.133.45.230 80
13:27:35.702084  x.X.XX 2106  133.64.252.91 80
13:27:35.702089  x.X.XX 2362 210.142.241.241 80
13:27:35.762039  x.Xx.XX 2381 210.20.147.102 80
13:27:35.801651 x.x.XX 2109 210.199.26.105 80
13:27:35.801661 x.x.XX 2297 210.141.135.151 80

[0022] In a host scan, the host IP address Id of a victim
varies according to packet. Typically, a hacker attempts a
host scan to detect vulnerability prior to initiating an attack,
and conducts a host scan to detect a target host to be infected
in the case of a worm. An attacker randomly conducts a scan
with respect to an arbitrary range of IP addresses to detect a
vulnerable host address. For example, it can be seen that an
address of “58.80.253.118”, which is not currently assigned
by IANA, appears on part of an actual trace of Code Red 11
worm shown in Table 1(b).

[0023] The packet inspection computer creates a single
session entry with respect to each flow, so that separate
entries are created even though any one value of flow
identifiers 1, p,, I; and p,, differs. There is a difference in
that I, I, and p, are changed in a DoS attack, a host scan and
a port scan, respectively. That is, because all packets belong-
ing to the same attack do not share the same flow identifier,
different session entries are created with respect to indi-
vidual packets. A more serious problem is that these attacks
have a very high probability of creating packets. If several
attacks among large-scale attacks having occurred on the
Internet are described as examples, this problem is clarified
(an extreme example is taken for emphasis). In the case of
a DoS attack, as the probability of packet generation
increases, attack power can increase. Therefore, referring to
a DoS attack on a root Domain Name System (DNS) server
occurring in October, 2002, about one hundred thousand to
two hundred thousand attack packets per second on a single
server were recorded [17]. This example means that, if a
certain packet inspection computer is placed near the root
DNS server, attack-related entries will be created in a
number which is much greater than that of flows that can be
typically simultaneously observed in an OC-48 link within
several seconds. Even in the case of a host scan, as the rate
at which packets are created increases, the infection rate of
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a worm increases, or a vulnerable host can be detected fast.
In the case of a host scan based on the Structured Query
Language (SQL) Slammer worm, there was the case in
which a single infected host transmitted a maximum of
26,000 packets per second [18]. For example, if the stateful
inspection computer is placed at the boundary of an enter-
prise network including 10 infected hosts, the number of
attack-related entries will exceed a million within 4 seconds
after the initiation of the attack.

[0024] The fact that entries created by attack packets may
exist in a session table for a maximum allowable time period
further worsens the situation. In a normal TCP flow, a FIN
or RST packet is exchanged at the time of termination and
is observed, so a corresponding entry can be purged. How-
ever, in the case of a DoS attack, since a FIN or RST packet
does not exist, an attack-related entry still remains in the
session table until it is purged by a timeout. In the case of a
host scan, the lifespan of an entry differs according to
protocol. If a scanner uses TCP, a scanned host reacts
variously according to the scanning technique [19]. For
example, if Code Red II succeeds in finding an infectable
host, normal connection setup and termination (after the
worm is transmitted) are performed, so a corresponding
entry is purged from the session table. However, most scan
packets are transmitted to an unused IP address, and then a
router causes a destination unreachable Internet Control
Message Protocol (ICMP) error. A flow entry created by
packets causing the ICMP error will not be purged until the
stateful inspection computer separately processes an ICMP
message for the purpose of purging the entry.

[0025] In summary, an entry caused by the attack is
created with respect to each attack packet at high speed, and
remains in the session table for a long period of time. Since
the stateful inspection computer performs session table
lookup with respect to each packet, this lookup performance



US 2006/0191003 Al

may greatly influence packet throughput of the stateful
inspection computer. Since hashing is generally used for the
session table lookup, an increase in the number of entries
increases the average number of entries per hash bucket,
thus decreasing session table lookup speed. Therefore, in
order to prevent an increase in the number of unnecessary
entries that decrease packet throughput, a method of pre-
venting the creation of incomplete entries occurring due to
network attacks is required.

SUMMARY OF THE INVENTION

[0026] Accordingly, the present invention has been made
keeping in mind the above problems occurring in the prior
art, and an object of the present invention is to provide a
method of improving security performance in a stateful
inspection, which sets an optimal timeout to be sufficiently
long not to influence the normal operation of legitimate
flows in the stateful inspection of transmission control
protocol connections, and sufficiently short to minimize the
number of session entries generated by abnormal flows, such
as attacks, so that stateful inspection continues even in the
face of network attacks, thus improving the security perfor-
mance of a stateful inspection computer.

[0027] Inorderto accomplish the above object, the present
invention provides a method of improving security perfor-
mance in a stateful inspection of Transmission Control
Protocol (TCP) connections, comprising the steps of a) a
stateful inspection computer, placed between first and sec-
ond hosts in which TCP connections are set Up, creating a
single session entry corresponding to a new SYN packet
whenever the new SYN packet is generated between the first
and second hosts; b) updating a state of connection progress
whenever a packet for a flow between the first and second
hosts arrives at the stateful inspection computer; c¢) deter-
mining whether a time required for the connection progress
updated at step b) has exceeded a predetermined timeout;
and d) purging a session entry in an embryonic connection
stage exceeding the timeout at step c), wherein the timeout
is the sum of a pure connection setup delay that s a time
difference between a time when the SYN packet is success-
fully transmitted by the first host to the second host and a
time when a SYN/ACK packet from the second host is
received by the first host in response to the successful
transmission of the SYN packet, and a SYN packet retrans-
mission delay, occurring as the SYN packet is retransmitted
so that the SYN packet is successfully transmitted by the
first host to the second host.

[0028] Preferably, the session table may be configured so
that, if the number of entries in the session table exceeds a
predetermined threshold, the pure connection setup delay is
decreased and a session entry in the embryonic connection
stage is purged, thus decreasing the number of entries in the
session table.

[0029] Preferably, the pure connection setup delay may be
longer than 1 second and shorter than 2 seconds.

[0030] Preferably, the SYN packet retransmission may be
attempted at intervals based on RFC2988 standard.

[0031] Preferably, the session table may be configured so
that, if the number of entries in the session table exceeds a
predetermined threshold, the number of retransmissions of
the SYN packet decreases, and the session entry in the
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embryonic connection stage is purged, thus decreasing the
number of entries in the session table.

[0032] Preferably, the SYN packet retransmission may be
performed in such a way that the number of attempts to
retransmit the SYN packet is 0, and the SYN packet retrans-
mission delay is O seconds.

[0033] Preferably, the SYN packet retransmission may be
performed in such a way that the number of attempts to
retransmit the SYN packet is 1, and the SYN packet retrans-
mission delay is 3 seconds.

[0034] Preferably, the SYN packet retransmission may be
performed in such a way that the number of attempts to
retransmit the SYN packet is 2, and the SYN packet retrans-
mission delay is 9 seconds.

BRIEF DESCRIPTION OF THE DRAWINGS

[0035] FIG. 1 is a view showing a process of setting up a
TCP connection, observed by a packet inspection computer;

[0036] FIG. 2 is a graph showing the cumulative prob-
ability distribution of connection setup delays;

[0037] FIG. 3 is a graph showing the cumulative distri-
bution of a pure connection setup delay, excluding time
delays caused by thee retransmission of a SYN packet;

[0038] FIG. 4 is a graph showing the influence of the
number of purged entries on the size of a session table when
a timeout value is changed; and

[0039] FIG. 5 is a graph showing the size of a session
table according to a timeout value.

DESCRIPTION OF THE PREFERRED
EMBODIMENTS

[0040] Hereinafter, embodiments of the present invention
will be described in detail with reference to the attached
drawings.

[0041]

[0042] How the number of session entries can be explo-
sively increased by attack traffic in a packet inspection
computer has been described above. The object of the
present invention is to propose a session entry timeout
guideline to prevent the explosive increase in the number of
entries. A basic approach adopted in the present invention to
derive a guideline is described below.

[0043] 1. A great number of TCP connections are observed
on the Internet and a “typical” distribution of a total con-
nection setup delay is obtained.

Internet Trace Analysis

[0044] 2. Based on the distribution, a connection setup
timeout period sufficient to allow the normal setup of almost
all non-attack connections to be completed is selected.

[0045] 3. Connections that remain incomplete by the tim-
eout are considered as attacks and are purged from a session
table. That is, the timeout value derived at (2) is presented
as the guideline for the timeout value of an embryonic
session entry.

[0046] In order to analyze the distribution of the total
connection setup delay of (1), a backbone packet trace
collected for ten days in December, 2001 was used. The
trace was obtained by recording traffic exchanged between
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two trans-Pacific T3 links for connecting Korea Internet
Exchange (KIX), which is one of four Internet exchanges
(IXs) in Korea, to the United States. In the trace, only packet
headers were collected during an interval ranging from 9
am. to 5 p.m. About six billion or more packets were
collected everyday, and, on the average, eight million or
more TCP connections were derived from a quantity of trace
corresponding to one day as a result of the analysis of the
packet trace.

[0047] As shown in FIG. 1, the total connection setup
delay may be defined as the time between the transmission
of'a SYN packet and the reception of a corresponding ACK
packet.

[0048] It is not easy to estimate the time difference D,
between the transmission of the SYN packet and the recep-
tion of the SYN/ACK packet on the basis of the time
difference D_,' between the transmission of the SYN packet
and the reception of SYN/ACK packet that is viewed from
the standpoint of an observer placed in the middle of a
connection path. In addition, the time difference D, cannot
be generally considered as a connection setup time. This is
because, when asymmetric routing occurs, a SYN/ACK
packet corresponding to the SYN packet may be transmitted
to another path while deviating from an observation loca-
tion. In this case, it is impossible for the observer to calculate
the time difference between the SYN packet and the SYN/
ACK packet. Further, the trace collected in a backbone
network is a packet at the intermediate location of the
network, so D_'SD_, is satisfied. This problem becomes
serious as the observation location approaches host B.
Therefore, the present invention is intended to define a total
connection setup delay as the time difference D, between the
transmission of the SYN packet and the transmission of the
ACK packet, not the time difference D_, between the trans-
mission of the SYN packet and the reception of the SYN/
ACK packet. An approximation value of D, can be obtained
by measuring the time difference D_' between the transmis-
sion of the SYN packet and the transmission of the ACK
packet that is viewed from the standpoint of the observer (in
this case, “approximation value” is used because of a
variable delay probability occurring in a network path
ranging from host A to the observation location). In an
Internet environment operating under asymmetric routing,
the usage of the approximation value is more essential. Even
if the SYN packet is transmitted by host A to host B while
passing through the observation location, the SYN/ACK
packet can be received in the opposite direction, that is,
through another path. However, if host A transmits the ACK
packet, the ACK packet proceeds along the same path as the
SYN packet, so that the ACK packet can be observed again
and D' can be calculated.

[0049] The fact that a target trace to be analyzed is
obtained by collecting packets crossing the Pacific, that is,
long-distance packets, has important meaning. Since all TCP
connections recorded in the trace are long-distance connec-
tions between Korea and the United States, it can be
predicted that the delay and loss rate are relatively high. That
is, the observed TCP connection behavior can be considered
to be close to the worst situation from the standpoint of the
timeout or total connection setup delay. On the basis of this
conservative delay estimation value, the timeout value is
selected, so the setup of most normal TCP connections is
intended to be completed before the timeout.
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[0050] FIG. 2 is a graph showing a Cumulative Distribu-
tion Function (CDF) of connection setup delays.

[0051] InFIG. 2, the X-axis represents a connection delay
time in milliseconds, and the Y-axis represents a cumulative
probability. The lower curve t,, represents a total connec-
tion setup delay D_'. The total connection setup delay D
includes delay times caused by the retransmission of the
SYN packet. The upper curve placed above t,_,, represents
the distribution of (t,.,—t..) Where t,.. is the difference
between the time when the SYN packet was last transmitted
(that is, successfully transmitted) and the time when the
SYN/ACK packet is received in response to the SYN packet.
That is, the upper curve represents the distribution of time
spent in retransmitting the SYN packet, that is, the delays
caused by the retransmission of the SYN packet. t,, ., denotes
a pure connection setup delay, excluding the time delays
caused by the retransmission of the SYN packet.

[0052] It can be observed from FIG. 2 that curve t_,,
exhibits, a sharp increase at around 1 second, and also at
around 3 seconds. After the second increase, the cumulative
probability of connection setup exceeds 99%. If the graph is
examined in detail, there is a relatively sharp increase even
at around 9 seconds. After this increase, the cumulative
probability exceeds 99.5%. Although not easily detected, it
can be observed that a relatively sharp increase occurs even
at around 6 seconds.

[0053] This distribution represents the following impor-
tant fact. The sharp increase at 3, 6 and 9 seconds is due to
the retransmission of the SYN packet.

[0054] The time interval between the retransmissions of
the SYN packet differs according to the TCP implementation
basis. For example, a Berkeley Software Distribution
(BSD)-derived implementation retransmits the SYN packet
6 seconds after the first transmission of the SYN packet.
Although the time is initially prescribed as 12 seconds, not
6 seconds [15], the time is set to 6 seconds due to a bug in
the BSD code. The next retransmission is performed 24
seconds after the previous retransmission of the SYN
packet, that is, 30 seconds after the first transmission of the
SYN packet. In FIG. 2, difficulty in identifying an increase
after 6 seconds means that the BSD-derived TCP implemen-
tation is hardly used at the present time.

[0055] Recently, most TCP implementations comply with
the RFC2988 standard [16]. The first sharp increase at 3
seconds can be described by the initial Retransmission
Timeout (RTO) of RFC2988. The minor increase at 9
seconds means a second retransmission (where 9=3+6). It
can be seen from the observation that most TCP implemen-
tations comply with the RFC2988 standard. Further, in FIG.
2, referring to the delay time caused by the retransmission of
the SYN packet, that is, t,_,.;—t;,, 97% or more of connec-
tions do not go through the retransmission of the SYN
packet. It can be estimated that only 2% of the connections
go through the retransmission of the SYN packet once, and
an extremely small part of the connections goes through the
retransmission of the SYN packet twice or more.

[0056] Another important matter that can be known in
FIG. 2 is that t,_,,, that is, the total connection setup delay
D_', typically does not exceed 1 second. For 1 second, 92%
of the TCP connections are completed.
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[0057] FIG. 3 is a graph showing the cumulative distri-
bution of a pure connection setup delay, excluding time
delays caused by the retransmission of a SYN packet, that is,
tlast:'

[0058] As shown in FIG. 3, a cumulative connection
completion rate increases up to 84.58%, 96.71%, 98.59%
and 99.33% when t,, is 0.5, 1, 1.5 and 2 seconds, respec-
tively.

[0059] On the basis of the above analysis, the following
results are obtained. First, the setup of a great number of
connections is completed only when at least 1 second
elapses from the first transmission of the SYN packet. If the
time is lower than 1 second, the connection setup completion
rate decreases remarkably. Second, in the majority of the
connections, the round-trip for the exchange of SYN-ACK
packets is completed in 2 seconds or less. If the fact that the
trace is related to data for long distance connections is
considered, the connection setup completion rate will be
further increased when t,, is 2 seconds if statistical data
include local (short distance) connections (for example,
connections in Korea).

[0060] TCP Connection Timeout Guideline

[0061] It can be seen that the above-described distribution
of TCP connection setup times is greatly influenced by the
retransmission behavior of the TCP SYN packet defined in
the RFC2988. In the following description, several timeout
values are selected and the influences thereof are examined
on the basis of the analysis of the distributions in FIGS. 2
and 3 and the RFC2988.

[0062] As assumed above, the packet inspection computer
creates a single session entry for a new SYN packet.
Thereafter, whenever a packet for this flow is received, the
progress state of a connection is updated and recorded. After
a certain period of time elapses from an initial incomplete
state, a corresponding entry is purged. First, on the basis of
the observation of FIG. 3, t,, =1 is set. In order to obtain a
higher connection setup completion rate, a timeout value can
be increased. However, even if the timeout value is changed
to 2 seconds as shown in FIG. 3, the connection completion
rate increases by only 2.5%. Further, whenever the timeout
value additionally increases by 1 second, more embryonic
entries, the number of which corresponds to the number of
attack packets per second, are created, so that the attainable
profit relative to the resultant risk is very slight.

TABLE 2
Maximum
allowable RFC2988-conformant BSD-derived
number of SYN Completion Completion
Retransmissions  Timeout rate Timeout rate
0 ls 93.07% ls 93.07%
1 43 98.92% 7s 99.55%
2 10s 99.86% 31s 99.99%
3 22's 99.99% — —

[0063] Table 2 is a chart showing the relationship between
a connection timeout length and a connection setup comple-
tion rate according to the maximum allowable number of
SYN packet retransmissions.

[0064] Table 2 shows the influence of several timeout
values, selected in consideration of the RFC2988 and BSD-
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derived implementations, on the connection completion rate.
The BSD-derived implementation allows a total of three
retransmissions of the SYN packet because a connection
setup timer expires at 75 seconds, that is, 3 seconds before
the fourth retransmission of the SYN packet. Regardless of
the RFC2988 or BSD, the connection completion rate is
close to 1 when the timeout value t=10. Further, when
4=1t=10 is given, only a slight variation is exhibited. For
example, if T is changed from 4 to 7, that is, even if one
retransmission of the SYN packet is allowed with respect to
a BSD-derived system, the connection completion rate
increases by only 0.57% for the additional 3 seconds. In
contrast, as shown in FIG. 2, if T is lower than 1, there is a
very undesirable effect on connection setup. The guideline
for the connection setup timeout values obtained through the
analysis is described below.

[0065] If it is assumed that R is a delay caused by the
retransmission of the SYN packet, and T is a pure connec-
tion setup delay, the timeout value is designated as (R+T),
where it is preferable that 0, 3 or 9 be selected as R according
to the allowable number of retransmissions of the SYN
packet, and one of values, satisfying 1=T=2, be selected as
T according to a desired trip delay.

[0066] For example, a default timeout can be set to 4 (that
is, R=3 and T=1). Under this guideline, the stateful packet
inspection computer can increase the timeout value until a
given target completion rate is achieved. In contrast, if the
utilization level of dynamic memory exceeds a threshold,
the timeout value can be decreased so that the utilization
level decreases below the threshold.

[0067] FIG. 4 is a graph showing the influence of the
number of purged entries on the size of a session table when
a timeout value is changed.

[0068] In order to obtain the graph of FIG. 4, a session
table is periodically examined, entries, existing in embry-
onic connection stages after timeout, are purged, and the
number of purged entries is recorded. Sharp spikes of FIG.
4 are DoS attack attempts. The remaining parts thereof can
be considered as normal traffic and scan traffic (in the trace,
weak DoS attacks and scan traffic are observed almost every
minute [17]). In FIG. 4, it can be observed that, as the
timeout value increases, the number of purged connections
decreases, so that the setup of more connections is com-
pleted, but, if the number of connections that have been
completely set up and the absolute number of purged con-
nections are compared to each other, the difference therebe-
tween is not high. The reason for this is that an increase in
the connection completion rate is slight even if a timeout is
lengthened after 1 second, as shown in Table 1. That is, FIG.
4 shows that, although T is increased, most purged embry-
onic entries do not consequently reach a connection comple-
tion state.

[0069] In contrast, the required size of a session table
varies with the value of .

[0070] FIG. 5 is a graph showing the size of a session
table according to a timeout value.

[0071] Respective curves, indicated sequentially in an
upward direction in FIG. 5, represent the sizes of the session
table according to times observed while T is changed to 1, 4,
7, 10, 22 and 31, respectively. In the worst case, when T is
31, the number of entries is 14 times the value obtained
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when T is 1, and is 6 times the value obtained when T is 4.
Therefore, it can be seen that lower t values are more
resistant to attack traffic. In other words, a DoS attack more
strongly influences the inspection computer as the timeout is
lengthened. The reason for this is that the number of entries
in the session table is proportional to the value of T and is
also proportional to the strength of an attack. That is, if it is
assumed that x, is the number of legitimate connection
entries at time t, and A is an attack rate, the total number of
entries ¢, existing in the session table at time t is expressed
by the following Equation [1],

ct)=x+AtT [1]

[0072] In this case, it is difficult to define x, as a function
of t. That is, the timeout value Tt does not influence the
number of legitimate connection entries, because most
legitimate connections are set up before the timeout, as
shown in Table 1. A second term on the right side of
Equation [1] has a value other than O only when there is an
attack.

[0073] On the basis of Equation [1] and FIG. 5, the rate of
an attack flow occupied in the session table can be estimated.
For example, in FIG. 5, when t=800, the DoS attack is
activated. At this time, if ¢,(1)=10,000 and c,(10)=55,000
given in FIG. 5 are applied to Equation [1], simultaneous
equations can be obtained as indicated by Equation [2].

*+h=10,000
x+10A=55,000 [2]
[0074] If the simultaneous equations are solved, x,=A=5,

000 is obtained. This means that the number of entries
caused by attacks is 5,000 (=At) and occupies half of the
session table even at t=1. If x,=A=5,000 and t=31 are
applied to Equation [1], ¢,(31)=160,000 is obtained in which
about 3% error exists between the actual measurement value
and the obtained value. The estimated number of entries
purged for 10 seconds at t=800 is 10A=50,000, which is
almost identical to the measurement value of FIG. 4.

[0075] The strength of an attack is relatively low in the
present trace. Even in the case of the strongest attack, an
attack rate does not exceed 5,000 packets per second [17].
However, if a host is exposed to a full-fledged distribution
DoS attack or large-scale worm epidemic traffic, the size of
the session table may be uncontrollably increased. For
example, if there are 10 infected hosts struck by 26,000
attack packets per second as in the case of the SQL Slammer
infection, 26 million attack entries occupy the session table
when t=100. The gist intended to be described here is as
follows. If the embryonic state of TCP flows is allowed to be
longer to increase a connection setup completion rate, a
stateful packet inspection computer is at risk of memory
exhaustion and lookup performance deterioration without
actually increasing the connection setup completion rate.
Therefore, if the embryonic state of connection setup con-
tinues for 4 or 10 seconds, which is the timeout recom-
mended in the embodiments of the present invention, or
longer, it is preferable to immediately purge the embryonic
connection.

[0076] Although the preferred embodiments of the present
invention have been disclosed for illustrative purposes,
those skilled in the art will appreciate that various modifi-
cations, additions and substitutions are possible, without
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departing from the scope and spirit of the invention as
disclosed in the accompanying claims.
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[0097] As described above, the present invention provides
a method of improving security performance in a stateful
inspection of TCP connections, which sets an optimal tim-
eout value for TCP connections between hosts, so that the
memory of a stateful inspection computer is efficiently used,
lookup performance is maintained, arid stateful inspection
continues functioning even in the face of network attacks,
thus improving security performance of the stateful inspec-
tion computer.

What is claimed is:

1. A method of improving security performance in a
stateful inspection of Transmission Control Protocol (TCP)
connections, comprising the steps of:

a) a stateful inspection computer, placed between first and
second hosts in which TCP connections are set up,
creating a single session entry corresponding to a new
SYN packet whenever the new SYN packet is gener-
ated between the first and second hosts;

b) updating a state of connection progress whenever a
packet for a flow between the first and second hosts
arrives at the stateful inspection computer;

¢) determining whether a time required for the connection
progress updated at step b) has exceeded a predeter-
mined timeout; and

d) purging a session entry in an embryonic connection
stage exceeding the timeout at step c),

wherein the timeout is the sum of a pure connection setup
delay that is a time difference between a time when the
SYN packet is successfully transmitted by the first host
to the second host and a time when a SYN/ACK packet
from the second host is received by the first host in
response to the successful transmission of the SYN
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packet, and a SYN packet retransmission delay, occur-
ring as the SYN-packet is retransmitted so that the SYN
packet is successfully transmitted by the first host to the
second host.

2. The security performance improvement method
according to claim 1, wherein the session table is configured
so that, if the number of entries in the session table exceeds
a predetermined threshold, the pure connection setup delay
is decreased and a session entry in the embryonic connection
stage is purged, thus decreasing the number of entries in the
session table.

3. The security performance improvement method
according to claim 1, wherein the pure connection setup
delay is longer than 1 second and shorter than 2 seconds.

4. The security performance improvement method
according to claim 1, wherein the SYN packet retransmis-
sion is attempted at intervals based on RFC2988 standard.

5. The security performance improvement method
according to claim 4, wherein the session table is configured
so that, if the number of entries in the session table exceeds
a predetermined threshold, the number of retransmissions of
the SYN packet decreases, and the session entry in the
embryonic connection stage is purged, thus decreasing the
number of entries in the session table.

6. The security performance improvement method
according to claim 4, wherein the SYN packet retransmis-
sion is performed in such a way that the number of attempts
to retransmit the SYN packet is 0, and the SYN packet
retransmission delay is 0 seconds.

7. The security performance improvement method
according to claim 4, wherein the SYN packet retransmis-
sion is performed in such a way that the number of attempts
to retransmit the SYN packet is 1, and the SYN packet
retransmission delay is 3 seconds.

8. The security performance improvement method
according to claim 4, wherein the SYN packet retransmis-
sion is performed in such a way that the number of attempts
to retransmit the SYN packet is 2, and the SYN packet
retransmission delay is 9 seconds.





