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ABSTRACT

Main purpose of this thesis is to study a facial feature based human
head pose estimation. Especially the facial feature extraction methods
suitable for a real-time system are considered. Based on the literature
survey, an experimental head tracking and pose estimation system is
implemented.

An efficient method based on skin detection, gray-scale morphology
and a geometrical face model are applied to detect roughly the face
region and extract facial features. The facial features extracted include
the eyes, mouth, nostrils and eyebrows. The system automatically
initializes whenever the face of a user is detected. After successful
initialization, the tracker is started. The extended Kalman filtering
(EKF) framework is utilized for tracking and estimation of the 3-D
pose of the moving head in an image sequence. During tracking the
correspondences between a rigid head model and three extracted facial
features (eyes and mouth) are used to solve the pose. To demonstrate
the practicality of the approach the user’s gaze direction is detected
and applied to a cursor control on the computer screen.

Experiments with real image sequences and synthetic data were car-
ried out. Tests with real sequences showed that the system is able
to extract facial features reliably from a near frontal view of the face
under proper lighting conditions. Furthermore, high real-time perfor-
mance was achieved. Pose estimation and gaze detection accuracies
were tested with synthetic data and good preliminary results were ob-
tained. The fast implementation proves the basic premise that the pro-
posed approach can be applied in platforms like mobile devices where
high computational resources are not available. However, there are
some restrictions in the current implementation. A user with glasses,
occlusion and shadows will cause problems for the system. In future
work the observed problems will be considered more closely.

Keywords: proactive computing, machine vision, face detection, ex-
tended Kalman filtering.
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TIIVISTELMÄ

Tämän diplomityön päätarkoituksena oli tutkia kasvonpiirteiden avulla
suoritettavaa ihmisen pään paikan ja orientaation estimointia. Eri-
tyisesti tarkasteltiin reaaliaikaisiin järjestelmiin sopivia kasvonpiirtei-
den irrotusmenetelmiä. Kirjallisuuskatsauksen pohjalta toteutettiin
kokeellinen järjestelmä pään seurantaan sekä paikan ja orientaation
estimointiin.

Tehokasta menetelmää, joka perustuu ihon ilmaisuun, harmaasävy-
morfologiaan ja geometriseen kasvomalliin, sovellettiin kasvoalueen kar-
keaan ilmaisuun ja kasvonpiirteiden irrottamiseen. Irrotettavia kasvon-
piirteitä ovat silmät, suu, nenänreiät ja kulmakarvat. Aina, kun käyt-
täjän kasvot ilmaistaan, järjestelmä alustuu. Seuranta käynnistyy on-
nistuneen alustuksen jälkeen. Laajennettua Kalman suodatusta käy-
tettiin liikkuvan pään seurantaan sekä 3-D paikan ja orientaation es-
timointiin kuvasekvenssistä. Seurannan aikana paikka ja orientaatio
ratkaistiin jäykän päämallin ja irrotettujen kolmen kasvonpiirteen (sil-
mät ja suu) vastaavuuksien avulla. Lähestymistavan käytännöllisyyden
demonstroimiseksi käyttäjän katseen suunta ilmaistiin ja sitä sovellet-
tiin kursorin ohjaukseen tietokoneen näytöllä.

Kokeita suoritettiin todellisilla kuvasekvensseillä ja synteettisellä da-
talla. Todellisilla kuvasekvensseillä suoritetut testit osoittivat, että
järjestelmällä voidaan irrottaa kasvonpiirteet luotettavasti lähes kohti-
suorasti edestäpäin otetusta kasvokuvasta, jos valaistusolosuhteet ovat
sopivat. Menetelmän reaaliaikainen suorituskyky todettiin korkeaksi.
Paikan ja orientaation estimoinnin ja katseen ilmaisun tarkkuus tes-
tattiin synteettisellä datalla. Tehtyjen kokeiden tulokset olivat hyviä.
Nopea toteutus antaa viitteen siitä, että ehdotettua lähestymistapaa
voidaan soveltaa esimerkiksi liikkuvissa laitteissa, joissa laskennalliset
resurssit ovat rajalliset. Toteutetussa järjestelmässä on myös rajoit-
teita. Silmälasit, piirteiden peittyminen ja varjot aiheuttavat järjestel-
mälle ongelmia. Havaittuja ongelmia tullaan tarkastelemaan lähemmin
jatkotutkimuksissa.

Avainsanat: proaktiivinen tietotekniikka, konenäkö, kasvojen ilmaisu,
laajennettu Kalman suodatus.
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3. HEAD POSE ESTIMATION AND TRACKING

The position and orientation (pose) of a human head can be estimated by ex-
tracting the facial feature correspondences between successive images. However,
the 2-D image measurements of facial features are usually affected by significant
noise and disturbances due to various error sources in the imaging. These errors
may produce large pose estimation uncertainties. Visual tracking of the facial
features in a video sequence with a proper estimation technique can improve the
pose estimation result significantly.

In this chapter representative studies of the human head tracking are presented.
The visual tracking is introduced in general. The focus is on human movement
tracking. The pose estimation problem is also introduced. The needed camera
model and a simple pose estimation algorithm for a single image are described.
The extended Kalman filter (EKF) is used to estimate head pose in this thesis.
The adoption of the EKF represents a good trade-off between computational com-
plexity and estimation accuracy. Facial feature tracking with EKF is described
in Section 3.4.

3.1. Related work

In this section, some representative work in the area of visual tracking of the
human head is presented. According to Pentland [4], most of the current head
tracking systems track facial features in 2-D and then use these points to estimate
the 3-D pose of the head. Several systems also allow gaze detection.

Azarbayejejani et al. [37, 38] have used recursive estimation to recover head
structure and motion from image sequences of rigid motion. In their later re-
search, the focal length is also recovered. Small facial features such as corners
of the eyes and nostrils are tracked using the extended Kalman filter framework.
The use of the system is applicable if the same points are visible in most of the
frames.

Jebara and Pentland [39] presented a real-time system for detecting, modelling
and tracking human faces. They used extended Kalman filter (EKF) to recover
3-D structure, pose, motion and focal length based on 2-D feature tracking. The
system automatically detects faces and facial features. The face detection is based
on skin color information. After face localization facial features including eyes,
nose and mouth are detected using symmetry transform and an image intensity
gradient. The face and facial feature detection is not performed in real time.
After initialization the features are tracked by using EKF that recovers also 3-D
structure and the pose. In the tracking stage features are measured using 2-
D image correlation. If the feature is occluded due to a large amount of head
movement the tracking fails.

Ström and Pentland [40] developed a head tracker based on the work of Jebara
and Pentland [39]. The main change was in the feature points used in the tracking.
The head tracker system tries to find the best features to track for each face
instead of using predefined features; the eyes, nose and the mouth. The input
image Hessians are used to rank features. The system is expected to be more
robust against head movements. For example, if the eye is occluded a point from
the ear is selected for tracking.
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Black and Yacoob [41] developed a regularized optical flow method that uses
an eight parameter 2-D model. However, the use of the 2-D planar model limits
accurate tracking to medium size head motions. The large head motion causes
problems. Based on the work of Black and Yacoob, Basu et al. [42] presented
a system to track heads in different conditions such as a large amount of head
motion. Instead of using a planar model they used a 3-D ellipsoidal model of the
head. The algorithm starts by computing optical flow for the image and then it
estimates 3-D motion of the rigid model. The estimated motion parameters are
used to modify the location and rotation of the model and are used for the next
frame. The motion estimation for each frame depends on the accuracy of the
estimation in the previous frame and therefore the errors tend to propagate and
grow. The system is not real-time due to slow computation of the optical flow.

Ballard and Stockman [43] proposed a system to estimate gaze direction. They
assumed that distances between facial features are not changed with facial rota-
tion and translation. The eyes and nose of the user are tracked using parameter-
ized templates. Using these three points, the pose and gaze is computed with the
P3P algorithm. A disadvantage is that the distance between the camera plane
and features has to be measured manually in the initialization phase. Also the
gaze direction is not computed in real-time.

Yang et al. [44] proposed a region based visual tracking system for face and
facial feature tracking in real-time. They used a statistical skin color model for
facial region detection and face tracking. After face location, the facial features
such as eyes, nostrils and lips are extracted within the facial region. The facial
features are tracked and the head pose is estimated based on a perspective camera
model. They reported a frame rate of over 30 frames per second using a low-end
workstation. A drawback is that the region-based trackers are not usually very
accurate.

3.2. Visual tracking

The basic idea behind visual tracking is to determine the measurable state of
a target object from a sequence of images [45]. The complexity of the tracking
problem depends on the application. In some cases, the position of an object
in image coordinates can be enough, e.g. computation of the object’s center of
mass. In other cases, different parts of the object should be tracked. For example
visual tracking of human motion involves tracking of different body parts. Visual
tracking can be understood as a process of repeated estimation and search steps.
It should be noted that the estimation is performed in the state-space, not in the
image. Typically, the parameters for the state are based on a structural model
of the object. If the dynamics for the object can be modelled, the tracking can
be based on motion estimation.

Human motion can be rigid, articulated, or deformable [46]. Rigid motion
means that there is no relative motion between different parts of the object with
respect to each other. In the case of articulated motion, the structure of the
object can be characterized as comprising rigid components connected by simple
constraints such as hinges, slides etc. These different types of motion can exist
simultaneously, such as facial expressions during head rotations.

Visual tracking of rigid objects is typically based on searching feature corre-
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spondences in the image sequence. Using feature correspondences the motion
estimation is a quite straightforward task and the 3-D pose estimation is possi-
ble. The deformable objects are much more difficult to be tracked due to the
motion caused by deformations of the object.

Many criteria can be used to classify visual tracking systems. Black et al. [46]
categorized approaches to track humans as follows:

• motion-based vs. static

• 3-D model based vs. 2-D image-based

• region-based vs. boundary-based

The motion-based approaches track objects by using motion information be-
tween consecutive images. The methods to recover motion parameters can be
further divided into feature correspondence based methods and optical flow meth-
ods. The former methods extract image features and track their movement from
image to image. The features extracted from an image can be for example re-
gions, edges, and point features. For head tracking, point features such as eyes,
nostrils and mouth are widely used. Noisy measurements make feature based
motion estimation difficult. Methods based on optical-flow use spatio-temporal
derivatives to estimate image flow at each location in the image. The advantage
of optical flow is that there is no need to model the movement of the object.
Furthermore, if the correspondences are difficult to determine optical flow based
methods may be appropriate. However, optical flow is typically hard to use in
real time systems due to its high computational cost. The static approaches
simply try to localize the object in a single image.

The 3-D model-based trackers assume a 3-D model of the object and estimate
pose based on feature correspondences. A general model of the object is diffi-
cult to achieve due to variations in appearance. The point correspondences are
extracted if the rigidity for object can be assumed. The 2-D image or appearance-
based methods use intensity or color information on the images to track object
parts. Mapping 2-D images of the object and corresponding poses can solve the
3-D pose. The mapping is based on learning from appearance examples. The
2-D image based tracking performance is decreased by the articulation and de-
formation [46].

Region-based or blob trackers typically use information such as color to seg-
ment object of interest from the image. There are two groups of region-based
methods: view-based and parametric. The view-based method finds the best
match of a region in a search area with a reference template. The parametric
method assumes a parametric model of changes in an image and computes an
optimal fitting of the model to the pixel data in a region. Region based track-
ing can be robust but accurate results are difficult to achieve. Moreover, there
may be multiple regions. The boundary-based approaches use features based on
discontinuities in the image such as edges and contours. Tracking and describing
arbitrarily curving edges and contours can be a difficult task due to changes in
imaging conditions, certain motions and occlusion.
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3.3. Pose estimation

The process of finding the position and orientation (pose) of an object is known
as the pose estimation problem. 3-D pose estimation from 2-D images can be
solved in many ways. The classical approach is stereovision, where two cameras
with two different views are used to capture 2-D images of the given 3-D object.
Both cameras observe the object points. Based on the disparities of the point
locations in the 2-D images the 3-D pose of the object can be estimated. Another
approach is to use only one stationary camera and a sequence of monocular 2-D
images of moving objects [47]. Equivalently the camera can be moving and the
object is stationary. Another possibility is that both can be moving. A 2-D image
sequence is then used to compute disparities. The 3-D pose of the object can be
estimated also from a single image if some constraints on the imaging geometry
are set. All of these methods need correspondence pairs in order to estimate the
pose. In this study, the correspondences are computed between facial features
extracted and a model of the human head.

In order to extract the pose of the head, the relation between a 3-D object
coordinate system and 2-D image coordinates must be known. This relation can
be modelled using the pinhole camera model described in Section 3.3.1. A simple
pose estimation procedure called the perspective-three-point (P3P) algorithm is
presented in Section 3.3.2. The advantage of the P3P algorithm is that the 3-D
pose of an object can be computed from three points if the geometry of the object
is known and only one image is needed. It is therefore very suitable for initial
pose estimation in the starting phase of the tracking.

Visual tracking of the object throughout a long video sequence will improve
the pose estimation accuracy if the information from the previous frames is used.
The tracking and pose estimation of a known object in 3-D space using the 2-D
feature correspondences from images can be formulated as a nonlinear estimation
problem due to the pinhole camera model. This formulation allows the use of
nonlinear estimation techniques, such as extended Kalman filtering (EKF) and
the Condensation [48] algorithm. Other methods for tracking include optical flow
based methods. One popular technique used in such methods is called the KLT
(Kanade-Lucas-Tomasi) tracking algorithm proposed by Lucas and Kanade [49].

Kalman filtering [50] is a widely applied technique for pose estimation and
tracking in computer vision. It has for example been applied to 3-D motion es-
timation of a known rigid object and the structure estimation of an unknown
scene [51]. The main features of the Kalman filter formulation and solution are
modelling the random process under consideration using a state-space model and
recursive processing of the noisy measurement data. It is an optimal filter be-
cause it generates the best linear mean squared solution. The corresponding
mean-square error estimate is also provided. The recursive nature of the algo-
rithm makes it convenient to use in real-time systems where the data can be
integrated into the state estimate and there is no need to store previous measure-
ments. Furthermore, it is based on physical dynamics which allow for predictive
estimation.

The measurement equation is usually non-linear in computer vision systems
because a perspective camera model is used. For non-linear systems a sub-optimal
variant of the filter, the extended Kalman filter (EKF) is typically used. The EKF
requires a physical dynamic model of the motion and the measurement model to
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relate the 3-D pose parameters to the 2-D image feature positions. The dynamic
(Section 3.3.3) and measurement models (Section 3.3.4) used are given for the
head pose estimation problem. The EKF algorithm is presented in Section 3.3.5.

3.3.1. Camera model

The image formation process can be modelled via perspective projection. The
pinhole camera model uses perspective projection to relate the object point in
the 3-D scene to the corresponding observations in the 2-D image, as shown in
Fig. 6.
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Figure 6. Pinhole camera model.

The origin of the camera coordinate system is at the projection center and the
Zc-axis coincides with the optical axis. The image plane is parallel to the (Xc, Yc)
plane and the distance from the projection center is f . The transformation
from the 3-D object coordinates Pi to 2-D image observations (ui, vi) can be
decomposed into the following steps. First the object coordinates Pi are mapped
to camera coordinates pi as follows

pi = RPi + t, (8)

where R is an orthonormal rotation matrix and t is a translation vector. The
rotation matrix describes the orientation of the camera coordinate system related
to the object coordinate system. The translation vector describes the position of
the origin of the object coordinate system in the camera coordinate system.

The rotations are defined by Euler angles: ω rotating around the Xc-axis, ϕ
rotating around the Yc-axis and κ rotating around the Zc-axis. The rotations are
performed counter clockwise. The rotation matrices can be concatenated into a
single matrix

R = RκRϕRω, (9)
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where

Rω =







1 0 0
0 cosω −sinω
0 sinω cosω
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
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


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cosϕ 0 sinϕ
0 1 0

−sinϕ 0 cosϕ






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




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
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The following convention can be established

R =







r11 r12 r13
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
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
.

Thus, the homogenous transformation from the object coordinates to the cam-
era coordinates can be represented by











xi

yi

zi

1










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






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



















Xi
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1
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


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. (10)

The camera coordinates pi(xi, yi, zi) are projected into the image plane (ui, vi)

[

ui

vi

]

=
f

zi

[

xi

yi

]

, (11)

where f is the effective focal length.
The image coordinates (ui, vi) are transformed to computer image coordinates

(u′
i, v

′
i) in pixels as follows

[

u′
i

v′
i

]

=

[

suDuui

Dvvi

]

+

[

u′
0

v′
0

]

, (12)

where su is the scale factor, which adjusts the image aspect ratio and (u′
0, v

′
0) is

the image center in pixels. The conversion factors Du and Dv are used to convert
metric units into pixels. The origin of the image coordinate system is in the
upper left corner of the image array.

3.3.2. Perspective-three-point algorithm

The pose of the object can be computed from the 3-D coordinates of three feature
points seen in a 2-D image if the three 3-D interpoint distances are known. This
is referred to as the perspective-three-point (P3P) problem [52]. It is assumed
that the object is rigid and the known distances do not vary as the object moves.

The imaging model used is the perspective camera model, as shown in Fig. 7. It
is assumed that the world coordinate system is the same as the camera coordinate
system. The focal length f is the distance from the center of projection to the
image plane. The coordinates of image points are Qi = [ui, vi, f ] relative to the
camera coordinate system. The locations of the unknown feature points Pi in
the 3-D scene can be solved from the corresponding observations Qi in the image
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plane (u, v) if the distances ai between Qi and Pi can be computed from the
following equations











a2
1 + a2

2 − 2(q1,q2)a1a2 = d2
12

a2
2 + a2

3 − 2(q2,q3)a2a3 = d2
23

a2
3 + a2

1 − 2(q3,q1)a3a1 = d2
31

, (13)

where the dmn is the known distance between object points Pm and Pn. The qi

is the unit vector in the direction of Pi and Qi. It is defined as follows

qi =
1

√

x2
i + y2

i + f 2

[xi, yi, f ]T . (14)

The system of equations (13) can be solved by finding the roots of the following
functions

f(am, an) = a2

m + a2

n − 2(qm,qn)aman − d2

mn, (15)

which represents the difference between the known and computed distance for
a pair of feature points. The algorithm to solve this problem is presented by
Shapiro and Stockman [53].
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Figure 7. Geometry for the perspective 3 point problem.

After the solution has been found, the position of the 3-D feature points can
be computed from pi = aiqi. These 3-D points can be used further to estimate
the pose of the object. For example, the obtained three points could be three
facial features; the eyes and mouth. It can be assumed that the facial features
are located in the same plane and the origin of the object coordinate system is
at the center of gravity of these features. In this case, the pose of the object can
be solved by using simple vector calculations.
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3.3.3. Dynamic model

A dynamic model allows prediction and filtering of the object pose and motion
from a sequence of images. In this thesis, the term pose estimation is used even
when the motion is also estimated. For pose estimation, several dynamic models
can be applied. Constant velocity or constant acceleration can be assumed or
more accurate mechanics can be considered. In this thesis, the dynamic model
used is a discrete time state-space model. The head is treated as a rigid object
that moves with constant velocity and the pose of the head changes in respect to
the camera. Accelerations are modelled as the process noise. The motion model
is

xk+1 = Φkxk + Γkεk, (16)

where the parameters to be estimated are presented by the state vector xk at
time instant k, and Φk is the state transition matrix. The state transition matrix
relates the state at time instant k to the state at time instant k + 1.

The state vector xk of the 3-D pose estimation problem consists of the posi-
tion (xk, yk, zk) and orientation (ωk, ϕk, κk) of the head and the corresponding
velocities at time instant k. It is defined as follows

xk = [xk, ẋk, yk, ẏk, zk, żk, ωk, ω̇k, ϕk, ϕ̇k, κk, κ̇k].

The state transition matrix Φk is given by

Φk =

















































1 ∆t 0 0 0 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0 0 0 0 0
0 0 1 ∆t 0 0 0 0 0 0 0 0
0 0 0 1 0 0 0 0 0 0 0 0
0 0 0 0 1 ∆t 0 0 0 0 0 0
0 0 0 0 0 1 0 0 0 0 0 0
0 0 0 0 0 0 1 ∆t 0 0 0 0
0 0 0 0 0 0 0 1 0 0 0 0
0 0 0 0 0 0 0 0 1 ∆t 0 0
0 0 0 0 0 0 0 0 0 1 0 0
0 0 0 0 0 0 0 0 0 0 1 ∆t
0 0 0 0 0 0 0 0 0 0 0 1

















































.

where ∆t is the time difference between two successive images.
Γkεk models the uncertainty of the motion model. The process noise εk is

assumed to be Gaussian distributed with an expected value E{εk} = 0 and the
covariance matrix Qk = E{εkε

T
k }. A process noise transition matrix Γk is defined
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as follows

Γk =

















































0 0 0 0 0 0
1 0 0 0 0 0
0 0 0 0 0 0
0 1 0 0 0 0
0 0 0 0 0 0
0 0 1 0 0 0
0 0 0 0 0 0
0 0 0 1 0 0
0 0 0 0 0 0
0 0 0 0 1 0
0 0 0 0 0 0
0 0 0 0 0 1

















































.

3.3.4. Measurement model

The measurement model is needed to relate the state vector to the 2-D observa-
tions in the image and it is

zk+1 = F (pi,xk) + ηk, (17)

where F (pi,xk) is a measurement function that uses the camera model described
in Section 3.3.1 to transform object coordinates pi to image coordinates zk+1

using state xk.
The measurement noise ηk models uncertainty in the measurements and it is

assumed to be Gaussian distributed with an expected value E{ηk} = 0 and the
covariance matrix Rk = E{ηkη

T
k }.

It was mentioned in Section 3.3.1 that the measurement function F (pi,xk) is
nonlinear and therefore it should be linearized. The first order approximation
is used to linearize the measurement function around the current state estimate.
The partial derivatives of the measurements with respect to the state variables
are used to obtain Jacobian matrix Jk that is the linearized measurement trans-
formation matrix. It is defined as follows

Jk =
∂F

∂xk

∣

∣

∣

∣

∣

xk=xk+1|k

. (18)

3.3.5. Extended Kalman filter algorithm

The EKF algorithm estimates the state using two stages: prediction (time up-
date) Eqs. 19-21 and correction (measurement update) Eqs. 22-24. In the first
stage, the state of the system at the next time instant is predicted based on the
previous state and the dynamic model of the system. In the correction stage
the predicted state is corrected by using measurements. Repeating the stages
iteratively performs the filtering cycle. Using the state from the previous cycle
always starts the next filtering cycle.

The steps for the EKF algorithm are given as follows:
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1. A priori estimate of the state vector x̂k+1|k is obtained by multiplying the
previous a posteriori state estimate x̂k|k by the state transition matrix Φk.

x̂k+1|k = Φkx̂k|k (19)

2. A priori estimation covariance matrix Pk+1|k is obtained using Equation 20.
Pk+1|k represents the uncertainty of the state estimate. Pk|k is the previous a

posteriori estimation covariance matrix.

Pk+1|k = ΦkPk|kΦ
T
k + ΓkQΓT

k (20)

3. The Kalman gain matrix Kk is updated.

Kk = Pk+1|kJ
T
k (Rk + JkPk+1|kJ

T
k )−1 (21)

4. The prediction for the measurement in the image coordinates zk+1|k is obtained
using measurement function F (pi,xk+1|k).

zk+1|k = F (pi,xk+1|k) (22)

5. The state estimate x̂k+1|k+1 is corrected. The innovation term (zk − zk+1|k) is
weighted by the Kalman gain matrix Kk. zk is the actual measurement and the
zk+1|k is the predicted measurement.

x̂k+1|k+1 = x̂k+1|k + Kk(zk − zk+1|k) (23)

6. The estimation covariance matrix Pk+1|k+1 is updated.

Pk+1|k+1 = (I − KkJk)Pk+1|k (24)

3.4. Tracking with Kalman filtering

The features of interest can be efficiently tracked with EKF. Based on the previous
state and the dynamic model, the location of the feature point in the next frame
is predicted using the EKF algorithm. The measurement can be performed in
a small region around the expected location of the feature [47]. To speed up
the image processing algorithms, the search area for measurement is adjusted
dynamically according to the uncertainty of the prediction. The adjustment can
significantly reduce computational time.

The size for the search region can be defined from the estimation covariance
matrix Pk|k. The uncertainty is projected to the image coordinates using the
Jacobian matrix Jk of the measurement function. The uncertainty covariance
matrix Sk+1|k is given below

Sk+1|k = JkPk+1|kJ
T
k + Rk, (25)

where Pk+1|k is a priori estimation covariance matrix and Rk is the measurement
noise matrix. The diagonal elements of the matrix Sk+1|k represent the variance
of uncertainty in the image coordinates. The search window is enlarged based on
these variances.
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4. IMPLEMENTATION

A system to estimate head pose in real-time is proposed in this chapter. The
approach is mainly based on the literature review that was presented in the pre-
vious chapters. The overview of the system for head pose estimation is depicted
in Fig. 8. The system consists of system initialization and head tracker stages. In
the first stage, initialization is performed automatically whenever the human face
is detected. For proper face candidate detection, a near-frontal view is needed.
Within the possible face regions the facial feature candidates are extracted. These
features are analyzed to establish the best constellation that forms a face. If the
facial features are found, the initialization stage is performed.

After successful initialization, the head tracker stage is started. The tracker is
initialized by using information extracted in the system initialization stage. The
head pose is initialized by the simple pose estimation algorithm. During tracking,
the extended Kalman filter estimates the head pose. The pose is estimated with
three facial features including the eyes and the mouth. These features are tracked
in a sequence of images. The predictive estimation also allows search region ad-
justment for the facial features in the tracking stage that decreases computational
load. After the head pose is estimated, the gaze is detected in the monitor screen
and used for cursor control. If the tracking fails, the initialization stage is started
again. In the following sections, the different blocks of the system are introduced
in more detail.

System initialization


Head tracker


Face candidate


detection


Facial feature


extraction
 Failure


Tracker


initialization


Gaze


detection


Pose estimation and

facial feature tracking
 Failure


Figure 8. Block diagram of the system.
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4.1. System initialization

The system is initialized in two steps. First, the face candidates are detected.
Face-like regions are found by skin color analysis and then the shapes of the
candidates are verified. Next, the facial feature candidates are searched for within
the face candidate regions. After that, the feature candidate constellations are
evaluated to find facial features and to initialize the head tracker.

4.1.1. Face candidate detection

In order to detect possible face areas in an image, the skin is detected in the
image. Skin detection has been very popular in real-time applications due to its
low computational cost as discussed in Section 2.5. In this thesis, skin detection
is based on the skin locus model introduced in Section 2.3.1 [18]. First, the input
image presented in RGB color space is converted to NCC color coordinates. Then,
the skin color analysis for the image is performed. In the present implementation,
only the red and blue color coordinates are used in skin locus. If the color
coordinates of a pixel fall into the area of the skin locus, the pixel belongs to
skin. After skin detection, the result is enhanced using a morphological closing
operator with a mask size of 3x3 pixels. Fig. 9 shows an example result. The
original color image is shown on the left and on the right is the result.

After the skin-like regions have been detected, these regions are possible face
candidates. However, not all detected skin-regions contain a face. Some regions
correspond to skin areas like hands and others to exposed parts of the body. Also,
there might be false detections to objects with skin-like color. To distinguish faces
and other skin-like areas, the shapes of the regions are verified next. A connected
component analysis is performed, and only large connected components of the
skin color are kept. Isolated pixels corresponding to the background are removed.
Also, the bounding box for the skin area should be over 10% of the image size.
The shape of the bounding box is also checked.

a) Input image
 b) Skin detection result


Figure 9. An example result for skin detection.
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4.1.2. Facial feature extraction

Once a possible face is detected, the feature candidates are searched for within the
face candidate area. Based on the observation that facial feature areas are usually
darker than other face area, a morphological valley detector is used. The mor-
phological operations are widely used in facial feature extraction and are highly
suitable for real-time implementation as noted in Section 2.5. The algorithm used
is based on the work of Wong et al. [25] and it is described in Section 2.3.5. In
Fig. 10 an example result for valley detection within a face candidate region is
shown. After detection, the morphological closing operation with a mask size of
3x3 pixels is utilized. Then, the connected component analysis is performed and
centers of mass of the connected components are used for coordinates of facial
feature candidates. An example result of facial feature candidate detection is
shown on the left in Fig. 12.

a) Face candidate
 b) Valley detection result


Figure 10. An example result for valley detection.

After the possible facial features are detected, the method proposed by Jeng
et al. [16] is applied to establish the best feature constellation that forms a face.
The method is based on a geometrical face model, which is shown in Fig. 11.
The model includes facial features like eyes, eyebrows, nostrils and mouth.

The line passing through the centers of the eyes is called a base line. The
coefficients for the base line ax + by + c = 0 and the angle θ between the base
line and x-axis are calculated with following equations



















a = y2 − y1

b = x1 − x2

c = x2y1 − x1y2

θ = arctan(−a
b
),−π

2
≤ θ < π

2

,

where (x1, y1) are coordinates for the left eye and (x2, y2) are coordinates for the
right eye.
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The distances dmouth, dnostril and deyebrow indicate the distance from the mouth,
the nostril and the eyebrow to the base line, correspondingly. The ci i = 1, 2, 3
represent the boundary lines bx−ay−ci = 0 for the facial feature search regions.

Figure 11. Geometry of the face model.

The best constellation search starts by constructing the possible eye pairs from
the feature candidates detected. The feature candidate is a possible eye if the
features are located at the upper half of the face candidate area. Two potential
eye candidates are a possible eye pair if the distance D between them is under
80% of the width of the bounding box surrounding the face candidate. Also, the
absolute value of the eye pairs base line angle θ should be under 30 degrees. These
conditions reduce significantly the amount of eye candidate pairs. The distance
D between a possible eye pair is used as a reference distance in the geometrical
face model and it is calculated as follows

D =
√

(x1 − x2)2 + (y1 − y2)2. (26)

Based on the reference distance D, the reference distances from the mouth,
nostrils and eyebrows to the base line in the geometrical model are defined. The
Dnostril, Deyebrow and Dmouth are respectively 0.7D , 0.35D, 1.1D. The distances
of the model are constructed from measurements with several real faces from the
database.

For each eye pair, the other facial features are searched for from on the geo-
metrical face model. For example the possible mouth candidates for an eye pair
candidate are searched for within the small region that is located in the distance
1.1D from the base line. If that region contains a feature candidate, it is treated
as a mouth candidate for this possible eye pair. The distance from the base line
is calculated for the mouth candidate as follows

dmouth =
|axk + byk + c|√

a2 + b2
, (27)

where xk and yk are the image coordinates for the feature candidate. Because
the center of the mouth must be located between lines bx − ay − c1 = 0 and

IPR2023-01014 
Nielsen Company EX2035 Page 21



36

bx − ay − c3 = 0, the condition (bx − ay − c1)(bx − ay − c3) < 0 is required. If
the mouth candidate is located outside these boundaries the feature is rejected.

Similarly the candidates for the other facial features like nostrils and eyebrows
are detected and the distances calculated. However, there might be many can-
didates for certain features and every candidate found increases the amount of
the feature constellations. In order to evaluate the candidates, the evaluation is
performed using a special evaluation function for each facial feature. First the
evaluation value Eeye for the eye pair is calculated by using the equation below

Eeye = exp(−10(
D − 0.4BBwidth

D
)2), (28)

where D is the measured reference distance between eye candidates. BBwidth

is the width of the bounding box surrounding the possible facial region. The
constant value ten is used to scale the result.

Then the following evaluation function is employed for the mouth candidates

Emouth = exp(−10(
dmouth − Dmouth

D
)2), (29)

where dmouth is the measured distance from the baseline to the mouth and Dmouth

is the corresponding reference distance in the geometrical face model.
The evaluation functions for eyebrows and nostrils are computed in a similar

way, given in Eqs. 30-33.

Elefteyebrow = exp(−10(
dlefteyebrow − Dlefteyebrow

D
)2) (30)

Erighteyebrow = exp(−10(
drighteyebrow − Drighteyebrow

D
)2) (31)

Eleftnostril = exp(−10(
dleftnostril − Dleftnostril

D
)2) (32)

Erightnostril = exp(−10(
drightnostril − Drightnostril

D
)2) (33)

After the evaluation is performed for each eye pair candidate and for the other
facial features, the total evaluation value is computed for the constellation. The
total evaluation value is a weighted sum of the evaluation value for each facial
feature. The weight is based on the importance of a given feature for face de-
tection. The eyes are considered the most important features. The constellation
which has largest evaluation value, is a face. However, a there is condition that
the total evaluation value should be over the limit of 0.6. The total evaluation
value is

E = 0.4Eeye + 0.3Emouth + 0.1Eleftnostril + 0.1Erightnostril+
0.05Elefteyebrow + 0.05Erighteyebrow

. (34)

Fig. 12 shows an example result for the best constellation search. On the
left there are candidates for features and on the right detected facial features.
Also the search areas are marked on the image. These areas are also used in the
tracking phase.

IPR2023-01014 
Nielsen Company EX2035 Page 22



37

a) Facial feature candidates
 b) Best constellation


Figure 12. An example result for facial features extracted.

4.2. Head tracker

The EKF algorithm described in Section 3.3.5 is applied to head pose estimation
in a video sequence. The EKF estimates the pose of a human head and predicts
facial feature locations in the next image. After actual measurements, the pose
estimate of the head is corrected. Since the estimates from previous images are
taken into account a smooth result is obtained if the tracker works properly. To
achieve proper operation the initialization and the measurements should be done
carefully. In the following sections, implementation issues for the tracker are
described.

4.2.1. Tracker initialization

In order to track a rigid object, the model of the object is needed. The proposed
head model is shown in Fig. 13. Three facial features including the eyes and the
mouth are included in the model. The center of the head coordinate system is
set to the center of gravity of these three facial feature points. The coordinates
for the mouth P1, the left eye P2 and the right eye P3 in the model are defined
as follows

P1 =
[

1s 0 0
]T

P2 =
[

−0.5s −0.75sα 0
]T

P3 =
[

−0.5s 0.75sα 0
]T
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where the α is the distance between eyes divided by the distance from the baseline
to the mouth center. The distances are measured in the initialization phase. The
s is the scaling factor that is used to scale model dimensions into the dimensions
of the real face.

Figure 13. Head model used in tracking.

The pose parameters of the state vector are initialized by using the simple pose
estimation algorithm described in Section 3.3.2. At the beginning, the velocities
are set to zero. The time difference between two successive images is set to 1.
This is needed in the state transition matrix Φk.

The estimation covariance matrix Pk|k needed in Eq. 20 should be initialized
before tracking. The initial values for the matrix will have a critical impact on
the starting phase of the tracking. In this implementation, large values along the
main diagonal of the matrix are set. The initial estimation covariance matrix
P0|0 is defined as follows

P0|0 = diag(σ2

xk
),

where the elements σ2
xk

of the diagonal matrix represent uncertainties for the
corresponding parameters in the state vector.

The process noise matrix Qk and measurement noise covariance matrix Rk

should also be initialized based on assumed uncertainty in motion and measure-
ments. The values for these matrices have a critical impact on the tracking and
should be set as realistically as possible. The uncertainty in motion can be ap-
proximated from assumed maximum accelerations. In this implementation these
matrices are not updated during tracking and are defined as follows

Qk = diag(σ2

i ),

where the elements σ2
i of the diagonal matrix represent uncertainty for the veloc-

ities, and

Rk = diag(σ2

q ),

where the elements σ2
q of the diagonal matrix represent uncertainty for measure-

ments in image pixels.
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For this system, it is assumed that the noise associated with the image mea-
surement in both x- and y-axis directions has a standard deviation of 2 pixels
giving it a variance of 4.

4.2.2. Measurements

The three facial features are tracked including the eyes and the mouth. The fea-
tures are tracked using small search windows around a corresponding feature in
the image. The position of the window is based on the prediction of the EKF al-
gorithm. The size of the window is based on the distances between facial features
detected in the initialization stage. The window width is half of the distance
between the eyes and the window height is one fourth of the distance between
the mouth and the baseline. The size is adjusted on the basis of the uncertainty
of the prediction derived from the covariance matrix, as described in Section 3.4.
Using gray-scale morphological operators similarly to the initialization stage per-
forms the measurement within a window. Sometimes there are several connected
areas within a search window. Then, the center of mass of the area nearest to
the prediction is chosen. The obtained feature points are then used to correct
the predicted state (Eq. 23). In Fig. 14 is shown an example measurement for
each feature in the tracking stage.

Figure 14. Example measurements for each facial feature in tracking phase.
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The result of the feature measurements can occasionally cause errors that make
the pose estimation fail and the tracking may become unreliable. To overcome
this problem some constraints are set. The position of the measurement for
a particular feature should be within the uncertainty limits derived from the
prediction. These uncertainty limits can be extracted projecting state uncertainty
to the image plane as described in Section 3.4. If the feature is not within the
limits then the prediction is used instead of measurement. The error cannot exist
for a long time and a limit is set to three frames. The feature can be also lost
due to the occlusion. In this case the initialization is started again.

4.3. Gaze detection

Gaze detection can be used to locate the position on a monitor screen where a
user is looking. Gaze direction is determined by orientation of the head and the
orientation of the eyes. The eye orientation determines the exact gaze direction
and the head orientation determines the overall gaze direction [44]. In this thesis
the direction of the gaze is a normal of the plane defined by three facial features;
the centers of the eyes and the mouth. This provides a rough estimate for the
gaze direction. The points used in gaze detection are corrected measurements
derived from the EKF algorithm.

Fig. 15 shows the geometry for the gaze detection problem. The direction of
the gaze is defined by using the direction of the gaze vector NH = [0, 0, 1, 0]T .
The gaze vector starts from the origin OH = [0, 0, 0, 1]T of the head coordinate
system. The gaze position in the monitor screen is described by point PM .
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Figure 15. Geometry for the gaze detection problem.

In order to solve the gaze position in the monitor screen, the gaze vector has
to be transformed from the head coordinate system to the monitor coordinate
system. First, the origin OH and the direction NH of the gaze vector are trans-
formed to the camera coordinate system using Eq. 10. After that, transformation
to monitor coordinates is performed. It is assumed that the position and the ori-
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entation are known in advance. The transformation is defined as follows











XM

YM

ZM

1











=











−1 0 0 tx
0 1 0 ty
0 0 −1 tz
0 0 0 1





















XC

YC

ZC

1











, (35)

where the (XM , YM , ZM) are the coordinates in the monitor coordinate system
and (XC , YC , ZC) are the coordinates in the camera coordinate system. The
(tx, ty, tz) represent the position of the camera coordinate system in the monitor
coordinate system.

The intersection of the gaze vector with the monitor plane can be solved by
finding λ that satisfies the following equation

OM + λNM = PM , (36)

where the point PM = [XM , YM , 0, 1]T is the gaze position on the monitor screen.
OH is the origin and NH is the direction of the gaze vector in the monitor
coordinate system.

It is assumed that the user is looking into the center of the monitor screen
at the beginning. The offset is calculated on the basis of this assumption. The
offset value is the distance between the actual gaze position and the center of
the monitor screen. This value is used to ensure the correct operation at the
beginning. Otherwise there is a possibility that gaze direction goes beyond the
monitor screen. After the gaze position on the monitor screen is obtained; the
user can control the cursor in the graphical user interface (GUI).
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5. EXPERIMENTAL RESULTS

The experiments of this thesis are divided into three parts in which the perfor-
mance of the system is evaluated. To demonstrate the correct operation of the
proposed approach, the initialization and facial feature tracking were tested with
real image sequences. The head pose estimation and gaze detection were tested
with synthetic data. This makes a quantitative analysis possible because the
actual pose of the head is not known with the real image sequences. Finally,
the real-time performance of the system is verified. The experimental results are
summarized in the following sections.

5.1. Tests with real image sequences

Two different test sets of image sequences were collected. The first set was used
to evaluate automatic initialization of the system. This set consists of three
sequences where the user does not move his head. A frontal view of the face
is needed for proper initialization. The second set consists of four recorded test
image sequences where the user moves his head. Based on these sequences the
facial feature tracking ability is verified. All the sequences are natural with large
head motions and pose changes. The user in the images tries to control the cursor
on the monitor screen.

The first test sequence for facial feature tracking was recorded by a Sony DFW-
X700 digital video camera and the others were recorded by a Sony DFW-VL500
digital video camera. The test data was collected under typical office illumination
with 320x240 pixel resolution and 24-bit color resolution. The frame rate was 15
frames per second. The imaging geometry is basically the same as that shown
in Fig. 15. The user is looking at the monitor and the camera is placed above
the monitor. The face of the user is in the center of the image acquired by the
camera. The arrangement is typical for the proposed system. The computations
were performed using Matlab-software.

5.1.1. Initialization

In this experiment, the automatic initialization capability of the system was
tested. The three test sequences used were named A1, B1, and C1. To test
the robustness against bad lighting, the test sequences were captured in different
lighting conditions. Typically glasses introduce a serious problem for face detec-
tion systems. Therefore the first sequence contains a man with no glasses and
the other two men with glasses. All the sequences consist of 100 images. For
each image in the sequence the initialization procedure was run. First the skin-
like regions are detected and possible facial features are detected within these
regions. The presence of the face is finally verified by using the geometrical face
model. The model consists of seven facial features like eyes, mouth, nostrils and
eyebrows. The initialization was successful if the evaluation value was more than
0.6. The procedure is described in more detail in Section 4.1 and more examples
of initialization are presented in Appendix 1.
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For test sequence A1, 97 successful initializations were performed. Only 3
attempts were unsuccessful, mainly caused by small movement of the eye. The
errors were not so critical and these false cases could even be accepted. The
reason for a very good result is almost ideal lighting conditions for the algorithm.
Moreover, the view of the face is near frontal and the facial features are easily
separable as can be seen in Fig. 16. One possible disadvantage was observed with
sequence A1. The eyebrows are hard to extract because of low contrast in the
image. If the eyebrow is missing, the evaluation value for the face is decreased.
However, the significance of the eyebrows is quite small in the geometrical face
model and its influence is neglible.

a)
 b)
 c)


Figure 16. Initialization examples for test sequences.

With test sequence B1, 95 correct initializations were achieved. In the four
false cases, the mouth was not found at all. The problem of the missing mouth
probably originates from the inadequate lighting conditions. Nevertheless, the
result is very good because the man has glasses. In Fig. 16 it can be noticed
that only one nostril is detected and the location is between the true locations
of the nostrils. The problem is shadows caused by lighting. In addition, the
same phenomenon was observed as with the previous sequence. The eyebrows
were not found at all. The reason is different this time. The dark frames of the
glasses partly occlude the eyebrows. Nevertheless, the missing features do not
deteriorate the initialization result.

Test sequence C1 seems to be more problematic for the system due to the man
having glasses and bad lighting conditions. Only 67 successful initializations were
obtained. The failures are mainly caused by the frame of the glasses. The eye
cannot be distinguished from the frame due to the large dark area caused by the
frames. Typically the eyes themselves also construct a dark area on the image.
The fifteen failures fall into this category. In 10 cases, the facial features were
not found at all due to bad lighting and the issues mentioned before. For the
sequence C1 the result is quite poor. It should be remembered that after failure
the real system tries to re-initialize and only one successful initialization is needed
to start tracking.

The results for the initialization test are summarized in Table 1. It can be
stated that the initialization will give a good result if a near frontal image of
the face is captured under adequate lighting. On the other hand, the user with
glasses in certain lighting conditions will cause major problems for the system.
In the future research this should be studied more carefully.
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Table 1. Result for initialization test

Test sequence Successful initializations

A1 97

B1 95

C1 67

5.1.2. Facial feature tracking

In order to test the system’s ability to track the locations of the facial features,
an experiment with four real image sequences was run. The sequences are named
A2, B2, C2 and D2. In this experiment, the full functionality of the proposed
system was used. The system will be automatically initialized using the procedure
tested in previous section. After that, the tracking of facial features is started and
the head pose is computed for each image in the sequence. Because the ground
truth values for the facial feature locations or head poses were not known, the
quantitative evaluation of the tracker was impossible. However, it was visually
verified that the system could properly track facial features.

Fig. 17 shows the facial feature locations during tracking for test sequence
A1. The length of the video was 100 frames and only the selected frames are
shown. The mouth and the eyes are marked with red dots. It was observed
that the tracker successfully follows the positions of the features. The use of
EKF provides a smooth trajectory for the features. Fig. 18 shows a trajectory
for the right eye x-coordinate. The black line presents the filtered measurement
computed by the EKF algorithm and the blue dots present actual measurements.
It can be seen that a smoother result is obtained by using EKF.

Successful operation was also achieved with sequences B2 and C2. The re-
sults are shown in Figs. 19 and 20, respectively. The length of both videos is
200 frames. With sequence B2 it can be seen that the position of the mouth
is slightly misplaced in frames 120 and 130. This is due to the shadows caused
by a large amount of head rotation. The current implementation of the system
cannot handle shadows. There are also some small deviations in the position of
the eye, as in frame 20. Pupils that are not in the center of the eye region cause
this. Typically the errors occur in the x-axis direction and the position of the eye
seems to be more accurate in the y-axis direction. The sequence C2 contains a
man with a beard and it should be noticed that the system still works correctly.
However, also in this case there are small errors in the feature locations. During
testing it was observed that a proper setting for model and measurement uncer-
tainties of the EKF algorithm has a great impact on the tracking result. The
uncertainties should be as realistic as possible and proper approximations can
improve the tracking result significantly. A shortcoming is the difficulty of ap-
proximation. Moreover, the changing imaging conditions can alter the magnitude
of the measurement error.
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frame 1 Frame 5 Frame 10 Frame 15 Frame 20

Frame 25 Frame 30 Frame 35 Frame 40 Frame 45

Frame 50 Frame 55 Frame 60 Frame 65 Frame 70

Frame 75 Frame 80 Frame 85 Frame 90 Frame 95

Figure 17. Tracking result for test sequence A2.
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Figure 18. Trajectory for right eye x-coordinate with test sequence A2.
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frame 1 Frame 10 Frame 20 Frame 30 Frame 40

Frame 50 Frame 60 Frame 70 Frame 80 Frame 90

Frame 100 Frame 110 Frame 120 Frame 130 Frame 140

Frame 150 Frame 160 Frame 170 Frame 180 Frame 190

Figure 19. Tracking result for test sequence B2.
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Frame 50 Frame 60 Frame 70 Frame 80 Frame 90

Frame 100 Frame 110 Frame 120 Frame 130 Frame 140

Frame 150 Frame 160 Frame 170 Frame 180 Frame 190

Figure 20. Tracking result for test sequence C2.
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The test sequence D2 is an example where facial feature extraction will fail. A
couple of frames after the successful initialization of the tracker an error occurs
in the extraction of the left eye. The reason can be seen in Fig. 21. The upper
row shows input images for the algorithm, and in the middle row the left eye
area is zoomed. In the bottom row, the feature extraction result is shown for
each frame. It can be seen that in frame 2 the feature extraction detects the
frame of the glasses and the location of the eye starts to slide towards the right
eye. Finally, in frame 5 the positions of both eyes are in the same position and
the tracking and pose estimation totally fails. Of course in the practical system
there are certain geometrical rules which make this kind of situation impossible.
However, the problem with glasses is shown here because it has been observed
to be a major problem for the current system. Certain types of glasses and bad
lighting conditions can cause the system to fail continuously.

Figure 21. Error in tracking with test sequence D2.

5.2. Tests with synthesized data

It is difficult to obtain a ground truth for the head pose if there are no external
measurement sensors. In this study, to evaluate the pose estimation, synthesized
ground truth-values for the head pose were generated. Construction of synthetic
data makes the comparison between estimated and true values possible. The
first synthesized data of 100 frames contains head poses corresponding to a real
situation where the user is trying to control the cursor in the monitor screen. For
the gaze detection tests, another synthetic data of 90 poses was generated. This
sequence contains certain movement of the cursor on the monitor screen.

5.2.1. Pose estimation

In this experiment, the theoretical head pose estimation accuracy is evaluated.
The system applies the extended Kalman filter (EKF) for head pose estimation.
The EKF algorithm and implementation issues are described in Sections 3.3.5
and 4.2. In this test, the difference compared to the previous experiment is that
the synthesized sequence of poses is used instead of real data. The initial state
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vector for this experiment was x̂0|0 = [19.11, 8.65, 685.09,−2.34, 0.02, 1.59]. The
vector contains the position in millimeters and orientation in radians of the head.
The focal length used in the simulations was f = 15 mm. The conversion factors
Du and Dv were both 50. These factors are used to convert metric units into
pixels as mentioned in Section 3.3.1.

The measurements needed by the EKF algorithm are generated by projecting
the head model points to the pixel coordinates in the image plane using ground
truth pose values. In order to test the performance of the algorithm, random
noise with a variance of 4 pixels is added to the measurements. This means that
the assumed measurement accuracy is described with a variance σ2

q = 4.
Fig. 22 shows an example of the estimated translation and rotation parameters

during tracking compared to the ground truth. In Fig. 23 the corresponding error
is shown. It can be clearly seen that the error in z-translation is bigger than in
other translations. The obvious reason is that the depth information is more
uncertain due to the projective camera model used.
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Figure 22. An example head pose estimation experiment. The ground truth is
drawn with a solid black line and the estimated pose with a dashed blue line.

The root mean square error is used as a measure for the pose estimation accu-
racy. In order to get more reliable results the mean value of 100 simulations is
reported. The obtained root mean square (RMS) errors for translation in x-, y-,
and z-axes directions and rotation about x-, y-, and z-axis are 1.61 mm, 1.30 mm,
6.23 mm, 0.008 rad, 0.004 rad and 0.003 rad. It can be noticed that the error in
the z-axis direction is larger than in the x- and y-axis direction. Because the size
of the test data is so small, widespread conclusions cannot be made. However,
good premilinary results were obtained. Furthermore, the obtained results can be
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considered to be ideal because they were achieved through simulation. It should
be also remembered that the obtained result depends on the measurement error.
If the real measurement error is bigger, the accuracy of the pose estimation is
worse.
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Figure 23. An example of the pose estimation error for each parameter.

5.2.2. Gaze detection

The goal of this experiment was to ensure the correctness of the gaze detection
and to study the detection accuracy achievable using the developed system. In
order to evaluate the accuracy analytically, simulated data was generated. At
first, a trajectory for the gaze on the monitor screen was specified. The coor-
dinates of the points determining the trajectory are the ground truth points.
The trajectory used in the experiment is shown with a black line in Fig. 24.
Also, an example of estimated gaze is depicted with a blue line in the same fig-
ure. The measurement noise with standard deviation of 2 pixels was used in
this particular case. It can be seen that significant deviations are caused by
abrupt changes in the trajectory. The initial state vector for this experiment was
x̂0|0 = [0, 250, 600,−0.39, 0.29, 1.45]. Other parameters were the same as those
defined in previous section. This gives the frame for the conditions where these
simulations were performed.

Next, the ground truth points are projected to the corresponding head pose
values. This is done by using geometrical constraints and assuming that there is
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Figure 24. Gaze position on the monitor screen. The ground truth position is
marked with a black line and the estimated gaze position is marked with a blue
line.

only rotational movement of the head. The measurements needed by the EKF
algorithm are produced using these head poses. The noise added to the mea-
surements is varied between the standard deviation of 1 to 8 pixels. The EKF
algorithm is then applied to head pose estimation and the gaze is estimated as
described in Section 4.3. For each run with a certain noise level, the error between
the estimated gaze and the ground truth gaze is computed. In order to measure
gaze detection precision, the standard deviation for the error is calculated. The
EKF algorithm was applied 100 times to the same noise level in order to improve
statistical confidence. The final result is the mean value for a standard deviation
σ of 100 measurements. The result is shown in Fig. 25 where the standard devi-
ation of the position error on the monitor plane is presented as a function of the
standard deviation of the measurement noise.

It is obvious that the accuracy of the gaze detection decreases if more noise
is added to the measurements. In the current implementation, the assumed
measurement accuracy is 2 pixels, which will correspond to a gaze detection
accuracy of 6 mm on the monitor screen. If the Gaussian distribution is assumed,
the maximum error would be about 3σ, resulting in 18 mm error on the monitor
plane. This means that the location of the cursor varies between -18 mm to 18 mm
from the correct location. In the real situation, the abrupt changes in the cursor
position are avoided by filtering. The filter could take into account N previous
locations to smooth the cursor trajectory. In theory, the standard deviation of
the error should decrease based on the equation σ√

N
. For example, if the gaze

detection accuracy σ is 6 mm and the number of locations N is 9, the improved
accuracy would be 2 mm. Actually, this means a position range between -6 mm
to 6mm, which is a satisfactory result. If the gaze detection accuracy would be
within these limits, cursor control using head movements would be possible. It
should be remembered that this is the theoretical gaze detection accuracy of the
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Figure 25. Gaze position estimation error.

proposed system. However, in practise the error can be more significant and then
the accuracy is worse. It has been observed with real image sequences that in
bad lighting situations the measurement accuracy can be 4 pixels, for example.
In this case, the gaze detection accuracy would be about 13 mm. In this case the
error range is between -39 mm to 39 mm. Thus, the overall variation is 78 mm
which is unacceptable. In this case, more filtering is needed. A shortcoming is
the possible delays that occur if the trajectory is extensively filtered.

5.3. Real-time performance

In addition to the Matlab implementation, the proposed system was also imple-
mented using C++ under the MS Windows 2000 operating system to validate
the real-time performance. No external machine vision libraries were used. The
system runs in real-time on a PC with a 2.2 GHz AMD Athlon XP CPU and
512 Mb memory. The processing speed in the different steps of the system was
measured using the operating system’s timer. The results are shown in Table
2. The presented time values are mean values of the 100 measured execution
times. It should be remembered that the values are approximate values due to
the limited resolution of the system timer.

The total time for initialization was 10 ms and for tracking 2 ms. The video
acquisition time is not included in the previous table because it does not depend
on the implementation. The overall cycle time for the system is 66 ms, including
the video acquisition. This provides a 15 frames per second frame rate for the
system. The video acquisition frame rate can be easily increased if necessary. It
should be also remembered that the processing speed also depends on the sizes
of the image, faces and facial features to be processed. The reported execution
times are mean values of typical situations.

It can be seen that the feature extraction time in the tracking phase is faster
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Table 2. Execution times for different steps

time [ms]

System Initialization

Skin Detection 1

Binary Morphology 2

Connected Component Analysis 2

Valley Detection 4

Best Constellation search 1

Tracking

Tracker Initialization < 1

EKF algorithm < 1

Feature Measurement 1

Gaze Detection < 1

than in the initialization phase. This is due to the prediction and search win-
dow capability of the EKF algorithm, as mentioned in Section 3.4. Based on the
measurements, the time consuming task is the initialization phase. On the other
hand, this phase fulfills the real-time demands of the system and no optimiza-
tions are needed. It can be concluded that although further development is in
progress and the implementation is non-optimized, the current implementation
of the system is fast enough to run on a standard PC.
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6. DISCUSSION

Implementation of a real-time system to track facial features and estimate head
pose sets hard requirements on the algorithms utilized. To accomplish this de-
manding task, many different algorithms are usually applied. In this study,
promising methods were searched for from the literature. Based on the survey
the implementation for such a system is proposed.

Skin detection has been a popular method for face candidate region detec-
tion. It has been noticed to be highly suitable for real-time systems due to fast
processing time and simple implementation. A shortcoming is that changing il-
lumination conditions decrease the performance of the skin detection. Because
the initialization stage of the proposed system depends heavily on skin detec-
tion, dramatically changing or bad illumination can cause facial features to be
undetectable. Also if the skin areas are not solid and proper feature extraction is
impossible using this method. Skin detection can be improved, for example, by
using information from the previous frames. In the current implementation, skin
detection is performed for every image individually. There are possibilities to use
other techniques for initial facial region detection like motion-based or texture-
based segmentation. However, skin detection provides a good starting point for
facial feature extraction.

Morphological image processing techniques have been applied across a broad
range of real-time machine vision applications. These operations have proven
to be efficient and powerful due to fast processing. In this study morphological
methods are employed for facial feature extraction. Usually, all the facial features
are detected, but the problem is how to distinguish particular features. A geo-
metrical face model is used for this purpose. In the proposed face model, there
are seven features; eyes, mouth, nostrils and eyebrows. The model is achieved by
training with several facial images. A more accurate face model could be gen-
erated, but any general model that applies for everyone cannot be constructed.
It was observed that the feature locations are roughly located by using this ap-
proach. Based on the experiments, the expected initialization result for a user
without glasses can be quite good. On the other hand, the result for a user with
glasses can be quite poor. A user with glasses under bad lighting is definitely the
major problem for the system. To overcome problems, more advanced methods
should be developed.

In tracking, a typical measurement error is that the connected component
labelling process produces many separate connected regions for same feature.
If the feature is split to many individual components, the center of mass for
the feature is different. Of course, the result is improved by filtering but errors
cannot be totally removed. The EKF algorithm can be adjusted to work very
well in certain conditions. If the conditions change the tracking result decreases.
It should therefore be accepted that the system works under some restrictions
or some compromise should be made in adjustment of the EKF algorithm. If
there are errors in the facial feature extraction that decreases the pose estimation
accuracy, also cursor control suffers dramatically. Special attention should be
focused on the development of facial feature extraction methods.

The tracking can totally fail in some situations. It has been observed that a
user with glasses will cause most of the failures. In the cursor control there is
a drawback if a failure in the tracking occurs. In this case, the cursor is not
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controlled at all for some time. The system should recover the tracking as soon
as possible. The system should therefore be so robust that the occurence of a
failure is minimized. A lot of additional work remains to achieve this goal.

In future, the features to be extracted and tracked could be the corners of the
eyes and the mouth instead of the centers of the eyes and the mouth. The corners
are more permanent than the centers of these features due to possible deforma-
tions during tracking. The natural deformations of the mouth will cause large
deviations in the image measurements and pose estimation. Also, the amount of
features is increased from three to six, which allows more robust pose estimation
and tracking. The tip of the nose could also be a rigid feature to be extracted,
but that is a very difficult task due to the low contrast of skin.

One important issue is to choose an appropriate model for the head in the
tracking phase. In this thesis three facial features, the eyes and the mouth,
roughly model the head. In the future, more accurate 3-D models could be
applied that make it possible to achieve better head pose estimates. The head
model could be, for example, a 3-D wire frame model. The model is obtained
by training with several different samples. A shortcoming with more advanced
models is that they typically increase the computational load. Furthermore, a
general model for the head that applies to all the humans is almost impossible
to generate.

An alternative is to use Kalman filtering to recover also the structure of the
tracked object. In this case, features do not necessarily have to be facial features
like eyes or mouth, but only stable features are needed. These feature points
can be, for example, discontinuities caused by edges etc. The advantage is that
there is no need for some particular feature to be visible all the time in the
tracking phase. When the feature is lost, a new one is selected. In this case also
the number of features to be tracked could be increased. A difficult problem is
how to select good features for tracking. For a large number of feature points,
it is crucial to perform pre-selection, for example, by eliminating all the points
that are occluded with respect to the camera. There are some automatic pre-
selection algorithms for finding out optimal feature points, but it is nevertheless
a very difficult task. The disadvantage of those selection algorithms is usually
the computational complexity.

The system was basically tested with both real image sequences and synthetic
data. Although there are some problems, very good preliminary results were
achieved. However, it should be remembered that the accuracy values obtained
are ideal values, which apply under some constraints. At this point of develop-
ment, the conducted testing was enough to prove the correctness of the approach.
Especially the low computational cost of the method makes it usable for real-time
applications.
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7. SUMMARY

In future proactive systems, the user can control computers and other devices
using head movements. Machine vision provides an excellent way of realizing
such advanced interaction. This work is a study on the techniques needed for
implementing such a system.

The 3-D position and orientation (pose) of the head is estimated by extract-
ing facial feature points and utilizing correspondences between rigid face model
points. Facial extraction methods are extensively studied based on existing
knowledge in the literature. As a result, an efficient extraction method using
skin detection, gray-scale morphology and geometrical face model is proposed.
The extended Kalman filtering framework (EKF) is applied for the estimation of
the 3-D pose of a moving human head.

The system automatically initializes whenever the user is front of a camera
located above the monitor screen. The facial region is roughly detected and facial
features (eyes, mouth, nostrils and eyebrows) are extracted. The initial 3-D pose
of the head is solved by using the perspective-three-point (P3P) algorithm. The
eyes and the mouth are tracked throughout the image sequence and the head
pose is estimated continuously. The obtained head pose is used to locate where
the user is looking, i.e. the gaze is detected. To demonstrate the practicality of
the approach, gaze detection is applied to cursor control on a monitor screen.

Experiments were carried out with real image sequences and synthetic data.
Tests with real sequences showed that the system is able to extract facial features
reliably from a near frontal view of the face under proper lighting conditions.
Furthermore, the facial features were successfully tracked. The experiments with
synthetic data enabled a quantitative accuracy analysis of the system. The pose
estimation accuracy was measured with RMS error between the estimated and
ground truth-values. The gaze position accuracy between computed and real ones
were measured as a function of facial feature measurement error in the image.
Good preliminary results were obtained with these experiments.

The system was implemented with C++ under the MS Windows 2000 oper-
ating system to validate the real-time performance. The achieved frame rate for
head pose estimation was 15 frames per second using a standard PC. Experi-
ments clearly show that significantly higher frame rates are possible. The fast
implementation proves the basic premise that the proposed approach can be ap-
plied in platforms like mobile devices where high computational resources are not
available.

There are some restrictions in the current implementation. A user with glasses,
occlusion, and shadows will cause problems for the system. The extracted features
were found to be unstable which will deteriorate pose estimation accuracy. In
future work, the feature extraction methods will be considered more closely and
more stable features should be found. However, the implemented system provides
a good basis for further development.
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9. APPENDICES

Appendix 1 Facial feature extraction examples
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