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I.   Overview of the '985 Patent 

3Microsoft's Demonstratives / Not Evidence
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'985 Patent: “Adjusting a Digital Representation of a Head Region”

4
Ex. 1003, ¶¶ 66-67; Ex. 1001

Ex. 1001, 1:9-12

The application relates particularly to adjusting target features of the 
digital representation of the head region, for example to correct a 
perceived gaze direction of eyes, or to modify the texture and/or 
shape of features such as the nose, mouth, chin or neck.

Ex. 1001, Fig. 1



Microsoft's Demonstratives / Not Evidence

'985 Patent: Challenged Claims

5
Paper 1 (Pet.) at 5, 86; Ex. 1001 at 26:30-67, Fig. 8

No. ’985 Patent Claim Elements

1[P] A method of generating reference data for adjusting a digital representation of a head region, the method 
comprising:

1[A] receiving training data comprising:

1[B]
a set of input patches, each input patch comprising a target feature of a digital representation of a head region 
prior to adjustment of the digital representation of the head region, wherein the target feature is the same for each 
input patch; and

1[C]
a set of output patches in one-to-one correspondence with the input patches, each output patch comprising the 
target feature of the digital representation of the head region after adjustment of the digital representation of the 
head region;

1[D]
using a first machine learning algorithm to generate first reference data using the training data, the first 
reference data comprising editing instructions for adjusting the digital representation of the head region for a 
range of possible digital representations of the head region; and

1[E]

using a second machine learning algorithm to generate second reference data using the same training data 
as the first machine learning algorithm and the first reference data generated by the first machine learning 
algorithm, the second reference data comprising editing instructions for adjusting the digital representation of the 
head region for a range of possible digital representations of the head region,

1[F]
wherein the first reference data comprise first editing instructions for a range of possible configurations of the 
target feature and first selection instructions for selecting editing instructions for a particular input patch from the 
first editing instructions based on the configuration of the target feature of the input patch; and

1[G]
wherein the second reference data comprise second editing instructions for a range of possible configurations of 
the target feature and second selection instructions for selecting editing instructions for a particular input patch 
from the second image editing instructions based on the configuration of the target feature of the input patch.

The Challenged Claims relate to eye-gaze correction, including training machine-learning models using pairs of input 
images (e.g., before and after gaze correction) and using the output of a first machine-learning algorithm (“MLA”) to train a 
second MLA Paper 1 (Pet.) at 5



Microsoft's Demonstratives / Not Evidence

'985 Patent: Challenged Claims

6
Paper 1 (Pet.) at 10-13; Ex. 1003, ¶¶103-110; Ex. 1006, Fig. 4

No. ’985 Patent Claim Elements

1[P]
A method of generating reference data 
for adjusting a digital representation of 
a head region, the method comprising:

1[A] receiving training data comprising:

1[B]

a set of input patches, each input 
patch comprising a target feature of a 
digital representation of a head region 
prior to adjustment of the digital 
representation of the head region, 
wherein the target feature is the same 
for each input patch; and

1[C]

a set of output patches in one-to-one 
correspondence with the input patches, 
each output patch comprising the 
target feature of the digital 
representation of the head region after 
adjustment of the digital 
representation of the head region;

Ex. 1006, Fig. 4

PO does not dispute that Ganin or Chalom-Aslan 
discloses the claimed “training data” including 

“input patches” and “output patches”
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'985 Patent: Challenged Claims

7
Paper 1 (Pet.) at 5, 86; Ex. 1001 at 26:30-67, Fig. 8; Ex. 1003, ¶¶39-40

No. ’985 Patent Claim Elements

1[D]

using a first machine learning algorithm to generate first reference 
data using the training data, the first reference data comprising editing 
instructions for adjusting the digital representation of the head region for a 
range of possible digital representations of the head region; and

1[E]

using a second machine learning algorithm to generate second 
reference data using the same training data as the first machine learning 
algorithm and the first reference data generated by the first machine 
learning algorithm, the second reference data comprising editing 
instructions for adjusting the digital representation of the head region for a 
range of possible digital representations of the head region,

1[F]

wherein the first reference data comprise first editing instructions for a 
range of possible configurations of the target feature and first selection 
instructions for selecting editing instructions for a particular input patch 
from the first editing instructions based on the configuration of the target 
feature of the input patch; and

1[G]

wherein the second reference data comprise second editing instructions for 
a range of possible configurations of the target feature and second selection 
instructions for selecting editing instructions for a particular input patch 
from the second image editing instructions based on the configuration of 
the target feature of the input patch.
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'985 Patent: Claimed Elements all Well-Known

8

“Claim 1 states you’re using the same training data. So you have 
the same training data. Now, how you use the data in your 
algorithms might differ slightly.”

Ex. 1061, 164:4-10

'985 Patent

Ex. 1001, 16:24-37

The first machine learning algorithm [may comprise] a neural network [... or] a support vector 
machine or a generative adversarial network (GAN).

Ex. 1001, 16:24-44

The second machine learning algorithm may [comprise] a regression forest [… or] regression ferns, 
cluster centres, a lookup table, or separable filter banks [or] a second neural network.

Ex. 1001, 18:21-24

Reference to editing instructions herein is understood to encompass any data which can be used to 
define how a digital representation (e.g. image) of a head region should be adjusted to achieve a 
desired aim.

Patent Owner’s Expert
Eli Saber
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’985 Patent uses well-known “teacher-student” architecture

Paper 1 (Pet.) at 42; Ex. 1003, ¶¶ 66-67; Ex. 1001

Ex. 1001, Fig. 8

“The second machine learning algorithm 
MLA2 thus gets the editing instructions to 
match or to approximate, and does not have 
to infer these from the matched input 
images as MLA1.”

“[A]lthough the ’985 Patent does not use the 
term explicitly, it essentially adopts the well-
known ‘teacher-student’ architecture for 
training a well-known machine learning 
based gaze correction algorithm.”

’985 Patent
Ex. 1001, 17:14-17

Petitioner’s Expert
Lina Karam

Ex. 1003, ¶67
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II. Ground 1: Ganin

10
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Ganin Reference

Ex. 1006 at 1, Fig. 10(a)
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Ex 1008 at 1
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“Ganin concatenates the input eye region, anchor points extracted 
from the eye region, and the desired angle into maps, which are then 
provided to the 2-scale flow NN that predicts a “warping field” to 
correct the gaze of an input image.”

“Ganin’s “multi-scale neural network” includes a coarse warping 
module and a fine warping module, both of which include a neural 
network.”

“The coarse warping module generates the coarse warping field and 
the fine warping module generates the residual warping field. The 
coarse warping field and the residual warping field are then 
combined together to warp the input eye region.”

Petitioner’s Expert
Lina Karam

Ex 1003 at ¶ 75

Paper 18 at 4; Ex 1003 at ¶ 112; Paper 1 at 23. 

Ganin Reference
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Ganin’s fine warping module receives two separate inputs

“Ganin’s fine warping module takes two inputs during 
runtime. First is the input maps. [ ] The other input to
Ganin’s 1x-scale NN is the coarse warping field Dcoarse(I, 
α) generated by the coarse warping module.”

Microsoft's Demonstratives, not evidence

Board

Petitioner’s Expert
Lina Karam

Ex 1003 at 125

“Petitioner appears to rely on the forwarded reference data 
to teach the two separate inputs for the fine warping
module”

Paper 7 at 43
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Ganin’s fine warping module receives two separate inputs

“So you look [at Ganin Figure 10(c)], you see that’s essentially a blowup of the 
“process 1x scale.”

“And it receives as input [ ] the output from the concatenation.  So that’s 
essentially your input maps.  And it also receives as input the coarse flow that you 
see in the coarse flow box there.  So you see two boxes going in that one [ ]  You 
have the input maps and you have the coarse flow.”

Paper 1 at 19-20; Ex 1006, Fig. 10(a); Ex 1061 at 175:17 – 177:9 Microsoft's Demonstratives, not evidence

Patent Owner’s Expert
Eli Saber Ex 1061 at 175:17 – 177:9

Ganin

input
maps
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layers
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flow

bilinear 
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coarse
flow

(c) 1x-scale processing module
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PO’s Anti-Ganin Arguments Fail

PO argues that Ganin does not anticipate elements 1[D]/18[D] and 1[E]/18[E] 
of the Challenged Claims because:

a) Ganin has 1 set of training data
b) Ganin has 1 objective function
c) Ganin’s text uses singular forms 

Ex. 1001, 26:45-57 Microsoft’s Demonstratives, not evidence

Paper 12 (POR) at 9-18

1[D]

using a first machine learning algorithm to generate first reference data using the 
training data, the first reference data comprising editing instructions for adjusting the 
digital representation of the head region for a range of possible digital representations of 
the head region; and

1[E]

using a second machine learning algorithm to generate second reference data using 
the same training data as the first machine learning algorithm and the first reference data 
generated by the first machine learning algorithm, the second reference data comprising 
editing instructions for adjusting the digital representation of the head region for a range of 
possible digital representations of the head region,

'985 Patent

No. Claim Elements

Patent Owner

Objective 
Function?



16Microsoft’s Demonstratives, not evidence

Ganin discloses two MLAs

1

2 One objective function does NOT 
mean one MLA

Each MLA does NOT need its own 
training data

3 Ganin’s text uses both singular 
and plural forms
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 Each MLA does NOT need its own training data set

“If Ganin’s coarse and fine modules were separate MLAs as 
Petitioner suggests, then each of these alleged MLAs would require 
different training data because these MLAs perform different tasks”

1

Microsoft’s Demonstratives, not evidence

Paper 21 at 3-4

Different tasks?

Patent Owner

Ex 1007, Fig. 1

Two Separate MLAs may use the 
same training data as is described in 

Aslan and the '985 Patent

Paper 18 at 3-4; Ex 1007, Fig. 1; Ex 1001, Fig. 8

Aslan



18

Ganin’s MLAs perform the same task: gaze redirection1

Microsoft's Demonstratives, not evidence

“We concentrated on gaze redirection, although our approach might be 
extended for other similar tasks” Ex 1006 at 13

“The model contains […] two warping modules […] predicting and 
applying pixel-flow to the input image” Ex 1006 at 18

“In this work, we consider the task of generating highly-realistic images of 
a given face with a redirected gaze” Ex 1006 at 1

“During training, the NN can learn the corresponding warping-field 
generating function that covers all possible warping fields that can 
be generated for the considered task”Petitioner’s Expert

Lina Karam
Ex 1003 at ¶ 134

Petitioner does not contend that Ganin requires 
two different tasks as alleged by PO

Paper 18 at 4; Ex 1003 at ¶ 112; Paper 1 at 23. 

Ganin
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Ganin discloses a second MLA using the same training data as the first MLA

Patent Owner argues that Ganin does not disclose a “first machine algorithm . . . 
using the training data” and a “second machine algorithm . . . using the same 
training data as the first machine learning algorithm.” (claim elements 1[D]/[E] 
and 18[D]/[E])

Microsoft’s Demonstratives, not evidence

Patent Owner
Paper 12 at 18

Patent Owner argues that Ganin having 2 MLAs requires that the training data 
include coarse input/output training pairs and fine input/output training pairs.

Paper 12 at 18-19

Patent Owner’s Expert
Eli Saber

“Claim 1 states you’re using the same training data. So you have the same training 
data. Now, how you use the data in your algorithms might differ slightly.”

Ex. 1061, 164:4-10

“Those (i.e., 1[E] and 18[E]) are the ones I opined on. I wasn’t asked to
opine on any other elements.

Ex. 1061, 153:3-18

Disputed claim elements recite 
simply “using” the training data

Paper 1 at 86; Ex 1001 at 26:31 – 27:3

1
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Ganin discloses a second MLA using the same training data as the first MLA

Patent Owner imagines a model with a “half-processed intermediary product” and 
argues that Ganin does not disclose such a product. 

Microsoft’s Demonstratives, not evidence

Ganin discloses that each warping module (fine and coarse) 
produces a pixel-flow field (a two-channel map).

Patent Owner

Paper 12 at 15

Ex 1006 at 5-6

Paper 1 at 86; Ex 1001 at 26:31 – 27:3

Ganin

1



21Microsft's Demonstratives, not evidence

Ganin discloses two MLAs

1

2 One objective function does NOT 
mean one MLA

One set of training data does NOT 
mean one MLA

3 Ganin’s text explicitly describes 
plural architectures
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 One objective function does NOT mean one MLA

“Ganin provides one objective function that assesses one output (i.e., 
redirected gaze image), and thus uses only one machine learning 
algorithm”

2

Microsoft’s Demonstratives, not evidence

Paper 12 at 13

Patent Owner

Patent Owner’s Expert
Eli Saber

A machine learning 
algorithm is a computer 
model that trains itself to 
perform a specific task 
by using training data

Petitioner’s Expert
Lina Karam

A machine learning 
(“ML”) algorithm [ ] is 
an algorithm [ ] that 
learns from data to 
perform a task or a class 
of tasks

Ex 2008 at ¶42 Ex 1003 at ¶23

Neither Expert provided an MLA definition that requires 
individual objective functions or training sets
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 One objective function does NOT mean one MLA

Plaintiff’s Proposed Construction for “machine learning algorithm”: 
“an algorithm that is able to learn from data”

Microsoft’s Demonstratives, not evidence

Ex 1055 at 6

Patent Owner

Paper 18 at 8

When briefing the meaning of MLA in District Court, PO did not 
try to add any of the extra requirements it imagines here

PO attempts to read limitations into the claims that 
are not even found in the written description

One of the cardinal sins of patent law – reading a limitation from the written 
description into the claims.
    Phillips v. AWH., 415 F.3d 1303, 1320 (Fed. Cir. 2005)

2
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 One objective function does NOT mean one MLA

Microsoft’s Demonstratives, not evidence

Patent Owner’s Expert
Eli Saber

Q: Is this something that a -- a skilled person in this field could have done, make use of 
one objective function to train multiple algorithms?

A: You could.  I mean, it depends it -- it depends a lot -- I mean, you’re -- you’re asking 
me a question -- a very, very broad question. Ex 1061 at 14:8-17

Q: So looking at the '985 Patent, do you recall if it discusses an objective function?

A: I don’t remember if the word “objective function” appear in the patent.

Q: Does Claim 1 reference an objective function?

A: Well, the words “objective functions” do not -- are not printed on that page literally, 
but obviously when you’re doing the training, you have to utilize some type -- you -- 
you need to utilize some type of objective function to accomplish the training.

Ex 1061 at 117:13 – 118:1

The '985 Patent does not mention 
objective functions at all

Paper 18 at 7; Ex 1001

2
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 Prior Art: one objective function for multiple MLAs

Microsoft’s Demonstratives, not evidence

Patent Owner’s Expert
Eli Saber

Q: And does Aslan indicate whether one objective function can be used to train 
multiple machine-learning models?

A: Well, so if you look at paragraph thirty-five of Aslan and equation two that 
follows that paragraph, Aslan describes the objective function for joint training the 
first and second models.

Ex 1062 at 218:11-22

Aslan

Ex 1007 at ¶7

2



26Microsoft's Demonstratives, not evidence

Ganin discloses two MLAs

1

2 One objective function does NOT 
mean one MLA

One set of training data does NOT 
mean one MLA

3 Ganin’s text uses both singular 
and plural forms
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 Ganin’s text uses both singular and plural forms

“Since Ganin’s technical discussion relates to one algorithm, it 
should be unsurprising that Ganin repeatedly refers to its algorithm in 
the singular”

3

Microsoft’s Demonstratives, not evidence

Paper 12 at 14

Patent Owner

Paper 18 at 8; Ex 1006; Paper 21 at 8

The output is enhanced by processing with the lightness correction neural network.
Ex 1006 at 4

Figure 11 shows the actual architecture for the lightness correction module.
Ex 1006 at 17

PO implies that the terms “neural network,” 
“model,” and “architecture” constitute an MLA 

but the term “module” does not.
However, Ganin uses the terms 

interchangably

Ganin
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 Ganin’s text uses both singular and plural forms

Microsoft’s Demonstratives, not evidence

Ganin

Ex 1006 at 18

3
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 Ganin’s text uses both singular and plural forms

Microsoft’s Demonstratives, not evidence

Patent Owner’s Expert
Eli Saber

Q: So it -- does it not say here that an architecture, that single feed-forward architecture, can include 
multiple, plural, architectures?  Is that not what it’s saying?

A: Well, you’re taking a little bit -- things a little bit out of context.  So essentially -- he could have used 
better wording, but he’s essentially referring -- if you look at the next figure -- the next page, if you 
look at Figure 10(d), those are the convolutional layers that he’s utilizing in his high level pipeline and 
then in his B and C.

Q: Okay. So there are -- there are multiple architectures within that single feed-forward architecture; 
right?

A: Well, the -- the choice of words is -- is not -- is not ideal in the way it’s stated here.

Ex 1061 at 171:6-25 and 172:8-19

Ganin
Ex 1006 at 17

3
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 Ganin’s text uses both singular and plural forms

“As to Petitioner’s argument that the “lightness correction” module is 
a standalone MLA, this was not argued by Petitioner prior to its 
Reply and as such, should be disregarded on that basis alone”

Microsoft’s Demonstratives, not evidence

Paper 21 at 8

Patent Owner

Countering an argument in a prior brief is not a belated argument.
Idemitsu Kosan Co., LTD., v. SFC CO. LTD., No. 2016-2721 (Fed. Cir. Sept. 15, 2017)

Paper 12 at 1, 8

A petitioner may file a reply to a patent owner response […] to respond to 
arguments raised in the preceding brief. 37 C.F.R. § 42.23.

U.S. Patent Trial and Appeal Board, Consolidated Trial Practice Guide (Nov. 2019) at 73-74

3
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PO never argued that Ganin lacked two MLAs during European Prosecution

Microsoft’s Demonstratives, not evidence

Patent Owner did not argue that Ganin lacked two MLAs.

Patent Owner added limitations related to compressing 
editing instructions using a basis set, which are not present 
in any of the Challenged Claims.

Ex 1013 at 236-237

Ex 1013 at 236-237

Paper 1 at 7; Paper 12 at 11

The EPO determined that Ganin was novelty destroying for the 
claims of the corresponding EP Application, asserting that Ganin 
disclosed limitations 1[D] and 1[E].

Ex 1013 at 214, 226-227
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PO’s Early Skoltech Knowledge and Belated Ganin Disclosure

32
Paper 1 at 7-8; Ex 1108, Ex 1019 at p.ii; Ex 1002 at 40

November 
2016

Skoltech 
announces 
license to 

RealD for eye-
contact 

software 
developed by 

Skoltech

July 
2016

Ganin 
document 

published by 
Skoltech team

August 
2017

Priority 
Date for 

‘985 Patent

January 
2018

Ganin 
document 

retrieved by 
Patent 
Owner

September 
2017

Patent 
Owner 

thanked for 
interest in 

Skoltech gaze 
redirection 

project

August 
2018

Application 
filed for 

‘985 Patent

March 2020

Ganin 
disclosed to 
USPTO with 

44 other 
references

April 2020

‘985 
Application 

Allowed
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III. Ground 3: Chalom + Aslan

Microsoft's Demonstratives, not evidence
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Undisputed: ’985 Patent adopts a “teacher-student” architecture

Paper 1 (Pet.) at 42; Ex. 1003, ¶¶ 66-67; Ex. 1001

Ex. 1001, Fig. 8

“The second machine learning algorithm 
MLA2 thus gets the editing instructions to 
match or to approximate, and does not have 
to infer these from the matched input 
images as MLA1.”

“[A]lthough the ’985 Patent does not use the 
term explicitly, it essentially adopts the well-
known ‘teacher-student’ architecture for 
training a well-known machine learning 
based gaze correction algorithm.”

’985 Patent
Ex. 1001, 17:14-17

Petitioner’s Expert
Lina Karam

Ex. 1003, ¶67
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Primary Reference: Chalom

Ex. 1005, Fig. 8
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Secondary Reference: Aslan

Ex. 1007, Fig. 1
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Chalom-Aslan Combination

Petition, 53-59; Ex. 1003, ¶¶250-274; Ex. 1005, Fig. 8; Ex. 1007, Fig. 1

Ex. 1005, Fig. 8, modified based on Aslan to incorporate a student model

Ex. 1005, Fig. 8, modified based on Aslan to add a teacher model

Chalom

Aslan

Ex. 1005, Fig. 8

Ex. 1007, Fig. 1
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III.A Chalom-Aslan teaches all claim elements

Microsoft's Demonstratives, not evidence



39POR, 28; PO Sur-reply, 16

PO wrongly contends that Chalom-Aslan lacks “first reference data” in 1[E]

Microsoft's Demonstratives, not evidence

“[T]he second machine learning algorithm must also 
receive and use the first machine learning algorithm’s 
selection instructions, not only the editing instructions.”

Patent Owner

POR, 28

“Chalom-Aslan does not disclose a second algorithm that 
receives both the first editing instructions and the first 
selection instructions as recited in ʼ985 claim 1.”

PO Sur-reply, 16



40Reply to POR, 20-23; Ex. 1001, Claim 1

“first reference data” in 1[E]

Microsoft's Demonstratives, not evidence

’985 Patent

1[D] using a first machine learning algorithm to generate first 
reference data using the training data, the first reference data 
comprising editing instructions…; and

1[E] using a second machine learning algorithm to generate 
second reference data using the same training data as the first 
machine learning algorithm and the first reference data 
generated by the first machine learning algorithm…

1[F] wherein the first reference data comprise first editing 
instructions for a range of possible configurations of the target 
feature and first selection instructions for selecting editing 
instructions for a particular input patch from the first editing 
instructions based on the configuration of the target feature of the 
input patch…

’985 Patent, Claim 1

Ex. 1001, Claim 1



41Reply to POR, 21; Ex-1001, 17:5-12, Fig. 9

’985 Patent’s MLA2 does not “receive and use” first selection instructions

Microsoft's Demonstratives, not evidence

Ex. 1001, 17:5-12

’985 Patent

The first machine learning 
algorithm MLA1 outputs first 
selection instructions LA1 and 
first editing instructions ED1. The 
second machine learning algorithm 
MLA2 receives the same training 
data TD and, optionally, the second 
editing algorithm EA2, and the 
similarity metric SM. The second 
machine learning algorithm 
MLA2 additionally receives the 
first editing instructions ED1.

Ex. 1001, Fig. 9



42Reply to POR, 20-21; Ex. 1061, 145:1-20; Ex. 1001, Fig. 9

PO’s expert agrees that ’985 Patent’s MLA2 only receives editing instructions ED1

Microsoft's Demonstratives, not evidence

Ex. 1061, 145:1-20

Patent Owner’s Expert
Eli Saber

Ex. 1001, Fig. 9



43Reply to POR, 22; Ex. 1001, Claim 1

Runtime v. Training: First reference data in Claim 1

Microsoft's Demonstratives, not evidence

’985 Patent

1[D] using a first machine learning algorithm to generate first reference 
data using the training data, the first reference data comprising editing 
instructions for adjusting the digital representation of the head region 
for a range of possible digital representations of the head region; and

1[E] using a second machine learning algorithm to generate second 
reference data using the same training data as the first machine learning 
algorithm and the first reference data generated by the first machine 
learning algorithm…

1[F] wherein the first reference data comprise first editing 
instructions for a range of possible configurations of the target feature 
and first selection instructions for selecting editing instructions for a 
particular input patch from the first editing instructions based on the 
configuration of the target feature of the input patch…

’985 Patent, Claim 1

Ex. 1001, Claim 1



44Reply to POR, 22; Ex. 1001, Claim 1

Two different types of editing instructions are not passed to MLA2

Microsoft's Demonstratives, not evidence

’985 Patent

1[D] using a first machine learning algorithm to generate first reference 
data using the training data, the first reference data comprising editing 
instructions for adjusting the digital representation of the head region 
for a range of possible digital representations of the head region; and

1[E] using a second machine learning algorithm to generate second 
reference data using the same training data as the first machine learning 
algorithm and the first reference data generated by the first machine 
learning algorithm…

1[F] wherein the first reference data comprise first editing 
instructions for a range of possible configurations of the target feature 
and first selection instructions for selecting editing instructions for a 
particular input patch from the first editing instructions based on the 
configuration of the target feature of the input patch…

’985 Patent, Claim 1

Ex. 1001, Claim 1



45Reply to POR, 26; POR, 32; Ex. 1007, ¶39

PO Misunderstands Chalom-Aslan: No Passing Objective Function

Microsoft's Demonstratives, not evidence

“When a POSITA does so, they do not arrive at a 
combination that practices the ʼ985 claims. Indeed, they 
arrive at a teacher-student system that exchanges an 
‘objective function,’ which cannot be the claimed ‘first 
reference data.’”

Patent Owner

POR, 32

“passing information between the models 100
and 102 via the objective function.”

Ex. 1007, ¶39Aslan



46Reply to POR, 26; Petition, 54-59; Ex. 1003, ¶¶256-274; Ex. 2009, 105:14-20

PO Misunderstands Chalom-Aslan: No Passing Objective Function

Microsoft's Demonstratives, not evidence

Petitioner’s Expert
Lina Karam

“If you’re passing information from the teacher and you wanted 
to -- and you want to use this information to teach the student, you 
have to then include it somehow in your optimization. And, 
typically, this is a term in your objective function, so you take it, 
and you try to minimize the distance. That’s how you learn.”

Ex. 2009, 105:14-20

“The teacher’s output, e.g., first editing instructions including 
motion vector fields, is used to train the student that also 
generates motion vector fields, i.e., second editing instructions.”

Ex. 1003, ¶274



47POR, 36

PO Misunderstands Chalom-Aslan: Different Reference Data

Microsoft's Demonstratives, not evidence

“Petitioner’s Chalom-Aslan combination fails to disclose the 
claimed ‘first reference data’ and ‘second reference data’… 
because the Chalom-Aslan combination uses the same 
inputs, provided to the same modules, which would 
return the same outputs (i.e., the same “reference data”).”

Patent Owner

POR, 36



48Petition, 41-45, 56-63; Ex. 1003, ¶¶269-272, 275-286, Ex. 1005, Figs. 3, 8; Ex. 1007, Fig. 1, ¶¶28, 45

PO Misunderstands Chalom-Aslan: Different Reference Data

Microsoft's Demonstratives, not evidence

Ex. 1005, Fig. 8, modified based on 
Aslan to incorporate a student model

Petitioner’s Expert
Lina Karam

Ex. 1005, Fig. 8, modified based on 
Aslan to add a teacher model



49Institution Decision, 36; Petition, 41-47, 54-59; Ex. 1003, ¶¶209-232, 256-274;POR, 23; Reply to POR, 16-17

PO Misunderstands Chalom-Aslan: Different Reference Data

Microsoft's Demonstratives, not evidence

Institution Decision, 36

“Petitioner then proposes modifying Chalom’s system 
with Aslan’s teacher-student MLAs to train the two 
MLAs with the same input data to produce a motion 
field output, as well as to provide the motion vector 
correction from the teacher MLA to the student MLA 
for further refinement.”

Board



50Reply to POR, 26-27; Petition, 44-45; Ex. 1003, ¶¶219-224

PO Misunderstands Chalom-Aslan: Different Modules

Microsoft's Demonstratives, not evidence

Petitioner’s Expert
Lina Karam

“[A] PHOSITA would have been motivated to… us[e] Chalom’s 
already trained RFC as a teacher to train a more compact RFC 
with fewer and/or less complex decision trees…”

Ex. 1003, ¶222

“One way is using Chalom’s RFC as a teacher model to train an 
even more compact MLA, e.g., a smaller random forest.”

Ex. 1003, ¶219

“[A] PHOSITA… would have been motivated to… train[] a new 
accurate teacher model first, which is then used to train 
Chalom’s RFC as a student model. As taught by Aslan, such 
new teacher model could be, e.g., a deep neural network or 
another type of machine learning model.”

Ex. 1003, ¶224



51

III.B PO’s Anti-Motivation Arguments Fail

Microsoft's Demonstratives, not evidence



52

PO wrongly argues lack of motivation to combine Chalom with Aslan

“[T]he Chalom-Aslan combination (Grounds III – V) 
does not render the ʼ985 Patent claims obvious because 
there is no motivation—express or implied—to 
combine these references.”

PO Sur-reply at 2, 11-15; POR at 21-28

Patent Owner

PO Sur-reply at 2

Microsoft's Demonstratives, not evidence



53Pet. at 41-47; Ex-1003, ¶¶209-232; Reply at 11-20 

Motivations to combine Chalom with Aslan

1

2

3

Express motivation to combine

More Motivation: Known Elements and 
Accuracy and/or Efficiency Gains

Chalom-Aslan Combo is Sufficiently Explained

Microsoft's Demonstratives, not evidence



54

 Express Motivation

“The pretrained classifier may include any suitable 
pretrained classifier such as a random forest classifier 
and the pretrained classifier may be trained using any 
suitable technique or techniques.”

Petition, 43; Ex. 1003, ¶216; Reply to POR, 11-12

1

Chalom

Ex. 1005, 14:62-67

“The pretrained classifier may be compressed using 
any suitable technique or techniques. In an 
embodiment, the pretrained classifier may be 
compressed based on parameterized surface fitting.”

Ex. 1005, 15:4-9

Microsoft's Demonstratives, not evidence



55

 Express Motivation

Q. And would parameterized surface fitting have been the only 
example of a suitable compression technique that a POSITA 
would have known… at this time period?

A…. That is one suitable way to do it.

Q. And what would have been some other suitable ways, 
considering that you’re familiar with the Chalom reference…

A. …you could also, for instance,… reduce a number of 
features… So that’s another form of compression in a sense. So 
it depends…

Reply to POR, 12; Ex. 1061, 185:17-186:23

1

Patent Owner’s Expert
Eli Saber

Ex. 1061, 185:17-186:23

Microsoft's Demonstratives, not evidence



56

 Express Motivation

Q. And… where would the POSITA in this time period, pre-2017, 
go to look to figure out what that optimal compression would look 
like and what the suitable technique or techniques might have 
been?

A. Well, they may look at some books, they may… based on 
their experience and knowledge in the – in the field.

Reply to POR, 12; Ex. 1061, 187:15-24

1

Patent Owner’s Expert
Eli Saber

Ex. 1061, 187:15-24

Microsoft's Demonstratives, not evidence



57

 Express Motivation

“Often, the best performing machine learning models—in 
terms of the accuracy of the model’s output—comprise 
ensembles of hundreds or thousands of base-level machine 
learning models… [B]ecause ensembles typically require a 
relatively large storage footprint and powerful processing 
resources to execute at runtime, they are not well suited for 
implementations where storage space and/or computational 
power is at a premium (such as with smart phones, 
wearables, hearing aids, etc.).”

Petition, 43-45, Ex. 1003, ¶¶216-224; Ex. 2009, 191:4-23; Reply to POR, 12

1

Ex. 1007, ¶3

Microsoft's Demonstratives / Not Evidence

Aslan



58

 Express Motivation

Reply to POR, 12

1

Patent Owner’s Expert
Eli Saber

Q. [W]hy do ensembles typically require a typically large storage 
footprint and powerful resources to execute at runtime?

A. Well, if you have two different machine-learning architectures, 
eaah of them have 100 layers and each layer has a hundred 
neurons,… that is a large architecture that you have to train all of 
that… [which] requires a lot of time and resources.

Ex. 1062, 227:20-228:3

Q. And so could – a random forest classifier, could that be an 
ensemble in the pre 2017 time frame?

A. Generally speaking, yes.

Ex. 1062, 227:3-5

Microsoft's Demonstratives, not evidence



59

 Express Motivation

Petition, 43-45, Ex. 1003, ¶¶216-224; Ex. 2009, 191:4-23; Reply to POR, 12; Ex. 1061, 86:18-87:3 

1
“Because the smaller second model 102 take much less memory to 
maintain and can operate faster on less processing power at 
runtime, the second model 102 can be a compressed form of the 
larger first model 100 such that the second model 102 can be 
more readily deployed on computing devices with limited 
resources (e.g., mobile devices, wearables, etc.).”

Microsoft's Demonstratives / Not Evidence

Ex. 1007, ¶44

Patent Owner’s Expert
Eli Saber

Q. So is Aslan telling a POSITA in the pre 2017 time frame that 
its joint training techniques can be used for model 
compression?

A. Yes. He is making that statement, as well as stating one 
example application is model compression.

Ex. 1062, 239:16-22

Aslan



60Petition, 45-46; Ex. 1003, ¶¶223-230; Reply to POR, 12-14 Microsoft's Demonstratives, not evidence

Motivation: Known Elements Performing Ordinarily

1

2

3

Express motivation to combine

More Motivation: Known elements performing 
ordinary functions

Motivations existed to combine for accuracy 
and/or efficiency gains



61

Various machine learning models were known pre-2017

Reply to POR, 13; Ex. 1007, ¶22; Ex. 1062, 216:6-217:3; Petition, 70-71; Ex. 1003, ¶¶220, 318

2
“For example, suitable machine learning models for use with the techniques 
and systems described herein include, without limitation, tree-based models, 
support vector machines (SVMs), kernel methods, neural networks, random 
forests, splines (e.g., multivariate adaptive regression splines), hidden Markov 
model (HMMs), Kalman filters (or enhanced Kalman filters), Bayesian 
networks (or Bayesian belief networks), expectation maximization, genetic 
algorithms, linear regression algorithms, nonlinear regression algorithms, 
logistic regression-based classification models, or an ensemble thereof.”

Ex. 1007, ¶22

Patent Owner’s Expert
Eli Saber

Q. And so these types of machine-learning models that Aslan 
lists in paragraph twenty-two, those were known elements to a 
POSITA in the pre 2017 time frame?

A. Yes. They would be known to a POSITA.

Ex. 1062, 216:6-217:3
Microsoft's Demonstratives, not evidence

Aslan



62

Various machine learning models were known pre-2017

Reply to POR, 13; Ex. 1007, ¶22, Fig. 1; Ex. 1062, 220:23-221:12; Petition, 45-46; Ex. 1003, ¶¶223-230

2

Patent Owner’s Expert
Eli Saber

Q. Could a neural network have been the machine-learning model 100, 
consistent with the Aslan reference?

A. That is what it states.

Q. … Could [the machine-learning model 102] been a random forest 
consistent with the Aslan reference?

A. Again, that is what it states…
Ex. 1062, 220:23-221:12

Ex. 1007 (Aslan), Fig. 1

Microsoft's Demonstratives, not evidence



63

Chalom and Aslan both involve known classifiers

Reply to POR, 13; Ex. 1005, Fig. 3; Ex. 1061, 135:18-136:3; Petition, 54-56; Ex. 1003, ¶¶1256-260

2

Patent Owner’s Expert
Eli Saber

A. … And then you have a feature generation, Section 303, that does 
the feature generation. And then the random forest classifier, we 
use the feature sets, that FS 312, together with the original image, it 
will do the classification.

Ex. 1061, 135:18-136:3

Microsoft's Demonstratives, not evidence

Ex. 1005 (Chalom), Fig. 5

Chalom



64

Chalom and Aslan both involve known classifiers

Reply to POR, 13; Ex. 1005, Fig. 3; Ex. 1062, 230:19-231:16

2

Patent Owner’s Expert
Eli Saber

Q. … [W]hat would be the ordinary function of a random forest 
classifier in the pre 2017 time frame?

A. The function of a random forest classifier is to perform 
classification… [F]or instance,… figure three of Chalom, you can 
see a random forest classifier labeled 306 who takes in as input 
the feature sets from the previous block, 303, and performs a 
classification and provides a motion vector field.

Ex. 1062, 230:19-231:16

Microsoft's Demonstratives, not evidence



65

Chalom and Aslan both involve known classifiers

Reply to POR, 13; Ex. 1007, ¶2; Ex. 1062, 217:16-218:10; Ex. 1003, ¶269

2

Patent Owner’s Expert
Eli Saber

Q. In that last sentence of paragraph two of Exhibit 1007, does Aslan 
provide an example of a task that can be performed with the system 
that Aslan describes?

… …

A. Yeah. So Aslan states: “For example, a trained machine-learning 
model can comprise a classifier that is tasked with classifying a known 
input as one of multiple class labels, e.g., labeling the image of a cat or a 
dog.”

Ex. 1062, 217:16-218:10

Microsoft's Demonstratives, not evidence



66

Aslan’s teacher-student architecture was known before 2017

Reply to POR, 13; Ex-1007

2

Patent Owner’s Expert
Eli Saber

Q. Could it have been after 2017? It’s possible that was the first 
time your heard about teacher/student architecture, it was 
after 2017?

A. No. It would have been definitely before 2017. It was…not, 
you know, something new.

Ex. 1062, 227:20-228:3

Microsoft's Demonstratives, not evidence



67

Aslan’s teacher-student architecture known for compression2

Petition, 43-45, Ex-1003, ¶¶216-224; Ex-2009, 191:4-23; Reply to POR, 12-14; Ex. 1061, 239:16-22

“Because the smaller second model 102 take much less memory to 
maintain and can operate faster on less processing power at 
runtime, the second model 102 can be a compressed form of the 
larger first model 100 such that the second model 102 can be 
more readily deployed on computing devices with limited 
resources (e.g., mobile devices, wearables, etc.).”

Ex. 1007, ¶44

Patent Owner’s Expert
Eli Saber

Q. So is Aslan telling a POSITA in the pre 2017 time frame that 
its joint training techniques can be used for model 
compression?

A. Yes. He is making that statement, as well as stating one 
example application is model compression.

Ex. 1062, 239:16-22
Microsoft's Demonstratives, not evidence

Aslan



68

Known elements performing their ordinary functions

Reply to POR, 13; Institution Decision, 37; Petition, 45-46; Ex. 1003, ¶¶223-230

2

“Because the proposed combination involves known 
elements performing their ordinary functions to 
produce a predictable result, a POSITA would have 
appreciated that the proposed combination is proper.”

Institution Decision, 37

Microsoft's Demonstratives, not evidence

Board



69Petition, 42-47; Ex. 1003, ¶¶213-232; Reply to POR, 12-14 Microsoft's Demonstratives, not evidence

Motivation: Accuracy and/or Efficiency Gains

1

2

3

Express motivation to combine

More Motivation: Accuracy and/or efficiency 
gains

Motivations existed to combine for accuracy 
and/or efficiency gains



70POR, 23; Ex. 2008, ¶¶ 105-115; Reply to POR, 14

Motivation: Accuracy and/or Efficiency Gains

“Nothing in Chalom indicates it is inaccurate or 
inefficient, and thus there is no reason to look to 
Aslan—and add another machine learning algorithm—to 
correct these falsified problems with Chalom.”Patent Owner

POR, 23

Microsoft's Demonstratives, not evidence

2



71

Chalom did not solve every accuracy and efficiency issue2

Reply to POR, 15; Ex. 1005, 9:50-55; Ex. 1061, 141:4-145:3

Patent Owner’s Expert
Eli Saber

A. So [Chalom] says… “The techniques described herein may 
provide for high quality eye contact correction in real time.” So 
it’s essentially saying, well, it may provide for high quality eye 
contact correction, but there may be some error also now and 
then.  So it’s – it’s not saying it’s going to do it 100 percent of the 
time every single time…

Ex. 1061, 141:4-145:3
Microsoft's Demonstratives, not evidence

“The techniques discussed herein may provide for high 
quality eye contact correction in real time.”

Ex. 1005, 9:50-52Chalom



72Reply to POR, 15; POR, 22-23; Ex. 1005, 22:33-37, 19:65-20:6

Permissive language does not suggest a perfect solution

Chalom

Microsoft's Demonstratives, not evidence

“system 1700 may be embodied in varying physical 
styles or form factors.”

Ex. 1005, 22:32-33

“device 1800 may be implemented as a mobile 
computing device…”

Ex. 1005, 22:40-42

“the interface may be any of a High-Definition 
Multimedia Interface, DisplayPort, wireless HDMI, 
and/or wireless HD compliant techniques.”

Ex. 1005, 20:3-6

2



73Reply to POR, 15; POR, 22-23; Ex. 1005, 3:21-43, 9:50-55, 13:37-40; Ex. 2008, ¶106

Permissive language does not suggest a perfect solution

Microsoft's Demonstratives, not evidence

“embodiments may include a training component (e.g., 
performed offline) and a real time component (e.g., 
performed during implementation or run time) that 
provides eye contact correction.”

Ex. 1005, 3:21-24

“The techniques discussed herein may provide for high 
quality eye contact correction in real time.”

Ex. 1005, 9:50-52

“histogram of oriented gradient features map 1301 may 
provide a robust appearance model for an eye region of 
an input image.”

Ex. 1005, 13:37-40

2

Chalom



74Reply to POR, 15; Ex. 1061, 180:14-21, 32:7-16

Improving accuracy/efficiency is a common goal

Patent Owner’s Expert
Eli Saber

Q. Would one of those problems in the field be how to make 
these types of machine learning algorithms more efficient?

A. Yeah, I would expect so, yes… [I]f you have experience in 
machine learning, you would have experience in… designing 
them and making more efficient or optimizing them in a sense.

Ex. 1061, 180:14-21

Q. [W]hat kind of tradeoffs are involved with choosing sort of the 
number of parameters and selection of hyper parameters?

A. …And usually the [] time it takes to train, the size of the 
training database that you have, how long you’re going to train, 
how many epox you’re going to train, is the objective function 
convex or not…

Ex. 1061, 32:7-16
Microsoft's Demonstratives, not evidence

2



75Reply to POR, 15; Ex. 1061, 110:23-25; Ex. 2008, ¶45

Improving accuracy/efficiency is a common goal

Patent Owner’s Expert
Eli Saber

Microsoft's Demonstratives, not evidence

2

A. … [T]he idea behind it, generally speaking, is 
you want to make changes to improve accuracy or 
efficiency of a given model… 

Ex. 1061, 110:23-25

Ex. 2008 (Saber decl.), ¶45



76Reply to POR, 15-16; Ex. 2009, 158:2-4, 159:7-12, 162:12-18

The Experts Agree

Q. Do you agree or disagree that Chalom teaches a machine learning 
system that is fast enough to support 24 real-time implementation?

A. … He mentions he wants to improve on things to be faster and to 
support real-time. That said, one can always improve on real-time…

Ex. 2009, 158:2-4

Microsoft's Demonstratives, not evidence

Ex. 1061, 110:23-25

Petitioner’s Expert
Lina Karam

A. … So it can support real-time implementation given the right 
resources. There’s no limit on resources. But if you want to limit 
to lower power and have limited resources for mobile, then 
you have to seek to improve on Chalom in order to have that…

Ex. 2009, 159:7-12

A. … You improve up to a certain degree. Does this mean that 
you reached the perfect quality? Not necessarily…

2



77Reply to POR, 16

Normal Desire to Improve Upon What is Known

Microsoft's Demonstratives, not evidence

“KSR did not impose a rigid requirement to identify both 
a problem to be solved in the art and a finite universe of 
potential options… We have similarly recognized that 
persons of ordinary skill have diverse motivations, including 
‘[t]he normal desire ... to improve upon what is already 
generally known.’”

Jazz Pharmaceuticals Inc. v. Amneal Pharmaceuticals, LLC, 
895 F.3d 1347, 1363 (Fed. Cir. 2018) (internal citations omitted)

2



78POR, 23, 26; Reply to POR, 16-17

Other Implementation Options Do Not Undermine the Combination

Microsoft's Demonstratives, not evidence

“[A] POSITA would improve accuracy in other ways, none of 
which involve adding another algorithm. For example, a POSITA 
would improve an algorithm’s accuracy by increasing the 
size/diversity of the training data or by changing certain 
features of the algorithm, such as its parameters or 
resolution.”

Patent Owner

POR, 23

2

“If a POSITA desired a more efficient way to deploy Chalom, 
they would reduce the size of the model by having fewer trees 
and branches, or compress the model by selecting the most 
probable trees and branches… There is no reason to look for a 
second algorithm, or a teacher-student system, to improve the 
efficiency of Chalom.”

POR, 26



79POR, 23; Reply to POR, 16-17

Other Implementation Options Do Not Undermine the Combination

Microsoft's Demonstratives, not evidence

“[O]ur case law does not require that a particular combination 
must be the preferred, or the most desirable, combination 
described in the prior art in order to provide motivation for the current 
invention. ‘[T]he question is whether there is something in the prior art 
as a whole to suggest the desirability, and thus the obviousness, of 
making the combination,’ not whether there is something in the prior 
art as a whole to suggest that the combination is the most desirable 
combination available.”

In re Fulton, 391 F.3d 1195, 1200 (Fed. Cir. 2004) (internal citations omitted)

2



80Reply to POR, 16-17; Ex. 1061, 182:2-24; Ex. 1003, ¶52

Experts agree: teacher-student improves accuracy and efficiency

Microsoft's Demonstratives, not evidence

Patent Owner’s Expert
Eli Saber

Q. And [] in the pre-2017 timeframe, [] what is a teacher/student architecture?

A. Well… you have essentially [] an architecture that provides perhaps [] an 
in-depth knowledge in a sense or an in-depth training or an in-depth, you 
know, a set of algorithms. And the other architecture might be a slightly 
smaller architecture or a slightly more efficient architecture in a sense.

Ex. 1061, 182:2-24

Petitioner’s Expert
Lina Karam

“[A]lthough the teacher model can achieve a high accuracy, it may 
not meet desired time and/or storage requirements for real-time 
deployment due to being too slow or too large… [T]he student model, 
which is typically simpler or smaller and more suitable for 
deployment, can be trained by transferring the knowledge from the 
teacher ML model.”

Ex. 1003, ¶52

2



81Petition, 42-45; Ex. 1003, ¶¶212-224; Reply to POR, 18; Ex-1001, 2:17-43; Ex-1007, ¶¶4, 8

PO’s Positions are Inconsistent with the ’985 Patent

Microsoft's Demonstratives, not evidence

“By arranging instead for the first reference data to be provided to 
a second machine learning algorithm… it is possible to benefit to 
an extent from the high accuracy of the first machine learning 
algorithm whilst also providing reference data that is less detailed 
and thus easier to process efficiently when performing the 
adjustment of the digital representation of the head region.”

“The described use of two machine learning algorithms allows an 
improved balance to be achieved between accuracy of the 
adjustment process and speed of execution.”

Ex. 1001, 2:17-19

’985 Patent

Ex. 1001, 2:27-37

2



82POR, 24-25; Reply to POR, 17

PO’s increased complexity argument is legally erroneous 

Microsoft's Demonstratives, not evidence

“Petitioner’s proposed combination does not result in 
improved efficiency or accuracy. It does the exact 
opposite by increasing complexity with more or larger 
models (which reduces efficiency)…”

Patent Owner

POR, 24-25

“[A] given course of action often has simultaneous 
advantages and disadvantages, and this does not 
necessarily obviate motivation to combine.”

Medichem, S.A. v. Rolabo, S.L., 437 F.3d 1157, 1165 (Fed. Cir. 2006)

2



83POR, 23; Reply to POR, 16-17 Microsoft's Demonstratives, not evidence

“[O]ur case law does not require that a particular combination 
must be the preferred, or the most desirable, combination 
described in the prior art in order to provide motivation for the current 
invention. ‘[T]

In re Fulton, 391 F.3d 1195, 1200 (Fed. Cir. 2004) (internal citations omitted)

PO’s increased complexity argument is legally erroneous 2



84Ex. 1003, ¶52; Reply to POR, 17; Ex. 2009, 178:14-25

Regardless, Chalom-Aslan is a Desirable Combination

Microsoft's Demonstratives, not evidence

Ex. 2009, 178:14-25

Petitioner’s Expert
Lina Karam

“And that’s why the teacher-student model would give you 
that advantage, because it takes the knowledge of the teacher 
now, learn, and passes it to the student. In addition, the student 
is taking the training data but also is taking that knowledge – the 
knowledge would bring the student to a level so that it can deal 
better with that training data. We have a different minimum. So if 
I can put you next to the minimum you need to be close to, you 
will converge faster to that. And that’s what the teacher does. 
It guides to the minimum that is -- gives the better accuracy.”

2



85Reply to POR, 17; Ex. 1007, ¶44; Petition, 42-45; Ex. 1003, ¶¶212-224

Regardless, Chalom-Aslan is a Desirable Combination

Microsoft's Demonstratives, not evidence

“By joint training the first and second models 100 and 102 using 
the techniques and systems described herein, the second model 
102 can be trained to mimic the much larger first model 100 
(through learning how to approximate the function learned by the 
first model 100) without significant loss in accuracy of the 
second model's 102 output. Because the smaller second model 
102 take much less memory to maintain and can operate faster on 
less processing power at runtime, the second model 102 can be a 
compressed form of the larger first model 100 such that the 
second model 102 can be more readily deployed on computing 
devices with limited resources (e.g., mobile devices, wearables, 
etc.).”

Ex. 1007, ¶44

2

Aslan



86Reply to POR, 18; Ex. 1007, ¶44; Petition, 43-45; Ex. 1003, ¶¶217-224

Regardless, Chalom-Aslan is a Desirable Combination

Microsoft's Demonstratives, not evidence

“By joint training…, the second model 102 can be trained to 
mimic the much larger first model 100… without significant 
loss in accuracy of the second model’s 102 output.”

Aslan

Ex. 1007, ¶44

“[T]his can allow for model compression, where the second type 
of machine learning model that mimics the first type can, at the 
completion of the joint training, have a reduced size… without 
significant loss in accuracy of the second model’s output.”

Ex. 1007, ¶4

2



87Reply to POR, 18; Ex. 2009, 175:24-176:15; Petition, 43-45; Ex. 1003, ¶¶217-224

Regardless, Chalom-Aslan is a Desirable Combination

Microsoft's Demonstratives, not evidence

Petitioner’s Expert
Lina Karam

“That’s why this teacher-student combination is advantageous, 
because you would have a bigger network learning and then 
passing the knowledge. So this would avoid some of the 
problems related to the overfitting, underfitting, you know, that we 
discussed before. 

A smaller network might not be able to learn from a complex 
dataset, because it doesn’t have the  capabilities by itself. And 
that’s why if you want to do low power and -- while 
maintaining the quality, we need… this teacher- student 
combination is advantageous, because it helps us achieve that.”

Ex. 2009, 175:24-176:15

2



88Reply to POR, 16-17; Petition, 42-45; Ex. 1003, ¶¶212-224

Regardless, Chalom-Aslan is a Desirable Combination

Microsoft's Demonstratives, not evidence

“Machine learning models that are trained using the techniques 
described herein can perform better (in terms of the accuracy of 
the model output) than conventionally-trained machine learning 
models in some scenarios.”

Ex. 1007, ¶8

“the second (student) model 102 can comprise a much smaller 
machine learning model (e.g., a neural net with 1000 times fewer 
parameters than the first model 100) that has the size and/or 
speed that is advantageous at run-time in particular scenarios… 
the second model 102 can be trained to mimic the much larger 
first model 100 (through learning how to approximate the 
function learned by the first model 100) without significant loss 
in accuracy of the second model’s 102 output.”

Ex. 1007, ¶44

2

Aslan



89Petition, 41-47; Ex. 1003, ¶¶209-232; Reply to POR, 14-20

Chalom-Aslan Combination is Sufficiently Explained

1

2

3

Express motivation to combine

Known elements performing their ordinary 
functions to produce a predictable result

The Chalom-Aslan Combination is Sufficiently 
Explained

Microsoft's Demonstratives, not evidence



90POR, 30-31

Chalom with Aslan Combination is Sufficiently Explained

Microsoft's Demonstratives, not evidence

“Petitioner fails to sufficiently explain its Chalom-Aslan 
combination such that a POSITA could determine 
precisely what information passes between teacher and 
student models and how it operates.”

Patent Owner

POR, 30

3



91

’985 Patent leaves implementation details a POSA’s General Knowledge

Microsoft's Demonstratives, not evidence

’985 Patent

Ex. 1001, 10:49-67

“Any suitable machine learning technique may be applied, for 
example using a decision tree, a decision forest, a decision fern or 
an ensemble or combination thereof, or a neural network.”

“By way of example, a suitable machine learning technique 
using a feature vector comprising features that are binary values 
derived by comparing a set of individual pixels or a linear 
combination thereof against a threshold, is disclosed in Ozuysal 
et al. “Fast Keypoint Recognition in Ten Lines of Code”, 
Computer Vision and Pattern Recognition, 2007, pp. 1-8, 
which is herein incorporated by reference in its entirety.”

Ex. 1001, 11:1-6

Ex. 1003, ¶143; Reply to POR, 23; Ex. 1001, 10:49-67, 11:1-6

3



92Ex. 1003, ¶143; Reply to POR, 23; Ex. 1001, 18:21-24, 11:1-6, 22:31-33 

’985 Patent leaves implementation details a POSA’s General Knowledge

Microsoft's Demonstratives, not evidence

’985 Patent

Ex. 1001, 18:21-24

“Reference to editing instructions herein is understood to 
encompass any data which can be used to define how a digital 
representation (e.g. image) of a head region should be adjusted to 
achieve a desired aim…”

“The method may use reference data generated using any of the 
methods of generating reference data disclosed herein or may use 
reference data generated using other methods.”

Ex. 1001, 11:1-6

“Any of various known techniques may be used to perform the 
updating of the second machine learning algorithm MLA2.”

Ex. 1001, 22:31-33

3



93Reply to POR, 24; POR, 27; Ex. 2008, ¶119

Chalom’s motion vector fields are suitable

Microsoft's Demonstratives, not evidence

“[A] POSITA would not be motivated to combine 
Chalom and Aslan… because… Chalom performs a gaze 
correction task, while Aslan performs an image 
classification task.”

Patent Owner

POR, 27

“motion vector fields represent two-dimensional 
displacement vectors… [and] are typically expressed via 
decimal numbers… However, classes/labels are 
usually integers (such as a number or index) and 
represent one dimension.”

Patent Owner’s Expert
Eli Saber Ex. 2008, ¶119

Incorrect assumption

3



94Reply to POR, 24; Ex. 1062, 251:2-24

Chalom’s motion vector fields are suitable

Microsoft's Demonstratives, not evidence

Q. Are there other ways to express motion vectors 
besides decimal numbers?

A. … [Y]ou might express some with integers…

Q. So… you could express motion vectors as integers 
and not use interpolation. Is that what you told me?

A. Obviously, you could do that…

Patent Owner’s Expert
Eli Saber

Ex. 1062, 251:2-24

3



95Reply to POR, 25; Petition, 43; Ex. 1003, ¶¶215, 43-50, 58-65

Aslan’s image classification techniques can be used in Chalom’s image-
editing context

Microsoft's Demonstratives, not evidence

Petitioner’s Expert
Lina Karam

“While Aslan describes the teacher-student architecture in the 
image-classification context, in my opinion, a PHOSITA would 
have been motivated to implement similar techniques for 
Chalom’s image-editing context. This is at least because 
determining, using machine learning, an optimal motion 
vector field for a given eye region is still an image-
classification task. Chalom’s training process teaches all the 
possible motion vector fields to its MLAs, and these possible 
motion vector fields, although they will be used for image editing, 
they are classes/labels themselves. During runtime, finding the 
optimal motion vector field corresponds to finding the best 
class/label and therefore involves a classification process.”

Ex. 1003, ¶215

3



96Reply to POR, 25; Ex. 1061, 134:20-135:25, 75:5-10

PO’s expert: Chalom uses random forest to generate motion vector fields

Microsoft's Demonstratives, not evidence

Q. Is a random forest tree a kind of algorithm?

A. Yeah…, it’s a classifier type, obviously, algorithm 
that you would use… mostly for classifications.

Patent Owner’s Expert
Eli Saber

Ex. 1061, 5:5-10

Q. So that Random Forest Classifier 306 that we see in Figure 3, 
Chalom Exhibit 1005, that is not a machine learning algorithm; is 
that correct?

A. … [T]he random forest classifier… will do the 
classification… [I]t will provide the appropriate motion 
vectors.

Ex. 1061, 134:20-135:25

3



97Petition, 31; Ex. 1003, ¶157-159; Reply to POR, 25; Ex. 1001, 9:6-18, Claim 3

’985 Patent: displacement vector fields usable in teacher-student

Microsoft's Demonstratives, not evidence

’985 Patent

Ex. 1001, 9:6-18

“By way of non-limitative example, the displacement vector field 
F may be derived as disclosed in Kononenko et al., ‘Learning 
To Look Up: Realtime Monocular Gaze Correction Using 
Machine Learning’, Computer Vision and Pattern 
Recognition, 2015, pp. 4667-4675, which is herein incorporated 
by reference in its entirety, wherein the displacement vector field F 
is referred to as a ‘flow field’.”

3. The method of claim 1, wherein the editing instructions 
comprise a displacement vector field defining how the input 
patch is to be transformed.

Ex. 1001, Claim 3

3



98Reply to POR, 19; POR, 26

PO’s Positions: Inconsistent with Chalom’s Express Teachings

Microsoft's Demonstratives, not evidence

“Petitioner’s combination also does not increase accuracy since it would 
result in horizontal gaze correction parameters being taught to 
vertical gaze correction models and vice versa. Chalom’s users may 
be looking below, above, right, or left of the camera, so Chalom 
employs different models, each one to correct for a different 
potential gaze direction.”

Patent Owner

POR, 26

3

“In other examples, a single eye contact correction module may 
implement (e.g., via loading from memory) different 
predetermined variables or data structures to provide multiple eye 
contact corrections each corresponding to different relative 
positions between camera 104 and display 102.”Chalom

Ex. 1005, 10:26-31



99Reply to POR, 19; Ex. 1005, 10:26-31; Ex. 1061, 194:3-18

PO’s Positions: Inconsistent with Chalom’s Express Teachings

Microsoft's Demonstratives, not evidence

“In other embodiments, system 200 may include multiple contact 
correction modules or contact correction module 204 may be 
capable of implementing eye contact correction for multiple 
orientations or relative positions between camera 104 and 
display 102.”

Ex. 1005, 10:10-14

Ex. 1061, 194:3-18

Patent Owner’s Expert
Eli Saber

Q. So turning back to Column 10, Line 10 to Line[] 14,… is that a 
disclosure of multiple machine learning algorithms in Chalom?

A. … So you could split them up if you want that way, or you 
could have them all in one bigger module, so to speak, for 
multiple orientations.

3

Chalom
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IV. Conclusion

Microsoft's Demonstratives, not evidence



101Reply to POR, 27-28; Petition, 20-21, 26-41, 63-85; Ex. 1003, ¶¶141-208, 287-397; POR, 37-38; Sur-reply, 24

PO Raises No Additional Rebuttal for Claims 2-14, 16-17, and 19

Microsoft's Demonstratives, not evidence

PO raises no additional rebuttal for:
• Ganin-based anticipation challenge to dependent claims 2-3, 5, 10, 12-14
• Ganin-Liu obviousness challenge to claims 16 and 19
• Chalom-Aslan obviousness challenge to claims 2, 3, 5, 6, 8-14, 16-17, and 19
• Chalom-Aslan-Grau obviousness challenge to claim 4
• Chalom-Aslan-Pace obviousness challenge to claim 7

Accordingly, claims 2-14, 16-17, and 19 rise and fall together with claims 1 
and 18, and are therefore unpatentable for the reasons explained.

Reply to POR, 27-28



102Reply to POR, 1-3

Conclusion: The Challenged Claims are Unpatentable

Microsoft's Demonstratives, not evidence

Ganin-led Grounds: 
-- PO’s arguments rely on imagined elements not required by the claims.

Chalom-Aslan-led Grounds: 
-- Legally-sufficient express and other motivations existed.  PO’s other 
arguments misunderstand both the law and the facts.
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