MESK there are two mechanisms at work. The numerator shows the same increase
in R/W with larger M, as in the case of MPSK. But the denominator indicates a de-
crease in R/W with larger M. As M grows larger, the denominator grows faster
than the numerator, and thus R/W decreases. The MFSK points plotted in Figure
9.6 confirm the relationship shown in Equation (9.21), that orthogonal signaling
such as MFSK is a bandwidth-expansive scheme. From Figure 9.6, it can be seen
that MESK modulation can be used for realizing a reduction in required E,/N,, at
the cost of increased bandwidth.

It is important to emphasize that in Equations (9.18) and (9.19) for MPSK,
and for all the MPSK points plotted in Figure 9.6, Nyquist (ideal rectangular) filter-
ing has been assumed. Such filters are not realizable. For realistic channels and
waveforms, the required transmission bandwidth must be increased in order to ac-
count for realizable filters.

In each of the examples that follow, we consider radio channels, disturbed
only by additive white Gaussian noise (AWGN) and having no other impairments,
For simplicity, the modulation choice is limited to constant-envelope types—either
MPSK or noncoherent orthogonal MFSK. Thus, for an uncoded system, if the
channel is bandwidth limited, MPSK is selected, and if the channel is power lim-
ited, MFSK is selected. Note that, when error-correction coding is considered, mod-
ulation selection is not so simple, because there exist coding techniques [9] that can
provide power-bandwidth trade-offs more effectively than would be possible
through the use of any M-ary modulation scheme.

Note that in the most general sense, M-ary signaling can be regarded as a
waveform-coding procedure. That is, whenever we select an M-ary modulation
technique instead of a binary one, we in effect have replaced the binary waveforms
with better waveforms—either better for bandwidth performance (MPSK), or bet-
ter for power performance (MFSK). Even though orthogonal MFSK signaling can
be thought of as being a coded system (it can be described as a first-order
Reed-Muller code [10]), we shall here restrict our use of the term coded system to
refer only to those traditional error-correction codes using redundancies, such as
block codes or convolutional codes.

9.7.4 Requirements for MPSK and MFSK Signaling

The basic relationship between the symbol (or waveform) transmission rate R, and
the data rate R was shown in Equation (9.16) to be

R
R. =
S logg, M

Using this relationship together with Equations (9.18) through (9.21), and a given
data rate of R = 9600 bit/s, Table 9.1 has been compiled [11]. The table is a sum-
mary of symbol rate, minimum bandwidth, and bandwidth efficiency for MPSK
and noncoherent orthogonal MFSK, for the values of M =2,4,8, 16, and 32. Also
included in Table 9.1 are the required values of E;/N, to achieve a bit-error
probability of 1075 for MPSK and MFSK for each value of M shown. These E/No
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TABLE 9.1 Symbol Rate, Minimum Bandwidth, Bandwidth Efficiency, and Required E,/N, for MPSK and
Noncoherent Orthogonal MFSK Signaling at 9600 bit/s

MPSK Noncoherent
Minimum MPSK Orthog MFSK MFSK
R R Bandwidth MPSK E,/N,(dB) MinBandwidth MFSK E,/N,(dB)

Mk (bit/s) (symbis) (Hz) RW Pp=10"° (Hz) RW Py=107

2 1 9600 9600 9600 1 9.6 19,200 12 13.4

4 2 9600 4800 4800 2 9.6 19,200 172 10.6

8 3 9600 3200 3200 3 13.0 25,600 1/3 9.1
16 4 9600 2400 2400 4 17.5 38,400 1/4 8.1
32 5 9600 1920 1920 5 22.4 61,440 5132 7.4

entries were computed using relationships that are presented later. The E,/N, en-
tries corroborate the trade-offs shown in Figure 9.6. As M increases, MPSK signal-
ing provides more bandwidth efficiency at the cost of increased FE,/N,, while
MFSK signaling allows for a reduction in E,/N, at the cost of increased bandwidth.
The next three sections are presented in the context of examples taken from
Table 9.1.

9.7.5 Bandwidth-Limited Uncoded System Example

Suppose we are given a bandwidth-limited AWGN radio channel with an available
bandwidth of W = 4000 Hz. Also, consider that the link constraints (transmitter
power, antenna gains, path loss, etc.) result in the ratio of received signal power to
noise-power spectral density (P,/Ny) being equal to 53 dB-Hz. Let the required
data rate R be equal to 9600 bits/s, and let the required bit-error performance Pg
be at most 107°. The goal is to choose a modulation scheme that meets the required
performance. In general, an error-correction coding scheme may be needed if none
of the allowable modulation schemes can meet the requirements. However, in this
example, we will see that the use of error-correction coding is not necessary.

For any digital communication system, the relationship between received
power to noise-power spectral density (P,/N;) and received bit-energy to noise-
power spectral density (E,/N;) was shown in Equation (5.20c) to be

Pr Eb

=—R 9.22
Solving for E,/N, in decibels, we obtain
E P
—2(dB) = —~ (dB-Hz) —R (dB-bit/s) (9.23)
No Ny

— 53 dB-Hz — (10 X log,, 9600) dB-bit/s = 13.2 dB (or 20.89)

Since the required data rate of 9600 bits/s is much larger than the available band-
width of 4000 Hz, the channel can be described as bandwidth limited. We therefore
select MPSK as our modulation scheme. Recall that we have confined the possible
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PE(M)=f(

modulation choices to be constant-envelope types; without such a restriction, it
would be possible to select a modulation type with greater bandwidth efficiency. 1y,
an effort to conserve power, we next compute the smallest possible value of M, such
that the symbol rate is at most equal to the available bandwidth of 4000 Hz. Frop,
Table 9.1, it is clear that the smallest value of M meeting this requirement is M =g
Our next task is to determine whether the required bit-error performance of
Py <107 can be met by using 8-PSK modulation alone, or whether it is necessary tq
additionally use an error-correction coding scheme. It can be seen from Table 9.1
that 8-PSK alone will meet the requirements, since the required E,/N, listed for
8-PSK is less then the received E,/N, that was derived in Equation (9.23). How-
ever, imagine that we do not have Table 9.1. Let us demonstrate how to evaluate
whether or not error-correction coding is necessary.

Figure 9.8 shows the basic modulator/demodulator (MODEM) block diagram
summarizing the functional details of this design. At the modulator, the transfor-
mation from data bits to symbols yields an output symbol rate R; that is a factor
(log, M) smaller than the input data-bit rate R, as can be seen in Equation (9.16).
Similarly, at the input to the demodulator, the symbol-energy to noise-power spec-
tral density E/N, is a factor (log, M) larger than E,/Nj, since each symbol is made
up of (log, M) bits. Because E/N, is larger than E,/N, by the same factor that R_is
smaller than R, we can expand Equation (9.22), as follows:

B _Bp Eg 9.24
N, N N Ca)

The demodulator receives a waveform (in this example, one of M = 8 possible
phase shifts) during each time interval 7,. The probability that the demodulator
makes a symbol error Pz (M) is well approximated by [12], and we write

Pe(M) ~ ZQ[\/% sin<A14>] for M> 2 (9.25)

Input ¥
-ary
Modulator
R bit/s Rs= symbol/s
logs
Output
M-ary
Demodulator
o Pr_Epp_Esp
Ny No Ny Ny ° Figure 9.8: Basic modulator/
demodulator (MODEM) without
Pg =f[Pg (M)] ( )

channel coding.
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where Q(x), the complementary error function, was defined in Equation (3.43) as

Qx) = 71; fxmexp (— g) du

In Figure 9.8 and all the figures that follow, rather than show explicit probability
relationships, the generalized notation f(x) has been used to indicate some func-
tional dependence on x.

A traditional way of characterizing communication (power) efficiency or
error performance in digital systems is in terms of the received E,/N, in decibels.
This E,/N, description has become standard practice. However, recall that at the
input to the demodulator/detector, there are no bits; there are only waveforms that
have been assigned bit meanings. Thus, the received E,/N, value represents a bit-
apportionment of the arriving waveform energy. A more precise (but unwieldy)
name would be the energy per effective bit versus N,. To solve for Pg(M) in Equa-
tion (9.25), we first need to compute the ratio of received symbol-energy to noise-
power spectral density, E/N,. Since, from Equation (9.23), E,/N, = 13.2 dB (or
20.89), and because each symbol is made up of (log, M) bits, we compute, with
M=38,

E, E,
= — 1 b =3 %2089 = 62. .
i (log, M) i 20.89 = 62.67 (9.26)

Using the results of Equation (9.26) in Equation (9.25), yields the symbol-error
probability, Py = 2.2 x 107. To transform this to bit-error probability, we need to
use the relationship between bit-error probability P and symbol-error probability
Py for multiple-phase signaling [10]. We write

!‘J

:

oo 1 T Pe < 1) (9.27)

which is a good approximation, when Gray coding [12] is used for the bit-to-symbol
assignment. This last computation yields Pg=7.3 x 1078, which meets the required
bit-error performance. Thus, in this example, no error-correction coding is neces-
sary and 8-PSK modulation represents the design choice to meet the requirements
of the bandwidth-limited channel (which we had predicted by examining the
required E,/N; values in Table 9.1).

9.7.6 Power-Limited Uncoded System Example

Now, suppose that we have exactly the same data rate and bit-error probability re-
quirements as in the example of Section 9.7.5. However, in this example, let the
available bandwidth W be equal to 45 kHz, and let the available P,/N, be equal to
48 dB-Hz. As before, the goal is to choose a modulation or modulation/coding
scheme that yields the required performance. In this example, we shall again find
that error-correction coding is not required.
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The channel in this example is clearly not bandwidth limited since the avail.
able bandwidth of 45 kHz is more than adequate for supporting the required data
rate of 9600 bits/s. The received E,/Nj is found from Equation (9.23), as follows:

24y

0

dB) = 48 db-Hz — (10 X log;o 9600) dB-bit/s = 8.2 dB (or 6.61) (9.28)

Since there is abundant bandwidth but a relatively small amount of E,/N, for the
required bit-error probability, this channel may be referred to as power limited. We
therefore choose MFSK as the modulation scheme. In an effort to conserve power,
we next search for the largest possible M such that the MFSK minimum bandwidth
is not expanded beyond our available bandwidth of 45 kHz. From Table 9.1, we see
that such a search results in the choice of M = 16. Out next task is to determine
whether the required error performance of Pp < 107 can be met by using 16-FSK
alone, without the use of any error-correction coding. Similar to the previous ex-
ample, it can be seen from Table 9.1, that 16-FSK alone will meet the requirements,
since the required E, /N, listed for 16-FSK is less than the received E,/N, that was
derived in Equation (9.28). However, imagine again that we do not have Table 9.1.
Let us demonstrate how to evaluate whether or not error-correction coding is
necessary.

As before, the block diagram in Figure 9.8 summarizes the relationship be-
tween symbol rate R; and bit rate R, and between E,/N, and E,/N,, which is identi-
cal to each of the respective relationships in the previous bandwidth-limited
example. In this example, the 16-FSK demodulator receives a waveform (one of 16
possible frequencies) during each symbol time interval T. For noncoherent MFSK,
the probability that the demodulator makes a symbol error is approximated by [13]

M-1 ik
P = -— 9.29
o = Lo (- 52 ) (929)
To solve for Pg(M) in Equation (9.29), we need to compute E,/N,, as we did in
Example 1. Using the results of Equation (9.28) in Equation (9.26), with M = 16, -
we get

E E,
— =1 — =4 X 6.61 =2644 9.30
N, (log, M) N, (9.30)
Next, we combine the results of Equation (9.30) in Equation (9.29) to yield the
symbol-error probability Pp=1.4 x 10~%. To transform this to bit-error probability
P,, we need to use the relationship between Pp and P for orthogonal signaling
[13], given by

2k—1

PB .
This last computation yields Py = 7.3 x 10°°, which meets the required bit-error per-
formance. Thus, we can meet the given specifications for this power-limited chan-
nel by using 16-FSK modulation, without any need for error-correction coding
(which we had predicted by examining the required E,/N, values in Table 9.1).
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9.7.7 Bandwidth-Limited and Power-Limited Coded System Example

In this example, we start with the same channel parameters as in the bandwidth-limited
example of Section 9.7.5, namely, W= 4000 Hz, P,/N, = 53 dB-Hz, and R = 9600 bits/s,
with one exception. In the present example, we specify that the bit-error probability
must be at most 107, Since the available bandwidth is 4000 Hz, and from Equation (9.23)
the available E, /N, is 13.2 dB, it should be clear from Table 9.1, that the system is both
bandwidth limited and power limited (8-PSK is the only possible choice to meet the
bandwidth constraint; however, the available E, /N, of 13.2 dB is certainly insufficient to
meet the required bit-error probability of 10™). For such a small value of Pp, the system
shown in Figure 9.8 will obviously be inadequate, and we need to consider the perfor-
mance improvement that error-correction coding (within the available bandwidth) can
provide. In general, one can use convolutional codes or block codes. To simplify the ex-
planation, we shall choose a block code. The Bose, Chaudhuri, and Hocquenghem
(BCH) codes form a large class of powerful error-correcting cyclic (block) codes [14].
For this example, let us select one of the codes from this family of codes. Table 9.2

TABLE 9.2 BCH Codes (Partial Catalog)

n k t

7 4
15 11
7

5

31 26
21

16

1

63 57
51

45

127 120

[S%]
[=)%
_
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P B De RS N N JOR N

9.7 Defining, Designing, and Evaluating Digital Communication Systems 547




o ——

e [ ———

presents a partial catalog of the available BCH codes in terms of n, k, and ¢, where
represents the number of information or data bits that the codes transforms into 5
longer block or n code bits (also called channel bits or channel symbols), and t repre-
sents the largest number of incorrect channel bits that the code can correct withip
each n-sized block. The rate of a code is defined as the ratio k/n; its inverse represents
a measure of the code’s redundancy.

Since this example is represented by the same bandwidth-limited parameters
that were given in Section 9.7.5, we start with the same 8-PSK modulation as before
in order to meet the stated bandwidth constraint. However, we now additionaily
need to employ error-correction coding so that the bit-error probability can be
lowered to Py < 10°°. To make the optimum code selection from Table 9.2, we are
guided by the following goals:

1. The output bit-error probability of the combined modulation/coding system
must meet the system error requirement.

2. The rate of the code must not expand the required transmission bandwidth
beyond the available channel bandwidth.

3. The code should be as simple as possible. Generally, the shorter the code, the
simpler will be its implementation.

The uncoded 8-PSK minimum bandwidth requirement is 3200 Hz (see Table 9.1),
and the allowable channel bandwidth is specified as 4000 Hz. Therefore, the un-
coded signal bandwidth may be increased by no more than a factor of 1.25 (or an
expansion of 25%). Thus, the very first step in this (simplified) code selection ex-
ample is to eliminate the candidates from Table 9.2 that would expand the band-
width by more than 25%. The remaining entries in Table 9.2 form a much reduced
set of “bandwidth-compatible” codes, which have been listed in Table 9.3. In Table
9.3, two columns designated Coding Gain, G, have been added, where coding gain
in decibels is defined as

) () s~ (R @ 02

From Equation (9.32), coding gain can be described as a measure of the reduction
in the required E,/N, (in decibels) that needs to be provided, due to the error-

TABLE 9.3 Bandwidth-Compatible BCH Codes

Coding Gain, G (dB), with MPSK

n k t Pp=10" Py=10"°
31 26 1 1.8 2.0
63 57 il 1.8 2.2
51 2 2.6 32
127 120 1 1.7 22
113 2 2.6 34
106 3 31 4.0
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performance properties of the channel coding. Coding gain is a function of the
modulation type and bit-error probability. In Table 9.3, the coding gain G has been
computed for MPSK at Py = 107% and 10°, For MPSK modulation, G is relatively
independent of the value of M. Thus, for a particular bit-error probability, a given
code will provide approximately the same coding gain when used with any of the
MPSK modulation schemes. The coding gains in Table 9.3 were calculated using a
procedure outlined under the section below, entitled “Calculating Coding Gain.”

Figure 9.9 illustrates a block diagram that summarizes the details of this sys-
tem containing a modulator/demodulator (MODEM) and coding. When compar-
ing Figure 9.9 with Figure 9.8, we see that the introduction of the encoder/decoder
blocks has brought about additional transformations. In Figure 9.9, at the en-
coder/modulator are shown the relationships that exist when transforming from
R bit/s to R, channel-bit/s to R; symbol/s.

We assume that our communication system is a real-time system and thus
cannot tolerate any message delay. Therefore, the channel-bit rate R, must exceed
the data-bit rate R by the factor n/k. Further, each transmission symbol is made up
of (log, M) channel bits, so the symbol rate R, is less than R, by the factor (log, M).
For a system containing both modulation and coding, we summarize the rate trans-
formations, as follows:

n
R, = (E) R (9.33)
R, = R (9.34)
. lOgZ M '

At the demodulator/decoder shown in Figure 9.9, the transformations amongst
data-bit energy, channel-bit energy, and symbol energy are related (in a reciprocal

Input

M-ary
Encoder | Modulator
) R
R bit/s Rg = ¢ __ gsymbol/s
Rc=(%jR 5= Toga 11

channel-bit/s

Qutput ’
= 1 = M-ary .

Decoder Demodulator
P, E E E

P = ( ) __r‘=_R=_CR :——SR
A PE<M>=f(%) No™No " No Ny

Ny

pe=f[Pg (M)

Figure 9.9: MODEM with channel coding.
9.7  Defining, Designing, and Evaluating Digital Communication Systems 549




fashion) by the same factors as shown amongst the rate transformations in Equa-
tions (9.33) and (9.34). Since the encoding transformation has replaced k data bits
with 7 channel bits, then the ratio of channel-bit energy to noise-power spectral
density, E,/N,, is computed by decrementing the value of E,/N, by the factor k/n.
Also, since each transmission symbol is made up of (log, M) channel bits, then
E,/N,, which is needed in Equation (9.25) to solve for Py, is computed by incre-
menting E./N, by the factor (log, M). For a system containing both modulation and
coding, we summarize the energy-to-noise-power spectral density transformations,

as follows:
E. (k) E
N, = (n> N, (9.35)
E E,
A 1 _ .
Ny (log, M) No (9.36)

Therefore, using Equations (9.33) through (9.36), we can now expand the expres-
sion for P,/N, in Equation (9.24), as follows:

Pr EbR_EcR_EsR 9

N NN N 5
As before, a standard way of describing the link is in terms of the received E,/N; in
decibels. However, there are no data bits at the input to the demodulator/detector;
neither are there any channel bits. There are only waveforms (transmission symbols)
that have bit meanings, and thus the waveforms can be described in terms of bit-
energy apportionments. Equation (9.37) illustrates that the predetection point in
the receiver is a useful reference point at which we can relate the effective energy
and the effective speed of various parameters of interest. We use the word “effec-
tive” because the only type of signals that actually appear at the predetection point
are waveforms (transformed to baseband pulses) that we call symbols. Of course,
these symbols are related to channel bits, which in turn are related to data bits. To
emphasize the point that Equation (9.37) represents a useful kind of “bookkeep-
ing,” consider a system wherein a stream of some number of bits, say 273 bits, ap-
pears so repeatedly as a module, that we give this group 273 bits a name; we all ita
“chunk.” Engineers do that all the time—e.g., eight bits are referred to as a byte.
The moment we identify this new entity, the chunk, it can immediately be related
to the parameters in Equation (9.37), since P,/N; will now also equal the energy in
a chunk over N, times the chunk rate. In Chapter 12, we will in fact do something
similar when we extend Equation (9.37) to include spread-spectrum chips.

Since P,/N, and R were given as 53 dB-Hz and 9600 bits/s, respectively, we
find as before from Equation (9.23) that the received E,/N, = 13.2 dB. Note that
the received E,/N, is fixed and independent of the code parameters » and k, and
the modulation parameter M. As we search, in Table 9.3, for the ideal code that
will meet the specifications, we can iteratively repeat the computations that ar®
summarized in Figure 9.9. It might be useful to program on a PC (or calculator) the
following four steps as a function of n, k, and . Step 1 starts by combining Equa-
tions (9.35) and (9.36), as follows:
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. E _ £ = K\ B
Step 1: N - (log, M) N, " (log, M) (n) N, (9.38)
2E, (=
Step 2: Po(M) = 20 N Sind 37 (9.39)
0

The expression in step 2 is the approximation (for M-ary PSK) for symbol-error
probability Pg, rewritten from Equation (9.25). At each symbol-time interval, the
demodulator makes a symbol decision, but it delivers to the decoder a channel-bit
sequence representing that symbol. When the channel-bit output of the demodula-
tor is quantized to two levels, denoted by 1 and 0, the demodulator is said to make
hard decisions. When the output is quantized to more than two levels, the demodu-
lator is said to make soft decisions. Throughout this section, hard-decision demodu-
lation is assumed.

Now that a decoder block is present in the system, we designate the channel-
bit-error probability out of the demodulator and into the decoder as p,, and reserve
the notation Pj for the bit-error probability out of the decoder (the decoded bit-
error probability). Equation (9.27) is rewritten in terms of p, as follows:

Step 3: p. = —— (for P; < 1) (9.40)

Step 3 relates the channel-bit-error probability to the symbol-error probability out
of the demodulator, assuming Gray coding, as referenced in Equation (9.27).

For a real-time communication system, using traditional channel-coding
schemes, and a given value of received P,/N,, the value of E,/N, with coding will
always be less than the value of E,/N, without coding. Since the demodulator, with
coding, receives less E;/N, it makes more errors! However, when coding is used,
the system error-performance doesn’t only depend on the performance of the de-
modulator, it also depends on the performance of the decoder. Thus, for error-
performance improvement due to coding, we require that the decoder provides
enough error correction to more than compensate for the poor performance of the
demodulator. The final output decoded bit-error probability P, depends on the
particular code, the decoder, and the channel-bit-error probability p.. It can be ex-
pressed [15] by the following approximation:

Step 4: Py = L > 1'(n.> pL(d—p) (9.41)
noZ N

In Step 4, t is the largest number of channel bits that the code can correct within
each block of n bits. Using Equations (9.38) through (9.41) in the above four steps,
the decoded bit-error probability Py can be computed as a function of n, &, and ¢
for each of the codes listed in Table 9.3. The entry that meets the stated error re-
quirement with the largest possible code rate and the smallest value of n is the
double-error correcting (63, 51) code. The computations are as follows:

Step 1 £ 3 (51) 20.89 = 50.73

ep L: o ) .89 = 50.

p N, 63
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where M = 8, and the received E,/Ny=13.2 dB (or 20.89)
Step 2: P, = 20 [ V101.5 X sin <%>} =20(386) =12 X 1074

12 x 107"

Step 3: p. = ==g——= 4x1077°
3 /63
Step 4: Py~ ( 3> (4 X 10757 (1 — 4 X 1079)
4 (63
e 4% 1075 (1 — 4 X 1075 + -
2 (%) xa0y )

=12x1071°

In Step 4, the bit-error-correcting capability of the code is t = 2. For the computa-
tion of Py in Step 4, only the first two terms in the summation of Equation (9.41)
have been used, since the other terms have a vanishingly small effect on the result
whenever p, is small or E;/N, reasonably large. It is important to note that when
performing this computation with a computer, it is advised (for being safe) to al-
ways include all of the summation terms in Equation (9.41), since a truncated solu-
tion can be very erroneous whenever E, /N is small. Now that we have selected the
(63, 51) code, the values of channel-bit rate R, and symbol rate R are computed
using Equations (9.33) and (9.34), with M =8:

3
R, = (%) R= <%> 9600 =~ 11,859 channel-bits/s
R. 11,859
R, log, M 3 953 symbols/s

9.7.7.1 Calculating Coding Gain

A more direct way to find the simplest code that meets the specified error perfor-
mance for the example in Section 9.7.7 is to first compute, for the uncoded
8-PSK. how much more E,/N, beyond the available 13.2 dB would be required to yield
Py = 10, This additional E,/N, is the required coding gain. Next, we simply choose,
from Table 9.3, the code that provides this coding gain. The uncoded E,/Ny that will yield
an error probability of Py =107 is found by writing, from Equations (9.27) and (9.39),

2w (3)]

57 log M log, M

~10~° (9.42)

At this low value of bit-error probability, it is valid to use Equation (3.44) to ap~
proximate Q(x) in Equation (9.42). By trial-and-error (on a programmable calcula-
tor), we find that the uncoded E,/N, = 120.67 = 20.8 dB, and since each symbol 15
made up of (log, 8) = 3 bits, the required (E;/Ny) uncoded = 120.67/3 = 40.22 = 16 dB-
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We know from the given parameters in this example and Equation (9.23), that the
received (Ey/Np) codea = 13.2 dB. Therefore, using Equation (9.32), we sce that the
required coding gain to meet the bit-error performance of Py =10"is

E E
G(dB) = (ﬁb) d d(dB) ~ (—b> d d(dB) - 16dB — 132dB = 2.8dB

0 0

To be precise in this computation, each of the E,/N, values in the above compula-
tion must correspond to exactly the same value of bit-error probability (which they
do not). They correspond to Pp = 107 and P = 1.2 x 107", respectively. However,
at these low probability values, even with such a discrepancy, this computation still
provides a good approximation of the required coding gain. In searching Table 9.3
for the simplest code that will yield a coding gain of at least 2.8 dB, we se that the
choice is the (63, 51) code, which corresponds to the same code choice that was
made earlier. Note that coding gain must always be specified for a particular error
probability and modulation type, as it is in Table 9.3.

9.7.7.2 Code Selection

Consider a real-time communication system, where the specifications cause it
to be power-limited, but there is ample available bandwidth, and the users require
a very small bit-error probability. The situation calls for error-correction coding.
Suppose that we were asked to select one of the BCH codes listed in Table 9.2.
Since the system is not bandwidth-limited, and it requires very good error perfor-
mance, one might be tempted to simply choose the most powerful code in Table
9.2, that is the (127, 8) code, capable of correcting any combination of up to 31
flawed bits within a block of 127 code bits. Would anyone use such a code in a real-
time communication system? No, they would not. Let us explain why such a choice
would be unwise.

Whenever error-correction coding is used and E,/N,is fixed, there are two
mechanisms at work that influence error performance. One mechanism works to
improve the performance, and the other works to degrade it. The improving mech-
anism is the coding; the greater redundancy, the greater will be the error-correcting
capability of the code. The degrading mechanism is the energy reduction per chan-
nel symbol or code bit (compared with the data bit). This reduced energy stems
from the increased redundancy (giving rise to faster signaling in a real-time com-
munication system). The reduced symbol energy causes the demodulator to make
more errors. Eventually, the second mechanism wins out, and thus at very low code
rates we see degradation. This is demonstrated in Example 9.4 below. Note that the
degrading mechanism applies for coding in a real-time system (where messages
cannot be delayed). For systems with fixed power and extended transmission time
(ie., delay), there is no degradation with reduced code rate since there is no reduc-
tion in channel-symbol energy.

Example 9.4 Choosing a Code to Meet Performance Requirements

A system is specified with the following parameters: P,/N, = 67 dB-Hz, data rate R =
10° bits/s, available bandwidth W = 20 MHz, decoded bit-error probability Pz <107,
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and the modulation is BPSK. Choose a code from Table 9.2 that will fulfill these re-
quirements. Start by considering the (127, 8) code. It appears attractive because it has
the greatest bit-error correcting capability on the list.

Solution

The (127, 8) code expands the transmission bandwidth by a factor of 127/8 = 15.875,
Hence, the signaling rate of 1 Mbit/s (giving rise to a nominal bandwidth of 1 MHz)
will be expanded by using this code to 15.875 MHz. The transmission signal is within
the available bandwidth of 20 MHz, even after allowing another 25% bandwidth ex-
pansion for filtering. After choosing this code, we next evaluate the error perfor-
mance, by following the steps outlined in Section 9.7.7, which yields

Eb . Pr

1
=—L|—-)=67dB-60dB=7dB
N, NO(R> 0 7 dB (or 5)

Es Ec k Eb < 8 >
SeoZe_ ()= {2 )5=0314
NQ No <l’l>N0 127

Since the modulation is binary, then p. = Pg, so that

po=Pp = Q(, /%—) = 0(\V0.628) = Q(0.7936) = 0.2156

Since the (127, 8) code is a t = 31 error-correcting code, we next use Equation (9.41) to
find the decoded bit-error probability, as follows:

S S RV B 127,(127) e =
Py~ — j=r2+1] (1‘ ) ph(1—po) o7, iy (0.2156) (1 — 0.2156)
Whenever p, is very small, it suffices to only use the first term, or the first few terms in
the summation. But when p, is large, as it is here, computer assistance is helpful. Solv-
ing the above with p, = 0.2156 yields a decoded bit-error probability of Py = 0.05,
which is a far cry from the system requirement of 107, Let us next select a code whose
code rate is close to the popular rate 3 —that is, the (127, 64) code. It is not as capable
as the first choice because it only corrects 10 flawed bits in a block of 127 code bits.
However, watch what happens. Using the same steps as before yiclds

E, E, K\ E 6

e (—)—’3: (—4>5=2.519

Ny N n/) No 127
Notice how much larger the E/Nj is here, compared with the case using (127, 8)
coding:

Pe= Q(\/Z X 2.519) = 0(2.245) = 0.0124

1 127 27 A -
Py =~ 5o 2 ] <1. ) (0.0124)y (1 — 0.0124)27-
127 &)

And the result yields Py = 5.6 x 10, which meets the system requirements. From this
example, one should see that the selection of a code needs to be made in concert with
the modulation choice and the available E,/N;. One can be guided by the fact that
very high rates and very low rates gencrally perform poorly in a real-time communicad:
tion system, as evidenced by the Figure 8.6 curves presented in Chapter 8.

Modulation and Coding Trade-Offs Chap- 9




fulfill these re-
. because it has

127/8 = 15.875.
dth of 1 MHz)
signal is within
bandwidth ex-
> error perfor-

156

aation (9.41) to

- 0.2156)177

rst few terms in
s helpful. Solv-
y of Py =0.05,
:t a code whose
:not as capable
f 127 code bits.

using (127, 8)

ents. From this
in concert with
»y the fact that
ne communica-
r8.

ffs Chap. 9

9.8 BANDWIDTH-EFFICIENT MODULATION

The primary objective of spectrally efficient modulation techniques is to maximize
bandwidth efficiency. The increasing demand for digital transmission channels has
led to the investigation of spectrally efficient modulation techniques [8, 16] to
maximize bandwidth efficiency and thus help ameliorate the spectral congestion
problem.

Some systems have additional modulation requirements besides spectral effi-
ciency. For example, satellite systems with highly nonlinear transponders require a
constant envelope modulation. This is because the nonlinear transponder produces
extraneous sidebands when passing a signal with amplitude fluctuations (due to a
mechanism called AM-to-PM conversion). These sidebands deprive the informa-
tion signals of some of their portion of transponder power, and also can interfere
with nearby channels (adjacent channel interference) or with other communication
systems (co-channel interference). Offset OPSK (OQPSK) and Minimum shift key-
ing (MSK) are two examples of constant envelope modulation schemes that are at-
tractive for systems using nonlinear transponders.

9.8.1 QPSK and Offset QPSK Signaling

Figure 9.10 illustrates the partitioning of a typical pulse stream for QPSK modula-
tion. Figure 9.10a shows the original data stream d(t) = dy, di, d,, . . . consisting of
bipolar pulses; that is, the values of d,(¢) are + 1 or - 1, representing binary one and
zero, respectively. This pulse stream is divided into an in-phase stream, d(¢), and a
quadrature stream, d(f), illustrated in Figure 9.10b, as follows:

di(t) = dy, dy, ds, ... (even bits) (9.43)
do(t) = dy, ds, ds, ... (odd bits)

Note that d,(f) and dy(f) each have half the bit rate of d,(f). A convenient orthogo-
nal realization of a QPSK waveform, s(f), is achieved by amplitude modulating the
in-phase and quadrature data streams onto the cosine and sine functions of a
carrier wave, as follows:

a

s(t) = %dl(t) cos <2frrf0z + 4> + %do(t) sin (21Tf0t + %) (9.44)

Using the trigonometric identities shown in Equations (D.5) and (D.6), Equation
(9.44) can also be written as

s(t) = cos [2mfyt + 0(1)] (9.45)

The QPSK modulator shown in Figure 9.10c uses the sum of cosine and sine terms,
while a similar device, described in Section 4.6, uses the difference of such terms.
The treatment in this section corresponds to that of Pasupathy [17]. Because a co-
herent receiver needs to resolve any phase ambiguities, then the use of a different
phase format at the transmitter can be handled as part of that ambiguity. The pulse
stream dj(¢) amplitude-modulates the cosine function with an amplitude of +1 or
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{c) Figure 9.10 QPSK modulation.

—1. This is equivalent to shifting the phase of the cosine function by 0 or r; conse-
quently, this produces a BPSK waveform. Similarly, the pulse stream dy(1) mU{lU'
lates the sine function, yielding a BPSK waveform orthogonal to the cosine
function. The summation of these two orthogonal components of the carrier yields
the QPSK waveform. The value of 8(¢) will correspond to one of the four possible
combinations of d(f) and d(t) in Equation 9.44: 8(¢) = 0°, £ 90°, or 180°; the result-
ing signal vectors are seen in the signal space illustrated in Figure 9.11. Because
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cos (wot + /4)

sin (wgt + ©/4)

Figure 9.11  Signal space for QPSK and OQPSK.

cos (27fyt + w/4) and sin (2mfyt + w/4) are orthogonal, the two BPSK signals can be
detected separately.

Offset QPSK (OQPSK) signaling can also be represented by Equations (9.44)
and (9.45); the difference between the two modulation schemes, QPSK and
OQPSK, is only in the alignment of the two baseband waveforms. As shown in Fig-
ure 9.10, the duration of each original pulse is T (Figure 9.10a), and hence in the
partitioned streams of Figure 9.10b, the duration of each pulse is 27 In standard
QPSK, the odd and even pulse streams are both transmitted at the rate of 12T bit/s
and are synchronously aligned, such that their transitions coincide, as shown in Fig-
ure 9.10b. In OQPSK, sometimes called staggered QPSK (SQPSK), there is the
same data stream partitioning and orthogonal transmission; the difference is that
the timing of the pulse stream d,(¢) and dg(?) is shifted such that the alignment of
the two streams is offset by T. Figure 9.12 illustrates this offset. -

In standard QPSK, due to the coincident alignment of d,(f) and dy(¢), the car-
rier phase can change only once every 2T. The carrier phase during any 27 interval
can be any one of the four phases shown in Figure 9.11, depending on the values of
dy(f) and d(f) during that interval. During the next 2T interval, if neither pulse
stream changes sign, the carrier phase remains the same. If only one of the pulse
streams change sign, a phase shift of + 90° occurs. A change in both streams results
in a carrier phase shift of 180°. Figure 9.13a shows a typical QPSK waveform for
the sample sequence d(r) and dy() shown in Figure 9.10.
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Figure 9.13 (a) QPSK and (b) OQPSK waveforms. (Reprinted with
. permission from §. Pasupathy, “Minimum Shift Keying: A Spectrally
Efficient Modulation,” IEEE Commun. Mag., July 1979, Fig. 4, p. 17.
© 1979 |EEE.)
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If a QPSK modulated signal undergoes filtering to reduce the spectral side-
lobes, the resulting waveform will no longer have a constant envelope and in fact,
the occasional 180° phase shifts will cause the envelope to go to zero momentarily
(see Figure 9.13a). When these signals are used in satellite channels employing
highly nonlinear amplifiers, the constant envelope will tend to be restored. How-
ever, at the same time, all of the undesirable frequency side-lobes, which can inter-
fere with nearby channels and other communication systems, are also restored.

In OQPSK, the pulse streams d,(f) and dy(t) are staggered and thus do not
change states simultaneously. The possibility of the carrier changing phase by 180°
is eliminated, since only one component can make a transition at one time.
Changes are limited to 0° and + 90° every T seconds. Figure 9.13b shows a typical
OQPSK waveform for the sample sequence in Figure 9.12. When an OQPSK signal
undergoes bandlimiting, the resulting intersymbol interference causes the envelope
to droop slightly in the region of + 90° phase transition, but since the phase transi-
tions of 180° have been avoided in OQPSK, the envelope will not go to zero as it
does with QPSK. When the bandlimited OQPSK goes through a nonlinear
transponder, the envelope droop is removed; however, the high-frequency compo-
nents associated with the collapse of the envelope are not reinforced. Thus out-of-
band interference is avoided [17].

9.8.2 Minimum Shift Keying

The main advantage of OQPSK over QPSK, that of suppressing out-of-band inter-
ference, suggests that further improvement is possible if the OQPSK format is
modified to avoid discontinuous phase transitions. This was the motivation for
designing continuous phase modulation (CPM) schemes. Minimum shift keying
(MSK) is one such scheme [17-20]. MSK can be viewed as either a special case of
continuous-phase frequency shift keying (CPFSK), or a special case of OQPSK with
sinusoidal symbol weighting. When viewed as CPFSK, the MSK waveform can be
expressed as [18]

s(t) = cos [% (fo + %) ¢+ xk} KT <t < (k+1)T  (9.46)

where f; is the carrier frequency, d, =+1 represents the bipolar data being transmit-
ted at a rate R = 1/T, and x, is a phase constant which is valid over the kth binary
data interval. Notice that for d, = 1, the frequency transmitted is f; + 1/47, and for
d, = -1, the frequency transmitted is fy — 1/4T. The tone spacing in MSK is thus
one-half that employed for noncoherently demodulated orthogonal FSK, giving
rise to the name minimum shift keying. During each T-second data interval, the
value of x, is a constant, that is, x, = 0 or , determined by the requirement that the
phase of the waveform be continuous at ¢ = k7. This requirement results in the
following recursive phase constraint for x;:

k
X=Xy + % (dy-; — d,) | modulo 27 (9.47)
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Equation (9.46) can be expressed in a quadrature representation, using the
identities in Equation (D.5) and (D.6), and we write

t L
s(t) = ax cos%cos 2mfot — bksm%sm 2mfot

KT <t <(k+1)T (9.48)
where

a, = cos x, = %1 ©049)

b, = dicosx, =%l

The in-phase (I) component is identified as a; cos (wt/2T) cos 2mfyt, where cos 2nfyt
is the carrier, cos (wt/2T) can be regarded as a sinusoidal symbol weighting, and g,
is a data-dependent term. Similarly, the quadrature (Q) component is identified as
b, sin (wt/2T) sin 2wfyt, where sin 2mfyt is the quadrature carrier term, sin (wt/2T)
can be regarded as a sinusoidal symbol weighting, and b, is a data-dependent term.
It might appear that the a, and b, terms can change every T seconds, since the
source data d, can change every T seconds. However, because of the continuous
phase constraint, the a, term can only change value at the zero crossings of cos
(wt/2T) and the b, term can only change value at the zero crossings of sin (wt/27T).
Thus, the symbol weighting in either the I- or Q-channel is a half-cycle sinsuoidal
pulse of duration 27 seconds with alternating sign. As in the case of OQPSK, the
I and Q components are offset T seconds with respect to one another.

Notice that x, in Equation (9.46) is a function of the difference between the
prior data bit and the present data bit (differential encoding). Hence the a; and b;
terms in Equation (9.48) can be viewed as differentially encoded components of the
d, source data. However, for bit-to-bit independent data dy, the signs of successive
I- or O-channel pulses are also random from one 27-second pulse interval to the
next. Thus when viewed as a special case of OQPSK, Equation (9.48) can be
rewritten with more straightforward (nondifferential) data encoding [18] as
follows:

s(t) = d;(t)cos % cos 2mft + dy(t) sin —;TiT sin 27f ot (9.50)
where d;(f) and d () have the same in-phase and quadrature data stream interpre-
tation as in Equation (9.43). This MSK format in Equation (9.50) is sometimes re-
ferred to as precoded MSK. Figure 9.14 illustrates Equation (9.50) pictorially-
Figure 9.14a and c show the sinusoidal weighting of the I- and Q-channel pulses:
These sequences represent the same data sequences as in Figure 9.12, but here,
multiplication by a sinusoid results in more gradual phase transitions compared {0
those of the original data representation. Figure 9.14b and d illustrate the modula-
tion of the orthogonal components cos 2mfyt and sin 2mfof, respectively, by the sinu-
soidally shaped data streams. Figure 9.14e illustrates the summation of the
orthogonal components from Figure 9.14b and d. In summary, the following prop-
erties of MSK modulation can be deduced from Equation (9.50) and Figure 9.14:
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Figure 9.14 Minimum shift keying (MSK). (a) Modified / bit stream.
(b) [ bit stream times carrier. (c) Modified @ bit stream. (d) Q bit stream
times carrier. () MSK waveform. (Reprinted with permission from S.
Pasupathy, “Minimum Shift Keying: A Spectrally Efficient Modulation,”
|EEE Commun. Mag., July 1979, Fig. 5, p. 18. © 1979 IEEE.)
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(1) the waveform s(f) has constant envelope; (2) there is phase continuity in the RF
carrier at the bit transitions; and (3) the waveform s(¢) can be regarded as an FSK
waveform with signaling frequencies f; + 1/4T and fy — 1/4T. Therefore, the min;-
mum tone separation required for MSK modulation is

(b 52) - (0=35) =21 o)

which is equal to half the bit rate. Notice that the required tone spacing for MSK is
one-half the spacing, 1/7, required for the noncoherent detection of FSK signals
(see Section 4.5.4). This is because the carrier phase is known and continuous,
enabling the signal to be coherently demodulated.

The power spectral density G(f) for QPSK and OQPSK is given by [18]

sin 2mfT )2

G(f) =2PT :
) = 2p1( o 952
where P is the average power in the modulated waveform. For MSK, G(f) is

given by [18]

16 PT s 2mfT \?
o) =" (J.Cfbj_sq;}:?@)

™

The normalized power spectral density (P = 1 W) for QPSK, OQPSK, and MSK
are sketched in Figure 9.15. A spectral plot of BPSK is included for comparison.
The fact that BPSK requires more bandwidth than the others for a given level of
spectral density should come as no surprise. In Section 9.5.1 and Figure 9.6 we saw
that the theoretical bandwidth efficiency of BPSK is half that of QPSK. It is seen
from Figure 9.15 that MSK has lower sidelobes than QPSK or OQPSK. This is a
consequence of multiplying the data stream with a sinusoid, yielding more gradual
phase transitions. The more gradual the transition, the faster the spectral tails drop
to zero. MSK is spectrally more efficient than QPSK or OQPSK; however, as can be
seen from Figure 9.15, the MSK spectrum has a wider mainlobe than QPSK and
OQPSK. Therefore, MSK may not be the preferred method for narrowband links.
However, MSK might be the preferred choice for multiple-carrier systerms, because
its relatively low spectral sidelobes help to avoid excessive adjacent channel inter-
ference (ACI). The reason for the QPSK spectrum having a narrower mainlobe
than MSK is that, for a given bit rate, the QPSK symbol rate is half the MSK
symbol rate.

(9.53)

9.8.2.1 Error Performance of OQPSK and MSK

We have seen that BPSK and QPSK have the same bit-error probability be-
cause QPSK is configured as two BPSK signals modulating orthogonal components
of the carrier. Since staggering the bit streams does not change the orthogonality of
the carriers, OQPSK has the same theoretical bit error performance as BPSK and
QPSK.

Minimum shift keying uses antipodal symbol shapes, * cos (w#/27T) and £ sin
(wt/2T), over 2T to modulate the two quadrature components of the carrier. Thus
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Figure 9.15 Normalized power spectral density for BPSK, QPSK, OQPSK, and
MSK. (Reprinted with permission from F. Amoroso, “The Bandwidth of Digital
Data Signals,” IEEE Commun. Mag., vol. 18, no. 6, Nov. 1980, Fig. 2A, p. 16. ©
1980 |IEEE.)

when a matched filter is used to recover the data from each of the quadrature com-
ponents independently, MSK, as defined in Equation (9.50), has the same error
performance properties as BPSK, QPSK, and OQPSK [17]. However, if MSK is co-
herently detected as an FSK signal over an observation interval of T seconds, it
would be poorer than BPSK by 3 dB [17]. MSK, with differentially encoded data,
as defined in Equation (9.46), has the same error probability performance as the
coherent detection of differentially encoded PSK. MSK can also be noncoherently
detected [19]. This permits inexpensive demodulation when the value of received

E,/N, permits.

9.8.3 Quadrature Amplitude Modulation

Coherent M-ary phase shift keying (MPSK) modulation is well-known technique
for achieving bandwidth reduction. Instead of using a binary alphabet with 1 bit of
information per channel symbol period, an alphabet with M symbols is used, per-
mitting the transmission of k = log, M bits during each symbol period. Since the use
of M-ary symbols allows a k-fold increase in the data rate within the same band-
width, then for a fixed data rate, use of M-ary PSK reduces the required bandwidth
by a factor k. (See Section 4.83))

From Equation (9.44) it can be seen that QPSK modulation consists of two
independent streams. One stream amplitude-modulates the cosine function of a
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carrier wave with levels +1 and —1, and the other stream similarly amplitude-
modulates the sine function. The resultant waveform is termed a double-sideband
suppressed-carrier (DSB-SC) wave, since the RF bandwidth is twice the baseband
bandwidth (see Section 1.7.1) and there is no isolated carrier term. Quadrature am-
plitude modulation (QAM) can be considered a logical extension of QPSK, since
QAM also consists of two independently amplitude-modulated carriers in quadra-
ture. Each block of k bits (k assumed even) can be split into two (k/2)-bit blocks
which use (k/2)-bit digital-to-analog (D/A) converters to provide the required
modulating voltages for the carriers. At the receiver, each of the two signals is inde-
pendently detected using matched filters. QAM signaling can also be viewed as a
combination of amplitude shift keying (ASK) and phase shift keying (PSK), giving
rise to the alternative name, amplitude phase keying (APK). Finally, it can also
be viewed as amplitude shift keying in two dimensions, giving rise to the name
quadrature amplitude shift keying (QASK).

Figure 9.16a illustrates a two-dimensional signal space and a set of 16-ary
QAM signal vectors or points arranged in a rectangular constellation. A canonical
QAM modulator is shown in Figure 9.16b. Assuming that Gaussian noise is the
only channel disturbance, the simple channel model of Figure 9.16¢ applies. Signals
are sent in pairs (x, y). The model indicates that the signal point coordinates (x, y)
are transmitted over separate channels and independently perturbed by Gaussian

y
X
[ ] [ ] ° L]
(a)
cos wo? ny
LPF —— x —-—é)—‘ Ty
s(®)
LPF — y —-—?—rry
_ Figure 9.16 QAM modulation. (3)
sin @ot "y 16-ary signal space. (b) Canonical
(b) (c) QAM modulator. (c) QAM channel
model.
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noise variables (n,, n,), each with zero mean and variance N. Or we can say that the
two-dimensional signal point is perturbed by a two-dimensional Gaussian noise
variable. If the average signal energy (mean-square value of the signal coordinates)
is S, then the signal-to-noise ratio is S/N. The simplest method of digital signaling
through such a system is to use one-dimensional pulse amplitude modulation
(PAM) independently for each signal coordinate. In PAM, to send k bits/dimen-
sion over a Gaussian channel, each signal point coordinate takes on one of 2k
equally likely equispaced amplitudes. By convention, the signal points are grouped
about the center of the space at amplitudes £1,%3,...,% 2%-1).

9.8.3.1 QAM Probability of Bit Error

For a rectangular constellation, a Gaussian channel, and matched filter recep-
tion, the bit-error probability for M—QAM, where M = 2%and k is even, is [12]

_ 2(1-L7Y ,'<310g3L>@]
Ps = log, L Q[ -1/ N, (9:34)

where Q(x) is as defined in Equation (3.43) and L = VM represents the number of
amplitude levels in one dimension. In the context of L-PAM, a sequence of k/2 = log,
L bits are assigned to an L-ary symbol using a Gray code (defined in Section 4.9.4).

9.8.3.2 Bandwidth-Power Trade-Off

The bandwidth-power trade-off of M-ary QAM at a bit error probability of
107 is displayed on the bandwidth-efficiency plane in Figure 9.6, with the abscissa
measured in average E,/N,. We assume Nyquist filtering of the baseband pluses s0
that the DSB transmission bandwidth at IF is Wiz = 1/T, where T is the symbol du-
ration. Thus the bandwidth efficiency is R/W = log, M, where M is the symbol set
size. For realistic channels and waveforms, the performance must be reduced to ac-
count for the increased bandwidth necessary to implement realizable filters. From
Figure 9.6 it can be seen that QAM represents a method of reducing the bandwidth
required for the transmission of digital data. As with M-ary PSK, bandwidth effi-
ciency can be exchanged for power or E,/Ny; however, in the case of QAM, a
much more efficient exchange is possible than in the case of M-ary PSK.

Example 9.5 Waveform Design

Assume that a data stream with data rate R = 144 Mbits/s is to be transmitted on an RF
channel using a DSB modulation scheme. Assume Nyquist filtering and an allowable DSB
bandwidth of 36 MHz. Which modulation technique would you choose for this require-
ment? If the available E,/N, is 20, what would be the resulting probability of bit error?

Solution

The required spectral efficiency is

R_144Mbits/s_4b,t -
W e bits/s/H
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From Figure 9.6 we note that 16-ary QAM, with a theoretical spectral efficiency of
4 bits/s/Hz, requires a lower E,/N, than that of 16-ary PSK for the same Pp. Based
on these considerations we choose a 16-ary QAM modem.

With the available E,/N, given as 20, we use Equation (9.54) to calculate the ex-
pected bit error probability as

3 4 E.‘:) —
~ =0l [z =25 x107°
PB 4 Q ( 5 !\’0 10

Example 9.6 Spectral Efficiency

(a) Explain the computation of the QAM spectral efficiency in Example 9.5, consider-
ing that QAM is transmitted on orthogonal components of a carrier wave.

(b) Since the DSB bandwidth is 36 MHz in Example 9.5, consider using half that
amount at baseband to transmit the 144-Mbits/s data stream, using multilevel
PAM. What is the spectral efficiency needed to accomplish this, and how many
levels of PAM would be required? Assume Nyquist filtering.

Solution

(a) Bandpass channel using QAM: The 144-Mbits/s data stream is partitioned into a
72-Mbits/s in-phase and a 72-Mbits/s quadrature stream; one stream amplitude-
modulates the cosine component of a carrier over a bandwidth of 36 MHz, and the
other stream amplitude-modulates the sine component of the carrier wave over
the same 36-MHz bandwidth. Since each 72-Mbits/s stream modulates an orthogo-
nal component of the carrier, the 36 MHz suffices for both streams, or for the full
144 Mbits/s. Thus the spectral efficiency is (144 Mbits/s)/36 MHz = 4 bits/s/Hz.

(b) Required spectral efficiency at baseband

R 144 Mbits/s S
W ismmz o Pus/sy/Hz

Assuming Nyquist filtering, a bandwidth of 18 MHz can support a maximum
symbol rate of R, = 2W = 36 megasymbols/s [sec Equation (3.80)]. Each PAM
pulse must therefore have an €-bit meaning, such that

R={R,

Hence,

144 Mbits/s P I
36 megapulses/s = AT

where € =log, L, and L =16 levels.

9.9 MODULATION AND CODING FOR BANDLIMITED CHANNELS

The channel coding techniques of Chapters 6-8 have generally not been associated
with voice-grade telephone channels (although the first field test of sequential de-
coding of convolutional codes was on a telephone line). Recently, however, there
has been considerable interest in techniques that can provide coding gain fo
bandlimited channels. The motivation is to enable the reliable transmission ©
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higher data rates over voice-grade channels. The potential gain is about 3 bits/sym-
bol (for a given signal-to-noise ratio) [21] or, alternatively, a given error perfor-
mance could be achieved with a power savings of 9 dB [21].

The greatest interest is in the following three separate coding research areas:

1. Optimum signal constellation boundaries (choosing a closely packed signal
subset from any regular array or lattice of candidate points)

2. Higher-density lattice structures (adding improvement to the signal subset
choice by starting with the densest possible lattice for the space)

3. Trellis-coded modulation (combined modulation and coding techniques for
obtaining coding gain for bandlimited channels)

The first two areas are not “true” error control coding schemes. By “true error con-
trol coding” we refer to those techniques that employ some structured redundancy
to improve the error performance. Only the third technique, trellis-coded modula-
tion, involves redundancy. Each of these coding research areas and their expected
performance improvements are discussed below.

9.9.1 Commercial Telephone Modems

The use of efficient modulation techniques has traditionally been spearheaded by
the telecommunications industry, since the telephone company’s foremost resource
consists of sharply bandlimited voice-grade channels. The typical telephone chan-
nel is characterized by a high signal-to-noise ratio (SNR) of approximately 30 dB
and a bandwidth of approximately 3 kHz. Table 9.4 lists the evolution of leased-
line telephone modems, and Table 9.5 lists the evolution of dial-line telephone

modem standards.

TABLE 9.4 Evolution of Leased-Line Telephone Modems

Maximum Signaling Signaling
Bit Rate Rate Modulation Efficiency
Year Name (bits/s) (symbols/s) Technique (bits/symbol)
1962 Bell 201 2400 1200 4-PSK 2
1967 Milgo 4400/48 4800 1600 8-PSK 3
1971 Codex 9600C 9600 2400 16-QAM 4
1980 Paradyne MP14400 14,400 2400 64-QAM 6
1981 Codex SP14.4 14,400 2400 64-QAM 6
1984 Codex 2660 16,800 2400 Trellis-coded 7
256-QAM
1985 Codex 2680 19,200 2743 8-D Trellis-coded 7
160-QAM
9.9 Modulation and Coding for Bandlimited Channels 567




TABLE 9.5 Evolution of Dial-Line Telephone Modem Standards

Maximum Signaling Signaling
Bit Rate Rate Modulation Efficiency
Year Name (bits/s) (symbols/s) Technique (bits/symbol)
1984 V.32 9600 2400 2-D Trellis Coded 4
32-QAM
1991 V.32bis 14,400 2400 2-D Trellis Coded 6
128-QAM
1994 V.34 28,800 2400, 2743, 2800, 4-D Trellis Coded =~ 9
3000, 3200, 3429 960-QAM
1996 V.34 33,600 2400, 2743, 2800, 4-D Trellis Coded =10
. 3000, 3200, 3429 1664-QAM
1998 4.90 downstream: 56,000 8000 PCM* (M-PAM) 7
upstream: 33,600 asin V.34 asin V.34 =10
2000 V.92 downstream: 56,000 8000 PCM* (M-PAM) [
upstrean: 48,000 8000 Trellis Coded PCM* 6

#In the G.711 ITU-T Recommendation, PCM is the term used for M-ary PAM signaling.

9.9.2 Signal Constellation Boundaries

Several researchers [22-26] have examined large numbers of possible QAM signal
constellations in a search for designs that result in the best error performance for a
given average signal-to-noise ratio. Figure 9.17 illustrates some examples of symbol
constellations for M =4, 8, and 16 that have been considered [22]. The circular sets
are designated by the notation (a, b, . . .), where there are a quantity of a signals on
the inner circle, b signals on the next circle, and so on. In general, the constellation
rule, known as the Campopiano-Glazer construction rule [24], that yields optimum
signal set performance can be summarized as follows: From an infinite array of
points closely packed in a regular array or lattice, select a closely packed subset of
2¥ points as a signal constellation. In this case “optimum” means minimum average
or peak power for a given error probability. In a two-dimensional signal space the
optimum boundary surrounding an array of points tends toward a circle. Figure
9.18 illustrates examples of 64-ary (k = 6) and 128-ary (k =7) signal sets from a rec-
tangular array. The cross-shaped boundaries are a compromise to the optimum
circle. The k = 6 constellation was used in the Paradyne 14.4-kbits/s modem. Com-
pared with a square, the performance improvement resulting from a circular
boundary is only a modest 0.2 dB [21].

9.9.3 Higher-Demensional Signal Constellations

For any particular information rate and channel-noise process that is independent
and identically distributed in two dimensions, signaling in a two-dimensional $pace
can provide the same error performance with less average (or peak) power than
signaling in a one-dimensional pulse-amplitude (PAM) space. This is accomplismd
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Figure 9.17 M-ary symbol constellations. (Reprinted with permission from C. M. Thomas,
M. Y. Weidner, and S. H. Durrani, “Digital Amplitude-Phase Keying with M-ary Alphabets,”
IEEE Trans. Commun., vol. COM22, no. 2, Feb. 1974, Figs. 2 and 3, p. 170. © 1974 |[EEE.)

by choosing signaling points on a two-dimensional lattice from within a circular
rather than a rectangular boundary. In the same way, by going to a higher number,
N dimensions, and choosing points on an r-dimensional lattice from within an
N-sphere rather than an N-cube, further energy savings are possible [27-30]. The
goal of this constellation shaping is to make the required average energy of signal
points from the N-sphere less than that from the N-cube; such reduction in re-
quired energy for a given error performance is referred to as a shaping gain [16].
Table 9.6 gives the energy savings possible in N dimensions. As N goes to infinity,
the gain goes to 1.53 dB; it is not difficult to achieve shaping gain on the order of
1dB [16, 21].
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The channel is essentially two-dimensional, since symbols represented as
points on a two-dimensional plane are transmitted in quadrature fashion. Multidi-
mensional signaling is generally taken to mean signaling with two or more such
planes. For transmitting n bits/symbol with N-dimensionat (N even and greater
than 2) signaling, the incoming bits are grouped into blocks of nN/2. A mapping
must then be made that assigns data bits to 2"V? N-dimensional vectors that have
the least energy among all such vectors. A corresponding inverse mapping must be
made at the receiver.

Consider an example of mapping signals from a two-dimensional to a four-
dimensional space. We start with a two-dimensional M-ary constellation, such as
M-QAM with M = 16. Here the transmitted symbol, viewed as a point on a plane, is
represented by n = 4 bits (two 4-ary amplitudes, and two bits per amplitude). Each
symbol transmission consists of sending a vector from a space of 16 possible vec-
tors. With four-dimensional signaling, the transmitted symbol, viewed as two
points, one from each of two planes, is represented by 8 bits. Then, each (two-
point) transmission consists of sending a vector from a space of 16 x 16 = 256 vec-

TABLE 9.6 Energy Savings from N-Sphere Mapping
versus N-Cube Mapping (Shaping Gain)

Dimensions N-Sphere Mapping
(N) Gain (dB)
2 0.20
4 0.45
8 0.73
16 0.98
24 1.10
32 1.17
48 1.26
64 131

Source: G. D. Forney, Jr., et al., “Efficient Modulation for
Bandlimited Channels,” IEEE J. Sel. Areas Commun., vol.
SACZ, no. 5, September 1984, pp. 632-647.
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Figure 9.19 Four-dimensional system configuration.
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tors. In general, the source-data bits are grouped into blocks of nN/2. In this exam-
ple for four-dimensional signaling, we group the source-data bits into blocks of 8
bits (2 planes x n = 4 bits/plane). Such an 8-bit transmission can be viewed as a
mapping from a space of 2" two-dimensional vectors to a space of 2"V four-
dimensional vectors. For the four-dimensional system depicted in Figure 9.19, a
given source produces one of 256 four-dimensional vectors m; (i=1,2,...,256) by
grouping two 16-ary symbols (two planes) at a time and transmitting waveforms,
a;s(t), bys(t), ¢;5(0), d;s(f), where j=1, ..., 4 represents one of 4-ary amplitude val-
ues. These baseband or bandpass waveforms are transmitted on separate noninter-
fering channels. In each channel, the waveforms are distorted by independent
AWGN, and at the receiver they are demodulated with matched filters. We may
choose to transmit the N-dimensional signal in a number of ways:

1. Using four separate wires representing four baseband channels.

2. Using two bandpass channels, each with separately modulated inphase and
quadrature compomnents.

3. Using time- or frequency-division multiplexing to carry the baseband or
bandpass channels on a common transmission line.

4. Using orthogonal electromagnetic wave polarization.

Thus, if the Figure 9.19 example represents a radio system, we could follow method 2
above and modulate waveforms a;s(f), and b;s(f) in quadrature fashion onto a particu-
lar carrier wave, while modulating waveforms ¢;s(¢), and d;s(?) onto a second carrier
wave. Thus, during each 27 second interval, one would transmit four 4-ary numbers
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b

representing 8 bits or a vector from a 256-ary space. Further shaping gain can be
similarly achieved for the delivery of 16-ary symbols per plane with six-dimensiong]
signaling, where every 3T seconds, a 16-ary symbol from each of three planes is trang.
mitted. Thus, each six-dimensional signal constitutes three 16-ary values representing
12 bits or a point on a 4096-ary signal space. It is important to emphasize that it is not
the mere grouping of the 16-ary symbols that brings about the shaping gain. The gain
comes about because detection performed over a larger signal space can achieve g
given error performance with a smaller E,/N,. In the case of sending 16-ary symbols
with six-dimensional signaling, a 12-bit sequence is detected every 37 seconds (not 3
4-bit sequence every T seconds). Detection in a higher dimensional space entails
greater (signal-mapping) complexity. Compromises are generally used to simplify the
mapping complexity at the cost of some suboptimality in energy efficiency.

9.9.4 Higher-Density Lattice Structures

In Section 9.9.3, we discussed the selection of a closely packed subset of points from
any regular array or lattice. Here we consider the added improvement by starting
with the densest possible lattice in the space. In a two-dimensional signal space, the
densest lattice is the hexagonal lattice (try penny packing). The result of employing a
hexagonal lattice instead of a rectangular one, such as those shown in Figure 9.18, can
be a0.6-dB savings in average energy. Figure 9.20 illustrates some examples of hexag-
onal packing. The strange-looking k =4 constellation in Figure 9.20a was discovered
by Foschini et al. [26] and is still the best 16-ary constellation known. The k = 6 con-
stellation in Figure 9.20b was used in the Codex SP14.4 modem.

The hexagonal lattice is optimum for two dimensions. For higher dimensions
there are other lattice structures that provide the densest packing. Table 9.7 gives
the gain over the rectangular lattice, in decibels, due to the densest packings cur-
rently known for various dimensions.

9.9.5 Combined Gain: N-Sphere Mapping
and Dense Lattice

It is possible to combine the benefits of the Campopiano—Glazer boundary con-
struction in N dimensions with the gain from the densest lattice in N-space. The

k=6

R B Figure 9.20 Examples of M-ary
constellations using a hexagonal
(a) {b) array.
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TABLE 9.7 Energy Savings from Dense Lattices
versus the Rectangular Lattice

Dimensions Dense Lattice
(N) Gain (dB)

2 0.62

4 1.51

8 3.01
16 4.52
24 6.02
32 6.02
48 7.78
64 8.09

Source: G. D. Forney, Jr., et al., “Efficient Modulation for
Bandlimited Channels,” IEEE J. Sel. Areas Commun., vol.
SAC2, no. 5, September 1984, pp. 632-647.

resulting gain is a combination of N-sphere versus N-cube boundary gain of Table
9.6 and the lattice packing density gain of Table 9.7. The combined energy savings
are shown in Table 9.8.

TABLE 9.8 Combined Energy Savings
from N-Sphere Mapping and Dense Lattices

Dimensions Combined Savings
N) Gain (dB)
2 0.82
4 1.96
8 3.74
16 5.50
24 7.12
32 7.19
48 9.04
64 9.40

Source: G. D. Forney, Jr., et al., “Efficient Mod-
ulation for Bandlimited Channels,” IEEE J. Sel.
Areas Commun., vol. SAC2, no. 5, September
1984, pp. 632-647.

9.10 TRELLIS-CODED MODULATION

The error-correction codes described in Chapters 6-8, when used in real-time com-
munication systems, provide improvements in error performance at the cost of
bandwidth expansion. For both block codes and convolutional codes, transforming
each input data k-tuple into a larger output codeword n-tuple, requires additional
transmission bandwidth. Therefore, in the past, coding generally was not popular
for bandlimited channels such as telephone channels, where signal bandwidth ex-
pansion is not practical. Since about 1984, however, there has been active interest
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in combined modulation and coding schemes, called trellis-coded modulatioy,
(TCM)), that achieve error-performance improvements without expansion of signg)
bandwidth. TCM schemes use redundant nonbinary modulation in combinatiop
with a finite-state machine (the encoder). What is a finite-state machine, and what g
meant by its state? Finite-state machine is the general name given to a device that
has a memory of past signals; the adjective finite refers to the fact that there are
only a finite number of unique states that the machine can encounter. What is
meant by the state of a finite-state machine? In the most general sense, the state
consists of the smallest amount of information that, together with a current input to
the machine, can predict the output of the machine. The state provides some
knowledge of the past signaling events and the restricted set of possible outputs in
the future. A future state is restricted by the past state.

For each symbol interval, a TCM finite-state encoder selects one of a set of
waveforms, thereby generating a sequence of coded waveforms to be transmitted.
The noisy received signals are detected and decoded by a soft-decision maximum-
likelihood detector/decoder. In conventional systems involving modulation and
coding, it is common to separately describe and implement the detector and the de-
coder. With TCM systems, however, these functions must be treated jointly. Cod-
ing gain can be achieved without sacrificing data rate or without increasing either
bandwidth or power [6, 31]. At first, it may seem that this statement violates some
basic principle of power-bandwidth, error-probability trade-off. However, there is
still a trade-off involved, since TCM achieves coding gain at the expense of decoder
complexity.

Trellis-coded modulation combines a multilevel/phase modulation signaling
set with a trellis-coding scheme. The term “trellis-coding scheme” refers to any
code system that has memory (a finite state machine), such as a convolutional code.
Multilevel/phase signals have constellations involving multiple amplitudes, multi-
ple phases, or combinations of multiple amplitudes and multiple phases. In other
words, a TCM signal set is best represented by any signal set (greater than binary)
whose vector representations can be depicted on a plane, such as that shown in Fig-
ure 9.16a for QAM signals. A trellis-coding scheme is one that can be characterized
with a state-transition (trellis) diagram, similar to the trellis diagrams describing
convolutional codes. The convolutional codes presented in Chapter 7 are linear, al-
though trellis codes are not constrained to be linear. Coding gains can be realized
with block codes or trellis codes, but only trellis codes will be considered because
the availability of the Viterbi decoding algorithm makes trellis decoding simple and
efficient. Ungerboeck showed that in the presence of AWGN, TCM schemes can
yield net coding gains of about 3-dB relative to uncoded systems with relative ease,
while gains of about 6-dB can be achieved with greater complexity.

9.10.1 The Idea Behind Trellis-Coded Modulation

In TCM, channel coding and modulation are performed together; where one be-
gins and the other ends cannot be easily established. Can you speculate what id'eals
might have prompted the development of TCM? Perhaps it started with the notiol
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that “not all signal subsets (in a constellation) have equal distance properties.”
That is, for a nonorthogonal signal set, such as MPSK, antipodal signals have the
best distance properties for easily discriminating one signal from the other, while
nearest neighbor signals have relatively poor distance properties. It may be that the
initial idea of coded modulation came about by trying to exploit these differences.

A simple analogy might be helpful in understanding the overall goals in
TCM. Imagine that there is an all-knowing wizard at the transmitter. As the mes-
sage bits enter the system, the wizard recognizes that some of the bits are most vul-
nerable to the degradation effects of channel impairments; hence, they are assigned
modulation waveforms associated with the best distance properties. Similarly,
other bits are judged to be very robust, and hence, they are assigned waveforms
with poorer distance properties. Modulation and coding take place together. The
wizard is assigning waveforms to bits (modulation), but, the assignment is being
performed according to the criterion of better or worse distance properties (chan-
nel coding).

9.10.1.1 Increasing Signal Redundancy

TCM may be implemented with a convolutional encoder, wherein k current
bits and K — 1 prior bits are used to produce n =k + p code bits, where K is the en-
coder constraint length (see Chapter 7) and p is the number of parity bits. Notice
that encoding increases the signal set size from 2k 10 2k*P, Ungerboeck [31] investi-
gated the increase in channel capacity achievable by signal set expansion, and
concluded that most of the achievable coding gain over conventional uncoded mul-
tilevel modulation could be realized by expanding the uncoded signaling set by the
factor of two (p = 1). This can be accomplished by encoding with a rate k/(k + 1)
code and subsequently mapping groups of (k + 1) bits into the set of 2¢*! wave-
forms. Figure 9.21a illustrates an uncoded 4-ary PAM signal set, before and after
being rate 2/3 encoded into an 8-ary PAM signal set. Similarly, Figure 9.21b illus-
trates an uncoded 4-ary PSK (QPSK) signal set, before and after being rate 2/3
encoded into an 8-ary PSK signal set. Similarly, Figure 9.21c illustrates an uncoded
16-ary QAM signal set, before and after being rate 4/5 encoded into a 32-ary QAM
signal set. In each of the cases shown in Figure 9.21, the system is configured to
use the same average signal power before and after coding. Also, to provide
the needed redundancy for coding, the signaling set is increased from M=2to M
= 2k+1 Thus, M’ = 2M; however, the increase in the alphabet size does not result in
an increase in required bandwidth. Recall from Section 9.7.2 that the transmission
bandwidth of nonorthogonal signaling does not depend on the density of signaling
points in the constellation; it depends only on the rate of signaling. The expanded
signal set does result in a reduced distance between adjacent symbol points (for sig-
nal sets with a constant average power), as seen in Figure 9.21. In an uncoded sys-
tem, such a reduced distance degrades the error performance. However, because of
the redundancy introduced by the code, this reduced distance no longer plays a
critical role in determining the error performance. Instead, the free distance, which
is the minimum distance between members of the set of allowed code sequences,
determines the error performance. The free distance characterizes the “easiest
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Uncoded 4-ary PSK

Uncoded 16-ary GAM
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Rate 2/3 coded 8-ary PAM
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(b)

Rate 4/5 coded 32-ary QAM

Figure 9.21 Increase of signal set size for trellis-coded modulation.

way” for the decoder to make an error. (See Section 9.10.3.1.) Whenever there is a
code at work, the signaling space is not the proper place for examining the error-
performance advantage that coding can achieve. This is because the code is defined
by rules and constraints that are not visible in the signaling space. When two signals
are in close proximity in the signaling space of a coded system, their closeness may
not have much performance significance because the rules of the code may not
allow for the transitioning between two such vulnerable signal points. Where is the
proper place for evaluating allowed code sequences and distance properties? It is
the trellis diagram. Using this diagram, the objective of TCM is to assign wave-
forms to trellis transitions so as to increase the free distance between the wave-
forms that are the most likely to be confused.

9.10.2 TCM Encoding

9.10.2.1 Ungerboeck Partitioning

Assume that the receiver uses soft decision, so that the appropriate distance
metric is Euclidean. In order to maximize the free Euclidean distance (ED), the
code-to-signal mapping pioneered by Ungerboeck [31] follows from the successive
partitioning of a modulation-signal constellation into subsets having increasing
minimum distances d, < d, < d, . .. between the elements of the subsets. The con-
cept is illustrated in Figure 9.22 for the 8-PSK signal set. In Figure 9.22, the original
constellation of signals is labeled A,, and the individual signals are numbered se-
quentially from O to 7. If the average signal power (amplitude squared) is chosen
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Figure 9.22 Ungerboeck partitioning of an 8-PSK signal set.

equal to unity, then the distance d, between any two adjacent signals is seen to be
2 sin (7/8) = 0.765. The first level of partitioning results in subsets By and B, where
the distance between adjacent signals is d; = \/2. The next level of partitioning re-
sults in subsets C, to C;, where the distance between adjacent signals is dp = 2. The
construction of simple codes (up to eight states) can be determined heuristically.
First a suitable trellis structure is selected, which can be done without any particu-
lar encoder in mind. TCM is classified as a waveform-coding technique because in
order to describe the concept, only a suitable trellis and a set of modulation wave-
forms are required; it is not yet necessary to introduce bits. Waveforms from the
extended set of M’ = 26+ 1 waveforms are assigned to the trellis transitions so as to
maximize the free ED. In the treatment of convolutional coding in Chapter 7, the
encoder-trellis transitions (reflecting the behavior of an encoding circuit) were la-
beled with code bits. For TCM, the trellis transitions are labeled with modulation
waveforms. The uncoded 4-PSK waveform set will serve as a reference for the
8 PSK coded set. This reference set, as seen in Figure 9.23, has a trivial one-state
trellis diagram with four parallel transitions. This is a trivial trellis because a one-
state trellis means that the system has no memory. There are no constraints or re-
strictions as to which of the 4-PSK signals can be transmitted during any time
interval; hence, for this uncoded case, the optimum detector simply makes inde-
pendent, nearest-neighbor decisions for each noisy 4-PSK signal received.
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Figure 9.23 Uncoded 4-PSK and its one-state frellis diagram.

0

9.10.2.2 Mapping of Waveforms to Trellis Transitions

Ungerboeck devised a heuristic set of rules [31] for assigning trellis-transition
branches to waveforms so that coding gain is assured, given an adequate choice of
trellis states. The rules for forming the trellis structure and for partitioning the
waveform set (in the context of coded 8-ary PSK modulation) can be summarized
as follows:

1. If k bits are to be encoded per modulation interval, the trellis must allow for
2% possible transitions from each state to a successor state.

2. More than one transition may occur between pairs of states.

3. All waveforms should occur with equal frequency and with a fair amount of
regularity and symmetry.

4. Transitions originating from the same state are assigned waveforms either
from subset B, or B;—never a mixture between them.

5. Transitions joining into the same state are assigned waveforms either from
subset B, or Bj—never a mixture between them.

6. Parallel transitions are assigned waveforms either from subset C, or C; or G
or Cs;—never a mixture between them.

The rules guarantee that codes constructed in this way will have a regular structur®
and a free ED that will always exceed the minimum distance between signal points of
the uncoded reference modulation, Figure 9.24 illustrates a possible code-t0°
signal mapping, using a four-state trellis with parallel paths. The code-to-signal 85

signments are made by examining the partitioned signal space in Figure 9.22 in ¢of”
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Figure 9.24 Four-state trellis with parallel paths.

cert with the trellis diagram in Figure 9.24 and the rules listed above. Written on the
trellis transitions are the waveform numbers that have been assigned to those
transitions by following the partitioning rules. Notice that for 8-PSK, the waveform
assignments comply with rule 1: There are k + 1 =3 code bits and thus k =2 informa-
tion bits, and there are 22 =4 transitions into and out of each state. The waveform as-
signments comply with rule 6 because each parallel pair of transitions have been
assigned waveforms from subset Cy or C; or C, or C;. Also, the assignments comply
with rules 4 and 5, because the four branches leaving (or entering) a state have been
assigned waveforms from subset By or B;. In Figure 9.24, the states of the trellis have
been designated according to the waveform types that may appear on the transitions
leaving that state. Thus, we can refer to the states in terms of the signal subsets as the
C, C, state or the C, C; state, and so forth. Or, another possible designation in terms
of waveform numbers would be the 0426 state or the 1537 state, and so forth. In Fig-
ure 9.24, both designations are shown. This assignment of modulation waveforms to
trellis transitions by observing the set-partitioning rules concludes the specification
of the trellis encoder. Note that the final assignment of the code bits to the waveform
signals (codeword-to-transition mapping) can now be made in an arbitrary fashion.
Although you might think it surprising that bits can now be assigned to trellis transi-
tions and waveforms with impunity, recall that a circuit does not yet exist. Hence,
there are no bits, and the trellis transitions can mean anything that we choose for
them to mean. What are the consequences of such an arbitrary assignment? Different
codeword-to-transition choices will reflect upon the encoder design. Hence, if we are
lucky, designing the encoder circuit whose output bits correspond to the way that we
assigned them to state transitions will be easily accomplished. If however, we are not
lucky, such a circuit design will be difficult to accomplish. Some choices of codeword
assignments will give rise to simple encoder designs, while other choices may dictate
unwieldy designs.

The same trellis structure of Figure 9.24 will soon be examined in the context
of detection and decoding to verify that a coding gain is assured by the fact that
Ungerboeck’s rules have been followed during the encoding process.
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9.10.3 TCM Decoding

9.10.3.1 An Error Event and Free Distance

The task of a convolutional decoder is to estimate the path that the message
had traversed through the encoding trellis. If all input message sequences are
equally likely, a decoder that will achieve the minimum probability of error is one
that compares the conditional probabilities P(Z [U)—where Z is the received se-
quence of waveforms, and U™ is one of the possible transmitted sequences of
waveforms—and chooses the maximum. This decision-making criterion, known ag
maximum likelihood, is described in Section 7.3.1. Finding the sequence U™ which
maximizes P(Z|U™) is equivalent to finding the sequence U™ that has the great-
est similarity to Z. Since a maximum-likelihood decoder will choose the trellis path
whose corresponding sequence U™ is at the minimum distance to the received se-
quence Z, the maximum-likelihood problem is identical to the problem of finding
the shortest distance through the trellis diagram.

Because a convolutional code is a group (or linear) code, the set of distances
that must be examined is independent of which sequence is selected as a test se-
quence. Therefore, there is no loss in generality in selecting an all-zeros test se-
quence, which is shown as a dashed line in Figure 9.25. Assuming that the all-zeros
sequence is transmitted, an error event is identified as a divergence from the all-
zeros path followed by a remergence with the all-zeros path. Error events both
start and end in state g, and they do not return to state a anywhere in between.

————— Transmitted sequence U An error occurs when
received symbols are
closer in distance to
Vthanto U

Alternate sequence V

Figure 9.25 lllustration of an error event.
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Figure 9.25 illustrates an error event in a trellis code; that is, the figure illustrates a
transmitted all-zeros sequence marked U=..., U, U,, U;, ... and an alternate se-
quence marked V =...,V,, V,, V;, ... The alternate sequence is seen to diverge
and then remerge with the transmitted sequence. Assuming soft-decision decoding,
an error event occurs whenever the received symbols are closer in Euclidean dis-
tance to some alternate sequence V than to the actually transmitted sequence U.
This implies that codes for multilevel/phase signals should be designed to achieve
maximum free Euclidean distance (ED); the larger the Euclidean distance, the
lower the probability of error. Therefore, assigning waveforms to trellis transitions
at the encoder in a way that maximizes this free ED (see Section 9.10.2) is the key
to optimizing the trellis codes.

9.10.3.2 Coding Gain

Using soft-decision, maximum-likelihood decoding, and assuming unit aver-
age signal power and Gaussian noise with variance o? per dimension, a lower
bound on the error-event probability can be expressed in terms of the free distance
dy[32] as

P=0Q (j—(’;) (9.55)

where Q(-) is the complementary error function defined in Equation (3.43). The
term “error event” is used, rather than “bit-error,” because the error might entait
more than one flawed bit. At high signal-to-noise ratios (SNR), the bound in Equa-
tion (9.55) is asymptotically exact. The asymptotic coding gain G, in dB, compared
with some uncoded reference system with the same average signal power and noise
variance, is therefore expressed as a ratio of distances or distances squared, and we
write

d d?

ref ref
where dyand d,.; represent the free ED of the coded system and the free ED of an
uncoded reference system, respectively. Note that for high SNR and a given error
probability, Equation (9.56) yields the same result as the coding gain expressed in
Equation (6.19), which is rewritten as

E, E,
G(dB) <No >u (dB) (No )C (dB) (9.57)
where (E,/Ny), and (E,/Ny), represent the required E,/N, (given in dB) for the
uncoded system and the coded system, respectively. Keep in mind that the coding
gain expressed in Equation (9.56) provides the same information (at high SNR) as
the more familiar error-performance improvement expression in Equation (9.57).
Equation (9.56), in effect, summarizes the primary goal of TCM code construction.
It is to achieve a free distance that exceeds the minimum distance between un-
coded modulation signals (at the same information rate, bandwidth, and power).

9.10 Trellis-Coded Modulation 581




e,

9.10.3.3 Coding Gain for 8-PSK with a 4-State Trellis

We now calculate the coding gain for 8-PSK with the 4-state trellis that wag
designed by following the encoding rules in Section 9.10.2.2. The trellis in Figure
9.24 will now be examined in the context of a decoding procedure. First the a]l-
zeros sequence is chosen as the test vehicle. In other words, assume that the trans.-
mitter sent a sequence containing only copies of the waveform number 0. Tq
demonstrate the benefits of this TCM system (using the Viterbi decoding algo-
rithm), it must be shown that the easiest way for the coded system to make an error
is still more difficult than the easiest way for the uncoded system to make an error,
It is necessary to examine every possible divergence-from and remergence-to the
correct path (all-zeros sequence), and find the one with the minimum ED from the
correct path. First, look at the candidate error-event path in Figure 9.24 that s
shown darkened and labeled with waveform numbers 2, 1, 2. We compute the
squared distance from the all zeros path as the sum of the individual squared dis-
tances of waveform 2 from waveform 0, waveform 1 from waveform 0, and wave-
form 2 from waveform 0. The individual distances are taken from the partitioning
diagram of Figure 9.22, and the computation results in

d*=d?+di+d? =2+ 0585 +2=4585
or, (9.58)
d=%V4585=22

In Equation (9.58), Euclidean distance d is formed in the same way that a resultant
vector in a Euclidean space is constructed—that is, as the square root of the sum of
the squares of the individual components (distances). In Figure 9.24, there is a di-
vergence/remergence path that actually has a smaller ED than d = 2.2. Tt is the
darkened error event (labeled waveform 4) that results if the parallel path survives
(using Viterbi decoding), rather than the correct path associated with waveform 0.
One might ask: If the decoder chooses the parallel path,—that is, the successor
state is the same state in either case—is that really a serious error? If the parallel
path is incorrectly chosen (it is still a divergence/remergence path, even though it
occupies only one interval of time), then when we later introduce circuits and bits,
a surviving waveform 4 will yield an incorrect bit meaning. The distance of the
waveform 4 parallel path from waveform 0 is seen in Figure 9.22 to be d = 2. This
distance is smaller than that of any other potential error event (try them all to be
convinced); hence, the free ED for this coded system is dy= 2. The minimum ED
for the uncoded reference signal set in Figure 9.23 is d,.; = \/2. Equation (9.56) i
now used to compute the asymptotic gain as follows:

d?

ref
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9.10.4 Other Trellis Codes

9.10.4.1 Parallel Paths

The trellis diagram requires parallel paths whenever the number of states is less
than the size of the coded waveform set M’. Hence the 4-state trellis for 8-PSK re-
quires parallel paths. To understand why this is the case, we first state again rule 1
from Ungerboeck: If k bits are to be encoded per modulation interval, the trellis must
allow for 2* possible transitions from each state to a successor state. Each waveform
in the case of coded 8-PSK represents k + 1 =3 code bits or k=2 data bits. Hence, this
first rule calls for 2% = 22 = 4 transitions to each successor state. At first glance, the 4-
state trellis without parallel paths can meet this provision, since a fully connected trel-
lis (each state connected to each of the other succeeding states) complies. However,
try drawing a 4-state, fully connected trellis without parallel paths, and try meeting
the Ungerboeck rules 4 and 5 in the context of a coded 8-PSK system. It is not possi-
ble. Violating the rules will yield suboptimum results. In the next section, an 8-state
trellis for 8-PSK (the number of states is no longer less than M”) is shown, where all of
the partitioning rules can be observed without the need for parallel paths.

9.10.4.2 8-State Trellis

After experimentation with various trellis structures and channel-signal as-
signments, the 8-PSK code depicted in Figure 9.26 was chosen as optimum for eight
states [31]. The error-event path with minimum distance from the all-zeros path is
labeled with waveform numbers 6, 7, 6. Here, since there are no parallel paths to
limit the free ED, the squared free ED is d} = d} + dj + di = 4.585, where the dis-
tances dy and d; are ‘obtained from Figure 9.22. The asymptotic coding gain of the
8-state TCM system compared with the reference 4-PSK system is

G(dB) = 10 X log;q L fé + dDeoseasrsk _ 10 X logy, <@> = 36dB (9.60)
(dlret) uncoded 4-PSK 2

State

0426 o 0 o
1537 ® @
4062 ° °
5173 ° 6 °
2604 ® \ °
3715 ® / waveform *®
6240 number e
7351 ° ®

Figure 9.26 Eight-state trellis diagram for coded 8-PSK.
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Similarly, a 16-state trellis structure for the coded 8-PSK constellation can be
shown to yield a coding gain of 4.1 dB over uncoded 4-PSK [31]. For less than eight
states, further coding gain may be realized by introducing asymmetry into the
constellation of modulation signals [33].

9.10.4.3 Trellis Coding for QAM

. The set-partitioning technique can be applied to other types of modulation
waveforms. Consider the use of coded 16-QAM, with three information bits per
modulation interval, where uncoded 8-PSK is designated as the reference system,
For normalizing the 16-QAM space, we choose the average value of the signal-set
squared-amplitude equal to unity, resulting in dy = 2/\/1—0 Figure 9.27 illustrates a
partitioning of 16-QAM waveforms into subsets with increasing subset dis-
tances (dy < d; < d; < d3). An 8-state 16-QAM code system, obtained by using set-
partitioning similar to the procedure outlined earlier, is shown in Figure 9.28 [31],
The minimum-distance error-event path is labeled D4, Ds, D,. Despite the coding
gain that can be achieved with TCM schemes, potential phase ambiguities exist in
decoding the expanded signal space that can seriously degrade performance. Wei
[34] has applied the concepts of differential encoding to TCM techniques, so that
the resultant codes are transparent to signal element rotations of 90-, 180-, and
270-degrees.

In summary, trellis coding for bandlimited channels employs larger signal al-
phabets (i.e., M-ary PAM, PSK, or QAM) to accommodate the redundancy intro-
duced by coding, so that channel bandwidth is not increased. Even though an
increase in the modulation signal-set size reduces the minimum distance between
signals, the free ED between valid code sequences more than compensates for this
reduction. The result is a net coding gain of 3 to 6 dB, without any bandwidth
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e o o o
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Figure 9.27 Ungerboeck partitioning of 16-QAM signals.
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Figure 9.28 Eight-state trellis diagram for 16-QAM signaling.

expansion [6, 31]. In the following section, these ideas are further illustrated with
an example.

9.10.5 Trellis-Coded Modulation Example

The previous sections dealt with mapping waveforms to trellis transitions, without
regard to the final mapping of channel symbols (code bits or codewords) to the
trellis transitions. In this section, a TCM example is approached by first specifying
an encoder design. Once the encoder circuit is specified, a trellis diagram and the
assignment of codewords to trellis transitions are also specified (defined by the cir-
cuitry). Thus, in this example, when waveforms are assigned to trellis transitions
(and hence, to the underlying codewords), it will no longer be possible to arbitrar-
ily assign codewords to waveforms, as was done earlier when there was no encoder
circuit present.

Consider an encoder that uses a rate 2/3 convolutional code to transmit two
information bits per modulation interval. A candidate encoder is shown in Figure
9.29. The rate 2/3 encoding is accomplished by transmitting one bit from each pair
of bits in the input sequence unmodified, and encoding the other bit into two code
bits using a rate 1/2, constraint length K =3 encoder. As the figure shows, only
every other bit (my, m,, .. .) from the input sequence enters the shift register. One
might ask: How good can such a system be, since only 50% of the input bits are re-
ceiving the benefits of redundancy? Recall the analogy of the wizard who recog-
nizes that some bits are quite vulnerable and thus they are assigned modulation
waveforms with the best distance properties, while other bits are judged to be ro-
bust and are assigned waveforms with poorer distance properties. Modulation and
coding take place together; the seemingly “uncoded” bits will not be forgotten, but
will be receiving the benefits of the best waveform assignments. We emphasize that
the encoding and decoding of TCM take place primarily at the waveform level (our
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first description of TCM was devoid of any encoder circuit) as compared to tradi-
tional error-correction codes where encoding and decoding take place only at the
| bit level.

| The trellis diagram in Figure 9.30 describes the encoder circuit in Figure 9.29.
As in Chapter 7, the state names were chosen to correspond to the contents of the
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Figure 9.30 Trellis diagram for rate 2/3 code. I
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rightmost K — 1 =2 stages in the shift register. The parallel transitions on the trellis
of Figure 9.30 are due to the uncoded bits; an uncoded bit is represented as the left-
most bit on each trellis transition. Four transitions emerge from each state. For
each state, the two upper transitions stem from a pair of input information bits
(such as m; m, being 00 and 10, respectively); the two lower transitions stem from
the pair being 01 and 11, respectively. Figure 9.30 illustrates the same trellis struc-
ture as the trellis in Figure 9.24, except that each transition in Figure 9.30 is labeled
with its codeword designation. It is worth repeating that the encoder circuit deter-
mines which codewords appear on the trellis transitions; the system designer only
assigns waveforms to the transitions. Therefore, once there is a circuit (whose be-
havior is described by the trellis), any waveform assigned to a trellis transition au-
tomatically carries the codeword meaning corresponding to that transition.

Assume that the coded modulation is 8-ary pulse amplitude modulation
(8-PAM), as shown in Figure 9.31. Part (a) of the figure illustrates the coded signal
set, where the ED of each signal from the center of the signal space is shown in ar-
bitrary units that are equally spaced and symmetrical about zero. Figure 9.31b illus-
trates the 4-ary PAM reference set, with signal points and distances similarly
labeled. The important step in the encoder design is to assign the 8-ary PAM wave-
forms to the trellis transitions according to the Ungerboeck partitioning rules
shown in Figure 9.32. Observing these rules can lead to the same assignment of
waveform numbers to trellis transitions as seen in the trellis of Figure 9.24. These
waveform assignments, as well as the codewords assigned by the circuit, are shown
in Figure 9.30. The most disparate waveform pairs (with distance d, = 8) have been
assigned to the most vulnerable error events—the parallel transitions. Also, as di-
rected by the Ungerboeck rules, the next most distant (d; = 4) waveforms have
been assigned to transitions originating from or joining into the same state. For
easy reference, the codeword-to-waveform assignment (the result of waveforms
mapped to trellis transitions) is also shown in Figure 9.31a.

8-ary PAM signal set:

101 m 110 100 oo on 010 000 —— Codeword assignment
6 5 4 3 2 1 0 —— Waveform number
-7 -5 -3 -1 1 3 5 7 —— Euclidean distance

4-ary PAM signal set:

—— Waveform number

b
- -
w e O

—~— Euclidean distance
(b)
Figure 9.31 Coded 8-ary and uncoded 4-ary PAM signal sets.
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Figure 9.32 Ungerboeck partitioning of 8-PAM signals.

In Figure 9.24, the error event path labeled with waveform numbers 2, 1, 2,
is the minimum distance path for this 8-PAM example. The distance from the
all-zeros path is computed in the same way as was done in Equation (9.58). In this
example, taking the individual distances from Figure 9.32, the computation for d;
yields

B=d+di+d}=16+4+ 16 = 36
or, (9.61)

For this modulation type, one can easily verify that the parallel path (with
d = 8) is not the minimum distance error path (as it was for the 8-PSK case). Next,
for finding the 4-PAM reference distance, observe from the arbitrary metric used
in Figure 9.31b that d,; = 2. We can now compute the asymptotic coding gain for
this example by comparing the squared free ED of the coded system to that of the
reference system. But here it is necessary to insure that the distances in the coded
and uncoded systems are on an equal footing, meaning that the average power ‘0[
the signals in each set is the same. In the earlier 8-PSK example, the choice of a
unit circle for both the coded and uncoded systems meant that the average signal
power was the same for both sets. But that is not the case in this example. There-
fore, a modified version of Equation (9.56) for computing the asymptotic gai 15
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necessary to normalize the effect of unequal signal-set average power [35]. Thus,
we write

Af/Say )
d%ef/Stgv

where S, and §’,, represent average signal power in the coded set and in the refer-
ence set, respectively. Distance corresponds to a signal amplitude or voltage; thus,

distance squared corresponds to voltage squared, or power. The average signal
power of the signal constellation is then computed as

G(dB) = 10 X logyo ( (9.62)

_di+di+ e +dy

. - (963)

where d, is the Euclidean distance of the ith signal from the center of the space, and
M is the number of codeword symbols in that set. For the 3-PAM coded signal set,
illustrated in Figure 9.31a, use of Equation (9.63) yields S,, = 21. For the 4-ary
PAM reference signal set, illustrated in Figure 9.31b, use of Equation (9.63) yields
S =5.

Using Equation (9.62), the asymptotic coding gain for an 8-PAM coded
system with a 4-state trellis, is given by

36/21

G(dB) = 10 X logyy (m—> =33dB (9.64)

Larger coding gains can be achieved with an increased number of trellis states
(larger constraint length) at the expense of increased decoding complexity. For the
rate 2/3 coded 8-ary PAM example discussed here, a 256-state trellis yields a coding
gain of 5.83 dB, relative to an uncoded 4-ary PAM signal set [9]. There is only a
slight increase in complexity at the transmitter, due to the trellis coding. The de-
coding problem at the receiver is made more complex, but the use of large scale in-
tegrated (LSI) circuits and very high-speed integrated circuits (VHSIC) makes
these coding techniques extremely attractive for achieving significant coding gain
without bandwidth expansion.

9.10.6 Multi-Dimensional Trellis-Coded Modulation

It was pointed out in Section 9.9.3 that for a given data rate, signaling in a two-
dimensional space can provide the same error performance with less average
power than signaling in a one-dimensional PAM space. This is accomplished by
choosing signal points on a two dimensional lattice from within a circular-shaped
boundary rather than a rectangular-shaped one. By performing similar shaping at
higher dimensions, the potential energy savings approaches 1.53 dB as N ap-
proaches infinity. For practical systems, such multidimensional signaling can
achieve an energy savings, called the shaping gain, of approximately 1-dB over
one-dimensional signaling [21, 36, 37]. In the V.34 High-Speed Modem Standard,
16-dimensional QAM is specified, where the technique for mapping bits to higher-
dimensional signal-constellation points is called shell mapping, and can provide a

9.10 Trellis-Coded Modulation 589




I ———

b g —— -

e

shaping gain of 0.8 dB [16]. Using four-, eight-, or 16-dimensional signal conste]].
tions can have some advantages over the usual two-dimensional schemes. These
advantages include smaller, two-dimensional constellation building blocks, better
tolerance-to-phase ambiguities, and a better trade-off between coding gain ang
complexity. Wei [36] has presented and evaluated a number of such schemes. (For
readers who may be interested in reading further in the area of coded modulation,
particularly trellis-coded modulation, references [38-46] are recommended.)

9.11 CONCLUSION

In this chapter we have integrated some of the ideas in earlier Chapters dealing
with modulation and coding. We have reviewed the basic system design goals: to
maximize data rate while simultaneously minimizing error probability, bandwidth,
E, /Ny, and complexity. We examined the trade-offs heuristically on two perfor-
mance planes: the error probability plane and the bandwidth efficiency plane. The
former explicitly illustrates the Py versus £,/N, trade-offs while only implicitly dis-
playing the bandwidth expenditure. The latter explicitly illustrates the R/W versus
E,/N, trade-offs while only implicitly displaying the Py performance. We outlined
typical steps that need to be considered in meeting bandwidth power, and error-
performance requirements of a digital communication system, and we discussed
some of the basic constraints to improvement without limit. The Nyquist criterion
establishes that we cannot continue to reduce system bandwidth indefinitely. There
is a theoretical limitation; in order to transmit R, symbols/second without intersym-
bol interference, we must utilize a minimum of R,/2 hertz of bandwidth. The
Shannon-Hartley theorem relates to the power—-bandwidth trade-off and results in
another important limitation, the Shannon limit. The Shannon limit of —-1.6 dB is
the theoretical minimum amount of E,/N, that is necessary (in concert with chan-
nel coding) to achieve an arbitrarily low error probability over an AWGN channel.
The more general limitation is the channel capacity, above which there cannot be
error-free signaling. We have also examined some of the bandwidth-efficient
modulation schemes, such as minimum shift keying (MSK), quadrature amplitude
modulation (QAM), and trellis-coded modulation. The latter technique offers an
attractive way to obtain coding gain without paying the price of additional
bandwidth.
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PROBLEMS

9.1.

9.2,

9.3.

9.4.

9.5.

9.6.
9.7.

Consider a voice-grade telephone circuit with a bandwidth of 3 kHz. Assume that

the circuit can be modeled as an AWGN channel.

(a) What is the capacity of such a circuit if the SNR is 30 dB?

(b) What is the minimum SNR required for a data rate of 4800 bits/s on such a voice-
grade circuit?

(¢) Repeat part (b) for a data rate of 19,200 bits/s.

Consider that a 100-kbits/s data stream is to be transmitted on a voice-grade tele-
phone circuit (with a bandwidth of 3 kHz). Is it possible to approach error-free trans-
mission with a SNR of 10 dB? Justify your answer. If it is not possible, suggest
system modifications that might be made.

Consider a source that produces six messages with probabilities 1,1 8 & 4 and 2.
Determine the average information content in bits, of a message.

A given source alphabet consists of 300 words, of which 15 occur with probability
0.06 each and the remaining 285 words occur with probability 0.00035 each. If
1000 words are transmitted each second, what is the average rate of information
transmission?

(a) Find the average capacity in bits per second that would be required to transmit a
high-resolution black-and-white TV signal at the rate of 32 pictures per second if
each picture is made up of 2 x 10° picture elements and 16 different brightness
levels. All picture elements are assumed to be independent and all levels have
equal likelihood occurrence.

(b) For color TV, this system additionally provides for 64 different shades of color.
How much more system capacity is required for a color system compared to the
black and white system?

(¢) Find the required capacity if 100 of the possible brightness—color combinations
occur with a probability of 0.003 each, 300 of the combinations occur with a
probability of 0.001, and 624 of the combinations occur with a probability of
0.00064.

Prove that entropy is maximized when all source outputs have equal probability.

Compute the equivocation or message uncertainty in bits per character for a textual
transmission using 7-bit ASCII coding. Assume that each character is equally likely
and that the noise on the channel results in a bit error probability of 0.01.
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9.8.

9.9.

Suppose a binary noncoherent FSK link has a maximum data rate of 2.4 kbits/s with-
out ISI over a channel whose nominal bandwidth is 2.4 kHz. Suggest ways of increas-
ing the data rate under the following system constraints.

(a) The system is power limited.

(b) The system is bandwidth limited.

(¢) The system is both power and bandwidth limited.

Table P9.1 characterizes four different satellite-to-earth-terminal links. For each link
assume that the space loss is 196 dB, the margin is 0 dB, and there are no other incj-
dental losses. For each link, plot an operating point on the bandwidth efficiency
plane, R/W versus E,/Ny, and characterize the link according to one of the followin'g
descriptions: bandwidth limited, severely bandwidth limited, power limited, and
severely power limited. Justify your answers.

TABLE P9.1 Downlink Capacity for Four Satellite Links
Satellite Receive Terminal Maximum Data Rate
INTELSAT IV Large fixed 165 Mbits/s
EIRP =22.5 dBW antenna diameter =30 m
Bandwidth =36 MHz G/T=40.7dB/K
DSCS II Shipboard 100 kbits/s
EIRP =28 dBW antenna diameter =4 ft
Bandwidth = 50 MHz G/T=10dB/K
DSCSII Large fixed 72 Mbits/s
EIRP =28 dBW antenna diameter = 60 ft
Bandwidth = 50 MHz G/T=39dB/K
GAPSAT/MARISAT Aircraft 500 bits/s
EIRP =28 dBW antenna gain =0 dB
Bandwidth = 500 kHz G/T= -30dB/X

9.10.

1 9.11.

: 9.12

594

You are required to make modulation and error-correction code choices for a real-
time communication system operating over an AWGN channel with an available
bandwidth of 2400 Hz. The available E,/N, is 14 dB. The required data rate and bil-
error probability are 9600 bits/s and 1073, respectively. You are allowed to choose
one of two modulation types—either noncoherent orthogonal 8-FSK or 16-QAM
with matched filter detection. You are allowed to choose one of two codes—either
the (127, 92) BCH code or a rate } convolutional code that provides 5 dB of coding
gain at a bit-error probability of 10%. Assuming ideal filtering, verify that your
choices achieve the desired bandwidth- and error-performance requirements.

You are required to make the same kind of design choices of modulation and coding
as in Problem 9.10. The requirements and assumptions in this problem are the same
as in Problem 9.10, except that the available bandwidth is now increased to 40 kHz,
and the available E,/N, is now reduced to 7.3 dB. Verify that your choices achieve
the desired bandwidth-and error-performance requirements.

You are required to make the same kind of design choices as in Problem 9.10. The
requirements and assumptions in this problem are the same as in Problem 9.10, e¥-
cept that the AWGN channel now manifests deep fades lasting up to 100 ms in durd-
tion. The available bandwidth is now 3400 Hz, and the available E,/N, is now 1 0 dB.
In addition to making modulation and coding choices you are asked to select an in-
terleaver design (see Section 8.2) to combat the worst-case fading problem. You are
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9.13.

9.14.

9.15.

allowed to choose one of two types—either a 16 x 32 block interleaver or a 150 x 300

convolutional interleaver. Verify that your choices achieve the desired bandwidth-

and error-performance requirements, as well as providing the needed mitigation
against the longest fade duration.

(a) Consider a real-time communication system operating over an AWGN channel
that uses 8-PSK modulation with Gray coding. Select an error-correcting code
that provides a decoded bit-error probability of at most 1077 when the received
P./Nyis 70 dB-Hz, and the data rate is 1 Mbit/s. You are permitted to choose one
of the following codes: (24, 12) Extended Golay, or (127, 64) BCH, or (127, 36)
BCH. The input-output transfer functions for these codes appear in Figure 6.21.
To guide you in making a selection, consider that at Pz =107, the transfer func-
tions intercept the abscissa at the following points: the (24, 12) code intercepts at
3 x 1073, the (127, 64) code intercepts at 1.3 x 10, and the (127, 36) BCH code
intercepts at 3x 1072,

(b) The general appearance of the code transfer functions may have caused you to
form an initial judgement as to which code is the best choice for the stated design
requirements. Does your final choice agree with your initial guess? Do the re-
sults of part a) surprise you? Explain your results in the context of the two mech-
anisms at work when using error-correction coding in a real-time communication
system.

(¢) How much coding gain in decibels does your code choice in part a) provide?

Consider a real-time communication satellite system, operating over an AWGN

channel (disturbed by periodic fades). The overall link is described by the following

specifications from a mobile transmitter to a low-earth-orbit satellite receiver:

Data rate R = 9600 bits/s

Available bandwidth W =3000 Hz

Link margin M = 0 dB (see Section 5.6)

Carrier frequency f, =1.5 GHz

EIRP =6 dBW

Distance between transmitter and receiver d = 1000 km
Satellite receiver figure of merit G/T =30 dBI
Receiver antenna temperature T, =290 K

Line loss from the receiver antenna to the receiver, L =3 dB
Receiver noise figure F=10dB

Losses due to fading L;=20 dB

Other losses L, =6 dB

You are allowed to choose one of two modulation schemes—MPSK with Gray cod-
ing, or noncoherent orthogonal MFSK—such that the available bandwidth is not ex-
ceeded and power is conserved. For error-correction coding, you are to choose one
of the (127, k) BCH codes from Table 9.2 that provides the most redundancy, but
still meets the bandwidth constraints. Calculate the output decoded bit-error proba-
bility. How much coding gain, if any, characterizes your choices. Hint: Proceed by
calculating parameters in the following order, Ey/Ny, E/Ny, Pe(M), pe, Py When
using Equation (9.41) for computing decoded bit-error probability, a small E,/Ny ne-
cessitates using many terms in the summation. Hence, computer assistance is helpful
here.

You are required to provide a real-time communication system to support 9600 bits/s
with a required bit-error probability of at most 1075 within an available bandwidth of
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9.18.

9.19.

9.20.

l 596

9.16.

' 9.17.

2700 Hz. The predetection P,/N, is 54.8 dB-Hz. Choose one of two modulation
schemes—either MPSK with Gray coding or noncoherent orthogonal MFSK, such
that the available bandwidth is not exceeded and power is conserved. If error-correc-
tion coding is needed, choose the simplest (shortest) code in Table 9.3 that provides
the needed error performance, but does not exceed the available bandwidth. Verify
that your design choices result in meeting the requirements.

(a) For a fixed error probability, show that the relationship between alphabet size i1
and required average power for MPSK versus QAM can be expressed as

average power for MPSK 3M?
aveage power for QAM  2(M — 1)’

(b) Discuss the advantage of one type of signaling over the other.

Consider a telephone modem operating at 28.8 kbits/s that uses trellis-coded QAM

modulation.

(a) Calculate the bandwidth efficiency of such a modem, assuming that the usable
channel bandwidth is 3429 Hz.

(b) Assuming AWGN and an available E,/N, = 10 dB, calculate the theoretically
available capacity in the 3429-Hz bandwidth.

(¢) What is the required E,/N, that will enable a 3429-Hz bandwidth to have a
capacity of 28.8 kbits/s?

Figure 9.17 shows several 16-ary symbol constellations.

(a) For the (3, 11) circular constellations, compute the minimum radial distances r,
and 7, if the minimum distance between each symbol must be 1 unit.

(b) Compute the average signal power for the (5, 11) circular constellation, and com-
pare it to the average signal power for the 4 x 4 (M = 16) square constellation
(with the same minimum distance between symbols.)

(¢) Why might the square constellation be more practical?

Consider that the rate  trellis-coded system of Section 9.10.5 is used over a binary
symmetric channel (BSC). Assume that the initial encoder state is the 00 state. At
the output of the BSC, the sequence Z=(111001101011 rest all “07) is
received.

(a) Find the maximum likelihood path through the trellis diagram and determine the
first 6 decoded information bits. If a tie occurs between any two merged paths,
choose the upper branch entering the particular state.

(b) Determine if any channel bits in Z had been inverted by the channel during
transmission, and if so, identify them.

(¢) Explain how you would proceed with the problem if the channel were specified
as a Gaussian channel instead of a BSC.

Find the asymptotic cog.ﬁng gain for a 4-state trellis-coded modulation (TCM]
scheme. A code rate of 3 is achieved by using the encoder configuration shown 11
Figure 9.29, where 50% of the data bits are inputted to a rate ! convolutional en-
coder, and the remaining 50% are passed directly to the output. The coded modula-
tion is 8-PAM as seen in the upper part of Figure 9.31. Use a 4-PAM signal set with
amplitudes of -16, -1, +1, +16 to serve as the reference set. Does your answer appedr
to violate Shannon’s theorem that predicts a coding-gain limit of about 11-12 dB?
Would anyone ever use a reference set, such as the one proposed here? Perhaps the
notion of coding gain for combined modulation/coding schemes is slightly different
than that for coding alone. In this context explain your results.
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two modulation
nal MFSK, such
. If error-correc-
).3 that provides
mdwidth. Verify

alphabet size M
essed as

llis-coded QAM
¢ that the usable
the theoretically

width to have a

idial distances ry
1nit.

llation, and com-
are constellation

ed over a binary
the 00 state. At
1 rest all “0”) is

nd determine the
0 merged paths,

: channel during

el were specified

dulation (TCM)
aration shown in
.onvolutional en-
e coded modula-
M signal set with
ur answer appear
about 11-12 dB?
ere? Perhaps the
slightly different

Offs Chap. 9

9.21.

Find the asymptotic coding gain for an 8-state trellis-coded modulation scheme hav-
ing the following features. The coded modulation is 8-PSK, and the uncoded refer-
ence is 4-PSK. The trellis structure is formed from time f; to time f, ., in the
following way: Number the states (from top to bottom) with the arbitrary designa-
tions 1-8. Then, connect each of the states 1, 3, 5, and 7 at time 1 to states 1-4 at
time £, ,. Similarly, connect each of the states 2, 4, 6, and 8, at time 1, to states 5-8,
at time ¢, , ;. Next, draw three sections (time intervals) of the trellis structure. Then,
make waveform assignments to branches, and search for the shortest error path.

QUESTIONS

9.1.

9.2.

9.3.

9.4.

9.5.

9.6

9.7
9.8

9.9

9.10.

Why do binary and 4-ary orthogonal frequency shift keying (4-FSK) manifest the
same bandwidth-efficiency relationship? (See Section 9.5.1.)

For MPSK modulation, bandwidth efficiency increases with higher-dimensional sig-
naling, but for MFSK, it decreases. Explain why this is the case. (See Sections 9.7.2
and 9.7.3.)

Consider the assortment of signaling elements that flow through a typical system,
and describe the subtle energy and rate transformations among them: from data-bits
to channel-bits to symbols to chips. (See Section 9.7.7.)

The steep decrease in MSK spectral sidelopes in Figure 9.15 illustrates why MSK is
considered to be more spectrally efficient then QPSK. How do you explain then that
the QPSK spectrum has a narrower mainlobe than the MSK spectrum? (See Section
9.8.2.)

In Chapter 4, we presented binary phase shift keying (BPSK) and quaternary phase
shift keying (QPSK) as manifesting the same bit-error-probability relationship. (See
Section 4.8.4.) Does the same hold true for M-ary pulse amplitude modulation
(M-PAM) and M?-ary quadrature amplitude modulation (M*-QAM); that is, do
these schemes also manifest the same bit-error probability? (See Section 9.8.3.1.)
Although trellis-coded modulation schemes do not require additional bandwidth or
power, their use still involves a trade-off. What is the cost of achieving coding gain
with TCM? (See Section 9.10.)

What is meant by the state of a finite-state machine? (See Section 9.10.)

When using TCM, how much waveform redundancy is sufficient to realize the bene-
fits of coding (improved error performance or increased capacity)? (See Section
9.10.1.1)

For TCM schemes, define what is meant by asymptotic coding gain, and from that
definition, explain what goals one should strive for in the construction of TCM
codes. (See Section 9.10.3.2.)

In a TCM trellis diagram, when are parallel paths required in order to comply with
the Ungerboeck partitioning rules? What is the result of violating the rules? (See
Section 9.10.4.1.)

EXERCISES

Using the Companion CD, run the exercises associated with Chapter 9.

Exercises
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10.1 INTRODUCTION

10.1.1 Synchronization Defined

In almost every discussion of receiver or demodulator performance, some level of
signal synchronization is assumed, although this assumption is often not explicitly
stated. For example, in the case of coherent phase demodulation (PSK), the re-
ceiver is assumed to be able to generate reference signals whose phases are identi-
cal (except perhaps for a constant offset) to those of the signaling alphabet at the
transmitter. These reference signals are compared with the incoming signals in the
process of making maximum-likelihood symbol decisions.

In order to be able to generate these reference signals, the receiver has to be
in synchronization with the received carrier. This means that there has to be phase
concurrence between the incoming carrier and a replica of it in the receiver. In
other words, if there were no information modulated on the incoming carrier, the
incoming carrier and the replica in the receiver would pass through zero simultane-
ously. This is what is known as being in phase lock and is a condition that must be
closely approximated if coherently modulated signals are going to be accurately de-
modulated at the receiver. Being in phase lock means that the receiver’s local oscil-
lator is synchronized in both frequency and phase with the received signal. If the
information-bearing signal is not modulated directly on the carrier but indirectly
through the use of a subcarrier, both the phase of the carrier and that of the subcar-
rier must be determined. If the carrier and subcarrier are not kept in phase syn-
chronism by the transmitter (they typically are not), this will require the generation
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of a replica of the subcarrier by the receiver, where the phase of the subcarriey
replica is controlled separately from that of the carrier replica. This will enable the
receiver to achieve phase lock on both the carrier and subcarrier.

It is also assumed that the receiver has accurate knowledge of when an ip.
coming symbol started and when it is over. This knowledge is required in order to
know the proper symbol integration interval—the interval over which energy is in-
tegrated prior to making symbol decisions. Clearly if the receiver integrates over an
interval of an inappropriate length, or over an interval that spans two symbols, the
ability to make accurate symbol decisions will be degraded.

It can be seen that symbol synchronization and phase synchronization are
similar in that they both involve producing in the receiver a replica of a portion of
the transmitted signal. For phase synchronization, it was an accurate replica of the
carrier. For symbol synchronization, it is a square wave at the symbol transition
rate. The receiver must, in effect, be able to produce a square wave that will transi-
tion through zero simultaneously with the incoming signal’s transitions between
symbols. A receiver that is able to do this can be said to have symbol synchroniza-
tion, or to be in symbol lock. Since there are typically a very large number of car-
rier cycles per symbol period, this second level of synchronization is much coarser
than phase synchronization and is usually done with different circuitry than that
used for phase synchronization.

In many communication systems an even higher level of synchronization is
required. This is usually called frame synchronization. Frame synchronization is re-
quired when the information is organized in blocks, or messages of some uniform
number of symbols. This will occur, for example, if a block code is used for forward
error control, or if the communications channel is being time-shared, on a regular
basis, by several users (TDMA). In the case of block coding, the decoder needs to
know the location of boundaries between code words in order to decode the mes-
sage correctly. In the case of a time-shared channel, it is necessary to know where
the location of boundaries between channel users are, in order to route the infor-
mation appropriately. Similar to symbol synchronization, frame synchronization is
equivalent to being able to generate a square wave at the frame rate, with the zero
crossings coincident with the transitions from one frame to the next.

Most digital communications systems using coherent modulation require all
three levels of synchronization: phase, symbol, and frame. Systems using noncoher-
ent modulation techniques will typically require symbol and frame synchronization,
but since the modulation is not coherent, accurate phase lock is not required. In-
stead, noncoherent systems require frequency synchronization. Frequency synchro-
nization differs from phase synchronization in that the replica of the carrier that is
generated by the receiver is allowed to have an arbitrary constant phase offset from
the received carrier. Receiver designs can be simplified by removing the require-
ment to determine the exact value of the incoming carrier phase. Unfortunately, a5
is shown in the discussion of modulation techniques, this simplification carries 2
penalty in terms of degraded performance versus signal-to-noise ratio. The relative
trade-offs of synchronization levels versus performance and system versatility are
discussed further in the next section.
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All of the discussion thus far had been oriented toward the receiving end of a
communication link. There are instances, however, when the transmitter assumes
the more active role in synchronization—by varying the timing and frequency of its
transmissions to correspond to the expectations of the receiver. An example of this
situation is a satellite communication network, where many terrestrial terminals
are beaming signals toward a single satellite receiver. In most of these cases the
transmitter relies on a return path from the receiver to determine the accuracy
of its synchronization. Thus, transmitter synchronization often implies two-way
communications or a network in order to be successful. Thus, transmitter synchro-
nization is often called network synchronization. Transmitter or network syn-
chronization is discussed later in this chapter.

10.1.2 Costs versus Benefits

There is a cost associated with the need for receiver synchronization. Each addi-
tional level of synchronization implies more cost. The most obvious cost is in the
need for additional hardware or software in the receiver for acquisition and track-
ing. Possibly less obvious costs lie in the extra time required to achieve synchro-
nization before commencing communications, or in the energy expended by the
transmitter on signals to be used at the receiver as acquisition or tracking aids. In
the face of these costs to the system, one might question why a communications
system designer would consider a system design requiring a high degree of synchro-
nization. The answer: improved performance and versatility.

Consider a standard commercial analog AM radio. This radio may be consid-
ered part of a broadcast communication system involving a central transmitter and
many receivers. This communication system involves no synchronization. How-
ever, the receiver passband must be wide enough to accommodate not only the
information-bearing signal, but also any fluctuations in the carrier, due perhaps to
Doppler shift* or drift in the transmitter’s frequency reference. This requirement
in the receiver passband means that additional noise energy is passed to the de-
tector, over and above the amount theoretically required by the bandwidth of the
information. A somewhat more complicated receiver that employs a carrier
frequency tracking loop would be able to keep a narrow passband filter centered
about the carrier, thereby substantially reducing the detected noise energy and im-
proving the received signal-to-noise ratio. Thus, although a standard radio may be
perfectly adequate for reception of signals from large transmitters a few tens of
kilometers distant, it may prove totally inadequate under less benign conditions.

For digital communications, examples of the trade-off between performance
and receiver complexity are often seen in the choice of modulation. Among the

*An offset in frequency as perceived by a receiver, from the nominally transmitted frequency
caused by relative motion of the transmitter and receiver. Ignoring second- and higher-order effects the
value of the frequency offset, Af, is given by Vfy/c, where V is the relative velocity (positive when the rel-
ative distance between transmitter and receiver is being reduced), f; the nominal frequency and ¢ the
speed of light.
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simplest digital receivers are those designed to be used with noncoherently de-
tected binary FSK. The only synchronization requirements are bit timing and fre-
quency tracking. however, the same bit error probability could be achieved with
approximately 4 dB less signal-to-noise ratio if the modulation is coherent BPSK,
The disadvantage of BPSK is that the receiver requires accurate phase tracking,
which can present a complex design problem if the signals experience high Doppler
rates** or fading. (See Chapter 15.)

A third cost-versus-performance trade-off involves the use of error-control
coding. As was established in earlier chapters, there are substantial performance
advantages in the use of appropriate error-control coding techniques. The cost,
however, measured in receiver complexity, can be high. For a block decoder to op-
erate properly requires the receiver to achieve block, message, or frame synchro-
nism. This is a procedure over and above the usual decoding procedure, although
some error-correcting codes have been designed with block synchronization aids
built in [1]. Convolutional codes also require some degree of additional synchro-
nization in order to provide optimum performance. Although the performance
analysis of convolutional codes often makes the assumption that the input data se-
quence is infinitely long, in practice it is not. In order to provide the minimum error
probability, the decoder must know the beginning state (usually all zeros) when the
data sequence will begin, the eventual ending state, and when the ending state is to
be reached. Knowing when the beginning state was left and when the ending state
is to be reached, however, is equivalent to having frame synchronization. In addi-
tion, the decoder will have to know how to group the channel symbols in order to
make branch decisions. This is also a synchronization requirement.

The trade-offs discussed thus far have been in terms of the performance ver-
sus complexity of individual links and receivers. The ability to synchronize has a
large potential consequence in terms of system efficiency and versatility as well.
Frame synchronization allows the use of advanced, versatile, multiple-access tech-
niques, such as the variety of demand-assignment-multiple-access (DAMA)
schemes, which have become increasingly popular as communication channel re-
sources become increasingly scarce. In addition, the use of spread-spectrum tech-
niques—both as multiple access schemes and for interference rejection—requires a
high level of system synchronization. (Spread-spectrum techniques are treated in
Chapter 12.) It will be seen that these techniques provide the potential for a great
deal of system versatility, which is a very valuable feature if the system encounters
changing or unstable conditions, such as the effects of intentional and unintentional
interference from external sources.

10.1.3 Approach and Assumptions
There have been at least two substantial developments in the general area of syn-

chronization since the first edition of this text. One has been the emergence, and
then near total dominance, of signal processing (including synchronizers) by san-

*#The rate of change of the Doppler shift. This rate sets requirements on the tracking ability of
the phase tracking loop.
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pled data techniques. The other has been the publication of several book-length
treatments of synchronization [2-4]. This single chapter will not attempl the treat-
ment of a full-length text. The goal here is to provide a broad intuitive understand-
ing of the issues, rather than attempt to describe a catalog of synchronizer-design
methods. Thus, we will generally follow a traditional analog development knowing
that these principles apply equally well to sampled-data systems, even if the imple-
mentation of the synchronizers differ. Phase-locked-loops are commercially avail-
able as relatively small gate-count chips, or as one part of a larger signal-processing
device. Tt is assumed that the reader interested in modern design implementations
will be able to make the reasonable straightforward transition from the principles
presented here to the basic sampled data representations.

10.2 RECEIVER SYNCHRONIZATION

All digital communication systems require some degree of synchronization to in-
coming signals by the receivers. In this section the fundamentals of the various lev-
els of receiver synchronization are discussed. The discussion begins with the basic
levels of synchronization required for coherent reception—frequency and phase
synchronization—and a brief discussion of the principles of phase-locked-loop
(PLL) operation and design. The discussion then broadens into the topic of symbol
synchronization. Some degree of symbol synchronization is required for all digital
communications reception, either coherent or noncoherent. The final topics in the
section are receiver frame synchronization and techniques for achieving and main-

taining it.
10.2.1 Frequency and Phase Synchronization

At the heart of nearly all synchronization circuits is some version of a phase-
locked-loop (PLL). In modern digital receivers this loop may be difficult to recog-
nize, but the functional equivalent is essentially always present. A schematic
diagram of the basic PLL is given in Figure 10.1. Phase-locked loops are servo-
control loops, whose controlled parameter is the phase of a locally generated
replica of the incoming carrier signal. Phase-locked loops have three basic compo-
nents: a phase detector, a loop filter, and a voltage-controlled oscillator (VCO).
The phase detector is a device that produces a measure of the difference in phase
between an incoming signal and the local replica. As the incoming signal and the
local replica change with respect to each other, the phase difference (or phase
error) becomes a time-varying signal into the loop filter. The loop filter governs the
PLL’s response to these variations in the error signal. A well-designed loop should
be able to track changes in the incoming signal’s phase but not be overly responsive
to receiver noise. The VCO is the device that produces the carrier replica. The
VCO, as the name implies, is a sinusoidal oscillator whose frequency is controlled
by a voltage level at the device input. In Figure 10.1, the phase detector is shown as
a multiplier, the loop filter is described by its impulse response function f(t), with
Fourier transform F(w), and the VCO is so indicated.
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Voltage-controled  Figure 10.1 Schematic of the
oscillator basic phase-locked loop.

A VCO is an oscillator whose output frequency is a linear function of its
input voltage over some range of input and output. A positive input voltage will
cause the VCO output frequency to be greater than its uncontrolled value, wy,
while a negative voltage will cause it to be less. Phase lock is achieved by feeding a
filtered version of the phase difference (i.e., the phase error) between the incoming
signal r(f) and the output of the VCO, x(r), back to the input of the VCO, y(f).

In the case of modern digital receivers, the error detector may be mathemati-
cally much more complicated than the simple multiplier shown in Figure 10.1. For
example, the error detector might be a set of matched-filter correlators, each
matched to a slightly different phase offset feeding a weighting or decision func-
tion. The output of the weighting function would be the phase error estimate. Such
a function might be mathematically very complex, but it would be easily approxi-
mated using modern digital technology. The VCO may not appear to be a sinus-
oidal oscillator, but it may be implemented as a read-only memory whose pointers
are controlled by a combination of a clock and the output of the error estimator.
The feedback path may not be continuous (as shown in Figure 10.1), but phase cor-
rections may only be applied once per frame, or once per packet, depending on the
signal structure. A special header or known sequence of symbols may be inserted
into the information stream for the expressed purpose of aiding the estimation
process. These obvious differences notwithstanding, the basic principles are still
illuminated with the simple model of Figure 10.1.

Consider a normalized input signal of the form

r(t) = cos [wgt + 6(2)] (10.1)

where w, is the nominal carrier frequency and 6(¢) is a slowly varying phase. Simi-
Jarly, consider a normalized VCO output of the form

x(1) = —2sin [wgt + 6(1)] (10.2)

These signals will produce an output error signal at the phase detector output of
the form

e(t) = x(0)r(e) = 2sin [wt + 8(¢)] cos [wot + O(1)] (103)

= sin [8(r) — 0()] + sin [2w5¢ + 6(f) + 6(¢)]
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Assuming that the loop filter is low pass, the second term on the right hand side of
Equation (10.3) will be filtered out and can be ignored. This low-pass assumption is
a reasonable loop design decision. A low-pass filter provides an error signal that is
solely a function of the difference in phases between the input [Equation (10.1)]
and the VCO output [Equation (10.2)]. This is exactly the error signal that is
needed. The VCO output frequency is the time derivative of the argument of the
sine function in Equation (10.2). If we make the assumption that w, is the uncon-
trolled frequency of the VCO (the output frequency when the input voltage is
zero), we can express the difference in the VCO output frequency from w, as the
time differential of the phase term 8(¢). The output frequency of the VCO is a
linear function of the input voltage. Therefore, since an input voltage of zero
produces an output frequency of w,, the difference in the output frequency from w,
will be proportional to the value of the input voltage y(t), or

Aolt) = 2-3(0)] = Koy (1)
= Kye()+f(0) (10.4)

~ Ko [6(r) — 0(z) ] f(t)

where Aw(¢) denotes the frequency difference, the notation * indicates the convolu-
tion operation (see Appendix A), and the small-angle approximation [ie., e(t) =
sin [0(¢) — 6 (£)] = 6(r) — 8(r)] has been used in the last line of Equation (10. 4) The
small-angle approximation will be accurate when the output phase error is small
(the loop is close to phase lock). This will be the situation when the loop is operat-
ing normally. The factor K| is the gain of the VCO, and f{r) is the loop-filter im-
pulse response. This linear differential equation in 6(r) (utilizing the small-angle
approximation) is known as the linearized loop equation. It is the single most
useful relationship in determining loop behavior during normal operation (where
the phase error is small).

Example 10.1 Linearized Loop Equation

Show that for appropriately chosen K, and f{¢) the linearized loop equation [Equation
(10.4)] demonstrates a tendency toward phase lock—that is, the phase difference
between the incoming signal and the VCO output tends to decrease.

Solution

Consider the case where the phase of the input signal, 6(¢), is slowly varying with time.
It can be seen that if the phase difference on the right-hand side of Equation (10.4) is
positive [i.e., 8(2) > 8(1)], then by appropriate choice of K and f{f), the time derivative
of B(r) will be positive, so that 8(¢) will increase with time, which will tend to reduce
the magnitude of the difference | 8(¢) - 8(¢) |. On the other hand, if the phase differ-

ence is negative, 0(¢) will decrease with time, which will also reduce the magnitude of
the phase difference. Finally, if 6(¢) = 8(¢), then Equation (10.4) indicates that B(e) will
not change with time, and the equality will be maintained.

Consider the Fourier transform of Equation (10.4),

j08(w) = Ky [0(0) — B(w)]F () (10.5)
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where the capitalized functions of w are the Fourier transforms of the lowercase
functions of ¢ in Equation (10.4). That is, 8(w) < 0(¢), O(w) <> 6(f), and Flw) «
f(¥). Reorganizing Equation (10.5) provides

G KoF (o)

Ow) o+ KF@) ) (106)
The term H(w) is known as the closed-loop transfer function of the PLL. This term ig
very useful in characterizing the transient response of a PLL. The order of a PLL s
defined to be the order of the highest-order term in jo in the denominator of H(w),
Equation (10.6) indicates that this is always one more than the order of the loop filter
F(w). This is because when F(w) is expressed analytically as F(w) = N(w)/D(w), the
denominator of H(w) when expressed as a polynomial in jo will have the term
joD(w), which must have a term in jw that is one order higher than the highest-order
term in D(w) alone. The order of a PLL is critical for determining the loop’s steady-
state response to a steady-state input. This is discussed in the next section.

10.2.1.1 Steady-State Tracking Characteristics

By reorganizing Equation (10.6), we can obtain an expression for the Fourier
transform of the phase error:

E(w) = F{e(t)}
= 0(w) — Ow)
= [1 ~ H(w)]0(w)
_ JjoO(w)
" jo + KyF(w) (107)

Equation (10.7) can be used in conjunction with the final value theorem of Fourier
transforms to determine the steady-state error response of a loop to a variety of
possible input characteristics. The steady-state error is the residual error after all
transients have died away, and thus provides a measure of a loop’s ability to cope
with various types of changes in the input. The final value theorem states that

lim e(r) = lim joE(o) (10.8)
t—%0 jo—>

Combining Equations (10.7) and (10.8) yields

= N2
tli)n; e(t) = ]_1390 % (10.9)
Example 10.2 Response to a Phase Step
Consider a loop’s steady-state response to a phase step at the loop input.
Solution

Assuming that the PLL was originally in phase lock, a phase step will throw the 100P
out of lock. Having abruptly changed, however, the input phase again becomes stable-
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This should be the easiest type of phase disturbance for a PLL to deal with. The
Fourier transform of a phase step will be taken to be

0(w) = F{Ad u(r)}
=0

jo

(10.10)

where A¢ is the magnitude of the step and u(¢) is the unit step function

t(t)—{l fort >0
; 0 fort <0

= f_;a(T) dr

in which 3(7) is the Dirac delta function. From Equation (10.9) and (10.10),

lim e(r) = lim —320%___

(> jo—s0 fio 4+ KyF(w)
assuming that F(0) # 0. Thus the loop will eventually track out any phase step that
appears at the input if the loop filter has a nonzero dc response. This means that for
any loop filter with the property that F(w) = N(w)/D(w) and N(0) = 0, the PLL will
automatically tend to recover phase lock if the input is displaced by a constant phase.
This is clearly a very desirable loop characteristic.

Example 10.3 Response to a Frequency Step

Next, consider a loop’s steady-state response to a frequency step at the input.

Solution

A frequency step can approximate the effect of a Doppler shift in the incoming signal
frequency due to relative motion between the transmitter and the receiver. Thus, this
is an important example for systems with mobile terminals. Since phase is the integral
of frequency, the input phase will change linearly as a function of time for a constant
input-frequency offset. The Fourier transform of the phase characteristic will be the
transform of the integral of the frequency characteristic. Since the frequency charac-
teristic is a step, and the transform of an integral is the transform of the integrand
divided by the parameter jo, it follows that

Aw
(jo)®
where Aw is the magnitude of the frequency step. Substituting Equation (10.11) into
Equation (10.9) yields

O(w) = (10.11)

lim e(r) = 1i = o

= 10.12
S ot jo + KoF(@) Ko F(0) (1012)

The steady-state result in this case depends on more properties of the loop filter than
merely a nonzero dc response. If the filter is “all-pass,” then

Fp(w) =1 (10.13)

If it is low-pass, then
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F =
w(©) = T o (10.14)
orif it is a lead-lag, then
_ (o Jo + wy
Fo(w) = <m2> I.—'——_m o (10.15)

Equation (10.12) indicates that the loop will track the input phase ramp with a con-
stant steady-state error whose value will depend on the gain term K, and the magni-
tude of the frequency step. Using any of F,(w), F, p(0), o Fee(w) for F(w) in Equation
(10.12) yields
. Aw
20T,

Notice that a product of several filters with filter characteristics of the form of Equa-
tion (10.13), (10.14), or (10.15) would still produce this result. This steady-state error
which is called the velocity error, will exist regardless of the order of the filter, unless
the denominator of F(w), contains jw as a factor [w; =0 in the denominator of Equa-
tion (10.14) or (10.15) with the appropriate renormalization in the numerators]. Hav-
ing jo as a factor of D(w) is equivalent to having a perfect integrator in the loop filter.
It is not possible to build a perfect integrator, but one may be closely approximated ei-
ther digitally or by using active integrated circuits [5]. Thus if the system design re-
quires the tracking of Doppler shifts with zero steady-state error the loop filter design
must contain an approximation to a perfect integrator. It should be noted that even
with a nonzero velocity error, the frequency is still being tracked: there are important
applications where tracking to zero phase error is not important. Noncoherent signal-
ing, such as the standard use of FSK modulation, is an example. For noncoherent sig-
naling it is actually frequency tracking that is required, and the absolute value of phase
is unimportant.

Example 10.4 Response to a Frequency Ramp

608

Consider a loop’s steady state response when the input frequency is changing linearly
with time (a frequency ramp function).

Solution

This example corresponds to the effect of a step change in the time derivative of the
input frequency. This would approximate a change in the Doppler rate, which could
model acceleration in the motion between a satellite or an aircraft and a ground
receiver. In this case, the Fourier transform of the phase characteristic is given by
Aw
o) =-"T—7 (10.16)
(jw)

where @ is the magnitude of the rate of frequency change. In this case, Equation (10.9)
yields

(1017)

i P Aofjo Ao
fl{%e( )= julsr—I}OjUJ + KyF(w) B iulrgofwKnF{w)

If the loop has a nonzero velocity error—that is, if the right-hand side of Equation
(10.12) is not equal to zero—Equation (10.17) shows the steady-state phase error to be
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unbounded due to a frequency ramp. This says that a PLL with loop filters given by
any of Equations (10.13) to (10.15) will not be able to track a frequency ramp. In order
to track a frequency ramp, the denominator of the loop filter transform D(w) must
have jo as a factor. From Equation (10.17) it can be seen that a loop filter with a trans-
fer function of the type F(w) = N(w)/jwD;(w) will allow the PLL to track a frequency
ramp with a constant phase error. This implies that in order to track a signal with a lin-
early changing Doppler shift (constant relative acceleration), the receiver must have a
PLL that is second order or higher. To track a frequency ramp with zero phase error,
the loop filter would be required to have a transfer function with (jw)* as a factor of
the denominator, F(w) = N(w)/(jw)*D,(w). This implies a PLL that is third order or
higher. Thus high-performance aircraft that need to track phase accurately through vi-
olent maneuvers may require third- or higher-order PLLs. In all cases, frequency lock
is available with a loop of one order less than that required for phase lock. Steady-
state error analysis is therefore a useful indicator of the required complexity of the
loop filters.

In practice, the vast majority of PLL designs are second order. This is because
a second-order loop can be made to be unconditionally stable [5]. Unconditionally,
stable loops will always try to track the input. No set of input conditions—regard-
less of how extreme—will cause the loop to respond in the inappropriate direction
to changes in the input. Second-order loops will track out the effect of a frequency
step (Doppler shift), and they are relatively easy to analyze, since the closed-form
results obtained for first-order loops are good approximations for second-order
loop performance. Third-order loops are used for some special applications {e.g.,
some Global Positioning System (GPS) navigation receivers and some airborne re-
ceivers have third-order PLLs], but loop performance for third-order loops is rela-
tively difficult to determine, and third- and higher-order loops are only condition-
ally stable. Often if the signal dynamics are expected to be such that high-order
loops would be required for coherent demodulation, noncoherent demodulation is
used instead.

10.2.1.2 Performance in Noise

The steady-state analysis of the preceding section tacitly assumed that the
input signal was noise free. In some situations this may be approximately. correct,
but as in other parts of communication analysis, the more general case would
include the effects of noise.

Reconsider the normalized loop input signal of Equation (10.1) and Figure
10.1. With the inclusion of normalized narrowband additive Gaussian noise n(?),
the expression for the input becomes

r(t) = cos (gt + 0) + n(t) (10.18)

where, for the moment, we consider the input phase offset, 8 to be a constant. The
noise process n(t), assumed to be a zero-mean narrowband Gaussian process, can
be expanded into quadrature components about the carrier frequency as [6]

n(t) = n.(t) cos ot + ny(r) sin wyt (10.19)
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where both n(f) and ny(¥) are zero-mean Gaussian random processes and are
statistically independent. Now the output of the phase detector can be written ag
[see Equation (10.3)]

e(t) = x(t)r(z) (10.20)

= sin (8 — 8)+n.(r)cos 8+ n, (¢) sin § + (terms at twice the carrier frequency)

As before, the loop filter eliminates the twice-carrier-frequency terms. Denoting
the second and third terms of Equation (10.20) as

n'(t) = n.(t) cos B + ny(2) sin 8 (10.21)

we see that it is easy to verify that the variance of n'(¢) is identical to the variance of
n(f). This variance will be denoted by o
Consider the autocorrelation function of n'(¢),

Ry, 1) = E{n'(t)n'(t2)}
= E{n(t)n.(t;)} cos* & + E{n,(t,)n(t2)} sin® & (10.22)
+ [E{n(t)n(t)} + E{ny(t)ne(ta)}] sin 8 cos b

where E{-} denotes the expected value. The cross-terms on the right-hand side of
Equation (10.22) are equal to zero because 1, and 7, are mutually independent and
have zero means [6]. With the assumption of wide-sense stationarity [7], we have

R(1) = R.(7) cos* b + R, (7) sin® B (10.23)

where 7 = t; — t,. Taking Fourier transforms, the power spectral density of n'(f) is
seen to be

G(o) = F{R(1)]
= G,(w) cos’ b + G,(0) sin* B (10.24)
where G, and G, are the Fourier transforms of R, and R,, respectively. But from
Equation (10.19), it can be seen that the spectra G, and G, are made of shifted ver-

sions of the spectra of the original noise process n(t). Therefore, because of our
construction [8],

Gy(0) = G.(0) = Gy (g = ©) + Gywo + o)

where G,(w) is the spectral density of the original bandpass noise process n(t)-
Equation (10.24) can be rewritten as

G(w) = G,(wy — ®) + G,(wg + ©) (10.25)

For the special case of white noise, we have G,(w) = Ny/2 Watts/Hertz, where No 18
the single-sided spectral density of the white noise. Thus, from Equation (10.25),
for this important special case,

G(0) = No (1026)
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The value in this development is that for the same small-angle approximations that
were made in the preceding section, the spectral density of the VCO phase, Gy, is
related to the spectral density of the noise process through the loop transfer func-
tion [Equation (10.6)]. That s,

Gy(w) = G(0) [H(w)? (10.27)

where G(w) is as given in Equation (10.25) and H(w) as defined in Equation (10.6).
The variance of the output phase is then

o0

o= | G H©)P do (10.28)

- 21 —

For the special case of white noise,

{v]

N
o= [m |H(w)|* do (10.29)

The integral in Equation (10.29) (renormalized to natural frequency) is called the
two-sided loop bandwidth W . The single-sided loop bandwidth is termed B,. The
definitions of these terms are

1 =]
W =2B, == f |H(w)|? do Hertz (10.30)

Thus, if the noise process is white and the small-angle approximation holds (in
other words, the loop is successfully tracking the input phase), the phase variance is
given by

02 = 2N;B, (10.31)

The phase variance is a measure of the amount of jitter or wobble in the VCO output
due tonoise at the input. Equations (10.31) and (10.7) highlight one of the many trade-
offs in communication theory. Clearly, one would wish og to be small, which for a given
noise level implies a small loop bandwidth, B, , which from Equation (10.30) implies a
narrow H(w). However, it can be inferred from Equation (10.7) that the narrower the
effective bandwidth of H(w), the poorer will be the loop’s ability to track incoming sig-
nal phase changes ®(w). Thus a loop design must balance noise response with desired
input phase response. The designer’s dilemma is to design a loop that responds appro-
priately to the changes in the input signal, while not being overly responsive to the
apparent changes, which are actually only artifacts of the noise process.

10.2.1.3 Nonlinear Loop Analysis

All of the PLL discussion in the previous sections has utilized what is called
the linearized PLL model. This model is shown schematically in Figure 10.2. The
model makes use of the small-angle approximation
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sin (6 — ) ~ 0 — (10.32)

which is accurate when the loop is “in lock” and performing as desired (i.e., with
small phase errors). Cleatly, these conditions form only part of the picture. A com-
plete analysis of PLL performance must allow for the times when Equation (10.32)
is not accurate. When the small-angle approximation is inaccurate, an appropriate
model is the one shown schematically in Figure 10.3. From Equations (10.4),
(10.20), and (10.21) and Figure 10.3, the model can be described by the differential
equation

d .~ . A ,
=16 (0] = Kof (1) * sin [6(t) = 8()] + Kof () *n'(1) (10.33)
where, as before, * denotes the convolution operation. In spite of the best efforts of
many researchers, this differential equation has resisted general solution for many
years. However, Viterbi [8] derived a closed-form solution for an important special
case.

Consider the case where 8(f), the input phase as a function of time, is a
constant 8. We can now define a new phase variable

&(t) = [8 — 6(t)] modulo 2 (10.34)
Because 6 is constant, Equation (10.33) can be rewritten as
d . ,
= [0] = Kof () * sin &(t) + Kof () *n'(¢) (10.35)
n'(t)
+ e(t)
0(0) sin (+) F(o)
8@
Ko o Figure 10.3 Schematic of
JO nonlinearized PLL model.
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10.2.1.4 Suppressed Carrier Loops

The discussion of PLLs to this point has presumed that the carrier input is a
fairly stable sinusoid with some known positive average energy. In the case of a
phase modulated communication system, if the carrier phase variation due to the
modulation is less than /2 radians, there will be positive energy at the carrier fre-
quency. This is called a system design that has a residual carrier component, and all
of the discussion of PLL development to this point would apply directly to this
residual component. A diagram of the signal space for a binary phase modulated
system with a residual carrier component is given in Figure 10.4, for a modulating
angle of y < m/2. At one time, most phase modulated systems were designed in this
way. However, the residual carrier component is, in a sense, wasted energy—in the
sense that the energy in the residual carrier is not being used to transmit the infor-
mation, only to transmit the carrier. Thus most modern phase modulated systems
are suppressed carrier systems. This means that there is no average energy trans-
mitted at the carrier frequency. All of the transmitted energy goes into the modula-
tion. Unfortunately, this means that there is no longer any signal for the basic PLL
of Figure 10.1 to track.

Consider, as an example, a BPSK signal

H(£) = m(t) sin (wot + 0) + n(t) (10.40)

where m(f) = +1 with equal probability. This is a suppressed carrier transmission—
the average energy at radian frequency wy is zero. This situation is represented
graphically in Figure 10.4, when vy = w/2. The figure indicates that for this case
the vertical carrier component will vanish. To acquire and track the phase of the
carrier, the effects of the modulation must be eliminated. One way to eliminate
the modulation is to square the signal:

r2(t) = m(t) sin® (ot + 0) + n*(t) + 2n(t)m(t) sin (0ot + 6) (1041)
=1 —1cos (2wet + 20) + n*(t) + 2n(t)m(t) sin (wot + 0)

Here, we have made of the fact that m?(¢) = 1. The second term on the right-hand
side of Equation (10.41) is a carrier-related term (at twice the original carrier

Residual carrier
component
Signa| "o" R .._____J____/.___... A 1 Slgna| qn
| \ |
| !
I Y| v !
g —
Signal component Signal component
for "0" for "1"

Figure 10.4 Residual carrier binary phase modulation.
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Since, from Equation (10.35), $(¢) is a function of the random process n' (), $(¢) it-
self is a random process. Because ¢(¢) is defined modulo 2r, it can be shown [5]
that ¢(¢) is stationary in the limit when all transient effects have died down (i.c., 0 is
a constant). Viterbi [8] determined that for a first-order PLL (i.e., the loop filter is
a short circuit, or equivalently f(¢) = 8(r)), the probability density function of ¢ is of
the form

exp(p cos ¢)

p(d) = 27y (p)

for |p| = (10.36)
where p = 1/0% [see Equation (10.31)] is the normalized (to unit signal energy) loop
signal-to-noise ratio, and Io(p) is the zeroth-order modified Bessel function of the
first kind, evaluated at p. The phase variance, modulo 2, can now be computed
using Equation (10.36). The resulting value of the phase variance will be exact for
first-order loops, and is an extremely useful approximation for the behavior of
many second-order loops [5]. It has also been shown to be an exact form for higher-
order loops under a modified definition of p [9].

The change of variable from a phase that can take any real value to a phase
that is modulo 27 results in the concept of loop cycle slips. A cycle slip occurs when
the magnitude of the original phase error, |6 — 6(¢)|, exceeds 27 radians. This will
cause the value of ¢ [Equation (10.34)] to abruptly change from about 21 to about
0. This event can be thought of as a momentary loss of lock with an almost immedi-
ate reacquisition. The statistics of cycle slips can be as important an indicator of
PLL performance as phase variance—especially at low-loop signal-to-noise ratios,
when cycle slips may occur frequently.

By manipulating his phase-distribution results, Viterbi [8] derived an expres-
sion for the mean time to the first cycle slip, 7,,, beginning at some arbitrary refer-
ence time:

™ pl§ (p)
T,=——— 10.37
" 2B, ( )
For large p, this expression can be approximated by
T exp(2p)
m— 10.38
"~ 2B, (1038)

As was true with the probability density function of Equation (10.36), these results
were derived for first-order loops, but they are useful approximations for the be-
havior of second-order loops, and they provide an upper bound to second-order
loop performance at medium and large loop signal-to-noise ratios. In addition,
computer simulations and laboratory measurements [5] indicate that the time T
between cycle slips is exponentially distributed:

P(T) =1 — exp ( ~ T—Z) (10.39)

This is to say that the probability that a loop will cycle-slip within time 7, starting
from zero phase error, is given by Equation (10.39).
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frequency) that can be acquired and tracked with a basic PLL of the type illus-
trated in Figure 10.1. Such an arrangement is illustrated in Figure 10.5. When the
incoming suppressed-carrier waveform is squared, the resulting twice-carrier com-
ponent can be acquired and tracked by a PLL of standard design. Some of the
problems with this procedure can be inferred from Equation (10.41). The first
problem is simply that all phase angles have been doubled. Thus, the phase noise
and phase jitter has been doubled, and the phase error variance (related to the
phase noise squared) is larger by a factor of 4 than that of the original signal. This
angle doubling is offset by the divide-by-2 circuit at the VCO output, and, there-
fore, does not directly affect the accuracy of the loop’s output signal that is used by
the data demodulator. However, this larger internal variation will cause the PLL to
require a 6-dB-larger carrier signal-to-noise ratio than a residual carrier system in
order to maintain phase lock. In addition, now there are two effective noise terms
interfering with loop operation, because of the cross-correlation term between
noise and signal in Equation (10.41). For cases of medium or low loop signal-to-
noise ratio, these two noise terms will reduce the available signal-to-noise ratio
even further relative to the original unmodulated carrier. This additional loss due
to signal-times-noise and noise-times-noise terms is called the loop squaring loss
S;. Gardner [5] shows that if the input noise process 7(f) is a narrowband Gaussian
noise of bandwidth B;, the squaring loss is upper bounded by

S, =1+ N,B; (10.42)

where, as before, N, is the single-sided power spectral density of the prefiltered,
normalized white Gaussian noise process. Equation (10.42) is an upper bound be-
cause the filter bandwidth B, is tacitly assumed to be wide enough to pass the signal
undistorted. In an actual design, signal distortion can be traded for squaring loss, as
is shown in {10].

Since the normalization in Equation (10.42) is with respect to the signal
powers, the second term is proportional to a signal-to-noise ratio

Binary ® ®
A e
suppressed b, BPE ()2 | F'(w)
carrier
signal
x(t)
y(@)
VCO |=
Y
+2
To data

" demodulator/detector

Figure 10.5 Basic squaring loop schematic.
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where p, is the signal-to-noise ratio in the input filter bandwidth. For large loop
signal-to-noise ratios, the output phase variance can now be expressed as

1

The leading term on the right-hand side of Equation (10.44) can be seen to be iden-
tical to that of Equation (10.31), the phase variance of the standard PLL. It can also
be seen that for large input signal-to-noise ratios, the second term in the squaring
loss will vanish, and we are left with the phase variance of the standard PLL.

Another potentially serious problem, associated mainly with suppressed car-
rier loops, is that of false lock [5, 11-13]. This can be a problem especially during
acquisition or reacquisition of carrier phase. The interaction of the data stream
with the loop nonlinearities (especially the squaring circuit) and loop filters will
produce sidebands in the spectrum that is input to the phase detector. These side-
bands can contain stable frequency components. Care must be taken that these sta-
ble components are not allowed to capture the tracking loop. If the loop is
captured, it will appear to be operating correctly; the VCO control signal y() will
be small but the VCO output will be offset in frequency from the correct carrier
component. This is false lock. The loop is tracking a sideband frequency compo-
nent, and the loop filter is filtering out the real carrier. False lock is a hardware-
implementation problem that typically sets an effective lower limit on the
bandwidth of the loop filters. Because they have fewer nonlinear elements, false
locking is not usually a problem with residual carrier loops.

10.2.1.5 Costas Loops

An important form of a suppressed carrier loop is the Costas loop, shown
schematically in Figure 10.6. This loop design is important because it eliminates the
square-law device, which can be difficult to implement at carrier frequencies, and
replaces it with a multiplier and relatively simple low-pass filters. Although the ap-
pearance of the circuits in Figures 10.5 and 10.6 is quite different, their theoretical
performance can be shown to be the same [5]. The main remaining implementation
problem with Costas loops is that to achieve the theoretically optimum perfor-
mance, the two low-pass arm filters must be perfectly matched. This can only be
approximated in any analog hardware implementation. If the arm filters are imple-
mented digitally, there will be no problem keeping them matched, but the designer
will confront the usual sampled data design issues. Thus the decision as to whether
to implement a Costas loop or the classical design of Figure 10.5 amounts to a
design decision between the difficulty of implementing the squaring device and the
difficulty of implementing closely matched arm filters. This design decision will
depend on the parameters and requirements of the particular receiving system, an
cannot be generalized here.
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Figure 10.6 Costas loop.

10.2.1.6 High-Order Suppressed-Carrier Loops

Binary phase-shift keying is not the only type of suppressed-carrier modula-
tion. In fact, assuming that all signals are equally likely a priori, any modulation
scheme whose average amplitude, averaged over the signal set, is zero will have no
average energy in the transmitted carrier. Perhaps the most common nonbinary
suppressed-carrier modulation is quadrature phase-shift keying, or QPSK (4-ary
PSK). If a QPSK signal is squared, the result “looks like” a BPSK signal. Thus, for
equally likely QPSK signals, the carrier is still suppressed. However, squaring the
signal a second time—equivalent to taking the original signal to the fourth power—
can be seen to produce a term with a carrier component at four times the transmit-
ted carrier’s frequency. As in the binary case, operating on the incoming signal with
a power-law device produces Cross products among the noise terms and signal
terms, and introduces the equivalent of a “squaring loss.” Under the assumption

that the noise bandwidth will pass the signal undistorted, the loss for fourth-power
loops is upper bounded by {5]

9 6 3
S;=1+=-+—5+-3 (10.45)
P pi 20

As was the case with the squaring loop, for sufficiently high input signal-to-noise
ratios, p;, Equation (10.45) indicates that the additional loss terms vanish, and the
loop performance approaches that of the basic loop. As was also the case for the
squaring loop, there are Costas loop designs equivalent to fourth-order loops [5, 14,
15] that may exhibit hardware implementation advantages. Their theoretical per-
formance, however, is the same as that of the straightforward fourth-power design.
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Example 10.5 Squaring Loss Bounds

Compare the upper bounds on squaring loss S, given by Equations (10.42) and (10.45)
for second- and fourth-power loops, respectively, for an input loop signal-to-noise
ratio p; of 10 dB.

Solution
A 10dB signal-to-noise ratio is also 10 in terms of its power ratio. Therefore, from
Equations (10.42) to (10.44), for the squaring loop,

SL=1+ZL=1.OS:O.2dB

Pi
From Equation (10.45), for the fourth-power loop,
S, =1+ 09 +0.06 + 0.0015 = 1.9615 = 2.9 dB

Thus, while an input signal-to-noise ratio of 10 dB is adequate to keep losses small for
the squaring loop, the same signal-to-noise ratio may allow significant losses for the
fourth-power loop.

10.2.1.7 Acquisition

In most of the discussion thus far, the assumption has been that the PLL is in
lock. This was the justification for assuming that the phase error |8~ @] was small.
At one time or another, however, every loop must acquire lock—that is, it must
be brought into lock. Acquisition can be accomplished with the aid of external
circuits or signals (aided acquisition) or in some cases by an unaided PLL
(self-acquisition) [5].

Acquisition is an inherently nonlinear operation and therefore is difficult to
analyze in general. However, some intuition may be obtained by considering a
noise-free, first-order loop. Such a loop is shown schematically in Figure 10.3,
where n'(f) = 0 (noise-free) and F(w) =1 (first-order). Denote the input phase as

0(t) = w;t

and the output phase as

B (1) = wpt + J Kysine(t)dt + 6(0) (10.46)
0

where w; and w, are the radian frequencies of the input and output signals, respec
tively. Thus the phase error is given by

e(t) = 0(t) — 0(¢)
(10.47)

= (w; — W)t — L'KO sin e()) dt — H(0)
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Differentiating both sides and letting Aw = w; — w, provides

d
£ Aw - Kysine (10.48)
dt

where the time dependence of the function e(f) has been suppressed to ease nota-
tion. This differential equation describes the behavior of the first-order noise-free

PLL. The loop being in lock requires that

de
7 0 (10.49)
Equation (10.49) is a necessary, but not a sufficient, condition for phase lock. This
can be verified by observing the phase plane diagram of Figure 10.7. This figure is
obtained by dividing both sides of Equation (10.48) by the gain term K, and plot-
ting the results. First observe point a. If the phase error is displaced a little to the
left or right of point g, the sign of the derivative term is such that the phase error e,
will be driven back toward a. Thus, point a is a stable point of the system, a point
where phase lock can be obtained and will be maintained. Now consider the case of
point b. If the phase error is exactly at b, Equation (10.49) will be satisfied. How-
ever, if there is any slight offset from b, the sign of the derivative term will be such
that the error will be driven away from b. Thus b is a point of marginal stability for
the loop, a point where Equation (10.49) is satisfied, but not a stable lock point.
The amount of time required for a loop to come into lock can be a very im-
portant system design consideration. By observing Equation (10.48), we can see
that the requirement of Equation (10.49) for phase lock cannot be met unless

Figure 10.7 Phase-plane plot of first-order loop.
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This is because sinusoidal functions have a maximum amplitude of unity. This
range of frequency difference, =K < Aw < Ky, is sometimes called the lock-in range
of the loop. Assuming that Equation (10.50) holds, Gardner [5] gives a rule of
thumb of 3/K; seconds for the time required for loop acquisition. Actual values cap
be obtained from Equation (10.47) for well-defined sets of initial conditions, or by
extensive computer simulation. It can be seen from the phase plot of Figure 10.7
that the time required will vary widely as a function of the initial phase error. For
phase errors very close to point b, the driving force (de/dt)/K, will be very small,
Thus, for this worst-case phase error, the error could “linger” in the vicinity of b for
a long time. This phenomenon is called terminal loop hang-up [16] and can be a
serious problem for system designs that depend on self-acquisition.

Perhaps the most important operational difference between first-order and
higher-order loops is the higher-order loop’s ability to “pull in” from frequency dif-
ferences that are larger than the lock-in range. A first-order loop with a frequency
error larger than the lock-in range will drift toward lock but never quite lock in.
Why? Second- and higher-order loops can pull in and achieve phase lock because
of their more complicated phase-plane characteristics. (Interested readers should
consult Viterbi [8] and other texts on PLLs for more details [5, 9, 17-191].)

The study of self-acquisition for phase-locked loops is mostly of academic in-
terest. Gardner [5] states that loops using self-acquisition can be guaranteed to
acquire in reasonable time only under very benign circumstances. This, unfortu-
nately, is rarely the case in practice.

Acquisition aiding drives the loop through the region of phase space expected
to contain the lock-in region by means of some external driving signal. This is the
most common means of achieving acquisition. Aiding can be implemented by sim-
ply applying a voltage ramp to the input of the VCO. This driving signal will cause
the VCO output frequency to vary linearly with time. As was shown earlier [Equa-
tion (10.17)], loops with loop filters that do not contain jo as a factor of their trans-
fer function’s denominator cannot track a frequency ramp with finite phase error.
Therefore, if frequency sweeping is to be employed with a first-order loop or 2
second-order loop without this transfer function characteristic, the rate of fre-
quency sweep must be slow enough so that when the loop achieves lock, the pres-
ence of phase lock can be detected and the sweeping signal removed before it
drives the loop back out of lock. With loops that contain jo as a factor of D(w), it
may not be necessary to remove the sweeping signal at all, because, at least in the-
ory, the loop will be able to track out the frequency ramp. In any case, the swecp
rate must not be too large, or the loop will be driven through the lock point so fast
that it will fail to acquire. For a second-order loop with loop transfer function [see
Equation (10.6)],

1

_ 51
~(jo/w,)* + 2L(jo/w,) + 1 w0

H(w) =
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Gardner [5] indicates that the maximum sweep rate, A®, must be in the vicinity of

.1
Aw = ) w2 (1 — 204) (10.52)

where o is as defined in Equation (10.31) and w,, implicitly defined in Equation
(10.51), is called the natural frequency of a second-order PLL and is related to the
loop bandwidth B; and loop damping factor { [9] by

8L
0, = Z=m——=B;
4¢° + 1

Blanchard [17] gives more detailed results for aided phase acquisition.

10.2.1.8 Phase Tracking Errors and Link Performance

If a loop is unable to track out all phase errors, the received symbol-error
probability will be degraded relative to what is theoretically achievable. The analy-
sis required to determine the amount of the degradation is very involved, but for
most of the standard coherent signaling systems, curves are available [14, 15, 20].
Figure 10.8 is an example of such a performance curve for a residual carrier-phase
tracking loop operating on a signal with BPSK modulation in additive Gaussian
noise. It can be seen that for signal-to-noise ratios of moderate value, small phase
errors produce very little degradation. It is only when the standard deviation of
phase error exceeds 0.3 that the degradations become significant. This means that
the inherent degradation in performance caused by a well-designed loop operating
in benign conditions can generally be ignored. The curve also indicates that if
conditions are such that the phase variance is large, increasing the data signal-
to-Gaussian noise ratio may not be effective in reducing the detected error
probability. It should be noted that the presence of an irreducible error in these sit-
uations is a characteristic of residual carrier designs with constant loop signal-to-
noise ratios p; Suppressed carrier tracking loops tend not to have irreducible
errors, because an increase in the data signal-to-noise ratio will increase the signal-
to-noise ratio of the suppressed carrier tracking loop, reducing the tracking error.

Example 10.6 PLL Signal-to-Noise Ratio

Develop an integral expression for the effect on link bit error probability of slowly
varying phase tracking errors for a residual carrier BPSK link. Compare the effect of a
normalized loop signal-to-noise ratio (p = N(rg) of 20 dB with one of 10 dB on error
performance at a desired bit error probability of 107 using Figure 10.8.

Solution

From Chapter 4, the theoretically possible bit error probability for a BPSK link in ad-
ditive white Gaussian noise of single-sided spectral density N, Watts/Hertz is given by

el )
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\ with imperfect carrier synchronization. (Reprinted with permission from
: J. J. Stiffler, Theory of Synchronous Communications, Prentice-Hall,
! Inc., Englewood Cliffs, N.J., Fig. 9.1, p. 270.)
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where E, is the received energy per bit time. From the derivation of this expression
for error probability, it can be shown that if there is a slowly varying (with respect to
the data rate) phase-tracking error of § radians, the resulting probability of error will
be given by

2F, cos é)

7o(B) = 0/ 2

Now if the phase error § is the result of tracking errors caused by system noise, B will
be described stochastically by some probability density function p(8). Then the
expected bit-error probability is given by

Py = f Po(B) p(B) dp

For the special case of a first-order loop, the probability density function is given by
Equation (10.36). Then the final expression for the expected bit-error probability is

given by
3 N 2E, cos B) exp(p cos B)
Fa= L Q<V N ) b ©

A loop signal-to-noise ratio (p;) of 20 dB will correspond to a standard deviation of
phase noise of o5 = 0.1 rad. From Figure 10.8, this small amount of phase noise pro-
duces no appreciable degradation in the bit-error probability. A loop p; of 10 dB, how-
ever, corresponds to a phase noise standard deviation of o ; = 0.32 rad. It can be seen
from Figure 10.8 that for a bit-error probability of 107, this phase noise standard devi-
ation will require a data SNR of somewhat more than 11 (10.4 dB), rather than a data
SNR of 9.1 (9.6 dB) for perfect phase tracking. Thus, this loop signal-to-noise will
cause an error-performance degradation of somewhat more than 0.8 dB, at an error
probability of 107, It should be noted that for loop SNRs less than about 10 dB, the
degradation in performance increases very rapidly. Thus, 10 dB is something of a
threshold for reasonable system performance for residual carrier designs. Suppressed
carrier designs, having no problem with irreducible error, may do better.

10.2.1.9 Spectrum Analysis Techniques

The techniques we have considered thus far belong to a class of synchronizers
sometimes called spectral line techniques. These techniques all either use an exist-
ing spectral line at the carrier frequency or produce such a line at the carrier fre-
quency or a multiple thereof, as a crucial part of the error determination. There is
another set of techniques that are especially useful in carrier-frequency estimation
or tracking that utilize the shape of the signal’s passband spectrum. These tech-
niques have solid roots in maximum-likelihood estimation theory [4], but they also
are intuitively appealing and will be approached here from the intuitive direction.

Possibly the most intuitive technique in this class is a simple bank of matched
filters, with each filter matched to the expected signal with a different carrier
frequency offset. Such a bank of filters could be implemented directly, or by per-
forming a weighting and combining operation on the output of a Fast Fourier
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Transform. In any case, the filter with the maximum output would be associateq
' with the signal’s frequency offset. Such a frequency detector is shown notionally iy
\ Figure 10.9. Depending on the signal design and its sensitivity to frequency errors,
‘ and on the density of the frequency offsets, either the largest output could be takep
as the frequency estimate directly, or additional processing to refine the estimate
could be performed. In either case, it is clear that a filter bank that spans the range
of possible frequency offsets could be designed in concept, and that such a design
would provide a quick and reliable estimate of the carrier frequency offset.

An advantage of the filter bank approach discussed previously is the width of
the frequency uncertainty that can be easily accommodated. A disadvantage is the

I granularity of the initial estimate. A second spectral technique, sometimes called
i band-edge filtering, can provide a mush more accurate estimate, at the cost of g
it reduction in the initial frequency uncertainty that can be accommodated. The
idea can be easily seen through a graphical example.

In the upper graph shown in Figure 10.10, the signal-bandpass spectrum is
shown as the wide shaded region, centered on a nominal carrier frequency w,. Also
shown in this graph are two narrower passband filters at the edges, or roll-off re-
gions of the signal spectrum. If, as is shown in the second graph, the detected signal
in both of the two band-edge filters is equal, the signal spectrum must be centered
between them, and the nominal carrier frequency error is zero. However, if, as is
shown in the third and fourth graphs, the input signal spectrum is shifted relative to
the band-edge filters, one of the filters will have more detectable signal, and an
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Figure 10.9 Matched filter-bank frequency estimator.
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Figure 10.10 Band edge filter example.

error measure can be formed. This error measure could be used to drive a control
loop, or it could be used to compute a frequency correction directly. The primary
advantage of this kind of technique is that no noise-enhancing nonlinearity is re-
quired. The disadvantages are that it requires more knowledge of the signal spec-
trum, and the implementation of two narrow filters with well-matched passband
characteristics. Narrow well-matched filters such as these could represent a design
challenge if done with analog circuitry, but, in concept, it could be easily accom-
plished with digital techniques.

10.2.2 Symbol Synchronization—Discrete Symbol Modulations

All digital receivers need to be synchronized to the incoming digital symbol transi-
tions in order to achieve optimum demodulation. In the discussion that follows, we
will consider several of the basic types of designs of symbol or data synchronizers.
The discussion will center on a random binary baseband signal, for ease of ter-
minology and notation, but the extension to nonbinary baseband signals should be
apparent.

The presentation in this section assumes that nothing is known about the
actual data sequence. this class of synchronizers is called non-data-aided (NDA)
synchronizers. There is another class of symbol synchronizers that use known
information about the data stream. This knowledge may be obtained by feeding
back decisions on received data, or because a known sequence has been injected
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into the data stream. Data-aided (DA) techniques have become more important
and prevalent with the increasing use of bandwidth-efficient modulation. This is eg.

" pecially true with the class of continuous phase modulations. Data-aided tech.

niques will be considered in somewhat more detail in the succeeding section.

The symbol synchronizers that will be considered here can be classified intq
two basic groups. The first group consists of the open-loop synchronizers. These
circuits recover a replica of the transmitter data clock output directly from opera-
tions on the incoming data stream. The second group comprises the closed-loo
synchronizers. Closed-loop data synchronizers attempt to lock a local data clock to
the incoming signal by use of comparative measurements on the local and incoming
signals. Closed-loop methods tend to be more accurate, but they are much more
costly and complex.

10.2.2.1 Open-Loop Symbol Synchronizers

Open-loop symbol synchronizers are also occasionally called nonlinear filter
synchronizers [20], a very descriptive title. This class of synchronizers generates a
frequency component at the symbol rate by operating on the incoming baseband
sequence with a combination of filtering and a nonlinear device. The operation is
analogous to carrier recovery in a suppressed carrier-tracking loop. In the present
case, the desired frequency component, at the data symbol rate, is isolated with a
bandpass filter, and “shaped” with a high-gain saturating amplifier. The shaping re-
covers the square-wave appearance of the data clock signal.

Three examples of open-loop bit synchronizers are shown in Figure 10.11. In
the first example (Figure 10.11a), the incoming signal s(¢) is filtered with a matched
filter. The output of this filter will be the autocorrelation function of the input sig-
nal shape. For square-wave signaling, for example, the output will be the familiar
isosceles-triangular waveshape. The sequence of bit autocorrelation waveshapes is
then “rectified” by some type of memoryless even-law nonlinearity—a square-law
device, for example. The resulting waveform will have positive amplitude peaks
that correspond, to within a time delay, with the input symbol transitions. This se-
quence of processes is illustrated in Figure 10.12. Thus the output waveform from
the even-law device will contain a Fourier component at the fundamental fre-
quency of the data clock. This frequency component is isolated from its harmonics
with a bandpass filter (BPF) and shaped with an ideal saturating amplifier, with
transfer function

1 forx>0
- 10.53)
e { -1 otherwise (

The second example in Figure 10.11 produces a Fourier component at the
data clock frequency by means of a delay and multiply. The delay shown in Figuré
10.11b is half a bit period, which is the best value because it provides the strongest
Fourier component [20]. The waveform m(t) will always be positive in the second
half of every bit period, but will have a negative first half if there has been a stat®
change in the incoming bit stream, s(f). This produces a square-wave signal with
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Figure 10.11  Three types of open-loop bit synchronizers.

spectral components at the data rate and all harmonics, as in Figure 10.11a. As be-
fore, the appropriate spectral component can be isolated with a BPF and shaped.

The final example (Figure 10.11¢) amounts to an edge detector. The main op-
erations are those of differentiation and rectification (by use of a square-law de-
vice). For a square-wave input, the differentiator will produce positive or negative
spikes at all symbol transitions. When rectified, the resulting sequence of positive
spikes will have a Fourier component at the data symbol rate. A potential problem
with this particular scheme is that differentiators are typically very sensitive to
wideband noise. This necessitates the low-pass filter (LPF) that precedes the differ-
entiator in Figure 10.11c. The LPF, however, will also remove the high frequency
components of the data symbols, causing them to lose their original rectangular
wave shape. This will cause the resulting differential signal to have some finite rise
and fall time, rather than being a set of impulses.

Incoming Output of Output of
binary signal matched filter even-law
nonlinearity

Figure 10.12 Open-loop bit synchronizer illustration.
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Clearly, there will be some hardware delay associated with the signal process-
ing steps illustrated in Figure 10.11. Wintz and Luecke [21] have shown that for a
BPF that effectively averages K input symbols (bandwidth = 1/KT), the magnitude
of the fractional mean time error (delay) is approximated by

I T for L) >5 K=18 (10.54)
d KE,/Ny Do
where T is the bit period, E, the detected energy per bit, and N, the single-sided re-
ceived noise spectral density. Wintz and Luecke have also shown that at high
signal-to-noise ratios the fractional standard deviation of the fractional timing error
is given by

: 0.411 E
To o 20 for 2> 1 (10.55)

T N/KE,/Ny No
Thus, for a given BPF, when the received signal-to-noise ratio is sufficiently large
all of the techniques shown in Figure 10.11 will provide accurate bit timing.

10.2.2.2 Closed-Loop Symbol synchronizers

The primary disadvantage of open-loop symbol synchronization methods is
that there is an unavoidable non-zero-mean tracking error. This error can be made
small for large signal-to-noise ratios, but since the synchronization signal waveform
depends directly on the incoming signal, the error will never vanish.

Closed-loop, symbol-data synchronizers use comparative measurements on
the incoming signal and a locally generated data-clock signal to bring the locally
generated signal into synchronism with the incoming data transitions. The proce-
dure is essentially the same as that used for closed-loop carrier tracking.

Among the most popular of the closed-loop symbol synchronizers is the
early/late-gate synchronizer. An example of such a synchronizer is shown schemati-
cally in Figure 10.13. The synchronizer operates by performing two separate inte-
grations of the incoming signal energy over two different (T - d) second portions of
a symbol interval. The first integration (the early gate) begins inlegration at the
loop’s best estimate of the beginning of a symbol period (the nominal time zero)
and integrates for the next (T — d) seconds. The second integral (the late gate) de-
lays the start of its integration for d seconds, and then integrates to the end of the
symbol period (the nominal time T). The difference in the absolute values of the
outputs of these two integrations, y; and y,, is a measure of the receiver’s symbol-
timing error, and it can be fed back to the loop’s timing reference to correct loop
timing.

The action of the early/late-gate synchronizer can be understood by referring
to Figure 10.14. In the case of perfect synchronization, Figure 10.14a shows that
both gates are entirely within a signal symbol interval. In this case, both integratots
will accumulate the same amount of signal, and their difference (the error signal &
in Figure 10.13) is zero. Thus, when the device is synchronized, it is stable—there 15
no tendency to drive itself away from synchronization. The case shown in Figure
10.14b is for a receiver whose data clock is early relative to the incoming data. In
Chap. 10
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Figure 10.13  Early/late-gate data synchronizer.

this case the first portion of the early gate falls in the previous bit interval, while the
late gate is still entirely inside the current symbol. The late-gate integrator will ac-
cumulate signal over its entire (T — d) integration interval, as in the case in Figure
10.14a; but the early-gate integrator will end up with energy accumulated only over
[(T - d) — 2A)], where A is the portion of the early-gate interval falling in the previ-
ous bit interval. Thus, for this case, the error signal will be e =—-2A, which will lower
the input voltage to the VCO in Figure 10.13. This will reduce the VCO output fre-
quency and retard the receiver’s timing to bring it back toward the incoming sig-
nal’s bit timing. Using Figure 10.14 as a guide, it can be seen that if the receiver’s
timing had been late, the amounts of energy integrated in the early gate and late
gate would be reversed, as would the sign of the error signal. Thus, late receiver
timing produces an increase in the VCO input voltage, increasing the output fre-
quency and advancing the receiver’s timing toward that of the incoming signal.

The example illustrated in Figure 10.14 tacitly assumes that there will be data
state changes before and after the channel symbol of interest. If there are no transi-
tions, it can be seen that the early gate and late gate will have the same integrated en-
ergy. Thus, there will be no error signal generated for cases where there is no
data-state change. This is a practical implementation consideration in the use of all
symbol synchronizers. Reconsider Figure 10.13. It is not possible to build two inte-
grators that are exactly the same. Thus, the signals from the two arms of the
carly/late-gate loop will contain an offset with respect to each other, even when they
should be identical. This offset will be small for well-designed integrators but will
cause the loop to drift out of synchronism if there are long sequences of identical data
symbols. There are two common responses to this problem. The first, and perhaps
most obvious, is to format the data in a manner which ensures that there will be no
transitionless intervals that are long enough to allow the loop to break lock. The sec-
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ond response is to modify the loop design so that it contains a single integrator. An
example of this type of modified design is the tau-dither loop, considered in conjunc.
tion with the synchronization of spread-spectrum systems in Chapter 12.

Another loop design issue is the integration interval of the two gates. The ex-
ample illustrated in Figure 10.14 shows the gates to occupy about three-fourths of a
symbol period. Actually, this interval can vary from half a symbol interval to nearly
a whole symbol interval. Why not less than half? The trade-off is between the
amount of integrated noise and interference in a gate versus the amount of signal,
As was true with the nonlinear model of phase-locked loops, loops of this type are
difficult to analyze; the determination of performance is usually via computer simu-
lation. This will be especially true for overlapping gates, as in Figure 10.14, because
the noise samples in the two gates will be correlated. Gardner [5] has shown that
for a normalized incoming signal of one volt, additive white Gaussian noise, ran-
dom data (the probability of a transition is 1), and early and late gates that are half
a bit interval in duration, for large-loop signal-to-noise ratios, the fractional timing
jitter is approximated by

0_2
?e = 2N, B, (10.56)

2
where N, is the (normalized) noise power spectral density, 7 is the symbol interval,
and By is the loop bandwidth.

10.2.2.3 Symbol Synchronization Errors and Symbol
Error Performance

The effect of symbol-synchronization error on bit-error probability for a
BPSK signal in additive white Gaussian noise is shown in Figure 10.15. It can be
seen from the figure that the degradation is less than about 1 dB in signal-to-noise

+1 +1
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Figure 10.14 (a) Correct receiver timing. (b) Early receiver timing.
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ratio for a fractional timing jitter of less than 5%. Comparing symbol timing error
effects with the effect of phase noise (see Figure 10.8), it can be seen that the sym-
bol synchronization error, taken as a fraction of the symbol interval, does not affect
system performance as strongly as does phase noise taken as a fraction of a cycle.
In both cases, however, the degradation increases with increases in error.

Example 10.7 Effect of Timing Jitter

Through the use of Figure 10.15, determine the effect of a 10% symbol-fractional
timing jitter on a system required to maintain a 1073 bit exror probability.

Solution

It can be seen from Figure 10.15 that a 107-bit-error probability will require a SNR of
about 6.7 dB in the absence of all timing jitter. The same figure indicates that for a
fractional timing jitter of 10% (o,/T=0.1), a SNR of about 12.9 dB is required. Thus,
the ability to accommodate this large timing jitter would require a 6.2-dB higher
signal-to-noise ratio than that needed to maintain a 1073-bit-eror probability without
jitter. This illustrates a use to which Figure 10.15 can be put; however, this example is
clearly extreme. No communication system would be designed with over four times
the nominally required power level in order to accommodate a large symbol-
synchronization error. Some other answer would be found, such as redesigning the
system filtering to increase the value of K in Equation (10.55), which will reduce the
symbol timing jitter.

10.2.3 Synchronization with Continuous-Phase Modulations (CPM)

10.2.3.1 Background

Continuous-Phase Modulations (CPM) have grown from a research topic to
an increasingly important signaling technique because of their bandwidth effi-
ciency. As bandwidth becomes increasingly dear, their importance will continue to
increase. These modulations raise new issues in synchronization, especially symbol
synchronization. The bandwidth efficiency of CPM is obtained by increasing the
smoothness of the waveforms in the time domain. If done properly, this smooth-
ness will concentrate the signal’s energy in a narrower bandwidth, reducing the
amount of bandwidth required to pass the signal, and allowing adjacent signals to
be packed closer together. However, this smoothness in the time domain also tends
to eliminate the symbol transition features upon which many symbol synchroniza-
tion schemes depend. A related problem is that, in general, it is difficult with CPM
to separate the effects of carrier-phase error from symbol-timing error, making the
phase and timing tasks interrelated. A mitigating feature of the smoothed wave-
forms is that in most cases of practical interest, the performance of the receivers is
relatively insensitive to moderate timing errors [3].

A normalized CPM signal can be represented in complex notation as

s(6) = exp {j[wot + 6 + Wt — 7, 0)]} (10.57)

where o, is the carrier frequency, 8 is the carrier phase (measured relative to the
phase of the receiver), and ¥ (¢, «) is called the excess phase of s(¢). It is ¥ (¢, ) that
carries the information in the signal. It is also ¥ (¢, o) that determines the amount
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Figure 10.15 Channel bit error probability versus E,/N, with the stan-
dard deviation of the symbol sync error o, as a parameter. (Reprinted
from W. C. Lindsey and M. K. Simon, Telecommunication Systems En-
gineering, Prentice-Hall, Inc., Englewood Cliffs, N.J., 1973, courtesy of
W. C. Lindsey and Marvin K. Simon.)

of bandwidth the signal will need. The required bandwidth is sometimes referred to
as the bandwidth occupancy of the signal. When considering the goal of reducing o
minimizing the required bandwidth from the standpoint of Fourier Theory, it ¢an
be seen that relatively high frequency components are associated with relatively
abrupt changes in the time domain signal [22]. Thus, in order to reduce or eliminate
the high frequency components, one must smooth out all the rough edges or abrupt
changes in the time domain signal. In CPM signaling, this is accomplished through
a combination of three techniques:
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1. Use signal pulses that have several orders of continuous derivatives.

2. Allow individual signal pulses to occupy multiple signal time intervals (i.e., in-
tentionally inject some intersymbol interference between symbols).

3. Reduce the maximum allowed phase change per symbol interval.

Not all CPM schemes use all of these techniques, but they all use some. For CPM
schemes, it should be noted that at the beginning of each symbol interval, the ex-
cess phase, s (%, o), is a Markov Process [4], in that it depends only on the phase at
the beginning of the symbol and the current symbol value. The phase value at the
beginning of the symbol is a consequence of some number of previous symbols.
Therefore, for the practical case where there are a finite number of possible phase
states, the result is a finite state channel. Thus, the excess phase can be defined as

Y, o) =, Cooy) + &, kT=¢t=(k+1)T (10.58)

where

k
M, Coop) =2mh > a;q(t —iT) (10.59)
i=k—-L+1

C, is called the correlative state, k is a time index, and «, is the kth information
symbol drawn from the alphabet {o} = (1,43, ..., (M — 1)}. This alphabet allows
for the general case of M-ary (rather than just binary) signaling. The parameter 4 is
the modulation index, and q(?) is called the modulation phase response, defined
outside of the region O <t < LT, as

0 fort =0
f) = .
a(t) {1/2 fort = LT (1060)

where L is called the correlation length. The correlation length is the number of
information-symbol periods of length T seconds that are affected by a single infor-
mation symbol. This is a measure of the amount of intentional intersymbol interfer-
ence. When L = 1, we refer to the signaling as full response. This is the condition
that was assumed in earlier chapters dealing with modulation. In full-response sig-
naling, each pulse is confined to its own time boundaries. However, when L. > 1, the
signaling is called partial response, which means that each pulse is not restricted to
its own symbol interval, but rather it is “smeared” into L — 1 neighboring symbol
intervals. This is the vehicle used in many CPM schemes for purposely injecting
controlled intersymbol interference between symbols and thereby increasing band-
width efficiency. Classical minimum-shift-keying (MSK), one of the earliest exam-
ples of CPM (see Chapter 9), does not use multiple symbol intervals per pulse.
Thus, classical MSK is an example of full-response signaling. Observing Equations
(10.60), it can be seen that the consequence of g(LT) =3 is that the maximum possi-
ble phase change over an LT interval is (M — 1) wh, as can be seen from Equation
(10.58) and (10.59).

The vector C,, which is called the correlative state, is a sequence of informa-
tion symbols {o,}, starting from the earliest time that can affect the signal’s phase at
the current time %, as follows:
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The term @, in Equation (10.58), expressed as

k=L

®, = mh >, o; mod2m (10.61)

i=0
is called the phase state. The phase state is one of a set of discrete phases that the
signal can take as a consequence of the values of past symbols. Starting the phase
transition for the next symbol from this phase state is a necessary condition for con-
tinuous phase. In the context of a trellis diagram, ®; can be viewed as an initial
state or node, and C; as defining a path to one of the other nodes. The definition of
g(t) in the interval (0<t<LT) is what gives the modulation its particular character-
istics. MSK has the parameters s = L L=1,M=2and q(¢) = /(2T) in the interval
(0 < t< T). The frequency response, defined as g(¢) & dq(f)/dt, is clearly rectangular
for MSK:

_ [1/@T) 0=t =T
)_{ 0 <0, t>T UL

Gaussian MSK (GMSK), another example of CPM, is defined as having a fre-
quency response that is the convolution of this rectangle with a Gaussian shaped
pulse.
Many of the synchronization techniques we have described in previous sec-
tions are based on ad hoc methods. People who had gained a fair amount of intu-
ition in synchronization invented them by trying things that seemed to make sense.
With a few exceptions, intuition has been less successful with CPM. Most tech-
niques are based on classical estimation theory principles, the most popular being
maximum likelihood estimation. The principles involved are the same as those
developed for maximum likelihood signal detection.

Maximum likelihood estimation involves the maximization of conditional
probabilities, and it is based on Baysian Theory [7]. Let s(t, y) represent a signal
with some set of unknown parameters, y. The parameters could be carrier phase,
or symbol-timing offset, or the values of the transmitted information symbols, or

possibly other parameters. Let
r(t) = s(t,y) + n(t) (10.63)

represent a received signal, where n(f) is some additive receiver noise process. Let
R(r) represent a realization of the process r(¢). Then the maximum-likelihood esti-
mate for the unknown parameter set v is the value of y that maximizes the likeli-
hood p[r(t) = R(£)| v] over all y. As has been developed in Chapter 3, a realization
of a maximum-likelihood detector for a known signal is a filter matched to that sig-
nal. For the case of CPM, this leads to a receiver structure as shown in Figure 10.16.

In the primary signal detection process, the carrier frequency o, carrier
phase 6, and symbol timing offset 7 are assumed known. The receiver structure is
effectively a bank of matched filters, each filter matched to an L-symbol signal re-
alization, which feeds a Viterbi Algorithm. The number of filters is M", and the
number of nodes in the branch metric computation is PM"~', where P is the num-
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Figure 10.16 CPM receiver structure.
(Note: & p is the k-th output symbol with processing delay, D)

ber of phase states {®,}. Both of these numbers can be awkwardly large, and so
simpler receiver structures arc often used in practice [3, 4, 22]; however, the struc-
ture is still useful as a basis for synchronization.

From the preceding CPM description, the individual filters in the filter bank
will have impulse responses given by

UNON 0=t =T

h(f) {e_f’ﬂé(T'[aco @y 6

A 10.64
( )= 0 elsewhere G
with(£=1,2,..., M") denoting the generic L-symbol string (C(Oc), a((f)) = (a(f‘.);__ i

'(T, (x((f)), where each a(f() is selected from the signal alphabet and € denotes a
particular path (symbol sequence) in the set of M possible paths. Similar to the

earlier notation,

0
nelt, €Y, a®) = 2wh g —iT) (10.65)
i=—L+1
From Figure 10.16, it can be seen that the individual filter outputs are given by
T+ 1T
ZO (G o ) A f () O (¢ —© — kT)e "' dt (10.66)
T+kT
This set of outputs [Z,}, along with the carrier phase estimate 6 and the phase state
{®y), are used to compute the path metrics and, ultimately, to determine the
Viterbi Algorithm’s decisions.

10.2.3.2 Data-Aided Synchronization

Techniques for synchronizing CPM receivers can be divided into those that
rely on knowledge of the information symbols, and those that do not. Those that
rely on such knowledge are called data-aided techniques. Those that do not are
termed non-data-aided (NDA). Clearly this is distinction that could be applied to
receiver synchronization for all modulation techniques, but data aided techniques
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appear especially useful and popular with CPM. There are two ways in which the
data symbols could be known: either the symbols under consideration are a part of
a known header or training sequence inserted into the data stream, or decisions
from the Viterbi Algorithm are being fed back into the synchronization process. If
decision feedback is to be employed, clearly the decisions must be fairly reliable,
which implies that the receiver must be close to lock. Initial acquisition based on
decision feedback is not likely to be a practical approach.

Given that the transmitted symbol string is known over some observation in-
terval, Lo, the index (€) in Equation (10.66) can be dropped. With the usual as-
sumptions of Gaussian noise processes and equal energy signals, the likelihood
function, A(R] §, 7), associated with 6 and , the unknown phase and time offsets,
respectively, is given by [3]

Ly—1

A(R|6,7) = exp { 2 Re [Z(Cy, oy, 7)e 1€+ ) ]} (10.67)

where unimportant constant factors have been dropped and Ref-} refers to the real
part of the complex argument. It is clear that the right-hand side of Equation
(10.67) will be maximized when the summation is maximized. Therefore, taking the
partial derivatives of the summation with respect to § and 7 and then setting the re-
sults to zero yields

Ly—1
2 Im [Z, (C,, oy, T)e 7OT20) = 0 (10.68)
k=

and
Ly—1 )
> Re[Y,(Cp oy, e 7% =0 (10.69)
k=0

where Y, = 0Z,/d 7, and Im{-} refers to the imaginary part of the complex argu-
ment. Mengali [3] points out that the left-hand side of Equation (10.69) can be ob-
tained in two ways: either by taking the derivative in the straightforward manner,
or by implementing a set of “derivative filters.” Which is the preferred implemen-
tation would depend on the exact case at hand.

Unfortunately, Equations (10.68) and (10.69) do not provide much in the way
of intuition or insight, and there are no known closed-form solutions. The equa;
tions must be solved numerically through some jointly iterative procedure for 9
and 7. Mengali suggests an iterative procedure, where the successive terms in each
summation are used to form error terms for a successive approximation. That is,

Bisr = O + Vpep(k — 1) (10.70)
:I\-k+1 . ;‘:k + 'YT eT(k - 1) (1071)

where e, and ey are higher order terms from the left-hand sides of Equations
(10.68) and (10.69), respectively, and vy, and yr are “gains,” selected to assure that
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the process converges. Clearly, this iterative procedure is more appropriate in a
decision-feedback operation than with a fixed-length training sequence.

10.2.3.3 Non-data-Aided Synchronization

One of the first tenets of Information Theory is that having more information
is better than having less. In the current context this means that knowing the sym-
bol sequence will allow better estimates of carrier phase and symbol timing than
not knowing. There may be cases, however, where training sequences are impracti-
cal or inconvenient, and the decision process is not sufficiently reliable for decision
feedback. In these cases, non-data-aided (NDA) synchronization processes are
called for. Two techniques of general applicability will be discussed, and one
power-law technique that can be applied in a large number of cases.

The first technique is a direct extension of the development in the previous
section. Clearly, if the symbol sequence (Cy, o) is not known, a new likelihood
function similar to Equation (10.67) can be written to accommodate that fact:

Ly=1
A(R| €y, &y, 8,7) = exp { S Re [Z(Cy, &, Pe -f<°+‘1’k>]} (10.72)
k=0

Since the likelihood function is proportional to a conditional probability, the chain
rule of conditional probabilities can be applied to get back to a likelihood function
dependent on 6 and 7 alone. The chain rule states that [7]

P00 = ROW) = [, plrte) = ROIvBlpE®IE (1073
which implies that the desired likelihood function is given by
5 1 ga A Ap
A'(R|8,7) = WL 2 A(R| Gy, &y, 6,7) (10.74)
all (Cksy)

where the assumption has been made that all symbol sequences are equally likely.
The likelihood function on the right-hand side of Equation (10.74) can now be dif-
ferentiated to produce two equations analogous to Equations (10.68) and (10.69).
Clearly, the result is considerably more computationally complicated than the re-
sults in Equations (10.68) and (10.69), and simpler if sub-optimal techniques may
be desired. Mengali [3] discusses some approximations which lead to a somewhat
simplified estimator for 7.

Another approach is indicated by the form of a sub-optimal receiver structure
using Laurent filters [23, 24]. This approach approximates the CPM signal by a set
of superimposed pulse amplitude modulated (PAM) waveforms. Considering only
the first in the series, the expression is

e =~ S ho(t —iT) (10.75)

where §i(t, o) is defined in Equation (10.58) and the coefficients a,; are called
pseudo-symbols. The pseudo-symbols, whose values depend on the past and pres-
ent data symbols, are defined by
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g = exp (j wh > OL,) (10.76)
£=0
where the modulation index 4 can take on any noninteger value. For the important
special case of MSK, where % =3, the expression in Equation (10.75) is exact for 4
filter function of the form

[t >
sin| — 0=t =2T
ho(t) = (ZT (10.77)

0 elsewhere

For other modulations, the approximation will be more or less accurate, and the
form of hy(f) will vary [23]. In any case, ignoring the noise process momentarily, the
normalized signal can now be rewritten in the form

S(t) = ej(m°t+e)2a0,ih0(t — T — 'T) (1078)

From this expression, it is clear that the standard techniques for phase and symbol
timing that were developed in the previous sections for linear modulations could be
applied to this approximation. Mengali [3] points out that care must be taken in
following this approach, however, because a filter actually matched to A(f) might
produce a very poorly shaped pulse. The issue is discussed by Kaleh [25].

Finally, in the special cases where the modulation index is rational, & = ky/k,,
with (k;, k,) integers, power-law techniques can be applied [22]. For this case,
Equation (10.57) can be rewritten as

k k
s(t) = exp{j{wot +042m— > gt — iT)]} (10.79)
2 j=k—L+1
where, for simplicity, ®, from Equation (10.58) has been absorbed into 6. Taking
the k,'™ power of s(¢) gives

3

[s(t)]%2 = exp {j{kz(mot +0) + 2wk, D ouq{t — iT)}} (10.80)

i=k-L+1

The oyt + § term on the right-hand side is clearly a high-frequency term that can be
filtered out. The right-most term is the k,™ power of the information portion of the
signal. From the development in Equations (10.57) to (10.60), this last term is
repetitive with a period of at most 7. Depending on the exact nature of the phase
response q(t), Fourier series components at multiples of 2mk;/(LT) radians may be
produced. At least in theory, these components could be isolated and tracked.
Even if spectral lines are not available, if the multiple of the signaling spectrum can
be isolated, band-edge filtering techniques (described in Section 10.2.1.9) could be
used to estimate a multiple of the symbol rate. The phase term 8k, can also be is0-
lated. There are several practical problems with this procedure. The symbol pel’i‘{d
will have a (k;/L)-way ambiguity, and the phase estimate will have a k,-way ambl-
guity that must be resolved in some fashion. Depending on the nature of g(?), the
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Fourier components may be fairly weak and potentially close together, making
them hard to isolate. And finally, as is the case with all power-law techniques, the
receiver noise is disproportionately increased, possibly decreasing the effective de-
tector signal-to-noise ratio to unusable levels. The method does have the advantage
of offering some degree of intuition into the process. It offers a direct connection to
the spectral-line techniques considered earlier. These techniques used nonlineari-
ties, usually power-law devices, to recover a pure spectral line at the frequency of
interest, or a known multiple of the frequency. This is exactly what is going on
here. The assumed rational nature of the modulation index # is utilized to produce
potential spectral lines at multiples of the symbol rate and the carrier frequency.
These lines can be used to acquire and track the symbol timing and carrier
frequency and phase.

10.2.4 Frame Synchronization

Almost all digital data streams have some sort of frame structure. This is to say that
the data stream is organized into uniformly sized groups of bits. If the data stream
is digitized TV, each pixel is represented by a word having several bits, which is fur-
ther organized into horizontal raster scans, which is further organized in terms of
vertical raster scans. Computer data are typically organized into words of some
number of 8-bit bytes, and these, in turn, are organized into card images, packets,
frames, or files. Any system that uses block-error control coding must be organized
around the codeword length. Digital speech is typically transmitted in packets or
frames which are indistinguishable from other digital data.

For a receiver to make sense of the incoming data stream, the receiver needs
to be synchronized with the data stream’s frame structure. Frame synchronization
is usually accomplished with the aid of some special signaling procedure from the
transmitter. This procedure may be very simple, or fairly involved, depending on
the environment in which the system is required to operate.

Probably the simplest frame synchronization aid is the frame marker, illus-
trated in Figure 10.17. The frame marker is a single bit, or a short pattern of bits
that the transmitter injects periodically into the data stream. The receiver must
know the pattern and the injection interval. The receiver, having achieved data
synchronization, correlates the known pattern with the incoming data stream at the
known injection interval. If the receiver is not in synchronization with the framing
pattern, the accumulated correlation will be low. When the receiver comes into
frame synch, however, the correlation should be nearly perfect, blemished only by
an occasional detection error.

The advantage of the frame marker is its simplicity. Even a single bit can suf-
fice as a frame marker if a sufficient number of correlations are accumulated be-
fore deciding whether or not the system has achieved synchronization. The major
drawback is that the sufficient number may be very large, and thus the expected
time required to acquire synchronization would be long. Therefore, frame markers
are most useful in systems that transmit data continuously, like many telephony
and computer links, and would be inappropriate for systems that transmit in iso-
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Figure 10.17 Frame marker illustration.

lated bursts or systems that require rapid frame acquisition. A secondary drawback
is that the inserted bit(s) may make the organization of the data stream awkward.

An example is the T1 carrier stream developed by Bell Labs and in general
use in North American telephony systems. The T1 carrier structure includes a sin-
gle bit frame marker after each set of 24 8-bit bytes, each byte representing one of
24 possible voice data streams. This yields a data structure that is an integer mul-
tiple of 193 bits—an unhandy number from the standpoint of most integrated
circuits.

An approach for systems with inconsistent or bursty transmissions, or systems
with rapid acquisition requirements, is a synchronization codeword. A synchroniza-
tion codeword would typically be sent as part of a message header. The receiver
must know the codeword and be constantly searching for it in the data stream, pos-
sibly with a matched filter correlator. Detection of the codeword would indicate a
known position (typically the beginning) in the data frame. The advantage of this
system is that frame acquisition can be essentially immediate. The only delay would
be that required to process the incoming codeword. The disadvantage is that the
codeword must be long relative to the frame marker, to keep the probability of
false detections low. The complexity of the correlation operation is proportional to
the length of the sequence, so the correlator may be relatively complicated.

A good synchronization codeword is one that has the property that the ab-
solute value of its “correlation sidelobes” is small. A correlation sidelobe is the
value of the correlation of a codeword with a time-shifted version of itself. Thus,
the correlation sidelobe value for a k-symbol shift of an N-bit code sequence (X} is
given by

N-k
Co= > XX« (10.81)

=1
where X, (1 <i < N) is an individual code symbol taking values +1 and the adjacent
data symbols (associated with index value i > N) are assumed to be zero. An eX

ample of correlation sidelobe computation is shown in Figure 10.18. The 5-bit
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Figure 10.18 Correlation sidelobe
example.

sequence in the example is seen to have good correlation properties, in that the
largest sidelobe is one-fifth of the main lobe, C,. Sequences like the example in Fig-
ure 10.18, with the property that their largest sidelobe has a magnitude of unity, are
known as Barker sequences or Barker words [26]. There is no known constructive
method for finding Barker words, and only 10 unique words are known, the longest
of which has 13 symbols. The known unique Barker words are given in Table 10.1.
Some thought should make it clear that a completely exhaustive list of known
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Barker sequences would include those sequences produced by inverting the sign of
the symbols and those produced by reversing the time ordering of the symbols in
the sequences of Table 10.1.

The sidelobe correlation properties of Barker codes are based on the assump-
tion that the adjacent symbols have zero value. This is an approximation to the ef-
fect of equally likely random binary data adjacent to the Barker word, taking the
values +1. Unfortunately, the Barker sequences are too short for this approxima-
tion to provide the best codeword in random binary data in all cases. Willard [27]
found the best sequences in terms of the minimum probability of false synchroniza-
tion for random adjacent symbols for the Barker word lengths by the use of a com-
puter simulation. The Willard sequences are shown in Table 10.2.

Two probabilities characterize the performance of a system using a synchro-
nization word. These are the probability of a missed detection and the probability
of false alarm. Clearly, the system designer would wish both probabilities to be as
small as possible. These are conflicting desires. In order to decrease the probability
of a miss, the system design may allow less-than-perfect correlation of an incoming
synchronization word. That is, a word may be accepted even if it contains a small
number of errors. This, however, enlarges the number of symbol patterns that will
be accepted and thereby increases the probability of a false alarm. The probability
of a miss for an N-bit word where k or fewer errors are accepted is given by

NN\ .
Pp= 2 ( .>P’(1 -p)N (10.82)
j=k+1NJ

where p is the probability of a detector bit error. The probability of a false alarm
generated by N bits of random data is given by

;)
SNJ
Pen= D= (10.83)
=0 2
It can be seen that for small p, P,, will decrease roughly exponentially with in-
creasing k. Unfortunately, Pra increases roughly exponentially with increasing k.
To obtain acceptable values of both P, and Py, for a given value of p, the system
designer often needs values of N larger than those provided by the Barker and

TABLE 10.1 Barker Synchronization Codewords

N Barker Sequence

1 +

2 ++ or +—

3 ++-

4 +++4+—o0r ++—+

5 +++-+

f +++——+-—

11 +H+t———t =t
13 ++++t——tt -+t
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TABLE 10.2 Willard Synchronization Codewords

N Willard Sequences
1 +

2 +-

3 ++-

4 ++--

5 ++-+-

7 +++-+--

11 +H+—++—+——-
13 A+ttt —+———

Willard sequences. fortunately, there is a fairly large body of literature dealing with
longer sequences. Most of these sequences were discovered through exhaustive
computer searches. Spilker [20] lists sequences of up to N =24 found by Newman
and Hofman [28] and mentions that their original paper had sequences to NV = 100.
Wu [29] provides a list of Maury-Styles sequences to length N = 30, a list of Linder
sequences to length 40. He also provides a fairly complete discussion of the topic of
synchronization sequences, including constructive techniques for reasonable but
non-optimum sequences, and insight into the frame synchronization procedures of
some operational satellite digital communication systems.

10.3 NETWORK SYNCHRONIZATION

For systems using coherent modulation techniques, one-direction communications
such as broadcast channels, or single-link communications, such as most microwave
links, land-line links, or fiber-optics links, the synchronization architecture that
makes the most sense is to make synchronization totally a receiver function. For
communications systems using noncoherent modulation techniques, or that involve
many users accessing a central communication node, such as many satellite com-
munication systems, it often makes sense for synchronization to be mostly or en-
tirely a terminal function. This means that the terminal transmitter parameters are
modified to achieve synchronization, rather than modifying the central node’s re-
ceiver parameters. This must be the approach if the system uses time-division mul-
tiple access (TDMA). In TDMA, each user is allotted a segment of time in which
to transmit its information. The terminal transmitter must be synchronized with the
system in order for its transmitted burst of data to arrive at the central node at the
time when the node is prepared to receive the data. Synchronization of the termi-
nal transmitter also makes sense with systems that combine signal processing at the
central node with frequency-division multiple access (FDMA). If the terminals pre-
correct their transmission to be synchronized with the central node, the node can
use a fixed set of channel filters and a single timing reference for the processing of
all channels. Otherwise, the node would require a separate time and frequency ac-
quisition and tracking capability for each incoming channel, and it would need to
deal with the possibility of varying amounts of adjacent channel interference. It
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seems clear that terminal transmitter synchronization is often the cleaner, more
reasonable system approach to synchronizing a network.

Transmitter synchronization procedures may be classified s being either open
loop or closed loop. Open-loop techniques do not rely on any measurement of the
arriving signal parameters at the central node. The terminal pre-corrects its trans.
mission based on stored knowledge of link parameters that have been provided by
some external authority but may possibly be modified by observations of a return
signal from the central node. Open-loop techniques rely on link parameters being
accurately known and predictable. They work best when link geometry is nom-
inally fixed, and the links themselves operate continually for relatively long peri-
ods, once established. They tend to be difficult to use efficiently when the link
geometry is not static or when the terminals access the system sporadically.

The main advantages of the open-loop methods are that acquisition is fast—
the procedure can work without a return link, and the amount of real-time compu-
tation that is required is small. The disadvantages of open-loop methods are that
they require the existence of the external authority that provides knowledge of the
required link parameters, and that they are relatively inflexible. The lack of any
direct real-time measure of system characteristics means that the system cannot
adjust quickly to any unplanned change in conditions.

Closed-loop techniques, on the other hand, require little in the way of a priori
knowledge of link parameters. Knowledge would be useful in reducing the time re-
quired for acquisition, but need not be precise as is required by open-loop meth-
ods. Closed-loop methods involve measurements of the synchronization accuracy
of the incoming transmissions from the terminal upon their arrival at the central
node, and the return of the results of these measurements to the terminal via a re-
turn path. Thus, closed-loop methods require a return path that provides a re-
sponse to the terminal’s transmission, the ability in the terminal to recognize the
response for what it is, and the ability in the terminal to modify the transmitter
characteristics appropriately, based on the response. This amounts to a require-
ment for a relatively large amount of real-time processing in the terminal, and two-
way links between every terminal and the central node. The disadvantages of
closed-loop methods are that they require a relatively large amount of real-time
processing, require two-way links to every terminal, and that acquisition can take a
relatively long time. The advantages are that no external source of knowledge is
required for the system to work, and the responses on the return link allow the
system to adapt easily and quickly to changing geometries and link conditions.

10.3.1 Open-Loop Transmitter Synchronization

Open-loop systems can be further subdivided into systems that employ information
gained by observing a return link, and those that do not. Those that do not are the
simplest of all, in terms of real-time processing requirements, but communication
performance for these simple terminals is clearly very dependent on stable link
characteristics.

All transmitter synchronization schemes attempt to precorrect the timing and
transmission frequency of the signal in such a manner that the signal will arrive ata
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