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CRASH RECOVERY

Humpty Dumpty sat on a wall.

Humpty Dumpty had a great fall.

All the King’s horses and all the King’s men
Could not put Humpty together again.

—01d nursery rhyme

The recovery manager of a DBMS is responsible for ensuring two important prop-
erties of transactions: atomicity and duraebility. It ensures atomicity by undoing the
actions of transactions that do not commit and durability by making sure that all
actions of committed transactions survive system crashes, (e.g., a core dump caused
by a bus error) and media failures (e.g., a disk is corrupted).

The recovery manager is one of the hardest components of a DBMS to design and
implement. It must deal with a wide variety of database states because it is called on
during system failures. In this chapter, we present the ARIES recovery algorithm,
which is conceptually simple, works well with a wide range of concurrency control
mechanisms, and is being used in an increasing number of database sytems.

We begin with an introduction to ARIES in Section 20.1. We discuss recovery from a
crash in Section 20.2. Aborting (or rolling back) a single transaction is a special case
of Undo and is discussed in Section 20.2.3. We concentrate on recovery from system
crashes in most of the chapter and discuss media failures in Section 20.3. We consider
recovery only in a centralized DBMS; recovery in a distributed DBMS is discussed in
Chapter 21.

20.1 INTRODUCTION TO ARIES

ARIES is a recovery algorithm that is designed to work with a steal, no-force approach.
When the recovery manager is invoked after a crash, restart proceeds in three phases:

1. Analysis: Identifies dirty pages in the buffer pool (i.e., changes that have not
been written to disk) and active transactions at the time of the crash.
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2. Redo: Repeats all actions, starting from an appropriate point in the log, and
restores the database state to what it was at the time of the crash.

3. Undo: Undoes the actions of transactions that did not commit, so that the
database reflects only the actions of committed transactions.

Consider the simple execution history illustrated in Figure 20.1. When the system is

LSN LOG

10 — update: T1 writes P5
20 —‘"' update: T2 writes P3
30 —'— T2 commit

40 —'— T2 end

50 —'— update: T3 writes P1

60 update: T3 writes P3

CRASH, RESTART

Figure 20.1 Execution History with a Crash

restarted, the Analysis phase identifies T'1 and T'3 as transactions that were active at
the time of the crash, and therefore to be undone; 72 as a committed transaction,
and all its actions, therefore, to be written to disk; and P1, P3, and P5 as potentially
dirty pages. All the updates (including those of T'1 and T'3) are reapplied in the order
shown during the Redo phase. Finally, the actions of T'1 and T'3 are undone in reverse
order during the Undo phase; that is, T'3’s write of P3 is undone, T'3’s write of P1 is
undone, and then T'1’s write of P5 is undone.

There are three main principles behind the ARIES recovery algorithm:

m  Write-ahead logging: Any change to a database object is first recorded in the
log; the record in the log must be written to stable storage before the change to
the database object is written to disk.

m  Repeating history during Redo: Upon restart following a crash, ARIES re-
traces all actions of the DBMS before the crash and brings the system back to the
exact state that it was in at the time of the crash. Then, it undoes the actions
of transactions that were still active at the time of the crash (effectively aborting
them).
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Crash recovery: IBM DB2, Informix, Microsoft SQL Server, Oracle 8, and
Sybase ASE all use a WAL scheme for recovery. IBM DB2 uses ARIES, and the
others use schemes that are actually quite similar to ARIES (e.g., all changes
are re-applied, not just the changes made by transactions that are “winners”)
although there are several variations.

s Logging changes during Undo: Changes made to the database while undoing
a transaction are logged in order to ensure that such an action is not repeated in
the event of repeated (failures causing) restarts.

The second point distinguishes ARIES from other recovery algorithms and is the basis
for much of its simplicity and flexibility. In particular, ARIES can support concurrency
control protocols that involve locks of finer granularity than a page (e.g., record-level
locks). The second and third points are also important in dealing with operations
such that redoing and undoing the operation are not exact inverses of each other. We
discuss the interaction between concurrency control and crash recovery in Section 20.4,
where we also discuss other approaches to recovery briefly.

20.1.1 The Log

The log, sometimes called the trail or journal, is a history of actions executed by the
DBMS. Physically, the log is a file of records stored in stable storage, which is assumed
to survive crashes; this durability can be achieved by maintaining two or more copies
of the log on different disks (perhaps in different locations), so that the chance of all
copies of the log being simultaneously lost is negligibly small.

The most recent portion of the log, called the log tail, is kept in main memory and
is periodically forced to stable storage. This way, log records and data records are
written to disk at the same granularity (pages or sets of pages).

Every log record is given a unique id called the log sequence number (LSIN).
As with any record id, we can fetch a log record with one disk access given the LSN.
Further, LSNs should be assigned in monotonically increasing order; this property is
required for the ARIES recovery algorithm. If the log is a sequential file, in principle
growing indefinitely, the LSN can simply be the address of the first byte of the log
record.! :

1In practice, various techniques are used to identify portions of the log that are ‘too old’ to ever be
needed again, in order to bound the amount of stable storage used for the log. Given such a bound,
the log may be implemented as a ‘circular’ file, in which case the LSN may be the log record id plus
a wrap-count.
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For recovery purposes, every page in the database contains the LSN of the most recent
log record that describes a change to this page. This LSN is called the pageLSIN.

A log record is written for each of the following actions:

®  Updating a page: After modifying the page, an update type record (described
later in this section) is appended to the log tail. The pageL.SN of the page is then
set to the LSN of the update log record. (The page must be pinned in the buffer
pool while these actions are carried out.)

m  Commit: When a transaction decides to commit, it force-writes a commit type
log record containing the transaction id. That is, the log record is appended to the
log, and the log tail is written to stable storage, up to and including the commit
record.? The transaction is considered to have committed at the instant that its
commit log record is written to stable storage. (Some additional steps must be
taken, e.g., removing the transaction’s entry in the transaction table; these follow
the writing of the commit log record.)

B Abort: When a transaction is aborted, an abort type log record containing the
transaction id is appended to the log, and Undo is initiated for this transaction
(Section 20.2.3).

= End: As noted above, when a transaction is aborted or committed, some ad-
ditional actions must be taken beyond writing the abort or commit log record.
After all these additional steps are completed, an end type log record containing
the transaction id is appended to the log.

#  Undoing an update: When a transaction is rolled back (because the transaction
is aborted, or during recovery from a crash), its updates are undone. When the
action described by an update log record is undone, a compensation log record, or
CLR, is written.

Every log record has certain fields: prevLSN, transID, and type. The set of all log
records for a given transaction is maintained as a linked list going back in time, using
the prevLSN field; this list must be updated whenever a log record is added. The
transID field is the id of the transaction generating the log record, and the type field
obviously indicates the type of the log record.

Additional fields depend on the type of the log record. We have already mentioned the
additional contents of the various log record types, with the exception of the update
and compensation log record types, which we describe next.

*Note that this step requires the buffer manager to be able to selectively force pages to stable
storage.
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Update Log Records

The fields in an update log record are illustrated in Figure 20.2. The pagelD field

pi‘evLSN transID type pagelD length offset before-image | after-image

Fields common to all log records Additional fields for update log records

Figure 20.2 Contents of an Update Log Record

is the page id of the modified page; the length in bytes and the offset of the change
are also included. The before-image is the value of the changed bytes before the
change; the after-image is the value after the change. An update log record that
contains both before- and after-images can be used to redo the change and to undo
it. In certain contexts, which we will not discuss further, we can recognize that the
change will never be undone (or, perhaps, redone). A redo-only update log record
will contain just the after-image; similarly an undo-only update record will contain
just the before-image.

Compensation Log Records

A compensation log record (CLR) is written just before the change recorded
in an update log record U is undone. (Such an undo can happen during normal
system execution when a transaction is aborted or during recovery from a crash.) A
compensation log record C describes the action taken to undo the actions recorded in
the corresponding update log record and is appended to the log tail just like any other
log record. The compensation log record C' also contains a field called undoNextLSN,
which is the LSN of the next log record that is to be undone for the transaction that
wrote update record U; this field in C is set to the value of prevLSN in U.

As an example, consider the fourth update log record shown in Figure 20.3. If this
update is undone, a CLR would be written, and the information in it would include
the transID, pagelD, length, offset, and before-image fields from the update record.
Notice that the CLR records the (undo) action of changing the affected bytes back to
the before-image value; thus, this value and the location of the affected bytes constitute
the redo information for the action described by the CLR. The undoNextLSN field is
set to the LSN of the first log record in Figure 20.3.

Unlike an update log record, a CLR, describes an action that will never be undone,
that is, we never undo an undo action. The reason is simple: an update log record
describes a change made by a transaction during normal execution and the transaction
may subsequently be aborted, whereas a CLR describes an action taken to rollback a
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transaction for which the decision to abort has already been made. Thus, the trans-
action must be rolled back, and the undo action described by the CLR is definitely
required. This observation is very useful because it bounds the amount of space needed
for the log during restart from a crash: The number of CLRs that can be written dur-
ing Unde is no more than the number of update log records for active transactions at
the time of the crash.

It may well happen that a CLR is written to stable storage (following WAL, of course)
but that the undo action that it describes is not yet written to disk when the system
crashes again. In this case the undo action described in the CLR is reapplied during
the Redo phase, just like the action described in update log records.

For these reasons, a CLR contains the information needed to reapply, or redo, the
change described but not to reverse it.

20.1.2 Other Recovery-Related Data Structures

In addition to the log, the following two tables contain important recovery-related
information:

B Transaction table: This table contains one entry for each active transaction.
The entry contains (among other things) the transaction id, the status, and a field
called lastLSIN, which is the LSN of the most recent log record for this transaction.
The status of a transaction can be that it is in progress, is committed, or is
aborted. (In the latter two cases, the transaction will be removed from the table
once certain ‘clean up’ steps are completed.)

m  Dirty page table: This table contains one entry for each dirty page in the buffer
pool, that is, each page with changes that are not yet reflected on disk. The entry
contains a field recLSIN, which is the LSN of the first log record that caused the
page to become dirty. Note that this LSN identifies the earliest log record that
might have to be redone for this page during restart from a crash.

During normal operation, these are maintained by the transaction manager and the
buffer manager, respectively,-and during restart after a crash, these tables are recon-
structed in the Analysis phase of restart.

Consider the following simple example. Transaction T'1000 changes the value of bytes
21 to 23 on page P500 from ‘ABC’ to ‘DEF’, transaction 72000 changes ‘HILJ’ to ‘KLM’
on page P600, transaction 72000 changes bytes 20 through 22 from ‘GDE’ to ‘QRS’
on page 500, then transaction 71000 changes ‘TUV’ to ‘WXY”’ on page P505. The
dirty page table, the transaction table,® and the log at this instant are shown in Figure

3The status field is not shown in the figure for space reasons; all transactions are in progress.
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pagelD recLSN
PS500 ~
prevLSN  transID type pagelD length offset before-image after-image
P600
P505 E T1000 update P500 3 21 ABC DEF
DIRTY PAGE TABL) ..E_ T2000 update P600 3 41 HIJ KLM
— T2000 update P500 3 20 GDE QRS
transID  lastLSN
T1000 update P505 3 21 TUV WXY
T1000 =
T2000 LOG

TRANSACTION TABLE

Figure 20.3 Instance of Log and Transaction Table

20.3. Observe that the log is shown growing from top to bottom; older records are at
the top. Although the records for each transaction are linked using the prevLSN field,
the log as a whole also has a sequential order that is important—for example, T2000’s
change to page P500 follows 7'1000’s change to page P500, and in the event of a crash,
these changes must be redone in the same order.

20.1.3 The Write-Ahead Log Protocol

Before writing a page to disk, every update log record that describes a change to this
page must be forced to stable storage. This is accomplished by forcing all log records
up to and including the one with LSN equal to the pageLSN to stable storage before
writing the page to disk.

The importance of the WAL protocol cannot be overemphasized—WAL is the funda-
mental rule that ensures that a record of every change to the database is available while
attempting to recover from a crash. If a transaction made a change and committed,
the no-force approach means that some of these changes may not have been written to
disk at the time of a subsequent crash. Without a record of these changes, there would
be no way to ensure that the changes of a committed transaction survive crashes. Note
that the definition of a committed transaction is effectively “a transaction whose log
records, including a commit record, have all been written to stable storage”!

When a transaction is committed, the log tail is forced to stable storage, even if a no-
force approach is being used. It is worth contrasting this operation with the actions
taken under a force approach: If a force approach is used, all the pages modified by
the transaction, rather than a portion of the log that includes all its records, must be
forced to disk when the transaction commits. The set of all changed pages is typically
much larger than the log tail because the size of an update log record is close to (twice)
the size of the changed bytes, which is likely to be much smaller than the page size.
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Further, the log is maintained as a sequential file, and thus all writes to the log are
sequential writes. Consequently, the cost of forcing the log tail is much smaller than
the cost of writing all changed pages to disk.

20.1.4 Checkpointing

A checkpoint is like a snapshot of the DBMS state, and by taking checkpoints peri-
odically, as we will see, the DBMS can reduce the amount of work to be done during
restart in the event of a subsequent crash.

Checkpointing in ARIES has three steps. First, a begin_checkpoint record is written
to indicate when the checkpoint starts. Second, an end_checkpoint record is con-
structed, including in it the current contents of the transaction table and the dirty page
table, and appended to the log. The third step is carried out after the end_checkpoint
record is written to stable storage: A special master record containing the LSN of the
begin_checkpoint log record is written to a known place on stable storage. While the
end_checkpoint record is being constructed, the DBMS continues executing transac-
tions and writing other log records; the only guarantee we have is that the transaction
table and dirty page table are accurate as of the time of the begin_checkpoint record.

This kind of checkpoint is called a fuzzy checkpoint and is inexpensive because it
does not require quiescing the system or writing out pages in the buffer pool (unlike
some other forms of checkpointing). On the other hand, the effectiveness of this check-
pointing technique is limited by the earliest recLSN of pages in the dirty pages table,
because during restart we must redo changes starting from the log record whose LSN
is equal to this recLSN. Having a background process that periodically writes dirty
pages to disk helps to limit this problem.

When the system comes back up after a crash, the restart process begins by locating
the most recent checkpoint record. For uniformity, the system always begins normal
execution by taking a checkpoint, in which the transaction table and dirty page table
are both empty.

20.2 RECOVERING FROM A SYSTEM CRASH

When the system is restarted after a crash, the recovery manager proceeds in three
phases, as shown in Figure 20.4. '

The Analysis phase begins by examining the most recent begin_checkpoint record,
whose LSN is denoted as C in Figure 20.4, and proceeds forward in the log until the
last log record. The Redo phase follows Analysis and redoes all changes to any page
that might have been dirty at the time of the crash; this set of pages and the starting




- 4

Crash Recovery 579

UNDO LOG Oldest log record

A of transactions
active at crash

REDO Smallest recLSN
—— B indirty page table
at end of Analysis

ANALYSIS
—— ¢ Most recent checkpoint

e =

‘} _— CRASH (end of log)

Figure 20.4 Three Phases of Restart in ARIES

point for Redo (the smallest recLSN of any dirty page) are determined during Analysis.
The Undo phase follows Redo and undoes the changes of all transactions that were
active at the time of the crash; again, this set of transactions is identified during the
Analysis phase. Notice that Redo reapplies changes in the order in which they were
originally carried out; Undo reverses changes in the opposite order, reversing the most
recent change first.

Observe that the relative order of the three points A, B, and C in the log may differ
from that shown in Figure 20.4. The three phases of restart are described in more
detail in the following sections.

20.2.1 Analysis Phase
The Analysis phase performs three tasks:

1. It determines the point in the log at which to start the Redo pass.

2. It determines (a conservative superset of the) pages in the buffer pool that were
dirty at the time of the crash.

3. It identifies transactions that were active at the time of the crash and must be
undone.

Analysis begins by examining the most recent begin_checkpoint log record and initial-
izing the dirty page table and transaction table to the copies of those structures in
the next end_checkpoint record. Thus, these tables are initialized to the set of dirty
pages and active transactions at the time of the checkpoint. (If there are additional
log records between the begin_checkpoint and end_checkpoint records, the tables must
be adjusted to reflect the information in these records, but we omit the details of this
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step. See Exercise 20.9.) Analysis then scans the log in the forward direction until it
reaches. the end of the log:

m  If an end log record for a transaction T is encountered, T' is removed from the
transaction table because it is no longer active.

m  If a log record other than an end record for a transaction T' is encountered, an
entry for T' is added to the transaction table if it is not already there. Further,
the entry for T is modified:

1. The lastLSN field is set to the LSN of this log record.

2. If the log record is a commit record, the status is set to C, otherwise it is set
to U (indicating that it is to be undone).

m  If a redoable log record affecting page P is encountered, and P is not in the dirty
page table, an entry is inserted into this table with page id P and recLSN equal
to the LSN of this redoable log record. This LSN identifies the oldest change
affecting page P that may not have been written to disk.

At the end of the Analysis phase, the transaction table contains an accurate list of all
transactions that were active at the time of the crash—this is the set of transactions
with status U. The dirty page table includes all pages that were dirty at the time of
the crash, but may also contain some pages that were written to disk. If an end_write
log record were written at the completion of each write operation, the dirty page
table constructed during Analysis could be made more accurate, but in ARIES, the
additional cost of writing end_write log records is not considered to be worth tke gain.

As an example, consider the execution illustrated in Figure 20.3. Let us extend this
execution by assuming that 72000 commits, then 71000 modifies another page, say,
P700, and appends an update record to the log tail, and then the system crashes
(before this update log record is written to stable storage).

The dirty page table and the transaction table, held in memory, are lost in the crash.
The most recent checkpoint is the one that was taken at the beginning of the execution,
with an empty transaction table and dirty page table; it is not shown in Figure 20.3.
After examining this log record, which we assume is just before the first log record
shown in the figure, Analysis initializes the two tables to be empty. Scanning forward
in the log, 71000 is added to the transaction table; in addition, P500 is added to the
dirty page table with recLSN equal to the LSN of the first shown log record. Similarly, -
72000 is added to the transaction table and P600 is added to the dirty page table.
There is no change based on the third log record, and the fourth record results in the
addition of P505 to the dirty page table. The commit record for 72000 (not in the
figure) is now encountered, and 72000 is removed from the transaction table.
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The Analysis phase is now complete, and it is recognized that the only active trans-
action at the time of the crash is 71000, with lastLSN equal to the LSN of the fourth
record in Figure 20.3. The dirty page table reconstructed in the Analysis phase is
identical to that shown in the figure. The update log record for the change to P700
is lost in the crash and is not seen during the Analysis pass. Thanks to the WAL
protocol, however, all is well—the corresponding change to page P700 cannot have
been written to disk either!

Some of the updates may have been written to disk; for concreteness, let us assume
that the change to P600 (and only this update) was written to disk before the crash.
Thus P600 is not dirty, yet it is included in the dirty page table. The pageLSN on
page P600, however, reflects the write because it is now equal to the LSN of the third
update log record shown in Figure 20.3.

20.2.2 Redo Phase

During the Redo phase, ARIES reapplies the updates of all transactions, committed or
otherwise. Further, if a transaction was aborted before the crash and its updates were
undone, as indicated by CLRs, the actions described in the CLRs are also reapplied.
This repeating history paradigm distinguishes ARIES from other proposed WAL-
based recovery algorithms and causes the database to be brought to the same state
that it was in at the time of the crash.

The Redo phase begins with the log record that has the smallest recLSN of all pages in
the dirty page table constructed by the Analysis pass because this log record identifies
the oldest update that may not have been written to disk prior to the crash. Starting
from this log record, Redo scans forward until the end of the log. For each redoable
log record (update or CLR) encountered, Redo checks whether the logged action must
be redone. The action must be redone unless one of the following conditions holds:

®m  The affected page is not in the dirty page table, or

m  The affected page is in the dirty page table, but the recLSN for the entry is greater
than the LSN of the log record being checked, or

m  The pageLSN (stored on the page, which must be retrieved to check this condition)
is greater than or equal to the LSN of the log record being checked.

The first condition obviously means that all changes to this page have been written
to disk. Because the recLSN is the first update to this page that may not have been
written to disk, the second condition means that the update being checked was indeed
propagated to disk. The third condition, which is checked last because it requires us
to retrieve the page, also ensures that the update being checked was written to disk,
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because either this update or a later update to the page was written. (Recall our
assumption that a write to a page is atomic; this assumption is important here!)

If the logged action must be redone:

1. The logged action is reapplied.

2. The pageL.SN on the page is set to the LSN of the redone log record. No additional
log record is written at this time.

Let us continue with the example discussed in Section 20.2.1. From the dirty page
table, the smallest recLSN is seen to be the LSN of the first log record shown in Figure
20.3. Clearly the changes recorded by earlier log records (there happen to be none
in this example) have all been written to disk. Now, Redo fetches the affected page,
P500, and compares the LSN of this log record with the pageL.SN on the page and,
because we assumed that this page was not written to disk before the crash, finds
that the pageLSN is less. The update is therefore reapplied; bytes 21 through 23 are
changed to ‘DEF’, and the pageLSN is set to the LSN of this update log record.

Redo then examines the second log record. Again, the affected page, P600, is fetched
and the pageLSN is compared to the LSN of the update log record. In this case,
because we assumed that P600 was written to disk before the crash, they are equal,
and the update does not have to be redone.

The remaining log records are processed similarly, bringing the system back to the exact
state it was in at the time of the crash. Notice that the first two conditions indicating
that a redo is unnecessary never hold in this example. Intuitively, they come into play
when the dirty page table contains a very old recLSN, going back to before the most
recent checkpoint. In this case, as Redo scans forward from the log record with this
LSN, it will encounter log records for pages that were written to disk prior to the
checkpoint and were therefore not in the dirty page table in the checkpoint. Some of
these pages may be dirtied again after the checkpoint; nonetheless, the updates to these
pages prior to the checkpoint need not be redone. Although the third condition alone
is sufficient to recognize that these updates need not be redone, it requires us to fetch
the affected page. The first two conditions allow us to recognize this situation without
fetching the page. (The reader is encouraged to construct examples that illustrate the
use of each of these conditions; see Exercise 20.8.)

At the end of the Redo phase, end type records are written for all transactions with
status C, which are removed from the transaction table. .
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20.2.3 Undo Phase

The Undo phase, unlike the other two phases, scans backward from the end of the log.
The goal of this phase is to undo the actions of all transactions that were active at
the time of the crash, that is, to effectively abort them. This set of transactions is
identified in the transaction table constructed by the Analysis phase.

The Undo Algorithm

Undo begins with the transaction table constructed by the Analysis phase, which
identifies all transactions that were active at the time of the crash, and includes the
LSN of the most recent log record (the lastLSN field) for each such transaction. Such
transactions are called loser transactions. All actions of losers must be undone, and
further, these actions must be undone in the reverse of the order in which they appear
in the log.

Consider the set of lastLSN values for all loser transactions. Let us call this set
ToUndo. Undo repeatedly chooses the largest (i.e., most recent) LSN value in this
set and processes it, until ToUndo is empty. To process a log record:

1. If it is a CLR, and the undoNextLSN value is not null, the undoNextLSN value
is added to the set ToUndo; if the undoNextLSN is null, an end record is written
for the transaction because it is completely undone, and the CLR is discarded.

2. If it is an update record, a CLR is written and the corresponding action is undone,
as described in Section 20.1.1, and the prevLSN value in the update log record is
added to the set ToUndo.

When the set ToUndo is empty, the Undo phase is complete. Restart is now complete,
and the system can proceed with normal operations.

Let us continue with the scenario discussed in Sections 20.2.1 and 20.2.2. The only
active transaction at the time of the crash was determined to be 7'1000. From the
transaction table, we get the LSN of its most recent log record, which is the fourth
update log record in Figure 20.3. The update is undone, and a CLR is written with
undoNextLSN equal to the LSN of the first log record in the figure. The next record
to be undone for transaction 71000 is the first log record in the figure. After this is
undone, a CLR and an end log record for 71000 are written, and the Undo phase is
complete.

In this example, undoing the action recorded in the first log record causes the action
of the third log record, which is due to a committed transaction, to be overwritten and
thereby lost! This situation arises because T'2000 overwrote a data item written by
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T'1000 while 71000 was still active; if Strict 2PL were followed, 72000 would not have
been allowed to overwrite this data item.

Aborting a Transaction

Aborting a transaction is just a special case of the Undo phase of Restart in which a
single transaction, rather than a set of transactions, is undone. The example in Figure
20.5, discussed next, illustrates this point.

Crashes during Restart

It is important to understand how the Undo algorithm presented in Section 20.2.3
handles repeated system crashes. Because the details of precisely how the action
described in an update log record is undone are straightforward, we will discuss Undo
in the presence of system crashes using an execution history, shown in Figure 20.5, that
abstracts away unnecessary detail. This example illustrates how aborting a transaction
is a special case of Undo and how the use of CLRs ensures that the Undo action for
an update log record is not applied twice.

LSN LOG

00, 05 —'— begin_checkpoint, end_checkpoint

10 == update: T1 writes P5 - prevLSN
20 —— update: T2 writes P3
30 —— Tlabort
40,45 == CLR: Undo T1LSN 10, T1 ¢nd

undonextLSN
50 =~ update: T3 writes P1 :7.

4 i
60 = update: T2 writes P5

X CRASH, RESTART

70 —— CLR: Undo T2 LSN 60

80,85 —— CLR: Undo T3 LSN 50, T3 end
DX CRASH, RESTART

90,95 —— CLR: Undo T2 LSN 20, T2 end

Figure 20.5 Example of Undo with Repeated Crashes

The log shows the order in which the DBMS executed various actions; notice that the
LSNs are in ascending order, and that each log record for a transaction has a prevLSN
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field that points to the previous log record for that transaction. We have not shown
null prevLSNs, that is, some special value used in the prevLSN field of the first log
record for a transaction to indicate that there is no previous log record. We have
also compacted the figure by occasionally displaying two log records (separated by a
comma) on a single line.

Log record (with LSN) 30 indicates that T'1 aborts. All actions of this transaction
should be undone in reverse order, and the only action of T'1, described by the update
log record 10, is indeed undone as indicated by CLR 40.

After the first crash, Analysis identifies P1 (with recLSN 50), P3 (with recLSN 20),
and P5 (with recLSN 10) as dirty pages. Log record 45 shows that T'1 is a completed
transaction; thus, the transaction table identifies T2 (with lastLSN 60) and T'3 (with
lastLSN 50) as active at the time of the crash. The Redo phase begins with log record
10, which is the minimum recLSN in the dirty page table, and reapplies all actions (for
the update and CLR records), as per the Redo algorithm presented in Section 20.2.2.

The ToUndo set consists of LSNs 60, for 72, and 50, for 7'3. The Undo phase now
begins by processing the log record with LSN 60 because 60 is the largest LSN in the
ToUndo set. The update is undone, and a CLR (with LSN 70) is written to the log.
This CLR has undoNextLSN equal to 20, which is the prevLSN value in log record
60; 20 is the next action to be undone for 7'2. Now the largest remaining LSN in the
ToUndo set is 50. The write corresponding to log record 50 is now undone, and a CLR
describing the change is written. This CLR has LSN 80, and its undoNextLSN field
is null because 50 is the only log record for transaction T'3. Thus 7'3 is completely
undone, and an end record is written. Log records 70, 80, and 85 are written to stable
storage before the system crashes a second time; however, the changes described by
these records may not have been written to disk.

When the system is restarted after the second crash, Analysis determines that the
only active transaction at the time of the crash was T'2; in addition, the dirty page
table is identical to what it was during the previous restart. Log records 10 through
85 are processed again during Redo. (If some of the changes made during the previous
Redo were written to disk, the pageL.SNs on the affected pages are used to detect this
situation and avoid writing these pages again.) The Undo phase considers the only
LSN in the ToUndo set, 70, and processes it by adding the undoNextLSN value (20)
to the ToUndo set. Next, log record 20 is processed by undoing T2’s write of page
P3, and a CLR is written (LSN 90). Because 20 is the first of 7'2’s log records—and
therefore, the last of its records to be undone—the undoNextLSN field in this CLR is
null, an end record is written for 7'2, and the ToUndo set is now empty.

Recovery is now complete, and normal execution can resume with the writing of a
checkpoint record.
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This example illustrated repeated crashes during the Undo phase. For completeness,
let us consider what happens if the system crashes while Restart is in the Analysis or
Redo phases. If a crash occurs during the Analysis phase, all the work done in this
phase is lost, and on restart the Analysis phase starts afresh with the same information
as before. If a crash occurs during the Redo phase, the only effect that survives the
crash is that some of the changes made during Redo may have been written to disk
prior to the crash. Restart starts again with the Analysis phase and then the Redo
phase, and some update log records that were redone the first time around will not be
redone a second time because the pageLSN will now be equal to the update record’s
LSN (although the pages will have to fetched again to detect this).

We can take checkpoints during Restart to minimize repeated work in the event of a
crash, but we will not discuss this point.

20.3 MEDIA RECOVERY

Media recovery is based on periodically making a copy of the database. Because
copying a large database object such as a file can take a long time, and the DBMS
must be allowed to continue with its operations in the meantime, creating a copy is
handled in a manner similar to taking a fuzzy checkpoint.

When a database object such as a file or a page is corrupted, the copy of that object is
brought up-to-date by using the log to identify and reapply the changes of committed
transactions and undo the changes of uncommitted transactions (as of the time of the
media recovery operation). '

The begin_checkpoint LSN of the most recent complete checkpoint is recorded along
with the copy of the database object in order to minimize the work in reapplying
changes of committed transactions. Let us compare the smallest recLSN of a dirty
page in the corresponding end_checkpoint record with the LSN of the begin_checkpoint
record and call the smaller of these two LSNs I. We observe that the actions recorded
in all log records with LSNs less than I must be reflected in the copy. Thus, only log
records with LSNs greater than I need to be reapplied to the copy.

Finally, the updates of transactions that are incomplete at the time of media recovery
or that were aborted after the fuzzy copy was completed need to be undone to ensure
that the page reflects only the actions of committed transactions. The set of such .
transactions can be identified as in the Analysis pass, and we omit the details.
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20.4 OTHER ALGORITHMS AND INTERACTION WITH
CONCURRENCY CONTROL

Like ARIES, the most popular alternative recovery algorithms also maintain a log of
database actions according to the WAL protocol. A major distinction between ARIES
and these variants is that the Redo phase in ARIES repeats history, that is, redoes
the actions of all transactions, not just the non-losers. Other algorithms redo only the
non-losers, and the Redo phase follows the Undo phase, in which the actions of losers
are rolled back.

Thanks to the repeating history paradigm and the use of CLRs, ARIES is able to
support fine-granularity locks (record-level locks) and logging of logical operations,
rather than just byte-level modifications. For example, consider a transaction T that
inserts a data entry 15+ into a B+ tree index. Between the time this insert is done and
the time that T' is eventually aborted, other transactions may also insert and delete
entries from the tree. If record-level locks are set, rather than page-level locks, it is
possible that the entry 15x is on a different physical page when T" aborts from the one
that T inserted it into. In this case the undo operation for the insert of 15% must be
recorded in logical terms because the physical (byte-level) actions involved in undoing
this operation are not the inverse of the physical actions involved in inserting the entry.

Logging logical operations yields considerably higher concurrency, although the use of
fine-granularity locks can lead to increased locking activity (because more locks must
be set). Thus, there is a trade-off between different WAL-based recovery schemes. We
have chosen to cover ARIES because it has several attractive properties, in particular,
its simplicity and its ability to support fine-granularity locks and logging of logical
operations.

One of the earliest recovery algorithms, used in the System R prototype at IBM,
takes a very different approach. There is no logging and, of course, no WAL protocol.
Instead, the database is treated as a collection of pages and accessed through a page
table, which maps page ids to disk addresses. When a transaction makes changes to
a data page, it actually makes a copy of the page, called the shadow of the page,
and changes the shadow page. The transaction copies the appropriate part of the
page table and changes the entry for the changed page to point to the shadow, so
that it can see the changes; however, other transactions continue to see the original
page table, and therefore the original page, until this transaction commits. Aborting
a transaction is simple: just discard its shadow versions of the page table and the data
pages. Committing a transaction involves making its version of the page table public
and discarding the original data pages that are superseded by shadow pages.

This scheme suffers from a number of problems. First, data becomes highly fragmented
due to the replacement of pages by shadow versions, which may be located far from
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the original page. This phenomencn reduces data clustering and makes good garbage
collection imperative. Second, the scheme does not yield a sufficiently high degree of
concurrency. Third, there is a substantial storage overhead due to the use of shadow
pages. Fourth, the process aborting a transaction can itself run into deadlocks, and
this situation must be specially handled because the semantics of aborting an abort
transaction gets murky.

For these teasons, even in System R, shadow paging was eventually superseded by
WAL-based recovery techniques.

20.5 POINTS TO REVIEW

m  ARIES is a very popular recovery algorithm with a steal, no-force approach. Com-
pared to other recovery algorithms, ARIES is relatively simple, and supports locks
at a finer granularity than a page. After a crash, restart in ARIES proceeds in
three phases. The Analysis phase identifies dirty buffer pool pages and active
transactions at the time of the crash. The Redo phase restores the database to its
state at the time of the crash. The Rndo phase undoes actions of transactions that
did not commit due to the crash. ARIES maintains a log of all actions executed by
the DBMS. Each log record has a unique log sequence number (LSN). Log records
are written for updates, commits, aborts, and whenever an update is undone. In
addition, a special end record is written whenever the DBMS finishes processing
a transaction. ARIES is a write-ahead log protocol. Before writing a page to disk
or before committing a transaction, every log record that refers to the page or
transaction is forced to disk. To reduce the amount of work to be done during
a restart, the DBMS takes occasional snapshots called checkpoints. The restart
process then starts at the most recent checkpoint. (Section 20.1)

®  After a system crash, the Analysis, Redo, and Undo phases are executed. The
redo phase repeats history by transforming the database into its state before the
crash. The Undo phase undoes actions by loser transaction, transactions that are
aborted since they were active at the time of the crash. ARIES handles subsequent
crashes during system restart by writing compensating log records (CLRs) when
undoing actions of aborted transaction. CLRs indicate which actions have already
been undone and prevent undoing the same action twice. (Section 20.2)

®  To be able to recover from media failure without reading the complete log, we
periodically make a copy of the database. The procedure of copying the database
is similar to creating a checkpoint. (Section 20.3)

®  There are other recovery schemes based on write-ahead logging and there is a re-
covery scheme that makes changes to copies of data pages, or shadow pages. Aries
and its variants are replacing these other schemes because of their relative simplic-
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ity and ability to support fine-granularity locks and logging of logical operations.
(Section 20.4)

EXERCISES

Exercise 20.1 Briefly answer the following questions:

1.

How does the recovery manager ensure atomicity of transactions? How does it ensure
durability?

2. What is the difference between stable storage and disk?
3
4
5

What is the difference between a system crash and a media failure?

. Explain the WAL protocol.

. Describe the steal and no-force policies.

Exercise 20.2 Briefly answer the following questions:

1. What are the properties required of LSNs?

2. What are the fields in an update log record? Explain the use of each field.
3
4

‘What are redoable log records?

. What are the differences between update log records and CLRs?

Exercise 20.3 Briefly answer the following questions:

i
2.

What are the roles of the Analysis, Redo and Undo phases in ARIES?

Consider the execution shown in Figure 20.6.

(a) What is done during Analysis? (Be precise about the points at which Analysis
begins and ends and describe the contents of any tables constructed in this phase.)

(b) What is done during Redo? (Be precise about the points at which Redo begins and
ends.)

(c) What is done during Undo? (Be precise about the points at which Undo begins
and ends.)

Exercise 20.4 Consider the execution shown in Figure 20.7.

. Extend the figure to show prevLSN and undonextLSN values.

Describe the actions taken to rollback transaction T'2.

Show the log after T2 is rolled back, including all prevLSN and undonextLSN values in
log records.

Exercise 20.5 Consider the execution shown in Figure 20.8. In addition, the system crashes
during recovery after writing two log records to stable storage and again after writing another
two log records.
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LSN
00

10
20
30
40
50
60

70

Figure 20.6

LSN
10 —
20 -
0 ——
40 —
50 —'-
60 —
Figure 20.7

LOG

begin_checkpoint
end_checkpoint
update: T1 writes P5
update: T2 writes P3
T2 commit

T2 end

update: T3 writes P3
T1 abort

CRASH, RESTART

Execution with a Crash

LOG

update: T1 writes P2
update: T1 writes P1
update: T2 writes P5
update: T3 writes P3
T3 commit

update: T2 writes P5
update: T2 writes P3

T2 abort

Aborting a Transaction

CHAPTER 20
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LSN LOG

00 =+ begin_checkpoint

10 =+ end_checkpoint

20 —"' update: T1 writes P1
30 = update: T2 writes P2

40 —— update: T3 writes P3

50 —— T2 commit

60 '-“— update: T3 writes P2
70 — T2 end

80 —'— update: T1 writes P5
90 —'— T3 abort

X CRASH, RESTART

Figure 20.8 Execution with Multiple Crashes

‘What is the value of the LSN stored in the master log record?
What is done during Analysis?

What is done during Redo?

What is done during Undo?

A S

Show the log when recovery is complete, including all non-null prevLSN and undonextLSN
values in log records.

Exercise 20.6 Briefly answer the following questions:

1. How is checkpointing done in ARIES?

2. Checkpointing can also be done as follows: Quiesce the system so that only checkpointing
activity can be in progress, write out copies of all dirty pages, and include the dirty page
table and transaction table in the checkpoint record. What are the pros and cons of this
approach versus the checkpointing approach of ARIES?

3. What happens if a second begin_checkpoint record is encountered during the Analysis
phase?

4. Can a second end_checkpoint record be encountered during the Analysis phase?

5. Why is the use of CLRs important for the use of undo actions that are not the physical
inverse of the original update?

6. Give an example that illustrates how the paradigm of repeating history and the use of
CLRs allow ARIES to support locks of finer granularity than a page.

Exercise 20.7 Briefly answer the following questions:
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LSN

00

10

20

30

40

50

60

70

80

LOG

begin_checkpoint
update: T1 writes P1
T1 commit

update: T2 writes P2
T1 end

T2 abort

update: T3 writes P3
end_checkpoint

T3 commit

CRASH, RESTART

Figure 20.9 Log Records between Checkpoint Records

CHAPTER 20

1. If the system fails repeatedly during recovery, what is the maximum number of log
records that can be written (as a function of the number of update and other log records
written before the crash) before restart completes successfully?

2. What is the oldest log record that we need to retain?

3. If a bounded amount of stable storage is used for the log, how can we ensure that there
is always enough stable storage to hold all log records written during restart?

Exercise 20.8 Consider the three conditions under which a redo is unnecessary (Section

20.2.2).

1. Why is it cheaper to test the first two conditions?

2. Describe an execution that illustrates the use of the first condition.

3. Describe an execution that illustrates the use of the second condition.

Exercise 20.9 The description in Section 20.2.1 of the Analysis phase made the simplifying
assumption that no log records appeared between the begin_checkpoint and end_checkpoint
records for the most recent complete checkpoint. The following questions explore how such

records should be handled.

1. Explain why log records could be written between the begin_checkpoint and end_checkpoin

records.

2. Describe how the Analysis phase could be modified to handle such records.

3. Consider the execution shown in Figure 20.9. Show the contents of the end_checkpoint

record.

4, Ilustrate your modified Analysis phase on the execution shown in Figure 20.9.

Exercise 20.10 Answer the following questions briefly:
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Explain how media recovery is handled in ARIES.
What are the pros and cons of using fuzzy dumps for media recovery?
What are the similarities and differences between checkpoints and fuzzy dumps?

Contrast ARIES with other WAL-based recovery schemes.

Pt B o 5

Contrast ARIES with shadow-page-based recovery.

BIBLIOGRAPHIC NOTES

Our discussion of the ARIES recovery algorithm is based on [473]. [241] is a survey article
that contains a very readable, short description of ARIES. [470, 474] also discuss ARIES.
Fine-granularity locking increases concurrency but at the cost of more locking activity; [471]
suggests a technique based on LSNs for alleviating this problem. [396] presents a formal
verification of ARIES.

[300] is an excellent survey that provides a broader treatment of recovery algorithms than
our coverage, in which we have chosen to concentrate on one particular algorithm. [13]
considers performance of concurrency control and recovery algorithms, taking into account
their interactions. The impact of recovery on concurrency control is also discussed in [675].
[544] contains a performance analysis of various recovery techniques. [199] compares recovery
techniques for main memory database systems, which are optimized for the case that most
of the active data set fits in main memory. [288] provides an encyclopedic treatment of
transaction processing.

[414] presents a description of a recovery algorithm based on write-ahead logging in which
‘loser’ transactions are first undone and then (only) transactions that committed before the
crash are redone. Shadow paging is described in [428, 287]. A scheme that uses a combination
of shadow paging and in-place updating is described in [543].
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DECISION SUPPORT

‘ Nothing is more difficult, and therefore more precious, than to be able to
decide.

—Napoleon Bonaparte

Database management systems are widely used by organizations for maintaining data

that documents their everyday operations. In applications that update such operational

data, transactions typically make small changes (for example, adding a reservation or

depositing a check) and a large number of transactions must be reliably and efficiently

processed. Such online transaction processing (OLTP) applications have driven

| the growth of the DBMS industry in the past three decades and will doubtless continue
to be important. DBMSs have traditionally been optimized extensively to perform well
in such applications.

Recently, however, organizations have increasingly emphasized applications in which
current and historical data are comprehensively analyzed and explored, identifying
useful trends and creating summaries of the data, in order to support high-level decision
making. Such applications are referred to as decision support. Decision support has
rapidly grown into a multibillion dollar industry, and further growth is expected. A
number of vendors offer specialized database systems and analysis tools to facilitate
decision support. Industry organizations are emerging to set standards and create
consensus on issues like language and architecture design.

Mainstream relational DBMS vendors have recognized the importance of this market
segment and are adding features to their products in order to support it. In particular,
novel indexing and query optimization techniques are being added to support complex
queries. Systems are also providing additional features for defining and using views.
The use of views has gained rapidly in popularity because of their utility in applica-
tions involving complex data analysis. While queries on views can be answered by
evaluating the view definition when the query is submitted, views also offer the option.
of precomputing the view definition and thereby making queries run much faster. This

; option becomes increasingly attractive as the view definition increases in complexity
and the frequency of queries increases.

L—;

Carrying the motivation for precomputed views one step further, organizations can
consolidate information from several databases into a data warehouse by copying tables
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from many sources into one location or by materializing a view that is defined over
tables from several sources. Data warehousing has become widespread, and many
specialized products are now available to create and manage warehouses of data from
multiple databases.

We begin this chapter with an overview of decision support in Section 23.1. We cover
data warehousing in Section 23.2 and present on-line analytic processing, or OLAP, in
Section 23.3. We discuss implementation techniques to support OLAP in Section 23.4.
These new implementation techniques form the basis for specialized OLAP products,
and are also being added to relational DBMS products to support complex decision
support applications. We discuss the role of views in decision support applications and
techniques for rapidly processing queries on views in Section 23.5. Finally, in Section
23.6, we discuss a recent trend toward quickly computing approximate answers or a
desired subset of answers, rather than computing all answers.

23.1 INTRODUCTION TO DECISION SUPPORT

Organizational decision making requires a comprehensive view of all aspects of an enter-
prise, and many organizations have therefore created consolidated data warehouses
that contain data drawn from several databases maintained by different business units,
together with historical and summary information.

The trend toward data warehousing is complemented by an increased emphasis on
powerful analysis tools. There are many characteristics of decision support queries
that make traditional SQL systems inadequate: )

m  The conditions in the WHERE clause often contain many AND and OR conditions.
As we saw in Section 12.3.3, OR conditions, in particular, are poorly handled in
many relational DBMSs.

m  Applications require extensive use of statistical functions such as standard devia-
tion, which are not supported in SQL-92. Thus, SQL queries must frequently be
embedded in a host language program.

m  Many queries involve conditions over time or require aggregating over time periods.
SQL-92 provides poor support for such time-series analysis.

m  Users often need to pose several related queries. Since there is no convenient
way to express these commonly occurring families of queries, users have to write
them as a collection of independent queries, which can be tedious. Further, the
DBMS has no way to recognize and exploit optimization opportunities arising
from executing many related queries together.

Three broad classes of analysis tools are available. First, there are systems that support
a class of stylized queries that typically involve group-by and aggregation operators




Decision Support 679

and provide excellent support for complex boolean conditions, statistical functions,
and features for time-series analysis. Applications dominated by such queries are called

" online analytic processing, or OLAP. These systems support a querying style in

which the data is best thought of as a multidimensional array, and are influenced by
end user tools such as spreadsheets, in addition to database query languages.

Second, there are DBMSs that support traditional SQL-style queries but are de-
signed to also support OLAP queries efficiently. Such systems can be regarded as
relational DBMSs optimized for decision support applications. Many vendors of rela-
tional DBMSs are currently enhancing their products in this direction, and over time
the distinction between specialized OLAP systems and relational DBMSs enhanced to
support OLAP queries is likely to diminish.

The third class of analysis tools is motivated by the desire to find interesting or un-
expected trends and patterns in large data sets, rather than by the complex query
characteristics listed above. In exploratory data analysis, although an analyst can
recognize an ‘interesting pattern’ when shown such a pattern, it is very difficult to
formulate a query that captures the essence of an interesting pattern. For example,
an analyst looking at credit-card usage histories may want to detect unusual activity
indicating misuse of a lost or stolen card. A catalog merchant may want to look at
customer records to identify promising customers for a new promotion; this identifi-
cation would depend on income levels, buying patterns, demonstrated interest areas,
and so on. The amount of data in many applications is too large to permit manual
analysis or even traditional statistical analysis, and the goal of data mining is to
support exploratory analysis over very large data sets. We discuss data mining further
in Chapter 24.

Clearly, evaluating OLAP or data mining queries over globally distributed data is
likely to be excruciatingly slow. Further, for such complex analysis, often statistical
in nature, it is not essential that the most current version of the data be used. The
natural solution is to create a centralized repository of all the data, i.e., a data ware-
house. Thus, the availability of a warehouse facilitates the application of OLAP and
data mining tools, and conversely, the desire to apply such analysis tools is a strong
motivation for building a data warehouse.

23.2 DATA WAREHOUSING

Data warehouses contain consolidated data from many sources, augmented with sum-
mary information and covering a long time period. Warehouses are much larger than
other kinds of databases; sizes ranging from several gigabytes to terabytes are com-
mon. Typical workloads involve ad hoc, fairly complex queries and fast response times
are important. These characteristics differentiate warehouse applications from OLTP
applications, and different DBMS design and implementation techniques must be used
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to achieve satisfactory results. A distributed DBMS with good scalability and high
availability (achieved by storing tables redundantly at more than one site) is required
for very large warehouses.

A typical data warehousing architecture is illustrated in Figure 23.1. An organiza-

External Data Sources Visualization
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%! #
~ v
Data Warehouse
Operational Databases Data Mining

Figure 23.1 A Typical Data Warehousing Architecture

tion’s daily operations access and modify operational databases. Data from these
operational databases and other external sources (e.g., customer profiles supplied by
external consultants) are extracted by using gateways, or standard external inferfaces
supported by the underlying DBMSs. A gateway is an application program interface
that allows client programs to generate SQL statements to be executed at a server
(see Section 5.10). Standards such as Open Database Connectivity (ODBC) and Open
Linking and Embedding for Databases (OLE-DB) from Microsoft and Java Database
Connectivity (JDBC) are emerging for gateways.

23.2.1 Creating and Maintaining a Warehouse

There are many challenges in creating and maintaining a large data warehouse. A good
database schema must be designed to hold an integrated collection of data copied from
diverse sources. For example, a company warehouse might include the inventory and
personnel departments’ databases, together with sales databases maintained by offices.
in different countries. Since the source databases are often created and maintained by
different groups, there are a number of semantic mismatches across these databases,
such as different currency units, different names for the same attribute, and differences
in how tables are normalized or structured; these differences must be reconciled when
data is brought into the warehouse. After the warehouse schema is designed, the
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warehouse must be populated, and over time, it must be kept consistent with the
source databases.

Data is extracted from operational databases and external sources, cleaned to mini-
mize errors and fill in missing information when possible, and transformed to recon-
cile semantic mismatches. Transforming data is typically accomplished by defining a
relational view over the tables in the data sources (the operational databases and other
external sources). Loading data consists of materializing such views and storing them
in the warehouse. Unlike a standard view in a relational DBMS; therefore, the view is
stored in a database (the warehouse) that is different from the database(s) containing
the tables it is defined over.

The cleaned and transformed data is finally loaded into the warehouse. Additional
preprocessing such as sorting and generation of summary information is carried out at
this stage. Data is partitioned and indexes are built for efficiency. Due to the large
volume of data, loading is a slow process. Loading a terabyte of data sequentially
can take weeks, and loading even a gigabyte can take hours. Parallelism is therefore
important for loading warchouses.

After data is loaded into a warehouse, additional measures must be taken to ensure
that the data in the warehouse is periodically refreshed to reflect updates to the data
sources and to periodically purge data that is too old from the warehouse (perhaps
onto archival media). Observe the connection between the problem of refreshing ware-
house tables and asynchronously maintaining replicas of tables in a distributed DBMS.
Maintaining replicas of source relations is an essential part of warehousing, and this
application domain is an important factor in the popularity of asynchronous replication
(Section 21.10.2), despite the fact that asynchronous replication violates the principle
of distributed data independence. The problem of refreshing warehouse tables (which
are materialized views over tables in the source databases) has also renewed interest
in incremental maintenance of materialized views. (We discuss materialized views in
Section 23.5.)

An important task in maintaining a warehouse is keeping track of the data currently
stored in it; this bookkeeping is done by storing information about the warehouse data
in the system catalogs. The system catalogs associated with a warehouse are very large
and are often stored and managed in a separate database called a metadata reposi-
tory. The size and complexity of the catalogs is in part due to the size and complexity
of the warehouse itself and in part because a lot of administrative information must
be maintained. For example, we must keep track of the source of each warehouse table
and when it was last refreshed, in addition to describing its fields.

The value of a warehouse is ultimately in the analysis that it enables. The data in a
warehouse is typically accessed and analyzed using a variety of tools, including OLAP
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query engines, data mining algorithms, information visualization tools, statistical pack-
ages, and report generators.

23.3 OLAP

OLAP applications are dominated by ad hoc, complex queries. In SQL terms, these
are queries that involve group-by and aggregation operators. The natural way to think
about typical OLAP queries, however, is in terms of a multidimensional data model.
We begin this section by presenting the multidimensional data model and comparing
it with a relational representation of data. We describe OLAP queries in terms of the
multidimensional data model and then consider some new implementation techniques
designed to support such queries. Finally, we briefly contrast database design for
OLAP applications with more traditional relational database design.

23.3.1 Multidimensional Data Model

~ In the multidimensional data model, the focus is on a collection of numeric measures.
Each measure depends on a set of dimensions. We will use a running example based
on sales data. The measure attribute in our example is sales. The dimensions are
Product, Location, and Time. Given a product, a location, and a time, we have at
most associated one sales value. If we identify a product by a unique identifier pid, and
similarly identify location by locid and time by timeid, we can think of sales information
as being arranged in a three-dimensional array Sales. This array is shown in Figure
23.2; for clarity, we show only the values for a single locid value, locid= 1, which can
be thought of as a slice orthogonal to the locid axis.

locid

o 10 10
= o
& = 30 20 50

11

25 8 15

timeid
Figure 23.2 Sales: A Multidimensional Dataset

This view of data as a multidimensional array is readily generalized to more than
three dimensions. In OLAP applications, the bulk of the data can be represented in
such a multidimensional array. Indeed, some OLAP systems, for example, Essbase
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from Arbor Software, actually store data in a multidimensional array (of course, im-
plemernted without the usual programming language assumption that the entire array
fits in memory). OLAP systems that use arrays to store multidimensional datasets are
called multidimensional OLAP (MOLAP) systems.

s e

| The data in a multidimensional array can also be represented as a relation, as illus-
trated in Figure 23.3, which shows the same data as in Figure 23.2; additional rows
corresponding to the ‘slice’ locid= 2 are shown in addition to the data visible in Figure
23.3. This relation, which relates the dimensions to the measure of interest, is called
the fact table.

\ pid | timeid | locid ‘ sales |
11 1 1 25
locid city [ state country | 11 2 z 3
11 3 1 15
1 Ames Towa USA
| 12 1 1 30
2 Chennai TN India
12 2 1 20
Tempe Arizona USA
12 3 1 50
Locations 13 1 1 8
13 2 1 10
13 3 1 10
11 1 2 35
11 2 2 22
‘ pid ‘ pname category I price { 11 % 7] 10
11 Lee Jeans Apparel 25 12 1 2 26
12 Zord Toys 18 12 2 2 45
13 Biro Pen Stationery 2 12 3 2 20
13 1 2 20
Products
13 2 2 40
13 2 5
Sales

Figure 23.3 Locations, Products, and Sales Represented as Relations

Now let us turn to dimensions. Each dimension can have a set of associated attributes.
For example, the Location dimension is identified by the locid attribute, which we used
to identify a location in the Sales table. We will assume that it also has attributes

-, s
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country, state, and city. We will also assume that the Product dimension has attributes
pname, category, and price, in addition to the identifier pid. The category of a product
indicates its general nature; for example, a product pant could have category value
apparel. We will assume that the Time dimension has attributes date, week, month,
quarter, year, and holiday_flag, in addition to the identifier timeid.

For each dimension, the set of associated values can be structured as a hierarchy.
For example, cities belong to states, and states belong to countries. Dates belong to
weeks and to months, both weeks and months are contained in quarters, and quarters
are contained in years. (Note that a week could span a month; thus, weeks are not
contained in months.) Some of the attributes of a dimension describe the position of
a dimension value with respect to this underlying hierarchy of dimension values. The
hierarchies for the Product, Location, and Time hierarchies in our example are shown
at the attribute level in Figure 23.4.

PRODUCT TIME LOCATION
year
quarter country
/ \
category week month state
\ /
pname date city

Figure 23.4 Dimension Hierarchies
Information about dimensions can also be represented as a collection of relations:

Locations(locid: integer, city: string, state: string, country: string)

Products(pid: integer, pname: string, category: string, price: real)

Times(timeid: integer, date: string, week: integer, month: integer,
quarter: integer, year: integer, holiday_flag: boolean )

These relations are much smaller than the fact table in a typical OLAP application;
they are called the dimension tables. OLAP systems that store all information,
including fact tables, as relations are called relational OLAP (ROLAP) systems.

The Times table illustrates the attention paid to the Time dimension in typical OLAP
applications. SQL’s date and timestamp data types are not adequate; in order to
support summarizations that reflect business operations, information such as fiscal
quarters, holiday status, and so on is maintained for each time value.
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23.3.2 OLAP Queries

Now that we have seen the multidimensional model of data, let us consider how such
data can be queried and manipulated. The operations supported by this model are
strongly influenced by end user tools such as spreadsheets. The goal is to give end users
who are not SQL experts an intuitive and powerful interface for common business-
oriented analysis tasks. Users are expected to pose ad hoc queries directly, without
relying on database application programmers. In this section we assume that the user
is working with a multidimensional dataset and that each operation returns either
a different presentation or summarization of this underlying dataset; the underlying
dataset is always available for the user to manipulate, regardless of the level of detail
at which it is currently viewed.

A very common operation is aggregating a measure over one or more dimensions. The
following queries are typical:

8  Find the total sales.
B Find total sales for each city.
®  Find total sales for each state.

®  Find the top five products ranked by total sales.

The first three queries can be expressed as SQL queries over the fact and dimension
tables, but the last query cannot be expressed in SQL (although we can approximate
it if we return answers in sorted order by total sales, using ORDER BY).

When we aggregate a measure on one or more dimensions, the aggregated measure de-
pends on fewer dimensions than the original measure. For example, when we compute
the total sales by city, the aggregated measure is total sales and it depends only on
the Location dimension, whereas the original seles measure depended on the Location,
Time, and Product dimensions.

Another use of aggregation is to summarize at different levels of a dimension hierarchy.
If we are given total sales per city, we can aggregate on the Location dimension to obtain
sales per state. This operation is called roll-up in the OLAP literature. The inverse
of roll-up is drill-down: given total sales by state, we can agk for a more detailed
presentation by drilling down on Location. We can ask for sales by city or just sales
by city for a selected state (with sales presented on a per-state basis for the remaining
states, as before). We can also drill down on a dimension other than Location. For
example, we can ask for total sales for each product for each state, drilling down on
the Product dimension.

Another common operation is piveting. Consider a tabular presentation of the Sales
table. If we pivot it on the Location and Time dimensions, we obtain a table of total
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sales for each location for each time value. This information can be presented as a
two-dimensional chart in which the axes are labeled with location and time values,
and the entries in the chart correspond to the total sales for that location and time.
Thus, values that appear in columns of the original presentation become labels of axes
in the result presentation. Of course, pivoting can be combined with aggregation; we
can pivot to obtain yearly sales by state. The result of pivoting is called a cross-
tabulation and is illustrated in Figure 23.5. Observe that in spreadsheet style, in
addition to the total sales by year and state (taken together), we also have additional
summaries of sales by year and sales by state.

WI CA  Total

1995 63 81 144

1996 38 107 145

1997 75 35 110

Total 176 223 399

Figure 23.5 Cross-Tabulation of Sales by Year and State

Pivoting can also be used to change the dimensions of the cross-tabulation; from a
presentation of sales by year and state, we can obtain a presentation of sales by product
and year.

The Time dimension is very important in OLAP. Typical queries include:

B Find total sales by month.
m  Find total sales by month for each city.
B Tind the percentage change in the total monthly sales for each product.

m  Find the trailing n day moving average of sales. (For each day, we must compute
the average daily sales over the preceding n days.)

The first two queries can be expressed as SQL queries over the fact and dimension
tables. The third query can be expressed too, but it is quite complicated in SQL. The
last query cannot be expressed in SQL if n is to be a parameter of the query.

Clearly, the OLAP framework makes it convenient to pose a broad class of queries.
It also gives catchy names to some familiar operations: slicing a dataset amounts to
an equality selection on one or more dimensions, possibly also with some dimensions
projected out. Dicing a dataset amounts to a range selection. These terms come from
visualizing the effect of these operations on a cube or cross-tabulated representation
of the data.
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Comparison with SQL Queries

Some OLAP queries cannot be easily expressed, or cannot be expressed at all, in SQL,
as we saw in the above discussion. Notably, queries that rank results and queries that
involve time-oriented operations fall into this category.

A large number of OLAP queries, however, can be expressed in SQL. Typically, they
involve grouping and aggregation, and a single OLAP operation leads to several closely
related SQL queries. For example, consider the cross-tabulation shown in Figure 23.5,
which was obtained by pivoting the Sales table. To obtain the same information, we
would issue the following queries:

SELECT  SUM (S.sales)

FROM Sales S, Times T, Locations L

WHERE S.timeid=T.timeid AND S.locid=L.locid
GROUP BY T.year, L.state

This query generates the entries in the body of the chart (outlined by the dark lines).
The summary row at the bottom is generated by the query:

SELECT  SUM (S.sales)
FROM Sales S, Times T
WHERE S.timeid=T .timeid
GROUP BY T.year

The summary column on the right is generated by the query:

SELECT  SUM (S.sales)

FROM Sales S, Locations L
WHERE S.locid=L.locid
GROUP BY L.state

The example cross-tabulation can be thought of as roll-up on the Location dimension,
on the Time dimension, and on the Location and Time dimensions together. Dach
roll-up corresponds to a single SQL query with grouping. In general, given a measure
with k associated dimensions, we can roll up on any subset of these k dimensions, and
so we have a total of 2% such SQL queries.

Through high-level operations such as pivoting, users can generate many of these
2F SQL queries. Recognizing the commonalities between these queries enables more
efficient, coordinated computation of the set of queries. A proposed extension to SQL
called the CUBE is equivalent to a collection of GROUP BY statements, with one GROUP
BY statement for each subset of the k dimensions. We illustrate it using the Sales
relation. Consider the following query:
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CUBE pid, locid, timeid BY SUM Sales

This query will roll up the table Sales on all eight subsets of the set {pid, locid, timeid}
(including the empty subset). It is equivalent to eight queries of the form:

SELECT  SUM (S.sales)
FROM Sales S
GROUP BY grouping-list

The queries differ only in the grouping-list, which is some subset of the set {pid, locid,
timeid}. We can think of these eight queries as being arranged in a lattice, as shown
in Figure 23.6. The result tuples at a node can be aggregated further to compute the
result for any child of the node. This relationship between the queries arising in a CUBE
can be exploited for efficient evaluation.

{pid, locid, timeid }
{pid, locid } {pid, timeid}  {locid, timeid}

(pid} {locid} {timeid}

{1}

Figure 23.6 The Lattice of GROUP BY Queries in a CUBE Query

We conclude our discussion of the relationship between SQL and OLAP queries by
noting that they complement each other, and both are important for decision support.
The goal of OLAP is to enable end users to ask a broad class of business-oriented
queries easily and with interactive response times over very large datasets. SQL, on
the other hand, can be used to write complex queries that combine information from
several relations. The data need not be schemas corresponding to the multidimensional
data model, and the OLAP querying idioms are not always applicable. Such complex
queries are written by application programmers, compiled, and made available to end
users as ‘canned’ programs, often through a menu-driven graphical interface. The
importance of such SQL applications is reflected in the increased attention being paid
to optimizing complex SQL queries and the emergence of decision support oriented
SQL benchmarks, such as TPC-D.

A Note on Statistical Databases

Many OLAP concepts are present in earlier work on statistical databases (SDBs),
which are database systems designed to support statistical applications, although this
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connection has not been sufficiently recognized because of differences in application
domains and terminology. The multidimensional data model, with the notions of a
measure associated with dimensions, and classification hierarchies for dimension val-
ues, is also used in SDBs. OLAP operations such as roll-up and drill-down have
counterparts in SDBs. Indeed, some implementation techniques developed for OLAP
have also been applied to SDBs.

Nonetheless, there are some differences arising from the different domains that OLAP
and SDBs were developed to support. For example, SDBs are used in socioeconomic
applications, where classification hierarchies and privacy issues are very important.
This is reflected in the fact that classification hierarchies in SDBs are more complex
than in OLAP and have received more attention, along with issues such as potential
breaches of privacy. (The privacy issue concerns whether a user with access to summa-
rized data can reconstruct the original, unsummarized data.) In contrast, OLAP has
been aimed at business applications with large volumes of data, and efficient handling
of very large datasets has received more attention than in the SDB literature.

23.3.3 Database Design for OLAP

Figure 23.7 shows the tables in our running sales example.

PRODUCTS LOCATIONS

pid | pname | category | price locid | city | state | country
] 1

| ——

SALES pid | timeid | locid | sales
I

’—‘ TIMES

timeid | date | week | month | quarter |year | holiday_flag

Figure 23.7 An Example of a Star Schema

It suggests a star, centered at the fact table Sales; such a combination of a fact table
and dimension tables is called a star schema. This schema pattern is very common in
databases designed for OLAP. The bulk of the data is typically in the fact table, which
has no redundancy; it is usually in BCNF. In fact, to minimize the size of the fact
table, dimension identifiers (such as pid and timeid) are system-generated identifiers.

Information about dimension values is maintained in the dimension tables. Dimension
tables are usually not normalized. The rationale is that the dimension tables in a
database used for OLAP are static and update, insertion, and deletion anomalies are
not important. Further, because the size of the database is dominated by the fact table,
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Beyond B+ trees: Complex queries have motivated the addition of powerful
indexing techniques to DBMSs. In addition to B+ tree indexes, Oracle 8 supports
bitmap and join indexes, and maintains these dynamically as the indexed relations
are updated. Oracle 8 also supports indexes on expressions over attribute values,
e.g., 10 * sal + bonus. Microsoft SQL Server uses bitmap indexes. Sybase IQ
supports several kinds of bitmap indexes, and may shortly add support for a
linear hashing based index. Informix UDS supports R trees and Informix XPS
supports bitmap indexes.

the space saved by normalizing dimension tables is negligible. Therefore, minimizing
the computation time for combining facts in the fact table with dimension information
is the main design criterion, which suggests that we avoid breaking a dimension table
into smaller tables (which might lead to additional joins).

Small response times for interactive querying are important in OLAP, and most systems
support the materialization of summary tables (typically generated through queries
using grouping). Ad hoc queries posed by users are answered using the original tables
along with precomputed summaries. A very important design issue is which summary
tables should be materialized to achieve the best use of available memory and to
answer commonly asked ad hoc queries with interactive response times. In current
OLAP systems, deciding which summary tables to materialize may well be the most
important design decision.

Finally, new storage structures and indexing techniques have been deireloped to support
OLAP, and they present the database designer with additional physical design choices.
We cover some of these implementation techniques briefly in the next section.

23.4 IMPLEMENTATION TECHNIQUES FOR OLAP

In this section we survey some implementation techniques motivated by the OLAP
environment. The goal is to provide a feel for how OLAP systems differ from more
traditional SQL systems; our discussion is far from comprehensive.

The mostly-read environment of OLAP systems makes the CPU overhead of maintain-
ing indexes negligible, and the requirement of interactive response times for queries
over very large datasets makes the availability of suitable indexes very important.
This combination of factors has led to the development of new indexing techniques.
We discuss several of these techniques. We then consider file organizations and other
OLAP implementation issues briefly.
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23.4.1 Bitmap Indexes
Consider a table that describes customers:
"Customers(custid: integer, name: string, gender: boolean, rating: integer)

The rating value is an integer in the range 1 to 5, and only two values are recorded for
gender. Columns with few possible values are called sparse. We can exploit sparsity
to construct a new kind of index that greatly speeds up queries on these columns.

The idea is to record values for sparse columns as a sequence of bits, one for each
possible value. For example, a gender value is either 10 or 01; a 1 in the first position
denotes male, and 1 in the second position denotes female. Similarly, 10000 denotes
the rating value 1, and 00001 denotes the rating value 5.

If we consider the gender values for all rows in the Customers table, we can treat this
as a collection of two bit vectors, one of which has the associated value ‘Male’ and
the other the associated value ‘Female’. Each bit vector has one bit per row in the
Customers table, indicating whether the value in that row is the value associated with
the bit vector. The collection of bit vectors for a column is called a bitmap index for
that column.

An example instance of the Customers table, together with the bitmap indexes for
gender and rating, is shown in Figure 23.8.

| custid | name | gender | rating | FIEIEIEIE |
1 0 112 Joe M 3 0 R <
1 10 115 Ram | M 5 0 1
0 1 119 Sue F 5 1 00 5 A 5 e
1 10 112 Woo | M 4 gla|0|1|B

Figure 23.8 Bitmap Indexes on the Customers Relation

Bitmap indexes offer two important advantages over conventional hash and tree in-
dexes. First, they allow the use of efficient bit operations to answer queries. For
example, consider the query “How many male customers have a rating of 577 We can
take the first bit vector for gender and do a bit-wise AND with the fifth bit vector for
rating to obtain a bit vector that has 1 for every male customer with rating 5. We can
then count the number of 1s in this bit vector to answer the query. Second, bitmap
indexes can be much more compact than a traditional B+ tree index and are very
amenable to the use of compression techniques.

Bit vectors correspond closely to the rid-lists used to represent data entries in Alter-
native (3) for a traditional B+ tree index (see Section 8.3.1). In fact, we can think of a
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bit vector for a given age value, say, as an alternative representation of the rid-list for
that value. This leads to a possible way to combine bit vectors (and their advantages
of bit-wise processing) with B+ tree indexes on columns that are not sparse; we can
use Alternative (3) for data entries, using a bit vector representation of rid-lists. A
caveat is that if an rid-list is very small, the bit vector representation may be much
larger than a list of rid values, even if the bit vector is compressed. Further, the
use of compression leads to decompression costs, offsetting some of the computational
advantages of the bit vector representation.

23.4.2 Join Indexes

Computing joins with small response times is extremely hard for very large relations.
One approach to this problem is to create an index that is designed to speed up
specific join queries. Suppose that the Customers table is to be joined with a table
called Purchases (recording purchases made by customers) on the custid field. We can
create a collection of (¢, p) pairs, where p is the rid of a Purchases record that joins
with a Customers record with custid c.

This idea can be generalized to support joins over more than two relations. We will
discuss the special case of a star schema, in which the fact table is likely to be joined
with several dimension tables. Consider a join query that joins fact table F with
dimension tables D1 and D2 and includes selection conditions on column C; of table
D1 and column C5 of table D2. We store a tuple langlery, s, in the join index if rq
is the rid of a tuple in table D1 with value ¢; in column C4, ro is the rid of a tuple in
table D2 with value ¢y in column Cs, and r is the rid of a tuple in the fact table F,
and these three tuples join with each other.

The drawback of a join index is that the number of indexes can grow rapidly if several
columns in each dimension table are involved in selections and joins with the fact table.
An alternative kind of join index avoids this problem. Consider our example involving
fact table F and dimension tables D1 and D2. Let C; be a column of D1 on which a
selection is expressed in some query that joins D1 with F. Conceptually, we now join
the F with D1 to extend the fields of F with the fields of D1, and index F on the
‘virtual field” C'y: If a tuple of D1 with value ¢; in column C) joins with a tuple of F
with rid r, we add a tuple langlec,,r to the join index. We create one such join index
for each column of either D1 or D2 that involves a selection in scme join with F; C is
an example of such a column.

The price paid with respect to the previous version of join indexes is that join indexes
created in this way have to be combined (rid intersection) in order to deal with the join
queries of interest to us. This can be done efficiently if we make the new indexes bitmap
indexes; the result is called a bitmapped join index. The idea works especially well
if columns such as € are sparse, and therefore well suited to bitmap indexing.
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Complex queries: The IBM DB2 optimizer recognizes star join queries and per-
forms rid-based semijoins (using Bloom filters) to filter the fact table. Then fact
table rows are rejoined to the dimension tables. Complex (multi-table) dimension
queries (called ‘snowflake queries’) are supported. DB2 also supports CUBE us-
ing smart algorithms that minimize sorts. Microsoft SQL Server optimizes star
join queries extensively. It considers taking the cross-product of small dimension
tables before joining with the fact table, the use of join indexes, and rid-based
semijoins. Oracle 8i also allows users to create dimensions to declare hierarchies
and functional dependencies. It supports the CUBE operator and optimizes star
join queries by eliminating joins when no column of a dimension table is part of
the query result. There are also DBMS products developed specially for decision
support applications, such as Sybase IQ and RedBrick (now part of Informix).

23.4.3 File Organizations

Since many OLAP queries involve just a few columns of a large relation, vertical
partitioning becomes attractive. However, storing a relation column-wise can degrade
performance for queries that involve several columns. An alternative in a mostly-read
environment is to store the relation row-wise, but to also store each column separately.

A more radical file organization is to regard the fact table as a large multidimensional
array, and to store it and index it as such. This approach is taken in MOLAP systems.
Since the array is much larger than available main memory, it is broken up into con-
tiguous chunks, as discussed in Section 25.7. In addition, traditional B+ tree indexes
are created to enable quick retrieval of chunks that contain tuples with values in a
given range for one or more dimensions.

23.4.4 Additional OLAP Implementation Issues

Our discussion of OLAP implementation techniques is far from complete. A number of
other implementation issues must be considered for efficient OLAP query evaluation.

First, the use of compression is becoming widespread in database systems aimed at
OLAP. The amount of information is so large that compression is obviously attractive.
Further, the use of data structures like bitmap indexes, which are highly amenable to
compression techniques, makes compression even more attractive. '

Second, deciding which views to precompute and store in order to facilitate evaluation
of ad hoc queries is a challenging problem. Especially for aggregate queries, the rich
structure of operators such as CUBE offers many opportunities for a clever choice of
views to precompute and store. Although the choice of views to precompute is made
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by the database designer in current systems, ongoing research is aimed at automating
this choice.

Third, many OLAP systems are enhancing query language and optimization features
in novel ways. As an example of query language enhancement, Redbrick (recently
acquired by Informix) supports a version of SQL that allows users to define new ag-
gregation operators by writing code for initialization, iteration, and fermination. For
example, if tuples with fields department, employee, and salary are retrieved in sorted
order by department, we can compute the standard deviation of salaries for each de-
partment; the initialization function would initialize the variables used to compute
standard deviation, the iteration function would update the variables as each tuple
is retrieved and processed, and the termination function would output the standard
deviation for a department as soon as the first tuple for the next department is en-
countered. (Several ORDBMSs also support user-defined aggregate functions, and it
is likely that this feature will be included in future versions of the SQL standard.) As
an example of novel optimization features, some OLAP systems try to combine multi-
ple scans, possibly part of different transactions, over a table. This seemingly simple
optimization can be challenging: If the scans begin at different times, for example, we
must keep track of the records seen by each scan to make sure that each scan sees
every tuple exactly once; we must also deal with differences in the speeds at which the
scan operations process tuples.

Finally, we note that the emphasis on query processing and decision support applica-
tions in OLAP systems is being complemented by a greater emphasis on evaluating
complex SQL queries in traditional SQL systems. Traditional SQL systems are evolv-
ing to support OLAP-style queries more efficiently, incorporating techniques previously
found only in specialized OLAP systems.

23.5 VIEWS AND DECISION SUPPORT

Views are widely used in decision support applications. Different groups of analysts
within an organization are typically concerned with different aspects of the business,
and it is convenient to define views that give each group insight into the business
details that concern them. Once a view is defined, we can write queries or new view
definitions that use it, as we saw in Section 3.6; in this respect a view is just like a base
table. Evaluating queries posed against views is very important for decision support
applications. In this section, we consider how such queries can be evaluated efficiently
after placing views within the context of decision support applications.

23.5.1 Views, OLAP, and Warehousing

Views are closely related to OLAP and data warehousing.
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Views and OLAP: OLAP queries are typically aggregate queries. Analysts want
fast answers to these queries over very large datasets, and it is natural to consider
precomputing views (see Sections 23.5.3 and 23.5.4). In particular, the CUBE operator—
discussed in Section 23.3.2—gives rise to several aggregate queries that are closely
related. The relationships that exist between the many aggregate queries that arise
from a single CUBE operation can be exploited to develop very effective precomputation
strategies. The idea is to choose a subset of the aggregate queries for materialization in
such a way that typical CUBE queries can be quickly answered by using the materialized
views and doing some additional computation. The choice of views to materialize is
influenced by how many queries they can potentially speed up and by the amount
of space required to store the materialized view (since we have to work with a given
amount of storage space).

Views and Warehousing: A data warehouse is just a collection of asynchronously
replicated tables and periodically maintained views. A warehouse is characterized by
its size, the number of tables involved, and the fact that most of the underlying tables
are from external, independently maintained databases. Nonetheless, the fundamental
problem in warehouse maintenance is asynchronous maintenance of replicated tables
and materialized views (see Section 23.5.4).

23.5.2 Query Modification

Consider the view RegionalSales, defined below, which computes sales of products by
category and state:

CREATE VIEW RegionalSales (category, sales, state)
AS SELECT P.category, S.sales, L.state
FROM  Products P, Sales S, Locations L
WHERE P.pid = S.pid AND S.locid = L.locid

The following query computes the total sales for each category by state:

SELECT  R.category, R.state, SUM (R.sales)
FROM RegionalSales R
GROUP BY R.category, R.state

While the SQL-92 standard does not specify how to evaluate queries on views, it is
useful to think in terms of a process called query modification. The idea is to replace
the occurrence of RegionalSales in the query by the view definition. The result on the
above query is:

SELECT  R.category, R.state, SUM (R.sales)
FROM ( SELECT P.category, S.sales, L.state

.
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FROM Products P, Sales S, Locations L
WHERE  P.pid = S.pid AND S.locid = L.locid ) AS R
GROUP BY R.category, R.state

23.5.3 View Materialization versus Computing on Demand

We can answer a query on a view by evaluating the modified query constructed using
the query modification technique described above. Often, however, queries against
complex view definitions must be answered very fast because users engaged in decision
support activities require interactive response times. Even with sophisticated opti-
mization and evaluation techniques, there is a limit to how fast we can answer such
queries.

A popular approach to dealing with this problem is to evaluate the view definition
and store the result. When a query is now posed on the view, the (unmodified)
query is executed directly on the precomputed result. This approach is called view
materialization and is likely to be much faster than the query modification approach
because the complex view need not be evaluated when the query is computed. The
drawback, of course, is that we must maintain the consistency of the precomputed (or
materialized) view whenever the underlying tables are updated.

Consider the RegionalSales view. It involves a join of Sales, Products, and Locations
and is likely to be expensive to compute. On the other hand, if it is materialized and
stored with a clustered B+ tree index on the composite search key (category, state,
sales), we can answer the example query by an index-only scan.

Given the materialized view and this index, we can also answer queries of the following
form efficiently:

SELECT  R.state, SUM (R.sales)
FROM RegionalSales R
WHERE R.category = ‘Laptop’
GROUP BY R.state

To answer such a query, we can use the index on the materialized view to locate the
first index leaf entry with category = ‘Laptop’ and then scan the leaf level until we
come to the first entry with category not equal to ‘Laptop.’

The given index is less effective on the following query, for which we are forced to scan
the entire leaf level:

SELECT  R.state, SUM (R.sales)
FROM RegionalSales R
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WHERE R.state = “Wisconsin’
GROUP BY R.category

This example indicates how the choice of views to materialize and the indexes to create
are affected by the expected workload. This point is illustrated further by our next
example.

Consider the following two queries:

SELECT  P.category, SUM (S.sales)
FROM Products P, Sales S
WHERE  P.pid = S.pid

GROUP BY P.category

SELECT  L.state, SUM (S.sales)
FROM Locations L, Sales S
WHERE L.locid = S.locid
GROUP BY L.state

The above two queries require us to join the Sales table (which is likely to be very large)
with another table and to then aggregate the result. How can we use materialization
to speed these queries up? The straightforward approach is to precompute each of the
joins involved (Products with Sales and Locations with Sales) or to precompute each
query in its entirety. An alternative approach is to define the following view:

CREATE  VIEW TotalSales (pid, locid, total)
AS SELECT  S.pid, S.locid, SUM (S.sales)
FROM Sales S
GROUP BY S.pid, S.locid

The view TotalSales can be materialized and used instead of Sales in our two example
queries:

SELECT  P.category, SUM (T.total)
FROM Products P, TotalSales T
WHERE P.pid = T.pid

GROUP BY P.category

SELECT L.state, SUM (T.total)
FROM Locations L, TotalSales T
WHERE L.locid = T.locid

GROUP BY L.state




698 CHAPTER 23

23.5.4 Issues in View Materialization
There are three main questions to consider with regard to view materialization:

1. What views should we materialize and what indexes should we build on the ma-
terialized views?

2. Given a query on a view and a set of materialized views, can we exploit the
materialized views to answer the query?

3. How frequently should we refresh materialized views in order to make them con-
sistent with changes to the underlying tables?

As the example queries using TotalSales illustrated, the answers to the first two ques-
tions are related. The choice of views to materialize and index is governed by the
expected workload, and the discussion of indexing in Chapter 16 is relevant to this
question as well. The choice of views to materialize is more complex than just choos-
ing indexes on a set of database tables, however, because the range of alternative views
to materialize is wider. The goal is to materialize a small, carefully chosen set of views
that can be utilized to quickly answer most of the important queries. Conversely, once
we have chosen a set of views to materialize, we have to consider how they can be used
to.answer a given query.

A materialized view is said to be refreshed when we make it consistent with changes to
its underlying tables. Ideally, algorithms for refreshing a view should be incremental
in that the cost is proportional to the extent of the change, rather than the cost of
recomputing the view from scratch. While it is usually possible to incrementally refresh
views when new tuples are added to the underlying tables, incremental refreshing is
harder when tuples are deleted from the underlying tables.

A view maintenance policy is a decision about when a view is refreshed and is in-
dependent of whether the refresh is incremental or not. A view can be refreshed within
the same transaction that updates the underlying tables. This is called immediate
view maintenance. The update transaction is slowed by the refresh step, and the
impact of refresh increases with the number of materialized views that depend upon
the updated table.

Alternatively, we can defer refreshing the view. Updates are captured in a log and
applied subsequently to the materialized views. There are several deferred view
maintenance policies:

1. Lazy: The materialized view V is refreshed at the time a query is evaluated
using V, if V is not already consistent with its underlying base tables. This
approach slows down queries rather than updates, in contrast to immediate view
maintenance.
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Views for decision support: DBMS vendors are enhancing their main rela-
tional products to support decision support queries. IBM DB2 supports materi-
alized views with transaction-consistent or user-invoked maintenance. Microsoft
SQL Server supports partition views, which are unions of (many) horizontai
partitions of a table. These are aimed at a warehousing environment where each
partition could be, for example, a monthly update. Queries on partition views
are optimized so that only relevant partitions are accessed. Oracle 8i supports
materialized views with transaction-consistent, user-invoked, or time-scheduled
maintenance.

2. Periodic: The materialized view is refreshed periodically, e.g., once a day. The
discussion of the Capture and Apply steps in asynchronous replication (see Section
21.10.2) should be reviewed at this point since it is very relevant to periodic view
maintenance. In fact, many vendors are extending their asynchronous replication
features to support materialized views. Materialized views that are refreshed
periodically are also called snapshots.

3. Forced: The materialized view is refreshed after a certain number of changes
have been made to the underlying tables.

In periodic and forced view maintenance, queries may see an instance of the material-
ized view that is not consistent with the current state of the underlying tables. That
is, the queries would see a different set of tuples if the view definition was recomputed.
This is the price paid for fast updates and queries, and the trade-off is similar to the
trade-off made in using asynchronous replication.

23.6 FINDING ANSWERS QUICKLY

A recent trend, fueled in part by the popularity of the Internet, is an emphasis on
queries for which a user wants only the first few, or the ‘best’ few, answers quickly.
When users pose queries to a search engine such as AltaVista, they rarely look beyond
the first or second page of results. If they do not find what they are looking for, they
refine their query and resubmit it. The same phenomenon is being observed in decision
support applications, and some DBMS products (e.g., DB2) already support extended
SQL constructs to specify such queries. A related trend is that for complex queries,
users would like to see an approximate answer quickly and then have it be continually
refined, rather than wait until the exact answer is available. We now discuss these two
trends briefly. '
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23.6.1 Top N Queries

An analyst often wants to identify the top-selling handful of products, for example. We
can sort by sales for each product and return answers in this order. If we have a million
products and the analyst is interested in the top 10, this straightforward evaluation
strategy is clearly wasteful, and it desirable for users to be able to explicitly indicate
how many answers they want. This would enable the DBMS to optimize execution.
The example query below asks for the top 10 products ordered by sales in a given
location and time:

SELECT  P.pid, P.pname, S.sales

FROM Sales S, Products P

WHERE S.pid=P.pid AND S.locid=1 AND S.timeid=3
DRDER BY S.sales DESC

OPTIMIZE FOR 10 ROWS

The OPTIMIZE FOR N ROWS construct is not in SQL-92 (or even SQL:1999), but it
is supported in IBM’s DB2 product, and other products (e.g., Oracle 7) have similar
constructs. In the absence of a cue such as OPTIMIZE FOR 10 ROWS, the DBMS computes
sales for all products and returns them in descending order by sales. The application
can close the result cursor (i.e., terminate the query execution) after consuming 10
rows, but considerable effort has already been expended in computing sales for all
products and sorting them.

Now let us consider how a DBMS can make use of the 0PTIMIZE FOR cue tc execute
the query efficiently. The key is to somehow compute sales only for products that are
likely to be in the top 10 by sales. Suppose that we know the distribution of sales
values because we maintain a histogram on the sales column of the Sales relation. We
can then choose a value of sales, say ¢, such that only 10 products have a larger sales
value. For those Sales tuples that meet this condition, we can apply the location and
time conditions as well and sort the result. Evaluating the following query is equivalent
to this approach:

SELECT  P.pid, P.pname, S.sales

FROM Sales S, Products P

WHERE S.pid=P.pid AND S.locid=1 AND S.timeid=3 AND S.sales > ¢
ORDER BY S.sales DESC

This approach is, of course, much faster than the alternative of computing all product
sales and sorting them, but there are some important problems to resolve:

1. How do we choose the sales cutoff value ¢? Histograms and other system statistics
can be used for this purpose, but this can be a tricky issue. For one thing, the
statistics maintained by a DBMS are only approximate. For another, even if we
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choose the cutoff to reflect the top 10 sales values accurately, other conditions in
the query may eliminate some of the selected tuples, leaving us with fewer than
10 tuples in the result.

2. What if we have more than 10 tuples in the result? Since the choice of the cutoff
¢ is approximate, we could get more than the desired number of tuples in the
result. This is easily handled by returning just the top 10 to the user. We have
still saved considerably with respect to the approach of computing sales for all
products, thanks to the conservative pruning of irrelevant sales information, using
the cutoff c.

3. What if we have fewer than 10 tuples in the result? Even if we choose the sales
cutoff ¢ conservatively, there is the possibility that we compute fewer than 10
result tuples. In this case, we can re-execute the query with a smaller cutoff value
o, Or simply re-execute the original query with no cutoff.

The effectiveness of the approach depends on how well we can estimate the cutoff, and
in particular, on minimizing the number of times we obtain fewer than the desired
number of result tuples.

23.6.2 Online Aggregation

Consider the following query, which asks for the average sales amount by state:

SELECT  L.state, AVG (S.sales)
FROM Sales S, Locations L
WHERE S.Jocid=L.locid
GROUP BY L.state

This can be an expensive query if Sales and Locations are large relations, and we can-
not achieve fast response times with the traditional approach of computing the anwer
in its entirety when the query is presented. One alternative, as we have seen, is to
use precomputation. Another alternative is to compute the answer to the query when
the query is presented, but to return an approximate answer to the user as soon as
possible. As the computation progresses, the answer quality is continually refined.
This approach is called online aggregation. It is very attractive for queries involv-
ing aggregation, because efficient techniques for computing and refining approximate
answers are available. i

Online aggregation is illustrated in Figure 23.9: For each state—the grouping criterion
for our example query—the current value for average sales is displayed, together with
a confidence interval. The entry for Alaska tells us that the current estimate of average
per-store sales in Alaska is $2,832.50, and that this is within the range $2,700.30 and
$2,964.70 with 93 percent probability. The status bar in the first column indicates how
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STATUS | PRIORITIZE state AVG(sales) | Confidence | Interval
- @ Albama | 52325 7% 1034
[ I O Alaska 28325 93% 132.2
= @ Arizona 6,432.5 98% 52.3
[ I O Wyoming 42435 92% 152.3

Figure 23.9 Online Aggregation

close we are to arriving at an exact value for the average sales, and the second column
indicates whether calculating the average sales for this state is a priority. Estimating
average sales for Alaska is not a priority, but estimating it for Arizona is a priority.
As the figure indicates, the DBMS devotes more system resources to estimating the
average sales for prioritized states; the estimate for Arizona is much tighter than that
for Alaska, and holds with a higher probability. Users can set the priority for a state
by clicking on the priority button at any time during the execution. This degree of
interactivity, together with the continuous feedback provided by the visual display,
makes online aggregation an attractive technique.

In order to implement online aggregation, a DBMS must incorporate statistical tech-
niques to provide confidence intervals for approximate answers and use nonblocking
algorithms for the relational operators. An algorithm is said to block if it does not
produce output tuples until it has consumed all of its input tuples. For example, the
sort-merge join algorithm blocks because sorting requires all input tuples before deter-
mining the first output tuple. Nested loops join and hash join are therefore preferable
to sort-merge join for online aggregation. Similarly, hash-based aggregation is better
than sort-based aggregation.

237 POINTS TO REVIEW

= A data warehouse contains consolidated data drawn from several different databases -
together with historical and summary information. Online analytic Processing
(OLAP) applications and data mining applications generate complex queries that
make traditional SQL systems inadequate. Such applications support high-level
decision making and are also called decision support applications. (Section 23.1)
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m  Information about daily operations of an organization is stored in operational
“databases. This data is extracted through gateways, then cleaned and transformed
before loading it into the data warehouse. Data in the data warehouse is periodi-
cally refreshed to reflect updates, and it is periodically purged to delete outdated
information. The system catalogs of the data warehouse can be very large and are
managed in a separate database called the metadata repository. (Section 23.2)

®  The multidimensional data model consists of measures and dimensions. The re-
lation that relates the dimensions to the measures is called the fact table. OLAP
systems that store multidimensional datasets as arrays are called multidimensional
OLAP (MOLAP) systems. OLAP systems that store the data in relations are
called relational OLAP (ROLAP) systems. Common OLAP operations have re-
ceived special names: roll-up, drill-down, pivoting, slicing, and dicing. Databases
designed for OLAP queries commonly arrange the fact and dimension tables in a
star schema. (Section 23.3)

B Index structures that are especially suitable for OLAP systems include bitmap
indezes and join indezes. (Section 23.4)

B Views are widely used in decision support applications. Since decision support
systems require fast response times for interactive queries, queries involving views
must be evaluated very efficiently. Views can either be materialized or computed
on demand. We say that a materialized view is refreshed when we make it consis-
tent with changes to the underlying tables. An algorithm for refreshing a view is
incremental if the update cost is proportional to the amount of change at the base
tables. A view maintenance policy determines when a view is refreshed. In im-
mediate view maintenance the view is updated within the same transaction that
modifies the underlying tables; otherwise the policy is said to be deferred view
maintenance. Deferred view maintenance has three variants: In lazy maintenance
we refresh the view at query time. In periodic maintenance we refresh the view pe-
riodically; such views are also called snapshots. In forced maintenance we refresh
the view after a certain number of changes have been made to the base tables.
(Section 23.5)

s New query paradigms include top N queries and online aggregation. In top N
queries we only want to retrieve the first N rows of the query result. An on-
line aggregation query returns an approximate answer to an aggregation query
immediately and refines the answer progressively. (Section 23.6)

EXERCISES

Exercise 23.1 Briefly answer the following questions.

1. How do warehousing, OLAP, and data mining complement each other?




704 CHAPTER 23

2. What is the relationship between data warehousing and data replication? Which form of
replication (synchronous or asynchronous) is better suited for data warehousing? Why?

3. What is the role of the metadata repository in a data warehouse? How does it differ
from a catalog in a relational DBMS?

4. What are the considerations in designing a data warehouse?

5. Once a warehouse is designed and loaded, how is it kept current with respect to changes
to the source databases?

6. One of the advantages of a warehouse is that we can use it to track how the contents of
a relation change over time; in contrast, we have only the current snapshot of a relation
in a regular DBMS. Discuss how you would maintain the history of a relation R, taking
into account that ‘old’ information must somehow be purged to make space for new
information.

7. Describe dimensions and measures in the multidimensional data model.
8. What is a fact table, and why is it so important from a performance standpoint?
9. What is the fundamental difference between MOLAP and ROLAP systems?

10. What is a star schema? Is it typically in BCNF? Why or why not?

11. How is data mining different from OLAP?

Exercise 23.2 Consider the instance of the Sales relation shown in Figure 23.3.

1. Show the result of pivoting the relation on pid and timeid.
2. Write a collection of SQL queries to obtain the same result as in the previous part.

3. Show the result of pivoting the relation on pid and locid.

Exercise 23.3 Consider the cross-tabulation of the Sales relation shown in Figure 23.5.

1. Show the result of roll-up on locid (i.e., state).

2. Write a collection of SQL queries to obtain the same result as in the previous part.
3. Show the result of roll-up on locid followed by drill-down on pid.
4

. Write a collection of SQL queries to obtain the same result as in the previous part,
starting with the cross-tabulation shown in Figure 23.5.

Exercise 23.4 Consider the Customers relation and the bitmap indexes shown in Figure
23.8.

1. For the same data, if the underlying set of rating values is assumed to range from 1 to
10, show how the bitmap indexes would change.

2. How would you use the bitmap indexes to answer the followlng queries? If the bitmap
indexes are not useful, explain why.

(a) How many customers with a rating less than 3 are male?
(b) What percentage of customers are male?

(c) How many customers are there?
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(d) How many customers are named Woo?

(e) Find the rating value with the greatest number of customers and also find the num-
ber of customers with that rating value; if several rating values have the maximum
number of customers, list the requested information for all of them. (Assume that
very few rating values have the same number of customers.)

Exercise 23.5 In addition to the Customers table of Figure 23.8 with bitmap indexes on
gender and rating, assume that you have a table called Prospects, with fields rating and
prospectid. This table is used to identify potential customers.

1. Suppose that you also have a bitmap index on the rating field of Prospects. Discuss
whether or not the bitmap indexes would help in computing the join of Customers and
Prospects on rating.

2. Suppose that you do not have a bitmap index on the rating field of Prospects. Discuss
whether or not the bitmap indexes on Customers would help in computing the join of
Customers and Prospects on rating.

3. Describe the use of a join index to support the join of these two relations with the join
condition custid=prospectid.

Exercise 23.6 Consider the instances of the Locations, Products, and Sales relations shown
in Figure 23.3.

1. Consider the basic join indexes described in Section 23.4.2. Suppose you want to optimize
for the following two kinds of queries: Query 1 finds sales in a given city, and Query
2 finds sales in a given state. Show the indexes that you would create on the example
instances shown in Figure 23.3.

2. Consider the bitmapped join indexes described in Section 23.4.2. Suppose you want to
optimize for the following two kinds of queries: Query 1 finds sales in a given city, and
Query 2 finds sales in a given state. Show the indexes that yvou would create on the
example instances shown in Figure 23.3.

3. Consider the basic join indexes described in Section 23.4.2. Suppose you want to optimize
for the following two kinds of queries: Query 1 finds sales in a given city for a given
product name, and Query 2 finds sales in a given state for a given product category.
Show the indexes that you would create on the example instances shown in Figure 23.3.

4. Consider the bitmapped join indexes described in Section 23.4.2. Suppose you want to
optimize for the following two kinds of queries: Query 1 finds sales in a given city for a
given product name, and Query 2 finds sales in a given state for a given product category.
Show the indexes that you would create on the example instances shown in Figure 23.3.

Exercise 23.7 Consider the view NumReservations defined below:

CREATE VIEW NumReservations (sid, sname, numres)
AS SELECT S.sid, S.sname, COUNT (*)
FROM Sailors S, Reserves R
WHERE S.sid = R.sid
GROUP BY S.sid, S.sname
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1. How is the following query, which is intended to find the highest number of reservations
made by some one sailor, rewritten using query modification?

SELECT  MAX (N.numres)
FROM NumReservations N

2. Consider the alternatives of computing on demand and view materialization for the above
query. Discuss the pros and cons of materialization.

3. Discuss the pros and cons of materialization for the following query:

SELECT  N.sname, MAX (N.numres)
FROM NumReservations N
GROUP BY N.sname
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OBJECT-DATABASE SYSTEMS

with Joseph M. Hellerstein
U. C. Berkeley

You know my methods, Watson. Apply them.

—Arthur Conan Doyle, The Memoirs of Sherlock Holmes

Relational database systems support a small, fixed collection of data types (e.g., in-
tegers, dates, strings), which has proven adequate for traditional application domains
such as administrative data processing. In many application domains, however, much
more complex kinds of data must be handled. Typically this complex data has been
stored in OS file systems or specialized data structures, rather than in a DBMS. Ex-
amples of domains with complex data include computer-aided design and modeling
(CAD/CAM), multimedia repositories, and document management.

As the amount of data grows, the many features offered by a DBMS—for example,
reduced application development time, concurrency control and recovery, indexing
support, and query capabilities—become increasingly attractive and, ultimately, nec-
essary. In order to support such applications, a DBMS must support complex data
types. Object-oriented concepts have strongly influenced efforts to enhance database
support for complex data and have led to the development of object-database systems,
which we discuss in this chapter.

Object-database systems have developed along two distinct paths:

®  Object-oriented database systems: Object-oriented database systems are
proposed as an alternative to relational systems and are aimed at application
domains where complex objects play a central role. The approach is heavily in-
fluenced by object-oriented programming languages and can be understood as an
attempt to add DBMS functionality to a programming language environment.

= Object-relational database systems: Object-relational database systems can
be thought of as an attempt to extend relational database systems with the func-
tionality necessary to support a broader class of applications and, in many ways,
provide a bridge between the relational and object-oriented paradigms.

736
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We will use acronyms for relational database management systems (RDBMS), object-
oriented database management systems (OODBMS), and object-relational database
management systems (ORDBMS). In this chapter we focus on ORDBMSs and em-
phasize how they can be viewed as a development of RDBMSs, rather than as an
entirely different paradigm.

The SQL:1999 standard is based on the ORDBMS model, rather than the OODBMS
model. The standard includes support for many of the complex data type features
discussed in this chapter. We have concentrated on developing the fundamental con-
cepts, rather than on presenting SQL:1999; some of the features that we discuss are
not included in SQL:1999. We have tried to be consistent with SQL:1999 for notation,
although we have occasionally diverged slightly for clarity. It is important to recognize
that the main concepts discussed are common to both ORDBMSs and OODBMSs, and
we discuss how they are supported in the ODL/OQL standard proposed for OODBMSs
in Section 25.8.

RDBMS vendors, including IBM, Informix, and Oracle, are adding ORDBMS func-
tionality (to varying degrees) in their products, and it is important to recognize how
the existing body of knowledge about the design and implementation of relational
databases can be leveraged to deal with the ORDBMS extensions. It is also impor-
tant to understand the challenges and opportunities that these extensions present to
database users, designers, and implementors.

In this chapter, sections 25.1 through 25.5 motivate and introduce object-oriented
concepts. The concepts discussed in these sections are common to both QODBMSs and
ORDBMSs, even though our syntax is similar to SQL:1999. We begin by presenting
an example in Section 25.1 that illustrates why extensions to the relational model
are needed to cope with some new application domains. This is used as a running
example throughout the chapter. We discuss how abstract data types can be defined
and manipulated in Section 25.2 and how types can be composed into structured types
in Section 25.3. We then consider objects and object identity in Section 25.4 and
inheritance and type hierarchies in Section 25.5.

We consider how to take advantage of the new object-oriented concepts to do ORDBMS
database design in Section 25.6. In Section 25.7, we discuss some of the new imple-
mentation challenges posed by object-relational systems. We discuss ODL and OQL,
the standards for OODBMSs, in Section 25.8, and then present a brief comparison of
ORDBMSs and OODBMSs in Section 25.9. '

25.1 MOTIVATING EXAMPLE

As a specific example of the need for object-relational systems, we focus on a new busi-
ness data processing problem that is both harder and (in our view) more entertaining
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than the dollars and cents bookkeeping of previous decades. Today, companies in in-
dustries such as entertainment are in the business of selling bits; their basic corporate
assets are not tangible products, but rather software artifacts such as video and audio.

We consider the fictional Dinky Entertainment Company, a large Hollywood conglom-
erate whose main assets are a collection of cartoon characters, especially the cuddly
and internationally beloved Herbert the Worm. Dinky has a number of Herbert the
Worm films, many of which are being shown in theaters around the world at any given
time. Dinky also makes a good deal of money licensing Herbert’s image, voice, and
video footage for various purposes: action figures, video games, product endorsements,
and so on. Dinky’s database is used to manage the sales and leasing records for the
various Herbert-related products, as well as the video and audio data that make up
Herbert’s many films.

25.1.1 New Data Types

A basic problem confronting Dinky’s database designers is that they need support for
considerably richer data types than is available in a relational DBMS:

®  User-defined abstract data types (ADTs): Dinky’s assets include Herbert’s
image, voice, and video footage, and these must be stored in the database. Further,
we need special functions to manipulate these objects. For example, we may want
to write functions that produce a compressed version of an image or a lower-
resolution image. (See Section 25.2.)

B Structured types: In this application, as indeed in many traditional business
data processing applications, we need new types built up from atomic types using
constructors for creating sets, tuples, arrays, sequences, and so on. (See Sec-
tion 25.3.)

® Inheritance: As the number of data types grows, it is important to recognize
the commonality between different types and to take advantage of it. For exam-
ple, compressed images and lower-resolution images are both, at some level, just
images. It is therefore desirable to inherit some features of image objects while
defining (and later manipulating) compressed image objects and lower-resolution
image objects. (See Section 25.5.)

How might we address these issues in an RDBMS? We could store images, videos, and’
so on as BLOBs in current relational systems. A binary large object (BLOB) is
just a long stream of bytes, and the DBMS’s support consists of storing and retrieving
BLOBs in such a manner that a user does not have to worry about the size of the
BLOB; a BLOB can span several pages, unlike a traditional attribute. All further
processing of the BLOB has to be done by the user’s application program, in the host
language in which the SQL code is embedded. This solution is not efficient because we
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Large objects in SQL: SQL:1999 includes a new data type called LARGE 0BJECT
or LOB, with two variants called BLOB (binary large object) and CLOB (character
large object). This standardizes the large object support found in many current
relational DBMSs. LOBs cannot be included in primary keys, GROUP BY, or ORDER
BY clauses. They can be compared using equality, inequality, and substring oper-
ations. A LOB has a locator that is essentially a unique id and allows LOBs to
be manipulated without extensive copying.

LOBs are typically stored separately from the data records in whose fields they
appear. IBM DB2, Informix, Microsoft SQL Server, Oracle 8, and Sybase ASE
all support LOBs.

are forced to retrieve all BLOBs in a collection even if most of them could be filtered
out of the answer by applying user-defined functions (within the DBMS). It is not
satisfactory from a data consistency standpoint either, because the semantics of the
data is now heavily dependent on the host language application code and cannot be
enforced by the DBMS.

As for structured types and inheritance, there is simply no support in the relational
model. We are forced to map data with such complex structure into a collection of flat
tables. (We saw examples of such mappings when we discussed the translation from
ER diagrams with inheritance to relations in Chapter 2.)

This application clearly requires features that are not available in the relational model.
As an illustration of these features, Figure 25.1 presents SQL:1999 DDL statements
for a portion of Dinky’s ORDBMS schema that will be used in subsequent examples.
Although the DDL is very similar to that of a traditional relational system, it has
some important distinctions that highlight the new data modeling capabilities of an
ORDBMS. A quick glance at the DDL statements is sufficient for now; we will study
them in detail in the next section, after presenting some of the basic concepts that our
sample application suggests are needed in a next-generation DBMS.

25.1.2 Manipulating the New Kinds of Data

Thus far, we have described the new kinds of data that must be stored in the Dinky
database. We have not yet said anything about how to use these new types in queries,
so let’s study two queries that Dinky’s database needs to support. The syntax of the
queries is not critical; it is sufficient to understand what they express. We will return
to the specifics of the queries’ syntax as we proceed.

Our first challenge comes from the Clog breakfast cereal company. Clog produces a
cereal called Delirios, and it wants to lease an image of Herbert the Worm in front of
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1. CREATE TABLE Frames
(frameno integer, image jpeg_image, category integer);
2. CREATE TABLE Categories
(cid integer, name text, lease_price float, comments text);
3. CREATE TYPE theater_t AS
ROW(fno integer, name text, address text, phone text);
4. CREATE TABLE Theaters OF theater_t;
5. CREATE TABLE Nowshowing
(film integer, theater ref(theater_t) with scope Theaters, start date, end date);
6. CREATE TABLE Films
(filmno integer, title text, stars setof (text),
director text, budget float);
7. CREATE TABLE Countries
(name text, boundary polygon, population integer, language text);

Figure 25.1 SQL:1999 DDL Statements for Dinky Schema

a sunrise, to incorporate in the Delirios box design. A query to present a collection
of possible images and their lease prices can be expressed in SQL-like syntax as in
Figure 25.2. Dinky has a number of methods written in an imperative language like
Java and registered with the database system. These methods can be used in queries
in the same way as built-in methods, such as =, +, —, <, >, are used in a relational
language like SQL. The thumbnail method in the Select clause produces a small
version of its full-size input image. The is_sunrise method is a boolean function that
analyzes an image and returns true if the image contains a sunrise; the is_herbert
method returns true if the image contains a picture of Herbert. The query produces
the frame code number, image thumbnail, and price for all frames that contain Herbert
and a sunrise.

SELECT F.frameno, thumbnail(F.image), C.lease_price
FROM  Frames F, Categories C
WHERE F.category = C.cid AND is_sunrise(F.image) AND is_herbert(F.image)

Figure 25.2 Extended SQL to Find Pictures of Herbert at Sunrise

The second challenge comes from Dinky’s executives. They know that Delirios is |
exceedingly popular in the tiny country of Andorra, so they want to make sure that a
number of Herbert films are playing at theaters near Andorra when the cereal hits the
shelves. To check on the current state of affairs, the executives want to find the names
of all theaters showing Herbert films within 100 kilometers of Andorra. Figure 25.3
shows this query in an SQL-like syntax.
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SELECT N.theater—>name, N.theater—>address, F.title

FROM  Nowshowing N, Films F, Countries C

WHERE N.film = F.filmno AND
overlaps(C.boundary, radius(N.theater—>address, 100)) AND
C.name = ‘Andorra’ AND ‘Herbert the Worm’ € F.stars

Figure 25.3 Extended SQL to Find Herbert Films Playing near Andorra

The theater attribute of the Nowshowing table is a reference to an object in another
table, which has attributes name, address, and location. This object referencing allows
for the notation N.theater—>name and N.theater—>address, each of which refers to
attributes of the theater_t object referenced in the Nowshowing row N. The stars
attribute of the films table is a set of names of each film’s stars. The radius method
returns a circle centered at its first argument with radius equal to its second argument.
The overlaps method tests for spatial overlap. Thus, Nowshowing and Films are
joined by the equijoin clause, while Nowshowing and Countries are joined by the spatial
overlap clause. The selections to ‘Andorra’ and films containing ‘Herbert the Worm’
complete the query.

These two object-relational queries are similar to SQL-92 queries but have some un-
usual features:

m  User-defined methods: User-defined abstract types are mampulated via their
methods, for example, is_herbert (Section 25.2).

m  Operators for structured types: Along with the structured types available
in the data model, ORDBMSs provide the natural methods for those types. For
example, the setof types have the standard set methods €,3,C,C,=,2,2,U,MN,
and — (Section 25.3.1).

m  Operators for reference types: Reference types are dereferenced via an arrow
(—>) notation (Section 25.4.2).

To summarize the points highlighted by our motivating example, traditional relational
systems offer limited flexibility in the data types available. Data is stored in tables,
and the type of each field value is limited to a simple atomic type (e.g., integer or
string), with a small, fixed set of such types to choose from. This limited type system.
can be extended in three main ways: user-defined abstract data types, structured types,
and reference types. Collectively, we refer to these new types as complex types. In
the rest of this chapter we consider how a DBMS can be extended to provide support
for defining new complex types and manipulating objects of these new types.
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25.2 USER-DEFINED ABSTRACT DATA TYPES

Consider the Frames table of Figure 25.1. It has a column image of type jpeg-image,
which stores a compressed image representing a single frame of a film. The jpeg_image
type is not one of the DBMS’s built-in types and was defined by a user for the Dinky
application to store image data compressed using the JPEG standard. As another
example, the Countries table defined in Line 7 of Figure 25.1 has a column boundary
of type polygon, which contains representations of the shapes of countries’ outlines on
a world map.

Allowing users to define arbitrary new data types is a key feature of ORDBMSs. The
DBMS allows users to store and retrieve objects of type jpeg-image, just like an
object of any other type, such as integer. New atomic data types usually need to
have type-specific operations defined by the user who creates them. For example, one
might define operations on an image data type such as compress, rotate, shrink, and
crop. The combination of an atomic data type and its associated methods is called
an abstract data type, or ADT. Traditional SQL comes with built-in ADTs, such
as integers (with the associated arithmetic methods), or strings (with the equality,
comparison, and LIKE methods). Object-relational systems include these ADTs and
also allow users to define their own ADTs.

The label ‘abstract’ is applied to these data types because the database system does
not need to know how an ADT’s data is stored nor how the ADT’s methods work. It
merely needs to know what methods are available and the input and output types for
the methods. Hiding of ADT internals is called encapsulation.! Note that even in
a relational system, atomic types such as integers have associated methods that are
encapsulated into ADTs. In the case of integers, the standard methods for the ADT
are the usual arithmetic operators and comparators. To evaluate the addition operator
on integers, the database system need not understand the laws of addition—it merely
needs to know how to invoke the addition operator’s code and what type of data to
expect in return.

In an object-relational system, the simplification due to encapsulation is critical be-
cause it hides any substantive distinctions between data types and allows an ORDBMS
to be implemented without anticipating the types and methods that users might want
to add. For example, adding integers and overlaying images can be treated uniformly
by the system, with the only significant distinctions being that different code is invoked
for the two operations and differently typed objects are expected to be returned from
that code.

1Some ORDBMSs actually refer to ADTs as opaque types because they are encapsulated and
hence one cannot see their details.
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Packaged ORDBMS extensions: Developing a set of user-defined types and
methods for a particular application—say image management—can involve a signif-
icant amount of work and domain-specific expertise. As a result, most ORDBMS
vendors partner with third parties to sell prepackaged sets of ADTs for particular
domains. Informix calls these extensions DataBlades, Oracle calls them Data Cur-
tridges, IBM calls them DB2 Extenders, and so on. These packages include the
ADT method code, DDL scripts to automate loading the ADTs into the system,
and in some cases specialized access methods for the data type. Packaged ADT
extensions are analogous to class libraries that are available for object-oriented
programming languages: They provide a set of objects that together address a
common task.

25.2.1 Defining Methods of an ADT

At a minimum, for each new atomic type a user must define methods that enable the
DBMS to read in and to output objects of this type and to compute the amount of
storage needed to hold the object. The user who creates a new atomic type must
register the following methods with the DEMS:

®  Size: Returns the number of bytes of storage required for items of the type or the
special value variable, if items vary in size.

m  Import: Creates new items of this type from textual inputs (e.g., INSERT state-
ments). -

s Export: Maps items of this type to a form suitable for printing, or for use in an
application program (e.g., an ASCII string or a file handle).

In order to register a new method for an atomic type, users must write the code for
the method and then inform the database system about the method. The code to be
written depends on the languages supported by the DBMS, and possibly the operating
system in question. For example, the ORDBMS may handle Java code in the Linux
operating system. In this case the method code must be written in Java and compiled
into a Java bytecode file stored in a Linux file system. Then an SQL-style method
registration command is given to the ORDBMS so that it recognizes the new method:

CREATE FUNCTION is sunrise(jpeg-image) RETURNS boolean
AS EXTERNAL NAME ‘/a/b/c/dinky.class’ LANGUAGE ’java’;

This statement defines the salient aspects of the method: the type of the associated
ADT, the return type, and the location of the code. Once the method is registered,
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the DBMS uses a Java virtual machine to execute the code®. Figure 25.4 presents a
number of method registration commands for our Dinky database.

1. CREATE FUNCTION thumbnail (jpeg_image) RETURNS jpeg_-image

AS EXTERNAL NAME ‘/a/b/c/dinky.class’ LANGUAGE ’java’;
2. CREATE FUNCTION is_sunrise(jpeg_image) RETURNS boolean

AS EXTERNAL NAME ‘/a/b/c/dinky.class’ LANGUAGE ’java’;
3. CREATE FUNCTION is herbert(jpeg_image) RETURNS boolean

AS EXTERNAL NAME ‘/a/b/c/dinky.class’ LANGUAGE ’java’;
4. CREATE FUNCTION radius(polygon, float) RETURNS polygon

AS EXTERNAL NAME ‘/a/b/c/dinky.class’ LANGUAGE ’java’;
5. CREATE FUNCTION overlaps(polygon, polygon) RETURNS boolean

AS EXTERNAL NAME ‘/a/b/c/dinky.class’ LANGUAGE ’java’;

Figure 25.4 Method Registration Commands for the Dinky Database

Type definition statements for the user-defined atomic data types in the Dinky schema
are given in Figure 25.5.

1. CREATE ABSTRACT DATA TYPE jpeg. image

(internallength = VARIABLE, input = jpeg.in, output = jpeg-out);
2. CREATE ABSTRACT DATA TYPE polygon

(internallength = VARIABLE, input = poly.in, output = poly_out);

Figure 25.5 Atomic Type Declaration Commands for Dinky Database

25.3 STRUCTURED TYPES

Atomic types and user-defined types can be combined to describe more complex struc-
tures using type constructors. For example, Line 6 of Figure 25.1 defines a column
stars of type setof(text); each entry in that column is a set of text strings, represent-
ing the stars in a film. The setof syntax is an example of a type constructor. Other
common type constructors include:

m  ROW(ni t1, ..., np ts): A type representing a row, or tuple, of n fields with fields
N1, ..., Np Of types ti,..., t, respectively.

m  listof(base): A type representing a sequence of base-type items.
®  ARRAY(base): A type representing an array of base-type items.

m  setof(base): A type representing a set of base-type items. Sets cannot contain
duplicate elements.

?In the case of non-portable compiled code — written, for example, in a language like C++ — the
DBMS uses the operating system’s dynamic linking facility to link the method code into the database
system so that it can be invoked.
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Structured data types in SQL: The theater_t type in Figure 25.1 illustrates
the new ROW data type in SQL:1999; a value of ROW type can appear in a field
of a tuple. In SQL:1999 the ROW type has a special role because every table is a
collection of rows—every table is a set of rows or a multiset of rows. SQL:1999
also includes a data type called ARRAY, which allows a field value to be an array.
The ROW and ARRAY type constructors can be freely interleaved and nested to
build structured objects. The listof, bagof, and setof type constructors are
not included in SQL:1999. IBM DB2, Informix UDS, and Oracle 8 support the
ROW constructor.

B bagof(base): A type representing a bag or multisel of base-type items.

To fully appreciate the power of type constructors, observe that they can be composed;
for example, ARRAY(ROW(age: integer, sal: integer)). Types defined using type con-
structors are called structured types. Those using listof, ARRAY, bagof, or setof
as the outermost type constructor are sometimes referred to as collection types, or
bulk data types.

The introduction of structured types changes a fundamental characteristic of relational
databases, which is that all fields contain atomic values. A relation that contains a
structured type object is not in first normal form! We discuss this point further in
Section 25.6.

25.3.1 Manipulating Data of Structured Types

The DBMS provides built-in methods for the types supported through type construc-
tors. These methods are analogous to built-in operations such as addition and multi-
plication for atomic types such as integers. In this section we present the methods for
various type constructors and illustrate how SQL queries can create and manipulate
values with structured types.

Built-in Operators for Structured Types

We now consider built-in operators for each of the structured types that we presented
in Section 25.3. ‘

Rows: Given an item i whose type is ROW(nq tq, ..., 1y t,) , the field extraction method
allows us to access an individual field n; using the traditional dot notation ¢.ny. If row
constructors are nested in a type definition, dots may be nested to access the fields of
the nested row; for example i.ny.m;. If we have a collection of rows, the dot notation
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gives us a collection as a result. For example, if ¢ is a list of rows, i.n; gives us a list
of items of type tn; if i is a set of rows, i.n; gives us a set of items of type t,.

This nested-dot notation is often called a path expression because it describes a path
through the nested structure.

Sets and multisets: Set objects can be compared using the traditional set methods
C,C,=,2,D. An item of type setof (foo) can be compared with an item of type
foo using the € method, as illustrated in Figure 25.3, which contains the comparison
‘Herbert the Worm’ € F.stars. Two set objects (having elements of the same type)
can be combined to form a new object using the U, N, and — operators.

Each of the methods for sets can be defined for multisets, taking the number of copies
of elements into account. The U operation simply adds up the number of copies of an
element, the N operation counts the lesser number of times a given element appears in
the two input multisets, and — subtracts the number of times a given element appears
in the second multiset from the number of times it appears in the first multiset. For
example, using multiset semantics U({1,2,2,2}, {2,2,3}) = {1,2,2,2,2,2,3}; Ni{1,2,2,2},
{2,2,3}) = {2,2}; and —({1,2,2,2}, {2,2,3}) = {1,2}.

Lists: Traditional list operations include head, which returns the first element; tail,
which returns the list obtained by removing the first element: prepend, which takes an
element and inserts it as the first element in a list; and append, which appends one list
to another.

Arrays: Array types support an ‘array index’ method to allow users to access array
items at a particular offset. A postfix ‘square bracket’ syntax is usually used; for
example, foo_array[5].

Other: The operators listed above are just a sample. We also have the aggregate
operators count, sum, avg, maz, and min, which can (in principle) be applied to any
object of a collection type. Operators for type conversions are also common. For
example, we can provide operators to convert a multiset object to a set object by
eliminating duplicates.

Examples of Queries Involving Nested Collections

We now present some examples to illustrate how relations that contain nested col-
lections can be queried, using SQL syntax. Consider the Films relation. Each tuple
describes a film, uniquely identified by filmno, and contains a set (of stars in the film)
as a field value. Our first example illustrates how we can apply an aggregate operator
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to such a nested set. It identifies films with more than two stars by counting the
number of stars; the count operator is applied once per Films tuple.?

SELECT Ffilmno
‘FROM  Films F
WHERE count(F.stars) > 2

Our second query illustrates an operation called unnesting. Consider the instance of
Films shown in Figure 25.6; we have omitted the director and budget fields (included in
the Films schema in Figure 25.1) for simplicity. A flat version of the same information
is shown in Figure 25.7; for each film and star in the film, we have a tuple in Films flat.

| filmno | title | stars |
98 Casablanca {Bogart, Bergman }
54 Earth Worms Are Juicy | {Herbert, Wanda}

Figure 25.6 A Nested Relation, Films

| filmno | title | star |
98 Casablanca Bogart
98 Casablanca Bergman
54 Earth Worms Are Juicy | Herbert
54 Earth Worms Are Juicy | Wanda

Figure 25.7 A Flat Version, Films_flat
The following query generates the instance of Films_{lat from Films:

SELECT F.filmno, F.title, S AS star
FROM Films F, F.stars AS S

The variable F' is successively bound to tuples in Films, and for each value of F, the
variable § is successively bound to the set in the stars field of F. Conversely, we may
want to generate the instance of Films from Films_flat. We can generate the Films
instance using a generalized form of SQL’s GROUP BY construct, as the following query
illustrates:

SELECT  F filmno, F.title, set_gen(F.star)
FROM Films flat F
GROUP BY F.filmno, F.title

35QL:1999 limits the use of aggregate operators on nested collections; to emphasize this restriction,
we have used count rather than COUNT, which we reserve for legal uses of the operator in SQL.
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Objects and oids: In SQL:1999 every tuple in a table can be given an oid by
defining the table in terms of a structured type, as in the definition of the Theaters
table in Line 4 of Figure 25.1. Contrast this with the definition of the Countries
table in Line 7; Countries tuples do not have associated oids. SQL:1999 also
assigns oids to large objects: this is the locator for the object.

There is a special type called REF whose values are the unique identifiers or oids.
SQL:1999 requires that a given REF type must be associated with a specific struc-
tured type and that the table it refers to must be known at compilation time,
i.e., the scope of each reference must be a table known at compilation time. For
example, Line 5 of Figure 25.1 defines a column theater of type ref(theater t).
Items in this column are references to objects of type theater_t, specifically the
rows in the Theaters table, which is defined in Line 4. IBM DB2, Informix UDS,
and Oracle 8 support REF types.

The operator set_gen, to be used with GROUP BY, requires some explanation. The GROUP
BY clause partitions the Films flat table by sorting on the filmno attribute; all tuples
in a given partition have the same filmno (and therefore the same title). Consider the
set of values in the star column of a given partition. This set cannot be returned in
the result of an SQL-92 query, and we have to summarize it by applying an aggregate
operator such as COUNT. Now that we allow relations to contain sets as field values,
however, we would like to return the set of star values as a field value in a single answer
tuple; the answer tuple also contains the filmno of the corresponding partition. The
sef_gen operator collects the set of star values in a partition and creates a set-valued
object. This operation is called nesting. We can imagine similar generator functions
for creating multisets, lists, and so on. However, such generators are not included in
S5QL:1999.

254 OBJECTS, OBJECT IDENTITY, AND REFERENCE TYPES

In object-database systems, data objects can be given an ohject identifier (oid),
which is some value that is unique in the database across time. The DBMS is respon-
sible for generating oids and ensuring that an oid identifies an object uniquely over
its entire lifetime. In some systems, all tuples stored in any table are objects and are
automatically assigned unique oids; in other systems, a user can specify the tables for
which the tuples are to be assigned oids. Often, there are also facilities for generating
oids for larger structures (e.g., tables) as well as smaller structures (e.g., instances of
data values such as a copy of the integer 5, or a JPEG image).

An object’s oid can be used to refer (or ‘point’) to it from elsewhere in the data. Such
a reference has a type (similar to the type of a pointer in a programming language),
with a corresponding type constructor:
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URLs and oids: It is instructive to note the differences between Internet URLs
and the oids in object systems. First, oids uniquely identify a single object over
all time, whereas the web resource pointed at by an URL can change over time.
Second, oids are simply identifiers and carry no physical information about the
objects they identify—this makes it possible to change the storage location of
an object without modifying pointers to the object. In contrast, URLSs include
network addresses and often file-system names as well, meaning that if the resource
identified by the URL has to move to another file or network address, then all
links to that resource will either be incorrect or require a ‘forwarding’ mechanism.
Third, oids are automatically generated by the DBMS for each object, whereas
URLs are user-generated. Since users generate URLs, they often embed semantic
information into the URL via machine, directory, or file names; this can become
confusing if the object’s properties change over time.

In the case of both URLs and oids, deletions can be troublesome: In an object
database this can result in runtime errors during dereferencing; on the web this
is the notorious ‘404 Page Not Found’ error. The relational mechanisms for refer-

. ential integrity are not available in either case.

ref(base): a type representing a reference to an object of type base.

The ref type constructor can be interleaved with the type constructors for structured
types; for example, ROW(ref (ARRAY(integer))).

25.4.1 Notions of Equality

The distinction between reference types and reference-free structured types raises an-
other issue: the definition of equality. Two objects having the same type are defined
to be deep equal if and only if:

= The objects are of atomic type and have the same vaiue, or

m  The objects are of reference type, and the deep equals operator is true for the two
referenced objects, or

®  The objects are of structured type, and the deep equals operator is true for all the
corresponding subparts of the two objects. '

Two objects that have the same reference type are defined to be shallow equal if they
both refer to the same object (i.e., both references use the same oid). The definition of
shallow equality can be extended to objects of arbitrary type by taking the definition
of deep equality and replacing deep equals by shallow equals in parts (2) and (3).
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As an example, consider the complex objects ROW (538, t89, 6-3-97,8-7-97) and ROW (538,
t33, 6-3-97,8-7-97), whose type is the type of rows in the table Nowshowing (Line 5 of
Figure 25.1). These two objects are not shallow equal because they differ in the second
attribute value. Nonetheless, they might be deep equal, if, for instance, the oids t89
and t33 refer to objects of type theater_t that have the same value; for example,
tuple (54, ‘Majestic’, ‘115 King’, ‘2556698").

While two deep equal objects may not be shallow equal, as the example illustrates,
two shallow equal objects are always deep equal, of course. The default choice of
deep versus shallow equality for reference types is different across systems, although
typically we are given syntax to specify either semantics.

25.4.2 Dereferencing Reference Types

An item of reference type ref (foo) is not the same as the foo item to which it
points. In order to access the referenced foo item, a built-in deref () method is
provided along with the ref type constructor. For example, given a tuple from the
Nowshowing table, one can access the name field of the referenced theater_t object
with the syntax Nowshowing.deref (theater).name. Since references to tuple types are
common, some systems provide a java-style arrow operator, which combines a postfix
version of the dereference operator with a tuple-type dot operator. Using the arrow
notation, the name of the referenced theater can be accessed with the equivalent syntax
Nowshowing.theater—>name, as in Figure 25.3.

At this point we have covered all the basic type extensions used in the Dinky schema in
Figure 25.1. The reader is invited to revisit the schema and to examine the structure
and content of each table and how the new features are used in the various sample
queries.

25.5 INHERITANCE

We considered the concept of inheritance in the context of the ER model in Chapter
2 and discussed how ER diagrams with inheritance were translated into tables. In
object-database systems, unlike relational systems, inheritance is supported directly
and allows type definitions to be reused and refined very easily. It can be very helpful
when modeling similar but slightly different classes of objects. In object-database
systems, inheritance can be used in two ways: for reusing and refining types, and for
creating hierarchies of collections of similar but not identical objects.
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25.5.1 Defining Types with Inheritance

In the Dinky database, we model movie theaters with the type theater_t. Dinky also
wants their database to represent a new marketing technique in the theater business:
the theater-cafe, which serves pizza and other meals while screening movies. Theater-
cafes require additional information to be represented in the database. In particular,
a theater-cafe is just like a theater, but has an additional attribute representing the
theater’s menu. Inheritance allows us to capture this ‘specialization’ explicitly in the
database design with the following DDL statement:

CREATE TYPE theatercafe_t UNDER theater_t (menu text);

This statement creates a new type, theatercafe_t, which has the same attributes
and methods as theater_t, along with one additional attribute menu of type text.
Methods defined on theater_t apply to objects of type theatercafe_t, but not vice
versa. We say that theatercafe t inherits the attributes and methods of theater_t.

Note that the inheritance mechanism is not merely a ‘macro’ to shorten CREATE
statements. It creates an explicit relationship in the database between the subtype
(theatercafe_t) and the supertype (theater_t): An object of the subtype is also
considered to be an object of the supertype. This treatment means that any operations
that apply to the supertype (methods as well as query operators such as projection or
join) also apply to the subtype. This is generally expressed in the following principle:

The Substitution Principle: Given a supertype A and a subtype B, it
is always possible to substitute an object of type B into a legal expression
written for objects of type A, without producing type errors.

This principle enables easy code reuse because queries and methods written for the
supertype can be applied to the subtype without modification.

Note that inheritance can also be used for atomic types, in addition to row types.
Given a supertype image_t with methods title(), number_of_colors(), and display(), we
can define a subtype thumbnail image t for small images that inherits the methods
of image_t. ‘

25.5.2 Binding of Methods

In defining a subtype, it is sometimes useful to replace a method for the supertype with
a new version that operates differently on the subtype. Consider the image t type,
and the subtype jpeg_image t from the Dinky database. Unfortunately, the display()
method for standard images does not work for JPEG images, which are specially
compressed. Thus, in creating type jpeg_image_t, we write a special display() method
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for JPEG images and register it with the database system using the CREATE FUNCTION
command:

CREATE FUNCTION display(jpeg-image) RETURNS jpeg_image
AS EXTERNAL NAME ‘/a/b/c/jpeg.class’ LANGUAGE ’java’;

Registering a new method with the same name as an old method is called overloading
the method name.

Because of overloading, the system must understand which method is intended in a
particular expression. For example, when the system needs to invoke the display()
method on an object of type jpeg-image_t, it uses the specialized display method.
When it needs to invoke display on an object of type image_t that is not otherwise
subtyped, it invokes the standard display method. The process of deciding which
method to invoke is called binding the method to the object. In certain situations,
this binding can be done when an expression is parsed (early binding), but in other
cases the most specific type of an object cannot be known until runtime, so the method
cannot be bound until then (late binding). Late binding facilties add flexibility, but
can make it harder for the user to reason about the methods that get invoked for a
given query expression.

25.5.3 Collection Hierarchies, Type Extents, and Queries

Type inheritance was invented for object-oriented programming languages, and our
discussion of inheritance up to this point differs little from the discussion one might
find in a book on an object-oriented language such as C++ or Java.

However, because database systems provide query languages over tabular datasets,
the mechanisms from programming languages are enhanced in object databases to
deal with tables and queries as well. In particular, in object-relational systems we can
define a table containing objects of a particular type, such as the Theaters table in the
Dinky schema. Given a new subtype such as theater_cafe, we would like to create
another table Theater_cafes to store the information about theater cafes. But when
writing a query over the Theaters table, it is sometimes desirable to ask the same
query over the Theater_cafes table; after all, if we project out the additional columns,
an instance of the Theater_cafes table can be regarded as an instance of the Theaters
table.

Rather than requiring the user to specify a separate query for each such table, we can
inform the system that a new table of the subtype is to be treated as part of a table
of the supertype, with respect to queries over the latter table. In our example, we can
say:

CREATE TABLE Theater_cafes OF TYPE theater_cafe t UNDER Theaters;
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This statement tells the system that queries over the theaters table should actually
be run over all tuples in both the theaters and Theater_cafes tables. In such cases,
if the subtype definition involves method overloading, late-binding is used to ensure
that the appropriate methods are called for each tuple.

In general, the UNDER clause can be used to generate an arbitrary tree of tables, called
a collection hierarchy. Queries over a particular table 7' in the hierarchy are run
over all tuples in T and its descendants. Sometimes, a user may want the query to run
only on T, and not on the descendants; additional syntax, for example, the keyword
ONLY, can be used in the query’s FROM clause to achieve this effect.

Some systems automatically create special tables for each type, which contain refer-
ences to every instance of the type that exists in the database. These tables are called
type extents and allow queries over all objects of a given type, regardless of where
the objects actually reside in the database. Type extents naturally form a collection
hierarchy that parallels the type hierarchy.

25.6 DATABASE DESIGN FOR AN ORDBMS

The rich variety of data types in an ORDBMS offers a database designer many oppor-
tunities for a more natural or more efficient design. In this section we illustrate the
differences between RDBMS and ORDBMS database design through several examples.

25.6.1 Structured Types and ADTs

Qur first example involves several space probes, each of which continuously records
a video. A single video stream is associated with each probe, and while this stream
was collected over a certain time period, we assume that it is now a complete object
associated with the probe. During the time period over which the video was col-
lected, the probe’s location was periodically recorded (such information can easily be
‘piggy-backed’ onto the header portion of a video stream conforming to the MPEG
standard). Thus, the information associated with a probe has three parts: (1) a probe
id that identifies a probe uniquely, (2) a video stream, and (3) a location sequence of
(time, location) pairs. ‘What kind of a database schema should we use to store this
information?

An RDBMS Database Design

In an RDBMS, we must store each video stream as a BLOB and each location sequence
as tuples in a table. A possible RDBMS database design is illustrated below:

Probes(pid: integer, time: timestamp, lat: real, long: real,
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camera; string, video: BLOB)

There is a single table called Probes, and it has several rows for each probe. Each of
these rows has the same pid, camera, and video values, but different time, lat, and long
values. (We have used latitude and longitude to denote location.) The key for this
table can be represented as a functional dependency: PTLN — CV, where N stands
for longitude. There is another dependency: P — CV. This relation is therefore not
in BCNF; indeed, it is not even in 3NF. We can decompose Probes to obtain a BCNF
schema;

Probes Loc(pid: integer, time: timestamp, lat: real, long: real)
Probes_Video(pid: integer, camera: string, video: BLOB)

This design is about the best we can achieve in an RDBMS. However, it suffers from
several drawbacks.

First, representing videos as BLOBs means that we have to write application code
in an external language to manipulate a video object in the database. Consider this
query: “For probe 10, display the video recorded between 1:10 p.m. and 1:15 p.m. on
May 10 1996.” We have to retrieve the entire video object associated with probe 10,
recorded over several hours, in order to display a segment recorded over 5 minutes.

Next, the fact that each probe has an associated sequence of location readings is
obscured, and the sequence information associated with a probe is dispersed across
several tuples. A third drawback is that we are forced to separate the video information
from the sequence information for a probe. These limitations are exposed by queries
that require us to consider all the information associated with each probe; for example,
“For each probe, print the earliest time at which it recorded, and the camera type.”
This query now involves a join of Probes_Loc and Probes_Video on the pid field.

An ORDBMS Database Design

An ORDBMS supports a much better solution. First, we can store the video as an
ADT object and write methods that capture any special manipulation that we wish
to perform. Second, because we are allowed to store structured types such as lists,
we can store the location sequence for a probe in a single tuple, along with the video
information! This layout eliminates the need for joins in queries that involve both the
sequence and video information. An ORDBMS design for our example consists of a
single relation called Probes_AllInfo: :

Probes_Alllnfo(pid: integer, locseq: location seq, camera: string,
video: mpeg_stream)
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This definition involves two new types, location seq and mpeg_stream. The mpeg_stream
type is defined as an ADT, with a method display() that takes a start time and an
end time and displays the portion of the video recorded during that interval. This
method can be implemented efficiently by looking at the total recording duration and
the total length of the video and interpolating to extract the segment recorded during
the interval specified in the query.

Our first query is shown below in extended SQL syntax; using this display method:
We now retrieve only the required segment of the video, rather than the entire video.

SELECT display(P.video, 1:10 p.m. May 10 1996, 1:15 p.m. May 10 1996)
FROM  Probes_Alllnfo P
WHERE P.pid = 10

Now consider the location_seq type. We could define it as a 1list type, containing a
list of ROW type objects:

CREATE TYPE location._seq listof
(row (time: timestamp, lat: real, long: real))

Consider the locseq field in a row for a given probe. This field contains a list of rows,
each of which has three fields. If the ORDBMS implements collection types in their
full generality, we should be able to extract the time column from this list to obtain a
list of timestamp values, and to apply the MIN aggregate operator to this list to find
the earliest time at which the given probe recorded. Such support for collection types
would enable us to express our second query as shown below:

SELECT  P.pid, MIN(P.locseq.time)
FROM Probes_Alllnfo P

Current ORDBMSs are not as general and clean as this example query suggests. For
instance, the system may not recognize that projecting the time column from a list
of rows gives us a list of timestamp values; or the system may allow us to apply an
aggregate operator only to a table and not to a nested list value.

Continuing with our example, we may want to do specialized operations on our location
sequences that go beyond the standard aggregate operators. For instance, we may want
to define a method that takes a time interval and computes the distance traveled by
the probe during this interval. The code for this method must understand details of
a probe’s trajectory and geospatial coordinate systéms. For these reasons, we might
choose to define location seq as an ADT.

Clearly, an (ideal) ORDBMS gives us many useful design options that are not available
in an RDBMS.
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25.6.2 Object Identity

We now discuss some of the consequences of using reference types or oids. The use of
oids is especially significant when the size of the object is large, either because it is a
structured data type or because it is a big object such as an image.

Although reference types and structured types seem similar, they are actually quite dif-
ferent. For example, consider a structured type my_theater tuple(tnointeger, name
text, address text, phone text) and the reference type theater ref (theater.t) of
Figure 25.1. There are important differences in the way that database updates affect
these two types:

®m  Deletion: Objects with references can be affected by the deletion of objects
that they reference, while reference-free structured objects are not affected by
deletion of other objects. For example, if the Theaters table were dropped from
the database, an object of type theater might change value to null, because the
theater_t object that it refers to has been deleted, while a similar object of type

- my_theater would not change value.

= Update: Objects of reference types will change value if the referenced object is
updated. Objects of reference-free structured types change value only if updated
directly.

®  Sharing versus copying: An identified object can be referenced by multiple
reference-type items, so that each update to the object is reflected in many places.
To get a similar affect in reference-free types requires updating all ‘copies’ of an
ohject.

There are also important storage distinctions between reference types and nonreference
types, which might affect performance:

®  Storage overhead: Storing copies of a large value in multiple structured type
objects may use much more space than storing the value once and referring to
it elsewhere through reference type objects. This additional storage requirement
can affect both disk usage and buffer management (if many copies are accessed at
once). :

m  Clustering: The subparts of a structured object are typically stored together on
disk. Objects with references may point to other objects that are far away on the
disk, and the disk arm may require significant movement to assemble the object
and its references together. Structured objects can thus be more efficient than
reference types if they are typically accessed in their entirety.

Many of these issues also arise in traditional programming languages such as C or
Pascal, which distinguish between the notions of referring to objects by value and by
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Qids and referential integrity: In SQL:1999, all the oids that appear in a
column of a relation are required to reference the same target relation. This
‘scoping’ makes it possible to check oid references for ‘referential integrity’ just as
foreign key references are checked. While current ORDBMS products supporting
oids do not support such checks, it is likely that they will do so in future releases.
This will make it much safer to use oids.

reference. In database design, the choice between using a structured type or a reference
type will typically include consideration of the storage costs, clustering issues, and the
effect of updates.

Object Identity versus Foreign Keys

Using an oid to refer to an object is similar to using a foreign key to refer to a tuple in
another relation, but not quite the same: An oid can point to an object of theater_t
~ that is stored anywhere in the database, even in a field, whereas a foreign key reference
is constrained to point to an object in a particular referenced relation. This restric-
tion makes it possible for the DBMS to provide much greater support for referential
integrity than for arbitrary oid pointers. In general, if an object is deleted while there
are still oid-pointers to it, the best the DBMS can do is to recognize the situation by
maintaining a reference count. (Even this limited support becomes impossible if oids
can be copied freely.) Thus, the responsibility for avoiding dangling references rests
largely with the user if oids are used to refer to objects. This burdensome responsibil-
ity suggests that we should use oids with great caution and use foreign keys instead
whenever possible.

25.6.3 Extending the ER Model

The ER model as we described it in Chapter 2 is not adequate for ORDBMS design.
We have to use an extended ER model that supports structured attributes (i.e., sets,
lists, arrays as attribute values), distinguishes whether entities have object ids, and
allows us to model entities whose attributes include methods. We illustrate these
comments using an extended ER diagram to describe the space probe data in Figure
25.8; our notational conventions are ad hoc, and only for illustrative purposes.

The definition of Probes in Figure 25.8 has two new aspects. First, it has a structured-
type attribute listof (row(time, lat, long)); each value assigned to this attribute in
a Probes entity is a list of tuples with three fields. Second, Probes has an attribute
called videos that is an abstract data type object, which is indicated by a dark oval
for this attribute with a dark line connecting it to Probes. Further, this attribute has
an ‘attribute’ of its own, which is a method of the ADT.
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e
listof{row(time, lal, long)) @

‘ Probes

display(start,end)

Figure 25.8 The Space Probe Entity Set

Alternatively, we could model each video as an entity by using an entity set called
Videos. The association between Probes entities and Videos entities could then be
captured by defining a relationship set that links them. Since each video is collected
by precisely one probe, and every video is collected by some probe, this relationship
can be maintained by simply storing a reference to a probe object with each Videos
entity; this technique is essentially the second translation approach from ER diagrams
to tables discussed in Section 2.4.1.

If we also make Videos a weak entity set in this alternative design, we can add a
referential integrity constraint that causes a Videos entity to be deleted when the cor-
responding Probes entity is deleted. More generally, this alternative design illustrates
a strong similarity between storing references to objects and foreign keys; the foreign
key mechanism achieves the same effect as storing oids, but in & controlled manner.
If oids are used, the user must ensure that there are no dangling references when an
object is deleted, with very little support from the DBMS.

Finally, we note that a significant extension to the ER model is required to support
the design of nested collections. For example, if a location sequence is modeled as
an entity, and we want to define an attribute of Probes that contains a set of such
entities, there is no way to do this without extending the ER model. We will not
discuss this point further at the level of ER diagrams, but consider an example below
that illustrates when to use a nested collection.

25.6.4 Using Nested Collections
Nested collections offer great modeling power, but also raise difficult design deci-
sions. Consider the following way to model location sequences (other information

about probes is omitted here to simplify the discussion): °

Probesl(pid: integer, locseq: location_seq)
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This is a good choice if the important queries in the workload require us to look at
the location sequence for a particular probe, as in the query “For each probe, print
the earliest time at which it recorded, and the camera type.” On the other hand,
consider a query that requires us to look at all location sequences: “Find the earliest
time at which a recording exists for lat=5, long=90." This query can be answered
more efficiently if the following schema is used:

Probes2(pid: integer, time: timestamp, lat: real, long: real)

The choice of schema must therefore be guided by the expected workload (as always!).
As another example, consider the following schema:

Can_Teachl(cid: integer, teachers: setof(ssn: string), sal: integer)
If tuples in this table are to be interpreted as “Course cid can be taught by any of
the teachers in the teachers field, at a cost sal” then we have the option of using the

following schema instead:

Can_Teach2(cid: integer, teacher_ssn: string, sal: integer)

A choice between these two alternatives can be made based on how we expect to
query this table. On the other hand, suppose that tuples in Can_Teachl are to be
interpreted as “Course cid can be taught by the team teachers, at a combined cost of
sal.” Can_Teach2 is no longer a viable alternative. If we wanted to flatten Can_Teachl,
we would have to use a separate table to encode teams:

Can_Teach2(cid: integer, team_id: oid, sal: integer)
Teams({id: oid, ssn: string)

As these examples illustrate, nested collections are appropriate in certain situations,
but this feature can easily be misused; nested collections should therefore be used with
care.

25.7 NEW CHALLENGES IN IMPLEMENTING AN ORDBMS

The enhanced functionality of ORDBMSs raises several implementation challenges.
Some of these are well understood and solutions have heen implemented in products;
others are subjects of current research. In this section we examine a few of the key
challenges that arise in implementing an efficient, fully functional ORDBMS. Many
more issues are involved than those discussed here; the interested reader is encouraged
to revisit the previous chapters in this book and consider whether the implementation
techniques described there apply naturally to ORDBMSs or not.
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25.7.1 Storage and Access Methods

Since object-relational databases store new types of data, ORDBMS implementors
need to revisit some of the storage and indexing issues discussed in earlier chapters. In
particular, the system must efficiently store ADT objects and structured objects and
provide efficient indexed access to both.

Storing Large ADT and Structured Type Objects

Large ADT objects and structured objects complicate the layout of data on disk.
This problem is well understood and has been solved in essentially all ORDBMSs and
OODBMSs. We present some of the main issues here.

User-defined ADTs can be quite large. In particular, they can be bigger than a single
disk page. Large ADTs, like BLOBs, require special storage, typically in a different
location on disk from the tuples that contain them. Disk-based pointers are maintained
from the tuples to the objects they contain.

Structured objects can also be large, but unlike ADT objects they often vary in size
during the lifetime of a database. For example, consider the stars attribute of the films
table in Figure 25.1. As the years pass, some of the ‘bit actors’ in an old movie may
become famous.* When a bit actor becomes famous, Dinky might want to advertise his
or her presence in the earlier films. This involves an insertion into the stars attribute
of an individual tuple in films. Because these bulk attributes can grow arbitrarily,
flexible disk layout mechanisms are required.

An additional complication arises with array types. Traditionally, array elements are
stored sequentially on disk in a row-by-row fashion; for example

All:---Aln:Azl:---1A2n:--'Amlz--':Amn

However, queries may often request subarrays that are not stored contiguously on
disk (e.g., A11,A21,...,Am1). Such requests can result in a very high I/O cost for
retrieving the subarray. In order to reduce the number of I/Os required in general,
arrays are often broken into contiguous chunks, which are then stored in some order
on disk. Although each chunk is some contiguous region of the array, chunks need
not be row-by-row or column-by-column. For example, a chunk of size 4 might be
A1, Ara, Aa1, Ags, which is a square region if we think of the array as being arranged
row-by-row in two dimensions.

1A well-known example is Marilyn Monroe, who had a bit part in the Bette Davis classic All About
Eve.




Object-Database Systems 761

Indexing New Types

One important reason for users to place their data in a database is to allow for efficient
access via indexes. Unfortunately, the standard RDBMS index structures support only
equality conditions (B4 trees and hash indexes) and range conditions (B+ trees). An
important issue for ORDBMSs is to provide efficient indexes for ADT methods and
operators on structured objects.

Many specialized index structures have been proposed by researchers for particular ap-
plications such as cartography, genome research, multimedia repositories, Web search,
and so on. An ORDBMS company cannot possibly implement every index that has
been invented. Instead, the set of index structures in an ORDBMS should be user-
extensible. Extensibility would allow an expert in cartography, for example, to not
only register an ADT for points on a map (i.e., latitude/longitude pairs), but also im-
plement an index structure that supports natural map queries (e.g., the R-tree, which
matches conditions such as “Find me all theaters within 100 miles of Andorra”). (See
Chapter 26 for more on R-trees and other spatial indexes.)

One way to make the set of index structures extensible is to publish an access method
interface that lets users implement an index structure outside of the DBMS. The index
and data can be stored in a file system, and the DBMS simply issues the open, next,
and close iterator requests to the user’s external index code. Such functionality makes
it possible for a user to connect a DBMS to a Web search engine, for example. A main
drawback of this approach is that data in an external index is not protected by the
DBMS’s support for concurrency and recovery. An alternative is for the ORDBMS to
provide a generic ‘template’ index structure that is sufficiently general to encompass
most index structures that users might invent. Because such a structure is implemented
within the DBMS, it can support high concurrency and recovery. The Generalized
Search Tree (GiST) is such a structure. It is a template index structure based on B+
trees, which allows most of the tree index structures invented so far to be implemented
with only a few lines of user-defined ADT code.

25.7.2 Query Processing

ADTs and structured types call for new functionality in processing queries in OR-
DBMSs. They also change a number of assumptions that affect the efficiency of
queries. In this section we look at two functionality issues (user-defined aggregates
and security) and two efficiency issues (method caching and pointer swizzling).
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User-Defined Aggregation Functions

Since users are allowed to define new methods for their ADTs, it is not unreason-
able to expect them to want to define new aggregation functions for their ADTs as
well. For example, the usual SQL aggregates—COUNT, SUM, MIN, MAX, AVG—are not
particularly appropriate for the image type in the Dinky schema.

Most ORDBMSs allow users to register new aggregation functions with the system.
To register an aggregation function, a user must implement three methods, which we
will call initialize, iterate, and terminate. The initialize method initializes the internal
state for the aggregation. The iterate method updates that state for every tuple seen,
while the ferminate method computes the aggregation result based on the final state
and then cleans up. As an example, consider an aggregation function to compute the
second-highest value in a field. The initialize call would allocate storage for the top
two values, the iterate call would compare the current tuple’s value with the top two
and update the top two as necessary, and the terminate call would delete the storage
for the top two values, returning a copy of the second-highest value.

Method Security

ADTs give users the power to add code to the DBMS; this power can be abused. A
buggy or malicious ADT method can bring down the database server or even corrupt
the database. The DBMS must have mechanisms to prevent buggy or malicious user
code from causing problems. It may make sense to override these mechanisms for
efficiency in production environments with vendor-supplied methods. However, it is
important for the mechanisms to exist, if only to support debugging of ADT methods;
otherwise method writers would have to write bug-free code before registering their
methods with the DBMS—not a very forgiving programming environment!

One mechanism to prevent problems is to have the user methods be interpreted rather
than compiled. The DBMS can check that the method is well behaved either by
restricting the power of the interpreted language or by ensuring that each step taken
by a method is safe before executing it. Typical interpreted languages for this purpose
include Java and the procedural portions of SQL:1999.

An alternative mechanism is to allow user methods to be compiled from a general-
purpose programming language such as C++, but to run those methods in a different
address space than the DBMS. In this case the DBMS sends explicit interprocess
communications (IPCs) to the user method, which sends IPCs back in return. This
approach prevents bugs in the user methods (e.g., stray pointers) from corrupting
the state of the DBMS or database and prevents malicious methods from reading or
modifying the DBMS state or database as well. Note that the user writing the method
need not know that the DBMS is running the method in a separate process: The user
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code can be linked with a ‘wrapper’ that turns method invocations and return values
into IPCs.

Method Caching

User-defined ADT methods can be very expensive to execute and can account for the
bulk of the time spent in processing a query. During query processing it may make
sense to cache the results of methods, in case they are invoked multiple times with the
same argument. Within the scope of a single query, one can avoid calling a method
twice on duplicate values in a column by either sorting the table on that column or
using a hash-based scheme much like that used for aggregation (see Section 12.7). An
alternative is to maintain a cache of method inputs and matching outputs as a table in
the database. Then to find the value of a method on particular inputs, we essentially
join the input tuples with the cache table. These two approaches can also be combined.

Pointer Swizzling

In some applications, objects are retrieved into memory and accessed frequently through
their oids; dereferencing must be implemented very efficiently. Some systems maintain
a table of oids of objects that are (currently) in memory. When an object O is brought
into memory, they check each oid contained in O and replace oids of in-memory objects
by in-memory pointers to those objects. This technique is called pointer swizzling
and makes references to in-memory objects very fast. The downside is that when
an object is paged out, in-memory references to it must somehow be invalidated and
replaced with its oid.

25.7.3 Query Optimization

New indexes and query processing techniques widen the choices available to a query
optimizer. In order to handle the new query processing functionality, an optimizer
must know about the new functionality and use it appropriately. In this section we
discuss two issues in exposing information to the optimizer (new indexes and ADT
method estimation) and an issue in query planning that was ignored in relational
systems (expensive selection optimization).

Registering Indexes with the Optimizer

As new index structures are added to a system-—either via external interfaces or built-
in template structures like GiSTs—the optimizer must be informed of their existence,
and their costs of access. In particular, for a given index structure the optimizer must
know (a) what WHERE-clause conditions are matched by that index, and (b) what the
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Optimizer extensibility: As an example, consider the Oracle 8i optimizer,
which is extensible and supports user defined ‘domain’ indexes and methods. The
support includes user defined statistics and cost functions that the optimizer will
use in tandem with system statistics. Suppose that there is a domain index for
text on the reswme column and a regular Oracle B-tree index on hiringdate. A
query with a selection on both these fields can be evaluated by converting the rids
from the two indexes into bitmaps, performing a bitmap AND, and converting the
resulting bitmap to rids before accessing the table. Of course, the optimizer will
also consider using the two indexes individually, as well as a full table scan.

cost of fetching a tuple is for that index. Given this information, the optimizer can
use any index structure in constructing a query plan. Different ORDBMSs vary in
the syntax for registering new index structures. Most systems require users to state a
number representing the cost of access, but an alternative is for the DBMS to measure
the structure as it is used and maintain running statistics on cost.

Reduction Factor and Cost Estimation for ADT Methods

In Section 14.2.1 we discussed how to estimate the reduction factor of various selection
and join conditions including =, <, and so on. For user-defined conditions such as
is_herbert(), the optimizer also needs to be able to estimate reduction factors. Esti-
mating reduction factors for user-defined conditions is a difficult problem and is being
actively studied. The currently popular approach is to leave it up to the usei—a user
who registers a method can also register an auxiliary function to estimate the method’s
reduction factor. If such a function is not registered, the optimizer uses an arbitrary
value such as 7.
ADT methods can be quite expensive and it is important for the optimizer to know
Jjust how much these methods cost to execute. Again, estimating method costs is
open research. In current systems users who register a method are able to specify the
method’s cost as a number, typically in units of the cost of an I/O in the system.
Such estimation is hard for users to do accurately. An attractive alternative is for the
ORDBMS to run the method on objects of various sizes and attempt to estimate the
method’s cost automatically, but this approach has not been investigated in detail and
is not implemented in commercial ORDBMSs.

Expensive selection optimization

In relational systems, selection is expected to be a zero-time operation. For example, it
requires no I/0s and few CPU cycles to test if emp.salary < 10. However, conditions
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such as is_herbert(Frames.image) can be quite expensive because they may fetch large
objects off the disk and process them in memory in complicated ways.

ORDBMS optimizers must consider carefully how to order selection conditions. For
example, consider a selection query that tests tuples in the Frames table with two con-
ditions: Frames.frameno < 100 A is_herbert(Frame.image). It is probably preferable
to check the frameno condition before testing is_herbert. The first condition is quick
and may often return false, saving the trouble of checking the second condition. In
general, the best ordering among selections is a function of their costs and reduction
factors. It can be shown that selections should be ordered by increasing rank, where
rank = (reduction factor — 1)/cost. If a selection with very high rank appears in a
multi-table query, it may even make sense to postpone the selection until after per-
forming joins. Note that this approach is the opposite of the heuristic for pushing
selections presented in Section 14.3! The details of optimally placing expensive selec-
tions among joins are somewhat complicated, adding to the complexity of optimization
in ORDBMSs.

25.8 OODBMS

In the introduction of this chapter, we defined an OODBMS as a programming lan-
guage with support for persistent objects. While this definition reflects the origins of
OODBMSs accurately, and to a certain extent the implementation focus of QODBMSs,
the fact that OODBMSs support collection types (see Section 25.3) makes it possible
to provide a query language over collections. Indeed, a standard has been developed
by the Object Database Management Group (ODMG) and is called Object Query
Language, or OQL.

OQL is similar to SQL, with a SELECT-FROM-WHERE-style syntax (even GROUP BY,
HAVING, and ORDER BY are supported) and many of the proposed SQL:1999 extensions.
Notably, OQL supports structured types, including sets, bags, arrays, and lists. The
OQL treatment of collections is more uniform than SQL:1999 in that it does not give
special treatment to collections of rows; for example, OQL allows the aggregate opera-
tion COUNT to be applied to a list to compute the length of the list. OQL also supports
reference types, path expressions, ADTs and inheritance, type extents, and SQL-style
nested queries. There is also a standard Data Definition Language for OODBMSs
(Object Data Language, or ODL) that is similar to the DDL subset of SQL, but
supports the additional features found in OODBMSs, such as ADT definitions.

25.8.1 The ODMG Data Model and ODL

The ODMG data model is the basis for an OODBMS, just like the relational data
model is the basis for an RDBMS. A database contains a collection of objects, which
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Class = interface + implementation: Properly speaking, a class consists of
an interface together with an implementation of the interface. An ODL interface
definition is implemented in an OODBMS by translating it into declarations of
the object-oriented language (e.g., C++, Smalltalk or Java) supported by the
OODBMS. If we consider C++, for instance, there is a library of classes that
implement the ODL constructs. There is also an Object Manipulation Lan-
guage (OML) specific to the programming language (in our example, C++),
which specifies how database objects are manipulated in the programming lan-
guage. The goal is to seamlessly integrate the programming language and the
database features.

are similar to entities in the ER model. Every object has a unique oid, and a database
contains collections of objects with similar properties; such a collection is called a
class.

The properties of a class are specified using ODL and are of three kinds: attributes,
relationships, and methods. Attributes have an atomic type or a structured type.
ODL supports the set, bag, list, array, and struct type constructors; these are
just setof, bagof, listof, ARRAY, and ROW in the terminology of Section 25.3.

Relationships have a type that is either a reference to an object or a collection of such
references. A relationship captures how an object is related to one or more objects of
the same class or of a different class. A relationship in the ODMG model is really just
a binary relationship in the sense of the ER model. A relationship has a corresponding
inverse relationship; intuitively, it is the relationship ‘in the other direction.’ For
example, if a movie is being shown at several theaters, and each theater shows several
movies, we have two relationships that are inverses of each other: shounAtis associated
with the class of movies and is the set of theaters at which the given movie is being
shown, and nowShowing is associated with the class of theaters and is the set of movies
being shown at that theater.

Methods are functions that can be applied to objects of the class. There is no analog
to methods in the ER or relational models.

The keyword interface is used to define a class. For each interface, we can declare
an extent, which is the name for the current set of objecis of that class. The extent is
analogous to the instance of a relation, and the interface is analogous to the schema.
If the user does not anticipate the need to work with the set of objects of a given
class—it is sufficient to manipulate individual objects—the extent declaration can be
omitted.
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The following ODL definitions of the Movie and Theater classes illustrate the above
concepts. (While these classes bear some resemblance to the Dinky database schema,
the reader should not look for an exact parallel, since we have modified the example
to highlight ODL features.)

interface Movie
(extent Movies key movieName)
{ attribute date start;
attribute date end;
attribute string moviename;
relationship Set(Theater) shownAt inverse Theater:nowShowing;

}

The collection of database objects whose class is Movie is called Movies. No two
objects in Movies have the same movieName value, as the key declaration indicates.
Each movie is shown at a set of theaters and is shown during the specified period. (It
would be more realistic to associate a different period with each theater, since a movie
is typically played at different theaters over different periods. While we can define a
class that captures this detail, we have chosen a simpler definition for our discussion.)
A theater is an object of class Theater, which is defined below:

interface Theater
(extent Theaters key theaterName)
{ attribute string theaterName;
attribute string address;
attribute integer ticketPrice;
relationship Set(Movie) nowShowing inverse Movie::shownAt;
float numshowing() raises(errorCountingMovies);

}

Each theater shows several movies and charges the same ticket price for every movie.
Observe that the shownAt relationship of Movie and the nowShowing relationship
of Theater are declared to be inverses of each other. Theater also has a method
numshowing() that can be applied to a theater object to find the number of movies
being shown at that theater.

ODL also allows us to specily inheritance hierarchies, as the following class definition
Hlustrates: .

interface SpecialShow extends Movie
(extent SpecialShows)
{ attribute integer maximumAttendees;
attribute string benefitCharity;

}
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An object of class SpecialShow is an object of class Movie, with some additional prop-
erties, as discussed in Section 25.5.

258.2 OQL

The ODMG query language OQL was deliberately designed to have syntax similar to
SQL, in order to make it easy for users familiar with SQL to learn OQL. Let us begin
with a query that finds pairs of movies and theaters such that the movie is shown at
the theater and the theater is showing more than one movie:

SELECT mname: M.movieName, tname: T.theaterName
FROM  Movies M, M.shownAt T
WHERE T.numshowing() > 1

The SELECT clause indicates how we can give names to fields in the result; the two
result fields are called mname and tname. The part of this query that differs from
SQL is the FROM clause. The variable M is bound in turn to each movie in the extent
Movies. For a given movie M, we bind the variable T in turn to each theater in the
collection M.shownAt. Thus, the use of the path expression M.shownAt allows us to
casily express a nested query. The following query illustrates the grouping construct
in OQL:

SELECT  T.ticketPrice,

avgNum: AVG(SELECT P.T.numshowing() FROM partition P)
FROM Theaters T '
GROUP BY T.ticketPrice

For each ticket price, we create a group of theaters with that ticket price. This group
of theaters is the partition for that ticket price and is referred to using the OQL
keyword partition. In the SELECT clause, for each ticket price, we compute the
average number of movies shown at theaters in the partition for that ticketPrice. OQL
supports an interesting variation of the grouping operation that is missing in SQL:

SELECT  low, high,

avgNum: AVG(SELECT P.T.numshowing() FROM partition P)
FROM Theaters T
GROUP BY low: T.ticketPrice < 5, high: T.ticketPrice >= 5

The GROUP BY clause now creates just two partitions called low and high. Each the-
ater object T is placed in one of these partitions based on its ticket price. In the
SELECT clause, low and high are boolean variables, exactly one of which is true in
any given output tuple; partition is instantiated to the corresponding partition of
theater objects. In our example, we get two result tuples. One of them has low equal
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to true and avgNum equal to the average number of movies shown at theaters with
a low ticket price. The second tuple has high equal to true and avgNum equal to the
average number of movies shown at theaters with a high ticket price.

The next query illustrates OQL support for queries that return collections other than
set and multiset:

(SELECT T.theaterName
FROM Theaters T
ORDER BY T.ticketPrice DESC) [0:4]

The ORDER BY clause makes the result a list of theater names ordered by ticket price.
The elements of a list can be referred to by position, starting with position 0. Thus,
the expression [0:4] extracts a list containing the names of the five theaters with the
highest ticket prices.

OQL also supports DISTINCT, HAVING, explicit nesting of subqueries, view definitions,
and other SQL features.

25.9 COMPARING RDBMS WITH OODBMS AND ORDBMS

Now that we have covered the main object-oriented DBMS extensions, it is time to
consider the two main variants of object-databases, OODBMSs and ORDBMSs, and
to compare them with RDBMSs. Although we have presented the concepts underlying
object-databases, we still need to define the terms OODBMS and ORDBMS.

An ORDBMS is a relational DBMS with the extensions discussed in this chapter.
(Not all ORDBMS systems support all the extensions in the general form that we
have discussed them, but our concern in this section is the paradigm itself rather than
specific systems.) An OODBMS is a programming language with a type system
that supports the features discussed in this chapter and allows any data object to
be persistent, that is, to survive across different program executions. Many current
systems conform to neither definition entirely but are much closer to one or the other,
and can be classified accordingly.

25.9.1 RDBMS versus ORDBMS

Comparing an RDBMS with an ORDBMS is straightforward. An RDBMS does not
support the extensions discussed in this chapter. The resulting simplicity of the data
model makes it easier to optimize queries for efficient execution, for example. A rela-
tional system is also easier to use because there are fewer features to master. On the
other hand, it is less versatile than an ORDBMS.
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25.9.2 OODBMS versus ORDBMS: Similarities

OODBMSs and ORDBMSs both support user-defined ADTs, structured types, ob-
ject identity and reference types, and inheritance. Both support a query language
for manipulating collection types. ORDBMSs support an extended form of SQL, and
OODBMSs support ODL/OQL. The similarities are by no means accidental: OR-
DBMSs consciously try to add OODBMS features to an RDBMS, and OODBMSs
in turn have developed query languages based on relational query languages. Both
OODBMSs and ORDBMSs provide DBMS functionality such as concurrency control
and recovery.

25.9.3 OODBMS versus ORDBMS: Differences

The fundamental difference is really a philosophy that is carried all the way through:
OODBMSs try to add DBMS functionality to a programming language, whereas OR-
DBMSs try to add richer data types to a relational DBMS. Although the two kinds of
object-databases are converging in terms of functionality, this difference in their under-
lying philosophies (and for most systems, their implementation approach) has impor-
tant consequences in terms of the issues emphasized in the design of these DBMSs, and
the efficiency with which various features are supported, as the following comparison
indicates:

s OQODBMSs aim to achieve seamless integration with a programming language
such as C++, Java or Smalltalk. Such integration is not an important goal for an
ORDBMS. SQL:1999, like SQL-92, allows us to embed SQL commands in a host
language, but the interface is very evident to the SQL programer. (SQL:1999 also
provides extended programming language constructs of its own, incidentally.)

= An OODBMS is aimed at applications where an object-centric viewpoint is ap-
propriate; that is, typical user sessions consist of retrieving a few objects and
working on them for long periods, with related objects (e.g., objects referenced
by the original objects) fetched occasionally. Objects may be extremely large,
and may have to be fetched in pieces; thus, attention must be paid to buffering
parts of objects. It is expected that most applications will be able to cache the
objects they require in memory, once the objects are retrieved from disk. Thus,
considerable attention is paid to making references to in-memory objects efficient.
Transactions are likely to be of very long duration and holding locks until the end
of a transaction may lead to poor performance; thus, alternatives to Two Phase
locking must be used.

An ORDBMS is optimized for applications where large data collections are the fo-
cus, even though objects may have rich structure and be fairly large. It is expected
that applications will retrieve data from disk extensively, and that optimizing disk
accesses is still the main concern for efficient execution. Transactions are assumed
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to be relatively short, and traditional RDBMS techniques are typically used for
concurrency control and recovery.

8 The query facilities of OQL are not supported efficiently in most OODBMSs,
whereas the query facilities are the centerpiece of an ORDBMS. To some extent,
this situation is the result of different concentrations of effort in the development
of these systems. To a significant extent, it is also a consequence of the systems’
being optimized for very different kinds of applications.

25.10 POINTS TO REVIEW

®  Object-oriented database systems (OODBMSs) add DBMS functionality to a pro-
gramming language and environment. Object-relational database systems (OR-
DBMSs) extend the functionality of relational database systems. The data type
system is extended with user-defined abstract data types (ADTs), structured types,
and inheritance. New query features include operators for structured types, oper-
ators for reference types, and user-defined methods. (Section 25.1)

B An abstract data type is an atomic data type and its associated methods. Users
can create new ADTs. For a new atomic type, we must register the methods size,
import, and ezport with the DBMS. Object files containing new methods can also
be registered. (Section 25.2)

B We can construct more complex data types from atomic types and user-defined
types using type constructors. There are type constructors for creating row types,
lists, arrays, sets, and bags and there are built-in operators for all these types. We
can unnest a set-valued type by creating a tuple for each element in the set. The
reverse operation is called nesting. (Section 25.3)

®  Data objects can have an object identifier (oid), which is a unique value that
identifies the object. An oid has a type called a reference type. Since fields
within objects can be of reference types, there are two notions of equality, deep
and shallow equality. Fields that contain a reference type can be dereferenced to
access the associated object. (Section 25.4)

m  [nheritance allows us to create new types (called subfypes) that extend existing
types (called supertypes). Any operations that apply to the supertype also apply to
the subtype. We can overload methods by defining the same method for sub- and
supertypes. The type of the object decides which method is called; this process -
is called binding. Analogous to types, we can create an inheritance hierarchy for
tables called a collection hierarchy. (Section 25.5)

®  The multitude of data types in an ORDBMS allows us to design a more natural
and efficient database schema. But we have to be careful to take the differences
between reference types and structured types and between reference types and
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nonreference types into account. We should use oids with caution and use foreign
keys instead whenever possible. We can extend the ER model to incorporate
ADTs and methods, or we can model ADTs using existing constructs. Nested
types provide great modeling power but the choice of schema should be guided by
the expected workload. (Section 25.6)

= Implementing an ORDBMS brings new challenges. The system must store large
ADTs and structured types that might be very large. Efficient and extensible
index mechanisms must be provided. Examples of new functionality include user-
defined aggregation functions (we can define new aggregation functions for our
ADTs) and method security (the system has to prevent user-defined methods from
compromising the security of the DBMS). Examples of new techniques to increase
performance include method caching and pointer swizzling. The optimizer must
know about the new functionality and use it appropriately. (Section 25.7)

m  Object Query Language (OQL) is a query language for OODBMSs that provides
constructs to query collection types. Its data definition language is called Object
Data Language (ODL). We discussed elements of the ODML data model and gave
examples of OQL and ODL. (Section 25.8)

=  An ORDBMS is a relational DBMS with the extensions discussed in this chapter.
An OODBMS is a programming language with a type system that includes the fea-
tures discussed in this chapter. ORDBMSs add OODBMS features to a RDBMS,
but there are several differences to a full-fledged OODBMS. (Section 25.9)

EXERCISES

Exercise 25.1 Briefly answer the following questions.

1. What are the two kinds of new data types supported in object-database systems? Give
an example of each, and discuss how the example situation would be handled if only an
RDBMS was available.

2. What must a user do to define a new ADT?
3. Allowing users to define methods can lead to efficiency gains. Glive an example.

4. What is late binding of methods? Give an example of inheritance that illustrates the
need for dynamic binding.

5. What are collection hierarchies? Give an example that illustrates how collection hierar-
chies facilitate querying.

6. Discuss how a DBMS exploits encapsulation in implementing support for ADTs.
7. Give an example illustrating the nesting and unnesting operations.

8. Describe two objects that are deep equal but not shallow equal, or explain why this is
not possible.
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9. Describe two objects that are shallow equal but not deep equal, or explain why this is
not possible.

10. Compare RDBMSs with ORDBMSs. Describe an application scenario for which you
would choose an RDBMS, and explain why. Similarly, describe an application scenario
* for which you would choose an ORDBMS, and explain why.

Exercise 25.2 Consider the Dinky schema shown in Figure 25.1 and all related methods
defined in the chapter. Write the following queries in extended SQL:

1. How many films were shown at theater fno = 5 between January 1 and February 1 of
19977

2. What is the lowest budget for a film with at least two stars?

3. Consider theaters at which a film directed by Steven Spielberg started showing on Jan-
uary 1, 1997. For each such theater, print the names of all countries within a 100-mile
radius. (You can use the overlop and redius methods illustrated in Figure 25.2.)

Exercise 25.3 In a company database, you need to store information about employees, de-
partments, and children of employees. For each employee, identified by ssn, you must record
years (the number of years that the employee has worked for the company), phone, and photo
information. There are two subclasses of employees: contract and regular. Salary is com-
puted by invoking a method that takes years as a parameter; this method has a different
implementation for each subclass. Further, for each regular employee, you must record the
name and age of every child. The most common queries involving children are similar to
“Find the average age of Bob’s children” and “Print the names of all of Bob’s children.”

A photo is a large image object and can be stored in one of several image formats (e.g.,
gif, jpeg). You want to define a display method for image objects; display must be defined
differently for each image format. For each department, identified by dno, you must record
dname, budget, and workers information. Workers is the set of employees who work in a
given department. Typical queries involving workers include, “Find the average salary of all
workers (across all departments).”

1. Using extended SQL, design an ORDBMS schema for the company database. Show all
type definitions, including method definitions.

2. If you have to store this information in an RDBMS, what is the best possible design?
3. Compare the ORDBMS and RDBMS designs.

4. If you are told that a common request is to display the images of all employees in a given
department, how would you use this information for physical database design?

5. If you are told that an employee’s image must be displayed whenever any information
about the employee is retrieved, would this affect your schema design?

6. If you are told that a common query is to find all employees who look similar to a given
image, and given code that lets you create an index over all images to support retrieval
of similar images, what would you do to utilize this code in an ORDBMS?

Exercise 25.4 ORDBMSs need to support efficient access over collection hierarchies. Con-
sider the collection hierarchy of Theaters and Theater_cafes presented in the Dinky example.
In your role as a DBMS implementor (not a DBA), you must evaluate three storage alterna-
tives for these tuples:
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®  All tuples for all kinds of theaters are stored together on disk in an arbitrary order.
®  All tuples for all kinds of theaters are stored together on disk, with the tuples that are
from Theater_cafes stored directly after the last of the non-cafe tuples.

= Tuples from Theater cafes are stored separately from the rest of the (non-cafe) theater
tuples.

1. For each storage option, describe a mechanism for distinguishing plain theater tuples
from Theater_cafe tuples.

2. For each storage option, describe how to handle the insertion of a new non-cafe tuple.
3. Which storage option is most efficient for queries over all theaters? Over just The-

ater_cafes? In terms of the number of I/Os, how much more efficient is the best technique
for each type of query compared to the other two techniques?

Exercise 25.5 Different ORDBMSs use different techniques for building indexes to evaluate
queries over collection hierarchies. For our Dinky example, to index theaters by name there
are two common options:

m Build one B+ tree index over Theaters.name and another B+ tree index over The-
ater_cafes.name.

] Build one B+ tree index over the union of Theaters.name and Theater_cafes. name.

1. Describe how to efficiently evaluate the following query using each indexing option (this
query is over all kinds of theater tuples):

SELECT * FROM Theaters T WHERE T.name = ‘Majestic’

Give an estimate of the number of 1/Os required in the two different scenarios, assuming
there are 1,000,000 standard theaters and 1,000 theater-cafes. Which option is more
efficient?

2. Perform the same analysis over the following query:
SELECT * FROM Theater_cafes T WHERE T.name = ‘Majestic’

3. For clustered indexes, does the choice of indexing technique interact with the choice of
storage options? For unclustered indexes?

Exercise 25.6 Consider the following query:

SELECT thumbnail(I.image)
FROM  Images [

Given that the Iimage column may contain duplicate values, describe how to use hashing to
avoid computing the thumbnail function more than once per distinct value in processing this
query.

Exercise 25.7 You are given a two-dimensional, n x n array of objects. Assume that you
can fit 100 objects on a disk page. Describe a way to lay out (chunk) the array onto pages
so that retrievals of square m x m subregions of the array are efficient. (Different queries
will request subregions of different sizes, i.e., different m values, and your arrangement of the
array onto pages should provide good performance, on average, for all such queries.)
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Exercise 25.8 An ORDBMS optimizer is given a single-table query with n expensive selec-
tion conditions, o (...{¢1(T))). For each condition o;, the optimizer can estimate the cost ¢;
-of evaluating the condition on a tuple and the reduction factor of the condition r;. Assume
that there are ¢ tuples in T'.

1. How many tuples appear in the output of this query?

2. Assuming that the query is evaluated as shown (without reordering selections), what
is the total cost of the query? Be sure to include the cost of scanning the table and
applying the selections.

3. In Section 25.7.2 it was asserted that the optimizer should reorder selections so that they
are applied to the table in order of increasing rank, where rank; = (r; — 1)/ci. Prove
that this assertion is optimal. That is, show that no other ordering could result in a
query of lower cost. (FHint: It may be easiest to consider the special case where n = 2
first and generalize from there.)
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