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INTRODUCTION

t is fair to say that the World Wide Web project has taken the Internet by
Istorm, confounding Internet skeptics and supporters alike. In hindsight,
however, the reasons are obvious. The World Wide Web (WWW) model
makes accessing the Internet easy, both to consumers of Internet-based infor-
mation and to information providers. It’s downright easy to distribute infor-
mation via the Web, and just plain fun to go out and look for it. It is no surprise
that World Wide Web utilities have grown, in less than three years, to be the

most popular tools on the Internet.

A tool may be easy to use but often requires skill and training to be used well.
This is certainly true of the tools involved in preparing and distributing infor-
mation via hypertext documents and Internet hypertext servers. Preparing
well-designed, useful, and reliable resources requires an in-depth understand-
ing of how the tools that deliver these resources work and how to use them
well. The intention of this book is to provide this understanding. Assuming
that you are familiar with traditional Internet resources, such as FTP, telnet,
electronic mail, and Gopher, there are essentially three new components to

consider:

1. Uniform Resource Locators, or URLs, which are the scheme by which

Internet resources are addressed in the WWW.

2.The HyperText Transfer Protocol (HTTP) and HTTP client-server
interactions. HT'TP servers are designed specifically to distribute hyper-
text documents, and you must know how they work to take advantage

of their powerful features.

3.The HyperText Markup Language, or HTML. This is the markup lan-
guage with which World Wide Web hypertext documents are written,
and is what allows you to create hypertext links, fill-in forms, and click-
able images. Writing good HTML documents involves both technical
issues (proper construction of the HTML document) and design issues

(ensuring that the information contentis clearly presented to the user).

ix
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The goal of this book is to explain all three of these issues and to give you
the tools to develop your own high-quality World Wide Web products. The
remainder of this introduction looks briefly at these three components and
explains their basic features. This is followed by an outline of the book and

some suggestions as to how to best approach the text and examples.

UNIFORM RESOURCE LOCATORS

Uniform Resource Locators, or URLs, are a naming scheme for specifying
how and where to find any Internet server resource, such as from Gopher,
FTP or WAIS servers. For example, the URL that references the file
macweb.zip in the directory /pub/web/browsers on the anonymous FIP
server fip.bozo.net is simply:

ftp://ftp.bozo.net/pub/web/browsers/macweb. zip

WWW hypertext documents use URLs to reference other hypertext

resources.

THE HYPERTEXT TRANSFER PROTOCOL

The HyperText Transfer Protocol, or HTTP, is a new Internet protocol
designed expressly for the rapid distribution of hypertext documents. Like
other Internet tools, such as FTP, WAIS, or Gopher, HTTP is a client-server
protocol. In the client-server model, a client program running on the user’s
machine sends a message requesting service to a server program running on
another machine on the Internet. The server responds to the request by
sending a message back to the client. In exchanging these messages, the
client and server use a well-understood protocol. FTP, WAIS, and Gopher
are other examples of Internet client-server protocols, all of which are
accessible to a World Wide Web browser. However, the HTTP protocol is
designed expressly for hypertext document delivery, so most of your com-

munication will be with HTTP servers.

At the simplest level, HTTP servers act much like anonymous FTP servers,
delivering files when clients request them. However, HTTP servers support

additional important features:
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o The ability to return to the client not just files, but also information

generated by programs running on the server

e The ability to take data sent from the client and pass this information

on to other programs on the server for further processing

These special server-side programs are called gateway programs, because
they usually act as a gateway between the HTTP server and other local
resources, such as databases. Just as an FTP server can access many files,
an HTTP server can access many different gateway programs; in both

cases, you can specify which resource (file or program) you want through a
URL.

The interaction between the server and these gateway programs is governed
by the Common Gateway Interface (CGI) specifications. Using the CGI
specifications, a programmer can easily write simple programs or scripts to
process user queries, interrogate databases, make images that respond to

mouse clicks, and so on.

THE HYPERTEXT MARKUP LANGUAGE

The HyperText Markup Language, or HTML, is the language used to pre-
pare hypertext documents. These are the documents you distribute on the
World Wide Web and are what your human clients actually see. HTML
contains commands, called fags, to mark text as headings, paragraphs,
lists, quotations, emphasized, and so on. It also has tags for including
images within the documents, for including fill-in forms that accept user
input, and, most importantly, for including hypertext links connecting the
document being read to other documents or Internet resources, such as
WAIS databases and anonymous FTP sites. It is this last feature that allows
you to click on a string of highlighted text and access a new document, an
image, or a movie file from a computer thousands of miles away. And how
does the HTML document specify where this document is? Through a
URL, which is included in the HTML markup instructions and which is
used by your browser to find the designated resource.
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What resources can URLs point to? They can be other HTML documents,
pictures, sound files, movie files, or even database search engines. They can
be on your computer or anywhere on the Internet. They can be accessed
from HTTP servers or from FTP, Gopher, WAIS, or other servers. The URL
is an immensely flexible scheme and, in combination with HTML, yields
an incredibly powerful package for preparing a web of hypertext docu-
ments linked to each other and to Internet resources around the world.
This image of interlinked resources is, in fact, the vision that gave rise to
the name World Wide Web.

OVERVIEW OF THE BOOK

This book is an introduction to HTML, URLs, HTTP, the CGI interface,
and the design and preparation of resources for delivery via the World
Wide Web. It begins with the HTML language. Almost every resource that
you prepare will be presented through an HTML document so that your
HTML presentation is your face to the world. It is crucial that you know
how to write proper HTML, and that you understand the design issues
involved in creating good documents, if you are to make a lasting impres-
sion on your audience and present your information clearly and concisely.
It won’t matter if the Internet resources you make available are the best in
the world if your presentation of them is badly designed, frustratingly slow,
or difficult to follow.

HTML is also an obvious place to start. You can write simple HTML doc-
uments and view them with a WWW browser, such as Mosaic, MacWeb,
lynx, Cello, or Netscape without having to worry about CGI programs,
HTTP servers, and other advanced features. You can also easily add to
your documents URLSs pointing to server resources around the world, and
get used to how the system works: Browsers understand HTML hypertext
anchors and the URLs they contain, and they have built-in software to talk
to Internet servers using the proper protocols. You can accomplish a lot

just by creating a few pages of HTML.




INTRODUCTION I
xiii

Chapter 1 is an introduction to HTML and to the design issues involved in
preparing HTML documents. This nontechnical chapter combines a brief
overview of HTML with important aspects of the document design
process. The details of the HTML language and more sophisticated client-

server issues are left to Chapters 2 and 3.

Design issues are very important in developing good World Wide Web pre-
sentations. HTML documents are not like text documents or traditional
hypertext presentations, since they are limited by the varied capabilities of
browsers and by the speed with which documents can be transported
across the Internet. Chapter 1 discusses what this means in practice and
gives guidelines for avoiding major HTML authoring mistakes. In most
cases, this is done using examples with the important issues being pre-
sented in point form so that you can easily extract the main points on first

reading.

One point that is emphasized in Chapter 1 and everywhere in the book is
the importance of using correct HTML markup constructions when you
create your HTML documents. Although HTML is a relatively straightfor-
ward language, there are many important rules specifying where tags can
be placed. Ensuring that your documents obey these rules is the only way
you can guarantee that they will be properly displayed on the many differ-
ent browsers your clients may use. All too often, writers prepare docu-
ments that look wonderful on one browser, but end up looking horrible or

even unviewable on others.

Although some general rules for constructing valid HTML are included in
Chapter 1, Chapter 2 and the references therein should be used as detailed
guides to correct HTML. In particular, Chapter 2 presents a detailed expo-
sition of the HTML language and of the allowed nesting of the different
HTML markup instructions. It also explains the syntax and rules for con-
structing URLs.
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Chapter 3 explains the structure and syntax of Uniform Resource Locators
(URLs). This is the addressing scheme used in HTML documents to indi-
cate the target of hypertext links.

Of course, HTML is only a beginning. To truly take advantage of the sys-
tem, you must understand the interaction between WWW client browsers
and HTTP servers, and be able to write server-side gateway programs that
take advantage of this interaction. Chapter 4 delves into the details of the
interaction between WWW clients and HTTP servers and explains the
Common Gateway Interface (CGI) specification for writing server-side pro-
grams that interface with the HTTP server. Chapter 4 includes simple
examples to demonstrate the HTTP protocol and the CGI interface, as well
as useful references to sites on the Internet that contain instructional inter-
active documents. Chapters 2, 3 and 4 are the technical core of this book
and should be of use as reference material when writing HTML documents

or server CGI programs.

Needless to say, there already are many useful CGI programs available on
the Internet, ranging from the imagemap program for handling clickable
images to sophisticated front-end packages for databases. These and other
useful CGI tools are discussed in Chapter 5, which also looks at auxiliary
tools useful in developing and organizing HTML documents. For example,
there are tools for converting collections of e-mail letters into hypertext
archives, or for creating a hypertext “Table of Contents™ for large collec-
tions of related HTML files. The second half of Chapter 5 discusses these
tools and indicates sites where they can be obtained. Almost all of them are
available over the Internet, either from anonymous FTP sites or from
HTTP servers. URLs are used to indicate the locations of these programs

and of additional documentation when available.

Preparing HTML documents can be tedious, since HTML markup tags are
complicated text strings that must be included in your text document.
HTML codes are not only time consuming to type, but also a common
source of error: It is easy to make a mistake typing all those tags! You will

not be the first to notice this fact, and many individuals, groups, and com-
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panieé are actively developing HTML editors to help in the document cre-
ation process. Chapter 6 summarizes and briefly describes the various
HTML editors available on PC, Macintosh, and UNIX platforms, and

explains how to obtain them.

In some cases, you may not want an editor, but would rather be able to
convert documents from another format, such as Microsoft’s Rich Text
Format, FrameMaker’s MIF format, LaTeX, and so on into HTML.
Chapter 6 includes a summary of several of these packages, including
instructions on how they can be obtained. Finally, there are a number or
useful tools for validating the HTML document for conformity with the
language specification and for checking the validity of hypertext links
within a document. These tools are listed at the end of Chapter 6.

Chapter 7 is a brief review of the different browsers available for exploring
the WWW and for viewing HTML documents. You should be interested in
how the documents you design will look on browsers other than the one
you regularly use. Designing for a single browser is dangerous, since there
is a tendency to tailor the HTML for the peculiarities of that particular
program. This can lead to HTML documents that look fine on your
browser, but horrible on others. It is wise to pick up another browser or

two, just to avoid these problems.

Chapter 8 discusses the issues involved in setting up an HTTP server and
briefly reviews the commonly available server packages. Again there are
many URL references to additional documentation and to locations where

server software can be obtained.

Chapter 9, the final chapter in the book, gives some examples of WWW
sites containing interesting and well-designed presentations. These sites
range from business and entertainment to those devoted to scientific
research and education. I asked the creators of these sites to describe the
creation process so that you can get a feel for what was involved. I encour-
age you to visit these sites and see how they work. I can guarantee you will

be impressed.

Xv
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Finally, you should just go out and browse! Writing a book and spouting
off one’s own ideas of good and bad design is all well and good, but you,
as a writer of HTML documents, will appreciate how things look and feel
only by going out there and looking and feeling. This book is merely a
framework for appreciating what tens of thousands of creative individuals

are already doing. So, go and see for yourself!
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BN CHAPTER

INTRODUCTION

TO THE HYPERTEXT

MARKUP LANGUAGE

he HyperText Markup Language, or HTML, is designed to specify the

logical organization of a text document, with important extensions for
hypertext links and user interaction. HTML was not designed to be the lan-
guage of a What You See Is What You Get (WYSIWYG) word processor,
such as Word or WordPerfect. Instead, HTML requires that you construct
documents with sections of text marked as logical units, such as titles, para-
graphs, or lists, and leave the interpretation of these marked elements up to
the browser displaying the document. This model builds enormous flexibil-
ity into the system and allows browsers of different abilities to view the same
HTML documents. In fact, there are browsers for everything from fancy
UNIX graphics computers to plain-text terminals, such as VT-100s or old
8086-based DOS computers. As an example, in viewing the same document,

a graphical UNIX browser may present major headings with a large,
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~ perhaps slanted and bold-faced font (since elegant typesetting is possible with

graphics displays), while a VT-100 browser may just center the title, using the
single available font. Both presentations will look different, but both will

reproduce the logical organization that you built in with the HTML tags.

So, what does an HTML document look like? A simple example is shown
in Figure 1.1. As you can see, this looks just like a plain text document. In
fact, that is exactly what it is. Thus, an HTML document can be prepared
with a simple text editor, such as the NotePad editor on a Windows PC,
TeachText on the Macintosh, or vi on a UNIX workstation. You don’t
need a special word processor or fancy HTML editor to create HTML doc-

uments.

The difference between an HTML document and a simple text document
lies in the HTML markup tags. These are the portions of text surrounded
by the less than and greater than signs (<. . .>) and are the instructions
that tell the browser what each part of the document means. For example,
the tag <H1> indicates the start of a heading of level 1, while the </H1> tag
marks the end of a heading of level 1. Thus, the text string

<hl> This is the Heading </Hl>

marks the string “This is the Heading” as a level one heading (there are six
possible headings levels, from H1 to H6). Note how a forward slash inside
the tag indicates an end tag. The names inside the tags are case-insensitive
so that <h1> is equivalent to <H1>, and <STRONG> is equivalent to

<StROng>. Capitalization is recommended to make the tags stand out.

An HTML document is described as being composed of elements. The
string

<hl> This is the Heading </H1>
is then an H1 element, consisting of an H1 start tag, the enclosed text, and
an H1 end tag. You will also often see an H1 element referred to as the

container of a heading.
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Some elements are called empty elements, which simply means they do not
affect a block of text and do not require an end tag. An example is the BR
element in Figure 1.1. The tag <BR> forces a line break at the location of
the tag. This does not affect any enclosed text, since a line break does not

contain anything.

Sometimes, elements take attributes, which are much like variables and are
usually assigned values that define special characteristics of the element. An
example is the IMG element, which is used to include an image within an

HTML document. An IMG element might appear via the tag:
<IMG SRC="filename.gif">

Here, SRC is an attribute of the IMG element and is used to specify the
name of the image file (actually, a Uniform Resource Locator (URL) poini-
ing to the image file) to be included in the document. The attribute name,
like the element name itself, is case-insensitive. Thus, the above
line could equally well be written as <iMg src="filename.gif"> or
<iMg SrC="filename.gif">. However, the value assigned to the
attribute SRC is case-sensitive; case-sensitivity is preserved by enclosing the
string in quotation marks. As you may have noticed, the IMG element, like
the BR element, is empty, since it merely inserts an image and does not
affect a block of text.

Finally, we emphasize that HTML is a structured language, which means
that there are rules for where element tags can and cannot go. These rules
are there to enforce an overall logical structure upon the document. Thus,
a heading element, such as <H1>..... </H1>, can contain text, text
marked for emphasis, and a few other text-like elements—but it cannot
contain elements that mark other headings or lists. This means that such

constructions as

<H1><H2>...text ... </H2></Hl>
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are invalid. Obviously, it does not make sense for a heading to contain a
list or another heading, and the HTML language rules reflect this. In

addition, elements cannot overlap—this means that such things as

<EM> <H2> ....... text .... </EM> </H2>

are illegal and lead to unpredictable behavior when the document is ren-
dered for display. There are many such structural rules; they are given in

detail in Chapter 2. This chapter illustrates the most obvious cases.

BASIC OUTLINE OF
THE HYPERTEXT MARKUP LANGUAGE

1. HTML documents are divided into elements, which are marked by
tags of the form <NAME>. . . .. some text ...</NAME>, where the
enclosed text is the content of the element. Some elements do not
affect a block of text and are hence called empty elements, which do

not require end tags.

2. Element names and attributes are case-insensitive. Thus, <NAME
ATTRIBUTE="string">, <NamE ATtRiButE=" Strifng s, and
<name attribute="string"> are equivalent. However, the
attribute value (here the string “string”), when enclosed in quota-

tion marks, is case-sensitive.

3. The placement of elements in a document must obey the HTML rules
of nesting, which simply means that there are rules about where ele-
ments can and cannot appear. For example, a Heading element, such
as H1, cannot contain a list or another heading, but can contain a
hypertext anchor. In addition, elements cannot overlap. Details of the

nesting rules for each HTML element are given in Chapter 2.



INTRODUCTION TO THE HYPERTEXT MARKUP LANGUAGE I
5

EXAMPLE 1: A
SIMPLE HTML DOCUMENT

We could go on explaining the language, but it is easier to get a feel for it
by looking at some examples; the details of the HTML language are found
in Chapter 2 if you are already burning to find out. Figure 1.1 shows a
simple but complete HTML document, illustrating the overall structure of
a document and some of the simpler markup elements. This document was
created using the UNIX vi editor and was saved in a file named ex1.html.
The .btml filename extension is important, as WWW browsers and HTTP
servers understand files with this suffix to be HTML documents as
opposed to a plain text document, such as e-mail letters or program list-
ings. On PCs, this extension is .h#m, since four-letter extensions are not
possible. More will be said later about extension names and what they

mean.

The rendering of Figure 1.1 by two different browsers is shown in Figures
1.2 and 1.3. All browsers allow you to load and view locally created
HTML documents simply by giving the browser the name of the local file.

To view the example using the lynx browser you type

lynx exl.html

at the DOS or UNIX command prompt. With the Macintosh MacWeb
browser, you just start the program and select the Open... menu from the
File pull-down menu at the top of the window, then select the file you wish

to open. Similar procedures are possible with all of the graphical browsers.
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<HTML>
<HEAD>
<TITLE> This is the Title of the Document </TITLE>
</HEAD>
<BODY>

<H1l> This is a Heading</Hl>

Hello. This is not a very exciting document.

bet you were expecting <EM> poetry</EM>, or

some kind of <STRONG> exciting <BR> fact</STRONG> about the Internet and

the World Wide Web.

<P> Sorry. Neo such luck. This document
dﬁes
contain examples of HTML markup, for example, here is an "unordered list":
<UL>
<LI> One item of the list,
<LI> A second list item <LI> A third list item that goes on and on and
on to indicate that the lists can wrap right around the page and still
be nicely formatted by the browsers.
<LI> The final item.
</UL>
<p> Lists are exciting. You can also have ordered lists (the items are numbered)
and description lists.
<HR>
<p> And you can draw horizontal lines, which are useful for dividing
sections.
</BODY>
< /HTML>

I Figure 1.1 Contents of the example HTML document ex1.html. The ren-
dering of this document by different browsers is shown in Figures 1.2
and 1.3.
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Cello W Browser
Jump Bookmark.. Help
This is the Title of the Document I

This is a Heading

Hello. This is not a very exciting document. I bet you were expecting pwefrv , or some kind
of exciting
fact about the Internet and the World Wide Web.

Sorry. Nosuch luck. This document does contain examples of HTML markup, for example,
here is an "unordered list":

@l Oneitem of the list,
& A second list item

& A third list item that goes on and on and on to indicate that the lists can wrap right
arcund the page and still be nicely formatted by the browsers.

& The final item.

Lists are exciting. You can also have ordered lists (the items are numbered) and description
lists.

And you can draw horizontal lines, which are useful for dividing sections. +
| 2 =

( httpleonardo.utirc.utoronto.ca:8080/Book/Chap/ex.html

I Figure 1.2 Cello rendering of the HTML document exZ.html (the HTML
document is listed in Figure 1.1).

Figures 1.2 and 1.3 show this document as rendered by two different
WWW browsers. Figure 1.2 shows what the document looks like, using the
graphical Cello (for Windows 3.1) browser, while Figure 1.3 shows what

you get from the character-based browser lynx.

HTML ELEMENT

What do these markup tags and elements mean? Since HTML is a hierar-
chical language, this is best analyzed by starting from the outside and
working in. The outermost element, which encompasses the entire docu-
ment, is named HTML. This element indicates that the enclosed text is an
HTML document. This element allows the browser to distinguish between
differing versions of the HTML language.
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[ 15 15 the Title of the Document
| THIS IS A& HEADING

Hello. This 1s not a very exciting document. 1 bet you
1= were expecting poetry, or some kind of exciting
0 fact about the Internet and the World Wide Web.
|

Sorry. No such luck. This document does contain examples
of HTML markup, for example, here is an "unordered
Tist":

| * One item of the list,

[ *x A second 1ist item

i * & third list item that goes on and on and on to

| indicate that the 1ists can wrap right around the

page and still be nicely formatted by the browsers,
* The final item.

Lists are exciting. You can also have ordered lists (the
items are numbered) and description lists.

!\ | And you can draw horizontal lines, which are useful for
I dividing sections.
|

H o I‘rc- e- p Rig s
(¥ go back. Hjelp O)ptions P)rint G)o M)ain screen Quit /= search

I Figure 1.3 Lynx rendering of the HTML document exd1.html (the HTML
document is listed in Figure 1.1).

HEAD AND TITLE ELEMENTS
The next element below the HTML element is named HEAD. The HEAD

element is a container for information about the document, such as the
TITLE element. This information is not displayed as part of the document.
Looking at Figures 1.2 and 1.3, you will see that the contents of the TITLE
element are displayed apart from the text. With Cello, the title is displayed
in the frame of the window, while with lynx, the name is displayed at the
top of the screen and to the right.

Because of the way it is used, you want the TITLE to be both descriptive
and short. The TITLE is displayed separately from the text and usually in
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a restricted space, such as a window title bar, a small fixed-size text box, or
as a single line at the top of a text screen. If a TITLE is too long, it simply
will not fit. The TITLE should also be descriptive of the document, as it is
often used as a reference to visited sites—you should be able to guess the

content of a document from the TITLE alone.

BODY ELEMENT

Parallel with the HEAD, lies the BODY. This element contains il the text
and other material that is to be displayed. Notice in Figure 1.1 that all the
displayed material lies between the <BODY> and </BODY> tags. Everything
that does not go in the HEAD goes here.

Why bother with this HEAD/BODY separation? Recall that HTML is
designed to organize your document in a logical way. It then makes sense
to separate the document itself (the BODY) from information about the
document (the HEAD). Currently, there is not much to put in the head,
other than the TITLE. However, there are several other HEAD elements
(discussed in Chapter 2) that describe the relationships between a docu-
ment and other documents. These will be extremely useful for indexing,
cataloging, and organizational purposes once they are more commonly
used. Indexing programs will be able to quickly read the document HEAD
(which is always much smaller than the BODY) and obtain useful indexing
material without having to read the document BODY.

The first element in the BODY is an H1 element. H1 stands for a level-one
heading element; in HTML, headings come in six levels—H1 through
H6—of decreasing rank. The H1 element means that the enclosed text is a
heading and should be rendered to reflect this fact. The Cello browser
(Figure 1.2) shows the heading

<H1l> This is a Heading</H1:>

as a large, bold-faced string of characters, left justified and separated by a
wide space from the following text. Lynx, on the other hand (Figure 1.3),
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shows this as a capitalized text string centered on the page. This example
should remind you of the point made at the beginning of this section: that
different browsers may render the same elements in very different ways.
HTML markup instructions are designed to specify the logical structure of
the document far more than the physical layout. Thus, the browser is free
to find the best way to display items, such as headings, consistent with its

own limitations.

Referring back to Figure 1.1, review the next few lines of text:

Hello. This is not a very exciting document.
bet vyou were expecting <EM> poetry</EM>, or

some kind of <STRONG> exciting <BR> fact</STRONG> about the Internet and

the World wWide Web.

You will see in Figures 1.2 and 1.3 that these lines have been rendered as a
continuous paragraph of text, ignoring the blank lines, extra spaces, and
tabs that are actually present. The rendering of an HTML document
ignores extra spaces, tabs, and blank lines, and effectively treats any com-
bination of them as a single space character. This means that you can use
spaces, line breaks, and indentations to organize the logical layout of an
HTML document. This will be familiar if you write computer programs or
have used typesetting languages, such as TeX, and is equivalent to using

spaces and tabs to make a program easier to read.

HIGHLIGHTING ELEMENTS

This sentence contains two new elements: EM for emphasis and STRONG
for strong emphasis. These are logical descriptions of the enclosed text.
The recommendation in the HTML specification is that text marked
with EM be italicized if possible, while text marked with STRONG
should be rendered as bold. This is exactly what is done by Cello, as
shown in Figure 1.2. Lynx, on the other hand, renders both EM and

10
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STRONG as underlined text (Figure 1.3). Character-based programs, such
as lynx, can really do only four things to text: Underline it, bold-face it,
force it to capital letters, or display it in reverse video. Given these limita-
tions, lynx cannot render as distinct all the different elements in HTML. It
therefore renders EM and STRONG in the same way.

Highlighting elements, such as EM and STRONG, can be placed almost
anywhere you find regular text. The only exception is the TITLE element
in the HEAD. The text inside a TITLE element can be text only; there can
be no HTML elements inside a TITLE. Recall that the text inside a TITLE
is not part of the document, but simply a text string providing information

about the document.

HTML has several other logical highlighting elements, such as CODE for
computer code, KBD for keyboard input, VAR for a variable, and so on.
HTML also has physical highlighting elements, such as B for bold-faced, I
for italics, and TT for a typewriter font. It is recommended that you
specify logical meaning for text strings rather than specific physical styles,
since this assigns more meaning to the associated text and also gives the

browser more flexibility in determining the best presentation.

PARAGRAPHS

Look at the next line, beginning with the string <P> Sorry....:
<P> Sorry. No such luck. This document
does
contain examples of HTML markup, for example, here is an "unordered
Idgtn:

<UL>

The <P> tag marks the beginning of a paragraph and can best be thought
of as marking the start of a paragraph comtainer. Most browsers interpret a

<P> paragraph mark as a skipped line, as shown in Figures 1.2 and 1.3.

11

11
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Note, also, that a paragraph mark can be anywhere in a line and need not

be the first piece of text on a line. For example, the three lines:

the World Wide Web.

<P> Sorry. No such luck. This document

could be written:

the World Wide Web. <P> Sorry. ©No such luck. This document

and both would be rendered the same. Recall that the rendering of an
HTML document depends only on where the markup tags are located rela-
tive to the text they are marking. Of course, putting <P> at the beginning
of a line makes it easier to read the raww HTML and is strongly recom-

mended.

You will notice that there is no ending tag </P> in Figure 1.1 to mark the
end of the paragraphs. In HTML, the ending paragraph tag is optional.
The rule is that a paragraph is ended by the next <P> tag starting another
paragraph, or by any other tag that starts another block of text, such as a
heading tag (<Hn>), a quotation tag (<BLOCKQUOTE>) , list tags, and so on.
Thus, the paragraph ending with the words “unordered 1list” is actu-
ally ended by the following <UL> tag that marks the beginning of an

unordered list.

You may have noticed that the first paragraph in Figure 1.1 had no para-
graph tags. This is because an initial break is caused by the first heading
element. A correct HTML document should have a <P> tag at the begin-
ning of this first paragraph. This does not change the spacing between this
paragraph and the previous heading.

The HTML definition states that if two adjacent elements describing the
logical structure of the document require some special vertical spacing, then
only one of them (the largest spacing value) should be used and the other

should be ignored. This implies that silly and invalid constructs, such as:

<p»<p><p><p> This is a paragraph

12
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should yield, at most, a single paragraph break and nothing more. You
should avoid doing such things, since, by definition, paragraphs should not
be empty.

UNORDERED LISTS

Having beaten paragraphs into the ground, we now move on to the next
part of this example, namely the unordered list. HTML supports various
types of lists; the example given here is an unordered list. An unordered list
begins with the tag <UL>, such as:
<UL>
<LI> One item of the list,
<LI> A second list item <LI> A third list item that goes on and on and
on to indicate that the lists can wrap right around the page and still
be nicely formatted by the browsers.
<LI> The final item.
</UL>
<p> Lists are exciting. You can also have ordered lists (the items are numbered)
Lists are definitely not empty, and every list must be terminated with an
end tag, here </UL>, to define the end of a list. Other similar list elements
are: the ordered list element OL, the menu list element MENU, and the
directory list element DIR.

A UL , MENU, OL, or DIR list can contain only LI list elements. A list ele-
ment has the start tag <L.I> and cannot be empty, as every list item must
consist of some text. Nevertheless, an ending </LI> tag is not required, as
the ending of a list element is implied by the next <L.I> or by the </UL>
tag that finally terminates the list.

In general, unordered lists are just that—unordered lists of items, with each
element marked by an indentation of some type and a star or bullet. It is
up to the browser to format them nicely, and, as you can see, both lynx
and Cello do very similar things. However, you will also note that lynx
and Cello do different things to the spacing that surrounds the list; such

browser to browser variations are common.

13
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As mentioned, the only thing that can go inside a UL element is an LI ele-
ment. Thus, you cannot write such things as:
<UL>
here is some non-list text inside a list
<LI> Here is list item 1.

</UL>

A list item (LI) element, however, can contain lots of things. For example,
an LI element can contain text, the IMG element (for inline images), text
emphasis (such as the STRONG element), another list, and even a fill-in
HTML form. However, it cannot contain a heading element. Heading ele-
ments can be only directly inside the BODY, or inside a FORM (for fill-in
forms) or a BLOCKQUOTE (for quoted text) element.

HORIZONTAL RULE ELEMENT

The final element in Figure 1.1 is the HR, or horizontal rule, element. This
element simply draws a horizontal dividing line across the page, which is
useful for dividing sections. This is also an empty element, since it does not

act on a body of text.

LESSONS FROM EXAMPLE 1

1. Titles should be short and descriptive of the document content.

2. HTML is a hierarchical set of markup instructions. The outer layer of
this organization, showing the basic document outline, is:
<HTML>
<HERD>
. document head ..
< /HEAD>
<BODY>
. document body ..
</BODY>

<HTML>

14
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The TITLE goes inside the HEAD, while the text to be displayed goes
inside the BODY.

3. White spaces, tabs, and blank lines are irrelevant in the formatting of a
document; the only thing that matters is the placement of the HTML

markup tags.

4. Heading elements (H1 through H6) can go only inside the BODY,
FORM, or BLOCKQUOTE elements.

5. UL, OL, MENU, and DIR lists can contain only LI list item elements.
The LI elements can contain text, images, and other lists, but cannot

contain headings.

EXAMPLE 2: IMAGES
AND HYPERTEXT LINKS

Figure 1.1 served to illustrate some of the basic features of HTML. This
second example consists of two distinct documents, ex2a.btml and
ex2b.btml, with a hypertext link from one to the other. The documents are
shown in Figures 1.4 and 1.5. Ex2a.btmli also includes inline images to
illustrate a few things to think about when using images in your docu-
ments. Notice how space characters are used to make the HTML docu-

ments easier to follow.

<HTML>
<HEAD>
<TITLE> Example 2A, Showing IMG and Hypertext Links </TITLE>
</HEAD>

<BODY>

15
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<H1> Example 2A: Image Inclusion and Hypertext Links </H1>

<P> Greetings from the exciting world of HTML Example deocuments. OK, so text

is not so exciting. But how about some pictures!

<P> There are many ways to fit in the image. For example,
you could fit it in this way:
<IMG SRC="home.gif" ALIGN="top">, this way
<IMG SRC='home.gif" ALIGN="middle"> or this way

<IMG SRC="home.gif" ALIGN="bottom">.

<P> Another important thing: you can make
<a href="ex2b.html"> hypertext links </a> to other files.
You can even make hypertext links using images, for example

<a href="ex2b.html"> <IMG SRC="sright.xbm" ALIGN="middle"> </a>.

<P> Lastly, here is a row of images:
<IMG src="home.gif" alt="[Home Icon]">
<IMG src="home.gif" alt="[Home Icon]">
<IMG src="home.gif" alt="[Home Icon]'>
<IMG src="home.gif" alt="[Home Icon]">
<IMG src="home.gif" alt="[Home Icon]">
<IMG src="home.gif" alt="[Home Icon]">
<IMG grc="home.gif" alt="[Home Icon]">

<IMG src="home.gif" alt="[Home Icon]">

</body>
</html>

I Figure 1.4 Contents of the example HTML document ex2a.html. The ren-
dering of this document by the Mosaic for X-Windows, MacWeb, and
lynx browsers is shown in Figures 1.6 through 1.8.

16
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<HTML>
<HEAD>
<TITLE> Example 2B: Target of example Hypertext Link</TITLE>
</HEAD>
<BODY>

<h2> Target of Hypertext Link </h2>

<p> OK, so now that you are here, how do you get back? This document
doesn’t have any hypertext links, so you have to use a "back" button (or the

‘u’ key if using lynx) to move back to the previously viewed document.

</BODY>
< /HTML>

I Figure 1.5 Contents of the example HTML document ex2b.htmi. This
document is the target of a hypertext link from the file ex2a.html shown
in Figure 1.4.

THE EXAMPLE DOCUMENT

Figure 1.4 and the contents of the file ex2a.btml will be examined first.
The first paragraph is a simple text paragraph. The second paragraph is
similar, except that it contains three images included using the IMG ele-
ment: <IMG SRC="home.gif">. Home.gif is a GIF format image file; I
know this by the .gif filename extension (and, of course, because I created

it). GIF files are one of the three image formats that can be included within
HTML documents.

EXAMPLE DOCUMENT RENDERED

The rendering of the document ex2a.btml (listed in Figure 1.4) is shown in
Figures 1.6 through 1.8. Figure 1.6 shows the document as presented by
the Mosaic for X-Windows browser (Version 2.4). Figure 1.7 shows the same
document viewed using the Macintosh MacWeb browser, and Figure 1.8
shows the document as seen by the lynx browser. Many of the differences
amongst them are simply due to the different window sizes and fonts. Still,

there are differences that warrant mention.
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Note the appearance of the images in Figures 1.6 and 1.7. Images are
included as if they were large letters or words appearing in line with the
surrounding text and deforming the line spacing to ensure that no text
overlaps the image. By default, the included image is inserted to align the
bottom of the image with the bottom of the text. Note that there is no spe-
cial wrapping or flowing of the text around the image and, since you have
no way of guaranteeing how the document will be presented, no guarantee
that an image embedded in the middle of a sentence will appear in a partic-
ular place on the screen. The only way you can guarantee image placement
is to put it as the first item following a paragraph (or other) break; then, it
will always be the first item on a line.

| e options  Navigate  Apnotate

Document Title: ramme 2A, Showing IMG and Hypertaxt Links S
| Document URL: |Ht‘hp‘;’7/’!ecvn.'ardq:Bmu}ﬁmkj&épl}'eﬂa.htm‘l et |

Example 2A: Image Inclusion and Hypertext Links

Greetings from the exciting world of HTML Example documents. OK, so
text is not so exciting. But how about some pictures!

le, you could fit it in

There are many ways to fit in the image. For exam

this way: E this way E or this way
.

Another important thing: you can make hypertext links to other files. You
can even make hypertext links using images, for example A

] Daba transfer enmplete

| Bac] Fowec] Home| Reioad| Open.| Save As..{ Clonef New Windou] Ciase Window|

I Figure 1.6 Mosaic For X-Windows rendering of the HTML document
ex2a.html (the HTML document source is shown in Figure 1.4).
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wample 2A, Showing IMG and ngerteut Links =——014

tip: //leonardo.utire. utoronto. ca: 8080/Bo |
k/Chap 1/ex2a.himl

Example 2A: Image Inclusion and Hypertext Links

Greetings from the exciting world of HTML Ezample documents. OK, so text is
not so exciting. But how about some pictures!

There are many ways to fit in the image. For ezample, you could fil it in this

this way . or this way

k
Another irportant thing: you can make hypertest links to other files. You can

even make hypertext links using images, for exampls |:> |

Lastly, here is a row of images: - '

I Figure 1.7 MacWeb browser rendering of the HTML document
ex2a.html (the HTML document source is listed in Figure 1.4).

way: |

ALIGNMENT OPTIONS

There are three alignment options for the image. These are specified by the
ALIGN attribute, which can take on the three possible values: ALIGN=top,
ALIGN=bottom, and ALIGN=middle (the argument is case-insensitive),
with align=bottom being the default. The three options are illustrated
with the three Home Icons (I am afraid I am not a great graphic artist).
The first, ALIGN=top, aligns the top of the image with the text, while the
ALIGN=middle value aligns the middle of the image with the bottom of
the text and ALIGN=bottom aligns the bottom of the image with the bot-
tom of the text.

LYNX INTERPRETATION

Figure 1.8 shows the lynx interpretation: lynx is a text-only browser and

cannot display images. Lynx simply replaces each occurrence of an image
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with the text string [IMAGE]. This is not very descriptive, but it tells you at

least what you are missing. If the string [IMAGE] is insufficient, you can

replace it with something more useful by using the ALT="string"

attribute to the IMG element. You use the ALT attribute to specify a text

alternative for an image, which is particularly useful when a browser is

unable to display images. The usage is simply:

<IMG SRC="image.file" ALT="[A text alternative to the Image]">

The string specified for ALT is case-sensitive, and it is common (but not

necessary) to surround the string with square brackets. An example of this

use is shown at the bottom of ex2a.btml, where the attribute alt=" [Home

Icon]" is used with all the inline images. The resulting text rendering is

shown in Figure 1.8.

Example 24, Showing IMG and Hypertext Links
EXAMPLE 24: IMAGE INCLUSION AND HYPERTEXT LINKS

Greetings from the exciting world of HTML Example
documents. OK, so text 15 not so exciting. But how about
some pictures! .

There are many ways to Tit in the image. For example,
you could fit it in this way: [IMAGE] , this way [IMAGE]
or this way [IMAGE] .

Another important thing: you can make (fNEERECEERRINES
other files. You can even make hypertext links using
images, for example [IHAGE] .

Lastly, here is a row of images: [Home lcon] [Home Icon]
[Home Icon] [Home Icon] [Home Icon] [Home Icon] [Home
Icon] [Home Icon]

Arrou b oMoYEy e rar nele e

Arrow keys: Up and Down to move. RIghT to TolloW a 11nk; Left to
go back. ~ H)elp D)ptions P)rint Glo M)ain screen Q)uit /=searchl}

BN Figure 1.8 Lynx browser rendering of the HTML document

ex2a.html (the HTML document source is listed in Figure 1.4).

20
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How does the browser actually obtain the images and complete the docu-
ment? The browser first obtains the HTML document and then looks for
IMG elements. If it finds IMG elements, the browser makes additional con-
nections to the server to obtain the required images. Thus, a single docu-
ment containing ten images requires 11 distinct connections to complete
the document. Needless to say, this can be slow, particularly if you have a
slow network connection. Most graphical browsers, such as Mosaic or
MacWeb, have a Delay Image Loading button or pull-down menu selection
that disables the automatic loading of inline images. This can save time
when viewing a document, but is useful only if the author has written the

document to be understandable without the pictures.

ANCHORS
The third paragraph in ex2a.btml shows a hypertext link. The form is
straightforward:

<A HREF="ex2a.html"> hypertext links </A>

The element marking a hypertext link is called an A, or anchor, element,
and the marked text is referred to as a hypertext anchor. The area between
the beginning <A> and ending </A> tags becomes a hot part of the text.
With Mosaic or MacWeb, this section of text is displayed with an under-
line and usually in a different color (often blue), while with lynx, this
region of text is displayed in bold characters. Placing the mouse over this
region and clicking the mouse button, or, with lynx, using the tab key to
move the reverse-video region to lie over the hot part and pressing return,
causes the client to access the indicated document or other Internet

resource.

You can also use images as hypertext anchors. At the end of the second
paragraph in ex2a.btml (Figure 1.4), I have marked the image sright.xbm
as the anchor (the .xbm means this is an X-Bitmap image). The relevant
piece of HTML is:

<a href="ex2a.html"> <IMG SRC="sright.xbm" ALIGN="middle"> </a>

21
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The graphical browsers indicate this by boxing the image with a colored or
highlighted box, while lynx simply bolds the [Image] text string it puts in
place of the image. With this mechanism, you can use small images as buz-
ton icons, as is commonly done in multimedia applications. This doesn’t do
much good with lynx, of course, so, if you do employ navigation icons
such as these, you had better add an ALT attribute to let your lynx guests

know what is going on.

This second image is in the X-Bitmap format, as indicated by the extension

.xbm. Only three image formats can be included inline within HTML doc-

uments. These are:

gif GIF image files (color, grayscale, or black and white)
xbm X-Bitmaps (black and white)
Xpm X-Pixelmaps (color)

Thus, if you want to display images within your document, you must

ensure they are in one of these three format options.

PARTIAL URLs

The target of the hypertext link is indicated by the anchor attribute HREF,
which takes as its value the URL of the target document or resource. As
mentioned in the Introduction, a URL is a text string that indicates the
server protocol (HTTP, FTP, WAIS, etc.) to use in accessing the resource,
the Internet Domain Name of the server, and the location and name of the
resource on that particular server. Obviously, the HREF attributes in Figure
1.4 do not contain all this information! These URLSs are examples of par-
tial URLs, which are a shorthand way of referring to files or other

resources relative to the URL of the document being currently viewed. For.
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Figure 1.4, this means: Use the same protocol, Internet Domain Name, and
directory path of the present document (ex2a.btml), and retrieve the indi-

cated file ex2b.btml from the same directory.

If you click the mouse button over the hypertext anchor, the browser
downloads and displays the linked document, as shown in Figure 1.9. To
return to the previously viewed document, press the Back button on the
browser control panel (with lynx, you press the letter “u”), which takes
you back to the previously displayed document, namely ex2a.btml. Figure
1.10 shows what this document looks like the second time around, using
Mosaic for X-Windows. The document is now subtly different: The por-
tion of text that served as the launching point for the hypertext link, previ-
ously underlined by a solid line, is now underlined by a dashed line. On a
color display, you also see the anchored text rendered with a changed text
color. Programs such as Mosaic and MacWeb use this change in highlight-
ing to let you know that you have already visited this link. This helps to
keep you oriented by letting you know where you have already been.
Unfortunately, this is not possible with lynx, as there are an insufficient
number of highlighting modes to allow for this level of subtlety. With lynx,

you have to pay a bit more attention to what you have been doing.

As mentioned, the anchor

<k HREF="ex2b.html"> hypertext links </A>

uses a partial URL, which refers to locations relative to the URL of the

document itself. This partial URL idea is great news, because it means that
you need not specify entire URLs for simple relative links between files on
the same computer. Instéad, you need only specify their position on the file

system relative to each other, as was done in Figure 1.4.
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E|

Eo=——=

nample 2B: Target of example Hypertest Link

Target of Hypertext Link

4 . Ihttp: //leonardo. utirc. utoronto.ca: 2080/Bao
-~ |ok/Chapi/ex2b.himl

b

OK, so now that you are here, how do you get back? This document doesn't have
any hyperiex links, so you have to use a "back" butten (or the "u' key if wsing
Iymz) to move back to the previeusly viewed document.

I Figure 1.9 MacWeb browser rendering of the HTML document ex2b.himl
(the HTML document source is listed in Figure 1.5).

Partial URLs can also point to directories other than the one containing the
current document. Specification of these relative directories is done using a
UNIX-like path structure. Suppose that our example documents ex2a.btml
and ex2b.btml lay in the directory structure shown in Figure 1.11. That is, .
our files ex2a.btml and ex2b.btml are in the directory Projectl/Examples,
while the file e2c.btml is in Project1/Examples/SubDir and ex2d.btml is
located in Project1/Other.

How do you reference the files ex2¢.html and ex2d.btml from the file
ex2a.btml? To reference ex2c.btml, you simply create a hypertext link that
accesses the partial URL SubDir/ex2c.btml:

<A HREF="SubDir/ex2c.html"> hypertext links </A>
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| Document Title: Iijn‘p‘ld 24, Showing ING and Hypertext Links

I Document URL: ﬁn‘p ./ [Mesharde §080/Book/Chapl fex2a_tm)

Example 2A: Image Inclusion and Hypertext Links

Greetings from the exciting world of HTML Example documents. OK, so
text is not so exciting. But how about some pictures!

There are many ways to fit in the image. For example, you could fit it in

this way: l this way | or this way E
I/

can even make hypertext links using images, for example 1

Lastly, [_'lere is a row of images: m B E E )

| Back| Forward] Home| Reload| Open. | Save as.] iane] New Window| Close Windo|

I Figure 1.10 Mosaic for X-Windows browser rendering of the HTML docu-
ment ex2a.html, after returning from a hypertext jump to the document
ex2b.html. Note how the line under the anchor is now dashed instead of
solid.

Notice the UNIX-like directory pathnames in which the forward slash
character indicates a new directory. The specification of the URL syntax
uses the forward slash to denote directories or any other hierarchical rela-
tionship (formally, URLs can reference not just files, but also programs and
other resources). Note that you cannot use backslashes as you do with

DOS and Windows, or colons as you do on Macintoshes.
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Document Directory

(]
Il

cgi—bin Project2 Projectl

I

ex2d.html
A

! ex2a.html ex2b.html

¥ s
‘\A SubDir/ex2c.html

ex2c.htmlx,."',

../0ther/ex2d.html

BN Figure 1.11 Accessing neighboring files using partial URLs. The Folders
and files show the organization of files lying in the Document Directory—
the directory that contains resources available to clients accessing an
HTTP server. The dotted lines and the corresponding text strings show
partial URLs relating the file ex2a.htmi to the files ex2c.html and
ex2d.html. The grayed directory, egi-bin, is a special directory used to
store programs that can be executed by the HTTP server. This directory
is kept physically distinct from the true document directories, since pro-
grams present a security risk to the server and must be guarded more
carefully than documents (see Chapter 4 for more details).

CREATING LINKS

If you want to create a link from ex2a.btml to ex2d.btml in Project/Other,
write the URL as:

<A HREF="../Other/ex2d.html"> hypertext links </A>

since the file is one directory level up (the symbol “..” meaning one direc-
tory up) and one level down into the directory Other. Also, a single dot (.)
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implies the current directory, so HREF=". /Subdir/ex2c.html" and
HREF="Subdir/ex2c.html" are equivalent.

Of course, this is going to be a problem if you actually have the slash char-
acter in a filename, since the URL convention will try to interpret it as a
directory change. You therefore should avoid directory or filenames con-
taining this character if at all possible. The URL specification does have a
way of allowing this and other special characters to be in a URL without
having them interpreted specially. This encoding mechanism is discussed in
Chapter 2.

There are a lot of other partial URL forms, and of course, the format for
full URLs has yet to be discussed. More examples of URLs appear later in
this chapter, while a detailed description of the URL syntax is given in
Chapter 2.

Finally, we refer to the last line of ex2a.html (Figure 1.4), which is simply a
row of inline images. Note that these wrap to best fit the width of the
screen, just as if they were a sequence of words (Figures 1.5 and 1.6).
Consequently, if the user changes the size of the browser window, these
icons will be repositioned. This once again points out the wide variation

possible between different renderings of the same document.

HYPERTEXT LINKS:

THE GOOD, THE BAD, AND THE UGLY

As you can see, hypertext links are easy and can be very useful. However,
you should not get carried away, as they can quickly become a source of
irritation. For example, it is usually best that hypertext links flow naturally
out of the text. Thus, it is better to write:

<p> The issue of hormone-controlled ostrich-feather growth has recently been a
topic of intense <A HREF="ostrich-paper.html"> interest </A>

than:

<p> For information about current hormone-controlled ostrich-feather growth press
<A HREF='"ostrich-paper.html"> here </A>
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<HTML>
<HEAD>
<TITLE> Examples of Bad Hypertext Links </TITLE>
</HEAD>
<BODY>

<H1> Examples of Good/Bad Hypertext Link Design</Hl»>

<p> <B> 1) Don't distort the Written Text </B>
<P> <B> Good; </B>
<BR>The issue of hormone-controlled ostrich-feather growth has recently

been a topic of intense <A HREF="ostrich-paper.html’> interest</A>.

<P> <B> Not So Good: </B>

<BR> For information about current hormone-controlled ostrich-feather
growth press <A HREF='"ostrich-paper.html"> here </A>.

<p> <B> 2) Keep the linked text section short. </B>

<p> <B> Good: </B>

<br> The life cycle of the <A HREF="animal.html"> atlantic polar-bear

ocelot </A> is a complex and .......

<p> <B> Not So Good: </B>
<br> <A HREF="animal.html"> The life cycle of the atlantic polar-bear

ocelot is a complex </A> and .......

<p> <B> 3) Link Icon and Text Together </B>

<p> <B> Good: </B>

<br> <A HREF="file.html"> <IMG SRC="home.gif"> The latest </A> home
security systems breakdown show......

<p> <B> Not so Good: </B>

<br> <A HREF="file.html"> <IMG SRC="home.gif"></A> The latest home

security systems breakdown show......

</BODY>
< /HTML>
I Figure 1.12 Listing for the document badlinks.html. This document illus-
trates good and bad examples of hypertext links. A Mosaic for X-
Windows rendering is shown in Figure 1.13.
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1) Don’t distort the Written Text

Good:
The issue of hormone-controlled ostrich-feather growth has recently been a topic of
intense interest.

Not So Good:
For information about current hormone-controlled ostrich-feather growth press here ,

2) Keep the linked text section short.

Good:
The life cycle of the atlantic polar—bear ocelot is a complex and

Not So Good: '
The life cycle of the atlantic polar-bear ocelot is a complex and

3) Link Icon and Text Together

Good:

The latest home security systems breakdown show,

Not so Good:

The latest home security systems breakdown show.

I Figure 1.13 Mosalc for X-Windows rendering of the file badlinks.htmi
(shown in Figure 1.12).

You also don’t want the link to be gratuitously long. It is much more effec-
tive to link to a single word or selection of words than to a whole sentence.
Thus such links as:

<p> <A HREF="animal.html"> The life cycle of the atlantic polar-bear ocelot </A>
is a complex and interesting example of .....

are probably better when written:

<p> The life cycle of the <A HREF="animal.html"> atlantic polar-bear ocelot </A>
is a complex and interesting example of .....

These (and other) examples of bad hypertext links are included in the
HTML document shown in Figure 1.12 and displayed in Figure 1.13.
There is no hard and fast rule for creating bad and good link presentations.
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In general, if you are adding links within a text document that is intended

to be easy to read, it is best to make the links as unobtrusive as possible.

Sometimes, it is useful to include the URL of a document you are referenc-
ing as part of the text—you don’t always have to hide the URL in the
HTML markup. This is particularly useful if your document is likely to be
printed by a browser, since the HTML markup tags are lost on paper. For
example, the WWW FAQ document, a wonderful repository of useful
information about the World Wide Web, contains such lines as:

<p> ....Read the Wusage home page, which is found at

<A HREF="http://siva.cshl.org/wusage.html">
http://siva.cshl.org/wusage.html

</A>

If you are reading the HTML document containing this markup, just click
on the anchored text to view the referenced document. If you are reading
the printed version, you still have all the information you need to access

the site when you next have access to the Internet.

If you are putting together a collection of links, you want to think carefully
about their organization. Should they be in a paragraph? Probably not.
More likely, they should go in a list or as a menu bar. You will also want
to organize them in some logical manner, particularly if you have a lot of
hypertext links to present—a page full of random links is exceedingly frus-
trating to use. Link-mania pages like this can occur quite innocently, often
when you have been slowly assembling lists of interesting URLs. This may

be fine for you, but can be confusing to someone else.

Figure 1.15 shows a home page constructed using some of the above
thoughts on “bad” anchor design (the source for this document is in Figure
1.14), while Figure 1.17 shows an improved and better organized home
page using the suggestions given in the preceding paragraph (the source is .
in Figure 1.16). We will talk more about home pages in the next example,
but, by simple comparison, you will see that Figure 1.17 is much easier to

understand than Figure 1.15, even though Figure 1.17 contains less textual

‘information.
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Finally, and most important of all: Make sure all your hypertext links work
and go to the right place! There is nothing worse than clicking on a hyper-
text link only to get “ERROR. Requested document not available” in
response. Actually, that’s not quite true. It is even worse to click on an
anchor that indicates a particular destination and find that you have actu-
ally accessed something completely different and obviously incorrect. These
types of errors tell the user that the document developer did not bother
with even the simplest checks of his or her work and immediately brings
into question the contents of the documents themselves. It is easy to check
your links: Just do it.

LESSONS FROM EXAMPLE 2
1. Images are included via the IMG element, such as:

<IMG src="prism-small.gif" ALT="[Text stuff]">

SRC specifies the URL of the image file to be included. This image file
can be in one of three formats (the format is specified by the filename

extension):
.gif GIF format image file
xbm X-Bitmap (black and white)
Xpm X-Pixelmap (color)

The ALT attribute gives a text string to be displayed by browsers that

cannot display images.

Images are treated as if they were big text letters; the surrounding text

does not flow around the image.

2. Hypertext links to another document are included using the A
(anchor) element, such as:
<a href="SubDir/examplel.2B.html"> hypertext links </a>

where HREEF is used to specify the URL of the target of the link. The

examples here are of partial URLs: Partial URLs assume the same
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Internet site and protocol as for the document currently being viewed,
and look for the file (or resource) relative to it. In this regard, the slash
(/) and double dot (..) characters are special, representing relative posi-

tions in the directory (or other) hierarchy.

Images can also be hypertext anchors via constructs, such as:

<a href="someplace.html"> <img src="image.gif"> </a>

3. Don’t use hypertext links gratuitously. If they are embedded in the
text, try to make them flow with the text. If a paragraph has many
links, try thinking of another way to present the material: Maybe it
should be a list or a menu, or perhaps the hypertext anchors could be
combined into a less intrusive form. Above all, make sure the links
work; links going nowhere or to the wrong place are cardinal sins of
HTML authoring.

EXAMPLE 3: HOME PAGES

This time, we will explore an example that is a bit more meaningful. This
is an example of a home page and is based on a page constructed for the
Instructional and Research Computing Group at the University of Toronto.
A home page is designed to be the first page seen by explorers from the
outside world and is your introduction to new Web visitors to your site. It
is used to direct people to other interesting resources that you have and
perhaps to other resources in your Internet neighborhood. This example
comes from an academic institution, but the organizational model will be
largely the same for business, entertainment, or other applications,
although the details will certainly be different. Chapter 9 gives some exam-

ples from these other environments.

There are several issues to think about when designing a home page. A

home page should be:

32




INTRODUCTION TO THE HYPERTEXT MARKUP LANGUAGE I
33

1. Small—A home page should be a small HTML document with a mini-
mum of extraneous graphics or text. Large images and the details of
the resources at your site should be elsewhere, with hypertext links

from your home page to these locations.

2. Concise—A home page is like an introductory map of your site,
explaining what the site is and where to find the local resources. Thus,
it should briefly outline the content of your server and provide hyper-
text pointers to those resources. It should also briefly outline the orga-
nization of your site, such as the meanings of icons or menus, so that

visitors will know how to navigate their way around.

3. Not Dependent on Graphics—You can include graphics in this page,
but they should be small. Many people have slow Internet connections
and don’t want to spend many minutes waiting for thousands of kilo-
bytes of gratuitous imagery. Icons or images on a home page should be
small image files, totaling less than ten kilobytes if possible. Also, you
must ensure that a user can navigate from your home page without a
graphical browser, since many users will be accessing your site with
text-only browsers. Thus, if you use icons for navigation buttons you

should also provide a text-only option.
In addition your home page should provide:

4. Contact Information—Someone will want to contact you at some
point, perhaps to point out a problem or even compliment you on
your work. The home page should include contact information for the
administrator of the resources. A common, generic e-mail address for
the site administrator is webmaster@uwww.domain.name. This infor-
mation should be included somewhere on the home page, usually at
the bottom.
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<HTML> <HEAD>

<TITLE> Instructional and Research Computing </TITLE>
</HEAD> <BODY>

<hr>

<hl> Instructional and Research Computing </Hl>

This is the home page of the Instructional and Research Computing

Group <STRONG> (IRC)</STRONG>, one of seven departments of the Division
of Computing and Communications.

The IRC group provides support for

<A HREF="MulVis/intro.html"> multimedia and visualization techniques</A>,
access to and support for

<A HREF="HPC/intro.html"> high performance computing</A>,

and support for <A HREF="AdTech/intro.html"> adaptive technology

</A>. (aids for the physically challenged) We also have some interesting
links to <A HREF="Lists/Lists.html"> WWW Starting Points </A>,

a big list of <A HREF="Lists/Lists.html"> WWW Search Tools</A>,

another list of hypertext pointers to

<A HREF="Lists/Libraries.html"> Libraries </A> resources, and a

link to the <A HREF="http://www.utoronto.ca/uoft.html"> Main University
Home Page </A>.

(p)
If you become lost in our documents use the navigation icons.
The <EM> home </EM> icon brings you back here, while the <EM> up </EM>
icon takes up up one level in the document hierarchy. <EM> Info </EM>
and <EM> help </EM> are also useful, while the <EM> letter</EM> icon let
you send us a message, and the <EM> search </EM> icon allows you to do
a textual search of our pages.
<hr>
<A HREF="home.html"><IMG SRC="home.gif" ALIGN=TOP ALT="[Home]" ></A>
<A HREF="help.html"><IMG SRC="ic_help.gif" ALIGN=TOP ALT="[Help]" ></A>
<A HREF="info.html"><IMG SRC="ic_info.gif" ALIGCN=TOP ALT="[Infol" s></A>
<A HREF="/cgi-bin/mail.pl"> <IMG SRC="ic_mail.gif" ALIGN=TOP ALT="[Maill" ></A>
<A HREF="home.html"><IMG SRC="ic_up.gif" ALIGN=TOP ALT="[Up]" ></A>..
<A HREF="cgi-bin/doc-search.pl"> <IMG SRC="ic_find.gif" ALIGN=TOP ALT="[Search]"></A>
<hr> .
<ADDRESS>
<A HREF="Staff/web_admin.html"> webmaster@site.address.edu </A>
</ADDRESS>

</BODY>
< /HTML>
I Figure 1.14 HTML document listing for the file home_bad.html, which
contains a poorly designed home page. Figure 1.15 shows the rendering
of this document on a PC browser (Air Mosaic).
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Instructional and Research Computing i

This is the home page of the Instructional and Research Computing Group
(IRC), one of seven departments of the Division of Computing and
Communications. The IRC group provides support for multimedia and
visualization techniques, access to and support for high performance
computing, and support for adaptive technology . (aids for the physically
challenged) We also have some interesting links to WWW Starting Points
a big list of WWW Search Tools, another list of hypertext pointers to

Libraries resources, and a link to the Main University Home Page .

If you become lost in our documents use the navigation icons. The fome
icon brings you back here, while the &z icon takes up up one level in the
document hierarchy. /nfo and Adefp are also useful, while the Jerrer icon
let you send us a message, and the searcd icon allows you to do a textual
search of our pages.

el dari0he sl T S0

[+

I Figure 1.15 Air Mosaic rendering of the HTML document
home_bad.html.

Figure 1.16 shows a typical HTML home page document, while Figures
1.17 and 1.18 show how this page looks using the Windows Air Mosaic
and UNIX lynx browsers. Let’s first look at the document structure shown

in Figure 1.16 and review how the home page was constructed.

<HTML> <HEAD>
<TITLE> Instructional and Research Computing </TITLE>
</HEAD> <BODY>

<hr>

<hl> Instructional and Research Computing </Hl>
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<HTML> <HEAD>
<TITLE> Instructional and Research Computing </TITLE>
</HEAD> <BODY>

[<A HREF="home.html"> Home </A>]
[<A HREF="help.html"s Help </A>]
[<A HREF="info.html"> Info </h>]
[<A HREF="/cgi-bin/mail.pl"> Mail </R>)
[<A HREF="home. html"> Up <[A>]
[<A HREF="cgi-bin/doc-search.pl"> Search </A>]
<hr>

<h1> Instructional and Research Computing </HI1>

This is the home page of the Instructiomal and Research Computing
Group <STRONG>(IRC)</STRONG>, one of seven departments of the Division
of Computing and Communications. We provide:

<UL>

<LI> support for <A HREF="MulVig/intro.html"> multimedia and wisualization
techniques</A>

<LI> access to and support for <A HREF="HPC/intro.html'> high performance
computing</A>

<LI> support for <A HREF="AdTech/intro.html'> adaptive technology </A>
(aids for the physically challenged) .
</UL>
Some other useful University resources are:
<p>
<A HREF="Lists/Lists.html"> WWW Starting Points </a> |
<A HREF='Lists/Lists.html"> WWi Search Tools</A> |
<A HREF='"Lists/Libraries.html"> Libraries </A> |
<A HREF="http://www.utoronto.ca/uoft.html"> Main University Home Page </A>
(p>
If you become lost in our documents use the navigation icons.
The <EM> home </EM> icon brings you back here, while the <EM> up </EM>
icon takes up up one level in the document hierarchy. <EM> Info </EM>
and <EM> help </EM> are also useful, while the <EM> letter</EM> icon let
vou send us a message, and the <EM> search </EM> icon allows you to do
a textual search of our pages.
<hr>
<A HREF="home.html"><IMG SRC="home.gif" ALIGN=TOP ALT="[Home]" »></A>
<A HREF="help.html"><IMG SRC="ic_help.gif" ALIGN=TOP ALT="[Help]" ></A>
<A HREF="info.html"><IME SRC="ic_info.gif" ALIGN=TOP ALT="[Info]" ></A>
<A HREF="/cgi-bin/mail.pl">
<IMG SRC="ic mail.gif’ ALIGN=TQP ALT="[Mail]" ></A>
<A HREF="home.html">
<IMG SRC="ic_ up.gif" ALIGN=TOP ALT="[Up]" ></A>. .
<A HREF="cgi-bin/doc-search.pl's>
<IMG SRC="ic_find.gif" ALIGN=TOP ALT="[Search]">
< /B>
<hr>
<ADDRESS>
<A HREF='"Staff/web_admin.html"> webmaster@site.address.edu </A>
</ADDRESS>

</BODY>
</HTML>

NN Figure 1.16 Listing of the example home page document home.htmi.
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AlR Mosaic |
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BRI m| j-
Document Title: Instrul:tlunal nnd Hesenrch Cnmpuhng : .
[Home ] [Help ] [Info ] [Mail ] [ Up ] [Search] |

Instructional and Research Computing

This is the home page of the Instructional and Research Computing Group
(IRC), one of seven departments of the Division of Computing and
Communications. We provide:

< support for multimedia and visualization techniques
© access to and support for high performance computing
© support for adaptive technology (aids for the physically challenged).

Some other useful University resources are:

WW tarti ints | WWW Search Tools | Libraries | Main University

&

If you become lost in our documents use the navigation icons. The fonre
icon brings you back here, while the gz icon takes up up one level in the
document hierarchy. Zufo and Aefp are also useful, while the Jetfer icon
let you send us a message, and the seered icon allows you to do a textual

search of our pages.
--

satmasierBals aairess a0k

+

I Figure 1.17 Air Mosaic rendering of the HTML document home.htmi (the
HTML document is shown in Figure 1.16).

TITLE AND HEADING
Figure 1.16 begins with a TITLE and a H1 heading. These are both clearly

descriptive of the contents and origin of this document. As mentioned ear-
lier, headings can range from H1 down to H6, in decreasing order of

importance. Documents should use heading elements that retain this sense
of relative importance, as it helps to build organizational structure within
and between documents. There are, for example, useful programs that can
build a Table of Contents for large collections of HTML documents based
on the contents of the heading elements. This, of course, will work only if

the heading elements were used correctly.
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nstructional and Research Computing

[ GEEEM] [ Help ] [ Info ] [ Mail ] [ Up ] [Search]

INSTRUCTIONAL AND RESEARCH COMPUTING

This is the home page of the Instructional and Research
Computing Group (IRC), one of seven departments of the
Division of Computing and Communications. We provide:
* support for multimedia and visualization techniques
* access to and support for high performance computing
* sUpport for adaptwe technology (aids for the
physically challenged).

Some other useful University resources are:

WWW Starting Points | WWW Search Tools | Libraries |
Main University Home Page

If you become lost in our documents use the navigation
icons. The home icon brings you back here, while the up
icon takes up up one level in the document hierarchy.
Info and help are also useful, while the letter icon
let you send us a message, and the search icon allows
you to do a textual search of our pages.

[Home] [Help] [Info] [Mail] [Up] .. [Search]

webmaster@site.address. edu

Arrow ke Up and Down to move. R]ght to f Tow a ; Left to
! go back. H)elp O)ptions P)rint Gyo M)ain screen Q)uit 7= sear‘ch.=

I Figure 1.18 Lynx rendering of the HTML document home.html (the HTML
document is shown in Figure 1.16).

Some sites place a GIF image containing the company or organizational
logo at the top of the document. This can look very nice and add much to
the character of the page. You must be careful, however, that the image not
be too big or contain too many colors. Most computer graphics boards are
capable of displaying only 256 colors simultaneously and many World
Wide Web browsers limit each image within a document to less than 50
colors so that they can display more than one image at the same time (with
50 colors per image, the browser can display up to five images before run-
ning out of colors). Thus, attempting to display an image containing 256
colors can present problems—in fact, the image can look downright ridicu-

lous. Most graphics editing programs allow you to process images and
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reduce the number of colors they contain, often with very little loss of
image quality. This is very useful for the reason just mentioned and has the

added bonus of making the image files smaller.

TEXT PORTION

The text portion of the home page document (Figure 1.16) should provide
clear and concise descriptions of the site and the material it contains, with
a minimum of extraneous detail. This should match the type of introduc-
tion you prefer: polite and well mannered, or eclectic and off the wall. In
the example in Figure 1.16, the first paragraph explains what the site is
and provides links to the major areas of interest. Each of these areas may,
in turn, have their own home page, specific to the subject at hand. This
hierarchical structure lets people quickly find what they are looking for
and makes it easy to organize your documents. For example, your HTTP
server can have independent subdirectories for each distinct project, with
your server’s main home page having hypertext links to each project’s
home page. Other hypertext links will provide alternative relationships

between documents, but within this overall hierarchical arrangement.

ORGANIZATION

This home page (Figure 1.16) also contains a second, less detailed list that
provides a brief selection of alternative services. These items link to docu-
ments or services that are perhaps peripheral to the main purpose of the
server, but that may be useful in directing the visitor to his or her destina-
tion. In our case, this is a collection of hypertext pointers to other

resources that our group commonly uses.

Referring to Figures 1.17 and 1.18, you can see how clean the organization
appears. Since the document is written in correct HTML, both browsers
display it clearly, subject to their own limitations. Comparing this with the
less thought-out version (Figure 1.15) shows the importance of good orga-
nizational design: A little thought about how the hypertext links should be
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organized makes an enormous difference in the clarity and readability of

the presentation.

Tt is useful to think how this home page model might apply to other appli-
cations; for example, to an electronic magazine, or e-zine. E-zine home
pages often have a magazine title bar (a graphic), followed by the magazine
title (an H1 heading) and a brief introduction to the e-zine. This is usually
followed by a collection of pointers to “this month’s articles,” followed by
a hypertext link to a reference document that, in turn, contains 2 list of
links to the home pages of previous e-zine issues. This is very similar to the
model just presented. Some examples of different successful home page

designs are shown in Chapter 9.

ICONS

Let us return to our example and to the bottom of the HTML document
shown in Figure 1.16 and displayed in Figures 1.17 and 1.18. The notice-
able feature is a collection of small icons, preceded by a short explanation
of their meaning. These icons appear on every HTML document at our site
and provide universal cues to navigating through the local document col-
lection. For example, the home icon always links back to this home page,
while the up icon links up to the top of whatever set of documents you are
looking at. Thus if you had selected to visit the High Performance
Computing section, then the up icon would bring you back to the High
Performance Computing home page. At our site, the Info icon refers to a
page giving a brief description of IRC and its mandate, while the Help icon
connects to a page that briefly describes the meanings of all the icons.
Finally, the Mail icon links to a program on the HTTP server that allows
the user to send mail to the server administrator, while the Search icon
links to a server program that allows the user to do keyword searches on .
the collection of HTML documents. Note that all these icons are equipped

with an ALT="string" text alternative. If you are going to navigate with
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icons, be sure that people using a text-only browser, such as lynx, know

what the icons mean!

Having navigation icons is extremely important, particularly when you
have a large number of related hypertext documents. It is very easy to get
lost when you are browsing through such large collections. Hypertext is
not like a linear book, where you can always tell where you are by the
page number or the thickness of the remaining pages. Navigation icons
replace these tactile methods of navigation with symbols that link you to
reference points within the collection. In addition, icons can direct the user
to general services that may be useful wherever they are in a collection,
such as a search tool for searching a database or a mail tool for sending an

electronic message to the site administrator.

The very top of this home page shows a text-only variant of the navigation
icons (see Figures 1.16 to 1.18). This was added for contrast with the
iconic approach. Text or icons both add the same functionality, and choos-
ing between one or the other is largely a matter of taste. Text-based naviga-
tion aids can take up less space on a page and do not require that you
access the server several times to obtain icon images. The latter problem is
mitigated by using the same icons in all your pages. Most clients keep local
copies of images once they have been accessed, and don’t bother to retrieve

them from the server when they are required on subsequent occasions.

Image downloading problems can also be alleviated by using small icons
and a reduced number of colors per image. The icons included in the docu-
ment shown in Figure 1.16 and displayed in Figure 1.17 are only 36 pixels
square and contain only 16 colors each (4 bits/pixel). As a result, each icon
takes only around 280 bytes so that downloading them to the browser is
fast and does not place large demands on the network.

UNIFORM RESOURCE LOCATORS

Looking at Figure 1.16, you will see that most of the URL references are

partial references. There is one, however, that is not. This is the URL
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pointing to the #ain University Home Page. This is a complete URL that
specifies the complete information needed to access the main University
HTTP server. This URL is:

http://www.utoronto.ca/uoft. html

The URL has three main parts:

1. http:—The protocol specifier. The string http: means that the
HTTP protocol is to be used. Other possible protocols are ftp: (FTP
protocol), gopher: (Gopher protocol), wais: (WAIS protocol), and
news: (NNTP protocol). These and other schemes are discussed in
Chapter 3.

2. //www.utoronto.ca—The Internet domain name of the server. This
gives the Internet name that the client should contact. Sometimes, you

will see this with a number after the name; for example:

www . somewhere.edu: 8080

This number is a port number and specifies the port number that the
server is actually talking on. Most HTTP servers “talk” at Port 80.
You can leave out the port number if you are contacting the server at
the default port.

3. /uoft.html—The path and filename to the desired file (or other
resource). The part after the last slash specifies the path to a file (or
another resource, such as a program), and the file or program name
itself. Here, the URL is to the file uoft.html that lies right at the top of
the server’s document directory: This is the directory under which the
HTTP server keeps the documents. This directory can contain subdi-
rectories so that such paths as /Project1/Examples/ex2a.html are pos-
sible (as in Figure 1.11).

Programs are often placed in a special virtual subdirectory of the docu-
ment directory, often named cgi-bin or btbin. Thus, if you see a URL
that looks like:
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http://some.where.edu/cgi-bin/stuff
or

http://some.where.edu/htbin/stuff

then stuff is a program, not a regular file.

The URL scheme allows for all sorts of protocols: ftp for the FTP proto-
col; gopher for the Gopher protocol; wais for the WAIS protocol, and so
on. Thus, using URLS, you can create hypertext links to anonymous FTP
servers, Gopher sites, WAIS databases, and many other Internet resources.
Clients, such as Mosaic and MacWeb, are designed to understand these
protocols. When they encounter a hypertext reference in an HTML ele-

ment, such as HREF="url", where "url" points to an anonymous FTP or
Gopher site, they are able to contact the site, using the appropriate proto-

col, and interpret the returned results.

The final important point regarding Figure 1.16 concerns the ADDRESS
element and the signature e-mail address located at the bottom of the docu-
ment. It is always a good idea to sign your HTML documents, particularly
the home page or other major pages. The HTML ADDRESS element is
specifically designed for this purpose. This document places the e-mail
address relevant to this page inside the ADDRESS element, and also has a
hypertext link from the e-mail address to another page containing addi-
tional information. This page, here named web_admin.btml, often contains
additional information about the server and server administrator. For more
personal projects, this might be an HTML document containing a brief
biography of the document author.

LESSONS FROM EXAMPLE 3
1. A home page should be small and should not contain many large

images.

2. Home pages should clearly and concisely describe the contents of a
World Wide Web site and should contain hypertext links to these

resources.
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3. A home page can explain and introduce navigation icons if they are

used.

4. Home pages should contain contact information for the administrator

of the documents managed at the site.

EXAMPLE 4: COLLECTIONS
OF HYPERTEXT DOCUMENTS

This example looks at a hypertext collection of text-based documents. One
common use of HTML is to prepare online documentation or online col-
lections of reference materials. These can be large collections of documents,
often with some overall hierarchical structure (such as sections and subsec-
tions), but also with many hypertext links crosslinking these documents
and linking them to other resources, such as programs that can search the
documents for keywords, or to other Internet sites containing related infor-
mation.

There are several design issues to consider when developing large document
collections:

1. Each document should be small, usually no more than two or three
screens full of data. The advantage of the hypertext model lies in the
linking of various components of the documentation package. This
advantage is largely lost if you are viewing a single, huge document
containing hundreds or thousands of lines of displayed text. Although
you can build hypertext links within a document to other points inside
the same ddcument, this is generally more difficult to navigate than a

collection of smaller files.

2. Each document should have navigation tools in the form of hypertext
links that connect the document to other documents in the hierarchy

and to general navigation points within the collection. Thus, each page
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should have links to next and previous documents (if there is an obvi-
ous order to the pages) and to a Table of Contents or the section head-
ing. If the document is big, say more than two or three screens full of
text, then it might be a good idea to place the navigation icons both at
the top and bottom of the document. This makes them easier to find.

3. Documents should show a consistent presentation style. Each docu-
ment should be consistently designed, with the same heading structure,
the same navigation icons, and similar contents outlines. This makes it
easy to get the feel for the collection, and also makes it possible to
index or catalog the collection using programs that take advantage of

this structure.

Artistic license is, of course, allowed! But these are general guidelines,
based on experience, that help to make your work more pleasing and easier

to use.

<html><head>

<title> HR element in HTML </title>
</head><body>

[<a href="htmlindex.html">Index</a>]
[<a href="body.html">Up</a>]

[<a href="lists reg.html">Back</a>]

[<a href="entities.html">Next</a>]
<H1> 4.7 Horizontal Ruled Line </H1>

The HR element is used to draw a horizontal dividing line
completely across the screen. This can be to logicallyseparate

blocks of text; or to separateicon lists from the bedy of the text.

<p> The HR element is empty (you don't need a

<code>&lt; /HR></code>) .
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<h2> Example </h2>

The following shows an example of the use of &lt;HR> and the
resulting rendering (on your browser).

<blockguote>

<pre>

The following document is scanned from the back of

a cereal box. To see the scanned image, press the
icon at the bottom of the text

&lt;HR>

&1t;H1> MIGHTY CHOKEE-OS! &lt;/H1>

The cereal of chocolate deprived kiddies everywhere!
&lt;p> Aren't you lucky your parents love you enough
to buy you CHOCKEE-QS!

&1lt;p> Remember to ask Mom and Dad for NEW SUPER
CHOCKEE-0S, now with Nicotine!!

</pre>

</blockguote>

<p> <b> This is rendered as:</b>

The following document is scanned from the back of a
cereal box. To see the scanned image, press the icon at
the bottom of the text

<HR>

<H1> MIGHTY CHOKEE-0S8! </Hl>

The cereal of chocolate deprived kiddies everywhere!
<p> Aren't you lucky your parents love you enough
to buy you CHOCKEE-0S!

<p> Remember to ask Mom and Dad for NEW SUPER CHOCKEE-OS,
now with Nicotine!!

<hr>

<p> [<a href="htmlindex.html">Index</a>]

[<a href="body.html">Up</a>]

[<a href="lists_reg.html">Back</a>]

[<a href="entities.html">Next</a>]

</body> </html>

N Figure 1.19 HTML listing for the document hrule.htmi, a typical text-only
HTML document.
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| Document Title: [t =1ament 10 HIML
|| Document URL: ihttp:/ﬂaoﬂardo :8080/Book/Chapl fhrule. homi

[Tndex] [Up] [Beck] [Next]
4.7 Horizontal Ruled Line
The HR element is used to draw a horizontal dividing line completely across the

sereen, This can be to logically separate blocks of text, or to separate icon lists from
the body of the text,

The HR element is empty (you don't need a </HR>).
Example

The following shows an example of the use of <HR > and the resulting rendering (on
your browser),

The following document is scanned from the back of
a cereal box. To see the scanned image, press the
icon at the bottom of the text ....

<HR>

<H1> MIGHTY CHOEKEE-OS! </H1>

The cereal of chocolate deprived kiddies everywhere!
<p> Aren’t you lucky your parents love you enough
to buy vou CHOCKEE-O3!

<p> Remember to ask Mom and Dad for NEW SUPER
CHOCKEE-0S, now with Nicotine!!

This is rendered as:

. The followine dociment {s scanned from the back of a.cereal hox. To see the scanned

Back| Zoraia| Home| Reload| Open..| Save 4s..| Cione] New Window] Close Window|

I Figure 1.20 Mosaic For X-Windows display of typical text-only document
(hrule.html).

Figures 1.19 and 1.20 show an example HTML document from a large
collection of related files. This particular example is one of approximately
70 documents that discuss various aspects of the HTML language
(although, in significantly less detail than in this book!). This collection of

documents can be accessed at the URL:

http://www.utirc.utoronto.ca/HTMLdocs /NewHTML/htmlindex . html

This is a flat collection of documents, in that all the files lie in the same
directory and are linked together in a serial fashion. However, there are
many hypertext links relating the documents together (for example, one
document discussing the IMG element has a sentence mentioning URLs,

which, in turn, contains a hypertext link to a document giving a more
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detailed discussion of URLs). The documents are also ordered hierarchi-

>

cally. Thus, this example document discussing the HR element is “under’
the BODY document which is, in turn, “under” the Table of Contents.
The Table of Contents page contains hypertext links to all the documents
in this collection and is an easy tool for quickly finding and accessing a

particular section.

Note the navigation text icons at the top of the page. There are four navi-
gation buttons: Index, Up, Back, and Next. The Index button takes you
directly to a Table of Contents page, while the Up button takes you one
level up in the hierarchy; in this case, to the BODY page. The Back button
takes you backwards to the preceding document in the hierarchy, while the
Next button takes you forwards to the next document. The Back and Next
buttons are the ones to use if you want to read the document straight

through.

PRE ELEMENT

As an HTML aside, you should note the HTML PRE element in Figure
1.19. The PRE element is used to enclose preformatted text for presenta-
tion as is, preserving the space characters and carriage returns typed into
the HTML document and displaying the characters using a fixed-width
typewriter font. Thus, you should use the PRE element to display computer
codes, text examples, or verbatim text sequences. This is also the only way
that you can currently create tables for display in an HTML document,
since this is the only element that preserves the horizontal spacing needed

to align columns.

The usefulness of the PRE element is well illustrated in Figure 2.18
(Chapter 2), where it is used to display both program code and a small
table. You can include character emphasis elements within a PRE element
so that you can use the STRONG and EM elements to emphasize certain

text strings. You can also include hypertext anchors. However, most other
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elements, such as headings, list elements, or the ADDRESS element, are

prohibited.

html>
<head>
<title> HTML Documentation Table of Contents</title>

</head>
<body>
<hl> HTML Documentation Table of Contents </hl>

<dl>
<dt> <a href="htmlindex.html"> Table of Contents (this page)</a>
<dt> <a href="about_the_author.html"> About the Author</a>
</dl>
<ol>
<li> <a href="intro.html"> Introduction to this Document</a>
<li> <a href="html_intro.html"> Introduction to HTML </a>
<ol>
<1li> <a href="elements.html®> HTML Elements </a>
<1li> <a href="doc_struct.html"> HTML Document Structure</a>
<li> <a href="naming.html"> HTML Document Naming Scheme </a>
</ol>
<1li> <a href="head.html">HEAD</a> of an HTML Document
<ol>
<li> <a href="title.html"> TITLE</a>
<li> <a href="isindex.html"> ISINDEX</a>
<li> <a href="nextid.html"> NEXTID</a>
<li> <a href="link.html"> LINK</a>

<1i> <a href="base.html"> BASE</a>
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</ol>

<li> <a href="body.html"> BODY</a> of an HTML Document

<ol>

<li> <a href="headings.html"s> Headings</a> (Hn)

<li> <a href='paragraph.html"> Paragraphs</a> (P)

<li> <a href="line break.html"> Line Breaks</a> (BR)

<li> <a href="image.html"> Inlined Images</a> (IMG)

<ol>

<li> <a href="image-examples.html"> Examples </a> of Images

</ol>

<li> <a href="anchors.html"> Hypertext Anchors</a> (&)

<ol>
<li> <a href="A href.html">Link to</A> an object (HREF)
<li> <a href="A name.html">Link from </A>an object (NAME)
<li> <a href="A rel.html">Relationship</A> between objects (REL)
<li> <a href="A rev.html"> Relationship</A> between objects (REV)
<li> <a href="A urn.html"> URN </A>
<li> <a href="A title.html">TITLE </A>
<li> <a href="A methods.html">How</A> to link (METHODS)

</ol>

</ol>

<li> Stepping up to <a \
href="http://info.cern.ch/hypertext /WiW/MarkUp/HTMLPIus/htnlplus_1.html">HTML+</a>

<li> <a href="bibliography.html">Bibliography</a>
</ol>

</body>

</html>

I Figure 1.21 HTML source document for the Table of Contents page
htmlindex.htmi. Some of this document has been omitted to save
space. The rendering of the document is shown in Figure 1.22.
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| Document Title: IHTHL Documentatien Table of Contents

| Document URL: I_hs:';p: //Msonardo 8080 /Book /Chapl /htnTindex. htn]

HTML Documentation Table of Contents

About the Author

1. Introduction to this Document
2. Introduction to HTML

1. HTML Elements

2. HTML Document Structure

3, HTML Document Naming Scheme
3, HEAD of an HTML Document

1

&
3
4
5

4. BODY of an HTML Document
. Headings (Hn}
. Paragraphs (F)
. Line Breaks (BR)
. Inlined Images (IMG)
1. Examples of [mages
. Hypertext Anchors (4)
1. Link to an object (HREF)
2, Link from an object (NAME)
3. Relationship between objects (REL)

I Figure 1.22 Table of Contents page for the HTML document collection
that contains the file hrule.html (shown in Figure 1.19). This collection
of documents can be accessed at:

http://www.utirc.utoronto.ca/HTMLdocs/NewHTML/htmlindex. html

These documents are not up to date.

ORGANIZATION

Figure 1.22 shows the HTML Table of Contents document for this collec-
tion (the listing is in Figure 1.21), although only part of this appears within
the displayed window. Notice how this gives a complete overview of the
document tree, including the relative placement of the sections in the hier-
archy and the hypertext links to each section. This Table of Contents was
constructed by hand—a tedious process, to say the least. Fortunately, there

are now programs that can automatically generate a hypertext Table of
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Contents directly from the HTML document collection, using the headings
embedded in the documents to create both section names and a hierarchi-
cal organization. This is another good reason to use appropriate heading

elements. Information about these indexing tools is provided in Chapter 5.

There are several other organizational features that you may also want to
include. Often, a printed version of a document collection is useful. If this
is desired, you can combine the documents together and present them as a
single, large file that clients can download and read as HTML or print
(from their browsers) as a single text file. However, you should let them
know what to expect. For example, you can add lines in the Table of

Contents or some other page that say something like:

<p> This entire archive of documents is also available as a <A

HREF="alldocs.html"> concatenated HTML documents </A> (198 Kbytes), suitable for

printing. Note, however, that the hypertext links in this document have been
removed.

This guides the user to a document that can be both viewed and printed,
but also warns that the file is big and that certain facilities available in the
discrete files are not present. They can then choose whether to click on the

phrase “concatenated HTML documents” and access this resource.

ARCHIVING

In some cases, you might want to make the entire document collection
available as an archive. Then, if someone is making extensive use of the
documents, they can copy down the entire collection and install it on their
own machine, reducing the load on your server and increasing the speed
with which they can access the material. If you are using a PC, you most
likely will make such an archive using the PKZIP package. This allows you
to archive files and directories into a single compressed file, usually with
the filename extension .zip. Thus, you could pkzip all the files in the docu-
ment collection into a file called alldocs.zip. On a Macintosh, the canoni-

cal program for archiving is Stufflt: The resulting archive would be named

52




INTRODUCTION TO THE HYPERTEXT MARKUP LANGUAGE NN
53

alldocs.sit. UNIX users will use a program called tar (for tape archiver),
which would result in the archive file alldocs.tar. UNIX also has two pro-
grams for compressing programs, compress, which places a .Z at the end of
the compressed filename, and gzip (for GNU zip, which is distinctly differ-
ent from PKZIP), which places a .z at the end of the compressed filename.
This would yield the compressed archive files alldocs.tar.Z (using
compress) or alldocs.tar.z. (using gzip). If you were generous in preparing
archives for multiple platforms, you might then have, in your HTML docu-
ments, a section pointing to these files. An example of such a document is
shown in Figures 1.23 and 1.24.

Many HTTP server programs allow you to control access to certain files or
directories on the server and restrict access to files to authorized users.
These facilities allow you to control access to archives such as this, should
there be copyright problems associated with the archives or other reasons

to control access.

As a final HTML aside, note that Figure 1.24 illustrates how lists can be
nested. Here, an unordered list element (UL) is nested inside an ordered list
element (OL):

<UL>

<LI> <A HREF="8llG0CS.ZiP">. cn v viu ois

<UL>
<LI> (This is a concatenation of the .....
</UL>

</UL>

Recall, however, that you cannot put lists inside headings, or headings

inside lists.

53



I CHAPTER 1

54

<HTML>

<HEAD>

<TITLE> Archives of this Documentation </TITLE>
</HEAD>

<BODY>

<H2> Document Archives </H2>

<p> Archives of the document collection are available in the following

formats:

<UL>

<LI> <A HREF="alldocs.zip"> alldocs.zip</A> (138 Kbytes) -- <EM> DOS PKZIP </EM>
<LI> <A HREF="alldocs.sit"> alldocs.sit</A> (532 Kbytes) -- <EM> Macintosh
Stuffit</EM>

<LI> <A HREF="alldocs.tar"> alldocs.tar</aA> (527 Kbytes) -- <EM> UNIX tar </EM>
<LI> <A HREF="alldocs.tar.Z"»alldocs.tar.Z</A> (133 Kbytes) -- <EM> UNIX tar

(compressed) </EM>

<LI> <A HREF="alldocs.tar.z'>alldocs.tar.z</A> (104 XKbytes) -- <EM> UNIX tar
{gnuzipped) </EM>

<LI> <A HREF="alldocs.html"> alldocs.html </A> (523 Kbytes) -- <EM>
Concatenated HTML documents </EM>

<UL>

%LI> (This is a concatenation of the HTML documents, suitable for
printing from a browser. The Hypertext links have been removed) .
</UL>

</UL>

</BODY>

</HTML>

I Figure 1.23 Example HTML document sre_link.html that contains links to

alternative formats of a document collection. Clicking on the items
retrieves the archives to the client's machine.

54



INTRODUCTION TO THE HYPERTEXT MARKUP LANGUAGE I
‘ 55

|l Title : [ Archives of this Documentation |
URL : [pttp://leonardo: 8080/Boolk/Chapl/src_link._ html |

Document Archives

Archives of the document collecton are available in the following formats:

o alldocs.zip (138 Kbytes) -~ DOS PKZIFP
® alldocs.sit (532 Kbytes) - - Macintosh Stuffie
® alldocs.tar (527 Kbytes) - - UNIX tar
® alldocs.tar.Z (133 Kbytes) -~ UNIX tar (compressed)
® alldocs.tar.z (104 Kbytes) - - UNTX tar (gruzipped)
® alldocs hunl (523 Kbytes) -- Concarenated HTML documents
O (Thisis a concatenation of the HTML documents, suitable for printing from a
browser. The Hypertext links have been removed).

I Figure 1.24 Rendering of the HTML document sre_link.htmi (shown in
Figure 1.23) by the UNIX chimera browser.

LESSONS FROM EXAMPLE 4

1. Collections of documents should be consistently designed to make
them easy to navigate. You should also try to create a hypertext Table
of Contents. There are programs available that can help you do this,
some of which are discussed in Chapter 5.

2. You should use navigation icons (or text) as hypertext links to help the
user navigate through the document collection. Make sure that you
provide a text-only navigation option for users who are using a

nongraphical browser.
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| 3. Single HTML documents should be small and self-contained. Larger
documents should be broken up into smaller documents to best take

advantage of the hypertext facilities.

4. Sometimes a flat printable text document is also desirable. You can
concatenate your HTML files together to make such a document, and
then create a hypertext link from your collection to this document, but
be sure to include information about the size of this file (if it is large)

next to this link so that the user knows what to expect.

EXAMPLE 5: IMAGES,
MOVIES, AND SOUND FILES

As mentioned earlier, WWW browsers can display only GIF or X-Bitmap

images and often restrict GIF images to less than 50 or so displayed colors
per image. The discussion also stated that small images are advantageous,
since large images can take a long time to download and are often irritat-

ing for that reason alone.

LINKING LARGE IMAGES

However, sometimes these restrictions are unreasonable. Suppose you need
to display a page containing a large image that is an important part of your
presentation. For example, it may be an image of a campus map that can
be clicked on to access information about various campus buildings, in
which case, a tiny image is not appropriate. Alternatively, you may have
truly high-quality images containing 256 colors, or perhaps non-GIF for-
mat images, and want to make them available for viewing. Perhaps you
even have movie or sound files. How can these be included in a document

and presented to your clients?

56



INTRODUCTION TO THE HYPERTEXT MARKUP LANGUAGE I
‘ 57

- Large GIF images can always be added to an HTML document. The
key to good document design is simply to warn the user, at the hypertext
anchors pointing to a file, that it contains a large image. This is a useful
way of directing users to large active images (see creating active images
in Chapter 5) and gives the user the option of disabling image loading
when accessing the document, or to not access the document altogether.
You are still, however, limited to GIF or X-Bitmap images, and by
browsers that may limit the numbers of distinct colors that a single

image can use.

A thumbnail sketch is a particularly useful way of linking to a large image.
A thumbnail is simply a reduced size icon of the actual image or of some
characteristic portion of the image. These are easy to make with almost
any commercial or public-domain image editing program. You can then
include the thumbnail in your document, and make a hypertext link from
the thumbnail to the document containing the large image, or to the image
itself. This is what was done in Figures 1.25 and 1.26, where the small
images are links to larger images and, in this case, also to movie files. In
this example, the thumbnail of the larger GIF image is only 1,500 bytes
long, one-tenth the size of the original file. Note that sizes of the linked
documents are also given (these are big files!). It is always good practice to

give this information when files are large.

You should also indicate the data type of the file, as in Figure 1.26, where
the text indicates that the linked image file is in GIF format and that the
linked movie is in MPEG format. There are many different movie and
image formats, and most clients are capable of displaying only a subset of
them. It is always a good idea to give the format of your large data files so

that users can avoid downloading files they cannot use.
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<HTML> \
<HEAD>
<TITLE>Simulated Vortex Dynamics in a Porous-Body Wake</TITLE>

</HEAD>

<BODY>

<Hl>Simulated Vortex Dynamics in a Porous-Body Wake</H1>

This videc presents the result of a numerical simulation on the wake
generated by a porous body. The wake flow is simulated by inserting
small-scale discrete wvortices into a uniform stream, and the colors F
in the wvideo represent the magnitude of wvorticity. The initial flow
field is subjected to a small perturbation based on experimental data.
The evolution of the wake flow is manifested by the merging and

interactions of the small-scale vortices.<P>

The objective of this investigation is to study the merging and
inter-action processes of vortices and the formation of large eddies in
the flow. Such an investigation is of importance to many flow-related
industrial and envirommental problems, such as mixing, cooling,
combustion and dispersion of air-borne or water-borne contaminants.<P>
<HR>

<B> <A HREF="legend.gif"><IMG SRC="legicon.gif"

ALIGN=Bottom> Initial flow</A> and color legend for vorticity.</B>
{14.5 KB gif image)<p>

<HR>

<B> <A HREF="flow.mpeg"><IMC SRC="vortex.gif" ALT="[movie icon]"
ALIGN=Bottom> Visualization</A> of the evoclution of the wake flow.</B>
(0.38 MB mpeg-l movie)<p>

</BODY>

</HTML>

I Figure 1.25 The HTML document vortex.html, showing links from image
icons to full-size images and video sequences. Figure 1.26 shows the
rendering of this document by the Mosaic for X-Windows browser.
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File _ Options
Doctument Title: rs-inmatect Vortex Dynamics in a Porcus-Body Wake : S |

Document URL: rfiTe f/Tocal host,fn;Fsﬂargejrudy/hw;ﬂ:ortax}vmex, html
Simulated Vortex Dynamics in a Porous-Body Wake '

This video presents the result of a numerical simulation on the wake generated by a porous
body, The wake flow {5 simulated by inserting small-scale discrete vortices into a uniform
stream, and the colors in the video represent the magnitude of vorticity, The initial flow field is
subjected to a small perturbation based on experimental data. The evelution of the wake flovr is
manifested by the merging and interactions of the small-scale vortices.

The objective of this investigation is to study the merging and inter—action processes of vortices
and the formation of large eddies in the flow. Such an investigation is of importance to many
flowr-related industrial and environmental problems, such as mixing. cooling, combustion and
dispersion of air-borne or water-borne contaminants. A48

I Figure 1.26 The Mosaic for X-Windows rendering of the document listed
in Figure 1.25, showing thumbnail image icons linked to full-sized image
files, movie files, and sounds. The picture overlaid on the browser
resulted from clicking on the image icon at the top of the screen, while
the movie-playing window was launched by pressing on the icon at the
bottom of the screen. This page and the associated images and movies
are courtesy of Rudy Ziegler of the University of Toronto Instructional and
Research Computing Group, while the displayed data were provided by Z.
Huang, J.G. Kawall, and J.F. Keffer of the Department of Mechanical
Engineering at the University of Toronto.
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So far, our hypertext links have been to HTML documents or to HTML
documents containing images via the IMG element. What happens if the
links connect to other media, such as image files, movie files, or sound
files? Most World Wide Web browsers are not capable of displaying these

data formats. So, what do they do?

HELPER APPLICATIONS

The answer lies in so-called belper or viewer applications, which are pro-
grams on the user’s computer that can be used to display images, movies,
or sounds that cannot be displayed by the browser itself. Thus, in Figure
1.26, the large-screen image was produced by clicking on the upper image
icon in the browser window, causing the browser to retrieve the data
accessed by this link, acknowledge the data to be an image file, and launch
the appropriate helper application to display the image (in this case, the
UNIX image viewing program xv). In the case of the movie file, the
browser knew that the data was an MPEG movie, so it started up the pro-

gram mpeg_play to display the video information.

How does the browser know what a file contains and what to do with it?
If the data comes from an HTTP server, then the server, as part of the
HTTP protocol, explicitly tells the browser the data content. It does this
with a special header message that is sent to the client just before the actual
data. This message is actually a MIME content-type header, which, for the
GIF image file, looks like:

Content-Type: image/gif
and, for the MPEG movie, is:

Content-Type: vidéo/mpeg

When the browser receives this message, it looks in its own database of
helper applications to find the program that matches this MIME type. If it
finds a program to help, it passes the data to the program and lets it do its
job.
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If the data comes from an FTP server, or if the browser is accessing the file
from the local machine and not from a server, then the browser must guess
at the data content. It does this from the filename extension. Each browser
has a database that matches filename extensions to the appropriate MIME
type, and uses this database to determine the MIME types of files accessed
locally or via FTP. In general, this database will map the .gif suffix to the
image/gif MIME type, and the suffixes .mpeg, .mpg, or .mpe to the
video/mpeg MIME type. These lists have to be updated if you add a new
filename extension. With Macintosh and some Windows browsers, the lists

can be edited from a pull-down menu.

There are literally dozens of MIME types and dozens of possible filename
extensions. A detailed list of MIME types is given in Appendix B, while the
usage of MIME types is discussed in more detail in Chapter 4.

LESSONS FROM EXAMPLE 5
1. Warn a user when you present a link to a large image document or

file.

2. List the data format for large image, audio, or movie files so that the

user can tell if the file is in a format they can actually use.

3. You can use icons to link to larger image or movie files. This lets the
user know what to expect and is often a good graphical addition to

your document.

EXAMPLE 6: FILL-IN FORMS

This final example looks at the HTML FORM element, which allows you
to solicit user input by constructing HTML documents containing fill-in
forms. Using this element, a designer can build a document containing
checkboxes, radio boxes, pull-down lists, text windows, and menus; and
can configure this FORM to send the data gathered by these buttons and
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boxes to a program on an HTTP server. For example, FORMs can be used
to collect data for a database search; solicit data for an online question-
naire; accept electronic text for submission to a database; or solicit elec-

tronic messages for forwarding to a particular user.

The example document in Figure 1.27 shows this latter case: namely, a
FORM that allows the user to type in a text message for forwarding to a
recipient selected from a list. Figure 1.28 shows how this form is rendered
by Mosaic for X-Windows, while Figure 1.29 shows the rendering by lynx.
Finally, Figure 1.30 shows what MacMosaic Version 1.0.3 does with this
HTML document; this older version of MacMosaic does not understand
the FORM element.

Let’s first look to Figure 1.27 and to the <FORM. . > tag beginning with the
line:

<FORM ACTION="http://side.edu/cgi-bin/send_note">

FORM ELEMENT

This line starts the FORM element and ties the data of the form to a par-
ticular program (send_note) on the indicated HTTP server. All a FORM
element does is collect data: It doesn’t do any processing of the data, so the
only way you can get a form to do anything useful is to send the data gath-
ered by it to a program on the server. The <FORM. . . > tag in Figure 1.27
indicates that the data gathered by the form is to be sent to the program
send_note. Data is sent to this server-side when the user presses the Send
Message button at the bottom of the page. The FORM and the program
send_note must be designed together for the program to understand the
message sent by the FORM.

The program send_note takes the data sent by the client and processes it to
complete the task. In this example, the program might take the data sent
by the form and compose an electronic mail message to be sent to the
intended person. We talk more about gateway programs and how data is

actually sent from the FORM to the gateway program in Chapters 4 and 5.
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<HTML><HEAD>
<TITLE> Example of an HTML FORM </TITLE>
</HEAD>
<BODY>
<Hl> Example of an HTML FORM </Hl>
<FORM ACTION="mo_action">
Data entered into a FORM is sent to a program on the server
for processing. If you see a button at the end of this sentence
then your browser supports the HTML FORMs element.
--[<INPUT TYPE="checkbox" NAME="button" VALUE="on">]--
If you do not see a button between the square brackets go to the
<A HREF="text_only.html"> text-only interface </A>. </FORM>
<hr>
<FORM ACTION="http://side.edu/cgi-bin/submit_abstract">
<p> <STRONG> 1) Send this note to: </STRONG>
<SELECT NAME="mailto_name" >
<OPTION SELECTED> Martin Grant
<OPTION> Jack Smith
<OPTION> Bruce Lee
<OPTION> Anna Mcgarrigle
<OPTION> Kate Bush
<OPTION> Spike Lee
<OPTION> Diane Koziol
<OPTION> Ross Thomson
<OPTION> Ann Dean

</SELECT>

<p> 2) <STRONG>Give your e-mail address: </STRONG>
This indicates who sent the letter
<p> <INPUT TYPE="text" NAME="signature"

VALUE="name@internet.address" SIZE=60>

<p> <STRONG> 3) Message Body: </STRONG>
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<p>
<TEXTAREA COLS=60 ROWS=8 NAME="message_ body">
Delete this message and type your message into this
textbox. Press the "Send Message" button to send it
off. You can press the "Reset" button to reset the
form to the original wvalues.
</TEXTAREA>
<P>
<INPUT TYPE="submit" VALUE="Send Message'> <INPUT TYPE="reset"> (reset form)
</FORM>
</BODY>
</HTML>
I Figure 1.27 The HTML source code for the document form.html.

By comparing the HTML source document in Figure 1.27 and its rendering
in Figure 1.28, you can see some of the several input items that can go

inside a form. This example shows: a SELECT element pull-down menu

(where you select the name of the person to whom you wish to send the
message—the possible names being given by the OPTION element); a
single-line text INPUT element (where you type in your e-mail address);
and a TEXTBOX element (where you type the body of your message).
Several other input elements are available and are described in Chapter 2.
The elements, SELECT, INPUT, OPTION, and TEXTBOX, can appear
only inside a FORM.

Every FORM input element, namely INPUT, SELECT, or TEXTBOX,
takes one key attribute. This is the NAME attribute, which associates a
variable name to the data associated with this input element; for example,
NAME="mailto_name" and NAME="button". These names are used to
differentiate between the data associated with the different input elements.
Some elements, such as the INPUT element, can assign a default initial
value to the named variable using the VALUE attribute. An example is the
element:

<INPUT TYPE="checkbox" NAME="button" VALUE="on">
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; N In¥eb - Example of an HTML FORM
File Options View Navigate Help

CllEEE]@EEEE
Example of an HThML FOREM

Data entered into a FORM is sent to a program on the server for processing. If you see a button at the end
of this sentence then your browser supports the HTML FORMs element. --[ ["]-- If you do not see a button
between the square brackets go to the text-only interface .

1) Send this note to: |Martin Grant .

2) Give your e-mail address: This indicates who sent the letter

Iname@internet.address

3) Message Body:

Delete this message and type your message into this
textbox. Press the “Send Message" button to send it
off. You can press the "Reset” button to reset the
form to the original values.

[Send Message | [ Reset | (reset form)

I Figure 1.28 Mosaic for X-Windows rendering of the form.html document
(the document source is displayed in Figure 1.27). The FORM fill-in ele-
ments are clearly evident.

which assigns the value "on" to the name "button". These values can be
subsequently changed by user input, by selecting a different entry from a

pull-down menu, typing‘text into a box, or pushing checkboxes or buttons.

When you press the special Send Message button (a special INPUT element
with the attribute TYPE="submit"), the data in the form is sent to the
server as a collection of namefvalue pairs, where name is the value assigned
to the NAME attribute of an element, and value is the value assigned by
the user’s input. For example, the preceding checkbox input element would

send the pair button and on.
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EXAMPLE OF AN HTML FORM

Data entered into a FORM is sent to a program on the
server for processing. If you see a button at the end of
this sentence then your browser supports the HTHL FORMs
element. --[ ( )]-- If you do not see a button between
the square brackets go to the text-only interface .

ARk R R ROk R+

1) Send this npote to: * m. *
* Jack Smith *

2) Give your e-mail ad¥ Bruce Lee *es who sent the
letter * Anna Mcgarrigle *

* Kate Bush *
name@internet. address_x Spike Lee *

* Diane Koziol *
* Ross Thomson ¥

3) Message Body: % Ann Dean *
RO ROR RORRK +

Delete this message and type your message into this _
textbox. Press the “Send HMessage" button to send it
off. You can press the “Reset” button to reset the __

form to the original values.

C n listd  Hit return an
! Arrow keys: Up and Down to move. Right to follow a Tink; Left to
% go back. Hdelp O)ptions P)rint Gio M)aln screen Quit /= search

I Figure 1.29 The lynx browser rendering of the form.htmi document (the
document source is displayed in Figure 1.27). The FORM fill-in elements
are clearly evident: In general, lynx gives written instructions at the bot-
tom of the screen to help you properly manipulate the form.

The server program sorts out what the data means by matching the names
in the message to names the program is designed to recognize. This illus-
trates why a form and the associated server-side program must be designed

simultaneously.

FORM RESTRICTIONS

As with all HTML elements, the FORM element has restrictions on where
it can be placed. A FORM cannot be inside a heading, inside another
FORM, or inside character emphasis markups, such as a STRONG or

EM element. However, a FORM can contain headings, character markup
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. elements, and even lists. Again, the details of the nesting rules are given in
Chapter 2.

Figure 1.29 shows the same FORM as displayed by lynx. The lynx browser
can display all the major FORM elements and provides instructions at the
bottom of the screen to explain how to fill in the different FORM ele-

ments.

The last thing to notice is the little button at the top of Figures 1.28 and
1.29. This button, which does not actually do anything (note that there is
no associated <INPUT TYPE="submit" > button), is designed to test the
capabilities of the browser. There are still a few commonly used browsers
that are unable to process the FORM element (an example is MacMosaic
Version 1.0.3). It is therefore a good idea to test FORM capabilities and let
the user know if he or she will be unable to properly view a document.
For example, Figure 1.30 displays the same HTML document as Figure
1.28, but by using the MacMosaic 1.0.3 browser. You can see that the
small box in the first paragraph is missing (as are all the other FORM
boxes—in general, browsers simply ignore tags that they do not under-
stand). The first paragraph explains why the rest of the page looks so odd,
and can direct users to alternate documents designed for FORM-incapable

browsers, should such pages be available.

LESSONS FROM EXAMPLE 6
1. The document developer can use the HTML FORM element to solicit

user input. However, each FORM document must send the data it
gathers to a server-side gateway program designed to analyze the form
data. This gateway program is specified by the ACTION attribute to
the FORM element. The program and form must be designed together.

2. An HTML FORM can contain several input elements, namely INPUT,
SELECT, and TEXTBOX. These elements can appear only inside a
FORM. '
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e ————————
S[[=————— [xample of an HTML FORM

tExmnp]e of an HTML FORM

Data entered into a FORM is sent to a progrem on the server for processing. If you see a button at
the end of this sentence then your browser supports the HTML FORMs element. --[]-- If you do not
see g huton between the square brackets go 1o the Ext-only interdface

1) Send this note to: Martin Grant Jack Smith Broce Lee Anna Megarrigle Katwe Bush Spike Lee
Diane Koziol Ross Thomson &nn Dean

2) Give your e-mail address: This indicates who sent the letter

3) Message Body:

Delete this message and type your message into this textbox. Press the "Send
HMessage® button to send it off. You can press the “Reset” button to reset the form
to the original values_

{reset form)

&

=

E— Figure 1.30 MacMosaic Version 1.0.3 rendering of the form.html docu-
ment (the document source is displayed in Figure 1.27). This browser
cannot display FORM elements

3. A FORM cannot be inside a heading element or inside another
FORM—FORMs cannot be nested. However, heading, list, and even'
PRE elements can be inside a FORM.

REFERENCES

The WWW USENET newsgroups are a good source of information about
HTML and the World Wide Web in general. The newsgroups contain up-
to-the-minute information on WWW happenings and are a good place to

post HTML questions. The newsgroups are:

comp.infosystems.www.providers Issues related to publishing material
on the Web, such as the HTML lan-
guage and the development of server

gateway programs.
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comp.infosystems.www.users User-related issues, such as configuring
browsers, finding browsers, or dis-

cussing browsers.
comp.infosystems.wuwnw.misc Other miscellaneous topics.

bionet.software.www Discusses applications of WWW soft-

ware in the biological sciences.

Frequently Asked Questions (FAQ) lists are posted regularly to these news-
groups. The entire FAQ list for all the newsgroups is also available in

hypertext form at:
http://sunsite.unc.edu/boutell/faq/www_faqg.html
User surveys of WWW software and resources can be found at:
http://www.gatech.edu/pitkow/survey/survey-9-1994/Survey_Home.html
General References:

http://akebono.stanford.edu/yahoo/Computers/World Wide_ Web/HTML/
http://oneworld.wa.com/htmldev/devpage/dev-page.html
http://cbl.leeds.ac.uk/nikos/doc/repository.html

http://coney.gsfc.nasa.gov/www/sswg/candy_style.html
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BN CHAPTER

HTML IN DETAIL

his chapter is a detailed exposition of the HyperText Markup Language;
Tit is written from a document developer’s point of view and is designed
to help document authors create valid HTML documents. It presents a
detailed description of every HTML element and of allowed hierarchical
relationships amongst these elements. This section assumes a basic under-
standing of HTML at the level outlined in Chapter 1 of this book.

INTRODUCTION TO HTML

As mentioned in Chapter 1, the HyperText Markup Language is designed
to specify the logical organization and formatting of text documents,
with extensions to include inline images, fill-in forms, and hypertext links
to other documents and Internet resources. HTML is designed to be a

platform-independent document representation format that:
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¢ Is not bound to a particular hardware or software environment

e Represents the logical structure of a document, and not its presenta-

tion

This emphasis reflects the fact that, in a distributed environment, individu-
als viewing a document can use many different browser programs of differ-
ent capabilities. For example, it is of little use specifying that a particular
piece of text must be presented with a 14-point Times Roman font if the
person viewing the document is sitting in front of a VI-100 terminal. For
this reason, HTML does not specify details of the document typesetting
and instead marks logical document structure, such as headings, lists, or
paragraphs. The details of the presentation of these elements are left to the

browser.

HTML is defined in terms of the International Standards Organization
(ISO) Standard Generalized Markup Language (SGML). SGML is a com-
plex system for defining types of structured documents and for defining
markup languages that can represent these document types. HTML is just
one instance of this process. The details of SGML are complex and, fortu-
nately, not important to an HTML document developer. One component
that is useful, however, is the SGML definition of the HTML syntax, which
is contained in a special SGML document called a Document Type
Definition, or DTD. This is a simple text file, often having an imaginative
name, such as html.dtd. This file can be used, in combination with a pro-
gram called sgmls, to validate the syntax of any HTML document. The
“References” section at the end of this chapter suggests places where you
can obtain the official DTD file for HTML, while Chapter 6 discusses
using sgmls to validate HTML documents.

HTML is an evolving language and has undergone substantial evolution
over the past few years. The new “standard” version of HTML is referred
to as HTML Version 2.0, or HTML2.0. This chapter (and this book)
describes writing HTML documents using the HTML2.0 specification.
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However, it also presents some of the proposed but not yet official HTML

features that are already available on a limited number of browsers.

This book is a guide to authoring HTML documents and should not be
considered the definitive reference to HTML. For comprehensive details,
look at the Internet Engineering Task Force (IETF) documents listed in the

“References” section at the end of this chapter.

ALLOWED CHARACTERS IN HTML DOCUMENTS

As illustrated in Chapter 1, an HTML document is just a text document
and can be created and edited with any text editor. An HTML document
can contain any of the valid printable characters from the 8-bit ISO Latin-1
character set (also known as ISO 8859/1—see Appendix A). The 256 char-
acters of the ISO Latin-1 character set consist of the 128 characters of the
7-bit US-ASCII character set (ISO 646), plus 128 additional characters that
use the eighth bit. This extra set of 128 contains many of the accented and

other characters commonly used in western European languages.

With most keyboards, it is difficult to type these non-ASCII characters.
Partly for this reason, HTML has mechanisms for representing these char-
acters using only 7-bit ASCII characters. These are called character refer-
ences and ewntity references. For example, the character reference for the
character “€” is &#233; (the semicolon is necessary and terminates the spe-
cial reference), while the entity reference for this same character is
s&eacute;. This mechanism is also useful for sending HTML documents
by electronic mail, since many electronic mail programs mishandle 8-bit
characters. However, transferring HTML documents containing 8-bit char-
acters is not a problem with hypertext servers, since the HT TP access pro-
tocol always allows 8-bit transfers and the browsers all understand that the

character set 1s ISO Latin-1.

In addition, some computers, such as a Macintosh or a PC running DOS,

do not use the ISO Latin-1 character set for their internal representation of
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characters (Microsoft Windows does use the ISO Latin-1 set); instead, they
use a proprietary mapping between the binary codes and the characters
they represent. Fortunately, this affects only the 128 non-ASCII characters
so that restricting yourself to ASCII characters ensures an HTML docu-
ment, while the character and entity reference mechanisms allow you to

include characters from the full ISO Latin-1 character set.

Character sets are discussed in more detail in Appendix A. Figure A.1
shows the use of HTML entity references in an HTML document—this

document, as displayed by a browser, is shown in Figure A.2.

SPECIAL CHARACTERS

Certain ASCII characters are treated as special in an HTML document. For
example: The ampersand character (&) is used to indicate an entity or
character reference; the left and right angle brackets (< >) are used to
denote the markup tags; and the double quotation mark (") is used to
mark literal strings within the markup tags. Since these characters are
interpreted in a special manner, they cannot be used as normal characters—
the parser will always try to interpret them in a special way. If you want
these characters to appear in your text but don’t want them to be inter-
preted as commands, you must include them as character or entity refer-
ences. The special character and entity references for these four characters
are outlined in Table 2.1.

I Table 2.1 Special Characters in HTML

Character ‘ Character Entity
Reference Reference
Left angle bracket (<) &c#60; &lt;
Right angle bracket () &#62; &gt;
Ampersand sign (&) &#38; &amp;
Double quotation sign (") &#34; &aquot;
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When a browser parses an HTML file, it looks for the special characters
and interprets them accordingly. Thus, when it encounters the string:

<H1> Heading string </Hl>

it interprets the strings in the angle brackets as markup tags and renders
the enclosed string as a heading. However, when the parser encounters a
string like:

&1t;Hl&gt; Heading string &lt;/Hl&gt;

it interprets the &lt; and &gt; as entity references, and produces the string

<H1> Heading string </Hl>

COMMENTS IN HTML DOCUMENTS

Comments are denoted by the special character strings <!-- and -->. The
first string starts a comment, while the second ends it; anything between
the two is a comment and is ignored. Comments are not displayed by the
browser, even if they occur in the BODY of a document. There can be
spaces between the -- and the > that end a comment, but the string <!--
that starts a comment must be present without any spaces between the

characters.

Comments can span more than one line, but cannot nest or overlap.
However, some browsers mishandle comments that span more than one
line, so, for safety, you should include comment strings around every line
you wish to comment out. You should also not use this mechanism to com-
ment out HTML code that would otherwise be displayed, because some
browsers mistakenly use the greater than sign (>) in regular HTML
markup tags to prematurely terminate the comment.

Here are some examples of comments:

<l-= This is a comment -->

<!-- This is also a comment

This comment spans more than one line. Note that many browsers improperly
interpret comments that span multiple lines, so this usage should be
avoided.

>
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HTML AS A MIME TYPE
Finally, we note that HTML is proposed as a MIME content type. MIME,

for Multipart Independent Mail Extensions, is a scheme originally designed
for sending mixed media mail messages (containing pictures, text, and
other formats) using the standard electronic mail protocol. The MIME
scheme uses MIME content-type headers to define the content of each dif-
ferent type of data being sent. In the World Wide Web, MIME types are
used by the HTTP protocol to communicate the type of a document being
served. When an HTTP server sends a file to a client, it includes, as a
header to the data, a MIME content-type header indicating the type of data
being sent. For example, a JPEG format image file being sent from a server
to a client would have the message string:

Content-Type: image/jpeg

as part of the HTTP header that precedes the actual data.

HTTP servers treat HTML documents as just another MIME type. When
an HTML document is served, it is preceded by the header:

Content-Type: text/html
which tells the browser that the document is HTML, and not just plain
text. HTTP and MIME types are discussed in more detail in Chapter 4 and
in Appendix B.

HTML ELEMENTS AND MARKUP TAGS

The overall structure of the HTML was covered in Chapter 1. The follow-
ing is a review of the basic concepts, using the HTML document in Figures

2.1 and 2.2 as a simple example.

An HTML document is simply a text file in which certain strings of char-
acters, called tags, mark regions of the document and assign special mean-
ings to them. In the jargon of SGML, these regions are called elements. The
tags are strings of characters surrounded by the less than (<) and greater

than (>) signs. For example:

<Hl1>
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is the start tag for an H1 (a heading) element, while
</Hl>
is the end tag for a title element. The entire H1 element is then the string:

<H1> Environmental Change Project </H1l>

Most elements are like this example and mark regions of the document
into blocks of text, which, in turn, may contain other elements containing
other blocks of text, and so on. You can think of a document as a hierar-
chy of these elements, with the complete hierarchy defining the entire docu-
ment. Elements that mark blocks of text are often called containers. Some
elements do not have any contents and are called empty elements. The
IMG element (which inserts an inline image into a document) or the HR
element (which draws a horizontal dividing line across the screen) are

examples of empty elements that do not affect a block of text.

Each element has a name, which appears inside the tags and which is
related to what the element means. For example, the H1 element is used to
mark a level-1 heading. Elements may also have attributes, which are
quantities that specify properties for that particular element. For example,
the A (hypertext anchor) element can take the HREF attribute, which spec-
ifies the target of a hypertext link. Most attributes, like HREF, are assigned
values. For example, HREF is assigned the URL of the target document for
a hypertext link, as in:

<A HREF="http://who.zoo.do/Ozone.html"> Ozone </A> layer

Attributes are often optional, in which case, they can be left out.

In some cases, the end tag is optional. This is the case when the end of an
element can be unambiguously determined from the surrounding elements.
As an example, look at the LI element in Figure 2.1. This element defines a
single list item inside the UL unordered list element and does not require a
</LTI> end tag, even though the element is not empty. This is because the
end of a given list item is implied by the next <L.T> start tag or by the
</UL> end tag ending the list.
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<HTML>

<HEAD>

<TITLE> Environmental Change Project </TITLE>

<NEXTID N=33>

</HEAD>

<BODY>

<hl> Environmental Change Project </hl>

<p> Welcome to the home page of the Environmental Change Project.

This project is different from other projects with similar names. In our case

we actually wish to change the ¢limate. For example, we would like hot beaches

in Northern Quebec, and deserts near Chicago.

<p> So how will we do this. Well we do the following

<ul>

<1li> <A HREF="burn.html">Burn </A> more forests.

<1li> Destroy the <A HREF="http://who.zoo.do/ozone.html">0Ozone</A> layer.

<1li> Breed more <A HREF="ftp://foo.do.do/cows.gif">cows</a> (for extra
greenhouse gas) .

</ul>

</BODY>
</HTML>
I Figure 2.1 An example of a simple HTML document.

CASE-SENSITIVITY

The element and attribute names inside the markup tags are case-insensi-

tive. Thus, in the above examples, the strings <H1> and <h1>, or

<A HREF="http://who.zoo.do/Ozone.html ">

and

<a hrEF="http://who.zoo.do/Ozone.html ">

are equivalent. Element and attribute names are often written in uppercase

to make the document easier to read.
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[[==—— Environmental Change Project &=FicF=—=—"AUW|
1 . URL http: //leonardo. utire. utoronto. ca: 3030/B

- it : "~ jook/Chap2 fexamp—1.html
Environmental Change Project

Welcorne to the home page of the Environmental Change Project. This
project is different frorn other projects with similar names. In our case we
actually wish to change the climate. For example, we would like hot
beaches in Northern Quebec, and deserts near Chicago.

S0 how will we do this. Wellwe do the following

+ Burnrmore forests.
» Destroythe Ozone layer.
+ Breedmore cows (for extra greenhouse gas).

AR

]
[

I Figure 2.2 Display, using the MacWeb browser, of the document listed in
Figure 2.1.

Attribute values, on the other hand, are often case-sensitive. An obvious
example is the URL string assigned to the HREF attribute. A URL can con-
tain both directory and filename information. Many computers allow both
upper- and lowercase characters in file and directory names, so it is crucial
that case be preserved. This is accomplished by enclosing the attribute
argument in double quotes, as done in the preceding examples and in
Figure 2.1. If quotes are omitted, the value may be promoted to upper-
case when intepreted by a browser. Some attribute values are case-insensi-

tive, in which case, quotation marks can be omitted.

EMPTY ELEMENTS

Some elements are considered empty and do not require end tags, such as
the IMG and HR and BR (line break) elements. Formally, you can include
end tags to match the start tags, provided you do not place any text

between the two tags. In practice, however, several browsers do not func-
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tion properly when you include end tags for empty elements, so this usage

is discouraged.

ELEMENT NESTING

Elements are always nested, with this nesting reflecting the structure of the
document (for example, emphasized text inside a paragraph inside a form
inside the BODY). However, elements can never overlap. Thus, the struc-
ture

<A HREF=...,.>» <EM> Burn </EM> </A> more forests
is valid HTML markup, while

<A HREF=....> <EM> Burn </A> </EM> more forests
is not. In addition, all elements impose restrictions on what can be nested

inside them, and on where they themselves can be nested. Details of

allowed nestings will be presented later in this chapter.

Some browsers will let you get away with nesting errors so that such errors
are often hard to spot. If you are lucky (or unlucky), you will get mail
from someone who is wondering why he or she cannot properly view your

document.

UNKNOWN ELEMENTS OR ATTRIBUTES

What does a browser do if it encounters tags or attributes within a tag that
it does not understand? The HTML specification states that the browser
should ignore these tags or attributes. Thus, if a browser does not under-

stand the underline element U, it will take the string

<U> text stuff </U>

and display it as regular text, without the underline.

OVERALL DOCUMENT STRUCTURE

Every HTML document can be divided into two main parts: the body,
which contains the part of the document to be displayed by a browser; and
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the head, which contains information about the document but which is not
displayed with it. These parts are defined by the BODY and HEAD ele-
ments, respectively. The resulting overall structure of an HTML document
should then be:
<HTML>
<HEAD>
. elements walid in the document HEAD
</HEAD>
<BODY>
. elements valid in the document BODY
</BODY>

</HTML>

Note how Figure 2.1 follows this outline. The outer HTML element
declares the enclosed text to be an HTML document. Directly inside this
lies the HEAD and the BODY. The BODY contains the text and associated
HTML markup instructions of the material you want displayed. The
HEAD contains elements that define information about the document, such
as its title or logical relationships with other documents. Certain elements
can appear only in the HEAD, while others can appear only in the BODY.
These elements and the overall structure of the BODY and HEAD are the

focus of the remainder of this chapter.

HYPERTEXT MARKUP LANGUAGE
SPECIFICATION: ELEMENT BY ELEMENT

This section contains a list of each HTML element, a description of the
purpose of the element, a list of where the element can go, as well as exam-
ples of its use. This element list primarily describes elements from the
HTML2.0 specification. Within this specification, there are several attrib-

utes that are marked as proposed. These are included here, but are marked
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as proposed to point out their special status; they are less likely to be

understood by browsers, so you should be cautious in their use.

Much work is underway on extension and revisions to the HTMIL—these
efforts fall under the rubric HTML+. The HTML+ effort has defined ele-
ments for tabular data, sub- and superscripts, margin notes, and so on that
will add important functionality to HTML documents. Indeed, several (but
not all) browsers already implement some of these HTML+ features. This
section mentions these more popular HTML+ elements and attributes, but
marks them as HTML+ contributions to denote their experimental nature.
In general, if you want your documents to be viewable by a wide audience,
do not use these HTML+ elements, or provide alternate HTML documents

for those people who are unable to view your more sophisticated creations.

KEY TO THIS SECTION

Because HTML is a hierarchical language, is it important to know not only
how to use an element, but also where it can be used. This information is
given in the four lines at the beginning of the description of each element.-

The general format looks like the following:

| e —— e L S T P L N e N O e W e R £ i |
Usage: <NAME> ... </NAME>
Can Contain: element list
Can Be Inside: element list

Attributes: attribute list
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Here is an example, using the LI list item element:

LI ELEMENT: LisT ITEM

Usage: LIS .. (BADTS)

Can Contain: characters, character highlighting, A, BR, IMG,
DIR, DL, MENU, OL, UL, BLOCKQUOTE,
FORM, P, PRE, [ISINDEX]

Can Be Inside: DIR, MENU, UL, OL
Attributes: (SRC: proposed HTML+)

These four fields define the rules for using the different elements. The

meanings of the four fields are:

Usage: Shows how the element is used. An end tag
indicates that an element is a container (the
Can Contain field states what can go inside the
element). If the end tag is surrounded by round
brackets, then it is optional. If no end tag is

given, then the element is empty.

Can Contain: This field indicates what elements can go inside
this element. The string “characters” indicates
elements that can contain text. If the element is
empty, the word “empty” appears here. In sev-
eral places, the ISINDEX name appears
enclosed by square brackets. This indicates that
the element is allowed but that it should more

appropriately appear in the HEAD.
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Can Be Inside: Indicates inside which elements this element
can be placed. The preceding example indicates
that the LI element can be inside a DIR,
MENU, OL, or UL element.

Attributes: This lists the names of the attributes that can
be taken by the element. The word “none”
means that the element takes no attributes.
Elements that are proposed as part of the
HTML2.0 specifications or as part of HTML+

are so indicated.

The following short forms are used in the Can Contain and Can Be Inside
fields:

Hn: The six heading elements H1, H2, H3,
H4, HS, and Hé.

characters: Any valid ISO Latin-1 character, char-

acter reference, or entity reference.

character highlighting: CITE, CODE, DFN (proposed
HTML2.0), EM, KBD, SAMP,
STRIKE (proposed HTML2.0),
STRONG, VAR, B, I, TT, and U (pro-
posed HTML2.0).

These are the physical highlighting elements (italics, boldface, etc.) and also
the logical highlighting elements that assign to text strings logical meanings .

that are generally interpreted as changes in text formatting.

84




HTML IN DETAIL

The following sections are organized hierarchically. Thus, the first section
describes the HTML element that contains the entire document. The next
section describes the HEAD element, and this is followed by descriptions of
the elements that can lie inside the HEAD. Following this is a description
of the BODY element, followed by sections describing the elements that go
inside the BODY.

HTML ELemEeENT: THE HTML DocumENT

Usage: <HTML> ... </HTML>
Can Contain: HEAD, BODY
Can Be Inside: nothing

Attributes: none

The HTML element declares the enclosed text to be an HTML document.
It may directly contain only two elements: HEAD and BODY. Although
formally optional, you should always include an HTML element in new

documents.

Example of HTML:

<HTML>
<HEAD>
. head content....
</HEAD>
<BODY>
. body content....
</BODY>

</HTML>
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HEAD ELEMENTS

HEAD ErLemeENT: DocUMENT META-INFORMATION
Usage: <HEAD> ... </HEAD>
Can Contain: TITLE, ISINDEX, BASE, NEXTID, LINK, META
Can Be Inside: HTML

Attributes: none
e s e e s ey

HEAD contains general information about the document. The information
found in the head is not displayed as part of the document text; conse-
quently, only certain elements are appropriate within the HEAD. All the
head elements are empty, except for TITLE, and they can appear in the
HEAD in any order. The only mandatory HEAD element is TITLE; all oth-
ers are optional. The possible HEAD elements are, in decreasing level of

importance:

TITLE The title of the document.
ISINDEX  Indicates the document is searchable.

BASE A record of the original URL of the document.

NEXTID  Used by automated HTML editors to create unique document
identifiers.

LINK Defines a relationship between the document and another
document.

META Used for embedding, within the HEAD, information about the

document that cannot be expressed in the preceding elements.
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You are most likely to see and use the TITLE, ISINDEX, and BASE ele-
ments. The NEXTID element is designed for use by special HTML editing
tools. The LINK element is not widely supported. The META element is
new to HTML2.0 and is also not widely supported.

The division between the HEAD and the BODY is important, as there will
soon be ways to access just the information in the HEAD. This will be
much faster than accessing the entire document and extremely useful for

generating catalogs or indexes.

BASE ELEmENT: Base URL

Usage: <BASE>
Can Contain: empty
Can Be Inside: HEAD
Attributes HREF

BASE is an empty element and is optional. If present, BASE has a single,
mandatory attribute, HREF, which is assigned the base URL of the docu-
ment. The base URL indicates where a document was originally located.
This is useful if a document is moved away from its original URL and
related documents, in which case, relative URLs used to reference these
neighboring documents are no longer valid. However, if the original URL
address is specified in the BASE element, then relative URLSs from this doc-

ument are evaluated relative to this base URL and will be correctly found.

If the BASE element is absent, the browser assumes the base URL to be
that used to access the document, and determines relative URLs with
respect to this location. You should note that many browsers, such as
MacWeb and lynx, do not support the BASE tag.
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Example of BASE:

If a document was originally found at the URL:

http://somewhere.org/Dir/Subdir/file.html

the appropriate BASE element is then:

<HEAD>

<BASE HREF="http://somewhere.org/Dir/Subdir/file.html">

</HEAD>

ISINDEX ELEMENT: SEARCHABLE DOCUMENT

Usage: <ISINDEX>
Can Contain: empty
Can Be Inside: HEAD [BODY, BLOCKQUOTE, FORM, LI, DD]

Attributes: none

ISINDEX is an empty element and is optional. Because there are many
older documents that have the ISINDEX declaration in the BODY, the
HTML definition still allows this form. New documents should place
ISINDEX in the HEAD. This element informs the browser program that
the document can be examined using a keyword search, and that the

browser should query the user for a search or query string.

ISINDEX does not mean a search of the text you are reading. Documents

containing ISINDEX elements are usually sent to the client from server-side
gateway programs designed for database searches. You can think of such a
document as a front end to a gateway program, and the document you

search as the database represented by the document you see.
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When you submit the search, the keywords are sent from the client to the
server by appending them to the document URL. This mechanism is dis-
cussed in the URL portions of Chapters 3 and 4.

Example of ISINDEX:

<HEAD>

<ISINDEX>

</HEAD>

<BODY>
body of document

</BODY>

S T e e e e

LINK ELEMENT: RELATIONSHIP TO OTHER DOCUMENTS

Usage: <LINK>

Can Contain: empty

Can Be Inside: HEAD

Attributes: Same as A (anchor) element:

HREF, METHODS, NAME, TITLE, URN, (REL,

REV: proposed HTML2.0), (ID, EFFECT, PRINT,

TYPE, SIZE, SHAPE: proposed HTML+)
s e e e v oy
The LINK element describes a relationship between the document and
other documents or objects. For example, you might use LINK to indicate

a related index, a glossary, or perhaps different versions of the same docu-

- ment. Alternatively, you could use it to point to likely next or previous
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documents. This could be used by a browser to predict and preload docu-
ments it is likely to need (although at present there are no browsers that do
this). A document may have any number of LINK elements to represent

these various relationships to other documents.

LINK is an empty element, and is optional. LINK takes the same attributes
as the anchor (A) element; these are discussed in detail in the anchor ele-

ment section.

Example of LINK:

<HEAD>
<LINK HREF="filel.html" TITLE="Title of Related Document" >

</HEAD>
LINK is, as yet, rarely used and is largely unsupported.

e i —— .
META ELemMENT: DOCUMENT META-INFORMATION

Usage: <META>

Can Contain: empty

Can Be Inside: HEAD

Attributes: HTTP-EQUIV, NAME, CONTENT

= e e S ———— Sl S S SRS Sa TS See ==

The META element provides a place to put meta-information that is not
defined by the other HEAD elements. This allows you to more richly
describe the document content for indexing and cataloging purposes, as
illustrated in the following. You should not, however, use this as a substi-
tute for the other HEAD elements.

The META element is optional. If present, it must take the CONTENT
attribute and one of the NAME or HTTP-EQUIV attributes (but not
both). The meanings of the attributes are:
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NAME="name"—This specifies the meta-information name. The client

(browser or other program) must understand what this name means.

HTTP-EQUIV="string"—This can be used instead of the NAME
attribute. META elements with HTTP-EQUIV attributes are parsed by
the HTTP server and are converted into HTTP response beaders.

CONTENT="string" (mandatory)—This assigns the content associated
with the META element.

An example using the NAME attribute is:

<META NAME="DocumentBranch" CONTENT="Volumel_ Branch_4X3">

This might tell the client that the document is a derivative in some defined
way of Volume 1 of a master text. The client or indexing program that is
accessing the HEAD of this document must consequently understand the

meanings behind these names and their content.

The attribute HTTP-EQUIV allows the document to pass information to

the server delivering the document. An example is:

<META HTTP-EQUIV="Last-Modified" CONTENT="23-Sep-94 18:28:33 GMT'>

By this element, the document is asking the server to take the CONTENT
(the string "23-Sep-94 18:28:33 GMT") and include this information as
part of the Last-Modified header field that is sent with the HTTP
response header that precedes the document during an HTTP transaction.
(The HTTP protocol and HTTP response headers are discussed in Chapter
4.) HTTP response headers contain information about the document and
server, such as the type of data being sent from the server, the date it is
being sent, the type of server being used, and so on. The response headers
can also contain more descriptive information about the document, compa-

rable to the information found in the document HEAD.

Most servers do not currently parse documents for META or other ele-

ments.
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NEXTID ELemENT: COUNTER FOR AUTOMATED EDITORS
Usage: <NEXTID>
Can Contain: empty
Can Be Inside: HEAD
Attributes: N

e = e A e = = = e e e

NEXTID is an empty element and is optional. It is used by HTML editing
programs to uniquely identify documents created in the editing process—it
is not designed for use by mere humans, by WWW browsers, or by hyper-

text servers.

NEXTID has a single mandatory attribute N that specifies a numeric iden-
tifier for the document. Since the numbers should uniquely identify docu-

ments, an HTML editor should never reuse old identity numbers.

Example of NEXTID:

<HEAD>

<NEXTID N=132>"

</HEAD>

TITLE ELEMENT: DocumENT TITLE
Usage: ATTTIES e SATTTLE>
Can Contain: characters

Can Be Inside: HEAD

Attributes: none
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The title of a document is specified by the TITLE element. Every document
must have a TITLE and can have only one. The TITLE should indicate
the document content in a concise and general way. It serves several pur-

poses:

¢ To label the display window or text screen

¢ To serve as a record in a history list marking documents you have

viewed

* To allow quick indexing of a document, in place of indexing the entire
text

The TITLE is not part of the document text and cannot contain hypertext
links or any other markup commands—it can contain only text, including

entity or character references.

The TITLE should be short so that it can easily label a window or fit in a
history list—preferably less than 60 or so characters. You should also be
able to determine the content of the document from the TITLE itself.
Otherwise, a person reviewing their history will see the TITLE but not

know to what it refers. Here are some examples:

Good TITLEs:

<TITLE>Paper on Rings by Baggins and Gandalf, 1989 </TITLE>

<TITLE>Introduction to MIME types </TITLE>
Bad TITLEs:

<TITLE>Introduction</TITLE>

<TITLE>A Summary of the Ring-Ring Interaction Cross-Section Measurement of B.
Baggins, et al. in both Low-Temperature and High-Temperature Studies, including
Water Immersion and Non-Destructive Testing: A Brief Review plus Commentary on
the "Missing Ring" Problem,</TITLE>
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BODY ELEMENTS

e e e e e —————— e e e i L |
BODY ELemENT: THE DispLAYED TEXT BobDy
Usage: <BODY> ... </BODY>

Can Contain: Hn, P, HR, DIR, DL, MENU, OL, UL, ADDRESS,
BLOCKQUOTE, FORM, PRE, [ISINDEX]

Can Be Inside: HTML

Attributes: none

The BODY contains the document proper, as opposed to the information
about the document found in the HEAD. Formally, the BODY cannot
directly contain text. Instead, it must contain elements that themselves con-
tain the text, because the BODY element states only “this is the body of
the document” and supplies no additional meaning to its contents. It is the
job of the other elements nested within the BODY to organize the text and
assign it meaning. This is accomplished by the elements that define head-

ings, lists, addresses, paragraphs, and so on.

The contents of the HEAD and BODY are exclusive—elements that belong
inside the HEAD cannot go inside the BODY, and vice versa.

ADDRESS ELEMENT: PROVIDE ADDRESS INFORMATION

Usage: <ADDRESS> ... </ADDRESS>
Can Contain: characters, character highlighting, A, BR, IMG
Can Be Inside: BLOCKQUOTE, BODY, FORM

Attributes: none
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The ADDRESS element is used to mark out information, such as addresses,
electronic signatures, lists of authors, and so on. Typically, a document
author will use the ADDRESS to sign his or her documents. In this case,
the ADDRESS is often placed at the bottom of the HTML document to
keep it separate from the main text. In a family of documents, the
ADDRESS may contain just the author’s initials connected by a hypertext
link to a biographical page. Alternatively, a collection of documents may
have an introductory document that has ADDRESS elements containing
detailed contact information for the author or authors, with the remaining
documents having ADDRESS elements containing hypertext links back to
this page.

The rendering of the contents of the ADDRESS is left up to the browser.
For example, Mosaic usually renders the ADDRESS in italics. It may also
be right-justified (as with Cello) or indented.

Figures 2.3 and 2.5 show some typical applications of the ADDRESS ele-
ment. Browser renderings of these documents are shown in Figures 2.4 and

2.6 respectively.
=== = e e e e e

BLOCKQUOTE ELEMENT: BLocKk QUOTATIONS

Usage: <BLOCKQUOTE> ... </BLOCKQUOTE>

Can Contain: Hn, P, HR, DIR, DL, MENU, OL, UL, ADDRESS,
BLOCKQUOTE, FORM, PRE, [ISINDEX]

Can Be Inside: BLOCKQUOTE, BODY, DD, FORM, LI
Attributes: none

[ ————— i —— G et e e ey
The BLOCKQUOTE element is used to mark a block of text as a quota-

tion. Browsers can render this in various ways; for example, by indenting
and/or italicizing the BLOCKQUOTE contents, and by offsetting it from
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the preceding and following text. A BLOCKQUOTE also causes a para-
graph break.

<html>
<head>
<title> Examples of ADDRESS and BLOCKQUOTE elements</title>

</head>
<body>
<hl> Example 2: The Meaning of Life </hl>

<p> How many times have you sat down and asked yourself <quote>
What is the meaning of 1life? </quote>. I certainly have. I've
even read many of the good books, from C.S. Lewis, to Kant, to
Sartre to Zoltan the Magnificent. But I think the most profound

statement about life was made by Jack Handley, who said:

<BLOCKQUOTE>

I can still recall old Mister Barnslow getting out every morning and
nailing a fresh load of tadpoles to that old board of his. Then he’d
spin it around and around, like a wheel of fortune, and no matter where
it stopped he’d yell out, "Tadpoles! Tadpoles is a winner!"

We all thought he was crazy. But then, we had some growing up to do.

</BLOCKQUOTE>
That pretty well sums it up.

<HR>
<ADDRESS> <A HREF="about_the_author.html"> C.S.0 </A> </ADDRESS>

</body>
</html>
I Figure 2.3 HTML example document illustrating headings, BLOCKQUOTE,

and ADDRESS elements. Figure 2.4 shows this document viewed by
Cello.
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: : 7 Cello Wi
File Edit Search Configure Jump Bookmar Help
AED Examples of ADDRESS and BLOCKQUOTE elements [#

=

I Is

Example 2: The Meaning of Life

How many times have you sat down and asked yourself What is the meaning of life? . 1
certainly have. I've even read many of the good books, from C.S. Lewis, to Kant, to Sartre to
Zoltan the Magnificent. But I think the most profound statement about life was made by Jack
Handley, who said:

I can still recall old Mister Barnslow getting out every morning and nailing a fresh

load of tadpoles to that old board of his. Then he'd spin it around and around, like

a wheel of fortune, and no matter where it stopped he'd yell out, "Tadpoles!

Tadpoles is a winner!" We all thought he was crazy. But then, we had some

growing up to do.
That pretty well sums it up.

Cs.Q.

]

A

http:#leonardo.utirc.utoronto.ca:B080/BookiChap2lexamp-2.html ... [CACHED]

I Figure 2.4 Display, by the Cello browser, of the document shown in
Figure 2.3.

Note that the definition does not allow text directly inside a BLOCK-
QUOTE,; instead, the text must lie inside other elements lying inside the
BLOCKQUOTE. Thus, the form:

<BLOCKQUOTE>

<P> This is the quotation.

< /BLOCKQUOTE>

is correct, while the form:
<BLOCKQUOTE>

This is the quotation.

</BLOCKQUOTE>

is not. A typical BLOCKQUOTE is shown in Figures 2.3 and 2.4.

97



I CHAPTER 2
98

|
<html>
<head>

<title> Some examples of ADDRESS and heading elements </title>
</head>

<body>

<hl> Example 3: The Truth About Santa </hl>

<p> Breaking the news to a small child that Santa Claus is
merely a tool of the modern capitalist is one of

the saddest moments in raising children. Nevertheless, such
truths must be brought to life, for fear that your child
become another Pangloss lost in the idealism so prevalent
amongst our youth. Here are some different methods to

introduce this topic.

<h2> Santa‘’s Exploitation of the Working Class </h2>
<p> Begin by talking about Santa’s enslaved workforce. How
can those poor gnomes make all those gifts? Clearly

by driven overwork.....

<h3> Elves and the Union Movement </h3>

<p> and SO ON......-

<h4> E1lf Exploitation </h3>
<p> And still more text.

<hr>

<ADDRESS>

Santa Claus<br>

Christmas Holiday Specialist <br>
North Pole, CANADA HOH OHO<br>
Ped {585} 555 BOLE

< /ADDRESS>

</body>
</html>
B Figure 2.5 HTML example document illustrating TITLE, heading, and

ADDRESS elements. Figure 2.6 shows this document viewed by
WinMosaic.
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D nent URL: _lhttp:[," do.utirc.utoronto.ca:8080/Book/Chap2/examp-3.html I

Example 3: The Truth About Santa

Breaking the news to a small child that Santa Claus is merely a
tool of the modern capitalist is one of the saddest moments in
raising children, Nevertheless, such truths must be brought to
life, for fear that your child become another Pangloss lost in the
idealism so prevalent amongst our youth. Here are some different
methods to introduce this topic.

Santa's Exploitation of the Working Class

Begin by talking about Santa's enslaved workforce. How can
those poor gnomes make all those gifts? Clearly by driven
overwork.....

Elves and the Union Movement
and 50 on.......

Elf Exploitation

And still more text.

Santa (Faus

Chrivimar Hofidsy Spectald
North Prole (AN404 FUH DH0
Tl (555 55 POLE

Help
D Titde: ! Some examples of ADDRESS and heading elements I ( .
F

+
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I Figure 2.6 Display, by the WinMosaic browser, of the document shown

in Figure 2.5.

FORM ELemENT: FiLL-IN Forms

Usage: <FORM> ... </FORM>

Can Contain: INPUT, SELECT, TEXTAREA, Hn, P, HR, DIR,

Can Be Inside:

Attributes:

DL, MENU, OL, UL, ADDRESS,
BLOCKQUOTE, PRE, [ISINDEX]

BLOCKQUOTE, BODY, DD, LI
ACTION, ENCTYPE, METHOD
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The FORM element marks out the content of an HITML fill-in form. This
is the element you use to create fill-in forms with checkboxes, radio boxes,
text input windows, and buttons. Data from a FORM must be sent to
server-side gateway programs for processing; recall that FORM collects
data, but does not process it. In general, a FORM and the server-side pro-
gram handling the FORM output must be designed together so that the
program understands the data being sent from the FORM. Some simple
examples showing the variety of possible FORMs are shown in Figures 2.7
through 2.10.

The FORM eclement takes three attributes. These determine where the
FORM input data is to be sent; what HTTP protocol to use when sending
the data; and the data type of the content (as a MIME content-type). Note
that FORMs do not nest—you cannot have a FORM within a FORM.

The attributes are:

ACTION= "URL" (mandatory)—The ACTION specifies the URL to which
the FORM content is to be sent. Usually this is a URL pointing to a program
on an HTTP server, since only HTTP servers allow significant interaction
from the client to the server. However, the ACTION can specify other URLs.
For example, in the case of a mailto URL, the FORM content would be

mailed to the indicated address.

METHOD= "GET" or "POST" (optional)—When the ACTION indicates an
http URL, the METHOD gives the HTTP method for sending information to
the server. HTTP methods are discussed in Chapter 4. The default value for
ACTION is GET. With GET, the content of the form is appended to the URL
in a manner identical to query data from an ISINDEX search. With the POST
method, the form content is sent to the server as a message, and not as part of
the URL.

ENCTYPE= "MIME Type" (optional —ENCTYPE specifies the MIME-type
of data sent, using the POST method. The default value is application/x-

www-form-urlencoded. At present, this is the only allowed value.
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INPUT ELemenT: TEXT BoxEs, CHECKBOXES, AND RAD10 ButTOns

Usage: <INPUT>
Can Contain: empty

Can Be Inside: FORM, any nonempty element allowed inside a
FORM

Attributes:  ALIGN, CHECKED, NAME, MAXLENGTH,
SIZE, SRC, TYPE, VALUE

e S S TR e S = s T e e e

The INPUT element specifies a variety of editable fields inside a form. It
takes several attributes that define the type of input mechanism (text field,
buttons, checkboxes, etc.), the variable name associated with the input
data, and the alignment and size of the input element when displayed.
Although the INPUT element can appear only inside a FORM element,
BLOCKQUOTE, P, and list elements can also be inside a FORM and can
be used to organize the INPUT elements into lists or paragraphs. Some
examples of the INPUT element, and the organization allowed by these
other elements, are shown in Figures 2.7 through 2.10.

The most important attribute to the INPUT element is NAME, which
assigns a variable name to the value entered into the element. The data
entered into a FORM are sent to the server as a collection of name/value
pairs. The program parsing the FORM data uses the variable name to
interpret the contents of the corresponding valie and must therefore under-
stand the different #names. This is why a FORM and the gateway program
that handles the FORM data must be designed together.

The other main attribute is TYPE, which selects the type of the INPUT ele-
ment. There are several other attributes, but their usage and relevance
depends on the TYPE.
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The attributes are:

NAME = "name" (mandatory)—This assigns the variable name “name” to
the data contents of this INPUT element.

TYPE = "checkbox", "hidden", "image", "radio", "reset", "submit", "text"

(mandatory):

" checkbox"—Checkbox INPUT elements are Boolean (on/off) quanti-
ties; the default value is off (this can be modified with the CHECKED
attribute). The VALUE attribute sets the value assigned to an on check-
box. When you submit a FORM, the name/value pair is sent only if the

checkbox is on.

Different checkboxes may associate different values with the same vari-
able name. This is convenient, for example, if you have six different
databases to search and want to allow the user to select one, two, or all
of them. When the FORM is submitted, the browser sends all the values
from the on checkboxes yielding several name/value pairs with the same

name. An example is shown in Figure 2.7.

"hidden"—This INPUT element is not displayed by the browser and is
hence bidden from the user. The contents of a “bidden” element, set
with the VALUE attribute, are always sent to the server when the
FORM is submitted. This is useful for passing information back and
forth between the client and server, and is typically used to record the
state of the client-server interaction. Recall that the HTTP protocol is
stateless so that, without such passed information, the gateway program
handling the FORM data has no record of any past interaction.
Typically, a “hidden” INPUT element is placed in a FORM by a server-
side gateway program that assembles the FORM. This point is discussed
in more detail in Chapter 4. .

"jmage"—This INPUT element is an active inline image (analogous to
the ISMAP attribute of the IMG element). The SRC attribute specifies
the URL of the image.
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Clicking on the image immediately submits the FORM data, including
the coordinates of the mouse pointer (measured in pixels from the upper
left-hand corner of the image). The coordinates are sent in two
name/value pairs. The name is created by taking the NAME attribute
and appending the strings .x and .y to indicate the x or y coordinate.
Thus, if the NAME was set to “king”, the coordinates are sent in the
namelvalue pairs king.x/x_coord and king.yly_coord.

"password"—This INPUT element is a single-line text field, but the text
typed into the field is obscured by asterisks or by some other method.
This is used for password entry. An example password field is shown in
Figures 2.9 and 2.10.

"radio"—This INPUT element is a radio button. Radio buttons are
linked together by assigning them the same NAME. By definition, radio
buttons can select only one from among all possible values; therefore,
when you turn on one radio button, any other button associated with
the same NAME is turned off. Fach radio button must have a value so
that each INPUT element of TYPE="radio" must have a VALUE
attribute.

"reset"—This INPUT element is a reset button. When pressed, all the
tields in the FORM are reset to the values given by their VALUE
attributes.

<html>
<head>
<title>

</head>

<body>

Examples of HTML FORMS </title>
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<hl> Example 4: Examples of FORMS</hl>

<p> sends search information to a script.
<FORM ACTION="http://side.edu/cgi-bin/script">

<p> Search string: <INPUT TYPE="text' NAME="search string" SIZE=24>
<p> Search Type:
<SELECT NAME="search_ type">
<QPTION> Insensitive Substring
<OPTION SELECTED> Exact Match
<0PTION> Sensitive Substring
<QPTION> Regular Expression
</SELECT>
<p> Search databases in:
[<INPUT TYPE='"checkbox" NAME="servers" VALUE="Canada" CHECKED>Canada]
[<INPUT TYPE="checkbox" NAME="servers" VALUE="Russia">Rusgsial
[<INPUT TYPE="checkbox" NAME="servers" VALUE="Sweden">Sweden]
[<INPUT TYPE='checkbox" NAME="servers" VALUE="U.S.A.">U.S5.A.]
<em> (multiple items can be selected.)</em>
<p> Niceness:
<menu>
<li> <INPUT TYPE="radio" NAME="niceness" VALUE="nicest" CHECKED >Nicest
<li> <INPUT TYPE="radio" NAME="niceness" VALUE="nice" > Nice
<li> <INPUT TYPE="radio" NAME="niceness" VALUE="not nice"> Not Nice
<1li> <INPUT TYPE="radio" NAME='"niceness" VALUE="nasty" > Nasty
</menu>

<P> <INPUT TYPE="submit"> <INPUT TYPE=reset>.

< /FORM>

<HR>
<ADDRESS> Form by <A HREF="about the author.html"> I.S.G</A> </ADDRESS>

< /body>
</html>
I Figure 2.7 HTML example document illustrating several FORM INPUT .

elements and the SELECT element. Figure 2.8 shows this document as
displayed by the Mosaic for X-Windows browser.
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Example 4: Examples of FORMS

sends search information to a script.

Search string: -

Search Type: .
Search databases in: [~ Canada] [T~ Russia] [I™ Sweden] [ @ U.S.A]
H!  (muitiple items can be selected.)

Niceness:

Nicest

» Nice
Not Nice
Nasty

|| FormbylS.G

I Figure 2.8 Display of the document shown in Figure 2.7 by the Mosaic
for X-Windows browser.

"submit"—This INPUT element is a submit button. Pressing the submit
button sends the FORM data to the specified URL. A form can have
more than one such button, each with different NAME and VALUE
attributes: The FORM sends only the name/value pair associated with
the pressed submit button. The value is not editable by the client and is
displayed as the button label.

Many browsers do not yet support multiple submit buttons with differ-

ent name/value pairs.

"text"—This INPUT element is a single-line text entry field. The physi-
cally displayed size of the input field is set by the SIZE attribute.
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ALIGN="top", "middle", "bottom" (optional)—ALIGN specifies the align-
ment of the image with respect to the surrounding text. The usage is equiva-
lent to the ALIGN attribute to the IMG element (described later in this sec-

tion). This is a valid attribute only with TYPE="image".

CHECKED (optional)}—The CHECKED attribute indicates that a checkbox
or radio button is selected (turned on). This attribute is valid only with
TYPE="checkbox" or TYPE="radio."

MAXLENGTH="#»" (optional —MAXLENGTH specifies the length of the

character buffer for a text box, where "#" is the buffer length. This is a valid
attribute only with TYPE="text" or TYPE="password." MAXLENGTH can
be larger than the displayed text box, in which case, the arrow keys may be
used to scroll the text. The default length is unlimited.

SIZE="n" (optional)—SIZE specifies the actual size of the displayed field.
When TYPE="text" or TYPE="password" SIZE specifies the width of the

input text box in characters.

SRC="URL" (mandatory with TYPE="image")—SRC specifies the URL of
the image to be included inline and is valid only with TYPE="image".

VALUE="value" (mandatory with TYPE="radio")—VALUE specifies the ini-
tial value of the input element.

Figures 2.7 through 2.10 give typical examples of INPUT element usage.
FORMs are also discussed in Chapters 1 and 4.

T e e s e e e
SELECT ELEMENT: SELECT FROM AMONG MULTIPLE OPTIONS

Usage: <SELECT> ... </SELECT>

Can Contain: OPTION

Can be Inside: FORM

Attributes: MULTIPLE, NAME, SIZE
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The SELECT element allows the user to select from amongst a set of values
presented as a selectable list of text strings: The possible values are speci-
fied by the OPTION element. The attribute MULTIPLE allows multiple
values to be selected; otherwise, only one value can be chosen. As with the
INPUT elements, the selected data is sent to the server as one or more

namefvalue pairs.
The attributes are:

MULTIPLE (optional)—If MULTIPLE is present, the SELECT element allows
multiple items to be selected. If MULTIPLE is not present, you can select only
a single item from the SELECT list.

NAME="name" (mandatory)—NAME specifies the variable name associated
with the SELECT element.

SIZE="»" (optional}—SIZE specifies the number of displayed text lines. The
default value is 1; consequently, the list is often presented as a pull-down
menu. For other values, the list is usually presented as a scrollbox. If MULTI-
PLE is set, browsers choose a minimum SIZE greater than 1 and will not let

you use SIZE to select a smaller value.

Figures 2.9 and 2.10 show typical examples of SELECT (and OPTION)

elements.

Ee—_————a—s s s s e e memT T e e e o

OPTION ELemENT: LisT oF OPTIONS For SELECT

Usage: <OPTION> ... (</OPTION>)

Can Contain: characters

Can Be Inside: SELECT

Attributes: VALUE, SELECTED, (DISABLED: proposed HTMI.2.0)

pe=mo =Nl o —— _————— ———
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The OPTION element sets the different character-string options for a
SELECT element. This element is not empty but the terminating
</OPTION> is optional, as the element is by default terminated by the
next <OPTION> tag or by the </SELECT> tag ending the list. OPTION can
contain characters, character references, or entity references only; it cannot
contain markup. The content of OPTION is used as the value unless a
VALUE attribute is explicitly set.

The attributes are:

DISABLED (optional) (proposed HTML2.0)—DISABLED marks a particular

OPTION as disabled—if displayed, it may be shown as grayed or faded.

SELECTED (optional)—This marks the OPTION as selected. If the SELECT

element has the MULTIPLE attribute, more than one OPTION can be

marked as selected. Figures 2.9 and 2.10 show examples.

VALUE= "wvalue" (optional)—Specifies the value assigned to the OPTION. If

absent, the content of OPTION is sent as the value.

e
TEXTAREA ELEMENT: INPUT A Brock oF TEXT

Usage: <TEXTAREA> ... </TEXTAREA>

Can Contain: characters

Can Be Inside: FORM

Attributes: COLS, NAME, ROWS
e ————— s e

TEXTAREA allows the user to enter a block of text. The input block of
text can grow to almost unlimited size, and is not limited by the size of the
area displayed on the screen. Scrollbars are often present if the text area is

bigger than the displayed region.
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A TEXTAREA window displays characters in fixed-width fonts so that the
attributes COLS and ROWS specify text area window sizes in character
widths and heights. TEXTAREA can contain any printable characters.

The attributes are:

COLS="n" (mandatory)—COLS specifies the width of the TEXTAREA in

columns.

NAME="name" (mandatory)—INAME specifies the variable name associated
with the TEXTAREA contents.

ROWS="#" (mandatory)—ROWS specifies the height of the TEXTAREA in

rows.

Text placed within a TEXTAREA is displayed as an initial value. Note that
HTML markup tags are not valid here. A browser provides some way to
edit the displayed text. Figures 2.9 and 2.10 show a typical example of a
TEXTAREA element.

<html>
<head>
<title> Examples of HTML FORMS </title>

</head>
<body>

<hl>Example 5: More Forms Examples</hl>
<p> This might send an abstract for registration to a selection

of databases.

<FORM ACTION="http://side.edu/cgi-bin/submit_abstract'>
<h2> Please give name and password: </h2>
<p> Name: <INPUT TYPE="text" NAME="userid" VALUE="guest" SIZE=20>

Password: <INPUT TYPE="password'" NAME="password" VALUE="bozo..." SIZE=8>
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<hr>
<h2> Select Databases: </h2>
<p> Physics: <SELECT NAME='"physics_database" MULTIPLE SIZE=3>
<OPTION SELECTED> Condensed-Matter
<OPTION> High Energy
<OPTION> Solid-State
<0PTION> Quantum Cosmology
<QOPTION> Astrophysics
</SELECT>
Chemistry: <SELECT NAME="chemistry database" MULTIPLE SIZE=3>
<0OPTICON> Surface Dynamics
<OPTICN> Quantum Chemistry
<OPTION SELECTED> Polymer Dynamics
<OPTION> Biochemistry
<OPTION> Nuclear Chemistry
</SELECT>
<h2> Enter Abstract: </h2>
<p> <TEXTAREA COLS=60 ROWS=4> If you are submitting an abstract, select
the desired databases from the above list, delete this text,
type (or paste) the abstract into this box and press the
'"Deposit Abstract" button.
< /TEXTARER>
<P> <STRONG> Press </STRONG> <INPUT TYPE="submit" VALUE="Deposit Abstract">

to deposit, or <INPUT TYPE=reset> to reset form.
< /FORM>

<HR>

<ADDRESS> Form by <A HREF="about_ the author.html"> I.S.G</A> </ADDRESS>

</body>
</html>
I Figure 2.9 HTML example document illustrating FORM INPUT, SELECT,

and TEXTBOX input elements. Figure 2.10 shows this document as dis-
played by the Mosaic for X-Windows browser.

110



HTML IN DETAIL NN
‘ 111

Example 5: More Forms Examples
; | This might send an abatract for registration to a selection of databases.

' || Please give name and password:
| Name: - Pasaword: -

Select Databases:

Condense

’ i | Enter Abstract:

| Press Deposit Abstract| to deposit, or Reset| to reset form.

N Formby 156

I Figure 2.10 Display of the document shown in Figure 2.9 by the
Mosaic for X-Windows browser.,

Hn ELEMENTS: HEADINGS

Usage: <Hn> ... </Hn>

Can Contain: characters, character highlighting, A, BR, IMG
Can Be Inside: BLOCKQUOTE, BODY, FORM

Attributes: (ID: proposed HTML+)

HTML allows six levels of headings from H1 through H6. There is no
forced hierarchy in these headings, but for consistency you should use the
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top level (H1) for main headings, and lower levels for progressively less
important ones. You should also avoid skipping a heading level within a
given document, as this breaks the logical structure of the document and
may cause problems when converting the document into another form, or
if you want to automatically generate HTML Table of Contents docu-
ments. Hn elements have no attributes under the HTML2.0.

Current renderings of headings are very much browser-dependent. For
example, MacMosaic renders H1 headings with a large font and left-justi-
fied, while lynx renders H1 headings as capitalized strings centered on the

page. Some typical renderings are shown in Figures 2.2 through 2.24.

As a general rule, hypertext documents should be broken up so that each
page does not occupy more than one or two browser screen areas. You can
then use the H1 heading to mark the main heading for the collection of

documents, and the others to mark subheadings.

HTML+ proposes an ID attribute for the heading elements, which allows
the heading to be the named destination of a hypertext link. The ID
attribute is similar to the NAME attribute of the A (anchor) element. The
ID attribute is optional.

Example:
<H1 ID="sghops"> Surf Boarding Shops " </HI1>

This labels the heading as the possible target of a hypertext link and is
equivalent to:

<Hl> <A NAME="shops"> Surf Boarding Shops " </A> </Hl>
Some browsers, such as emacs-w3, support the ID attribute in headings but

most do not.

HTML+ also proposes the ALIGN attribute, which suggests an alignment
of the heading on the page. ALIGN can take three values: ALIGN="left",
which left-justifies the heading, ALIGN="right", which right-justifies the
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heading, and ALIGN="center", which centers the heading. This attribute is

currently supported by the emacs-w3 and Netscape browsers.

Sl e
HR ELEMENT: HoriZONTAL RULE

Usage: <HR>

Can Contain: empty

Can Be Inside: BODY, BLOCKQUOTE, FORM

Attributes: none
—-—_—

The HR element draws a horizontal line completely across the screen. An
<HR> terminates any preceding paragraph, so a new paragraph mark
should follow an <HR> if there is subsequent text. An <HR> is commonly
used to divide sections within a single document. One common example is
to use an <HR> at the bottom of a document, followed by an ADDRESS
element. This is illustrated in Figures 2.4 through 2.10.

The HR element is empty.

LIST ELEMENTS

HTML has several elements for defining different types of lists. They can
be divided into two types: glossary lists (the element DL) and regular lists
(the elements DIR, MENU, OL, and UL). Lists of the same or different
types can be nested. Thus, you can have a regular list within a regular list,
a regular list within a glossary list, and so on. Some examples are shown in

the following.

EEEsnes—saeamaeaease s oo - e s e = ey
DL ELemENT: GLOSSARY LisTs

Usage: <DL> ... </DL>

Can Contain: DT, DD
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Can Be Inside: BLOCKQUOTE, BODY, DD, FORM, LI
Attributes: COMPACT
e e I s e = e S e A == e A= — ———— ]|

This list type, also known as a definition list, presents a list of items, each
with a descriptive paragraph. This can be used, for example, for traditional

glossaries.

DL takes a single optional attribute, COMPACT, to signify that the list
should be rendered in a physically compact way. You could use this to
compact a list of small items, or to compact a large list that would be eas-

ier to read if rendered in a compact manner.
A DL list can contain two elements:

DT  The term being defined

DD  The definition of the term

DT and DD elements should appear in pairs. The specification allows for
successive DT elements without a matching DD, but this use is discour-
aged. Figures 2.11 and 2.12 show an example of a DL list.

e e
DT ELemMENT: TERM IN A GLoSSARY List

Usage: <DT> ... (</DT>)

Can Contain: characters, character formatting, A, BR, IMG

Can Be Inside: DL

Attributes: none

The DT element contains the term part of a glossary or description list
entry. The contents of a DT element should be short; typically, a few words
and certainly shorter than a line. The element can contain standard charac-

ter markup, images, line breaks, and hypertext anchors.
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The DT element is not empty, but the terminating </DT> is optional, as it
is implied either by the start of another <DT> or <DD> element or by the
</DL> ending the list.

DD ELEMENT: DESCRIPTION IN A GLOSSARY LisT

Usage: <DD> ... (</DD>)

Can Contain: characters, character formatting, A, BR, IMG,
DIR, DL, MENU, OL, UL, P, BLOCKQUOTE,
FORM, P, PRE, [ISINDEX]

Can Be Inside: DL

Attributes: none

The DD element gives the description corresponding to the previous DT
element. It can be a long description, broken into paragraphs and contain-
ing other lists, FORMs, quotations, and so on. A DD element must always

follow a DT element; it cannot occur alone.

The DD element is not empty, but the terminating </DD> is optional, since
the end of a DD element is implied either by the <DT> tag starting another
DT element or by the </DL> tag terminating the list.

[ G |
<html>

<head>
<title> Example of Glossary List elements </title>

</head>

<body>
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<hl> Example 6: Example of Glossary Lists </hl>

<p> Here is an example of a glossary list. The third item in the list

has a regular unordered list nested within it. Note that the first

term (marked by the DT element) does not have a matching description

(marked by the DD element). This is perfectly legal. The converse:

a DD without a matching DT, is illegal.

<dl>

<dt> Things to do:

<dt> Things to Avoid:

<dd> You should not use elements that define paragraph

formatting within the PRE element. This means you should

not use <code> &lt;P>, &lt;ADDRESS>, &lt;Hn> </code> and so on.

You should avoid the use of tab characters -- use single blank

characters to space text apart.

<dt> Things That are OK:

<dd>You <em> can </em> use the anchor element A. A typed carriage

return will cause a new line in the presented text.

People you should never let format lists include:

<ul>

<1li> Bozo the Clown

<li> Uncle Fester

<li> Knights who go nii

</ul>

as they generally do a poor job.

</dl>

</body>

</html>
I Figure 2.11 HTML example document illustrating the DL glossary list ele-

ments, and a UL unordered list nested inside a glossary list. Figure
2.12 shows this document as displayed by the Cello browser.
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AR Example of Glossary List elements

Example 6: Example of Glossary Lists

Here is an example of a glossary list. The third item in the list has a regular unordered list
nested within it. Note that the first term (marked by the DT element) does not have a
matching description (marked by the DD element). This is perfectly legal. The converse:
a DD without a matching DT, is illegal.

Things to do:

Things to Avoid:
You should not use elements that define paragraph formatting within the PRE
element. This means you should not use <P>, <ADDRESS>, <Hn> and so
on. You should avoid the use of tab characters -- use single blank characters to
space text apart.

Things That are OK:
You ca7 usethe anchor element A. A typed carriage return will cause a new
line in the presented text. People you should never let format lists include:

# Bozo the Clown
# Uncle Fester

#  Knights who go nii

I

as they generally do a poor job.
Q.] I

T

http:#leonardo.utirc.utoronto.ca:8080/Book/Chap2lexamp-6.html

I Figure 2.12 Display, by the Cello browser, of the document shown in

Figure 2.11.

OL ELemMENT: ORDERED LisT

Usage: <OLE +u. /00>

Can Contain: LI

Can Be Inside: BLOCKQUOTE, BODY, DD, FORM, LI
Attributes: (COMPACT: proposed HTML+)

Ea———m—— - e
The OL element defines an ordered list. A browser indicates ordering by

numbering the items, assigning them ascending letters, and so on. The OL

element has no attributes under the HTML2.0 specifications.

117

(RS |
117



I CHAPTER 2
118

Each item in an OL list is contained within an LI (list item) element; the LI
element is the only thing that can appear inside an OL list. Items can be
paragraphs of text, but should be kept reasonably short; otherwise, the
idea of a list is lost. If the list items are big, perhaps it is not really a list:
Try paragraphs with appropriate section headings.

The HTML+ specifications propose adding the optional attribute COM-
PACT to the OL element. This would direct the browser to compact the
list by, for example, reducing white spaces between list entries. This
attribute is not understood (and is ignored) by most browsers.

A typical ordered list is show in Figures 2.13 and 2.14.

UL ELEMENT: UNORDERED LisT
Usage: <UL> ... </OL>
Can Contain: LI
Can Be Inside: BLOCKQUOTE, BODY, DD, FORM, LI
Attributes: (COMPACT, PLAIN, WRAP: proposed HTML+)

The UL element defines an unordered list of items, where each list item is
indicated by a special symbol, such as a bullet or an asterisk. The UL ele-
ment has no attributes under the HTML2.0 specifications.

Each item in a UL list is contained within an LI (list item) element; the LI
element is the only thing that can appear inside a UL list. Items can be
paragraphs of text, but should be kept reasonably short; otherwise, the
idea of a list is lost. If the list items are big, perhaps it is not really a list:
Try paragraphs with appropriate section headings.

HTML+ proposes three optional attributes to the UL element:

COMPACT: (optional) (proposed HTML+)—Compact the list, for example,
by reducing white spaces between list entries.
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PLAIN: (optional) (proposed HTML+) —Leave the list items unmarked (i.e.,
leave out the bullets).

WRAP= "horiz", "vert" (optional) (proposed HTML+)—Used for multicol-

umn lists, and declares how the items should be wrapped on the screen.

These attributes are currently not understood by most browsers.
Figures 2.13 to 2.16 show examples of unordered lists.

DIR ELemENT: DIRECTORY LIST

Usage: <DIR> ... </DIR>
Can Contain: LI
Can Be Inside: BLOCKQUOTE, BODY, DD, FORM, LI

Attributes: (COMPACT: proposed HTML+)

The DIR element defines a directory list: a list of short items, each no more
than about 20 characters. If possible, a browser can display the items in
columns across the screen, as opposed to one above the other. In HTML2.0
the DIR element has no attributes.

Each item in a DIR list is contained within an LI (list item) element, where

the LI element is the only thing that can appear inside a DIR list.

[ |
<html>
<head>

<title> Example of Regular List elements </title>

</head>
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<body>
<hl> Example 7: Examples of Regular Lists </hl>

<h2> Ordered Lists </h2>
<p> This shows an ordered list, with another ordered list nested
within it.
<0L>
<LI> First item. Note that there can be lots of stuff in a list
item, including images, paragraph breaks, BLOCKQUOTEs, and even
other lists.
<LI> A Second item in the list.
<LI> And a third item. This item breaks down into some
subcategories:
<0L>
<LI> The first sub-item
<LI> The second sub-item, and so on.....
</0OL>
</0L>
<hr>
<h2> Unordered Lists </h2>
<p> This also contains an ordered sublist.
<UL>
<LI> A list item.
<LI> Another list item; again these can containg IMG elements,
Paragraphs, and so on.
<LI> And sub-lists like this:
<UL>
<LI> An item in the list.
<LI> Something else that is important, and so on.
</UL>
</UL>

</body>
</html>
I Figure 2.13 HTML example document illustrating UL and OL lists and the
nesting of list elements. Figure 2.14 shows this document as displayed
by the WinWeb browser.
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vigate Help

Example 7: Examples of Regular Lists
Ordered Lists

This shows an ordered list, with another ordered list nested within it.

L. Firstitem. Note that there can be lots of stuff in a list item, including images, paragraph breaks,
BLOCKQUOTEs, and even other lists.

2. A Second item in the list.

3. And a third item. This item breaks down into some subcategories:
1. The first sub-item
2. The second sub-item, and so on.....

Unordered Lists

This also contains an ordered sublist.
A list item.
Another list item; again these can containg IMG elements, Paragraphs, and so on.
And sub-lists like this:
An item in the list.
Something else that is important, and so on.

I Figure 2.14 Display, by the WinWeb browser, of the document shown in
Figure 2.13.

HTML+ propbses the optional attribute COMPACT. This would direct the
browser to compact the list by, for example, reducing white spaces between

list entries. This attribute is not understood by most browsers.
An example of a directory list is shown in Figures 2.15 and 2.16.

e e e =t e e A

MENU ELemeEnT: MENU LisT

Usage: <MENU> ... </MENU>
Can Contain: LI
Can Be Inside: BLOCKQUOTE, BODY, DD, FORM, LI

Attributes: none

RS s e e e e T T ey
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<html>

<head>

<title> Example of Regular List elements </title>

</head>

<bodv>

<hl> Example 8: Stiil More Lists </hl>

<h2> Unordered Lists </h2>

<p> This also contains an ordered sublist.

<UL>
<LI> A list item.
<LI> Another list item,
<LI> and still more items.
</UL>
<hr>
<h2> Directory Lists </h2>
<DIR>
<LI> Abraham - Carbon
<LI> Cardshark - Elegant
<LI> Elegiac —VFood
<LI> Foot - Hogs
</DIR>
<hr>
<h2> Menu Lists </h2>
<MENU>
<LI> First item
<LI> Second item
<LI> Third item
<LI> Fourth item

</MENU>

</body>
</html>

N Figure 2.15 HTML example document illustrating the MENU and DIR
lists. Figure 2.16 shows this document as displayed by the MidasWWW

browser.
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Example 8: Still More Lists
Unordered Lists

This also contains an ordered sublist,
® A list item.

® Another list item,

@ and still more items.

i Abraham — Carbon Cardshark - Elegznt Elegisc - Food
Foot — Hogs

il Menu Lists
First item
Seeond item
Third item
Fourth item

| GoBack| Previous| Hexl :Swg_,._,j' Search...| Clone Close Window| ‘

I Figure 2.16 Display of the document shown in Figure 2.15 by the

MidasWWW browser.

The MENU element defines a list of short menu items, each preferably less
than a sentence long. The MENU list is designed to work like the UL but
to be formatted in a more compact manner similar to a <UL COMPACT>
list, except that formatting may be optimized to favor short list items.
MENU can contain only the LI elements. It is an error to place text
directly inside a MENU. Figures 2.15 and 2.16 give an example of a
MENU list.

e e e e

LI ELemENT: LisT ITEM
Usage: LLIS .3 ($4TTS)

Can Contain: characters, character highlighting, A, BR, IMG,
DIR, DL, MENU, OL, UL, BLOCKQUOTE,
FORM, P, PRE, [ISINDEX]
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Can Be Inside: DIR, MENU, UL, OL
Attributes: (SRC: proposed HTML+)

The LI element marks an item within a list. The item can contain text,
character markup, and hypertext anchors, as well as subsidiary lists and
text blocks. In HTML2.0, the LI element has no attributes.

HTML+ proposes the attribute SRC, for use only when the LI element is
within list elements UL, MENU, or DIR. The use of the tag <LI
SRC="image.gif”> would allow the browser to replace the default
marker for each list item by the defined image file, as specified by a URL.
SRC is optional and, in its absence, the browser would use the default

marker. Most current browsers ignore the SRC attribute.
B N
P ELEMENT: PARAGRAPHS

Usage: <P> ... (</P>)

Can Contain: characters, character highlighting,A, BR, IMG

Can Be Inside: BODY, BLOCKQUOTE, FORM, DD, LI

Attributes: (ID, ALIGN, WRAP: proposed HTML+)

The P element marks the beginning of a paragraph and implies a paragraph
break. This is different from the BR element that represents a simple line
break. Paragraphs should be thought of as logical blocks of text, similar to
a BLOCKQUOTE, ADDRESS, or heading Hn, while a BR is simply a
character that causes a line break. In HTML2.0, the P element has no

attributes.
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Typically, a paragraph is rendered with extra space between the previous
and following blocks of text. Sometimes, the first line is also indented. For
historical reasons, an end tag </P> is not required. Instead, the end of a
paragraph is implied by the beginning of another paragraph or by another
element marking a block of text. An end tag </P> can be used to mark the
end of a paragraph, but its use is optional. Examples of the use of para-

graph tags are given in Figures 2.1 through 2.24.

You should not use paragraphs to add spacing, for example, by writing:
....text
<P>
<P>
<P>

<H2> And another thing of Interest </H2>

Formally, a paragraph cannot be empty, so the preceding is illegal. Most
browsers will tolerate this, but their interpretations will vary: Some leave

extra spaces and some ignore the extra <P> tags completely.
HTML+ suggests the following attributes:

ID (optional) (proposed HTML+)—This marks the paragraph for a possible
reference via a URL. (NOTE: In HTML+, ID is designed to replace the
NAME attribute currently used to mark hypertext link targets.) This option

works with some current browsers; notably, emacs-w3. For example:
<P ID="paragraph_ 1">

ALIGN="center", "left", "right", "justify", "indent" (optional) (proposed
HTML+)—Change the paragraph alignment (the default is left) or paragraph
justification. This option is implemented on a few browsers; notably, emacs-
w3 and Netscape. ALIGN is a formatting hint that can be ignored by the

browser.
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WRAP="o0n", "off" (optional) (proposed HTML+)—WRAP disables or
enables wordwrapping. WRAP="on" enables word wrapping (the default)
while WRAP="off" disables word wrapping. WRAP is only supported by

emacs-w3.

PRE ELEMENT: PREFORMATTED TEXT
Usage: <PRE> ... </PRE>

Can Contain: characters, character highlighting, A
Can Be Inside: BODY, BLOCKQUOTE, FORM, DD, LI
Attributes: WIDTH

The PRE element marks text to be displayed with a fixed-width typewriter
font. In particular, the PRE environment preserves the line breaks and
space characters in the original text. This is the only element in HTML
that does so. PRE is therefore useful for presenting text that has been for-
matted for a fixed-width character display, such as a plain text terminal.

With HTML2.0, the PRE element is the only mechanism for displaying
tabular data or any other information that requires well-defined columns
or relative positions of the text. All the other elements format text with

variable-width fonts and adjust white spaces between words.

PRE takes the single optional attribute: WIDTH. This specifies the maxi-
mum number of characters that can be displayed on a single line, and tells
a browser that it can wrap the line at this point. A default value of 80 is
often assumed, depending on the browser. Graphical browsers often ignore
the WIDTH attribute completely and let the lines in a PRE element be as
long as they wish. You can then use a scroll bar to see text that runs off
display.
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THINGS TO AvoIb:

You cannot use elements that define paragraph formatting within the PRE
element. This means you should not use <P>, <ADDRESS>, <Hn>, and so
on. You should avoid tab characters, since different browsers interpret the
size of a tab differently. Instead, use space characters to vertically align

text.

UseFuL FEATURES:

You can use the A (anchor) to create hypertext anchors inside PRE
and all the character highlighting elements (STRONG, EM, and so
on). These highlighting elements may be ignored by the browser if

appropriate rendering is not possible.
o e e e e e e e e et |
An example of the PRE element is shown in Figures 2.17 and 2.18. Note

the use of character highlighting. Character highlighting inside a PRE ele-

ment contributes zero character width.

<html>
<head>
<title> Example of the PRE elements </title>

</head>

<body>
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<hl> Example 9: The Use of PRE </hl>

<p> The PRE element is often used to include blocks
of plain text. For example you can use it to include
examples of typed code:

<hr>

<PRE>

/* main program for fitting program */

extern int *sharv;

static char boggle([100];

main (int argc, char *argv)
double x_transpose, y_transpose, f_ack=2.3;

{

</PRE>
<hr>
<p> PRE is also used for <em> tables</em>: HTML2.0 does not have

elements for defining tables:

<PRE>
Item Price Tax Total Category
fileserver 10000 300 10300 <a href="cat_a.html">A</a>
disk drive 900 30 930 <a href="cat_b.html">B</a>
<strong>transmission</strong> 4400 110 4510 c
<em>fertilizer</em> 5500 100 5600 F
</PRE>

The markup codes take up no space: if you delete everything between the

angle brackets (in the raw HTML) all the columns align perfectly.

</body>
</html>

NN Figure 2,17 HTML example document illustrating the use of the PRE ele-
ment. Figure 2.18 shows this document as displayed by the Mosaic for
X-Windows browser.
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Example 9: The Use of PRE

The PRE element is often used to include blocks of plain text, For ezample you can use
it to include examples of typed code:

/* main program for fitting program */

extern int *sharv;
static char boggle[100];

main (int arge, char *argv)
double x_transpose, y_transpose, f_ack=2.3;

PRE is also used for fables: HTML2.0 does not have elements for defining tables:

Item Price Tax Total Category

fileserver 10000 300 10300
3

disk drive 900 0 930
transmission 4400 ii0 4510
fertilizer 5500 100 5600

e Rl iog

The markup codes take up no space: if you delete everything betvreen the angle brackets
(in the raw HTML) all the columns align perfectly.

! I Figure 2.18 Display, by the Mosaic for X-Windows browser, of the docu-
ment shown in Figure 2.17.

_——

‘ A ELEMENT: HYPERTEXT ANCHORS
Usage: <A> ... </A>
Can Contain: characters, character highlighting, BR, IMG
! Can Be Inside: ADDRESS, Hn, P, PRE, DT, DD, LI, character
| highlighting

Attributes: HREF, METHODS, NAME, TITLE, URN,

(REL, REV: proposed HTML2.0),

| (ID, EFFECT, PRINT, TYPE, SIZE, SHAPE:
proposed HTML+)
) I R e e Y= == oy = |
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The A, or anchor, element marks a block of the document as the beginning
and/or end of a hypertext link. This block can be highlighted text or an
image. More complex elements, such as headings, cannot be inside an

anchor.

A can take several attributes, where at least one of these must be either
HREF or NAME; these specify the destination of the hypertext link or
indicate that the marked text can be the target of a hypertext link. Both
can be present, indicating that the anchor is both the start and destina-
tion of a link.

Anchors containing HREFs are rendered differently than plain text: Often,
the anchored text or image is underlined, bold-faced, or rendered with

a different color. Some browsers change this rendering once a link has
been accessed, to inform the user that the link has been explored.
Anchors with only a NAME attribute are usually not rendered in a spe-
cial way. Several examples of anchor elements are given in Figures 2.2,
2.18, and 2.20.

The element attributes are:

HREF="URL" (mandatory if NAME is absent)}—HREF gives the target of a
hypertext link. URL is the Uniform Resource Locator referencing the target
object.

NAME-="string" (mandatory if HREF is absent)—NAME is used to mark
a place in an HTML document as a specific destination of a hypertext link.
The value "string" identifies this destination. For example, the anchor

element:

<A NAME="poison"> Deadly Toadstools </A>
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marks this string as a possible hypertext target, referenced by the string
"poison". This string is called a fragment identifier. Inside this document,

the location can be referenced by the hypertext reference:

<A HREF="#poison"> Poisonous non-mushrooms </A>

Clicking on the phrase “Poisonous non-mushroom” will then link you back
to the place in the current document marked by the <a mame="poison'> ... </a

anchor.

From another document, you would write:

<A HREF="http://www.site.edu/slimy/toads.html#poison"> Poisonous </A>

where

http://www.site.edu/slimy/toads.html
is the URL for this document.

Clicking on the word “Poisonous” will then link you to the document
toads.btml and to the particular location indicated by the <a waMe="poison>

. </a> anchor.

REL="string" (optional) (proposed HTML2.0)—The REL attribute gives the
relationship(s) described by the hypertext link; consequently, REL cannot be
used unless an HREF is present. The relationship is defined between the two
entire documents and is not just related to the particular link. As an example,
REL could indicate that the linked document is an index for the current one,
or that a document is an annotation to the current one (which a browser
might want to display as a pop-up), and so on. It is a pity that the REL (and
REV, which is the converse of REL) attribute is so little used, as it can impart

significant meaning and organization to large sets of related documents.

The value for REL is a comma-separated list of case-insensitive relationship
values. An example is:

<A HREF="http://foo.edu/fe.html" REL="Useindex">sdfsddf</a>
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This would mean that the document fe.btml, at the given URL, is an index
document related to the current document. Values for the relationships and
their semantics will be registered by the HTML registration authority. Here
are some other examples:
Example:

<A HREF="http://foo.edu/notel.html" REL="annotation">related notes </a>

The information in the document notel.btml is additional and subsidiary to

the current document. A browser might display this as margin notes.

Example:

<A HREF="http://foo.edu/vers2.html" REL="supersedes'>previously </a>

The document vers2.btml is an earlier version of the document containing
this link.

At present, the REL and REV attributes are rarely used, and most browsers
do not understand them. They will be of growing importance as HTML
documents and document development environments become more sophisti-
cated. For additional information on REL and REV you should consult the
HTML 2.0 draft specification, referenced at the end of this chapter.

REV="string" (optional) (proposed HTML2.0)—REV is like REL, but with
the relationship reversed. For example,

<A HREF="http://foo.edu/vers2.html" REV="supersedes"> later </a>
means that the document vers2.html is a later version of the document con-

taining this link. Most browsers do not understand REV or REL.

URN="URN" (optional)—URN is designed to specify Universal Resource
Numbers for the linked document. URNSs are designed to be universal docu-
ment references that do not depend on server specification, as do URLs.
Unfortunately, the specification for URNSs is still under discussion, so this

attribute is not functional.

TITLE="string" (optional)—The TITLE attribute gives the TITLE of the
linked document, and can be used by the browser to preview the title before
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contacting the server for the actual document. Note that you cannot guaran-
tee that the TITLE is correct until you actually access the linked document.
Alternatively, TITLE can be used to give a title to a document that would
otherwise not have a title, such as a plain text file, an image file, or a direc-
tory accessed via FTP or a Gopher menu. Most browsers do not understand
the TITLE attribute.

METHOD="method" (optional)}—The METHOD attribute specifies a
comma-separated list of HTTP methods supported by the target of the hyper-
text link. HTTP methods specify the way a resource is accessed and are dis-
cussed in Chapter 4.

The METHOD attribute is only a hint to the browser, as the actual methods
that can be used can only be determined after communicating with the HTTP
server. The intent is to give the browser a hint of what the link will do so that
it can, for example, render the link anchor differently (perhaps using a differ-
ent font, or apply a special icon) to represent the different methods. Most
browsers do not understand the METHOD attribute.

The following anchor attributes are part of the HTML+ proposals. Most

browsers do not understand these attriburtes.

ID="string" (optional) (Proposed HTML+)—HTML+ proposes the attribute
ID in place of NAME, to specify identifier strings for hypertext anchors.

EFFECT="replace", "new", "overlay" (optional) (Proposed HTML+)—
EFFECT tells the browser how to display the linked document upon follow-
ing the link. "Replace" (the default) means replace the current document with
the linked one. "New" means open a new window (cloned if possible) and
display the document there. "Overlay" means that the linked document
should be displayed in a pop-up window.

PRINT="reference", "footnote", "sidebar", "section", "silent" (optional)
(Proposed HTML+)—PRINT is used in generating printed versions of HTML

documents, and instructs the document generator as to how to represent the
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hypertext links. "Reference" (the default) means to print the URL of the doc-
ument as a footnoted reference, while "silent" means that the reference
should be ignored completely. The other options imply including the link doc-

ument and printing it as a sidebar, footnote, or an inserted section.

TYPE="MIME_type" (optional) (Proposed HTML+)—TYPE specifies the
MIME type of the linked document. This information can be used by the
browser to change the link representation (for example, to display an image

icon if the link is to an image file).

CHARACTER-RELATED ELEMENTS

There are two character-like elements: IMG, which includes an image
within a document, and BR, which forces a line break in the text. These
are both empty elements. In HTML these are treated much like characters

and can be inserted almost anywhere that characters are found.

e e A e e

IMG ELeEmMENT: INLINE IMAGES
Usage: <IMG>
Can Contain: empty

Can Be Inside: character highlighting, A, Hn, P, ADDRESS, DD,
' DT, LI

Attributes: ALIGN, ALT, ISMAP, SRC

= = e e me i e ]

The IMG element includes an image file inline with the text of an HTML
document. You cannot use IMG to include other HTML text within an
HTML document.

There are currently only three image formats that can be included inline by
all graphical browsers. These are: GIF format (with the filename suffix
.gif); X-Bitmaps (with the filename suffix .xbm); and X-Pixelmaps (with the
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filename suffix .xpm). To make your documents universally viewable, con-
vert all inlined images into one of these three formats. Note also that the

ISMAP active image mapping works with GIF images only.

Images within a document are treated like honorary words or characters.
Almost anywhere you have regular text, you can also have an image. The
PRE environment is the only place where this is not true: IMG elements are
not allowed inside a PRE. Images can be included within a hypertext
anchor; thus, you can make an image icon behave as a button that links

other documents.

The IMG element can take four attributes: SRC is mandatory and specifies
the URL of the image file to be included. ALIGN specifies the alignment of
the image with the surrounding text, while ALT gives an alternative text
string for browsers that cannot display images. Finally, ISMAP indicates
that the image is an active image. Examples of the IMG element are shown
in Figures 2.19 and 2.20.

The attributes are:
SRC="URL" (mandatory)—SRC gives the URL of the image file.
ALIGN="bottom", "middle", "top" (optional)—ALIGN specifies the align-

ment of the image with the neighboring text. "Bottom" aligns the bottom of

the image with the bottom of text and is the default. "Middle" aligns the mid-

dle of the image with the middle of the text, and "top" aligns the top of the

image with the top of text. The effect of these values is shown in Figure 2.20.
! Note that text does not wrap around an image, so images within a sentence

can leave big gaps between adjacent lines.

ALT="text alternative" (optional)—ALT provides a text alternative to the
image, for use by text-only browsers. This attribute is optional but should be
included to let users with text-only browsers know what they are missing. In
addition, many graphical browsers can delay image loading and can take

advantage of the ALT value to preview the contents of the image.
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<html>

<head>
<title> Example of IMG Element </title>
</head>

<body>
<hl> Example 10: Examples of IMG Elements</hl>

<P> <IMG SRC="icon-help.gif" ALT="[Test image]" ALIGN=TOP>

Here is some text related to the test image. The text is aligned with
the top of the image. Note that the text does not flow around the image.
<P> <IMG SRC="icon-help.gif" ALT="[Test image]" ALIGN=MIDDLE>

Here is some text related to the test image. The text is aligned with
the middle of the image. Note that the text does not flow around the image.
<P> <A HREF="http://www.bozo.edu/test.html">

<IMG SRC="icon-help.gif" ALT="[Test image]"

ALIGN=BOTTOM> Here is some text </A> related

to the test image. The text is aligned with the bottom of

the image, and is also part of the <em> hypertext link</em>.

< /body>
</html>

I Figure 2.19 HTML example document illustrating the IMG inline image
element. Figure 2.20 shows this document as displayed by the
MacMosaic browser.

ISMAP (optional)—This attribute marks the image as an active image. This
allows the user to click the mouse over the image and have different regions
of the image cause different actions. When a user clicks on an ISMAP image,
the browser measures the coordinates of your mouse pointer (relative to the
upper left-hand corner of the image) and sends this information to the server.
for further processing. Typical markup for an active image is:

<A HREF="http://www.utirc.ca/cgi-bin/imagemap/map_bozo">

<IMG SRC="bozo.gif" ISMAP>

</A>
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[E0==———— tuample of IMG Element ——EEI
) _.Jlm._i l 1— o
(4
Example 10: Exanlples of IMG Elements
“ | Here is some text related 1o the lest image. The text is aligned with the top
of theimage Nete that the text doss not flow around the image.
9 Here is some text related to the test image. The text is aligned with the
raiddie of the image. Mote that the text does not flow around the image.
. Here is some textt related to the test image. The text is aligned with the
bottom of the image, and is alse part of the hypertext link.
<]
ol EEs

I Figure 2.20 Display, by the MacMosaic browser, of the document
shown in Figure 2.19.

where imagemap is a server-side gateway program that can interpret the map

coordinates. The details of this procedure are discussed in Chapter 5.

BR ELEMENT: LINE BREAK
Usage: <BR>

Can Contain: empty

Can Be Inside: A, character highlighting, ADDRESS, Hn, P, DD,
DT, LI

Attributes: none

BR indicates a line break. This is fundamentally different from a paragraph

mark. A <BR> is treated as a character (like a hard carriage return),
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whereas P defines a block of text as a paragraph element. <BR> is com-
monly used in the ADDRESS element; an example of this usage is shown in
Figure 2.6. BR can also break lines in a poem, with P elements marking the

different verses.

CHARACTER HIGHLIGHTING ELEMENTS
HTML allows you to specify special character highlighting or emphasis

(e.g., boldface, italics, etc.). These elements do not cause page breaks or in
any way affect the structural layout of the document. Their purpose is to
either assign special meanings to the enclosed text, or to request special

physical formatting, such as boldface or italics.

These two methods can be described as logical highlighting (also called
information-type formatting) and physical highlighting (also called character
formatting). Logical highlighting is more in keeping with the markup language
model. That is, you can use logical highlighting to mark a block of text as a
piece of typed computer code, a variable, or as something to be emphasized.
The rendering details are then left to the browser, although hints to appro-
priate renderings are part of the HTML specifications. You are strongly

encouraged to use logical highlighting elements over the physical ones.

Physical highlighting requests a specific physical format, such as boldface
or italics. This, of course, gives no clue to the underlying meaning behind
the marked-up phrase. Thus, if a browser is unable to implement the indi-
cated markup (e.g., a dumb terminal cannot do italics), it cannot easily

determine an alternative logical highlighting.

Logical styles may not be distinct (i.e., different logical styles may be ren-
dered in the same way). Also, some browsers do not support all physical
styles. For example, lynx does not support italics and renders it as under-

lined.

LOGICAL HIGHLIGHTING

Here are the different logical highlighting elements, and typical renderings:
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EM
KBD
SAMP
STRIKE

STRONG
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A citation (usually italics)
Example of typed code (usually fixed-width font)

(proposed HTML2.0) The defining instance of a term (often,
bold or bold italics)

Emphasis (usually, italics)
Keyboard input (for example, in a manual)
A sequence of literal characters

(proposed HTML2.0) Struck-out text. This might be rendered

as text with a line drawn through it
Stronger emphasis (usually boldface)

A variable name

HTML+ proposes the following additional elements. These are not under-

stood by most current browsers:

ARG

ABBREV
CMD
ACRONYM
PERSON

Q

A command argument (for a computer command:
see CMD following)

An abbreviation

A command name (for a computer command)

An acronym for an organization, protocol, and so on

A proper name (e.g., <PERSON> lan Graham</PERSON>)

A short quotation that could be included inline with the
text

You can nest highlighting modes inside one another. This is most often not

sensible, given the rather specific meanings assigned to the elements. Also,

some browsers

formatting.

misinterpret these nestings and produce inappropriate text

139



I CHAPTER 2
140

Examples of the different highlighting elements are shown in Figures 2.21
and 2.22.

<html>

<head>
<title> Example of Highlighting Markup elements </title>
</head>

<body>

<hl> Example 11 - Highlighting Elements </hl>
<h2> Examples of Logical Highlighting </h2>

<ul>

<li> CITE - This is <CITE> citation </CITE>text

<li> CODE - This is <CODE> typed computer code </CODE>text.

<li> DFN - This is <DFN> a defining instance </DFN>text. (Proposed HTML2.0)
<li> EM - This is <EM> emphasized </EM>text.

<1i> KBD - This is <KBD> keyboard input </KBD>text.

<li> SAMP - This is <SAMP> literal character </SAMP>text.

<li> STRIKE - This is <STRIKE> strike-out</STRIKE> text. (Proposed HTIML2.0)
<ii> STRONG - This is <STRONG> strongly emphasized </STRONG>text.

<li> VAR - This 1s <VAR> a variable </VAR>text.

</ul>

<h2> Examples of Character Highlighting </h2>

<ul>

<li> B - This is <B> boldfaced </B>text.

<li> I - This is <I> italicized </I>text.

<li> TT - This is <TT> fixed-width typerwriter font </TT>text.
<1li> U - This is <U> underlined </U>text. (Proposed HTML2.0)
</ul>

</body>
</html>
I Figure 2.21 HTML example document illustrating the different text high-
lighting elements. Figure 2.22 shows this document as displayed by the
MacWeb browser.
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Example of Highlighting Markup elements

Lﬂt_ hitp: //leonardo utire. utoronto. ca: 808078
~ |ook/Chap2/examp—11.htm|

Example i1 - nghllghtmg Elements ]
Examples of Logical Highlighting

CITE-Thisis ei&@fon text

CODE-Thisis typed computer code text.

DFN - This is & @efinig mstance 1ext. (Proposed HTML2.0)
EM - Thisis emphasied text.

KBD- This is keyboard input fext.
SAMP-Thisisliteral character text.

STRIKE - This is strike-out text. (Proposed HTML2.0)
STRONG - This is strongly emphasized text.

YAR - Thisis @ waiade text

.

.

*

.

Examples of Character Highlighting k

¢ B-Thisis boldfaced texi.

» |- Thisis dafcized text. :

e TT-Thisis fized—width typsrwriter font texi.
+ U-Thisis underlined text. (Proposed HTML2.0)

] [

I Figure 2.22 Display, by the MacWeb browser, of the document shown in
Figure 2.21.

e e

CITE ELEMENT: CITATIONS

Usage: SCITES i . L ETTES
Can Contain: characters, character highlighting, A, BR, IMG

Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI

Attributes: none

e R e s B S T e

The CITE element marks a small citation—for example, a book or other
document reference. Typically, this block of text will be rendered in italics,

subject to the capabilities of the browser.
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e et e e e oy neee S aEs R T e S S|
CODE ELemENT: TYPED CoODE

Usage: <CODE> ... </CODE>

Can Contain: characters, character highlighting, A, BR, IMG

Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI '

Attributes: none

The CODE element marks a selection of typed computer code—for exam-
ple, a single line of code from a program. Large selections of code should
be displayed using a PRE element, which properly reproduces space charac-
ters and line breaks. CODE element contents are rendered in a fixed-width

typewriter font.
s e e T e e e e L et U] |
DFN ELeMENT: DerINING INsTANCE (ProPoseD: HTML2.0)

Usage: <DFN> ... </DFN>

Can Contain: characters, character highlighting, A, BR, IMG

Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI

Attributes: none

The DEN element marks the defining instance of a term. This is useful for
generating indexes of definitions, or for searching through documents for
defining instances. A browser will typically render this in italics or bold

italics. Note that this element is not understood by all browsers.
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EM ELEMENT: EMPHASIS
Usage: <EM> ... </EM>
Can Contain: characters, character highlighting, A, BR, IMG

Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI

Attributes: none

The EM element marks a block of text for emphasis. Typically, the marked
block of text is rendered in italics, subject to the capabilities of the
browser. For example, lynx represents EM emphasized text by an under-
line.

KBD ELemENT: KEYBOARD INPUT

Usage: <KBD> ... </KBD>
Can Contain: characters, character highlighting, A, BR, IMG

Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI

Attributes: none

The KBD element marks a block of text as keyboard input. Typically, this
is displayed with a fixed-width typewriter font.

SAMP ELeEMENT: LITERAL CHARACTERS

Usage: <SAMP> ... </SAMP>

Can Contain: characters, character highlighting, A, BR, IMG

143
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Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI

Attributes: none

The SAMP element marks a block of text as a sequence of literal or sample

characters. Typically, this is rendered in a fixed-width typewriter font.

STRIKE ELEMENT: STRuck-Out TExT (ProPosep: HTML2.0)

Usage: <STRIKE> ... </STRIKE>
Can Contain: characters, character highlighting, A, BR, IMG

Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI

Attributes: none

The STRIKE element marks a block of text to be struck out. An example
would be a legal document, where a sentence or section is struck out but
should be left present in the text for reference purposes. Typically, this
block of text is rendered in a normal font but with a line drawn horizon-
tally through the text. Other renderings are necessary on text-only
browsers, such as lynx. The STRIKE element is not understood by most

browsers.

STRONG ELeEMENT: STRONG EMPHASIS

Usage: <STRONG> ... </STRONG>

Can Contain: characters, character highlighting, A, BR, IMG
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Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI

Attributes: none

The STRONG element marks a block of text for strong emphasis.
Typically, this is rendered in boldface, although text-only browsers, such as
lynx, use an underline (with lynx, EM and STRONG empbhasis are dis-
played in the same way).

=S S YR T e R = o, |
VAR ELEMENT: A VARIABLE

Usage: <VAR> ... </VAR>

Can Contain: characters, character highlighting, A, BR, IMG

Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT,LI

Attributes: none

The VAR element marks a variable name. This is typically rendered in ital-

ics or bold italics.

PHYSICAL HIGHLIGHTING
Physical highlighting elements request physically desired renderings.

Physical styles are useful when translating from another document to
HTML, where the only information available may be physical markup

instructions. Use logical highlighting in new documents whenever possible.

Physical highlighting elements can be nested and, unlike the case with most
logical highlighting elements, these nestings make sense. Therefore, request-
ing that a block of text be rendered in Underlined-Boldface-Italics is
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entirely reasonable. However, be aware that some browsers (for example,

Mosaic For X-Windows) presently mishandle these nestings.
The physical style elements, and their renderings, are:
B Boldface (where possible)
1 Italics (may be rendered as slanted in some cases)
TT  Fixed-width typewriter font
U Underlined (proposed: HTML2.0)
Examples of the renderings of these styles are shown in Figure 2.22.
HTML+ proposes the following additional physical highlighting elements:

S Strike-through. This does not have the logical meaning associated
with the STRIKE logical highlighting element.

SUB  Subscript
SUP  Superscript

B ELEMENT: BOLDFACE
Usage: <B> ... </B>
Can Contain: characters, character highlighting, A, BR, IMG

Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI

Attributes: none
e s e e S B e = = ———= = ___ ]
The B element marks a section to be rendered in boldface. If this is impos- -

sible, the browser can render this in some other way (lynx uses an under-

line).
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I ELemENT: ITaLICS

Usage: £TS ww e LTS
Can Contain: characters, character highlighting, A, BR, IMG

Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI

Attributes: none

The I element marks a section to be rendered in italics. If this is impossible,

the browser can render this in some other way (lynx uses an underline).

TT ELeMENT: Fixep-WiptH TYPEWRITER FoNT

Usage: CTTE oo /T
Can Contain: characters, character highlighting, A, BR, IMG

Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI

Attributes: none

The TT element marks a section to be rendered with a fixed-width type-

writer font.

U ELemENT: UNDERLINE (PRoOPOSED: HTML2.0)

Usage: <U> ... </U>

Can Contain: characters, character highlighting, A, BR, IMG

147
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Can Be Inside: A, character highlighting, ADDRESS, Hn, P, PRE,
DD, DT, LI

Attributes: none

The U element marks a section to be rendered with an underline. This ele-

ment is not understood by all browsers.

HTML+ ELEMENTS

The following elements are part of the HTML+ proposals, and are not
understood by most WWW browsers. However, there is a particular push
to implement the TABLE element so that this will soon be available on
aggressively designed browsers. Other elements that are implemented on
some browsers are the FOOTNOTE and MARGIN elements (implemented
on emacs-w3), and the SUP and SUB (superscript/subscript) elements

implemented on Mosaic for X-Windows Version 2.5.

TABLE ELEMENT: TABLES (PrROPOSED HTML+)

Usage: <TABLE> ... </TABLE>

Can Contain: CAPTION, TH, TD, TR

Can Be Inside: not yet specified; probably:
BLOCKQUOTE, BODY, FORM, DD, LI

Attributes: BORDER

The TABLE element contains tabular data; the structure and contents of
the table are defined by additional elements that can appear only inside the
TABLE. The TABLE element has one optional attribute:

148




HTML IN DETAIL I
149

BORDER (optional)—The border attribute tells the browser to draw a box

around each cell in the table, if possible.

The TABLE element can contain four table description elements:

CAPTION Gives the caption or title of the table.

TH Table Header: Gives the headings for a particular row
or column.

TD Table Data: Gives the data contents of a table cell.

TR Table Row: Defines the end of a row and the start of a
New row.

The design of HTML TABLEs will be familiar to those who have used the
tabular environment in LaTeX. Tables are defined as cells, where a cell is
an item within the table. Cells can be of various sizes, specified by the
number of table rows or columns that are spanned by the cell. It is the
author’s responsibility to ensure that the number of cells in a given row (or
column) add up to the correct table size. An example of a TABLE is shown
in Figures 2.23 and 2.24.

CAPTION ELeMENT: TABLE CAPTION (PrOPOSED HTML+)

Usage: <CAPTION> ... </CAPTION>

Can Contain: not yet specified; probably: characters, character
highlighting, A, BR, IMG

Can Be Inside: TABLE

Attributes: none

The CAPTION element specifies the table caption or title. Each TABLE
can have at most one CAPTION. The CAPTION can contain text, character
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Vhighlighting elements, and the IMG element, along with hypertext anchors.

Example:

<CAPTION> Profits In each Year: 1983-1993 </CAPTION>

e e S e Vo i Fo e B S e ——)

TH ELEMENT: TABLE HEADING (PRoOPOSED HTML+)

Usage: <TH> ... (</TH>)

Can Contain: not yet specified; probably: characters, character
highlighting, A, IMG, BR, TABLE

Can Be Inside: TABLE
Attributes: ALIGN, COLSPAN, ROWSPAN

L e e e e e e e e e ]
The TH element specifies a Table Header cell—the cell that defines the

contents of a row or column. The TH element is not empty, but the end
tag </TH> is optional, as its existence is implied by the next <TH>, <TR>,
or <TD> tag. The TH element can be present with no contents, which sim-
ply means that the cell is blank. TABLES can have more than one TH for a
given row or column: It is up to you, the TABLE designer, to ensure that
table headings are placed appropriately. The TH element has three optional
attributes that define the centering of the contents of the header, and that

define how many columns or rows of the entire table are to be spanned by

the cell.

The attributes of the TH element are:

ALIGN = "left", "right", " center" (optional)—ALIGN specifies the alignment
of the table cell contents within the cell: ALIGN="/eft" aligns the contents
flush-left within the cell; ALIGN="right" aligns the contents flush-right .
within the cell; ALIGN="center" centers the contents within the cell.
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ROWSPAN = "n" (optional) —ROWSPAN specifies how many table rows are
spanned by the cell—the default value is 1. Counting of rows starts from the
top of the table. It is the author’s responsibility to ensure that the cells in each

column sum to the correct number of rows.

COLSPAN = "n" (optional—COLSPAN specifies how many table columns
are spanned by the cell—the default value is 1. Counting of columns starts
from the left side of the table. It is the author’s responsibility to ensure that

the cells in each row sum to the correct number of columns.
Example:
<TH ALIGN=LEFT> Housing Prices: </TH>

This example specifies a table heading cell that spans one row and one col-
umn and that contains the heading “Housing Prices:.” TH cells need not
contain simple text strings. They can also contain other TABLEs, lists,

images, hypertext anchors, and so on.

<html>

<head>

<title> HTML+ Features>: TABLEs, SUB and SUP</title>
</head>

<body>

<hl> Example 12 HTML+ Features</hl>

<p> HTML+ proposed several new elements. among them are
<ul>

<li> superscript element: hello<sup>2</sup>

<li> subscript element: sub<sub>script</sub>.
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</ful>

<p>

Also defined are TABLE elements that allow you to construct
formatted tables. Here is an example:

<p>

<table border>

<caption>Table Capticn </caption>

<th rowspan=2> TItem </th>
<th colspan=2> Breakdown Costs </th>
<trs

<th align=left> Pre- </th>

<th align=left> Post- </th>

<tr>

<td> Carbuncles </td>
<td align=left> 0.00 </td>
<td align=left> $12,000 </td>
<tr>

<td>Klystrons (a) </td>
<td rowspan=2 align=left>$13,000 </td>
<td align=1left>5$8,000 </td>
<tr>

<td>Klystrons (b) </td>

<td align=left><em> $8,000</em></td>

<tr>

<td>Sticks </td>
<td align=left> 23&#162; </td>
<td align=left> 13&#162; </td>

</table>

</body>
</html>

I Figure 2.23 HTML example document illustrating the TABLE, SUP, and
SUB elements. Figure 2.24 shows this document as displayed by the
Mosaic for X-Windows Version 2.5 browser.
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Example 12 HTML+ Features

HTML+ proposed several new elements. among them are

® superscript element: hello®
® subscript element: sub ...

Also defined are TABLE elements that allow you to construct formatted

tables. Here is an example:

Item

Breakdown Costs

Pre—

Post—

Carbuncles

0.00

$12,000

Klystrons (a)

Klystrons (b)

$13,000

$8,000

38,000

Sticks

23¢

13¢
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NN Figure 2.24 Display, by the Mosaic for X-Windows Version 2.5 browser,

of the document shown in Figure 2.23.

TD ELemenT: TABLE Data (Prorosep HTML+)

Usage:

Can Contain:

Can Be Inside:

Attributes:

<TD>

(

</TD>

)

Not yet specified; probably: characters, character

highlighting, A, BR, IMG, TABLE

TABLE

ALIGN, COLSPAN, ROWSPAN
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The TD element specifies a Table Data cell, which is a cell that contains
the tabular data. The TD element is not empty, but the end tag </TD> is
optional, as its existence is implied by the next <TH>, <TR>, or <TD> tag.
The TD element can have empty contents, which simply means that the cell
is blank. The TD element has three optional attributes that define the cen-
tering of the contents of the cell and how many columns or rows of the
entire table are to be spanned by the cell. These have the same meanings as
with the TH element.

Attributes:

ALIGN = "left", "right", "center" (optional)—ALIGN specifies the alignment
of the table cell contents within the cell: ALIGN="/eft" aligns the content
flush-left within the cell; ALIGN="right" aligns the contents flush-right
within the cell; ALIGN="center" centers the contents within the cell.

ROWSPAN = "#" (optional)—The ROWSPAN attribute specifies how many
rows are spanned by this cell—the default value is 1. Counting of rows starts
from the top of the table. It is the author’s responsibility to ensure that the

cells in each column sum to the correct number of rows.

COLSPAN = "n" (optional)—The COLSPAN attribute specifies how many
columns are spanned by this cell—the default value is 1. Counting of columns
starts from the left-hand side of the table. It is the author’s responsibility to

ensure that the cells in each row sum to the correct number of columns.

Example:

<TD center colspan=1, rowspan=2> 23.22 </TD>
This example specifies a table data cell that spans one column and two rows,
and that contains the data value 23.22. TD cells need not contain numbers,
or even simple text strings; they can also contain other TABLESs, lists, images,

hypertext anchors, and so on.
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TR ELEMENT: END oF TABLE Row (ProrPosep HTML+)

Usage: <TR>
Can Contain: empty
Can Be Inside: TABLE

Attributes: none

The TR element indicates the end of a table row. Thus, a row in a table
might be coded:

<TH> Heading <TD> data 1 <TD> data2 <TD> data3 <TD> datad <TR>

which indicates a row containing five columns; the first column containing
a table heading, and the rest containing table data. Every row must be ter-
minated by a <TR>, except for the final row, where the final <TR> is
implied by the </TABLE> tag ending the table.

ABSTRACT ELeMENT: ABsTrRacTs (Proposep HTML+)

Usage: <ABSTRACT> ... </ABSTRACT>

The ABSTRACT element is used to give an abstract of a document. This
would be part of the BODY and hence would be displayed, probably with

an indent and a noticeably different font.

FIG ELEmENT: FLoATING Ficures (Prorosep HTML+)

Usage: <FIG> ... </FIG>
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The FIG element is designed to be a more sophisticated way of including
images within documents. The FIG element would indicate the desired
image as an attribute to the FIG (e.g., <FIG SRC="image.gif">, just as
with the IMG element), but would also allow for an image CAPTION and
for typed text associated with the image. The resulting FIG element is then
treated as a paragraph, with the image and associated CAPTION floating
within the paragraph for most appropriate formatting, and with the text

allowed to flow around the image.

FIG images can also be ISMAP active images, as with the IMG elements.
Another proposed extension is to make FIG images active by including
geometry information about the active region with the document itself.
This would allow you to click on a region and access a document without
first having to access a server to parse the image map. The FIG element is

not currently implemented.

FOOTNOTE ELemeNT (ProrPosep HTML+)

Usage: <FOOTNOTE> ... </FOOTNOTE>

The FOOTNOTE element would be used to include footnote annotations
within a document. This may appear in the document as a special footnote
icon or symbol indicating the presence of a footnote; it does not have to
appear at the bottom of the document page. Clicking on the button should
pop up the footnote, displaying it next to or on top of the current docu-
ment. FOOTNOTEs should be small and could contain images and text
highlighting elements.

The emacs-w3 browser supports the FOOTNOTE element.
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LIT ELemeNT: LiTERAL TEXT (PrOPOSED HTML+)

Usage: LLITS ... </LIT>

In HTML2.0, preformatted text can be displayed only using the PRE envi-
ronment. This forces the text into a fixed-width typewriter font. This pre-
formatted mode is certainly not ideal for such text as poetry or other

prose, for which the line breaks and indents are important, and where you

want easier to read variable-width fonts.

The LIT element is proposed for presenting such information. The LIT ele-

ment would preserve line breaks in the typed text and preserve the special

meanings of TAB characters (presently, TABs are treated as simple white

space and are ignored). The actual indent to associate with a TAB would

be specified as an attribute of LIT (for example, <LIT AT=10 AT=20 >
</LIT>).

MARGIN ELEmeENT: MARGIN NoTEs (ProPosep HTML+)

Usage: <MARGIN> ... </MARGIN>

The MARGIN element would be used to include a margin note for a par-
ticular paragraph. This might appear in the document as a special icon
note next to the MARGINed paragraph. Clicking on the icon would pop
up the margin note in a small overlay window, and would retain the cur-
rent document in the main viewing window. MARGIN notes should be
small, but could contain images and text highlighting elements. The emacs-

w3 browser supports the MARGIN element.
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MATH ELemMENT: MATHEMATICAL EXPRESSIONS (ProrPosep HTML+)

Usage <MATH> ... </MATH>

The MATH element is proposed to allow for the construction (and correct
display on graphically capable terminals) of complex mathematical expres-
sions, such as equations, integrals, and so on. Unfortunately, this is not

currently implemented.

The best way currently to present equations in HTML documents is to
convert the equations or other mathematical symbols into small image files
and include them inline with the text. The program latex2html does this
automatically when converting LaTeX documents into HTML. Latex2html

is discussed in more detail in Chapter 6.

NOTE ELemENT: ExcLAmMATORY NoTEs (Prorosep HTML+)

Usage: <NOTE> ... </NOTE>

The NOTE element would be used when you want to display an exclama-
tory note. This could be displayed highlighted from the regular text,
indented, and perhaps with a special notifying icon. The NOTE element
can take two attributes: the SRC="URL" attribute, which could specify an
optional notifying icon to be used to mark the NOTE, while ROLE= "tip",

"note", "warning", or "error" could be used to specify the nature of the
NOTE.
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ONLINE/PRINTED ELements: (PRrorPosep HTML+)

Usage: <ONLINE> ... </ONLINE>

<PRINTED ... </PRINTED>

The ONLINE and PRINTED elements would be used to give two different
representations for the same piece of the document: one to be used with
the interactive electronic format (ONLINE), and the other for use with a
printed version (PRINTED). This may be useful for giving a printed text
alternative to a hypertext link so that the printed version would give more

details about the link or the related reference.
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UNIFORM RESOURCE

LOCATORS (URLS)

his chapter explains the structure and syntax of the Uniform Resource
Locator, which is the addressing scheme used in HTML documents to
indicate the target of hypertext links. The URL scheme allows WWW
browser clients to send search data to servers for further processing. This

mechanism is explained here, aand also in Chapter 4.

Uniform Resource Locators, or URLs, are a scheme for specifying
Internet resources using a single line of printable ASCII characters. This
scheme encompasses all major Internet protocols, including FTP, Gopher,
HTTP, and WAIS. URLs are one of the foundation tools of the World
Wide Web and are used within HTML documents to reference the targets
of a hypertext link. However, URLs are not restricted to the World Wide
Web and can be used to communicate information about Internet

resources in e-mail letters, handwritten notes, or even books.

i6l
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A URL contains the following information:

o The protocol to use when accessing the server (e.g., HTTP, Gopher,
WALIS).

* The Internet Domain Name of the site on which the server is running,

along with any required username and password information.
e The Port Number of the server; if this is omitted, the browser assumes
a commonly understood default value of the indicated protocol.
e The location of the resource in the hierarchical (often, directory) struc-
ture of the server.
Here is a typical example; in this case, for the HTTP protocol:
http://www.cern.ch/hypertext/WWW/RDBgate/Implementation.html

This references the file Implementation.biml in the directory
/WWW/RDBgate, accessible at the server www.cern.ch using the HTTP

protocol.

ALLOWED CHARACTERS IN URLS

Every URL must be written using printable ASCII characters (the bottom
half of the ISO Latin-1 character set, as discussed in Appendix A, and
excluding the ASCII control characters), and cannot be written using the
full ISO Latin-1 character set. This restriction ensures that URLs can be
sent by electronic mail; many electronic mail programs mishandle charac-
ters from the upper half of the ISO Latin-1 character set. In a URL, any
ISO Latin-1 character can be represented using a character encoding
scheme. This is analogous to the character entities used with HTML.
However, the schemes are distinctly different: You must never use HTML

characters or entity references in a URL.

The mechanism is simple: Any ISO Latin-1 character can be represented by
the encoding;:

FxXX
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where the percent sign is a special character indicating the start of the
encoding and where xx is the hexadecimal code for the desired ISO Latin-1
character (the x represents a hexadecimal digit in the range [0-9,2A-F]).
Table A.1 (Appendix A) lists all the ISO Latin-1 characters alongside their
hexadecimal codes. As an example, the encoding for the character é (the

letter e with an acute accent) is $E9.

DISALLOWED CHARACTERS

Several ASCII characters are disallowed in URLs and can be present only
in encoded form, because these characters often have special meanings in a
non-URL context and may be misinterpreted. For example, HTML docu-
ments use the double quotation mark (") to delimit a URL in a hypertext
anchor so that a quotation mark inside the URL would end the URL pre-
maturely. Therefore, the double quote is disallowed. The space character is
also disallowed, since many programs will consider the space as a break
between two separate strings. Space characters often appear in Macintosh
file or folder names. For example, the filename Network Info (where there
is a single space between the words Network and Info) must be encoded in

a URL as:
Network%20Info

The disallowed characters are summarized in Table 3.1.

I Table 3.1 Disallowed ASCIl Characters in URLs

Character Hex Character Hex
TAB 09 SPACE 20
" 22 < 3C
> 3E [ 5B
\ 5C ] 5D
A SE h 60
[ 7B 7C
) 7D - 7E
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SPECIAL CHARACTERS

In a URL, several ASCII characters have special meanings, such as the per-
cent character that denotes character encodings. The forward slash charac-
ter (/) is also special and denotes a change in hierarchy, such as a directory
change. These special characters must be encoded if you want them to
appear as regular uninterpreted characters. Thus, to include the string:

ian%euler
in a URL, you must encode it as:

ian%25euler
where %25 is the encoding for the percent character. If you do not do this,
a program parsing the URL will try and interpret $eu as a character
encoding. Conversely, you must not encode a special character if you
require its special meaning. For example, the string:

dir/subdir
indicates that subdir is a subdirectory of dir, while:

dir%2Fsubdir

is just the character string dir/subdir (%2F is the encoding for the
slash). '

The general rule is: Encode any character that might be special if you do
not want to use its special meaning. The more common special characters

are listed in the following:

® The percent sign (%). This is the escape character for character encod-
ings.
® The slash (/). This is used to indicate hierarchical structures, such as

directories.

e The hash (#). This is used to separate the URL of a resource from the
fragment identifier for that resource. A fragment identifier references a
particular location within a resource (special in HTTP URLs only).
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e The question mark (?). This indicates a query string; everything after
the question mark is query information to be passed to the server (spe-
cial in Gopher, WAIS, and HTTP URLs only).

EXAMPLE OF A
UNIFORM RESOURCE LOCATOR

Figure 3.1 shows a typical URL (in this case, for the HTTP protocol) with
the different parts and the associated meanings. The different parts are dis-

cussed in subsequent sections.

1. PROTOCOL

The first string in the URL specifies the Internet protocol to use in access-
ing the resource; this example requests the HTTP protocol. The protocol is
indicated by the name appearing before the first colon in the URL. URL
schemes are defined for most Internet protocols, including FTP, Gopher,
HTTP, telnet, and WAIS. The details of the different schemes are presented

later on.

2. ADDRESS AND PORT NUMBER

The second part of this URL is the Internet address of the server; this infor-
mation lies between the double forward slash (/) and a terminating for-
ward slash (/). This example gives the domain name of the server and the
port number to contact. Omitting the port number implies the default
value for the given protocol. Numeric IP addresses can be used instead of
domain names; for example:

//132.206.9.22:1234/

You can include username and password information if this is needed to
access a resource. The format is:

//username:password@www.address.edu:1234/
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Protocol Port
> < >

http:|//www.address.edul:8080)/path/subdir/file.ext

«— Domain < Directory and—
name resource details

I Figure 3.1 Example of a URL.

Note that the password can be read by anyone who reads the URL, so this

is not a secure way to allow access to a resource.

3. RESOURCE LOCATION

The forward slash after the host and port number field indicates the begin-
ning of the path information required to locate the resource on the server.
This field varies considerably, depending on the service being accessed.
Often, this resembles a directory path leading down to a file, as in Figure
3.1. In this context, the forward slash character (/) is used in place of all
system-dependent symbols, such as the backslash (\) on DOS or Windows
computers; the colon (:) on Macintoshes; and the [dir.subdir.subsub-
dir] expressions used by VAX/VMS systems.

PAssING SEARCH STRINGS

The URL syntax allows you to pass query strings to the designated server,
in situations (typically, Gopher, HTTP, or WAIS) that support such service.
This is accomplished by appending the query strings to the URL, separated
from the URL by a question mark. Two examples are:

gopher://gopher.somewhere.edu/77/searches.phone?bob+steve

http://www.somewhere.edu/cgi-bin/srch-data?archie+database

SprEciIAL CAsSES

In some cases, Internet domain names are not part of a URL. This is the
case for protocols that are not dependent on a particular server, such as

sending electronic mail or accessing USENET newsgroup articles.
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SomeE SimPLE URL ExAmMPLES
http://info.cern.ch/hypertext/WwW/Addressing/URL/Overview. html

This references the file Overview.btml in the directory
Ihypertext/WWW/Addressing/URL/ from the server info.cern.ch using the
HTTP protocol and the default port number (80 for HTTP).

gopher: //gumby.brain.headache.edu:151/7fonebook. txt

This references the searchable index fonebook.txt from the Gopher server
at gumby.brain.beadache.edu running on port number 151.

news:alt.rec.motorcycle
This references the newsgroup alt.rec.motorcycle.
mailto:ross@physics.mcg.ca

This indicates sending an electronic mail message to the indicated e-mail

address.

PARTIAL URLS

Within a given HTML document, you do not need to specify the entire
URL to locate a second, neighboring document. This is because being in
the document already implies information about the current URL, so that
you can reference neighboring documents or resources using a partial URL

that gives the location relative to the current document.
Suppose you originally access the document file.html using the full URL:
http://www.stuff.edu/main/docs/file.html

Within this document there is a hypertext reference containing a partial
URL:

<A HREF="stuff.html"> anchor text </A>

Where is this file? From inside file.html, any information not present in a
URL reference is considered the same as that used to access the current

document. Thus, the partial URL stuff.html is transformed into a full
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URL by appropriating the missing information from the URL used to

access file.btml. The completed URL is then:
http://www.stuff.edu/main/docs/stuff.html

which indicates, as expected, that stuff.btml is on the same server and in

the same directory as file.html. Other equivalent partial URLs are then:
/main/docs/stuff.html A

/ /www.stuff.edu/main/docs.html

The former appropriates http://www.stuff.edu from the current URL to
complete the reference, while the latter appropriates only the http: part

from the base URL of the current document.

You can also use partial URLs to reference files in other directories; for
example, from the example file.btml the relative URL:

../ ../main.html

indicates the file main.btml in the root HTTP directory, namely:

 http://www.stuff.edu/main.html

Partial URLs are very useful when constructing large collections of docu-

ments that will be kept together. Of course relative URLs become invalid if
a document is moved to a new directory or a new Internet site. This prob-
lem can be mitigated using the BASE element of the HTML, which is used
to record the correct BASE URL of a document. If the document is moved,
all relative URLs are determined relative to the URL recorded by the BASE

element.

URL SPECIFICATIONS

We now look at the details of the different URL forms. The protocols most -
commonly referenced by URLs are:

ftp:

gopher:

http:

168



UNIFORM RESOURCE LOCATORS (URLS)

mailto:

news:
telnet:/rlogin:/tn3270:
wais:

file: (local file access)

FTP URLS

Ftp URLs designate files and directories accessible using the FTP protocol.
In the absence of any username and password information, anonymous
FTP access is assumed. This connects you to the designated server as user
anonymous and uses your Internet mail address as the password. Here is a
typical example, referencing the file splunge.txt located in the directory
path at the Internet site internet.address.edu:

ftp://internet.address.edu/path/splunge. txt

You can specify an FTP access of a directory using a URL such as:

ftp://internet.address.edu/path/

In this case, FTP servers provide a list of directory contents. WWW
browsers display this information as a menu, allowing the user to navigate

through the filesystem or select particular files for downloading.

Non-ANoNYMouUus FTP AcceEss

You can reference non-anonymous FTP resources by specifying, as part of
the URL, the username and password of the account you wish to access.
For example,

ftp://joe_bozo:bll23@internet.address.edu/dirl/Dir2/file.gz

allows a user to access files on machine internet.address.edu belonging to
user joe_bozo with password b1123. This is, however, not a secure way
of giving access to this file, since anyone who reads the URL knows
joe_bozo’ password. If you have information you want to make available

via FTP, set up a proper anonymous FTP service.
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FTP DirecTORY PATHS

Directory paths in FTP accesses are defined relative to a home directory.
This home directory is different, depending on how you accomplish the
FTP connection. If someone connects to a machine via anonymous FTP,
they are placed in the anonymous FTP home directory and have restricted
access to the server filesystem. This is a security feature that allows you to
make files available to the public without exposing your system to unau-
thorized users. On the other hand, if someone connects to the same
machine as a registered user, their home directory will be that of the user,

entirely different from the anonymous FTP directory.

All of this means that the path you use to access a file as a regular user can
be quite different from the path used to access a file by anonymous FTP.
You must keep this in mind when archiving data into anonymous FTP

archives and when creating URLs that point to these data.

MopEs FOR FILE TRANSFERS

The FTP protocol allows several modes for transferring files. The most
important is image or binary mode, which makes a byte-by-byte copy of
the file. This is the mode to use when transferring programs, compressed
data, or image files. Also common is ASCII mode, which should be used to
transfer plain, printable text files. This mode is useful because it corrects
for the fact that PCs, Macintoshes, and UNIX computers use different
characters to mark the end of a line of text. In particular, Macintoshes use
the carriage-return character CR; UNIX computers use the line-feed char-
acter LF; and DOS/Windows computers use both CR and LF (often written
CRLF). In ASCII mode, FTP automatically converts between these three
end-of-line markers to ensure that the received file has the new line codes
appropriate to the local system. You cannot use this mode to transfer pro-
grams, however, since programs and data files will contain bytes with the
same codes as CR or LF characters, and, under ASCII mode, these codes
will be converted into the new line codes appropriate to the local system,

which destroys the data content of binary data files.
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The FTP protocol has no knowledge of the data contents of a file and must
be told what mode to use in a file transfer. Thus, your WWW browser
must have some way of determining the data type of a file being accessed
via an ftp URL. In general, the browser guesses the type from the suffix of
the filename. All WWW clients maintain a local database that maps file-
name extensions onto data types. For example, Mosaic for X-Windows
maintains this database in a file called mime.types. WWW browsers use
this information to guess the contents of a file and to select the appropriate

transfer mode.

TROUBLESHOOTING Frp URLSs

At times, an ftp URL request may fail, either because the network is down
or because the machine you are trying to access is overloaded with FTP
accesses and refuses your request. Alternatively, the server may be config-
ured to restrict access to only certain Internet sites. WWW browsers are
notoriously terse in handling FTP connections, and say very little if a con-
nection has failed. You can check for the cause of the problem by using an
FTP connection outside of your WWW application. A stand-alone FTP
program provides much more commentary on the state of your connection
and will often give you a message explaining why the connection cannot be
made.

GOPHER URLS

Gopher servers can be accessed via URLs in a manner that looks superfi-
cially similar to that of FTP or HTTP servers, but is, in fact, quite different.
This is because Gopher resources are accessed using a combination of
resource identifier codes and selector strings, so a Gopher URL is quite dif-
terent from an ftp or http URL. Resource identifiers are single-digit codes
that specify the zype of the Gopher resource; for example, that it is a text
file, a directory, or a searchable index. The Gopher selector string is just a
name associated with this resource. This can be a directory or filename, but

can also be a redirection to a database search procedure or a telnet session.
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Sometimes, the selector string has, as its first character, a duplicate of the

single-character resource type identifiers. Table 3.2 summarizes the Gopher

resource identifier codes.

I Table 3.2 Gopher Resource |dentifier Codes

Code File/Resource Type

0 Text file

il Directory

2 CS0O Name/phone book server
3 error

4 Macintosh binhexed (*.hqx) file
5 DOS binary file of some type
6 UNIX uuencoded file

7 Full text index search

8 Telnet session

g9 Binary file

GENERAL Form oF A GoPHER URL

The general form for a Gopher URL is:

gopher: //domain.name.edu/Tselector_string

where T is the Gopher type code and selector_string is the Gopher
selector string. The root information of a Gopher server can be obtained by
leaving out all type and selector string information. Thus, the root infor-

mation of the preceding Gopher server is available through the URL:

gopher: //domain.name.edu/

Hierarchical relationships are possible. For example:

gopher://domain.name.edu/lstuff

would retrieve the Gopher contents of the indicated directory, while the

URL

gopher://domain.name.edu/7stuff/index

means access to the index search in the directory stuff.
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PAssiING SEARCH INFORMATION

Search information is sent to the Gopher server by appending the search
strings to the URL, separated from the URL by a question mark. Thus, to
pass the strings bob, carol, and ted to the Gopher search index noted
above, the URL is:

gopher://domain.name.edu/7stuff/index?bob+carol+ted

Note that the URL syntax for Gopher queries uses a plus (+) sign to sepa-
rate different search strings. Therefore, if you want to send a plus sign as

part of a string, it must be encoded. The encoding for a plus sign is $2B.

CLIENT CONSTRUCTION OF QUERY STRINGS

Inserting plus sign separators and converting plus signs in query strings
into encoded values is done by the WWW or Gopher client. When a user
accesses a Gopher search from a WWW browser, he or she is prompted for
search strings. These are generally entered in a text box, using space char-
acters or tabs to separate the different strings. When you submit the search,
the strings are appended, with appropriate encodings, to the URL. The _
client software is responsible for replacing space characters by plus signs
and for encoding characters in your search string that might be incorrectly
interpreted.
GoPHER URL ExAmMPLES

gopher://gopher.utirc.utoronto.ca/

Retrieve the home menu from the Gopher server running on the machine

gopher.utirc.utoronto.ca running on the default port number (70).

gopher: //gopher.utirc.utoronto.ca/lladaptive.technology
Retrieve the adaptive technology menu from the indicated Gopher server
running on the default port number. The selector string for this directory
is ladaptive.technology.

gopher: //gumby.brain.headache.edu:151/7fonebook. txt?bob+carol+ted+alice
Access the searchable index fonebook.txt from the named Gopher server,
running on port number 151, and pass to it the four indicated search

strings. The Gopher selector string is fonebook.txt.
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The Gopher protocol is currently being enhanced, and more sophisticated
URLs will be needed to access these newer Gopher features. For more

information, please consult the References at the end of this chapter.

HTTP URLS
Http URLs designate files, directories, or server-side programs accessible

using the HTTP protocol. Http URLs follow the general form indicated in

Figure 3.1. Here are some examples:
http://www.site.edu:3232/cgi-bin/srch-example
References the program srch-example at the site www.site.edu, accessi-

ble through the HTTP server running on port 3232.

http://www.utirc.utoronto.ca/
Access the root directory of the indicated HTTP server. The server can
be configured to deliver a standard HTML document, a listing of the

directory contents, or an error message.

An http URL must always point to a file (text or program) or a directory.
A directory is indicated by terminating the directory name with a forward
slash, such as:

http://www.site.utoronto.ca/HTMLdocs/
The following reference to this directory is an error and implies that you
are referring to a file, and not a directory:

http://www.site.utoronto.ca/HTMLdocs

PAssiNG PARAMETERS TO THE SERVER IN A URL

Http URLs can pass strings to be passed to the server. These strings are
appended to the URL separated by a question mark, as with Gopher query

strings. Two common examples follow:

http://some.site.edu/cgi-bin/foo?argl+arg2+arg3

This is equivalent to the Gopher mechanism discussed in the previous sec-

tion, and passes the three strings arg1, arg2, and arg3 to the server.

http://some.site.edu/cgi-bin/imagemap?ix, iy
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This mechanism is used by active images. For example, this URL is implied
by the following HTML markup:
<A HREF=http://some.site.edu/cgi-bin/imagemap>
<IMG SRC="image.gif" ISMAP>

</A>

The ISMAP directive declares this image to be an active image map, while
the surrounding hypertext anchor indicates the URL to which the image
coordinates should be sent. When the user clicks the mouse over the image,
the coordinates of the mouse pointer relative to the upper left-hand corner
of the image (ix and iy) are sent by appending them to the indicated URL.
The imagemap program must know how to interpret this information.

This is discussed in more detail in Chapter 5.

In these examples, the information is passed to a resource in the /cgi-bin
directory. In general, HTTP servers do not handle query data directly and
instead pass it on to other gateway programs for further processing. The
directory name /cgi-bin is a symbolic name used by several servers to refer-

ence a directory containing gateway programs.

FRAGMENT IDENTIFIERS

A single HTML document can use the NAME attribute of the anchor ele-
ment to specify distinct targets of hypertext references. For example:

<A NAME="raw"> hypertext link target </A>
marks the string as a possible target of a hypertext link. In URLSs, these
named locations are called fragments and can be referenced in a URL by
appending the fragment identifier to the document URL, separated from it
by the hash (#) sign. For example, suppose the preceding anchor is found
in the document:

http://site.world.edu/dir/data.html

The string "hypertext link target" is then explicitly referenced by
the URL:

http://site.world.edu/dir/data.html#raw
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You can also use fragment identifiers from within a single document by
using a partial URL that references only the fragment identifier, prepended
by the hash sign. Thus, within the document data.btml, the string
"hypertext link target" is referenced with the URL #raw. For exam-
ple:

<A HREF="#raw"> raw data </a>

SERVER IssueEs: SPeEciAL PRoGcrRAM DIRECTORIES

URL resource specification strings beginning with the strings /cgi-bin or
/htbin are often special and refer to directories containing programs and
scripts (this is an HTTP server feature and these names can be changed in
the server configuration files). When a server is contacted via a URL refer-
encing a gateway program, the server launches the program and passes
data from the client (if any) to this program for further processing. This is
discussed in more detail in Chapter 4. However, here are two simple exam-

ples, with brief explanations:

http://some.site.edu/cgi-bin/srch-example
The server executes the program srch-example found in the cgi-bin

directory. Any output from srch-example is sent back to the client.

http://www.site.edu/cgi-bin/srch-example/path/other?srch_string
The server again executes the program srch-example found in the cgi-
bin directory. The extra path information path/other is passed as a para-

meter to srch-example, as is the query information srch_string.

SERVER Issues: PERsONAL HTML DIRECTORIES

Users who have accounts on a machine running the NCSA HTTP server
can have world-accessible HTML documents in their own home directo-
ries, distinct from those files in the server hierarchy. With the NCSA server,
these personal HTTP document directories are indicated in a URL by a
tilde (~) character prepended in front of the path information (the first item
in the path hierarchy following the tilde must be the account name of the
user). The tilde tells the server that this is not.a regular directory, but a
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redirection to a personal document archive of the user with the indicated
account. For example, if the user iang has a personal document directory,
this could be accessed using the URL:

http://site.world.edu/~iang/

MAILTO URLS

The mailto URL indicates that mail is to be sent to the designated elec-

tronic mail address. The format for mailto is straightforward:
mailto:mail_address

where mail_address is the address to which the message should be sent.

Typically, this is of the form name@host, where name is the username of

the person, and host is the name of the machine. A browser will allow the

user to type in the mail message.

Some mail addresses contain the percent character. This character must be

encoded, since it is a special character (marking the beginning of a charac-

ter encoding string). As an example, the e-mail address:
jello%ian@utirc.utor.ca

must be converted into the mailto URL:

mailto:jello%25ianButirc.utor.ca

Several browsers, such as Mosaic, WinWeb, and MacWeb, do not support
mailto URLs.

NEWS URLS
News URLs reference USENET newsgroups or individual USENET news

articles. Newsgroups are specified via the URL:

nNews :news .group
where news.group is the name of a particular newsgroup. Note that this
does not specify an NNTP server from which news can be accessed. This
must be specified elsewhere and in a browser-specific manner. For example,

MacWeb users can configure this with a pull-down menu, while UNIX
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Mosaic for X-Windows users must set the NNTPSERVER environment

variable to the name of the desired server.

TELNET/TN3270/RLOGIN URLS
You can use a telnet URL to indicate a telnet link to a remote machine. An
example is:

telnet://flober.rodent.edu

If you are connecting to a machine that requires IBM 3270-terminal emula-
tion, you can substitute tn3270 for telnet, provided your own machine
has a tn3270 client program and that your WWW client is configured to
know about this program. Note that you cannot include username and

password information in a telnet URL.

Rlogin connections can be indicated using the rlogin URL. The specifica-
tion is:

rlogin://username@flober.rodent.edu
where username is the account name on the remote machine. You will be

prompted for a password in the resulting window unless one is not

required. Many browsers emulate rlogin URLs using a telnet connection.

WAIS URLS

WAIS servers can be accessed via URLs in a manner similar to HTTP
servers. The major difference is in the file specification: Here, we must pass
the correct search instructions to the WAIS server, in addition to informa-
tion about what is to be searched.

The standard form for accessing a WAIS server is:
wais://wais.server.édu/database?search

where wais.server.edu is the Internet domain name of the host running

the WAIS server (including a port number, if required); database is the

name of the WAIS database to be searched; and search is a list of search

instructions to pass to the database. Another form is:

wais://wais.server.edu/database
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which designates a particular searchable database. A browser will under-
stand that this URL references a searchable database and will prompt for

query string input.

FILE URLS

File URLs are specific to a local system and should not be used in docu-
ments to be accessed over the Internet. A file URL represents access of files
from computers on a network, particularly from the local computer, but
does not specify a protocol for accessing these files. The general form for a
file URL is:

file://hostname/path/file

where hostname is the domain name for the system, and path/file is
the locator of the file. The file URL is most commonly used to represent
local file access. All browsers allow local file access, often with a pull-down
menu, and represent the location of the selected file using a file URL. The
domain name for local file access can be either the special string 1localhost
or an empty field. For example, if you are accessing the local file
/biglweb/docs.btml, the file URL could be either of the following:
file://localhost/big/web/docs.html

file:///big/web/docs.html

Note that the path is the absolute path to the file from the root of the file

system.

REFERENCES

IETF working draft specification for URLs:
ftp://ds.internic.net/internet-drafts/draft-ietf-uri-url-08.txt

(If this file is not available you can check the status of the IETF draft docu-

ment from the document:)
ftp://ds.internic.net/internet-drafts/lid-abstracts.txt

Hypertext URL documentation:

http://info.cern.ch/hypertext/WwWw/Addressing/URL/Overview.html
http://info.cern.ch/hypertext/WwWw/Addressing/Addressing.html
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THE HTTP PROTOCOL

AND THE COMMON

GATEWAY INTERFACE

o develop interactive HTML documents, you need to understand the
Tinteraction between the WWW clients and an HTTP server. This inter-
action involves two distinct but closely related issues. The first is the HTTP
protocol used for communication with HTTP servers. This protocol has sev-
eral specific communication methods (for example, GET, POST, or HEAD)
that allow clients to request data from the server and send information to the

SCIVer,

The second issue is the way HTTP servers handle a client’s requests. If the
request is for a file, the server simply locates the file and sends it, or sends
an appropriate error message if the file is unavailable. Of interest here is
the situation when the client wants to send information to the server for
more complicated processing. In general, servers do not do this process-

ing themselves and instead hand off the work to other programs called

i81
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gateway programs. The Common Gateway Interface (CGI) specification
defines the mechanisms by which HTTP servers communicate with gate-
way programs. You therefore need to understand both the HTTP protocol
and the CGI specification to write server-side gateway programs and client

HTML documents that use these programs.

Gateway programs are referenced using URLs, as with files. When a client
accesses a URL pointing to a gateway program, the server activates the
program and uses the CGI mechanisms to pass to the program data sent by
the client (if any). The gateway program acts on the data and returns its
response back to the server, again using the CGI mechanisms. The server
then forwards the data to the client that initiated the request using the
HTTP protocol, completing the transaction.

This chapter begins with a description of the HTTP protocol, followed by
an examination of the Common Gateway Interface specification, including
examples of gateway programs that receive data from clients via HTML
FORM and ISINDEX search interfaces. The chapter concludes with refer-
ences to the IETF working draft documents on the HTTP protocol and the

CGI specification, should you be interested in further details.

THE HTTP PROTOCOL

HTTP is an Internet client-server protocol designed for the rapid and effi-
cient delivery of hypertext materials. HTTP is a stateless protocol, which
means that a client can make several requests of a server but that each
request is treated independently, with the server having no recollection of
previous connections. This statelessness is an important feature if the server

is to be fast.

Al HTTP communication uses 8-bit characters, which ensures safe trans-
mission of all forms of data, including HTML documents containing 8-bit
ISO Latin-1 characters.
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An HTTP connection has four stages:

1. Open the connection—The client contacts the server at the Internet

address and port number specified in the URL (the default port is 80).

2. The request—The client sends a message to the server, requesting ser-
vice. The request consists of HTTP request headers that define the
method requested for the transaction and provide information about
the capabilities of the client, followed by the data being sent to the
server (if any). Typical HTTP methods are GET, for getting an object
from a server, or POST, for posting data to an object on the server.

3. The response—The server sends a response to the client. This consists
of response beaders describing the state of the transaction (for exam-
ple, the status of the response—successful or not—and the type of data

being sent), followed by the actual data.
4. Close the connection—The connection is closed.

This procedure means that a connection can download only a single docu-
ment or process a single transaction, while the stateless nature of the trans-
action means that each connection knows nothing about previous connec-
tions. The implications of this are illustrated in the following example
HTTP transactions.

SINGLE TRANSACTION PER CONNECTION

Suppose HTTP is being used to access an HTML document containing ten
inline images. Composing the entire document then requires 11 distinct
connections to the HTTP server: one to retrieve the HTML document

itself, and ten more to retrieve the ten image files.

STATELESSNESS OF THE CONNECTION

Suppose a user retrieves a fill-in HTML FORM from a server and enters
his or her username and password information to access a restricted server-
side resource. When the user submits the FORM data to the server, this
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username/password information is sent to the server gateway program as
part of the data contents (the URL of the gateway program is specified as
an attribute to the FORM element, as discussed in Chapter 2).

This CGI program returns the results as an HTML document, along with a
second FORM allowing further requests. But, this FORM doesn’t contain a
place for passwords. Since the server is stateless and has no memory of
your first connection, how does it know who the user is the second time
around? It does not. To keep track of this information, the CGI program
must place the username/password information in an <INPUT TYPE
="hidden"> element, within the returned FORM, as a record of the state
of the client-server transaction. This information is then passed back and
forth between the client and server, preserving knowledge of the username

and password for each transaction.

EXAMPLE HTTP CLIENT-SERVER SESSIONS

The easiest way to understand the HTTP protocol is through simple exam-
ples. The following section documents five examples covering the most
important HTTP methods. Each presentation shows both the data sent
from the client to the HTTP server and the data returned from the server
to the client. First a few words about how this eavesdropping was accom-
plished.

MoONITORING CLIENT-SERVER INTERACTION

It is not difficult to monitor the interaction between HTTP servers and
World Wide Web clients, because the communication is entirely in charac-
ter data sent to a particular port, so that all you need is the ability to listen
at a port or talk toa port. You can listen at a port using the program
listen, given in Appendix D, while you can talk to a port using the telnet

program.

You use listen to find out what a Web client sends to a server. To obtain

this information, you run the listen program on a computer; for example,
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leonardo.subnet.ca. When you start listen, it prints out the port number it
is listening at, for example:

listening at port 1743

and then falls silent, waiting to print any data that arrives at that port. You
now configure a WWW client to send HTTP requests to this port. You do
this by pointing the browser to port 1743 on leonardo.subnet.ca, using a
URL, such as:

http://leonardo.subnet.ca:1743/Tests/file.html

The client dutifully sends the HTTP request headers to port number 1743
on leonardo.subnet.ca, where listen receives the data and prints it to the

screen.

Determining what the server sends in response to the client takes a bit
more work. In this case, you can use the telnet program to connect to the
server and then must enter by hand the HTTP request headers that were
sent by the client (and that you intercepted using the listen program, as just
described). Suppose, for example, that the server is running at port 80 on
leonardo.subnet.ca. To connect to this server, simply make a telnet connec-
tion to this port. On a UNIX system, type (the PC or Macintosh versions
are slightly different):

leonardo:> telnet leonardo.subnet.ca 80

Trying 128.100.121.33,..

Connected to leonardo.subnet.ca

Escape character is ']

The string you type is in boldface. Telnet gives three lines of information to
let you know what it is doing and then falls silent. Whatever you type is
sent to the server running on leonardo.subnet.ca, so you now type in the
required request headers. Whatever the server sends in response is sent to

the telnet program and printed on the screen.

These tools are used in the following five examples to determine the infor-

mation passed between the client and server in typical HT'TP transactions.
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These five examples look at:
1. A GET method request for a file

2. A GET method request to a gateway program, with a query string
appended to the URL

3. An HTML FORM accessing a server gateway program using the GET
method

4, An HTML FORM accessing a server gateway program using the
POST method

5. An HTTP HEAD method request of a file

These examples build on an understanding of URLs and of the way data
are gathered by an HTML form. These topics were covered in Chapters 2
and 3.

ExamPLE 1: A SimpLE GET METHOD REQUEST

This request accesses the server and requests that a document be sent to the
client. This could be initiated by clicking on a hypertext anchor pointing to
the file. For example:
<A HREF="http://some.server.edu/Tests/file.html">
anchor text

<[A>

The transaction can be broken into two parts: the passing of the request to
the server, and the response information sent by the server back to the

client.

Passing the Request B Figure 4.1 shows the actual data sent by a
Mosaic for X-Windows Version 2.4 client to the server. Other clients send
qualitatively the same information. The dots indicate Accept headers that

were omitted to save space.
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GET /Tests/file.html HTTP/1.0
Accept: text/plain

Accept: application/x-html
Accept: applicatien/html
Accept: text/x-html

Accept: text/html

Accept: audio/*

Accept: text/x-setext

Accept: */*

User-Agent: NCSA Mosaic for the X Window System/2.4 libwww/2.12 modified
[a blank line, containing only CRLF ]

NN Figure 4.1 Data sent from a client to an HTTP server during a simple
GET request. Comments are in italics.

This request message consists of a request header containing several
request header fields. Each field is a text line, terminated by a carriage-
return linefeed character pair (CRLF). The blank line (containing only a
CRLF pair) at the end indicates the end of the headers and the beginning
of any data being sent from the client to the server. This example transac-
tion does not send data to the server, so the blank line is the end of the

request.

The request message contains two parts: the method field, which is the

first line of the request and which specifies the HTTP method to be used
and the location of the desired resource on the server, followed by HTTP
request fields, which pass information to the server about the capabilities

of the client.

The method field contains three text fields, separated by white space
(white space is any combination of space or tab characters). In this exam-
ple, the method header is:

GET /path/file.html HTTP/1.0
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The general form of this field is:

HTTP_method identifier HITP version
These three strings contain:

HTTP_Method The HTTP method specification—GET in the preceding
example. The method specifies what is to be done to the
object specified by the URL. Some other common methods
are HEAD, which requests header information about an
object, and POST, which is used to send information to the
object.

identifier The identifier of the resource. Here, this is the URL stripped
of the protocol and Internet domain name strings. If this
were a message to a proxy server, this would be the entire

URL. Proxy access is discussed later in this chapter.

HTTP_Version The HTTP protocol version used by the client, currently
HTTP/1.0.

The example shows several additional request headers. The Accept field -
passes to the server a list of data representation schemes acceptable to the
client. These are given as MIME content-types and simply tell the server
what type of data the client can handle. MIME types are discussed in more
detail in Appendix B. The meanings are relatively straightforward. For
example, the line Accept: text/plain means that the client can accept
plain text files, while the line Accept: audio/* means that the client can

accept any form of audio data.
There are several other possible request fields. The only other one used in

the preceding example is the User-agent header:

' User-Agent: NCSA Mosaic for the X Window System/2.4 libwww/2.12 modified

This provides information about the client making the request. The string
libwww/2.12 refers to the CERN common-code library for WWW
applications, which is a software library used in developing WWW
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software. Other possible request headers are summarized at the end of this

section.

Server Response M When the server receives the request, it tries to
apply the designated method to the specified object (file or program) and
passes the results of this effort back to the client. The returned data are
preceded by a response header made up of response header fields, which
communicate information about the state of the transaction back to the
client. As with the request header fields sent from the client to the sérver,
these are single lines of text terminated by a CRLE. The end of the response
header is indicated by a single blank line containing only a CRLF. The data

of the response comes after the blank line.

Figure 4.2 shows the data sent from the server to the client in response to

the request of Figure 4.1.

The first seven lines are the response headers. The end of the response
headers is indicated by the single blank line. The data response of the
request (in this case, the requested HTML document) follows this blank

line.

The first line in the response header is a status line that lets the client know
what protocol the server uses and whether the request was successfully
completed. In our example, this line is:

HTTP/1.0 200 OK

The general format for this line is:

http_version status_code explanation

The HTTP_version field gives the protocol version used by the server, cur-
rently HTTP/1.0. The status_code is a number between 200 and 599
that gives the status of the connection, while the explanation field is a
text string that provides more descriptive information about the status.
Explanation strings may vary from server to server, whereas status codes
are explicitly defined by the HTTP specifications. Status codes between 200
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and 299 indicate successful transactions. Numbers 300 to 399 indicate
redirection, which means that the object specified by the URL has moved
and that the server is also sending the client the new URL of the object
(the server sends the new URL in a Location header). Numbers 400 to
599 are error messages. When you encounter an error, the server usually
sends a small HTML document to explain the error. Figure 4.3 gives more

details about the different status codes.

HTTP/1.0 200 OK
Date: Friday, 23-Sep-94 16:04:09 GMT
Server: NCSA/1.3
MIME-version: 1.0
Content-type: text/html
Last-modified: Friday, 23-Sep-94 16:03:27 GMT
Content-length: 145
fa blank line, containing only CRLF ]
<html>
<head>
<title> Test HTML file </title>

</head>
<body>

<hl> This is a test file</hl>

<p> So what did you expect, art?

</body>
</html>

I Figure 4.2 Data returned from the server to the client subsequent to
the GET request of Figure 4.1. Comments are in italics.
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The remaining response headers contain information about the server and
about the response being sent. The example in Figure 4.2 returned six lines
of response header information. The first three, the Date, Server, and
MIME-version fields, describe the server and the details of the transac-
tion, while the Content-type, Last-modified, and Content-length
fields pass information specific to the document being returned. The for-

mats and meanings of these header fields are:

Date: date_time—Contains the time and date when the current object was
assembled for transmission, in the format Friday, 23-Sep-94 16:04:09
GMT. Note that the time must be Greenwich Mean Time (GMT) to ensure that

all servers share a common time zone.

MIME-version: version_number—Gives the MIME protocol version. The

current version is 1.0.

Server: name/version—This gives the name and version of the server,
with a slash character separating the server name from the version number;
for example, NCSA/1.3 or CERN/3.0pre6.

Content-length: length—Gives the length in bytes of the data portion of
the message (in this case, 145). In some cases, the length is unknown (for
example, if it is output from a gateway program), in which case, this field is

absent.

Content-type: type/subtype—Gives the MIME Content-type of the
| data being sent. This tells the client what type of data is being sent by the
server. In this example, the MIME type is text/html, which informs the
browser that the data is an HTML document.

Last-modified: date_time—Gives the date and time that the document
was last modified, in the format Friday, 23-Sep-94 16:03:27 GMT. As
with the Date field, the date must be given in Greenwich Mean Time.

How are these headers generated? If the request is for a file, the HTTP

server constructs these headers itself. If the request is to a CGI gateway
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'program, then the gateway program must provide headers that specify
details about the returned data, such as the Content-type, that cannot be
otherwise determined by the server. The server parses these headers and
adds some of its own to construct a complete collection of server response
headers. Alternatively, the gateway program can return all the response
headers and bypass the server. This nonparsed header option is described

in the discussion of the CGI specification.

A complete list of commonly used HTTP response headers is given at the
conclusion of the HTTP protocol section.

A) Successful Transactions
200 The request was fulfilled.

201 The request was a POST method and was completed successfully.

202 The request has been accepted for processing, but the results of this
processing are unknown. This would be returned, for example, if

the client deposited data for batch processing at a later date.

203 The request was fulfilled but has returned partial information.

B) Redirection Transactions
301 The data requested has been permanently moved to a new URL. If
this status is returned, the server should also send the client the
URL of the new location via the header
Location: URL comments
where URL is the new document URL. Browsers that understand the
Location field will automatically connect to the new URL.

302 The data was found but it actually resides at a different URL. If this
status is returned, the server should also send the client the correct
URL via the header

Location: URL comments
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Browsers that understand the Location field will automatically
connect to the new URL. You will get a 302 Redirection if a URL

pointing to a directory is missing the trailing slash character.

A GET request was sent containing the If-Modified-Since field.

However, the server found that the document had not been modi-
fied since the date specified in this field. Consequently, the server

responds with this code and does not resend the document.

C) Error Messages

400
401

402

403
404
500

501

The request syntax was wrong.

The request required an Authorization: field, and the client did
not specify one. The server also returns a list of the allowed autho-
rization schemes using Wwii-Authenticate response headers. This
mechanism is used by a client and server to negotiate data encryp-

tion and user authentication schemes.

The requested operation costs money, and the client did not specify
a valid Chargeto field in the request header.

You have requested a resource that is forbidden.
The server cannot find the URL you requested.

The server has encountered an internal error and cannot continue
with the request.

The request you have made is legal, but the server does not support
this method.

I Figure 4.3 HTTP status codes.

LEssons FrRom ExampLE 1

1. When a client contacts an HTTP server, it sends the server a collection
of request headers. These headers include the method field, which
specifies the HTTP method being requested by the client and the loca-

tion on the server of the resource being requested, followed by other

request header fields that pass information about the capabilities of
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the client. The collection of request headers is terminated by a single
blank line.

2. The server responds with a message consisting of a response header
followed by the requested data. The response header fields communi-
cate information about the state of the transaction, including a MIME
content-type header that explicitly tells the client the type of data
being sent. The collection of response headers is terminated by a single
blank line. The data being sent to the client follows after the blank

line.

ExampPLE 2: A GET MEeTHOD
REQUEST WITH SEARCH STRINGS

The second example is a GET method, but with query information
appended to the URL. As discussed in Chapter 2, query information is
appended to the URL, separated by a question mark. This is done automat-
ically by World Wide Web browsers when you submit ISINDEX queries or
HTML FORM:s data using the GET method.

A typical URL might be:

http://www.stuff.ca/cgi-bin/srch-example?iteml+item2+item3+itemd
which passes four items to the program srch-example.

Figure 4.4 shows the request headers sent by the MacWeb browser when it

accesses this URL. Again, some accept headers are omitted to save space.

This GET method is also known as the HTTP TEXTSEARCH method,
even though it is constructed using GET and a modified URL. This request
header is essentially the same as in Figure 4.1, the major difference being
the query strings added to the locator string. The server’s interpretation of
this string is described in the second half of this chapter.
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GET /cgi-bin/srch-example?iteml+item2+item3+itemd HTTP/1.0
Accept: video/quicktime

Accept: video/mpeg

Accept: image/x-xbitmap

Accept: image/pict

Accept: image/jpeg

Accept: text/plain

Accept: text/html

User-Agent: MacWeb/1.00ALPHA2 libwww/2.13
[a blank line, containing only CRLF ]

I Figure 4.4 Data sent from a MacWeb client to an HTTP server during a
GET request, with query strings appended to the URL. Comments are in
italics.

LEssoN FRoM ExamMPLE 2

Query data appended to a URL during a GET request to a server is passed
as part of the locator string in the HTTP method field of the request head-
ers. All other request headers are the same as those for a standard GET
request, as described in Example 1. A GET request with an appended
query string is also called the HTTP TEXTSEARCH method.

ExXAMPLE 3: SUBMITTING A
FORM Using THE GET MEeTHOD

This example examines how an HTML FORM submits the form data con-
tents to a server, using the HTTP GET method. The example HTML
FORM is shown in Figure 4.5. The actual rendering of this form by a
WWW browser is shown in Figure 4.6.
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e
<FORM ACTION="http://leonardo.utirc.utoronto.ca:8080/cgi-bin/forml” METHOD=GET>
<p> Search string: <INPUT TYPE="text" NAME="srch" VALUE="dogfish">
<p> Search Type:
<SELECT NAME="srch_type">
<QPTION> Insensitive Substring
<OPTION SELECTED> Exact Match
<QPTION> Sensitive Substring
<OPTION> Regular Expression
</SELECT>
<p> Search databases in:
<INPUT TYPE="checkbox" NAME="srvr" VALUE="Canada" CHECKED> Canada
<INPUT TYPE="checkbox" NAME="srvr" VALUE="Russia" > Russia
<INPUT TYPE="checkbox" NAME="srvr" VALUE="Sweden" CHECKED> Sweden
<INPUT TYPE="checkbox" NAME="srvr" VALUE="U.S.A." > U.S.A.
<em> (multiple items can be selected.)</em>
<P> <INPUT TYPE="submit"> <INPUT TYPE=reset>.
</FORM>

I Figure 4.5 Example HTML FORM that uses the GET method to submit
data to a server.

The FORM element is discussed in detail in Chapter 2. This FORM
defines the three variable names, srch, srch_type, and srvr. These have been
assigned values srch=dogfish, srch_type=Exact Match, srvr=Canada, and
srvr=Sweden. Mosaic for X-Windows Version 2.4 is again used, as in
Example 1. Figure 4.7 shows the data sent by this FORM to the server.

The dots indicate accept headers that were deleted to save space.

As discussed in Chapter 2, submitting a FORM sends the data to the server
as a collection of name/value pairs. In practice, this is accomplished by
sending the data as a collection of strings, name=value, with the amper;
sand character (&) separating the strings. In addition, blank characters are

encoded into plus signs. With the GET method, this string is appended to
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Search string: -

Search databases in: ™ Canada ® Russia ™ Sweden W U.S.A, (multiple
items can be selected.)

B v s o S v ] ]

I Figure 4.6 Mosaic for X-Windows browser rendering of the FORM
example in Figure 4.5,

the URL and separated from it by a question mark. When the HTTP server
receives these data, it forwards the entire query string to the gateway pro-
gram form1. These details are discussed in Example 9 in the CGI section of
this chapter.

LEssON FRoM ExamprLE 3

When an HTML FORM submits data to an HTTP server using the GET
method, the FORM data are appended to the URL as a query string.
Consequently, the FORM data are sent to the server in the query string
part of the locator string in the request header method field. The FORM
data are encoded according to the URL syntax.
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(|
GET /cgi—bin/forml?srch:dogfish&srch_type=Exact+Match&srvr=Canada&srvr=Sweden HTTB/1.0
Accept: text/plain
Accept: application/x-html
Accept: application/html
Accept: text/x-html
Accept: text/html

Accept: audio/*

Accept: text/x-setext
Accept: */*
User-Agent: NCSA Mosaic for the X Window System/2.4 libwww/2.12 modified
[a blank line, containing only CRLF ]
EEEENNN Figure 4.7 Data sent from a client to an HTTP server during a FORM-

based GET request.
EXAMPLE 4: SUBMITTING A
FORM Using THE POST METHOD
This example again uses the FORM shown in Figure 4.6 but with one sub-
tle change: It uses the HTTP POST method, not GET. Therefore, this

example sends the same data to the server but by a different method.

As in Example 3, this form has variable names srch, srch_type, and srvr.
These have been assigned values srch=dogfish, srch_type=Exact Match,
srur=Canada, and srvr=Sweden. Figure 4.8 shows the data sent to the

server, again from the Mosaic for X-Windows browser.

The POST method sends data in a message body, not in the URL. The dif-
ference is indicated in three places. The first is in the method header, which
now specifies the POST method and which has no data appended to the
URL. The second is in the two new request header fields: Content-type
and Content-length. Last, it is indicated by the line of data following
the headers. This line is the data being sent to the server via the POST
method.
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POST /cgi-bin/forml HTTP/1.0
Accept: text/plain

Accept: application/x-html
Accept: application/html
Accept: text/x-html

Accept: text/html

Accept: audio/*

Accept: text/x-setext

Accept: */*

User-Agent: NCSA Mosaic for the X Window System/2.4 libwww/2.12 modified
Content-type: application/x-www-form-urlencoded

Content-length: 58

srch=dogfish&srch_type=Exact+Match&srvr=Canada&srvr=Sweden

IS Figure 4.8 Data sent from a client to an HTTP server during a FORM-

based POST request.

The two new headers tell the server that there will be data following the
request headers. The content-length header gives the length in bytes of the
message, while the content-type header specifies the MIME-type of the
message being sent to the server. There is currently only one valid content-

type for FORM data being sent to a server, namely:

Content-type: application/x-www-form-urlencoded

This header indicates that the data is from a FORM and that it is encoded
in the same manner as when appended to a URL. You can compare the
message body at the bottom of Figure 4.8 with the data appended to the
URL in Figure 4.7 to verify this equivalence. The details of how the data

are passed from the server to the CGI program are described in the second
half of this chapter.
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LEssoN FRoOM ExaAmPLE 4

When an HTML FORM submits data to an HTTP server using the POST
method, the FORM data are sent to the server as a message body that
follows the request headers. This message body is encoded in the same
manner as when appended to the URL. Additional request headers tell the

server the content-type of the arriving message (application/x-www-
form-urlencoded)and the length of the message. No data are appended
to the URL.

ExAmMPLE 5: ACCESSING A
DocumENT WITH THE HEAD METHOD

The HEAD method is often used by programs that automatically search for
documents on WWW servers. This method requests that the server send
the response headers relevant to the requested URL, but not the referenced
object. This is a quick way of seeing if a document or gateway program is
actually present and of obtaining some general information about it, such
as its MIME content-type, without downloading an entire document.

For example, suppose you access the document in Example 1, but using the
HEAD method. This request is written:

HEAD /Tests/file.html HTTP/1.0

User-Agent: HEAD Test Agent

From: name@domain.name.edu

You do not need all the accept headers, since you are not requesting a com-
plete document. The new From field gives the server the electronic mail
address of the person making the HEAD request. The response to this
request (in this case, the NCSA Version 1.3 HTTP server) is:

HTTP/1.0 200 OK

Date: Saturday, 24-Sep-94 23:10:55 GMT

Server: NCSA/1.3

MIME-version: 1.0
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Content-type: text/html
Last-modified: Sunday, 18-Sep-94 19:44:28 GMT

Content-length: 0

This indicates that the document is there (the status code 200 implies a
valid URL), and includes information about the document type and the
date it was last modified. In principle, the HTML META allows the
server to parse the document and include additional information about the
document in these header fields, but few servers currently implement this

feature.

LEssoN FRomMm ExampPLE 5

A HEAD request retrieves the response headers for the indicated URL only—
the document itself is not retrieved. If the HEAD request is for an HTML
document, some servers parse the document HEAD for information to include

in the response headers—this server feature is not widely implemented.

The preceding discussion and examples provided an overview of the HTTP
protocol. You can, if you wish, skip to the CGI specifications section of
this chapter. The next section looks briefly at more complex features of the
HTTP protocol, such as user authentication, format negotiation, and other
less used methods, and gives a summary of commonly used request head-

ers, response headers, and HTTP methods.

USER AUTHENTICATION, DATA
ENCRYPTION, AND ACCESS CONTROL

So far, we have not discussed controlling access to an HTTP server, or the
encryption of data for transmission between client and server. There are
several mechanisms available for doing these things, but as yet no well-
established standard. This section briefly discusses the different options
open to a server administrator, and refers the interested reader to more

advanced documentation on this topic.
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For low-level security, you can configure the server to allow access only to
machines in an authorized Internet domain. For example, several servers
can be configured to allow access only to machines with Internet domain
names ending with a string such as .domain.site.edu. This feature is avail-
able on several servers. Often, access can be restricted on a per-file or per-
directory basis. This is not very secure, however, since a clever cracker can
spoof a domain name and access the data. It is also not very specific, since
anyone can access the restricted material, provided they can access one of

the allowed machines.

A somewhat finer control is possible when accessing server-side CGI pro-

grams. For example, you can connect an HTML FORM to a server-side

_program and have the FORM request identification and password informa-

tion for authentication on the server. This is still not very secure, since the
information being sent is not encrypted so that anyone intercepting the

messages can read the username and password information.

Truly secure communication requires negotiated encryption of the data
being sent from client to server and from server to client. Negotiated
encryption means that the server and client must negotiate the scheme to
be used and must also exchange information allowing each of them to send
encrypted information that can be decoded by the receiver. This requires
that both client and server contain encryption/decryption software and that
they both understand the same encryption schemes. Currently, the NCSA
and CERN HTTP servers have these capabilities, as do certain client pro-
grams, such as Mosaic for X-Windows. The references at the end of this
chapter describe the details of the CERN and NCSA authentication/encryp-
tion implementatidns. Authentication is an important feature for most
commercial providers of WWW software products, so, if encryption is
important, you may want to consider commercial providers of server and

browser software.
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PrROXY SERVERS AND SERVER CACHING

Proxy servers are used by local area networks (LANs) that want to protect

!

!

i themselves from unauthorized entry over the Internet. This can be done by

! installing firewall software on the gateway machine that links the local net-

: work to the outside world. A firewall keeps TCP/IP packets from entering
the local network from the outside world and thereby protects the LAN

| from the dangerous world outside.

: Unfortunately, a firewall means that users inside the LAN cannot access

| WWW resources outside, since communication is blocked by the firewall.

The solution is to install a proxy server on the firewall, and to configure

your WWW browsers to refer to this proxy server instead of the real

servers outside your LAN. A proxy server has access to both the inside and

outside worlds, and can safely pass information back and forth across the

firewall. When your browser wants to request information from outside

| the firewall, it sends this request to the proxy server on the firewall. The
proxy server then proxies the request—that is, it completes the request on

your behalf and forwards to you the result.

. This two-stage process can be slow. To speed up service, proxy servers can
cache the retrieved files. Thus, the first time you request a document, the

' server goes to the outside world and fetches it, but subsequently retains a

: copy on its own local disk. If you make another request for this same file,
the proxy server gives you the locally cached copy of the document and
does not refetch it. This saves time and can also significantly reduce the

load on the network connection.

This can be a problem, however, if the file is one that changes with time.
This can be the case for pages containing periodically updated data or for
documents created dynamically by CGI programs. This problem can be
solved using the Expires server response header, which is used to inform
a proxy server how long it can keep a cached copy of a downloaded docu-

ment. When the proxy server retrieves a document from the primary server
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outside the firewall, the primary server can place in the server response

headers the line:
Expires: date

This tells the proxy server how long it can keep the document before it

must be updated from the original server.

CERN HTTP ProXxYy SERVER

There are two ways of implementing proxy servers on a LAN. The CERN
HTTP proxy server was explicitly designed to be an HTTP server, and also
to support proxy access outside a firewall-protected network. The CERN
HTTP server also implements document caching, and is the best choice for
implementing HTTP service in a secure environment. More details about
the CERN HTTP server are given in Chapter 8.

SOCKS PROXY SUPPORT
The SOCKS package is another proxying package, but was not designed

specifically for HT'TP service and does not have caching capabilities.
However, this is an ideal choice if you do not also need an HTTP server,
and is significantly easier to implement than the full CERN HTTP server.
Additional information about SOCKS can be found at:
ftp://ftp.nec.com/pub/security/socks.cstc
A proxy server is useful only if your browser can be configured to use it.
Chapter 7, which discusses the different WWW browsers, notes browsers
that support proxy service. Additional information about proxy support is

found in the References at the end of this chapter.

HTTP METHODS AND
HEADERS REFERENCE

The following three sections summarize the currently implemented HTTP
methods, request headers, and response headers. A more detailed list can

be found in the References at the end of this chapter.
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HTTP METHODS

The most common methods are the GET/TEXTSEARCH, HEAD, and
POST methods just discussed. The following is a slightly more complete list
of these methods:

GET Retrieve the indicated URL.
HEAD Retrieve the HTTP header information for the
indicated URL. '

TEXTSEARCH Access the indicated URL and query the URL. This is
done using a GET method and a URL that contains
appended query data.

LINK This method links an existing object to another object.
For an HTML document, this would imply editing the
document and adding LINK information to the docu-
ment HEAD.

UNLINK Remove the link information inserted, for example,
by a LINK method.

POST Send the data to the indicated URL. The URL must

already exist.

PUT Place the data being sent by the client in the indicated
URL, replacing the old contents. The URL must already
exist. The CERN HTTP server has an implementation
of PUT.

HTTP REQUEST HEADERS

Accept: type/subtype—This field contains a list of MIME content-types

that are acceptable to the client, separated by semicolons.

Accept-Encoding: encoding_type—Lists the data encoding types
acceptable to the client. For example, Accept-Encoding: x-compress tells

the server that the client can accept compressed data in the compress format.
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The only current encoding types are x-compress and x-gzip. If a server
sends a document in compressed format, it must include the Content-

Encoding response header.

Authorization: scheme data—This passes user authentication and

encryption scheme information to the server.

Content-length: length—Gives the length (in bytes) of the message

being sent to the server.

Content-type: type/subtype—This gives the MIME content-type of the

message being sent to the server.

From: mail_address—This contains the address, in Internet mail format,

of the user accessing the server.

If-Modified-Since: date—This request header is used with the GET
method to make the GET request conditional: If the requested document has
not changed since the indicated time and date, the document is not sent. The
date must be in Greenwich Mean Time and of the format Friday, 23-Sep-
94 18:28:33 GMT. If the document is not sent, the server should send the

response header message 304 (not modified).

Pragma: directives_for_server—Pragma directives are designed for
passing special-purpose information to servers. Currently, there is only one
server directive, Pragma: no-cache, which instructs a proxy server to
always fetch the document from the actual server, and to never use a locally

cached copy.

Referer: URL—This gives the URL of the document from which the request
originated. This can be a partial URL, in which case, it is interpreted relative
to the URL of the document being requested. If a document contains an
HTML BASE element, then the contents of this should be sent instead.

User-Agent: program/version comments—Provides information about

the client software making the request.
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HTTP RESPONSE HEADERS

The following is a list of currently implemented HTTP response headers. A
more detailed list can be found in the References listed at the end of this

chapter.

Content-Encoding: encoding type—Specifies the encoding type mecha-
nism used in generating the results. The only currently valid types are x-com-
press and x-gzip. You can have only one type per header. This allows com-

pressed files to be uncompressed on-the-fly by the client.

Content-length: xxx—Gives the length (in bytes) of the message being

sent to the client.

Content-Transfer-Encoding: encoding_ type—This is a MIME proto-
col header and gives the encoding mechanism used for the MIME messages.

The default is 8-bit character encoding.

Content-type: type/subtype—This gives the MIME content-type of the

message being sent to the client.

Expires: date_time—Gives the time and date after which the information
being sent should be considered invalid. This can allow clients to automati-
cally refresh data that should be periodically updated. Proxy servers use this

field to determine when a cached copy of a document should be refreshed.

Title: title—The title of the document. This should be identical to the

contents of the document’s TITLE element.

Www-Authenticate: scheme scheme_message—This passes information
to the client stating the encryption and authorization schemes the server
wants to use. This is used only for directories, files, or CGI programs that
require user authentication. Scheme gives the name of the authorization

scheme, while scheme_message gives related data.

WWW-Link : —This should contain the information from the LINK elements of
an HTML document. This allows the HTTP header to contain information
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about an HTML document, and would allow clients using HEAD methods to
access information about the document useful for cataloging and indexing

purposes.

THE COMMON GATEWAY INTERFACE

The Common Gateway Interface (CGI) is the specified standard for com-
munication between HTTP servers and server-side gateway programs.
When you access a gateway program, the server activates the program and
passes it any ISINDEX query, FORM, or other data that was sent from the
client. When the gateway program has finished processing the data, it
sends the result back to the server and, from there, back to the client. The
CGI specifications define how these data are passed from the server to the

gateway program, and vice versa.

Gateway programs can be compiled programs written in languages such as
C, C++, or Pascal, or they can be executable scripts written in scripting
languages such as perl, tcl, and the various shell programs. In fact, most
gateway programs are scripts, since these are easy to write and modify and
are inherently transportable from machine to machine. In addition, execu-
tion speed is often not an important factor when writing a gateway pro-
gram, since the slowest part is usually the resource the gateway connects

to, and not the gateway program itself.

SENDING DATA FROM
THE CLIENT TO THE SERVER
There are three ways data is sent from the client to the server. The first is
via a URL query string, such as:
http://some.site.edu/cgi-bin/ex prog?query info
This passes the query string query_info to the server. The server, in turn,

launches the gateway program ex_prog and passes it the query string.
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The second way is as extra path information, which is placed in the URL
by adding directory-like information to the URL just after the name of the
gateway program. For example:

http://some.site.edu/cgi-bin/ex prog/dir/file?query_info
The string /dir/file is interpreted by the server as extra path informa-
tion, while the string query_info is once again interpreted as a query
string. When the server launches the gateway program ex_prog, it passes to
ex_prog both the query string query_info and the extra path string
/dir/file.
Third, data can be sent to the server in a message body. This is possible
with the HTTP POST method and is often used with HTML FORMs.
When a server receives a POST method message from a FORM, it sends

the POSTed data to the designated gateway program.

SENDING DATA TO THE
GATEWAY PROGRAM FROM THE SERVER

The CGI specifications define the mechanisms by which data are forwarded

to a gateway program. There are three mechanisms:

1. Command-Line Arguments—The server launches the gateway program

with command-line arguments.

2. Standard Input—The server passes data to the gateway program such
that it is read as input (from standard input) by the gateway program
client.

3. Environment Variables—The server puts information in special envi-
ronment variables before starting the gateway program. The gateway

program can then access these variables and obtain their contents.

The mechanisms that are used during a particular transaction depend on
the HT'TP method of the request (GET or POST), and also on the nature of
the query string appended to the URL (ISINDEX versus non-ISINDEX

queries). Later sections use examples to illustrate typical cases.
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RETURNING DATA FROM THE
GATEWAY PROGRAM TO THE SERVER

There are two ways in which a CGI program can send information back to

the server:

1. Write to standard output—The gateway program passes data back to
the server by writing data to standard output. This is the only way

that gateway programs can return data to a client.

2. The name of the gateway program—Gateway programs with names
beginning with the string nph- are called nonparsed header programs
and are treated specially by the server. In general, the server parses the
output of a gateway program looking for headers that it can use to
create the HT'TP response headers it will send to the client with the
returned data. If a gateway program name begins with nph-, the server
sends the gateway program directly to the client and does not add any

header information.

These methods are illustrated with several examples. The first of these,
Example 6, looks at an HTML ISINDEX document request. Example 7
demonstrates nonparsed header gateway programs, which send data
directly back to the client, bypassing any server processing. Example 8
shows how environment variables are passed to the gateway program and
explains the contents of these variables. Examples 9 and 10 show how
HTML FORMs data—using the GET and POST methods, respectively—

are passed to a gateway program.

ExampPLE 6: ISINDEX SEARCHES
ISINDEX queries is the only query method that passes data to a gateway

program as command-line arguments. It is a simple technique and a useful

starting point for understanding client-server-gateway interactions.
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This example accesses the gateway program srch-example listed in Figure
4.9. This is a Bourne-shell script designed to search a phone-number data-
base using the search program grep. This script searches for names in a
phone-listings database and uses the ISINDEX element to prompt for the
search string. In this example, the search string is just the list of names you
want to search for. When this script receives this data, it searches the data-
base for the indicated names and returns the names and phone numbers of
any matches. The script is designed both to prompt for search strings and

to return the results of the search.

From Chapter 2, you will recall that ISINDEX sends data to the server by
appending the query data onto the URL being viewed; for example:

http://some.where.edu/cgi-bin/srch_program?query_string

When this information reaches the server, the URL is decoded and, if it is
an ISINDEX query, the server takes the query strings and passes them to

the indicated gateway program as command-line arguments.

How does the server know if a query is an ISINDEX query? The conven-
tion is that an ISINDEX query string does not contain any unencoded
equal signs (=). As noted in Example 3, FORM data is passed as a collec-
tion of name=value strings, which always contains equal signs. Therefore,
the presence of an equal sign indicates that the query does not come from
an ISINDEX query, in which case, the server does not convert the query

data into command-line arguments.

Step 1: First Access of the URL M In the example, we first access the
script srch-example using the URL:

http:iileonardo.utirc.uforonto.ca:8080/cgi—bin/srch—example

Note that there is no query information attached to this URL; this is an

important factor in the behavior of the script.
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01 #!/bin/sh

02 echo Content-TYPE: text/html

03 echo

04

8 EE ] S =N ] # is the number of arguments == 0 ?

06 then # do this part if there are NO arguments

07 echo "<HEAD>"

08 echo "<TITLE>Local Phonebook Search</TITLE>"

09 echo "<ISINDEX>" 7

10 echo "</HEAD>"

11 echo "<BODY>"

12 echo "<Hl>Local Phonebook Search</H1>"

13 echo "Enter your search in the search field.<P>"

14 echo "This is a case-insensitive substring search: thus"
15 echo "searching for 'ian' will find 'Ian' and Adriana'."
16 echo "</BODY>"

17 else # this part if there ARE arguments
18 echo "<HEAD}”

19 echo "<TITLE>Result of search for \"$*\".</TITLE>"

20 echo "</HEAD>"

21 echo "<BODY>"

22 echo "<Hl>Result of search for \"§*\".</Hl>"

23 echo "<PRE>"

24 for i in $*

25 do
26 grep -i $i /vast/igraham/Personnel
27 done

28 echo "</PRE>"
39 echo "</BODY>"
40 f£i
IR Figure 4.9 Bourne-shell script CGl gateway program srch-example.
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Line 1 tells the computer to interpret this script using the /bin/sh program,
which is the traditional location and name for the Bourne shell. The second
two lines echo information to standard output (echo is the Bourne-shell
command for printing to standard output). Standard output information is
sent back to the server and, from there, back to the client. These two lines
provide HTTP response header information about the data to come. This is
necessary, as the server has no other way of knowing the type of data the

gateway program will send. The first line in this script prints the header:

Content-type: text/html

to tell the client and server that the data to follow is an HTML document.
The next line of the script prints a blank line. Per the HTTP protocol, this
indicates the end of the header fields and that subsequent output is message

data.

Line 5 tests the number of command-line arguments. In this case, there is
no query string, so there are no arguments and the first branch of the if is
executed. This first branch prints to standard output a simple HTML doc-
ument explaining the nature of the search; this is shown in Figure 4.10.
The document also contains the ISINDEX element, which instructs the
browser to prompt for search information; this results in the query box
shown in Figure 4.10. The names ian and bradley are already typed into
this box, separated by a single space. These are the names to be used in the

search.

Step 2: Second Access of the URL B Submitting this ISINDEX
search information accesses the same URL, but appends the names ian and
bradley to the URL as query strings. Thus, in this second phase, the
accessed URL is:

http://lecnardo.utirc.utoronto.ca:8080/cgi-bin/srch-example?ian+bradley

where the space between ian and bradley has been encoded as a plus sign.
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This is a searchable index. Enter search keywords: -

Local Phonebook Search

Enter your search in the search field.

This is a case—insensitive substring search: thus searching for "ian’ will find
"Tan” and Adriana’.

I Figure 4.10 Document returned from the script srch-example when

accessed without a query string appended to the URL.

When the server receives this URL, it parses the query string and finds that
there are no unencoded equal signs, so it knows that this is an ISINDEX
query. It therefore takes the query string and breaks it into individual
strings, using the plus signs to mark the string separators. This yields two
strings: ian and bradley. The server next launches the gateway program
srch-example, using the names ian and bradley as command-line argu-
ments. If you were to type the command yourself, this would look like:

srch-example ian bradley

Figure 4.11 shows the results of this second access to the Bourne-shell pro-
gram and, by following Figure 4.9, you can see how this was generated. As
before, the first two lines print the MIME content-type of the message and .
the blank line separating the HTTP headers from the data. At line §, the
program checks for command-line arguments. This time, there are argu-

ments, so the second branch of the script is executed starting at line 18.
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. This section prints a different HTML document: this time, including output

from the program grep. Lines 24 through 27 loop the variable i through
all the different command-line arguments. The contents of the variable i
(denoted by $1) are given as an argument to the program grep, which
scans the file /vast/igrabam/Personnel for names matching the pattern
given by the argument i. Grep prints the matches to standard output. The
result of the searches is shown in Figure 4.11. Note that there is now no
query box. The second branch through the script in Figure 4.9 did not
include an ISINDEX element, so no query box is presented.

ExampPLE 7: HEADERS AND GATEWAY PROGRAMS

In this example, we look at how the HTTP server adds header information
to the document returned by the gateway program. Consider first (see
Figure 4.12) the actual data sent by the server to the client when it first
accessed the srch-example (these are the data that produced Figure 4.10).

Result of search for "ian bradley”.

Graham Ian 8599 igrashamautire.utoronto.ca
Foufis Adriana 8255 koufis@utire.utoronto.ca
Bradley John 3995 bradleyautire.utoronto.ca

I Figure 4.11 Document returned from the script srch-example when

accessed with a query string appended to the URL.
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HTTP/1.0 200 OK
Date: Tuesday, 27-Sep-94 16:43:48 GMT

Server: NCSA/1.3 MIME-version: 1.0

Content-type: text/html

<HEAD>

<TITLE>Local Phonebock Search</TITLE>

<ISINDEX>

</HEAD>

<BODY>

<Hl>Local Phonebook Search</H1>

Enter your search in the search field.<P>

This is a case-insensitive substring search:thus
searching for 'ian' will find 'Ian' and Adriana'.
</BODY>

I Figure 4.12 Data returned to the client upon accessing the URL
http://leonardo.utirc.utoronto.ca:8080/cgi-bin/srch-
example. These are the data used to generate Figure 4.10.

Comparing with Figure 4.9, you will see that the headers are not, in fact,
those returned by the script: The content-type headers are typographically
different. In fact, the headers returned to the client were generated by the
HTTP server, with help from the headers passed from the gateway pro-

gram.

The server takes the header data returned by the gateway program and
parses each of the header fields. Most of these headers are passed through
unaltered and are included with headers returned to the client. Some, how-
ever, are treated as server directives and are used by the server to modify
the HT'TP response headers it adds to the returned response headers. The

three currently valid server-directive headers are:
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1. Content-type: type/subtype—This gives the MIME-type for the
data being sent by the gateway program. The server replaces its
default Content-type server response header with the type/subtype val-
ues given here.

2. Location: URL—This tells the server that the gateway program is
specifying the URL to which the client should be redirected. The server
adds this header to the server response and also changes its header sta-

tus line from:

HTTP/1.0 200 OK

to:

HTTP/1.0 302 Redirection

which tells the client that there is redirection information in the
response headers, and that it should use the Location field to access

the desired document.

3.status: code string—This passes an HTTP status string to the
server for use in place of the standard value. For example, if the srch-
example gateway script returned the header:

Status: 444 four-fourty-for

as a result, the response headers returned to the client would look like:
HTTP/1.0 444 four-fourty-for
Date: Tuesday, 27-Sep-94 16:43:48 GMT
Server: NCSA/1.3
MIME-version: 1.0

Content-type: text/html

NonrPARSED HEADERS

It is possible to return gateway program output directly to the client with-
out it being parsed by the HTTP server. This is done by appending the
string nph-, for nonparsed headers, to the name of the script. When the
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server sees gateway program names beginning with #ph-, it knows to pass
the gateway program output directly to the client. For example, Figure
4.13 shows the data returned from the gateway program nph-srch-
example; this is an exact duplicate of the program srch-example, the only

change being the string nph- added to the program filename.

Comparing Figure 4.13 with Figure 4.9 shows that the response now con-
tains just the data printed by the gateway program, with nothing added or
changed by the server. The advantage of nonparsed header gateway pro-
grams is speed, since the server is not required to parse the returned data
and generate appropriate headers. In exchange, the gateway program itself
must produce all the required headers. Thus, an #ph- script must also
print, at a minimum, the following response headers (with values appropri-
ate to the script):

HTTP/1.0 200 OK

Date: Tuesday, 27-Sep-94 16:43:48 GMT

Server: NCSA/1.3

MIME-version: 1.0

ExamPLE 8: ENVIRONMENT VARIABLES

The preceding examples would imply that the server passes very little infor-
mation to the gateway programs. In fact, the server is not so ungenerous.
Before launching the gateway program, the server initializes several envi-
romment variables that are subsequently accessible to the gateway pro-
grams. In particular, this mechanism is used to pass extra path information
to the gateway program. The names and contents of the environment vari-
ables are shown in Figures 4.14 and 4.15. Figure 4.14 shows the gateway
script srch-example-2; this is the same ISINDEX script shown in Figure
4.9, modified to print the contents of the environment variables. The

HTML document generated upon accessing this script at the URL:

http://leonardo.utirc.utoronto.ca:8080fcgi—bin/srch-examplewz/dir/file?ian+bradley

is shown in Figure 4.15. Accessing this URL passes both query string and

extra path information to the referenced gateway program.
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[
Content-TYPE: text/html

<HEAD>
<TITLE>Local Phonebook Search</TITLE>
<ISINDEX>
</HEAD>
<BODY>
<Hl>Local Phonebook Search</H1>
Enter your search in the search field.<P>
This is a case-insensitive substring search: thus
searching for 'ian' will find 'Ian' and Adriana‘'.
</BODY>
I Figure 4.13 Nonparsed header output returned upon accessing the URL:

http://leonardo.utirc.utoronto.ca:8080/cgi-bin/nph-
srch-example.

[E== s |
#!/bin/sh
echo Content-TYPE: text/html
echo
T e e | # is the number of arguments == 0 ?
then # do this part if there are NO arguments

echo "<HEAD>"
echo "<TITLE>Local Phonebook Search</TITLE>"
echo "<ISINDEX>"
echo "</HEAD>"
echo "<BODY>"
echo "<Hl>Local Phonebook Search</H1>"
echo "Enter your search in the search field.<P>"
echo "This is a case-insensitive substring search: thus"
echo "searching for 'ian' will find 'Ian' and Adriana'."
echo "</BODY>"
else # this part if there ARE arguments
echo "<HEAD>"

echo "<TITLE>Result of search for \"$*\".</TITLE>"
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echo "</HEAD>"
echo “"<BODY>"
echo "<P> Number of Command-line Arguments = $#. They are:"
for i in 5*
do
echo " <code> $1 </code> "
done
echo "<h2> The Environment Variables </h2>"
echo "<pre>" # print the enviromment variables
echo " SERVER_SOFTWARE = $SERVER _SOFTWARE"
echo " SERVER_NAME = S$SERVER_NAME"
echo " GATEWAY INTERFACE = SGATEWAY INTERFACE'
echo " SERVER_PROTOCOL = $SERVER_PROTOCOL"
echo " SERVER_PORT = $SERVER_PORT"
eche " REQUEST METHOD = $REQUEST_METHOD"
eche " HTTP_ACCEPT = S$HTTP_ACCEPT"
echo " PATH_INFO = $PATH_INFO"
echo " PATH TRANSLATED = S$PATH_ TRANSLATED"
echo " SCRIPT_NAME = $SCRIPT_NAME"
echo " QUERY STRING = S$QUERY STRING"
echo " REMOTE_HOST = $REMOTE_HOST"
echo " REMOTE_ADDR = S$REMOTE_ADDR"
echo " REMOTE_USER = $REMOTE_USER"
echo " AUTH TYPE = $AUTH_TYPE"
echo " CONTENT TYPE = SCONTENT TYPE"
echo " CONTENT LENGTH = SCONTENT LENGTH"
echo "</pre>"
echo "<H2>Result of search for \"$*\'.</H2>"
echo "<PRE>"
for 4 an &*
do
grep -i $i /vast/igraham/Personnel done
echo "</PRE>"
echo "</BODY>"
)
I Figure 4.14 Bourne-shell script srch-example-2. This is a modification of
the seript in Figure 4.7 to explicitly print the environment variables and
the command-line arguments.
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Number of Command-line Arguments = 2. They are! ian bradley

The Environment Variables

SERVER_SOFTWARE = NCBA/1.3

SERVER_NAME = lecnardo.utirc.utoronto.ecs

GATEWAY INTERFACE = CGI/1.1

SERVER_PROTOCOL = HTTP/1.0

SERVER_PORT = B0B0

REQUEST_METHOD = GET

PATH_INFO = /dir/file

PATH_TRANSLATED = fvast/igraham/WebDocs/dir/file

SCRIPT_NAME = /egi-bin/srch-example-2

QUERY_STRING = iantbradley

REMOTE_HOST = leonardo.utirc.utoronto.ca

REMOTE_ADDR 128.100.104.51

REMOTE_USER

AUTH_TYPE =

CONTENT_TYPE =

CONTENT_LENGTH =

HTTP_ACCEPT = text/plain, application/z-html, application/html, !
HTTP_USER_AGENT = NCS3A Mosaic for the X Window System/2.4 libwww/2.12

|
|
Result of search for "ian bradley". ; |

Graham Ian 8599 igraham@utirc.utoronto.ca BC213 |
Koufis Adriana 8255 koufis@utirc.utoronto.ca BC202
Bradley John bradley@utirc.utoronto.as BC202Z |

I Figure 4.15 Document returned from the script in Figure 4.14 after
accessing the URL: nttp://leonardo.utirc.utoronto.ca:8080/cgi-bin/
srch-example-2/dir/file?ian+bradley.

Most of the environment variables shown in Figure 4.15 are easy to under-
stand. Some are set by default and do not depend on the nature of the
request, while others are set only when particular client-server-gateway
interactions are involved. The following is a list of the different variables
and their contents, discussed with reference to the data displayed in Figure
4.15.

SERVER_SOFTWARE=server name/version—Ihe name and version of the
server software answering the request. The format is name/version, as in

NCSA/1.3 for this example.
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SERVER _NAME=domain.name—The Internet domain name of the server;
here, leonardo.utirc.utoronto.ca. If the domain name is not available,

this will be the numerical IP address.

GATEWAY INTERFACE=CGI/version—This gives the particular version of
the CGI interface specification being used by the server. The current version is
1.1, so this should be cG1/1.1.

SERVER_PROTOCOL=HTTP/version—This specifies the protocol being used,
namely HTTP, and the related version number. This allows the CGI specifica-
tion to be used with servers that support protocols other than HTTP, or that
support multiple protocols (for example, both Gopher and HTTP). The cur-
rent HTTP protocol version is 1.0, so this should be HTTP/1. 0.

SERVER_PORT=number—The port number called by the client: 8080 in this

example.

REQUEST METHOD=HTTP_method—The method associated with the request.
For HTTP server access, this will be GET, HEAD, POST PUT, and so on. This
allows you to write a single gateway script or program supporting multiple
methods; the script can use the contents of this variable to decide which por-

tions of the program to execute.

PATH INFO=extra_path—This contains any extra path information found in
the URL. In our example, this contains the string: PATH_INFO=/dir/file.

PATH TRANSLATED=/transl/extra_path—This contains the PATH_INFO
path translated into an absolute document path on the local system. For
example, suppose the server document directory (the directory under which
all documents are kept) is /vast/igrabam/WebDocs. The translated path is
then:

PATH TRANSLATED=/vast/igraham/WebDocs/dir/file
Note that this is not related to where the gateway program is physically kept.
The translated path can be used to locate configuration files for use by the

gateway program.
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