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A Survey of Design Techniques for System-Level
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Abstract—Dynamic power managemer(DPM) is a design computers are VLSI chips, HDD, and display. It is often the
methodology for dynamically reconfiguring systems to provide case that the HDD and the display are the most power-hungry
the requested services and performance levels with a minimum components [1], and thus their effective use is key to achieving
number of active components or a minimum load on such com- gong operating t,imes between battery recharges

ponents. DPM encompasses a set of techniques that achieve o ¢ . .
energy-efficient computation by selectively turning off (or re- To be competitive, an electronic design must be able to deliver

ducing the performance of) system components when they are idle peak performance when requested. Nevertheless, peak perfor-
(or partially unexploited). mance is required only during some time intervals. Similarly,
In this paper, we survey several approaches to system-level dy- qystem components are not always required to be in the active

namic power management. We first describe how systems employ 1 .
power-manageable components and how the use of dynamic re.State. The ability to enable and disable components, as well as of

configuration can impact the overall power consumption. We then  tuning their performance to theorkload(e.g., user’s requests),
analyze DPM implementation issues in electronic systems, and weis key in achieving energy-efficient designs.
_survey recent initiatives in standardizing the hardware/software Dynamic power managemdeM) isadesign methodo]ogy
“];?(;rlf/l;?e ::c;n?ggﬁgamzoftware-controlled power management of 4t qynamically reconfigures an electronic system to provide
’ the requested services and performance levels with a minimum
Index Terms—Energy conservation, energy management, opti- number of active components or a minimum load on such com-
mization methods. ponents [1], [2]. DPM encompasses a set of techniques that
achieve energy-efficient computation by selectively turning off
|. INTRODUCTION (or reducing the performance of) system components when they
- . areidle (or partially unexploited). DPM is used in various forms
OST ELECTRONIC circuits and sy§tem deglgns A most portable (and some stationary) electronic designs; yet
confrpnted.w‘lth the problem of dehvermg high Peris application is sometimes primitive because its full potentials
formance W'th. a I|m|t§d consump.tlon of glectrlc power. High o o) unexplored and because the complexity of interfacing
per_formance IS requwe_d by the mcreas_lngly complex app ieterogeneous components has limited designers to simple so-
cations (e.g., multimedia) that are running even on portaq ions.
devices. Low-pqwer consumption is required to achieve acceplrg fundamental premise for the applicability of DPM is that
able autp nomy in ba}ttery-powered systems,' as yvell as tq red.g%tems (and their components) experience nonuniform work-
the environmental impact (e.g., heat dissipation, cooling- bads during operation time. Such an assumption is valid for
duced noise) a_nd operation cost of s_tqtionary SySte”.‘S- In. Ot systems, both when considered in isolation and when in-
Wor_ds, ach|eV|ng highly e_nergy_—efnment computation IS @ networked. A second assumption of DPMis that it is possible
major chall_enge In electronic de_5|gn. . to predict, with a certain degree of confidence, the fluctuations
Electronic _systems can be viewed as co!lecnons of COTBf workload. Workload observation and prediction should not
ponents, which may be heterogeneous in nature. So sume significant energy.
components may have mechanical parts, e.g., hard-disk drivel?)ynamic power managers can have different embodiments
(HDD's), or optical parts, e.g., displays. For example, a cellul rccording to the level (e.g., component, system netvvork)'
telephone has a digital very large scale integration (VL%Qere DPM is applied and {o the physic’al realiza;tion style

component, an analog radio-frequency (RF) component, ?g timer, hard-wired controller, software routine). Typically,

a display. Such components may be active at different tim Spower manage(PM) implements a control procedure based

and correspondingly consume dlffgrent fractions of the tel n some observations and/or assumptions on the workload.
phone power budget. Similarly, main components of portal e control procedure is often callgdlicy. An example of a
simple policy, ubiquitously used for laptops and palmtops, is
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power consumption. Next, we review and compare different
approaches to DPM. We use a mathematical framework to ~10us
highlight the benefits and pitfalls of different power manage-
ment policies. We classify power management approaches
into two major classes, where policies are basegreudlictive
schemesand stochastic optimum contrakspectively. Within
each class, we survey the approaches being applied to system Wait for interrupt Wait for wake-up event
design and/or described in the literature. Last, we present the
mean; Of. |mplementlng DPM in e.le.c.tro.mc systems, anq V\é?g 1. Power state machine for the StrongARM SA-1100 processor.
describe in particular the recent initiatives in standardizing
hardware/software interface to enable software-controlled
power management of hardware components. Another important characteristic of real-life PMC’s is that
transitions between modes of operation have a cost. In many
cases, the costis in terms of delay, or performance loss. If a tran-
[l. MODELING POWER-MANAGED SYSTEMS sition is not instantaneous, and the component is not operational
during a transition, performance is lost whenever a transition is

INiated. Transiti t depends on PMC implementation: i
ower manageable compone(@MC'’s) controlled by goower iniated. 1ransition cost depends on implementation: in
P some cases (see Section V) the cost may be negligible, but, gen-

manager(PM). We model PMC's ablack boxes. We are noterally, it is not. There might also be a transition power cost: this

concerned on how PMC's are designed (this topic will be de- ” - _
. . . IS often the case when transitions are not instantaneous. Itis im-
ferred to Section 1V), but we focus instead on how they interact " - )
. : . o ortant not to neglect transition costs when designing a PMC's.
with the environment. The purpose of this analysis is to ui- . .
. i xcessive costs may make one or more low-power operation
derstand what type and how much information should be ex- o .
ates almost useless because it is very hard to amortize the cost
changed between a power manager and system componentsin_" ~.. "~
: . - ._Of transitioning in and out of them.
order to implement effective policies. We take a bottom-up view. S -
. A R : In most practical instances, we can model a PMC by a finite-
We consider PMC’s inisolation first. Then we describe DPM for - .
: . . - State representation callpdwer state machingPSM). States
systems with several interacting components. Finally, we ana- ; :
. are the various modes of operation that span the tradeoff be-
lyze the problem of managing power fonatworkof commu- i
- tween performance and power. State transitions have a power
nicating systems.
and delay cost. In general, low-power states have lower per-
formance and larger transition latency than states with higher

A. Power Manageable Components power. This simple abstract model holds for many single-chip

Our working definition ofcomponenis general and abstract.components like processors [14] and memories [7] as well as
A Component is an atomic block in a Comp|ete System_ Noné@r devices such as disk drives [18], wireless network interfaces
that the granularity of this definition is arbitrary, hence compd19], displays [18], which are more heterogeneous and complex
nents can be as simple as a functional unit within a chip, or #n a single chip.
complex as a board. The characterizing property of our defini-Example 2.1:The StrongARM SA-1100 processor [3] is
tion is atomicity. At the system level, a component is seen 88 example of PMC. It has three modes of operatiRnon,
an indivisible functional block: no detailed knowledge of its inIlDLE, and SLEEP. Run mode is the normal operating mode
ternal structure is assumed. The fundamental characteristicobthe SA-1100: every on-chip resource is functional. The chip
a PMC is the availability of multiplenodes of operatiothat €nters run mode after successful power-up and reSeE
span the power-performance tradeoff. Nonmanageable comptgde allows a software application to stop the CPU when not
nents are designed for a given performance target and poWetise, while continuing to monitor interrupt requests on or
budget. In contrast, with PMC’s it is possible to dynamicall@ff chip. In idle mode, the CPU can be brought back to run
switch between high-performance high-power modes of opefgode quickly when an interrupt occutSLEEP mode offers
tion and |OW_power |0W_perf0rmance ones. the greatest power SaVingS and Consequently the lowest level

It is possible to think that a PMC may have a continuoudf available functionality. In the transition froRun or IDLE,
range of operation modes, or that the number of modes canth@ SA-1100 performs an orderly shutdown of on-chip activity.
very large. Intuitively, the availability of many operation mode4 @ transition fromSLEEPto any other state, the chip steps
gives fine control on how to operate a PMC in such a way thHtrough a rather complex wake-up sequence before it can
power waste is minimized and performance is perfectly caliesume normal activity.
brated on the task. In practice, the number of modes of oper-The PSM model of the StrongARM SA-1100 is shown in
ation tends to be quite small because the increased design cbig- 1. States are marked with power dissipation and perfor-
plexity and hardware overhead for supporting power manageance values, edges are marked with transition times. The
ment must be tightly controlled. Several implementation tecpower consumed during transitions is approximatively equal to
niques for PMC'’s are surveyed in Section IV. Here, we jushat inRun mode. Notice that bothldle andSLEEPhave null
stress the fact that the increased flexibility offered by PMCiserformance, but the time for exitinGLEEP is much longer
may have a cost that should be taken into account. than that for exitingdle (10 xs versus 160 ms). On the other
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hand, the power consumed by the chipShEEP mode (0.16 Iﬂ"—“iei""—a”—"‘g?'— ————————————— -
mW) is much smaller than that idle (50 mW).[ I information :
Power-manageable components can be manadethally : OBSERVER CONTROLLER :

! |

or externally, according to the physical location of the imple-
mentation of the corresponding policy. Internally managed com- R -_——
ponents (also calledelf-managed¢omponents) use conserva- Observations Commands
tive policies because of the lack of observability of the overall
system operation and of the need of tolerating little or no per-
formance degradation, since no assumptions can be made on
how demanding the component’s environment will be. Never-
theless, there are several examples of components that are elther
partially of completely self-managed. g. 2. Abstract structure of a system-level power manager.
Example 2.2:IBM’s Travelstar [4] hard disk drives have BUTTON PRESS e SWiTCH
three low-power inactive states calledrformance Idle, PRESS
Active Idle, and Low Power Idle. When the disk DIGITIZER
is idle, the drives employ a proprietary internal management
technology called “Enhanced Adaptive Battery Life Extender”
for selecting the appropriate idle mode to minimize power FLASH FPGA cPU
usage. ldle-mode selection is based on the current disk drive
access patterns, and IBM claims that automatic adaptation
helps in improving access times. The disk does not need
an external power manager and no configuration or set up it
is needed. Travelstar drives have also two additional very | REfsTIME - ]
low-power states, namelgtand-by andSleep. The times COMPONENTS

SRAM  [*™

. . . BATTERY TO
required for entering and exiting these two states are much LeD DIsPLAY = 5V CONV
longer than those needed for transitioning to and from the first ALL 12V
three. Decisions on transitions &tand-by or Sleep are COMPONENTS [~ T "0
left to external controld CONV

Fig. 3. PaperClip hardware diagram.
B. Power-Managed Systems 9 per-ip 9

From our viewpoint, a system is a set of interacting comp@bserverblock collects workload information for all PMC’s in
nents, some of which (at least one) are externally controllahige system, while theontrollertakes care of issuing commands
PMC’s. Notice that this generic definition does not pose afyr forcing state transitions.
limitation on the size and complexity of a system. The activity Not all components in a power-managed system have to be
of components is coordinated by a system controller. In corPMC’s. The power consumption of all noncontrollable compo-
plex systems, control is often implemented in software. For ilents makes up a baseline power consumption that cannot be
stance, in computer systems, global coordination is performg@iuced by power management. Self-managed components ap-
by theoperating systenfOS). pear as noncontrollable to the PM. Even though the function-

The system controller has precise and up-to-date control glity of the PM is clearly defined, its implementation is not con-
the status of system components, hence, the power managetrigined in any way. In some systems, the PM is a hardware
naturally implemented as a module of the system controller.tflock, while in others it is a software routine. Hybrid hard-
power-manageable system should provide a clean abstracti@re—software implementations are also possible. PM imple-
of its components to the power manager. Standardization of #entation issues are analyzed in Section IV.
interface between PM and system is an important feature forExample 2.3: The PaperClip, a hand-held electronic clip-
decreasing design time. board developed by HP Laboratories, is an example of a power-

The choice and realization of a DPM scheme requires maatanaged system [5]. The high-level hardware organization of
eling both the components’ power/performance behavior aRdperClip is shown in Fig. 3. All major components are power-
their workload. The former model is captured well by the powenanageable: the CPU, memory, LCD, and digitizer can be put
state machine model. On the other hand, models for the woik-a low-power sleep state. Some components, like the real-time
load may vary in complexity, and range from the simple assumglock and the FPGA-based control logic, are always active. Pa-
tion used in timeout schemes to complex statistical models. perClip’s inputs come either from the control buttons situated
we shall see in Section lll, workload information is requiredn the clipboard or from the digitizer's pen. PaperClip can op-
for all advanced power management approaches. Hence, evate as a digitizer and as data-transfer unit. During digitize, Pa-
postulate the existence of a system-monitoring module whiplerClip stores digitized handwriting on FLASH memory, while
is capable of collecting run-time workload data and extractirtbe user writes on a sheet of paper on the clipboard. During data
the relevant information required to drive the PM. The abstraansfer, the digitized handwriting is transferred to a host PC via
structure of a generic system-level PM is shown in Fig. 2. Thether a serial or an IR interface.
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Power management for PaperClip is based on a hybrid p Pon.orr Ton.orr p
hardware—software implementation. The core PM functionality oy OFF
is implemented as firmware running on the CPU. PaperClip’s @.@
workload can be widely varying over time. If the user is
not writing on the clipboard, the system is idle. However, Prron Torron
PaperClip should not be turned off as soon as writing stops
because resuming normal operation after a sleep period ig:4- PSM of atwo-state power-manageable component.
quires a few milliseconds. If the PM puts the system to sleep
too greedily, a significant amount of data can be lost whefimplicity, we shall focus on the problem of controlling a single
writing resumes, and the quality of handwriting digitizatioiomponent (or, equivalently, the system as a whole).
may be compromised. Power state transitions for non-CPUFirst, we want to clarify why the search for a DPM policy is
components are forced by the PM module running on the CRidt a simple problem to solve. For this reason, we give an ex-
by writing to memory-mapped /O locations. PM commandgmple of a trivial problem first. Consider a system where transi-
are then decoded by control circuitry implemented with afons between power states are instantaneous: negligible power
FPGA and distributed to the components. CPU shutdown dad performance costs are paid for performing state transitions.
software based. Wake-up is interrupt driven: interrupts af such a system, DPM is a trivial task, and the optimum policy
generated by pressing control buttons or by pressing the pe@reedy: as soon as the system is idle, it can be transitioned to

on the clipboard. Notice that sleep power cannot be reducg deepest sleep state available. On the arrival of a request, the
to zero because some of the system components are not poyyetem is instantaneously activated.

manageable] Unfortunately, most PMC's have nonnegligible performance
and power costs for power state transitions. For instance, if
C. Power-Managed Networks entering a low-power state requires power-supply shutdown,

In many cases, systems are not isolated, but they activERurning from this state to the active state requires a (possibly
communicate among themselves. We oalworka set of com- 10ng) time for: 1) turning on and stabilizing the power supply
municating systems. While network design has been traditigi?d the clock; 2) reinitializing the system; and 3) restoring
ally focused on communication quality and throughput, the if€ context. When power state transitions have a cost, as it is
creased emphasis on low-power portable systems with comrR(Rically the case, we are faced with a difficult optimization
nication capabilities has spurred several research initiatives @foPlem. In rough but intuitive words, we need to decide
geting power-efficient networking [22]. when (if at all) it is worthwhile (performance and power-wise)

Energy-conscious communication protocols based on pow@riransition to a low-power state and which state should be
management have been extensively studied [23]-[25]. The m&Rpsen (if multl.ple low-power states are available).
purpose of these protocols is to regulate the access of severgP@mple 3.1:Consider the StrongARM SA-1100 processor
communication devices to a shared medium trying to obtaf¢scribed in Example 2.1. Transition times betw&am and
maximum power efficiency for a given throughput requiremenidle ~ states are so fast that thele  state can be optimally
Even when interference is not an issue, point-to-point commgxPloited according to a greedy policy possibly implemented
nication can be made more power efficient by increasing th¥ @n embedded PM. _
predictability of communication patterns [26]: if it is possible ©On the other hand, the wake-up time from Sieep state
to accurately predict the arrival time of messages (packets), iéfidnuch ]arQEf and has to be carefully compared with the envi-
times can be exploited to force communication devices intof@Ment’s time constants before deciding to shut the processor
low-power inactive state. down. In the limiting case of a workload with no idle periods

The main challenge in network power management is tha{nger than the time required to enter and exit$eep state,
is generally not realistic to assume that power control is centrdi9reedy policy shutting down the processor as soon as an idle
ized. Hence, we must rely on distributed algorithms that take aRf2riod is detected would reduce performance without saving any
tonomous decisions for each system in the network based eitR@Wer (the power consumption associated with state transitions
on local information, or on incomplete global network statu§ Of the same order of that of tieun state). An external PM
data. Even though network power management is an interestijitrolling transitions of the SA-1100 processor to Sieep

and relevant topic, we focus on system-level centralized powfte has to observe the workload and take decisions according
management. to a policy whose optimality depends on workload statistics and

on predefined performance constraints. Notice that the policy
becomes trivial if there are no performance constraints: the PM
could keep the processor always in Bleep state.

In this section, we analyze techniques for controlling the An SA-1100 processor with embedded control for litile
power state of a system and its components. We considéate and external control for tigleep state is a partially
components as black boxes, whose behavior is abstractetf-managed PMC whose PSM model (shown in Fig. 4) has
by the PSM model. We defer to Section IV the descriptioanly two statesOnandOff. The Onstate is a macrostate rep-
of the interfacing layers for component control as well a®senting both th&un andldle states of the processor, with
the implementation technical details. We focus on how @ greedy policy autonomously controlling transitions between
design effective power management policies. For the saketb&ém. The power consumption associated with@restate is

IIl. DYNAMIC POWER MANAGEMENT TECHNIQUES
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the sum of the power consumptions of fRen andidle states, betweenP.,., and the power consumption of the system when

weighted by the workload activity and idleness probabilitieén the active stateKy,,), represents the inherent exploitability

The Off state corresponds to the act&iéep state. Transi- of the Off state for the given workload. The larg,,.q the

tions betweerOn and Off represent transitions between thdarger the potential advantage of exploiting stafé for DPM.

Run andSleep states] If Pavea = 0, NO power savings can be achieved by entering the
Example 3.1 leads to two observations. First, policy optimizaactive state without impairing performance. Needless to say,

tion is apower optimizatiorproblem undeperformance con- the inactive state can always be exploited in practice if arbitrary

straints, or vice versa. Second, the achievable power savings gderformance degradation is tolerated.

pend on the workload (which must be bursty at some degree)We are interested in studying the dependenc#.gf.q on

and system characteristics (i.e., the PSM of the system). Tp@wer-state parameters and workload statistics. The parame-

general applicability of DPM is discussed in the next sectiders of a power stat§' are represented by its break-even time

as a property of a system-workload pair. Existing techniqué% g, s, while workload statistics are represented by the prob-

for DPM and policy optimization are surveyed and discussedbility distribution of the idle period$’(Zia.). Intuitively, the

in Sections IlI-B and C, focusing opredictive techniqueand largerZsg, s (with respect to the average idle time), the smaller

stochastic control, respectively. Piavea- Inthe limiting situation where all idle periods are shorter
thanTzE, 5, N0 power savings would be achieved by means of
A. Applicability of DPM DPM: an ideal PM implementing the optimum policy would

never shut the resource down, thus providiig.., = Po, and
Putting a PMC into an inactive state causes a period of inaBs,yeq = 0.

tivity whose duratiori;, is the sum of the actual time spentin In general, Tz is the sum of two terms: the total transi-
the target state and the time spent to enter and exit it. We deftion time (i.e., the time required to enter and exit the inactive
the break-even timéor an inactive state' (denoted byl’zr, 5) sState, ) and the minimum time that has to be spent in the
as the minimum inactivity time required to compensate the cdetv-power state to compensate the additional transition power
of entering state5. The break-even tim&sg, s is inferred di- (Prg). For our example PMC (Fig. 4)rr and Prr can be
rectly from the power state machine of a PMCI}f < Tgg, s, computed as
either there is not enough time to enter and exit the inactive state,
or the power saved when in the inactive state does not amortize Trr = Ton, 0 + Toft, 0n 1)
the additional power consumption typically required to turn-on
the component. Intuitively, DPM aims at exploiting idleness to
transition a component to an inactive low-power state. If no per-
formance loss is tolerated, the length of the idle periods of the Prp = Ton, 08 Pon, 0t + Lo, onPos, on @)
workload is an upper bound for the inactivity time of the re- Trr
source. On the other hand, if some performance loss is tolerateﬂ,
inactivity times may be longer than idle periods. while T5z can be expressed as

In this section, we analyze thexploitability of the inactive

states of a PMC, that is the possibility of saving power by tran- T T T Prr — Pon it P s P
sitioning the component to the inactive states. Exploitability de- sE =ltre+lrrp p W FrR > Fon
pends on the power states, on the workload, on the performance  7gr =7Trr if Prr < Po,- 3)

constraints, on the DPM policy and on the PM implementation.
Techniques for policy optimization and implementation will bén practice, T grows linearly with transition time and cost
discussed later, together with the impact of performance cqff?;r andPrr) and depends hyperbolically on the power saved
straints. Here, we focus only dnherent exploitabilitywhich  (Po,, — Pog) when in the inactive state WhelPrr < Poy,
represents the possibility of exploiting an inactive state undegy reduces talrg (this is, for instance, the case of the
the assumption that: 1) no performance penalty is tolerated a@M SA-1100 processor), while it is greater thapgz when
2) anideal PMis available that has complete (a priori) knowl-P;r > P, (as for components with mechanical inertia,
edge of the entire workload trace. Inherent exploitability is such as hard disk drives). In this case, we need to add-to
property of a system-workload pair. the termZrr(Prr — Pon)/(Pon — Pog), Which represents
For example, consider the two-state PSM of a component,the additional time that we need to spend in @# state to
shown in Fig. 4. For the sake of clarity, when there is only om®mmpensate the excess power consumed during state transition.
inactive state, we will use the shorthand notatidfy, instead For systems with multiple inactive states, a different
of I'sr, s. The optimum policy for an ideal PM controlling thebreak-even timéz g, s and, consequently, a different value of
transitions between stat@nandOff consists of shutting down Fi,..d, s, has to be defined for each sta#teDeeper sleep states
the component at the beginning of all idle periods longer thdrave lower power consumption at the cost of longer and more
Ter = TBE ox and waking it up right in time to serve up-expensive transitions. When designing power-manageable
coming requests with no delay. The resulting power consumgmmponents, a tradeoff betweély, Prr andZrg has to be
tion (denoted byP,q..1) is a lower bound for the power con-found for each sleep state to obtain small values d’zg, s
sumption that can be achieved by a PM exploiting inactive statad high exploitability. Sleep states with smaller break-even
Off. The potential power saving P....q), defined as the gap times are more likely to be successfully exploited by DPM.
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Fig.5. (a)PlotofP..v.a(Tsr) fortheSleep state of the StrongARM SA-1100 processor. The three curves refer to three different workload statistics, computed
from real-world CPU traces provided by tHeM monitoring packag¢b]. (b) Comparison of....4(Tzx) for the two inactive states of the SA-1100 processor.
The two curves refer to the same workload.

The energy saved by entering st&teduring an idle period power consumption associated with all state transitions is equal
Tiae > TgEe, s is t0 Prun, TBE = T7R

Es(Tiae) = (Tiate — Trr)(Pon — Ps) + Trr(Pon — Prr). TBE,1ae =0.01 ms+0.01 ms

) ) (4) TBE, Sleep = 160 ms+ 0.09 ms
Its average value is given by

oo As intuitively observed at the beginning of this section, the
B :/ Es(Tite) f(Titte) AT pte (5) Idle state has a break-even time much smaller than the
Tsp Sleep state.

wheref(Zia. ) is the probability density of the idle periods. The As reference workloads to eval_uate exploitability, we t?ke
AT ; - ; real-world CPU usage traces provided by the IPM monitoring
exploitability of S (in symbols,P,...q.s) is the ratio between . . X
ave 2 P system [5] described in Section IV. From each trace, we compute
EZ’® and the average length of the idle period%{). By re- o )
. . : . the probability distribution functiot'(Zia..) and we evaluate
placing the expression df's(Ziqi.) from (4) into (5) and di- . ;
vidina by T2 we obtain a formula foP? (7) for different values of s .. The behavior 0F,,ycd, sicep 8S
90y Liate saved, S a function of the break-even time is shown in Fig. 5(a) for three

o0 different CPU workloads, corresponding to three different user
/ [(Tiae = Trr)(Fon — Ps) sessions: editing, software development, and graphical interac-
Tpe + Trr(Pon — Pra)f(Taw) dT: tive games. The dependence on the workload is evident: graph-

TRASOn = TR/ dle/ @8idle 00 interactive games require more CPU usage than text editors,
©) thus reducing the opportunity of putting the CPU to 8leep

. . . state. Notice that, if the break-even time for tBkeep state
which can be integrated and rewritten as the product of thr, y

N - th . £ stafe th ted idle time i Were Null, Psaved, sieep Would have been of about 400 mW in-
erms. the power saving ot s ats the expected idle time in ependently of the workload. Corresponding to the actual value
excess ofl’zg, s (normalized at the average idle period), an

o : , f 7 , instead P, is much smaller and strongl
the probability of going to staté (assuming that we perform 5% Skep Feaved, Stecp gy

he t " v when it ) dependent on the workload.
the transition only when it is convenient) Fig. 5(b) compares thé&.,.q curves of both inactive states

ave T for the same workload (namely, the editing tracBheq, 7dic
( idle>Tpp, s ~ *BE; 5> is always belowF;aved, sieep- Since theSleep  state has lower
o power consumption than thele state, if the two states had

Psaved, s = W
idle

Psaved,S :(P()n - PS)

(1= F(ITsg)) (7) thesame break-even time the deepest one would have been more
exploitable. However, taking into account the actual break-even
wheref" is the probability distribution ofiqi. andZ7y%. . times we find that the inherent exploitability of tiite ~ state is

is the average length of idle periods longer tf€n: 5. The greater than that of thBleep state (the points to be compared
power saved,,.q is always a decreasing functionBg ., s: it are shown by square boxes on the grafah).
takes maximum value fdfsz, s = 0 and asymptotically tends As mentioned at the beginning of the section and formally
to zero for increasing values @iz ¢, s. The way it goes to zero expressed by (7), the exploitability of an inactive state depends
depends on the first-order statistics of the workload, namely, both on the characteristics of the inactive state and on the work-
the distribution ofZ} . load. If typical workload information is not available when de-
Example 3.2: We want to evaluate the exploitability of thesigning a PMC, the exploitability of its low-power states cannot
inactive states of the StrongARM SA-1100 processor. We stée computed. To represent the properties of an inactive State
by computing their break-even times according to (4). Since thlependently of the workload, we use the time-power product
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Fig. 6. Quality of a timeout-based predictor evaluated as a function of timer duration. (a) Safety and efficiency of the timeout used to predict idle periods longer
thanTzz = 160 ms. (b) Saved and wasted power consumption. Data refer to the PSM of Example 3.1 and to a CPU usage trace provided by the IPM monitoring
package [5].

Cs = TIgEg,s - Ps. Inactive states with lowe€s are likely event ¢ = {Time > Tro}) to be used to predict the total dura-
to lead to larger power savings. Incidentally, we remark €at tion of the current idle periody(= {Ziame > Tro + IBe}).

has the same dimension of the well-known power-delay produidte policy can be summarized as follows: when an idle pe-
used as a cost metric for comparing different electronic devicesd begins, a timer is started with durati@&o. If after Ty

and circuits. the system is still idle, then the PM forces the transition to the
o . Off state. The system remains off until it receives a request
B. Predictive Techniques from the environment that signals the end of the idle period.

In most real-world systems, there is little knowledge of futuréhe fundamental assumption in the fixed timeout policy is that
input events and DPM decisions have to be taken based on i probability of/iq.. being longer thad’s . +Tro, given that
certain predictions. The rationale in all predictive techniquesJsaie > Tro, is close to oneProb(Tiae > Tro +Tpe|Tiae >
that of exploiting the correlation between the past history of tiero) = 1. The critical design decision is obviously the choice
workload and its near future in order to make reliable predi€f the timeout valué’ro.
tions about future events. We denotesbthe future event that ~ Timeouts have two main advantages: they are general (their
we want to predict. We denote bythe past event whose occur-2pplicability slightly depends on the workload) and their safety
rence is used to make predictionsari-or the purpose of DPM can be improved simply by increasing the timeout values. Un-
we are interested in predicting idle periods long enough to gof@tunately, they tradeoff efficiency for safety: large timeouts
sleep, in symbolgy = {Tiae > TBE}. cause a large number of underpredictions, which represent a

Good predictors should minimize the number of misprediénissed opportunity of saving power, and a sizeable amount of
tions. We calloverprediction(underprediction) a predicted idle Power is wasted waiting for the timeout to expire.
period longer (shorter) than the actual one. OverpredictionsExample 3.3:Consider one of the CPU usage traces de-
give rise to a performance penalty, while underpredictiorg§ribed in Example 3.2 (namely, the game trace) as a typical
imply power waste but no performance penalty. To represéf@rkioad for the StrongARM SA-1100 processor. We want to
the quality of a predictor we define two figuresafety, that evaluate the quality of a timeout-based shutdown policy for the
is the complement of the risk of making overpredictions, arifocessor. Since the break-even time for 8feep state is of
efficiency, that is the complement of the risk of making unde#60 ms, we evaluate the safety and efficiency of a timeout used
predictions. Safety and efficiency can be expressed in termsf@fpredict idle periods longer than 160 ms. The two figures
conditional probabilitierob(p|o) and Prob(o|p). A totally are plotted on Fig. 6(a) as a function of the timer duration.
safe predictor never makes overpredictioRsob(plo) = 1), AS the timeout increases, predictions become safer but less
and a totally efficient predictor never makes underpredictiogéficient (efficiency is almost null for timeouts greater than 1
(Prob(olp) = 1). A predictor with maximum safety and effi- s). It is also worth noting that safety has a highly nonsmooth
ciency is anideal predictor, whose availability would enableinstance-dependent behavior that makes it difficult to choose
the actual implementation of the ideal PM discussed in tig®timal timeout values [the irregular curve in Fig. 6(a) refers
previous section. Predictors of practical interest are neither séfe2 1-h trace, while the smooth one refers to the average of
nor efficient, thus causing suboptimum control. Their qualityeveral traces collected during equivalent user sessions.

(and the quality of the resulting control) depends on the choiceFig. 6(b) shows the power savings obtained by applying the
of the observed event and on the second-order workloadimeout policy to the SA-1100 and the wasted power evaluated
statistics. with respect to the ideal power savings. The effect’pf, on

1) Static Techniques: the actual power savings is similar to the effectigfz on the

Fixed Timeout: The most common predictive PM policy isideal ones. Both parameters reduce the portion of idle time that
thefixed timeout, which uses the elapsed idle time as obsengah be effectively exploited to save powiet.
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Fig. 7. (@) Scatter plot ofq1. versusT,..:.. for the workload of the CPU of a personal computer running Linux. (b) Safety and efficiency of a predictive
shutdown scheme plotted as a function of the threshold VBje..

active

that this choice leads to an energy consumption which is Bt g and the system is shut down. The rationale of this policy is
worse twice the energy consumed by an ideal policy. The rdat for the class of systems considered by Srivastae. (in-
tionale of this strong result is related to the fact that the worractive graphic terminals), short active periods are often fol-
case happens for traces with repeated idle periods of lengitved by long idle periods. Clearly, the choiceBf,,,. is crit-

T.a. = 2T separated by pointwise activity. In this caseical. Careful analysis of the scatter plot&fy. versusl,;ve iS
Karlin’s algorithm provides no power saving, while an ideal akequired to set it to a correct value, hence, this method is inher-
gorithm saves power during half of each idle interval. Indeedntly offline (i.e., based on extensive data collection and anal-
the ideal algorithm performs a shutdown for each idle periogsis). Furthermore, the method is not applicable if the scatter
but half of the period is spent in state transition. plot is not L-shaped.

Timeout schemes have two more limitations: they waste aExample 3.4:Fig. 7(a) shows the scatter plot ;. versus
sizeable amount of power (during user’s idleness) waiting fat,..;.. for the development trace of Example 3.2. From the plot,
the timeout to expire and they always pay a performance penalig observe that: 1) the time is discretized (H6{h. andZ,ciive
upon wakeup. The first issue is addressedpbsdictive shut- are multiple of 10 ms, that is the duration of the time slots as-
down policieg30], [32] that take PM decisions as soon as a negigned by the Linux scheduler to the active process); 2) the large
idle period starts, based on the observation of past idle and busjority of the idle periods are shorter than 1000 ms (this is
periods. The second issue is addressed by predictive wakediie to the presence of a system daemon that required the CPU
described later. at every second independently of the state of user's applica-

Predictive Shutdown.Two predictive shutdown schemesijon); and 3) the scatter plot is L-shaped (thus enabling the use
have been proposed by Srivastagtial. [32]. In the first of threshold-based predictors). The horizontal line shows the
scheme, a nonlinear regression equation is obtained from gak-even time of the sleep state of the StrongARM SA-1100
past history processor. Safety and efficiency of a threshold-based predictor

Tpred = ¢ (T:mve’ Ti:h;l’ e T;gi’ic’ ml;kfl) (8) used to shut down the SA-1100 are plotted in Fig. 7(b) as a
o . .. function of I'r;,,.. Interestingly, efficiency becomes almost one
and used to make predictions. We use superscripts to indicg{g, for small threshold values (in fact, most of the exploitable
the sequence of pastidle and active pen@dﬂmcates the cur- idle periods are preceded by short active periods), but there is
rentidle pgnod (\(VhOS(? length has to be pred|c_te_d) and .the mﬂﬁtway of improving safety. In our example, threshold-based
recent aciive period. ﬁ_l’red - TBE.’ the system_ IS |mmed|ately_ redictions are unsafe due to the presence of a dense region in
shut down as soon a_s it becomes idle. According to our notati e bottom-left comer of the scatter plot. A thresholdag,,.
the observed event is d T . .

oes not help us in distinguishing between idle periods longer

0=1{¢ (Lluve it -+ Dok, T ¥1) > Tgp}.  orshorter thaipp. O
9) The applicability and the quality of history-based predictors

The format of the nonlinear regression is decided heuristiepend on the correlation between past and future events, thatis,
cally, while the fitting coefficients can be computed with stamot under designer’s control. As a matter of fact, short-term cor-
dard techniques. The main limitations of this approach are: rBlation has been observed in many real-world workloads, but
there is no automatic way to decide the type of regression eqtlae nature and strength of such correlation is strongly instance
tion and 2) offline data collection and analysis are required tiependent. For a given workload, history-based predictors are

Karlin et al. [31] proposed to usé&ro = Tgg and showed {T”*1 < Ty}, the idle period is assumed to be larger than

construct and fit the regression model.

The second approach proposed by Srivastval. [32] is

diately preceding the current idle period is observed: &

usually more efficient and less safe than timeouts.
Predictive Wakeup:The DPM strategy proposed by Hwang

based on ahreshold. The duration of the busy period immeet al.[33] addresses the second limitation of timeout policies,
namely the performance penalty that is always paid on wakeup.

8
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Fig. 8. Effect of the workload on the quality of a timeout-based power manager. (a) Safety and efficiency. (b) Saved and wasted power.

To reduce this cost, the power manager perfopredictive Another aggressive shutdown policy has been proposed by
wakeupwhen the predicted idle time expires, even if no newwanget al. [33]. This policy is capable of online adaptation,
requests have arrived. This choice may increase power dissipiace the predicted idle timig}, , is obtained as a weighted sum
tion if Tiq. has been underpredicted, but decreases the detdiyhe last idle period}’j;sl and the last predictiom“;gj
for servicing the first incoming request after an idle period.
2) Adaptive TechniquesSince the optimality of DPM n _  gm—1 n—1
strategies depends on the workload statistics, static predictive Trea = 0liqe + (1 = ) jreq- (10)
techniques are all ineffective (i.e., suboptimal) when the work- ) .
load is either unknowa priori, or nonstationary. Hence, some! NS recursive Lo_rgnula dynamlgilllly changes the actual observed
form of adaptation is required. While for timeouts the onigvent:o = {aliq.” +(1 - )7y > Tpe}. _ _
parameter to be adjusted is the timer duration, for history-basednderprediction impact is mitigated by employing a timeout
predictors even the type of observed events could in princigieheme to reevaluai&,..q periodically if the system is idle and
be adapted to the workload. it has not been shut down. Overprediction impact is reduced
Example 3.5:Fig. 8 shows the same graphs of Fig. 6 plotteBY iMposing a saturation condition on predictioff§; ., <
for three different workloads. All the parameters used in E)CmaxT&;j-
ample 3.3 to represent the quality of a timeout-based estimatokVorkload prediction accuracy can be increased by special-
are shown to be strongly dependent on the workload. Suppdg-ﬁ]g predictors to particular classes of workload. Specialization
for instance, that a target power saving (e.g., of 50 mW) hasfgstricts the scope of applicability, but it also reduces the diffi-
be guaranteed regardless of the performance degradation. tfies of predicting completely general workloads. A recently
a given workload (namely, the editing trace) the timeout valu¥oposed adaptive technique [34] is specifically tailored toward
to be used to meet the constraint can be obtained from the daard-disk power management and it is based on the observation
responding curve of Fig. 8(b): about 550 ms. However, as tHeat disk accesses are clusteredessions. Sessions are periods
workload changes (becoming for instance similar to the devéf relatively high disk activity separated by long periods of in-
opment trace), the fixed timeout does not guarantee the requiggdvity. Under the assumption that disk accesses are clustered
power savings any longer (for the development trace, the povi@rsessions, adaptation is used only to predession length.
savings provided by a timeout of 550 ms are of about 25 V). Prediction of a single parameter is easily accomplished and the
Several adaptive predictive techniques have been propo&egorted accuracy is high.
to deal with nonstationary workloads. In the work by Krishnan
etal.[27], aset of timeout values is maintained and each timeqgit
is associated with an index indicating how successful it would
have been. The policy chooses, at each idle time, the timeouPolicy optimization is an optimization problem under uncer-
that would have performed best among the set of available ongnty. Predictive approaches address workload uncertainty, but
Another policy, presented by Helmbadd al. [28], also keeps a they assume deterministic response and transition times for the
list of candidate timeouts and assigns a weight to each timesystem. However, the system model for policy optimization is
based on how well it would have performed relatively to awery abstract, and abstraction introduces uncertainty. Hence, it
optimum offline strategy for past requests. The actual timeouay be safer, and more general, to assume a stochastic model for
is obtained as a weighted average of all candidates with th&ie system as well. Moreover, predictive algorithms are based on
weights. Another approach, introduced by Douglisal. [29], a two-state system model, while real-life systems have multiple
is to keep only one timeout value and to increase it when it fjower states. Policy optimization involves not only the choice of
causing too many shutdowns. The timeout is decreased whemento perform state transitions, but also the choicevbfch
more shutdowns can be tolerated. Several predictive policies ttensition should be performed. Furthermore, predictive algo-
surveyed and classified in Douglis’ paper. rithms are heuristic, and their optimality can only be gauged

Stochastic Control
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005 o om0 The SP model has two states as well, nangely {on, off}.
.o.c. .@.@ State transitions are controlled by two commands that can be
095 = oo Y issued by the power manager. The commands are, respectively,
-0t 00 s_on and s_off, with the intuitive meaning of “switch on”
@) (&) and “switch off.” When a command is issued, the SP will
move to a new state in the next period with a probability
dependent only on the command, and on the departure and
arrival states. The Markov chain model of the SP is shown
through comparative simulation. Parameter tuning for these g|-Fig. 9(b). Edge weights represent transition probabilities.
gorithms can be very hard if many parameters are involved. Notice that their values depend on the command issued by
naiiy, predictive algorithms are geared toward power minimizme power manager. A power management po“cy can be
tion, and cannot finely control performance penalty. represented as a table that associates a command with each

The stochastic control approach addresses the generality gaft of states of SP, SR. For instance, a simple deterministic
optimality issues outlined above. Rather than trying to elimpolicy is: f: {(0, on) — s_off, (1, on) — s_on, (0, off) —

nate uncertainty by prediction, it formulates policy optimizas_ off, (1, off) — s_on}. O
tion as an optimization problem under uncertainty. More specif- 1) Static TechniquesTo perform policy optimization, the
ically [39], power management optimization has been studi§garkov chains of SR and SP are composed to obtain a global
within the framework otontrolled Markov process¢42], [43].  controlled Markov chain. Then, the problem of finding a min-
In this flavor of stochastic Optimization, it is assumed that thﬁqum_power policy that meets given performance constraints
system and the workload can be modeled as Markov chaifgn be cast as a linear program (LP). The solution of the LP
Under this assumption, itis possible to: 1) model the uncertaiffyoduces atationary randomizeplolicy. Such a policy is a non-
in system power consumption and response (transition) timggterministic function which, given a present system state, as-
2) model complex systems with many power states, buffeggciates a probability with each command. The command to be
queues, etc.; 3) compute power management policies that @kRied is selected by a random trial based on the state-depen-
globally optimum; and 4) explore tradeoffs between power agfént probabilities. It can be shown [43] that the policy computed
performance in a controlled fashion. The Markov model pogy P is globally optimum. Furthermore, LP can be solved in
tulated by the stochastic control approach [39] consists of thglynomial time in the number of variables. Hence, policy op-
following. timization for Markov processes is exact and computationally
A service requestdiSR), a Markov chain with state s  efficient.
which models the arrival of service requests for the systemstochastic control based on Markov models has several ad-
(i.e., the workload). vantages over predictive techniques. First, it captures the global
* A service providel(SP), a controlled Markov chain with view of the system, thus allowing the designer to search for a
S states that models the system. Its states represent gigbal optimum that possibly exploits multiple inactive states
modes of operation of the system (i.e., its power stategk, multiple interacting resources. Second, it enables the exact
its transitions are probabilistic, and probabilities are coRplution (in polynomial time) of the performance-constrained
trolled by commands issued by the power manager.  power optimization problem. Third, it exploits the strength and
* A power manage(PM), which implements a function gptimality of randomized policies.
f+ 8§ x R — Afrom the state set of SR and SP to the However, several important points need to be understood.
set of possible commands. Such function is an abStraCtFirst’ the performance and power obtained by a policyexre
representation of a decision process: the PM observes g tedvalues, and there is no guarantee that results will be op-
state of the system and the workload, takes a decision, afilum for a specific workload instance (i.e., a single realization
issues a command to control the future state of the systesfthe corresponding stochastic process). Second, policy opti-
+ Cost metrics, which associate power and performang@zation requires a Markov model for SP and SR. If we can
values with each system state-command pafink x A.  safely assume that the SP model can be precharacterized, we
In the work by Paleologet al.[39], the general Markov model cannot assume that we always know the SR model beforehand.
is specialized by assuming finite state set, finite command s€&hird, policy implementation in practice may not be straightfor-
and discrete (or slotted) time. Continuous-time Markov modelgard. We have always implicitly assumed that the power con-
have been studied as well [37], [38], [40]. sumption of the PM is negligible, but this assumption needs to
Example 3.6: A simple Markov model for a power-managede validated on a case-by-case basis. Finally, the Markov model
system [39] is shown in Fig. 9. The SR is a two-state Markder the SR or SP can be just an approximation of a much more
chain with two states: zero (no request is issued to the servimamplex stochastic process. If the model is not accurate, then
provider) and one (a request is issued to the provider). Ttiee “optimal” policies are just approximate solutions.
transition probabilities between states are represented as edgexample 3.7:We apply stochastic control to our example
weights in Fig. 9(a). The chain models a “bursty” workloadsystem, namely, the two-state PSM of the SA-1100 processor.
There is a high probability (0.85) of receiving a request durinbhe only decision to be taken by the PM is when to shut down
periodn + 1 if a request was received during periodand the the component. We stress that this is not a typical application
mean duration of a stream of requests is equafl5 = 6.67  of stochastic control (whose main strength is the capability of
periods. managing multiple states and finding a global optimum in a
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Fig. 10. Power-performance tradeoff curves for the SA-1100 with (a) a realization of a stationary Markovian workload and (b) a highly
non-Markovian/nonstationary workload. Solid and dashed lines refer to stochastic control and timeout-based shutdown policies, respectively.

large design space) since there is only one sleep state andishgenerally much harder to characterize in advance. Further-
PM cannot control the wake-up. This simple example, howevenpre, workloads are often nonstationary. An adaptive exten-
allows us to make a fair comparison between stochastic conts@n of the static stochastic optimization approach has been pre-
and predictive techniques based on timeouts. The optins&inted by Chungt al.[41]. Adaptation is based on three simple
Markov policy is computed by formulating a Markov chairconceptspolicy precharacterizationparameter learning, and
model for the workload, composing it with the controllegolicy interpolation. A simple two-parameter Markov model for
Markov model extracted from the PSM of the SA-1100 anithe workload is assumed, but the value of the two parameters is
solving the LP problem associated with the controlled Markanitially unknown.
model of processor and workload under performance con-Policy precharacterizationconstructs a two-dimensional
straints [39]. (2-D) table addressed by values of the two parameters. The
Comparative results for a static Markovian workload areble element uniquely identified by a pair of parameters
shown in Fig. 10(a): the solid line is the performance versesntains the optimal policy for the system under the workload
power Pareto curve of optimum stochastic control (obtaineshiquely identified by the pair. The table is filled by computing
by varying the performance constraint), while the dashed limgtimum policies under different workloads. During system
is the tradeoff curve of a timeout policy (obtained by varyingperationparameter learnings performed online. Short-term
the timer duration). We remark that optimum stochastic contraleraging techniques are employed to obtain run-time estimates
performs better than a timeout heuristic even if the degreesaffworkload parameters based on past history. The parameter
freedom available for optimization are exactly the same. Thalues estimated by learning are then used for addressing the
difference in power is proportional to the timeout time, whickookup table and obtain the power management policy. Clearly,
represents a wasted opportunity of saving power. in many cases the estimated parameter values do not correspond
The same comparison is repeated in Fig. 10 for a highly noexactly to values sampled in the table. If this is the cpsécy
stationary non-Markovian workload. For several timer valuesterpolationis employed to obtain a policy as a combination
timeout-based shutdown outperforms stochastic control. In facf, the policies in table locations corresponding to parameter
policy optimization is not guaranteed to provide optimum reralues close to the estimated ones.
sults if the modeling assumptions are not verifigt!. Experimental results reported by Chuegal. [41] indicate
The class of application of stochastic control is that of conthat adaptive techniques are advantageous even in the stochastic
puter systems subject to performance constraints. We remargtimization framework. Simulations of power-managed sys-
however, that policy optimization can be used as a tool for dems under highly nonstationary workloads show that the adap-
sign exploration even when stochastic control is not the targete technique performs nearly as well as the ideal policy com-
DPM technique. In fact, once Markov models have been coputed offline, assuming perfect knowledge of workload param-
structed for the system and the workload, the Pareto curve of @pers over time.
timum tradeoff points can be drawn on the power-performance
plane by repeatedly splvmg policy optimization whlle Varying |\ | MPLEMENTATION OF DYNAMIC POWER MANAGEMENT
performance constraints. The Pareto curve provides valuable
information to evaluate and improve the quality of any power In this section, we address how different DPM schemes have
management strategy. been implemented in circuits and systems. At the same time, we
2) Adaptive TechniquesOne limitation of the stochastic op- describe the infrastructure that will enable the implementation
timization technique described in the previous section is thatit complex power management policies in electronic systems.
assumes complet priori knowledge of the system (i.e., theThe section is organized as follows. We describe first the phys-
SP) and its workload (SR). Even though it is generally possihilgal mechanisms for power management of digital and other
to construct a model for the SP once for all, system workloagpes of components. We review how DPM is implemented in
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hardware circuits that include power-manageable componentsClock gating has a small performance overhead: the clock
We address next system-level design, and we describe hoawn be restarted by simply deasserting the clock-freezing signal.
power management is implemented in hardware/softwarence, clock gating is ideally suited forimplementing self-man-
systems, with particular reference to operating system-baseged components. In this case, the clochklisaysstopped as
power management. We conclude by presenting some expsden as some custom-designed idleness detection logic signals
mental results on software-managed personal computers. that the component (or some of its subunits) is idle. Several
CAD tools have been developed to support design with local
clock (or signal) gating [8]-[12], [47]. These tools aim at gen-
erating automatically the circuit that detects idleness and that

Our working definition of system component has been prissues the signal to freeze the clock. The tools implement var-
vided in Section Il. The complexity of a component may varipus methods of realizing clock gating, which differ according
and it is irrelevant for this discussion. In Section II-A, compoto the type of unit to be controlled (e.g., sequential controller,
nents are considered as black boxes. Here, we are concerma path, pipelined circuit) and to the type of idleness being
with their internal structure, and we outline several techniquesonitored (e.g., state/output pair of a sequential circuit, external
that can be exploited to design power-manageable componasiiservability of some signals).

(PMC's). Clock gating is widely used because it is conceptually simple,
1) Clock Gating: We consider first digital components thait has a small overhead in terms of additional circuits and often
are clocked. This class of components is wide, and it includesro performance overhead because the component can transi-

most processors, controllers and memories. Power consumption from an idle to an active state in one (or few) cycles. The
in clocked digital components (in CMOS technology) is roughlghain design challenges in the implementation of clock gating
proportional to the clock frequency and to the square of tlae: 1) to construct an idleness-detecting circuit which is small
supply voltage. Power can be saved by reducing the clock fi@nd thus consuming little power) and accurate (i.e., able to
guency (and in the limit by stopping the clock), or by reducingtop the clock whenever the component is idle) and 2) to de-
the supply voltage (and in the limit by powering off a composign gated-clock distribution circuitry that introduces minimum
nent). Note that the two limiting cases (clock freezing and powsuting overhead and keeps clock skew under tight control [13].
ering off) are applicable only to idle components. For compda some cases, as seen in the previous example, power dissipa-
nents that are in an active state but whose response is not petfiors can be further reduced by stopping not only clock distri-
mance critical, power consumption can be traded off for perfdsution, but also clock generation (i.e., by stopping the master
mance by reducing the clock frequency or the supply voltaggock PLL or the internal oscillator). This choice implies non-
The latter solution is usually preferred because of the quadratiegligible shutdown and restart delays and it is generally not au-
dependence of power consumption on supply voltage, and itésnated. Sleep states where global clock generation is stopped
often combined with frequency downscaling. can only be entered by issuing external commands. For proces-
When considering possibly idle digital components, clockors, shutdown can be initiated by either a dedicated instruction
gating (or freezing) is the most common technique for power by asserting a dedicated signal.
management. Namely, the clock of an idle component can2) Supply Shutdownit is important to stress that
be stopped during the period of idleness. Power savings ateck-gating does not eliminate power dissipation. First,
achieved in the registers (whose clock is halted) and in tifeclock gating is local, or if the clock generator is active, there
combinational logic gates where signals do not propagate deestill dynamic power dissipation on the active clock circuitry.
to the freezing of data in registers. Second, leakage currents dissipate power even when all clocks
Example 4.1: Clock gating has been implemented in severalre halted. As a result, the objective of achieving minimum
processors [14]-[17]. The Alpha 21 264 microprocessor usep@wer dissipation, as required by some battery-powered
hierarchical clocking scheme with gated clocks [17]. In partidvand-held devices, may not be achieved by clock gating.
ular, the 21264 Floating Point Unit has a controller that can Power consumption of idle components can be avoided by
freeze the clock to its components, such as the adder, multipligswering off the unit. This radical solution requires controllable
divider, etc., according to the instructions to be executed, so tatitches on the component supply line. An advantage of this
the idle components do not waste power. approach is the wide applicability to all kind of electronic com-
The PowerPC 603 processor [14] has both local and glolmdnents, i.e., digital and analog units, sensors, and transducers.
clock control. We highlight here a feature of global clock corA major disadvantage is the wake-up time recovery time, which
trol. When the processor is in$leep state, the clock to all is typically higher than in the case of clock gating because the
units may be disabled. On the other hand, the PLL is not necesmponent’s operation must be reinitialized.
sarily disabled in th&leep state, so that the system controller When thinking of a microelectronic circuit (e.g., processor,
can choose from different levels of power savings, depending controller), such a component is typically structured as a hierar-
the wake-up response time requirements. For example, if a quatiical compositions of subcomponents. Thus, power shutdown
wake-up is required, the processor can wake up fBleep is applied to a selected number of subcomponents. In the case
in ten system clock cycles, if the PLL is active. On the othef complex circuits, usually a portion of the circuit is not pow-
hand, for maximum power savings, the PLL can be shut off gred down, so that it can run a set of minimal monitoring and
theSleep state. In this case, the wake-up time can be as loogntrol functions, and wake up the powered-down components
as 100us, to allow the PLL to relock to the external clo€k.  when needed.

A. Power Management in System Components
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Example 4.2: The StrongARM SA-1100 [3] chip has two 3) Multiple and Variable Power SuppliesDPM is also ap-
power supplies: &/DDI 1.5-V internal power supply and aplicable to components that are notidle, but whose performance
VDDX3.3-V interface voltage suppl¥DDI powers the CPU (e.g., /O delays) requirements varies with time. The implemen-
core and the majority of the functional units on the chip (DMAation technology can then be based on st@vdownof non-
controller, MMU, LCD controller, etc.).VDDXpowers the critical components. The slowdown is achieved by lowering the
input—output drivers, an internal 32-KHz crystal oscillator, theoltage supply, such that the component becomes performance
system control unit, and a few critical circuits. critical.

The Sleep state the SA-1100 is an example of power Early implementations of multivoltage chips used a static
supply shutdown. Power iBleep is reduced to 0.16 mW (as power-directed partitioning into subunits, each powered by a
opposed to 400 mW iRun state) by switching off th&/DDI  different supply voltage. Most often two voltage levels were
supply. The shutdown sequence for entering$heep state used, and level shifters were employed at the border of subunits
goes through three phases: 1) flush to memory all state infornning on different supplies [44]. The extension of this ap-
mation that should be preserved throughout the sleep periodp2yach to the realm of DPM is to enable dynamic adjustment of
reset all internal processor state and program wakeup eveptsyer supply voltage during system operation. One of the main
and 3) shutdown the internal clock generator. Each phaseallenges in implementing this extension is to guarantee that
takes approximatively 3Q:s. During Sleep, the SA-1100 clock frequency tracks the speed changes caused by dynamic
only watches for preprogrammed wake-up events. Processoltage supply adjustments.
wake-up goes through three phases: 1) ramp/lypXand In the pioneering work by Nielsert al. [45], self-timed
processor clock startup; 2) wait time for stabilizing processeircuits were employed in conjunction with variable supply
clock; and 3) CPU boot sequence. The first two phases takeltage. Self-timed circuits synchronize using local handshake
respectively, 10 and 150 ms. The third phase has negligiblignals, hence, they do not need adjustable clocks. Unfor-
duration compared to the first two. THéleep state can be tunately, self-timed circuits are not mainstream technology.
entered either by rising a dedicated pin (calBAITT_FAULT) Alternative approaches employ standard synchronous logic
or by a software procedure that writes to the power managa6], [48], [49] coupled with adjustable clocks that adapt their
control registePMCPRof the CPU . frequency to the speed of the critical path under different supply

Power down is applicable to electrooptical and electrgoltages. Another issue in systems with dynamically variable
mechanical system components, such as displays and HDRispply voltage is that they require high-efficiency dc—dc
For systems with mechanical moving parts, like HDD’sgonverters that can be programmed over a wide range of output
the time constants involved in accelerating and deceleratingitages. Several adjustable dc—dc converters have been de-
moving parts are usually much larger than those involved #eribed in the literature [50]-[53]. The variable supply voltage
powering up and down electronic components. Furthermoegproach can be complemented by dynamic threshold-voltage
acceleration and deceleration tend to decrease the expeelgistment, achieved by controlling the body back bias [48],
lifetime of the component [34]. Lifetime reduction can be segi9].
as another cost associated with state transitions. Dynamically varying supply voltages may be quantized [46]

Example 4.3:We consider again the IBM Travelstar 14GSnd thus be restricted to a finite number of values, or may take
disk drive [4], mentioned in Example 2.2. In this component, wgalues in a continuous range. In the former case it is possible to
can highlight as main subunits: the spindle motor, the head pdentify a finite number of power states for the system; in the
sitioning subsystem, and the host interface. The IBM Travelstatkter the concept of finite state is not applicable. State transi-
HDD has nine power states:spin-up  state to initialize the tion take a finite time because dc—dc converters cannot support
drive from power down, three operational states (seek, write  arbitrarily fast changes in supply voltage.
andread), and five inactive states (Performance Idle,

Active Idle , Low power idle, ~ Standby, and Sleep). g gystem-Level Power Management Implementation
Different physical mechanisms are used to reduce power in the

inactive states. Intheerformance Idle  state, all electronic ~ We consider DPM at the system level, and the corresponding
components are powered while in thetive Idle state, implementation issues. Note that DPM schemes at the system
some circuitry is in power saving mode, and in ttoav power  level can coexist with local power management of components.
idle the head is unloaded. Whereas the spindle motor isWhen considering electronic systems implemented in hard-
rotating in the three idle states, the motor is spun down in théare, the power manager is a specialized control unit that acts
Standby andSleep states. In theStandby state the host in parallel and in coordination with the system control unit. In
interface is active, while in th8leep itis turned off. other words, the power manager may be a hardwired or micro-

The power consumption in the active states (in average Z®grammed controller, and possibly merged with the system
W) decreases in the inactive states to the values of 2, 1.3, 0.83gtroller. Policies based on timeouts are easily implemented by
0.25, and 0.1 W, respectively. Restarting the HDD requirestimers. Stochastic policies can be implemented by lookup tables
peak power of 5 W, due to the acceleration of the disks. Finallyyhen stationary) or by sequential circuits. Randomized policies
note that the lower the power consumption is, the longer thequire the use of pseudorandom number generators, that can be
corresponding wake up time is. Thus, DPM strategies needitaplemented byinear feedback shift registefe FSR’s).
take advantage of the low-power states while minimizing the Typical electronic systems are software programmable, and
impact on performancél] a majority have an operating system ranging from a simple
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run-time scheduler or real-time operating system (RTOS) (fc Applications

embedded applications) to a full-fledged operating system (i oS

in the case of personal computers or workstations). Ittt Yo T =
There are several reasons for migrating the power manag/ Kernel |

to software. Software power managers are easy to write and| = - !

reconfigure. In most cases, the designer cannot, or does notw{
to, interfere with and modify the underlying hardware platform}
DPM implementations are still a novel art, and experimentatio-=— TESIsTImIEsS E e o /_\Q_Pl
with software is easier than with harldware. : Table BIOS e

In general, the operating system is the software layer whe |

|

|

|

ACP! driver

I

|

i ] |
Device Driver AML interpreter |
|

Register
interface

the DPM policy can be implemented be§S-based power ACPI Tables ACPI BIOS ACP! registers
managemen{OSPM) has the advantage that the power/pel 1 —

formance dynamic control is performed by the software laye il A—— =
(the OS) that manages the computational, storage and I/O ta: Plattorm Hardware
of the system. Implementing OSPM ishardware/software omerooa )

codesignproblem because the hardware resources need devices Chipset cPy

be interfaced with the OS-based software power managc:;
and because both the hardware resources and the software

application programs need to be designed so that they coopeféftell- ACPlinterface and PC platform.
with OSPM.

Recent initiatives to handle system-level power managemeniat the bottom of Fig. 11 the hardware platform is shown. Al-
include Microsoft'sOnNowinitiative [20] and theadvanced though it is represented as a monolithic block, it is useful to dis-
configuration and power interfad@CPI) standard proposed by tinguish three types of hardware components. First, hardware
Intel, Microsoft, and Toshiba [21]. The former supports the iMfesources (odevices) are the system components that provide
plementation of OSPM and targets the design of personal coggmme kind of specialized functionality (e.g., video controllers,
puters with improved usability through innovative OS desiginodems, bus controllers). Second, BBU can be seen as a
The latter simplifies the codesign of OSPM by providing an inspecialized resource that need to be active for the OS (and the
terface standard to control system resources. On the other ha{ielp| interface layer) to run. Finally, trehipsetalso called core
the aforementioned standards do not provide procedures for gfic) is the motherboard logic that controls the most basic hard-
timal control of power-managed system. ware functionalities (such as real-time clocks, interrupt signals,

1) Industrial Design Standardsindustrial standards have processor busses) and interfaces the CPU with all other devices.
been proposed to facilitate the development of operatingihough the CPU runs the OS, no system activity could be per-
system-based power management. Intel, Microsoft and Toshigned without the chipset. From the power management stand-
proposed the open standard calladvanced configuration noint, the chipset, or a critical part of it, should always be active
and power interfacgACPI) [21]. ACPI provides an OS-in- pecause the system relies on it to exit from sleep states.
dependent power management and configuration standardy js imnortant to notice that ACPI specifies neither how to
It provides for an orderly transition fronegacy hardware ;.\, joment hardware devices nor how to realize power man-

to ACPI-compliant hardwgre. Although this iniFiatiye target%gement in the operating system. No constraints are imposed
personal computer(PC's), it contains useful guidelines for 4on implementation styles for hardware and on power manage-
more general class of systems. The main goals of ACPI

. nt policies. Implementation of ACPI-compliant hardware can
to: 1) enable all PC’s to implement motherboard dynam|(é

. A verage any technology or architectural optimization as long as
configuration and power management; 2) enhance POWERE,

ower-managed device is controllable by the standard inter-

management features and the robustness of power—manzaﬁ(ééJ specified by ACPI.
systems; and 3) accelerate |m_plementat|on of power-manage?ln ACPI, the system has fivgiobal power states. Namely, the
computers, reduce costs and time to market. )

The ACPI specification defines most interfaces between C@Iowmg.
software and hardware. The software and hardware component® Mechanical off stateG3, with no power consump-
relevant to ACPI are shown in Fig. 11. Applications interact  tion.
with the OS kernel througapplication programming interfaces < Soft off stateGG2 (also calledS5). A full OS reboot is
(API's). A module of the OS implements the power manage- needed to restore the working state.
ment policies. The power management module interacts with ¢ Sleeping stateG1. The system appears to be off and
the hardware through kernel services (system calls). The kernel power consumption is reduced. The system returns to the
interacts with the hardware using device drivers. The front-end  working state in an amount of time which grows with the
of the ACPI interface is th&CPI driver. The driver is OS-spe- inverse of the power consumption.
cific, it maps kernel requests to ACPI commands, and ACPI re- « Working stateG0, where the system is On and fully us-
sponses/messages to kernel signals/interrupts. Notice that the able.
kernel may also interact with non-ACPI-compliant hardware < Legacy state, which is entered when the system does not
through other device drivers. comply with ACPI.
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The global states are shown in Fig. 12(a). They are ordered fréim 13. DPM using filter drivers.
top to bottom by increasing power dissipation. .
The ACPI specification refines the classification of global read/write 348 W
system states by defining four sleeping states within sfte
as shown in Fig. 12(b).
» Slisasleeping state with low wake-up latency. No system
context is lost in the CPU or the chipset.
* S2is a low wake-up latency sleeping state. This state is
similar to theS1 sleeping state with the exception that the
CPU and system cache context is lost.
» S3isanother Iov_v wake-up latency sleeping state where alll 0.75 W
system context is lost except system memory.
* S4is the sleeping state with the lowest power and longeSt. 14. PSM for IBM DTTA HDD.
wake-up latency. To reduce power to a minimum, all de-
vices are powered off. TABLE |
Disk PARAMETERS. SUBSCRIPTS
Additionally, the ACPI specification defines states for system sd AND wu DENOTE SHUT DOWN
components. There are two types of system compondeies AND WAKE UP, RESPECTIVELY
andprocessor, forwhich power states are specified. .Devices are Model | Posz | Pon | Tod | Esd | Twa | Euu
abstract representations of the hardware resources in the system. Watt | Watt | sec | J | sec | J
Four states are defined for devices, as shown in Fig. 12(c). In IBM | 0.75 [ 3.48 [ 0.51 | 1.08 ] 6.97 | 525
contrast with global power states, device power states are not Fujitsu | 0.13 | 0.95 | 0.67 ] 0.36 | 1.61 | 4.39

visible to the user. For instance, some devices can be in an inac-

tive state, but the system appears to be in a working state. Rere monitored by digital multimeters, connected to a PC via a
thermore, state transitions for different devices can be controllr&-232 port to record the measurements.

by different power management schemes. The processor is thghe IBM HDD can be in one of three stateéRowerDe-
central processing unit that controls the entire PC platform. TogeDO when it is reading or writingPowerDeviceD1
processor has its own power states, as shown in Fig. 12(d). Mghen the plates are spinning aRdwerDeviceD3 when the
tice the intrinsic asymmetry of the ACPI model. The central rolgiates stop spinning. I/O requests only wait for seek and rotation
of the CPU is recognized, and the processor is not treated agefays when the disk is &owerDeviceD1 (see Fig. 14). If
simple resource. a request arrives when the hard disk isatwerDeviceD3,

2) ACPI-Based DPM Implementationgy set of exper- it has to wait for the wake-up procedure in addition to the seek
iments were carried out by Let al. [35], [36] to measure and rotation delays. The disk consumes 3.48 and 0.75 W in
the effectiveness of different DPM policies. Lu used twegtatesD1 andD3, respectively. It takes approximately 7 s and
ACPI-compliant computers, running a beta version of Windowsp. 5 J to wake up frond3 to DO. It takes (in average) 0.5 s to
NT V5, which is also ACPI compliant. The first computer is @&nterD3 from D1. The behavior of the Fujitsu HDD is similar,
VarStation 2861A desktop, using a Pentium Il processor and g with different parameters (see Table I). The break-even
IBM DTTA 350-640 HDD. The second is a Sony VAIO PCGimes of the IBM and Fujitsu HDD's are 17.6 and 5.43 s,
F-150 laptop, with a Pentium Il and a Fujitsu MHF 2043ATespectively.

HDD. The experiments aimed at controlling the HDD unit Experimental results are reported in [36], where a compara-
using different policies. tive analysis of different algorithms is presented. For compar-

For this purpose, Lu implementditter drivers (Fig. 13) to ison purposes, both computers execute the same trace of input
control the power states of the HDD’s, to record disk access#sta (an 11-h-long execution trace). Results show that all algo-
and to analyze the performance impact of the power managiéams spend less than 1% of computation on power manage-
ment overhead of each algorithm. The power lines of the diskeent itself, thus validating a fundamental premise of this body
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of work. For the laptop (desktop) computer, power reduction '’
have been measured up to 55% (43%) (as compared to the ,,
ways on case) and up to 34% (23%) (as compared to the ¢
fault 3-min timeout policy of Windows OS). Larger power sav-'°
ings are achieved on the laptop computer because of the shoig*
break-even time of its disk.

3) Observer ImplementationAs seen in Section Ill, power
management requires information on the usage of each ha 1’
ware resource, such as: 1) distribution of interarrival times of e o
quest to the resources and 2) distribution of service times for tl
requests. Thebservemodule (Fig. 2) of the PM takes care of 10*
data collection. In ACPI-compliant PC’s, the observer may rel . ||
on ACPI messages to obtain the data needed to drive the pc
cies. However, not all computers are ACPIl-compliant. In thi "
section, we shall analyze the implementation of a power ma
ager observer module that does not exploit ACPI, nor it is bast
on a proprietary Microsoft operating system. The basic require-
ments for the implementation of the observer are as follows. Fig. 15. statistical analysis of the interarrival time. For each device, three

* Low perturbation of normal system activity: Monitoringt 28 £ Et T e ement fo one (dashe ne).
should be transparent to the end user and should MOaHi refer to software development.

the usage patterns of hardware resources as little as pos-

sible.

« Flexibility: It should be easy to monitor multiple types offonitoring through a simple dumping mechanism that can be
resources. Moreover, the number and types of obsen¢mnmarized as follows. Whenever the number of unprocessed
resources should be dynamically controllable. This fegvents reaches a vallig,y, < Liax, @ Wake-up signalis sent to
ture is particularly useful for laptop computers where nef dedicated process. The process is normally inactive, waiting

devices can be installed during system operation (i.éq,r the wake-up signal, thus it does not alter normal system
plug-and-play capability). activity. Whenever the wake-up signal is asserted, the process

« Accuracy: Well-known system utilities give access tgecomes active and can be scheduled. Clearly, the execution
cumulative counts of accesses to system resources. T#ighis process does alter normal system activity. However, the
functionality is not sufficient to obtain accurate statisticgerturbation is limited by the fact that the list is processed only
of interarrival times and service times. One importar¥hen it is almost full.
feature of the observer is the capability of time-stamping Devices that are controlled by the OS through device drivers
the events with high resolution. are monitored by inserting standard function calls that update

The software-based observer architecture analyzed in tHi§ event listin the device driver routines that are run whenever
section is calledPM [6], and it has been implemented as athe componentis accessed. Monitoring does not change the flow
extension of the Linux operating system [54]. The observef execution of the device driver, and it has minimal impact on
monitors the accesses to System resources and stores tH’LﬂrﬁXECUtiOﬂ time. At boot time, the observer is initialized by
in form of time-stamped events. The core data structure SBecifying which resources should be monitored.
located in kernel memory space, that is forced to reside inThe CPU and all hardware components required for its op-
physical-address space. Hence, storing events in kernel spai@dion (chipset, RAM, bus controllers, etc.) are not controlled
prevents the usage of memory paging, thus avoiding the sevidm®ugh device drivers. Fortunately, it is possible to monitor the
performance penalty possibly caused by TLB misses. CPU and its ancillary components by observing that the OS

On the other hand, storing the event list in kernel spa&ernel itself is nothing else than executable code running on the
imposes a tight limitation on its maximum size. The list cannétPU. Whenever the kernel is running, the CPU is active. When
grow larger than 64 KB, which correspondsig,... = 4096 there is nothing to do, the kernel schedules a dummy process,
events. The event list is implemented as a circular buffer anccilledidle task. Hence, to detect CPU idleness, it is sufficient to
is allocated once for all (for performance reasons). The circulaonitor the scheduling dfile task.
structure protects against memory violations. If the numberMonitor installation requires kernel recompilation, and sup-
of unprocessed events stored in the list grows larger than f@rts monitoring of CPU, keyboard, serial and parallel ports,
number of slots, older events are overwritten. Event loss cau®s2 mouse, IDE hard disk, and CD-ROM. During the system
a decrease in accuracy in monitoring but does not damdymot, a data structure is created for edPiM-compliant re-
normal system operation. source, containing its name, type, configuration flags, unique

The size limitation of the event list in kernel memory isdentifier, and resource-specific information (such as the type
not a concern if events are processed and discarded as sooevents to be monitored). Monitoring can be selectively en-
as they are registered (online monitoring). However, eveabled for each resource by setting the corresponding flags.
loss should be avoided if the observer is collecting long eventSeveral experiments [5] (run on a HP Omnibook 5500 CT
traces for offline processing. The observer supports offliveith 133-MHz Pentium processor and 48 MB of RAM) showed

10"
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that system operation is slowed down by less than 0.38% in ayt2]
erage, even when all available system components are moni-
tored, thus showing convincing evidence of the nonintrusiver; 3
ness of the monitor. Examples of the data collected by the mon-
itoring system are reported in Fig. 15, where the probability den- 4
sities and distributions of request interarrival times are pIotte({i1
for CPU, keyboard, mouse, and hard disk. Data was collectefd5]
during a code development user session. Several different usage
patterns were also tested (such as editing, game playing, etc.}ig

[17]
V. CONCLUSION

DPM is a powerful methodology for reducing power con- [18]
sumption in electronic systems. In a power-managed system, t e9]
state of operation of various components is dynamically adapt
to the required performance level, in an effort to minimize the
power wasted by idle or underutilized components. For mosg®!
system components, state transitions have nonnegligible powgs
and performance costs. Thus, the problem of designing power
management policies that minimize power under performancEZ]
constraints is a challenging one.

We surveyed several classes of power-managed systems and
power management policies. Furthermore, we analyzed tHésl
tradeoffs involved in designing and implementing power-man-
aged systems. Several practical examples of power-manag&d]
systems were analyzed and discussed in detail. Even though
DPM has been successfully employed in many real-life sysjes;
tems, much work is required for achieving a deep understandin
on how to design systems that can be optimally power manageg.
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