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Abstract—This paper presents a broad-band bandpass filter
(BPF) designed as a channel-select filter for wireless applications.
It is implemented as a low-pass filter (LPF) in series with a
high-pass filter (HPF) for lower power consumption compared to
true BPF. Semiscaling of the filter nodes is superior in the wireless
receiver over traditional full scaling. The HPF is built with
low-pass feedback of an amplifier. The bandwidth is selectable
from 625 kHz, 2.5 MHz, or 10 MHz. The filter stopband loss
is more than 50 dB extending beyond 100 MHz, and passband
ripple less than 2.5 dB. Fabricated in a 0.6- m CMOS process,
it provides a minimum input noise of 16 nV/ Hz noise with
22.5-dBm out-of-band IIP3, while draining an average 14 mA
from 3.3 V.

Index Terms—Bandpass filters, CMOS analog integrated cir-
cuits, radio receivers, transconductance-capacitor filters, wireless
LAN.

I. INTRODUCTION

FREQUENCY-DIVISION multiple access wireless
systems allocate different frequency bands to various

applications [1]. Each band contains many channels, from
which a given user is assigned one channel. The preselect
radio-frequency (RF) filter before the receiver passes all these
channels. Then, a sharper channel-select filter in the interme-
diate-frequency (IF) section isolates the desired channel for
demodulation or detection. An off-chip passive filter may be
used for this purpose for its high selectivity and wide dynamic
range, but at the expense of power consumption in the driving
circuits. Also, the receiver (RX) is no longer fully integrated,
and one or more filters take precious board space. Furthermore,
the fixed bandwidth in a passive filter precludes bandwidth
(BW) adaptation.

On-chip active filters, on the other hand, consume power and
chip area and limit overall RX dynamic range. Nevertheless,
they enable high integration and BW adaptation. The main spec-
ifications of an on-chip active filter in a wireless receiver are:
1) its frequency response, including the passband ripple, stop-
band attenuation, selectivity, and group delay; 2) its dynamic
range, including the noise and the linearity; 3) its current drain
or power consumption; and 4) the chip area. The linearity of
wireless building blocks is usually defined by the third-order in-
tercept point of the (IP3) rather than total harmonic distortion.
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The channel-select filter must suppress adjacent and all other
channels sufficiently to pass only the desired signal to the de-
tector. In most modern wireless systems, it is realized with some
combination of analog and digital filters. If there were no analog
filtering, the desired signal at the input of the analog-to-digital
converter (A/D) will be accompanied by all the other channels
in the band, in particular large adjacent channels, which will
later be removed in the digital filter. The large interferers, which
are eventually of no interest, raise the required resolution of the
A/D. In the special case of narrow channels, it is possible to dig-
itize a wide band with a large dynamic range using a bandpass

A/D and a large oversampling factor [2], [3]. For example,
in [2], an 8-kHz desired channel and adjacent channels are sam-
pled at 16.8 MHz with a peak signal-to-(noise + distortion) ratio
of 98 dB. However, for wide-band applications, a large over-
sampling factor requires impractically high clock rates and is
not feasible. Therefore, most interferers must be removed prior
to A/D conversion. On the other hand, the sharper the analog
filter, the higher the required pole-Q's, and the lower its dy-
namic range at a given power consumption [4]. An important
design tradeoff is how to divide the total required filtering be-
tween the analog and the digital sections for best performance.
In applications requiring very high selectivity, the optimum lies
with partial channel selection in the analog section, followed by
a highly selective digital filter.

This paper describes the design and implementation of a vari-
able-BW bandpass filter (BPF). Section II describes the filter
structure and Section III covers the optimum transconductance
design for our application. Low-pass filter (LPF) and high-pass
filter (HPF) design are discussed in Sections IV and V, and Sec-
tion VI describes solutions to some common-mode feedback
problems. The frequency and control loops are explained in
Section VII. Last, the experimental results are given in Sec-
tion VIII.

II. FILTER STRUCTURE

This paper presents a variable BW BPF designed for a fully
adaptive wireless local-area network (WLAN) system. The
main concern was to integrate as many functions as possible.
Fig. 1 shows the block diagram of the RX. The passband is
selectable as one of 625 kHz, 2.5 MHz, and 10 MHz, with
a stopband that exceeds 100 MHz. The RF preselect filter
attenuates incoming signals farther than 100 MHz away from
the desired channel. An attenuation of at least 50 dB is desired
across the filter stopband. Unlike many wireless systems which
use every other channel in a cell, our system uses every channel
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Fig. 1. Block diagram of receiver, showing location of analog filter.

[5] for maximum capacity. To adequately reject the adjacent
channel, the filter must be of high order, very likely with high-
poles. These poles boost filter noise and limit the dynamic
range (DR) of the entire RX [4]. Therefore, the analog filter is
implemented for partial channel selection, mainly to relax the
required A/D DR. A high-order finite impulse response (FIR)
digital filter, itself consuming a reasonable power and chip area
in the baseband digital signal processor, subsequently isolates
the desired channel [5].

With the same BW and selectivity, the higher the filter center
frequency, the larger the pole's. This translates to higher
power consumption for a given dynamic range [4]. Therefore,
the filter center frequency should be the lowest possible. A
center frequency of 10 MHz was chosen for a bandwidth of up
to 10 MHz, which results in a passband spanning 5–15 MHz.
A polyphase filter preceding the BPF rejects the image after
downconversion over this band [7]. The lower its bandwidth,
the more selective an LPF in absolute frequency. Therefore,
the lower edge of the filter passband is fixed at 5 MHz for all
bandwidths. This also positions the channel of interest beyond
the 1 noise corner in the filter. The filter center frequency,
which defines the receiver IF, now changes with channel
bandwidth.

- filters are well suited to high frequencies. Accurately
modeled parasitic capacitances may be absorbed in the natural
grounded capacitors in the filter. This filter is realized as a

- circuit. Like every integrated continuous-time filter, it
too requires a tuning loop.

The textbook approach prescribes synthesis of a bandpass
(BP) filter from a low-pass (LP) prototype using the bilinear
transform. This works well for narrow-band filters [6]. How-
ever, when the BW is comparable to the center frequency, such
as here, the LP to BP transformation results in a much sharper
lower transition (Fig. 2(a)). This is disadvantageous in an active
filter, because the associated high-poles boost the filter noise
at the lower end of the passband. As interferers entering a wire-
less receiver are equally likely to lie above or below the channel
of interest, the upper and lower transition bands should be sym-
metric. This is realized with an LPF in cascade with an HPF
[8], implemented here as a fifth-order elliptic and a third-order
Chebychev filter, respectively, to obtain the desired character-
istics. Whereas the textbook LP to BP transformation results in
an eighth-order bandpass elliptic filter with two conjugate pole
pairs of , the largest pole in the LPF is 6.9, and 1.3 in
the HPF. For a given noise floor, this saves 40% in power con-
sumption compared to a true bandpass filter.

The lower and upper cutoff frequencies may be independently
adjusted in the cascade. The HPF fixes the lower edge of the

(a)

(b)

Fig. 2. (a) Broad-band bandpass filter synthesized from cascade of low-pass
and high-pass, compared with true bandpass (gray). (b) Selectivity of cascade
BPF is worse at lower bandwidths.

passband to 5 MHz, while the LPF adjusts the overall BW with
it upper cutoff [Fig. 2(b)]. If the LPF is designed for the desired
selectivity at maximum bandwidth, then selectivity will worsen
at lower BW's. For instance, in Fig. 2(b), at a BW of 10 MHz,
the transition band of the LPF is equal to the passband. When
the LPF poles are scaled to a BW of 2.5 MHz, the transition
band expands to twice the passband, worsening selectivity by a
factor of two. In the extreme case of 625-kHz BW, the transition
band expands to 5.625 MHz, which is 9the BW. As explained
later, the transition band in the actual filter is sharper than this.

III. T RANSCONDUCTORS WITHWIDE DYNAMIC RANGE

The electrical characteristics of the - filter strongly de-
pend on the circuit. These characteristics are: noise factor,
current efficiency , linearity as measured by intercept
point, tuning range, frequency response, maximum signal swing
at the input and the output, and dc gain. Limited dc gain gener-
ates a pole at the output of a simple - integrator, which
introduces parasitic loss and restricts the maximum pole-the
filter can implement. Poles and zeros in the stage may gen-
erate excess loss or peaking in the filter response [4].

Various transconductor circuits are reported in the literature.
The transconductance of a MOS differential pair may be
changed with bias current [9]. This method usually does not
provide a high linearity, and the tuning range is limited. A MOS
resistor may be used as voltage-controlled degeneration [10].
Degeneration improves the linearity of a simple differential
pair, but the available triode region of the MOS resistor limits
tuning range. At low , small signals can push the
degeneration MOSFET into saturation. For higher linearity, the
MOS resistor may be padded with a fixed linear resistor, which
now limits the range of variation. An improved version
of padded MOS degeneration is called soft switching, first
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Fig. 3. Variable transconductor (simplified) based on degenerated differential
pair.

presented in [11]. In this technique, a ladder of padded MOS
degeneration widens tuning range while maintaining good
linearity. However, now noise changes with variation,
which is not desirable in our application.

Transconductors also use nonlinearity cancellation to im-
prove the dynamic range of the filter [12]–[14]. This requires
good modeling of the MOS devices, and cancellation depends
on process, temperature, and bias. Transconductors can also
be linearized with high loop gain feedback [15], [16], [20].
However, loop gain usually drops at high frequencies and
linearity degrades. As the filter may have to remove strong
interferers far away from the passband, the resulting poorer IP3
at high frequencies is undesirable.

A. Transconductance Core

The transconductor used in this filter employs variable
wide-band resistor degeneration (Fig. 3). MOS resistors MN3
and MN4 operate in the triode region as voltage-controlled
degeneration, and are padded with linear resistors in series to
improve linearity. To understand this circuit, first consider a
MOSFET degenerated by a linear resistor. With constant
output signal, the linearity improves by the loop gain

(1)

where is the bias voltage across the resistor. This shows that
the linearity of the stage is a function of , the input bias
voltage. The total available headroom, set by the supply voltage,
is divided across the input stage (transconductance core, MN1-4
and Rs) and the load. The higher the voltage drop across the
input stage, the higher the linearity. At constant, a larger

results in stronger feedback (higher), and therefore better
linearity. On the other hand, the current efficiency of the
stage is

(2)

Strong feedback (large ) raises the bias current necessary for
the same transconductance. Fig. 4 plots the simulated tradeoff
between the current efficiency and linearity of the

stage. In the first case, is kept constant at 0.6 V and

Fig. 4. Current efficiency and linearity of transconductor versus bias voltage
and degeneration. Dots show the bias values used.

is swept. In the second case, is constant at 2 V and is
swept. Linearity is simulated with two tones, each 0.2 V .
This design is centered at of 2 V and of 0.6 V. It should
be noted that as the dc degeneration voltage gets larger, the body
bias of the field-effect transistor (FET) increases and its

is lowered. Both latter effects create more nonlinearity in
the circuit. Therefore, output linearity improves less than the
increase in loop gain.

For greater voltage headroom, the bias current source is
removed from under the transconductance differential pair.
Simulations show that this improves linearity by up to 10 dB.
However, the stage now amplifies a common-mode input
with the same gain as a differential-mode input. Eventually,
true differential sensing of the filter output will strip off
the common mode. However, imbalance in the differential
circuits due to dc offsets or mismatch causes common-mode
to differential conversion. This is precarious, because now
parasitic common-mode feedback through the substrate and
supply lines may induce differential oscillation in the high
gain IF strip. The IF circuits were laid out with great care to
symmetrically position individual transistors, and even entire
circuit blocks on a center line. This minimizes systematic
offsets, and symmetrically couples both halves of differential
circuits to the substrate.

B. Active Load

The filter simulates inductors with gyrators, which consist of
pairs of transconductors in differential negative feedback. The
transconductor inputs and outputs bias at the same voltage. As-
suming this is 2 V, and allowing for signal swing of 0.8 V,
the headroom for the active load with 3.3 V supply is

Load headroom

V
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The active load consists of a single PMOSFET biased with
equal to the full 0.6-V headroom. For an acceptable impedance,
the PMOSFET length is chosen as 4.5m and the NMOSFET
length as 3 m. In contrast, the PMOS in a cascode load fitted
into the same bias voltage would contribute 50% higher noise
spectral density.

C. Noise, Linearity, and Power Consumption

With the above bias voltages, the of the transcon-
ductance is about 1 (Fig. 4). The noise performance of the
transconductor circuit is specified by an excess noise factor
defined as follows:

(3)

An expression for the output noise in the transconductor circuit
is

(4)

where is the noise factor of a long-channel FET.
Since , then

(5)

Therefore

(6)

For more linearity, the loop gain must be higher, which means
lower . Now the noise overhead of the active load is
significant. Furthermore, the lower the headroom on the active
load transistor, the higher its noise. An interesting alternative
is the CMOS inverter-type transconductor [17], which lowers
excess noise because both sources of noise (NMOS and PMOS)
also contribute signal transconductance. However, at low supply
voltages, this transconductor is not linear enough for this filter.

D. Parasitic Capacitances

The large FET’s in the transconductor impose a large gate
capacitance, with two adverse effects. First, the , which
appears in parallel with the filter tuning capacitors, can cause
large deviations in the filter frequency response. Second,
generates a zero in the right-half-plane at frequencies close to
the passband edge of the LPF, and the resulting phase shift may
peak the frequency response in the passband

(7)

(a) (b) (c)

Fig. 5. (a) Negative conductance stage. (b) Auxiliary switched negative
conductance. (c) Switched positive conductance.

TABLE I
RANGE OFTOTAL NEGATIVE CONDUCTANCE AT THEOUTPUT

Long channel devices suffers from low . In addition,
higher loop gain lowers the zero frequency. Nevertheless,

GHz in this transconductor lies more than
two decades higher than the passband edge, causing negligible
parasitic phase shift.

E. Increasing dc Gain

Simulations show that the dc voltage gain of the basic
stage is about 20 when driving a capacitor load. As the output
impedance in the HSPICE BSIM2 MOS models at the time of
the design was not trustworthy, the design allows for a spread of
50% in output impedance. A gain as low as ten would produce
unacceptable passband loss in the filter frequency response. To
compensate this, a negative conductance stage, implemented
by a cross-coupled transconductor, is put in parallel with the
output of the main transconductor [Fig. 5(a)]. Using

can compensate a dc gain as low as eight. An aux-
iliary switchable negative conductance is in parallel with
this [Fig. 5(b)]. At the other extreme, if the net output impedance
becomes negative due to overcompensation, it should be pos-
sible to set to zero. However, sweeping the control voltage

over its full range from 2.4 to 3.2 V changes by a
maximum of 2.5 . To obtain a net output of zero, a switch-
able positive conductance stage is inserted in parallel [Fig. 5(c)].

is constant and equal to . Each stage varies be-
tween and . Table I shows the range of total
negative conductance at the output for various switch positions.
Simulations show that alone covers the nominal case. At
the price of a slightly more complicated control loop, this ap-
proach consumes about 3less power and is less nonlinear and
noisy than if of one and one were required to cover
the full range of process variations.

F. Final Circuit

The final stage shown in Fig. 6(a) is designed for a low-
noise version of the LPF. The total filter consumes
50 mA from 3.3 V. The receiver also uses another LPF with the
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(a)

(b)

Fig. 6. Variable transconductor (actual), as used in (a) low-noise LPF and (b)
low-power LPF and HPF.

same frequency response and linearity, which consumes 10
lower power but with a 10-dB higher noise floor. All the
transconductances and capacitors in this filter are scaled down
by a factor of ten. The low power transconductance is shown in
Fig. 6(b). For a reason that will be explained later, should
be tunable by more than 50%, while the need only vary
by 13%. Compared to the high power transconductor, in-
cludes several stages of variable degeneration to expand range
without giving up linearity. At any time, only one of the degen-
eration MOSFET's is on, and its gain control voltage varies from
1.6 to 3.3 V. The range of degenerated transconductance over-
laps across the MOSFET's in the ladder. This guarantees contin-
uous sweep of 50% in transconductance. Table II summarizes
the important characteristics of the final transconductors.

TABLE II
CHARACTERISTICS OF THEFILTER TRANSCONDUCTANCE

IV. L OW-PASS FILTER DESIGN

The low-pass filter's cutoff frequency, which defines the
upper edge of the bandpass filter, is selectable as 5.65, 7.5,
and 15 MHz. A passband ripple as large as 3 dB is tolerable,
but the stopband attenuation should be higher than 50 dB.
Depending on the channel conditions, either the low-power
or the low-noise LPF is selected. Each LPF is based on a
doubly terminated ladder, which is more forgiving of
deviations in component values from the ideal. This property is
particularly valuable because in this filter, the transconductor
FET's themselves contribute substantial but poorly modeled
capacitance, with a different dependence on process variations
than the linear capacitors.

A. Filter Structure

The prototype filter is designed for 1-dB passband ripple,
60-dB stopband attenuation, 15-MHz passband edge frequency,
and a transition band narrower than the passband. A fifth-order
elliptic filter meets these specifications. The floating inductors
are replaced with gyrator- circuits. The capacitances and
transconductors of the filter are built from unit capacitors
and unit stages [6]. The ratio between the filter
node capacitors and the transconductors should be ideally
constant over temperature and process. Parasitic capacitors at
the nodes arise mainly from the drain junctions and the NMOS
gates. They vary differently with fabrication process than the
main linear capacitors. In theth node, the parasitic capacitance
from the transconductors is absorbed in the total node
capacitance

(8)

Since the ratio varies from node to node, if
is a significant part of it disturbs the designed ratio of node
capacitors, and thus the filter frequency response. At high
bandwidth settings, is largest. comprises the
input and output capacitance of , which are 1.2 and 0.5 pF
for , respectively. Table III shows the standard devia-
tion of the different types of the capacitance. These spreads
cause two problems. First, the passband ripple increases. This
happens to be not very important in the intended use. Second,
the master control loop and slave filter do not match well. The
consequences of this are discussed later.
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TABLE III
STANDARD DEVIATION OF THE DIFFERENTTYPES OF THECAPACITANCE OVER VARIOUS RUNS IN OUR PROCESS

TABLE IV
PEAK GAIN TO THE INTERNAL NODES, AND THE POWER MERIT FOR

THREE TYPES OFSCALING

B. Filter Amplitude Scaling

There are two steps in scaling an active filter to maximize
dynamic range: amplitude scaling, and noise scaling. In an un-
scaled filter, the input signal may be amplified more to internal
nodes than to the filter output, the peak gain at a frequency close
to the passband edge. An input signal with strong power spectral
density at this frequency can drive the internal transconductors
into saturation. The textbook solution is to scale the filter by the

norm. That is, all node impedances are scaled so as to make
the peak gain from the input to all the filter nodes to 0 dB across
the entire passband [6]. As a consequence, gain from the major
noise sources in the filter to the output also rises, increasing
the input-referred noise of the filter. In a wireless receiver, the
higher in-band noise of an -scaled filter always weakens the
signal-to-noise ratio of the desired channel, whereas in an un-
scaled filter, only an interferer that happens to lie close to the
passband edge, or a very strong desired signal drives internal
nodes into saturation. In practice, strong interferers appear with
equal likelihood across the band, and only sometimes lie close
to the passband edge. Furthermore, a prefilter automatic gain
control (AGC) can lower a strong in-band signal. Therefore, a
partly scaled filter may be preferred in a wireless receiver be-
cause its lower noise is always desirable.

This filter is scaled as follows. While scaling gain to the in-
ternal filter nodes, , which represents the power consump-
tion, and the output noise are monitored. Initially, scaling lowers
the peak gain to the internal nodes faster than it causes noise
to rise. With further scaling, however, noise increases substan-
tially. Table IV shows the peak gain to the internal nodes, and the
power figure-of-merit for three stages in scaling. Discussion in
the next section justifies choice of this figure of merit. To begin
with, in the unscaled filter the largest gain to an internal node is
8.7 dB, while the end-to-end filter peak gain is 0 dB in the pass-
band. Scaling the peak down to 5.1 dB lowers the figure of merit
by 1.4 dB, which means that dynamic range improves. Further
scaling to level all the peak gains to 0 dB lowers the figure of

Fig. 7. Gain versus frequency to the filter internal nodes (shown numbered)
after semiscaling.

Fig. 8. Prefilter AGC prevents saturation at internal nodes.

merit by 5.1 dB, which is almost the same as the
decrease in peak gain. However, the resulting higher noise al-
ways degrades sensitivity. With full scaling, therefore, average
dynamic range is worse.

As a result of these trends, this filter is only partly scaled.
Fig. 7 shows the frequency response of the filter nodes after
semiscaling. To prevent premature saturation of stages, the
scheme in Fig. 8 detects signal peaks at all the nodes. If the peak
value exceeds some limit, the prefilter variable-gain amplifier
lowers the input signal.

C. Filter Noise Scaling

Following scaling for gain, the filter is scaled for the
noise. Scaling up all the stages and the filter capacitors
together increases the bias current but proportionally lowers
output noise spectral density . The power merit and
frequency response of all nodes remain unchanged. This is why

is a fundamental figure of merit. The procedure
for noise scaling starts by identifying those filter nodes that
contribute significantly to total noise but whose associated
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Fig. 9. LPF ladder prototype and its activeG -C realization.
Transconductors and capacitors are scaled to small multiples of unit
values.

transconductors drain relatively small bias current. Scaling up
these nodes does not impact power consumption much, but it
lowers noise significantly.

Noise scaling is optimized as follows. , the total output
noise power spectral density, is calculated, where is the
noise that theth stage contributes to the filter output

(9)

As all stages use the same circuit, then

(10)

where and are the transconductance and the bias current
of the th stage and is a constant set by the circuit topology
and . Noise scaling aims to minimize the noise with a
constant total bias

(11)

(12)

Thus, for the lowest at a fixed , all the stages
should be scaled to the contribute the same noise to the filter
output per unit bias current. However, stages whose out-
puts connect together are not independent and must be scaled
together. Ideally, the optimum scale factor for the th
stage is

(13)

In this way, the filter is scaled for both gain and noise. Fig. 9
shows the final component sizes after scaling and roundoff to
small integers.

Fig. 10. Grounded unit capacitor in low-noise and low-power LPF. Switch
widths are shown; all lengths are minimum. Floating capacitors (not shown)
consist of same array, activated by complimentary switches.

D. Switched Capacitor Array

The cutoff frequency of the adaptive LPF must vary from
5.7 to 15 MHz. Allowing an additional 25% to compensate
for process and temperature variations, the tuning range encom-
passes 3.8–18.8 MHz, requiring to vary by 5 . If
alone is tuned over this range, the passband noise spectral den-
sity rises by 7 dB at the lowest frequency. On the other hand, if

is varied, the noise spectral density stays constant.
Each capacitor consists of a subarray of switched capaci-

tors. The switch on-resistance introduces some loss in the cir-
cuit, lowering the effective of the capacitor . Filters with
higher poles require higher . Since ,
high-frequency poles need larger switches. Switch sizes were
chosen by modeling resistors in series with, and exploring
the impact of limited on filter response. Fig. 10 shows the

for grounded and floating capacitors used in high-power and
low-power LPF’s. The low-power LPF uses fewer switched ca-
pacitors, because the nominal capacitance is 10smaller and
even the smallest switch now introduces a parasitic, which com-
presses the capacitance swing between switch ON and OFF. The
switched capacitor ratio is about 8% for the high-power capaci-
tors, and 30% for the low power. To guarantee continuous cov-
erage of must span a wider range than the switched
capacitor ratio. Therefore, the variation for the high power
and the low power was chosen to be 13% and 50%, respectively.

V. HIGH-PASS FILTER DESIGN

The HPF transition band should be similar to the LPF
transition band. A third-order Chebychev high-pass satisfies
this condition. However, there is a practical problem in a direct
implementation of the HPF. Although no filter capacitor con-
nects to ground, inevitable parasitics to ground produce rolloff
at high frequencies. When using this stage, the parasitic
upper cutoff in the HPF lies close to the highest designed cutoff
in the LPF (15 MHz). This is unacceptable.

This HPF is implemented by applying low-pass feedback
to 45-dB switchable gain stage [Fig. 11(a)]. This follows the
LPF. A transconductance stage with input connected to
its output through a low-pass biquad is inserted in parallel with
a fixed load resistor. At high frequencies, there is no feedback,
and produces no signal current. As 's output resistance is
much higher than , the gain at high frequency is .
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(a)

(b)

Fig. 11. (a) HPF consists of amplifier with low-pass feedback at output load.
(b) Details of HPF, showing switched gain transconductor and LPF biquad in
feedback with feedforward compensation capacitor.

At low frequencies, however, the biquad applies unity gain
feedback causing the transconductor to appear as a resistance

. When , overall dc gain is
smaller. In the actual design, the gain varies from 0 dB at dc
to 15 dB beyond 5 MHz, implementing a high-pass amplifier.
The passband gain is switchable between 0 and 15 dB with the
degeneration resistors in .

The feedback loop's noise contribution is only important for
in-band signals, that is, for signals lying in the stopband of the
low-pass feedback. The feedback elements generate an output
noise with a spectral density proportional to . In the high gain
mode, with dc gain of 0 dB, . As the output cur-
rent noise of these two blocks is proportional to their transcon-
ductance, adds 3 dB to the input noise of the amplifier. In the
low gain mode, is 15 dB lower, and now contributes
most of the output noise. However, low postfilter gain is only
selected when the signal is large, in which case the higher noise
is not much of concern.

Now consider nonlinearity due to loop components. The LPF
and give rise to in-band third-order intermodulation (IM3).

Fig. 12. Common-mode feedback amplifier.

The BW of the feedback LPF is 1 MHz. To generate IM3 at fre-
quencies higher than 5 MHz, at least one of the tones must lie
in the transition band of the low-pass feedback, and this is sig-
nificantly attenuated before it reaches the input of. Hence,

itself cannot generate significant IM3 at frequencies above
5 MHz. Any in-band IM3 that the low-pass feedback generates
lies in its stopband and is attenuated. Thus, loop nonlinearity
does not affect the overall HPF.

Next consider stability. The low-pass biquad induces large
phase shift in the loop. Although a high-order feedback filter
would sharpen the HPF transition band, it makes loop com-
pensation impossible. This is why a second-order LPF is used.
Fig. 11(b) shows the block diagram of this HPF biquad stage.
Feedforward capacitor creates a transmission zero to com-
pensate the loop with better than 60phase margin. The transfer
function is shown in (14) at the bottom of the page. Three iden-
tical stages in cascade produce a comparable transition band to
the main LPF. The HPF uses the same stage and as the
low-power LPF. Taking into account the zero, the final HPF is
of third order.

VI. COMMON-MODE FEEDBACK

A common-mode feedback (CMFB) sets the input and output
bias in a fully differential transconductor. Associated with each
transconductor is the CMFB circuit (Fig. 12). MN5-8 form the
common mode detector and error amplifier, and MN5-6 gen-
erate a sum current at their drains, which depends on the
stage output CM voltage. MN7-8 compare this with the current
generated by . The output voltage feeds back
to the gates of the PMOS load transistors in the main transcon-
ductor, driving the output bias of the stage to . Resistor
degeneration linearizes the error amplifier to suppress bias shifts
caused by a large differential sinewave at the output due to
second-order distortion in the FET’s.

There are some special problems of CMFB in multiple dif-
ferential transconductors connected in a filter. At many places
in the LPF, the outputs of stages connect together. Indepen-
dent CMFB in each stage will create multiple feedback loops

(14)
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Fig. 13. Common-mode step response at filter's internal nodes.

competing to force the same CM voltage at the shared node. In
the presence of mismatch or offsets, this may drive some of the
active load PMOSFET’s into triode or cutoff. To prevent this, all
active loads connecting to an output node are merged and driven
by a single CMFB.

Two comparable poles in the two-stage loop amplifier erode
phase margin. Miller multiplied capacitors and be-
tween and in Fig. 12 compensate the loop. To
differential transconductor inputs, the node CMFB is at a virtual
ground, so that these 's are connected between the output and
ground and absorbed into the actual grounded capacitor which
sets the filter poles.

The large common-mode gain in this transconductor poses
a problem in gyrator loops. Although the loop is connected in
negative feedback for differential signals, it is always in positive
feedback for common mode. This can only be guaranteed stable
if the negative CMFB gain overcomes the positive feedback gain
in the gyrator loop. Due to the local CMFB, the CM closed loop
output impedance presented to the stage is

(15)

where is the open-loop output impedance of
. The net common-mode loop gain is

(16)

This quantity is always less than one, which means that at dc the
global loop is always stable. At high frequencies, the Miller-
multiplied shorts the input and the output of the PMOS
active load devices, lowering the output impedance to 1 .
Since (as explained in Section III), the positive
feedback loop gain remains less than one. In the actual circuit,
stability of the gyrator loops requires to be 3 value re-
quired for stability of the local CMFB loops.

It is difficult to simulate the phase margin for this multiple
loop circuit using only ac analysis in SPICE. Transient analysis
of, for instance, the response to a large step in CM from
0 to 2 V gives more insight. Fig. 13 shows the simulated step

(a)

(b)

Fig. 14. (a) Automatic frequency control loop. (b) Automatic level control
loop.

response test for all the filter nodes in the worst case, when
is maximum and minimum.

VII. FREQUENCY AND -TUNING LOOPS

Tuning loops set the ratio (for frequency response)
and the output negative resistance (for pole). The literature
covers many different methods for the design of these loops
[18]. This filter uses a master–slave vector-locked loop (VLL).
With the desired value of , a voltage-controlled oscil-
lator (VCO) consisting of an undamped gyrator-based resonator
oscillates at a known frequency enforced by an automatic fre-
quency control (AFC) loop. The VCO also controls. In the
event of a net negative resistance at the output of the, the
amplitude of oscillation grows until it pushes the transistors into
triode region. On the other hand, the amplitude decays if the
net resistance is positive. Only a zero net output conductance
produces stable linear oscillation at a known amplitude. An au-
tomatic level control (ALC) adjusts the negative resistance. As
all control loops operate similarly, only the phase-locked loop
(PLL) for the high-power filter is described below.

A. AFC Loop

The AFC [Fig. 14(a)] is a mixed analog–digital loop, con-
sisting of an analog phase detector and smoothing filter, digital
comparator block, logic, reset circuits, and the 5-bit up–down
counter.

, the continuous output of the AFC loop, biases the
gates of the active degeneration FET’s in the block (Fig. 6)
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and sets the transconductance. The digital word from the 5-bit
counter selects the switches in (Fig. 10). In the low-power
filter, the digital section routes to one of the active degen-
eration MOSFET’s for coarse discrete tuning.

The PLL consists of a conventional phase frequency detector
and a charge pump, with a simple series filter for com-
pensation. As changes from 1.65 to 3.15 V, it raises the
transconductance and the VCO frequency by 13%. However,
as mentioned in Section IV-D, a 500% range is required for

. Switching the capacitors in gives the rest.
TheAFCworksas follows.Assumethat the frequencyofVCO

is initially much lower than the frequency at the output of
the divider . To increase , the PLL drives up until it
hits theupper limitof3.15V.Thistripsacomparator,whichdecre-
ments the counter. This switches to a lower value, causing
a jump up in the frequency of oscillation. The reverse happens
when is initiallyhigher than ,and crosses the lower
threshold of 1.65 V. Since the PLL is second-order and slightly
underdamped, the control voltage rings as it approaches the final
value. Although finally settles to some value between 1.65
and3.15V, itmightovershoot this rangeat thepeaksof theringing
waveform. An LPF smooths the PLL control voltage before com-
parison with the trip levels.

Feedback from the counter to the comparator/logic prevents
overflow (underflow) when the is minimum (maximum),
corresponding to the word 00 000 (11111). To lower settling
time, the counter is initialized with the steady-state value ex-
pected from simulations. Then, the control voltage is initialized
midway between the upper and lower limits. This guarantees a
short settling time for the PLL.

B. Tuning AFC Loop to Three Different BW’s

The AFC must be able to tune the filter to three widely sep-
arated frequencies. One possibility is to scale the rel-
ative to , so that the oscillator remains locked to a fixed
reference frequency while in the filter steps to the de-
sired values. This approach is not practical if the stage, as
here, suffers from significant parasitics, which will upset the
ratio accuracy between master and slave over the wide range of
filter settings. Instead, the VCO replicates the and in
the main filter, and is locked to synthesized reference frequency
proportional to the filter BW (Fig. 20).

As in any master–slave scheme, the main concern is how ac-
curately the VCO oscillation frequency tracks the filter BW. To
simulate this, the capacitors in an ideal - filter and VCO
are expressed as combinations of(at the input), (at
the output), and (unit linear capacitors). Then, based on
the data in Table III, each capacitor is skewed from nominal to
simulate mismatch among different capacitor types (this does
not simulate random mismatch between capacitors of the same
type). Table V shows that filter BW follows the VCO oscillation
frequency with an accuracy better than1%, for 3 deviations
in the various capacitors.

C. ALC Loop

The ALC is very similar to the AFC, except that it controls
amplitude of oscillation instead of frequency [Fig. 14(b)]. A

TABLE V
VARIATION IN VCO FREQUENCY AND F ILTER BW

(a) (b)

Fig. 15. Simulated response to a 300-mV step in (a) ALC loop, with AFC
inactive and (b) AFC loop, with ALC inactive.

2-bit counter selects the three discrete states of the negative con-
ductance circuit. Comparators with trip points at 2.4 and 3.2 V
define the valid range of control voltage. Initially, both and

are off and the control voltage is set midscale to 2.8 V. If
the transconductor output conductance is net positive, the peak
detector senses zero. The ALC now raises the negative conduc-
tance by increasing . In steady state, the net output con-
ductance is zero, and the amplitude of oscillation is 200 mV.

D. Simultaneous Compensation of AFC and ALC

At power up, the ALC induces oscillation. As a result the AFC
loop becomes active and changes , but as there is no tail
current source, this also changes the FET bias current. Since
the output conductance depends on bias, the ALC reacts by
adjusting the negative conductance to compensate for the new
output conductance. In this way, the two loops interact and can
possibly oscillate in a limit cycle. The solution is to substan-
tially slow down the AFC loop compared to the ALC. Fig. 15(a)
shows that with AFC inactive, the ALC loop settles in about
1.5 s in response to a 300-mV step. Fig. 15(b) shows that with
ALC inactive, the AFC loop settling time is about 15s, which
is considerably slower than the ALC. Sufficient phase margin
may be deduced from the small overshoot in the settling tran-
sient.

VIII. E XPERIMENTAL RESULTS

The variable-gain BPF IC (Fig. 16) was implemented in a
3M1P 0.6- m CMOS technology. The linear degeneration re-
sistors consume the largest area in the low-powerstage and
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Fig. 16. Chip microphotograph.

the large PMOS load in the high power stage. The LPF
cutoff is tunable between 4–18 MHz, and for the HPF between
3–8 MHz. Fig. 17(a) shows the composite frequency response.
At the highest BW, the passband suffers from 2.5-dB ripple, but
the stopband loss is more than 60 dB. At lower BW, the ripple
decreases to 1 dB (as initially designed), but the stopband atten-
uation worsens to 50 dB. At high BW, most of the linear capaci-
tors are turned off, and parasitic capacitors significantly alter the
pole-zero constellation, worsening the passband ripple. At lower
BW, the filter response is closer to designed because the linear
capacitors dominate the parasitics. As the LPF is tuned down in
frequency, the floating capacitors, which generate nulls in the
elliptic filter's magnitude response, appear larger relative to the
grounded capacitors, causing the first null to decrease faster than
the corner pole frequency. Thus, the transition region becomes
sharper, which is desirable, but at the expense of 10-dB-worse
stopband loss. Fig. 17(b) shows that the stopband of the filter
extends to 100 MHz, beyond which the RF preselect filter at the
receiver input strongly attenuates out-of-band signals. The mea-
sured passband gain ranges over 47 dB in three steps of 15.7 dB
each.

The low-power LPF and low-noise LPF drain 5.4 and 56 mA
from 3.3 V, respectively. Input-referred average passband dif-
ferential noise density is 50 nV/Hz and 15.2 nV/ Hz, respec-
tively. In-band IIP3, measured with two tones at 10 and 11 MHz
for 15-MHz BW, is 18.5 dBm (referred to 100- differen-
tial). This is unchanged for close-in out-of-band tones at 20 and
30 MHz. However, the out-of-band IIP3 with two sets of tones
at 30 and 50 MHz and 40 and 70 MHz is22.5 dBm. As the
LPF input stage, where out-of-band tones experience little fil-
tering, dominates the distortion, the IIP3 is not much changed.

The three-stage HPF consumes a total of 5.4 mA at all gains
from 0 to 45 dB. The lower cutoff frequency is adjustable from
3 to 10 MHz. Output IP3 specifies linearity for a circuit with
variable gain, and for one HPF stage this is found to remain
almost constant at 28 dBm (referred to 100- diff), limited by

(a)

(b)

Fig. 17. Measured filter frequency response. (a) Various BW settings,
passband, and transition band. (b) Stopband.

Fig. 18. Measured filter input IP3 at 0-dB passband gain, for two tones in-band
and out-of-band.
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(a) (b)

Fig. 19. Measured settling transient following reset for: (a) AFC and (b) ALC loop.

TABLE VI
COMPARISON OF THEPERFORMANCE OFTHIS WORK WITH RECENT PUBLISHED WORKS

the main amplifier transconductance ( in Fig. 6). Average
input in-band noise at 0-dB gain is 40 nV/Hz, dropping to
7.9 nV/ Hz at gains of 15 dB and higher.

Fig. 18 shows that total IIP3 for the BPF is18 dBm for
in-band tones and out-of-band tones at 20 and 30 MHz. For far
out-of-band interferers, namely 30/50 MHz and 30/70 MHz, the
IIP3 is 22.5 dBm. As the LPF strongly attenuates interferers

in its stopband prior to the following HPF, it (the LPF) governs
total filter IP3.

The measured settling behavior of the ALC and AFC loop
after applying reset signal is shown in Fig. 26. In Fig. 19(a),
the filter capacitance was initially too high. increases,
driving higher until it trips the comparator. At that point
the AFC logic switches off a capacitor and resets . This
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process continues until the correct capacitor is found. Then
reaches equilibrium. Fig. 19(b) shows how the ALC

settles to the final value.
Table VI compares the performance of the LPF designed in

the work with other filters. The bias current and noise of this
LPF are scaled according to match /pole in each case (Noise
power ). Since many of the other filters are not de-
signed for wireless applications, their linearity is specified by
single-tone total harmonic distortion (THD) rather than IP3. In
this case, it is assumed that the third-order nonlinearity is domi-
nant, and the IP3 is estimated from the THD. The LPF described
here surpasses all the other filters, except those interleaving fil-
tering and amplification.

IX. CONCLUSION

This paper has described the architecture and circuit of
a broad-band CMOS BPF for partial channel selection in a
low-IF wireless receiver. It is implemented as a LPF in cascade
with a HPF for lower power consumption than a true bandpass
filter. The bandwidth is selectable from 625 kHz, 2.5 MHz,
and 10 MHz, with the lower passband edge fixed at 5 MHz.
By careful design of the transconductor, the optimum linearity
and dynamic range is obtained for a given power consumption.
The HPF is implemented by using a low-pass feedback. This
overcomes the HPF sensitivity to the parasitic capacitances to
ground.

We show two low-power and high-power versions of the LPF
drain 5.4 and 56 mA from a 3.3-V supply, with input noise of 50
and 15.2 nV/ Hz, respectively. The HPF drains 5.8 mA with
7.9 nV/ Hz input noise, when it has gain higher than 15 dB.
The gain of HPF is variable from 0 to 45 dB in 15-dB steps. The
BPF provides better than 50-dB stopband rejection and less than
2.5-dB passband ripple.
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