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Selecting features by location
In a generalization of the method for identification of touching features shown in Figure 27, Fea-
ture-AND is also useful when applied in conjunction with images that map regions according to
distance. We will see below that dilating a line, such as a grain boundary or cell wall, can produce
a broad line of selected thickness. Using this line to select features that touch it selects those fea-
tures which, regardless of size or shape, come within that distance of the original boundary. Count-
ing these for different thickness lines provides a way to classify or count features as a function of
distance from irregular boundaries. Figure 28 shows an example and Figure 29 shows an actual
image of grain-boundary depletion.

Figure 30 shows a'similar situation in which apixel-based AND is appropriate. The image shows
a metallurgical cross-section of aplasma-sprayed coating applied to a turbine blade. There is al-
ways acertain amount of oxide present in such coatings, which in general causes no difficulties;
but if the oxide, which is a readily identifiable shade of grey, is preferentially situated at the coat-
ing-substrate interface, it can produce a region of weakness that may fracture and cause spalling
of the coating. Thresholding the image to select the oxide, then ANDing this with the line repre-
senting the interface (itself obtained by thresholding the metal substrate phase, dilating, and Ex-OR-
ing to get the Custer, discussed more extensively later in this chapter) gives a direct measurement
of the contaminated fraction of the interface.

An aperture or mask image can be used to restrict the analysis of a second image to only those ar-
eas within the aperture. Consider counting spots on a leaf: either the spots are due to an aerial
spraying operation to assess uniformity of coverage, or perhaps they are spots of fungus or mold
to assess the extent of disease. The acquired image is normally rectangular, but the leaf is not.
There may well be regions outside the leaf that are similar in brightness to the spots. Creating a bi-
nary image of the leaf, then Feature-ANDing it with the total image selects those spots lying on the

Figure 28. Compc~y~isosz of

pixel- and fecature-

AND:

(a) diagram of an image
containing features and
a boundary;

(b) the boundary line,

made thicker by dilation;
(c) pixel-based AND of

image b and a

(incomplete features and
one divided into two
parts);
(d) feature AND of

images b and a (all
features within a
specked distance of the

boundary).
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Figure 29. Light microscope image of polished section through

a steel used at high temperature in boiler tubes. Notice the

depletion of carbides (black dots) in the region neargrain

boundaries. This effect can be measured using procedures

described in the text.

Figure 30. Isolating the oxide ~n a coating substrate boundary:

(a) original grey-scale microscope image of a cross section of the plasma-sprayed coating on steel;

(b) thresholding of the metal in the coating and the substrate;

(c) applying erosion and dilation (discussed later in this chapter) to image b to, fill holes and remove

small features;
(d) boundary line produced by dilating image c and Ex-ORing with the original;

(e) thresholding the oxide in the coating, including that lying in the interface;

(f~ a pixel-based AND of image d with image b, showing just the fraction of the interface which is

occupied by oxide.

~ ~~r

'tr ~: ~. ~' .r~~; .:yam
. ~ '. ....~. ~ ,'i._

a b

d

leaf itself. If the spots are small enough, this could be done as a pixel-based AND; however, if the

spots can touch the edge of the leaf, the feature-based operation is safer because systems may not

count or measure edge-touching features (as discussed in Chapter 9). Counting can then provide

the desired information, normally expressed as number-per-unit-area where the area of the leaf

forms the denominator. This procedure is similar to the colony-counting problem in Figure 26.
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Figure 31 shows another situation, in which two different thresholding operations and a logical

combination are used to select features of interest. The specimen is a polished cross section of an

enamel coating on steel. The two distinct layers are different colored enamels containing different

size distributions of spherical pores. Thresholding the darker layer includes several of the pores in

the lighter layer, which have the same range of brightness values, but the layer can be selected by

discarding features that are small or do not touch both edges of the field. This image then forms

a mask that can be used to select only the pores in the layer of interest. Similar logic can be em-

ployed to select the pores in the light layer. Pores along the interface will generally be included in

both sets, unless additional feature-based logic is employed.

A similar application allows identifying grains in ores that are contained within other minerals, for

instance, to determine the fraction that are "locked" within a harder matrix that cannot easily be re-

covered by mechanical or chemical treatment, as opposed to those that are not so enclosed and

are easily liberated fronn the matrix.

Figure 31. Selecting pores ~n one layer of enamel on

steel
(a) original light microscope image (courtesy V.

Benes, Research Inst. for Metals, Panenske Brezany,

Czechoslovakia);
(b) image a thresholded to select dark pixels;

(c) discarding all features from image b that do not

extend from one side to the other leaves just the layer

of interest;
(d) thresholding the original image to seCect only dark

pores produces a binary image containing more pores

than those in the layer;

(e) combining images b and d with a Boolean

Feature AND leaves only the pores within the dark

layer.
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A rather different use of feature-based Boolean logic implements the disector, a stereological tool
discussed in Chapter 8 that gives an unbiased and direct measure of the number of features per unit
volume (Sterio, 1984). It requires matching features in two images that represent parallel planes
separated by a distance T, The features represent the intersection of three-dimensional objects with
those planes. Those objects which intersect both planes are ignored, but those which intersect only
one plane or the other are counted. The total number of objects per unit volume is then

Count

Nv 2•Area•T <2~

where Area is the area of each of the images. This method has the advantage of being insensitive
to the shape and size of the objects, but it requires that the planes be close enough together that
no information is lost between the planes. In effect, this means that the distance T must be small

compared to any important dimension of the objects.

When T is small, most objects intersect both planes. The features in those planes will not corre-
spond exactly, but are expected to overlap at least partially. In the case of a branching three-di-
mensional object, both of the intersections in one plane are expected to overlap with the inter-
section in the second plane. Of course, since most of the objects do pass through both planes
when T is small, and only the few that do not are counted, it is necessary to examine a large im-
age area to obtain a statistically useful number of counts. That requirement makes the use of an au-
tomated method based on the Feature-AND logic attractive.

The features which overlap in the two images are those which are not counted; therefore, a can-
didate procedure for determining the value of N to be used in the calculation of number of objects
per unit volume might be to first count the number of features in each of the two plane images (Nl
and NZ). Then, the Feature-AND can be used to determine the features which are present in both

images, and a count of those features (Ncommon~ obtained, giving

N=NI +N2-2.1Vommon (3)

However, this is correct only for the case in which each object intersects each plane exactly once.
For branching objects, it will result in an error.

A preferred procedure is to directly count the features in the two planes that are not selected by
the Feature-AND. The logical operation does not commute, so it is necessary to perform both

operations: (#1 NOT F-AND #2) and (#2 NOT F-AND #1), and count the features remaining. This
is illustrated schematically in Figure 32.

Figure 33 shows a typical application. The two images are separate slices reconstructed from X-
ray tomography of a sintered ceramic sample, Each image is thresholded to generate a binary im:-
age of particle intersections. Each of the Feature-AND operations is performed, and the final im-
age is the OR combination showing those features that appear in one (and only one) of the two

slices, It would be appropriate to describe this image as a feature-based version of the exclusive-

OR operation between the two images.

Double thresholding
Another application for Feature-AND logic arises in the thresholding of difficult images such as
grain boundaries in materials or cell boundaries in tissue. It is not unusual to have nonuniform
etching or staining of the cell or grain boundaries in specimen preparation. In the example of Fig-

ure 34, this is due to thermal etching of the interiors of the grains. The result is that direct thresh-

olding of the image cannot produce a complete representation of the etched boundaries that does
not also include "noise" within the grains.
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Figure 32. Inapleme~ztation

of the bisector.• a~ -- ~ ~ ~

(a) two section images, ~~~-~

overlaid zsz differe~et ~, ~_r ~
colors to s1.~ow matching ~
features; ' ~

(b) 1 F-AND 2 showing ~
features in plane 2 ~',
naatcl~ed with playze 1; ', 1a
(c) 2 F-AND 1 showing ~_ __ - --- ._.._..__J

the,features ~~2c~tched in
the other plane; a
(d) ORing together the 1

NOT F AND 2 with 2

NOT F-AND 1 leaves just

the unmatched features

i~a both planes that csrea

to be counted.
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Figure 33. Applicatio~z of the

disector to x-ray
tomography dices through a

ceranxicr
(a) slice 1;
(h) slice 2;

(c) bi~aa~y i~~aage f roa~a slice 1;

(d) binary image f ~os~a slice 2;
(e) (~1 NOT Feature AND #2~

OR (#2 NOT Feature AND #1J.
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A technique for dealing with such situations has been described as "double thresholding" by Ols-

son (1993), but can be implemented by using Feature-AND. As illustrated in Figure 34, the pro-

cedure is first to threshold the irr~age to select only the darkest pixels that are definitely within the

etched boundaries, even if they do not form a complete representation of the boundaries. Then,

a second binary image is produced to obtain a complete delineation of all the boundaries, ac-

cepting some noise within the grains. In the example, a variance operator was applied to a copy

of the original image to increase the contrast at edges. This process allows thresholding nnore of

the boundaries, but also some of the intra-grain structures. Then a morphological closing (dis-

cussed later in this chapter) was applied to fill in noise within the boundaries. The increase in ap-

parent width of the boundaries is not important, because skeletonization (also discussed in the fol-

lowing section) is used to reduce the boundary lines to minimum width (the actual grain

boundaries are only a few atoms thick).

Figure 34• Double thresholding of grain bourzdc~~es in alumina:
(a) original image;
(b) first thresholding or dark grain boundary markers;
(c) variance operator applied to original;
(d) second thresholding of image c for all boundaries plus other
marks;
(e) Feature AND of image b with image d;
(f) closing applied to e;
(~ skeletonized and pruned boundary overlaid on original.
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The two binary images are combined with aFeature-AND to keep any feature in the second im-

age that touches one in the first. This uses the few dark peels that definitely lie within the bound-

aries as markers to select the broader boundaries, while rejecting the noise within the grains. Fi-

nally, as shown in the figure, the resulting image is skeletonized and pruned to produce an image

useful for stereological ineasureinents of grain boundary area, grain size, and so forth.

In the preceding example, the grain boundary network is a continuous tesselation of the image.

Hence, it could be selected by using other criteria than the double-threshold method (for instance,

touching multiple edges of the field). Figure 35 shows an example requiring the double-thresh-

old method. The acoustic microscope image shows a cross section through afiber-reinforced ma-

terial. These images are inherently noisy, but double-thresholding (in this example selecting the

Uright pixels) allows the boundaries around the fibers to be selected. The fibers touch each other,

so it is also necessary to separate them for measurement using a watershed segmentation as dis-

cussed in the next section.

Figure 35. Double thresholding of fiber boundaries:

(a) original image;

(ri) first thresholding;

(c) second thresholding;

(d) Feature AND;

(e) filled boundaries;

(f~ segmented fibers.
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Erosion and dilation
The most extensive class of binary image processing operations is often collectively described as

morphological operations (Serra, 1982; Coster and Chermant, 1985; Dougherty and Astola, 1994,

1999; Soille, 1999). These include erosion and dilation, and modifications and combinations of

these operations. All are fundamentally neighbor operations, as were discussed in Chapters 3 and

4 to process grey-scale images in the spatial domain. Because the values of pixels in the binary im-

ages are restricted to 0 or 1, the operations are simpler and usually involve counting rather than

sorting or weighted multiplication and addition. However, the basic ideas are the same, and it is

possible to perform. these procedures using the same specialized array-processor hardware some-

times employed for grey-scale kernel operations.

Rich literature, much of it French, is available in the field of mathematical morphology. It has de-

veloped aspecific language and notation for the operations and is generally discussed in terms of

set theory. A much simpler and more empirical approach is taken here. Operations can be de-

scribed simply in terms of adding or removing pixels from the binary image according to certain

rules, which depend on the pattern of neighboring pixels. Each operation is performed on each

pixel in the original image, using the original pattern of pixels. In practice, it may not be necessary

to create an entirely new image; the existing image can be replaced in memory by copying a few

lines at a time. None of the new pixel values are used in evaluating the neighbor pattern.

Erosion removes pixels from features in an image or, equivalently, turns pixels OFF that were orig-

inally ON. The purpose is to remove pixels that should not be there. The simplest example is pis~-

els that have been selected by thresholding because they fell into the brightness range of interest,

but do not lie within large regions with that brightness. Instead, they may have that brightness

value either accidentally, because of finite noise in the image, or because they happen to straddle

a boundary between a lighter and darker region and thus have an averaged brightness that hap-

pens to lie in the range selected by thresholding.

Such pixels cannot be distinguished by simple thresholding because their brightness vahie is the

same as that of the desired regions. It may be possible to ignore them by using two-parameter

thresholding, for instance using the grey level as one axis and the gradient as a second one, and

requiring that the peels to be kept have the desired grey level and a low gradient. For our pur-

poses here, however, we will assume that the binary image has already been formed and that ex-

traneous pixels are present.

The simplest kind of erosion, sometimes referred to as classical erosion, is to remove (set to OFF) any

pixel touching another pixel that is part of the background (is already OFF). This removes a layer of

pu~els from around the periphery of all feanires and regions, which will cause some shrinking of di-

mensions and may create other problems if it causes a feature to break up into parts. We will deal

with these difficulties below. Erosion can entirely remove e~~traneous pixels representing point noise

or line defects (e.g., scratches) because these defects are normally only a single peel wide.

Instead of removing pixels from features, a complementary operation known as dilation (or some-

times dilatation) can be used to add pixels. The classical dilation rule, analogous to that for erosion,

is to add (set to ON) any background pixel which touches another pixel that is already part of a

foreground region. This will add a layer of pixels around the periphery of all features and regions,

which will cause some increase in dimensions and may cause features to merge. It also fills in

small holes within features.

Because erosion and dilation cause a reduction or increase in the size of regions, respectively,

they are sometimes known as etching and plating or shrinking and growing. A variety of rules are

followed in order to decide which pixels to add or remove and for forming combinations of ero-

sion and dilation.
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Figure 36.• Removal of lines of pixels that straddle a boundary:

(a) original grey-scale microscope image of a three phase metal;

(b) binary image obtained by thresholding on the intermediate grey phase;

(c) erosion of image b using two iterations;
(d) dilation of image c using the same two iterations, restoring the feature size but without the lines.

In the rather simple example described previously and illustrated in Figure 36, erosion to remove

the extraneous lines of pixels between light and dark phases causes a shrinking of the features. Fol-

lowing the erosion with a dilation will more or less restore the pixels around the feature periph-

eiy, so that the dimensions are (approximately) restored. Isolated pixels that have Ueen completely

removed, however, do not cause any new pixels to be added. They have been permanently erased

from the image.

Opening and closing
The combination of an erosion followed by a dilation is called an opening, referring to the ability

of this combination to open up gaps between just-touching features, as shown in Figure 37. It is

one of the most commonly used sequences for removing pixel. noise from binary images. Per-

forming the same operations in the opposite order (dilation followed by erosion) produces a dif-

ferent result. This sequence is called a closing because it can close breaks in features. Several pa-

rameters can be used to adjust erosion and dilation operations, particularly the neighbor pattern

and the number of iterations, as discussed. below. In most opening operations, these are kept the

same for both the erosion and the dilation.

41 d The Image Processing Handbook
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Figure 37. Combining
erosion and dilation to
produce an opening or
a closing. The result is
different depending on
the order of application
of the two operations.

Dilation Closing

Openings can be used in some cases to separate touching features. In the example shown in Fig-

ure 38, the features are all similar in size. This fact makes it possible to continue the erosion un-

til all features have separated but none have been completely erased. After the separation is com-

plete, dilation grows the features back toward their original size. They would merge again unless

logic is used to prevent it. A rule that prevents turning a peel ON if its neighbors belong to dif-

ferent features maintains the separation shown in the figure. This requires performing feature iden-

tification for the pixels, so the logic discussed previously is required at each step of the dilation.

An additional rule prevents turning on any peel that was not on in the original image, so that the

features are restricted to~their original sizes. If the features had different original sizes, the separa-

tion lines would not lie correctly at the junctions. The watershed segmentation technique discussed

later in this chapter performs better in such cases.

If the sequence is performed in the other order, that is, a dilation followed by an erosion, the re-

sult is not the same. Instead of removing isolated pixels that are ON, the result is to fill in places

where isolated pixels are OFF, missing pixels within features or narrow gaps between portions of

a feature. Figure 39 shows an example of a closing used to connect together the parts of the

cracked fibers shown in cross section. The cracks are all narrow, so dilation causes the pixels from

either side to spread across the gap. The increase in fiber diameter is then corrected by an erosion,

but the cracks do not reappear.

The classical erosion and dilation operations illustrated above turn a pixel ON or OFF if it

touches any pixel in the opposite state. Usually, touching in this context includes any of the ad-

jacent 8 peels, although some systems deal only with the 4edge-sharing neighbors. These op-

erations would also be much simpler and more isotropic on a hexagonal pixel array, because the

pixel. neighh~r distances are all the same, but practical considerations lead to the general use of

a grid of square pixels.

A wide variety of other rules are possible. One approach is to count the number of neighbor pix-

els in the opposite state, compare this number to some threshold vahie, and only change the state

of the central pixel if that test coefficient is exceeded. In this method, classical erosion corresponds

to a coefficient of 0. One effect of different coefficient values is to alter the rate at which features

grow or shrink and to some extent to control the isotropy of the result. This will be ilhistrated in

the next section.
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Figure 38. Separation of touching features by erosion/dilation:

(a) original test image;
(b) after two cycles of erosion;
(c) after four cycles;
(d) after seven cycles (features are now czll fully separated);

(e) four cycles of dilation applied to image d (features will merge

on next cycle);
(f~ seven cycles of dilation using logic to prevent merging of

features;
(g~ nine cycles of non-merging dilation restricted to the original

pixel locations, which restores the feature boundaries.

~~
~~ ~
~~

• ~ ~ ,~
~ ~~

~i
~i

•
•

It is also possible to choose a large coefficient, from 5 to 7, to select only the isolated noise pixels

and leave most features alone. Fox example, choosing a coefficient of 7 will cause only single iso-

lated pixels to be reversed (removed or set to OFF in an erosion, and vice versa for a dilation). Co-

efficient values of 5 or 6 may be able to remove lines of pixels (such as those straddling a bound-

ary) without affecting anything else.

An example of this method is shown in Figure 40. Thresholding the original image of the pigment

cell produces a binary image showing the features of interest and creates many smaller and irreg-

ular groups of pixels. Performing a conventional opening to remove them would also cause the

shapes of the larger features to change and some of them to merge. Applying erosion with a neigh-

bor coefficient of 5 removes the small and irregular pixel groups without affecting the larger and

more rounded features, as shown. The erosion is repeated until no further changes take place (the

number of ON pixels in the binary image does not change). This procedure works because a cor-

ner pixel in a square has exactly five touching background neighbors and is not removed, while

more irregular clusters have peels with s~ or more background neighbors.

The test image in Figure 41 shows a variety of fine lines and narrow gaps that can be removed or

filled in using different neighbor coefficients and number of iterations (number of erosions fol-

lowed by dilations, or vice versa).

41 ~ The Image Processing Handbook
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Figure 39. Ja~ning parts of features with a closing.•

(a) original image, cross section of cracked glass, fibers;
(b) brightness thresholding, showing divisions within the fibers;
(c) after application of a closing.

Figure 40. Rer►aoval of debris from an image:
(a) original image of a pigment cell;
(b) brightness thresholding shows thepigment
granules plus other, small and irregular features;
(c) erosion (neighbor coefficient = S) leaves the
large and regular granules.
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Iso#ropy
V It is not possible for a small 3 x 3 neighborhood to define an isotropic neighbor pattern. Classic

erosion applied to a circle will not shrink the circle uniformly, but will proceed at a faster rate in
~ the 45° diagonal directions because the pixel spacing is greater in those directions. As a result, a

circle will erode toward a diamond shape, as shown in Figure 42. Once the feature reaches this
- shape, it will continue to erode uniformly, preserving the shape. In most cases, however, features

are not really diamond-shaped, which represents a potentially serious distortion.

Likewise, classic dilation applied to a circle also proceeds faster in the 45° diagonal directions, so
r that the shape dilates toward a square (also shown in Figure 42). Again, square shapes are stable
- in dilation, but the distortion of real images toward a block appearance in dilation can present a

problem for further interpretation.
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Figure 41. Illustration of the effect of different neighbor coef, f~c~ents and number of aerations:
(a) original test image;
(h) erosion, neighbor• coefficient = 3, 1 ite~ ation, removes isolated lines and points;
(c) closing, neighbor coefficient = 2, 2 iterations, fills in gaps to connect features while removing

isolated points;
(d) closing using classical operations (neighbor coefficient = 0, 1 iteration) connects most features but
leaves isolated points;
(e) opening, neighbor coefficient = 7, 1 iteration, removes point noise without affecting anything else;
(~ opening, neighbor coefficient = 1, 4 iterations, removes all small features including the frame of the ~
picture, j
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Figure 42. Testing the isotropy of classical (neighbor coeffzcierat = 0) clila~i~~a c~nd erosion:
(a) original circCe;
(b) after SO iterations of dilation;
(c) after 25 iterations of erosion.

Figure 43. Isotrojiy tests
using a coefficient of 1:
(a) the circle after SO

iterations of dilation;
(b) the circle after 25

iterations of erosion.

A neighbor coefficient of 1 instead of 0 produces a markedly different result, For dilation, a back-

ground pixel that touches more than one foreground pixel (i.e., two or more out of the possible

eight neighbor positions) will be turned ON and vice versa for erosion. Eroding a circle with this

procedure tends toward a square and dilation tends toward a diamond, just the reverse of using a

coefficient of 0. This is shown in Figure 43•

No possible intermediate vahie exists between 0 and 1, because the pixels are counted as either

ON or OFF. If the corner peels were counted as 2 and the edge-touching pixels as 3, it would be

possible to design a coefficient that better approximated an isotropic circle. This would produce

a ratio of 3/2 = 1.5, which is a reasonable approximation to ~, the distance ratio to the pixels. In

practice, this is rarely done because of the convenience of dealing with pixels in binary images as

a simple 0 or 1 vahie with no need to take into account their neighborhood.

Another approach that is much more commonly used for achieving an intermediate result between

the coefficients of 0 and 1 with their directional bias is to alternate the two tests. As shown in Fig-

ure 44, this alternating pattern produces a much better approximation to a circular shape in both

erosion and dilation. This procedure raises the point that erosion or dilation need not be per-

formed only once. The number of repetitions, also called the depth of the operation, corresponds

roughly to the distance that boundaries will grow or shrink radially. It may be expressed in pixels

or converted to the corresponding scale dimension.
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Figure 44. Improved isotropy
using by alternating
neighbor coefficients of D
and 1:
(a) the circle after SO

iterations of dilation;
(b) a, f~er 25 iterations of
erosion,

Using a larger neighborhood can also moderate the anisotropy. In Figure 45 a 5-pixel-wide circular
neighborhood is used with ten iterations of erosion and dilation. As for the alternating 0 and 1 co-
efficients the shapes evolve toward octagons, although the larger neighborhood provides less con-
trol over the distance used for erosion and dilation.

Each neighbor pattern or coefficient has its own characteristic anisotropy. Figure 46 shows the
rather interesting results. using a neighborhood coefficient of 3. Similar to an alternating 0,1 pattern,
this operation produces an 8-sided polygon; however, the rate of erosion is much lower. In dila-
tion, the figure grows to the bounding octagon and then becomes stable, with no further pixels be-
ing added. This coefficient is sometimes used to construct bounding polygons around features.

Figure 45. Classical erosion and
dilation using ten iterations
and a larger neighborhood
size (ct S pixel-wide
approximation to a circle).

Figure 46. Octagonal shape
and slow rate of addition
or removal using a
coefficient of 3: (a)
original circle after SO
iterations of dilation (no
further changes occur); (b)
circle after 25 iterations of
erosion.
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f

~ J

416 The Image Processing Handbook

mrush
Sticky Note
None set by mrush

mrush
Sticky Note
MigrationNone set by mrush

mrush
Sticky Note
Unmarked set by mrush



Measurements using erosion and dilation
Erosion performed n times (using either a coefficient of 0 or 1, or alternating them) will cause
features to shrink radially by about n pixels (with local variations depending on the shape of the
original feature). This will cause features whose smallest dimension is less than 2n pixels to dis-
appear altogether. Counting the features that have disappeared (or subtracting the number that
remain from the original) gives an estimate of the number of features smaller than that size. This
means that erosion and counting can be used to get an estimate of size distributions without ac-
tually performing feature measurements (Ehrlich et al., 1984).

For irregularly shaped and concave features, the erosion process may cause a feature to subdivide
into parts. Simply counting the number of features as a function of the number of iterations of ero-
sion is therefore not a good way to determine the size distribution. One approach to this problem
is to follow erosion by a dilation with the same coefficients) and number of steps. This will merge

together many (but not necessarily all) of the separated parts and give a better estimate of their
number, although there is still considerable sensitivity to the shape of the original features. A

dumbbell-shaped object will separate into two parts when the handle between the two main parts
erodes; they will not merge. This separation may be desirable, if indeed the purpose is to count the

two main parts.

A second method is to use Feature-AND, discussed earlier. After each iteration of erosion, the re-
maining features are used to select only those original features that touch them. The count of orig-
inal features then gives the correct number. This is functionally equivalent to keeping feature la-

bels on each pixel in the image and counting the number of different labels present in the image
after each cycle of erosion. This method of estimating size distributions without actually measur-
ing features, using either of these correction techniques, has been particularly applied to mea-
surements in geology, such as mineral particle sizes or sediments.

The opposite operation, performing dilations and counting the number of separate features as a
function of the number of steps, is less common. It provides an estimate of the distribution of the

nearest distances between features in the image. When this is done by conventional feature mea-
surement, the xy location of each feature is determined; then sorting in the resulting data file is

used to determine the nearest neighbor and its distance. When the features are significantly large

compared to their spacing or when their shapes are important, it can be more interesting to char-

acterize the distances between their boundaries. This dilation method can provide that information.

Instead of counting the number of features that disappear at each iteration of erosion, it is much

easier simply to count the number of ON pixels remaining, which provides some information
about the shape of the boundaries. Smooth Euclidean boundaries erode at a constant rate. Irreg-
ular and especially fractal boundaries do not, since many more pixels are exposed and touch op-
posite neighbors. This effect has been used to estimate fractal dimensions, although several more

accurate methods are available as discussed below.

Fractal dimensions and the description of a boundary as fractal based on aself-similar roughness
is a fairly new idea that is finding many applications in science and art (Mandelbrot, 1982; Feder,

1988; Russ, 1994). No description of the rather interesting background and uses of the concept is
included here for want of space. The basic idea behind measuring a fractal dimension by erosion
and dilation comes from the Minkowski definition of a fractal boundary dimension. By dilating a
region and Ex-ORing the result with another image formed by eroding the region, the pixels along

the boundary are obtained. For a minimal depth of erosion and dilation, this will be called the

Custer and is discussed in the section titled "The Custer."

To measure the fractal dimension, the operation is repeated with different depths of erosion and
dilation (Flook, 1978), and the effective width (total number of pixels divided by length and
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number of cycles) of the boundary is plotted vs. the depth on a log-log scale. For a Euclidean
boundary, this plot shows no trend; the number of pixels along the boundary selected by the Ex-
OR increases linearly with the number of erosion/dilation cycles. For a rough boundary with self-
similar fine detail, however, the graph shows a linear variation on log-log axes whose slope gives
the fractal dimension of the boundary directly. Figure 47 shows an example.

A variety of other methods are used to determine the boundary fractal dimension, including box-
counting or mosaic amalgamation (Kaye, 1986; Russ, 1990) in which number of pixels through which
the boundary passes (for boundary representation) are counted as the pixel size is increased by coars-
ening the image resolution, and a structured walk method (Schwarz and Exner, 1980), which requires
the boundary to be represented as a polygon instead of as pixels. For a fractal boundary, these also
produce straight line plots on a log-log scale, from whose slope the dimension is determined, Newer
and more accurate techniques for performing the measurement are shown in Chapter 9.

Counting the number of pixels as a function of dilations also provides a rather indirect measure of
feature clustering, because as nearby features merge, the amount of boundary is reduced and the
region's rate of growth slows. Counting only the pixels and not the features makes it difficult to
separate the effects of boundary shape and feature spacing. If all of the features are initially very
small or if they are single points, this method can provide a fractal dimension (technically a Sier-
pinski fractal) for the clustering.

Figure 47. Measurement of Minkowski fractal dimension by erosion/dilation:
(a) test figure with upper boundary a classical Koch fractal and lower boundary a Euclidean straight

line;
(b) grey pixels show difference between erosion and dilation by one iteration;
~c, c~ e) differences between erosion and dilation after 2, 3, and 4 iterations;
(f~ plot of log of effective width (area of grey pixels divided by length and number of iterations) vs. log of
number of iterations (approximate width of grey band).
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Extension to grey-scale images
In Chapter 4, one of the image processing operations described was the use of a ranking opera-

tor, which finds the brightest or darkest pixel in a neighborhood and replaces the central peel with

that value. This operation is sometimes described as a grey-scale erosion or dilation, depending on

whether the use of the brightest or darkest pixel value results in a growth or shrinkage of the vis-

ible features.

Just as an estimate of the distribution of feature sizes can be obtained by eroding features in a bi-

nary image, the same technique is also possible using grey-scale erosion on a grey-scale image.

~g~uxre 48 shows an example. The lipid spheres in this SEM image are partially piled up and ob-

scure one another, which is normally a critical problem for conventional image-measurement tech-

niques. Applying grey-scale erosion reduces the feature sizes, and counting the bright central

points that disappear at each step of repeated erosion provides a size distribution.

!, The assumption in this approach is that the features ultimately separate before disappearing. This

works for relatively simple images with well-rounded convex features, none of which are more

i than about half hidden by others. No purely two-dimensional image processing method can count

the number of cannon balls in a pile if the inner ones are hidden. It is possible to estimate the vol-

ume of the pile and guess at the maximum number of balls contained, but impossible to know

~~ whether they are actually there or whether something else is underneath the topmost layer.

j Figure 48. Use of grey-scale erosion to estimate size distraF~z~~~~~a of overlapped spheres:

j (a) original SEM image of lipid droplets;

I (b~ result of applying repetitions of grey-scale erosion by keeping the darkest pixel value in a 5 pixel-

wide octagonal neighborhood.

a kr
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Morphology neighborhood parameters
The important parameters for erosion and dilation are the neighborhood size and shape, the com-
parison test that is used and the number of times the operation is repeated. The use of a simple
test coefficient based on the number of neighbors, irrespective of their location in the neighbor-
hood, provides considerable flexibility in the functioning of the operation as shown earlier. Each
coefficient produces results having a characteristic shape, which distorts the original features. Also,
the greater the depth, or number of iterations in the operation, the greater this effect, in addition
to the changes in the number of features present.

Specific neighbor patterns can also be used for erosion and dilation operations. The most common
are ones that compare the central pixel to its 4edge-touching neighbors (usually called a "+" pat-
tern because of the neighborhood shape) or to the 4corner-touching neighbors (likewise called an
"x" pattern), changing the central pixel if any of the 4 neighbors is of the opposite type (ON or
OFF). They are rarely used alone, but can be employed in an alternating pattern to obtain greater
directional uniformity than classical erosion, similar to the effects produced by alternating coeffi-
cient tests of 0 and 1.

Any specific neighbor pattern can be used, of course. It is not even required to restrict the com-
parison to immediately touching neighbors. As for grey-scale operations, larger neighborhoods
make it possible to respond to more subtle textures and achieve greater control over directional-
iry. Figure 49 shows a simple example. The general case for this type of operation is called the hit-
or-miss operator, which specifies any pattern of neighboring pixels divided into three classes: those
that must be ON, those that must be OFF, and those that do not matter (are ignored). If the pat-
tern is found, then the peel is set to the specified state (Serra, 1982; Coster and Chermant, 1985).

This operation is also called template matching. The same type of operation carried out on grey-
scale images is called convolution and is a way to search for specific patterns in the image. This
is also true for binary images; in fact, template matching with thresholded binary images was one
of the earliest methods for optical character reading and is still used for situations in which the
character shape, size, and location are tightly controlled (such as the characters at the bottom of
bank checks). Much more flexible methods are needed to read more general text, however. In
practice, most erosion and dilation is performed using only the 8nearest-neighbor peels for
comparison.

One method for implementing neighborhood comparison that makes it easy to use any arbitrary
pattern of peels is the fate table. The 8 neighbors each have a value of 1 or 0, depending on

■ ii■■■■
~ i■~■~■
■ ■■I~■■■
■■!l~■~!
■■~~■i■

■ ~~■■~■

a b c
Figure 49. Example of specifying the neigbbor{~oocl pixels for morphoCogicad operataons:

(a) a vertical neighborhood for erosion;
(b) original pattern;
(c) eroded result.
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Figure SO. Constructing an address into a fate table by assigning each neighbor position to a bit value.

whether the pixel is ON or OFF. Assembling these 8 values into a number produces a single byte,
which can have any of 256 possible values. This value is used as an address into a table, which
provides the result (i.e., turning the central pixel ON or OFF). Figure 50 illustrates the relationship
between the neighbor pattern and the generated address.

Efficient ways to construct the address by bitwise shifting of values, which takes advantage of the
machine-language idiosyncrasies of specific computer processors, makes this method very fast,
The ability to create several tables of possible fates to deal with different erosion and dilation
rules, perhaps saved on disk and loaded as needed, makes the method very flexible; however, it
does not generalize well to larger neighborhoods or three-dimensional voxel array images because
the tables become too large.

Some applications for highly specific erosion/dilation operations are not symmetrical or isotropic.
These always require some independent knowledge of the image, the desired information, and the
selection of operations that will selectively extract it. This is not as important a criticism or limita-
tion as it may seem, however, because all image processing is to some extent knowledge-directed.
The human observer tries to find operations to extract information he or she has some reason to
know or expect to be present.

Figure 51 shows an example. The horizontal textile fibers vary in width as they weave above and
below the vertical ones. Measuring this variation is important to modeling the mechanical proper-
ties of the weave, which will be embedded into a composite. The dark vertical fibers can be thresh-
olded based on brightness, but delineating the horizontal fibers is very difficult. The procedure
shown in the figure uses the known directionality of the structure.

After thresholding the dark fibers, an erosion is performed to remove only those pixels whose
neighbor immediately below or above is part of the background. These pixels, shown in Figure
51c, can then be isolated by performing an Ex-OR with the original binary. They include the few
points distinguishable between horizontal fibers and the ends of the vertical fibers where they are
covered by horizontal ones.

Next, a directional dilation is performed in the horizontal direction. Any background peel whose
left or right touching neighbor is ON is itself set to ON, and this operation is repeated enough times
to extend the lines across the distance between vertical fibers. Finally, the resulting horizontal lines
are ORed with the original binary image to outline all of the., individual fibers (Figure 51d). In-
verting this image produces measurable features.

Examples of use
Some additional examples of erosion and dilation operations will illustrate typical applications and
methods. One of the major areas of use is for x-ray maps from the SEM. These are usually so
sparse that even though they are recorded as grey-scale images, they are virtually binary images
even before thresholding because most pixels have zero photons and a few pixels have one.
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Regions containing the element of interest are distinguished from those that do not by a difference

in the spatial density of dots, which humans are able to interpret by a gestalt grouping operation.

This very noisy and scattered image is difficult to use to locate feature boundaries. Dilation inay be

able to join points together to produce a more useful representation.

Figure 51. Using directional
erosion and dilation to
segment an image:
(a) original grey-scale image

of a woven textile;

(b) brightness thresholding of

image a;
(c) end pixels isolated by

performing a vertical erosion
and ExORing with the

original;
(d) conapletecl operation by
repeated horizontal dilation

of image c ctnd then ORing

with the original.

a

a

c

C

b

d

b

d

Figure 52. X-ray "dot" maps
from the SEM.•
(a) backscattered electron

image of a gold grid above an
alun2inum stub;
(b) secondary elect~ro~a
image;
(e) gold x-ray clot image;
(d) aluminum x-rccy image
(notice the shadows ofgrid).
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Figure 52 shows a representative x-ray map from an SEM. Notice that the dark bands in the alu-
minum dot map represent the shadows where the gold grid blocks the incident electron beam
or the emitted x-rays en route to the detector. Figure 53 shows the result of thresholding the
gold map and applying a closing to merge the individual dots. Figure 54 illustrates the results
for the aluminum map, Because it has more dots, it produces a somewhat better definition of the
region edges.

Other images from the light and electron microscope sometimes have the same essentially binary
image as well. Examples include ultrathin biological tissue sections stained with heavy metals and
viewed in the TEM, and chemically etched metallographic specimens. The dark regions are fre-
quently small, corresponding to barely resolved individual particles whose distribution and clus-
tering reveal the desired microstructure (membranes in tissue, eutectic lamellae in metals, etc.) to
the eye, As for the case of x-ray dot maps, it is sometimes possible to utilize dilation operations to
join such dots to form awell-defined image.

In Figure ~~, iron carbide particles in a steel specimen are etched to distinguish the regions with

and without such structures. The islands of lamellar structure are important, but not completely de-
fined by the individual dark carbide particles, Dilation followed by erosion (a closing) merges to-
gether the individual lamellae, dark regions are also found within the essentially white grains be-
cause of the presence of a few dark points in the original image. Following the closing with an
opening (for a total sequence of dilation, erosion, erosion, dilation) produces a useful result.

In the example, the closing used a neighborhood coefficient of 1 and 6 iterations, and the open-
ing used a neighborhood coefficient of 0 and 4 iterations. The number of iterations is based on the
size of the gap to be filled or feature to be removed. The presence of 45- and 90-degree edges in
the processed binary images reveals the anisotropic effects of the erosion/dilation operations.

Figure 53. Delineating the goCd gricZ:
(a) thresholded x-ray map;
(b) image a after two repetitions of closing;
(c) the backscattered electron image masked to show the boundaries from image b (notice the

approximate location of edges).

Figure 54. Delineating the
aluminum map:
(a) thresholding (notice the

isolated continuum x-rays
recorded within the grids); (b)
after erosion with a
neighborhood coefficient of 7
to remove the isolated pixels
and dilation (two cycles) to fill
the regions.

F~ b
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Using different coefficients in the various operations sometimes lessens the obvious geometric
bias. The choice of appropriate parameters is largely a matter of experience with a particular type
of image and human judgment of the correctness of the final result.

There is a basic similarity between using these morphological operations on a thresholded binary
image and some of the texture operators used in Chapter 4 on grey-scale images. In most cases,
similar (but not identical) results can be obtained with either approach (provided the software of-
fers both sets of tools). For instance, Figure 56 shows the same image of curds and whey used ear-
lier to compare several grey-scale texture processing operations. Background leveling and thresh-
olding the smooth, white areas (the curds) produces the result shown. Clearly, many regions in the
textured whey protein portion of the image are just as bright as the curds. In grey-scale texture pro-
cessing, these were eliminated based on some consideration of the local variation in pixel bright-
ness. In this image, that variation produces narrow and irregular thresholded regions. An opening,
consisting of an erosion to remove edge-touching peels and a dilation to restore pixels smoothly
to boundaries that still exist, effectively removes the background clutter as shown in the figure.
Small features are shaded grey and would nornnally be removed based on size to permit analysis
of the larger curds. The erosion dilation approach to defining the structure in this image amounts
to making some assumptions about the characteristic dimensions of the features, their boundary ir-
regularities, and their spacings.
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Figure 56. Segmenting the
curds and whey image by
erosion/dilation:
(a) original image;
(b) thresholded;
(c) morphological opening;
(d) outlines superimposed on
original image.
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The Custer
Erosion/dilation procedures are often used along with Boolean combinations. In the examples of

~~~a~es 27 through 30 the lines used to test for adjacency were obtained by dilating the binary im-

age and then Ex-ORing the result with the original. Also, the outlines shown in many of the figures

to compare the results of processing to the original image can be produced by performing an ero-

sion followed by an Ex-OR with the original binary image. This leaves the outlines which were

then applied as a mask to the original grey-scale image. Whether obtained by erosion or dilation,

or doing both and Ex-ORing the results, the outline is called the Custer of a feature, apparently in

reference to George Herbert Armstrong Custer, who was also surrounded.

The Custer can be used to determine neighbor relationships between features or regions. As an ex-

ample, Figure 57 shows athree-phase metal alloy imaged in the light microscope. Each of the in-

dividual phases can be readily delineated by thresholding (and in the case of the medium grey im-

age, applying an opening to remove lines of pixels straddling the white-black boundary). Then the

Custer of each phase can be formed as described previously.

Combining the Custer of each phase with the other phases using an AND keeps only the portion

of the Custer that is common to the two phases. The result is to mark the boundaries as white-grey,

grey-black, or black-white, so that the extent of each type can be determined by simple counting.

In other cases, Feature-AND can be used to select the entire features that are adjacent ~~ oxie re-

gion (and thus touch its Custer), as illustrated previously.

~~~9idean distance map
TYie directional bias present in morphological operations because of their restriction to pixels on

a square grid can be largely overcome by performing equivalent operations using a different
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Figure 57. Use of Boolean Cogic to measure neighbor relationships: (a) an o~~igi~aal light microscope
image of'a th~~ee phase nzetcrl; (b—cl) thresholc~ed white, g~~ey, and blacla phases; (ems) su~~~ounding
outlis2es of each phase pzrocluced by dilation c~ncl ExOR with o~~i~~Ji~zul; (ham) AND of outXi~aes ofpcti~s of
phases; (k) OR of ald ANDed o~,s.tli~aes usi7ag ~liffere7zt colors to identify each phase/phase i~zterface; (Z)
outlines filled to show idealized phase regzons.
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technique. It makes use of a grey-scale image, produced from the original binary, in which every

pixel within a feature is assigned a value that is its distance from the nearest background pixel. This

is called the Euclidean distance map, or EDM.

Most of the image processing functions discussed in this and preceding chapters operate either on

grey-scale images (to produce other grey-scale images) or on binary images (to produce other bi-

nary images). The Euclidean distance map is a tool that works on a binary image to produce a

grey-scale image. The definition is simple enough: each pixel in the foreground is assigned a

brightness value equal to its straight line (thus, "Euclidean") distance from the nearest point in the

background. In a continuous image, as opposed to a digitized one containing finite pixels, this is

unambiguous. In most pixel images, the distance is taken from each pixel in the feature to the near-

est pixel in the background.

Searching through all of the background pixels to find the nearest one to each pixel in a feature

and calculating the distance in a Pythagorean sense would be an extremely inefficient and time-

consuming process for constructing the EDM. Some researchers have implemented a different type

of distance map in which distance measured in only a few directions. For a lattice of square pix-

els, this may either be restricted to the 90° directions, or it may also include the 45° directions

(Rosenfeld and Kak, 1982). This measuring convention is equivalent to deciding to use a 4-neigh-

bor or 8-neighbor convention for considering whether pixels are touching. In either case, the dis-

tance from each peel to one of its 4 or 8 neighbors is taken as 1, regardless of the direction. Con-

sequently, as shown in Figure 58, the distance map from a point gives rise to either square or

diamond-shaped artefacts and is 'quite distorted, as compared to the Pythagorean distance. These

measuring conventions are sometimes described as city-block models (connections in 4 directions)

or chessboard models (8 directions), because of the limited moves available in those situations.

A conceptually straightforward, iterative technique for constructing such a distance map can be pro-

grammed as follows:

1. Assign a brightness value of 0 to each pixel in the background,

2. Set a variable N equal to 0.

3. For each pixel that touches (in either the 4- or 8-neighbor sense, as described previously) a

pixel whose brightness value is N, assign a brightness value of N + 1.

4. Increment N and repeat step 3, until all pixels in the image have been assigned.

The time required for this iteration depends on the size of the features (the m~imum distance from

the background), A moxe efficient method is available that gives the same result with two passes

through the image (Danielsson, 1980). This technique uses the same comparisons, but propagates

the values through the image more rapidly. It can be programmed as follows:

~Q0~~~0
~~~~~~~

~~~~~~~

~~~~~~~

~~~~~~~

~~~~~~~

~~~~~~~

0~~~0~~
~~~~~~~

~~~~~~~

~~~~~~~

~~~~~~~

'~~~~~~~

I~~~~~~~

3.0 3.2 3.6 4.2

2.0 2.2 2.8 3.6

1. d 1.4 2.2 3.2

,19 ~~ 0 1. p 2.0 3.0

1.0 1.4 2.2 3.2

2.0 2.2 2.8 3.6

~~~3.03.23.64.2

Figure 58. Arrays ofpixels with their distances from the centerpixel shown (from left to right) for the cases

of 4-and 8-neighborpaths and in Pythagorean units.
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1. Assign the brightness value of 0 to each peel in the background and a large positive value

(greater than the maximum feature width) to each pixel in a feature.
2. Proceeding from left to right and top to bottom, assign each pixel within a feature a brightness

value one greater than the smallest value of any of its neighbors.
3. Repeat step 2, proceeding from right to left and bottom to top.

A further modification provides a better approximation to the Pythagorean distances between pix-

els (Russ and Russ, 1988b). The diagonally adjacent pixels are neither a distance 1 (8-neighbor

rules) ox ~ = 1.414 (4-neighbor rules) away. The latter value is an irrational number, but closer
approximations than 1.00 or 2.00 are available, For instance, modifying the above rules so that a

pixel brightness value must be larger than its 90° neighbors by 2 and greater than its 45° neighbors

by 3 is equivalent to using an approximation of 1.5 for the square root of 2.

The disadvantage of this method is that all of the peel distances are now multiplied by two, in-

creasing the maximum brightness of the EDM image by this factor. For images capable of storing

a maximum grey level of 255, this represents a limitation on the largest features that can be
processed in this way. If the EDM image is 16 bits deep (and can hold values up to 65,535), how-
ever, this is not a practical limitation. It also opens the way to selecting larger ratios of numbers to

approximate ~ , getting a correspondingly improved set of values for the distance map. For in-
stance, 7/5 = 1.400 and 58/41 = 1.415.

It takes no longer to compare or add these values than it does any others, and the ratio 58/41

allows dimensions larger than 1024 pixels. Because this dimension is the half-width, features or

background up to 2048 pixels wide can be processed (1024 x 41 = 41,984, which is less than
216 — 1 = 65,535). Of course, the final image can be divided down by the scaling factor (41 in this

example) to obtain a result in which pixel brightness values are the actual distance to the bound-
ary (rounded or truncated to integers) and the total brightness range is within the 0 to 255 range

that most displays are capable of showing.

The accuracy of an EDM constructed with these rules can be judged by counting the peels whose

brightness values place them within a distance s. This is just the same as constructing a cumulative

histogram of pixel brightness in the image. Figure 59 plots the error in the number of pixels vs.
integer brightness for a distance map of a circle 99 pixels in diameter; the overall errors are not
large. Even better accuracy for the EDM can be obtained by performing additional comparisons to

peels beyond the first 8 nearest neighbors. Adding a comparison to the 8 neighbors in the 5 x 5
neighborhood whose Pythagorean distance is ~ produces values having even less directional sen-
sitivity and more accuracy for large distances. If the integer values 58 and 41 mentioned above are

used to approximate ~, then the path to these pixels consisting of a "knight's move" of one 90°-
and one 45°-pixel step would produce a value of 58 + 41 = 99. Substituting a value of 92 gives a
close approximation to the Pythagorean distance (92/41 = 2.243; ~ = 2.236) and produces more
isotropic results.

Figure 59. Difference between theoretical N so

area value (~r2) and the actual area ~ ao
covered by the EDM as a function of 4
brightness (distance from boundary) ~ zo

shows increasing but still small errors for ~ a
very large distances.
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There is another algorithm that produces a Euclidean distance map with zeal number values. Dur-
ing the passes through the image, the X and Y distances from the nearest background point are ac-
cumulated separately for each pixel within the features, and then the actual Pythagorean distance
is calculated as the square root of the sum of squares. Of course, it is still necessary to convert to
an integer representation for display purposes. In general, the better the quality of the EDM val-
ues the better the results obtained using the EDM for erosion, dilation, and watershed segmenta-
tion as described in the next section.

Comparison of the pixel-by-pixel erosion and dilation described earlier with the circular pattern
provided thresholding by the EDM of either the foreground (erosion) or background (dilation) to
select pixels that are farther from the edge than any desired extent of erosion shows that the EDM
method is much more isotropic (Figure 60). Furthermore, the distance map is constructed quickly
and the thresholding requires no iteration, so the execution time of the method does not increase
with feature size (as do classical erosion methods) and is preferred for large features or depths.

When more irregular shapes are subjected to erosion and dilation, the difference between the it-
erative methods and thresholding the EDM is also apparent, with EDM methods avoiding the 90-
and 45-degree boundaries present with the traditional morphological tools. Figure 61 shows the
same example of closing and opening applied to the image in Figure 55. The distance used for
both closing and opening was 5.5 pixels (note that with the EDM it is possible to specify distances
are real numbers rather than being restricted to integers), and the final outlines trace the edges of
the structures with much greater fidelity.

Watershed segmentation
A common difficulty in measuring images occurs when features touch, and therefore cannot be
separately identified, counted, or measured. This situation may arise when examining an image of

Figure 60. Isotropic erosion

and d~Catton achieved by
using the Euclidean

distance map for d~Cation
and erosion (compare to
Figures 426):
(a) the EDM of the
background around the

circle;

(b) the EDM of the circle;
(c) dilation achieved by

thresholding the background
EDM at a value of S0;
(d) erosion achieved by

thresholding the circle EDM

at a value of 25.
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Figure 61. Closing and
opening using the
EDM.•
(a) thresholded original

image (same as Figure
55~;
(b) closing, distance of
S.5 pixels;
(c) opening; distance of
S.S pixels;
(d) outlines
superimposed on original
image.
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a thick section in transmission, where actual feature overlap may occur, or when particles resting

on a surface tend to agglomerate and touch each other. One method for separating touching, but

mostly convex, features in an image is known as watershed segmentation (Beucher and Lante-

joul, 1979; Lantejoul and Beucher, 1981). It relies on the fact that eroding the binary image will usu-

ally cause touching features to separate before they disappear.

The classical method for accomplishing this separation (Jernot, 1982) is an iterative one. The im-

age is repetitively eroded, and at each step those separate features that disappeared from the pre-

vious step are designated ultimate eroded points (UEPs) and saved as an image, along with the it-

eration number. Saving these is necessary because the features will in general be of different sizes

and would not all disappear in the same number of iterations, as mentioned earlier in connection

with Figure 38. The process continues until the image is erased.

Then, beginning with the final image of UEPs, the image is dilated using classical dzlation, but

with the added logical constraint that no new pixel may be turned ON if it causes a connection to

form between previously separate features or if it was not ON in the original image. At each stage

of the dilation, the image of UEPs that corresponds to the equivalent level of erosion is added to

the image using a logical OR. This process causes the features to grow back to their original bound-

aries, except that lines of separation appear between the touching features.

The method just described has two practical drawbacks: the iterative process is slow, requiring

each peel in the image to be processed many times, and the amount of storage required for all of

the intermediate images is quite large. The same result can be obtained more efficiently using an

EDM. Indeed, the name "watershed" comes directly from the EDM. Imagine that the brightness val-

ues of each pixel within features in an EDM correspond to a physical elevation. The features then

appear as a mountain peak. Figure 62 illustrates this for a circular feature.

If two features touch or overlap slightly, the EDM shows two peaks, as shown in Figure 63. The

slope of the mountainside is constant, so the larger the feature the higher the peak. The ultimate

eroded points are the peaks of the mountains, and where features touch, the flanks of the moun-

tains intersect. The saddles between these mountains are the lines selected as boundaries by the
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F~ 0 c

Figure G2. Interpreting the Euclidean distance map as the height of pixels:
(a) binary image of a circular feature;
(b) Euclidean distance map with pixels color coded to show distance from boundary;
(c) rendered display showing pixel heights.

a b c

Figure 63: EDM for touching features:
(a) binary image of two touching circularfecttures;
(b) Euclidean distance map with pixels color coded to show distance from boundary;
(c) rendered display showing pixel heights. Note the boundary between the two cones.

segmentation method. They are locations where water running down from the mountains arrives

from two different peaks, and thus are generally called watershed lines. The placement of these

lines according to the relative height of the mountains (size of the features) gives the best estimate

of the separation lines between features, which are divided according the regions that belong to

each mountain top.

Implementing the segmentation process using an EDM approach (Russ and Russ, 1988b) is very ef-

ficient, both in terms of speed and storage. The distance map image required is constructed with-

out iteration. The ultimate eroded points are located as a special case of local maxima (A further

discussion of UEPs is included in the next section), and the brightness value of each directly cor-

responds to the iteration number at which it would disappear in the iterative method. Dilating

these features is fast, because the distance map supplies a constraint. Starting at the brightest value

and "walking down the mountain" covers all of the brightness levels. At each one, only those pix-

els at the current brightness level in the distance map need to be considered. Those that do not

produce a join between feature pixels are added to the image. The process continues until all of
the pixels in the features, except for those along the separation lines, have been restored.
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Figure 64. Watershed
segmentation on an image of
touching circles of different
sizes.

Figure 64 shows an example of this method, applied to an image consisting of touching circles.
Since these are of different sizes, the method described earlier in Figure 38 does not work, but wa-
tershed segmentation separates the features. For a image of real particles, as shown in Figure ~~,
the method works subject to the assumption that the features are sufficiently convex that the EDM
does not produce multiple peaks within each feature.

a

Of course, this method is not perfect. Watershed segmentation cannot handle concave and irreg-
ular particles, nor does it not separate particles whose overlap is so great that there is no minimum
in the EDM between them. Depending on the quality of the original distance map, watershed seg-
mentation may subdivide lines of constant width into many fragments because of the apparent
minima produced by aliasing along the line edges. In most cases, the effort needed to correct such
defects is much less than would have been required to perform manual separation of the original
features.
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Figure 65. Watershed
segmentation on ccra irraa~c
of sand grains:
(a) original grey-scale i~~aage;
(b) thresholded;
(c) watershed segmentatio~z
applied;
(d) outlines superimposed ozz

the original image;
(e) inscribed circles based ova
the UEP location and value,
superunposed on the original
image.
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The presence of holes within features confuses the watershed algorithm and breaks the features up

into many fragments. It is therefore necessary to fill holes before applying the watershed, although

there inay also be holes in the image between features as well as those within them. Normal hole

filling would fill them in since any region of background not connected to the edge of the image

is considered a hole, This difficulty can be overcome if some difference in hole size or shape can

be identified to permit filling only the holes within features and not those between them (Russ,

1995 • In the example shown in Figure 66, the holes within features (organelles within the cells)

are much rounder than spaces between the touching cells. Isolating these holes by measurement,

and ORing them with the original innage, allows watershed segmentation to separate the cells.
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Figure 66. Separation of
touching cells:
(a) original grey-scale image;
(ah) thresholc~ecl,~
(c) erroraeozcs watershed
segmentation proclz~ced by
holes within cells;
(d) inverting image b to show
holes within and between
cells;
(e) holes within cells selected
by their rounder shapes;
(f~ combining image b with e
zrsing a Boolean OR;
(~ watershed segmentation
of image f,•
(h) outlines sZcperimposed on
original image.
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Ultimate eroded points ~
The ultimate eroded points (UEPs) described previously in the watershed segmentation technique j
can be used as a measurement tool in their own right. The number of points gives the number of
separable features in the image, while the brightness of each point gives a measure of their sizes
(the inscribed radius, shown in Figure 65e). In addition, the location of each point can be used i
as a location for the feature if clustering or gradients are to be investigated.

The formal definition of a UEP in a continuous, rather than pixel-based, image is simply a local
maxzmum of brightness in the EDM image. Since the image is subdivided into finite pixels, the de-
finition must take into account the possibility that more than one pixel may have equal brightness,
forming a plateau. The operating definition for finding these pixels is recursive.

{ U: d Uj neighbors of Ui, ~Uj ~ <_ ~Ui~ C5)

AND
d Uj neighbors of Ui such that ~Uj~ _ ~Ui~, Ui E U}

In other words, the set of pixels which are UEPs nnust be as bright or brighter than all neighbors;
if the neighbors are equal in brightness, then they must also be part of the set.

The brightness of each peel in the distance map is the distance to the nearest boundary. For a
UEP, this nnust be a point that is equidistant from at least three boundary locations. Consequently,
the brightness is the radius of the feature's inscribed circle. Figure 67 shows the UEPs for the
touching circles from Figure 64. A histogram of the brightness values of the UEP pixels gives an
immediate measure of the size distribution of the features. This is much faster than convex seg-
mentation, because the iterative dilation is bypassed, and much faster than measurement, since no
feature identification or pixel counting is required. Even for separate features, the maximum point
of the EDM provides a measurement of the radius of an inscribed circle, a useful size parameter.

Other EDM-based measurements
The Euclidean distance map provides values that can be effectively used for many types of mea-
surements. For example, the method described above for determining a fractal dimension from suc-
cessive erosion and dilation operations has two shortcomings: it is slow and has an orientational
bias because of the anisotropy of the operations. The EDM offers a simple way to obtain the same
information (Russ, 1988) as will be discussed in detail in Chapter 9.

Because the distance map encodes each pixel with the straight line distance to the nearest back-
ground point, it can also be used to measure the distance of many' points or features from irregu-
lar boundaries. In the example shown in Figure 68 the image is thresholded to define the bound-
ary lines (which might represent grain boundaries, cell membranes, etc.) and points (particles,
organelles, etc.). The image of the thresholded features is applied as a mask to the Euclidean dis-
tance map of the interior so that all pixels in the features have the distance values. Measuring the
brightness of the features gives the distance of each feature from the boundary.

Figure 67. The ultimate points for the touching features from
Figure 64.
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Figure 68. Measurement of distance from a boundary:

(a) example image;

e (b) thresholded interior region;

'f (c) thresholded featzares
S (d) Euclidean distance map of the interior (color coded);

~ (e) clistctnce value assigned to features;

(~ histogram of distances for features.

it

>,

a
~,
e
n
r_

It

r.

~-

A~

e

~-
i-
i-
s,
~-
~e

f.

~ 4 ~

• µ
i

~ t •
R

e
•

~ i

•

•~ ~

~• •
t ~

~* ~ ~~ •

•

`

. ~
. ~
. .

.;
•

• •
.~

• .

.•.. ..
•

c

Dis#ante, Yert.3cale=l2, Tota1=50

d e f

EDM values can also be combined with the skeleton of features or of the background, as dis-

cussed in the next section.

Skeletonization
Erosion can be performed with special rules that remove pixels, except when doing so would

' cause a separation of one region into two. The rule for this is to examine the touching neighbors;
if they do not form a continuous group, then the central pixel cannot be removed (Pavlidis, 1980;
Nevatia and Babu, 1980; Davidson, 1991; Lan et al., 1992; Ritter and Wilson, 1996). The definition
of this condition is dependent on whether four- or eight-connectedness is used. In either case,
the selected patterns can be used in a fate table to conduct the erosion (Russ, 1984). The more
common convention is that features, and thus skeletons, are eight-connected while background is
four-connected, and that is the convention used in the following examples.

Skeletonization by erosion is an iterative procedure, and the number of iterations required is pro-
portional to the largest dimension of any feature in the image. An alternative method for con-
structing the skeleton uses the Euclidean distance map. The ridge of locally brightest values in the
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EDM contains those points that are equidistant from at least two points on the boundaries of the
feature. This ridge constitutes the medial axis transform (MA'1~. As for the UEPs, the MAT is pre-
cisely defined for a continuous image but only approximately defined for an image composed of
finite pixels (Mott-Smith, 1970).

In most cases, the MAT corresponds rather closely to the skeleton obtained by sequential ero-
sion. Since it is less directionally sensitive than any erosion pattern and because of the pixel
limitations in representing a line, it may differ slightly in some cases. The uses of the MAT are

the same as the skeleton, and in many cases, the MAT procedure is used but the result is still de-

scribed as a skeleton.

Figure 69 shows several features with their (eight-connected) skeletons. The skeleton is a powerful

shape factor for feature recognition, containing both topological and metric information. The topo-

logical values include the number of end points, the number of nodes where branches meet, and

the number of internal holes in the feature. The metric values are the mean length of branches

(both those internal to the feature and those having a free end) and the angles of the branches.

These parameters seem to correspond closely to what human observers see as the significant char-

acteristics of features. Figure 70 shows the nomenclature used.

The numbers of each type of feature are related by Eider's equation:

# Loops = #Branches - #Ends - #Nodes + 1 (4)

A few specific cases appear to violate this basic rule of topology, requiring careful interpretation

of the digitized skeleton. Figure 71 shows two of them The ring skeletonizes to a single circular

branch that has one loop, a single branch, and no apparent node, however, the rules of topology

P~gure 69. A binary image containing multiple
features, with their skeletons superimposed.

.~ - #yam rr
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Figure 70. The skeleton of a feature with five end points, five nodes,
five external branches, five internal branches, and one loop
(skeleton has been dilated.for visibility).
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~~gas~°e ~d. Skeletons for a ring and a circle, as discussed in the text

Figure 72. Labeling star-shaped features
according to the number of end points in the

skeleton.
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require that there be a "virtual" node someplace on the ring where the two ends of the linear

branch are joined. Likewise, the symmetrical circle figure skeletonizes to a single point. which, hav-

ing fewer than two neighbors, would be classified as an end. In reality, this point represents a short

branch with two ends. Special rules can correctly handle these special cases.

Locating the nodes and end points in a skeleton is simply a matter of counting neighbors. Points

along the skeleton branches have exactly two neighbors. End points have a single neighbor, while

nodes have more than two. The topology of features is an instantly recognizable shape descriptor

that can be determined quickly from the feature skeleton. For example, in Figure 72 the number

of points in each star is something that humans identify easily as a defining shape parameter.

Counting the number of skeleton pixels that have just one neighbor allows labeling them with

this topological property. Similarly, an easy distinction between the letters A, B, and C is the num-
ber of loops (1, 2, and 0, respectively). As topological properties, these do not depend on size, po-
sition, or any distortion of the letters (for example by the use of different fonts).

Segment lengths are important measures of feature size, as will be discussed in Chapter 9. These
can also be determined by counting, keeping track of the number of pixel pairs that are diagonally
or orthogonally connected, or by fitting smoothed curves through the points and to measure the
length, which gives more accurate results. Counting the number of nodes, ends, loops, and
branches defines the topology of features. These topological events simplify the original image
and assist in characterizing structure, as illustrated in Figure 73•

Skeletons are very useful for dealing with images of crossed fibers. Figure 74 shows a diagram-
matic example in which several fibers cross each other. In a few situations, it is necessary to actu-
ally follow individual fibers in such a tangle. This can be done (generally using rather specialized
software and some prior knowledge about the nature of the fibers) by skeletonizing the image. The
regions around each nodes where the skeletons cross are then examined, and the branches iden-
tified that represent the continuation of a single fiber (Talbot et al., 2000). The criteria are typically
that the local direction change be small, and perhaps that the width, color or density of the fiber
be consistent. When fibers cross at a shallow angle, the skeleton often shows two nodes with a
segment that belongs to both fibers. Images of straight fibers are much easier to disentangle than
curved ones.
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Figure 73• Simpli, f~cation of a
,fingerprint image (a) by
thresholding and
skeletonization (b).

a b

Figure 74. Example of crossing fibers, as discussed
in the text, with superimposed skeleton lines.

A much simpler result is possible if the required information is just the total number and average

length of the fibers. Regardless of the number of nodes or fiber crossings, the number of fibers is

just half the number of end points, which can be counted directly (with a small error introduced

by the probability that an end of one fiber will lie on a second fiber). Measuring the total length

of the skeleton (with a correction for the end points as discussed below) and dividing by the num-

ber gives the average value. In Figure 74, there are 12 ends, thus 6 fibers, and a total of 40.33

inches of skeleton length, for an average length of 6.72 inches.

In other situations, such as the example shown in Figure 75, it may be useful to separate the

branches of the skeleton for individual measurements of parameters such as length or orientation

angle. Removing the exact node pixels is not sufficient to accomplish this, because the remaining

branches may still be connected. This arises from the nature of eight-connected logic. Figure 7G

shows an enlargement of a portion of the skeleton network from Figure 75 in which the node

points for topological counting and near-node points that must also be removed to separate the

branches are color coded for illustration. This technique is particularly appropriate for branched

structures such as the roots of plants, provided that they can be spread out to produce atwo-di-

mensional image. A stereological method is also used for measuring the total length of three-di-

mensional structures from projections discussed in Chapter 8.

Just as the skeleton of features may be determined in an image, it is also possible to skeletonize

the background. This is often called the "skiz" of the features. Figure 77 shows an example.

t
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Skeleton Length, Vert.Scale=47, Total=222 
Figure 75. Separating the

branches of the skeleton of a
network for measurement of
their lengths.

a

hlin = 0.0, Msx = 80.D000, (,um), 20 bins
Mean = 21.0516, Std. Dev.=9.12482
Skew = 1.74971, Kurtosis = 9.94866

b

Figure 76. Detail of the skeleton from Figure 75 showing nodes.
Removing the red node points does not disconnect all of the
branches; the green "near-node"points must also be deleted to
assure that no eight-connections remain between different
branches. In the figure, end points are shown as blue.

Figure 77. The skiz of the same ~'~ ~. ~' ~
image shown in P~gure 69: ~~ ̀  , ~ ~'~~'C •'~►!~
(a) complete skeleton of the ~ ~ ~ ~ ~ ter,
background; (b) pruned '~,__ -
skeleton. ~~ ~ '~ . '!~/-_

r, ~.,.~'~~~: ,.~N ~

a b

Consisting of points equidistant from feature boundaries, it effectively divides the image into re-
gions of influence around each feature (Serra, 1982). It may be desirable to eliminate from the
skit those lines that are equidistant from two portions of the boundary of the same feature. This
elimination is easily accomplished, since branches have an end; other lines in the skiz are contin-
uous and have no ends except at the image boundaries. Pruning branches fxom a skeleton (or
skit) simply requires starting at each end point (points with a single neighbor) and eliminating
touching pixels until a node (a point with more than two neighbors) is reached.

Boundary lines and thickening
Another use for skeletonization is to thin down boundaries that may appear broad or of variable
thickness in images. This phenomenon is particularly common in light microscope images of met-
als whose grain boundaries are revealed by chemical etching. Such etching preferentially attacks
the boundaries, but in order to produce continuous dark lines, it also broadens them. In order to
measure the actual size of grains, the adjacency of different phases, or the length of boundary
lines, it is preferable to thin the lines by skeletonization.
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Figure 78. Skeletonizatio~z of
grai~a boundaries:
(a) ~~aetallog~~aphic i~nctge of
etched 1040 steel;
(b) the^esholded image
showing boundaries a~ad dada
patches of iron carbide (a~zcl
pearlite);
(c) slaeletonizecl f rom image b;
(d) pruned f ~ona image c;
(e) enlarged to s1~ow eight-
connected li7ae;
(f~ conve~~tecl to four-

connected line;
(~ grains separcttecl by

thicke~aed lines;
(h) ideTzt~cation of
individual grctiyas.

440 The Image Processing Handbook

' ~
~ #

~j

f_ ~~~ ~~
` ~ _~ #-~~7 , .~

c

e

I~.,-
g

~t
~~~~~

~~

~~

~ ~~~..~

~--,~
d ~-_

f

i

i

mrush
Sticky Note
None set by mrush

mrush
Sticky Note
MigrationNone set by mrush

mrush
Sticky Note
Unmarked set by mrush



}..

Figure 78 shows an example. The original polished and etched metal sample has dark and wide

grain boundaries, as well as dark patches corresponding to carbides and pearlite. Thresholding the

I' image produces broad lines, which can be skeletonized to reduce them to single-pixel width. Since

this is properly a continuous tesselation, it can be cleaned up by pruning all branches with end

'' oints.P

The resulting lines delineate the grain boundaries, but because they are eight-connected, they do

not separate the grains for individual measurement. Converting the lines to four-connected, called

thickening, can be accomplished with a dilation that adds pixels only for a few neighbor patterns

corresponding to eight-connected corners (or the skeleton could have been produced using four-

connected rules to begin with). The resulting lines separate the grains, which can be identified and

measured as shown.

Figure 79 shows how this approach can be used to simplify an image and isolate the basic struc-

ture for measurement. The original image is a light micrograph of cells. It might be used to mea-

sure the variation in cell size with the distance from the two stomata (openings). This process is

greatly simplified by reducing the cell walls to single lines. Leveling the background brightness of

the original image and then thresholding leaves boundary lines of variable width. Skeletonizing

them produces a network of single-pixel-wide lines that delineate the basic cell arrangement.

Unfortunately, the grain boundary tesselation produced by simple thresholding and skeletonization

is incomplete in many cases. Sonne of the boundaries may fail to etch because the crystallographic

mismatch across the boundary is small or the concentration of defects or impurities is low. The

result is a tesselation with some missing lines, which would bias subsequent analysis. Figure 80

shows one of the simplest approaches to dealing with this situation. Skeletonizing the incomplete

network is used to identify the end points (points with a single neighbor). It is reasoned that these

points should occur in pairs, so each is dilated by some arbitrarily selected distance which, it is

hoped, will span half of the gap in the network.

The resulting dilated circles are ORed with the original network and the result is again skele-

tonized. Wherever the dilation has caused the circles to touch, the result is a line segment that joins

the corresponding end points. This method is imperfect, however. Some of the points may be too

far apart for the circles to touch, while in other places, the circles may obscure details by touch-

ing several existing lines, oversimplifying the resulting network. It is not easy to select an appro-

priate dilation radius, because the gaps are not all the same size (and not all of the grains are ei-

ther). In addition, unmatched ends, or points due to dirt or particulates within the grains, can

cause difficulties.

a b
Figure 79. Light microscope image of celCs in pCant tissue:

(a) original;
(b) thresholded;
(c) skeleton superimposed on original (image courtesy Data Translations, Inc.)
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a b ~

Figure 80. Dilation method for completing grain boundary tesselation:

(a) incomplete network;

(b) dilation of end point by a~°bits ary radius, shown as circles overlaid on the o7~iginal;

(c) re-skeletonization of network, showing typical errors such as removal of small grains (1), large gaps

still not joinea' (2), and dangling single ends (3~.

Other methods are also available. A computationally intensive approach locates all of the end

points and uses a relaxation method to pair them up, so that line direction is maintained, lines are

not allowed to cross, and closer points are matched first. This method suffers some of the same

problems as dilation if unmatched end points or noise are present, but at least it deals well with

gaps of different sizes. A third approach, the use of watershed segmentation based on the EDM,

is perhaps the most efficient and reasonably accurate method. As shown in Figure 81, it correctly

draws in most of the missing lines, but erroneously segments grains with concave shapes (which

are fortunately rare in real microstructures).

Combining skeleton and EDM
The skeleton and the EDM are both important measurement tools for images, and by combining

them in various wads it is possible to efficiently extract quite a variety of numeric values to quan-

tify image data. A few examples will illustrate the variety of techniques available.

b

Figure 81. Watershed segmentation applied to the same image as Figure 80.•

(a) the image is inverted to deal with the grains ~^ather than the boundaries

(b) wctte~shecl lines are drawn in, connecting r~2ost of the broken boundaries;

(c) in the re-inverted result typical errors appear such as large gaps not joined (1) and false

segmentation of irreg7tilczr shaped grains (2).
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Figure 82. An irregular
feature shown with its
skeleton superimposed
on the EDM (using
pseudo-color), and the
histogram of the EDM
values selected by the
skeleton.
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The Euclidean distance map discussed previously provides values that measure the distance of

every pixel from the background. For features of irregular shape or width, the pixels along the cen-

ter line correspond to the centers of inscribed circles, and their EDM values can be used to mea-

sure the width and its variation. The skeleton provides a way to sample these pixels, for example

by using the skeleton as a mask and then examining the histogram as shown in Figure 82.

The skeleton provides a basic tool for measuring the length of such irregular features, but in gen-

eral is too short. The EDM values for the pixels at the end points of the skeleton give the radii of

the inscribed circles at the ends. Adding these values to the skeleton length corrects for the short-

ness of the skeleton and provides a more accurate measure of the length of the irregular feature.

The skeleton of the background (the skiz) can be combined with the EDM of the background to

determine the minimum separation distance between features. Minimum EDM values along the

pruned skit correspond to the centers of circles that touch two features, and twice those values cor-

respond to the separation distances.

The example in Figure 83 shows a diagram of a neuron with neurites that branch. Thresholding

the central cell body, inverting the image, and creating the EDM produces a measurement of the

a

~ -_- _ , j ~, ,-mil ~ ,~ - .

%~
~ ~..--`

--

b

Horz: MIn.Intensity, min=1.ODOOD, mexm177.000
Vert: Skeleton Length, ml n=12.0553, mex=76.3685
Equation: Y = -0.23807 ~ X + 56.7494
R-squared = 0.77147, 48 paints

c

Figure 83• ReCat~ng distance to l'ersgth:
(a) diagram of a neural cell;
(b) skeleton segments of the neurites, color coded according to distance from the cell body (values

obtained from the EDM as described in the text);

(c) plot of distance vs. length.
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distance of points from the cell body. The skeleton of the neurites can be separated into its com-
ponent branches by removing the nodes, and the resulting segments applied as a mask to the
EDM. This assigns numeric values to the pixels in the branches that deternnine the distance from
the cell body. It may be desirable to use either the minimum or the mean value as an effective dis-
tance measurement. Plotting the skeleton length for each branch against the EDM values shows that
the lengths are correlated with distance.

Measuring the distance of each feature in an image from the nearest point on the skit (using the
method shown in Figure 68) provides a measure of clustering in images. Many other combinations
can be devised to solve measurement problems in images that combine distance and topological
information.
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1

z Global Image Measurements

he distinction between image processing, which has occupied most of the preceding chap-

ters, and image analysis lies in the extraction of information from the image. As mentioned

several times previously, image processing, like word processing (or food processing) is the

science of rearrangement. Pixel values may be altered according to neighboring pixel brightnesses,

or shifted to another place in the array by image warping, but the sheer quantity of pixels is un-

changed. So in word processing it is possible to cut and paste paragraphs, perform spell-checking,

or alter type styles without reducing the volume of text. And food processing .is also an effort at re-

arrangement of ingredients to produce a more palatable mixture, not to boil it down to the essence

of the ingredients. Image analysis, by contrast, attempts to find those descriptive parameters, usu-

ally numeric, that succinctly represent the information of importance in the image.

The processing steps considered in earlier chapters are in many cases quite essential to carrying out

this task. Defining the features to be measured frequently requires image processing to correct ac-

quisition defects, enhance the visibility of particular structures, threshold them from the back-

ground, and perform further steps to separate touching objects or select those to be measured. And

we have seen in several of the earlier chapters opportunities to use these processing methods

themselves to obtain numeric information.

Global measurements and stereology
There are two major classes of image measurements: ones performed on the entire image field
(sometimes called the "scene"), and ones performed on each of the separate features present. The
latter feature-specific measurements are covered in the next chapter. The first group of measure-
ments are most typically involved in the characterization of three-dimensional structures viewed as
section planes in the microscope, although the methods are completely general and some of the
relationships have been discovered and are routinely applied by workers in earth sciences and as-
tronomy. The science of stereology relates the measurements that can be performed on two-di-
mensional images to the three-dimensional structures that are represented and sampled by those
images. It is primarily a geometrical science, whose most widely used rules and calculations have
a deceptive simplicity. Reviews of modern stereological methods can be found in (Russ and De-
hoff, 2001; Howard and Reed, 1998; Kurzydlowski and Ralph, 1995), while classical methods are
described in (Dehoff and Rhines, 1968; Underwood, 1970; Weibel, 1979; Russ, 1986).
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The simplest and perhaps most frequently used stereological procedure is the measurement of the

volume fraction that some structure occupies in a solid. This could be the volume of nuclei in

cells, a particular phase in a metal, porosity in ceramic, mineral in an ore, etc. Stereologists often

use the word "phase" to refer to the structure in which they are interested, even if it is not a phase

in the chemical or thermodynamic sense. If a structure or phase can be identified in an image, and

that image is representative of the whole, then the area fraction which the phase occupies in the

image is a measure of the volume fraction that it occupies in the solid. This relationship is, in fact,

one of the oldest known relationships in stereology, used in mineral analysis 150 years ago.

Of course, this requires some explanation and clarification of the assumptions. The image must be

representative in the sense that every part of the solid has an equal chance of being examined, so

the sections must be uniformly and randomly placed in the solid. Trying to measure the volume

fraction of bone in the human body requires that head, torso, arms, and legs all have an equal

chance of being viewed; that is the "uniform" part of the assumption. Random means, simply, that

nothing is done to bias the measurements by including or excluding particular areas in the images.

For example, choosing to measure only those images in which at least some bone was visible

would obviously bias the measurements. More subtle, in many cases, is the tendency of micro-

scopists to select areas for imaging that have some aesthetic quality (collecting pretty pictures). Al-

most certainly this will tend to bias the results. A proper random stereological sampling procedure

does not allow the human to select or shift the view.

Many published papers in all fields of science that use microscopy include images with the cap-

tion "representative microstructure" or "typical microstructure," and in no case is this likely to be

true. Either the particular image selected has been chosen because it shows most clearly some

feature of the structure that the author believes is important, or it displays the best qualities of

specimen preparation and image contrast, or some other characteristic that makes it (almost by de-

finition) non-typical. In most real structures, there is no such thing as one typical field of view in

a true statistical sense. That is why it is important to collect many images from multiple fields of

view, spread throughout the specimen in an unbiased way. Data are collected from many fields

and combined to represent the entire structure.

Assuming that one image could be a uniform, random sample of the structure, then the "expected

value" of the area fraction of the structure is equal to the volume fraction. Of course, in any given

image that may not be the result. In some images, the phase or structure of interest may not even

be present, while in others it may occupy the entire field of view. In general it is necessary to se-

lect an appropriate magnification so that the structures are visible, and to examine multiple fields

of view and to average the measurements. The average then approaches the true value as more

measurements are included.

One way to measure the area fraction of a structure is, of course, to use the image histogram. If the

phase has a unique grey scale or color value, then the area of peak in the histogram provides a di-

rect measure of the number of pu~els covered, and hence the total area, regardless of whether it

occupies one large or many small regions in the image. As shown in previous chapters, however,

it is common to require image processing before thresholding can selectively delineate a structure,

and to require editing of the binary image after thresholding. These steps also affect the area mea-

surement, so in most cases the determination of area fraction must be made from the final binary

image. All that is required is to count the black and white pixels.

Although this is a simple procedure, it is difficult to assess the accuracy of the measurement. Pix-

els along the boundaries of features or regions present a challenge because thresholding and sub-

sequent morphological processing may include or exclude them from the total, An image consist-

ing of a single large., compact region has many fewer edge pixels (and thus less potential

F

7
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Figure 1. Two images with the

same area fraction (26%)

of black pixels:

(a) one large compact

region;
(b) many small irregular

features. The measurement

precision depends on the total

periphery of the black-white

boundary. It is also

interesting to note that most

human observers do not

estimate area fractions very

accurately, nor judge that

these two images have the

same area of black pixels.

a
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measurement error) than an image in which the same total area is distributed as many small or ir-
regular features (Figure 1).

There is a preferred way to determine area fraction (and hence volume fraction) that is very effi-
cient and does allow an estimation of the measurement precision. Traditionally, this method has
been performed manually, but it is also easy to accomplish using a computer. A grid of points is
superimposed on the image, and the fraction of the points that fall on the structure of interest is
counted. The expected value of this point fraction is also the volume fraction. Often, the number
of points in the grid is very small so that manual counting can be done at a glance. The grid may
be on an eyepiece reticule in the microscope, or overlaid on a video screen or photograph, or gen-
erated within the computer. The points should be far enough apart that they provide independent
measures of the structure (in other words, at the image magnification being used, two points
should rarely fall into the same feature). If the structure is random, then any grid of points can be
used and a regular square grid is convenient. If the structure is highly regular, then the grid itself
should be randomized to prevent bias as discussed above.

When a grid is superimposed on the original grey-scale or color image (with whatever enhance-
ment has been provided by processing), the human viewer can use independent knowledge and
judgment to decide whether each point is within the region of interest, People are very good at
this. But they are not very good at counting, so it may still be useful to have the human mark the
points and the computer perform the counting operation as shown in Figure 2.

Figure 2. Computer counting of marks. A human
has placed color marks near the grid points
(intersection of the lines) that fall on each phase
of interest, and the computer has counted them.
For the white phase, the estimated volume
fraction is 15/35 = 42.8%.
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The points become a probe into the three-dimensional microstructure, and the number of points
that "hit" the phase of interest allows an estimate of the measurement precision, since for inde-
pendent events the standard deviation is just the square root of the count. This permits making a
quick estimate of the number of images (multiple fields of view on multiple sections) that will be
needed to achieve the desired final measurement precision. For example, if a grid of 25 points is
used (a 5 x 5 array), and about 5 points, on average, lie on the phase of interest, that corresponds
to a volume fraction of 20%. To determine the actual value with a relative precision of (say) 5% (in
other words 20±1% volume fraction) it is only necessary to apply the grid to multiple fields of
view until a total of 400 hits have been tallied (the square root of 400 is 20, or 5%). This would re-
quire about 80 fields of view (400/5).

A grid of points can also be efficiently applied to a thresholded and processed binary image using
Boolean logic as shown in Chapter 7. If the grid is combined with the binary image using a
Boolean "AND," and the surviving points are counted, the result is just those points that fell onto
the phase of interest as shown in Figure 3• The accepted notation for these relationships is

V~=AA =PP 
~1)

meaning that the volume of the phase of interest per unit volume of material, VV, equals (or more
precisely is measured by) the area fraction A1q or the point fraction Pp.

Volume fraction is a dimensionless ratio, so the magnification of the image need not be known ex-
actly. However, it is also possible to measure the volume of a specific structure by cutting a series
of sections through it and measuring the area in each section (Gundersen, 1986). As shown in
Figure 4, the volume of the sampled space is defined by the size and spacing of the sections, and
the number of "hits" made by the grid points provides an absolute measure of the feature volume.
Each grid point samples the structure and represents a volume in space equal to the area of a grid
square times the section spacing. In this case, of course, the magnification must be calibrated.

In many cases, as shown in Figure 5, it is necessary to measure two volumes, that of the structure
of interest and of an enclosing structure. In the example, a sectioned rat lung, the area of lung

-_,~ ~ ,~

+̀~' . ~~

~~ ~ ', S
~ ~ .~~ ~~r i ~ rIa

~~ , ~~
'p~,~~~~ r

- .~..
a b

Figure 3. Binary image of the white phase in the metal structure from Figure 2, with a superimposed point
grid (points enlarged for visibility). A Boolean AND of the two images leaves just the points that lie on the
phase (b), which the computer then counts to determine Pp = 64/154 = 41.5%. The density of points
illustrated in this image is somewhat too high for optimum precision estimation, because cases occur in
which multiple points fall on the same feature.
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Figure 4. Cavalieri's method for measuring the volume of ctn object.

The grids on each section plane divide the object into cells.
Counting the grid points that fall on the structure of interest
provides a measure of the number of cells within the structure, and

hence a measure of the volume. In the example, if the plane

spacing (h) is S yCm and the grid spacing (d) is 2 yam, then each

cell has a volume of S x 2 x 2 = 20 y~m3, and the total number of

hits (17 + 2p + 19 + 21 + 17 = 94) estimates the total volume as
1880 y~m3. Measuring the area of each intersection and
integrating the volume urith Simpson's rule gives an estimate of

1814 ~tm3.

Figure S. One
section of rctt
Cung tissue.•
(a) original

image;
(b) leveled;
(c) thresholded;
(d) internal gaps
filled. The areas of
images c and d are
used to determine
the void volume
within the lung.

a

c

— --~ b

d
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tissue in each section is added including internal voids, and the net area is also summed. The void

area within the lung is then calculated as

Filled Area — ~ Net Area
Volume = (2)

Filled Area

Surface area
Another global parameter that is easily measured stereologically is the surface area. Surfaces can

be the boundary between two structures, such as the surface area of the nucleus, the total area of

cell wall in plant tissue, the total grain boundary area in a metal, or the surface of porosity in a ce-

ramic. Note that in some of these examples the surface separates two different phases or structures,

while in others it separates different regions (cells or grains) that are the same in structure and com-

position, Surfaces are usually very important in structures, because they are the interfaces where

chemistry and diffusion take place, and control many properties such as strength, fracture, light

scattering, etc.

In atwo-dimensional section image through athree-dimensional structure, boundaries and surfaces

are seen as lines. The total length of these lines is proportional to the amount of surface area pre-
sent in the three-dimensional solid. The surface may not intersect the section plane perpendicularly,
in fact in general it will not. If the surfaces are isotropic (have an equal probability of being ori-

ented in any direction), then the relationship between total surface area per unit volume of sam-
ple and the total length of line per unit area of image is

sv - ~ Bn ~3)

where SV is the accepted notation for the surface area per unit volume, and. BA denotes the total
length of boundary per unit area of image. Notice that both terms have dimensions of 1/length, and

that it is consequently important to know the image magnification. Figure 6 shows an example.
The boundary lines (colored) have a total length of 9886 gym, and the image area is 15,270 ~Cm2.
This gives a calculated surface area per unit volume of 0.0824 ~Cm2/um3, ox 82.4 mm2/mm3.

Once again, it is difficult to specify the precision of such a measurement, Measuring the length of
a boundary line in a digitized image is one of the most error-prone tasks in image measurement

because of the pixellation of the image and the common observation that as magnification is in=
creased, more irregularities in the boundary become visible and the measured boundary length in-

creases. The preferred method for determining surface area is consequently to place a grid of lines
on the image and to count the number of intersection points which they make with the line rep-
resenting the surface of interest. The relationship between the surface area per unit volume (SV,
square micrometers per cubic micrometer) and the number of intersections (PL, number per mi-
crometer) is just

S~ =2~PL
(4)

where the factor 2 compensates for the various angles at which the grid lines can intersect the

boundary. Again, because this is now a counting experiment, the measurement precision can be
estimated fronn the square root of the number of intersection points, provided that the lines (which
are the probes into the microstructure in this measurement) are far enough apart that the inter-
sections are independent events.
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Figure 6. The boundary lanes around the white phase in the
same image as Figures 2 and 3 can be isolated using the
techniques from Chapter 7, and measicred to determine the
surface area as described in the text.

Generating a grid of lines on the same image as in Figure 6 and counting intersections (Figure

7) produces a similar measurement result as the boundary line technique. The total length of the

grid lines is 4646 yCm. Performing a Boolean AND and counting the intersections gives 197 hits

(some are a single pixel and some more than one, depending on the angle between the bound-

ary and the line). Using Equation 4, this corresponds to a surface area per unit volume of 0.0848

~Cm2/y~m3. Based on the number of counts, the estimated relative precision is ±7.2% (0.0848 ±

0.0061 ~mZ/~m3).

Placing grid lines on images and counting intersections can be performed in all of the same

ways (manually, manual marking with computer counting, or automatically using Boolean logic)

as discussed above for point counting. The problem with this method as described is that it re-

lies on the assumption that the surfaces being measured are isotropic. In real structures this cri-

terion is rarely met. Consequently, if the structure is not isotropic, then it is necessary to construct

a grid of lines that does sample the structure isotropically (in addition to the requirements of uni-

form and random sampling noted above). Many of the developments in modern stereology are

aimed at finding practical ways to meet this isotropic, uniform, random (IUR) requirement. To vi-

sualize the meaning of isotropic directions, consider a hemisphere as shown in Figure 8. Each

direction in space is represented by a point on the sphere. Points should be distributed evenly

across the spherical surface.

_, • • ~
i

r. ~`

T,, _ ~~, -~

~ ~~~.~'~ ~t~
a b

Figure 7. ANDing a grid of lines with the boundary lines from Figure 6 and counting the intersections also
measures the surface area, as described in the text.
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Figure 8. A hemisphere showing a direction in three-
dimensionalspace represented by a point on the sphere.

The most successful approach to generating isotropic, uniform and random lines to probe the sur-

faces in a three dimensional structure is called "vertical sectioning" (Baddeley et al., 1986). It re-

quires selecting some direction in the structure that can always be identified. This might be the axis

of the backbone in an animal, or the normal to a surface in a rolled metal sheet, or the direction

of gravity for sedimentary layers of rock. Then all sections are cut parallel to this direction, but ro-

tated uniformly and randomly about it, as shown in Figure 9. Note that this is emphatically not the

way most sections are cut when biological tissue is embedded and microtomed (those sections are

all perpendicular to the same direction), It would also be possible to cut the vertical sections as a

pie is normally cut, with radial slices, but these would oversample the center of the pie compared

to the periphery.

The vertical axis direction is present on all sections, so these cut planes are directionally biased. If

lines were drawn on these sections with uniform directions in the plane, as shown in Figure 10,

they would cluster near the north pole on the hemisphere. Directions near the equator would be

undersampled. That bias can be compensated by drawing lines that are sine-weighted, as shown

in Figure 11. Instead of drawing lines in uniform angle steps, they are drawn with uniform steps

in the sine of the angle. This produces more directions around the equator and spreads out the di-

rections near the north pole so that the points are uniformly distributed on the sphere. While a set

of radial lines as shown in the figure is isotropic, it is not uniform (the center is oversampled and

the corners undersampled).

a

Figure 9. Method for cutting verticaC sections:
(a) correct —all sections are parallel to and rotated uniformly about a single selected axis
(b) incor~~ect—sections are allperpendicular to acommon direction.
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Figure 11. Drawing lines with
sine-weighted angles on
each plane, and the
resultant uniform
distribution of orientations
in three-dimensional space.

Figure 10. Drawing lines with
uniform angles on each
plane, and the resultant
clustering of directions
near the north pole of the
hemisphere of orientations.

The most convenient way to draw sine-weighted lines that uniformly sample the area is to gener-

ate cycloids as shown in Figure 12. The cycloid is the path followed by a point on the circum-

ference of a rolling circle. It is sine-weighted and when drawn on vertical sections has exactly the

correct set of orientations to provide isotropic sampling of directions in the three-dimensional solid

from which the sections were eut. Counting the intersections made by the cycloid grid with the

boundary lines in the image provides the PL value needed to calculate the surface area per unit vol-

ume. The length of each quarter arc of the cycloid line is just twice its height.

If the specimen is actually isotropic, the method of cutting vertical sections and counting intersec-

tions using a grid of cycloids will produce the correct answer, at the expense of doing a bit more

work (mostly in sample preparation) than would have been needed if the isotropy was known be-

forehand. But if the specimen has any anisotropy, the easy method of cutting parallel sections and

drawing straight line grids would produce an incorrect answer with an unknown amount of bias,

while the vertical section method gives the true answer.

ASTM Grain Size
More than 100 years ago, when naval gunnery was introducing larger and larger guns onto bat-

tleships, brass cartridge casings were used to hold the gunpowder and projectile, essentially an en-

larged version of a modern rifle cartridge. It was observed that after firing it was sometimes diffi-

cult to extract the used brass cartridge from the gun chamber, because the material fractured when

it was pulled from the rear rim. The metal flowed and thinned when the charge was detonated, and

clearly some difference in material structure was related to the tendency to tearing.
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Y=2

MoveTo(0,0);

For k=1 to 100

{ theta k*~/100;

x=theta-ain(theta)t

MoveTo(x,y);

X=~

a

b
Figure 12. Procedure for drawing an arc of the cycloid (a), and ct cycloid grid superimposed on a vertical

section image (b). The intersections (marked in color) of the cycloid lines with the membranes provide
ctn unbiased measure of the total surface area per unit volume, SV = 2 PL = 2.39 /33.~.S~Sm = 0.235

~m2~Y~m3

From that observation, a method for measuring a micxostructural parameter known as the ASTM

(American Society for Testing and Materials) "grain size" was developed, and used for quality con-

trol of naval brass, and later many other metals and nonmetals. In fact, several different standard

techniques are used, which have been adjusted with appropriate constants so that they agree ap-

proximately with each other's numeric values; but, in fact, the methods measure two entirely dif-

ferent characteristics of microstructure (neither of which is the "size" of the grains).

The first method proposed was to count the number of visible grains per square inch on a polished

section at 100x magnification. The number of grains N is tk~en related to the "grain size number"

G by

N = 2~c-i~

(5)

where the value G is never reported with a precision better than 0.5. An equivalent version adjusted

to metric dimensions is also in use.

A second method for determining the value G is based on drawing a grid of lines on the image.

Because many metals are anisotropic due to the forming processes, the grains are elongated in one

direction. In order to avoid directional bias in the measurement, a circular grid is used. The num-

~ber of intersections made by the line with the grain boundaries per unit length of the line (NL

where length is in millimeters) can is used to calculate

G = 6.6457 • loglo NL — 3.298 ~6~

The constants are needed to convert the metric units and to make the results approximately agree

with the grain count method. Again, the results are rounded to the nearest 0.5; Figure 13 shows

an example.

There are also other methods that are part of the ASTM standard (E112), such as counting the

number of triple points (places where three grains meet at a point) per unit area, and most of

these methods may be implemented either by hand count or by computer.
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a b

Figure 13• Light microscope image of a low carbon steel (a), which is prepared by leveling, thresholding
and skeletonizing to delineate the grain boundaries (b), Cozcnting the number of grains inside the
largest circle (445, counting each one that intersects the circle czs 1/2) gives a grain size number G = 8.7.
Counting the intercepts with the concentric circle grids (147 with a grid length of 2300 ~Cm) gives a
grain size nzcmber.G = 9.1, Both values would normally be reported as a grain size number of 9.

The intercept count method (Equation 6) in reality measures the total surface area of grain bound-

ary. Note the use of NL which, similar to the PL value in Equation 4, is proportional to the surface

area per unit volume. The importance of grain boundary area makes sense from a mechanical

property standpoint since creep in materials occurs due to grain boundary sliding and grain rota-

tion, and grain deformation occurs by motion of dislocations which start and end at these same

boundaries. The grain count and triple-point count methods actually measure the total length per

unit volume of the edges of grains, which is a parameter related primarily to diffusion. Measure-

ment of the length of structures is discussed in the following paragraphs.

The fact that one of these parameters can 6e even approximately tied to the other is due to the lim-

ited application of the method to metals that have been heat-treated so that they are fully recrys-

tallized. In this condition, the distribution of actual three-dimensional grain sizes approaches a

constant, more-or-less log-normal state in which the structure may coarsen with time (large grains

grow and small ones vanish) but the structure remains self similar. Hence there is an approxi-

mately consistent relationship between the length of edges and the area of surfaces.

The same relationship does not apply to metals without this heat treatment, and so the notion of

a single numerical value that can characterize the microstructure is flawed, even for quality con-

trol purposes, and the measurement method used does matter. But 100 years of use have sancti-

fied the technique and most practitioners are not aware of what their procedure actually measures

in the microstructure.

Actually measuring the "size" (usually the volume) of individual grains or cells in a three-dimen-

sional solid is quite difficult. It has been done in a few cases by literally taking the material apart

(e.g., by chemically dissolving a thin layer along the boundaries so the grains are separated), and

measuring each one. Other researchers have used an exhaustive serial sectioning technique that

produces a complete three-dimensional volumetric image of the structure, from which measure-

ments can be made. Both of these approaches are far too laborious for routine practical use. De-

termining the mean volume of cells can be done using the bisector method described below. This

actually measures the number per unit volume, but the inverse of that quantity is the mean volume

per feature. This method relies heavily on computer-based image processing to deal with the large

rnimber of images. Figure 14, below, will show an example.
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Figure 14. The three phase aluminum-zinc alloy from

Figure 2, with the phase boundaries shown in color.

It is also possible to measure the variance of the size distribution of the features using apoint-sampled

intercept method applied to IUR section planes, described below. But if the actual size distribution of

the three-dimensional features is needed, then the more intensive methods must be undertaken.

Multiple types of surfaces
In most kinds of real samples, there are several different phases or structures present, and conse-

quently many different types of boundary surfaces. In a three-phase material, containing regions

which for convenience can be identified as types a, (3 and y, there are six possible interfaces (a-

a, a-(3, a-'y, R-R, (3-y, and y-y) and the number goes up rapidly in more complex structures. Some
of the possible interface types may be absent, meaning that those two phase regions never touch

(e.g., nuclei in separate cells do not touch each other, it makes no sense to consider a surface be-

tween two pores, etc.). Measuring the amounts of each different type of interface can be very use-

ful in characterizing the overall three-dimensional structure.

Figure 14 shows athree-phase metal structure. Notice that no white dendritic region touches an-

other one, for example. Chapter 7 showed how Boolean logic with the dilated region outlines can

be used to delineate each type of interface. Once the image of the boundaries has been isolated,

counting intersections with a grid provides the measurement of surface area per unit volume.

Figure 15 shows a simpler, idealized, two-phase microstructure. By thresholding each phase, us-

ing morphological operations such as a closing, and Boolean logic to combine two derived images,

each of the three distinct boundary types can be isolated (in the image, they have been combined

-.,-;

-- - .~

,;

a b c

Figure I5. Idealized drawing of a two phase microstructure

(a) the three different types of interface boundaries present

(b) and the result of counting the intersections of these boundaries with a cycloid grid

(c). The measurements and calculated results are detailed in the text. t
i
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as color channels for visualization purposes). Assuming this is a vertical section, a cycloid grid
such as the one shown can be used to estimate the surface area per unit volume as shown in the
figure, using Equation 4.

It may be instructive to illustrate and compare the various measurement procedures described
above for volume surface area measurement, and using the magnification calibration shown on the
image in Figure 15. Counting pixels estimates the area fraction, and hence the volume fraction of
the grey phase at 17.3%. Placing a square grid of 90 points produces 14 hits, for an volume frac-
tion estimate using Equation 1 of 15.6%. Measuring the length of the boundary lines for each
type of interface and applying equation 3 produces the results listed below. Counting intersec-
tions of the grid lines with each type of boundary and applying equation 4 gives another estimate
of surface area, also shown in the table. The image area is 5453.6 ~tm2 and the grid used had a to-
tal length of 614 ~cm.

.Boundary Length (Nm) SV ~ (4/~) •Length/Area Grid counts Sv ~ 2 RL

White-white 441.96 103.2 mm2/mm3 28 101.8 mm2/mm3
Grey-white 551.24 128.7 37 134.5
Grev-arev 123.30 28.8 8 29.1

The agreement between these different methods is quite satisfying, but only the counting methods
allow a simple estimate of the measuring precision be made. Note that it is possible to squeeze a
considerable amount of surface area into a small volume.

Length
Length measurement is usually applied to structures that are elongated in one direction, such as
neurons or blood vessels in tissue, fibers in composites, or dislocations in metals, It is also possi-
ble, however, to measure the total length of edges, such as the edges of polyhedral grains in a
metal (as mentioned earlier in connection with the ASTM grain size measurement), or any other
line that represents the intersection of surfaces.

When a linear structure intersects the sampling plane, the result is a point. The number of such
points is proportional to the total length of the line. If the linear structures in the three-dimen-
sional solid are isotropic, then the relationship between the total length of line per unit volume LV
(with units of micrometers per cubic micrometer or length-z) and the total number of points per
unit area PA (with units of number per square micrometer or length-z) is

where the constant 2 arises, as it did in the case of suxface area measurements, from considering
all of the angles at which the plane and line can intersect. In some cases a direct count of points
can be made on a polished surface. For example, fibers in a composite are visible, and dislocations
can be made so by chemical etching.

In the example of Figure 13, the triple points where three grains meet represent the triple lines in
space that are the edges of the grains. These are paths along which diffusion is most rapid. To iso-
late them for counting, the skeleton of the grain boundaries can be obtained as shown in Chapter
7. The branch points in this tesselation can be counted as shown in Figure 16 because they are
points in the skeleton that have more than two neighbors. Counting them is another way (less
commonly used) to calculate a. "grain size" number.

Chapter S: Global Image Measurements 4~7
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Figure 16. The image from
Figure 13, thresholded and
skeletonized with the 1732
branch points in the skeleton
color coded (with an enlarged

portion for visibility).

a b

One convenient way to. measure the length of a structure, independent of its complexity or con-

nectedness, is to image a thick section (considerably thicker than the width of the linear portions

of the structure), In this projected image, the length of the features is not truly represented because

they may incline upwards or downwards through the section. Any line drawn on the image rep-

resents asurface through the section, with area equal to the product of its length and the section

thickness. Counting the number of intersections made by the linear structure with the grid line, and

then calculating the total length using the relationship in Equation 7, provides a direct measure-

ment of the total length per unit volume.

If the sample is isotropic, any grid line can be used. If not, then if the sections have been taken with

isotropic sectioning, a circle grid can be used since that samples all orientations in the plane. But the

most practical way to perform the measurement without the tedium of isotropic section orientation

or the danger of assuming that the sample is isotropic is to cut the sections parallel to a known di-

rection (vertical sectioning) and then use cycloidal grid lines, as shown in Figure 17. In this case,

since it is the normal to the surface represented by the lines that must be made isotropic in three-

dimensional space, the generated cycloids must be rotated by 90° to the "vertical" direction.

In the example of Figure 17, the intersections of the grid lines with the projections of the micro-

tubules allow the calculation of the total length per unit volume using Equation 7. There are 41

marked intersections; of course, these could also be counted by thresholding the image and AND-

ing it with the grid, as shown previously in this chapter and in Chapter 7. For an innage area of

12,293 }~m2, an assumed section thickness of 3 }gym, and a total length of grid lines of 331.2 }gym, the

length calculation from Equation 7 gives:

Figure 17. Application of a cycloid grid to a TEM image of

a section containing filamentous microtubules:

Counting the number of intersections made with the

grid allows calculation of the total length per unit

volume, as discussed in the text.
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L~ = 2 ~ 41 / (12293 * 3) µm/µm3 = 2.22 mm / mm3

It is rare to find a real three-dimensional structure that is isotropic. If the structure is (or may be)

anisotropic, it may be necessary to generate section planes that are isotropic. Procedures for do-

ing so have been published, but in general they are tedious, wasteful of sample material, and hard

to make uniform (that is, they tend to oversample the center of the object as compared to the

periphery).

Another way to generate isotropic samples of a solid, either for surface area or length measure-

ment, is to subdivide the three-dimensional material into many small pieces, randomly orient each

one, and then make convenient sections for examination. This is perhaps the most common ap-

proach that people really use. With such isotropic section planes, it is not necessary to use a cy-

cloid grid. Any convenient line grid will do. If there is preferred directionality in the plane, circu-

lar line grids can be used 'to avoid bias. If not, then a square grid of lines can be used. If the

structure is highly regular, then it is necessary to use randomly generated lines (which can be con-

veniently performed by the computer), Figure 18 shows examples of a few such grids. Much of

the art of modern stereology lies in performing appropriate sample sectioning and choosing the ap-

propriate grid to measure the desired structural parameter.

Sampling strategies
Several of the examples shown thus far have represented the common situation of transmission

microscopy in which views are taken through thin slices, generally using the light or electron

microscope. The requirement is that the sections be much thinner than the dimensions of any

,' r ~~`~~

~~

~/~~'

~~`` ~1

~.~`

Figure 18. Examples of line
grids:
(a) concentric circles;
(b) array of circles;
(c) square line grid;
(d) random lines.

a b

c d
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structures of interest, except for the case above of thick sections used for length measurement. For
opaque materials, the same strategies are used for sectioning but the images are obtained by re-
flected light, or by scanning electron microscopy, or any other form of imaging that shows just the
surface. Many imaging techniques in fact represent the structure to some finite depth beneath
the surface, and most preparation methods such as polishing produce finite surface relief in which
the software structures are lower than the harder ones. Again, the criterion is that the depth of in-
formation (e.g., the depth from which electrons are emitted in the scanning electron microscope,
or the depth of polishing reliefs is much less than the dimensions of any structures of interest. Cor-
rections to the equations above for measuring volume, area and length can be made for the case
of finite section thickness or surface relief, but they are complicated and require exact measure-
ment of the thickness.

Although the procedures for obtaining isotropic sampling have been outlined, little has been said
thus far about how to achieve uniform, random sampling of structures. It is of course possible to
cut the entire specimen up into many small pieces, select some of them by blind random sampling,
cut each one in randomly oriented planes, and achieve. the desired result. However, that is not the
most efficient method (Gundersen and Jensen, 1987). A systematic or structured random sample
can be designed that will produce the desired unbiased result with the fewest samples and the least
work. The method works at every level through a hierarchical sampling strategy, from the selec-
tion of a few test animals from a population (or cells from a petri dish, etc.) to the selection of tis-
sue blocks, the choice of rotation angles for vertical sectioning, the selection of microtonned slices
for viewing, the location of areas for imaging, and the placement of grids for measurement.

To illustrate the procedure, consider the problem of determining the volume fraction of bone in the
human body. Clearly, there is no single section location that can be considered representative of
such a diverse structure: a section through the head would show proportionately much more bone
than one at the waist. Let us suppose that, in order to obtain sufficient precision, we have decided
that eight sections are sufficient for each body. For volume fraction, it is not necessary to have
isotropic sections so we could use transverse sections. In practice, these could be obtained non-
destructively using a computerized tomography (C'I~ scanner or magnetic resonance imaging
(MRI). If the section planes were placed at random, there would be some portions of the body that
were not viewed while some planes would lie close together and oversample other regions. The
most efficient sampling would space the planes uniformly apart, but it is necessary to avoid the
danger of bias in their placement, always striking certain structures and avoiding others.

Systematic random sampling would proceed by generating a random number to decide the place-
ment of the first plane somewhere in the top one-eighth of the body. Then position the remain-
ing planes with uniform spacing, so that each has the same offset within its one-eighth of the body
height. These planes constitute a systematic random sample. A different random number placement
would be used on the next body, and the set of planes would be shifted as a unit. This procedure
guarantees that every part of the body has an equal chance of being measured, which is the re-
quirement for random sampling.

When applied to the placement of a grid on each image, two random numbers are generated
which specify the position of the first point (the upper left corner) of the grid. The other grid
points then shift as a unit with uniform spacing. The same logic applies to selecting measurement

positions on a slide in the microscope. If for adequate statistical sampling it has been decided to
acquire images from, for example, 8 fields of view on slide, then the area is divided into 8 equal
areas as shown in Figure 19, two random numbers are generated to position the first field of view
in the first rectangle, and the subsequent images are acquired at the same relative position in each

of the other areas.
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Figure 19. Systematic random sampling
applied to selecting fields of view on a
slide. The area is divided into as
many regions as the number of
images to be acquired. Two random
numbers are used to select the
location for the first image in the first
region (orange). Subsequent images
(green) are then captured at the same
relative position in each region.

For rotations of vertical sections, if it is decided to use five orientations as shown earlier in Figure

9, then a random number is used to select an angle between 0 and 72° for the first cut, and then

the remaining orientations are placed systematically at 72-degree intervals. For selection of animals

from a population, if 7 animals are to be examined from a group of 100, a random number selects

one of the first 14, and then each fourteenth animal after that is selected.

The method can obviously be generalized to any situation. It is uniform and random because

every part of the sampled population has an equal probability of being selected. Of all of the pos-

sible slices and lines that could be used to probe the structure, each one has an equal probability

of being used.

The mantra of the stereologist in designing an experiment is to achieve IUR sampling of the struc-

ture. For some types of probes the requirement of isotropy can be relaxed because the probe it-

self has no directionality, and thus is not sensitive to any anisotropy in the specimen. Using a grid

of points, for example, to determine the volume fraction of a structure of interest, does not require

the vertical sectioning strategy described previously because the point probe has no orientation.

Any convenient set of planes that uniformly and randomly sample the structure can be probed with

a uniformly and randomly placed grid to obtain an unbiased result.

The disector, described in the next section, is a volume probe and hence also has no directional-

ity associated with it. Pairs of section, planes can be distributed (uniformly and randomly) through

the structure without regard to orientation. Being able to avoid the complexity of isotropic sec-

tinning is a definite advantage in experimental design.

As noted previously, for measurement of length or surface area the probes (surfaces and lines)

have orientation, so they must be placed isotropically, as well as uniformly and randomly. It is in

these cases that a strategy such as vertical sectioning and the use of cycloidal grids becomes nec-

essary. Using a systematic random sampling approach reduces the number of such sections that

need to be examined, as compared to a frilly random sampling, but it does not alleviate the need

to guarantee that all orientations have an equal probability of being selected. It bears repetition that

unless it can be proven that the sample itself is isotropic (and uniform and random), then unless

an appropriate IUR sampling strategy is employed the results will be biased and the amount of the

bias cannot be determined.

Determining number
Figure 20 shows several sections through athree-dimensional structure. Subject to the caveat that

the sections must be IUR, it is straightforward from the areas of the intersections or by using a point

count with a grid to determine the total volume of the tubular structure (Equation 1). From the

length of the boundary line, or by using intercept counts of the boundary with a suitable line grid,

the total surface area of the structure can be determined (Equations 3 and 4). From the number

of separate features produced by the intersection of the object with the planes, the length of the
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Figure 20.
(a) Multiple sections through a tubular

structure, from which the volume, surface area
and length can be determined. Only by
arranging them in order, aligning them, and
reconstructing the volume
(b) can the presence of a single string

arranges' in aright-handed knot be
recognized.

b

tube can be estimated (Equation 7). But there is nothing in the individual section planes that re-

veals whether this is one object or many, and if it is one object whether the tube is branched or

not. The fact that the single tube is actually tied into a knot is of course entirely hidden. It is only

by connecting the information in the planes together, by interpolating surfaces between closely

spaced planes and creating a reconstruction of the three dimensional object, that these topologi-

cal properties can be assessed.

Volume, surface area, and length are metric properties. The plane surfaces cut through the struc-

ture and the grids of lines and points placed on them represent probes that sample the structure

and provide numerical information that can be used to calculated these metric properties, subject

to the precision of the measurement and to the need for uniform, random and (except for volume

measurement) isotropic sampling. Topological properties of number and connectedness can not be

measured using plane, line or point probes. It is necessary to actually examine a volume of the

sample.

In the limit, of course, this could be a complete volumetric imaging of the entire structure. Non-

destructive techniques such as confocal light microscopy, medical CT, MRI or sonic scans, or stereo-

scopic viewing through transparent volumes, can be used in some instances. They produce dra-

matic visual results when coupled with computer graphics techniques (which are shown in

Chapters 11 and 12); however, these are costly and time consuming methods that cannot easily be

applied to :many types of samples. Serial sectioning methods in which many sequential thin sec-

tions are cut, or many sequential planes of polish are prepared and examined, are much more dif-

ficult and costly because of the problems of aligning the images and compensating for distortion

or variation in spacing or lack of parallel orientation.
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Figure 21.
(a) A volume containing large (green), medium
(orange) ctnd small (purple) objects;
(h) an arbitrary section through the volume;
(c) the appearance of the objects in the plane.
The sizes of the intersections are not the size of
the objects, and the number of intersections with
each does not correspond to the number per unit
volume because large objects are more likely to
be intersected by the plane.

b

It is a very common mistake to count the number of features visible on a section plane and from

that try to infer the number of objects in the three-dimensional volume. The fact that the units are

wrong .is an early indication of trouble. The number of features imaged per unit area does not

correspond to the rnimber per unit volume. In fact, the section plane is more likely to strike a

large object than a small one so the size of the objects strongly influences the number that are ob-

served to intersect the sectioning plane, as shown in Figure 21.

There is a relationship between number per unit area and number per unit volume based on

the concept of a mean diameter for the features. For spheres, the mean diameter has a simple

meaning. The number per unit volume Nv can be determined from the number per unit area

NA as

NA

Nv D enn (g)

More precisely, the expected value of NA is the product of Nv ' Dmean• For convex but not spher-

ical shapes, the mean diameter is the mean caliper or tangent diameter averaged over all orienta-

tions. This can be calculated for various regular or known shapes, but is not something that is

known a priori for most structures. So determining something like the number of grains or cells or

nuclei per unit vohime (whose inverse would give the mean volume of each object) is in fact

rarely practical.

For objects that are not convex, have protrusions or internal void, or holes and bridges (multiple

connected shapes), the concept of a mean diameter becomes even more nebulous and less use-

ful. It turns out ghat the integral of the mean surface curvature over the entire surface of the ob-
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ject is related to this mean diameter. As noted below, the surface curvature is defined by two
principal radii. Defining the mean local curvature as

1 1 1

2 rl rz

and integrating over the entire surface gives a value called the integral mean curvature M, which
equals 2~~D,~ean. In other words, the feature count NA on a section plane is actually a measure of
the mean curvature of the particles and hence the mean diameter as it has been defined previously.
If the number per unit volume can be independently determined, for instance using the
disector method described in the next section, it can be combined with NA to calculate the mean
diameter.

Curvature, connectivity, and the disector
Surfaces and lines in three-dimensional structures are rarely flat or straight, and in addition to the
relationship to mean diameter introduced above, their curvature may hold important information
about the evolution of the structure, or chemical and pressure gradients. For grain structures in
equilibrium, the contact surfaces are ideally flat but the edges still represent localized curvature.
This curvature can be measured by stereology.

Surface curvature is defined by two radii (maximum and minimum). If both are positive as viewed
from "inside" the object bounded by the surface, the surface is convex. If both are negative the sur-
face is concave, and if they have opposite signs, the surface has saddle curvature (Figure 22). The
total integrated curvature for any closed surface around a simply connected object (no holes,
bridges, etc.) is always 4~. For more complicated shapes, the total curvature is 4~(N- G~ where N
is the number of separate objects and C is the connectivity.

For a simple array of separate objects, regardless of the details of their shape, Cis zero (they are
not connected) and the total integrated curvature of the structure gives a measure of how many ob-
jects are present. To measure this topological quantity, a simple plane surface is not adequate as
explained above. The total curvature can be measured by considering a sweeping plane probe
moving through the sample (this can be physically realized by moving the plane of focus of a
confocal microscope through the sample, or by using a medical imaging device) and counting the
events when the plane probe is tangent to the surface of interest. Convex and concave tangent
points (T++and T--, respectively) are counted separately from saddle tangencies (T+-). Then the

a b c
Figure 22. Surface curvature: (a) convex,• (b) concave; (c) saddle

~I

i
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net tangent count is (T+ + + T - — T + -) gives the quantity (N — C), also called the Euler character-

istic of the structure, as

(N — C) = z ~T++ + T-- _ T+-~ — 2 T of (10)

There are two extreme cases in which this is useful. One is the case of separate (but arbitrarily and

complexly sha~aed) objects, in which C is 0 and N is one-half the net tangent count. This provides

a straightforward way to determine the number of objects in the measured volume. The other sit-

uation of interest is the case of a single object, typically an extended complex network with many

branchings such as neurons, capillaries, textiles used as reinforcement in composites, etc. In this

case, N is 1 and the connectivity can be measured. Connectivity is the minimum number of cuts

that would be needed to separate the network. For flow or communication through a network, it

is the number of alternate paths, or the number of blockages that would be required to stop the

flow or transmission.

In many situations, such as the case of an opaque matr~, it is not practical to implement a sweep-

ing tangent plane. The simplest practical implementation of a volume probe that can reveal the im-

portant topological properties of the stricture is the disector (Sterio, 1984). This consists of two par-

allel planes of examination, which can be two sequential or closely spaced thin sections examined

in transmission. For many materials samples, it is implemented by polishing an examination plane

which is imaged and recorded, polishing down a small distance (usually using hardness indenta-

tions or scratches to gauge the distance and also to facilitate aligning the images), and acquiring a

second image.

The disector logic compares the images in the two parallel planes and ignores any feature that con-

~, times through both planes, even if the position and shape have changed somewhat. The planes

must of course be close enough together that this determination can be made unequivocally. Usu-

ally this means that the spacing must be significantly less than any characteristic dimension of the

features or structure of interest, and so most features that intersect one plane will intersect both. Fig-

ure 23 shows the possible combinations of events that may be found. Any features that are present

in one plane and not the other imply that the three-dimensional stricture had a end point some-

where between the two planes. This represents a convex curvature and is counted as a T++ event.

Typically, much more rare is the case in which a hollow feature in one plane becomes solid in

!~ the other plane. This represents the end of a void or, more generally, a hollow with concave cur-

'~ vature, and is counted as a T - - event. Any branching in the structure, in which one feature in

one of the two planes can be presumed to connect to two features in the other, represents a sad-

dle surface and is counted as a T+ - event. The tangent events from the disector are summed in

the same way shown in Equation 10 to determine the net tangent count and the Euler charac-

teristic of the structure.

Figure 23• ~'ossible combinations of features in the two
planes of the disector. Features that continue through
with no topological change are ignored. Feature ends
are counted cts convex (T++) events and void ends
are counted as concave (T-)ones. Branching
indicates the presence of saddle surface with T+-
curvature.

. ~ ~`

~.- _ :~.
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Because most of the features seen in the disector images continue through both sections and so

contribute no information, it is necessary to examine many pairs of sections, which of course must

be aligned to compare intersections with the features. When the matrix is transparent and viewed

in a confocal microscope, examining and comparing the parallel section planes is straightforward.

When conventional serial sections are used, it is attractive to use computer processing to align

and compare the images. The Feature-AND logic described in Chapter 7 is particularly useful in this

regard, to find features that continue through both sections. It is also necessary to sample a large

image area, well distributed to meet the usual criteria of random, uniform sampling (since the di-

sector is a volume probe, isotropy is not an issue).

For opaque matrices, the problems are more severe. Generally it is necessary to prepare a polished

section, image it, place soiree fiducial marks on it for reference, and then polish down to some

greater depth in the sample and repeat the process. If the fiducial marks are small pyramidal hard-

ness indentations (commonly used to measure hardness of materials), the reduction in their size

provides a measure of the distance between the two planes. Aligning and comparing the two im-

ages to locate new features can be quite tedious.

Figure 24 shows an example. The specimen is a titanium alloy in which the size of colonies of

Widmanstatten laths is of interest. Each colony is identified by its lath orientation. After one set of

images was acquired on a metallographically polished plane, the material was polished down a fui•-

ther 5 ~m (as measured from the size change of a microhardness indentation) and additional cor-

responding images acquired. In the example, another colony (identified by the red arrow) has ap-

peared. Froin the total number of positive tangent events and the volume sampled by the disector,

the mean colony volume was determined.

Anisotropy and gradients
There is much emphasis above on methods for performing sectioning and applying grids that elim-

inate bias in those structures that may not be IUR. Of course, when the specimen meets those cri-

teria then any sampling method and grid can be used, but in most cases it is not possible to assume

n

•~3. 
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Figure 24. Scanning electron microg~ aphs of colonies of laths in a titanium alloy (images courtesy Dr. H.
Fraser, Dept. of Materials Science and Engineering, Ohio State University, Columbus, OH). The two
images represent parallel planes with a measured spacing of S urea. A new colony (red arrow and
outline) appears in one image, producing a singlepositive tangent count (T'+).
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an IUR structure. Thus, techniques such as vertical sectioning and cycloid grids are used, since they
will provide unbiased results whether the specimen is IUR or not, at the cost of somewhat more

effort in preparation and measurement.

In some situations, it may be important to actually measure the anisotropy (preferred orientation)

in the specimen, or to characterize the nonuniformity (gradients) present in the structure. This re-
quires more effort. First, it is usually very important to decide beforehand what kind of anisotropy
or gradient is of interest. Sometimes this is known a priori based on the physics of the situation.

Deformation of materials in fabrication and the growth of plants typically pxoduce grains or cells

that are elongated in a known direction, for example. Many physical materials and biological tis-

sues have structures that vary markedly near surfaces and outer boundaries, so a gradient in that

direction may be anticipated. Anisotropy can be qualitatively determined visually, by examining im-
ages of planes cut in orthogonal directions, as shown in Fares 25 and 26. It is usually necessary

to examine at least two planes to distinguish the nature of the anisotropy as shown in Figure 27.

Figure 25. Anisotropy in
muscle tissue, visible
as a difference in
structure in transverse
(b,d) and

longitudinal (a,c)
sections.

Figure 26. Anisotropy in rolled steel, shown by microscopic

examination of three orthogonal polished surfaces.
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Figure 27. The need to examine at least two orthogonal surfaces to reveal the
nature of anisotropy. In the example, the same appearance on one face can
result from different three-dimensional structures. ~~

Equineed

NeedCes

Ylntes

When there is expectation that directionality is present in the structure, the classic approach is to

use grids to measure selectively in different directions. For example, in the case shown in Figure

28, the number of intercepts per unit line length (which measures the surface area per unit vol-

ume) can be measured in different directions by using a rotated grid of parallel lines. Since each

set of lines measures the projected surface area normal to the line direction, the result shows the

anisotropy of surface orientation. Plotting the reciprocal of number of intersections/line length

(called the intercept length) as a function of orientation produces a polar (or rose) plot as shown

in the figure, which characterizes the mean shape of the grains or cells.

M

r~~ J•

b

Figure 28. Characterizing
anisotropy:
(a) an anisotropic metal
grain structure;

(b) the idealized grain
boundaries produced by
thresholcling and

skeletonization;
(c) measuring the number of
intercepts per unit line length

in different orientations by
rotating a grid of parallel
lines;

(d) the results shown as a
polar plot of mean intercept
length.

a

c d
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Figure 29. Schematic examples
of gradients irr:
(a) size;
(b) area fraction;
(c) shape;
(d) orientation.

Gradients can sometimes be observed by comparing images from different parts of a specimen, but

because visual judgment of metric properties such as length of boundary lines and area fraction of

a phase is not very reliable it is usually safest to actually perform measurements and compare the

data statistically to find variations. The major problem with characterizing gradients is that they are

rarely simple. An apparent change in the number of features per unit area or volume may hide a

more significant change in feature size or shape, for example. Figure 29 shows some examples in

which gradients in size, number, shape and orientation are present. A secondary problem is that

once the suspected gradient has been identified, a great many samples and fields of view may be

required to obtain adequate statistical precision to properly characterize it.

Figure 30 shows a simple example of the distribution of cell colonies in a petri dish. Are they pref-

erentially clustered near the center, or uniformly distributed across the area? By using the method

shown in Chapter 7 to assign a value from the Euclidean distance map (of the area inside the petri

dish) to each feature, and then plotting the number of features as a function of that value, the plot

of count vs. radial distance shown in Figure 31 is obtained. This would appear to show a decrease

in the number of features toward the center of the dish; but this is does not correctly represent the

actual situation, because it is not the number but the number per unit area that is important, and

there is much more area near the periphery of the dish than near the center. If the distribution of

number of features as a function of radius is divided by the number of pixels as a function of ra-

dius (which is simply the histogram of the Euclidean distance map), the true variation of number

per unit area is obtained as shown in the figure.

Size distributions
Much of the contemporary effort in stereological development and research has been concerned

with improved sampling strategies to eliminate bias in cases of non-IUR specimens. There have also
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Figure 30. Distribution of features within an area (e.g., cell

colonies in a petri dish), with each one labeled according • ~ •

to distance from the periphery. ~• ~ •''
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Figure 31. Data from Figure 30. Plot of number and number°

per unit area as a function of distance.

been interesting developments in so-called second order stereology that combine results from dif- _

ferent types of measurements, such as using two different types of grids to probe a structure or two

different and independent measurements. One example is to use a point grid to select features for

measurement in proportion to their volume (points are more likely to hit large than small particles).

For each particle that is thus selected, a line is drawn (in a random direction) through the selec-

tion point to measure the radius from that point to the boundary of the particle.

Figure 32 shows this procedure applied to the white dendritic phase in the image used earlier. The '

grid of points selects locations. For each point that falls onto the phase of interest, a radial line in

uniformly randomized directions is drawn to the feature boundary. For convex shapes, the length

of this line may consist of multiple segments which must be added together. For isotropic structures

or isotropic section planes, the line angles uniformly sample directions. For vertical sections

through potentially anisotropic structures, a set of sine-weighted angles should be used.

The length of each line gives an estimate of particle volume:

V = 3 ?LP3 ~ 1 1

which is independent of particle shape. Averaging this measurement over a surprisingly small num-

ber of particles and radius measurements gives an estimate of the volume-weighted mean volume

(in other words, the volume-weighted average counts large particles more often than small ones,

in proportion to their volume).

A more common way to define a mean volume is on anumber-weighted basis, where each parti-

cle counts equally. This can be determined by dividing the total volume of the phase by the num-

ber of particles. We have already seen how to determine the total volume fraction using a point

i
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a

'~, ~. ~' ~ ~ Figure 32. Measuring point-
• ~ ~ ~ r • ~ sampled intercepts:
~ • '~ ' • ~~ ~ (a) an array of grid points,
• i . ~ ~~~ ', ~ each having a direction0 4
~ ~~ ,.~ ~ ~ associated with it;

r ~ 'l ♦'s~ ̀  ~; ; (b) applying the grid to the
` image from Figure 2 and

~,~ ~ ~ ~~ ~ •` q measuring the radial distance
from those grid points that fall

b ' ~— ' - ~+• • ~ , on the phase of interest to the
boundary in the chosen
direction. Note that, for
convex shapes, the radial
distance is the sum of all
portions of the intercept line.

count, and the number of particles per unit volume using the disector. Dividing the total by the
number gives the number-weighted mean volume.

Once both the mean volumes have been determined, they can be combined to determine the
standard deviation of the distribution of particle sizes, independent of particle shape, since for
the conventional number-weighted distribution the variance is given by the difference between
the square of the volume-weighted mean volume and the square of the number-weighted mean
volume

62 =V~ —VN ~12~

Although this may appear to be a rather esoteric measurement, in fact it gives an important char-
acterization of the size distribution of particles or other features that may be present in a solid,
which as we have seen are not directly measurable from the size distribution of their intersections
with a plane section.

Classical stereology (unfolding)
Historically, much of classical stereology was concerned with exactly that problem, determining the
size distribution of three-dimensional features when only two-dimensional sections through them
were measurable (Weibel, 1979; Cruz-Orive, 1976, 1983). The classical method used was to as-
sume ashape for the particles (i.e., that all of the particles were the same shape, which did not vary
with size). The most convenient shape to assume is (of course) a sphere. The distribution of the
sizes of circles produced by random sectioning of a sphere can be calculated as shown in Figure
33. Knowing the sizes of circles that should be produced if all of the spheres were of the same size
makes it possible to calculate a matr~ of a values that enable solving for the distribution of sphere
sizes that must have been,present in the three-dimensional structure to produce the observed dis-
tribution of circle sizes, as shown in Figure 34.

NUsphere,i — ~/a~+~ LY'9 circle,; (13)

Other shapes have also been proposed, as a compromise between mathematical ease of calcula-
tion and possible realistic modeling of real world shapes. These have included ellipsoids of revo-
lution (both oblate and prolate), disks, cylinders, and a wide variety of polyhedra, some of which
can be assembled to fill space (as real cells and grains do). Tables of alpha coefficients for all
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Figure 33. Sectioning ct - _

sphere at random produces
a distribution of circle
sizes.
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Figure 34. Unfolding the size
distribution of spheres that
must have been present to
produce an observed
distribution of circle sizes.
The sample is a cast iron
coretctining graphite
nodules; note that the
features czre not perfectly
circular, even though a
sphere moa'el has been
used in the unfolding.

these exist and can be rather straightforwardly applied to a measured distribution of the size of
two-dimensional features viewed on the section plane.

However, there are several critical drawbacks to this approach. First, the ideal shapes do not usu-
ally exist. Nuclei are not ideal spheres, cells and grains are not all the same polyhedral shape (in
fact, the larger ones usually have more faces and edges than smaller ones), precipitate particles in
metals are rarely disks or rods, etc. Knowledge of the shape of the three-dimensional object is
critical to the success of the unfolding method, since the distribution of intersection sizes varies
considerably with shape (Figure 35 shows an example of cubes vs. spheres). It is very common
to find that size varies with shape, which strongly biases the results. Small errors in the shape as-
sumption produce very large errors in the results. For example, the presence of a few irregulari-
ties or protrusions on spheres results in many smaller intersection features, which are mis-inter-
preted as many small spherical particles.

The second problem is that from a mathematical point of view, the unfolding calculation is ill-
posed and unstable. Variations in the distribution of the number of two-dimensional features as a
function of size result from counting statistics. The variations are typically greatest at the end of the
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Figure 35. Size distribution of intercept areas
produced by random sectioning of a sphere
and a cube.

distribution, for the few largest features which are rarely encountered. But in the unfolding process

these errors are magnified and propagated down to smaller sizes, often resulting in negative num-

bers of features in some size classes, and greatly amplifying the statistical uncertainty.

i For these reasons, although unfolding was a widely used classical stereological method for

decades, it has fallen out of favor in the last 15-20 years. Instead there has been increased em-

' phasis on finding unbiased ways to measure structural parameters using more robust tools. Nev-

j ertheless, in spite of these limitations (or perhaps because their magnitude and effect are not suf-

ficiently appreciated), unfolding of size distributions is commonly performed. When the shape of

the three-dimensional objects is not known, it is common to assume they are simple spheres, even

when the observed features are clearly not circles. The argument that this gives some data that can

be compared from one sample to another, even if it is not really accurate, is actually quite wrong

and simply betrays the general level of ignorance about the rules and application of stereological

procedures.
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Feature-Specific

Measurements

easurements that can be performed on each of the individual features in images can be

grouped into four classes: brightness (including color values and parameters such as

density that are related to brightness), location (both absolute position and relative to

other features present), size, and shape. For each class, quite a variety of different specific mea-

surements can be made, and there are a variety of different ways to perform the operations. Most

image analysis systems offer at least a few measures in each class. Users find themselves at some

time or another having to deal with several different measurement parameters. The problem is

frequently to decide which of the measured parameters is most useful or appropriate for solving

a particular problem.

Most of these techniques produce a numeric output suitable for statistical analysis or presentation

graphics. Frequently, the interpretation of the data is left to a separate program, either a simple

spreadsheet relying on the user's programming ability, or a dedicated statistics package. In a few

cases, the numbers are converted to go/no go decisions or become the basis for classification, dis-

cussed in the next chapter. Examples might include quality control testing of the size and place-

ment of holes in a part, medical pathology decisions based on the identification of the presence of

cancerous cells, or recognition of different objects in the field of view.

Brightness measurements
Normally, in the kinds of images we have been discussing here, each pixel records a numeric

value that is often the brightness of the corresponding point in the original scene. Several such val-

ues can be combined to represent color information. The most typical range of brightness values

is from 0 to 255 C8-bit range), but depending on the type of camera, scanner or other acquisition

device a large range of 10 or more bits, up to perhaps 16 (0 to 65,535) may be encountered. Most

programs that accept images from sources such as cooled cameras and scanners having more than

8 bits of depth store them as 16 bit images (occupying two bytes per pixel for grey-scale images,

or 6 bytes per pixel of red, green, and blue [RGB] vahles for color images), even if the actual grey-

scale or tonal resolution is less than 16 bits. Some systems use the 0-255 value range for all bit

depths but report decimal values for images having more than 8 bits of depth. This has the ad-

vantage of permitting easy comparisons between images acquired with different depths. Rarely, the

stored values may be real numbers rather than integers (for instance, elevation data). In most
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cases, however, these images are still stored with a set of discrete integer "grey" values because it
is easier to manipulate such arrays and convert them to displays. In such cases, a calibration table
or function is maintained to convert the pixel values to meaningful real numbers when needed.

The process of creating such a calibration function for a particular imaging device, or indeed for
a particular image, is far from trivial (Inoue, 1986; Chieco et al., 1994; Swing, 1997; Boddeke, 1998),
Many of the cameras and other devices that have been mentioned for acquiring images are neither
perfectly linear nor exactly logarithmic, nor completely consistent in the relationship between the
pixel's numeric value and the input signal (e.g., photon intensity). Many video cameras have an
output function that varies with the overall illumination level. The presence of automatic gain cir-
cuits, or user-adjustable gamma controls, make it moxe difficult to establish and maintain any kind
of calibration. In general, any kind of automatic gain or dark level circuitry, automatic color bal-
ancing, etc., will serve to frustrate calibration of the camera. With consumer-level video and still
cameras, it is not always possible to turn such "features" off.

For color imaging, cameras may incorporate automatic white balance adjustments (which are in-
tended for a type of scene much different than the majority of scientific images). Control of the
color temperature of the light source and maintaining consistency of the camera response to per-
form meaningful color measurement is rarely possible with video type cameras. Chapter 1 showed
examples of correcting color values using measured RGB intensities from a standard color chart.
It is important to note that the typical color camera has RGB sensors that respond to a relatively
broad range of wavelengths, and that many different combinations of actual photon colors can pro-
duce identical stored RGB values, In general, it is not practical to attempt to perform colorimetry
(the detailed measurement of color) using such cameras, and of course complications arising from
light sources, viewing geometry, optics, etc., make the problem even more difficult.

Even when the use of a stable light source and consistent camera settings can be assured, the
problem of grey scale calibration remains. Some standards are reasonably accessible, for example,
density standards in the form of a step-wedge of film. Measurement of the brightness of regions in
such a standard can be performed as often as needed to keep a system in calibration. In scanning
large area samples such as electrophoresis gels or x-ray films, it is practical to incorporate soiree
density standards into every sample so that calibration can be performed directly. In other cases,
separate standard samples can be introduced periodically to check calibration.

Optical density is defined as

I
O.D. _ —loglo —Io

(1)

where I/lo is the fraction of the incident light that penetrates through the sample without being ab-
sorbed or scattered, If a camera or scanner and its light source are carefully adjusted so that the full
range of linear brightness values covers the range of optical density from 0.1 (a typical value for the
fog level of unexposed film) to 2.5 (a moderately dense exposed film), the resulting calibration of

brightness vs. optical density would be as shown in Figure 1. The shape of the curve is logarithmic.

At relatively low-density bright pixel values the sensitivity is quite good. A difference of 1 peel bright-

ness value at the bright end of the scale is only about 0.002. At the high-density/dark=pixel end of the

scale, however, a difference of one pixel brightness value corresponds to an optical density change of

0.3, which is very large. This is an indication that when trying to apply a linear camera or scanner to

optical density reading, more than 8 bits of grey scale are needed. An input device with more preci-

sion can be used with a lookup table that converts the values to the logarithmic optical density scale

and then stores that in an 8-bit image. This problem becomes more severe as higher density values are

encountered. Films containing high amounts of silver can easily reach densities of 3.5. Satisfactorily dig-
itized such films requires using scanners with at least 12, and preferably 14 bits per channel precision.
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Figure 1. Calibration of optical density vs. pixel

brightness if the latter is adjusted linearly to span
the range from 0.1 (fog level) to 2.5 (typical
exposed film).

It is not uncommon to include a grey wedge in a film to be scanned for one- or two-dimensional

separation of organic molecules. Figure 2 shows an example. The grey wedge of known density

values allows the construction of a calibration scale (Figure 3) that can then be used to measure

the optical density of each object (Figure 4). In this application, the total amount of protein in each

spot is proportional to the integrated optical density, which is the product of the average density

and the area.

Figure 2. Scanned image of a 2D electrophoresis gel

with agrey-scale calibration wedge.

Pixel Density Density Calibration Units

13.5000 1.70000

602000 1.40000

106.700 1.10000

153.200 0.80000

199.700 0.5000

246.4U0 0.20004

~ Least-Squares Fit

Q Interpolate

Figure 4. Measured data from Figure 2, using the

calibration plot from Figure 3 to compute the

integrated optical density of each spot.
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Figure 3. Calibration plot from the grey-scale

wedge in Figure 2, showing the relationship

between optical density and pixel brightness

for this particular scanner.
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The use of a calibration scale raises another point. It is common for features to contain some vari-

ation in pixel brightness. The average density (or whatever other quantity is calibrated against

pixel brightness) is not usually recorded linearly. It thus becomes important to take this into ac-

count when determining an average value for the density, or an integrated total dose, or any other

calibrated quantity. If all of the pixels within the feature are simply averaged in brightness, and then

that value is converted using the calibration scale, the wrong answer will be obtained. It is instead

necessary to convert the value from each pixel to the calibrated values, and then sum or average

those. It is also important not to include adjacent background peels that are not part of the fea-

ture, which means that the delineation should be exact and not some arbitrary shape (a circle or

square) drawn around the features. Reliance on manual outlining in not usually acceptable, since

humans usually draw outlines larger than the boundaries around features. The solution is to use

the same routines that threshold and segment the image into discrete features. The pixels in that

binary image define the features and can be used as a mask to locate the corresponding pixels in

the grey-scale array.

For one-dimensional measurements of density, the procedure is the same. Figure 5 shows an ex-

ample of a film exposed in a Debye-Scherer x-ray camera. The total density of each line, and its

position, are used to measure the crystal structure of materials. Knowing that the lines extend ver-

tically, it is reasonable to average the values in the vertical direction to reduce noise and obtain a

more precise plot of the density variations along the film (Figure 6). Converting the individual

pixel values to density before summing them is the correct procedure that gives the proper values

for the relative line intensities. The linear plots of intensity values may be subtracted to find dif-

ferences or used with statistical routines to detect peaks.

Figure 7 shows a similar procedure for tracks or columns in an electrophoresis separation. Using

the brightness profile measured between the tracks allows a simple correction to be made for

background variations due to nonuniformities in thickness or illumination. The brightness values

~̀

a

Figure S. Two
Debye-Scherer° x-ray

films. The vertical lines

occur at angles that are
related to the atomic

spacing in the lattice

structure of the target
material, Small

differences in intensity

and the presence of
additional lines indicate
the presence of trace
amounts of additional
compounds.

Figure 6. Integrated intensity plots along the films from
Figure S, with the difference between them.
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Figure 7. A 1D electrophoresis separation. Intensity scans along the center of each track are leveled by
subtracting scans between the tracks (the example shows the top track).

are averaged across the center of the columns, avoiding the edges. Calibration of the position of

bands within the columns is usually done with respect to markers of known molecular weight

that are placed in adjacent columns. This is necessary because the distance scale is generally not

very linear or constant in such specimens.

Of course, not all images have this convenient relationship between intensity and a property of the

sample being imaged, such as density. In microscope images, phase differences can also produce

contrast, and diffraction effects or polarization effects may also be present. In real-world images,

the surface orientation and characteristics of objects influence the brightness, as does the interplay

between the light source color and the surface color. In most of these cases, the brightness cannot

be measured to provide information about the sample. It is difficult enough to use the relative

brightness values to delineate regions that are to be grouped together or separated from each

other.

When color images are digitized, the problem of having enough bits to give enough precision for

each of the color planes is amplified. Many of the higher-end scanners acquire more than 8 bits,

often as many as 12, for each of the RGB planes,. use these to determine the color information, and

then may create an optimized 8-bit representation to send to the computer. Even with this increase

in precision, it is difficult to achieve accurate color representation. As pointed out in Chapter 1, the

digitization of color requires far greater control of camera settings and lighting than can normally

be achieved with a video camera. Even a flat bed scanner, which offers greater consistency of il-

lumination and typically uses a single charge coupled device (CCD) linear array with various filters

to obtain the RGB information, is not a good choice for measurement of actual color information,

however, such scanners can be calibrated to reproduce colors adequately on particular printers.

The pixel brightness value need not be optical density or color component information, of course.

Images are so useful to communicate information to humans that they are used for all kinds of

data. Even within the most conventional expression of the idea of imaging, pixel values can be re-

lated to the concentration of dyes and stains introduced into a specimen. In an x-ray image from

the scanning electron microscope (SEM), the brightness vahies are approximately proportional to

elemental concentration. These relationships are not necessarily linear nor easy to calibrate. x-ray'

emission intensities are affected by the presence of other elements. Fluorescence intensities depend

not only on staining techniques and tissue characteristics, but also on time, since bleaching is a

common phenomenon.

In infrared imaging, brightness is a measure of temperature. Backscattered electron images from

the scanning electron microscope have brightness values that increase with the average atomic
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number, so that they can be used to determine chemical composition of small regions on the

sample. In a range image, the pixel brightness values represent the elevation of points on the sur-

face and can be calibrated in appropriate units.

To support this range of applications, it is generally useful to be able to measure the mean inten-

sity or a calibrated "density" value, as well as finding the brightest or darkest pixel values in each

region or feature, and perhaps the standard deviation of the brightness values as a measure of

variation or texture. For color images, it may be useful to report the RGB components (usually as

values ranging from 0 to 255), but in most cases the hue, saturation and intensity are more directly

useful. The saturation and intensity are generally measured on either the 0-255 scale or reported

as percentages, but the hue may be reported as an angle from 0 to 360°, as is shown in Figure 8.

Note that several different hue, saturation and intensity (HIS) spaces are shown, as discussed in

Chapter 1, and it is important to know which one is being used to convert the stored RGB pixel

values, particularly for the saturation values.

These examples are at best a tiny sample of the possible uses of pixel values, but the measurement

of the stored values and conversion to some calibrated scale is a broadly useful technique. Statis-

tical analysis of the data provides mean values and standard deviations, trends with position, com-

parisons between locations, within or between images, and so forth. For such procedures to work,

it is important to establish useful calibration curves, which requires standards or fundamental

knowledge and is a subject beyond the scope of this text.

a

b
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Figure 8. Mean color values for a
series of color spots:
(a) Hue, reported as angles from 0 to
360° for features with full saturation;
(b) saturation, reported as percent,
for features with constant hue and
intensity;
(c) intensity, reported as percent, for

features with constant hue and

saturation.
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Determining location
In several of the examples for measuring brightness values, the location of features was also

needed for interpretation of the results. For a typical irregular feature extending over several p~-

els, there can be several different definitions of location, some easier to calculate than others. For

instance, the xy coordinates of the midpoint of a feature may be determined simply as halfway be-

tween the minimum and maximum limits of the pixels comprising the feature. Normally, the pixel

addresses themselves are just integer counts of position, most often starting from the top left cor-

ner of the array. This convention arises from the way that most computer displays work, using a

raster scan from the top left corner. There may be some global coordinate system of which the in-

dividual image is just a part, and these values may also be integers, or real number values that cal-

ibrate the pixel dimensions to some real world units such as latitude and longitude, or millimeters

from the edge of a microscope sample.

Establishing areal-world calibration for pixel dimensions is often quite difficult, and maintaining

them while shifting the specimen or Elie camera (by moving the microscope stage or the satellite,

for instance) presents a variety of challenges. Often, locating a few known features in the image

itself can serve to establish fiduciary marks that allow this sort of calibration, so that all of the

other features in the image can be accurately located. Shifting the sample, stage or camera so that

successive viewing frames overlap allows position calibration to be transferred from one field to

the next, but the errors are cumulative and may grow rapidly due to the difficulty of accurately lo-

cating the same features) in each field to a fraction of a pixel. This also assumes that there axe no

distortions or scan nonlinearities in the images. Relying on the stage motion for position informa-

tion depends upon the precision of that mechanism (which may be much worse if directions are

reversed due to backlash), and the fidelity with which the sample motion corresponds to that of

the stage.

The feature's minimum and maximum limits are easy to determine by finding the pixels with the

largest and smallest coordinates in the horizontal and vertical directions. These limiting coordi-

nates define a bounding rectangle around the feature, and the midpoint of the box is then taken

as a location for the feature. The midpoint is not usually the preferred representation of location,

however, because it is too easily biased by just a few pixels (for instance a whisker sticking out

from the rest of the feature). One application in which these box coordinates are used, however,

is in computer drawing programs. Many such programs allow the user to select a number of drawn

objects and then move them into alignment automatically. The options are typically to align the ob-

jects vertically by their top, center, or bottom, and horizontally by their left, center, or right edges.

These are exactly the box coordinates and midpoint.

i The center of the so-called bounding box is useful in a few situations such as the gel scan, because

the x and y coordinates have meaning in terms of how the sample was created. For most real im-

i ages, this is not the case. When the x y axes are arbitrary, the bounding box is very biased and sen-

~ sitive to object orientation, as shown in Figure 9, More representative of the geometric center of

a feature is the location of the center of a bounding or circumscribed circle. Fitting such a circle to

the points on the object periphery is straightforward, and made more efficient by using only those

points that represent the vertices of a bounding polygon, fitted as described later in this chapter by

rotating axes to a limited number of directions (typically about every 10°) and finding the bound-

ing box limits for each orientation. Of course, the size and center location of the bounding circle

j is not sensitive to changes in the orientation of the axes or the feature.

For anon-convex feature or one containing internal holes, the geometric center may not even lie

within the feature bounds. Nor is it sensitive to the actual feature shape. For irregularly shaped fea-

tures, it is usually preferable to take into account the feature shape and location of all the pixels

present. This approach defines the centroid of the feature, a unique x, y point that would serve to
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Figure 9. Rotation of a figure and the changes in the size and
shape of the bounding box.
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balance the feature on a pinpoint if it were cut out of a rigid, uniform sheet of cardboard. The co-

ordinates of this point can be determined by averaging the coordinates of each pixel in the object.

~~

C.G.X = `
Area

~2)

}~~
C.G.y = '

Area

where the Area is just the total number of pixels present. Notice that this equation provides a set

of coordinates that are not, in general, integers. The center of gravity or centroid of an object can

be determined to sub-pixel accuracy, which can be very important for locating features accurately

in a scene. Figure 10 compares the geometric center and the centroid for an irregular feature.

If the centroid is calculated according to Equation 2 using only the boundary pixels, as is soine-

times done (especially if features are encoded with boundary representation as described in Chap-

ter 7), the result is quite wrong. The calculated point will be biased toward whichever part of the

boundary is most complex and contains the most pixels (Figure 11). This bias can even vary with

the orientation of the boundary with respect to the pixel array because square pi~cels are larger in

the diagonal direction than in their horizontal and vertical dimension.

The centroid location can be calculated correctly from a boundary representation such as chain

code. The correct calculation uses the pairs of coordinates xi, yl for each point in the boundary,
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Pigure 10. Centroid (green), density weighted

centroid (red) using the pixel density valzaes,

and geometric center (blue) determined as

the center of the bounding circle, for an

irregular feature.

Figure Y1. Effect of boundary

irregularities on centroid

determination. The right

hand side of the circle is

irregular while the left hand

side is smooth. The centroid
i location determined by using

just the boundary pixels
I (magenta) is shifted to the

right, as compared to the

location determined using czll

of the pixels in the feature.

where xo, yon x,,, and yn are the same point (i.e., the boundary representation is a closed loop
with the two ends at the same place).

z
~xt + x~-i~ ' ~y~ — y~-i~

C.G.X = (3)Area

( z
lye + y~-i~ ' ~x~ — xr-I

C.G.y =
Area

and it is now necessary to calculate the area as

Area =
2
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Parenthetically, it is worth noting here that some of the attractiveness of chain code or boundary
representation as a compact way to describe a feature is lost when you try to use that data to cal-
culate things like the area or centroid of the feature.

The definition of centroid or center of gravity just given treats each pixel within the feature equally,

For some purposes, the pixel brightness, or a value calculated from it using a calibration curve,
makes some pixels more important than others. For example, the accurate location of the spots and
lines in the densitometric examples shown earlier would benefit from this kind of weighting. That
modification is quite easy to introduce by including the brightness-derived value in the summations
in Equation 2. Figure 10 shows the density-weighted centroid in comparison to the conventional

centroid in which all pixels are treated as equal.

Values • x~

C.G.x —
Value

+ (5)

Values • y~

C.G., —
Value

The denominator is now the integrated density (or whatever the parameter related to brightness

may be). Of course, this kind of calculation requires access to the individual pixel brightness val-

ues, and so cannot be used with a boundary representation of the feature.

For a convex shape, the centroid may not lie within the bounds of the feature. When a unique rep-

resentative point that always lies within the bounds of a potentially irregular shape is required, the

ultimate eroded point or (UEP) determined from the EDM is the center of the largest inscribed cir-

cle in the feature and can often be used.

Orientation
Closely related to the location of the centroid of a feature is the idea of determining its orientation.

There are a number of different parameters that are used, including the orientation of the longest

dimension in the feature (the line between the two points on the periphery that are farthest apart,

also known as the maximum Feret's diameter), and the orientation of the major axis of an ellipse

fitted to the feature boundary. Just as the centroid is a more robust descriptor of the feature's lo-

cation than is the midpoint, however, an orientation defined by all of the pixels in the image is of-

ten better than any of these. This is due to the fact that it is less influenced by the presence or ab-

sence of a single pixel around the periphery, where accidents of acquisition or noise may make

slight alterations in the boundary.

The moment axis of a feature is the line around which the feature, if it were cut from rigid, uni-

form cardboard, would have the lowest moment of rotation. It can also be described as the axis

which best fits all of the pixels in the sense that the sum of the squares of their individual distances

from the axis is minimized. This is the same criterion used to fit lines to data points when con-

structing graphs. Determining this axis and its orientation angle is straightforward, and just in-

volves summing pixel coordinates and the products of pixel coordinates for all of the peels in the

image. As for the example in Equation 5, it is possible to weight each pixel with some value such

as the density, instead of letting each one vote equally. The most convenient procedure for the cal-

culation is to add up a set of summations as listed in Equation 6.

O

F:
fe
se

a.
0
b
is

F
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SX=~x~

Sy = ~ y~

S~ _ ~ x?

z
S y - y~

Ste, _ ~ x~ y~

(6)

Once these sums have been accumulated for the feature, the net moments about the x and y axes,

and the angle of the minimum moment are calculated as shown in Equation 7.

SX

Mx = S — Area

SZ
M =S — y

y yy Area

S ' Sy
M =S —xy X'' Area

M —Mme, +
O =tan-1

2•Mxy

(~)

Figure 12 shows an example of the measurement of orientation angle on features. Notice that

features that intersect the edges of the image field are not measured as will be discussed in the next

section. The measurement can also be applied to lines, as shown in Figure 13• In this case the ax-

ons were thresholded and skeletonized, and the nodes removed leaving line segments. To char-

acterize the distribution of orientations for the axons, it is more meaningful to plot the total length

of segments as a function of angle rather than the number. Figure 14 shows an example com-

bining position and angle. The orientation of the cells in the tissue varies with vertical position. This

is an example of a gradient as discussed in Chapter 8.

a

j ~ 
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~ ̀~~ ~, 

~
/'

~ ' 
'~~~i
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Figure 12. Measurement of feature orientation: (a) rice grains; (b) color coded according to angle;
(c) distribution of grains according to angle.
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Figure 13• Measurement of fiber orientation:

(a) image of axons, with skeleton segments superimposed (nodes removed as described in Chapter 7);

(b~ cumulative length of fibers as a function of their angles, showing preferred orientation.
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Horz: V-Centroid. min=15.8134. max=377.756
Vert: Moment Angle, min=0.0, max=150.0
Equation: Y = 0.1 1408 * X + 90.9333
R-squared = 0.595, 303 points

Figure 14. Cells in tissue, showing a gradient of moment angle with vertical position.

Neighbor relationships
The location of individual features may be less important in soiree applications than the relation-
ships between neighboring features. For instance, Figure 15 shows several distributions of features.
How can such distributions be compactly described to reveal the extent to which they are random,
regularly spaced, or clustered?

Schwarz and Exner (1983) showed that a histogram of the distribution of the distances between
nearest neighbors can provide an answer. Actually, the distance between any pair of neighbors,
second nearest, etc., can be used as well, but in most cases the nearest-neighbor pairs are the eas-
iest to identify. Once the coordinates of the centroid points representing each feature have been
determined, sorting through the resulting table to locate the nearest neighbor for each point is a
straightforward task (best left to the computer). The straight line distances between these points are
calculated and used to construct the histogram. This in turn can be characterized by the mean and
variance <or standard deviation) of the distribution. A word of caution is needed in dealing with
feature points located adjacent to the edge of the field of view (Reed and Howard, 1997): if the dis-
tance to the edge is less than the distance found to the nearest neighbor within the field of view,
the distance should not be used in the distribution, because it may cause bias. It is possible that

a

1.~,
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s
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1
0
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Figure I5. Feature d~stribut~ons ~llustrat~ng:
(a) random;
(b) clustered;
(c) spaced orself-avoiding arrangements.

Consider now the particular distributions shown in Figure 15. The image in Figure 15a is actu-

ally arandom distribution of points, often called a Poisson random distribution because the his-

togram of nearest-neighbor distances is in fact a Poisson distribution. This is the sort of point dis-

tribution you might observe if you just sprinkled salt on the table. Each point is entirely

independent of the others, thus "random." For such a distribution, the mean distance between

nearest neighbors is just

another feature outside the field of view would actually be closer. For large images (fields of view)

containing many features, this problem is only a minor concern. The nearest-neighbor distance

method also generalizes to three dimensions, in the case of three-dimensional (3D) imaging; the

method has been used with a confocal microscope (Baddeley et al., 1987; Russ et al., 1989; Reed

et al., 1997). A related statistical test on all neighbor pairs can also be used (Shapiro et al., 1985).

Mean =
0.5

Area

.,+I

.̀I

. _ .. ..~.. .•j-•--.•___._.._.—~

~8)

where N is the number of points within the area of the field of view. For a Poisson distx:ibution, the

variance is equal to the mean (the standard deviation is equal to the square root of the mean), The

consequence is that for a random distribution of points, the number of points per unit area of the

surface is all that is needed to determine the mean and variance of the histogram of nearest-neigh-

bor distances.

When clustering is present in the point distribution, most points have at least one neighbor

that is quite close by. Consequently, the mean nearest-neighbor distance is greatly reduced. In

most cases, the variance also becomes less, as a measure of the uniformity of the spacing be-

tween the clustered points. As shown in the image in Figure 15b, this clustering produces a his-

togram (Figure 16) that is much narrower and has a much smaller mean value than the Pois-

son distribution obtained for the random case. Examination of stars in the heavens indicates that

they strongly cluster (into galaxies and clusters of galaxies). People also cluster, gathering to-

gether in towns and cities.

When the points are self-avoiding as shown in Figure ~~c, the nearest-neighbor distances are

also affected. The mean value of the histogram increases to a larger value than for the random

case. The variance also usually drops, as a measure of the uniformity of the spacings between

points. Self-avoiding or regular distributions are common in nature, whether you look at the

arrangement of mitochondria in muscle tissue or precipitate particles in metals, because the

physics of diffusion plays a role in determining the arrangement. The mitochondria are distrib-

uted to provide energy as uniformly as practical to the fibers. Forming one precipitate particle
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Figure 16. Histogram of nearest-neighbor
distances for each of the point distributions in
Figure I5. The mean value of the clustered
distribution is less than, and that for the self-
avoiding distribution is greater than that for
the random one.
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depletes the surrounding matrix of that element. The same effect occurs in the growth of cacti
in the desert. Even the location of shopping centers is to some degree self-avoiding, in order to
attract a fresh market of customers.

The ratio of the mean value of the nearest-neighbor distance distribution to that which would be
obtained if the seine number of points were randomly distributed in the same area provides a use-
ful measure of the tendency toward clustering or self-avoidance for the features, and the variance
of the distribution provides a measure of the uniformity of the tendency. Finding nearest-neighbor
pairs using the centroid coordinates of features can also be used to characterize anisotropy in fea-
ture distributions. Instead of the distance between nearest neighbors, we can measure the direc-
tion from each feature to its nearest neighbor. For an isotropic arrangement of features, the near-
est-neighbor directions should be a uniform function of angle. Plotting the histogram as a rose
plot shows any deviations from this uniform function and indicates the degree of anisotropy.

For instance, if the regularly spaced distribution of feature points in Figure 15c is measured, the
rose plot is reasonably circular and indicates that the distribution is isotropic. If the image is

stretched 10% in the horizontal direction and shnink 10% in the vertical direction, the total num-
ber of features per unit area is unchanged. The visual appearance of the image (Figure 17) does

not reveal the anisotropy to a casual observer, but a plot of the rose of nearest-neighbor directions

(Figure 18) shows that most of the features now have a nearest neighbor that is situated above or

below. The elongation of the rose plot is a sensitive indicator of this type of anisotropy.

Measuring nearest-neighbor distances using the feature centroids is fine when the features are

small compared to the distances between them. When features are large compared to the dis-

tances that separate them, and particularly when they are irregular in shape, vary in size, and have

different orientations, it may be more appropriate to measure the distance from edge to edge rather

than between centroids (Yang et al., 2001, suggest that it is the variance of the distribution of these

distances that is most sensitive to inhomogeneity and to anisotropic clustering). The minimum sep-

aration distance is the shortest edge-to-edge distance between a point on one feature and that on

its neighbor. As shown in Figure 19, this may be much different from the centroid-to-centroid

distance, and in fact may involve a different neighbor.

~ •

'r~

Figure 17. Stretching the point distribution in Figure 15c
horizontally and compressing it vertically introduces
nonuniformity in the nearest-neighbor directions.
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Figure 18. Rose plot ofnearest-neighbor directions for the
point distributions in Figures ISc and 17.

Neurest Minimum

Figure 19. Centroid-to-centroid distance and minimum N~~~~bnr Separation

separation distance for two features. Distance Distance
(centror'd-
ce~~trnid) ~^~,,

The Euclidean distance map (EDM) introduced in Chapter 7 on binary images can be used to de-

termine those edge-to-edge distances as shown in Figure 20. The skit, or skeleton of the back-

ground between features, is a Voronoi tesselation of the image with one feature in each cell. The

EDM of the cells in this tesselation measures the distance of every pixel from the lines. Assigning

these EDM vahies to the features (the Boolean masking operation used in Chapter 7) gives each

feature a minimum brightness of distance, value that is exactly half the distance to the feature with

the closest boundary point, because the skiz passes halfway between features.

A second method for measuring minimum separation distance is to constr~.ict the EDM of the back-

ground and find the local minima along the points in the skit. These are midway between points

of closest approach, and provide another measurement of minimum separation distance between

features. With this technique, it is possible to measure multiple minimum separations between dif-

ferent points on one feature and those on one or several neighbors.

In the case of aspace-filling structure such as cells in tissue, grains in a metal, or fields in an aer-

ial survey, the number of adjacent neighbors is also of interest. The features are separate, so there

must be a line of background pixels that separate them. In many cases, this line is produced by

skeletonizing the original thresholded image of the boundaries and then inverting it to define the

pixels. Counting the number of neighbors for each feature can be accomplished by checking the

feature identification number of pixels that touch each of the background pixels in the boundaries.

Building a table of the features that abut each other feature allows counting the rnimber of such

neighbors.
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Figure 20. Determining minimum separation distance:

(a) features '

(b) the skit of the features and the EDM of the cells in the resulting TToronoi tessellation;

(c) EDM values assigned to pixels in the features (shown in false color). The minimum value for each

feature is half the distance to its nearest neighbor,

Labeling the features according to the number of neighbors can reveal some interesting properties

of the structure. Figure 21 shows the labeling of the number of neighbors in a diatom, an essen-

tially two-dimensional (2D) structure. The pairing of the five- and seven-neighbor cells is apparent

in the colored image, but might go unnoticed in the original. Figure 22 shows a similar labeling

for grains in a 3D metal structure, as revealed on a 2D section. For an equilibrium structure such

as a fully recrystallized metal, the distribution of nearest neighbors should be log normal (as it is

for the example shown).

a b

Figure 21. An image of a diatom

(a) with the holes in the structure color-coded according to the number° of sides

(b) The predominant shape is si.~c-sided, but somefive- and seven-sided holes generally lie adjacent to

each other.
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Figure 22. Grains in a

steel alloy, color

coded according to

the number of

nearest neighbors.

The plot of the

frequency

distribution of
number of neighbors
is log-normal in both
two and three
dimensions for an
equilibrium grain
structure.

Alignment
One thing that people are very good at seeing in images that requires a special computer algorithm

is the alignment and arrangement of features. We are so good at it that we sometimes find such

alignments and arrangements when they do not really exist. Constellations in the sky are a good

example of this tendency to bring order to disorder.

Many image analysis situations include an algorithmic procedure for determining if an alignment

or arrangement is needed. One of the most common is completing broken lines, especially straight

lines. Such a procedure is useful at all magnifications, from trying to locate electric transmission

lines in reconnaissance photos (which show the towers but not the wires) to trying to delineate

atomic lattices in transmission electron microscopy. In general, the points along the line are not

spaced with perfect regularity and may not lie precisely on the line. This irregularity, and the sen-

sitivity to noise in the form of other points of features near but not part of the line, make fre-

quency-domain techniques difficult to apply and poor in resulting precision.

Transforming the image into a different space provides the key. The use of Fourier space was

shown in Chapter 5, but many alternative spaces are less common. Transformation into Hough

space can be used to find alignments (Hough, 1962; Duda and Hart, 1972; Ballard, 1981). Differ-

ent Hough spaces are used to fit different kinds of shapes, and it is necessary in most cases to have

a pretty good idea of the type of line or other arrangement that is to be fit to the data. We will start

with the straight line, because it is the simplest case. The conventional way to fit a line to data

points on a graph is the so-called "least-squares" method where the sum of the squares of the ver-

tical deviations of each point from the line is minimized. The Hough method is superior to this be-

cause it minimizes the deviations of points from the line in a direction perpendicular to the line,

and it deals correctly with the case of the points not being uniformly distributed along the line.

Two parameters are required to define a straight line. In Cartesian coordinates, the equation of a

straight line is

y=m•x+b ~9~

where m is the slope and b the intercept. Because m becomes infinitely large for lines that are
nearly parallel to the y-axis, this representation is not usually used in the Hough transform. Instead,
the polar coordinate representation of a line is used. This consists of a radius p and angle cp (the
length and angle of a normal to the line from the origin). These define the line as shown schemat-
ically in Figure 23• It is possible either to allow the angle to vary from 0 to 2~t and to keep p
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Figure 23. Principle of the
Hough transform. Each
point in the real-space image
(a) produces a sinusoidal

line in Hough space
(b) representing all possible

lines that can be drawn
through it. Each point in
Hough space corresponds to a
line in real space. The real-
space lines corresponding to a
few of the points along the
sinusoid are shown, with
color coding to match them to
the points.

a

Angie (0 - n) -->

a
~~
0

N

b

positive, or to allow p to be either positive or negative and to restrict the angle cp to a range of 0

to ~. The latter convention is used in the examples that follow. The black point shown in Figure

23a generates the sinusoid in Hough space shown in Figure 23b. Each point along this sinusoid

corresponds to the p-cp values for a single line passing through the original point. Several of these

are shown in color, where the color of the point in Hough space matches the corresponding line

in real space.

Hough space is an accumulator space. This means that it sums up the votes of many pixels in the

image, and points in Hough space that have a large total vote are then interpreted as indicating the

corresponding alignment in the real-space image. For the linear Hough transform, used to fit

straight lines to data, the space is an array of cells (pixels, since this is another image) with coor-

dinates of angle and radius. Every point in Hough space defines a single straight line with the cor-

responding angle cp and radius p that can be drawn in the real-space image.

To construct the Hough transform, every point present in the real-space image casts its votes into

the Hough space for each of the lines that can possibly pass through it. As shown in Figure 23,

this means that each point in the real-space image generates a sinusoid in Hough space. Each

point along the sinusoid in Hough space gets one vote added to it for each point in the real-space

image, or perhaps a fractional vote based on the density of the point in real space. The superpo-

sition of the sinusoids from several points in real space causes the votes to add together where they

cross. These crossing points, as shown in Figure 24, occur at values of p and cp that identify the

lines that go through the points in the real-space image.

In this example, the duality of lines and points in real and Hough space is emphasized. Each of the

five original points (labeled A—E) in real space produces a sinusoid (similarly labeled) in Hough

space. Where these sinusoids cross, they identify points in Hough space (labeled 1-6). These

points correspond to lines back in real. space (similarly labeled) that pass through the same points.

Notice for instance that three lines pass through point A in real space, and that the sinusoid labeled

A in Hough space passes through the points for each of those three lines.

If several such alignments of points in the real-space image exist, then there will be several loca-

tions in the Hough transform that receive numerous votes. It is possible to find these points either

by thresholding (which is equivalent to finding lines that pass through a selected minimum num-

bei• of points) or by looking for local maxima (peaks in the Hough transform), for• example by lls-

ing a top-hat filter.

492 The Image Processing Handbook

Fig

If t

suc

to
of
abl

spy
the
no

a

c

mrush
Sticky Note
None set by mrush

mrush
Sticky Note
MigrationNone set by mrush

mrush
Sticky Note
Unmarked set by mrush



A B

•C

D E
•

3

A

u

a b c

Figure 24. Duality of lines and points in Hough and real space. Each of the labeled points in (a)

generates c~ sinusoidal line in the Hough space shown in (b). The nztmbered crossing points in this space

generate the lines in the real-space image shown in (c).

If the original real-space image contains a step in brightness, and an image-processing operation

such as a gradient (e.g., Sobel filter) has been applied, then an improved detection and fit of a line

to the edge can be achieved by letting each point in the image vote according to the magnitude

of the gradient. This means that some points have more votes than others, according to how prob-

able it is that they lie on the line. The only drawback to this approach is that the accumulator

space must be able to handle much larger values or real numbers when this type of voting is used,

than in the simpler case where pixels in a binary image of feature points either have one vote or

none. Figure 25 shows an example of fitting a line to a noisy edge using an gradient operator and

a b

c d

Figure 25. Pitting a line to a
noisy edge using the
Hough transform:
(a) the original noisy

image;
(b) smoothing to reduce the
noise and application of a
Sobel gradient filter;
(c) Hough transform
produced from the gradient
image;
(d) Cine defined by the
maximum point in the
Hough transform.
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the Hough transform. Notice that the location of the maximum point in Hough space involves the

same requirements for using the pixel values to interpolate a location to sub-peel dimensions as

discussed at the start of this chapter.

For measurement of the spacings of parallel lines, Hough spaces reduce the problem to measur-

ing the vertical distance between peaks in the transform. As shown in Figure 26, the application

of a derivative to an SEM image of a line on an integrated circuit produces peaks at the same cp

value, and measuring the distance in p provides direct measures of the width and spacing of the

lines. Similarly, to measure the angular orientation of lines it is straightforward to determine the cp

values in the transform,

This proportional voting system is useful when there are many points to be fit, with some points ~; `

being more important than others. Summing the votes according to brightness (or some value ob- ~

tained from brightness) allows some points to be weighted more and produces an improved fit. i,

Pigure 26. Measuring line width
on an integrated circuit.•
(a) original SEM image;
(b) horizontal derivative
applied;
(c) Hough transform, showing
peaks corresponding to line edges
and the distances that measure
width and spacing.
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Figure 27. Convergent beam
electron diffraction
pattern
(a) and its Hough transform
(b) Each peak in the

transform space identifies ctn
alignment ofpoints in the
original pattern.

is a ~

~- Figure 27 shows a Hough transform of a convergent beam electron diffraction pattern. The most

~t• intense spots in the Hough transform identify each of the spot alignments in the pattern.

The Hough transform can be adapted straightforwardly to other shapes, but the size and dimen-

sionality of the Hough space used to accumulate the votes increases with the complexity of the

shape. Fitting a circle to a series of points is used to measure electron diffraction patterns and to

locate holes in machined parts. A generalized circular Hough transform requires athree-dimen-

sional space, because three parameters are required to define a circle (the x,y coordinates of the

center and the radius). Each point in the real-space image produces a cone of votes into the Hough

space, corresponding to all of the circles of various radii and center positions that could be drawn

through the point.

If one ar two of these values are known (for instance, the center of the electron diffraction pattern

is known, or the radius of the drilled hole) or at least can vary over only a small range of possible

values, then the dimensionality or size of the Hough space is reduced and the entire procedure be-

comes quite rapid. Accurately fitting a circle to an irregularly spaced set of points of varying bright-

ness is a good examp"1e of the power that the Hough approach brings to image measurement. Be-

cause the brightness of the point in Hough space that defines the circle is also the summation of

the votes from all of the points on the corresponding circle in real space, this approach offers a

useful way to integrate the total brightness of points in the electron diffraction pattern as well.

Figure 28 shows an example of using a circular Hough transform to locate the "best fit" circles in

a selected area diffraction pattern. The pattern itself has bright spots with irregular locations around

each circle. A human has little difficulty in estimating where the circles lie, but this is generally a

difficult thing for computer algorithms that examine only local pixel regions to accomplish. The

Hough transform locates the circles and also provides a measure of the integrated brightness

around each circle. This approach has been used to identify asbestos fibers from the very spotty

electron diffraction patterns obtained from a few fibers (Russ et al., 1989).

Figure 29 shows an example from machine vision used to locate edges and holes accurately for

quality control purposes or robotics guidance. Despite overall noise in the image, the fit is quite

rapid and robust. A separate region of interest (ROI) is set up covering the area where each fea-

ture is expected. In each ROI, a gradient operator is applied to identify pixels on the edge. These

are then used to perform a Hough transform, one for a straight line and one for a circle. The re-

sulting feature boundaries are shown, along with the measured distance between them. Many

pixels have contributed to each feature, so the accuracy of location is much better than the pixel

dimensions.

The Hough transform approach can be used to fit other alignment models to data as well. The lim-

itation is that as the algebraic form of the model changes, each of the adjustable constants requires
another dimension in Hough space. Constructing the transform and then finding the maximum
points becomes both memory-intensive and time-consuming.
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Figure 28. Selected area electron
diffraction pattern with
principal circles located by a
circular Hough transform,
and the integrated circular
density of the pattern.

Figure 29. Use of the Hough transform to locate an edge
and a circle in a machined part, in order to measure tl~e
distance between them to sub pixel accuracy.

Counting features
Counting the number of features present in an image or field of view is one of the most common

procedures in image analysis. The concept seems entirely straightforward, and it is surprising how

many systems get it wrong. The problem has to do with the finite bounds of the field of view. In

the case in which the entire field of interest is within the image, there is little difficulty. Each fea-

ture has simply to be defined by some unique point and those points counted. Depending on

how features are recognized, some algorithms may ignore features that axe entirely contained

within holes in other features. This problem most often arises when boundary representation is

used to define the feature boundaries in the binary image. Determining whether it is appropriate

to count features that lie inside other features is a function of the application, and consequently

must be left up to the user.
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When the field of view is a sample of the entire structure or universe to be counted, the result for
the number of features is generally given as number-per-unit-area. When features intersect the
edge of the field of view, it is not proper to count all features that can be seen. The most common
solution to produce an unbiased result is to count those features that touch two adjacent edges, for
instance the top and left, and to ignore those that touch the other two edges, for instance the right
and bottom. This is equivalent to counting each feature by its lower right corner. Each feature has
one and only one lower right corner, therefore, counting those points is equivalent to counting the
features. (Figure 30).

This method is the same as determining the number of people in a room by counting noses. Since
each person has one nose, the nose count is the same as the people count. If a smaller region was
maxked within the room, so that people might happen to straddle the boundary, counting the
noses would still work. Anyone whose nose was inside the region would be counted, regardless
of how much of the person lay outside the region. Conversely, any person whose nose was out-
side would not be counted, no matter how much of the person lay inside the region. It is impor-
tant to note that in this example, we can see the portions of the people that are outside the region,
but in the case of the features in the image, we can usually cannot (unless the counting is per-
formed within a reduced area inside the full image, another possible solution). Any part of the fea-
ture outside the field of view is by definition not visible, and we cannot know anything about the
amount or shape of the feature outside the field of view. That is why it is important to define a
unique point for each feature to use in counting.

The convention of counting features that touch two edges only is not implemented in all systems.
Some software packages offer a choice of counting all features regardless of edge touching, or
counting only those features that do not touch any edge. Note that when measuring features, as op-
posed to counting them, a more complicated procedure will be needed. A feature that intersects
any edge cannot be measured, because it is not all imaged and therefore no size, shape or posi-
tion information can be correctly obtained. If only the features in Figure 31 that did not touch any
edge were counted, the proportions of large and small features would be wrong. It is more likely
that a large feature will touch an edge, and so a disproportionate fraction of the large features in-
tersect an edge of the field of view and cannot be measured.

This bias can be corrected in two ways. The methods produce the same result, but are imple-
mented differently. The older method is to set up a "guard frame" within the image, as shown in
Figure 32. In this case, features that touch the lower and right edges of the field of view are not
counted or measured, as before. Features that cross the top and left edges of the guard frame are
counted and measured in their entirety. Features that lie only within the guard frame are not
counted, whether they touch the actual edge of the field of view or not. The number of features
counted is then an accurate and unbiased measure of the number per unit area, but the area

~~
~~ ,~ / ~ ~♦

. r ~~4 ~*

R ~ w a~~ ~ .~+I.
~~ t~

Figure 30. Counting features by a unique point. The red
dots mark the right end of the lowest line of pixels in
each feature. Features that touch the upper and left
boundaries are counted, bzct those that touch the
bottom and right edges are not.
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Figure 31. When an image area (shown by the green

frame) lies within ct larger field of objects to be

measured, some will be intersected by the edge. These

cannot be measured because their extent outside the

image area is unknown. In the example shown,

although it includes three times as many small red

features as long blue ones, the frame intersects (and

removes froyrc the measurement) twice as many blue

ones, biasing the result.
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Figure 32. Measurement using a guard frame. Features

that lie partially or entirely within the inner region are

counted. Features that touch the outer edge of the

image or lie entirely in the guard frame are not. The

width of the guard frame must be large enough that no

feature can span it.

reported for the ineasureinent is the area within the guard frame, not the entire area of the image.

It is necessary for the guard region to be wide 'enough that no feature can extend from within the

active region across the guard region to the edge of the field, so the active region may be reduced

to a fraction of the total image area.

The second method uses the entire image area and measures all of those features that do not

touch any of the edges. In order to compensate for the bias arising from the fact that larger features

are more likely to touch the edge and be Uypassed in the measurement process, features are

counted in proportion to the likelihood that a feature of that particular size and shape would be

likely to touch the edge of a randomly placed image frame. The so-called adjusted count for each

feature is calculated as shown in Figure 33 as:

W •W
Count = x '' (10)

(W —F)•(W —F)

where Wx and Wy are the dimensions of the image in the x and y directions (in pixels), and Fx and

Fy are the maximum projected dimensions of the feature in those directions, These are simply the

same bounding-box coordinates as discussed previously in connection with finding a feature's lo-

cation, When the feature dimensions are small compared to the dimensions of the field of view, the

fraction is nearly 1.0 and simple counting is unaffected. This is the case for counting small features.

When the feature extends across a larger fraction of the field of view in either direction, it is more

likely that a random placement of the field of view on the sample will cause it to intersect an

edge; thus the features that can be measured must be counted as more than one to correct fo
r

those that have been overlooked. The adjusted count factor makes that compensation.
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Figure 33. Dimensions of the image and the feature
used to adjust the count for correct results.

e,
Ze
:d

Figure 34• Examlble of the adjusted count for

features that vary in size:

(a) cccljusted cozant for each feature;

(b) size distribution data with no adjusted count

to correct for bias due to features intersecting the

edge;

(c) using the adjusted count—note the

difference in the total number of features and

mean feature size.
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Figure 34'shows an example of an image containing features of varying sizes and shapes, with the
adjusted count for each. A plot of the size distribution shows that using the adjusted count signif-
icantly affects the mean size, the shape of the distribution, and the total number of features.

Special counting procedures
The examples of counting in the previous section make the tacit assumption that the features are
separate and distinct. In earlier chapters, procedures for processing images in either the grey-scale
or binary format were shown whose goal was to accomplish the separate delineation of features
to permit counting and measurement; however, these methods are not successful in numerous sit-
uations, or they are, at least, very difficult. Sometimes, if there is enough separate knowledge
about the specimen, counting can be accomplished even in these difficult cases.
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Figure 35. Image of crossing fibers, with the skeleton
superimposed, and a total of 222 end points.

As an example, Figure 35 shows a collection of crossing fibers. Such structures are common in bi-

ological samples, wood fibers used in paper production, food technology, textiles, and many more

situations, Because the fibexs cross, from the point of view of the image analysis algorithms, there

is only a single feature present, and it touches all sides of the field of view. It is possible, however

to estimate the number of fibers per unit area, and the average fiber length. By thresholding the

fibers and skeletonizing the resulting binary image, a series of crossing midlines is revealed. As dis-

cussed in Chapter 7, the end points of fibers can be counted as those pixels in the skeleton that

have exactly one touching neighbor. This is not a perfect method, as there may be some ends of

real fibers that are hidden because they lie exactly on another fiber, but in principle it is possible

to detect these occurrences as well because they produce pixels with exactly three neighbors, and

one of the angles at the junction will be about 180°. Even without this refinement, however, half

of the end point count gives a useful approximation for the number of fibers.

Recall that, in the preceding section, we decided to count each feature by one unique point. Count-

ing the end points of fibers uses two unique points per fiber. It is a little like the old joke about

how to count the number of cows in a field ("Count the number of hooves and divide by four.").

In this case, we count the number of end points and divide by two, to get the number of fibers. If

a fiber has one end in the field of view and the other end out, it is counted (correctly) as 1/Z fiber,

because the other end would be counted in a different field of view. Dividing by the image area

gives the number of fibers per unit area. If the total length of fiber (the total length of the skele-

tonized midline) is divided by the number of fibers (one half the number of ends), the result is the

average fiber length. If the fibers are much longer than the field of view so that there are no end

points present in most fields of view, it then becomes necessary to combine the data from many

fields of view to obtain a statistically meaningful result.

In the earlier chapter on binary image processing, several techniques for separating touching fea-

tures were discussed, One of the more powerful, known as watershed segmentation, utilizes the

EDM. This operation assigns agrey-scale value to each pixel within a feature proportional to the

distance from that pixel to the nearest background point. The valleys, or points that lie between

two higher pixels in this distance map, are then used to locate boundaries that are ultimately drawn

between features in order to separate them. Because there is a built-in assumption in this method

that any indentation around the periphery of the feature cluster indicates a separation point, this

technique is also known as convex segmentation.

If the purpose of the processing and segmentation is to count the features, ashort-cut method

saves much of the computation. In the EDM, every local maximum point (pixels equal to or greater

than all eight of their neighbors) is a unique point that represents one feature that will eventually

be separated from its touching companions. Finding these so-called ultimate eroded points pro-

vides another rapid way to count the features present. In addition, the grey-scale value of that

point in the EDM is a measure of the size of the feature, since it corresponds to the radius of the
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Figure 36. Counting and
s~z~ng touching
particles:
(a) binary image of

touching circles;
(b) EDM (color indicates
distance of pixel from
nearest background
point);
(c) ultimate points (focal
maxima in the EDM),
whose colorgives the
radius;
(d) intersecting circular
particle boundaries
based on the ultimate
points.

circle that can be inscribed within it. Figure 36 shows a simple example of some touching circles,

with the ultimate points found from the EDM.

Counting touching particles presents many difficulties for image analysis algorithms. Tf the particles

are not simple convex shapes that lie in a single plane and happen to touch at their boundaries,

watershed segmentation is not usually able to separate them successfully. A typical example of a

more difficult problem is shown in Figure 37. The clay particles that coat this paper sample form

a b

Figure 37. Counting overlapping particles:
(a) SF1V1 image of clay particles on paper;
(b) superimposed points from atop-hat filter used to locate ct local brightest point, which can be used to
estimate the number of particCes.
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a layer that is essentially one particle thick, but the overlaps are quite extensive. In order to obtain
a useful estimate of the number of particles per unit area of the paper, it is again necessary to use
the idea of finding one unique point per particle.

In this case, the way the image is formed by the scanning electron microscope provides an answer.

Most of the particles are somewhat angular and have a single highest point that appears bright in
the secondary electron image. These points (shown in the figure) can be isolated using a top hat
filter, as discussed in Chapter 4. In the example, the top-hat filter finds one unique point with a lo-
cal maximum in brightness for most of the clay particles. A few axe missed altogether because

they have a shape or orientation that does not produce a characteristic bright point, and a few par-
ticles have sufficiently irregular shapes that they produce more than a single characteristic point.
This means that counting the points gives only an estimate of the particle density on the paper, but
for many quality control purposes this sort of estimate is sufficient to spot changes.

The top-hat filter used in the preceding example is a specific case of afeature-matching or template
operation, that looks throughout the image for a particular pattern of bright and dark pixels. A
more general case uses cross correlation, as discussed in Chapter 5. The example in Figure 38
shows an aerial photograph of trees in the forests on Mount Mitchell, North Carolina. It is desired
to count the trees to monitor damage from acid rain. A useful short-cut method is to use the im-
age of the pointed top of one tree as a target, cross correlate with the entire image, and count the
resulting spots. Of course, this method is only approximate; it does a good job of finding trees that
are partially hidden or in front of another tree, but will miss trees that do not have the character-
istic pointed top of the target example.

Another approach to counting particles in clusters is shown in Figure 39. This is a transmission
electron microscope (TEM) image of carbon black particles, which are present in the form of clus-
ters of varying sizes. If it can be assumed that the particles in the clusters are similar in size and
density to the isolated one, then it becomes possible to estimate the number of particles in a clus-
ter from the integrated density of the cluster. Measuring the average value of the integrated opti-
cal density of a isolated particles, and dividing that value into the integrated density of each clus-
ter, provides a number that is an estimate of the number of particles present.

Feature size
The most basic measure of the size of features in images is simply the area. For apixel-based rep-
resentation; this is the number of pixels within the feature, which is straightforwardly determined

by counting. For boundary representation, the area can be calculated as discussed earlier (Equa-
tion 4). Of course, it must be remembered that the size of a feature in a 2D image may be related
to the size of the corresponding object in 3D space in various ways depending on how the image

a

.. _
~ s
,'

.{,.'

Figure 38 Counting with cross-correlation:
(a) aerial photograph of trees —the red outline marks the tree top selected as the target for matching;
(b) cross-correlation result, with identified tree tops marked.
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Figure 39. Clusters of carbon black particles viewed
in the transmission electron microscope. Dividing
the integrated optical density of each cluster by
the integrated density for the single particle
provides an estimate of the number of particles ire
each cluster (10, 54, and 162 particles in the
clusters shown).

n ~ was obtained. The most common type of images are projections, in which the features show the
le ~ outer dimensions of the objects, or planar sections, in which the features are slices across the ob-
at ~ jects. In the latter case, it is possible to estimate the volume of the objects using stereological meth-

~r i ods as discussed in the preceding chapter. In this chapter, we will assume that the feature size is

r directly represented in the image.
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Figure 40 shows a projected image of spherical particles dispersed on a flat substrate. The diam-

eters can be measured straightforwardly from such an image subject to the usual restriction that

there must be enough peels in each feature to give a precise measure of its size. When the parti-

cles cover a large size range, as they do in this image, this creates a problem. With the resolution

of a typical video camera, the smallest features are only one or a few pixels in size, and are not

well defined (in fact many are not even thresholded). Ahigh-resolution digital camera provides su-

perior results. The alternative would be to increase the optical magnification to enlarge the small

particles, but then the large ones would be likely to intersect the edges of the screen and could not

be measured. Multiple sets of data taken at several magnifications would be required,.. unless a

high-resolution camera can be used.

Even for such a simple idea as counting pixels to determine feature area, some decisions must be

made. For instance, consider the feature shown in Figure 41. Should the pixels within internal

holes be included in the area or not? Of course, this depends on the intended use of the data. If

the hole is a section through an internal void in an object, then it should be included if the area

of the feature is to be related to the object volume; but it is hard to know whether the hole may

be a section through a surface indentation in that object, in which case it would be more consis-

tent to also include in the area those pixels in fjords around the feature boundary. As shown in the

figure, this produces three different possible area measurements, the net area, the filled area, and

the convex area.

Measuring the first two can be accomplished as a simple counting exercise. In the process of la-

beling the pixels that touch each other and comprise the feature, the presence of internal holes can

be detected and the pixels within them counted. These pu~els can be added back to the original

image to fill in the holes, if desired. Determining whether to include those pixels in the area then

becomes a user decision based on other knowledge.

The convex area is a slightly more difficult proposition. In some cases, a combination of dilation

and erosion steps can be used to construct a convex hull for the feature and fill any boundary
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Figure 40. Effect of resolution on feature
measurement.•

(a) image of spherical pa~~icles dispersed on ct

flat surface;

(b) enlarged portions of images obtained at

video camera resolution and d'igitad camera

resolution;

(c) same regions after thresholding, hole filling,

and watershed segmentation.
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Figure 41. Three possible measures for feature area:

net, filled, and convex.

NetAream8529 Filled Area=9376 Convex Area=1'1227

irregularities, so that pixel counting can be used to determine the area. On a square pixel grid,

however, these methods can cause some other distortions of the feature shape, as was shown in

Chapter 7. Another approach that constructs an n-sided polygon around the feature is sometimes

called the taut-string or rubber-band boundary of the feature, because it effectively defines the

minimum area for a convex shape that will cover the original feature pixels.

By rotating the coordinate axes, it is similarly possible to locate the minimum and maximum points

in any direction. The procedure of rotating the coordinate system, calculating new a,',y' values for

the points along the feature boundary, and searching for the minimum and maximum values, is

simple and efficient. For any particular angle of rotation a, the sine and cosine values are needed.

In most cases these are simply stored in a short table corresponding to the specific angles used in

the program. Then the new coordinates are calculated as

x'=x~cosa+y•sina

y'=y•sina—x•cosa

(11)
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Figure 42. Comparison of the
bounding polygon (red), the
longest chord (yellow) and
equivalent circle (green —the
circle centered at the feature
centroicl having the same
area) for an irregular feature,
and czn assortment of
features.

WF'ien this process is carried out at a series of rotational angles, the points with the largest differ-

ence in each rotated coordinate system form the vertices of the bounding polygon discussed above.

For purposes of constructing the convex or taut string outline, using a modest number of rptation

steps will produce a useful result. For instance, with 18 steps (rotating the axes in 10-degree steps)

a bounding polygon with 36 vertices and sides is obtained. Figure 42 shows an example, com-

paring the bounding polygon to the equivalent circle and longest dimension for various feature

shapes. It is only for extremely long and narrow features that more sides might be required to

produce a bounding polygon that is a good approximation to the outer boundary.

No matter how the area is defined and determined, it of course requires that a conversion factor

between the size of the pixels and the dimensions of the real-world stnictures be established. Cal-

ibration of dimension is usually done by capturing an image of a known standard feature and

measuring it with the same algorithms as later used for unknown features. For macroscopic or mi-

croscopic images, a measurement scale may be used. Of course, it is assumed that the imaging

geometry and optics will not vary; this is a good assumption for glass lenses in light microscopes,

but not necessarily for electron lenses used in electron microscopes. For some remote sensing op-

erations, the position and characteristics of the camera are known and the magnification is calcu-

lated geometrically.

Most modern systems use square peels that have the same vertical and horizontal dimensions, but

for distances to be the same in any direction on the image, it is also necessary that the viewing di-

rection be normal to the surface. If it is not, then image warping as discussed in Chapter 3 is re-

quired. Some systems, particularly those that do not have square pixels, allow different spatial cal-

ibrations to be established for the horizontal and vertical directions. For area measurements based

on pixel counting, this does not matter; but for length measurements and the shape parameters dis-

cussed in the next section, this discrepancy creates serious difficulties.

Circles and ellipses
Once the area has been determined, it is often convenient to express it as the equivalent circular

diameter. This is linear size measure, calculated simply from the area as

Eq.Diam. = n Area (12)

Figure 42b shows several features of different sizes and shapes with the equivalent circle diame-

ter shown based on the net feature area (pixel count). Features of different shape or orientation can

fool the eye and make it difficult to judge relative size. The equivalent diameter values offer a

simple and easily compared parameter to characterize size.

Circles are widely used as size measures. Besides the equivalent circle with the same area as the

feature, the inscribed and circumscribed circle can be used (Figure 43). The circumscribed circle

is determined by using the corners of the bounding polygon, sorting through them to find the two

Chapter 9: Feature-Specific Measurements 505

mrush
Sticky Note
None set by mrush

mrush
Sticky Note
MigrationNone set by mrush

mrush
Sticky Note
Unmarked set by mrush



Figure 43• Circumscribed and inscribed circles for an irregular feature.
The centers of these circles do not generally coincide with each other or
with the feature centroid.

or three that define the circle that encloses all of the others (a concise algorithm for finding the cir-

cle is in Arvo, 1991). The inscribed circle is easily found as the maximum value of the EDM of the

feature; the ma~mum pixel marks the center and its value gives the radius.

Because most real features have quite irregular shapes, it is not easy to find size measures that com-

pactly and robustly describe them and allow for their classification and comparison. The use of

equivalent circular diameter is one attempt. Recognizing that not all features are equiaxed or evenly

approximately round, some systems also provide for the use of an ellipse to describe the feature.

The fact that the ellipse has two axes seems to allow describing both a size, a degree of departure

from circularity, and even an orientation.

The major and minor axes of the ellipse may be determined in several different ways, however.

These actually represent some quite different aspects of the feature size and shape, and may be

more misleading than helpful unless the user is fully aware of (and careful with) their various biases.

One definition of the ellipse axes can be taken from the minimum and maximum caliper dimen-

sions of the feature, discussed previously. The maximum caliper dimension does a good job of rep-

resenting amaximum dimension, and indicates the feature orientation at least within the step size

of .the search (e.g. 10°). If this is taken as the major dimension of the ellipse, then the minor axis

could assigned to the minimum caliper dimension. This approach can lead to several difficulties.

First, as pointed out previously, this value may seriously overestimate the actual minimum dimen-

sion for a long, narrow feature. Second, the direction of the minimum dimension is not, in general,

perpendicular to the maximum dimension. Third, the resulting ellipse area is not the same as the

area of the feature.

Basing the ellipse breadth on the minimum caliper dimension is suspect. As a result, a modifica-

tion of this approach uses the maximum caliper dimension as the ellipse major axis, and deter-

mines the minor axis in order to make the ellipse area agree with the feature area. The area of an

ellipse is (~t/4)•a•b where a and b are the axes; therefore, once the major axis has been deter-

mined, the minor axis can be adjusted to agree with the feature area. The orientation angle can be

either the approximate value determined from the steps used in the maximum caliper dimension

search, or the orientation angle determined from the moment calculation shown earlier (Equa-

tion 7). This tends to produce ellipses that have a longer and narrower shape than our visual per-

ception of the feature.

The moments from Equation 7 can also be used to produce a fitted ellipse. This is perhaps the

most robust measure, although it requires the most calculation. Surprisingly, it seems to be little

used. Instead, many systems fit an ellipse not to all of the pixels in the feature area, but instead to

the pixels ,along the feature boundary. This procedure is computationally simple but very hard to

justify analytically, and irregularities along any portion of the feature's boundary will significantly

bias the ellipse.
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Caliper dimensions
Caliper dimensions represent another description of feature size. The maximum caliper or maxi-

mum Feret's diameter is sometimes called the feature length, because it is the longest distance be-

tween any two points on the periphery. A projected or shadow dimension in the horizontal or ver-

tical direction can be determined simply by sorting through the pixels or the boundary points to

find the smallest and largest coordinates, and then taking the difference. These dimensions were

introduced above in terms of the bounding box around the feature, used to correct for its proba-

biliry of intersecting the edge of a randomly placed image field.

The extreme points determined in a variety of directions were used to construct the bounding

polygon described above. With such a polygon, the minimum and maximum caliper diameters

r- can be found simply by sorting through the pairs of corner points. The pair of vertices with the

e greatest separation distance is a close approximation to the actual maximum dimension of the fea-

ture. The worst-case error occurs when the actual maximum chord is exactly halfway between the

1_ angle steps, and in that case the measured length is short by

~f ( 1

ly Meas.Value =True Value • cosl 2 J (13)

re For the example mentioned previously of 10-degree steps, the cosine of 5° is 0.996. This means that

the measurement is less than one-half percent low. For a feature whose actual maximum dimen-

sion is 250 peels, the value obtained by the rotation of coordinate axes would be one pixel short

'1• in the worst-case orientation.
>e

If the same method is used to determine a minimum caliper dimension for the feature (sometimes~s.
called the breadth), this is equivalent to finding the pair of opposite vertices on the bounding

n- polygon that are closest together. The error here can be much greater than for the maximum

p- caliper dimension, because it depends on the sine of the angle and on the length of the feature

ze rather than its actual breadth. A narrow feature of length L and actual width WT oriented at an an-

;is gle the same 5° away from the nearest rotation step would have its breadth estimated as L~sin(5)=

>S 0.087•L. This does not even depend on the width TTY, and if the actual length L is large and the

n_ width TXj is small, the potential error is very great.

alp Of course, it is also possible to search directly for the maximum chord by sorting through the points
he to find the two with maximum separation. There are various ways to speed up this search, which

would otherwise have to calculate the sum of squares of the x- and y- coordinate differences be-

tween all pairs of boundary points. One is to consider only those points that lie outside the equiv-

'a alent circle. Determining the area by pixel counting (in this case, the area including any internal

~r- holes) and converting it to the equivalent diameter with Equation 12, provides a circle size. Lo-
an Gating that circle with its center on the feature centroid will cover any points inside the circle, and

~r- leave just those points that lie farther away. These are candidates for the most widely separated pair.
be

~ even more restrictive selection of the points to be searched can be obtained from the dimensionson
of the bounding rectangle. As shown in Figure 44, arcs drawn tangent to each side with their cen-Aa-
ter in the middle of the opposite side will enclose most of the boundary of the feature. Only points

er-
that lie on or outside the arcs need to be used in the search, and points lying outside one arc need
only to be combined with those that lie outside the opposite arc. For a reasonably complex feature

:he whose boundary may contain thousands of points, these selection algorithms offer enough advan-

;tle tage to be worth their computational overhead when the actual maximum dimension is needed.

to Consider a feature shaped like the letter "S" shown in Figure 45. If this is a rigid body, say a cast-
to iron hook for use in a chain, the length and breadth as defined by the minimum and maximum

fitly caliper dimensions may havE a useful meaning. On the other hand, if the object is really a worm
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Figure 44. Construction used to limit the search for boundary
points giving the maximum chord. The blue arcs are drawn
with centers in the middle of the horizontal edges of the
bounding box, and the green arcs are drawn with centers in
the middle of the vertical edges, Only the red points along the
perimeter, which lie outside those arcs, are candidates for
endpoints of the longest chord.

A

c

a
Figure 45. Comparison of caliper t~

dimensions (length and breadth) with ~
values determined from the skeleton S
and the EDM (fiber length and fiber l~
width)

or fiber that is flexible, and the overall shape is an accident of placement, it would be much more
meaningful to measure the length along the fiber axis and the width across it. To distinguish these
from the maximum and minimum caliper dimensions, often called length and breadth, these are
sometimes called the fiber length and fiber width.

Two quite different approaches are used to measure these dimensions. Of course, it is still up to
the user to determine which set of parameters offers the most useful values for describing the fea-
tures in a particular situation. One approach goes back to the binary image processing discussed
in Chapter 7. If the feature is skeletonized, the length of the skeleton offers a measure of the length
of the fiber. The skeleton is shorter than the actual length of the fiber, but this can be corrected by
adding the value of the Euclidean distance map at each end point of the skeleton.

The length of the skeleton itself can be estimated by counting the pixel pairs that are present, t•
keeping track of those that touch along their edges and their corners (because on a square pixel ~
grid the distance between pixels that touch diagonally is greater by ~ than the distance orthog- ~
onally). This produces a slight overestimate of the length. Instead of using the strictly geometric dis-
tances of 1.0 and 1.414, Smeulders (1989) has shown that calculating the length as

Length = 0.948 • (nu~n.orthogonal nbors)
(14)

+ 1.340 • (nu~n.diagonal nbors)

gives a mean error of only 2.5% for lines that run in all directions across the square peel grid, but,
of course, larger errors can be encountered for specific worst-case orientations.

A more accurate measurement can be performed by fitting a smooth curve to the pixels. Several
ways are used to accomplish this, including polynomial and Bezier curves. The most efficient
method is to use the same technique described below for perimeter measurement, in which the im-
age is smoothed and asuper-resolution line interpolated through the peels.
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As described in Chapter 7, combining the skeleton with the EDM also provides a tool to measure

the fiber width. Assigning the grey-scale values from the EDM to the skeleton peels along the

midline represents the radius of the inscribed circle centered at each point. Averaging these values

for all of the points in the midline gives the mean fiber width, and it is also possible to measure

the variation in width.

An older and less accurate (but still used) approach to estimating values for the length and width

of a fiber is based on making a geometric assumption about the fiber shape. If the feature is as-

sumed to be a uniform-width ribbon of dimensions F (fiber length) and LYr (fiber width), then the

area (A) and perimeter (P) of the feature will be A = F• W and P = 2• (F + TX~). The area and perime-

ter parameters can both be measured directly. As we will see in the next section, the perimeter is

one of the more troublesome values to determine. For a ribbon with smooth boundaries as as-

sumed here, however, the perimeter can be measured with reasonable accuracy. Then the fiber

length and width can be calculated from the measured perimeter and area as

F,_ P— Pz-16•A

4

W=A
F

(15)

Minor modifications to this model can be made, for example by assuming that the ends of the rib-

bon are rounded instead of square, but the principle remains the same. The difficulty with this ap-

proach is its sensitivity to the shape model used. If the feature is not of uniform width or is

e branched, for instance, the average width obtained from the skeleton and EDM still produces a

e consistent and meaningful result, while the calculation in Equation 15 may not.

Perimeter
~ The perimeter of a feature seems to be awell-defined and familiar geometrical parameter. Mea-

suring anumerical value that really describes the object turns out to be less than simple, however.

~ Some systems estimate the length of the boundary around the object by counting the peels that

touch the background. Of course, this underestimates the actual perimeter because, as noted ear-

y Tier for the measurement of skeleton length, the distance between corner-touching pixels is greater

than it is for edge-touching pixels. Furthermore, this error depends on orientation, and the perime-

-> ter of a simple object like a square will change as it is rotated under the camera. Figure 46 com-

,1 pares the variation in perimeter that is obtained by counting the edges of pixels to the more ac-

curate value obtained from the chain code, as a square is rotated. The sensitivity of measurement

values to orientation is often used as a test of system performance.

Figure 46. Comparison ofperimeterestimation by
chain code vs. summation ofpixel edge lengths,
as a function of orientation.

~,

Sum of Edges = 28 units Sum of Edges = 36 uniB

Chain code perimeter = 28.D writs Chain code perimeter = 20J2 = 28.28
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If boundary representation is used to represent the feature, then the Pythagorean distance be-

tween successive points can be summed to estimate the perimeter, as

z z
Perim. _ ~x~ — xr_1~ + ~y~ — y!-i~ (16)

In the limiting case of chain code, the links in the chain used for boundary representation are ei-

ther 1.0 or 1.4142 pixels long, and can be used to estimate the perimeter. It is only necessary to

count the number of odd chain code values and the number of even chain code values, since

these distinguish the orthogonal or diagonal directions. The same argument as used above for the

irregularity of the pixel representation of the midline applies to the boundary line, and using the

modified values from Equation 14 may be applied to reduce this source of error.

The most accurate perimeter measurements, with the least sensitivity to the orientation of feature

edges, are obtained by fitting smooth curves to the feature boundaries. The easiest way to do this

is by antialiasing the edge so that the pixels near the edge have grey values that fill in the steps 
Ir.

(Neal et al., 1998), as shown in Figure 47. The process uses the Laplacian of a Gaussian (LoG) fil- 
th

ter, which is also used in operators such as the Canny edge locator discussed in Chapter 4 to most 
sE

accurately define the location of feature boundaries. 
si

The actual boundary is constructed by drawing and measuring straight line segments across the an-

tialiased pixels. These line segments are drawn between points along the pixel edges that are lin-

early interpolated based on the grey scale values. The points correspond to the location where the

midpoint value would lie, treating the pixels as spaced points. This is functionally equivalent to en-

larging the image using super resolution and bilinear interpolation to fill in the new, tiny pixels, as

shown in Figure 48.

Although the super-resolution boundary measurement technique is very accurate and extremely ro-

bust to feature rotation, the basic difficulty with perimeter measurements is that for most objects

the perimeter itself is very magnification-dependent. Higher-image magnification reveals mor
e

boundary irregularities and hence a larger value for the perimeter. This is not the case for 
area,

length, or the other size dimensions discussed previously. As the imaging scale is changed so 
that

the size of individual pixels becomes smaller compared to the size of the features, measur
ement

of these other parameters will of course change, but the results will tend to converge toward a 
sin-

gle best estimate. For perimeter, the value usually increases.

a
b

Pigure 47. Pitting a smooth boundary for perimeter measuremeaat:

(a) contour line on a smoothed (antialiased) feature;

(b) the contour line superimposed on the original pixels.

E•
e.
Sl

0
n
a.
u
it

510 The Image Processing Handbook

mrush
Sticky Note
None set by mrush

mrush
Sticky Note
MigrationNone set by mrush

mrush
Sticky Note
Unmarked set by mrush



Figure 4~ Interpolating the boundary between points on the

edges of the smoothed pixels, showing how an abrupt

corner is smoothly rounded.
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ps In many cases, plotting the measured perimeter against the size of the peels, or a similar index of

i1_ the resolution of the measurement, produces a plot that is linear on logarithmic axes. This kind of

Est self-similarity is an indication of fractal behavior, and the slope of the line gives the fractal dimen-

sion of the boundary. This will be used below as a measure of feature shape.
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Even if the feature boundary is not strictly fractal (implying the self-similarity expressed by the lin-

ear log-log plot of perimeter vs. measurement scale), there is still often some increase in mea-

sured perimeter with increased imaging magnification. The only exceptions are smooth (Euclidean)

objects such as membranes or surfaces in which tension or an energy term enforces local smooth-

ness for physical reasons. This dependency on magnification makes the perimeter values suspect

as real descriptors of the object, and at least partially an artefact of the imaging method and scale

used. Further, any noise in the image may be expected to cause a roughening of the boundary and

increase the apparent perimeter.

Figure 4g shows a simple example. Random grey-scale noise is superimposed on six circles. The

original circles were drawn with a diameter of 80 pixels, and had a measured area of 5024 pixels

and perimeter of 254 pixels. Measuring a series of noisy images will produce a value for the area

that averages to the correct mean, as pixels are added to or removed from the feature, but the

perimeter is always increased as shown by the results in Table 1. The variation in area measure-

ments is only 0.5%, while that for the perimeter measurements is 8%, and the mean value is far too

high. This bias introduced by noise in the imaging procedure is another cause for concern in

perimeter measurements.
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Figure 49. Six ~dent~cal circles superimposed on grey scale nose
(a), then thresholded, internal holes filled
(b) and measured. The results are shown in Table 1.
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Table 1. Results from circle measurements in Figure 49

Circle Area Perimeter
1 5027 358
2 5042 338
3 4988 343
4 5065 391
5 5020 372
6 5030 313
average 5028.7 352.5
Standard deviation. 25.4 X0.5%) 27.4 (8%j
original 5024 254

If perimeter is measured, there is still the need to choose among the same three alternatives dis-

cussed for area measurements. The total perimeter includes the length of boundaries around any

internal holes in the feature. The net or filled perimeter excludes internal holes and just measures

the e~erior perimeter. The convex perimeter is the length of the convex hull or bounding polygon

and bridges over indentations around the periphery of the feature. The same considerations as

mentioned in connection with area measurement apply to selecting whichever of these measures

describes the aspect of the feature that is important in any particular application.

Describing shape
Shape is not something that human languages are well equipped to deal with. We have few ad-

jectives that describe shape, even in an approximate way (e.g., rough vs. smooth, or fat vs. skinny).

In most conversational discussion of shapes, it is common to use a prototypical object instead

("shaped like a , . ."). Of course, this assumes we all agree about the important aspects of shape

found in the selected prototype. Finding numerical descriptors of shape is difficult because the cor-

respondence between them and our everyday experience is slight, and the parameters all have a

"made-up" character.

The oldest class of shape descriptors are simply combinations of size parameters, arranged so that

the dimensions cancel out. Length/breadth, for example, gives us an "aspect ratio," and changing

the size of the feature does not change the numerical value of aspect ratio. Of course, this as-

sumes we have correctly measured a meaningful value for length and breadth, as discussed ear-

lier.

Dozens of size parameters are possible; therefore, they can be combined in hundreds of ways

into a formally dimensionless expression that might be used as a shape descriptor. In fact, only a

few relatively common combinations are possible, but even these are plagued by total inconsis-

tency in naming conventions. Table 2 summarizes some of the most widely used shape parame-

ters calculated as combinations of size measurements. Note that in any particular system the same

parameter may be called by some quite different name, or the name shown for a different para-

meter in the table. Also, some systems define the parameters as the inverse of the formula ̀shown,

or may omit constant multipliers such as ~.

The burden placed on the user, of course, is to be sure that the meaning of any particular shape

descriptor is clearly understood and that it is selected because it bears some relationship to the ob-

served changes in the shape of features, because it is presumably being measured in order to fa-

cilitate or quantify some comparison. Figures 50 through 53 illustrate several of these parameters

which distinguish between features. In general, each of them captures some aspect of shape, but

of course none of them is unique. An unlimited number of visually quite different shapes can be

created with identical values for any of these dimensionless shape parameters.
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Table 2. Representative shape descriptors

Formfactor = 
4~ •Area

Perimeter2

Roundness = 
4 •Area

~t • Maxirreum Diameter2

Aspect Ratio =
Maximum Diameter

Minimum Diameter

Elongation —
Fiber Length

Fiber Wzdth

Curl = 
Length

Fiber Length

Convexity =
Convex Perimeter

Perimeter

Solidzty = 
Area

Convex Area

— ~ ~ IArea

Compactness — ~
Maxzmum Diameter

Modification Ratio - 
Inscribed Diarrceter

Maximum Diameter

Extent =
Net Area

Bounding Rectangle

Figure 50 shows four variations on one basic shape, which is stretched and smoothed by erosion

and dilation. Notice that formfactor varies with surface irregularities, but not with overall elonga-

tion, while aspect ratio has the opposite behavior. Figure 51 shows four variations on one basic

shape with the values of several shape parameters. Examination of the values shows that the pa-

rameters vary quite differently from one shape to anothex. Figure 52 shows several shapes with the

values of their curl.

Figure SO. iTariations on a shape produced by
erosion/dilation and by horizontal stretching. The
numeric values for formfactor and aspect ratio (listed
below) show that stretching changes the aspect ratio
and not the formfactor, and vice versa for smoothing
the boundary.

Shape Formfactor Aspect ratio

A 0.257 1.339

B 0.256 2.005

C 0.459 1.294

D 0.457 2.017

R E

c o
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Figure Sl. Another set of four related shapes, with the numeric
values for their measured shape parameters.

Shape Roundness Convexity Solidity Compactness

A 0.587 0.351 0.731 0.766
B 0.584 0.483 0.782 0.764
C 0.447 0.349 0.592 0.668
D 0.589 0.497 0.714 0.768

0.928 0.582

U.3~0 0.411

R B

c o

Figure 52. Four features with different values of curl,
indicating the degree to which they are "curled up. "

Figure 53 illustrates the differences between these parameters in a different way. The "features"

are simply the 26 capital letters, printed in a font with a serif (Times New Roman). In each hori-

zontal row, the colors code the value of a different measured shape parameter. The variation in

each set is from red (largest numeric value) to magenta (smallest numeric value). The independent

variation of each of the shape factors is remarkable. This suggests on the one hand that shape

factors are a powerful tool for feature identification; however, the large variety of such factors,
and the inability of human vision to categorize or estimate them, reminds us that people do not use
these parameters to recognize letters.

Another group of simple dimensionless shape parameters can be calculated based on the various
definitions of location introduced above. For a perfectly symmetrical feature, such as a circle, the

ABCDEFCHIJKLMNC?F(,~RSTLTV~+V~Y~ Formfactcrr

ABC. EFGHIJKLMNC~P~~' _STITV~ "~YZ Roundness

ABCDEFCHIJKL:(~~NC~PQRSTIJV~~~Z Aspect Ratio

AB~DEFCfHIJKL N(~PQRSTCJVI~~~Z E~Q~t~on
ABCDEFGHI.sKLMN(JPQ1tSTLTV-~X~Z cdn~e~t~
~.BCI~EFGHIJKLMN4~~Q' ~TLT~W~~7 sai~a~c~
ABC EFGHIJKLMIV~P~~STIJV'G'~~YZ comP~Cx~Ss
ABCDEFCHIJKLMI`3ClPQ1tSTU~~][~~Y~ E nt
ABGDE ~HIJKLMNC~PQRSTUV~Y~~Z c~i

Figure 53. Measurement of a serzes of shapes (letters of the alphabet). In each row, the colors of the features
code the relative numeric value (red =high, magenta =low) of a different shape parameter,
corresponding to the labels.
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centroid and geometric center (the center of the bounding circle) will coincide, If the feature is not

symmetric, the distance between these two points, normalized by dividing by the radius of the

bounding circle, produces a value between 0 and 1 that measures the asymmetry. The distance be-

tween the unweighted centroid (in which all pixels in the feature are counted equally) and the

weighted centroid (in which pixels are counted according to some calibrated density function)

can be used in the same way.

Similar ratios using other location measures are less useful. For example, the center determined as

an average of the location of perimeter pixels is very resolution sensitive. As shown earlier in Fig-

ure 11, the roughness on the right side of the circle becomes visible only at high magnification,

but would shift the apparent center of this visually symmetrical feature.

Likewise, the center of the largest inscribed circle in the feature also creates difficulties. Many non-

convex features have more than one maximum in their EDM. Each local maximum is the center of

an inscribed circle (tangent to at least three points on the feature boundary). Using the largest as

a measure of size is meaningful in some circumstances, but the location is rarely useful. As shown

in Figure 54, the inscribed circle center is undefined when the feature has more than one equal

maximum in the EDM, and even when it does not, the location is insensitive to many aspects of

feature shape.

Fractal dimension
Quite a few of the shape parameters discussed previously and summarized in Table 2 include the

perimeter of the feature. As pointed out, this is often a problematic size parameter to measure, with

a vahie that is an artefact of image magnification. In fact, the concept of perimeter may be funda-

mentally flawed when it is applied to many real objects. If a real-world object is actually fractal in

shape, the perimeter is undefined. Measuring the object boundary at higher magnification will al-

ways produce a larger value of perimeter. Consider a cloud, for example. What is the length of the

boundary around the projected image of the cloud? Measurements covering many orders of mag-

nitude, from a single small cloud in the sky observed by visible light, up to entire storm systems

viewed by radar or from weather satellites, show that the perimeter of clouds obeys fractal geom-

etry. Presumably this trend would continue at smaller and smaller scales, at least down to the di-

mensions of the water molecules. What, then, does the perimeter really mean?

Objects that are fractal seem to be the norm rather than the exception in nature. Euclidean geom-

etry with its well-defined and mathematically tractable planes and surfaces is usually only found as

an approximation over a narrow range of dimensions where mankind has imposed it, or in limited

situations where a single energy or force term dominates (e.g., surface tension). Roads, buildings,

Figure 54. Location of the geometric center (magenta), center of the
inscribed circle (green), and centroid (red), showing the effects of
asymmetry and shape.

J ~
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and the surface of the paper on which this book is printed are flat, straight and Euclidean, but only
in the dimension or scale where humans perceive and control. Magnify the paper surface and it be-
comes rough. Look at the roads from space and they cease to be straight. The use of fractal di-
mensions to describe these departures from Euclidean lines and planes is a relatively recent con-
ceptual breakthrough that promises a new tool for describing roughness.

Briefly, the fractal dimension is the rate at which the perimeter (or surface area) of an object in-
creases as the measurement scale is reduced. A variety of ways are used to measure it. Some are
physical, such as the number of gas molecules that can adhere to the surface in a monolayer, as a
function of the size of the molecule (smaller molecules probe more of the small surface irregular-
ities and indicate a larger surface area). Some are most easily applied in frequency space, by ex-
amining the power spectrum from atwo-dimensional Fourier transform as discussed in Chapter 13.
Others are relatively easily measured on a thresholded binary image of features.

Perhaps the most widely used fractal measurement tool is the so-called Richardson plot. This was
originally introduced as a procedure applied manually to the measurement of maps. Setting a pair
of dividers to a known distance, the user starts at some point on the boundary and strides around
the perimeter. The number of steps multiplied by the stride length produces a perimeter mea-
surement. As the stride length is reduced, the path follows more of the local irregularities of the
boundary and the measured perimeter increases. The result, plotted on log-log axes, is a straight
line whose slope gives the fractal dimension. Deviations from linearity occur at each end; at long
stride lengths, the step may miss the boundary altogether, while at short stride lengths the finite res-
olution of the map limits the measurement,

When boundary representation is used for a feature, a Richardson plot can be constructed from the
points by calculating the perimeter using the expression in Equation 16, and then repeating the
same procedure using every second point in the list, every third point, and so forth. As points are
skipped, the average stride length increases and the perimeter decreases, and a Richardson plot can
be constructed. When every nth point in the list is used to estimate the perimeter, there are n pos-
sible starting positions. Calculating the perimeter using each of them, and averaging the result,
gives the best estimate. The stride length for a particular value of n is usually obtained by divid-
ing the total perimeter length by the number of strides. In all these procedures, it is recognized that
there may be a partial stride needed at the end of the circuit, and this is included in the process.

When the xy coordinates of the boundary points are digitized in a grid, a variability in the stride
length is required. Unlike the manual process of walking along a map boundary, there may not be
a point recorded at the location one stride length away from the last point, and so it is necessary
either to interpolate from the actual data or to use some other point and alter the stride length. In-
terpolation makes the tacit assumption that the boundary is locally straight, which is in conflict with
the entire fractal model. Altering the stride length may bias the plot. Combined with the general dif-
ficulties inherent in the perimeter measurement procedure, the classical stride length method is
usually a poor choice for measuring digitized pixel images.

Using the super-resolution perimeter measurement, however, which naturally interpolates points as
needed, another Richardson method can be employed. By applying smoothing kernels with pro-
gressively larger Gaussian standard deviations to blur the boundary, small irregularities are re-
moved and the perimeter decreases. Plotting the measured perimeter vs. the standard deviation of
the smoothing kernel, on log-log axes, produces a straight line whose slope gives the feature frac-
tal dimension as shown in Figure 55. The dimension is a value greater than 1 (the topological or
Euclidean dimension of a line) and 2 (the dimension of a plane), and may be thought of as the de-
gree to which the line spreads out into the plane.

A second measurement technique was shown in the chapter on binary image processing. Dilating
the boundary line by various amounts is equivalent to sweeping a circle along it. The area of the
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Figure S5. Progressive Gaussian smoothing of the outline of a Koch snowflake (theoretical fractal
dimension = 1.262) and perimeter measurement produces a Richardson measurement of the fractc~l
dimension.

band swept over by the circle does not increase directly with the radius, because of the irregular-
ities of the boundary. Plotting the area swept out by the circle (sometimes called the sausage) vs.
the radius (again on log-log axes) produces a line whose slope gives the fractal dimension, This
Minkowski technique is actually older than the Richardson method. It works well on peel-based
images, particularly when the EDM is used to perform the dilation. Using the cumulative histogram
of the EDM of the region on either side of the feature outline to construct the log-log plot is the
least sensitive to feature orientation, and much faster than iterative dilation, since it assigns to each
pixel a grey scale value equal to the distance from the boundary. Examples of this method were
shown in Chapter 7; Figure 56 shows the measurement of the same Koch snowflake.

The Minkowski method produces a dimension that is not identical to the Richardson method (or
to other fractal dimension procedures), and so it is important when comparing values obtained
from different specimens to use only one of these methods. Neither method gives the exact result
expected theoretically for the Koch snowflake fractal, due to the finite resolution available in the
pixel image, but both are reasonably close.

A third approach to fractal dimension measurement produces another dimension, similar in mean-
ing but generally quite different in value from the others discussed. The Kolmogorov dimension is
determined manually by grid counting. A mesh of lines is drawn on the image and the number of
grid squares through which the boundary passes is counted. When this number is plotted on log-
log axes vs. the size of the grid, the slope of the line again gives a dimension, as shown in Figure

57. Automatic implementation and application to a pixel image can be performed by progres-
sively coarsening the image into 2 x 2, 3 x 3, etc, blocks of pixels, and is sometimes called mosaic
amalgamation. This is perhaps the fastest method but has the least numeric precision because it has
the fewest possible steps and hence the fewest points to establish the 'line.

No matter how it is determined, the fractal dimension produces a single numeric value that sum-
marizes the irregularity of "roughness" of the feature boundary. Figure 58 shows examples of sev-
eral natural fractals. The relationship between this boundary and what it may represent in three di-
mensions is not simple. For the case of a section through an isotropic surface, the boundary fractal
dimension is smaller than the surface fractal dimension by exactly 1.0, the difference between the
topological dimension of the sectioning plane and the volume in which the object resides. Few real
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Figure 56. The cumulative histogram of the

Euclidean distance map around the
outline of the Koch snowflake produces

a Minkowski measurement of the fractal

dimension. r

a

Figure S7. Counting the boxes of increcasang

size through which the boundary of the
Koch snowflake passes and the log-log plot,

The plot is a straight line but the slope does
not give an accurate fractal dimension for

the shape.
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Figure 58. Several fractal outlines with varying
fractal dimensions.

surfaces are perfectly isotropic, however, and in the presence of preferred orientations this simple

relationship breaks down. Even more serious, if the boundary measured is a projected outline of

a particle, the boundary irregularities will be partially hidden by other surface protrusions, and

the measured fractal dimension will be too small by an amount that depends on the size of the par-

ticle and on its roughness. There is no general correction for this, and despite the fact that this pro-
cedure is very commonly used, the data obtained (and their subsequent interpretation) remain

very open to question. Chapter 13 discusses the meaning and method of measurement for fractal

surfaces, which have dimensions between 2 and 3.

Harmonic analysis
The fractal dimension attempts to condense all of the details of the boundary shape into a single

number that describes the roughness in one particular way. There can, of course, be an unlimited

number of visLially different boundary shapes with the same fractal dimension or local roughness.

At the other extreme it is possible to use a few numbers to preserve all of the boundary informa-

tion in enough detail to effectively reconstruct the details of its appearance.

Harmonic analysis is also known as spectral analysis, Fourier descriptors, or shape unrolling

(Schwartz and Shane, 1969; Ehrlich and Weinberg, 1970; Zahn and Roskies, 1972; Granlund, 1972;

Beddow et al., 1977; Persoon, 1977; Flook, 1982; Kuhl and Giardina, 1982; Kaye et al., 1983; Rohlf

and Archie, 1984; Barth and Sun, 1985; Ferson et al., 1985; Bird et al., 1986; Diaz et al., 1989; Rohlf,

1990; Diaz et al., 1990; Verscheulen et al., 1993; Lestrel, 197). It begins by converting the bound-

ary to a function of the form radius (angle) or p(cp). As shown in Figure 59, a radius drawn from

the feature centroid is drawn as a function of angle, and plotted to unroll the shape. This plot ob-

viously repeats every 2~, and as a periodic or repeating fi.~nction is straightforwardly subjected to

Fourier analysis. This allows the determination of the a and b terms in the series expansion

p(cp) = ao + al cos(cp) + b, sin(cp) + a2 cos(2cp) + bz sin(2cp) +... (17)

It is often more convenient to represent the values as amplitude c and phase b for each sirn~soid:

c~ = a? + bi2
(18)
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Figure 59. Illustration of the procedure for unrolling
a feature profile.

P
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This series continues up to an nth term equal to half the number of points along the periphery, al-

though it is a characteristic of Fourier analysis that only the first few terms are needed to preserve

most of the details of feature shape. As shown in Figure 60, with only one or two dozen terms in

the series, the original shape can be redrawn to as good a precision as the original pixel repre-

sentation. In many cases, the phase information Si for each term in the series can be discarded

without much effect on the shape characterization, and a single coefficient ci used for each fre-

quency. The first few values of c in the harmonic or Fourier expansion of the unrolled boundary

thus contain a great deal of information about the feature shape.

Of course, this method has serious problems if the shape is reentrant so that the radial vector is

multivalued. In order to avoid that problem, an alternative approach to shape unrolling plots the

slope of the line as a function of the distance along the line. This plot is also a repeating function,

and can be analyzed in exactly the same way.

The chain code boundary representation of a feature already contains the slope vs, position in-

formation along the boundary, but with the problem that the data are not uniformly spaced (the

diagonal links being longer than the horizontal and vertical ones). An effective way to deal with

T Figure 60. Reconstruction of a real feature outline (an
Orig ~~

extraterrestrial dust particle) from the first S, 10, and 25
p terms in the Fourier expansion (from Kaye, 1983).
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Figure 61. Chain code representations for a feature outline,
~~ showing the conventional direction codes and below them
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this is to replace each horizontal link with five shorter conceptual sublinks, each in the same di-
rection, and each diagonal line with seven shorter sublinks. The ratio of 7:5 is close enough to
~ for practical purposes, and the total number of sublinks along the boundary is still reasonably
short. A plot of the link value (which indicated direction) vs. position now gives the unrolled fea-
ture shape. Performing a Fourier analysis of the sequence of values along the chain code for the
feature produces a list of ci values that contain the shape information. The interpretation of these
values is hampered because of the discontinuity in the direction numbers.

Chain code need not be recorded as a set of values corresponding to each of the eight possible pixel
neighbor directions. The difficulty in analysis that results from the discontinuity between directions
eight and one can be overcome by converting to the "first difference chain code" as shown in Fig-
ure 61. This is just the differences between values using modulo arithmetic, so that a zero indicates
the edge proceeding straight ahead in whatever direction it was already, positive values indicate
bends of increasing angle in one direction and negative values indicate the opposite direction. In this
form, the shape is rotation-invariant (at least in 45-degree steps), except for the fact that the links
in the original chain were not all of the same length. It is also easier to find corners, by defining
them as a minimum net change in value over some distance (Freeman and Davis, 1977).

The most successful of the harmonic analysis techniques is to plot the x- and y- projections of the
feature outline, treat them as real and imaginary parts of a complex number, and perform a Fourier
transform on the resulting values as a function of position along the boundary, as shown in Fig-
ure 62. Again, this results in a set of ci values that summarize the feature shape.

These can be compared between classes of objects using standard statistical tests such as stepwise
regression or principal components analysis, to determine which of the terms may be usefiil for
feature classification or recognition. In a surprising number of cases, this approach proves to be
successful. The identification of particles in sediments with the rivers that deposited them, the cor-
relation of the shape of foraminifera with the water temperature in which they grew, distinguish-
ing the seeds from various closely related plant species, and the discrimination of healthy from can-
cerous cells in Pap smears, are but a few of the successes of this approach.

Despite its successes, the harmonic analysis approach has been little used outside of the field of
sedimentation studies. In part, this neglect is due to the rather significant amount of computing
needed to determine the parameters, and the need to apply extensive statistical analysis to inter-
pret them. As computer power has continued to increase and cost to decrease, however, this can-
not be the major reason any longer. The probable cause is that the frequency terms have no ob-
vious counterpart in human vision. The shape information that we extract visually from images
does not reveal these numeric factors. The distinction between two sediments based on the sev-
enth harmonic coefficient can be understood intellectually to somehow represent the presence or
amplitude of that frequency in the boundary irregularities of the object, but to a human observer
that is masked by other variables, The success of the approach illustrates the power of computer-
based measurement algorithms to surpass human skills not only quantitatively (in terms of accu- ,
racy and precision) but even qualitatively (in terms of the types of things that can be measured).
But that doesn't mean that humans feel comfortable using such tools.
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Figure 62. Unrolling a feature shape by
plotting the x- and y- coordinates of
boundary points as a fic~zction of
position along the boundary, and
combining them as real and
imaginary parts of complex numbers

Y

x

Topology
Harmonic analysis uses characteristics of feature shape that are quite different from those that hu-

man vision selects. On the other hand, topological parameters are those which seem most obvious

to most observers. When asked to differentiate the stars on the U.S., Australian, and Israeli flags we

do not use color, dimension or angles, but the number of points. The most obvious difference be-

tween adisk and the letter "O" is not the slight ellipticity of the latter, but the presence of the cen-

tral hole. Topological properties are quite different from metric ones. If the feature were drawn

onto a sheet of rubber, stretching it to any size and with any distortion will not change the topol-

ogy. Smoothing an irregular outline does not alter the topological information.

Some topological properties of features can be determined directly from the peel array, such as the

number of internal holes. Other properties, such as the number of points on the stars mentioned

previously, are most readily determined using the skeleton. As discussed in Chapter 7, the skeleton

consists of pixels along the midline of the features. Peels with only a single touching neighbor are

end points, while those with more than two neighbors are branch points. Counting the branch and

end points, and the number of loops (holes), provides a compact topological representation of fea-

ture characteristics. Figure 63 shows an example of using the end points to characterize shape.

These characteristics of features are important to visual classification and recognition, as can be eas-

ily shown by considering our ability to recognize the printed letters in the alphabet regardless of

size and modest changes in font or style. Many character recognition programs that convert images

of text to letters stored in a file make heavy use of topological rules.

Another topological property of a feature is its number of sides. In the case of aspace-filling struc-

ture such as cells in tissue, grains in a metal, or fields in an aerial survey, the number of sides each

feature has is the number of other features it adjoins. This was discussed previously in its relation

to relative feature position. Labeling the features according to the number of neighbors can reveal

some interesting properties of the structure, as was shown earlier in Figures 21 and 22.
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P~gure 63. Skeleton of an image of a gear used for
topological characterization. The 47 end points
efficiently count the number of teeth, and, of course,
there is one hole.

The number of sides that a feature has can also be described in another way. If corner points are

defined as arbitrarily abrupt changes in boundary direction, then counting the number of sides

can be accomplished directly from the chain code. A second approach that is less sensitive to mi-

nor irregularities in the boundary pu~els uses the convex or bounding polygon. As described ear-

lier, this polygon is usually constructed with some fixed and relatively large number of sides. For

instance, performing rotation of axes in 10-degree steps would forma 36-sided polygon. Many of

the vertices in this polygon may be close together if the feature shape has a relatively sharp cor-

ner. Setting an arbitrary limit on the distance between vertices that can be merged (usually ex-

pressed as a percentage of the total polygon perimeter) allows collecting nearby vertices together.

Of course, counting the vertices is equivalent to counting the sides. Setting a threshold for the

minimum length of the polygon side (again, usually as a percentage of the total perimeter) to con-

sider it as a representation of a side of the feature can be used to count sides.

None of the four types of shape characterization (dimensionless ratios, fractal dimension, harmonic

analysis, and topology) is completely satisfactory. One (harmonic analysis) is too unfamiliar and dif-

ferent from the human interpretation of shape, One (dimensionless ratios) is convenient for cal-

culation but not very specific. One (fractal dinnension) corresponds well with the human idea of

boundary roughness but does not capture more macroscopic aspects of shape. Also, one (topol-

ogy) is just the opposite in that it represents the gross aspects of feature shape but not the fine de-

tails. In real situations, several complementary techniques may be needed.

Three-dimensional measurements
Many of the measurement procedures discussed above for 2D images generalize directly into three

dimensions. Images acquired by confocal light microscopy, seismic imaging, medical or industrial

tomography, and even, in some cases, serial sectioning can be represented in many different ways,

as discussed in Chapter 12. For image processing and measurement purposes, however, an array

of cubic voxels (volume elements, the 3D analog to pixels or picture elements) is the most useful.

Image processing in these arrays uses neighborhoods just as in two dimensions, although these

contain many more neighbors and consequently take longer to apply (in addition to the fact that

there are many more voxels present in the image).

Image measurements still require identifying those pixels that are connected to each other. In two

dimensions, it is necessary to decide between an 8-connected and a 4-connected interpretation of

touching pixels. In three dimensions, voxels can touch on a face, edge, or corner (6-, 18- or 26-con-

nectedness); again, the rules for features and background cannot be the same. It is more difficult
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to identify internal holes in features because the entire array must be tested to see if there is any

connection to the outside, but the logic remains the same.

This consistency of principle applies to most of the measurements discussed in this chapter. Sum-

ming up the numeric values of voxels (or something calculated from them) to obtain the total den-

sity, or water content, or whatever property has been calibrated, is straightforward. So are location

measurements using the voxel moments. Orientations in 3D space require two angles instead of

one. Neighbor relationships (distance and direction) have the same meaning and interpretation as

in two dimensions.

The 3D analog to feature area is feature volume, obtained by counting voxels. The caliper di-

mensions in many directions and the bounding polyhedron can be determined by rotation of co-

ordinate axes and searching for minimum and maximum points. Of course, getting enough rota-

tions in three dimensions to fit the polyhedron adequately to the sample is much more work than

in two dimensions. In fact, everything done in 3D voxel arrays taxes the current limits of small

computers: their speed, memory (to hold all of the voxels), displays (to present the data using

volumetric or surface rendering, and the human interface. For instance, with a mouse, trackball,

or other pointing device it is easy to select a location in a 2D image. How do you accomplish this

in three dimensions? Various schemes have been tried (some requiring areal-time stereo display),

none with wide acceptance.

It was noted earlier that perimeter is a somewhat troublesome concept and a difficult measurement

in two dimensions. The analog to perimeter in three dimensions is the surface area of the feature, and

it has all of the problems of perimeter plus some more. The idea that the surface area may be an arte-

fact of voxel resolution remains and is exacerbated by the somewhat coarser resolution usually avail-

able in 3D images. Measuring the length of the perimeter accurately is difficult in two dimensions. For

a 3D surface, the boundary representation is the list of coordinates of vertices of a polyhedron with

triangular facets. Calculating the area of a triangle from its three corners is straightforward, but know-
ing which three points to use for any particular triangle is not. As a very simple example, consider
four points as shown in Figure 64. The surface can be constructed between them two different
ways, with different surface areas (usually both are calculated and the average used).

Boundary representation in two dimensions relies on the fact that there is only one path around
any feature, no matter how complicated, This is not true in three dimensions. There is no unique
order in which triangular facets between boundary voxels must or can be followed. In fact, for ob-
jects that are topologically shaped like a torus (have at least one open hole through them), there
is no guarantee that a continuous surface path will completely cover the surface and reach all
points on it. This means that there is no convenient analog to chain code, and many of the 2D mea-
surements that were based on it become difficult to perform in three dimensions.

Figure 64. Tiling a surface with triangular facets has two
different solutions. In this simple example, the
elevation of the four corners of a square are shown.
Triangles can be constructed using either diagonal as
the common line. As shown, this produces a surface
that is either convex or concave, with a surface area
of either 1.366 or 1.414 square units.
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Likewise, the 3D skeleton is harder to obtain. Actually, two "kinds" of skeleton can be calculated

for voxel arrays. One is the set of midlines, and the other is a set of planes, The latter is foamed

by connecting the skeleton lines in each plane section, while the former is a connection between

the junction points of the skeletons in 'each plane section. This set of midlines can also be obtained

as a medial axis transform, by using the 3D analog of the EDM to find the centers of inscribed

spheres. ,Neither type of skeleton by itself captures all of the topological properties of the feature.

The planes can show twists and protrusions not visible in the line skeleton, for example.

Measuring the length of a voxel line is similar to a pixel line. The voxels can touch in three different

ways; therefore, the rule shown earlier in Equation 14 must be extended to become;

Length = 0.877 • (num. of face touching neighbors)

+ 1.342 • (num. of edge touching neighbors) (19)

+ 1.647 • (num. of corner touching neighbors)

although deciding what voxel patterns to count to identify the important topological properties of

the structure is not entirely clear.

Most of the shape parameters calculated as ratios of dimensions have simple (although equally lim-

ited) generalizations to three dimensions. Harmonic analysis can also be performed in three di-

mensions, by expressing the radius as a function of two angles and performing the Fourier ex-

pansion in two dimensions. There is no analog to chain code or the description of slope as a

function of position, so the method is restricted to shapes that are not re-entrant or otherwise mul-

tiple-valued (only one radius value at each angle). Fractal dimensions are very important for deal-

ing with 3D surfaces and networks, although in most cases it remains easier to measure them in

two dimensions. -

In fact, this generalization holds for most image measurement tasks. The practical difficulties of

working with 3D voxel arrays are considerable. The size of the array and the amount of comput-

ing needed to obtain results are significant. Because of memozy restriction, or limitations in the res-

olution of the 3D-imaging techniques, the voxel resolution is usually much poorer than the avail-

able pixel resolution in a 2D image of the structure. Consequently, to the extent that the needed

information can be obtained from 2D images and related by stereology to the 3D structure, that is

the preferred technique. It is faster and often more precise.

This approach does not work for all purposes. Strongly anisotropic materials require so much ef-

fort to section in enough carefully controlled orientations, and are still so difficult to describe quan-

titatively, that 3D imaging may be preferred. Above all, topological properties of the structure such

as the number of objects per unit volume, or the connectivity of a network, are simply not acces-

sible on 2D sections (although a technique using two such parallel planes to sample 3D topology

was presented in Chapter 8). Many aspects of 3D topology can only be studied in three dimen-

sions, and consequently require 3D imaging, processing, and measurement.

The discussion of 2D images was based on an array of peels, and so far all of the discussion of

3D images has assumed they consist of voxels. As will be discussed in Chapter 10, many. 3D struc-

tures are studied by obtaining a set of parallel section planes that are relatively widely spaced.

This is generally described as a "serial section" technique, although physical sectioning is not al-

ways required. Constructing the objects) from the sections is discussed in Chapter 12.

Measuring the features from the sections is computationally straightforward. The volume is esti-

mated as the summation of section area times section spacing, and the surface area can be esti-

rnated as the summation of the section perimeter times section spacing, but few objects have per-

fectly smooth surfaces. The section perimeter will reveal the roughness in the plane of the section,
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Figure 65. Reconstruction of a spiral structure:

(a) the individual section outlines;

(b) the correct reconstruction of the surfaces;
(c) the incorrect reconstruction that results if the outlines are rotated fora "best fit. "

but the reconstruction technique generally connects the section profiles together with planes that
are perfectly smooth, which underestimates the surface area. Even if the surface is smooth, the vol-
ume and surface area will be underestimated if it is curved.

Aligning the. sections correctly is vital both to correctly understand the topology of the structure,
and to measure the volume and surface. In the simple example shown in Figure 65, the actual
structure is a spiral. If the serial sections are rotated to achieve a "best fit" from one section to
the next, the result is a straight, untwisted structure with less volume and surface area than the
actual structure.

Only when the sections are very closely spaced do these problems go away. In the limit when the
section spacing is the same as the resolution within the individual section images, it is equivalent
to a cubic voxel array. This is generally preferred for measurement purposes.
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Feature Recognition
and Classification

at
~l-

e,
al
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nt

Template matching and cross-correlation

ecognition and classification are essentially complementary functions that lie at the "high

end" (i.e., require the most complicated algorithms) in the field of image analysis (Duda and

Hart, 1973). Classification is concerned with establishing criteria that can be used to iden-

tify or distinguish different populations of objects that may appear in images. These criteria can

vary widely in form and sophistication, ranging from example innages of representatives of each

class to numeric parameters for measurement, to syntactical descriptions of key features. Recogni-

tion is the process by which these tools are subsequently used to find a particular feature within

an image. It functions at very different levels, including such different processes as finding a face

in an image, or matching that face to a specific individual.

Generally, computers tend to be better than humans at classification because they are not dis-

tracted by random variations in noncritical parameters and can extract useful statistical behavior to

isolate groups. Sometimes these groups are meaningful. On the other hand, people are generally

much better (or at least faster) at recognition than are computers, because they can detect the few

critical factors that provide identification of familiar objects. But humans do not fare as well with

unfamiliar objects or even with unfamiliar views of common ones.

Various recognition and classification techniques involve an extremely broad range of complexities.

At the low end, operations such as scanning UPC bar codes (Universal Product Code) on super-

market packaging or automatic sorting and routing mail to the proper zip code, are based on care-

ful design of the target to facilitate the reading function. These are normally detected by linear

scans instead of acquiring full images as used elsewhere in this text, and UPC codes are symmet-

ric (with black-and-white reversal) so that the scan can be used in either direction.

The basic statistics behind classification is independent of image analysis, since the parameters

used for classification and identification can come from any source. A good introduction to the sta-

tistics can be found in textbooks such as (Divijver and Kittler, 1980; Schalkoff, 1992; Haykin, 1993;

Stefik, 1995; Hand, 1981, Pao, 1989).

Probably the lowest level functionality that utilizes two-dimensional pixel images is the restricted

optical character recognition (OCR) of the type applied to processing checks. The characters
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printed on bank checks are restricted to numerals 0-9 and a few punctuation marks. Furthermore,

the characters are in a fixed size, location and orientation, and in a special fixed font designed to

make them easily distinguishable. In such highly constrained situations, a technique known as

template matching provides fast results with minimum computation.

The example in Figure 1 shows the application of template snatching to the letters A through E. A

template consisting of black pixels that cover the shape of each target character is stored in mem-

ory. Each letter to be recognized is combined with all of the stored templates using an exclusive-

ORfunction to count the number of pixels that match and the number which do not. The template

that gives the highest net score (number of matches minus number of misses) is selected as the iden-

tification of the character. In some implementations, the net score may be normalized by dividing

by the number of black pixels in the template, if this varies substantially for the various characters.

In the example, the templates are not exact and have enough width and extra pixels to cover a

modest range of variation in the target character, but obviously cannot handle widely divergent

fonts or styles. The similarities in shape between the various letters (e.g., B and E) do not create a

serious problem and the error rate for this approach is very low, provided that the characters meet

the assumptions of size, orientation, font, etc., that are built into the templates. The presence of

small amounts of noise due to dirt, etc., is tolerated as well.

This type of template matching is a rather specialized and restricted case of cross correlation,

which can be used for grey scale or color images as well as binary pixel arrays. Chapter S, on im-

age processing in Fourier space, introduced the cross-correlation procedure as a technique for

matching a target image with a second image to locate brightness patterns. This method can be ap-

plied to images of text or any other features, provided that a set of representative target images can

be established.

It is not necessary to perform cross correlation using a Fourier transform, When the target is very

small, it may be efficient to perform the mathematics in the spatial domain. The target pattern is

moved to every possible position in the image and at each location ij the cross-correlation value

is summed according to Equation 1, to produce a result as shown in Figure 2.

S s

Bx+i,y+j T ,y

x=0 y=0

s s s s 
~l~

Bx+i,Y+.l ~ ~ T ?Y 
i

x=0 y=0 x=0 y=0 
~

i
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2?3988999347777
169777226863788 5866533257677

884344924776533 7646343663764

595654879169484 6463665725833

9471?8683495148 54358771 18434

555859563987931 357 4356666277253

251725634726494 595 5352565354634

836369422783746 753 3535910457555

4558$4199783686 6677104776356

755415676823233 7642366563354

533566267995831 4557436?65473

596523999583624 767516766654Q

884745817766595 7455751576536

454864279724597 4475613854567

737488293735571

Image Taxget Result

Figure 2. Cross correlation using pixels

with single digit values. The best

match is marked in red (note that it is

not an exact match).

where Band Tare the pixel brightness values for the image and
 target, respectively, and the sum-

mations are carried out over the size s of the target. This value is ve
ry high where bright pixels in

the target and image align, and the denominator normalizes the res
ult for variations in overall

brightness of the target or the image. In addition to providing a quan
titative measure of the degree

of match, the correlation score can be scaled appropriately to pr
oduce another grey-scale image in

which brightness is a measure of how well the target matches each loca
tion in the image, and can

be processed with atop hat filter, or thresholded, to detect matche
s that are present.

Figure 3 shows an example image from Chapter 5, in which 
several different fonts have been

used for the letters A through E. Each of the letters in the first se
t (which is repeated in sets 6 and

9) was used as the target. The cross-correlation results are marked w
ith red dots showing the max-

imum values of cross-correlation. The letter is found where it recur
s in the same font, but most of

the other fonts are not matched at all. The exception, font numbe
r 4, shows that the characters are

similar enough to be matched but that they also generate false m
atches.

Cross-correlation looks for very specific details of feature shape a
nd brightness, and while it is rea-

sonably robust when a feature is partially obscured (by noise or cam
ouflage), it is not very tolerant

of changes in size or orientation. Figure 4 shows an example of
 one of the major uses of the tech-

nique, the identification of military targets. The target image (an F-15 
aircraft) produces across-cor-

relation value that drops to 84% with a 10-degree rotation, and 80%
 fora 20-degree rotation. Both

values are still higher than the correlation with different aircraft, w
hich are 72% for an F-14 and 47%

for a B-1. Of course, the images must be scaled to the same appro
ximate size before the calculation

is performed. In practice, it would be necessary to have target image
s at many different orientations.

Views in other directions (from the side, front, oblique views, etc
.) would also be required.

Parametric description
Recognition of features in images covers an extremely wide ran

ge of applications. In some cases

the targets are fully known and can be completely represented 
by one or several images, so that

cross-correlation is an appropriate method. In others, the goal is t
o have the computer "understand"

natural three-dimensional scenes in which objects may appear i
n a wide variety of presentaCions.

Applications such as automatic navigation or robotics require tha
t the computer be able to extract

surfaces and connect them hierarchically to construct three-dim
ensional objects, which are then

recognized <see, for example, Roberts, 1982; Ballard and Bro
wn, 1982; Ballard et al., 1984). The

topics and goals discussed here are much more limited: for t
he image analysis system to be able

to recognize discrete features in essentially two dimensional sc
enes. If the objects are three di-

mensional and can appear in different orientations, then each dif
ferent two-dimensional view may

be considered as a different target object.
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Figure 3. Cross coy-relation with letters in differ^erzt fonts. The 
letters in the farst set (repeated in set 6 and 9)

are matched one by one in images Irf as discussed i~z the text.

A BCDE~~ ~3 c v r

,aBer~~ABCDE
A[3CDEABCDE

~1 ~~ 1~~'~~C~n~

A B C D E A B C Q E

a

c

ca

Figure 4. Cross correlatio~z for aircra, f t:

(a) target image (F-15);

(b) naatcl~ing scores for four other

in2ages showing the effects of shape and

o~~ientation. The top two images are the

same as the ta~~et except for rotation;

the botto~~a two iy~aages are different

aircraft types (F-14 and B-1).
b

b

d

1'

~7 .
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The simplest situation, but one that satisfies a very large percentage of practical applications, uses

the feature-specific measurement parameters introduced in the previous chapter. These methods

are called parametric descriptions. Figure 5 shows a simple example, in which the features can b
e

grouped into two classes based on their shape. Several of the shape descriptors introduced before

can be used here; the example shows the formfactor (4~ area/perimeterZ), A distribution of form-

factor values for the features in the image shows two well separated populations. Setting a limit

between the two groups can separate them into the respective classes. In the figure, the "round
"

features have been identified with a red mark.

Note that other measurement parameters such as area (Figure Sc) do not distinguish between the

groups. Finding a single parameter that can be successfully used to separate classes is not usually

possible, and when it is, selecting the best one from the many possible candidates by trial and er-

ror can be atime-consuming process.

In most cases, a combination of parameters is needed for successful classification, and statistical

methods are used to find the best ones. As a simple thought experiment (from Castleman, 1996),

consider a system to sort fruit, where the target classes are apples, lemons, grapefruit, and cherries.

Apples and cherries can be distinguished on the basis of size (e.g., diameter), as can lemons an
d

grapefruit. But apples have a range of sizes that overlap lemons and grapefruit, so a second para-

meter is needed to distinguish them, for instance the average hue, distinguishing between red and

yellow (at least, this will work if green apples are excluded from the process). This can best be

shown as atwo-dimensional plot of parameter space, as shown in Figure 6.

Note that the various classes are still distinct in this example, so that drawing "decision line
s"

between them is straightforward once the range of values for the different classes has been esta.b-

lished, This is most typically done by measuring actual samples. Rather than just measuring "typical"

specimens, it would be most efficient in this case to intentionally select examples of each fruit th
at

are considered to be extremes (largest, smallest, reddest, yellowest) to map out the boundaries.

The goals in deciding upon the measurement parameters to use are:

1. The ability to discriminate the various classes, preferably with no overlap at all but at least with

minimum overlap (handling of situations in which there is overlap is described in the following

paragraphs)

Xa►~"o*o ~ o ~

O ~p MAC f d o ~

,~ e•yr a ~
0 0 ~~do 0 0~.
~ ~ ~ ~* ~

a b c

Pigure S. Some hand-drawn features, with their histograms for formfactor (b) and area (c). The
formfactor histogram shows two separate classes; the features with values greater than 0.785 are marked
with red dots and are visually "rounder" than the others, The area histogram shows only a single class
and does not distinguish the two types of features.
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d
Figure 6. Classes for fruit sorting discussed in the text. x

bda

Diameter

2. To have the smallest practical number of parameters, which simplifies the training proc
ess in

which extremes in all combinations of parameters are desired

3. To be independent of each other, so that each one measures a very different characteris
tic of the

objects

4. To be reliable, so that the parameter values will not vary over time or due to unco
ntrolled

variables, and they can be measured consistently if system hardware is modified or 
replaced

Sometimes, these goals conflict with one another. For example, adding more param
eters often

provides less overlap of classes, but it may complicate the training process. Findi
ng multiple

parameters that are truly independent can be difficult. In the case of the apples, one 
parameter

is a measure of size and the other of color, so we may expect them to be independ
ent. But

shape parameters, which are often very important for classification, may be quite in
terrelated to

each other and to the size parameters from which they are calculated. It usually require
s a sta-

tistical procedure to determine which function best in any particular situation (an
 example is

shown in the following).

Reliability is difficult to predict when a classification scheme is initially established. By
 definition,

changes in object appearance due to unexpected variations cannot be excluded. For in
stance, if

color is being used to distinguish fabricated components and the pigmentation used in th
e ink be-

ing applied is changed by the supplier, or incandescent lights are replaced by fluorescent
 ones, or

a different camera is substituted for one that has failed, the RGB values and whatever h
ue or other

information is derived from them will change. It may or may not be practical to introdu
ce a cali-

bration step that will adjust the new values to match the old. The alternative is to remea
sure a train-

ing population using the new ink, lights or camera, and reestablish class limits.

Three situations are encountered in general classification. Each situation will be describ
ed in this

chapter:

1, Imposed criteria (the classical expert system) — A human expert supplies rules, Soft
ware may

optimize the order in which they are applied and search for relevant rules, but does not 
derive

them

2. Supervised classification —This is a training set of examples that are supposed to be p
rototypes

~f tl~e range of classes and class variations are presented to the system, which then d
evelops a

strategy for identifying them. The number of classes and examples identified for each cla
ss are

specified by a human.

3. Unsupervised classification —The system is presented with a set of
 examples as described

previously, but not told which class each belongs to, or perhaps even the number of 
classes.

The system attempts to define the class regions in order to maximize the similarity of o
bjects

within each cluster and the differences between groups.
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There are other situations in which classification of images is not based on 
the statistics of indi-

vidual feature measurement parameters, but on characteristics of the entire 
scene. The most often

cited example of this type of discrimination uses the Brodatz (Brodatz, 
1966) texture images rep-

resenting various kinds of natural and man-made surfaces. A few are shown 
in Figure 7. The

Fourier transform power spectra of these images (Figure 8) reveal 
characteristic frequencies and

orientations, or ratios of amplitudes at specific frequencies, which can be 
used to distinguish them.

This same logic can be implemented in hardware using a set of filter 
banks to select the various

frequencies, and performing identification in real time.

Figure 7 A few of the Brodatz textures:

(a) bark; (b) wool cloth;

(c) wood grain; (d) bricks;

(e) straw; (f~ herringbone cloth;

(~ sand; (h) bubbles;

(i) pigskin.
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Figure 8. The Fourier transform power spectra for each of the images in Figure 7.
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The principal use of this technology seems to be in classification of remote sen
sing (satellite and

aerial photographs). When combined with multiband spectral intensity ratios as 
discussed below,

the textures can be used to identify various types of crops, rocks, and other land u
se patterns. Al-

though they apply to the entire scene rather than a single feature, the vario
us numeric values,

such as ratios of amplitudes at various frequencies and orientations, are used 
in the same way as

feature-specific measurements in the classification processes described in this cha
pter.

Decision points
In many practical cases, the classes are not as completely distinct as the exampl

e shown in Figure

5. Commonly, when training populations are measured, the histog
rams of parameter values may
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~'a^-•re 9. Values of formfactor measured on a variety
Finaple and oak leaves. The histograms are
gnificantly overlapped, indicating that formfactor
not the best parameter to use for identification.
robably a method using the skeleton end points
nd external branches would be more successficl.

e

Y

-,~,

overlap as shown in Figure 9. Such overlaps usually indicate the need to find other parameters that

offer better discrimination, but it is not always possible to avoid some degree of overlap, and in

that case it is necessary to establish a decision threshold that produces an acceptable probability

of error.

As shown in Figure 10, the decision threshold combines with the probability distribution function

for the measurement parameter to establish the expected error rate. The area of the tail of the dis-

tribution function (as a percentage of the total) gives the probability of identifying a member of one

population as being in the other class. Sometimes the decision threshold is set to make the two er-

rors (wrongly identifying A as B, or B as A) equal, which minimizes the total error.

In other cases, economic factors must be taken into account. For example, consider the case of

two different "O" rings used in engines, one in a tractor engine and the other in a helicopter engine,

which are distinguished by an imaging operation that measures thickness. The economic cost of oc-

casionally shipping a part intended for a helicopter to be used in a tractor is probably very small.

The part will likely function there, in which case the only extra cost is perhaps the use of a more

costly polymer or the loss of the more valuable part. But shipping a tractor part for use in a heli-

copter would produce much greater liability if the engine failed, and probably a greater likelihood

of failure in a more demanding environment. In such a case it would be desirable to set the error

rate for mistakenly identifying a tractor part as a helicopter one to something very low (one in 1 mil-

lion or less) and accepting a much higher rate (perhaps one in 1000) for the opposite error.

Similar considerations arise in biomedical imaging. There is much concern about automated di-

agnosis, such as the identification using image analysis of cancer cells in Pap smears, or lesions

in mammograms (Karssemeijer, 1998), because of liability issues. The most widely accepted

course of action has been to set the decision thresholds for identifying suspicious features very
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Figure 10. Setting a decision point when

distributions overlap, as discussed in

the text. The probability of

misclassifying a feature is measured

by the area in the tail of each

distribution past the decision

threshold.

low, accepting many false positives which can subsequently be screened again by an experi-

enced human, but hopefully minimizing false negatives in which disease might be missed.

Multidimensional classification
In the examples shown earlier, the histogram or probability distribution function has been plotted

as a function of a single measurement parameter. In the example of Figure 6, two parameters

(size and color) were used. In such cases, it is often possible to reduce the problem to a single de-

rived parameter by fitting a new axis line through the data, usually called either a linear discrimi-

nant line or a context line. As shown in Figure 11, a distribution of data points measured on a

training population and plotted on two parameter axes may have values that overlap in both in-

dividual parameters, but be much better separated when projected onto another derived axis which

is a linear combination of the two. This line can be fit by linear regression through the points, or

by using principal components analysis.

Curved lines can be used in principle, but in practice it is difficult to perform robust nonlinear re-

gression unless the form of the functional dependence is known a priori, and in that case it is

usually better to transform the measurement variables beforehand. For instance, instead of area, it

might be better to use equivalent diameter (which varies as the square root of area) to obtain a plot

for which a linear regression line provides a better fit, as illustrated in Figure 12.

Once the new axis has been fit to the data points, a histogram of values projected along the new

derived parameter (shown in Figure 11) can be used for classification just as discussed previously

for a directly measured parameter. In fact, the formfactor used previously is actually itself a com-

bination of area and perimeter measurements, so this process is simply one more step toward ob-

taining aderived parameter ghat Y7iost directly distinguishes the classes of interest.

Using a decision point determined along the best-fit line between two populations generates 
a

decision line (or in higher dimension spaces when more than two parameters are used, a 
decision

plane) that separates the two populations. This works well when the populations are reasonab
ly

compact and equiaxed, but, as shown in Figure 13, does not separate populations that have 
ir-

regular shapes. Techniques that can locate an optimum decision plane (the Bayes classifier) 
for

such cases are much more computationally intensive. It is also possible to distinguish 
multiple

populations by piecewise-linear decision boundaries, or by quadratic or higher power boun
daries.
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Figure 11. Two populations of points that

overlap on both parameter axes, with a
linear discriminant or context line along

which they are best separated.
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~ b cs~:
Figure 12. Features from an image of dendrites in a metal alloy, showing regression plots for formfactor

~ "~ vs. area (b) and formfactor vs. equivalent diameter (c).

Fortunately, in most such cases the addition of additional parameters separates the various popu-
lation classes well enough that simple linear methods can be used.

Population classes like those shown in Figure 13b, which are elongated and oriented at an angle to
~t `~`` the axes defined by the measurement parameters, have a some correlation between the parameters.
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Figure 13• Class~ficat~on
examples ~n two
dimensions:
(a) separable classes
showing the decision
boundary perpendicular to
the linear discriminant or
regression line;
(b) classes that are not
separable by the boundary
in figure a, with an
optimal Bayes classier
(blue line) that does
separate them;
(c) multiple classes
separated by piecewise
linear decision
boundaries;
(d) multiple classes
separated by quadratic
decision boundaries.

1 2

a b

1
2 2

r
~- 3 3

---- _ ~~

5 4 5 4

c d

This creates problems for classification, as noted above, so it is desirable to make the population 
area

more equiaxed, and preferably circular. The covariance of the data. set is defined as

n

~xk,~ — µ~~ ' ~xk,~ — µi

n-1
(2)

where x is the measurement value, i and j identify the two parameters, }~ are the mean 
values for

each parameter, and k runs through the n features in the population. The covariance can 
vary be-

tween +6i6~ and -6i6~ where 6 are the standard deviation values for each parameter. A 
value of

zero for c(ij) indicates no correlation and the minimum or maximum value indicates p
erfect cor-

relation as shown in Figure 14.

The previous examples showed only two measured parameters, but in general there may be 
Naxes

for ahigh-dimensionality space. In that case, all of the covariances c(i, j) for the various 
parame-

ters measured can be collected into a covariance matrix C. This matrix can be used to 
transform

an irregular population cluster to an equiaxed, circular one. For each measurement vector
 x (de-

fined by all of the n measurement parameters), the quantity r calculated as

is called the Mahalanobis distance from the point representing the feature measurement 
parame-

ters to the mean of the population }~. This is a generalization of the usual concept of 
distance,
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F{gure 14. The value of X~

covariance can vary

between perfect positive

and perfect negative

correlation, czs discussed

in the text. A zero value

represents uncorrelated

values.

0 o p •

o ~ o

C=-6162 Xi c=-0.5 a1a2 C=~ C=i~O.rJ 6162 C=+6162

appropriate for measurements in which the axes have 
different meanings and scales. In the case

of an equiaxed population cluster (zero cova
riance), the Mahalanobis distance is the same as the

usual Euclidean distance.

It is helpful in measuring distances along the v
arious axes to compensate for the different scales

of the various measurement parameters by n
ormalizing the distance measurements. This is done

by dividing each one by an appropriate scaling 
constant, ideally the standard deviation of the pa-

rameter values. This is called the "standardized Euclidea
n distance."

Of course, the classification methods can be genera
lized to more than two dimensions (it just be-

comes harder to illustrate with simple graphics). Figure 15 
shows an example from remote imag-

ing, in which the intensities of reflected light detected
 in different Landsat Thematic Mapper wave-

length bands are used to classify terrain types (Grasselli
, 1969; Sabins, 1986). Patterns of spectral

Figure 15. Land use ctassification using Themati
c Mapper images:

(a) one image showing reflectivity in a single waveleng
th range;

(b) reflectance vs. wavelength plots and cluster diagram 
for reflectivity values from different terrain

types;

(c) classification of land use using these data.
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intensity are associated with particular types of vegetation, minerals, etc. A supervised training
program is used in which an operator marks locations and the image analysis system plots the
point in terms of the measured intensities in each wavelength band. The clusters of points (which
are shown schematically) then mark the various classes, which are used to label the images pixel
by pixel.

There is no reason to expect the clusters of points corresponding to each class to form a regular
spherical shape in the N-dimensional parameter space, of course, and examples below will show
alternative ways of establishing these regions. One of the simplest methods is to establish maxi-
mum and minimum limit values for each parameter. This corresponds to a set of rectangular boxes
in parameter space (Figure 16) that define each class. Training such a system is simplified because
it is not necessary to find a representative population, but rather to find or predict extreme values.

Another method for establishing region boundaries is to measure a representative training popu-
lation for each class, and to characterize the distribution of values by the mean and standard de-
viation for each parameter. Using the mean values as the coordinates of the center, and a multiple

of each parameter's standard deviation as the lengths of the axes, this generates ellipsoids as shown

in Figure 17. The surfaces of these ellipsoids may be used as absolute class boundaries, but it is
more useful to measure the distance of each new feature's parameter coordinates from the various
classes in terms of the standard deviation.

Figure 16. Range limits for class regions in parameter space
(illustrating three independentparamete~s)

Density

;Shape

Shape

Size

Figure 17. Ellipsoidal class regions calculated from the

standard deviation of measured data.

F

a
fc
li
l~
1Y

t~

t~

L

C(

~~

t~

a

Il
b
1.

12

11

I~
n

L
I~
i~
a
a
t~
s

F
ti

c

540 The Image Processing Handbook

mrush
Sticky Note
None set by mrush

mrush
Sticky Note
MigrationNone set by mrush

mrush
Sticky Note
Unmarked set by mrush



~ ~ + ~ a • • • ~« ~ t + ~ ~ M

x t~ ~ i• i ~'' ~ 1~= ~•_
o.sso

o.szs

0.200

o., ~s

0.1 SO

0.125

0.100

0.075

0.050

_-r- ~ ~

—r ~ ~

~~.---~--..~ a
(' a' y,! ~

+N ° ~ 1
4 • ~!

•

•eIb w y

• Group 1

• Group 2

+ Group 3

• Group 4

O.EO 0.40 0.30 0.60 0.70 0.80 0.90 1.00

FormFaotor

Figure I8. Two-dimensional example of

statistical limits. Note that some points lie

outside the 2-sigma boundaries. Solid points

indicate the training populations shown at

the top; shaded points represent identification

of additional features. Points are identified

with the nearest cluster measured as
discussed in the text.

Figure 18 shows atwo-dimensional example for simplicity. The training population
s are shown

at the top, along with the plots of the points and the two-sigma ellipses for each cla
ss. Note that

for the training_ population and for additional features measured subsequently, some 
of the points

lie outside the two-sigma limit, as would be expected. Note also that some of the clas
ses are much

larger (more variation in the parameter values) than others, and that the ellipses may 
be elongated

in some cases because one parameter varies more than another. The standard deviati
on, shown as

the length of each ellipse axis, becomes a scale with which to interpret the rather 
confusing dis-

tances of parameter space. Using the standard deviation normalizes the various axis 
units as dis-

cussed above. The concept of a "distance" in parameter space is not well defined and 
may be dis-

torted in different directions or regions of the plot. Unfortunately, this is often the case
 when shape

factors are used for identification since they are often not all independent (so the axe
s are not or-

thogonal) and are certainly not linear (a change in aspect ratio from 1.1 to 1.5 is far d
ifferent from

a change from 4.1 to 4.5, for instance).

If a new feature is measured, and its parameter coordinates do not place it inside o
ne of the class

boundaries, it may still be identified as being "most like" one class by measuring th
e distance in pa-

rameter space from the feature coordinates to the center of each class (the mean value
s), and scal-

ing this number by dividing by the standard deviation. Because of the different clust
er sizes, this

means that a point could actually be closer to one class on the plot but more "like
" a different one.

In the example, a point close to the blue class might be fewer standard deviations 
away from the

magenta one, and would be identified accordingly.

Learning systems
It can be very difficult to collect a truly representative set of features with which to 

establish train-

ing populations ~~iat produce classes that can be applied without alteration to ma
ny new features

and situations. In particular, the extreme-valued features that lie near the end of t
he distributions

are usually rare. Furthermore, an approach using mean and standard deviation ra
ther than the ac-

tual shape of the distribution may oversimplify the measurements, which in many im
age analysis

situations do not produce Gaussian distributions.

Figure 11, in the previous section, illustrated the ability to estimate the probability
 of classifica-

tion error from the shape of the distribution histogram. Using the actual histogram 
thus extends tra-

ditional "hard" classification in which a feature is assigned to one class or exclud
ed from it, to the
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"fuzzy" logic situation in which shades of probability are admitted
. Fuzzy logic is an important ex-

tension of classical logic in which the various classification rules
 in the knowledge base contain

probabilities. An example would be "If A can fly, there is a 70% c
hance that it is a bird; if A can-

not fly, there is a 5% chance that it is a bird," which accommodat
es butterflies, which fly but are

not birds, and penguins, which are birds but do not fly. In our cas
e, the parameter histogram gives

a direct way to measure the conditional probabilities.

Fuzzy logic has been applied to expert systems and neural nets (
both discussed below as engines

for assigning classifications based on multiple rules), Typically the 
result is to slow the convergence

process because it is necessary to evaluate all paths and find the
 most likely, not simply to find one

path through the rules. In a formal sense, fuzzy logic is equivalen
t to Bayesian logic with leveled

classic sets. For comprehensive information on fuzzy logic, refe
r to (Zadeh, 1965; Negoita and

Ralescu, 1975, 1987; Sanchez and Zadeh, 1987; Zimmerman, 1987).

As an illustration of a learning system that uses histograms to esta
blish decision points, and works

in multi-parameter space using linear discriminant or context
 line methods, populations of nine

kinds of natural nuts were used (Figure 19). Some of these re
presented more than one species

<e.g., one class included both white and red oak acorns, both wit
h and without their caps, and an-

other included several kinds of pecans) so that histograms were g
enerally not Gaussian and some-

times were multimodal (Figure 20). Images from a training p
opulation of about 20 of each vari-

ety of nut were captured with a monochrome video camera (this 
work was done in the 1980s, so

much of the hardware was primitive by current standards), and t
he features measured to obtain a

total of 40 parameters for each feature.

Some parameters such as location and orientation were discard
ed based on human expectation that

they were not meaningful. Others were discarded by subseque
nt statistical analysis, leaving a net

of 17 that were actually used, so discrimination was perfor
med in a 17-dimensional space. Not all

of the dimensions are truly independent (orthogonal), however, 
because many of the shape para-

meters are based on size measures used in various combinations
. Linear discriminant lines were

P~gure 19. A few of the nuts used in the learning example

discussed in the text.

o
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Figure 20. A bimor~al length distribution for two

species of pecans.
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constructed in this space between each pair of nut classes, using stepwise regression (Draper and

Smith, 1981). Parameters were added to or removed from the equation of the context line based

on the F-value (an arbitrary cutoff value of 4.0 was used), eliminating variables that did not improve

the ability to distinguish particular population groups.

This elimination helps toward the goal of using independent parameters, as well as simplifying the

total problem and reducing the number of training examples required. Many of the shape para-

meters, for example, use some of the same size information. For example, the convexity and form-

factor defined in Chapter 8 both use the perimeter. If one of them shows a high correlation with

category discrimination, there is a good chance that others that incorporate perimeter will also

show a correlation. Stepwise regression will select the one that has the highest correlation and

predictive power, and discard the others.

The resulting context lines used as few as two or as many as eight terms. Some parameters were

used in many cases (e.g., average brightness), while others appeared in only one or two equations

but were then often the most important single parameter (e.g., convex area was highly important

in distinguishing pistachios from almonds). On the average, each of the 17 parameters was used

11 times in the total of 55 pairwise context lines, and each context line equation included an av-

erage of 5 parameters. Figure 21 shows several examples. The coefficients in the equations for the

linear discriminant or context lines are derived by regression, and represent the angles between the

line and each of the parameter axes in N-space.

Discrimination of hickory nuts from almonds, and acorns from peanuts, is easy because the dis-

tributions are entirely separate, even though the distributions are somewhat irregular in shape.

The acorn—pecan distribution (Figure 22) shows a slight overlap, which was the case in about 16%

of the pairwise discriminant plots. Using the logic shown earlier in Figure 11, the decision point

was located to make the probability of misclassification errors equal for both classes. In the

acorn—pecan case, this amounted to about 1% and arose when a large acorn was viewed from the

side without its end cap, as shown in Figure 23. The most likely error was confusion of an acorn

with a filbert.

Once the discriminant functions (the equations of the context lines) have been established and dis-

tributions of derived parameter values along those lines set up, the system can go to work

0 .5 1 1.5 2 2.5 3 3.5 4 4.5 5 9.5 6

a Acorns vs. Peanuts

0 .5 I 1 .5 2 2.5 3 3.5 4 4.5 5 5.5 6 6.5 7

Hickory N W / A Irnond Context L Ine

b

Figure 21. Context Cines and frequency distributions for

hickory nuts-almonds and acorn peanuts, examples of
entirely separated classes. The regression equations are:

Acorns (type 1) vs. Peanuts (type 3J = 3.928 + 0.773 •Aspect
Ratio - 5.007 • Fractal Dimension + 0.068 •Brightness

Hickory Nuts (type 2) vs. Almonds (type 6) =-2.266- 2.372
Breadth + 2,184 ~ Wjidth + 0.226 •Brightness +0.318
Contrast +2.374 •Texture
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Figure 22. Context line and frequency distribution for

acorns pecans, showing overlap. The regression equation

is:

Acorns (type 1) vs. Pecans (type 4) = 1.457 + 6.141

Formfactor - 2.153 ~ Convex Perimeter + 1.768 •Convex

Area + 2.926 •Length - 1.575 •Breadth - 1.131 • F~tent

Figure 23. Uiew of several large acorns without their end

caps and pecans, showing a situation in which confusion

between the two classes may arise.

identifying nuts. The decision points along each context line position plan
es (perpendicular to the

lines) in the high-dimensionality space which form polyhedra around eac
h class. The problem is

that with a training population of only 20 nuts from each class, the posi
tions of those decision

points are imperfect.

As the system examines more images (eventually a total of about 1000 
nuts), the derived parame-

ter values (positions along each context line) are calculated and the histo
grams are updated. This

does not require any additional computer memory, since the histogram
s have already been estab-

lished. Identification of nut types proceeds on the basis of the stored 
decision points. But when-

ever avalue is added to the end of a histogram (within the last 5% of i
ts area), the program asked

the operator to confirm the identification and then reestablished the d
ecision threshold using the

then current histogram. In this way the system learned from the additi
onal specimens to which it

has been exposed, which gradually increased the number of observati
ons near the important lim-

its of each distribution.

Figure 24 shows a table with the final results. A total of 3,7% of the nuts
 were misidentified, but

most of these errors occurred very early in the learning process; there was
 only one error in the

last 200 nuts. The system started out with an approximate idea of the limi
ts of each class, and re-

fined these limits with more information. It should be noted that many
 of the parameters used for

each identification were not familiar to the human operators, and alm
ost certainly did not repre-

sent the logic they used to identify the nuts. But the system quickly bec
ame as proficient as the hu-

mans.

In other examples, an automated system based on this same logic has s
urpassed the humans who

trained it (Russ and Rovner, 1987). In the study of archaeological sites in 
the American southwest

and much of central America, a subject of considerable interest is the proc
ess of domestication of

corn, Zea mays. It is widely believed, although not proven, that corn is a
 domesticated offshoot of

the wild grass teosinte, of which there are many varieties. Little remains
 of corn in an archaeologi-

cal context that can be dated, but it happens that corn, like all grasses (a
nd many other plants), pro-

duces small silica bodies called opal phytoliths in and between the
 cells on the stalk, leaves, and
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Identified Type
ctuai Type

Acorns 1
1_ __ 2 3 4 5 6 7 8 4
91 0 0 1 D 0 0 10 0

Hickory Nuts 2 0 70 0 1 0 0 1 0 0

Peanuts 3 D 0 126 0 0 1 0 0 0

Pecans 4 2 1 0 54 0 0 3 D 0

Pistachios 5 0 0 0 0 126 0 0 0 0

Almonds 6 0 0 0 0 0 224 0 0 0

Brazii Nuts 7 0 3 0 6 0 0 115 0 0

Filberts S 8 0 0 D. 0 0 0 67 0

Walnuts 4 0 0 D D 0 0 0 0 107

Figure 24. "Confusion matri,~c"showing errors
in nut identification.

other parts of the plant. They are generally a few micrometers in size, and act to stiffen the p
lant tis-

sue. They are also selectively produced at any site of injury (including cropping by animals).

From an anthropological point of view, phytoliths are of interest for two reasons. First, they 
sur-

vive in the soil for long periods of time and can be recovered from layers that are datable and show

other signs of human habitation. Second, they have shapes that are distinctive. Research over sev-

eral decades has shown that phytoliths can be used taxonomically to identify species of grasses, in-

cluding corn and its precursors (Twiss et al., 1969; Rovner, 1971; Pearsall, 1978; Piperno, 1984).

Most of this identification has been carried out by humans, who have accumulated photographs

(mostly using the scanning electron microscope since the particles are only a few micrometers in

size and have significant three-dimensional structure so that they cannot be studied satisfactorily

with the light microscope) and built catalogs from which matching comparison to unknowns can

be performed. The success rate for skilled observers in blind tests is generally better than 95%. This

has been at the cost of a very substantial amount of effort, however, and the knowledge and ex-

perience are not readily transferred to other researchers. The human eye does not deal too well

with the need to characterize variation, and the individual phytoliths vary widely in shape. Such a

situation is ripe for the use of computer image analysis methods.

Slides were prepared with phytoliths extracted from a training suite of five known species of maize

and teosinte and SEM images analyzed to determine several size and shape parameters, which

were used as described above to establish discriminant classes. On the original set of objects, this

produced a better than 99% correct identification. After applying the results to a total of 300 objects

from 5 additional species of plants (three maize and two teosinte), the results had improved to bet-

ter than 99.6% accuracy in distinguishing the two classes. Furthermore, the system can examine

hundreds of phytoliths Cenough to produce statistically significant results) from more species of

corn or other grasses in one month than have been done by hand and eye in the last 20 years. The

same system has recently been used for classification of squash seeds (Rovner, personal commu-

nication).

kNN and cluster analysis
Other methods are used to establish limits for classes in parameter space. The two most widely

used, k-nearest neighbor (kNN) and cluster analysis, share the drawback that unlike the histogram

and linear discriminant method described earlier, it is necessary to save the actual coordinates for

each identified feature, which means that storage requirements grow continually if the system is to

continue learning. The other difficulty with these methods is that the time required to make an

identification rises with the number of stored values, even with efficient algorithms to sort or prune

the data set and work with only a reasonable number of candidate points. On the other hand,

these methods do not presuppose any particular shape for the class regions, such as the rectangular

prism, ellipsoid, or polyhedral methods described previously. It is even possible to handle such

situations as shown in Figure 25, in which one class is nonconvex, disjoint, or is largely or com-

pletely surrounded by another.
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F~tgure 25. Examples of nonconvex, disjoint, or surrounded

classes (indicated by different colors) that are difficult to

represent by simple geometric shapes.

The k-nearest neighbor classification works by searching the database of previously 
identified fea-

tures for those which are "most like" the current measurement, as shown in 
Figure 26. This

amounts to finding the distance between the coordinates of the current feature's p
arameters, and

those for other features. The distance is generally calculated in a simple Pythagorean s
ense (square

root of the sum of squares of differences), but this overlooks the important fact t
hat the different

axes in parameter space have very different units and metrics. Usually the dist
ance along each

axis is simply expressed as a fraction of the total range of values for that parameter
, but there is no

real justification for such an assumption. It would be better to use some normalizing s
cale such as

the standard deviation of values within each class, if this is available (the same l
ogic with Maha-

lanobis distance as used above for the ellipsoid class limits).

In the simplest form of k-neighbor comparison, k is one, and the search is simply for
 the one sin-

gle prior measurement that is most similar, and which is then assumed to identify the
 class of the

new feature. For features near the boundary between classes, single-nearest-neighb
or matching

proves to be quite noisy and produces irregular boundaries that do not promote ro
bust identifi-

cation, as shown in Figure 27. Using the identification of the majority of five, nin
e, or even more

nearest-neighbors produces a smoother boundary between classes, but is still highl
y sensitive to the

relative size of the populations. If one population has many more members than the
 other, it ef-

fectively shrinks the class limits for the minor group by making it more likely that th
e majority of

matches will be with members of the more numerous population.

The methods described so far presume that some training population in which the featu
res belong to

known classes can be used to construct the class limits. As noted before, this is known a
s "supervised

N

i Class A ■ ti C11ss B

• + +
+ +

a + +*
i ~~ +

. ~ ~ ~ + + +
■. r ,++ +

■ " . ++ + +

■ ■ . ++
• t~ + +:

~ + +

• +
■ ■ +
.~

New Point

Figure 26. Three of the five nearest-neighbors to the new point lie

in Class B, so it is assigned to that class.
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i

Figure 27. The irregular boundary that forms between two
classes (whose individual members have parameter values
indicated by the colored points) using single-nearest-
neighborclassification.

learning" in which the operator identifies the actual class or population to which each feature be-

longs, and the software uses that information along with whatever measurement parameters are avail-

able to determine an identification strategy. There are some situations in which it is not known a pri-

ori what the classes are, or perhaps even how many of them are present. In these cases, it is still

useful to plot each feat~ire's measured parameters as values in a parameter space, and then look for

clusters of points. Cluster analysis with non-supervised training is a rich topic that goes beyond the

scope of this text (see, for example, Pentland, 1986; James, 1988; Bow, 1992; Fukunaga, 1990).

One typical way that cluster analysis proceeds uses the distance between points to identify the

members of a cluster. For example, start with the two points closest together. Assume these rep-

resent aclass, and add to the class other nearby points until the distance from the nearest point al-

ready assigned to the cluster exceeds some (arbitrary) limit, which may be calculated from the

size of the growing class region. The method can obviously be generalized to use more than a sin-

gle nearest-neighbor. Once a given class has stopped growing, begin again with the remaining

points, and continue until all have been assigned. There are many refinements of this approach,

which allow for assigned class regions to be merged or split.

A somewhat complementary method for finding clusters uses all of the points simultaneously. It

starts by constructing a minimal spanning tree for all of the points present (an intensive amount of

computation for large data sets). The links in this tree can be weighted either by their Euclidean

or Mahalanobis length, or by the number of matches present in a table of k-nearest-neighbors for

each point. In other words, if the same points are each listed in each other's nearest neighbor

lists, they are probably in the same cluster. The spanning tree is then pruned by cutting the links

with the greatest length or the smallest number of matches, to leave the identified clusters. Figure

28 shows an example of a sparse cluster of points, the minimal spanning tree, and the clusters that

result from pruning (after Bow, 1992).

.Another, somewhat different approach to find clusters in data, particularly when there is only one

significant measured variable, is the dendrogram. Figure 29 shows an example. The features are

ranked into order based on the vahie of the measured variable, such as formfactor. Then the features

that have the smallest value differences are connected (numbers 7 and 21 in the example, followed

by 4 and 23, 27 and 14, 13 and 16, etc.) by horizontal lines positioned according to the difference

value. Groups of features are usually linked based on the smallest difference between any two mem-

bers of the group, although it is also possible to use the difference between the mean or median val-

ues in each group. Eventually all of the features and groups are connected into a single tree.

If multiple measurement parameters (e.g., formfactor, diameter, and density) are used, the differ-

ence between features is calculated as the distance between the vector representation of the
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Pigure 28. Parameter values plotted as points, and the

minimal spanning tree connecting them. Cutting the

branches with the greatest length separates the clusters

(indicated by different colors).

multiple values in N-dimensional space. This typicall
y presents a problem because the units of the

various parameters are quite different, and the lengt
hs of the various axes are not connpatible so

there is no natural way to scale them in proportion. 
This can sometimes be handled by normaliz-

ing each measured parameter based on (for example
) the total range or standard deviation of the

measured parameters, but such a method is inhe
rently arbitrary. Without a full characterization of

the statistical distributions of each parameter, it is not
 possible to calculate a true Mahalanobis dis-

tance for the parameter space.

Once the dendrogram has been constructed, it ca
n be used to determine any number of clusters

by selecting a different threshold value for the diff
erence. For example, in Figure 29 a value of 0.6

would yield two clusters while a value of 0.4 wou
ld yield four clusters and a value of 0.3 would

yield 5 clusters. By definition, in the unsupervis
ed clustering situation, we do not know a priori

how many classes are present. Therefore, the deci
sion requires human judgment.

'~

a
.~

A

Figure 29. Example dendrogram as discussed

in the text. The red, green, ctnd blue lines

indicate the effect of selecting different

threshold values for the difference between

feature measurements on the number of

classes.
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Expert systems
After clusters have been identified by one of these methods, the class limits mu

st still be con-

structed by one of the methods shown earlier. This could be a geometric shape (rectangular prism,

ellipsoid, polyhedron) or a kNN boundary. Now we will consider how to apply the
se class bound-

aries as a set of rules for the identification of subsequent features.

The simplest and most common method is the traditional expert system. A set of Hiles 
(such as the

limits —either hard or fuzzy —for the class boundaries) is created which must
 be applied to

each new set of feature measurements. Returning to the case of the letters A throug
h E, Figure 30

shows a very simple expert system with four rules, requiring measurement of only
 three parame-

ters. In the most efficient implementation, only those parameters required would be measur
ed, so

for the letter B (which is identified by the number of holes in the shape) the roundness 
and aspect

ratio parameters, which are not needed, would not be determined at all. V~hen they ar
e used, the

cutoff values of the parameters for each letter type were determined experimentally, by meas
uring

characters from a few different fonts. In situations such as this, it becomes important to desi
gn the

system so that the least "expensive" parameters are determined first, to reduce the time 
needed for

the overall identification. Counting holes requires less computation than measuring dimen
sions

needed for the shape factors. Also notice that, unlike the template matching and cross corre
lation

examples shown earlier, this method is insensitive to position, size or orientation of the letters, 
and

tolerates several different fonts.

Simple classification systems such as this are sometimes called decision trees or production rules,

E consisting of an ordered set of IF/THEN relationships. Classic expert systems separate the data

base (rules) from the inference engine used to find a solution (Black, 1986; Winstanley, 1987; Rol-

ston, 1988; Slatter, 1987; Walters, 1988). One of the drawbacks to such systems is that the addition

:~

i ~ ~ ~ ~

~ ~
B

i

1

~g A

~ ~ E

D
A ,~ $ ~S-
c ~ ~. A
C A ~' E ~ ~y

Figure 30. Expert system to classify the letters A through

E. The colors shown in

(a) were assigned using the logic in

(b) Note that the shape factors used as parameters do

not depend on size, orientation or position, and that

several different fonts (with and without serifs) are

present.

Holes = 2?

Holes = 1?

Round- ~/ Aspect

ness> 0.4?(~~:) Ratio>1.32?

~~ D A E
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of another class (e.g., the letter F) does not simply graft on
 another step, but may completely

reshuffle the order in which the rules should be applied, or ev
en eliminate some rules altogether

and replace them with others. The optimum decision tree is not
 necessarily the one with the fewest

branches. "Knowledge shaping" procedures such as includin
g the cost of obtaining each input

value can greatly improve overall efficiency and determine an 
optimum search and solution tree

(Cockett, 1987).

Most real expert systems have far more rules than this one and 
the order in which they are to be

applied is not necessarily obvious. The complexity of decision
 paths increases rapidly with a large

number of rules. General purpose expert systems try to find 
a path between the various input val-

ues and a conclusion in one of two ways. If, as shown in F
igure 31, the number of observations

is less than the number of possible conclusions, forward chain
ing that starts at the left and explores

pathways through various rules toward a conclusion would 
be used. In other cases, backward

chaining that works from conclusions back toward observation
s may be more efficient. In the very

schematic diagram shown in the figure, there are 6 initial ob
servations (measurements), 21 rules,

and 12 possible conclusions; real systems are several orders of
 magnitude more complex. Some of

the rules shown have more than two possible outcomes; in 
some systems, each possible outcome

would represent a separate rule.

Normal forward searching for a successful path through this net
work would start at some point on

the left, follow a path to a rule, and follow the outcome until a
 contradiction was met (a rule could

not be satisfied). The system would then backtrack to the precedi
ng node and try a different path,

until a conclusion was reached. This approach does not test a
ll possible paths from observations

to conclusions. Heuristics to control the order in which possib
le paths are tested are very impor-

tant. In cases of realistic complexity, it is not possible to test all
 consequences of applying one rule,

and so simplifications such as depth-first or breadth-first strategi
es are employed. Pruning, or re-

jecting apath before working through it to exhaustion, is also 
used. (You may use as a rough

analogy the search for a move in a chess program. Some initia
l moves are rejected immediately,

while others are searched to various depths to evaluate the various r
esponses possible and the out-

comes). Reverse searching works in the same way, starting fro
m possible conclusions and search-

ing for paths that lead to observations. Some search "engines" co
mbine both forward and reverse

searching methods.

When fuzzy logic is used, the various rules contain probabilities. 
In that case, it is ideally necessary

to construct a total probability by combining the values for n
odes along each path, to select the

most likely path and hence the most probable result. The heuristic
s that control search order are

less important, but the total computation load can be much gr
eater.

Figure 31• Schematic diagram for an expert system.
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Neural nets
Searching the multiple pathways through an expert system, especial

ly one utilizing frizzy logic

probabilities, is an inherently parallel problem. An attractive way to solve it uses 
neural networks,

an implementation of a simplified and idealized model of the functioning
 of biological processes.

Each element in a neural net is a threshold logic unit, illustrated in Fig
ure 32. It is analogous to a

simplified model of a functioning neuron, as shown in the classic McCull
och—Pitts model (McCul-

loch and Pitts, 1943; Rosenblatt, 1958; Lettvin et al., 1959; Minsky and Papert, 1969
; Grossberg,

1988). Multiple inputs (which in the image analysis case could be either m
easured parameter val-

ues, or pixel intensities) are weighted and summed, and the total compared to a 
threshold value.

If the threshold is exceeded, the neuron "fires." In a biological system, it send
s a train of pulses as

inputs to other neurons; in a neural network it transmits a calculated output v
alue (a probability)

to another threshold logic unit.

To understand the functioning of these simple units, it is worthwhile to con
sider a classical de-

scription of a theoretical construct called the "grandmother cell." Imagine a cell that has 
been

trained to recognize your grandmother, and patiently examines every image that is
 transmitted

from your eyes searching for clues. Earlier logic units, some of them in the eye 
and some in the

visual cortex, find low level structures. So the presence of white hair, blue eyes, and
 the spacing

of eyes, nose, mouth, cheekbones, etc., are all inputs to the grandmother cell. It 
has been shown

that human vision is very efficient at locating facial features (even babies do it, immed
iately after

birth), and that it is the ratios of spacings between these features that are importan
t clues to recog-

nition of individuals.

Other clues might include the presence of a familiar dress, jewelry, or glasses. Some of these 
are

more important than others (have larger weighting), and some factors may simply 
be missing

(e,g., if your view of the person prevents seeing the color of her eyes). There may also b
e some

factors with large negative weights, such as the presence of a bushy red mustache or a hei
ght over

Axon Figure 32. A threshold logic unit and an
Terminals

idealized neuron.

Dendrites

Physical components
of a Neuron

Integrator
Excitory
Inputs

Output

Inhibitory McCullough-Pitts
inputs Neuron Model

Weights
(+ or —) Threshold

3N Wei ht 1 Detector

~;~ Wei ht 2
Wei ht 3
Wei ht 4 ~ Output

Wei ht 5
i~P~cs Summation Threshold Logic Unit
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sup feet tall, When all of the inputs are summed, if the total is large
 enough, the cell alerts your

conscious brain that grandmother is present. Such a system account
s for the occurrence of false

positives (thinking that you see someone familiar, who on close exa
mination turns out not to be

the expected person). The result will not always be correct (we may
 miss grandma in some situ-

ations, or mistake someone else for her occasionally), but it is very
 efficient and works quickly

and well enough.

Connecting together a network of these simple devices (perceptrons)
 in multiple layers.,. with some

low level decisions passing information to higher levels, produces 
a system capable of making

decisions based on diverse types of inputs. The classic topology o
f a neural network is shown in

Figure 33. Each artificial neuron calculates like the perceptron
, producing an output that is a

weighted combination (not necessarily linear) of its input values. These out
puts are routed through

at least one hidden layer before reaching the output layer. The output la
yer produces outputs that

are discrete, selecting one (or at most a few) values. Training the neur
al net adjusts the weights in

the neurons to produce the desired output patterns for the various tra
ining patterns (Hebbs, 1949).

This is typically accomplished by training the system with example
s. When a correct conclusion is

reached, the weights of the inputs from the neurons that contribut
ed to the decision are increased,

and vice versa. This feedback system eventually results in pathways that c
orrespond to descriptions

of the objects being recognized. Various methods for adjusting the
 weights are in use, some work-

ing forward and some backwards through the network (Rumelhart et
 al., 1986).

In principle, the weights in the various units describe the shape of e
ach class space in a high di-

mensional space (corresponding to the number of inputs). In practice
, it is very difficult if not im-

possible to interpret the weights, particularly in the inner layers of th
e system. Dealing with over-

lapping classes (the possibility that the same set of inputs may lead 
to more than one output) is

exactly analogous to the situation shown earlier in Figure 11, Many 
systems cannot explain the

reasons for the answers they deliver; indeed, it is difficult to find just
 where the "knowledge" re-

sides in the system (like our own brains, it seems to be distributed
 widely throughout the net-

work), It is difficult to assign probabilities or confidence limits to t
he result, but neural net systems

usually fail gracefully. Unlike classic expert systems, the solution t
ime for a neural system de-

creases as more information is made available. Their principal shor
tcoming is the need for un-

usual computer architectures for efficient realization. Although the neur
al network is in theory a

parallel device, many actual implementations use traditional serial
 computers to perform all of the

calculations, simulating a parallel structure, and in this case the spee
d advantage is lost.

The weights in a neural network typically take a long time to stabilize
, which is another way to say

that it takes a lot of training to produce a network that gives correct answ
ers most of the time. The

same requirements for finding representative training populations e
xist as for the statistical classi-

fication methods discussed previously. The quality of the training is 
usually more important than

how the solution is implemented. The only real difference between a
 neural network and one of

the statistical methods shown above is the intricacy with which param
eter space can be dissected

P~gure 33 Schematic diagram of a minimal

neural network with one hidden layer.

a 0
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