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U.S. PATENT NO. 7,233,978

Dear Commissioner:

Pursuant to 35 U.S.C. § 302 and 37 C.F.R. § 1.510, the undersigned, on behalf of Ama-
zon Web Services, Inc. (the “Requester”) requests ex parte reexamination of claims 17, 23, 24,
and 30 (the “Challenged Claims”) of U.S. Patent No. 7,233,978 (“the 978 Patent,” Exhibit 1),
issued on June 19, 2007. The *978 Patent is assigned to Kove 1O, Inc. (“Patent Owner™).

EXx Parte Patent Reexamination Filing Requirements

Pursuant to 37 C.F.R. § 1.510(b)(1), this Request provides statements pointing out each

substantial new question of patentability based on material, non-cumulative reference patents and

printed publications for the Challenged Claims of the 978 Patent (see Section II). These prior art

Page 1 of 236 GOOGLE EXHIBIT 1047



Request for £x Parte Reexamination
of U.S. Patent No. 7,233,978

references and combinations are new and non-cumulative based on MPEP § 2258.01 and /n re
Hiniker (see Section ILE). In particular, this Request raises a substantial new question of patenta-
bility for obviousness under 35 U.S.C § 103 based on (1) Oracle Corporation’s manual Oracle
Names Administrator’s Guide, Release 2.0 (“OracleNamesAdminGuide”) in view of U.S. Patent
No. 6,122,664 (“Boukobza”); (2) OracleNamesAdminGuide in view of Joseph B. Greene’s book
Oracle8 Server Unleashed (“OracleUnleashed”); and (3) U.S. Patent No. 5,617,568 (“Ault”) in
view of Boukobza and U.S. Patent No. 6,230,183 (“Yocum”).

Pursuant to 37 C.F.R. § 1.510(b)(2), this Request requests reexamination of the Chal-
lenged Claims of the 978 Patent, and provides a detailed explanation of the pertinence and man-
ner of applying the cited references to the Challenged Claims (see Section II).

Pursuant to 37 C.F.R. § 1.510(b)(3), the Request provides copies of every patent or
printed publication relied upon or referred to in the statement pointing out each substantial new
question of patentability or in the detailed explanation of the pertinence and manner of applying
the cited references (see Exhibits 2-6).

Pursuant to 37 C.F.R. §1.510(b)(4), the Request provides a copy of the 978 Patent as Ex-
hibit 1, along with a copy of any disclaimer, certificate of correction, and reexamination certifi-
cate issued corresponding to the patent.

Pursuant to 37 C.F.R. § 1.510(b)(5), the attached Certificate of Service indicates that a
copy of this Request in its entirety has been served on Patent Owner at the following address of
record for Patent Owner, in accordance with 37 C.F.R. § 1.33(¢):

Reichman Jorgensen Lehman & Feldberg LLP

100 Marine Parkway, Suite 300
Redwood City, CA 94065

Also submitted herewith is the fee set forth in 37 C.F.R. § 1.20(c)(1).

ii
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Pursuant to 37 C.F.R. § 1.510(b)(6), Requester hereby certifies that the statutory estoppel
provisions of 35 U.S.C. § 315(e)(1) and 35 U.S.C. § 325(e)(1) don’t prohibit Requester from fil-

ing this ex parte patent reexamination request.

iii
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L INTRODUCTION

Claims 17, 23, 24, and 30 of the 978 Patent should be rejected for obviousness under 35
U.S.C. § 103 based on OracleNamesAdminGuide in view of either Boukobza or OracleUn-
leashed, and based on Ault in view of Yocum and Boukobza.

The 978 Patent is directed to techniques for locating data stored in a distributed net-
work.! To do so, the patent describes storing the network addresses of data entities in a location
server, then having clients query the location server to retrieve the network address of the desired
data entity.? OracleNamesAdminGuide and Ault disclose distributed data storage systems that
use the same techniques described in the *978 Patent.

Like the *978 Patent, OracleNamesAdminGuide and Ault both answer the question in a
distributed data storage system: “where is my data?” OracleNamesAdminGuide and Ault de-
scribe techniques that separate the “where” (i.e., the location of the data entity) from the “what”
(i.e., the data entity itself).? OracleNamesAdminGuide does this by using specialized servers
called Names Servers, which serve as intermediaries between clients requesting data entities and
the corresponding data storage servers.* A client seeking to locate data on OracleNamesAdmin-
Guide’s network will query a Names Server to retrieve the data entity’s network address, then
use that address to connect to the entity housing the data. OracleNamesAdminGuide illustrates

this network architecture in Figure 3-11 below.’

! See 978 Patent (Ex. 1) at Abstract.
2 See id. at Abstract, 2:19-37.

3 See OracleNamesAdminGuide (Ex. 2) at 20, 23, 33, 43-44, 52-53 (citations are to the exhibit’s
lower-right page number); Ault (Ex. 5) at 5:62-6:9.

4 See OracleNamesAdminGuide at 20, 22.
3 Steps 1-4 appear in OracleNamesAdminGuide’s original Figure 3-11.
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At step (1), the client requests the location of a data entity uniquely identified by the
POULTRY .WORLD identifier. OracleNamesAdminGuide uses its networking utility, SQL*Net,
to send the client’s request to the Names Server. At step (2), the Names Server receives the re-
quest, looks up the location information associated with the POULTRY .WORLD identifier, then
sends that location information to client. The client receives the location information from the
Names Server at step (3), then the client uses that information to build a connection request to
the server housing the data. Finally, at step (4), the client contacts the server and establishes a
client-server connection.®

Similarly, Ault discloses a location server for locating data in a distributed network using
an identifier. As shown below, Ault’s Figure 4 discloses storing location data on a location

server. Ault teaches that a client seeking to locate data will query the location server for the

6 See id. at 52-53; see also id. at 128-29 (describing location information syntax includes host
name, port, and database instance along with the connection information).
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data’s location.” The location server then sends the client the requested location information,

which the client uses to build the connection request to access the desired data.®

DFS FILESET — FILESET
CLIENT | +| LOCATION LOCATION
52 stop 1: SERVER DATABASE
~~~~~~~~~~ get location of fleset 84
MANAGER
o seen [ FLESET
&2 Stap2: ¥
access the file in fileset ¥

FiG. 7 PRIOR ART

Before the *978 claims were allowed, the Examiner wasn’t presented with and didn’t con-
sider the OracleNamesAdminGuide, Boukobza, OracleUnleashed, Ault, or Yocum references,
which describe routine networking techniques like automating performance assessment and reor-
ganizing data onto additional servers to improve performance.

Other claims of the 978 Patent are currently under review in Reexamination Control
Number 90/019,034. On June 28, 2022, the Reexamination Specialist issued a Non-Final Office
Action rejecting claims 1, 3, 6, 10, 14, and 31.° For independent claims 1 and 31, the specialist
determined that OracleNamesAdminGuide disclosed a plurality of location servers wherein a

first location server contains a first set of location information and a second location server con-

7 See Ault at 5:62-69.
81d.
9Ex. 11 (06/28/2022 Office Action in 90/019,034).
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tains a second set of location information, where the location information on each server is asso-
ciated with an identifier used by the client in requests.'” Independent claim 17, and its dependent
claims 23, 24, and 30, also include these limitations.

The Reexamination Specialist declined to reject claims 17, 23, 24, and 30 based on his
finding that OracleNamesAdminGuide and Oracle Survival Guide (the secondary reference in
that proceeding) didn’t teach or render obvious claim element 17.¢’s step of “transferring a por-
tion of the identifiers and associated locations to a second data location server when a perfor-
mance criterion of the first location server reaches a predetermined performance limit.”!! As de-
tailed below, each of Boukobza, OracleUnleashed, and Yocum teach this element, rendering ob-
vious claim element 17.e.

Accordingly, this Request raises substantial new questions of patentability (“SNQs”) for
claims 17, 23, 24, and 30.

1I. SUBSTANTIAL NEW QUESTIONS OF PATENTABILITY

Requester respectfully requests reexamination for claims 17, 23, 24, and 30 of the *978

Patent under 35 U.S.C. § 302 and 37 C.F.R. § 1.510.

A. 978 Patent Overview

The *978 Patent issued from an application filed on June 1, 2001.'? The *978 Patent is di-
rected to well-known techniques for locating data entities stored in a distributed networking en-

vironment.!* To do so, the patent describes using an identifier associated with the location of a

10 7d. at 5-9.

1 7d. at 35-36.

12 See >978 Patent at Cover.

13 See id. at Abstract, 2:19-37, 4:20-21.
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respective data entity.!* And the patent uses data location servers to store location information

associated with those identifiers as shown below in Figure 18.13
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'978 Patent Fig. 18

The 978 Patent states that it was known in the art that distributed databases allow physi-
cal storage of a database to exist across multiple locations and that to access such data, a client
would send a request to the server.!¢

During prosecution, the Patent Office twice rejected the claims based on prior art.!” In re-
jecting original claim 24 (issued as claim 17), the Examiner found that the prior art, e.g., U.S. Pa-
tent No. 6,466,980 to Lumelsky, teaches a method of providing a transfer protocol configured to
transport identifier and location information, storing location information formatted according to
the transfer protocol, receiving an identifier and a location relevant to the identifier at a first loca-

tion server, storing the received location in a location store having a plurality of identifiers at the

14 See id. at Abstract, 2:19-37.

15 See id. at 18:37-58.

16 See id. at 1:38-41.

17 See *978 History (Ex. 10) at 304-14, 353-64 (08/22/2005, 06/01/2006 Office Actions).
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first location server, and transferring a portion of the identifiers and associated locations to a sec-
ond data location server when a performance criterion of the first location server reaches a prede-
termined performance limit.!® And the Examiner rejected original claims 30, 31, and 37 (issued
as claims 23, 24, and 30) because Lumelsky further teaches the performance criterion includes an
amount of available persistent storage space and/or a transaction rate limit, and teaches automati-
cally transferring information when the first location server reaches the predetermined limit.!
Applicant admitted that the Examiner’s cited art, including Lumelsky, “teaches transfer-
ring data objects to additional servers.” Applicant thus “amended claim 24 [issued as claim 17]
to note that different sets of location information are maintained on each of the location servers
to further emphasize the difference between Lumelsky and the invention of claim 24.72° After an
Examiner’s Interview and Applicant’s amendments, the Examiner allowed the claims.?! The Ex-
aminer stated in the Notice of Allowability that the prior art didn’t disclose providing location
information in response to a location query directed to multiple location servers—a limitation re-
cited in independent claims 1, 10, 14, and 31, but not recited independent claim 17.22 In particu-
lar, the Examiner specified that “the prior art of record fails to teach or suggest individually or in
combination a system in which a location query requests from multiple servers location infor-
mation, separate from the data objects to which the location information pertains, to be returned

to the requestor.”?* Notably, the Examiner didn’t state in the Notice of Allowability that the prior

18 See id. at 306-07, 355-56 (08/22/2005, 06/01/2006 Office Actions).
19 See id. at 308-09, 357-59 08/22/2005, (06/01/2006 Office Actions).
20 See id. at 387 (11/01/2006 Remarks).

2 See id. at 373-75 (08/24/2006 Examiner Interview Summary), 376-90 (11/01/2006 Amend-
ment), 402-05 (02/13/2007 Notice of Allowance).

22 Id. at 402-05 (02/13/2007 Notice of Allowance).
23 Id. at 402-05 (02/13/2007 Notice of Allowance).
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art of record fails to teach or suggest claim 17’s step of “transferring a portion of the identifiers
and associated locations to a second data location server when a performance criterion of the first
location server reaches a predetermined performance limit” or the performance criterion limita-
tions of dependent claims 23, 24, and 30.

Below, Requester establishes that the limitations of issued independent claim 17 and
claims 23, 24, and 30 depending from claim 17 were already known in the art, as shown by Ora-
cleNamesAdminGuide’s distributed database storage system and other art. In particular, Bou-
kobza, OracleUnleashed, Ault, and Yocum teach or render obvious the method step of claim ele-
ment 17.e.

B. Listing of Prior Art Patents and Printed Publications

Pursuant to 37 C.F.R. § 1.510(b)(3), this Request provides a copy of every patent or
printed publication relied upon or referred to herein:

o Exhibit 2: Oracle Names Administrator’s Guide, Release 2.0 (Oracle Corp., Red-
wood City, CA), published 1996 (“OracleNamesAdminGuide”);

e Exhibit 3: U.S. Patent No. 6,122,664 to Marcel Boukobza, filed on June 27, 1997,
issued September 19, 2000 (Boukobza);

o Exhibit 4: Joseph B. Greene, Oracle8 Server Unleashed, 1st ed. (Sams Publishing,
Indianapolis, Ind.), ISBN: 0672306816, published October 1, 1995 (“OracleUn-
leashed”);

e Exhibit 5: U.S. Patent No. 5,617,568 to Michael B. Ault, filed on December 14,
1994, issued April 1, 1997 (“Ault”); and

e [Exhibit 6: U.S. Patent No. 6,230,183 to Peter B. Yocum, filed on March 11, 1998,
issued May 8, 2001 (“Yocum”).

A Form SB-08 and copies of the foregoing references are submitted herewith.
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C. Statement Setting Forth Each Substantial New Question of Patentability

For claims 17, 23, 24, and 30, this Request presents a substantial new question of patenta-
bility based on obviousness under 35 U.S.C. § 103 over OracleNamesAdminGuide in view of
Boukobza (“SNQ 17). For claims 17, 23, 24, and 30, this Request presents a substantial new
question of patentability based on obviousness under 35 U.S.C. § 103 over OracleNamesAdmin-
Guide in view of OracleUnleashed (“SNQ 27). For claims 17, 23, 24, and 30, this Request pre-
sents a substantial new question of patentability based on obviousness under 35 U.S.C. § 103
over Ault in view of Boukobza and Yocum (“SNQ 37).

Requester submits that the prior art references raise a new “substantial question of patent-
ability” because “the teaching of the (prior art) patents and printed publications is such that a rea-
sonable examiner would consider the teaching to be important in deciding whether or not the
claim is patentable.”?* For example, these references, discussed in further detail in Section III,
when considered as a combination in view of their shared teachings, teach each limitation of the
claims, including:

e OracleNamesAdminGuide discloses, or renders obvious in view of Boukobza or Ora-

[13

cleUnleashed, claim 17°s “method of scaling at least one of capacity and transaction
rate capability in a location server in a system having a plurality of location servers
for storing and retrieving location information, wherein each of the plurality of loca-
tion servers stores unique set of location information of an aggregate set of location
information, the method comprising: providing a transfer protocol configured to
transport identifier and location information, the location information specifying the
location of information related to the identifier; storing location information format-

ted according to the transfer protocol at a first location server; receiving an identifier

and a location relevant to the identifier at the first location server; storing the received

24 MPEP 2242.
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location in a location store at the first data location server, the location store compris-
ing a plurality of identifiers, each identifier associated with at least one location,
wherein the received location is associated with the received identifier in the location
store”;
Ault discloses, or renders obvious in view of Boukobza, claim 17’s “method of scal-
ing at least one of capacity and transaction rate capability in a location server in a sys-
tem having a plurality of location servers for storing and retrieving location infor-
mation, wherein each of the plurality of location servers stores unique set of location
information of an aggregate set of location information, the method comprising:
providing a transfer protocol configured to transport identifier and location infor-
mation, the location information specifying the location of information related to the
identifier; storing location information formatted according to the transfer protocol at
a first location server; receiving an identifier and a location relevant to the identifier
at the first location server; storing the received location in a location store at the first
data location server, the location store comprising a plurality of identifiers, each iden-
tifier associated with at least one location, wherein the received location is associated
with the received identifier in the location store”;
OracleNamesAdminGuide in view of Boukobza or OracleUnleashed renders obvious
claim 17’s “transferring a portion of the identifiers and associated locations to a sec-
ond data location server when a performance criterion of the first location server
reaches a predetermined performance limit;”
Ault discloses, or renders obvious in view of Yocum and Boukobza, claim 17’s
“transferring a portion of the identifiers and associated locations to a second data lo-
cation server when a performance criterion of the first location server reaches a pre-
determined performance limit;”
OracleNamesAdminGuide in view of Boukobza or OracleUnleashed renders obvious

[13

claim 23’s “wherein the performance criterion comprises an amount of available per-
sistent storage space in the first location server”;

Ault discloses, or renders obvious in view of Yocum and Boukobza, claim 23’s
“wherein the performance criterion comprises an amount of available persistent stor-

age space in the first location server”;
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OracleNamesAdminGuide in view of Boukobza or OracleUnleashed renders obvious
claim 24’s “wherein the performance criterion comprises a transaction rate limit”;
Ault discloses, or renders obvious in view of Yocum and Boukobza, claim 24’s
“wherein the performance criterion comprises a transaction rate limit”;
OracleNamesAdminGuide in view of Boukobza or OracleUnleashed renders obvious
claim 30’s “wherein transferring a portion of the identifiers and associated locations
to a second location server when a performance criterion of the first data location
server reaches a predetermined performance limit further comprises monitoring the
performance criterion and automatically transferring the portion of identifiers and as-

sociated locations when the first location server reaches the predetermined limit”; and

Ault discloses, or renders obvious in view of Yocum and Boukobza, claim 30’s
“wherein transferring a portion of the identifiers and associated locations to a second
location server when a performance criterion of the first data location server reaches a
predetermined performance limit further comprises monitoring the performance crite-
rion and automatically transferring the portion of identifiers and associated locations

when the first location server reaches the predetermined limit.”

Further, these prior art references are new because the “same question of patentability as

to the claim has not been decided by the Office in an earlier concluded examination or review of

the patent.

25

None of these references were raised, considered, or formed the basis of a rejection

during the original prosecution of the 978 Patent. And only OracleNamesAdminGuide was

raised or considered during the pending reexamination of the 978 Patent.

Overall, this Request provides the detailed mapping and explanation regarding the combi-

nation of references and raises a SNQ because the Office hasn’t previously considered the teach-

ing of the combinations of references OracleNamesAdminGuide, Boukobza, OracleUnleashed,

Ault, and Yocum.

Bd.
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Further, Mr. Greene’s declaration (Ex. 9) reinforces the Request’s analyses. Mr. Greene
has more than 30 years of professional experience implementing, managing, and analyzing dis-
tributed databases. including those using Oracle products. Based on this experience, he has pub-
lished nine books on distributed databases, including six books on Oracle’s database manage-
ment system and its associated tools and utilities.?® Mr. Greene concludes that the combinations
of OracleNamesAdminGuide in view of Boukobza or OracleUnleashed and of Ault in view of
Yocum and Boukobza render obvious claims 17, 23, 24, and 30.%’

D. Co-Pending Litigation

Requester is currently engaged in pending litigation concerning the ‘978 Patent, namely
Kove 10, Inc. v. Amazon Web Services, Inc., 1:18-cv-08175 (N.D. I11.).

In Reexamination Control No. 90/019,034, Requester Amazon Web Services, Inc. (i.e.,
the same requester here) filed a request for ex parfe reexamination of claims 1, 3, 6, 10, 14, 17,
23, 24, 30, and 31 of the *978 Patent. The USPTO granted that request on January 12, 202228
The Reexamination Specialist issued an Office Action on June 28, 2022. In that Office Action,
the specialist rejected claim 1 as being obvious over OracleNamesAdminGuide in view of the
printed publication Oracle Survival Guide (“OracleSG”); claims 3, 10, and 14 as being obvious
over OracleNamesAdminGuide in view of OracleSG and U.S. Patent No. 5,777,989 (“McGar-
vey”); and claim 6 as being obvious over OracleNamesAdminGuide in view of OracleSG and

U.S. Patent No. 5,301,286 (“Rajani”).

26 A full description of Mr. Greene’s professional background and qualifications can be found at
paragraphs 4-13 of his declaration.

27 See Greene Decl. (Ex. 9) 4 53-54, 120, 127-29, 143-45, & 155.
28 Requester is unaware of any other pending prosecution concerning the 978 Patent.
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The Reexamination Specialist, however, found that OracleNamesAdminGuide in view of
OracleSG didn’t render obvious claim element 17.e, which recites “transferring a portion of the
identifiers and associated locations to a second data location server when a performance criterion
of the first location server reaches a predetermined performance limit.” The specialist noted that,
when using the Phillips claim construction standard, the transferring limitation “would require
that the identifiers and associated locations first be stored on the first data location server and
then be transferred from said first location server to said second location server.”?’

Notably, the Reexamination Specialist found that the prior art renders obvious 978 claim
14’s “method of handling location queries in a network, the network comprising a plurality of
location servers, each location server containing a unique set of location information of an aggre-
gate set of location information correlating each of a plurality of identifiers with at least one lo-
cation.”® Specifically, the specialist found that OracleNamesAdminGuide discloses “receiving a
location query from a client a one of the plurality of location servers, the location query request-
ing an entity’s location;” and “sending a location response message to the client if the queried
location information relevant to an entity identified in the query, the location response message
comprising location information identifying at least one application server containing infor-
mation relevant to the entity identified in the query.”?! These elements parallel the preamble and
elements 17.a-17.d of method claim 17.

Further, the Reexamination Specialist found that OracleNamesAdminGuide discloses

’978 claim 1’s “a first location server containing a first set of location information corresponding

29 See Ex. 11 at 37 (06/28/2022 Office Action in Reexamination Control No. 90/019,034).
30 See id. at 27-34.
31 See id. at 25-27.

12
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to at least one entity, the location information comprising an identifier and at least one location
string associated with the identifier, wherein the identifier identifies an entity and the location
string specifies a location of data pertaining to the entity.”3?> These limitations parallel claim 17’s

2 <

limitations toward “storing location information ... at a first location server,” “receiving an iden-
tifier and a location relevant to the identifier at the first location server,” and “storing the re-
ceived location in a location store at the first data location server, the location store comprising a
plurality of identifiers, each identifier associated with at least one location, wherein the received
location is associated with the received identifier in the location store.”

And the Reexamination Specialist found that the OracleNamesAdminGuide discloses
’978 claim 31’°s “a location server operating in accordance with a transfer protocol, the transfer
protocol comprising instructions for manipulating an identifier and at least one location associ-
ated with the identifier, wherein ... the location server containing location information corre-
sponding to at least one entity and formatted according to the transfer protocol, and wherein the
location of data for the location comprises an application server in communication with the net-
work.”3? These limitations parallel claim 17’s limitations toward “providing a transfer protocol
configured to transport identifier and location information, the location information specifying
the location of information related to the identifier” and “storing location information formatted
according to the transfer protocol at a first location server.”

In sum, the Reexamination Specialist determined that OracleNamesAdminGuide dis-

closed each of these elements of claims 1, 17, and 31. Thus, because these elements parallel

32 See id. at 7-12. The Reexamination Specialist also noted OracleSG further supports these dis-
closures. As this Request explains below, OracleUnleashed similarly supports these disclosures.

33 See id. at 12-17. The Reexamination Specialist also noted OracleSG further supports these dis-
closures. As this Request explains below, OracleUnleashed similarly supports these disclosures.

13
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claim 17’s preamble and claim elements 17.a-17.d, OracleNamesAdminGuide also discloses all
elements of claim 17 except claim element 17.e.

This Request demonstrates that Boukobza and OracleUnleashed each teaches and renders
obvious claim 17—including element 17.e—in combination with OracleNamesAdminGuide.
This Request further demonstrates that the combination of Ault, Yocum, and Boukobza also
teaches and renders obvious claim 17, including claim element 17.e. For the *978 Patent, or any
related patent, the USPTO hasn’t considered, cited to, or relied on Boukobza, OracleUnleashed,
Ault, or Yocum or during any original examination or other post-grant proceeding.

The 978 Patent claims to be a continuation-in-part of the 640 Patent.3* In Reexamina-
tion Control No. 90/014,552, Aneeta Mishra, who has no relationship with the instant Requester,
filed a request for ex parte reexamination of claims 17, 18, and 24 of the 640 Patent. The
USPTO denied that request on September 9, 2020. None of the prior art references presented in
this Request were before the USPTO in the 90/014,552 reexamination.

Further, in [IPR2020-00276, Requester filed a petition seeking infer partes review of 978
claims 1, 3, 6, 10, 14, 17, 23, 24, 30, and 31. The Board denied this petition on June 16, 2020 in
Paper 23. None of the prior art references presented in this Request were before the Board in
IPR2020-00276.33

E. New and Non-Cumulative Prior Art

This Request raises new and non-cumulative questions of patentability. The MPEP and

Federal Circuit precedent dictate that an ex parte reexamination request may be denied if it’s

34 See *978 Patent at Cover.

35 Contra In re Vivint, Inc., 14 F 4th 1342, 1348, (Fed. Cir. 2021) (ordering USPTO to dismiss an
ex parte reexamination request that simply “repackaged” arguments raised in a prior IPR peti-
tion). In the instant Request, all obviousness arguments, and four of five references, weren’t pre-
sented previously in an IPR or reexamination challenging the 978 Patent or any related patent.

14
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based on “old art.”*¢ The MPEP defines “old art” as references “previously cited/considered in
an earlier concluded Office examination of the patent.” 37 And the Federal Circuit explained in /n
re Hiniker that a reexamination request based on “old art” could only be denied when that art is
the sole basis for the proposed substantial new question of patentability.’® Thus, as Hiniker de-
tailed, a request combining one new reference with two pieces of “old art” still raises a substan-
tial new question of patentability:

The examiner and the Board here applied East [reference] in finding the claims
under reexamination obvious. East was never before the examiner during the orig-
inal prosecution and is thus new art. There is no indication that East ... was not
material to the question of obviousness vel non or that it was cumulative with any
old art. Thus, both the examiner’s and the Board’s decisions were based on a sub-

stantial new question of patentability.*

This Request bases each SNQ on prior art references or combinations that the Office
hasn’t reviewed in a previous proceeding. The USPTO has only reviewed OracleNamesAdmin-
Guide previously, finding it disclosed most elements of the challenged claims.*® Each SNQ in-
cludes new references (Boukobza, Ault, Yocum, and OracleUnleashed), each of which hasn’t
been cited or considered previously in connection with the 978 Patent. Accordingly, this Re-
quest doesn’t base any SNQ on old art.

In addition, this Request’s new references aren’t cumulative of any old art. Under the
MPEP, prior art is cumulative only if it “substantially reiterates verbatim the teachings of a refer-

ence” that the Office previously considered “even though the title or the citation of the reference

36 MPEP 2258.01; In re Hiniker Co., 150 F.3d 1362, 1365-66 (Fed. Cir. 1998).
37 MPEP 2258.01.

38 In re Hiniker Co., 150 F.3d at 1367.

¥ 1d.

40 See Ex. 11 at 27-34 (06/28/2022 Office Action in 90/019,034).
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may be different.”*! As the MPEP further pronounces, denials based on cumulative prior art are
rare:

However, it is expected that a repetitive reference which cannot be considered by
the Office during reexamination will be a rare occurrence since most references
teach additional information or present information in a different way than other

references, even though the references might address the same general subject mat-

ter.*?

None of the teachings of Boukobza, OracleUnleashed, Ault, or Yocum, are cumulative.
Indeed, Boukobza Ault, and Yocum have no connection to art that the Office previously consid-
ered in prior proceedings. Further, while Mr. Greene wrote the OracleUnleashed reference at is-
sue in this Request and the OracleSG reference*? at issue in Reexamination Control No.
90/014,552, OracleUnleashed describes system configurations and features beyond those taught
in the secondary references (e.g., OracleSG) in the pending reexamination. For example, Oracle-
Unleashed describes features that improve performance, including improved parallelism, parti-
tioning, and optimization, which also mirror the teachings in the *978 Patent.** Further, Oracle-
Unleashed teaches system configurations for updated versions of Oracle’s product—through Or-
acle version 8.1, compared to Oracle7.2 for OracleSG).** Thus, OracleUnleashed doesn’t “sub-
stantially reiterate[ ] verbatim” the teachings of art previously considered by the Office. As a re-
sult, Boukobza, Ault, Yocum, and OracleUnleashed “teach additional information or present in-

formation in a different way than other references,” are thus aren’t cumulative under the MPEP.

H MPEP 2258.01.
21d.

3 Joseph B. Greene, Oracle DBA Survival Guide, 1st ed. (Sams Publishing, Indianapolis, Ind.),
ISBN: 0672306816, published October 1, 1995.

# See Greene Decl. 4] 24, 101-04.
¥ See id. 9 91.
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And this request is consistent with the Federal Circuit’s recent /n re Vivint, Inc. deci-
sion.*® In that case, the Federal Circuit vacated an ex parte reexamination, reasoning that it was
improper for the USPTO to deny an IPR for relying on previously-considered prior art but later
grant an ex parte reexamination request based on that same art.*” As a result, the court found that
the reexamination request should have been denied because it copied “vast swaths” of the al-
ready abusive previous petition, using three of the same references, and two of the same combi-
nations.*® But this request, unlike the request in /n re Vivint, relies on four new prior art refer-
ences and three distinct SNQs that have never been reviewed or determined to be abusive by the
USPTO. As a result, this request shouldn’t be rejected under the /2 re Vivint standard.

Accordingly, SNQs 1-3 are new and non-cumulative.

F. Estoppel

The statutory estoppel provisions of 35 U.S.C. § 315(e)(1) and 35 U.S.C. § 325(e)(1)
don’t prohibit Requester from filing this ex parte reexamination request.

I11. DETAILED EXPLANATION OF THE PERTINENCE AND MANNER OF APPLYING THE PRIOR
ART REFERENCES TO EVERY CLAIM FOR WHICH REEXAMINATION IS REQUESTED

In accordance with 37 C.F.R. §1.510(b)(2), Requester provides the following detailed ex-

planation of the pertinence and manner of applying the prior art to the Challenged Claims.

46 14 F 4th 1342 (Fed. Cir. 2021).
4T 1d. at 1347.
48 Id

17

Page 24 of 236



Request for £x Parte Reexamination
of U.S. Patent No. 7,233,978

A, Oracle Overview

Oracle Corporation develops and manufactures commercial database systems. Oracle re-
leased its first commercially available database in 1979, Oracle v2.*° By 1992, Oracle had re-
leased Oracle version 7.°

Mr. Greene details how Oracle7 included full functionality for distributed databases.>! For
example, the Oracle7 Server Concepts manual explains the concept of a distributed database as
follows:

A distributed database is a network of databases managed by multiple database
servers that appear to a user as a single logical database. The data of all databases
in the distributed database can be simultaneously accessed and modified. The pri-
mary benefit of a distributed database is that the data of physically separate data-
bases can be logically combined and potentially made accessible to all users on a

network >

To operate as a distributed database system, Mr. Greene explains that a system includes a
management utility stored on each client and each database server for sending requests to a data-
base instance and for returning responses and data from the database to the client over the net-
work. An Oracle7 system may be hosting dozens of database instances on any given database
server. So to make a connection, the management utility must know the client’s and database
server’s IP address or “host name,” the ports used, the database instance, and the transport proto-

col .33

¥ See Greene Decl. | 14 (citing Departments of Informatics’ Oracle v2 timeline (Ex. 12)).
30 See id 4 15.

51 See id. 9 15-16.

52 Ex. 13 (Oracle7 Server Concepts) at 71-72.

33 See Greene Decl. 17.
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Further, Mr. Greene explains that the Oracle7 system included two advances—namely,
the expansion of location transparency and the use of hashing in distributed databases.>* In dis-
tributed databases, location transparency hides the actual location of data from users, allowing
them to “see through” the location and internal storage information to the data itself. Location
transparency is an important feature for maintaining and updating a distributed database on an
ongoing basis. As the book Oracle: The Complete Reference details:

Over the life span of an application, its data will very likely move from one database
to another, or from one host to another. Therefore it will simplify maintenance of
an application if the exact physical location of a database object is shielded from

the user (and the application).>

And Mr. Greene details that, in 1996, Oracle introduced further distributed database ca-
pabilities, including the release of Oracle version 7.3, the Oracle tools and utilities SQL*Net re-
lease 2.3.3, and Oracle Names release 2.0.5¢

SQL*Net is the name for Oracle’s add-on networking utility. This utility provides the
network underpinnings for distributed databases.’” The 1994 Oracle DBA Handbook explains
that SQL*Net makes it “possible to create synonyms that give applications true network trans-
parency; the user who submits the query will not know the location of the data that is used to re-

solve it.”>® SQL*Net Client runs on each client and interfaces with applications running on the

34 See id. 9 18.

33 Ex. 14 (Oracle: The Complete Reference) at 5.
36 See Greene Decl. § 19.

37 See id. 4 20.

8 Ex. 15 (Oracle DBA Handbook) at 13.
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client. SQL*NET Listener runs on database servers, listens on multiple network ports and IP ad-
dresses for client requests, and returns requested information to clients.>

Oracle Names is the moniker for Oracle’s distributed database name server utility and
provides a directory of databases on Names Servers.®® Names Servers are intermediaries that pro-
vide connection information, including location, to clients requesting data entities from corre-
sponding data storage servers. Using Oracle Names, a client seeking data requests the location of
the data entity from a Names Server, receives a location response from the Names Server, then
requests the data entity itself from the data storage server identified in the location response !

With Oracle Names, Mr. Greene explains that all tasks for managing distributed data-
bases are handled using a global naming service, available to all hosts in a network. As the book
Oracle: The Complete Reference explains:

This changes the way in which database links are resolved. Before, when a database
link was specified, the database first looked at the user’s private database links. If
none with the matching name was found, then the available public database links
were checked.

Oracle*Names adds an additional level to this. Now, if the first two checks do not
return a match for the database link name, then the Oracle*Names server’s list of
global database link names is searched for the database link. If the link name is
found there, Oracle*Names will return the link’s specifications and resolve the
query.

This greatly simplifies the administration of location transparency—the ability to
mask the physical location of data-in a distributed environment. The information

related to remote data access is now stored in a central location. The impact of this

39 See Greene Decl. § 20.
60 At times, those in the field refer to Oracle Names as “Oracle*Names.” See id. 21 n.6.
6l See id. 9 21.
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is felt every time an object’s location is changed. For example, if there were multi-
ple links using explicit connections to a single demote database, then a pre-Ora-
cle*Names modification to the user’s password would require dropping and re-cre-

ating multiple database links

Oracle maintains a separate manual for Oracle Names release 2.0, which is titled Oracle
Names Administrator’s Guide, Release 2.0 (Exhibit 2).%3

Mr. Greene explains that Oracle Names and SQL*Net allow customers to create unique
customer identifiers associated with a data set’s network address, and to use those identifiers to
query Names Servers to locate where in the system the data set resides.®*

Like most relational database management system (“RDBMS”) products at the time, Ora-
cle7 included hashing capability. Hashing was a known approach at the time to improve perfor-
mance by processing certain types of queries more quickly.®® The Oracle DBA Handbook ex-
plains Oracle7’s use of this hashing capability as follows:

In Oracle7, a second type of cluster is supported. Hash clusters use hashing func-
tions on the row’s cluster key to determine the physical location where the row
should be stored. This will yield the greatest performance benefit for queries of the

form shown in the following listing.

SELECT name
FROM employee
WHERE empno = 123;

In this example, the EMPLOYEE table is queried for an exact match for the
EMPNO column. If that table was part of the hash cluster, and EMPNO was part

62 Ex. 14 (Oracle: The Complete Reference) at 8.
63 OracleNamesAdminGuide at 4.

64 Greene Decl. § 23.

65 Id. 9 18.
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of the cluster key, then the database could use the hashing function to quickly de-

termine where the data was physically located.®
And as the Oracle DBA Handbook illustrates, it was understood in the art that hashing
reduced the processing cost and time for query results:

Queries in which a column’s value is compared to an exact value are called equiv-
alence queries. In Oracle7, a new type of cluster, called a hash cluster, is made
available. This type of cluster stores a row in a specific location based on its value
in the cluster key column. Every time a row is inserted, its cluster key value is used

to determine which block it should be stored in; this same logic can be used during

queries to quickly find data blocks that are needed for retrieval ¢’

Today, Oracle is up to version 21.°® Patent Owner didn’t provide any Oracle publications
to the Patent Office during the original examination of the *978 Patent.

B. Distributed Databased Management

Distributing database systems across separate machines “provides great flexibility and
allows significant gains in performance.”® It also, though, requires development of database
management solutions to coordinate between distributed devices.”® Location transparency, per-
formance monitoring and optimization, and automation all came to the forefront for managing
distributed databases by the early 1990s.7!

Mr. Greene explains that performance monitoring and optimization ensures that distrib-

uted systems can meet the demands of their users as efficiently and effectively as possible.””

% Ex. 15 (Oracle DBA Handbook) at 5-6.
71d. at 9.

68 See Greene Decl. 1 25.
% 1d. 4 26.

70 [d

71 Id

2 See Greene Decl. §27.
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Companies would rely on a database administrator (“DBA”) to maintain crucial database perfor-

mance:

It is the DBA’s responsibility to periodically monitor the database during peak
transactional activity, searching for bottlenecks and resource contention. One of the
primary concerns with transactional activity is the management of the rollback seg-
ments. The database should be able to handle all concurrent transactions effectively.
If the database is not monitored during transactional activity and adjusted appropri-

ately, company productivity will inevitably suffer.”

Monitoring performance manually, while possible for some databases, came with draw-
backs due to slow reaction times.”* As databases grew larger, the role of a DBA grew with them,
as Mr. Greene details.”> Hence, DBAs quickly learned to automate these performance monitoring
and optimization processes “to rapidly feed back the useful information from the nodes to the

management node, and to automatically initiate actions on certain conditions.””®

C. Level of Skill in the Art

At the time of the purported invention, a POSITA would have had a bachelor’s degree in
computer science (or a similar field) and at least two years of experience working with database
management software systems. Alternatively, a POSITA would have had a Master’s degree or
similar post-graduate studies in the field of database management software systems with fewer

years of experience.”’

73 OracleUnleashed (Ex. 5) at 478 (citations are to the exhibit’s lower-right page number); see
Greene Decl. ] 27.

74 See Boukobza (Ex. 4) at 2:4-10; Greene Decl. q 28.

75 See Greene Decl. 9 29.

76 See Boukobza at 2:43-45; Greene Decl. § 29.

7 See Greene Decl. ] 44-49.
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D. Claim Construction

In the pending district court matter, Patent Owner has stated that the 978 Patent expired
on September 25, 2020.7® Because the 978 Patent has expired, the claims should be given their
ordinary and customary meaning as set forth in Phillips v. AWH Corporation. The MPEP states:

During reexamination . . . claims are given the broadest reasonable interpretation
consistent with the specification and limitations in the specification are not read
into the claims.... In a reexamination proceeding involving claims of an expired
patent, claim construction pursuant to the principle set forth by the court in Phillips
... (words of a claim ‘are generally given their ordinary and customary meaning’
as understood by a person of ordinary skill in the art in question at the time of the
invention) should be applied since the expired claim are not subject to amend-

ment.”

Thus, this Request applies the Phillips claim construction standard.

In the district court matter, Patent Owner has proposed constructions for certain claim
terms and agreed to constructions for other terms.?’ For purposes of this reexamination only, Re-
quester shows the prior art invalidates the Challenged Claims using the following constructions
proposed or adopted by Patent Owner:

e “location” means “an encoding that is a member of a set of associations with an iden-
tifier in a location server, and that specifies where data pertaining to the entity identi-
fied by the identifier is stored” (claims 17, 23, 24, 30);

e “location server” means “a network-attached component that maintains a set of iden-
tifier/location mappings that are modified or returned in response to location request

messages from clients” (claims 17, 23, 30);

8 See Ex. 16 (Memo in Opposition) at 8.

79 MPEP 2258 (citing In re Yamamoto, 740 F 2d 1569 (Fed. Cir. 1984) and Phillips v. AWH
Corp., 415 F.3d 1303, 1316 (Fed. Cir. 2005)); Greene Decl. ] 44-45.

80 See Ex. 17 (Joint Claim Construction Chart) at 4-6.
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e “location information” means “one or more identifiers and their associated locations”
(claims 17, 31);

e “identifier” means “a unique encoding that identifies an individual entity, and with
which zero or more location strings are associated in a location server” (claims 17,
30); and

e Preambles limit the claims after “comprising” (claim 17). 3!

Because the prior art establishes each Challenged Claim is obvious under Patent Owner’s
proposed or adopted constructions, Requester has applied those for purposes of this reexamina-
tion only. Requester doesn’t concede the scope of any claim term in litigation or waive any argu-
ment in any proceeding that the claim terms are indefinite or the claims are invalid or unpatenta-
ble. For the purposes of this proceeding, Requester construes all other terms as having their ordi-
nary and customary meanings. As shown below in Sections IILE, the prior art renders obvious
the Challenged Claims under any reasonable construction of the claim terms.

E. Overview of the Prior Art

This Request establishes that the Challenged Claims are obvious based on the teachings
of OracleNamesAdminGuide, Boukobza, OracleUnleashed, Ault, and Yocum. During the origi-
nal examination of the ’978 Patent, the Examiner didn’t cite, consider, or rely on any of the refer-
ences.

1. OracleNamesAdminGuide (Ex. 2) Overview

OracleNamesAdminGuide is a printed publication from the Oracle Corporation. On its
face, OracleNamesAdminGuide shows that it was published by the Oracle Corporation in 1996

as Part No. A42482-1.3? Oracle Corporation made OracleNamesAdminGuide accessible to the

81 See id.
82 See OracleNamesAdminGuide at 4.
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public on Oracle’s website.®* Mr. Greene confirms that, as of 1996, Oracle Corporation “was an
established publisher that was well known to those interested in the field of database technolo-
gies.”8

In Exhibit 18, Dr. Sylvia Hall-Ellis corroborates that OracleNamesAdminGuide was pub-
licly accessible by at least May 7, 1997.3% Dr. Hall-Ellis identifies a College of William & Mary
library catalog entry that shows that OracleNamesAdminGuide was entered into that library’s
collection on May 7, 1997, where it was indexed by subject matter for public access.®® As Dr.
Hall-Ellis explains, this catalog entry establishes that OracleNamesAdminGuide was publicly ac-
cessible no later than May 7, 1997 %7

Exhibit 24 further corroborates the public accessibility of OracleNamesAdminGuide. Ex-

hibit 24 is a National Stock Number (“NSN”) entry, which shows that the U.S. government as-
signed OracleNamesAdminGuide the NSN 7610-01-448-8459 on September 11, 199728 The

U.S. government assigns an NSN to publications, among other items in commerce, in order to

process their procurement for the Department of Defense.?

83 See, e.g., https://docs.oracle.com/pdf/A42482 1.pdf (last accessed October 13, 2021).

8 Greene Decl. § 56; see also Vidstream LLC v. Twitter, Inc., 981 F.3d 1060, 1065 (Fed. Cir.
2020) (“A reference will be considered publicly accessible if it was disseminated or otherwise
made available to the extent that persons interested and ordinarily skilled in the subject matter or
art exercising reasonable diligence[] can locate it.... When there is an established publisher there
is a presumption of public accessibility as of the publication date.”).

85 See Ex. 18 (Hall-Ellis Decl.) § 19. Dr. Hall-Ellis is an Adjunct Professor in the School of In-
formation at San Jose State University in San Jose, California. She holds a Ph.D. in Library Sci-
ence from the University of Pittsburgh. See id. at pp.12-14 (Attachment B).

8 See id. 31.
87 See id. 9 26.
88 See Ex. 24 at 2-3.

8 See, e.g., https://www.dla.mil/Portals/104/Documents/J3LogisticOperations/Bro-
chures/J3_nsnbooklet 200323 .pdf?ver=2020-03-24-105311-683. As shown in Exhibit 24, Ora-
cleNamesAdminGuide was assigned a National Stock Number on September 17, 1997, corrobo-
rating the ongoing public accessibility of OracleNamesAdminGuide.
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Thus, OracleNamesAdminGuide is a printed publication that is prior art under 35 U.S.C.
§ 102(b) because it published more than one year prior to the application date of the 978 Patent
and under § 102(a) because authors other than the named inventors published it before the appli-
cation date. And, even if Patent Owner were able to establish the 978 Patent is entitled to the
benefit of the earliest possible priority date of July 8, 1998, OracleNamesAdminGuide is
§§ 102(a) and (b) prior art based on its publication date.

OracleNamesAdminGuide describes a real product, Oracle Names, which is a part of the
Oracle7 database system. OracleNamesAdminGuide discloses a distributed database system, fo-
cusing on the Oracle Names utility product that provides connection information for service lo-
cations residing on different clients and servers.®® And OracleNamesAdminGuide explains that
its Oracle7 system includes a Names Server that responds to a client’s data entity requests using
unique customer identifiers associated with the data entity’s network address:

An Oracle Names Server stores names and addresses for network services such as
databases or MultiProtocol Interchanges, database link definitions, and object ali-
ases.
The Names Server stores the following types of objects, which are described below:
+ database service names—The service name is the global database name that
is mapped to the SQL*Net connect descriptor. The combination of a listener
address and connect data make up a connect descriptor that locates a data-
base service. Gateways to non—Oracle databases and Oracle RDB databases
are also stored....
* V1 connect strings—A V1 connect string can be mapped to a service name
in the Oracle Names database. The service name you enter acts as an alias
for the SQL*Net V1 connect string, making it easy to access a server in a

network that still uses SQL*Net V1....

%0 See OracleNamesAdminGuide at 5, 22, 52-54.
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After services have been defined in Oracle Names, users only need to refer to them
by name to connect to a database or network service. The necessary exchange of

details occurs between the requester and the Oracle Names Server.”!

Further, OracleNamesAdminGuide describes an Oracle7 system having multiple Names
Servers functioning as a directory service storing addresses for all services on the network and
making them available to clients wishing to make a connection.”?> As shown below in Figure 2-1,
OracleNamesAdminGuide explains that an Oracle7 system supports multiple clients, databases,

and Oracle Names database instances connected on a network.”?

o g
~//////f/
o .«l

Dot ™ §
8 Frataban, s,
3 \ e . -
{ Network }
‘f}\m |

Nignes Server

Chemt

OracleNamesAdminGuide Fig. 2-1

OracleNamesAdminGuide discloses that servers include a “listener” application that lis-
tens for client requests and hands off requests to servers.”*

a) OracleNamesAdminGuide’s Names Servers

OracleNamesAdminGuide explains a “Names Server has a single purpose: to resolve, or

assist in resolving, a client-initiated name request. It interprets the request, then looks up the

L Id. at 23-24.

%2 See id. at 5,22, 52-54.

93 See id. at 32-33.

4 See id. at 32-33, 70; Greene Decl. ] 58.
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name in its cache, or it calls a Names Server in another region. The response [is] passed back to
the client.”®> As shown below in Figure 3-11, OracleNamesAdminGuide describes exchanging
messages that include (1) the client issues a data entity query to Names Server, (2) the Names
Server receives the request, looks up the location of the data entity, then sends the database con-
nection and location information to the client, (3) the client uses the location information data to
build a connection request to the desired database, and (4) the client contacts the database server

containing the desired data entity.”

’ : D
AppHoatim POULTRYY WORLD

OracleNamesAdminGuide Fig. 3-11

And OracleNamesAdminGuide explains that large installations benefit from having a
central directory service that captures connection information in one system for all clients to
use.”” OracleNamesAdminGuide teaches storing connection information (e.g., host name, port,

and database instance) associated with a client-side alias identifier.”®

%5 OracleNamesAdminGuide at 52; see also id. at 202 (defining an Oracle Names Server as
“[t]he name resolution software for efficiently answering name requests”).

% See id. at 52-53.
97 See id. at 21-22.
%8 See, e.g., id. at 23, 52-53, 128-29.
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Further, OracleNamesAdminGuide discloses various configurations of Names Servers
acting as database directories for an Oracle7 system.”® OracleNamesAdminGuide provides dif-
ferent distributed database configurations tailored to the particular needs of the Oracle7 user. For
example, as shown below in Figure C-2, OracleNamesAdminGuide provides a hierarchical
model in which the system delegates authority to two administrative regions authority controlled
by a root region.!® OracleNamesAdminGuide teaches that such an arrangement results in the re-
spective US region’s Names Servers containing different location information than the UK re-

gion’s Names Server. 19!

Vs vt

OracleNamesAdminGuide Fig. C-2

As discussed above in Section III.D, Patent Owner has asserted that the claim term “loca-
tion server” means “a network-attached component that maintains a set of identifier/location

mappings that are modified or returned in response to location request messages from clients.” A

9 See id. at 178.
100 See id. at 181-82.
101 See id. at 185.
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POSITA would have understood that OracleNamesAdminGuide teaches that each Names Server
is a location server.'%? This is because each Names Server attaches to the network and maintains
data location identifiers and returns those identifiers in response to query messages from clients.
And OracleNamesAdminGuide explains that each Names Server is capable of modifying and up-
dating data location identifiers.!%3

b) OracleNamesAdminGuide ’s SOL *Net Utility

OracleNamesAdminGuide teaches that SQL*Net is Oracle’s networking utility applica-
tion that enables remote data access between programs and databases. SQL*Net allows users to
distribute applications and databases to different machines while continuing to communicate as if
they were located on the same machine.'** OracleNamesAdminGuide teaches that SQL*Net is
an application that “works with the Oracle Server and enables two or more computers ... to ex-
change data through a network. SQL*Net supports distributed processing and distributed data-
base capability. SQL*Net runs over and interconnects many communications protocols.”!*> And
OracleNamesAdminGuide teaches that, using SQL*Net, Names Servers communicate network

address information to clients.!%

102 See Greene Decl. 1 59-61, 74-77.

103 F g, OracleNamesAdminGuide at 67 (explaining Names Servers store modified connect
data), 101 (explaining administrator modifying data then refreshing Name Server).

104 See id. at 29-30, 36, 53-54, 203.
105 See id. at 203.
106 See id. at 20, 23, 52-53; Greene Decl. q 62.
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c) OracleNamesAdminGuide’s Location Information

For a given data entity (e.g., a database), OracleNamesAdminGuide teaches that the en-
tity’s location information includes its host name, '’ port, and database instance. Oracle-
NamesAdminGuide explains that its Names Servers contain this location information to respond
to a client’s request to connect to a data entity.

As discussed above in Section I11.D, Patent Owner has asserted that the claim term “loca-
tion” means “an encoding that is a member of a set of associations with an identifier in a location
server, and that specifies where data pertaining to the entity identified by the identifier is stored.”
Patent Owner has also asserted that the claim term “location information” means “one or more
identifiers and their associated locations.”

OracleNamesAdminGuide explains that its SQL*Net uses location information to build a
“connection descriptor,” also called a connect string or dbstring. The client uses this information
to establish a client-server connection.!?® OracleNamesAdminGuide explains that its connection
descriptor is a “specially formatted description of the destination for a network connection. Con-
nect descriptors are constructed using a set of keywords and values. They are mapped to service
names to provide more convenient reference.”1” And OracleNamesAdminGuide explains that

each “unique network location [is] used to identify a network object such as a database service,

107 A POSITA would have understood that a “host name” may include a direct IP address or a
host name that uses DNS to obtain an IP address. See Greene Decl. § 63 n.43.

108 See OracleNamesAdminGuide at 23 (explaining the prior version of Oracle Names used the
term “connect string”), 100 (teaching prior Oracle versions refer to descriptors as “dbstring
[which] is a database name defined in the Names Server”).

109 7d. at 200; see also id. at 202 (describing that a connect descriptor may include a system iden-
tifier (“SID”), which is a “unique name for an Oracle database instance.... The SID is included
in the CONNECT DATA parts of the connect descriptors in a TNSNAMES.ORA file, and in the
definition of the network listener in the LISTENER .ORA file™).
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client, Interchange, or Names Server. TNS addresses have a specific format. Addresses must be
unique.” !0

As shown below in Figure 3-11, OracleNamesAdminGuide teaches that the SQL*Net cli-
ent device sends a request for the POULTRY .WORLD database to the Names Server. The
Names Server uses the identifier POULTRY.WORLD from the request to identify the location
information (e.g., host name, port, and database instance) and sends this location information to

the client. Using this location information, the client builds the connection descriptor associated

with the POULTRY .WORLD database, then uses SQL*Net to make the connection.!!!

Similarly, OracleNamesAdminGuide provides an exemplary request to the Names Server
for connection and location information using “QUERY BONES.DEM MEDICINE A.SMD” to
the Oracle7 system.!!? Like the above POULTRY.WORLD example, OracleNamesAdminGuide

teaches that the SQL*Net client sends a request to the Names Server for the desired database us-

110 4. at 199; Greene Decl. § 64.
U1 See OracleNamesAdminGuide at 52-53.
2 See id. at 129.
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ing the corresponding BONES.DEM . MEDICINE identifier. The Names Server uses the identi-
fier BONES.DEM MEDICINE from the request to identify the location information (e.g., host
name, port, and database instance) and send this location information to the client. The client
then uses this location information to connect to the server storing the BONES. DEM.MEDI-
CINE database. OracleNamesAdminGuide details the resulting query metrics and location infor-

mation sent to the client from the Name Server as follows:

Total response time: 0.04 seconds
Response status: normal, successful completion
Authoritative answer: yes
Number of answers: 1
Canonical name: bones.dem.medicine
TTL: 1 day
Alias translations:
from: bones.dem.medicine
to: bones.dem.medicine
Answers:

data type is ‘a.smd’
Syntax is ADDR: ... (DESCRIPTION=(ADDRESS= (COM-
MUNITY=tcp) (PROTOCOL=TCP) (Host=cowboy)

(Port=1522)) (CONNECT DATA=(SID=rodeo)))[.]'3
This illustrates that OracleNamesAdminGuide’s Names Server completed the response in
an a.smd output format in 0.4 seconds, and labeled the response status as normal and success-
fully completed. And the Names Server responds (i.e., “answers”) to the client’s query by

providing the location information for BONES.DEM MEDICINE.!!* This location information

s g,
14 Geoe jd.
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»115

includes the host name “cowboy,”!!> port 1522, and database instance “rodeo” along with the

connection information (“protocol=TCP”).11¢

Using this location information, OracleNamesAdminGuide teaches that the client builds
the connection descriptor associated with the BONES. DEM.MEDICINE database, then uses
SQL*Net to connect to the database using one of the available network transport protocols,
TCP/IP.''7 And using the below annotated version of OracleNamesAdminGuide’s Figure 3-11,

Mr. Greene demonstrates the sequence of events to resolve the client’s data entity query

BONES.DEM MEDICINE A.SMD.!!8

AN

N f §
oo
N eccesered

.....

{“ h fﬁ W e
X*M;im W ' Server
BONES . DEM MEDICINE

(D) Client issues query BONES.DEM.MEDICINE A .SMD. SQL*Net sends the
Names Server a request to resolve alias BONES.DEM.MEDICINE,

(2) Names Server receives the request, looks up the alias’s location, then sends
host 1P address, port, database instance name, and protocol information to client.
(3@ Client uses the location information to build a connection request to
BONES.DEM.MEDICINE database.

(®) Client contacts server and establishes SQL¥Net client-server connection.

115 As Mr. Greene explains, the host name would be converted to an IP address using a DNS
server before the connection string was compiled. Greene Decl. § 67.

116 See OracleNamesAdminGuide at 129.
17 See id. at 39, 201 (describing other available transport protocols, like DECnet).

118 Diagram from Mr. Greene’s Declaration. See Greene Decl. § 68 (citing OracleNamesAdmin-
Guide at 52, 129).
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Based on these teachings, a POSITA would have understood that OracleNamesAdmin-
Guide’s connection descriptor is built using the claimed “location information” (i.e., a data en-
coding that specifies the storage location of a data entity and that is associated with an identifier
for the data entity (e.g., network-service-name-alias) in a Names Server).!?®

d) OracleNamesAdminGuide ’s Identifier

OracleNamesAdminGuide discloses associating location information (i.e., connection de-
scriptor) to an identifier. As discussed above in Section III.D, Patent Owner has asserted the
claim term “identification string” means “a unique encoding that identifies an individual entity,
and with which zero or more location strings are associated in a location server.”

On the client-side of a client-server connection, OracleNamesAdminGuide uses a net-
work-service-name-alias as an identifier string to easily refer to desired entities on the distributed
database and to obtain connection information from the Names Server. For example, Oracle-
NamesAdminGuide explains that aliases allow a user to “connect to a database or use a database
link by using a simple name instead of having to specify the global database name or global data-
base link name (that is, the fully—qualified name).”'?® As Mr. Greene explains, a POSITA would
have understood that Oracle literature uses “alias” in other contexts, such as server-side aliases
and object aliases.'*! Because those other types of aliases are different and distinct from aliases
used on the client-side of an Oracle7 system, the Request and Mr. Greene refer to client-side

identifiers as network-service-name-aliases.'??

119 See Greene Decl.  68-69.

120 See OracleNamesAdminGuide at 101.
121 See Greene Decl. [ 70-73.

122 14
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As shown in the above example, OracleNamesAdminGuide’s client uses the network-ser-
vice-name-alias BONES.DEM.MEDICINE to identify a specific database associated with loca-
tion information (e.g., host name, port, database instance) in the Names Server. And as shown in
that example, the network-service-name-alias BONES.DEM MEDICINE refers to one, and only
one, database in the Oracle7 system.!??

Based on these teachings, a POSITA would have understood that OracleNamesAdmin-
Guide’s network-service-name-alias is the claimed “identifier” because it is a unique encoding
that identifies an individual entity (e.g., BONES.DEM.MEDICINE) and is associated with the
location information (i.e., host name, port, and database instance used to build a connection de-
scriptor) in a Names Server.

In an IPR proceeding concerning claims of the 978 Patent, Patent Owner argued that the
specification requires a “1-to-1 relationship between an identifier and an entity and [a] 1-to-many
relationship between an identifier and locations.”!2* But Patent Owner’s argument lacks sufficient
support in the disclosures of the 978 Patent that would limit an entity to one, and only one, iden-
tifier, or that would require a one-to-many relationship between identifier and location.

Patent Owner appears to base its 1-to-1 argument on the position that its construction’s
use of the word “unique” means that it requires exclusivity. But this interpretation is inconsistent
with the specification of the related *640 Patent, which refers to multiple identification strings
specifying an entity and that the relationships between identifiers, locations, and entities are dy-

namic:

123 As OracleUnleashed explains, this single location address may correspond to a virtual address
for multiple servers working together for load balancing. See OracleUnleashed at 321-31.

124 Ex. 20 (IPR2020-00276 Preliminary Resp.) at 26.
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The network distributed tracking wire transfer protocol includes two basic compo-
nents: identification strings for specifying the identity of an entity in the distributed
data collection, and location strings for specifying network locations of data asso-
ciated with an entity. The protocol accommodates variable length identifier and
location strings. Relationships between identification strings and location strings
can be dynamically and spontaneously manipulated thus allowing the correspond-

ing data relationships also to change dynamically, spontaneously, and efficiently.!?3

And indeed, in its IPR decision denying institution, the Board stated that it “disagree[s]
based on the record before us with Patent Owner’s arguments that its construction requires as ‘a
1-to-1 relationship between an identifier and the entity that it is identifying 12

Yet even if Patent Owner’s 1-to-1 argument were correct, OracleNamesAdminGuide,
Ault, and OracleUnleashed describe specific configurations in which an identifier identifies a
single entity. For example, as shown in Figure 3-11, OracleNamesAdminGuide discloses that the
identifier POULTY WORLD identifies a single entity, the POULTRY .WORLD database.'?” As
another example, OracleNamesAdminGuide discloses that the identifier BONES DEM MEDI-
CINE identifies a single entity, having location Host=cowboy, Port=1522, CON-
NECT DATA=(SID=rodeo).!?®

Similarly, even if Patent Owner’s 1-to-many argument were correct, OracleNamesAd-

minGuide, Ault, and OracleUnleashed describe specific configurations in which an identifier is

associated with multiple locations. For example, OracleNamesAdminGuide explains the need for

125°640 Patent at 2:15-24.

126 Ex. 21 (IPR2020-00276 Decision) at 12 (declining to construe “identifier,” “location,” and
“location information” because decision didn’t turn on those constructions and decision con-
cerned art not at issue here).

127 See OracleNamesAdminGuide at 52-53.
128 See id. at 129.
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fault tolerance in an Oracle7 system in which the data entities are duplicated in the system.!*® In
such a configuration, a POSITA would have understood an entity’s identifier has a 1-to-many
relationship with two or more locations.
a) OracleNamesAdminGuide’s Plurality of Names Servers
OracleNamesAdminGuide discloses various configurations of Names Servers acting as
database directories in its system.'*° For example, OracleNamesAdminGuide provides different
distributed database configurations tailored to the particular needs of the Oracle7 user:

Consider the example in the following figure. The naming model is a basic hierar-
chy of two domains (DD1 and DD2), administered as a single administrative region
(RAR). The network has two communities (C1 and C2), two Interchanges (I1 and
12), and three Names Servers (N1, N2, and N3).13!

Naming Model

Root Domain

129 See id. at 32, 72.
130 See id. at 178.
151 74
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Further, OracleNamesAdminGuide teaches that above Naming Model produces up to 28
different Names Server configurations, each of which having various efficiencies and deficien-
cies depending on the needs of the user. For example, OracleNamesAdminGuide describes a hi-
erarchical model where authority from one single, central administrative region is delegated to
two administrative regions, as shown below. 1*? OracleNamesAdminGuide discloses that such an

arrangement results in requiring respective Names Servers to contain different location infor-

133

mation for local and foreign objects.

Rowt Fruwaie

i
NS |

REC

While the above figure describes a simple arrangement, OracleNamesAdminGuide dis-

closes accounting for more complex arrangement like the one shown below.!**

132 See OracleNamesAdminGuide at 181-82.
133 See id. at 185.
134 See id. at 193,
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For such complex Names Servers arrangements, OracleNamesAdminGuide describes the
process for resolving network-service-name-aliases across multiple administrative regions. For
example, OracleNamesAdminGuide resolves a query for BLUE.GA. US.ACME by the following
steps:

1. When the client issues the request, the Names Server in the AR4.1 region looks
at the domain name (GA.US.ACME), recognizes it as foreign (not local), and issues
a request to a root Names Server for Names Server addresses in the region with
GA.US.ACME.

2. A root Names Server forwards the request to AR1.

3. The name is resolved and returned to a Names Server in the root region.

4. The Names Server in the root region returns the request to AR4.1.

5. The Names Server in region AR4.1 returns the name to the client.
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6. The client establishes a SQL*Net connection to the database server

BLUE.GA.US.ACME.'%
b) OracleNamesAdminGuide s Redirect Messaging

Using location and identifier strings, OracleNamesAdminGuide teaches that a client sub-
mits a query for the location of an entity (e.g., database) in a system having multiple Names
Servers, such as in below Figure C-1. If Names Server N1 receives that query but lacks the loca-
tion information to answer that query, OracleNamesAdminGuide teaches the option of N1 for-
warding the request to N2. OracleNamesAdminGuide also teaches that it is often desirable to
disable N1’s forwarding function to lessen the workload of N1, especially when N1 is a perfor-
mance bottleneck in cross-region request processing.!3® When the forwarding function is disa-

bled, OracleNamesAdminGuide explains that N1 “simply tells the requestor the address of the

»137

Names Server that can answer the request.

Conynpaniy
1

Coun ity

¢

Ctient Client2
Chentd

OracleNamesAdminGuide Fig. C-1

Using message from the N1 Names Server redirecting to another Names Server that can

answer the request, a POSITA would have understood that the client then determines the location

135 OracleNamesAdminGuide at 193.
B6 F.g. id at 137, see also id. at 119-20, 186-87.
137 1d at 137.
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of another Names Server (N2 or N3) that has the requested location information.!3® This configu-
ration is advantageous to lessen the workload of the Name Server of a root region because it no
longer needs to perform forwarding functions to other Name Servers containing the requested
information. 13

In particular, OracleNamesAdminGuide provides details on commands used to control its
system. One command is SET FORWARDING AVAILABLE, which will “[t]urn on or off
name request forwarding for a Names Server.”!%? OracleNamesAdminGuide explains that, when
this command is turned off, a Names Server that lacks the information requested in a client’s
query will send a redirect message to the client containing the address of another Names Server

that can service the request:

SET FORWARDING AVAILABLE

Purpose: Turns on or off name request forwarding for a Names
Server. ...

Syntax: From the operating system:
NAMESCTL SET FORWARDING AVAILABLE OFF

From NAMESCTL program:
SET FORWARDING AVAILABLE OFF...

Usage This setting is intended only for Names Servers that have

Notes: no local clients and are exclusively handling requests
from foreign Names Servers. This usually would only
apply to Names Servers in the root region when the root
is configured without clients or services. If such a server
is a performance bottleneck in cross—region request
processing then disabling forwarding in that Names
Server will cut its workload in half. Rather than for-
ward the request and return the answer the Names
Server simply tells the requestor the address of the
Names Server that can answer the request. Note that
there is no overall reduction in work; the work is simply

138 See Greene Decl. ] 74.
139 See OracleNamesAdminGuide at 137.
140 14 at 119-20.
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displaced from the non—forwarding Names Server to the
requesting Names Server.

WARNING: If FORWARDING AVAILABLE is set to
off, any clients who rely directly on that Names Server
will be unable to resolve foreign names. Clients are not
capable of redirecting their requests as Names Servers
would. Their requests will fail at that point, even if other
Names Servers are listed in the NAMES.PRE-

FERRED SERVERS configuration parameter.

Example; NAMESCTL> SET FORWARDING AVAILABLE OFF
Request processing is now disabled.'*!

Using this redirect message, a POSITA would have understood that the client then deter-
mines the location of another Names Server that has the requested location information.'*> And as
shown in OracleNamesAdminGuide’s Figure C-3, a POSITA would have understood the Usage
Notes’ warning about failure applies in the limited situation of a local client requesting data entities
located in a foreign region that the client is unable to directly query.!** Otherwise, all other Names
Servers will return a redirect message to the client containing the address of another Names Server
that can service the request, if the initial server lacks the information requested by the client.!**

2, Boukobza (Ex. 3) Overview

U.S. Patent No. 6,122,664 (“Boukobza”) is titled “Process For Monitoring A Plurality Of
Object Types Of A Plurality Of Nodes From A Management Node In A Data Processing System
By Distributing Configured Agents.” Boukobza issued on September 19, 2000 from an applica-
tion filed on June 27, 1997, which claims priority to French Patent Application No. 96 08019.

Boukobza is prior art under at least 35 U.S.C. §§ 102(a) and (b) because it is a patent filed more

141 1d. at 119-20.

142 See Greene Decl. | 80.

143 See OracleNamesAdminGuide at 186-87.
144 See Greene Decl.  80.
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than one year prior to the application date of the >978 Patent.!*> During the original examination

of the 978 Patent, the Examiner didn’t cite or rely on Boukobza’s disclosures in any Office ac-

tion.
Boukobza is directed towards monitoring the performance of a plurality of components in

a system.'%¢ As shown below in Figure 1, Boukobza discloses a means to monitor machines N»-

NN.147
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Boukobza Figure }

145 Even if Patent Owner were able to establish that the 978 Patent is entitled to the benefit of
the earliest possible priority date of July 8, 1998, Boukobza is §§ 102(a) and (e) prior art based

on its filing date.
146 See Boukobza at Abstract.

147 See id. at 4:36-39.
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Boukobza teaches the use of an autonomous agent to monitor components in a system:

[T]he use of autonomous agents makes it possible to ensure the proper running of
the applications monitored in all of the nodes by means of an autonomous and ef-
ficient decision processing applied locally to the objects to be processed, when nec-
essary to very rapidly feedback the useful information from the nodes to be moni-
tored to the management node, and to automatically initiate actions on certain con-
ditions or possibly to recommend an action. In this way, an effective monitoring of
the objects functioning in the plurality of nodes is ensured and a significant increase
in performance is obtained due to the independent capacity available to the various
autonomous agents in their operation, the process applied in this case making it
possible to measure specific parameters of each object, to test conditions on these
parameters relative to thresholds, and then to execute an action in order to warn of

a problem, to reconfigure or to correct.!*®
Boukobza identifies certain parameters as important to monitor for system performance,

including processing and storage:

Finally, relative to specific module “system”, it must be possible, among other
things, to monitor and measure the cpu time, the disk space, the inputs/outputs, the
storage, the exchange rate, the number of users, the pagination, the network, etc.
Thus it is possible, for example, to measure the cpu utilization per second, with
default display, or the input/output rate per second, or to identify the processors
which are the largest users of cpu and collect them in order to perform an autono-

mous analysis (“offline”, tbc). 14
Further, Boukobza teaches comparing the performance parameters to predetermined

thresholds. It states: “If the average number of queued requests is >10 (the example 10 is slightly

148 Boukobza at 34:53-35:2; Greene Decl. | 83.
149 Boukobza at 34:43-51.
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greater than the average number of active clients requesting a service from the server) then ac-

tion to add a server (up to the max).”!°
Boukobza further provides taking corrective steps to improve performance based on the

performance parameter measurements compared to the predetermined thresholds:

In this way, an effective monitoring of the objects functioning in the plurality of
nodes is ensured and a significant increase in performance is obtained due to the
independent capacity available to the various autonomous agents in their operation,
the process applied in this case making it possible to measure specific parameters

of each object, to test conditions on these parameters relative to thresholds, and then

to execute an action in order to warn of a problem, to reconfigure or to correct. !°!

Boukobza also teaches automating corrective steps to maintain performance of the sys-
tems based on predetermined levels: “If the wait time/number of responses (‘v$queue.wait/
v8queue.totalq’) in the response queue of the dispatcher is increasing regularly and the cpu utili-
zation rate of the node is not too high (<80w), then it is necessary to add a dispatcher with the
same protocol (automatic action or recommendation).”!>?

Boukobza discloses that its approach applies to a variety of distributed systems, including

Oracle and Tuxedo. Using the exemplary Oracle system, Boukobza discloses reorganizing data

tables to improve performance:

“[TThe parameter ORA-- FRAGMENT—TS”, in which the measurement consists
of verifying the condition which corresponds to the case in which the largest of the

extents (“MAX—EXTENTS”) of the tables of the table space (“Tablespace”) is

150 1d. at 33:63-67.
U Td. at 34:60-35:2.
152 Id. at 32:53-58,; Greene Decl. 4 87.
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smaller than the largest hole of the table space, and if this condition is true, of send-
ing an action proposition window in which it is indicated that the table space (“Ta-
blespace”) must be reorganized according to the following propositions:
either a file is automatically created to enlarge the table space (“Tablespace”),
or it requests when a standard “export-- operation-- tables/import” command is to
be executed, or the administrator is requested to program the start of his reorgani-

zation utility !5

Boukobza recognizes that the exemplary Oracle system uses SQL requests relying on

identifiers (SID’s) and location information (Connect Strings):

[A]ccess to the objects:

param ident=HEALTH. Access to the bases (by SQL connect, the DB String
user/passwdOldbString dbc/dbcGT:0r714 is supplied by the user). If the connection
is KO: action ORA CONN FAIL and recording in the file “actionlog.”!>*

OBJECT or 716 orage, NODE=orage,

DESC=(ORACLE, ORACLE SID=0r716, ORACLE HOME=fora716,

UNIX ADMIN USER=ora716, ORACLE USER=sys, ORACLE PASS-
WORD=change on install,

CONNECT STRING=P:or716, TNS ADMIN=fora716/network/admin) DIS-
PLAY=(GRAPH=(graph or716, TITLE=or,716graph)).!

3. OracleUnleashed (Ex. 4) Overview

OracleUnleashed is a printed publication authored by Mr. Greene.!>® As Mr. Greene at-
tests, OracleUnleashed was published by Sams Publishing and made available in print by at least

January 1998.157 Mr. Greene confirms that, as of 1998, Sams Publishing “was an established

133 Boukobza at 15:18-32.

154 Id. at 31:35-40.

155 Id. at 18:18-23; Greene Decl. 4 89.
156 See Greene Decl. 4 90.

157 See id. 4 90.
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publisher that was well known to those interested in the field of database technologies.”!>® Cor-
roborating evidence establishes that OracleUnleashed was publicly available and indexed by sub-
ject matter in a library no later than February 2, 1998 in its translated German version. !>

Thus, OracleUnleashed is a printed publication that is prior art under 35 U.S.C. § 102(b)
because it published more than one year prior to the application date of the 978 Patent and under
§ 102(a) because an author other than the named inventors published it before the application
date. And, even if Patent Owner were able to establish the 978 Patent is entitled to the benefit of
the earliest possible priority date of July 8, 1998, OracleUnleashed is § 102(a) prior art because it
was published more than six months prior to that date. OracleUnleashed hasn’t been previously
considered in connection with the 978 Patent.

OracleUnleashed describes versions of the Oracle system up through Oracle version 8.1
and related products. An earlier book Mr. Greene authored, Oracle DBA Survival Guide was
published in 1995 and only describes Oracle features available at the time (those included in up
until version 7.2). Both books describe the use of the real Oracle system products, along with
other applications that work with those products, but OracleUnleashed describes the most up to
date features as of its publication in 1997.1%° OracleUnleashed states that it is a “quick reference

machete” that cuts “through to the complete world of the Oracle Server and its components.”16!

158 Greene Decl. § 91; see also Vidstream LLC v. Twitter, Inc., 981 F.3d 1060, 1065 (Fed. Cir.
2020) (“A reference will be considered publicly accessible if it was disseminated or otherwise
made available to the extent that persons interested and ordinarily skilled in the subject matter or
art exercising reasonable diligence[] can locate it.... When there is an established publisher there
is a presumption of public accessibility as of the publication date.”).

159 See Hall-Ellis Decl. 9 56-59.
160 See Greene Decl. § 90.
161 OracleUnleashed at 29.
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OracleUnleashed explains that its teachings are compatible with systems having Oracle
Names Servers,'®? such as OracleNamesAdminGuide. This is because the Oracle8 system in-
cludes all features of prior versions, including those of Oracle Names Servers. 163

OracleUnleashed provides a description of the key details of the Oracle8 system:

Instead of getting lost in endless reams of manuals, by first referring to this book,
one can focus on the issues and hotpoints surrounding the complex tasks faced in

purchasing, installing, and implementing the appropriate Oracle technology.!¢*
Accordingly, OracleUnleashed aims to help skilled artisans identify a system-related is-

sue and find the solution:

This book is more like a companion. For instance, if one found himself or herself
in the predicament of needing to connect and synchronize an Oracle8 Server to an
IBM main- frame running DB2, he or she probably couldn't do it with this book
alone. Instead, the constant reader would first study this book to gain an under-
standing of the many issues surrounding this Herculean task, using the expert
knowledge and examples as a template when referring to specific documentation
regarding the many tasks that they faced. Once the large picture has been grasped,
the reader might then dive into specific Oracle manuals in order to extract useful

details needed to complete the task. 16

Further, OracleUnleashed provides information on some specific areas of technology. For

example, OracleUnleashed explains the basic structure of the relational database management

162 [ at 424, 488.

163 See Greene Decl. ] 92.
164 OracleUnleashed at 30.
165 77
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system (“RDBMS”) with three main parts: background processes, shared memory areas, and disk

data storage areas, as shown below in Figure 2.1.1%¢

iy
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A key feature of Oracle’s system is network transparency. OracleUnleashed explains that

Oracle’s SQL*Net (or “Net8” as it’s called in Oracle8) provides this transparency:

Network Transparency

This really should be called SQL*Net Transparency. You still need Oracle’s stand-
ard network layer running over all your different networks to shelter each database
from network differences and to provide a common protocol. SQL*Net is the por-
tion of the gateway that handles network communication. When SQL*Net is work-

ing, there is network transparency between databases. 167
OracleUnleashed further describes the use of location transparency, where “not even the

physical location of the data needs to be known by the user. Oracle’s gateway will map a request

166 Id. at 45.
167 Id. at 179.
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to the different physical machines and databases on which the data resides.”!%® As OracleUn-

leashed explains, “[t]o realize Location Transparency, an administrator needs to set up SQL*Net

on both machines and create the proper database links, grants, and synonyms.”1%°
OracleUnleashed also explains that Net8 uses improved Name Services to map these re-

quests:

Net8 also has improved the Name Services. SQL*Net has a Names Server to re-
solve names to locations. This method of naming makes it very easy to move Oracle
servers and databases with no impact on the end-user community. The Net8 Name
Services has the ability to cache names at the client for much faster resolution, and
the various listeners and connection managers register as available with Name Ser-

vices. !0
OracleUnleashed further provides that users utilize SQL to query the location information
on a relational database like Oracle8. OracleUnleashed demonstrates how SQL enables such que-

ries “to determine the location of your data files,” as shown below in the SQL diagram.!"!

168 OracleUnleashed at 179.
169 Id

170 14 at 452.

171 14 at 232.
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OracleUnleashed teaches ways to enhance the performance of the database for users. For
example, OracleUnleashed provides ways to improve the efficiency of a query using optimizers
to determine the way tasks are fulfilled.!”? OracleUnleashed explains that Oracle8’s rule-based
and cost-based optimizers list ways to improve the efficiency and functionalities or queries avail-
able to database tables.!”

Further, OracleUnleashed teaches ways to improve the performance of the servers them-
selves, including parallelism and partitioning.!”* As OracleUnleashed explains, parallelism pro-
vides for multiple queries to run at the same time by cloning the database into identical copies

which can process tasks separately:

This ability to run parallel queries is vital for any database in today’s market, if the
database product is to utilize the full capacity of today's multiple CPU architecture.
Aside from parallel queries, a database engine itself, the brain of the database, is

better optimized if multiple copies of the database “brain” are each running off of

172 See id. at 655-59.
173 14
174 1d at 38-40.
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different CPUs. This is a higher-level of parallelism. In Oracle, the “brain” of the
database is the database instance; by running many database instances on different
CPUs, you obviously can yield faster results for the many users of larger systems
that are requesting data from the database and demanding the attention of the Oracle

RDBMS (see Figure 4.3).175
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Further, OracleUnleashed teaches that partitioning data can improve performance for
large datasets. OracleUnleashed gives multiple examples of partitioning, starting with table parti-
tioning:

Table partitioning. This is a big improvement when it comes to very large tables.
Here you can divide a table into multiple sections based on some logical index value
(divide an Orders table into sections based on month ordered, for example). Each
section can be placed on a separate disk drive. One advantage to this arrangement
is that Oracle is smart enough to know which sections are needed. When performing

a query, it ignores the partitions that are not needed, thereby reducing the amount

175 OracleUnleashed at 85; Greene Decl. § 102.
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of data that must be scanned. It can also enhance reliability in that you can operate
the database with a given section of a table down due to a failed disk drive or some
other reason. You cannot issue queries that require information from the missing
section; however, you can issue queries against the other section and add new data

to another section.!’®
OracleUnleashed further describes the use of index partitioning, where servers “divide an

index into multiple partitions (disks) based on the values of that index. It can be very useful for

large indexes in splitting disk input/output.”!”’

Before taking these actions, OracleUnleashed teaches that the DBA must monitor data-
bases to identify performance issues.!’® OracleUnleashed explains that DBAs should monitor as

needed when problems arise or proactively to prevent problems from occurring:

Monitoring can be done on a continual basis or on an “as needed” basis. The more
servers there are to administrate, the greater the need for constant, background-
based monitoring. The more servers there are to administrate, the more global the
monitoring becomes. Overworked administrators want to know only about impend-
ing disasters such as tablespaces about to fill or objects about to reach their
MAXEXTENTS and about the status of certain processes. Many items that can
cause database downtime can be monitored and corrected proactively.

There are three main reasons to monitor a UNIX and/or a database server. The first
is to be proactive rather than reactive with error resolution. Downtime can be min-
imized if administrators know, for example, that certain dynamic objects are about
to reach their MAXEXTENTS. This can easily be monitored and corrected without
the end user even being aware that there was almost an application stopping prob-
lem. A reactive approach to this example would be the end user getting the

MAXEXTENTS error, calling the help desk or administrator, and waiting.

176 OracleUnleashed at 40.
7 Id.; Greene Decl. § 105.
178 OracleUnleashed at 273.
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The second reason is the ability to tune both the server and database environments
using real-time information. Disk 1/0 usage, memory usage, swapping, and dozens
of other related processes can be monitored and adjustments made accordingly. Re-
source-intensive SQL, locking situations, and never-ending tasks can all be moni-
tored and tuned accordingly.
The final reason to monitor is for capacity planning, monitoring the growth of ob-
jects and machine utilization, times of day of heavy traffic, and so on. There are
sometimes contractual response time commitments, license agreements on the
number of concurrent users, and the like. Monitoring can ensure compliance with

various vendor and depart- mental agreements. !7°

OracleUnleashed teaches DB As should automate performance monitoring:

Just as important as monitoring and regular maintenance is auditing. Auditing is
another way of monitoring the database, in that the DBA can easily measure events
that occur in it. After you have set up processes to audit the database's activity and
monitor its elements, you can use job queues to schedule jobs at the database level.

In other words, much of the monitoring and auditing process can be automated.'°
OracleUnleashed further explains that DBAs should automate many tasks to optimize the

database’s performance:

Manual intervention still has its place for many tasks, but the automation of most

database systems has drastically increased.'®!

The scheduling of periodic tasks allows database users (especially the DBA) the

opportunity to organize database activities effectively and often allows for the au-

tomation of many of our otherwise mundane tasks.'%?

179 Id. at 471-72.

180 Id. at 476; Greene Decl. § 106.
181 OracleUnleashed at 476.

182 1d. at 511.
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One feature of Oracle8 that became available with Oracle 7.3 is the automatic sizing
of data files option. One of the biggest problems for database administrators in the
past was running out of space for a new extent within a tablespace. You had to be
constantly vigilant to ensure you had both enough space and large enough blocks

of contiguous space to accommodate table and index growth.!83

OracleUnleashed explains that this automation of tasks is greatly preferred. It states: “Di-
aling in to run jobs is no fun and completely unnecessary. Even if you’re on an operating system
that does not adequately support job scheduling, you can let the database take care of itself by
using the DBMS_JOB package. Spend the weekend skiing instead.”!%*

By providing skilled artisans with these key features of the Oracle8 system and explain-
ing the considerations necessary to maximize its benefits, OracleUnleashed helps artisans to
merge various functions and features and implement the full range of capabilities contained
5

within an Oracle system. '8

4. Ault (Ex. 5) Overview

U.S. Patent No. 5,617,568 (“Ault”) is titled “System And Method For Supporting File At-
tributes On A Distributed File System Without Native Support.” Ault issued on April 1, 1997
from an application filed on December 14, 1994. Ault is prior art under at least 35 U.S.C.

§§ 102(a) and (b) because it is a patent issued more than one year prior to the application date of
the 978 Patent.'®¢ During the original examination of the ’978 Patent, the Examiner didn’t cite

or rely on Ault’s disclosures in any Office action.

183 Jd. at 241.
184 Id. at 591.
185 Greene Decl. § 109.

186 Even if Patent Owner were able to establish that the *978 Patent is entitled to the benefit of
the earliest possible priority date of July 8, 1998, Ault is § 102(b) prior art based on its issue date
and § 102(e) prior art based on its filing date.
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Ault teaches how to support a distributed database with file attributes that aren’t seen by
the user (e.g., location transparency): “A system and method to provide native support in a dis-
tributed computing environment distributed file system for an operating system's extended file

attributes. Such attributes remain invisible in the namespace which the operating system’s dis-

tributed file system clients may access.”'®’

Ault explains that location information is one example of an invisible file attribute. Ault
states that requesting location information from location servers was already well-established in

the prior art, as shown in Fig. 7:

Turning now to FIG. 7, DFS clients run the cache manager 62, which caches data
from the file exporter 54A in memory or on a local disk, such cache manager
providing the important function of improving performance and availability. DFS
server systems desiring to export file sets must register their export file sets at a
system known as the file set location server 64. The file set location server main-
tains a database 66 of all file sets. This database is utilized to keep track of the
physical locations where file sets are stored. If a DFS client 52 requires access to
one of the file sets, it sends a request first to the file set location server/database 64,
66 to inquire about the physical location of the file set. After receiving location
information, the client 52 then contacts the actual particular DFS file server 54

wherein the particular file set or file system 56 resides.!®

187 Ault at Abstract.
188 14 at 5:62-69.
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Ault provides that the user requests are transmitted using a directory service that pro-
cesses names into object locations. With reference to its Figure 2, it explains: “Additional com-
ponents of DCE depicted in FIG. 2 are as follows. A directory service 20 provides a way for us-

ers to name and locate objects, and is centrally positioned as a keystone of the architecture.” ¥

189 Id. at 3:1-4; Greene Decl. § 113.
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And Ault describes that for the directory service to work, each resource must have a

unique and consistent name:

As previously noted, DCE directory services are based upon industry standards,

ensuring that every computer resource in the world may be identified and accessed

with a unique and consistent name --such resources including computers, applica-

tion services, and files. Referring to FIG. 4, there is depicted an illustration of how

a file located somewhere in a worldwide DCE file system may readily be located

using the aforementioned global directly service (GDS

190 Ault at 5:1-8; Greene Decl. § 114.
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5. Yocum (Ex.6) Overview

U.S. Patent No. 6,230,183 (“Yocum”) is titled “Method and Apparatus For Controlling
The Number Of Servers In A Multisystem Cluster.” Yocum issued on May 8, 2001 from an ap-
plication filed on March 11, 1998. Yocum is prior art under at least 35 U.S.C. §§ 102(a) and (b)
because it is a patent issued more than one year prior to the application date of the *978 Patent.!”!
During the original examination of the *978 Patent, the Examiner didn’t cite or rely on Yocum’s
disclosures in any Office action.

Yocum teaches a method for optimizing performance of a class of servers based on spe-

cific user goals: “The present invention allows system management of the number of servers

1 Even if Patent Owner were able to establish that the *978 Patent is entitled to the benefit of
the earliest possible priority date of July 8, 1998, Yocum is §§ 102(a) and (e) prior art based on
its filing date.
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across a cluster of system for each of a plurality of user performance goal classes based on the

performance goals of each goal class.”!*?

Yocum describes monitoring the performance of the class using specific performance in-

dices to look for opportunities for improvement:

FIG. 4 shows the logic flow to assess improving performance by starting additional
servers 163. FIGS. 4-6 illustrate the steps involved in making the performance in-
dex delta projections provided by the fix means 118 to the net value means 124, At
1401, a new number of servers 163 is selected to be assessed. The number must be
large enough to result in sufficient receiver value (checked at 1405) to make the
change worthwhile. The number must not be so large that the value of additional
servers 163 is marginal, for example, not more than the total number of queued and
running work requests 162. The next step is to calculate the additional CPU the
additional servers 163 will use; this is done by multiplying the average CPU used
by a work request by the additional servers 163 to be added.

At 1402, the projected number of work requests 162 at the new number of servers
163 is read from the server ready user average graph shown in FIG. 5. At 1403, the
current and projected queue delays are read from the queue delay graph shown in
FIG. 6. At 1404, the projected local and multisystem performance index deltas are

calculated.!?

92 Yocum at 2:28-32.
193 Id. at 10:37-56; Greene Decl. §f 116-17.
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Yocum Figure §

Yocum identifies “resource bottlenecks” as obstacles for optimal server efficiency that

can cause them to fail to meet performance goals:
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Each system then determines the resource bottleneck causing the receiver class to
miss its goals. If the resource bottleneck is the number of servers, each system de-
termines whether and how many servers should be added to the receiver class... To
ensure the availability of a server capable of processing each of the work requests
in the queue, each system determines whether there is a work request in the queue
with an affinity only to a subset of the cluster that does not have servers for the
queue and, if so, starts a server for the queue on a system in the subset to which the

work request has an affinity.!**
And Yocum provides that, while adding servers may be an optimal solution in some in-
stances, other circumstances may merely require changing the location of the data from one

server to a second server:

In FIG. 1 the number 107 of servers 163 is shown stored in the class table entry
106, which might be taken to imply a limitation of one queue 161 per class. How-
ever, this is merely a simplification for illustrative purposes; those skilled in the art
will recognize that multiple queues 161 per class can be independently managed
simply by changing the location of the data. The fundamental requirements are that
the work requests 162 for a single queue 161 have only one goal, that each server
163 has equal capability to service requests, and that a server cannot service work

on more than one queue 161 without notification from and/or to the workload man-

ager 105.1%°

194 Yocum at Abstract.
195 Id. at 8:32-43; Greene Decl. § 119.
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Yocum Figure 1

F. SNQ 1: Claims 17, 23, 24, and 30 Are Obvious Based on OracleNamesAd-
minGuide in view of Boukobza.

Independent claim 17 and dependent claims 23, 24, and 30 recite a method of scaling ca-
pacity and/or transaction rate capability in a location server in a system having multiple location
servers by providing a transfer protocol configured to transport identifier and location infor-

mation, storing location information at a first location server, receiving an identifier and location
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relevant to the identifier at a first location server, and storing the received location in a location
store having multiple identifiers. Claims 17, 23, 24, and 30 also recite using performance criteria
to improve the query functions of the location servers.

OracleNamesAdminGuide discloses a system having data repositories and location
Names Servers storing location information wherein a client may request the location of a data
entity using a network-service-name-alias (i.e., identifier) associated with the entity’s host name,
port, and database instance used to build a connection descriptor (i.e., location information).!%¢
OracleNamesAdminGuide further teaches or renders obvious using a redirect message to redirect
a client to another location server if the initial location server lacks the location information re-
sponsive to the client’s query.

To the extent OracleNamesAdminGuide doesn’t disclose all elements of claim 17’s

2% <

“providing” “storing”, and “receiving” steps, Boukobza teaches associating an identifier to loca-
tion information. And regarding claim 17°s “transferring” step, Boukobza further teaches trans-
ferring identifiers and associated locations from to a second server when a performance criterion

of the first location server reaches a predetermined performance limit.

1. Reasons to Modify OracleNamesAdminGuide in View of Boukobza

As the above overviews show, OracleNamesAdminGuide and Boukobza are in the same
field of endeavor—managing distributed data processing systems. They contain overlapping dis-
closures focused on the similar purposes of improving efficiency and resolution of user tasks.
Boukobza provides tuning methods to optimize distributed system performance and provide ac-

cess to objects. OracleNamesAdminGuide provides detailed technical explanations on the key

19 See OracleNamesAdminGuide at 28, 32, 36.
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principles for location servers and processing SQL queries for access on such a distributed sys-
tem.

A POSITA would have been motivated to combine these references, as Mr. Greene at-
tests.!®” Boukobza touts the “significant gains in performance” its disclosures teach to combat
“slow reaction times” and provide improved “access to objects.”!?® OracleNamesAdminGuide
also seeks to avoid such “slow reaction times,” with a stated goal for its Name Servers to be
“lightning fast.”'®® To prevent or reduce slow reaction times on OracleNamesAdminGuide’s
Names Servers, a POSITA would have been motivated to apply Boukobza’s performance tuning
teachings to help achieve OracleNamesAdminGuide’s desired “lightning fast” reaction times.?%

Boukobza also describes its applicability to Oracle systems, making it likely that one
working with OracleNamesAdminGuide would look to Boukobza to boost performance, as Mr.
Greene outlines.?! Boukobza teaches using Oracle products as a specific example of its applica-
tion: “For this reason, measurements are collected in order to perform a later analysis for the pur-
pose of a statistical examination of the monitored activity. These collected measurements relate
to all the types of objects to be monitored, for example in this case instances such as data bases

like Oracle (trademark of Oracle Corporation) ”*"?

17 Greene Decl. § 122.

198 Boukobza at 1:53-2:6, 31:35.

199 See OracleNamesAdminGuide at 60.
200 Greene Decl. § 122.

201 See id. 9 123.

202 Boukobza at 2:52-58.
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Boukobza then teaches methods applicable to SQL*Net and TNS Names Services, as
shown in the below exemplary code, including the use of identifiers, connect strings, and the

SQL*Net protocol language itself.*3

PR
SEPFUERS

Boukobea 7:1-31 Annetated

203 Id. at 7:1-31; see Greene Decl. § 124.
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Each of these exemplary code components included in Boukobza’s teachings is a portion
of the Names Service that OracleNamesAdminGuide describes. OracleNamesAdminGuide dis-
closes that Oracle SID is “[a] unique name for an Oracle database instance.”?* Likewise, Oracle-
NamesAdminGuide says that a “connect string can be mapped to a service name in the Oracle
Names database. The service name you enter acts as an alias for the SQL*Net V1 connect string,
making it easy to access a server.”??> And finally, OracleNamesAdminGuide states that TNS or
“TNSNAMES.ORA” is a name resolution service, e.g., Names Service. Accordingly, Boukobza
specifically provides its monitoring and tuning design for use alongside the Names Servers de-
scribed in OracleNamesAdminGuide. A POSITA would therefore have been motivated to com-
bine the performance tuning methods of Boukobza with the plurality of location servers de-
scribed in OracleNamesAdminGuide. 2%

Further, a POSITA would have a reasonable expectation that Boukobza’s teaching were
developed and intended to be used on location servers like the Names Servers of Oracle-
NamesAdminGuide. 2°7 Accordingly, a POSITA would not need to modify either Boukobza or

OracleNamesAdminGuide significantly to combine the references. 2°® Because the teachings

204 OracleNamesAdminGuide at 202.
205 1d. at 23.

206 Greene Decl.  125.

207 Id

208 ]d
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could be directly applied as taught, a POSITA would have no doubt or uncertainty in their com-
bination 2% Thus, as Mr. Greene explains, a POSITA would have a reasonable likelihood of suc-
cess in modifying OracleNamesAdminGuide’s system based on Boukobza’s teachings, and

wouldn’t need to undertake significant effort in achieving this modification.?!®

As Mr. Greene concludes, based on Boukobza’s teachings, a POSITA would have found
it obvious for OracleNamesAdminGuide’s system to automatically transfer a portion of location
information and associated identifiers from one Names Server to another Names Server in re-
sponse to performance criteria measurements.>!'! A POSITA would have been motivated to do so
because this minimizes the time necessary to monitor and address performance criteria like stor-
age usage and transaction limits for DBAs having limited time and resources to devote to main-
taining performance. 212 A POSITA would have understood that Names Servers would routinely
need to be added in an expanding system in response to performance levels, including transac-
tion rates and available storage space. As such, a POSITA would have been motivated to auto-
mate the addition of Names Servers to OracleNamesAdminGuide’s system to reduce any manual
delay and more effectively maintain system performance.?!?

2. OracleNamesAdminGuide in View of Boukobza Renders Obvious
Claim 17.

Independent claim 17 recites a method of handling location queries in a network having a

first location server transfer a portion of location information and associated identifiers to an-

209 Id

20 1y

211 744126,

2wy

213 See Boukobza at 2:39-46, 32:53-67, Greene Decl. § 126.

70

Page 77 of 236



Request for £x Parte Reexamination
of U.S. Patent No. 7,233,978

other location server based on performance criteria, such as available storage space and transac-
tion rate limits. Boukobza teaches transferring information in an Oracle7 system like Oracle-
NamesAdminGuide’s system based on performance criteria like available storage space and
transaction rate limits. Based on Boukobza’s teachings, a POSITA would have found it obvious
to have OracleNamesAdminGuide’s system transfer a portion of location information and associ-
ated identifiers to another Names Server based on performance criteria. Thus, the prior art estab-
lishes that claim 17 is obvious. 24

The below claim charts show that the combination of OracleNamesAdminGuide and

Boukobza discloses or renders obvious each element of claim 17.213

[17.preamble] A To the extent claim 17°s preamble is limiting, OracleNamesAd-
method of scaling at minGuide discloses storing location information.
least one of capacity

and transaction rate Claimed “location information”: As explained above in Section
capability in a location | II1.D, a POSITA would have understood that OracleNamesAdmin-
server in a system Guide’s location information for connecting on Oracle7 (e.g., host
having a plurality of name,’!¢ port, and database instance) is the claimed “location in-
location servers for formation” because SQL*Net uses the information to build a con-

storing and retrieving | nection descriptor that connects the client to the desired data on
location information, | the distributed database.

wherein each of the
plurality of location See OracleNamesAdminGuide at 23-24: “The Names Server
servers stores unique | stores the following types of objects, which are described below:

214 See Greene Decl. § 127.

215 To establish obviousness, there is no requirement that the prior art be enabling. See ABT Sys.,
LLC v. Emerson Elec. Co., 797 F.3d 1350, 1360 (Fed. Cir. 2015); Symbol Tech., Inc. v. Opticon,
Inc., 935 F.2d 1569, 1578 (Fed. Cir. 1991). But even if the prior art references did have to be en-
abling, both OracleNamesAdminGuide and OracleUnleashed describe Oracle systems which
were fully functional and operational products that existed before the *978 Patent. Manuals, and
specifically software manuals, have consistently been found to be enabling, even when there are
differences between the manual and the related product. See Stored Value Sols., Inc. v. Card Ac-
tivation Techs., Inc., 499 F. App’x 5, 15 (Fed. Cir. 2012); Microstrategy Inc. v. Bus. Objects
Americas, 410 F. Supp. 2d 348, 362-63 (D. Del. 2006), aff'd, 238 F. App’x 605 (Fed. Cir. 2007).

216 A POSITA would have understood that a “host name” may include a direct IP address or a
host name uses DNS to obtain an IP address.
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set of location infor- * database service names—The service name is the global data-
mation of an aggregate | base name that is mapped to the SQL*Net connect descriptor.
set of location infor- The combination of a listener address and connect data make up a
mation, the method connect descriptor that locates a database service. Gateways to
comprising: non—Oracle databases and Oracle RDB databases are also stored.

+ database links—Global database links are automatically created
to each defined database from all database servers in the network.
These links are made available to all users.

« aliases—You can assign service name aliases as alternate names
for any defined database service or database link. Service name
aliases are resolved as if they were the original object.

* V1 connect strings—A V1 connect string can be mapped to a
service name in the Oracle Names database. The service name
you enter acts as an alias for the SQL*Net V1 connect string, mak-
ing it easy to access a server in a network that still uses SQL*Net
VI1....

After services have been defined in Oracle Names, users only
need to refer to them by name to connect to a database or net-
work service. The necessary exchange of details occurs between
the requester and the Oracle Names Server.”

See OracleNamesAdminGuide at 119: “Summary of NAMESCTL
Commands ... QUERY [will q]uery for the existence or contents
of a network object name.”

See OracleNamesAdminGuide at 128-129: “QUERY

Purpose: Test or retrieve the contents of a network object
stored in the Names Server. ...

Syntax: From the operating system:
NAMESCTL QUERY object name [object type]
[modifiers]
From NAMESCTL program:
QUERY name [type] [modifiers]
Valid types: A.SMD Network addresses, as with
database service definitions.
CNAME.SMD Alias name (sometimes referred
to as “canonical name”).
DL.RDBMS.OMD Database link.
NS.SMD Names Server addresses. System data
used to communicate between Names Servers.
V1ADD.NPO.OMD SQL*Net Version 1 connect
string. ...

Arguments: Mandatory network object name and network ob-
ject type.
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

Usage
Notes:

QUERY can be used to test that a defined piece of
data can be found, and that the contents are cor-
rect....

If the QUERY command is used with just a name
as a parameter, the Names Server responds with
the number of pieces of data with that name, and
the time required to complete the operation.

If the QUERY command is used with the name
and type supplied as arguments; the specific name
is looked up and returned to the user....
NAMESCTL> QUERY BONES DEM.MEDI-
CINE A.SMD

Total response time:
Response status:
tion

Authoritative answer: yes

Number of answers: 1

Canonical name: bones.dem.medicine

Example:

0.04 seconds
normal, successful comple-

TTL: 1 day
Alias translations:
from: bones.dem.medicine
to: bones.dem.medicine
Answers:

data type is ‘a.smd’

Syntax is ADDR:...(DESCRIPTION=(AD-
DRESS= (COMMUNITY=tcp)(PROTO-
COL=TCP)(Host=cowboy) (Port=1522))(CON-
NECT DATA=(SID=rodeo)))[.]”

See OracleNamesAdminGuide at 109: “When a server initiates the
use of a database link, the Names Server is called, and the request
is executed, as with locally defined database links (links defined in
the local database data dictionary). Consider, for example, the
SQL statement shown:

SELECT A.ITEM, B.COST

FROM PARTS A, PRICE@FINANCE.US.ACME B WHERE

A PARTNO = B.PARTNO;

FINANCE.US.ACME is looked up in the Names Server. Then the
link is established between the current database and the FINANCE
database. (FINANCE is the name of the database service, as well
as the name of the global database link.)[.]”

See OracleNamesAdminGuide at 110: “When a database link is
used to select information from a remote database table (for exam-
ple, SELECT * FROM EMP@HR .US.ORACLE.COM), Oracle
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[17.preamble] A searches for a connect descriptor in the following locations in the
method of scaling at following order:

least one of capacity 1. the user’s private database links

and transaction rate 2. the database public database links

capability in a location | 3. the Oracle Names Server global database links

server in a system Oracle ends the search when a USING clause is found in either a
having a plurality of | private or public database link. If a USING clause is not found in a
location servers for private or public link, then the global database link is used. If a

storing and retrieving | connect descriptor is not found, the following message is returned:
location information, | ORA—02019: ‘connection description for remote database not
wherein each of the found’

plurality of location If a CONNECT TO clause (username/password) is found in any of
servers stores unique | the searched database links, the first one found is used. If none are

set of location infor- found, then the current username and password will be used.”
mation of an aggregate

set of location infor- See OracleNamesAdminGuide at 93: “When th[e names.de-
mation, the method fault domain] parameter is set to the default domain name (for ex-
comprising: ample, US.ACME), the domain name will be automatically ap-

continued | pended to the service name. For example, a client with a de-

fault domain of US.ACME can request a database service named
FINANCE.US.ACME as:

sqlplus scott/tiger@FINANCE

All names outside the default domain must be fully specified as
global names; for example, FINANCE.US.ACME.... The Net-
work Manager automatically adds the NAME.DEFAULT ZONE
parameter in addition to the NAMES DEFAULT DOMAIN for
backward compatibility.”

OracleNamesAdminGuide at 108: “The client requires a
SQLNET.ORA file with one or more Names Server addresses de-
fined in the NAMES PREFERRED SERVERS parameter. These
Names Servers are contacted in order until a response is returned.
Additionally, each client default domain is set with the

NAMES DEFAULT DOMAIN parameter to simplify how do-
mains are specified during connection requests and when using
NAMESCTL....

To request access to a network object, the client uses the familiar
client/server connection syntax:

sqlplus scott/tiger@FINANCE]J.]”

See OracleNamesAdminGuide at 44: “Every region must have a

unique name. The region, although it contains domains, is defined
to ‘reside’ in one of the domains that it contains. The region name
is formed by appending one of the domain names onto the end of
the region name. For example, a region containing the US. ACME
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[17 preamble] A and UK. ACME domains could be called either re-
method of scaling at gion_name.US. ACME or region name UK. ACME.”
least one of capacity

and transaction rate See OracleNamesAdminGuide at 56-57: “Many companies al-
capability in a location | ready have global naming standards for their PC L AN, large
server in a system hosts, or mail systems. If such policies exist, you can use them as
having a plurality of | the basis for the Oracle Names naming model. Using the same
location servers for structure leverages the investment in the education users already

storing and retrieving | have with global names.
location information, | For example, many companies with TCP/IP networks use the Do-

wherein each of the main Name Service (DNS) model for communication on the
plurality of location worldwide Internet. In this model, all naming models are hierar-
servers stores unique | chical from a set of base domains such as:

set of location infor- . COM - commercial organizations

mation of an aggregate . EDU - educational institutions

set of location infor- . MIL - military

mation, the method . ORG - organizations

comprising: Individual companies are then assigned domains within which to

continued | build their naming model (for example, ACME.COM)....

For organizations which are on the Internet, and therefore already
have one or more DNS domains, the sensible choice is to align
their Oracle naming domains with their DNS domains.”

See also OracleNamesAdminGuide at 29 (explaining Names Serv-
ers’ default TCP/IP port is 1575), 29 (describing a new service’s
registration in system results in automatic replication of a service’s
location in Names Servers), 30 (“the Names Server remembers the
addresses of all databases”), 31 (teaching that Names Server stores
network-service-name-aliases as they are registered), 33 (explain-
ing Names Server’s cache “is an in-memory database of all data
required to resolve names”), 83 (describing each Names Server
has a unique service name), 99 (describing Names Servers loads
network definitions of global database links), 107 (describing ex-
ample query using network-service-name-alias and type to return
information about the network object).

To the extent element 17 preamble may be limiting, Oracle-
NamesAdminGuide discloses a location server for storing and re-
trieving location information. OracleNamesAdminGuide describes
using identifiers to obtain this location information.!”

217 Greene Decl. at p.64.
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[17 preamble] A A POSITA would have understood that OracleNamesAdmin-
method of scaling at Guide’s Names Server is a “location server” because it is a net-
least one of capacity work-attached server that maintains data location and connection
and transaction rate information to service client requests: “Oracle Names makes net-
capability in a location | work address and database link information available to all nodes
server in a system throughout the network. Each database server’s network address
having a plurality of is stored with a name that is used to identify it. Client applica-
location servers for tions can then request a database connection with a simple name
storing and retrieving | rather than a lengthy address.” See OracleNamesAdminGuide at
location information, | 20.

wherein each of the

plurality of location See also OracleNamesAdminGuide at 22: “Oracle Names eases
servers stores unique | the burden of administering the details of the network. If the ad-
set of location infor- dress of a network object changes, the change is made in one
mation of an aggregate | place, and all clients get the benefit of the change immediately.
set of location infor- Any number of clients have access to a network object’s address
mation, the method from a single source.

comprising: The user and application developer are exposed only to the name

continued | of a network object. No knowledge of the connection path is re-
quired. This is a much more user-friendly way to use networks and
network services. As with other user-oriented network software
such as electronic mail, people only need to think in terms of
names to get their work done. When making a connection, the cli-
ent specifies the name of a destination and Oracle Names provides
the address.”

See OracleNamesAdminGuide at 52-53: “The Names Server has
a single purpose: to resolve, or assist in resolving, a client-initi-
ated name request. It interprets the request, then looks up the
name in its cache, or it calls a Names Server in another region.
The response or error conditions are passed back to the client.
Figure 3 — 11 shows a client requesting access to a Names Server
named POULTRY and a Names Server providing the answer. ...
The service name is the same as the global object name. For ex-
ample, a global database name might be POULTRY WORLD,
which is also the service name.
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[17.preamble] A Oracle Names
method of scaling at Server
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the Client S
. . L erver

plurality of location Application POULTRY.WORLD
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

Figure 3 - 11 Client-Server Connection
The sequence of events is as follows:

1. The client application issues a connection request to SQL*Net
of the form:

sqlplus scott/tiger@POULTRY

where POULTRY is a database service name defined in the Oracle
Names Server.

SQL*Net determines from the client configuration in the
SQLNET .ORA file that the client’s default domain is WORLD
and the preferred Names Server is the one shown. SQL*Net sends
the Names Server a request to resolve the name POUL-
TRY . WORLD.

2. The Names Server receives the request, looks it up in the cache,
then sends the response back to the client.

3. The client receives the answer and substitutes the address in
place of the initial name POULTRY.

4. The client contacts POULTRY and establishes a standard
SQL*Net client—server connection.”

See OracleNamesAdminGuide at 23-24: “The Names Server
stores the following types of objects, which are described below:
* database service names—The service name is the global data-
base name that is mapped to the SQL*Net connect descriptor.
The combination of a listener address and connect data make up a
connect descriptor that locates a database service. Gateways to
non—Oracle databases and Oracle RDB databases are also stored.
+ database links—Global database links are automatically created
to each defined database from all database servers in the network.
These links are made available to all users.

« aliases—You can assign service name aliases as alternate names
for any defined database service or database link. Service name
aliases are resolved as if they were the original object.
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[17.preamble] A * V1 connect strings—A V1 connect string can be mapped to a
method of scaling at service name in the Oracle Names database. The service name
least one of capacity you enter acts as an alias for the SQL*Net V1 connect string, mak-

and transaction rate ing it easy to access a server in a network that still uses SQL*Net
capability in a location | V1. ...

server in a system After services have been defined in Oracle Names, users only
having a plurality of need to refer to them by name to connect to a database or net-
location servers for work service. The necessary exchange of details occurs between

storing and retrieving | the requester and the Oracle Names Server.”
location information,
wherein each of the See OracleNamesAdminGuide at 32:
plurality of location
servers stores unique Chem
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

Names Server

¥ Database

Names Server

Client

Figure 2 -1 Components of a Network Using Oracle Names
with the Dynamic Discovery Option

To the extent the preamble is limiting, OracleNamesAdminGuide
also discloses a local Names Server (i.e., location server) storing a
unique set of location information (i.e., connection descriptors)
that differs from a foreign Names Server’s set of location infor-
mation.?!8

A POSITA would have understood that the identifiers and re-
quested data have a 1:1 relationship in order to function cor-
rectly 2! If there was no stored 1:1 relationship, a user would not
be able to properly identify the desired data with an identifier. A
POSITA would have further understood that a single table or data
entity may be stored in multiple locations.??° For example, the data
may be replicated across multiple servers to allow multiple users
to access it at once. The data may also be partitioned across multi-

218 Greene Decl. at p.67.
219 Id
220 ]d
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[17 preamble] A ple servers with a portion on each one. A POSITA would have un-
method of scaling at derstood that a single identifier would be used to identify all por-
least one of capacity tions distributed into different server locations.??! As a result, a
and transaction rate POSITA would have understood OracleNamesAdminGuide to in-
capability in a location | clude 1:many relationships between identifier and location infor-
server in a system mation.?22

having a plurality of

location servers for OracleNamesAdminGuide teaches using multiple Names Servers

storing and retrieving | for a variety of reasons, including fault tolerance. As shown below
location information, | in Figure C-2, OracleNamesAdminGuide provides an exemplary

wherein each of the hierarchical configuration where authority from one single, central
plurality of location administrative region is delegated to two administrative regions.
servers stores unique
set of location infor- See OracleNamesAdminGuide at 32: “... [A] network using the
mation of an aggregate | Oracle Names Service consists of ... one or more Oracle Names
set of location infor- Servers[]. We recommend that you set up at least two Names
mation, the method Servers for fault tolerance....”
comprising:

continued

Figwea O B A Censral Ruglon Ushog 3 Hisrarchiead fandng blisiad

Further, OracleNamesAdminGuide explains that such an arrange-
ment is useful in a larger system with greater demands on storage
or transaction volume. And OracleNamesAdminGuide teaches that
this hierarchical arrangement requires respective Names Servers to

21 1d. at pp.67-68.
22 Id. at p.68.
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[17 preamble] A contain different location information for local and foreign ob-
method of scaling at jects. See OracleNamesAdminGuide at 185. In such a hierarchical
least one of capacity arrangement, OracleNamesAdminGuide locates the connection de-
and transaction rate scriptors (i.e., location information) for local and foreign objects in
capability in a location | separate Names Servers associated with their respective adminis-
server in a system trative regions. As illustrated below in Figure C-4, a client con-
having a plurality of | nects to region DR1 and requests data located in the destination
location servers for server. The local DR1 Names Server (i.e., first location server) re-

storing and retrieving | ceives the request. The destination server is located in foreign re-
location information, | gion DR2.1, which has its own DR2.1 Names Server (i.e., second

wherein each of the location server). Because DR1 Names Server’s set of location in-
plurality of location formation differs from DR2.1 Names Server’s set of location in-
servers stores unique | formation, the DR1 Names Server doesn’t having location infor-
set of location infor- mation for the destination server. As such, the request is forwarded
mation of an aggregate | through the ROOT region to the DR2.1 Names Server which re-
set of location infor- sponds with the location information for the destination server.???
mation, the method

comprising: See OracleNamesAdminGuide at 191-192;

continued | “Figure C — 4 shows this process and the sequence of events as-
suming that no data has been previously cached.

1. The client sends request to preferred Names Server in its local
region (DR1).

2. The preferred Names Server in DR1 issues request for the
Names Servers authoritative for the destination server (in region
DR2.1).

Destination Scrver

Figure C — 4 Network Messages in a Multi-Level Foreign Name Resolution
3. The root Names Server does not have the answer (because root
only knows about its direct child regions), but forwards the request
to a Names Server in region DR2.

223 Greene Decl. at pp.68-69.
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[17 preamble] A 4. The receiving server in DR2 forwards the request to a Names
method of scaling at Server in region DR2.1.

least one of capacity 5. The name is retrieved from its authoritative Names Server in
and transaction rate DR2.1.

capability in a location | 6. The names Server in region DR2 caches the answer and returns
server in a system it to the root.

having a plurality of 7. The root caches the answer and returns it to the preferred
location servers for Names Server in region DR1.

storing and retrieving | 8. The preferred Names Server caches the answer and returns it to
location information, | the client.

wherein each of the 9. The client establishes a connection to the destination server.”

plurality of location
servers stores unique | See OracleNamesAdminGuide at 189-190: “When a name is re-

set of location infor- quested from outside the current administrative region, the follow-
mation of an aggregate | ing process occurs:

set of location infor- 1. The Names Server looks in its foreign data cache for the address
mation, the method of the Names Server it believes is most likely to be authoritative
comprising: for that name.

continued | 2. If the Names Server does not have the address of this Names
Server, it queries the root administrative region for the addresses
of Names Servers in that region. For the simple case, assume the
root returns the address of the Names Server for that region (the
authoritative Names Server).

3. The Names Server then forwards the request to the authoritative
Names Server and the result is returned.

4. The Names Server stores that name and result in its foreign data
cache, then returns the result to the client.”

See OracleNamesAdminGuide at 193: “1. When the client issues
the request, the Names Server in the AR4.1 region looks at the do-
main name (GA.US.ACME), recognizes it as foreign (not local),
and issues a request to a root Names Server for Names Server ad-
dresses in the region with GA.US.ACME.

2. A root Names Server forwards the request to AR1.

3. The name is resolved and returned to a Names Server in the root
region.

4. The Names Server in the root region returns the request to
AR4.1.

5. The Names Server in region AR4.1 returns the name to the cli-
ent.

6. The client establishes a SQL*Net connection to the database
server BLUE.GA.US. ACME.”
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method

comprising. Based on the above teachings, OracleNamesAdminGuide dis-

continued. | closes or renders obvious a second Names Server comprising a
second set of connection descriptors (i.e., location information)
wherein at least a portion of the second set of location information
differs from the first set of location information.??*

Fgurs U - § Nome Fronhation s Compley Seboirdsraies Hiooavefey

Further, the below analysis regarding claim elements 17.a-17.¢
shows how OracleNamesAdminGuide discloses, or renders obvi-
ous alone or in view of Boukobza, scaling a capacity and/or trans-
action rate capability in a Names Server for storing and retrieving
location information wherein each Names Server stores a unique
set of location information, and is incorporated herein. For exam-
ple, OracleNamesAdminGuide provides that each administrative
region should have “af least two Names Servers.” Oracle-
NamesAdminGuide at 60. As Mr. Greene explains, a POSITA
would have understood that having af least two Names Servers
discloses or renders obvious the system having additional Names
Servers as needed.??> A POSITA would have understood that the
specific performance and needs of the administrative region would
determine the need for additional Names Servers.??° For example,
having an administrative region containing a large volume of iden-
tifier and location information data may be too large to fit onto a
single Names Server and may need to be split into two separate

224 Greene Decl. at p.71.
225 Id
226 ]d
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[17.preamble] A Names Servers to load balance the performance. See Oracle-
method of scaling at NamesAdminGuide at 60. As a result, the region would need four
least one of capacity Names Servers (two copies of each distinct set of Name Server

and transaction rate data) to achieve the recommended fault tolerance of having a
capability in a location | backup Name Server.??” Alternatively, a POSITA would have un-
server in a system derstood that, when overseeing an administrative region where a
having a plurality of | large number of users were making frequent requests for location
location servers for information, there would be improved performance and function-

storing and retrieving | ality by partitioning one Names Server into two unique servers.??®

location information, | As such, a POSITA would have found that partitioning would

wherein each of the lower the number of entries a respective Names Server would need
plurality of location to search in order to retrieve the necessary location information.??’
servers stores unique

set of location infor- See, e.g., OracleNamesAdminGuide at 60: “Oracle recommends
mation of an aggregate | that each administrative region should have af least two Names

set of location infor- Servers. If one Names Server is unavailable, clients will automati-
mation, the method cally forward requests to the other. The degree of availability this
comprising: allows depends on the regularity of service each node provides.

continued | For example, imagine that the amount of time a Name Servers
node is down for unscheduled reasons is 1%. (It is usually much
less.) The likelihood that both would be down at the same time is
then roughly .01%, or 1% of 1%.

There is also an issue of network loading, or load balancing. Alt-
hough any given Names Server is only engaged for a short period
of time when a client initiates a connection, the goal is to keep
name resolutions lightning fast. With a very large volume of cli-
ents, or applications requiring many connections, load balancing
across multiple Names Servers can increase system perfor-
mance.”

To the extent that OracleNamesAdminGuide alone doesn’t render
obvious any limitations of claim element 17.preamble, Boukobza
describes providing user access to a distributed database. See Bou-
kobza at 18:18-23. And Boukobza describes measuring user-ac-
cess to a distributed database by a variety of performance factors
including transaction rate, storage capacity, and others. See Bou-
kobza at 34:43-51. Boukobza also teaches taking various correc-
tive steps to address performance concerns. See Boukobza at
33:60-67, 15:2-32. Boukobza teaches Oracle’s users accessing the

27 1d. at pp.71-72.
228 Id. at p.72.
29 14,
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[17.preamble] A database through SQL*Net functionalities for requesting and re-
method of scaling at ceiving connection descriptors (i.e., location information). See
least one of capacity Boukobza at 18:18-23. Boukobza further teaches Oracle name ser-
and transaction rate vices provides the location information. See Boukobza at 18:18-

capability in a location | 23.2%°
server in a system
having a plurality of | Additionally, Boukobza teaches scaling. See, e.g., Boukobza at
location servers for 34:52-35:22: “In conclusion, according to the present monitoring
storing and retrieving | process, the use of autonomous agents makes it possible to ensure
location information, | the proper running of the applications monitored in all of the

wherein each of the nodes by means of an autonomous and efficient decision pro-
plurality of location cessing applied locally to the objects to be processed, when neces-
servers stores unique | sary to very rapidly feedback the useful information from the

set of location infor- nodes to be monitored to the management node, and to automati-
mation of an aggregate | cally initiate actions on certain conditions or possibly to recom-
set of location infor- mend an action. In this way, an effective monitoring of the objects
mation, the method functioning in the plurality of nodes is ensured and a significant
comprising: increase in performance is obtained due to the independent capac-

continued | ity available to the various autonomous agents in their operation,
the process applied in this case making it possible fo measure spe-
cific parameters of each object, to test conditions on these pa-
rameters relative to thresholds, and then to execute an action in
order to warn of a problem, to reconfigure or to correct. Meas-
urements are collected in order to perform a later analysis for pur-
poses of a statistical examination of the activity monitored. These
collected measurements relate to all the types of objects to be
monitored, for example, in this case instances such as data bases
like Oracle or Informix, applications such as Tuxedo, Various ma-
chines or any one machine, a Distributed Print Facility (DPF), etc.
Also, the synthetic aspect of a defined generically global object of-
fers substantial freedom of action and allows efficient use of the
tree structure concept with a great deal of precision relative to the
evolution of the display granularity obtained. Correlations can be
made between a plurality of different measurements, particularly
between different object types, which means that intertype correla-
tion is advantageously provided. Moreover, this process is porta-
ble to different platforms, due to its total independence from its
operating environment. Since the display occurs by means of a
graphical interface specific to this process. This process is also
able to allow any interfacing with any management system, ofter-
ing the user integrated management, since the autonomous agents
access different information through the existing standard proto-
cols.”

230 Id
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[17 preamble] A
method of scaling at And Boukobza teaches user access. See, e.g., Boukobza at 15:1-9:

least one of capacity “Some non-limiting exemplary embodiments of predefined Oracle
and transaction rate parameters are offered below:

capability in a location | the parameter ‘ORA-- USER—ACCESS’, in which the measure-
server in a system ment consists of making a connection attempt using the function
having a plurality of ‘connect—string’ supplied to the user; the condition corresponds
location servers for to verifying whether the or not the attempt has succeeded, and the

storing and retrieving | action resides in the analysis of the cause and in the possible re-
location information, start.”
wherein each of the

plurality of location Boukobza at 30:15-19: “Also, relative to the module specific to
servers stores unique | Oracle, it must be possible, among other things, to control access
set of location infor- to objects in order to prevent any lockout or suspension (‘abort’)
mation of an aggregate | of the application if the latter wishes to access the base or the Ora-
set of location infor- cle objects.”

mation, the method

comprising: Boukobza at 7:38-48: “The user chooses (by means of the inter-

continued | tace GUI) the list of objects to be viewed (their icon), in the main
window of the interface GUI. An object in this list that is not se-
lected will only be viewed if a ‘zoom’ is performed on a global
object which contains it. A global object can also be labelled as a
component (COMPONENTS) of a global object and is a compo-
nent of a global object [GLOBAL (a particular Oracle instance is
chosen from the list of objects to be viewed in the main window,
since the users write SQL directly to the base)] since this base is
accessed by a given application.”

Further, Boukobza teaches performance measurements and correc-
tive actions. See, e.g., Boukobza at 33:60-67: “[F]or a given server
in a given node: the average number of queued requests, per
queue. To be done for all the servers. No display. Makes it possi-
ble to know if the number of duplicated servers has changed. If
the average number of queued requests is >10 (the example 10 is
slightly greater than the average number of active clients request-
ing a service from the server) then action to add a server (up to the
max).”

Boukobza at 32:4-16: “Per ‘tablespace’, is the fill rate of the
dbfiles>threshold

X’? If yes, action ‘ORA FREE TS’.

calculates the maximum size of the fragments. If lower

n: than the value of the next "extent” then action

‘ORA MAX FRG’ and recording in the file

‘actionlog.
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[17.preamble] A comparison of the actual number of ‘extents’ with the
method of scaling at maximum allowed ‘MAXEXTENTS’ (defined at
least one of capacity the creation of the object, in the clause

and transaction rate ‘STORAGE’). In this case, the application using the
capability in a location | table will be suspended (‘abort’). This incident must
server in a system be prevented. Action ‘ORA MAX EXT if the
having a plurality of object reaches its ‘maxextents’. Recording in
location servers for ‘actionlog.’”

storing and retrieving
location information, | Boukobza at 34:43-51: “Finally, relative to specific module ‘sys-

wherein each of the tem’, it must be possible, among other things, to monitor and
plurality of location measure the cpu time, the disk Space, the inputs/outputs, the stor-
servers stores unique | age, the exchange rate, the number of users, the pagination, the
set of location infor- network, etc. Thus it is possible, for example, to measure the
mation of an aggregate | cpu utilization per second, with default display, or the
set of location infor- input/output rate per second, or to identify the processors
mation, the method which are the largest users of cpu and collect them in order
comprising: to perform an autonomous analysis (‘offline’, thc).”

continued

Boukobza at 15:18-33: “[T]he parameter ORA-- FRAGMENT—
TS’, in which the measurement consists of verifying the condition
which corresponds to the case in which the largest of the extents
(‘MAX—EXTENTS’) of the tables of the table space (‘Table-
space’) is smaller than the largest hole of the table space, and if
this condition is true, of sending an action proposition window in
which it is indicated that the table space (‘Tablespace’) must be
reorganized according to the following propositions:

either a file is automatically created to enlarge the table space
(‘Tablespace’),

or it requests when a standard ‘export-- operation-- tables/import’
command is to be executed,

or the administrator is requested to program the start of his reor-
ganization utility.

the parameter ‘ORA—SCANLOG?’, in which the Oracle errors to
be processed in the file “alertlog’ are predefined. A predefined ac-
tion class corresponds to each error.”

Claimed “location information”: Boukobza teaches the use of
location information through SQL*Net and TNS Names Services,
including the use of identifiers, connect strings, and the SQL*Net
protocol language itself 23! A POSITA would have understood that
Boukobza’s connection information for connecting on Oracle

231 Boukobza at 7:1-31.
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[17.preamble] A (e.g., host name,?*? port, and database instance) is the claimed “lo-
method of scaling at cation information” because SQL*Net uses the information to
least one of capacity build a connect string that connects the client to the location of the
and transaction rate desired data on the distributed database.?*’

capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique S
set of location infor- Ssdavanting
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

Further, a POSITA would have understood that Boukobza’s teach-
ings are useable to monitor an expanding database that starts out
with one single Names Server.2** For example, a company starting
out may have minimal storage and transaction needs and set up a
simple database architecture with only one Names Server to han-
dle the minimal needs. This may be work starting out, but a grow-
ing business would need more storage capacity, more processing
power to handle more transaction requests, etc. A POSITA would
appreciate that at each one of the servers for each city, there is a
Names Server logging the unique location information for that

232 A POSITA would have understood that a “host name” may include a direct IP address or a
host name uses DNS to obtain an IP address.

233 Greene Decl. at pp.75-76.
234 1d. atp.76.
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

city. 23° This would require moving location and identifier infor-
mation from the first Names Server to the new city-specific Names
Servers reflecting the new configuration of the expanding data-
base.?3¢

Based on the above teachings, to the extent the preamble is limit-
ing, OracleNamesAdminGuide discloses a method of scaling at
least one of capacity and transaction rate capability in a Names
Server in a system having multiple Names Servers for storing and
retrieving location information wherein each Names Server stores
a unique set of location information of an aggregate set of location
information, or renders this obvious alone or in view of Boukobza.

[17.a] providing a
transfer protocol con-
figured to transport
identifier and location
information, the loca-
tion information speci-
fying the location of
information related to
the identifier;

OracleNamesAdminGuide discloses, or renders obvious alone or
in view of Boukobza, identifiers (i.e., network-service-names-ali-
ases) and location information (i.e., connections descriptors) speci-
fying the location of information related to the identifiers.

Further, OracleNamesAdminGuide describes a transfer protocol
for transporting messages because the SQL*Net application en-
sures that messages conform to the needed transfer protocol for the
Names Server, Mulitprotocol Interchange, and client.

See OracleNamesAdminGuide at 36: “Oracle Network Manager—
This tool writes all definitions for all of Oracle’s network soft-
ware, including SQL*Net, the MultiProtocol Interchange, and Or-
acle Names to the network definition on a database. It provides a
structured way to configure the product initially, and to periodi-
cally update the network configuration.”

See OracleNamesAdminGuide at 44: “A SQL *Net community is a
group of machines that can communicate using the same
transport protocol. Clients, servers, Interchanges, and Names
Servers can be members of one or more communities; however,
they can be members of only one domain.”

235 Id
26 I,
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[17.a] providing a
transfer protocol con- | See OracleNamesAdminGuide at 63: “If the node you have chosen
figured to transport already has SQL*Net or an Interchange on it from a previous in-

identifier and location | stallation, the node should already be defined. You enter infor-
information, the loca- | mation such as the following on the Name Server property sheet in
tion information speci- | the Network Manager:

fying the location of * protocol-specific address information
information related to | * Names Server password
the identifier; * log and trace file names

continued | You must enter the address information; however, all other values
have defaults. If you have security concerns, it is always good
practice to change the default password.”

See OracleNamesAdminGuide at 203: “TNS [is a] foundation
technology, built into SQL*Net V2 .x, the MultiProtocol Inter-
change, and Oracle Names .... TNS address [is a]n address of a
client or network service on a TNS community, which identifies
the community to which it belongs, the protocol used by that com-
munity, and some protocol-specific values. One TNS client or net-
work service may have multiple TNS addresses if it resides in
multiple communities.”

See OracleNamesAdminGuide at 131: “REGISTER ... Example:
NAMESCTL> register parts —t database —d (DESCRIPTION=
(ADDRESS= (PROTOCOL=TCP)(HOST=nineva)
(PORT=1387))(CONNECT DATA=(SID=db3)))[.]"

See OracleNamesAdminGuide at 43-44: “A client can request a
network service within its default domain using the service’s
simple, unqualified name, that is, without specifying a domain
name. If a user requests a name without a *.” character in it, the de-
fault domain name will be automatically appended to the database
service or database link name requested.”

See OracleNamesAdminGuide at 20: “Oracle Names makes net-
work address and database link information available to all nodes
throughout the network. Each database server’s network address
is stored with a name that is used to identify it. Client applica-
tions can then request a database connection with a simple name
rather than a lengthy address.”

See also OracleNamesAdminGuide at 22: “Oracle Names eases
the burden of administering the details of the network. 1f the ad-
dress of a network object changes, the change is made in one
place, and all clients get the benefit of the change immediately.

89

Page 96 of 236



Request for £x Parte Reexamination
of U.S. Patent No. 7,233,978

[17.a] providing a Any number of clients have access to a network object’s address
transfer protocol con- | from a single source.
figured to transport The user and application developer are exposed only to the name

identifier and location | of a network object. No knowledge of the connection path is re-

information, the loca- | quired. This is a much more user-friendly way to use networks and

tion information speci- | network services. As with other user-oriented network software

fying the location of such as electronic mail, people only need to think in terms of

information related to | names to get their work done. When making a connection, the cli-

the identifier; ent specifies the name of a destination and Oracle Names provides
continued | the address.”

See OracleNamesAdminGuide at 52-53: “The Names Server has
a single purpose: to resolve, or assist in resolving, a client-initi-
ated name request. It interprets the request, then looks up the
name in its cache, or it calls a Names Server in another region.
The response or error conditions are passed back to the client.
Figure 3 — 11 shows a client requesting access to a Names Server
named POULTRY and a Names Server providing the answer....
The service name is the same as the global object name. For exam-
ple, a global database name might be POULTRY.WORLD, which
is also the service name.

Oracle Names
erver

i

Client
Y Scrver
Application POULTRY.WORLD

Figure 3 — 11 Client-Server Connection
The sequence of events is as follows:

1. The client application issues a connection request to SQL*Net
of the form:

sqlplus scott/tiger@POULTRY

where POULTRY is a database service name defined in the Ora-
cle Names Server.

SQL*Net determines from the client configuration in the
SQLNET .ORA file that the client’s default domain is WORLD
and the preferred Names Server is the one shown. SQL*Net sends
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[17.a] providing a the Names Server a request to resolve the name POUL-

transfer protocol con- | TRY WORLD.

figured to transport 2. The Names Server receives the request, looks it up in the cache,
identifier and location | then sends the response back to the client.

information, the loca- | 3. The client receives the answer and substitutes the address in

tion information speci- | place of the initial name POULTRY.

fying the location of 4. The client contacts POULTRY and establishes a standard

information related to | SQL*Net client—server connection.”

the identifier;
continued | See OracleNamesAdminGuide at 128-129: “QUERY

Example: NAMESCTL> QUERY BONES DEM MEDI-

CINE A.SMD

Total response time:  0.04 seconds

Response status: normal, successful com-
pletion

Authoritative answer: yes
Number of answers: 1

Canonical name: bones.dem.medicine
TTL: 1 day
Alias translations:
from: bones.dem.medicine
to: bones.dem.medicine
Answers:

data type is ‘a.smd’

Syntax is ADDR....(DESCRIP-
TION=(ADDRESS= (COMMU-
NITY=tcp)(PROTOCOL=TCP)(Host=cowboy)
(Port=1522))(CONNECT DATA=(SID=ro-
deo)))[.T”

See also OracleNamesAdminGuide at 29 (explaining Names
Servers’ default TCP/IP port is 1575), 29 (describing a new ser-
vice’s registration in system results in automatic replication of a
service’s location in Names Servers), 30 (“the Names Server re-
members the addresses of all databases™), 31 (teaching that Names
Server stores network-service-name-aliases as they are registered),
33 (explaining Names Server’s cache “is an in-memory database
of all data required to resolve names”), 56-57 (providing DNS
model for constructing unique identifiers), 83 (describing each
Names Server has a unique service name), 99 (describing Names
Servers loads network definitions of global database links), 107-
109 (describing example queries using network-service-name-alias
and type to return information about the network object).
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[17.a] providing a Based on the above teachings, OracleNamesAdminGuide dis-
transfer protocol con- | closes or renders obvious providing a transfer protocol configured
figured to transport to transport identifier and location information, the location infor-

identifier and location | mation specifying the location of information related to the identi-
information, the loca- | fier.??’
tion information speci-

fying the location of Moreover, Boukobza Renders Obvious Claim Element 17.a.
information related to | As explained in element 17.preamble above, Boukobza teaches
the identifier; location (Names Servers) servers storing identifier and location in-

continued | formation. Boukobza explains how OracleNamesAdminGuide’s
SQL*Net functionalities are used to query a location server for lo-
cation information associated and return a message containing the
location.

Regarding the claimed “transfer protocol,” Boukobza discloses
the Oracle protocol SQL*Net which is configured to manage com-
munication across the distributed database. See Boukobza at 7:38-
48: “The user chooses (by means of the interface GUI) the list of
objects to be viewed (their icon), in the main window of the inter-
face GUI. An object in this list that is not selected will only be
viewed if a ‘zoom’ is performed on a global object which contains
it. A global object can also be labelled as a component (COMPO-
NENTS) of a global object and is a component of a global object
[GLOBAL (a particular Oracle instance is chosen from the list of
objects to be viewed in the main window, since the users write
SQOL directly to the base)] since this base is accessed by a given
application.”

Boukobza at 31:35-40: “[A]ccess to the objects:

param-- ident=HEALTH. Access to the bases (by SQL connect,
the DB string user/passwd@dbstring dbc/dbc@T:or714 is supplied
by the user). If the connection is KO: action ORA-- CONN-- FAIL

EERE)

and recording in the file ‘actionlog’.

Boukobza at 11:15-20: “ACTION: the complete name of a shell
or binary program is specified, possibly followed by parameters
(‘UNIX—FILE’) or a UNIX command (‘UNIX—COMMAND’)
or by an SQL file (‘SPECIF—FILE’) or an SQL command
(‘SPECIF—COMMAND’). An example is ‘ACTION=(UNIX--
FILE, "all-- actions-- binary action-- 1')’”

237 Greene Decl. at p.80.
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For the reasons set forth in Section IIL.F.1 on motivation to com-
bine, a POSITA would have been motivated to have Oracle-
NamesAdminGuide’s system provide a transfer protocol config-
ured to transport the identifier and location information, based on
Boukobza’s teachings.?*® For instance, this would have resulted in
the effective use of SQL*Net functionality, and improve query ef-
ficiency and optimization of Oracle systems to ease users’ ability
to find their desired data.?*®

[17.b] storing location | OracleNamesAdminGuide in view of Boukobza. As shown above
information formatted | for claim element 17.a, OracleNamesAdminGuide discloses a first
according to the trans- | location server (i.e., Names Server) storing location information.
fer protocol at a first As further shown in discussion for claim element 17.a, Oracle-
location server; NamesAdminGuide discloses, or renders obvious alone or in view
of Boukobza, location information formatted according to a trans-
fer protocol.

See OracleNamesAdminGuide at 33: “Each Oracle Names Server
contains:

* the cache—the Names cache is an in-memory database of all
data required to resolve names. The cache contains the following
types of data:

— system information—includes the service addresses of all of the
Names Servers.

— registration information—includes all registered TNS services
which includes other Names Servers and information automati-
cally generated by the Names Server when it was installed.

All cache data is always in memory to guarantee high perfor-
mance.

* request processor—receives incoming address requests and
looks through the cache for the answer.”

See OracleNamesAdminGuide at 33:

238 Id. at p.81.
29 Id. at pp.81-82.
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[17.b] storing location Names Server
information formatted r ______________ Network
according to the trans- I I -
Incomin; I Cache Registration =
fer protocol at a first Name Requests A # Server X
location server; =2 Q_ — .
continued Client N:n'fg:;;im Plj_equest\ ii:ﬁfk =
FEINT o fresnee
Server Y
v

Figure 2 -2 Oracle Names Server Components
Using the Dynamic Discovery Option

See OracleNamesAdminGuide at 52: “The Names Server has a
single purpose: to resolve, or assist in resolving, a client-initiated
name request. It interprets the request, then looks up the name in
its cache, or it calls a Names Server in another region.”

See OracleNamesAdminGuide at 191-192 (describing DR1 Names
Server storing location information from another region in
memory to service requests from client):

“Figure C — 4 shows this process and the sequence of events as-
suming that no data has been previously cached.

1. The client sends request to preferred Names Server in its local
region (DR1).

2. The preferred Names Server in DR1 issues request for the
Names Servers authoritative for the destination server (in region
DR2.1).

Client

Destination Scrver
Figure C — 4 Network Messages in a Multi-Level Foreign Name Resolution
3. The root Names Server does not have the answer (because root
only knows about its direct child regions), but forwards the request
to a Names Server in region DR2.
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[17.b] storing location
information formatted
according to the trans-
fer protocol at a first
location server;
continued

4. The receiving server in DR2 forwards the request to a Names
Server in region DR2.1.

5. The name is retrieved from its authoritative Names Server in
DR2.1.

6. The names Server in region DR2 caches the answer and returns
it to the root.

7. The root caches the answer and returns it to the preferred
Names Server in region DR1.

8. The preferred Names Server caches the answer and returns it to
the client.

9. The client establishes a connection to the destination server.
For the duration of the TTL, subsequent requests for the same
name to the same Names Server do not require step 9.

Also for the duration of the TTL, any subsequent requests in DR1
for names in the DR2.1 region are resolved by communicating di-
rectly with its servers.”

See also OracleNamesAdminGuide at 37-38, 46, 53-54, 123, 187-
190, 193-194, 199 (teaching storing location information in Names
Server’s cache memory).

To the extent these disclosures don’t disclose the act of storing the
associated identifiers and location information, it would be obvi-
ous to a POSITA in light of either OracleNamesAdminGuide or
Boukobza that in order for the Names Server to resolve the names
to locations, there must have been an association between them
stored on the Names Server previously 24 Further, in order for the
location information and identifier to be accessible it would be ob-
vious to a POSITA that they must be formatted according to the
SQL*Net transfer protocol 24!

Based on those same teachings, OracleNamesAdminGuide dis-
closes storing location information formatted according to the
transfer protocol at a first Names Server, or renders it obvious
alone or in view of Boukobza.

[17.c] receiving an
identifier and a loca-
tion relevant to the
identifier at the first
location server;

OracleNamesAdminGuide in view of Boukobza. As shown above
for claim element 17.a, OracleNamesAdminGuide discloses a first
location server (i.e., Names Server) receiving a client request con-
taining an identifier (i.e., a network-service-name-alias) and client
location relevant to the identifier.

240 Greene Decl. at p.84.
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[17.c] receiving an See, e.g., OracleNamesAdminGuide at 20: “Oracle Names makes
identifier and a loca- | network address and database link information available to all
tion relevant to the nodes throughout the network. Each database server’s network
identifier at the first addpress is stored with a name that is used to identify it. Client ap-
location server; plications can then request a database connection with a simple

continued | name rather than a lengthy address.”

See OracleNamesAdminGuide at 22: “Oracle Names eases the
burden of administering the details of the network. If the address
of a network object changes, the change is made in one place, and
all clients get the benefit of the change immediately. Any number
of clients have access to a network object’s address from a single
source.

The user and application developer are exposed only to the name
of a network object. No knowledge of the connection path is re-
quired. This is a much more user-friendly way to use networks and
network services. As with other user-oriented network software
such as electronic mail, people only need to think in terms of
names to get their work done. When making a connection, the cli-
ent specifies the name of a destination and Oracle Names provides
the address.”

See OracleNamesAdminGuide at 52-53: “The Names Server has a
single purpose: to resolve, or assist in resolving, a client-initiated
name request. It interprets the request, then looks up the name in
its cache, or it calls a Names Server in another region. The re-
sponse or error conditions are passed back to the client.

Figure 3 — 11 shows a client requesting access to a Names Server
named POULTRY and a Names Server providing the answer....
The service name is the same as the global object name. For exam-
ple, a global database name might be POULTRY . WORLD, which
is also the service name.
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[17.c] receiving an Oracle Names
Server

identifier and a loca-
tion relevant to the
identifier at the first
location server;
continued

O ¥G
@

Client

ent Server
Application POULTRY.WORLD

Figure 3 — 11 Client-Server Connection
The sequence of events is as follows:

1. The client application issues a connection request to SQL*Net
of the form:

sqlplus scott/tiger@POULTRY

where POULTRY is a database service name defined in the Oracle
Names Server.

SQL*Net determines from the client configuration in the
SQLNET.ORA file that the client’s default domain is WORLD
and the preferred Names Server is the one shown. SQL*Net sends
the Names Server a request to resolve the name POUL-
TRY.WORLD.

2. The Names Server receives the request, looks it up in the cache,
then sends the response back to the client.

3. The client receives the answer and substitutes the address in
place of the initial name POULTRY.

4. The client contacts POULTRY and establishes a standard
SQL*Net client—server connection.”

Boukobza outlines the use of location information through
SQL*Net and TNS Names Services, including the use of identifi-
ers, connect strings, and the SQL*Net protocol language itself 242
A POSITA would have understood that Boukobza’s connection in-
formation for connecting on Oracle (e.g., host name,?* port, and
database instance) is the claimed “location information” because

242 Boukobza at 7:1-31.

243 A POSITA would have understood that a “host name” may include a direct IP address or a
host name uses DNS to obtain an IP address.
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[17.c] receiving an SQL*Net uses the information to build a connect string that con-
identifier and a loca- nects the client to the location of the desired data on the distributed
tion relevant to the database 2

identifier at the first
location server;
continued

From the above example, a POSITA would have understood the
TNS Names Service to include Names Servers which store and
provide location information in response to user queries with iden-
tifiers.

Based on those same teachings, OracleNamesAdminGuide dis-
closes the first Names Server receives an identifier and a location
relevant to the identifier, or renders it obvious alone or in view of
Boukobza.”*

[17.d] storing the re- OracleNamesAdminGuide in view of Boukobza. As shown above
ceived location in a lo- | for claim element 17.preamble-17.c, OracleNamesAdminGuide
cation store at the first | discloses a first location server (i.e., Names Server) storing loca-
data location server, tion information in a cached location store. OracleNamesAdmin-
the location store com-
prising a plurality of

244 Greene Decl. at p.88.
25 14 at p.89.
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identifiers, each iden- | Guide describes the Names Server’s cache storing multiple loca-
tifier associated with | tions each associated with a received identifier (i.e., network-ser-
at least one location, vice-name-alias).

wherein the received
location is associated | See, e.g., OracleNamesAdminGuide at 20: “Oracle Names makes
with the received iden- | network address and database link information available to all
tifier in the location nodes throughout the network. Each database server’s network
store; and address is stored with a name that is used to identify it. Client ap-
plications can then request a database connection with a simple
name rather than a lengthy address.”

See OracleNamesAdminGuide at 23: “An Oracle Names Server
stores names and addresses for network services such as databases
or MultiProtocol Interchanges, database link definitions, and ob-
ject aliases.

The Names Server stores the following types of objects, which are
described below:

* database service names—The service name is the global data-
base name that is mapped to the SQL*Net connect descriptor.
The combination of a listener address and connect data make up a
connect descriptor that locates a database service. Gateways to
non—Oracle databases and Oracle RDB databases are also stored.

+ database links—Global database links are automatically created
to each defined database from all database servers in the network.
These links are made available to all users.

+ aliases—You can assign service name aliases as alternate names
for any defined database service or database link. Service name
aliases are resolved as if they were the original object.

* V1 connect strings—A V1 connect string can be mapped to a
service name in the Oracle Names database. The service name you
enter acts as an alias for the SQL*Net V1 connect string, making it
easy to access a server in a network that still uses SQL*Net V1.”

See OracleNamesAdminGuide at 128-129: “Alias name (some-
times referred to as ‘canonical name’).... Canonical name:
bones.dem.medicine .... Alias translation[] ... bones.dem.medi-
cine[.]”

See OracleNamesAdminGuide at 52-53: “The client application is-
sues a connection request to SQL*Net of the form:

sqlplus scott/tiger@POULTRY

where POULTRY is a database service name defined in the Oracle
Names Server.

SQL*Net determines from the client configuration in the

SQLNET ORA file that the client’s default domain is WORLD
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[17.d] storing the re- and the preferred Names Server is the one shown. SQL*Net sends
ceived location in a lo- | the Names Server a request to resolve the name POUL-

cation store at the first | TRY. WORLD.”

data location server,
the location store com- | Boukobza teaches using location information through SQL*Net
prising a plurality of | and TNS Names Services, including the use of identifiers, connect
identifiers, each iden- | strings, and the SQL*Net protocol language itself. 24 As Mr.

tifier associated with | Greene explains, a POSITA would have understood that Bou-

at least one location, kobza’s connection information for connecting on Oracle (e.g.,
wherein the received | host name,?*” port, and database instance) is the claimed “location
location is associated | information” because SQL*Net uses the information to build a
with the received iden- | connect string that connects the client to the location of the desired
tifier in the location data on the distributed database ?*®

store; and

continued

Based on those same teachings, OracleNamesAdminGuide dis-
closes the first Names Server includes a location store for multiple

246 Boukobza at 7:1-31.

247 A POSITA would have understood that a “host name” may include a direct IP address or a
host name uses DNS to obtain an IP address.

248 Greene Decl. at p.88.
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locations each associated with the received identifier, or renders it
obvious alone or in view of Boukobza >*

[17.e] transferring a OracleNamesAdminGuide in view of Boukobza. As shown above
portion of the identifi- | for claim element 17.preamble-17.d, OracleNamesAdminGuide
ers and associated lo- | discloses a second Names Server (i.e., location server) storing lo-

cations to a second cations associated with identifiers. And as shown below in Figure
data location server C-4, OracleNamesAdminGuide teaches a Names Server (DR2.1)
when a performance will transfer location information associated with an identifier to

criterion of the first lo- | another Names Server (DR 1) for responding to a client’s query
cation server reaches a | when the DR2.1 Names Server encounters the performance issue
predetermined perfor- | of being located outside of the local region of the client.

mance limit.
See OracleNamesAdminGuide at 191-192: “Finding an authorita-
tive server in a very large distributed administrative hierarchy can
require iteration. If, for example, a Names Server asked for the ad-
dress of a Names Server servicing a grandchild region of the root
(two levels down), the root may only know the addresses of one of
its direct children, which in turn can supply its children’s ad-
dresses. In other words, the root forwards the request to its child
region, which would forward the request to its child region for the
answer.

Figure C — 4 shows this process and the sequence of events assum-
ing that no data has been previously cached.

1. The client sends request to preferred Names Server in its local
region (DR1).

2. The preferred Names Server in DR1 issues request for the
Names Servers authoritative for the destination server (in region
DR2.1).

Destination Server

Figure C — 4 Network Messages in a Multi-Level Foreign Name Resolution

249 Id. at p.89.
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[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.
continued

3. The root Names Server does not have the answer (because root
only knows about its direct child regions), but forwards the request
to a Names Server in region DR2.

4. The receiving server in DR2 forwards the request to a Names
Server in region DR2.1.

5. The name is retrieved from its authoritative Names Server in
DR2.1.

6. The names Server in region DR2 caches the answer and returns
it to the root.

7. The root caches the answer and returns it to the preferred
Names Server in region DR1.

8. The preferred Names Server caches the answer and returns it to
the client.

9. The client establishes a connection to the destination server.
For the duration of the TTL, subsequent requests for the same
name to the same Names Server do not require step 9.

Also for the duration of the TTL, any subsequent requests in DR1
for names in the DR2.1 region are resolved by communicating di-
rectly with its servers.”

See OracleNamesAdminGuide at 146: “By default, all Names
Servers forward requests for foreign names. If forwarding is disa-
bled, then requests for foreign names will be redirected to a Names
Server in the region which is authoritative to the requested name.”

See OracleNamesAdminGuide at 198: “Foreign Data and Names
Servers ... Any other information learned through answering que-
ries will stay in an individual Names Server cache, but other
Names Servers in the same region may not have the exact saume
information at all times.”

See OracleNamesAdminGuide at 198: “Any other information
learned through answering queries will stay in an individual
Names Server cache, but other Names Servers in the same region
may not have the exact same information at all times.”

Based on the above teachings, a POSITA would understand that
an Oracle system could have multiple Names Servers with distinct
location and identifier information.?>° Further, a POSITA would
understand that most Oracle architecture adjusts over time as the

250 1d. at p.91.
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[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.
continued

needs of the system evolve.?>! Accordingly, a POSITA administer-
ing a distributed database with only one Names Server would
monitor its performance to see if it was sufficient.? Whenever it
became inefficient, the POSITA would know from Oracle-
NamesAdminGuide that the alternative architecture taught with
distinct Names Servers in use could improve the performance by
balancing the load between them.23? As a result, the POSITA
would be motivated to transfer a portion of the current Names
Server’s data onto a second Names Server to model the new archi-
tecture after that OracleNamesAdminGuide’s teachings.>* A
POSITA would see that this would help the Names Servers
achieve the desired “lightning fast” response times to location in-
formation queries from users. 2°3

Accordingly, OracleNamesAdminGuide discloses or renders obvi-
ous transferring a portion of the identifiers and associated loca-
tions to a second Names Server when a performance criterion of
the first Names Server reaches a predetermined performance limit.

Moreover, Boukobza Renders Obvious Claim Element 17.e.
As shown above for claim elements 17.pre-17.d, OracleNamesAd-
minGuide discloses a second Names Server (i.e., location server)
storing locations associated with identifiers. As shown below,
Boukobza teaches monitoring the system to maintain performance
levels. E.g., Boukobza at 34:52-35:22. And Boukobza provides
that monitoring can be focused on certain criteria and limits. Bou-
kobza at 34:43-51. Further, Boukobza discloses that corrective ac-
tions can include adding a server or exporting data. Boukobza at
33:60-67.

Boukobza teaches performance threshold monitoring and correc-
tive actions. See, e.g., Boukobza at 34:52-35:22: “In conclusion,
according to the present monitoring process, the use of autono-
mous agents makes it possible to ensure the proper running of the
applications monitored in all of the nodes by means of an autono-
mous and efficient decision processing applied locally to the ob-
jects to be processed, when necessary to very rapidly feedback the

251 Greene Decl. at p.91.
252 Id
253 Id
254 Id
255 ]d
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[17.e] transferring a useful information from the nodes to be monitored to the manage-
portion of the identifi- | ment node, and to automatically initiate actions on certain condi-
ers and associated lo- | tions or possibly to recommend an action. In this way, an effective
cations to a second monitoring of the objects functioning in the plurality of nodes is
data location server ensured and a significant increase in performance is obtained due
when a performance to the independent capacity available to the various autonomous
criterion of the first lo- | agents in their operation, the process applied in this case making it
cation server reaches a | possible fo measure specific parameters of each object, to test
predetermined perfor- | conditions on these parameters relative to thresholds, and then to
mance limit. execute an action in order to warn of a problem, to reconfigure

continued | or to correct. Measurements are collected in order to perform a
later analysis for purposes of a statistical examination of the activ-
ity monitored. These collected measurements relate to all the types
of objects to be monitored, for example, in this case instances such
as data bases like Oracle or Informix, applications such as Tuxedo,
Various machines or any one machine, a Distributed Print Facility
(DPF), etc. Also, the synthetic aspect of a defined generically
global object offers substantial freedom of action and allows effi-
cient use of the tree structure concept with a great deal of precision
relative to the evolution of the display granularity obtained. Corre-
lations can be made between a plurality of different measurements,
particularly between different object types, which means that in-
tertype correlation is advantageously provided. Moreover, this
process is portable to different platforms, due to its total inde-
pendence from its operating environment. Since the display oc-
curs by means of a graphical interface specific to this process. This
process is also able to allow any interfacing with any management
system, offering the user integrated management, since the autono-
mous agents access different information through the existing
standard protocols.”

Boukobza at 33:60-67: “[F]or a given server in a given node: the
average number of queued requests, per queue. To be done for all
the servers. No display. Makes it possible to know if the number
of duplicated servers has changed. If the average number of
queuned requests is >10 (the example 10 is slightly greater than the
average number of active clients requesting a service from

the server) then action to add a server (up to the max).”

Boukobza at 32:4-16: “Per ‘tablespace’, is the fill rate of the
dbfiles>threshold

X’? If yes, action ‘ORA FREE TS’.

calculates the maximum size of the fragments. If lower

n: than the value of the next ‘extent’ then action

‘ORA MAX FRG’ and recording in the file
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[17.e] transferring a ‘actionlog.

portion of the identifi- | comparison of the actual number of ‘extents’ with the

ers and associated lo- | maximum allowed “MAXEXTENTS’ (defined at

cations to a second the creation of the object, in the clause

data location server ‘STORAGE’). In this case, the application using the

when a performance table will be suspended (‘abort’). This incident must

criterion of the first lo- | be prevented. Action ‘ORA MAX EXT’ if the

cation server reaches a | object reaches its ‘maxextents’. Recording in

predetermined perfor- | ‘actionlog.””

mance limit.
continued | Boukobza at 34:43-51: “Finally, relative to specific module ‘sys-

tem’, it must be possible, among other things, to monitor and

measure the cpu time, the disk Space, the inputs/outputs, the stor-

age, the exchange rate, the number of users, the pagination, the

network, etc. Thus it is possible, for example, to measure the

cpu utilization per second, with default display, or the

input/output rate per second, or to identify the processors

which are the largest users of cpu and collect them in order

to perform an autonomous analysis (‘offline’, thc).”

Boukobza at 15:18-33: “[T]he parameter ‘ORA-- FRAGMENT—
TS’, in which the measurement consists of verifying the condition
which corresponds to the case in which the largest of the extents
(‘MAX—EXTENTS”) of the tables of the table space ("Table-
space") is smaller than the largest hole of the table space, and if
this condition is true, of sending an action proposition window in
which it is indicated that the fable space (‘Tablespace’) must be
reorganized according to the following propositions:

either a file is automatically created to enlarge the table space
(‘Tablespace’),

or it requests when a standard ‘export-- operation-- tables/import’
command is to be executed,

or the administrator is requested to program the start of his reor-
ganization utility.

the parameter ‘ORA—SCANLOG?’, in which the Oracle errors to
be processed in the file ‘alert.log’ are predefined. A predefined ac-
tion class corresponds to each error.”

A POSITA would have understood that Names Servers’ perfor-
mance is an area to monitor because of their frequent use and con-
nection to all database activity.2°As a result, a POSITA would
have been motivated to monitor OracleNamesAdminGuide’s
Name Servers’ performance to ensure it maintains quality service

256 Greene Decl. at p.94.
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[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.
continued

for the users.?>’Thus, a POSITA would have been motivated to ap-
ply Boukobza’s teachings to monitor those Names Servers’ perfor-
mance and set specific thresholds.?>* A POSITA would have been
further motivated to set up corrective actions, including adding ad-
ditional Names Servers, reorganization, etc.2°Further, a POSITA
would have understood that, to maximize the benefit of the addi-
tional Names Server, the location and identifier information
should be organized to reflect the best structure given the database
structure.?°For a database such as the one provided by Oracle-
NamesAdminGuide, a POSITA would have been motivated to ex-
port the location information related to either one office of the
business or a specific time frame or similar partition struc-
ture. 2! As a result, a POSITA would have found it obvious to sep-
arate the set of location information data into separate portions and
transfer some portion of them onto a separate server to improve
the performance.26?

Accordingly, Boukobza provides motivation to have Oracle-
NamesAdminGuide transfer a portion of a table or aggregate set of
information to a second server through the process of partitioning.
To the extent that OracleNamesAdminGuide doesn’t describe par-
titioning for a specific application to location servers, it would
have been obvious to a POSITA to apply this performance correct-
ing process to location servers based on Boukobza’s teachings.2%3

For the reasons set forth in Section IIL.F.1 on motivation to com-
bine, a POSITA would have been motivated to transfer a portion
of OracleNamesAdminGuide’s identifiers and associated locations
to a second Names Server when a performance criterion of a first
Names Server reaches a predetermined performance limit, based
on Boukobza’s teachings.2** A POSITA at the time would have
known that any poor performance on the system can affect overall

257 14
258 4

259 14

260 Id

21 14

22 14

263 Id. at pp.94-95.
264 Id. at p.95.
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[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.
continued

performance and how quickly user requests are fulfilled.?®>As a re-
sult, a POSITA would have been motivated to make sure that
every server and process were working at optimal capacity, includ-
ing both data storage servers and the supporting location serv-
ers.2%® This would have furthered OracleNamesAdminGuide’s
stated goal to have OracleNamesAdminGuide handle large da-
tasets and process queries to locate the requested data “lightning
fast.” To that end, OracleNamesAdminGuide’s disclosure of addi-
tional Names Servers would be combined with Boukobza’s addi-
tional servers and reorganization in response to performance moni-
toring to balance the load on the Names Server. This is because, as
the OracleNamesAdminGuide states: “[t]here is also an issue of
network loading, or load balancing. Although any given Names
Server is only engaged for a short period of time when a client ini-
tiates a connection, the goal is to keep name resolutions lightning
fast. With a very large volume of clients, or applications requiring
many connections, load balancing across multiple Names Servers
can increase system performance.” See OracleNamesAdmin-
Guide at 60.267

As a result, based on the teachings of OracleNamesAdminGuide
and Boukobza, it would have been obvious to a POSITA to trans-
fer a portion of the identifiers and associated locations to a second
data location server when a performance criterion of the first loca-
tion server reaches a predetermined performance limit.26®

3. OracleNamesAdminGuide in View of Boukobza Renders Obvious De-

pendent Claims 23, 24, and 30.

The below claim charts show that the combination of OracleNamesAdminGuide and

Boukobza discloses or renders obvious each element of claims 23, 24, and 30, which depend

from independent claim 17.

Claims 23 and 24 recite that the performance criterion includes either a transaction rate

limit or the first location server’s amount of persistent available storage. And claim 30 recites

265 Greene Decl. at p.95.
266 Id
267 Id
268 ]d
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monitoring the performance criterion and having the “transferring” step be automatic. Based on
Boukobza’s teachings, a POSITA would have found it obvious to have the “transferring” step be
automatic and for the performance criterion to include a transaction rate limit or amount of per-

sistent available storage. Thus, the prior art establishes that claims 23, 24, and 30 are obvious.

[23] The method of OracleNamesAdminGuide in view of Boukobza renders obvious
claim 17, wherein the | this claim. As discussed for claim element 17.e, OracleNamesAd-
performance criterion | minGuide in view of Boukobza renders obvious a first Names
comprises an amount | Server transferring a portion of location information associated

of available persistent | with identifiers to a second Names Server when a performance cri-
storage space in the terion of the first Names Server reaches a predetermined perfor-
first location server. mance limit.

Boukobza’s teachings would have motivated a POSITA to modify
OracleNamesAdminGuide’s method to render obvious this
claim.?%” As discussed for claim element 17.e, Boukobza’s teach-
ings render obvious a first Names Server transferring a portion of
location information associated with identifiers to a second Names
Server when a performance criterion of the first Names Server
reaches a predetermined performance limit.

Further, Boukobza highlights the importance of storage capacity
and availability as a critical aspect of the database to plan for and
monitor. In particular, Boukobza describes features of Oracle that
address such a concern and provides ways for the system to adjust
and account for limitations while maintaining performance capa-
bilities. To the extent that OracleNamesAdminGuide alone doesn’t
disclose the additional limitations of this claim, a POSITA would
have found those limitations obvious based on Boukobza’s de-
scription of the interplay between disk space utilization and con-
nection performance.?’® A POSITA would be motivated to prevent
performance failures by placing a limit on available persistent
storage in OracleNamesAdminGuide’s first Names Server.?’!

See Boukobza at 32:4-16: “Per ‘tablespace’, is the fill rate of the
dbfiles>threshold
X’? If yes, action ‘ORA FREE TS’.

209 Id . at p.96.
270 1,4
27114,
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[23] The method of
claim 17, wherein the
performance criterion
comprises an amount
of available persistent
storage space in the
first location server.
continued

calculates the maximum size of the fragments. If lower
n: than the value of the next "extent” then action
‘ORA MAX FRG’ and recording in the file
‘actionlog.

comparison of the actual number of ‘extents’ with the
maximum allowed ‘MAXEXTENTS’ (defined at

the creation of the object, in the clause

‘STORAGE’). In this case, the application using the
table will be suspended (‘abort’). This incident must
be prevented. Action ‘ORA MAX EXT’ if the

object reaches its ‘maxextents’. Recording in
‘actionlog.’”

Boukobza at 34:43-51: “Finally, relative to specific module ‘sys-
tem’, it must be possible, among other things, to monitor and
measure the cpu time, the disk space, the inputs/outputs, the stor-
age, the exchange rate, the number of users, the pagination, the
network, etc. Thus it is possible, for example, to measure the

cpu utilization per second, with default display, or the
input/output rate per second, or to identify the processors

which are the largest users of cpu and collect them in order

to perform an autonomous analysis (‘offline’, the).”

For the reasons set forth in Section II1.F.1 on motivation to com-
bine, a POSITA would have been motivated for OracleNamesAd-
minGuide’s system to use a performance criterion that monitors an
amount of available persistent storage space in the first Names
Server, based on Boukobza’s teachings.?”? This would have fur-
thered the Names Server system’s ability to store a large number
of locations and identifiers in total. For a system containing large
volumes of individual tables and locations where the storage space
was a limitation, a POSITA would have been motivated to set this
as a performance criterion to employ a second Names Server and
spread the location and identifier data between the two servers to
reduce the concern.?”

[24] The method of
claim 17, wherein the
performance criterion
comprises a transac-
tion rate limit.

OracleNamesAdminGuide in view of Boukobza renders obvious
this claim. As discussed for claim element 17.e, OracleNamesAd-
minGuide in view of Boukobza renders obvious a first Names
Server transferring a portion of location information associated
with identifiers to a second Names Server when a performance

22 1d. at p.97.
273 14
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[24] The method of criterion of the first Names Server reaches a predetermined perfor-
claim 17, wherein the | mance limit.
performance criterion
comprises a transac- Boukobza’s teachings would have motivated a POSITA to modify
tion rate limit. OracleNamesAdminGuide’s method to render obvious this claim.
continued | As discussed for claim element 17.e, Boukobza’s teachings render
obvious a first Names Server transferring a portion of location in-
formation associated with identifiers to a second Names Server
when a performance criterion of the first Names Server reaches a
predetermined performance limit. Further, Boukobza explains that
processing and transaction rate related criteria are important as-
pects of the database to monitor.

See Boukobza at 34:43-51: “Finally, relative to specific module
‘system’, it must be possible, among other things, to monitor and
measure the cpu time, the disk space, the inputs/outputs, the stor-
age, the exchange rate, the number of users, the pagination, the
network, etc. Thus it is possible, for example, to measure the

cpu utilization per second, with default display, or the
input/output rate per second, or to identify the processors

which are the largest users of cpu and collect them in order

to perform an autonomous analysis (‘offline’, the).”

As Mr. Greene explains, POSITA would have understood that any
system, including OracleNamesAdminGuide’s, allocates finite
space for transactions and that this finite space comprises a “rate
limit.”?”* To the extent Patent Owner asserts, that Oracle-
NamesAdminGuide doesn’t teach the claimed “transaction rate
limit,” it would have been obvious to a POSITA to apply a tar-
geted transaction rate in order to monitor transactional activity and
prevent processing failure.?’” Further, a POSITA would have un-
derstood that setting a transaction rate limit furthers Oracle-
NamesAdminGuide’s stated goal of “lightning fast” responses.?’®

For the reasons set forth in Section II1.F.1 on motivation to com-
bine, a POSITA would have been motivated for OracleNamesAd-
minGuide’s system to use a performance criterion that monitors a
transaction rate limit, based on Boukobza’s teachings.?”” For a sys-
tem with a high transaction volume where processing capability

274 Greene Decl. at p.98.
275 Id
276 Id
277 ]d
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and time are concerns, a POSITA would have been motivated to
set a transaction rate limit as a performance criterion and to em-
ploy a second Names Server which could handle a portion of the
transactions for the system and improve performance times.?’®

[30] The method of
claim 17, wherein
transferring a portion
of the identifiers and
associated locations to
a second location
server when a perfor-
mance criterion of the
first data location
server reaches a prede-
termined performance
limit further comprises
monitoring the perfor-
mance criterion and
automatically transfer-
ring the portion of
identifiers and associ-
ated locations when
the first location
server reaches the pre-
determined limit.

OracleNamesAdminGuide in view of Boukobza renders obvious
this claim. As discussed for claim element 17.¢, OracleNamesAd-
minGuide in view of Boukobza renders obvious a first Names
Server transferring a portion of location information associated
with identifiers to a second Names Server when a performance cri-
terion of the first Names Server reaches a predetermined perfor-
mance limit.

Based on Boukobza’s teachings, a POSITA would have found it
obvious to automate transferring the portion of identifiers and as-
sociated locations when the first Names Server reaches a predeter-
mined limit.2”® For example, an administrator could add a script
setting up a minimum storage space available of 500,000 bytes or
a maximum of 100 transaction requests/second to trigger the addi-
tion of another Names Server to provide the desired location infor-
mation to users.?®" If the space available goes below 500,000 bytes
or the requested transactions goes above 100/second, then the
script would automatically add a new Names server and transfer a
portion of the location and identifier information onto the second
Names server. This would be obvious for a POSITA in order to
maintain consistent performance without devoting constant admin-
istrator involvement.?8!

See Boukobza at 32:53-67: “If a dispatcher is very busy
(‘delta(v$dispatcher.busy)/delta(t)>50%’) and the cpu utilization
rate of the node is not too high (<80%), then it is necessary to add
a dispatcher with the same protocol (automatic action or recom-
mendation).

If the wait time/number of responses (‘v$queue wait/vSqueue.to-
talq’) in the response queue of the dispatcher is increasing regu-
larly and the cpu utilization rate of the node is not too high
(<80w), then it is necessary to add a dispatcher with the same pro-
tocol (automatic action or recommendation).

278 g
2P Id . at pp.98-99.
280 Jd at p.99.
2817
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[30] The method of
claim 17, wherein
transferring a portion
of the identifiers and
associated locations to
a second location
server when a perfor-
mance criterion of the
first data location
server reaches a prede-
termined performance
limit further comprises
monitoring the perfor-
mance criterion and
automatically transfer-
ring the portion of
identifiers and associ-
ated locations when
the first location
server reaches the pre-
determined limit.
continued

When or a SID Current Connected Clients=or a SID Reserved
Connections, then the dispatcher connection requests go to dedi-
cated servers.

To monitor the number of connections (average, current) in each
dispatcher and in each shared server.”

Boukobza at 2:39-46: “Thus, according to the idea of the invention
and contrary to all expectation, the use of autonomous agents
makes it possible to ensure the proper running of the monitored
applications in all of the nodes by means of an autonomous and ef-
ficient process, to rapidly feed back the useful information from
the nodes to the management node, and fo automatically initiate
actions on certain conditions or possibly to recommend an ac-
tion.”

As an example, if the performance criterion and limit weren’t pre-
determined, a POSITA would have understood that Oracle-
NamesAdminGuide’s location server could fail before the applica-
tion of a correction 282 A POSITA would have appreciated that
having a location server down would prevent requests from being
fulfilled and take that entire portion of the database offline harm-
ing both users (salespeople, analysts, etc.) and company productiv-
ity as a whole.?® As a result, based on Boukobza’s teachings, a
POSITA would have found it obvious to predetermine the perfor-
mance criterion, rather than having the system attempt to identify
the criterion after the occurrence of a problem 8*

To the extent the above teachings don’t expressly disclose or ren-
der obvious automating these processes, it would have been obvi-
ous to a POSITA to automate the monitoring and tuning of data-
base performance, including the crucial performance of the loca-
tion servers.?®> A POSITA would have been motivated to automate
these processes to ensure the optimal performance of the database
at all times and to proactively prevent issues from affecting the
end user and harming the objectives of the database to support
those users.?8¢

282 Greene Decl. at p.99.
283 Id . at pp.99-100.

284 Id at 100.

25 14

286 [
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For the reasons set forth in Section IIL.F.1 on motivation to com-
bine, a POSITA would have been motivated for OracleNamesAd-
minGuide’s system to use a performance criterion that monitors a
transaction rate limit, based on Boukobza’s teachings.?®” For those
with limited resources to devote to maintaining performance, a
POSITA would have been motivated to automate tasks and mini-
mize the time necessary for ongoing and repeated tasks related to
maintaining performance.?® For example, a POSITA would have
understood Names Servers routinely need to be added in an ex-
panding system wherein automating the addition of more Names
Servers when the number of transactions or available space or any
performance criterion of concern reached a certain level would
both maintain performance of the database system and reduce the
time necessary to do.”®

G. SNQ 2: Claims 17, 23, 24, and 30 Are Obvious Based on OracleNamesAd-
minGuide in view of OracleUnleashed.

Independent claim 17 and dependent claims 23, 24, and 30 recite a method of scaling ca-
pacity and/or transaction rate capability in a location server in a system having multiple location
servers by providing a transfer protocol configured to transport identifier and location infor-
mation, storing location information at a first location server, receiving an identifier and location
relevant to the identifier at a first location server, and storing the received location in a location
store having multiple identifiers. Claims 17, 23, 24, and 30 also recite using performance criteria
to improve the query functions of the location servers.

OracleNamesAdminGuide discloses a system having data repositories and location
Names Servers storing location information wherein a client may request the location of a data

entity using a network-service-name-alias (i.e., identifier) associated with the entity’s host name,

287 Id
288 Id
289 Id
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port, and database instance used to build a connection descriptor (i.e., location information).?”°
OracleNamesAdminGuide further teaches or renders obvious using a redirect message to redirect
a client to another location server if the initial location server lacks the location information re-
sponsive to the client’s query.

To the extent OracleNamesAdminGuide doesn’t disclose all elements of claim 17’s

29

“providing,” “storing,” and “receiving” steps, OracleUnleashed teaches associating an identifier
to location information. And regarding claim 17’s “transferring” step, OracleUnleashed further
teaches transferring identifiers and associated locations from a first server to a second server
when a performance criterion of the first location server reaches a predetermined performance

limit.?!

1. Reasons to Modify OracleNamesAdminGuide in View of OracleUn-
leashed

As the above overviews show, OracleNamesAdminGuide and OracleUnleashed are in the
same field of art and discuss managing distributed database systems using Oracle7 technology,

and its associated tools and utilities.?*?

They contain overlapping disclosures focused on the simi-
lar purposes of improving query efficiency and resolution of user access in relational database
systems. While OracleUnleashed addresses a variety of solutions for implementing Oracle7 and
Oracle8 systems, OracleNamesAdminGuide provides detailed technical explanations toward

Names Servers in Oracle systems. A POSITA would have been motivated to combine the teach-

ings of these references—indeed, users were combining these teachings in Oracle systems in the

290 See OracleNamesAdminGuide at 28, 32, 36.
21 Greene Decl. 4 130.
22 F.g., OracleNamesAdminGuide at 5, 22, 52-54; OracleUnleashed at 29-30, 40, 179, 424, 488.
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1990s.23 And OracleUnleashed explained that it should be studied in conjunction with Oracle
manuals, like OracleNamesAdminGuide:

Instead, the constant reader would first study this book to gain an understanding of
the many issues surrounding this Herculean task, using the expert knowledge and
examples as a template when referring to specific documentation regarding the
many tasks that they faced. Once the large picture has been grasped, the reader
might then dive into specific Oracle manuals in order to extract useful details
needed to complete the task.

Using [this book] in this way, the reader will save a great deal of time. Instead of
getting lost in endless reams of manuals, by first referring to this book, one can

focus on the issues and hotpoints surrounding the complex tasks faced in purchas-

ing, installing, and implementing the appropriate Oracle technology .>**

Further, OracleUnleashed specifically directs DBAs to combine its teachings with refer-
ence manuals published by Oracle Corporation—Iike OracleNamesAdminGuide—to fully utilize
Oracle database systems and all their capabilities.?*> Further, beyond the traditional Oracle refer-
ence manuals, as Mr. Greene explains, DBAs would have been expected to combine their sys-
tems with various technologies and tools as they develop to maximize functionality and effec-
tiveness.??® As OracleUnleashed explains: “Technology surpasses itself each year, especially in
the world of Oracle and relational database systems. New tools are constantly made available to
the DBA to aid in overall job effectiveness.”?”’

Maintaining a working knowledge of the state of the art would have been imperative for

managing a distributed system, especially an Oracle7 system, because a DBA would have been

293 Greene Decl. § 130.

294 See OracleUnleashed at 30.

295 See id. at 235, 527, 558, 565, 591.
2% Greene Decl. § 132.

297 OracleUnleashed at 476.
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expected to combine the system with related technologies to improve efficiency and optimiza-
tion. 2%® OracleUnleashed outlines these motivations, stating: “However, all these responsibilities
revolve around the common goals of protecting the data, providing desirable functionality, and
optimizing performance as much as possible.”?%?

Regarding the limitations recited in claims 17, 23, 24, and 30, a POSITA would have
been motivated and found it obvious to have OracleNamesAdminGuide’s system associate loca-
tion information with an identifier and respond to queries with location messages, based on Ora-
cleUnleashed’s teachings. As described in OracleUnleashed, SQL*Net makes it easier for users
to connect to various databases and find their data, which is advantageous because “[y]our users
do not want to write complex queries.”**® A POSITA would have understood that making use of
identifier strings to improve the users’ experience and to ease their ability to find their desired
data entity is one of the objectives of an Oracle DBA 3°! The benefits of associating a data entity
with an identifier string are directly perceived by the end user, and a DBA would have been mo-
tivated to simplify the users’ experience in this manner. 3%

Thus, as the below claim charts and Mr. Greene’s declaration detail, a POSITA would
have found it obvious to associate an identifier string with OracleNamesAdminGuide’s data en-
tity and location information for use in optimizing query efficiency, based on OracleUnleashed’s
teachings. 3% During the relevant timeframe, Oracle DBAs were often asked to help improve

query efficiency, as OracleUnleashed details:

298 Greene Decl. 9 133.

29 OracleUnleashed at 510.

390 1d. at 255.

301 Greene Decl. § 134.

302 77

303 See OracleUnleashed at 452; Greene Decl. § 135.
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It seems pretty obvious that a search method that works well for one of these types
of queries is probably not the best method for the others. In fact, Oracle and most
other databases have a number of search algorithms in their systems that are de-
signed to handle different needs. This is what enables them to work in such a large
number of environments and applications. When an application is performing

slowly on a well-tuned database, the first thing you should check is how the query

is being processed to ensure that it is as efficient as it can be.’**

Based on the commonplace need for efficiency in running queries, a POSITA would have
been motivated to associate an identifier string with data entity and location information because
this allows OracleNamesAdminGuide’s Names Server to quickly return one or more locations
associated with the identifier string to the query requestor with minimized cost.3%

Moreover, a POSITA would have been motivated and found it obvious to have Oracle-
NamesAdminGuide’s system transfer information from one Names Server to another Names
Server based on performance criteria measurements.>®® A POSITA generally knew that it was
common for distributed database systems like those in OracleNamesAdminGuide to transfer data
in response to performance criteria metrics.*” For example, OracleNamesAdminGuide explains
that the Oracle system is designed to handle large datasets and process queries to locate the re-
quested data entity “lightning fast.”%® To that end, OracleNamesAdminGuide creates an admin-
istrative region having at least two Names Servers to increase system performance and as a fault

tolerance technique.’®

394 OracleUnleashed at 652; Greene Decl. § 135.

395 See OracleUnleashed at 452.

39 Greene Decl. § 137.

397 See OracleUnleashed at 155, 167, 229, 316, 553, 579, 580, 795, 868; Greene Decl. § 137.
308 See OracleNamesAdminGuide at 60.

309 See id.
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OracleUnleashed explains that disk storage usage and transaction rates are important as-
pects for a DBA to monitor. In particular, OracleUnleashed describes features of the Oracle sys-
tem that address such a concern and provides ways for the system to adjust and account for limi-
tations while maintaining performance capabilities, such as monitoring available storage space
and transaction rates.*'° OracleUnleashed’s description of the interplay between disk storage and
performance would have motivated a POSITA to place limits on available persistent storage in
OracleNamesAdminGuide’s first Names Server to maintain the system performance.’!! Simi-
larly, OracleUnleashed’s description of the interplay between transaction rates and performance
would have motivated a POSITA to place limits on transaction rates in OracleNamesAdmin-
Guide’s system to maintain system performance.’!2

OracleUnleashed teaches having a system that monitors and anticipates problems, and
creates alerts when a performance criterion reaches a specific level. For example, OracleUn-
leashed states that: “[m]onitoring and troubleshooting really go hand-in-hand. Problems are gen-
erally easier to correct before they become problems. Many of the tasks that would fall into the
troubleshooting area, such as certain messages in the alert.log file, can be monitored and, some-
times, fixed programmatically.”*!3 Based on the alert at a certain level, OracleUnleashed teaches
how to fix some of these problems programmatically or “automatically” without DBA interven-

tion 314

310 See OracleUnleashed at 106, 452, 477-78, 496-98, 824, 866.
31 See id. at 263, 453, 626.

312 See id. at 39, 117, 219, 374-77, 395; Greene Decl. § 138.

313 OracleUnleashed at 433.

314 74
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OracleUnleashed also identifies the need to automate various tasks to maintain the func-

tionality of a database:
Manual intervention still has its place for many tasks, but the automation of most
database systems has drastically increased.’!>

The scheduling of periodic tasks allows database users (especially the DBA) the

opportunity to organize database activities effectively and often allows for the au-

tomation of many of our otherwise mundane tasks 31

One feature of Oracle8 that became available with Oracle 7.3 is the automatic sizing
of data files option. One of the biggest problems for database administrators in the
past was running out of space for a new extent within a tablespace. You had to be
constantly vigilant to ensure you had both enough space and large enough blocks

of contiguous space to accommodate table and index growth 3!

As Mr. Greene concludes, based on OracleUnleashed’s teachings, a POSITA would have
found it obvious for OracleNamesAdminGuide’s system to automatically transfer a portion of
location information and associated identifiers from one Names Server to another Names Server
in response to performance criteria measurements.’'® As Mr. Greene attests, a POSITA would
have been motivated to do so because this would minimize the time necessary to monitor and ad-
dress performance criteria like storage usage and transaction limits for DBAs having limited time
and resources to devote to maintaining performance. '

Further, a POSITA would have understood that OracleUnleashed and OracleNamesAd-

minGuide describe the function and operation of the same product line.32° As OracleUnleashed

35 1d. at 476.

316 Id at 511.

37 1d. at 241.

318 Greene Decl. § 140.
319 Id

20 14 9 141,
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itself explains, it is intended to be used in conjunction with Oracle reference materials, which in-
clude OracleNamesAdminGuide *?! As a result, a POSITA would have a reasonable expectation
that combining the teachings of OracleUnleashed and OracleNamesAdminGuide would lead to a
successful result.’?

Thus, a POSITA would have understood that Names Servers would routinely need to be
added in an expanding system in response to performance levels, including transaction rates and
available storage space. As such, a POSITA would have been motivated to automate the addition
of Names Servers to OracleNamesAdminGuide’s system to reduce any manual delay and more
effectively maintain system performance 33

2. OracleNamesAdminGuide in View of OracleUnleashed Renders Obvi-
ous Claim 17.

Independent claim 17 recites a method of handling location queries in a network having a
first location server transfer a portion of location information and associated identifiers to an-
other location server based on performance criteria, such as available storage space and transac-
tion rate limits. OracleUnleashed teaches transferring information in an Oracle7 system like Ora-
cleNamesAdminGuide’s system based on performance criteria like available storage space and
transaction rate limits. Based on OracleUnleashed’s teachings, a POSITA would have found it
obvious to have OracleNamesAdminGuide’s system transfer a portion of location information
and associated identifiers to another Names Servers based on performance criteria, as detailed by

Mr. Greene.*?* Thus, the prior art establishes that claims 17 is obvious.

321 See OracleUnleashed at 30; Greene Decl. § 141.

322 Greene Decl. § 141.

323 See OracleUnleashed 549; Greene Decl. §f 130-42.
324 See Greene Decl. § 142.
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The below claim charts show that the combination of OracleNamesAdminGuide and Ora-

cleUnleashed discloses or renders obvious each element of claim 17.32

[17.preamble] A s preamble is limiting, OracleNamesAd-
method of scaling at minGuide discloses storing location information.
least one of capacity

and transaction rate Claimed “location information”: As explained above in Section
capability in a location | III.D, a POSITA would have understood that OracleNamesAdmin-
server in a system Guide’s location information for connecting on Oracle7 (e.g., host
having a plurality of name,*?® port, and database instance) is the claimed “location in-
location servers for formation” because SQL*Net uses the information to build a con-

storing and retrieving | nection descriptor that connects the client to the desired data on
location information, | the distributed database.

wherein each of the
plurality of location See OracleNamesAdminGuide at 23-24: “The Names Server
servers stores unique | stores the following types of objects, which are described below:

set of location infor- * database service names—The service name is the global data-
mation of an aggregate | base name that is mapped to the SQL*Net connect descriptor.
set of location infor- The combination of a listener address and connect data make up a
mation, the method connect descriptor that locates a database service. Gateways to
comprising: non—Oracle databases and Oracle RDB databases are also stored.

+ database links—Global database links are automatically created
to each defined database from all database servers in the network.
These links are made available to all users.

+ aliases—You can assign service name aliases as alternate names
for any defined database service or database link. Service name
aliases are resolved as if they were the original object.

* V1 connect strings—A V1 connect string can be mapped to a
service name in the Oracle Names database. The service name

325 To establish obviousness, there is no requirement that the prior art be enabling. See ABT Sys.,
LLC v. Emerson Elec. Co., 797 F.3d 1350, 1360 (Fed. Cir. 2015); Symbol Tech., Inc. v. Opticon,
Inc., 935 F.2d 1569, 1578 (Fed. Cir. 1991). But even if the prior art references did have to be en-
abling, both OracleNamesAdminGuide and OracleUnleashed describe Oracle systems which
were fully functional and operational products that existed before the *978 Patent. Manuals, and
specifically software manuals, have consistently been found to be enabling, even when there are
differences between the manual and the related product. See Stored Value Sols., Inc. v. Card Ac-
tivation Techs., Inc., 499 F. App’x 5, 15 (Fed. Cir. 2012); Microstrategy Inc. v. Bus. Objects
Americas, 410 F. Supp. 2d 348, 362-63 (D. Del. 2006), aff'd, 238 F. App’x 605 (Fed. Cir. 2007).

326 A POSITA would have understood that a “host name” may include a direct IP address or a
host name uses DNS to obtain an IP address.
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

you enter acts as an alias for the SQL*Net V1 connect string, mak-
ing it easy to access a server in a network that still uses SQL*Net
V1.

After services have been defined in Oracle Names, users only
need to refer to them by name to connect to a database or net-
work service. The necessary exchange of details occurs between
the requester and the Oracle Names Server.”

See OracleNamesAdminGuide at 119: “Summary of NAMESCTL
Commands ... QUERY [will qJuery for the existence or contents
of a network object name.”

See OracleNamesAdminGuide at 128-129: “QUERY

Purpose: Test or retrieve the contents of a network object
stored in the Names Server. ...
From the operating system:
NAMESCTL QUERY object name [object type]
[modifiers]
From NAMESCTL program:
QUERY name [type] [modifiers]
Valid types: A.SMD Network addresses, as with
database service definitions.
CNAME.SMD Alias name (sometimes referred
to as ‘canonical name’).
DL RDBMS.OMD Database link.
NS.SMD Names Server addresses. System data
used to communicate between Names Servers.
V1ADD.NPO.OMD SQL*Net Version 1 connect
string. ...
Mandatory network object name and network ob-
ject type.
QUERY can be used to test that a defined piece of
data can be found, and that the contents are cor-
rect....
If the QUERY command is used with just a name
as a parameter, the Names Server responds with
the number of pieces of data with that name, and
the time required to complete the operation.
If the QUERY command is used with the name
and type supplied as arguments; the specific name
is looked up and returned to the user....
NAMESCTL> QUERY BONES DEM.MEDI-
CINE A.SMD
Total response time:

Syntax:

Arguments:

Usage
Notes:

Example:

0.04 seconds
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[17 preamble] A Response status: normal, successful comple-
method of scaling at tion

least one of capacity Authoritative answer: yes

and transaction rate Number of answers: 1

capability in a location Canonical name: bones.dem.medicine
server in a system TTL: 1 day

having a plurality of Alias translations:

location servers for from: bones.dem.medicine
storing and retrieving to: bones.dem.medicine
location information, Answers:

wherein each of the data type is ‘a.smd’

plurality of location Syntax is ADDR:...(DESCRIPTION=(AD-
servers stores unique DRESS= (COMMUNITY=tcp)(PROTO-

set of location infor- COL=TCP)(Host=cowboy) (Port=1522))(CON-
mation of an aggregate NECT DATA=(SID=rodeo)))[.]”

set of location infor-

mation, the method See OracleNamesAdminGuide at 109: “When a server initiates the
comprising: use of a database link, the Names Server is called, and the request

continued | is executed, as with locally defined database links (links defined in
the local database data dictionary). Consider, for example, the
SQL statement shown:

SELECT A.ITEM, B.COST

FROM PARTS A, PRICE@FINANCE.US. ACME B WHERE

A PARTNO = B.PARTNO;

FINANCE.US.ACME is looked up in the Names Server. Then the
link is established between the current database and the FINANCE
database. (FINANCE is the name of the database service, as well
as the name of the global database link.)[.]”

See OracleNamesAdminGuide at 110: “When a database link is
used to select information from a remote database table (for exam-
ple, SELECT * FROM EMP@HR US.ORACLE.COM), Oracle
searches for a connect descriptor in the following locations in the
following order:

1. the user’s private database links

2. the database public database links

3. the Oracle Names Server global database links

Oracle ends the search when a USING clause is found in either a
private or public database link. If a USING clause is not found in a
private or public link, then the global database link is used. If a
connect descriptor is not found, the following message is returned:

ORA-02019: ‘connection description for remote database not
found’
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[17 preamble] A If a CONNECT TO clause (username/password) is found in any of
method of scaling at the searched database links, the first one found is used. If none are
least one of capacity found, then the current username and password will be used.”

and transaction rate
capability in a location | See OracleNamesAdminGuide at 93: “When th[e names.de-

server in a system fault domain] parameter is set to the default domain name (for ex-
having a plurality of ample, US.ACME), the domain name will be automatically ap-
location servers for pended to the service name. For example, a client with a de-

storing and retrieving | fault domain of US.ACME can request a database service named
location information, | FINANCE.US.ACME as:

wherein each of the sqlplus scott/tiger@FINANCE

plurality of location All names outside the default domain must be fully specified as
servers stores unique | global names; for example, FINANCE.US ACME. ... The Net-
set of location infor- work Manager automatically adds the NAME DEFAULT ZONE
mation of an aggregate | parameter in addition to the NAMES DEFAULT DOMAIN for

set of location infor- backward compatibility.”
mation, the method
comprising: OracleNamesAdminGuide at 108: “The client requires a

continued | SQLNET.ORA file with one or more Names Server addresses de-
fined in the NAMES PREFERRED SERVERS parameter. These
Names Servers are contacted in order until a response is returned.
Additionally, each client default domain is set with the
NAMES.DEFAULT DOMAIN parameter to simplify how do-
mains are specified during connection requests and when using
NAMESCTL....

To request access to a network object, the client uses the familiar
client/server connection syntax:

sqlplus scott/tiger@FINANCE]J.]”

See OracleNamesAdminGuide at 44: “Every region must have a
unique name. The region, although it contains domains, is defined
to ‘reside’ in one of the domains that it contains. The region name
is formed by appending one of the domain names onto the end of
the region name. For example, a region containing the US. ACME
and UK. ACME domains could be called either re-
gion_name.US.ACME or region name.UK.ACME.”

See OracleNamesAdminGuide at 56-57: “Many companies al-
ready have global naming standards for their PC LANs, large
hosts, or mail systems. If such policies exist, you can use them as
the basis for the Oracle Names naming model. Using the same
structure leverages the investment in the education users already
have with global names.

For example, many companies with TCP/IP networks use the Do-
main Name Service (DNS) model for communication on the
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[17 preamble] A worldwide Internet. In this model, all naming models are hierar-
method of scaling at chical from a set of base domains such as:

least one of capacity . COM - commercial organizations

and transaction rate . EDU - educational institutions

capability in a location . MIL - military

server in a system . ORG - organizations

havir}g aplurality of | Individual companies are then assigned domains within which to
10cafuon servers fOT build their naming model (for example, ACME.COM)....

storing and retrieving | For organizations which are on the Internet, and therefore already
location information, | have one or more DNS domains, the sensible choice is to align
wherein each of the their Oracle naming domains with their DNS domains.”

plurality of location
servers stores unique | See also OracleNamesAdminGuide at 29 (explaining Names Serv-
set of location infor- | ers’ default TCP/IP port is 1575), 29 (describing a new service’s
mation of an aggregate | regjstration in system results in automatic replication of a service’s

set (?flocation infor- location in Names Servers), 30 (“the Names Server remembers the
mation, ‘the method addresses of all databases”), 31 (teaching that Names Server stores
comprising: network-service-name-aliases as they are registered), 33 (explain-

continued | ing Names Server’s cache “is an in-memory database of all data
required to resolve names”), 83 (describing each Names Server
has a unique service name), 99 (describing Names Servers loads
network definitions of global database links), 107 (describing ex-
ample query using network-service-name-alias and type to return
information about the network object).

To the extent element 17 preamble may be limiting, Oracle-
NamesAdminGuide discloses a location server for storing and re-
trieving location information. OracleNamesAdminGuide describes
using identifiers to obtain this location information.

As the below examples show and Mr. Greene explains, a POSITA
would have understood that OracleNamesAdminGuide’s Names
Server is a “location server” because it is a network-attached
server that maintains data location and connection information to
service client requests: “Oracle Names makes network address and
database link information available to all nodes throughout the
network. Each database server’s network address is stored with a
name that is used to identify it. Client applications can then re-
quest a database connection with a simple name rather than a
lengthy address.” See OracleNamesAdminGuide at 20.3%7

327 Greene Decl. at p.112.
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[17 preamble] A See also OracleNamesAdminGuide at 22: “Oracle Names eases
method of scaling at the burden of administering the details of the network. 1f the ad-
least one of capacity dress of a network object changes, the change is made in one

and transaction rate place, and all clients get the benefit of the change immediately.
capability in a location | Any number of clients have access to a network object’s address
server in a system from a single source.

having a plurality of The user and application developer are exposed only to the name
location servers for of a network object. No knowledge of the connection path is re-
storing and retrieving | quired. This is a much more user-friendly way to use networks and
location information, | network services. As with other user-oriented network software
wherein each of the such as electronic mail, people only need to think in terms of
plurality of location names to get their work done. When making a connection, the cli-
servers stores unique | ent specifies the name of a destination and Oracle Names provides
set of location infor- the address.”

mation of an aggregate

set of location infor- See OracleNamesAdminGuide at 52-53: “The Names Server has
mation, the method a single purpose: to resolve, or assist in resolving, a client-initi-
comprising: ated name request. It interprets the request, then looks up the

continued | name in its cache, or it calls a Names Server in another region.
The response or error conditions are passed back to the client.
Figure 3 — 11 shows a client requesting access to a Names Server
named POULTRY and a Names Server providing the answer. ...
The service name is the same as the global object name. For ex-
ample, a global database name might be POULTRY WORLD,
which is also the service name.

Oracle Names
Server

Clientk ~—__  — "

Application POULTRY.WORLD

Figure 3 — 11 Client-Server Connection
The sequence of events is as follows:

1. The client application issues a connection request to SQL*Net
of the form:

sqlplus scott/tiger@POULTRY

where POULTRY is a database service name defined in the Oracle
Names Server.
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[17 preamble] A SQL*Net determines from the client configuration in the

method of scaling at SQLNET.ORA file that the client’s default domain is WORLD
least one of capacity and the preferred Names Server is the one shown. SQL*Net sends
and transaction rate the Names Server a request to resolve the name POUL-

capability in a location | TRY.WORLD.

server in a system 2. The Names Server receives the request, looks it up in the cache,
having a plurality of | then sends the response back to the client.

location servers for 3. The client receives the answer and substitutes the address in

storing and retrieving | place of the initial name POULTRY.
location information, | 4. The client contacts POULTRY and establishes a standard
wherein each of the SQL*Net client—server connection.”
plurality of location
servers stores unique | See OracleNamesAdminGuide at 23-24: “The Names Server

set of location infor- stores the following types of objects, which are described below:
mation of an aggregate | ¢ database service names—The service name is the global data-
set of location infor- base name that is mapped to the SQL*Net connect descriptor.
mation, the method The combination of a listener address and connect data make up a
comprising: connect descriptor that locates a database service. Gateways to

continued | non—Oracle databases and Oracle RDB databases are also stored.
« database links—Global database links are automatically created
to each defined database from all database servers in the network.
These links are made available to all users.

+ aliases—You can assign service name aliases as alternate names
for any defined database service or database link. Service name
aliases are resolved as if they were the original object.

* V1 connect strings—A V1 connect string can be mapped to a
service name in the Oracle Names database. The service name
you enter acts as an alias for the SQL*Net V1 connect string, mak-
ing it easy to access a server in a network that still uses SQL*Net
V1.

After services have been defined in Oracle Names, users only
need to refer to them by name to connect to a database or net-
work service. The necessary exchange of details occurs between
the requester and the Oracle Names Server.”

See OracleNamesAdminGuide at 32:
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving

) @ Client

Names Server

¥ Database

location information, num

wherein each of the Client Names Server
plurality of location Figure 2 — 1 Components of a Network Using Oracle Names
servers stores uni que with the Dynamic Discovery Option

set of location infor-

mation of an aggregate | 10 the extent the preamble is limiting, OracleNamesAdminGuide

set of location infor- also discloses a local Names Server (i.e., location server) storing a
mation. the method unique set of location information (i.e., connection descriptors)
comprising: that differs from a foreign Names Server’s set of location infor-

continued | mation.

A POSITA would have understood that the identifiers and re-
quested data have a 1:1 relationship in order to function cor-
rectly 328 If there was no stored 1:1 relationship, a user would not
be able to properly identify the desired data with an identifier. A
POSITA would have further understood that a single table or data
entity may be stored in multiple locations.*?° For example, the data
may be replicated across multiple servers to allow multiple users
to access it at once. The data may also be partitioned across multi-
ple servers with a portion on each one. A POSITA would have un-
derstood that a single identifier would be used to identify all por-
tions distributed into different server locations.?3? As a result, a
POSITA would have understood OracleNamesAdminGuide to in-
clude 1:many relationships between identifier and location infor-
mation 3!

OracleNamesAdminGuide teaches using multiple Names Servers
for a variety of reasons, including fault tolerance. As shown below
in Figure C-2, OracleNamesAdminGuide provides an exemplary

328 Greene Decl. at p.115.
2 14,
30 I,
331 Id
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[17 preamble] A hierarchical configuration where authority from one single, central
method of scaling at administrative region is delegated to two administrative regions.
least one of capacity

and transaction rate See OracleNamesAdminGuide at 32: “... [A] network using the
capability in a location | Oracle Names Service consists of ... one or more Oracle Names
server in a system Servers[]. We recommend that you set up at least two Names

having a plurality of Servers for fault tolerance....”
location servers for
storing and retrieving | See OracleNamesAdminGuide at 181:
location information, s —
wherein each of the Hve Dot .
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

Figwer O B & Central Reglon Uskeg 3 Hivrarnhicsd Kamdng Maated

Further, OracleNamesAdminGuide explains that such an arrange-
ment is useful in a larger system with greater demands on storage
or transaction volume. And OracleNamesAdminGuide teaches that
this hierarchical arrangement requires respective Names Servers to
contain different location information for local and foreign ob-
jects. See OracleNamesAdminGuide at 185. In such a hierarchical
arrangement, OracleNamesAdminGuide locates the connection de-
scriptors (i.e., location information) for local and foreign objects in
separate Names Servers associated with their respective adminis-
trative regions. As illustrated below in Figure C-4, a client con-
nects to region DR1 and requests data located in the destination
server. The local DR1 Names Server (i.e., first location server) re-
ceives the request. The destination server is located in foreign re-
gion DR2.1, which has its own DR2.1 Names Server (i.e., second
location server). Because DR1 Names Server’s set of location in-
formation differs from DR2.1 Names Server’s set of location in-
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[17 preamble] A formation, the DR1 Names Server doesn’t have location infor-
method of scaling at mation for the destination server. As such, the request is forwarded
least one of capacity through the ROOT region to the DR2.1 Names Server which re-

and transaction rate sponds with the location information for the destination server.33?
capability in a location

server in a system See OracleNamesAdminGuide at 191-192;

having a plurality of | “Figure C — 4 shows this process and the sequence of events as-
location servers for suming that no data has been previously cached.

storing and retrieving | 1. The client sends request to preferred Names Server in its local
location information, | region (DR1).
wherein each of the 2. The preferred Names Server in DR1 issues request for the
plurality of location Names Servers authoritative for the destination server (in region
servers stores unique | DR2.1).
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

Destination Scrver

Figure C —4 Network Messages in a Multi-Level Foreign Name Resolution
3. The root Names Server does not have the answer (because root
only knows about its direct child regions), but forwards the request
to a Names Server in region DR2.
4. The receiving server in DR2 forwards the request to a Names
Server in region DR2.1.
5. The name is retrieved from its authoritative Names Server in
DR2.1.
6. The names Server in region DR2 caches the answer and returns
it to the root.
7. The root caches the answer and returns it to the preferred
Names Server in region DR1.
8. The preferred Names Server caches the answer and returns it to
the client.
9. The client establishes a connection to the destination server.”

332 Greene Decl. at p.116.
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

See OracleNamesAdminGuide at 189-190: “When a name is re-
quested from outside the current administrative region, the follow-
ing process occurs:

1. The Names Server looks in its foreign data cache for the address
of the Names Server it believes is most likely to be authoritative
for that name.

2. If the Names Server does not have the address of this Names
Server, it queries the root administrative region for the addresses
of Names Servers in that region. For the simple case, assume the
root returns the address of the Names Server for that region (the
authoritative Names Server).

3. The Names Server then forwards the request to the authoritative
Names Server and the result is returned.

4. The Names Server stores that name and result in its foreign data
cache, then returns the result to the client.”

See OracleNamesAdminGuide at 193: “1. When the client issues
the request, the Names Server in the AR4.1 region looks at the do-
main name (GA.US.ACME), recognizes it as foreign (not local),
and issues a request to a root Names Server for Names Server ad-
dresses in the region with GA.US.ACME.

2. A root Names Server forwards the request to AR1.

3. The name is resolved and returned to a Names Server in the root
region.

4. The Names Server in the root region returns the request to
AR4.1.

5. The Names Server in region AR4.1 returns the name to the cli-
ent.

6. The client establishes a SQL*Net connection to the database
server BLUE.GA.US.ACME.”

Page 138 of 236

131




Request for £x Parte Reexamination
of U.S. Patent No. 7,233,978

[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method

comprising. Based on the above teachings, OracleNamesAdminGuide dis-

continued. | closes or renders obvious a second Names Server comprising a
second set of connection descriptors (i.e., location information)
wherein at least a portion of the second set of location information
differs from the first set of location information.?*

Fgurs U - § Nome Fronhation s Compley Seboirdsraies Hiooavefey

Further, the below analysis regarding claim elements 17.a-17.¢
shows how OracleNamesAdminGuide discloses, or renders obvi-
ous alone or in view of OracleUnleashed, scaling a capacity and/or
transaction rate capability in a Names Server for storing and re-
trieving location information wherein each Names Server stores a
unique set of location information, and is incorporated herein.3**
For example, OracleNamesAdminGuide provides that each admin-
istrative region should have “af least two Names Servers.” Oracle-
NamesAdminGuide at 60. As Mr. Greene explains, a POSITA
would have understood that having af least two Names Servers
discloses or renders obvious the system having additional Names
Servers as needed.’*> And a POSITA would have understood that
the specific performance and needs of the administrative region
would determine the need for additional Names Servers.?3° For ex-
ample, having an administrative region containing a large volume
of identifier and location information data may be too large to fit

333 Greene Decl. at pp.118-119.
34 1d atp.119.

335 Id

336 ]d
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[17.preamble] A onto a single Names Server and may need to be split into two sep-
method of scaling at arate Names Servers to load balance the performance. See Oracle-
least one of capacity NamesAdminGuide at 60. As a result, the region would need four
and transaction rate Names Servers (two copies of each distinct set of Name Server
capability in a location | data) to achieve the recommended fault tolerance of having a
server in a system backup Name Server.¥7 Alternatively, a POSITA would have un-
having a plurality of derstood that, when overseeing an administrative region where a
location servers for large number of users were making frequent requests for location

storing and retrieving | information, there would be improved performance and function-
location information, | ality by partitioning one Names Server into two unique servers.*3®
wherein each of the As such, a POSITA would have found that partitioning would
plurality of location lower the number of entries a respective Names Server would need
servers stores unique | to search in order to retrieve the necessary location information.?*
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

See, e.g., OracleNamesAdminGuide at 60: “Oracle recommends
that each administrative region should have af least two Names
Servers. If one Names Server is unavailable, clients will automati-
cally forward requests to the other. The degree of availability this
allows depends on the regularity of service each node provides.
For example, imagine that the amount of time a Name Servers
node is down for unscheduled reasons is 1%. (It is usually much
less.) The likelihood that both would be down at the same time is
then roughly .01%, or 1% of 1%.

There is also an issue of network loading, or load balancing. Alt-
hough any given Names Server is only engaged for a short period
of time when a client initiates a connection, the goal is to keep
name resolutions lightning fast. With a very large volume of cli-
ents, or applications requiring many connections, load balancing
across multiple Names Servers can increase system perfor-
mance.”

To the extent that OracleNamesAdminGuide alone doesn’t render
obvious any limitations of claim element 17.preamble, OracleUn-
leashed describes providing user access to a distributed database.
See OracleUnleashed at 164. And OracleUnleashed describes
measuring user-access to the database by a variety of performance
factors including transaction rate, storage capacity, etc. And Ora-
cleUnleashed teaches taking various fault tolerance steps to ad-
dress performance concerns. See OracleUnleashed at 16. Oracle-
Unleashed teaches Oracle’s users accessing the database through

337 Id
338 Id
339 Id
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

SQL*Net functionalities for requesting and receiving connection
descriptors (i.e., location information). See OracleUnleashed at 19.
OracleUnleashed further describes storing the location information
on location servers called “Names Servers.” And OracleUnleashed
teaches configuring multiple Names Servers to store unique infor-
mation and creating an aggregate set of location information.34°

See OracleUnleashed at 164: “The purest form of database coexist-
ence is a distributed database. A distributed database appears as
one database to users and developers, yet is a series of separate
databases at the physical level. To accomplish this task, we need
to replicate data on these different databases so that at the higher
levels data appears uniform regardless of which system we query
or modify... []] A distributed database is singular in that although
data physically exists at many sites, it is still one database at the
highest level that is simply distributed physically, as in Figure
8.10.”

OracleUnleashed Figure 8.10:
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OracleUnleashed at 16: “Database Architecture...Oracle is primar-
ily designed to work in multiuser, multitasking computer envi-
ronments. There have been versions of Oracle that work in batch

340 Greene Decl. at p.120.
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[17.preamble] A processing environments (for example, IBM mainframes running
method of scaling at S) and single-user, single-task environments such as the PC. How-
least one of capacity ever, the basic architecture is designed to work very well with op-
and transaction rate erating systems such as UNIX, VMS, and so forth. There are a few

capability in a location | key concepts about these operating systems you should know:
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique | The memory of these computers is divided into space reserved for
set of location infor- operating system, space reserved for the users, and space that is
mation of an aggregate | shared by multiple processes. The shared memory areas are not
set of location infor- normally used by applications; however, as you will see, Oracle
mation, the method makes extensive use of shared memory areas.”
comprising:

continued

J These operating systems run multiple jobs or pro-
cesses at the same time. The system cycles between the
jobs and gives processing time to the processes that are
ready to do something. Some operating systems enable you
to control the priority of the jobs so that certain jobs get
more time than others.

User Requests: OracleUnleashed describes that the distributed

system involves users requesting and receiving database access.3*!

OracleUnleashed at 19: “User Processes. .. The first group of pro-
cesses are those involved with servicing user requests. Think of
them as your liasons to Oracle. When you need for information,
they go after it for you. When you have updates or inserts for the
database, they store the transaction in the shared memory areas
for later transfer to the data files.”

OracleUnleashed Configuration Listings:

3 Id at p.122.
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued
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Location Transparency: Because the data on a distributed data-
base may be routinely moved around to different physical loca-
tions to optimize performance, a POSITA would appreciate that
users cannot easily use physical location to identify data.3*?Ac-
cordingly, OracleNamesAdminGuide and OracleUnleashed de-
scribe using SQL*Net to fulfill requests without the user needing
any location information or “Location Transparency.”%3

Further, OracleUnleashed discloses that SQL*Net uses connection
information (host name, port, and database instance), e.g., the
claimed “location information” to build the connect strings and es-
tablish requested connections across the distributed database.’** A
POSITA would have understood that OracleUnleashed discloses
using an identifier to find the necessary connection information for
connecting on Oracle because SQL*Net allows user requests to
use easy names to make connection requests, e.g., network-ser-
vice-name-aliases, synonyms, system identifiers (SID’s), etc.?*

See OracleUnleashed at 151: “Location Transparency... this is
simply an extension of Access Method Transparency in that not
even the physical location of the data needs to be known by the

342 Greene Decl. at p.124.
343 Id
344 Id
345 ]d
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[17 preamble] A user. Oracle’s gateway will map a request to the different physical
method of scaling at machines and databases on which the data resides.

least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of Network Transparency... This really should be called SQL*Net
location servers for Transparency. You still need Oracle’s standard network layer run-
storing and retrieving | ning over all your different networks to shelter each database from
location information, | network differences and to provide a common protocol. SQL*Net
wherein each of the is the portion of the gateway that handles network communication.
plurality of location When SQL *Net is working, there is network transparency be-
servers stores unique | tween databases.”

set of location infor-
mation of an aggregate

One note here: To realize Location Transparency, an administrator
needs to set up SQL*Net on both machines and create the proper
database links, grants, and synonyms.

set of location infor- | OracleUnleashed at 173: “To keep track of the various processes,
mation. the method Oracle uses the system identifier (SID), which is the key to con-
comprising: necting to a given instance. When the Oracle processes are started,

continued | they contain the SID as part of the process name for ease of identi-
fication. This parameter is also used by local connections,
SQL*Net and Net8, to route a given request or transaction from
a user to the appropriate database instance.”

OracleUnleashed at 228: “A synonym is merely a way of assign-
ing an alias with which users can reference a table or view. This
makes it easier to access tables that you do not own. When you
own a table, you use its name in your SQL queries. When you
want to access a table owners by another user, you need to specify
both the owner of the table and the table name (in the owner ta-
ble name format). When you reference tables located in a differ-
ent database using SQL*Net, the format can be rather compli-
cated. Synonyms simplify this access because you can create a
simple synonym that contains the details of a complex reference
string (see Figure 12.4).”

OracleUnleashed at 219: “There are instances when you may want
to use an alternate name for a database table or view. Perhaps
you use a very formal scheme for naming tables that makes sense
to developers but is a little too cumbersome to end users. Perhaps
you have a number of different table and view owners and you do
not want to have your users type in fully qualified table names
(for example, owner.table name). In these and some other circum-
stances, you may want to use a synonym to give the table or view
an alternate name to make typing SQL statements a little easier.”
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[17 preamble] A OracleUnleashed at 424: “SQL*Net has a Names Server to resolve
method of scaling at names to locations. This method makes it very easy to move Ora-
least one of capacity cle Servers and databases with no impact on the end-user commu-
and transaction rate nity. The Net8 Name Services has the ability to cache names at the
capability in a location | client for much faster resolution, and the various listeners and con-
server in a system nection managers register as available with Names Services.”
having a plurality of

location servers for Claimed Location Servers: OracleUnleashed teaches storing the

storing and retrieving | location information on location servers called “Names Servers.”
location information, | A POSITA would have understood from OracleUnleashed that Or-

wherein each of the acle’s Names Server is a “location server” because it is a network-
plurality of location attached server that maintains data location and connection infor-
servers stores unique | mation to service client requests: “SQL*Net has a Names Server
set of location infor- to resolve names to locations. This method makes it very easy to
mation of an aggregate | move Oracle Servers and databases with no impact on the end-user
set of location infor- community. The Net8 Name Services has the ability to cache
mation, the method names at the client for much faster resolution, and the various
comprising: listeners and connection managers register as available with

continued | Names Services.” See OracleUnleashed at 424. Further, a POSITA
would have understood Names Servers’ necessary role in complet-
ing each requested transaction in the system. Accordingly, a
POSITA would have understood the desirability in tuning each
Names Server for performance like any other server on the distrib-
uted database to aim for optimized performance. To that end, Ora-
cleUnleashed provides exemplary configurations for Names Serv-
ers. For example, OracleUnleashed teaches that separate Names
Servers should have unique information to create an aggregate set
of location information.34¢

See OracleUnleashed at 220: “You might be interested in knowing
how Oracle chooses which bytes on the disk to use to store a file
and how it delimits the various columns and other such detailed
storage data, but its not necessary. When you insert a row into a
table, Oracle finds the correct spots within the extents that you
have allocated for that table and stores the data in a manner that
you can retrieve it. Oracle keeps track of the exact location of the
bits and bytes.”

Oracle Unleashed Fig. 19.2:

346 Greene Decl. at p.126.
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method See OracleUnleashed at 219: “There are instances when you may
comprising: want to use an alternate name for a database table or view. Perhaps
continued | you use a very formal scheme for naming tables that makes sense
to developers but is a little too cumbersome to end users. Perhaps
you have a number of different table and view owners and you do
not want to have your users type in fully qualified table names (for
example, owner.table name). In these and some other circum-
stances, you may want to use a synonym to give the table or view
an alternate name to make typing SQL statements a little easier.”

faure 18

Claimed “Scaling”: When a Names Server isn’t performing suffi-
ciently, a POSITA would have understood how to tune the Names
Server like any server on the distributed database.’*” One example
of this is through “scalability.” OracleUnleashed emphasizes the
importance of scalability: “The data warehouse team must ensure
that the data warehouse is scalable. It is easy for programmers to
forget scalability and create a process that is destined to be rewrit-
ten. The programmers and designers must test all processes at the
highest possible load level that can be expected for the data ware-
house.” OracleUnleashed at 758.

For example, a POSITA would have understood that a newly
formed company may have minimal storage and transaction needs
and set up a simple database architecture with only one Names

37 1d. at p127.
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[17.preamble] A Server to handle the minimal needs.?*® This may meet the needs of
method of scaling at the company, but when the company needs to grow, this would re-
least one of capacity quire more necessary storage capacity, more processing power to
and transaction rate handle more transaction requests, etc.>** As OracleUnleashed
capability in a location | teaches, databases must be updated and scaled as they grow and
server in a system expand; “After a while, our perfectly-running database is going to
having a plurality of | fill up with a great deal of data. If we enter a modest 300 gigabytes
location servers for per year of sales data, after 30 years we have 9 terabytes. Our year

storing and retrieving | 2000 problem is going to be that our computer is going to choke
location information, | itself to death and die if we don’t do something about our older
wherein each of the data.” OracleUnleashed at 314. As discussed above, each server
plurality of location added to a distributed database requires SQL*NET and at least one
servers stores unique | Names Server to support location transparency. See OracleUn-

set of location infor- leashed at 151, 454.

mation of an aggregate

set of location infor- OracleUnleashed 312-13: “In business, many times for larger
mation, the method companies, databases are functioning in different parts of the
comprising: world or simply performing different tasks. Maybe we are an in-

continued | ternational corporation and we do business in New York, London,
and Hong Kong. We have three huge databases 1logging the sales
of Star Trek trinkets in each of the three cities and a massive
WAN (wide area network) linking the databases as in Figure 16.1.
In this situation, clerks in New York, London, and Hong Kong are
entering thousands of orders a day for the alien dolls that like Jolt
Cola. Each database is being pressed to the limit! On each node of
our distributed database, we have executives who need to see not
only sales for their region but total sales.”

OracleUnleashed provides a variety of exemplary database config-
urations in Figures 16.1-16.6, such as Figure 16.1 shown below.

348 Greene Decl. at p.127.
3 Id. at pp.127-128.
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and transaction rate & N

capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

N
R i Bever b

Thus, a POSITA would have appreciated that, at each one of the
servers for each city, there is a Names Server logging the unique
location information for that city.*° As a result, a POSITA would
have understood that at least Figure 16.1 shows a plurality of loca-
tion servers with unique information of an aggregate set of loca-
tion information for the entire company 33!

See OracleUnleashed at 313: “In this second scenario, Figure 16.2,
we might have a fast enough database server and network and/or
light enough sales volume so we can structure our London, New
York, and Hong Kong business in the following way.

Here we have a server that can handle all the requests and a net-
work that can handle the amount of data we receive to pass
through efficiently. Now say we also have the ultimate fail-over
system for our dream server.”

330 1d at p.129.
351 74
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[17 preamble] A
method of scaling at
least one of capacity
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capability in a location | **
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

Ot Tt

Based on these teachings, a POSITA would have appreciated the
above figure describes an idealized distributed database using a
“Super Computer” with vastly superior processing and a “Super
Disk” with huge capacity for storage.>>> A POSITA would have
further appreciated the point of including this idealized figure is to
emphasize the limitations that must be accounted for to maintain a
healthy database.?>>* Specifically, a POSITA would have under-
stood the desirability to account for processing and storage limita-
tions in a system.3>*

However, even with the idealized database in Figure 16.2, Oracle-
Unleashed provides that it could be faced with both storage and
processing difficulties as the business expands and continues. Ora-
cleUnleashed provides the difficulties with data being added for
decades: “After a while our perfectly-running database is going to
fill up with a great deal of data. If we enter a modest 300 gigabytes
per year of sales data, after 30 years we have 9 terabytes. Our year
2000 problem is going to be that our computer is going to choke
itself to death and die if we don’t do something about our older
data.” See OracleUnleashed at 314.

Further, OracleUnleashed provides that the system could be
stressed by processing demands: “Furthermore, our Star Trek trin-
ket company has hired a bunch of fancy business consultants, who

352 Id
353 Id
354 Id
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method of scaling at
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and transaction rate
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server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

are running long-term trends studies on our sales database! When
these people log in to find out if our Jolt Cola alien action figures
are losing popularity, suddenly the database slows down and sales-
people all over the world have trouble entering data. Our perfect
system is slowly dying of data overload and being choked to death
by business consultants who took one too many statistics courses
in college (see Figure 16.3).” OracleUnleashed at 315.

Fasues 8.3

REECR R

As OracleUnleashed shows, Figure 16.3 takes sales data from
1967, 1997, and 1998 on the “Super Disk™ server and transfers it
to separate servers to improve the Super Computer performance. A
POSITA would have understood that all sales data’s location in-
formation is cataloged with Super Disk’s SQL*NET and Name
Server(s). As the system reached its storage capacity and transac-
tion limitation and the database health required the 1967, 1997,
and 1998 sales data to move to individual servers, the correspond-
ing location information would be moved from the Super Disk
Name Server(s) to the Names Server(s) for each year’s server to
support further SQL*NET functionality.

OracleUnleashed further provides the idea of “Data Warehousing”
where infrequently changing data is moved to a group of separate
servers configured to maximize storage capacity at the expense of
updating capability: “If I were to enter the stage as your consult-
ant, after [ handed you my modest bill, I would suggest that you
separate the old sales data into a data warehouse. A data ware-
house is a large repository of data that is generally not changed
day-to-day. It is a place where our business analysts can analyze as
much historical data as they can get their hands on.” OracleUn-
leashed at 315.
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set of location infor- AT | ST LN

mation of an aggregate

set Qflocation infor- | Ag Mr. Greene explains, a POSITA would have understood from

mation, the method Figure 16.4 that SQL*NET responds to analyst requests by query-

comprising. ing the aggregate Data Warehouse location information from each
continued

of the unique Names Servers on the respective 1967-1995 sales
data servers.?>> Further, based on the steps laid out of dividing
servers for uses, adjusting configuration based on storage capacity
and transaction processing power, etc. it would have been obvious
to apply the same methods to the Names Servers as needed. For
instance, if the analysts were told to focus on data sales in the
1990’s, the Names Servers for those years would suddenly have a
significant increase in transactions, but the data stored would re-
main the same. Accordingly, it would have been obvious to a
POSITA that more Name Server processing power was needed on
each data storage server from 1990-1995. As a result, a POSITA
would be motivated to apply the same transfer steps shown for
each of Figures 16.1-16.4 to create a 2™ or 3™ Names Server in
OracleNamesAdminGuide’s system.>>® For example, on the 1995
server, the first Name server could keep location information for
sales from January-June, while location information for sales from
July-December was moved to the second Name Server. A
POSITA would have known this would be successful because
transferring portions of data to accommodate additional processing
power is a routine activity for a POSITA in this field.’

335 Greene Decl. at p.131.
3% Id. at pp.131-132.
357 Id. at p.132.
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Based on the above teachings, to the extent the preamble is limit-
ing, OracleNamesAdminGuide discloses a method of scaling at
least one of capacity and transaction rate capability in a Names
Server in a system having multiple Names Servers for storing and
retrieving location information wherein each Names Server stores
a unique set of location information of an aggregate set of location
information, or renders this obvious alone or in view of OracleUn-

leashed.
[17.a] providing a OracleNamesAdminGuide discloses, or renders obvious alone or
transfer protocol con- | in view of OracleUnleashed, identifiers (i.e., network-service-
figured to transport names-aliases) and location information (i.e., connections de-

identifier and location | scriptors) specifying the location of information related to the
information, the loca- | identifiers.

tion information speci-
fying the location of
information related to
the identifier;

Further, OracleNamesAdminGuide describes a transfer protocol
for transporting messages because the SQL*Net utility ensures
that messages conform to the needed transfer protocol for the
Names Server, Mulitprotocol Interchange, and client.

See OracleNamesAdminGuide at 36: “Oracle Network Manager—
This tool writes all definitions for all of Oracle’s network soft-
ware, including SQL*Net, the MultiProtocol Interchange, and Or-
acle Names to the network definition on a database. It provides a
structured way to configure the product initially, and to periodi-
cally update the network configuration.”

See OracleNamesAdminGuide at 44: “4 SQL *Net community is a
group of machines that can communicate using the same
transport protocol. Clients, servers, Interchanges, and Names
Servers can be members of one or more communities; however,
they can be members of only one domain.”

See OracleNamesAdminGuide at 63: “If the node you have chosen
already has SQL*Net or an Interchange on it from a previous in-
stallation, the node should already be defined. You enter infor-
mation such as the following on the Name Server property sheet in
the Network Manager:

* protocol-specific address information

* Names Server password

* log and trace file names
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[17.a] providing a You must enter the address information; however, all other values
transfer protocol con- | have defaults. If you have security concerns, it is always good
figured to transport practice to change the default password.”

identifier and location

Iltpfor‘mfe‘l tlon,;he loca-. See OracleNamesAdminGuide at 203: “TNS [is a] foundation
fl on 111hor11na 1§n spefc1— technology, built into SQL*Net V2 x, the MultiProtocol Inter-
rying the focation o change, and Oracle Names .... TNS address [is a]n address of a
information related to . . : D .
cy client or network service on a TNS community, which identifies
the identifier; h . hich it bel h | used by th
inued the c_ommunlty to which 1t be ongs, the protocol use yt at com-
continu munity, and some protocol-specific values. One TNS client or net-
work service may have multiple TNS addresses if it resides in
multiple communities.”

See OracleNamesAdminGuide at 131: “REGISTER ... Example:
NAMESCTL> register parts —t database —d (DE-
SCRIPTION= (ADDRESS= (PROTOCOL=TCP) (HOST=ni-
neva) (PORT=1387)) (CON-
NECT DATA=(SID=db3)))[]”

See OracleNamesAdminGuide at 43-44: “A client can request a
network service within its default domain using the service’s
simple, unqualified name, that is, without specifying a domain
name. If a user requests a name without a °.” character in it, the de-
fault domain name will be automatically appended to the database
service or database link name requested.”

See OracleNamesAdminGuide at 20: “Oracle Names makes net-
work address and database link information available to all nodes
throughout the network. Each database server’s network address
is stored with a name that is used to identify it. Client applica-
tions can then request a database connection with a simple name
rather than a lengthy address.”

See also OracleNamesAdminGuide at 22: “Oracle Names eases
the burden of administering the details of the network. If the ad-
dress of a network object changes, the change is made in one
place, and all clients get the benefit of the change immediately.
Any number of clients have access to a network object’s address
from a single source.

The user and application developer are exposed only to the name

of a network object. No knowledge of the connection path is re-
quired. This is a much more user-friendly way to use networks
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[17.a] providing a and network services. As with other user-oriented network soft-
transfer protocol con- | ware such as electronic mail, people only need to think in terms of
figured to transport names to get their work done. When making a connection, the

identifier and location | client specifies the name of a destination and Oracle Names pro-

information, the loca- | vides the address.”

tion information speci-

fying the location of

information related to

the identifier;
continued

See OracleNamesAdminGuide at 52-53: “The Names Server has
a single purpose: to resolve, or assist in resolving, a client-initi-
ated name request. It interprets the request, then looks up the
name in its cache, or it calls a Names Server in another region.
The response or error conditions are passed back to the client.

Figure 3 — 11 shows a client requesting access to a Names Server
named POULTRY and a Names Server providing the answer. ...
The service name is the same as the global object name. For exam-
ple, a global database name might be POULTRY .WORLD, which
is also the service name.

Oracle Names
Server

Client or
Application POULTRY.WORLD

Serv

Figure 3 - 11 Client-Server Connection

The sequence of events is as follows:

1. The client application issues a connection request to SQL*Net
of the form:

sglplus scott/tiger@POULTRY

where POULTRY is a database service name defined in the Oracle
Names Server.

SQL*Net determines from the client configuration in the
SQLNET.ORA file that the client’s default domain is WORLD
and the preferred Names Server is the one shown. SQL*Net sends
the Names Server a request to resolve the name POUL-

TRY WORLD.

2. The Names Server receives the request, looks it up in the cache,
then sends the response back to the client.
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[17.a] providing a 3. The client receives the answer and substitutes the address in
transfer protocol con- | place of the initial name POULTRY.

figured to transport 4. The client contacts POULTRY and establishes a standard

@dentiﬁe? and location SQL*Net client—server connection.”
information, the loca-

tion information speci-

fying the location of See OracleNamesAdminGuide at 128-129: “QUERY

information related to Example: NAMESCTL> QUERY
the identifier: BONES .DEM.MEDICINE A.SMD
continued Total response time:  0.04 seconds
Response status: normal, successful com-
pletion

Authoritative answer: yes
Number of answers: 1

Canonical name: bones.dem.medicine
TTL: 1 day
Alias translations:
from: bones.dem.medicine
to: bones.dem.medicine
Answers:

data type is ‘a.smd’

Syntax is ADDR:...(DESCRIP-
TION=(ADDRESS= (COMMU-
NITY=tcp)(PROTOCOL=TCP)(Host=cowboy)
(Port=1522))(CONNECT DATA=(SID=ro-

deo)))[.]”

See also OracleNamesAdminGuide at 29 (explaining Names Serv-
ers’ default TCP/IP port is 1575), 29 (describing a new service’s
registration in system results in automatic replication of a service’s
location in Names Servers), 30 (“the Names Server remembers the
addresses of all databases”), 31 (teaching that Names Server stores
network-service-name-aliases as they are registered), 33 (explain-
ing Names Server’s cache “is an in-memory database of all data
required to resolve names”), 56-57 (providing DNS model for con-
structing unique identifiers), 83 (describing each Names Server
has a unique service name), 99 (describing Names Servers loads
network definitions of global database links), 107-109 (describing
example queries using network-service-name-alias and type to re-
turn information about the network object).
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[17.a] providing a Based on the above teachings, OracleNamesAdminGuide dis-
transfer protocol con- | closes or renders obvious providing a transfer protocol configured
figured to transport to transport identifier and location information, the location infor-

identifier and location | mation specifying the location of information related to the identi-
information, the loca- | fier.’%®
tion information speci-

fymg thg location of Further, OracleUnleashed Renders Obvious Claim Element 17.a.
information related to

the identifier: As explained in element 17 preamble above, OracleUnleashed

’ teaches location servers (i.e., Names Servers) storing identifier and
location information. OracleUnleashed further explains how Ora-
cleNamesAdminGuide’s SQL*Net functionalities are used to
query a location server for location information associated and re-
turn a message containing the location. As a foundation, Oracle-
Unleashed explains that it was understood Oracle systems provide
“SQL*Net is the level of software that hides the computing net-
work from the application, allowing connectivity from end users
and other databases.” See OracleUnleashed at 421. /

continued

Claimed “transfer protocol”: OracleUnleashed discloses the Or-
acle protocol SQL*Net which is configured to manage communi-
cation across the distributed database. And OracleUnleashed
teaches SQL*Net, sometimes called Net8, ensures translation of
entity addresses to unique customer identifiers.

See OracleUnleashed at 531: “The following syntax will initiate
the SQL*Plus environment and connect the user to the remote da-
tabase identified by the database name. The database name can be
a SQL*Net connect string, a SQL*Net alias name, or a SQL*Net
database instance name.

SQLPLUS userid/password@database.”

OracleUnleashed at 321: “Many times the database that you are
accessing is totally outside of a local cluster of hardware. In these
cases, you will use a network protocol such as TCP/IP to com-
municate with these remote sites. Atop the network protocol is an
Oracle protocol called SQL*Net. Atop SQL*Net, the database
protocol between two remote databases is facilitated through a da-
tabase link. A database link is a short Oracle type of URL, which
can point to remote parts of an SQL*Net network.”

338 See Greene Decl. at p.136.
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[17.a] providing a OracleUnleashed at 421: “Access to the Oracle environment is
transfer protocol con- | handled in one of two ways: direct access from the computer that
figured to transport contains the database or over SQL*Net or Net8. SQL *Net is the
identifier and location | level of software that hides the computing network from the ap-
information, the loca- | plication, allowing connectivity from end users and other data-
tion information speci- | bases. Net8 is the next release of the SQL*Net environment.
fying the location of SQL*Net on the server side uses a listener process and a dis-
information related to | patcher service to assist in the management of user connections
the identifier; and the associated background Oracle processes. These dispatch-

continued | ers can load balance connections among multiple dispatchers.
Net8 provides Oracle8 networking environments with enhanced
distributed application support, connection pooling, better authen-
tication services, and improved names services. Connection Man-
ager is a new Oracle8 application that works with the multi-
threaded server option. It can act as a firewall, a multiprotocol in-
terchange, and a concentrator (multiplexing data into a common
physical transport). Connection manager works with both
SQL*Net and Net8 environments.”

OracleUnleashed at 422-23: “SQL *Net handles all the network-
ing and connectivity issues for the Oracle environment. . If all of
the background processes are in use, the dispatcher will start an-
other background process on the connection’s behal, just as it used
to do. This architecture is what Oracle refers to as the multithread
server. There can be as many dispatchers as needed to handle the
SQL*Net traffic. Memory management and machine resources are
more efficient because the prestarted background processes are not
being constantly terminated and started as connections to the data-
base are established and disconnected. There is at least one lis-
tener (with its own dispatcher or set of dispatchers and prestarted
background processes) per network protocol (TCP/IP, Dec NET,
SPX/IPX, and so on).”

OracleUnleashed at 424: “SQL*Net has a separate process called a
MultiProtocol Interchange that will convert the SQL*Net traffic

Jfrom one network protocol to another, kind of like a bridge. Con-
nection Manager eliminates the need for this separate function.”

For the reasons set forth in Section Error! Reference source not
found. on motivation to combine, a POSITA would have been
motivated to have OracleNamesAdminGuide’s system provide a
transfer protocol configured to transport the identifier and location
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information, based on OracleUnleashed’s teachings.*>° For in-

stance, this would have resulted in the effective use of SQL*Net
functionality, and improve query efficiency and optimization of
Oracle systems to ease users’ ability to find their desired data.3®

[17.b] storing location | OracleNamesAdminGuide in view of OracleUnleashed renders
information formatted | obvious this claim element. As shown above for claim element
according to the trans- | 17.a, OracleNamesAdminGuide discloses a first location server
fer protocol at a first (i.e., Names Server) storing location information. Further, as dis-
location server; cussed for claim element 17.a, OracleNamesAdminGuide dis-
closes, or renders obvious alone or in view of OracleUnleashed,
location information formatted according to a transfer protocol.

See also OracleNamesAdminGuide at 33: “Each Oracle Names
Server contains:

* the cache—the Names cache is an in-memory database of
all data required to resolve names. The cache contains the
following types of data:
— system information—includes the service addresses
of all of the Names Servers.

— registration information—includes all registered
TNS services which includes other Names Servers and
information automatically generated by the Names
Server when it was installed.

All cache data is always in memory to guarantee high per-
formance.

* request processor—receives incoming address requests
and looks through the cache for the answer.”

OracleNamesAdminGuide at 33:

339 Greene Decl. at p.138.
360 77
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[17.b] storing location
information formatted
according to the trans-
fer protocol at a first
location server;

= Incoming
Name Requests
e 4
==
—

Answered
Name Requests

Client

Figure 2 -2 Oracle Names Server Components
Using the Dynamic Discovery Option

See OracleNamesAdminGuide at 52: “The Names Server has a
single purpose: to resolve, or assist in resolving, a client-initiated
name request. It interprets the request, then looks up the name in
its cache, or it calls a Names Server in another region.”

See OracleNamesAdminGuide at 191-192 (describing DR1 Names
Server storing location information from another region in
memory to service requests from client):

“Figure C — 4 shows this process and the sequence of events as-
suming that no data has been previously cached.

1. The client sends request to preferred Names Server in its local

region (DR1).

2. The preferred Names Server in DR1 issues request for the
Names Servers authoritative for the destination server (in region

DR2.1).

Client

Figure C — 4 Network Messages in a Multi-Level Foreign Name Resolution

Names Server
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@ Server X
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[17.b] storing location
information formatted
according to the trans-
fer protocol at a first
location server;
continued

3. The root Names Server does not have the answer (because root
only knows about its direct child regions), but forwards the request
to a Names Server in region DR2.

4. The receiving server in DR2 forwards the request to a Names
Server in region DR2.1.

5. The name is retrieved from its authoritative Names Server in
DR2.1.

6. The names Server in region DR2 caches the answer and returns
it to the root.

7. The root caches the answer and returns it to the preferred
Names Server in region DR1.

8. The preferred Names Server caches the answer and returns it to
the client.

9. The client establishes a connection to the destination server.

For the duration of the TTL, subsequent requests for the same
name to the same Names Server do not require step 9.

Also for the duration of the TTL, any subsequent requests in DR1
for names in the DR2.1 region are resolved by communicating di-
rectly with its servers.”

See also OracleNamesAdminGuide at 37-38, 46, 53-54, 123, 187-
190, 193-194, 199 (teaching storing location information in Names
Server’s cache memory).

Based on those same teachings, OracleNamesAdminGuide dis-
closes storing location information formatted according to the
transfer protocol at a first Names Server, or renders it obvious
alone or in view of OracleUnleashed. !

[17.c] receiving an
identifier and a loca-
tion relevant to the
identifier at the first
location server;

OracleNamesAdminGuide in view of OracleUnleashed renders
obvious this claim element. As shown above for claim element
17.a, OracleNamesAdminGuide discloses a first location server
(i.e., Names Server) receiving a client request containing an identi-
fier (i.e., a network-service-name-alias) and client location rele-
vant to the identifier.

See, e.g., OracleNamesAdminGuide at 20: “Oracle Names makes
network address and database link information available to all
nodes throughout the network. Each database server’s network

361 See Greene Decl. at p.140.
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[17.c] receiving an address is stored with a name that is used to identify it. Client ap-
identifier and a loca- | plications can then request a database connection with a simple
tion relevant to the name rather than a lengthy address.”

identifier at the first

location server;

See OracleNamesAdminGuide at 22: “Oracle Names eases the
burden of administering the details of the network. If the address
of a network object changes, the change is made in one place, and
all clients get the benefit of the change immediately. Any number
of clients have access to a network object’s address from a single
source.

continued

The user and application developer are exposed only to the name
of a network object. No knowledge of the connection path is re-
quired. This is a much more user-friendly way to use networks
and network services. As with other user-oriented network soft-
ware such as electronic mail, people only need to think in terms of
names to get their work done. When making a connection, the
client specifies the name of a destination and Oracle Names pro-
vides the address.”

See OracleNamesAdminGuide at 52-53: “The Names Server has a
single purpose: to resolve, or assist in resolving, a client-initiated
name request. It interprets the request, then looks up the name in
its cache, or it calls a Names Server in another region. The re-
sponse or error conditions are passed back to the client.

Figure 3 — 11 shows a client requesting access to a Names Server
named POULTRY and a Names Server providing the answer. ...
The service name is the same as the global object name. For exam-
ple, a global database name might be POULTRY . WORLD, which
is also the service name.

Oracle Names
Server

O VG
@

Client
ent Server
Application POULTRY.WORLD

Figure 3 - 11 Client-Server Connection
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[17.c] receiving an
identifier and a loca-
tion relevant to the
identifier at the first
location server;
continued

The sequence of events is as follows:

1. The client application issues a connection request to SQL*Net
of the form:

sglplus scott/tiger@POULTRY

where POULTRY is a database service name defined in the Oracle
Names Server.

SQL*Net determines from the client configuration in the
SQLNET .ORA file that the client’s default domain is WORLD
and the preferred Names Server is the one shown. SQL*Net sends
the Names Server a request to resolve the name POUL-
TRY . WORLD.

2. The Names Server receives the request, looks it up in the cache,
then sends the response back to the client.

3. The client receives the answer and substitutes the address in
place of the initial name POULTRY.

4. The client contacts POULTRY and establishes a standard
SQL*Net client—server connection.”

Based on those same teachings, OracleNamesAdminGuide dis-
closes the first Names Server receives an identifier and a location
relevant to the identifier, or renders it obvious alone or in view of
OracleUnleashed.?%?

[17.d] storing the re-
ceived location in a lo-
cation store at the first
data location server,
the location store com-
prising a plurality of
identifiers, each iden-
tifier associated with
at least one location,
wherein the received
location is associated
with the received iden-
tifier in the location
store; and

OracleNamesAdminGuide in view of OracleUnleashed renders
obvious this claim element. As shown above for claim element
17.a, OracleNamesAdminGuide discloses a first location server
(i.e., Names Server) storing location information in a cached loca-
tion store.>®3 OracleNamesAdminGuide describes the Names
Server’s cache storing multiple locations each associated with a
received identifier (i.e., network-service-name-alias).

See, e.g., OracleNamesAdminGuide at 20: “Oracle Names makes
network address and database link information available to all
nodes throughout the network. Each database server’s network
address is stored with a name that is used to identify it. Client ap-
plications can then request a database connection with a simple
name rather than a lengthy address.”

362 See Greene Decl. at p.143.

363 As shown in the *978 Patent, a “location store” is simply the space in memory storing location
information. See, e.g., 978 Patent at Abstract, 2:62-67, 5:63-6:2.

156

Page 163 of 236



Request for £x Parte Reexamination
of U.S. Patent No. 7,233,978
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ceived location in a lo-
cation store at the first
data location server,
the location store com-
prising a plurality of
identifiers, each iden-
tifier associated with
at least one location,
wherein the received
location is associated
with the received iden-
tifier in the location
store; and

continued

See OracleNamesAdminGuide at 23: “An Oracle Names Server
stores names and addresses for network services such as databases
or MultiProtocol Interchanges, database link definitions, and ob-
ject aliases.

The Names Server stores the following types of objects, which are
described below:

* database service names—The service name is the global data-
base name that is mapped to the SQL*Net connect descriptor.
The combination of a listener address and connect data make up a
connect descriptor that locates a database service. Gateways to
non—Oracle databases and Oracle RDB databases are also stored.

» database links—Global database links are automatically created
to each defined database from all database servers in the network.
These links are made available to all users.

* aliases—You can assign service name aliases as alternate
names for any defined database service or database link. Service
name aliases are resolved as if they were the original object.

* V1 connect strings—A V1 connect string can be mapped to a
service name in the Oracle Names database. The service name
you enter acts as an alias for the SQL*Net V1 connect string,
making it easy to access a server in a network that still uses
SQL*Net V1.”

See OracleNamesAdminGuide at 128-129: “Alias name (some-
times referred to as “canonical name”).... Canonical name:
bones.dem.medicine .... Alias translation[] ... bones.dem.medi-
cine[.]”

See OracleNamesAdminGuide at 52-53: “The client application is-
sues a connection request to SQL*Net of the form:

sglplus scott/tiger@POULTRY

where POULTRY is a database service name defined in the Oracle
Names Server.

SQL*Net determines from the client configuration in the
SQLNET .ORA file that the client’s default domain is WORLD
and the preferred Names Server is the one shown. SQL*Net sends
the Names Server a request to resolve the name POUL-

TRY .WORLD.”364

364 Greene Decl. at p.144.
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the location store com-
prising a plurality of
identifiers, each iden-
tifier associated with
at least one location,
wherein the received
location is associated
with the received iden-
tifier in the location
store; and

continued

Further, OracleUnleashed Renders Obvious Claim Element 17.d.

See OracleUnleashed at 424: “SQL*Net has a Names Server to
resolve names to locations. This method makes it very easy to
move Oracle Servers and databases with no impact on the end-user
community. The Net8 Name Services has the ability to cache
names at the client for much faster resolution, and the various
listeners and connection managers register as available with
Names Services.”

See also OracleUnleashed at 220: “’You might be interested in
knowing how Oracle chooses which bytes on the disk to use to
store a file and how it delimits the various columns and other such
detailed storage data, but its not necessary. When you insert a row
into a table, Oracle finds the correct spots within the extents that
you have allocated for that table and stores the data in a manner
that you can retrieve it. Oracle keeps track of the exact loca-
tion of the bits and bytes.”

Based on those same teachings, OracleNamesAdminGuide dis-
closes the first Names Server includes a location store for multiple
locations each associated with the received identifier, or renders it
obvious alone or in view of OracleUnleashed.?%’

[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.

OracleNamesAdminGuide in view of OracleUnleashed renders
obvious this claim element. As shown above for claim 17’s pream-
ble, OracleNamesAdminGuide discloses a second Names Server
(i.e., location server) storing locations associated with identifiers.
And as shown below in Figure C-4, OracleNamesAdminGuide
teaches a Names Server (DR2.1) will transfer location information
associated with an identifier to another Names Server (DR1) for
responding to a client’s query when the DR2.1 Names Sever en-
counters the performance issue of being located outside of the lo-
cal region of the client.

See OracleNamesAdminGuide at 191-92: “Finding an authorita-
tive server in a very large distributed administrative hierarchy can
require iteration. If, for example, a Names Server asked for the ad-
dress of a Names Server servicing a grandchild region of the root
(two levels down), the root may only know the addresses of one of
its direct children, which in turn can supply its children’s ad-
dresses. In other words, the root forwards the request to its child

365 Id. at p.145.
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[17.e] transferring a region, which would forward the request to its child region for the
portion of the identifi- | answer.

ers and associated lo- Figure C — 4 shows this process and the sequence of events assum-

cations toa second ing that no data has been previously cached.
data location server

when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.

continued

1. The client sends request to preferred Names Server in its local
region (DR1).

2. The preferred Names Server in DR1 issues request for the
Names Servers authoritative for the destination server (in region
DR2.1).

Destination Server

Figure C — 4 Network Messages in a Multi-Level Foreign Name Resolution
3. The root Names Server does not have the answer (because
root only knows about its direct child regions), but forwards the
request to a Names Server in region DR2.
4. The receiving server in DR2 forwards the request to a Names
Server in region DR2.1.
5. The name is retrieved from its authoritative Names Server in
DR2.1.
6. The names Server in region DR2 caches the answer and returns
it to the root.
7. The root caches the answer and returns it to the preferred
Names Server in region DRI1.
8. The preferred Names Server caches the answer and returns it
to the client.
9. The client establishes a connection to the destination server.

For the duration of the TTL, subsequent requests for the same
name to the same Names Server do not require step 9.
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[17.e] transferring a Also for the duration of the TTL, any subsequent requests in DR1
portion of the identifi- | for names in the DR2.1 region are resolved by communicating di-
ers and associated lo- | rectly with its servers.”

cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.

See OracleNamesAdminGuide at 146: “By default, all Names
Servers forward requests for foreign names. If forwarding is disa-
bled, then requests for foreign names will be redirected to a Names
Server in the region which is authoritative to the requested name.”

continued | See OracleNamesAdminGuide at 198: “Foreign Data and Names
Servers ... Any other information learned through answering que-
ries will stay in an individual Names Server cache, but other
Names Servers in the same region may not have the exact saume
information at all times.”

See OracleNamesAdminGuide at 198: “Any other information
learned through answering queries will stay in an individual
Names Server cache, but other Names Servers in the same region
may not have the exact same information at all times.”

Based on the above teachings, a POSITA would understand that
an Oracle system could have multiple Names Servers with distinct
location and identifier information. 3¢ Further, a POSITA would
understand that most Oracle architecture adjusts over time as the
needs of the system evolve. 3*7 Accordingly, a POSITA adminis-
tering a distributed database with only one Names Server would
monitor its performance to see if it was sufficient. Whenever it be-
came inefficient, the POSITA would know from OracleNamesAd-
minGuide that the alternative architecture taught with distinct
Names Servers in use could improve the performance by balanc-
ing the load between them. %% As a result, the POSITA would be
motivated to transfer a portion of the current Names Server’s data
onto a second Names Server to model the new architecture after
that OracleNamesAdminGuide’s teachings. 3> A POSITA would
see that this would help the Names Servers achieve the desired

36 Greene Decl. at p.147.
367 Id
368 Id
69 14
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[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.
continued

“lightning fast” response times to location information queries
from users.3""

Based on the above teachings, OracleNamesAdminGuide dis-
closes or renders obvious transferring a portion of the identifiers
and associated locations to a second Names Server when a perfor-
mance criterion of the first Names Server reaches a predetermined
performance limit.3”!

Further, OracleUnleashed Renders Obvious Claim Element 17.e.

As shown above for claim 17’s preamble, OracleNamesAdmin-
Guide discloses a second Names Server (i.e., location server) stor-
ing locations associated with identifiers. And as shown below, Or-
acleUnleashed teaches monitoring the system to maintain perfor-
mance levels. See OracleUnleashed at 443. OracleUnleashed pro-
vides that monitoring can be focused on certain criterion and lim-
1ts.

Claimed “performance criterion”: OracleUnleashed teaches
monitoring performance-related information. And OracleUn-
leashed describes measuring database performance by a variety of
factors including transaction rate, storage capacity, etc. See Ora-
cleUnleashed at 16.

See OracleUnleashed at 443: “Monitoring can be done on a con-
tinual or on an ‘as needed’ basis. The more servers there are to
administrate, the greater the need for constant, background-
based monitoring. The more servers there are to administrate, the
more global the monitoring becomes. Overwhelmed administra-
tors want to know only about impending disasters such as table-
spaces about to fill or objects about to reach their MAXEX-
TENTS, and about the status of certain processes. Many items
that can cause downtime can be monitored and corrected pro-
actively.”

OracleUnleashed at 449-50: “Transactional processing is the activ-
ity engaged in by end users in the population and manipulation of
data in the database for a particular application. Most of these

370 Id
ST,
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when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.
continued

transactional commands involve the INSERT, UPDATE, and DE-
LETE statements, although they’re often transparent to the user.
Anymore, users need have very little, if any, knowledge of the un-
derlying database system to manipulate the data within it. I# is the
DBA’s responsibility to periodically monitor the database during
peak transactional activity, searching for bottlenecks and re-
source contention. One of the primary concerns with transactional
activity is the management of the rollback segments. The database
should be able to handle all concurrent transactions effectively. If
the database is not monitored during transactional activity and
adjusted appropriately, company productivity will inevitably suf-

fer.”

OracleUnleashed at 338: “Transaction processing is the heart of
any RDBMS. In fact, without transaction processing there would
be no reason to have an RDBMS.”

OracleUnleashed at 468: “What to Monitor_... Some common
things to monitor from a DBA perspective:

Rollback segment contention

Space allocation/usage

User sessions

Segment fragmentation

Fragmented free space

Temporary segments

Memory usage

Summarized space statistics

Overall database activity

Oracle processes

Archived redo log files

Table and row locks”

OracleUnleashed at 424: “The Net8 Name Services has the ability
to cache names at the client for much faster resolution, and the
various listeners and connection managers register as available
with Names Services.”

OracleUnleashed at 443-44: “There are three main reasons to mon-
itor a UNIX and/or a database server. The first is to be proactive
rather than reactive with error resolution. Downtime can be mini-
mized if the administrators know, for example, that certain dy-
namic objects are about to reach their MAXEXTENTS. This can be
easily monitored and corrected without the end user even being
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[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.
continued

aware that there was almost an application-stopping problem. A
reactive approach to this example would be the end user getting
the MAXEXTENTS error, called the help desk or administrator, and
waiting.

The second reason is the ability to tune both the server and data-
base environments using real-time information. Disk I/O usage,
memory usage, swapping, and dozens of other related processes
can be monitored and adjustments made accordingly. Resource in-
tensive SQL, locking situations, and never-ending tasks can all be
monitored and tuned accordingly.

The final reason to monitor is for capacity planning, monitoring
the growth of objects and machine utilization, time of day of
heavy traffic, and so on.”

OracleUnleashed at 591: “System administrators and/or database
administrators should monitor the system level disk drive I/0 and
make sure that it is spread as equally as possible across all availa-
ble drives. Oracle database file I/0 can be monitored with the
Database I/0O SQL statement (Listing 24.1).”

Accordingly, OracleUnleashed discloses monitoring a perfor-
mance criterion of the first location server to determine when it
reaches a predetermined performance limit. Based on OracleUn-
leashed’s teachings, a POSITA would have found it advantageous
to monitor various performance criteria and that those criteria are
indicative of how “healthy” the database is.>’? As a result, a
POSITA would have understood that, when certain performance
criteria are reached, it would be necessary to take corrective ac-
tion.3”3

Performance Tuning: OracleUnleashed also teaches taking vari-
ous fault tolerance steps to address performance concerns. A
POSITA would have understood that, depending on the perfor-
mance factor posing a problem, different steps may be em-
ployed.?” For example, based on OracleUnleashed’s teachings, if
the transaction rate is of primary concern, a POSITA would have
understood that distributing the transactional load across multiple

372 Greene Decl. at p.149.
373 Id. at pp.149-150.
374 Id. at p.150.
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continued

servers would enhance performance.*”’Likewise, if the data on a
server was rarely, if ever changed, a POSITA would have under-
stood the desirability to reduce the frequency of updating any mir-
rored versions of the server because frequent updates would waste
processing capacity.37¢

Further, OracleUnleashed teaches that two specific tuning
measures are parallelism and partitioning. See, e.g., OracleUn-
leashed at 38-40. For parallelism, OracleUnleashed teaches clon-
ing servers so that users may run simultaneous tasks on the same
sets of data to spread out the processing burden. For partitioning,
OracleUnleashed teaches splitting an entity into smaller pieces or
portions which can be moved to another server, and separately ac-
cessed and to carry their own processing load, but still comprise
one copy of the full “set.” See OracleUnleashed at 424-25. Oracle-
Unleashed provides multiple examples of partitioning and explains
how it improves performance. See OracleUnleashed at 40.

OracleUnleashed at 26-27: “Some systems are so critical to the op-
eration of a company or organization that people are willing to
spend extra money just to minimize any chance that the systems
will be unavailable. As databases and their associated applications
take over the processing functions of an organization and imple-
ment the basic business processes, up time becomes essential. Re-
alizing this, Oracle has built into its architecture a couple of ways
to increase the system’s tolerance to failures of CPU’s, power
supplies, memory, or disk drives.

The first option that came onto the market to increase fault toler-
ance actually had nothing to do with Oracle itself. Disk drive man-
ufacturers developed technology to mirror disk drives (often re-
ferred to as RAID level 0). RAID 0 causes the operating system to
make duplicate writes to two disk drives. If one disk drive fails,
the operating system can still use the other drive for data storage
and retrieval. There are both hardware-based and software-based
disk mirroring solutions. One Oracle implementation of mirroring
is the capability of mirroring the redo log files. This provides both
performance and security improvement.

The next fault tolerance feature that protects Oracle databases is
the parallel server technology that Oracle has built as an optional
product for the DBMs. This option applies to computer systems

375 Id
376 I,
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continued

where multiple computers can access a common set of disk drives.
The Oracle parallel server coordinates the activity and transac-
tions across the multiple CPUs. It handles the locking that can oc-
cur between the CPUs. Finally, it provides a means for other pro-
cessors to pick up tasks that were being accomplished by a CPU
that fails.

A final fault tolerant feature that is new to Oracle8 is the table and
index partitioning features. Here you are allowed to store different
portions of a given data table (for example, all of the data from
June on one disk and all of the data from July on another). The
search algorithms have been implemented such that if a disk drive
fails, you can still perform queries against the partitioned table as
long as you do not need to access data from the failed partition. If
the June disk drive fails, you can still run all of your July queries.
This can be very useful when you have very large systems where a
certain portion of the data is accessed often (and is therefore a can-
didate for disk mirroring) and the rest of the data is needed infre-
quently.”

OracleUnleashed at 424-425: “A new feature of Oracle8 is that of
partitioning. Partitioning enhances Oracle’s support for very large
databases as partitioning breaks tables and indexes into smaller,
easier-to-manage pieces, storing these pieces at the tablespace
level. Partitioned tables/indexes are nothing more than a logical
collection of tablespaces (see Figure 19.4).

Partitioning greatly enhances database performance. This per-
formance can be monitored and adjusted in a variety of manors.
Read/write activity can be load-balanced among the disk
drives/disk arrays. The Oracle optimizer recognizes partitions and
can select from partitions that contain the data being selected. The
Oracle Parallel Server can divide work based on the number of
partitions.

Availability is higher, backups are easier, and recovery is shorter.
High availability is the single goal of most computer systems. Re-
covery and time to recover are always an issue. Downtime for
maintenance or backups is not possible with some applications.
Machine failures are inevitable. Partitions can be backed up
online, individually, and only the ones that have changes. This
makes the backup/recovery process much quicker. If recovery is
needed, the other partitions not affected are still available online.
Administration and tuning is much easier. Oracle8 partitioning
has many features that make partitions easy to create, move,
split, and so on. One can even swap in an existing non-partitioned
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cation server reaches a
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mance limit.

continued

>

OracleUnleashed at 840: “Data management involves backup, re-
covery, moving data in and out of the database, and data reorgani-
zation in order to take care of fragmentation and performance
problems. In Oracle7 the unit of data management was the table,
while in Oracle8 the unit of data management is a partition. As the
table grows in size, the partition does not necessarily grow in
size; instead, the number of partitions increases. Parallel data
loads can be performed resulting in faster data loads. Partitions
also allow a part of the table to be relocated to another drive.”

OracleUnleashed at 235: “Partitions are designed to allow you to
take a large table or index and split it into multiple pieces based
on one of the attributes associated with that table (for example, a
date). The partitions are stored on separate tablespaces. While you
could store different tables or indexes in separate tablespaces in
earlier versions of Oracle, Oracle8 extends this concept to enable
you to divide a given table into multiple tablespaces. This provides
you with the following advantages:

o Increased performance as you level the load be-
tween disk drives for a search of a given table. You can
even search partitions in parallel.

. You can alter the storage parameters for different
petitions. For example, old data, which is unlikely to be
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[17.e] transferring a chances, can use minimal pct free and maximum
portion of the identifi- pctused parameters.

ers and associated lo- . If you lose a tablespace due to a disk failure, you
cations to a second can still access data in the other partitions that are not asso-
data location server ciated with the failed disk drive.

when a performance o You can back up and recover the partitions individ-
criterion of the first lo- ually. Here you can stop backups for old, static data and in-
cation server reaches a stead back up only the data that is changing frequently.

predetermined perfor-

mance limit. ) ..
The following example shows how to create a partitioned table:

continued
Create table addresses (employee id number (10),
Street varchar2(25),
City varchar2(25),
State varchar2(2),
Zip_code varchar2(5),
Effective date date),

Partition by range (zip_code)
(partition values less than (30000) tablespace add1,
(partition values less than (60000) tablespace add2,

(partition values less than (90000) tablespace
add3);

If you are not dealing with large tables or indexes, you may way to
consider partitioning for the reliability factor. You might also want
to consider partitioning if you have a moderate size table that is
the limiting factor for performance because it is accessed all of the
time (and it is too big to cache in memory). Otherwise, you can
stick to simple, nonpartitioned tables.”

OracleUnleashed at 235: “Table partitioning. This is a big im-
provement when it comes to very large tables. Here you can divide
a table into multiple sections based on some logical index value
(divide an Orders table into sections based on month ordered, for
example). Each section can be placed on a separate disk drive.
One advantage to this arrangement is that Oracle is smart enough
to know which sections are needed. When performing a query, it
ignores the partitions that are not needed, thereby reducing the
amount of data that must be scanned. 1t can also enhance reliabil-
ity in that you can operate the database with a given section of a
table down due to a failed disk drive or some other reason. You
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[17.e] transferring a cannot issue queries that require information from the missing sec-
portion of the identifi- | tion; however, you can issue queries against the other section and
ers and associated lo- | add new data to another section.”
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.

continued

Further, a POSITA would have understood that Names Servers
would be candidates for partitioning because they may be “the
limiting factor for performance because it is accessed all of the
time (and it is too big to cache in memory).”’” OracleUnleashed
at 235. So, as Mr. Greene confirms, a POSITA would be moti-
vated to separate the set of OracleNamesAdminGuide’s location
information data into separate portions and transfer some portion
of them onto a separate server to improve the performance.?”®

Accordingly, OracleUnleashed provides motivation to have Ora-
cleNamesAdminGuide transfer a portion of a table or aggregate
set of information to a second server through the process of parti-
tioning.3”® To the extent that OracleNamesAdminGuide doesn’t
describe partitioning for a specific application to location servers,
it would have been obvious to a POSITA to apply this perfor-
mance correcting process to location servers based on OracleUn-
leashed’s teachings 3

For the reasons set forth in Section Error! Reference source not
found. on motivation to combine, a POSITA would have been
motivated to transfer a portion of OracleNamesAdminGuide’s
identifiers and associated locations to a second Names Server
when a performance criterion of a first Names Server reaches a
predetermined performance limit, based on OracleUnleashed’s
teachings.*3' A POSITA at the time would have known that any
poor performance on the system can affect overall performance
and how quickly user requests are fulfilled.?®? As a result, a
POSITA would have been motivated to ensure that every server
and process works at optimal capacity, including both data storage
servers and the supporting location servers.*®3 This would have

377 Greene Decl. at p.154.
378 ]d
379 Id
380 74
381 7,4
382 74
383 1,4
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[17.e] transferring a furthered OracleNamesAdminGuide’s stated goal to handle large
portion of the identifi- | datasets and process queries to locate the requested data “lightning
ers and associated lo- | fast.” To that end, OracleNamesAdminGuide’s disclosure of addi-
cations to a second tional Names Servers would be combined with OracleUnleashed
data location server partitioning in response to performance monitoring to balance the
when a performance load on the Names Servers. This is because “[t]here is also an is-
criterion of the first lo- | sue of network loading, or load balancing. Although any given
cation server reaches a | Names Server is only engaged for a short period of time when a
predetermined perfor- | client initiates a connection, the goal is to keep name resolutions
mance limit. lightning fast. With a very large volume of clients, or applications

continued | requiring many connections, load balancing across multiple
Names Servers can increase system performance.” See Oracle-
NamesAdminGuide at 60.38

In sum, based on the teachings of OracleNamesAdminGuide and
OracleUnleashed, it would have been obvious to a POSITA to
transfer a portion of the identifiers and associated locations to a
second data location server when a performance criterion of the
first location server reaches a predetermined performance limit.3%

3. OracleNamesAdminGuide in View of OracleUnleashed Renders Obvi-
ous Dependent Claims 23, 24, and 30.

The below claim charts show that the combination of OracleNamesAdminGuide and Ora-
cleUnleashed discloses or renders obvious each element of claims 23, 24, and 30, which depend
from independent claim 17.

Claims 23 and 24 recite that the performance criterion includes either a transaction rate
limit or the first location server’s amount of persistent available storage. And claim 30 recites
monitoring the performance criterion and having the “transferring” step be automatic. Based on
OracleUnleashed’s teachings, a POSITA would have found it obvious to have the “transferring”

step be automatic and for the performance criterion to include a transaction rate limit or amount

384d at pp.154-155.
385 Id. at p.155.
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of persistent available storage. Thus, the prior art establishes that claims 23, 24, and 30 are obvi-

ous.

[23] The method of OracleNamesAdminGuide in view of OracleUnleashed renders
claim 17, wherein the | obvious this claim. As discussed for claim element 17.e, Oracle-
performance criterion | NamesAdminGuide in view of OracleUnleashed renders obvious a
comprises an amount | first Names Server transferring a portion of location information
of available persistent | associated with identifiers to a second Names Server when a per-
storage space in the formance criterion of the first Names Server reaches a predeter-
first location server. mined performance limit.

OracleUnleashed’s teachings would have motivated a POSITA to
modify OracleNamesAdminGuide’s method to render obvious this
claim.*% As discussed for claim element 17.e, OracleUnleashed’s
teachings render obvious a first Names Server transferring a por-
tion of location information associated with identifiers to a second
Names Server when a performance criterion of the first Names
Server reaches a predetermined performance limit.

Further, OracleUnleashed highlights the importance of storage ca-
pacity and availability as a critical aspect of the database to plan
for and monitor. In particular, OracleUnleashed describes features
of Oracle that address such a concern and provides ways for the
system to adjust and account for limitations while maintaining per-
formance capabilities.*®” To the extent that OracleNamesAdmin-
Guide alone doesn’t disclose the additional limitations of this
claim, a POSITA would have found those limitations obvious
based on OracleUnleashed’s description of the interplay between
disk space utilization and connection performance.’¥ A POSITA
would have been motivated to prevent performance failures by
placing a limit on available persistent storage in OracleNamesAd-
minGuide’s first Names Server.’%’

E.g., OracleUnleashed at 468: “What to Monitor ... Some com-
mon things to monitor from a DBA perspective:

. Rollback segment contention
. Space allocation/usage
o User sessions
386 Greene Decl. at p.155.
387 Id. at pp.155-156.
388 Id. at p.156.
389 4
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[23] The method of
claim 17, wherein the
performance criterion
comprises an amount
of available persistent
storage space in the
first location server.
continued

Segment fragmentation
Fragmented free space
Temporary segments
Memory usage
Summarized space statistics
Overall database activity
Oracle processes

Archived redo log files
Table and row locks|[.]”

OracleUnleashed at 482: “Database maintenance involves the reg-
ular monitoring of the database. In order to perform good mainte-
nance you must be proactive, studying the activities that occur in
the database, such as space utilization, database growth, user func-
tionality, and so on.”

OracleUnleashed at 87: “Leave yourself at least a 10 to 20 percent
margin for error when sizing the disk space for your software.”

OracleUnleashed at 435: “Oracle manages its space inside the ta-
blespace in units called extents... Extents are preallocated units of
disk space assigned individually to data-oriented objects...Data-
blocks are inserted until the percent of the block is within PCT-
FREE of being full. Inserts will not be allowed again in the data
blocks until the percentage of free space reaches PCT USED.
Free space in blocks is accomplished through deletes or updates
that make fields smaller.”

OracleUnleashed at Listing 19.5:

Lignan B85, Truste LRbI& SYMIAN TAWPLE.

RBBER {4} NOT ML,
v

OracleUnleashed at 511: “The Tuning Pack includes a product
called Tablespace Manager that enables you to coalesce free space
in your tablespaces and deallocate unused space from objects,
freeing the space for use once again.”
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[23] The method of
claim 17, wherein the | OracleUnleashed at 436: “The next two sections will discuss in de-
performance criterion | tail how to arrive at a fairly accurate estimate of the amount of
comprises an amount | space in bytes required to hold certain objects.”
of available persistent
storage space in the OracleUnleashed at 213: “One of the biggest problems for data-
first location server. base administrators in the past was running out of space for a new
continued | extent within a tablespace. You had to be constantly vigilant to en-
sure you had both enough space and large enough blocks of con-
tiguous space to accommodate table and index growth.”

Further, OracleUnleashed describes monitoring storage levels to
determine when to take responsive steps. The Oracle system uses
“extents” as units of storage. OracleUnleashed discloses monitor-
ing the extents to see when the maximum number for a server is
reached to proactively correct it before it causes an issue for the
user. 3%

E.g., OracleUnleashed at 471: “The first is to be proactive rather
than reactive with error resolution. Downtime can be minimized
if administrators know, for example, that certain dynamic ob-
jects are about to reach their MAXEXTENTS. This can easily
be monitored and corrected without the end user even being aware
that there was almost an application stopping problem. A reactive
approach to this example would be the end user getting the
MAXEXTENTS error, calling the help desk or administrator, and
waiting.”

OracleUnleashed at 473: “The following query (Listing 19.6) can
be used to monitor both growth and the number of extents as well
as the maximum number of extents assigned. A DBA should
watch for tables that are getting close to their maximum number of
extents. A DBA should monitor the number of extents and check
for extent interleaving among various tables in the same table-
space (see Chapter 24 for more details on tablespace fragmenta-
tion).

3% Greene Decl. at p.157.
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[23] The method of
claim 17, wherein the
performance criterion
comprises an amount
of available persistent
storage space in the
first location server.
continued

If Oracle is having problems starting or stopping, or if there are
abnormalities with any of the Oracle processes, the ‘alert.log’ in
the Oracle dump dest (see init.ora file or query v$parameters for
location of dump <lest) can help identify the processes and any as-
sociated Oracle error that was issued. There is some other infor-
mation in this file as well, including all of the parameters used to
start the Oracle instance, and, upon shutdown, the license high wa-
ter mark, the current log, and the order in which things were shut
down.”

For the reasons set forth in Section Error! Reference source not
found. on motivation to combine, a POSITA would have been
motivated for OracleNamesAdminGuide’s system to use a perfor-
mance criterion that monitors an amount of available persistent
storage space in the first Names Server, based on OracleUn-
leashed’s teachings.?*! This would have furthered the Names
Server system’s ability to store a large number of locations and
identifiers in total 3> For a system containing large volumes of in-
dividual tables and locations where the storage space was a limita-
tion, a POSITA would have been motivated to set this as a perfor-
mance criterion to employ a second Names Server and spread the
location and identifier data between the two servers to reduce the
concern.?”?

[24] The method of OracleNamesAdminGuide in view of OracleUnleashed renders
claim 17, wherein the | obvious this claim. As discussed for claim element 17.e, Oracle-
performance criterion | NamesAdminGuide in view of OracleUnleashed renders obvious a
comprises a transac- first Names Server transferring a portion of location information
tion rate limit. associated with identifiers to a second Names Server when a per-
formance criterion of the first Names Server reaches a predeter-
mined performance limit.

P11d. at p.158.
392 74
393 14
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OracleUnleashed’s teachings would have motivated a POSITA to
[24] The method of modify OracleNamesAdminGuide’s method to render obvious this
claim 17. wherein the | claim.?** As discussed for claim element 17.¢, OracleUnleashed’s
performa;nce criterion | teachings render obvious a first Names Server transferring a por-
comprises a transac- tion of location information associated with identifiers to a second
tion rate limit. Names Server when a performance criterion of the first Names

continued | Server reaches a predetermined performance limit. Further, Ora-
cleUnleashed explains that transaction rates is an important aspect
of the database to monitor.

E.g., OracleUnleashed at 338: “Transaction processing is the
heart of any RDBMS. In fact, without transaction processing there
would be no reason to have an RDBMS.”

OracleUnleashed 449-50: “Transactional processing is the activ-
ity engaged in by end users in the population and manipulation of
data in the database for a particular application. Most of these
transactional commands involve the INSERT, UPDATE, and DE-
LETE statements, although they’re often transparent to the user.
Anymore, users need have very little, if any, knowledge of the un-
derlying database system to manipulate the data within it. It is the
DBA’s responsibility to periodically monitor the database during
peak transactional activity, searching for bottlenecks and resource
contention. One of the primary concerns with transactional activity
is the management of the rollback segments. The database should
be able to handle all concurrent transactions effectively. If the da-
tabase is not monitored during transactional activity and ad-
justed appropriately, company productivity will inevitably suf-

fer.”

OracleUnleashed at 468: “What to Monitor ... Some common

things to monitor from a DBA perspective:
¢ Rollback segment contention

Space allocation/usage

User sessions

Segment fragmentation

Fragmented free space

Temporary segments

Memory usage

Summarized space statistics

Overall database activity

Oracle processes

394 Id. at p.159.
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[24] The method of
claim 17, wherein the
performance criterion
comprises a transac-
tion rate limit.
continued

e Archived redo log files
e Table and row locks[.]”

OracleUnleashed at 221: “If you run out of transaction space for
a table, new transactions have to wait until transaction space is
freed up by existing transactions completing.”

As Mr. Greene explains, a POSITA would have understood that
any system, including OracleNamesAdminGuide’s, allocates finite
space for transactions and that this finite space comprises a “rate
limit.”3% To the extent Patent Owner asserts, that Oracle-
NamesAdminGuide doesn’t teach the claimed “transaction rate
limit,” it would have been obvious to a POSITA to apply a tar-
geted transaction rate in order to monitor transactional activity and
prevent processing failure 3¢ Further, a POSITA would have un-
derstood that setting a transaction rate limit furthers Oracle-
NamesAdminGuide’s stated goal of “lightning fast” responses.*®’

For the reasons set forth in Section Error! Reference source not
found. on motivation to combine, a POSITA would have been
motivated for OracleNamesAdminGuide’s system to use a perfor-
mance criterion that monitors a transaction rate limit, based on Or-
acleUnleashed’s teachings.’*® For a system with a high transaction
volume where processing capability and time are concerns, a
POSITA would have been motivated to set a transaction rate limit
as a performance criterion and to employ a second Names Server
which could handle a portion of the transactions for the system
and improve performance times.?*’

[30] The method of
claim 17, wherein
transferring a portion
of the identifiers and
associated locations to
a second location
server when a perfor-
mance criterion of the
first data location

OracleNamesAdminGuide in view of OracleUnleashed renders
obvious this claim. As discussed for claim element 17 ¢, Oracle-
NamesAdminGuide in view of OracleUnleashed renders obvious a
first Names Server transferring a portion of location information
associated with identifiers to a second Names Server when a per-
formance criterion of the first Names Server reaches a predeter-
mined performance limit.

395 Greene Decl. at p.160.

396 Id
397 Id
398 Id
399 Id
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server reaches a prede- | Further, OracleUnleashed teaches the desirability in anticipating
termined performance | problems and in creating an alert when a performance criterion
limit further comprises | reaches a specific level. See e.g., OracleUnleashed at 433: “Moni-
monitoring the perfor- | toring and troubleshooting really go hand-in-hand. Problems are

mance criterion and generally easier to correct before they become problems. Many of
automatically transfer- | the tasks that would fall into the troubleshooting area, such as cer-
ring the portion of tain messages in the alert.log file, can be monitored and, some-

identifiers and associ- | times, fixed programmatically.”
ated locations when
the first location
server reaches the pre-
determined limit.

Based on OracleUnleashed’s teachings, a POSITA would have
found it obvious to automate transferring the portion of identifiers
and associated locations when the first Names Server reaches a
predetermined limit.**° For example, an administrator could add a
script setting up a minimum storage space available of 500,000
bytes or a maximum of 100 transaction requests/second to trigger
the addition of another Names Server to provide the desired loca-
tion information to users. If the space available goes below
500,000 bytes or the requested transactions goes above 100/sec-
ond, then the script would automatically add a new Names server
and transfer a portion of the location and identifier information
onto the second Names server. This would be obvious for a
POSITA in order to maintain consistent performance without de-
voting constant administrator involvement. 0!

See also, OracleUnleashed at 444: “Many problems can be re-
solved before they become problems with a little proactive work
(and monitoring) by the DBA.”

As an example, if the performance criterion and limit weren’t pre-
determined, a POSITA would have understood that Oracle-
NamesAdminGuide’s location server could fail before the applica-
tion of a correction. A POSITA would have appreciated that hav-
ing a location server down would prevent requests from being ful-
filled and take that entire portion of the database offline harming
both users (salespeople, analysts, etc.) and company productivity
as a whole *%? As a result, based on OracleUnleashed’s teachings,

400 7d. atp.161.
401 74
402 17
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[30] The method of
claim 17, wherein
transferring a portion
of the identifiers and
associated locations to
a second location
server when a perfor-
mance criterion of the
first data location
server reaches a prede-
termined performance
limit further comprises
monitoring the perfor-
mance criterion and
automatically transfer-
ring the portion of
identifiers and associ-
ated locations when
the first location
server reaches the pre-
determined limit.
continued

a POSITA would have found it obvious to predetermine the per-
formance criterion rather than having the system attempt to iden-
tify the criterion after the occurrence of a problem *%3

Regarding the claimed “automatically transferring” limitation, Or-
acleUnleashed teaches that “[m]anual intervention still has its
place for many tasks, but the automation of most database sys-
tems has drastically increased.” OracleUnleashed at 448. This in-
cludes references to automating functions outside of the standard
Oracle system based on the needs of the individual environment
within which the system operates. Based on OracleUnleashed’s
teachings, a POSITA would have found it obvious to use a script
to automate transferring the portion of identifiers and associated
locations when OracleNamesAdminGuide’s first Names Server
reaches a predetermined limit.*** For example, an administrator
could add a script setting up a minimum storage space available of
500,000 bytes or a maximum of 100 transaction requests/second to
trigger the addition of another Names Server to provide the desired
location information to users. If the space available goes below
500,000 bytes or the requested transactions goes above 100/sec-
ond, then the script would automatically add a new Names server
and transfer a portion of the location and identifier information
onto the second Names server. This would be obvious for a
POSITA in order to maintain consistent performance without de-
voting constant administrator involvement.*03

E.g., OracleUnleashed at 482: “After monitoring scripts are in
place, the scripts can be automated along with many other data-
base-related tasks. Oracle provides the database user a means of
scheduling jobs by placing them in a job queue. The scheduling of
periodic tasks allows database users (especially the DBA) the op-
portunity to organize database activities effectively and often al-
lows for the automation of our otherwise mundane tasks.”

OracleUnleashed at 448: “Many of the features in Enterprise Man-
ager can be customized according to each database, helping the
DBA to monitor and manage multiple databases with ease. Manual
intervention still has its place for many tasks, but the automation

403 14
404 1d. at pp.161-162.
405 1d. at p.162.
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[30] The method of
claim 17, wherein
transferring a portion
of the identifiers and
associated locations to
a second location
server when a perfor-
mance criterion of the
first data location
server reaches a prede-
termined performance
limit further comprises
monitoring the perfor-
mance criterion and
automatically transfer-
ring the portion of
identifiers and associ-
ated locations when
the first location
server reaches the pre-
determined limit.
continued

of most database systems has drastically increased with cli-
ent/server technology.”

OracleUnleashed at 448: “Just as important as monitoring and reg-
ular maintenance is auditing. Auditing is another way of monitor-
ing the database, in that the DBA can easily measure events that
occur in it. After you have set up processes to audit the database’s
activity and monitor its elements, you can use job queues to sched-
ule jobs at the database level. In other words, much of the moni-
toring and auditing process can be automated.”

OracleUnleashed at 213: “One feature of Oracle8 that became
available with Oracle 7.3 is the automatic sizing of data files op-
tion. One of the biggest problems for database administrators in
the past was running out of space for a new extent within a table-
space. You had to be constantly vigilant to ensure you had both
enough space and large enough blocks of contiguous space to ac-
commodate table and index growth.”

OracleUnleashed at 563: “Automatic Archive redo log mode is
easy to implement.”

OracleUnleashed at 576: “Listing 23.6 automates the cold backup
procedure by utilizing techniques of extracting information from
Oracle’s data dictionary and not depending on an error-prone
manually maintained list.”

OracleUnleashed at 410: “Dialing in to run jobs is no fun and
completely unnecessary. Even if you’re on an operating system
that does not adequately support job scheduling, you can let the
database take care of itself by using the DBMS JOB package.
Spend the weekend skiing instead.”

Based on the teachings above, to the extent Patent Owner asserts
that OracleNamesAdminGuide’s alone doesn’t teach or render ob-
vious automate such processes, it would have been obvious to a
POSITA to automate the monitoring and tuning of database per-
formance, including the performance of the location servers.*%
Based on OracleUnleashed’s teachings, a POSITA would have
been motivated to automate these processes to ensure the optimal

406 Greene Decl. at p.163.
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[30] The method of performance of the database at all times and to proactively prevent
claim 17, wherein issues from affecting the end user and harming the objectives of
transferring a portion | the database to support those users.*’
of the identifiers and
associated locations to
a second location
server when a perfor-
mance criterion of the
first data location
server reaches a prede-
termined performance
limit further comprises
monitoring the perfor-
mance criterion and
automatically transfer-
ring the portion of
identifiers and associ-
ated locations when
the first location
server reaches the pre-
determined limit.
continued

For the reasons set forth in Section Error! Reference source not
found. on motivation to combine, a POSITA would have been
motivated for OracleNamesAdminGuide’s system to use a perfor-
mance criterion that monitors a transaction rate limit, based on Or-
acleUnleashed’s teachings.**® For those with limited resources to
devote to maintaining performance, a POSITA would have been
motivated to automate tasks and minimize the time necessary for
ongoing and repeated tasks related to maintaining performance. %’
For example, as Mr. Greene explains, a POSITA would have un-
derstood Names Servers routinely need to be added in an expand-
ing system wherein automating the addition of more Names Serv-
ers when the number of transactions or available space or any per-
formance criterion of concern reached a certain level would both
maintain performance of the database system and reduce the time
necessary to do.*?

H. SNQ 3: Claims 17, 23, 24, and 30 Are Obvious Based on Ault in view of
Yocum and Boukobza.

Independent claim 17 and dependent claims 23, 24, and 30 recite a method of scaling ca-
pacity and/or transaction rate capability in a location server in a system having multiple location
servers by providing a transfer protocol configured to transport identifier and location infor-
mation, storing location information at a first location server, receiving an identifier and location

relevant to the identifier at a first location server, and storing the received location in a location

407 14
408 1,7
409 7,7
HO 1d. at. pp.163-164.
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store having multiple identifiers. Claims 17, 23, 24, and 30 also recite using performance criteria
to improve the query functions of the location servers.*!!

Ault discloses a system having data repositories and location server storing location in-
formation wherein a client may request the location of a data entity using an identifier associated
with the entity’s location information.*!? Ault further teaches or renders obvious using a redirect
message to redirect a client to another location server if the initial location server lacks the loca-
tion information responsive to the client’s query.

LRI

To the extent Ault doesn’t disclose all elements of claim 17°s “providing” “storing”, and
“receiving” steps, Boukobza teaches associating an identifier to location information. And re-
garding claim 17’s “transferring” step, Boukobza and Yocum further teach transferring identifi-
ers and associated locations from a first server to a second server when a performance criterion

of the first location server reaches a predetermined performance limit.

1. Reasons to Modify Ault in View of Yocum and Boukobza

As the above overviews show, Ault, Yocum, and Boukobza are in the same field of en-
deavor—managing distributed data processing systems. They contain overlapping disclosures
focused on the similar purposes of identifying bottlenecks in the system to improve efficiency
and resolution of user tasks. Ault describes the use of location servers to store and provide loca-
tion information in response to user requests. Boukobza describes the use of identifiers along
with location information and the protocol to transport them. And Yocum provides high level

tuning methods to optimize distributed system performance and provide access to objects.

H1 See Greene Decl. | 145.
H2 See Ault at 3:1-4, 6:1-9.
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A POSITA would have been motivated to combine these references based on their shared

413

goals of eliminating system bottlenecks, as Mr. Greene details.*’> Yocum teaches its system ad-

dresses the need to “determine[] the resource bottleneck causing the receiver class to miss its
goals.” Likewise, Boukobza touts that it combats “slow reaction times” with “significant gains in
performance.”"* Ault explains that elimination of bottlenecks is a primary benefit of distributed

systems, and maintaining and increasing that benefit would be a strong motivating factor:

[Distributed computing environment] services are protected from a single point of
failure by copying the services and important files to additional hosts in the net-
work. Though many interdependencies exist among DCE components, the central-
ized control allows management of each component independently from the others
whereby independently manageable sub-environments called cells are provided.
Such decentralization minimizes bottlenecks whereby workloads are distributed

among multiple hosts *!3

As Mr. Greene explains, a POSITA would have found Ault’s location servers to be prime
candidates to combine with the teachings of Boukobza and Yocum.*'® As Ault describes, the end
user has “direct access to all files in this distributed file system without knowing where the phys-
ical files reside.”*!” Accordingly, Ault discloses that providing that physical location information

from the following location server process is critical for completing any request on the system:

The file set location server maintains a database 66 of all file sets. This database is
utilized to keep track of the physical locations where file sets are stored. If a DFS
client 52 requires access to one of the file sets, it sends a request first to the file set

location server/database 64, 66 to inquire about the physical location of the file set,

H3 See Greene Decl. § 147,
4 Boukobza at 1:53-2:6.
H5 Ault at 2:12-17.

H6 See Greene Decl. ] 148.
H7 Ault at 5:33-37.
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After receiving location information, the client 52 then contacts the actual particular

DFS file server 54 wherein the particular file set or file system 56 resides.*!®

Boukobza discloses its applicability to distributed systems like the one Ault discloses.
Boukobza describes a wide variety of distributed systems and applicable objects, including “In-
formix, Tuxedo, UNIXsystem, distributed print facility (DPF), etc.”*!® As shown in the below
exemplary code, Boukobza explains its teachings are compatible with various protocols for

transporting identifier and connection information.*°

48 14 at 6:1-9.
419 Boukobza at 3:24-26.
420 14 at 7:1-31.
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As a result, a POSITA would have a reasonable expectation that Boukobza’s teachings
were developed and intended to be used on the location servers for distributed systems like those
described in Ault.*?! Accordingly, a POSITA would not need to modify either Boukobza or Ault
significantly to combine the reference.**?> Because the teachings could be nearly directly applied
as taught, without any significant modification or obstacle in implementation, a POSITA would
have no doubt or uncertainty in their combination.*?* Thus, a POSITA would have a reasonable
expectation of success.*?*

For the above reasons, a POSITA would be motivated to look to Boukobza for its perfor-
mance monitoring and enhancement disclosures. Thus, Ault in view of Boukobza renders obvi-
ous multiple claim elements.

Likewise, Yocum teaches its system helps “enhance the performance of work re-
quests.”*?> A POSITA would have appreciated that Ault’s location servers process work requests
and could benefit from Yocum’s enhancement to overcome the shared concern for “bottlenecks.”
Ault acknowledges that workloads can be “distributed among multiple hosts” to improve perfor-
mance.*?® As a result, a POSITA would look to Yocum’s teachings on how to most effectively
deploy multiple servers on a distributed system. As Yocum provides, it was well established in

the prior art that the most effective way to manage multiple systems is with a queue:

21 Greene Decl. § 150.
422 ]d

4231y

24y

25 Yocum at 1:27-28.
426 Ault at 2:16-17.
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Systems in which incoming work requests are placed in a queue for assignment to
an available server are well known in the art. Since the frequency at which the in-
coming requests arrive may not be readily controlled, the principal means of con-
trolling system performance (measured by queue delay or the like) in such a queued
system is to control the number of servers. Thus, it is known in the art to start an
additional server when the length of the queue being served reaches a certain high
threshold or to stop a server when the length of the queue being served reaches a

certain low threshold.*?’

Accordingly, because Ault expressly contemplates the use of additional servers, and
Yocum describes the well-established prior art method of using a queue to manage multiple serv-
ers, a POSITA would have an expectation of success in combining the two and wouldn’t be bur-
dened with any undue effort in doing so.

2. Ault in View of Boukobza and Yocum Renders Obvious Claim 17.

Independent claim 17 recites a method of handling location queries in a network having a
first location server transfer a portion of location information and associated identifiers to an-
other location server based on performance criteria, such as available storage space and transac-
tion rate limits. Boukobza and Yocum teach transferring information in a distributed system like
Ault’s system based on performance criteria like available storage space and transaction rate lim-
its. Based on Boukobza’s teachings, a POSITA would have found it obvious to have Ault’s loca-
tion server transfer a portion of location information and associated identifiers to another loca-
tion server based on performance criteria.*?® Thus, the prior art establishes that claims 17 is obvi-

ous.

27 Yocum at 1:13-23.
428 See Greene Decl. § 154.
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The below claim charts show that the combination of Ault, Yocum, and Boukobza dis-

closes or renders obvious each element of claim 17.4°

[17.preamble] A s preamble is limiting, Au
method of scaling at ing location information.
least one of capacity

and transaction rate Claimed “location information”: As explained above in Section
capability in a location | III.D, a POSITA would have understood that Ault’s location infor-
server in a system mation for connecting on distributed computing environments

having a plurality of | (“DCE”) is the claimed “location information.”*3

location servers for
storing and retrieving | See Ault at 3:1-4: “Additional components of DCE depicted in
location information, | FIG. 2 are as follows. A directory service 20 provides a way for
wherein each of the users to name and locate objects, and is centrally positioned as a
plurality of location keystone of the architecture.”

servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

429 To establish obviousness, there is no requirement that the prior art be enabling. See ABT Sys.,
LLC v. Emerson Elec. Co., 797 F.3d 1350, 1360 (Fed. Cir. 2015); Symbol Tech., Inc. v. Opticon,
Inc., 935 F.2d 1569, 1578 (Fed. Cir. 1991). But even if the prior art references did have to be en-
abling, Boukobza uses specific examples of systems which were fully functional and operational
products that existed before the *978 Patent, and explains how its teaching can be applied to it.
Manuals, and specifically software manuals, have consistently been found to be enabling, even
when there are differences between the manual and the related product. See Stored Value Sols.,
Inc. v. Card Activation Techs., Inc., 499 F. App’x 5, 15 (Fed. Cir. 2012); Microstrategy Inc. v.
Bus. Objects Americas, 410 F. Supp. 2d 348, 362-63 (D. Del. 2006), aff’d, 238 F. App’x 605
(Fed. Cir. 2007).

+30 Greene Decl. at p.169.
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[17 preamble] A
method of scaling at

e

A NISTRIBUTED COMPUTING ENVIRONMENT ARCHITECTURE

least one of capacity APPLICATIONS i
and transaction rate

capability in a location | DISKLESS OTHER DISTRIBUTED 30
server in a system %%iﬁﬁ?g % SERVICES (FUTURE}
having a plurality of

location servers for DISTRIBUTED FILE

. .. Y} SECURITY 28 MANAGE-
storing and retrieving ; SERVIGES — MENT

location information,

. % 3 DIRECTORY
wherein each of the THE PIRELTORY Fué\zggéggis%%

: : 16 ti . SERVICE 8
plurality of loca‘qon 18 2 2 (FUTURE) =
servers stores unique
set Qf location infor- / REMOTE PROCEDURE
mation of an aggregate | g CALLANé)Eg{&ECSEEqNTAWN
set of location infor- / o i
mation, the method  w— e
comprising: THREADS 3

continued | OPERATING SYSTEMAND ©
: THRANSPORT SERVICES ~

FiG. 2 PRIOR ART

Ault at 6:1-9: “If a DFS client 52 requires access to one of the file
sets, it sends a request first to the file set location server/database
64, 66 to inquire about the physical location of the file set. After
receiving location information, the client 52 then contacts the ac-
tual particular DFS file server 54 wherein the particular file set or
file system 56 resides.”

Ault at 2:37-41: “The DCE environment further provides, by
means of such DFS, a database storing the location of all files in
the file service. When files move, the DFS automatically updates
the database of the new location.”

To the extent element 17 preamble may be limiting, Ault discloses
a location server for storing and retrieving location information as
part of the well-established prior art. Ault describes using identifi-
ers to obtain this location information.
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[17 preamble] A A POSITA would have understood that the identifiers and re-
method of scaling at quested data must have a 1:1 relationship in order to function cor-
least one of capacity rectly 3! If there was no stored 1:1 relationship, a user would not
and transaction rate be able to properly identify the desired data with an identifier. A
capability in a location | POSITA would have further understood that a single table or data
server in a system entity may be stored in multiple locations.**? For example, the data
having a plurality of | may be replicated across multiple servers to allow multiple users
location servers for to access it at once. The data may also be partitioned across multi-

storing and retrieving | ple servers with a portion on each one. A POSITA would have un-
location information, | derstood that a single identifier would be used to identify all por-

wherein each of the tions distributed into different server locations. As a result, a
plurality of location POSITA would have understood Ault discloses or renders obvious
servers stores unique | the 1:many relationships between identifier and location infor-

set of location infor- mation. 33

mation of an aggregate

set of location infor- As Mr. Greene explains, a POSITA would have understood that
mation, the method Ault’s file set location server is a “location server” because it is a
comprising: network-attached server that maintains data location and connec-

continued | tion information to service client requests.***

See Ault at 2:36-43: “The DCE environment further provides, by
means of such DFS, a database storing the location of all files in
the file service. When files move, the DFS automatically updates
the database of the new location. Similarly, distributed application
clients may use the DCE directory service to locate associated
servers, thereby providing services which track data and pro-
grams.”

Ault at 5:62-6:9: “Turning now to FIG. 7, DFS clients run the
cache manager 62, which caches data from the file exporter 54A in
memory or on a local disk, such cache manager providing the im-
portant function of improving performance and availability. DFS
server systems desiring to export file sets must register their export
file sets at a system known as the file set location server 64. The
file set location server maintains a database 66 of all file sets. This
database is utilized to keep track of the physical locations where
file sets are stored. If a DFS client 52 requires access to one of the
file sets, it sends a request first to the file set location server/data-
base 64, 66 to inquire about the physical location of the file set.

1 Greene Decl. at p.180.
32 Id. at pp.180-181.

B3 1d. at p.181.

34 1d. at p.170.
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[17.preamble] A After receiving location information, the client 52 then contacts
method of scaling at the actual particular DFS file server 54 wherein the particular file
least one of capacity set or file system 56 resides.”

and transaction rate
capability in a location

Serverin a system 2| ors FILESET ~— reser
having a plurality of | 1| CLENT |< LOCATION LOCATION |
location servers for ; 52 step t: SERVER DATABASE \
storing and retrieving | {77777 getlocation of fleset ¥ :
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate |
set of location infor- :

mation, the method FIG. 7
comprising:

k J

CACHE
MANAGER

FILE
. - FILESET
+| SERVER 56

stap 22
acoess the fle in fiesst 7 fzi‘.

I

PRIOR ART

continued | To the extent the preamble is limiting, Ault renders obvious the
use of multiple location servers. Ault explains that DCE services
can be “protected from a single point of failure by copying the ser-
vices and important files to additional hosts in the network.” Ault
at 2:10-12. Because the location information is vital for complet-
ing transactions on the system, it would be obvious for a POSITA
that the location server’s location information would be a candi-
date for “copying to additional hosts in the network,” which would
produce multiple location servers. Ault provides an exemplary ar-
chitecture supporting the use of multiple location servers orga-
nized using directory services.*3

See Ault at 4:61-5:8: “As but one example, by integrating a dis-
tributed file service 26 with the DCE directory services 20, DFS
thereby allowed users to access files in a consistent manner from
different workstations in a distributed computing environ-
ment. These directory services thereby ensured that the system
utilized a uniform naming convention for all files stored in DFS.
As previously noted, DCE directory services are based upon in-
dustry standards, ensuring that every computer resource in the
world may be identified and accessed with a unique and con-
sistent name --such resources including computers, application
services, and files. Referring to FIG. 4, there is depicted an illus-
tration of how a file located somewhere in a worldwide DCE file

5 1d. at pp.171-172.
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[17 preamble] A system may readily be located using the aforementioned global di-
method of scaling at rectly service (GDS).”

least one of capacity :
and transaction rate 5 S

.. . . ; (s
capability in a location | ‘_‘Jq%c:‘i,

server in a system

g

= ?lwaﬁd’us;‘esffgmggfrepon N
<&

having a plurality of : S

location servers for (\\\

storing and retrieving I

location information, m_\_;\ ost | | 0 bu

wherein each of the ibm k ::? "g@g py \D\

plurality of location A g}
servers stores unique { bob ‘ ’

set of location infor- & report

mation of an aggregate |
set of location infor- FIC. 4 PRIOR ART :
mation, the method I :
comprising:

continued | A POSITA would have understood that a hierarchical structure
like the one in Fig. 4 could deploy a location server for each do-
main in the figure to catalog the files stored in that specific do-
main.*3¢ This would produce the multiple location servers with
distinct location information sets. A POSITA would have under-
stood that the specific performance and needs of the administrative
region would determine whether the additional location would be
necessary.*’” For example, a POSITA would further understand
that an administrative region that contained a large volume of
identifier and location information data may be too large to fit
onto a single location server and may need to be split into two sep-
arate location servers to load balance the performance. See Ault at
2:16-17. Alternatively, a POSITA overseeing an administrative re-
gion where a large number of users were making frequent requests
for location information may determine that performance would
have been improved by partitioning the location server into two
unique servers.**® As Mr. Greene explains, a POSITA would have
understood that partitioning would lower the number of entries
that needed to be searched in order to retrieve the necessary loca-
tion information.**

Y6 Id. atp.172.
8314

38 Id. at pp.172-173.
Y 1d. atp.173.
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[17 preamble] A Based on the above teachings, Ault discloses or renders obvious a
method of scaling at second location server comprising a second set of connection de-
least one of capacity scriptors (i.e., location information) wherein at least a portion of
and transaction rate the second set of location information differs from the first set of

capability in a location | location information.
server in a system
having a plurality of | Further, the below analysis regarding claim elements 17.a-17.¢

location servers for shows how Ault discloses, or renders obvious alone or in view of
storing and retrieving | Boukobza and Yocum, scaling a capacity and/or transaction rate
location information, | capability in a location server for storing and retrieving location
wherein each of the information wherein each location server stores a unique set of lo-
plurality of location cation information, and is incorporated herein.
servers stores unique
set of location infor- To the extent that Ault doesn’t disclose or render obvious the scal-
mation of an aggregate | ing or multiple location servers of 17.preamble, Yocum renders
set of location infor- these aspects obvious. Specifically, Yocum discloses a system us-
mation, the method ing multiple servers to optimize performance in a scalable man-
comprising: ner.#0

continued

See Yocum at 1:66-2:3: “The present invention relates to a method
and apparatus for controlling the number of servers in a cluster of
information handling systems in which incoming work requests
belonging to a first service class are placed in a queue for pro-
cessing by one or more servers.”

Yocum at 2:28-32: “The present invention allows system manage-
ment of the number of servers across a cluster of system for each
of a plurality of user performance goal classes based on the perfor-
mance goals of each goal class.”

Yocum at 10:37-56: “FIG. 4 shows the logic flow to assess im-
proving performance by starting additional servers 163. FIGS. 4-6
illustrate the steps involved in making the performance index delta
projections provided by the fix means 118 to the net value means
124. At 1401, a new number of servers 163 is selected to be as-
sessed. The number must be large enough to result in sufficient re-
ceiver value (checked at 1405) to make the change worthwhile.
The number must not be so large that the value of additional serv-
ers 163 is marginal, for example, not more than the total number
of queued and running work requests 162. The next step is to cal-
culate the additional CPU the additional servers 163 will use; this
is done by multiplying the average CPU used by a work request by
the additional servers 163 to be added.

0 Greene Decl. at p.173.
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

At 1402, the projected number of work requests 162 at the new
number of servers 163 is read from the server ready user average
graph shown in FIG. 5. At 1403, the current and projected queue
delays are read from the queue delay graph shown in FIG. 6. At
1404, the projected local and multisystem performance index del-
tas are calculated.”

e 1401
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[17 preamble] A Yocum at Abstract: “Each system then determines the resource
method of scaling at bottleneck causing the receiver class to miss its goals. If the re-
least one of capacity source bottleneck is the number of servers, each system deter-

and transaction rate mines whether and how many servers should be added to the re-
capability in a location | ceiver class...To ensure the availability of a server capable of pro-
server in a system cessing each of the work requests in the queue, each system deter-
having a plurality of | mines whether there is a work request in the queue with an affinity
location servers for only to a subset of the cluster that does not have servers for the

storing and retrieving | queue and, if so, starts a server for the queue on a system in the
location information, | subset to which the work request has an affinity.”

wherein each of the
plurality of location Yocum at 8:32-43: “In FIG. 1 the number 107 of servers 163 is
servers stores unique | shown stored in the class table entry 106, which might be taken to

set of location infor- imply a limitation of one queue 161 per class. However, this is
mation of an aggregate | merely a simplification for illustrative purposes; those skilled in
set of location infor- the art will recognize that multiple queues 161 per class can be in-
mation, the method dependently managed simply by changing the location of the data.
comprising: The fundamental requirements are that the work requests 162 for a

continued | single queue 161 have only one goal, that each server 163 has
equal capability to service requests, and that a server cannot ser-
vice work on more than one queue 161 without notification from
and/or to the workload manager 105.”
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[17 preamble] A
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Yocum at 1:13-23: “Systems in which incoming work requests are
placed in a queue for assignment to an available server are well
known in the art. Since the frequency at which the incoming re-
quests arrive may not be readily controlled, the principal means of
controlling system performance (measured by queue delay or the
like) in such a queued system is to control the number of servers.
Thus, it is known in the art to start an additional server when the
length of the queue being served reaches a certain high threshold
or to stop a server when the length of the queue being served
reaches a certain low threshold.”
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[17 preamble] A To the extent that Ault and Yocum doesn’t disclose or render ob-
method of scaling at vious any limitations of claim element 17.preamble, Boukobza
least one of capacity discloses or renders obvious those elements.**! For instance, Bou-
and transaction rate kobza describes providing user access to a distributed database.
capability in a location | Boukobza at 18:18-23. And Boukobza describes that user access
server in a system to a distributed database can be measured by a variety of perfor-
having a plurality of mance factors including transaction rate, storage capacity, etc.
location servers for Boukobza at 34:43-51. And Boukobza describes various corrective

storing and retrieving | steps that can be taken to address performance concerns. Bou-
location information, | kobza at 33:60-67, 15:2-32. Boukobza teaches users accessing the

wherein each of the database through SQL*Net functionalities for requesting and re-
plurality of location ceiving location information. Boukobza at 18:18-23.

servers stores unique

set of location infor- Further, Boukobza teaches scaling. See, e.g., Boukobza at 34:52-
mation of an aggregate | 35:22: “In conclusion, according to the present monitoring pro-
set of location infor- cess, the use of autonomous agents makes it possible to ensure the
mation, the method proper running of the applications monitored in all of the nodes by
comprising: means of an autonomous and efficient decision processing applied

continued | locally to the objects to be processed, when necessary to very rap-
idly feedback the useful information from the nodes to be moni-
tored to the management node, and to automatically initiate ac-
tions on certain conditions or possibly to recommend an action. In
this way, an effective monitoring of the objects functioning in the
plurality of nodes is ensured and a significant increase in perfor-
mance is obtained due to the independent capacity available to the
various autonomous agents in their operation, the process applied
in this case making it possible to measure specific parameters of
each object, to test conditions on these parameters relative to
thresholds, and then to execute an action in order to warn of a
problem, to reconfigure or to correct. Measurements are collected
in order to perform a later analysis for purposes of a statistical ex-
amination of the activity monitored. These collected measure-
ments relate to all the types of objects to be monitored, for exam-
ple, in this case instances such as data bases like Oracle or In-
formix, applications such as Tuxedo, Various machines or any one
machine, a Distributed Print Facility (DPF), etc. Also, the syn-
thetic aspect of a defined generically global object offers substan-
tial freedom of action and allows efficient use of the tree structure
concept with a great deal of precision relative to the evolution of
the display granularity obtained. Correlations can be made be-
tween a plurality of different measurements, particularly between
different object types, which means that intertype correlation is ad-

#1 Greene Decl. at p.177.
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

vantageously provided. Moreover, this process is portable to dif-
ferent platforms, due to its total independence from its operating
environment. Since the display occurs by means of a graphical in-
terface specific to this process. This process is also able to allow
any interfacing with any management system, offering the user in-
tegrated management, since the autonomous agents access differ-
ent information through the existing standard protocols.”

Further, Boukobza teaches user access. See, e.g., Boukobza at
15:1-9: “Some non-limiting exemplary embodiments of predefined
Oracle parameters are offered below:

the parameter ‘ORA-- USER—ACCESS’, in which the measure-
ment consists of making a connection attempt using the function
‘connect—string’ supplied to the user; the condition corresponds
to verifying whether the or not the attempt has succeeded, and the
action resides in the analysis of the cause and in the possible re-
start.”

Boukobza at 30:15-19: “Also, relative to the module specific to
Oracle, it must be possible, among other things, to control access
to objects in order to prevent any lockout or suspension (‘abort’)
of the application if the latter wishes to access the base or the Ora-
cle objects.”

Boukobza at 7:38-48: “The user chooses (by means of the inter-
face GUI) the list of objects to be viewed (their icon), in the main
window of the interface GUI. An object in this list that is not se-
lected will only be viewed if a ‘zoom’ is performed on a global
object which contains it. A global object can also be labelled as a
component (COMPONENTS) of a global object and is a compo-
nent of a global object [GLOBAL (a particular Oracle instance is
chosen from the list of objects to be viewed in the main window,
since the users write SQL directly to the base)] since this base is
accessed by a given application.”

Further, Boukobza teaches performance measurements and correc-
tive actions. See, e.g., Boukobza at 33:60-67: “[F]or a given server
in a given node: the average number of queued requests, per
queue. To be done for all the servers. No display. Makes it possi-
ble to know if the number of duplicated servers has changed. If the
average number of queued requests is >10 (the example 10 is
slightly greater than the average number of active clients request-
ing a service from the server) then action to add a server (up to the
max).”
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[17 preamble] A Boukobza at 32:4-16: “Per ‘tablespace’, is the fill rate of the
method of scaling at dbfiles>threshold
least one of capacity X7 If yes, action ‘ORA FREE TS’.

and transaction rate calculates the maximum size of the fragments. If lower
capability in a location | n: than the value of the next ‘extent’ then action

server in a system ‘ORA MAX FRG’ and recording in the file

having a plurality of ‘actionlog.

location servers for comparison of the actual number of ‘extents’ with the

storing and retrieving | maximum allowed ‘MAXEXTENTS’ (defined at
location information, | the creation of the object, in the clause
wherein each of the ‘STORAGE’). In this case, the application using the

plurality of location table will be suspended (‘abort’). This incident must
servers stores unique | be prevented. Action ‘ORA MAX EXT’ if the
set of location infor- object reaches its ‘maxextents’. Recording in

29

mation of an aggregate | ‘actionlog.

set of location infor-

mation, the method Boukobza at 34:43-51: “Finally, relative to specific module ‘sys-

comprising: tem’, it must be possible, among other things, to monitor and
continued | measure the cpu time, the disk Space, the inputs/outputs, the stor-

age, the exchange rate, the number of users, the pagination, the

network, etc. Thus it is possible, for example, to measure the

cpu utilization per second, with default display, or the

input/output rate per second, or to identify the processors

which are the largest users of cpu and collect them in order

to perform an autonomous analysis (‘offline’, thc).”

Boukobza at 15:18-33: “[T]he parameter ‘ORA-- FRAGMENT—
TS’, in which the measurement consists of verifying the condition
which corresponds to the case in which the largest of the extents
(‘MAX—EXTENTS”) of the tables of the table space (‘Table-
space’) is smaller than the largest hole of the table space, and if
this condition is true, of sending an action proposition window in
which it is indicated that the fable space (‘Tablespace’) must be
reorganized according to the following propositions:

either a file is automatically created to enlarge the table space
(‘Tablespace’),

or it requests when a standard ‘export-- operation-- tables/import’
command is to be executed,

or the administrator is requested to program the start of his reor-
ganization utility.

the parameter ‘'ORA—SCANLOG?’, in which the Oracle errors to
be processed in the file ‘alert.log’ are predefined. A predefined ac-
tion class corresponds to each error.”
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

Regarding the claimed “location information,” Boukobza teaches
the use of location information through SQL*Net and TNS Names
Services, including the use of identifiers, connect strings, and the
SQL*Net protocol language itself.**?> A POSITA would have un-
derstood that Boukobza’s connection information for connecting
on Oracle (e.g., host name,*** port, and database instance) is the
claimed “location information” because SQL*Net uses the infor-
mation to build a connect string that connects the client to the lo-
cation of the desired data on the distributed database.

G s hasiug, soded

ST

X N
AR
N
Yss T
IMAQTRIRTIONN

CRERve e, INPORMIX RS

Sgs, UINEY | ADSEN, UBER

Further, a POSITA would have understood that Boukobza’s teach-
ings are usable to monitor an expanding database that starts out
with one single location server.*** For example, a company start-
ing out may have minimal storage and transaction needs and set up
a simple database architecture with only one location server to
handle the minimal needs. This may be perfect starting out, but if
the business succeeded and grew, this would mean more necessary

442 Boukobza at 7:1-31.

43 A POSITA would have understood that a “host name” may include a direct IP address or a
host name uses DNS to obtain an IP address.

4 Greene Decl. at p.181.
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[17 preamble] A
method of scaling at
least one of capacity
and transaction rate
capability in a location
server in a system
having a plurality of
location servers for
storing and retrieving
location information,
wherein each of the
plurality of location
servers stores unique
set of location infor-
mation of an aggregate
set of location infor-
mation, the method
comprising:

continued

storage capacity, more processing power to handle more transac-
tion requests, etc.**> A POSITA would appreciate that at each one
of the servers for each city, there is a location server logging the
unique location information for that city.*** This would require
moving location and identifier information form the first location
server to the new city-specific location server reflecting the new
configuration of the expanding database. 4

Based on the above teachings, to the extent the preamble is limit-
ing, Ault discloses a method of scaling at least one of capacity and
transaction rate capability in a location server in a system having
multiple location servers for storing and retrieving location infor-
mation wherein each location server stores a unique set of location
information of an aggregate set of location information, or renders
this obvious alone or in view of Yocum and Boukobza.

[17.a] providing a
transfer protocol con-
figured to transport
identifier and location
information, the loca-
tion information speci-
fying the location of
information related to
the identifier;

As outlined above in 17 preamble, Ault discloses, or renders obvi-
ous alone or in view of Yocum and Boukobza, identifiers and lo-
cation information specifying the location of information related to
the identifiers.

Further, Ault teaches transporting messages with identifiers and
location information between the client and the location server.
See Ault at 6:1-9. A POSITA would have understood that, in order
to support these communications, Ault’s system uses a transport
protocol.

See Ault at 6:1-9: “If a DFS client 52 requires access to one of the
file sets, it sends a request first to the file set location server/data-
base 64, 66 to inquire about the physical location of the file set.
After receiving location information, the client 52 then contacts
the actual particular DFS file server 54 wherein the particular file
set or file system 56 resides.”

Ault at 7:4-13: “Such file systems typically (and specifically in the
case of OS/2), include what is known as ‘attributes’ of various

445 Id
446 Id
447 Id
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[17.a] providing a types such as ‘extended’ attributes and ‘file’ attributes to be here-
transfer protocol con- | inafter described in great detail. One problem with the widely ac-
figured to transport cepted OSF DCE DFS file system is that it does not provide for
identifier and location | native support for attributes such as the OS/2 style attributes. Nev-
information, the loca- | ertheless, this functionality must be provided for OS/2 clients prior
tion information speci- | to the availability of such support for these attributes through DFS
fying the location of | protocols.”
information related to
the identifier; Ault at 15:54-59: “It will be recalled that OSF DCE DFS also does
continued | not have native support for OS/2 file attributes, yet this functional-
ity must, in like manner to EAs, be provided for OS/2 clients prior
to any future availability of support through DFS protocols. This
function will be provided as follows with reference to Tables 3
and 4.

Ault further discloses “transport services” in Fig. 2 to support the
directory services. A POSITA would have understood that one of
these transport services is a “transport protocol” such as DCE/RPC
transport protocols.

Ault at 3:1-4: “Additional components of DCE depicted in FIG. 2
are as follows. A directory service 20 provides a way for users to
name and locate objects, and is centrally positioned as a keystone
of the architecture.”

Ault at 4:67-5:8: “DCE directory services are based upon industry
standards, ensuring that every computer resource in the world may
be identified and accessed with a unique and consistent name --
such resources including computers, application services, and
files. Referring to FIG. 4, there is depicted an illustration of how a
file located somewhere in a worldwide DCE file system may read-
ily be located using the aforementioned global directly service
(GDS).”

199

Page 206 of 236



Request for £x Parte Reexamination
of U.S. Patent No. 7,233,978

[ 1 7 . a] provl dl ng a R R R R RN
:- ¥ M ! SOTEHIE
transfer protoc ol con- QISTRIBUTED COMPUTING ENVIRONMENT ARCHITECTURE
figured to transport APPLICATIONS i
identifier and location | -
1pfor‘m ation, Fhe loca-. gﬁéﬂég% OTHERDISTRBUTED 30
tion information speci- | SERVICE 28 SERVICES (FLITURE}
fying the location of
information related to | DISTRIBUTED FLE
. . R SECURITY X 28 MANAGE-
the identifier; : ¥ SERVICES - MENT
continued |
TIME DIRECTORY OTHER
Ml
16 b i ; SERVIGE 18
‘ - 11 2 % {FUTURE) -
/ REMOTE PROCEDURE
; d CALL AND PRESENTATION
/ SERVICES ”
. THREADS 32
OPERATING SYSTEMAND 10
THRANSPORT SERVICES ~

FiG. 2 PRIOR ART

Based on the above teachings, Ault discloses or renders obvious
providing a transfer protocol configured to transport identifier and
location information, the location information specifying the loca-
tion of information related to the identifier.**3

Moreover, Boukobza Renders Obvious Claim Element 17.a.
As explained in element 17 preamble above, Boukobza teaches lo-
cation servers storing identifier and location information. Bou-
kobza explains how transport functionalities are used to query a
location server for location information associated and return a
message containing the location.

Regarding the claimed “transfer protocol,” Boukobza discloses the
exemplary transport protocol of SQL*Net which is configured to
manage communication across the distributed database.

See Boukobza at 7:38-48: “The user chooses (by means of the in-
terface GUI) the list of objects to be viewed (their icon), in the
main window of the interface GUI. An object in this list that is not

+8 Greene Decl. at p.183.
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[17.a] providing a
transfer protocol con-
figured to transport
identifier and location
information, the loca-
tion information speci-
fying the location of
information related to
the identifier;
continued

selected will only be viewed if a ‘zoom’ is performed on a global
object which contains it. A global object can also be labelled as a
component (COMPONENTS) of a global object and is a compo-
nent of a global object [GLOBAL (a particular Oracle instance is
chosen from the list of objects to be viewed in the main window,
since the users write SQL directly to the base)] since this base is
accessed by a given application.”

Boukobza at 31:35-40: “[ A]ccess to the objects: param--
ident=HEALTH. Access to the bases (by SQL connect, the DB
string user/passwd@dbstring dbc/dbc@T:or714 is supplied by the
user). If the connection is KO: action ORA-- CONN-- FAIL and

> 9

recording in the file ‘actionlog’.

Boukobza at 11:15-20: “ACTION: the complete name of a shell or
binary program is specified, possibly followed by parameters
(‘“UNIX—FILE’) or a UNIX command (‘UNIX—COMMAND’)
or by an SQL file (‘SPECIF—FILE’) or an SQL command
(‘SPECIF—COMMAND’). An example is ‘ACTION=(UNIX--
FILE, "all-- actions-- binary action-- 17).””

For the reasons set forth in Section III.LH.1 on motivation to com-
bine, a POSITA would have been motivated to have Ault’s system
include a transfer protocol configured to transport the identifier
and location information, based on Boukobza’s teachings.** For
instance, this would have resulted in the effective use of transport
protocol functionality to provide location information from the lo-
cation server, and improve query efficiency and optimization to
ease users’ ability to find their desired data.*"

[17.b] storing location
information formatted
according to the trans-
fer protocol at a first
location server;

As shown above for claim element 17.a, Ault discloses a first loca-
tion server storing location information. As further shown in dis-
cussion for claim element 17.a, Ault discloses, or renders obvious
alone or in view of Boukobza, location information formatted ac-
cording to a transfer protocol.

A POSITA would have understood Ault discloses storing of loca-
tion information with a transfer protocol because they were com-
monly used in the industry. As Ault explains, its system provides
such file identifier name services would be provided according to
well-known industry standards. See, e.g., Ault at 4:67-5:8: “DCE
directory services are based upon industry standards, ensuring

M9 Id at p.184.
450 14
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[17.b] storing location | that every computer resource in the world may be identified and

information formatted | accessed with a unique and consistent name --such resources in-

according to the trans- | cluding computers, application services, and files. Referring to

fer protocol at a first FIG. 4, there is depicted an illustration of how a file located some-

location server; where in a worldwide DCE file system may readily be located us-
continued | ing the aforementioned global directly service (GDS).”

To the extent that Ault alone doesn’t disclose this element, Ault in
combination with Boukobza renders obvious this element. Bou-
kobza provides the use of such protocols in connection to database
management.

See Boukobza at 1:24-33: “Management information base ser-
vices, usually referred to by one skilled in the art as MIBs (Man-
agement Information Bases), allow management applications to
manipulate this management information; these services prefera-
bly use the applicable standards such as the OSI CMIS/CMIP
(Open Systems Interconnection Common Management Infor-
mation Services/Common Management Information Protocol) and
Internet SNMP (Simple Network Management Protocol) Stand-
ards.”

Boukobza at 1:24-33: “The autonomous agents can access differ-
ent types of information through the existing standard protocols.”

To the extent these disclosures don’t disclose or render obvious
storing the associated identifiers and location information, a
POSITA would have found it obvious to do so to allow Ault’s lo-
cation server to resolve each name to a locations since an associa-
tion must exist between them stored on the location server previ-
ously.*! If there was no stored association, Ault’s system would
have no way to resolve the names to locations. Further, in order
for the location information and identifier to be accessible it would
have been obvious to a POSITA that they must be formatted ac-
cording to a transfer protocol.*>?

Based on those same teachings, Ault discloses storing location in-
formation formatted according to the transfer protocol at a first lo-
cation server, or renders it obvious alone or in view of Boukobza.

B1Jd at p.185.
452 14
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[17.c] receiving an
identifier and a loca-
tion relevant to the
identifier at the first
location server;

As shown above in the discussion of claim elements 17.preamble
and 17.a, Ault discloses a first location server receiving a client re-
quest containing an identifier and client location relevant to the
identifier.

See Ault at 2:36-43: “The DCE environment further provides, by
means of such DFS, a database storing the location of all files in
the file service. When files move, the DFS automatically updates
the database of the new location. Similarly, distributed application
clients may use the DCE directory service to locate associated
servers, thereby providing services which track data and pro-
grams.”

Ault at 5:62-6:9: “Turning now to FIG. 7, DFS clients run the
cache manager 62, which caches data from the file exporter 54A in
memory or on a local disk, such cache manager providing the im-
portant function of improving performance and availability. DFS
server systems desiring to export file sets must register their export
file sets at a system known as the file set location server 64. The
file set location server maintains a database 66 of all file sets. This
database is utilized to keep track of the physical locations where
file sets are stored. If a DFS client 52 requires access to one of the
file sets, it sends a request first to the file set location server/data-
base 64, 66 to inquire about the physical location of the file set.
After receiving location information, the client 52 then contacts
the actual particular DFS file server 54 wherein the particular file
set or file system 56 resides.”

DFS FILESET FILESET |
CLIENT | »| LOCATION 6 | LOCATION |
52 step 1: SERVER JDATABASE
~~~~~~~~~~ get focation of fleset g :

. SEF%,EER FILESET

8 step2 2

access the fle in fleset pad
FIG. 7 PRICR ART

Based on those same teachings, Ault discloses the first location
server receives an identifier and a location relevant to the identi-
fier, or renders it obvious alone or in view of Boukobza for the
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reasons discussed above and with respect to claim elements

17 preamble and 17 a.

[17.d] storing the re- As shown above for claim element 17.pre-17.c, Ault discloses a
ceived location in a lo- | first location server storing location information in a cached loca-
cation store at the first | tion store. Ault describes the location server’s cache storing multi-
data location server, ple locations each associated with a received identifier.

the location store com-
prising a plurality of | Ault describes the storage and access of location information. See
identifiers, each iden- | Ault at 5:62-6:9: “DFS server systems desiring to export file sets
tifier associated with | must register their export file sets at a system known as the file set
at least one location, location server 64. The file set location server maintains a data-
wherein the received | base 66 of all file sets. This database is utilized to keep track of
location is associated | the physical locations where file sets are stored.” A POSITA
with the received iden- | would understand that the information must be stored to be ac-
tifier in the location cessed and used.

store; and

Ault further provides that lookup services require storing new or
updated entries when they don’t already exist. See Ault at 8:29-
9:5: “In utilization of the aforementioned scheme for retrieving
EA data in a DFS not providing native support for such attributes,
a computer-implemented process will first determine, in response
to a request for attributes of a filename, whether the previously de-
scribed directory exists. If not, this indicates no EAs are attached
to files in the file system, and a zero is returned for a query for size
or critical status. If, on the other hand, in response to the request, a
directory is present, the subdirectories thereof are searched for a
subdirectory having the same name as the filename for which at-
tributes were requested.

In response to such a search, if no such subdirectory is revealed,
this indicates EAs are attached to some files in the file system but
not to file "X" and accordingly a zero is returned. On the other
hand, if a subdirectory is detected having the same name as the
filename, files in the subdirectory are read. If the actual size of
EAs and/or critical status thereof are queried for, the *N*C param-
eter is returned wherein n represents the size in bytes of all EAs
for the file and "C" represents the number of critical EAs for the
file. If, on the other hand, size or critical status is not queried, the
process simply reads the EA file and passes back to the caller the
appropriate data regarding the particular EAs requested such as
icon, bit map, etc.

With respect to 0S/2 file attributes (FAs) having similar semantics
to exit, ting DCE DFS file attributes, existing DCE DFS fields and
interfaces will be employed to access and represent the respective
attributes. In an implementation, for illustrative purposes, involv-
ing the OS/2 operating system, file attributes "Hidden", "System",
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[17.d] storing the re-
ceived location in a lo-
cation store at the first
data location server,
the location store com-
prising a plurality of
identifiers, each iden-
tifier associated with
at least one location,
wherein the received
location is associated
with the received iden-
tifier in the location
store; and

continued

and "Archive" apply only to OS/2 DFS users and will be repre-
sented using the following schema. For a file "X" in directory "Y"
in the DFS namespace for which OS/2 FAs must be created a sub-
directory in directory "Y" will be created. File attributes will be
represented by a file under the subdirectory named "filename*v",
where "filename" is the target file's name without a path and "v" is
a value representing the file's OS/2 attribute settings.

When initially created such FAs, if the FA values requested by
the caller match the defaults of a lookup table, then no FA direc-
tories or files will be created. When searching for a file s FAs
and no FA directory or FA file is found, the default FA values
will be assumed.”

To the extent Ault doesn’t disclose or render obvious these as-
pects, Boukobza renders obvious claim element 17.d obvious.
Boukobza teaches using location information through SQL*Net
and TNS Names Services, including the use of identifiers, connect
strings, and the SQL*Net protocol language itself ** A POSITA
would have understood that Boukobza’s connection information
for connecting on a distributed database is the claimed “location
information” because SQL*Net uses the information to build a
connect string that connects the client to the location of the desired
data on the distributed database

433 Boukobza at 7:1-31.
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[17.d] storing the re-
ceived location in a lo-
cation store at the first
data location server,
the location store com-
prising a plurality of
identifiers, each iden-
tifier associated with
at least one location,
wherein the received i
location is associated TS, ENPORMES cnisesess, IFQRMISRIRS
with the received iden-
tifier in the location
store; and

o, VINEN D ADSEN OSER

continued

Based on those same teachings, Ault discloses the first location
server includes a location store for multiple locations each associ-
ated with the received identifier, or renders it obvious alone or in
view of Boukobza.***

[17.e] transferring a As shown above for claim element 17.pre-17.d, Ault discloses a
portion of the identifi- | second location server storing locations associated with identifiers.
ers and associated lo- | And Ault teaches a system will transfer important files (i.e. loca-
cations to a second tion information associated with an identifier) to another location
data location server server in response to a performance measurement or concern.
when a performance
criterion of the first lo- | See Ault at 2:12-17: “DCE services are protected from a single
cation server reaches a | point of failure by copying the services and important files to ad-
predetermined perfor- | ditional hosts in the network. Though many interdependencies ex-
mance limit. ist among DCE components, the centralized control allows man-
agement of each component independently from the others
whereby independently manageable sub-environments called cells
are provided. Such decentralization minimizes bottlenecks
whereby workloads are distributed among multiple hosts.”*>>

454 Greene Decl. at p.189.
455 Ault at 2:12-17.
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[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.

continued

A POSITA seeking to improve performance on a location server
would have recognized that the location information with identifi-
ers would be a candidate for such a “copying” treatment.*>¢ A
POSITA would have identified which files are used most fre-
quently and determine if copying these to another server would
produce a benefit to performance.*>” While a POSITA could copy
the entire server, it is more likely that isolating a portion of loca-
tion information would yield more beneficial results for some sce-
narios.*>® For example, when there are a few frequently accessed
file sets, moving the location information for only these portions
would create a designated server for the most in demand location
information, while leaving the remainder of the location infor-
mation to be serviced on the first location server.*>° As a result,
Ault would be understood to disclose creating two location servers
with distinct location information in response to a performance
criteria 6

Moreover, Yocum Renders Obvious Claim Element 17.e.
As shown above for claim element 17.pre-17.d, Ault discloses a
second location server storing locations associated with identifiers.
As shown below, Yocum teaches assessing the performance of a
system. £.g., Yocum at 10:37-56. And Yocum provides that moni-
toring can be focused on certain criterion and limits. £.g., Yocum
at 2:28-32. Further, Yocum discloses that that corrective actions
can include adding a server. £.g., Yocum at 10:37-56. Finally,
Yocum discloses that performance can be managed simply by
“changing the location of the data.” £.g., Yocum at 8:32-43.

Yocum teaches assessing performance. See Yocum at 2:28-32:
“The present invention allows system management of the number
of servers across a cluster of system for each of a plurality of user
performance goal classes based on the performance goals of each
goal class.”

Yocum at 10:37-56: “FIG. 4 shows the logic flow to assess im-
proving performance by starting additional servers 163. FIGS. 4-6
illustrate the steps involved in making the performance index delta
projections provided by the fix means 118 to the net value means

436 Greene Decl. at p.190.

457 Id
458 Id
459 Id
460 Id
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[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.

continued

124. At 1401, a new number of servers 163 is selected to be as
sessed. The number must be large enough to result in sufficient re-
ceiver value (checked at 1405) to make the change worthwhile.
The number must not be so large that the value of additional serv-
ers 163 is marginal, for example, not more than the total number
of queued and running work requests 162. The next step is to cal-
culate the additional CPU the additional servers 163 will use; this
is done by multiplying the average CPU used by a work request by
the additional servers 163 to be added.

At 1402, the projected number of work requests 162 at the new
number of servers 163 is read from the server ready user average
graph shown in FIG. 5. At 1403, the current and projected queue
delays are read from the queue delay graph shown in FIG. 6. At
1404, the projected local and multisystem performance index del-
tas are calculated.”

SELECT NEW NUMBER oF strvers P49
3
READ PROJECTED NUMBER OF SERVERS L1402
GFF SERVER READY USER AVERAGE PLOT
3
READ CURRENT AND PROJECIED QUEUE 1403
DELAY OFF QUEUE DELAY PIOT
. N . L
CALCULATE PERFORMANCE INOEY DRLTA T 1404
3 PRYE
0 o e 1405 S—
n YES | FIND DONORS FOR
<G WER "A“f;w’ STORAGE NECESHARY
J 1407
wea TN

S~ NET VA B
- WTH now:}m,x

~1404
[NC_ACTION CAN BE ‘AK&.N]
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[17.e] transferring a SERVER

portion of the identifi- READY USER AVERAGE PLOT
ers and associated lo-
cations to a second
data location server QUEUE
when a performance OELAY
criterion of the first lo-
cation server reaches a
predetermined perfor-

mance limit. SERVERS AVAHLABLE
continued TO QUEUE

HG.5

Further, Yocum teaches corrective actions, including transferring
to a new location. See, e.g., Yocum at 1:66-2:3: “The present in-
vention relates to a method and apparatus for controlling the num-
ber of servers in a cluster of information handling systems in
which incoming work requests belonging to a first service class
are placed in a queue for processing by one or more servers.”

Yocum at 1:13-23: “Systems in which incoming work requests are
placed in a queue for assignment to an available server are well
known in the art. Since the frequency at which the incoming re-
quests arrive may not be readily controlled, the principal means of
controlling system performance (measured by queue delay or the
like) in such a queued system is to control the number of servers.
Thus, it is known in the art to start an additional server when the
length of the queue being served reaches a certain high threshold
or to stop a server when the length of the queue being served
reaches a certain low threshold.”

Yocum at 8:32-43: “In FIG. 1 the number 107 of servers 163 is
shown stored in the class table entry 106, which might be taken to
imply a limitation of one queue 161 per class. However, this is
merely a simplification for illustrative purposes; those skilled in
the art will recognize that multiple queues 161 per class can be in-
dependently managed simply by changing the location of the data.
The fundamental requirements are that the work requests 162 for a
single queue 161 have only one goal, that each server 163 has
equal capability to service requests, and that a server cannot ser-
vice work on more than one queue 161 without notification from
and/or to the workload manager 105.”
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A POSITA would have been motivated to apply Yocum’s assess-
ment and corrective actions to Ault’s location servers.**! Ault em-
phasizes the need to prevent bottlenecks and achieve high levels of
server performance, while Yocum targets eliminating resource
bottlenecks and assessing and responding to performance issues.*®?
A POSITA would have a reasonable expectation of success be-
cause both Ault’s location servers and Yocum’s changing data lo-
cations are established parts of the art which a POSITA would

1 Greene Decl. at p.193.
462 14
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[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.
continued

have been familiar with and could easily implement without mak-
ing significant changes to either.*%3

Moreover, Boukobza Renders Obvious Claim Element 17.¢.
As shown above for claim element 17.pre-d, Ault discloses a sec-
ond location server storing locations associated with identifiers.
And as shown below, Boukobza teaches monitoring the system to
maintain performance levels. E.g., Boukobza at 34:52-35:22. And
Boukobza provides that monitoring can be focused on certain cri-
terion and limits. Boukobza at 34:43-51. Further, Boukobza dis-
closes that that corrective actions can include adding a server or
exporting data. Boukobza at 33:60-67.

Boukobza teaches performance threshold monitoring and correc-
tive actions. See Boukobza at 34:52-35:22: “In conclusion, accord-
ing to the present monitoring process, the use of autonomous
agents makes it possible to ensure the proper running of the appli-
cations monitored in all of the nodes by means of an autonomous
and efficient decision processing applied locally to the objects to
be processed, when necessary to very rapidly feedback the useful
information from the nodes to be monitored to the management
node, and to automatically initiate actions on certain conditions or
possibly to recommend an action. In this way, an effective moni-
toring of the objects functioning in the plurality of nodes is en-
sured and a significant increase in performance is obtained due to
the independent capacity available to the various autonomous
agents in their operation, the process applied in this case making it
possible fo measure specific parameters of each object, to test
conditions on these parameters relative to thresholds, and then to
execute an action in order to warn of a problem, to reconfigure
or to correct. Measurements are collected in order to perform a
later analysis for purposes of a statistical examination of the activ-
ity monitored. These collected measurements relate to all the types
of objects to be monitored, for example, in this case instances such
as data bases like Oracle or Informix, applications such as Tuxedo,
Various machines or any one machine, a Distributed Print Facility
(DPF), etc. Also, the synthetic aspect of a defined generically
global object offers substantial freedom of action and allows effi-
cient use of the tree structure concept with a great deal of precision
relative to the evolution of the display granularity obtained. Corre-
lations can be made between a plurality of different measurements,

463 Id
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[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.
continued

particularly between different object types, which means that in-
tertype correlation is advantageously provided. Moreover, this
process is portable to different platforms, due to its total inde-
pendence from its operating environment. Since the display oc-
curs by means of a graphical interface specific to this process. This
process is also able to allow any interfacing with any management
system, offering the user integrated management, since the autono-
mous agents access different information through the existing
standard protocols.”

Boukobza at 33:60-67: “[F]or a given server in a given node: the
average number of queued requests, per queue. To be done for all
the servers. No display. Makes it possible to know if the number
of duplicated servers has changed. If the average number of
queued requests is >10 (the example 10 is slightly greater than the
average number of active clients requesting a service from

the server) then action to add a server (up to the max).”

Boukobza at 32:4-16: “Per ‘tablespace’, is the fill rate of the
dbfiles>threshold

X’? If yes, action ‘ORA FREE TS’.

calculates the maximum size of the fragments. If lower
n: than the value of the next ‘extent’ then action

‘ORA MAX FRG’ and recording in the file
‘actionlog’.

comparison of the actual number of ‘extents’ with the
maximum allowed ‘MAXEXTENTS’ (defined at

the creation of the object, in the clause

‘STORAGE’). In this case, the application using the
table will be suspended (‘abort’). This incident must
be prevented. Action ‘ORA MAX EXT if the

object reaches its ‘maxextents’. Recording in
‘actionlog.’”

Boukobza at 34:43-51: “Finally, relative to specific module ‘sys-
tem’, it must be possible, among other things, to monitor and
measure the cpu time, the disk Space, the inputs/outputs, the stor-
age, the exchange rate, the number of users, the pagination, the
network, etc. Thus it is possible, for example, to measure the

cpu utilization per second, with default display, or the
input/output rate per second, or to identify the processors

which are the largest users of cpu and collect them in order

to perform an autonomous analysis (‘offline’, thc).”
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[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.
continued

Boukobza at 15:18-33: “[T]he parameter ‘ORA-- FRAGMENT—
TS’, in which the measurement consists of verifying the condition
which corresponds to the case in which the largest of the extents
(‘MAX—EXTENTS”) of the tables of the table space (‘Table-
space’) is smaller than the largest hole of the table space, and if
this condition is true, of sending an action proposition window in
which it is indicated that the table space (‘Tablespace’) must be
reorganized according to the following propositions:

either a file is automatically created to enlarge the table space
(‘Tablespace’),

or it requests when a standard ‘export-- operation-- tables/import’
command is to be executed,

or the administrator is requested to program the start of his reor-
ganization utility.

the parameter ‘'ORA—SCANLOG?’, in which the Oracle errors to
be processed in the file “alert.log’ are predefined. A predefined ac-
tion class corresponds to each error.”

A POSITA would have understood that location server perfor-
mance is an area to monitor because of their frequent use and con-
nection to everything being done on the database.*** As a result, a
POSITA would have been motivated to monitor Ault’s location
servers’ performance to ensure they maintain quality service for
the users.*®> Accordingly, a POSITA would have been motivated
to apply Boukobza’s teachings to monitor those location servers’
performance and set specific thresholds. A POSITA would have
been further motivated to set up corrective actions including add-
ing additional location servers, reorganization, etc.*¢® Further, a
POSITA would have understood that, in order maximize the bene-
fit of the additional location server, the location and identifier in-
formation should be organized to reflect the best structure given
the database structure.*®” For a database such as the one provided
by Ault or Boukobza, a POSITA would have been motivated to
export the location information related to either one office of the
business or a specific time frame or similar partition structure.*68
As aresult, a POSITA would have found it obvious to separate the
set of location information data into separate portions and transfer

464 Greene Decl. at p.196.

465 Id
466 Id
467 Id
468 Id

Page 220 of 236

213




Request for £x Parte Reexamination
of U.S. Patent No. 7,233,978

[17.e] transferring a
portion of the identifi-
ers and associated lo-
cations to a second
data location server
when a performance
criterion of the first lo-
cation server reaches a
predetermined perfor-
mance limit.
continued

some portion of them onto a separate server to improve the perfor-
mance.*%°

Accordingly, Boukobza provides motivation to have Ault transfer
a portion of a table or aggregate set of information to a second
server through the process of partitioning. To the extent that

that Ault doesn’t describe partitioning for a specific application to
location servers, it would have been obvious to a POSITA to apply
this performance correcting process to location servers based on
Boukobza’s teachings.*"

For the reasons set forth in Section III.LH.1 on motivation to com-
bine, a POSITA would have been motivated to transfer a portion
of Ault’s identifiers and associated locations to a second location
server when a performance criterion of a first location server
reaches a predetermined performance limit, based on Boukobza’s
teachings.*’! A POSITA at the time would have been well aware
that any poor performance on the system can affect performance
and how quickly user requests are fulfilled.*’? As a result, a
POSITA would have been motivated to make sure that every
server and process were working at optimal capacity, including
both data storage servers and the supporting location servers.*”3
This would have helped the POSITA to optimize Ault’s perfor-
mance.*’* To that end, Ault’s disclosure of additional location
servers would be combined with Boukobza’s additional servers
and reorganization in response to performance monitoring to bal-
ance the load on the location server.*’>

As a result, it would have been obvious to a POSITA monitoring
performance of a location server that the benefits of partitioning
would apply to a location server and that subpar location server
processing could be improved by partitioning the location infor-
mation.*7®

469 Id
470 Id
Y1 ]1d. at p.197.
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Accordingly, Ault in view of Boukobza and Yocum renders obvi-
ous claim element 17.e for transferring a portion of the identifiers
and associated locations to a second data location server when a
performance criterion of the first location server reaches a prede-
termined performance limit.

3. Ault in View of Yocum and Boukobza Renders Obvious Dependent
Claims 23, 24, and 30.

The below claim charts show that the combination of Ault, Yocum, and Boukobza dis-
closes or renders obvious each element of claims 23, 24, and 30, which depend from independent
claim 17.477
Claims 23 and 24 recite that the performance criterion includes either a transaction rate
limit or the first location server’s amount of persistent available storage. And claim 30 recites
monitoring the performance criterion and having the “transferring” step be automatic. Based on
Boukobza’s and Yocum’s teachings, a POSITA would have found it obvious to have the “trans-
ferring” step be automatic and for the performance criterion to include a transaction rate limit or

amount of persistent available storage.*’® Thus, the prior art establishes that claims 23, 24, and

30 are obvious.

[23] The method of Ault in view of Boukobza and Yocum renders obvious this claim.
claim 17, wherein the | As discussed for claim element 17.e, Ault in view of Boukobza
performance criterion | and Yocum renders obvious a first location server transferring a
comprises an amount | portion of location information associated with identifiers to a sec-
of available persistent | ond location server when a performance criterion of the first loca-
storage space in the tion server reaches a predetermined performance limit.

first location server.
A POSITA would have understood that available storage is a key
performance metric.*’® As a result, it would have been obvious for
a POSITA to identify persistent available storage space as a key

77 See Greene Decl. § 156.
478 See id. Y 146-54.
Y9 Id. at p.198.
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[23] The method of performance indicator to use as a performance criterion. Accord-
claim 17, wherein the | ingly, Ault alone renders obvious this claim element.*3
performance criterion

comprises an amount Moreover, Yocum Renders Obvious Claim 23.

of available persistent | Yocum discloses or alone renders obvious this claim element. As
storage space in the discussed for claim element 17.e, Yocum’s teachings render obvi-
first location server. ous a first location server transferring a portion of location infor-

continued | mation associated with identifiers to a second location server when
a performance criterion of the first location server reaches a prede-
termined performance limit. Further, Yocum highlights the need
for storage capacity and availability as a core feature of a database
to plan for and assess.

See Yocum at 11:46-49: “If there is sufficient receiver value, at
1406 select donor means 123 is called to find donors for the stor-
age needed to start the additional servers 163 on behalf of the re-
ceiver performance goal class.”

Yocum at 11:52-65: “The controlled variable that is adjusted for
the donor class need not necessarily be the number 107 of servers
163 for that class. Any one of several different controlled variables
of the donor class, such as MPL slots or protected processor stor-
age, may be alternatively or additionally adjusted to provide the
necessary storage for the additional servers 163. The manner of as-
sessing the effect on the donor class of adjusting such controlled
variables, while forming no part of the present invention, is de-
scribed in U.S. Pat. Nos. 5,537,542 and 5,675,739.

At 1407, a check is made to ensure that there is net value in faking
storage from the donors to increase the number of servers 163 for
the receiver class. As described in U.S. Pat. Nos. 5,675,739, this
may be determined using one or more of several different criteria,
such as whether the donor is projected to meet its goals after the
resource reallocation.”

Based on Yocum'’s identification of available storage space as an
important factor of performance, it would have been obvious to a
POSITA that this would be an option as a performance crite-
rion.*¥! A POSITA would have been motivated to apply this to
Ault’s location servers because new file sets are constantly being
added to location servers and if there were no space to add them,

480 Id
481 Id
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[23] The method of the location services described in Ault would fail *¥ Accordingly,
claim 17, wherein the | it would have been obvious to a POSITA that Yocum’s available
performance criterion | storage space performance criterion be applied to Ault’s location
comprises an amount | service.*®?
of available persistent
storage space in the Moreover, Boukobza Renders Obvious Claim 23.
first location server. Boukobza’s teachings render obvious this claim element. As dis-
continued | cussed for claim element 17.e, Boukobza renders obvious a first
location server transferring a portion of location information asso-
ciated with identifiers to a second location server when a perfor-
mance criterion of the first location server reaches a predetermined
performance limit.

Further, Boukobza highlights the importance of storage capacity
and availability as critical aspects of the database to plan for and
monitor. For example, Boukobza describes features of Oracle that
address such a concern and provides ways for the system to adjust
and account for limitations while maintaining performance capa-
bilities.*®* To the extent that Boukobza doesn’t disclose this claim,
it would have been rendered obvious by Boukobza’s description of
the interplay between disk space utilization and connection perfor-
mance.*®> A POSITA would have been motivated to prevent per-
formance failures by placing a limit on available persistent storage
in Ault’s first location server.*8¢

See Boukobza at 32:4-16: “Per ‘tablespace’, is the fill rate of the
dbfiles>threshold

X’? If yes, action ‘ORA FREE TS’.

calculates the maximum size of the fragments. If lower
n: than the value of the next ‘extent’ then action

‘ORA MAX FRG’ and recording in the file
‘actionlog.’

comparison of the actual number of ‘extents’ with the
maximum allowed ‘MAXEXTENTS’ (defined at

the creation of the object, in the clause

‘STORAGE’). In this case, the application using the
table will be suspended (‘abort’). This incident must
be prevented. Action ‘ORA MAX EXT" if the

82 Id. at pp.198-199.
3 Id. at p.199.
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[23] The method of
claim 17, wherein the
performance criterion
comprises an amount
of available persistent
storage space in the
first location server.
continued

object reaches its ‘maxextents’. Recording in
‘actionlog.’”

Boukobza at 34:43-51: “Finally, relative to specific module ‘sys-
tem’, it must be possible, among other things, to monitor and
measure the cpu time, the disk space, the inputs/outputs, the stor-
age, the exchange rate, the number of users, the pagination, the
network, etc. Thus it is possible, for example, to measure the

cpu utilization per second, with default display, or the
input/output rate per second, or to identify the processors

which are the largest users of cpu and collect them in order

to perform an autonomous analysis (‘offline’, thc).”

For the reasons set forth in Section III.H.1 on motivation to com-
bine, a POSITA would have been motivated for Ault’s system to
use a performance criterion that monitors an amount of available
persistent storage space in the first location server, based on Bou-
kobza’s or Yocum’s teachings.*®” This would have furthered the
location server system’s ability to store a large number of loca-
tions and identifiers in total *3® For a system containing large vol-
umes of individual tables and locations where the storage space
was a limitation, a POSITA would have been motivated to set this
as a performance criterion to employ a second location server and
spread the location and identifier data between the two servers to
reduce the concern.*®’

[24] The method of
claim 17, wherein the
performance criterion
comprises a transac-
tion rate limit.

Ault in view of Boukobza and Yocum renders obvious this claim.
As discussed for claim element 17.e, Ault in view of Boukobza
and Yocum renders obvious a first location server transferring a
portion of location information associated with identifiers to a sec-
ond location server when a performance criterion of the first loca-

tion server reaches a predetermined performance limit.**

As Mr. Greene explains, a POSITA would have understood that
the volume of transactions is a key performance metric for a loca-
tion server required to serve high volumes of requests for location
information.*! As a result, it would have been obvious for a

87 Greene Decl. at p.200.
488 Id
489 Id
490 Id
491 Id
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[24] The method of POSITA to identify transaction rate as a key performance indica-
claim 17, wherein the | tor to use as a performance criterion. Accordingly, Ault alone ren-
performance criterion | ders obvious this claim element.*?

comprises a transac-
tion rate limit. Moreover, Yocum Renders Obvious Claim 24.

continued | Yocum discloses or alone renders obvious this claim. As discussed
for claim element 17.e, Yocum’s teachings render obvious a first
location server transferring a portion of location information asso-
ciated with identifiers to a second location server when a perfor-
mance criterion of the first location server reaches a predetermined
performance limit. Further, Yocum highlights the need for pro-
cessing transactions as a core feature of a database to plan for and
assess.

See Yocum at 1:13-23: Systems in which incoming work requests
are placed in a queue for assignment to an available server are well
known in the art. Since the frequency at which the incoming re-
quests arrive may not be readily controlled, the principal means of
controlling system performance (measured by queue delay or the
like) in such a queued system is to control the number of servers.
Thus, it is known in the art to start an additional server when the
length of the queue being served reaches a certain high thresh-
old or to stop a server when the length of the queue being served
reaches a certain low threshold.

Yocum further incorporates by reference the following patents
which highlight the importance of transaction rate for perfor-
mance. See Yocum at 3:18-57.

U.S. Pat. No. 5,504,894 to D. F. Ferguson et al., entitled “Work-
load Manager for Achieving Transaction Class Response Time
Goals in a Multiprocessing System”;

U.S. Pat. No. 5,537,542 to C. K. Eilert et al., entitled “Apparatus
and Method for Managing a Server Workload According to Client
Performance Goals in a Client/Server Data Processing System’”;
U.S. Pat. No. 5,603,029 to J. D. Aman et al., entitled “System of
Assigning Work Requests Based on Classifying into an Eligible
Class Where the Criteria Is Goal Oriented and Capacity Infor-
mation is Available”;

492 Id
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[24] The method of U.S. Pat. No. 5,675,739 to C. K. Eilert et al., entitled “Apparatus
claim 17, wherein the | and Method for Managing a Distributed Data Processing System
performance criterion | Workload According to a Plurality of Distinct Processing Goal
comprises a transac- Types”

tion rate limit.

continued . . . . )
Based on Yocum’s identification of processing and transaction re-

quests as an important factor of performance, it would have been
obvious to a POSITA that this would be an option as a perfor-
mance criterion.*3 A POSITA would have been motivated to ap-
ply this to Ault’s location servers because fulfilling requests for lo-
cation information through transactions is the core function of a
location server.*** As Mr. Greene explains, a POSITA would have
recognized the transaction rate as the primary means for measur-
ing the workload of such a location server’s processing demand. %>
Accordingly, it would have been obvious to a POSITA that
Yocum’s transaction rate limit performance criterion be applied to
Ault’s location service.**

Moreover, Boukobza Renders Obvious Claim 24.

Further, Boukobza explains that processing and transaction rate-
related criteria are important aspects of the database to monitor.

See Boukobza at 34:43-51: “Finally, relative to specific module
‘system’, it must be possible, among other things, to monitor and
measure the cpu time, the disk space, the inputs/outputs, the stor-
age, the exchange rate, the number of users, the pagination, the
network, etc. Thus it is possible, for example, to measure the

cpu utilization per second, with default display, or the
input/output rate per second, or to identify the processors

which are the largest users of cpu and collect them in order

to perform an autonomous analysis (‘offline’, the).”

As Mr. Greene explains, a POSITA would have understood that
any system, including Ault’s, allocates finite space for transactions
and that this finite space comprises a “rate limit.”*” To the extent
that Ault doesn’t teach the claimed “transaction rate limit,” it

493 Greene Decl. at p.201.
494 4

5 Id. at pp.201-202.

496 Id. at p.202.

497 14
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[24] The method of
claim 17, wherein the
performance criterion
comprises a transac-
tion rate limit.
continued

would have been obvious to a POSITA to apply a targeted transac-
tion rate to monitor transactional activity and prevent processing
failure *®

For the reasons set forth in Section III.H.1 on motivation to com-
bine, a POSITA would have been motivated to have Ault’s system
use a performance criterion that monitors a transaction rate limit,
based on Boukobza’s and Yocum’s teachings.**” For a system with
a high transaction volume where processing capability and time
are concerns, a POSITA would have been motivated to set a trans-
action rate limit as a performance criterion and to employ a second
location server which could handle a portion of the transactions for
the system and improve performance times. >

[30] The method of
claim 17, wherein
transferring a portion
of the identifiers and
associated locations to
a second location
server when a perfor-
mance criterion of the
first data location
server reaches a prede-
termined performance
limit further comprises
monitoring the perfor-
mance criterion and
automatically transfer-
ring the portion of
identifiers and associ-
ated locations when
the first location
server reaches the pre-
determined limit.

Ault in view of Boukobza and Yocum renders obvious this claim
element. As discussed for claim element 17.e, Ault in view of
Boukobza and Yocum renders obvious a first location server trans-
ferring a portion of location information associated with identifiers
to a second location server when a performance criterion of the
first location server reaches a predetermined performance limit.

Further, a POSITA would have appreciated the benefits of auto-
mation.>®! As Mr. Greene explains, a POSITA would have recog-
nized the delays that manual responses can have.’*> And a
POSITA would have further recognized the damage that delays
can have to the user causing downtime and making the database
ineffective.’” As a result, a POSITA would have been motivated
to automate the performance assessment and response from Bou-
kobza and Yocum to Ault’s location servers.>%*

Moreover, Yocum Renders Obvious Claim 30.
Yocum discloses automating the performance assessment and cor-
rective actions based on predetermined performance criterion. As
an example, if the performance criterion and limit were not prede-

498 Id
499 Id
500 Id
0L 7d. at p.203.
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[30] The method of
claim 17, wherein
transferring a portion
of the identifiers and
associated locations to
a second location
server when a perfor-
mance criterion of the
first data location
server reaches a prede-
termined performance
limit further comprises
monitoring the perfor-
mance criterion and
automatically transfer-
ring the portion of
identifiers and associ-
ated locations when
the first location
server reaches the pre-
determined limit.
continued

termined, the location server could fail before the correction is ap-
plied % A POSITA would have appreciated that having a location
server down would prevent requests from being fulfilled and take
that entire portion of the database offline harming both users
(salespeople, analysts, etc.) and company productivity as a
whole.>% As a result, it would be obvious from Yocum that the
performance criterion should be predetermined, rather than identi-
fied after the problem has already occurred.>"’

See Yocum at 6:39-43: “Subsequent spaces 164 are started when
required to support the workload (see policy adjustment discussion
below). Preferably, the mechanism to start spaces 164 has several
features to avoid common problems in other implementations that
automatically start spaces.”

Yocum at 13:34-41: “Once a server 163 is started, logic is also in-
cluded to automatically replace a server should it fail unexpect-
edly. Idle servers 163 with identical server definition information
but serving different queues 161 for the same work manager 160
may be moved between queues in order to satisfy requests to in-
crease the number of servers 163 for a particular queue, thus
avoiding the overhead of starting an entirely new server.”

A POSITA would have understood that any corrective step, in-
cluding the transfer of a portion of identifiers and associated loca-
tions, could be automated.’*® A POSITA would see the benefits in
faster response time that would come from automating the re-
sponse.”” As a result, it would have been obvious for a POSITA
to automate the response once a performance criterion had been
met 510

Moreover, Boukobza Renders Obvious Claim 30.
Boukobza discloses automating the performance assessment and
corrective actions. Based on Boukobza’s teachings, a POSITA
would have found it obvious to automate transferring the portion
of identifiers and associated locations when the first location

505 Id
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[30] The method of
claim 17, wherein
transferring a portion
of the identifiers and
associated locations to
a second location
server when a perfor-
mance criterion of the
first data location
server reaches a prede-
termined performance
limit further comprises
monitoring the perfor-
mance criterion and
automatically transfer-
ring the portion of
identifiers and associ-
ated locations when
the first location
server reaches the pre-
determined limit.
continued

server reaches a predetermined limit.>!! For example, an adminis-
trator could add a script setting up a minimum storage space avail-
able of 500,000 bytes or a maximum of 100 transaction re-
quests/second to trigger the addition of another location server to
provide the desired location information to users.>!? If the space
available goes below 500,000 bytes or the requested transactions
goes above 100/second, then the script would automatically add a
new location server and transfer a portion of the location and iden-
tifier information onto the second location server. This would be
obvious for a POSITA to maintain consistent performance without
devoting constant administrator involvement >!?

See Boukobza at 34:53-35:2: [T]he use of autonomous agents
makes it possible to ensure the proper running of the applications
monitored in all of the nodes by means of an autonomous and effi-
cient decision processing applied locally to the objects to be pro-
cessed, when necessary to very rapidly feedback the useful infor-
mation from the nodes to be monitored to the management node,
and to automatically initiate actions on certain conditions or possi-
bly to recommend an action. In this way, an effective monitoring
of the objects functioning in the plurality of nodes is ensured and a
significant increase in performance is obtained due to the inde-
pendent capacity available to the various autonomous agents in
their operation, the process applied in this case making it possible
to measure specific parameters of each object, to test conditions on
these parameters relative to thresholds, and then to execute an ac-
tion in order to warn of a problem, to reconfigure or to correct.

Boukobza at 32:53-67: “If a dispatcher is very busy (‘delta(v$dis-
patcher.busy)/delta(t)>50%") and the cpu utilization rate of the
node is not too high (<80%), then it is necessary to add a dis-
patcher with the same protocol (automatic action or recommen-
dation).

If the wait time/number of responses (‘v$queue wait/vSqueue.to-
talq’) in the response queue of the dispatcher is increasing regu-
larly and the cpu utilization rate of the node is not too high
(<80w), then it is necessary to add a dispatcher with the same pro-
tocol (automatic action or recommendation).

31 Greene Decl. at p.204.
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[30] The method of
claim 17, wherein
transferring a portion
of the identifiers and
associated locations to
a second location
server when a perfor-
mance criterion of the
first data location
server reaches a prede-
termined performance
limit further comprises
monitoring the perfor-
mance criterion and
automatically transfer-
ring the portion of
identifiers and associ-
ated locations when
the first location
server reaches the pre-
determined limit.
continued

When or a SID Current Connected Clients=or a SID Reserved
Connections, then the dispatcher connection requests go to dedi-
cated servers.

To monitor the number of connections (average, current) in each
dispatcher and in each shared server.”

Boukobza at 2:39-46: “Thus, according to the idea of the invention
and contrary to all expectation, the use of autonomous agents
makes it possible to ensure the proper running of the monitored
applications in all of the nodes by means of an autonomous and ef-
ficient process, to rapidly feed back the useful information from
the nodes to the management node, and fo automatically initiate
actions on certain conditions or possibly to recommend an ac-
tion.”

As an example, if the performance criterion and limit weren’t pre-
determined, a POSITA would have understood that Ault’s location
server could fail before the application of a correction.>* A
POSITA would have appreciated that having a location server
down would prevent requests from being fulfilled and take that en-
tire portion of the database offline harming both users (salespeo-
ple, analysts, etc.) and company productivity as a whole.’'> As a
result, based on Boukobza’s teachings, a POSITA would have
found it obvious to predetermine the performance criterion, rather
than having the system attempt to identify the criterion after the
occurrence of a problem >1°

To the extent the above teachings don’t expressly disclose or ren-
der obvious automating these processes, it would have been obvi-
ous to a POSITA to automate the monitoring and tuning of data-
base performance, including the crucial performance of the loca-
tion servers.’!” A POSITA would have been motivated to automate
these processes to ensure the optimal performance of the database
at all times and to proactively prevent issues from affecting the
end user and harming the objectives of the database to support
those users.>!®

S Id. at p.205.
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For the reasons set forth in Section III.LH.1 on motivation to com-
bine, a POSITA would have been motivated for Ault’s system to
use a performance criterion that monitors a transaction rate limit,
based on Boukobza’s and Yocum’s teachings.!” For those with
limited resources to devote to maintaining performance, a
POSITA would have been motivated to automate tasks and mini-
mize the time necessary for ongoing and repeated tasks related to
maintaining performance.>?° For example, a POSITA would have
understood location servers routinely need to be added in an ex-
panding system wherein automating the addition of more location
servers when the number of transactions or available space or any
performance criterion of concern reached a certain level would
both maintain performance of the database system and reduce the
time necessary to do.>!

L Secondary Considerations

This Request demonstrates that the Challenged Claims of the 978 Patent are unpatentable
as obvious in view of the prior art references. In the related district court matter, Patent Owner has
argued that the purported existence of copying, long-felt-but unsolved-need, failure of others, com-
mercial success and industry praise, and skepticism of skilled artisans weighs against a finding of
obviousness.>*? But these alleged purported secondary indicia of non-obviousness aren’t sufficient
to overcome this Request’s showing of obviousness for at least two reasons.

First, the Federal Circuit has made it clear that a nexus must exist between an indicium of
non-obviousness and the claimed invention.>?3 For example, In re Kao explains that, “[w]here the

offered secondary consideration actually results from something other than what is both claimed

519 Id

520 Id

2L Id. at pp.205-206.

522 See Ex. 22 (Validity Contentions) at 4-5.

32 In re Kao, 639 F.3d 1057, 1068 (Fed. Cir. 2011); Tokai Corp. v. Easton Enters., Inc., 632
F.3d 1358, 1369 (Fed. Cir. 2011); Ormco Corp. v. Align Tech., Inc., 463 F.3d 1299, 1312 (2006).

225

Page 232 of 236



Request for £x Parte Reexamination
of U.S. Patent No. 7,233,978

and novel in the claim, there is no nexus to the merits of the claimed invention.”>?* As another
example, Fox Factory specifies that, “[a]lthough we do not require the patentee to prove perfect
correspondence to meet the coextensiveness requirement, what we do require is that the patentee
demonstrate that the product is essentially the claimed invention.”?° In the related district court
case, Patent Owner has presented evidence relating only generally to distributed systems. But Pa-
tent Owner has failed to present the required any objective evidence of non-obviousness having a
nexus to the claimed invention or that the product-at-issue is essentially the claimed invention.

Second, Patent Owner has never shown that any sold commercial product actually practices
the claimed invention. Without such a showing, Patent Owner’s purported evidence toward copy-
ing, commercial success, industry praise, and skepticism isn’t relevant to the non-obviousness
analysis. Indeed, the Federal Circuit has pronounced that “to determine whether a nexus exists,
our cases require consideration of whether the marketed product embodies the claimed fea-
tures.”326

As explained below, Patent Owner hasn’t produced evidence that a commercial product

embodies the claimed invention or that there is a nexus between the claimed invention and the
purported secondary indicia of non-obviousness.

Copying: To establish copying, the MPEP states that a patentee must show that others in
the field copied the claimed invention after failing to design a product based on the prior art.>?’
But Patent Owner has previously made only nebulous assertions about the similarities between

the claimed invention and other commercial products. More specifically, Patent Owner has only

324 639 F.3d at 1068.

325 Fox Factory, Inc. v. SRAM LLC, 944 F.3d 1366, 1374 (Fed. Cir. 2019).

326 Bosch Automotive Service Solutions, LLC v. Matal, 878 F.3d 1027, 1036-37 (Fed. Cir. 2017).
327 See MPEP 716.06.
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claimed that its non-adjudicated infringement allegations in the related district court matter are

evidence of copying, but provided no further evidence.

Long-Felt Need and Failure of Others: To show this secondary consideration, the MPEP
states that a patentee must present evidence of (a) a persistent need recognized by POSITAs, (b)
others not satisfying the purported need before the claimed invention, or (c) the claimed inven-
tion actually satisfying the long-felt need.’?® But Patent Owner has only previously referred to
others (e.g., U.S. Patent No. 5,542,087 to Neimat) discussing the general need for hashing
schemes and load balancing in distributed systems.

Commercial Success and Industry Praise: Patent Owner hasn’t met its burden of proof in

establishing a nexus between the claimed invention and any evidence of commercial success. And
Patent Owner has failed to establish that any purported success isn’t the result of promotion or
advertising, shift in advertising, consumption by purchasers normally tied to sellers, or other busi-
ness events extraneous to the merits of the claimed invention, as the MPEP requires.>?? Further,
Patent Owner has failed to present any evidence of persons praising the merits of the claimed
invention rather than praising general concepts like distributed data storage. And Patent Owner
hasn’t presented any evidence that it has licensed the claim invention to any third party.

Skepticism of Skilled Artisans: The MPEP establishes that, to show skepticism, a patentee

must present evidence of actual skepticism of the claimed invention.>*° But Patent Owner has pre-

328 See MPEP 716.04.
329 See MPEP 716.03.
330 See MPEP 716.05.
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viously made only nebulous hearsay assertions about audience members’ reception of a presenta-
tion at Yale University. But Patent Owner has presented no evidence of actual skepticism or that
such skepticism was of the claimed invention.!

As such, the purported existence of copying, long-felt need, failure of others, commercial
success, industry praise, and skepticism doesn’t overcome the conclusion of obviousness.**?

Iv. CONCLUSION

OracleNamesAdminGuide in view of Boukobza or OracleUnleashed and Ault in view of
Yocum and Boukobza each raise a substantial new question of patentability for claims 17, 23,
24, and 30. In particular, Ault, Boukobza, OracleUnleashed, and Yocum are all new references
the USPTO hasn’t considered that teach the automated performance monitoring and maintenance
recited in the 978 Patent’s claims. Boukobza, OracleUnleashed, and Yocum provide motivation
for a POSITA to transfer a portion of the identifiers and associated locations to a second data lo-
cation server in the system when a performance criterion of the first location server of Oracle-
NamesAdminGuide or Ault reaches a predetermined performance limit. Boukobza, Yocum, and
OracleUnleashed also all teach and provide motivation for the transferring to be automatic and
for the performance criterion to include a transaction rate limit or the first location server’s
amount of available persistent storage space. As such, the Requester respectfully requests reex-

amination of claims 17, 23, 24, and 30.

331 See id.
332 See Greene Decl. § 157.
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