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Ahstract

The use of information retrieval systeme in networked en-
vironments raisee E new set of iesues thet have received lit-
tle attention. These issues include ranking document col-
lections for relevance to a query, selecting the best eet of
collections from a ranked lirt, and merging the document
runkinga that a.re returned from a eet of collections. Thie
peper describes methods of addreseing each iseue in the in-
ference network model, discussee their implementation in
the INQUERY system, and presents experimentai reeulte
demonstrating their effectiveness.

I lntroduction

Retrospective document retrieval is usually deecribed ae the
task of seardring a single collection of documents to produce
a list of documente ranked in order of rele'ra.nee to a partic-
uler querp The need to eearch mr:ltiple collections in dis-
tributed environmente ie becoming increasingly important
as the sizes of individual collections grow and network infor-
mation services proliferate. Diatributed collectiona can be
relatively homogeneoua, Ba in the case where a large singie
collection is partitioned and dietrihuted over a Iocal network
to improve eeaxch efficiency. They can also be very heteroge-
neous in that wide-area network eervices can make hundreda
or even thousands of collectione available for searching.

Searching a distributed collection presents a number of
unique problems. One approech would be to treat the dis-
tributed collections as a eingle, large, "virtusl" collection.
Every collection would be searched individually and then
the resulta wouJd be combined or merged to produce e sin-
g1e ra.nked list. One problem with this approadr is how
to merge the individual ranked lists. The other problems
have to do with the economic aspects of searching. It ryill
generaily be too erpeneive in terms of both computer a^nd
communication reaourcee and the userts time to eea,rch ev-
ery collection in a distributed environment. Some systemn
make this cleer by making chargee for eearching dependent
on the number of collectione segrched.

When many collectione are available in distributed envi-
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ronment, therefore, a decision must be made about which
of them to search. A retrieval system ehould provide tech-
niques that can make this decision automaticalln because
ueere may be unable or unwilling to make eelectione by ex-
haurtively examining long liste of the available eollectione.
Having eelected the collections to search, the retrieval eys-
tem must also provide techniquea for effectively merging the
individual ran}ed lists of documents tha.t are produced.

Thia paper describes how these issues can be addressed
in a retrieval ey*tem based on the inference net, a probabilis-
tic model of information retrieval. In ihe next sectionr we
deecribe related work on colleetion selection end merging of
renked reeulte. In Section 3, we describe how the inference
network can be ueed to rank collections for relevance to a
query. Section 4 preaents a method for accurately merging
the results from fiflerent collectione bssed on the collection
ranking. The resulte in Section 5 show that it is possible
to select suhsete of the available collections for searching
without a^ffecting retrieval effectiveness. Section 6 deacribes
several efficiency optimizations for distributed searctring. [n
the final section, we summarize the results and discuss Bome
uneolved problemr.

2 Related Work

Users of commercial retrospective information retrieval eyr-
tema have always faced the sollection telectionproblem. The
user must either search ell collections or choose the subset
to be eeaxched. Experienced ueere, for example librarians
acting as intermediaries, may draw upon their past experi-
ence or reference aids to help in deciding which collections
ts eeaxch. M"rry less experienced droose to aeareh sll avnil-
sble colleetions rather than taJce the time to select a subset
by trial-and'error.l

Some serrrice providera manually group their collections
into eets with common themes, for exaruple newepaper col-
lections or appellate court decieions. Danzig, et al, ahowed
how to automatically maintain similar groupings in dis-
tributed environments [3]. They used brofter cgenft that
maintained centralized indiees for particular subjects by p*.
riodically querying remote collections. Both of these ap-
proeches simplify collection seleetion for users whoee infor-
mation needs can be anticipated to some extent.

The EXPERT CONIT retrieval system [7] is an early ex-
ample of automa.ting coilection selection. EXPERT decided
on B query-by-query basie whidr collectione were most ap-
propriate, albeit for a reiatively static set of homogeneous

lPeraonal communicetion frorn I commerciel retrieval rervice.
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collectiona. It used rule-bsscd infcrcncing to match the in-
formation need to a knowledge-base describing document
collections, producing a ranked iist of collections.

Voorhees, et al, explored ranking collections using the
similarity of a new querJr to training guerie* [13]. Relevanee
judgements for the most similar training queries determine
whether, and how much, to retrieve from each colleetion.
This technigue mEy be practicel for relatively static collec-
tions, but obtaining releva.nce judgements could be problem-
atic for widely distrihuted and dynamic collections.

GLOSS [6] eatimatee the number of potentially relevant
doeuments in collection C for a Boolean AND query Q as

f 
Cl . trt"qffi, *h.". t is e term in Q, df , is the numher

of doflrments in C containing t, and l0l is the number of
documents in G. The GLOSS approach ie easily applied to
Iarge numbers of dynamic collectione, because GLOSS stores
only term frequency information about each collection. Itts
effectiveness is not lmown yet, due to limited evaluation and
the lack of support for other forms of query.

Moffat, et aI, used a centra^lized index on blocks of B
documents in individual collectione [8]. For example, ea.ch

block might be L0 documente concatenated together. A new
query first retrieves block identifiers from the centralized
index, then eesxchee the higlrly ranked blocks to retrieve
documents. Thie approach worked well for retrieving small
numbers of documenta, but caused a signiflcant decreaae i-n

precision and recall when 1,000 documents had to be re-
trieved.

Once a set of collections ie chosen, the retrieval syetem
must decide how to combine seaJch results from each collec-
tion into a single ranking. This task is simple if the results
are En unordered set of documents, but it is more difficult
if reeults are rsnked liste of documents. Some have auccess-
fully ueed document Ecores from the fiflerent collections to
create a rnerged ranking [0; a], but others have had problems
with this approach [4].

Voorhees, et aJ, call this the collection furian problem,
and describe two solutione [13]. One eolution is to interleave
the rankings, ina round-robin faehion. A second solution is
uneyen interleaving, biased by the expected relevence of the
collection to the query. The latter approactr wae suhsta.rr-
tially more effective in experiments with the TREC collec-
tion.

3 Ranking Collections With Inference Networks

Inference networka are a probabiliatic approach to infor-
mation retrieval [12; 11]. The traditional uee of inference
networks for document retrieval is a directed acyclic greph
in which documente Ere represented by leavee, errd the root
node repreeents Bn informa.tion need (Figure 1).

A major part of the collection selection problem ie renk-
ing collectione for a given in-formetion need. Ranling coL
lections can bc addressed by *, inference network in which
the leaves (the d nodes in Figure t) represent document
collections, and the representation (r) nodet represent the
terms that occur in the collection. The probabilitiea that
flow along the axcs csn be baeed upon statiatics that are
analogous to t/ and idl in norma^l document retrievall for
exemple, document frequency d/ (the number of documents
containing the term) and inveree collection frequency iet
(the number of collections containing the term). \fle call
thie type of inference network a eollection rctrieao.l infer-
cnce networ&, or CORI nct for nhort, to diatinguish it from
the more common document retrieva.l inferenee networks.

Figure 1: A simple document retrieval inference network.

A CORI net has moderate rtorage requirements if only
document frequency (df) and inveree collection frequency
(icf ) are atored.z The CORI net for one 1.2 gigabyie collec-
tion (TREC Volume 1) would be about 5 megabytea? aaaum-
ing eimple compreesion algorithme. In this case, the CORI
net ie about about 0.4% the eize of the original collection.

One advantage of using the inference network for rank-
ing collections is that one syatem ie ueed for ranking both
documents arrd collectione. It is not necessary to design new
file organizations or algorithms. Instead, document retrieval
hecomee a four step proceon:

1. Use the query to retrieve e. ranked list of collections,

?. Select the top group of coilectiona,

3. Searctr the top group of collections, i:c parallel oF se-

quentially, and

{. Merge the reaults from the various collections into o
single ranking.

Stepa 1 and 3 ca^n be performed hy a single algorithm oper-
ating on different indices.

To the retrieval algorithm, a CORI network looks like
a document retrieval inference network with very big doc-
umentsg each 'documentt ie a surrogate for a complete col-
lection. Search complexity ie comparable to searcling small
collections of abetracts. A CORI network for 3,000 docu-
ment collectione ie comparable to aearching the well-Isrown
collection of CACM abstra.cts. The 'tl' (d/) ,rrd 'idf' (icf)
valuee are higher, but that doee not a"ffect the computational
complexity of retrievaJ. There a"re alao maJry more inverted
Iists, but only thoae that match terme in the query sre ac-
ceased-

The effectivene$s of thie approach to ra.nking collections
was evaiuated using the INQUERY retrieval system [11;
12; 2] arrd the 3 gigebyte TREC document collection. The
TREC collection ie heterogeneouBr containing l-7 eubcollec-
tions from different Bources and/or periods of time (Tahle
l). The suhcollections vary widely in size, in number of
documente, and in average document length. Erperimenta
were conducted with 100 queries developed for TREC top-
ics 5L-150 during previous TREC and TIPSTER evaluatione

[1].
2 Th. iof.""rrce network can incorporat e proxirnity inforurat iou and

operatorr, but it ir irrpractical to do ro for collection ranking.
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Table 1: The TREC document eollections used for experi-
ments. The TEEC volume number ie ahown in parentheses.

Name ments Words
,g1g 21,425,011 249

AP'89 (1) 84?678 22t4OT,342 287
AP '90 (3) 78,321- 21,555,502 249
DOE (1) 2261087 17,201,000 193
Fed. Reg. ',88 (2) 19,860 20,068,562 219
Fed. Reg. '89 {1) 25,960 23,444,637 272
Patent (3) 6,?11. 19,624,651 254
sJM '91 (3) 90,257 36,441,456 301
wsJ '87 (1) 46,448 111562,767 132
wsJ '88 (1) 3g,go4 9,738,438 109
wsJ '89 (1) 12,380 3,307,151 38
wsJ 'go (2) 21,705 6,500,181 73
wsJ '91 (2) 52,652 12,418,568 146
wsJ 's2 (2)wsJ '92 (2) 10,163 21880,247 35
ziff 1 (1) 75,180 20,374,002 264
Ztfr 2 tz 56,920 15,637,443 184
ziff 3 f3 161.021 44.120.132 362

Table 2: The average optimal rsnk of the TREC Volume
collectione for topics 51-100 end 101-150.

wuJ Av rtrsJ w$J $r[,E7 'Eg 'EE '89 DOE Zitr 'EO
IUU5l

101- 150
2.3 z.fi 2.9 +.7 4.S 5.3 S.+
2.4 2.O 2.9 4.5 4.6 4.9 6.6

The mean-squared error metric wa.B ueed to compare the
effectivenese of vaxiations to the basic eollection rarrking al-
gorithms. The mean-sgua;red error of the collection ra"nking
for a siagle query is calculated as:

$ .r,""(o; -.8;)xlul
where:
O; = optimel rank for collection r, baeed on the

number of releva.nt documents it contained
(the collection with the largest number of
relevant documente is rEnked t, the collection
with second largeat number of relevant
documenta ie ranked 2, and so on),

.Bi = the rank for collection i determined by the
retrieval algorithm, and

C : the aet of collections being ranked.
The mean-squared error metric has the advantage that it is
easy to underetand (an optimal result ie 0), a^nd it does not
require labeling a collection 'relevant' or 'not relevant' for
a particular query. The average optimal rank 0; for each
collection in TREC Volume t ie shown in Table 2.

INQUERYTs algorithms for ranking documents have
been documented extensively [11; 12; 2; 1], so this discussion
ia confined to the changes neceseary to rank eollectione. The
changes were confined initially to replacing tf with df and
idf with ief , as diecusaed above, arrd rvith replacing the mex-
imum term frequency in a document statistic (moc-tfl with
the maximum document frequency in a collection (rncr-dfl.
Ilence, the belief p(rrlc;) in collection ci due to observing

term rr is determined by:

T = d-t+(1-d-t)' Ios(df + 0.5)
Ios(rnar-df + 1.0)

(1)

r _ r.*(E#)
csTlEl +lO

p(r:|";) = d-b + (1 - d-D) .T . I
(2)

(3)

where :
df is the number of documents in c; containing rrr
mar-df is the number of documente containing the

most frequent term in c;,

lGl is the number of collections,
cf ie the number of collections containing term rr,
dt ie the minimum term frequency component

when term r* occurs in collection c;,
du ie the minimum belief component when term

rr occura in collection c;.
Thie ie a variation of the well-known tt.idf approach to rank-
ing documenta, with val.uee normalized to remain between 0

and 1-, and further modified by default term frequency (ds)
and default belief {d5) values. dt and da default to 0.4.

The probabilistic query operators that combine the be-
liefe accruing from the query terme remained unchanged

[ff; fZ]. The proximity operatore urere replaced by etrict
Boolean AND operatore, due to the lack of proximity infor-
mation in CORI nets (diecussed in Section 6.2).

Thh approach wae used to rank TREC volume 1 collec-
tions for topics 51-100. The mean-squared error, averaged
over 50 queries, was 2.3471. The rankings for ahout 75% of
the queries were nearly perfect; the rankings for the other
26% were more disorganized, and accounted for most of the
error. No pattern wB,s eppsxent to explain why some queries
yielded euch poor rankings.

One pomible probiem in applying the default formulae
for ranking documents to ranking collections is the use of
the rnoe-df statistic to ecale d/. Although we have argued
that ranking collections ia analogous to ranking documente,
there are fifferences. The reaBon for ranking coilections ie
nof to find collections about a particular aubject; it is to
find collections containing as marry doeumenta as poesible
ahout the subject. Scaling df by man-df tende to obscure
emall (and not-so-small) sete of interesting documente in
Iarge collectione.

Recent experiments with document retrievel euggest that
it may be better to ecale tf by tf + K t for eome small I( [10].
The analogue for thie task would be to acale df by df -f .K,
replacing Equation 1 ebove with Equation 4 below.

T - d-r+[l -d-r). ,=o! = (4)dI+x
When ranking documente, it males sense to msle K a firnc-
tion of document length. However, when ranking collections,
it may make more senae to let I( be more seneitive to the
number, and not the percentage, of documents about the
subject. It may also mEke aenee to let If be large, becauee
the df va,lues will generally be large.

We defined K : h' ((1 - bJ + b - cufcta),where & and b

are constants, crr is the number of words in the collection,
and cur is the mefl.n cro of the collections being ranked. 'Ihe
coneta.nt k controls the magnitude of .I{. Varying b from 0 to
1 increaeee the sensitivity of K to the size of the collection.

Thie approach was used to rank TREC volume 1 collec-
tiona for topics 51-100. Experiments were conducted with
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Flgure 2: The effect on meam-Bquared error of \rsryrng I( (TREC Volume 1 collections, topics E1-100)). In a) b = 0 a,s k ie
varied. In b) fr = 200 as t ia varied.

vaJ.ues of k ranging from 1 to 300 (Figure 2a), and with
values of b ranging from 0 to I (Figure 2b). The best com-
bination of values for this set of queriee and collectione ie
it=200rb:0.75.

The mean-squared errorf averaged over 50 queries, for
this combination was 1.4686, which is 3E% hetter than the
mearr-Bgua.red emor obtained when ecaling df by moa-df .

The collection rarftirrgs improved for 30 queries, aome
quite dramatieally. The rankinge for I gueries deteriorated
slightly. The ra^nkinge for 12 queriee did not change.

A mean-squared error of 1.4586 is not perfect, but it is
good. Analyeis of the resulte reveale few eerious mistaftes.
Most of the mistakeB were due to mixing up the rankingn
of collections containing nearly equal numbers of relevant
documents. These ceees were counted as error&f hut they
would not be noticeable to s user. Indeed, although further
improvement [a possible, it is likely to yield diminishing re-
turrrs.

4 Merging Results

Ranking collections is only part of the problem. After a
eet of collectiona is searched, the ranked reeuJts from each
collection muet be merged into a single ranking.

If only the doeument rankinga are evailahle, the results
from each collection can be interlesved [fS]. Thie solution
is not satisfying, for it is unlikely that all of the collections
have equal numbers or proportione of relevant doeuments.
Ilowever, it ie difficult to do anything more sophieticated
without more informetion than juet the document ra,nkings.

Mrrry IR systems return not only a ranking of docu-
mente, but a numeric score that indicates how well each
document matches the query. If the Ecoree from different
collections Bxe compaxable, one carr merge the aet of rank-
ings based upon the document Bcores (rota rcore merge).

With eome technique*, the scores from difrerent collec-
tiona may not be directly comparable. For example, aI-
though the idJweights for many worde are relatively consis-
tent across different collections, the id/weighta of words such
as carnputer, tort and chole.rterol will vary widely among
technical, Iegal and medical collectione. Thie can viewed

as deeirahle, beeauee the idf representt the term'e impor-
tance in a particr:Iaf collection. It ca^n also be viewed as

undeeirahle, because an important query term can behave
erratically, rewarding the rendom mention of a term in one
collection and penalizing its common use in another [4].

The problem of incomparable $cores can be overcome in
aome caaee by normclizing statistice such as id/ for the eet
of collections being searched [e]. The intent ie to normalize
document Bcores to obtain precieely the eame results that
would be obtained if the individual document collections
were merged into a single unified collection. The difficulty
of normalizing document scores for a set of collections de-
pends upon the retrieval algorithms employed. For the in-
ference network ardeitecture, normalizing scores requires a
preprocessing etep prior to guery evaluation. In the pre-
processing step, the system obts.ins from each collection the
statietics about how ma.ny documente each query term or
proximity operator matches. The rtatistics sJe merged to
obtain a normalized idf. The query and the normalized id,fi
are sufficient to then retrieve documente with comparable
acoree from dieparate collectione.

Normalizing document scores cerr entail eignifica.nt com-
mr:nication and computational coste when collections Exe

distributed acrosg a wide-area network. An alternative to
both simple interleaving and normalized Bcoree ir merging
based on urcighted scorer. Weighta can be based uForr E

document's seore and/or the collection ranking information.
Thin approach offera the computational simplicity of simple
interleaving while overcoming eome of its diaadvantages,

The weight ur, below, ir an example of how one might
weight results from different collections. We have used the
collectionte Bcore, inetea.d of its rank, because we believe that
similar collections should have similsx weighte.

r-Jru=1+l0l ,
where:
l0l : the numher of collections eearched,
I : the collection's acore, a^nd

i = the mean of the collection scores.
Eactr document is ranked baeed upon the product of its score
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Table 3: Different techniques for merging results from different collections (TREC Volume 1, topica 51-100).

Interpolated Recell - Precision Averugea (50
Normalired Interleaved

Merge Merge
o% EE.BT ?E.95 (-10.7

tora 65.99 3E.6? (-+r.+
20% 57.4s 2s.42 (-48.e
30% 51.23 24.7s (-51.?
40% 45.63 20.13 (-55,9
50% 38.65 14.64 (-62.1
6;oYo 32.95 1o.?4 (-6?.4
ToYo 26.25 6.81 (-f+.t
Eo% 1?.s1 4.zs (-zr.z
so% 8.36 1.43 (-82.9

1O0% 1.22 0.33 (-?3.0
Average precfu ion (non-interpolated) over

queriea):
Rarn Score

Merge
E3.14 (-E.e
60.08 (-9.0
52.49 (-8.7
45.88 (-10.4
40,53 (-11.2
34.23 {-11.4
2T.57 (-ro.s
21.83 (-16.S
15.24 t-12.0
6.71 (-1s.?
1.18 (-3.3

all rel docs

Weighted
Merge

8E.92
65.15
5E.21
5L.Ert
45.92
39.80
32.83
26.28
lE.22
10.64

1.25

-2.&
-1.3
+1.3
+t.2
+0.6
+2.2
-o.4
+0.1
+5.3

(+zr.s
(+z.s

Precision;
5 docs: 69.60 82.E0 (-24.1) 63.60 (-8.6) 67.60

10 docsr 65,00 43.20 (-33.8) 5s.20 (-8.s) 64.20
L5 docs: 62.ss 3E.0o (-30.6) 5$.47 (-5.5) 62.00
2o docs: 6?.10 3?.3o (-3s.s) 56.20 (-s.s) 61.60
30 docsr 59,00 s5.4o (-40.0) 53.6? (-9.0) 59.33

100 docsr 46.76 2S.82 (-36.2) ffi.66 (-A"e) 47.76
R-Precirion (precirion aftcr R (= numrel for a query) docr retrieved):

Exect: 41.06 26.42 (-30,4) 38.67 (-7.8) 42.46

37.76 17.54 (-53.5) 33.67 (-10.8) 3E.16 (+r.r1

(-2.e)
(-r.z)
(-r.s)
(-0.E)
(+o.o;
(+2.t1

(+t.21

and the weight ra for its collection. This algorithm favors
documents from collectione with high scores, but aJ.eo en-
ables a good document from a poor collection to he rsrked
hishly.

These four approachee to merging reaulte, interleaxing,
rf,w scotettnorrnalised tcotei and ureighted tcoret, wer€ com-
pared in a series of erperiments using the collections End
queries described in Section 3. Experimenta Hrere conducted
with two query sets (51-100 and 101-160) on TBEC VoL
ume 1 {7 collections), Volume 2 (6 collectione), Volume 3
(4 collections), Volumes 1f2 (13 collections), end Volumes
1+2+3 (17 collections). Results sre shown for Volume 1,

arrd Volumes 1*2*3. The normalized tcoret approach was
treated ae the baecline, hecause it ie equivalent to the "eingle
da.tabase" paradigm that has been the norm in information
retrieval. The experimental resulte axe contained in Tables
3-5-

Both 11 point recall/precieion arrd abeolute precision at
various cutoffs are included, to give a clear picture of behav-
ior at both low and high recall. Recall a^nd precision were
calculated by the TREC trec2-eval program using just the
top 1000 documents from the merged ranking. This ap
proach treats all documente above ran} 1000 as ra.nked lart,
grving B rrery pearimistic view of high recall behavior.

In eactr experiment, eimple interleaving of document
rankings wa; extremely ineffective, producing drematic
Iossee in average precieion. This result is not surprising,
hecause interleaving has the effect of boosting the rankinge
of random documents from collections with few relevant doc-
uments.

Mergiag based on raw document Bcores from each collec-
tion was eignifica"ntly woree than ra.nking baeed on normal-
ized document scores, causing Ioesee from 10-20% in aver.
age precision. The only difference between the normalized
and unnormalized Bcorea was the ddf component. This re-
sult confirms previoue reeearch euggesting that unnormal-
ized idfa can give misleading reeulte [4].

Ra.nking based on document Ecores and eollection-

specific weights was about as effective as ranking based on
normalized acoree. It produced small improvements in most
levels of recall for queries 61-100 on the TREC I coilectionsl
smeJl loesee in most leveis of recall for queries 101-150 on
the TREC 1 rollections; and small changes in precision at
moet levele of recall for queriee 51-100 on the TREC 1+2+3
collections. In general, our erperience with weighted rank-
inge was small changes et low recall, arrd occesionally erratic
hehavior at high recall.

We view theae resuits as extremely encouraging. They
euggest that it is possible to get the securacy of rarrkings
based on normelized eeoree without the computationa.l ef-
fort.

5 Collection Selection

In the experiments deecribed above, aII collectiorle were
searched, arrd their results ueed to create the fina"l document
ra^nkinga. However, in distributed environments, one rarely
has the rerourcee to eeaxch eyery collection. It is more likely
that one eeaJches an index of collections, obtains a raJrk-
ing, and then searches the top few collections for interesting
documents.

There Ere Brry number of ways to decide how far down
the collection rankingt to go. One could choose the top n,
any coilection with I Bcore greater than eome threshold, or
the top group as defined by some clustering method. We
investigated the latter approactr.

A singie-pas* algorith* [g] waa ueed to cluster the col-
lection rankings for each query. Collections were cluetered
on the basis of their scores, as determined by the collec-
tion ranking algorithm (Section 3). The cluster difference
threehold wae Jow (0.0OfZ), creating clusters that tended
to be amaller than neceesary. The Beven THEC Volume 1

collections produced an average of 4.04 cluatere for topica
51-100 Efld 4.06 cluetere for topica 101-150. It was rare for a
collection with a sifficant number of relevant documents
to be exeluded from the top 2 cluetere.
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Table 4: Different techniques for merging reaultr from different collections (TREC Volume 1-, topics 101--150).

Raw Score lil'eighted
Merge

7e.64 (-E.2:
60.76 (-1.4:
53.35 (-2.4,
48.ls (-2.7',
{rl.86 (-6.5,
3?.03 (-3.0,
30.e2 (-s.r
25.30 (-3.2
18.47 t-2.8s.?o (-s.o
1.15 (-Zr.A

35.60 (-3.7)

Precision:
5 docsr 63.20 54.40 {-ra.e) 60.80 (-3.E) 62.00 (-1.S}

1o docs: 5E.E0 50.00 (-15,0) 58.80 (-5.1) 58.20 (-1.0)
15 do$r 5s.13 4s.73 (-26.0) 54.00 (-E.7) 56.00 (-5.3)
20 docsr 5?.3o 41.00 (-28.4) 52.30 (-E.7) 55.50 i-3.1)
30 docs: 5s.6CI 3E,47 {-3o.E) 50.27 (-e.6) 53.80 (-3.2)

1o0 doss: 43.$2 2s.06 (-33.8) 40.04 (-E.E) 43.34 (-1.3)
R-Preciaion (precirion after R (= num-rel for e query) docr retrieved):

Exact: 39.8s 26.50 (-33.5) 36.96 (-?,3) 38.47 (-3.5)

The efrect on recali and precision wa,E noticeable, but not
significant at low reenll. 'We summsrize the results, rather
than provifing complete recall/precision tablea, due to Bpace

limitations. \ryith topics 51-100, the difference between ue.
ing the two best clusters of collections (an Everage of 4.04
coliections) and using all 7 collections was lese therr -5%
at aJl document cutoffs from 5 to 1,000. The difference in
exact R-precision was -0.9%. The difference in averege 11

point preciaion was -2.2%. The effect on topics 101-150 was
more notieeable, with differences > 5.0% at and above the
200 document cutoff. The difference in exact R-precision
was -5.6%, and the diflerence in average 11 point precision
wss -9.1%, both reflecting significant deterioration in high
recall reeults.

It is not eurprising that eliminating collectione reduces
recall. There wiJI occasionally be errors in the collection
ra^nkinge, or a few relevant documents in marginal collec-
tions. In our opinion it is more significant, and encouragrngr
that preciaion at low recall is relatively una^ffected when the
number of collections searched iu reduced by  3%. Few in-
teractive users vriU eare about a drop in recall at rsnk 200.
Thoee that do can choose to search more collections.

6 Optimization

In this aection we diecues eeveral decisions tha.t ca.n a.ffeet
the eflftciency of collection ranking a^nd merging ra^nkings.

6.1 Represent a Collection With a Subset of Terms

One could create a nmoller collection retrieval inferenee net
by keeping only a subset of thc terma that appear in the
collection. An example would be to keep only the most
frequent. An experiment with TH,EC Volume 1 and topics
51-100 investigated the effect of building inference nets with
different percentages of the most frequent terma i-:r the col-
lection. Figure 3a shows the mean-equared error, averaged
over 50 gueriee. Figure 3b showe the eflect on average 11

point precision. The results suggest that it ie necessary to
store at leest the 20% most frequent terms, asrd that there
is some advantage to storing all of the terme.

6.2 Proximitylnformation

The INQUERY systerrr [2], which ie based on the inference
network model, extends the inference network forma^lism to
include proximity operators. One could aJso use term prox-
imity information for collection rarking, but it would require
that the location of eech term in each document in each col-
lection be stored in the CORI index. Although it is possible
to do ao, the CORI net for one collection would become
about 30% the size of the original eollection.

6.3 Retrieving Fewer Documents

If a user wsJrte to retrieve n documents from a eet of C
collections, one could retrieve n documente from each col-
lection, merge the rankings, and then discard everything
below rank n. However, thia approech is costly if collections
ere distributed widely aeroEe networka, becauae (C - f) . n
documents are retrieved, sent acroBs the network, and then
discaxded without a ueer seeing them [13]. This cost raises
the question of whether it ie possible to safely retrieve fewer
than n documente from collectione with low ranke or Ecoreg.

We have experimented with a her.rrietic that uees the col-
Iection ranking information to decide how much to retrieve
from each collection. The number of documents trl retrieved
from the i'th ranked collection is:

E(i) : M.n.'*u9;o : M .n. 2 ;(llc -=i)pi=Lr ' C'(C+t)

where Me[1.0, g#], and M . n is the number of documents
to be retrieved from all colleetions.

This heurietic is a iinear function thet a.llocates a pre-
determined number of document retrievalu (.11{. n) acroee C
coilections. If C : 5 and M :2, the first collection retrievee
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Table 5r Different techniques for merging reeults from diflerent collections (TREC Volumes 1, 2 a,nd 3, topics 51-100).

Precirion:
5 docs: 58.80 60.00 (-12.E) 64.40 (-e.+) 6E.00 (-1.a)

1o docg; 67,00 53.40 (*20.s) 61.60 (-8.1) 66.20 (-1.2)
15 doca; 44.67 42.00 (-35.1) 59.4? (-a.o) 64.53 (-0.2)
20 doca; 63.40 40.90 (-35.5) 5?.60 (-s.t) 62.80 (-o.g)
3o dossr 6r.27 39.E0 (-35,0) 57.es i-5.5) 61.33 (+o.t1

100 docs: 53.80 s?.Td {-39.1) 4s.80 (-?.4} 54.40 (+t.t)
H,-Pr.ecision (prccirion after R (= num+el for o query) docr retrieved):

Interpolated Recall - Prpcirion Averageo (f0 querieo):
Normolized Interleaved Raw Score Yf'eighted

Merge Merge Merge Merge
oYa E6.50 fi.15 (-ro.a) &4.41 (-2.4) 86.54 (+0.01

10% 5s.e0 33.81 (-43.6) 54.04 (-e.s) 6o.0s (ru.a1
zAYt 50.06 24.5t (-51.e) 45.EE (-10.0) 5o.3o (-1.3)
3,0% 43.sz 16.a8 (-62,4) s8.e1 {-10.2) 42.04 (-s.o)
40% 33,78 10.06 (*70.2) 2e.35 (-13.1) 35.04 (+s.r)
E0% 24,67 ?.01 {-?1.6} 1e.71 (-20.1) ?,e.47 (-4.s}
60% 16.12 4.44 {-zz.s1 12.e5 (-1s.7) 16.61 (+s.01
70% 72.7s 2.o4 {-ar.s1 10.86 (-10.e) 11.53 (-5.4)
Eo% 7.44 o.4i {-e+.s; r.EE (-28.4) 6.48 (-1s.s)
Bo% 3.20 o.33 (-8e.?) 2.53 (-20.e) 2.76 (-13.8)

1o0% 0.00 0.00 (Inf) 0.00 (Inf) o.00 (Inf)
Avernge precirion (non-interpolated) over all rel docs

zE.uE t2.34 {-56.4) 25.11 (-11.2} 27.st (-1.3)

36.Ss 22.E6 (-3E.2) 34.54 (-6.6) 36.66 (-0.s)Exact:

0.67. n documents, the eecond retrieves 0.53 . n documents,
the thjrd retrieves 0.40 . n, the fourth retrieves 0.27.n, and
the fifth retrieves 0.13 .n. More documente sre retrieved as
M is increased, allowing the uaer or syatem to trade coet for
safety.

In experiments with TREC volume 1 arrd topica 51-150,
the total number of documents retrieved to produce a final
liet of 1000 was reduced from 4,050 to 2000 (a 51% savings),
with only minimal impact on recall a.nd precieion. There
was almost no ehange in which documents were ran-ked 1 to
500 for each query. The avera.ge lt point precision changed

-0.L% for topies 51-100, and *1.0% for topics 101-150.
We also explored the effect of retrieving different num-

bers of documente by varying M from 1 to 3 by 0.5. For
the TREC volume 1 collectiona, all values produced nearly
identical resulte for ranks 1 to 200. At ilf = 2r they were
identical down to rsrrk 500. M :3 produced slightly better
results hetween ranks 500 a.nd 1,000, on both query eetr,
than smaller valuea of M. Similar results were obtained,
with slightly higher values of M (e.g. M = 3 insteed of
M :2), for the full eet of 17 TREC collections.

These results &re encouraging, but they are hased on rel-
atively accurate methode of ranking a.nd eelecting collections
for a query. When accurate methode are available, compu-
tation and communication costn caJr be minimized by re-
trieving fewer documente from each collection. When there
is doubt about the collection ranking, it may be worth the
added cost to retrieve more documents from each collection.

7 Conclusion

As information retrieval systemr are applied in networked
environmente to widely distributed document collections,
the eysteme will need to provide collection ranking, collec-
tion telectiona;nd recultt rnerging capabilities. It is desirable
to provide theee capabilities efficiently and traneparently, ao
that users can, if they chooee, maintain the illusion of a
eingle 'virtual' collection retr:rning a single, coherent aet of

resulte.
Thh paper describes efficient algorithms for providing

theue capabilitiee in uystem* ba.eed on the inference network
mod.el of information retrieval. They enable a system to
automatic&I1y Errd efficiently rank collections for relevance to
E query, select a eubeet of them, seaJctr the subset efficiently,
and then accurately merge the results. The effectiveneee
of the algorithms is demonstrated in experiments with the
INQUERY information retrieval system and the TREC eet
of document collections.

The experimentel results a.re encouraglng because sim-
ple methodu were quite effective with collections that varied
widely in eize and content. However, they must be viewed
as preliminary, because only 17 collectionB were involved.
These methods will be equally efficient with hr:ndreds or
thousarda of collectionr, but it is not Imown whether they
wiil be equally effective.

Distributed collections present severBl other problems
that we have not addreseed. In our work, all of the col-
lections ueed the same stemming algorithm, stopword list,
and query proeessing techniquee. When these differ, as they
wil} in collectione on wide-area networks, several problems
become more diffi.cult. It is lese obvious how to repreaent
each collection in the collection retrieval inference network.
It is not clear how to provide information to the user about
how the information need was transformed into a struc-
tured guery, because the tra^nsformation may be collection-
specific. FinaJIy, it is unclear how to perform relevance feed-
back when the set of relevant documents is scattered Ecross
a eet of collections with different representations.

The work deecribed in this lla.perr although positive and
encouraging, is merely the firat atep.
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Figure 3: The effect of building CORI nete from only the most frequent terms (TREC Volume 1 coilections, topicr Sf-fOO).
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