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Preface

Digital Coding is by no means a new subject. It has been practiced for the better part of
fifty years, with the last twenty years witnessing an unprecedented amount of activity. The
number of archival publications in this period is in the th ds. The um of this
activity is expected to continue although there may be important shifts in emphasis. One
such shift may be from concepts-type literature to implementation-type endeavors. As in
many other subjects, fundamental innovations will probably, and hopefully, continue to be
made in digital coding, leading to advances in bit rate reduction more impressive than those
reported in this book. It may be fair to say, however, that our understanding of speech and
image coding has now reached a very mature point, making the time ripe for a book of the
type we are offering.

Emerging communications- and information networks require ubiquitous uses of digital
speech, digital audio and digital video. Applications include transmission, storage,
conferencing and many kinds of signal processing for information manipulation and display.
Basic to all these systems are techniques for waveform digitization with acceptable levels of
signal quality. This indeed is the topic of our book.

There have been outstanding books on specific aspects of waveform coding. These
include pioneering works on Pulse Code Modulation and Deltamodulation. There have also
been well-respected books on Speech and Image Processing with excellent special sections on
Digital Coding. However, to our best knowledge, the present book is the first to offer a
broad and in-depth coverage of waveform coding concepts and algorithms. This is also the
first attempt to include both speech and image systems under one cover, not counting a
reprint book on the subject edited by one of us about eight years ago.

The non-existence of a treatise on waveform coding was certainly a major motivation for
our book, and its production has made possible the unification of a wealth of information
that was hitherto scattered in diverse branches of literature such as Information Theory,
Communications Technology and Signal Processing. The idea of a book that would treat

xi
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both speech and image signals was not obvious since the authors of this book were much
closer to speech coding than to image coding. But it became apparent at a fairly early stage
of the project that the fundamental principles of most coding algorithm§. as well as the
notion of using statistical input models for coder analyses, were equally valid for speech and
image waveforms. In fact, these principles could best be illustrated by invoking examples
from both fields, and this is indeed the approach used in this book. )

In the interest of a unified exposition, issues that are very specific to one type of signal
are usually avoided in this book. Exceptions are extremely important and standardized
systems such as logarithmic PCM coders for speech and run-length coders for two-level
graphics images. In general, optimization of coding algoml!ms to a given signal involve
attention to specific signal properties as well as specific issues in pcrf:eptlon. and these r.es.ult
in finely tuned coding structures that may not be covered in our basic treatment. Practicing
professionals seeking such information will therefore be expected to supplement the chapters
of this book with speech-specific or image-specific reading, as the case may be. There are
fairly long, although not exhaustive, lists of references at the end of each chapter to help the
readers in this regard.

An example of a topic that is entirely out of the scope of our book is analysis-synthesis
vocoding for speech. But there are many fundamental signal processing algorithms covered
in this book that have direct application in the above specialized area as well. Examples of
such basic algorithms are those for quantization and prediction.

As a text for a university course on waveform coding, this book is perhaps unique. It
makes possible, for the first time, a complete one-semester or one-quarter graduate course on
coding, instead of teaching coding as a small aspect of a signal-processing or
communications systems course. The problems and the computer projects in the text have
been chosen to provide a useful mix of drill-type exercises and perspective-providing tools,
and a solutions manual for the problems is being offered to faculty desiring to teach this
course. Included in the table of contents are asterisks reflecting optional or specialized
topics that could be eliminated for the purposes of teaching the course. Needless to
mention, some lecturers intending to use this book for a course will tend to exercise their
own specific choices with regard to scope and emphasis. There is also the possibility of
teaching the book in two companion semesters or quarters.

Parts of this book have been used by its authors as the bases for regular courses in
universities, intensive courses for practicing professionals and courses in continuing education
programs in professional environments such as Bell Laboratories. In its present form, the
book was first used to teach a 40-hour one-semester graduate course at the University of
California at Santa Barbara in the beginning of 1983. The background that was expected
from the students in this course was basic knowledge of linear systems, probability and
statistics, and familiarity with programming techniques for carrying out computer projects.

Synopsis

The following paragraphs summarize the purpose and content of each of twelve chapters
in this book. Most of these chapters include problems for solution. There is a separate
section on computer projects. There are seven appendices.

Chapter 1 defines the waveform coding problem and summarizes the accomplishments in
the field of bit rate reduction. It introduces objective as well as subjective criteria for the
measurement of digitized signal quality. It also addresses the issues of coder complexity and
coding delay by identifying three broad classes of coding algorithms, examples of which are
discussed at length in later chapters of the book.

xii Preface
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Chapter 2 describes properties of speech and image waveforms that are relevant to the
coding problem. It discusses quantitative statistical models that are used in later chapters to
motivate quantization and coding algorithms, and to calibrate their performances with
respect to the promises of Rate Distortion theory. The statistical descriptors used in
modelling waveforms include the probability density function, the autocorrelation function,
power spectral density and a special property thereof called the spectral flatness measure.
Also discussed in this chapter are properties that are specific to speech and image
waveforms, such as nonstationarity and quasi-periodicity.

Chapter 3 discusses the process of waveform sampling. This process is a basic
prerequisite for digital coding systems, and most of the chapter is an attempt to recapitulate
well-known fundamental results and theorems on uniform time sampling. The chapter also
includes discussions that are specific to speech and image sampling. For example, it
discusses the rationale behind specific anti-aliasing or prefiltering operations that are tacitly
assumed in most of speech and image work.

Chapter 4 deals with amplitude quantization. It is the longest chapter in this book, and
it could very well have been a monograph by itself. After a fairly complete description of
uniform quantization and a derivation of a fundamental 6 dB/bit signal-to-noise ratio result,
the chapter goes on to the extremely important refinements of nonuniform quantization,
logarithmic companding and adaptive quantization of nonstationary inputs. The chapter
includes a section on the statistical properties of quantization errors which helps to put in
perspective commonly assumed error properties such as uniformity of its probability density
function and whiteness of its power spectral density. The chapter also shows the benefits of
variable-length entropy coding in bringing quantizer performance closer to the Rate
Distortion bound. Vector Quantization, which has a similar potential, is discussed in a later
chapter.

Chapter 5 is on pulse code modulation (PCM). This is the earliest and best understood
technique for digital coding and 8-bit PCM coding provides a standard against which other
algorithms are compared, in both speech and image work. In deference to the ubiquitous
use of 8-bit logarithmic PCM for high-quality speech communication, a good deal of this
chapter is devoted to discussions specific to this standard.

Chapters 6, 7 and 8 are very closely related. They discuss, respectively, differential
PCM, noise feedback coding and deltamodulation.

Chapter 6 begins the discussion of differential PCM (DPCM) with the theory of linear
prediction and the notion of prediction gain as a e of redundancy removal in a
sequence of correlated samples. Several examples illustrate the dependence of prediction
gain on the number of waveform samples used in the prediction of a sample to be coded.
Later sections of this chapter discuss adaptive algorithms needed for the efficient prediction
of a_nonstationary pr ith_time-varying spectrum; and algorithms based on distant
samples, for the predictions of a quasi-periodic signal such as voiced speech or a moving
image. Adaptive Prediction is the basis of high quality speech and image coding systems
using 4 bits per sample. Combipations of adaptive and distant-sample-based prediction
produce some of the best results in bit rate reduction, and make possible high-quality
digitizations of speech and video a ing rates as low as | to 2 bits per sample.

Chapter 7 deals with the notions of open-loop DPCM and noise feedback coding, and
provides a formal discussion of noise shaping. Linear prediction, as discussed in Chapter 6,
can provide a very useful utilization of redundancies inherent in waveform production.
Suitable designs of prediction error quantizers in DPCM can also exploit some of the
properties of the human perceptual mechanisms, and provide coding configurations that
enhance perceived quality at a given bit rate. Noise feedback coding provides an additional
degree of freedom in coder design and makes possible a more direct control of reconstruction
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noise spectrum. This kind of noise shaping can provide very powerful perceptual
optimizations of DPCM-type coders.

Chapter 8 is on deltamodulation, the special case of DPCM with a two-level quantizer,
Deltamodulation is the simplest form of digital coding, and like PCM, it has found wide
applications in digital transmission as well as in signal processing. The coarseness of the
one-bit quantizer usually necessitates thg oversampling of the inpu The chapter
therefore includes a discussion of prediction gain as a function of sampling frequency. For
important classes of input spectra, the result is a 9 dB/octave result for the signal-to-noise
ratio of deltamodulation with a single integrator or first-order predictor. After pointing out
the advantages of double integration and delta sigma modulation, the chapter enters into a
comprehensive discussion of adaptive step-size algorithms for nonstationary inputs. In
particular, syllabically adaptive deltamodulation is well known for its transmission error
resistance and this type of coder, usually known as continuously variable slope
deltamodulation (CVSD), is discussed at length.

Chapter 9 discusses delayed decision coding, a class of algorithms that anticipate, or take
into account by some means, the characteristics of the actual sequence being digitized. The
mechanism for doing this involves the use of significant encoding delay by definition, and a
search for a best output sequence, or a part thereof, as stored or generated in structures
such as trees, trellises or codebooks. Coding algorithms based on codebooks are also known
as vector quantizers. An interesting result of this chapter is that delayed decision coding is
useful even when the input is a sequence of independent, identically distributed random
variables. In fact, the technique provides an important approach to rate-distortion bounds
with inputs such as gamma-distributed variables for which the performance of conventional
scalar quantizers is very poor. Delayed decision coding is also a powerful technique for the
encoding of correlated sequences. In this case, there are two alternative approaches. The
first is based on the direct application of delayed decision coding to the correlated input
sequence. The second method is based on redundancy removal as in differential coding,
followed by delayed decision coding of the prediction error waveform. Examples from
speech coding are used to illustrate the efficiency of these techniques at coding rates in the
order of 1 bit per sample. Delayed Decision Coding also provides a natural framework for
realizing fractional coding rates such as 0.5 bit per sample.

Chapter 10 deals with a very specific waveform, that of two-level graphics, or facsimile.
Many important classes of two-level images are characterized by long clusters or runs of
all-black or all-white pixels along a horizontal scan line. Run-length coding is a
conceptually simple, and highly efficient technique for the error-free coding of such inputs.
The techniques usually call for some kind of variable-length coding to account for the fact
that the probability of a given run is a very nonuniform function of the run-length. Run-
length coding techniques can also utilize vertical or inter-line correlations in the graphics
input, for greater encoding efficiency in appropriate two-dimensional algorithms. Several
run-length coding algorithms have been standardized internationally, and these standards are
discussed at some length in this chapter. The more efficient examples of the run-length
algorithms encode standard graphics documents using less than 0.1 bit per pixel on the
average.

Chapters 11 and 12 return to the problem of encoding multi-level inputs with non-zero
error. Unlike the predictive coding methods of earlier chapters, the last two chapters of the
book use a frequency-domain or transform-domain approach.

In the sub-band coding approach of Chapter 11, an input such as speech is first split into
contiguous sub-band signals which are encoded separately. The sub-band partition makes
possible the use of variable bit allocation, so that input components that are deemed more
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important can be quantized with greater numbers of levels. The bit allocation may reflect
differences in speech power in the various sub-bands, and/or differences in the perception of
noise occurring in those sub-bands. Emphasis in Chapter 11 is on relatively simple designs
for speech coding, characterized by a fairly small number of sub-bands, and a time-invariant
design of the bit allocation algorithm.

Chapter 12 is on transform coding. This chapter generalizes the sub-band approach to
include the possibility of splitting the input into a much larger number of frequency-domain,
or more generally, transform-domain components. These components are in fact the
transform coefficients that result from a linear operation on an input sequence block whose
length equals the number of transform coefficients desired. Transform Coding performance
increases with block length. The maximum performance of transform coding is shown to be
identical to the maximum performance of a differential or predictive coding system.
Transform coding and predictive coding are however very different in_the perceived
properiies of their reconstruction errar sequences, and in_the perceived effects of
transmission _errors. Practical versions of transform coding use suboptimal but easily
implementable transforms. Several examples of these transforms and their properties are
discussed at length. Later sections of this chapter concentrate on applications to speech and
image coding. In the case of speech coding, emphasis is on algorithms for adaptive bit
allocation to track the time-varying nature of the input spectrum. In the case of images, an
additional point of focus is the need for efficient approaches in two-dimensional and three-
dimensional coding. In both cases, transform coding is shown to lead to very high quality
digitizations at a bit rate in the order of 2 bits/sample, a result that is comparable with the
best results with adaptive predictive coding.
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Introduction

1.1 Digital Coding of Waveforms

This book will discuss many -techniques for representing analog waveforms by
sequences of binary digits, or bits. Digital coding is the process, or sequence of
processes, that leads to such digital representations. The benefits of digital

. hadite ] . s .
representation are many and well known [Aaron, 19791, Perhaps most significant is
the f;ct that(digital signals are less sensitive than analog signals to transmission

noise: Jas a result, digital signals have offered the possibility of making better use of
interference- and noise-limited communication .media, although at the expense of
greater bandwidth than that demanded in analog communications. To give a
concise list of other advantages, digitized signals are easy to regenerate and store,
to error-protect and encrypt, and 10 multiplex, packetize and mix. Digitization of
waveforms also enables an cfficient umification of transmission and switching
functions in communications; it also permits an. extensive application of digital
signal processing. Time-shared digital signal processing, unlike analog processing,
makes better use of new classes of technology, such as optical and millimeter wave
devices, which excel in speed rather than in properties such as linearity. Digital
processors and terminals also make better use of the rapid revolutions in
microprocessor and integrated circuit technologies.

Digital representations of analog waveforms entail, however, the introduction of
some kind of coding distortion; and a basic problem in waveform coding is to
achieve the minimum possible distortion for a given encoding rate (bits per second,
or bits per waveform sample) or, equivalently, to achieve a given acceptable level of

distortion with the least possible encoding rate.. The encoding rate is referred to as
1.1 Digital Coding of Waveforms 1
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the pit rate in the rest of this book, and it is specified either as the number of bits
per second, or as the number of bits per waveform sample. The distortion is
specified either by an objective measure such as the Signal-to-noise ratio, or by a
subjective measure such as the mean opinion score. An additional parameter that
enters the picture is coder complexity or cost, but the role of this parameter tends
to diminish as advances in technology and signal processing bridge cost gulfs
between the sophisticated and the simple.

Applications of digital representations are many and increasing. They include
transmission and/or storage of speech, audio, video and graphics waveforms,
satellite imagery, and geophysical and medical data, to mention important
examples. Digital representations are also very helpful in the Pprocessing, copying,
editing and displaying of the above-mentioned signals. This book focuses primarily
on telephone-bandwidth speech and monochrome video. The digital coding of
these signals will be referred to as speeck coding and image coding, respectively.
Our treatments of these topics can be generalized, sometimes in straightforward
fashion, to apply to higher-bandwidth audio and color video. Chapter 10 provides a
special discussion of two-level graphics.

The Basic Processes of Digital Coding. Figure 1.1 is a qualitative illustration of
how analog waveforms, which are time-continuous and amplitude-continuous,
enter the digital world by means of time discretization (sampling) and amplitude
discretization (quantizing). The waveform in (a) is analog, and that in (d) is its
digitized version. Each of the time waveform samples in (d) has a finite number of
allowed amplitude values, represented by appropriate groups of binary digits, such
as the sequences 01, 10 and 11 in the illustration. The transformation from () to
(d) can be via stage (b) or — as is more usual — via stage (c). Time
discretization will be assumed for waveform sources in all of this book, unless
otherwise mentioned. When performed with adequate resolution, time
discretization will be seen to be an information-preserving operation. In contrast,
amplitude quantization will be information-lossy by definition.

A waveform_encoder typically accepts a_time-discrete input such as (c) and

provides 2 binary output sequence which is sufficient to derive the digitized

Figure 1.1 Four types of signals: {a} amplitude-continuous and" time-continuous; (b) amplitude-discrete
and time-continuous; {c) amplitudc-continuous and time-discrete; and (d) amplitude-discrete and time-

discrete.
(g} (b) P ,
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reconstruction_(d). Tt is the function of a waveform decoder to accept that binary

output sequence, or a version of it, at the output of a storage or transmission
medium, and thence to deliver the reconstruction (d) — strictly, a lowpass filtered,
or smooth version of it. The term waveform coding is sometimes used to suggest
thé encoding process alone. But throughout this book, as in most coding literature
[Jayant, 1976] [Flanagan et al, 1979] [Netravali and Limb, 19801, the term will
imply the combination of encoding and decoding processes. This is the notation in
Figure 1.3, where the single box labeled waveform coding system signifies encoding
as well as subsequent decoding.

1.1.1 The Digital Communication System

The overall digital communication scenario is shown in Figure 1.2, and most of
this book focuses on the waveform encoder and waveform decoder boxes. The*
composite of these two boxes is sometimes called a waveform coder or waveform
codec (coder + decoder = codec). The latter terminology is especially used in the
context where both coder and decoder are implemented within a single unit at
{ransmitter and receiver terminals. A simple example of the waveform encoder box
is a PCM encoder (Chapter 5), which involves an amplitude quantizer followed by
a binary cedeword generator.

Prefiltering and sampling, and the inverse operation of reconstruction filtering
in the receiver, are procedures that are tacitly assumed in digital waveform

smmunication. The concept of information-lossless sampling of a bandlimited

Figure 1.2 (a) Digital communication of waveforms; {b) digital channel.
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analog source is very significant and is discussed at length in Chapter 3. It is also
shown there that coder design based on the signal-to-noise ratio (SNR), obtained
by comparing x (1) and y (n) as in Figure 1.1, is equivalent to a design that would
result by comparing the analog versions x'(¢) and »'(¢). It should also be noted
that coder inputs can sometimes be amplitude-discrete. Examples are two-level
graphics images and computer-stored multi-level waveforms used in coder
simulations and implementations. In the former example, the aim is to transmit
two-level graphics without introducing further degradation. In the latter situation,
one has a sequence of multi-level signal samples (say, 8-bit or 256-level image
sampies and 12-bit or 4096-level speech samples); and the object is to reduce the
bit rate for case of transmission or storage, with a non-zero but hopefully minimum
possible amount of signal degradation.

It must be emphasized that digital waveform communication still uses physical
channels that transmit enalog waveforms. Digital systems for waveform storage
use analog media or "channels” as well. In Figure 1.2, double lines indicate digital
signal paths, and the modulator and demodulator boxes provide the interface
between analog and digital signals in the communication system.

In birary digital communication, which is assumed in this book, the output
{b ()} of the waveform encoder, as well as the output of the channel encoder, are
sequences whose elements are 1 or 0. Note that the binary code letters 1 and O are
logical symbols and will be used as such in this book. Electrical signals that are
used to convey the above binary information can be members of several binary or
non-binary sets: for example, pulse, or sinusoidal signals with amplitude levels (S
and 0) volts, or (+S and —§) volts, or (+S, 0, and ~S) volts. The choice of an
electrical signal set is dictated by transmission requirements such as the need to
avoid a de or zero frequency component in the transmitted signal spectrum, ease of
synchronization and automatic error detection [Bennett, 1978] [Shanmugam, 1979]
[Schwartz, 1980]. An example of a practical electrical signal set is that in a
bipolar system where a logical 0 is represented by 0 volts, and a logical 1 is
represented alternately as +S and —S, with the alternation taking place at every
occurrence of a |, With an equiprobable (I, 0) output from the digital waveform
coder, the resulting ternary sequence does not have a dc component; further, the
frequent zero crossings permit casy recovery, when needed, of the discrete-time
information from the received channel signal; and finally, the +S alternation
property results in automatic error detection of any isolated error, which causes an
immedijate violation of the alternation rule. .

Figure 1.2(a) has introduced the notion of a digital channel. The several
components of such a channel are shown in Figure 1.2(b). The modulator in this
figure maps the charnel encoder outputs 1 and 0 into analog signals suitable for the
physical transmission channel, while the demodulator uses an appropriate decision
threshold to interpret received signals as corresponding to either | or 0. The role of
the channel encoder is to add controlled redundancy into a bit stream so that its
inverse, the channel decoder, can correctly interpret digital sequences even in the
presence of some channel noise and consequent bit errors in the demodulator. The
channel encoder, the modulator, the physical channel, the demodulator and the
channel decoder are sometimes lumped into one ideal box, a noiseless digital
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channel: in this ideal case, b'(n) = b(n) in Figure 1.2. However, in this book we
allow the possibility of a noisy digital channel with a_non-zero bit error probability
p.. This error prebability is sometimes called the bit error rate. When p, # 0, the

Bit sequence b'(n) available to the waveform decoder is no longer identical to the

sequence b (n) provided by the waveform encoder.

In Figure 1.2, codewords at digital channel inputs and outputs, which are really
sequences of R consecutive values of b{(n} and b'(n), respectively, have been
denoted by symbols u.(n) and v.(n). In succeeding chapters, we will consider the
channel as a mapping between an amplitude-quantized input u(n) and an
amplitude-quantized output v(n). The mapping from u (n) to u;(n) and the
mapping from v, (n) to v(n) will be implicit in those discussions.

1.1.2 Signal-to-Noise Ratio and Transmission Rate

Figure 1.3 can be used to quantify the encoding rate and distortion parameters
mentioned earfier. Inputs and outputs to the waveform coding system are
represented by illustrative samples x (#T) and y(nT), where T is the sampling
interval — the recipracal of sampling rate f, — and n is a discrete-time index.
For simplicity, these samples will henceferth be denoted by x(n) and y(n). In

Figure 1.3 Waveform coding example: (2} block diagram of coding system; (b} input waveform x (2);
{c} output waveform y{n); and (d)zeconstruction error waveform r(n) =x(n) —y(n).
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waveform communication, information needed to reconstruct the digitized signai
y(n) is conveyed to the receiver by means of a code sequence, usually a binary
code sequence {b(n)}. The reconstruction error r(n) is defined as the difference
between x (n) and y (n):

rin) =x(n) — y(n) a.n

Let the variances of x(n), y(n), and r(n) be denoted by o2, o7 and ¢?. These
variances are formally defined in Chapter 2, but we note here that in the special

case of zero-mean signals, variances are simpl ive_mean square
valu ! ropriate sequence length Af:
. 1M . .
oy = Fva > u®(n) where wu =x,y, orr isa zero-mean signal (1.2)

n=1

A standard objective measure of coded waveform quality is the ratio of signal
variance to reconstruction error variance, referred to for historical reasons as the
signal-to-noise ratio (SNR), usually expressed in decibels (dB):

SNR (dB) = 10 logyo (¢2/02) (1.3)

Unless otherwise specified, subsequent uses of the log (-} function in this book
will imply log,q (), as in (1.3).

The use of a mean square function o2 to measure input signal level is convenient
and mathematically tractable. In image coding work, input amplitudes are often
considered to be all-positive quantities with a non-zero mean; and their maximum
value xp,, is sometimes used in the numerator of the SNR formula instead of the
root-mean-square (rms) value o, used in (1.3). The values of SNR in such
measurements will be much higher than the values obtained from (1.3), with a
difference in the order of |0 dB.

The recenstruction error variance o? is often referred to simply as the mean
square _error (mse) and coder designs that minimize this quantity are called
minimum mean square error (mmse) designs.

The use of a mean square function for measuring waveform distortion implies
that large values of reconstruction error are much more serious than smaller values
thereof. The mean square formulation is also a time-honored one, and the signal-
to-noise ratio (1.3) is the single most used criterion of coder performance. As we
progress in this book, we shall make ubiquitous use of the above-defined SNR. But
we shall also note, when appropriate, the inadequacy of SNR as a perceptually
meaningful measure of digitized waveform quality. Very briefly, the inadequacy of
SNR has to do with the fact that reconstruction error sequences in general do not
have the character of signal-independent additive noise; and that therefore, the
seriousness of the impairment cannot be measured by a simple power measurement,
This can be illustrated by the simple example of a small geometric tilt of a picture
signal. This kind of impairment can lead to a very large value of o2, and hence a
very small value of SNVR, although the slightly tilted image can be perceptually
very acceptable. An example more relevant to digital coding is that of a thin but
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bright horizontal streak in an image (Chapter 6). In this case, o2 can be quite
small and the SNR can be very high, but the perceived image quality can be quite
unacceptable. Similar examples can also be given in the field of speech digitization.
In fact, in both image and speech coding work, the truly definitive measures of

coded signal quality are perceptual onss, as measured by careful subjective

experimentation (Appendix F). However, subjective testing of coding systems can
be very time-consuming; and several refincments of the SNR will therefore be
invoked in the course of this book in an attempt to make this time-honored
objective quantity subjectively meaningful (Appendix E). _

The transmission rate I of the system of Figure 1.3 is the product of the
sampling rate f; and the number of bits per sample R used by the system to
represent input amplitudes:

I = f,R bits per second (bfs) (1.4)

The rate I may also be expressed in kilobits per second (kb/s) or megabits per
second (Mb/s). For lowpass signals, and in fact also for bandpass signals under a
simple constraint (Chapter 3), the sampling rate f, (in samples per second) should
be no less than 2W, where W is the input signal bandwidth (in hertz, or Hz); in
fact, in practice, f; > 2W. Very often, when W and f; are known and fixed, the
transpission rate is simply specified by the rate

R bits per sample (or bits /sample) ' 1.5

In coding literature, as well as in this book, the expression bit rate is used to
represent both 7 and R. The units that are specified for the bit rate will indicate

" which of the two quantities is actually implied in a given context.

Several coding systems, including the simple example of PCM (Pulse Code
Modulation) use a single 2%-level quantizer for discretizing all amplitude samples.
In such systems, the number of bits used to represent each sample is simply
log, Z_R,: R. In coding systems such as Sub-Band Coding and Transform Coding,
the input signal is represented as a sum of several components each of which is
separately digitized, with different values of sampling rate and/or bits per sample.
The .transmission rates I in these systems will be simple generalizations of the
product in (1.4).

In the example of Figure 1.3, R =2 bits/sample; each input amplitude is
quantized to one of 2> = 4 possible levels: +15, +5, —5 and —15. These levels
could be digitally fepresented by using the set of four codewords 00, 01, 10 and 11.
The coarseness oﬁ?the quantization in Figure 1.3 is reflected by the occurrence of
very large reconstruction error samples. For example, the magnitude of r(3) in this
example is actually greater than that of the corresponding input, x (3).

Figure 1.4 is an example of much finer quantization; it is based on a speech
input, R =.8 bits/sample and therefore 28 = 256 levels. The speech waveform in
the illustration is taken from the speech sound "Joe" which includes unvoiced speech
(the left half of the waveform) as well as voiced speech (the right half of the
waveform). It is one of the test waveforms used repeatedly in the course of this
book. The output levels of the quantizer, unlike in Figure 1.3, are also non-

1.1  Digital Coding of Waveforms . 7
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Figure 1.4 Waveform coding example with R = 8 bits/sample. Time-continuous versions of (a) speech
waveform x(n) and (b) reconstruction error waveform r{n) in log-PCM coding (Chapter 5 magnified
by a factor of 100 [Jayant, 19811,

uniformly spaced, a design that is characteristic of high-quality speech digitization
(Chapter 4). The reconstruction error waveform has been magnified by a factor of
100 in order to bring out its characteristics. Notice also that this magnification
makes the waveform in (b) roughly comparable in amplitude levels {0 the waveform
in (a). According to (1.3), this would suggest an error variance that is smaller
than the signal variance by a factor in the order of 10000, and hence an SNVR in
the order of 10 log 10000 = 40 dB. We will note in Chapter 4 that the SNVR
provided by the illustrated coding scheme is indeed very close to 40 dB — 38 dB, to
be exact.

We will note later in this book that for PCM systems, the signal-to-noise ratio
SR increases at a rate very close tc 6 dB per additional bit:

o =a 27s2;  SNR (dB) = 6R — 10 logyg a

a is a constant in the order of | te 10. (1.6)

Note finally that the waveforms in Figure 1.4 are really time-continuous
versions of x{r) and r{n). In many future illustrations of waveforms in this book,
the phrase "time-continuous” is often not stated, but implied.

1.1.3 Examples of High-Quality PCM Digitization

Table 1.1 puts the quantities f;, R and I in perspective by invoking important
signal examples. Many of the entries in Table 1.1 are order-of-magnitude values.
For example, the bandwidth of telephone speech is usually 3.2 or 3.4 kHz, as in
later chapters of this book, although the sampling rate is maintained at the
standard value of 8 kHz. The 40 kHz rate for music is appropriate for studio-
quality, 20 kHz bandwidth material. Lower bandwidths such as 15, or even 7 kHz
are sometimes employed in audio systems. Corresponding sampling rates can be
less than 40 kHz. Television signals may be sampled at 14.3 MHz or 13.5 MHz in
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Tazble 1.1  Examples of high-quality digitization with a PCM (Pulse Code Modulation) coder.

Signal Sampling PCM Bit Rate
Waveform to .
Be Digitized Bandwidth Rate R I
w (xHD Js (kHz) {bits/sample) (kb/s)
Telephone speech 4 8 B 64
Music 20 40 12 480
Videophone 1000 2000 8 16000
Television 5000 10000 8 80000

systems for color television; component coding systems include two separate signals
for color information, each sampled at a lower rate such as 6.75 MHz {CCIR,
1982]. The bit rates in the corresponding PCM systems will be higher than the
value cited in the table. Even higher sampling rates and bit rates may be used in
the processing of studio television images. i

The 2000 kHz or 2 MHz rate for videophone refers to a sampling oflﬁ_l_os -

picture samples or efements (pixels) per second. For a 30 Hz frame rate, this
implies a resolution in the order of 2 % 10%/30 ~ 0.067 million pixels/frame.
Indeed, a 225-line picture, with a 4:3 aspect ratio, has a total of
300 x 225 ~ 0.067 million pixels/frame. An image of this kind is not necessarily
a well-accepted standard, but it will serve as a useful example in many discussions
of this book. The resolution in a 5 MHz bandwidth television frame is much
greater, in the order of 700 x 525 = 0.37 million pixels/frame. Some of the
illustrations in this book are indeed based on this degree of resolution, and these
images will appear sharper than the lower resolution examples. High-quality
graphics transmission offers frame (page) resolutions exceeding that in commercial
TV. A high-resolution CCITT standard, for-example, calls for 2128 x 1728 ~ 3.7
million pixels/page.

1.2 Subjective Quality, Bit Rate, and Coder Complexity

In Section 1.1, we noted that an important problem in waveform coding is one
of maximizing SNR for a given transmission rate /. We shall now amplify on this
theme. In doing so, we shall introduce several additional parameters. All of these
parameters will neeq:to be considered before a specific waveform coder is selected
for a given communications task. The first additional parameter to be considered in
this section is subjective quality. Before discussing this notion, it will be useful to

attempt a more critical description of the term waveform coding.

1.2.1 Waveform-Preserving Coders

Waveform coders can be defined as that class of analog signal coders where an
input signal is ¢ approximated by mimicking the amplitude-versus-time waveform.

1.2 Subjective Quality, Bit Rate and Coder Complexity 9
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A viable alternative for digitizing waveforms such as speeckh and image signals
consists in a signal-analysis procedure for extracting perceptually significant
parameters from the input signal and using these parameters to synthesize an
output signal that is useful to the human receiver, although not a waveform replica
of the input speech or picture. Such aralysis-synthesis procedures (for example,
speech vocoders) provide the greatest economies in terms of bit rate, but they also
entail fundamental limitations on subjective quality, and great expenses in terms of
coder complexity and cost. Furthermore, the design and performance of such
coders tend by definition to be highly input-specific, even while dealing with signals
within one class. Excellent discussions of input-specific devices appear elsewhere, in
contexts such as vocoding of speech [Flanagan, 1972] [Rabiner and Schafer, 1978]
(Flanagan et al., 1979] and contour coding of images [Pratt, 1978] [Gonzalez and
Wintz, 1977]) [Rosenfeld and Kak, 19761,

The waveform coding principles discussed in this book are by contrast largely
non-signal-specific. Although refined versions of certain waveform coders are
intentionally tailored to input classes, they differ from analysis-synthesis systems in
that the coder outputs are not synthesized from features, but rather, made to follow
and preserve the input waveforms per se. Thus, in the waveform coding of speech,
a basic criterion will still be the input-output difference r(n), although a
sophisticated mapping from the r (n) sequence to a distortion measure may include
facts about the perception of speech signals, and a coder that secks to minimize this
distortion may have 1o use facts or statistics about speech production in order to
refine the basic blocks (for example, quantizer, predictor) of the waveform coding
system.

1.2.2 Subjective Quality Versus Bit Rate in Speech Coding

In the coding of signals such as speech and video, subjective measures of quality
are more televant than objective measures such as the SVR. However, reliable
values of subjective measurements are in general more difficult to obtain.

The dependence of digitized signal quality upon coder bit rate is well
exemplified by subjective results from speech coding, as shown in Figure 1.5.
Output speech quality in Figure 1.5 is measured by a Mean Opinion Score (MOS)
(Appendix F) as obtained from formal subjective testing [Daumer, 1982). Unlike
objective SNR measurements (Section 1.1.2) and bounds (Section 1.3.2), subjective
quality of digitizéd speech tends to saturate as the bit rate is in¢reased, with a
"knee" of the MOS versus bit rate curve that is coder-dependent, A score of 5.0
implies perfect quality. But this is hardly ever attained, even by an undigitized
speech stimulus; as explained in Appendix F. A score approaching 4.5, on the
other hand, may be regarded as a necessary condition for toll quality, the quality
of commercia! telephony. This quality roughly implies that digitized speech will be
indistinguishable from the bandlimited input in a subjective test involving pairwise
comparisons of stimuli. An MOS score in the order of 4.5 also implies that the
intelligibility of the coded {(digitized)} speech is practically equal to that of the
original. Toll quality thus defined is higher than communications gquality
[Flanagan et al.,, 1979] which is a term used to connote detectable distortion, but
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Figure 1.5 Subjective quality versus bit rate 7 in speech digitization [Dapmer:©1982, 1EEE] [Flanagan
¢t al.;©1979, IEEE). The three levels of waveform coder complexity are illustrated by several examples
in later chapters.

still very little degradation of intelligibility. Toll quality will be more completely
defined, using objective specifications by CCITT (International Telegraph and
Telephone Consultative Committee), in Chapter 5. That discussion will include
further sufficient conditions for a rigorous definition of toll quality. These
conditions will refiect traditional communications network criteria such as coder
performance with multiple stages of coding and decoding, and coder performance in
the presence of impairments introduced by other parts of the network. Logarithmic
PCM using R = 8 bits/sample (I = 64 kb/s) will be seen to be 2 toli quality coder
in this traditional and rigorous sense (Chapter 5).

The upper solid curve in Figure 1.5 denotes the performance of the best
waveform coder at a given bit rate; without regard to complexity or cost. In Figure
1.5, speech digitization with toll quality or Almost toll quality is not realized at bit
rates below I = 16 kb/fs, or R = 2 bits/sample. In fact, even the high-complexity
coders that achieve an MOS score approaching 4.5 at [ = 32 kb/s, or R = 4
bits/sample, have to satisfy further criteria before they can be regarded as toil
quality coders.

An important focus of continuing work in speech coding is to realize an upward
shift of the topmost curve of Figure 1.5, and a leftward shift of the knee of that
curve, implying improved performance in the range of R = 2 to 1 bits/sample, or
less.

Lowest in the higrarchy of speech quality levels is synthetic quality that applies
to vocoders. This Huality is characterized by substantial loss of naturalness and
robustness with respect to speakers and speaking environments. The broken curve
in Figure 1.5 describes an optimistic estimate of the general performance of
vocoders. These digitizers are appropriate for digitizations at very low bit rates,
but their synthetic quality results in a ceiling of performance that is clearly well
below the best performance of waveform coders. As indicated earlier, vecoders for
synthetic speech are beyond the subject of waveform coding, and they will not be
discussed henceforth in this book. For similar reasons, we will exclude formal

1.2 Subjective Quality, Bit Rale and Coder Complexity 1
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discussions of very specific techniques such as those using time compression or
karmonic scaling. Instead, we will cite some specific examples of the use of such
techniques, as appropriate.

Also beyond the scope of this book are bit rate reduction techniques such as
TASL (time assignment speech interpolation) [Flanagan, 1972] and DSI (digital
speech interpolation) [1EEE, 1982], which exploit silences in speech to reduce the
effective bit rate, and allow efficient time-sharing of digital channels. These
techniques can be used in conjunction with conventional digital coders such as
PCM, as well as with all classes of bit rate reducing coders, to provide further
reductions of overall bit rate. Examples of such combinations will be cited as
appropriate.

Subjective results such as MOS scores constitute an indispensable supplement to
objective measurements of SNR or noise variance. For example, based only on
objective SNR measurements, 16 kb/s specch coders, however complex, are inferior
to 64 kb/s PCM by an order of magnitude. On the other hand, accerding to the
subjective results of Figure 1.5, speech coders at 16 kb/s can be designed to provide
an MOS quality that falls short of the 64 kb/s score by no more than a half peint,
The fact that non-PCM coders perform better in subjective assessments is due to
the fact that the perceived annoyance of the reconstruction errors in these coders is
less than that of PCM errors, for the same error variance o2 (or equivalently, for
the same measured SNR). This will be illustrated repeatedly in this book for both
speech and video coding, and for both the medium-complexity and high-complexity
coder classes in each case.

Subjective results are critical for image coding as well, and criteria have been
developed for different levels of quality, the highest of which is broadcast quality
[Netravali and Limb, 1980]. Broad conclusions for image coding will be similar to
those from Figure 1.5 after an appropriate rescaling of the transmission rate axis.
The rescaling roughly involves multiplication of the bit rates on the x-axis of
Figure 1.5 by a factor of 1200, the ratio of image bandwidth (5 MHz) to telephone
speech bandwidth (4 kHz), P

1.2.3 Impressionistic Results for Four Classes of Signals

The results of Figure 1.6 refer to very high quality digitizations of the four
classes of signals mentioned in Table 1.1, and they utilize both ways of expressing
coder bit rate: bits per second / and bits per sample R. Figure 1.6(a) uses an
exponential bit rate axis to accommodate a six-orders-of-magnitude range of I. It
shows that television is the most demanding system in terms of overall bit rate 7, a
natural consequence of the very high sampling rates in commercial video (see Table
1.1). On the other hand, Figure 1.6(b) indicates that studio-grade music is the
most demanding signal in terms of bits per sample R.

1.2.4 Coder Complexity

Figures 1.5 and 1.6 have introduced the notion of coder complexity. Complexity
is a continuous quantity with strictly an infinite range, but the figures use only
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Figure 1.6 Exchange of coder complexity and transmission bit rate for very high quality digitizations of
four signals [Jayant, 1981]. Bit rates are expressed as bits per second in (a), and as bits per sample in
(b). An important focus of continuing research is the improvement of coder performance at bit rates
lower than the limits indicated in this figure.

three levels of complexity for ease of illustration. The simplest of these levels
would refer to a_low complexity ¢coder [such as PCM (Chapter 5) or DM (Chapter
8)]. The next level refers to a medium comple jty_coder.such as DPCM with
nonadaptive prediction (Chapter 6) or SBC with nonadaptive bit allocation
(Chapter 11), which offers a significantly lower bit rate than PCM for a given
quality. The last level denotes a high complexity coder [such as_APC (Chapter 6)
or ATC. {Chapter 12)1, which provides the very best results in bit rate reduction by
utilizing highly adaptive algorithms and/or extensive use of long-term waveform
memory. ,

The levels of co'aer complexity listed above can also be quantified by
implementation criteria such as the number of multiply/add operations involved per
waveform sample. Advances in technology tend to bridge the differences between
algorithms of differing complexity, and they tend to make complex algorithms
increasingly more practical. A factor that will continue to separate algorithms of
different complexity, making some algorithms less useful than others, is the factor
of encoding delay. The high-complexity coders of Figures 1.5 and 1.6 are also
characterized by the highest levels of encoding delay.

1.2 Subjectlve Quality, Bit Rate and Coder Complexity 13
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1.2.5 Digital Hierarchies

The special values of f shown in Figure 1.6(a) by dashed lines are numbers that
are standardized in practical digital systems. Examples of such systems are
illustrated in the network kierarchy of Table 1.2.

Table 1.2  Digital Network Hicrarchy.

; Level in
..I Digital Hierarchy ! 2 3 4
= Number of 64 kb/s channels 24 96 672 4032
United States
Total bit rate (Mb/s) 1.544 6.312 44,736 274.176
= Number of 64 kb/s channels 30 120 480 1920
Europe
_ Total bit rate (Mb/s) 2.048 8.448 34.368 139.264
T ; Number of 64 kb/s channels 24 96 480 1440
apan
P Total bit rate {Mb/s) 1.544 6.312 32.064 97.728

Practical waveform coding systems assume-an available bit rate J and seek to
maximize coder performance with these constraints. Important numerical values of
I depend on the digital system hierarchy in question (Table 1.2); for example, a
rate of 1.544 Mb/s, which is the bit rate supported by the so-called T1 carrier
system in the United States, can include 24 speech channels using 64 kb/s each. A -
television system in Europe may be required to have a bit rate equal to 34.368
Mb/s, while a television system in the United States may use a transmission rate of
44.736 Mb/s that fits into level 3 of Table 1.2. Coder rates slightly under 45/N
and 35/N, where N is integral, would also be attractive in respective situations;
they would permit the multiplexing of N video channels. The sampling rate f
depends on the input bandwidth, being at least twice that value. The value of f; is
typically 8 kHz for telephone speech, and 10 MHz or higher for TV images. In
both speech and video, there will be systems that need to oversample the input
(Chapter 8). In these systems, values of f, will be significantly higher than the
numbers cited above.

Submultiples of 64 kb/s, such as 32 kb/s and 16 kb/s, are of importance in so-
called low bit rate systems for commercial telephony [IEEE, 1982]. Bit rates such
as 9.6 kb/s and 2.4 kb/s [Figure 1.6(a)] have evolved from data communication
practice. Very low bit rate speech coding, such as that with 2.4 kb/s, has been
used for a long" time in tactical speech communication systems. In these systems,
the need for digital encryption has motivated the use of digitization at bit rates that
are not high enough for high quality speech, but low encugh for the output of the
digital coder to be transmitted over conventional analog media such as a 4 kHz
telephone line or a HF-band radio link.
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Integrated Services Digital Networks (ISDN). We have seen from the numbers in
Table 1.2 that 64 kb/s represents a standardized unit of bit rate. This unit,
together with its multiples or sub-multiples, is also the basis of proposals for the
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designing of Integrated Services Digital Networks (ISDN) [Decina, 1982], which
are networks providing end-to-end digital connectivity to support a wide range of
services, including voice, data, audio, graphics and video. One important example
of integration in such networks is the use of a 64 kb/s facility for the simultaneous
transmission of graphics and voice. The bit rate allocated to voice coding in such a
system would be in the range of 8 to 56 kb/s; for example, it may be one of the
standard bit rates mentioned in the previous paragraph. The possibility of variable
rate coding of the speech signal affords further flexibilities in the design of ISDN
systems. Examples of such coding methods will be mentioned in this book when
appropriate.

Circnit Switching and Packet Switching. The network architecture in digital
systems may be based either on conventional circuit switching or packet switching.
In circuit switching, a given pair of users (message sender and message receiver)
have a dedicated connection for the length of their communication, with a
guaranteed transmission rate. Time Division Multiplexing (TDM) is used to carry
assemblies of lower-rate channels onto a single channel, such as a 64 kb/s facility,
using appropriate padding/depadding techniques if necessary. In packet switching,
messages from each user of the network are segmented into standard-sized smaller
units, or packets, of appropriate length. The packets traverse the network as
individual entities that are subsequently reassembled at the receiver in proper order.
Packets from different parts of the message, as well as packets from several users,
are statistically multiplexed before transmitting them over digital links that operate
at a specific standard bit rate.

1.2.6 Waveform Properties and Encoding Delay

Coder complexity is a function of the signal processing involved. Tt is also
related to encoder delay or encoder memory, which shows the extent to which a
waveform has to be observed in order for the coder to exploit waveform structure
for economical (digital) representation. Examples are listed in Table 1.3, This list
attempts to grade quantizer and coder classes in order of increasing encoder
memory or delay; and this hierarchy is closely matched to a similar hierarchy of
waveform properties in Chapter 2. The utilization of these properties calls for
increasing amounts of coder memory. The classifications in Table 1.3 are based on
typical designs, but counter-examples are possible: for example, in specch coding,
depending on the extent of memory utilized, sub-band coders, vector quantizers and
tree coders may wellibe included in the class of coders with long-term memory.

The frame perioﬂ’ in video is either 33.33 ms or 40 ms, depending on power line
frequency, while the pitch period in speech can be in the range 3 to 15 ms,
depending on speaker. The use of Jong-termt memory in Table 1.3 indicates
waveform observations over a duration in the order of the pitch period in speech,
and the frame period in video. This implies transmission delays that can be several
tens of milliseconds in both speech and image coding. Such delays can have
important ramifications in aspects of waveform communications separate from
coding per se, such as echo control in long-distance two-way transmissions.

L
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Table 1.3 A listing of coding systems in terms of encoding delay.

Waveform Memory

Used in Coding Coding System Example

Zero Memory & Instantancous Quantizers; PCM

® Adaptive Quantizers

® Differential PCM systems with
near-sample-based predictions

Short-term Memory # Deltamedulators

® Sub-Band Coders for Speech

® Vector Quantizers, Tree- and Trellis Coders

® Intraframe Transform Coders for Tmages

¢ Differential PCM systems with
distant-sample-based predictions

® Transform Coders for Speech

® Interframe Transform Coders for Images

Long-term Memory

1.2.7 Irrelevancy and Redundancy

We have already noted that PCM coders are the simplest in principle; given a
time-discrete input, they involve nothing more than quantization and an appropriate
binary mapping. Quantizers are devices that remove the irrelevancy in this signal;
they accomplish this through an irreversible, information-lossy procedure. For
exampile, if a fractional resolution in image intensity that is smaller than 1/256 of
the total amplitude range is visually unrecognizable or irrelevant, there is no need
for digitized images to have more than 256 levels. If, indeed, the image has more
levels (say, 1024 or infinity as with an analog image), this irrelevancy can be
removed by passing the image signal into a quantizer with 256 output levels, each
of which can be described by R = logz 256 = § bits/sample.

Quantization, as described above, is a zero-memory process, and is discussed as
such in many parts of this book. However, there are important classes of
quantizing systems which do depend on the utilization of waveform memory.
Examples of such systems are adaptive quantizers and vector quantizers.

Non-trivial waveform coders (PCM will be the only trivial case) are designed to
remove the redundancy in a signal for purposes of bit rate reduction. They do this
through a reversible, information-lossless procedure that depends critically on the
utilization of waveform memory. For example, consider an artificial N X N array
of 8-bit picture elements (pixels) which is redundant in that.every even pixel on a
scan line (row of array) is identical in intensity to the odd pixel preceding it. A
clever coding system exploits this redundancy by transmitting only odd pixels, and
reduces the bit rate by z factor of 2. We will discover more realistic redundancies
in video and speech, as we traverse this book, and learn about time- and
frequency-domain systems which exploit these redundancies. Figure 1.7 formalizes
the concept of reducing irrelevancy and redundancy. It indicates an interesting
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Figure 1.7 Irrcievancy and Redundancy {Schouten, 1957]. The distinction between quantization and
coding is 2 convenient concept for most of the discussion in this book. There are examples of digitizing
systems where the processes that reduce irrelevancy and redundancy cannot be clearly demarcated.

region that digital waveform coders seek to be in — a region where digitized signals
are perceptually relevant and statistically non-redundant. In coding systems such
as differential PCM and transform coding, there is significant and sometimes
uncontrollable interaction between stages that reduce redundancy and irrelevancy;
and in systems such as vector quantizers for correlated inputs, the stages that
reduce redundancy and irrelevancy cannot be clearly demarcated.

1.2.8 Transmission Errors

The coders in Figures 1.5 and 1.6 have also been tested in the presence of
binary transmission errors, Depending on the coder and the signal being digitized,
acceptable values of random bit error probif)ility p. can be as demanding as 1078
and less, or as high as 10~2 and more. Examples in this book will show that, in
general, high quality image coding systems require lower values of p, than high
quality specch coding systems. Actual bit error rates can range from negligible
values (say, less than 107%) in high-quality digital systems that may sometimes
include explicit error control, to very high values (say, greater than 107 in
environments such as mobile radio. In the radio example, bit errors are also non-
random and clustered in time. Most results in this book will refer to the simpler
case of independent random errors, with the following order-of-magnitude
descriptions of char}ﬁcl quality:

pe < 1078 in high quality channels

pe > 1072 in very noisy channels a.mn

In this book, the quality of a_digital channel is specified simply by the

parameter p,. In practice, digital channel performance may need additional

characterizaiion. An imporiant performance parameter is the percent of time
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intervals which have more than a specified error rate [Johannes, 1983]. For
example, in high quality speech transmission at 64 kb/s, a standard requirement is
for at least 90% of 1 minute intervals to have an error rate of 107% or less [CCITT,
1980).

For the sake of better output quality, practical waveform coding systems often
include some kind of explicit error protection, incurring a small penalty in
transmission rate in the process. The gains due to such error protection can be
significant for one of two reasons. First, if the value of p, is very small to start
with, the effect of error protection on the intelligibility of the digitized signal is
very small, but the protection can enhance quality by increasing the mean time
between (the already infrequent) bit errors. On the other hand, if p, is
cbjectionably high to start with, the impairment in the received output may be so
significant that error protection coding may make the crucial difference between an
unacceptable system and an acceptable one. While we shall illustrate gains due to
explicit error protection whencver appropriate, the actual design or description of
crror-protection procedures [Berlekamp, 19741 will be beyond the scope of this
book.

More relevant to this book is the fact that there are ways of making waveform
coding systems inherently more robust to _transmission errors. In other words, the
cffects of a given p, can be rendered perceptually more acceptable ot tolerable by
careful designs of coder components such as quantizers and predictors. We shall
comment on such designs repeatedly in the course of this book.

Because of its special relevance to this book, we illustrate a binary digital
channel more explicitly in Figure 1.8(a) [Berlekamp, 1974]. An important class is
the memoryless binary symmetric channel defined in Figure 1.8(b), where the bit
error probability p, is the same whether the input was 1 or 0, and it is independent
of whether the previous input was received correctly or not. The error rate Pe isa
monotonically decreasing function of analog channel quality, and Figure 1.8(c)
provides a quantitative illustration of this dependence for the example of binary
phase modulation or binary phase shift keying (PSK) over an additive Gaussian
noise channel [Viterbi and Omura, 1979]. Channels used in waveform
communication may indeed be non-Gaussian, and the signal jmpairments may
indeed be non-additive in some cases; but the additive Gaussian model is simple,
often approximately valid, and adequate for the points we wish to make. The
illustration also assumes coherent detection, which means that a perfect reference
carrier is available at the receiver for demodulation. Without channel encoding for
error reduction, this modulation system realizes a p, value of 1075 with a signal-
to-channel-noise ratio per binary digit (ratio of signal energy per bit to one-sided
power spectral density of channel noise), denoted by s,, of about 10.8 dB. With
s; =7 dB, on the other hand, p, = 1073, a value that can be seriously high for
certain classes of waveform digitization, as we shall see in later chapters. Also
shown in Figure 1.8(c) is the Shannon limir, which suggests the possibility of a
zero error rate whenever s, exceeds a mere ~1.6 dB (Appendix C). This figure is
only a bound, however. With an analog channel corrupted by Gaussian noise, the
above bound can strictly be realized only with Gaussian input signals and infinite
delays in channel encoding and channel decoding. The gap between the two curves

18 Introduction 1

0034



—

@ WAVEFORM ANALOG DECISION

bin)BNARY PHYSICAL BINARY DM
1 OR G [GENERATOR CHANNEL DEVICE |10RO

(b3 1 L
b{n) Pe Pe B(n)
. o] o

1
o 4ot BINARY PHASE
i MODULATION
E w2k I\
ey ] SHANNON

< 1073} rumiT BINARY PHASE MODULATION
= WITH ERROR PROTEGTION
o 404
=3
£ 10-5
w

105 ] ]

3460 3 6 9 12
SIGNAL~TO-CHANNEL - NOISE RATIO
PER BINARY DIGIT s, (dB)

Figure 1.8 (a) Block diagram of a binary digital channel; (b) binary symmetric channel with bit crror
rate p,; and (c) dependence of p, on signal-to-channel-noise-ratio per binary digit [Forney;©1970,
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in Figure 1.8(c) can be significantly bridged by practical procedures for error
protection. This is particularly appropriate for the better utilization of power-
limited analog transmission media such as satellite communication channels, 1f
power limitations are not serious, as in telephone lines, which are really
bandwidth-limited media, better channel utilizations are also possible with more-
than-two-level modulations (of phase and/or frequency and/or amplitude) [Lucky,
Salz and Weldon, 1968] [Shanmugam, 1978] [Viterbi and Omura, 1979]
[Schwartz, 1980]. Higher-level modulations, however, require greater values of s,
for a given p,. For ekample, 16-level PSK requires an s, of 18.7 dB for p, = 107%,
as against the 10.8 'dB needed in 2.level PSK. The efficiency of a modulation
scheme is also measured by the number of bits per second per hertz (bis/Hz) of
channel bandwidth that is characteristic of the scheme. This number is limited by
considerations of intersymbol interference; upper bounds that are adequate for the
present discussion are 1.0 b/s/Hz for two-level PSK and 4 b/s/Hz for 16-level PSK
{Brodhage and Noack, 1979] [Oetting, 19791.

We shall now examine the relevance of the preceding discussions to digital
waveform coding using the example of speech signals. Analog communication of
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speech with commercial quality will require, as discussed earlier, a channel quality
given by a signal-to-channel-noise ratio of at least 30 dB. Digital speech coders, on
the other hand, are very robust to error rates in the order of 1075, and with the
modulation systems of the previous paragraph, they require signal-to-channel-noise
ratios of only 10.8 dB and 18.7 dB for operating at this error rate. The saving in
terms of required channel quality is, of course, accompanied by greater demands on
bandwidth. In place of the 4 kHz bandwidth required for analog speech
communications, digital speech systems employing the above-mentioned modulation
systems will need bandwidths of at least /1 and //4 Hz respectively, where [ is
the coder bit rate in bits/second. For a 32 kb/s speech coder, these lower bounds
on bandwidth are 32 kHz and 8 kHz, respectively, signifying respective bandwidth
expansions of at least 8 and 2 over the analog system. With appropriate changes of
numbers — 50 dB instead of 30 dB for output signal quality, and 107% instead of
1076 for tolerable p, — the above arguments can be repeated for image coding as
well. In both cases, digital communication is based on an exchange of bandwidth
Jor (channel) signal-to-noise ratio, this exchange constitutes a fundamental
advantage of digital coding and leads to better utilization of interference-limited
media.

1.3 Information Theoretical Limits

For a given transmission rate of I' bits/second, or equivalently for a given value
of R bits/sample, and for a given encoding delay, waveform coding systems seek to
attain the smallest value of reconstruction distortion (for example, error variance
0?), complexity permitting. If complexity is indeed of no concern, an interesting
parameter is the minimum value of ¢? over all coding systems. The value of this
minimum in turn is a monotonically decreasing function of allowed encoding delay;
and the source coding results of ‘information theory specify the asymptotic infinite-
encoding-delay values of minimum distortion, denoted by D. These results are
derived using stationary stochastic signal models, and hence their application to real
signals such as speech and video waveforms should always be appropriately
qualified,

1.3.1 Source and Channel Coding

The performance of a waveform communication link can be put in perspective
(subject to qualifications warranted by the complex nature of real-life waveforms)
by the noisy channel coding and source coding theorems of information theory
[Shannon, 1948] [Slepian, 1973] [Viterbi and Omura, 19791 [Wyner, 19811,

According to the noisy channel coding theorem, information can be transmitted
reliably (i.e., without error) over a noisy channel at any source rate, say R, below a
so-called capacity C of the channel (Appendix C);

R < C for reliable transmission (1.8)

20 Introduction 1
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According to the source coding theorem, there exists a mapping from the source
waveform to codewords such that for a given distortion D, R(D) bits (per source
sample) are sufficient to enable waveform reconstruction with an average distortion
that is arbitrarily close to D (Appendix D). Therefore, the actual rate R has to
obey '

R = R(D) for fidelity given by D (1.9)

The function R(D) is called the rate distortion function [Berger, 19711 Its
inverse, D (R), is the distortion rate function.

Both C and R{D) can be related to the as-yet-undefined concept of mutual
information (Appendix C). Refer to the waveform communication link of Figure
1.2. Let X and Y refer to sufficiently leng sequences of coder input and decoder
output; and let U and V refer to sufficiently long Sequences of channcl input and
channel output. With stochastic modeling of these sequences, the average
information transmitted to the destination per sample is given by the average
mutual information I (X;Y¥), which is a measure of the statistical dependence of X
and V. Distortion D and [(X;Y) will depend on the type of source coding. There
is a minimum of I(X;¥), however, that is needed for a reconstruction at the
destination if the average distortion must not exceed the specified upper limit D.
This minimum value of I(X;Y) is R(D). The channel capacity C, on the other
hand, is related to the average mutual information 7(U;V) per sample that
characterizes channel input statistics and input-output mappings across the channel,
as described by appropriate conditional probabilitics. For example, if channel
outputs do not depend on channel inputs, this information transfer is zero; while if
the channel is perfect or error-free, the transfer is greatest, for any given statistics
at the channel input. In fact, for a given channel, C is the maximum of I(UV)}
over all channel input statistics. Later sections will include several discussions
involving the function R (D), and Appendix-C will discuss the capacity C as a
function of channel quality. The point to be made right now is that theorems (1.8)
and (1.9) above, put together, lead to the information transmission theorem:

C > R(D) for reliable transmission and fidelity D (1.10)

This theorem states that waveform reconstruction with fidelity D is also possible
after trarismission over a noisy channel, provided that its capacity is greater than
R (D). The significance of this theorem is that it justifies the separation of source
coding (source rcpre'sentation) and channel coding (infermation transmission)
functions in waveform communication and provides a framework wherein the
channel controls the rate, but not necessarily the accuracy, of waveform
reproduction. Thus the only property of the channel that should concern the source
coder is the single parameter C and the only requirement for the efficient
utilization of the channel is that its input statistics (statistics at output of source
coder) should be so as to maximize I (U;¥). For the important case of a binary
symmetric channel, this maximization merely requires that channel input symbols
be an iid. sequence (independent and identically distributed and hence
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equiprobable). This defines a necessary property of an optimal source coder.
Additionally desired features of a digital coder cutput are that the ii.d. sequence is
in some sense matched to the waveform at its input; and that the number of the
i.i.d. input symbols {say for one secand of input waveform) is as small as possible.

The above discussion also suggests the lumping of the channel coder, channel
and channel decoder boxes of Figure 1.2 into one box, a "perfect digital channel,” so
that attention can be focused, if need be, on the source coding and source decoding
boxes. This is indeed the approach used in most waveform coding literature.
However, as mentioned earlier, because of an improper, or at best suboptimal use of
an analog channel of capacity C, the binary digital channels in waveform
communications will have non-zero bit error probability p,.

1.3.2 Qualitative Distortion Rate Curves

The information transmission theorem is a very general statement. It applies to
discrete-amplitude as well as continuous-amplitude sources, and to sources with or
without memory (as defined in Chapter 2). The case to be discussed most in this
book is that of continuous-amplitude sources with memory as indicated, for
instance, by sample-to-sample correlations or, equivalently, non-flat power spectra.
Discrete-amplitude sources will also be of interest in certain sections of this book.
For example, facsimile systems involve two-level images; also, all quantizer outputs
will be discrete-amplitude signals, by definition.

The plots in Figure 1.9 show that the rate distortion functions are monotonically
non-increasing. It is reasonable that higher information-rate representations should
lead to smaller (strictly, non-increasing)} average distortions. It is also clear that
the distortion at rate R =0 should be finite if the input variance is finite. To
appreciate this for the discrete-amplitude case, consider the binary signal generated
by repeated tossings of an unbiased coin; let heads and tails signify signal
amplitudes of 1 and —1, respectively (implying a variance of ¢2 = 1 for the zero-
mean signal). Consider a zero-rate communication scheme where the receiver
reproduces the binary signal by independent tossings of another unbiased coin; the

Figure 1.9 Qualitative sketches of rate distortion functien for (a) a continuous-amplitude source, and
(b) a discrete-amplitude source.

CONT INUQUS -AMPLITUDE SOURCE DISCRE TE-AMPL I TUDE SOURCE
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encoding error will be zero one-half of the time and +2 the other half of the time,
and the average square distortion will be 2, and finite. The average square
distortion will in fact be less, and equal to 1, as in Figure 1.9(b), if the zero-rate
receiver has the option of constantly outputting the neither-heads-nor-tails
amplitude of 9, The continuous-amplitude case is perhaps more interesting.
Consider a zero-mean input sequence (x(n)} with a variance (power) of o2
Regard, as the output of a zero-information-rate system, an all-zero sequence
described by y () = 0; all n. The magnitude of the enceding error now equals that
of the input for ail its samples. The error variance therefore equals the input
variance, which again is finite in the present example, and with all practical
sources. In summary, D(R), the inverse of the function R(D), is monotonically
non-increasing, and D (0) is finite, as in Figure 1.9.

Discrete-Amplitude Sources. The value of R(0) is by far the most intcresting
feature in the plots of Figure 1.9. This value is finite only for discrete-amplitude
sources. R(0) is the value of information rate necessary for exact reproduction
{D = 0) of the source. This number is the entropy H (X) (average information
content) of the discrete-amplitude source. As detailed in Appendix C, all sources
with a finite number K of possible amplitudes will have a finite informational
entropy that is no greater than logz K bits/symbol. For the coin-toss source, the
entropy is upper bounded by logz 2 = 1 bit/sample, and the bound is attained if the
coin is unbiased; and a coding system that is willing te transmit 1 bit, or one binary
item of information (say, the correct value, heads or tails, for each input toss), can
reproduce coin-toss outcomes with zero distortion or errors.

Noiseless entropy coding procedures which realize or approach the bound
R(0) = H(X) will be described in Appendix C and applied for exact reproductions
of quantizer outputs and facsimile images. Due to unequal symbol probabilities
and inter-symbol dependencies, the entropy of these sources will in general be less
than the maximum possible value of log; K. The idea of entropy coding will be to
exploit unequal symbol probabilities as well as source memory to realize average bit
rates approaching H (X) bits/symbol. Entropy coding techniques include many
varieties of fixed-length-to-variable-length and variable-length-to-fixed-length
mappings of codewords, and we shall illustrate different specific procedures as and
when appropriate. Clearly, such mappings can 2lso include coding with distortion;
but it should be remembered that non-exact reproductions are not inevitable for
discrete-amplitude sources in the sense that R(0) = H (X) is strictly finite. On the
other hand, non-cxact mappings may be necessary purely for implementation
reasons, for example, ,{o mitigate buffering problems in variable-rate encoding.

As discussed earlier, all quantizer outputs are discrete-amplitude sources.
Special examples are sequences of 2'2 Jevel or 12-bit speech samples and 2%-level or

. 8-bit image samples. Such sequences are often used as coder inputs prior to bit

rate reduction. The entropies of these signals are typically much less than the
respective values of 12 and 8 bits/sample for speech and video.

Continuous-Amplitude Sources. The average information content or entropy H x)
of a continuous-amplitude source is in fact infinite, reflecting the fact that each
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sample amplitude from such a source can have an infinite number of possible
values. Another interpretation of the fact is that R(0), the information rate needed
for an exact reproduction of such a source, is infinite. More relevantly, no
practical, i.e., finite-rate, coding procedure can reproduce a continuous waveform
with perfect fidelity. Waveform coders therefore employ a value of R that is large
enough so that the theoretical distortion D — or more relevantly, the actual
reconstruction error variance of ~ is an adequately small fraction of input
variance, The three practical coder curves in Figure 1.9(a) represent a complexity
versus rate trade-off for any given value of 2. These coder classes have already
been discussed in relation to Figures 1.5 and 1.6. The most complex of these
coders is also the one that is closest to the rate distortion bound in Figure 1.9¢a).

It will be noted in Appendix D that for a memoryless Gaussian source, the
distortion rate function, for 2 mean square distortion measure, is

DR)¢=2Rs2 «—  max [SNR] (dB) = 6R a.in

This can be shown to be an upper bound for the minimum distortion for
memoryless non-Gaussian sources with representation rate R. In other words,
smaller distortions than the above can be realized in digitizing non-Gaussian
SOUrces.

For Gaussian sources with memory, we shall note that

DRIg=2"Ry22:, 042K 1.12)

where v} is a spectral flatness measure (sfimm) (Chapter 2) that measures
redundancy as manifested in the structure and shape of the psd (power spectral
density) function. For the special case of a white (flat) input spectrum, ¥2 = 1.
Again, in the case of non-Gaussian sources, smaller distortions can be realized.
Later chapters in the bock will show how spectral redundancy can be removed by
waveform coders with adequate encoding delay: specifically by recursive procedures
called Differential or Predictive Coders, or by nonrccursive block-quantization
schemes called Transform Coders.
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Waveform Characterization

2.1 Introduction

The topic of this book is the efficient transmission of waveforms over digital
channels. These waveforms will typically be analog (time- and amplitude-
continuous} and therefore time discretization and amplitude quantization are

Hme clscrotization Ampatute, duantization
necessary prior to transmission.

Time discretization requires very little deliberation in that most waveform
coding methods of interest use only one basic method for doing it, viz., uniform
time-sampling. A very fundamental result in digital waveform coding is that a
bandlimited or bandpass signal can be completely recovered from its samples
provided that the sampling frequency is at least two times the highest frequency
contained in the waveform (Chapter 3). In fact, the minimum sampling frequency
will be two times the bandwidth if the lowest frequency is an integral multiple of
the bandwidth. This includes the special case where the lowest frequency is zero,
the case of a lowpass signal. The use of uniform time-sampling is so well-
established in theory and practice that digital signal processing treatises tacitly
assume the availability of time-discrete waveform samples. We shall do the same,
In anticipation of sampling, all waveforms in this book will be assumed tc be
bandlimited. Also, in this book, the term time discretization will be used in a
general sense that includes space discretization for two-dimensional image signals.

Efficient amplitude quantization, unlike time discretization, is .m_gg_e_v_vaveform—
specific. For example, the theory of zero-memory quantizers, as discussed "in
Chapter 4, is related to the probability density function (pdf) for the amplitudes of
input samples; while the design and performance of predictive coders (Chapters 6
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to 10) and transform coders (Chapters 11 and 12) depend directly on the
correlations amongst the amplitudes of waveform samples. A good part of Chapter
2 will therefore be devoted to characterizing the so-called univariate and
multivariate distributions of waveform amplitudes; the latter, in particular, will
characterize the predictability of waveforms as described by the autocorrelation
function (acf), power spectral density (psd), and also by the spectral flathess
measire. (5fm), a compact description of waveform predictability.

The study of distributions implies a modeling _of waveforms “or waveform
samples by random _E‘[ocessgé_[bunn and White, 19407 [Kreizmer, 1952]. This
kind of modeling will be discussed in Seetion 2.2. The model sources of Section
2.4 will be random processes with special acf and psd functions that resemble the
real-signal properties described in Section 2.2. In coding literature, deterministic
waveforms usually play the role of test signals that describe real waveforms in an
average or partial sense; for example, speech waveforms are sometimes modeled by |
a 800 Hz sinusoid, and edge transitions in an image wavefori are often modeled j|

—— —

sy — T T _ . A
bi_siep_functions. Deterministic signals, however, have zero information content,

and for communications signals such as speech and images, random process models,
if affordablé; aié dehinitely more approprizver— ~ T T

Chapter 2 will begin with 2" Ton-mathematical review of speech. and video
waveform properties in_Section 2.2, with emphasis on paf,"?l?:f'gnd psd descriptions
Section 2.3 will provide a summary of random process mathematics, formalizinj
notions of pdf, acf and psd. Section 2.4 will describe the model sources with special
acf and psd functions. These sources will be invoked repeatedly in later chapters.

The information content of random waveforms can be quantified in terms of the
rate distortion function R(D) or its inverse, the distortion rate Sfunetion D(R)
(Appendix D). The function R (D) specifies the amount of information R, in bits
per sample, that one Will'iavé to éxpend” for Communicating the-waveform with a
specified fidelity, as measured by a distortion D. Numerical results exist only for &
few tractable waveform descriptions, and one résult, involving the spectral flainess
measure, has already been mentioned in Chapter 1. Rate distortion bounds provide
a useful calibration for the performance of specific quantizers and coders for real
waveforms. However, much of the analytical development in this book, while
depending heavily on pdf, acf and psd models, will be independent of R(D)
concepts per se. This stand recognizes the fact that perceptually adequate R(D)
models are untractable, if not impossible, for speech and video signals.

In developing the formalism of Chapter 2, we shall assume that the reader is
familiar with the basic concepts of random processes and linear system theory. Our
mathematical material s}:ou]d be regarded as an attempt to make our discussions
self-contained, and not a *an alternative to existing standard literature.

2.2 Characteristics of Speech and Image Waveforms

2.2.1 Amplitude versus Time Plots

The simplest description of any waveform is an amplitudeaversug=time-plot that
typifies it. Examples appear in Figures 2.1 through 2.3. They refer respectively to
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speech, two-level graphics and a multi-level, or gray-level image. These plots
qualitatively indicate many significant waveform featurcs, some of which are
quantified in subsequent sections. These features include (a) the relative
probabilities of different amplitudes, (b) the extent of sample-to-sample correlations
and {c) the existence of macroscopic structure such as quasi-pericdicity and non-
stationarity. Some of the above descriptions have universal value and some, for
example (c), may be signal-specific. Common to all the waveforms, however, is the
important property [related to (b) above] that the waveform is.appropriately
bandlimited, as described by the values of W in Table 1.1 for speech and image
examples. .

Figure 2.1 shows a sentence-length speech waveform (a) (result of a male
utterance "every salt breeze comes from the sea”), together with magnified
waveforms (b) and (c) fot the "A" and "S" segments in the word "salt”. Notice that
the low-frequency voiced waveform of "A" is more slowly varying than the high-
frequency unvoiced fricﬂmmnce also that the voiced
waveform 1s quasi-periodic, with "SERty "6Ver four "periods” in 32 ms; this

Figure 2.1 Amplitude waveforms of speech for (a) a sentence-length (2.5 seconds) segment; (b} a
short-time (32 ms) segment of voiced speech; and (c) a short-time (32 ms) segment of unvoiced speech
[Flanagan et al.;¢1979, IEEE,
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Figure 2.2 (a) Two-level image; (b} division of the image into pixels; and (c) intensity plot obtained by
a systematic scan of the rows of {b). The amplitude levels 1 and 0, associated with white and black
intensities, ate sometimes rescaled to be +1 and —1, for analytical reasons.

corresponds to a fundamental frequency.orpitch. frequency. that is. somewhatless
than (8.0 mwmplc; the unvoiced waveform, on the other
hand, s more neise-like. Also, its_energy. level is much-lower..than. that of the
voiced segment. Clearly, the speech waveform .is _estremely_nonstationary, with
significant inter-segment differences both in terms of amplitude. level.and spectral
(frequency) content. Descriptions of Tocaliy stationary speech segments (of period
in the order of 32 ms) will be formally termed shori-time or short-term
descriptions, while long-time or long-term descriptions will refer to speech
waveform durations that arc several orders of magnitude greater.

Figure 2.2(a) shows a tiny segment of a graphics image with two levels of
intensity, white and black. The two black arecas may be magnified versions, for
example, of two nearly parallel black line segments on a weather-map. Figure
2.2{b) is a time-discrete, or space-discrete, representation of the sub-image in
Figure 2.2(a) as a 2 X 2 array consisting of four picture elements, usually termed
pixels, or pels. Note that only one of these pixels is black. The other three are
white, suggesting predominantly white areas in corresponding portions (quarters) of
the sub-image (2). For example, the pixel in row 2, column 2 is white. Using
two-dimensional notation, and the convention that white =1 and black =0,
x(2,2) =1. The general intensity value is x(m,n) for pixel location (m,n).
Figure 2.2(c) shows an intensity-versus-time waveform obtained by scanning the
four pixels — a left-to-right scan of the first row, followed by a left-to-right scan of
the second row. The term image waveform will refer in this book to-an intensity
plot such as that in Figure 2.2(c), and pixel samples will have appropriate values of
sample index and sample intensity. For example, in the present illustration,
() =x(22) = 1, while x(3) =x(,1) = 0. In some analyses, it may be
convenient to regard pixel amplitudes as zero-mean random variables, failing in the
range —1 to_+1. This & be realized by a simple rescaling and mean subtraction
process. Thus, in the above example, we might have x (4) = 2x(2,2)—1 = 1, and
x(3) = 2x(2,1)—1 = —1, instead of the values 1 and 0 cited earlier.

2.2  Characleristics of Speech and Image Wavelorma 29
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The two-level plot in Figure 2.2{c) is a very simple example; it will be discussed
again in Chapter 10. More gencrally, we will be interested in image waveforms
with many levels of intensity; gray-level monochrome images, as well as color
images, belong to this general class.

Figure 2.3 shows three examples (a) (b) and (c) of multi-level monochrome
images that include shades of gray between the white and black extremes. Such
images are alse called gray-level images. The image in (a} will be used for several
future illustrations in this book.

In gray-level images, the function x(m,n} takes on values in the continuous
range (0,1). Figure 2.3(d) is the intensity plot corresponding to a three-line row-
by-row scan of part of the scene "Karen” in (c). Notice the bursts of high-intensity
pixels for which x (m ) — 1, or x(n) — 1 in the one-dimensional plot. This is the
result of scanning an image segment with a predominance of white areas (the face
of Karen). Notice alsc the presence of sharp intensity transitions. Such rapid
transitions are typical of many classes of image waveforms. Notice, moreover, that
as in the y_oigc_t_j‘_gg_veform of Figure 2.1, the waveform of Figure 2.3 is_gquasi-
‘ penodnc _with the "peripd” gqrgespond:.‘g to the duration of one (horizontal) scan
{ ) ling. “A second source of quasi- per10d1c1ty exists in moving plctures This' Tsdle to

pxxel patterns that tend to repeat in successive frames in a moving image. Unlike
il the fluctuating pitch period in speech, the scan- lme and frame periods in image
sl P Py A

L e v oteme !

A r—

Figure 2.3 Gray-level fmages (a), (b) and (c); and {(d) intensity waveform corresponding to three
“ consecutive horizontal scans of the face in (c). The image (a) is used for several future illustrations in
this book.
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systems are_copstant numbers. Correlations and periodigitigs in. image inputs are
therefore more structured than-in speech.

o+ The speech waveform in Figure 2.1 is one-dimensional (1-D), or_scalar; images
tmay be regarded as two-dimensional {2-D) signals [Figure 2.2(b)], although the
¥ post-scanning intensity waveforms in Figures 2.2(c) and 2.36)) are shown as being
one-dimensional. Good examples of multi-dimensional waveforms are vector
waveforms that occur in Adaptive Prediction, Transform Coding and Sub-band
Coding systems. In Adaptive Prediction (Chapter 6) and Transform Coding
(Chapter 12), the components of the vector signal are, respectively, predictor
coefficients and transform coefficients of different order; in sub-band coding of
speech {Chapter. 11}, the components correspond to the outputs from- contiguous
speech frequency bands. T

* 2.2.2 Probability Density Functions

Consider a finite-length sequence {x{x)}; n = 0,1,...,N—1 obtained by observing
a finite segment of a sampled continuous waveform. Very simple, but not complete,
descriptions of the waveform are provided by the quantities

LS =L 2 =LY em-w? 2D
bx =N  X%TN & Y el

n=0 n=0

called respectively the mean.xvalue, mean square value (or average power) and
variance of that segment. The quantity o, the square root of variance, is called
the standard deviation. If the mean u, is known a priori, the third term in (2.1) is
a so-called ynbiased estimate of variance. When the mean is estimated by the first
term in (2.1), an unbiased estimate of variance is obtained by replacing 1/N in the
third term of (2.1) by 1/(N-1).

An interesting special case, one that is approximated in speech waveforms for
large NV, is that of a zero-mean sequence;

pe =03 Xz =03 @.2)

A more informative description is provided by a probability density function
(pdf). Consider an amplitude interval #, defined by an amplitude range
Fi:00p $x <xp4y). Out of the N samples in sequence {x (n)}, let n, amplitudes
fall in interval .. A plot of the normalized count #,/N shows the shape of the
(non-negative) pdf p,(x), which is really defined as a continuous function whose
area in interval %, equals m/N. The pdf p.(x) specifies not only the average
values (2.1) and (2.2), but also indicates other waveform features such as
boundedness and peakiness.

The quantities p,, o2 and p.(x) above are short-term or segment-specific
descriptions obtainable by indicated measurements with an observed waveform of
length N samples. They are also useful as estimates of corresponding random
process characteristics if the input waveform is stationary and ergodic and N is
large; ergodicity implics that ensemble statistics can be equated to those of one
sample sequence.

2.2  Characteristics of Speech and image Waveforms 31
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Experimental pdf Examples. The pdf of speech amplitudes depends on input
bandwidth and recording conditions. With a high-quality microphone and
telephone bandwidth (200 to 3200 Hz), a first approximation to the long-term pdf
or long-time-averaged pdf (N — oo) is provided by a two-sided exponential or
Laplacian mdclel; a better fit is provided by the so-called gamma pdf as shown by
dashed lines in Figure 2.4(a). The experimental speech pdf in the figure is based
on measurements over 55 seconds of speech, spoken by five speakers [Zelinski and
Noll, 1974]. Note the distinct peak at zero in the long-term pdf; this is a result of
pauses and low-level speech scgments. Note also the significant probability of high
amplitudes such as *do,. Short-time pdf's of speech segments are also unimodal
or single-peaked; but they are better described by a bell-shaped Gaussian pdf,
irrespective of whether the speech segments are voiced or unvoiced.

An experimental long-time-averaged pdf of video amplitudes is illustrated in
Figure 2.4(b) [Kummerow, 1972). It is based on four image frames that include
the low- and high-detail scenes "lady in a straw hat” and "playboy” in Figures

Figure 2.4 Typical long-time-averaged probability density functions for (a) speech amplitudes [Zelinski
and Noll, 1974] and (b) image amplitudes [Kummerow, 19721,
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2.3(2) and (b): these examples will also be used in Section 2.2.3. Unlike the
speech pdf, the video pdf is not unimodal. The average pdf of image material is
crudely modeled (as shown by dashed lines) by a wunmiform pdf, where all
Juminances from black to white are equiprobable.

Waveforms are sometimes represented in terms of adjacent-sample differences.
The pdf of the difference signal x (n)—x (n—1) for an image waveform follows the
two-sided exponential or Laplacian function. Neighboring pixels are very similar
in amplitude since the signal is slowly changing. The difference pdf therefore has a
significant peak at difference values near zero, corresponding to the situation
(1) ~ x(n—1) (Problem 2.2). The pdf of the adjacent-sample difference in
speech is qualitatively similar to the pdf of individual amplitudes themselves, and is
again modeled best by the gamma distribution. The Laplacian and gamma models
for adjacent-sample differences in image and speech waveforms are also applicable,
respectively, to so-called linear prediction error signals in image and speech coding
(Chapter 6).

Also significant for image coding is the pdf of the frame-to-frame differences of
a given pixel. This pdf is also symmetrical and peaked at zero, but the actual
shape is motion-dependent; increased motion results in increased probability content
in the pdf tails, while smaller tails indicate greater interframe redundancy.

Model pdf's. Figure 2.5 and Table 2.1 are descriptions of the four model pdf’s
mentioned so far. For simplicity, we have set s, = 0 in all cases, including the
uniform pdf, although Figure 2.4(b) shows a positive mean; further, in Figure 2.5,
all the pdf’s have a variance o2 = 1. The four models will be invoked frequently in
this book with the notations U, G, L and T used in Table 2.1. The finite-support
uniform pdf U has been mentioned already as & model for image amplitudes. It
will also be used as a model for quantization noise distribution in Chapter 4. The
Gaussian pdf G in Table 2.1 will also be referred to sometimes as the zero-mean
normal pdf N(0,62). The pdf I used in this-book is a special case of a wider class
of gamma pdfs [Richards, 1973]. A property that is common to the infinite-
support models G, L and T is the fact that p, (x) monotonically decreases with |x];

Figore 2.5  Four model pdf’s with a mean value of zero [Zelinski and Noll, 1974].
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Table 2.1

Four model pdPs with a mean value of zero.

Name Notation pelx)
1 A A
i u - g(— = =
Uniform \ i x€( > 2)
or .
Rectangular (o2 = AY12) 0; otherwise
Gaussian G
or 1 [ 24 2
2 exp | —x*/2a;
Normal N 0.0 2ral
Laplacian
or 1
Two-sided L exp [—\Elx i/, l
203
Exponential
73
Gamma r ————cxp [—\filx |/2¢, ]
-./Etaxlxl

significant differences in pdf shape exist, of course, both at |x| = 0 and at the tails,
|x| — o=. A model where p, (x) increases monotonically with x is the arcsine pdf
(Problem 2.1), which describes the distribution of sine-wave amplitudes. This pdf
is of interest because a sine-wave input serves as a standard test signal for coding
algorithms (Section 5.3).

Neonstationarity of Speech Signals. The distinction between short-time and long-
time pdf in speech is related to the fact that speech waveforms are nonstationary.
Figure 2.6 quantifics one aspect of this nonstationarity. It shows the time-
dependence of segment variance oZ(k) (2.1) measured over contiguous 32 ms
segments of the speech of a single speaker. The number of speech segments used is

Figure 2.6 Time dependence of short-term speech variance for (a) the 2.3 second waveform of Figure
2.1(a) [Jayant, 1982, and for (b) a different speech waveform, of duration 1.4 seconds [Noll, 1974].
The segment length is 32 ms.
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73 in example (a) and 44 in example (b). The 0 dB line corresponds to the
2

.average a2 of the 73 values of 02(k) in example (a). Note that the dynamic range

of short-time variance can exceed 40 dB over a time duration of no more than 1

‘second. Further, if one considers the variation of the average of short-term

variance as a function of speaker, the resulting across-speaker distribution has an
additional dynamic range of about 20 dB [Richards, 1973]. The above level
variations are sometimes compounded by further \level uncertainties in
communication, resulting from ambient conditions anh telephone connection
efficiency. On the other hand, the 40 dB and 20 dB dynamic ranges mentioned
above are not always additive (which would imply a dynamic range of 60 dB.
Also, when high-frequency pre-emphasis is present in telephone systems, the effect
is to decrease the dynamic range of the speech signal significantly. Sustained
performance over an input dynamic range in the order of 30 to 40 dB is therefore 2
well-accepted design criterion for coders and quantizers in high-quality speech
communication.

2.2.3 Autocorrelation Functions

Successive sample amplitudes x (n) and x (n—1} of a slowly varying waveform
are said to be highty correlated. As a result, the adjacent-sample difference (in
general, a prediction error signal) has a much smaller variance than the original
signal x(n). This fact is exploited in redundancy-removing differential PCM
(DPCM) coders for both speech and video.

A fundamental waveform property, therefore, is an autocorrelation function
(acf) which quantifies the closeness of the amplitudes of two samples as a functicn
of their time- or space-separation; it is a function that tells us how close, or similar,
samples x (n) and x (n-+k) are, on the average:

1 Nl -
R (k) = ~ > x(mx( + |k (2.3)

n=0

The acf R,,(k), as 2 function of k, is a deterministic descriptor of a waveform
which itself may best be modeled by a random sequence. The use of |k| in (2.3)
makes R, () symmetric about k = 0; while the summation to N — || =1
recognizes the fact that only N — |k| pairs are available for the product operation
if {x ()} is an N-sample sequence defined for # = 0,1,..,N—1. If Ry (k) is used
as an estimate of correlation, it can be shown [Jenkins and Watts, 1968] that (2.3)
provides a better resplt than a formula that uses N — |k| instead of N in the
denominator, especially if % is close to N. An autocovariance function results if
the mean value p, is subtracted from the terms in the product of (2.3), but the
distinction disappears for p, = 0. For zero-mean sequences, it is clear from (2.1)
that

R (0} = o} (2.4)

A variance-normalized acf is defined in the form
L

Pk ™ Pxx (k) = R,: (k)/Rxx ()] H PO ™ Pxx © =1 (2.5)
T
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The quantity p; has values in the range (—1, +1). A value of p; = 1 implies
perfect positive correlation such as that between any two samples of a constant
waveform. A value of p, = —1 suggests perfect negative correlation such as that
between any pair of adjacent samples of a sinusoid sampled only at its (positive and
negative) peaks. A value of p; = 0 implies total decorrelation as between samples
of a totally random white noise process. The adjacent sample correlation
1 = pxx (1) is a very useful parameter. It corresponds to a sample separation of
k = 1. This signifies a separation of one Nyquist interval, except in oversampled
systems.

Figure 2.7 illustrates a long-time-averaged acf based on measurements [Noll,
1972] with a 55-second speech sample that is either lowpass-filtered (LPF: 0 to
3400 Hz) or bandpass-filtered (BPF: 300 to 3400 Hz). The sampling frequency is

"8 kHz. In each set of curves, the upper and lower limits represent acf maxima and

minima, respectively, over four speakers (two male and two female), and the
middle curve gives the mean acf value (average over four speakers). Notice that in

Figure 2.7 (a) Long-time-averaged acf plots [Noll, 1972] for LPF and BPF speech waveforms. (b)

Evolution of the short-term speech acf with time for the example of three consecutive 32 ms segments in
Figure 2.1 [Jayan1, 19821
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general p; has a value close to +0.9, and that the p; crosses zero at a higher value
of k for LPF speech than for BPF speech. The increased evidence of lower
frequencies in LPF speech causes higher correlations for a given separation &.

Table 2.2 lists four sets of pg valucs for 8 kHz-sampled speech, for k£ = 0 to 5.
These results are taken from different sources in speech literature, including the
source used in Figure 2.7(a).

Table 2.2 Values of acf for 8 kHz-sampled speech.

LPF Source BPF Source BPF Source
Speech Average from Avcrage from LPF Source with High-Fre-
Source Figure 2.7(a) Figure 2.7(a) [McDonald, 1966] quency Emphasis
[Noll, 1972] [Nell, 1972] [Grizmala, 1972]
Po 1.00 1.00 1.0000 1.060
Py 0.86 0.79 0.8644 0.825
Py 0.64 0.38 0.5570 0.562
" 0.40 0.05 0.2274 0.308
04 0.26 -0.08 —=0.0297 0.004
Ps 0.20 ~0.16 —0.1939 —0.243

The acf plots in Figure 2.7(b) are measured over short segments (32 ms;
N=256) of a single speech waveform, and successive acf plots in Figure 2.7(b) are
results of acf recomputation once every 32 ms. The evolution in Figure 2.7(b) is
from () an aperiodic acf (for an aperiodic fricative segment), to (iii) a periodic acf
(for a periodic voiced segment); the intermediate case (i) is a fast-decaying
transitional acf (indicating a non-steady-state segment during unvoiced-to-voiced
transition). The acf plots of Figure 2.7(b) follow (2.3), (24) and (2.5). In
periodic speech, the envelope of |p. (k)| decreases monotonically with k& until k
equals the fundamental period, at which point a second peak occurs in py k),
similar fo that at p,,(0) = 1.

Intraframe acf plots for 256x256 monochrome images are shown in Figure
2.8(a). The plots are those of p., (ks, &,) as a function of horizontal separation &
and vertical separation k,. The acf is seen to decay at a similar rate in both
horizontal and vertical directions for the images considered. There is, however, a
significant difference in the acf values of the low-detail and high-detail examples,
for a given (ky, k,).fAs expected, acf values are generally higher for the low-detail
image. '

Table 2.3 compiles experimental intraframe acf values for two 512x512 images,
differing once again in image detail.

The presence of significant intraframe correlations, or redundancies, carries over
to the case of two-level graphics images, and this can be demonstrated by acf
functions that are nearly exponential in both vertical and horizontal directions. We
shall note in Chapter 10 that an even more useful description of redundancy in
two-level graphics is in terms of so-called run-length or cluster-length distributions.
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Figure 2.8 (a) Intraframe acf plots for gray-level images with () low detail (a face) and (i) high
detail (a crowd) [Habibi and Wintz;€1971, IEEE]. (b} An acf plot that includes values of horizontal
spacing greater than the number of pixels/scan line. The input used in (b) is the image “Karen® in
Figure 2.3 [0'Neal,1966,11; ®PAT&T).

Table 2.3 Experimental values of intraframe aef for a low-detail image (Lady in straw hat) and for a
high-detail image (Playboy). Values for the high-detail image are in parentheses, The parameters ky
and k, refer to horizontal and vertical spacing (in pixels).

k, ) I 2
kv

0 1.000(1.000) 0.967(0.956) 0.926(0.892)
I 0.970{0.904) 0.954(0.384) 0.922(0.844)
2 0.934(0.816) 0.928(0.805) 0.907(0.783)

The Case of Large k. We have already mentioned that in voiced speech, the
envelope of lo<x (k)] decreases monotonically with k at first; but when % is large
enough to be equal to the pitch period k,, a second peak appears in the acf
function, after which the short-term acf pattern tends to repeat the behavior that
characterized its first k, values. We shall discuss this again in Chapter 6 in the

38 Waveform Characterization 2

0054



context of acf-based pitch extraction. What is worth noting here is that the pitch
period k, is a time-varying quantity.

Figure 2.8(b) is a one-dimensional intraframe acf pee (ky) display for an image
that includes values of horizontal spacing k; up to and greater than k;, the number
of pixels per scan lire. A herizontal separation of k, = k; corresponds to a vertical
separation of k, = 1. The acf plot therefore has a secondary peak at kj = k;.
Unlike in speech, this secondary peak always occurs at a time-invariant lag k; that
corresponds to the scan-line length.

Interframe acfs in video are motion- and activity-dependent, An average
characteristic would have approximately an exponential shape for small values of
frame separation k;. The interframe acf decays from a typical value in the order
of 0.85 to 0.90 for k; = 1 (temporal spacing of 1/30s) to a value in the order of
0.30 for k; = 10 (temporal spacing of 1/3 s).

2.2.4 Power Spectral Density Functions

The concept of a power spectral density function (psd), which shows the power
in a waveform as a function of frequency, is closely related to the acf concept
discussed in Section 2.2.3. In Sectien 2.3 we shall note that for stationary signals,
the psd and acf functions indeed form a Fourier Transform pair.

The psd is a non-negative quantity that can be measured by using an
appropriate filter bank and measuring the average power at the output of each
flter. [f the waveform is available as a finite-length sequence {x(m}k
n =0,1,.,N—1, various other techniques exist to estimate its psd. The psd
Sy, (e/®) is defined such that if (wy,w) is an interval on the radian frequency axis,
the average power x2(w.wp) in that interval is

o) =L [ Sue9dor wie>0i xiEmn=xi @0

The definition implies a non-negative psd.
For a time-discrete waveform, the periodogram

P, () = 7{1— X (e/%)|2 @

may also serve as an estimate of Sy (e/#), with X (e/) signifying the Discrete
Fourier Transform (EfFT) of [x (n)}. A better estimate results if an N-sequence is
divided into M non-overlapping subsequences, and corresponding periodograms are
averaged. A totally different procedure for estimating Sy (e/*) is the so-called
_ autoregressive estimation technique. This will be discussed in Chapter 6.

Figure 2.9(a). shows a long-time-averaged psd for two ensembles of speakers,
together with, the psd of the speech waveform of Figure 2.1(a). All the three plots
show a lowpass characteristic in the frequency range above 500 Hz, signifying a
preponderance in speech of low frequency segments such as sustained vowels. It is
important to note, however, that high frequencies in speech waveforms, although
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Figure 2.9 Long-time-averaged psd for {a) speech [Dunn and White, 1940] [Flanagan, 1972. Reprinted
with permission) [Jayant, 1982] and (b) image waveforms [Connor, Brainard and Limb;©1972, [EEE).

having relatively less power, provide important information in the form of fricatives,
stop sounds and unvoiced consonants.

A long-time-averaged psd for images is shown in Figure 2.9(b). The lowpass
function is relatively flat for frequencies up to at least twice the line rate of about
15 kHz (corresponding to 525 lines in 1/30s); it begins to fall at about 6
dB/octave in the middle region of the spectrum, and at about 12 dB/octave at very
high frequencies. The prepondering low frequencies refer to the large arca of
constant brightness levels in an image frame. The power at high frequencies is
comparatively small, but it provides the information about sharp changes in
luminances.

Figure 2.10 shows short-time-averaged psd plots corresponding to the voiced
and unvoiced segments "A" and "S" in Figure 2.1. In each case is shown a psd with
low frequency resolution [Figures (a) (i) and (b)(i), obtained from a 64-point DFT
analysis); and a psd with high frequency resolution [Figures (a)(ii) and (b) (i),
obtained from a 256-point DFT analysisl. Note that while the short-time psd of
"A" is lowpass as in the average plot in Figure 2.9(a), the psd for the fricative "S"
is nearly flat, and in fact somewhat highpass, as expected. High-pass psd’s also
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Figure 2.10  Short-time psd for the (a) voiced and (b) unvoiced speech examples in paris (b) and (c) of
Figure 2.1 [Jayant, 1982). In each case, the two psd's shown are results of analysis with () a low
resolution in frequency [64-point DFT (Chapter 12 and Appendix A)] and (i) a high resolution in
frequency [256-point DFTI.

occur in certain kinds of music material, for example, popular guitar. Moreover, in
music, several lowpass and highpass sources (say, different instruments) can occur
simultaneously at a given time, unlike in the speech of a single talker. As indicated
earlier, lowpass and highpass segments in images are usually referred to as Jow-
detail and high-detail segments.

Lowpass and highpass psd’s are manifestéd, in the time domain, by different
acls — specifically by p; values that are positive and negative, respectively. The
lowpass voiced speech psd (a) also exhibits four distinct resonances (formants) in
the O to 4000 Hz band, corresponding to vocal tract resonances characteristic of the
sound "A". The rapid oscillations in the voiced psd of part [(a) (i)] of Figure 2.10
correspend to the fundamental frequency or pitch frequency, and they signify the
quasi-periodic nature of voiced speech.

2.3 Mathematicsiof Random Waveforms

2.3.1 Random Processes .,

Although communication waveforms are not deterministic, their average
properties {(especially the long-time averages) are often regarded as deterministic
‘and known a priori. Examples of such deterministic characterizations are those for
long-time mean value and long-time acf. Further, the linear systems that
communication waveforms are passed through during encoding and decoding
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processes are also deterministic. We have therefore summarized in Appendix A
some basic mathematics that applies to deterministic signals and systems. The
mathematics of the present section will apply specifically to the characterization of
discrete-time random or stochastic signals, specifically those that are stationary in
a way that will be defined presently. This is a natural framework in which to
describe communication waveforms for which the signal-generating rule is either
not known or is so complex as to make precise signal description impossible.

Each sequence (or waveform) from a random process is considered to be a
member of an ensemble of discrete-time signals characterized by a set of
probability distributions or probability density functions. Let us supposc that
{x()}, n=0, %1, £ 2,...is a sequence of sampled values of a waveform. Its
value at a specific time instant # is x (). The sequence can be interpreted as a
realization or sample sequence of a random process. It is one of the strictly
infinite number of possible sequences which form the ensemble and it is regarded as
being chosen randomly by nature. At a given time instant n, the value x (1) of the

Figure 2.I1 Random processes in (a) one and (b) two dimensions [Rosenfield and Kak, 1976.
Reprinted with permission].
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sequence {x (r)} is a particular value of a random variable (rv.) X(n). The
ordered set of r.v’s (X ()} is the random process or random sequence [see Figure
2.11(2)]. At any time instant, the behavior of the random process can be described
(at least conceptually) by a set of probability distributions or probability density
functions. The above probability distributions are descriptors of multivariate
statistics in general. We will therefore be able to characterize all the important
properties of communication waveforms in the random process framework.

We can extend Figure 2.11(a) to the two-dimensional case, as in the simple
example of Figure 2.11 (1), which shows sample images with two levels of intensity,
white and black. In characterizing two-dimensional images, we use the symbol
x{m,n) to denote an image element, or pixel intensity, at coordinates (m,n). The
notation Lx (m,m)}; mp=0,1,...,N—1 is used to define an evolving 2-D sequence.
This sequence {x(mn)} is a realization of an ensemble {X(m,n)} of possible
images. In the 1-D case, (X (#)) was a random process, a r.v. X {n) evalving in
time. In the 2-D case, {X(n,n)} is a random field, a r.v. X(m,n) evolving in two
spatial directions. Similarly, in the case of moving image sequences, we could
describe an image element x (m.n,0), where o is the time index, as a sample of a
3-D random sequence or field {X (m,n,0)}; this is alternatively describable as a 1.v.
X (m,n,0) evolving in three directions.

Most of the material in the rest of Section 2.3 will refer to one-dimensional
(scalar) random processes. Extensions to higher-dimensional (vector) random
processes (see Section 2.2.1) will be invoked in the book as and when necessary.

2.3.2 Univariate Distributions

The value x () of a sample sequence {x(n)} of a random process can be
interpreted as a particular outcome of a random variable X (n). Therv. X(n) isa
real-valued quantity; we assume that it is sufficiently well behaved so that the
probability of the-event {x(n) <x) is defined-for all real values of the dummy
variable x. The probability of this event is termed the probability distribution
function of the rv. X (n) and will be denoted by

Pem(x) = P(X(n) < x} (2.8)

We now assume that the distribution function is continuous and define a
probability density function (pdf) as the derivative of the distribution function:

Pxim(x) = d/dx Py (x) . 29

A
In general, with a nonstationary process, the pdf is a function of absolute time n as
in Figure 2.11. Let us, however, consider the case where the statistical properties
_of the random process are independent of time. The minimum requirement for this
to hold is that the univariate distribution and density functions are independent of
_ time (stationarity of first order). We may then simplify the notation by omitting
" the time index n:

px(x) = d/dx Pc(x) 2.10)
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From (2.8) it follows that the distribution function is monotonically nondecreasing,
and that P,{(—o0)} = 0 and P,(c0)} = I. The probability that the r.v. X is in the
range (a,b) is

b
Pla<X<b} = P,(6) — P, (a) = [ p.(x)dx (2.11)
a
the area of the shaded element in Figure 2.12(a). Also, by definition,

px(x) 2 0,all x ; J peledax =1 (2.12)

Expectations of a r.v. Simple descriptions of a r.v. X are provided by expectations.
Very generally, if g(X) is a function of the r.v., the expectation of the new r.v.

gX) is

Elg(X)] = zg(x)p,,(x)dx (2.13a)
In particular, the mean value is |

ue = ElX] = _pr,,(x)dx \ (2.13b)

the center of gravity of the pdf of X. Also of interest are the expected values of
the nth moment g(X) = X" and the nth central moment g{X)} = {(X—pu,)". With
n=2, we obtain the mean square value

X2 =ElX? = [x%p, (x)dx (2.14a)
and the variance
o = ELX—)1 = [ Ge—in)?p. (6)dx (2.14b)

The variance is a measure of the spread of the distribution about the mean. The
positive square root ¢, of the variance is called the standard deviation or rms
value. From the last two equations, it follows that

of = x% — u? (2.14¢)

Note that p,, o2 and x2 can be estimated using N-sample sequences as in (2.1).

Example 2.1. Distribution function of the normal pdf
The normal probability distribution function is defined by
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X —Hx
2o,
The error function erf x is widely tabulated [Thomas, 1969] [Abramowitz and Siegun,

1964}, and used to compute the probability that a rv. X falls into a given range. For
example,

1+erf

x
PlXEx) =P (x) = % i erfx = 72-..; {e""za‘t (2.15)

Pl(—da, + py) < X < (4o + p)) = 2 P, 4oy + )= = erf(2v/2) = 0.999936

is the probability that a normally distributed r.v. has a magnitude not exceeding 4o,. The
closeness of this probability to 1.0 is the rationale for the so-called four-sigma loading in
quarntizer design. @

In the case of nonstationary processes, all expectations will be functions of time
index #. In most sections of this book, we shall assume wide-sense stationarity
which requires only that the first iwo moments of the distribution are independent
of time:

Bx(n) = Bxin+k) o) = T2 k) (2.16)

Table 2.1 and Figure 2.5 have already provided a comparison of four model
pdf’s for amplitude-continuous sources. Another significant comparison of these
models is in terms of two related pdf-specific properties, differential entropy and
entropy power. These are discussed at length in Appendix C and Chapter 4.

The characteristic function ®,(j Q) of a random variable X is defined as

8,(0) = [ p.()e/%dx (2.17a)

the complex conjugate of the Fourier transfofm of the pdf p,(x). The inverse
Fourier transform expresses p, (x) in terms of the characteristic function

p,(x)-—zl; _f” 3, Qe dQ (2.176)

$,(j Q) always exists because p,(x) is absolutely integrable in view of (2.12).
Also, from (2.13), &, (j ) is identical with the cxpectation Ele/ fx],

Amplitude-discrete r.v.’l;_ An amplitude-discrete r.v. X can only assume one out of
N possible values (out mes) xi; associated with each of these possible outcomes is
a probability

P(x;) = P{X=x;} (2.182)

“and a pdf can be defined by using the Dirac delta-function &(x):

eG) = 3 Px) 8Ge=xz) (2.18b)
k=1
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Note that the expectations defined earlier still apply. The mean and variance, for
example, are found to be

N N
pe = 3 % PGy)  and ol = 3 (xp—n)?P (xy)
k=1 K=1

by using (2.18) in (2.13b) and (2.14b).

2.3.3 Bivariate Distributions

As a first step toward formalizing correlation functions, consider two r.v.’s X
and ¥ whose mean values and variances are denoted by u,, o2, By, ayz, respectively.
They have a joint probability distribution Py, (x,y) and a joint pdf [Figure
2.12(b)] defined, as in (2.8) and (2.10), by

P,Gy) =PlX <x,Y <y}

2

Py Gd) = == Poey) [ fpelepddedy =1 (19
dxay a
7 _

Figure 2.12 (a) pdf of the amplitude of r.v. X; total area under p,{x) is unity; (b) joint pdf of the
amplitudes of two r.v.’s X and Y total volume under po, (x,y) is unity.

p, (x)
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As in (2.11), the probability that the r.v.’s X and Y are jointly in ranges (a,b) and
{c.d) is
b d
Pla<X<h, c<Y<d} = f Py () dx dy, (2.19b)

a

the volume of the shaded element in Figure 2.12(b).
Two zero-mean r.v.’s X and Y are jointly normal if

1 ’ 1 X 2xypx
(x,y)= exp | — x| 2 | X
Pry¥ 2w~/1 —p,_,,i Ty Gy P 2(1-p2) [l ox 650y ay

2
H (2.20)
where p,, is the correlation coefficient to be defined in (2.26b).
Univariate pdf’s can be derived from the joint pdf, in the form of marginal

pdf’s
Px(x) = f Py s p() = f Py (X 3)dx (2.21)

That is, the value p;(x;) of the pdf p, () is the area under the profile of pxy (x1.)
obtained by intersecting the surface py, (-,;) by the plane x = x;. The rv.’s X and
Y are said to be statistically independent if

Pey (x) = px()p, ) (2.22)

The expectation of a function g(X,Y) of the twor.v.'s X and ¥ is

Elex 1= [ [ gleyIpey (xp)dxdy (2.23)

—0 =00

We are mainly interested in the joint moments E [xm¥"]. Tt is easy to see that
ELxmy"] = E[X™]E[Y"] if X and Y are statistically independent. In particular,
X and Y are said to be uncorrelated if EIXY] = ELX 1ELY]; and orthogonal if
ELXY] = 0. Clearly, if either of ELX] or E[Y]= 0, a pair of uncorrelated r.v.’s is
also orthogonal.

The mean of a sum of two r.v.’s is the sum of the means, regardless of
statistical dependence:

n,,+,f!l= ElX+Y] = EIX]1 + EIY] = + 1 (2.24)
The power of the sum is
‘ 24, = EIX+1)%] = E1X°] + 2E[XY] + E[Y]
"Using (2.14) in the last equation, we see that

aly, = o} +a} for uncorrelated r.v.’s (2.25)
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suggesiing a simple addition of variances in this special case. Another value of
interest is the joint central moment

oxp = ElX—p,) (Y—p,)], (2.26a)
the covariance of the r.v.’s X and ¥. The normalized covariance of X and Y is
Pry = Oy [ (050)) (2.26b)

This quantity is alsc known as the correlation coefficient. Covariance and
correlation coefficients are zero if X and ¥ are uncorrelated.

Conditional Distributions. The conditional probability distribution function of a
r.v. X, knowing a single point event {Y = y} [Papoulis, 19651, is

pex|Y = p) = py, (x.p) / p, () (227

provided that p, (») # 0. The r.v.’s are independent when the occurrence of any
value X = x is in no way influenced by the occurrence of any value ¥ = y. The
conditional pdf is then p,(x|¥=p) = p,(x) and the joint pdf is simply that of
(2.22). It turns out that independent r.v.’s X and Y are also uncorrelated, as seen
by using (2.26), (2.22) and (2.23); the converse of this statement is not true in
general. But the converse does apply in the case of Gaussian statistics. In the
special case of jointly normal (2.20) r.v.'s, if X and Y are uncorrelated (p.,=0),
they are also statistically independent. (See Problem 2.4).
As a generalization of (2.13a), we can define a conditional expectation

ElgQOY =yl = [ gG)p(x|¥ = p)dx (2.28)

the expectation of g (X} knowing that event ¥ = y has occurred.
In addition, we note that the conditional pdf of a r.v. X, given that event {X €]
has occurred, is

p)/Pixer) if xer
e (x| XET) = ) (2.29)

otherwise

Linear and Nonlinear Estimation. Bivariate distributions can be used directly in the
solution of fundamental problems in estimation or prediction. For example, given
the value y of a r.v. ¥, the best linear estimate X,y of the value x of another r.v.
X, and the associated minimum mean square error in estimation, are

Ropt = Copr ¥ = Cpmyaxla,) y 3 min{E[X—X1) = ¢2(1—p2) (2.30)

For the same problem, the best ronlinear estimate is defined by
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£ = ELX|Y = y); min{E[X—X1} € o2(1—p3) @30

If X and Y are jointly Gaussian (2.20), the results of linear and nonlinear
estimation are identical (Problem 2.8).

PDF of the Sum of Two Random Variables. We have already derived the mean
value, power and variance of the sum of two r.v.'s, Z = X +Y. Events {Y =y}
and (X = z—y} imply the event {Z = z}. Therefore the pdf of r.v. Z is

p.(z) = f pxz=p|Y = )p, ()dy = f Day(z=y, y)dy (2.32)
1 X and Y are statistically independent, we can use (2.22) to obtain
p:@ = [ p.z—)p, @)y = pe(2)*p, (2) 2.33)

where = denotes convolution.

The result of (2.33) can easily be extended to a sum of n variables. The central
limit theorem states that, if these r.v.'s are independent of each other, the pdf of
the sum of these r.v.’s approaches a Gaussian distribution very quickly as a function
of n, regardless of the pdf’s of the individual r.v.'s (Problem 2.5). In the case of a
set of Gaussian r.v.'s, any linear transform (Chapter 12) yields another set of
Gaussian r.v.'s, irrespective of whether they are independent or not.

2.3.4 Correlation Functions of Random Processes

We now come back to the description of properties of a random process (X mk
n =0, =1, £2 by a simultaneous descriptiofi of the behavior of two r.v.’s X (m)
and X (n) of this process. These r.v.’s are illustrated by X (r) and X (s) in Figure
2.11(a). Equations (2.192) and (2.28) have already defined joint and conditional
pdfs. Partial descriptions of joint statistics are given by the autocovariance
Sfunction

Coe(m,n) = ELCX (m) —p(m)) X () =) (2.34)
and the autocorrelation function (acf)
Ry (ma) = ELX(m) X(n)] = Cox (m,n) + sy itix ) (2.35)
For zero-mean sequences, the expectations above are identical:

Rolm, n) = Colm, ) 06 peimy = ety =0 (2.36)

. Unless otherwise stated, we assume throughout the book that mean values are

zero, and use the term acf to signify (2.36). Clearly, the acf and the
autocovariance function depend on two time variables m and n or, alternatively, on
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absolute time instant m and time displacement or time lag k = n — m. A wide-
sense stationary process, however, is defined by the fact that its first-order pdf
Pxy(x) is independent of time (implying a constant mean) and that its joint pdf
Pxtn)x(m(x,p) depends only on time shift {(implying that the acf depends only on
n—m=k). Indeed, wide-sense stationarity refers only to first- and second-order
statistics. In the strict-sense stationary process, on the other hand, none of the
statistics is affected by a time shift. This book will mainly assume wide-sense
stationarity. It can be shown, however, that Gaussian processes are stationary in
the strict sense if they are stationary in the wide sense [Papoulis, 1965].

For wide-sense stationary processes, the acf and autocovariance function do not
depend on the absolute instant of time; they may be rewritten as

Car () =ETX (1) —p,) (X (n+K) —p) ], R (k) =E[X(n)X(n+k)] 237

It can be shown that R, (k) = Ry (=k) = R, (Jk|) and |R, (k)| € R (0) for
all k; note also that R, {0) = x2 = o2 + u2 [scc (2.14c)]. We will also make use
of the variance-normalized acf defined in (2.5):

Pk = prx (k) = Ryx (k)/R:x () ; pxx (0} = 1 (2.38)

The acf and autocovariance function are functions of time lag k; they are also
deterministic since they describe average quantities of the process. Further, as we
shall see presently, values of these functions cannot be chosen arbitrarily.

At this point it is convenient to introduce matrix terminology, which will be
used extensively in Chapters 6 and 12. We denote an observation N-sequence and
the associated r.v. sequence by column vectors

x = {x(&)}; X = (x(x)}; k=01,.N-1 (2.39a)

and the autocorrelation (or mean square value) matrix by

Ry = (R (k=1 5 - (2.39b)
= R O {pu (|E—=I]); kJd=01,..N-1;
Ro Ry} Rz = Ry 1 p1 p2 ™ pNar
R; Ry R} -+ Ry L opt o pu-2

Ru=| Ry Ry Ry " Rys|=Ro|[p2 o0 1 ™ pns (2.40)
RN—] . - wns Ro pN—l . - .. 1

where we have used the notation

Rig—t) = Ro ple—i| = Rax (|k—] |) = E[X(n+DX (n+k)] (2.41)
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for the element in the kth row and /th column. The autocorrelation matrix can
also be described by

R, = E[X XT] (2.42)

where T denotes the tramspose of a vector. Similarly, the covariance matrix (or
variance matrix) is obtained by taking into account mean values u,:

Cy = Ry = paptT = {Cx ((k=ID) kJ=01,.N-1 (2.43)
where g, is the mean-value vector with identical elements u,:
ue = EIX1 = {E[X ()]} 5 k=01,.N-1 (2.44)

Clearly, R, = Cy for a zero-mean vector r.v. X. It is casy to see that Ry and Cx
are nonnegative definite; ie., the scalar quantities a’Rya and alCpa are
nonnegative for any arbitrary ¥ -dimensional vector a. For example, in the case of
Ry,

oa"Ra = Ela™X XTal = E[(@™X)?]1 > 0 (2.45)

where the inequality holds because a7 X is a dot product. In the following we will
assume that R,, is positive definite, which implies that the equality in (2.45) is only
achieved if « is a zero-element vector. A positive-definite correlation matrix is also
nonsinguiar, ie., it has an inverse. This also implies that the psd and all
eigenvalues (Section 2.3.5), which are measures of variances, are non-negative.
(See the references in Appendix B). Finally, we note that

IRl > O (2.46)

is a necessary and sufficient condition for R,, to be a correlation matrix. For
N =2, (2.46) implies that lp1l < 1. The casc of N =3 is illustrated in Problem
2.7 and Figure 2.13.

Figure 2,13 Constraints on p, and p for Ry, to be a 3 x 3 correlation matrix.
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The correlation matrix is symmetric; also, elements along any diagonal in it are
equal. Such a matrix is called a symmetric Toeplitz matrix. The elements
Ryx (k1) of Ry can refer either to N samples from a stationary scalar source (as
in our context), or to N components of a vector source. In the latter case, the
autocorrelation matrix can be non-Toeplitz. Elements along the main diagonal will
now be mean square values of N different signal components, and these will differ
in general.

A useful partial description of the dependencies between two random processes
(X ()} and (¥ (1)) is the crosscorrelation Sfunction

Ry (m,n) = E[X(m) Y (n)] (2.47)

Again, if the processes are jointly stationary [i.e., {X(n)} and {Y(n)} are wide-
sense stationary and the cross-correlation depends only on time shift], this function
is a function of only one variable, the time lag k:

Ry (k) = ELX(m)¥ (n+k)] (2.48)

It can be shown that R2,(k) < R,(0) R,(0) and Ry (k) = Ry (—k) for all k. A
crosscovariance function can be defined by including mean values in (2.48).

Effect of a Linear System on Mean and acf. Consider a linear, time-invariant and
stable system with impulse response k (#) and transfer function H (/%) (Appendix
A). Consider a wide-sense stationary random process (Z ()] applied to its input.
The mean value and acf of the output process (X(n)} (Problem 2.10) are then
given by

s =y, HO) (2.49)
Ry (k) = R, (kY*h (k) %h (—k)

o

- 3 3 MORORG-i-KD  @so

= —oo J=—m

Therefore, the mean of {¥(n)} is comstant and its acf depends solely on time
displacement k. Hence {Y (1)} is also wide-sense stationary,

The Multivariate Gaussian Distribution. Descriptions of NV r.v.’s by joint pdfs are
too compiex to be of practical use, and these pdf’s are usually not known, nor are
they easy to measure. One relatively simple model, however, is the multivariate
Gaussian distribution; this is of great importance in applications, because, as we
have already mentioned, many physical events can be modeled by Gaussian
distributions.

The joint Gaussian pdf of a vector random variable X = (Xoo X1y, XD T s

Px(x) = 2m)~NE|C, [ V2exp %(x—nx) TCh (x—py) 2.51)
52 Waveform Characterization 2
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in which x = [xq, X1, Xy—1)7 is a vector of dummy variables, |Cg| is the
determinant of the covariance matrix C, and CZ! is its inverse. Notice the
important fact that the joint pdf in the Gaussian case is totally determined by the
mean values of the elements of the vector r.v. X and by the covariances between its
clements.

Second-order statistics are therefore sufficient for describing Gaussian processes.
If the elements of X are uncorrelated, they are also statistically independent. In
this special case,

N-1
) = T P i paCue) = ﬁ exp [- é—(xk—pk)zfla%] 2.52)

Finally, consider any linear transform Y = AX (Appendix B and Chapter 12);
if X is Gaussian, the vector r.v. Y also has a joint Gaussian pdf.

2.3.5 Eigenvalues and Eigenvectors

Associated with any correlation matrix Ry, is a set of eigenvalues X; and
eigenvectors I; defined by

Rodi =Nl i=01,..N-1 (2.53)

Eigenvectors and eigenvalues will play an important role in the analyses of
Transform Coding (Chapter 12).

Let 1 be an eigenvector of R,,. The corresponding eigenvalue X is then defined
by

Riy1=XM or [Ry-ADI=0 (2.54)

-

This is a linear homogeneous system of equations for the unknown A. In order to
have a nonzero eigenvector, it is both necessary and sufficient that
13

|Rx—AI| = 0 (2.55)

The above equation is called the characteristic equation of R,,. This determinant,
when expanded, is a polynomial in A of degree N, and it will have NV zeres A; with
corresponding eigenvectors ;. The eigenvectors are of course determined only to
within a scalar multiple. Recall that R,, is a real symmetric matrix. It can be
shown therefore tfit the characteristic equation has & distinct and real zeros (with
multiplicities, in géneral); and consequently, it has exactly N distinct eigenvectors.
In general, it is very difficult to find the eigenvalues of a matrix, and numerical
techniques are needed.

Example 2.2, Example of N = 2
Consider a stationary source with variance g2 =1 and normalized autocorrelation p

between neighboring samples
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1 »
Ry = tp 1 ] (2-56)

The eigenvalues A are obtained from the characteristic equation (2.55):

1—A P
P I=x

=0; A=1+p; MN=1-p 2.57

To find the eigenvector lo we use (2.53):

1 P .’0(0) Io(o)
[ = (1+4p) ; 1(0) = 13(1) (2.58a)
o 1] 1)) 1)
Similarly, for I, we find that [,(0) = — {,(1). If we scale the vectors so that
106002 + 1o(1)? = 13(0) + 1} () = 1, (2.58b)
o= H - ‘l} (2.59)
‘/5 1 + 1 \/5 o1 .

The above equations show that the produci of the eigenvalues Ay and A; equals
1—p* = |Ry]. In addition, the eigenvectors are orthonormal, ie.,

I, =1, =0; Nh=1) =1 (2.60) e

For N > 2, computations are tedious. However, so-called MA(1) and AR(D
processes (Section 2.4) will have explicit sotutions.

Some Properties of Eigenvalues and Eigenvectors

(a) Eigenvectors are orthogonal (F ;=0 for i#j), and by choosing a proper
scaling in R 1 = A I, they can be made to be orthonormal:

1§ = 3y (.60
(b) Eigenvectors define R,, {Problem 2.20) in the form

N—1 '
Ru= 3 N LI (2.62)

=0
(¢} Eigenvalues have the properties

N-1 N-1
[Rexl = TT 25 trace (R} = 3 Ny (2.632)
j=0 Jj=0

Note that trace (R,,) = No? for zero-mean processes. Hence for any N, the
average value of eigenvalues equals the variance of the process:
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3 1 N—1
2= DN (2.63b)
J=0

Since the eigenvalues are measures of variance, they are non-negative. In
addition, if A;’s are the eigenvatues of Ry, then the eigenvalues of RZ} are
given as A7l

(d TLet S, (e®) be the psd (see Section 2.3.6) of the process with correlation
matrix Ry,. Then

Ay = S (2.64)

i.c, eigenvalues are samples, although not equidistant ones, of the psd.
Specific ;-values, the eigenfrequencies, are usually not simply obtainable
from the psd.

(&) For any function f(), the Toeplitz distribution theorem (Szego-theorem)
[Grenander and Szego, 1958] states that for any function f O,

N-1

im L% f0) =
Jj=0

LN e [Six (/) ]dw (2.65)

ra

For example, with f () = log, (), we have
N-1 1N 1 L .
Jlim log, [ 11_10 A,] -0 _J: log, Syx(e/)dw (2.66)

Hence, with property (c),

, 1 ¢
ﬂl{:ﬁnﬁ R[N = exp[; _f'log, S, (e/)dw (2.67)

2.3.6 Power Spectral Density of Random Processes

Many results on stationary random processes, involving only second moments,
can also be discussed in the frequency domain. Suppose that {X (#)} is a discrete-
time wide-sense stationary process with acf R, (k) (2.37). The power spectral
density function (psd) fis defined to be the Fourier transform of the acf of the
process; we thus obtain a Fourier transform pair

R (k) = L _f Sy (@) e dw ; (2.68a)
2r <,
Su(@® = 3 R (k)e (2.68b)
k= —oco
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which is a statement of the Wiener-Khinchine theorem. The function S, (e/*)
exists if R, (k) is absolutely summable. Also, using the fact that R, (k) is a
real-valued even function,

Sy (@) = R, (0) +2 i Ry, (k)cos kw (2.692)

k=1
Hence, the psd is a real even function of frequency w, i.¢., S (e/*) = Sy (e7%).
As a result, the acf can also be rewritten in the form

Rec(6) = 2 [ S (/) cos ko dw (2.69b)
2x Y,

Further, the area under the power spectral density function in the range (—mx) is
27 times the average power in the process {sec (2.14a)]:

32 = ELX2(m)] = Ry @ = == [ S, (e/)dw @.70)
2r Y,

Specifically, the power of the process in the frequency range (wz — Aw/2,
wg + Awf2) is approximately Sy (e*)Aw/x. Since the power cannot assume
negative values, it is clear that we must have S, (/%) 2 0 for all w. This is the
spectral equivalent to the requircment of a non-negative-definite R,.

The cross spectral density of two jointly stationary processes {(X(n)} and

{vim}is

S,y (e/?) = i Ry (k)e~ kv (2.71)

km—co

This function exists if R,, () is absolutely summable. Since Ry, (k) = Ry, (—k), it
can be shown that S, (e/*) = 57,(e/), where * denotes a conjugate. Note that
the cross spectral density function is not necessarily even or real, or positive.

Effect of a Linear System on psd. Consider a process {Z (n)} applied to a linear,
time-invariant and stable filter with transfer function H (e/¥). The psd of output
{x ()} is given by (Problem 2.10)

Syx (@) = S, (/) |H (e/*)|? 2.72)

2.3.7 Spectral Flatmess Measure

Consider a zero-mean process {X (n)} with psd Sy, (e/“). Its variance is

x
o= o= [ Suledu 2.73)
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We define the spectral flatness measure (sfm) {Makhoul and Wolf, 1972] as
e NS

exp El;r_ f log, Six{e/Vdw )
v = = -5 2.74)
A jo *
2 !,S“ ") dw [P N

Note that 42 = 1 if Sy (e/*) = o3, which is the psd that describes a white noise
process. We will see presently that

0yl (2.75)

We will use 5fm as an important tool to describe the shape of a psd by a single
value. Indeed, the sfm bounds the performance of two classes of coding schemes,
classes that exploit waveform redundancy (as shown by a non-flat psd) by
predictive coding and by transform coding. In fact, we shall see later that nZ, the
numerator in (2.74), can be interpreted as a minimum prediction error variance, or
as the variance of a white innovations process that is modified by a linear filter to
yield a process {X ()} that is colored and hence predictable.

The inverse of the sfm, vz is a measure of waveform predictability. This
number is typically 3 and 16 for the long-term psd’s of speech and video,
respectively. Short-term psd’s are sometimes characterized by much higher values
of 32, implying higher predictability. From Wiener theory, it is known further
that processes with S.y(e/®) =0 over finite intervals are predictable with zero
error. For these cases, y2 = 0, y5? = oo, and the predictability is infinite.

We now show that 0 € v2 < 1, as claimed in (2.75). Let the psd Sy () be
divided inte N sections of width Aw = x/N within the interval (0,7). The samples

of the psd are »

Se=Sule™)  where w15 (k= %); k=12..N (76
The denominator of (2.74) then reads

. INS
lmNzk

1 N
o= lim — 3 Sphw =]
1 N—eo k=1

N—wo & 2

and the numerator is

2= lim 27 * = lim
Mx froed Nemoos

IF E} log, S; N LN
[1‘[ Sk] .17

k=1

Therefore, v2 is the ratio of the geometric mean and the arithmetic mean of the
samples of the psd. This ratio, by definition, is not greater than unity. The value
of unity is only obtained if all samples are equal. Later sections will give numerical
examples to illustrate (2.75).
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The spectral flatness measure is reflected directly in the entropy power Q
(Appendix C). For a Gaussian source, Q = v2 o2 Also, the distortion rate
function for this source (Appendix D} is D(R)g = 272”42 ¢2, Thus, smaller v2
values signify lesser entropy, greater predictability, and a smaller theoretically
possible mean square distortion D for given rate of R bits/sample.

2.3.8 Optimum Linear Predictions and Transforms

The significance of the acf and psd descriptions developed so far is in the fact
that such second-order designs are adequate for optimal designs of linear predictive
and linear transform coders. Prediction and transform operations serve to remove
the redundancy in an input waveform, and thus permit bit rate-efficient
digitizations thereof. Nonadaptive and adaptive versions of these coders remove
input redundancy by utilizing long-time-averaged and short-time statistics,
respectively. Further, predictive and transform coding techniques respectively use
time-domain and frequency-domain approaches for redundancy removal, as we
shall see in later chapters. A common feature is that because of the linear
operations involved, both of these approaches are regarded as means for utilizing
linear redundancy; and the performances of both coder classes are upper-bounded
by 2 measure of this linear redundancy that we have already developed, the
spectral flatness measure 2. .

While discussing predictive and transform coders, we shall come across several
parameters that depend directly on waveform properties. These parameters could
thetefore be discussed appropriately in this chapter on waveform characterization.
However, purely for convenience, we shall defer detailed discussions of these to
respective coding chapters. The properties we have in mind are linear prediction
coefficients, parcor coefficients (Chapter 6) and fransform coefficients, especially
those resulting from a Karhunen-Loeve Transform (Chapter 12). The following is
merely a brief introduction to these concepts, using the simple example of a 1-D
input.

Linear prediction coefficients &; are used in one-step-ahead predictions

20 = 3 by x(nm)) 2.78)
j=1

For any given order of prediction IV, the mean square value Vo of prediction error
d(n) = x(n) — 2(n) will be minimized by :

hopt = Ry 1y (2.79)

where Ry, is the correlation matrix and r., is a vector which has the first V acf
values as its elements. If waveform sources are modeled as the output of a linear
filter with a white noise or innovations process (Z (n)} as its input, the asymptotic
value of minimum mean square prediction error d(n), as N — o, merely given by
the variance o2 of the innovations

73 = min {*¢}} = a2 (2.80)
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The optimum prediction error filter is in fact a whitening filter for the waveform at
the input to a coder, and its transfer function is the inverse of the input psd. The
decoder in a linear predictive system operates on a quantized version of 4(n) to
recover an approximation to x(n). The transfer function of this decoder in fact

‘matches the input psd.

Autoregressive or Markov source models {Section 2.4) are very uvscful in the
analysis of predictive coders. In this case, the reconstruction at the decoder is often
performed with an infinite impulse response filter which is the inverse of the
prediction error filter. An interesting special property is that for an AR(V)
process, or 2 Markov process of order NV, the optimum linear predictor has a finite

order, N.
Linear transforms of an input random vector X of length &V are defined by

Y = AX (2.81)

where X is the input column vector of length N, A is an NXN transform matrix,
and Y is the random vector of transform coefficients.
Second-order statistics of Y are described by

Ry = E[YYT] = AR, AT (2.82)

If A is the so-called Karhunen-Loeve Transform (KLT) for the input process, Ry,
will be diagonal. This special covariance-diagonalizing transform is input-process-
specific by definition and therefore complex to implement. Subeptimum linear
transforms such as the Discrete Fourier Transform {DFT) approach the above ideal
of diagonalization for special input models or classes. We shall see later why the
diagonalization of Ry, is an important ideal in transform coding. We shall merely
note at this point that a side result of such diagonalization will be that the
transform coeflicient variances R,, (t,4) = a,?; i =0,1,.,N—1 (the main diagonal
clements of Ry,) will be unequal; unlike the main diagonal elements in the Toeplitz
matrix R, which are equal by definition. The success of Transform Coding
depends in fact on this ordering of coefficient variances and the related strategy of
variable bit allocation. In the KLT, the main diagonal elements of Ry, are called
the eigenvalues ); that are characteristic of the input process. The arithmetic

_mean of A;; | = 0,1,...N—1 is merely the input variance ¢? [see (2.63b)]; and for

N — oo, we can use (2.63a) and (2.67) to show that the geometric mean is the
input-specific parameter 57 defined earlier. This is the numerator of .74, a
measure of input redundancy.

For a white input spectrum, n2 = a2; in this special case, the linear redundancy
is zero, the gains due to prédictive coding and transform coding are both 0 dB, and
efficient digitization can be realized by a simple PCM coder (Chapter 5).

2.4 Model Sources with Special Correlations and Spectra

" In the preceding sections we have defined various quantities that give a partial
description of a random process. The quantities of main interest are the pdf, the
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acf and the psd. Measurements of these properties are simplified if the process can
be assumed to be ergodic. With such a process, statistics can be computed simply
by averaging over a sample sequence. In the case of a stationary pracess, the psd is
an equivalent description of the acf, and the spectral flatness measure is a compact
description of waveform redundancy. Finally, in the case of a Gaussian process,
probability distributions are completely defined by its mean and autocorrelation
functions.

Waveforms such as speech are not Gaussian, ergodic, or stationary. However,
local stationarity or quasi-stationarity makes random process models very
meaningful for short-time descriptions. In fact, even long-time-averaged random
process descriptions have demonstrated their value in terms of improving coder
design and performance. :

The purpose of this section is to describe model sources characterized mainly by
special acf and psd functions; we shall subsequently use these as simple
probabilistic models for the speech and image statistics described in Section 2.2.
These simple models will be used to derive physical insight as well as to provide
bases for analytical design. Some of the models are appropriate for globally
averaged or long-time-averaged descriptions, while some models (for example, the
autoregressive model for voiced speech) are excellent descriptions of short-time
behavior.

2.4.1 Discrete-Time Models

Equations (2.49), (2.50) and (2.72) have specified the effect of linear filters on
the mean, acf and psd of an input process. Interesting classes of discrete-time
linear processes can be generated by passing constant-psd or white-noise sequences
through a linear, time-invariant filter with impulse response £ (r) (Figure 2.14). A
wide-sense-stationary zero-mean white-noise process {Z (1)} is defined by

S;; (@9). = g} (2.83)

for k=0
otherwise

1
R, (k) =ElZWZ(n+k)l =a25k) ; 6(k) = {0 (2.84)

In (2.84), 3(k) is the Kronecker delta function. For any nonzero time lag k there
is zero correlation between the samples of the process. Suppose that this white-
noise or innovations signal is passed through a linear time-invariant filter whose
transfer function H(z) is a rational function of z. Such a function can be
represented as a ratio of two polynomials in z:

S a2
, ajz
H() = 4G _j= (2.85)
B(2) ¥
1- E ij J
J=1
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* with zero mean

S, (2) H H {2) 1 Seyfl2)
:
L}
H ;

INPUT ; LINEAR H OUTPUT

: SYSTEM :
:

1
Figare 2.14 Linear system with widc-scnse-stationary input and output.

with ¥ poles (roots of the denominator polynomial) and M zeros (roots of the
numerator polynomiaf). The output is given by the difference equation

M N
X(@n) = 3 q;Zn—j) + 3, b X n—j) (2.86)
i=0 =

If the filter impulse response is absolﬁtely summable, the filter is stable and its
output is a wide-sense stationary ptocess {X ()} with an acf (Problem 2.10)

R (k) = Ry ()#h ()%h (k) = 02 D RGIAGHKD  (2.872)

ElxX(n)1=0 (2.87b)
and a z-transform
Suz) = HEZ) Hz™Y (2.88)

The average power in the output (Problem 2.10) is
EIX*(m)] = R, (0) = o2 =52 3, h2(j) (2.89)
j=0

The ratio of the variances of the source and the innovations will be called the
power transfer factor

I{; 2w p2; 1T joy ]2
m ,,/a,-gnh (J)--i:_‘[lﬂ(e Mde (2.90)

The factor « is the energy in the impulse response, and the right-hand equality in
(2.90) is due to Parseval’s theorem. Since {Z (n)} is a white process, the coloring
or non-flatness of the psd of {X(n)} is due entirely to H(z). In fact, for any
rational Sy, (&), the sfin is just the inverse of the power transfer factor (Problem
2.11) if #(0) is normalized to unity:
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¥2 = glol = a7 (z9o1)

In the specific models used in the rest of this section, the value of /4 (0) is indeed
unity. If this normalization is not ensured, the power transfer factor will include a
gain or scaling factor that will be irrelevant to spectral shaping. In the degenerate
case of h(j) =0 for all j # 0, and £(0) # 1, the filter will not color the white
input, but it wilt simply scale it by a factor #(0) = 1. The value of « will be
£2(0) = 1, but the value of sfim will continue to be unity, the value characteristic
of a white psd according to (2.74). In cther words, the sfm will not be the
reciprocal of « in this un-normalized case.

From (2.86), each r.v. of the process can be generated from the input and linear
combinations of previous inputs and outputs. It is useful to consider in some detail
two special cases that have proven to be of importance in modeling waveform
sequences: processes that result from filtering white noise with either an infinite
impulse response filter or a finite impulse response filter. In the first case the
process is called an all-pole process, an autoregressive (AR) process or a Markov
process. In the second case, the process is called an all-zero process, or a moving
average (MA) process. The process described by (2.85) and (2.86) includes AR
and MA terms and is sometimes called an autoregressive moving average (ARMA)
process.

2.4.2 Autoregressive or All-Pole Processes

An autoregressive (AR) process is generated by passing the immovations or
white-noise process {Z (n)} of psd S.,(z} = o2 through a filter

1 - zN

N N
1= 3 bz~ 2N = 3 b
i =1

B(z) = (2.92)

This transfer function is termed all-pole since the N multiple zeros at z= 0 are
trivial. The following is a difference equation which generates the AR process

{x (m)):

X0 = Z0) + 3 byX (=) 293)
j=1

The process {X(n)} is called an AR(N) process or an Nth order Markov process.
The sample sequences are also called Markov-N sequences or autoregressive
sequences, and the b, are called auteregressive constants. Figure 2,15 shows the
filter that realizes the AR-process, with z~! denoting unit delay.

The impulse response of an all-pole filter is not finite in general. However, the
acf of the output process {X (n)} can be calculated recursively for any given set of
coefficients b;; j = 1,2,..,N. This is seen by multiplying X () in (2.93) with
X{n—k) and taking expectations on both sides of the equation; and by noting that
ElZ#)X(n—k)] =0 for k > 0 because the innovations signal Z(n) is by
definition uncorrelated with past outputs. As a result of the above steps,
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Figure 2.15 Generation of an AR () process.

N
02 = Rz (0) = 3 bR (j) + o
1=1

N
R (k) = 3 bRec (k=) ; k>0
i=1

x{n)

(2.94)

(2.95)

For a given set of AR constants bj; j=1,2,.,N (a given all-pole filter), the
values R, (k) for k = 0,1,...N can be solved recursively via fast algorithms [Atal
and Hanauer, 1971]. For k > N, {2.95) can be used to calculate all needed acf-
values R, (k) successively as the linear combination of acf predecessors weighted
by the set of coefficients b;; j = 1,2,...,N. A very related problem is that of finding
the set &;; j = 1,2,...,N of coefficients of a recursive filter whose first NV output
acf-values match a set of N given or measured acf-values. For k = 1,2,...,N¥, we
obtain from (2.95) a set of N linear equations.for those coefficients &;, j = 1,2,...,¥
in terms of given acf values. Chapter 6 will discuss the problem of solving this set
of linear equations. The coefficients b; will be shown to be numerically identical to

a set of optimum predictor coefficients.
Example 2.3, First-order Markov or AR(1) process:

The AR(}) process with zero mean, N = 1 and b; = p is generated by
X(n) = Z{n) + pX (n—1)

LY

=-Z(n) + :2 P Z (n—j)

j=1

Ai.¢., by passing white noise of variance o7 through a filter with impulse response

i formnz0
h(n) =
0 fdorn<0
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and frequency response

H () = (1 — pe~)! (2.99)
which is that of a first-order all-pole filter. We shall now calculate the acf R, (k). From
.97,

Xn+k) = Z0+k) + 3 p'Z(ntk=1) (2.100)
ful
Hence
R, (k) =ElX (n) X (n+k))]

-R,,(k)+2pr,,(k+J)+zp‘R,,(k 1)+2 Ep’p’R,,(k+J—1) .101)
=1 =l el

With R,, (k) = ¢25(k), and the identity 1 + 2 p¥ = (1-p9)7,
=l

2
ot = R (O =~ Ry (k) = g2l (2.102)
- P

Note that acf values could also have been calculated recursively using (2.95):
ox = 0z (k) = p pex (k—1) = p* (2.103)

The first part of (2.102) also implies that the sfm is

4iml—pt=qa? (2.104)

The spectrum is flat for p = 0 and 4% — 0 for p — 1. The special case of p=1 is the Wiener
process to be discussed in Example 2.4.
The psd of the AR(1) process is

S22 (e7) = 2| H (/) |? = —1—'L 2 (2.105)
1+p2—2pcosw

and the reader may wish to verify (Problem 2.12) that this psd indeed has the sfm value of
4% = (1—p?). Note that the AR constant b, is the first normalized acf value of the AR(1)
process, i.e., by = p = p.

The process is stationary if the filter is stable; therefore we require that Jp| < 1, since

% B = — oD (2.106)
n={

is then finite. Figures 2.16(a) and 2.16(b) discuss examples of p =~ 0.9 and p = —0.9,
respeciively. In each of the figures (a) and (b), (i) is a segment of a sample sequence, (iD)
is the normalized acf, and (iii) is the psd. Note that the acf takes a long time to decay in
the case of a large positive correlation p = 0.9. The smooth nature of x (#) in this case is
also reflected in the psd of Figure 2.16(a), which has a lowpass characteristic. In Figure
2.16(h), where p = —0.9, adjacent samples are highly negatively correlated and the acf
oscillates; and the psd has a highpass characteristic.

- o
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Figure 2.06 First-order Markov or AR(1) process: (i) typical sequence x{n}; (i) acf p, [Jenkins and
Watts, 1968. Reprinted with permission]; and {iii) psd Sy (e/*); for (2) p = 0.9 and (b) p = —0.9.

Finally, the first-order Markov process has an Ith order correlation matrix Ry =
EIX X7) with elements Ry, (k—1) = o p*~'k

1 p g
p 1L op
2
pf el p
Re=of | . p 17 - (2.10M
o -
pf-—l PN .1

which is of course symmetric Toeplitz. [ts eigenvalues are {Section 2.3} samples of the psd
(2.105). They can be obtained as roots of the characteristic polynomial [Berger, 19711
Also, see Example 12.3. For highly correlated processes (p—1), the eigenfrequencies

. are uniformly distributed in (0,x); and the eigenvectors are sampled sine waves with phases

depending on {2;. @

Example 2.4. Wiener process

We have stated that the process generated by (2.96) is stationary for |p] < 1. We will
now show that a nonstationary process results if p = 1. Let the process start at k=1 At
time n,

X = 2 ZW (2.108)

k=1

If {Z ()} is assumed to be stationary with mean g, and variance 2, the output process then
has a linearly increasing mean value and variance:
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EX(n)])=anp, ; ElX(mY—np)?) = no? (2.109)

The process {X(n)} is called a random walk since the increment X (#) — X (n—1) = Z ()
at time instant n is not correlated with increments at any other time instant. This process is
also called a Wiener process. @

Example 2.5, Second-order Markov or AR(2) process
The AR(2) process of zero mean is gencrated by
X@)=ZW) + b, X—1) + b, X(n-2) (2.110)
i.e., by passing white noise through a second-order all-pole filter with transfer function

HZ) =0 -k z' = by z7 ) (2.1

It can be shown that the impulse response and acf can both be described by oscillatory
terms with exponentially damped amplitudes. Figure 2.17 is an example with b; = 1.0,
by = —0,5, It shows (a) an illustrative realization of {X(n)}, (b) the acf and (c) the psd.
Note that unlike with an AR(1) process, it is now possible to produce spectra with a peak or
& trough at an intermediate angular frequency. The psd is given (Problem 2.15) by

1
1+b2+bF—2b,(1—b;)cosw—2b,c082w

S, (e/*) = o2 H () |* = 2 (2.112)

Figure 2.17 Sccond-order Markov or AR(2) process: (a) typical sequence x(r); (b} acf p, [Jenkins
and Watts, 1963. Reprinted with permission]; (c) psd S, (¢/) for b, = 1.0 and b, = — 0.5; and {d)
admissible regicns for by and b.

(a) {b}
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It has an extremum at a frequency w = arc cos [b,(6;—1)/(4by)]; the extremum is a
maximum if b5 < 0 (Problem 2.15). The reots of the denominator polynomial [the poles
Zeo1, 2 of H(z)] may be real or conjugate complex. The filter is stable if the poles are inside
the unit circle (Jzwjal < 1). It is not difficult to show that b, and b, are bounded by
by+ by < 1; by — by < 1,and |by] < 1. Figure 2.17(d) shows this stability region.

The acf values, obtained from (2.94) and (2.95), satisfy

1/ blpk-l + bzpk_z; k>0 (2.113)

Therefore, since pg = 1 and p_; = p;, we have

by bi

T pr=by =5, (2.119)

Note that all acf-values py; k > 2 can be determined recursively. Also, (2.114) can be
solved for the AR coefficients:  ~

-— —_ a2
- ple) by = 22TEL @115

b 1-pf

1-pf
Figure 2.17(d) has already shown the admissible region for these filter coefficients for
stability. We may also calculate the admissible region for p; and g from it. This will be
the same as the admissible region for positive semi-definiteness of Ry, in Figure 2.13. For
the example of Figure 2.17 (b; = 1.0, by = —0.5), (2.114) shows that p; = 2/3 and
0 = 1/6. Also, using (2.90), the spectral flatness measure is 42 = 0.417 (Problem 2.15).
An AR(1) process with the same p; = 2/3, on the other hand, would have y2=055 @

The importance of AR processes lies in the fact that a wide variety of acfs (and
psd’s) can be produced from them, for modeling stationary processes. The AR(1)
model is a good analytical tool for first-order prediction analysis; the AR(2)
provides a good fit 1o the long-time-averaged second-order statistics of speech
(damped sinusoidal acf and peaked psd); and AR(V) models with N = 10 are
appropriate for adequate short-term descriptions of voiced speech [Markel and
Gray, 1976] [Flanagan et al, 1979]. This is seen in the AR(N) simulations of a
voiced speech spectrum in Figure,2.18, with N = 6, 8, 10 and 12. The five curves
in the figure have been vertically separated out for clarity. The separation does not
indicate differences in average power level across the different curves. The actual
spectrum, the uppermost characteristic in the figure, includes the fine structure due
to pitch periodicity. The characteristic also exhibits four peaks in spectral envelope,
indicated by dark tfiangular spikes, and these peaks are well reflected in the
AR(N) model spectfa with N = 10 and 12. It will be interesting to compare the
spectra of Figure 2,18 with that of Figure 2.10(a). In that spectrum, the zeros are
more pronounced than the poles. This has to do with the fact that the Fourier
transform operation used to obtain that spectrum is a finite impulse response (all-
zero) operation, as implied in the transfer function (2.116) to be mentioned
presently.

The importance of AR processes will become quite evident in Chapter 6 where
DPCM coders and decoders will be matched to the psd of the waveform to be
transmitted, by using an AR model of its psd. We will also see there that optimum
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Figure 2.18 AR(N) spectrum models for short-term voiced speech example; N = 6, 8, 10 and 12
(Flanagan et al.;*1979, IEEE] .

predictor coefficients k;,, used for this matching are indeed equal to the
autoregressive coefficients b;. The redundancy of AR(W) waveforms can be
completely removed by linear prediction of order N.

2.4.3 Moving Average or All-Zero Processes

A moving average (MA) process is generated by passing a white noise sequence
{Z (n)} with psd S, (z) = ¢2 through a filter with an a/l-zero transfer function

Afz) = % ayz/ (2.116)
=0 ' :

The psd of the generated process (X (1)} is
Sxr(z) = 624z} A ™Y @117

The MA{M) process is generated by the difference equation
M
X)) =3 a;Z(n—j) (2.118)
f=0

and the structure of the filter is shown in Figure 2.19. The impulse response of the
all-zero filter is
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Figure 2.19 Generation of a MA(M) process.

ap forn =0,1,..M
h(n) = (2.119)
0 otherwise

The acf of the moving average process (Problem 2.18) will therefore be

M-k
2 a; for |kl < M
Rxx (k) - % j§0 s ' | 1 h

0 otherwise (2.120)

{x (1)} is a stationary process if the filter is stable, i.e., if its impulse response is
absolutely summable: -
M
> lajf < o0 (2.121)
j=0

Note the important fact that for finite M, the impulse response is finite and
therefore the acf is also finite.

Example 2.6. MA(1) process
The MA(1) process with zero mean and gg = 1 is generated by

D xm) < z@m) + ;z (-1 (2122)

i.c., each output of the two-tap filter is a weighted sum of the actual input sampie and its
predecessor. It is easy to verify that

2= R (0) = o1 + ad) (2.123)
a
(1) = ——— and p () =0 ; k| >1 (2.124)
1+ ay
'2.4 Model Sources with Special Correlations and Spectra 69
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Note that (2.122} causes correlations between neighboring samples, and that unlike in the
AR process we have to solve a nonlinear equation to obtain a, from a specified p,; (1). Also
unlike in an AR(1) process, the requirement of zero p,, (k} for [k|>1 in (2.124) is reflected
in consiraints on allowable p.:(1). In fact, by setting p.. (2) = p, = 0 in Figure 2.13, we
see that p.. (1) € 1/+/2 (also sce Problem 2.16). Note that (2.124) signifies 2 matrix

100+ 0]
sl ope

0 271 I .
Ry = ol | . . (2.125)

1 ¢,

_0 4l l

From (2.68), the psd is

S, (e = ¢2(1 + a} + 2a,c05 @} (2.126)

If @, = 1 (sum filter), the psd is a simple raised cosine, lowpass characteristic. If @) = —1
(difference filter), the spectrum is highpass.
The correlation matrix R,, of order L can be used to determine its eigenvalues:

A= S &™) k=01,.L-1 (2.127)
k+1
Qe =7 T k=0,1,..L-1 (2.128)

i.e., the eigenvalues are equally spaced samples of the psd in this specific example. The
cigenvectors have sampled sine-wave values as its elements:

L = [sin(e+D Qylpupr.c; k=0,1,...L—~1 (2.1292)
From (2.91) and (2.126) the sfm of the MA(1) process is
yi=(1+ad) (2.129b) e

Constraints on acf values exist for higher-order MA processes as well. For
example, the admissible region for (p, ps) in a MA(2) process with
pex (k) = 0; |k|>2, is a subset of the (p;, p;) admissible region of Figure 2.13, and
its coefficients @, and a, have the same admissible region as b, and b, in Figure
2.17(d). The sfm of the MA(2) process is given in Problem 2.17,

2.4.4 First-Order Models for Two-Dimensional Sources

Consider a random field in which the mean does not depend on spatial
coordinates, i.e.,

Bx () = My = constant forall m,n (2.130)

and in which the acf is translation-invariant. The acf can then be written as a
function of two variables
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[P T SR

Ry (kp k) = ELX(m,m) X (m+kyntk,)] (2.131)

where  and v refer to horizontal and vertical directions. Random fields which
obey the above two equations are called homogeneous. They are wide-sense-
stationary random fields with a psd-acf description

S (67,67 = Rk ke /e (2.1322)
k k&

2 T T

R (ki k) = l-zl?] [ [sut el he! dode,  21320)

The interpretation of psd is very similar to that for 1-D signals. For example, if all
values of R (kn.k,) are zero except R, (0,0), the psd is white in both spatial
directions:

R (kp k) = o26(ks k) 5 S (@™, &™) =02 (2.133)

According to experimental data, the acf of a large variety image data follow one of
two models — the separable model appropriate especially to many artificial or
man-made images; and the isotropic model appropriate especially to images of
natural objects [Pratt, 1978). Using earlier nomenclature, we shall discuss
corresponding discrete-space models as discrete-time models.

The Separable acf Model. In continuous coordinates, an important acf model is the
stationary first-order Markov model

R ('p k') = o2 exp(—elk'y|-Blk', D (2.134)

where k', and k', are the spatial shifts in horizontal and vertical image directions
and a and f describe respective amounts of correlation. The model (2.134) is
called separable because of the absence of terms like k'Bk'd (p,g#0) in the acf
expression (2.134), Letususca spatially discretized description, with

pr=e"; py=eF (2.135)
Setting (2.135) in (2.134), and using integer-valued variables ky and &,
Ryx (kh !kv) - 0':% Pillk‘l ptltk'] (2.136)

Adjacent rows and columns in a square grid of pixels (Figure 2.20) are separated
by unit distances &, = 1 and &, = 1, respectively. Note the special case

Rux(epoky) = a2l ip g, =gy o g, (2.1372)
which is a generalization of the 1-D expression in (2.102).
From (2.1372), the normalized correlation between diagonal neighbors {case of

ky =1, k, =1 in (2.137a) as well as in Table 2.3]is
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Figure 2.20 A (2 x 2} grid of pixels.

PaD = PBc ™ Pux (1,1) = p'*1 = 2 (2.137b)

whereas horizontal and vertical neighbors have the correlations

PaB = pac ™ pcp = ppp = p°T = !0 = (2.137c)

The separable model is matched to images wherein contours of equal

autocorrelation are rectangles or squares with horizontal and vertical edges, as in
Figure 2.21(a).

A discrete random field with a separable acf and with equal correlations in the
two spatial directions can be represented by the difference equation

X{mn)=b X(m,n=1)+c X(m—1,1)+d X (m—1,n—1) +2Z(m,n) (2.138)

b=c=p; d==p: o <1 (2.139)

where {(Z(m,n)} is a 2-D zero-mean random field of uncorrelated r.v.'s with
common variance o7. This yields a source variance (Problem 2.19)

Figure 2.21 Constant-acf contours in (2) separable and (b) circularly symmetric (isotropic) 2-D
Markov processes.

ky, k kh, k
th.va,_ Phthvvz

Ky, ki L
ﬁkh; la—

2

(a)
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o2 m g2 (1—pH) 72 (2.1402)
The recursive formula {2.138) can also be interpreted as the output of a 2-D
recursive filter with (Z (m,n)} as input. Its transfer function H {¢’“, &/ is given
in (A.42), and conditions for its stability are given in Example 6.9. Using earlier
nomenclature, X{m,n) in (2.138) is an autoregressive or Markov process, a
generalization of the 1-D process (2.96). From (2.140a), the sfin of the process
{Problem 2.19) is

yi=(1-pH? (2.140b)

The Isotropic acf Model. The acf model
Ree(k'y k') = alexp(—ak? = alexpl—alk'? + k'H' (2.14D

describes, with continuous co-ordinates, a 2-D acf model whose spatial behavior is
describable by a single Euclidean distance term &'. The rotational symmetry of the
model suggests that it is appropriate [O'Neal and Natarajan, 1977] for natural
objects with no preferred orientation. The function in (2.141) is called isotropic;
unlike (2.134), it is non-separable. Using discrete-space co-ordinates k and k, for
horizontal and vertical separation, and with

exp(—a) = p, (2.142)

Roy(ky Je,) = g2 g (2.143)

Contours of equal autocorrelation are circles, as in Figure 2.21(b). Normalized
values of adjacent pixel correlations (Figure 2.20) are

PAR = PCD ™ PAC ™ PBD ™ Pxx (1,00 = p (0,1) = p (2.144)
and the diagonal neighbor correlation (Figure 2.20) is

psc = pap = prx(1,1) = V2 (2.145)

2.4.5 Models in the Continuous-Time Domain

Most communicafion signals are originally continuous-time signals; sampling
leads to discrete-time sequénces which are almost always assumed in this book.
However, we will sometimes need a description of the original continuous-time
process as well. One example is the traditional modeling of a correlated source by
the output of a resistor-capacitor network driven by white noise {Chapter 8). A
second application of continuous-time descriptions is in the discussion of the effects
of bandpass filtering and sampling on analog signal reconstruction (Chapter 3).

The autocorrelation function (acf) of a stationary, continuous-time random
process (X (1)} is
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Re(® = EX@O)X(t4+7)] = f f XY PeeGn(x,y)dxdy  (2.146)

—C0 —oa

where 7 is the time lag. The normalized acf is p,, (r) = R,, (z}/R,,(0), and the
properties for acf’s of discrete-time processes apply also to the continuous-time case.
The psd is

S () = [ Ry(DeMdr (2.147)
provided that R, (r) is absolutely integrable. The inverse operation yields
1 T jQr
R, @) = = [ 5.(Q)e/%d0 (2.148)
2r Y.
The mean power in the process is
ok = Ree(0) = ELX3(0)] = = [ 5., ()0 (2.149)
2r Y,

Many techniques given in the literature on Digital Signal Processing can be

. applied if a discrete-time analogue of a continuous-time system or signal has to be

designed. For example, the continuous time filter that generates an analog
spectrum can be transformed into an equivalent digital filter. One approach is to
replace the differentials in the generating equation for X (r) with finite differences,
in order to obtain a difference equation that approximates the differential equation.
Another possibility is to make use of the impulse-invariant transformation: here we
choose the impulse response of the digital filter as equally spaced samples of the
impulse response of the analog filter. In this case, the values of the acf p,, (n)
[resulting from passing white noise sequences through a digital filter with impulse
response h (n)] will also be samples of the continuous-time acf p,, (). This will be
illustrated by the equivalence of the acfs in integrated power spectrum and AR(])
processes, in Example 2.7. It must be emphasized, however, that the psd in the
digital domain is never identical with the psd in the analog domain. This is due to
aliasing effects (Chapter 3) and the use of samples of the continuous-time acf
whose Fourier transform (the psd) may not be bandlimited.

Example 2.7. Integrated power spectra

A widely used approximation to many spectra with lowpass character (i.e., with a main
power contribution at low frequencies) is the integrated power spectrum cbtained at the
output of a resistor-capacitor integrator network with a transfer function of the form

1

H{a) = m (2.150)

and a white-noise input {Z (1)} of spectral density
S, () = a2(2/0Q0) (2.151)
74 Waveform Characterization 2
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H(j Q) is also named a first-order Butterworth lowpass filter. The output psd is
83 (Q) = S (DNHGW = 2 __n (2.152)
Q¢ t+ (/02
Note that the above represents a psd which tends to decrease very slowly with frequency
until the corner frequency (¢, after which the psd falls rapidly with frequency, with an
asymptotic decay of 6 dB/octave [Figure 22200 ()]
Using (2.148) and the standard integral

T €0S ax - E -l
{—1 o dx = et (2.153)
we obtain an exponential acf
Ry () = o2 exp(—Qclt]) ; e () = exp(=clr) 2.154)

That is, the spectral density is that of a pracess {X(#)} whose acf has a Laplacian (two-
sided) exponential characteristic [Figure 2.22(a) ()]. The frequency fic is the —3 dB point

Figure 222 Plots of (a) acf and (b) psd for {0 the integrated power spectrum with a 6 dB per octave
roll-off, and (i) a spectrum with 12 dB per octave roll-off.

B, (Trks28g)

T
-

-20d8

-30dB -
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in the psd: S, {Q¢) = S,,(0)/2. The acf R, (r) could alternatively be obtained from &
convolution of white noise acf and filter-acf, i.e.,

Ru@ =R, tlh()eh(—1);  h(@D=Qcexp=Qcr); 1320 (2.155)

We note in passing that random processes which are generated by passing a white noise
process through a linear system are called linear processes. It can be shown that the
generated process is stationary with finite variance if the impulse response is absolutely
integrable. In our example, the linear process (X (r)} can also be defined by a differential
equation of the form

1 d
Q_C E;'X(t) + X0} = Z(t) (2.156)

which is a continuous-time autoregressive or first-order Markov process.

We will use the impulse-invariant transformation mentioned earlier to show that the
integrated power spectrum process is indeed equivalent to the discrete-time Markov AR (1)
process. The variance-normalized samples p., (kT) from (2.154) define a normalized acf
sequence

pax (KT) = exp (= Qclk|T) (2.157

Let p denote the first value of this sequence as in the discrete-time case, i.e., pee (T) = p. It
follows immediately that

Prx (kT) = plkl (2.158)

as in the acf of the AR(1) process (2.103).
Note, however, that the psd S,,{f2) cannot be reconstructed from samples p,, (kT since
it is not bandlimited; the discrete-time model can only approximate the psd 5., {(f2). @

Example 2.8, Bandlimited integrated power spectrum

The integrated power spectrum (2,152) is not bandlimited, although its power density
decreases at 6 dB/octave at frequencies well above the —3 dB point. If a signal with this
spectrum is to be the input to a discrete-time system, the signal has to be bandlimited to an
I upper frequency Qg which is no higher than the Nyquist frequency of the discrete-time
system. Therefore the psd has to be multiplied by rect (2/2Qy). The resultant acf is a
‘ convolution of the acf of (2.154) with Qp si(Qyr)/x. An approximate result [O’Neal,
‘ g 1966, 1 for the normalized acf of the bandlimited signal is

20t | cos Dyr . T

— ——_.'. ——
Qur Si(etyr) 2 7 — 0 and

Pex (1) = Py ~  for Qc << Oy’

1——

‘R’nw

4| expl—{ter)—
(2.159)

-

. sint .
ﬁ SiGr) = 3= [ Edr = Tt sito) (2.160)
il

x

H Si(x) is the sine integral function. The non-exponential term in (2.159) has a strong
. influence on the acf, especially at small values of the lag r. Such values are particularly
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important in discussing the cffect of oversampling a signal; the correlations between samples
are then given by values p. () close to 7 =0 {Chapter 8). Table 2.4 illustrates the
modeling [O’Neal, 1966, I1 of three.communication signals with a bandlimited integrated
power spectrum. The numerical values of g and Q¢ in rows 3 and 1 of the table
correspond closely with the values in the lowpass spectra of Figure 2.9.

Table 2.4 Integrated power spectrum modeling of three sources {1y and 3, denote cutoff and corner
frequencies).

Signal V= Qp/Qc Qg l2w Qclex
(kHz} (kHz)
Black- and- 2x 4500 49
.068
White TV
Picturephone -2—”—-25 1000 40
P 0.25

Telephone 4 32 0.8
Speech

The parameter  is the ratio of cutoff frequency Qu to the corner frequency }¢c. The
numerical values of ¢ in Table 2.4 will be utilized in Chapter 8 to characterize the
performance of deltamodulation coders for speech and images.

The bandlimited signals above can be Nyquist-sampled at T = Sl = a/Qp. Let us
compare acf values from (2.154) and (2.159) at 7 = T. For the picturephone example of
Table 2.4, py, (T) = exp(—0.125) = 0.883 using (2.154), and e (T) = 0.907 using (2.159).
The increase in the acf value reflects the higher relative contributions of low frequency
components in the bandlimited case. One of the most significant consequences of the
bandlimited model is that

li_r% D (m) — 1872 .= Qwlclr (2.161)

This formulation will be very useful in prediction error analysis in differential coders,
_ especially those involving input oversampling, so that T << w/Qw (Chapter 8).

Example 2.9. 12 dB spectrum (second-order Butterworth characteristic)
Another spectrum of interest is one that falls off with a slope of 12 dB/octave at high
frequencies. Its psd

(2.162)

2
S.(0) = 420} !

r’ Qc 1+{a/00*

is obtained by filtering white noise of variance 4202/ Q1 with a second-order Butterworth
filter whose amplitude-squared frequency response is [1 + (Q/Q )i

As in the case of the integrated power spectrum, Q¢ is the 3 dB corner frequency. For
speech, /2% = 800 Hz is a reasonable value (Figure 2.9). The acf of (2.162) is

Prx (1) = \Eexp(—ﬂclrllx/f)sin l% + ncl+|/J5] (2.163)
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The psd and acf functions in (2.162) and (2.163) are shown along with those of the
integrated power spectrum [equations (2.152) and (2.154)] in Figure 2.22. The relatively
higher contributions of low frequency components in the 12 dB spectrum are reflected by
higher values of acf for small values of delay k. Comparing these with statistics measured
on speech (Figure 2.9a), one notes that neither of the two models predicts the non-
monotonic nature of the speech psd. But in the frequency range of ¢ to Oy (800 to 3200
Hz), the 6 dB per octave model is a better descriptor of average speech psd. On the other
hand, a comparison with the LPF speech acf (Figure 2.7a) shows that the damped-
cosinusoidal property (implying the presence of negative acf values} is better matched by the
acf of the 12 dB model.

Bandlimitation does not affect the general shape of the acf as much as in the case of the
6 dB/octave psd—except, however, for extremely small values of time lag + which will be of
interest in oversampling (Chapter 8). ®

Example 2.10. Bandlimited white spectrum

Consider a spectrum that is uniformly distributed over a specified range (Q,,0.) and
zero outside. It is obtained by passing a white signal through a bandpass filter with center
frequency £’ = ((;+0,)/2, and bandwidth 2AQ = (Q,—Q,). The psd and acf are

S..(0) = {mz/m for 0, < [0] € @,
XX

0 otherwise (2.164)
Prx (1) = cos [(Q,+0,)7/2] si (AQT) = cos Q7 silAQ7)
Non-bandlimited white noise results if A} — co:
Sz () = constant for all @ ; Pex (1) 2= (1) (2.165)

Ne two samples of this process have non-zero correlation, but the non-bandlimited process is
unrealizable since its power is infinite. @

Example 2.11. Raised cosine spectrum
A good model for voiceband data signals or modem waveforms is that described by a
raised cosine psd:

T 2 ﬂ—ﬂ' v < '
5.0 = 3g % 1+c0621r-l—1—— for ' —AQ £ || € Q'+ AQ

280
0 otherwise . (2.166)
<o8 Afly cos ' 7 AQ
Pax(7) = 5— - si l T] (2.167) o
| _ |a0r z
T

The spectrum models discussed in Examples 2.10 and 2.11 are sketched in
Figure 2.23, together with a Gaussian psd (Problem 2.21) whose center frequency
is 01', and whose four-sigma point equals the half-bandwidth AQ. The psd’s are
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Figure 2,23 Positive-frequency halves of three psd's of equal variance ¢2: (a) bandlimited white- and
(b) raised-cosine psd's with half-bandwidth A<}; and (¢) Gaussian psd with a four-sigma point of Afl.

scaled such that all processes have identical variance oZ. Note that these spectra
are non-lowpass and non-speech-like. Digital coders designed for speech-like
spectra consequently perform poorly when actual input spectra resemble those of
Figure 2.23. This is the situation, for example, if voice-band data signals {analog
modem waveforms, typically with a raised cosine psd) are encountered as inputs in
switched tclephone networks, and they are to be digitized using waveform coders
designed for speech transmission.

Example 2.12. A highly structured, two-level psd
Figure 2.24 shows a two-level psd

x/Qw)(2—ade? for 0 < Q] € Qpf2
S () = { (r/Qp)ao? for Dw/2 < |0] € Qp (2.168)
0 for || > Qw

with o € 1. The psd has a variance o and an sfm given by v = [a(2-a)]* ~ Vaa if
o« — 0 (Problem 2.22). The special case of a = 1 is simply the bandlimited white psd (with
1y = 2A0). We shall ses in Chapter 11 that sub-band coding with a two-filter bank is
adequate to remove all the redundancy in this input process.  ®

Figure 2.24 A highly structured two-level psd; bandlimited white spectra result when ¢ =0 or 1.
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.0

(2.2)

{2.3)

2.4

2.5

(2.6)

Problems

Let X = A4 sin ¢, where the phase ¢ has & uniform pdf p (¢) = 2L in the interval
T
I: (0, 2.

(a) Show that the distribution of X is the arcsine pdf for [x]|<A.
T’

1
(b) Show that g, = 0 and o2 = A%/2.

The pdf of an image signal can be approximately described by a uniform pdf in
the interval (0,2). In some differential coding systems, one considers the
difference between neighboring samples as the message to be transmitted. Show
that the pdf of this difference signal would be triangular in the interval (—2a, 2a)
if the samples of the waveform were statistically independent. :

Assume two statistically independent zero-mean Gaussian rv.'s X and Y. Show
that Z = X+Y has the pdf N (0,62 +o7).

Refer to the bivariate normal pdf (2.20).

(a) Show that marginal pdf's p, () and p, () are those of N (0,02) and N (0,09
I.v.’s, respectively.

(b) Show by computing appropriate expectations that
) ELX? = o2
(i) E[¥?] = o?
(i) pyy = E[X¥ /a0,
(c) Verify that the rv’s X and Y are statistically independent
1Py (x Y =p, (x)p, (W}] if they are uncorrelated (p,, =0).

(d) Show that the conditional pdf of X, assuming that ¥ = y, is

—l—cxp ._.._.]_.(],_,pZ)—I(x_a_xp y)?
-\/‘21r(1—p,,zy)o', 202 d a, "7

[Papoulis, 1965], which is the pdf of a Gaussian r.v., of mean (ox/oy) oy,
and variance (1 — p2)ai. Note that its mean depends linearly on the given
vatue of y. The conditional expectation of x is simply (o, 0., /7,)y, which in
turn is simply pq,y if oy = g,.

P (x |[¥rmy) =

Show that the pdf of the sum of n identical independent r.v.’s with a uniform pdf
in the range (—A4,4) approaches a N (0,n4%3) pdf in the limit of large ». For
finite n, the approximation is, of course, only valid for values well within the
range (—nd4,n4) because the sum cannot exceed this range [Bennett, 1956].
(Hint: For independent r.v.'s, the characteristic function of the sum is the product
of individual characteristic functions.)

Let the real and imaginary components & and v of a complex r.v. {e.g., transform
coefficient of Chapter 12) be zero-mean Gaussian variables with identical pdf's
N(0,6%). Show that the magnitude x = u? + v? has the Rapleigh pdf p(x) =
(x/s?) exp (—x?/269), with u, = ov/1/2, 62 = (2—x/2)e®. This pdf is sometimes
used as a model for image amplitudes, instead of the simpler uniform pdf.

Waveform Characterizaetion 2
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N

(2.8)
2.9)

(2.10)

(211D

(2.12)

Problems

Show that (2.46) implies the following conditions for N = 2,3:

@ N=2 |pl <1
@) N=3 lol<1: load <15 of < Upd/2

Verify the results of (2.30) and (2.31).

Show that the acf of x(n) = sin(2mfn) is cosinusoidal, also with frequency f-
Use (2.3), N — oo, and assume a sampling rate that is an integral multiple of f.

Consider a linear, time-invariant, and stable system with impulse response h(n)
and a stationary random process {Z (n)} of finite mean and variance applied to its
input.

() Show that the mean value of the output random process is

b= 3 hn) = HO

f=—co
{b) Use the simple case of x, = 0 to show that

R () = R () h (0wh (k) = 3 5 hOh(IRak=i4])

fm—tn ju—co

Syx(e?®) = Sy, (e!) |H (/)
(c) Hence show that if the input {Z (#)} is a white process,

R =2 3 RDRGHD 5 oF = o? T M)
JAe . 0

Let S, {¢/*) be a rational spectrum, i.e.,

H lej”—z,,,lz
i

I le=zal?

1

S, (&™) = o}

where o2 is the variance of the “innovations” white noise process that is fed into
{he filter with zeroes z, and poles z.;. Use the result logle/~z |*dw = 0 to
show that [Bunin,fh969]

2 272
vi = o:log

This is a very important result since it shows that the model sources of Section 2.4
have a value of sfin that is simply the ratio of the variances of innovations and
source waveforms.

Verify that the psd (2.105) for an AR(1) process with b; = p; = p has a spectral
flatness measure v2 = (1 — p%).

a1
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(2.13)

2.14)

(2.15)

2.16)

217

(2.18)
(2.19)

82

Verify that for an AR(1) process [Grenander and Szego, 1958}

1 - 0 . . 0
—p (+p?) —p O . 0
R = ’,) - .
—p)o
oo . (1407 —p
G . .. —p 1

is indeed the inverse of (2.107).

Use the results of Problem (2.13) and (2.79) to show that the optimum predictor
of an AR({1) process is simply a first-order predictor. This result will be
mentioned again in Chapter 6.

Consider the AR(2) process (2.110).
(a) Show that its psd is that in (2.112).

(b) Show that the psd has an extremum at a frequency given by w = arc cos
[6,(6,—1)/(4b,)], assuming that bf(1—#,)? < 16b}; and show that this
extremum is a maximum if b, < 0,

(¢) Using (2.90) and {2.91), show that

2 (1+b:)(1-b|_bz)(l+b1—bz)
¥ (l—bz)

Define a MA(1) process (2.122) by insisting that
R0 =o ; Rul(xD)=as? ; R.,U)=0; [k| >1

Calculate its psd and show that we must have lel € l/\/i for a nonnegative
determinant |Ru| of order 3. Note that the above constraint on « is satisfied for
any value of a4, in (2.122).

(a) Calculate the acf and psd of the MA(2) process

X)) =Z0) + &Z 1) + a,Z (1=2)

(b) Show that the spectral flatness measure is
2= (1 +at +ad),

using the results of (a), and by evaluating the power transfer factor a.
Show that the gencral MA process (2.118) has the acf described in (2.120).
Show that (2.138) and (2.139) can also be written as

X(m.n) = i § PHZm—i.n—j)
i=0 jub

which is the 2-D equivalent of (3]9?;) | Show that this randem ficld indeed has the
normalized acf pe (kpk,} = p ' F %' and that ¢ = o2(1—pD% [Hint: Use the

Waveform Characterization 2
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(2.20)

(2.21)

2.22)

Problems

simplifying concept of the 2-D z-transform X (z,,2,), although this is strictly valid
only for a deterministic signal.]

The acf values py (kak,) in the following table have been measured for an
interlaced picturephone image (128 lines and 120 pixels per line) [Habibi and
Wintz, 1971]. With a=0.124 and g= 0.110 in (2.135), and with
o = (0.124 + 0.110)/2 = 0.117 in (2.142), compute the acf-values of a first-order
source with separable and isctropic statistics. Verify that the latter one is a2 much
better model of the above measured statistics, especially for the higher values of
kj and k, in the table.

Table of measured acf values.

ky 0 1.000 2 3
k,
0 1 0.396 0.808 0.725
1 0.883 0.857 0.793 0.725
2 0.716 0.778 0.748 0.702
3 0.691 0.700 0.692 0.661

Consider the Gaussian psd

54 (1) = ‘g—’r o exp(-0202

L

(a) Show that =, are the frequencies at which the value of the psd is
—2.2 dB relative to its maximum value.

(b) Show that the acf of the process is also Gaussian: pg (r) = exp(-0n2 7/2).

Consider the two-level psd of Figure 2.24 and (2,168).

(a) Verify that the variance is o2.

(b) Show that the continucus-time version of the spectral flatness measure
(2.74) for a psd bandlimited in (=0, Qpl is

Qy 1
; 2 — 20W:[;log, S (Q)d ‘
Y™ 3 =
Ox

=
ZTr_J;s,,,,(n)d Q

[Hint: Set ' w=a0/0p, do=7d0/Qp and 5, (77
= S (&) = S (D) Qy/r]

(¢) Use the result in (b) to show that the sfim of the two-level psd is
[a(2-a))* ~2a if & — 0.

(d) Derive the same result nsing €2.74), and the discrete-time version of the psd
obtained upon replacing Qg by 7 in Figure 2.24.

{¢) Discuss the special cases of & = 0 and « = 1.

83
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4

Quantization

4.1 Introduction

Information-bearing waveforms are typically continuous-amplitude and
continuous-time in nature. Hence analog-to-digital (A/D) conversion is needed to
produce a discrete representation of the waveform. We have discussed sampling or
time discretization in~=Chapter 3. Resulting samples are still continuous in
amplitude, as in Figure 1.1{(c), and the process of amplitude quantization is needed
to limit the number of possible amplitudes to a finite value, as in Figure 1.1(d).
The operations of sampling and quantization could be performed in either order;
but in practice, sampling precedes quantization. Amplitude quantization is a
crucial step in a digital communication link, since it determines to a great extent
the overall distortion as well as the bit rate necessary to communicate the waveform
to the receiver.

Amplitude quantization is the procedure of transforming a given signal
amplitude x (n) at time # into an amplitude y (n} taken from a finite set of possible
amplitudes. In many of the discussions in this chapter, we will assume the
important simple situation of memoryless and instantaneous quantization, a
procedure where the transformation at time n is rlot affected by earlier or later
input samples. Such a scheme is simple, but it is not optimum, even if the input
samples are statisti indepe ; this is discussed in Chapter 9. Memoryless
quantization is particularly inefficient if the samples are statistically dependent;
these dependencies are therefore typically eliminated prior to quantization in the
coders to be discussed in later chapters.

Coding systems involving Entropy Coding or certain types of _Adaptive

4.1 Introduction 115

0102




Quantization need the usc of memory and encoding delay, but even in these
systems, the process of quantization itself can be regarded as instantaneous. But
this is not true of the Vector Quantization systems to be discussed in Chapter 9.

When dealing with memoryless quantizers, we will drop the time index, and use
symbols such as x instead of x{(n). We shall see later that the quantizer input
need not always be the amplitude of the primary waveform to be coded. It may as
well be a function of this waveform, for example, a difference between neighboring
symples or some type of spectral information about input samples; and the
quantizing process may only be one component of the overall coding system.

A digital system consists of at least three mappings. At the transmitter, the
real-valued amplitude x is mapped into an L-ary number k. The channel maps k
into k, deterministically, if the transmission is error-free; if not, it maps k into
another L-ary number k', probabilistically. At the receiver, the L-ary number k or
k' is mapped into representation level Y& or yr. These mappings are shown in
Figure 4.1. Technically, the mappings at the transmitter and receiver are
performed by an Analog-to-Digital (4/D) Converter and a Digital-to-Analog
(D/A) Converter, respectively (Appendix G). In the absence of transmission errors,
the combination of A/D and D/A operations is exactly identical to the quantizer
mapping Q ().

As shown in Figure 4.2, the signal amplitude x is specified by index k if it falls
into the intervai

Il <x <xpds k=121 “.1

The L-ary number & is transmitted to the receiver, typically in binary format. Let
L = 2%; then a bit rate of

R =logy, L  bits/sample (4.2)

is needed to inform the receiver about that index. At the receiver, the index k is
transformed into an amplitude y; that represents all amplitudes of the interval Fp.
The amplitudes y; are called the representation levels or the reconstruction values,
and the amplitudes x; are called decision levels or decision thresholds. The

Figure 4.1 Digital communication system (2) with and (b) without transmission errors.

(a}

k k'
x—— A/D CHANNEL VA —yp
(b} - T T 1
| |
I k I
% +— A/D DAy,
!
! |
Lo d
G (-)/
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Figure 4.2 Quantization of amplitude x.

number of intervals equals the number of possible outputs y, and each of these
equals the finite number L. The set of possible outputs is described by

¥y € {yh J’2,---,J’L} (4-3)

Unless otherwise mentioned, we assume error-free transmission. We thus have
an output

y=y if x €% (4.4)

For a close approximation to the input, one requires that y, € .#,. The actual.
mapping -

y = Q{x) 4.5

is the guantizer characteristic, a staircase function by definition.

Several types of Q(x) are shown in Figure 4.3 for L = 8 and L = 7. All of
these characteristics are symmetric about zero. Unless otherwise stated, all future
discussions will assume such symmetry. The quantizers in parts (a) and {(c) of the
figure are nonuniform, with decision level- and reconstruction level intervals being
different in length and being functions of k. We will also be discussing at length

Figure 4.3 Quantizer characteristic types: (a) nonuniform midrise; (b) uniform midrise; (¢} non-
uniform midtread; and {d) uniform midtread.

(a) Y (b Y

M@ Xp J—,_XZND‘ XF®R Xg Xg=d
0

g
e
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the special but important case of a uniform quantizer, shown in parts (b) and (d)
of the figure:

Uniform Quantizer: yrq) —pp =A; &k =12,...L—1
(4.6)
Xgp41 — X = A  for finite xp,xp4

The characteristic @ (x) can also be of midtread or midrise type, depending on
whether zero is one of the output levels or not. For symmetry, L is chosen to be
odd for midtread quantizers, as in parts (¢} and (d) of Figure 4.3. Unless
otherwise stated, we always assume midrise quantizers with even L.

Inherent in the quantization process is an error between input x and output y.
This error is called quantization error, and we shall define it as the difference
between x and y: D

q=x—y-x—Q(x) 4.7

where y € {y1,y2...,p). It is impo;"tant to realize that the quantization error is
totally deterministic for a given x because an input x € .#, always leads to a single
output yi. Figure 4.4 shows this deterministic error as a function of x for an L=8
midrise example. However, if x is an outcome of a random variable X, it is
reasonable to consider ¢ as an outcome of another random variable @; for this
reason, we sometimes use the term quantization noise to describe the errors
introduced by the quantizer. The use of the term "noise” is also motivated by an
attempt to unify nomenclature, consistent with “channel noise” and "thermal noise"
in analog systems. Indeed, quantization noise can often be modeled analytically as
additive noise, especially if the quantization is very fine, as discussed in Section 4.7;
in fact, with a technique known as dithering (Section 4.8), resulting errors in
quantization cap_be_modeled as input-independent additive noise even with coarse
quantization. However, it must be remembered that unlike channel noise or
thermal noise, quantization noise is deliberately introduced and in general it is
signal-correlated.

Figure 4.4 Illustration of the deterministic nature of quantization error ¢ in zero-memory quantizztion:
(2) uniform quantization characteristic (step size & = 1) and (b) nonuniform quantization characteristic
(min {A} = 0.5; max {A} = max {y,—p,_|} = 1.6).

(@) [£)]

5] 33
j ; 09
42— 2 4 -25-13 Tos }35
q 1,
~3.54 35
a - q +04
05 ~ e
-4 <y :I 10 / M
4 : 4 S M0 b
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4.2 Calculation of Quantization Error Variance

4.2.1 Basic Formulas

Let X be a zero-mean random variable at the quantizer input, with variance ol
and pdf p, ():

e =ELX1= [ xp ()dx =0, a2=ELX%)= [ ()dx  (4B)

If the input X has a nonzerc mean, we ¢an remove it by subtracting £[X] from
the input, and add it back after quantization. Alternatively, we could interpret this
procedure as a shift of the center of the quantizer to the mean value. A zero mean
will therefore be assumed in our analytical studies without loss of generality.

A quantizer Q (-) maps X into the discrete-valued r.v.Y:

Y =0X) =y ifX €5 4.9

Thus, the quantization error ¢ = X — Y is also a random variable with pdf p, ¢
and variance

o2 =ElQY =~ f ' (q)dq 4.10)

Alternatively, as Q = X — @(X) is a function of X,
o2 = E[Q% = [ [x—Q(x)Pp, (x)dx (4.11)

By breaking up the region of integration into L intervals %, (4.1) and by making
use of (4.9), we obtain the expression

X+t

L
=3 f Oe—yi)?p, (x)dx 4.12)

PR NN L A

Quantization error variance, is the most important quantity for comparing the
performances of quantizers, and we often use (4.12) to calculate this variance. Its
calculation via (4.10) is poskible only if the pdf p, (g) is known, which is typically
_ not the case. However, we shall see in Example 4.1 and later in Section 4.7 that
\pg(g) may be approximated by a constant over a finite range in the case of uniform
quAntization.
quantizatiol

Example 4.1. Uniform quantization of a bounded input
Consider the example of an input x with amplitudes in the range

x € (=X maxsXmax) (4.13)

42  Calculation of Quantization Error Variance 119
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and a uniform quantizer with =g, = x2~A; X = X3 + A, as in the 3-bit example of
Figure 4.3(b). In this case,

A = 2, /2R (4.14)
Quantization errors [as seen in Figure 4.4(a)] will have values in the range
-AR < g < AR (4.15)

If A is sufficiently small, it is reasonable to assume that they are uniform in the above range:

1/a  lql<an
Pelg) = (4.16)
0 otherwise
and (4.10) yields
al = AY12 417
Using (4.14),
o} = -;—xﬁm 2R (4.18)
M

Equation (4.17) shows that the standard deviation (rms value) of the noise increases lincarly
with step size, and (4.18) shows that the rms value decreases exponentially with increasing
bit rate R. Since L = 2%, an increase of R by 1 bit/sample implies a doubling of the
number of steps L and hence, for a given X, a teduction in step size A by a factor of 2.
Note finally that (4.15) and (4.16) are true only if the inpyt is bou For example, if
|x| > 4 in Figure 4.4(a), the error would increase linearly with |x|, as shown by the dashed
extensions in the lower part of the figure.

Maximum Fractional Error. Consider the umniform quantization formula A = 2x.,./2R
(4.14). For a bounded input, we define the maximum fractional error as (AJ2)/x .. For
this number to be 1% and 0.1%, we respectively need R =7 (L = 128) and R = 10
(L =1024), o

The preceding example has shown that ¢2 can be obtained from (4.10). But
(4.12) is also significant; it allows us to calculate a,? when the quantizer parameters
(thresholds and representation levels) and the pdf of the input are given.
Moreover, it also allows us to find quantizer parameters which result in the
minimum mean squared error variance (mmse). We shall discuss specific mmse
designs in Secticns 4.3 and 4.4,

Quantizer Performance Factor. It is useful to relate the error variance o‘} to the

input signal variance ¢2. The ratio

™
l eg - 03/0,% (4.19)
will be called the guantizer performance factor. 1t is the quantization error

120 Quantization 4
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variance for a unit-variance input signal. The inverse of eg is the signal-to-
quantization noise ratio SNR:

SNR (dB) = 10 logjo (¢2/0)) = 10 logyo (1/e) (4.20)
It is sometimes useful to split the quantizer performance in the form
o2 = 2 272R 42 4.21)

The parameter € is in fact the reciprocal of the constant a in (1.6). We shall note
presently that ¢? is greater than unity for inputs with the four pdf’s in Figure 2.5,
except in some instances where a refinement called entropy coding is applied
(Section 4.6).

The foregoing notation allows us to compute a general expression for the
necessary bit rate for a given SNR:

L

5 log, ¢ bits/sample (4.22a)

R = %- logy (0,3/0';) +

For a given value of o2, the minimum bit rate as given by rate distortion theory
(Appendix D) is of the form

min{R} = % logz (62/e2) — ag  bits/sample (4.22b)
where ag = 0 for a Gaussian ii.d. source (D.19) and ap > 0 for a non-Gaussian

i.id. source. The logy e? term, on the other hand, is positive; but it can be made
negative by employing entropy coding. Indeed, we will show in Section 4.6 that for

all these sources, the second term.can be ily close to 0.25—a
leading tc a requi i hat is only 0.25 bit_greater than min R
4.2.2 Granular Noise and Overload Distortion

Let us go back to Figure 4.4. Recall that step size in that figure was A = 1.
The dashed extensions in the error plots refer to a region of input amplitude where

"the error g no longer has the finite range (—A/2, A/2). The value x| = 4A jn

Figure 4.4(a), for example, is called the overload amplitude x,,” th& r&gion
|x| > x, is called the overload region, and samples of |g| that exceed A/2 are
called _gverload errors. Errors in the finite (—A/2, A/2) range are calleq granular

ture of the

errs to the rapid oscillatory or “fine-grained” struc

solid line part of the g function of Figure 4.4. This structure is also
characteristic of the g (n)-versus-n waveforms that result when x(n) values
increase or decrease rapidly with n in an input waveform segment. Overload error
waveforms, on the other hand, are characterized by bursts of g(n) samples of
identical polarity (Figure 4.5) that occur if the overloading input x (1) is slowly
varying, as most Nyquist-sampled and over-sampled waveforms are. The above
distinction in the structure of the two types of errors is emphasized by the terms
granular noise and overload distortion. The difference in corresponding error
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BURST OF POSITIVE
OVERLOAD ERRORS:
qinl>4a/2

WL,
i 111 —

BURST OF NEGATIVE
OVERLOAD ERRORS :
qim<-As2

x (n)
o

Figure 4.5 Overload error bursts. Heavy lines indicate overload error samples caused by bursts of
|x (n)| values that exceed x|

spectra is reflected by significant differences in the perceptual annoyance of the two
types of errors in the coding of physical signals, and we shall comment on this
many times in this book. We note at this point that purely from an error-variance
viewpoint, overload errors can be more serious, simply because these error samples
are unbounded in the case of unbounded inputs, and these values are squared in
computing 2.

Although overload errors can be unbounded, the probability of overioad can be
reduced by a proper design of the quantizer. In fact, this probability can be made
zero if the input pdf is bounded to x,; and the quantizer overload amplitude x,; is
designed to equal or exceed Xpa. In Figure 4.6(a), L=4 and x,, = x,; = 2A.
Designs such as these will indeed be shown to be optimal for a uniform input pdf
{Section 4.3). ¥ the input pdf is umbounded {x,, = ), there is always a non-

»

Figure 4.6 Four-level quantizers with (a) bounded and (b) unbounded inputs.e

(a) y (b) y

1 I 1 1 L] i 1
_,__ [+] 24 A 0 2 IA x
Yo
¥or™ Xmox
Pyl pylx)
OVERLOAD %
“Amax o} Xman X “Xox 0 o1 X
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zero probability of overload. This is shown by the shaded area in Figure 4.6(b).
The overload point x,; has been defined in the midriser example in Figure 4.6{a) so
that |g| > A/2 for |x| > x,;. The same definition of x,; can also be applied to a
midtread quantizer. In general,

2R=1A for a uniform midrise quantizer
Xo1 = (4.23)

(2R-'-0.5) A for a uniform midtread quantizer

An interesting type of non-uniform quantizer is one where step size A; in interval
;. is an increasing function of k [Figure 4.3 (a) and (c)]. In this case, x,; may be
defined so that |g| > max{Ag}/2 for |x] > xu°

The total error variance (4.12) can be expressed for any quantizer characteristic
as a sum of granular and overload error variances:

‘73 = '73 (granutar) T '73 (overload) 3 4.24)
e e e =
Xrai Xy
o2 =3 [ Gy dr 42 ey p(e)dx (4259)
g (granular) k22 Y/ P \XIaX YL/ Px .
—a Xy X
3 (overload) = 2 f (x—y)?p, (x)dx (4.25b)
Xot

Relative values of granular and overload noise components depend on x,, and
hence on step size.

Figure 4.7 shows SNR = 10 logy (a2/s2) as a function of x,/Xmax for the
example of a uniform quantizer (Problem 4.1) with a uniform pdf input

Figure 4.7 Uniform quantizer performance with uniform input pdf.

SNR (dB}

QVERLOAD [ GRANUL AR
DISTORTION 4 NOISE
1 1 o I 1
-20 -10 [5) 10 20
2
10 109 (Xg|/ X magy)” (dB)
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(|xf < xmay), using values L = 16 and 256 for illustration. The extreme left of
the figure (small x,) is an overload-distortion-dominated region, while the right
(xpr>Xmay) describes the effects of granular errors. The fact that SNR decreases
more rapidly with increasing overload than wijth increasing granularity causes an
asymmetry about the SNR-axis that will be observed repeatedly in similar future
iltustrations in this book.

The dashed lines in Figure 4.7 indicate gualitative results for unbounded inputs
such as those with a Gaussian pdf, [n this case, the transition between overload
and granular regions will be a smooth one, and the maximum of the characteristic
depends on the so-called lgading factor; see Example 4.4 and Figure 4.8.

Example 4.2. Probability of overload
The probability of overload can easily be calculated for a random variable X with a
Gaussian pdf. Following (2.15), the probability that the amplitude is above the overload
point is
Pllx] > xu) = 200—P, Ge)) = 1 — exf (x/(20,)) (4.26)
For x,; = 40, (4o-loading), we have a probability of overload given by 1 —erf 24/2 =

000064, a generally negligible value. With x, = 20, (20-loading), on the other hand, the
overload probability will be 1—erf V2 =0046. @

4.3 Uniform Quantization

In uniform quantizers, the decision intervals % are of the same length A, and
the reconstruction levels are the midpoints of the decision intervals. In the case of
midrise quantizers,

Xy = —0oo ¢ XL4] ™ 2, Xp4] = Xp = A k = 2,...,L—‘1 (427)

Figure 4.3(b) has already shown the transfer function of the uniform midriser
quantizer for the example of L=38.

4.3.1 The Case of Zero or Negligible Overload
We assume an input random variable X of variance o7 where the amplitudes
are bounded and the dynamic range of the input equals that of the guantizer.
Following Figure 4.6{a),
[¥] € Xmax = X0 = LAS2 (4.28)

As shown earlier on the basis of a uniform (granular) error pdf in the range
(—A/2, A/2) (which is 2 good assumption for R >> 1),

of = AY12 = (1/3) x2,; 272R 4.29)
This error variance can be reduced by a factor of 4 by reducing the step size A by a
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factor of 2, i.e., by doubling L (for a given xp,,). Let us define a rlaadizr.g__{a_ct_ar

f1 = xglo; = LAS2a, (4.30)

L ™ sy

This determines the half-amplitude range of the quantizer in multiples of the
standard deviation of the signal to be quantized. From (4.29) and (4.30),

c2/o? = 3L ol[xha = L[}

SNR (dR) = 6.02R — 10 log;o (/7?3 : R>>1 4.31)

Example 4.3. Ugiform pdf input with xpe, = xa
£ = Xoufae, which is equal tox/3 for the uniform pdf; SNR (dB) = 602 R (4.32)

We will note presently (also see Figure 4.7) that the cmpirical design Xgay = X, is indeed
optimal for the uniform pdf. e

Example 4.4. Sine-wave input with xp,, = Xy
Fi=Xuas [0z, whichis equaltoJf forthearcsinepdf; SNR (dB)=6.02R +1.76 (4.33)

Quantization of sine-waves is of interest since they are useful as test signals in digital coding
systems. Also see Problem 4.3, @

Example 4.5. Unbounded input with negligible averload probability

The formulas derived above may also be used for unbounded inputs if x,; is chosen such
that the probability of overload P{|x| 2 x,]} is sufficiently small so that the corresponding
averload errors can be neglected. A typical value of the loading factor is fi = 4 (4g-loading,
as in Example 4.2). In this case,

fi=4; SNR (dB) = 602 R — 727 (4.34)

It will be seen in the next section that this choice of f; does not give the minimum overall

* (i.e.. granular plus overload) noise; the optimum value of f; is pdf-and R-dependent. For

Gaussian pdf’s it is a monotonically increasing function of R, with values between 1.6 and
/3.8 in the range of R = 1 to 8. This implies an overload probability {4.26) that increases
with decreasing R. @

!
4.3.2 PDF-Optimized Uniform Quantizers

The preceding section has shown that it is easy to calculate the SNR under the

" assumption of zero overlead. In general, crg-minirnizing designs imply non-zero

overload for any unbounded pdf. We find the optimum or mifin;w
error (minse) step size, and hence the mmse uniform quantizer, by minimizing the

S efToT VATIEAGE as given by (4.12) with the uniform quantizer definitions given by
(4.27):
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' % = lk - L—;z- A; k=23..L
Vi = lk - %‘i A k=12,.L (4.35)

where we have assumed a midrise quantizer [Figure 4.3(b)] with an even number
L of output levels (xy = — o0 ;x;4) = o). For minimizing ¢? we require that
de}/dA = 0. In general it is not possible to calculate the optimum step sizes A,y
explicitly. The simple cases of L =2 and L = 3 will be seen to be exceptions.
However, we can solve the minimization problem numericaily with a computer
[Max, 1960] [Paez and Glisson, 1972]. The resulting step size A,y minimizes the
total error variance, the sum of aqz,(gm,,,,,,,,.) and a,f(,,,,,,,-oad). Figure 4.8 shows an
example of the dependence of these terms on f;. The granular noise variance
increases with f; because of increasing step size, and the overload noise variance
decreases with f; because the probability of overload becomes smaller. The total
noise ¢ has a minimum with respect to f; (near 3.05 in the 5-bit Gaussian
example in the figure). Note that a similar minimum occurred in the uniform pdf
example of Figure 4.7; although at a different value of f): specifically, at a value of
£ for which x,; = X, i€, at f; = 2peifo, = /3 (see Example 4.3).

Table 4.1 gives the optimum step sizes and the corresponding SNR-values
max(SNR] of pdf-optimized symmetric uniform quantizers for various pdf’s. The
SNR values for the uniform pdf are those of (4.32). The other pdf's are those of
unbounded random variables. Large step sizes have to be chosen in order to have a
balance between granular noise and overload poise. A study of Table 4.1 reveals
that for unbounded inputs the deviation of the SNR {in dB) from a simple 6.02 R
formula increases with bit rate. In the term eZ of (4.21), this implies an increase of
¢f with R. For example, for a gamma pdf we have e?= 2.67 for R=1 and ei=

Figure 4.8 Dependence of normalized ovetload and granular error variances on loading factor
St = %, /a, in the uniform 5-bit quantization of a Gaussian input.
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Table 41  Optimum step sizc and max{SNR] for uniform symmstric quantizers with different input
pdPs (U: Uniform G: Gaussian 1: Laplacian I Gamma) [Max, 1960] [Paez and Glisson, 1972].

Al max {SNR] (dB)
R pdf pdf
(bits/sample)
u G L T V) G L I
1 1.7320 1.5956 1.4142 1.1547 6.02 4.40 3.01 1.76
2 0.8660 0.9957 1.0874 1.0660 12,04 9.25 7.07 4.95
3 0.4330 0.5860 0.7309 0.7957 18.06 14.27 11.44 8.78
4 0.2165 0.3352 0.4610 0.5400 24.08 19.38 15.96 13.00
5 0.1083 0.1881 0.2800 0.3459 30.10 24.57 20.60 17.49
6 0.0541 0.1041 0.1657 0.2130 36.12 29.83 25.36 22.16
7 0.0271 0.0569 0.0961 0.1273 42.14 3513 30.23 26.99
g 0.0135 0.0308 0.0549 0.0743 48.17 40.34 35.14 31.89

32.77 for R=7. On the other hand, rate distortion theory promises e# values that
are upperbounded by a value of 1.0. In this sense, we conclude that the relative
performance of uniform quantizers becomes worse at high bit rates. Finally, we
note from Table 4.1 that the step size values (A, /5,) can also be used to compute
the optimum loading factor fj,, and hence the SNR in (4.31). It turns out that
Siop in general is mot a constant but depends on R-=log; L. When using the

" approximate rule-of-thumb formula (4.34), this should be kept in mind. A special

case is that of the uniform pdf for which f},, = V3 for all R. This is easily
verified from the numbers in Table 4.1. On the other hand, for the example of a
Gaussian input, optimal values of f; for R = 1, 2, 3 and 4 are 1.6, 2.0, 2.3 and 2.7,
respectively.

4.3.3 One-Bit Quantization (R = 1)
One-bit quantization is depicted in Figure 4.9:
Xi=—9o9;, x3=0 Xx3=-+c°
prem—d=—A2; yy=-+5=A4M2 (4.36)

The step size A and hence the absolute value & of the reconstruction level can be
optimized in closed form’. From {4.12),

of =g+ 57— 45 | xp,(x)dx 4.37
[H
if the pdf is symmetric, and therefore
Bopt = 2 } xpe(x)dx (4.38)
0
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(a)
8= A/Z——ya
o X
4 -8=-a/2
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(b) .
o] X
E[Ix]

Figure 49 (2} One-bit quantization (R = 1, L = 2); (b) 8op = E[|X|] is the center of gravity of the
right half of the input pdf, indicated by the shaded area.

min(o7} = o?minle]} = o2 — 52, (4.39)
Note that the magnitude of the optimum reconstruction level is just the conditional
mean of the random variable for positive or negative values, or the mean of the
absolute value:

Bopt = Bope/2 = ElX|x > 0] = E[|X]] (4.40)

The optimum reconstruction level 5,, and the minimum error variance depend
on the pdf of the signal to be quantized: to be more cxact, on the variance of the
signal and on the functional form of the pdf (see Table 4.2 and Problem 4.3). If
we had chosen a value § & Oopt» we would have

ag = o} + 82 — 2835y, = minfod) + (5—5,5)2 (4.41)

This could happen if we had chosen a specific value 3 expecting the signal to have
either a different variance than the actual one or a different unit variance pdf.
Such effects of variance mismatch or pdf mismatch on the quantization error
variance are small in the case of one-bit quantization. This is not true for
quantizers with more than two levels (Section 4.4.3).

Closed-form optimizations can also be given for 3-level quantization (Problems
4.4 and 4.5). It can be shown that for a symmetrical midtread 3-level quantizer
(Figure 4.10), the SIVR gain over the optimized two-level midrise (Figure 4.9) is
1.8 dB for a Gaussian input. This gain is obtained by increasing R from logy 2 = 1
to logy 3 = 1.59 bits/sample.
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Table 42 Two-level quantization; dependence of §,,, and min [e;} on pdf.

pdf 8opi f0x min{ed] max{SNR} (in dB)}
U NEYy) 0.25 6.02
G N 0.363 4.40
L 12 0.5 h 301
r 13 0.667 1.76

y

A4

X=X 0
Xg= X x
Jd.-A

Figure 4.10 Three-level quantization.

Non-symmetric quantizers, The results of Table 4.1 apply to quantization
characteristics that are symmetric with respect to zero, as in Figure 4.3(b). For
the gamma pdf, as discussed again in Section 4.4, the optimum quantizer is non-
symmetric. For example, if R =1 bit/sample, the use of a decision threshold
X2 =0 and reconstruction values y| = ~1.51lo, and y; = 0.270,, instead of the
symmetric design of (4.36) and (4.38), will provide an SNR of 2.23 dB (which is
nearly 0.5 dB higher than the value of 1.76 dB in Table 4.1) [Brehm and Trottler,
19831.

4.4 Nonuniform Quantization

Uniform quantization is the most common means for transforming an
amplitude-continuous random [ variable into an amplitude-discrete variable.
Equidistant decision and representation levels are simple conceptually, as well as for
implementation. However, they do not necessarily represent the most effective
conversion; it is possible, in general, to quantize a random variable with a smaller
error variance. This can be attained by Wg,s_milb_rdmn_]mnmals_\&h:m
the probability of occurren e_rand i is_high, i.e., where the pdf
Px arably high, and by choosing larger decision intervals otherwise, as
seen in Figure 4.3(a) and (c). Note also that this procedure makes the magnitude
of the quantization error depend strongly on that of input x.
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There are two approaches to the problem of finding the sets of optimum decision
and representation values xg,y; for a given pdf. One is an exact solution based on
an iterative procedure, and another is an approximation that is good for quantizers
with a large number of levels. Before we go into the details of this analysis, we will
note that nonuniform quantization can be achicved by compressing the signal x
using a nonuniform_compressor eristic ¢ (-}, by quantizing the compressed
signal ¢{x) employing a uniform quantizer, and by expanding the quantized version
of the compressed signal using a nonuniform transfer characteristic ¢~1(-) that is
inverse to that of the compressor. Figure 4.11 shows a block diagram of this
companding technique (compressing and expanding). The compressor
characteristic ¢ (-) is sometimes also called the companding law. Implementation of
this type of nonuniform quantization is no longer common (See Chapter 5). The
companding concept is, however, useful in analyzing and optimizing nonuniform
quantizers with a large number of levels.

As in the figure, consider the example of a bounded input in the range
(=X ez Xmaxn). The characteristic ¢{x) analytically defines non-uniform intervals
A, via uniform intervals of length 2xp,,/L each. The slope of the compressor
characteristic ¢ (:) in interval %, is

de (X) ~ 2xmax

o LA, for large L (4.42)

The slope term dc{(x)/dx describes the interval density, and it is inversely
proportional to the local step size in the equivalent non-uniform characteristic

Figure 4.11 The use of a compression function ¢ (x) to realize 2 nonuniform quantizer characteristic.
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Q(x). Thus, with a saturating ¢ (x) characteristic as in Figure 4.11, the equivalent
step size 15 smallest at x = 0, and greatest al x = xp,,. [n the case of a uniform
quantizer, ¢(x) = x and de(x)/dx = 1. As in the sketch of Figure 4.11, a typical
nonuniform characteristic has an approximately constant slope around the origin.
Since this slope defines the density of inner step sizes, it turns out that the inner
step sizes will be approximately uniform. In addition, these step sizes near the
origin will be smaller than for a uniform quantizer [de(x}/dx=1]. But for large
signal values, we now find larger step sizes and fewer intervals. The term

1.3 B R 4.43)

Ce dx -

o
is called the companding gain. We will come back to this term in the section on
log-quantizers. The interval density de(x)/dx can also be used to determine the
ratio of maximum to minimum step size (See Example 4.7). From (4.42) and
(4.43), this ratio is

I’

x=0 Ge

max(al _ de (x)/dx _
wmx, . AcOGMdx|

: 4.44
min{A} de (x)/dx (4.44)

X

4.4.1 PDF-Optimized Nonuniform Quantizers: [terative Solutions

The one-bit example has already shown that a quantizer can be optimized to
yield the minimum mean-squared error (mmse) min {s7}. The mmse quantizer is
frequently called the Max guantizer or Lloyd-Max guaniizer [Max, 1960] [Lloyd,
1957, 1982]. Explicit solutions are possible in the case of L=2 and 3, as noted
earlier. For L > 2, the mmse quantizer is nonuniform if the input pdf is itself
nonuniform.

In the following we shall consider a stationary zero-mean random sequence
{x(n)} of variance ¢? and give a non-explicit exact solution for pdf-optimized
quantizers that minimize ¢2. Note that optimization with regard to pdf shape
includes a match of quantizer to input variance s2. Mismatch relative to the shape

or variance will be discussed later.

A general expression for quantization error variance has been given in (4.12)

" for any choice of the decision levels x;; k& = 2,3,...,L and reconstruction levels y;

k =1,2,..,L. Necessary ?onditions for a minimum are
f

8a2 dc?

“w0; k=23,.L; 4

ka a.Vk

=0,. k=12..,L

Note that these conditions may define a local optimum. However, if p, (x) is log-
concave, i.e., if 9%log P:(x)/8x? is negative, these conditions are also sufficient
[Fleischer, 1964], and they lead to the important results [Lloyd, 1957,1982] [Max,
1960I: .
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1
xkﬂpl = -i' (yk.apl-'-yk-l.opl‘); k - 2t3!'"§L’

Flopt = o, Xpalopt 2 (4.452)

Kk atope

f xp, {x)dx
Veops = x'”'———: k=12..L (4.45b)

Xie+lopt

J pedax

X opr

The log-concave property holds for the pdf's U, G and L but not for the gamma
pdf T. In this case, (4.45) will not define a global optimum,

The first of these equations shows that the optimum decision levels are half-
way between neighboring reconstruction levels, and the second equation states that
a reconstruction level should be the centroid of the pdf in the appropriate interval.
Note that this centroid is the mean of the input signal on the given interval. Note
also that (4.45) is true for previous results for L = 2,3. Various extensions can be
drawn from (4.45). First, since the denominator equals Py = P(X € % .} and
since py (x) = Py p,(x|X € S o) within interval &4 0,

Yeom = f xpe(x|X € I gp)dx = EIXIX € Lol , (4.46)

a result that can also be anticipated from estimation theory. Further, the result
(4.46) can be rearranged in the form

f (x—yk,apr)Px(xlX € Ik.opr}dx = E[Ql-X € Ikpp[] -0 (4.47a)

i.e., the mean of the quantization noise in the interval is zero if the reconstruction
level is chosen as the mean of the input in that interval. This last result implies
that the unconditional mean of quantization error is zero:

ElQl = S EIQIX € SFopul P =0 (4.47b)
< .

We can also multiply (4.47) with yi ., and sum over all indices k, to obtain
E[QY]=0 (4.48)

i.e, the quantization noise is orthogonal to the output of the pdf-optimized
quantizer, However,

E[QX] = EIQ(Y+Q)] = E[Q] = min{s? (4.492)
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i.e., input and quantization error are correlated, so that a simple input-independent
additive noise model is invalid. Finally, by an algebraic manipulation that employs

(4.48) twice, we can show that

o2 = g — min (o) (4.490)
i.e., the variance of the output is less than that of the random variable at the
quantizer input [Wood, 1969]. This is related doubtless to the non-zero probability
of input values greater than the maximum output level y;. Also, as L — ¢o, min
{¢2} — 0 and o} — ¢Z. The observation o; < o7 is also true of the rate distortion-
optimal x — y mapping as noted in Appendix D,

Two other corollaries of the above set of results are worth mention:

ElXY]= (1 —¢) o2 (4.50)

PeEIQUX € Fiop] = PEIQYX € 5] 4.51)

The last result shows that error variance contributions from different intervals are
identical. This is true in spite of varying Az, because of the equalizing role of
interval probability values P; and P;. This result is formally derived in Section
4.4.2,

From the conditions in {4.45), the optimum values xg.p and Yiox can be
calculated iteratively. Only positive values have to be calculated if p,(x) is
symmetric. A special procedure is known for Laplacian inputs [Nitadori, 1965]
[Noll and Zelinski, 1979].

One begins by choosing a value y,, solves (4.45b) for x,, solves (4.45a) for y,,
...... , and solves (4.45a) for y;. One then checks if y; is close enough to the right
hand term of (4.45b). If not, one perturbs y; in an appropriate direction and
continues the iteration. Table 4.3 lists the decision and reconstruction levels for
various pdf’s and for quantizers with L = 2, 4, 8 and 16 levels. The table uses a
re-numbering scheme for x and y indices for convenience, and shows only positive

" values, recognizing symmetry about zero. Note that the Xi gp, Viopr-values of

Table 4.3 have to be multiplied with ¢, for inputs with a non-unity variance. Note
also that in the case of a vniform input pdf, the Max quantizer will be uniform as
well, as in Section 4.3.

Implied in Table 4.3, as in Table 4.1, is a symmetry about zerc in the quantizer
characteristic. This symmetry is an intuitionally expected result when the input has

-a pdf that is symmetrica. «bout zero. The four pdf’s that we have considered are

indeed symmetrical about zero. There are examples of zero-mean symmetrical pdfs
for which the mmse quartizer is nor symmetric. See¢ Section 4.3.3, Problem 4.5
and [Abhaya and Wise, 1981].

Table 4.4 lists signal-to-noise ratios of Max quantizers for R =1, 2,.,7
bits/sample. The results of the present table should be compared with those of
Table 4.1, and with the rate distortion bounds of Table D.1. Notice that gains due
to non-uniform quantization are most significant with a very "non-umiform" pdf
such as the gamma pdf. With R = 7, the gain over uniform quantization is 2.7 dB
for a Gaussian pdf, and 7.7 dB for a gamma pdf.
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Table 4.3 Optimum decision values x; and reconstruction values ¥; for pdf-optimized nonuniform
quantizers (U: Uniform  G: Gaussian L: Laplace I: Gamma) [Max, 1960] [Pacz and Glisson, 1972]
[Noll and Zelinski, 1974]). Note that in this table, the quantizer characteristics are symmetrical about
zero; j = 1 corresponds to the first non-negative value of x or y, and j > 1 to succeeding positive
values. This notation is different from that in the rest of this chapter; the more usual notation is that of

Figure 4.3.
R 1 2 3 4
pdf / xj, opt ¥ ], opt xj, opt Y Joopt J"’_i. opt y J, ept xj. opi Y Joopt
! 0.000 0.866 0.000 0433 0000 0217 0.000 0.109
2 0.866 1.299 0.433  0.650 0217 0326
3 0.866 1.083 0.433  0.542
u 4 1.299  1.516 0.650  0.759
5 0.866 0975
6 1.083  1.192
7 1299 1.408
3 1516  1.624
.‘ 1 0000 0.798 0000 0453 0.000 0.245 0.000 0.128
! 2 0.982  1.510 0.501 0756 0.258  0.388
N 3 1.050  1.344 0522 0657
4 1.748 2152 0.800 0.942
| ¢ s 1099 1.256
! 6 1437 1.618
7 1.844  2.069
b 8 2401 2733
| ”[ 1 0.000 0707 0.000 0.420 0.000 0233 0.000 0.124
, 2 1127 1.834 0533  0.833 0.264  0.405
| 3 1253  1.673 0.567 0.729
‘ L 4 2.380  3.087 0920 1.111
5 1.345  1.578
I‘. p; 1.878 2178
i 7 2597 3.017
] 8 3725 4432
! 1 0000 0.577 0.000 0.313 0.000 0.155 0.000 0,073
2 1.268  2.223 0.527  0.899 0230  0.387
| 3 1478 2.057 0.591  0.795
r 4 3089 4121 0.051  1.307
] 5 1633 1,959
i| 6 1.390 2822
J 7 3422 4.061
‘ 8 5128  6.195
Figure 4.12 plots the quantity ASNR = 6.02R - max {SNVR) as a function of
i R. Solid curves are for pdf-optimized non-uniform quantizers, while dashed curves
; are for pdf-optimized uniform quantizers. Note that in the case of a uniform pdf,
5 the optimum quantizer (which is also uniform) attains ASNR = 0 for all R; one
i gains exactly 6.02 dB for every doubling of L. With other pdf’s, ASNR increases
g with R, but rapidly attains a pdf-specific asymptote, -as given in -(4.68); uniform
: quantizers for these pdf’s become increasingly inefficient with increasing R.
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Table 4.4  Performance of pdf-optimized quantizers. Values of max{SNVR} (in dB). (U: Uniform
G: Gaussian L: Laplace I': Gamma) [Max, 1960] [Paez and Glisson, 1972] [Noll and Zelinski, 1974].

R pdf
(bits per sample) U c L r

1 6.02 4.40 3.01 1.76
2 12.04 9.30 7.54 6.35
3 18.06 ' 14.62 12.64 11.52
4 24.08 20,22 18.13 17.07
5 30.10 26.01 23.87 22.85
6 36.12 31.89 29.74 28.73
7 42.14 37.81 35.69 34,67

&

2

@

=

w

< r
L
s
v

R (BITS/SAMPLE)

Figure 4.12 Values of ASNR = 6.02R — max{SNR} in pdf-optimized quantizers. Solid and dashed
curves are for nonuniform and uniform quantizers, respectively [Noll and Zelinski, 1974].

We will see in Section 4.6 that even smaller values of ASNR can be realized

with Entropy Cading, if the quantizer input is stationary. On the other hand, with
non-stationary inputs, logarithmic_non-uniformity . (Section 4.5) and adaptive _

techniques (Section 4.10) provide important means for robust quantization.
i

4.4.2 PDF-Optimized Nonuniform Quantizers: Approximate Formulas for Large R
Consider the high bit rate case where R and therefore L, the number of
quantizer steps, are both sufficiently large; we can then assume that the pdf p, (x)

of the-input signal is_approxi at_in all | Is S k = 1,2,..,L, which
includes the outermost intervals | and L. We also assume that the input is
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bounded in practice to a value xp,,, even if the pdf should have a long tail. We
also assume that the pdf is symmetric. Let

Px(x) = constant = p,(y) for X € & (4.52)

where y; is a value between x; and x;+;. Let Ag be the length of interval #;:
Ap = xp41 — X (4.53)

The probability of finding X in the interval .#; is then
L
P =PX € F) =p(pdAis 3 Pe=1 (4.54)
ey k=1
The error variance (4.12) is

Xpat

L P
ol= 3 Fk- f (x—yp)¥dx (4.55)
k=1 2k x,

and a necessary condition for 2 minimum is

) 2
T8 m; k=12, (4.56)
ayy
which results in
Vi = '%‘ (xk-i-xk.,.]) (457)

The representation level y, lies in the middle of the interval #,; this is of course
a direct consequence of the assumption of a flat pdf in the intervals, and y, is the
centroid of p,(x) in this interval #; as in (4.45b). By combining (4.55) and
(4.57) we obtain

L
02 = — 3 P&} (4.58)
12 4

with AZ/12 representing the error variance conditioned on interval .#;. For uniform
quantizers (Ap=A; all k), (4.58) reduces to A*12 [as in ( 4,17)] 'since the
summatjon over P values (4.54) equals 1. Note also that (4.58) does not depend
on the pi-values because these are defined by the decision levels (4.57). Therefore
only these decision levels (or, equivalently, the lengths of the intervals) need to be
optimized.

A first condition for optimality can be derived as follows. With (4.54) and
(4.58),

L A
o= = B p G = = S (4.59)
12 2 12,4
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However, we have the constraint that

L =
Ty == f P (x) dx = constant (4.60)
k=1

=X s

since the above integral is a function only of its limits. Use of the Lagrange
multiplier technique

] L
™ (624 k?] ap) =0 fork =1.2,.,L

therefore results in

P ) AR = PLAR = constant {4.61)
e ————
An interval must be small if the probability is high that this interval is occupied,
and vice versa. From (4.58) and (4.61) we see that %Lgu&ﬁzgti_m‘e_rva,hlﬂ
produce identical quantization error variance contributions; also see (4.51).
~We shall now derive equivalent results in closed form using the ¢ (x) notation of
Figure 4.11. From (4.58) and (4.42),

2

L
o} = x’""; > Py [a‘c(x)/dx]'2 for large L (4.62)
3L% 20

Setting P = p,(x)dx after (4.54),

+X g
X max

ol = 3t f Py (x) [dc:(x)/dx]'2 dx  forlarge L (4.63)

=Xy

This result [Bennett, 1948] expresses the error variance in terms of input pdf and
the compressor characteristic ¢ (") of the quanfizer. Recall that ¢ (-) determines the
decision levels, and that the reconstruction levels are determined by the latter ones
via (4.57).

We can now minimize the error variance l?jtar_ghiua_ﬁm_ﬂm__om,n
companding law c(x) under the constraint of o fixed area under the interval
density; -

X,
f [dc (x)/dx] dx = constant (4.64)
e

The area under the intérval density is a measure of the number of levels and should
therefore be a constant. Note that without the constraint, ¢2 -0 for
de(x)/dx — oo. To use Lagrange multipliers, consider

pe(x) [(dc (x)/dx) ]-2 + 2 de () /dx (4.65)

The derivative with respect to dc/dx is set to zero and A is eliminated by using
(4.64). Then
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dcg;;(x) - - X max 3 P,—-—mx | (4_66)
f \3/p, (x)dx
o

i.e., the optimum interval density is proportional to the cube root of the pdf of the
quantizer input as in (4.61). By integrating (4.66) and choosing ¢ such that
Copt (Xmax) = Xmax (a boundary condition in Figure 4.11), we obtain the optimum
compressor characteristic

~1

f . (x)dx (4.67)
0

f AYp=x)dx
1}

Copt (X} = X gy

From this result we can find the optimum dec151on levels x = x; ., that result
when ¢,y (x} takes on the values kxp,,/L; k= 1,2,.., L.
Also, by combining (4.63) and (4.67), we obiain [Panter and Dite, 1951]

[f\/ﬂx_dx

_—— e ey

If the pdf p,(x) is unbounded, (4.68) describes only the granular contribution for
bounded inputs. For large L, SNR values corresponding to (4.68) agree well with
the numbers already mentioned for different pdfs in the exact results section
(Tzble 4.4 and Figure 4.12, which actually shows asymptotic values of
6.02—max{SNR})). We must emphasize that (4.68) is valid for quantizers with
many levels (L > 32). The assumption used in (4.63) and hence in (4.68), viz.,
constant input pdf over an interval, does not really hold for the outermost intervals,
causing (4.68) to be inexact, especially for small L. Approximate SNR formulas
that are closer to the exact result (4.12) have been proposed elsewhere [Algazi,
1966] [Roe, 1964] [Wood, 1969].

In later chapters, we shall mention nonuniform quantizers that minimize noise
audibility or noise visibility rather than noise variance. Such quantizers are often
designed cn the basis of subjective iment In principle, they can also be
realized by replacing the probability function in (4.67) and (4.68) by appropnatc
subjective functions [Rubinstein and Limb, 1978].

min{¢?} = for large L (4.68)

3L2

Example 4.6. Uniform pdf
Using (4.67) and (4.68),

Copr (X)) = x min{e}} = 27 o} (469) o
Example 4,7. Laplacian pdf

The optimum compressor characteristic can be given in closed form [Smith, 1957] using
4.67):

-mlxifx,,
m=law o (x) = xpx sgnx) £ P Mg = ﬁxlﬂu 4.70)
l—e™ k.
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minfs2} = (9/2) 27*R¢2; SNR(dB) = 6.02R ~ 6.53 ; max{A}/min{A} = €™ (4.71)

See Problem 4.7 for a numerical illustration, For a specified input-clipping leve! Xpas, the
optimum performance is attained only if m is chosen as in (4.70); this will provide an
optimal loading factor fi g = 3m,,,,/\f27. Equivalently, for a given design of m and xmay,
the optimal input level is described by o5 5p = NG Xmax/3m. The quantizer-input mismatch
that results otherwise can lead to drastic reductions in SNR from the value implied in
(4.71). Sec Example 4.8, ®

4.4.3 Quantizer Mismatch

Cemmunication systems may have to carry signals of changing statistics; for
example, inputs with different variances in telephony. Therefore, optimum
quantizers are often not matched to the statistics of the actual inputs. Mismatches
can be in terms of variance (with a known pdf shape at the input), or in terms of
pdf shape as well [Mauersberger, 1979].

Of special interest is a mismatch i ignce. It implies that suboptimum step
sizes are employed, and if the input variance is higher than the design value, it
changes the ratio of granular noise and overload noise. Figure 4.8 has shown that
one-bit quantizers are rather insensitive to changes in variance (or, equivalently,
improperly chosen step sizes). Variance mismatches can be much more scrious
with R > 1.

Example 4.8. 8-bit m-law quantization of Laplacian input with unknown variance ol

We have mentioned alrecady that the best m-law performance is obtained if the
Laplacian input has the g, value V2x /3 of (4.70), where X, is the input clipping
level, the saturation point in the c(x) characteristic. Figure 4.13 shows the effect of a

Figure 4.13  Performance of 8-bit mm-law quantization.

S50

SNR (dB)

0 L 1 J
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general o, value that is not necessarily equal to the optimum. The results of Figure 4.13 are
precise ones, following (4.68) and (4.12) rather than (4.63). The m =0 curve refers to
uniform quantization. For m = 10, the optimum occurs for fj ., = 30/~/2 which is the —26
dB point on the abscissa, e

In Figure 4.13, performance is a strong function of input standard deviation o,.
We will note in Sections 4.5 and 4.10 that with logarithmic quantization or
adaptive step size procedures, a performance that is nearly independent of ¢, can
be attained over a wide range of input variance unlike in Figure 4.13.

Example 4.9. 4-bit quantization with known input variance, but mismatched pdf shape
Figure 4.14 shows SNR’s of optimum nonuniform and optimum uniform quantizers
designed for uniform (U), Gaussian (G), Laplacian (L), and gamma (T) pdf’s. The SNR's
are shown for all combinations of input pdf and quantizer type. Thus, the SNR at abscissa
point G of the T'-curve is the value that the gamma-optimized quantizer attains if the pdf of
the input is actually Gaussian.
The following conclusions emerge from Figure 4.14:

(a) The pdf-mismaich performance of the optimum uniform quantizers is very
similar to that of optimum nronuniform quantizers; differences can be significant
for R > 4.

(b} Uniform quantizers, which are optimal for signals with a uniform pdf, are an
extremely bad match for signals with different pdf's. The strong decrease in
performance is caused by severe overload cffects.

(¢} Uniform, Gaussian, and Laplacian quantizers show an improved performance if
their inputs have a pdf with shorter tails; this is an improvement obtained even
under pdf-mismatch conditions!

(d) Gamma quantizers achieve a signal-to-noise ratio that is nearly independent of
the type of pdf. For this reason, the most significant numbers in Table 4.3 are
those referring to gamma quantization. The robustness of gamma quantizers is

Figure 4.14 Effects of quantizer mismatch in (a) optimum nonuniform and (b} optimum uniform
quantizers. Letters on abscissa represent igput pdf and letters on curves represent pdf's used in
optimizing the quantizer, (U: Uniform, G: Gaussian, L: Laplace, T': Gamma) [Noll and Zelinski, 1976].
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related to the fact that the quantization characteristic of the optimum gamma
quantizer does mot differ much from a logarithmic one. A logarithmic
characteristic has the well-known property (Section 4.5) of giving a performance
nearly independent of the shape of the input pdf. Logarithmic quantization can
also provide a performance that is nearly constant over a very wide vartation of
input variance. @ :

4.5 Logarithmic Quantization
4.5.1 Basic Formulas

We have seen that for uniform quantizers the quantization noise is o= AY12,
i.., it is independent of the variance of the input signal, assuming that the signal
does not excced the range of the quantizer. This implies an SNR that decreases
with a decrease of the signal level (see Figure 4.13 for m=0). In the case of pdf-
optimized quantizers we have seen that the SIVR is enly at its maximum for one
specific variance; any deviation from this specific value leads to a significant
decrease in SNR (see Figure 4.13 for m=10,40).

In situations such as speech coding, the exact value of the input variance is not
known in advance; and in addition, it tends to change with time (Figure 2.6). In
such situations, a signal-to-quantization noise ratio that is constant over a broad

range of input variances can be obtained by usi ogarithmic companding law
[Holzwarth, 1949).

The benefits of logarithmic companding are illustrated in the dynamic range
curves of Figure 4.15, which refer to the performance of an 8-bit 1255 quantizer

Figure 4.15 Dependence of SVR on o2 in 8-bit log- and uniform quantization of & bounded Laplacian
input. The dashed line refers to 2 pdf-optimized quantizer.
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with a Laplacian input assumed bounded to xp,,. Note that as in Figures 4.7 and
4.13, the uriform quantizer has a performance that is highly input-dependent. The
logarithmic quantizer, on the other hand, has a dynamic range of about 30 dB
(=15 dB to —45 dB on the abscissa) over mm
maximum value of 38 dB. Also shown in the figure is the companding gain for
small inputs, the parameter G¢ of Scction 4.4. Note that this gain is about 30 dB,
which implies that the smallest step size min {A} is about 32 times smaller than the
step size of a corresponding uniform quantizer with identical x,,, and R. We will
presently define the 1255 law and note that indeed Gp =30 dB for this
companding function. Note also that a pdf-optimized quantizer (broken curve in
the figure) has a higher maximum SNR than the log-quantizer, but a smaller
dynamic range; the pdf-optimized quantizing system is the m = 40 system of
Figure 4.13.

For large values of xp,,, or for truncated pdf's, the value of a,? in (4.63) leads
to a signal-to-noise ratio

2
ol  3p2 :£x P

SNR = — = =5— — 4.72)

7 *max fp,,(x) [a‘c(;c)/d’.vc]_2 dx

Thus we can obtain a constant SNVR if the interval density de (x)/dx is inversely
proportional to x: ' ’

—

de(x)/dx = (Kx)™'; K = constant (4.73)
SNR = o2fo2 = 3L /K*x2,, (4.74)

From (4.73),
c(x) =K 'log, x +constant; x > 0 (4.75)

and because ¢ (x) = x5, for x = xg,. (Figure 4.11),

clx) = —l—log, J=|

+ x sgnx) (4.76)
K Xwan max | 58 '

The characteristic (4.76) implics a negative infinite ¢ (x) value at the specific point
x = 0. In order to attain a practically implementable boundary condition c(x) = ¢
for x —0 as in Figure 4.11, we have to correct the companding law. Two
proposals will be discussed in the following. In both proposals we find a
linearization of ¢ (-) near the origin.

4.5.2 A4-Law Companding

The A-law compression characteristic [Cattermole, 1969] is based on z linear
companding characteristic near the origin (Jx| € xpe/A4) and a logarithmic
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{a)

A=BT.56

cir)/%Xmox

ctx)/ Xmax

X/%max X/Xmax

Figure 4.16 Logarithmic compression characteristics (shown for x > 0): (&) A-law and (b) p-law.

companding characteristic for large x [Figure 4.16(a)]:
0< x| < 1

_Ajil_sgn(x) . - y
max

1+ log, A
(477

s 1+ log, (A4 |X|/JCmax) sgn(x) ; 1 < _IE.L £1
1+ log, 4 A X

c(x) =

From (4.73), (4.74) and (4.77), we find that for large signals,

K=+ log, A xpee; ofal=3L%(1+ log, A)* (4.78)
SNR 4 .jww (dB) = 6.02R + 4.77 — 20 log;o (1+ log, A) (4.79)
The companding gain is
Ge = de(x)/dx|;—o = A/(1+ log, A) (4.80)
and, using (4.63), we find that for small signals
(4.81)

U.Elﬂ'qz - 3L? (o'az'llxt%lax ) Gé

Recall that the SNR of a uniform quantizer with negligible overload (4.31) is

0'3/0'3 - 3L2(0§/x§w‘) H lx| € xmax

Comparison of the above two results implies that the step size in the linear part of
¢(x) is reduced by the companding gain G¢. The equivalent increase of SNR for
small signals is described by

x| =0  (4.82)

SNR .10 (dB) = SNRymgorm (@B) + 20 logio Gc ;
143
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For A = 87.56, this increase is 24.08 dB. A uniform quantizer would need four
additional bits for the same SNR at low levels; although its SNR at high levels
would be higher than that of the 4-law quantizer.

It can be shown (Problem 4.10) that A-law companding provides a step size
ratio

max{A}/min{A)} = 4 (4.83)

The ratio increases linearly with A; recall that in Laplacian-optimized m-law
companding, the ratio is an exponential, e™. Figure 4.16(a) demonstrates 4-law
compression characteristics and Figure 4.17(a) shows the effect of compression on a
sine-wave input. Notice how smaller amplitudes are effectively amplified relative to
higher amplitudes. The effect of the logarithmic compressor can also be described
by the way it changes the input pdf. The general tendency, for any input pdf, is to
obtain an cutput pdf that more closely resembles the uniform pdf U. For example,
with a Laplacian input, the effect of p-law or 4-law compression is to produce a

Figure 4.17 (a) Modification of sine-wave by 4-law and p-law compression (4 = 87.56, g = 255)
[Steele, 1975. Reprinted with permission]. (b) Modification of Laplacian pdf by 4-law and p-law
compression (4 = 87.56, s = 100) [Sundberg and Rydbeck, 1976. Reprinted with permissionl.
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compressed signal pdf plc(x)] that is much flatter; with a mode, or plc(x)]-
maximizing value that is no longer at ¢(x) = 0 [Figure 4.17(b) and Problem 4.9;
also see Problem 4.8]. SNR curves for 4-law quantization, as a function of input
power, will be similar to the p-law dynamic range curve in Figure 4.15. Further
comparisons of A4-law and u-law characteristics will appear in Chapter 5.

Example 4.10. A = 87.56 [European PCM standard (Chapter 5)]

SNRA.law (dB) = 6.02R ~ 9.99
Gc = 2408 dB; max{a)/min{A} = 87.56 o

4.5.3 p-Law Companding

The u-law compression characteristic [Holzwarth, 1949] [Panter and Dite,
1951] [Smith, 1957] is

log, (1+ulx|/%max)
log, (14w

e(x) = Xpax sgn x (4.84)

This characteristic (Figure 4.16(b)) is quasi-logarithmic; it is linear for small x-
values [log, (1+ax) = ax]. For large signals (u|x| >> Xmsy), it is logarithmic:

clx) = T&% log, ul |/ mes) s x (4.85)

From (4.73) and (4.85),
K =log, (1+u)/xpax (4.86)

and we find, using (4.74), that the SNR is again independent of the statistics of the
input signal:

o2fa? = 3L llog, (14D for plx| >> xmex (4.87)

SNR, 1, (dB) = 6.02R + 4.77 — 20 log)o(log, (1+)) (4.88)
For small signals we obtain the companding gain
Ge = £c (x)/dx | o = pflog, (1+u) . (4.89)
1t can be shown (Problem 4.11) that p-law provides a step size ratio
max{A}/min{A} = 1+p (4.50)
Example 4.11, =255 [North American PCM standard (Chapter 5)]

SNR,.1zy (dB) = 6.02R —10.1
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Gc=3325dB; max{Al/min{A} =256 e

The log-quantizer results of Examples 4.10 and 4.11 are primarily applicable to
speech coding, and they can be summarized, as in (1.6), in"the form

SNR (dB) og—quanized speech = 6.02R — 10.1 (4.91a)

This should be contrasted with (4.32), the uniform quantizer and uniform pdf
result that is more representative of image coding:

SNR (dB) uniformly quontized image ™ 6.02 R (4.91b)

Image SNR results are sometimes defined as peak-to-peak-signal to rms-noise
ratios. These numbers are higher than the values in (4.91b) by about 10.8 dB
(Problem 5.2).

4.5.4 Quantizer-Input Mismatch

We have shown in Figure 4.15 that the logarithmic quantizer is very insensitive
to a quantizer mismatch relative to variance. For example, consider a Laplacian
pdf. The pdf-optimized quantizer has an SNR of 6.02 R — 6.53 (dB) as given in
(4.71), whereas the log-characteristic (e.g., ¢ = 255) results in a smaller SNR of
6.02 R — 10.1 (dB). On the other hand, the pdf-optimized quantizer can be very
sensitive to a mismatch in variance or pdf shape (Figures 4.13 and 4.14). It is
obvious that the log-quantizer is extremely robust. The log-quantizer is also very
insensitive to a mismatch in_relative shape of the pdf, for a_ given variance.
Dl;fierences in the quantization of different pdf's are only significant in the overload
region. This is indicated by the dashed overload-region skirt in Figure 4.15.

The illustration in Figure 4.15 is for the example of R = 8 bits/sample, an
example of great practical importance (Chapter 5). For much coarser designs such
as R < 4 bits/sample, the approach of adaptive quantization (Sectior 4.10) will be
seen to be even more efficient than time-invariant log-quantization,

4.6 Entropy-Coded Quantization
4.6.1 Entropy Coding — Concept and Implementation
In our previous discussion we have concentrated on the quantizer characteristic
©() and on its corresponding quantization error. An input random variable X is
represented at the quantizer output as a discrete-valued random variable
Y = 0 (X) such that
Y=y if X€F for k=12,.L 4.92)

Clearly, yy is a member of an L-ary alphabet of capacity log; L (Appendix C).
Actually, it is the L-ary index k of representation level y, that is transmitted to
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the receiver. The channel maps & into k if the channel is error-free and the
receiver maps k into representation level y;.
The L-ary index of the chosen output is typically encoded in a binary format
with
> logs L  bits/sample (4.93%

R has to be an integer: the smallest integer that is needed to describe L numbers in
a binary format. For example, R=3 for L=8, and also for L=5. When L is not a
power of 2, transmission with about log, L bits/sample is still possible by
appropriate block coding where sequences of L-ary indices are converted into
sequences of binary digits. For example, consider 5%=125~128=2"; there are 125
possible S-ary letter blocks of length 3; these can be encoded very efficiently by
binary sequences that are 7 bits long. Table 4.6 and Problem 4.12 discuss other
examples where L is not a power of 2.

The quantizer output can be viewed as a discrete-valued mformat10n source
(Appendix C) with an L-ary alphabet. The average information content of this
source is given by the zeroth-order entropy of the quantizer output:

L
Hg = — 3 P log; Py (4.94)
k=]

Py is the probability of an occurrence of quantizer output y:

Po=PlX€S) =PlY =p) = [ p.(eax (4.95)

x€.9,

Note that Hp represents the average information content only if the quantizer
outputs are statistically independent. In optimized coding schemes such as DPCM
with optimal prediction (Chapter 6), this is always an approximately valid
assumption. The importance of Hy stems from the noiseless coding theorem for
discrete sources (Appendix C): z discrete-valued source can be encoded with an
average bit rate R that is arbitrarily close to Hyp:

min {R} = Hg + ¢ bits/sample;  arbitrary ¢ > 0 (4.96)

such that perfect reconstruction is possible at the receiver. There are at least two
techniques that can realize this ideal, permutation coding [Berger, 1982] and the
approach used in this book, entropy coding. Entropy coding is obtained by means
of a variable length coding prdtedure which assigns codewords of variable lengths
to the possible outcomes y, such that highly probable outcomes are assigned shorter
codewords, and vice versa. If the entropy coding is ideal, the bit rate at the output
of the L-level quantizer can be reduced by

AR =log, L — Hyp (4.97)
B

In fact, AR is the redundancy of the discrete-valued source. For example, if
L=4, P,=P4,=1/8 and P,=P3;=23/8, and if we assume statistically
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independent quantizer outputs, log,L = 2, Hp = 1.81, and AR = (.19 bit/symbol.
It is obvicus that no reduction is possible if all cutcomes are equally probable, i.e.,
Py = 1/L. Indeed, from (4.94), Hy = log, L in that case, i.e., the entropy equals
the capacity of the alphabet. In all other cases, a savings of AR is possible by
entropy coding: here, indices of the quantizer outputs which occur with probability
Py k = 1,2,...,L are coded with codewords of different lengths.

Let y; be assigned a codeword of n; bits which may be smaller, equal to or
greater than log, L. The average length of the binary codewords also defines the
average bit rate:

- L
R =3 Pr m Dbitsfsample
k=1

and the cbtained reduction is
log; L — R bits/sample (4.98)
The optimum code is given for
ne = — log, Py (4.99)

We then have R = Hp and hence the bit rate reduction equals AR, as given by
(4.97). This optimal code can only be reached if the probabilitics satisfy the
Shannon-Fano integer constraint

Py =2 (4.100)

In all other cases, the average length R that results from entropy coding will be
slightly higher than Hy. Appendix C shows that it may be useful to use entropy
coding on sequences (rather than on single outputs) in order to make the term e of
(4.96) as small as possible. This is true even for independent, identically
distributed samples. The effect of coding in sequences is to provide a better
approach to the Shamnon-Fano integer constraint.  Appendix C further
demonstrates the cOnstructive procedure of Huffman coding [Huffman, 1952],
which seeks to realize the existence results just summarized.

Appendix C also discusses discrete sources with memory. If the source memory
is significant, entropy coding can be quite complex since it must be based on
processing long blocks and since joint probabilities must be known to construct the
codebook. In the practical approaches emphasized in this book, linear
redundancies are removed by linear filtering prior to quantizing. The quantizer
outputs are then uncorrelated and the minimum rate to convey the information

about the output sequence to the receiver is again given by the zeroth-order entropy
Hy

Table 4.5 demonstrates the benefits of entropy coding for an example with L =4
and Hp = 1.49. As discussed in Appendix C, variable-length codes need special
properties or structure to be useful. The reader should verify that code BCI is
useless, being not unmiguely decipherable; code EC2 is decipherable but non-
instantaneous (in terms of decoding); codes EC3 and EC4 are instantaneous in
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Table 4.5 Codes for a 4-lcvel quantizer (NBC: Natural Binary Code, FBC: Folded Binary Code, ECI
to EC4: Entropy Codes).

output Pk NBC FBC EC1 EC2 EC3 EC4
Y1 0.60 00 00 0 0 0 0
¥a 0.25 01 ol 1 ol 10 10
¥i 0.10 10 11 o1 o011 110 110
ya 0.05 1 10 10 11 111 1110
I3 2 2 1.15 1.55 1.55 1.6

that their codewords can be decoded as soon as the last digit of a codeword has
been received; and code EC4 is self-synchronizable in that each codeword ends
with a specific terminating symbol or comma, 0.

Buffer Considerations. The source, and hence the quantizer, produces samples at a
constant rate. If these samples are mapped into codewords of variable length, these
encoder outputs must be initially fed into a buffer, to accommodate a
communication channel that accepts symbols at a constant rate. The buffer tends
to fill when a succession of long codewords is generated. This is the case if the
random variable assumes improbable values on several successive samples. A long
buffer must be employed to prevent buffer overflow that would cause a loss of
samples and hence a large distortion. On the other hand, the buffer tends to empty
if highly probable codewords (which have short lengths) are generated with a local
probability that exceeds the average probability. This is the situation of buffer
underflow, In this case the transmitter must resort o bit stuffing, and transmit a
dummy signal to mark time until it has enough non-trivial information to put out.

It can be shown [Jelinck, 1968) that any buffer will eventually overflow with
probability 1 in the case of stationary signals. Nonstationary signals are even more
difficult to encode since the local entropy may be quite different from the long term
entropy. For example, in image coding, high entropy or high detail areas of the
image cause the buffer to become full. High entropy areas are the busy areas
characterized by frequent changes of brightness. There is no such problem in low
entropy or low detail areas which are also called the guiet areas of the image.
Anyway, buffer overflow will occur whenever the information rate is higher than
the transmission rate for a long enough period of time. The casiest way of
preventing overflow is to have a buffer-feedback control of the quantizer, as in
Figare 4.18. In speech rapplications, where adaptive gquantization is often
employed, the quantizer range is expanded whenever the buffer tends to overflow.
It is also possible to conceive designs which change only the quantizer thresholds,
and keep the reconstruction values fixed. Such systems have the advantage that the
decoder at the receiver will be the same as that of a system without entropy coding.
In jmage coding, the quantizer is typically fixed, and the casiest way to change
quantizing characteristics is to switch between two quantizers. We shall mention
these entropy coding systems again in Chapter 6, in the context of DPCM coding
of speech and images.
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Figure 4.18 Entropy coding with quantizer control.

So far we have mentioned nothing about the receiver buffer. The status of the
transmit buffer need not be transmitted provided that the channel is error-free.
This is because transmit and receive buffers are strongly related. When the
transmit buffer is approximately full the receiver buffer is nearly empty, and vice
versa, and the total number of samples in the two buffers equals a constant.

Synchronization Problems. A single channel error can cause loss of codeword
synchronization which leads to a long sequence of erroneous receiver cutputs. This
problem can be minimized by proper code selection which will permit re-acquisition
of synchronization quickly. An example is the self-synchronizing code EC4 in
Table 4.5. Codeword synchronization is obtained as soon as a 0 appears. In fact,
the 0 is the synchronizing symbol or comma. Decoding is simply a matter of
counting the 1’s before the comma,

An alternative solution is a variable-length input to fixed-length output code.
For this code, cach final codeword of given fixed length may represent a different
number of source output symbols. Table 4.6 is an example for 3-level quantizers
[Cohn and Melsa, 1975] and three possible outputs A, B, and C, where B is the
output of highest probability. The code accumulates a sequence of source symbols
until a message in the output dictionary is formed. Note that in this code, all
channel codewords have the same length so that channel errors do not lead to long
losses of codeword synchronization.

Table 4.6  Fixed-length code for variable-length input from ternary source. B: center level of high
probability. A,C: outer levels of low probability [Cohn and Melsa, 1975].

Source Word Codeword

BBB 000
BBA 001
BBC 010
BA 011

BC 100

A 101

C 3163
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4.6.2 Entropy Coding of Quantizer Qutputs

We shall now re-examine the bit rate reduction parameter AR in (4.97). We
shall show that AR oy, the value of AR that results in mmse pdf-optimized
quantization (Section 4.4) is not the best value achievable by entropy coding; and
that at high bit rates, the best value of AR is in fact given by
max{AR} = (3/2)ARpgsr—_op:. Further, this best configuration will involve a uniform
threshold quantization characteristic with L — oo for any R; and at high bit rates
R, its performance falls short of the rate distortion bound by 1.53 dB for any input
pdf, whereas at low bit rates R, its performance approaches this bound [Berger,
19821

Table 4.7 shows the results of Huffman-ceding of pdf-optimized minimum mean
square error (mmse) quantizers, for the example of a Gaussian input pdf. Note
that the entropy Hy of the quantizer output symbols is only slightly lower than the
capacity log, L of the alphabet. We will show presently that the above gap can be
made even smaller if the quantizers are re-optimized such that efficient entropy-
coding is possible. The re-optimization results in a redistribution of the
probabilities P, in such a way that there are only few symbols with comparatively
high values of the probability (and therefore short codewords) and a majority of
symbols with small probabilities. The problem of designing an optimum quantizer
will be reformulated as that of obtaining decision and reconstruction levels to
minimize the entropy, subject to a constraint on the mean square error ¢2. Such
entropy-coded quantizers are sometimes called entropy-constrained quantizers.
This is in contrast to level-constrained quantizers discussed hitherto, whose bit rate
isR =logs L.

A quantitative description of entropy coding bounds is given in Figure 4.19(a).
For any ¢} and L, there is one quantizer characteristic ¢ () that has minimum
output entropy. In Figure 4.19(a) the curve marked L =38 describes the
(minimum) Hy versus o? performance of eight-level quantizers. Point a refers to
the pdf-optimized mmse quantizer. This is the level-constrained quantizer with
Hp = 2.825 (Row 2 of Table 4.7). The output entropy in this case is H, and the
bit rate reduction that is possible with entropy coding is AR 4r—,,. We note that
for a given L, Hy can be reduced at the cost of a higher c;. The absolute

‘minimum is min{HQ} = | since we have assumed an even number L of levels,
which means that at least one bit is needed to assign codewords to positive and
negative outputs. We shall see shortly that smaller values of entropy can be

Table 4.7 Huffman coding of tﬂ! output of a Gaussian-pdf-optimized quantizer. (HQ: output entropy;
SNR: that of Gaussian Max quantizer, in dB; R: average length of codewords with Huffman coding
based on single outputs) [Zelinski and Noll, 19721,

L log,L Hyp R SNR
4 . 2 1911 1.989 9.30
3 3 2.825 2.884 14.62
16 4 3.765 3.809 2022
32 : 5 4.730 4771 26.01
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Figure 4.19 Hy versus ojfel. Results for (2) a quantizer with an even number of levels and a
: Gaussian-pdf input [Zelinski and Noll, 1972F and (b) for gamma-pdf inputs [Granzow and Noll, 1983],

realized by employing an odd number of levels L. On the other hand, consider a
| fixed o5 = o42. It is seen that the entropy can be reduced at this distortion level by
! increasing the number of levels. With Z = 10, we obtain H,, and by letting
L == eo, an absolute minimum K, is obtained. The savings in bit rate is then
max{AR] = log; L — H,. Note also that this falls short of the rate distortjon
bound by 0.25 bit, as shown by the Hy = 272842 curve in Figure 4.19(a). We will
i - note presently that at high bit rates, max[AR} = (3/2) ARy opr.
i We see that the numbers of quantizer steps can be made arbitrarily high in the
case of entropy coding: outer steps will have a very small probability-of occurrence

so that their contribution to the average length of codewords will be very small. On
! the other hand, for a given entropy, we obtain a decrease in distortion because even
\ very high-valued input samples can be coded without overload distortion. The
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following sections will analyze the savings obtainable from entropy coding the
quantizer outputs with or without quantizer reoptimization. In the case of high
entropies (high average bit rates) we will obtain results in closed form using the
large-L approximation (4.63) for o2. The main result will be that for a given
distortion, a uniform-threshold quantizer will yield the minimum entropy, and that
this minimum is higher than the rate distortion bound (the absolute minimum) by
only about 1/4 bit (as in Figure 4.19); a uniform-threshold quantizer is one that
has uniform intervals between decision levels. In the case of small values of
entropy, we will present results as obtained from iterative computer procedures.
The main result is again that of a uniform-threshold quantizer, but analyses will be
based on the exact ¢7 result (4.12) and solutions will be computer-based and non-
explicit.

Entropy Coding at High Average Bit Rates. When the number of quantizer steps is
sufficiently high, we may use the approximation formulas of Section 4.4 based on
the companding law ¢ (x).

The entropy of the L-level quantizer output (4.94) can be split into two terms if
we make use of the result Py = p, (yz)Ax: '

L L
Hy =~ 3 px(idAx logz px ) — T pr ) Ay foga Ay (4.101)
k=] k=1

For [ai'ge L and statistically independent inputs, the first term becomes the
differential entropy of the quantizer input

h(X) = El=Tlog; p, ()] = — [ p,(x) log; p, (x)dx (4.102)

The differential entropies are given in Table 4.8 forvarious pdf’s. Using (4.42) to
relate A, to ¢(x), and using (4.101) and (4.102),

Hp = h(X) + log, L, f pi(x) log 4 de (x) dx (4.103)

2 Xmax dx

This result gives the entropy for any companding law as given by its interval
density de/dx. Tt can be verified (Problem 4.13) that in the special case of a
uniform pdf input and zeto everload, Hy in (4.103) reduces to log, L.

The entropy of the quantizer output can be reduced (by an amount no greater
than max{AR) of Table 4.8) by taking into account the fact that one can employ
an arbitrary number of quantizer levels in the case of entropy coding; and it can be
shown then (Problem 4.14), as in columns 4 and 5 of Table 4.8, that

max{AR} = (3/2) ARyyrwopt (4.104)
A practical approach will be to seek a minimum of the output entropy for a given
distortion o2; i.e., we choose the companding law ¢{(x) such that Hy of (4.103) is

minimized subject to the constraint of a fixed mse as given by the large-L
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Table 48  Entropy Coding with different input pdfs (U: Uniform, G: Gaussian, L: Laplace,
I: Gamma) [Noll and Zelinski, 1978]. C = 0.5772 is the Euler Constant. Values in the last column are
maximum SNR gains due to entropy coding.

i ARy _opt max{AR] ASNRpe =
pdf hix) e
(bits/sample) (bits/sample} 6.02 max(AR} (dB)

U -;—mg, 122 1.00 0,000 0 0

G %mg2 2rec? 2 0.312 0.467 2.81

L -;—logz 2e%? 4,50 0.623 0.934 5.62

r -;—logz 34;'_, o2 | se8 1138 1.707 10.28

-]

approximation (4.63). We use the Lagrange multiplier technique. Consider

de(x)
dx

-2
P« (x) logy + Ap. (x) l-g—;] (4,105)

Setting the derivative with respect to de/dx to zero,
deop (x)/dx = (=A\3)\2 = constant (4.106)

and with the boundary conditions ¢ (xpyee) = Xy and c{0) = 0 of Figure 4.11, we
abtain

Cape () = x (4.107)

This means that uniform quantization leads to @ minimum of the output entropy
Jor a given distortion, provided that the step size is small enough to support the
assumption of constant pdf used in (4.63). Using (4.107) in (4.103), we obtain
[Wood, 1969]

min .{HQ} = h(X) — log; A = h(X) —(1/2) log; 1202 (4,108)
-—

where A = 2x..,./L is the quantizer step size and o2 = A%/12.

Comparison with the Rate Distortion Bound. We will now compare this minimum
average bit rate R = min {Hp} with the rate distortion lower bound LR that
applies to a memoryless source of pdf p.(x) and differential entropy
h(X) = El~log; p; (X)) [(D.22) and Table C.2);

LR = h(X) — (1/2) log, 27ec? (4.109)
min {Hp} = LR + (1/2) log, we/6 = LR + 0.255 (4.110)
*
154 & Quantization 4

0141



Thus we find that entropy coding with R= min {Hp} bits/sample based on a
uniform quantizer is only (1/2) logs (xe/6) bits or 0.255 bits above the lower
bound, irrespective of the pdf of the signal. This result has been derived for
Gaussian signals both experimentally [Goblick and Holsinger, 1967] and
theoretically [Gish and Pierce, 1968]. Recall that the above statement assumes
very small step sizes and hence high average bit rates. At these high rates the rate
distortion function is asymptotically close to the lower bound LR. The small
difference of 0.255 bits translates to an approximate 1.5 dB difference on the basis
of the 6.02R formulas noted repeatedly in this chapter. The above difference from
the theoretical bound is the price paid for having the simplicity of single-letter or
memoryless quantization.

In summary, a non-entropy-coded L-level quantizer can perform with an error
variance of minfe2) = edo2/L? if it is pdf-optimized [c(x)=cop (x) of (4.67]. Tts
bit rate is then R =log,L. A re-optimized (and hence uniform) quantizer can
perform with same variance min {s7} with (average) bit rate R = min (Hp) as
given in (4.110). The maximum obtainable bit rate reduction with single-letter
quantizing systems followed by entropy coding is

max {AR) = log; L — min {Hp) = (1/2) log, 12¢do? — h(X)  (4.111)

These are the values listed in column 5 of Table 4.8. With a Gaussian pdf, the
gain is only 0.467 bit/sample. But in the case of the gamma pdf, about 1.7 bits per
sample can be saved by entropy coding. Alternatively, for a given average bit rate,
entropy coding will increase the SNR by ASNRgc = 6.02 max {AR} dB over that
of a non-entropy-coded Max quantizer. These values are also listed in Table 4.8,
By comparing these with the values given in Figure 4.12 for large R, we find that
SNR values for Gaussian and Laplacian inputs are now much closer to the value of
6.02 R; and for gamma sources, they are actually higher than 6.02 R, by 2,73 dB.
The improvements in entropy coding are, of course, 4 consequence of employing an
arbitrarily high number of quantizer levels. Tt is important to mention again that
these additional levels of the quantizer are not used to increase the resolution in the
region where the pdf of the input is significant (this would cause a significant
increase in entropy), but they are used to assign representation levels to the outer
parts of the pdf where they do not contribute significantly to entropy.

The result min{Hp} = A(X)—log, A in (4.108) has a simple information-
theoretical interpretation. The differential entropy & (X) of the random variable at
the quantizer input is a measure of the average information of the source. The
information at the input of the quantizer is partly destroyed by the effect of
quantization. However, th { quantization error Q is uniformly distributed in the
interval (—A/2,A/2) since we have assumed small step sizes A, and a high number
of levels that prevents overload. Its differential entropy is

h(Q) = E[—log; ps(0)] = logy A (4.112)
Assuming that X and @ are statistically independent, we obtain min {Hp}, the
average information of the quantized output, as the difference between k(X) and
#(Q). This is the difference in (4.108).
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Entropy Coding at Low Average Bit Rates. The discussion of the preceding section
was based on the assumption of a sufficiently high (average) bit rate. The
derivation used (4.63) which assumed that the pdf is approximately constant over
any of the intervals; however, this will not be true if the average bit rate is low. A
different approach has to be used in order to find the optimum entropy-encoded
quantizers,

We minimize the exact expression for quantization error variance in (4.12),
subject to the constraint of a given entrepy Hy (4.94): The necessary conditions for

- & minimum in error variance are [Berger, 1972] [Zelinski and Noll, 19721

da2 aH )

L ya22 g k=120 (4.113a)
ayx )73

802 oH,

SN2y k=23, (4.113b)
Ax; Oxy

whete X is the Lagrange multiplier. However, Hp does not depend on the
reconstruction levels y;; hence, from (4.113a), we obtain again the result of the
pdf-optimized quantizer: the reconstruction level should be the centroid of the pdf
in its interval. The minimization problem can be solved iteratively on a digital
computer. The minimization results in a HQ-vcrsus—crg performance as given for
Gaussian memoryless sources in the quantitative result of Figure 4.19(a). Figure
4.19(b) shows the Hg-versus-o7 performance for a memoryless gamma source, for
entropy-coded quantizers with both even and odd numbers of levels L. Note the
significant reduction in distortion, for a given entropy, in the case of odd L. This is
because successive samples of the source will have values close to zero with high
probability. The midtread characteristic of an odd-I quantizer will then lead to
long clusters, or sequences of zero-value outputs that can be assigned the shortest
possible codeword of length 1. Longer coedewords, signifying sequences including
one or more non-zero outputs, will have much smaller probabilities with the gamma
pdf input.

Example 4.12. Entropy coding of a gamma source with R = 1 bit/sample

Consider a midtread quantizer with an odd number of levels L. As noted in the first row
of Table 4.9, an SNR of 7.80 dB can be obtained using a step size of A = 2.0030,.
Experiments have shown that a quantizer with the specific design of L = 9 yields a very
close result, 7.79 dB. We will now show how the output of this system can indeed be
entropy coded for the rate of I bit/sample.

Consider the coding of sequences of three successive output samples. Of the
L* = 9% = 729 possible sequences, the sequence of three (midtread) zeros has a probability
of 0.536, and it is assigned a codeword of length 1. Note that this nearly satisfies the
Shannon-Fano integer constraint (4.100) because 27'~0.536. All other codewords have
lengths of at least 4 bits, These codewords all have probabilities in the neighborhood of
0.055; once again, this follows the Shannon-Fano integer constraint closely, because
274~0.055. As a result, the encoding system is very efficient. However, to realize a
synchronous cutput rate of I bit/sample, buffer lengths needed are in the order of 800 to
1000 bits [Granzow and Noll, 1983]. Also sec Problem 4.15. e
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Table 4.9 Maximum SNR-values (in dB) and corresponding threshold step sizes for entropy-coded
memoryless T-sources [Granzow and Nell, 1983). Also included for comparison are SNR values with
pdf-optimized {Max-) quantizers (Table 4.4) and RDF-bounds {Table D.1).

_ Max - Entropy-coded quantizers

R quantizers L even L odd RDF-
bits/sample SNR SNR Alo, SNR Ao, bounds

1 1.76 1.76 oo 7.80 2.003 8.53

2 6.33 11.60 0.965 14.15 0.816 15.21

3 11.47 18.78 0.400 20.36 0.37¢ 21.59

Table 4.9 lists maximum SNR values in the entropy coding of a gamma source,
and compares them with the performance of a Max-quantizer, and with rate
distortion bounds.

Figure 4.20 shows the gain ASNRgc obtained by entropy-coding the I'-source,
instead of using a Max-quantizer. The figure is based on the values of Table 4.9.
Note that_the maximum gain ASNRgc = 10.28 dB of Table 4.8 can be obtained
only for R — co. From that table, it is also clear that L- and G-sources have
significantly smaller asymptotic values. Entropy coding with even L-quantizers and
finite R-values have been given elsewhere [Noll and Zelinski, 1978] for U, G, L
and T sources.

The above bounds for single-letter quantization refer to quantizers with a
theoretically infinite number of levels, A finite number of levels has to be used in
practical applications. In practice, it has been shown that even for small L values,

Figure 420 Maximum gain in SNR over Max-quantization due to entropy coding of a memoryless
gamma-pdf source [Granzow and Noll, 1983). The dashed curve is the rate distortion bound, also
cxpressed as a gain over Max-quantizer performance [Noll and Zelinski, 1978].
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entropy coding performance is very close 1o the best possible entropy coding results.
See Example 4.12.

Note that the gap between the RDF bound and entropy-coding performance
decreases with decreasing R until it vanishes at rate zero. Also, see [Berger, 1982]
for Gaussian and Laplacian examples. For large R, there is the 1.53 dB difference :
implied in the 0.255 bit gap of (4.110). Other sections of this book discuss the
bridging of this residual gap by delayed decision coding (Chapter 9, for the case of
Gaussian and gamma pdfs).

4.7 Statistical Properties of Quantization Errors

Previous sections have concentrated on computing the variance of the
quantization error. We recall that, for a given input x, the output y is
deterministicalty given as ¥ = x—q, where g is the quantization error. However, if
X is a realization of a random variable X, then g can be considered as a realization
of a random variable Q. This section will discuss some of the statistical properties .
of @; in particular, its pdf and its acf (and hence its psd). The discussions will
show that the assumption of a uniform pdf for g is valid if R > 2, and that the
assumption of a white quantization error is valid if R 22, and if the adjacent
sample correlation of the input, p,. (1), is not too close to + 1.

w 4.7.1 Probability Density Functions

———

Figure 4.4 has shown the nature of quantization error. In uniform quantization
‘ [Figure 4.4(a)], the input intervals are of constant length A. The error is then
! bounded to =+ A/2 provided that the representation values are midway between
i decision thresholds. It seems reasonable in this case to assume that all amplitude
samples within the range of % A/2 occur with the same probability. This means
that the pdf p,(g) is constant over the interval — A/2 € ¢ < A/2, as noted in
(4.16).

n l' A more rigorous discussion can be used to Justify the above model. Consider a

(not necessarily uniform) quantizer with L = 2% levels. The errors produced in
each of the decision intervals ;. contribute to the total quantization error, and the
contributions depend on the probabdility P, = PLY € S} that we find the
amplitude of the input signal in this interval. The total pdf p, () is thus the sum of
. L conditional pdPs weighted by the corresponding probabilities, since the events
1l X € ¥} and {X € #,) are mutually exclusive:

L
‘ Pelg) = 3 Pep,(gx € 5,) ; P qlX€F) = p (g+ylx€9,) (4.114)
k=1
I' However, from (2.29),

(1/Pp.(x); Xeg,

x|lXes,) = { 0 otherwise (4.115)
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Thus, p,(g) is just a superposition of sections of the input pdf p,(x). These
sections are given by the decision intervals #; and they are recentered by a shifting
of 4, by a distance y;. Figure 4.21 shows an example: the input has a bounded
pdf and it is quantized by a 4-level uniform quantizer. Note that the resulting pdf

Figure 4.21  Justification of the uniform pdf model for quantization errors.

Px(x) 4

PIXEL) - pla|xely) !
o q
P{xel)- pig|xely} /l.j
0 . a
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,)v P .
° q

4.7  Statistical Properties of Quantization Errors

0146

169

g T



q/a'q —

Figure 422 Quantization error pdf for Gaussian inputs and uniform quantization with {a) 2, (b} 4 and
(c) 32 output levels [Koerber, 19791

of the quantization error is almost Rat-topped even if certain individual sections are
not quite flat. In fact, an exactly flat Pqlq) is exactly guaranteed for all symmetric
input-pdf’s if the pdf within a segment is a straight line, if the quantization is
uniform, if the reconstruction levels are the midpoints of the corresponding decision
intervals, and if the input is bounded in amplitude. In Figure 4.21, these conditions
are not satisfied, and therefore the final pdf is not exactly flat. Even if the input
random varjable is unbounded, a flat-topped pdf 24$q) is a useful approximation if
the number of output levels is Jarge:

Pelg) = (1/A)rect(q/A)  for large L (4.116)

Figure 4.22 shows experimental error pdf’s for uniform quantization of a
Gaussian input with L=2,4 and 32. Note the rapid evolution of a uniform pdf as £
increases. Also see Problem 4.16.

A precise condition can be given for a flat-topped error pdf if L—oco, This
result is part of what is sometimes known as the Quantization Theorem [Widrow,
1956] [Sripad and Snyder, 1977). This theorem states conditions under which the
pdf of an input can be recovered from that of its quantized version, so that
statistical measurements can be meaningfully based on quantized signals.

4.7.2 Power Spectral Densities

Let Q(m) and Q (1) be r.v.’s defining the quantization errors at times and #,
We are interested in the acf Ry (m—n) = E[Q(n)Q(n)] and its Fourier
transform, the psd S, (e/9). It is clear that these quantities can be determined if
the joint pdf pyomgin [g0m), g(n)] is known. Instead of attempting analytical
results, we notc some intuijtive arguments. Figure 4.23 shows a segment of a
random waveform as well as the quantization error waveform. If the number of
quantizer levels is sufficiently large, as it is in the figure, there are many changes in
sign in the error waveform, and it seems reasonable that error samples taken from
it at a sufficiently low rate {as given by the Nyquist frequency illustrated in the
figure) are statistically independent. This will not be true (i) if the waveform does
not change much in amplitude in a Nyquist interval [p (1)—=+1], (i) if the
waveform has periodicities that correlate distant error samples, or (i) if the
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Figure 423 Unsampled signal and quantization error waveform [Cattermole, 1969),

quantizer has only a few levels so that error oscillations such as those of Figure
4,23 do not exist.

One of the consequences of statistical independence of successive error samples
g(m) and g(n) is that their joint pdf is the product of individual pdf’s, so that with
the uniform univariate model (4.116),

/a? =A< gmdgn) < A2
pq{ng)q(n)[q (m), g(n)] = “.117n
0 otherwise

which represents a square probability box of constant height 1/a2,

Another consequence of statistical independence is that the Wvﬁ’
white:
. - S

Ryglm—n) = a2 bpun (4.118)

We can also invoke a spectral interpretation to support (4.118). The unsampled
error waveform has a spectrum that is much broader than the signal spectrum.
Sampling of the quantized signal implies an undersampling of the error waveform
(sec Figure 4.23) and hence aliasing. (Quantizing of the samples gives equivalent
results.) The total noise spectrum has many components that would be folded back
into the baseband as in Figure 3.15(b). Consequently we have two results: (i) the
noise spectrum flattens, and (i} its baseband power equals the variance of the
unsampled error waveform. We have already discussed (i) in Chapter 3. The
flattening of spectrum (i) is shown by the dashed spectrum in Figure 3.15(b).
Graphically, it is not very different from the pdf-flattening process in Figure 4.21.
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The nature of quantization noise spectrum can also be discussed by looking at
the equivalent description by means of quantization noise acf, as in the following
example.

Example 4.13. Measurements with an AR(1) Source

Consider a Gaussian AR(1) source with normalized adjacent sample correlation p.. (1},
and quantizers with numbers of levels L=24,...,32. Figure 4.24(a) demonstrates that there
are significant correlations p,,{1) only if the quantization is coarse (say L <4) and/or
pxx()=1. For p, (1) values of practical significance {(p,(1)<1), Peg (1} values are
insignificant for £=32.

Figure 4.24(b) shows the entire acf sequence p,{n) for quantization error with L=2 and
Pz (1)=0.95. Notice that p,,(n) decays exponentially with 7; p,, (1) is, of course, the value
0.56 on the p,, (1}=0.95 point of Figure 4.24(a).

Figure 4.24 Quantization of a Gaussian AR(1) input: (a) pg, (1) versus p. (1}; (b) Pgq (1) versus n;
and (<) pg, (0) versus p,, (1) [Koerber, 19791,

1O
(a)

e 081 L=2  p, (1095

=
o Y pe—
&

Q

{c)
Q8
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Figure 4.24(c) shows the crosscorrelation value pg (0} = EIQm)X(n})/ogo. as a
function of pe,{1). In very coarse quantization (L = 2), a significant crosscorrelation exists
between quantization error and input for p,, (1) — 1. Also sce Problem 4.17(a). #

4,7.3 The Gain-Plus-Additive-Noise Model

We have noted that it is reasonable to assume that the quantization noise is
white and that its pdf is flat. We shall now characterize this noise a little further.
Since Y=X—Q, by squaring and taking expectations,

o} = a? + o] — 2E[XQ] (4.119)
A simple additive input-independent noise model would imply that
ElXQl=0; of =ql+AY12 (4.120)

In the above model, therefore, the variance of the quantizer output is greater
than that of the input by the amount A%/12 [Figure 4.25(a)].

We have already seen, however, that with the noise in pdf-optimized
quantizers, a3 <o2. In fact, in that casc we have shown (4.49) that

E[XQ] = min{od};  of = ¢} — min{o} 4.121)

A better model for quantization is therefore not a purely additive independent noise
1 model, but one with a less-than-unity gair component and an additive component.
This is shown in Figure 4.25(b) where the gain is @, < 1, and the additive
component is described by a rv. N. If N is additive and input-independent,
E[XN]1 =0, E[xQ] = E[X(X—agX~N)] = 0}(1—ay), and for (4.121) to hold

a, = 1—min(c}/o? = 1 — min{e}} (4.122)

Clearly, o, —1 as L—co. This has been noted in the gain-plus-additive-noise
model of rate distortion theory, Appendix D. Also see Problem 4.18 and Figure
D.2.

Figure 4.25 Quantization noise models: (a) purely additive noisc model; and (b) model with non-unity
gain and additive noise,

fr _.-"I‘I
X ‘ ¥
q
(a) /L [{:)]
x -+ Vi H Y
a

a'yz-o'f +oZ F E[xa]-© o‘,2 -of - min{c&}
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It is clear from the above that a careful analysis of quantization noise must take
into account the fact that the noise is not additive, and not uncorrelated with the
input. In particular, at low bit rates, especially at R = 1 bit/sample, the errors in
quantization must necessarily be considered as belonging to two classes: one caused
by a change in level and one caused by uncorrelated noise. 1t is obvious why these
types of distortions must often be considered separately. In speech communication,
for example, a change only in level will have very little perceptual significance,
unless the change exceeds about 3 dB [Richards, 1973). In coarse quantization, a,
values can be small enough to cause an attenuation of 2.5 dB; this is seen by using
min{ef} = 0.25 from Table 4.2 in (4.122), and computing 20 log a;;. But the main
source of perceptual degradation is not this attenuation, but rather the additive
noise component V.

4.8 The Use of Dithering in Coarse Quantization

Figure 4.24 has shown that when quantization is coarse (for example, L=2),
Pag(n) and pgy (1) values are quite significant, suggesting a colored and input-
correlated error sequence. Equation (4.121) has shown that E[XQIl=min{o2}; this
shows again that quantization error and input are correlated in pdf-optimized
quantization, and that this correlation increases as L decreases, causing a higher
min{eZ}. The above autocorrelation and crosscofrelation properties are reflected by
perceptually undesirable signal-dependent patterns in the error sequence. By
adding appropriate high-frequency signals to a waveform prior to quantization, it is
possible to break up these undesirable patterns. The high-frequency perturbation
signal can be a pseudorandom signal; it can also be a carefully designed
deterministic signal; in either case, it is referred to as a dither signal, and the
refinement of dithering is particularly useful with coarse quantizers [Goodall, 1951]
[Jaffe, 1959]) [Roberts, 1962] [Furman, 1963]. We shall begin with a study of
dithered quantizers from a statistical viewpoint. At a later point in this section, we
will discuss the dithering of speech and image signals [Thompson and Sparkes,
19671 [Limb and Mounts, 1969) [Wood and Turner, 1972] [Jayant and Rabiner,
1972] and relate the respective perceptual phenomena to the statistical viewpoint.

Figure 4.26 illustrates the principle of dithering with the example of 2 9-sample
input sequence and a uniform one-bit midrise quantizer. Figure 4.26(a) shows the
conventional two-level output and the conventional reconstruction error
r{n) = x{n)—y(n). Note how the error pattern mimics the inpyt in the left and
right skirts as well as in the concave segment in the middle. Note also that the
output y(n) shows sustained artificial contours of amplitude +0.5. In Figure
4.26(b), the addition of a high-frequency dither signal d(n) prior to quantization
results in an error sequence that is more oscillatory and less input-like. For
example, the extreme right skirt of the error waveform is now falling, unlike the
rising input; and the input-like concavity in the error waveform of (a) is also
broken up by zero crossings at samples 5 and 6. However, the error waveform in
(b) clearly has a larger variance than that in (). In {c), on the other hand, the
additional final operation of dither subtraction at the receiver seems to restore the
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‘ Figure 4.26 Input x(n), output ¥ (#) and reconstruction error () in quantizing systems: (a) without

dithering; (b} with dither (), but without subsequent subiraction of dither; and (¢) with dithering,
followed by subtraction of dither kt the receiver.

2
variance of the reconstruction error waveform without losing its oscillatory
character. The reconstructed output y(n) = y'(n)—3(n) (see Figure 4.27) tracks
the input very closely, unlike the waveform y'(n); further, the number of possible
levels in y (n) is no longer limited to two, the number of actual quantizer levels, as
in the output sequences in (a) and (b). The implementation in (c) requires
knowledge of the dither signal at the receiver with full sample-to-sample synchrony
with the d(n) used at the transmitter. The simpler system of (b) is therefore used
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DITHER SOURCE DITHER SOURCE
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x (n) y'(n)} y ()
1
1
|

x{n)+3(n)-q (n)
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OF SYSTEM /
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Figure 4.27 Block diagram of a dithered quantization system. The section to the right of the dashed
line represents an operation that is sometimes uncritical; for example, in image quantizaticn.

x(n) + &(n)

quite often. The increase in error variance in (b) is more than offset by the
perceptual gain in terms of a non-input-like error pattern.

Figure 4.27 is a block diagram of a dithered quantizer system. As stated, the
subtraction of the dither signal 8(n) at the receiver is sometimes uncritical and not
done, especially in picture quantizers. In such systems, the final output is y'(n),
not y{n). Usual operations of codeword assignment and D/A conversion are
implied in Figure 4.27.

4.8.1 A Statistical Interpretation

Consider the reconstruction error variance

o2 = E[R?] = f fp,,, (x.) (e—y)? dxdy (4.12%)
x y

By setting x—y = x—@Q{x), and noting that the integral of the joint pdf over y is
p=(x), (4.123) reduces to the earlier (4.11). For simplicity, x (r), y (n), and later
the dither signal 8(n) will be denoted by x,y and 8; and subscript indices will be
dropped from all pdf's. From earlier discussions, we know that E[R?] = A%/12 for
uniform quantizers (4.17), if there are no overload effects.

Let £[¥|x] denote the conditional mean of the output for a given input x:

ElY|x] = fyp(ylx) dy 4.124)
b4

Ii will be interesting to split E[R?] into three components, each of which involves
the conditional mean E[¥|x1:

EIRY = [ [ plxy) (c—E[Y|xI+E[¥|x]-y)? dxdy
- f } pGey) (x—E[Y]xD? dxdy + f J pey) (ELY)x1-p)? dxdy
+ } oty 2(x—E[Y|x])(E[Y|x]—yy) dxdy
-1 : 12 + 1 (4.125)
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The third integra! can be rewriiten as the sum of two components:

2[ [ pGey) x ElY|xl—xp)axdy +2 [ [ p (ep) ¢ EL¥|x]- (E[Y]xD? dxdy
x y xz ¥y

It can be seen that both these components vanish by definition, so that the third
integral in (4.125) equals zero. The fact that E[Y|x] is a function only of x
enables us to express the first integral as a single integral

L= [ p&) =El¥|xD? dx (4.126a)

The second integral is

L= [ [ pG) p(ylx) G—ElY|xD? dxdy (4.126b)
x y

The quantity F5 has been termed apparent noise: it represents the variation in y
relative to the conditional mean output value; and the component [, has been called
the tonal quality: it shows the deviation of the conditional mean output value from
the true input [Roberts, 1962]. In coarse quantization of an image, for example, a
slowly varying or constant gray tone would be displaced, if I} # 0, into a different
average shade or tone of gray in the output. Thus, the quantities I, and I, are
descriptors of orthogonal effects, both statistically and perceptually, and since
I 3= 0,

2= E[RN =1 +1, ’ (4.127)

In refining coarse quantizers for speech and image inputs, a central notion is
that the de\gra_kia’tign represented by 7, is perceptually more annoying than that
given by I,. good quantizer should seek to decrease I, at the cost of Iy, if
ne TWwhile keeping the total error o2 as low as possible. Before proceeding to
show how I can be decreased by dithering, we should mention that the perceptual
importance of I, is augmented by statistical interpretations. First, [y = 0 in
(4.126b) implies that E{¥|x] = x for all x because ihe integrand is a product of
two nonnegative terms. Thus if 7|, = 0, the expected value of reconstruction equals
that of input, for all values thereof. Note also that E[¥|x]=x implies that
EIR|x] =0, because ¥ =X — R. Further, if 8(n) is a zero-mean, input-
independent signal, E[Y|x}= E[Y'|x] and E[R[x]= EIR'|x], where
R'= R + ; 50 that J; = 0 implies that E[¥’|x] = x and E[R'|x] = 0. Thus, for
any given value of the inp{it, the conditional mean values of the reconstruction
errors R and R' are both zero. Finally, a value of I\ =0 is a necessary and
sufficient condition for the reconstruction errors R and R' to be statistically
independent of the input X [Schuchman, 1964]. Therefore the object of dithering
will be to render I; = 0 and equivalently, to make R and R' independent of X.

The fact that E[R |x] = 0 with dithering, for any input x, is very significant.
Recall from Section 4.4 that in a pdf-optimized quantizer without dithering
E[R|#,]1 =0, for any input interval .
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The Effect of Dithering on I, I; and ¢2. To get some perspective about the
quantities I'; and 75, we shall use the example of a uniform pdf input. As noted in
Chapter 2, this is a good model for image inputs. )

Example 4.14. Uniform quantization of a bounded input
Consider a midrise R-bit quantizer with step size A. Assume for simplicity that the
maximum input magnitude is

max{]x]} = xge = Q¥1=1/2)A = x,; — A2, (4.128)

a value smaller than that of the bounded input in (4,28} where x . was equal to x,. The
present special assumption about |x | is not critical for realizing the benefits of dithering,
It is merely used for analytical simplicity in this example. Figure 4.28 represents the
quantization of a random input of the form

x=((k+1/) A+s; 0<s5s <A (4.129)

where k is an integer in the range (=2%712%1) and the requirement of positive s is for
convenience. The ensuing discussion will extend to negative s also, in a very straightforward
fashionr. The arrows in Figure 4.28 represent adjacent reconstruction values in the quantizer
characteristic, and the interval ., from earlier notation includes the reconstruction value
(k+1/2) A, Three situations are of interest: (i) quantization without dither (i) quantization
with random dither, and no subsequent subtraction of it at the receiver, and (iii)
quantization with pseude-random dither which is eventually subtracted from the quantizer
output, as in Figure 4.27.

i. Quantization without dither
From earlier notation, r(n) = q(n) = s showing how the error is strongly
dependent on the input. Therefore o2 = A?/12 and I, = 0 because, for any given value
of input x(n), there is no variation in the output y(s), the latter being uniquely
specified by the transfer function of the quantizer. From (4.126) and (4.127),
therefore,

e

Iz=0; I, =o2=AY12 (4.130)

Figure 4,28 Notation used for dither analysis in Example 4.1. Arrows indicate adjacent reconstruction
values in the quantizer ocutput.
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ii.

ii.

4.8

Quantization with unsubtracted random dither
As in Figure 4.28, let the random zero-mean dither 3 have a range (—A/2,4/2) and
a pdf

P (8 = 1/A rect (3/8) (4.131)

Two sub-cases can be distinguished, keeping in mind that s > O:

(@ —-A2<8<A/2—-sorx+d € F: In this case the quantizer input is
(x+8) < (k+1)A, the output is (k+1/2)A and the reconstruction ¢rror is s.

() A/2—s5 <8 < Af20r x+0 € F4p: This is the range of 4 for which the
quantizer output is (k+3/2)A, and the reconstruction error is 5 — A. In this
case, the effect of dithering is to shift quantizer input from interval S to fesr,
although coder input X is in #.

Expressions for E[¥"|x] and reconstruction error variance o/ result from averaging
the results in (&) and (b), first over @ and then over the variable s. The probabilities
of the @-ranges in (a) and (b) are (1—s/A) and (s/A), because of the uniform
distribution (4.131). Consequently,

E[Y']s] = (—s/A) (k+1/2) A + (s/8) (k+3/DA;

E[Rs] = (1-5/8) () + (s/8) (s-&)?
With a uniform model for input pdf,
ps(s) =2/A; 0<s<Af2 (4.132)
We now average E[¥”|s] and EIR®|s] over r, using (4.132), to obtain
ELY'|s>0] = (k+1/2) & + A/4;  E[R?[s>0] = A%/6
Similarly, it can be shown that for negative s, - ’
E[Y'|s <0] = (k+1/2) A-a/4; E[R?s <0l = A%/6
5o that expected values over all s (—~A/2 < s < A/2) are
E[Y|x] = (k+1/DAx ; o3 = A%6
Using (4.126) and (4.127),
’11-0; Iy = g} = A%/6 (4.133)

Note from (4.130) and (£.133) that unsubtracted dithering decreases I, and increases
I it also doubles the total error variance. We now examine a means of keeping &
zero [y, while reducing the error variance to the original minimum value of A%12.

Quantization with subsequently subtracted pseudo-random dither

If a known dither signal is eventually subtracted at the receiver from the quantizer
output, the analysis of (ii) above will have to include the effect of this subtraction in
evaluating E (¥|s) and E[R%s]. With dither subtraction, the final output decreases

The Use of Dithering in Coarse Quantization 169

0156




by 8, and the reconstruction error consequently increases by the same amount 9.
Consequently, reconstruction errors for subcases (a) and (b) [defined in (i)} will be
s + 8 (instead of s} and A — s + & (instead of A — s), respectively. Note that for
the extreme example of 5 = A/4 and 8 = A/2 [values just satisfying the requirement of
subcase (b) in (ii)], the error with dither subtraction is zero; while without dither
subtraction, the final error would be —A/2.

The propertics of a quantizer with dither subtraction can be analyzed as in case
(ii), and the results are

I=0; Iy=qg}=AY12 (4.134)

Table 4.10  Effect of dithering on a2, I; and I, for uniform quantization with a non-overloading input
Xinay ™ Xoy — AS2.

Quantizing scheme o} I, I,
No dither ay12 a2 0
:’Ji:l;:ftracted random AY6 0 a6
fa“!;‘;‘:'jfmf:“d°' a1z 0 AY12

The benefits of dithering, as summarized in Table 4.10, reflect the breaking up of
signal-dependent patterns in the granular error region, as already illustrated in Figure 4.26.
The most important effect of non-zerc overload is to render the zero I; values in the table
non-zero as well; resulting 7, values will in fact be equal to AZ/12 weighted by the
prabability of quantizer overload.

Independence of Error and Input with Uniform Dither. We can also show that in cases (ii)
and (iii) above, the pdf of reconstruction noise is independent of the value of input. For
example, for case (iii), we express the probability distribution function as a weighted sum of
two terms, corresponding to subcases (a) and (b):

PR <tls) =P {-a2 €3 < A5l Pls+3 < ¢}
+P{AR—s S0 A Pls —A+8 <1t)

Using the uniform dither pdf (4.131), and considering a specific fixed value of s,

P{R <15} =

A—s t—s+A2 + 5 _t—s+A+AS2 -
A

1
A A A 'A—(r + Af2)

which depends on ¢ and A, but is independent of 5. In fact, the above distribution is simply
that of a uniform pdf with support (~A/2, Af2); the reconstruction error follows this pdf
irrespective of the value of s, and hence irrespective of the value of x.

4.8.2 Results for Speech and Images

Speech Quantization. Figure 4.29 shows the effect of dithering on the normalized
error-input crosscorrelation p,,(0) = E[R(n)X(n})/s,0, in speech quantization.
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Figure 429 Measured signal-to-error correlation p,, (0) versus R in uniform quantization of speech. In
the dither example, the dither signal was eventvally subtracted at the receiver [Jayant and
Rabiner;®1972, AT&T].

Note the nonlinearity of the y-axis scale. The effect of dithering is to make the
crosscorrelation very small for all values of R, the number of quantizer bits. In the
absence of dithering, the magnitude of the crosscorrelation is a monotenically
decreasing function of R in the range R = I to 6; and a significant correlation
exists in coarse quantization (say R<2). The correlation value of 0.5 for R=1 is
very close to that for the AR(1) input with R=1 and the speech-typical
prx (1)=0.85 [Figure 4.24(c) 1. )

Figure 4.30 shows waveforms of speech input x(r) and reconstruction error
g(n) = r(n) = x(n) — y(n) for the three values of R in Figure 4.29, and for the
cases of dither (b) and no dither (c). The error waveforms are magnified (by a
factor 2%} to highlight their features. Note that () the signal-dependence in
rin) = g(r) is a monotonically decreasing function of R in the absence of
dithering; and (ii) dither serves to decorrelate r (1) and x(n) even for the worst
case R=1.

Perceptual studies of speech dithering with fixed uniform quantizers [Rabiner
and Johnson, 1972] serve to supplement the analytical and graphical results noted
above. The tests involve a g&t of ten sentences and several subjects, and the
following are the main observations:

() strong preferences for dithered quantization for bit rates R=2 to 6;

(i) for R=2,3 and 4, a preference for dithered quantization even when it
_had one less bit per sample than the undithered quantizer;

(iii} an increase in word intelligibility with dithering for R=4,5 and 6; and

(iv) a decrease in word intelligibility with dithering for R = 2 and 3.
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Figure 430 Waveforms of (a) speech input x(n):; and reconstruction error r{n) in uniform
quantization using R bits/sample {b) with dither and {c) without dither. In (b}, dithering is followed by
eventual subtraction of it at the receiver. The error waveforms have been magnified by a factor 2%
[Jayant and Rabiner;1972, AT&T].

The difference between preference results and intelligibility results at R=2 and
3 is interesting, although these bit rates are academic for high-quality speech
coding (Chapter 5) unless sophisticated redundancy reducing techniques are
employed (Chapters 6 to 12). The loss of word intelligibility in (iv) has been
attributed to the masking of low-energy, high frequency consonant information by
reconstruction noise [Miller and Nicely, 1950]. Dithering tends to whiten the error
spectrum and to produce more high-frequency error components than are present in
the signal-dependent error signal of an undithered quantizer; and this results in
increased consonant masking of low-level consonants by the errors. The masking
and intelligibility loss noted above can be reduced in conditional dithering systems
[Wood and Turner, 1972] [Chen and Turner, 1973] where the dithering process is
halted whenever input speech amplitudes are in the innermost quantizer levels,
indicating a high zero-crossing probability that is characteristic of consonant inputs.

Image Quantization. Video examples from a pioneering work on dithering
[Roberts, 1962] appear in Figure 4.31. Note that with R=3, input-error
dependencies in conventional quantization manifest themselves in the form of
contouring, which is the result of abrupt changes of output level in a slowly
changing gray area of the input scene. Such contouring is also indicated from the
conventional (undithered) reconstructions of a slowly varying input in Figure
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(a) (0)

Figure 4.31 Examples of 3-bit image quantization: (2} without dithering and () with dithering. In
(b), the dither signal was eventually subtracted a1 the receiver [Roberts;©1962, IRE]L

4.96(2). The use of uniform dither breaks up these contours and provides an image
smoothness similar to that in undithered quantization with R=6. An important
factor in image dithering is the lowpass filtering action of the eye. This gives a
smooth appearance to the oscillatory outputs of dithered system reconstructions,
even those with unsubtracted dither and consequently higher-than-conventional
error variance A%/6 [as in Figure 4.26(b)]. The absence of such lowpass filtering in
speech perception makes dither subtraction more critical in speech work; this is one
reason why implementations of dithering in video work have been more extensive
than in speech coding [Limb, 1969] [Lippei and Kurland, 19711 [Jarvis, Judice and
Ninke, 19761.

4.8.3 Useful Forms of the Dither Signal

In the quantization of bounded inputs, where overload effects do not exist, there
is a class of dither signals [Schuchman, 1964] that renders the reconstruction error
R(n) statistically independent of the input X (n): the most useful member of this
class is one whose pdf is uniform over the support (—A/2 , A/2). This was already
demonstrated in Example 4.13. Also, as stated earlier, a necessary and sufficient
condition for @ to be independent of X is that I; be zero [Schuchman, 1964].

Amplitude-Quantized and Det?:rministic Dither Signals. Practical systems need to
employ amplitude-quantized dither signals. As long as the resolution in the dither
signal is fine compared with that of the quantizer input, one expects that the error-
decorrelating properties of dither should be unaffected. Indeed, experiments with
speech signals indicate that an adequate design is to make the step size in the
quantized dither signal no greater than one-fourth the step size of the speech
quantizer [Jayant and Rabiner, 1972]. In fact, this is precisely the design that was
used in the illustration of Figure 4.26 where the quantizer step size was A = 1, and
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Figure 4.32 Periodic four-level dither sequences [Limb, 1969).

8(n) randomly assumed one of four levels (—3/8, —1/8, 1/8 and 3/8), with an
adjacent level spacing that was one-fourth of the .quantizer step size. It is
reasonable to insist, of course, that the dither signal be a symmetrical zero-mean
quantity, with a uniform distribution of (discrete) amplitude in the range
(-a/2, Af2).

Dither signals can go a step further in terms of simplicity in that they can be
deterministic. The motivation for a deterministic dither signal, besides simplicity,
is to force negative correlations in the quantizer input x (n) + 8(n). When x (n) is
constant, as in the slowly varying areas of a picture, this is simply achieved by
adding to it a dither sequence that rapidly oscillates about a zero mean. The
ultimate perceptual result is an error waveform that is not only independent of the
input, but also spectrally shaped in a perceptually desirable fashion — meaning
specifically an error spectrum that is rich in the relatively less visible high-
frequency components. Such a spectrum is the result of negative correlations
induced in the error sequence. We recall from the simple AR(1) model of Figure
2.16(b) that a negative value for adjacent sample correlation results in a highpass
psd. Error shaping can be illustrated by considering the amplitude-quantized
deterministic dither sequences of Figure 4.32:

9(n):(—3/8, 1/8, 3/8, —1/8..} and 8(2):{-3/8, 1/8,—1/8,3/8..} (4.135)

When used with a constant gray level input x (n)=0.5 and a two-level quantizer

. (y=1 if x>0.5; y=0 otherwise), the respective values of error acf p,,(1) are 0 and
—1, respectively (Problem 4.19). The dither signal in Figure 4.32(b) [the right-
hand half of (4.135)] is the suggested design if one seeks a highpass error spectrum
in constant-brightness areas of a picture. A visibility analysis [Limb, 1969] shows
that this sequence has perceptual properties that are in fact better than those of
random dither.

Dither Matrices. A natural extension of the 1-D sequence (4.136) is to a 2-D
deterministic dither matrix with an oscillatory, or negatively-correlated 8(n)
pattern in both dimensions. There is a systematic procedure for generating such
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dither matrices. One starts with a well designed 2 X 2 matrix such as [Limb,

1969]
Do Doy 02 .
-3 (4.136)

2 -
D Dyp Dn

and for larger matrices, one uses a recursion relationship of the form [Jarvis, Judice
and Ninke, 1976]

4 - "ID+Dgh 4 - "D+ DA

Py — A is an all — one
D= 4 - "'QD'FD']()A 4 - "/2D+D“A (4.137)

' matrix of order n/2

For example, the first recursion produces (Problem 4.21) a 4 X 4 matrix

0 8 210
p- |2 H1 8 (4.138)
311 1 9 _ :
15 713 5

Dither matrices have a perceptually optimal size #xn in image coding. Very
small # represents inadequate randomness in dithering and insufficient quantization
of dither amplitudes; while with very large n, the repetition of dither pattern
produces signal-masking effects at a very low spatial frequency (given by fi/n; f.
being the sampling frequency). A good design is an (8 x 8) dither matrix [Bayer,
1973].

4.9 Transmission Error Effects

In this section, we shall consider the effect of a noisy channel on the uniform
and nonuniform quantization systems of Sections 4.3, 4.4 and 4.5. We shall
assume that random errors are introduced in the bits that convey information about
quantizer output Jevel. As in Figure 1.9, we assume a binary symmetric channel,
which implies that information about quantizer output level will be transmitted as a
sequence of R = logs L bits; and we denote the random bit error probability, or bit

_error rate, by p,. The above channel is assumed to be a stationary memoryless

channel. Stationarity implies that channel properties do not change with time. A
memoryless channel is one whefé’ the mapping between input and output at any
given time is independent of previous outcomes.

In what follows we assume statistically independent inversions of message bits,
signifying a totally random error pattern. This is a good model not only for
channels without memory (where the fates of successive message bits are indeed
independent) but also in systems where channel memory is rendered ineffective by
bit-rearranging procedures such as interleaving or scrambling—procedures that tend
to randomize channel error patterns that may be bursty or clustered [Jayant, 19751,
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Figure 4.33 [Illustration of quantizer-limited performance and channcl-limited performance in digital
transmission. The two limits are indicated by letters Q and C. (a} Uniform quantization of a uniform
pdf input, followed by NBC coding of the output. (b) Quantization of a Laplacian pdf input with log
companding (u = 255) and FBC coding of the output [Rydbeck and Sundberg, 1975). The NBC and
FBC coding systems are defined in Figure 4.35.

Further, most of our analyses will assume a bit error probability p, that is small
enough to justify consideration of only single-error patterns in received codewords.

Before proceeding with channel error analyses, let us put the effects of
quantization errors and channel errors in perspective by means of the sketches of
Figure 4.33. The results in (a) refer to the uniform quantization of a uniform pdf
input. The performance of this system with channel errors will presently be derived
(4.174). The results in (b) refer to the u255 log-quantization of a Laplacian input
[Rydbeck and Sundberg, 1975]. Figures 4.33(a) and {b) both suggest that at high
bit rates, the quantizer system is more sensitive to very high values of p,, and we
shall see later that this is typical. The figures also suggest that when we are
operating in the channel-limited region rather than in the quantizer-limited region
of p,, it pays to design the system with a coarser quantizer; and perhaps allocate
some of the transmission capacity for explicit bit protection.

4.9.1 Error Definitions and Channel Codes

Referring to Figure 4.34, we find that in the presence of transmission errors,
reconstructed output signal y (n) will include the effects of both guantization error

Figure 4.34 Transmission of guantized amplitudes over noisy channels. In a noiseless channel,

vi(n) = xla).

q(n) | cin)
. !
Il 1

x(n) + ¥ win) | +3 ' v(n} = y(n)

& PR A
I NoISY |
lDieiTaL |
|CHANNEL,
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q{n) and channel error c(n), resulting in a total reconstruction error »(n) that is
the sum of g (n) and c(n):

glm) =x(n) —uln) (4.139a)
cln) =uln) —vin) (4.139b)
y@) =vm) =uln) —cln) =x(r) —gn) —cln)

rr) =x(n) —y() =qn) +cln) (4.140)

We will see presently that there are important classes of systems in which
a? = o} + o2, or at least approximately so.

For example, refer to the midrise quantizer in Figure 4.35(a) with L = 8 levels
and R=3 bits per codeword. This quantizer maps each input sample x (1) into one
of a set of eight rational numbers u(n) € {y,}; k=1,2,...8. The representation
level yg is chosen if xp4 2 x{n) > x;. The index k of input symbol y; of the
transmission system is transmitted to the receiver in a binary format, as the channel
codeword; the received channel codeword is interpreted as one of the eight output
symbols v{n} € {z;} ; k=1,2,..., 8, with z; = y, [Figure 4.35(b)]. A change in
amplitude Ay; = |p—z;| results if the transmitted quantizer index k is changed to
J because of channel errors. If this happens for input sample n, the corresponding
channel error is ¢ (n) = Ay;.

Several binary codes are shown in Figure 4.35(a): the natural binary code,
NBC; the folded binary code, FBC (also known as a sign-magnitude code, SMC);
the two's complement code (TCC), where the codeword for amplitude p
complements, bit by bit, the codeword for amplitude —y; and the Gray or reflected
binary code (RBC), where every pair of adjacent codewords has exactly one bit
position where the codewords differ.

The codewords in NBC are merely the so-called binary representations of
decimal numbers 0 to 27 —1:

R
codeword: [b; by b3 ... bg];  decimal equivalent: 3 28" b,  (4.141)

r=]

For example, if R=3, the 3-bit word 110 represents a quantizer output of 41 + 21
+ 1-0 = 6 in decimal notationJwhich is y; in Figure 4.35. The bit with the highest
weighting in (4.141) is b, thé most significant bit (MSB). The least significant
bit (LSB) is bg. The most significant bit b, in Figure 4.35(a} is a sign bit. The
remaining bits constitute an (R—1)-bit NBC code used to convey magnitude
information. Bit b, is the most significant magnitude bit.

If the channel input is y,, an error in the most significant bit causes the
reception of zg with NBC coding (001—101), and of z, with FBC (010-~110), In
general, an error in the most significant bit causes a displacement equal to 2R7IA
(half the quantizer range) in NBC and TCC, and a displacement that is
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Figure 435 (a) Symmetric midrisc quantizer with eight output levels, and four binary codes, (b)
Effect of transmission errars on y,.

proportional to input amplitudes in FBC and RBC. If signal amplitudes near zero
are more probable than those away from zero (as in speech), the FBC code would
clearly lead to a smaller channel error variance than the NBC code (see Problem
4.31).

It is possible to optimize a channel code to minimize channel error variance.
Such a code would be constructed so that errors in the most probable codewords
make only a small contribution to error variance. This, in turn, is achieved if
codewords resulting from an error are close to the original codeword — in other
words, this would lead to a minimum distance code, MDC. At least for one
example of an input pdf with a high probability of small amplitudes, viz., the
Laplacian pdf, the FBC is identical to the MDC for R=2 and 3 [Sundberg and
Rydbeck, 19761,

With an R-bit code, the probability of no error in the received codeword is
equal to the probability of R correctly received bits:

Py = (1-p,)® == exp(—p,R) for small p, (4.142)
The probability of one or more errors in the received codeword is
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Pog = 1—P¢ = |—exp(~Rp,) = Rp, for small p, (4.143a)

The probability of exactly one error in the received codeword is the probability of
(R—1) correct bits and one incorrect bit (with R possible positions in the
codeword):

P - [’f]p,(l—p,)R-' = Rp.{1—p,)*! (4.143b)
= Rp, = Py for small p, (4.143¢)

Thus, for p, — 0, most error patterns imply single errors per codeword.

A useful toel in channel error analyses is the Haemming distance Dyy, the
number of codeword letters that are different in the representation of intended
output level y; and actual output level y;. It can be seen (Problem 4.22} that with
a binary symmetric channel, and an R-bit code, the conditional probability Py;, the
probability that y; will be received when y; was sent, is given by

Py = PV ()=y;|U (n) =y} = pLu(1-p, )20 (4.144)
Note that if p, <0.5, Py; decreases monotonically with Dy;.

The Hamming distance Dy; between y; and y; depends on the binary coding
scheme. For example, from Figure 4.35, Dy is 1 for NBC, and 3 for FBC. Based
on (4.144), the corresponding values of conditional probability Py are p, (1-p,)?
for NBC and (1—p,)? for FBC. Also see Problem 4.30. Conditional probabilities
Py, are completely described for k.j = 1,2,....L by a channel transition matrix

P.={Pyl; kj=12..L (4.145)

with the special characterizations

pe=0 P=1I {4.146)

Pe=05 Po={Pyl=(278);k,j=12,.L. (4.147)

for error-free (p,=0) and totally noisy (p,=0.5) binary channels.
With a noisy channel, the mean-squared reconstruction error is given by

o2 = E[gx(n)—r/(n))’] = E[Qn) + C]? (4.148)

=2+ o} + 243 (4.149)
q

where o2, ¢2 and o2 are quantization error, channel error and mutual error
components defined by

o2 = ElX (1)-U())*] = E[Q*(n)] (4.150)
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¢l = ELWn)—V(n))?] = E[C*(n)] (4.151)

o = E[Q(n) Ct)] (4.152)

The mutual error is the crosscorrelation between quantization and channel errors.
This mutual correlation arises in the process which maps channel noise into
reconstruction noise. The mutual error term in (4.152) will be seen in general to
be non-zero, although the noise on the channel that causes channel error C(n) is
quantizer-independent.

4.9.2 Reconstruction Etror Variance

The total reconstruction error variance (4.148), skipping time index #, is

ot = El(x=1)21 = [ [ (=), (xv)dxdy (4.153)

—Ca oo

and since

L
o) = pO|x)ps (x) ; and p(|x) = ZPV = yelx}otv—p) , (4.154)
£t

- 2 2 Py f (x—y)?ps (x)dx (4.155)

J=1 k=1

Note that for p, = 0, P, = {Py;} ; k,j = 1,2,..,L =1, as in (4.146); for this case,
(4.155) reduces to that for the error-frec system, the familiar (4.12). The channel
contribution to error variance is

L L
o2 =ElW-P 1= T 3 G-y Plpr. vy}

k=1 jmi
L L
=3 3 ey py f px(x)dx (4.156)
k=] j=1

L

Using the quantization error result of (4.12) and the identity 3, Py; =1, the
j=1

mutual error term is

ol = ElQ(n) Cln)] = E E Py f =y dpx)dx (4.157)

k=1 jm=1

The mutual error vanishes if () p, = 0 so that Py = &y, or if (i} the quantizer
has been chosen such that its reconstruction values y; are the centroids of intervals
F (4.45b) so that the integral in (4.157) vanishes [Totty and Clark, 1967). This
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is the Max-quantizer condition, and we will denote the quantizer characteristic by
Q- () and its mmse by min{eZ} = ¢Z. Thus

g2 = ¢k + o} for Max—quantizers Qs () (4.158a)

Experience shows that o2 can be neglected in general for small p,, even if the
quantizer is not Qs (); while ¢2 depends on the chosen decision and reconstruction
values, and (through P; ;) on error probability and chosen channel code.

The approximate relation

o} = cr;‘,! + g2 (4.158b)

will be used in many of the later sections. Note that crg = og- if the quantizer is
non-Max. However, ¢2 may be much smaller in that case, so that the overall mse
can be smaller than that of (4.158a). Such re-optimizations of the quantizer will
be discussed in Section 4.9.4.

4.9.3 One-Bit Quantization
Closed-form solutions are possible in the case of R=1. The one-bit quantizer of

a zero-mean random variable has only one finite decision level x5 = 0 and two
reconstruction values which will be denoted by

Yi==b;, ya=39é (4.159)

The quantization error variance is

o2 =2 (x=9%, ()dx = o} + 52— 26 ; (4.160)
) :

5o = = E[X|x20] (4.161)

/ [_Z.p,, (x)dx

where 8+ is the mean absolute value of X, equal to the centroid of the area under
positive p.(x). This is the mmse reconstruction value that was pdf-optimal for
P. =0 and was therefore called 3,, in that context (Section 4.3). We have
already seen that this value mir,[imizes o and that [see (4.39) and (4.41)]

j-xp,, (x)dx
0

o2 = minlod) = o2 —6; o} =k + (3.-0)%, (4.162)
which shows that quantization error variance increases by the squaré of the
deviation of step size § from é.. Values of optimal step size 8+ are listed in Table

4.11 for several py (x) models. The & and eg‘ values are the same as the &, and
min{e]} values of Table 4.2.
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Table 411  Optimum step size, minimum quantization error variance, and channel coefficients of one-
bit quantizers. (U: Uniform, G: Gaussian, L: Laplacian, T: Gamma).

pdf dala, o= allal &
u Vi 0.25 3.0
G Viix 0.363 2.55
L V2 0.50 20
T 13 0.667 1.33

The channel error variance is simply obtained by noting that the magnitude of a
possible channel error contribution is lp1—y;] = 28 and errors + 2& occur with
probability p./2 each. Thus,

o} = 48%p, /2 + A¥p. /2 = 48%p, , (4.163)

a variance that increases linearly with p, and squared step size.
The mutual error variance can be derived from {4.157) to be

ok = E[Qn)C(n)] = 25 p,(6:—0) , (4.164)

and it increases linearly with step size deviation (5+—6). The total reconsiruction
error variance for the one-bit quantizer, using (4.149), is

o2 = g2 + 8% — 285, (1—2p,) (4.165)
resulting in an optimal step size and minimum variance given by setting 802/96=0;
es = 5.(1-2p,) ; minfe?) = o2 — 5 (4.166)
Note the special results for the extreme cases of p, = 0 and 0.5:

Pe=0:  Bes=0ds; minle?) = o} -7 (4.167)

DPe =05  bee =0; minfe?} = o2 (4.168)

Clearly, a bit error probability of 0.5 suggests a degencrate situation where the
optimum strategy is not to transmit at all. Formally, this corresponds to a redesign
involving a vanishing quantizer characteristic, i.e., step sizes d«s» — 0. For more
realistic channels (0.5>p,>0), we will note that the redesign (4.164) will involve
step sizes d+ that do not tend to zero but are nevertheless smaller than the Max-
quantizer values 8.. The problem in utilizing (4.166) is that in many practical
situations, the exact value of p, may be unknown.

When & == 3., the mutual error variance (4.164) vanishes, and from (4.163)

o2 = ok + ol = (e + Epol; £ = fe = 4830} (4.169)
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Figure 436 One-bit quantizer results,. SNR versus step size 5 for p, = 0, and effects on SNR of
random bit errors; p, = 5 10™2 (U: Uniform, G: Gaussian, L: Laplacian, I': Gamma) [Noll, 19761.

The parameter £ will be called the channel coefficient [Noll, 1975). Tts values £+
for & = &» are listed in Table 4.11. The gamma pdf, which has the highest value of
¢Z in the table, also has the lowest value of £.

As an example for the use of Table 4.11 and (4.169), consider a Laplacian unit
variance input for which £ = 2.0. The etror variance will increase from 0.5 with an
error-free channel (p,=0) to 0.7 with a bit error rate of 10% (p.=0.1). An
interesting interpretation of & is that it can be simply related 10 peg, the error
probability threshold for which ¢? = o2+ (Problem 4.26):

Pege = (1/6s — 1/8) (4.170)

Figure 4.36 shows the dependence of SNR on step size for the pdf models of
Table 4.11. The pdf models are denoted by usual subscripts U, G, L and T. The
points labelled C show the optimum step size and corresponding maximum SNR
for p, = 0. In addition, points A and B show the effect on (62/c}) of 5%
(p.=0.05) random errors; point A corresponds to a quantizer redesign & = du
based on (4.166), while B is the performance for § = 3 (optimum step size for
p.=0). Note that the improvement due to quantizer redesign is very small. The
gains due to quantizer redesign (step size reduction) will be more significant for
higher error rates (Problem 4.28). They will also be seen to be more significant,
for any given p,, for multilevel quantizers (L>2). As mentioned earlier, these
gains can only be realized if the bit error rate p, is indeed known exactly, or at
least approximately.

4.9.4 Multilevel Quantizers

Uniform pdf Input. Closed-form solutions for o are generally not available for

R > 1(£>2). An interesting exception is the transmission error performance of a
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coding scheme that transmits signals with a uniform pdf input and employs a
uniform quantizer. In this case, ¢2 = 2728 and £ = 4(1—¢]).
Assume that the step size is Ae = 2xp,./L, which implies an optimum (Max-)

quantizer Q. (-) for p, = 0 from (4.28). From (4.158a),
ot =gl tol; ok =ai/L?=A¥12 (4.171)

With NBC coding of the quantizer output (Figure 4.35), an error in the /th most
significant bit causes a displacement of 28~'A.. If the error rate is small, the
probability of more than one error per codeword is negligible, and single errors in
the R bit positions are equally likely, with probability p,, and

R
EICC)| UM eH] = T p, QR7A)Y = p, A (2R -1)/3 4.172)
i=1

because of the independence of the contributions. The quantizer level probabilitics
P, are also equal, with probability 1/L, and

L
o2 = 3 PLEICC)|Un) € 5] = Adp, (2*R-1)/3 (4.173)
k=1

The reconstruction error variance [Viterbi, 1966] is
o} = ok + o= Q7R 4+ tep ol £ =4(1-277F) (4.174)

The channel error contribution o2 increases linearly with p,. But it decreases as
quantization becomes coarser (Figure 4.33). The special case of £« =3 for R = 1
corresponds to the £+ value in the first row of Table 4.11.

Re-optimization of Multilevel Quantizers. Gains due to re-oplimizing a two-level
quantizer were noted to be very medest in Figure 4.36. Re-optimization of a 3-bit
(L=8) quantizer is described numerically in Figure 4.37 for the example of a
Gaussian input. As with R = 1, re-optimization is based on minimizing the sum
g} = o2 + o} by reducing ¢, while using a quantizer with o2 > ale. Such re-
optimization is possible if p, is high, and can be considered constant and known.

The figure demonstrates differences for two nonuniferm 3-bit quantizers with
NBC coding. Note the significant decrease in SNR with increasing p, for the
Max-quantizer @» (). The re-optimized Qu. () is more robust for high error rates,
but it is suboptimal if the actual error rate is small because Qs () is optimized for
a specific p, value, namely 2.5%. It is therefore suboptimal for p, # 0.025, but it
still performs better than Qs for high values of p,. A comparison of quantizer
characteristics Q. and Q.+ would reveal significant shrinkage (about 30%) in
quantizer range, as opposed to a much smaller shrinkage (about 5%) in one-bit
quantization, as given by the (1—2p,) factor in (4.166).

In general, if p, > 0, system performance is maximized by setting partial
derivatives of o2 [sce (4.155)] (rather than o2) with respect to x; and y; to zero.
This leads to an optimum quantizing characteristic Qs () [Kurtenbach and Wintz,

19691:

184 Quantizetion 4

0171

=

B T L upp——p—



PROTECTION OF MOST
SIGNIFICANT BIT

SNR{dB})
3

Qule)

1 1 1 1 i
0 001 002 003 004 008
Py

Figure 4.37 SNR versus p, for R = 3 and Gaussian inputs, for Max-quantizer Q. and re-optimized
quantizer Qs (optimized for p, = 2.5 - 107%) [Noll, 1975,IL; CAT&T].

L L
'21 Py :! xpx () dx > y}(Pk-u—PkJ)
Viss = 4 2 2 H Xpsr = -Il‘
2 ij f Px(J‘)dx 22 yj(Pk_u—PkJ)
j=1 A =l
4.175)
k=12,.,L k=23..L

Note again that without errors, earlier designs’ result, as in (4.45). Also sce
Problem 4.24,

Channel Coefficients for Multi-level Quantizers. The transition probability Py, was
defined in (4.144). Using this expression, the channel error variance o2 (4.151) can
be written as [Noll, 1975,111

R
ol=q 3 §pl (4.176)
J=i

where &; are channel co}é_{ﬁcients that reflect the effects on o2 of the quantizer
characteristic, the chosen binary code and the source statistics. These coefficients
give only global information about channel error variance. If the individual effects
on cach possible codeword are needed, digital error coefficients must be introduced
to take into account all possible error sequences [Rydbeck and Sundberg, 19761.

If p, and R are sufficiently small, the channel contributes to ¢2 only through
single errors. With Py = p,(1=p, )% '~p,, terms involving p2, pd ... can be
neglected. The mutual error term can also be neglected as before. Therefore, with
£, = £, the error variance ¢? reduces to a form similar to the one-bit result (4.169):
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02 = o2 + tp,o} = (e} + £p.)ol (4.177)

Note that although (4.177) is functionally similar to (4.169), & (as well as o) are
functions not only of input pdf, but also of R.

Table 4.12 lists channel coefficients for various pdf models, and for two types of
quantizers, nonuniform Max-quantizer @« and uniform Max-quantizer ;. The
values for R = I are those from Table 4.11, and the NBC values for uniform pdf
were obtained in closed form from (4.175). Note that coefficients for a uniferm
quantizer are in general less than those for a nonuniform quantizer. This is due to
the fact that displacements A;; are in general smaller, for given i and j, with
uniform quantizers. For example, with R =2 and mmse quantization of a
gamma-input, the output levels in Q. are proportional to * 0.313 and =+ 2.223
{Table 4.3), while in @ys, they are proportional to % 0.5 and * 1.5. With a most
significant bit in error and an NBC code, the displacement A is always half the
quantizer range, which is 2.536 for Q» and 2.0 for Q;.. Table 4.12 also indicates
that channel coefficients are the least for a uniform pdf for R > 2, and that for
nonuniform pdf sources and R 2 2, FBC outperforms NBC.

In the one-bit example, we saw that quantizer re-optimization decreased the
value of £ by a factor (1-2p,) (Problem 4.28). This was directly related to
quantizer shrinkage by a factor (1—2p,). Re-opiimizations of multibit quantizers
lead to similar step size shrinkage. In multibit quantization, it is also more
important to choose an appropriate channel code.

Figure 4.38(a) shows £ as a function of R(l to 8), input pdf and binary code.
Note that for the speech-typical gamma pdf, the set of three solid curves shows that
the FBC code has better £» values than the NBC code and that the FBC values are
very close to those for MDC. In the case of image inputs, a uniform input pdf is
typical, and thus the NBC code is optimal, as seen from the pair of dashed curves.

Figure 4.38(a) also shows the values of £ in log-quantization of a Laplacian
input. Results are shown for R = 8, FBC and MDC, and for two levels of input
power, —17 dB and —40 dB relative to the level that would begin to cause overload

Table 4.12 Channel coefficients £ [Noll, 1976].

R 1 2 3
pdf NBC FBC NBC FBC
u 3.0 3.75 4.50 3.94 438
[2 497 4.65 6.91 5.75
G 2.55
[ 4.96 4.57 7.21 5.57
Q. . 7.08 5.30 12.67 7.50
L 2.00
[ 591 4.29 11.22 6.39
Qs 9.07 6.28 18.55 S.11
r 1.33
Qs 5.68 3.62 13.31 6.64
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Figure 4.38 Effect of binary code on channel error performance of quantizers. (a) Channel cocfficients
E. as a function of R, input pdf and binary code [ Zelinski;®1979, IEEE] {Rydbeck and Sundberg, 1976).
Solid curves refer to a gamma input pdf and dashed curves to a uniform input pdf. Quantizers are
optimized for mmse in each case. The black dots refer to log-quantization of a Laplacian input for two
input levels, —40 dB and —17 dB, relative to the level that begins to introduce overload. (b) Dynamic
range characteristics of 4 87.56 quantization for a Laplacian input, R = 8 bits/sample and p, = 1073
[Rydbeck and Sundberg, 1976. Reprinted with permission]. .
[Rydbeck and Sundberg, 1976]. With companded quantizers, the importance of
selecting a channel code is very significant if the system is underloaded (as shown
by the —40 dB example).

The relative performances of NBC, FBC and MDC are also shown by the
dynamic range curves of Figure 4.38(b) for the example of 4 87.56 quantization,
R =38 and p, = 107%. Note that the range of the Laplacian input signal over
which the SNR of the companded system is at least 30 dB is 10, 12 and 28 dB
respectively, for NBC, FBC and MDC.,

Effect of Bit Protection. In multi-bit quantization, it is realistic to protect the more
significant bits from transmission error (for example, by the use of increased
transmitter power or by redundant transmissions), because most of the contribution
to o2 is due to the large displacements §;; caused by bit errors in the first and
second most significant bits. For example, with R = 3 and NBC, protection of the
most significant bit will prevent displacements of the form &5, 8y, 037 and &4
(Figure 4.35). Setting corresponding displacement terms to zeto in (4.156) leads to
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a smaller value for o2 and hence for the channel cocficient £. Figure 4.37 shows
the effect of protecting the most significant bit when the input is Gaussian and
P = 0.025 (Also see Problem 4.29). Finally, there are instances (for example,
gamma pdf, FBC, R=4} where protection of the second most significant bit (most
significant magnitude bit) is more advantageous than protection of the first most
significant (sign) bit.

The reduction in & by means of error protection will of course have to be
interpreted carefully because the protection of the significant bits involves in
general an increase of iransmission capacity, or a reduction in the number of
quantizer bits for a given total transmission capacity. As seen in Figure 4.33, such
reallocation of bits is a very logical thing to do in the channel-limited region of
operation.

4.10 Adaptive Quantization

Quantizer adaptations to changing input conditions can take several forms, and
three important cases are illustrated in Figure 4.39. In each of these cases, we sce
two pairs () and (i) of sample input sequence x(n) and an input-matched
quantization characteristic O (x).

In (a) we show adaptation of @ (x) to the dynamic range (or variance) of x(n).
The range of Q(x) as well as that of x{n) increase by a factor of 1.5 as we go
from (i) to (ii). There is no change in the shape of the input pdf, and no change of
the functional form of @ {x), which happens to be a uniform characteristic,

In (b) we show adaptation of @ (x) to a change of shape in input pdf, without
any change in dynamic range of either x(n) or Q(x). As we go from (@) to (ii),
very small values of x (n) become more likely and @{x) matches this condition by
allowing for a minimum step size in (if) that is smaller than that in (). Thus
¢ (x) is uniform in (i), but nonuniform in ().

In (¢} we show the result of adaptation of Q(x) to a changing mean of the
input. As we go from (i) to (i), the mean changes from zero to a non-zero pesitive

Figure 4.39 Three ways of adapting Q(x) to changing input statistics, to match (a) input dynamic
range or variance; (b) shape of input pdf; and (c) mean value of input.

(i} (i}
(a) ) ex) xin) alx)
o ]n FO X 0 n }:‘o %
{ik (i)
xn) oy, ofx)
0 n J—I—X o . [ n * b3
P [ g
{i) (i)

fed *n) o) | -
o El “or IR T ‘_;, ______

(b}
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value p,, and the quantizer matches this condition by simply shifting or displacing
Q(x) vertically, by an amount u,. The shape of Q{x) as well as the dynamic
range remain unchanged.

The logarithmic companding technique of Section 4.5 was already shown to
enhance the performance of a quantizer with an input that has a large dynamic
range. A log-quantizer is still time-invariant, however; and in that sense, it is not
the ideal device for quantizing nonstationary inputs; and although log-quantization
has proven to be extremely useful in speech quantization with R = 8 bits/sample
(Chapter 5), speech coding systems for lower bit rates will be seen invariably to use
adaptive quantization of some kind. The better performance of adaptive
quantization at jow bit rates will be demonstrated by examples with R < 4
bits/sample (Figure 4.43 for R = 3, and Figure 6.21). The price paid for using an
adaptive algorithm will be a very modest amount of encoding delay, which in
speech work can range from a fraction of a millisecond to several milliseconds,
depending on the logic.

A logical arrangement for sach inputs is switched quantization, this consists in
providing a bank of B fixed quantizers, and switching among them as appropriate,
in response to changing input statistics. As shown in Figure 4.40(a), the quantizers
in the bank may be either uniform or nonuniform, zero-mean or non-zero mean,

Figure 4.40 Block diagrams of (a)} switched quantization and (b) (c) adaptive quantization.
O
xin)

(a)

CONDITIONAL PDF

ESTIMATOR
®) £ @D QUANTIZER
A=A 07
AT
LEVEL
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&in)
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with large step size or small step size [Schlink, 1972] [Cohen, 1972,1973]
[Zschunke, 1977). The choice of quantizer characteristics is dictated by conditional
input statistics; the conditioning is based on the entire past of the input in the ideal
Switched quantizing systéms have been used in both speech and video applications,
and gains over fixed quantization have been noted with as few as B = 2 quantizers
in a bank. In the important special case of symmetrical zero-mean pdf’s of known
shape, adaptation to input statistics consists merely in matching quantizer dynamic
range to input variance, as in Figure 4.39{a). With non-independent inputs,
conditional pdf's have strictly non-zero means in general, even if the unconditional
pdf is a zero-mean function, as in Figure 4.39(c). These non-zero means can be
simply taken into account by prediction procedures (Chapter 6) that essentially
provide quantizer shifts. The zero-mean symmetrical pdf model for quantizer input
is therefore quite useful in a wide class of applications.

The adaptive quantizers of this section correspond to the limiting case of B —oo,
at least in principle. We shall concentrate on the important case of a zero-mean
input pdf of Www and although
we mention nonuniform quantizers when appropriate, most of our discussion will
relate to the case of a uniform @ (x), with adaptive size, as in Figure 4.39(a). As
shown in Figures 4.40(b) and {c), the output of the level estimator in these systems
is expected to provide an essentially continuous adaptation of quantization
characteristic. In Figure 4.40(b), the goal of this adaptation strategy is to offer a
unit level input to a fixed quantizer for all time n. In Figure 4.40(c), the idea is to
adapt the quantizer step size to an input-matched value for all .

We will note presently (Figure 4.43) that adaptive quantization (especially for
low values of R) can provide a better quantization error performance than
companded quantization if the input is nonstationary. This fact will be significant
particularly in the context of coarse quantizers for the low bit rate encoding of
speech (Chapters 6 to 8, 11 and 12). There are several other reasons why adaptive
quantizers are attractive. First, time-varying quantizing systems can be designed to
be gven less signal-specific than a time.i iant companded device. Second, there
is an increased interest in the coding of individual speech signals, as distinguished
from multiplexed inputs; and in a per-channel codec environment, step size
adaptations to individual user waveforms (based on their separate histories) is
simpler to implement than in a multiplex environment. A third attraction of time-
varying quantizers is that they provide code trees with less struct an those of
time-invariant quantizers. This will be explained presently in the context of Figure
4,42, The desirability of destructuring code trees will be explained further in
Chapter 9.

In the interest of uniformity, the term adaptive quantization will henceforth
refer always to quantizers that operate with a time-varying step size A(n) as in
Figure 4.40(c). Furthermore, the adaptive quarﬁiﬁ,‘a‘r‘afﬁfm, will be
assumed to have a uniform transfer characteristic unless otherwise mentioned. The
basic problem then is to adapt step size A(n) to changing input variance o2(n).
Ideally, the time-varying step size would continuously follow the value A, that a
fixed quantizer would employ if the input were stationary, or at least locally
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stationary, and the variance ¢2 were known. We know from previous sections that

A, is related to o, via a parameter, say ¢, that depends only on input pdf and
number of bits per sample R. For example, if R = 2, if p,{x) is Gaussian and if
Q(x) is uniform, ¢= 996 ~1.0 from Table 4.1. The operation of an adaptive
quantizer can therefore be defined in the form

Alm) = ¢a.(n) ; ¢ = constant (4.178)

The quantizer loading factor f; = Afo, (Section 4.3) therefore tends to be
independent of o, in an ideal adaptive quantizer. A future example (Figure 4.49)
will show the dependence of f; on ¢, in quantizers with different degrees of
adaptation.

For a nonstationary input, o, is time-variable, and the problem of adaptive
quantization, according to (4.178), is one of estimating it continuously. The
problem is very similar if the input is stationary, or locally stationary, with
unknown variance ¢,. Subsequent sections will describe how to estimate ¢, or
related measures of input level such as E[|X|] or |x|max = max({|.X|); and how
these estimates can be derived from observations on {x (n)}, and very often from
observations on the quantizer output [y(a)}; as.the number of bits/sample R
increasés; estimates of o, based on quantizer output samples get increasingly closer
to estimates of o, based on unquantized input samples. A significant resuit of this
section is that for an exponentially weighted variance estimate, based on the entire
available past of y (n), is exactly equivalent to one that is possible with an explicit
memory of only the latest value of y(n) when R 2 2.

A subject of great interest is the distinction between the static performance of
an adaptation logic [as given by the matching of step size to a locally stationary
value of a,(n)], and its dynamic performance [as measured by how quickly the
changing step size sequence can respond to a changing o, (n) and exhibit a narrow
short-term distribution centered on the local mean value of step size]. Adaptation
logics generally exhibit a compromise between the static and dynamic responses,
and these two properties have associated perceptual ramifications in speech and
image coding.

Our theoretical discussions will refer mainly to the example of independent
and identically distributed (i.id.) input samples. Many results on level estimation
are available for such ii.d. inputs. Also, in many important situations (such as the
differential encoding of speech and video), the quantizer input can be modeled to a
fair approximation as an i.i.d. sequence.

4.10.1 “Forward” and “Backvfsard“ Adaptations — AQF, AQB

We assume a zero-mean input x (1), and the problem will be one of estimating
input level in terms of o, or related parameters E[{X|] or [x|ne. We shall
consider forward estimates based on unquantized samples x{n), as well as
backward estimates derived from samples y () of the quantizer output. Respective

systems are denoted by AQF jve_guantization with forward estimation) and
AQB (adaptive izati fth backw imation). The AQF system has
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also been known by the term block companding [Croisier, 1974). Block diagrams
of these procedures appear in Figure 4.41,

Forward estimates of step size are unaffected by quantization noise. Step size
estimates A(n) in AQF are therefore more reliable than those in AQB. The AQF
technique implies, however, that level information is to be explicitly transmitted to
a remote decoder using typically about 5 to 6 bits per step size sample; and this
translates to a corresponding amount of side information that needs to be
additionally transmitted to the receiver. The AQF technique, however, permits
special protection of step size information in transmission because this information
is typically only a small fraction of the overall transmission rate; adding a certain
percentage of redundancy to this information increases overall transmission rate by
a much smaller percentage. Forward estimation also implies an estimation delay in
the encoding operation. We shall use equivalent terms "learning period” or "AQF
block length" for this parameter N (number of learning samples). The encoding
delay, which may be in the order of 16 ms for speech (see Table 4.13), is a
significant transmission parameter — unacceptable in some systems, but uncritical
in some. Finally, AQF also requires a buffering of "unquantized” input samples —
practically, a buffering of samples quantized an order of magnitude finer than the
resolution of the AQF system quantizer itself.

The learning period N allowed for a forward level estimator is an interesting
issue, When the input signal is locally stationary, the best learning period is a
compromise among several factors: (i) the need to minimize the encoding delay, Gi)
the need to keep down the information rate in level-transmission and (ii) the need

Figure 4,41 Adaptive quantization with (2) forward estimation of input level (AQF), and (b) backward
estimation of input level (AQB).

(a) AQF

x(n)::::: DECODER yin)
Y CHANNEL
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Table 413 SNR (dB) values in 3-bit quantization of speech with forward adaptation (AQF) [Noli,
1974).

Adaptive Adaptive
Nonuniform Quantizers Nonadaptive N =128 (16 ms) N = 1024 (128 ms)

pelaw (u=100; x  =8s,) 9.5 - .
Gaussian 73 15.0 12.1
Laplacian 9.9 13.3 12.8
Uniform Quantizers

Gaussian 6.7 14.7 113
Laplacian 7.4 134 11.5

to track the changing statistics of speech with an appropriate speed. Learning
periods in the order of 16 ms (¥ = 128 samples with 8 kHz speech) are
appropriate in speech communication {Noll, 1974] [Jayant, 1975]. SNR losses in
going from 16 ms to, say 128 ms, can be as high as 3 dB. This is seen in the SNR
results of Table 4.13. As noted in Chapter 2, the input pdf to the quantizer is
Gaussian if the AQF block length is short enough to ensure local stationarity (say
16 ms); with a 128 ms block length, the pdf tends to the Laplacian. If the block
length is much less than 16 ms, the side information for step size can become
excessive (Problem 4.32), and the assumption of a zero-mean input becomes
decreasingly valid [Esteban, Meaez and Temime, 1976]. In that case, quantizer
adaptations should include an adaptation to input mean, as in Figure 4.39(c).
Shorter learning periods such as N = 16 have been recommended in image
coding =applications; the side information in these systems is still kept at a
reasonable level by employing a relatively small dictionary of step sizes. In one
example, where the AQF technique is used as part of 2 DPCM coder (Chapter 6),
N = 16; but the allowed number of step sizes is only four, so that the side
information for step size is only 1/8 of a bit per pixel [Habibi and Batson, 1978].
Backward estimators extract step size information A{n) from the recent history

of the quantizer output,ind thus avoid the problems of estimation delay and level
transmission. Quantization noise in estimator samples clearly degrades level-
tracking performance in AQB; and this degradation increases with the coarseness of
quantization. An adaptive quantlzer with backward_estimation is. a nonlinear.
system with feedback, and it is not Ovaus that it will be stable, It can be shown,
however, [Stroh, 1974), that the system s indeed stable in at least one sense: if the
input x () is bounded, so are the backward standard deviation estimate &,, step
size and the estimation error.

Figure 4.42 shows a speeéh input x (n), output waveforms y (n} in typical AQF

and AQB systems, and also stcp size variations in AQF and AQB. Note that the

AQF system illustrated is blockwise-adaptive, or periodically adaptive; its step size
Aln) gets updated once every (locally stationary) block, and remains constant over
the duration of the block. Note also that the AQB is stable in the bounded A(n)-
sense. The y{(n) waveform with the fixed quantizer uses a total of 4 possible
amplitudes by definition. On the other hand, y (n) waveforms in AQF and AQB
systems have the flexibility to use a much greater number of amplitude levels, as
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Figure 4.42 Two-bit quantization with fixed and adaptive quantizers: (a) input speech x (n); and outpnt
y(n) in (b) fixed quantizer with 4o, loading and in (c) AQF-type and (d) AQB-type adaptive
quantizers. Variations of step size A(n) are shown in (¢) for AQF and in () for AQB [Noll, 1975,];
OAT&TI.

indicated in parts (c} and (d) of the figure. This is the "destructuring” of the code
tree that we mentioned earlier. The concept will be re-invoked in Chapter 9.

The results of Figure 4.43 refer to the 3-bit guantization of a bandlimited
(300-3400 Hz) speech waveform sampled at 8 kHz [Noll, 1974]. The measures of
quantizer performance used in the illustration are”SNR, SNR (m) and SNRSEG =
E[SNR (m)]. The first quantity is the conventional signal-to-quantization-error
ratio averaged over the entire speech utierance, and expressed in dB. Temporal
variations of signal-to-noise-ratio can be studied by computing the ratip once for
evety segment of 128 samples (16 ms), to give the short-term quantity SNR (m),
where m is the segment number. The last measure of performance, SNRSEG or
the segmental SNR (Appendix E) [Noll, 1974], is the average of the SNR (m)
{dB) values, as computed over the total length of the speech waveform. Bursts of
low SNR (m) values that are typical in the nonadaptive quantization of low-level
speech segments leave the conventional SNR unaffected, but they are better
reflected in the value of SNRSEG.

Figure 4.43 shows plots of short-term input speech o2(m) and SNR (m) for
several 3-bit quantizers. The nonadaptive quantizer is a fixed nonuniform quantizer
matched to the speech pdf. For the specific illustrated waveform, this quantizer in
fact performs better, on the average, than a p-law log-quantizer, and realizes
slightly higher values of SNR and SNRSEG. However, the weak-signal
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Figure 4.43 Plots of (a) short-term speech variance ¢2(m) and short-term signal-to-noise ratio
SNR (m) in 3-bit quantization with {(b) time-invariant- {c) AQF- and (d) AQB algorithms [Noli,
19741

performance is better with the p-law quantizer. Its SNR (m) characteristic is
indicated by the dotted waveform in {b). The adaptive quantizers use nonuniform
quantizing characteristics optimal for the Gaussian pdf. The AQF estimator is
based on a learning buffer of 128 samples, while the backward estimator uses a
one-word memory logic to be described in Section 4.10.3. The benefits of adaptive
quantization are evident from the waveforms of Figure 4.43 and the associated
SNR values that appear alongside those waveforms. Note especially the 13 dB
SNRSEG gain in adaptive qudntization! This is due to the fact that unlike the
nonadaptive systems, AQF and AQB systems maintain a fairly constant and nor-
negative SNR-versus-time characteristic for all input speech segments in the
illustration.

The Special Case of R = 1. In a one-bit quantizer, magnitude information is
available only at the quantizer input; the output preserves only (two levels of) sign
information. For this reason, backward step size adaptation is possible in one-bit
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quantization only in the context of highly correlated input sequences. In this case,
magnitude information is reflected by the structure in the output bit stream. This
structure is indeed the basis of many classes of adaptive deltamodulation (DM-
AQB, or simply, ADM) used for both speech and image coding (Chapter 8).

4.10.2 Estimators of Input Variance or Input Level

As mentioned earlier, step size adaptations can follow input variance via

AQE: A = g5, 0) s 3e0n) = [UN) S x3ntD) 2 (4.1792)
{=0

AQB:  A(n) =g¢5,(n) ;  &.(n) = ((1/N) % y2(n—i)12 (4.179%)
i=1

The input window for variance estimation contains N samples in each case; it
extends from input sample ri t6 n¥N—1 in AQF; and from output sample A=N to
n—1"ii AQB. For a stationary, uncorrelated input, the learning period N that is
necessary for good estimation is at least an order of magnitude less than the value
(say N = 128) that is needed for learning the variance of a correlated quasi-
stationary input such as 8 kHz sampled speech. Furthermore, the convergence to
input variance will be somewhat slower in the AQB mode, where the estimation is
based on noisy quantized samples.

The estimator in (4.179b) requires an explicit memory of ¥ samples. We now
show that it is possible to estimate the variance with a shorter explicit memory of
samples if we aliow the %% €or 72) terms 1 the estimafé 6 be suitably weighted;
and that the resulting estimate can be still nearly optimal in a certain sense. The
weighting of interest is exponential and the magnitude of the weighting decreases
monotonically with the age of the x? (or y?) term in question, For example, if the
estimate is based on y (n) values,

i) = (1—ayp) f; af Y-} ; 0<a <1 (4.180)

i=] .

The term «f~' provides the desired weighting, and (1—e;) is simply a normalizing
term which makes the sum of weights equal to unity.

Note that for values of a; close to 1, the weighting of adjacent x samples is
very nearly equal; and as oy — 1 the learning period N = (1+¢;)/{1~«;) (Problem
4.33) tends to c=. In this sense, an exponentially weighted estimator with a; — 1 is
basically equivalent to the unweighted logic with large N. Values of «; closer to
zero imply an estimator that is based heavily on the most recent samples
y{r—1), y(n—2),.... In fact, the more nonstationary the input, the closer should o
be to zero. It can be shown that (4.180) can be written in the recursive form
(Problem 4.34)

Gy (n) = oy} (n—1) + U—a)y*(r—1) (4.181a)
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[62(n) /53 (n=1)1 = ap+(1—a) y*(n—1)/5}(n—1) (4.181b)

The step size Aln) is proportional to 6,(n) = g, (n), assuming adequately fine
quantization. We can therefore interpret the left hand side of (4.181b) as a ratio
of successive squared step sizes, or as the square of a step size muitiplier
M(n—1) = A(n)/A(n—1). Note that y*(n—1) is the corresponding squared output
[H{n—DA(-1)/2]* of a midrise quantizer where + H{n—1) = 1,3,5,..; and
assume that the best guess of A(n—1) is ¢, (n—1) as per (4.178). With these
assumptions, it can be shown that the step size multiplier for an adaptive quantizer
with a one-word memory is

Mn—1) = |y + (U—q;) H (n—1)¢%*/4 § (4.181¢c)

This type of adaptive quantization will be discussed at length in Section 4.10.3.

The parameter «; determines the time constant of adaptation: the time taken
for &, to decay to a fraction ¢! of the initial value when y (1) has become an all-
zero sequence. If the sampling rate is f,, this time constant will be (Problem 4.35)

T =2(f,log, o D! (4.182)

Figure 4.44 shows the effect of «; on the speed of adaptation to a speech waveform
segment. The value of (a) ¢; = 0.90 causes fairly rapid changes of &, that follow

Figure 4.44 Speech variance estimates in (a) instantaneous and (b) syllabic adaptation. Values of
&, (n) have been magnified for clarity, but the scaling factors are the same in (2) and (b) [Barnwell et
al., 1974. Reprinted with permission].

{a)

(b)
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the local peaks in the input waveform, with a time constant (flog, &)™ of 2.6
ms; this kind of adaptation is called instantaneous adaptation. The value of (b)
¢ = 0.99 causes slower changes in &, that do not follow local waveform peaks, but
only their envelope, with a time constant of 25.0 ms; this kind of adaptation is
called syllabic adaptation. These two types of adaptation have clear distinctions in
terms of the dynanmtic and static performances mentioned earlier.

Level Estimates Based on Maximum- and Average-Magnitude Statistics. A simple
approach to adaptive quantization [Golding and Schultheiss, 19671 is to use local
values of peak output magnitude |p|nax = max{[y (#)1} to vary the overload level in
image quantization. The adaptations can be done in an AQB mode; prior to the
quantization of every horizontal line #, the overload level |y |, is Sct equal to the
peak output from the NV samples of the previous line. In fact, the lower saturation
level of the quantizer is also varied independently, and matched to local minima
[ |in = minf]p (#)]}, but the adaptation based on maximum value is more critical
in that it controls overload errors, which tend to be dominant contributors to total
quantization noise. The scheme achieves a typical 2 dB of SNR gain in 4-bit
quantization, as compared with a nonadaptive scheme.

Adaptive quantizers for speech have also employed the maximum-input criterion
[Croll, Moffat and Osborne, 1973) [Duttweiler and Messerschmitt, 1975], [Jayant,
1975] [Noll, 1975], but strictly in an AQF mode. The correlations in typical
speech waveforms are much less than those between the adjacent image lines: and
this makes backward estimation based on extremal statistics relatively less reliable
in speech quantization.

Maximum-magnitude logics can be summarized in the form

AQF: Aln) =0|x|mex; x| pax=max{]x (a+i)}; i=0,1,2,...N—1 (4.1832)
AQB: AU} =0,y lmaxi | |lmax=max{ly (n=i}|}; i=12,..N (4.183b)

where @, is a scaling constant whose best value can usually be related to the
constant ¢ of (4.178) for a given pdf [Jayant, 1975]. Adaptive logics based on
maximum-magnitude logics are particularly appropriate when an important
criterion is the control of overload distortion; and for simultaneous control of
overload distortion as well as long term mse in high-quality PCM systems for
speech, it is imperative to use extremely small values of learning period (say, 2 ms);
the 8 ms that was recommended earlier for variance estimators is more typical of
low bit rate differential PCM {(Chapters 6 and 8) and transform coding (Chapter
12) systems, where the use of AQ is more common than in PCM,

Another simple indicator of signal level is the average magnitude function, and
resulting adaptation logics can be summarized in the form

AQF: Ay =0,L(1/N) 3 |x (n+i)] (4.1342)
i=0
N
AQB:  A(n)=8,[(1/N) 3|y (n—)]] (4.184b)
{=1
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where 6, is a pdf-speciﬁc scaling factor. For a given pdf, the ratio of 8, to the
factor ¢ in (4.178) is simply the reciprocal of a corresponding (8, /0,) value from
the theory of one-bit quantization (Table 4.2).

A properly weighted average-magnitude (Problem 4.36) estimate permits a
recursive computation, and this makes the average-magnitude function very
attractive for practical adaptation procedures [Castellino et al,, 1974]. We have
seen in {4.181) that a similar recursive realization is possible for a weighted
variance estimate as well.

4.10.3 Adaptive Quantization with Wemoi‘-y —

The recursive variance estimator (4.181b) suggests that effective adaptations
can be realized with an explicit memory of only one sample x(#—1) (or a
quantized version y(n—1) of it), assuming that all valuable information in the
quantxzer history is available in condensed form in a slowly varying parameter
&2(n—1) or the corresponding step size A(n—1). We shall now explore such an
adaptive logic. It is instructive to begin with an intuitive description of the
adaptation strategy, and introduce the notion of step size multipliers. These
multlphers have been introduced already in (4. 181) as square roots of the ratio

#2(n)/6}{n—1). This interpretation will apply to any kind of quantizer, but the
spcclﬁc adaptation procedure of this chapter will apply only to quantizers where the
number of levels exceeds 4 (R>2). In such quantizers, the output contains both
sign and magnitude information, and the latter part is the one that is exploited in
step size modifications. The procedure to be described has been referred to as
adaptive gquantization with a one-word memory [Jayant, 1973]; the term "one
word" refers to the latest R-bit output of the quantizer; this is the word that carries
information about the latest sample y{(n—1). In the case of R = 1, more than one
word of memory is needed for backward step size adaptation (Chapter 8).

Step Size Adaptations. Figure 4.45 explains adaptive quantization for the example
of R = 3 bits/sample, L = 8, and a set of L/2 = 4 step size multipliers A/. Only 4
distinct multiplier values are shown in view of the symmetry of zero-mean
quantization, and with the notion that step size multipliers should depend only on
the magnitude (not the sign) of the quantizer output. If the latest output level

‘from the midrise quantizer is

yin-D=Hu-DAR-1)/2; *HH-1)=135..,2"" R>2 (4.1852)

the adaptation logic derivesythe next step size A(n) as the product of A(r—1) and a
multiplier M (-} that is a'time-invariant function of the latest magnitude index
|H (n—1}]:

Aln) = M(|H (-1} Ala—1) (4.185b)

In the example of Figure 4.45, the four possible values of [H (n—1)| = 1,3,5 and 7
lead to the respective multipliers M, M, M5 and M.
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Figure 4.45 Adaptive 3-bit quantization (AQB) with a one-word memory. The figure shows a snapshot
of quantizer characteristic @ (x) at time (n—1) [Jayant;®1973, AT&TI.

A reasonable design of multipliers is of the form
I1>M SM, S M;SMi> 1 (4.186)

In this algorithm, an output sample of = 7A(n—1)/2 (NBC codeword 000 or 111)
will indicate that the quantizer is probably in overload, and the step size is
therefore increased by a factor M4 > 1. On the other hand, an output of
+ A(n—1)/2 tends to serve as an underload cue, and the step size is decreased in
this case by a factor M, < 1. Intermediate conditions of quantizer loading suggest
suitable intermediate modifications M, and M. Note that step size increases and
decreases imply that the entire transfer function @ () is expanded and contracted,
like an accordion; and in the example of Figure 4.45, the uniform nature of the
quantization characteristic is maintained for all time n as in Figure 4.39(a).
Figure 4.45 is actually the snapshot, at time n—1, of a variable-range (variable step
size) quantizer. As a trivial case, if all the multipliers are unity, the result is a
time-invariant uniform quantizer.

It is important that in practice, the adaptations (4.185) are subject to
constraints on the maximum and minimum values of step size. Formally,

Amin € AU < Apa (4.187)

The value of Ay controls the level of idle-channel noise (granular noise with a
zero, or near-zero input), while the value of Apag controls the level of overload
distortion. Optimum values of Agiy and Apax are functions of R (for example, see
Figures 6.12 and 8.20), and examples will be mentioned as appropriate. For a
given variance of the coder input, the maximym step size tends to be smaller in
DPCM coding (Chapter 6) than in PCM coding (Chapter 5). This is because of
the presence of a prediction process in DPCM. This process leads to a quantizer
input variance that is usually smaller than the coder input variance, thus permitting
smaller values of Agg, for a given degree of overload.
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The algorithm (4.185) assumes an initial step size A(0). In principle, this can
be any empirical value in the allowed range of step size values. It is often
meaningful, however, to set A(0) = Ay, This is particularly appropriate when the
beginning portion of the input being quantized is expected to be of low amptitude,
as in the silence segments that precede speech activity.

Three other parameters will be of interest in characterizing the adaptation logic:

Amid = [Ami_nAmax]”i ) Arange - [Amax/Amin] (4188)

and, finally, an optimal step size A,y which a nonadaptive quantizer would use if
the input variance o2 were constant and known [see (4.178)]. Let us consider that
we are quantizing such a stationary input, without knowledge of A, (or ;). The
object now is to study quantizer performance as a function of its intrinsic range
Arange, and the disposition of its central step size Ay with respect to Aypr. Note
that for a nonadaptive logic, Arapge = 1 and Apig = A, a time-invariant value.

Results for the 4-bit quantization of a stationary Gaussian input appear in
Figure 4.46. The maximum SNR is that of a uniform pdf-optimized quantizer
(19.38 dB, as in row 4, Table 4.1). The advantage of adaptation consists in
increasing the dynamic range of the quantizer rather than the maximum possible
value of SNR. The dynamic range of the quantizer is the range of variaticn in a,
which the quantizer can handle; equivalently, the range of ALy which a given
stationary input can tolerate, for a specified minimum signal-to-noise ratio. Note
that with Agp.. = 100, which implies a step size dynamic range of 20log;4100 = 40
dB, the dynamic range of the quantizer, as defined in the last sentence, is also
about 40 dB. This is 2 nearly adequate match to the dynamic range that may be
encountered in the speech input of a single speaker (Figure 2.6). Note also that
the flattening of the performance curve in Figure 4.46 corresponds to a constant,
input-independent loading factor f;. In the case of nonadaptive quantization, A is
constant and f; is inversely proportional to o, - by definition (4.30). The
asymmetrical SIVR - versus - step size profile for the nonadaptive case (A,ange—l) in
Figure 4.46 should be familiar from earlier discussions (see Figure 4.7).

Figure 4.46 Measured dynamic range curves for a 4-bit adaptive quantizer for a stationary Gaussian
AR(1) input with p; = 0.5. The numbers 1, 10 and 100 on the three curves are respective values of
Apynge [Jayant:®1973, AT&TI.
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The value of 100 cited above for A, is typical of many quantizing systems, as
an order-of-magnitude number. Values which are multiples of 2, such as 128, 256,
512 or 1024 are also frequently encountered. The last value implies a dynamic
range of nearly 60 dB. It is also the value used in a standardized DPCM coder
design for high quality speech (Section 6.5.3). Transmission error sensitivity,
however, is an increasing function of A, .

Relative Values of the Step Size Multipliers and the Steady-State Behavior of the
Adaptation Logic. More can be said about desirable multipliers than the simple
constraints in (4.186). An intuitive stability criterion [Jayant, 1973] would be of
the form

25|
I M5 =1; MiMm =1 if R=2;

i=1

MMM P =1 if R=3 (4.189)

where the probability P; represents the probability of output magnitude level / (and
hence the probability of using multiplier M,) in the steady-state, ie., after the
adaptive logic has essentially learned the variance o2 of a stationary input. The
argument is that if a requirement such as {4.189) did not apply, the step size A
would eventually decay to zero [if the product in (4.189) were less than 1], or blow
up [if that product were greater than 1]; and these would represent an unstable
adaptive logic in the presence of a stable input.

Example 4.15. 2-bit quantization of Ganssian inputs

Let us illustrate the above notion more quantitatively with the example of R=2 for
stationary Gaussian inputs. In uniform mmse quantization of a Gaussian input with step
size A, the probabilitics of the two output magnitudes 3A/2 and A/2 are approximately P, =
0.33 and P, = 0.67 (a result of setting A = A, =0.9960,; secc row 2 of Table 4.1 and
Problem 4.37). The above probabilities are also the respective multiplier probabilities by
definition, so that from (4.189),

R=2 MMMI® ~ MM, =1 (4.190)

One example of a multiplier-pair that closely satisfies (4.190) is [M=0.8;M,=1.6], and
a pair that clearly violates the requirement is [A=0.5,M,=2.0l. It indeed turns out, in
computer simulations with an uncorrelated Gaussian sequence, that the former multiplier-
pair outperforms the latter. Corresponding steady-state signal-to-ncise ratios differ by about
2 dB [Jayant, 1973]. e

Example 4.16. 3-bit quantization of Gaussian inputs

For the 3-bit quantization of i.i.d. Gaussian sequences, an equation corresponding to
(4.190) rcsults from an earlier result (A,,=0.5860, if R=3; row 3 of Table 4.1), and the
resulting probabilities P| through P, (Problem 4.37):

R=3  MMMIOuIHMI® = (4.191) o
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The sclection of multiplier values for R = 3 according to (4.191) is more difficult
than for R = 2 [from (4.190)). The problem can be simplified by associating more
structure with multiplier sets {M,} and the probabilities P;; a theoretically, as well
as practically, useful way of doing this is by insisting [Mitra, 1974), [Goodman and
Gersho, 1974] that multipliers be expressed in the canonical form

M=%, ~y>1, ®k=012,.. (4.192)

50 that the constraint (4,189) can be rewritten as

2I—I

> Pik; = 0 (for some y>1) (4.193)

i=1

The problem of multiplier selection now becomes one of selecting integer sets (k;}
that satisfy (4.193) closely. It is easy to see that with R =2, there is only one
simple {%;] pair that satisfies (4.193) for the Gaussian probabilities (0.67 and
0.33); while for the four probabilities for R = 3 in (4.191), there are more degrees
of freedom, permitting the choice of alternative {k;} sets [Mitra, 1974). The
following numbers are illustrative:

R=3 {k}={(1,-125) or (-1,0,14]) (4.194)

The steady-state SNR performance of the second multiplier set for R = 3 is better
by about 0.5 dB [with y=1.04 in (4.192)]. Compare this with the more significant
2 dB difference for the two multiplier-pairs mentioned earlier for R = 2. This
difference of 2 dB relates to the fact that one of the multipliers-pairs for R = 2
clearly did not satisfy (4.190) or (4.193); while both the multiplier sets in (4.194)
satisfy the corresponding stability requirement closely [with respective values of
—~0.4 and +0.03 for the sum in (4.193)]. i

A quite striking property of all multiplier sets discussed in this subsection is that
step size increases are always designed to be faster than step size decreases. The
property carries over to larger values of bits (R > 3) [Jayant, 1973] and it is
related to the fact that the Gaussian pdf leads to a monotonically decreasing set of
probabilities P; in mmse uniform quantization. Fast increases of step size, while
preserving such a probability configuration, serve the related physical purpose of
mitigating overload noise in relation to granularity. This is desirable from an SNR
point of view, as noted earlier. Furthermore, fast step size increases and slow
decreases are also matched fo the envelope characteristics of speech waveforms
(Figures 2.1 and 2.6). g

We have so far concentrated on the steady-state performance of the adaptation
logic, as determined by the steady state probabilities P; and the constraints they
impose on a desirable set of k; values. The latter, in turn, specify only the relative
values of the multipliers M;, and not their absolute magnitudes. These magnitudes
are determined by -y, and the choice of + describes the dynamic response of the
adaptive logic.
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Absolute Values of Step Size Multipliers and the Dynamic Response of the Adaptive
Logic. When step size adaptations are used for learning the variance of a
stationary input, or for tracking a very slowly changing variance, there are many
(not unrelated) reasons for selecting multipliers M; that are close to unity, or
equivalently, for selecting a value of « very close to unity. An interesting
observation is that for such v, the ratio of two multipliers M; and M; is linearly
related to the difference between integers k; and &;. Another property is that as ¥
tends to unity, the effective variance-estimator weight « in (4.181) tends to unity as
well. Finally, as v approaches |, the variance of the estimator &i (i.e., the
oscillation of step size in the steady state) approaches zero [Mitra, 1974). This is
illustrated by the results in Figure 4.47 which refer to 2-bit adaptive quantization
of an i.i.d. Gaussian input [Goodman and Gersho, 1974]. Plots A and B show
5, (n) as a function of sample number »# for two pairs of multiplier values. The
multiplier-pairs in these figures correspond to 4 = 1.20 (plot A) and 4 = 1.05 (plot
B) and the k-values {—1,2} from (4.193). The larger valuec of v = 1.20 provides
faster dynamic response. The lower value of v = 1.05 provides an estimate with
smaller oscillations, or a smaller variance about the mean. Adaptations with
differing dynamic responses have also been illustrated earlier in Figure 4.44, for the
example of a real-speech input, as a function of a.

Also shown in Figure 4.47 is the nature of step size variation that may
characterize a training-mode quantizer where all multiplier values converge to 1.0
after the adaptation logic has been trained adequately by a stationary input signal

- of unknown variance (plot C). When the input of unknown variance is known to

be stationary {as in the case of voiceband data waveforms), emphasis is on minimal
steady-state oscillation after an appropriate training phase. Step-size multiplier
functions for such a system can be expressed in the form [M (|[H (2—1)|)1™ with an
appropriately converging {a,] sequence [Gersho and Goodman, 1974]. One

Figure 4.47 Variance estimate 6'3(;2) versus n in the adaptive 2-bit quantization of a stationary
Gaussian i.id. input. Plot A refers to the case of M, = 0.83, M, = 1.44, ¥ = 1.2; plot B to the case of

- M, =095 M, =110, v = 1,05 and plot C to a case where ~ decreases with time, and M, and M,

eventually converge to 1.0 [Goodman and Gersho;®1974, 1EEE].
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example of such a sequence, used in Figure 4.47(c) [Gersho and Goodman, 1974]
is

{a,): 1,172, 172, 1/4, 1/4, 1/4, 1/8,... (4.195)

A somewhat different approach to the quantization of a stationary signal of
unknown variance is the dynamic locking quantizer described in Section 6.5.3.
This system does not need prior knowledge of the fact that the input is stationary;
it detects this property automatically, and freezes the step size to an appropriate
fixed value.

Adaptive Quantization of Speech with a One-word Memory. Preceding sections
have considered adaptive quantization using two different approaches, one
exemplified by the recursive variance estimator €4.181), and the other by a set of
step size multipliers (4.192). Both formulations have independent means of
specifying the dynamic response of the adaptive quantizer (via a and «
respectively), as well its static properties (via the pdf-specific quantities ¢ and ;).
In fact, by equivalent settings of ay, v and of ¢ and k;, very similar multiplier sets
result in both approaches (Problem 4.38).

Figure 4,48 and Table 4.14 illustrate multiplier functions recommended [Jayant,
1973] for the adaptive quantization of speech waveforms in PCM (Chapter 5) and
first-order prediction error waveforms in DPCM (Chapter 6). Note, in both cases,
that step size increases are relatively faster than step size decreases, as noted in
earlier discussion.

Figure 4.48 Nature of the step size multiplier function in adaptive quantization of speech with 2 one-
word memory [Jayant;®1973, AT&T).
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Table 4.14  Step-size multipliers for AQB with a uniform quantizer and specch inputs [Jayant, 1973).

Coder PCM DPCM

R 2 3 4 2 3 4

M, 0.60 0.85 0.80 0.80 0.90 0.90
M, 2.20 1.00 0.80 1.60 0.90 0.90
M, 1.00 0.80 1.25 0.90
M, 1.50 0.80 175 0.90
My 1.20 1.20
Mg 1.60 1.60
M, 2.00 2.00
My 2.40 2.40

Approximations of Multiplier Functions. The number and possible resolution of
multiplier values increases with the number R of quantizer bits, and approximate
values are often desirable for implementation purposes. Implementations often use
a read-onfy-memory (ROM) arrangement where the ROM input address is a
function of the quantizer output history (|[H (n—1)|, for example), and the ROM
ocutput ‘directly gives step size. Variance estimations and step size multiplications
discussed so far are built into such ROM designs, sometimes with practical
approximations.

In variance-estimating quantizers, a useful approximation to optimal design
results by constraining the speed parameter in the form

gy=1-27 ; J=12,. (4.196)

The negative power of 2 is easily realizable by a shift register circuit with binary
entries.

In implementations based on explicit step size multiplication, multiplier values
have already been simplified in the form ¥*. A hardware implementation of a 3-bit
quantizer for DPCM uses, for example, y =V 2 and {k}=-—1, =1, 1, 3
[Cummiskey, Jayant and Flanagan, 1973]. Corresponding M, values are 0.84,
0.84, 1.19 and 1.68, and these follow the numbers in column 5 of Table 4.14.
Further simplifications result by setting some of the integers k equal to zero as in
the second set in (4.194). Experiments have shown that useful adaptations, with
SNNR losses often no more than a fraction of | dB [Noll, 1974] [Johnston and
Goodman, 1978], result even with maximally simplified logics such as the ones
below for R = 3:

k|<0,k4>0; k;-k;-O hand (M]<1,M4>1; Mz-MJ-l) (4197)

kl"k2; k3-k4 - (Ml-M2<l, M3=M4>l) (4]98)

The multiplier design (4.197) has three distinct multipliers while (4.198) has only
two distinct multipliers. The two-multiplier design is the basis of an ROM
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implementation of adaptive quantization on a digital signal processor chip [Boddie
et al, 1981]. The two-multiplier design also has very good resynchronization
properties in situations where step sizes at transmitter and receiver may end up
being different, for example, due to transmission errors.

The use of a log-step size concept converts step size multiplications to log-step
size additions, and thus provides another approach for simple implementation. This
method will be presently elaborated in (4.199b).

Although most of our discussion has assumed a uniform quantization
characteristic Q (x), it is to be expected that pdf-optimized Q{x) functions can be
used in adaptive quantization, provided that the pdf at the quantizer input is
known, as in Figure 4.40(c); or can be determined from the coder input pdf, as in
Figure 4.40(b). Nonuniform Q(x) functions have therefore been proposed for
speech coding systems with AQB [Noll, 1974] [Qureshi and Forney, 19751 [Cohn
and Melsa, 1975] with noticeable SNR gains. It should be mentioned, however,
that the perceptual gains due to a nonuniform @ (x) function have usually fallen
short of the objectively measured SNR gains in AQB systems; and the refinement
of a nonuniform Q(x) is of a second order of importance compared with the
refinement of a time-varying step size logic.

Robust Adaptive Quantization for Noisy Channels. In Section 4.9, the performance
of nonadaptive quantizers with transmission errors was shown to improve as a result
of a subdued quantization strategy involving a modified @ (x) characteristic with
smaller step sizes. Adaptive quantizers can also be subdued to increase
transmission error robustness, and we will show this with the example of a one-
word memory adaptation rule.

When a step size sample A(n) is recovered erroneously because of a bit error
affecting y (n—1), the effect propagates into future step sizes Aln+!); I = 1,2,...,
because of the memory in the logic (4.185b).

An effective means of reducing this error propagation is by using a simple
generalization of (4.185b). This leads to the robust adaptive quantizer [Goodman
and Wilkinson, 1975] [Mitra and Gotz, 1978]:

Aln) =M ((H(n—1)DAP(n—1); B=1—e;e—0 (4.199a)

The use of the leakage factor § < | helps the system to "forget” the effect of a
wrong step-size A(n—1) (Problem 4.39). However, it also implies imperfect, or
sluggish adaptations that may slightly diminish coder performance over an error-
free channel (and with channels where the error probability p, is less than the error
rate for which a given B /:is appropriate). But the intent is to improve coder
performance with a noisy channel over which the § = 1 performance can be very
inadequate due to step size error propagation. The zero-error-rate performance of
the sluggish logic (4.199a) can be boosted somewhat by compensatory devices such
as selecting multiplier values farther away from unity (compared to a =1 design);
or by an interleaved adaptation logic where the decay factor 8 is not used for every
sample n, but rather infrequently, in a periodic fashion. The latter refinement also
has advantages in terms of finite-precision arithmetic in implementation [Mitra and
Gotz, 1978].
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An important consequence of (4.199a) is that the multiplier is no longer the
ratio of A(n) to A(n—1); instead, it is that ratio medified by a factor [A(a—1)°.
In other words, the step-size multiplier is not independent of input variance, as
implied hitherto in this chapter. In practice, multiplier values may be required to
be time-invariant for simplicity. In such applications, the multipliers should at
least be re-optimized in some fashion to compensate partially for the compromise of
a time-invariant design (See Section 6.5.3).

In log-step size notation, (4.199a) can be rewritten

log A(n) = B log Aln—1) + log M(|H (n—1)]) (4.199b)

With 8<1, (4.199) represents a leaky integration procedure which has been
directly utilized in robust quantizer implementations. The time constant of the
leaky adaptation logic can be defined as the time taken for a channel-error-induced
log-step-size offset to decay to a fraction e™! of its original value. This time
constant can be shown to be (f, log, 1/8)™' where f, is the sampling rate
(Problem 4.39). As in the case of a (4.196), 8 values are generally chosen in the
form

B=1-277; J=12,. (4.200)

for easy implementation.
The performance of the robust adaptive quantizer is further illustrated in
Figures 4.49 and 4.50 and Table 4.15,

Dependence of loading factor on 8. The following discussion refers to 4-bit
adaptive quantization of Gaussian signals with the multiplier set [0.8, 0.8, 0.8, 0.8,
1.25, 1.25, 2.0 and 3.0]. Consider the loading factor f; of (4.30), the ratio of
quantizer overload point x, to input standard deviation o, for R = 4 and x,; = 4
Ag; Ap is a mean value of step-size which, along with ¢,, is determined over a
sufficiently long segment (say, 1000 of step-size samples of a stationary input).
Figure 4.49 plots experimental values of f; as a function of 4,./q, for different
values of 8. Three classes of plots are evident: {i} noradaptive quantization (8=0)
where f is inversely proportional to o, by definition, so that a given dB-increase in
o, causes an identical dB-decrease in f;, as with the dashed line in the figure; (i)
perfect adaptation (=1) where f, is independent of ¢,. The value of f; is 1.23,
corresponding to a step size Ag = (1.23/4) o, = .31 o, a value that is very close to
the Max-value 0.33 o, (Row 4 of Table 4.1) for R = 4; and (i) robust
adaptations {§<1, —1) where f; does decrease with o, but very slowly (for
example, by 4.5 dB for a 40 dB variation of o, with §=63/64).

Example 4.17 Performance of robust adaptive quantizer in 3-bit PCM-AQB coding

Figure 4.50 illustrates output speech waveforms in PCM-AQB systems with 8 = I and
8 = 63/64, for error rates of 0 and 1%, in cach case. The step-size multiplier set is [0.8, 1.0,
1.0, 1.5], as in Table 4.14, With p, = 0, there is very little difference between the output
waveforms [parts (b) and (c} of the figure] or beiween SNR values, for =1 and 8 =
63/64. With p, = 1%, the robust quantizer (§ = 63/64) mitigates the scale changes in the
output waveform due to bit errors [parts (d) and (e) of the figurel, and produces substantial
improvements in SR and SNRSEG. e
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Figure 449 Loading factor f; versus &, /o, in () nonadaptive, (ii) perfectly adaptive and (iii} robust
adaptive 4-bit quantizers for a Gaussian input [Goodman and Wilkinson;®1975, IEEEL

Figure 4.50 Performance of robust adaptive quantizer in 3-bit PCM-AQE coding of speech: (a) input
waveform x (n), from Figure 1.4(a); and outputs y(n) with (b) B~ 1, p, = 0; (c) B = 63/64, p, = O;
() =1, p, =0.0]; and {e) 8 = 63/64, p, = 0.01. [Thomas and Noll, 1983].
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Example 4.18. Performance of robust adaptive quantizer in 3-bit DPCM-AQB coding

The effect of 8 on decoded waveform quality is shown in Table 4.15 for the example of
DPCM coding of speech (Chapter 6) with adaptive quantization using the multiplier set
[0.9, 0.9, 1.25 and 1.75]. The signal-to-noise ratios SNRT and SNRR refer to values at the
transmitter and receiver. These ratios were computed in a simulation with a bandlimited
(female) speech input, "The boy was mute about his task”. The random bit error probability
in the simulation was p, = 0.023. Note that § = 1 maximizes SNRT (= SNRR for p,=0),
B = 31/32 maximizes SNRR for p, = 0.023, while § = 63/64 maximizes [0.5(SNRT +
SNRR)], suggesting a design that may be appropriate in generzl for a class of channels
given by (0<p, £0.023).

Table 4.15  Effcct of 8 on speech quality at transmitter (SVRT) and at receiver (SNWRR); R =~ 3 and
p, = 23% (Multiplier values for step size are 0.9, 0.9, 1.25 and 1.75) [Jayant, 1975).

B SNRT (dB) SNRR (dB) 0.5[SNRT+SNRR] dB
1 17.9 3.7 10.8
63/64 16.2 6.9 11.6
31/32 14.3 1.1 10.7
15/16 10.7 6.7 8.7
/8 5.4 4.4 4.9
°
Problems
(4.1 Consider a uniform R-bit midrise quantizer with L = 2% levels and a uniform
input pdf in the range (—x; . X¥ma). Let the overload point be x,; as in (4.23).
Show that

(@) o2 =x2./3

() of = x3/3LYif Xpay € Xt

_d
3Lt

(d) Sketch SNR = 10logoo2/a} as a function of (xpe/xy) for L = 16 and
L = 256. Verify that the result is that of Figure 4.7,

Xol

) of 1+L? if Xmax > Xo

x 3
mu_l]

Xof

X max

4.2) Verify analytically that with L — oo, (xy/Xmade = | for a uniform pdf, Note
therefore that the empirical design of Example 4.3 is indeed optimum.

(4.3) One-bit quantization of sine-waves is of interest in the analysis of deltamodulation
schemes (which use two-level quantizers and are often tested with sine waves).
Verify, using the arcsine pdf of Problem 2.1(a) for instantaneous amplitude x,
that

Bupeloe = B/m ~ 0.9;  min(ed} = 1 - 8/2* ~ 0.19
Note that the SNR is 7.23 dB and that the approximate result of (4.33) yields a
slightly higher value. Note also that the performance above is better than that for
all other pdf’s in Table 4.2, This has to do with the very small peak-to-rms ratio
of the arcsine pdf.
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4.4)

4.5)

(4.6

“.n

(4.8)

Problems

(a) Consider the midtread 3-level quantizer of Figure 4.10. Consider the
uniform case defined by A = 2x’. Show that the mean square error is
2 =alfelm 1 —8x" ¢ (M—x"/a}:
b =P X >x}; and M, = E [X]X > x']
Hence show, using the erf function of (2.15), that for a Gaussian input, o',?

is minimum at x’ ~ 0.6, and min {¢3]) ~ 0.23, indicating a 1.8dB again
over optimum two-level quantization of a Gaussian input.

(b) Unlike in the uniform example of Problem 4.4(a), consider a nonuniform
characteristic. Show that the mean square error for a Gaussian input is
minimized for A = M, and minle}} =1 — 2M2¢,/o? which in turn is
minimized by x'=0.61s,, for a minimum normalized mse of 0.19, an SNR
gain of 2.8 dB over the optimum two-level case; and a gain of 1 dB over the
optimum uniform 3-level case.

Consider a r.v. X that assumes values =a with probability P, each, and a value
of zero with probability Py. For the case of Py = 0.5 and P, = 0.25,

(a) show that the symmetric 1-bit mmse quantizer is defined by output levels of
+0.54, and an mse of a%/4.

(b) show that the mon-symmetric 1-bit quantizer with output levels —a/3 (for
x <0) and +a (for x>0) has a smaller mse, equal to ¢?/6 [Denker, 19831,

Use the Panter-Dite result (4,68} to show that SINR values for pdf-optimized 7-
bit (128-level) quantizers with

(@) uniform

(b) Gaussian ard

(¢) Laplacian inputs

are approximately 42, 37.7 and 35.5 dB.

(a) Sketch the m-law compression characteristic (4.70) for the specific
examples of ;2 = 0 and 10.

(b)  Verify that for x= 0.5 x.z, respective |e (x)]/Xma values are 0.5 and 0.99
respectively.

For any one-to-one mapping y = c(x}, the pdf of y is given, in terms of that of
x, by the formula

%)
T

dx

(a) Show that an input with p,{x) can be transformed to a new r.v. y with a

x
uniform pdf in the range (0, 1) by the mapping y = f ps(xddx.

(b) Let X be a Gaussian r.v. N(0,1) and let ¥ = —3X+2. Show that ¥ is a
Gaussian r.v. N (2,3).
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4.9

4.10)

4.11)

4.12)

(4.13)

4.14)

(4.15)

212

Derive the pdf of x' = ¢(x) where c(x) is the u-law characteristic (4.84) with
u = 255, and the input pdf p, (x) is Laplacian. To simplify notation, set xmp,, = 1
and assume 4o-loading (xp; = 40,). Note that the pdf p, () is "flatter” or "more
uniform" than the input pdf.

Show that for A-law companding (4.77), the ratio of maximum to minimum step
size (ratio of maximum to minimum interval density de/dx) is equal to 4.

Consider the g-law characteristic (4.84). For large L,

(a} show that the characteristic has a step size ratio

max (A}/min{A} = 1+z = 4
(b) show that the ratio of sample value x 1o its corresponding step size is

¢ if x is large
[x|/A = ;¢ =L/[21log, (14+u)]
culxl/xmex  if x is small

Consider the variable rate coding of a 3-level quantizer with probabilities P,, P;
and P,, where i and o refer to inner and outer levels.

(a) Show that if output codewords have lengths #,, # and n,, the average
codeword length 1 = n,—P; (n,—r;).

(b} Hence, show that if n,=2, n;=1, 7'< 1.5 bits/symbol as long as P;>0.5.

(a) Consider the output entropy result (4.103). For the special_case of no
companding [¢ (x)=x], a uniform pdf, and zero overload (f;=+/3) show that
the output entropy reduces to logy L.

(b) Consider a uniform quantizer and a Laplacian input. Compute and plot

cutput entropy and mse cr,; versus step size A for L = 4.

Use the results of Section 4.4.2 to show that the output entropy of pdf-optimized
quantizers is [Wood, 1969]
12 min {2}

T for large L

2 1
HQIPdf—DP’ - E“ h(zY) - 3‘ logz
Hence show (as noted in Figure 4.19) that
AR |pdf—opl = lng L - HQIpdj-upl = (2/3) max{AR}

Consider a uniform 9-level midtread quantizer with step size 2.0 ¢, (Example
4.12) and a memoryless zero-mean gamma input.

(2) Determine the probabilities of the zero output level y5 and of its neighboring
levels y4 and yg.

(b) Determine the probabilities of sequences of length 2, 3 and 4 involving all
possible permutations of y4, ys and yq.
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(4.16)

.17

(4.18)

(4.19)

(4.20)

(4.21)

(4.2_2)

(4.;3)
(4.24)

Problems

(> Estimate the entropy of the quantizer output. Compare with the result of
Example 4.12.

Compute numerically the pdf’s of quantization errors for Gaussian inputs and
optimum uniform quantization with L = 2 and 4 levels. Compare results with
those of Figure 4.22.

“Consider a onc-bit quantizer with a Gaussian AR(1) input.

(a) Show that the cross-correlation between input and quantization error is
Pzq @ = (e —AEX|D /s, (62 +a2 —24E[IX|D2.

For A = A,,, the mmse value of Section 4.3, note that p,, (0} ~ 0.6, as in
Figure 4.24(c). Note also that p,,(0) =0at A ~ 1.25 a,.

(b) Derive the autocorrelation £gq (1) as a function of A; show that for p,, (1) =
0.85, pg, (1) equals 0.85 at A =0, 0.65 at A = o, and a minimum value of
0.45at A =1250,.

Consider the gain-and-noise quantization model of Figure 4.25(b) with
a;=1-min{e]} (4.122). Compute &, values for

(a) L=2 and a Gaussian input, as well as for
(b) L=24, and 8 and a uniform pdf input.

Consider the periodic 4-step dither sequences in (4.135) and Figure 4.32. Assume
a constant input x{n)=0.5 and a quantizer defined by the transfer function:
(output = | or O depending on whether input is greater than or less than 0.5).
Show that the following are the respective values of p,, (1) for the dither

sequences in Figures 4.32(a) and (b): x
@ o
b -1 -

Show that the (4 X 4) dither matrix obtained by using (4.136) in (4.137) is that
in (4.138).

Let p, be the bit error probability in 2 BSC, and let R be the number of bits in a
codeword that represents one of 2% levels at a quantizer output. Show that

(a) 1the probability of no error in the reception of a codeword is Pg = (1—p)R,
(b} the probability of at least one error in a codeword is Py = I—(1—p, )%
(¢ the probability that exactly E bits are in error is
pe ~ (R] pti-po=-s,
(d) the probability that any given bit is in error is Py, = p,{1—p, )R~

Censider a BSC with p,=0.05. Show that the probability of no error in the
reception of an R-bit codeword is 0.8145 for R = 4 and 0.6634 for R = 8.

Verify that the results of (4.175) reduce to those of the Max-quantizer if p, = 0,

Consider the quantizer reoptimization results (4.175). For a totally noisy channel
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(4.25)

(4.26)

.27

(4.28)

(4.29)

(4.30)

(4.31)

214

with p, = 0.5 and Py; = 27% (all k,f), show that xpes = yies =0, so that the
minimum reconstruction error variance is min{e?} = o2.

Based on the data of Table 4.11, show that the use of &« instead of &.. will result
in an increase of o2 by a factor

le2-52(1—4p,) fr2—863(1—2p,)%] ~ 1+12p? for p, << 1 with 2 uniform pdf

Show that the error probability threshold p., where channel error variance o?
equals the minimum quantization error variance o3 is given by

Pege = (1/3.:"'1/4)

with values of 1/12 and 1/2 for uniform and gamma pdf’s (Table 4.11).

Sketch the transmission error performance (4.174) for the Max-quantization of a
uniform pdf input as a function of p, and L.

(a) Show that this is the result of Figure 4.33.

(b) Show that the critical error rate for which o = o5 is given by
Pege = [1/8(L2-1)).

Show that the quantizer redesign (4.166) by a factor (1—~2p,) causes a decreasc
in channel cocfficient £ by the factor (1-4p,) if p, << I:

En = Eo (l'-'4p,)

For a uniform pdf and an NBC code, show that when i < R most significant bits
are error-protected, the resulting channel coefficient is §9 = 4(27%—27%F)
[Zelinski, 1979].

Define the Hamming distance between two codewords as the number of positions
in which they differ. For R=3 and an FBC code show that thc Hamming
distance matrix is

01123221
10212312
12012132
21101223
32210112
23121021
21321201
12232110

Consider a 2-bit uniform quantizer and symmetrical input pdf models where
relative quantizer slot occupancies are simple integers. For example, in an "n:1"
pdf, the probability of the inner level is # times that of the outer levels. Assume
an input variance of o = 1, a single bit error per word, and an equal probability
of the error being in any of the two positions in the cedeword. Show that
normalized error variance o2/A%p, for different binary codes are the vatues listed
in the following table, Assuming a mmse step size of Ay = 0.996, which is
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4.32)

(4.33)

(4,34)

€4.35)

(4.36)

Problems

optimal for a Gaussian input (Table 4.1) and R = 2, and assuming that p, = 5%,
show that the normalized o value of 2.5 for the NBC and TCC codes in the table
corresponds to a signal-to-channel-noise ratio of $dB. Show that the ratio
increases to 16 dB for all the pdf’s in the table if the most sigrificant bit (MSB)
is totally error-protected. Note that the above noise reductions are only upper
bounds because error protection is never ideal with realistic constraints on the side
information required for it.

o2/a’p,
pdf
FBC, GC | NBC, TCC
I:1 3.0 2.5
2:1 2.33 2.5
31 2.0 2.5

Consider an R-bit AQF system for speech with explicit transmission of step size
information once every N samples, using an r-bit codeword for step size.

{a) Derive the fractional increase of transmission rate as a function of , R and
N,

{b) Assume that 16 levels of &: are allowed and that the 4-bit variance
information is redundantly transmitted five times in anticipation of a noisy
channel, which introduces random bit errors with a probability of 0.025.
Assume that the variance estimate is updated once every 256 samples.

(i)  Show that the overall transmission rate is increased by (7.8/R)% duc
to variance-transmission.

(i) Show that variance-detection based on a majority-count-in-five logic is
going te be erroneous (more tham 2 errors in the 5 transmissions of
any of the 4 variance bits) with a probability of about 6 in 10000.

Show that, for an i.i.d. input, (4.1802) is equivalent to (4.179b), with respect to the
first and second moments of &;(n), if, in (4.179b), the learning period
N = (1+a)/(1—a); N >> 1.

Show that the variance estimate (4.180) can be written in the recursive form
(4.181a).

Show that the time constant 7 of the adaptation logic (4.181) is 2(f, log, 1/a) 7.
Hence show that with f, = 8 kHz, 7 values of 1/4, 2 and 10 ms can be realized
with a = 0,370, 0.8&5. and 0.975, respectively.

Consider a weighted average AQB step size rule

B = 63 EUY )] = 8,01=ap) 3} af [y (a=1)|

=1

where §; is defined in (4.184), and 0 < < 1. A good value for speech
quantization is a; = 0.75 [Castellino et al.,, 1974]. Show that A, can be written
in a recursive form involving only E[|¥ (n—1)|] and |y (n—1}/.
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4.37)

(4.38)

(4.39)

(4.40)

Consider the mmse uniform midrise quantizer for Gaussian inputs with R=2 and
3. Using the results of Table 4.1, and the erfc function in (2.15), show that the
probabilities of output magnitudes are

(@) 0.67 and 0,33 (R=2) and
(b) 0.47,0.30, 0.14, and 0.09 (R=3),

(a) Derive step size multipliers for an adaptive 3-bit quantizer assuming z
Gaussian pdf (¢=0.586 for R=3) and a value of « = 0.5 in (4.181¢).

(b) Show that these multipliers correspond closely to those obtained from
(4.192) with v = 1.12, and {k} values from the first set in (4.194), and that
both multiplier sets are approximated by (M.} = 0.9, 0.9, 1.25 and 1.75.
Note that the H(n—1)A(r—1)/2 term leading to (4.181c) ignores overload
effects; and therefore leads to slightly smaller values for multiplier M ,.

Assume that in AQB-type adaptive quantization, the effect of a bit ¢rror on
y{n—1) is to change the multiplier value from M, at the transmitter to M, at the
receiver. Assuming no further channel errors up to sample time n + [, show that
the ratio of received and transmitted versions of Aln+/) = A,y is

(M IM,) if B=1; (MM if 8<1

- Note the log-step size offset is 8’ log, (M,/M,). For this to decay to a fraction

(1/e) of the original value log, (M,/M,) at sample », show that

1
————ms
Ss log, 67!
where f, is the sampling frequency in kHz. This can be interpreted as the time

constant of a leaky integration logic for log step size. Show that if f, = 8 kHz, 8
values of 31732 and 63/64 provide time constants of approximately 4 and 8 ms.

Ljey =

Consider a robust adaptive quantizer (4.199) for R=2 and NBC code. Assume
that the input is described by x{n)=0 (#<5), x(n) =204<n<13), x{n)
= 0(13<n) and that at 7=0, A(0) = Ay, = 2 and output codeword {b(0)} = 00.
Sketch x{n), y (n) and A(n) for (i) 8 =1 and Gi) 8§ = 7/8.
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" Sub-Band Coding

11.1 Introduction

In the class of zifme domain. coding algorithms (Chapters 5 to 10), the input
waveform is treated as a single full-band signal; and in predictive coders,
redundancy is removed prior to encoding by prediction and inverse filtering. The

main differences in the various algorithms are determined by the degree of.

prediction (Chapters 6 to 8) that is employed, and by whether schemes are
adaptive or not. In delayed decision coding (Chapter 9), input structure is
exploited by means of a multipath search.

In Chapters 11 and 12 another class of encoding algorithms will be discussed in
which the approach is to divide the input signal into a number of separate
frequency componénts, and to encode each of these components separately. This
division into frequency components removes the redundancy in the input and
provides a set of uncorrélafed inputs to the channel. Recall that the action of a
DPCM coder is also similar, if not identical. The encoder in that case, when fed by
a redundant signal, outputs a sequence of prediction error components that tend to
be uncorrelated. The '[r'e;guencg_ _g‘omajn coding techniques have the advantage that
the number of bits_used to encode each frequency component can_be_variable, so
that the encoding accuracy is always placed where it is needed in the frequency
domain. In fact, bands with little or no energy may not be encoded at all.
Variable bit allocation can in principle provide arbitrary forms of noise shaping, a
feature that was realized to some extent by noise feedback in the time-domain
methods of Chapter 7.
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As in the case of time domain techniques, a large variety of frequency domain
algorithms, from simple to complex, are available and the main differences are
usually determined by the way in which source statistics are modeled, and the
degree to which source redundancy is exploited, in the technique. We will begin by
describing one technique of lower complexity called Sub-Band Coding (SBC) and
then proceed to one of higher complexity called Transformi Codifig (TC) (Chapter
12). In the notation of Chapter 1, SBC with fixed bit allocation will be a
medium-complexity coder and TC with variable bit allocation will be a high-
complexity coder.

Unless otherwise mentioned, focus in this SBC chapter will be on speech
waveforms. In the sub-band coder the speech band is divided into typically four or
more, sub-bands by a bank of bandpass filters. "Each sub-band is, in effect, lowpass
translated to zero [ge{[uenci by 4 modulation process equivalent to single-side-band
amplitude modulation. It is then sampled (or_resampled) at its Nyquist rate (twice
the width of the band) and digitally encoded with a PCM 6f DPCM encoder
[Crochicre, Webber and Flanagan, 1976] [Esteban and Galand, 1978]. In this
process, each sub-band can be encoded according to perceptual criteria that are
specific to, that band. On reconstruction, the sub-band signals are decoded and
modulated back to their original locations. They are then summed to give a close
replica of the original speech signal.

Encoding in sub-bands offers several advantages. By appropriately allocating
the bits in different bands, the number of quantizer levels and hence reconstruction
error variance can be separately controlled in each band, and the shape of the
overall reconstruction error spectrum can be controlled as a function of frequency.
In the lower frequency bands, where pitch and formant structure must be
accurately preserved, a larger number of bits/samiple can be used; whercas in upper
frequency bands, where fricative and noise-like sounds occur in speech, fewer
bits/sample can be used. Further, quantization noise can be contained within
bands to prevent masking of a low-level input in one frequency range by quantizing
noise in another frequency range. Section 11.2 gives a quantitative demonstration
of objective (SNR) gains due to sub-band coding.

The most complex part of the coder is the filter bank {Bellanger, Bonnerot and
Coudreuse, 1976] [Esteban and Galard, 1977]. With newer filter technologies such
as CCD filters and digital filters, this complexity is rapidly being reduced. Also the

design_ technique of quadrature-mirror filters (Section 11.4) affords distinct
advantages in digital implementation of this coder.

Figure 11.1 illustrates a basic block diagram of the sub-band coder, The coder
consists of a bank of M bandpass filters, followed by sub-band encoders which
typically are PCM-AQB codgfs. and a multiplexer. The receiver has the inverse
stages of demultiplexing, decoding and bandpass filtering prior to sub-band
addition. Unlike the spectrum channel vocoder for synthetic speech [Flanagan et
al., 1979] [Rabiner and Schafer, 1978] where the object of the filter-bank is only to
preserve information about short-time energy as a function of frequency, the sub-
band - coder in Figure 11.1 transmits individual time waveforms x,{(1);
k =1.2,., M and the receiver adds decoder versions yy (¢} phase-synchronously to
obtain y{¢). The sub-band coder is therefore a waveform-preserving coder.
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Figure 11.1  Block diagram of sub-band coding (SBC).

In Figure 11.1, sub-band width AW was a function of sub-band number k,
implying variable-width sub-bands. The special casg of equal-width sub-bands is
important for implementation (Section 11.4) as well as analytical tractability
(Section 1172). BofF Types of arrangements will be considered for the sub-band
coding of speech (Section 11.5). Figure 11.2 illustrates the two classes of
arrangements for the example of M = 4. Shaded regions define sub-band number
k=3

In the case of equal-width sub:bands

AW, = AW = W/M ;, k=12,..M
~ (aLn
AQ = 20AW = Qu/M = 2aW/M

Figure 11.2  Division of input spettrum into M = 4 sub-bands of (a) conmstant and (b) variable width.
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where W and {tp represent the total input bandwidth in Hz and radians/second,
respectively. In thecase of upequal-sub-bands, they are typically made wider as k
increases:

AWpe > AWy ko= 1,2,.,M—1 (11.2)
The design in (11.2) suggests that the lower frequencies in the speech signal are
moere carefully isolated or observed than the higher frequencies. This provides a
qualitative match to the long-time speech psd [Figure 2.9(a)] and the articulation-
index function (Appendix E), both of which are lowpass functions that decrease as
frequency increases. The above match is, however, not very critical in the presence
-of variable bit allocation, which offers the possibility of digitizing sub-bands with
varying fidelity (Section 11.3). Indeed, an important filter-bank design (the
quadrature-mirror filter bank, Section 11.4) has the defining characteristic that the
input psd is split into equal sub-bands.

Figure 11.3 sketches filter-bank amplitude responses that may be appropriate to
realize the band-splitting operations shown in Figure 11.2. The cbservations to be
made with Figure 11.3 will also hold for the digital filter banks of Section 11.3,
with H(j Q) and Qp replaced by H(e/*) and «, respectively. An important
distinction in Figure 11.3 is between (a) equal-width and (b) variable-width filters.
Another distinction is between filter characteristics that overlap, as in (a), and
characteristics that are non-contiguous, as in (b). The in-between situation of
exactly contiguous filters is academic because practical implementations involve
amplitude responses with finite roll-off characteristics.

The approach in Figure 11.3{(b) calls for extremely fast filter roll-offs that
minimize inter-band gaps, but it offers the possibility of reduced sampling rates

Figure 11.3 Amplitude responses in filter-banks consisting of four individual bandpass characteristics of
(a) equal width and (b) unequal width.
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(smaller values of f), and hence a lower coding rate I [see (11.3)] for given
values of R;. Inter-band frequency gaps will be non-zero in practical filter designs,
and these gaps cause a reverberant quality in the cutput speech of low bit rate SBC
designs, unless the sub-bands can adaptively track regions of significant speech
energy, such as formant frequencies in voiced speech [Crochiere and Sambur,
1977]. Discussions of SBC in this book are confined to fixed bands and fixed bit
allocations. Sub-band coding systems with adaptive bit allocation perform
significantly better because of the dynamic noise-shaping that they provide
[Esteban and Galand, 1978] {Grauel, 1980] [Ramstad, 1982] [Heron, Crochiere
and Cox, 1983]. However, the higher processing involved in adaptive bit allocation
makes it particularly appropriate in the higher-complexity approach of TC
(Chapter 12).

11.2 Transmission Rate I, SNR and Gain Over PCM

In SBC, each sub-band waveform x; () is sampled at a rate f; and encoded
using R, bits per sub-band sample. THé transmission rate in SBC is therefore the
sum of the bit rates needed to code individual sub-bands:

I 1=% 10 R bhs (11.3)
' k=1

In the special case of equal-width sub-bands,
AW, = WM forallk ; fog =200, =2W/M {11.4a)

Since individual sub-band k can be sampled at the frequency 2AW (Section 11.3),
(11.3) simplifies to

2w M .
1= A ¥ Ry bfs  for cqual-width bands {11.4b)

k=1

Note that (11.4b) reduces to the familiar form I = 2WR for full-band coding if
the total number of bits is expressed in the form

M
3 R = MR (11.5)
ke

where R denotes the average number of bits used to encode a full-band sample.
The simple equalities in (11.4b) and (11.5) imply that I is proportional to the sum
of Ry values, This makes the design of variable bit allocation much simpler than in
the general case of unequal-width sub-bands where the relationship between total
bit rate I and the individual Ry values is less direct [see (11.3)].

In the following analysis, we assume non-overlapping equal-width sub-bands, so
that the variances o2, of sub-band inputs can be simply added to obtain the

variance o2 of the full-band input. ~Similarly, variances ¢ of sub-band

490 Sub-Band Coding 11

0212



reconstruction errors can be added to obtain the variance o? of signal reconstruction
error.
The final reconstruction error variance is

67.58C E o (11.6a)
k=1

We assume error-free transmission, and the use of PCM (or DPCM) coding of
individual sub-bands. As a result, for any k, the sub-band reconstruction error
variance is o3 = a}k, a corresponding quantization error variance. Therefore,

M
olspc = 3 e 2 o (11.6b)
P

The reconstruction error variance of a conventional (full-band) PCM coder,
with bit rate equal to the average bit rate R in (11.5), is given by

O',ZPCM - e;2 ZR 2 (1160)

where R is the number of bits/sample.

The SNR improvement Ggpe due to sub-band coding is the ratio of (11.6¢) to
(11.6b). Assuming for simplicity a constant quantizer performance factor (¢4, =
¢¥; all k), we obtain a gain over PCM that depends only on the bit allocation

algorithm:
TR MM
-2R _2 z E xk
2 o
GSBC ot I7; - (1173)

I

SNR |spc(dB) = SNR |pcar (dB) + 10 log Gspe (11.7v)

With a flat spectrum, Gspe can never exceed 1 (Example 11.1). In the case of
non-flat spectra, values of Ggpe > 1 can be realized by bit aliocation procedures
where R; values are matched to ¢2; values in a sense that will be clear from
Examples 11.1 and 11.2. The special case of ¢ -independent and equal Ry simply
leads to Ggpe =1 in (11.7). In Chapter 12, we will fully develop a theory of
optimum bit allocation.

The sub-band codmg:gam Ggpc is really analogous to the prediction gain Gp in
that both of these gains result from the non-flatness of input spectrum. Sub-band
coding gain increases as a function of number of bands M; and prediction gain
increases with order of prediction. As in prediction, the greatest values of Ggpc are
realized when spectrum-dependent bit allocation is allowed to be time varying
[Stjernvall, 1977] [Esteban and Galand, 1978) [Grauel, 1980) [Ramstad, 1982]
[Heron, Crochiere and Cox, 1983]. This will indeed be the approach of Adaptive
Transform Coding in Chapter 12.
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Example 11.1. Two-band coding of a flat spectrum input
We shall again consider the simple case of equally wide sub-bands of width W/2 each.
As a result of the flat specirum,

oh =0k = ai/2 (11.82)
Using this in (11.7a},
2—(R1+R2)
Gsge =2 ———— (11.8b)
)"2R1 | 5=2R2

Figure 11.4(a} plots Gsgc as a function of R, for the example of R, + Ry =6. The
maximum value of Ggpe = 1 occurs for R, = R; = 3. This result can alse be seen by
identifying the above expression for Gspe as the ratio of geometric mean and arithmetic
mean of the terms 27 and 27 *- this ratio is maximum when the terms are equal, i.e.,
when Ry =R, ®

Example 11.2. Two-band coding of the two-level spectrum of Figure 2.24 with a = 2/17
From the results of Example 2.12,

o2y = (16/17) o2 ; o3 = (1/17) &} (11.9a)

Using this in (11.7a),

2—(R1+R7)

_— (11.9b)
162 2Ry 1.972R2

GSBC =17

Figure 11.4(b) plots Gsse as a function of R, for the example of 2R = R, + Rz = 6. Asin
Example 11.1, equal bit allocation (R = R, = 3) results in Gggc = 1. But unlike in the
flat-spectrum case, the maximum value of Ggpc is now 17/8. This maximum occurs if

Figure 11.4 Gggc versus R in two-band SBC schemes with R = 3 bits/sample, for (a) a flat-spectrum
input, and (b) an input with the two-level psd of Figure 2.24 (with & = 2/17).
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Ry =4 and R, = 2. Note that with this design, the error contributions in both sub-bands
(denominator terms in the above expression for Gspe) are equal. In faet, this maximum
gain is the inverse of the spectral flatness measure +?2 for the input (Problem 2.23):

%
2 e [a—a) P - | 232 - B
12 = [a(2—a)] [” 17 17

The equality of maximum gain and ~;2 will be discussed again in Chapter 12. What is
significant for the present discussion is that a two-band SBC procedure is sufficient to utilize
all the spectral redundancy of a two-level psd: in other words, sufficient to realize
Gspc = vi>. The exact realization of the maximum possible gain is due to one other
property of the input spectrum in question: the ratio of component variances, 16, is an
integral power of 2.

The sufficiency of the two-band partition for the two-level spectrum is similar to a result
in Chapter 6 where linear prediction of order N was adequate to utilize the sfm of an
AR(N) process. ®

The constraint on ¥Ry used in Examples 11.1 and 11.2 is more meaningful
with equal-width sub-bands [where I is directly proportional to SR, (11.4b)] than
with variable-width sub-bands [where I is a weighted sum of the R, (11.3)). For
equal-width sub-bands, the results of Example 11.2 can be generalized to the case
of M > 2. The gain Gggc in (11.7a) can again be maximized under the constraint
of a given number of bits [see (11.5}]. This is equivalent to minimizing

M
2R
of = 32 ey
k=1

Using Lagrange multipliers,

3 , M _ar, M
o |€¥ 22 'a’xk—)\ MR‘—ERk =0
dRy k=1 k=1

from which we can express Ry as a function of A:

1 2 1 Tak
Ry = > log, [2e.loge2] + £y log, X

Using this result in MR = 3 Ry, the optimum bit allocation is

IIe#

Rk,oprfg; R+ ';- log, %,\T (11.10)
[1-1

and from the expression for o7 above, the minimum mse [Goodman, 1967] is

M 1/M
min {02} = M 22728 [Hag,] (11.11)
l=1
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and the maximum gain is the ratio of arithmetic mean and geometric mean of the
sub-band variances o21;

1 2
a.

2 2 xi
a2 Mo

I UM = Ty 7
HU:%I} [HU;'I}

I=1 =1

(11.12)

max {Gsgel) =
M

The bit allocation in (11.10), which minimizes the mse o2, will also imply equal
values of noise variance for different k, as a result of (11.6b) and (11.10); this is
also shown formally in the analysis of Chapter 12. We will also see in Chapter 12
that specific forms of noise-shaping can be realized by bit allocations that minimize
certain types of frequency-weighted mean square error.

In coding a signal such as speech whose psd can be approximated as an M -level
psd with M >> 2 (a generalization of Figure 2.24), SBC performance increases
with increasing M. Very large values of M can also take into account the fine
structure in the psd due to the pitch period, in the sense of maintaining a locally
flat psd within each sub-band. The use of fairly small values such as M =4 is
therefore for simplicity, rather than because of a saturation of objective gain Gspc
as a function of M. In particular, 4-band SBC coding of speech is significantly
beiter than 2-band SBC coding, both objectively and from a subjective quality
viewpoint [Cox, 1981, II}. Improvement of performance with M is maintained at
values as high as M = 16 [Ramstad, 1982] [Esteban and Galand, 1982].

11.3 The Integer-Band Filter Bank

An important feature in Figure 11.1 is that bandpass filter cutoffs are chosen
such that each band can be sampled at twice the corresponding bandwidth

Soe = 20W k=12,..M (11.13)

_rather than at twice the highest frequency of the full-band signal. As discussed in
Chapter 3, this is possible in the special situation of integer-band sampling
[Crochicre and Rabiner, 1983] where the lower cutoff frequency Wy in a sub-band

k is an integral multiple| of bandwidth (Figure 3.10):
Y~y Wy =nAW,; n=012.; k=123..M (11.14)

The orders of bandpass filtering and sampling in Figure 11.1 can be reversed.
Consider that discrete-time inputs x{n) are available, sampled at the full-band
Nyquist rate f; = 2W where W = 3, AW, with summation from k = 1 to M, is
the maximum frequency of the full-band signal.

Let the sub-band width be written in the form

AW, = Wit ; k=12,.M (11.19
$p = M for all k with equal -width sub-bands
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With the sub-band partition of Figures 11.2(a) and 11.3(a), {} =4 for all k.
Some of the speech coding examples mentioned later in this chapter use unequal
sub-bands. In these examples, the values of {; range from 4 to 30 (Tables 11.1,
11.2 and 11.3).

Figure 11.5 shows the sequence of filtering and coding operations in SBC, using
the general example of sub-band k in Figure 11.5(a) and the special case of k = 3
and {3 = 4 in Figure 11.5(b).

The {i:1 decimator sub-samples the bandpass output x;(r) by a factor ¢,
implying a sampling rate of fy = 2W/(, = 2AW, for sub-band k. This
decimation implies a repetition rate of its spectrum that is higher than that of the
full-band spectrum by a factor {%. As a result of this, the x-axes in the two figures
of (b) differ by a factor {; = 4. One of the repetitions of the spectrum will be in
the baseband, so that the decimation effectively translates the lower frequency edge
of the bandpass signal band to zero frequency. The 1:f; interpolator fills in (f,—1)
zeros in between every pair of incoming lowpass samples. The kth harmonic of the
interpolated baseband is thus effectively bandpass-translated to the appropriate
initial bandpass region. The explicit modulation processes mentioned in Section
11.1 are therefore replaced by simpler discrete-time processes of decimation and
interpolation. It js assumed that the interpolation process includes an amplitude
scaling factor of {}. This maintains the original value of input variance in spite of
the zero-valued amplitudes that are introduced in the interpolation process.

The amplitude spectra |X;(e/®)| and |X'5(e/*)| in Figure 11.5(b) refer to sub-
band k& = 3, with {3 = 4; the illustration is equivalent to the continuous-time case

Figure 11.5  Realization of integer-band sampling with a discrete-time input: (a) block diagram of SBC
coding for sub-band k; and (b) original spectrum and resampled spectrum afier decimation, for sub-band
k =3, with {3 = 4. The baseband spectrum resulting from the decimation is shifted back to the original
frequency range of sub-band k after interpolation by a factor {;.
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of Figure 3.9, which also used the example of £ =3, Note that the spectrum of
the decimated sequence has its own frequency scaling. If the procedure of the last
two paragraphs is repeated for an even-numbered sub-band (k = 2 or k = 4), it
can be shown that the spectrum gets inverted in the process of lowpass translation
to the baseband. This is, however, ncutralized by a subsequent inversion in the
interpolation process for even k [Crochiere and Rabiner, 1983].

The integer-band constraint in (11.14) is invariably assumed in SBC for the
obvious reason of minimizing sub-band sampling frequencies and hence the overall
information rate

M M M
I=3F =3 faRe = 3 2AW; R, bits/second (11.16)
k=1 k=1 k=1

11.4 Quadrature-Mirror Filter Banks

The overlapping sub-band situation in Figure 11.3(a) suggests that aliasing
effects can occur if sub-bands are sampled at fo = 2W/M = Qpu/xM. This
prablem is very elegantly tackled in the guadrature-mirror filter bank (QMFB)
approach of Figure 11.6 [Esteban and Galand, 1977]. This figure shows the
division of a full-band signal of maximum radian frequency = into two of equal
width by using a constrained pair of lowpass and highpass filters. In the notation
of (11.15), &y = {3 = M = 2. By rcpeated subdivisions of resulting sub-bands using
QMF filter banks, one can realize an SBC filter bank with M given by a power of
2, such as M =4 as in Figure 11.3(a). Values of M that are not powers of 2 can
also be realized by simply ignoring appropriate sub-band branches in the QMF tree
(Table 11.3 and Problem 11.2).

The rest of the following discussion refers to the first stage of such a filter bank,
involving two sub-bands as in Figure 11.6. When further stages of band-
partitioning are introduced, each of the branches in Figure 11.6(a) will be split into
further branches, and sampling frequencies will be reduced by factors of two at
cach stage; but the results of Figure 11.6(b) will apply repeatedly with appropriate
redefinitions of the absolute frequencies represented by 0, # and /2 in that figure.

Each of the sub-band signals x;{n) and x,(n) is resampled by a factor 2:1.
This reduction of the sub-band sampling rates is necessary in order to maintain a
minimal overall bit rate in encoding thesé signals. This reduction of sampling rate
intreduces aliasing terms in each of the sub-band signals because of the finite rate
of roll-off in flter responses. For example, in the lower band the signal energy in
the frequency range above x/2 is folded down into the range 0 to x/2 and appears
as aliasing distortion in this signal, in the frequency range covered by the hatched
region in the left half of Figure 11.6(b). In the above explanation, and in the rest
of this section, w is nof redefined as in Figure 11.5(b). Aliasing also occurs for the
upper band in a similar fashion; any signal energy in the frequency range below /2
is folded upward into its Nyquist band =/2 to m; this causes aliasing in the
frequency range covered by the hatched area in the right half of Figure 11.6(b).
This mutual aliasing of signal energy between the upper and lower sub-bands is
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Figure 11.6 Quadrature-mirror filtering for splitting an input into two equal-width spb-bands: (a)

implementation; and (b} qualitative illustration of z filtet-bank response that provides alias-image
cancellation [Esteban and Galand, 1978] [Crochiere, 1981].

sometimes called interband leakage. The amount of leakage that occurs between
sub-bands is directly dependent on the degree to which the filters #;(n) and &, ()
approximate ideal lowpass and highpass filters, respectively.

In the reconstruction process, the sub-band sampling rates are increased by a
factor 1:2 by filling in zero-valued samples between each pair of sub-band samples.
This introduces a periodic repetition of the signal spectra in the sub-band. For
example, in the lower band the signal energy from 0 to 7/2 is symmetrically folded
around the frequency /2 into the range of the upper band. This unwanted signal
energy, referred to as an image is mostly filtered out by the lowpass filter #;(r) in

"the receiver. This filtering operation effectively interpolates the zero-valued
samples that have been inserted between the sub-band signals to values that
‘appropriately represent the desired waveform [Crochiere and Rabiner, 1983).
Similarly, in the upper sub-band sigral an image is reflected to the lower sub-band
and filtered out by the filtet—k, (r).

The degree to which the above images are removed by the filters k;{n) and
~h,(n) is determined by the degree to which they approximate ideal lowpass and

_highpass filters. Because of the special relationship of the sub-band signals in the
QMF filter bank, the remaining components of the images can be canceled by
aliasing terms introduced in the analysis. This cancellation occurs after the
addition of the two interpolated sub-band signals »;{r) and y,(n), and the
cancellation is exact in the absence of coding errors. In the presence of coding, this
cancellation is obtained to the level of quantization noise.
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If S; and S, refer to lower-band and upper-band signals and subscripts 4 and I
denote aliasing and imaging, the adder input y;(n) in Figure 11.6(a) will consist of
the following main components, correct to filter attenuation effects: S; and 5,4 in
the lower band and Sj; and Sj.4 in the upper band. Similarly, input p, (n) will
consist of components S,; and Sy in the lower band and ., and S, in the upper
band. When y;(n) and y,(n) are added, components S,, and S,; cancel in the
lower band, while components S;; and Sy4 cancel in the upper band, leaving S; and
Si4 in the lower band and S, and Sy, in the higher band. The components of
Su4 and S, actually belong in the respective bands, and in the case of a QMF
design with an allpass characteristic, these components exactly compensate for the
in-band attenuations present in Sy and S,,.

One way of obtaining this cancellation property in the QMF filter bank is to use
filters h;(n) and h,(n), which are respectively symmetrical and anti-symmetrical
finite impulse response (FIR) designs with even numbers of taps, i.c.,

hn) =h,(n) =0 for0>n 2= N; (11.17)
) =N —-1-n), n=0l1,,N2-1; {11.18a)
hyt) ==k, (IN—=1—=n), r=01,,N/2-1 (11.18b)

The cancellation of aliasing effects in the QMF filter bank further requires that the
filters in Figure 11.6(a) satisfy the condition [Esteban and Galand, 1977]
[Crochiere and Rabiner, 1983]

hyn) = D", n=01,..N—-1 (11.19

which is a mirror image relationship of the filters, implying symmetry about #/2, as
in Figure 11.6(b). The coefficients of the filters are identical except that their signs
alternate. Therefore, both filters can be realized using a single N-tap filter as the
starting point.

Further, if the filter-bank output y (n) is desired to be a delayed replica of input
x (n) (in the absence of coding errors), the filters A;(n) and h, (n) must also satisfy
the condition

|H; (/)2 + |H, (/) |2 =1, (11.20)

where H;(e/*) and H,(e/®) are the Fourier transforms of h;(n) and h,(n),
respectively; this is simply the condition for an allpass characteristic. If the allpass
condition (11.20) is included in the mirror-image design (11.19), the point of
intersection of the two filter functions in Figure 11.6{b) will be the —3 dB point for
each transfer function.

The flter requirement in (11.20) cannot be met exactly by the mirror image
filters of (11.19) except when N = 2 and when N approaches infinity. However, it
can be very closely approximated for modest values of N. Filter designs which
satisfy (11.18) and (11.19) and approximate the condition of (11.20) can be
obtained with the aid of an optimization program [Johnston, 1980]. Resulting filter
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Table 11.1  Quadrature Misror Filters of order N = 32 and N = |6. Listed numbers are values of
coefficients h;(n) for N/2 < n € N. Values of other coefficients follow (11.8) and (11.9) [Johaston,
1980] [Crochicre and Rabiner, 1983; Reprinted with permission].

N =32 N =16
h{16) to (23} h24) 10 A{31) k(8) to A(15)
4.6645830E-01 1.7881950E-02 .47211220E 00
1.2846510E-01 —1.7219030E-04 .11786660E 00
—9.98001 10E-02 —9.3636330E-03 ~.99295500E-01
—3.9244910E-02 1.4272050E-03 —.26275600E-01
5.2909300E-02 4,158 1240E-03 464T6840E-01
1.4468810E-02 —1.2601150E-03 .19911500E-02
—3.1155320E-02 —1.3508480E-03 —.20487510E-01
—4.1094160E-03 6.5064660E-04 65256660E-02

coefficients for N values in the range 8 to 64 have been tabulated [Crochiere, 19811
[Crochiere and Rabiner, 19831,

Table 11.1 lists representative designs for ¥ = 32 and N = 16. In a QMF tree
for M = 4 sub-bands, the first subdivision may use filters of order N = 32, In view
of the 2:1 decimation, 2 matching design for the second stage of the QMF tree
would then be N = 16.

Figure 11.7 shows the frequency response characteristics for a 32-tap filter
design [Crochiere, 1981]. Figure 11.7(a) shows the magnitude of H,(e/*) and
H, (e} expressed in dB as a function of w. As in the schematic of Figure 11.6(b),
note that the roll-off regions of the two responses intersect at the —3dB point for
cach characteristic. Figure 11.7(b} shows the magnitude of the expression
|H; (/) |? + |H, (e/*}|? expressed in dB as a function of w. As can be seen from
Figure 11.7(b), the requirement of (11.20) is satisfied to within £0.025 dB, which
is more than satisfactory for good SBC performance. The reconstruction error in
the 32-tap design of Table 11.1 is also +0.025 dB, but the stop-band attenuation of
this filter (measured at the first stop-band peak) is 52 dB, which is much greater
than the 37 dB attenuation in the example of Figure 11.7(a). In the 16-tap
example of Table 11.1, the reconstruction error is +0.07 dB, and the stop-band
' attenuation is 30 dB.

The use of FIR filters has the advantage of linear-phase characteristics which
eliminate the problems of group delay distortions. This feature also allows the 2-
band design of Figure 11.6 to be conveniently cascaded in three structures
(Example 11.5, Problem 11,1.2) without the need for phase compensation. However,
effective FIR designs imply significant coding delays. For example, with the 32-tap
design just mentioned, the coding and decoding delays due to the first level of the
QMF tree are 4 ms each, assuming 8 kHz input sampling; and subsequent levels of
" the QMF partition introduce corresponding additional delays. In order to
implement SBC systems with smaller values of delay, there has been at least one
proposal for 2 QMF bank based on infinite impulse response (IIR) designs
[Ramstad and Foss, 1980]. This proposal includes special procedures for mitigating
the group delay distortions inherent in ITR designs.
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Figure 11.7 Iiustration of amplitude-frequency responses in a quadrature mirror filter bank using FIR
filters: (a) lowpass and highpass characteristics of individual 32-tap FIR filters; and (b) approximately
allpass characteristic of the combination [Crochiere, 19811,

11.5 Sub-Band Coding of Speech

The following examples illustrate the design of fixed bit-allocation SBC systems
for speech at bit rates in the range of 9.6 kb/s to 32 kb/s. The 32 kb/s system
with fixed bit allocation can provide very high subjective quality, with MOS scores
in the order of 4.2; a necessary condition for tol! guality reproduction of telephone
speech, while fixed bit-allocation SBC systems at lower bit rates provide different
grades of communications quality encoding. Example 11.5 also illustrates the use
of the QMF systems discussed in Section 11.4.

Example 11.3. Sub-band coding of speech at 9.6 kb/s

Table 11.2 shows a sub-band partition for a 9.6 kb/s SBC system. The sub-band
sampling rates are obtained from an original sampling rate of 9.6 kHz by using &:1
decimations, with ¥, values of 20, 10, 9 and 5.

The PCM coders use adaptive quantization (for example, the AQB system with 2 one-
word memory, Chapter 4); and ranges of step size are individually matched to the long-
time-averaged variances of individual sub-band signals. This is indicated by the different
Anin values in Table 11.2. Respective Ap,, values are typically 256 times greater.
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Table 11.2  Sub-band coder designs for 9.6 kb/s [Crochiere, 1977]

Sk Sub-band | Relative
Decimation Band Sampling Amin

Factor from Edges Rates Values Ry I
Band 9.6 kHz (Hz) (Hz) (dB) (bits/sample} | (kb/s)
1 20 240-480 480 0.0 3 1.44
2 10 480-960 960 -3.0 3 2.88
3 9 1067-1600 1067 —8.5 2 2.13
4 s 1920-2880 1920 -14.0 1.5 2.88
Sync 0.27
Total Bit Rate I (kb/s) 9.60

Typical SNR (dB) 10.8

The bit allocation of (3, 3, 2, 1.5} bits/sample is a perceptually optimized design; it codes
lower frequency sub-bands with greater fidelity than the higher frequency sub-bands. The
fractional value of Ry = 1.5 bits/sample can be obtained in several ways [Crochiere, 1977];
for example, by the use of Ry = 1.0 and R; = 2.0 for alternate samples, with appropriate
meodification of step size logics.

Notice that in Table 11.2, the transmission rate for each band is a rational fraction of
total rate / so that sub-band data can be multiplexed into a repetitive framed sequence.
The lowest common denominator of these rational fractions, including the fraction of
transmission rate reserved for frame synchronization purposes (denoted by "Sync" in Table
11.2) determines the smallest possible frame size for the SBC transmission system
[Crochiere, 1977]. In certain applications such as voice storage and computer voice
response, synchronization procedures may be built-in, and there may not be any need for
transmitting special "Sync® bits. This is indeed the situation assumed in Table 11.4.

The quality of the time-invariant 9.6 kb/s system is limited by a reverberant quality in
the output y {n) due to inter-band gaps. Designs without gaps involve smaller values of Rj,
greater quantization noise, and even lower quality. On the other hand, 9.6 kb/s SBC
systems, as a class, perform much better than full-band fixed-prediction speech coders at 9.6
kb/s; in particular, better than 9.6 kb/s ADM systems, In subjective tests, the 9.6 kb/s
SBC system is judged to be equivalent to an ADM system at twice the coding rate, i.e., 19.2
kb/s [Crochiere, 1977]. This advantage is directly related to variable bit allocation, and the
fact that the quantization noisc in the coding of sub-band & with R bits/sample is
contained within that band. e

Example 11.4. SBC coding of ch at 16 kb/s

Table 11.3 refers to a 16 kb/s SBC system. The explanation of the numbers in this table
is very similar to that for Table 11.2. In perceptual tests, this coder is comparable to 24
kb/s DPCM-AQB. The quality of 16 kb/s SBC with fixed bit allocation is useful for many
commurications applications, although this SBC output is clearly distinguishable from the
original input in side-by-side comparisons.

A comparison of the A, values in Tables 11.2 and 11.3 shows that the design of Table
11.3 is a better match to the long-time-averaged psd of speech. Note that in Figure 2.9(a),
the psd peaks at a value of frequency that is non-zero, and so does the A, versus k profile in
Table 11.3. The behavior with respect to frequency k is monotonic in Table 11.2.
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Table 11.3 Sub-band coder design for 16 kb/s [Crochiere, 1977]

{x Sub-band | Relative
Decimation Band Sampling Ain

Factor from Edges Rates Values Ry I
Band | 10.67 kHz (H2 (Hz) (dB) (bits/sample) | {kb/s)
1 30 178-356 356 =2.0 4 1.42
2 18 296-593 593 0.0 4 2.37
3 10 533-1067 1067 -6.0 3 3.20
4 5 1067-2133 2133 -11.5 2 4.27
5 5 2133-3200 2133 —-18.0 2 427
Syne 0.47
Total Bit Rate I (kb/s) 16.00

Typical SNR (dB) 13.6

Example 11.5. SBC coding of speech at 16, 24 or 32 kb/s

Table 11.4 shows a general sub-band partitioning framework that can be used for SBC
coding at bit rates of 16, 24 or 32 kb/s, The sub-band partitioning is obtained by repeated
use of the QMF partitioning principle (Problem 11.2). Note that the 16 and 24 kb/s
systems use four sub-bands while the 32 kb/s system uscs five sub-bands. The speech
bandwidth aliowed in this Ave-band systern includes the 3 to 4 kHz range; this is a
capability in excess of the 3.2 kHz limit assumed for telephone speech.

Figure 11.8 shows sub-band signals x;(r}; k = 1,2,3,4 in a 4-band system which uses
the four lower bands of Table 11.4. As shown in the table, respective sampling rates are
Sex = 1000, 1000, 2000 and 2000 Hz. These sampling rates are obtained from an original
sampling rate of f, = 8000 Hz by using {}:1 decimations. Respective values of {3, also
listed in the table, are 8, 8, 4 and 4. Note that as we move the lowest sub-band (0-500 Hz)
to the highest (2000-3000 Hz), the left half of the waveform becomes increasingly more
prominent. This is because of the preponderance of high frequency energy in the left half of
the original full-band waveform. Notice also that the waveforms in the lower two sub-bands
do not look very different. This is because the original full-band waveform in this example
has significant energies centered at about 700 Hz, and this is a strong common component in
both of the lower two sub-bands, which happen to overlap significantly in the 700 Hz region.

Table 11.4 Sub-band coder designs for 16, 24 or 32 kb/s [Crochicre, 19811,

& Sub-band
Decimation Band Sampling R; (bits/sample)
Factor From Edges Rates for T (kb/s) =
Band 8 kHz (Hz) (Hz) 16 24 32
1 8 0-500 1000 4 5 5
2 8 500-1000 1000 4 5 5
3 4 1000-2000 2000 2 4 4
4 4 2000-3000 2000 2 3 4
5 4 3000-4000 2000 0 0 3
502 Sub-Band Coding 11
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Figure 1.8 (a) Full-band speech waveform of duration 32 ms; and (b)(c){d){e) sub-band signals
xy(n) for k = 1,23,4 in the SBC system of Table 11.4. The sub-band signals x,(n), x;(n) and x,()
have been magnified by a factor of 2.5 [Cox, 1983].

The full-band signal cerresponding to x,(k) waveforms is a voiced speech segment of
duration 32 ms. At the respective Nyquist sampling rates fi4, the sub-band signals exhibit
much lower values of adjacent-sample correlation than a full-band speech waveform sampled
at its Nyquist rate f,. The entire waveform x,(r) in Figure 11.8(b), for example, is
sampled only 32 times because of the decimation to 1 kHz. The lower correlations in sub-
band signals can also be conjectured from Figure 11.2 where individual sub-bands are seen
to have flatter psd’s than the full-band speech. (Also, see Problem 11.7). This is the reason
why PCM, rather than DPCM, is often assumed in SBC systems, although, with real speech
spectra, non-negligible values of prediction gain can be realized even in the case of
(individually optimized) fixed predictors of order one.

- The nature of the long-time-averaged speech spectrum [Figure 2.9(a)] suggests that the
long-term sub-band spectrum can be high-pass in the ranges of sub-bands 1 and 2 of Table
11.4. High-pass spectra in sub-bands can also result from high-frequency pre-emphasis in
telephone systems. In fact, in an implementation of the coders of Table 11.4 with telephone
speech that includes high-freql.};:ncy pre-emphasis, the sub-band coders use DPCM-AQB
with fixed first-order predictors, that reflect highpass spectra in four out of five sub-bands.
Recommended values of coefficient 4, for pre-emphasized speech, are —0.71, —0,28, —0.31,
0.26 and —0.64 in sub-bands 1 through 5, respectively [Daumer, 1982). e

With fixed bit allocation, high quality coding with SBC requires a total bit rate
in the order of 32 kb/s. In formal subjective testing, the SBC system of Table 11.4

obtains MOS scores (on a scale of 1 to 5), of 4,3, 3.9 and 3.1 at bit rates of 32, 24
and 16 kb/s [Daumer, 1982]. If the bit rate is at least 24 kb/s, there is an
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adequate margin of safety for accommodating tandem encodings of 2 to 3 SBC
stages with useful final quality.

Although the results of Tables 11.2 to 11.4 refer to specific speech coding
systems, they provide general design features that apply to other coding
applications as well. An important example is in 9.6 kb/s SBC-TDHS (time-
domain harmonic scaling) coding systems involving time-compression of input
speech by a factor 2:1 prior to sub-band coding at a bit rate slightly under 2(9.6) =
19.2 kb/s [Malah, 19791 [Malah, Crochiere and Cox, 19811 [Crothiere, Cox and
Johnston, 1982]. This procedure can result in an improvement over direct SBC at
9.6 kb/s, but the improvement is obtained at the cost of additional complexity,
needed for pitch computations that TDHS is based on. Another example of SBC
application is the coding of FM-grade audio signals (W = 20 kHz) (Problem 11.3)
and AM-grade audio signals (W = 7 kHz). For example, a two-band SBC system
with the band partition [0-3500 Hz] [3500 Hz-7000 Hz] is a goed digitizer for 7
kHz material at a coding rate of 56 kb/s [Johnston and Crochiere, 1979].

Comparisen of DPCM, DPCM-AP, SBC and ATC. Figure 11.9 shows the
performance of four speech coders as a function of bit rate 7. The set of coders
includes two time-domain coders (DPCM coders with and without adaptive
prediction (prediction order equal to one and eight, respectively) and two
frequency-domain coders, SBC and ATC (Chapter 12).

One significant comparison in the figure is between the medium complexity
techniques, SBC (with fixed bit allocation) and DPCM {with fixed prediction).
The DPCM coder degrades rapidly if I < 16 kb/s (R < 2 bitsfsample) because of
poor gquantization performance, compounded by the effects of quantization error
feedback. The other significant comparison is between the high complexity
techniques, DPCM-AP (APC) and ATC. In this specific study, neither of the two
techniques incorporated pitch structure. It is interesting that ATC has a consistent

Figure 11.9 Segmental SNR in time-domain and frequency-domain speech coders as a function of bit
rate  [Tribolet ct al.;°1979, AT&TL
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2 to 3 dB advantage. In another study, involving a subjective comparison of APC
and ATC, both using pitch in formation, APC was in fact rated slightly better
[Daumer, 1982]. Part of the reason for the very good performance of that APC
system was a carefully designed algorithm for noise shaping.

The comparisons between DPCM and DPCM-APF, and between SBC and
ATC, are less interesting in that the inferences are well expected in each case. The
ATC system can be regarded crudely as the equivalent of an SBC system with two
very significant refinements: (a) a much larger number of sub-bands M, and (b)
adaptive bit-allocation {R,} that is matched to short-term rather than long-term-
averaged specch spectrum. As a consequence of these refinements, ATC systems
utilize the spectral non-flatness in speech more completely and adaptively, in a
fashion similar to redundancy-removal in a full-fledged APC system with higher-
order spectrum prediction. The nonadaptive SBC system utilizes spectral non-
flatness only in a non-adaptive, and hence incomplete sense. A special, but
academic, input for which SBC provides complete redundancy remeval is one with
a staircase-type psd, as in Figure 2.24. For that two-level psd example, SBC with
M =2 provides a complete utilization of spectral non-flatness (Example 11.3 and
Problem 11.6),

Combinations of sub-band coding and adaptive prediction. The performance of sub-
band coding can be significantly improved by supplementing it with the time-
domain operation of adaptive prediction {Atal and Remde, 1981] [Honda, Kitawaki
and Itakura, 1982]. The general philosophy of these hybrid techniques is to split
the burden of redundancy removal between the frequency domain and the time
domain. The hybrid approach also provides the possibility of noise shaping in both
the frequency domain and the time domain. In one system, the latter is provided
by dividing basic time blocks of duration in the order of one pitch period into sub-
blocks, typically four in number; and allocating quantization bits on the basis of
prediction error energy in each sub-interval. This is done separately, for each of
typically three {o four sub-bands. The bit allocation in the time demain provides
better encoding of the higher-valued prediction error samples during the onset of a
pitch period and mitigates the problem of quantization error feedback, separately in
each sub-band. With spectrum prediction of order four and pitch prediction, the
sub-band coder with time-frequency bit allocation provides MOS quality scores in
the order of 3.5 at 16 kb/s and 4.0 at 24 kb/s [Honda, Kitawaki and Itakura,
1982].

3
11.6 Transmission Error Effects

Bit errors in an individual sub-band will generate error contributions at the
feceiver output within that frequency band. Since the channel error contributions
in different sub-bands are expected to be uncorrelated, the corresponding error
variances will simply add. The results of Section 11.2 and Section 4.9 can
therefore be used to derive an expression for channel error variance o2 in an SBC
system. Also, explicit forms of error-protection can be used to mitigate channel
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error effects in SBC decoding. Error-protection systems can exploit not only the
different sensitivities of various bits in transmitted codewords (as in Section 4.9),
but also the different sensitivities of various sub-bands to transmission error effects.
These points will be made more quantitative during the discussion of Transform
Coding in Chapter 12.

Example 11.6. Transmission error effects in 24 kb/s SBC systems

Figure 11.10 describes the performance of three SBC systems at £ = 24 kb/s and bit
error rate p,. In coder A, the adaptive quantizers use the one-word memory logic (4.185).
In coder B, the adaptive quantizers use the robust version (4.199a) of the adaptation logic,
with step size leakage factor § = 31/32. In coder C, the sign bit (most significant bit) as
well as the most significant magnitude bit in the lowest frequency sub-band are ideally error
protected. This protection requires an appropriate amount of bit-stealing from the
quantizers, in order to maintain the total bit rate at the original value of J = 24 kb/s
(Problem 11.8). However, the resulting increase of quantization noise is more than
compensated for by reductions in channel noise if the error rate p, is in the order of 1072 or
greater. The overall performance is so as to provide acceptable speech outputs at p, = 107,
but not at p, = 107, @

CODER €
{B=31/32 AND BIT
ERROR PROTECTION)

- 0r
=
= 8t
- ~
N
& ar N, \
N
2t , \\ \
oF \ \
“—CODER B
a2l 3 9 (831/32)
-4L - 1 1 1
o 0-3 {0-2 101

BIT ERROR RATE Py

Figure 11.10  Transmission error performance of 16 kb/s SBC systems. Values of scgmental SAR as a
Function of bit error rate p, [Crochiere;©1978, AT&TI.

Problems

(11.1)  Consider a 4-band SBC system where sub-band partitions are constrained by
filter-bank considerations to be either (a) or (b) below:

() [0-800] [800--1600] [1600—2400] [2400—3200] Hz
() [225—4501 [450~900] [1000—1500] [1800—2700] Hz

508 Sub-Band Coding 11

0228



ki L2

(11.3)

{11.4)

(11.5)

(11.6)

Prcblems

Ignoring side information for synchronization bits, show that bit allocations that
provide 9.6 kb/s with the filter-banks above are respectively

{a) 3,2,1,0 bits/sample
{b) 4,3, 2,1 bits/sample

Note that (b) is closer to the design recommended in Table 11.2.

1t is required to design a four-band filter-bank [0-0.5] [0.5-1.0] [1.0-2.0] [2.0-3.0]
kHz for 16 kb/s coding of speech.

(a) Show the band-division tree that realizes this partition using repeated
quadrature mirror filtering of the [0-4.0] kHz band.

(b) Assuming that max{R;} = 5 and min{R;} = 2 bits/sample, show that there
are at least 2 bit assignments [5,3,2,2] [4,4,2,2] that realize a total bit rate
I = 16 kb/s. Ignore side information considerations, as in Problem 11.1.

Consider a 6-band SBC system for studio-grade music, with sub-bands [0-0.625]
[0.625-1.25] [1.25-2.5] [2.5-5.0] [5.0-10.0] [10.0-20.0] kHz. Allowing 6 kb/s for
synchronization information, show that the bit allocation (12, 10, 9, 8, 6, 5)
bits/sample permits digital transmission over a 256 kb/s channel.

Consider a SBC system with M bands of equal width AB. Consider the SBC
input as a l-second sequence of 2M AW samples. Denote variances of individual
samples of sub-band & by a2 ; k = 1,2,..,M. Let each of these samples in sub-
band k& be quantized using R, bits/sample. Because of a constant sampling rate
2AW, the total number of samples per second is independent of £. The optimum
bit allocation for minimum mse, and the maximum gain Ggpc over single-band
PCM, are given (on a per sample basis) by (11.10) and (11.12).

It is also useful to give results on a per second basis. Define R as the total bit
rate (bits/sec) in the SBC system, R, = 2AW R, as the bit rate (bits/second)
allocated to encode band k, and o2 = ¢, 2AW as the power in sub-band k.
Show that the formulas (11.10) and (11.12) are equivalent to the pair of formulas

1 X,
— >0
R o ME: *
Ryope = E + AW log; T U max{Ggpc} = a1
2 2
Tk IIoz:

Refer to Problem 11.4 and the equal-width four-band partition of Problem
11.1(a). Equate the power o = a2 2AW to Sp2AW where S, represents the
average value of izput psd in sub-band k. Use the long-time psd of speech in
Figure 2.9(a} together with the formula for Ry, in Problem 11.4 to show that
the bit allocations in Problem 11.1(a) are indeed nearly optimal for a mmse
criterion.

Consider the highly structured two-level psd of Figure 2.24 and (2.168),

(a) Consider SBC with M = 2 AQ = {1/2, and band-edges at 0, 0 y/2 and
Qw to follow the shape of the input psd. Use the result of Problem 11.4 to
show that the maximum gain in 2-band SBC is
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max{Ggpc} = la(2—a)]™®

(b) Show that max{?Gspc} = ¥72 = max{Gsac), the reciprocal of the spectral
flatness measure (Problem 2.22) of the process, i.e., SBC with M =2
bands is sufficient to realize the maximum performance for this special psd.

(11.7)  Consider the case of M equal-width sub-bands.

{a) Show that the adjacent sample correlation py; for the decimated signal in
sub-band k vanishes if the psd in that sub-band is flat-topped.

(b) Determine the four values of g, for the 4-band partition of a signal with an
integrated power spectrum and y = 4.

(11.8)  Consider a 4-band SBC system for 24 kb/s speech coding, with the QMF
partition [0, 1000] [1000, 2000] [2000, 3000] [3000, 4000} Hz, and with a normal
bit allocation of (5, 4, 2, 1) bits/sample for quantization. Consider that this
system is adapted to a noisy channel by protecting all bits in the first sub-band
using a (12, 8) Hamming code (with 4 redundant bits for every 8 message bits).
Show that if the bit allocation for quantization is changed to (4, 3, 2, 1)
bits/sample, the total transmission rate is still 24 kb/s.
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12

Transform Coding

12.1 Imntroduction

We have seen in Chapter 6 that a stationary random sequence {X (n)} can be
efficiently encoded by predictive coding (DPCM) if its psd Sy, (e’*) is not fiat.
Specifically, the reconstruction error in predictive encoding is upper-bounded in the
form

o} = €lo} 2> vioi (12.1a)
where ¢ is the quantizer performance factor, o§ is the variance of the difference
(prediction error) signal, and ~2 is the spectral flatness measure:

~2 = exp Lf log, Syx(e/9)dw |/a? (12.1b)
r 2,

For the example of first-order Gauss-Markov sources (Chapter 2), (12.1b) takes
on the special values (1—p?) and (1-p»? in one- and two-dimensional cases,
respectively, and the prediction gains (gains over PCM), given by the reciprocal of
% values, are realized by an optimal first-order predictor in the one-dimensional
example (6.24c), and by an optimal three-element predictor in the separable two-
dimensional case (6.36d). With higher-order processes, we have seen that the
predictor order should be correspondingly higher in order to approach the
performance bound (12.1). Finally, we recall that the v; bound applies to systems
which exploit linear dependencies between input samples. DPCM is an example of
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\ .
such a system, and the first-order Markov source (with p — 1) is an example
where linear dependencies can be simply observed, in terms of very significant
correlations between adjacent input samples, or, equivalently, a psd that is lowpass
or highpass.

The techniques of the present chapter will represent another approach for the
utilization of linear dependencies for efficient digitization, called Transform Coding

(TC). Its performance will be characterized by a performance gain over PCM,
denoted by Gpc:

SNR-(dB)|r¢c = SNR (dB)|pcar + 10 log Gre (12.2

The gain Grc will be a function of the source statistics, the type of linear transform
and the transform length NV to be defined presently. Later sections of this chapter
will include closed-form expressions for Gy for certain model sources, as well as
experimental values of Gy¢ for speech and image inputs.

The asymptotic mse performance is theoretically the same for DPCM and TC
[Nitadori, 1970]. In the latter case, this performance is expressed by the
asymptotic gain *Gre; and its maximum value is equal to the maximum value of
“Gp for a given source. However, important differences exist between DPCM and
TC, especially at -low bit rates: in terms of subjective quality, matching of
algorithm to input statistics, and effects of transmission errors. In the case of video
inputs, TC is more robust than DPCM with regard to input statistics and channel
errors [Netravali and Limb, 1980]. In the case of an ideal channel and a known
source, TC offers a more direct approach to R(D) bounds, in both image and
speech applications. The price paid for these advantages is increased encoding
delay which, in TC, is proportional to transform length N and, in the case of TC
with adaptive bit assignment (ATC), an encoding complexity comparable to that of
fully adaptive APC.

Transform coding is a "frequency-domain" approach like SBC; however, the
problem of bit allocation, introduced in Chapter 11, will be considered much more
carefully in this chapter; and in the case of speech signals, the number of sub-
bands, or equivalently, the number of transform coefficients, will be much greater
than four, which was typical in the discussion of Chapter 11. The number of
transform coefficients will be called NV; it will also be referred to as the order of the
transform; transform coding is also referred to as block quantization [Huang and
Schultheiss, 1963] and input blocks used for an Nth order transform will in fact be
N samples long. By using appropriate values of N and appropriate bit allocation
strategies, transform coding procedures for speech and images will be shown to
provide high quality digitizatiE'ns at an average rate of R = 2 bits/sample (Figures
1.5 and 1.6) and acceptable digitizations at R = 1 bit/sample.

Variable bit allocation is always assumed in this chapter; and for simplicity, the
resulting average bit rate R will be referred to simply as the bit rate R.

Transform Coding may also be used for_the efficient encoding of sequences
which are not successive samples of a waveform, but samples of N correlated
sources: for example, the outputs of N parallel filters in a speech vocoder [Kramer

and Mathews, 1956). In all of the rest of this chapter, however, we will be
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concerned with the use of TC for encoding sequences of successive samples of a
single waveform.

The efficiency of a transform coding system will depend on thc type of lmcar
transform | “(Sections 12.5 and 12.6) and re of bit allg
‘transform coefficients (Section 12.4). Most practncal systems will be based on sub-
optimal approaches for transform operation as well as bit allocation.

Figure 12.1{a) is a block diagram of transform coding. It is a waveform
digitizing procedure where a block of N input samples x () is linearly transformed
into a set of N transform coefficients §(n} {for example, a set of Fourier
coefficients). The coefficients are then quantized for transmission, and a
reconstruction of x(n) is obtained at the receiver using an inverse transform
operation on quantized coefficients. Figure 12.1(b) shows how the above coding
scheme is implemented. The input block could be one of high resolution PCM
samples; for example, 8-bit resolution for images, and 12-bit resolution for speech.
The output of the coder is the combination of the outputs of N PCM coders that
convey quantized coefficient information, typically with a much lower total bit rate
than what is present at the coder input.

In principle, the set of N transform coefficients can be quantized with lower
average mse by the use of vector quantization or the related methods of Chapter 9.
In the rest of this chapter, however, we shall follow the simpler practice of a scalar
quantizer bank as in Figure 12.1. We will however briefly consider simple
differential techniques for efficient quantization of correlated sets of cocfficients in
so-called hybrid coding systems (Section 12.6.5).

A crucial part of Transform Coding is a bit-allocation algorithm that provides
the possibility of quantizing some coefficients "frequency components” more finely

Figure 12.1 (a} Block diagram of transform coding (TC); and (b) implementation of the encoder with
a bank of PCM coders.
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than others. The criterion for bit allocation can be the minimization of the mean
squared value of reconstruction error. More generally, procedures may involve
frequency-weighted reconstruction errors and adaptive bit-allocation for
nonstationary inputs.

12.2 Linear Transforms of Order N = 2

A simple way of introducing transform coding or block quantization is with
reference to the deterministic "lowpass” input sequence {x (n)} of Figure 12.2:

x@=2; x(1)=3 (12.3)

Clearly, this sequence {2,3} can be approximately represented in the form (2.5,2.5}.
For reasons that will be apparent as formalism develops, we shall write the
approximating sequence in the form

> _(

[2.5,2.5} = 5

%.—}71 - %{b%bm} (12.4)

Figure 12,2 (a) Input sequence of length two; and (b) a set of two basis sequenges used to represent
(a); (c) 2nd (d) are matrix representations of (a) and (b).
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The input {x{n)} can be exactly described if (12.4) is corrected by adding to it a
sequence {—0.5, +0.5}:
1

- 1 -1
{—0.5,40.5] = —ﬁ{-ﬁ, 7

The b-sequences in (12.4) and (12.5) can be regarded as basis sequences or basis
vectors by and by used to represent {x(n)} by a weighted linear combination, and

the weights, or transform coefficients 5/v/2 and —1//2, can be expressed in the
form

1= __;{blo,bn}' (12.5)

5 .1 ) =l T
8(0) = ﬁ-—ﬁ[x(ﬂ)hc(l)], ow-=—

The values of transform coefficients indicate the similarity (in sign as well as in
relative magnitude) between the input {x {(n)} and the two basis vectors.
The input {x (#)} can be recovered by an inverse operation

[x O—x(1) ] (12.62)

1 ; . _
x(0) = f[a(o)w(l)], * = LORI0) (12.6b)

Note that §(0) and (1) represent the sum and difference of the two input samples,
and hence the powers of low frequency and high frequency components in {x (n)).
For minimizing the mean squared error in the reconstruction of the lowpass signal
(12.3), one expects that the coefficient #(0) is more crucial than 6(1) (Problem
12.5). This isolation of low and high frequency components is precisely the
motivation for the transform representation (12.6).

Succeeding sections will show that transform representations such as (12.6) can
be a basis for utilizing linear redundancies for the efficient coding of inputs with
non-flat spectra, and that the upper bound for transformation (transform coding)
gain is the same spectral flatness measure 42 that bounds prediction gain. A
significant point of difference is that predictive systems utilize input dependencies in
a recursive fashion while transform systems do so in a nonrecursive fashion, based
on observations of N-blocks of [x(n)}. For speech and image sources, which can
be described best by autoregressive models, predictive systems approach asymptotic
performance faster (in terms of the order of prediction) than transform systems (in
terms of order of transform, or block length).

In addition to providing components with variances that are different in general,
transform operations such as (12.6) provide a representation in terms of
uncorrelated coefficients. It is easy to see in fact that for a stationary random
sequence {X (n)} transformed by (12.6a),

Elo0e()] = ELX®* - Elx(DA =0 2.7

Recall that predictive encoding also aims to represent correlated inputs in terms of
less correlated, ideally uncorrelated prediction error sequences.

A geometric interpretation. The decorrelation provided in a transform
representation is well illustrated geometrically. Consider the sequence (12.3) as a
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point in the two-dimensional (xp,x;) domain of Figure 12.3. Also shown in the
figure are orthogonal vectors by and by corresponding to the basis sequences of
(12.4) and (12.5). We will see presently [in (12.22)] that these vectors are also
orthonormal. The vectors by and b, are along axes on which x5 = x; and
Xg = — x|, respectively. They define a new (8,,8,) domain obtained by rotating and
reflecting the (xo,x,) domain. The input point (2,3) can be represented in the

Figure 12.3 Geometrical interpretations for {a} the transform representation of the input {2,3}; and (b}
a population of positively correlated input sequences of length 2.
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(0,9,) domain by traversing 8(0) = + 5/~/2 units in the by direction (starting from
the origin), and traversing (1) = — 1/~/2 unit in the by direction.

Let us now consider a population or ensemble of input sequences of length 2.
Assume for illustration that each of these sequences exhibits a positive adjacent
sample correlation as in Figure 12.2(a). The members of such an ensemble of
(x (0), x(1))-pairs will occupy the shaded ellipse-like region of Figure 12.3(b).
Points in this region have the property that their (x,x,) coordinates are highly
correlated, while the (8p,8,) coordinates are not. Given the 8 coordinate 8(0) of a
sample point, one expects the 9(1) value to be smaller in magnitude, but one cannot
predict the sign of 8(1). In other words, x (1) can be greater or less than x (0) with
equal probability. In the specific example of (12.6a), §(1) was of course negative.

Vector and marix notations. The following notation is very useful in representing
transforms of arbitrary order N:

0=Ax; x=Bf; B=4a"l (12.8)

where A is a transform matrix and B is the inverse transform matrix (Section
12.3).

Input and coefficient vectors are represented as (1%N) matrices for 1-D
sequences

x7 = [x(O),x(l),...,x(N—l)] 7 0T = [0(0),0(1),...,8(N-1)] , (12.9)

as (NXN) matrices for 2-D sequences, and as appropriate tensors for higher
dimensions.
For N = 2 we will see (Section 12.5) that, most generally,

a l—az]

A=B-= [\ll—az —a

For the important special case of @ = 1/~/2 (Problem 12.1), the inverse transform
B equals A:

(12.10a)

1 1 1.
A-B-f 1 -1 (12.19b)

The basis vectors bg and b; are the columns of B:

b = (boo,b10) = [Z}_i %J . BT = (or,byy) = [% %] (12.11)

The inverse transform x = B@ has an explicit interpretation
x(0) = boof(0) + bgi8(1) ;  x(1) = b18(0) + b160(1) 1212

or, the basis vector interpretation
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x = 9(0by + 0(1)b, (12.13)

which tells us that x is the weighted sum of the two basis vectors, and that the
weights are just the transform coefficients. In the example of Figure 12.2,

2 1 1 1 2 1 5
x= .l ""f I E AR (12.142)
X = %bo— 71_5 b, (12.14b)

However, transform coding implies the wuse of quantized versions
u(i) = QI6(:)] of the coefficients, and hence an output

y = Q[0(0)Iby + QI6(1)Ib) = 1 (0)by + 2 (1)b, (12.14¢)

which will be different from x. This will cause a reconstruction error r = x — y
(Section 12.3).

The example of N = 2 is too simple to be of practical significance in typical
speech and image applications. But the discussion of this simple case has already
provided significant insight. It has shown that Transform Coding is different in
structure from Sub-band Coding but yet similar to it in the qualitative sense that
different frequency components in the input are separated. The example of NV =2
has also shown the importance of bit allocation, and the fact that the channel input,
as in the case of DPCM and SBC, is a sequence of quantities that are less
correlated than the input samples themselves.

Scction 12.3 will formalize an NN transform in greater detail, and Section
12.4 will discuss variances, which leads in turn to the important issue of error-
minimizing bit allocation. Sections 12.5 and 12.6 will discuss optimum (input
decorrelating) and several suboptimum transforms. For the special case of N = 2,
all of these transforms reduce to the one defined in {12.10). Section 12.7 will
discuss adaptive bit allocation and resulting techniques for adaptive transform
coding (ATC), and Section 12.8 will describe the effects of transmission errors.

12.3 N x N Transforms

‘Basic transform definitions have been introduced in Chapter 2 and in Sections
12.1 and 12.2. This section wjll provide a recapitulation, and also point out classes
of one- and two-dimensional‘transforms that arc important for digital coding of
waveforms.

12.3.1' One-Dimensional Transforms

We extend the notation of Section 12.2 to define the Nth order linear transform
of a one-dimensional sequence

{x}: n=01,.N-1 (12.15)
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The transform is given by

6(k) = Nilx(n)a(k, n) fork=0,1,..N—1 (12.162)
n=0

where a(k.n) is a forward trapsformation kernel, and 0(k) are the transform
coefficients. The inverse transform that recovers the input sequence is

x(@) = Nilﬂ(k)b(k, 7)) forn=01,..N—1 (12.16b)
k=0

where b (k, n) is the inverse transformation kernel (see Appendix A).
In matrix notation (Appendix B),

0=-Ax; x=Bf§; B=A" (1217
with x and 8 as in (12.9) and
A={alm, M}y por..n-1; B={bln, mlm a=oi,.v11 (12.18)
For simplicity, we use the notation
B = {bi-ot,.v-15 b= (60m, K)}mao,.v—1 (12.19)

where the by are basis vectors. We also note, as a generalization of (12.13), that

N-1
x=B0= 3 0(k)b (12.200)
k=0

Hence x is the weighted sum of basis vectors, where the weights are just the values
of the transform coefficients (x can also be considered as a point in an N-
dimensional #-space, generalizing on Figure 12.2). In transform coding, output y
will also be a weighted sum of basis vectors. But the weights will be quantized
versions of 8(k) (Section 12.4):

y= Sulob; 1) = 0low)] (12.20b)
F=0

The matrix A can be complex in general, as in some later subsections. For the
time being, let A be real; the class of orthogoual transforms is defined by

Al =AT (12,21)
which implies that
ATA=AAT =1 (12.22)

where I is the identity matrix of order N. A real matrix is orthogonal if and only
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if its columns and rows form an orthonormal set (Problem 12.1). From the above,
we find that the inverse transform is just the transpose of A:

B=A"1=AT (12.23)
This implies that the basis vectors are rows of A (see Figure 12.4) and that
b7 - by = 5y (12.24)
For example, with the basis vectors in (12.11),
bf -bo=b] -b=1; bf-by=bT by=0 (12.25)

Orthogonality is clearly a necessary property for basis vectors that are used to
decompose an input into uncorrelated components in an N-dimensional space, as in
Figure 12,2 for N = 2. Orthonormality of basis vector is a stronger property; it
leads to transforms which are necessary in transform coding to make the average
sum of the variances of the elements of & equal to g2, the variance of the elements
of x; this also means that the average recenstruction error variance equals the error
variance introduced in the quantization of transform coefficients {Section 12.3).

Figure 12.5 shows basis vectors for several one-dimensional transforms of order
N = 8. In each of the four sets of basis vectors, all vectors except those in the first
row are zero-mean sequences. The basis vectors in the first row are constant-
amplitude sequences in all cases except the Karhunen Loeve Transform (KLT).
The basis vectors in the Discrete Fourier Transform (DFT) are simply sines and
cosines (fundamental frequency and multiples thereof) appropriate to N = 8. The
basis vectors in the Discrete Walsh Hadamard Transform (DWHT) are square
waves of different sequencies (Section 12.6), while the Discrete Cosine Transform
(DCT) basis vectors are cosine functions with special phase and amplitude patterns
(Section 12.6). The basis vectors in DFT, DWHT and DCT are input-signal-

Figure 12.4 Transform matrix A, inverse B = A~ = AT, and basis vectors by.

A
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Figure 12.5 Basis vectors for N = 8 in (a) DWHT, (b) DFT, (¢) DCT and (d) KLT. The input-
dependent KLT set in (d) is derived from an AR(8) modeling of long-time-averaged speech statistics
[Zelinski and Noll, 1975. Reprinted with permission).

independent. By contrast, the KLT basis vectors, also called eigenvectors, are
defined by input statistics, as described in Section 12.5. In the specific example of
Figure 12.5, the KLT basis vectors are appropriate to long-term speech statistics.
Basic vectors for other values of N can be found in coding literature (for example,
[Campanella and Robinson, 1971]). .

Input-dependent transforms are the hardest to implement, but they also have
the best input-decorrelating and variance-ordering properties, as explained in
Section 12.4. KLT basis vectors also exhibit the greatest possible resemblance to
waveform segments that are typical of the input class whose statistics are used in
the KLT derivation. This will be reflected in the fact that the dimensionality N
needed for a given representation error is least when the representation is in terms
of KLT basis vectors (cigenvectors). Section 12.4 will discuss representations based
on retaining only a small fraction of eigenvectors for the reconstruction in (12.16b).

12.3.2 Two-Dimensional Transforms

Let us begin with a straightforward generalization of (12.16):

N-1 V-1
8k, )= 3 Txlm,n)alk,l,m n);
m=0 a=0
N-1 N-1
xn,n) = % 8, D bk, 1, m, n) (12.26)
k=0 ;=0

The above equations describe the transform of N?%-point sequences with

transformation kernels a(-) and b (-) that are described by N* elements in general.
For a 2-dimensional image input, the N? values of x (m1,n) are usually the elements
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of a square array, a subimage of size NxN. Typical arrays in image coding use
N =4, 8 or 16. The partitioning into subimages is particularly efficient in cases
where correlations are localized to neighboring pixels, and whére structural details
tend to cluster. Equation (12.26) does not preclude the arrangement of the same
N? input points as a single (1XN?) vector,

Separable Two-Dimensional Transforms. The image transforms that we will study
will invariably assume a NXN square sub-image. In addition, we will only
consider the simple case where the transform kernels a () and b () are separable
into kernels signifying separate horizontal (row) and vertical (column) operations:

alk,f,m,n) =a,k,m) ay{, n) ;
bk, t, m,n} =b,(k,m) b, n) {12.27)

The two-dimensional transform to obtain 8(k,/) [Equation (12.26)] can now be
conveniently perfermed in two steps, each of which involves a one-dimensional
transform operation. The first step uses a, ('} for operation on réw m to obtain the
Ith transform coefficient 8lm,]) [compare with (12.16a)}, while the second step
uses «,(-) to provide the one-dimensional transform of column /:

N-1 N-1 N-1
ok, D= Fa,lk,m) Tx(m,n) ay, n) = Fa,k, m) 8(m, ) (12.28)
m«~0 n=0 =0

X and © are arrays which have as their elements x (m, n) and 8(k, I), respectively.
We may write

Ap={ay (m,n) ) peot,v-1: Av={ay n, )} p nmos,. v (12.29)
so that
8 = AXAT ' (12.30)
For symmetrical kernels, )
Ay=Ay=A; ©=AXAT (12.31)
and with A™1=AT,
X=AT0A (12.32)

Note that A is simply the 1-D transform (12.31) and that the matrix operation of
(12.32) is possible only with fseparable transforms. With general non-separable
transforms, 2-D operations wotld involve tensor operations, rather than the matrix
operations of (12.32). Also, as a result of a separable 5 (-} kernel, image X can be
expressed as a superposition of basis images By [see (12.26)]:

N-1 N-1

X= 3 36k, HDBy; By=bb' (12.332)

k=0 I=0

The second part of (12.33a) is a good working definition for a separable transform.
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The basis image is the two-dimensional counterpart of the basis vector in
(12.20a). In transform coding, the reconstructed image Y will be superposition of
basis images By which have been weighted by quantized versions of 8(k./):

N-1 N-1 N-IN-1

Y=F 306k DIBy= 3 Fulk,NBy (12.33b)

kel 1m0 k=0 [=0

Figure 12.6(a) is an example of a (2x2) image [Problem 12.6(a)] and Figure
12.6(b) is a separable (2x2) transform with a set of four basis images Bpg, Bo;, Bio
and By;. By assigning amplitude levels of 1/2 and —1/2 with single-hatched and
cross-hatched areas in Figure 12.6(b), the 2x2 basis images Bgo, Boy, By and By,
are seen to be those in (12.34): )

1 1 1 1 1 ~1
Bou=- 11 1| Ba=711

1 1 1 i 1 -1
BlO- E l_l _1] B]I = [_1 1 (12.34)

Note that the basis images are given by By = byb{, as in (12.11) and (12.30).

Figure 126 2-D transforms: {a) is a 2x2 input and (b) is a set of four basis images that may be used
1o represent (a); {c) is the image of "cameraman,” which may be represented by sets of (16x16) basis
images in (d) DWHT or (e) KLT [Wintz;°1972, IEEE]
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The intensity levels of binary images are usually assigned values of 1 (for white)
and 0 (for black). This is in fact the explicit notation of Figure 2.2 and Chapter
10. However, if binary intensities are associated with basis images, the two
intensity levels are 1 and —1, as in (12.34).

Higher order transforms are useful in the representation of real images such as
that in Figure 12.6(c) (Problem 12.2). Basis images of (16x16) arrays are shown
in Figure 12.6(d) and (e). If the (256%256) image of Figure 12.6(c) is divided
into 256 sub-images of size {16X16) each, these subimages can be described as a
superposition of the basis images in Figures 12.6(d) or (¢). The basis images in
DWHT have black-or-white components as in Figure 12.6(b), while the basis
images in KLT have elements representing all shades of gray. In each
superposition, the intensities of the basis images add in proportion to the weighting
provided by the respective transform coefficient (see.12.332). Since the values of
these coefficients are not constrained to be binary, the above process can generate
gray levels of intensity even if the sub-images have only two levels of intensity
(white and black), as in DWHT.

Consider next the DWHT basis vectors by of length N = 8 in Figure 12.5. We
can obtain the first 8X8 = 64 basis images of Figure 12.12 [a lower-dimensional
version of Figure 12.6(d)] by using these 8 vectors in byb (12.33) (Problem 12.3).

KLT basis images are also called eigenimages. They are specific to a given
description of input statistics. In the example of Figure 12.6(e), they are derived
from a two-dimensional 4R (2) modeling of the input process in Figure 12.6(c).
This model uses measured correlation coefficients of 0.883 and 0.780 in the
horizontal and vertical directions. We will see shortly that for a given input
process, out of all basis image sets, the eigenimage set leads to the smallest
reconstruction error for a given dimensionality (WXN) of representation, ic., a
given number of basis images. Secticn 12.5 will demonstrate image reconstructions
based on retaining only a small fraction of eigenimages in the representation
(12.33). .

12.3.3 Complex Transforms
. Complex kernels and coefficients will be treated at some length in the DFT

discussion of Section 12.5. For completeness, however, we note the following
generalization rightaway. Unitary transforms (Appendix B) are described by

B=A"#£AT; f=Ax; x=A"T9 (12.35)

and they are the counterpart of orthogonal transforms in the real-valued case. As
in that case, columns and rows of the A and B matrices in (12.35) are orthonormal.
Separable two-dimensional transforms with symmetrical kernels are described in
general by

0 =AXA"T; X=ATOA (12.36)
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12.4 Optimum Bit Allocation and Zonal Sampling

This section will show two results basic to Transform Coder (TC) performance.
We first show that for orthogonal (in general, unitary) transforms, the
reconstruction error variance for an input block is the sum of error variances in the
coding (quantization) of individual transform coefficients. We then show that
Transform Coding, which is based on the quantization of these coefficients, can
provide an SNR gain over PCM, denoted by Gyc, whose maximum value is equal
to the ratio of arithmetic to geometric means of transform coefficient variances.
Sections 12.5 and 12.6 will describe transforms that seek to make this ratio as large
as possible. The maximum gain over PCM is achieved in the case of optimum bit
allocation for the quantization of transform coefficients. We will also discuss one
example of suboptimum bit allocation, called zonal sampling.

12.4.1 Optimum Bit Allocation

Recenstruction Error. We will begin with a one-dimensional input for simplicity.
Refer to the Transform Coder block diagram of Figure 12.1. We arrange N
successive signal samples [x (n)} ; n=0,1,..,N—1 into a block or vector x. The
vector x is linearly transformed using an orthogonal (in general, unitary) matrix A.
The eclements of @ = Ax, i.e., the transform coefficients, are independently
quantized using a bank of N quantizers Q;; i = 0,1,...;N—1. The vector u = Q[g]
of quantized ccefficients is transmitted to the receiver and its received version v
(which equals u with error-free transmission) is inverse-transformed using A™":

N1
y=A = ATu= F u(k)by (1237
k=0

The elements of y are the reconstructed output samples. It can be shown [Huang
and Schultheiss, 1963} that A~!, which was assumed for B in (12.17), is in fact the
best inverse transform in the mse sense for Gaussian inputs and Max-quantizers.

We will now compute error variances. In order to do so, we assume that x is
taken from a zero-mean stationary scalar source. Successive vectors thus constitute
"a random vector source X whose eclements are random variables X (n);
n=901,. N —1.

As noted in Section 12.2, orthogonal transforms are variance-preserving. We
will hence show that if A is orthogonal (A~!=AT), the average sum of variances
E[8%(k)] = o} of the transform coefficients 8(k) equals the variance of the input:

1 N-1

1 N 1 1
— 2 2 = 9] = — TAT
N kz; ok = k-zo: E[8%(k)] N E[876] N E[XTATAX]

L e - LS peo1 = LS s2e 2 23
N N % N T

We will next relate the total reconstruction error between input X and output Y to
the errors introduced by the individual quantizers ;. Let

524 Tranaform Coding 12

0246



ok = E[xX(k)-Y (&N, k=01,. N-1 (12.39)

be the mse of element &k of X. The average reconstruction error variance is
N-1
a2 =13 03 = LE[x-V)Tx-V)] (12.40)
N & N

Clearly, r = x — y is the N-block of error samples and (12.40) is the variance, as
averaged over that block. Using (12.37), the corresponding relation x = A™1¢ for
unquantized quantities, and assuming that A~ = AT, (12.40) can be rewritten as

1 1 ] N-l
ot=F El®-U)T@-U))=+- EIQTQl=+ Ea og=ag  (1241)

where ¢ = 8 — u is the block of quantization errors, and o = E[(@(k)~U (k))2].
In other words, for orthogonal transforms, the reconstruction error variance in TC
equals that introduced by the set of coefficient quantizers.

We may also describe the reconstruction error vector r as a superposition of
basis vectors weighted by the corresponding quantization errors. From (12.20a)
and (12.37),

c =3 q (b, (12.42)
k~0

The result o7 = o2 can also be established from (12.42).

The results in (12.40) and (12.41) can be straightforwardly extended to include
complex entries in A and to two-dimensional signals where (12.40) and (12.41)
generalize to averages taken over N? elements.

The error components in (12.41) can be explicitly written, as in Chapter 4, in
the form .

0% = il = ed2 52 (12.43)

where of = E[0?(k)] is the variance of the input to quantizer &, and €2 is the
corresponding quantizer performance factor. This factor depends on the pdf of the
input {(kth transform coefficient) and on the quantizer characteristic, especially on
the number of levels therein. However, ¢ is approximately reduced by a factor of
four if the number of levels is doubled, which leads to the approximation in
(12.43). The quantity e? can be regarded as a ‘variable correction factor that takes
into account the performance of practical quantizers. We recall from Chapter 4
that minimum values of €, for sufficiently fine quantization without entropy coding,
are respectively 1.0, 2.7, 4.57and 5.7 for Max quantizers with uniform, Gaussian,
Laplacian and gamma distributions at the input. We also recall that ¢ values less
than 1 can be realized by entropy ceding under certain conditions. We shall use
the approximation in (12.43) in the rest of this chapter, although it is quite coarse
for low values of R;.
Rewriting (12.43) as

Ry = L log; ¢ + L log, i ; k=01, .N-1 (12.44)
2 2 R
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provides an expression for the rate Ry (bits/sample) needed for coefficient 8(k) of
variance of if an average MSE o is not to be exceeded. The second term in the
right-half of (12.44) is a minimum rate from rate distortion bounds for statistically
independent Gaussian random variables (Appendix D), and the first term is the
above mentioned correction for practical quantizers.

Values of ¢f are in general different and so are the individual rates Ry. In fact,
the problem of optimizing a Transform Coding scheme can be stated as that of
finding an orthogonal (in general, unitary) matrix, and then of finding a
distribution (allocation) of bits Ry such that the average coefficient error variance

1 N~1
o2 — T ok (12.45)
N (S

is minimized-with the constraint of a given average bit rate
N—1

R = L >, Ry = constant {12.46)
N (o

A later subsection will generalize (12.45) to include frequency-weighted (k-
weighted) error criteria.

Bit Allocation for ¥ = 2. Assuming an appropriate transform, the problem is to
minimize

o= crg = % (a'go + 0'3,1) (12.47)

given that

Ro+ Ry =2R (12.48)
The problem reduces to one of minimizing o? with respect to Ry because
R=2R—Ry. Using (12.43) and (12.47),

g2 - %&[2‘2’%3 4 2RIR (12.49)
To minimize (12.49) using bit allocation, we set its (partial) derivative with respect

to Ry to zero:

3o?

= 2[—af 2 Rep g2 2RIR] = g {12.50)
3Ro

so that
o2/ = g} 2R, 2Ry mlogyod +c; 2Ry =logy el +e  (1251)

where ¢ is a constant. From (12.48),
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1

R-2

log; (og0)) + -;— (12.52)
We express ¢ in terms of R using (12.52), and use it to rewrite (12.51) as
Ry=R + Llogzﬂ)—; R1=R - L]t'.)gza-_o (12.53)
2 o 2 ]

which expresses the desired bir allocation. The second derivative of aqz, with respect
to R is always positive so that the extremum provided by (12.53) is indeed a
minimum (not maximum) value of ¢7. (Also see Problem 12.5 for a numerical
example). .

Inspection of (12.51) and (12.43) reveals that

oz = 02, (12.54)

so that the bit allocation procedure that minimizes o? also provides equal
quantization errors in the quantizing of the individual transform coefficients. This
implies a reconstruction noise spectrum that is independent of coefficient index .
{In DFT (Section 12.6.2) this provides a reconstruction noise spectrum that is flat
as a function of frequency.] Finally, setting (12.53) in (12.43),.

0'31 - 632_2R (0'()0‘1)
and because of {12.43), (12.47) and (12.53),
U,.:',TC hd o'g’ b 0’30 - G';I = 632_2R (0’00'1) (1255)

We will now compare this with the average reconstruction error in PCM [R-bit
quantization of x(r)]. Assuming an identical quantizer performance factor &2,

ol pcu = o} = e 272Rq2 (12.56)

Also, from (12.38), o2 = (s} + of)/2, so that the gain due to Transform Coding
with N = 2 is
’ d,z_pcu (0&"'012)/2 0'3

2 )1/2

(1257
ot rc (odot

2 -
max{®Grcl T
the ratio of arithmetic to geometric means of the coefficient variances ¢ and ot
This is a crucial result in Transform Coding theory and it will be generalized to
N > 2 in the next subsection. Unless otherwise mentioned, maximum values of
Gre imply maximization with respect to bit allocation, as in (12.57), and not
maximization with respect to linear transform type.

Bit Allocation for N > 2. The problem once again is to minimize, by means of an
optimum bit allocation Ry; k =0,1,..,;N — 1, the reconstruction error (12.45)
subject to the constraint (12.46). Using the Lagrange multiplier method,
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8|2 LS . k- .
3R, as—A(R N)Z;oRk) 0, k=01,.,N-1 (12.58)
with
N-1 N1 .
ol -}\}- T ok = lﬁeg > 2Rt (12.59)
k=0 k=0

we arrive at an optimum bit allocation given by

Ry =R + l-logz—im- (12.60)
2 N—1 ! ;
e
j=0

that depends only on the distribution of coefficient variances, as with NV = 2.
Clearly, (12.60) reduces to (12.53) for that special case. Note, from both of these
equations, that the number of quantizer levels 2R s proportional to the variance
of [Huang and Schultheiss, 1963] [Segall, 1976]. We will shortly note a graphical
interpretation of (12.60) in Figure 12.8. This will also suggest a simple way of
implementing the optimal bit allocation.

As with N = 2, we find that the bit allocation {12.60) also implies identical
error variances in coefficient quantization:

Nol UV
min{g?} = min{a'qz} - aqz,k‘op, - 2R I a'}] i k=01,..,N-1 (12.61)
J=0

The above result can be easily interpreted for the example of uniform quantizers
operating without overload. Identical quantization error variances result if al/l
quantizers have the same step size A, and hence the same cr,’,Z = AZ/12. But then a
coefficient with higher variance (Figure 12.7b) needs more levels than a coefficient
of lower variance (Figure 12.7a), for a match in edch case, of dynamic ranges of
quantizer and input; and this is indeed guaranteed by the bit allocation result
(12.60).

An orthogonal transform implies [see (12.38)] that

1 N-1

P — 12.62
Ox N = Ul% ( )
so that the gain over PCM is
Nil ?
ey g,
2 N
max{VGre) = f”i"cz” ;- —E (12.63a)
minle; rc 11 o
&=0
SNR l7c(dB) = SNR |pcar(dB) + 10 log Y Gre (12.63b)
528 Transform Coding 12

0250



ph(e)

=8 max Fmax ~8mox

A

Figure 12,7  Uniform quantization of cocfficients (a) 4 and (b) #; without overload. The identical step
size A ¢nsurcs identical error variances a':o and aqzl, and the differing numbers of quantization levels
ensure a malch, in each case, of dynamic ranges of quantizer and input.

If we retain the possibility of different quantization performance factors, the
above expression will be modified by a term Enz.pCM/EEITc. For example, if the effect
of transforming is one of changing a uniform distribution to one that is Laplacian,
the effect on Gr¢ would be a factor of (1/4.5), or about 6.5 dB less than what an
arithmetic-to-geometric mean ratio in (12.63) would suggest. The situation of
uniformly distributed X'(k) and Laplacian (k) is a good model for image coding
(however, see [Murakami, Hatori and Yamamoto, 1982]). Although each 8(n) is a
weighted sum of N values of x(#); n =0 to N—1, the pdf of the transform
coefficients tends to be non-Gaussian because the x (n)-components in the sum are
not statisticaily independent. ét any rate, the 6.5 dB loss above relates to the fact
that inputs with a nonuniform"pdf are more difficult to quantize than those with a
uniform pdf. There are two cases where e pcyr = ¢ 7c. One is if X (k) is
Gaussian, in which case 8(k) is Gaussian as well. The other case is if quantization
is logarithmic; in this case the pdf is irrelevant.

It is interesting to compare (12.63) to the maximum gain in DPCM (6.19)

max{Gppey} = o2/n2 = (vH! (12.64)

where ¢} is identical to the arithmetic mean in (12.63) assuming unitary
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transforms, 42 is the minimum prediction error variance and 2 is the spectral
flatness measure. We will show in Section 12.5 that

max{GTC] - max{GDp(;M] (12.65)

where the first maximum is over all bit allocations and transform types, and the
second maximum is over all prediction algorithms. The maximum values are also
those reached with infinite values, in general, for length of transform and order of
Prediction.

The Non-Negative Integer Constraint for Ry Practical quantizers for coefficient
quantization have the constraint of having to use non-negative integers for the
number of bits R, obtained in the bit allocation procedure (12.60) (Problems 12.5
and 12.7). A weaker but generally less practical constraint is to allow values of Ry
for which corresponding values of 2™, the number of quantizer levels, is an integral
value.

Particularly significant is the possibility of negative R, values for coefficients
whose variances are sufficiently smaller than the geometric mean, as given by
(12.60). A typical bit reassignment procedure consists in sctting Ry = 0 in these
cases, implying no transmission of the corresponding coefficient, and a
corresponding typical error of agk = gi. Clearly, when negative R values are
increased to zero, the nonzero values of R;; j # k will also have to be altered to
maintain a given value of R. Several re-optimization procedures are possible
[Huang and Schultheiss, 19631 [Wintz, 1972] [Zelinski and Noll, 1975] [Segall,
1976]. In some of these, use is also made of the fact that R, values exceeding an
appropriate Rp,, are unwarranted from perceptual considerations, leading to a
second type of reassignment, that of surplus quantizer bits. These bits can, of
course, be used to transmit coefficients that would otherwise never be coded, or
merely to round negative R values to zero.

Zero-level quantization of transform coefficients (R, = 0) is reminiscent of an
information theoretical result, the RDF for i.i.d. Gaussian samples given by

R; = max{0, (1/Dlog,(o?/D)] (12.66)

and the water-filling procedure (Figure D.4) whereby input (spectral) components
lower in variance than an average distortion D are excluded from transmission.
The points of difference are that (a) Gaussian samples cannot be quantized with
(1/2)logy(s#/D). bits, but with a number of bits defined by a practical quantizer,
and that (b) water-filling procedures in Transform Coding are generally not
implemented on eigenvalues (coefficients of the optimum KLT, Section 12.5), but
on coefficients from suboptimal transformations (Section 12.6).

A Graphical Interpretation. We conclude this section with a graphical description
of a practical bit allocation rule that is based on adjusting the value of a2 such that
the sum of R; values equals NR. The dashed horizontals in Figure 12.8(a)
represent allocation thresholds & for choosing the bit allocation R,. For example,
if log,o? lies between x3 and x4, we assign Ry = 4. The thresholds are spaced 6 dB
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Figure 12.8 A graphical illustration of bit allocation for obtaining (a) white and (b) frequency-
weighted quantization noise spectra [Tribolet and Crochicre;®1979, IEEE).

apart. Thus for every 6 dB that ¢ is increased, one more bit is added to the
quantizer. Clearly, the noise also remains flat across k values (o2 = ¢2). Two
exceptions to the rule occur. Values of logs? below g are assigned zero (not
negative) bits in this example, }ind all values of logaof above, say 4, are assigned
Ruax = 5 bits in this example. If the resulting total number of bits assigned in this
way is less (or greater) than MR, then the levels of the thresholds x; (proportional
to a}k)_ are uniformly decreased (or increased), respectively, while always
maintaining the 6 dB spacings. The process is repeated until YR, =NR. A
somewhat similar procedure for bit allocation is described in [Ramstad, 1982].

White Noise Property of the Reconstruction Error. We have shown that the
variance o7 of the reconstruction error is
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1 1
¢f = 1 EL(6-U)7(6-V)] = - EIQ7Ql =] (12.67)

provided that ATA =1 [see (12.41)]. We show now that the individual
reconstruction errors for x{n) samples within the input N-blocks are not
correlated, i.e., the reconstruction error is white neise as in PCM or DPCM. The
block of quantization errors Q is inversely transformed at the decoder to ATQ.
Therefore, the covariance matrix of the reconstruction error is

R, = E[ATQ(ATQ)T] = ATE[QQT]A = ATR A (12.682)

Ry, has as its elements the crosscorrelation between quantization errors and these
crosscorrelations can be considered to be zero since even for correlated samples,
quantization errors tend to be much less correlated. This was illustrated in Figure
4.24(b) for the example of an AR(1) input to the quantizer. In the present
context, the transform coefficients are much less correlated than the inputs (and not
correlated at all in the case of an optimum KLT transform; see Section 12.5).
Hence Ry, is diagonal. In the case of an optimum bit allocation (12.61) we have
seen that all quantization error variances are to be of the same value o7. Hence

Ry=0 and R,=oATIA =0l (12.68b)

All reconstruction errors in a block have the same variance 03 and are not
correlated. Note that this result is not obvicus since Q is actually linearly
transformed by AT. A later section will show that the quantizer inputs, or the
coefficients, are themselves uncorrelated within a block if the transform A is of a
special form called the KLT (Section 12.5).

Bit Allocations That Minimize Frequency-Weighted Reconstruction Error. Figure
12.8(a) depicted a bit aflocation framework that is appropriate to a flat
reconstruction error spectrum as in (12.61). Figure 12.8(b) refers to a similar bit
allocation algorithm, but with the important difference that the decision thresholds
are no longer flat with respect to frequency (coefficient number). In other words,
each threshold &y is weighted by a certain W} in anticipation of an overall error
spectrum that is desired to be non-flat, specifically a spectrum whose shape follows
the quantity Wi'; k=0.1,....N—1. The error weighting provided by W; is referred
to in general as frequency-weighting, although the latter term is precise only in the
special case of DFT (Section 12.6), where each index k corresponds to a specific
frequency component. Frequency-weighted TC algorithms have been beneficial in
speech coding [Zelinski and Noll, 1975, 1977} [Tribolet and Crochiere, 1979] as
well as image coding [O’Neal and Natarajan, 1977).

The optimum bit allocation is obtained (Problem 12.9) by replacing the of
terms in (12.60) by Wiof terms; and the error spectrum is described by a constant
Wik rule. In place of (12.61), the weighted-noise contributions are now equal for
all coefficients. We have noted 2 similar result in NFC (Chapter 7).

An interesting class of weighting functions (Appendix E) [Tribolet and
Crochiere, 1979] is
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A

Wi = (o) (12.69)

The case of A = 0 provides a white error spectrum (o3 = o%) as noted carlier,
while A = —1 provides a constant bit assignment (R, = R;) (Problem 12.10). In
this case, we find that the ratio of input signal variance and error variance is
constant for each coefficient, i.c., the error spectrum has the shape of the input
spectrum itself (Figure 12.25).

12.4.3 Zonal Sampling

Bit allocation as discussed hitherto is a complex strategy, especially if it is
adaptive. It involves quantizers with different numbers of levels. It also involves
reassignment procedures in gencral, because of the nonzero constraint for Ry.

A simpler strategy is possible in the case of inputs where coefficient variance
distributions are known, a priori, to have significant structure. This strategy,
known as zoral sampling, can be implemented very simply if the input psd is
highly structured, as in the two-level example of Figure 2.24. This is exactly what
was done in the SBC coding of a two-band signal (Example 11.1) with Ry =0.
More generally, in the case of an input that is expected to be lowpass, if basis
vectors are chosen so that low indices of vectors indicate low frequencies, it is
possible to obtain useful bit rate reduction by simply retaining n < N coefficients
in the transform representation. In reconstructing an approximation to the input,
coefficients not included in this subset or zone are set to zero in the simplest case.
The term zonal sampling originates from 2-D coding where only transform
coefficients in a certain geometric zone [for example, the upper left quadrant; see
Figure 12.6(d) and (e)] are retained. In keeping with the intent of simplicity,
zonal sampling procedures employ 2 single quantizer with a fixed number of levels
for the n in-zone coefficients, and are associated with a straightforward bit rate
reduction by a factor of N/n. -

We shall now derive an expression for the truncation error in a zonal sampling
transform coder. In an actual zonal sampling system, this truncation error will be
only one of the components of final reconstruction error. The other component will
be the sum of quantization errors for the # retained coefficients,

Let x be described by a superposition of orthonormal basis vectors by as in
(12.20):

N—-1
X = 3 0(k)b, (12.70)
k=0 )

Let x, be the approximation ‘obtained by superposing a subset of # < N basis
vectors with the same weights (coefficients) that they had in (12.70):

X5 = "f;' 8(k)b, (12.71)
k=0

The quantities x and x,; can be interpreted as points in V- or n-dimensional space,
and they can be viewed as realizations of random vectors X and X,,, respectively.
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The mean-square truncation error or zonal sampling error is

o =E

lﬁ(x—xu)ftx—x,,) (12.72)
However,

N-l
X— X = 22KIby;
E=0

(12.73)
0 k=01,.n-1
1 (k) = (k) k=m=npn+1,..N-1
and assuming an orthonormal basis vector set
b - by =5y (12.74)
we obtain
1 N-1 1 N--1
o= —E|THk) | = N ¥ of (12.75)
k=0 k=n

where of = E[6*(k)]. Thus the total truncation error NoZ; of the N-block equals
the sum of the variances of the discarded cocfficients.
A generalization to two dimensions leads 1o the results

1 N-1N-1
— 3 Tohsi ok =EGD]. (12.76)
N® ¥ 1=n

"zzs -

The transform which minimizes the mean square error is the one that packs the
maximum amount of variance in the first # coefficients in one-dimensional TC, and
the first 12 coefficients in two-dimensional TC. The KLT of Section 12.5 possesses
this important property.

Figure 12.9 shows the effect of 4:1 zonal sampling for image inputs on the
signal-to-prefiltering-distortion ratio 10log(e?/a%), as a function of subimage size
NXN, for sizes ranging from (4x4) to (256x2356). Note that the resuits show a
substantial loss due to 4:1 prefiltering when the subimage size is as small as 4x4,
and also predict a further rapid loss in truncation error performance in (2x2)
coding. (Also see Problem 12.12). Results are based on a first-order Markov
process model with equal vertical and horizontal adjacent sample correlations
oy = p = 0.95, The ranking of the four alternative transform procedures in Figure
12.9 anticipates a similar observation in Sections 12.5 and 12.6.

The asymptotes in Figure 12.9 range from 20 dB to 24 dB. Perceptually, the
degradations represented by these values tend to be less serious than objectively
equivalent degradations due to quantization noise. This is because zonal sampling
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Figure 129  Signal-to-truncation error ratio with 4:1 zonal sampling (2 = N¥4) in NxN image
transforms, as a function of block size NN, for an image with py = py = 0.95 [Pratt, 1978. Reprinted
with permission].

is essentially a controiled prefiltering distertion; and unless n is too small, this
degradation is perceptually more acceptable than noise that is external to the
signal. The nature of prefiltering distortion was in fact discussed earlier in the
speech example of Figure 3.16. .

In the zoral sampling results of Figure 12.9, the reconstruction error does not
include the effect of quantizing retained coefficients. Instead, it is assumed that
Ry = 0 for rejected coefficients and R; = oo for retained coefficients, In zonal
coding, one assumes that retained coefficients are appropriately quantized. A
simple numerical example of zonal coding appears in Problem 12.7. Results for
real images will appear in Section 12.5 for DWHT and DFT procedures.

Best results are obtained when the # retained coefficients are not fixed a priori
as in zonal sampling, but are adaptively chosen to match input statistics. One form
of such adaptive coding is threshold coding [Prati, 1978] [Wintz, 1972] where a
coefficient has to exceed a pre-specified or adaptively determined threshold before
being included in the transmitter output. This is very closely related to the
adaptive bit allocation procedures of Section 12.7. In both threshold coding and
adaptive bit allocation coding, one needs side information that informs the receiver
about transmitted coefficient indices ¥ and corresponding quantization bits used,
Ry.

12.5 Optimum Tral"sform (KLT)

Equations (12.57) and (12.63) show that an optimum matrix A is one that
distributes coefficient variances of in such a way as to minimize their geometric
‘mean. The minimum geometric mean result extends to two dimensions with
coefficient variances of;. We will now describe a matrix L with that property.

For any A, the coefficient variances are the diagonal elements of Ry
= {Rog(k ,D); kel = 0,1,.,N — 1:
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of = E[6%(k)] = Rk k) (12.77)
Ry = E[0687] = E[AXXTAT] = AR,AT (12.78)

We arc interested in the product of the diagonal elements of Rg. From matrix
theory [Beliman, 1960],

IRel < T1o (12.79)

k=0

for any matrix, while for an orthogonal matrix A,

|Rys| = |ARAT| = |Rexl |[AAT| = IR lT] = |Rxsl (12.80)
and hence
N—1 JUN
I o2| 2 IRel"™™ = [R|'™ (12.81)
k=0

Minimization of the geometric mean of coefficient variances is provided by a
(unitary) matrix A that leads to an equality in (12.79). We shall now describe this
optimum transform matrix. We have already shown that corresponding to any Ry,
there is a set of eigenvalues h; k=0,1,..,N—1, and eigenvectors 1; k=0,1,....N—1,
defined by

Rnlk - kklk (1 2.82)

Since R, is a real symmetric matrix, it follows that the eigenvalues are real, and
that there are exactly N eigenvectors which are orthogonal and can be chosen to be
orthonormal: N

14 = oy ) (12.83)

The (discrete) Karhunen-Loeve Transform L (KLT- or eigenvector- or Hotelling
transform [Hotelling, 19331 [Karhunen, 1947]) is defined by the fact that its rows
are the above eigenvectors of Ry,

by == I for L (12.84)
It follows that L is orthogonal, and we have (see 12.20a)
N1
9=Lx; x=LT8= 300l (12.85)
k=0

Note that input vector X is a superposition of eigenvectors which are derived from
the statistics of the input (via Ry, and which represent "typical” sequences of the
given input sequence. (See the examples of Figures 12.5 and 12.6). Since these
basis vectors are signal-dependent, fewer of thesc vectors can be used on the
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average, to approximate the given input, as compared to representations using
signal-independent basis vectors. Recall from (12.78) that

Ry = LR, LT (12.86)
From (12.82) and (12.84),
lOT
I
Ro=| " |l AL dyolya]
llj\f—l

- [le lT],J - [?\16],]

)\o 0 0.: ©
0 M0
0 0 M\
=1 =2 (12.87)
c . . .. AN-—IJ

and, from (12.86) and (12.82),
LR, = AL (12.88)

. Note that the elements of Rg are E[8(:))8(7}]. Therefore, it turns out that the

KLT diagonalizes Ry, i.e., the transform coefficients are uncorrelated. This
supports our approach to quantize these coefficients independently. Note that the
uncorrelated nature of the transform coefficients does not imply that their variances
are unrelated. For example, the magnitudes of adjacent transform coefficients tend
to exhibit closeness in speech and image transforms; this will be illustrated later in
the short-time spectra of Figure 12.22a,

Note also that

E[02(k)] = A ; k =0]1,.,N-1 (12.89)

i e., the eigenvalues are the variances of the transform coefficients in the case of

KLT In this ideal case, the individual quantizers of Figure 8.1 quantize linearly
independent random variablés ©(k) of variances A

The transform L not only diagonalizes Ry but also minimizes the geometric

mean of the variances. Indeed, since Ry is diagonal, its determinant is just the
product of the elements on the main diagonal:

|Rgs| = TI' A (12.90)
k=0
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which is the equality in (12.79). Therefore, the KLT results in the least value of
the geometric mean of coefficient variances and corresponds to a maximum
transform gain, for a given N, of

N-1
N Eo o}
me[NGrc} ="Gur = T W = TR TR (12.91a)
IT M II A
k=0 k<0
From (12.61),
N1 UN
min{o?) = £272R | I] )\k] (12.91b)
k=0

Compare this result with the rate distortion bound for transmitting correlated
Gaussian variables in V-blocks:

No1  JUN
D = 272R II
k=0

The geometric mean is the entropy power of Gaussian N-blocks. It turns out that
the KLT coding scheme is close to the bound, the difference being zero if a
quantizer could be realized with e = 1, conditions for which were discussed in
Chapter 4 and Section 12.4. We note finally that the denominator in (12.91) can
be determined from the correlation matrix Ry, directly from (12.90) and (12.80):

/N
= |Rpg| "N = [R | (12.92)

N-1

II A

k=D
We will show presently (12.112b) that |R.| can be determined from prediction
error variances.

Determination of Eigenvalues and Eigenvectors, Let 1 be an eigenvector of R,,. The
corresponding eigenvalue A is then defined by (12.82):

Rol=X or (R,ADI=0 (12.93a)

This is a lincar homogeneous system of equations for the unknown A. In order to
have a nonzero eigenvector it is both necessary and sufficient that .

[Ryx—A| =0 (12.93b)
Equation (12.93b) is called the characteristic equation of Ry,. The determinant
above, when expanded, is a polynomial in A of degree N, and it will have NV zeros

M\ with corresponding eigenvectors ;. The cigenvectors are of course determined
only to within a scalar multiple. R, is 2 real symmetric matrix. It can be shown
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then that the characteristic equation has N distinct and real zeros (in general,
there may be multiplicities), and consequently it has exactly N distinct
eigenvectors. In general, it is very difficult to find eigenvalues of a2 matrix and
numerical techniques have to be used. Also, in many cases R,, is singular, and
eigenvectors cannot be uniquely defined [Landau and Slepian, 1971]. What is
more significant is that, if R,, is not known a priori, estimation of its elements
requires observations and computations involving an input block of length N' that is
an order of magnitude greater than N, for reliable acf estimation. Examples listed
below represent relatively simple inputs for which closed-form solutions are
available.

Determination of KLT Basis Vectors from R,,. As in Section 12.2, we begin with
the simple example of a transform of order 2.

Example 12.1. The case of N =12

Consider a stationary source with variance of unity and normalized autocarrelation p
between neighboring samples

1 p
Ry = L’ 1} (12.94)

As shown in Example 2.2, the eigenvalues \ are obtained from the characteristic equation
IR M| = O

1-x P
p 1-a|= 05 (12.9%)
Me=14p; M=1-—p (12.96)
0 that
N-1
II & =da=1—p% = Ryl (12.97)
im0
and
A 0 1+p ©
Ro= 10 a|"™ |0 1—p (12.98)

The transform coding gain is ,{':

- [ +0-gl2 1

G 12.99)
kLT [Q+p) (1=} "2 1—p* ¢
To find the eigenvectors, by = 1;, we use (12.82), For i = 0,
I »
{ 1 ] [fzﬁ?}] - (14p) fgﬁ‘,’;] D 1) = 1) (12,1002
o
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Similarly for § = 1,
1) = —1,(1) . (12.100b)
However, |, and 1, are the rows of L and for orthonormality, LLT = . Therefore,
B3O+ M =10 +170) =1 (12.101)

From (12.100) and (12.101), the optimum transform is given by

Y o T e 2L (12.102)

1
Sl -1
Note that (12.102) also results from setting @ = 1/~/2 in the matrix of (12.102),

We have already noted in earlier sections that a matrix A of the form (12.102)
leads to a transform coding gain {12.99). It is significant that the gain noted in
these earlier sections is indeed the maximum possible gain for N = 2. Recall, from
Section 12.2, that it is the sum and the difference of neighboring samples which are
to be quantized. It is also significant (Section 12.6) that properties (12.99) and
(12.102) are shared by sc-called suboptimum transforms, for NV = 2. Finally, it is
interesting to note that for N = 2, the KLT is input-independent, in that the matrix
L has no entries depending on p. In general, however, for N > 2, the basis vectors
in L are input- or Ry-dependent.

KLT Basis Vectors for N > 2. The computations of KLT basis vectors for N > 2
are invariably tedious. In the following, we will simply mention two examples
where the eigenvectors can be derived explicitly.

Example 12.2. Moving Average process
Consider the MA(1) process (2.122):

X)) =Z) +a1Z(n-1) (12.103)

The process has a psd (2.126)
S (/) = (1 + 2p cosw)a? ; (12.104)
p=a/(1+al) (12.109)

and the eigenvalues (2.127) are simply values of the psd at equidistant eigenfrequencies in
the interval (0,x) given by (k+1)x/(W+1); k = 0,1,...,N—1. The cigenvectors (2.129a) are
samples of sine waves with these eigenfrequencies. @

Example 12.3. Autoregressive process
Consider the AR(1) process as in (2.96):

X() - pan—l) + Z(n); (12.106)_

It can be shown for p — 1 that the eigenfrequencics ) are asymptotically uniformly
distributed in (0,#) and the eigenvalues are the psd values at these eigenfrequencies. The
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€1, values can be obtained as roots of a polynomial [Bellman, 1960). In addition, it can be
shown that the eigenvectors are sampled sine waves with unequal frequency spacing (except
if p — 1), and phases ¢, depending on ,:
1-p)e?
1+ pz — 2p cos Q;
L = {cos nQy—gy)pea. v for k =0,1,. ,N—1 (12.108)
1—pcos Q0
psin (1,

A= S le!™) = k=01,.,N-1 (12.107)

¢y = arctan (12.109)

The Qg values are obtained as roots of the polynomial

sin(Q, (W+1)) — sin(Q,N)  sin(Q, (V—1))
sinf), P singt, singd,

=0 fork =0,l,...5N—1 (12.110)

Table 12,1 Eigenvectors and cigenvalues for KLT coding of an AR (1) process; N = 8 and p =095,

Eigenvector Matrix Eigenvalues

—.3383 —3512 -—3599 —3642 —3642 3599 —3512 —13383 7.030
4809 4204 .2860 1013 -1013 —2860 —.4204  —.4809 0.575
4665 2065 —.1789  —.455T —4557 —.1789 2065 4665 0.168
4226  —.0854  —.4865 —.2783 2783 4865 0854  —.4226 0.082

3602 —.3468  —.3558 3513 3513 —3558 —.3468 3602 0.051
—.2833 4882 0942 4154 4154 0942 -.4382 2833 0.037
1952 —.4623 4603  —.1504 —.1904 4603 —.4623 1952 0.030

0996  —.2786 4156 —.489%6 4896  —.4156 2786 —.0996 0.027

Table 12.1 shows the eigenvectors and eigenvalves for an AR(1) process with p = 0.95,
for a block length of ¥ = 8. Note that the first-eigenvalue Ay is much larger than the
remaining ones. The eigenvatues for NV =2 are simply 1+ p = 1.95 and 1 — p = 0.05.
Respective values of *Grc are 5 dB for N = 2 and 7 dB for NV = 8 (Problem 12.19).

Example 12.4. AR(10) modeling of speech

The first 10 long-time-averaged acf values for a speech signal can be used to develop an
AR(10) model. Its maximum prediction gain “Gp = '°Gp is 9.5 dB. The model can then
be used to compute Ry for any N. KLT basis vectors and transform codings gains can then
be computed. Values of ¥Gy¢ are shown in Figure 12.10 as a function of N. Transform
coding results have also been shown for the suboptimum transforms to be discussed in
Section 12.6. Note that ghe KLT gain Gy is upper-bounded by the maximum value of
optimum prediction gain,/9.5 dB.

The basis vectors for this example have already been shown for N = 8 in Figure 12.5.
Note that the basis vectors, especially the first basis vector by, differ considerably from one
transform to another. For example, the eigenvector I (by for KLT) is more typical, by
definition, for any block of eight successive speech samples X than the by, vector of DFT,
DCT, or DWHT, implying that X usually has no zero-frequency component.

Results from real speech are similar to those of Figure 12.10. Note from this figure that
the increase in gain in going from N = 2 to N = 8 is about 5 dB. A similar gain results for
an AR(1) process of adjacent sample correlation p = 0.95 (Problem 12.19}. Also, in Figure
12.10, the gain at N' = § is only 2.5 dB short of the maximum possible gain of 9.5 dB. ®
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Figure 12,10 Transform coding gain ¥ Gy versus N from an AR(10) model of speech signals. The
DFT and DWHT are, respectively, frequency-ordered and sequency-ordered transforms [Zelinski and
Noll, 1975. Reprinted with permission).

We shall now discuss the effect of N analytically. Results will only apply for
KLT, although suboptimal transforms can approach KLT performance, as seen in
the example of Figure 12.10. :

Ggir as a Function of N. Recall from (12.63), with ¢ pcys = ¢? 1 that

2 1
otrc = ofpcu/ Gre

We have seen in (12.91) that

a3

W (12.111)

me[NGrc] = NGy =

where ¥ Gyrr is assumed to include the results of optimum bit allocation for any
given N. Also, from linear prediction theory (6.48),

¥ Rasl Nt
=Y min{"'o3} ; (12.1122)
XX
and henceé [Davisson, 1972]
N-l N-1
[VRex| = T minfed) = IT [a,%/"cp] (12.112b)
k=D k=0

where left superscripts refer to covariance matrix or prediction order, and min(e}
and Gp denote prediction error variance and prediction gain, with °Gp=1. Using
(12.112b) in (12.111),
N-1 UN
mixx(NGm} =-NGyrr = [H kGp (12.113)
. k=0
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This relation shows that the maximum performance of TC is the geometric mean
of the first N prediction gains. Clearly, from (12.113),

mfx{NGTC] - NGKLT < NGP (12.114)

For example, with a first-order Markov source with adjacent correlation p [Noll,
19771,

- Gp =Gp = .. = “Gp = (1—p)"! " (12.1152)
N-1 N _N-1

NGrer = [ TT (1—p)7! = (1-p» ¥ (12.115b)
k=1

As special cases of (12.115b),
"Gy =1 ; *Grrr = (1—pH712 (12.116)

The above results show that transform coding gain (as a function of block
length) increases more slowly than the prediction gain in DPCM (as a function of
predictor order). A similar observation holds in the adaptive coding of speech
signals using TC (Figure 12.26) and DPCM (Figure 6.20). PCM performance is
represented by %Gp = 'Gy¢ = 1.

The above comparison of TC and DPCM has a simple qualitative explanation.
In 2 DPCM coder with explicit memory (predictor order) N, the effective memory
is much greater than N, because of the propagation of memory in the prediction
loop. In TC, however, the effective memory is no greater than the explicit memory
(block Iength) N. Thus, in order to utilize a given extent of memory in the speech
process, DPCM needs a much smaller explicit memory than TC. The containing of
memoty within a block in TC is, however, an advantage in the context of
transmission errors {Section 12.8).

Asymptotic Performance. Because of a preponderance of asymptotic terms in
(12.113) as N — oo, the limiting value of (12.113) is

2

% D
ini=od] A (2.117

G - lim ¥ = =@ - PG =
max {Grdl Nl_‘ﬂ’;b Girr kLT = “Gp

where min{*s3} is the minimum prediction error and 2 is the spectral flatness
measure.
This result can also be derived by noting that

Nl 1N 1/NF Tog, A, ‘
On] =e = (12.118)
i=0

12.6  Optimem Transtorm (KLT) 543

0265

e e e e e =i




and that (2.65)

fim LS tog, & = 2 log, Sy (e/)d
New N rd Be M 2“‘_’ Be Oxx

The above integral is simply y2¢2 and (12.117) follows.

In summary, for any block-size N, the KLT is optimum. This transform also
yields uncorrelated transform coefficients. However, successive transform
coefficients of the same index are still correlated, although there is no correlation
within a block. Finally, in order to realize the spectral flatness measure bound, an
infinite block length N — oo is needed, in general, in the KLT.

The Optimum Transform for Zonal Sampling. We have noted that the KLT
maximizes transform coding performance for any N. It can be shown that the
KLT also minimizes zonal sampling error ¢2 for any block length N and any value
# € N for the number of coefficients included in the zonal sampling process.
Assuming zero mean inputs, the average zonal sampling truncation error is (12.75)

1 N-1
a2 - ~ 3 El62(k)] (12.119)

k=n

Let us minimize (12.119) with respect to transform A subject to the constraint of
orthonormality. We minimize

Nl |
ot = ok + A afa1) (12.120)
k=n
where Ay’s are Lagrange multipliers. From (12.119) and (12.78)

N-1 N-1 o
ol = % TalRuac+ 3 Melagm—1) (12.121)
k=n ke

The gradient Vo? of (12.121) with respect to a; has to be set to zero, the gradient
being

T o 662 602 60'2
VA = | 3 30, D" 5a -D (12.122)
Note that for any f and F,
V{TFD = FVUTT) = 2Ff (12.123)

Applying (12.123) with F=R, and f=2, and carrying out the operation
Va2 = 0, we find that

Reag = Azag {12.124)
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By definition, (12.124) can hold only for
Ap=Ar  ap=1l (12.125)

where A, are the cigenvalues of R,,, and I, are the eigenvectors of R,y. Thus the
minimization of zonal sampling error is obtained for any n and N with A = L, the
eigenvector (KLT) matrix, The minimum value of zonal sampling error is

. 2 1 N-1 1 N=1
minf{oZ) = " k§, KR} = v Ak (12.126)

k=p

The KLT packs most of the energy into the lower-index coefficients so that the
error due to truncation is smaller than with other transforms.

Two-Dimensional KLT. As noted in (12.30), the case of interest is a separable
transform of the form

8 =LXL¥ (12.127

The matrices L, and L, are computed as in the one-dimensional case, via the KLT
basis vector definition (12.8%)

Ry =LiMly; Ry =LIAL, (12.128)
assuming that horizontal and vertical statistics can be separated.in the form
Ry (k) = Ry (K)R, (D) (12.129)
as in the first-order Markov model with separable acf (2.136):
Ry = oMy, jmoa -1 5 Ry "’{P\I;f_jl}z.j-—o.l..’.,)v—r (12.130)

When the acf is separable as above, eigenmatrices can be formed from outer
products of eigenvectors of the acf in horizontal and vertical directions [Habibi,

1971] [Wintz, 1972].

The above model has been used in deriving the basis images of size 16x16 for
the cameraman example in Figure 12.6. Figure 12.11 shows the distribution of
variances of coefficients of index 1 to 256, the distributions being statistics taken
over 256 subimages of the cameraman image. The monotonic decrease of
coefficient variance of wit} ' index & is quite evident. [ implies that the lowpass
basis images (Figure 12.6) get relatively greater weights in image reconstruction.
Notice that the packing of energy into low-order coefficients is maximal for the
KLT. However, all the transforms in Figure 12.11 have this energy-packing
property to different extents, and we will see further examples of zonal coding
where this property is utilized. If only 128 coefficients are retained (2:1 zonal
sampling), the mse is between 0.34% (KLT) and 0.49% (DWHT), implying
respective signal-to-zonal-sampling-error ratios of 25 and 23 dB. In both cases, no
visible degradation occurs. If only 64 coefficients are retained (4:1 zonal sampling),
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Figure 12,11 Distribution of coefficient variances in 16x16 transform coding of the cameraman of
Figure 12.6. Variances are averaged dver the 256 sub-images and ordered according to their magnitudes
[Wintz;©1972, IBEE).

a blurring effect is visible with all transforms. The hierarchy of coefficients implied
in the variance-ordering process is also useful in embedded coding and progressive
transmission systems [Knowlton, 1980]. In these systems, although all coefficients
are transmitted to a receiver under ideal conditions, greater priority is given to the
transmission of the more important coefficients in the coefficient hierarchy.

12.6 Suboptimum Transforms (DHT, DWHT, DFT, DCT)

The KLT computations (12.85) and (12.86) requires N’ multiply/add
operations, The two stage transform (12.127) needs 2N? multiply-add operations,
with each stage needing N* (V2 linear products involving N elements each). The
computational problem gets to be simpler with the suboptimum transforms to be
discussed next; indeed, the KLT is usually used only tc bound the performances of
these suboptimal but practical algorithms.

We have already compared the performance of KLT with that of other
transforms in Figures 12.9 to 12.11. It is clear that the KLT always performs best.
However, for large transform sizes ¥, the performance of the DFT approaches that
of the KLT in both 1-D and 2-D examples; and for very small transform sizes, the
mse performances of different transforms do not differ very significantly. Indeed,
as seen in Figure 12.10, all mse values are identical for N = 2. In this case, all
transform matrices, including the input-dependent KLT matrix, simplify to the very
familiar matrix (12.10b). Large values of N (say, N = 128 or 256) are necessary
to realize significant gains in speech coding (as suggested in Figure 12.10).
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Transform coding gains saturate faster with NV in 2-D image coding. Objective
SNR gains tend to saturate after the transform size exceeds (8 x 8). However,
from subjective considerations, a (4 x 4) transform is in general quite adequate
[Netravali and Limb, 1980].

The input-independent suboptimum transforms of this section do not diagonalize
covariance matrices. By the same fact, as explained in Section 12.4, they do not
minimize the geometric mean of coefficient variances, or provide the best possible
distribution of variances for zonal sampling with a given proportion of retained
coefficients. However, the input independence of these transforms also makes them
simpler in that their basis vectors are predetermined; fast algorithms (such as FFT)
exist and aid the implementation of these transforms; and finally, although the
gains over PCM for these transforms are strictly upper-bounded by those of the
KLT, the gains are often significant enough to warrant their use in digital coding,
especially if these applications include refinements such as zonmal sampling or
adaptive bit allocation. Note that although the design of these transforms is input-
independent, their performance (as given by Rgy) will depend on R,,.

The Discrete Walsh Hadamard and Discrete Hadamard transforms (DWHT
and DHT), the Discrete Fourier transform (DFT) and the Discrete Cosine
transform (DCT) are important examples of suboptimal transforms. Several fast
algorithms are known for implementing them efficiently [Singleton, 1969] [Ahmed
and Rao, 1975] [Elliott and Rao, 1982]

Before we proceed to discuss the suboptimal transforms, let us note for
completeness that PCM coding is equivalent to quantization of transform
coefficients resulting from the identity transform

100. .
010
I=-|001 = {8y}t jmot -1 (12.131)

.1

None of the basis vectors in I can be expected to be typical for an input sequence.
All basis vectors will have to be used to reconstruct an input. The weights
(transform coefficients) have equal variances, and hence Gre = 1 in this case,

- 12.6.1 Discrete Hadamard and Walsh Hadamard Transforms (DHT and DWHT)

B
Walsh Hadamard and Hadahard transforms are characterized by symmetrical
orthogonal matrices with unit magnitude elements and orthonormal rows (basis
vectors). Discrete Hadamard Transform (DHT) and Discrete Walsh Hadamard
Transform (DWHT) are denoted by matrices H and H' respectively:

DHT: § =Hx; x=H®#
(12.132
DWHT: § =H'x; x=H'¢
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Note that forward and inverse transforms A and B are equal in both cases of
(12.132), and equal to H and H' respectively.
The Hadamard transform of order 2 is

5 1111
H-ﬁ 1 -1 (12.133)

which is identical to the KLT matrix for ¥ = 2. It is also the familiar matrix
(12.10b).

Hadamard matrices of higher order are given by the recursive rule [Shum,
Elliot and Brown, 1973]

g o L{TH (12.134)
\/5 NH _NH -

This rule ensures Hadamard matrices of size 27 for positive integral p, although
Hadamard matrices of other orders (size 0 modulo 4) may exist. From (12.133)
and (12.134),

1111

T L (12.1352)

=301 1 -1 -1 130a
1 =1 =1 1

Walsh transforms, which differ from Y'H with regard to ordering of rows, exist for
any integral N. But N is invariably a power of 2 in most applications and the term
Walsh Hadamard transform is generally used in such cases to describe any
transform that has basis vectors with elements 1. Let us consider a sequency-
ordered Walsh Hadamard matrix *H that differs from *H in terms of row
ordering:

1 1 1 1
P LIS A e
1 -1 1 -1

The sequency of a =1 sequence is defined as half the number of sign changes in
one period of the sequence [Harmuth, 1972]. If the period of a basis vector is
considered to be the transform size N, the matrices “H and *H are characterized
by basis vector sequencies of (0,3/2,1/2,1) and (0,1/2,1,3/2). Similarly, the
DWHT basis vectors in Figure 12.5(a) have sequencies in the range O to 7/2. The
term sequency (of a rectangular basis waveform b;) has a connotation that is
similar to frequency (of a trigonometric sine or cosine waveform, as in DFT).
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With a lowpass input and a DWHT matrix of the type “H', one expects transform
coefficient variances that monotonically decrease with coefficient index. Recall that
the jth coefficient reflects the correlation between the input and the jth basis
vector. The coefficients would not be monotonically ordered with a Hadamard
transform of the type *H, but the coding performances of *H and “H would be
identical because the geometric means of coefficient variances would be identical.

Note also that the matrices (12.135a) and (12.135b) are both symmetric. This
property extends to all higher-order matrices YH and VH'.

Figure 12.12 shows a set of 64 basis images appropriate to the DWHT matrix
*H. These subimages can also be derived from the rectangular basis waveforms
given in Figure 12.5(a) (Problem 12.3).

The sequency-ordered Hadamard transform DWHT and its inverse can be
explicitly described in the form

00 =S x k) x() =% 00Ok G (12136)
n=0 k=0

with forward and inverse transformation kernels that are equal, and given by

- - - L pyatmm
himn) = a(m,n) =b(m,n) J]V( 1) (12.137)

where a(m,n) is a function of m and n, assuming values 1 [Wintz, 1972] [Pratt,
1978].

Figure 12.12  The set of 64 basis images in 8%8 DWHT. White and black areas represent intensitics of
+1/8 and —1/8 [Habibi and Robinson;©1974, IEEEL
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The comparison of transforms in Figures 12.9 and 12.10 has shown that DWHT
is not as effective as transforms with sine-cosine (DFT) and DCT basis vectors. In
fact, DWHT performance is not even asymptotically optimum. The suboptimality
of the transform is reflected in the fact that it does not diagonalize covariance
matrices which are Toeplitz. However, the Hadamard transform does diagonalize a
dyadic matrix (Problem 12.23). Although suboptimal from the point of view of
mse, the rectangular bases in DHT and DWHT suggest that these transforms
should be particularly effective in digitizing images which have many edges and
discontinuities. In the specific example of intrafield composite coding of color
images, simple examples of 2-D DWHT provide better performance than third-
order 2-D DPCM (Chapter 6) if the bit rates are in the order of R = 2 bits/pixel
or less [Murakami, Hatori and Yamamoto, 1982

Coding systems based on two-dimensional DHT and DWHT have been
extensively studied because of the simplicity that is related to the fact that all
elements in YH and MH are *1; resulting multiply operations are therefore simply
additions with sign changes when appropriate.

2-D DWHT Coding. A discussion of 2-D DWHT coding was already provided in
Figure 12.9, in the specific context of zonal sampling. This section will consider
this transform in some more detail, with special reference to 2 bits/sample coding.

Example 12.5. 4 x 4 DWHT coding

We have mentioned earlier that 4x4 is an adequate transform size from a perceptual
viewpeint. Results from 4x4 DWHT coding are shown in Figure 12.13. Figure 12.13(a) is
an original 10-bit PCM representation. Figure 12.13(b) shows a reconstruction based on
16:1 zonal sampling (R; = 0; 0 <7 < 15), and Figure 12.13(c) is the result of DWHT
coding using the bit allocation procedure shown in Table 12.2, with R = 2 bits/sample.

Figure 12.13  Results from 4x4 coding: {a) original 10-bit PCM picture; (b) reconstruction using only
the first coefficient #(0) in a 4x4 transform (16:1 zonal sampling); and (¢} reconstruction based on the
bit-allocation procedure of Table 12.2, with R = 2 bits/sample [Landau and Slepian:®1971, AT&TL

+ wa
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Table 122  Bit allocation in a 4x4 DWHT coding system with R = 2 bits/sample [Landau and
Slepian:®1971, AT&TL

Coefficient Coefficient Quantizer
Number § Variance of Bits R,
0 1.000 6
1 0.098 4
2 0.087 4
3 0.035 3
4 0.038 3
5 0.051 3
[ 0.048 3
7 0.034 2
8 0.024 2
9 0.024 2
10 0.020 0
11 0.022 0
12 0.019 0
12 0.015 0
14 0.016 0
15 0.014 0

The dynamic range of coefficient variances in the second column of Table 12.2
is 10 log (1.000/0.014) = 18.4 dB. This is less than the dynamic range of
variances to be expected in a KLT. The smaller the dynamic range, the smaller is
the ratio of arithmetic mean to geomeiric mean in (12.63a), and therefore the
smaller is the transform coding gain Grc. The same result is true in speech coding.
With AR(10) modeling of speech, the dynamic range of coefficient variances is
about 30 dB for the DWHT, and about 40 dB for the KLT and the DCT [Zelinski
and Noll, 1975]. -

12.6.2 Discrete Fourier Transform (DFT)
This transt:orm is defined by

N1
0(k) = L 3 x(n)e2xkniN .} =0, 1,2,. .N—1

vN 5

{12.138)
N—1

x(n) = TEVL 3 0k kN . =0, 1, 2,., N1
k=0
1
or@=Fx; x=F*9; F= —e'-’z"‘"m} (12.139)
{ '\fﬁ k,n=01,.,N—1

The inverse transformation kernel is the conjugate transpose of the forward kernel
[asin (12.35)]. In addition, because of the symmetry of F,

Fl=FT=pf" (12.140)

12.6  Suboptimum Transforms (DHT, DWHT, DFT, DCT) 551

0273

-—

~—



For N =2,

0 0
S S [ (R (12.141)
V2 | g0 et VI

which is identical to the KLT matrix of size 2. For N = 4,

1 1 1 1 1 1 1 1
4-l.1_j_1j. 41_4~L1j_1_j
1 j=1 —j v —=j-1 j
The columns of F~! are the unitary basis vectors of the DFT:
1 .
by = {*—-eﬂ'k’m } S N R (12.143)
N 1=0,1,..,N—1

Note that (12.142) is symmetric, as in the case of the DWHT matrices “H and ‘o
The general matrix VF is also symmetric.

Although F and F* have complex elements of the form {(a+jb), a conjugate
symmetry property applies to the DFT of real-valued inputs, and as a consequence
the DFT representation involves a total of only N (not 2N) elements. The
conjugate symmetry is described by

k) = 0+ (IN—=k) ; &k =1,2,..(N/2)-I (12.144)
80 that
Re(d(k)} = Relo(N-K)} ; & =1,2,...(N/2)-1 (12.145)
Im{ok)) = -Im{o(N—k)} ; & =1.2,...(N/2)-1 (12.146a)
Im{g(0)) = Im{p(N/2)} = O (12.146b)

In the case of even NV, the total number of nonredundant real-valued numbers in
the DFT representation is simply N, since §(0) and 8(V/2) are real-valued, and the
remaining N—2 compenents have a total of N—2 nonredundant numbers.
Therefore, for N input samples, there are exactly N unique numbers, representing
the transform coefficients that have to be quantized and transmitied.

Example 12.6. 1-D DFT; N = 4

xT=0(3,~1,42; ¢ =@ —1/2+3/2,3,—-1/2-3/2) (12.147)
The DFT representation has N = 4 non-redundant numbers, —1/2, 3/2, 4 and 3. The DFT
pair (12.147) is shown in Figure 12.14(a). Notice that the amplitude specirum |6¢k) |, and

hence the energy spectrum: |8{k)[?, is symmetrical about k = N/2 = 2, except for the k =0
term. @
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Figure 12.14 DFT examples: (2} 1-D input x{n) and DFT coefficients #(k); (b) 2-D input; and DFT
coefficient jmages (¢) without spectrum shifting, and (d) with spectrum shifting [Gonzalez and Wintz,
1977. Reprinted with permission].

Example 12.7. A 2-D square input

The square input in Figure 12.14(b) has a sinx/x-type DFT in both spatial dimensions.
In the left part of Figure 12.14(c), the origin for the DFT is in the upper left corner of the
image, and this is consistent with matrix notation. In Figure 12,14(d), the origin of the
DFT, i.¢., the zero frequency, has been shifted to the geometric center of the image. This
makes the sinx/x behavior more visible. Both representations include symmetries about
N/2 as in Example 12.6. Also, in both DFT representations, the luminance of the DFT
image has been displayed to be log |1+8(k,/}| rather than 8(k,); this is done to
accommodate the dynamic range of the DFT terms, which is much larger than the dynamic
range of luminance that can be effectively displayed in the illustration. ®

The complex basis vectors b, in DFT can be decomposed into sine and cosine
components. For example, the vector (1,f,—~1,—j) in *F can be decomposed into
real and imaginary components (1,0,—1,0) and (0,1,0,—1), which can be interpreted
as a sine-cosine basis pair. This observation leads to the possibility of a slightly
different Fourier transform F’.

Frequency-Ordered and Regl-Valued Fourier Matrix F. We briefly discuss a
transform DF'T which provides only real components in

6' =F'x (12.148)

We use the mapping

o"(o) =Relp(0}) =6(0); &(1)=V2Im{o(1)}; (2 =v2Refp(1)};
...... O(N=3)=ZIm{e((N/D)-1)}; 0 (N-2=2Re(0((V/2)-1)};
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0'(N—=1) =Relo(V/2)} =8(N/2) (12.149)

The scaling factors and the ordering have been chosen such that the basis vectors
are orthonormal and frequency-ordered [Zelinski and Noll, 1975). For
computation purposes, ' can be obtained via an FFT that yields 8 followed by
rescaling and ordering.

The basis vector by corresponding to (12.149) form a real-valued Fourier matrix
F' which does not have the redundancies caused by the conjugate symmetry of the
DFT. Furthermore, the set by, is ordered in accordance with the familiar notion of
increasing frequency, beginning with a zero frequency véctor by. This has already
been shown in Figure 12.5 for the example of N = 8.

Example 12.8. 1-D DF'T; N =4

111
o L0 -2 +2
2|v2 0 -2 o0
1 =1 1 -
xT=(3,-1,4,2); 67 =@+3~2-1A23 (12.150) e

Implementation of the DFT and IDFT. DFT representations have two important
advantages. The first is that a sine-cosine basis space is a very familiar concept. It
provides a natural framework for optimizations of transform coder design with
inputs where the perceptual effects of signal distortion are best understood in the
frequency domain. A second advantage has to do with computation. A direct
evaluation of an N-point DFT requires about N? complex multiply-add operations;
but if N is a power of 2, the Fast Fourier Transform (FFT) method neceds in the
order of N log; N operations [Elliott and Rao, 1982]. With N = 1024, the FFT is
about one hundred times faster than a direct computation. The savings in
computation time are approximately 32 and 18 for N = 256 and 128, respectively.

In the case of real-valued inputs, further reductions are possible by exploiting
the symmetry properties of the DFT. Two N-point real sequences can be
considered real and imaginary parts of a complex sequence and the 2N-point
sequence can be transformed with a single transform. A simple even-odd
separation recovers the real and imaginary parts of the two spectra. This procedure
involves a total number of operations in the order of (N log, N)/4 [Narasimha and
Peterson, 1978].

The FFT algorithm can also be used to evaluate the inverse (IDFT) operation
x = F*#. Indeed, by computing the DFT of the complex conjugate of 8, i.e., the
DFT of 8#*, we obtain x* = F6*, and we obtain x by complex-conjugating the
result. We finally note that FFT's usually compute a DFT that has no scaling
factor and an IDFT that has a scaling by 1/N. Resulting basis vectors are
orthogonal but not orthonormal.

Performance of DFT, KLT and DCT with an AR(1) Input. Figure 12.15 illustrates
transform coder performance for a first-order Gauss Markov or AR(1) input. With
such an input, since transform coefficients are also Gaussian, the quantizer
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Figure 12.15 Transform coding gains for a first-order Gauss-Markov source with (1) p = 0.95; and (2}
p = —0.95 {Zelinski and Noll, 1975. Reprinted with permission].

performance factor ¢ indeed does not have to be modified, and gains based on
coefficient variance distributions, as derived in Sections 12.3 and 12.4, are true
gains over PCM. The maximum performance in Figure 12.15 corresponds to
“Gp = 'Gp = (1-p)™" = 4% [see (12.115a)]. For p = +0.95, this value is 10.25,
or approximately 10.}1 dB. This is the upper bound for any transform. For
N =2, the transform coding gain is 2Gye = (1—p)~Y2 or 5.06 dB (12.116).

Note that the gap between Gp and Gy becomes smaller with increasing N but
the approach to Gp depends on the transform. The increase of gain in DFT is
slower than that in KLT, which in the example of a positive p = 0.95 almost equals
that of DCT, with a difference of less than 0.1 dB. With a negative p = — 0.95,
however, DFT is significantly better than DCT. It is interesting that the
performance of DFT does not depend on the sign of p, but only on its magnitude.
The KLT performance is identical for positivé and negative p's, but note that the
KLT matrix has to be reoptimized accordingly. We recall that the eigenvectors of
an AR(1) process are sines {or cosines) of appropriate frequency and phase given
by (12.109a). DFT basis vectors are suboptimum; they have frequencies which are
multiples of a fundamental frequency. For N — oo, the eigenfrequencies in the
KLT are uniformly distributed, as if they were multiples of a fundamental, and the
DFT is therefore asymptotically optimum. For finite &V it can be shown [Pearl,
1973] that

Gyrr = Gorr ~ /NN (12.15D)

The suboptimality 6,!1: the DFT is related to the fact that it does not diagonalize
covariance matrices which are Toeplitz. However, the DFT does diagonalize a
circular acf matrix where all rows are circularly shifted versions of the first row

‘(Problem 12.29). The above result is not surprising. The DFT representation

introduces periodicities with period V in all sequences (input as well as transform
coefficients). The inverse DFT gencrates a sequence

cn) =x@); nr=01,.,.N—-1 (12.152)
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which equals the original sequence within the N-block but which does not equal the
input outside the block. Instead,

e) = ¢(n+N) (12.153)
As a result of this periodicity,

Ry, (k) = E[C(n)Clntk)] = E[C(n+N)C(n+k)|
= R..(N~k) ; k = 0,},..,N — 1 (12.154)

which is a circular acf of with period N. Clearly, as N increases, the period in the
acf function R, becomes longer, the non-Toeplitz structure in R,, becomes less
evident, and the suboptimality of the DFT for a Toeplitz covariance matrix
becomes less, as suggested in (12.151). The effect can be explained in terms of end
effects induced by forced periodicities and consequent discontinuities at the
beginning and end of each N-block. Similar (end) effects limit the performance of
DCT transforms. In the case of DCT, it will be shown (Section 12.6.3) that end
effects are less harmful than in DFT for a given N. DWHT transforms do not
have deviations from Toeplitz at the ends of the matrix but within the matrix.
Larger N’s do not shift effects to the ends. Therefore, there is no asymptotically
optimum performance.

Two-Dimensional DFT. In general, a 2-D transform requires premultiplication of
the input with a fourth-order tensor. However, the DFT kernel

%e—ﬂ"’""“"’f” . kd =01, N—I (12.155)

is separable and symmetric (see Section A.2.1), so that, with (12.36) and (12.140),
@=FXF; X=F*OF* (12.156)

The operations in (12.156) can be performed with 2NZlog,N instead of 2N°
complex multiply/add operations if an FFT algorithm is applied. (¥ logy NV
* operations for one row of X, NZlog, N operations for XF, and 2NZ%og; N
operations for FXF). Also, as in the one-dimensional case, although complex
elements are involved in the matrix F, the two-dimensional representation requires
only N? numbers that have to be quantized and transmitted (Problem 12.25).
Redundant components are indicated by cross-hatched regions in the N = 256
example of Figure 12.16.

As in the one-dimensional case, there is a suboptimality in DFT performance
that can be described in terms of un-diagonalized covariances or, equivalently, in
terms of end effects due to DFT-induced periodicities in the IDFT output. These
end effects refer, in general, to all four edges of a subimage and the intensity of
these effects diminishes with increasing subimage size.

Example 12.9. 16X16 DFT coding of images
Figure 12.17 shows examples of 16 x 16 coding using the image in Figure 12.6(c) as
input. The distribution of variances has already been given in Figure 12.11. Figures
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Figure 12.16 Nonredundant (blank), redundant (crosshatched), and real (darkened) areas in two-
dimensional DFT with N' = 256 [Pratt, 1978. Reprinted with permission].

RN

255

Figure 12.17 An example of 16x16 DFT coding with the image of Figure 12.7(c) as input: (a)
reconstructed image in zonal sampling (retaining of n = 128 out of 256 coefficients); (b) error in (a)
versus the original, scaled by a factor of cight (black refers to zero error and white to an error of 32 gray
Ievels); (¢} reconstruction based on coding the 128 coefficients in zonal sampling with a set of 4-level
nonuniform quantizers, optimized for the pdf of each transform coefficient (R = 2 bits/sample); and (d)
reconstruction based on a quantizing system that uses variance-adaptive bit allocation (Section 12.7.2)
and an average bit rate of R = 2 bits/sample [Wintz;©1972, IEEE).

© (d)

12.6  Suboptimum Trarsforms (DHT, DWHT, DFT, DCT) 557

0279




12.17(a) and (b} show the output and the errors in 2 2:1 zonal sampling scheme where only
128 of the most important coefficients are retained. For lowpass images (which are typical)
the ccefficients with the higher variances are those found in the upper left corner of an
unshifted coefficient image array such as Figure 12.14(c). Figure 12.17(b) shows how high
frequency edge-information is lost due to the truncation error caused by zonal sampling; the
variance of this error is 0.45% (SNR = 23.5 dB). Figures 12.17(c) and {d) show the effect
of coding the 128 retained coefficienis with a total of 256 bits, using a set of 128 mmse
four-level quantizers in (c), and a variance-adaptive bit allocation system (Section 12.7.2) in
(d). The quantization error variances in (c) and {d) are 2.1% and 0.78% (SNR = 17 dB
and 21 dB, respectively). Note that in (c), the quantization error variance is an order of
magnitude higher than the zonal sampling etror variance in (a) and (b}. With adaptive bit
allocation, the variances of zonal sampling and quantization errors are in the same order of
magnitude. The quantization error variance can be lowered by at least another order of
magnitude by the use of entropy coding [Wintz, 1972]. e

12.6.3 Discrete Cosine Transform (DCT)
The DCT is an orthonormal transform
0=Cx; x=Cg (12.157a)

defined by [Ahmed, Natarajan and Rao, 1974] [Ahmed and Rao, 1975]

f(k) = \/*;—'_a(k) Nilx(n)cos-gﬂﬂlk—w ; k=0,1,.,N—1 (12.157b}
n=0

2N
al0) = 1/VZanda(k) =1; k=0
7 Mo} Qn+Dkr = _ B
x(n) = N k?o a(k)ﬂ(k)cosT i n=01,.N-1 (12.157c)

Note that correct to a scaling factor, forward and backward (inverse) transforms
have identical transformation kernels. A comparison of the last equation with
(12.20a) shows that the basis vectors are sampled cosines which have phase shifts
that are not given by an alternating 0 and =/2 pattern as in {the sines and cosines
of) DFT. Comparing (12.157¢) and {12.20a), the DCT basis vectors are

b = {_\/Za(k}cosw} for k = 0,1,..N—1 (12.158)
N 2N n=12,...N—1

With ), = k«/N in (12.108), the basis vectors can be rewritten to be just the

eigenvectors of an AR(1) process with correlation approaching unity. The DCT is

thus close to the optimum for AR (1) processes with correlation p — 1 [Jain, 19761,
For N = 2, the DCT is identical to the optimum KLT in (12.102):

1 1
NG A 1 1
- | V2 ) SRR b ) (12.159)
T T J2 |1 -l
COs— Cos——
4 4
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K

ForN=4

LU L fBeos™ = 1306
- L @ b-b-ay 8 (12.160)
2 (1 =1 =1 1E L feos 3™ = 0.541
b—-a a-b 8

Note that *C is ret symmetric, unlike *H in (12.135) and *F in (12.142).

The near-optimality of DCT for AR(10)-modeled speech statistics has been
seen from the KLT and DCT basis vectors of Figure 12.5 for N = §; and its
optimality for an AR(1) process with p = 0.95 has been seen in Figure 12.15.

The attractiveness of the DCT is two-fold: (a) it is mearly optimal for AR(1}
processes with high positive values of adjacent-sample correlation, and (b) it can be
computed via the DFT using an FFT algorithm [Ahmed and Rao, 1975] [Chen,
Smith and Fralick, 1976] {Ellictt and Rao, 1982].

The feature (a) is very important since many signals can be described fairly
accurately by ARI(1)-statistics. In all other cases, the DCT does not diagonalize
Toeplitz matrices; but it diagonalizes matrices whose elements at the end of the
main diagonal are slightly perturbed (i.c., they deviate from the Toeplitz structure).
The suboptimality of the DCT for negatively correlated sequences is shown in
Figure 12.15 and Problem 12.31.

The fast computation procedure mentioned in (b) consists of extending the
input block of N samples to a 2N-block with even symmetry, taking a 2N-point
DFT, and saving N terms in it. The DFT of a real and symmetric sequence
contains only real coefficients corresponding to the cosine terms of the series. The
extension is defined as

. x(n) n=0,,.N—-1
X =\ oN-1-n) n = N-N+1,.,2N—1 (12.161a)

as shown in Figure 12.18. The 2N-DFT of x'(n) is

g e
6'(k) i

2N—1
E x:(n)e-j(sznlz.'v)
n=0

Cn+1)kr

SN (12.161b)

N-1
/X 2N 3 5 (1) cos
VAN nz;o

F
By comparing it with (12.157b), it can be seen that

0k) = alk)e=*=Ng' (k) (12.161c)
Notice that periodic extensions which are inherent in DFT operations have smaller
end-effects {caused by discontinuity at the border of one block and its repetition) in

the case of the 2V-extension than DFT operations based on the N-block. In DFT,
quantization effects cause an exchange of distortion components between the left
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(c)

Figure 12.18 Illustration of end effects in DFT and DCT: (a) input block of length ; (b) end effects
in DFT analysis/synthesis; (c) equivalent 2N -point data block for DCT; and (d) end effects in DCT
analysis/synthesis [Tribolet and Crochiere;®1979, IEEE]L

and right boundaries. In DCT, such an exchange does not occur [Tribolet and
Crochiere, 1979].

From the above discussion, it also follows that the DCT can be obtained with
2N logN multiply-add operations. Slightly more efficient procedures are described
in the literature [Chen, Smith and Fralick, 1976] [Wang, 1983].

Two-Dimensional DCT. In two dimensions, the DCT can be expressed in the form
[Pratt, 1978] [Gonzalez and Wintz, 1977]

N=-1N=-1
a(k. ) -%a(k)a(l) m%ﬂf_}ox(m,n)oos Tk (iﬁﬂ) cos al (;nN-i-l) (12.162a)
. N=IAN=-1
xmm) =23 3 ali)alDotk, Deos LA xlQntD) 1) o)
NiSis 2N i

where x(m,n) is a NxN field, k,/, m,n all range from 0 to N — 1, and
a(0) = 1/42; alj) =1; j = 0. Note that the transformation kernels are
separable, so that the 2-D DCT can be conveniently performed in two steps, each of
which involves a 1-D DCT. As in the one-dimensional case (Figure 12,18}, DCT
coding with an even-symmetry end extension has fewer edge-effect problems than
DFT image coding.
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12.6.4 Three-Dimensional Transform Coding of Images

Moving images can be represented as a sequence of still images presented at
adequately frequent intervals {for example, 30 frames or 60 interlaced fields).
There is a high temporal correlation between successive frames that can be
exploited to reduce the bit rate beyond what is possible in schemes that only utilize
spatial correlations within single frames. Such interframe coding, of course,
necessitates the storage of one or more frames, as well as the use of special vector
processing algorithms [Natarajan and Ahmed, 1977]. To keep the total number of
transformed pixels down to a manageable value, it is usual to employ 4 x 4 (rather
than, say an 8 X 8 or 16 x 16) subimages in any given frame. An interframe
transform coder using 4 frames will then involve a pixel-cube containing
4x4x4 = 64 clements.

Formally, a 3-D transform, which is a generalization of the 2-D version (12.26),
can be described as follows. A sequence of image frames X(k,/.m) is 3-D
transformed in blocks of K xLxM pixels with transform coefficients

. K~1 L-1 M—1
0u,v,w) = > 3 > xk, I, malu,v,w;k, I, m) (12.163)
E=0 [=0 m=0

and inverse-transformed by

K—1L-1 M—1
xtk, ,m)=3 3% % 0, v, wbu,v,w; k, I, m) (12.164)

£=0 [=0 m=0

In the case of separable transforms,
a(u,v,w; k, 1, m) =a(u, kda(v, DNalw, m) (12.165)

where the a(,-) are transform kernels, elements of basis vectors of 1-D
transforms (see Section 12.3). As an example, using the DCT is nearly equivalent
to the optimum (KLT) if the statistics of the image can indeed be described by
separable first-order Markov processes with correlations p — + 1, along rows,
columns and temporal axes. A (KxLxM) transform with 32:1 zonal sampling and
an 8-bit representation for in-zone coefficients (R = 0.25 bit/pixel) provides SNR
values of 13 and 18 dB with 4x4x4 and 32x32x4 transforms [Roese, Pratt and
Robinson, 19771.

12.6.5 Hybrid Schemes involvi?g TC and DPCM Coding

Both TC and DPCM are based on source decorrelation prior to quantization,
suggesting that in a J-dimensional approach (J>>1), both of these techniques can
be used in different dimensions to exploit respective correlations. The use of
DPCM in a given dimension can alleviate storage requirements, and also provide
more efficicnt decorrelation. We recall that AR(M) processes can be decorrelated
by Mth order predictors. Other advantages of a hybrid approach can include
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implementation advantages and robustness to transmission errors. A general block
diagram of a hybrid TC/DPCM coder appears in Figure 12.19.

The diagram shows that hybrid coding can be applied to both intraframe and
interframe systems. We will presently discuss one example of each of these types
of systems. The interframe hybrid coder is in general more complex, but it offers
advantages in bit rate compression as well as transmission error robustness {Roese,
Pratt and Robinson, 1977] [Kamanagar and Rao, 1981] [Ploysongsang and Rao,
1982]. The intraframe hybrid coder with DPCM in the vertical direction has the
traditional problem of transmission error streaks that is characteristic of 1-D
DPCM (Chapter 6).

The intraframe TC/DPCM coder [Habibi, 1974] {Habibi and Robinson, 1974]
[Habibi, 1981] uses an N-block 1-D transform along an image line /, and the
transform coefficients 8,(k); k =0,1,...,N—1, are separately DPCM-encoded with a
bank of N first-order DPCM coders which use respective reconstructed coefficients
8-, (k) from the previous line /—1 for predictions. The predicted value is 8; (k)
and the quantized quantity is the interline difference

di (k) = 0,(k) — h (K (k) 5 k=0],.,N—1 (12.167)

where h{k) is an appropriate predictor coefficient chosen as described in the
DPCM section. The reconstructed values & (k) are used at the receiver for the
inverse transform operations. The DPCM encoder utilizes interline image
correlations, as reflected in correlations between successive transform coefficients of
identical index. The number of bits assigned to the DPCM encoders are ideally set
proportional to the logarithm of the respective difference signal variances:

Coh =ct(—pp) ; k=0,1,.N-I (12.168)

where ¢} and p; are the variance and adjacent-line correlation for transform
coefficient of index k.

Figure 12.19 Block diagram of hybrid TC/DPCM coder. The upper row of symbols represents the
case where 1-D transform coding of a segment of an image linc is followed by DPCM coding of the
coefficient vector, based on coefficients of an adjacent line. The lower row of symbols represents the case
where 2-D transform coding of a subimage is followed by DPCM coding of the coefficient matrix, using
cocfficients of an adjacent frame.

DPCM
LINEAR COEFFICIENTS
X TRANSFORM a8 u

oF
X 1-D OR 2-D 8
SEGMENT

DPCMy_
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Figure 12.20 Comparison of 3-D DCT and hybrid coding based on 2-D DCT/DPCM. The input is a
3-D Markov source with equal acl values of p = 0.95 in ali three dimensions. The average bit rate in
both schemes is 0.25 bits/sample [Roese, Pratt and Robinson;®1977, IEEE]L

In the interframe TC/DPCM coder, spatial correlations are utilized by a 2-D
transform, and temporal correlations by first-order DPCM, thus avoiding one-step
transform processing of NXNxXN blocks (Figure 12.19). Figure 12.20 provides a
comparison of two interframe approaches—one based on 3-D DCT and the other
based on a hybrid approach, with 2-D DCT followed by DPCM [Roese, Pratt and
Robinson, 1977]. The input is a 3-D Markov source with equal acf values of
p = 0.95 in horizontal, vertical and temporal directions. With 32:1 zonal sampling
and 8-bits per retained coefficient, all the schemes represent an average bit rate of
R =0.25 bit/pixel. The 3-D DCT coder requires a 16 X 16 X 4 transform
(K =L =16, M = 4), i.c., a storage of 4 frames for an SNR of about 17 dB. The
hybrid coder with X = L = 16 reaches this performance with an explicit memory
of only one frame for DPCM prediction. The_M = 1 characteristic in the figure
describes the performance of an intraframe zonal-sampling DCT system.

With real images, the SNR performances of the 3-D TC and 2-D TC/DPCM
coders are in general very different for a given dimensionality. The hybrid
approach has the advantage that adaptive bit allocation (see Section 12.7.4) is
simpler to optimize in 2-D transform coding and also in the 1-D DPCM stage. A
16x16x16 2-D TC/DPCM coder can provide high quality digitizations of
(256%256) black-and-white images at bit rates in the order of 0.5 to 1 bit/pixel
(Example 12.11),

F

!

12.7 Adaptive Transform Coding of Speech and Images
We will now re-examine the components of Figure 12.1 with emphasis on
quantization and adaptive bit allocation. Although transform coding systems can

be made adaptive in many different ways [Habibi, 1977], the term Adaptive
Transform Coding (ATC) in this book will be reserved for systems that use
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adaptive bit allocation. The use of adaptive bit allocation will lead to significant
increases in SNR as well as perceived quality for both speech and images.
Important limits on ATC performance are those set by boundary effects due to the
block operations inherent in Transform Coding. We will discuss these effects as
and when appropriate.

12.7.1 Quantization and Bit Allocation Strategies

Earlier chapters have discussed quantization systems at length. We have seen
that quantizer performance can be maximized by means of nonuniform quantizer
characteristics, adaptive logics for step size, entropy coding or a suitable
combination of such features.

A transform coefficient can be regarded as a random variable. The coefficient is
a linear combination of AN? random variables, where J is the transform
dimensionality. The pdf of the coefficient therefore depends on input statistics, the
type of transform, its size N”, and in general, alsc on coefficient index. We note,
however, that the pdf’s will be strictly Gaussian for Gaussian inputs, while for other
inputs, there is a Gaussian tendency for N - oo,

In image coding with finite N, Gaussian or Laplacian models have been found
to be adequate for all except the first coefficient for which several alternative
models have been proposed [Tescher, 19791 [Murakami, Hatori and Yamamoto,
1982]. Information about coefficient pdf can be utilized fully only if the quantizer
bank of Figure 12.1 consists of a multiplicity of quantizers.

In speech coding systems, adaptive step size quantizers are usually critical to
bandle nonstationarity. As discussed in earlier sections [Figures 4.40(b) and (c)],
there are two equivalent approaches, one based on scaling quantizer inputs to
provide unit variance, and one based on explicit adaptations of the quantizer step
size. In either appreach, the scaling depends on information about input variance.
This information is either explicitly transmitted (AQF) or recovered reliably from
examining a recent sequence of quantizer outputs (AQB). The AQB procedure is
very appropriate in the context of sub-band coding (Chapter 11). But ATC
systems for speech depend on explicit transmission of variance information anyway,
because of the need for adaptive bit allocation; and therefore AQF procedures
become a more natural choice for step size adaptation.

An important design parameter in both speech and image coding is the number
of quantizer levels as a function of coefficient index. In zonal sampling, where the
emphasis is on simplicity, the number of quantizer levels is usually held constant;
this leads to a simple system, involving a single shared quantizer. The coefficients
can, of course, be scaled to unit variance before quantization, provided that
individual variances are known a priori or can be reliably estimated. In a zonal
coding or variable bit allocation system, the number of quantizer levels is variable.
But if these numbers are constrained to be powers of 2, a shared-quantizer
procedure is still possible; all coefficients are first quantized to 27 levels where
Rya is the maximum number of bits allowed in the allocation procedure;
subscquently, for coefficient k, the least significant (Rpma—Ri) bits in its
representation are simply discarded.
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12.7.2 Adaptive Bit Allocation

We have already discussed one class of approaches to variable bit allocation —
a procedure called zoral coding, which uses a priori bit allocations based on log-
variance [see (12.60)1; or a simpler procedure based on a priori allocations of zero
bits to out-of-zone coefficients in zonal sampling, and a constant number of bits to
in-zone coefficients. The latter approach can be made more efficient by basing the
in-zone coefficient selections on observed magnitudes of ceefficients in a particular
image rather than a priori. This adaptive procedure, which prevents the
suppression of significant frequency components that may lie outside predetermined
zones, would be called threshold sampling. It is more complex than zonal sampling
in that the indices of chosen coefficients have to be transmitted to the decoder, by
means of some form of addressing such as run-length coding. It is also possible to
keep the total number of bits per block constant by using a variable threshold for
transmitted coefficient magnitudes.

In the most general design, the matrix A can also be adaptive [Tasto and
Wintz, 1971). However, in most image work, and in the discussions of this chapter,
the term ATC will signify variable bit allocation only. If the input is
nonstationary, the bit allocation procedure will have to be adapted to local
statistics, especially because the transform type, ie., matrix A, itself is usually
fixed. Adaptive bit allocation plays a role in TC systems that is comparable to that
of adaptive prediction in DPCM {(APC). As in that context, adaptations can be
accomplished in three ways — partial adaptation as provided by (a) input
classifications followed by switching to one of a small number of typical bit
allocation rules [Tasto and Wintz, 1971] [Zelinski and Noll, 1975] [Guinlett,
1975]; or fully adaptive bit allocation based on a formal tracking of input spectra
(coefficient variances, in general) by (b) backward or (¢) forward estimation
procedures.

In the backward estimation procedure, the vafiance of the kth coefficient is
estimated either (i) from a time history of the quantized value of that coefficient
over successive blocks, or (i) from a recursive relation, within a given block,
involving the variance estimate for the (k—1)th coefficient and its actual quantized
value u(k—1). The first coefficient k¥ = 0, or the first k; coefficients in general,
may be nonadaptively quantized, for example, with a very high number of bits, say
eight. To start off the recursive estimation procedure reliably, the success of
procedure {ii) implies that the variances show a smooth variation with respect to k.
Frequency-ordered DFT’s and sequency-ordered DWHT’s are very helpful in
achieving this goal. In image coding, this may involve converting the 2-D
coefficients into a specially scanned 1-D array [Cox and Tescher, 1976]. An
adaptive procedure of type (ii) dbove is the following:

ol = wol_ + 0-w)u2(k-1); &k =23,..N—1| (12.169)
&2 is the estimated variance of quantized coefficient 4 (k) and w is a weighting

term such as 0.75 [Habibi, Samulon and Fultz, 1977]. The average brightness
coefficient 9(0) is quantized nonadaptively with an 8 bit uniform quantizer, 47 is
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computed as the mean-squared value of the next four coefficients [5{ = {02(1) +
62(2) + 62(3) + 0%(4)}/4] and serves as a starting value of the above recursion.
Since this recursion has to be done both at coder and decoder, side information
about &7 has to be explicitly transmitted. Bit allocations follow rules of Section
12.3. Gains over a nonadaptive bit allocation procedure are in excess of 3 dB for
R =1 and 2 bits/pixel in 16 x 16 WHT coding [Habibi, Samulon and Fultz,
19771.

In forward estimation schemes for variable bit allocation, the actual variance
distributions cannot be transmitted if the side information is to be kept small.
Instead, the enmvelope of the variance distribution, as described by a few
parameters, is used as a coarse description. The envelope parameters are quantized
and transmitted as side information; variances are approximately recalculated from
this envelope (both at the transmitter and receiver) to compute log-variance-based
bit allocations as in Section 12.4, This method is described in detail in the next
section.

12.7.3 Adaptive Transform Coding of Speech

A block diagram of an ATC coder with a side information branch appears in
Figure 12.21 [Zelinski and Noll, 1977] [Tribolet and Crochiere, 19791 [Cox and
Crochiere, 19811 [Crochiere, Cox and Johnston, 1982]. The side information can
additionally be used to compute information about the step sizes of different
cocfficient quantizers, an important requirement in the coding of nonstationary
inputs such as speech.

Figure 12.21 Block diagram of an ATC coder with side information trapsmission for bit allocation and
quantizer step size [Zelinski and Noll;°1977, IEEEL

QUANTIZER
. TRANSFORM
BUFFER }:bL a =
x(n) ﬁ ENCCDER | DATA

o
w
=
COMPUTE 8 BIT ASSIGNMENT w| T
—
QUANTIZE a : CHANNEL
SIDE STEP- SIZE c
INFORMATION COMPUTATION D
INTERPOLATION =
=
SI0E
INFORMATION

|

I

DECODER

INVERSE yin)
Ao
AT

o | DATA
u
=
u BIT ASSIGNMENT
FROM o a
CHANNEL| F STEP- SIZE
5 COMPUTATION
Z INTERPOLATION
[=]
L SIDE
INFORMATION
566 Transform Coding 12

0288



Bit Allocation. Figure 12.22(a) illustrates the squared magnitude of transformed
coefficients as a function of coefficicnt index. Note that although an efficient linear
transform decorrelates the coefficients, the actual magnitudes of adjacent
coefficients are not unrelated. Rather, they exhibit a slowly varying envelope,
perturbed by local, but uncorrelated variations of magnitude.

In one example of speech coding with N = 128, sets of 8 to 16 neighboring
transform coefficients are therefore squared and averaged, and the averaged values
(the L values in Figure 12.22b) are used as support values of an envelope, and
recalculations of intermediate individual values 57 use geometric interpolaticns,
which are equivalent to linear interpolations in the log-domain. The interpolation
in the log-domain ensures that low-level coefficients, which are perceptually
important, are properly encoded. The encoding of side information requires at least
2 kb/s. A more efficient, but also more complex way of transmitting side
information results from using predictor coefficients, or equivalents thereof. These
can specify the variance distribution via an autoregressive model (Chapter 6).

Figure 12.22 Adaptive bit allocation in transform coding of speech using forward estimation of
varizance: (a) actual squared amplitudes of transform coefficients; (b) support values of envelope obtained
by averaging sets of N/L adjacent squared values of (a); and (c) envelope obtained from straight-line
interpolation in the log-domain between support values [ Zelinski and Noll:®1977, IEEEL
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The benefits of adaptive bit allocation are seen in terms of SNR results in
Figure 12.23, measured with a speech input of duration 1.6 seconds, and a bit rate
of R = 3 bits/sample.

The figures compare (a) the time-dependence of short term variance o2(m),
where m is the segment number, with (b)(c)(d} the SNR-versus-time performance
SNR(m) of three different TC schemes. The segment length is 16 ms in each case.
Part (b) shows that a fixed quantizer, even with logarithmic characteristics, leads to
a relatively poor performance. The TC-AQF coder of part (c) employs a forward-

Figure 12,23 Tllustration of the benefits of adaptive bit allocation in transform coding of speech a1 24
kb/s. Plots of (a) short-time segment variance and short-time SNR with (b) TC and log-quantizer, (c)
TC-AQF and (d) ATC-AQF [Zelinski 2nd Noll;#1977, IEEEL
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adaptive quantizer, again with a fixed bit allocation and achieves an SNR gain of
over 4 dB. A further increase of 3 dB in SNR is obtained with the fully adaptive
scheme of part (d), which includes variable bit allocation. These results can be
compared with the DPCM-AQF-APF (APC) result (SNR = 22.5 dB) of Figure
6.19 for the same speech input. Note that TC-AQF has an SNR very similar to
that of DPCM-AQF-APF, but ATC-AQF is 3 dB better. Neither the APC coder
nor the ATC coder in question employ pitch prediction. The benefits of pitch
prediction in DPCM have been discussed in Chapter 6. The benefits of pitch
informatjon in ATC will be discussed in the next section.

Side Information Algorithms for ATC Coding of Speech., Figure 12.24 shows a
voiced-speech DCT spectrum, two procedures for bit allocation and corresponding
reconstructed spectra.

In the first procedure, the side information is based on a smooth spectrum that
does not include the effect of pitch-induced fine structure in the input spectrum.
This smooth spectrum is obtained following the procedure of Figure 12.22, and it is
shown by the dashed lines in Figure 12.24(b){(ii). A consequence of such
smoothing is increased zero bit allocation at high frequencies [>2.2 kHz in Figure
12.24(b)], with all available bits getting used to describe the low frequencies.
There are many efficient techniques for the derivation of such a smooth spectrum;
for example, techniques based on all-pole models.

If, on the other hand, the side information includes the fine structure due to
pitch, there are more zero-bit allocations at lower frequencies corresponding to gaps
between pitch teeth, and this releases bits that get allocated to high frequency parts
in the spectrum [for example, the frequencies in the 2.7 to 3.3 kHz range in Figure
12.24(c)]. The best results in ATC are obtained using this more ‘speech-specific’,
unsmoothed-spectrum-based procedure in Figure 12.24(c), although the greater
amount of side information needed in this procedure decreases the value of R, the
average number of bits/sample for the quantization of transform coefficients. The
‘speech-specific’ procedure is alse more complex.”"It involves pitch determination,
generation of a pitch pattern in the frequency domain, and multiplication with the
smooth spectrum. The resulting spectrum with fine structure is seen in Figure
12.24(c) Gii). The dashed line spectrum in this figure is used for bit allocation as
well as for the determination of quantizer step sizes. The improvement due to this

_method is seen in the reconstructed spectra of Figures 12.24(b) and (¢). The
speech-specific procedure can be realized very efficiently in systems which transmit
a crude version of the so-called cepstrum information for providing bit allocation
information [Cox and Crochiere, 19811 [Crochiere, Cox and Johnston, 1982]
[Zelinski, 1982].

At 16 kb/s and abovdf' both of the above techniques have a similar, if not
identical quality. At bit rates under 16 kb/s, the speech-specific algorithm shows
significant gains in perceptual performance.

The nature of bit allocation can also be manipulated with a frequency-weighted
error criteria as in Figure 12.8(b). Best results for speech are obtained when the
error weighting parameter A in (12.69) is in the order of —0.3; this represents a
situation that is midway between the extremes of A = 0 [Figure 12.8(a) with white

12.7  Adaptive Transform Coding of $peech and Images 569

0291




100

[
o0

(a)

INPUT
DCT SPECTRUM
(dB)
I
=]

n
[~

A g

4

|
n
o
(]

= 4
=
()
=5 o
w
th 2= 2t
s i H \_}
=
a 0 N
(] [ 2 3 4
(b)
8100
-l
g~ 8or S S .
5 60f e e
[a] i ..,
lin &= 40f h
f=y: 4 H L)
oh &0y \
BE or ‘I.
(=1 T8 " ; s
@ =205 1 3 3 4
-
<
w
PN
[4]
() 2k
fa
ae
ot
@

(c)

(i)

DECODED DCT
SPECTRUM (dB)

kHz

Figure 12.24 (a) Example of DCT spectrum in voiced speech; and bit allocations based on (b)
smoothed and (c¢) unsmoothed short-time spectra. The dashed lines in b(ii) and c(i} describe the
cocfficient variance distribution that is used for bit allocation [Tribolet and Crochiere;©1979, IEEE]

error spectrum) and X\ = —1 [constant bit assignment, input psd-type error
spectrum). Indeed, the A = —0.3 shaping is very close to that of Figure 12.8(b).
The result of optimum error weighting is sketched in Figure 12.25. The non-zero
error-weighting is a convenient way of utilizing masking phenomena in perception.
One such phenomenon is that the human ear does not perceive noise in a given
frequency band if it is more than 20 dB below the signal level in that band.
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Figure 12.25 The psd of transform coding noise as a function of error-weighting parameter A in {12.69)
[Tribolet and Crochiere;®1979, IEEE).

Switched Bit Allocation. A simpler procedure for bit allocation is one based on
switching, once for every block, to one of B possible predetermined bit assignment

" patterns. This approach is similar to switched prediction and vector quantization

search techniques, as discussed in the context of APC (Section 6.5.1). The
approach has been used in image coding [Tasto and Wintz, 1971] as well as speech
coding [Zelinski and Noll, 1979]. The switching may be based on a simple block-
classification procedure such as the number of zero crossings per block. With B =
8, this type of bit allocation provides a gain over TC-AQF that is about 2 dB, as
against the 3 dB gain in ATC-AQF [Zelinski and Noll, 1979]. With a greater
value of B, such as B = 32, and a more sophisticated classification procedure such
as the matching of short-term spectrum to one of B predetermined typical spectral
templates, it is possible to obtain a performance that is extremely close to that of
ATC-AQF [Heron, Crochiere and Cox, 1982].

Choice of Transform. Figure 12.26 shows the performance of an adaptive coder

‘with different transforms for the three speech sounds {m, &, sch). It demonstrates

once again the near-optimality of the DCT, especially for a voiced input {with
adjacent sample correlation py—+1). The results in Figure 12.26 are for no error
weighting (y = 0) and the smooth-spectrum-based bit allocation procedure in
Figure 12.24(b). The ma)gimum TC gains max{Gyc} refer to KLT with N — oo,
Note that the greatest value of Grc {for a nasal sound m) is equivalent to more
than a 4-bit gain over PCM, and the worst case gain (for sound sch) is nearly
equivalent to a 1-bit advantage. )

We have noted earlier that DCT coding offers better end-effect performance
than DFT. In speech coding, the choice of the analysis window for the DCT is
important in further controlling periodic block-boundary effects which tend to cause
a characteristic burbling distortion at low bit rates. Trapezoidal windows have
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Figure 12.26 Adaptive transform coding gain Gy, with differemt speech inputs [Zelinski and:
Noll;e1977, IEEE]L

been found very useful for low bit rate transform coding of speech [Tribolet and
Crochiere, 1979]. By allowing a small overlap between the successive blocks, such
that the sum of the overlapped window heights is always unity, an additional
reduction of end effect noise is achieved without significantly lowering the number
of bits available for encoding each block. As the number of quantizer bits
approaches values of R = 1 or less, DCT coding degradation takes the form of a
tonal noise. This is due to the perceptually conspicuous nature of rapid block-to-
block changes in bit allocations to adjacent frequency bands.

Figure 11.9 has demonstrated the excellent performance of ATC as compared
with other redundancy-removing coders for speech waveforms, on the basis of the
segmental measure SNRSEG. The performance of ATC as a function of bit rate is

572 Transform Coding 12

0294



further described by the waveforms in Figure 12.27 for R = 3, 2 and 1 bit/sample
(bit rates 7 = 24, 16 and 8 kb/s, not including side information). The 2-bit output
in part (c) of this figure is seen to reproduce the input much better, for example,
than the 2-bit DPCM-AQB waveform of Figure 6.12(d). In fact, the noise power
in 2-bit ATC is very similar to that in 3-bit DPCM-AQB [Figures 12.27(f) and
6.12(f)]. In addition, the greater speech-like structure in the ATC noise waveform
leads to an additional perceptual advantage in the ATC system. Although the
reconstruction waveform in 1-bit ATC looks very smooth [Figure 12.27(d)], its
quality is limited by distertions that are perceptually extremely obvious.

The error waveform of 24 kb/s ATC implies a value of SNR that is much less
than that of 8-bit log-PCM. This can be seen from the relative magnitudes in
respective waveforms of reconstruction error [Figures 12.27(b) and 1.4(b)]. It is
also clear from the SNNR results of Figure 12.23, which are more than 12 dB lower

-
Figure 12.27  Adaptive transform coding of speech waveforms: (=) input x (r); (b}(c) (d) reconstruction
error waveforms 7 (n) with (b) R =3, (©) R =2 and (d) R = 1 bit per sample. The error waveforms
are magnified by a factor of 6.25. The input {a} is the same as that in Figure 1.4 [Cox, 1981].
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than the 38 dB SNR (Figures 5.7 and 5.10) of 8-bit log-PCM. Subjectively,
however, 24 kb/s or 3 bit/sample ATC is very close to 8 bit/sample log-PCM.
This is confirmed by MOS quality measurements. With the speech-specific design
of Figure 12.24(c), the MOS, on a scale of 1 to 5, was found to be 4.1 at a total bit
rate of 24 kb/s, 3.8 at at 16 kb/s and 2.4 at 9.6 kb/s {Daumer, 1982). This is very
close to the variation of MOS with bit rate for the high complexity coder of Figure
1.5.

12.7.4 Adaptive Transform Coding of Images ‘

Previous sections have shown examples of transform coded images, including
* illustrations of zonal coding and/or adaptive bit allocation (Figures 12.13 and
12.17). With adaptive bit allocation and DCT, high quality digitizations (SNR
approaching 30 dB) are possible in the coding of still images at average rates of
R =2 bits/sample, and medium-quality (SNR in the range 20 to 25 dB)
digitizations are possible at R values of about 1 bit/sample [Mauersberger, 19801
As in DPCM, interframe techniques are needed to produce high-quality
reconstructions of moving images at bits rates in the order of 2 bits/sample and less
[Natarajan and Ahmed, 19771. :

Example 12.10. Interframe 3-D DCT coding with 1 bit/sample

Figure 12.28 shows the distribution of coefficient variances in a 3D-DCT cxample. The
transformed subimages are chosen to be 4 x 4 X 4 blocks (four frames with 16 pixels each),
and in Figure 12.28, coefficients with indices 16 to 63 represent temporal information.
Table 12.3 gives a bit allocation procedure. Note that the total number of bits, with
summation over 16 coefficients and four frames, is 64, resulting in an average bit rate of 1
bit/sample. The quantizers used for the 64 coefficients have pdf-optimized nonuniform
characteristics, with a Laplacian pdf model for all except the first coefficient, which is
modeled by a uniform pdf. Figure 12.29 shows original images and reconstructions for

Figure 12,28 Interframe transform coding; DCT coefficient variances in four successive frames
[Natarajan and Ahmed;®1977, IEEE]

5[
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0 4 8 12 46 20 24 26 32 36 40 44 48 52 56 60 64
} FIRST SECOND _ | . THIRD FOURTH
FRAME FRAME FRAME FRAME
i

574 Transform Coding 12

0296



Table 12.3  Bit allocation in a 4x%4x4 DCT coder with R = | bit/pixel. Each column represents R,
values for the 16 coefficients of a given frame [Natarajan and Ahmed;©1977, IEEE].

Frame Number
1 2 3 4
7 5 3 2
4 3 0 0
2 0 0 0
3 0 0 0
5 4 3 V]
3 2 0 0
2 0 0 0
2 0 0 H]
3 3 2 0
2 0 ] 0
0 0 0 0
1} ] 0 0
2 0 [ 0
0 0 0 0
2 0 0 0
0 0 0 i)

Figure 12.29 Interframe transform coding; {a}(b) frames one and four; (c}{d) the same frames
reconstructed using 1 bit/pixel DCT [Natarajan and Ahmed;®1977, [EEE].
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frames 1 and 4. The measured SNVR is 23 dB with the low-activity image represented in
Figure 12.29, and less with an image with more violent motion [Natarajan and Ahmed,
1977]. But in each case, there are no visible distortions or motion degradatioris in the
reconstructed moving images, based on comparison with black-and-white originals with 6 bit
PCM samples.

Example 12,11 Interframe 2-D DCT/DPCM coding.

We discussed a nonadaptive hybrid coder in Section 12.6.5 with special reference to
Markov inputs. The performance of this coder at low bit rates is less impressive with real
images because of their nonstationarity and temporal characteristics. However, with
adaptive bit allocation in the 2-D TC system, and adaptive prediction in the temporal
DPCM system, a 16X16x16 hybrid coder realizes SIVR values as high as 37 dB at R =1
bit/pixel, with no degradation of perceived image quality. Coder performance is however
image-and-motion-dependent, and certain classes of moving images in broadcast-standard
color television may require bit rates as high as 2 bits/sample for high-quality encoding
[Kamanagar and Rao, 1981]. The coder is robust with random bit error rates of up to 107
[Roese, Pratt and Robinson, 1977].

12.8 Transmission Error Effects

As in the case of earlier chapters, we shall consider transmission error effects on
mse performance as well as on the subjective quality of digitized speech and
images.

12.8.1 Effect on Reconstruction Error Variance

Recall that in PCM (Chapters 4 and 5), the reconstruction error in the
presence of transmission errors had the form r (n} = g (1} + ¢ (n), with a variance

alperr = of + a2 = (2 + eDo?; € = tp, withsingle errors  (12.170a)

provided that ¢ (1) and g (n) are uncorrelated (as with Max-quantizers). We recall
that p, is the bit error rate and £ is the channel coefficient, a function of bit rate R,
pdf of the quantizer input, and the binary code.

In DPCM (Chapter 6), the reconstruction error was r (n) = g{r) + c(n)+g(n)
with a variance

alppeu ™ (& + aed)ol/Gp; o= Thpck) 21 {12.170b)
k=0

where hpgo(k) is the impulse response of the decoder fitter. The term « reflects
error propagation; but the channel error contribution a}_ppc,,, = ae2/Gp equals
o2 peyy if one uses a mmse predictor for which max(Gp} =a [see (6.132)1;

olppeur = 0lpcye  with mmse prediction (12.170¢)

We will now show that a similar result holds in the case of TC.

576 Transform Coding 12

0298



b A

T

The reconstructed output y in TC can be described as a superposition of
weighted basis vectors (or images) in the form (12.20b):
N-1

y= 3 vk (12.171)
k=0

where v (k) are received versions of quantized transform coefficients. With channel
errors, v (k) = u (k) — ¢(k) and the output will differ from the intended output
> u (k)b by a term

N—1 Nl
r=x—y= 3 glk)b + Fclkdb; (12.172}
£=0 -0

i.e., by a superposition of basis vectors weighted by the sum of quantization error
and channel error components in v (k). The summations in (12.172) indicdte that
channel errors propagate beyond 2 single sample; they affect, to different extents,
all the reconstructions within a block of length ¥ (or subimage of size NXN iz a
2-D transform).

Assuming uncorrelated error components g (k) and ¢ (k) and orthonormal basis
vectors (bb; = §;;), the reconstruction error variance is

okrc = 7 ELOX= V)T (X = V)] = o} + o2 (12.173)
with g7 following (12.61) and with

1 N-1 1 N=1
eirc == B EICHR] == 3 (12.174)
N k=0 N k=0

The channel error variance o2 that is added to the kth transform coefficient 6(k)
of variance ¢f can be given (as in 12.1702) by

c% = ip.af forall k (12.179)

Here we have assumed that all channel coefficients £ are of same value, i.c., they do
not depend on the bit rate R, for the given sample. Earlier results (Chapter 4)
show that this approximation is valid as long as Ry is not very small. From
(12.174) and (12.175), we obtain the result [Zelinski, 1979]

1 N-1
oiqc = ——tp. Dy 0f = tp.o} = oclpoy (12.176)
VT i

W

i.e., channel errors in T'C produce the same error variance in the output as in PCM.
This result is the counterpart of (12.170c). There, as in the derivation leading to
(12.176), it is assumed that all £ values are equal. Note also that the assumption
of a constant £ leads to an expression for 03'7-(; that is independent of bit allocation
and transform matrix. The above result should be carefully interpreted; as in
DPCM, the channel error variance, relative to quantization error variance, has
actually increased, in TC, this increase is by a factor Grc.
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12.8.2 Results for Speech and Images

Subjectively, TC is more robust to transmission errers than PCM, in both
speech and image coding. Tolerable random error rates are in the order of 1073
and 107* for low bit rate speech and video in the absence of explicit error
protection.

In ATC coding of speech, the error-sensitive part of the coder output is the side
information that carries bit allocation information. In low bit rate ATC (say, at 16
kb/s), the side information can constitute up to about 20% of the total coder
output. If this side information is not error-protected, output speech is poor in
quality at p, = 107> [Cox, 1980]. The speech is intelligible, but is degraded by
screeches, clicks, pops and other loud sounds. With p, = 1072, there is significant
loss of intelligibility as well. On the other hand, in a system where about 1 kb/s
{Problem 12.33) is dedicated to protection of side information, output speech
quality is good at p, = 1077 and acceptable even at p, = 1072

With nonadaptive transform coders, the effect of a bit error does not propagate
beyond the block because only the samples within a transform subblock depend on

- a wrongly decoded coefficient. The exact nature of the degradation depends upon
the type of transform used and the coefficients that are received in error.

In image coding, etrors in lower frequency coefficients are more visible than
higher frequency coefficients due to the fact that above a certain frequency the
sensitivity of the eye decreases with frequency. Also, the probability of errors
occurring in the lower frequency coefficients is higher due to larger number of bits
that are required to code them. As the block size decreases, the averaging property
(i.e., spreading of error over the entire block) decreases, and the transmission errors
appear as blotches in the picture. Results for 16 x 16 DFT coding with 2:1 zonal
sampling and R = 1 appear in Figure 12.30 for p, = 1072 and p, = 1072 Note

Figure 12.30 Effects of random transmission errors in 2-D transform coding with DFT-based 2:1 zonal
sampling, R = 1 bit/sample and p, values of (a) 1072 and (b) 1072 The uncoded 8-bit PCM image is
shown in Figure 12.6(c) [Wintz;®1972, IEEE].

(@) (b)
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the effects of superimposed basis vectors as indicated by (12.172). Note also that
effects do not propagate beyond the transform sub-block. Error visibility is much
less than the streaks that result in 1-D DPCM (Figure 6.33) at similar error rates,

but it is comparable to the error visibility in well-designed 2-D DPCM (Figure .

6.34). Also, as in DPCM, error concealment procedures can be devised that
significantly enhance reconstructed quality with only a slight increase of total
transmission rate; or with no increase of total transmission rate in the case of
techniques that exploit the natural redundancies in images [Wong and Steele,
1978].

Effect of Error-Protection on TC and PCM. The result (12.176) indicates that TC
has no advantage over PCM with noisy channels. However, we will show next that
TC has an advantage over PCM if explicit error-protection is employed. The
advantage comes out of the possibility of protecting the more important coefficients
more carefully, a possibility already noted in Section 11.6.

Consider a PCM system where the most significant bits are ldca]]y error-
protected. Let e be the number of protected bits per sample. An analysis of
channel coefficients [Zelinski, 19791 shows that channel error variance is
approximately reduced by a factor of 4 for each protected bit:

olper = £2"%p,62; e=0,1,.,R (12.177

" This result holds for the NBC and Gray code, and also for the FBC code with the

exception of its first bit. The above PCM system needs a side information for error
protection that depends on e. In a TC system with an identical fraction of side
information, Ne bits per block are available to protect the transform coefficients,
However, instead of allocating e of these protection bits to each coefficient, we can
now make use of the hierarchy of coefficient variances ¢ and assign e bits to
coefficient of index k; and we can thereby minimize

N—
olrc= ﬁfp, w27 (12.178a)
k=0
" under the constraint
1 N-1
- 2 = constant (12.178B)

The derivation of optimum bit allocation for error protection as well as the gain
over an error-protected § stem follow arguments very similar to those used for
deriving the bit allocation that minimized quantization error variance in Section
12.4. The end results are also very similar. The optimum number of protection
bits [Zelinski, 1979] is

2

ey =e + — logz ﬁ (12.179)
) H”J
J=0
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Using {12.178a),

2
ZIM | oo~ Grc (12.180)
e, TC

The channel error variance in TC can be made smaller than that in a comparable
PCM scheme by a factor of Gre if the same {average) number of bits is error-
protected. An ideally error-protected TC system can therefore reduce both
guantization error and channel error by the same factor Gyc, so that

ot = (& + Dol/Gre ©(12.181)

The analytical discussion above has assumed nonadaptive ceding and an mse
criterion for simplicity. It has been shown that, in the absence of error protection,
the mse due to channel errors is the same in TC and PCM, while with ideal error
protection, TC offers significantly better transmission error performance [Zelinski,
1979]. The following example shows that the results also apply to adaptive
schemes. .

Example 12,12. Error-protected ATC and PCM systems for speech

Figure 12.3]1 compares SNR-versus-p, results with a real speech input, for 32 kb/s
PCM-AQF and 16 kb/s ATC, both of which use a block length of N = 128. The measured
value of Gr¢ is 12 dB. Without error protection, both schemes perform within 1 dB of cach
other. But with error protection of 1 bit/sample (PCM) and of 128 bits/block [ATC with
optimum protection allocation (12.179)], PCM performance improves by about 6 dB as
expected from (12.177), while TC performance improves by an additional 10.8 to 12.5 dB
as predicted by (12.180). Note that Figure 12.31 has assumed error-free transmission of
side information for simplicity. Results are therefore optimistic representations of
performance. ®

Figure 1231 SNR versus p, in PCM-AQF and ATC-AQF speech-coding systems (a) with error
protection and (b) without error protection. In (a), the protection is provided for 1 bit in each sample in
PCM, and for a total of 128 bits in 2 128-sample block in ATC [Zelinski and Noll, 19751
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Problems

(12.1)  Show that for N =2 the most general orthonormal transform is that given by
(12.10a).

(12.2)  Consider the (2%2) subimage
x(0,00 x(,D
T x0 x(,D
and the separable transform based on (12.30} with A, and A, based on (12.10b).

(2) Show that the cocfficient matrix is

@=L [x00+x0,1)+x(1L,0+x(1,1) x(0,00—x(0,1)+x(1,0)—x(1,1)
2 (x{0,00+x(0,)-x(1,00—x(1,1) x(0,00—x(0,13—x (1.0 +x(1,1)

Note that the coefficients can be interpreted respectively as scaled values of
average pixel intensity, average intensity difference between columns,
average intensity difference between rows, and finally, a difference between
row and colurman differences.

(b)  Use (12.33a) to show that the basis images implied by A, and A, above are
those in (12.34) and Figure 12.6(b).

(12.3) It has been stated in Section 12.3 that the first 64 DWHT basis images of Figure
12.12 can be obtained by using the 8 DWHT vectors from Figure 12.5(a) in
{12.33a). Show this result for the basis image B4y (column 3, row 4) of Figure
12.12.

(12.4)  Consider the orthogonal transform in (12.10). Assume that ol =1,

(a) Show that for an adjacent sample correlation of p. (1) = p, the geometric
mean of coefficient variances is {1—-4a2(1—a2) p2]¥.

(b) Show that the geometric mean is minimized [and therefore XGre in (12.57)
is maximized) when @ = 1//2, which leads to the well-known transform
(12.10b).

(c) For the above value of a, show that
e = (1—p)*

Compare the TC gain above with DPCM and D*PCM gains for 2 first-
order predictor:
k .
"Gppesr = (1=pD7™' s 'Gpepeyr = 1—p)™"

(12.5)  Consider the transform (12.10b), and an input with variance o and
Pz (1} = p = 0.85,

(a) Show that the coefficient variances are
af = E[0*(0)] = ¢2(l+p) = 1.85¢2: o} = E[€*(])] = o2(1—p) = 0.1502 .

Problems 581
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(12.6)

(12.7)

(12.8)

(12.9

582

(b) Show that E{6(0}6(1)] = 0.

() TFor an average rate R = 1.5, and o¢Z = ¢# = 1, show that a minimum
reconstruction error variance of 0.065 is realized with Rg = 2.4]1 and
R, = 0.59, and that this corresponds to max{Gyc} = 2.78 dB.

(d) Show that if o2 =1, the values of error variances corresponding to
Ry =3,2,1,0 and R;=3—Ry, are 0.089, 0.077, 0.236 and 0.926, respectively.

(a) Consider a two-dimensional image source with adjacent sample correlation p
in both horizontal and vertical directions. Show that with a "half-transform”
8 = AX where A is the matrix (12,10b), the ratio of arithmetic and
geometric means of coefficient variances is (1—p®~%, the one-dimensional
result 2Gyc in Problem 12.4.

{(b) Show that the arithmetic to geometric mean ratio increases to (1—p%) ™" with
a "fuli-transform" © = AXA” as in (12.31), assuming a separable acf model
{with a the correlation p? between diagonally opposite elements of X).

(c} Show that for p = 0.95, the arithmetic-to-geometric mean ratios in (a) and
(b) are +/10.26 and 10.26 respectively.

(d) Consider the transform © = AXAT as in (b) but an isotropic acf model with
a correlation between diagonally opposite elements of p¥2. Show that the
acithmetic-to-geometric mean ratio for p = 0.95 is 6.4, reflecting a 2 dB loss
in performance compared to the separable acf case.

Assume a quantizer performance factor of ¢ = 1, an average rate of R =2,
o= and p=095 for a (2x2) image. Show that error-minimizing bit
assignments for the examples (a), (b) and (d) in Problem 12.6 are

313 4 2 32
11| |20 |21
with corresponding reconstruction error variances of (a) 22/1024, (b} 8/1024 and

(c) 20/1024. The bit allocation (b) above implies that 8(0,0) is quantized using 4
bits, 8(0,1) and #(1,0) with 2 bits each, and 6(1,1) is not transmitted at all.

Consider the two-level psd of Figure 2.24. Show that the transform-coding gain

with ¥ = 2 would be
5 211-%
Gre = [1~ [;(1—«1)] ]

Note that this is less than the asymptotic gain [o(2—a)]™ [Problem 2.22(c)) for
all 0 < @ < 1. Discuss the special cases of & = 0 and o = 1.

Consider the problem of minimizing a frequency-weighted reconstruction error
variance

,_ 1 2
%N k% Wyoge
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(12.10

2.1

(1212

Problems

subject to an average bit rate constraint R as in (12.46). Show that the bit
allocation that minimizes the above expression is

W, 2
Re=R+ %logz — b .k =01,..N—1
II Wef
J=0

with an error spectrum described by
Wiok = Wiek 5 kJ =0,1,..N-1

In the above design, the weighted-noise variances are equal for all coefficients.

(a) Show that, with Wy = (gP)* in (12.69) and N =2, the optimum bit
allocation is given by

RO_R+?~L110g2”_0
2 7

(b) For the example of Problem 12.5, show that A = — 0.5 lcads to a bit
assignment (Rg=1.96, R, = 1.04), while A =+ 0.5 leads 10 (R, = 2.88,
R| - 0.12).

Consider the four-sample input sequence
{x (m)] = {17,19,21,18}

Determine the output sequence of a transform coding system based on the
Discrete Walsh Hadamard transform *H', and & zonal coding procedure where the
first two transform coefficients are quantized with zero error, and the last two
coefficients are discarded, and replaced by zero values at the decoder.

Consider the 2x2 image X of Figure 12.6(a): i

35 30
X =
25 15
and the two-dimensional transform (12.30) @ = A XA{ where A, and A, are
defined by (12.10b). Assume a zonal sampling procedurc thal zeroes second-

column coefficients a priori, and represents the first-column coefficients with
negligible quantization error:

A .
L4 9 =

€(0,0) 0]
8(1,0) 0

(a) Show that the reconstructed image is

. 325 325
X -
200 200
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(12.13)

(12.14)

(12.15)

(12.16)

584

(b} Show that the average reconstruction error is 15.625, or nearly 28% of input
variance, assuming a mean of 26.25 for X. Derive that result by a direct
comparison of X and X.

(c) Derive the above value of o2 by using (12.76).
While the above example illustrates the nature of zonal sampling in a simple
fashion, it should be recognized as a purely deterministic iltustration. The
average reconstruction error of 15.625, for example, is simply an average of
the error in representing the four components of the specific inputs X of that
problem, not an expectation over a statistically characterized ensemble of
(2x2) images.

Assume a separable image model and adjacent sample correlation p in both
horizontal and vertical directions. With o2 = |, show that the variances of
coefficients in a 2x2 transform based on (12.31) and (12.10b) are the entries in

(1+0)? 1-p?
1-p2  (1-p)?

Assuming that the quantizer performance given by 0% = 2“2R'a,-2, and a value of
p = 0.95, derive the bit allocations and reconstruction error variances given in the
following table, for PCM, TC-ZS (2:1 zonal sampling) and ATC, using the image
transform of Example 12.13. (The first two values of R in each set refer to the
bits allocated to the first column cocfficients).

Coding (R =2} R=1
Scheme Ri-Values  mse =¢) | Ryj-values  mse = o}
PCM {2,2,2,2) 64/1024 (1,1,1,1) 256/1024

2:1 Zonal Sampling
withn = N/2 =2 (4,4,0,0) 30/1024 (2,2,00 88/1024
Optimum Bit
Allocation (4,2,2,0) 8/1024 (3,1,0,0) 48/1024

For R = 1, show also that 4:1 zonal sampling with a bit allacation of (4,0,0,0)
gives an mse of (56/1024) as against (88/1024) for 2:1 zonal sampling.

For inputs of block length & = 2, consider 2:1 zonal sampling in the time
domain: y(0) = x(0); (@) y(1) =0, or (b) p(1) =y(0), i.e., the untransmitted
sample is set at the receiver either (a) to zero, or (b) to the value of its
predecessor. Show that the respective reconstruction error variances are (a) o2/2
and (b) ¢2{1—p), where p = R, (1)/o2.

Now use A of (12.10b), set 4(0) = 0{0) and set (¢) #(1) = #(0), or (d)
6(1) = 0 (2:1 zonal sampling in the fransform domain). Show that the respective
error variances are o2 and o2(1—p)/2.

Note that the results hold for any input with variance o2 and acf p. (1) = p.
Note also that with the zon. coding in (d), a gain over (a) and (b) results for
any p > 0. In particular, with p = 0.95, show that the schemes (a}, (b), (), (d)
have SNR values of 3, 13, 0 and 16 dB, respectively.

Consider inputs of block length ¥ = 2, assume 2:1 zonal sampling, and a process
with a two-level psd (Figure 2.24). Verify that the error variance is
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(12.18)
(12.19)

(12.20}

(2.z2n

{12.22)

(12.23)

Problems

2 1 [, _ 2 2
o= [1 - (1 a)}a,,

Note that for the 2:1 zonal sampling of a white input (& = 1), 6% = ¢2/2.

Consider the non-Toeplitz matrix

[+ 3]

(a) Show that its eigenvalues are Ay = —1 and A, = 5.
(b) Compute the orthonormal eigenvectors.
Simplify the results (12.108), (12.109) and (12.110) for the case of N = 2.

Show that the transform coding gain for the numbers in Table 12,1 for N = §
exceeds that for N = 2 in (12.99) by 4 dB. Also see Figure 12.10.

Consider an MA(1) source.
(a) Compute the KLT matrix for N = 3.

(b)  Verify that the transform coefficient variances are

of =o2(1 + -\Ep) i olmal ol = o(l — V2

() Hence show that the transform coding gain is (1 — 2p?)~'~.

Use the results of Example 12.1 and Table 12.1 to discuss the effects of 2:1 zonal
sampling for N = 2 and 8, and 4:1 zonal sampling for N = 8. Calculate the
value of SNR = ¢/s in each case.

Consider an input with o =1 and acf values p,,(#) = p,; #n = 0,1,2,3, and a
linear transform of it using *H (12.135a).

(a) Show that the coefficient variances are (pg+1.5p+p340.507),
(p5—1.5p1+02—0.504), (pp+0.50,~p;—0.5p3) and {po—0.5p;—py+0.5p3).

(b} Show therefore that Gre values for a (i) speech input (pg=1.0, p;=0.825,
£2=0.562 and p3~0.31) and a (i) voiceband data signal (py=1.0,p,=0.15,
py=—0.75 and p;=—0.26) are 2.0 and 1.6, respectively.

() Show also that corresponding gains are (i) 1.77 and (i) 1.01 for the 2H
transform (12.132),

Consider the transform *H in (12.135a).

(2) Show that °*H does not diagonalize the Toeplitz matrix defined by
Ry (i) = ol

(b}  Show, however, that *H diagonalizes a dyadic covariance matrix

b0 1 P2 P
£/ fo Py P2
P2 P3 Po PI
P3 P2 1 Po
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(12.24)

(12.25)

(12.26)

(12.27

(12.28)

(12.29)

(12.30)
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and that diagonal elements in the output acf are (pg+p,+patpy),
(pa—p1t02-p3). (potoi—py—p3) and (pg—p—pytps).

Show that in DFT representation

N-1 N1
3 8k = 3 x¥k)

k=0 k=0

Note that the right-hand term defines the energy in the sequence x ().
Show the following property of conjugate symmetry for 2-D DFT:

8lk,0) = 8" (mN—k, nN—1}

with m,n =0,1,2... Show that there are (N?/2)+2 non-redundant complex
coefficients and N2 non-redundant numbers in the 2-D DFT representation.

Use the mmse rule (12.60) to derive the optimum bit allocation {R,} for the
coefficient variances listed in Table 122. Compare the result with the bit-
allocation rule used in Table 12.2.

Give the form of the basic vectors by corresponding to the real-valued Fourier
matrix F' and show their orthonormality.

Consider the input of Problem 12.23. Assume that a DFT (12.142) is used
instead of the DWHT.

(a) Show that the coefficient variances E[&%k)] are
(@+6p+4py+2py), (4—4py), (4—6p;+4p,—2p3) and (4—4p)).

(b) Hence show that the variance geometric means for the (i) speech and (ii}
voiceband data examples are 0.57 and 0.64, respectively, corresponding to
Grc values of 1.75 and 1.6. Note that in the speech cxample, the
performance of *F is worse than that of *H and nearly equal to that of *F.
(The N =2 transform 2H = 2F had gains of 1.7 and 1.01 for speech and
data signal statistics).

(a) Show that *F in (12.142) does not diagonalize the Toeplitz matrix defined
by Ry G, ) = ol

(b) Show, however, that *F diagonalizes a cireular covariance matrix R in the
form

fo Y P2 M
P1 Lo P1 P2
oM P P
/M 2 P Po

R =

Show that resulting diagonal elements in the coefficient acf matrix are

(oot201tp), (po—pa), (po—2p+p) and (po—py). Note that R is not
Toeplitz; the deviation is in the top right and bottom left corners. Note also
that all rows are circularly shifted versions of the first row.

Consider the input of Problem 12.22 with ¢ =1, and the transform “C in
(12.160).
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(12.31)

(12.32)

(12.33)

Problems

A
(a) Show  that  coefficient  variances  are (4+6.3p,+3.4p2+1.1p),
(4+2.6p,=3.4p,—2.6p3), (d=2.6p,—3.4p,+2.6p,) and (4—6.3p;+3.40;—1.1p5).

(b) Hence show that the gains Gy for the (i) speech and (i) data signal
examples in Problem 12.22 are 2.2 and 1.4, respectively. Note that the
performance of DCT exceeds that of DHT and DFT for the speech
example. Note also that the acf values of speech resemble an AR(1)-acf
sequence p"; n = 0,1,2,3 (with p—0.825), while the acf values of the data
signal do not.

Show that 2-D DCT can be obtained by sequential row and column operations
involving 1-D transforms in the form @ = CXC" where C is that defined in
(12.157a).

Assume that the short-term spectrum of a speech signal can be approximately
reconstructed by specifying pitch, spectral envelope and absolute spectrum level
information using 32 bits of information, once every 16 ms. The spectral envelope
information may be conveyed in one of several equivalent ways, such as AR-
parameter, or parcor values.

(a) Consider that the above specification is used as side information for
predictor updates in a 1 bit/sample DPCM-APF system. If the total bit
rate I of the system should be 8 kb/s, and further, if the speech bandwidth
W is to be 0.45 f,, where f, is the sampling rate, determine the maximum
permissible value of W in the above system.

(b) Consider next that the short-term spectral representation is used for bit
allocation updates in a DFT-ATC system, Let the bit rate 7 be 8 kb/s as in
(a), but let the values of bandwidth and sampling rate be constrained to be
full-bandwidth designs W = 3.2kHz and f, = 8kHz. Determine the
maximum permissible value of R, the average number of bits available to
quantize the DFT coefficients.

Consider a 16 kb/s ATC coder. Assume that side information is transmitted In a
total of 88 bits per 30 ms block of speech [Cox, 19801

(a) Show that at p, = 107, the probability of one or mere bit errors per side-
information block is 0.0843. Assuming that any error can result in a lost
block, show that one in every 12 blocks (or approximately 3 blocks per
second) are effectively lost. Show also that if an error correcting code could
correct 3 or fewer errors per block, the probability of losing a block is about
1075, or one lost block per hour. A coding theory bound says that 28 parity
bits will suffice to correct up to 3 errors if there are 88 information bits. If
a (116,28) code is employed for the side informaticn, show that check bits
account for;,933 bps, and the bit rate available for coefficient quantization
drops from f3.1 to about 12.1 kb/s.

(b) At p, = 107%, show that about 3% of all side information will be lost with
the (116,28) scheme in (a). If up to 7 errors can be corrected, side
information will once again be well protected. From 2 coding theory bound,
use of 61 parity bits will protect at least 7 errors. Show that the resulting
(149,61) code for side information reduces the bit rate available for
ceefficient quantization to about 11.0 kb/s.
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Computer Projects

(1)  Generation and Analysis of an AR(1) Sequence
Consider the ii.d. Gaussian process {Z (1)} with mean zero and variance 10000.

(a) Using a Gaussian random number generator program, simulate and plot the
random sequence

ZG}; n=12..,640
{b) Compute and plot the AR(1) sequence defined by
Xn) = 09X (e—1) + Z(n)
Compare with Fig. 2.16{a) (i).

(c) Compute and plot the acf R, (k) for k =12,.,50. Compare with Fig.
2.16(a) Gi).

(d) Use the approximation R, (k) = 0 for £ > 50; use this to compute and plot the
psd S,, (/). Compare with Figure 2.16(a) (iii).

(e) Compute the psd using (i) the periodogram (2.7) and (i) the average of
5 periodograms, one fofreach of 5 nonoverlapping segments of Z (#). Compare
with Figure 2.16(a) (iii).

(f) Compute the spectral flatness measure using the results of (¢). Compare with the
theoretical valuc of (1-0.9%) = 0.19 for the AR(1) process.

(2)  Design and Analysis of a 2-bit Max-Quantizer

(3} Write an iterative program to design a mmse non-uniform quantizer for a
Laplacian pdf input, with R = 2 bits/sample. Verify that the results are those of
Table 4.3.
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(b) Using the decision and reconstruction values from the iterative design, evaluate
the SIVR, and verify that the value is the result of Table 4.4,

Quantization with Entropy Coding
Simulate the uniform-threshold quantization of a gamma pdf input. Use large values
of L {both odd and even) and optimum reconstruction values given by (4.45b).

(a} Plot the entropy Hy versus step size A.
() Plot the normalized error variance oZ/a3 versus step size A.

{c) Plot the entropy as a function of normalized error variance. Compare with Figure
4.19(b).

(d) Repeat (a) (b) and (c) for a Laplacian input.

Statistical Properties of Quantization Error
Quantize the samples of the AR(1) sequence in Project (1)(b) using mmse Max-
quantizers with number of levels L = 2, 4 and 32. (R =1, 2 and § bits per sample).

(a) Plot the reconstruction error sequences r(n) = g(n) scaled by a factor 2R, as in
Figure 4.30.

(b) Compute, in each case, the error variances a2, a,zg and o2, where g and o stand
for granular noise and overload distortion. Also, compute the probabilitics of
overload.

{c) Compute the pdf of reconstruction error in each case. Compare with Figure 4.22.

(d) Compute and plot the normalized acf p,, (n) for the case of L = 2. Compare with
the result of Figure 4.24(b). [Note that p,, (1) =0.95 in that example].

(¢) Determine the values of the normalized crosscorrelation p,. (0) for I = 2 and 4,
Compare with the values for L = 2 and p,, (1) = 0.9 in Figure 4.24(c).

(f) Repeat (a) (d) and (e) for the case of L = 2 and a dithered quantization system.
Use a dither signal with a uniform pdf in the range (—A/2, A/2), and assume that
the dither signal is eventually subtracted at the receiver.

(2) Repeat (a) (d) and () for the case of L = 2 and an osciflating two-level dither
sequence {—3A/8, A/8, —A/8, 3A/8,...).

Comparison of 2-bit Quantizers

(a) Compute and plot a locally stationary Gauss-Markov sequence of length
640 samples, with p; = 0.85 and o, values of 1, 10, 100, 50 and 10 for five
continuous segments of 128 samples each.

(b) Consider a 2 bit/sample Lloyd-Max nonuriform quantizer based on the long-time
(640 sample-) averaged input variance, and the quantizer design of Table 4.3.
Compute and plot the quantized output waveform, and the reconstruction error
waveform magnified by a factor of 5. Determine the SNR, the five values of local
SNR (one for each segment of 128 samples), and the overall segmental SNR,
SNRSEG.

(c) Repeat (b) for a coding system based on p-law companding (u= 255
Xmax = 200) and a 2 bit/sample uniform quantizer designed by assuming a
uniform pdf in (=X e, Xmes)-
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(@ Repeat (b) for an adaptive quantizer with a one-word memory, with M, = 0.8,
M, = 1.6, and initial step size of 1,

(¢) Repeat (b} for a forward-adaptive quantization system with a block length of 128
samples and an mmse step-size given by 0.996 o, (m); m = 1.2,....5. )

Effects of Transmission Errors on 4-bit Quantizers
(a) Simulate an AR(I) sequence, as in Project 1(b), but for n = 1, 2, . . . ,64000.

(b) Quantize the input using a 4 bit/sample AQB $ystem with the multipliers of
Table 4.14, a uniform quantization characteristic, an initial step-size of 1, and
minimum and maximum step sizes of 1 and 512. Compute the walues of SVR
and SNRSEG, and plot the output y (n).

(c} Repeat (b) for bit error rates of 1074, 1073, 1072 and 107, assuming an FBC code
in each case. Compare with the characteristic of Figure 4.33(a) for R = 2.

(@) Repeat (b) and (¢) using the robust adaptive quantizer of (4.199a) with
g = 31/32,

Toll Quality PCM Coding -

(a) Simulate the digitally linearizable 8 bit/sample A487.56 PCM coding system of
Table 5.3 for the 640-sample Gauss-Markov input of Project 5(a). Compute the
SNR, the five values of local SNR (one for each segment of 128 samples), and
the overall segmental SVR, SNRSEG. Plot the output and reconstruction error
magrified by a factor of 100, as in Figure 1.4.

(b) Repeat (a) with a bit error rate of 1072

(c) Enhance the output by (b) by using the following procedure for error detection
followed by interpolation. For error detection, declare the sample at time n to be
in error if the difference y(n) — y.(n—1) exceeds sho,~where y,(n—1) is the
correct (or corrected) previous sample, and o, is the standard deviation of the
difference signal in the error-free condition (a): Use the first-order interpolation
algorithm y,(n) = 0.5 y(n—1) + 0.5 y (n+1) to correct a-sample suspected to be
in error. Determine the SNR-maximizing value of A, and compare the
corresponding output, SNR and SNRSEG with the results of (a) and (b).

Analysis of Linear Prediction
Consider the acf data in the last column of Table 2.2.

(a} Compute optimum prediction- and parcor- coefficients b and « for mmse linear
prediction of order N = 1, 2, ... ,8.

(b) Compute the corresponding values of prediction gain ¥ Gbp.

(¢) Use the predictors of a) to compute a set of autoregressive estimates of the psd
that correspond to the acf data of Table 2.2. Compare with the long-time-
averaged speech spectra in Figure 2.9(a).

Comparison of 2-bit DPCM Techniques

(a) Compute and plot a locally stationary Gzuss-Markov AR(1) sequence of length
640 samples, with ¢, = 100 and p, values of 0.9, 0.95, 0.85, 0 and —0.5 for five
continuous segments of 128 samples each.

Computer Projects 593

0315




(10)

an

(12)

594

(b) Consider a 2 bit/sample adaptive quantizer with a one-word memory with
M, =08, M,= 1.6, a uniform quantization characteristic, an initial step-size of
10, and minimum and maximum step sizes of 1 and 512. Compute and plot the
quantized 2-bit PCM output p{n) and the reconstruction error waveform
magnified by a factor of 5. Determine the SNR, the five values of local SNR
(one for each segment of 128 samples), and the overall segmental SNR,
SNRSEG.

{¢c) Repeat (b) for 2-bit DPCM-AQB with h, = 0.85.

(@) Repeat (b) for 2-bit DPCM-AQB-APF assuming that &, is known and set equal
to the appropriate py.

(e} Repeat (b} for 2-bit DPCM-AQB-APB based on the polarity~correlation gradient
search

hiln+1) = h\(n) + ¢ sgn'd(n) sgny(n—1)
and a value of ¢ that maximizes SNRSEG.

(f) Repeat for a 4 bit/sample DPCM-AQB-APB system. Use the AQB system of
Table 4.14 and the APB system of Section 6.5.3.

Comparison of Intraframe Predictors

(a) Generate a 32x32 2-D field based on an autoregressive model and a separable acf
with p, = py = 0.95, and a unit-variance innovations process (2.138).

(b) Simulate a 3 bit/sample DPCM system based on first order prediction, using the
previous horizontal neighbor and prediction coefficient 0.95. Compute the SVR.

(c) Repeat with first-order prediction based on the previous vertical neighbor.

(d) Repeat with 2-D prediction of order three, with coefficients 0.95, 0.95 and —0,952
(Example 6.5; case of J = 2) for horizontal, vertical and diagonal neighbors,
Compare the SNR (dB) gain over (b) or {¢) with the factor of two improvement
expected in the separable acf model.

Noise Feedback Coding
Consider the AR(1) input of Project 1(b).

(a) Simulate a 3 bit/sample DPCM-AQF-APF coder with A = 0.996 o, = 99.6
(which s the mmse step size, ignoring quantization error feedback), and first-
order prediction with A; = 0.9. Compute the SNR and plot the psd S, (e/*) of
reconstruction noise.

(b) Repeat (2) for D*PCM with an mmse design of &, (7.18).
(c) Repeat (a) for the one-tap NFC coder of Figure 7.6.

Deliamodulation with F=2
Consider the AR(1) input of Project 1(b).

(a) Use a lowpass filter program to bandlimit the sequence to a frequency slightly less
than one-half of the sampling rate. Oversample the output of the filter by a,
factor 2.

(b) Determine SNRF-maximizing step-size in LDM coding, assuming that the LDM
staircase output is filtered by the lowpass filter in (a).
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(13)

a4

(s

16

() Plot y(n), pr(n), r(n) and re(n) using the best design in (b), as in Figure 8.3.

(d) Compute the values of SNR and SNRF. Compare the value of filtering gain Gy
with the theoretical estimate of 10 log F = 3 dB.

{(e) Repeat (¢} for a bit error rate of 1072, .

(f) Repeat (¢) and (d) for ADM with a one-bit memory, with multiplier
M, = M5! = 1.2, an initial step size of 10, and minimum and maximum step
sizes of 1 and 512.

Generalized Lloyd-Max Vector Quantizer

(a) Write an iterative, generalized Lloyd-Max program to design a vecter quantizer
for a Gaussian pdf input, with ¥ = 8 and R = 1 bit/sample. Compute the SNR.
Verify that the result is that of Table 9.1.

(b) Repeat for N =2 and R = 1,2,... for a uniform pdf in (0,1). Verify that the
partitioning of the 2-D space by the YQ algorithm evolves toward a hexagonal
lattice for large values of R.

Sub-band Coding (M=4; R=2 bits/sample}

Simulate a four-band, 2 bit/sample SBC system for the input of Project 5(a), using a
QMF tree with 32-tap and 16-tap filter components of Table 11.1 for the first and
second stages of the tree. Use the AQB system of Project 5(d) for the quantization of
the sub-band signals.

(a) Compute the SNR for each band and the overall SNR.

(b) Plot the input x(n), and the output y (n), as well as the sub-band outputs y; (n);
k=1to4.

(c) Compute the variances and normalized adjacent sample correlations in individual
sub-band signals x; (n).

(d) Usc the variances in {c) to obtain a mmse bit allocation. Use this to repeat (a)
and (b). Compare the SNR gain over the fixed bit allocation system with the
theoretical maximum gain of 0.19”" mentioned in Project 1(f).

Eigenvectors and Eigenvalues

Consider a zero-mean AR({1)} process with p = 0.95 and variance o2 = I. Use an
eigenvector computation program to compute eigenvectors and eigenvalues for N = 2
and 8 (See (12.102) and Table 12.1). Note that the sum of eigenvalues is equal to
Nol = N in each case.

Transform Coding (R=2 bits/sample)
Simulate a 2 bitlsamplé TC system for the input of Project 1(b), using the DCT,
uniform quantizers and Values of block length ¥ = 4, 32 and 128.

(a) Compute the SNR and SNRSEG, and plot the output y (n) for each value of N.

(b} Compute the variances of the transform coefficients and determine the mmse bit
allocation for each value of N.

(c) Repeat (a) for a zonal coding system that retains the first N/2 coefficients and
quantizes them using 4 bits/sample.

(@ Repeat (a) for an ATC system using the mmse bit allocation obtained in (b),
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Compare the gain in SNR with the theoretical value obtained from the variance
distribution in (b).

(17) Speech input
Repeat relevant parts of Projects 1 through 16 for the speech input of Table CP.1.
Compare the 16 kb/s speech outputs in Projects 2, 5, 9 and 12 with those resulting
from simulations of the toll-quality systems in Projects 7 and 9{f). [In the projects
involving adaptive quantization, maintain the ratio of 512 between maximum and
minimum step size, but change the values of initial, minimum and maximum step sizes
as needed, to provide a good match to the amplitude levels in Table CP.1].

(18) Image input
Repeat relevant parts of Projects 19, 13(a) and 16 for the image input of Table CP.2.
Assume a (8x8) 2D approach in the ATC and VQ projects.

Table CP.1  The speech sequence of Figure 1.4(a). The eight columns represent contiguous segments
of 4 ms duration. The total duration is 32 ms (256 samples at 8 kHz),

-120 ~166 144 —1381 —3150 418 1860 —3690
186 1087 363 —899 3013 —603 2621 —3565
—348 —497 —341 —1012 —2460 —2202 2750 —2645
=517 —991 —203 —637 —2001 —3100 3551 —1439
555 1034 KYE] =13 —1129 —3740 3473 =79
=5 606 106 -1 =5 —4572 1997 1097
—434 -1205 ~98 394 1023 —5140 837 1682
17 523 86 1112 1795 —4353¢ 380 2373
595 644 227 867 2596 —3996 ~1169 3352
—225 —706 54 1369 3491 —3005 —3620 3431
—473 205 8 1585 3482 —1731 —4224 3091
139 320 37 968 3114 —308 —5309 3414
237 —642 —-136 1164 2508 1260 —6060 247
-3 512 kXY 1420 2256 2858 —5987 450
—-188 294 359 709 1581 4169 —5841 —8%1
117 —892 —231 403 231 5079 —42838 —1903
—249 3 -4 402 —612 5698 =3035 —3887
12 688 772 181 —666 5376 —1301 —5615
617 —525 317 105 —1222 4730 703 —5664
-932 —298 =34 220 -—1628 3589 2439 —6152
—92 412 427 540 —1490 2403 4205 —6432
970 -9 610 832 —980 760 5564 —5684
—497 =33 296 693 —747 —658 6520 —4636
~592 9 318 538 —402 —1734 6693 —2713
873 =79 90 303 284 —2531 5896 —569
~175 11 —-192 304 827 —-3103 4825 1284
=314 80 =17 -~296 1530 ~3249 3262 3138
178 =505 —583 —-1051 2143 ~2651 1413 4577
—249 —~200 —1108 —1640 2147 ~1758 —429 5609
T 149 449 —863 - 2066 2117 —-870 —1887 6757
451 —196 —946 —2706 1361 =17 —2974 7069
—884 —538 —-1505 —3267 1078 659 ~3409 6248
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Table CP.2 The 32X32 image sequence of Figure CP.1(b). The 32 rows represent scan lines with 32
pixels per scan line. Intensity levels of 255 and O represent pure white and pure black [R. Baker, 1983).
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Figure CP.1 (a} the "woman with hat" image; and (b) a subimage which includes the
woman’s left eye, eyebrow and a nice diagonal edge formed by a portion of the brim of her
hat [R. Baker, 1983].

(a)_ 7
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Index

A-B preference test, 659
A-to-D conversion, 86, 115, 222, 666
Adaptation time constant, 197, 414
Adaptive bit allocation, 290, 490, 565
Adaptive deltamodulation (ADM), 376, 400,
501
Adaptive DPCM (ADPCM), 308
Adaptive postfiltering, 340, 400
Adaptive prediction (AP), 31, 252, 266, 274,
290, 292
Adaptive predictive coding (APC), 290,
315-17, 354, 368, 456, 565
Adaptive quantization (AQ), 16, 188
backward estimation (AQB), 191, 278,
280, 295, 401, 564
forward estimation (AQF), 191, 227, 401,
415, 564, 580
instantaneous adaptation, 197
one-word memory, 199-200
robust algorithm, 207, 216
static and dynamic performance, 191, 198,
202
syllabic adaptation, 197
Adaptive transform coding (ATC), 563
Adaptive vector quantization, 461
Additive white Gaussian noise channel, 630
Adjacent sample correlation, 36, 71-73, 83
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A-law companding, 142-45, 668
Aliasing, 102-9, 496
All-pass characteristic, 381, 498
All-pole filter, 604
All-pole predictor, 254, 259, 275, 293, 325,
434, 457
All-pole process, 62, 275
All-zero filter, 604
All-zero predictor, 254, 306, 325, 434-35
All-zero process, 62
Amplitude quantization, 16, 17, 115-220
Amplitude spectrum, 600
Analog channel, 3, 19
Analog-to-digital conversion, 86, 115, 222,
666
Analog multiplexing, 223
Analysis-by-synthesis coding, 10, 460
Aperture coding, 480 °
AR(1) process, 62-64, 262, 272, 510, 626
delayed decision coding, 452
distortion rate bounds, 645
DM noise model, 381
DPCM input, 334, 339
D*PCM input, 361
DPCM noise model, 279
DPCM predictor, 278
NFC input, 368
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1
quantizer input, 162
transform coding, 541, 555
two-dimensional, 73
two-level inputs, 469, 473
AR(2) process, 66, 397, 523
AR(8) process, 520
AR(10) process, 542, 551
Articulation index, 107, 489, 654, 663
Asynch deltamodulation, 479
Audio, 8, 9, 247, 248
Autocorrelation function (acf), 27
of AR(1) process, 64
of bandlimited white spectrum, 78
in continuous-time, 74
effect of linear system, 52
of integrated power spectrum, 75, 384
interframe acf of images, 39
intraframe acf of images, 37, 38, 83
long-time-averaged acf of speech, 36, 37
of MA(1) process, 70
with oversampling, 384
of raised cosine spectrum, 78
of second-order Butterworth spectrum, 77
of symmetrical psd, 114
of 2-D processes, 71, 73
variance-normalized, 35, 50
Autocorrelation matrix, 50, 51
AR(1) process, 65
determinant, 270
diagonalization, 59
inverse, 82
MA(1) process, 70
Autocorrelation method for pitch, 318
Autocorrelation solution in prediction, 297
Autocovariance function, 49
Autoregressive process, 54
continuous-time, 76
first order, 63, 262
image model, 73, 523
second order, 66
speech model, 67, 397, 520, 542, 551
spectrum model, 276
Average magnitude difference function
(AMDEF), 319

Backward adaptive prediction (APB), 292,
303, 307

Backward adaptive quantization (AQB), 191,
278, 280, 295, 401, 564

Bandlimited signal, 26, 87

Bandpass filtered speech, 36, 271, 294

Index

Bandpass signal, 26, 96-98
Bandwidth, 8, 9, 77
Basis images, 521, 522, 549
Basis sequences, 513
Basis vectors, 518
Binary codes, 177, 178, 187, 215, 222, 232
Binary digit, 2, 4, 19
Binary entropy function, 472, 618
Binary symmetric channel, 18, 175, 616
Binary tree search, 303, 440-41
Bit allocation, 322 (also see Optimum- and
Variable bit allocation)
Bit error rate, 17, 629
effect on DM, 246, 418-20
effect on DPCM, 246, 308, 311, 326, 327,
332, 333, 335, 338
effect on D*PCM, 335
effect on PCM, 244, 245, 246, 247
effect on quantization, 176, 185, 209
effect on SBC, 506
effect on TC, 578, 580
Bit rate, 2, 9
audio, 13, 228
and coder complexity, 13
digital hierarchies, 14, 228, 283, 308
image coding, 13, 227, 283, 287, 288, 576
in quantization, 116
speech coding, 11, 13, 283, 308, 369, 502,
574
sub-band coding, 490, 496, 504
videophone, 13, 324
Bit stealing, 229, 246, 248, 289, 506
Block companding, 192
Block mode in coding, 431
Block quantization, 511
Broadcast quality, 12, 287, 660
Broadcast television, 227

CCIR image quality standards, 660
CCITT standards:
DPCM speech coding, 308, 311
graphics, 466, 475-77
image noise weighting, 653
PCM speech coding, 228, 241
transmission errors, 244
Channel capacity, 616, 628
Channel coding, 20
Channel coefficient, 183-86, 214, 243, 244,
329, 576
Channel decoder, 4
Channel encoder, 4
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Channel error variance, 179, 180, 182, 184,
185
in DM, 417
in DPCM, 329, 330
in TC, 577, 579
Channel matrix, 179, 627
Characteristic equation, 53-54, 538, 612
Circuit switching, 15
Circular acf matrix, 555
Clipping, 225, 318
Clustering technique, 438
C-message weighting, 652
Codebook coding, 428, 432, 436, 437, 453,
458
Code conversion, 235-39, 400, 671
Coder complexity, 2, 9
and bit rate, 13
in delayed decision coding, 431, 437
in DPCM, 252, 307, 308
and encoding delay, 13, 241
and R(D) function, 22
and speech quality, 11, 12
Coder memory, 15, 16, 440
Code tree, 432, 433, 449, 622
Color video, 9, 227, 287, 576
Comma free code, 622
Communications quality, 10, 283, 317, 373,
500

Companding, 130

A-law, 142, 145

digitally linearizable, 229, 234

effect on pdf, 144

gain, 131, 230

logarithmic, 141, 142

p-law, 145, 146

m-law, 138, 139

nearly instanteous, 229

piecewise linear, 229, 234
Complementary code tree, 449
Complex transform, 523
Component color coding, 9, 227
Composite color coding, 287
Compression function, 130, 138, 153
Computational complexity, 440-42
Conditional entropy, 619
Conditional replenishment, 322
Constant factor deltamodulation (CFDM),

404-7

Continuous amplitude channel, 630

678

Continuous amplitude source, 2, 22, 23, 616,
624, 625

Continuous deltamodulation, 410

Continuously variable slope deltamodulation
(CVSD), 410-15

Continuous time system, 606

Contouring, 175, 227, 285

Corner frequency, 77

Counting-type A/D, 669

Covariance solution in prediction, 296, 297

Cramer's rule, 270

Crosscorrelation function, 52

Cutoff frequency, 77, 109

D/A conversion, 86, 116, 222, 666, 672
DDC (see Delayed decision coding)
Decimation, 495
Decision thresholds, 116, 134
Delayed decision coding (DDC), 428-64
APC, 456
DPCM, 452
Deltamodulation (DM), 16, 295, 372-472
A/D conversion, 376, 399, 671
delayed decision, 429, 433, 434, 456
double integration, 461
oversampling, 77
sigma (XDM), 399, 671
slope-anticipating, 429
Delta sequence modulation, 440, 454
Demodulator, 4
Deterministic population in DDC, 429, 437,
452, 457
Diagnostic Rhyme Test, 317, 663
Differential entropy, 45, 617, 624
Differential PCM (DPCM), 16, 252-350, 543,
555
closed-loop, 254
delayed decision, 434, 453-56, 461
image coding, 271, 272, 283, 320, 321,
550
speech coding, 202, 210, 271, 281, 291,
293, 295, 307, 313
Digital audio, 227, 247, 504, 507
Digital channel, 3-5, 18, 21, 22
Digital coding, 1-25
advantages, 1
analysis-synthesis, 10
basic processes, 2
information-lossy, 2, 16
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information-preserving, 2, 16
of speech and images, 11, 13
theoretical limits, 20
waveform-preserving, 9
Digital communication, 3, 4
network hierarchies, 14, 15
Digital hierarchy, 14
Digitally controlled deltamodulation (DCDM),
410
Digital speech interpolation (DSI), 12, 289
Digital-to-analog conversion, 86, 116, 222,
666, 672
Digit-at-a-time A/D, 667
Direct feedback coder, 363
Discrete-amplitude source, 22, 45, 148, 616,
617, 619
Discrete cosine transform (DCT), 520, 542,
555, 558, 572, 574
Discrete Fourier transform (DFT), 59, 520,
542, 551, 554, 555, 557, 572, 599
Discrete Hadamard transform (DHT), 547
Discrete memoryless channel, 616, 626
Discrete Walsh Hadamard transform (DWHT),
520, 522, 542, 547, 550, 551, 572
Distant-sample based prediction, 252, 256,
312-24
Distortion, 1, 632-49
Distortion rate bounds, 445, 446, 452, 454,
538, 63249
Distortion rate function (DRF), 21, 22, 24,
58, 632-49
Dithering, 164-75
effect on reconstruction error, 165, 172
subjective effect in image coding, 173
subjective effect in speech coding, 171
D(R), DRF (see Distortion rate bounds and
function)
Dither matrix, 175, 213
DM (see Deltamodulation)
Dot product, 609
Double-integration deltamodulation, 393-98,
455
DPCM (see Differential PCM)
D*PCM, 334, 352, 356, 369
Dual-mode coding, 288
Dyadic acf matrix, 550
Dynamic locking quantizer, 205, 308-9
Dynamic range:
of coefficient variance, 551

Index

of quantizer, 188, 201, 255, 529

of quantizer input, 188, 529

of speech, 34

of step size, 201, 232-34, 309, 405, 407,
409, 412, 416

Edge-adaptive coding, 400, 403
Edge-adaptive DPCM, 286
Edge busyness, 258, 285
Edge rendition, 266, 283, 408, 430
Eigenfrequencies, 54, 65
Eigenimages, 523
Eigenvalues, 51, 54, 59, 536, 614, 646
of AR(1) process, 65, 541
of MA(1) process, 70
Eigenvectors, 53, 54, 520, 536, 541, 614
of AR(1) process, 65
of MA(1) process, 70
Embedded coding, 289, 546
Empty cell problem in VQ, 438
Encoding delay, 13, 622
in APF, 293
in AQF, 192
and complexity, 13
in delayed decision, 428, 433
in interframe coding, 320
in transform coding, 511
and waveform properties, 15
End effects in TC, 560
Energy spectrum, 600
Entropy, 469
Entropy coding, 146-58, 621
of APC-NF output, 369
of DPCM output, 287, 288, 295
gamma pdf input, 152, 156, 157
Gaussian pdf input, 152
high average bit rates, 153
low average bit rates, 156
of quantizer output, 151
Entropy power, 45, 276, 624, 625
Equal-width sub-bands, 488, 489
Equivalent SNR, 404, 659
Equivocation, 628
Ergodicity, 31
Error detection, 247, 248, 327, 337, 338, 475
Error function, 45
Error protection, 18, 19
in DPCM, 337, 338
with explicit redundancy, 246, 337, 338
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Error protection, (cont.)
with natural redundancy, 247, 337
in PCM, 246, 247
of quantizer output, 185, 187, 188, 214
in SBC, 506, 508
in TC, 578-80
Error streaks in images, 327, 419
Estimators of input variance, 196, 198
Exchange of spatial and temporal resolution,
322
Exhaustive search, 430, 441
Explicit coding of reconstruction noise, 290,
398
Exponential adaptation, 402-6

Facsimile, 21 9’ 3229 465-85
Fast Fourier transform (FFT), 554, 559
Filtered reconstruction error, 375
Filtering gain, 379-81
Fine quantization, 257, 278, 279
Finite impulse response (FIR), 498, 604
Finite state vector quantizer (FSVQ), 439
First-order interpolation, 247, 248, 265
First-order Markov source, 63, 620 (also see
AR(1) process)
First-order prediction:
in delayed decision, 457
in DM, 373, 417
in DPCM and D*PCM, 261, 262, 278,
283, 316, 327, 330, 335, 358, 359
in SBC, 503
Five-point quality scale, 660
Fixed bit allocation, 487
Fixed predictor, 252, 271, 272, 276, 287,
293, 295
Folded binary code (FBC), 177, 187, 215
Forward-adaptive prediction (APF), 292, 295,
307
Forward transformation kernel, 518
Fourier transform, 598
Four-sigma loading, 45, 125
Fourth-order image prediction, 264, 477
Fractional bit rates, 429
Frame period, 15, 30, 39, 101, 320
Frequency division multiplex (FDM), 113
Frequency domain coding, 16, 58, 486, 511
Frequency-ordered Fourier matrix, 553
Frequency response, 603, 605
Frequency weighted reconstruction error:
ATC coding of speech, 569-70
in delayed decision, 460
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in NFC, 351, 355, 366-68

rate distortion theory, 642-47, 652

in transform coding, 532
Frequency weighted SNR, 652
Frequency weighting function, 363

Gain over PCM:
in DM, 295, 379-81, 386, 411
in DPCM, 253, 259, 271, 272, 282, 294,
295, 335, 386
in SBC, 491, 494
in TC, 511, 527, 543, 572
Gamma source, 34, 154, 156, 157, 182, 445,
446, 450, 454, 640
Gaussian source, 24, 34, 151, 154,162, 182,
445, 447, 450, 452, 454, 640
Generalized Lloyd-Max quantizer, 438
Geometric interpretation of TC, 515
Geometric interpretation of VQ, 438
Geometric pdf of run length, 470
Granular noise, 121
in DM, 377, 390
in DPCM, 258, 282, 283, 285
in RLC, 480
Graphical interpretation of bit allocation, 531
Graphics, 2, 9, 322, 465-85
Gray code, 177, 215, 671
Gray level image, 30

Half-whitening, 357, 358, 360
Hamming distance, 179, 214, 635
High complexity coder, 11, 13, 317, 324,
369, 487, 504, 574
High detail image, 30, 37, 38, 41
High information deltamodulation (HIDM),
403
Highpass filter, 497, 500
Highpass signal, 40, 41, 64, 70, 273, 277,
381
High quality coding, 13, 376, 429, 511, 576
(also see Broadcasting quality; Toll
quality
Hotelling transform, 536
Huffman coding, 148, 622
Hybrid coding:
APC/SBC, 505
DPCM/PCM, 328, 336
intraframe/interframe, 322
TC/DPCM, 561-63, 576
Hybrid companding, 400, 412, 414
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Identity transform, 547
Idle channel noise, 233
in DM, 391, 392
in PCM, 242, 249
Image activity, 323
Image classification, 461
Image coding, 1, 12
delayed decision, 460, 461
DM, 403, 407
DPCM, 283, 320
high-quality, 12, 13, 287, 376, 429, 511,
576, 660
PCM, 226, 227
TC, 563, 574, 575
Image enhancement, 327, 338
Image field, 101, 102
Image frame, 102
Image impairment, 324, 660
Image sampling, 9
Imaging error in SBC, 497
Impairment scale, 660
Impulse response, 52, 602, 605
AR(1) process, 63
DPCM decoder, 330, 332-33
MA(1) process, 69
NFC decoder, 356
In-band error, 375
Incremental mode in coding, 431
Independent, identically distributed (i.i.d.)
inputs, 629, 635
Infinite impulse response (IIR), 499, 604
Information theoretical limits, 20-21, 616-49
Innovations, 58, 60, 287, 433, 440,451
Innovations tree, trellis, 439
Instantaneous adaptation, 197
in DM, 387, 400, 401, 409, 415
in DPCM, 282
Integer-band sampling, 98, 494
Integrated power spectrum, 74
bandlimited, 76
in deltamodulation, 384, 385, 388, 418
prefiltering error with, 107
Integrated services digital network (ISDN),
15, 228, 468
Intelligibility, 10, 659, 662
in APC, 317
in DM, 419-20
in PCM, 225
Interband leakage, 497
Interfield predictor, 287
Interframe coding, 16

Index

Interframe predictor, 252, 262, 287, 291,
320, 561, 563, 574
Interlacing of image fields, 101
Interpolation, 86
cubic spline, 113
image, 419
si function, 91, 93
staircase, 91, 94, 112
sub-band coding, 495
Interpolative A/D converter, 669
Intraframe coding, 16
Intraframe predictor, 252, 262, 265, 271-72,
284, 287, 321
Inverse DFT (IDFT), 599
Inverse Fourier transform, 599
Inverse matrix, 612
Inverse transformation kernel, 518
Irrelevancy, 16, 17, 322
Isopreference, 661
Isotropic acf model, 71, 264-66
Iterative population in DDC, 429, 437, 446,
447, 458

J, K, L algorithm, 408

Kahrunen Loeve transform (KLT), 58, 520,
522, 535-46, 572, 646
Kalman filtering, 307

Laplacian source, 34, 447, 574, 640
Lattice solution, 298
Lattice structures for VQ, 439
Leaky integration, 257, 335
Leaky prediction, 266
Leamning period in APF, 293
Learning period in AQ, 192, 196, 215
Least mean square (LMS) algorithm, 305
Least significant bit (LSB), 177, 246, 248
Level-at-a-time A/D, 668-69
Levinson's recursion, 269
Linear adaptation, 402, 409, 411
Linear deltamodulation (LDM), 376
Linear estimation, 49
Linear PCM, 234-39
Linear predictor, 252, 259, 267

of order 1, 2 and 3, 261-66

of order N, 267-79, 295-97
Linear system, 52, 56, 61, 598
Linear transform, 53, 59, 512

of order 2, 513, 539

or order N, 517
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Line averaging, 337

Line replacement, 327, 475

List coding, 432 .

Lloyd-Max quantizer, 131, 132, 134, 181,
185, 309, 438

Log-area coefficients, 300

Logarithmic quantization, 141-46, 259

Low activity image, 576

Low complexity coder, 11, 13, 241, 280, 372

Low detail image, 30, 37, 38, 41

Lowpass filter, 497, 500

Lowpass signal, 26, 36, 37, 40, 41, 64, 70,
88, 277, 381, 387

M-algorithm, 440, 443, 449, 456, 461
MA(1) process, 54, 68, 69, 540
Matrix multiplication, 611
Matrix operations, 609
Max quantizer, 131, 132, 134, 181, 185, 309,
438
Mean opinion score (MOS), 2, 10, 658, 660
adaptive transform coding of speech, 574
APC-NF speech coding, 369
APC speech coding, 317
DM coding of speech, 373, 413, 419
DPCM image coding, 283, 287, 337
DPCM speech coding, 308, 311
motion compensated coding, 324
PCM speech coding, 241
speech coding, 11
sub-band coding of speech, 503, 505
tandem coding, 242, 243, 308, 311
transmission errors, 244-46, 308, 311
Mean square error (mse), 6, 120
Mean square value, 31, 44
root, 44
Mean value, 31, 44
conditional, 48
effect of linear system, 52
Median filtering, 221, 249, 337
Medium complexity coder, 11, 13, 310, 316,
487, 504
Memoryless channel, 328
Memoryless source, 24, 621
Method of steepest descent, 303, 304
Metric tree, 445
Minimum distance algorithm, 438
Minimum distance code (MDC), 178, 187
Minimum mean square error (mmse), 6,
120,650
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mmse prediction, 260, 268, 275, 330, 358,
626
Mismatched predictor, 271-74, 276, 291
Mismatched quantizer, 128, 139, 140, 146
Mobile radio, 337
Model sources, 27
continuous time, 73
pdf, 33,34
psd, 58, 68
2-D acf, 70
Modified Huffman coding (MHC), 475
Modified rhyme test (MRT), 663
Modulated noise reference unit (MNRU),
659

Modulation, 4, 19

Most significant bit (MSB), 177, 185, 244,
337, 338

Motion compensated coding, 312, 321, 323

Movement detection, 324

Moving average process, 54, 62, 68, 69, 540

mu-law (p-law) companding, 145-46, 295,
668

Multidimensional coding, 662

Multipath search coding, 428 (also see
Delayed decision coding)

Multiple threshold A/D, 671

Multiplicative noise, 659

Multipulse excited APC, 459

Mutual error variance, 179, 329

Mutual information, 22, 617, 627, 632, 636

p-law companding, (see mu-law)

Narrow band noise, 240, 650

Natural binary code (NBC), 177, 187, 215,
243, 668, 671

N-block entropy, 638, 645

N-block DRF, 638,.645

Nearest neighbor interpolation, 221, 322, 337

Nearest neighbor vector, 438

Near-sample based prediction, 312

NFC (see Noise feedback coding)

Noise accumulation, 359

Noise entropy, 628

Noise feedback coding (NFC), 313, 317,
351-71, 647

Noise feedback PCM, 366

Noise filtering gain, 379

Noiseless coding, 466, 621

Noise masking, 282, 285, 354, 369, 570

Noise measurement, 23941, 375

Index



Noise shaping, 317, 354, 363, 368, 369, 505
Noise visibility, 138
Noise weighting filter, 355, 647, 652, 653
Noisy channel coding theorem, 628, 638
Nonadaptive prediction, 281, 293, 295, 316
Nonadaptive quantization, 201, 209, 376
Non-exhaustive search, 430, 443
Nonlinear estimation, 49
Non-mmse distortion measure, 430, 655
Non-negative integer constraint, 530
Non-singular matrix, 51
Nonstationarity, 34

of speech spectrum, 291, 292, 305

of speech variance, 34, 35
Nonuniform quantization, 129-41, 285
Normal equations, 269, 297
Notch-filter method for noise measurement,

240
N-th order deltamodulation (DM), 398
Nyquist sampling, 7, 9, 77, 90, 101, 374,
387, 487

Objective measures of performance,
651-57
One-bit coding, 127, 128, 156, 181, 182,
210, 260, 372, 436
One-sided polarity correlation, 298
Open-loop DPCM, 256, 352
Optimal channel mapping, 637, 639, 643
Optimal (mmse) prediction, 257
of AR(1) process, 276, 278
in D*PCM, 358
of order 1, 261
of order N, 269
Optimum bit allocation, 493, 524, 527, 528,
532
Optimum step size, 127
in deltamodulation, 318, 383
in one-bit quantization, 128
with transmission errors, 182, 185
in uniform quantization, 127
Orthogonality principle, 262, 268, 269, 306
Orthogonal transform, 518
Orthogonal vectors, 515
Orthonormal vectors, 515
Overload, 121
amplitude, 225
probability of, 122
slope, 258, 378, 390
Oversampling, 77, 94, 373, 374, 417

Index
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Packet switching, 15, 289
Parallel A/D conversion, 671
Parallel D/A conversion, 672, 673
Parcor coefficients, 58, 298, 299
Parseval's theorem, 61, 603
Path error metric, 442
PCM (see Pulse code modulation)
Perceptual measures of performance, 7,
658-65
Perfect integration, 257
Periodicity, 312
Phase shift keying (PSK), 18, 19
Phase spectrum, 600
Phonetically balanced speech inputs, 663
Pitch measurement, 317-20
Pitch period, 15, 28, 29, 38, 314
Pitch prediction, 252, 312-17, 369
Pitch structure, 569
Planar predictor, 266
Polarity correlation, 298, 306, 318
Pole-zero predictor, 309, 325
Polynomial predictor, 272
Population of codebook, tree, and trellis, 429,
437
Positive definite acf matrix, 51
Positive semi-definite acf matrix, 67
Postfilter in NFC, 353, 364
Power spectral density (psd), 27
and acf, 39, 55
of AR(1) process, 64
of AR(2) process, 66
in continuous-time, 73
and DFT, 39
effect of linear system, 56
estimation, 39
of images, 40
of integrated power spectrum, 75
of MA(1) process, 70
of raised cosine spectrum, 70, 78
of second-order Butterworth spectrum, 77
of speech, 40, 41
of 2-D sources, 70
of two-level psd, 79
of white spectrum, 78
Power transfer factor, 329, 357, 417, 603,
605
Prediction coefficients, 58, 63, 260, 267, 269
AR(1) source, 276, 278
noisy input, 279
in pitch prediction, 315
with transmission errors, 333-35



Prediction error, 253, 274
filter, 275
in images, 284, 478
in speech, 291-92
variance, 257, 273
Prediction gain, 253, 259, 271, 272, 290,
291, 293, 295, 313, 330, 339, 510

Predictive coding, 17, 24, 26, 57, 58, 252,

510

Predictor re-optimization, 334
Pre-emphasized speech, 273, 503
Prefiltering, 3, 87

error, 87, 106, 107, 113

ideal, 105

of images, 107

in NFC, 353, 364

of speech, 107
Prefix condition, 622
Probability density function (pdf), 31

arcsine, 80

conditional pdf, 48, 80

of difference signal, 33

and distribution function, 43

first-order pdf, 50

of gamma source, 33, 259

of Gaussian source, 32, 33, 45, 259

of image amplitudes, 32

joint pdf, 46

of Laplacian source, 33

marginal pdf, 47

multivariate Gaussian, 52

Rayleigh, 80

of speech amplitudes, 32

triangular, 80

of uniform source, 33
Progressive transmission, 474, 546
Psophometric weighting, 653
Psychometric function, 661

Pulse code modulation (PCM), 7, 11, 13, 16,

221-51
audio, 224, 227, 228, 247
and DPCM, 256, 295
high quality, 8, 13, 224, 225
images, 13, 224, 226, 227
logarithmic, 11, 225
in SBC, 487
SNR in, 222
speech, 13, 225, 228-43
in TC, 512
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Q-measure of quality, 651
Quadrature mirror filter, 487, 496
Quality, 659 (also see Objective measures;
Subjective measures)

Quantization, 7, 115-220

adaptive, 188-210

A-law, 142-45

approximate formulas, 135-38

bit rate in, 116

of bounded input, 120

dithered, 164-75

entropy-coded, 146-58

of gamma pdf, (see Gamma source)

of Gaussian pdf, (see Gaussian source)

instantaneous, 115

iterative solutions, 131-35

of Laplacian pdf, (see Laplacian source)

Lloyd-Max, 131

logarithmic, 141-46

Max, 131

m-law, 138, 139, 211

mu-law (p-law), 14546, 176, 187

of narrow-band noise, 240, 241

one-bit, 127, 210

pdf-optimized nonuniform, 129-31

pdf-optimized uniform, 126, 127

of sine-wave input, 125, 240, 241

SNR in, 121

three-level, 129

of uniform pfd, (see Uniform pdf source)

vector, 116, 428-64
Quantization characteristic, 116

extension of, 287

midrise, 116, 242

midtread, 116, 242

non-symmetric, 129, 211

nonuniform, 116

of segmented A-law, 232

of segmented p-law, 233

uniform, 116, 117

uniform threshold, 153
Quantization error, 118

acf and psd of, 161

and channel error, 176, 177

as function of interval, 137

gain-plus-additive-noise model, 163

orthogonality to input, 132

pdf of, 158-60

and reconstruction error in DM, 374

Index



and reconstruction error in DPCM, 257
and reconstruction error in NFC, 353
and reconstruction error in TC, 525
statistics with AR(1) input, 162
unconditional mean of, 132
variance, 119, 133, 137, 166, 179
waveform, 161
Quantization error feedback, 260, 278, 279,
285, 334, 353, 358, 411, 451, 453,
504, 505
Quantization interval, 116
Quantizer-input mismatch, 128, 139, 140, 146
Quantizer loading factor, 124, 125, 139, 208
Quantizer performance factor, 120, 257, 259,
491, 525
Quantizer reoptimization, 182, 184

R-2R resistor ladder D/A, 673
Raised cosine spectrum, 70, 78, 399
Ramp comparison A/D converter, 668
Random field, 43
Random processes, 27, 43, 52, 55, 70
Random search, 440
Random sequence, 43
Random variables, 43, 47, 48
Raster scanning, 101
Rate distortion bound, 365, 428, 430
Rate distortion function (RDF), 21, 628, 632,
639
and entropy coding, 154, 155, 157
qualitative curves, 22
and quantizer performance, 121
and water filling, 530
R(D), RDF (see Rate distortion bound and
function)
Real-valued Fourier matrix, 553
Reconstruction error, 6
in DM, 375, 381, 407
in DPCM, 257, 260, 279, 280-82, 312
filtered, 375
images, 407
in PCM, 8
in quantization, 118, 122, 165, 172, 177
spectra, 260, 381, 532, 642, 644
speech waveforms, 280, 375, 573
in TC, 573
Reconstruction error variance, 6
in continuous time, 111
in DM, 379, 381, 382

Index

with DM transmission errors, 417

in DPCM, 253, 259

with DPCM transmission errors, 329, 330

in D*PCM, 357

with D*PCM transmission errors, 361

in NFC, 365

with PCM transmission errors, 243

and prefiltering error variance, 87

in SBC, 491, 493

in TC, 525, 527

with TC transmission errors, 577

with transmission errors, 180-86
Reconstruction filtering, 3, 86

casual, 92

continuous time, 111

ideal lowpass, 92, 93
Reconstruction level, 116, 134
Redundancy, 16, 17, 428, 618, 634

of discrete-amplitude source, 147

explicit, 246

and irrelevancy, 16, 17

natural, 247

and spectral flatness, 58

temporal, 322

use in error protection, 246, 247
Reflected binary code (RBC), 177
Relative address coding (RAC), 478
Relative element address designate (READ)

coding, 478
Re-optimization for noisy channels, 182, 184,
334

RLC (see Run length coding)
Robust adaptive quantizer, 283, 506
Robust LMS algorithm, 306
Root mean square (rms) value, 31, 44
Run-length coding, 37, 322, 465-85

Sample-and-hold, 87-88
Sampling, 3, 26, 86-114
of bandpass signals, 96-98
errors in, 102
ideal, 92
integer-band, 97, 98
of moving images, 101
nonuniform, 94
rate, 5
theorems, 89, 90-91, 94, 98, 101
of 3-D signals, 101-2
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Sampling, (cont.)
of 2-D signals, 101
uniform, 86
SBC (see Sub-band coding)
Search algorithms, 429, 439
Second order prediction, 263-65, 457
Segmental SNR, 194-95, 282, 457-58, 504
Self information, 617
Separable acf, 71, 264-66, 545
Separable transforms, 521
Sequency-ordered DWHT, 548
Sequentially adaptive predictor, 303
Serial D/A conversion, 674
Shannon-Fano integer constraint, 148
Shannon limit, 18, 631
Side information:
in APC, 315, 317, 369
in APF, 293, 298-303, 342
in AQF, 192, 215, 228, 248
in conditional replenishment coding, 322,
343
for error protection, 337, 338
in multipulse speech coding, 460
in TC, 569, 578
si function, 76, 91, 101, 111-12, 387, 607
Sigma deltamodulation, 399, 671
Signal-to-channel noise ratio, 19, 631
Signal-to-noise ratio (SNR), 2, 4, 5, 6, 655
in DM, 375, 379, 380-85, 397-98, 411
in DPCM, 243, 259, 282, 295
with DPCM transmission errors, 335
in D*PCM, 335, 357
gain over PCM (see Filtering gain;
Prediction gain; Sub-band coding;
Transform coding gain)
in log-quantization of speech, 145, 146
in NFC, 365
in PCM, 8, 222, 23941
with PCM transmission errors, 243
in quantization of bounded input, 121, 125
in quantization of sine-wave, 125
refinements of, 7, 650-57
in SBC, 491
segmental, 194, 195, 282, 457, 458, 504
in TC, 528
with transmission errors, 176
and transmission rate, 5
in uniform quantization of images, 146
Sign-magnitude code, 177
Sine integral function, 76
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Sine-wave input, 80, 125, 241, 389, 397-98,
411, 413, 650
Single-integration DM, 373-76, 394-98
Single-letter distortion, 633
Single-path search, 429
Slope-anticipating DM, 429
Slope-loading factor, 380, 388, 391
Slope overload, 258, 260, 282-85, 377-78,
390, 480
Soft-zone decision, 247
Song deltamodulator, 407
Source coding, 20
Source entropy, 616, 632
Source with memory, 619, 625, 641
Space shuttle DM, 409
Spatial correlation, 561
Spatial detail, 321
Spatial resolution, 322
Spectral flatness measure (sfm), 24, 57, 58,
253, 260, 493, 510, 530, 555, 625,
634, 644
of AR(1) process, 64
of AR(2) process, 67
of continuous time process, 83
of images, 253
of MA(1) process, 70
and power transfer factor, 61
of speech, 253
of 2-D AR(1) process, 73
Spectral moments, 391
Spectrum estimation, 276
Spectrum prediction, 312, 313
Speech, 2, 8
acf, 36
bandwidth, 9
pdf, 32, 33
psd, 40, 41, 277
sampling rate, 9
sfm, 253
waveforms, 28, 277
Speech clipping, 225, 318-19
Speech coding, 1
communications-quality, 10, 283, 317, 373,
500
high-quality, 10, 13, 228, 241, 308-11,
317
subjective quality in, 11, 241
synthetic-quality, 11
toll-quality, 10, 241, 311
variable-rate, 288, 289

Index



Speech enhancement, 247, 248, 337, 338
Speech intelligibility (see Intelligibility)
Speech masking, 487
Speech spectra, 503
Square matrix, 610
Stabilizing action of delayed decision, 429,
451, 460
Standard deviation, 31, 44
Stationarity, 31, 40, 45, 52, 60, 293
Statistical block protection coding, 337
Step-size asymmetry, 293
Step-size multipliers in AQB, 197, 200-208,
308, 402
Stochastic populations, 429, 437, 446, 449,
451, 457
Storage, 2, 248, 283, 372, 432, 461
Studio television, 227
Sub-band coding, 16, 31, 112, 486-509
Subjective measures of performance, 658-65
Subjective quality, 9, 658
of APC coding with pitch prediction, 317
of APC-NFC coding, 369
of APC-SBC coding, 505
and bit rate, 9
versus bit error rate, 245, 246
versus bit rate, 10, 11
and coder complexity, 9, 241
in DPCM-AQB and log-PCM speech, 282
of DPCM-AQB-APB speech, 308, 311
of motion compensated image coding, 324
Subjective SNR, 659
Subjective testing, 658
Suboptimal transforms, 546-63
Subsampling in images, 321-23
Successive approximation A/D, 667
Switched bit allocation, 571

Switched prediction, 265, 274, 287, 291, 301,

316
Switched quantization, 189, 190, 254, 286
Syllabic adaptation, 197, 282, 378, 400, 410
Symmetric matrix, 610
Synthetic quality, 11

Table look-up quantization, 409, 434
Tandem coding, 228, 242, 249, 308, 311
TC(see Transform coding)

Temporal correlation, 561

Temporal resolution, 322

Tenth-order prediction, 293, 317, 457
Third-order image prediction, 264, 510

Index

Third-order prediction, 265-66, 287, 293,
316, 317
Three-level quantization, 129, 211, 369
Threshold coding, 535
Threshold sampling, 565
Time assignment speech interpolation (TASI),
12, 289
Time division multiplexing (TDM), 15, 223,
229
Time-domain coding, 16, 58, 486
Time-domain harmonic scaling (TDHS), 12,
504
Toeplitz distribution theorem, 55
Toeplitz matrix, 52, 269, 297, 550, 555, 559
Toll quality, 10, 228, 241, 308, 310, 311,
500, 660
Training in VQ, 437
Training mode quantizer, 204
Transfer function, 60, 603, 605
of DM network, 395-97
of DPCM network, 267, 272, 275, 277,
313, 329, 352, 354
Transform coding, 16, 17, 24, 27, 31, 57, 58,
510-90, 646
Transform coding gain, 511, 527-30, 542,
543, 555, 572
Transform coefficients, 58, 511, 512
Transition probability, 469, 620
Transmission, 2, 14, 15, 17
Transmission errors, 17 (also see Bit error
rate)
effect of binary code, 177, 187
effect on DPCM images, 266
effect on D*PCM, 361
effect on images in DPCM,PCM, 327, 332
effect on PCM images, 245
effect on PCM speech, 244
effect on quantization, 116, 175-88, 243
effect on speech in DPCM,PCM, 326
error propagation in DPCM, 325, 326, 343
robust prediction, 306, 417
robust quantization, 207
subjective effects, 578
Tree coding, 16, 428, 432, 436, 447, 454,
457, 461
Tree depth, 433
Trellis coding, 16, 429, 434, 436, 450, 454,
457
Trellis depth, 435
Trellis intensity, 435
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Truncation error, 535

Two-channel DM, 416

Two-dimensional DCT, 560

Two-dimensional DFT, 556, 601

Two-dimensional linear system, 605

Two’dimensional prediction, 264-66, 287,
327, 331, 477

Two-dimensional transform, 520

Two-dimensional z-transform, 601

Two-level images (see Graphics)

Two-level psd, 79, 492

Two’s complement code, 177, 215

Two-sided polarity correlation, 298, 306, 318,
342

Uniform pdf source, 34, 123, 125, 176, 187,
447, 640

Unitary transform, 523

Unit delay predictor, 257

Unvoiced speech, 28, 40, 41, 277, 292, 316

Variable bit allocation, 59, 322, 486, 551,
557, 571

Variable-length coding, 289, 323, 469, 473,
622

Variable-width sub-bands, 488, 489
Variance, 6, 31, 44

Vector DPCM, 439

Vector quantization, 16, 301, 303, 428-64
Video, 2, 9, 101

Videoconferencing, 324

Videophone, 9, 13, 77, 321-24, 387
Viterbi algorithm, 443

Vocoders, 10
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Voiceband data, 78, 204, 273, 274, 399
Voiced speech, 28, 40, 41, 68, 277, 291, 316,
Voice storage, (see Storage)

Water-filling procedure, 530, 641
Waveform coding, 1-25
Waveform decoder, 3
Waveform encoder, 2
Waveform-preserving coder, 9, 487
Waveforms, 2, 26-85
amplitude versus time plots, 27
gray-level image, 30
multi-dimensional, 31
properties, 15
speech, 28
two-level image, 29
Weighted resistor D/A, 672
Whitening filter, 59, 275, 357, 358, 359
White noise, 57, 60, 78, 275, 387
Wiener Hopf equation, 269, 303
Wiener Khinchine theorem, 56
Wiener process, 66
Word-at-a-time A/D, 671

Yule-Walker equations, 269

Zero-mean signal, 6, 31, 33,49

Zero-memory quantization, 1, 16, 115-46,
428

Zero-order extrapolation, 247

Zonal coding, 565

Zonal sampling, 533, 535, 544, 550, 557,
565

z-transform, 599
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