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Chapter 7
Memory Management

In this chapter, you'll learn how Microsoft Windows mmplements virtual memory and how it
manages the subset of virtual memory kept n physical memoery. We'll also describe the inter-
nal structure and components that make up the memory manager, including key data strue-
tures and algorithms. Before examining these mechanisms, let's review the basic services
previded by the memory manager and key concepts such as reserved memaory versus commit
ted memaory and shared memory.

Introduction to the Memory Manager

By default, the virtual size of a process on 32-bit Windows is 2 GB. If the image is marked spe-
cially as large address space aware, and the system is booted with a special switch (described
later in this chapter), a 32-bit process can grow to 3 GB on 32-bit Windows and up to 4 GB on
64-bit Windows. The process virtual address space size on 64-bit Windows 15 7152 GB on 1A-
64 systems and 8192 GB on x64 systems. (This value could be increased in future releases.)

As you saw in Chapter 2 (specifically in Table 2-4, the maximum amount of physical memory
supported by Windows ranges from 2 GB to 1024 GB. depending on which version and edi-
tion of Windows you are running. Because the virtual address space might be larger or smaller
than the physical memory on the machine, the memoery manager has two primary tasks:

m Translating, or mapping. a process's virtual address space inte physical memory so that
when a thread running in the context of that process reads or writes to the virtal
address space, the correct physical address is referenced. (The subset of a process’s vir-
tual address space that is physically resident is called the working set. Working sets are
described m more detail later in this chapter.)

B Paging some of the contents of memory to disk when it becomes overcommitted—that
15, when runming threads or system code try te use more physical memaory than is cur-
rently available—and bringing the contents back into physical memory when neec

ed,

In addition to providing virtual memory management, the memory manager provides a core
set of services on which the various Windows environment subsystems are built. These ser-
vices include memaory mapped files (internally called section objects), copy-on-write mem-
ory, and support for applications using large, sparse address spaces. In addition, the
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memory manager provides a way lor a process to allocate and use larger amounts of physi-
cal memory than can be mapped into the process virtal address space (for example, on 32-
hit systems with more than 4 GB of physical memory). This is explained in the section
“Address Windowing Extensions” later in this chapter.

Memory Manager Components

[he memory manager is part of the Windows executive and therefore exists in the file
Nioskrnl exe. No parts of the memory manager exist in the HAL. The memory manager con-
sists of the following components:

B A set of executive system services lor allocating, deallocating, and managing virtual
memory, most of which are exposed through the Windows AP or kernel-mode device
driver interfaces

m A manslaton-notvalid and aceess fault trap handler for resolving hardware-detected
memory management exceplions and making virtual pages resident on behalf of a pro-
cess

m  Several kev components that run in the context of six different kernel-mode system
threads:

O The working set manager (priority 163, which the balance set manager (a system
thread that the kernel creates) calls once per second as well as when free memory
falls below a certain threshold, drives the overall memory management policies,
such as working set trimming, aging, and modified page writimg,

Q  The process/stack swapper (priority 23} performs both process and kernel thread
» stack inswapping and owswapping. The balance set manager and the thread-
:i' scheduling code in the kernel awaken this thread when an inswap or owswap
operation needs to take place.

3 The maedified page writer (priority 17) wriles dirty pages on the modified list back
to the appropriate paging files. This thread is awakened when the size of the mod-
ilied list needs o be reduced. (See the section “Modified Page Writer” to find out
how you can change this default value )

a3 The mapped page writer (priority 17} writes dirty pages in mapped files to disk. Tris
awakened when the size of the medified hst needs to be reduced or if pages for
mapped files have been on the modified list for mere than 5 minutes. This second
modilied page writer thread is necessary because it can generate page faults that
result in requests for free pages. If there were no free pages and there was only one
modified page writer thread, the system could deadloclk waiting [or free pages.
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O The dereference segment thread (priority 18) 15 responsible for cache reduction as
well as page file growth and shrinkage. (For example, if there is no virtual address
space for paged pool growth, this thread trims the page cache so that the paged
pool used 1o anchor it can be freed lor reuse.)

0 The zero page thread (priority () zeroes out pages on the Iree list so that a cache ol
zero pages 1s available to satisfy future demand-zero page faults. (Memory zeroing
in some cases is done by a faster funcuon called MiZerolnParallel. See the note in
the section “Page List Dynamics.™)

Each of these components is covered in more detail later in the chapter.

Internal Synchronization

Like all other componenis of the Windows executive, the memory manager is fully reentrant
and supports simullaneous execution on multipracessor systems—that is, it allows twe
threads to acquire resources in such a way that they don't corrupt each other's dawa. To
accomplish the goal of being fully reentrant, the memory manager uses several different inter-
nal synchronization mechanisms to control access to 1ts own internal data structures, such as
spinlocks and executive resources. { synchrenization objects are discussed in Chapter 3.)

Systemwide resources to which the memory manager must synchronize access mclude the page
frame number (PFN) database (controlled by a spmlock), secnion objects and the system work-
ing set (controlled by pushlocks), and page [ile creation (controlled by a mutex). In Windows
XP and Windows Server 2003, a number of these locks have heen either removed complerely or
optimized, resulting in much less contention. For example, in Windows 2000, spinlocks were
used 1o synchronize changes to system address space and memery commitment; however to
improve scalability, these spinlocks have been removed as of Windows XP. Per-process memory
management data structures that require synchromization include the working set lock (held
while changes are being made to the workang set list) and the address space lock (held when-
ever the address space is bemng changed). Working set synchronization in Windows 2000 was
implemented as a mutex; in Windows XP and later, a pushlock is used, improving parallelism
and scalability, because pushlocks support both shared and exclusive access.

Other operations that no longer invelve acquiring locks include charging nonpaged and
paged pool quotas, charging commitment of pages, and allocating and mapping physical
memory allocated through the address windowing extensions (AW} functions. Also, the
lock that synchronizes access o the structures that describe physical memory (the PFN data-
base) is now acquired less and when acquired, held for less time. These changes translate into
greater parallelism and sealability on multiprocessor systems because the number of tmes
the memory manager might have 1o block while another CPU is making a change 1o a global
structure has been reduced or eliminated.
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Configuring the Memory Manager

Like most of Windows, the memory manager attempts to automatically provide optimal sys-
temn performance for varying workloads on systems of varying sizes and types. While there
are a limited number of registry values you can add and/or modify under the key HKLM\
SYSTEM\CurrentCantrolSet\Control\Session Manager'\ Memory Management to override
some of these default perlormance calculations, in general, the memory manager's default
computations will be sulficient for the majority of workloads.

Many of the thresholds and limits that conrol memory manager policy decisions are com-
puted at system boot time on the basis of memory size and product type. (Windows 2000 Pro-
fessional and Windows XP Professional and Home editions are optimized for desktop
nteractive use, and Windows Server systems are optimized for running server applications )
These values are stored in various kernel variables and later used by the memory manager. To
find some ol these, search for global variables in Ntoskrnlexe that have names beginning with
Mrn that contain the word “maximum” or “minimum.” (ee the experiment “Peering into
Undocumented Interfaces” in Chapter 2.)

@ Warning  Although you'll find references to some of these variables, you shouldn't change

them. Windows has been tested to operate properly with the current possible permutations of
these values that can be computed. Changing the value of these kernel variables on a running
| system can result in unpredictable system behavior, including system hangs or even crashes.

Examining Memory Usage

-.%The Memory and Process performance counter objects provide access to most of the details

about system and process memory utilization. Throughout the chapter, we'll include refer-
ences to specific performance counters that contain information related o the component
being described.

Besides the Performance toel. a number of 1ools in the Windows Support Tools and Windows
resource kits display different subsets ol memaory usage inlormation. We've included relevant
examples and experiments throughout the chapter. One word of caution, however—dillerent
utilities use varying and sometimes inconsisient or confusing names when displaying mem-
ary informanon. The following experiment llustrates this point. (We'll explain the terms nsed
in this example in subsequent sections. )

EXPERIMENT: Viewing System Memory Information

The Performance tab in the Windows Task Manager, shown in the [ollowing screen shot
[rom Windows XP, displays basic system memaory information. This information is a
subset of the detailed memory information available through the performance counters.
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Both Pmon exe (in the Windows Support Tools) and Pstatexe (in the Platform SDK)
display system and process memory information. The annetations it the following

put from Pstat explain the information reported. {For an explanation ol the commit

watal and limit, see Table 7-15.)

physical size

Total of all process
working sets [nof Resident
Lhe total process pagad
MEMOry Lsage, Resident poo
Total physical Total of standby, which would double system
MEmiary frea, zero lists count shared pages) code
Memory: 64692k Awail: 3676k Totalws: G2836K InRam Kernel: 37BBK P: 9604k
Commit: 111848K/85808K Limiv: 182400k Peak: 113732k Pool N: 2344k Prld448K
Systern working Nonpaged pool Paged
et size (nat just physical size poal
the size of the file wirtual
cache) 5ize
User Time Kernel Time 'a'ﬁJ Faults commit Pri Hnd Thd Pid Name
20032 194378 File Cache
0:00:00.000 £:03:55.734 16 1 ok i 0 1dle Process
0:00:00.000 0:01:24.421 32 1601 £ & 140 27 2 System
0:00:00.140 0:00:00.468 200 2008 164 11 35 6 20 smss.exe
0:00:00.640 0:00:02.843 7le B0 5 15E8 13 145 B 30 cirss.exa

To see the specific usage of paged and 1

wnpaged poal, use the Poalmon utility,

described in the “Monitoring Poel Usage” section.
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Finally, the lvm command n the kernel debugger shows the basic memory management
information available through the memory-related performance counters. This com-
mand can be useful if you're looking at a crash dump or hung system. Here's an example
of its cutput:

k= !wm

%% yirtual Memory Usage ®%¢

Physical Memory: 32620 (130480 kb
Page File: \??%C:\pagefile.sys

current: 204300Kb Free Space: 101052Kb

M v e ; Z04800Kb Maximum: Z04800KD
available Pages: 3604 14416 Kkb)
Resavail Pages: 24004 96016 Kb)
Modified Pages: 768 i 3072 Kb)
qonPagedPool Usage: 1436 [ 5744 kh)
sMonPagedrPon] Max: 12940 { 51760 Kb)
ragedroal 0 Usage: 6317 { 27268 Kb)
PragedrPool 1 Usage: a8z { 3928 Kb)
PagedPool 2 Usage: 984 0 3936 Kb)
PagedPoo] usage: 8783 35132 Kb)
PagedPoo] Maximum: 26624 { 106496 Kb)
Shared Commit: 1361 5444 kb))
special Pool: L] ( 0 kb)
Free System PTEs: 139291 [ 757164 Kb)
shared Frocess: 3165 [ 12660 Kh)
Pagedroo] Commit: BFEI (35132 kb)
Driver Commit: 1088 o 4392 kh)
Coemitted pages: 45113 ( 180452 kh)
Commit Timic: 79556 ( 318224 kb
g Total Private: 30536 122144 kb)
i IEXPLORE . EXE 3028 ¢ 12112 kb)
svchost. exe 2128 B512 Kb)
WINWIRD . EXE 1971 ¢ 7884 Kb}
POWERFNT . EXE 19415 € 7620 Kb}
Acrobat.exe 1761 Foad whb)
winlagan. exe 1361 ( 5444 Kb)
axplorar.exe 1300 ¢ 5200 Kb}
livekd. exe 1015 ADED Kb
hh.exe 960 3840 Kb)

EXPERIMENT: Accounting for Physical Memory Use

By combining information available from performance counters with output from ker-
nel debugger commands, you can come close to accounting for physical memary usage
on a machine running Windows, To examine the memory usage information available
through performance counters, run the Performance tool and add 1he counters 1w view
the following informanon. (You'll see the results more easily il you change the vertical

scale maximum on the graph ta 10003
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B Total process working set size  To view this inlormation. select the Frocess perfor-
mance object and the Workmg Set counter for the _Total process instance. This
nutmber will be larger than the actual total process memory utilization because
shared pages are counted in each process working set. To get a more accurate pic-
ture of process memary uiilization, subtract [rée memaory (available bytes), operat-
ing system memory used (nonpaged pool, resident paged pool, and resident
operating systemn and driver code), and the size of the modified list from the total
physical memory on the machine. What you're left with is the memory being used
by processes. Comparing this value against the total process working set size as
reported by the Performance tool gives you some indication of the amount of shar-
ing oceurring between processes. Although examining process physical memory
usage is interesting, of more concern is the private committed virtual memory
usage by processes, because memory leaks show up as an increasing private vir-
tual size, not an increasing working set size. At some point, the memory manager
will stop the process from growing in physical size, though it can continue o grow
in its virtual size until the systemwide commit limit—the maximum amount of pri-
vate committed virtual memary available on the system—is reached (or less if the
process 1s a member of a job with a job-wide or process virtual memaory limit). For
more information, see the section “Fage Files.”

B Total system working set size  To view this information, select the Memory proces-
sor object and the Cache Bytes counter: As explained in the section “System Work-
ing Set,” the total system working set size includes more than just the cache size-
it includes the subset of paged pool. pageable operating system code, and page-
able driver code that is resident and in the system working set.

B Size of nonpaged pool View this information by adding the Memory: Pool Non-
paged Bytes counter.

B Size of the free, zero, and standby lists View the sizes ol these lists by adding the
Memaory: Available Bytes counter. (Use the 'memusage kernel debugger command
o get the size of each of the lists separately.)

Your graph or repert now contains a representation of all of physical memory except for
LWy I’.I]l'l'lp(]l"lﬂ'l'l!':i [h'df you can't ohtain from a Pr‘.Tfi]l'I'I'IFJ.I'Ei'.E". COLLTLLET

B Nonpaged operating system and driver code

B The modified and modified-no-write paging lists
Although you can easily obtain the size of both the modified and modilied-no-write lists

by using the kernel debugger 'memusage command, there’s no easy way to get the size of
the nonpaged operating system and driver code.
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Services the Memory Manager Provides

Large

I'he memory manager provides a set of system services to allocate and free virtual memory,
share memory between processes, map files into memory, flush virtual pages to disk, retrieve
information about arange of virtual pages, change the protection of virtual pages, and lock the
virtual pages into memory,

Like other Windows executive services, the memory management services allow their caller to
supply a process handle, indicating the particular process whose virtual memory is to be
manipulated. The caller can thus manipulate either its own memory or (with the proper per-
missions) the memory of another process. For example, if a process creates a child process, by
default it has the right to manipulaie the child process’s virtual memary. Therealier, the par-
ent process can allocate, deallocate, read, and write memory on behalf of the child process by
calling virtual memory services and passing a handle to the child process as an argument. This
fearure is used by subsystems 1o manage the memory of their client processes, and it is also
key for implementing debuggers because debuggers must be able o read and write o the
metnory of the process being debugged.

Mast of these services are exposed through the Windows APL. The Windows APl has three
groups of functions for managing memory in applications: page granularity virtual memory
[unctions (Virtuabooo), memory-mapped file functions (CreateFileMapping, MapViewOfFile),
and heap functions (Heapxoox and the older interfaces Localoe and Glabalxxs). (We'll
describe the heap manager later in this section.)

The memory manager also provides a number of services, such as allocating and deallocaring
physical memory and locking pages in physical memaory for direct memory access (DMA)
transfers, to other kernel-mode componenis inside the executive as well as to device drivers.
These functions begin with the prefix Mm. In addition, though not strictly part of the memory
manager, executive support routines that begin with Ex are used to allocate and deallocate
from the syvstem heaps (paged and nonpaged pool) as well as to manipulate look-aside hists.
We'll touch on these topics later in this chapter, in the section “System Memory Pools.”

Although we'll be referring to Windews functions and kernel-mode memory management
and memory allocation routines provided for device drivers, we won't cover the interface and
programiming details but rather the internal operations of these functions. Refer to the Flat-
form Software Development Kit (SDK) and Device Dinwver Kit (DK} documentation on
MSDN for a complete description of the available functions and their interfaces.

and Small Pages

The virtual address space is divided mnto units called pages. That is because the hardware mem-
ory management unit translates virtual o physical addresses at the granularity ol a page. Henee,
a page is the smallest unit of protection at the hardware level. (The various page protection
options are described in the section “Protecting Memaory.”) There are Lwo page sizes: small and
large. The actual sizes vary hased on hardware architecture, and they are listed in Table 7-1.
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Table 7-1 Page Sizes

Architecture Small Page Size Large Page Size

filad 4 KB 4 MB (2 MB on PAE systems)
x64 ey 11 2 MB

|AB4 8 KB 16 MB

The advantage of large pages is speed of address wranslation for references to other data within
the large page. This advantage exists because the first reference to any byte within a large page
will cause the hardware’s translation loolk-aside buller (or TLE, which is described in the sec
tion “Translation Look-Aside Buffer”) to have in its cache the information necessary to trans-
late references to any other byte within the large page. If small pages are used, mere TLE
entries are needed for the same range of virtual addresses, thus increasing recycling ol entries
as new virtual addresses require translation. This, in turn, means having to go back to the page
table structures when references are made to virtual addresses outside the scope of a small
page whose translation has been cached. The TLB is a very small cache, and thus large pages
make better use of this limited resource.

To take advantage of large pages, on systems considered to have enough memory {see Table 7-2
for the minimums), Windows maps with large pages the core operating system images
(Ntaskrnlexe and Hal.dll} as well as core operating systern data (such as the initial part ol
nonpaged pool and the data structures that describe the state of each physical memory page).
Windows also automatically maps 1/0 space requests {calls by device drivers to MmMap-
ToSpace) with large pages if the request is of sansfactory large page length and alignment.
Lastly, Windows alse allows applications to map their images, privale memory and pagefile-
backed sections with large pages. (See the MEM_LARGE_PAGE flag on the VirtualAlloc func-
tion.} You can also specify other device dnvers to be mapped with large pages by adding a
multistring registry value HKEY_LOCAL _MACHINE\SYSTEM CurrentContralSet\ Con-
ol Session Manager Memory Management, LargePageDrivers and specifying the names of
the drivers as separately null terminated strings.

Table 7-2 Large Page Minimums

Operating System Minimum Memaory to Use Large Pages
Windows 2000 >127 MB
Windows XP, Windows Server 2003 »255 MB

One side-effect of large pages is that because each large page must be mapped with a single

protection {(hecause hardware memory protection i1s on a per-page basis), if a large page con-
tains both read-only code and read/write data, the page must be marked as read;/write, which
means that the code will be writable. This means device drivers or other kernel mode code

could. as a result of a bug, modily whal is supposed 10 be read-only operating sysiem or driver
code without causing a memary aceess violation, However, if small pages are used to map the
kernel, the read-only portions of NTOSKRNL.EXE and HAL. DLL will be mapped as read-only
pages. Although this reduces efficiency of address wranslavon, if a device driver (or other ker-
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nel mode code) attempts 1o modify a read-only part of the operating system, the system will
crash immediately with the finger pointing at the offending instruction, as oppesed to allow-
ing the corruption to occur and later the system crashing (in a harder-to-diagnose way) when
some other component trips over their corrupted data. If you suspect you are experiencing
kernel code corruptions, enable Driver Verifier (described later in this chapter)—this will dis-
able the use of large pages.

Reserving and Committing Pages

Papes in a process address space are free, reserved, or committed. Applications can first reserve
address space and then commit pages in that address space. Or they can reserve and commit
in the same functon call. These services are exposed through the Windows VirtualAlloc and
VirtualAllocEx functions.

Reserved address space is simply a way lor a thread to reserve a range of virtual addresses far
future use. Attempting to access reserved memory results in an access violation because the
page isn't mapped to any storage that can resolve the reference,

Committed pages are pages that, when accessed, ultimately translate to valid pages in physical
mermory. Committed pages are either private and not shareable or mapped to a view of a sec-
tion (which might or might not be mapped by other processes). Sections are described in two
upcoming sections; “Shared Memory and Mapped Files™ and “Section Objects.”

If the pages are private o the process and have never been accessed before, they are created at
the time of first access as zeroamtialized pages (or demand zero). Private committed pages can
later be automatcally written to the paging file by the operating system if memory demands dic-
tate. Committed pages that are private are inaccessible to any other process unless they're
accessed using cross-process memory functions, such as Read ProcessMemory or WriteProcess-
Memory, If committed pages are mapped to a portion of a mapped file, they might need to he
braught in from disk when accessed unless they've already been read earlier, either by the pro-
cess accessing the page or by another process that had the same file mapped and had previously
accessed the page. {See the section “Shared Memory and Mapped Files" later in this chapter.)

Pages are written to disk through normal modified page writing as pages are moved [rom the
process working set to the modified list and ultimately to disk. (Waorking sets and the modi-
fied list are explained later n this chapter.) Mapped file pages can also be written back 1o disk
as a result of an explicit call to FlushViewOfFile,

You can decommit pages and,/or release address space with the VirtualEree ar VirtualFreeEx
function. The difference between decommitial and release is similar to the difference berween
reservation and committal—decommitted memory is still reserved. but released memery is
neither committed nor reserved. (It's freed.

Using the two-step process ol reserving and committing memory can reduce memory usage
by deferring committing pages until needed but keeping the convenience of virtual contiguity.
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Reserving memory is a relatively fast and inexpensive operation under Windows because it
doesn’t consume any committed pages {a precious system resource) or process page file
quota (a limit on the number of committed pages a process can consume—not necessartly
page file space). All that needs w be updated or consiructed is the relatively small internal
data structures that represen the state ol the process address space. (We'll explain these data
structures, called virtual address descriprors, or YADSs, later in the chapter.)

Reserving and then committing memory is useful for applicanons thatneed a potentially large
virtually contiguous memaory huller; rather than committing pages lor the entire region, the
address space can be reserved and then committed later when needed. A utilization of this
technique m the operating sysiem is the user-mode stack for each thread. When a thread is
created, a stack is reserved. (1 MB is the default; vou can override this size with the Create Thread
[unction call or on an imagewide basis by using the /STACK linker lag } By delault; the initial
page in the stack is committed and the next page is marked as a guard page, which isn't com-
mitted, that traps references beyvond the end of the commutted porten of the stack and
expands it.

Locking Memory

In general, it's better to ket the memory manager decide which pages remain in physical mem-
ory. However, there might be special circumstances where this is necessary. Pages can be
locked m memory in two ways:

B Windows applications can call the Virtuallock function to lock pages in their process
working set. The number of pages a process can lock can't exceed its minimum working
set size minus eight pages. Therefore, if a process needs to lock more pages, it can
increase its working set minimum with the SetProcessWorkingSetSize function (referred
to in the section “Working Sel Management ™).

B Device drivers can call the kernel-mode functions MmProbeAndLockPages, MmLockPaga
bleCodesection, MmLockPagableDataSection, or MmLockPagablesecrionByHandle, Fages
locked using this mechanism remain in memory until explicitly unlocked. Although no
guota is imposed on the number of pages a driver can lock in memory, a driver can’t
lock maore pages than the resident avarlable page count will allow,

Allocation Granularity

Windows aligns each region of reserved process address space to begin on an integral bound-
ary defined by the value of the system allocation granularity, which can be retrieved from the
Windows GetSystemInfo function. Currently, this value is 64 KB. This size was chosen so that
if suppart were added for futuge processars with large page sizes (lor example, up 1o 64 KB)
or virtually indexed ecaches that require systemwide physicalto-virtual page alignment, the
risk of requiring changes 1o applications that made assumptions about allocation alignment
would be reduced. (Windows kernel-mode code isn't subject to the same restrictions; it can
feserve memary on a single-page granularity. )
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Finally, when a region of address space is reserved, Windows ensures that the size and base of
the region is a multiple of the system page size, whatever that might be. For example, because
%86 systems use 4-KB pages, if you tried to reserve a region of memory 18 KB in size, the actual
amount reserved on an x86 system would be 20 KB. I vou specilied a base address of 3 KB for
an 18-KB region, the actual amount reserved would be 24 KB.

Shared Memory and Mapped Files

As is true with most modern operating systems, Windows provides a mechanism to share
memory among processes and the operating system. Shared memory can be defined as mem-
ory that is visible to more than one process or that is present in more than one process virtual
address space. For example, if two processes use the same DLL, it would make sense to load
the referenced code pages for that DLL mto physical memory only once and share those pages
between all processes that map the DLL, as illustrated in Figure 7-1.

[Page 1]
Criginal data +| Page 2 | Original data
|| Page 3
Process Process
address Physical memory address
space space

Figure 7-1 Sharing memary between processes

Each process would still maintain its private memaory areas in which to store private data, but
the program instructions and unmedified data pages could be shared without harm, As we'll
explain later, this kind of sharing happens automatically because the code pages in executable
images are mapped as execute-only and writable pages are mapped copy-on-write. (See the
secrion “Copy-om-Write” for more information.)

The underlving primitives in the memory manager used to implement shared memory are
called section objects, which are called file mapping objects in the Windows APL The internal
structure and implementation of section objects are described m the section “Section Objects”
later in this chapter.

This fundamental primitive in the memory manager is used to map virtual addresses, whether
in main memory, in the page file, ar in some other file that an applicarion wants (o access as

il it were in memory, A section can be opened by one process or by many; in ather words, sec-
tion objects don't necessarily equate to shared memaory.

A section object can be connected 1o an open file on disk {called a mapped file) or to commit-
ted memaory (to provide shared memory). Sections mapped Lo committed memory are called
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page file backed sections because the pages are written to the paging file if memory demands
dictate. { Because Windows can run with no paging file, page file backed sections might in fact
be “backed” only by physical memory.) As with any other page that is made visible to user
mode (such as private commutted pages), shared commilted pages are always zero-{illed when
they are first accessecl.

To create a section ohject, call the Windows CreateFileMapping function, specifying the file
handle to map it te {or INVALID_HANDLE _VALUE lor a page lile backed section), and
optionally a name and security descriptor. If the section has a name, other processes can open
it with OpenFileMapping. Or you can grant access to section objects through handle inherit-
ance (by specilying that the handle be inheritable when opening or creating the handle} or
handle duplication (by using DuplicateHandle). Device drivers can also manipulate section
objects with the ZwOpenSection, ZwMapViewOfSection, and ZwUnmapViewOfSection functions.

A section object can refer o files that are much larger than can fit in the address space of a pro-
cess. (1f the paging file backs a section object, sufficient space must exist in the paging lile 10
contain it ) To access a very large section abject, a process can map only the portion of the sec
tion object that it requires (called a view of the section) by calling the MapViewO(File funcrion
and then specilying the range o map. Mapping views permits processes to conserve address
space because only the views of the section object needed at the time must be mapped inw
MEMoTY.

Windows applications can use mapped [iles 1o conveniently perlorm 10 1o files by simply
making them appear in their address space. User applications aren’t the only consumers ol
section objects: the image loader uses section abjects to map executable images, DLLs, and
device drivers into memory, and the cache manager uses them to access data in cached files.
{For information on how the cache manager integrates with the memory manager, see Chap-
ter 11.) How shared memaory sections are implemented, both in terms of address translation
and the internal data structures, is explained later in this chapter.

EXPERIMENT: Viewing Memory Mapped Files

You can list the memory mapped liles in a process by using Process Explorer from Sys-
internals. To view the memory mapped hiles by using Process Explorer, conligure the
lower pane to show the DLL view. (Click on View, Lower Pane View, DLLs.) Note that
this is more than just a list of DLLs—it represents all memory mapped files in the pro-
cess address space. Some of these are DLLs, one is the image file (EXE) being run, and
additional entries might represent memory mapped data [iles. For example, the follow-
ing display from Process Explorer shows a Microsoft PowerPoint process that has mem-

ary mapped the PowerPomnt file being edited into 1ts address space:
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You can also search [or memory mapped files by clicking on Find, DLL. This can be useful
when trying to determine which process(es) are using a DLL that you are trying o replace.

Finally, comparing the list of DLLs loaded in a process with another instance af the
same program running on another system might help point to DLL configuration
issues, such as the wrong version of a DLL gettng loaded in a process. This problem is
known affectionately as “DLL hell.”

Protecting Memory
As explained m Chapter 1, Windows provides memaory protection so that no user progess can
inadvertently or deliberately corrupt the address space of another process or the operating
system itself. Windows provides this protection in four primary ways.

st First, all systemwide data structures and memory pools used by kernel-mode system compo-
nents can be accessed only while in kernel mode—user-mode threads can’t access these pages.
I they atempt to do so. the hardware generates a fault, which in urn the memory manager
reports to the thread as an access violation.

Mote Incontrast, Microsoft Windows 95, Micrasaft Windeows 98, and Microsoft Windows Mil-
lennium Edition have saome pages in system address space that are writable from user mode, thus
allowing an errant application to corrupt key system data structures and crash the system.

Second, each process has a separate, private address space, protected from being accessed by
any thread belonging 10 another process. The only exceptions are if the process decides to
share pages with other processes or if another process has virtual memory read or write access
to the process object and thus can use the ReadProcessMemary or WriteProcessMemary fune-
tions. Each time a thread references an address, the virtual memory hardware, in concert with
the memaory manager, intervenes and translates the virtual address inw a physical one. By
controlling howwirtual addresses are translated, Windows can ensure that threads running in
one process don't inappropriately access a page belonging to another process,
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Third, in addition to the implicit protection virtual-to-physical address translation offers, all
processors supported by Windows provide some form of hardware-controlled memory pro-

tection (such as read/write, read-only, and so on); the exact details of such protection vary

according to the processor. For example, code pages in the address space of a process are
marked read-only and are thus protected from modification by user threads.

Table 7-3 lists the memory protection options delined in the Windows APL (See the Viriual-
Protect, VirtualProtectEx, VirtualQuery, and VirtualQueryEx lunctions.)

Table 7-3 Memory Protection Options Defined in the Windows API

Attribute

Description

PAGE_NOACCESS

PAGE_READONLY

Any attempt to read from, write to, or execute code in this region
causes an access violation.

Any attempt 1o write to (and on processars with no execute sup-
port, execute caode in) memory causes an access violation, but
reads are permitted.

PAGE_READWRITE
PAGE_EXECUTE

The page is readable and writable, but not executable.

Any attempt to write to code in memaory in this region causes an
access violation, but execution (and read on all existing praces-
sors) is permitted.

PAGE_EXECUTE_READ'

PAGE_WRITECOPY

PAGE_EXECUTE_WRITECOPY

Any atternpt to write ta code in rmemaory in this region causes an
access violation, but executes and reads are permitted.

The page is readable, writable, and executable—no action will
cause an access violation.

Any attempt to write to memary in this region causes the systermn
to give the process a private copy of the page. On processars
with no execute support, attempts to execute code in memory in
this region cause an access violation,

Any attempt to write to memaory in this region causes the system to
give the process a private copy of the page. Reading and executing
code in this region is permitted. (Mo copy is made in this case)

PAGE_GUARD

PAGE_NOCACHE

Any attempt to read from or write 1o a guard page raises an
EXCEPTION_GUARD_PAGE exception and turns off the guard
page status. Guard pages thus act as a one-shot alarm. Mote that
this flag can be specified with any of the page protections listed
in this table except PAGE NOACCESS.

Use physical memory that is not cached. This is not recommend-
ed for general usage. It is useful for device drivers—for example,
mapping a video frame buffer with no caching.

PAGE_ WRITECOMBINE

Enables write-combined memaory accesses. When enabled, the

processor might cache memory write requests to optimize per-
formance. For example, if multiple writes are made to the same
address, only the most recent write might occur.

*  Noexecute protection is suppaorted by Windows XP Service Pack 2 and Windows Server 2003 Service Pack 1 and
later on processors that have the necessary hardware support (for example, the <64, 1A-64, and future <86 proces-
sors). On earlier versions of Windows and on processors that da not support no execute pratection, all page per-
missions allow execution. The next section contains a more complete description of no execute protection.
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And finally, shared memory section ohjects have standard Windows access-control lists
(ACLs) that are checked when processes atempt to open them, thus limitng access of shared
memory lo those processes with the proper rights. Security also comes into play when a
thread creates a section to contain a mapped lile. To create the section, the thread must have
at least read access to the underlying file object or the operation will fail.

Once a thread has successfully opened a handle to a section, its actions are still subject to the
memory manager and the hardware-based page protections described earlier. A thread can
change the page-level protection on virtual pages in a section if the change doesn't violate the
permissions in the ACL for that section object. For example, the memory manager allows a
thread to change the pages of a read-only section to have copy-on-write access but not 1o have
read,/'write access. The copy-on-write access is permitted becanse it has no elfect on other pro-
cesses sharing the data.

These our primary memory protection mechanisms are part of the reason that Windows is a
robust, reliable operating system that is impervious to and resilient to application errors.

No Execute Page Protection

Altheugh the Windows memory management AP has always had page protection bits
delined in the programming interface thar allow specification of whether or nat pages can
contain executable code, it is only as of Windows XP Service Pack 2 and Windows Server
2003 Service Pack 1 that this capability is supported on processors that have hardware “no
execute” protection, including all AMDE4 processors {including AMD Athlon64 and AMD
Opteron) and certain exclusively 32-bit AMD processors (selected AMD Sempron processors—
details are m AMD's product literature), Intel [A-64, and Intel Pentwm 4 and Xeen processors

ot with Intel Extended Memory 64 Technology (EM64T).

Mo execute page protection (also referred to as data execution prevention, or DEF) means an
artempt to transfer control to an mstruction in a page marked as “ne execute” will generate an
access fault. This can prevent certain types of viruses from exploiting bugs in the system that
permit the execution of code placed in a data page. If an atempt is made in kernel mode o
execute code in a page marked as no execute, the system will erash with the ATTEMPTED_
EXECUTE_OF NOEXECUTE_MEMORY bugcheck code. If this occurs in user mode, a
STATUS_ACCESS_VIOLATION (0xc00000035) exception is delivered to the thread attempt-
ing the illegal reference. 1f a process allocates memory that needs to be executable, it must
explicitly mark such pages by specifying the PAGE_EXECUTE, PAGE_EXECUTE_READ,
PAGE EXECUTE READWRITE, or FAGE EXECUTE _WRITECOPY flags on the page granu-
larity memory allocation functions.

On 64-bit versions ol Windows, execution protection is always applied to all 64-hit programs
and device drivers and cannot be disabled. Execution protection for 32-hit programs depends
on system configuration sertings, deseribed shortly, On 64-bit Windows, execution protection
iz applied Lo thread stacks (both vser and kernel mode), user mode pages not specifically
marked as executable, kernel paged pool, and kernel session poal (lor a description of kernel
memory pools, see the section “System Memory Paols"). However, on 32-bit Windows,
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execition protection is only applied to thread stacks and user mode pages, not to paged
pool and session pool. Also, when execution protection is enabled on 32-bit Windows, the
system automatically boots in PAE mode (automatically selecting the PAE kernel, WWindows',
System32\MNtkrnlpa.exe). For a description of PAE, see the section “Physical Address Exten-
sion ( PAE)"

The application of execution protection for 32-bit programs depends on the Bootini /NOFEX
ECUTE= switch. The settings can be changed by going to the Data Execution Prevention tab
under My Computer, Properties, Advanced, Perlormance Settings. (See Figure 7-2.) When you
configure no execute protection with the DEF settings dialog box, BooLini is modilied 1w add the
appropriate /NOEXECUTE Boot.ini switch. For a list of the variations of the switch and how they
correspond 1o the DEP seuings tab, see Table 7-4. 32-bit applications that are excluded from
execulion protection are listed as registry values uneder the key HKLMY Soltware' Micrasolt®,
Windows NThCurrentVersion AppCompatFlags' Layers with the value name being the full path
of the executable and the data set to *DisableNXShowU1™
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Figure 7-2 Data Execution Protection settings

On Windows XP (hoth 64-bit and 32-bit versions), execution protection for 32-bir applica-
tions is configured by default to apply only to core Windows operating system executables
- [/NOEXECUTE=OFTIN) so as not to break 32-bit applications that might rely on being
able to execute code in pages not specilically marked as executable. On Windows Server 2003
systems, execution protection for 32-bit apphcations is configured by default to apply to all
32-bit programs ({NOEXECUTE=OFTOUT).

Mote To obtain a complete list of which programs are protected, install the Windows Appli-
cation Compatibility Toolkit ([downloadable from wwmicrosoft.com) and run the Compatibil-
ity Administrator Tool. Click on Systemn Database, Applications, and Windows Components
and, on the right-hand pane, the list of protected executables will be shown.
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Table 7-4 Bootini/NOEXECUTE Switch

Boot.ini Switch

Option in DEP Settings
Dialog Box

Meaning

SNOEXECUTE=0PTIN

SNOEXECUTE=0PTOUT

fNOEKECUTézﬁLWAYSON

SNOEXECUTE=ALWAYS0FF

Turn on DEP for necessary
Windows programs and ser-
vices only.

Turn on DEP for all programs
and services except those that
| select.

(Mo GUI interface to select
this option)

(M GUI interface to select
this option)

Enahles DEP for core
Windows system images,

Enatllesl DEP ﬁ-:lr all executa-
bles except those specified.

Enables DEP far all corr;pn-
nents with no ability to ex-
clude certain applications.
Disables DEP [not recam-
mended).

Software Data Execution Prevention
Because most processors running Windows these days do not suppart hardware “no
execute” protection, Windows XP Service Pack 2 and Windows Server 2003 Service
Pack 1 and later support limited software data execution prevention (DEP). One aspect
of software DEP reduces exploits of the exeeption handling mechanism in Windows.
iSee Chapter 3 for a description of structured exception handling ) If the program's
image files are built with sale structured exception handling (a new fearure in the
Microsoft Visual C++ 2003 compiler), belore an exception is dispatched, the system ver-
ifies that the exception handler is registered in the lunction table located within the
image file. If the program’s image files are not built with safe structured exception han-

, dling, software DEP ensures that hefore an exception is dispatched. the exception han-
dler is located within a memeory region marked as executable.

Copy-on-Write

Copy-on-write page proleclion is an optimization the memory manager uses 10 conserve
physical memory. When a process maps a copy-on-write view of a section object that con-
tains read/write pages, instead of making a process private copy at the lime the view is
mapped (as the Hewlen Packard OpenVMS operating system does), the memory manager
defers making a copy of the pages until the page is written to. All modern UNIX systems use
this technique as well. For example, as shown in Figure 7-3, two pracesses are sharing three
pages, each marked copy-on-write, but neither of the two processes has 'aLIEI‘ﬂp‘LEd 1o 1ﬂﬂdif}'
anv data on the pages.
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:lI Page 1 I'
Qriginal data Page 2 Original data
“II Page 3 |+
Process Process
address address
HERCh Physical memoery space

Figure 7-3 The "before” of copy-on-write

If a thread in either process writes w a page, a memory management fault is generated. The
MEMArY MAMAEET Sees that the write is 1o a COPy-OM-wrile page, 50 instead of reporting the
fault as an access violation, it allocates a new read/write page in physical memaory, copies the
contents of the original page o the new page, updates the correspending page-mapping infor-
mation (explained later in this chapter) in this process to point to the new location, and dis-
misses the exception, thus causing the instruction that generated the fault o be reexecuted.
This time, the write operation succeeds, but as shown in Figure 7-4, the newly copied page is
now private to the process that did the writing and isn't visible to the other processes sull
sharing the copy-on-write page. Each new process that writes to that same shared page will

i':ll‘j!_‘.' g‘;‘.l s P PFI\'H[E COpy,

o Pagﬂll
Original data Page 2 Modified data
‘ll Fage 3 |+
Process | Cooy of page 2 I Process
address bl address
AL Physical memory SEHEE

Figure 7-4 The "after” of copy-on-write

One application of copy-on-write is to implement breakpoint support in debuggers. For exam-
_ple, by defauly, code pages starl out as execute-only. If a programmer sets a breakpoint while
debugging a program, however, the debugger must add a breakpoimnt instruction to the code,
It does this by first changing the protection on the page 1o PAGE_EXECUTE_READWRITE
and then changmng the mswruction sweam. Because the code page is part of a mapped section,
the memory manager creates a private copy lor the process with the breakpoint set, while

other processes continue using the unmodified code page.

Copy-on-write is one example of an evaluation technique known as lazy evaluation that the mem-
ory manager uses as often as possible. Lazy-evaluation algorithms avoid performing an expensive
operation until absolutely required—il the operation is never required, no time is wasted on iL
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The POSIX subsystem takes advantage of copy-on-write to implement the fork funetion. Typi-
cally, when a UNIX application calls the fork function 1o create another process, the first thing
that the new process does is call the exec function to reinitialize the address space with an exe-
cutable program. Instead of copying the entire address space on fork, the new process shares
the pages in the parent process by marking them copy-on-write. If the child writes to the data,
a process private copy is made. If not, the two processes continue sharing and no copying
takes place. One way or the other, the memory manager copies only the pages the process
tries to write to rather than the entire address space.

lo examine the rate of copy-on-write faults, see the performance counter Memory: Write
Copies/Sec.

Heap Manager

Many applications allocate smaller blocks than the 64-KB minimum allocation granularity
possible using page granularity functions such as VirtualAlloc. Allocating such a large area for
relatively small allocations is not optimal from the memory usage and performance stand-
point. To address this need, Windows provides a component called the heap manager, which
manages allocations inside larger memory areas reserved using the page granularity memory
allocation functions. The allocation granularity in the heap manager is relatively small; 8 bytes
on 32-bat systems and 16 bytes on 64-bit systems. The heap manager has been designed to
optimize memory usage and performance in the case of these smaller allocations.

The heap manager exists in two places: Nidll.dll and Nioskrnl exe. The subsystem APls (such
as the Windows heap APls) call the functions in Ntdll, and various executive components and
device drivers call the functions in Ntoskrnl. lts native interfaces ( prefixed with Btl) are avail-
able only for use in internal Windows components or kernel mode device drivers. The docu-
mented Windows APL interface to the heap {prefixed with Heap) are thin functions that call

the native functions in NidlLdll. In addition, legacy APls (prefixed with either Local or Global)
are provided 1o support older Windows applications. The most comman Windows heap func-

L% sre:

B HeapCreate or HeapDestroy—Creates or deletes, respectively, a heap. The initial reserved
and committed size can be specilied at creation.

HeapAlloc—Allocates a heap block.
Heaplree—Frees a block previously allocated with HeapAlloc,

HeapReAlloe—Changes the size of an existing allocation {grows or shrinks an existing
hlock).

HeapLock or HeapUnlock—Controls mutual exclusion to the heap operations.

HeapWalk—Enumerates the entries and regions in a heap.
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Types of Heaps

Each process has at least one heap: the default process heap. The default heap is created at
process startup and is never deleted during the process's lifetime. It defaults to 1 MB in size,
but it can be higger by specifying a starting size in the image [ile by using the /HEAF linker
flag. This size is just the initial reserve, however—it will expand automatically as needed. (You
can also speeily the initial committed size in the image file.)

The default heap can be explicitly used by a program or implicitly used by some Windows
internal functions. An application can query the default process heap by making a call o the
Windows function GetProcessHeap. Processes can also create additonal private heaps with the
HeapCreate [unction. When a process no longer needs a private heap, it can recover the virtual
address space by calling HeapDestroy. An array with all heaps is maintained in each process,
and a thread can query them with the Windows function GetPracessHeaps.

A heap can manage allocations either in large memory regions reserved [rom the memaory
manager via VirtualAlloe or from memory mapped file ehjects mapped in the process address
space. The latter approach is rarely used in pracnice, but it's suitable for scenarios where the
content of the blocks need 1o be shared between two processes or between a kernel mode and
a user made component. If a heap is built on top of a memory mapped file region, certain con-
straints apply with respect to the component that can call heap functions. First, the internal
heap structures use pointers, and therefore do not allow relocation 1o different addresses. Sec-
ond, the synchronization across multiple processes or between a kernel component and a
user process is not supported by the heap functions. Also, in the case of a shared heap
between user and kernel mode. the user mode mapping should be read-only to prevent user
mode code Irom corrupting the heap internal structures, which would result in 4 sysiem
crash,

Heap Manager Structure

As shown in Figure 7-3, the heap manager is structured in two layers: an optional [ront-end
layer and the core heap. The core heap handles the basic functionality and is mostly common
across the user and kernel mode heap implementations. The core functionality includes the
management of blocks inside segments, the management of the segments, policies for extend-
mg the heap. committing and decommitting memory, and management ol the large blocks.

For user mode heaps only, an optional front-end heap layer can exist on top of the exasting
core functionality. There are two types of front-end layers: look-aside hists and the Low Frag-
mentation Heap (ar LFH, which is available in Windows XP and later), both of which are
described later in this section. Only one front-end laver can be used for ane heap at one time.
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Figure 7-5 Heap manager layers

Heap Synchronization

The heap manager supports concurrent access from multiple threads b}' default. However, if a

process is single threaded or uses an external mechanism for synchromizaden, it can tell the

heap manager to avoid the overhead of synchronizaten by specifiing HEAP_NO_SERIALIZE
: u. either at heap creation or on a per-allocation basis.

A process can alsa lock the entire heap and prevent ather threads from performing heap oper-
ations for operations that would require comsistent states across multiple heap calls. For
instance, enumerating the heap blocks in a heap with the Windows function HeapWalk
requires locking the heap if muluple threads can perlorm heap operations simultaneously.

If heap synchronization is enabled, there is one lock per heap that protects all internal heap
structures. n heavily multithreaded applications (especially when running on multiprocessor
systerns), the heap lock might become a significant contention point. In that case, perlor-
mance might be improved by enabling the front-end heap, described in an upcoming section.

Look-Aside Lists

Look-aside lists are single linked lists that allow elementary operations such as “push to the
list” or “pop from the list” in a last in, lirst out (LIFQ) order with nonblocking algorithms. A
simplified version of these data structures is also available to Windows applications through
the functions InterlockedPopEntrySList or InterlockedPushIntrySList. There are 128 look-aside
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lists per heap, which handle allocations up to 1 KB on 32-bit platforms and up to 2 KB on 64-
bit platforms.

Look-aside lists provide a significant performance improvement over normal heap allocations
because multiple threads can concurrently perform allocation and deallocation operations
without acquiring the heap global lock. Alsa, cache locality is optimized by using a LIFO
ordering model and by accessing fewer internal data files in each heap operation.

The heap manager maintains the number ol blacks in each look-aside list and some counters
that help tune the usage of each list independently. It a thread allocates a block of a size that
does not exist in the corresponding look-aside list, the heap manager will forward the call to
the core heap manager 1o complete the operation The heap manager will also update in this
case an internal counter of misses at allocations, which will later be used in tuning decisions.

The heap manager creates look-aside lists automatically when a heap 1s created, as long as no
debugging options are enabled and the heap is expandable. Some applications might have com-
patibility issues as a result of the heap manager’s use of look-aside lists. In this case, these legacy
applications can be made to run properly by specifying the DisableHeapl.ookaside flag in the
image file execution options for that application. (Image file executon options can be specified
using the Imagecfg exe tool in the Windows 2000 Server Resource Kit, supplement 1)

The Low Fragmentation Heap

Many applications running in Windows have relatively small heap memory usage (usually
less than one megabyte). For this class of applications, the heap manager’s best-lit policy
helps keep a low memory footprint for each process. However, this strategy does not scale for
large processes and multprocessor machines. In these cases, memory available for heap usage
might be reduced as a result of heap fragmentation. Performance can suffer in scenarios where
only certain sizes are often used concurrently from diflerent threads scheduled to run on dil-
ferent processors. This is because several processors need to modify the same memory loca-
tion (for example, the head of the look-aside list for that particular size} at the same time, thus
invalidanng the corresponding cache line for the other processors.

The Low Fragmentation Heap (LFH} addresses these issues using the core heap manager and

look-aside lists. Unlike the look-aside lists that are used as front-end heaps by default if other

heap settings are allowing it, LFH is turned on only if an application calls the HeapSetinforma-
tion funetion. For large heaps, a signilicant percentage of allocations is generally grouped in a
relatively small number of buckets of certain sizes. The allocation strategy used by LFH is to

optimize the usage for these patterns by efficiently handling same-size blocks.

To address scalability, LFH expands the [requently accessed internal structures to a number
of slots that s two times largeT than the current number of processors on the machine. The

assignment of threads to these slots 15 done by an LFH compoenent called the affinity manager.
Initially, LFH starts using the first slot for heap allocations; however, if a contention is detected
at accessing some internal data, LFH switches the current thread 10 use a different slot. Fur-
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ther contentions will spread threads on more slots, These slots are controlled for each size
bucket, also to improve locality and minimize the overall memory consumption.

Heap Debugging Features

The heap manager includes several features 1 help detect bugs by using the lollowing heap
[unections:

®m  Enable tail checking The end of each block carries a signature, which is checked when
the block is released. 1f a buller overrun destroyed the signature entirely or partially, the
heap will report this error.

B Enable free checking A free block is filled with a pattern, which is checlked at various
points when the heap manager needs to access the block (such as at removal from the
free list 1o allocate the black). If the process continued to write to the block after freeing
it, the heap manager will detect changes in the pattern and the error will be reported.

B Parameter checking This function consists of extensive checking of the parameters
passed to the heap functions.
Heap validation The entire heap is validated at each heap call.
Heap tagging and stack traces support This function supports specilving tags for allo-
cation and/or captures user mode stack traces for the heap calls 1o help narrow the pos-
sible causes of a heap error.

The first three options are enabled by default if the loader detecis that a process is started
under the control of a debugger. (A debugger can override this behavior and turn off these [ea-
tures.} The heap debugging features can be specified for an executable image by setting vari-

_wmous debugging flags in the image header using the gllags wol (See the section “Windows
Global Flags™ in Chapier 3.3 Or, heap debugging options can be enabled using the theap com-

mand in the standard Windows debuggers. {See the debugger help for more inlormation. )

Enabling heap debugger options allects all heaps in the process. Also, if any of the heap debug
options are enabled, the frent-end heap will be disabled antomatically and the core heap will
be used (with the required debugging options enabled ). The Iront-end heaps are also not used
lor heaps that are not expandable (hecause of the extra overhead adeded to the exisung heap
structures) or for heaps that do not allow serialization.

Pageheap

Because the tail and free checking options described in the preceding sections might be dis-
covering corruptions that occurred well before the problem was detected, an additional heap
debugging tool, called pageheap, is provided that directs all or part of the heap calls to a differ-
ent heap manager. Pageheap is part of the Windows Application Compatibility Toolkit. which
can be downloaded from www microsoft.com. The pageheap places allocations at the end of
pages so that if a buffer averrun accurs, it will cause an access violation, making it easier 1o
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detect the offending code. Optionally, pageheap allows placing the blocks at the beginning ol
the pages to detect buffer underrun problems. (This is a rare occurrence.} The pageheap also
can protect freed pages against any access to detect references to heap blocks after they have
been [reed.

Note that using the pageheap can result in running oul of address space because of the signili-
cant overhead added for small allocations. Also, performance can suffer as of result of the
increase of references to demand zero pages, loss of locality, and additional overhead caused by
frequent calls o validate heap structures. A process can reduce the impact by specifying that the
pageheap be used only for blocks of certain sizes, address ranges, and/or onginating DLLs.

Mote For more information on pageheap, see article 286470 in the Microsoft Knowledge
Base (http:/fsupport micrasoft com).

Address Windowing Extensions

Although the 32-bit version of Windews can support up to 128 GB of physical memory {as
shown in Table 2-4), each 32-bit user process has by default only a 2-GB virtual address space.
{This can be configured up to 3 GB when using the /3GB and /USERVA Boot.ini switches,
described mn the upcoming section “x86 User Address Space Lavouts.”™) To allow a 32-bit pro-
cess to allocate and access more physical memory than can be represented in its limited
address space, Windows provides a set of functions called Address Windowing Extensions
(AWT). For example, on a Windows 2000 Advanced Server system with 8 GB of physical
memory, a database server application could use AWE to allocate and use perhaps 6 GB of
memory as a database cache.

Allocating and using memory via the AWE functions is done in three steps:

1. Allocating the physical memory to be used

2. Creating a region of virtual address space 1o act as a window to map views of the physi-
cal memory

3. Mapping views of the physical memory into the window

To allocate physical memory, an application calls the Windows function AllocateUser Physi-
calPages. ( This [unclien requires the Lock Pages In Memory user right,) The application then
uses the Windows VirtualAlloc function with the MEM_PHYSICAL flag to create a window in
the private portion of the process’s address space that is mapped 1o some or all of the physical
memory previously allocated. The AWE-allocated memory can then be used with nearly all
the Windows APls. (For example, the Microsoft DirectX functions can't use AWE memary.)

If an application creates a 256-MB window in its address space and allocates 4 GB of physical
memory (on a system with more than 4 GB of physical memeory), the application can use the
MapUserPhysical Pages or MapUserPhysicalPagesScatter Windows funciions 1o access any
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portion of the physical memory by mapping the memory into the 256-MB window. The size
ol the application’s virtual address space window determines the amount of physical memory
that the application can access with a given mapping. Figure 7-6 shows an AWE window ina
server application address space mapped to a portion of physical memory previously allo-
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cated by AllocateUserPhysicalPages.

System
address
space

User
address
space

4GB

2GR

L_%Figu re 7-6

The AWE [unctions exist on all editions of Windows and are usable regardless of how much
physical memory a system has. However, AWE is most useful on systems with more than 2 GB
of physical memory because it's the only way for a 32-bit process to directly use more than 2
GB of memory. Another use is for security purposes: because AWE memary is never paged
out, the data in AWE memory could never have a copy in the paging file that someone could
exarnine by rebooting mto an alternate operating system.

Finally, there are some restrictions on memory allocated and mapped by the AWE fimetions:

AWE window

Server application
address space

64 GB

0
Physical memory

Using AWE to map physical memory

Pages can’t be shared berween processes.

The same physical page can’t be mapped to mare than one virlual address in the same

process.

For a description of the page table data structures used to map memory on systems with more
than 4 GE of physical memory, see the section “Physical Address Extension (PAE).”

On older versions of Windows, page protection is limited to read;/write. In Windows
Server 2003 Service Pack 1 and later, no access and read-only are supparted.
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System Memory Pools

Al system initialization, the memory manager creates two types of dynamically sized memory
paols that the kernel-mode components use 1o allocate system memaory:
P P ) ¥

B Nonpaged pool Consists of ranges of system virtual addresses that are guaranteed to
reside in physical memaory at all nmes and thus can be accessed at any time (from any
IRQL level and from any process context) withoul incurring a page [ault. One of the rea
sons nonpaged pool is required is because of the rule described in Chapter 2; page faults
can't be satisfied at DPC/dispaich level or above.

B Paged pool A region of virtual memory in system space that can ke paged in and cw of
the system. Device drivers that don't need to access the memory from DPC/dispatch
level or above can use paged peol. It is accessible from any process context.

Both memory pools are located in the system part of the address space and are mapped in the
virtual address space of every process. (In Table 7-8, vou'll find out where in the system mem-
ory they start.) The executive provides routines to allocate and deallocare from these pools;
[or information on these routines, see the lunctions that start with ExAllocatePool in the Win-
dows DK documentation,

Uniprocessar systems have three paged pools; muluprocessor systems have five. Having more
than one paged pool reduces the frequency of system code blocking on simultaneous calls 1o
peal routines, Both nonpaged and paged pool start at an mnital size based on the amount of
physical memory on the system and then grow, if necessary, up to a maximum size computed
at system hoot time.

MNote Future releases of Windows might support dynamic pool sizes, which means the max-
imum size will no longer apply. Therefore, applications and device drivers should not assume
that the pool size maximum is a fixed value for each system.

Configuring Pool Sizes

You can override the initial size of these pools by changing the values NenPaged PoolSize and
PagedPoalSize in the registry key HKLMASYSTEM CurrentControlSett, Contral' Session Man
agerMemory Management from O (which canses the system 1o compute the size) to the size
desired in bytes. You can't, however, go beyond the maximum pool sizes listed in Table 7-5. A
value of OxFFFFFFFF for PagedPoolSize indicates that the largest possible size is selected, which
means allowing a larger paged pool a1 the expense of system page 1able entries (PTEs),

Table 7-5 Maximum Pool Sizes

Pool Type Maximum on 32-Bit5y;fem Maximum on 64-Bit Systems
MNonpaged 256 MB {128 MB if booted /3GB) 128 GB
Paged 491,875 MB [Windows 2000 and Windows XP);, 128 GB

650 MB (Windows Server 2003)
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The computed sizes are stored in four kernel variables, three of which are exposed as perfor-
mance counters. These variables and counters, as well as the two registry keys that can alter
the sizes, are listed in Table 7-6.

Table 7-6 System Pool Size Variables and Performance Counters

Performance
Kernel Variable Counter Registry Key to Override Description
MmSizeOfonPaged- Memuary: Pool Mot applicable Current size of
PoollnBytes MNonpaged Bytes nonpaged pool
MmMaximum Mot available HELMVSYSTEM\ CurrentContralSet), Maximum size of
MonPagedPoolinBytes Control\Session Manager\Memaory nonpaged pool

Mot available

Memuory: Paol

Management\NonPagedPoolSize
Mot applicable

Current virtual

Paged Bytes size of paged
poal
MmPagedPoolPage Memory: Pool Mot applicable Current physical
{number of pages) Paged Resident (resident) size of
Bytes paged pool
Mm5izeOfPagedPoolin-  Not available HELWSYSTEMY CurrentControlSety, Maxirmum (wirtu-
Bytes Control\Session Manager), al) size of paged
Memaory ManagementiPagedPoolsize poal
L EXPERIMENT: Determining the Maximum Pool Sizes
v

L

Because paged and nonpaged pool represent a critical system resource, it is important to
know when you're nearing the maximum size computed for your system so that you can
determine whether you need to override the default maximum with the appropriate reg-
* istry values. The pool-size performance counters report only the current size, howewver,
E not the maximum size. S0 you don't know when you're reaching the limit until you've

exhausted pool. (As noted earlier, future versions of Windows might support dynami-

cally sized pools. Therefore, the need to check the pool maximums might no longer be
necessary in the fumre.)

You can obtain the pool maximums by using either Process Explorer or live kernel
debugging (explained n Chaprer 1). To view pool maximums with Process Explorer,
click on View, System Information. The pool maximums are displayed in the Kernel

Memary section as shown below:
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Note that [or Process Explorer to retrieve this information, it must have access to the
symhbols for the kernel running on your system. (For a description of how to configure
Process Explorer to use symbols, see the experiment “Viewing Process Details with Pro

e

cess Explorer” in Chapter 1.1

To view the same information by using the kernel debugger, you can use the Svm com-

(=)

mand as shown below:

lkd= !vm

virtual Memory Usage **°¢
Physical Memory: 261980 [ 1047920 Kb)

Page File: “??\C:hpagetile.sys

Current: 1024000k Free Space: 8622360Kh

Minimum: 1024000k Maximum: 102 4000kh
4vailahle Pages: agnyy { 384308 Kb)
Resavail Pages: 194722 [ 778888 Kb)
Locked IO Pages: 89 ( 156 Kb)
Free System FTES: 175933 ( 703732 Kb)
Free NP PTES: 31832 { 127328 kb)
Free Special nP: 0 ( 0 Kb}
Modified Pages: 529 2116 Kb}
Modified PF Pages: 529 [ 2116 Kb)
NonPagedroal Usage: 5617 {22468 Kb)
NonPagedrool max: 52741 [ 210964 Kb}
PagedPool O Usage: 6582 [ 26328 Kb}
Fagchuu1 1 usage: 3009 L 12036 Kb}
PagedPool 2 usage: 3044 [ 12176 Kb}
ragedPool Usage: 12635 (50540 Kb}
PagedrPool Maximum: 40960 [ 163E40 Kb}
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On this system, nonpaged and paged pool were far from their maximums. You can also
examine the values of the kernel vanables lisied in Table 7-6:

kd> dd mmmaximumnonpagedpoo] inbytes 11
BOLTF620 03IZEcO0O

kd> 7 328c000

Evaluate expression: 53002240 = 0328c000
kd> dd mmsizeofpagedpoolinbytes 11
20470298 OGEQOOOD

kd> 7 6200000

Evaluate expression: 109051904 = DGE000D0

From this example, you can see that the maximum size of nonpaged pool is 53,002,240
bytes (approximately 50 MB) and the maximum size of paged pool is 109,051,904 bytes
(104 MB). On the test system we used for this example. current nonpaged pool usage
was 3.3 MB and paged pool usage was 34 MB, so both pools were far from full.

Monitoring Pool Usage

The Memory performance counter object has separate counters for the size of nonpaged pool
and paged pool (both virtual and physical). In addition, the Poolmon utlity (in the Windows
Support Tools) allows you to monitor the detailed usage of nonpaged and paged pool. To do
so, you must have the internal Enable Pool Tagging option enabled. Pool tagging is turned on
by default as of Windows Server 2003 (in fact, it cannot be turned off) and in all checked
builds of Windows. To enable pool tagging, run the Gflags utility in the Windows Support
Tools, Platform SDK, or DDK, and select Enable Pool Tagging, as shown here:

LE R

LT
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Then dick Apply, and reboot the system. After the system reboots, Tun Poolmon; you should

see a display like this one:

Lommand Promp! - pacisen

The highlighted lines represent changes to the display. (You can disable the highlighting fea
ture by typing | while running Poolmon. Type | again w reenable highlighting ) Type 7 while
Poolmon is running 1o bring up its help screen. You can configure which pools you want 1o

manitor (paged, nonpaged, or both) and the sort order. Also, the command-line options are
shown, which allow vou to monitor specific structures (or everything but one structure type)
For example, the command poolmon -iCM will menitor only structures of type CM (the con-
figuration manager, which manages the registry). The columns have the meanings shown in

Table 7-T

Table 7-7 Poolmon Columns

Column Explanation

Tag Four-byte tag given to the pool allocation

Type Poal type (paged or nonpaged pool)

Alloes Count of all allocations (The number in parentheses shows the difference in the
Allocs column since the last update.)

Frees Count of all Frees (The number in parentheses shows the difference in the Frees
column since the last update.)

Diff Count of Allocs minus Frees

Bytes Total bytes consumed by this structure type (The number in parentheses shows

the difference in the Bytes column since the last update.)

Per Alloc Size in bytes of a single instance of this structure type

In this example, CM structures (the configuration manager, or regisiry) are taking up the
most space in paged pool, and MmSt structures {a memory management-related structure

used lor mapped liles) are taking up the most space in nonpaged poal,

For a description of the meaning of the pool tags used by Windows, see the file \Program
FilesDebugging Tools for Windows' Triage)\ Pooltag 1x1. (This lile is installed as part of the
Windows Debugging Tools described in Chapter 1) Because third-party device driver pool

tags are not listed in this file, vou can use the "-¢” switch on the version of Poolmoen that comes

with the Windows Server 2003 Device Driver Kit (DDEK) to generate a local pool tag file
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{ Localtag.txt). This file will contain pool tags used by drivers found on your system, including
third-party drivers. (Note that if a device driver binary has been deleted after it was loaded, its
pool tags will not be recognized.)

Alternatively. you can search the device drivers on your system lor a pool tag by using the
Strings.exe tool from www.sysinternals.com. For example, the command

strings “windows\system32\driversi*.sys » findstr /i "abcd™

will display drivers that contain the string “abed”. Note that device drivers do not necessarily
have to be located in \Windows\System32% Drivers—they can be in any folder. To list the full
path of all loaded drivers, click Start, click Run, and type Msinfo32. Then click on Software
Environment and System Drivers. As already noted, il a device driver has been loaded and
then deleted from the system, it will not be listed here.

An alternative 1o view pool usage by device driver is to enable the pool tracking feature of
Driver Verilier, explained later in this chapter. While this makes the mapping from pool tag to
device driver unnecessary, it does require a rebool (to enable Driver Verifier on the desired
drivers). After rebooting with pool tracking enabled, you can either run the graphical Driver
Verifier Manager (\Windows\System3 2\Verifier.exe) or use the Verifier /Log command to
send the pool usage information to a file.

Finally, if you are looking at a crash dump, vou can view pool usage with the kernel debugger
ipoolused command. The commaned poolused 2 shows nonpaged pool usage sarted by strue-
ture tag using the most amount of pool. The command !peolused 4 lists paged pool usage,
again sorted by structure tag using the most amount of pool. The lollowing example shows
the partial output from these two commands:

Tkd> !poolused 2
sorting by MonPaged Pool cConsumed

Pool Used:
wonPaged Paged

Tag Allocs used allocs used
MmCm 386 2237440 0 0 calls made to Mmallocatecontiguoussemory , Bim
ary: nt!mm

File 12544 2121232 i} [t} File objects

D 385 1487184 0 o Device objects

Ntfr 19163 1226EEBE 0 [¥] ERESOURCE , Binary: ntfs.sys

kd> !poolused 4
sarting by raged Pool Consumed

Pool Used:
wonPaged raged
Tag allocs used allocs used
M 11 704 5146 22311904
Gh 5 0 Q 727 2523648
MRS T ] 0 968 1975872
Wt Tf 10 2240 790 BE2560
Glal 1 128 383 600544
Ttfd (1) Q 265 545440
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EXPERIMENT: Troubleshooting a Pool Leak

In this experiment, you will fix a real paged pool leak en your system so that you can put
10 use the technigues described in the previous section 1o track down the leak. The leak
will be generated by the NotMyFault wool, which you can download [rom wiww.svsinter-
nals.com,/ windowsinternals.shtml. (Note that this tool is not listed on the main Sysinter
nals tools list.) When vou run NotMyFaultexe, it loads a device driver Myfault sys and
presents the following dialog box:

Mol My Fault

HolkpFan
Diieeer crash lest program:
Ely Mk, Alusoronach [C] 2002-2004
Pick your poizon:
= High FOL Faut [kemel=cde]
™ Bufer Dverflow
7 Cods averenis
" Stack tiash
" High 1A0L Faul [upsrmice]
" Deadack
" Hang

Ledlp\nd!
Dobug |  gm

1. Chick the Leak Pool button. This canses NotMyFault to begin sending requests ta
the Myfault device driver to allocate paged poal. (Do not click the Do Bug button
or you will experience a system crash; this button is used in Chapter 14 (o demon-
strate various lypes of crashes, ) NotMyFault will continue to do this until vou click
the Stop Leaking button. Note that the paged paol is not released even when you
close the program; the pool is permanently leaked until vou reboot the system.
However, because you will leak pool only lor a shont period, this should not cause
any problems on yvour system,

2. While the pool is leaking, first open Task Manager and click on the Performance
tab. You should notice Paged Pool chmbing. You can also check this with Process
Explorer's System Information display. {Click on Show and then System Infor-
matien. )

3. To determine the pool tag that is leaking, run Poolmon and press the "b” key to
sort by the number of bytes, Press “p” twice so that Poolmon is showing only
paged pool, You should notice the pool tag “Leak” climbing to the top of the list.
(Foolmon shows chariges to pool allocations by highlighting the lines that
change.) :
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4. MNow press the “Stop Leaking” button so that you don’t exhaust paged pool an
VOUT Sysiemn.

5. Using the technigue described in the previous section, run Strings (from wiwmwsys-
internals.com) to look for driver hinanies that contain the pool tag “Teak™
strings ‘windowshsystem3Zhdriversi®.sys | Findstr Leak

This should display a match on the file Myfault.sys, thus confirming it as the driver
using the “Leak” pool tag,

Look-Aside Lists

%

Windows also provides a {ast memaory allacation mechamism called look-aside lists. The hasic
difference between pools and look-aside lists is that while general pool allocations can vary in
size, a look-aside list contains anly fixed-sized blocks. Although the general pools are more
flexible in terms of what they can supply, look-aside lists are faster because they don't use any
spinlocks and also because the system doesn't have to search for free memory that fits a vary-
ing size allocation.

Executive components and device drivers can create look-aside lists that match the size of fre-
guently allocated data structures by using the ExInitializeNPagedLoshasidelist and ExInitial-
izePugedLookasidel ist funenions (documented in the DDK). To minimize the overhead of
multiprocessor synchronization, several executive subsystems (such as the [/0 manager,
cache manager, and ohject manager) create separate look-aside lists for each processor for
their frequently accessed data structures. The execunve also creates a general per-processor
paged and nonpaged look-aside list for small allocations (256 bytes or less).

If a look-aside list is empry {as ivis when it's first created), the system must allocate from paged
or nonpaged pool. Bu if it contains a freed structure, the allocation can be satisfied very
quickly, (The list grows as structures are returned to it.) The pool allocation routines autemat-
ically tune the number of freed buffers that look-aside lists store according to how often a
device driver or executive subsystem allocates from the list—the more frequent the allocations,
the mare huffers are stored on a list, Lool-aside lists are automatically reduced in size if they
aren’t being allocated from, (This check happens once per second when the halance set man-
ager system thread wakes up and calls the function KiddjustlookasideDepth. )

EXPERIMENT: Viewing the System Look-Aside Lists

You can cisplay the contents and sizes of the various system loolkeaside lists with the
kernel debugger ookaside command, The following excerpt is [rom the output of this
command:
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kd> !lookaside

Lookaside "nt!IopsmallIrpLoockasideList™ @ B04758a0 "Irps”

Type = 0000 wonpPagedPoo]

Current Depth = 3 Max Depth = 4
5ize I 148 wax alloc = 59¢
AllaocateMisses = 32 FreeMisses = 9
Tatalallocates = 52 TotalFrees = 32
Hit Rate = 3B Hit Rate = 71

Lockaside "nt!IopLargelrpLockasideList” @ BO4756ald "Irpl”

Type = 0000 wonPagedrPoo

Current Depth = 4 Max Depth = 4
s5ize = 436 wax alloc = 1744
AllocateMisses = 2623 FresMisses = 2443
Tatalal locates = 7039 TotalFrees = GEG3
HitT Rate = 6X% Hit Rate = %

Lookaside "nt!TopMdlLookasiderist™ @ BO475740 “mdl "

Type = Q000 wonPagedPool

current DRepth = 3 Mmax pepth = 4
size = 120 wax alloc = 480
allocatemisses = 7017 FreeMisses = 1824
Totalallocates = 10901 TotalFrees = 5711
Hit Rate = 35% Hit Rate = bi%

5

Total MonPaged currently allocated for above Tists - 4200
Total NonPaged potential for above Tlists 6l44
Total Paged currently allocated for above lists = 5136
Total Paged potential for above lists 12032

1

Driver Verifier

Driver Verifier is a mechanism that can be used to help find and isolate commonly found bugs
in device driver ar other kernel-mode system code. Microsolt uses Driver Verilier to check its
own device drivers as well as all device drivers that vendors submt for Hardware Compatibil-
ity List (HCL) testing, Doing so ensures that the drivers on the HCL are compatible with Win-
dows and free from common driver errors. {Alth ough not described in this book, there is also
a corresponding Application Verifier ool that has resulted in guality improvements lor user-

mode code in Windows.)

Driver Verifier consists of support in several system components: the memory manager, 1/0
manager, and the HAL all have driver verification options that can be enabled. This section
describes the memory management-related verification options Driver Verilier provides. The
options related to device drivers are described in Chaprer 9.

Driver Verifier Configuration and Initialization

To configure Driver Verilier and view statistics aboul its operation, run the Driver Verifier
Manager (\Windows\System32\Verifier.exe). (The Windows 2000 version is shown in
Figure 7-7.) 1t displays several tabbed pages. You use the Settings tab to specify which device
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drivers you want to verify (including an option to Verify All Drivers) and what types of ver-
ification you want performed.

Figure 7-7 The Driver Verifier Manager in Windows 2000

In Windows XF and Windows Server 2003, Venfier.exe has a wizard-style interface, as shown
in Figure 7-8.

Verifier Manager

Sk ol

(& e st sk

CHCrmare gl arr sstigs (b e devebopon|
175 Dot g scbige

7 Dl sy ot

% (2 Exeplay mkwrsbon shoul s crenl i e

Dich: Hiost iy v storiond ooty
W-uliqhuudlld-hm-ﬂ

fer [ Betv ]
Figure 7-8 The Driver Verifier Manager in Windows XP and Windows Server 2003

You can also enable and disable Driver Verifier as well as display current settngs by using irs
command line interface. Type “verifier /77 1o see the switches,

The serings are stored n the registry under HKLMY5 YSTEMS CurrentContral Seth Cantral’y,
Session Manager\ Memory Management. The value VerifyDriverLevel contains a bitmask that
represents the verification types enabled. The VerifyDrivers value contains the names of the
drivers to validate. { These values won't exist in the registry until you select drivers o vemfym
the Driver Verifier Manager.) If you choose to verify all drivers, VerifyDrivers is set to an aster-
1sk (*) character. Depending on the settings vou have made, you might need 1o reboot the sys-
tem for the selected verilication to occur.
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Early in the boot process, the memory manager reads the Driver Verifier registry values to
determine which drivers to verify and which Driver Verifier options you enabled. (Note that il
you boot in safe mode, any Driver Verifier settings are ignored.) Subsequently, if you've
selected at least one driver for verification, the kernel checks the name of every device driver
it loads into memory against the list of drivers you've selected for verification. For every device
driver that appears in bath places, the kernel inwvolkes the MiApplyDriverVerifier lunction,
which replaces the driver’s references to a number of kernel functions with references to
Driver Verifier—equivalent versions of those funcuons. For example, ExAllecatePool is replaced
with a call 1o VerifierdllocatePool. The windowing system driver also makes similar changes to
use Driver Verifier-equivalent functions.

Now that we've reviewed how to setup Driver Venfier, let's examine the four memory-related
verilication options that can be applied to device drivers: Special Pool, Pool Tracking, Foree
IRQL Checking, and Low Resources Stimulation.

Special Pool The Special Pool eption causes the peol allocation routines to bracket pool
allocations with an invalid page so that relerences belore or after the allocation will resultin a
kernel-maode access violation, thus crashing the system with the linger pointed at the buggy
driver. Special pool also causes some additonal validation checks to be performed when a
driver allocates or frees memaory.

When special pool is enabled, the pool allocation routines allocate a region of kernel memaory
for Driver Verifier to use. Driver Verifier redirects memery allocation requests that drivers
under verification make to the special pool area rather than to the standard kernel-mode
memory pools. When a device driver allocates memaory from special paol, Driver Verifier
rounds up the allocation to an even-page boundary. Because Driver Verifier brackets the allo-
cated page with invalid pages, if a device driver attempts to read or write past the end of the
buffer, the driver will access an invalid page and the memory manager will raise a kernel-mode
access violation.

Figure 7-9 shows an example of the special pool buffer that Driver Verifier allocates to a device
driver when Driver Verifier checks for overrun errors.

Page 0
Invalid page
Fage 1 Random signature
Driver buffer
Page 2

Invalid page

Figure 7-9 Layout of special pool allocations
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By default, Driver Verifier performs overrun detection. It does this by placing the buffer that
the device driver uses at the end of the allocated page and fills the beginning of the page
with a random pattern. Although the Driver Verifier Manager doesn't let you specify under-
run detection, you can set this type of detection manually by adding the DWORD registry
value HKLM\SYSTEM\CurrentControlSet'Control' Session Manager\MemoryManage-
ment\PoolTagOverruns and setting it to 0 (or by running the Gilags wiility and selecting the Verify
Start option instead of the default option Verify End). When Windows enlorces underrun detec-
tion, Driver Verilier allocates the driver's buffer at the beginning of the page rather than at the end.

The overrun-detection configuration includes some measure of underrun detection as well.
When the driver frees its buffer to return the memory o Driver Verilier, Driver Verifier ensures
that the pattern preceding the buffer hasn't changed. If the pattern is modified, the device
driver has underrun the buffer and written 10 memory outside the buffer,

Special pool allocations alse check to ensure that the processor IRQL at the time of an alloca-
tion and deallocation is legal. This check catches an error that some device drivers make: allo-
cating pageable memory from an [RQL at DPC/dispatch level ar abave,

You can also configure special pool manually by adding the DWORD registry value
HELMASYSTEMCurrentControlSethContraly Session Manager\Memory Manage-
menthPoolTag, which represents the allocation tags the system uses for special pool. Thus,
even if Driver Verifier isn't configured 1o verily a particular device driver, if the tag the driver
associates with the memory it allocates matches what is specified in the PoolTag registry
value, the pool allocation routines will allocate the memory from special pool. If you set the
value of PoolTag to 0x0000002a or the wildeard (). all memory that drivers allocate is from
special poel, provided there's enough virtual and physical memory. (The drivers will revert to

3 %allcn:ming from regular pool il there aren’t enough [ree pages—hounding exists, but each allo-

Cation uses two pages. )

Pool Tracking Il pool tracking 15 enabled, the memory manager checks at driver unload time
whether the driver freed all the memory allocations it made. Il it didn't, it erashes the system,
indicating the buggy driver. Driver Verifier also shows general pool statistics on the Driver Veri-
lier Manager's Pool Tracking tab. You can also use the Werifier kernel debugger command. This
command shows more information than Driver Verilier and is useful to driver writers,

Force IRQL Checking Cne ol the most common device driver bugs occurs when a driver
accesses pageable data or code when the processor on which the device driver is executing is
at an elevated IRQL. As explained in Chapter 3, the memory manager can't service a page fault
when the IRQL is DPC/dispatch level or above. The system often doesn’t detect instances of
a device driver accessing pageable data when the processor 1s executing at a high IRQL level
because the pageable data being accessed happens 1o be physically resident at the rime. At
other times, however, the data might be paged out, which results in a system crash with the
stop code IRQL_NOT_LESS_OR_EQUAL (that is, the IRQL wasn't less than or equal o the
level required for the operation attempted—in this case, accessing pageable memory).
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Although testing device drivers lor this kind of bug 1s usually difficulr, Driver Verifier makes it
easy. If you select the Force IRQL Checking option, Driver Verifier forces all kernel-mode page-
able code and data out of the system working set whenever a device driver under verification
raises the IRQL. The internal function that does this is MmTrimAllSystemPagableMemory. With
this setting enabled, whenever a device driver under verification accesses pageable memory
when the IRQIL. is elevated, the system instantly detects the violation and the resulting system
crash idenufies the faulty driver.

Low Resources Simulation Enabling Low Fesources Simulation causes Driver Verifier to
randomly fail memory allocations that verified device drivers perform. In the past, developers
wrote many device drivers under the assumption that kernel memory would always be avail-
able and that if memory ran out, the device drver didn’t have to worry about it because the
system would erash anyway. However, because low-memory conditions can occur tempa-
rarily, it's important that device drivers propetly handle allocation failures that indicate kernel
memory is exhausted.

Beginning 7 minutes after the system boots—which is enough time to get past the critical ini-
tialization period in which a low-memory condition might prevent a device driver from load-
ing—Driver Verilier starts randomly [ailing allocation calls for device drivers it is verifying 1l a
driver doesn't correctly handle allocation failures, this will likely show up as a system crash.

Driver Verifier is a valuable addition to the arsenal of verification and debugging tools avail-
able to device driver writers. Many device drivers that first ran with Driver Verifier had bugs
that Driver Verifier was able to expose. Thus, Driver Verifier has resulted in an overall improve-
ment i the quality of all kernel-mode code running in Windaows.

Virtual Address Space Layouts

This section describes the components in the user and system address space, followed by the
specific layouts on 32-bit and 64-bit systems. This information helps you to understand the
limits on process and system virtual memeory on both platforms.

Three main types of data are mapped into the virtual address space in Windows: per-process
private code and data, sessionwide code and data, and systemwide code and data.

As explained in Chapter 1, each process has a private address space that cannot be accessed

'b}u‘ other processes (unless they have permission to open the process for read or write access).
Threads within the process can never access virtual addresses outside this private address
space, unless they map to shared memory sections and/or use the cross-process memory
functions that allow access to another process's address space. The information that describes
the process virtual address space, called page tables, is described in the section on address
translation. Page tables are marked as kernel-mode-only accessible pages so that user threads
in a process cannot maodify their own address space layout.
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(In systems with mulbiple sessions (Windows 2000 Server with Terminal Services installed,
Windows XF, and Windows Server 2003, session space contains information global to each
session. (For a description of sessions, see Chapter 2.) A session consists of the processes and
other system objects (such as the window station, desktops, and windows) that represent a
single user's workstation logon session. Each session has a session-specific paged pool area
used by the kernel-mode portion of the Windows subsysiem (Win32k sys) to allocate ses-
sion-private GUT data structures. In addition, each session has its own copy of the Windows
subsystem process { Csrss.exe) and logon process (Winlogon.exe). The session manager pro-
cess (Smss.exe) is responsible for creating new sessions, which includes loading a session-pri-
vate copy of Win32k.sys, creanng the session-private object manager namespace, and creating
the session-specific instances of the Csrss and Winlogon processes.

To virtualize sessions, all sessionwide data structures are mapped into a region of system
space called session space. When a process is created, this range of addresses is mapped to the
pages appropriate 1o the session that the process belongs 1o, The size of the space for mapped
views in session space can be confligured by modilying registey values under HKLMYSys-
temhCurrentContralSet\Control\ Session Manageri\ Memory Management. (For 32-hit sys-
tems, these registry values are ignored if the system is booted /3GB.)

Finally, system space contains global operating system code and data structures visible to each
process. System space consists of the following components:

® System code Contains the operatung system image, HAL, and device drivers used to
boat the system.

®m System mapped views Used to map Win32k.sys, the loadable kernel maode part of the
Windows subsystem, as well as kernel-mode graphics drivers it uses. (See Chapter 2 for
more mformation on Win3 2k sys.)

B Hyperspace A special region used to map the process working set list and to tempa-
rarily map other physical pages for operations such as zeroing a page on the [ree list
{when the zera list is empty and a zero page 1s needed), invalidaling page table eniries in
other page tables (such as when a page is removed from the standby list), and process
creation to set up a new process’s address space.

B System working set list  The working set list data siructures that describe the system
working set.*

B System cache Virtual address space used 1o map liles open in the system cache. (See
Chapter 11 for detailed information about the cache manager.)

B Paged pool Pageable system memory heap.
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B System page table entries (PTEs) FPool of system FTEs used to map svstem pages such
as I/0 space, kernel stacks, and memory descriptor lists. You can see how many system
PTEs are available by examining the value of the Memory: Free System Page Table
Entries coumter in the Performance wol.

B Nonpaged pool Nonpageable system memory heap, usually existing in two parts—one
in the lower end of system space and one in the upper end.

B Crash dump information Reserved to record mformanon about the state of a system
crash.

B HALusage System memory reserved for HAL speaific structures.

g = MNote *Internally, the system working set is called the system cache working set. This term is
misleading, however, because it includes not anly the system cache but also the paged pool,
pageable system code and data, and pageable driver code and data.

Now that we've described the basic components of the virtual address space in Windows, let's
examine the specific layout on the x86, 1A-64, and x64 platlorms.

x86 User Address Space Layouts

By default, each user process on the 32-hit version of Windows can have up to a 2-GE private
address space; the operating system takes the remaining 2 GB. Windows 2000 Advanced
Server, Windows 2000 Datacenter Server, Windows XP Service Pack 2 and later, and Win-
dows Server 2003 (all versions) support a boot-time option (the /3GB switch in Bootini) that
allows 3-GB user address spaces. Windows XP and Windows Server 2003 support an addi-
tional switch (/USERVA), which allows specifying a user address space size between 2 GB and
3 GB. (The value is in number of megabytes.) These two possible address space layouts are
shown in Figure 7-10.

The ability for a 32-bit process to grow beyond 2 GB was added as a short-term solution to
accommeodate the need for applications such as database servers 1o keep more data in mem-
ory than could be done with a 2-GB address space. The AWE [unctions described earlier in
this chapter provide a much better solution 1o the need for accessing more data than can livin
the limited 2-GB (or 3-GB) process address space.
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Q0000000 I
Application code
Global variables
Per-thread stacks
DLL code
e oq
TFFFFEFF
BO000000
Kernel and executive
HAL
Boot drivers
COOD0000
Process page tables
Hyperspace
COB0Q000
System cache
Paged pool
Monpaged pool
FFFFFFFF

Figure 7-10 86 virtual address space layouts

« Foraprocess to grow beyond 2 GB of address space, the image lile must have the

: ':r IMAGE_FILE_LARGE_ADDRESS_AWARE flag set in the image header. Otherwise, Windows
reserves the additional address space for that process so that the application won't see virtual
addresses greater than Ox7FFFFFEF. (This is to avoid breaking applications that might break
with such addresses.) You set this flag hy specifying the linker lag /LARGEADDRESSAWARE
when huilding the executable. This flag has no elfect when running the application on a sys-
tem with a 2-GB user address space. (1f vou boot with /3GE in versions of Windows Server
that do not support the /3GB switch, system space is reduced 1o 1 GB, but user processes are
still limited to 2 GB, even if the large-address-space aware [lag is set on an image that is run.)

Several system images are marked as large address space aware so that they can take advan-

BFFFFFFF

3-GB user space

C0000000

1-GB system space

FFFFFFFF

tage of systems running with large process address spaces. These include:

W Lsass.exe—the Local Security Authority Subsystem

Inetinfo.exe—Internet Information Server

| |
m  Chkdsk.exe—the Check Disk utility
B

Dllhst 3g.exe—a special version of Dllhostexe (for COM+ applications)

0064




Chapter 7: Memoery Management 417

Finally, because by default, memory allocations using VirtualAlloc start with low virtual
addresses and grow higher, unless a process allocates a lot of virtual memory or it has a very
fragmented virtual address space, it will never get back very high virtual addresses. Therelore,
for testing purposes, you can force memory allacations to start from high addresses by adding
a DWORD registry value, HKLM System CurrentControlSett Control' Session Manager',
Memory Management\AllocationPrelerence, and setting it to Ox 100000

x86 System Address Space Layout

This section describes the detailed layout and contents of system space in 32-bit Windows.
Figure 7-11 shows the overall structure on x86 systems with a 2-GB system space

£0000000 | NTLDR loads the kernel, HAL and
beoot drivers here. The kemel
then relocates the drivers to the
system PTE area

Additional system PTEs, system
cache or special pool

Systermn mapped views

Session space

CODDO00 Page tables
0400000 Hyperspace and process

working set lists
COCOODH System cache structures
1000000 System cache
ELODODOD [ gpopt o paged system area

System PTE area

MonPaged system area

FFEE0OOD Crash dumpdriver arcs
FRCOQQ00

Reserved for HAL usage

Figure 7-11 xB6 system space layout (not proportional)

Table 7-8 lists the kernel variables that contain start and end addresses of various system space
regions. Some of these regions are fixed; some are computed at system boot time on the hasis of
memaory size and whether the system is running a client or server edition of Windows.
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Table 7-&8 System Variables That Describe System Space Regions
%86 2-GB System %86 1-GB System

System Variables Description Space (non-PAE) Space (non-PAE)
MmSystemRangeStart Start address of  OxB0000000 0xCO000000
. System space
MmSystemCacheWorkingSetList System working OxCOCO0000 Calculated
set list
MmSystemCacheStart Start of system  Calculated Caleulated
W cache
MmSystemCacheEnd End of system Calculated Calculated
At cache
iSystemCacheStartExtra Start of system Calculated 0

cache or system
PTE extension

MiSystemCacheEndExtra End of system  0xCO000000 O
cache or PTE
extension

MmPagedPoalStart Start of paged Calculated Calculated
pool

MmPagedPoolEnd End of paged Calculated (maxi- Calculated {mini-
pool mum size is 650 mum size is 160

_ ; ME) MB)

MmNonPagedSystemStart Start of system Calculated (lowest Calculated

PTEs value is
e _ 0xEBOODOOD)
MmMNonPagedPoolStart Start of nonpaged  Calculated Calculated
» pool A
: ﬂ- MmMNenPagedPoolExpansicnStart Start of nonpaged  Calculated Calculated

poocl expansion

MmMNonPagedPoolEnd End of nonpaged  0xFFEE0O0D OxFFEEDOOD
pool

x86 Session Space

For systems with multiple sessions, the code and data unique 10 each sessien is mapped into
system address space but shared by the processes in that session. Figure 7-12 shows the gen-
eral layout of session space.
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Win32k.sys, video drivers and any
rebased MNT4 printer drivers
{EMB)

MM _SESSIOM_SPACE & Session W5Ls
(AME)

Mapped views for this session
[20MB by default, but is
registry configurable)

Faged pool for this session
{16MB by default, but is
registry configurable)

Figure 7-12 x86 session space layout (not proportional)

The sizes of the components of session space can be configured by addimng registry values under
the key HKLM" System s CurrentControlSet’, Session Manager, Memory Management, These
registty values along with the kernel variables that contain the actual sizes ave listed in Table 7-9.

Table 7-9 Session Space Configuration Values

Registry Value Under Kernel Variable

Sessionlmagesize MmSessiDnImagésze -G .
SessionViewsize MmSessionViewsize

SessionPoolSize  MmSessionPoolSize

i

L1

!JU

EXPERIMENT: Viewing Sessions

You can display which processes are members of which sessions by examining the ses-
sion 1D process performance counter. This can be viewed with Task Manager, Process
Explorer, ar the Performance Tool. Using the kernel debugger. vou can list the active ses-
sions with the !session command as follows:

lkd> !session
Sessions on machine: 3
valid Sessions: 0 1 2
current session O

Then you can set the active session using the Isession —s cormmand and display the
address of the session data structures and the processes in that session with the lsprocess
cotnimand:

Tkd> !session -5 2

sessions on machine: 3

Implicit process i5 now B1a4f3al
Using session 2

Tkd> !sprocess

Dumping Session 2
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MM_SESSION_SPACE T9d5a000

MMSESSTON f9d5adB0

PROCESS 8144f3al0 sessionId: 2 Cid: 0d18 Peb: 7HFdfOD0 ParentCid: 0134
pirgase: 07ef7000 oObjectTable: €1855bb0 HandleCoumt: 71.
Image: CSrss.exe

PROCESS BLIT6500 sSessionId: 2 Cid: Od04 peb: 7FFAFOO0  Parentcid: 0134
DirBase: O0f3fd000 objectTable: eld8f3008 HandleCount: 131.
Image: winlogon.exe

Lo view the details of the session, dump the MM_SESSTON_SPACE structure using the
dt command as follows:

Tkd> dt mt!_mm_session_space F3d4a000
nt!_MM_SESSION_SPACE
+0x000 Globalvirtuwaladdress : Oxf3d4anno

+0x004 ReferenceCount » Ox19

+0x008 u : __unnamed

+0x00c sessionid : 0

+0x010 ProcessList 1 _LIST_ENTRY [ Ox817d92cc - Ox812de8dc )

+0x018 LastProcessSwappedOutTime @ _LARGE_TNTEGFR Owd
+0x020 SessionPageDirectoryIndex : OxBazd
+0x024 NonPagablePages : Oxf

+0xD28 committedrPages : Ox3f
+0x02c PagedPoolStart : OxbeD00000
+0x030 PagedPoolEnd : Oxbc3FFFFF
+0x034 PagedPoolBaserde @ OxcO300bc(
+0x03E color : Oxdé

+0x03¢c ProcessoutSwapCount : 5
+0x040 SessionPoolallocationFailures : [4] O

+0x050 ImageList ¢ _LIST_ENTRY [ OxBl801faE - 0x816933a0 ]
+0x05%8 LocaleTd ¢ Oxa09

+0x05c AttachCount =y

+0x060 AttachEvent r _KEVENT

+0x070 LastProcess : Cnull)

+0x074 pProcessReferenceTosession @ 25

«0x078 wsListEnLry © _LIST_ENTRY [ OxBO56d058 - Ox3056d05E ]
+0x080 Lookaside : [26] _GEMERAL_LOOKASIDE

+0xd80 Session 1 _MMSESSTON

+0xdcl PagedPoolMutex 1 _KGUARDED_MUTEX

+0xded PagedPoolInfo 1 _MM_PAGED_POOL_INFO

+0xedl vm : _MMSUPFPORT

+Oxenl wsle : Oxbfa00038

+0xedd wind2kDriverunload : Oxbf9169ab +FEFFFFFfafaledab
+0xe68 PagedPool I _PDDL_DESCRIPTOR

+0x1a98 PageTables : Ox81l6e700B

+0x1e9c ImagelLoadingCount : O
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ﬂ EXPERIMENT: Viewing Session Space Utilization

l You can view session space memory utilization with the lym 4 command in the kernel
debugger. For example, the following output was taken from a 32-bit Windows Server
2003 Enterprise Edition system with two active sessions:

Tkd> 'vm 4

Terminal Server Memory Usage By Session:

session Paged Pool Maximum is 4096K
session view space Maximum is 49152k

Session ID 0 @ T9d4ad00:
Paged Pool Usage: DK
Commit Usage: 252K

session ID 1 @ F9d4cO00:
Paged Pool Usage: DK
Commit Usage: 172k

Executing the same command on an x64 Windows Server 2003 Enterprise Edition sys-
tem with two active sessions shows the much larger session space regions:

Terminal Server Memory Usage By Session:

Session Paged Pool Maximum is B5536K

Session View Space Maximum is 106496

session ID 0 @ fffffadfedbba000:

raged Pool Usage: Ok
Commit Usage: 4608k
session ID 1 @ fffffadfedcs5f000:
Paged Pool Usage: 0K
Commit Usage: SE4K

System Page Table Entries

System page table entries are used to dynamically map system pages such as I/0 space, kernel
stacks, and memory descriptor lisis. System PTEs aren't an infinite resource. For example,

-Windows 2000 can describe only 660 MB of variable system virtual address space (440 MB of
which could be contiguous). With the 32-bit edition of Windows XP and Windows Server
2003, the number of available system page table entries (PTEs) has increased such that the
system can describe 1.3 GB of system virtual address space, 960 MB of which can be contigu-
ous. On 64-bit Windows, system PTEs can deseribe up to 128 GB of contiguous virtual
address space.
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You can see how many system PTEs are available by examining the value of the Memory: Free
System Page Table Entries counter in the Performance tool. By default, Windows calculates at
koot time how many system PTEs to allocate based on the memory size. You can averride this
calculation by setting the registry value HKLM\SYSTEM\CurrentControlSeth Contral Ses-
sion Manager\ Memory Management\SystemPages to the number of FTEs vou want. { This
might be needed to support, lor example, a device that requires a large number of system
PTEs, such as a video card with 512 MB of video memory that has to be mapped all at one
time. ) If the value is OxFFFFFFFF, the maximum number of system PTEs will be reserved.

64-Bit Address Space Layouts

%

The theoretical 64-bit virtual address space is 16 exabytes (18,446,744,073,709,551,616 bytes,
or approximately 17.2 billion gigabytes). Unlike on the x86 where the delault address space is
divided in rwo parts (half for a process and half lor the system), the 64-bit address is divided
into a number of dillerent sized regions whose components match conceptually the portions
of user, system, and session space. The various sizes of these regions, listed in Table 7-10, rep-
resent current implementation limits that could easily be extended in future releases. (The
sizes on the 32-hit xB6 platform are included for comparison purposes.) Clearly, 64-bits pro-
vides a tremendous leap in terms of address space sizes.

Table 7-10 The 64-Bit Address Space Sizes

Region 1A-64 x4 86
Process Address Space 7152 GB 819268 = 2tc3IGB
System PTE Space 128 GB 128 GB 1.2GB
System Cache 128 GB 128GB 960 MB

Paged Poal 128 GB 128 GB 470 to 650 MB
MNonpaged Pool 128GE 128 GB 256 MB

The detailed 14-64 and x64 address space lavouts vary slightly. The 1A-64 address space lay-
out is shown in Figure 7-13, and the x64 address space layout is shown in Figure 7-14.
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Q000000000000000

Q00007 FFFFFEFFFF
Q00007 FFFFFFOO00

000007 FFFFFFFFFF

FFFFO80000000000

FFFFFRE000000000
FFFFFT00O0000000
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FFFFF7E000001000

FFFFFA0000000000
FFFFF0000000000

FFFFF33000000000
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User mode addresses - 8T8 minus B4K

64K no access region

Start of system space

512GB four level page table map

HyperSpace - working set lists
and per process memaory management
structures mapped in this 512GB
region

Shared tystem page

The system working set
informatian resides in this
512GB-4K region

*

Mappings initialized by the loader

Session space

This is a 512GB region

System cache resides here
Kernel mode access only
1TE

Start of paged system area
Kernel mode access only
128GB.

Systern mapped views start just
after paged pool. Default is
104MB, can be registry-
overridden. 8GB maximum

Systern PTE poal.
Kernel mode access only
128G8

MonPaged pool.
Kernel mode access only
128GE

ManPaged system area

Reserved for the HAL 2GB

Figure 7-14 xb4 address space layout
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Address Translation

Now that you've seen how Windows siructures the virtual address space, let's look at how it
maps these address spaces to real physical pages. User applications and system code relerence
virtual addresses, This section starts with a detailed description of 32-bit x86 address ransla-
tiomn, followed by a brief description of the differences on the 64-bit [A-64 and x64 platform. In
the next section, we'll describe what happens when such a translation doesn't resolve o a

physical memory address (paging} and explain how Windows manages physical memory via

working sets and the page frame database,

%86 Virtual Address Translation

Using data structures the memory manager creates and maintains called page tables, the CPU
translates virtual addresses into physical addresses. Each virtual address is associaled with a
system-space siructure called a page table entry (PTE), which contains the physical address 1o
which the virtual one is mapped, For example, Figure 7-15 shows how three consecutive vir-
tual pages are mapped to three physically discontiguous pages on an x86.

00000000 :_]

Physical memory
7 Virtual
I
_[' -
: =
! /
- ]
| : =
TEFEFEFF i /
]
A0000000 ;
]
I
I
I
I
)
£0000000
I
il
Page table
€1000000 entries
FFFFFFFF

Figure 7-15 Mapping virtual addresses to physical memory (x&8)
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The dashed line connecting the virtual pagesto the PTEs in Figure 7-15 represents the indirect
relanonship between virtual pages and physical memory.

Note Kernel-mode code (such as device drivers) can reference physical memary addresses
by mapping them to virtual addresses. For mare information, see the memary descriptor list
{MDL) suppart routines described in the DDK documentation.

By default, Windows on an x86 system uses a two-level page table siructure to ranslate virtual
to physical addresses. (x86 systems runming the PAE kernel use a three-level page table—this
section assumes non-PAE systems, ) A 32-bit wirtual address 1s mterpreted as three separate
components—the page directory index, the page table index, and the byte mdex—that are used
as indexes into the structures that describe page mappings, as illustrated in Figure 7-16, The
page size and the PTE width dictate the width of the page directory and page table index
fields. For example, on x86 systems, the byte index is 12 bits because pages are 40596 bytes
(212 = 4096).

31 0 (L58)
Page directory Page table
index index Byt e
10 bits 10 bits 12 bits

Virtual page number

Figure 7-16 Components of a 32-bit virtual address an x86 systems

The page directory index is used to locate the page table in which the virtual address's PTE is
located. The page table index is used to locate the PTE, which, as mentioned earlier, contains
the physical address o which a virtual page maps, The byte index [inds the proper address
within that physical page. Figure 7-17 shows the relationship of these three values and how
they are used 10 map a virtual address into a physical address.
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KPROCESS
Page directory || Page table Byte
index index index
e e
CR3 Phiysical address
e Sem -
Index Index —— | Desired page
Index
PFN |
PDE __l - PEN Desired byte
PTE ——I ip
Page directory Fage tables Physical address
[one per process, 1024 entries) [up to 512 per process Space

plus up to 512 systemwide,
1024 entries per tabla)

Figure 7-17 Translating a valid virtual address (x8&-specific)

The following basic steps are invelved in translating a virtual address:

1

The memory management hardware locates the page directory for the current process.
On each process context switch, the hardware is 1eld the address of a new process page
directory, typically by the operating system setting a special CPU register,

The page directory mdex 15 used as an index mnto the page directory to locate the page
directory entry (PDE) that describes the location of the page table needed 1o map the
virtual address. The PDE contains the page [rame number (PEN) ol the page table (il it
15 resident—page lables can be paged out)

The page table index 1s used as an ndex mto the page table to locate the PTE that
describes the physical location of the virtual page in queston.

The PTE is used to locate the page. 1f the page is valid, it contains the PFN ol the page
in physical memory that contains the viriual page, 1f the PTE indicates that the page
isn't valid, the memory management fault handler locates the page and tries to make
it valid. {5ee the section on page fault handling } 1f the page can't be made valid (for
example, because of a protection fault), the fault handler generates an access violation
or a bug check.

When the PTE is pointed to a valid page, the byte index is used o locate the address of
the desired data within the physical page,

Now that you have the overall picture, let's look at the detailed siructure of page directories,
page tables, and PTEs.
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Page Directories

Each process has a single page directory, a page the memory manager creates to map the loca-
tion of all page tables [or that process. The physical address of the process page directory is
stored in the kernel process (KPROCESS) block, but it is also mapped virtually at address
OxC0300000 on x86 systems (0xCO600000 on systemns running the PAE kernel image). All
code running in kernel mode references virtual addresses, not physical ones. {For more
detailed information about KPROCESS and other process data structures, refer to Chapter 6.)

The CPU knows the locanion of the page directory page because a special register (CR3 on x86
systems) inside the CPU that is loaded by the operating system contains the physical address
of the page directory. Each time a context switch occurs to a thread that is in a different pro-
cess than that of the currently executing thread, this register is loaded from the KPROCESS
block of the target process being switched to by the context-switch routine in the kernel. Con-
text switches between threads in the same process don't result in reloading the physical
address of the page directory because all threads within the same process share the same pro-
cess address space.

The page directory is composed of page directory entries (PDEs), each of which is 4 bytes long (8
bytes on systems running the PAE kernel image) and describes the state and location af all the
passible page tables for that process. (As described later in the chapter, page tables are created
on demand, 5o the page directory lor most processes points only o a small set of page tables.)
The formart of a PDE isn't repeated here because it's mostly the same as a hardware PTE.

(On x86 systems running in non-PAE maode, 1024 page tables are required 1o describe the full
4-GE virtual address space. The process page directory that maps these page tables contains
1024 PDIEs. Therefore, the page directory index nieeds 1o be 10 bits wide (210 1024y On xB6
systemns Tunming in PAE mode, there are 512 entries in a page table {because the page direc-
tory index is 9 bits wide), Because there are 4 page directories, the result is a maximum of
2048 page tables,
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EXPERIMENT: Examining the Page Directory and PDEs
You can see the physical address of the currently running process's page directory by
examining the DirBase field in the !process kernel debugger output

Physical address of PDE

kd> !process

PROCESS BOL45380 | Cid: 0000  pPeb: 00000000  ParentcCid: Q000
DirgBase: 00030000 oObjectTable: BOGIS66B TableSize: 126.
Image: Idle
vadkoot 0 Clone O Private 0. Modified 0. Locked D.
B0145A3C mutantState Locked owningThread O
Process Lock OQwned by Thread 0

You can see the page directory’s virtual address by examining the kernel debugger out-
put {or the PTE of a particular virtual address, as shown here:

Wirtual address of PDE
Contents of PDE

kd= !pre 30001

00050001 - PDE at cO300000 PTE at COODD140
contains 00700067 contains OOEBID4T
pfn 00700 --DA--Uw win 00263, ~—0——-iny

| |

PFM of page State and

table page  protection of
page table
page

The PTE part of the kernel debugger output 1s defined 1n the section “Page Table
Entries.”

Because Windows provides a private address space for each process, each process has its own
set of process page tables to map that process’s private address space. However, the page
tables that describe system space are shared among all processes (and session space is shared
among processes in a session). To avoid having multiple page tables describing the same vir-
tual memory, when a process is created, the page directory entries that describe system space
are initialized te point to the existing system page tables. If the process is part of a session, ses-
sion space page tables are alsershared by pointing the session space page directory entries to
the existing session page tables.
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But as shown in Figure 7-18, not all processes have the same view ol system space. For exam-
ple, il paged pool expansion requires the allocation of a new system page table, the memory
manager doesn’t go back and update all the process page directories 1o point to the new sys-
tem page table. Instead, it updates the process page directories when the processes reference
the new virtual address

wr's

Process 1 Process 2
page tables page tables
FTEQ PTEOQ
Process 1 page Process 2 page
directory directory
: t« PDEQ ——— Private — FDED o _
PDE 511 PDE 511
PDE 512 »+ 1=+ PDESIL2
: - Process hasn't
PDEn PDE R «— yat referenced
. . systemn page
= : table
System
page tables

— | System PTE O [~

— | System PTE n

Figure 7-18 System and process-private page tables

Thus, a process can lake a page fault when referencing paged pool that is in fact physically res-
ident because its process page directory doesn't vet point to the new system page table that
describes the new area of pool. Page faults don't occur when accessing nonpaged pool, even
though it toe can be expanded, because Windows builds enough system page tables o
describe the maximum size during system initialization.

Page Tables and Page Table Entries

The process page directory entries point to individual page tables. Page tables are composed
of an array of PTEs. The virtual address's page table index field (as shown in Figure 7-17) indi-
cates which PTE within the page table maps the data page in question. On xRB6 systems, the
page table index is 10 hits wide (9 on PAE), allowing you to reference up to 1024 4-byte PTEs
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(512 8-byte PTEs on PAE systems). However, because 32-bit Windows provides a 4-GB private
virtual address space, more than one page table is needed o mayp the entire address space. To
calculate the number of page tables required 1o map the entire 4-GB process virtual address
space, divide 4 GB by the virtual memory mapped by a single page table. Recall that each page
table on an x86 system maps 4 MB (2 MB on PAE) of data pages. Thus, 1024 page tables (4
GB/4 MB)=or 2048 page tables (4 GB/2 MB) for PAE—are required to map the full 4-GB
address space.

You can use Lhe fpre command in the kernel debugger to examine PTEs. (See the experiment

Valid PTEs have two main fields; the page frame number (PEN) of the physical page contain-
ing the data or of the physical address of a page in memory, and some flags that describe the
state and protection of the page, as shown in Figure 7-19.

+ Reserved (writable on multi-
Processor systems)

+ Reserved

Reserved

Global

Reserved (large page if PDE)

Crirty

Accessed

Cache disabled

" Write through

—— T
= Write [writable on multi
processor systems)

l—lr Valid

Page frame number| U | P |Cw| Gl [ L (D | A |Cd|Wt] O W]V

31 b b Sl s W WA ST e TR R ST 1
I_|_—|Prmecticun

Figure 7-19 Valid xB6 hardware PTEs

As you'll see later, the bits labeled Reserved in Figure 7-19 are used only when the PTE isn't
valid. {The bits are interpreted by software ) Table 7-11 briefly describes the hardware-defined
bits in a valid PTE.

Table 7-11 PTE Status and Protection Bits

MName of Bit Meaning

Accessed Page has been read.

Cache disabled Disables caching for that page.

_Dir‘ty < __P‘age has been written to,

Global Translation_éi::-;-).l-iés_.tu all processes. [For example, a translation buffer flush

won't affect this FTE)
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Table 7-11 PTE Status and Protection Bits

Mame of Bit Meaning

Large page Indicates that the PDE maps a 4-MB page (or 2 MB on PAE systems). See the
section “Large and Small Pages” earlier in the chapter.

Owner Indicates whether user-mode code can access the page or whether the page
is limited to kernel-mode access,

Valid Indicates whether the translation maps to a p.a.g.i; in ph}rsi‘cal Memory.

Write through Disables caching of writes to this page 5o that changes are immediately
flushed to disk.

Write On uniprocessor systems, indicates whether th_e.page is read/write or read-

only; on multiprocessor systems, indicates whether the page is writable, {The
Write bit is stored in a reserved bit in the PTE.)

(Om %86 systems, a hardware PTE contains a Dirty bit and an Accessed hit. The Accessed bit is
clear if a physical page represented by the PTE hasn’t been read or written; the processor sets
this bit when the page 1s first read or written, The processor sets the Dirty bit only when a page
15 first written. In addition to those two bats, the x86 architecture has a Write bit that provides
page protecton. When this bit is clear, the page is read-only; when it is set, the page is read/

write. If a thread attempts to write to a page with the Write bit clear, a memory management
exception occurs and the memory manager's access fault handler (descnibed in the next sec-
tion) must determine whether the thread can write to the page (for example, if the page was
really marked copy-on-write) ar whether an access violation should be generated.

Hardware PTEs on multiprocessor xB6 systems have an additional Write bit implemented in
soltware that is intended 1o aveid stalls when tlushing the PTE cache (called the translation
logk-aside buffer, described in the next section) across processors. This bit indicates that 4 page
has been modified by another processor.

Byte Within Page

Once the memory manager has found the physical page in question, it must find the
requested data within that page. This is where the hyte index lield comes in. The byte index
field tells the CPU which byte of data in the page you want to reference. On x86 systems, the
byte index is 12 bits wide, allowing you ro reference up to 4096 byies of data (the size of a
page). So, adding the byte offset 10 the physical page number retrieved from the PTE corn-
pletes the translation of a virtual address o a physical address.
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EXPERIMENT: Translating Addresses

To clarify how address translation works, let's go through a real example of wanslating
a virtual address on an %86 non-PAE system, using the available tools in the kernel
debugger to examine page directories, page tables, and PTEs. In this example, we'll use
a process that has virmal address 0x50001 currently mapped to a valid physical
address. In later examples, you'll see how to follow address rranslation for invalid
addresses with the kernel debugger.

First let's convert 0x50001 to binary and break it inta the three fields that are used to
translate an address. In binary, 0x50001 15 101.0000.0000.0000.0001. Breaking it into
the component fields yields the following:

31 22 12 0
D000.0000.00 00.0101.0000 0000.0000.0001
Page directory Page table index Byte index

index () (B0 ar 0x50) (1}

To start the translation process, the CPU needs the physical address of the process page
directory, stored in the CR3 register while a thread in that process is running. You can
display this address either by examning the CR3 register uself or by dumping the
KPROCESS block for the process in question using the process command, as shown
here:

kd> !process

PROCESS B1555020 cid: 0099 peb: 7Hfdf0OD0 Parentcid: 0094
mirgase: 012f0000 oObjectTable: 30695bag TableSize: 46,
Image: IEXPLORE.EXE

Physical address of page directory

kd> r cr3
Ccri: 012F0000

In this case, the page directory is stored at physical address 0x12F0000. As shown in the
preceding illustration, the page directory index field in this example is 0. Therefore, the
PDE is at physical address 0x12F0000.

The kernel debugger !'pte command displays the PDE and PTE that describe a virtual
address, as shown here;
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Wirtual address of PDE Virtual address of PTE
Contents of PDE Contents of PTE
kd= !pte 50001
Q0050001 - PDE at CO300000 FTE at c0000140
contains DO70006GT contains Q0EGI0O4T
pfn 00700 --DA--UW pfn O0EGI --D---UWV
| I

PFN of State and
data page protection of
data page

PFM of page State and
table page  protection of
page table
page

In the lirst column the kernel debugger displays the PDE, and in the second columan it
displays the PTE. Notice that the PDE address is shown as a virtual address, not a phys-
ical address—as noted earlier, the process page directory starts at virtual address
0xCO300000 on x86 systems. Because we're looking at the first PDE in the page direc-
tory, the PDE address is the same as the page directory address.

The PTE 1s atvirtual address 0xC0000140. You can compute this address by multiplying
the page table index (0x50 in this example) by the size of a PTE: 0x50 multiplied by 4
equals Ox140. Because the memory manager maps page tables starting at 0xCODO0A00,
adding 140 vields the wirmal address shown in the kernel debugger ourpur

O0xCO000140. The page table page is at PEN 0x700, and the data page is at PEN Oxes3.

The PTE flags are displayed o the right of the PFN number. For example, the PTE that
describes the page being referenced has flags of D—UW?Y. D here stands for dirty (the
page has been modified). U for user-mode page (as opposed to a kernel-mode page), W
for writable page (rather than read-only?, and ¥ for valid. { The PTE represents a valid
page in physical memory.)

Translation Look-Aside Buffer

As we've learned so lar, each address translation requires two lookups: one to find the right
page table in the page directory and one 1o lind the right entry in the page table. Because
doing twa additional memory lookups for every reference ta a virtual address would result in
unacceplable system performance. most CPUs cache address ranslations so that repeated
accesses to the same addresses don't have to be retranslated, The processor provides such a
cache in the form of an array of asseciative memary called the transtation lonle-aside buffer, or
TLE. Assaciative memory, such as the TLB, is a vector whose cells can be read simultaneously
and compared to a target value. In the case of the TLE, the vectlor contains the virtal-to-phys-
ical page mappings of the most recently used pages. as shown in Figure 7-20, and the type of
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page protection applied 1o each page. Each entry in the TLB is like a cache entry. whose tag

holds portions of the virtual address and whose data partion holds a physical page number,
protection field, valid bir, and usually a dirty bit indicating the condition of the page 10 which
the cached PTE corresponds. If a PTE's global bit is set (used for system space pages that are
globally visible 1o all processes), the TLB entry isn't invalidated on process context switches.

Match
Virtual address TLB
T
Virtual page number; 17 e ——--=-= Virtual page 5 | Page frame 290
e —— I
» i B~ ]
T - Virtual page 64 | Invalid
L
n Page frame
'-:::\ Virtual page 17 91 i
\":\
Simultaneous read %% s
and compare  \\ s
oy -\w. e
: WL TR |
'\\ \\ \\ v
Yo% ] Virtual page 7 y Invalid
\\ \.\ :
Y1 Virtual page 6 | Page frame 14
L
\ '
1 Virtual page 65 | Page frame 801
I

Figure 7-20 Accessing the translation look-aside buffer

Virtual addresses that are used frequently are likely to have enties in the TLE, which provides
extremely fast virmal-to-physical address translation and, therefore, fast memory access. lf a

virtual address isn't in the TLE, it might still be in memary, but multiple memory accesses are
needed to hind i, which makes the access tme slightly slower. 1f a virtual page has been paged
out of memory or if the memory manager changes the PTE, the memory manager explicitly

invalidates the TLE entry. If a process accesses it again. a page lault occurs and the memory

manager brings the page back into memory and re-creates an entry for it in the TLB.

To maximize the amount of common code, the memory manager treats all PTEs the same
whenever possible, whether they are maintained by hardware or by software. For example, the
memory manager calls a kernel routine when a PTE changes fram invalid to valid. The job of
this routine is to load this new PTE into the TLB in whatever hardware-specific manner the
_architecrure requires. On x86 systems, the code is a NOP because the processor loads the TLB
without any intervention from the software.

Physical Address Extension (PAE)

The Intel x86 Pentium Pro processor introduced a memory-mapping mode called Physical

Address Extension (PAE). With the proper chipset, the PAE mode allows access o up 1o 64 GB
of physical memory on current Intel 86 processors and 1024 GB of physical memory on x64
processors (though Windows currently limits this 1o 128 GB due to the size of the PFN data-
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base required to map so much mernory). When the processor executes in PAE mode, the mem-
ory management unit (MMU) divides virtual addresses into four fields, as shown in Figure 7-21.

KPROCESS i

Page directory | Page directory | Page table Fage byte
pointer index index index offset
31 | 29 | 20| 11 |
Index Index Index Index

Physical address

i F
PFN
1 PEN
Ind
PoE ] L L Desired
Page directory pointers page
[one per process, 4 entries) PTE |
d Desired
PDE - byte
Page directory Page tables Physical address
(up to 4 per process, (512 entries per space
512 entries per table, table, & bytes
8 bytes wide) wida)

Figure 7-21 Page mappings with PAE

The MM still implements page directories and page tables, but a third level, the page direc-
tory pointer table, exists ahove them. PAE mode can address more memory than the standard
translation mode not because of the extra level of wranslatien but because PDEs and PTEs are
64 bits wide rather than 32 bits. The system represents physical addresses internally with 25
bits, which gives the ability to support a maximum of 22712 bytes, or 128 GB, of memery.
One way i which 32-bit applications can take advantage of such large memaory configura-
tions is described in the earlier section “Address Windowing Extensions.” However, even if
applications are not using such (unctions, the memory manager will use all available physical
memory for file cache data through the use of the system cache, standby, and madilied lists
{described in the section “Page Frame Number Database™),

As explained in Chaprer 2, there is a special version of the 32-bit Windows kernel with sup-
port for PAF called Nikrnlpa.exe. To select this PAE-enabled kernel, you must boot with the
/PAE switch in Boot.ini. Note that this special version of the kernel image 15 installed on all 32-
bit Windows systems, even Windows 2000 Professional or Windows XP systems with small
memory, The reason lor this is to facilitate device driver testing. Because the PAF kernel pre-
sents 64-hit addresses 1o device drivers and other system code, boating /PAE even on a small
memory system allows device driver developers Lo test parts of their drivers with large
addresses. The other relevant Bootini switch is /NOLOWMEM, which discards memory
helow 4 GB (assurning you have at least 3 GB ol physical memory) and relocates device driv-
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ers above this range. This guarantees that drivers will be presented with physical addresses
greater than 32 hits, which makes any possible driver sign extension bugs easier 1o find.

I1A-64 Virtual Address Translation

The virtual address space for 1A-64 is divided into eight regions by the hardware. Each region
can have its own set of page tables. Windows uses five of the regions, three of which have page
tables. Table 7-12 lists the regions and how they are used.

Table 7-12 The |A-64 Regions

Region Use

] User code and data

1 Session space code and data

2 Unused

3 Unused

4 Kseq3, which is a cached 1-ta-1 mapping of physical memory. Mo page tables are
needed for this region because the necessary TLB inserts are done directly by the
Memory manager.

5 Kseg4, which is a noncached 1-to-1 mapping for physical memary. This is used only
in a few places for accessing I/O locations such as the |/Q port range. There are no
page tables needed for this region.

=} Unused

7 Kernel code and data

Address translation by 64-bit Windows on the 1A-64 platform uses a three-level page table
scheme. Each process has a page directory pointer structure that contains 1024 pointers 1o
page directories. Each page directory contains 1024 pointers 1o page tables, which in turn
point to physical pages. Figure 7-22 shows the format of an 1A-64 hardware PTE

Exreption
Recarvad
Copy on write
Recarsad
Wite
Executs
& [Chamar
Dirty
Arccessed
= Cache
Reserrved
| l—l-'n'nl-d
Software
[warking | E Page frame number (37 hits) [Cw WNXl O DA W
set inde)
63 53 32 a3 o - e T S R - T . S
IA-64 PTE
Figure 7-22 |A-64 page table entry
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x64 Virtual Address Translation

64-bit Windows on the x64 architecture uses a four-level page table scheme. Each process has
a top level extended page directory (called the page map level 4) that contains 312 pointers to
a third-level structure called a page parent directory. Each page parent directory contains 512
pointers to second-level page directories. each of which contain 512 pointers to the individual
page tables. Finally, the page tables (each of which contain 512 page table entries) pomt to
pages in memory. Current implementations of the x64 architecture limit virtual addresses to
48 bits. The components that make up this 48-bit virtual address are shown in Figure 7-23.
The connections between these structures are shown in Figure 7-24. Finally, the format of an
x64 hardware page table entry is shown in Figure 7-25.

x64 64-bit (48-bit in today's processors)

47 39 38 30 29 21 20 12 11
Page map level | | Page directory Page table Page table
4 selector pointer selector salactor entry selector
9 bits G bits 9 bits 9 bits

Figure 7-23  x64 virtual address

48
Page map
level 4

Page dir
pointer

Page table
selector

Page directory Page Page o
pointers directories tables 3
Physical pages
[up to 2740)

Page map
level 4

Figure 7-24 x64 address translation structures
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Ko execute

Reserved

# Sofware field |prototyre FTE:
tofware field (copy on write]

Giohal

Large page
—_—————
— e
Cache disahled
% Vil through
—= Owner

I—' Write
i—o-‘,'.ahd

Lofiwane

M| (working | Reserved | Page Frame Mumber | U] P JCw | GI| L | D | A |Cd W] O[] W
st index)

63 G2 52 51 40 33 171300 98 F e 5 4 3 24 4

w&d PTE

Figure 7-25 x64 hardware page table entry

Page Fault Handling

Earlier, you saw how address translations are resolved when the PTE is valid. When the PTE
valid bit is clear, this indicates that the desired page is for some reason not (currently) acces-
sible to the pracess. This section describes the types of invalid PTEs and how references to
them are resolved.

|
Note Only the 32-bit x86 PTE formats are detailed in this book, PTEs for 64-bit systems con-
tain similar information, but their detailed layout is not presented.

Areference to an invalid page 1s called a page fault. The kernel trap handler (mtroduced m the sec-
tion “Trap Disparching” m Chapter 3) dispatches this kind of fault to the memory manager tault
handler { MmAccessbault) to resolve. This routine runs in the context of the thread that incurred
the fault and is responsible [or attempting to resolve the fault (if possible) or raise an appropriate
exception. These faults can be caused by a vaniety of conditions, as listed in Table 7-13.

Table 7-13 Reasons for Access Faults

Reason for Fault Result

Accessing a page that isn't resident in Allocate a physical page, and read the desired page
“memory but is on disk in a page file or a from disk and into the working set

mapped file

Accessing a page thatis on the standby or  Transition the page to the process or system working
modified list set

Accessing a page that isn't committed Access violation

{for example, reserved address space or
‘address space that isn't allocated)

Accessing a page from user mode that Access violation
can be accessed only in kernel mode
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Table 7-13 Reasons for Access Faults

‘Reason for Fault Result

Writing to a page that is read-only Access violation

Accessing a demand-zero page Add a zero-filled page to the process wnri:_ing set

Writing to a guard page Guard-page violation (if a reference to a user-mode

s stack, perform automatic stack expansion)

Writing to a copy-on-write page Make process-private (or session-private) copy of
page, and replace original in process, session, or sys-

A tem working set

Referencing a page in system space that Copy page directary entry from master system page

is valid but not in the process page direc-  directory structure, and dismiss exception

tary (far example, if paged pool expand-

ed after the process page directory was

created)

On a multiprocessor systemn, writing to a Set dirty bit in PTE

page that is valid but hasn't yet been writ-

ten to

Executing code in a page that is marked Access violation (supported only on hardware plat-

as no execute forms that support no execute pratection running
Windows XP Service Pack 2 or Windows Server 2003
Service Pack 1 and later)

The following section deseribes the four basic kinds of invalid PTEs that are processed by the

access fault handler. Following that is an explanation of a special case of invalid PTEs, prote-

type PTEs, which are used 1o implement shareable pages.

Invalid PTEs

The following list details the four kinds of invalid PTEs and their structure. Some of the llags

are the same as those for a hardware PTE

as described in Table 7-11.

®m Pagefile The desired page resides within a paging file. An in-page operation is initiated,

as illustrated here:

+ Transition
Prototype
|—- Walid
31 12 11 10 8 5 4 alie]
Page file offset Protection| PFM (O

B Demand zero The desired page must be satisfied with a puge ol zeros. The pager looks
at the zero page list. If the list is empty, the pager takes a page from the free list and
zeroes it. [f that list is empty, it takes a page [rom the standby list and zeroes it. The PTE
format is the same as the page file PTE shown in the previous entry, but the page file

number and offset are zeros.

o e
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B Transition The desired page is in memory on either the standby, modified, or modified-
no-write list. The page will be removed lrom the list and added to the working set if rel-
erenced, as shown here:

Transition
Prototype
Protection
Cache disable
Write through

Cwiner

Write

’—\n'alid
31 12 11 10 9 i F S, U
PFN 1|1 [Protection 0

B Unknown The PTE 1s zerp, or the page table doesn’t yet exist. In hoth cases, this llag
means that you should examine the sirtual address descriptors (VADs) to determine
whether this virtual address has been committed. If 5o, page tables are built to represent
the newly committed address space. (See the discussion of VADs later in the chapter.)

Prototype PTEs

If a page can be shared between two processes, the memaory manager relies on a software
structure called prototype page table entries (prototype PTEs) to map these potentially shared
pages. For page file backed sections, an array of prototype PTEs is created when a section
ohject is first created; lor mapped liles, portions ol the array are created on demand as each
view is mapped. (See the following note,) These prototype PTEs are part of the segment struc-
ture, described at the end of this chapter.

Mote InWindows 2000 and Windows 2000 Service Pack 1, the memary manager allocates
all the protatype page table entries needed ta map the entire file, even though applications
might only map views to small parts of the file(s] at any one time. Because these structures are
allocated from a finite resource (paged pool), attempting to map large files can exhaust this
resource. As a result, this limits the total amount of mapped file(s) in use at any time to approx-
imately 200 GB.

This limit has been removed in Windows 2000 Service Pack 2 and beyond by having the mem-
ory manager allocate these structures only when mapped views into the file are created. A
result of this change is that it is now possible for file backup of any size file an any size system,
Previously, you couldn't back up a 500-GB file an a 32-MB system because there wasn't enough
paged pool to create the prototype page table entries for the entire section. Mow that these
structures are allocated for active views anly, large file backups are supparted on systems with
small physical memary configurations.
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When a process first references a page mapped 10 a view of a section object (recall that the
VADs are created only when the view is mapped), the memory manager uses the information
in the prototype PTE to fill in the real PTE used lor address translation in the process page
table. When a shared page is made valid, both the process PTE and the prototype PTE point
to the physical page containing the data. To track the number of process PTEs that reference
a valid shared page. a counter in the PFN database entry 15 incremented. Thus, the memory
manager can determine when a shared page is no longer referenced by any page table and
thus can be made invalid and moved to a transition list ar written out to disk.

When a shareable page is invalidated, the PTE in the process page table is filled in with a special
PTE that points to the prototype PTE entry that describes the page, as shown in Figure 7-26.

Prototype
[—' Valid
31 11 109 &8 7 1.8
PTE address PTE address o
{bits 7 through 27} {bits 0 through &)

Figure 7-26 Structure of an invalid PTE that points to the prototype PTE

Thus, when the page is later accessed, the memory manager can locate the prototype PTE
using the nformaton encoded m this FTE. which in turn describes the page being referenced.
A shared page can be in one of six different states as described by the prowtype FTE entry:

B Activefvalid The page is in physical memory as a result of another process that
accessed in
Transition The desired page is in memory on the standby or modified list.

B Modified-no-write The desired page is in memory and on the modified-no-write list.
(See Table 7-20.)

B Demand zero [he desired page should be satisfied with a page of zeros.

B Pagefile The desired page resides within a page file.

B Mapped file The desired page resides within a mapped file.
Although the format of these prototype PTE entties is the same as that of the real PTE
entries described earlier, these prowtype PTEs aren't used for address translation—they are

a layer between the page table and the page frame number database and never appear
directly in page tables.

By having all the accessors ol a potentially shared page point to a prototype PTE Lo resolve
faults, the memory manager can manage shared pages without needing to update the page
tables of each process sharing the page. For example, a shared cade or data page might be
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paged out 1o disk at same point. When the memery manager remrieves the page from disk, it
needs only 1o update the prototype PTE to point to the page's new physical locatiori—the PTEs
in each of the processes sharing the page remain the same (with the valid hit clear and still
pointng to the prototype PTE). Later, as processes reference the page, the real PTE will gel
updated.

Figure 7-27 illustrates two virtual pages in a mapped view. One is valid, and the other is invalid.
As showm, the first page is valid and is peinted to by the process PTE and the prototype PTE. The
second page is in the paging file—the protatype PTE contains its exact location. The process PTE
iand any other processes with that page mapped) points to this pratotype FTE.

PEM n
Valid—PFNpn | | Segment
PEN = structure
Invalid — points FFM n
to prototype |5 | Valid — PFM 5
FTE
L,| tmvalid —in PTE addr
page file bR
Page directory Page table
Share count=1
Prototype page Physical PFN database
table memory entry

Figure 7-27 Prototype page table entries

In-Paging I/O

In-paging /0 occurs when a read operation must be issued 1o a lile (paging or mapped) o
satisly a page fault. Also, because page tables are pageable, the processing of a page fault can
incur additional page faults when the system 15 loading the page table page that contains the
FTE ar the prototype PTE that describes the original page being relerenced.

The in-page [/0 operation is synchronous—that is, the thread waits on an event until the /0
completes—and 1sn't interruptible by asynchronous procedure call (APC) delivery. The pager
uses a special modifier in the [/O request function ta indicate paging 1/0. Upon completion of
paging /O, the 1/0 system triggers an event, which wakes up the pager and allows it 1o con-
Hhue in-page processing.

While the paging I/O operation fs in progress, the faultung thread doesn't own any critical
memoTy management synchronization objects. Other threads within the process are allowed
to issue virtual memaory functions and handle page faults while the paging /O 1akes place.
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But a number ol interesting conditions that the pager must recognize when the 10 completes
are exposed:

B Another thread in the same process or a different process could have faulted the same
page (called a collided page fault and described in the next section),

The page could have been deleted (and remapped) [rom the virtual address space.
The proteciion on the page could have changed.

The lault could have been for a prototype PTE, and the page that maps the protatype
FTE could be out of the worlang set

The pager handles these conditions by saving enough state on the thread's kernel stack before
the paging 1/0 request such that when the request is complete, it can detect these conditions
and, il necessary, dismiss the page fault without making the page valid. When and if the faulting
instruction is reissued, the pager is again invoked and the PTE is reevaluated in its new state.

Collided Page Faults

The case when another thread or process [aults a page that is currently being in-paged 15
known as a collided page fault. The pager detects and handles collided page laults optimally
because they are common occurrences in multithreaded systems. [fanother thread or process
faults the same page, the pager detects the collided page faull, noticing that the page is in tran-
sition and that a read is in progress. (This information is in the PFN database entry.) In this
case, the pager issues a wail operation on the event specilied in the PFN database entry. This
event was initialized by the thread that first issued the 1/O needed 1o resolve the laule.

When the [/0 operation completes, all threads waiting on the event have their wail satisfied.

t% The first thread 1o acquire the PFN database lock is responsible for perlorming the in-page
completion operations. These operations consist of checking [/O status ta ensure the /0
operation completed suceesslully, clearing the read-in-progress bit in the PFN database, and
updating the PTE.

When subsequent threads acguire the PEN database lock o complete the collided page fault,
the pager recognizes that the initial updating has been performed as the read-in-progress bit is
clear and checks the in-page error flag in the PFN database element to ensure that the in-page
/O completed successtully. If the in-page error flag is set. the PTE isn't updated and an in-
page etror exception is raised in the faulting thread

Page Files

Page files are used to store modified pages that are still in use by some process but have had
ter be written 1o disk (because of modified page writing). Page file space is reserved when the
pages are initially comumitted, but the actual page file locations are not chosen until pages are
written aut to disk. The important point is that the system commit limit s charged for private
pages as they are created. Thus, the Process: Page File Bytes performance counter is actually
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the total process private committed memaory, of which none, some, or all may be in the paging
file. (In fact, it’s the same as the Process: Private Byles performance counter.)

The memory manager keeps track of private committed memory usage on a global basis,
termed commitment, and on a per-process basis as page file quota. (Again, this memory usage
doesn’t represent page file usage—it represents private committed memory usage.) Commit-
ment and page file quota are charged whenever virtual addresses that require new private
physical pages are committed. Once the global commit limit has been reached (physical mem-
ary and the page files are full), allocating virtual memory will fail until processes free commit-
ted memory (for example, when a process exits).

When the system boots, the Session Manager process (described in Chapter 4) reads the list
of page files to open by examining the registry value HKLM\SYSTEM"\ CurrentContralSet’,
ControlSession Manager' Memory Management PagingFiles. This multstring registry value
contains the name, minimum size, and maximum size of each paging file. Windows supports
up to 16 paging files. On x86 systems running the normal kernel, each page file can be a max-
imum of 4095 MB. On x64 systems and x86 systems running the PAE kernel, each page file
can be 16 terabytes (TB). On IA-64 systems, each page file can be 32 TB. Once open, the page
files can't be deleted while the systemn is running because the System process (described in
Chapter 2) maintains an open handle 1o each page file. The [act thal the paging files are open
explains why the built-in defragmentation tool cannot defragment the paging file while the
system is up. To defragment your paging file, use the freeware Pagedefrag toal from www.sys-
internals cont. It uses the same approach as other third-party defragmentation tools—it runs its
defragmentation process early in the boot process belore the page liles are opened by the Ses-
sion Manager.

Because the page file contains parts of process and kernel virtnal memary, for security reasons
the system can be configured 1o clear the page file at system shutdown. To enable this, set the
registry value HKLMASYSTEM' CurremtControlSet’ Control’\ Session Manager Memory Man-
agement\ClearPageFileAtShutdown to 1, Otherwise, after shutdowr, the page file will contain
whatever data happened to have been paged out while the system was up. This data could
then be accessed by someone who gained physical access 1o the machine.

Il no paging liles are specified, Windows 2000 creates a default 20-MB page file on the boat
partition, Windows XP and Windows Server 2002 do not create this temporary paging hile,
which means the system virtual memory commit limit is based on available memory. In Win-
dows XP and Windows Server 2003, if the minimum and maximum paging file sizes are both
zero, this indicates a systemn managed paging file, which causes the system 1o choose the page
file size as shown in Table 7-14.

Table 7-14 Default Page File Sizes

System Memory Size Minimum Page File Size Maximum Page File Size
< 1_'_.'53 15* RAM 3 * RAM
>=1GR 1* RAM 3 * RAM
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EXPERIMENT: Viewing System Page Files

To view the list of page files, look in the registry at HKLM\SYSTEM\ CurrentCon-
trelSet\Control\5ession Manager\Memory Management'\PagingFiles. This contains
the paging file configuration settings modified through the System utility in Control
Panel. In Windows 2000, click the Performance Options button on the Advanced ab,
and then click the Change button. In Windows X' and Windows Server 2003, click the
Advanced tab, click the Settings button in the Performance section, click the Advanced
tab, and finally, click the Change button in the Virtual Memory section.

To add a new page lile, Control Panel uses the (internal only) NitCreatePagingFile sysiem ser-
vice delined in Nidlldll, Page files are always created as noncompressed files, even if the direc-
Lory they are in is compressed. To keep new page files from being deleted, a handle is
duplicated into the System process so that when the creating process closes the hanelle to the
new page file, another process can still open the page file.

The performance counters listed m Table 7-15 allow you to examine private committed mem-
ory usage on a systemwide or per-page-file basis. There's no way to determine how much of a
process’s pnivate committed memory is resident and how much 1s paged out to paging files,

Table 7-15 Committed Memory and Page File Performance Counters

Performance Counter Description

Memory: Committed Bytes Number of bytes of virtual (not reserved) memory that has been
committed. This number doesn't necessarily represent page file
usage because it includes private committed pages in physical
memaory that have never been paged out. Rather, it represents
the armaunt of page file space that would be used if the process
~ was completely made nonresident.

Memory: Commit Limit  Number of bytes of virtual memory that can be committed
without having to extend the paging files; if the paging files can
be extended, this limit is soft.

P-agiﬁg File: % Usage Percentage of the paging file committed.
Paging File: % Usage Peak Highest percentage of the paging file committed.

MNote that these counters can assist you in choosing a page lile size. Although most do it, basing

page file size as a function of RAM makes no sense because the more memory you have, the less
likely you are to need to page data oul To determine how much page file space your system

really needs hased on the mix of applications that have run since the system booted, examine
the peak commit charge {displaved in the Commit Charge section of Task Manager's perfor-
mance tab and also in Process Explorer's System Information display). This number represents
the peak amount of page file space since the system booted that would have been needed if the
system had w page out all private commtted virtual memory {which rarely happens).
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If the page file on your system is too big, the system will not use it any more or less—in other
words, increasing the size of the page lile does nal change system performance, it simply

means the system can have more nonshareable committed virtual memory. 1f the page lile 15
too small for the mix of applications you are running, vou might get the “system running low
on virtual memory” error message. In this case, first check to see whether a process has a
memory leak by examining the process private bytes count (found in the *VM Size” column in
Task Manager's Processes tab), If no process appears to have a leak, check the system paged
pool size—if a device driver is leaking paged pool, this might also explain the error. (See the
“Troubleshooting a Pool Leak” experiment in the *System Memory Pools” section for how o
troubleshoot a pool leak.)

EXPERIMENT: Viewing Page File Usage with Task Manager
You can also view committed memory usage with Task Manager by clicking its Perlor
marnce tab. You'll see the following counters related to page files:

Azpiogong | Pyogepses | PVORRNCe | hstwadiong

* L e L H

Tatal virtual : thyacd Mares
Harxde Ly Totad 1T
memaory that has Thesch 8% gk )
COI"ﬂI‘I‘IIt[E‘Ij STDrﬂGE [ty E: R Cahe ;i
I' Tedd S o |:1n; [LERE]
ik [ 5 (=] [
' A A L IrILeD Foroamd 2185
Maximum virtual
memary without Froomses T3 U Linagas 3% Corut Charga: $40H | 197

extending page file

Mote that the Mem Usage bar {called I'F Usage in Windews XP and Windews Server
2003} 1s actua

Iy the system commit total. This number represents potential page file
usage, not actual page lile usage. 1t is how much page [ile space would be used if all the
private committed virtual memory in the system had to be paged our all at once.
Process Explorer’s System Information display shows an addinonal piece of information
about system commit usage, namely the percentage of the peak as compared 1o the limit
and the current usage as compared to the limit:
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Virtual Address Descriptors

sr'd

The memory manager uses a demand-paging algorithm to know when to load pages into

! . ERCEREIINE 2 P2E
memoty, waiting unel a thread references an address and incurs a page [ault belore retrieving
the page from disk. Like copy-on-write, demand paging is a [orm of lagy evaluation—waiting to

perform a task unal 1t is required

[he memory manager uses lazy evaluation not anly to bring pages into memory but also to con-
struct the page tables required (o describe new pages. For example, when a thread cammits a

egion of virtwal memory with VirnualAlloe, the memory manager could immediately con-

largg:

struct the page tables required to access the entire range of allocated memory. But what if some

of that range is never accessed? Creating page tables for the entire range would be a wasted

ellart. Instead, the memory manager waits to creale a page table until a thread incurs a page
fault, and then it creates a page tahle for that page. This method significantly improves perlor-
mance for processes that reserve and/or commit a lot of memory but access it sparsely.

With the lazy-evaluation algorithm, allocating even large blocks of memory is a fast operation.
When a thread allocates memory, the memory manager must respond with a range of
addresses for the thread to use. To do this, the memory manager maintains another set of dara

structures to keep track of which virtual addresses have been reserved in the process's address
space and which have not. These data structures are known as virtual address descriptors

(VADs). For each process, the memory manager maintains a set of YADs that describes the sta-
tus of the process's address space. VADs are structured as a sell-balancing binary tree to make
lookups efficient. Windows Server 2003 implements an AVL tree algorithm (named after their
inventors, Adelson-Velskii and Landis) that better balances the VAD tree, resulting in, on aver-
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age, fewer COmpArisons when searching for a VAD corresponding with a virtual address. A dia-
gram of a VAD tree is shown in Figure 7-28.

Inheritance: Yeas

Range: 200000040 through 2000FFFF
Protection: Read,write

Z

L

Range: 00002000 through O000FFFF
Protection: Read-only
Inheritance: No

Range: 4E000000 through 4F000000
Protection: Copy-an-write
Inheritance: Yes

LN

Inherntance: Ma

Range: 32000000 through 3300FFFF Range: TAAAQDOD through 7AAADDFF
Protection: Read-only

Protection: Readwrite
Inheritance: No

Figure 7-28 Virtual address descriptors

When a process reserves address space of maps a view of a section, the memory manager cre-
ates a VAD to stare any information supplied by the allocation request, such as the range of
addresses being reserved, whether the range will be shared or private, whether a child process
can inherit the contents of the range, and the page protection applied to pages in the ringe.

When a thread first accesses an address, the memory manager must create a PTE for the page
contaming the address. To do s, 1t finds the VAD whose address range contains the accessed
address and uses the information it finds to fill in the FTE. If the address falls outside the
range covered by the VAD or in a range of addresses that are reserved but not committed, the
memory manager knows that the thread didn't allacate the memory before attempting o use
it and therefore generates an access violation.

kd> lprocess Zal 1

Image: notepad.exe

EXPERIMENT: Viewing Virtual Address Descriptors

You can use the kernel debugger's vad command to view the VADs for a piven process.
First find the address of the root of the VAD wee with the !process command. Then spec-
ify that address to the lvad command, as shown in the following example of the VAD tree
for a process running Notepad exe:

searching for Process with Cid- == 2al
PROCESS 8614d030 SessionId: 0 €id: 02al Peb: 7HfdFO00 ParentCid: 0554
DirBase: 00d93000 oObjectTable: 8lbc47cE TableSize: 41.

vadroot B11Ed868 clone 0 Private 252. modified 0. Locked O.
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kd> !vad B311EdBEB

VAD Tevel start end commit

Badf4148 ( 2) 10 10 1 Private READWRTITE
E50cdbes ( 3) 20 20 1 Private READWRITE
810bdees ( 1) 30 6f 7 Private READWRITE
§109d308 ( 3 70 16f 32 pPrivate READWRITE
B10e9a2d ( 2) 170 17f 0 Mapped READWRLTE
Bdaedfck ( 3) 130 195 0 Mapped READONLY
B118dBGE [ 0O) lal lce 0 Mapped READONLY
£1190a08 [ 4) 1dd 210 0 Mapped READDNLY
B5c7b92g ( 3) 220 223 0 Mapped READDNLY
E6253a08 ( 4) 230 2fF7 0 mapped EXECUTE_READ
ElDaab4g ( 2) 00 342 0 mapped READONLY
B0db544E ( 5) 350 bdf 0 Mapped EXECUTE_READ
Total waps: 4% average level: 6 maximum depth: 13

Section Objects

As you'll remember [rom the section on shared memory earlier in the chapter, the section
object, which the Windows subsystem calls a file mapping object, represents a block of memary
that two or more processes can share. 4 section object can be mapped o the paging file or to
another file on disk '

The executive uses sections to load executable images into memory, and the cache manager
uses them to access data in a cached fle, (See Chapter L1 for more information on how the

cess address space. The file can then be accessed as a large array by mapping different views
of the section abject and reading or writing to memaory rather than to the file (an acovity
called mapped file 1'0). When the program accesses an invalid page (one not in physical mem-
ory ), a page fault occurs and the memory manager awtomatically brings the page into memary
{rom the mapped file. If the appheation modifies the page. the memory manager writes the
changes back to the file dunng its normal paging operations (or the application can flush a
view by using the Windows FlushViewOfFile funclion).

Section ohjects, like other objects, are allocated and deallocated by the object manager. The
object manager creates and mitializes an object header, which it uses to manage the abjects,
the memory manager defines the body of the section object. The memory manager also imple-
ments services that user-mode threads can call to retrieve and change the attributes stored in
the body ol section objects, The structure of a section object is shown in Figure 7-29.
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Object type

Section

Object body attributes

Maximum size

Page protection

Paging file/Mapped file
Based/Mot based

Services

Create section
DOpen section
Extend saction
Map/Unmap view
uery section
il /

Figure 7-29 A section object

Tahle 7-16 summarizes the unique attributes stored in section ahjects.

Table 7-16 Section Object Body Attributes

Attribute

Purpose

Maximum size
Page protection

Paging file/Mapped file

Based/Mot based

The largest size to which the section can grow in bytes: if mapping
a file, the maximum size is the size of the file.

Page-based memary protection assigned to all pages in the sec-
tion when it is created.

Indicates whether the section is created empty (backed by the
paging file—as explained earlier, page file backed sections use
page-file resources only when the pages need to be written out to
disk) or loaded with a file (backed by the mapped file).

Indicates whether a section is a based section, which must appear
at the same virtual address for all processes sharing it, ar a nan-
based section, which can appear at different virtual addresses for
different processes,

Em[} EXPERIMENT: Viewing Section Objects

With the Object Viewer {Winobjexe rom wwwsysinternals.com from the bool's com-

NamedOhjects.)

panion CI or Winohj.exe in the Platform SDK], you can see the list of sections that have
global names. You can list the open handles to section ohjects with any of the wols

deseribed in the Object Manager section in Chapter 3 that list the open handle table. (As
explained in Chapter 3, these names are stored in the ohject manager directory “Base-
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Using Process Explorer or Handles exe (both from www.sysinternals.com’ or the Win-
dows resource kit Oh exe (Open Handles) tool, you can list the open handles to section
objects. For example, the ollowing command displays all open handles to objects of
type section, whether or not they have names. (A section must have a name only if ather
processes need to open it by name.)

c:h> oh -t section -a

DO0OOODE System section 0070

DODOOCAC smss.exe Section 0004

00000044 csrs5s5.exe Section 0004

00000044 CSrss.Axe section 0024

000000A4 csrss.exe Section 0038

000000A4 csrss._exe section 0040 “KLSYNTsSectionunicode
0000D0AS csrss.exe section (044 \NLS\N1sSectionLocale
00000044 Csrss.exe section 0048 ‘\KLS\NIsSectionCType
000000A4 csrss.exe section 004c ‘NWLS\NlssectionSortkey
000000A4 csrss.exe section 0050 “MLS\N]sSectionsortThls

00000040 winlogon.exe Section 0004
000000A0 winlogon.exe Section 0034
0000000 winlogon.exe Section (168 ‘\Basenamedobjects'\mmGlobalPnpInfo

&

You can also use Process Explorer from www.sysinternals.com Lo view mapped files.
Select D11s from the Lower Pane View entry of the View menu. Files marked with an
asterisk in the MM column are mapped files (rather than DLLs and other (iles the image
loader loads as modules). Here's an example:

ween. Jpnicmaly. com

; T S e
% R 3 I R
3 T Lmrwre Heet Pracae b el Sarecas

mrmec Heoe Prazem bae'Wini Saracar
Fmrots Ragey Service

VARHELAL T 11 Ackarman sice
VRARELAE 1 A s e

sl Lk

VATATE IO 0 el

VAR ) I

VAR FITH D eI

VAR 13 W D YT

AN S O W T Pagnirsaon I GO Tac ch

B E P D \Dacursants and S singe Adnes s sl oosl S stangs. | srponeey | ris

FEVARDE 43P D \Docusanis andl sibngs'Adneni s o ackear ande dat

EALE 43P D Dasursenis ars! sfmge’Admanas woi' L ol % singst H flos o

BBl P 5 A D \Dacuments arcS simgrdea ocal g oy,
SIOISN D0 12TASE 1 I00PA L WINKNT E mlore Een
SOONEI0NN  12TANS1I00FY e WIRKT LS el

0100



Chapter 7: Memory Management 453

The data structures maintained by the memory manager that describe mapped sections are
shown in Figure 7-30. These structures ensure that data read from mapped hles is consistent,
regardless of the type of access {open file, mapped file, and so on).

VAD )
[ __| Section
abject
—= File object
Section object L
P pointers 15 Data section segment
i control area
-— PFM
Subsection - - [ TACIR R ., database
i 5 PTEs
entry
MNext
subsection
e y —*| Image section control area
—* File object (if file is an executable image)

Page

directory s—| Page table ¢

Figure 7-30 Internal section structures

For each open file (represented by a file object}), there is a single section object pointers struc-
ture. This structure is the key 1o maintaining data consistency lor all types ol lile access as well
as to providing caching for files. The section object pointers structure points to one or two con-
trol areas, One control atea is used to map the file when it is accessed as a data file, and one is
used to map the file when it is run as an executable image.

A control area in turn points to subsection structures that describe the mapping information

lor each section of the file (read-only, read-write, copy-on-write, and so on). The control area
also points to a segment structure allocated in paged pool. which in turn peints to the proto-
type PTEs used to map to the actual pages mapped by the section object. As deseribed earlier
in the chapter, process page tables point to these prototype PTEs, which in turn map the pages
being referenced.

Although Windows ensures that any process that accesses {reads or writes) a file will always
see the same, consistent data, there 1s one case in which two copies of pages of a file can reside
in physical memory (but even in this case, all accessors get the latest copy and data consistency
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is maintained). This duplication can happen when an image file has been accessed as a data file
i(having been read or written) and then run as an executahle image (for example, when an
image is linked and then run—the linker had the file open for data access, and then when
the image was run, the image loader mapped it as an executable). Internally, the fallowing
ACTIONS OCCur:

1. 1f the execurable file was created using the file mapping APIs (or the cache manager), a
data control area is created to represent the data pages in the image file being read or
WTiLen.

2. When the image is run and the section object is created to map the image as an execut-
able, the memory manager finds that the section object pointers for the image [ile point
to a data control area and flushes the section. This siep is necessary Lo ensure that any
modilied pages have been written to disk before accessing the image through the image
control area.

3. The memory manager then creates a control area for the image file.

4. As the image begins execution, its (read-only) pages are faulted in from the image file.

Because the pages mapped by the data control area might still be resident (on the standby
list), this is the one case in which two copies of the same data are in two different pages in
memaory. However, this duplication doesn't result in a data consistency issue because, as men-
tinned, the data control area has already been flushed to disk. so the pages read from the
image are up to date (and these pages are never written back to disk}.

L]
th EXPERIMENT: Viewing Control Areas
'ﬂ : i To find the address of the control area structures for a file, you must first get the address of
the file object in question. You can obtain this address through the kernel debugger by
dumping the process handle table with the thandle command and noting the object
address ol a file object. Although the kernel debugger !file command displays the basic
information in a file ohject, it doesn't display the pointer to the section abject pointers
structure. Then, using the dt command, format the file abject to get the address of the sec-
tion ohject pointers structure. This structure consists of three pointers: a pointer to the
data control area, a pointer to the shared cache map (explained in Chapter 113, and a
pointer to the image control area. From the section object pointers structure, you can
obtain the address of a control area for the file (if one exists) and feed that address into the
lea command.
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For example, if vou open a PowerPaint lile and display the handle table for that process
using 'handle, you will find an open handle to the PowerPoint [ile as shown below. (For
information on using handle, see the “Object Manager” section in Chapter 3.)

Tkd= 'handle 1 f 5cd file

0284: object: BAR45c03IB  Grantedaccess: 001200E9
object: B645c038 Type: (BGEFddcal) File
objectHeader: B645c020
HandleCount: 1 Pointercount: 1
Directory Object: 00000000 Mame: %slidesintinthnew'
j-systemarchitecture.ppt {Harddiskvolumel}

Taking the file object address (8645c038) and formatting it with di results in this:

Tkd> dt nt!_file_object B645c038
nr!_FILE_QBJECT

+=000 Type g

+0x002 5ize : 112

+0x004 Devicedbject : OxB6742e30
+0x008 vpb : 0x867a3090
+w00c FsContext : Oxe2736530
+0w010 FsContext? : Oxe3i09a37R

+0x014 SectiongbjectPointer : Ox85512fec

Then taking the address of the section object pointers structure (0x85512fec) and for-
matting it with df results in this:

Tkd> dt nt!_section_object_pointers Ox85512Fec
nt!_SECTION_OBIECT_POINTERS
+0x000 DatasectionObject : OxB8564fF3al
+0x004 SharedCacheMap @ (null)
+0x008 Imagesectionobject : (nulld

Finally, use lca 10 display the control area using the address:

Tkd= !ca Ox8564F8al
controlarea @8564F8al

Segment: e31B17528 Flink 0 mlink o
section Ref 1 Pfn Ref 2% Mapped views 1
user Ref 2 wWaitForDel 4] Flush Count o
File Object B5774580 ModwriteCount 0 System Views o

Flags (2008080) File wasPurged HaduserReference Accessed
File: “slides\ntintnew\3-systemarchitecture,ppt
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Another technique is to display the list of all control areas with the !memusage com-
mand. The following excerpt is [rom the putput of this command:

kd» Imemusage
loading PFN database
loading (9% complete)

Zeroed: 9 36 kb)

Free: (I 0 kb)

standby: 2103 [ 8412 kb)

Modi Fied: 300 { 1200 kb)

Madi fiednowrite: 1C 4 kb}
active/valid: 30318 (121272 kb)
Transition: 3 12 kb)
Unknawn : 0 ( 0 kb)

TOTAL: 32734 (130936 kb)

Building kernel map

Finished building kermel map

usage Summary (in kb):
Control valid Standby Dirty Shared Locked PageTables name
8119608 3000 528 mapped_file{ WINWORD.EXE )
349e7chS 96 0 Ko Mame for File
Bl0%9c3B8 24 i] mapped_file! DEVDTG.PKG )
81402488 236 i WO Name Tor File
B0fbataB 268 o mapped_file( kernel32.pdh 2
810abl6E 1504 380 mapped_file{ QUTLLIRB.DLL )
B1126a08 0 276 mapped_filal ¥ )
B1112d28 656 ] Mo Name for File

{ =B = B — = O = - B~ ]
= B e R e O e R e O = T
[ — T — I — I — T — -~
Lo S e S e O e Y = = R =

The Contral column points to the control area structure that describes the mapped file.
You can display control areas, segments, and subsections with the kernel debugger lea
cormnmand. For example, to dump the control area for the mapped file Winword exe in
this example, type the lea command followed by the Control number, as shown here:

kd= lca 8119b608

Contralarea @8119b608

segment : e2c2B0OD0  Flink 0 Elink: o

Section Ref 1 pfn ref 372 Mapped views: 1

user Ref 2 subsections 6 Flush Count: o

File object 8213fb38 ModwriteCount 0 system views: ]

waitForDel 0 Paged Usage 3000 nNonPaged Usage 1040

Flags (90000a0) Image File HaduserReference Accessed
File: “Program Files‘\Microsoft office’\office \WINWORD.EXE

Segment @ e2c28000:

Base address 0 Total Ptes EGa monExtendPtes: BBa
Image commit d7 controlarea E119b608 sizeofsegment: B6a000
Image Base 0 committed 0 PTE Template: 919b6c38
gased addr 30000000 ProtoPtes e2c2B038 Image Info: elclaled

subsection 1. @ 3119640
controlarea: 8119b608 sStarting Sector O Number OF Sectors 8
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Base Pie e2cZRBO38
Flags 15
Readonly CopyOnWrite

Subsection 2. @ 8119b660
controlarea: 8119b60&
Base Pie e2ciB03c
Flags 35

Readdnly Copylnwrite

Subsection 3, & 8119h6A0D
Controlarea: 8119b60&
Base Pie e2cifelc
Flags 55

Readdnly CopyOnkrite

Subsection 4. @ 8119b6an
controlarea: 8119b60&
Base Pte e2c2aldd
Flags 35

Readonly CopyOnwrite

Subsection 5. @ 8119b6ch
Controlarea: 8119b60S
Base PrLe e2c2aldd
Flags 55

Readonly CopyOnwrite
Subsection 6. @ 3119b6e0
Controlarea: 8119b60S
Ease Pte elc2aldl
Flags 15

Readonly CopyOmWrite

Ptes In subsect
sectar offset

starting sector
Ptes In subsect
sector offset

starting Sector
Ftes Tn subsect
sectar Dffset

starting sector
Ptes In subsect
Sector Offset

Starting Sector
Ftes In subsect
sectar offset

starting Sector
Pres In subsect
Sector offset

1 unused Ptes
0 Protection

10 wumber of sSectors 3cO0
780 Unused Ptes
0 Pratection

3c10 wumber of sectors 5d&8
cl uUnused Ptes
0 Pratection

41E8 Kumber ot Sectors a8
15 Unused Ptes
0 Protection

0 Wumber Of Sectors 0
1 unused Ptes
0 Protection

4290 nNumber OF Sectors 90
12 unused Ptes
0 Protection

Working Sets

In the last several sections, we've concentrated on the virtual view of a Windows process—

page tables, FTEs, and VADs. Tn the remainder of this chapter, we'll explam how Windows
keeps a subset of virtual addresses in physical memory.

As you'll recall, the term used to describe a subset of virtual pages resident in physical mem-
ory is called a working set. There are three kinds of working sets:

B Process working sets contain the pages referenced by threads within a single process,

m The system working set contains the resident subset of the pageable system code (for

example, Ntoskrnl.exe and-drivers), paged pool, and the system cache.

m  On systems with terminal services eniabled, each session has a working ser that contains
the resident subset of the kernelmade session-specific data structures allocated by the
kernelmode part of the Windows subsystem {Win3 2k sys), session paged pool, session
mapped views, and other session-space device drivers.
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Before examining the details of each type of working set, let's look at the overall policy for
deciding which pages are brought into physical memory and how long they remain. After that,
we'll explore the various types of working sets.

Demand Paging

The Windows memory manager uses a demand-paging algorithm with clustering 1o load
pages into memory. When a thread receives a page {ault, the memaory manager loads into
memory the laulled page plus a small number of pages preceding and/or following it. This
strategy attempis Lo minimize the number of paging 1/Os a thread wall incur. Because pro-
grams, especially large ones, tend 1o execute in small regions of their address space at any
given lime, loading clusters of virtual pages reduces the number of disk reads. For page faulis
that relerence data pages in images, the cluster size is 3 pages. For all other page faults, the
cluster size is 7 pages.

IHowever, a demand paging policy can result in a process incurring many page fanlts when its
threads first begin executing or when they resume execution at a later pomt, To optimize the
startup of a process (and the system), Windows XP and Windows Server 2003 have an intel-
ligent prefetch engine called the logical prefetcher, described in the next section.

Logical Prefetcher

3

During a typical system koot or application startup, the order of [aulis is such that some pages
are brought in from one part of a file, then perhaps from a distant part of the same file, then

from a different file, perhaps from a divectory, and then again from the first file. This jumping
around slows down each access considerably and, thus, analysis shows that disk seek imes

are a domnant factor in slowing boot and application startup times. By prelewching batches of
pages all at once, a more sensible ordering of access, without excessive backiracking, can be

achieved, thus improving the overall time for system and application startup. The pages that
are needed can be known in advance because of the high correlation in accesses acress boots
or application starts.

The prefetcher, introduced in Windows XF, tries to speed the boat process and application
startup by monitering the data and code accessed by boot and application startups and using
that mformation at the beginning of a subsequent boot or application startup to read in the
code and data. When the prefetcher is active, the memory manager notifies the prefetcher
code in the kernel of page faults, both those that require that data be read from disk {hard
faults) and those that simply requure data already in memory be added 1o a process’s working
set (soft faults), The prefetcher monitars the lirst 10 seconds ol application startup. For boot,
the prefetcher by default traces [rom system start through the 30 seconds following the start
of the user's shell (typically Explorer) or, failing that, up through 60 seconds tollowing Win-
dows service initalization or through 120 seconds, whichever comes first,
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The trace assemhbled in the kernel notes faults taken on the NTES Master File Table (MET}
metadata file {if the application accesses files or directories on NTFS volumes), on relerenced
files, and on referenced directories. With the trace assembled, the kernel prefetcher code noti-
lies the prefetcher eomponent of the Task Scheduler service (\WindowshSystem32%
Schedsve dll), running in a copy of Svchost, by signaling an event object named Prefetch Traces-
Ready,

Mote You can enable or disable prefetching of the boot or application startups by editing
the DWORD registry value HKLM\System\CurrentCentrolSet\Contral\Session ManageriMem-
ory Management\PrefetchParameters\EnablePrefetcher. Set it to O to disable prefetching alto-
gether, 1 to enable prefetching of only applications, 2 for prefetching of boot only, and 3 for
both boot and applications.

When the PrefetchTracesReady event is signaled, the Task Scheduler performs a call to the inter-
nal NtQuerySystemiInformation system call requestng the trace data. The Task Scheduler post
processes the trace data, combining it with previously collected data, and writes it out 1o a file

in the YWindowsPrefetch folder, which is shown in Figure 7-31. The [ile's name 15 the name
of the application to which the trace applies followed by a dash and the hexadecimal represen
tation of a hash of the file’s path. The file has a “.pf” extension, so an example would be NOTE-
PAD EXF-AF43252301 PF.

e O UNINDOWS WP fate b
e LM Yew Fpoie Do Hee

Bk - & ¥ Somamch rden B

Sckbeas |1 CHWRDCw el ptch * Q=
L S e Oade Viedfed -
T QS D30 TR JICh FFFle B |0 RN
ETORLAS ENE-2CRernE]. pf SLIE Pres Bl12j208 -ITem
EUTRIAR EE- AT oF Batk PFR= Bl 155

f RSTS84 SR

WD PP DI04 1500 EM
WEE PR B e
SIER PFR=  BLEEH 1126PM
OfF Frele  TITI04 153
BEE FERE  RIZEDM 2R
T S UET - PR AT
TEB PrfRe ALl s
TRED PFFEM B)|ZIA04 |10 e
SEB PR BI2IN0A OTeM

DUMFRER EXE-DAFIEFeT of MeB PFSe NN 1:35E
SO T EETV . TR PR
Emt&mwmﬁ Hik rrkc CUFLEL R
I FTUTHON. FaF -1 T304 ot MR PEFRe AN 16T A
S INDETR EXE LAFCIR MIE PSRRI R

EECEDECF of
T DL DSE BT
TLMEEIY D 08 LLES pf

FIPSERR0 EE-JEAFE0 pf P PFRE LI LEaR
i Fohar « SheRrrearomicreen SIN PR OIIZAM GO R 5

JFigure 7-31 Prefetch folder

There are two exceptions to the file name rule. The first is for images that host other compo-
nents, inchading the Microsoft Management Console (4 Windows' System324 Mme exe ) and DI-
host (WWindows' System32\Dllkostexe ). Because add-on components are specilied on the
command line for these applications, the prefetcher includes the command line in the generated
hash. Thus, invocations of these applications with different components on the command line
will result in different traces. The prefetcher reads the list of executables that it should treat this
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way from the HostingAppList value in its parameters registry key, HKLM\ System\CurrentCon-
trolset’ Control' Session Manager\ Memory Management'PrefetchParameters.

The other exception to the file name rule is the file that stores the boot's trace, which is always
named NTOSBOOT-BOODEAAD PE. (Il read as a word, “boodfaad” sounds similar to the
English words boot fast.) Only after the prefetcher has finished the hoot trace (the time of
which was defined earlier) does it collect page fault information for specific applications.

EXPERIMENT: Looking Inside a Prefetch File

A prefetch file’s contents serve as a recard of files and directories accessed during the
boot or an application startup, and you can use the Strings utility from www.sysinter-
nals.com to see the record. The following command lists all the files and directories ref-
erenced durimg the last boot

CihvwWindowsh Prefetch=5trings ntosboot-boodfaad.pf

strings v2.l
Copyright (C) 1999-2003 Mark Russinowich
Systems Intermals - wew._sysintermals.com

NTOSBOOT

SCCA

\DEVICE\HARDDI SKVOLUME 2% SMFT

SDEVICE\ HARDDT SKVIOLUME 24 WINDOWS\ PREFETCH\NTOSBOOT - BOODFAAD . PF
SDEVICEWHARDDISKVOLUMEZN\SYSTEM VOLUME INFORMATIONY _RESTORE{987EO3I31-0F01-427C-AS
34-7AZE4AABFR4D}\RP24\CHANGE . LOG

4 DEVLCE\HARDDISKVOLUMEZ W WINDOWS ' S¥STEM3IZADRIVERS  PROCESSR . 55
SDEVICE\HARDDISKVOLUMEZ WWINDOWS\ 5¥STEM3IZ\DRIVERS \ FGLAYM . 5YS
S\DEVICE\HARDDISKVOLUMEZ \WINDOWS, SYSTEM3Z\DRIVERS\WIDEOPRT . 5Y5S
SDEVICENHARDDISKVOLUMEZ WWINDOWS\SYSTEMIZ\DRIVERS\ELODD325 . 5¥S
\DEVICE\HARDDT SKVOLUMEX \WINDOWS\ SYSTEMIZWDRIVERS USBUHCT , 5¥S
SDEVICE MARDDT SKVOLUMED WWINDOWS  S¥STER 324 DRIVERS USEPORT . 5Y5
L DEVICE\HARDDT SKVDLUME2 WWINDOWS \ S¥STEMI2\DRIVERS\USBEHCT . 5Y5
DEVICE\HARDDISKVOLUMEZ \WINDOWS\SYSTEMIZA\DRIVERS\NIC1394 . 5¥5

When the system boots or an application starts, the prefetcher is called to give it an opporu-
nity to perform preferching. The prefetcher looks in the prefetch directory to see if a trace file
exists for the preleich scenario in queston. it does, the prefetcher calls NTFS to prefetch any
MFET metadata file relerences, reads in the contents of each of the directories referenced, and
finally opens each file relerenced. It then calls the memaory manager function MmPrefetchPages
to reacd in any data and code specified in the trace that's not already in memary. The memory
manager initiates all the reads asynchronously and then waits for them 1o complete before ler-
ting an application’s startup continue,
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EXPERIMENT: Watching Prefetch File Reads and Writes

If you caprure a trace of application stariup with Filemon from www.sysinternals.com in
Windows XP, you can see the prefetcher check for and read the application’s prefetch
file (if it exists), and roughly ten secends after the application started, see the prefetcher
write out a new copy of the file. Below is a capture of Notepad startup with an Include
filter set to “preferch” so that Filemon shows only accesses to the \Windows'\Prefeich
directory:

Procea Fegm )

= IPLH

-

»

(= &) E

= 1508 ULESY IREUSSALON Lt Lemght

= 150 UERY INTIRSATION © [

o B 1A L0 E

) GWTHOST BE 1504 CFEATE CaA T Pt T EPAT EXE s el Rscaia i

1 B3 DINIAT EBE 150 WHITE PR L T O Toowgn 1

10 442TIPM O CVEWOST ORE1N 1050 CND D el F P

Lines 1 through 3 show the Notepad prefetch file being read i the context of the Note-
pad process during its startup. Lines 4 through 10, which have ime stamps 10 seconds
later than the first 3 lines, show the Task Scheduler, which is running in the context of
a Svchost process, write out the updated prefetch file.

To minimize seeking even further, every three days or so, during svstem idle periods, the Task
Scheduler organizes a list of files and directories in the order that they are referenced during
a boot or application start and stores the list in a file named Windows\Prefech’ Layout.ini,
shown in Figure 7-32.

E Layoul.ini - Molepad

Fle Edb Foomat View Help

[DptimallayoutFis] #
Yersion=1 ;
CIWINDOWS System3 Antaskrn| exe
CAWVINDOWSSystem3I2BOOTVID dil

CAWINDOWS System3 2K DCOM d

CAWINDOWS\System32ihal dil

CWWINDOWS\Systemi3 Z\configisystem

CANNDOWS System3 Aconfigisofiware

CHONVINDOWSSystem3Ac_ 1252 nis

CANVINDOWS System3Ae_437 nls

COWNVNDOWS System320_ind nis

CWNVINDOWSFonts'wgaosm fon
CWVNDOWS Syslem3 2dniverstACP) sys
CWVINDOWS\System3AdriversWWMILIE SYS

CWVNDOWS System3Adniversiagpd 0 sys

CANVINDOWS\System3 2\drivers\atap sys

C WVNDOWS\System3 AdriversiCdfs sys

COWIMDOW S System 3 Adriversicdudf_xp sys

CWINDOWSSystam3 2driversidick sys

Figure 7-32 Prefetch defragmentation layout file
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Then it launches the sysiem defragmenter with a command-line option that tells the defrag-
menter to defragment based on the contents of the file instead of performing a full defrag The
defragmenter finds a contiguous area on each volume large enough 1o hold all the listed files
and directories that reside on that volume and then moves them in their entirety into the area
so that they are stored one after the other, Thus, future prefetch operations will even be more
efficient because all the data read in is now stored physically on the disk in the order it will be
read. Because the files defragmented for prefetching usually number only in the hundreds,
this defragmentation is much laster than full vohome defragmentations. (See Chapter 12 for
more imformation on defragmentation.)

Placement Policy

When a thread receves a page fault, the memory manager must alse determine where in phys-
ical memory to put the virmal page. The set of rules it uses 1o determine the hest position is
called a placement policy. Windows considers the size of CPU memory caches when choosing
page frames to minimize unnecessary thrashing ol the cache.

If physical memory is full when a page fault occurs, a replacement policy is used to determine
which virtual page must be removed [rom memory 1o make room for the new page. Commen
replacemnent policies mnclude least recently used (LRUY and [irst in, first out (FIFQ). The LRU
algorithm (also known as the clock algorithm, as implemented in mast versions af UNIX)
requires the virtual memory system to track when a page in memory 1s used. When a new
page frame is required, the page that hasn't been used lor the greatest amount of time is
remaved from the working set. The FIFC algorithm is somewhat simpler; it removes the page
that has been in physical memory for the preatest amount ol time, regardless of how often it's
been used.

Replacement policies can be further characierized as either global or local. A global replace-
ment policy allows a page fault 1o be satisfied by any page [rame, whether or not that [rame is
owned by another process. For example, a global replacement policy using the FIFO algo-
rithm would locate the page that has been in memory the longest and would free it 1o satisly
a page fault; a local replacement policy would limit its search for the oldest page o the set of
pages already owned by the process that incurred the page fault. Global replacement policies
make processes vulnerable o the behavior of other processes—an ill-behaved application can
undermine the entire operating system by inducing excessive paging activity in all processes.

Windows implements a combination of local and glabal replacement policy. When a working
setreaches its limit and/or needs o be rimmed because of demands for physical memory, the
memary manager removes pages from working sets unul it has determined there are enough
free pages.
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Working Set Management

Every process starts with a defanlt working set minimum of 50 pages and a working set max-
imum of 345 pages. Although it has little effect, vou can change the process working set limits
with the Windows SetProcess WorkingSet3ize function, though you must have the “increase
scheduling priority” user right to do this, However, unless you have configured the process 1o
use hard working set limits (new in Windows Server 2003}, these limits are ignored, in that
the memory manager will permit a process to grow beyond its maximum if it 1s paging heavily
and there 15 ample memory (and conversely, the memory manager will shrink a pracess below
its working set minimum if it is not paging and there is a high demand lor physical memory
on the system). Although in Windows 2000, the extent to which a process was over its work-
ing set maximum was a factor in its priority to be trimmed, as of Windows XP, this decision is
based solely on how many pages have been accessed.

In Windows Server 2003, hard working set himits can be set using the SetProcessWorkingSet-
SizeEx function along with the QUOTA_LIMITS_HARDWS_ENABLE flag. An sample con-
sumer of this function is the Windows System Resource Manager {WSEM), described in
Chapter 6.

The maximum working set size can't exceed the systemwide maximum calculated at system
initialization time and stored in the kernel variable MimMaximumWorkingSetSize. This value is
set to be the number of available pages (the size of the zero, [ree, and standby list) at the time
the computation is made minus 512 pages. However, there are hard upper limits for working
set sizes—these are listed in Table 7-17.

Table 7-17 Upper Limit for Working Set Maximums

Windows Version Waorking Set Maximum
x86 versions of Windows 2000, Windows XP, Windows XP SP1, 1984 MB

Windows Server 2003

x86 versions of Windows XP SP2, Windows Server 2003 5P1 2047.9 MB

%86 versions of Windows booted /3GB 3008 MB i
|A-64 =Y ' 7152 GB

64 8192 GB

When a page fault occurs, the process’s working set imits and the amount of free memory on
the system are examined. If conditions permit, the memory manager allows a process to grow
Lo its working set maximum (or beyond if the process does not have a hard working set hmit
and there are enough free pages available). However, if memory is tight, Windows replaces
rather than adds pages in a working set when a fault occurs.
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Although Windows attempts to keep memary available by writing modified pages o disk,
when modilied pages are being generated at a very high rate, more memory is required in
order to meet memory demands, Therefore, when physical memaory runs low, the werking set
managet, a routine that runs in the context of the balance set manager system thread
(described in the next section), initiates automatic working set trimming to increase the
amount of free memory available in the system. (With the Windows SetProcessWorkingSetSize
function mentioned earlier, you can also initiate working sel trimming of vour own process—
for example, after process initialization.)

The working set manager examines available memory and decides which, if any, working sets
need to be trimmed. If there is ample memory, the working set manager calculates how many
pages could be removed from working sets if needed. Il trimming iz needed, it looks at work-
ing sets that are above their minimum setting. It also dynamically adjusts the rate at which it
examines working sets as well as arranges the list of processes that are candidates to be
trimmed into an optimal order. For example, processes with many pages that have nat been
accessed recently are examined first; larger processes that have been idle longer are consid-
ered before smaller processes that are running more often; the pracess running the fore-
ground applicarion is considered last and so on.

When it finds processes using more than their minimums, the working set manager looks for
pages to remove from their working sets, making the pages available for ather uses. If the
amount of free memory is still too low, the working set manager continues removing pages
[rom processes’ working sets until it achieves a minimum number of free pages on the system.

On a single-processor Windows 2000 system and all systems running Windows XP and Win-
dows Server 2003, the working set manager tries (o remove pages that haven't been accessed
recently. It does this by checking the accessed bit in the hardware PTE o see whether the page
has been accessed. Il the bit is clear, the page is aged, that is, a count is incremented indicating
that the page hasn’t been referenced since the last working set trim scan. Later, the age of
pages is used o locate candidate pages to remove [rom the working set.

Mote Ona Windows 2000 multiprocessor system, the working set manager mistakenly
didn't check the access bit, resulting in pages being removed from the working set without
regard to the state of the accessed bit.

If the hardware PTE accessed bit is set, the working set manager clears it and goes on 1o examine
the next page in the working set. In this way, if the accessed bit is clear the next time the working
sef manager examines the page, it knows that the page hasn't been accessed since the last time
it was examined. This scan for pages to remove continues through the working set list until
either the number of desired pages has heen removed or the scan has returned to the starting
point. (The next time the working set is trimmed, the scan picks up where it left off last )

0112



ofl
JLd

Chapter 7: Memory Management 465

EXPERIMENT: Viewing Process Working Set Sizes

You can use the Performance toel to examine process working set sizes by looking at the
following performance counters:

Counter Description

Process: Working Set Current size of the selected process's working set in bytes
Process: Working Set Peak  Peak size of the selected process's working set in bytes
Process: Page Faults/Sec Wumber of page faults for the process that occur each second

Several other process viewer utilities (such as Task Manager, Pview, and Pviewer) also
display the process working sert size.

You can also get the wotal of all the process working sets by selecting the _Total process
in the instance box in the Performance tool. This process isn't real—iUs simply a 1o1al of
the process-specilic counters for all processes currently runming on the system, The
total you see is misleading, however, because the size of each process working set
includes pages being shared by other processes. Thus, if two ar more processes share a
page, the page is counted in each process's working set,

EXPERIMENT: Viewing the Working Set List

You can view the individual entries in the working set by using the kernel debugper wsle
comimand. The following example shows a partial owtput of the working set list of
Liveld. (This command was run on the LiveKd process.)

kd= !wsle 7

working set & cQ5302000

Quota: 9f FirstFree: 40 FirstDynamic: 3
LasteEntry 1fe wextslot: 3 LastInitialized 257
NonDi rect 5¢ HashTable: 0 HashTableSize: o

virtual address Age Locked ReferencecCount
c0300203 0 1 1

301203
c0502203
c01df201
cO1ff201
0005201
c0001201
c0oo2201
c0000201
cODDBE201
77e87119

L= B = B o= I = Il B = i o= B = i} o B = ]
L= R =R = I = == T = =
L I = I~ =
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00402319 Q o 1

7701201 (4] o 1

TEEdF201 a 0 1

00130201 0 0 1

77292119 a 0 1

78033201 0 0 1

00230221 0 0 1

00131201 4] o 1

77d50119 0 0 1

00132201 Q ] 1

c01e0201 0 0 1

00411309 0 0 1

0040d201 0 0 1

Tredf20l 0 0 1

7760201 0 i) 1

F7Fcd201 4] o 1

0040e201 8] o 1

7FFclo09 0 0 1

00401319 0 0 1

Notice that some entries in the working set list are page table pages (the ones with
acddresses greater than 0xCO00000), serme are from svstem DLLs {(the ones in the
Ox7omnnnnn range ), and some are from the code of LiveKd exe itself (those in the
Ox004nnnnn range)

Balance Set Manager and Swapper

Working set expansion and trimming take place in the context of a system thread called the
halance set manager (routine KeBalanceSetManagery. The balance set manager is created during
system initialization. Although the balance set manager is technically part of the kernel, it calls
the memory manager's working set manager to perlorm working set analysis and adjustment.

The balance set manager waits for two different event objects: an event that is signaled when a
periodic timer set to fire once per second expires and an internal working set manager event that
the memory manager signals at various points when it determines that working sets need to be
adjusted. For example, if the system is experiencing a high page fault rate or the free lst is too
small, the memory manager wakes up the balance set manager so that it will call the working set
manager to begin trimming working sets. When mermory 1s more plentiful, the working set man-
ager will permit faulting processes to gradually increase the size of ther working sets by lauling
pages back into memory, but the working sets will grow only as needed.

When the halance sel manager wakes up as the result of its 1-second timer expiring, it takes
the [ollowing lour steps:

L Every fourth time the balance set manager wakes up hecause its 1-second timer has
expired, it signals an event that wakes up another system thread called the swapper
(routine KeSwapProcessOrStack).
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2. The balance set manager then checks the look-aside lists and adjusts their depths if nec-
essary (to improve access lime and 1o reduce pool usage and pool fragmentation).

3. Itlooks for threads that might warrant having their priority boosted because they are
CPU starved. (See the section “Prierity Boosts for CPU Starvation” in Chapler 6.)

4. It ealls the memory manager's working set manager. (The working set manager has its
own internal counters that regulate when to perform working set wimming and how
aggressively to trim.)

The swapper is also awakened by the scheduling code in the kernel if a thread that needs ta
run has its kernel stack swapped out or if the process has been swapped out. The swapper
looks lor threads that have been in a wait state for 7 seconds in Windows 2000 and 15 sec-
onds in Windows XF and Windows Server 2003 1f it finds one, it puts the thread's kernel
stack in transition (moving the pages to the modified or standby lists) so as to reclaim its
physical memory, operatng on the principle that if a thread's been waiting that long, it’s going
1o he waiting even longer. When the last thread in a process has its kernel stack removed from
memary, the process is marked e be entirely outswapped. That's why, lor example, processes
that have been idle for a long time (such as Winlogon is after you log on) can have a zero
working set size.

System Working Set

Just as processes have working sets, the pageable code and data in the operating system are
managed by a single system working set. Five diflerent kinds of pages can reside in the system
working set:

System cache pages

Paged pool

Pageable code and data in Nioskrnl exe

Pageable code and data in device drivers

System mapped views

You can examine the size of the system working set or the size of the live components that
contribute to it with the performance counters or system variables shown in Table 7-18. Keep
4n mind that the performance counter values are in bytes whereas the system variables are
measured m terms of pages,

You can also examine the paging activity in the system working set by examining the Memory:
Cache Faults/Sec perlormance counter, which describes page faulis that oceur in the system
working set (both hard and soft).
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Table 7-18 System Working Set Performance Counters

Performance Counter (in

Bytes) System Variable (in Pages) Description

Mernory: Cache Bytes™ MmSystemCacheWs WorkingSetSize  Total size of system working
set {including the cache, paged
peool, pageable MNtoskrnl and
driver code, and system
mapped views); this is nat the
size of the system cache alone,
even though the name implies

that it is.

Memary: Cache Bytes MmSystemCacheWs Peak Peak systern working set size,
Peak
Memaory: System Cache MmSystemCachePage Physical memory consumed
Resident Bytes .~ by the system cache.
Memory: Systern Code MmSystemCodePage Physical memary consumed
Resident Bytes by pageable code in

1 . Mtoskrnl exe.
Memory: System Driver MmSystemDriverPage Physical memory consumed by
Resident Bytes pageable device driver code.
Memory: Pool Paged MmPagedPoolPage Physical memory consumed
Resident Bytes by paged pool.

* Internally, this working set is called the system coche working set, even though the system cache is just one of
five different components in it. Thus, several utilities think they are displaying the size of the file cache when
they are displaying the total size of the system working set

The system variable that contains the value for this counter is MmSystemCacheWs. PageFaultCount.

g The minimum and maximum system working set size is computed at system initialization
time based on the amount of physical memory on the machine and whether the system is run-
ning a client or server edition of Windows. The calculated working set minimum and maxi-
muin are stored in the kernel variables shown in Table 7-19. These variables aren’t available
through any performance counter, but you can examine them with the kernel debugger.

Table 7-19 System Variables That Store Working Set Minimums or Maximums

Variable Type Description
MimSystemCocheWs.MinimumWaorkingSetSize ULONG Minimum working set size
MmSystemCacheWs. MaximumWorkingSetSize ULONG Maximum working set size

You can configure the system to give priority to the system working set (as opposed Lo process
working sets) by changing the value of HKLMASYSTEMY CurrentControlSet', Control Session
Manageri Memory ManagementiLargeSystemCache. In Windows 2000 Server systems, you
can adjust this value indirectly by setting the praperties of the file server service; in Windows
XP and Windows Server 2003, vou can adjust this by going to My Computer, choosing Prop-
erties, clicking the Advanced tab, pressing the Settings button in the Performance section, and
finally clicking the Advanced tab. (See Chapter 11 for details.)
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Page Frame Number Database

Whereas working sets describe the resident pages owned by a process or the systermn, the page

frame number (PFN) database describes the state of each page in physical memory. The page

states are listed in Table 7-20.

Table 7-20 Page States

Status

Description

Active (also called Valid)

The page is part of a working set (either a process working set or the
systern working set) or it's not in any working set (for example, non-
paged kernel page), and a valid PTE points to it.

Transition

Standby

Modified K

-Madified no-write

A temporary state for a page that isn't owned by a working set and
isn‘t on any paging list. A page is in this state when an /O to the
page is in progress. The PTE is encoded so that collided page faults
can be recognized and handled properly. (Mote that this use of the
term “transition” differs from the use of the word in the section an
Invalid PTEs; an invalid transition PTE refers to a page on the standby
or modified list.)

The page previously belonged to a working set but was removed.
The page wasn't modified since it was last written to disk. The PTE
still refers to the physical page but is marked invalid and in transi-
tion.

The page previously belonged to a working set but was removed.

However, the page was modified while it was in use and its current
contents haven't yet been written to disk. The PTE still refers to the
physical page but is marked invalid and in transitian. It must be writ-
ten to disk befare the physical page can be reused.

Same as a modified page, except that it has been marked so that the
memory manager's modified page writer won't write it to disk. The
cache manager marks pages as modified no-write at the request of
file system drivers. For example, NTFS uses this state for pages con
taining file system metadata so that it can first ensure that transac-
tion log entries are flushed to disk before the pages they are
protecting are written to disk. (NTFS transaction logging is explained
in Chapter 12.)

The page is free but has unspecified dirty data in it. (These pages
can't be given as a user page to a user process without being initial-
ized with zeros, for security reasons.)

The page is free and has been initialized with zeros by the zero page

The page has been faulted in from read-only memaory (new as of

Free
Zeroed
thread.
Rom
Windows XP).
Bad

The page has generated parity or other hardware errors and can't be
used.

The PFN database consists of an array of structures that represent each physical page of
memary on the system. The PFN database and its relationship to page tables are shown in
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Figure 7-33. As this figure shows, valid PTEs point to entries in the PFN database, and the
PFN database entries (for nonprototype PFNs) point back 1o the page table that is using
them. For prototype PFNs, they point back to the prototype PTE.

Process 1
page table PFN database

Valid

Invalid:
disk address A R e T
Invalid:
transition A i e A .o ik

In use

Standby list

Process 2
page table

‘alid In use

Invalid; T
disk address Prototype PTE T

ee— ]

In use

todified list

:r Process 3
page table

Valid

Inwalid:
transition e e e

Invalid:

disk address

Forward pointer ———
Backward pointer ======-

Figure 7-33 Page tables and the page frame number database
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Of the page states listed in Table 7-20, six are organized into linked lists so that the memory
manager can quickly locate pages ol a specific type. {Active/valid pages and transition pages
aren’t in any systemwide page list.) Figure 7-34 shows an example of how these entries are

linked together.

PFN database
ZETﬂEd [
Active
Free I
Standby . —
—_—
Bad Active
Active
Modified . —
- —
Read only
MEmory
Modifigd no- &
write

Figure 7-34  Page lists in the PFM database
In the next section, vow'll find out how these linked lists are used to sausfy page faults and

how pages move 1o and from the various lists.
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Hml] EXPERIMENT: Viewing the PFN Database

Using the kernel debugger imemusage command, you can dump the size of the various
paging lists, The fellowing is the output from this command:

Tkd> !memusage
Toading PFN database
loading (100% complete]
Compiling memory usage data (99% cComplete).
Zeroed: B474 { 33896 kb)
Free: 256 { 1024 kb)
Standby: 507930 (203160 kb)
ModiFied: 486 { 1984 kb)

Modi fiedNoWwrite: g ¢ 0 kh)
Active/valid: 201980 (807320 kb)
Transition: L4 4 khb)
Unknowrn: 0 0 kb)

TOTAL: 261997 (10479EE kh)

Page List Dynamics

Figure 7-35 shows a state diagram for page frame transitions. For simplicity, the modified-no-
write list isn't shown.

Page frames move berween the paging lists in the following ways:

m When the memory manager needs a zero-mitialized page to service a demand-zero page
fault (a reference to a page that is defined to be all zeros or to a user-mode committed
private page that has never been accessed), it first attempts to get one from the zero page
list. Tf the list 1s empty, it gets one from the free page list and zeroes the page, If the free
list is empty. it goes to the standby list and zeroes that page,

sy's

One reason zero-nitialized pages are required is 1o meet C2 securily requirements. C2
specifies that user-mode processes must be given initialized page frames to prevent
them from reading a previous process’s memory contents. Therefore, the memory man-
ager gives user-mode processes zeroed page [rames unless the page is being read in from
a mapped file. If that’s the case, the memory manager prefers to use nonzeroed page
frames, initializing them with the data off the disk.
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Page read from
disk or kernel
allocations

Demand-zero
page faults

/——‘-\\I
ROM
Standby page list
| page list

A
“Soft” Zero Bad

Process | oage page page

working | 31 list list

sets —
i ' Modified
Working set page list
replacement

Figure 7-35 State diagram for page frames

The zero page list is populated from the free list by a system thread called the zero page
thread (thread 0 in the System process). The zero page thread wails on an event object 1o
signal it to go o work. When the free list has eight or more pages, this event 1s signaled.
However, the zera page thread will run only if no ather threads are running, because the
zero page thread runs at priority 0 and the lowest priority that a user thread can be set
wis 1.

MNote InWindows Server 2003 and later, when memory needs to be zeroed as a result
of a physical page allocation by a driver that calls MmAllocatePagesForidd] or a Windows
application that calls AlfocatelUserPhysicalPages, or when an application allocates large
pages, the memory manager zeroes the memory using a higher performing function
called MiZerolnParallel, which maps larger regions than the zero page thread, which
only zeroes a page at a time. In addition, on multiprocessar systems, it creates additional
systermn threads to perform the zeroing in parallel (and in a NUMA-optimized fashion on
NUMA platforms),
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m When the memory manager doesn't require a zero-initialized page, it goes first to the
free list. 1f that's empty, it goes to the zeroed list. If the zeroed list is empty, it goes to the
standby list. Before the memory manager can use a page [rame from the standby list, it
st first backirack and remove the reference from the invalid PTE (or prototype FTE)
that stll points 1o the page frame. Because entries in the PFN database contain pointers
back 1o the previous user’s page table (or w0 a prototype PTE for shared pages), the mem-
ory manager can quickly find the PTE and make the appropriate change.

B ‘When a process has to give up a page out of its working set {either because it referenced
anew page and its working set was [ull or the memory manager trimmed its working
set), the page goes to the standby list if the page was clean (not modilied) or 1o the mod-
ified list if the page was modified while it was resident. When a process exits, all the pri-
vale pages go to the free list Also, when the last reference 1o a page file backed section is
closed, these pages also go to the free list.

EXPERIMENT: Viewing Page Fault Behavior

With the Pimon teol (in the Windows 2000 and 2003 resource kits, as well as in the
Windows XP Support Tools), you can watch page fault behavior as it occurs, A soft fault
refers to a page fault sausfied from one of the transiton hists. Hard feults refer 1o a disk-
read. The following example is a poruon of output you'll see if you start Notepad with
Pfmon and then exit. Be sure to notice the summary of page fault activity at the end,

c:h> pfmon notepad

SOFT: Kiuserapcnispatcher : KiuserapcDispatcher

S0FT: LdrInitializeThunk : LdrInitializeThunk

SOFT: Ox77FEL016 @ : Ox77TR10LG

SOFT: Ox77T6105h @ : fltused+0xe0d

HaRD: Ox77FEL0SH @ : fltused+Oxedd

SOFT: LdrqueryImageFileExecutiondptions
LdrgueryImageFileExecutiondptions

=0FT: Rtlappendunicoderostring : RtlappendunicodeTostring

S0FT: At1Initunicodestrimg : Rt1InitunicodesString

notepad caused & faults had 9 soft 5 Hard fawlted va's
ntdl11 caused 94 faults had 42 soft 8 Hard faulted va's
comdlgd? Caused 3 faults had O Soft 3 Hard faulted wa's
shiwapi Cawsed 2 faults had 2 soft 2 Hard faulted va's
gdi32 Caused 18 faults had 10 soft 2 Hard faulted va's
kerneli2 Cavsed 43 faults had 36 soft 3 Hard fawlted va’s
useri2 cauwsed 38 faults had 26 Soft & Hard faulted VA's
advapi32 cawsed 7 faults had & Soft 3 Hard faulted wa's
rpcrtd Cawsed 6 faults had 4 soft 2 nard faulted wa's
comct132 Cawsed & Faults had 5 soft 2 Hard faulted vA's
shel132 Caused 6 faults had 5 soft 2 Hard fawlted VA"s
caused 10 faults had 9 Soft § Hard faulted vA's

winspool Cawsed 4 faults had 2 soft 2 Mard faulted wa's

PEwON: Total Faults 250
(K™ 74 UM 250 soft 204, dard 46, Code 121, Data 129)
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Modified Page Writer

When the modilied list gets oo big, or if the size of the zeroed and standby lists falls below a
minimum threshold (as indicated by the kernel variable MmMinimuwnFreePages, which 1s com-
puted at system boot time), one of two system threads are awakened o write pages back 1o
disk and move the pages to the standby list. One system thread writes out modified pages

( MiModifiedPageWriter) to the paging file. and a second one writes modified pages to mapped
liles ( MiMapped PageWriter). Two threads are required 1o avoid creatng a deadlock, which
would oceur il the writing of mapped [ile pages caused a page fault that in turn required a free
page when no free pages were available {thus regquiring the modified page writer to create
more free pages). By having the modified page writer perform mapped file paging 1/0s from
a second system thread, that thread ean wait without blocking regular page file 1/0.

Both threads run at prionity 17 and, after initialization, wail lor separate event objects Lo trig-
ger their operation. The modified page writer event is triggered for one of two reasons:

B When the number of modilied pages exceeds the maximum value computed at system
initialization (MmModifiedPageMaximum—currently 800 pages [or all systems

® When the number of available pages (MmaAvailablePages) goes below MmMinmmum-
FreePages

The medified page writer waits for an additional even {MiMapped PagesTooOd Event) that is
set after a predetermined number of secaonds ( MmModifiedPagel ifefnSeconds) 1o indicate that
mapped pages (not modified pages) should be written to disk. By default, this value s 300
seconds (3 minutes). (You can override this value by adding the DWORD regisiry value
HKLMYSYSTEMY CurrentControlSet Controls Session ManageriMemory Management',
ModifiedPageLife). The reason for this additional event is to reduce data loss in the case of a
system crash or power failure by eventually wntng out modified mapped pages even if the
modified list hasn't reached its threshold of 800 pages.

When invoked, the mapped page writer attempls to wrile as many pages as possible 1o disk
with a single 1/0 request, It accomplishes this by examining the original PTE field of the PFN
database elements for pages on the modilied page list 1o locate pages in contiguous locations
on the disk. Once a list is created, the pages are removed from the modified list, an [0 request
15 issued, and at successlul completion of the /O request, the pages are placed at the ail of
the standhby list,

Pages that are in the process of being written can be referenced by another thread. When this
happens, the reference count and the share count in the PEN eniry that represents the physi-
cal page are incremented to indicate that another process is using the page. When the [/0
operation completes, the modified page writer natices that the share count is no longer 0 and
doesn’t place the page on the standby list.
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PFN Data Structures

Although PFN database entries are of fixed length, they can be in several different states,
depending on the state of the page. Thus, individual lields have diflerent meanings depending
on the state. The states of a PFN entry are shown in Figure 7-36.

Working set index Forward link
PTE address PTE address
Share count Backward link
Flags I Type IReference count Flags l Type |Refefem:p_- count
Original PTE contents Criginal FTE contents
PFM of PTE PFM af PTE
PFN for a page in a PFN for a page on the standby
working set aor the modified list
Forward link Evert address
PTE address PTE address
Color chain PFN number Share count
Flags I Type Iﬁefers-m:e count Flagsl Type |R:eferem:e count
Original PTE contents Qriginal PTE contents
PFM of PTE PFN of PTE
PFN for a page on PFN for a page with
the zero or free list an 1/0 in progress

Figure 7-36 States of PFN database entries

Several fields are the same for several PEN types, but others are specific 1o a given type o PEN,
The following fields appear in more than one PFN type:

B PTE address Virtual address of the PTE that points to this page

B Reference count The number of references to this page. The relerence count is incre-
mented when a page 1s first added to a working set and/or when the page is locked in
memory for 10 (for example, by a device driver). The reference count is decremented
when the share count becomes 0 or when pages are unlocked [rom memory. When the
share count becomes 0, the page is no longer owned by a working sev. Then, if the refer-
ence count is alsa zero, the PPN datahase entry that deseribes the page 15 updated 1o
add the page to the free, standby, or modified list

B Type Thetype of page represented by this PEN. (Types include active/valid, transition,
standby, madified, modified-no-write. Iree, zeroed, bad, and transition.)

® Flags The information contained in the flags field is shown in Table 7-21.
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m Original PTE contents All PFN database entries contain the original contenis of the PTE
that pointed to the page (which could be a prototype PTE) Saving the contents of the
PTE allows it to be restored when the physical page is no longer resident.

B PFN of PTE Physical page number ol the page table page containing the PTE that points
to this page.

Table 7-21 Flags Within PFN Database Entries

Flag Meaning

todified state Indicates whether the page was modified. (If the page is modified,
its contents must be saved to disk before remaving it from memao-
ry.l

Prototype PTE Indicates that the PTE referenced by the PFN entry is a prototype
PTE. (Far example, this page is shareable.)

Parity error indicates that the physical page contains parity or error correction

control errors.

Read in progress Indicates that an in-page operation is in progress for the page. The
first DWORD contains the address of the event cbject that will be
signaled when the IO is complete; also used to indicate the first
PFM for nonpaged pool allocations.

Write in progress Indicates that a page write aperation is in progress. The first
DWORD contains the address of the event object that will be sig-
naled when the I/0 is complete; also used to indicate the last PFN
for nonpaged pool allocations.

Start of nenpaged pool For nenpaged pool pages, indicates that this is the first PFN for a
given nonpaged pool allocation.

End of nonpaged poal For nonpaged pool pages, indicates that this is the last PFN for a
given nonpaged pool allocation.

In-page error Indicates that an I/O error occurred during the in-page operation
an this page. (In this case, the first field in the PFM contains the er-
ror code.}

The remaming fields are specific to the type of PEN. For example, the [irst PEN in Figure 7-36
represents a page that is active and part ol a working set. The share count lield represents the
number of PTEs that refer to this page. { Pages marked read-only, copy-on-write, or shared
read/write can be shared by multiple processes.) For page table pages, this field is the number
of valid PTEs in the page table. As long as the share count 1 greater than 0, the page isn't eli-
gible for removal from memory.

The working set index field is an index into the process working set list (or the system or ses-
sion working set list, or zero if not in any working set) where the virtual address that maps this
physical page resides. If the page 1s a private page, the working set index field refers directly to
the entry in the working set list because the page is mapped only at a single virtual address. In
the case of a shared page, the working set index 15 a hint that is guaranteed 10 be correct only
for the first process that made the page valid (Other processes will iry 1o use the same index
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where possible.) The process that initally sets this field is guaranteed to refer to the proper
index and doesn’t need 1o add a working set list hash entry relerenced by the virtual address
into its working set hash tree. This guarantee reduces the size ol the working set hash tree and
makes searches faster for these particular direct entries,

The second PEN in Figure 7-36 15 for a page on either the standby or the modified list. In this
case, the forward and backward link fields link the elements of the list together within the list.
This linking allows pages to be easily manipulated to satisly page faults. When a page is on
one of the lists, the share count is by defmition 0 (because no working set is using the page)
and therefore can be overlaid with the backward link. The relerence count is also @ if the page
is on one of the lists. f it s nonzero (because an /O could be in progress for this page—far
example, when the page is being written to disk), it is first removed from the list,

The third PFN in Figure 7-36 is for a page on the free or zeroed list. Besides being linked
together within the two lists, these PFN database entries use an additional field 1o link physi-
cal pages by “color.” their location in the processor CPU memory cache. Windows attempts ta
minimize unnecessary thrashing of CPU memary caches by using different physical pages in
the CPU cache. It achieves this optimization by avoiding using the same cache entry for two
different pages wherever possible. For systems with direct mapped caches, optimally using
the hardware's capabilities can result in a signilicant performance advantage.

I'he fourth PEN in Figure 7-36 is lor a page that has an /O in progress (for example, a page
read). While the 1/0 is in progress, the first field points to an event object that will be signaled
when the [0 completes. I an in-page error occurs, this feld comtains the Windows error sta-
tus code representing the /0 error. This PEN type is used 1o resolve collided page faults.

EXPERIMENT: Viewing PFN Entries

You can examine individual PFN entries with the kernel debugger !pfn command, You
first need to supply the PFN as an argument. {For example, 'pfn 0 shows the first entry,
!pfn 1 shows the second. and so on.) In the fellowing example, the PTE for virtual
address 0x50000 is displayed, fallowed by the PFN that contains the page directory, and
then the actual page:;

kd> !pte 50000

QOOS0000 - PRE at CO300000 PTE at CO000140
contains 00700067 cantains D0DAADET
pfn 00700 --DaA--Uwy pfn O0DAA —-D---Uww

kd> !'pfn 700

PFN ODO0O700 at address 827cCDE00
flink 00000004 Blink / share count 00000010 pteaddress CO300000

reference count 0001 colar O
restore pte 0000OCBO containing page 00030 Active ]
mod i Fied

kd= !pfn daa

PFN DO0000DAN at address B27077FD
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flink Q00077 Blink / share count QOOOOOOL preaddress CO000140

reference count Q001 calar O
restore pte Q0000080 containing page 00700 active M
Modified

In addition 1o the PFN database, the system variables in Table 7-22 describe the overall state
of physical memory.

Table 7-22 System Variables That Describe Physical Memory

Variable Description

MmNumberOfPhysicalPages Total number of physical pages available on the system

MmadvailablePages Total number of e[vé?léble.;ﬁées on the systerm—the sum of
the pages on the zerced, free, and standby lists

MmResidentAvailablePages Tatal number of physical pages that would be available if ev-

Ery process were at its minimum working set size

Low and High Memory Notification

Windows XP and Windows Server 2003 provide a way for user mode processes to be notified
when physical memory is low and/or plentful. This information can be used to determine
Memory usage as appropriate. For example, if available memory 1s low, the application can
reduce memory consumption. Il available memory is high, the applhcation can allocate more

memaory,

To be natified of low or high memory conditions, call the CreateMemoryResourceNotification
funcrion, specifying whether low or high memory notilication is desired. A handle can be pro-
vided to any of the wait functions, When memory is low (or high, the wait completes, thus
notifying the thread of the condition. Alternatvely, the QueryMemaoryResourceNotification can
be used to query the system memory condition at any time.

Notification is implemented by the memaory manager signaling a globally numed event object
LowMemoryCondition or HighMemoryCondition. These named objects are not in the normal
Y BaseNamedObjects object manager directory, but in a special directory called YWKernelOb-
jects, When low (or high) memory condition 1s detected, the appropriate event 1s signaled,
thus waking up any waiting threads.

The default level of available memory that signals a low-memory-resource notification event is
approximately 32 MB per 4 GB, to a maximum of 64 MB, The default leve] that signals a high-
memory-resource notification event is three times the default low-memory value. These values
can be overridden by adding a DWORD registry value LowMemoryThreshold or HighMemo-
ryThreshold under HKEY_LOCAL _MACHINEYSystem\ CurrentControlSet' Session Man-
ager’Memory Management that specifies the number of megabytes 10 use as the low cr high
thresheld.
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I:QU EXPERIMENT: Viewing the Memory Resource Notification Events

Lo see the memory resource notification events, run Winobj from www.sysinfernals.com
and click on the KernelObjects folder. You will see both the low and higlh MEMOTY Com-
dition events shown on the right pane:

Ble View Help
LWEHEM & F
E8RPC Contro A || riame = Ty [Spmiink |
u EaRmablemedChjects (| CritSecCyt0fMemonEvant  Keyedevent
EHighMemonyCandition Event
WL ot demonond ton Evertt

CLaorty scleried. EerailbErs

If you double-click either event, you can see how many handles and/or references have
been made to the objects.

Lo see whether any processes in the system have reguested memory resource notifica-
tion, search the handle table for references o "LowMemoryCondition” or “HighMemo-
ryCondition”. You can do this by using Process Explorer’s Find menu and choosing the
Handle capability or by using the Oh.exe tool from the Resource Kits, {For a description
ol the handle table, see the section on the "Object Manager” in Chapter 3.)

RAM Optimizers: Fact or Fiction?

! % As you've surled the Web, you've probably seen browser pop-ups such as “Defragment
your memory and improve performance” and “Minimize application and system failures
and lree unused memory.” The links lead you o unlities that promise to do all that and
more. Do they really work?

Memaory optimizers typically present a Ul that shows a graph labeled *available mem-
ory” and a line representing a threshold below which the product will rake action.
Another line typically shows the ameunt of memory that the optimizer will try 1o free
when it runs. You can usually configure one or both levels, as well as tripger manual
metnory optimization or schedule optimizations. Some tools also display the processes
running on the system. When a scheduled optimization job runs, the wility’s available
|m_-[m;:|[;._.- counter often goes up, sometimes dramatically, which implies that the tool is
actually frecing up memaory for your applications 1o use. But what it's really doing is
causing useful memory to he zeroed to artificially increase the available memary.

RAM optimizers work by allocating and then [reeing large amounts of virtual memory.
The figure below shows the effect a RAM optimizer has on a system:
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Before:
| Notepad | word [ Explorer | system

During'

Motepad |
Explorer

RAM optimizer

Word System

After:

The “helore” bar depicts the working sets and available memaory belore oplimization.
The “during” bar shows that the RAM optimizer creates a high memory demand, which
it does by incurring many page faults in a short time. In response, the memory manager
increases the EAM optimizer's working set. This working-set expansion accurs at the
expense of available memory and—when available memory becomes low—at the
expense of other process working sets, The “after” bar illustrates how, after the RAM
optimizer frees its memory, the memory manager moves all the pages that were assigned
to the RAM optimizer to the free page list (which ulumately get zeroed by the zero page
thread and moved o the zero page list), thus contributing o the available memory
value, Most optimizers hide the rapid decling in available memory that occurs during
the first step, but if you run Task Manager duning an optimization, yvou can often see the
decline as it takes place.

While gaining more available memory might seem like a good thing, it isn'l, As RAM

optimizers force the available memory counter up, they force other processes’ data and
code out of memory, If you're running Word, for example, the text of open documents
and the program code that was part of Word's working set before the optimization {(and
was therefore present in physical memory) must be reread from disk as you continue 1o
edit your document. The performance degradation can be severe on servers, on which
file data that was cached in the standby list and in the system working set (as well as the

code and data used by any running server applications ) would be discarded.

Some vendors make additional claims for their RAM-optimizer products. One claim yvou
might see is that a product frees memory that's needlessly consumed by unused pro-
cesses, such as those that run in the Taskbar tray. That claim could be true only if those
processes had sizable working sets at the time of optimization. However, because Win-
dows automatically wims idle processes' working sets, all such elaims are untrue. The
memory manager handles all necessary memory optimization.
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Developers of RAM optimizers also claim that their products defragment memary. The
act of allocating and then [reeing a large amount of virtual memory might, as a conceiv-
able side-effect, lead to large blocks of contiguous available memory. However, hecause
virtual memory masks the layout of physical memory [rom processes, they can't directly
benefit from having virtual memory backed by contiguous physical memory. As pro-
cesses execute and undergo working-set trimming and growth, their virtwal-memory-to-
physicalmemory mappings will become fragmented despite the availability of contigu-
ous memory. Having contiguous available memory can resull in increased performance
in one case: To try 1o maximize the behavior of the CPU memory caches, the memary
manager uses a mechanism called page coloring 1o decide which page from the free or
zeroed list 10 assign to a process. However, any minor benefit that might result fraom
making available physical memory contguous is heavily outweighed hy the negative
eflect ol discarding valuable code and data from memory.

Finally, vendors often claim that RAM optimizers regain memory lost to leaks, This is
perhaps the most patently false assertion of all. The memory manager knows at all times
what physical and virtual memory belongs 1o a process. However, if a process allocates
memory and then doesn't free it because of a bug (an occurrence known as a leak), the
Memory Manager can’t recognize that the allocated memory won't be accessed again at
some point and must wait until the process exits 1o reclaim the memory. Even for leak-
ing processes that do not exir, as a result of working-set trirmming, the memory manager
eventually will steal from the process's working set any physical pages that are assigned
to leaked virtual memory. That process sends the leaked pages 10 the paging file and lets
physical memory be used for other purposes. Thus, a memory leak has only a limited
effect on available physical memory. The real effect is on virtual memary consumption,
which Task Manager calls both PF Usage and Commit Charge. No utility can do any-
thing about virtual memory consumption other than kill processes that are consuming
memory,

In summary, commoen sense suggests that if RAM optimization were possible (and
could be implemented by so many small-time upstarts), Microsoft developers would
have long since integrated the technalogy into the kernel
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Conclusion

In this chapter, we've examined how the Windows memory manager implements virtual
memory management. As with most modern operating systems, each process is given access
to a private address space, protecting one process's memory from another’s bur allowing pro-
cesses to share memory efficiently and securely. Advanced capahilities, such as the inclusion
of mapped files and the ability to sparsely allocate memory, are also available. The Windows
environment subsystem makes most of the memory manager’s capabilities available 1w appli
cations through the Windows AP1L

The memory managet's implementadon relies on lazy-evaluanon techniques whenever possi-
ble to avoid performing time-consuming and unnecessary operations unless they are
required. It is also self-iuning, adapting o both large multiprocessar servers as well as unipro-
cessor deskiop workstations,

One aspect of the memory manager that we didn't describe in this chapter is its tight integra-
tinn with the cache manager, which we'll cover in Chaprer 1L But belore we get 1o that, ler's
take a closer look at the Windows security mechanisms,
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