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The Relational Data Model,
CHAPTER | Relational Constraints, and
| the Relational Algebra

This chapter opens Part Il of the book on relational databases. The relational model was
first introduced by Ted Codd of 1BM Research in 1970 in a classic paper [Codd 1970], and
attracted immediate attention:due to-its simplicity and mathematical foundatiotis. The
model uses the concept of a mathematical relation—which looks somewhat like a table of
values—as its basic building block, and has. its theoretical basis in set theory and first
order predicate logic. In this chapter we discuss the basic-characteristics of the model, its
constraints, and- the relational algebra,~which is a set of operations for the relational
model. The model has been implemented in a large number of commercial systems over
the last twenty or so years.

Because of the amount of material related to the relational model, we have devoted
the whole of Part II of this textbook to it. In Chapter 8, we will-describe the SQL query
language, which is the standard for commercial relational DBMSs. Chiapter9 presents addi-
tional topics concerning relational databases. Sections 9.1 and 9.2 present algorithms for

designing a relational database schema by mapping a conceptual schema in the ER or EER.

model (see Chapters 3 and 4) into a relational representation. These mappings are incor-
Porated into many database design and CASE! tools. The remainder of Chapter 9 presents
some other relational languages. Chapter 10 presents an overview of two commercial
relational DBMSs—ORAGLE and Microsoft ACCESS. Chapters 14 and 15 in Part IV of the

L. CASE stands for Computer Aided Software Engineering. Sterlin g EX2004
IPR2025-00279
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196

Chapter 7/ The Relational Data Model, Relational Constraints, and the Relational Algebra

book present another aspect of the relational model, namely the formal.constraints of
functional and multivalued dependencies; these dependencies are used to develop a rela-
tional database design theory based on the concept known as normalization.

Data models that preceded the relational model include the hierarchical and net-
work models. They were proposed in the sixties and were implemented in early DBMSs
during the seventies and eighties. Because of their historical importance and the large
existing user base for these DBMSs, we have included a summary of the highlights of these
models in Appendices C and D. These models and systems will be with us for many years
and are roday being called legacy systems.

In this chapter, we will concentrate on describing the basie principles-of the rela-
tional model of data. We begin by defining the modeling concepts and notation of the
relational model in Section 7.1. Section 7.2 is devoted to a discussion of relational con-
straints'that are now considered an important part of the relational model and are auto-
matically enforced in.most relational DBMSs. Section 7.3 defines the update operations of
the relational model.and discusses how violations of integrity constraints are handled.

In Section 7.4 we present a detailed discussion of the relational algebra, which is a
collection of operations for manipulating relations and specifying queries. The relational
algebra is an integral part of the relational data model. Section 7.5 defines additional rela-
tional operations that were added to the basic relational algebra because of their impor-
tance to many database applications. We give examples of specifying queries that use
relational operations in Section 7.6. The same queries are used in subsequent chapters to
illustrate various languages. Section 7.7 summarizes the chapter.

For the reader who is interested in a less detailed introduction to relational concepts,
Sections 7.1.2, 7.4.7, and 7.5 may be skipped.

7.1 Relational Model Concepts

The relational model represents the database as.a collection of relations. Informally, each
relation tesembles a table of values or, to some extent, a “flat” file of records. For example,
the database of files that was shown in Figure 1.2 is considered to be in the relational
model. However, there are important differences between. relations and files; as we shall
soon.see.

When a relation is thought of as a table of values, each row in the table represents a
collection of related data values. We introduced entity types and relationship types as
concepts for modeling real-world data in Chapter 3. In the relational model, each row.in
the table represents a fact that typically corresponds to a real-world entity or relationship.
The table name and column names are used to help in interpreting the meaning of the
values in each row. For example, the first table of Figure 1.2 is called stuoent because each
row represents facts about a particular student entity. The column names—Name, Stu-
dentNumber, Class, Major—specify-how. to interpret-the data values.in each row, based
on the column each value is in: All values in a column are of the same data type.

In the formal relational model rerminology, a row is called a o] 6@1:
called an atiribute, and the table is called a relation. The data type desc ? é 6?7 OF
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1.1 Relational Hodel Concepts

values that can appear in each column is called a domain. We now define these terms—
Jdomain, twple, attribute, and relation—more precisely.

7.1.1 Domains, Attributes, Tuples, and Relations

A domain D is a set of atomic values. By atomic we mean-that each value in the domain
isindivisible as far as the relational model is concerned. A common method of specifying

a domain is to specify a data type from which the data values forming the domain are"

drawn. [t is also useful to specify a name for the domain, to help in interpreting its values.
Some examples of domains follow:

e UsA_phone numbers: The set of 10-digit phone numbers valid in the United Stafes.

* Local_phone_numbers: The set of 7-digit phone numbers valid within a particular
area code in the United States.

® Social_security_numbers: The set of valid 9-digit social security numbers.
® Names: The set of names of persons.

* Grade_point_averages: Possible values of computed grade point averages; each must
be a real (floating point) number between 0 and 4.

* Employee_ages: Possible ages of employees of a company; each must be a value
between 15 and 80 years old.

* Academic_department_names: The set of academic department names, such as
Computer Science, Economics, and Physics, in a university.

* Academic_department_codes: The set of academic department codes, such as CS,
ECON, and PHYS, in a university.

The preceding are called logical definitions of domains. A data type or format is also
specified for each-domain. For example, the data type for the domain USA_phone_num-
bers can be declared as a character string of the form (ddd)ddd-dddd, whereeach disa
Numeric (decimal) digit-and the first three digits form a valid telephone area code. The
data type for Effiployec_ages is an integer number between 15 and 80. For Academic_

Partment_names, the data type is the set of all character strings that represent valid
: Avdomain is thus given a name, data type; and formar. Additional
information for interpreting the values of a domain can also be given; for example, a
Rumeric domain such as Person_weights should have the units of measurement—pounds
or kilograms.

A relation schema R; denoted by R(A}, A, . . ., A},), ismade up of arelation name R
and a list of attributes Ay, Ay oo Ay Each attribute A, is the name of a role played by
some domain D in the relation schema R. D is called the domain of A, and is denoted by

om(A)). A relation-schema is used to describe a relation; R is called the name of this rela
ton. The degree of a relation is the number of attributes n of its relation schema.

~ An example of a relation schema for a relation of degree 7, which describes univer-
Sty students, is the following:

197

sTuoent(Name, ssh, HomePhone, Address, OfficePhone, Age, cra) Sterling EX2004
IPR2025-00270
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(hapter 7/ The Relational Data Model, Relational Constraints, and the Relational Algebra

Relation name Attributes
,E'UDENT Name SSN HomePhone Address OfficePhone |[Age| GPA
Benjamin Bayer 305-61-2435 373-1616 2918 Bluebonnet Lane null 19 | 321

Katherine Ashly 381-62-1245 375-4409 | 125 Kirby Road null 18 | 2.89
//,: Dick Davidson 422-11-2320 null 3452 Elgin Road 7491253 | 25 | 353
7496492 | 28 | 393

Tuples = | Charles Cooper 489-22-1100 376-9821 265 Lark Lane
h\_‘*-h-.

Barbara Benson 533-69-1238 839-8461 7384 Fontana Lane null 19 | 325

Figure 1.1 The attributes and tuples of a relation STUDENT.

For this relation schema, sTubent is the name-of the relation, which has seven
attributes. We can specify the following previously defined domains for some of the
attributes of the stupent relation: dom(Name) = Names; dom(ssn) = Social_security_
numbers; dom(HomePhone) = Local_phone_numbers, dom(OfficePhone) = Local_
phone_numbers, and dom(cpa) = Grade_point_averages.

A relation (or relation state)? r of the relation schema R(A;, Ay, . ., AY), also
denoted by r(R), is a set of n-tuples r = {t;, ty, . . ., t,,}. Each n=tuplé t'is'an ordered list of
nwvalues t="<vy, v3; v, >, where each valuewyl-=.i=nj is an element of dom(A;) or
is a special null value. The i value in tuple t, which corresponds to the attribute A, is
referred to as t{A;]. The terms relation intension for the schema R and relation extension
for a relation state r(R) are also commonly used.

Figure 7.1 shows an example of a-stupent relation, which corresponds to the stupent
schema specified above. Each tuple in the relation represents a particular student entity.
We display-the relation as a table, where each tuple is shown as a row and each attribute
corresponds to a column header indicating a role or interpretation of the values in that
column. Null values represent attributes whose values are unknown or do not exist for
some- individual sTupent tuples.

The above definition of a relation can be restated as follows. A relation r(R) is a
mathematical relation of degree n on the domains dom (A;), dom(A,), . . ., dom(A,),
which is a subset of the Cartesian product of the domains that define R:

r(R) C (dom (A}) X dom(A;) X ... X dom(A,))

The Cartesian product specifies all possible combinations of values from the underly-
ing domains. Hence, if we denote the number of values or cardinality of a domain D by
DT, and assume tharall domains are finite, the total number of tuples in the Cartesian

product is:

| dom(A 7)1 * Idom(A,) 1 *. .. * | dom(A, )|

2. This has also been called a relation instance. We will not use this term because instance is also

used to refer to a single tuple or row. Ster”ng EX2004
IPR2025-00270
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1.1 Relational Model Concepts 199

Out of all these possible . combinations,-a-relation state at a'given'time—the current
relation state—reflects only the valid-tuples that-represent a particular state of the real
world. In general, as-thestaterof thereal world changes; so-does the relation; by being
transformed into another relation state. However, the schema R is-relatively static and
does.not change except very infrequently—for example, as'a result of adding an attribute
to represent new information that was not originally stored in the relation.

It is possible for'several attributes to have the same domain. The attributes indicate dif-
ferent roles, or interpretations, for the domain. For example, in the sTupent relation, the
same domain Local:phone:numbers plays-the role of HomePhone; referring to the
“home phone of a student,” and the role of OfficePhone, referring to the “office phone of

the student.”

7.1.2  Characteristics of Relations

The earlier definition of relations implies certain characteristics that make a relation dif-
ferent from a file or a table. We now discuss some of these characteristics.

Ordering of Tuples in a Relation. A relation is*defined as a set of tuples. Mathemati-
cally, elements of a set have no order among them; hence tuplesiin‘a relation do not have
any particular. order. However, in"a-file; records are physically stored on disk so thefe
always is an order among the records. This ordering indicates first; second, i, and last
records in the file. Similarly, when we display a relation as a table, the rows are displayed
in a certain order.

Tuple ordering is not patt of a relation definition, because a relationattempts to rep-
resent facts at.a.logical or abstract level. Many logical orders can be specified on a reta-
tion; for example, tuples in the sTubenT relation in Figure 7.1 could be logically ordered by
values of Name, ssN, Age, or some other attribute. The definition of a relation does not
specify any order: there is no preference for one logical ordering over another. Hence, the
relation displayed in Figure 7.2 is considered identical to the one shown in Figure 7.1.
When a relation is implemented as a file, a physical ordering may be specified on the
records of the file.

Ordering of Values within a Tuple, and an Alternative Definition of a Relation.
According to the preceding definition of a relation, an n=tuple-is‘an ordered list of n val-
ues, so the ordering of values in a tuple—and hence of attributes in a relation schema

I%\ENT Name 88N HomePhone Address OfficePhone Age |GPA
Dick Davidson 422-11-2320 null 3452 Elgin Road 749-1253 25 3.53
Barbara Benson 533-69-1238 839-8461 7384 Fontana Lane null 19 325
Charles Cooper 489-22-1100 376-9821 265 Lark Lane 749-6482 28 3.93
Katherine Ashly 381-62-1245 375-4409 125 Kirby Road null 18 | 289
Benjamin Bayer 305-61-2435 373-1616 2918 Bluebonnet Lane null 19 | 3.21

Sterling EX2004
IPR2025-00270
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t = < (Name, Dick Davidson),(ssn, 422-11-2320),(HomePhone, null),(Address, 3452 Elgin Road),
(OfficePhone, 749-1253),(Age, 25),(GPA, 3.53)>

= < (Address, 3452 Elgin Road),(Name, Dick Davidson),(ssn, 422-11-2320),(Age, 25),
(OfticePhone,749-1253),(Gra, 3.53),(HomePhone, null)>

Figure 1.3 Two identical tuples when order of attributes and values is not part of the
definition of a relation.

definition—is important. However, at a logical level, the order of attributes and their val-
ues are not really important as long as the correspondence between attributes and values is
maintained.

An alternative definition of arelation can be given, making the ordering of values in
a tuple unnecessary. In this definition, a relation schema R = {A,, A,, . . ., A} is-a-set of
attributes; and a relation r(R) is a finite set.of mappings t ={ty, ty, « -+, t;,}, where each
tuple t; is 2 mapping from R to D, and D is the union of the attribute domains; that is, D =
dom(A;) U dom(A;) U ... Udom(A,). In this definition, t[A ]} must be in dom(A,) for
1 =i = n for each mapping t in r. Each mapping t, is called a tuple.

According to this definition, a tuple can be considered as a“set of (<attribute>,
<value>) pairs, where each pair gives the value of the mapping from an attribute A; to a
value v; from dom(A,). The ordering of attributes is not important, because the attribute
name appears with its value. By this definition, the two tuples shown in Figure 7.3 are
identical. This makes sense at an abstract or logical level, since there really is no reason to
prefer having one attribute value appear before another in a tuple.

When a relation is implemented as a file, the attributes are physically ordered as
fields within a record. We will use the first definition of relation, where the attributes and
the values within tuples are ordered, because it simplifies much of the notation. However,
the alternative definition given here is more general.

Values in the Tuples. Each value in a tuple is an atomic value; that is, it is not divisible
into components within the framework of the basic relational model. Hence, ecomposite
and multivalued attributes (see Chapter 3) are-not-allowed: Much of the theory behind
the relational model was developed with this assumption in mind, which is called the
first normal form assumption.’ Multivalued attributes must be represented by separate
relations, and composite attributes are represented only by. their simple component
attributes. Recent research in the relational model attempts to remove these restrictions
by using the concept of nonfirst-normal form ornested-relations (see Chapter 13).

The values of some attributes within a particular tuple may be unknown or may not
apply-to.that.tuple. A special value, ealled null,.is-used-for these cases. For example, in
Figure 7.1, some student tuples have null for their office phones because they do not have
an office (that is, office phone does not apply to these students). Another student has a

3. We discuss this assumption in more detail in Chapter 14. Sterling EX2004
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oull for home phone, presumably because either he does not have a home phone or he
‘has one but we do not know it (value is unknown). In general, we can have several types of
null values, such as “valueunknown,” “value‘exists'but-not-available,” or “attribute does
not-apply to this wuple.” It is possible to devise different codes for different types of null
values. Incorporating different types of null values into relational model operations has
proved difficult, and a full discussion is outside the scope of this book.

Interpretation of a Relation. The relation-schéima can be interpreted as a declaration
or a type of-assertions For example, the schema of the sTubent relation of Figure 7.1 asserts
that, in general, a student entity has a Name, ssn, HomePhone, Address, OfficePhone,
Age, and cpa. Each-tuple-insthe-relation-can:then-be:interpreted-as‘a‘fact or a-particular
instance-of ‘the assertion. For example, the first tuple in Figure 7.1 asserts the fact that
there is a STUDENT whose name is Benjamin Bayer, ssn is 305-61-2435, Age is 19, and so on.

Norice that some relations may represent facts-abourentities, whereas-otherrelations
may.represent-facts-about.relationships. For example, a relation schema majors (Stu-
dentSsN, DepartmentCode) asserts that students major in academic departments; a tuple
in this relation relates a student to his or her major department. Hence, the relational
model represents facts about both entities and relationships uniformly as relations.

An alternative interpretation of a relation schema is as a predicate; in this case, the
values in each tuple are interpreted as values-that satisfy.the predicate. This interpretation
is quite useful in the context of logic programming languages, such as PROLOG, because it
allows the relational model to be used within these languages. This is further discussed in
Chapter 25 when we discuss deductive databases.

1.1.3 Relational Model Notation

We will use the following notation in our presentation:

® A relation schema R of degree n is denoted by-R(Aj; Ay, vy As).

* An n-tuple t in a relation r(R)-is-denoted by t = <v{, v5, ..., v,,>, where v, is the
value corresponding to attribute A;. The following notation refers to component val-
ues of tuples:

® Both t[A;] and t.A, refer to the value v; in t for attribute A,.
®* Botht[A, A, ..., Aland t.(A, A, ..., A,), where A, A,, ..., A, is a list of

attributes from R, refer to the subtuple of values <v, v, . . ., v,> from t corre-
sponding to the attributes specified in the list.

® The letters Q, R, S denote relation names. «
® The letters q, 1, s denote relation states.
® The letters ¢, u, v denote tuples.

® In general, the name of a relation schema such as STUDENT also indicates the current set
of tuples in that relation—the current relation state—whereas stubent(Name, Ssw, . . .)
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refers only to the relation schema. Sterling EX2004
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An Overview of the
Hierarchical Data Model

This appendix provides an overview of the hierarchical data model.! There are no origi-
nal documents that describe the hierarchical model, as there are for the relational and
network models. The principles behind the hierarchical model are derived from Informa-
tion Management System (IMS), which is the dominant hierarchical system in use today
by a large number of banks, insurance companies, and hospitals as well as several govern-
ment agencies. Another popular hierarchical DBMS is MRI’s System-2000 (which was later
sold by SAS Institute).

In this appendix we present the concepts for modeling hierarchical schemas and
instances, the concept of a virtual parent-child relationship, which is used to overcome
the limitations of pure hierarchies, and the constraints on the hierarchical model. A few
examples of data manipulation are included.

1. The complete chapter on the hierarchical data model and the IMS system from the second edi-
tion of this book is available at the Web site for the book. This appendix is an edited excerpt of that
chapter.
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Appendix D / An Overview of the Hierarchical Data Model

D.1 Hierarchical Database Structures

D.1.1  Parent-Child Relationships and Hierarchical Schemas

The hierarchical model employs two main data structuring concepts: records and parent-
child relationships. A record is a collection of field values that provide information on an
entity or a relationship instance. Records of the same type are grouped into record types.
A record type is given a name, and its structure is defined by a collection of named fields
or data items. Each field has a certain data type, such as integer, real, or string.

A parent-child relationship type (PCR type) is a 1:N relationship between two
record types. The record type on the 1-side is called the parent record type, and the one
on the N-side is called the child record type of the PCR type. An occurrence (or
instance) of the PCR type consists of one record of the parent record type and a number of
records (zero or more) of the child record type.

A hierarchical database schema consists of a number of hierarchical schemas. Each
hierarchical schema (or hierarchy) consists of a number of record types and PCR types.

A hierarchical schema is displayed as a hierarchical diagram, in which record type
names are displayed in rectangular boxes and PCR types are displayed as lines connecting
the parent record type to the child record type. Figure D.1 shows a simple hierarchical
diagram for a hierarchical schema with three record types and two PCR types. The record
types are DEPARTMENT, EMPLOYEE, and PROJECT. Field names can be displayed under
each record type name, as shown in Figure D.1. In some diagrams, for brevity, we display
only the record type names.

We refer to a PCR type in a hierarchical schema by listing the pair (parent record
type, child record type) between parentheses. The two PCR types in Figure D.1 are
(DEPARTMENT, EMPLOYEE) and (DEPARTMENT, PROJECT). Notice that PCR types do not
have a name in the hierarchical model. In Figure D.1 each occurrence of the (DEPART-
MENT, EMPLOYEE) PCR type relates one department record to the records of the many
(zero or more) employees who work in that department. An occurrence of the (DEPART-
MENT, PROJECT) PCR type relates a department record to the records of projects con-
trolled by that department. Figure D.2 shows two PCR occurrences (or instances) for each
of these two PCR types.

[ DEPARTMENT

DNAME | DNUMBER | MGRNAME | MGRSTARTDATE

EMPLOYEE PROJECT
NAME | SSN | BDATE | ADDRESS PNAME | PNUMBER | PLOCATION
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() DEPARTMENT: Research Administration
EMPLOYEE: Smith  Wong  Narayan English Zelaya  Wallace  Jabbar

(b) DEPARTMENT: Research Administration
PROJECT: ProductX  ProductY  ProductZ Computerization Newbenefits

Figure D.2  Occurrences of Parent-Child Relationships. (a) Two occurrences
of the PCR type (DEPARTMENT, EMPLOYEE). (b) Two occurrences
of the PCR type (DEPARTMENT, PROJECT).

D.1.2  Properties of a Hierarchical Schema
A hierarchical schema of record types and PCR types must have the following properties:

1. One record type, called the root of the hierarchical schema, does not participate
as a child record type in any PCR type.

2. Every record type except the root participates as a child record type in exactly one
PCR type.

3. A record type can participate as parent record type in any number (zero or more)
of PCR types.

4. A record type that does not participate as parent record type in any PCR type is
called a leaf of the hierarchical schema.

5. If a record type participates as parent in more than one PCR type, then its child
record types are ordered. The order is displayed, by convention, from left to right in
a hierarchical diagram.

The definition of a hierarchical schema defines a tree data structure. In the termi-
nology of tree data structures, a record type corresponds to a node of the tree, and a PCR
type corresponds to an edge (or arc) of the tree. We use the terms node and record type,
and edge and PCR type, interchangeably. The usual convention of displaying a tree is
slightly different from that used in hierarchical diagrams, in that each tree edge is shown
separately from other edges (Figure D.3). In hierarchical diagrams the convention is that
all edges emanating from the same parent node are joined together (as in Figure D.1). We
use this latter hierarchical diagram convention.
The preceding properties of a hierarchical schema mean that every node except the
root has exactly one parent node. However, a node can have several child nodes, and in Sterling EX2004
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DEPARTMENT

Figure D.3 A tree representation of the hierarchical schema in Figure D.1.

this case they are ordered from left to right. In Figure D.1 EMPLOYEE is the first child of
DEPARTMENT, and PROJECT is the second child. The previously identified properties also
limit the types of relationships that can be represented in a hierarchical schema. In par-
ticular, M:N relationships between record types cannot be directly represented, because
parent-child relationships are 1:N relationships, and a record type cannot participate as
child in two or more distinct parent-child relationships.

An M:N relationship may be handled in the hierarchical model by allowing duplica-
tion of child record instances. For example, consider an M:N relationship between
EMPLOYEE and PROJECT, where a project can have several employees working on it, and
an employee can work on several projects. We can represent the relationship as a
(PROJECT, EMPLOYEE) PCR type. In this case a record describing the same employee can be
duplicated by appearing once under each project that the employee works for. Alterna-
tively, we can represent the relationship as an (EMPLOYEE, PROJECT) PCR type, in which
case project records may be duplicated.

EXAMPLE 1: Consider the following instances of the EMPLOYEE:PROJECT relationship:

Project Employees Working on the Project

A E1, E3, E5

B E2, E4, E6

C El, E4

D EZ, E3, E4,E5

If these instances are stored using the hierarchical schema (PROJECT, EMPLOYEE) (with
PROJECT as the parent), there will be four occurrences of the (PROJECT, EMPLOYEE) P(.Z’R
type—one for each project. The employee records for E1, E2, E3, and E5 will appear twice
each as child records, however, because each of these employees works on two projects.
The employee record for E4 will appear three times—once under each of projects B, G

Sterling EX2004
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and D and may have number of hours that E4 works on each project in the corresponding
instance.

To avoid such duplication, a technique is used whereby several hierarchical schemas
can be specified in the same hierarchical database schema. Relationships like the preced-
ing PCR type can now be defined across different hierarchical schemas. This technique,
called virtual relationships, causes a departure from the “strict” hierarchical model. We
discuss this rechnique in Section D.2.

D.1.3 Hierarchical Occurrence Trees

Corresponding to a hierarchical schema, many hierarchical occurrences, also called
occurrence trees, exist in the database. Each one is a tree structure whose root is a single
record from the root record type. The occurrence tree also contains all the children
record occurrences of the root record and continues all the way to records of the leaf
record types.

For example, consider the hierarchical diagram shown in Figure D.4, which repre-
sents part of the COMPANY database introduced in Chapter 3 and also used in Chapters 7,
8, and 9. Figure D.5 shows one hierarchical occurrence tree of this hierarchical schema.
In the occurrence tree, each node is a record occurrence, and each arc represents a par-
ent-child relationship between two records. In both Figures D.4 and D.5, we use the char-
acters D, E, P, T, S, and W to represent type indicators for the record types
DEPARTMENT, EMPLOYEE, PROJECT, DEPENDENT, SUPERVISEE, and WORKER, respectively.
A node N and all its descendent nodes form a subtree of node N. An occurrence tree can
be defined as the subtree of a record whose type is of the root record type.

D DEPARTMENT
Lol DNAME | DNUMBER | MGRNAME | MGRSTARTDATE

945

level{: E EMPLOYEE P PROJECT
NAME | SSN | BDATE | ADDRESS PNAME | PNUMBER | PLOCATION
Level2: T DEPENDENT C] SUPERVISEE w WORKER
DEPNAME | SEX | BIRTHDATE NAME | SSN NAME | sSN | HouRs

Figure D.b A hierarchical schema for part of the COMPANY database.
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|
Level 0: D Administration ’
l
| // \\
I Level 1: E Zelaya E Wallace E Jabbar P Computerization P Newbenelits
Level 2: T Abner S Zelaya S Jabbar Wong W Zelaya W Jabbar W Zelaya W Wallace W Jabhar

I Figure D.5  An occurrence tree of the schema in Figure D.4.

D.1.4 Linearized Form of a Hierarchical Occurrence Tree

A hierarchical occurrence tree can be represented in storage by using any of a variety of
data structures. However, a particularly simple storage structure that can be used is the
‘ hierarchical record, which is a linear ordering of the records in an occurrence tree in the
' preorder traversal of the tree. This order produces a sequence of record occurrences
I known as the hierarchical sequence (or hierarchical record sequence) of the occurrence
tree; it can be obtained by applying a recursive procedure called the pre-order traversal,
1l which visits nodes depth first and in a left-to-right fashion.

‘ The occurrence tree in Figure D.5 gives the hierarchical sequence shown in Figure
’ D.6. The system stores the type indicator with each record so that the record can be dis-
| tinguished within the hierarchical sequence. The hierarchical sequence is also important
l because hierarchical data-manipulation languages, such as that used in IMS, use it as a
basis for defining hierarchical darabase operations, The HDML language we discuss in

D Administration
E Zelaya
E Wallace

[T Abner

S Zelaya

L_S Jabbar

‘ L E Jabbar

\ r_P Computerization

W Wong

[' | W Zelaya
' L_W Jabbar

P Newbenefits
‘ W Zelaya

\ W Wallace

i LW Jabbar
|

N' ‘ Figure D.6  Hierarchical sequence for the occurrence tree in Figure D.Sterling EX20
| IPR2025-002
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Section D.3 (which is a simplified version of DL/1 of IMS) is based on the hierarchical
sequence. A hierarchical path is a sequence of nodes Ny, N, ..., Nj, where N; is the root
of a tree and N; is a child of N;_; for j = 2, 3, ..., i. A hierarchical path can be defined
either on a hierarchical schema or on an occurrence tree. We can now define a hierarchi-
cal database occurrence as a sequence of all the occurrence trees that are occurrences of a
hierarchical schema. For example, a hierarchical database occurrence of the hierarchical
schema shown in Figure D.4 would consist of a number of occurrence trees similar to the
one shown in Figure D.5, one for each distinct department.

D.1.5 Virtual Parent-Child Relationships

The hierarchical model has problems when modeling certain types of relationships.
These include the following relationships and situations:

1. M:N relationships.

2. The case where a record type participates as child in more than one PCR type.

3. N-ary relationships with more than two participating record types.

Notice that the relationship between EMPLOYEE and EPOINTER in Figure D.7(a) is a
1:N relationship and hence qualifies as a PCR type. Such a relationship is called a virtual
parent-child relationship (VPCR) type.”? EMPLOYEE is called the virtual parent of
EPOINTER; and conversely, EPOINTER is called a virtual child of EMPLOYEE. Conceptually,

PCR types and VPCR types are similar. The main difference between the two lies in the
way they are implemented. A PCR type is usually implemented by using the hierarchical

@ Hierarchy1

p
PROJECT |

Hierachy2 (b)

P
E EMPLOYEE PROJECT

EMPLOYEE

EPOINTER PPOINTER

|
|

Fiqgure D.T  Representing M:N relationships using Virtual Parent Child Relationships. (a) EMPLOYEE as
virtual parent. (b) PROJECT as virtual parent.

2. The term “virtual” is not used in the IMS system, but it is used here to simplify the distinction
between hierarchical relationships within one hierarchy (called Physical in IMS) and across hierar-

chies (called Logical in IMS). Sterling EX2004
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sequence, whereas a VPCR type is usually implemented by establishing a pointer (a physi.
cal one containing an address, or a logical one containing a key) from a virtual chilg
record to its virtual parent record. This mainly affects the efficiency of certain queries.

Figure D.8 shows a hierarchical database schema of the COMPANY database that uges
some VPCRs and has no redundancy in its record occurrences. The hierarchical databage
schema is made up of two hierarchical schemas—one with root DEPARTMENT, and the
other with root EMPLOYEE. Four VPCRs, all with virtual parent EMPLOYEE, are included to
represent the relationships without redundancy. Notice that IMS may not allow this
because an implementation constraint in IMS limits a record to being virtual parent of at
most one VPCR; to get around this constraint, one can create dummy children record
types of EMPLOYEE in Hierarchy 2 so that each VPCR points to a distinct virtual parent
record type.

In general, there are many feasible methods of designing a database using the hier-
archical model. In many cases, performance considerations are the most important fac-
tor in choosing one hierarchical database schema over another. Performance depends

Hierarchy1 Hierarchy2

(d_hierarchy) (e_hierarchy)

DEPARTMENT ] El EMPLOYEE
DNAME | DNUMBER IFNAMEl MINIT l LNAMEl SSNl BDATElADDFlESS SEX| SALARY

|

|

]

-

DLOCATIONS

PROJECT

ESUPERVISEES

LOCATION

PNAMEJPNUMBER [ PLOCATION

Y

EPTR

DEMPLOYEES \‘

=
| ———

T ‘ DEPENDENT

DEPNAME BIRTHDATE | RELATIONSHIP

MGRSTARTDATE |MPTR e-+—

DMANAGER

Figure 0.8 Using VPCR types to eliminate redundancy in the COMPANY database.

PWORKER
HOURS{WPTR ¢
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on the implementation options available—for example, whether certain types of point-
ers are provided by the system and whether certain limits on number of levels are
imposed by the DBA.

D.2 Integrity Constraints and Data Definition in
the Hierarchical Model

D.2.1 Integrity Constraints in the Hierarchical Model

A number of built-in inherent constraints exist in the hierarchical model whenever we
specify a hierarchical schema. These include the following constraints:

1. No record occurrences except root records can exist without being related to a
parent record occurrence. This has the following implications:

a. A child record cannot be inserted unless it is linked to a parent record.

b. A child record may be deleted independently of its parent; however, deletion
of a parent record automatically results in deletion of all its child and descen-
dent records.

c. The above rules do not apply to virtual child records and virtual parent
records.

2. If a child record has two or more parent records from the same record type, the
child record must be duplicated once under each parent record.

3. A child record having two or more parent records of different record types can do
so only by having at most one real parent, with all the others represented as vir-
tual parents. IMS limits the number of virtual parents to one.

4. In IMS, a record type can be the virtual parent in only one VPCR type. That is, the
number of virtual children can be only one per record type in IMS.

D.2.2 Data Definition in the Hierarchical Model

In this section we give an example of a hierarchical data definition language (HDDL),
which is not the language of any specific hierarchical DBMS but is used to illustrate the
language concepts for a hierarchical database. The HDDL demonstrates how a hierarchical
database schema can be defined. To define a hierarchical database schema, we must define
the fields of each record type, the data type of each field, and any key constraints on fields.
In addition, we must specify a root record type as such; and for every nonroot record type,
we must specify its (real) parent in a PCR type. Any VPCR types must also be specified.
In Figure D.9, either each record type is declared to be of type root or a single (real)
parent record type is declared for the record type. The data items of the record are then
listed along with their data types. We must specify a virtual parent for data items that are
of type pointer. Data items declared under the KEY clause are constrained to have unique
values for each record. Each KEY clause specifies a separate key; in addition, if a single KEY .
clause lists more than one field, the corrI:bination OfP these ﬁe‘{d values must be unique imoterling EX2004
IPR2025-00270
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