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Appendix 1 

Tensor Notation 

Since tensor notation is not commonly used in computer vision, it seems appropri­
ate to give a brief introduction to its use. For more details, the reader is referred to 
[Triggs-95]. For simplicity, these concepts will be explained here in the context of 
low-dimensional projective spaces, rather than in their full generality. However, the 
ideas apply in arbitrary dimensional vector spaces. 

Consider a set of basis vectors eJ; i = 1 , . . . , 3 for a 2-dimensional projective space 
P 2 . For reasons to become clear, we will write the indices as subscripts. With respect 
to this basis, a point in P 2 is represented by a set of coordinates x\ which represents 
the point Y,f=i xl e$. We write the coordinates with an upper index, as shown. Let x 
represent the triple of coordinates, x 

Now, consider a change of coordinate axes in which the basis vectors e$ are replaced 
by a new basis set a,, where e\, = Yli HJ- e,:, and H is the basis transformation matrix 
with entries H1-. If x = (x1, x2, x3)J are the coordinates of the vector with respect to 
the new basis, then we may verify that x = H_1x. Thus, if the basis vectors transform 
according to H the coordinates of points transform according to the inverse transforma­
tion H"1. 

Next, consider a line in P 2 represented by coordinates 1 with respect to the original 
basis. With respect to the new basis, it may be verified that the line is represented by 
a new set of coordinates 1 = HT1. Thus coordinates of the line transform according to 
HT. 

As a further example, let P be a matrix representing a mapping between projective 
(or vector) spaces. If G and H represent basis transformations in the domain and range 
spaces, then with respect to the new bases, the mapping is represented by a new matrx 
P = H_1PG. Note in these examples that sometimes the matrix H or HT is used in the 
transformation, and sometimes H-1. 

These three examples of coordinate transformations may be written explicitly as fol­
lows. 

x^cfr 1 )*^ k = mi3 p] = {H-iykG
i
jp? 

where we use the tensor summation convention that an index repeated in upper and 
lower positions in a product represents summation over the range of the index. Note 
that those indices that are written as superscripts transform according to H_1, whereas 
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Al.l The tensor e r s t 563 

those that are written as subscripts transform as H (or G). Note that there is no distinc­
tion in tensor notation between indices that are transformed by H, and those that are 
transformed by HT. In general, tensor indices will transform by either H or H"1 - in fact 
this is the characteristic of a tensor. Those indices that transform according to H are 
known as covariant indices and are written as subscripts. Those indices that transform 
according to FT1 are known as contravariant indices, and are written as superscripts. 
The number of indices is the valency of the tensor. The sum over an index, e.g. Hj lj, 
is referred to as a contraction, in this case the tensor Hj is contracted with the line lj. 

Al. l The tensor erst 

The tensor erst is defined for r, s, t = 1 , . . . , 3 as follows: 

( 0 unless r, s and t are distinct 
+1 if rst is an even permutation of 123 
— 1 if rst is an odd permutation of 123 

The tensor e^ (or its contravariant counterpart, eljk) is connected with the cross prod­
uct of two vectors. If a and b are two vectors, and c = a x b is their cross product, 
then the following formula may easily be verified. 

Ci = (a x b)j = eljka
]bk. 

Related to this is the expression (A4.5-p581) for the skew-symmetric matrix [a]x. 
Using tensor notation one writes this as 

([alx)ife = (,,jka3. 

Thus, one sees that if a is a contravariant vector, then [a] x is a matrix with two covariant 
indices. A similar formula holds for [v]x where v is covariant, namely ([v]x)* = 
eljkVj. 

Finally, the tensor eljk is related to determinants: for three contravariant tensors a\ 
V and ck, one verifies that a%tickcH:jk is the determinant of the 3 x 3 matrix with rows 
a\ IP and ck. 

A1.2 The trifocal tensor 

The trifocal tensor 7~J has one covariant and two contravariant indices. For vectors 
and matrices, such as x\ k and Pj, it is possible to write the transformation rules using 
standard linear algebra notation, e.g. x' = Hx. However, for tensors with three or more 
indices, this cannot conveniently be done. There is really no choice but to use tensor 
notation when dealing with the trifocal tensor. 

Transformation rule. The arrangement of indices for the trifocal tensor implies a 
transformation rule 

T^k = F[(G-1)i(H-1)lT/t (Al.l) 

with respect to changes of basis in the three images. It is worthwhile pointing out 
one possible source of confusion here. The transformation rule (Al.l) shows how the 
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564 Appendix 1 Tensor Notation 

Fig. A 1.1. A 3-dimensional representation of the trifocal tensor -figure after Faugeras and Pa-
padopoulo [Faugeras-97]. The picture represents k = VjU{fT? , which is the contraction of the tensor 
with the lines V and 1" to produce a line 1. In pseudo-matrix notation this can be written as k = l'TTjl"T, 
where (Jl)Jk = T? . 

tensor is transformed in terms of basis transformations in the three images. Often, 
we are concerned instead with point coordinate transformations. Thus, if F', G' and H' 
represent coordinate transformations in the images, in the sense that x3 — F-3 x\ and 
G' and H' are similarly defined for the other images, then the transformation rule may 
be written as 

fik = (F'-1yiG'>H*T«. 

Picture of tensors. A vector x may be thought of as a set of numbers arranged in a 
column or row, and a matrix H as a 2D array of numbers. Similarly, a tensor with three 
indices may be thought of as a 3D array of numbers. In particular the trifocal tensor is 
a 3 x 3 x 3 cube of cells as illustrated in figure A 1.1. 
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Appendix 2 

Gaussian (Normal) and \ Distributions 

A2.1 Gaussian probability distribution 

Given a vector X of random variables x% for i = 1 , . . . , N, with mean X = E[x), where 
E[] represents the expected value, and A x = X — X, the covariance matrix E is an 
N x N matrix given by 

E = E[Ax AxT] 

so that Ejj = E[AxiAxj}. The diagonal entries of the matrix E are the variances of 
the individual variables x%, whereas the off-diagonal entries are the cross-covariance 
values. 

The variables x% are said to conform to a joint Gaussian distribution, if the probability 
distribution of X is of the form 

P(X +AX) = (27r)-A r / 2det(E^1)1 / 2exp(-(Ax)TE-1(Ax)/2) (A2.1) 

for some positive-semidefinite matrix E_1. It may be verified that X and E are the mean 
and covariance of the distribution. A Gaussian distribution is uniquely determined by 
its mean and covariance. The factor (2TT)~N^2 det^E-1)1/2 is just the normalizing factor 
necessary to make the total integral of the distribution equal to 1. 

In the special case where E is a scalar matrix E = a21 the Gaussian PDF takes a 
simple form 

P(X) = ( V ^ a ) - N exp (- f > , - xt)
2/2a2 

where X = (.T1; .X2, . . . , xN)J. This distribution is called an isotropic Gaussian distri­
bution. 

Mahalanobis distance. Note that in this case the value of the PDF at a point X is 
simply a function of the Euclidean distance (j2iLi(%i — %i)2) of the point X from 
the mean X = (.xi,..., xN)T. By analogy with this one may define the Mahalanobis 
distance between two vectors X and Y to be 

( X - Y ) T E - 1 ( X - Y ) ^ 
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Microsoft Ex. 1010 - Page 581 of 672



566 Appendix 2 Gaussian (Normal) and \ Distributions 

One verifies that for a positive-definite matrix E, this defines a metric on MN. Using 
this notation, the general form of the Gaussian PDF may be written as 

v l l 2 P(X) « e x p ^ - | j X - X | | ^ / 2 

where the normalizing factor has been omitted. Thus, the value of the Gaussian PDF is 
a function of the Mahalanobis distance of the point X from the mean. 

Change of coordinates. Since E is symmetric and positive-definite, it may be written 
as E = UTDU, where U is an orthogonal matrix and D = (o\, <r|, . . . , a2

N) is diagonal. 
Writing X' = UX and x ' = UX, and substituting in (A2.1), leads to 

e x p ( - ( X - X ) T E - 1 ( X - X ) / 2 ) = exp ( - ( x ' - X,)TUi:-1UT(X/ - x ' ) /2 

= e x p ( - ( X , - x ' ) T D - 1 ( X / 

Thus, the orthogonal change of coordinates from X to X' = UX transforms a general 
Gaussian PDF into one with diagonal covariance matrix. A further scaling by o% in 
each coordinate direction may be applied to transform it to an isotropic Gaussian dis­
tribution. Equivalently stated, a change of coordinates may be applied to transform 
Mahalanobis distance to ordinary Euclidean distance. 

A2.2 x2 distribution 

The xl distribution is the distribution of the sum of squares of n independent Gaussian 
random variables. As applied to a Gaussian random vector v with non-singular covari­
ance matrix E, the value of (v — v)TE_1(v — v) satisfies a xn distribution, where n is 
the dimension of v. If the covariance matrix E is singular, then we must replace E_1 

with the pseudo-inverse E+. In this case 

• If \ is a Gaussian random vector with mean v and covariance matrix E, then the 
value of(v — v)TE+(v — v) satisfies a x'2- distribution, where r = rankE. 

The cumulative chi-squared distribution is defined as Fn(k
2) = j0 Xn(0^- This 

represents the probability that the value of the xn random variable is less than k2. 
Graphs of the xn distribution and inverse cumulative xn distributions for n = 1 , . . . , 4 
are shown in figure A2.1 A program for computing the cumulative chi-squared distri­
bution Fn(k

2) is given in [Press-88]. Since it is a monotonically increasing function, 
one may compute the inverse function by any simple technique such as subdivision, 
and values are tabulated in table A2.1 (compare with figure A2.1). 
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A2.2 x2 distribution 567 

Fig. A2.1. The Xn distribution (left) and inverse cumulative x\ distribution Fn
 1 (right) for n = 

1, . . . , 4. In both cases, graphs are for n = 1 , . . . . 4 bottom to top (at middle point of horizontal axis). 

a = 0.95 Q = 0.99 

1 3.84 6.63 
2 5.99 9.21 
3 7.81 11.34 
4 9.49 13.28 

Table A2.1. Values of k2 for which Fn{k2), the cumulative x2 distribution with n degrees of freedom, 
equals a, i.e. k2 = F~1(a), where a is the probability. 
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Appendix 3 

Parameter Estimation 

There is much theory about parameter estimation, dealing with properties such as the 
bias and variance of the estimate. This theory is based on analysis of the probability 
density functions of the measurements and the parameter space. In this appendix, we 
discuss such topics as bias of an estimator, the variance, the Cramer-Rao lower bound 
on the variance, and the posterior distribution. The treatment will be largely informal, 
based on examples, and exploring these concepts in the context of reconstruction. 

The general lesson to be learnt from this discussion is that many of these concepts 
depend strongly on the particular parametrization of the model. In problems such as 3D 
projective reconstruction, where there is no preferred parametrization, these concepts 
are not well defined, or depend very strongly on assumed noise models. 

A simple geometric estimation problem. The problem we shall consider is related 
to the triangulation problem of determining a point in space from its projection into two 
images. To simplify this problem, however, we consider its 2-dimensional analog. In 
addition, we fix one of the rays reducing the problem to one of estimating the position 
of a point along a known line from observing it in a single image. 

Thus, consider a line camera (that is, one forming a ID image as in section 6.4.2-
(pl75)) observing points on a single line. Let the camera be located at the origin (0, 0) 
and point in the positive Y direction. Further, assume that it has unit focal length. Thus, 
the camera matrix for this camera is simply [I2X2IO]. Now, suppose that the camera is 
observing points on the line Y = x +1 (the "world line"). A point (x, X +1) on this line 
will be mapped to the image point x — x / (x + 1). However, we assume that a point is 
measured with a certain inaccuracy, which may be modelled with a probability density 
function (PDF). The usual practice is to model the noise using a Gaussian distribution. 
Let us assume at least that the mode (maximum) of the distribution is at zero. The 
imaging setup is illustrated in figure A3.1. 

The estimation problem we consider is the following: given the image coordinates of 
a point, estimate the position of the "world point" on the line y = x + 1. To consider a 
specific scenario, we may think of the line as a scintillator being flooded with gamma-
rays. A camera is used to measure the location of each scintillation and determine its 
position along the line. The problem seems to be ridiculously simple, but it will turn 
out that there are some surprises. 

568 

Microsoft Ex. 1010 - Page 584 of 672



A3.1 Bias 

Fig. A3.1. The imaging setup for a simple estimation problem. A point on the line Y = X + 1 is imaged 
by a line camera. The projection mapping is given by f : 9 H-> x = 9/(1 + 9), where 9 parametrizes the 
points on the line Y = X + 1. Measurement is subject to noise with a zero-mode distribution. 

Probability density function. We start by parametrizing the world line Y = X + 1 
by a parameter 9, where the most convenient parametrization is 0 — X so that the 2D 
point parametrized by 9 is (9, 9 + 1). This point projects to 9/(9 + 1). We denote this 
projection function from the world line to the image line by / , so that f(9) = 9/(9 + 1). 
The measurement of this point is corrupted by noise, resulting in a random variable x 
with probability distribution given by p(x\9) = g(x — /(#)). For instance, if g is a 
zero-mean Gaussian distribution with variance a2, then 

p(x\9) = (27ra2)-1/2exp (-(x - f(9))2/2o2) . 

Maximum Likelihood estimate. An estimate of the parameter vector 9 given a mea­
sured value x is a function denoted 9(x), assigning a parameter vector 9 to a measure­
ment x. The maximum likelihood (ML) estimate is given by 

9ML = argmax£>(x|(9). 
o 

In the current estimation problem it is easily seen that the ML estimate is obtained 
simply by back-projecting the measured point x and selecting its intersection with the 
world line, according to the formula 

9(x) = r1(x)=x/(l-x). 

This is the ML estimate, because the resulting point, with parameter 9(x), projects 
forward to x, hence p(x19) = g(x—x) = g(0) which by assumption gives the maximum 
(mode) of the probability density function g. Any other choice of parameter 9 will give 
a smaller value of p(x\0). 

A3.1 Bias 

A desirable property of an estimator is that it can be expected to give the right answer 
on the average. Given a parameter 9, or equivalently in our case a point on the world 
line, we consider all possible measurements x and from them reestimate the parame­
ter 9, namely 9(x). The estimator is known as unbiased if on the average we obtain 
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Fig. A3.2. The ML estimate of the world-point position 6{x) = /~1(:r) = x / ( l — x) for different 
measurements of the image point x. Note that for values of x greater than I, the ML estimate switches 
to "behind" the camera. 

the original parameter 0 (the true value). In forming this average, we weight the mea­
surements x according to their probability. More formally, the bias of the estimator is 
defined as 

Ee[9(x)] -9 = J p(x\9) 9{x)dx - 9 
•IX 

and the estimator is unbiased if Eg[9(x)\ = 9 for all 6. Here Eg stands for the expected 
value given 9, defined as shown. 

Another way of thinking of bias is in terms of repeating an experiment many times 
with identical model parameters and a different instance of the noise at each trial. The 
bias is the difference between the average value of the estimated parameters and the true 
parameter value. It is worth noting that for the bias to be defined, it is not necessary 
that the parameter space have an a priori distribution defined on it, not even that it be 
a measure space. It is necessary, however that it have some affine structure so that the 
average (or integral) can be formed. 

Now, we determine whether the ML estimate of 9 is unbiased in the case where 
f(9) = 9/(9 + 1). The integral becomes 

/ p(x\9) 6(x)dx = I ,— exp 
Jx Jx V27T(7 \ 

It turns out that this integral diverges, and hence the bias is undefined. The difficulty is 
that with an assumed Gaussian distribution of noise, for any value of 9, there is always 
a finite (though perhaps very small) probability p(x\9) that x > 1. For values of x > 1, 
the corresponding ray does not meet the world line in front of the camera (since the ray 
is parallel to the world line at x = 1). The estimate 9(x) as a function of x is shown in 
figure A3.2, showing how it results in estimated world-points behind the camera. Even 
if values of 9(x) behind the camera are ignored, the ML estimator has infinite bias, as 
is explained in figure A3.3. 

Limiting the range of parameters. Since the range of the parameter 9 is from —1 to 
co, it makes sense to limit its range. In fact, we may have knowledge that all "events" 
on the world-line lie in a more restricted range. As an example, suppose that we assume 
that 9 lies in the range — 1 < 9 < 1, and hence noise-free projected points are in the 
range —oo < x < 1/2. In this case, the ML estimate for any image point x > 1/2 will 

-dx 
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A 3.1 Bias 571 

Fig. A3.3. The reason that the ML estimate with Gaussian noise model has infinite bias, (a) The 
distribution of possible values of the image measurement given a world-point at x = 0, y = 1 assuming 
Gaussian noise distribution with a = 0.4 - in symbols p(x\9 = 0). (b) The ML estimate of the world 
point for different values of the image point, 9(x) = x / ( l — x). Note that as the image point approaches 
1, the estimated point on the world-line recedes to infinity, (c) Product 9(x) p(x\9 = 0). The integral 
of this function from x = — oo to x = 1 gives the bias of the ML estimator. Note that as x approaches 
1, the graph increases abruptly to infinity. The integral is unbounded, meaning that the estimator has 
infinite bias. 
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Fig. A3.4. (a) If the range of possible values of the world-point parameter 6 is limited to the range 
9 < 1, then the ML estimate of any point x > 1/2 will be 9 = 1. This will prevent infinite bias in the 
estimate, but there will still be bias, (b) The bias Eg[9(x)] — 9 = J 9{x)p{x\8)dx — 9 as a function of 
9. Measurement noise is Gaussian with a = 0.01. 

be at 9(x) = 1. With this restriction on the parameter 9, the ML estimate is still biased, 
as shown in figure A3.4. 

If the noise-distribution has finite support, then the bias will also be finite for most 
values of 9, even if the range of the parameter 9 is unrestricted. This is shown in 
figure A3.5. One learns from this that the bias of the estimator can be very dependent 
on the noise-model - a factor that is usually not within our control. 

Dependency of bias on parametrization. The reason for the infinite bias for the ML 
estimator with Gaussian noise model in this example is the projective mapping between 
the world line and the image line. It is possible to parametrize the world line differently 
in a way that will change the bias. 

Let the world line Y = X + 1 be parametrized in such a way that parameter 9 repre­
sents the point (9/(1 — 9), 1/(1 — 9)) on the line. The part of the line in front of the 
camera (having positive y coordinate) is parametrized by 9 in the range — oo < 9 < 1. 
Under the projection (x, Y) I—> x/Y, the projection map / is given by f(9) = X/Y = 9, 
thus the point with parameter 9 maps to 9. In other words, points on the world line are 
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Fig. A3.5. If the noise-model has finite support then the bias will be finite. In this example the noise 
model is 3(1 — (x/a)2)/4a2, for ~a < x < a, where a = 0.01. (a) Bias as a function of 6 for 
small values of 6. (b) Percentage bias (Eg[6(x)] — &)/0. The bias is relatively small for small values 
of 6, but larger (up to 20% ) for large values. The position of the point along the world-line is always 
over-estimated. 

parametrized by the coordinate of the point that they project to under the camera map­
ping. 

Now, in this case, the ML estimate is given by 9(x) = f^1(x) = x, and the bias is 

9(x)p(x\9)dx — 9 = ( xg(x - j\6))dx - 6 
J X 

x + f{6))g(x)dx- 6 

xg{x)dx + f(9) I g(x)dx 

) + f(9) -9 = 0 

Assuming that the distribution g(x) is zero-mean. Note, this shows that the estimate of 
the original measurement x is unbiased. 

Lessons about bias. By a change of parametrization of the world line, the bias has 
been changed from infinite to zero. In the present example, there is a natural affine 
parametrization of the world line, for which we have seen that the bias is infinite. 
However, if we are working in a projective context, then the parameter space has no 
natural affine parametrization. In this case, it is somewhat meaningless to speak of any 
absolute measurement of bias. A second lesson from the above example is that the ML 
estimate of the corrected measurement (as opposed to the world point) is unbiased. 

It was also seen that the value of bias is strongly dependent on the noise distribution. 
Even the very small tails of the Gaussian distribution have a very large effect on the 
computed bias. Of course, a Gaussian distribution of the noise is only a convenient 
model for modelling image measurement errors. The exact distribution of image mea­
surement noise is generally unknown, and the conclusion is inescapable that one can 
not theoretically compute an exact value for the bias of a given estimator, except for 
synthetic data with known noise model. 
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A3.2 Variance of an estimator 
The other important attribute of an estimator is its variance. Consider an experiment 
being repeated many times with the same model parameters, but a different instantia­
tion of the noise at each trial. Applying our estimator to the measured data, we obtain 
an estimate for each of these trials. The variance of the estimator is the variance (or 
covariance matrix) of the estimated values. More precisely, we can define the variance 
for an estimation problem involving a single parameter as 

Var*(0) = Ee[(9(x) - 9)2} = f(6(x) - 9)2p{x\9)dx 
J X 

where 

6 = Ee[6(x)} = / 6(x)p(x\6)dx = 9 + bias(#) 
J X 

In the case where the parameters 9 form a vector, Var#(#) is the covariance matrix 

Vare(0) = Ee[(9{x) - 9){9(x) - 9)J] (A3.1) 

In many cases we might be more interested in the variability of the estimate with respect 
to the original parameter 9, which is the mean-squared error of the estimator. This is 
easily computed from 

Eg[{9{x) - 9){9{x) - 9)J] = Ynre(9) + bias(#) bias(#)T. 

It should be noted that, as with the bias, the variance of an estimator makes good sense 
only when there is a natural affine structure on the parameter set, at least locally. 

Most estimation algorithms will give the right answer if there is no noise. If an algo­
rithm performs badly when noise is added, this means that either the bias or variance 
of the algorithm is high. This is the case, for instance with the DLT algorithm 4.1(p91), 
or the unnormalized 8-point algorithm discussed in section ll.l(p279). The variance 
of the algorithm grows quickly with added noise. 

The Cramer-Rao lower bound. It is evident that by adding noise to a set of mea­
surements information is lost. Consequently, it is not to be expected that any estimator 
can have zero bias and variance in the presence of noise on the measurements. For 
unbiased estimators, this notion is formalized in the Cramer-Rao lower bound, which 
is a bound on the variance of an unbiased estimator. To explain the Cramer-Rao bound, 
we need a few definitions. Given a probability distribution p(x\9), the Fisher score is 
defined as V${x) = dg logp(x\6). The Fisher Information Matrix is defined to be 

F(9) = Ee[Vg(x)Ve(x)J] 

= f Ve(x)Vg(x)Tp(x\9)dx. 
J x 

The relevance of the Fisher Information Matrix is expressed in the following result. 

Result A3.1. Cramer-Rao lower bound. For an unbiased estimator 9(x), 

det(E[(9 - 6)0 - 9)T}) > 1/det F(6). 

A Cramer-Rao lower bound may also be given in the case of a biased estimator. 
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A3.3 The posterior distribution 

An alternative to the ML estimate is to consider the probability distribution for the 
parameters, given the measurements, namely p(9\x). This is known as the posterior 
distribution, namely the distribution for the parameters after the measurements have 
been taken. To compute it, we need a prior distribution p{9) for the parameters before 
any measurement has been taken. The posterior distribution can then be computed 
from Bayes Law 

= p(x\e)P(o) 
p(x) 

Since the measurement a; is fixed, so is its probability p(x), so we may ignore it, leading 
to p(0\x) ~ p{x\6) p(9). The maximum of the posterior distribution is known as the 
Maximum A Posteriori (MAP) estimate. 

Note. Though the MAP estimate may seem like a good idea, it is important to realize 
that it depends on the parametrization of the parameter space. The posterior proba­
bility distribution is proportional to p{x\9)p{6). However, p(6) is dependent on the 
parametrization of 9. For instance if p(9) is a uniform distribution in one parametriza­
tion, it will not be a uniform distribution in a different parametrization that differs 
by a non-affine transformation. On the other hand, p{x\9) does not depend on the 
parametrization of 9. Therefore, the result of a change of parametrization is to alter 
the posterior distribution in such a way that its maximum will change. If the parameter 
space does not have a natural affine coordinate system (for instance if the parameter 
space is projective) then the MAP estimate does not really make a lot of sense. 

Other estimates based on the posterior distribution are also possible. Given a mea­
surement x, and the posterior distribution p(9\x), we may wish to make a different 
estimate of the parameter 9. One sensible choice is the estimate that minimizes the 
expected squared error in the estimate, namely 

9(x) = a r g m m ^ [ | | F - 9\f] = argminy / \\Y - 9fp(9\x)d9, 

which is the mean of the posterior distribution. 
A further alternative is to minimize the expected absolute error 

9{x) = argminyi^djy — 9\\] = argmin r / \\Y — 6\\p{9\x)d9, 

which is the median of the posterior distribution. Examples of these estimates are 
shown in figure A3.6 and figure A3.7. 

More properties of these estimates are listed in the notes at the end of this appendix. 

A3.4 Estimation of corrected measurements 

We have seen that in geometric estimation problems, particularly those that involve 
projective models, concepts such as bias and variance of the estimator are dependent 
on the particular parametrization of the model, for instance a particular projective coor­
dinate frame chosen. Even in cases where a natural affine parametrization of the model 
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0 . 2 0 . 4 0 . 6 0 . 8 1 

Fig. A3.6. Different estimators for 6. (a) For the imaging setup of figure A3.1: the a posteriori distri­
bution p(9\x — 0) assuming a Gaussian noise distribution with a = 0.2, and a prior distribution for 
9, uniform on the interval [—1/2,1]. The mode (maximum) of this distribution is the Maximal Apriori 
(MAP) estimate of 9, which is identical with the ML estimate, because of the assumed uniform distri­
bution for 9. The mean of this distribution (9 = 0.1386) is the estimate that minimizes the expected 
squared error E[(9(x) — 9)2] with respect to the true measurement 9. (b) The cumulative a posteriori 
distribution (offset by —0.5). The zero point of this graph is the median of the distribution, namely the 
estimate that minimizes E[\9(x) — 9\]. The median lies at 9 = 0.09137. 

Fig. A3.7. Different estimators with the parabolic noise model. The two graphs show the a posteriori 
distribution of 9 and its cumulative distribution. In this example, the noise model is 3(1 -(x/'of) /4a2, 
for —a < x < a, where a = 0.4. The mode of the distribution (9 = 0) is the MAP estimate, identical 
with the ML estimate, the mean (9 = 0.1109) minimizes the expected squared error in 9 and the median 
(9 = 0.0911) minimizes the expected absolute error. 

exists, it may be difficult to find an unbiased estimator. For instance, the ML estimator 
for problems such as triangulation is biased. 

We saw however in the example of ID back-projection discussed in section A3.1, 
that if instead of attempting to compute the model (namely the back-projected point) 
we estimate the corrected measurement instead, then the ML estimator is unbiased. We 
explore this notion further in this section, and show that in a general setting, the ML 
estimator of the corrected measurements is not only unbiased but attains the Cramer-
Rao lower bound, when the noise-model is Gaussian. 

Consider an estimation problem that involves fitting a parametrized model to a set of 
image measurements. As seen in section 5.1.3(pl34) this problem may be viewed as 
an estimation problem in a high-dimensional Euclidean space IRA, which is the space 
of all image measurements. This is illustrated in figure 5.2(pl35). The estimation 
problem is, given a measurement vector X, to find the closest point lying on a surface 
representing the set of all allowable exact measurements. The vector X represents the 
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set of "corrected" image measurements that conform to the given model. The model it­
self may depend on a set of parameters 0, such as the fundamental matrix, hypothesized 
3D points or other parameters appropriate to the problem. 

The estimation of the parameters 6 is subject to bias in the same way as we have 
seen with the simple problem discussed in section A3.1, and the exact degree of bias 
is dependent on the precise parametrization. Generally (for instance in projective-
reconstruction problems) there is no natural affine coordinate system for the model 
parameters, though there is a natural affine coordinate system for the image plane. 

If we think of the problem differently, as the problem of directly finding the corrected 
measurement vector X, then we find a more favourable situation. The measurements 
are carried out in the images, which have a natural affine coordinate system, and so 
questions of bias in estimating the corrected measurements make more sense. We will 
show that, provided the measurement surface is well approximated by its tangent plane, 
the ML estimate of the corrected measurement vector is unbiased, provided the noise 
is zero-mean. In addition, if the noise is Gaussian and isotropic, then the ML estimate 
meets the Cramer-Rao lower-bound. 

The geometric situation is follows. A point X lies on a measurement surface, as 
shown in figure 5.2(pl35). Noise is added to this point to obtain a measured point X. 
The estimate X of the true point X is obtained by selecting the closest point on the mea­
surement surface to the measured point. We make an assumption that the measurement 
surface is effectively planar near X. 

We may choose a coordinate system in which the measurement surface close to X 
is spanned by the first d coordinates. We may write X = (x \ , 0J

N_d)
J, where Xi is 

a d-vector. The measured point may similarly be written as X = (x]~ ,xJ) T , and its 
projection onto the tangent plane is X = (xj, 0 T ) T = (Xj , 0 T ) T . We suppose that the 
noise-distribution is given by p ( x | x ) = g(X — X). Now, the bias of the estimate X is 

E[(X - X)] = f (X - X)p(X\X)dX = / (X - X)g(X - X)dX 
,/x Jx 

= / J(X - X)g(X - X)dX 

= J / (X - X)g(X - X)d,X 
Jx 

= 0 

where J is the matrix [ldxd\Odx(N-d)}- This shows that the estimate of X is unbiased as 
long at g has zero-mean. The variance of the estimate is equal to 

M(x-x)(x-x)T] = / (x-x)(x-x)Tp(x|x)dx= [ (x~x)(x-x)Jg(x-x)di 
7x ./x 

= f J(x - x)(x - x)TJTg(x - x)dx 
Jx 

= J / (X - X)(X - X)Tg(X - X)dXJT 

= J S 9 J T 

where T,g is the covariance matrix of g. 
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We now compute the Cramer-Rao lower bound for this estimator, supposing that the 
distribution g(X) is Gaussian defined by g(x) = kexp(—||x||2/2cr2). In this case, the 
variance of the estimator is simply a2Idx<i-

We next compute the Fisher information matrix. The probability distribution is 

p(x\X) = p ( X - X ) = &exp(-| |X-X||2 /2cr2) 

= fcexp(-||X! -X-l\\
2/2a2)exp(-\\X2\\

2/2a2). 

Taking logarithms and derivatives with respect to Xi gives 

% logp(X|X) = - (Xi - X~i)/V2. 

The Fisher information matrix is then 

11 a2 / (Xi - Xi)(Xi - X!)T^(Xi - X1)g(X2)dX1dX2 = Idxd/a
2. 

Thus, the Fisher information matrix is the inverse of the covariance matrix for the 
estimator. Thus, for the case where the noise distribution is Gaussian, the ML estimator 
meets the Cramer-Rao lower bound, to the extent that the measurement surface is flat. 

It should be noticed that the Fisher Information Matrix does not depend on the spe­
cific shape of the measurement surface, but only on its first-order approximation, the 
tangent plane. The properties of the estimate does however depend on the shape of the 
measurement surface, both as regards its bias and variance. It may also be shown that 
if the Cramer-Rao bound is met, then the noise distribution must be Gaussian. In other 
words, if the noise distribution is not Gaussian, then we can not meet the lower bound. 

A3.5 Notes and exercises 

(i) Show by a specific example that the a posteriori distribution is altered by a 
change of coordinates in the parameter space. Show also that the mean of the 
distribution may be altered by such a coordinate change. Thus the mode (MAP 
estimate) and mean of the posterior distribution are dependent on the choice of 
coordinates for the parameter space. 

(ii) Show for any PDF p{8) defined on H n , that argminF / \\Y — 6\\2p(6)d9 is the 
mean of the distribution. 

(iii) Show for any PDF p(9) defined on IR, that argminy / \Y — 6\p(6)d6 is the 
median of the distribution. In higher dimensions, show that / \\Y — 6\\p(0)d8 
is a convex function of Y, and hence has a single minimum. The value of Y 
that minimizes this is a higher-dimensional generalization of the median of a 
1-dimensional distribution. 

(iv) Show that the median of a PDF defined on K is invariant to reparametrization 
of 1R. Show by an example that this is not true in higher dimensions, however. 
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Appendix 4 

Matrix Properties and Decompositions 

In this appendix we discuss matrices with particular forms that occur throughout the 
book, and also various matrix decompositions. 

A4.1 Orthogonal matrices 

A square matrix U is known as orthogonal if its transpose is its inverse - symbolically 
UTU = I, where I is the identity matrix. This means that the column vectors of U are all 
of unit norm and are orthogonal. This may be written UJUJ — 5^. From the condition 
UTU = I one easily deduces that UUT = I. Hence the row vectors of U are also of 
unit norm and are orthogonal. Consider once more the equation UTU = I. Taking 
determinants leads to the equation (detU)2 = 1, since dctU = detUT. Thus if U is 
orthogonal, then detU = ± 1 . 

One easily verifies that the orthogonal matrices of a given fixed dimension form a 
group, denoted On, since if U and V are orthogonal, then (UV)TUV = VTUTUV = I. 
Furthermore, the orthogonal matrices of dimension n with positive determinant form a 
group, called SOn. An element of SOn is called an n-dimensional rotation. 

Norm-preserving properties of orthogonal matrices. Given a vector x, the notation 
||x|| represents its Euclidean length. This can be written as ||x|| = (xTx)1//2. An 
important property of orthogonal matrices is that multiplying a vector by an orthogonal 
matrix preserves its norm. This is easily seen by computing 

(Ux)T(Ux) = xTUTUx = xTx. 

By the QR decomposition of a matrix is usually meant the decomposition of the 
matrix A into a product A — QR, where Q is orthogonal, and R is an upper-triangular 
matrix. The letter R stands for Right, meaning upper-triangular. Similar to the QR 
decomposition, there are also QL, LQ and RQ decompositions, where L denotes a Left 
or lower-triangular matrix. In fact, the RQ decomposition of a matrix is the one that 
will be of most use in this book, and which will therefore be discussed here. The most 
important case is the decomposition of a 3 x 3 matrix and we will concentrate on this 
in the following section. 

578 
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A4.1.1 Givens rotations and RQ decomposition 

A 3-dimensional Givens rotation is a rotation about one of the three coordinate axes. 
The three Givens rotations are 

" 1 C s c —s 
c —s Qy = 1 Qz = s c 
s c —s c 1 

where c = cos(6>) and s = sin(0) for some angle 6 and blank entries represent zeros. 
Multiplying a 3 x 3 matrix A on the right by (for instance) Qz has the effect of leaving 

the last column of A unchanged, and replacing the first two columns by linear combi­
nations of the original two columns. The angle 8 may be chosen so that any given entry 
in the first two columns becomes zero. 

For instance, to set the entry A2i to zero, we need to solve the equation ca2i + sa<zi = 
0. The solution to this is c = —022/(̂ 22 + a2iY^2 an<^ s — a2i/(a|2 + a\\Y^• I t ' s 

required that c2 + ,s2 = 1 since c = cos(#) and s — sin(0), and the values of c and s 
given here satisfy that requirement. 

The strategy of the RQ algorithm is to clear out the lower half of the matrix one entry 
at a time by multiplication by Givens rotations. Consider the decomposition of a 3 x 3 
matrix A as A = RQ where R is upper-triangular and Q is a rotation matrix. This may 
take place in three steps. Each step consists of multiplication on the right by a Givens 
rotation to set a chosen entry of the matrix A to zero. The sequence of multiplications 
must be chosen in such a way as not to disturb the entries that have already been set to 
zero. An implementation of the RQ decomposition is given in algorithm A4.1. 

Objective 

Carry out the RQ decomposition of a 3 x 3 matrix A using Givens rotations. 

Algorithm 

(i) Multiply by Qx so as to set A32 to zero, 
(ii) Multiply by Qy so as to set A31 to zero. This multiplication does not change the second 

column of A, hence A32 remains zero, 
(iii) Multiply by Qz so as to set A2i to zero. The first two columns are replaced by linear 

combinations of themselves. Thus, A31 and A32 remain zero. 

Algorithm A4.1. RQ decomposition of a 3 x 3 matrix. 

Other sequences of Givens rotations may be chosen to give the same result. As 
a result of these operations, we find that AQxQyQz = R where R is upper-triangular. 
Consequently, A = RQjQ^Qj, and so A = RQ where Q = QjQj[Qj is a rotation. In 
addition, the angles 6X, 0y and 9Z associated with the three Givens rotations provide a 
parametrization of the rotation by three Euler angles, otherwise known as roll, pitch 
and yaw angles. 

It should be clear from this description of the decomposition algorithm how similar 
QR, QL and LQ factorizations may be carried out. Furthermore, the algorithm is easily 
generalized to higher dimensions. 
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A4.1.2 Householder matrices and QR decomposition 
For matrices of larger dimension, the QR decomposition is more efficiently carried out 
using Householder matrices. The symmetric matrix 

Hv = I - 2vv T /v T v (A4.2) 

has the property that H^HV = I, and so Hv is orthogonal. 
Let ei be the vector (1 ,0 , . . . , 0)T, and let x be any vector. Let v = x ± ||x||ei. One 

easily verifies that Hvx = =F|jx||ei; thus Hv is an orthogonal matrix that transforms the 
vector x to a multiple of ej. Geometrically Hv is a reflection in the plane perpendicular 
to v, and v = x ± ||x||ei is a vector that bisects x and ±| |x| |ei. Thus reflection in the 
v direction takes x to q=||x||ei. For reasons of stability, the sign ambiguity in defining 
v should be resolved by setting 

v = x + sign(ari) ||x||eT. (A4.3) 

If A is a matrix, x is the first column of A, and v is defined by (A4.3), then forming 
the product HVA will clear out the first column of the matrix, replacing the first column 
by (||x||, 0, 0 . . . . , 0)T. One continues left multiplication by orthogonal Householder 
matrices to clear out the below-diagonal part of the matrix A. In this way, one finds 
that eventually QA = R, where Q is a product of orthogonal matrices and R is an upper-
triangular matrix. Therefore, one has A = QTR. This is the QR decomposition of the 
matrix A. 

When multiplying by Householder matrices it is inefficient to form the Householder 
matrix explicitly. Multiplication by a vector a may be carried out most efficiently as 

Hva = (I - 2vv T /v T v)a = a - 2v(vTa)/vvT (A4.4) 

and the same holds for multiplication by a matrix A. For more about Householder 
matrices and the QR decomposition, the reader is referred to [Golub-89]. 

Note. In the QR or RQ decomposition, R refers to an upper-triangular matrix and 
Q refers to an orthogonal matrix. In the notation used elsewhere in this book, R refers 
usually to a rotation (hence orthogonal) matrix. 

A4.2 Symmetric and skew-symmetric matrices 

Symmetric and skew-symmetric matrices play an important role in this book. A ma­
trix is called symmetric if AT = A and skew-symmetric if AT — —A. The eigenvalue 
decompositions of these matrices are summarized in the following result. 

Result A4.1. Eigenvalue decomposition. 

(i) Ifk is a real symmetric matrix, then A can be decomposed as A = UDUT, where U 
is an orthogonal matrix and D is a real diagonal matrix. Thus, a real symmetric 
matrix has real eigenvalues, and the eigenvectors are orthogonal. 

(ii) If S is real and skew-symmetric, then S = UBUT where B is a block-diagonal 
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matrix of the form diag(aiZ, a 2 Z , . . . . amZ, 0 , . . . . 0), where Z 
0 1 

- 1 0 
The eigenvectors ofS are all purely imaginary, and a skew-symmetric matrix of 
odd order is singular. 

A proof of this result is given in [Golub-89]. 

Jacobi's method. In general, eigenvalue extraction from arbitrary matrices is a dif­
ficult numerical problem. For real symmetric matrices however, a very stable method 
exists: Jacobi's method. An implementation of this algorithm is given in [Press-88]. 

Cross products 

Of particular interest are 3 x 3 skew-symmetric matrices. If a = ( a i , a 2 , a3 ) T is a 
3-vector, then one defines a corresponding skew-symmetric matrix as follows: 

(A4.5) 

Note that any skew-symmetric 3 x 3 matrix may be written in the form [a]x for a 
suitable vector a. Matrix [a] x is singular, and a is its null-vector (right or left). Hence, 
a 3 x 3 skew-symmetric matrix is defined up to scale by its null-vector. 

The cross product (or vector product) of two 3-vectors a x b (sometimes written 
a A b) is the vector (a263 — asb2,asbi — 0103,0-102 — a2bi)T. The cross product is 
related to skew-symmetric matrices according to 

0 -a3 a2 

«:i 0 — CL\ 

- 0 , 2 (i{ 0 

a 
T[b]x) . (A4.6) 

Cofactor and adjoint matrices. Let M be a square matrix. By M* is meant the matrix 
of cofactors of M. That is, the (ij)-th entry of the matrix M* is equal to (—l)%+i det M -̂, 
where M^ is the matrix obtained from M by striking out the i-th row and j - th column. 
The transpose of the cofactor matrix M* is known as the adjoint of M, and denoted 
adj(M). 

If M is invertible, then it is well known that 

M*=det(M)M~T (A4.7) 

where M~T is the inverse transpose of M. This formula does not hold for non-invertible 
matrices, but adj(M) M = Madj(M) = det(M) I is always valid. 

The cofactor matrix is related to the way matrices distribute with respect to the cross 
product. 

Lemma A4.2. IfK is any 3 x 3 matrix (invertible or not), and x and y are column 
vectors, then 

(Mx) x (My) = M*(x x y) . (A4.8) 
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This equation may be written as [Mx]xM = M*[x]x, dropping y which is inessential. 
Now, putting t = Mx and assuming M is invertible, one obtains a rule for commuting a 
skew-symmetric matrix [t] x with any non-singular matrix M. One may write (A4.8) as 
follows. 

Result A4.3. For any vector t and non-singular matrix M one has 

[t]xM = M*[M_1t]x = M~T[M_1t]x (up to scale). 

Note (see result 9.9(/?254)) that [t]xM is the form of the fundamental matrix for a pair 
of cameras P = [I | 0] and P' = [M|t]. The formula of result A4.3 is used in deriving 
alternative forms (9.2-p244) for the fundamental matrix. 

A curious property of 3 x 3 skew-symmetric matrices is that up to scale, 
[a]x = [a]x [a]x [a]x (including scale [a]x = — ||a||2[a]x). This is easily verified, since 
the right hand side is clearly skew-symmetric and its null-space generator is a. The 
next result follows immediately: 

Result A4.4. IfF— [e']xM is a fundamental matrix (a 3 x 3 singular matrix), then 
[e'] x [e'] x F = F (up to scale). Hence one may decompose F as F = [e'] x M, where 
M=[e']xF. 

A4.2.1 Positive-definite symmetric matrices 

The special class of real symmetric matrices that have positive real eigenvalues are 
called positive-definite symmetric matrices. We list some of the important properties 
of a positive-definite symmetric real matrix. 

Result A4.5. Positive-definite symmetric real matrix. 

(i) A symmetric matrix A is positive-definite if and only z/"xTAx > tt for any non­
zero vector x. 

(ii) A positive-definite symmetric matrix A may be uniquely decomposed as A. — KKT 

where K is an upper-triangular real matrix with positive diagonal entries. 

Proof. The first part of this result follows almost immediately from the decomposition 
A = UDUT. As for the second part, since A is symmetric and positive-definite, it may 
be written as A = UDUT where D is diagonal, real and positive and U is orthogonal. We 
may take the square root of D, writing D = EET where E is diagonal. Then A = VVT 

where V = UE. The matrix V is not upper-triangular. However, we may apply the RQ-
decomposition (section A4.1.1) to write V = KQ where K is upper-triangular and Q is 
orthogonal. Then A = VVT = KQQTKT = KKT. This is the Cholesky factorization of A. 
One may ensure that the diagonal entries of K are all positive by multiplying K on the 
right by a diagonal matrix with diagonal entries equal to ±1 . This will not change the 
productKKT. 
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Now, we prove uniqueness of the factorization. Specifically, if Ki and K2 are two upper-
triangular matrices satisfying KiK^ = I^Kj then K2

_1K1 = KjK^T. Since the left side of 
this equation is upper-triangular, and the right side is lower-triangular, they must both 
in fact be diagonal. Thus D = K2

_1K1 = ¥^Y^J. However, K2
_1K1 is the inverse transpose 

of K^K^7, and so D is equal to its own inverse transpose, and hence is a diagonal matrix 
with diagonal entries equal to ±1 . If both Kt and K2 have positive diagonal entries then 
D = I, andK] = K2. D 

The above proof gives a constructive method for computing the Cholesky factoriza­
tion. There is, however, a very simple and more efficient direct method for computing 
the Cholesky factorization. See [Press-88] for an implementation. 

A4.3 Representations of rotation matrices 

A4.3.1 Rotations in n-dimensions 

Given a matrix T, we define eT to be the sum of the series 

eT = I + T + T2/2! + . . . + Tk/k\ + ... 

This series converges absolutely for all values of T. Now, we consider powers 
of a skew-symmetric matrix. According to result A4.1 a skew-symmetric ma­
trix can be written as S = UBUT where B is block diagonal of the form B = 
diag(aiZ, a 2Z.. . . , amZ, 0 , . . . , 0), matrix U is orthogonal, and Z2 = — I2X2- We ob­
serve that the powers of Z are 

Z2 = - I ; Z3 = - Z ; Z4 = I 

and so on. Thus, 

ez = I + Z - 1/2! - Z / 3 ! + . . . = cos(l)l + sin(l)Z = R2x2(l) 

Where R2X2(1) means the 2 x 2 matrix representing a rotation through 1 radian. More 
generally, 

eaZ = cos(a)l + sin(a)Z = R2x2(a) . 

With S = UBUT as above, it now follows that 

es = UeBUT = Udiag(R(ai) ,R(a2) , . . . ,R(am) , l , . . . , l )UT 

Thus es is a rotation matrix. On the other hand, any rotation matrix may be written 
in the block-diagonal form U diag(R(o,i), R(a2) , . . . , R(am), 1 , . . . . 1) UT, and it follows 
that the matrices es where S is an n x n skew-symmetric are exactly the set of n-
dimensional rotation matrices. 

A4.3.2 Rotations in 3-dimensions 

If t is a 3-vector, then [t] x is a skew-symmetric matrix, and any 3 x 3 skew-symmetric 
matrix is of this form. Consequently, any 3-dimensional rotation can be written as e^* . 
We seek to describe the rotation e^*. 
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Let [t]x = U diag(aZ, 0) UT. Then by matching the Frobenius norms of the matrices 
on both sides, we see that a — ||t|[. Thus, 

e[t]* =Udiag(R([|t||),l)UT . 

Thus, eM* represents a rotation through an angle ||t||. It is easily verified that u3, the 
3-rd column of U is the eigenvector of U diag(R, 1) UT with unit eigenvector, hence the 
axis of rotation. However, [t]xu3 = Udiag(aZ, 0)UTu3 = U diag(aZ, 0)(0, 0, l ) T = 0. 
Since u3 is the generator of the null space of [t] x , it must be that u3 is a unit vector in 
the direction of t. We have shown 

Result A4.6. The matrix e^x is a rotation matrix representing a rotation through an 
angle ||t|| about the axis represented by the vector t. 

This representation of a rotation is called the angle-axis representation. 
We may write a specific formula for the rotation matrix corresponding to e^*. We 

observe that [t]x = — J|t||2 [t]x — — jjt[|3 [t]x, where t represents a unit vector in the 
direction t. Then, with sinc(6>) representing sin(0)/0, we have 

t||4[t]2
x/4! + . . . 

(A4.9) 

where the last line follows from the identity [t]x = t t T — ||t | |2I. 
Some properties of these representations: 

(i) Extraction of the axis and rotation angle from a rotation matrix R is just a little 
tricky. The unit rotation axis v can be found as the eigenvector corresponding 
to the unit eigenvalue - that is by solving (R — l)v = 0. Next, it is easily seen 
from (A4.9) that the rotation angle <j> satisfies 

2cos(<?>) = (trace(R) - 1) 

2sin(0)v = (R 3 2 -R 2 3 ,R ] 3 -R 3 1 ,R 2 ] - R 1 2 ) T . (A4.10) 

Writing this second equation as 2 sin(</>) v = v, we can then compute 2 sin(^) = 
vTv. Now, the angle <p can be computed from sin(0) and cos(<p) using a two-
argument arctan function (such as the C-language function atan2(y, x)). 
It has often been written that (f> can be computed directly from (A4.10) using 
arccos or arcsin. However, this method is not numerically accurate, and fails 
to find the axis when <p — IT. 

(ii) To apply a rotation R(t) to some vector x, it is not necessary to construct the 

e[tlx = I + [t]x + [t]2
x/2! + [t]3/3! + [t]4

x/4! + . . . 

= I + [|tj|[t]x + | | t | [ 2 [ t ] 2
x /2 ! - | | t | | 3 [ t ] x /3 !^ 

= I + sin ||t|| [t]x + (1 - cos ||t||) [t]x 

,, r i 1 — COS lltll , ,0 
= I + sine t t x + TTTJTT^ t 

Iril 
1 — cos lltll T = cos t I + sine t t x H 77—rrz tt 
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matrix representation oft. In fact 

/ „ || r i 1 — COS \\t\\ r l 9 \ 

R(t)x = I + smc||t||[t]x + — ^ [ t ] 2
x x 

V plr / 
. . . 1 — cos lltll , . 

= x + sine t t x xH t x ( t x x ) (A4.ll) 

pll 
(iii) If t is written as t = 0t, where t is a unit vector in the direction of the axis, 

and 9 = ||t|| is the angle of rotation, then (A4.9) is equivalent to the Rodrigues 
formula for a rotation matrix: 

R(0,t) = I + sin0[t]x + (l-cos6»)[t]2
x (A4.12) 

A4.3.3 Quaternions 

Three-dimensional rotations may also be represented by unit quaternions. A unit 
quaternion is a 4-vector and may be written in the form q = (v sin(0/2), cos(#/2))T, as 
may indeed any unit 4-vector. Such a quaternion represents a rotation about the vector 
v through the angle 9. This is a 2-to-l representation in that both q and —q represent 
the same rotation. To check this, note that —q = (vsin(0/2 + 7r),cos(/9/2 + 7r))T, 
which represents a rotation through 9 + 2TI = 9. 

The relationship between the angle-axis representation of a rotation and the quater­
nion representation is easily determined. Given a vector t, the angle-axis representation 
of a rotation, the corresponding quaternion is easily seen to be 

t *-• q = (sinc(||t||/2)t, cos(||t||/2))T 

A4.4 Singular value decomposition 

The singular value decomposition (SVD) is one of the most useful matrix decomposi­
tions, particularly for numerical computations. Its most common application is in the 
solution of over-determined systems of equations. 

Given a square matrix A, the SVD is a factorization of A as A = UDVT, where U and V 
are orthogonal matrices, and D is a diagonal matrix with non-negative entries. Note that 
it is conventional to write VT instead of V in this decomposition. The decomposition 
may be carried out in such a way that the diagonal entries of D are in descending order, 
and we will assume that this is always done. Thus a circumlocutory phrase such as 
"the column of V corresponding to the smallest singular value" is replaced by "the last 
column of V." 

The SVD also exists for non-square matrices A. Of most interest is the case where A 
has more rows than columns. Specifically, let A be an rn x n matrix with m > n. In 
this case A may be factored as A = UDVT where U is an m x n matrix with orthogonal 
columns, D is an n x n diagonal matrix and V is an n x n orthogonal matrix. The fact 
that U has orthogonal columns means that UTU = Inxn. Furthermore U has the norm-
preserving property that ||Ux|| = |[x|| for any vector x, as one readily verifies. On the 
other hand, UUT is in general not the identity unless m = n. 

Not surprisingly, one can also define a singular value decomposition for matrices 
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with more columns than rows, but generally this will not be of interest to us. Instead 
on the occasional instances in this book where we need to take the singular value de­
composition of a matrix A with m < n, it is appropriate to extend A by adding rows of 
zeros to obtain a square matrix, and then take the SVD of this resulting matrix. Usually 
this will be done without special remark. 

Common implementations of the SVD, such as the one in [Press-88], assume that 
m > n. Since in this case the matrix U has the same dimension rn x n as the input, 
matrix A may be overwritten by the output matrix U. 

Implementation of the SVD. A description of the singular value decomposition al­
gorithm, or a proof of its existence, is not given in this book. For a description of how 
the algorithm works, the reader is referred to [Golub-89]. A practical implementation 
of the SVD is given in [Press-88]. However, the implementation of the SVD given in 
the first edition of "Numerical Recipes in C" can sometimes give incorrect results. The 
version of the algorithm given in the second edition [Press-88] of "Numerical Recipes 
in C" corrects mistakes in the earlier version. 

Singular values and eigenvalues. The diagonal entries of matrix D in the SVD are 
non-negative. These entries are known as the singular values of the matrix A. They are 
not the same thing as eigenvalues. To see the connection of the singular values of A with 
eigenvalues, we start with A = UDVT. From this it follows that ATA = VDUTUDVT = 
VD2VT. Since V is orthogonal, VT = V~\ and so ATA = VD2V_1. This is the defining 
equation for eigenvalues, indicating that the entries of D2 are the eigenvalues of ATA 
and the columns of V are the eigenvectors of ATA. In short, the singular values of A are 
the square-roots of the eigenvalues of ATA. 

Note, ATA is symmetric and positive-semi-definite (see section A4.2.1 above), so 
its eigenvalues are real and non-negative. Consequently, singular values are real and 
non-negative. 

Computational complexity of the SVD 

The computational complexity of the SVD depends on how much information needs 
to be returned. For instance in algorithm A5.4 to be considered later, the solution to 
the problem is the last column of the matrix V in the SVD. The matrix U is not used, 
and does not need to be computed. On the other hand, algorithm A5.1 of section A5.1 
requires the complete SVD to be computed. For systems of equations with many more 
rows than columns, the extra effort required to compute the matrix U is substantial. 

Approximate numbers of floating-point operations (flops) required to compute the 
SVD of an TO x n matrix are given in [Golub-89]. To find matrices U, V and D, a total 
of 4m2n + 8rrm2 + 9n3 flops are needed. However, if only the matrices V and D are 
required, then only 4mn2 + 8ra3 flops are required. This is an important distinction, 
since this latter expression does not contain any term in rn2. Specifically, the number 
of operations required to compute U varies as the square of TO, the number of rows. 
On the other hand, the complexity of computing D and V is linear in TO. For cases 
where there are many more rows than columns, therefore, it is important (supposing 
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computation time is an issue) to avoid computing the matrix U unless it is needed. To 
illustrate this point we consider the DLT algorithm for camera resection, described in 
chapter 7. In this algorithm a 3 x 4 camera matrix is computed from a set of n 3D to 2D 
point matches. The solution involves using algorithm A5.4, to solve a set of equations 
Ap = 0 where A is a 2n x 12 matrix. The solution vector p is the last column of the 
matrix V in an SVD, A = UDVT. Thus the matrix U is not required. Table A4.1 gives the 
total number of flops for carrying out the SVD for six (the minimum number), 100 or 
1000 point correspondences. 

# points # equations 
per point 

# equations 
(m) 

#unknowns 
(n) 

# operations 
not computing U 

# operations 
computing U 

6 
100 

1000 

2 
2 
2 

12 
200 

2000 

12 
12 
12 

20,736 
129,024 

1,165,824 

36,288 
2,165,952 

194,319,552 

Table A4.1. Comparison of the number of flops required to compute the SVD of a matrix of size m x n, 
for varying values ofm and for n = 1 2 . Note that the computational complexity increases sub-linearly 
in the number of equations when U is not computed. On the other hand, the extra computational burden 
of computing U is very large, especially for large numbers of equations. 

Further reading. Two invaluable text books for this area are [Golub-89] and 
[Lutkepohl-96]. 

Microsoft Ex. 1010 - Page 603 of 672



Appendix 5 

Least-squares Minimization 

In this appendix we discuss numerical algorithms for solving linear systems of equa­
tions under various constraints. As will be seen such problems are conveniently solved 
using the SVD. 

A5.1 Solution of linear equations 

Consider a system of equations of the form Ax = b. Let A be an m x n matrix. There 
are three possibilities: 

(i) If TO < n there are more unknowns than equations. In this case, there will not 
be a unique solution, but rather a vector space of solutions. 

(ii) If TO = n there will be a unique solution as long as A is invertible. 

(iii) If TO > n then there are more equations than unknowns. In general the system 
will not have a solution unless by chance b lies in the span of the columns of A. 

Least-squares solutions: full-rank case. We consider the case m > n and assume 
for the present that A is known to be of rank n. If a solution does not exist, then in many 
cases it still makes sense to seek a vector x that is closest to providing a solution to the 
system Ax = b. In other words, we seek x such that ||Ax — bjj is minimized, where 
|| • || represents the vector norm. Such an x is known as the least-squares solution to 
the over-determined system. The least-squares solution is conveniently found using the 
SVD as follows. 

We seek x that minimizes || Ax—b|| = ||UDVTx—b||. Because of the norm-preserving 
property of orthogonal transforms, ||UDVTx — b|| = ||DVTx — UTb||, and this is the 
quantity that we want to minimize. Writing y = VTx and b ' = UTb, the problem 
becomes one of minimizing ||Dy — b'| | where D is an m x n matrix with vanishing 

588 
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off-diagonal entries. This set of equations is of the form 

d\ 
d2 

dn 

0 

( Vi \ 

2/2 

V Vn ) 

( b'l \ 
b'2 

V b'm ) 

Clearly, the nearest Dy can approach to b ' is the vector (b[, b'2,.... b'n, 0 , . . . . 0)T, and 
this is achieved by setting y, = b'Jd,L for i = 1 , . . . ,n. Note that the assumption 
rankA = n ensures that di ^ 0. Finally, one retrieves x from x = Vy. The complete 
algorithm is 

Objective 

Find the least-squares solution to the 
rank A = n. 

m x n set of equations Ax = b, where m > n and 

Algorithm 

(i) Find the SVD A = 
(ii) Set b ' = UTb. 

(iii) Find the vector y 
(iv) The solution is x 

= UDVT. 

defined by j/i 
= Vy. 

= Vi/d, , where d; is the i-th diagonal entry ofD. 

Algorithm A5.1. Linear least-squares solution to an over-determined full-rank set of linear equations. 

Deficient-rank systems. Sometimes one is called upon to solve a system of equations 
that is expected not to be of full column rank. Thus, let r = rankA < n, where n is the 
number of columns of A. It is possible that because of noise corruption, the matrix A 
actually has rank greater than r, but we wish to enforce the rank r constraint because 
of theoretical considerations, derived from the particular problem being considered. In 
this case, there will be an (n — r)-parameter family of solutions to the set of equations, 
where r — rankA < n. This family of solutions is appropriately solved using the SVD, 
as follows: 

This algorithm gives an (n — r)-parameter family (parametrized by the indeterminate 
values Xi) of least-squares solutions to the deficient-rank system. The justification of 
this algorithm is similar to that of algorithm A5.1 for the least-squares solution of full-
rank systems. 

Systems of unknown rank. In most cases encountered in this book, the rank of a 
system of linear equations will be known theoretically in advance of solution. If the 
rank of the system of equations is not known, then one must guess at its rank. In this 
case, it is appropriate to set singular values that are small compared with the largest 
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Objective 

Find the general solution to a set of equations Ax = b where A is an m x n matrix of rank 
r < n. 

Algorithm 

(i) Find the SVD A = UDVT, where the diagonal entries dt of D are in descending numerical 
order. 

. (ii) Set b ' = UTb. 
(iii) Find the vector y defined by yt = b'ijdi for i — 1 , . . . , r, and yh = 0 otherwise, 
(iv) The solution x of minimum norm ||x|| is Vy. 
(v) The general solution is x = Vy + A r + i v r + i + . . . + Anvn , where v r + i , . . . , v„ are 

the last n — r columns of V. 

Algorithm A5.2. General solution to deficient-rank system 

singular value to zero. Thus, if di/do < 6 where 8 is a small constant of the order of 
the machine precision1 then one sets yl = 0. A least-squares solution is then given by 
x = Vy as before. 

A5.2 The pseudo-inverse 

Given a square diagonal matrix D, we define its pseudo-inverse to be the diagonal ma­
trix D+ such that 

D+ = { ° if D« = ° 11 1 D^1 otherwise. 

Now, consider an m x n matrix A with rn > n. Let the SVD of A be A = UDVT. We 
define the pseudo-inverse of A to be the matrix 

A+=VD+UT. (A5.1) 

One very simply verifies that the vector y in algorithm A5.1 or algorithm A5.2 is 
nothing more than D+b' where b ' = UTb. Thus, 

Result A5.1. The least-squares solution to an rn x n system of equations Ax = b of 
rank n is given by x = A+b. In the case of a deficient-rank system, x = A+b is the 
solution that minimizes ||x||. 

As remarked when discussing the SVD, if A has fewer rows than columns, then this 
result may be applied after extending A to a square matrix by adding rows of zeros. 

Symmetric matrices. For symmetric matrices, one may generalize the pseudo-
inverse as follows. This generalization was used in chapter 5, section 5.2.3(pl42) for 
discussing singular covariance matrices. If A is a non-invertible symmetric matrix, and 
XTAX is invertible, then we write A+x = X(XTAX)_1XT. One can see that this depends 
only on the span of the columns of X. In other words, if X is replaced by XB for any 
invertible matrix B, then A+x = A+XB. Otherwise stated, A+x depends only on the (left) 

1 Machine precision is the largest floating point value e such that 1.0 + e = 1.0. 
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null-space of X, namely the space of vectors perpendicular to the columns of X. Define 
the null-space AT

LX = {xT | xTX = 0}. One finds that under a simple condition, A+x is 
the pseudo-inverse of A: 

Result A5.2. Let A be a symmetric matrix, then A+x = X(XTAX)~]XT = A+ if and only 
ifNL{t) = NL(A). 

Only a sketch proof is given. The necessity is obvious, since NL(X) and NL(A) are 
the null-spaces of the left and right sides of the equation. To prove the converse, one 
may assume that the columns of X are orthonormal, since as shown above, only the 
null-space of X is of importance. Thus, X may be extended by adding further columns 
X' to form an orthogonal matrix U = [X|X']. Now, the rows of X/T span the null-space 
of X, and hence, by assumption, of A. Now, the proof is completed in a few lines by 
comparing the definition A+x = X(XTAX)_1XT with the definition (A5.1) of the pseudo-
inverse. 

A5.2.1 Linear least-squares using normal equations 

The linear least-squares problem may also be solved by a method involving the so-
called normal equations. Once more, we consider the set of linear equations Ax = b 
where A is an m x n matrix with m > n. In general, no solution x will exist for 
this set of equations. Consequently, the task is to find the vector x that minimizes the 
norm ||Ax — b|j. As the vector x varies over all values, the product Ax varies over the 
complete column space of A, that is, the subspace of ]Rm spanned by the columns of 
A. The task therefore is to find the closest vector to b that lies in the column space of 
A, where closeness is defined in terms of vector norm. Let x be the solution to this 
problem; thus Ax is the closest point to b. In this case, the difference Ax — b must be 
a vector orthogonal to the column space of A. This means, explicitly, that Ax — b is 
perpendicular to each of the columns of A, and hence AT(Ax — b) = 0. Multiplying out 
and separating terms gives an equation 

(ATA)x = ATb. (A5.2) 

This is a square n x n set of linear equations, called the normal equations. This set 
of equations may be solved to find the least-squares solution to the problem Ax = b. 
Even if A is not of full rank (rank n), this set of equations should have a solution, since 
ATb lies in the column space of ATA. In the case where A has rank n, the matrix ATA is 

Objective 

Find x that minimizes ||Ax — b||. 

Algorithm 

(i) Solve the normal equations ATAx = ATb. 
(ii) If ATA is invertible, then the solution is x = (ATA)_1 ATb. 

Algorithm A5.3. Linear least-squares using the normal equations. 
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invertible, and so x may be found by x = (ATA)_1ATb. Since x — A+b, this implies 
the following result, which is also easily verified directly: 

Result A5.3. If k is an rn x n matrix of rank n, then A+ = (ATA)_1AT. 

This result is useful in theoretical analysis, as well as being a computationally simpler 
method than using the SVD to compute a pseudo-inverse if n is small compared with 
m (so that computing the inverse of (ATA) is inexpensive compared to computing the 
SVD of A). 

Vector space norms. One sometimes wishes to minimize Ax — b with respect to a 
different norm on the vector space El". The usual norm in a vector space El" is given in 
terms of the usual inner product. Thus, for two vectors a and b in El™ one may define 
the inner product a • b to be aTb. The norm of a vector a is then ||a|j = (a • a)1//2 = 
(aTa)x/2. One notes the properties: 

(i) The inner product is a symmetric bilinear form on El", 
(ii) ||a|| > 0 for all non-zero vectors a € IR". 

We say that the inner product is a positive-definite symmetric bilinear form. It is pos­
sible to define other inner products on a vector space IR". Let C be a real symmetric 
positive-definite matrix, and define a new inner product C(a, b) = aTCb. The symme­
try of the inner product follows from the symmetry of C. A norm may be defined by 
||a||c = (aTCa)1,/2, and this is defined and positive-definite, because C is assumed to be 
a positive-definite matrix. 

Weighted linear least-squares problems. Sometimes one desires to solve a weighted 
least-squares problem of the form Ax — b — 0 by minimizing the C-norm ||Ax — b|[c of 
the error. Here C is a positive-definite symmetric matrix defining an inner product and 
a norm || • ||c on IR". As before, one can argue that the minimum error vector Ax — b 
must be orthogonal in the inner product defined by C to the column space of A. This 
leads to a requirement ATC(Ax — b) = 0. Rearranging this one obtains the weighted 
normal equations: 

(ATCA)x = ATCb. (A5.3) 

The most common weighting will be where C is a diagonal matrix, corresponding to 
independent weights in each of the axial directions in IR". However, general weighting 
matrices C may be used also. 

A5.3 Least-squares solution of homogeneous equations 

Similar to the previous problem is that of solving a set of equations of the form Ax = 0. 
This problem comes up frequently in reconstruction problems. We consider the case 
where there are more equations than unknowns - an over-determined set of equations. 
The obvious solution x = 0 is not of interest - we seek a non-zero solution to the set 
of equations. Observe that if x is a solution to this set of equations, then so is /ex for 
any scalar k. A reasonable constraint would be to seek a solution for which llxll = 1. 
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In general, such a set of equations will not have an exact solution. Suppose A has 
dimension m x n then there is an exact solution if and only if rank(A) < n - the matrix 
A does not have full column rank. In the absence of an exact solution we will normally 
seek a least-squares solution. The problem may be stated as 

• Find the x that minimizes ||Ax|| subject to ||xj| = 1 . 

This problem is solvable as follows. Let A = UDVT. The problem then requires us to 
minimize ||UDVTx|j. However, ||UDVTx|| = ||DVTx|| and ||x|| = ||VTx||. Thus, we need 
to minimize j|DVTx|| subject to the condition ||VTx|| = 1. We write y = VTx, and 
the problem is: minimize ||Dy|| subject to ||y|| = 1. Now, D is a diagonal matrix with 
its diagonal entries in descending order. It follows that the solution to this problem is 
y = (0, 0 , . . . , 0,1)T having one non-zero entry, 1 in the last position. Finally x = Vy 
is simply the last column of V. The method is summarized in algorithm A5.4. 

Objective 

Given a matrix A with at least as many rows as columns, find x that minimizes || Ax|| subject to 
l!x|| = l. 

Solution 

x is the last column of V, where A = UDVT is the S VD of A. 

Algorithm A5.4. Least-squares solution of a homogeneous system of linear equations. 

As mentioned in section A4.4 the last column of V may alternatively be described as 
the eigenvector of ATA corresponding to the smallest eigenvalue. 

A5.4 Least-squares solution to constrained systems 

In the previous section, we considered a method of least-squares solution of equations 
of the form Ax = 0. Such problems may arise from situations where measurements 
are made on a set of image features. With exact measurements and an exact imaging 
model the mathematical model predicts an exact solution to this system. In the case of 
inexact image measurements, or noise, there will not be an exact solution. In this case, 
it makes sense to find a least-squares solution. 

On other occasions, however, some of the equations represented by rows of the ma­
trix A are derived from precise mathematical constraints, and should be satisfied ex­
actly. This set of constraints may be described by a matrix equation Cx = 0, which 
should be satisfied exactly. Others of the equations are derived from image measure­
ments and are subject to noise. This leads to a problem of the following sort: 

• Find the x that minimizes ||Ax|| subject to ||x|| = 1 and Cx = 0 . 

This problem can be solved in the following manner. The condition that x satisfies 
Cx = 0 means that x lies perpendicular to each of the rows of C. The set of all such x 
is a vector space called the orthogonal complement of the row space of C. We wish to 
find this orthogonal complement. 
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First, if C has fewer rows than columns, then extend it to a square matrix by adding 
rows of zero elements. This has no effect on the set of constraints Cx = 0. Now, let 
C = UDVT be the Singular Value Decomposition of C, where D is a diagonal matrix 
with r non-zero diagonal entries. In this case, C has rank r and the row-space of C 
is generated by the first r rows of VT. The orthogonal complement of the row-space 
of C consists of the remaining rows of VT. Define C1- to be the matrix V with the first 
r columns deleted. Then CC^ = 0, and so the set of vectors x satisfying Cx = 0 is 
spanned by the columns of C1- and we may write any such x as x = C^x' for suitable 
x'. Since Cx has orthogonal columns, one observes that ||x|| = ||C-L5C/1| = ||x'||. The 
minimization problem now becomes 

• Find the x' that minimizes HAC^x'l subject to ||x'|| = 1. 

This is simply an instance of the problem discussed in section A5.3, solved by 
algorithm A5.4. The complete algorithm for solution of the constrained minimization 
problem is given as algorithm A5.5. 

Objective 

Given a n m x n matrix A with m > n, find the vector x that minimizes ||Ax|| subject to 
||x|| = 1 andCx = 0. 

Algorithm 

(i) If C has fewer rows than columns, then add zero-filled rows to C to make it square. 
Compute the SVD C = UDVT where diagonal entries of D are sorted with non-zero ones 
first. Let C± be the matrix obtained from V by deleting the first r columns of V, where 
r is the number of non-zero entries in D (the rank of C). 

(ii) Find the solution to the minimization problem AC^x' = 0 using algorithm A5.4. The 
solution is given by x = C±x'. 

Algorithm A5.5. Algorithm for constrained minimization. 

A5.4.1 More constrained minimization 

A further constrained minimization problem arises in the algebraic estimation method 
used frequently throughout this book - for instance, for computation of the fundamental 
matrix (section 11.3(p282)) or the trifocal tensor (section 16.3(p395)). 

The problem is: 

• Minimize ||Ax|| subject to ||x|| = 1 and x = Ox. for a given matrix G and some 
unknown vector x. 

Note that this is very similar to the previous minimization problem of section A5.4, 
which was reduced to the form of the present problem in which the matrix G had or­
thonormal columns. The condition that x = Gx for some x means nothing more than 
that x lies in the span of the columns of G. Thus, to solve the present problem using 
algorithm A5.5, we need only to replace G by a matrix with the same column space (i.e. 
the space spanned by the columns), but with orthonormal columns. If G = UDVT where 
D has r non-zero entries (that is G has rank r), then let U' be the matrix consisting of the 
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first r columns of U. Then G and U' have the same column space. As in section A5.4 the 
solution is found by setting x' to be the unit vector that minimizes ||AU'x'||, then setting 
x = U'x'. 

If x is also required, then it may be obtained by solving Gx = x = U'x'. The solution 
is expressed in terms of the pseudo-inverse (section A5.2) as x = G+x = G+U'x' ; it 
may not be unique if G does not have full column rank. Since G+ = VD+UT, we may 
write x = VD+UTU'x', which simplifies to x = V'D'_1x' where V' consists of the first r 
columns of V' and D' is the upper r x r block of D. 

The complete method is summarized in algorithm A5.6. 

Objective 

Find the vector x that minimizes ||Ax|| subject to the conditions ||x|| = 1 and x = Gx, where 
G has rank r. 

Algorithm 

(i) Compute the SVD G = UDVT, where the non-zero values of D appear first down the 
diagonal, 

(ii) Let U' be the matrix comprising the first r columns of U. 
(iii) Find the unit vector x' that minimizes || AU'x'||, using algorithm A5.4. 
(iv) The required solution is x = U'x'. 
(v) If desired, one may compute x as V'D'_1x', where V' consists of the first r columns of 

V and D' is the upper r x r block of D. 

Algorithm A5.6. Algorithm for constrained minimization, subject to a span-space constraint. 

A5.4.2 Yet another minimization problem 

A very similar problem is 

• Minimize ||Ax|| subject to a condition ||Cx|| = 1. 

This problem comes up for instance in the solution to the DLT camera calibration 
problem (section 7.3(pl84)). In general it will be the case that rankC < n where n is 
the dimension of the vector x. Geometrically the problem may be thought of as finding 
the "lowest" point on a quadratic surface (specified by xTATAx), with the constraint 
that the point must lie on the (inhomogeneous) "conic" xTCTCx = 1. 

We start by taking the SVD of the matrix C, obtaining C = UDVT. The condition 
||UDVTx|| = 1 is equivalent to ||DVTx|| = 1, and it is not necessary to compute U 
explicitly. Then writing x' = VTx, the problem becomes: minimize ||AVx'j| subject to 
the condition ||Dx'[| = 1 Writing A' = AV, this becomes: minimize ||A'x'|| subject to 
||Dx'|| = 1. Thus we have reduced to the case where the constraint matrix is a diagonal 
matrix, D. 

We suppose that D has r non-zero diagonal entries, and s zero entries, where r + s = 
n, the non-zero entries appearing first on the diagonal of D. Then the entries x'{ of x' 
for i > r do not affect the value of ||Dx^||, since the corresponding diagonal entries of 
D are zero. Then, for a specific choice of the x\ for i = 1 , . . . , r, the other entries x't, 
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i = r + 1 , . . . , n should be chosen so as to minimize the value of ||A'x£||. We write 
A' = [k[ | A2] where k[ consists of the first r columns of A' and A2 consists of the 
remaining s columns. Similarly, let x'x be an r-vector consisting of the first r elements 
of x', and let x2 consist of the remaining s elements of x'. Further, let Di be the r x r 
diagonal matrix consisting of the first r diagonal entries of D. Then A'x' = A x̂̂  + A2x2, 
and the minimization problem is to minimize 

llA'X + A^H (A5.4) 

subject to the condition 11D13c'x 11 = 1. Now, temporarily fixing x'1; (A5.4) takes the 
form of a least-squares minimization problem of the type discussed in section A5.1. 
According to result A5.1, the value of x2 that minimizes (A5.4) is x2 — —A^A^x^. 
Substituting this in (A5.4) gives || (A2A'2

+ — l)A'1x'11|, which we are required to minimize, 
subject to the condition HDix'^ = 1. Finally, writing x" = Dix'l5 the problem reduces 
at last to a problem of the form of the familiar minimization problem of algorithm A5.4. 

• Minimize ||(A2A'2
+ - l)A'1Dj"1x'1'||, subject to ||x"|j = 1. 

We now summarize the algorithm. 

Objective 

Minimize ||Ax|| subject to ||Cx|| = 1. 

Algorithm — ~~-

(i) Compute the SVD C = UDVT, and write A' = AV. 
(ii) Suppose rankD = r and let A' = [k\ j k'2] where A'x consists of the first r columns of 

A', and A'2 is formed from the remaining columns, 
(iii) Let Di be the upper r x r minor of D. 
(iv) Compute A" = (A'2A2

+ — IjA'jD^1. This is an n x r matrix. 
(v) Minimize ||A"x'|| subject to ||x"|| = 1 using algorithm A5.4. 

(vi) Setxi = D ^ x " , andx2 = -A^+Aix'j. Letx ' = ( ^ J. 

(vii) The solution is given by x = Vx'. 

Algorithm A5.7. Least-squares solution of homogeneous equations subject to the constraint ||Cx|| = 1. 
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Iterative Estimation Methods 

In this appendix we describe the various components involved in building an efficient 
and robust iterative estimation algorithm. 

We start with two of the most common iterative parameter minimization meth­
ods, namely Newton iteration (and the closely related Gauss-Newton method) and 
Levenberg-Marquardt iteration. The general idea of Newton iteration is familiar to 
most students of numerical methods as a way of finding the zeros of a function of 
a single variable. Its generalization to several variables and application to finding 
least-squares solutions rather than exact solutions to sets of equations is relatively 
straightforward. The Levenberg-Marquardt method is a simple variation on Newton 
iteration designed to provide faster convergence and regularization in the case of over-
parametrized problems. It may be seen as a hybrid between Newton iteration and a 
gradient descent method. 

For the type of problem considered in this book, important reductions of computa­
tional complexity are obtained by dividing the set of parameters into two parts. The two 
parts generally consist of a set of parameters representing camera matrices or homo-
graphies, and a set of parameters representing points. This leads to a sparse structure 
to the problem that is described starting at section A6.3. 

We discuss two further implementation issues - the choice of cost function, with re­
spect to their robustness to outliers and convexity (section A6.8); and the parametriza-
tion of rotations, and homogeneous and constrained vectors (section A6.9). Finally, 
those readers who want to learn more about iterative techniques and bundle-adjustment 
are referred to [Triggs-OOa] for more details. 

A6.1 Newton iteration 

Suppose we are given a hypothesized functional relation X = f (P) where X is a mea­
surement vector and P is & parameter vector in Euclidean spaces IR^ and 1RM respec­
tively. A measured value of X approximating the true value X is provided, and we wish 
to find the vector P that most nearly satisfies this functional relation. More precisely, 
we seek the vector P satisfying X = f (P) — e for which ||e|| is minimized. Note that 
the linear least-squares problem considered in section A5.1 is exactly of this type, the 
function f being defined as a linear function f (P) = AP. 

597 
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To solve the case where f is not a linear function, we may start with an initial es­
timated value Po, and proceed to refine the estimate under the assumption that the 
function f is locally linear. Let eo be defined by e0 = f (Po) — X. We assume that the 
function f is approximated at P0 by f (P0 + A) = f(P0) + JA, where J is the linear 
mapping represented by the Jacobian matrix J = df/dP. We seek a point f (Pi), with 
Pi = P0 + A, which minimizes f (Pi) X = f (P0) + JA - X = e0 + JA. Thus, it is 
required to minimize ||e0 + JA|| over A, which is a linear minimization problem. The 
vector A is obtained by solving the normal equations (see (A5.2)) 

JTJA = - J T e 0 (A6.1) 

or by using the pseudo-inverse A — —J+e0. Thus, the solution vector P is obtained 
by starting with an estimate P0 and computing successive approximations according to 
the formula 

P l + 1 = P, + At 

where A$ is the solution to the linear least-squares problem 

J A, = -Ei. 

Matrix J is the Jacobian df/dP evaluated at P, and e* = f(P?:) - X. One hopes that 
this algorithm will converge to the required least-squares solution P. Unfortunately, it 
is possible that this iteration procedure converges to a local minimum value, or does 
not converge at all. The behaviour of the iteration algorithm depends very strongly on 
the initial estimate P0. 

Weighted iteration. As an alternative to all the dependent variables being equally 
weighted it is possible to provide a weight matrix specifying the weights of the depen­
dent variables X. To be more precise, one may assume that the measurement X satisfies 
a Gaussian distribution with covariance matrix Ex, and one wishes to minimize the Ma-
halanobis distance ||f (p) — X||E. This covariance matrix may be diagonal, specifying 
that the individual coordinates of X are independent, or more generally it may be an 
arbitrary symmetric and positive definite matrix. In this case, the normal equations 
become JTE_1JAj = — JTE_1e?:. The rest of the algorithm remains unchanged. 

Newton's method and the Hessian. We pass now to consideration of finding minima 
of functions of many variables. For the present, we consider an arbitrary scalar-valued 
function g(P) where P is a vector. The optimization problem is simply to minimize 
g(p) over all values of P. We make two assumptions: that g(P) has a well-defined 
minimum value, and that we know a point Po reasonably close to this minimum. 

We may expand g(p) about P0 in a Taylor series to get 

g(P0 + A)=g + gPA + ATgPPA/2 + ... 

where subscript P denotes differentiation, and the right hand side is evaluated at P0. 
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We wish to minimize this quantity with respect to A. To this end, we differentiate with 
respect to A and set the derivative to zero, arriving at the equation gP + gPPA — 0 or 

gPPA = -gP. (A6.2) 

In this equation, gPP is the matrix of second derivatives, the Hessian of g, the (i, j)-fh 
entry of which is d2g/dpjdpj, and Pi and Pj are the z-th and j'-th parameters. Vector 
gP is the gradient of g. The method of Newton iteration consists in starting at an initial 
value of the parameters, P0, and iteratively computing parameter increments A using 
(A6.2) until convergence occurs. 

Now we turn to the sort of cost function that arises in the least-squares minimization 
problem considered above. Specifically, g(P) is the squared norm of an error function 

g(P)=1-\\e(p)f = e(P)Te(p)/2 

where e(p) is a vector-valued function of the parameter vector P. In particular, e(p) = 
f (p) — X. The factor 1/2 is present for simplifying the succeeding computations. 

The gradient vector gP is easily computed to be epe. However, we may write eP = 
fP = J using the notation introduced previously. In short gP = JTe. Differentiating 
gP = eje a second time, we compute the following formula for the Hessian.1 

gPP = ejep + ePPe. (A6.3) 

Now, under the assumption that f (P) is linear, the second term on the right vanishes, 
leaving gPP = epeP = JT J. Now, substituting for the gradient and Hessian in (A6.2) 
yields JTJA = — JTe which is nothing more than the normal equations (A6.1). Thus 
we have arrived at the same iterative procedure as previously solving the parameter 
estimation problem, under the assumption that JT J = £p€P is a reasonable approxima­
tion for the Hessian of the function g(P). This procedure in which JTJ is used as an 
approximation for the Hessian is known as the Gauss-Newton method. 

Gradient descent. The negative (or down-hill) gradient vector — gP = —epe defines 
the direction of most rapid decrease of the cost function. A strategy for minimization 
of g is to move iteratively in the gradient direction. This is known as gradient descent. 
The length of the step may be computed by carrying out a line search for the function 
minimum in the negative gradient direction. In this case, the parameter increment A is 
computed from the equation A A = —gP, where A controls the length of the step. 

We may consider this as related to Newton iteration as expressed by the update equa­
tion (A6.2) in which the Hessian is approximated (somewhat arbitrarily) by the scalar 
matrix Al. Gradient descent by itself is not a very good minimization strategy, typ­
ically characterized by slow convergence due to zig-zagging. (See [Press-88] for a 
closer analysis.) It will be seen in the next section, however, that it can be useful in 
conjunction with Gauss-Newton iteration as a way of getting out of tight corners. The 

1 The last term in this formula needs some clarification. Since e is a vector, e p p is a 3-dimensional array (a tensor). The sum 
implied by the product e p p e is over the components of e. It may be written more precisely as J ^ . ( e j ) p p e ; where ê  is the 
i-th components of the vector e, and ( e j ) p p is its Hessian. 
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Levenberg-Marquardt method is essentially a Gauss-Newton method that transitions 
smoothly to gradient descent when the Gauss-Newton updates fail. 

To summarize, we have so far considered three methods of minimization of a cost 
function g(P) = ||e(P)||2/2: 

(i) Newton. Update equation: 

C / P P A = -gP 

where gPP = eJeP + e j p e and c/P = eje. Newton iteration is based on the 
assumption of an approximately quadratic cost function near the minimum, and 
will show rapid convergence if this condition is met. The disadvantage of this 
approach is that the computation of the Hessian may be difficult. In addition, far 
from the minimum the assumption of quadratic behaviour is probably invalid, 
so a lot of extra work is done with little benefit, 

(ii) Gauss-Newton. Update equation: 

eJePA = —eje 

This is equivalent to Newton iteration in which the Hessian is approximated by 
e je p . Generally this is a good approximation, particularly close to a minimum, 
or when e is nearly linear in P. 

(iii) Gradient descent. Update equation: 

AA = —eje = —gF. 

The Hessian in Newton iteration is replaced by a multiple of the identity ma­
trix. Each update is in the direction of most rapid local decrease of the function 
value. The value of A may be chosen adaptively, or by a line search in the 
downward gradient direction. Generally, gradient descent by itself is not rec­
ommended, but in conjunction with Gauss-Newton it yields the commonly used 
Levenberg-Marquardt method. 

A6.2 Levenberg-Marquardt iteration 

The Levenberg-Marquardt (abbreviated LM) iteration method is a slight variation on 
the Gauss-Newton iteration method. The normal equations JT J A = — JTe are replaced 
by the augmented normal equations (JT J + Al)A = - J T e , for some value of A that 
varies from iteration to iteration. Here I is the identity matrix. A typical initial value 
of A is 1CT3 times the average of the diagonal elements of N = JT J. 

If the value of A obtained by solving the augmented normal equations leads to a 
reduction in the error, then the increment is accepted and A is divided by a factor (typi­
cally 10) before the next iteration. On the other hand if the value A leads to an increased 
error, then A is multiplied by the same factor and the augmented normal equations are 
solved again, this process continuing until a value of A is found that gives rise to a 
decreased error. This process of repeatedly solving the augmented normal equations 
for different values of A until an acceptable A is found constitutes one iteration of the 
LM algorithm. An implementation of the LM algorithm is given in [Press-88]. 
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Justification of LM. To understand the reasoning behind this method, consider what 
happens for different values of A. When A is very small, the method is essentially the 
same as Gauss-Newton iteration. If the error function j|e||2 = ||f(P) — Xjj2 is close to 
being quadratic in P, then this method will converge fast to the minimum value. On the 
other hand when A is large then the normal equation matrix is approximated by Al, and 
the normal equations become A A = — JTe. Recalling that JTe is simply the gradient 
vector of ||e||2, we see that the direction of the parameter increment A approaches 
that given by gradient descent. Thus, the LM algorithm moves seamlessly between 
Gauss-Newton iteration, which will cause rapid convergence in the neighbourhood of 
the solution, and a gradient descent approach, which will guarantee a decrease in the 
cost function when the going is difficult. Indeed, as A becomes larger and larger, the 
length of the increment step A decreases and eventually it will lead to a decrease of the 
cost function ||ej|2. 

To demonstrate that the parameter increment A obtained by solving the augmented 
normal equations for all values of A is in the direction of decreasing cost, we will 
show that the inner product of A and the negative gradient direction for the function 
g{p) = ||e(p)|j2 is positive. This results from the following computation. 

-gP • A = - < / p A 

= (JTe)T(JTJ + Al)- ]JTe 

However, JTJ + AI is positive-definite for any value of A, and so therefore is its inverse. 
By definition, this means that (JTe)T(JTJ + Al)~TJTe is positive, unless JTe is zero. 
Thus, the increment A is in a direction of locally decreasing cost, unless of course the 
gradient JTe is zero. 

A different augmentation. In some implementations of Levenberg-Marquardt, no­
tably that given in [Press-88], a different method of augmenting the normal equations 
is used. The augmented normal equation matrix N' is defined in terms of the matrix 
N = JTJ by N^ = (1 + A)% and N̂ - = Ny for i / j . Thus the diagonal of N is 
augmented by a multiplicative factor (1 + A) instead of an additive factor. As before, 
a small value of A, results essentially in a Gauss-Newton update. For large A, the off-
diagonal entries of the normal equation matrix become insignificant with respect to the 
diagonal ones. 

The i-th diagonal entry of N' is simply (1 + A)jjj7; where J, = df/dpi, and pi 
is the i-th parameter. The update equation is then (1 + \)jjji5l — ije where Si is 
the increment in the i-th parameter. Apart from the factor (1 + A), this is the normal 
equation that would result from minimizing the cost by varying only the i-th parameter 
8t. Thus, in the limit as A becomes large, the increment to the parameters is the direction 
that would result from minimizing each one separately. 

With this sort of augmentation, the parameter increments for large A are not the 
same as for gradient descent. Nevertheless, the same analysis as before shows that the 
resulting increment is still in the down-hill direction for any value of A. 

One small problem may arise: if some parameter pt has no effect on the value of 
the function f, then J, = df/dpi is zero, and the i-th diagonal entry of N and hence N' 

Microsoft Ex. 1010 - Page 617 of 672



602 Appendix 6 Iterative Estimation Methods 

is zero. The augmented normal equation matrix N' is then singular, which can cause 
trouble. In practice, this is a rare occurrence, but it can occur. 

Implementation of LM. To carry out Levenberg-Marquardt minimization in its sim­
plest form it is necessary only to provide a routine to compute the function being min­
imized, a goal vector X of observed or desired values of the function, and an initial 
estimate Po- Computation of the Jacobian matrix J may be carried out either numeri­
cally, or by providing a custom routine. 

Numerical differentiation may be carried out as follows. Each independent variable 
Xi is incremented in turn to x, + 8, the resulting function value is computed using the 
routine provided for computing / and the derivative is computed as a ratio. Good re­
sults have been found by setting the value S to the maximum of 110 4 x Xi\ and 1CT6. 
This choice seemingly gives a good approximation to the derivative. In practice, there 
seems to be little disadvantage in using numerical differentiation, though for simple 
functions / one may prefer to provide a routine to compute J, partly for aesthetic rea­
sons, partly because of a possible slightly improved convergence and partly for speed. 

A6.3 A sparse Levenberg-Marquardt algorithm 

The LM algorithm as described above in section A6.2 is quite suitable for minimization 
with respect to a small number of parameters. Thus, in the case of 2D homography 
estimation (see chapter 4), for the simple cost functions (4.6-p94) and (4.7-p95) which 
are minimized with respect only to the entries of the homography matrix H the LM 
algorithm works well. However, for minimizing cost functions with respect to large 
numbers of parameters, the bare LM algorithm is not very suitable. This is because 
the central step of the LM algorithm, the solution of the normal equations (A5.2), has 
complexity N3 in the number of parameters, and this step is repeated many times. 
However, in solving many estimation problems of the type considered in this book, the 
normal equation matrix has a certain sparse block structure that one may take advantage 
of to realize very great time savings. 

An example of the situation in which this method is useful is the problem of es­
timating a 2D homography between two views assuming errors in both images, by 
minimizing the cost function (4.8-p95). This problem may be parametrized in terms 
of a set of parameters characterizing the 2D homography (perhaps the 9 entries of the 
homography matrix), plus parameters for each of the n points in the first view, a total 
of 2n + 9 parameters. 

Another instance where these methods are useful is the reconstruction problem in 
which one has image correspondences across two or more (let us say m) views and one 
wishes to estimate the camera parameters of all the cameras and also the 3D positions 
of all the points. One can assume arbitrary projective cameras or fully or partially 
calibrated cameras. Furthermore, to remove some of the incidental degrees of freedom 
one can fix one of the cameras. For instance in the projective reconstruction problem, 
the problem may be parametrized by the entries of all the camera matrices (a total of 
12m or 11m parameters depending on how the cameras are parametrized), plus a set 
of 3n parameters for the coordinates of the 3D points. 
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The sparse LM algorithm is often perceived as complex and difficult to implement. 
To help overcome this, the algorithms are given cook-book style. Given a suitable 
library of standard matrix manipulation routines, a reader should be able to implement 
the algorithm without difficulty. 

• Notation: If ai , a 2 , . . . , a n are vectors, then the vector obtained by placing them 
one after the other in a single column vector is denoted by (a-, a j , . . . , a, 
similar notation is used for matrices. 

T \ T 

A6.3.1 Partitioning the parameters in the LM method 

The sparse LM method will be described primarily in terms of the reconstruction prob­
lem, since this is the archetypal problem to which this method relates. The estimation 
problem will be treated in general terms first of all, since this will illuminate the gen­
eral approach without excessive detail. At this level of abstraction, the benefits of this 
approach may not be apparent, but they will become clearer in section A6.3.3. We start 
with the simple observation that the set of parameters in this problem may be divided 
up into two sets: a set of parameters describing the cameras, and a set of parameters de­
scribing the points. More formally, the "parameter vector" P G IRM may be partitioned 
into parameter vectors a and b so that P = (aT, b T ) T . We are given a "measurement 
vector", denoted by X in a space 1RN. In the reconstruction problem, this consists of 
the vector of all image point coordinates. In addition let Ex be the covariance matrix 
for the measurement vector.1 We consider a general function / : 1RM —> IR^ taking 
the parameter vector P to the estimated measurement vector X = / (P) . Denoting by e 
the difference X — X between the measured and estimated quantities, one seeks the set 
of parameters that minimize the squared Mahalanobis distance ||e 

Corresponding to the division of parameters P 
J = [<9X/<9P] has a block structure of the form J = 
are defined by 

A = [dX/da 

and 

B = \dx/db 

2 
I Ex eTL^e. 

= (a T ,b T ) T , the Jacobian matrix 
A IB], where Jacobian submatrices 

The set of equations Jd = e solved as the central step in the LM algorithm (see 
section A6.2) now has the form 

<5a \ 
Jd = [AlBl e. (A6.4) 

>„y 
Then, the normal equations JTEX

] Jd = JTEx
1e to be solved at each step of the LM 

algorithm are of the form 

PJH^A 

B T E X
1 A 

ATEX
1B 

B T E X
1 B 

kTL?e 

BTZ^e 
(A6.5) 

In the absence of other knowledge, one usually assumes that E x is the identity matrix. 
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At this point in the LM algorithm the diagonal blocks of this matrix are augmented 
by multiplying their diagonal entries by a factor 1 + A, for the varying parameter A. 
This augmentation alters the matrices ATE3C

1A and BTE3C
1B. The resulting matrices 

will be denoted by (AJT.^1A)* and (BTExTB)*. The reader may wish to look ahead to 
figure A6.1 and figure A6.2 which shows graphically the form of the Jacobian and 
normal equations in an estimation problem involving several cameras and points. 

The set of equations (A6.5) may now be written in block form as 

W 
W 
V* 

(A6.6) 

As a first step to solving these equations, both sides are now multiplied on the left by 
" I -WV*"1 " 

0 I 
resulting in 

u*-wv*_iw' o 
WT T 

sa eA-WV*-'eB 

eB 
(A6.7) 

This results in the elimination of the top right hand block. The top half of this set of 
equations is 

* - i U* _ wv*~V )<5a = eA - WV*~LeB. (A6.8) 

These equations may be solved to find 5a. Subsequently, the value of 5b may be found 
by back-substitution, giving 

T5h = eB - WT£a. (A6.9) 

As in section A6.2, if the newly computed value of the parameter vector P = ((a + 
5a)

T, (b + 5b)T)T results in a diminished value of the error function, then one accepts 
the new parameter vector P, diminishes the value of A by a factor of 10, and proceeds 
to the next iteration. On the other hand if the error value is increased, then one rejects 
the new P and tries again with a new value of A, increased by a factor of 10. 

The complete partitioned Levenberg-Marquardt algorithm is given in 
algorithm A6.1. 

Although in this method we solve first for Sa and subsequently for Sh based on the 
new value of a, it should not be thought that the method amounts to no more than 
independent iterations over a and b. If one were to solve for a holding b constant, 
then the normal equations used to solve for da would take the simpler form Uda = eA, 
compared with (A6.8). The method of alternating between solving for Sa and Sb is not 
recommended, however, because of potential slow convergence. 

A6.3.2 Covariance 

It was seen in result 5.12(pl44) that the covariance matrix of the estimated parameters 
is given by 

EP = ( J ^ J ) (A6.10) 
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Given A vector of measurements X with covariance matrix Ex, an initial estimate of a set 
of parameters P = (aT, b T ) T and a function / : P H^ X taking the parameter vector to an 
estimate of the measurement vector. 

Objective Find the set of parameters P that minimizes eTEJc
1e where e = X — X. 

Algorithm 

(i) Initialize a constant A = 0.001 (typical value), 
(ii) Compute the derivative matrices A = [<9X/<9a] and B [dX/db] and the error vector 

(iii) Compute intermediate expressions 

U = ATEX
XA V BTEX

1B W = ATEX
XB 

eA = ATEx
1e eB = BTEx

1e 

(iv) Augment U and V by multiplying their diagonal elements by 1 + A. 
(v) Compute the inverse V*-1, and define Y = WV*_1. The inverse may overwrite the value 

of V* which will not be needed again, 
(vi) Find <5a by solving (U* - YWT) <5a = eA - YeB. 

(vii) Find 6b by back-substitution: 5^ ^{eB-\lTdB 

(viii) Update the parameter vector by adding the incremental vector (<5j, <5^)T a r |d compute 
the new error vector, 

(ix) If the new error is less than the old error, then accept the new values of the parameters, 
diminish the value of A by a factor of 10, and start again at step (ii), or else terminate, 

(x) If the new error is greater than the old error, then revert to the old parameter values, 
increase the value of A by a factor of 10, and try again from step (iv). 

Algorithm A6.1. A partitioned Levenberg-Marquardt algorithm. 

In the over-parametrized case, the covariance matrix EP given by (A6.10) is singular, 
and in particular, no variation in the parameters is allowed in directions perpendicular 
to the constraint surface - the variance is zero in these directions. 

In the case where the parameter set is partitioned as P = (aT, b T ) T , matrix (JTEX
1 J) 

has the block form given in (A6.5) and (A6.6) (but without augmentation, represented 
by stars). Thus we may write 

J T E ^ J 
ATEX

1A 

B ^ ^ A 

ATEX
1B 

BTEX
1B 

U 

WT 

w 
V 

(A6.ll) 

The covariance matrix EP is the pseudo-inverse of this matrix. Under the assumption 
that V is invertible, redefine Y = WV_1. Then the matrix may be diagonalized according 
to 

JTEX
XJ 

U 

WT 

w 
V 

u WV_1WT 

0 
(A6.12) 

For matr ices G and H with G invertible, w e assume an identity 

(GHGT)+ = G ^ H + G - 1 

This identity is valid under conditions explored in the exercise at the end of this ap-
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Objective Compute the covariance of the parameters a and b estimated using algorithm A6.1. 
Algorithm 

(i) Compute matrices U, V and W as in algorithm A6.1, and also Y = WV_1. 
(ii) Ea = (U-WV-1WT) + . 

(iii) Eb = YTEaY + V"1 

(iv) The cross-covariance Eab = — EaY. 

Algorithm A6.2. Computation of the covariance matrix of the LM parameters. 

pendix. Applying this to (A6.12) and multiplying out provides a formula for the pseudo 
inverse 

Zjp f J L y J 
X - X Y 

- Y T X YTXY + V - 1 (A6.13) 

where X = (U - WV_1WT)+. 
The condition for this to be true is that span(A) n span(B) = 0, where span(-) rep­

resents the span of the columns of the matrix. Here A and B are as in (A6.ll). Proof 
of this fact and interpretation of the condition span(A) n span(B) = 0 is outlined in 
exercise (i) on page 626. 

The division of matrix JTE3C
1J into blocks as in (A6.ll) corresponds in (A6.5) to 

the division of P into parameters a and b. Truncation of the covariance matrix for 
parameters P gives covariance matrices for parameters a and b separately. The result 
is summarized in algorithm A6.2. 

A6.3.3 General sparse LM method 

In the previous pages, a method has been described for carrying out LM iteration and 
computing covariances of the solution in the case where the parameter vector may be 
partitioned into two sub-vectors a and b. It is not clear from the foregoing discussion 
that the methods described there actually give any computational advantage in the gen­
eral case. However, such methods become important when the Jacobian matrix obeys 
a certain sparseness condition, as will be described now. 

We suppose that the "measurement vector" X € IR^ may broken up into pieces as 
X = (X.J, x j , . . . , X^)T. Similarly, suppose that the "parameter vector" P € 1RM may 
be divided up as P = ( a T , b J , b J , . . . ,bJ ) T . The estimated values of X, corresponding 
to a given assignment of parameters will be denoted by X,. We make the sparseness 
assumption that each X, is dependent on a and bt only, but not on the other parameters 
bj. In this case, dXi/dbj = 0 for i ^ j . No assumption is made about d%Jd&. This 
situation arises in the reconstruction problem described at the start of this discussion, 
in which b^ is the vector of parameters of the i-th point, and Xj is the vector of mea­
surements of the image of this point in all the views. In this case, since the image of 
a point does not depend on any other point, one sees that dXi/dbj = 0, as required, 
unless i = j . 

Corresponding to this division, the Jacobian matrix J = [<9X/<9P] has a sparse block 
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structure. We define Jacobian matrices by 

A8 = [dXi/da] Bt = [0%/dbi] . 

Given an error vector of the form e = (ej,..., e^)T = X — X the set of equations 
Jd = e now has the form 

Jd 

A, 
A2 

B, 
1 / <*a \ 

' b j 

V <*b„ / 

(* \ 

\en J 
(A6.14) 

We suppose further that all of the measurements X$ are independent with covariance 
matrices EX r Thus the covariance matrix for the complete measurement vector Ex has 
the block-diagonal form Ex = diag(EXl, •• •, Ex„). 

In the notation of algorithm A6.1, we have 

A = [A1, A2 , . . . , AnJ 

B = diag(Bi,B2,...,Bn) 

Ex = diag(EX l , . . . , EX J 

Sh = 
i ^ ^T 
* U *L)T 

e T ) T 

Now, it is a straightforward task to substitute these formulae into algorithm A6.1. 
The result of this substitution is given in algorithm A6.3, representing the computation 
of one step of the LM algorithm. The important observation is that in this form each 
step of the algorithm requires computation time linear in n. Without the advantage 
resulting from the sparse structure, the algorithm (for instance a blind adherence to 
algorithm A6.1) would have complexity of order n3. 

A6.4 Application of sparse LM to 2D homography estimation 

We apply the foregoing discussion to the estimation of a 2D homography H given a 
set of corresponding image points x* ^ x̂  in two images. The points in each image 
are subject to noise, and one seeks to minimize the cost function (4.8-/?95). We define 
a measurement vector X, = (x^, x,T)T . In this case, the parameter vector P may be 
divided up as P = (hT. xj, x j , . . . . x^)T , where the values Xj are the estimated values 
of the image points in the first image, and h is a vector of entries of the homography 
H. Thus, one must simultaneously estimate the homography H and the parameters of 
each point in the first image. The function / maps P to (x\ , X 2 , . . . , Xn)T , where each 
Xz = (±J, B.-xJ)T - (xT, x^T)T. Then algorithm A6.3 applies directly. 

The Jacobian matrices have a special form in this case, since one observes that 

Aj = dXt/dh 0 
dxjdh 
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Objective Formulate LM algorithm in the case where the parameter vector 
as P = (aT, b]", . . . , b J ) T , and the measurement vector as X = (X]" , . . . , X 
8%/dhj =0for i ^j. 

is partitioned 
^)T , such that 

Algorithm Steps (ii) to (vii) of algorithm A6.1 become: 

(i) Compute the derivative matrices A» = [9X,/9a] and Bj 
vectors e, = X,; — X t . 

(ii) Compute the intermediate values 

= [5Xi/9bi] and the error 

0 = ^ A j E x > i 

V = diag(Vi,. . . , V„) where V,: = B i E X , B * 

W = [Wi, W2 , . . . , Wn] where W* = k] Ex, B« 
£A = XXExle* 

£ B = ( C B I > £ B 2 » • • • ! e B „ ) T W h e r e eB, = B ^ x - £ i 

Y,: = WiV*"1-

(iii) Compute (5a from the equation 

i i 

eB,-

(iv) Compute each <5b4 in turn from the equation 

5bi = V*-\eBi -Wj<5a). 

Covariance 

(i) Redefine Y, = W ^ 1 

(ii) E a = ( U - £ i Y i W T ) + 

(iii) E b i b . = YjEaY, + <Jyvr1 

(iv) Ea b i = -EaY8 

Algorithm A6.3. A sparse Levenberg-Marquardt algorithm. 

since Xj is independent of h. Also, 

B, = d%/d±i 
dx'Jdki 

T ~/T\T because of the form of X,; = (x^ , x. 

A6.4.1 Computation of the covariance 

As an example of covariance computation, we consider the same problem as in section 
5.2.4(pl45), in which a homography is estimated from point correspondences. As in 
that example, we consider a case in which the estimated homography is actually the 
identity mapping, H = I. For the purposes of this example, the number of points or 
their distribution is not important. It will be assumed, however, that the errors of all 
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point measurements are independent. We recall from (5.12-pl46) that in the case of 

errors in the second image only, Eh = [Y/i 3jZ~l Jjj , where 3{ = [dx.'z/dh\. 
We now proceed to compute the covariance of the camera parameter vector h in the 

case where the points in the first image are subject to noise as well. We assume further 
that E".1 = E",1, and denote them by S;. In this case, the inverse covariance matrix E^1 

is block-diagonal, E^1 = diag(E~1, E",1). Then, applying the steps of algorithm A6.3 
i 

to compute the covariance matrix for h, 

A, = [ 0 \ J ^ ] T 

B, = [IT, I T ] T since H = I 

U = ^A,Tdiag(SJ,Sl)At = ^ j 7 s j J l 
i i 

V, = B,Tdiag(Sl, Si)Bi = 2S» 

W, = ATdiag(Si,Si)Bj = jTs i 

i i i 

£h = 2 ( ^ J7SzJzJ • 

Hence, the covariance matrix for h is just twice the value of the covariance matrix for 
the case of error in one image. This is not generally true, and results from the fact that 
H is the identity mapping. As exercises, one may verify the following. 

• IfW represents a scaling by a factor s, then Eh = (s2 + 1) f J2i JjSjJjJ . 

• If H is an affine transformation and D is the upper 2 x 2 part of H (the non-
translational part), and if Si — I for all i (isotropic and independent noise), then 

£h = (Ei Jj ( i - D(I + D-TD)-^7) J,)+. 

A6.5 Application of sparse LM to fundamental matrix estimation 

In estimating the fundamental matrix and a set of 3D points, the algorithm is effec­
tively that described in section A6.3.3, a sparse LM algorithm for the estimation of 2D 
homographies, but slightly modified to the present case. The analogy with the 2D ho-
mography estimation problem is as follows: in estimating 2D homographies, one has a 
mapping H that takes points x* to corresponding points x^; in the present problem, one 
has a mapping represented by a pair of camera matrices P and P' that map a 3D point 
to a pair of corresponding points (xz, xQ. 

For convenience, the notation of section A6.3.3 will be used here. In particular, note 
that in section A6.3.3, and here the notation X is used to denote the total measure­
ment vector (in this case (xi, x ' l 5 . . . . x„, xJJ) and not a 3D point. Also, be careful to 
distinguish between P the parameter vector and P the camera matrix. 

The parameter vector P is partitioned as P = (aT, b ] \ . . . , b^)T , where 

(i) a = p ' is made up of the entries of camera matrix P', and 
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(ii) bz = (Xi, Yj, Ti)T is a 3-vector, parametrizing the i-th 3D point (x i ; Yi; 1, T,). 

Thus, there are a total of 3n+12 parameters, where n is the number of points. Parameter 
vector a provides a parametrization for the camera P' and the other camera P is taken 
as [I | 0]. Note also that it is convenient and permissible to set the third coordinate of 
the 3D space point to 1 as here, since a point (Xj, Yj, 0, T,)T maps to (x i ; Y{, 0)T which 
is an infinite point, not anywhere close to the measured point (xt, yl. 1)T. 

The measurement vector X is partitioned as X = (x^, x j , . . . , X^)T, where each 
X, = (xj, x 'T )T , the measured images of the ?-th point. 

Now, the Jacobian matrices A, — dx.i/da and B$ = 8%,/dbi may be computed and 
algorithm A6.3 applied to estimate the parameters, and hence P', from which F may be 
computed. 

Partial derivative matrices 

Since X.% = (iq , x^T)T one may compute that A, and B« have a form similar to the 
Jacobian matrices in section A6.4: 

I 2 x 2 | 0 

dx'Jdb, _ • 

The covariance matrix Ex, breaks up into diagonal blocks diag(Sj,Sj), where 
Sj = E .̂1 and Ŝ  = E",1. Now, calculating the intermediate expressions in step 2 of 
algorithm A6.3, we find 

V, = B^diag^, S'jBi = [I2X2 | 0]TS2[I2X2 | 0] + (d^/dbys^d^/db) (A6.15) 

The abstract form of AjE^Aj is the same as in the 2D homography case, and the other 
expressions Wj = A J E ^ B J , eB. = B^E^e^, and eAi = A^E^e^ may easily be computed. 
The estimation procedure otherwise proceeds precisely as in algorithm A6.3. 

Covariance of F 

According to the discussion of section A6.3.3 and in particular algorithm A6.3, the 
covariance matrix of the camera parameters, namely the entries of P', is given by 

EP, = (u-^W l Vr 1 w7)+ (A6.16) 
i 

with notation as in algorithm A6.3. 
In computing this pseudo-inverse, it is useful to know the expected rank of EP/. In 

this case, this rank is 7, since the total number of degrees of freedom in the solution 
involving two cameras and n point matches is 3n + 7. Looked at another way, P' is 
not determined uniquely, since if P' = [M j m], then any other matrix [M + t m T ] am] 
also determines the same fundamental matrix. Thus, in computing the pseudo-inverse 
appearing in the right hand side of (A6.16), one should set five of the singular values 
to zero. 

The foregoing discussion shows how to compute the covariance matrix of the entries 
of ?'. We desire to compute the covariance matrix of the entries of F. However, there 
is a simple formula for the entries of F in terms of the entries of P' = [M ] m], namely 

0 
dx.'Jda 
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F = [m] x M. If one desires to compute the covariance matrix of F normalized so that 
||F|| = 1, then one writes F = [m]xM/(||[m]xM||). Therefore, one may express the 
entries of F as a simple function in terms of the entries of P'. Let J be the Jacobian 
matrix of this function. The covariance of F is then computed by propagating the 
covariance of P' using result 5.6(pl39) to get 

EF = JEP/JT == J(U - ^ T w . V r ^ + jT (A6.17) 
i 

where EP< is given by (A6.16). This is the covariance of the fundamental matrix esti­
mated according to an ML algorithm from the given point correspondences. 

A6.6 Application of sparse LM to multiple image bundle adjustment 

In the previous section, the application of the sparse Levenberg-Marquardt algorithm to 
the computation of the fundamental matrix was considered. This is essentially a recon­
struction problem from two views. It should be clear how this may easily be extended 
to the computation of the trifocal tensor and the quadrifocal tensor. More generally, one 
may apply it to the simultaneous estimation of multiple camera and points to compute 
projective structure, or perhaps affine or metric structure given appropriate constraints. 
This technique is called bundle adjustment. 

In the case of multiple cameras, one may also take advantage of the lack of inter­
action between parameters of the different cameras, as will be shown now. In the 
following discussion, for simplicity of notation it will be assumed that each point is / 
visible in all the views. This is not at all necessary - points may in general be visible 
in some arbitrary subset of the available views. 

We use the same notation as in section A6.3.3. The measurement data may be ex­
pressed as a vector X, which may be divided up into parts X?:, representing the measured 
image coordinates of some 3D point in all views. One may further subdivide Xj writing 
Xj = (xjt, xj2, • • •, xJm)T where x^ is the image of the i-th point in the j-th image. 
The parameter vector a (camera parameters) may correspondingly be partitioned as 
a = (a]", a j , . . . , a^)T , where a,, are the parameters of the j-th camera. Since the 
image point Xy does not depend on the parameters of any but the j-th camera, one 
observes that <9xi://<9afe = 0 unless j = k. In a similar way for derivatives with respect 
to the parameters b^ of the k-ih 3D point, one has <9xi.,/<9b/£ = 0 unless i — k. 

The form of the Jacobian matrix J for this problem and the resulting normal equa­
tions JTJ<5 = JTe are shown schematically in figure A6.1 and figure A6.2. Referring 
to the Jacobian matrices defined in algorithm A6.3, one sees that A, = [<9Xj/da] is a 
block diagonal matrix A, = diag(Aj1;... , kim), where Â - = dy^j/daj. Similarly, ma­
trix Bj = [dXi/dbi\ decomposes as B* = [B^, . . . , BJm]T, where By = <9xjj/<9bj. It may 
normally be assumed also that EXi has a diagonal structure EXi = diag(EXjl,.... EXjm), 
meaning that the measurements of the projected points in separate images are indepen­
dent (or more precisely, uncorrelated). With these assumptions, one is easily able to 
adapt algorithm A6.3, as shown in algorithm A6.4, as the reader is left to verify. 
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Pi P 2 p3 Xj X2 X3 X4 
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; :: 7x 
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parameters 
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parameters 

Fig. A6.1. Form of the Jacobian matrix for a bundle-adjustment problem consisting of'3 cameras and 4 
points. 
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Fig. A6.2. Form of the normal equations for the bundle-adjustment problem consisting of 3 cameras 
and 4 points. 

Missing data. Typically, in a bundle-adjustment problem some points are not visible 
in every image. Thus, some measurement x y may not exist, meaning that 2-th point 
is not visible in the j-th image. Algorithm A6.4 is easily adapted to this situation, 
by ignoring terms subscripted by ij where the measurement x^ does not exist. Such 
missing terms are simply omitted from the relevant summations. This includes all of 
kij, Bij, E^1, Wy and Y^. It may be seen that this is equivalent to setting A^ and B^ to 
zero, thus effectively giving zero weight to the missing measurements. 

This is convenient when programming this algorithm, since the above quantities sub­
scripted by ij may be associated only with existing measurements in a common data 
structure. 

Microsoft Ex. 1010 - Page 628 of 672



A6.7 Sparse methods for equation solving 613 

(i) Compute 
vectors e 

(ii) Compute 

the derivative matrices Ay = [dxij/da.j] and By = [9xy /3bj] and the error 
y = X * J — xy-
the intermediate values 

ui = E A K A y v* = EB^Ex>ii wy = 

= wyv;-1 

where in 
(iii) Compute 

each case z = 1 , . . . , n and j = 1 , . . . , m. 
<5a = ( 5 a i , . . . , £ a ) T from the equation 

S<5a = ( e L - . . , e T ) T 

where S s a n m x m block matrix with blocks Sjk defined by 

Sjfc = - ^ Y „ W T i f j ^ f c 
i 

and 

6 j ^ a ; / * ? j ^ b ^ 

i 

(iv) Compute each <5b,; in turn from the equation 

5b, =V*- 1 (e b , - ^ w T . t f a j ) 

Covariance 

(i) Redefine Yy =WijV71. 
(ii) Ea = S+ , where S is defined as above, without the augmentation 

(iii) Eb?b:! =YTSaYJ-+«S tfVr1. 
(iv) Eab? = -E aY t . 

represented by the *. 

Algorithm A6.4. General sparse Levenberg-Marquardt algorithm. 

A6.7 Sparse methods for equation solving 

In a long sequence of images, it is rare for a point to be tracked through the whole 
sequence, and usually point tracks disappear and new ones start, causing the set of 
point tracks to have a banded structure, as seen in figure 19.7(p492)(c). This banded 
structure of the point track set leads to a banded structure for the set of equations 
that are solved to compute structure and motion - we refer here to the matrix S in 
algorithm A6.4. Thus, for bundle-adjustment problems with banded track structure, 
sparseness can appear at two levels, first at the level of independence of the individual 
point measurements, as exploited in algorithm A6.4, and secondly arising from the 
banded track structure as will be explained in this section. 

Another similar context in which this will occur is solution for structure and motion 
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in section 18.5.1(p448) or simply motion, as in section 18.5.2(p450). In both these 
methods, large sparse sets of equations may arise. In order for large problems of this 
kind to be tractable, it is necessary to take advantage of this sparse structure in order 
to minimize the amount of storage and computation involved. In this section, we will 
consider sparse matrix techniques that are valuable in this context. 

A6.7.1 Banded structure in bundle-adjustment 
The time-consuming step in finding the parameter increments in the iterative step of 
bundle-adjustment, as given in algorithm A6.4 is the solution of the equations S<5a = e 
in step (iii) of the algorithm. As shown there, the matrix S is a symmetric ma­
trix with off-diagonal blocks of the form Sjk = — J2i WyV*_1W .̂. We see that the 
block Sjk is non-zero only when for some i, both Wy- and Mik are non-zero. Since 
Wjj = [dxij/da.j]TTi~^[d^.ij/dbi\ it follows that Wy- is non-zero only when the corre­
sponding measurement xi?- depends on parameters a, and bj. To be more concrete, if 
a5 represents the parameters of the j-th camera, and bj represents the parameters of the 
i-th point, then Wy- is non-zero only when the i-th point is visible in the j-th image, and 
Xij is its measured image position. 

The condition that for some i both W,7 and \iik are non-zero means that there exists 
some point with index i that is visible in both the j-th and k-th images. To summarize, 

• The block Sjk is non-zero only if there exists a point that is visible in both the j-th 
and k-th images. 

Thus, if point tracks extend only over consecutive views, then the matrix S will be 
banded. In particular, if no point track extends over more than B views (B representing 
bandwidth), then the block Sjk is zero unless \j — k\ < B. 

Consider tracking points over a long sequence, for instance along a path that may 
loop back and cross itself. In this case, it may be possible to recognize a point that 
had been seen previously in the sequence, and pick up its track again. The set of views 
in which a 3D point is seen will not be a consecutive set of views. This will destroy 
the banded nature of the matrix S, by introducing non-zero blocks possibly far away 
from the central band. Nevertheless, if there is not too much filling-in of off-diagonal 
blocks, sparse solution techniques may still be utilized as we shall see later. 

A6.7.2 Solution of symmetric linear equations 
In solving a set of linear equations Ax = b in which the matrix A is symmetric, it is best 
not to use a general purpose equation solver, such as Gaussian-elimination, but rather 
to take advantage of the symmetry of the matrix A. One way of doing this is the use the 
LDLT decomposition of the matrix A. This relies on the following observation: 

Result A6.1. Any positive-definite symmetric matrix A can be factored as A = LDLT, in 
which L is a lower-triangular matrix with unit diagonal entries, and D is diagonal. 

The reader is advised to consult [Golub-89] for details of efficient implementation and 
numeric properties of LDLT decomposition. The normal equations derived from struc­
ture and motion problems are always at least positive semi-definite, and with stabiliza-
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Fig. A6.3. (a) A sparse matrix and (b) its corresponding "skyline" structure. Non-zero entries in the 
original matrix are shown in black. In the skyline format, all non-zero entries lie in the shaded area. For 
each row i, there is an integer rrii representing the first non-zero entry in that row. Note that non-zero 
off-diagonal elements cause "fill-in" of the skyline format for that row (or symmetric above-diagonal 
column). If such entries are relatively rare, the skyline format will remain sparse, and techniques for 
skyline matrices may be usefully applied. The LDLT decomposition of a matrix in skyline format has the 
same skyline structure. Thus, the LDLT decomposition of the original sparse matrix shown in (a), will 
have non-zero entries only within the shaded area of(b). 

tion through enhancement, they are positive-definite, and symmetric factorization is 
the recommended method of solution. 

Given the LDLT factorization, the set of linear equations Ax = LDLTx = b may be 
solved for x in three steps as (i) Lx' = b, (ii) x" = D-1x', (iii) LTx = x". 

Solving the equations Lx' = b is carried out by the process of "forward-substitution." 
In particular (bearing in mind that L has unit diagonal entries), the components of x 
may be computed in order as 

forward-substitution: x̂  = bj 
i-\ 

3 = 1 

ijX-j-

Since LT is upper-triangular, the second set of equations is solved in a similar fashion, 
except that the values x* are computed in inverse order in a process known as "back-
substitution." 

back-substitution: X i X,-

The number of operations involved in this computation is given in [Golub-89], and 
is equal to n 3 /3 , where n is the dimension of the matrix. 

A6.7.3 Solution of sparse symmetric linear systems 
We consider a special type of sparse structure for a symmetric matrix, known as "sky­
line" format. This is illustrated in figure A6.3. An n x n symmetric matrix A in skyline 
format is characterized by the existence of an array of integers rrii for i — 1 , . . . , n such 
that kij — 0 for j < rrii. A diagonally banded matrix is a special case of a matrix with 
skyline structure. 
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Although a diagonally banded or skyline matrix may be sparse, its inverse is not, 
and in fact will be completely filled out with non-zero elements. Thus, it is a very bad 
idea actually to compute the inverse of A to find the solution x = A_1b to the set of 
equations. However, the importance of matrices in skyline (or banded) form is that 
skyline structure of the matrix is preserved by the LDLT decomposition, as expressed 
in the following result. 

Result A6.2. Let A be a symmetric matrix such that Ay = Oforj < mt. Let A = LDLT. 
Then Ly = Oforj < ra%. 

In other words, the skyline structure of L is the same as that of A. 

Proof. Suppose that j is the smallest index such that L%J — 0. Then in multiplying out 
A = LDLT, it may be verified that only one product contributes to the (i.j)-th element 
of Ay. Specifically, A^ = LijDjjLjj ^ 0. • 

Thus, in computing the LDLT decomposition of A having a sparse skyline structure, 
we know in advance that many of the entries of L will be zero. The algorithm for 
computing the LDLT decomposition for such a matrix is much the same as the that for 
a full symmetric matrix, except that we do not need to consider the zero elements. 

Forward and back substitution involving a matrix L with skyline structure easily take 
advantage of the sparse structure. In fact the forward substitution formula becomes 

i - l 

Xj = b j — 2 ^ LijX.j. 
j=m,i 

Back-substitution is left for the reader to work out. More details of implementation are 
given in [Bafhe-76]. 

A6.8 Robust cost functions 
In estimation problems of the Newton or Levenberg-Marquardt type, an important de­
cision to make is the precise form of the cost function. As we have seen, an assumption 
of Gaussian noise without outliers implies that the the Maximum Likelihood estimate 
is given by a least-squares cost function involving the predicted errors in the measure­
ments, where the noise is introduced. 

The same analysis may be carried out for other assumed probability models for the 
measurements. Thus, if all measurements are assumed to be independent, and f(S) is 
the probability distribution of an error 5 in the measurement, then the probability of a 
set of measurement with errors Si is given by p(51,..., 8n) = n™=i f($i)- Taking the 
negative logarithm gives — log(p(51,... , Sn)) = — YA=I l°g(/(^)) a nd the right-hand 
side of this expression is a suitable cost function for a set of measurements. It is usually 
appropriate to set the cost of an exact measurement to be zero, by subtracting log(/(0)), 
though this is not strictly necessary if our purpose is cost minimization. Graphs of 
various specific cost functions to be discussed next are shown in figure A6.4. 
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Fig. A6.4. A comparison of different cost functions, C(5), for robust estimation. Their corresponding 
PDF.S, exp( — C{8)), and attenuation factors (w = C(5)1'2/S see text) are also shown. 
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Statistically based cost functions. Determination of a suitable cost function may 
be approached by estimating or guessing the distribution of errors for the particular 
measurement process involved, such as point extraction in an image. In the following 
list, for simplicity, we ignore the normalization constant for Gaussian distributions 
(27rcr2)~1/2, and assume that 2<r2 = 1. 

(i) Squared error. Assuming the data is Gaussian distributed, the Probability 
Distribution Function (PDF) is p(S) = exp(—S2) which leads to a cost function 

C(5) = 52. 

(ii) Blake-Zisserman. The data is assumed to have a Gaussian distribution for 
inliers with a uniform distribution of outliers. The PDF is taken to be of the 
form p(8) = exp(—S2) + e. This is not actually a PDF, since it integrates to 
infinity. Nevertheless, it leads to a cost function of the form 

C{5) = -log(exp(-£2) + e). 

For inliers (small S), this approximates S2, whereas for outliers (large S) the 
asymptotic cost is — log e. Thus, the crossover point from inliers to outliers is 
given approximately by 52 — — log e. The actual cost function used by Blake 
and Zisserman in [Blake-87] was min(c>2, a2) and e = exp(—a2). 

(iii) Corrupted Gaussian. The previous example has the theoretical disadvan­
tage that it is not actually a PDF. An alternative is to model the outliers by a 
Gaussian with larger standard deviation, leading to a mixture model probability 
distribution of the form p(5) = a exp(—<52) + (1 — a) exp(S2/w2)/w where 
w is the ratio of standard deviations of the outliers to the inliers, and a is the 
expected fraction of inliers. Then 

C{5) = - log(a exp(-52) + (1 - a) exp(-S2/w2)/w). 

Heuristic cost functions. Next we consider cost functions justified more by heuris­
tics and required noise-immuneness properties than by adherence to a specific noise-
distribution model. For this reason they will be introduced directly as a cost function, 
rather than a PDF. 

(i) Cauchy cost function. The cost function is given by 

C(5) = b2log(l + 62/b2) 

for some constant b. For small values of 5, this curve approximates 82, and the 
value of b determines for what range of S this approximation is close. The cost 
function is derived from the Cauchy distribution p{5) = l/(7r(l + <52)), which 
is a bell-curve similar to the Gaussian, but with heavier tails, 

(ii) The LI cost function. Instead of using the sum of squares, we use the sum of 
absolute errors. Thus, 

C(5) = 2b\S\ 
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where 2b is some positive constant (which normally could just be 1). This cost 
function is known as the total variation. 

(iii) Huber cost function. This cost function is a hybrid between the LI and 
least-squares cost function. Thus, we define 

C{8) = 52 for \S\ < b 

= 2b\5\ - b2 otherwise 

This cost function is continuous with continuous first derivative. The value of 
the threshold b is chosen approximately to equal the outlier threshold. 

(iv) Pseudo-Huber cost function. The cost function 

C(5) = 2b2^l + (5/bf-l) 

is very similar to the Huber cost function, but has continuous derivatives of all 
orders. Note that it approximates 52 for small 5 and is linear with slope 2b for 
large S. 

A6.8.1 Properties of the different cost functions 

Squared error. The most basic cost function is the squared error C(S) — S2. Its 
main drawback is that it is not robust to outliers in the measurements, as we shall see. 
Because of the rapid growth of the quadratic curve, distant outliers exert an excessive 
influence, and can draw the cost minimum well away from the desired value. 

Non-convex cost functions. The Blake-Zisserman, corrupted Gaussian and Cauchy 
cost functions seek to mitigate the deleterious effect of outliers by giving them dimin­
ished weight. As is seen in the plot of the first two of these, once the error exceeds a 
certain threshold, it is classified as an outlier, and the cost remains substantially con­
stant. The Cauchy cost function also seeks to deemphasize the cost of outliers, but 
this is done more gradually. These three cost functions are non-convex, which has 
important effects as we will see. 

Asymptotically linear cost functions. The LI cost function measures the absolute 
value of the error. The main effect of this is to give outliers less weight compared with 
the squared error. The key to understanding the performance of this cost function is to 
observe that it acts to find the median of a set of data. Consider a set of real valued data 
{a,} and a cost function defined by C{x) = Yli \% — <k\- The minimum of this function 
is at the median of the set {ai}. To see this, note that the derivative of \x — a»| with 
respect to x is +1 when x > ajt and —1 when a; < a,. Thus, the derivative is zero when 
there are as many values of Oj less than x as there are greater than x. Thus, the cost is 
minimized at the median of the values a*. Note that the median is immune to changes 
in the values of data a% that lie far from the median. The value of the cost function 
changes, but not the position of its minimum. 

For higher dimensional data a% € H", the minimum of the cost function C(x) = 
J2i l!x — a i | | n a s similar stability properties. Note that ||x — aj|| is a convex function 
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of x, and therefore so is a sum of such terms, X^ ||x — a,||. Consequently, this cost 
function has a single minimum (as do all convex functions). 

The Huber cost function takes the form of a quadratic for small values of the error, 
5, and becomes linear for values of 5 beyond a given threshold. As such, it retains the 
outlier stability of the LI cost function, while for inliers it reflects the property that the 
squared-error cost function gives the Maximum Likelihood estimate. 

The Pseudo-Huber cost function is also near-quadratic for small 6, and linear for 
large 5. Thus, it may be used as a smooth approximation to the Huber cost function, 
and gives similar results. It is important to note that each of these three cost functions 
has the very desirable property of being convex. 

A6.8.2 Performance of the different cost functions 

To illustrate the properties of the different cost functions we will evaluate the cost 
J2i C(x — a„j) for two synthetic example data sets {at}. Of the group of asymptotically 
linear cost functions, only the Huber cost function will be shown, since the other two 
(LI and pseudo-Huber) give very similar results. 

The data {a>i} may be thought of as the outcome of an experiment to measure some 
quantity, with repeated measurements. The measurements are subject to random Gaus­
sian noise, with outliers. The purpose of the estimation process is to estimate the value 
of the quantity by minimizing a cost function. The experiments and the results for the 
two data sets are described in the captions of figure A6.5 and figure A6.6. 

Summary of findings. The squared-error cost function is generally very susceptible 
to outliers, and may be regarded as unusable as long as outliers are present. If outliers 
have been thoroughly eradicated, using for instance RANSAC, then it may be used. 

The non-convex cost functions, though generally having a stable minimum, not much 
effected by outliers have the significant disadvantage of having local minima, which 
can make convergence to a global minimum chancy. The estimate is not strongly at­
tracted to the minimum from outside of its immediate neighbourhood. Thus, they are 
not useful, unless (or until) the estimate is close to the final correct value. 

The Huber cost function has the pleasant property of being convex, which makes 
convergence to a global minimum more reliable. The minimum is quite immune to the 
baleful influence of outliers since it represents a compromise between the Maximum 
Likelihood estimate of the inliers and the median of the outliers. The pseudo-Huber 
cost function is a good alternative to Huber, but use of LI should be approached with 
care, because of its non-differentiablity at the origin. 

These findings were illustrated on one-dimensional data, but they carry over to higher 
dimensional data also. 

Parameter minimization. We have seen that the Huber and related cost functions are 
convex, and hence have a single minimum. We refer here to the cost C(8) as a function 
of the error 6. In general in problems such as structure from motion, the error 5 itself is 
a non-linear function of the parameters (such as camera and point positions). For this 
reason, the total cost expressed as a function of the motion and structure parameters 
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Fig. A6.5. The data {ai} (illustrated in the top left graph) consists of a set of measurements centred 
around 0 with unit Gaussian noise, plus 10% of outliers biased towards the right of the true value. The 
graphs of^2iC(\x — cn\) correspond (left-to-right and top-to-bottom) to the cost functions Squared 
error, Cauchy, corrupted-Gaussian, Blake-Zisserman, a zoom of the Blake-Zisserman, and Huber cost 
functions. Note that the minimum of the squared-error cost function is pulled significantly to the right 
by the outliers, whereas the other cost-functions are relatively outlier-independent. 
The Blake-Zisserman cost function, which is based most nearly on the distribution of the data, has a very 
clear minimum. However, close examination (the zoomed plot) shows an undesirable characteristic, 
which is the presence of local minima near each of the outliers. An iterative method to find the cost 
minimum will fail if it is initiated outside the narrow basin of attraction surrounding the minimum. 
By contrast, the Huber cost function is convex, which means the estimate will be drawn towards the 
single minimum from any initialization point. 

can not be expected to be convex, and local minima are inevitable. Nevertheless, an 
important principle is: 

• choose a parameteriz.ation in which the error is as close as possible to being a linear 
function of the parameters, at least locally. 

Observing this principle will lead to simpler cost surfaces with fewer local minima, 
and generally quicker convergence. 

Cost functions and least-squares. Usually cost functions of the type we have 
discussed are used in the context of a parameter minimization procedure, such as 
Levenberg-Marquardt or Newton iteration. Commonly, these procedures seek to min­
imize the norm of some vector A depending on a set of parameters p. Thus, they 
minimize || A(p) ||2 over all choices of the parameter vector p. For instance in a struc­
ture and motion problem we may seek to minimize J2i ||XJ — Xj||2 = Y.i \\&i\\2 = II A||2 

where the values Xj are measured image coordinates, the Xj are the predicted values de-
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Fig. A6.6. In this experiment, as in figure A6.5, the main part of the data (70%) is centred at the origin, 
with 30% of "outliers" concentrated in a block away from the origin (see top left graph). This type of 
measurement distribution is quite realistic in many imaging scenarios, for instance where point or edge 
measurement is confused by ghost edges. The cost functions in order from the top are: Square error, 
Cauchy, corrupted Gaussian, Blake-Zisserman and Huber. 
The Squared error cost function finds the mean of the measurement distribution, which is significantly 
pulled to the right by the block of outliers. The effect of the outlier block on the non-convex cost functions 
is also shown clearly here. Because of the non-convexity, the total cost function does not have a single 
minimum, but rather two minima around the separate blocks of measurements. Because of its convexity, 
the Huber cost function has a single minimum, which is located close to the median of the data, and is 
hardly influenced by the presence of the 30% of outliers. 

rived from the current parameter values, and A is the vector formed by concatenating 
the individual error vectors 5t. 

Since minimization of a squared vector norm ||A||2 is built into most implementa­
tions of Levenberg-Marquardt, we need to see how to apply the robust cost function in 
this case. The answer is to replace each vector Si by a weighted vector S'{ = wtdi such 
that 

II X' I I 2 „ „ 2 | | £ 112 s-ini £ | | \ 

lldill =Wi\\di\\ =(^(l!difl) 

for then J2i C(\\Si\\) = J2i \\8i\\2 as desired. From this equality, we find 

wi = C(\\6i\\)V
2/\\6i\\. (A6.18) 

Thus, the minimization problem is to minimize |JA'||2 where A' is the vector obtained 
by concatenating the vectors S'{ — w^Si, and each w% is computed from (A6.18). Note 
that Wi is a function of ||dj||, which normally seeks to attenuate the cost of the outliers. 
This attenuation function is shown in the final column of figure A6.4 for the different 
cost functions. For the Squared error cost function, the attenuation factor is 1, meaning 
no attenuation occurs. For the other cost functions, there is little attenuation within an 
inlier region, and points outside this region are attenuated to different degrees. 
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A6.9 Parametrization 

In the sort of iterative estimate problems we are considering here, an important consid­
eration is how the solution space is to be parametrized. Most of the geometric entities 
that we consider do not have a simple Euclidean parametrization. For example, in 
solving a geometric optimization problem, we often wish to iterate over all camera 
orientations, represented by rotations. Rotations are most conveniently represented for 
computational purposes by rotation matrices, but this is a major overparametrization. 
The set of 3D rotations is naturally 3-dimensional (in fact, it forms a 3-dimensional Lie 
group, SO{"&)), and we may wish to parametrize it with only 3 parameters. 

Homogeneous vectors or matrices are another common type of representation. It is 
tempting to use a parametrization of a homogeneous n-vector just by using the compo­
nents of the vector itself. However, there are really only n — 1 degrees of freedom in 
a homogeneous n-vector, and it is sometimes advantageous to parametrize it with only 
n — 1 parameters. 

Gauge freedom. There has been much attention paid to gauge freedom and gauge in­
dependence in recent papers (for instance [McLauchlan-00]). In this context, the word 
gauge means a coordinate system for a parameter set, and gauge-freedom essentially 
refers to a change in the representation of the parameter set that does not essentially 
change the underlying geometry, and hence has no effect on the cost function. The 
most important gauge freedoms commonly encountered are projective or other ambi­
guities, such as those arising in reconstruction problems. However, the scale ambiguity 
of homogeneous vectors can be counted as gauge freedom also. Gauge freedoms in the / 
parametrization of an optimization problem cause the normal equations to be singu­
lar, and hence allow multiple solutions. This problem is avoided by the regularization 
(or enhancement) step in Levenberg-Marquardt, but there is evidence that excessive 
gauge freedoms, causing slop in the parametrization, can lead to slower convergence. 
In addition, when gauge freedoms are present the covariance matrix of the estimated 
parameters is troublesome, in that there will be infinite variance in unconstrained pa­
rameter directions. For instance, it makes no sense to talk of the covariance matrix of an 
estimated homogeneous vector, unless the scale of the vector is constrained. Therefore, 
in the following pages, we will give some methods for obtaining minimal parametriza-
tions for certain common geometric parameter sets. 

What makes a good parametrization? The foremost requirement of a good 
parametrization is that it be singularity-free, at least in the areas that are visited during 
the course of an iterative optimization. This means that the parametrization should be 
locally continuous, differentiable and one-to-one - in short a diffeomorphism. A sim­
ple example of what is meant by this is given by the latitude-longitude parametrization 
of a sphere, that is, spherical-polar coordinates. This has a singularity at the poles, 
where the mapping from the lat-long coordinates to a neighbourhood of the pole is not 
one-to-one. The difficulty is that the point with coordinates (latitude = 89°, longitude 
= 0°) is very close to the point (latitude = 89°, longitude = 90°) - they are both points 
very close to the pole. However, they are a long way apart in parameter space. To see 
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the effect of this, suppose that an optimization is taking place on the sphere, tracking 
down a minimum of a cost function, which exists at the point (89°, 90°). If the current 
estimate is proceeding in the general direction of this minimum, up the line of zero 
longitude, when it gets near the pole it will find that although close to the minimum, 
it can not get there without a long detour in lat-long parameter space. The difficulty is 
that arbitrarily close points on the sphere, in the neighbourhood of the singularity (the 
pole) can have large differences in parameter values. The same sort of thing happens 
with representations of rotations using Euler angles. 

Now, we move on to consider some specific parametrizations. 

A6.9.1 Parametrization of 3D rotations 

Using the angle-axis formula of (A4.9-p584) we may parametrize a 3 x 3 rotation by 
a 3-vector t. This represents a rotation through an angle ||t|| about the axis determined 
by the vector t. We denote the corresponding rotation matrix by R(t). 

Regarding this representation, we may make certain simple observations: 

(i) The identity map (no rotation) is represented by the zero vector t = 0. 
(ii) If some rotation R is represented by a vector t, then the inverse rotation is rep­

resented by —t. In symbols: R(t)~x = R(—t). 
(iii) If t is small, then the rotation matrix is approximated by I + [t] x . 
(iv) For small rotations represented by t i and t2, the composite rotation is repre­

sented to first-order by tT + t2. In other words R(ti)R(t2) ~ R(ti + t2). Thus 
the mapping t >—> R(t) is to first order a group isomorphism for small t. In fact, 
for small t, the map is an isometry (distance preserving map) in terms of the 
distance between two rotations Ri and R2 defined to equal to the angle of the 
rotation RjR^1. 

(v) Any rotation may be represented as R(t) for some t such that ||t|| < n. That 
is, any rotation is a rotation through an angle of at most ir radians about some 
axis. The mapping t i—• R(t) is one-to-one for ||t|| < TT and two-to-one for 
||t|| < 27T. If ||t|| = 27T, then R(t) is the identity map, regardless oft. Thus, the 
parametrization has a singularity at ||t|| = 2TT. 

(vi) Normalization: In parametrizing rotations by a vector t it is best to maintain 
the condition that ||t|| < 7r, in order to keep away from the singularity when 
||t|| = 27T. If j|t|| > 7r, then it may be replaced by the vector (jjt||— 27r)t/||t|| = 
t ( l — 27r/||t||), which represents the same rotation. 

A6.9.2 Parametrization of homogeneous vectors 

The quaternion representation of a rotation (section A4.3.3(p585)) is a redundant rep­
resentation in that it contains 4 parameters where 3 will suffice. The angle-axis repre­
sentation on the other hand is a minimum parametrization. Many entities in projective 
geometry are represented by homogeneous quantities, either vectors or matrices, for 
instance points in projective space or the fundamental matrix to name a few. For com­
putational purposes, it is possible to represent such quantities as vectors with a min-
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imum number of parameters in a similar way to which the angle-axis representation 
gives an alternative to the quaternion representation of a rotation. 

Let v be a vector of any dimension, and represent by v the unit vector 
(sinc(||v||/2)vT, cos(||v||/2))T. This mapping v i-> V maps the disk of radius TX 
(that is, the set of vectors of length at most IT) smoothly and one-to-one onto the set 
of unit vectors v with non-negative final coordinate. Thus, it provides a mapping onto 
the set of homogeneous vectors. The only difficult point with this mapping is that it 
takes any vector of length 2ir to the same vector (0, — 1)T. However, this singular point 
may be avoided by renormalizing any vector v of length ||v|| > n, replacing it with 
(||v|| — 27r)v/||v|| which represents the same homogeneous vector v. 

A6.9.3 Parametrization of the n-sphere 

Commonly it occurs in geometric optimization problems that some vector of parame­
ters is required to lie on a unit sphere. As an example, consider a complete Euclidean 
bundle-adjustment with two views. The two cameras may be taken as P = [I | o] and 
P' = [R|t], where R is a rotation and t is a translation. In addition, 3D points X, are 
defined, which are to map via the two camera matrices to image points. This defines an 
optimization problem in which the parameters are R, t and the points Xj, and the cost to 
be minimized is a geometric residual of the projections with respect to the image mea­
surements. In this problem, there is an overall scale ambiguity, and this is conveniently 
resolved by requiring that ||t|| = 1. 

A minimum parametrization for the rotation matrix R is given by the rota­
tion parametrization of section A6.9.1. Similarly, the points X, are conveniently 
parametrized as homogeneous 4-vectors, using the parametrization of section A6.9.2. 
We consider in this section how one may parametrize the unit vector t. Note that we can 
not simply parametrize t as a homogeneous vector, since change of sign of t changes 
the projection P'X = [R|t]x. 

The same problem arises in multiple-view Euclidean bundle-adjustment. In this case 
we have many camera matrices PJ = [R*|tl] and we may fix P° = [I | o]. The set 
of translations V for all i > 0 are subject to scale ambiguity. We can minimally 
parametrize the translations by requiring that | |T | | = 1, where T is the vector formed 
by concatenating all the t* for i > 0. 

There may be several ways of parametrizing a unit vector. We consider one particular 
parametrization here based on a local parametrization of the tangent plane to the unit 
sphere. We consider a sphere of dimension n, which consists of the set of (n + 1)-
vectors of unit length. Let x be a such a vector. Let Hv(x) be a Householder matrix (see 
section A4.1.2(p580)) such that HV(X)X = (0 , . . . , 0,1)T. Thus, we have transformed 
the vector x to lie along the coordinate axis. Now, we consider a parametrization of the 
unit sphere in the vicinity of (0 , . . . , 0,1)T. Such a parametrization is a map ]R™ —> Sn 

that is well behaved in the vicinity of the origin. There are many choices, of which two 
possibilities are 

(i) / (y ) = y/l|y| | where y = (yT, 1)T 

(ii) / (y) = (sinc(||y||/2)yT,cos(||y||)/2)T . 
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Both these functions map the origin (0 , . . . , 0)T to (0 , . . . , 0,1)T, and their Jacobian is 
df/dy = [l|0]T. Note that although we are interested in these functions just as local 
parametrizations, the first provides a parametrization for half the sphere, whereas for 
||y|| < 7r the second map parametrizes the whole of the sphere with no singularity 
except at ||y|| = 2-7T. 

The composite map y i—> Hv(x)/(y) provides a local parametrization for a neigh­
bourhood of the point x on the sphere (note here that we should write H~K, but 
Hv(x) = IQ1

 x A The Jacobian of this map is simply Hv(x)[l|0]T, which consists of 
the first n columns of the Householder matrix, and hence is easy to compute. 

In minimization problems, we usually need to compute a Jacobian matrix dC/dy, 
of a vector valued cost function C with respect to a set of parameters y. In the case 
where the parameters are constrainted to lie on a sphere Sn in IR™+1 the cost function is 
nonetheless usually defined for all values of the parameter x in IR"+1. As an example, 
in the Euclidean bundle-adjustment problem considered at the start of this section, the 
cost function (for instance residual reprojection error) can be defined for all pairs of 
cameras P = [I j 0] and P' = [R|t] with t taking any value. Nevertheless, we may wish 
to minimize the cost function constraining t to lie on a sphere. 

Thus, consider the case where a cost function C(x) is defined for x G IRn+1, but we 
parametrize x to lie on a sphere by setting x = Hv(x)/(y) with y G IR". In this case, 
we see that 

dC dCdx dC . . lT 

dy ox ay ox v ' 

In summary, by using local parametrizations, a parameter vector may be constrained 
to lie on an n-sphere with a modest added computational cost compared with the over-
parametrization of allowing the vector to vary over the whole of ]Rn+1. The key points 
of the method are as follows. 

(i) Store the parameter vector x G IRn+1, satisfying ||x|| = 1. 
(ii) In forming the linear update equations, compute the Jacobian matrix dC/dx, 

and multiply it by Hv(x)[l|0]T to obtain the Jacobian with respect to a minimal 
parameter set y. Multiplication of dC/Ox by Hv(x)[l|0]T is efficiently carried 
out by the method of (A4.4-p580). 

(iii) The iteration step provides an increment parameter vector Sy. Compute the 
new value of x = Hv(x)/(<5y). 

Essentially the same method of using local-parametrizations may be used more gen­
erally in other situations where a minimal parametrization is required. For instance, 
in section 11.4.2(p285) it was seen how the fundamental matrix may be parametrized 
locally with a minimum number of parameters, but no minimal parametrization can 
cover the whole set of fundamental matrices. 

A6.10 Notes and exercises 

(i) We prove in various steps the form of the pseudo-inverse of a block matrix 
given in (A6.13-/?606). 
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(a) Recall that H+ = G(GTHG)_1GT if and only if NL(G) = 7VL(H) (see 
section A5.2(p590)). 

(b) Let G be invertible. Then (GHGT)+ = G"TH+G~1 if and only if 
7Vi(H)GT = NL(fi)G-\ 

(c) Applying this condition to (A6.12-p605) the necessary and sufficient 
condition for (A6.13-p606) to be valid is that NL(U - WV̂ W1") C 
NL(Y) = iVi(W). 

(d) With U, V and W defined in terms of A and B as in (A6.1 l-p605) this is 
equivalent to the condition span(A) fl span(B) = 0. 

(ii) Investigate conditions under which the condition span(A) fl span(B) = 0 is true. 
It may be interpreted as meaning that the effects of varying the parameters a 
(for instance camera parameters) and the effects of varying b (point parameters) 
can not be complementary. Clearly this is not the case with (for instance) un­
constrained projective reconstruction where both cameras and points may vary 
without affecting the measurements. In such a case, the variance of parameters 
a and b is infinite in directions 5a and 5h such that k5a = B5i,. 
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Some Special Plane Projective Transformations 

Projective transformations (homographies) can be classified according to the algebraic 
and geometric multiplicity of their eigenvalues. The algebraic multiplicity of an eigen­
value is the number of times the root is repeated in the characteristic equation. The 
geometric multiplicity may be determined from the rank of the matrix (H — Al), where 
H is the homography and A the eigenvalue. A complete classification is given in projec­
tive geometry textbooks such as [Springer-64]. Here we mention several special cases 
which are important in practical situations, and occur at several points throughout this 
book. The description will be for plane transformations where H is a 3 x 3 matrix, but 
the generalization to 3-space transformations is straightforward. 

The special forms are significant because H satisfies a number of relationships (re­
member the only restriction a general projective transformation is that it has full rank). 
Since H satisfies constraints it has fewer degrees of freedom, and consequently can be 
computed from fewer correspondences than a general projective transformation. The 
special transformations also have richer geometry and invariants than in the general 
case. 

Note that unlike the special forms (affine etc.) discussed in chapter 2, which form 
subgroups, the following special projectivities do not form subgroups in general since 
they are not closed under multiplication. They do form a subgroup if all the elements 
have coincident fixed points and lines (i.e. differing only in their eigenvalues). 

A7.1 Conjugate rotations 

A rotation matrix R has eigenvalues {1, e%e, e~t9}, with corresponding eigenvectors 
{a, I, J} , where a is the rotation axis, i.e. Ra = a, 8 is the angle of rotation about 
the axis, and I and J (which are complex conjugate) are the circular points for the plane 
orthogonal to a. Suppose a projective transformation between two planes has the form 

H = TRT^1 

with T a general projective transformation; then H is a conjugate rotation. Eigenval­
ues are preserved under a conjugate relationship1 so the eigenvalues of the projective 
transformation H are also {1, elB, e~l6} up to a common scale. 

1 Conjugacy is also referred to as a "similarity transformation". This meaning of "similarity" is unrelated to its use in this book 
as an isometry plus scaling transformation. 

628 
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e j » v = vertex (fixed point) 

/ \ \ . fixed 
/ \ \ . lines 

\ \ ^^_—^ a = axis (line of fixed points) 

Fig. A7.1. A planar homology. A planar homology is a plane projective transformation which has a 
line a of fixed points, called the axis, and a distinct fixed point v, not on the line, called the centre or 
vertex of the homology. There is a pencil of fixed lines through the vertex. Algebraically, two of the 
eigenvalues of the transformation matrix are equal, and the fixed line corresponds to the 2D invariant 
space of the matrix (here the repeated eigenvalues are A2 and A3 J. 

Consider two images obtained by a camera rotating about its centre (as in figure 2.5-
(p36)b); then as shown in section 8.4.2(p204), the images are related by a conjugate 
rotation. In this case the complex eigenvalues determine the angle (6) through which 
the camera rotates, and the eigenvector corresponding to the real eigenvalue is the 
vanishing point of the rotation axis. Note that 6 - a metric invariant - can be measured 
directly from the projective transformation. 

A7.2 Planar homologies 

A plane projective transformation H is a planar homology if it has a line of fixed points 
(called the axis), together with a fixed point (called the vertex) not on the line, see 
figure A7.1. Algebraically, the matrix has two equal and one distinct eigenvalues and 
the eigenspace corresponding to the equal eigenvalues is two-dimensional. The axis 
is the line through the two eigenvectors (i.e. points) spanning this eigenspace. The 
vertex corresponds to the other eigenvector. The ratio of the distinct eigenvalue to the 
repeated one is a characteristic invariant \i of the homology (i.e. the eigenvalues are, up 
to a common scale factor, {//, 1,1}). 

Properties of a planar homology include: 

• Lines joining corresponding points intersect at the vertex, and corresponding lines 
(i.e. lines through two pairs of corresponding points) intersect on the axis. This is an 
example of Desargues' Theorem. See figure A7.2a. 

• The cross ratios defined by the vertex, a pair of corresponding points, and the inter­
section of the line joining these points with the line of fixed points, are the same for 
all points related by the homology. See figure A7.2b. 

• For curves related by a planar homology, corresponding tangents (the limit of neigh­
bouring points defining corresponding lines) intersect on the axis. 

• The vertex (2 dof), axis (2 dof) and invariant (1 dof) are sufficient to define the 
homology completely. A planar homology thus has 5 degrees of freedom. 
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vertex v % 

Fig. A7.2. Homology transformation, (a) Under the transformation points on the axis are mapped to 
themselves; each point off the axis lies on a fixed line through v intersecting a and is mapped to another 
point on the line. Consequently, corresponding point pairs x <-> x' and the vertex of the homology 
are collinear. Corresponding lines - i.e. lines through pairs of corresponding points - intersect on the 
axis: for example, the lines (xi,X2) and (x i ,x 2 ) . (b) The cross ratio defined by the vertex v, the 
corresponding points x, x ' and the intersection of their join with the axis i, is the characteristic invariant 
of the homology, and is the same for all corresponding points. For example, the cross ratios of the 
four points {v ,Xj ,x i , i i } and {v,x2 ,X2,i2} are equal since they are perspectively related by lines 
concurrent at P12. It follows that the cross ratio is the same for all points related by the homology. 

• 3 matched points are sufficient to compute a planar homology. The 6 degrees of free­
dom of the point matches over-constrain the 5 degrees of freedom of the homology. 

A planar homology arises naturally in an image of two planes related by a perspectiv-
ity of 3-space (i.e. lines joining corresponding points on the two planes are concurrent). 
An example is the transformation between the image of a planar object and the image 
of its shadow on a plane. In this case the axis is the imaged intersection of the two 
planes, and the vertex is the image of the light source, see figure 2.5(p36)c. 

Parametrization. The projective transformation representing the homology can be 
parametrized directly in terms of the 3-vectors representing the axis a and vertex v, 
and the characteristic ratio [i, as 

H = ! + ( / / - 1) va 
vTa 

where I is the identity. It is straightforward to verify that the inverse transformation is 
given by 

The eigenvectors are 

FT1 = I + - - 1 
1 \ va 
JJL I v T a 

{ei = v ,e 2 = a^,e3 = a^-} 
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with corresponding eigenvalues 

{Ai = /i,A2 = 1,A3 = 1} 

where af- are two vectors that span the space orthogonal to the 3-vector a, i.e. aTai
L = 0 

and a = a]1 x a^. 
If the axis or the vertex is at infinity then the homology is an affine transformation. 

Algebraically, if a = (0. 0,1)T, then the axis is at infinity; or if v = (vi, v2, 0)T, then 
the vertex is at infinity; and in both cases the transformation matrix H has last row 
(0,0,1). 

Planar harmonic homology. A specialization of a planar homology is the case that 
the cross ratio is harmonic (// = — 1). This planar homology is called a planar harmonic 
homology and has 4 degrees of freedom since the invariant is known. The transforma­
tion matrix H obeys H2 = I, i.e. the transformation is a square root of the identity, which 
is called an involution (also a collineation of period 2). The eigenvalues are, up to a 
common scale factor, { — 1,1,1}. Two pairs of point correspondences determine H. 

In a perspective image of a plane object with a bilateral symmetry, corresponding 
points in the image are related by a planar harmonic homology. The axis of the ho­
mology is the image of the symmetry axis. Algebraically, H is a conjugate reflection 
where the conjugating element is a plane projective transformation. In an affine image 
(generated by an affine camera) the resulting transformation is a skewed symmetry, and 
the conjugating element is a plane affine transformation. For a skewed symmetry the 
vertex is at infinity, and the lines joining corresponding points are parallel. 

The harmonic homology can be parametrized as 

v T a 
Again, if the axis or vertex is at infinity then the transformation is affine. 

A7.3 Elations 

An elation has a line of fixed points (the axis), and a pencil of fixed lines intersecting 
in a point (the vertex) on the axis. It may be thought of as the limit of a homology 
where the vertex is on the line of fixed points. Algebraically, the matrix has three equal 
eigenvalues, but the eigenspace is 2-dimensional. It may be parametrized as 

H = I + /xvaT with aTv = 0 (A7.1) 

where a is the axis, and v the vertex. The eigenvalues are all unity. The invariant space 
of H is spanned by a^.a^. This is a line (pencil) of fixed points (which includes v 
since aTv = 0). The invariant space of HT is spanned by vectors vf, v^ orthogonal to 
v. This is a pencil of fixed lines, 1 = av^- + /3v^-, for which lTv = 0, i.e. all lines of 
the pencil are concurrent at the point v. 

An elation has 4 degrees of freedom: one less than a homology due to the constraint 
aTv = 0. It is defined by the axis a (2 dof), the vertex v on a (1 dof) and the parameter 
H (1 dof). It can be determined from 2 point correspondences. 
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A B C 

Fig. A7.3. A line perspectivity. The lines joining corresponding points (a, A etc.) are concurrent. 
Compare with figure A7.4. 

Elations often arise in practice as conjugate translations. Consider a pattern on a 
plane that repeats by a translation t = (tx,ty)

J, for example identical windows on the 
wall of a building. This action is represented on the plane of the wall as 

HF 
I t 

0T 1 

which is an elation where v — (tx, ty, 0) is the translation direction of the repetition, 
and a = (0, 0,1)T is the line at infinity. In an image of the wall the windows are related 
by a conjugate translation H = THE T_1, where T is the projectivity which maps the 
plane of the wall to the image. The image transformation H is also an elation. The 
vertex of this elation is the vanishing point of the translation direction, and the axis is 
the vanishing line of the wall plane. 

A7.4 Perspectivities 

One other special case of a projectivity is a perspectivity, which is shown in figure A7.3 
for a ID projectivity on the plane. The distinctive property of a perspectivity is that 
lines joining corresponding points are concurrent. The difference between a perspec­
tivity and projectivity is made clear by considering the composition of two perspectiv­
ities. As shown in figure A7.4 the composition of two perspectivities is not in general 
a perspectivity. However, the composition is a projectivity because a perspectivity is 
a projectivity, and projectivities form a group (closed), so that the composition of two 
projectivities is a projectivity. To summarize: 

• The composition of two (or more) perspectivities is a projectivity, but not, in general, 
a perspectivity. 

A central projection image of a world plane, as in figure 2.3(p34), is an example of 
a 2D perspectivity between different planes. Notice that identifying the projectivity as 
a perspectivity requires the embedding of the planes in 3-space. 

Finally, imagine that the planes and camera centre of figure 2.3(p34) are mapped 
(by another perspectivity) onto one of the planes. Then this imaged perspectivity is 
now a map between points on the same plane, and is seen to be a planar homology 
(section A7.2). 
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Fig. A7.4. A line projectivity. Points {a, b , c} are related to points {A, B, C} by a line-to-line per-
spectivity. Points {a', b ' , c'} are also related to points {A, B , C} by a perspectivity. However, points 
{a, b , c} are related to points {a', b ' , c'} by a projectivity; they are not related by a perspectivity be­
cause lines joining corresponding points are not concurrent. In fact the pairwise intersections result in 
three distinct points {p, q, r} . 

Further reading. [Springer-64] classifies projectivities and covers special cases, 
e.g. planar homologies. Planar homologies appear in many guises: modelling im­
aged shadow relations in [VanGool-98]; modelling imaged extruded surfaces in 
[Zisserman-95a]; and modelling relations for planar pose recovery in [Basri-99]. 
The parametrization of planar homologies is given in Vieville and Lingrand 
[Vieville-95]. Elations appear in the grouping of imaged repeated patterns on a plane 
[Schaffalitzky-99, Schaffalitzky-OOb] and in 3-space they appear in the generalized 
bas-relief ambiguity [Kriegman-98]. 
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A 
absolute conic 5-6, 9, 16-18, 78, 80-84, 195, 209-210, 224, 

272-277, 340, 458, 461, 464, 471, 475, 485, 487, 500 
relation to orthogonality 83 

absolute dual quadric 83-85, 458, 462, 466-467, 469, 
472-473, 475, 477 

absolute dual quadric 83-84, 463 
absolute dual quadric 

extracting the rectifying transform 463 
properties 462 
simple properties 462 

adjoint matrix 31, 581 
affine camera 14, 166, 169, 172-174, 176, 184-185, 271, 344, 

347, 355, 413, 425, 432, 436-437, 440-441, 520 
affine camera 

counting arguments 425 
decomposition 169 
definition 166 
definition 166 
error in employing 168 
estimation of 184 
hierarchy of 170 
more properties 172 

affine fundamental matrix 298, 308, 345, 347-349, 351-353, 
360-361,390,413,439 

affine fundamental matrix 
algebraic derivation 347 
derivation 345 
geometric derivation 345 
geometric interpretation 349 
Gold Standard algorithm 349 
linear algorithm 348 
minimal configuration 352 
properties 347 
singularity constraint 349 

affine geometry. 3 
affine imaging 169 
affine imaging conditions 346 
affine imaging model 169 
affine matrix 40, 98, 347 
affine matrix 62 
affine multiple view tensors 

computation 439 
affine properties 43, 49-50, 55, 62, 79-81, 220, 223 
affine properties of reconstruction 81 
affine properties 

recovery from image 49 
affine reconstruction 10, 261, 266, 268-272, 274, 277, 339, 

351, 355-356, 360, 434, 436^137, 439-440, 456, 459, 

473, 475-476, 479, 487, 489, 496, 498, 515, 521, 525, 
528 

affine reconstruction by alternation 440 
affine transformation 39 
algebraic distance 93-94, 96-97, 186, 279, 308 
algebraic distance 

comparison with geometric distance 95 
algebraic error 

minimizing 186 
algebraic minimization 107, 289, 400 
algebraic solution 

limitations 468 
ambiguities 

auto-calibration 478 
ambiguity 480 
ambiguity 

affine 438-439, 442, 444 
auto-calibration 473 
bas-relief 356-359, 633 
examples 543 
for 2D cameras 535 
for 3D cameras 536 
for three views 554 
Necker reversal 356 
of auto-calibration 473, 479-^180 
of auto-calibration 

for a sequence 480 
projective 265, 387 
single view 549 
two views 552 

angle 
between two lines in image 215 
between two planes 83, 85, 218, 236 
between two rays 9, 195, 209-210, 213, 215, 223, 265 
between two scene lines 215 
of rotation 204-205, 628 

angle-axis parametrization 584-585, 624-625 
augmentation 601 
auto-calibration - see also reconstruction metric, 18, 58, 86, 

205, 210, 253, 340, 439, 453, 456, 458^159, 461-165, 
469, 473^174, 476-479, 481, 483, 485-486, 490, 
496-500 

auto-calibration 274 
auto-calibration 

ambiguities 478 
critical motion sequences 497 
finding plane at infinity 473 
from planar motion 496 
implementation 485 
iterative methods 467 
limitations of absolute dual quadric method 468 

646 
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metric from affine 475 
numbers of views needed 467 
of stereo rig 494 
problems if QJ^ not positive-definite 469 
removing ambiguity 479 
removing the ambiguity 479 
solving for Q^, 

linear 464 
non-linear 466 

solving forQJ. 
non-linear 466 

typical ambiguities 480 
using qjo 463 
varying parameters 477 

auto-epipolar 249, 260 
axis planes of camera 160, 199 

back-projection 
of conies 199 
of lines 197 
of points to rays 161 

banded data 614 
bas-relief ambiguity 356 
bias 109, 150, 184, 302, 321, 568, 570-577 

dependency on parametrization 571 
lessons 572 

bundle adjustment 14, 397, 434-435, 444, 452-453, 461, 467, 
498,611 

bundle adjustment 434 
bundle adjustment 

banded structure 614 
incremental 453 
initial solution 435 
sparse methods 435 
with missing data 611 

C 
calibrating conic 195 

orthogonality 231 
calibration constraints 477 
calibration constraints 

known internal parameters 273 
same camera in all images 273 

calibration matrix 157, 163-165, 167-168, 170, 190, 204, 209, 
212, 215, 224, 226, 231, 257, 264, 273, 275, 459-460, 
463^164, 469, 485, 489 

calibration 
internal 176, 185, 210, 220, 233, 239, 355, 486, 489^190 
what does it give? 208 

camera anatomy 158 
camera calibration 6, 17, 21, 155, 185, 191, 195, 208, 212, 

216, 219, 222, 224, 228-230, 233, 235, 262, 268, 278, 
293, 340, 355, 444, 458^159, 473, 482, 511, 595 

camera centre 163 
camera centre 

finding it 163 
moving 207 

camera matrices 
compatible with two fundamental matrices 386 
computation from F 263 
computed from three fundamental matrices 386 
defined by three fundamental matrices 

uniqueness 385 
camera matrix 

canonical form 254 
computation 263 
decomposition 163 
in projective space 165 
reduced - see reduced camera matrix 

camera motion 
recovering it 444 

camera orientation 156, 205, 210, 623 
finding it 163 

camera parameters 147, 156, 164, 170, 182, 185-188, 193, 
232, 399, 435, 444, 458, 467, 602, 610-611, 627 

camera resectioning 
covariance 188 
degenerate configurations 179 
from five points 549 
minimal solution 179 
over-determined solution 179 

camera rotation 155 
camera translation 204, 249-250 
camera translation 155 
camera 

affine - see affine camera 
affine 172 
at infinity 173 
basic pinhole model 153 
calibrated 193, 209, 231, 234 
CCD 156 
centre 158 
finite 170 
finite projective 157 
general projective 157 
known orientation 448 
line 175 
pinhole model 153 
projective?, 153, 157-159, 161, 165-166, 173-176, 

184-185, 193, 208, 213, 253, 361, 459, 509, 518 
projective 

action on points 161 
pushbroom 174 
resection ambiguity 550 
rotation 195, 204, 207, 215, 250, 489 
rotation and translation 155 

cameras 
as points 533 

Carlsson-Weinshall duality 505, 513, 546 
Carlsson-Weinshall map 546-547, 549 
Carlsson-Weinshall map 

definition 546 
caution 227 
central projection 6-7, 34, 37, 153-154, 165, 175, 200, 632 
central projection 154 
change of coordinates 2, 106, 137, 299, 472, 566, 577 
change of coordinates 566 
Chasles' theorem 535 
cheiral inequalities 

solving 526 
Cholesky factorization 211, 225-226, 272-273, 275, 277, 469, 

582 
choosing the depths 445 
circular points 5-6, 18, 25, 44, 48, 52-57, 61-63, 79, 82, 85, 

211, 226, 229, 235, 341, 485^191, 495, 500-501, 628 
circular points 52 
cofactor matrix 581 
collineation - see also projective transformation, 32-33, 65, 

631 
column vector 26, 143, 154, 158, 448, 578, 581, 603 
column vector 159 
compatibility conditions 385 
computing a plane 

from point and line correspondence 332 
from three point correspondences 330 

computing vanishing lines 218 
concurrent lines 45^16 
concurrent lines 45 
condition number 108, 439 
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conic 30 
conic fitting 127, 229, 297 
conic 

affine classification 60 
analog for fundamental matrix 97 
classification 59 
defined by 5 points 30 
degenerate 32 
dual - see also dual conic 
dual 31 
dual to circular points 53 
projective normal form 59 
projective normal form of 59 
tangent lines 31 
transformations of 36 

conjugacy 59, 83, 212-213, 228-229, 494, 628 
conjugacy relation 494 
conjugate configurations - definition 540 
consistency conditions 331 
constraints 

from internal parameters 273 
from same amera 273 
from scene orthogonality 273 

contour 200-201, 234, 300, 322 
contour generator 200-202, 233-234, 295 
contour generator - definition 200 
contour 

apparent 200-202, 233-234, 236 
occluding 200 

convex hull 515 
coordinate orientation 164 
coordinates. 2 
coplanarity constraint 276, 422 
correlation 59, 124, 148, 242, 246, 388, 447, 455, 486 
correlation - definition 59 
correspondence 

of curves and surfaces 295 
of lines 294 

correspondences 
determining 124 

corridor scene 289 
corridor scene 302 
cosine formula 209 
cost function 88, 90, 93-95, 98-99, 101-104, 110-114, 

121-123, 125, 129, 134, 187, 191, 284, 287-289, 291, 
308, 310, 312, 314-315, 318-319, 349-351, 386, 
397-399, 404, 435, 462, 467, 485, 496, 498, 513, 597, 
599-602, 607, 616-624, 626 

cost function 88, 102, 110, 112, 279, 285, 602, 619, 621 
cost function 

heuristic 618 
Huber 617, 619-622 
least squares 621 
non-convex 619 
performance 620 
properties 619 
robust 122 
squared error 619 
statistically based 618 

cost functions 
asymptotically linear 619 
linear 100 
robust 122 
summary 620 

counting argument 18, 43, 63, 255, 383, 387, 411, 425, 
427^128,451,461 

counting argument 427 
covariance estimation 608 
covariance estimation 

camera resectioning 188 

covariance 
backward propagation 141 
backward propagation 

over-parametrized case 142 
estimation 188 
forward propagation 139 
matrix 103, 111, 129, 137, 139-146, 148, 150, 188-189, 

282, 298-301, 565-566, 573, 576-577, 598, 603-607, 
609-611,623 

of epipolar lines 301 
use in point transfer 148 

Cramer-Rao lower bound 573 
critical configurations 11, 179, 533-534, 538, 544, 554, 559 

examples 544 
critical motion sequences 497 
critical set 537 

for 2d camera 
definition 536 

for 2D cameras 535 
critical surface 

for three views 553 
cross product 581 
cross ratio 42, 44-46, 49, 51, 63, 534-535, 629-631 
cross ratio 44 

D 
deficient-rank systems. 589 
degeneracy 92, 226, 228, 293, 295-296, 323, 342, 381-383, 

499, 546, 559 
degeneracy 225, 234, 295-296, 329-330, 352, 456, 498 
degeneracy 

of triangulation 323 
transfer 383 

degenerate configuration 
for resectioning 179 
for transfer 382 

degenerate configurations - see also camera resectioning, 
transfer, homography 2D estimation 

degenerate configurations 127, 179, 341, 352, 443, 468, 545, 
559 

degenerate configurations 
2D homography 91 

degenerate homographies 334 
degrees of freedom (dof) 27 
degrees of freedom (dof) 

of trifocal tensor 368 
degrees of freedom 

trifocal 368 
depth of points 162 
derivative matrix 

computation 145 
determining the correct convergence of an algorithm 138 
determining the intersection 27 
D1AC - see dual image of the absolute conic 
direct metric reconstruction using u 275 
direct motion estimation 450 
direct solution for structure and translation 448 
distance ratio 270 
distance ratios 

on a line 270 
distortion correction 191 
distortion function 191 

choice 191 
computing 191 

distortion 
correction 191 

DLT - see also homography computation, transformation 
invariance, triangulation 

DLT 90-91, 93, 96, 104-110, 116, 127, 150, 179-184, 187, 
193-194, 276, 312, 424, 510-511, 573, 587, 595 
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DLT algorithm 
non-invariance 105 
using line correspondences 180 

dual absolute quadric 
computing 

assuming zero skew 466 
limitations 468 
with constrained parameters 466 

equivalence to calibration 463 
linear solution 465 
specifying linear constraints 464 

dual circular points 52 
dual conic 31-32, 37, 53-55, 64, 475 
dual conic 30 
dual image of the absolute conic 464^166, 477 
dual image of the absolute conic 

definition 210 
dual quadric 73 
dual reconstruction algorithm 504-506 
dual reconstruction algorithm 503 
dual reconstruction algorithm 

justification 507 
dual 

of absolute conic - see absolute dual quadric 
of circular points 53 

duality 29-31, 66, 207, 456, 503, 507, 514, 546, 548-550, 552 
duality 29 
duality principle 548 

E 
eigenvalue extraction 

Jacobi's method 581 
elation 43, 62, 341, 631-633 
elliptic quartic 556-558, 560 
epipolar distance 288 
epipolar envelope 301-303 
epipolar line - see also epipolar lines, 46, 208, 240-249, 

251-253, 263, 269, 288, 291, 295, 298-299, 301-306, 
308, 311, 315-318, 324, 328, 332, 334-335, 340, 
344-348, 352-353, 358-360, 372-374, 380-385, 400, 
406, 443, 470 

epipolar line 347 
epipolar line correspondence 251 
epipolar line homography 246 
epipolar line 

affine 344 
epipolar lines 240-243, 245-247, 249, 280, 298, 300-303, 

305, 307, 315-316, 328, 342, 345-347, 358-360, 371, 
373-374, 380, 384-385, 392, 470 

affine cameras 344 
epipolar transfer 

degeneracies 380 
epipoles 240-242, 244, 251-252, 260, 264-266, 280, 

286-287, 289, 307, 317-318, 320, 322, 328, 347, 361, 
366, 371, 373, 375, 380-382, 384-385, 395-396, 404, 
413,471,487-490 

epipoles 
as parameters 286 
as tensors 413 
for affine cameras 344 
retrieval from trifocal tensor 395 
retrieving 395 

error 
algebraic 88, 93-95, 98, 100, 106, 134, 179, 183-187, 229, 

283-284, 288, 391, 395-396, 399-400, 467 
algebraic 

camera resectioning 186 
geometric interpretation 183 

geometric 98, 100-101, 103, 105, 107, 114, 130, 134, 
181-182, 184, 186, 287, 318, 391, 398-399, 436, 438 

in both images 101, 103, 134, 137, 147 
in one image 94, 102, 112-113, 133, 136, 145 
minimizing algebraic 129, 186, 288, 290 
minimizing geometric 106-107, 130, 181, 290, 400 
reproduction 112 
reprojection 95-97, 103, 112-113, 130, 291, 312, 314, 343, 

355,401,406,434-435,437 
residual 115-116, 133-139, 150,188,288,290,400,513 
transfer 94-96, 98, 342 

essential matrix 257-262, 275, 294, 356 
computation of 294 
definition 257 
extraction of cameras from 258 
four solutions 259 
properties 257 

estimation error 135-139 
estimation problem 568 
estimator 109, 117, 122, 135-136, 145, 303, 310, 568-575, 

577 
Euclidean and affine interpretations 165 
euclidean geometry. 4 
Euclidean transformation 

fixed points 495 
extending the baseline 452 
exterior orientation 187 
exterior orientation of camera 187 
extracting the fundamental matrices 374 

F 
factorization 14, 211, 258-259, 351, 355, 406, 434-437, 

439^146, 449, 456, 463, 579, 583, 585, 615 
non-rigid 442^143, 456 

feature detection 192 
Fisher information matrix 573, 577 
fixed points 487, 491 
fixed points of a Euclidean transformation 495 
fixed points 

of Euclidean transformation 495 
focal length 16, 21, 36, 157, 166-167, 169, 183-184, 

189-190, 192-194, 203, 227-228, 231, 234, 265, 
466-469, 472, 484, 486, 497, 499-500, 568 

forward projection 197 
forward projection 161 
forward projection 

of lines 196 
of quadrics 201 

Frobenius norm 108, 259, 280-281, 294, 467 
fundamental matrix 

affine - see affine fundamental matrix 
algebraic derivation 243 
algorithm results and recommendations 400 
both epipoles as parameters 286 
computation 263 
computation from seven points 

connection to quadrics 545 
computation 

from seven points 281 
from two planes 337 
Gold Standard algorithm 284 
Maximum likelihood 284 

condition for point correspondence 245 
consistency conditions 331 
covariance 610 
definition 245 
degeneracies 

no translation 297 
points on a plane 553 
points on a ruled quadric 296 

derivation from four planes 422 
epipolar parametrization 286 
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extraction of canonical cameras 255 
for planar motion 

computation of 14, 78, 86, 247, 250, 252-253, 260-261, 
293, 341, 389, 457^158, 486^190, 495, 497, 499 

form of 250, 252 
for translation 

computation of 247 
form of 247 

geometric derivation 242-243 
geometric derivation 242 
iterative estimation 283 
over-parametrization 286 
parametrization of 285 
parametrization of 

over-parametrization 286 
projective ambiguity given F 254 
projective invariance of 253 
properties 245 
reduced 433, 508-512 
reduced 

computation of 509 
Sampson method for estimation 287, 398 
singularity constraint 280 
symmetric part 251 

G 
gauge freedom 623 
Gaussian 

distribution 102-103, 135, 137, 143-144, 299-301, 565, 
569-570, 572, 598, 618 

distribution 
isotropic 134-136 

error 100, 102, 111, 116, 122, 150, 314 
noise 109, 132-133, 136, 145, 289, 301, 303, 315. 

320-321, 399-400, 436, 571, 575, 616 
general motion 204, 239, 249-250, 252-253, 293, 406, 

467^169, 473, 491, 494, 496, 498^199 
general position 31-32, 35, 44, 63, 66-67, 73, 76, 92-93, 131, 

296, 326, 336, 341, 349, 352, 384, 393, 406, 411, 425, 
533, 539, 545 

general position 352 
generator 

of quadric 75 
geometric distance 94 
geometric error - see also error geometric 

camera resectioning 186 
invariance to coordinate transforms 106 

geometric interpretation 63, 72, 98, 234, 461, 464, 476 
geometric interpretation 334, 349 
geometric interpretation 

of estimation 101 
geometric minimization 114, 187-188 
geometric representation 80, 82-84, 213, 246, 250, 252-253, 

463 
Givens rotation 579 
Gold Standard algorithm 88, 114-116, 130, 181-182, 185, 

284-285, 287-289, 293, 303, 310, 344, 349, 351, 397, 
399^101 

Gold Standard algorithm 
for affine fundamental matrix 349 
for affine homography 130 
for fundamental matrix 284 
for homography 114 
for trifocal tensor 396 

gradient descent 599 
ground truth 223, 228, 320, 360 
groups of projectivities 39 
guided matching 125, 401 

H 

Hessian 599-600 
hierarchical merging 453 
homogeneity. 2 
homogeneous representation 27, 30, 33, 65-66, 159, 163, 175, 

446,516,518 
of lines 26 
of points 27 

homogeneous scaling 115, 224 
homogeneous vector 2, 27-28, 51, 65, 88, 90, 144, 154, 249, 

317,447,623,625 
homographies 

what do they say about the camera matrices? 448 
homography estimation 

approximate solution 88 
conic analogue 97 
degenerate configurations 91 
DLT90 
error in both images 134, 147 
error in one image 94, 102, 112-113, 133, 145 
errors in world points 182 
experimental evaluation 187 
from noisy points 332 
function specification 111 
Gold Standard algorithm 88 
inhomogeneous solution 90 
initialization 14, 110, 113-114, 400, 435, 621 
iterative methods 114 
linear cost function 100 
over-determined solution 90 
parametrization 110 
symmetric transfer error 94, 112 
using RANSAC 124 

homography 
2D 91, 93, 99-101, 105, 109, 114, 123, 129, 133, 142, 145, 

148, 180-181, 183, 188, 243, 270, 297, 602, 607, 
609-610 

3D 423, 508 
compatible with epipolar geometry 327 
degenerate 334 
induced by a plane 368 

homology 
parametrization of 630 
planar harmonic 631 

horopter 77, 251-253, 343,487^188, 550-551 
horopter 550 
Householder matrix 128, 147, 268, 431, 580, 625-626 
Huber cost function 617, 619-622 
hyperboloid - see quadric, 74-75, 86, 296, 543-545, 548, 

552-553, 559 

I 
IAC - see image of the absolute conic 
IAC 

advantage over D1AC 477 
ideal point 28 
image of the absolute conic 9, 17-18, 210, 215, 231, 233, 236, 

272-273, 275, 461, 469, 473, 475^179, 487 
image of the absolute conic 

connection to calibration 209 
image plane 

moving it 203 
image-equivalent configurations 

definition 535 
incidence relations 66, 367, 370-372, 376-377, 379, 422 
incidence relations 

for lines 365 
independently moving objects. 442 
infinite homography 205, 250, 270-271, 274, 276, 325, 

338-339, 341, 473, 475, 479-483, 496, 498, 500 
infinite homography 270, 475 
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infinite homography constraint 
relationship to Kruppa equations 481 

infinite homography 
definition 338 

inhomogeneous method 313 
initialization 

for camera resectioning 187 
interest points 123-125, 290-291, 400-401, 403, 452^153, 

468 
internal parameters 163, 167, 178, 187, 195, 204, 210, 228, 

239, 247-248, 250, 264, 269, 273-274, 276, 339, 365, 
439, 444, 458-459, 461-W2, 464, 466, 468-469, 
471-473, 475-479, 481^186, 489-490, 492-493, 
495-500 

of camera 
finding them 163 

intersection 
of lines 27, 253, 269, 373 
of parallel lines 28 

invariance to image coordinate transformations 104 
invariants 38-39, 41, 43-44, 63, 77, 176, 266, 489^190, 532, 

628 
invariants 38^10,42 
invariants 

of a transformation 38-40, 42 
isometries 38 
iteration 

weighted 598 
iterative algorithms 533 
iterative methods 114, 461, 485 
iterative minimization 110-113, 121-122, 128, 181, 186-187, 

191, 193,406,462,469 

Jacobi's method 581 
Jacobian 132, 140, 142, 144-145, 147-148, 188, 299, 301, 

305, 315, 523, 598, 602-604, 606-607, 610-612, 626 

K 
Klein 

Erlangen Program 32 
known principal point 467, 472, 477 
Kruppa equations 458, 469-474, 481, 498, 500 
Kruppa equations 

relationship to infinite homography 481 

least squares 110 
least squares solution 589, 597 
least-squares problems 592 
least-squares solution 589, 597 
least-squares solution 

of constrained systems 594-595 
using normal equations 591 
weighted 592 

least-squares solutions 
full rank case 588 

length ratios 6, 41, 43, 51, 54-56, 221-222, 270 
Levenberg-Marquardt 111, 186, 285, 398, 600-604, 606-609, 

616,621 
Levenberg-Marquardt 

covariance 604 
implementation 602 
justification 601 
sparse 603, 606 

line at infinity 2-6, 10, 25, 28-29, 43-44, 48-50, 62, 79, 81, 
91, 160,218,518,632 

line at infinity 28, 48 
line correspondences 92, 131, 180, 391-392, 394, 396, 398, 

406, 411, 424, 428, 432, 447, 450, 532 

line estimation 117, 233 
line projection matrix 

definition 198 
line reconstruction 323 
line transfer 377 
line transfer 382 
linear equations 

systems of unknown rank 589 
linear solution 465 
lines 

concurrent 45 
parallel 269 
representation 68, 393 
transformations of 36 

M 
Mahal anobis 

distance 103, 112, 137, 141, 183, 282, 398, 565-566, 598, 
603 

norm 100, 129, 143 
matching 

using trifocal tensor 123, 126-127, 291-292, 401-403, 455 
matrix 

Euclidean 62 
orthogonal 

norm-preserving properties 578 
skew-symmetric part 251 
symmetric 590 
symmetric part 251 

Maximum likelihood estimate 114, 127, 134, 144, 181, 
184-185, 216, 279, 284-285, 291, 312, 323, 332, 
349-351, 353, 397, 403, 437, 439, 456, 569, 616, 620 

Maximum likelihood estimate 
robust 121, 125 

Maxmimum likelihood estimate 
robust 125 

measurement matrix 
reduced 186 

metric calibration 495 
metric properties 25, 48, 53, 55, 79, 82-84, 266, 458 
metric properties of reconstruction 82 
metric properties 

recovery from images 55 
metric reconstruction 

via the infinite homography 475 
metric rectification 55-57, 236,479 
metric rectification 55 
metric structure 39 
metric structure : structure 

metric 39 
metric-calibration 

of a stereo rig 495 
minimal solution 91-92, 113, 181, 193-194, 279, 348, 352, 

406 
minimization 

iterative 435 
MLE - see Maximum likelihood estimate 
modulus constraint 473^174, 499 
modulus constraint 473 
multiview tensor 

affine 439 

N 
Necker reversal 356 
Necker reversal ambiguity 356 
Newton iteration H I , 114, 597, 599-601, 616, 621 
newton's method and the hessian. 598 
non-collinearity conditions 386 
non-isotropic scaling - see scaling - non-isotropic 
non-rigid factorization 442—143, 456 
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non-zero skew 164 
norm 

in vector space 592 
normal equations 440, 591, 598-604, 611-612, 614, 623 
normalization 91, 94, 97, 107-110, 127, 129, 146, 179-181, 

185, 259, 281-282, 284, 313, 391-392, 394, 396, 446, 
513,618,624 

for camera resectioning 180 
for trifocal tensor 394 
why is it essential? 107 

normalized coordinates 257 
normalized coordinates 

for calibrated camera 257 
normalizing transformation 105, 107, 282, 394 
note. 574 
null-space 67-70, 72, 76, 90, 144, 158, 175, 179, 198-199, 

234, 258, 280-281, 283, 296, 299, 309, 348, 367, 374, 
405, 451, 471, 480, 538, 582, 591 

numbers of equations generated. 451 

O 
orientation - see also camera orientation 
orientation 11, 30, 37-39, 41-42, 47-48, 105, 156, 163-165, 

167, 174, 186-187, 193, 210, 215-216, 218, 230-231, 
262, 264, 273, 301-302, 358, 427, 448, 486, 490, 493, 
496,523,531 

orthogonal matrices 
norm-preserving properties 578 

orthogonal regression 351, 489 
orthogonal regression 406 
orthogonality and U) 212 
orthogonality in the image 213 
orthogonality relationships 219 
orthographic projection 170-172, 174, 177, 456 
over-parametrization 142 
over-parametrization 70, 141-143, 177, 286, 435, 597, 605 

P 
parallax 204, 207-208, 325, 334-337, 339-340, 352-353, 

388, 404, 407 
induced by a plane 335 

parallel lines 1-2, 4, 9, 25, 28-29, 34, 39, 41, 44, 49-50, 65, 
86, 174, 176, 215, 217-219, 226, 247-248, 269-270, 
293-294, 496 

parallel projection 153, 170, 172-173, 200, 344, 346, 
356-357, 361 

parameter minimization 620 
parameter space 113, 134, 141-143, 145,475,498, 568, 570, 

572, 574, 577, 623-624 
parameters 

constant internal 466 
limit range 570 

parametrization 76, 100, 110-111, 113-114, 127, 134, 141, 
164, 181, 186, 284-286, 293-294, 316, 392, 398, 406, 
467, 491, 499, 512, 568-569, 572, 574, 576, 579, 597, 
610, 623-626, 633 

epipolar 286 
of 3D rotations 624 
of homogeneous vectors 624 
of homology 630 
of the n-sphere 625 
what makes a good one? 623 

Pliicker 
coordinates 72-73, 86, 197 
line coordinates 72, 198-199, 233 
line representation 197 
matrix 70, 198 

planar harmonic homology 64, 631 
planar harmonic homology 631 
planar homology 

parametrization 630 
planar motion 

fixed image points 487 
planar projective transformation 

definition 33 
plane at infinity 2-4, 6, 9, 16-18, 78, 80, 82-85, 160-162, 

166, 172-173, 175, 195, 209, 214, 268-272, 274-277, 
313, 338, 347, 353, 425-426, 448^49, 458, 460-461, 
463, 471, 473^175, 481, 487, 489, 494-496, 500, 515, 
517, 519, 521-522, 527-528, 530 

computation 495 
methods of finding 474 

plane induced parallax 335-336 
plane induced parallax 335 
plane plus parallax 404 
plane plus parallax reconstruction 

counting arguments 425 
plane 

defined by three points 66 
homogeneous vector representation 66 

point equations 
recommended method 431 

point transfer 
using fundamental matrix 380 
using trifocal tensor 381 

point 
defined by three planes 67 

points on a plane 296 
polarity 83 
pole-polar relationship 58 
positive definite matrix 598 
positive-definite matrix 

symmetric 582 
preserve the convex hull - definition 515 
principal axis vector 158 
principal axis vector 161 
principal plane 154, 158, 160-163, 165, 173, 183, 199, 215, 

271, 323, 414, 418, 425, 456-457, 518-519, 530 
principal plane 160 
principal plane 

of camera 160 
principal point 16, 21, 154-155, 157-158, 160-161, 163, 168, 

170, 185, 191, 203-204, 226-228, 231-232, 235-236, 
260, 464-467, 469, 475, 477^178, 480, 484, 486, 492, 
498^199 

principal point 160 
principal point offset 155 
probability density function 569 
profile 

of a surface 200 
programming hint 129, 399 
projection 

orthographic 171 
parallel 170 
scaled orthographic 171 
weak perspective 171 

projective ambiguity 265 
projective camera 

action on conies 199 
action on lines 196 
action on planes 196 
definition 157 

projective depth 407, 4A4-441 
projective depth 336 
projective factorization 

normalizing image coordinates 446 
normalizing the weights 446 
what is being minimized 446 

projective plane model 29, 47 
projective plane 
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model 29 
topology 47 

projective realization - see realization - projective 
projective reconstruction 

dual algorithm 504 
from reduced cameras matrices 509 
from seven points in n views 512 
from six points 510 
from six points in n views 511 

projective transformation 68 
projective transformation 

decomposition of 42 
projectivity 

definition 32 
pseudo-inverse 144-145, 147, 161, 185, 244, 246, 347-348, 

440, 566, 590-592, 595, 598, 605, 610, 626 

Q 
QR decomposition 186, 578-580 
quadric 6, 72-76, 83-85, 97, 176, 195, 199-202, 234, 267, 

295-298, 309, 340, 462-464, 473, 499, 541-549, 
552-560 

dual,- see dual quadric 
ruled 543, 549, 557 
ruled 

definition 75 
quadrics 73 
quadrics 

classification of 74 
quadrifocal tensor 13, 411, 421, 423, 426, 432-433, 450 
quadrifocal tensor 

derivation from four planes 421 
quartic 97, 474, 559 
quasi-affine mapping 

definition 517 
two-dimensional 518 

quasi-affine reconstruction 
algorithm 527 
hounds Oil 7Toc 

527 
quaternions 585 
quaternions 585, 624-625 
R 
radial distortion 188-193, 223 

estimating 191 
RANSAC88, 114, 117-118, 121-124, 126-128, 193, 

290-292, 352, 391, 400^03 , 620 
RANSAC 

adaptive 120 
application domain 125 
distance threshold 118 
for 2D homography 124 
for homography 124 
number of samples 119 
run details 125 
size of consensus set 120 

realizable points 
definition 503 

realization 503 
realization 

definition 503 
strong 524 

realizations 
equivalent 

definition 540 
non-equivalent 541 
oppositely oriented 526 

recommendations 289 
reconstruction 

affine - see affine reconstruction 

sx 653 

affine 339 
affine properties 81 
affine 

from affine camera 271 
from scene constraints 269 
from translation 268 

Euclidean 19, 266-267, 526 
metric - see also auto-calibration 
metric 268, 272-277, 339, 439, 454, 458^161, 463-464, 

467-468, 473, 476, 479, 481, 488-490, 492, 497-499, 
520, 532 

metric properties 82 
projective 13, 16-18, 150, 239, 266-268, 270-271, 

275-277, 310-312, 320, 330, 339, 387, 398, 434, 
445-446, 448, 453, 456, 458^164, 467, 475, 479, 485, 
489, 491, 495^196, 502-503, 506, 508, 511, 514-515, 
519-521, 525-531, 535, 539-540, 602, 627 

quasi-affine 475, 515, 517-521, 523, 525-528, 530, 532 
rectifying homography 463 
reduced camera matrix 207 
reduced camera matrix 

definition 502 
reduced fundamental matrix - see fundamental matrix -

reduced 
reduced measurement matrix 186 
reduced measurement matrix 186 
reduced trifocal tensor - see trifocal tensor - reduced 
relation 

bilinear 419 
quadrilinear 420 
trilinear 391, 397, 414-417 

reprojection error 401 
reprojection error 

both images 95 
geometric interpretation 96 

resection 276, 424, 435, 453, 533-534, 536-539, 549-550, 
553, 558,587 

resectioning - see camera resectioning, 77, 178, 453, 536-537, 
559 

covariance estimation 188 
degenerate configuration 179 
initialization 187 
normalization 180 

residuals 187, 192, 194, 216, 298, 472 
retrieving the camera matrices 374 
robust algorithms 122 
robust methods 88, 113, 117-118, 121-123, 125, 128,281, 

291, 352, 391, 393, 401, 455, 514, 597, 617, 619, 622 
Rodrigues formula 585 
rotations 

in n dimensions 583 
in 3 dimensions 583 

row vector 26, 521, 578 
row vector 159 

S 
Sampson approximation 99, 113-114, 287, 291, 308, 314, 

349,391,398,401 
Sampson distance 287 
Sampson error 98 
scaled orthographic projection 171 
scaling 

isotropic 62, 107, 445 
non-isotropic 109 
with points near infinity 110 

scene constraints 
distance ratios 

on a line 270 
parallel lines 269 
scene orthogonality 273 
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654 Index 

screw axis 78-79, 86, 253, 487^188, 490, 500 
screw decomposition of a rigid motion 77-79 
similarity matrix 62 
similarity transformation 39, 43, 53, 107, 184 
Singular Value Decomposition 40, 55, 70, 91, 108, 163, 186, 

225, 258, 280-282, 294, 308, 344, 430, 437-439, 442, 
444^145, 469, 471, 585-590, 592-596 

Singular Value Decomposition 
computational complexity 586 
implementation 439, 586 

singular values 
relation to eigenvalues 586 

singularity constraint 281-282, 288, 349 
singularity constraint 349 
skew-symmetric part 250-252 
skyline structure 615-616 
solution 

over-determined 179 
space curve 295 
span representation 70, 322 
sparse linear systems 

solution 615 
special points 5 
stability 469 
stereo correspondence 240 
stereo correspondence 340 
stereo rectification 47, 49-50, 228-230, 249, 279, 302-303, 

308-309, 339,479 
stereo rectification 

affine 308 
algorithm outline 307 
mapping the epipole to infinity 303 
matching transforms 305 

stereo-rig 
metric calibration 495 

stratification 276-277 
stratification 57 
stratified reconstruction 

affine 268 
metric 272 

structure 
affine 9, 356, 481, 570, 573 
metric 233, 276, 461, 491, 611 
projective 19, 386, 423, 426, 448, 494, 535 

subspaces and tensors 442 
SVD - see Singular Value Decomposition 
symmetric epipolar distance 287 
symmetric linear equations 614 
symmetric linear equations 

sparse 615 
symmetric matrices 590 
symmetric part 250-252, 261, 293, 489, 541 
symmetric transfer error 94, 112 
synthetic data 132, 138, 399, 572 

T 
tangent line 

to conic 31 
tensor notation 376 
tensor 

pictorial representation 564 
terminology 172, 240, 445 
topology of IP1 47 
total least squares 110 
transfer 14, 16, 94-98, 109, 113, 123-124, 131, 143, 147-150, 

221-222, 242-243, 270, 274, 299, 318, 325, 336, 338, 
340, 346, 365, 368-369, 374, 377, 379-383, 385, 388, 
392, 398, 462, 473, 476, 485 

transfer 
degenerate configurations 382-383 

transformation invariance 129 
transformation invariance 184 
transformation invariance 

ofDLT184 
transformation rule 36-37, 53-54, 63, 231, 394, 406, 475, 

563-564 
transformation 

of conic 36 
of conies 36 
of lines 36 
projective 1, 3-4, 7-9, 11-13,16, 25, 30, 33-37, 41-49, 

51-55, 57, 59, 61-65, 74, 76-77, 80-84, 86-88, 
91-92, 94, 101, 103-105, 115, 132-133, 137, 165, 
177-178, 195-196, 201-202, 204, 210, 222, 239, 
249-250, 253-255, 265-268, 271-272, 296, 303, 
305-308, 310, 313, 320, 366, 374-375, 387, 389, 404, 
420, 423, 434, 445, 463, 475, 482, 491, 494, 502, 508, 
511, 513, 516-517, 519-522, 524, 527, 529, 531, 
533-534, 539-540, 557, 559, 628-631 

similarity 39, 43, 53, 107, 184 
translational motion 293 
triangulation 12, 263, 267, 276-277, 285, 291, 293, 310-315, 

318, 320, 323-324, 332, 344, 380, 385, 397, 406, 435, 
439-440, 442, 453^154, 456, 491, 568, 575 

triangulation 263 
triangulation 

DLT method 312 
evaluation on real images 320 
for affine cameras 353 
for affine cameras 439-440, 442 
inhomogenous method 313 
local minima 319 
minimizing the cost function 316 
problem formulation 315 

trifocal tensor 12-13, 16, 87, 108, 119, 123, 164, 365, 
367-378, 381-383, 386-407, 411, 414^119, 422^123, 
426, 431, 439, 443, 446, 452, 456, 488-489, 508, 510, 
512, 514, 533, 563-564, 594, 611 

trifocal tensor 
affine 390,406, 418 
algebraic properties 373 
computation from camera matrices 377 
computation 

from 6 points 393 
Gold Standard algorithm 396 
iterative 396 
reprojection error 401 
results and recommendations 400 
Sampson distance 287, 398 
specifying lines 404 
using algebraic minimization 395 

constraints 392 
definition 367 
definition 377 

derivation from four planes 421 
geometrically valid 392 
line relations 416 
parametrization 398 
picture 564 
point and line relations 369 
point relations 414 
reduced 433, 512 
relation to two views 418 
transformation rule 563 

trilinearities - see also relations - trifinear 
trilinearities 378 
twisted cubic 75-77, 179-180, 251, 253, 343, 487, 536-537, 

539-540,547, 549-553, 558-559 
properties 76 

twisted pair 259, 275 
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V 
vanishing lines 176, 213, 216, 218-219, 230, 236, 270 
vanishing lines 339 
vanishing points 9, 42, 51, 110, 158-159, 161, 176, 180, 195, 

208, 212-213, 215, 217-219, 222-224, 226-230, 
232-233, 236, 269-271, 273, 278, 294, 339, 341, 448, 
458, 497 

vanishing points 339 
vanishing points 

computing 215 
variance 102, 109, 122, 132-137, 139-141, 143-145, 

147-148, 150, 188, 300-301. 321-322, 565, 568-569, 
573-574, 576-577, 605, 623, 627 

vector geometry 67 
vector space norms 592 

W 
weak perspective 170-172, 357 

Z 
zero skew 164, 193, 224-226, 228-229, 231, 235, 273, 

465-466, 472, 477-479, 484, 497^199 
zero skew 466 
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lew Geometry 

'I am very positive about this 

book. The authors have succeeded 

very well in describingthe main 

techniques in mainstream 

multiple view geometry, both 

classical and modern, in a clear 

and consistent way... I heartily 

recommend this book to anyone 

interested in the theoretical basis 

of conventional and modern 

techniques in multiple view 

geometry.' Computing Reviews 

A basic problem in computer vision is to reconstruct a 

real world scene given several images o f it. Techniques 

for solving this problem are taken from projective 

geometry and photogrammetry. Here, the authors cover 

the geometric principles and their algebraic representa­

tion in terms o f camera projection matrices, the funda­

mental matrix and the trifocal tensor. The theory and 

methods o f computation o f these entities are discussed 

with real examples, as is their use and the reconstruction 

o f scenes from multiple images. The new edition fea­

tures an extended introduction covering the key ideas in 

the book (which itself has been updated with additional 

examples and appendices) and significant new results 

that have appeared since the first edit ion. 

Comprehensive background material is provided, so a 

readerfamil iarwith linear algebra and basic numerical 

methods can understand the projective geometry and 

estimation algorithms presented, and implement the 

algorithms directly from the book. 

xplanation of some difficult con­

cepts and an introduction to the 

lathematical equations required 

3 use them. It presents both the 

leory and resulting algorithms in 

a style which makes them easy to 

understand and implement. It is 

veil laid out, easy to navigate for 

Terence, provides good examples 

although a few more may be use-

j | ) and helpful notes and exer­

cises at the end of each chapter. 

[the book] stands out with its 

lear approach and explanations 

as being ideal for both teaching 

and reference for any researcher in 

the field.' BMVA News 
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