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I, Darrell Long, do hereby declare as follows:

I. INTRODUCTION AND ENGAGEMENT

1. I have been retained as an independent expert on behalf of Microsoft
Corp. in connection with the above-captioned Petition for Inter Partes Review
(“IPR”) to provide my analyses and opinions on specific technical issues related to
U.S. Patent No. 11,537,442 (hereinafter “the ’442 patent”).

2. I am being compensated at my usual and customary rate for my time
with this IPR. My compensation is not affected by the outcome of this IPR.

3. Specifically, I have been asked to provide my opinions regarding
whether claims 1-10 (each a “Challenged Claim” and collectively the “Challenged
Claims”) of the ’442 patent would have been obvious to a person having ordinary
skill in the art (“POSITA™) as of January 2018. It is my opinion that claims 1-10
would have been obvious to a POSITA after reviewing the prior art discussed herein.

II. BACKGROUND AND QUALIFICATIONS

4. I am an expert in the field of distributed computing systems and the
fields of computer science and computer engineering, more generally. For over 40
years, | have been working, teaching, or conducting research in the field of computer
science and engineering. In formulating my opinions, I have relied upon my training,
knowledge, and experience in the relevant art. A copy of my curriculum vitae is

appended to this declaration as Appendix A and describes my professional
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experience, including my academic and employment history, publications,
conference participation, awards and honors, and more. The following paragraphs
briefly summarize my relevant qualifications and professional experience.

5. I am a Distinguished Professor of Engineering, Emeritus, and a
Distinguished Research Professor of Engineering at the University of California,
Santa Cruz. I am also currently a Distinguished Visting Scholar at Santa Clara
University. I received my B.S. degree in Computer Science from San Diego State
University in 1984 and my M.S. and Ph.D. in Computer Science from the University
of California, San Diego, respectively, in 1986 and 1988. I joined the faculty of the
University of California, Santa Cruz, as an Assistant Professor of Computer Science
in 1988. I earned tenure in 1994 and advanced to the rank of Associate Professor and
in 1999 to the rank of full Professor, culminating in 2017 as Distinguished Professor
of Engineering. I also twice served as Associate Dean for graduate studies and
research and the Director of an NSF-funded research center.

6. In addition, I have been Professeur Invité at the Conservatoire National
des Arts et Métiers, the Université¢ Paris—Dauphine and Université Paris—Descartes
and Sorbonne Université in Paris, France. I am Professor ad Honorem de la
Universidad Catolica del Uruguay and a visiting professor at the University of
Technology, Sydney, Australia, and the United States Naval Postgraduate School. |

am a European Organization for Nuclear Research (CERN) Associate Member.
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7. Throughout my career, I have been actively involved in research. I have
received over 50 peer-reviewed grants to fund my computer science and engineering
research. I have authored two books and four chapters of books. I have also written
32 journal articles, 155 peer-reviewed conference papers, and 33 peer-reviewed
short papers in computer science, including many papers related to distributed
computing.

8. I have taught undergraduate and graduate courses on programming and
programming languages, operating systems, storage systems, computer systems,
cryptography and computer security, data structures, compiler design, and computer
networks.

0. In addition to my academic positions, I have served on several special
and standing committees of the National Research Council and the Science &
Technology Committee for the Livermore and Los Alamos National Laboratories
for over a decade. I served on the advisory board in Computer and Information
Sciences for Sandia National Laboratory and the Global Security advisory board for
Pacific Northwest National Laboratory. I was the Editor-in-Chief emeritus of Letters
of the IEEE Computer Society, and am the Editor-in-Chief emeritus of the journal
ACM Transactions on Storage, a Fellow of the Institute of Electrical and Electronics
Engineers (“IEEE”), and a Fellow of the American Association for the Advancement

of Science (“AAAS”).
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10. Iam anamed inventor on 11 U.S. Patents within the field of computer
science, with a twelfth patent now being prosecuted.

11. I was a general chair for the conference on Mass Storage Systems and
Technologies in 2024. I have been on multiple program committees and steering
committees, including committees for the Symposium on File and Storage Systems
Technology (a conference that I founded in 2002), the International Conference on
Cloud Computing and Services Science, Symposium on Modeling, IEEE,
International Conference on Cloud and Big Data Computing, Petascale Data Storage
Workshop, and International Conference on Advanced Communications and
Computation among many others.

III. MATERIALS CONSIDERED AND
INFORMATION RELIED UPON REGARDING ’442 PATENT

12.  In preparing this declaration and arriving at my opinions, I have
reviewed the following materials bearing Exhibit Nos. that I understand are being

referenced in an IPR proceeding where my declaration may be referenced:

LIST OF EXHIBITS

No. Description

1001 U.S. Patent No. 11,537,442 (“the *442 patent™)

1002 File History of U.S. Patent No. 11,537,442

1003 N/A

1004 | U.S. Patent App. Pub. No. U.S. 2013/0282787 (“Lippert”)
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No.

Description

1005

John R. Budenske et al., 4 Method for the On-Line Use of Off-Line
Derived Remappings of Iterative Automatic Target Recognition
Tasks onto a Particular Class of Heterogeneous Parallel
Platforms, The Journal of Supercomputing, Vol. 12, No. 4 (Oct.
1998) (“Budenske™)

1006

U.S. Patent App. Pub. No. U.S. 2018/0074855 (“Kambatla™)

1007

Yu-Kwong Kwok et al., 4 Semi-Static Approach to Mapping
Dynamic Iterative Tasks onto Heterogeneous Computing Systems,
Journal of Parallel & Distributed Computing (2005) (“Kwok™)

1008

Mitchell D. Theys et al., Mapping Tasks onto Distributed
Heterogeneous Computing Systems Using a Genetic Algorithm
Approach, in Solutions to Parallel and Distributed Computing
Problems (A. Zomaya, F. Ercal & S. Olariu eds., 2001) (“Theys”)

1009

U.S. Patent No. 3,496,551 (“Driscoll”)

1010

Yuan-Chieh Chow and Walter H. Kohler, Models for Dynamic
Load Balancing in a Heterogeneous Multiple Processor System,
IEEE Transactions on Computers, Vol. C-28, No. 5 (May 1979)
(“Chow”)

1011

David M. Nicol and Paul F. Reynolds, Jr., Optimal Dynamic
Remapping of Data Parallel Computations, IEEE Transactions on
Computers, Vol. 39, No. 2 (Feb. 1990) (“Nicol”)

1012

Arun C. Murthy et al., Apache Hadoop YARN (2014) (“Murthy”)

1013

Morris Jette and Mark Grondona, SLURM: Simple Linux Utility
for Resource Management, ClusterWorld Conference and Expo
(2003) (“Jette”)

1014

Eicker et al., The DEEP Project: An Alternative Approach to
Heterogeneous Cluster-Computing in the Many-Core Era,
Concurrency and Computation: Practice and Experience (2016)
(“Eicker”)
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No. Description

1015 U.S. Patent App. Pub. No. U.S. 2017/0262319 (“Newburn™)

1016 Carsten Clauss et al., Dynamic Process Management with
Allocation-Internal ~ Co-Scheduling  Towards  Interactive
Supercomputing, Proceedings of the First Workshop on Co-
Scheduling of HPC Applications (2016) (“Clauss”)

1017 N/A

1018 Samik Raychaudhuri, Introduction to Monte Carlo Simulation,
Proceedings of the 2008 Winter Simulation Conference (2008)
(“Raychaudhuri”)

1019 David W. Bauer, Jr. and Mojdeh Mohtashemi, An Application of
Parallel Monte Carlo Modeling for Real-Time Disease
Surveillance, Proceedings of the 2008 Winter Simulation
Conference (2008) (“Bauer”)

1020 List of Challenged Claims

1021 U.S. Patent No. 5,881,227 (“Brenner”)

1022 U.S. Patent No. 7,047,299 (“Curtis”)

1023 N. Metropolis, The Beginning of the Monte Carlo Method, 1Los
Alamos Science, Special Issue 125-130 (1987) (“Metropolis™)

IV. UNDERSTANDING OF PATENT LAW

13.

I am not an attorney. For this declaration, I have been informed about

certain aspects of the law that are relevant to my opinions. The Petitioner’s attorneys

provided me with my understanding of the law.

14.

I understand that when considering the scope of the claims of a patent,

the patent claim terms should generally be given the ordinary meaning that the terms

Declaration of Darrell Long Page 9



IPR2025-00318
Patent 11,537,442

would have to a person of ordinary skill in the art in question after reading the patent
as of the earliest claimed priority date.

15. Tunderstand that the person of ordinary skill in the art is deemed to read
the claim term not only in the context of the particular claim in which the term
appears but in the context of the entire patent, including the other claims and the
application specification as filed. I further understand that the principal
considerations regarding the claims’ scope and meaning are the claims’ plain
language (including the surrounding claim language and context), the patent
specification, and the patent’s prosecution history in the Patent Office. I understand
that while a claim is to be read in light of the specification, one must generally avoid
importing limitations into the claim from the specification. I am also informed that
the prosecution history can often inform the meaning of the claim by demonstrating
how the inventor understood the invention and whether the inventor limited the
invention in the course of prosecution, making the claim scope narrower than it
would otherwise be. I applied these understandings when considering the scope and
meaning of the claims of the *442 patent.

16. I further understand that a claim is unpatentable if it would have been
obvious. Obviousness of a claim requires that the claim would have been obvious
from the perspective of a POSITA at the time the alleged invention was made. I

understand that a claim could have been obvious from a single prior art reference or
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from a combination of two or more prior art references. I understand that an
obviousness analysis requires understanding the scope and content of the prior art,
any differences between the alleged invention and the prior art, and the level of
ordinary skill in evaluating the pertinent art.

17. I further understand that a claim would have been obvious if it unites
old elements with no change to their respective functions, or merely substitutes one
element for another known in the field, and that combination yields predictable
results. While it may be helpful to identify a reason for this combination, I
understand there is no strict requirement to find an express teaching, suggestion, or
motivation to combine within the references. When a product is available, design
incentives and other market forces can prompt variations of it, either in the same
field or a different one. If a POSITA can implement a predictable variation,
obviousness likely prevents its patentability. For the same reason, if a technique has
been used to improve one device and a POSITA would recognize that it would
improve similar devices in the same way, using the technique would have been
obvious. [ understand that a claim would have been obvious if common sense directs
one of ordinary skill, without hindsight bias caused by knowledge of the challenged
claims, to combine multiple prior art references or add missing features to reproduce

the alleged invention recited in the claims.
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18. I further understand that certain factors may support or rebut the
obviousness of a claim. I understand that such secondary considerations include,
among other things, commercial success of the patented invention, skepticism of
those having ordinary skill in the art at the time of invention, unexpected results of
the invention, any long-felt but unsolved need in the art that was satisfied by the
alleged invention, the failure of others to make the alleged invention, praise of the
alleged invention by those having ordinary skill or expertise in the art, and copying
of the alleged invention by others in the field. I understand that there must be a
nexus—a connection—between any such secondary considerations and the alleged
invention. I also understand that contemporaneous and independent invention by
others is a secondary consideration tending to show obviousness.

19. I am not aware of any allegations by the named inventors of the 442
patent or any assignee of the ’442 patent that any secondary considerations would
rebut the obviousness of any Challenged Claim of the 442 patent.

20. I understand that in considering obviousness, it is important not to
determine obviousness using the benefit of hindsight derived from the descriptions
found in the patent being considered.

21. Tunderstand that Petitioner has the burden of proving obviousness by a
preponderance of evidence, which means that the claims are more likely than not

obvious.
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22. The analysis in this declaration is in accordance with the above-stated
legal principles.

V. SUMMARY OF OPINIONS

23.  In forming the opinions set forth herein, I have considered:

a. The documents listed above;

b. My education, knowledge, skills, and experience in the field of
computer science and engineering; and

C. The level of skill of a person having ordinary skill in the art
(POSITA) at the time of the alleged invention of the 442 patent, namely
January 23, 2018.
24.  As I explain in further detail below, it is my professional and expert

opinion that claims 1-10 of the ’442 patent are obvious over the prior art.

VI. STATE OF THE ART

25. A heterogeneous computing system is a computer architecture that uses
multiple types of processors, each better at performing certain particular tasks, and
operating systems. E.g., EX1008, 135. POSITAs have long known how to assign
tasks between multiple processors for multi-processor systems and heterogeneous
computing systems. E.g., EX1009, 1:70-2:4 (as of 1967, “the attention of systems
designers is turning ever increasingly towards the concept of multi-processing

computing systems wherein a particular large job may be broken up into individual
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segments or tasks and performed in parallel in two or more separate processors
wherever possible”); EX1010, 354 (describing scheduling tasks to dynamically load
balance a “heterogeneous multiple processor system” in 1979).

26. A well-known “design goal of any multi-processor computing system
is to achieve high overall efficiency.” EX1009, 2:13-20. To achieve overall
efficiency throughout processing of a task, POSITAs have long known of benefits
of assigning tasks to processors dynamically because ‘“[s]Jome computations
dynamically change their behavior as they progress.” EX1011, 206.

27.  One known type of distributed computing architecture is a “cluster,”
which is a collection of interconnected computing devices (“nodes”) utilized as a
single, unified computing resource. EX1022, 1:16-54 (describing clusters). Clusters
often use “daemons,” a daemon being a background process that performs a specific
task!. EX1021, 7:66-67 (a “daemon” is defined as “a program that runs unattended
to perform a standard service”), 8:2-3 (“Daemon processes generally provide
services that must be available at all times.”), 2:54-3:18 (describing using daemons

to facilitate communication in a “parallel processing environment” comprising “a

' The term “daemon” is commonly used in computer science to refer to background
processes, inspired by Maxwell’s daemon of physics and thermodynamics. See

https://ei.cs.vt.edu/~history/Daemon.html.
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plurality of nodes connected through a network to one another”); EX1022, 3:63-66
(“As is commonly known, a daemon is a process that runs in the background and
performs a specified operation at predefined times or in response to certain events.”),
3:66-4:14 (explaining that “[t]ypical daemon processes ... perform administrative
tasks” and are implemented in “any environment ... which is capable of
implementing background processes and supports communications between the
various Nodes of the Cluster(s)”). As of the earliest alleged filing date, POSITAs
typically used cluster resource management frameworks such as Hadoop YARN or
SLURM to manage the allocation of jobs to cluster resources. EX1012, xvii
(explaining that Hadoop is “a compelling part of a modern data architecture for a
very wide spectrum of the industry”), xviii (explaining that “’Y ARN makes the effort
of building such [distributed] systems significantly simpler by dealing with many
issues with which a framework developer would be confronted”), 1-20 (providing a
historical overview of Hadoop YARN), 43-58 (providing a “Functional Overview
of YARN Components” for managing cluster resources); EX1013, 3 (explaining that
“Simple Linux Utility for Resource Management (SLURM) is a resource
management system suitable for use on large and small Linux clusters”), 4
(explaining that “[a]s a cluster resource manager, SLURM ... allocates exclusive
and/or non-exclusive access to resources (compute nodes) to users” and “provides a

framework for starting, executing, and monitoring work (normally a parallel job) on
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the set of allocated nodes”). Such frameworks may include a daemon at every cluster
node to enable monitoring and control of the node by a central resource management
daemon. EX1012, 9 (describing a central daemon and node daemons or
“TaskTrackers” for executing tasks at the node), 38-40 (describing a
“NodeManager” daemon at each node “responsible for launching the applications’
containers, monitoring their resource usage ..., and reporting the same to the
ResourceManager”); EX1013, 5-7 (describing a central controller daemon and
daemons running at each compute node “to export control to SLURM”), 20
(describing a daemon at each node “for managing user jobs and monitoring system
state,” where its “most common action ... is to report system state on request’).

28.  The ’442 patent includes various acknowledgments regarding the state
of the art. For example, the *442 patent acknowledges that heterogeneous computing
systems comprising a plurality of computation nodes and a plurality of booster nodes
were known. EX1001, 1:23-27. The ’442 patent acknowledges that prior art
reference Eicker (EX1014), describes such a heterogeneous computing system
capable of “taskifying” an application into a plurality of tasks that are distributed
among the nodes to enable scalability. EX1001, 1:39-55. The ’442 patent
acknowledges that Newburn (EX1015) describes “runtime processes that can fully
or partially automate the distribution of data and mapping of tasks to computing

resources.” EX1001, 1:56-58; see also EX1001, 5:10-24. The 442 patent further
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acknowledges that resource managers for “dynamic process management” were
known and “described in Clauss” (EX1016), a prior art reference which also
discloses “daemons as addressed” in the *442 patent. EX1001, 1:28-35, 3:13-17. As
an example of a job with tasks that may be repeated during execution, the *442 patent
suggests a ““Monte-Carlo’ based simulation,” a well-known method in the art that
was also known for efficient processing with cluster computing systems. EX1001,
3:44-49; EXI1018, 91 (providing an “introductory tutorial on Monte Carlo
simulation, a type of simulation that relies on repeated random sampling and
statistical analysis to compute the results”); EX1019, 1029-1031 (describing a cloud
computing architecture for “opportunistic” scheduling of “parallel monte carlo
modeling methods” among compute nodes of the system), 1032-1036 (discussing
scalability of Monte Carlo methods and demonstrating the “highly efficient parallel
computation for monte carlo models); EX1023, 125-130 (discussing the
development of the Monte Carlo method for early computers in the 1940s, and the
state of parallel processing in 1987 for using the method).

VII. LEVEL OF ORDINARY SKILL IN THE ART

29. I understand that in evaluating obviousness of the 442 patent claims,
the content of a patent or printed publication prior art should be interpreted the way
a person of ordinary skill in the art would have interpreted the prior art as of the

effective filing date of the challenged patent claims. I assume that the effective filing
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date is the date of the European patent application to which the ’442 patent alleges
priority, namely January 23, 2018. My understanding of a POSITA would not
materially differ if the effective filing date were the PCT filing date or the U.S.
application date, namely January 23, 2019, or July 21, 2020.

30. Tunderstand that factors that may be considered in determining the level
of ordinary skill in the art at the time of the effective filing date of the challenged
patent include: (1) the educational level of the inventor; (2) the types of problems
encountered in the art; (3) prior art solutions to those problems; (4) rapidity with
which innovations are made; (5) sophistication of the technology; and (6)
educational level of active workers in the field.

31. A person of ordinary skill in the art (“POSITA”) would include
someone who had, in January 2018, (i) a bachelor’s degree in computer science,
electrical engineering, computer engineering, or a closely related field, as well as (i)
approximately three years of industry experience or research with distributed
computing technologies. Additional education could substitute for the industry
experience as it typically involves at least 2-4 years of additional study focused
exclusively on computer science, as well as a thesis or project spanning several terms
to implement a substantial project.

32.  Such industry experience working with distributed computing

technologies would have included experience designing, implementing, and
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maintaining distributed computing systems, such as cluster computing systems,
installing and adapting cluster resource management frameworks on distributed
computing systems, and deploying applications on such systems, as described above
in the State Of The Art. A POSITA would have known of the basic design principles
of fault tolerance and efficient scheduling/task assignments.

33. I would have met the requirements of a POSITA in the period from
January 23, 2018, to July 21, 2020. Some of my past students would also have

qualified as POSITAs on these dates.

A.  Publications Reflecting The Knowledge Of A POSITA

34, The knowledge of a POSITA is reflected in well-known and widely
available books and industry publications, which confirm my own opinions as to the
knowledge of a POSITA. These books and industry publications, described below,
would have been known and readily available to POSITAs in January 2018.

35. Budenske (EX1005) published in 1998 in the well-regarded Journal of
Supercomputing, which has been publishing papers on the technology and
applications of supercomputing since 1987. Budenske describes dynamically re-
mapping sub-tasks among processors of a heterogeneous computing system between
iterations in order to minimize the execution time of each iteration.

36.  Kwok (EX1007) published in 2005 by Elsevier in the Journal of Parallel

and Distributed Computing expands the Budenske methodology by evaluating
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techniques to associate dynamic parameters with mappings. Theys (EX1008)
published in 2001 by Wiley, a well-known publisher, as part of the book Solutions
to Parallel and Distributed Computing Problems, which covers biology-inspired
techniques for computing (e.g., neural networks, genetic algorithms). Theys
describes the Budenske methodology, with a focus on using genetic algorithms to
map sub-tasks to processors optimally.

37. Chow (EX1010) and Nicol (EX1011) were both published in the
journal IEEE Transactions on Computers, a well-respected journal widely known in
the art, in 1979 and 1990 respectively.

38.  Murthy (EX1012) was published in 2014 and is a well-known text on
Apache Hadoop YARN written by its creators that describes how to install and
administer clusters with YARN, as well as how to develop applications and
frameworks with YARN.

39. Jette (EX1013) published in 2003 and is an overview of SLURM, the
“open source, fault-tolerant, and highly scalable cluster management and job
scheduling system for Linux clusters of thousands of nodes.” EX1013, 3.

40. Eicker (EX1014) published on June 10, 2016, by Wiley InterScience in

the journal Concurrency and Computation: Practice and Experience.
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41. Clauss (EX1016) was presented and published on January 19, 2016, in
the First Workshop on Co-Scheduling of HPC Applications in Prague, Czech
Republic. EX1016, 1.

42. Raychaudhuri (EX1018) and Bauer (EX1019) were presented at the
2008 Winter Simulation Conference in Miami, Florida, and published in the
Proceedings of the 2008 Winter Simulation Conference. E.g., EX1018, 1, 91;
EX1019, 1, 1029.

VIII. THE ’442 PATENT

A. The ’442 Patent’s Specification

43. The 442 patent describes a “cluster computing system 10 comprising
“a number of computation nodes 20 and a number of booster nodes 22 that are
“arranged to compute a computation task ... comprising a plurality of sub-tasks.”
EX1001, 1:66-2:5, 2:66-3:2. A computation node includes a “multi-core processor,”
while a booster node includes an “accelerator-type processor.” Id., 3:25-27, 3:33-36.
The 442 patent explains that these devices and architecture were known in the art,
with booster nodes known and used for processing “highly scalable code parts” or

sub-tasks of a computation task. /d., 1:23-55, 3:25-38, 3:53-55.
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EX1001, FIG. 1 (annotated). The cluster includes a resource manager and an
application manager, as well as daemons associated with each element of the cluster
where each daemon “runs as a background process” in the respective element.
EX1001, 3:6-23. The application manager collects information from daemons at the
nodes and provides this information to the resource manager “to determine if the
distribution of sub-tasks between computation nodes and booster nodes can be
adapted or improved upon for a further computing iteration.” EX1001, 2:13-25.
Although the resource manager and application manager are depicted as separate
components, a computer scientist would not be concerned if it were one or more, or
if one was a subcomponent of the other, because that is just a software structuring

choice and does not bear at all on functionality.
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44.  According to the ’442 patent, “[a] job to be computed by the system
may comprise a number of tasks some of which or all may be repeated a number of
times during the execution of the job.” EX1001, 3:44-49. The ’442 patent briefly
describes distributing sub-tasks between computation nodes and boosters, but that
an initial distribution of sub-tasks between a computation node and a booster during
a first iteration may not be optimal, so altering the distribution of the sub-tasks

among nodes for later iterations “might improve the efficiency of the computation

of the task.” EX1001, 3:59-4:3.

B. The Prosecution History

45. During the prosecution of the *442 patent, the Patent Office Examiner
initially rejected all claims as anticipated (fully disclosed) by Lippert (EX1004).
EX1002, 155-166. In response, the Applicant argued that Lippert does not anticipate
the claims because Lippert does not disclose processing the plurality of sub-tasks in
“multiple computing iterations.” Id., 174 (emphasis omitted). Applicant further
argued that the claims were distinguished from Lippert because they ‘“allow for
redistribution based on information relating to the processing of the plurality of sub-
tasks,” whereas according to Applicant, “Lippert merely proposes a load balancing
based on the workload of the nodes.” Id., 174-175.

46. The Examiner then allowed all pending claims. /d., 184.
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47. In my view, the Examiner should not have been persuaded by the
Applicant’s arguments, in part because iterative processing has been a basic feature
of computing systems since their inception.

IX. CLAIM CONSTRUCTION

48.  For this declaration, I apply the plain and ordinary meaning of all claim
terms, and do not rely on any specific constructions. I reserve the right to offer my
opinions on any constructions or construction issues presented by Patent Owner
ParTec.

X. CLAIMS 1-10 ARE OBVIOUS
IN VIEW OF LIPPERT AND BUDENSKE

49.  As explained below, claims 1-10 are obvious over Lippert in view of

Budenske.

A. Lippert (EX1004)

50. Lippert is a U.S. patent application published on October 24, 2013.
EX1004, Cover. Lippert is the same Thomas Lippert named as the first co-inventor
on the ’442 patent.

51. Lippert describes a “computer cluster arrangement for processing a
computation task,” the arrangement comprising a plurality of computation nodes and
a plurality of boosters. EX1004, [0009]-[0011], FIG. 2. In Figure 2, Lippert depicts

an example computer cluster with a plurality of computation nodes CN and a
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plurality of boosters B in a booster group BG; the computation nodes CN and the
boosters B are interconnected via a communication infrastructure IN. EX1004,
[0067]. To process a computation task, a resource manager RM “initializes a first
assignment and further on establishes a dynamic assignment of boosters B to

computation nodes CN.” EX1004, [0068], [0013].

cmf\ ;
T N

i f B
CN- N | /
N | -
SN

| i \ i g

| | RM e |

EX1004, FIG. 2 (annotated).
52.  The computation task is allocated among computation nodes and
boosters in part based on the processing requirements of each part of the computation

task and the processing capacities, where computation nodes compute the first part
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of the computation task while a booster computes a second part of the computation

task. EX1004, [0017], [0010]-[0012], [0014]-[0016], [0018]-[0021], [0027]-[0029].

B. Budenske (EX1005)

53. Budenske is a printed publication published October 1998 in Volume
12, Number 4 of the Journal of Supercomputing. EX1005, 387. The Journal of
Supercomputing is a well-regarded journal in the art, and Budenske would have been
readily available to a person interested in the art around the time of its publication
date. I am particularly familiar with the Journal of Supercomputing, as I served as a
reviewer for this journal in 2022. EX1003, Exhibit A.

54. Budenske teaches the execution of iterative tasks with a “heterogeneous
parallel hardware platform,” and the real-time re-mapping of sub-tasks to processors
between iterations based on the sub-tasks’ processing of input data in a preceding
iteration. EX1005, 387. An “Intelligent Operating System” (IOS) “make[s] a
heuristically-based decision during the execution of the application whether to
perform a remapping based on information generated by the application from its
input data.” Id., 387-388. A central module of the IOS (HC Kernel or HC Kernel
Monitor) (1) establishes an initial mapping of the sub-tasks onto the processing
resources of the heterogeneous computing system, (2) monitors the execution of the
sub-tasks, and (3) at the end of each iteration, decides whether and how to change

the mapping of the sub-tasks onto the hardware based on information about dynamic
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parameters obtained from processing the sub-tasks in the preceding iteration.
EX1005, 401-402.

55. Budenske teaches determining a new mapping of sub-tasks to
processing resources “in real time after all subtasks’ implementations for the current
iteration have finished executing and before any subtask implementations begin to
execute for the next iteration.” EX1005, 402. Budenske teaches “reconfigur[ing] the
assignment of processing resources to subtasks to reduce execution time of the next

iteration.” EX1005, 391 (emphasis added).

C. Combining Lippert And Budenske

56. A POSITA would have been motivated, with a reasonable expectation
of success, to combine Lippert’s teachings on a computer cluster arrangement with
dynamic assignments of booster nodes to computation nodes with Budenske’s
teachings on re-mapping sub-tasks between iterations of an iterative application. A
skilled artisan would have combined these respective teachings into an improved
design (hereinafter “Lippert-Budenske”) that included benefits from each reference.

57. The resulting combination has the following teachings and elements
cooperating as follows:

e A computer cluster, as taught by Lippert, including:

0 A plurality of computation nodes;

o A plurality of booster nodes; and
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o A communication infrastructure interfacing each of the computation

nodes and the booster nodes;
¢ A resource manager module implemented as a daemon, as taught by Lippert

(e.g., EX1004, [0014]), arranged to:

o Assign booster nodes to computation nodes for processing a
computation task, as taught by Lippert (e.g., EX1004, [0014]);

@ Assign, according to an initial mapping, sub-tasks of the computation
task to the nodes for processing in a first iteration of the computation
task, as taught by Budenske (e.g., EX1005, 401-402); and

0 Dynamically assign, during the processing of the computation task,
computation nodes, and booster nodes to each other, as taught by
Lippert (e.g., EX1004, [0013]);

e An application manager module, as taught by Budenske (e.g., EX1005, 388,

402), arranged to:

o Deploy the sub-tasks to the computation nodes and the booster nodes,
as assigned for a current iteration, for execution of the sub-tasks by the
nodes in the current iteration, as taught by Budenske (e.g., EX1005,

402);
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o Monitor execution of sub-tasks to collect information relating to the
processing of the sub-tasks in the current iteration, as taught by
Budenske (e.g., EX1005, 402); and

o Assign, according to a new mapping obtained using information related
to the processing of the sub-tasks, the sub-tasks to the nodes for a
subsequent iteration of the computation task, as taught by Budenske
(e.g., EX1005, 401-402).

58. A POSITA would have been motivated, with a reasonable expectation
of success, to so combine the teachings of Lippert and Budenske for at least the
following reasons.

59.  First, Lippert and Budenske each disclose heterogeneous computing
systems that process an application or computation task with dynamic assignments.
E.g., EX1004, [0015]; EX1005, 387. Lippert discloses a flexible assignment of
boosters to computation nodes to facilitate scalability, where parts of a computation
task are allocated between computation nodes and boosters. E.g., EX1004, [0013],
[0015]-[0020]. Budenske discloses a flexible assignment of sub-tasks of an iterative
application to processors of a heterogeneous computing system so that each sub-task
is assigned “where it is best suited for execution” for each iteration. EX1005, 390,
387. A POSITA would have been motivated to implement the heterogeneous

computing system of Lippert with the dynamic, iterative sub-task assignment
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method of Budenske partly because doing so would facilitate efficient distributions
of sub-tasks and processing resources during execution of an iterative application,
thus fully leveraging the flexibility of the heterogeneous architecture and “reduc|[ing]
execution time” of computing iterations. EX1005, 391.

60. Second, Budenske provides express motivation for implementing its
method in a heterogeneous computing system such as Lippert, namely to “fully
utilize the architectural flexibility of such a [heterogeneous parallel computing]
system.” EX1005, 390. A POSITA would have found that the dynamic flexibility of
the heterogeneous computing system taught by Lippert through the “loose coupling”
of computation nodes and boosters (EX1004, [0013], [0015] (describing “a
maximum flexibility in providing hardware resources”)), naturally complements the
dynamic flexibility of remapping sub-tasks among processing resources to account
for the actual processing of the sub-tasks by the processing resources during
preceding iterations, as taught by Budenske (EX1005, 391), and that the combination
of these teachings would provide increased flexibility for optimally processing
iterative applications.

61. Third, Lippert recognizes that it has long been known to outsource
portions of computation tasks “of high resource requirements” to accelerators
(boosters), while other portions of the computation tasks are executed by

computation nodes. EX1004, [0003], [0028]-[0029] (describing how computation
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nodes and boosters are “typically” configured with processors suited for different
tasks), [0068], [0084]-[0086]. Budenske similarly recognizes the varying
requirements of different computations of a given computation task, and that
“[h]eterogeneous parallel architectures are ideal computing platforms for efficiently
handling computational tasks with such diverse requirements.” EX1005, 390
(discussing a computation task that involves “numeric computation, quasi-symbolic
computation ..., and symbolic computation”). A POSITA would have recognized
that Lippert and Budenske follow the same principles of efficient processing of a
task, comprising a plurality of sub-tasks, with a heterogeneous computing system,
by assigning sub-tasks to processors (e.g., computation nodes or boosters) best suited
to execute the sub-task. A POSITA thus would have been motivated to implement
Budenske’s teachings with a heterogeneous computing system including boosters,
as taught by Lippert, partly because “the boosters are implemented to process
specific problems at high speed.” EX1004, [0028].

62. Fourth, a POSITA reading Lippert would have understood the need to
account for sub-task assignment among nodes for iterative applications, which
Budenske teaches. While Lippert focuses on the configuration of the processing
resources of the system itself, Lippert only broadly and generally discusses the
nature of the “application” or “computation task” being computed. E.g., EX1004,

[0015]-[0016]. Further, Lippert discloses dynamically assigning boosters to
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computation nodes during runtime, and outsourcing parts (i.e., sub-tasks) of the
computation tasks to the assigned boosters, suggesting that sub-tasks are also
dynamically remapped to newly assigned boosters during processing of the task and
“in dependency of processing a specific computation task.” EX1004, [0013]
(“establish a dynamic assignment at runtime, which means during processing of the
computation task’), [0015] (“booster allocation is performed as a function of
application needs, which means in dependency of processing a specific computation
task’). Budenske, meanwhile, focuses on applications where sub-tasks are iteratively
and concurrently executed, and where the processing requirements for a sub-task
may evolve over time. EX1005, 387, 390. To that end, Budenske teaches monitoring
dynamic parameters of the application during each iteration—where these dynamic
parameters relate to the processing of the input data and “have the most impact on
the execution time of the subtasks in the application”—and adjusting the assignment
of sub-tasks for the next iteration accordingly based on the dynamic parameters.
EX1005, 391, 393. A POSITA thus would have naturally turned to Budenske when
implementing Lippert for iterative applications in order to “assign each ... subtask
to the processors where it is best suited for execution” and thus minimize execution

time as the processing requirements of the computation task evolves over time.

EX1005, 390.
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63.  Fifth, a POSITA would have recognized the compatibility of Lippert
and Budenske’s teachings. Lippert, for example, recognizes that a computation task
can be divided into at least a first part for computing by computation nodes, and a
second part for computation by boosters. EX1004, [0009]-[0014], [0016]-[0020],
[0068]. Further, code blocks (e.g., sub-tasks) are classified as scalable or complex.
EX1004, [0084]. A POSITA would have understood that the “first part of the
computation task” computed by the computation nodes includes the less scalable,
complex sub-tasks, while the “second part of the computation task” computed by the
booster(s) includes the highly scalable sub-tasks. /d.; EX1014, 5. Further, Lippert
recognizes that “[e]lach code has highly scalable and less scalable complex
elements,” and so a POSITA would have been motivated to change which sub-tasks
are assigned to a first part (computed by computation nodes) and a second part
(computed by boosters), regardless of a sub-task’s initial classification as complex
or scalable (and thus initial mapping to computation nodes or boosters), if
information relating to the processing of the sub-task in a preceding iteration
suggests that a different node would better process the sub-task.

64. Nothing in these references teaches away from this combination. On
the contrary, a POSITA would have recognized that the heterogeneous computing
systems of Budenske and Lippert are similar. Specifically, Budenske discloses a

heterogeneous computing system including DSP (digital signal processors) and
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RISC (reduced instruction set computer) processors (EX1005, 391), and a POSITA
would have recognized that the DSPs are processors that function as
accelerators/boosters and the RISC processors as computing nodes, much like the
processing elements in Lippert. A POSITA thus would have understood that the
teachings of Lippert and Budenske are compatible and would work well together.
65. Finally, a POSITA would have reasonably expected to succeed in
implementing the Lippert-Budenske combination because doing so would only
entail providing software code, which was well within the skill of a POSITA.
Further, a POSITA would have reasonably expected success implementing the
teachings of Budenske in a heterogeneous computing system as taught by Lippert
partly because there is nothing incompatible between the two approaches, and
because Budenske explains that its teachings “can also be used for other application
domains and classes of hardware platforms whose characteristics are similar to those
of the application and platforms considered here.” EX1005, 404. Other prior art
references available to the POSITA disclosed successful implementations of
Budenske’s teachings and confirmed that Budenske’s approach to re-mapping sub-
tasks is feasible and achieves faster execution times compared to other dynamic task
scheduling techniques. EX1007, 78-79 (describing Budenske), 92 (illustrating
execution times of Budenske’s “On-Off” approach compared to other dynamic

scheduling approaches for task graphs of various sizes and types); EX1008, 156-165
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(discussing Budenske’s approach and performance results). In view of these
references, a POSITA would have reasonably expected to succeed implementing
Lippert-Budenske and achieving the benefits described in each reference.

66. Further, the ’442 patent provides only a high-level description of
adjusting the distribution of sub-tasks between computation nodes and boosters.
E.g., EX1001, 3:59-4:3, 4:23-31. This level of disclosure reflects the state of the art,
as it assumes anyone desiring to carry out the process would know of the equipment
and techniques to be used, none being specifically described, and thus confirms that
POSITAs would have reasonably expected to succeed in implementing Lippert-
Budenske.

67. So combined, the Lippert-Budenske combination dynamically
distributes sub-tasks of a computation task among computation nodes and boosters
of a heterogeneous computation system between iterations of the computation task,
to more efficiently process the computation task, and thus renders all challenged

claims obvious.
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1. Claim 1

a)  Element [1.1]2

[1.1] A method of operating a heterogeneous computing system comprising a
plurality of computation nodes and a plurality of booster nodes, at least one of
the plurality of computation nodes and a plurality of booster nodes being
arranged to compute a computation task, the computation task comprising a
plurality of sub-tasks, the method comprising:

68. Lippert-Budenske discloses and teaches this element. Lippert and
Budenske each disclose a method of operating a heterogeneous computing system
to compute a computation task. Lippert discloses operating a heterogeneous
computing system comprising a plurality of computation nodes and a plurality of
booster nodes, with at least one of the nodes being arranged to compute a
computation task comprising a plurality of sub-tasks. Specifically, Lippert discloses
a “computer cluster arrangement for processing a computation task,” where the
“computer cluster arrangement” comprises a plurality of computation nodes and a
plurality of boosters (booster nodes). EX1004, [0009]-[0013]. Processors applied in
computation nodes are different from the processors applied in boosters. EX1004,
[0029]. A POSITA thus would have understood that the computer cluster

arrangement is a heterogeneous computing system because the computer cluster

2 Reference numbers in the format of [claim#.element#] are added throughout for

ease of reference.
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arrangement comprises different types of processors, arranged as computation nodes
and booster nodes. Figure 2 of Lippert, reproduced below, “shows a computer cluster
arrangement comprising a cluster C as well as a booster group BG,” where the cluster
as depicted comprises “four computation nodes, also referred to as CN, as well as
three boosters, also referred to as B.” EX1004, [0067]. While Figure 2 labels the
computation nodes as the cluster “C,” a POSITA would understand that the entire
arrangement depicted in Figure 2 is the cluster, as stated in Lippert: “FIG. 2 shows

a schematic illustration of a computer cluster arrangement.” EX1004, [0059].

RM

Fig.: 2
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EX1004, FIG. 2.

69. Lippert discloses that “the computation task may comprise several
sub[-]problems, also referred to as sub[-]tasks, which in their entirety describe the
overall computation task.” EX1004, [0016]. The computation task may be divided
“into several parts,” and the computer cluster arrangement is arranged “to solve the
parts of the computation task in parallel or in succession.” EX1004, [0016]. Thus,
Lippert (and Lippert-Budenske) discloses this claim element.

70.  Budenske discloses a method for operating a heterogeneous computing
system to compute a computation task, the computation task comprising a plurality
of sub-tasks. Budenske discloses a “methodology for real-time on-line input-data
dependent remapping of the application subtasks to the processors in the
heterogeneous parallel hardware platform.” EX1005, 387. Budenske explains that
the configuration of the heterogeneous parallel hardware platform (heterogeneous
computing system) depends on the expected needs of the application (task) to be
computed, and as an example, teaches a heterogeneous parallel hardware platform
that includes “up to four different types of processors, and up to a total of 64
processors (of all types combined).” EX1005, 391.

71.  As explained by Budenske, an “application ... can be modeled as an
iterative execution of a set of partially ordered subtasks.” EX1005, 390. An

“application task” is represented as “a DDG (data dependency graph), whose nodes
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are the subtasks that need to be executed to perform the application and whose arcs
are the data dependencies among subtasks.” EX1005, 391. The DDG is “structured
as a directed acyclic graph (DAG).” EX1005, 391.

72.  In combination, Lippert-Budeske discloses a method of operating a
heterogeneous computing system comprising a plurality of computation nodes and
a plurality of booster nodes, at least one of the plurality of computation nodes and a
plurality of booster nodes being arranged to compute a computation task, the

computation task comprising a plurality of sub-tasks.

b) Element [1.2]

[1.2] in a first computing iteration, assigning and processing the plurality of sub-
tasks by at least a portion of the plurality of computation nodes and at least a
portion of the plurality of booster nodes in a first distribution; and

73.  Lippert-Budenske discloses and teaches this element. Lippert discloses
computing a “first part of the computation task” and a “second part of the
computation task™ (the plurality of sub-tasks) by, respectively, “at least two of the
plurality of computation nodes CN” (at least a portion of the plurality of
computation nodes) and “at least one booster B” (at least a portion of the plurality
of booster nodes). EX1004, [0091]. A POSITA would have understood this
computing of the parts of the computation task by at least two of the plurality of
computation nodes and at least one booster as assigning and processing the parts of

the computation task in a first distribution, at least because Lippert teaches
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“establishing a static assignment [of a booster to a computation node] at start of a
processing of a computation task,” where “assignment information [is provided] to
the computation nodes for outsourcing parts of the computation tasks from at least
one computation node to at least one booster.” EX1004, [0013]-[0014]. A POSITA
would have understood “distribution” as used here in the claim to refer to how the
sub-tasks are assigned to nodes (and thus distributed among the nodes), as opposed
to meaning a probability distribution like a Gaussian.

74.  Although Lippert discloses the computation node “outsourcing” parts
of the computation task to a booster where the computation node processes the first
part in a first step and the booster node processes the second part in a second step
(e.g., EX1004, [0091]-[0092]), suggesting that the parts are solved in succession,
Lippert also discloses that the system may “solve the parts of the computation task
in parallel or in succession.” EX1004, [0016] (emphasis added). Further, Lippert
does not expressly specifically disclose the iterative execution of a computation task,
and thus does not expressly specifically disclose a “first computing iteration,” but
Lippert explains that “the person skilled in the art appreciates that any of the steps
can be performed iteratively, in a different order and may comprise further sub
steps.” EX1004, [0093].

75. Budenske discloses assigning a plurality of sub-tasks to processing

resources of a heterogeneous computing system for processing in a first iteration.
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For example, Budenske discloses, “[f]or the initial iteration through the set of
subtasks”™ (in a first computing iteration), “assign[ing] resources (€.g., processors)
to the subtasks.” EX1005, 391; see also id., 396-97 (describing how to assign sub-
tasks to processors). This “initial mapping” (first distribution) of the subtasks (the
plurality of sub-tasks) to the processing resources is used for a first computing
iteration of the application (computation task). EX1005, 395.

76. A POSITA would have implemented Lippert-Budenske to, in a first
computing iteration of an iterative application, assign the plurality of sub-tasks to at
least a portion of the computation nodes and at least a portion of the boosters
according to an initial mapping, where the initial mapping maps sub-tasks to
processors (e.g., computation nodes or boosters), and where their assigned
computation nodes and boosters thus process the plurality of sub-tasks. The POSITA
would have been motivated to implement Lippert-Budenske in this way at least
because doing so would ensure that sub-tasks are assigned to processing resources
“best suited” to compute the algorithms of the sub-tasks while accounting for the
initial architecture of computation nodes and boosters, and characteristics of the
application itself (e.g., what algorithms will be used to compute each sub-task; what
are the data dependencies between sub-tasks; etc.). E.g., EX1005, 392, 396-397.
Lippert-Budenske thus teaches and renders obvious, in a first computing iteration,

assigning and processing the plurality of sub-tasks by at least a portion of the
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plurality of computation nodes and at least a portion of the plurality of booster nodes

in a first distribution.

c) Element [1.3]

[1.3] generating, using information relating to the processing of the plurality of
sub-tasks by at least the portion of the plurality of computation nodes and at least
the portion of the plurality of booster nodes, a further distribution of the plurality
of sub-tasks between the plurality of computation nodes and the plurality of
booster nodes for processing thereby in a further computing iteration.

77.  Lippert-Budenske discloses and teaches this element. After processing
the sub-tasks with the “initial mapping,” Budenske teaches “monitor[ing] the run-
time values of the dynamic parameters at the end of each iteration through the
underlying DDG to make a heuristically-based decision whether to continue with
the current mapping or to select and instantiate a new mapping (for the next
iteration).” EX1005, 395. Budenske thus discloses using values of dynamic
parameters (information relating to the processing of the sub-tasks by at least the
portion of the plurality of computation nodes and at least the portion of the plurality
of booster nodes) to generate a “new assignment” (further distribution) of sub-tasks
to resources “to use for the next execution iteration through the subtasks” (in a
further computing iteration). EX1005, 391.

78.  Specifically, “[a]fter each execution iteration through the set of
subtasks, the values of certain dynamic parameters of the application may change,

such as the number of objects detected in the current frame of a real-time image
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stream being processed.” EX1005, 391. The dynamic parameters are “computed by
the application as it executes.” EX1005, 393. The values for the dynamic parameters
are thus obtained after processing the sub-tasks in an iteration: “After all subtasks
have completed execution for a given iteration through the DDG, and before the next
iteration begins, the latest values of these dynamic parameters will be reported to the
on-line HC Kernel.” EX1005, 391. At each iteration, there can be a different
mapping of the DDG (parallelism) onto the accelerators. The latest values of
dynamic parameters are an example of the claim’s “information relating to the
processing of the plurality of sub-tasks.” The “most recent values of such dynamic
parameters” are then used to determine whether “to reconfigure the assignment of
processing resources to subtasks to reduce execution time of the next iteration,” and
“[1]f 1t is desirable, the HC Kernel will select a new assignment to use for the next
execution iteration through the subtasks.” EX1005, 391. In particular, Budenske
teaches generating a “vector of D representative values” as an “approximation of the
set of current actual dynamic parameters,” and using that vector to identify the
optimal mapping of sub-tasks from the possible mappings (tracked in a “Mapped
DDG” or “MDDG Table”). EX1005, 402. Budenske thus teaches selecting a new
mapping from a set of candidate mappings that best matches the values of the
dynamic parameters (the information), and instantiating (generating) the further

distribution according to the selected mapping for the next computing iteration.
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EX1005, 402-403. Budenske also discloses an alternative wherein a fully “on-line
heuristic” is used, such that the new mapping is generated in real-time between
iterations based on the information. EX1005, 389-90, 398, 403.

79. A POSITA would have found it obvious to implement the
heterogeneous computing system of Lippert with the dynamic sub-task mapping
method of Budenske such that, between iterations, Lippert-Budenske uses values of
dynamic parameters calculated during a preceding iteration to generate a new
assignment of sub-tasks to the plurality of computation nodes and the plurality of
boosters for processing in the next iteration. The POSITA would have been
motivated to implement Lippert-Budenske in this way partly in order “to reduce
execution time of the next iteration.” EX1005, 391. The POSITA would have further
been motivated to implement Lippert-Budenske in this way because Budenske
explains that, “[b]ecause the execution time of application subtasks ... is highly
input-data dependent ..., this matching and scheduling of application subtasks to
processors must be performed dynamically at run time.” EX1005, 390 (emphasis
added). The POSITA would have reasonably expected to succeed in implementing
Lippert-Budenske partly because Lippert and Budenske each provide ample
implementation details for achieving the disclosed functionality, and a POSITA
would have found it simple and straightforward to combine the teachings. Lippert-

Budenske thus teaches and renders this element and this claimed method obvious.
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2. Claim 2

2. The method according to claim 1, wherein an application manager receives the
information and determines the further distribution.

80. Lippert-Budenske discloses and teaches this element, and renders this
claim obvious for the foregoing and following reasons. Lippert-Budenske renders
claim 1 obvious, as discussed above in Section X.C.1. Budenske discloses an “HC
Kernel” (also referred to as “HC Kernel Monitor”) and a “Basic Kernel” that
cooperate to manage an application, and thus a POSITA would have understood
aspects of the HC Kernel and the Basic Kernel together as an application manager-.
EX1005, 388-89, 401-02. According to Budenske, “the HC Kernel interacts with the
Basic Kernel ... to execute the application and monitor its execution so it can decide
when to remap the subtasks onto the hardware platform” (EX1005, 388), where the
Basic Kernel receives “the latest values of ... dynamic parameters” at the end of
each iteration (receives the information). EX1005, 402 (describing how the Basic
Kernel “begin[s] execution of the application task™). The Basic Kernel sends the
latest values of the dynamic parameters to an HC Kernel Monitor, which then “use[s]
the most recent values of these dynamic parameters to estimate if changing the
matching and scheduling will reduce the expected execution time of the next
iteration through the corresponding DDG.” EX1005, 402. Figure 3 of Budenske

depicts the Basic Kernel and the HC Kernel Monitor (together, the application
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manager) interacting with the heterogeneous parallel computing system during

execution of an iterative application:
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EX1005, Figure 3 (annotated); see also id., Figure 1.

81. A POSITA would have understood the HC Kernel and the Basic Kernel
of Budenske together as an “application manager” that “receives the information and
determines the further distribution” because the Basic Kernel receives the values of
the dynamic parameters (receives the information) from the heterogeneous parallel
computing system and inputs the dynamic parameter values to the HC Kernel to
determine a new assignment of sub-tasks to processing resources (determines the
further distribution). EX1005, 391, 402. Lippert-Budenske thus discloses and

teaches this claim element and renders this claim obvious.
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3. Claim 3

a) Element [3.1]

[3.1] The method according to claim 2, wherein a resource manager determines
the assignment of the plurality of sub-tasks to the plurality of computation nodes
and the plurality of booster nodes for the first computing iteration as a function
of the computation task and

82. Lippert-Budenske discloses and teaches this claim element and renders
this claim obvious for the foregoing and the following reasons. Specifically, as
discussed below, Lippert discloses a “resource manager,” and Budenske discloses
an HC Kernel Monitor, and a POSITA implementing Lippert-Budenske would
combine aspects of Lippert’s resource manager and Budenske’s HC Kernel Monitor
into a combined resource manager that determines the assignment of the plurality of
sub-tasks to the plurality of computation nodes and the plurality of booster nodes for
the first computing iteration as a function of the computation task. Lippert-Budenske
thus includes a resource manager that manages resources of the heterogeneous
computing system (e.g., computation nodes, booster nodes, and the assignment
thereof for processing a computation task), and an application manager that manages
applications (e.g., computation tasks) processed by the heterogeneous computation
system, where the resource manager handles an initial mapping of sub-tasks because
it manages the initial arrangement of the resources and does not depend on

information from processing the sub-tasks. In contrast, the application manager

Declaration of Darrell Long Page 47



IPR2025-00318
Patent 11,537,442

handles re-mapping of the sub-tasks to the resources because it receives information
relating to the processing of the sub-tasks during an application’s execution. See
980-81 (discussing the application manager of Lippert-Budenske); 9983-85
(discussing the resource manager of Lippert-Budenske).

83.  Lippert discloses a resource manager that determines the assignment of
the plurality of sub-tasks to the plurality of computation nodes and the plurality of
booster nodes as a function of the computation task. The resource manager
“establish[es] a static assignment at start of a processing of a computation task,” and
“establish[es] a dynamic assignment at runtime, which means during processing of
the computation task.” EX1004, [0013]; id., [0014], [0017]. FIG. 2 of Lippert depicts

the resource manager RM of the heterogeneous computing system.
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EX1004, FIG. 2 (annotated). This resource manager RM is similar to the resource
manager RM of the ’442 patent. See EX1001, FIG. 1 (element 28). The resource
manager of Lippert determines the computation node-booster assignment based on
“computation task requirements,” and thus as a function of the computation task.
EX1004, [0017]. Specifically, “booster allocation is performed as a function of
application needs, which means in dependency of processing a specific computation
task.” EX1004, [0015] (emphasis added). The resource manager “determin[es] an
initial assignment of boosters to computation nodes” based on a predetermined
assignment metric, and dynamically assigns boosters to computation nodes “at
runtime” as the computation task requirements evolve and the assignment metric is
accordingly altered. EX1004, [0017]; id., [0013], [0030]. The assignment metric is
managed by the resource manager. It is updated “as a function of a load balancing,
which detects workload of the computer cluster arrangement, especially of the
boosters.” Id., [0017]. For the assignment metric, Lippert teaches “detect[ing]
computing capacities of boosters and further detect[ing] computation task
requirements,” so that a booster assigned to a computation node “provides the
required capacities to the computation node.” /d. A POSITA would have understood
the resource manager’s assignment based on “computation task requirements” as

being determined as a function of the computation task. EX1004, [0017].
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84. Budenske, meanwhile, teaches an HC Kernel Monitor that determines
the assignment of the plurality of sub-tasks to the plurality of nodes for the first
computing iteration as a function of the computation task. Specifically, Budenske
teaches an HC Kernel Monitor that “establish[es] the initial mapping” of sub-tasks
to processing resources for an initial iteration (the assignment of the plurality of sub-
tasks to the plurality of computation nodes ... for the first computing iteration).
EX1005, 402. The initial mapping is a mapped DDG (MDDG) for a given initial
scenario (i.e., set of dynamic parameter values), where the MDDG is structured as a
directed acyclic graph that arranges sub-tasks according to “data dependencies
among subtasks” with algorithms selected for implementing the sub-tasks (as a
function of the computation task). Id., 391, 396, 402. A POSITA would have
understood the HC Kernel Monitor partly as a resource manager because it
“decide[s] how to assign resources (e.g., processors) to the subtasks.” EX1005, 391.

85. In combination, Lippert-Budenske includes a resource manager that
determines the assignment of the plurality of sub-tasks to the plurality of
computation nodes and the plurality of booster nodes, as taught by Lippert, for the
first computing iteration, as taught by Budenske. The assignment is determined as a
function of the computation task, as taught by both Lippert and Budenske, because
doing so would “enforce data-dependency constraints among the subtasks”

(EX1005, 397) and ensure that the sub-tasks of an iterative application are assigned
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“to the processors where [they are] best suited for execution” (EX1005, 390). See
also EX1004, [0015], [0017].

b) Element [3.2]

[3.2] wherein the application manager receives the information and processes the
information as input to the resource manager such that the resource manager
dynamically alters further distribution during the computing of the computation
task.

86. Lippert-Budenske discloses and teaches this element, thus rendering
the claimed method obvious for the foregoing and the following reasons. As
discussed above in Section X.C.2, Lippert-Budenske includes an application
manager that receives the information (the application manager receives the
information) and determines the further distribution (processes the information).
Lippert-Budenske further includes a resource manager that “establish[es] a dynamic
assignment at runtime, which means during processing of the computation task”
(dynamically alters further distribution during the computing of the computation
task), as taught by Lippert. EX1004, [0013]; Section X.C.3.a).

87. A POSITA implementing Lippert-Budenske would have found it
obvious to input the new mapping of sub-tasks by the application manager into the
resource manager such that the resource manager dynamically alters the distribution
of computation nodes and booster nodes during the computing of the computation

task, because doing so would utilize the “maximum flexibility in providing hardware
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resources” taught by Lippert. EX1004, [0015]; see also EX1005, 390 (teaching to
“fully utilize the architectural flexibility”’). That is, in addition to re-mapping the
sub-tasks to processing elements of the system as taught by Budenske, Lippert-
Budenske also dynamically assigns computation nodes and boosters to each other
“during processing of the computation task™ as taught by Lippert (EX1004, [0013]).
By providing the new mapping for the next iteration to the resource manager,
Lippert-Budenske would, for example, allocate additional boosters for processing a
given sub-task or otherwise re-configure computation node-booster assignment to
implement the new mapping and “reduce execution time of the next iteration”
(EX1005, 391). EX1004, [0014]-[0017], [0068]. In this way, Lippert-Budenske
“provide[s] fault tolerance in case of accelerator failures” and avoids “a lack of
resources or ... an excessive supply of resources” when executing an application.
EX1004, [0003].

88. A POSITA would have understood that ‘“the resource manager
dynamically alters further distribution” as recited in this claim element encompasses
“the resource manager dynamically alters assignment of the plurality of computation
nodes and the plurality of booster nodes to each other,” because claim 4 depending
from claim 3 specifies this, and further because the ’442 patent describes the

resource manager adjusting booster assignments according to updated assignment
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information from the application manager. EX1001, 4:27-31. Thus, in view of the

above, Lippert-Budenske discloses and teaches this element and this claim.

4. Claim 4

4. The method according to claim 3, wherein the resource manager receives the
information such that the resource manager dynamically alters assignment of the
plurality of computation nodes and the plurality of booster nodes to each other
during the computation of the computation task.

89. Lippert-Budenske discloses and teaches this element, and renders this
claim obvious for the foregoing and the following reasons. As discussed above in
Section X.C.3, the resource manager of Lippert-Budenske receives the information
and dynamically alters the assignment of the plurality of computation nodes and the
plurality of booster nodes to each other during the computation of the computation
task. EX1004, [0013], [0017].

5. Claim 5

5. The method according to claim 1, wherein daemons operate in the plurality of
computation nodes and the plurality of booster nodes to generate the information.

90. Lippert-Budenske discloses and teaches this claim element, and renders
this claim obvious for the foregoing reasons addressing claim 1 and for the following
reasons. Lippert-Budenske renders claim 1 obvious. Section X.C.1. Lippert
discloses “detect[ing] computing capacities of boosters” (EX1004, [0017]), and

Budenske teaches values of dynamic parameters being reported to the Basic Kernel
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during each iteration (e.g., EX1005, 402). In order to send the dynamic parameter
values taught by Budenske, as well as information regarding computing capacities
as taught by Lippert, from each computation node and each booster node to a central
manager to determine a re-mapping of sub-tasks, a POSITA thus would have
implemented Lippert-Budenske with daemons at each computation node and each
booster node configured to collect and send this information. POSITAs knew that a
daemon is a background process that performs a specific task, and that daemons
were commonly implemented at compute nodes to execute tasks at the compute
nodes and report status information back to a central resource manager for managing
cluster resources. E.g., EX1013, 5-7 (describing a central controller daemon and
daemons running at each compute node “to export control to SLURM”), 20
(describing a daemon at each node “for managing user jobs and monitoring system
state,” where its “most common action ... is to report system state on request”);
EX1021, 7:66-67 (defining a “daemon” as “a program that runs unattended to
perform a standard service”), 8:2-3 (“Daemon processes generally provide services
that must be available at all times.”), 2:54-3:18 (describing using daemons to
facilitate communication in a “parallel processing environment” comprising “a
plurality of nodes connected through a network to one another”). A POSITA thus
would have been motivated to implement background processes (i.e., daemons)

operating at each node that communicate the relevant information in a status update
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for dynamically remapping the sub-tasks among the nodes, to facilitate inter-element
communication while providing communication authentication beneficially, and to
enable independent control of task execution and reporting of task processing at each
node. E.g., EX1012, 9 (describing a central daemon and node daemons or
“TaskTrackers” for executing tasks at the node), 38-40 (describing a
“NodeManager” daemon at each node “responsible for launching the applications’
containers, monitoring their resource usage ..., and reporting the same to the
ResourceManager”); EX1013, 10 (describing how daemons authenticate and secure
communications between nodes); EX1022, 3:63-66 (“As is commonly known, a
daemon is a process that runs in the background and performs a specified operation
at predefined times or in response to certain events.”), 3:66-4:14 (explaining that
“[t]lypical daemon processes ... perform administrative tasks” and are implemented
in “any environment ... which is capable of implementing background processes and
supports communications between the various Nodes of the Cluster(s)”).

6. Claim 6

6. The method according to claim 1, wherein the first distribution is determined
based on a rating provided in source code for each sub-task in the plurality of
sub-tasks.

91. Lippert-Budenske discloses and teaches this claim element, and renders
this claim obvious for the above reasons associated with claim 1 and the following

reasons. Lippert-Budenske renders claim 1 obvious. Section X.C.l. Lippert
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discloses determining the first distribution based on a rating provided in the source
code for each sub-task in the plurality of sub-tasks.

92.  Specifically, regarding a rating, Lippert discloses priority, complexity,
and scalability information (individually and together, “a rating”) for each sub-task
because the sub-tasks comprise the priority information, complexity information,
and scalability information. Specifically, Lippert discloses that *“[s]pecific
computation tasks may comprise priority information, which indicates how urgently
this specific computation task has to be computed.” EX1004, [0020] (emphasis
added). This priority indicates “how urgent a processing of a computation task, or at
least a part of a computation task, is compared to other parts of computation tasks
being originated from other computation nodes.” Id. This relates to the dependency
between sub-tasks, where the processing of one sub-task depends on the processing
of another sub-task. Regarding complexity information and scalability information,
Lippert discloses applications or computation tasks where “[e]Jach code has highly
scalable and less scalable complex elements,” broken down into “exascale code
blocks” and “complex code blocks,” respectively (i.e., scalable sub-tasks and less-
scalable complex sub-tasks). EX1004, [0084]. As “the distinction between highly
scalable and complex is made on the level of code blocks,” the code blocks (sub-

tasks) include the complexity information and scalability information. /d. Each sub-
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task of the computation task thus comprises priority information, complexity
information, and scalability information (a rating).

93. The rating is provided in the source code for each sub-task in the
plurality of sub-tasks because the computation task “comprises” the information and
is “defined by means of ... a source code.” EX1004, [0016].

94. Regarding the first distribution is determined based on a rating, Lippert
further discloses a “predetermined assignment metric” for assigning nodes to each
other, with parts of the computation task allocated accordingly, being specified as a
function of “complexity information, scalability information,” and “priority
information” (a rating). EX1004, [0023]; id., [0018], [0043]. This information is
specific to each sub-task, and the assignment in Lippert, including the initial
distribution of sub-tasks among the nodes, is based partly on this information. E.g.,
id., [0015] (“booster allocation is performed as a function of application needs,
which means in dependency of processing a specific computation task”), [0017]-
[0020] (describing using the assignment metric to assign nodes). Lippert teaches
adapting the architecture of the computation nodes and the boosters of a computing
cluster to account for the scalability of the code blocks. EX1004, [0084]-[0088].

95. A POSITA would have understood that Lippert thus discloses and
teaches determining the first distribution of sub-tasks based on a rating provided in

source code for each sub-task, including a rating based on scalability information
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(e.g., indicating that the code block/sub-task is more scalable or less scalable) to
ensure that the part of a computation task distributed to a booster is suitable for the
resource capacities of the booster. This is consistent with the disclosure in the 442
patent of an operator estimating a scalability factor for each sub-task and distributing
the sub-tasks accordingly. EX1001, 4:16-47. Further, the *442 patent confirms that
POSITAs already knew how to annotate application code to indicate that a given
task is “highly scalable” and thus suitable for execution by boosters. EX1001, 1:39-
55 (citing EX1014); EX1014, 15-16 (describing how to designate portions of code
as sub-tasks as highly scalable and suitable for execution on specified hardware
devices, e.g., boosters).

96. A POSITA would have found it obvious when implementing Lippert-
Budenske to determine the initial mapping of sub-tasks to computation nodes and
boosters based on a rating provided in source code for each sub-task, where such
rating comprises an indication of scalability, as taught by Lippert. The POSITA
would have been motivated to do so to create optimal assignments of sub-tasks to
processing resources (e.g., computation nodes or boosters) that account for the
suitability of the processing resource for the corresponding scalability/complexity of
the sub-task while minimizing the expected execution time. The POSITA would
have reasonably expected to succeed in implementing Lippert-Budenske in this way

because Lippert provides ample implementation details for achieving the disclosed
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functionality, and a POSITA would have found it simple and straightforward to
combine the teachings. Lippert-Budenske thus renders this claim obvious.

7. Claim 7

7. The method according to claim 1, wherein the information is used to provide
a grouping of sub-tasks in at least one of the first computing iteration and the
further computing iteration.

97. Lippert-Budenske discloses and teaches this claim element, and renders
this claim obvious for the foregoing reasons associated with claim 1 and the
following reasons. Lippert-Budenske renders claim 1 obvious. Section X.C.I.
Regarding a grouping of sub-tasks, Lippert discloses “divid[ing] the computation
task into several parts,” including a first part computed by computation node(s) and
a second part computed by booster(s). EX1004, [0016]; id., [0009]-[0012]. A
POSITA would have understood these “parts” of the computation task as groupings
of sub-tasks, e.g., a first grouping of sub-tasks for processing by computation nodes
and a second grouping of sub-tasks for processing by boosters, because Lippert
discloses that a computation task “comprise[s] several sub problems, also referred
to as sub tasks.” EX1004, [0016].

98.  As discussed above in Section X.C.1.c), Lippert-Budenske discloses
and teaches using information relating to processing the plurality of sub-tasks to
generate a further distribution of the sub-tasks for a further computing iteration.

Given this disclosure and teaching, a POSITA implementing Lippert-Budenske
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would have been motivated, with a reasonable expectation of success, to use the
values of the dynamic parameters (the information) from a preceding iteration to
provide, via the new mapping of sub-tasks, a first grouping of sub-tasks and a second
grouping of sub-tasks for processing respectively with computation node(s) and
booster(s) in the next iteration (the further computing iteration), at least because
Lippert expressly discloses providing such groupings of sub-tasks. EX1004, [0016];
id., [0009]-[0012].

8. Claim §

8. The method according to claim 3, wherein a daemon operating at a node
generates a measure of a loading of the node during processing of a sub-task of
the plurality of sub-tasks.

99. Lippert-Budenske discloses and teaches this claim element, and renders
this claim obvious for the reasons associated with claims 1-3 and the following
reasons. Lippert-Budenske renders claim 3 obvious, and further renders the daemons
operating at the plurality of computation nodes and booster nodes obvious. Sections
X.C.3, X.C.5. Lippert discloses “detect[ing] workload of the computer cluster
arrangement, especially of the boosters,” as well as “computing capacities.”
EX1004, [0017]. For Lippert’s resource manager to detect such information, a
POSITA would have understood that a background process (i.e., a daemon)
implemented at each node to measure and report workload and computing capacity

information (generates a measure of a loading of the node during the processing of
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a sub-task of the plurality of sub-tasks) would be the most common way to generate
and communicate such information, and the easiest to implement because daecmons
already exist for performing this function. £.g., EX1012, 38 (describing a per-node
daemon “monitoring their resource usage (CPU, memory, disk, network) and
reporting the same to the ResourceManager”); EX1013, 6-7 (describing a “daemon
running on each compute node”), 19-20 (explaining how node daemons provide
“resource consumption information ... associated with a job”).

100. A POSITA thus would have been motivated, with a reasonable
expectation of success, to implement Lippert-Budenske with a daemon operating at
each computation node and booster node that generates a measure of the loading
(workload) of nodes during processing of a sub-task of the plurality of sub-tasks,
because doing so would allow the dynamic remapping of sub-tasks to the
heterogeneous computing system, as taught by Budenske, to also account for “load
balancing” as taught by Lippert. EX1004, [0017].

9. Claim 9

I [9.1] A heterogeneous computing system comprising: I

101. Lippert-Budenske discloses and teaches this element because Lippert

and Budenske disclose a heterogeneous computing system. Section X.C.1.a).

[9.2] a plurality of computation nodes and a plurality of booster nodes for
computing one or more tasks comprising multiple sub-tasks;
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102. Lippert-Budenske discloses and teaches this element because Lippert
discloses a plurality of computation nodes and a plurality of booster nodes for

computing one or more tasks comprising multiple sub-tasks. Section X.C.1.a).

[9.3] a communication interface connecting the plurality of computation nodes
with each other and the plurality of booster nodes;

103. Lippert-Budenske discloses and teaches this element because Lippert
discloses the plurality of computation nodes and the plurality of booster nodes
“interfacing a communication infrastructure.” EX1004, [0010]-[0011]; id., [0016].
Thus, “the computation nodes as well as the boosters interact by means of the
communication infrastructure.” Id., [0016]. FIG. 1 of Lippert depicts the
communication infrastructure IN, also called an interconnect, interfacing with each

computation node CN and each booster B. /d., [0067], FIG. 1.
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EX1004, FIG. 1 (annotated).

104. Budenske similarly discloses that “[a]ll the processors of all types will
have communication paths to one another,” via a “bus [that] can be used to provide
communications among different collections of processors.” EX1005, 392.

105. Thus, when implementing Lippert-Budenske, a POSITA would have
found it obvious for the heterogeneous computing system to include a
communication interface connecting the plurality of computation nodes with each
other and the plurality of booster nodes, at least because Lippert and Budenske each

disclose such a communication interface.

[9.4] a resource manager for assigning at least a portion of the plurality of booster
nodes and at least a portion of the plurality of computation nodes to each other
for the computing of the one or more tasks in a first computing iteration; and
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106. Lippert-Budenske discloses and teaches this element. Sections X.C.3,

X.C4.

[9.5] an application manager configured to receive information from daemons
operating in at least the portion of the plurality of computation nodes and at least
the portion of the plurality of booster nodes to update a distribution of the
multiple sub-tasks between the plurality of computation nodes and the plurality
of booster nodes in a further computing iteration.

107. Lippert-Budenske discloses and teaches this element. Section X.C.2.
Lippert-Budenske thus discloses and teaches all elements and renders this claimed

system obvious.

10. Claim 10

10. The heterogeneous computing system according to claim 9, wherein the
resource manager receives the information such that the resource manager
dynamically alters assignment of the plurality of computation nodes and the
plurality of booster nodes to each other.

108. Lippert-Budenske discloses and teaches this element, and thus renders
this claim obvious. Sections X.C.9, X.C 4.

XI. CLAIMS 2-5 AND 8-10 ARE OBVIOUS IN
VIEW OF LIPPERT, BUDENSKE, AND KAMBATLA

109. As explained below, claims 2-5 and 8-10 are obvious in view of
Lippert, Budenske, and Kambatla. While Lippert and Budenske, in combination,
render claims 1-10 obvious, the express teachings of Kambatla regarding resource
management daemons reflect the knowledge of a POSITA and further confirm the

obviousness of the claims.
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A. Kambatla (EX1006)

110. Kambatla is a U.S. patent application filed May 15, 2017, and claiming
priority to a provisional application filed September 14, 2016, and I understand this
means that Kambatla qualifies as prior art under at least Section 102(a)(2). EX1006,
Cover.

111. Kambatla discloses a resource management system for the “allocation
and management of computing resources in distributed computing clusters.”
EX1006, [0002]. Kambatla teaches techniques referred to as “utilization-based
incremental scheduling” (UBIS) that “opportunistically allocate[s] computing
resources not utilized by prior allocations.” EX1006, [0017]. Kambatla proposes
UBIS as an improvement to known “cluster scheduler” frameworks such as Apache
Hadoop YARN (“Yet Another Resource Negotiator”), used for scheduling (i.e.,
assigning) multiple tasks of a job to cluster computing resources. EX1006, [0004],
[0020] (“UBIS can be implemented in or for use with Apache YARN”), [0023]-
[0024], [0085].

112. Kambatla discloses a computing environment, depicted in Figure 1,
comprising a master node and a plurality of worker nodes in communication, where
the master node assigns tasks of a job to the computing resources of the worker nodes

for execution. EX1006, [0021]-[0022].
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EX1006, FIG. 1. To facilitate allocating computing resources for tasks, Kambatla
discloses daemons at each computing node, including a central resource manager
daemon at the master node and a node manager daemon at each worker node.
EX1006, [0030]-[0036] (describing resource manager), [0037]-[0041] (describing
node managers), FIGS. 3A-B. The resource manager is “configured to manage and
arbitrate resources among applications in the system.” EX1006, [0023].

113. Although Figure 1 depicts the resource manager 108 and the UBIS
engine 110 as separate components of the master node, Figure 3A of Kambatla
discloses a single resource manager comprising both components. EX1006, [0023],

[0030], FIG. 3A. The resource manager comprises, among other things, ‘“an
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application manager 330a, a scheduler 340a, and a resource tracker 350a.” EX1006,
[0031].

At Master Node

Resource Manager 108/110

310a

Client Services

320a

Admin Services

330a

Application Manager

340a

Scheduler

350a

Resource Tracker

EX1006, FIG. 3A.

B. Combining Lippert, Budenske, And Kambatla

114. A POSITA would have found it obvious to implement a combination
of Lippert and Budenske, as discussed in Section X.C. A POSITA further would
have been motivated, with a reasonable expectation of success, to combine the
teachings of Lippert-Budenske with Kambatla’s resource scheduling daemons. A

skilled artisan would have combined these respective teachings into an improved
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design (hereinafter “Lippert-Budenske-Kambatla™) that included benefits from each

reference. The resulting combination has the following teachings and elements

cooperating as follows:

e A computer cluster, as taught by Lippert, including:

O

O

O

A plurality of computation nodes;
A plurality of booster nodes; and
A communication infrastructure interfacing each of the

computation nodes and the booster nodes;

e A resource manager module implemented as a daemon, as taught by

Lippert (e.g., EX1004, [0014]), arranged to:

O

Assign booster nodes to computation nodes for processing a
computation task, as taught by Lippert (e.g., EX1004, [0014]);
Assign, according to an initial mapping, sub-tasks of the
computation task to the nodes for processing in a first iteration
of the computation task, as taught by Budenske (e.g., EX1005,
401); and

Dynamically assign, during the processing of the computation
task, computation nodes and booster nodes to each other, as

taught by Lippert (e.g., EX1004, [0013]);

e An application manager module, as taught by Kambatla, arranged to:
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o Deploy the sub-tasks to the computation nodes and the booster
nodes, as assigned for a current iteration, for execution of the
sub-tasks by the nodes in the current iteration, as taught by
Budenske (e.g., EX1005, 402);

o Monitor execution of sub-tasks to collect information relating to
the processing of the sub-tasks in the current iteration, as taught
by Budenske (e.g., EX1005, 402); and

o Assign, according to a new mapping obtained using information
related to the processing of the sub-tasks, the sub-tasks to the
nodes for a subsequent iteration of the computation task, as
taught by Budenske (e.g., EX1005, 401-402);

¢ A node manager daemon at each computation node and booster node,
as taught by Kambatla, arranged to:

0 Generate information relating to the processing of a sub-task at
the node; and

@ Report the information to the application manager module.

115. A POSITA would have been motivated, with a reasonable expectation
of success, to combine Lippert, Budenske, and Kambatla by implementing the

computer cluster of Lippert with the dynamic re-mapping of sub-tasks between
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iterations of an iterative application as taught by Budenske, and with the resource
management daemons as taught by Kambatla, for at least the following reasons.

116. First, Kambatla, like Lippert-Budenske, discloses a heterogeneous
computing system that processes a task comprising a plurality of sub-tasks. EX1006,
[0004], [0021], [0059]. Kambatla further teaches that such systems enable the
processing of not just one task or application but multiple tasks concurrently, with
the system’s processing resources being shared by the multiple tasks. It also provides
techniques for optimally scheduling tasks across the processing resources. EX1006,
[0004], [0017]. A POSITA thus would have been motivated to incorporate the
complementary teachings of Kambatla into Lippert-Budenske to leverage better the
full processing capacity of the heterogeneous computing system.

117. Second, a POSITA implementing Lippert-Budenske would have
recognized the need to facilitate inter-element communication to allow the resource
manager to allocate sub-tasks to nodes efficiently, and Kambatla teaches how to do
so. For example, while Lippert discloses the computation nodes, booster nodes, and
resource manager communicating with each other via the communication
infrastructure (e.g., EX1004, [0016]), Kambatla describes a node manager daemon
operating at each node to communicate with a central resource manager daemon and
to manage the execution of tasks at the node. EX1006, [0023], [0038]-[0041]. A

POSITA thus would have naturally turned to the teachings of Kambatla for
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implementation details on communicating information (i.e., values of dynamic
parameters, processing capacities of the node) to the central resource manager.

118. Third, the particular teachings of Kambatla follow the same principles
as Lippert-Budenske regarding the utilization of processing resources. For example,
Kambatla describes the prior art background of allocating cluster computing
resources to “jobs [that] typically include multiple tasks,” and the problem of
“resource fragmentation and severe under-utilization of the computing resources in
the cluster.” EX1006, [0003]-[0005]; see also EX1004, [0005] (discussing the
problem of “over- or under subscription of accelerators Acc depending on the
computation task’). This occurs because “[t]he amount of computing resources
required to process a given task can be difficult to predict,” as “[i]t is inevitably
difficult to accurately estimate the resource requirements of a job or its constituent
tasks because: (i) resource usage of a task varies over time, and (i1) resource usage
can vary across tasks of the same job based on the input they process.” EX1006,
[0005]. Kambatla addresses this problem by monitoring “actual utilization of
resources at a computing node” via a YARN-based resource manager that
communicates with node managers at nodes of a cluster, and “improv[ing] effective
resource utilization in a distributed computing cluster.” EX1006, [0017], [0042]; id.,
[0018]-[0023], [0030]-[0036] (describing a central resource manager daemon),

[0037]-[0041] (describing a node daemon), [0042]-[0049] (describing “Optimizing
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Resource Utilization”). This utilization-based resource allocation for applications
deployed to a computer cluster is complementary to the dynamic assignments of
Lippert-Budenske. E.g., EX1004, [0015] (teaching “booster allocation is performed
as a function of application needs, which means in dependency of processing a
specific computation task™); EX1005, 390-391 (describing “input-data dependent”
execution of sub-tasks and the remapping of sub-tasks to processors as dynamic
parameters evolve over time). Thus, a POSITA seeking to fully leverage the
processing capacity of a computer cluster, for example by processing multiple
iterative applications concurrently, would naturally seek out and incorporate
teachings on cluster resource management daemons that facilitate dynamic resource
allocation, such as those taught by Kambatla.

119. Finally, a POSITA had a reasonable expectation of success
implementing Lippert-Budenske-Kambatla, at least because a POSITA was familiar
with and understood how to implement “known resource management techniques
(such as in YARN)” (EX1006, [0023]), and because doing so would involve writing
only minor software code that was well within the skill of a POSITA. See, e.g.,
EX1012, xviii (explaining that “YARN makes the effort of building [distributed
computing] systems significantly simpler”). Further, a POSITA would have
reasonably expected to succeed in incorporating Kambatla’s teachings into Lippert-

Budenske because Kambatla explains that its teachings can be successfully
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implemented in heterogeneous computing systems comprising “CPU and memory
resources” (i.e., computation nodes) and “GPU[s] (graphical processing [units])”
(i.e., boosters). EX1006, [0020]; id., [0023], [0059]. Further, the *442 patent admits
that using daemons at nodes to facilitate communication was already known,
confirming that a POSITA knew how to implement such features. EX1001, 3:6-18,
3:39-43, 4:32-37.

120. Thus, a POSITA implementing the dynamic assignment of sub-tasks
between iterations, as taught by Budenske, to computation nodes and boosters of a
heterogeneous computing system, as taught by Lippert, would have been motivated
to implement a cluster scheduling framework as taught by Kambatla, in order “to
improve effective resource utilization” and thus minimize “processing duration.”
EX1006, [0042].

1. Claim 2

2. The method according to claim 1, wherein an application manager receives the
information and determines the further distribution.

121. Lippert-Budenske-Kambatla discloses and teaches this element, and
renders this claim obvious for the foregoing and the following reasons. Lippert-
Budenske renders claim 1 obvious, as discussed above in Section X.C.1. Further,

Lippert-Budenske discloses and teaches this element. Section X.C.2.
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122. Moreover, Kambatla expressly discloses various modules of a central
resource manager that a POSITA would have understood as the “application
manager” recited in the claim. Kambatla discloses an “application manager 330a ...
responsible for maintaining a collection of submitted ‘applications’ or jobs.’”
EX1006, [0034]. The application manager is a module of a “resource manager
daemon.” EX1006, [0031]. The application manager includes an “application master
service responsible for communicating with all the application masters at the”
computing nodes. EX1006, [0034]. FIG. 3A of Kambatla depicts the resource

manager 108 including the application manager 330a.
At Master Node
Resource Manager 108/110

310a

Client Services

320a

Admin Services

330a

Application Manager

340a

Scheduler

350a

Resource Tracker
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EX1006, FIG. 3A (annotated). Further, the resource tracker 350a of the resource
manager “monitors available resources at the nodes, by receiving status updates from
the worker nodes.” EX1006, [0036]; id., [0058] (describing how the resource
manager “can actively monitor resource usage of each container at the worker nodes
and of the worker nodes themselves,” via “heartbeat information” that includes
“utilization information”). At the same time, “[t]he scheduler 340a is responsible for
allocating resources to the various applications.” EX1006, [0035]. Despite being
depicted as separate components, Kambatla teaches that the resource manager can
“include more or fewer components, organized in various configurations.” EX1006,
[0030]. A POSITA thus would have understood that the functions of the application
manager 330a and the resource tracker 350a were combinable into a single
component (application manager) that manages an application deployed to cluster
resources and communicates with the resources, as well as provides information
from the resources to the scheduler 340a of the resource manager to allocate sub-
tasks of the application to the resources for processing.

123. In combination, a POSITA implementing Lippert-Budenske-Kambatla
would have found it obvious to use an application manager as taught by Kambatla
to perform the functions of the Basic Kernel of Budenske, at least because the
application manager and the Basic Kernel similarly manage the execution of an

application on a plurality of computing devices. Further, a POSITA would have been
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motivated to implement the dynamic assignment of sub-tasks to the compute nodes
and booster nodes of a heterogeneous computing system, as taught by Lippert-
Budenske, with the application manager of Kambatla to efficiently enable and
manage the execution of multiple such applications on the plurality of computing
resources. E.g., EX1006, [0004], [0023]-[0024], [0034].

124. The POSITA would have reasonably expected to succeed because
implementing such an application manager would entail only providing simple
software code and configurations to perform the known functions, which was within
the skill of a POSITA. E.g., EX1006, [0101] (explaining broadly how “the routines
executed to implement the embodiments of the disclosure[] may be implemented”);
EX1012, 59-84 (detailing how to install and configure YARN on a cluster).

2.  Claim 3

a) Element 3.1

3. The method according to claim 2, wherein a resource manager determines the
assignment of the plurality of sub-tasks to the plurality of computation nodes and
the plurality of booster nodes for the first computing iteration as a function of the
computation task and

125. Lippert-Budenske-Kambatla discloses and teaches this element, and
renders this claim obvious for the foregoing and following reasons. Section XI.B.1.
Lippert-Budenske discloses and teaches this element, as discussed above in Section

X.C.3. Further, Kambatla discloses a “central resource manager [that] is a general
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resource manager configured to manage and arbitrate resources among applications
in the system.” EX1006, [0023], FIGS. 1, 3A. A POSITA implementing Lippert-
Budenske-Kambatla would have combined the resource manager of Lippert-
Budenske with the central resource manager of Kambatla into a combined resource
manager that determines the assignment of the plurality of sub-tasks to the plurality
of computation nodes and the plurality of booster nodes for the first computing
iteration as a function of the computation task, as taught by Lippert-Budenske.
Section X.C.3.a). The POSITA would have done so to gain the additional advantages
of Kambatla, namely to enable efficient scheduling of multiple tasks, rather than one
computational task, across the processing resources of the heterogeneous computing
system, while minimizing “processing duration.” EX1006, [0042], [0004], [0017],
[0023]-[0024].

b)  Element 3.2

wherein the application manager receives the information and processes the
information as input to the resource manager such that the resource manager
dynamically alters further distribution during the computing of the computation
task.

126. Lippert-Budenske-Kambatla discloses and teaches this element, and
renders this claim obvious for the foregoing and the following reasons. Lippert-
Budenske-Kambatla includes an application manager that receives information

from the nodes and processes the information to update an assignment of sub-tasks
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to the nodes. Section XI.B.1. Lippert-Budenske-Kambatla further includes a
resource manager. Section XI.B.2.a). Lippert-Budenske includes a resource
manager that dynamically alters further distribution of computation nodes and
booster nodes during the computing of the computation task. Section X.C.3.b).
Further, Kambatla discloses that its central resource manager includes various
modules configured to handle different tasks and feed information to other modules
“to aid in resource allocation.” EX1006, [0036], [0031]-[0035]. Kambatla also
discloses that “more or fewer components, organized in various configurations ...
remain[] within the scope” of Kambatla. EX1006, [0030]. A POSITA thus would
have naturally implemented Lippert-Budenske-Kambatla with a central resource
manager as taught by Kambatla that includes a module configured to perform the
dynamic-assignment functions of Lippert-Budenske’s resource manager, thus
achieving the benefits of Kambatla’s resource manager and the dynamic assignment
of Lippert-Budenske’s resource manager. Sections X.C.3.b), XI.B. So implemented,
the resource manager of Lippert-Budenske-Kambatla uses the information input by
the application manager to dynamically alter further distribution during the
computing of the computation task, thus combining the functions of the resource
manager of Lippert, the HC Kernel Monitor and Basic Kernel of Budenske, and the

resource manager of Kambatla.
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3. Claim 4

4. The method according to claim 3, wherein the resource manager receives the
information such that the resource manager dynamically alters assignment of the
plurality of computation nodes and the plurality of booster nodes to each other
during the computation of the computation task.

127. Lippert-Budenske-Kambatla teaches and discloses this element, and
renders this claim obvious, at least because Lippert-Budenske teaches and discloses
a resource manager that receives the information and dynamically alters assignment
of the plurality of computation nodes and the plurality of booster nodes to each other
during the computation of the computation task. Sections XI.B.2, X.C.4. As Lippert-
Budenske-Kambatla includes a resource manager that combines the central resource
manager of Kambatla with the resource manager of Lippert-Budenske, the resource
manager of Lippert-Budenske-Kambatla receives the information and dynamically
alters assignment of the plurality of computation nodes and the plurality of booster
nodes to each other during the computation of the computation task.

4. Claim 5

5. The method according to claim 1, wherein daemons operate in the plurality of
computation nodes and the plurality of booster nodes to generate the information.

128. Lippert-Budenske-Kambatla discloses and teaches this element, and
renders this claim obvious. Lippert-Budenske renders claim 1 obvious. Section

X.C.1. Further, Lippert-Budenske discloses and teaches this element. Section X.C.5.
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Kambatla provides further implementation details by expressly disclosing a
“resource manager daemon installed at worker nodes in a distributed computing
cluster.” EX1006, [0037]. The “resource manager daemon installed at the worker
nodes includes a node manager 310b, and one or more application masters 320b.”
EX1006, [0038], FIGS. 1, 3B. The central resource manager “[cJommunicat[es] with
node managers 118a-c which act as the agents at each node,” to “allocate and
schedule resources available at the various nodes based on the available resources

reported from each node manager.” EX1006, [0023].
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EX1006, FIG. 1 (annotated). Each node manager “registers with the [central]
resource manager and broadcasts the [node’s status] including the status of available

resources ... at the node.” EX1006, [0039]. Further, “[a]pplication masters 320b are
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responsible for requesting resources from the resource manager 108/110, working
with node managers 310b to manage and monitor the containers 330b allocated by
the resource manager 108/110.” EX1006, [0041]. Containers are an abstraction of
the worker’s nodes computing resources allocated to process a task. EX1006, [0004],
[0023].

129. In combination, Lippert-Budenske-Kambatla includes daemons as
taught by Kambatla at each worker node—i.e., at each computation node and each
booster node—to generate dynamic parameter information as taught by Budenske,
as well as information regarding computing capacities and computation task
requirements as taught by Lippert. A POSITA would have been motivated to
implement Lippert-Budenske-Kambatla in this way because doing so would
facilitate efficient communication of the relevant information in a status update for
dynamically remapping the sub-tasks among the nodes. In contrast, the “additional
information [taught by Budenske and Lippert] will typically add little overhead to
an existing node [status update].” EX1006, [0039].

S. Claim 8

8. The method according to claim 3, wherein a daemon operating at a node
generates a measure of a loading of the node during processing of a sub-task of
the plurality of sub-tasks.

130. Lippert-Budenske-Kambatla discloses and teaches this element, and

renders this claim obvious. Section XI.B.2. Lippert-Budenske teaches and discloses
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this element. Section X.C.8. Further, according to Kambatla, the daemon operating
at a node “monitors the containers 330b at the node ... for resource utilization while
processes are running” and “calculate[s] the aggregate resource utilization across all
containers in the worker node” (generates a measure of a loading of the node during
processing). EX1006, [0038]-[0040].

131. In combination, Lippert-Budenske-Kambatla includes a daemon
operating at each computation node and booster node that generates a measure of a
loading of the node during processing of a sub-task of the plurality of sub-tasks. A
POSITA would have been motivated to implement Lippert-Budenske-Kambatla in
this way, because doing so would allow the dynamic remapping of sub-tasks to the
heterogeneous computing system as taught by Budenske to also account for “load
balancing” as taught by Lippert. EX1004, [0017].

6. Claim 9

I [9.1] A heterogeneous computing system comprising: I

132. Lippert-Budenske-Kambatla discloses and teaches this element, at least
because Lippert and Budenske each disclose a heterogeneous computing system.

Section X.C.1.a).

[9.2] a plurality of computation nodes and a plurality of booster nodes for
computing one or more tasks comprising multiple sub-tasks;
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133. Lippert-Budenske-Kambatla discloses and teaches this element, at least
because Lippert discloses a plurality of computation nodes and a plurality of booster

nodes for computing one or more tasks comprising multiple sub-tasks. Section

X.C.1.a).

[9.3] a communication interface connecting the plurality of computation nodes
with each other and the plurality of booster nodes;

134. Lippert-Budenske-Kambatla discloses and teaches this element, at least
because Lippert-Budenske discloses and teaches this element. Section X.C.9.
Kambatla also discloses a “cluster of worker nodes in [] communication (e.g., via a
computer network) with each other and one or more master nodes.” EX1006, [0021].

135. In  combination,  Lippert-Budenske-Kambatla  includes a
communication interface connecting the plurality of computation nodes with each

other and the plurality of booster nodes.

[9.4] a resource manager for assigning at least a portion of the plurality of booster
nodes and at least a portion of the plurality of computation nodes to each other
for the computing of the one or more tasks in a first computing iteration; and

136. Lippert-Budenske-Kambatla discloses and teaches this element.

Sections X.C.1, XI.B.1, XI.B.2.

[9.5] an application manager configured to receive information from daemons
operating in at least the portion of the plurality of computation nodes and at least
the portion of the plurality of booster nodes to update a distribution of the
multiple sub-tasks between the plurality of computation nodes and the plurality
of booster nodes in a further computing iteration.
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137. Lippert-Budenske-Kambatla discloses and teaches this element.

Sections X.C.1, XI.B.1, XI.B.4.

7. Claim 10

10. The heterogeneous computing system according to claim 9, wherein the
resource manager receives the information such that the resource manager
dynamically alters assignment of the plurality of computation nodes and the

plurality of booster nodes to each other.

138. Lippert-Budenske-Kambatla discloses and teaches this claim. Sections

XI.B.6, XI.B.3.
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I, Darrell Long, do hereby declare and state, that all statements made herein
of my own knowledge are true and that all statements made on information and belief
are believed to be true; and further that these statements were made with the
knowledge that willful false statements and the like so made are punishable by fine

or imprisonment, or both, under Section 1001 of Title 18 of the United States Code.

Dated: Lecesmben RO 2024 @a/m// %

Darrell D. E. Long,
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Steering Committee: Symposium on Modeling, Analysis and Simulation of Computer and Telecommu-
nication Systems (MASCOTYS).

Program Committee: IEEE International Conference on Machine Learning and Applications ICMLA
2019).

Reviewer: International Conference on Cloud and Big Data Computing (CBDC 2019).

Steering Committee: Symposium on Modeling, Analysis and Simulation of Computer and Telecommu-
nication Systems (MASCOTS).

Program Committee: IEEE Cluster Conference (Cluster 2018).

Steering Committee: Symposium on Modeling, Analysis and Simulation of Computer and Telecommu-

nication Systems (MASCOTS).

Steering Committee: Symposium on Modeling, Analysis and Simulation of Computer and Telecommu-
nication Systems (MASCOTS).

Program Committee: Symposium on Modeling, Analysis and Simulation of Computer and Telecommu-
nication Systems (MASCOTS).

Steering Committee: Petascale Data Storage Workshop (PDSW), Symposium on Modeling, Analysis and
Simulation of Computer and Telecommunication Systems (MASCOTS).

Program Committee: Symposium on File and Storage Systems Technology (FAST).

Steering Committee: Petascale Data Storage Workshop (PDSW), Symposium on Modeling, Analysis and
Simulation of Computer and Telecommunication Systems (MASCOTS).

26



2014

2013

2012

2011

2010

2009

2008

Program Committee: International Conference on Advanced Communications and Computation (IN-
FOCOMP), Conference on Mass Storage Systems and Technologies (MSST).
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Steering Committee: Symposium on Modeling, Analysis and Simulation of Computer and Telecommu-
nication Systems (MASCOTS), Symposium on File and Storage Systems Technology (FAST).

Program Committee: International Conference on Dependable Systems and Networks (DSN), Depend-
able Computing and Communications Symposium (DCCS), Symposium on Applications and the Inter-
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Steering Committee: Workshop on Mobile Computing Systems and Applications (WMCSA), Symposium
on Applications and the Internet (SAINT).
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nications Networks and Distributed Systems Modeling and Simulation Conference (CNDS), Symposium
on Modeling, Analysis and Simulation of Computer and Telecommunication Systems (MASCOTS).

Steering Committee: Hot Topics in Operating Systems VI (HotOS).

General Chair: IEEE Computer Society/National Science Foundation Workshop on Workspaces in the
Information Age.

Program Chair: IEEE Computer Society CompCon.

Program Committee: International Conference on Distributed Computing Systems (ICDCS), Annual
Simulation Symposium, International Workshop on Modeling, Analysis and Simulation of Computer
and Telecommunication Systems (MASCOTS).

Steering Committee: Hot Topics in Operating Systems V (HotOS).

Program Committee: Symposium on Reliable Distributed Systems (SRDS), Usenix Technical Conference,
Services in Distributed and Networked Environments (SDNE), International Conference on Distributed
Computing Systems (ICDCS), Annual Simulation Symposium, International Workshop on Modeling,
Analysis and Simulation of Computer and Telecommunication Systems (MASCOTS).

Founding General Chair: Workshop on Mobile Computing Systems and Applications (WMCSA).

Program Committee: Applied Data Bases; First International Workshop on Services in Distributed and
Networked Environments, International Conference on Distributed Computing Systems (ICDCS), An-
nual Simulation Symposium, International Workshop on Modeling, Analysis and Simulation of Com-
puter and Telecommunication Systems (MASCOTS).

Program Commiittee: International Conference on Parallel and Distributed Systems (ICPDS), IEEE Work-
shop on Advances in Parallel and Distributed Systems, International Conference on Distributed Comput-
ing Systems (ICDCS), Annual Simulation Symposium, International Workshop on Modeling, Analysis
and Simulation of Computer and Telecommunication Systems (MASCOTS).

Program Committee: Annual Simulation Symposium, Second Workshop on the Management of Repli-
cated Data (WMRD), International Workshop on Modeling, Analysis and Simulation of Computer and
Telecommunication Systems (MASCOTS).

Local Arrangements Chair and Program Committee: Second Workshop on the Management of Repli-
cated Data (WMRD).

Publicity Chair: First Workshop on the Management of Replicated Data (WMRD).

Program Committee: Usenix Association/ACM/IEEE-CS, Workshop on Experiences with Building Dis-
tributed and Multiprocessor Systems.

Program Committee: IFIP Working Group 6.5, International Working Conference on Message Handling
Systems and Distributed Applications.
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Membership in Professional Associations

Year Rank Professional Society
2019 Member International Association for Cryptologic Research (IACR)
2012 Member Armed Forces Communications & Electronics Association
2008 Fellow American Association for the Advancement of Science (AAAS)
2006 Fellow Institute of Electrical & Electronics Engineers (IEEE)
2006 Member American Society for Engineering Education (ASEE)
1991 Member Usenix Association
1989 Member Sigma Xi (Scientific Research Society)
1987 Member IEEE Computer Society
1981 Member Association for Computing Machinery (ACM)
Consulting
Years Organization Role
2015- Wilson, Sonsini, Goodrich & Rosati Technical Expert
Fish & Richardson Technical Expert
2015 Foley & Lardner Technical Expert
DLA Piper Technical Expert
2014- Latham & Watkins Technical Expert
2014 Beck & Hall Technical Expert
2013-15 Faegre, Baker & Daniels Technical Expert
Wilmer Cutler Pickering Hale Technical Expert
2013-14 County of Tehama Technical Expert
2012-13 Klarquist Sparkman Technical Expert
Wilson, Sonsini, Goodrich & Rosati Technical Expert
2011-14 Morgan, Lewis & Bockius Technical Expert
Fish & Richardson Technical Expert
2011-13 Connoly Bove Technical Expert
2011-12 Haynes & Boone Technical Expert
2011 Fujitsu Semiconductor America Consultant
2010-12 Quinn Emanuel Urquhart & Sullivan Technical Expert
Fish & Richardson Technical Expert
Simpson, Thacher & Bartlett Technical Expert
2009 Preston, Gates & Ellis Technical Expert
2008-09 Weil, Gotshal & Mange Technical Expert
2008-10 Hewlett-Packard Laboratories Consultant
2007- Center for Communications Research Adjunct
2006-10 Weil, Gotshal & Manges Technical Expert
2006-14 Fish & Richardson Technical Expert
2004-05 Faegre & Benson Technical Expert
2004 Siemens Technology-to-Business Center ~Consultant
2002- MITRE Corporation JASON
2002-05 Fish & Richardson Technical Expert
2001-03 Hecker Law Group Technical Expert
Bartlit, Beck, Herman, Palenchar & Scott  Technical Expert
Jenner & Block Technical Expert
2000 Sony Music Ventures Consultant
1997-02  Chief of Naval Research Consultant
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1996 Chatham Group Technical Expert
1995-11 IBM Almaden Research Center Visiting Scientist
Editorial Duties
2023  Associate Editor, Springer Journal of Big Data (JOBD)
2017-20  Editor-in-Chief, Letters of the Computer Society.
2016-19  Associate Editor, IEEE Transactions on Computers.
2011 Guest Editor, Information Systems Databases: Creation, Management and Utilization, Elsevier, vol. 36,
no. 3, May 2011.
2010-16  Editor-in-Chief, ACM Transactions on Storage.
2009 Guest Editor, Web Information Systems Engineering (WISE 2009), LNCS 5802.
2004-10  Associate Editor, ACM Transactions on Storage.
2002-03  Editorial Board, Mobile Computing and Communications Review.
1993-97  Editorial Board, International Journal in Computer Simulation.
1990-93  Editor, Bulletin of the IEEE Computer Society Technical Committee on Operating Systems and Applica-
tions Environments.
1990-93  Associate Editor, International Journal in Computer Simulation.

Reviewer of Technical Papers and Proposals

2023

2022

2021

2017

2016

2012

2009

2008

2007

2006

2005

ACM Transactions on Computer Systems.

ACM Transactions on Computer Systems; The Journal of Super Computing; Performance Evaluation.
Transactions on Dependable and Secure Computing.

Information Security Journal: A Global Perspective; ACM Transactions on Storage.

ACM Transactions on Modeling and Performance Evaluation of Computing Systems; Israel Science
Foundation; Flanders Innovation & Entrepreneurship.

ACM Transactions on Storage; Journal of Computer Science and Technology; IEEE Transactions on
Neural Networks and Learning Systems; IEEE Transactions of Reliability.

ACM Transactions on Storage; The Journal of Systems and Software.

ACM Transactions on Storage; IEEE Transactions on Computers; International Conference on Net-
working, Architecture, and Storage.

ACM Transactions on Storage; IEEE Transactions on Computers; Performance and Dependability Sym-
posium (PDS).

IEEE Transactions on Computers; ACM Transactions on Storage; IEEE Transactions on Magnetics; In-
ternational Symposium on Stabilization, Safety, and Security of Distributed Systems; International Par-
allel and Distributed Processing Symposium; University of California, MICRO Program; International
Conference on Dependable Systems and Networks.

ACM Transactions on Storage; IEEE/ACM Transactions on Networking.
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2004 ACM Transactions on Storage; IEEE Transactions on Computers; IEEE Transactions on Parallel and
Distributed Systems; International Journal of Computers and Applications.

2003 Symposium on Operating Systems Principles; IEEE Transactions on Broadcasting; Computer Journal;
IEEE Communications Letters.

2002 Transactions on Knowledge and Data Engineering; Transactions on Broadcasting; International Con-
ference on Parallel Processing; IEEE Communications Letters; Symposium on Operating System De-
sign and Implementation; Western Multiconference.

2001 IEEE Personal Communications; Workshop on Hot Topics in Operating Systems (HotOS); ETRI Journal;
International Conference on Modeling, Analysis, and Simulation of Computer and Telecommunica-
tions Systems; International Conference on Distributed Computing Systems; Symposium on Operating
Systems Principles; Western Multiconference.

2000 Transactions on Knowledge and Data Engineering; Symposium on Reliable Distributed Systems; Com-
munications of the ACM; IEEE Personal Communications; Transactions on Computer Systems; Trans-
actions on Modeling and Computer Simulation; Workshop on Wireless Networks and Mobile Comput-
ing.

1999 ACM/Baltzer Mobile Networks and Applications; IEEE Software; IEEE Transactions on Software Engi-
neering; International Conference on Modeling, Analysis, and Simulation of Computer and Telecom-
munications Systems; Usenix Technical Conference; Journal of Parallel and Distributed Computing.

1998 IEEE Software; IEEE Transactions on Parallel and Distributed Systems; ACM Transactions on Computer
Systems; Conference on Computing and Telecommunications; International Conference on High Per-
formance Computing; International Conference on Parallel Processing.

1997 National Science Foundation; IEEE Computer; IEEE Transactions on Parallel and Distributed Systems;
Symposium on Reliable Distributed Systems; Software — Practice & Experience; IEEE Software; Com-
puter Journal; Transactions on Knowledge and Data Engineering.

1996 National Science Foundation; Computer Journal; University of California, MICRO program; Informa-
tion Systems Journal; IEEE Transactions on Parallel and Distributed Systems.

1995 University of California, MICRO program; National Science Foundation; Computer Journal; Distributed
Systems Engineering Journal; Computing Surveys; Dependable Computing and Critical Applications
Conference; IEEE Transactions on Knowledge and Data Engineering.

1994 IEEE Computer; High Performance Distributed Computing; California Space Institute; Operating Sys-
tems Design and Implementation; International Journal in Computer Simulation; Information Pro-
cessing Letters; Journal of Distributed and Parallel Data Bases; IEEE Software. ACM Transactions on
Computer Systems.

1993 International Conference on Distributed Computing Systems; Distributed and Parallel Databases; Hawaii
International Conference on Systems Sciences; International Workshop on Modeling, Analysis, and
Simulation of Computer and Telecommunications Systems; International Symposium on Autonomous
Decentralized Systems; IEEE Transactions on Parallel Distributed Systems; IEEE Transactions on Com-
puters; Information Processing Letters; IEEE Computer.

1992 International Symposium on Autonomous Decentralized Systems; IEEE Transactions on Parallel Dis-
tributed Systems; IEEE/ACM Transactions on Networking; Information Systems; IFIP Dependable Com-
puting in Critical Applications; IEEE Transactions on Software Engineering; IEEE Transactions on Com-
puters; International Conference on Data Engineering; IEEE Transactions on Knowledge and Data En-
gineering; University of California, MICRO Program; IEEE Computer; Information Processing Letters.
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1991

1990

1989

1988

1987

International Conference on Data Engineering; International Journal on Very Large Databases; ACM
Conference on Principles of Data Base Systems; IEEE Transactions on Parallel and Distributed Systems;
IEEE Transactions on Knowledge and Data Engineering; Computing Systems; University of California,
MIcCRrO Program; IEEE Computer; ACM Transactions on Computer Systems; Information Processing
Letters.

IEEE Transactions on Parallel and Distributed Systems; IEEE Transactions on Knowledge and Data En-
gineering; Computing Systems; Communications of the ACM; 1991 SIGMETRICS Conference on Mea-
surement and Modeling of Computer Systems; University of California, MICRO Program; National Sci-
ence Foundation; IEEE Computer; ACM Transactions on Computer Systems; Information Processing
Letters; IEEE Software.

National Science Foundation; IEEE Computer; ACM Transactions on Computer Systems; Information
Processing Letters; IEEE Software; International Conference on Data Engineering; International Con-
ference on Distributed Computing Systems.

International Conference on Distributed Computing Systems.

International Conference on Data Engineering.

Reviewer for Publishers

2011 John Wiley & Sons.

2003 Prentice-Hall.

2002 John Wiley & Sons.

1997 Academic Press; Addison-Wesley; Gordon and Beach.

1995 Addison-Wesley; Benjamin/Cummings; Springer-Verlag.

1994 Benjamin/Cummings; Morgan-Kaufman.

1993 Kluwer Academic Publishers; Norton; Benjamin/Cummings; McGraw-Hill; John Wiley & Sons.

1991-93  Aksen Associates.

1988-91  Addison-Wesley.

Government Service

2020 Intelligence Science and Technology Experts Group (ISTEG) (National Academies of Sciences, Engi-
neering and Medicine committee). National Nuclear Security Administration. Department of Defense.

2019 Intelligence Science and Technology Experts Group (ISTEG) (National Academies of Sciences, Engi-
neering and Medicine committee). National Nuclear Security Administration. Department of Defense.
Department of State.

2018 Intelligence Science and Technology Experts Group (ISTEG) (National Academies of Sciences, Engi-
neering and Medicine committee). National Nuclear Security Administration. Department of Defense.

2017 Intelligence Science and Technology Experts Group (ISTEG) (National Academies of Sciences, Engi-

neering and Medicine committee). National Nuclear Security Administration. Department of Defense.
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2016

2015

2014

2013

2012

2011

2010

2009

2008

2007

2006

2005

2004

Intelligence Science and Technology Experts Group (ISTEG) (National Academies of Sciences, Engi-
neering and Medicine committee). National Security Directorate Advisory Committee (Pacific North-
west National Laboratory). Computer Information Science External Review Board (Sandia National
Laboratory). National Nuclear Security Administration. Department of Energy. Department of De-
fense.

Intelligence Science and Technology Experts Group (ISTEG) (National Academies of Sciences, Engi-
neering and Medicine committee). National Security Directorate Advisory Committee (Pacific North-
west National Laboratory). Computer Information Science External Review Board (Sandia National
Laboratory). National Nuclear Security Administration. Department of Energy. Department of De-
fense.

National Security Directorate Advisory Committee (Pacific Northwest National Laboratory). Computer
Information Science External Review Board (Sandia National Laboratory). National Nuclear Security
Administration. Department of Energy. Department of Defense.

National Research Council, Committee on Science and Technology for Defense Warning. National
Nuclear Security Administration. Department of Energy. Department of Defense.

National Research Council, Committee for Science and Technology Challenges to U.S. National Secu-
rity Interests. National Research Council, Committee on Science and Technology for Defense Warning,
Standing Committee on Technology Insight-Gauge, Evaluate, and Review (TIGER). National Nuclear
Security Administration. Department of Energy. Department of Defense.

National Research Council, Standing Committee on Technology Insight-Gauge, Evaluate, and Review
(TIGER). National Research Council, report reviewer. National Nuclear Security Administration. De-
partment of Defense. Department of the Navy.

Department of Energy. National Nuclear Security Administration. Department of Defense. National
Research Council, report reviewer.

United States Army Laboratory Assessment Group. Department of Energy. National Nuclear Security
Administration. Department of Defense. Department of Energy, Office of Science (Early Career panel).

United States Army Laboratory Assessment Group. National Research Council, Standing Committee
on Technology Insight-Gauge, Evaluate, and Review (TIGER). Department of Energy. National Nuclear
Security Administration. Department of Defense.

External Review Committee, United States Naval Postgraduate School. United States Army Technology
Objectives Review Panel. National Science Foundation (review panels). National Research Council,
Standing Committee on Technology Insight-Gauge, Evaluate, and Review (TIGER). National Research
Council, Reviewer. Department of Energy. National Nuclear Security Administration. Department of
Defense.

National Science Foundation (review panels). National Research Council, Standing Committee on
Technology Insight-Gauge, Evaluate, and Review (TIGER). National Research Council, Reviewer. De-
partment of Energy. National Nuclear Security Administration. Department of Defense.

National Research Council, Standing Committee on Technology Insight-Gauge, Evaluate, and Review
(TIGER). Department of Energy. National Nuclear Security Administration. Department of Defense.

National Research Council, Defense Intelligence Agency Technology Forecast and Reviews Committee.
National Nuclear Security Administration. Department of Defense. Los Alamos National Laboratory,
hiring committee for Associate Director for Nuclear Weapons Physics and Principal Associate Director
for Nuclear Weapons Programs.
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2003

2002

2001

2000

1999

1998

1997

National Science Foundation (two Information Technology Research panels). Department of Energy.
National Nuclear Security Administration. Department of Defense.

National Science Foundation (two Information Technology Research panels). Department of Energy.
National Nuclear Security Administration.

National Science Foundation. Department of Energy. National Nuclear Security Administration.

National Science Foundation (Information Technology Research panel, National Environmental Ob-
servatory Network planning panel, CAREER panel).

National Science Foundation (site review of Data Storage Systems Center, panel on Engineering Re-
search Centers). Department of Defense.

National Science Foundation (site review of Data Storage Systems Center). Department of the Navy.

Department of the Navy.

Service to Professional Societies

2020

2014

2013

2011-12

2011

2010

2008-11

2007

2006-08

2000-02

1998-02

1997-

1997

1996-

1995

1993-96

IEEE Fellows Evaluation Committee.

IEEE Fellows Evaluation Committee.

IEEE Fellows Evaluation Committee.

Member and Chair Emeritus, IEEE Reynold B. Johnson Information Storage Systems Award Committee.
IEEE Fellows Evaluation Committee, IEEE Fellow Society/Technical Council Evaluator.

IEEE Fellows Evaluation Committee.

Chair, IEEE Reynold B. Johnson Information Storage Systems Award Committee, IEEE Technical Field
Awards Council.

IEEE Fellows Evaluation Committee.

IEEE Reynold B. Johnson Information Storage Systems Award Committee.

Chair, Usenix Association Scholarship and Research Committee.

Usenix Association Scholarship and Research Committee.

University Liaison for the Usenix Association.

Committee on the Future of the Usenix Association.

Executive Committee, IEEE Technical Committee on Operating Systems.

IEEE/ACM focus group on Software Engineering Body of Knowledge and Recommended Practices.

Chair, IEEE Technical Committee on Operating Systems and Applications Environments.
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University Service

Senate Service

2018-19

2016-17

2008-09

2007-08

2006-07

2005-06

2003-04

2001-02

2000-01

2000-01

1999-00

1998-99

1995-97

Committee on Research.

Committee on Academic Freedom.

Committee on Academic Personnel ad hoc subcommittee.

Committee on Academic Personnel ad hoc subcommittee.

Committee on Research.

Committee on Research; Committee on Academic Personnel ad hoc subcommittee.
Committee on Committees; Committee on Academic Personnel ad hoc subcommittee.
Committee on Academic Personnel ad hoc subcommittee; Committee on Research.
Committee on Research; Chair, Committee on Academic Personnel ad hoc subcommittee;

Silicon Valley Regional Center Task Force; California Institutes for Science and Innovation proposal
(with P Mantey & Berkeley colleagues).

Committee on Academic Personnel ad hoc subcommittee; Computing and Telecommunications Com-
mittee.

Computing and Telecommunications Committee.

Senate Rules Committee, Information Technology Disaster Preparedness Task Force.

Campus Service

2015-

2004-05

2000-04

1998-99

1998

1997

1996-97

1994-95

1990-91

1988-89

Genomics Institute Steering Committee.

Confidential personnel review for senior administrator.

Chair, Engineering II Building Committee.

Confidential personnel review for senior administrator.

Faculty mentor, California Alliance for Minority Participation (CAMP).

Faculty mentor, California Alliance for Minority Participation (CAMP).
Information Technology Disaster Preparedness Task Force.

Task Force on Computer and Network Security, Summer Science Honors Institute.

Technical Consultant to Computing and Telecommunication Services (CATS) for University computing
facilities.

Applied Sciences Building Remodeling Committee. Open Access Computing Committee.
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School of Engineering Service

2017-

2004-10

1998-01

1995-96

1988-90

Strategic Faculty Advisor to the School of Engineering.

Associate Dean for Research and Graduate Studies.

Associate Dean for Research.

Electrical Engineering/Applied and Engineering Mathematics Committee.

Natural Sciences Division Space Committee.

Departmental Service

2015-16

2014-15

2013-14

2011-12

2010-11

2009-10

2008-09

2007-08

2006-07

2005-06

2004-05

2003-04

2002-03

2001-02

2000-01

1999-00

Personnel Review Committee; Chair, ad hoc Personnel Committee; Security & Privacy faculty hiring
committee.

Personnel Review Committee; Chair, ad hoc Personnel Committee; Experimental Computer Science
faculty hiring committee.

Department Chair Selection Committee; Personnel Review Committee; Data Sciences faculty hiring
committee.

Personnel Best Practices Committee; Personnel Review Committee; Chair, ad hoc Personnel Commit-
tee.

Department Awards Coordinator; Chair, ad hoc Personnel Committee; Chair, Adjunct Committee.
Director for Research, Computer Science Department; Chair, Adjunct Committee.
Director for Research, Computer Science Department; Chair, Adjunct Committee.

Director for Research, Computer Science Department; Chair, Adjunct Committee; Seminar Coordina-
tor, Computer Science Department.

Personnel Review Committee; Director for Research, Computer Science Department.

Personnel Review Committee; Director for Research, Computer Science Department; Department of
Information Systems and Technology Management.

Director for Research, Computer Science Department; Master of Ceremonies, Engineering 2 dedica-
tion; Information Technologies Institute (ITI) Executive Committee.

Director for Research, Computer Science Department; Information Technologies Institute (ITT) Execu-
tive Committee; School of Engineering Technical Services Committee.

Chair, Promotion Review Subcommittee; Computer Science Faculty Recruitment Committee; ISTM
Chair Recruitment; Faculty Recruitment Committee.

Chair, Promotion Review Subcommittee; Computer Science Faculty Recruitment Committee; Com-
puter Science Department Facilities Director; Computing Infrastructure Committee; Faculty Recruit-
ment Committee.

Computer Science Faculty Recruitment Committee; Computer Science Department Facilities Director;
Computing Infrastructure Committee; Faculty Recruitment Committee.

Computer Science Faculty Recruitment Committee; Computer Science Department Facilities Director;
Computing Infrastructure Committee; Faculty Recruitment Committee.
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1998-99

1997-98

1991-96

1990-91

1989-90

1989

1988-89

1988-89

Computer Science Faculty Recruitment Committee; Computer Science Department Facilities Direc-
tor; Computing Infrastructure Committee; Faculty Recruitment (Software Engineering); Information
Systems Management Major.

Computer Science Faculty Recruitment Committee; Computer Science Department Facilities Director;
Information Systems Management Major.

Computer Science Facilities Director.
Computer & Information Sciences Assistant Facilities Director.

Computer & Information Sciences Department Faculty Recruitment Committee, Co-Chair for the Op-
erating Systems position.

Computer & Information Sciences Department Representative to Electronics Engineering Program De-
velopment Committee.

Research Funding Director, Computer & Information Sciences Department (responsible for the CIS/CE
1989 grant proposal to the National Science Foundation Institutional Infrastructure Program).

Computer & Information Sciences Department Representative on Computer Engineering Department
Recruitment Committee.

System-wide Service

2020-23

2011-16

2007-13

2007-14

2007-08

2007

2005-20

2005-

2003-07

2002-03

2001-02

2000-03

Academic Council’s Special Committee on Laboratory Issues (ACSCOLI).
Academic Council’s Special Committee on Laboratory Issues (ACSCOLI).

Science & Technology Committee for both Lawrence Livermore and Los Alamos National Laboratories
(University of California, Office of the President).

Multiple Directorate and Capability review committees for Lawrence Livermore and Los Alamos Na-
tional Laboratories (University of California, Office of the President).

Advisory Board, Department of Computer Engineering, Santa Clara University; Predictive Knowledge
Systems Advisory Committee, Lawrence Livermore National Laboratory (University of California, Of-
fice of the President).

Nonproliferation, Homeland and International Security, Directorate Review Committee, Lawrence Liv-
ermore National Laboratory; Petascale Computing Management Review Committee, Los Alamos Na-
tional Laboratory (University of California, Office of the President).

Faculty Advisory Group for the South Asia Initiative.
Executive Committee, Center for Information technology Research in the Interest of Society (CITRIS).

National Security Panel and Intelligence Panel for the National Laboratories (University of California,
Office of the President).

Chair, University-wide Committee on Research Policy; National Security Panel, Science & Technology
Panel, and President’s Council (University-wide Senate Representative).

Vice Chair, University-wide Committee on Research Policy; Screening Committee for the Director of
Lawrence Livermore National Laboratory; National Security Panel, Science & Technology Panel, Presi-
dent’s Council (University-wide Senate Representative).

University-wide Committee on Research Policy.
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TEACHING 1988-89

Enrolled %Eval Retd Shared?

Fall CIS 104 Introduction to Compiler Design 43 74 no
CIS 301 Supervised Teaching Experience 1 n/a no
Winter CIS 221 Advanced Operating Systems 5 100 no
Spring CIS 104 Introduction to Compiler Design 31 74 no
CIS 301 Supervised Teaching Experience 1 100 no

TEACHING 1989-90

Enrolled %EvalRetd  Shared?
Fall CIS 204 Compiler Design 18 94 no

CIS 297 Independent Study/Research 1 n/a no
CIS 299 Thesis Research 1 n/a no
Winter CIS 104 Introduction to Compiler Design 17 88 no
CIS 195 Independent Study/Research 1 n/a no
CIS 221 Advanced Operating Systems 8 88 no
CIS 299 Thesis Research 3 n/a no
CIS 301 Supervised Teaching Experience 1 100 no

Spring CIS 104 Introduction to Compiler Design 22 86 no

CIS 297 Independent Study/Research 2 n/a no
CIS 299 Thesis Research 3 n/a no
CIS 301 Supervised Teaching Experience 1 100 no

TEACHING 1990-91

Enrolled %Eval Retd Shared?

Fall CIS 204 Compiler Design 10 100 no
CIS 221 Advanced Operating Systems 12 75 no
CIS 299 Thesis Research 3 n/a no
Winter CIS 104A Fundamentals of Compiler Design I 18 67 no
CIS 198 Independent Study/Research 2 n/a no
CIS 297 Independent Study/Research 1 n/a no
CIS 299 Thesis Research 3 n/a no
CIS 301 Supervised Teaching Experience 1 n/a no
Spring  CIS 104B Fundamentals of Compiler Design II 17 76 no
CIS 195 Independent Study/Research 2 n/a no
CIS 297 Independent Study/Research 2 n/a no

TEACHING 1991-92

Enrolled %EvalRetd  Shared?
Fall CIS 221 Advanced Operating Systems 9 100 no

CIS 198 Independent Study/Research 1 n/a no
CIS 297 Independent Study/Research 2 n/a no
CIS 299 Thesis Research 1 n/a no
Winter CIS 198 Independent Study/Research 2 n/a no
CIS 297 Independent Study/Research 3 n/a no
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Spring

Fall

Winter

Spring

Fall

Winter

Spring

Fall

Winter

CIS
CIS
CIS
CIS
CIS
CIS
CIS
CIS

CIS
CIS
CIS
CIS
CIS
CIS
CIS
CIS
CIS
CIS
CIS
Stev

CIS
CIS
CIS
CIS
CIS
CIS
CIS
CIS
CIS
CIS

CIS
CIS
CIS
CIS
CIS
CIS
CIS

299
104B
195
198
203
297
299
301

111
299
301
198
204
297
299
195
221
297
299
003

111
297
299
301
204
297
299
203
297
299

111
195
221
297
299
301
198

Thesis Research

Fundamentals of Compiler Design II
Independent Study/Research
Independent Study/Research
Programming Languages & Environments
Independent Study/Research

Thesis Research

Supervised Teaching Experience

TEACHING 1992-93

Introduction to Operating Systems
Thesis Research

Supervised Teaching Experience
Independent Study/Research
Compiler Design

Independent Study/Research
Thesis Research

Senior Thesis Research
Advanced Operating Systems
Independent Study/Research
Thesis Research

Privacy & Computer Security

TEACHING 1993-94

Introduction to Operating Systems
Independent Study/Research

Thesis Research

Supervised Teaching Experience
Compiler Design

Independent Study/Research

Thesis Research

Programming Languages & Environments
Independent Study/Research

Thesis Research

TEACHING 1994-95

Introduction to Operating Systems
Senior Thesis Research

Advanced Operating Systems
Independent Study/Research
Thesis Research

Supervised Teaching Experience
Independent Study/Research
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Enrolled %Eval Retd

56
1
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w - O w

n/a

79
n/a
n/a

88
n/a
n/a
100

80
n/a
100
n/a
100
n/a
n/a
n/a
100
n/a
n/a

73

78
n/a
n/a
100
100
n/a
n/a

85
n/a
n/a

68
n/a

60
n/a
n/a
100
n/a
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no
no
no
no
no
no
no

Shared?
no
no
no
no
no
no
no
no
no
no
no
no

Shared?
no
no
no
no
no
no
no
no
no
no

Shared?
no
no
no
no
no
no
no



Spring

Fall

Winter

Spring

Fall

Winter

Spring

CIS
CIS
CIS
CIS
CIS
CIS
CIS

CIS
CIS
CIS
CMPE
CIS
CIS
CIS
CIS
CIS
CIS
CIS
CMPE
CIS
CMPE

CMPS
CMPS
CMPS
CMPE
CMPS
CMPE
CMPS
CMPS
CMPS
CMPS
CMPE
CMPS
CMPS
CMPS
CMPS
CMPE

297
299
195
203
297
299
301

111
204
297
297
299
198
297
299
195
221
297
297
299
299

111
195
297
297
299
299
301
290X
297
299
299
090X
221
297
299
299

Independent Study/Research

Thesis Research

Senior Thesis Research

Programming Languages & Environments
Independent Study/Research

Thesis Research

Supervised Teaching Experience

TEACHING 1995-96

Introduction to Operating Systems
Compiler Design
Independent Study/Research
Independent Study/Research
Thesis Research
Independent Study/Research
Independent Study/Research
Thesis Research

Senior Thesis Research
Advanced Operating Systems
Independent Study/Research
Independent Study/Research
Thesis Research

Thesis Research

TEACHING 1996-97

Introduction to Operating Systems
Thesis Research

Independent Study/Research
Independent Study/Research
Thesis Research

Thesis Research

Supervised Teaching Experience
Cryptography

Independent Study/Research
Thesis Research

Thesis Research

Internet Security & Privacy
Advanced Operating Systems
Independent Study/Research
Thesis Research

Thesis Research

TEACHING 1997-98
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1 n/a
16+3 95
2 n/a

10 n/a

1 100

Enrolled %Eval Retd
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n/a
n/a
n/a
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n/a
n/a
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Fall

Winter

Spring

Fall

Winter

Spring

Summer

Fall

Winter

Spring

CMPS
CMPS
CMPS
CMPE
CMPS
CMPS
CMPS
CMPE
CMPS
CMPS
CMPS
CMPS
CMPE

CMPE
CMPS
CMPS
CMPE
CMPS
CMPS
CMPE
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS

CMPE
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS

297
299
299
112
297
299
299
301
221
297
299
299

299
297
299
299
297
299A
299
111
221
297
299
301
198

299
111
297
299
301
112
290X
297
299
198
297
299

Sabbatical Leave

Independent Study/Research
Thesis Research

Thesis Research

Comparative Programming Languages
Independent Study/Research
Thesis Research

Thesis Research

Supervised Teaching Experience
Advanced Operating Systems
Independent Study/Research
Thesis Research

Thesis Research

TEACHING 1998-99

Thesis Research

Independent Study/Research
Thesis Research

Thesis Research

Independent Study/Research
Thesis Research

Thesis Research

Introduction to Operating Systems
Advanced Operating Systems
Independent Study/Research
Thesis Research

Supervised Teaching Experience
Independent Study/Research

TEACHING 1999-00

Thesis Research

Introduction to Operating Systems
Independent Study/Research
Thesis Research

Supervised Teaching Experience
Comparative Programming Languages
Cryptography

Independent Study/Research
Thesis Research

Independent Study/Research
Independent Study/Research
Thesis Research

TEACHING 2000-01
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n/a
n/a
n/a

60
n/a
n/a
n/a
n/a
100
n/a
n/a
n/a

n/a
n/a
n/a
n/a
n/a
n/a
n/a

76
100
n/a
n/a
100
n/a

n/a
63
n/a
n/a
100
73
0
n/a
n/a
n/a
n/a
n/a

no
no
no
no
no
no
no
no
no
no
no
no

Shared?
no
no
no
no
no
no
no
no
no
no
no
no
no

Shared?
no
no
no
no
no
no
no
no
no
no
no
no

Shared?



Fall CMPS 299C Thesis Research 2 n/a no

CMPS 301 Supervised Teaching Experience 1 n/a no
ISM 150 Introduction To Information Networks 36 0 no
Winter CMPS 112 Comparative Programming Languages 75 77 no
CMPS 297A Individual Study/ Research 1 n/a no
CMPS 299C Thesis Research 2 n/a no
CMPS 301 Supervised Teaching Experience 1 n/a no
Spring CMPS 297A Individual Study/ Research 3 n/a no
CMPS 299C Thesis Research 2 n/a no
Summer CMPS 297A Individual Study/ Research 1 n/a no
CMPS 299A Thesis Research 1 n/a no

TEACHING 2001-02

Enrolled %Eval Retd Shared?

Fall CMPS 198 Individual Study/Research 2 n/a no
CMPS 297A Individual Study/Research 1 n/a no
CMPS 299C Thesis Research 2 n/a no
ISM 150 Introduction To Information Networks 54 69 no
Winter CMPS 195 Senior Thesis Research 1 n/a no
CMPS 198 Individual Study/Research 1 n/a no
CMPS 221 Advanced Operating Systems 17 82 no
CMPS 221-50Advanced Operating Systems 9 89 no
CMPS 297A Individual Study/Research 2 n/a no
CMPS 299C Thesis Research 2 n/a no
Spring CMPS 112 Comparative Programming Languages 62 61 no
CMPS 198 Individual Study/Research 1 n/a no
CMPS 296 Masters Project 1 n/a no
CMPS 297A Individual Study/Research 1 n/a no
CMPS 297B Individual Study/Research 1 n/a no
CMPS 299A Thesis Research 1 n/a no
CMPS 299C Thesis Research 2 n/a no
Summer CMPS 297A Individual Study/Research 1 n/a no

TEACHING 2002-03

Enrolled %EvalRetd  Shared?
Fall CMPS 111 Introduction To Operating Systems 53 92 no

CMPS 280S Seminar On Computer Systems 10 n/a no
CMPS 297A Individual Study/Research 2 n/a no
CMPS 297B Individual Study/Research 1 n/a no
Winter CMPS 296 Masters Project 1 n/a no
CMPS 297A Individual Study/Research 3 n/a no
CMPS 297B Individual Study/Research 1 n/a no
Spring CMPE 299B Thesis Research 1 n/a no
CMPS 229 Storage Systems 8 100 no
CMPS 299B Thesis Research 1 n/a no
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Fall

Winter

Spring

Fall

Winter

Spring

Summer

Fall

Winter

Spring

CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPE
CMPS
CMPS
CMPS
CMPS

CMPS
CMPS
CMPS
CMPS
CMPE
CMPE
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS

CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS

13H
280S
297A
299A
299B
111
297A
299B
297B
2908
297A
299A
299B

296

297A
299A
299B
299A
299B
296

297A
299A
280S
111

297A
297B
299A
299B
297A

296
297A
299A
299B
299C
60N
299A
299B
299C
111

TEACHING 2003-04

Introduction Programming/Data Structures
Seminar Computer Systems
Individual Study

Thesis Research

Thesis Research

Introduction Operating Systems
Individual Study

Thesis Research

Individual Study

Adv Topics: Computer Systems
Individual Study

Thesis Research

Thesis Research

TEACHING 2004-05

Masters Project

Individual Study

Thesis Research

Thesis Research

Thesis Research

Thesis Research

Masters Project

Individual Study

Thesis Research

Seminar Computer Systems
Introduction to Operating Systems
Individual Study

Individual Study

Thesis Research

Thesis Research

Individual Study

TEACHING 2005-06

Masters Project

Individual Study

Thesis Research

Thesis Research

Thesis Research

Beginning Programming

Thesis Research

Thesis Research

Thesis Research

Introduction to Operating Systems
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70
n/a
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n/a
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n/a

n/a
n/a
n/a
n/a
n/a
n/a
n/a
n/a
n/a

50

76
n/a
n/a
n/a
n/a
n/a

n/a
n/a
n/a
n/a
n/a
133
n/a
n/a
n/a
108

Shared?
no
no
no
no
no
no
no
no
no
no
no
no
no

Shared?
no
no
no
no
no
no
no
no
no
no
no
no
no
no
no
no

Shared?
no
no
no
no
no
no
no
no
no

yes



CMPS 280 Seminar on Computer Systems 13 8 no

CMPS 299A Thesis Research 3 n/a no
CMPS 299B Thesis Research 2 n/a no
CMPS 299C Thesis Research 1 n/a no

TEACHING 2006-07

Enrolled %Eval Retd Shared?

Fall CMPS 299B Thesis Research 2 n/a no
CMPS 299B Thesis Research 2 n/a no
Winter CMPS 299A Thesis Research 2 n/a no
CMPS 299B Thesis Research 2 n/a no
Spring CMPS 111 Introduction to Operating Systems 14 86 no
CMPS 198 Individual Study or Research 1 n/a no
CMPS 280S Seminar on Computer Systems 16 13 no
CMPS 299B Thesis Research 2 n/a no

TEACHING 2007-08

Enrolled %Eval Retd Shared?

Fall CMPS 221 Advanced Operating Systems 10 90 no
CMPS 280S Seminar on Computer Systems 10 50 no
CMPS 299B Thesis Research 2 n/a no
Winter CMPS 297A Individual Study 1 n/a no
CMPS 299B Thesis Research 1 n/a no
CMPS 299C Thesis Research 1 n/a no
Spring CMPS 111 Introduction to Operating Systems 38 71 no
CMPS 198 Individual Study or Research 1 n/a no
CMPS 280S Seminar on Computer Systems 13 62 no
CMPS 297A Individual Study 1 n/a no
CMPS 297B Individual Study 1 n/a no
CMPS 299B Thesis Research 1 n/a no
CMPS 299C Thesis Research 1 n/a no

TEACHING 2008-09

Enrolled %Eval Retd Shared?

Fall CMPE 297B Individual Study 1 n/a no
CMPS 111 Introduction to Operating Systems 21 43 no
CMPS 296 Masters Project 1 n/a no
CMPS 297B Individual Study 1 n/a no
CMPS 299A Thesis Research 1 n/a no
CMPS 299C Thesis Research 2 n/a no
Winter CMPS 297A Individual Study 1 n/a no
CMPS 297B Individual Study 1 n/a no
CMPS 299C Thesis Research 2 n/a no

Spring CMPS 223 Advanced Computer Security 12 83 no
CMPS 223 Advanced Computer Security (LANL) 100 no
CMPS 297A Individual Study n/a no

[\CIN )
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CMPS 297B Individual Study 1 n/a no
CMPS 299C Thesis Research 1 n/a no

TEACHING 2009-10

Enrolled %Eval Retd Shared?

Fall CMPS 5P  Introduction to Programming in Python 92 48 no
CMPS 280S Seminar on Computer Systems 16 75 no
CMPS 297B Individual Study 1 n/a no
CMPS 297C Individual Study 2 n/a no
CMPS 299C Thesis Research 2 n/a no
Winter CMPS 297A Individual Study 2 n/a no
CMPS 299C Thesis Research 2 n/a no
Spring CMPS 198F Independent Study or Research 1 n/a no
CMPS 229 Storage Systems 11 82 no
CMPS 280S Seminar on Computer Systems 14 36 no
CMPS 297B Individual Study 1 n/a no
CMPS 299A Thesis Research 1 n/a no
CMPS 299C Thesis Research 3 n/a no

TEACHING 2010-11

Enrolled %Eval Retd Shared?

Fall CMPS 5C Introduction to Programming in C/C++ 119 45 no
CMPS 280S Seminar on Computer Systems 12 33 yes
CMPS 297B Individual Study 1 n/a no
CMPS 297C Individual Study 1 n/a no
CMPS 299C Thesis Research 3 n/a no
Winter CMPS 297A Individual Study 1 n/a no
CMPS 297B Individual Study 1 n/a no
CMPS 299C Thesis Research 5 n/a no
Spring CMPS 111 Introduction to Operating Systems 28 64 no
CMPS 280S Seminar on Computer Systems 13 69 no
CMPS 296 Masters Project 1 n/a no
CMPS 297A Individual Study 1 n/a no
CMPS 297C Individual Study 1 n/a no
CMPS 299B Thesis Research 1 n/a no
CMPS 299C Thesis Research 3 n/a no

TEACHING 2011-12

Enrolled %Eval Retd Shared?

Fall CMPS 198 Independent Study or Research 1 n/a no
CMPS 280S Seminar on Computer Systems 20 40 yes
CMPS 296 Masters Project 1 n/a no
CMPS 297A Individual Study 1 n/a no
CMPS 297B Individual Study 1 n/a no
CMPS 299C Thesis Research 5 n/a no
Winter CMPS 229 Storage Systems 13 38 no
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CMPS 297A Individual Study 2 n/a no
CMPS 299B Thesis Research 1 n/a no
CMPS 299C Thesis Research 5 n/a no
Spring CMPS 299C Thesis Research 1 n/a no
CMPS 5P Introduction to Programming in Python 136 66 no
CMPS 280S Seminar on Computer Systems 19 47 no
CMPS 296 Masters Project 1 n/a no
CMPS 297A Individual Study 2 n/a no
CMPS 297B Individual Study 2 n/a no
CMPS 297C Individual Study 1 n/a no
CMPS 299C Thesis Research 5 n/a no
Summer CMPS 297A Individual Study 3 n/a no
CMPS 299 Thesis Research 1 n/a no

TEACHING 2012-13

Enrolled %EvalRetd  Shared?
Fall CMPS 280S Seminar on Computer Systems 17 76 no

CMPS 297A Individual Study 1 n/a no
CMPS 297B Individual Study 2 n/a no
CMPS 299C Thesis Research 6 n/a no
Winter CMPS 297A Individual Study 2 n/a no
CMPS 297B Individual Study 3 n/a no
CMPS 297C Individual Study 2 n/a no
CMPS 299A Thesis Research 1 n/a no
CMPS 299C Thesis Research 5 n/a no
Spring CMPS 280S Seminar on Computer Systems 14 71 no
CMPS 290X Cryptgraph/Security 7 43 no
CMPS 296 Masters Project 1 n/a no
CMPS 297A Individual Study 1 n/a no
CMPS 297B Individual Study 3 n/a no
CMPS 299B Thesis Research 1 n/a no
CMPS 299C Thesis Research 6 n/a no

TEACHING 2013-14

Enrolled %Eval Retd Shared?

Fall CMPS 105 Systems Programming 18 22 no
CMPS 280S Seminar on Computer Systems 13 23 yes
CMPS 297C Individual Study 1 n/a no
CMPS 299B Thesis Research 1 n/a no
CMPS 299C Thesis Research 5 n/a no
Summer CMPS 297 Independent Study or Research 1 n/a no
CMPS 297A Individual Study 1 n/a no

Winter CMPS 111 Introduction to Operating Systems 32 59 no

CMPS 297B Individual Study 1 n/a no
CMPS 297C Individual Study 1 n/a no
CMPS 299A Thesis Research 2 n/a no
CMPS 299B Thesis Research 1 n/a no
CMPS 299C Thesis Research 4 n/a no
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Spring

Fall

Winter

Spring

Summer

Fall

Winter

Spring

Summer

Fall

EE

CMPS
CMPS
CMPS
CMPS

CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS

CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
DANM
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS
CMPS

CMPE
CMPS
CMPS
CMPS

195

280S
297C
299A
299C

297C
299B
299C
111

2808
297C
299B
299C
223

195

2808
297B
299B
299C

299A
13H
13L
13L
280S
299C
297
111
280S
299C
198F
229
280S
299C

198
193
296
299C

Senior Thesis Research
Seminar Computer Systems
Individual Study

Thesis Research

Thesis Research

TEACHING 2014-15

Individual Study

Thesis Research

Thesis Research

Introduction to Operating Systems
Seminar Computer Systems
Individual Study

Thesis Research

Thesis Research

Advanced Computer Security
Senior Thesis Research
Seminar Computer Systems
Individual Study

Thesis Research

Thesis Research

TEACHING 2015-16

Thesis Research
Honors Introduction to Programming

14

(20 \CI

Enrolled %Eval Retd

1
1
5
42

—

—
D = o = = N Ul

Enrolled %Eval Retd

1
40

Honors Introduction to Programming Laboratory 17
Honors Introduction to Programming Laboratory 19

Seminar Computer Systems
Thesis Research

Independent Study

Introduction to Operating Systems
Seminar Computer Systems
Thesis Research

Independent Study or Research
Storage Systems

Seminar Computer Systems
Thesis Research

TEACHING 2016-17

Independent Study or Research
Field Study

Masters Project

Thesis Research

48

9

7

O =

14

Enrolled %Eval Retd

1

1
1
2

n/a

50
n/a
n/a
n/a

n/a
n/a
n/a

69

45
n/a
n/a
n/a

86
n/a

45
n/a
n/a
n/a

n/a
68
n/a
n/a
44
n/a
n/a
34
29
n/a
n/a
89
64
n/a

n/a
n/a
n/a
n/a

no
no
no
no
no

Shared?
no
no
no
no

yes
no
no
no
no
no
yes
no
no
no

Shared?
no
no
no
no

yes
no
no
no
yes
no
no
no
yes
no

Shared?
no
no
no
no



Winter CMPS 111 Introduction to Operating Systems 115 37 no

CMPS 280S Seminar Computer Systems 10 60 no
CMPS 299C Thesis Research 2 n/a no
Spring CMPE 297A Individual Study 1 n/a no
CMPS 12B Introduction to Data Structures 339 27 no
CMPS 12M Data Structures Laboratory 317 28 no
CMPS 280S Seminar Computer Systems 11 36 no

TEACHING 2017-18

Enrolled %Eval Retd Shared?

Summer CMPE 198 Individual Study or Research 1 n/a no

Fall Medical Leave

Winter CMPE 194F Dangerous World 14 n/a no
CMPE 198F Individual Study or Research 3 n/a no
CMPS 280S Seminar Computer Systems 7 43 no
CMPS 111 Introduction to Operating Systems 34 26 no
CMPS 296 Masters Project 1 n/a no
CMPS 297A Individual Study 3 n/a no
CMPS 297B Individual Study 1 n/a no

Spring CMPE 236 Understanding Cryptography 10 100 no
CMPE 296 Masters Project 2 n/a no
CMPE 297A Individual Study 4 n/a no
CMPE 297B Individual Study 2 n/a no

TEACHING 2018-19

Enrolled %Eval Retd Shared?

Summer CMPE 198 Individual Study or Research 1 n/a no
CMPS 299 Thesis Research 1 n/a no
Fall CMPE 280S Seminar Computer Systems 8 50 no
CMPE 297A Individual Study 2 n/a no
CMPE 297B Individual Study 2 n/a no
CMPE 299A Thesis Research 1 n/a no
CMPS 111 Introduction to Operating Systems 44 23 no
Winter CMPE 195 Senior Thesis 4 n/a no
CMPS 198 Individual Study or Research 1 n/a no
CMPS 297A Individual Study 2 n/a no
CMPS 297C Individual Study 1 n/a no
CMPS 299A Thesis Research 1 n/a no
Spring CMPS 280S Seminar Computer Systems 11 36 no
CMPE 296 Masters Project 1 n/a no
CMPE 297A Individual Study 1 n/a no
CMPE 297B Individual Study 1 n/a no
CMPE 299B Thesis Research 1 n/a no
CMPE 299C Thesis Research 1 n/a no
CMPS 111 Introduction to Operating Systems 154 23 no
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Fall
Winter

Spring

CSE
CSE
CSE
CSE
CSE
CSE

13S
280S
13S
280S
234
280S

TEACHING 2019-2020

Computer Systems and C Programming
Seminar Computer Systems

Computer Systems and C Programming
Seminar Computer Systems
Understanding Cryptography

Seminar Computer Systems

50

Enrolled %Eval Retd

49
11
90
11
23

6

18
27
11
27
52
17

Shared?
no
no
no
no
no
no



Mentoring and Advising

Advisor to Continuing Students

Degree Goal Year Entered Name
M.S. 2022 Eugene Chou
M.S. 2020 Sabrina Au
Ph.D. 2020 Kyle Fredrickson
Ph.D. 2018 Austen Barker
Ph.D. 2016 Oceane Bel
Ph.D. 2015 James Hughes
Ph.D. 2010 Michael M®Throw
Postdoctoral Scholars
Name Dates Relationship Degree Year Institution
Yasu Ohara 2011 Fall-2013 Fall Primary 2008 Keio University
SeJin Kwon 2016 Spring-2017 Winter  Primary 2012 Ajou University
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Doctor of Philosophy

Degree Year Name Relationship  Dissertation

2017 Joel Frank Primary Percival: A Reliable, Long-term, Distributed Storage Sys-
tem Free of Fixed-key Encryption

2017 Yan Li Primary ASCAR: Fully Autonomous Storage Contention Manage-
ment System

2016 Stephanie Jones Primary Techniques for Reducing Long-term Data Movement on
Shingled Magnetic Recording Drives

2016 Alexander Nelson Primary Software Signature Derivation From Sequential Digital
Forensic Analysis

2016 Christina Strong Primary Data Allocation Approaches for Optimizing Storage Sys-
tems

2015 Alexandra Holloway  Primary Design of a Data-Driven Micro-Display for Situation
Awareness in Bursty Environments

2015 D. J. Capelis Primary Integrating Security into Lower Layers after Their Design

2013 Aleatha Parker-Wood  Primary Improving File Management through Provenance and
Rich Metadata

2010 Deepavali Bhagwat Primary Deduplication for Large Scale Backup and Archival Stor-
age

2008 David Pease Primary Storage Tank: A Storage Area Network File System

2006 Lawrence You Primary Efficient Archival Data Storage

2005 Bo Hong Co-Advisor  File and Storage Systems for MEMS-Based Storage

2002 Ahmed Amer Primary Predictive Data Grouping using Successor Prediction

2002 Tsozen Yeh Primary Improving File System Performance with File Access Pre-
dictions

2000 Theodore Haining Primary Non-volatile Cache Management for Improving Write
Response Time with Rotating Magnetic Media

2000 Benjamin Reed Primary Using Network Attached Storage in a Secure Network
Distributed File System

2000 Randal Burns Primary Data Management in a Distributed File System for Stor-
age Area Networks

2000 Thomas Kroeger Primary Modeling File Access Patterns to Improve Caching Per-
formance

1992 Richard Golding Primary Weak-consistency Group Communication and Member-

ship
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Doctor of Philosophy Dissertation Reading Committee

Degree Year Name Relationship Advisor Institution
— Oceane Bel Advisor Prof. Darrell Long UCSsC
— Devashish Purandare Member Prof. Ethan Miller ucsc
— James Hughes Member Prof. Darrell Long ucsc
2019 Judith Samson Member Prof. Bradley Smith ucsc
2019 Yuanjiang Ni Member Prof. Ethan Miller UCSsC
2019 Sinjoni Mukhopadhyay Advisor Prof. Darrell Long UCSsC
2019 James Byron Member Prof. Ethan Miller ucsc
2019 Daniel Bittman Member Prof. Ethan Miller UCsC
2015 Rekha Pitchumani Member Prof. Ethan Miller UCsC
2015 D.J. Capelis Member Prof. Darrell Long ucsc
2015 Alexandra Holloway Advisor Prof. Darrell Long UCsC
2016 Raja Haddad Président du jury Witold Litwin Université Paris—-Dauphine
2015 Rekha Pitchumani Member Prof. Ethan Miller uUCsC
2014 Yangwook Kang Member Prof. Ethan Miller ucsc
2014 Andrej Toli¢ Member Prof. Andrej Brodnik University of Ljubljana
2013 Hanafi Yakouben Membre dujury  Prof. Witold Litwin Université Paris—-Dauphine
2009 Karen Glocer Member Prof. Manfred Warmuth UCSC
2009 Kevin Greenan Member Prof. Ethan Miller ucsc
2009 Mark Storer Member Prof. Ethan Miller uCsC
2007 Timothy Bisson Member Prof. Scott Brandt UCsC
2007 John Colby Member Prof. Geoffrey Pullum ucsc
2007 Dean Hildebrand Member Prof. Peter Honeyman University of Michigan
2006 Zachary Peterson Member Prof. Randal Burns Johns Hopkins University
2006 Feng Wang Member Prof. Scott Brandt ucsc
2006 Caixue Lin Member Prof. Scott Brandt UCsC
2005 Reiner Kraft Member Prof. Raymie Stata UcCsC
2005 Qin Xin Member Prof. Ethan Miller UCSC
2005 Scott Banachowski Member Prof. Scott Brandt UCSsC
2004 Ismail Ari Member Prof. Ethan Miller uUCsC
2004 Dmitrii Zagorodnov Member Prof. Keith Marzullo UCSD
2003 R. Kameshwari Member Prof. K. Gopinath IIS Bangalore
2003 Bradley Smith Member Prof. ]J.J. Garcia-Luna ucsc
2002 Brian Chess Member Prof. E Joel Ferguson UCSsC
2002 Jyoti Raju Member Prof. ].J. Garcia-Luna ucsc
1999 Rodrigo Garcés Member Prof. ].J. Garcia-Luna ucsc
1999 Clay Shields Member Prof. J.J. Garcia-Luna uUcCsC
1998 Bruce Montague Member Prof. Charles M®Dowell UCSC
1996 Shree N. Murthy Member Prof. ].J. Garcia-Luna UCSsC
1996 Eric Rosen Member Prof. Patrick Mantey UCSsC
1995 Yuxia Zhang Member Prof. ].J. Garcia-Luna ucsc
1993 Daniel Edelson Member Prof. Ira Pohl ucsc
1993 Max Copperman Member Prof. Charles M°Dowell UCSC
Doctor of Philosophy Qualifying Committee
Year Name Relationship Advisor Institution
2020 Shreyas Kumar Member Prof. Darrell Long ucsc
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2020
2020
2018
2018
2018
2018
2018
2018
2018
2014
2012
2012
2012
2011
2008
2008
2008
2007
2007
2006
2005
2004
2003
2003
2003
2003
2003
2003
2002
2002
2001
2001
2000
2000
1999
1999
1998
1998
1998
1997
1997
1997
1997
1997
1996
1996
1996
1996
1996
1995
1995

Devashish Purandare
James Hughes
Judith Samson
Trevor Pesout
Yuanjing Ni

Sinjoni Mukhopadhyay
James Byron

Daniel Bittman
Oceane Bel

Preeti Gupta
Yangwook Kang
Rekha Pitchumani
Ian Adams

Avani Wildani
Neerja Bhatnagar
Kevin Greenan
Andrew Leung
Purvi Shah

Mark Storer

David Essary

Karen Glocer
Reiner Kraft

Scott Banachowski
Qin Xin

Lawrence You

Feng Wang

Dmitrii Zagorodnov
Bo Hong

Ismail Ari

Bradley Smith
Tsozen Yeh

Aman Shaikh

Brian Chess

Ahmed Amer
Srinivas Vutukury
Jyoti Raju

Marcelo Spohn

Gil Fuchs

Benjamin Reed
Thomas Kroeger
Thomas Clay Shields
Steven Carter

Brian Levine

Brian Chess
Lampros Kalampoukas
Hans-Peter Dommel
Fumiaki Kamiya
Dirk Coldeway
Bruce Montague
Theodore Haining
Shree N. Murthy

Chair
Chair
Member
Outside Member
Chair
Member
Chair
Chair
Member
Chair
Chair
Chair
Chair
Chair
Chair
Chair
Chair
Member
Chair
Member
Member
Chair
Chair
Chair
Member
Chair
Member
Member
Chair
Chair
Member
Member
Chair
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member

Prof. Ethan Miller
Prof. Darrell Long
Prof. Bradley Smith
Prof. Darrell Long
Prof. Ethan Miller
Prof. Darrell Long
Prof. Ethan Miller
Prof. Ethan Miller
Prof. Darrell Long
Prof. Ethan Miller
Prof. Ethan Miller
Prof. Ethan Miller
Prof. Ethan Miller
Prof. Ethan Miller
Prof. Ethan Miller
Prof. Ethan Miller
Prof. Ethan Miller

Prof. Jehan-Francois Paris

Prof. Ethan Miller
Prof. Ahmed Amer
Prof. Manfred Warmuth
Prof. Raymie Stata
Prof. Scott Brandt
Prof. Ethan Miller
Prof. Darrell Long
Prof. Scott Brandt
Prof. Keith Marzullo
Prof. Darrell Long
Prof. Ethan Miller
Prof. J.J. Garcia-Luna
Prof. Darrell Long
Prof. Anujan Varma
Prof. E Joel Ferguson
Prof. Darrell Long
Prof. J.J. Garcia-Luna
Prof. J.J. Garcia-Luna
Prof. J.J. Garcia-Luna
Prof. Robert Levinson
Prof. Darrell Long
Prof. Darrell Long
Prof. J.J. Garcia-Luna
Prof. Darrell Long
Prof. J.J. Garcia-Luna
Prof. E Joel Ferguson
Prof. J.J. Garcia-Luna
Prof. J.J. Garcia-Luna
Prof. Allen Van Gelder
Prof. Charles M“Dowell
Prof. Charles M“Dowell
Prof. Darrell Long
Prof. J.J. Garcia-Luna
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uUCsC
UCsC
UCsC
ucCsC
UCsC
uUCsC
UCsC
UCSsC
uUcCsC
uUCsC
UCsC
uUCsC
UCsC
UcCsC
ucsC
UCsC
uUCsC
University of Houston
UcCsC
University of Pittsburgh
UCsC
uUCsC
UCsC
UCsC
uUcCsC
UCsC
UCSD
uUCsC
UCsC
uUcCsC
ucsC
UCsC
UCsC
uUcCsC
UcCsC
ucCsC
UCsC
uUCsC
UCsC
UCsC
UcCsC
UCsC
UCsC
UCsC
uUcCsC
UcCsC
ucsC
UCsC
UCsC
UCsC
UcCsC



Jochen Behrens
Dimitrios Stiliadis
Chane Fullmer
Gil Fuchs

Tsozen Yeh
Thomas Shields
Steven Carter
Shree Murthy
Sage Weil
Richard Golding
Randal Burns
Max Copperman
Marcelo Spohn
Lawrence You
Kjell Post
Ignacio Solis
Ignacio Corderi
Gil Fuchs
Fumiaki Okushi
Eric Rosen

Dirk Coldewey
Dimitrios Stiliadis
David Pease
Chane Fullmer
Brian Levine

Bo Hong
Benjamin Reed
Aman Shaikh
Ahmed Amer

Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member
Member

Prof. J.J. Garcia-Luna
Prof. Anujan Varma
Prof. J.J. Garcia-Luna
Prof. Robert Levinson
Prof. Darrell Long
Prof. J.J. Garcia-Luna
Prof. Darrell Long
Prof. J.J. Garcia-Luna
Prof. Scott Brandt
Prof. Darrell Long
Prof. Darrell Long
Prof. Charles M®Dowell
Prof. J.J. Garcia-Luna
Prof. Darrell Long
Prof. Allen Van Gelder
Prof. J.J. Garcia-Luna
Prof. Darrell Long
Prof. Robert Levinson
Prof. Allen Van Gelder
Prof. Patrick Mantey
Prof. Charles M®Dowell
Prof. J.J. Garcia-Luna
Prof. Darrell Long
Prof. J.J. Garcia-Luna
Prof. J.J. Garcia-Luna
Prof. Scott Brandt
Prof. Darrell Long
Prof. J.J. Garcia-Luna
Prof. Darrell Long

ucsc
UcSsC
UCSsC
UcCSsC
ucsc
ucsc
UCSsC
UCSC
UCSsC
ucsc
ucsc
UcSsc
UCSsC
UcCSsC
UcCSsC
ucsc
ucsc
UcCSsC
UcCSsC
UCSsC
ucsc
ucsc
UcSsc
UCSC
UCSsC
ucsc
ucsc
Ucsc
UCSsC
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Master of Science
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