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· tended for people who want to learn more about wireless 
I tn TM olutions based on IEEE Std 802.15.3 . This is a new IEEE standard 

.-mop;d :
0 

·pecifically address the needs of high-speed, low-cost portable 
llllltilJlle<lia devices. Because of this focus, the standard is very different from 

I 802' wireless standards. This book addresses four main areas of IEEE 
15.3: hi tory, applications, implementation, and justification. 

bi l ry of the 802.15 .3 standard is described in Chapter 1. This chapter also 
ome of the key points of the IEEE standards process, especially as it 

to the development of 802.15.3. The 802 Task Groups use a cryptic 
m nt naming system, which is explained in the chapter as well. This will 

it easier for people who are new to IEEE standards to find information from 

k Group's web site. 

pplications of IEEE Std 802.15.3 are discussed in Chapter 2. While a wide 
ty of applications are enabled with 802.15.3, the design of the protocol 

u don two areas: high-throughput and low-latency. For some applications, a 
y, high-throughput connection is all that is required. Other applications 

u1 a predictable, low latency, but do not require quite as much bandwidth. 
11 the focus of 802.15.3 is on quality of service (QoS) support, it also handles 

nchronous applications efficiently. 

pter 3 provides a high-level overview of the standard. Following the 
rview, the medium access control (MAC) is described in detail in Chapters 4, 

and 6. Chapter 4 covers the operation of the MAC and includes message 
u nee charts that illustrate the various operations of the protocol. Chapter 5 
cribe the operation of dependent piconets, which can be used to improve the 

istence of 802.15.3 piconets as well as coexistence with other wireless 
n tworks. Chapter 6 completes the discussion of the MAC functionality by 
providing a description of the optional security methods supported by the 

tandard. 
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Introduction 

The physical layer (PHY) is discussed in detail in Chapter 7. In addition to a 
discussion of the characteristics of the PHY, this chapter provides additiona] 
information regarding the anticipated performance of the PHY in typical 
applications. At the higher data rates supported by 802.15.3, delay spread is 
important factor in the operation of the PHY. Chapter 7 provides references t: 
justify the delay-spread numbers used in the selection criteria for 802.15.3. 
chapter finishes with a survey of some radio architectures that may be useful fi 
the implementation of highly-integrated, low-cost radio frequency integrated 
circuits (RFICs) for 802.15.3. 

Chapter 8 discusses the interfaces that were defined in IEEE Std 802.15.3. Th 
interfaces support connections with higher layers in the protocol stack, e.g., IE 
Std 802.2T" and IEEE Std 1394r". Although the interfaces are optional to 
implement, they do provide insight into the operation of the protocol. 

The final chapter in the book, Chapter 9, deals with the issue of coexistence. 
Because unlicensed allocations do not guarantee clear radio spectrum, wireles 
devices need to be able to handle the presence of interferers from a wide variety 
sources. In the 2.4 GHz band, these include microwave ovens, IEEE Std 
802.llbr" and IEEE Std 802.llg™ wireless local area networks (WLANs), IEEE 
Std 802.15. 1 ™ personal area networks (PANs), etc. Simulation results for 
802.15.3 coexisting with these types of interferers are presented in the chapter. 
addition, the techniques provided by 802.15 .3 to enhance the coexistence with 
these networks is also discussed in the chapter. 

Throughout the book, additional information is given that provides justification 
for the choices made in the standard. The development process was iterative and 
so some ideas were introduced, only to be discarded later as further analysis 
showed problems with the proposed solutions. In some cases, functionality was 
cut from the standard, not because it was broken, but rather that its marginal utili 
was too low to justify the added complexity. 
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S and Abbreviations nym 
d bbreviations are used in this book: 

mg acronyms an a 

analog-to-digital converter 

advanced encryption standard 

asynchronous power sa~e 

association timeout penod 

broadcast identifier 

bit error ratio 
biphase-shift keying 
beacon source identifier 

contention access period 

clear channel assessment 

call for applications 
carrier sense multiple access/collision avoidance 

channel time allocation 

channel time allocation period 

channel time request 

channel time request block 

continued wake beacon 

digital-to-analog converter. 

differential biphase shift keying 

data encryption standard 

device 

device identifier 

destination identifier 
direct-sequence spread spectrum 

device synchronized power save 
differential quadrature phase-shift keying 

differential eight phase-shift keying 

error vector magnitude 
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FCS 
FER 
FSK 
HCS 

IE 
IF 
ISI 
LO 

LQI 
MAC 

MCTA 
MSC 

MSDU 
OFDM 

OID 
PAN 

PCTM 
PHY 
PIB 
PNC 

PNCID 
PNID 
ppm 
PS 
PSD 
PSK 
PSPS 
PVR 
QAM 
QPSK 
RFIC 
RSSI 
SDL 

xviii 

Acronyms and Abbreviations 

frame check sequence 
frame error ratio 

frequency shift keying 
header check sequence 

information element 
intermediate frequency 

intersymbol interference 
local oscillator 

link quality indication 
medium access control 

management channel time allocation 
message sequence chart 

MAC service data unit 

orthogonal frequency division multiplexing 
object identifier 

personal area network 

pending channel time map 
physical layer 

PAN information base 
piconet controller 

piconet controller identifier 
piconet identifier 

parts per million 
power save 

power spectral density 
phase-shift keying 

piconet synchronized power save 
personal video recorder 

quadrature amplitude modulation 
quadrature phase-shift keying 

radio frequency integrated circuit 
receiver signal strength indication 

specification description language 
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nee 

ring 

:nee 

lt 

:ncy 

rence 

ion 

ttrol 

iel time allocation 

chart 

llllit 

cy division multiplexing 

)rk 

nemap 

ase 

ientifier 

;ity 

:d power save 

rder 

le modulation 

tift keying 

:grated circuit 

igth indication 

ption language 
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ignal-to-noise ratio 
ynchronized power save 

ource identifier 
trellis coded modulation 
time division multiple access 

unassociated ID 

ultra-wideband 
variable gain amplifier 
very low intermediate frequency 

zero intermediate frequency 
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Background and History 
provides an introduction and explanation of the IEEE 802.15.3T" 
r nal area networks (WPANs) standard. The goal of the book is to 

fy IEEE Std 802.15.3 for individuals who are implementing compliant 

how IEEE Std 802.15.3 can be used to develop wireless multimedia 

plications; 
ide in ight into the reasons for the choices made in developing IEEE 

td 02.15.3. 
pter provides an introduction to IEEE standards, the IEEE 802.15™ family 

ds. and the reasons why IEEE Std 802.15.3 was developed. 

TIS AN IEEE STANDARD? 

tandard 802.15 .3 is part of the 
of tandards developed by the 

utc of Electrical and Electronic ~ 
The IEEE develops a variety of 
standards in many different areas 
other than the LAN/MAN standards, 

which are sponsored by the IEEE's 
Computer Society. 

Visit http://standards.ieee.org and 
http://grouper.ieee.org/groups/index.html for 
more information. 

r , Inc. (IEEE). In particular, it 

of the Local Area 
rk/Metropolitan Area Network 

AN) standards activity of the 
omputer Society. These 

rds allow different manufacturers to create interoperable networking 
1pment, uch as Ethernet (IEEE Std 802.3T"), Token Ring (IEEE Std 802.5T"), 

1-Fi (IEEE Std 802.11 bT" ). Interoperability is a key requirement for 
orking equipment because its value comes from its ability to communicate 

1h ther equipment. Network equipment, by definition, is not useful by itself. At 
nummum, two compatible devices are required to enable communications. 
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Chapter 1: Background and History 

A standard helps the user by providing choices for purchasing hardware and 
prices down by encouraging competition. Networking equipment that cont 
a standard also helps to ensure that the consumer will not be left with an 0 
solution. With proprietary solutions, a decision by a single manufacturer ca 
product and force consumers to change all of their equipment at a potential)n 
cost or incur costly service fees to maintain obsolete equipment. On the 0; 

hand, if there is a market for the equipment compliant to a standard, then it 
possible for any manufacturer to provide the solution. 

Manufacturers also benefit from the technical efforts that go into developing 
standards. The development of an IEEE standard involves thousands of hou 
top-quality engineering time from many different sources in the proposal, 
development, and review of the standard. Although the competition inherent 
the production of equipment compliant with a standard will keep prices low, 
can actually help the manufacturer. While the per-unit pricing will generally 
lower for a standardized product, the overall market will be correspondingly 
larger, providing greater profit potential for the manufacturer. Because a stan 
prevents proprietary lock-in, consumers tend to adopt these products more rap 
and so the total market often grows faster for a standards-compliant solution 
for a proprietary solution. 

The product design team benefits as well by developing a product that implemc 
a standard. The standard development process includes an extensive peer revi 
that tends to find almost all of the errors in the standard, so that the design 
engineer can focus on implementation rather than debugging the design of the 
protocol. A standard also allows suppliers to develop solutions that will meet 
design engineer's needs. 

THE 802.15 FAMIL V 

The IEEE 802 standards activities are divided into many different Working 
Groups (802.3, 802.11, 802.15, 802.16, etc.) that deal with a single type of 
networking standard. The 802.15 Working Group is tasked with developing 
standards and recommended practices for personal area networks (PANs). A 
November 2003, within the 802.15 Working Group, there were five Task Group 
that were either currently working on standards or had finished their work. 
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l 5 project, IEEE S~d ~ The SOL model in IEEE Std 802.15.1 
designed to provide a does not correspond to the text in the 
ting a standard out of standard or the Bluetooth 1.1 

specification. The model was created for an 
pecification. The older version of the specification to prove to 

els development process the SIG that there were significant problems 

0 
that allows input from with the Bluetooth 1.0x specifications. 

party. The Bluetooth 
n, however, was developed by a small group of companies called the 
pecial Interest Group (SIG), who retained control of the final 
n. While much of the 802.15.1 standard is a word-for-word version of 
th pecification, the 802.15 .1 Task Group did provide additional 
r the standard, including a specification definition language (SDL) 
interface to the 802.2T" logical link control (LLC), and other text to help 

th pecification. IEEE Std 802.15.1 was approved in April 2002 by the 
dards Association (IEEE-SA), and the Task Group is no longer active. 

r the work on IEEE Std 802.15 .1 began, the 802.15 and 802.11 Working 
ame concerned about the ability of 802.llb and 802.15.1 networks to ' 

hen they were operating in close proximity. The 802.15 Working Group 
d a new Task Group, 802.15.2, to develop a Recommended Practice 

uld improve the ability of the two wireless networks to coexist. A 
..,.lflftlnmended Practice is like a standard, except that it contains suggestions 

th n requirements for interoperability. The suggestions represent "best 
" that can be used by implementers to improve their products. The 

02.15.2 Recommended Practice was approved by both the 802.11. and 
Working Groups and in June of 2003, the IEEE Std 802.15.2 was approved 

02.15.3 Task Group was formed to create a standard that would enable 
wumc::55 connectivity of high-speed, multimedia-capable portable consumer 

. The goals were to get greater than 20 Mb/s data rate while maintaining 
1ty of service (QoS) for the data streams, low-power, and low-cost. IEEE Std 
15.3, which is the subject of this book, was approved by the IEEE-SA in June 

02.15.4 Task Group also took on the goal of very low-cost and low-power 
l networks. This group was tasked with developing a standard for low data 
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Chapter 1: Background and History 

rate devices (<250 kb/s) at a cost that was less than either IEEE Std so
2
_
1 IEEE Std 802.15.1. The 802.15.4 standard was approved by the IEEE-SA 

2003. 

The final group within 802.15 is the 
802.15.3a™ Task Group. Their goal is 
to develop a new physcial layer (PHY) 
that will go with the 802.15.3 medium 
access control (MAC) to enable data 

~ 
New Study Groups and Task G 
are formed in the 802.15 Wo 
Group from time to time. Refer 

802.15 web page (http://grouper.ieee 
802/15/index.html) for the latest info 

rates of greater than 110 Mb/s to more than 400 Mb/s. The Task Group has 
completed the call for applications (CPA) and the call for proposals (CFP) 
begun the downselection process. Once a single proposal has been selected 
confirmed by a 75% vote of the Task Group and Working Group, the proce 
writing the draft standard will begin. 

WHY 802.15.3? 

IEEE Std 802.15.3 was specifically written to address a class of application 
did not have a wireless standard. Some of the wireless applications that were 
submitted in response to the call for applications for IEEE Std 802.15.3 were 
follows : 

• Connecting digital still cameras to printers or kiosks; 

• Laptop to projector connection; 

• Connecting a personal digital assistant (PDA) to a camera or a PDA to a 
printer; 

• Speakers in a 5 .1 surround-sound system connecting to the receiver; 

• Video distribution from a set-top box or cable modem; 

• Sending music from a CD or MP3 player to headphones or speakers; 

• Video camera display on a television; 

• Remote viewfinders for video or digital still cameras. 

4 
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tion are mainly in the consumer electronics arena and have the 

teri tics: 

11 

hput requirement: greater than 20 Mb/s to support video and/or 

nel audio; 
r u ·age: to be useful in battery-powered portable devices; 

t add value to consumer electronic devices; 

1 
ed bandwidth: to provide QoS for applications sensitive to latency; 

onnectivity: to provide the benefits of networking without unduly 

ng portability or mobility; 

onnectivity: to make networking easy and eliminate the need for a 

ly ophisticated user; 

ndent connectivity: because there is value in networking devices 

r en without a connection to the Internet; 

urance of privacy: to assure the user that only the intended recipients 

und tnnd what is being transmitted. 

lhe exi ting wireless standard, 802.11 TM, was created to address the 
f the bur ty, asynchronous traffic that is common in a LAN, it did not 

1
._. .. th pecial requirements of these applications. Although 802.11 provides 

f instantaneous data rate with either 802.lla™ and 802.llgT", under ideal 
n the actual throughput is less than 31 Mb/s for 802.1 la and is less than 
i r 802.1 lg [B32]. The throughput of 802. llg drops to less than 18 Mb/s 

any 802.llb stations in the wireless local area network (WLAN) 
ln addition, the 802.11 MAC does not allow for the consistent reservation 
n I time that is a requirement for applications that need QoS. Networks 

02.11 are mainly set up by professionals in businesses, hotels, airports, 

hops, and so on, where a networking professional is able to handle the 
•mlelliti s of the network. Although IEEE Std 802.11 supports ad-hoc 

mg, this mode is difficult to set up and it does not support power-save 
r the devices in the network. Users generally rely on the infrastructure 
hich does not allow direct peer-to-peer connections or ad-hoc networks 

UU"es a dedicated access point (AP). 

Wireless Multimedia: A Guide to the 802.15.3 Standard 
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Chapter 1: Background and History 

This is not to say that IEEE Std 802.11 is not a good protocol. It is an ex 
solution for data traffic that is typical on WLANs. It allows stations to qui 
access to the medium to send data without going through a channel tune all 
process. It has routing and roaming capabilities that enable users to be rno 
while maintaining a connection to the infrastructure. The 802.11 security 
for centralized authentication is consistent with its use in extending the w· 
infrastructure to wireless stations. Network adapters for 802.11 b have fall 
dramatically in price as well and they are now cheaper than Bluetooth ne 
adapters while providing 11 times the raw data rate1. 

Although IEEE Std 802.11 is able to solve some of the consumer electroni 
applications under certain configurations and traffic models, it does not sol 
broad range of connectivity and QoS requirements for a growing class of e 
and emerging portable, multimedia consumer electronic devices. Creating a 
solution for these applications required more than just a new PHY, it also req 
a completely new MAC to create a protocol that would be optimized for the 
consumer electronics space. 

HISTORY OF 802.15.3 

Multiple groups have worked on the concept of high-speed, wireless connecu 
for portable, multimedia devices. The HomeRF2 Working Group began work 
high-speed multimedia-capable specification in 1999, called HomeRF Multi­
Media (or HRF-MM), that was aimed at >20 Mb/s data rates. The HomeRF 
multimedia specification was never released, however, the group did use an 
Federal Communications Commission (FCC) report and order that allowed 
wideband frequency hopping in the 2.4 GHz band to extend the data rates of 
HomeRF 1.1 from 2 Mb/s to 10 Mb/s. 

In early 2000, the Bluetooth SIG also began work on a higher speed extension 
Bluetooth 1.0, which was called Radio 2. The initial goal was to achieve a data 
rate of least 10 Mb/s while maintaining backward compatibility with Bluetooth 
1.x implementations. Because of the closed development process used by the 
Bluetooth SIG, little information is publicly available about the status of this 

6 

1 

Products that use 802.llg are also now available, which offer 28 times the throughput ofBluetooth and 
are as cheap or cheaper than Bluetooth network adapters. 2 
The HomeRF Working Group disbanded in January of 2003. 
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nuddle of 2003, the Bluetooth SIG had announced that a smaller 
d ta rate, from 1 Mb/s to 2 or 3 Mb/s, would be available first with 

ement that would be available later. It is not clear, however, how 
_ devices will be able to compete with existing low-cost 

ddition, it has been reported that the high-rate Bluetooth 
ill require an entirely different MAC and PHY from what is 

in Bluetooth l.x implementations [B3 l]. If this difference remains 

1 
ion of the Radio 2 specification, then it is unlikely that a 

Bluetooth l.x and Radio 2 implementation would be less expensive 

1
nation Bluetoothl.x and 802.15.3 solution or even a combination 

and 802.1 lg solution. 

, Kodak '", Motorola®, and Cisco® approached the IEEE Std 802.15 
r up to request a new study group to look at wireless MAC and PHY 
upport portable, multimedia-capable devices. Unlike the HomeRF 

.,.1 .... ,nn'th effort , the IEEE uses an open process that allows anyone to 
proposal for the development of a standard. The Study Group became a 
up at the March 2000 meeting in Albuquerque, NM, USA. At that 
ther were already responses to the call for applications. These 
n were used to develop a criteria document that set out the 
nt for the new standard in three main areas: system, MAC, and PHY. 
ntcria document was finished, there was a call for proposals that 

in four MAC and nine PHY proposals. The topics of each of the four 

pr posals are listed in Table 1-1. 

Table 1-1: IEEE Std 802.15.3 MAC proposals 

Description Document number 

Modified HiperLAN/2 
00/196r6 

802.11 "lite" with time slot additions 02/205r2 and 00/218rl 

Bluetooth-like with extensions 00/212r5 and 00/213r0 

802. ll "lite" 00/197r2 

'limes reported th t "Still k • a , s eptlcs wonder why anybody needs a high-rate Bluetooth when 

on umcrs can safely tu t w· F. f • m o 1- 1 or faster wireless file transfer or data streaming." [B31) 
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Chapter 1: Background and History 

A note about the document numbering used for 802.15.3 is in order. The 8 
Working Group has had two different naming schemes for documents. The 
changeover in the document naming scheme occured during the September 
meeting. Documents prior to 2003 and those in 2003 with sequence numbers 
than 300 use the older numbering scheme. Documents that have been subrni 
the 802.15 Working Group are all publicly available on the 802.15 website, 
http://grouper.ieee.org/groups/802/15/index.html, in the "Doc archives" link. 

A typical document name in the older 
document naming method is "00196r6P802-
l 5 _ TG 3-HiPeRPAN-merged-proposal. pdf." 
The first two digits are for the year followed by 
a three-digit number assigned sequentially by 
the Chair of the Working Group followed by 
the letter "r" and the revision number. All of the 
802.15.3 documents contain "P802-15_TG3-" 
followed by the title. The "TG3" indicates Task 
Group 3, which is 802.15.3. Thus, the example 
document name indicates that it is the sixth 

~ 
The doc_ument numbering 
convention for each of Iha 
802 Working Groups is 

different. The best place to find 
this information is in the Operating 
Rules of the Working Group. The 
Working Group rules, as well as 
the document archive for the 
Working Group can be found on 
their web pages. Links to all 802 
working groups can be found on 
http://ieee802.org/dots.html 

revision of 196th document number assigned by the Chair of 802.15 in the year 
2000 for Task Group 3 entitled "HiPeRPAN merged proposal" in pdf format. The 
parts of an 802.15 document name are illustrated in Figure 1-1 .. 

8 

Revision number Working group (i.e. 802.1 5) Document title 

~ / / Filetype 

00196r6P802-15_ TG3-Hi PerPAN-merged-proposal .pdf JI 

I \ \802.15 subgroup, either a task 
Last 2 digits 3 digit document group (TGx), a study group (SGx), 
of the year number or the working group (WG) 

Figure 1-1: Old (prior to September 2003) IEEE 802.15 document 
naming conventions 
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·ng the new document naming method is "15-03-0516-01-
nt ust " Th • f 14 d. • • 11 d th I-and-enhancements.doc. e stnng o 1g1ts 1s ca e e 

1 "t umber (DCN). The first two digits indicate the Working 

) hile the next two digits indicate the year ~at the docu~ent was 
()()3. The next four digits are a number assigned sequentially by 

management software to uniquely identify the document. This is 

t 
O 

digit revision number and a four character Task Group 

0 
d by the title.4 Thus the example document name indicates that it 

1 

ion of the 516th document submitted in 2003 for Task Group 3 

ft editorial and enhancements" in doc format. The parts of a new 

Pl nt narne are illustrated in Figure 1-2. 

t 2 digits 
of the year 

Task group identifier 
(802-15·3 task group) Document title 

\ I I 
15-03-0516-01-0003-Draft-editorial-and-enhancements. doc 

I 
.. ~~ g,oup "' ------

< 02-15) 4 digit document •• 
b 

Revision number 
num er 

File type 

ure 1-2: Current IEEE 802.15 document naming conventions 

wn-selection process, one of the proposals (00/212r5, 00/213r0) was 
w1tl11h'1lw'n and the other three agreed to a compromise outline of the protocol that 

aeon followed by a contention access period (CAP) followed by assigned 

lot . This merged proposal received 100% approval from the Task Group. 
H election, however, was much more contentious. The nine PHY 

I are summarized in Table 1-2. The acronyms used in the table are 

-"........ n page xvii. 

Ta k Group identifier can be both digits and characters, e.g., "003a" is Task Group 3a while 

mm\\ i" is the Millimeter Wave interest group. 
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Chapter 1: Background and History 

Table 1-2: IEEE Std 802.15.3 PHY Proposals 

Frequency Modulation Coding 

5GHz 4 level FSK None 

5 GHz OFDM with BPSK, QPSK, 16-QAM, Turbo 00/196r6 DQPSK and D8PSK 

2.5 GHz 2 level FSK, QPSK, None 00/214r7, 00/2!S,o 

2.5 GHz M-ary Bi-Code Keying with QPSK Reed-Solomon 00/210rl0 and 16-QAM 

2.5 GHz QPSK, 16-QAM Turbo OO/l 99r2, 00/2(X)r9 

UWB Bi-phase with DSSS None 00/19Sr8 

2.5 GHz 8PSK, QPSK, 16, 32, TCM 00/211r5 64-QAM 

2.5 GHz DBPSK, DQPSK, Reed-Solomon 00/197 r2, 00/l 98r3 8-QAM, 16-QAM 

The down-selection vote was held at the IEEE 802 plenary meeting in Tampa, FL, 
USA, in November 2000. At that point, two of the proposaJs were withdrawn 
(00/206rl and 00/195r8) and the final proposal selected was a compromise of two 
proposals, (00/214r7, 00/215r0, 00/199r2, and 00/200r9). This final version 
specified the modulation but left the coding to be determined at the January 2001 
meeting in Monterrey, CA, USA. At that meeting, trellis coded modulation 
(TCM) was selected as the coding with the base rate left as uncoded to allow 
simple, low-power, low-cost devices. This completed the PHY selection process 
and enabled the group to continue with the task of drafting the standard. 

The initial drafting process proceeded informally with different authors given 
clauses to write and the intermediate results were posted for comment. In the 
November 2001 meeting in Austin, TX, USA, the group closed the last 
outstanding issue on the draft and was able to begin the draft approval process. 

The draft approval process involves two stages of balloting: Working Group letter 
ballot and Sponsor letter ballot. The first balloting process seeks the approval of 
the entire Working Group: the 802.15 Working Group in this case. If the Working 
Group approves of the draft, it is forwarded to Sponsor ballot (conducted by the 
IEEE-SA), where interested individuals review and vote on the contents of the 
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Chapter]: Background and History 

IEEE 802.15.3 draft standard began the Working Group letter 

1 
December 2001 with a 40-day letter ballot. In the letter 

n ar Y • d .d are a ·ked to vote yes, no, or abstam an to prov1 e comments ?n 
anted changed in the draft. In the case of a no vote, the voter 1s 

ide comments that indicate the changes that would be required in 
g the per on's no vote to a yes vote. The minimum approval for the 

but traditionally, the 802 Working Groups seek to get greater than 

r ballot failed to get 75% approval 5, but with changes to add security 
t nee analysis, and improved power management text, a sufficient 

0 
voter changed their votes to yes to enable a recirculation ballot. 

nt through three recirculation ballots, each time achieving greater 
pproval before being approved to be sent to Sponsor ballot following 
ber 2002 802 plenary meeting in Kauai, HI, USA. A summary of the 
omments for the Working Group letter ballots is given in Table 1-3. 

gan the Sponsor ballot process in 
r of 2002. The first Sponsor ballot. 
76% approva16, just making the 

u1remcnt for passing. In response to 
ments received, the Task Group 
m changes to the draft that satisfied 
rity of the no voters. The mandatory 

f th device synchronized power save 
) power-save mode had been a 
uous issue since the first Working 
t tter ballot. Based on a compromise 

(v 
The IEEE SA has two 
numerical requirements for a 
ballot to be valid. First, greater 

than 75% of those eligible to vote 
must return ballots. Second, the 
number of abstain votes must be 
less than 30% of the total votes 
received. If the ballot is valid, it 
passes if 75% of the people vote yes 
of the total number of people voting 
yes or no (abstains do not count in 
this tally). 

t w agreed to in Kauai, the group was finally able to close out this issue. 

d1tion. the Task Group was informed that the authentication protocols that 
m the draft were likely outside of the scope of a MAC and PHY standard. 

uld have caused problems with the approval of the standard with either the 

7 or lhe 89 eligible voters in the 802.15.3 Working Group voted in the fust letter ballot 
There were I 01 people in the balloting pool and in the first ballot, 79 people returned ballots in time 
l> 75% return ratio). There were 56 affirmative votes, 17 negative votes, and 6 abstentions 
la lain, < 30%). There were 447 technical comments and 379 editorial comments. 
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Chapter 1: Background and History 

802 Executive Committee (802 ExCom) or the IEEE Standards Review 
Committee (RevCom). In order to avoid any problems and to ensure that the 
standard could be quickly approved, the Task Group removed the three 
authentication methods from the draft and attempted to purge the document of an 
references to authentication. 

The revised (and much shorter) draft was recirculated to the Sponsor balloting 
group. This ballot came in with better than 96% approvai7 and the comments, 
much fewer this time, dealt mostly with finishing the removal of the security 
suites. After implementing changes to address these issues, the draft was 
recirculated a final time. In this final round of Sponsor balloting, the draft 
received 97% approval8 and no new comments were received. The Working 
Group then forwarded the draft to the 802 ExCom where it was approved and then 
sent on to the IEEE RevCom for consideration. RevCom approved the draft in 
their June 2003 meeting and the IEEE Standards Board affirmed their decision the 
next day, June 12, 2003, making 802.15.3 an official standard. 

12 

Table 1-3: 802.15.3 Working Group letter ballot results 

Vote results Comments 
Ballot# Technical Yes No Abstain 

Required 
Technical Editorial 

LB12 49 (69%) 22 (31 %) 4 554 612 685 

LB17 64 (88%) 9 (12%) 2 444 131 622 

LB19 66 (89%) 8 (11 %) 1 326 72 153 

LB22 70 (95%) 4 (5 %) 1 62 24 159 

7 The first sponsor ballot recirculation result was 73 approve, 3 disapprove, and 6 abstain with 57 
technical comments and 117 editorial comments. 

8 The final sponsor ballot recirculation result was 76 approve, 2 disapprove, and 6 abstain with no 
comments received. 
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chapter 2 802.15.3 applications 
IEEE Std 802.15.3, like all IEEE standards, addresses a set of applications. In the 
proce s of developing the standard, a call for applications (CPA) is sent out to 
olicit responses from manufacturers and users to indicate the types of 

applications for w~ich they need a solution. Altho~gh not every application can be 
addressed with a smgle standard, the task group tned to enable as many 
applications as possible identified in the CPA while aiming for low cost, 

complexity, and power. 

THE HIGH-RATE WPAN THEME 

There are several wireless standards that can be applied to some of the following 
applications, however, only 802.15 .3 is able to address all of the requirements for 
portable, wireless multimedia devices. In addition, it is important to understand 
the underlying philosophy of 802.15.3 in order to understand what the excitement 
is about. The general applications of local wireless solutions for consumer 
electronic devices can be divided into data networks, such as those used for 
enterprise WLANs or desktop internet applications, and multimedia networks, 
like those used for entertainment and portable devices. These networks have 
different purposes and requirements. After the CPA, it became clear that 
multimedia networks need to include a large class of devices in order to be a 
complete system. For example, a television set is not just a wireless video 
distribution opportunity. It had its own class of peripherals such as remote 
controls, 6.1 speakers, keyboards for on-screen Internet access, input from 
personal video cameras, and still cameras. In order to be useful in the home or on 
vacation, the needs of all these devices had to be addressed in a single 
standardized solution. There had to be a full systems solution, or the customer 

would not be satisfied. 

IEEE Std 802.15.3 was a "ground up" opportunity to develop a new standard that 
served a large, untapped market, not accessible to Bluetooth, 802.11, and other 

approaches, and to serve as a platform for future enhancements. 
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Chapter 2: 802.15.3 applications 

STILL IMAGE APPLICATIONS 

One of the original applications that drove the development of IEEE Std 802. ls.3 
was still image transfer from a digital camera to a photo kiosk. The increasing size 
of images in digital cameras combined with the impatience of users created a need 
for low-cost, high data-rate, ad-hoc wireless connection. Based on a 15-second 
transaction time limit for the user's attention span, the data rate needed to be at 
least 20 Mb/s. The wireless photo kiosk is intended to allow owners of digital 
cameras to create prints, photo CDs, store the picture at a central site, or even 
email the picture to selected individuals with a simple button push. Digital 
cameras are now getting the capability of adding information to the picture, when 
it is taken, that indicates what the user wants to do with the picture, e.g., print to 
paper, size of the prints, number of copies, where to store the data file, and so on. 

One of the advantages of wireless image transfer is that it allows people to 
"unload" their digital cameras into permanent storage, prints, photo CDs, or a 
central Internet location, e.g., www.ofoto.com. This is especially important for 
people when they are are traveling on vacation. The typical digital camera user 
saves their pictures on their home computer so that they can erase the files from 
the camera or memory card. However, most people do not have laptops and even 
fewer take their laptops or computers on vacation, which is where most of the 
pictures will be taken. Thus, people are not able to use their digital cameras as 
much as they would use a standard film camera. 

The photo kiosk application offers value to everyone involved9. The store or 
facility that houses the kiosks gets rental money from the kiosk owner as well as 
additional business and traffic from people that use the machine. The kiosk owner 
is able to collect money for printing pictures or making CDs. If the pictures are 
sent to an online site for storage, the kiosk owner may collect a transmittal fee and 
the website owner may also get money for storing the picture. The person using 
the camera gets to empty their flash card and receive a copy of the pictures 
(electronic, paper, or both). Because the camera also acts as a display device, it 
can be used for uploading content, e.g., music, short videos, ads, or even other 
pictures. 

9 Currently there are approximately 50,000 photo kiosks and they are expanding rapidly. 
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Chapter 2: 802.15.3 applications 

l 
ansfer capabilities are also a compelling application for the 

II 1mage r 
than 50% of U.S . households have a computer, and yet virtually every 

h Id ha . a film camera 10. In a typical house with a computer, it is located in 

0 •nan out of the way place and the computer is not normally turned 

ro~l 
. 

h 
O 

the user wants to ~ansfer images or pnnt them, th~y must go to _the 

tum it on wait for 1t to boot, and then they can begm to transfer images. 

p01er, , 

111 
d r to expand the market for digital cameras and related services, there needs 

r a way to use the camera without requiring the intervention of the PC. 

The simple way to do this is to wireless~y enable both the printer and _the cam~ra. 

Ho"ever, the images that the camera pnnts can be large and the user 1s not gomg 

10 
want to wait for a slow data link to transfer the pictures. With an IEEE Std 

02. 15.3 wireless link, the user can easily send the pictures to the printer. The 

market has already provided inkjet printers that have slots for the various types of 

digital camera storage, e.g., compact flash (CF), secure digital (SD) cards, multi­

media cards (MMC), and Memory Stick®. As an extra cost option, they also can 

have a small display for viewing the pictures on the card. However, with a wire­

les link, the camera can be used as a display and control device for the printer. In 

addition, manufacturers can offer a less expensive printer because they do not 

have to add the expense of supporting multiple slots and formats. 
I 

Another application of the still image transfer would be the remote display of 

images on various devices. For example, the user could create a slide show of 

images and display them on an 802.15.3-enabled television. Because televisions 

and even high-definition televisions (HDTVs) are relatively low resolution 

compared with digital pictures, even a 1 megapixel camera would create an image 

that would display well on an HDTV. This would require application level support 

on the television for JPEG pictures. Users could also upload pictures to digital 

picture frames without having to take the frame off the wall to plug in the cable. 

In summary, some of the applications that would use still image or bulk file 

transfer are: 

• Printing pictures to a photo kiosk 

• Uploading content from a kiosk (movies, ads, still photos, music, etc.) 

10 In 2003 there were approximately 800 million film cameras and 37 million digital cameras. 
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Chapter 2: 802.15.3 applications 

• Remote display of still images on televisions or picture frames 

• Direct camera to ink jet printing in the home 

• Serve as display and control device for the printer 

TELEPHONE QUALITY AUDIO APPLICATIONS 

In this context, audio applications are those that transmit voice between two 
parties in a manner similar to the telephone system. Although the data rates for 
this type of communications are not particularly high, about 9.6 to 64 kb/s 
depending on the quality required, these applications have the most stringent 
latency requirements. The reason for this is that although people can deal with 
delayed video, as long as the associated audio remains in sync, they are not used 
to long pauses in conversation. In most cultures, a long (>0.5 s) latency in 
receiving audio traffic from the remote person will cause the other individual to 
begin talking, often on top of the remote person's response. 

The quality required for audio transmission, the latency, dynamic range, bit rates 
required, and so on, have been extensively studied by the telephone and cellular 
companies. Because of this research and the experience that people have with 
telephones today, the requirements for audio applications are well-documented. In 
many places, people are used to very high-quality voice connections, which sets a 
high expectation for any protocol/radio combination that seeks to replace a wired 
solution. Part of the design of IEEE Std 802.15.3 was aimed at solving the audio 
problem. The 802.2 priority mapping (see Annex A in IEEE Std 802.15.3) 
specifies less than 10 ms of delay and jitter for voice applications. This number is 
relatively low because it is expected that there will be other delays and jitter from 
the wireline portion of the connection. If the connection is only between wireless 
devices (DEVs) in the piconet, e.g., an intercom system, then the latency could be 
expanded to greater than 80 ms. 

The latency for voice and any retransmissions, if needed, is controlled by the 
interval requested in the channel time request. For example, if the superframe 
duration is 10 ms, then the DEV could request allocations every fourth superframe 
and suffer no more than 40 ms latency. The maximum allowed superframe 
duration is 65 ms, which puts an upper limit on the latency for a single allocation 
in a superframe. If the DEV wanted to have a lower latency, it could request that 
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IGH QUALITY AUDIO APPLICATIONS 

1b hi h-quality audio market is distinct from telephone-quality audio. In the case 

(cete!hony, the end-to-end latency is very important. A typical high-quality 

udto application, on the other hand, is relatively insensitive to latency over the air 

Jong a there is sufficient buffering and bandwidth to maintain the data flow. 

ore ample, many modern mobile CD players read ahead on the CD and buffer 

(he information to prevent skips in the playback when movement of the player 

auses the read process to skip. Although some buffering is allowed in this 

application, users still expect the sound to start soon after the "start" button is 

pres ed and for it to continue uninterrupted for as long as they want to listen to it. 

In addition, the end points of an audio system, i.e., the speakers and microphones, 

are relatively low-cost items and so the buffer space will be constrained. 

High quality audio also requires a much greater data rate than simple telephone 

quality audio. While wireline quality voice connections run at 64 kb/s 11 , CD 

quality audio requires (2 *44.1 kHz* 8 bits/sample) = 705 .6 kb/s if it is sent 

uncompressed. A 5.1 surround sound system (e.g., 6 channels) would require 

three times the data rate, a little more than 2.1 Mb/s, to send the data 

uncompressed. While lossy compression methods, e.g., MP3 or Ogg Vorbis, are 

acceptable for portable digital audio applications, home and professional sound 

systems require uncompressed data to maintain greater than 90 dB dynamic range. 

One of the challenges in wireless distribution of sound, especially in a 5 .1 

surround sound system, is to keep the playback synchronized. While the 802.15.3 

standard does not specify a method for synchronizing different applications, the 

beacon provides a time frame of reference for all of the DEV s in the piconet. 

11 Digital cellular telephones use compression for voice transmission and generally use less than 19 kb/s, 

some as low as 9.6 kb/s. 
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This allows all of the DEV s to use a 
common timing frame of reference 
for playback. In addition, the 
standard provides sufficient 
flexibility for an application to create 
a method for synchronizing playback 
among a variety of DEV s. 

In summary, some of the high-quality 
audio applications that are supported 
by 802.15.3 include: 

~ 
The_ data r~te~ for typic~I high-qualify 
audio applications require from 1.6 to 
2.6 Mb/s per audio channel. The data 

delivery needs to be consistent, so a "best 
effort" delivery system will fail to provide 
users with the level of quality to which they 
are accustomed. These data rates need to 
be supported over relatively long distances 
typically over an entire home. These ' 
requirements, high data rate, QoS and long 
range, are only met by the 802.15.3 
standard. 

• Digital audio players (e.g., Ogg Vorbis, MP3, etc.) 

• Headphones 

• Speakers, especially 5.1 surround sound systems 

• Wireless microphones 

GAMING APPLICATIONS 

A low-cost, high-speed wireless network with guaranteed time allocations opens 
up new types of applications for gaming. In terms of the number of devices, the 
home console and portable video game market is larger than the home computer 
market. The most obvious application of wireless connectivity in video games is 
to remove the wires that connect the controllers to the game console. Although the 
amount of information that is transferred to and from the controller is small, the 
users are very sensitive to latency. A controller that fails to get its command 
through in a timely manner will cause the user to lose the game and will be 
quickly returned to the store. IEEE Std 802.15.3 allows the application to control 
the latency by selecting the allocation interval for the data. The data transfers are 
bidirectional as well because game controllers often implement physical feedback 
mechanisms to enhance the gaming experience. 

The controllers for the game console are only a small part of the total gaming 
market. Once the game console has become wirelessly enabled with 802.15.3, 
other applications are available. For example, with multiple game controllers in a 
relatively small area, the users could engage in a multiplayer game. Because 
multiple consoles are used, the players could each have a different viewpoint of 
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. •n their display. Game consoles now have the ability to access the 

uon1 . 

I this case the console could act as the wrreless router for the house 

IOI met. n , . , 

. . g information to wireless portable devices such as web pads. The game 

d rnbuun 
n ole could also be used to play music that is sent wirelessly to speakers or 

h dphones. At some point, the game console may take on the function of the 

h me computer for many households. 

nother application would be to enable handheld games to interact with each 

ther wirelessly. Multiplayer games that could be formed whenever a group of 

ople with handheld gaming devices was in range. The gaming devices are 

~king on new roles as well, such as providing playback of digital music. Having a 

"'irele s connection in the handheld game would allow the user to upload music, 

video or images from kiosks, computers, or the game console. Because the 

handheld game has a screen as well as buttons, it can serve as the interface for this 

tran action. Not only that, but new applications will be found for the device using 

the display and controls to provide input to and feedback from another 802.15.3 

device that, for cost reasons, does not have a user interface. 

In summary, some of the possible gaming applications are: 

• Wireless controllers 

• Multiplayer gaming with home console 

• Game console as Internet portal 

• Handheld multiplayer gaming 

• Digital music, video, or image upload to handheld games 

VIDEO AND MULTIMEDIA APPLICATIONS 

Multimedia applications have the highest requirements for throughput, but they 

often have more relaxed latency requirements. Streaming multimedia delivery 

over the Internet is accomplished today with buffering. This model works well 

when the endpoint is a computer that has a large hard drive and RAM. However, 

many consumer devices do not have large amounts of RAM or non-volatile 

storage available. Thus, while the latency requirement is relaxed for streaming 

multimedia applications, there is still an upper bound on the latency that is 

permissible for these applications. 
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The most commonly cited streaming multimedia application is the set-top box 

application. Although satellite and cable television are normally delivered to a 

single box in a house, the typical home has more than one television. The cam 

(e.g., the cable or satellite service) would like to enable people to buy more thaii 

one pay-per-view service at a time, but this requires distributing the signal to Ill 

than one television at the same time. Because most homes are not wired for ca 

in all of the rooms where the televisions are located, the providers would like to 

enable the user to self-configure the network without incurring the expense of 

ning cables. In addition, the optimal place for bringing in the signal, either frorn 

the curb for cable or from a wall or roof-mount antenna, is often not where the 

users want to watch television. The content providers incur high costs in running 

cables for the customers; yet, they have to do this or the customer will not buy tht 
service. The concept of a "self-install" that does not require running cables has 

made the carriers very interested in wireless video distribution systems. 

Even in the case of the home theater system, connecting the cables correctly to all 
of the components of the system can be quite daunting. Wireless connectivity with 

service discovery would allow people to bring in a new component and have it 

automatically find all of the other components and create the required 

connections. The user would only have to plug in power for the new component 

and all of the components could self-configure the connections. For the typical 

consumer, this is a great advantage from the point of view of ease of use. Not only 

that, but it also will allow the user to position the components wherever they want 

Streaming multimedia is not the only type of application that 802.15.3 enables. 

Two-way multimedia applications, e.g., where the person interacts with the 

application, are also a good application for 802.15.3's QoS capability. If the 

application includes two-way voice interaction, then the application needs both 

the low latency for voice as well as the high bandwidth for video. Some examples 

of this kind of application are video conferencing, video intercoms, and gaming. 

However, it may be possible to separate the delivery of voice from video and to 

prioritize the voice delivery. People tend to be more accepting of glitches in the 

video presentation than in the audio portion. In this case, each DEV would 

allocate two streams, one for video and one for audio, to the other DEV. If the 

application supported scheduling audio and video together in a single stream, then 

the DEV s would require only one time allocation in the superframe. 
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P
lication is a detachable display for a video camera. Sharp® 

nother ap · • d' f tl1 • h ted this application usmg a propnetary ra 10 rom eir researc 
demonstra . . 

ents that carried data at 10 Mb/s. An 802.15.3 radio would give greater 
Jepartm d d Th' 1· • 

and lower cost because it was based on a stan ar . 1s app icat10n 
data rate 

the user to put a camera on a tripod and take the display to a remote 
allows . . . h 1 1 . Because 802.15.3 enables two-way commumcat10ns wit ow atency, 
tocaoon. 

W
ould be able to control the camera from remote as well as be able to see 

the user . . . . 
. ges that the camera was recording. Digital stlll cameras would also benefit 

theuna 
by having a remote display with shutter release and focus control. 

Sony'" has pioneered the concept of robots as entertainment devices, and this idea 
. beginning to take hold at other companies as well. One of the enhancements 
~at has been suggested is remote control of the robot with a remote display. Th~ 
user would be able to give voice commands to the robot and see what the robot 1s 
doing. Anotller application for remotely viewing with a camera would be for 
remote control vehicles like model cars and possibly model airplanes (although 
the range would have to be extended). This would allow the person controlling the 
vehicle to change their viewpoint to be from the inside of the vehicle looking out. 
It would also allow the vehicle to go behind visual obstructions while remaining 
under the control of the user or even to integrate the vehicle in a computer game. 

Digital and analog camcorders are an important application for wireless 
connectivity. Although it is possible to view the video on the camera, the displays 
are usually small (less than 4 inches) because the camera needs to be small as 
well. Currently, users need to find the video cable for the camera and attach it to a 
television to show the video. Although some televisions now have connectors in 
front, not all do, and the cables can get lost. With a wireless link, users would be 
able to easily display the contents of their camcorder on any display device, e.g., 
television or computer monitor. Not only that, they could make copies of the video 
directly to tape or DVD without having to connect the cables to the back of the 
VCR or DVD recorder. If users had a personal video recorder (PVR), they would 
be able to use the camera for control, the television for display, and the PVR as an 
editing device. Once the edited video was complete, the PVR could record it to 

tape or DVD. 
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In summary, some of the possible multimedia applications are: 

• Video distribution from set top boxes to televisions 

• Wireless connection of home theater and stereo components 

• Wireless video conferencing, video intercoms, and interactive gaming 

• Wireless displays for entertainment applications like robots and remote-con. 
trolled vehicles 

• Remote displays and controls for video and digital still cameras 

• Displaying video from camcorders to televisions 

• Storing video from camcorders to VCRs and DVD recorders 

• Editing videos using a camcorder and PVR 
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chapter 3 Overview of the IEEE 802.15.3 
standard 

etworks are an essential part of computers today and have become a key 
ornPonent to many of the applications that run on them. These networks may 
rve different geographic areas and subsequently have different implementations. 

The areas served by these networks can be divided into four types: 

a) Wide area networks (WANs): A country or even the entire world 

b) Metropolitan area networks (MANs): A city or similar area 

c) Local area networks (LANs): A single building or campus 

d) Personal area networks (PANs): An area around a person. 

The last type of network, the PAN, is a relatively new area of development. In a 
PA , the group of connected devices is not referred to as a network, but rather as 

8 
piconet, to imply that it is a small group of networked devices. PANs are 

designed to connect the many electronic devices that a single person might own to 
enable data sharing, connectivity, and new applications that are still developing. 
Because of this, PAN devices are used in a way that is very different from other 

networks. 

Early definitions of a PAN, including the one used in the IEEE Std 802.15.3, 
referred to it as being limited in distance12 . However, the results of the call for 
applications (CFA) included multiple applications that required relatively long 
distances, e.g., coverage of an entire house. Instead of range, one of the key 
characteristics of a PAN that differentiates it from a LAN is that a PAN normally 
consists of DEV s that are under the control, in some fashion, of a single user. A 
LAN, on the other hand, normally consists of devices that belong to multiple 
u ers. Thus the connectivity focus of a PAN tends to be inward, whereas a LAN's 
connectivity focus is outside of the LAN. The typical characteristics of a PAN are 

a follows: 

12 The definition used in the standard was" ... a space about a person or object that typically extends up to 

10 min all directions ... " 
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a) A single person owns all of the devices. 

b) A PAN should form automatically and should exist only for as long as it 
needed. 

c) The connectivity within a PAN is peer-to-peer among the members of the 
PAN, although external connectivity is allowed. 

In a typical PAN, a single user13 owns or controls all of the devices. On the oth" 
hand, in a LAN, a typical user may not have even seen all of the devices, let alo~ 
own or control all of them. In the PAN environment, this allows the user to mov 
the devices around for better reception and to be able to use different 
authentication processes to enable security. Another difference between PANs and 
LANs is that although LANs cover relatively small areas, the main use of LANsis 
to enable connectivity with WANs, in particular, with the Internet. Although a 
LAN can be valuable in providing connectivity in a building or campus, most 
people also use the LAN to bridge to the Internet. It is much more likely that a 
LAN device will be trying to reach other devices on the Internet than in a PAN, 
where it will be possible that the devices will not have a connection to a WAN. 

Another use for a PAN, especially a WPAN, is for disposable networks. In this 
case, two devices that come in range are able to quickly establish a network to 
communicate data and just as quickly are able to take down the network when 
they are done. Fast connect times are important as well as the ability to 
spontaneously form a network without the intervention of a networking expert. A 
typical application involves a user walking up to another wireless-enabled device 
that is able to advertise its services and quickly fill the need. This might involve a 
digital still camera and a photo-processing kiosk. The user is able to select the 
number and type of prints on the camera and quickly download the pictures and 
the printing instructions to the kiosk for printing. 

A PAN also has the characteristic that the devices will generally want to connect 
directly with the other devices in the PAN, i.e., in peer-to-peer mode. Traffic in the 
LAN, on the other hand, is often directed to devices that are not in that LAN, but 
rather is routed to other devices that are often quite distant. In the case of IEEE 
Std 802.11, stations in infrastructure mode are not allowed to communicate 

13 Or a small , closely-related group of people, e.g., a family. 
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. tly with each other, but need to send all data to and receive data from the 
d1rec 
access point. 

ELEMENTS OF THE 802.15.3 PICONET 

There are two key elements to the 802.15.3 piconet: the piconet coordinator 
(PNC) and the device (DEV), as shown in Figure 3-1. The PNC is the center of 
the piconet, and the extent of the piconet is determined by the ability of DEV s to 
hear the beacon transmitted by the PNC. The PNC also acts as a DEV in the 
piconet and is able to communicate with any other DEV in the piconet. Every 
802.15.3-compliant implementation is a DEV, but not all DEVs are capable of 
becoming a PNC. However, without a PNC, it is not possible to form an 802.15.3 
piconet. This leaves open the possibility that two 802.15 .3-compliant DEV s 
would be unable to communicate if neither one of them implemented PNC 
capabilities. Although this is a potential problem, the task group felt that for some 
very cost sensitive applications, like speakers, the PNC capability would be an 
unnecessary expense. In the case or a speaker, it does not have a function in the 
absence of a sound source, e.g., microphone, DVD player, MP3 player, 
component receiver, and so on; therefore, the assumption was that two speakers 
would not need to form a piconet but rather could rely on the sound source to take 

on the PNC role. 

Figure 3-1: Elements of an 802.15.3 piconet 
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The PNC is required in every 802.15.3 network because it operates as the 
arbitrator in assigning channel time. The PNC also provides the timing reference 
for the piconet via the beacon. All DEV s need the approval of the PNC to join tht 
piconet via association, and if security is enabled in the piconet, they also need 

1 
authenticate to the PNC to gain membership in the piconet. The PNC also keeps 
track of sleeping DEV s to enable them to save power while making sure that their 
channel time is allocated when they are scheduled to be awake. 

Although the PNC has a variety of responsibilities, the standard has made an 
effort to keep most of the complexity, whenever possible, in the DEV. The reason 
behind this is that it allows DEV s to be as complex as they need to be to suppon 
their application without burdening the DEV that happens to be the PNC. An 
example of this is channel time allocation. Rather than sending the required data 
rates, buffer sizes, latencies, and priority to the PNC so that it can determine the 
appropriate amount of channel time, the DEVs are required to calculate the 
amount of channel time that they require for their applicatiun-an-d-t~quency 
with which it needs to be allocated. The PNC simply decides if there is ~ugh 
time in the superframe to allocate the channel time. In the case of an application 
specific DEV, e.g., a microphone or game controller, the DEV already knows the 
required channel time and allocation frequency and always makes the same 
channel time request. 

The DEV s in the piconet can also take on special roles to fulfill other 
requirements. For example, a DEV in the piconet can request channel time from 
the PNC to become the PNC of another piconet, called a dependent piconet. A 
DEV that is the PNC of a dependent piconet is referred to as a dependent PNC. A 
dependent piconet shares channel time with the original piconet, called the parent 
piconet, as shown in Figure 3-2. If a DEV is a dependent PNC, it is acting in two 
separate roles: the first as a DEV in the parent piconet and the second as the PNC 
of another piconet that is synchronized to the parent piconet. 

An example of a parent and dependent piconet is illustrated in Figure 3-3. In the 
figure, the dependent PNC is a member of both the parent and dependent piconets. 
Also note that one of the DEV s is a member of both the parent and the dependent 
piconet. The standard does not forbid a DEV from joining both piconets. In this 
case, the DEV would need to keep track of two separate personalities, one as a 
DEV in the parent piconet and the second as a DEV in the dependent piconet. 
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There are two types of dependent piconets-the child and the neighbor piconet. 

The difference between the two piconets is determined by the type of membership 

the dependent PNC has in the parent piconet. If the DEV is a full member of the 

parent piconet, then it can request channel time to form a child piconet and 

become a child PNC. A child piconet can be used to extend the range of the 

original piconet by using the child PNC as a bridge to other DEV s. A child 

piconet can also be used to provide different level or type security to a subset of 

the DEV s in the parent piconet. 

On the other hand, if the DEV does not want to or is unable to become a full 

member of the parent piconet, it joins the network as a neighbor PNC. A neighbor 

PNC is not able to communicate directly with members of the parent piconet 

( other than with the parent PNC) and it is not given the parent pi con et' s group data 

encryption key. A neighbor piconet can be used to support a different level of data 

security or to share channel time between two piconets controlled by different 

users. 

A DEV may also act as the key originator in the piconet. The key originator is a 

DEV that generates symmetric encryption keys to protect the confidentiality and 

integrity of data for subsets of the DEV s in the piconet. In a secure piconet, the 

PNC is the key originator for all of the DEV s that are members of the piconet. A 

DEV might take on the role of a key originator if it does not trust the PNC or if it 

wants to secure an application for a limited set of DEV s with a different security 

method than the one used by the piconet as a whole. In this role, the DEV 

authenticates peer DEV s in the piconet and maintains the management and 

symmetric keys for the DEV s. A key originator performs all of the security­

related actions of the PNC with the exception of sending a secure beacon. 

PHY OVERVIEW 

The 802.15.3 PHY operates in the 2.4-2.4835 GHz frequency band that is 

available as an unlicensed band in most of the countries in the world. This allows 

a person to use their 802.15.3-compatible device in Europe, Japan, Canada, and 

many other countries. The symbol rate is 11 Mbaud with either 1, 2, 3, 4, or 5 bits 

per symbol to give 11, 22, 33, 44, and 55 Mb/s as a raw data rate. 
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e rate for the 2.4 GHz PHY is 22 Mb/s. The base rate is used for the 
fhe ba · • • b d 1 • d h 

as
sociation d1sassociat1on, roa cast, mu ticast, an w enever the DEV 

t,cacon, ' 
e W

hat rate is supported by another DEV or the PNC. All DEV s, therefore 
unsur ' .. ;red to support the base rate, whereas the other data rates and modulations 

are requ.u 
0 

tional. The 11 Mb/s data rate was added to the standard to enable 
arern!unications between DEVs that are distant from each other in the piconet. 
f~r exarople, consider the piconet shown in Figure 3-4 with three DEV s and the 
p C. As Figure 3-4 illustrates, communication in the piconet can take place 
directly between members of the piconet, e.g., between DEV-1 and DEV-3, and 
doe not have to first go through the PNC. This is an important difference between 
02.15.3 and 802.ll's infrastructure mode, which requires that all traffic goes 

through the access point. 

8 
/eft s~------~e 

Figure 3-4: DEVs using 11 Mb/s mode to enable data transfer 

If the distance between the PNC and DEV s 1-3 is near the limit of what can be 
reached with 22 Mb/s, the DEV s will be able to join and participate in the piconet. 
However, although the distance between DEV-2 and DEV-3 is short enough to 
enable peer-to-peer communication, the distance between DEV-1 and DEV-3 or 
DEV-1 and DEV-2 will be too long for reliable 22 Mb/s communications. In this 
case, the DEVs are still able to use the 11 Mb/s transfer mode to communicate 

between themselves. 

The 802.15.3 PHY intentionally reused many of the characteristics of the 802.11 
direct-sequence spread spectrum (DSSS) and 802.llb PHYs while seeking to 
relax the requirements wherever possible. For example, 802.15 .3 uses the same 
frequency accuracy and roughly the same channel plan as 802.llb, but it has a 
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relaxed adjacent and alternate channel requirements for the receiver to enable 
low-cost implementations. 

The IEEE Std 802.15.3 Working Group selected a coding technique, trellis-c0dt4 
modulation (TCM), that has been proven reliable and efficient in wireline 
standards for decades. This coding method requires a smaller signal-to-noise rai., 
for the demodulation of 11 Mb/s QPSK-TCM than what is required for the 
11 Mb/s CCK mode of 802.11 b. Thus, for the same transmit power and receiver 
noise figure, an 802.15 .3 PHY will have a greater range at 11 Mb/s than will an 
802.11 b radio at 11 Mb/s. 

The initial work for the 802.15.3 PHY was aimed at compliance with the FCC's 
"low power rules" (i.e., 47 CFR 15.249 [B29]) rather than the spread spectrum 
rules that were used for 802.llb (i.e., 47 CPR 15.247 [B29]). The low power rules 
would have limited 802.15.3 implementations to about +8 dBm of transmitter 
power. However, a recent FCC report and order changed the requirements for 
spread spectrum systems from a jamming resistance test to a power spectral 
density test. Although this change was intended to allow the proposed 802.llg 
PHYs to operate in the U.S ., it also allowed 802.15.3 radios to use higher 
transmitter power as well. In the U.S., an 802.15.3 PHY can transmit at up to 1 W 
with up to 6 dB of antenna gain. In the European Community (EC), both 802.llg 
and 802.15.3 are limited to 100 mW, including any antenna gain. A typical 
implementation of 802.15.3, however, would use a transmitter power similar to 
the current range for 802.llb stations, i.e., about +12 to +18 dBm. However, an 
extremely low power implementation of 802.15.3 might use a lower transmit 
power, trading range for battery life. The standard does not have a minimum 
transmit power requirement. 14 

One of the key differences between 802.llb (or 802.llg) and 802.15.3, other than 
modulation techniques, is the channel spacing and transmit power spectral 
density. IEEE Std 802.1 lb defined a transmit power mask that, by today's 
standards, is very lax. With digital modulation and pulse shaping that is typically 
used in current radio implementations, it is relatively easy to control the 
transmitter spectrum to be less than the 22 MHz that is allowed for 802.11 b 
implementations. Compliant 802.15.3 implementations restrict their transmit 

30 

14 This is also true for all but two of the nine 802.11 PHY s. 802.11 FHSS and 802.11 DSSS do specify a 
minimum required transmit power. 
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-----les
s than 15 MHz. This allows up to four non-overlapping channels 

1dth lO •• GI-IZ band instead of the three channels specified for 802.11 b. The 
2.4 nsmit bandwidth reduces the interference to other networks, like 
er tra 

15 1 
and 802.llb, whereas the narrower receiver bandwidth reduces the 

·ibility of 802.15.3 to interference from other wireless networks or 
rlp;ence sources. The reduced susceptibility of 802.15.3 to other interferers is 

1 important because the number of wireless devices in the market is increasing 
incredible rate. As the unlicensed frequency bands becomes more congested, 

; ~bility of 802.15.3 radios to reject interference and maintain a high data rate 

ill become increasingly important. 

There are four primary sources of interference in the 2.4 GHz band: 802.15.1 
PAN , 802.llb WLANs, microwave ovens, and cordless phones. The 

l i •tence performance of 802.15.3 with 802.llb and 802.15.1 was analyzed 
nd placed in Annex C (informative) of IEEE Std 802.15.3, and it is also 

discu sed in Chapter 9 of this book. In general, 802.15.3 piconets can achieve an 

acceptable level of coexistence with other devices in the 2.4 GHz band. In 
ddition, IEEE Std 802.15.3 and IEEE Std 802.15.2 provide methods that can 
nhance the coexistence of these networks. These methods are also discussed in 

Chapter 9. Cordless telephones in the 2.4 GHz band usually are narrowband 
frequency hopping devices, and so they would tend to affect 802.15.3 WPANs in a 
manner similar to 802.15.1 WPANs. Microwave ovens, on the other hand, are 
wideband interferers that operate periodically in the band. There are techniques, 
out of the scope of IEEE Std 802.15 .3, that can be used to mitigate the effects of 

the microwave oven noise. 

STARTING A PICONET 

The first activity for an 802.15.3 piconet is its creation. A PNC-capable DEV, 
instructed by its higher layers, begins to search the channels to find other 802.15.3 
piconets and to determine which channel has the least amount of interference. If 
the DEV is unable to find another 802.15.3 piconet, it would then start its own 
piconet by broadcasting a beacon. The initial draft for IEEE Std 802.15 .3 included 
a selection process for the PNC wherein PNC-capable DEVs announced their 
capabilities so that the "most capable" DEV would be selected to be the PNC. 
However, after some consideration, this process was removed because it is 
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unlikely to happen unless all of the DEV s begin scanning simultaneously. Even 
the case where all of the DEV s are turned on at the same time, e.g., if there Was 

power outage, the DEV s will take different amounts of time to "boot up" before 

turning on the wireless interface. 

Instead of a selection process, the first PNC simply looks at the capabilities of 
DEV s that associate with the piconet to see if a more capable DEV has joined. If 
the new DEV is better suited to become the PNC, the old PNC will normally hafld 
over responsibility to the new PNC. Thus, in the typical case where the piconet 
grows slowly, the "best" DEV will eventually become the PNC without the 
complexity of the selection process. The handover process also allows a PNC thai 

is turning off to pass over coordination responsibilities to another DEV that is 
remaining active in the piconet. The handover process passes the association 
information, DEV capabilities, channel time requests, security information and 
power management states of the DEV s to the new PNC. The intention is that the 
handover process will be seamless and will only minimally disrupt traffic in the 

piconet. 

Although a network normally needs at least two devices to be considered an actual 
network, an 802.15.3 piconet is said to be in operation as long as the PNC is 
sending beacons, even if there are no other DEV s in the piconet. If the beacon 
from the PNC disappears, due to power outage, interference, etc., the piconet will 
cease to exist after the timeout specified in the standard. The remaining DEVs in 
the old piconet that are PNC capable have the option to start a new piconet using 

the regular piconet start procedure. 

THE SUPERFRAME 

The basic timing for the piconet is the superframe, as shown in Figure 3-5. The 

superframe is made up of three parts: 

a) The beacon 

b) The contention access period (CAP) 

c) The channel time allocation period (CTAP) 

The beacon is sent by the PNC at a regular interval such that the superframe 
duration is normally constant. The PNC can change the superframe duration, but it 
announces the change to the DEV s in the piconet via the beacon before it makes 
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The superframe duration is sent in each beacon so that all of the DEV s 
hange. ·11 Th b 1 • ct· when the next beacon w1 occur. e eacon a so m 1cates when the 

111 k;~: as well as the channel time allocations (CTAs) in that superframe. The 
p . used to communicate management information as well as to indicate 
con 1 • 

hich pEVs are sleeping and when they will be awake. 

superframe #m-1 
Superframe #m Superframe #m+ 1 

Beacon 
#m 

contention Channel time allocation period 

access MCTA MCTA CTA 1 CTA 2 • • • CTA n-1 CTA n 
period 1 2 

Figure 3-5: The 802.15.3 superframe 

The CAP is used to transfer commands and data either between the PNC and a 
DEV or between DEVs in the piconet. The access method for the CAP is carrier 
sense multiple access with collision avoidance (CSMA/CA) in a manner similar to 
IEEE Std 802.11. This access method allows a very efficient use of the time in the 
CAP while providing a low latency for DEV s that wish to send commands or data. 
The CAP is well-suited to sending small amounts of asynchronous data between 
DEV s in the pi con et because it does not require a formal channel time reservation 
process. The CAP is also used by DEV s that are associating with the piconet to 
send the Association Request commands to the PNC. The length of the CAP may 
vary between superframes, and the PNC may even set it to be a zero length for 
some of the superframes. The PNC is allowed by the MAC standard to restrict the 
type of commands or data that may be sent in the CAP, but for the 2.4 GHz PHY, 
the PNC is required to allow all DEVs to use the CAP for commands, association, 

or data. 

The CTAP is composed of one or more CTAs that are allocated by the PNC to a 
pair of DEV identifiers (DEVIDs). Only the DEV that is listed as the source is 
allowed to transmit in a CTA, and so the access method for CTAs is time division, 
multiple access (TDMA). In the case where the CTA has the PNC identifier 
(PNCID) as either the source ID (SrcID) or destination ID (DestID), the CTA is 
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called a management CTA (MCTA). In most cases, there is no difference betw 
an MCTA and a CTA. The only exceptions to this are when the source address is 
either the unassociated ID (UnassocID) or the broadcast ID (BcstlD). In this case 
there are multiple DEV s that are allowed to send information in the MCTA. To 
handle potential collisions, a third type of access method, called slotted aloha, is 
used. Although this method is generally not as efficient as using the CAP for 
association, commands, and data, it was put in to allow for future PHY s that may 
not be able to perform clear channel assessment (CCA) efficiently. 

Using MCTAs instead of the CAP also adds 
complexity to the PNC because it now needs 
to keep track of the potential needs of all the 
DEVs in the piconet and assign MCTAs 
periodically to all of them. The DEV s need 
periodic MCTAs so that they can send 
commands to the PNC and maintain their 
association in the piconet. When the PNC 
allocates the CAP, it does not have go 
through the effort to separately allocate time 
for association, commands, and periodically 

<v 
The unassoclD was originally 
called the AssoclD because 
it was used by the DEV to 

associate with the piconet. The 
name was changed to be the 
UnassoclD in the letter ballot 
because the only DEVs that use this 
DEVID are unassociated ones. On 
the other hand, MCTAs that are 
reserved for the association process 
are referred to as association 
MCTAs. 

directed links to the DEV s in the piconet. The use of open (BcstID as the SrclD) 
or association (UnassocID as the SrcID) MCTAs is optional for the protocol and 
for the 2.4 GHz PHY. Because there is no difference between a regular MCTA and 
a CTA, all DEV s are required to support the TDMA access method. 

JOINING AND LEAVING A PICONET 

Once the piconet is established by the PNC, DEV s begin to join the piconet using 
the association process. The association process is used to limit the size of the 
piconet so that the PNC is not overloaded and to assign an ID to the incoming 
DEV. Rather than sending the complete MAC address, which is 8 octets, for the 
source and destination in the MAC header, IEEE Std 802.15.3 requires that new 
DEV s joining the piconet get an 8-bit ID, the DEVID, from the PNC to identify 
the DEVs messages in the piconet. This choice cuts 14 bytes of overhead from the 
MAC header, which improves the efficiency of the 802.15.3 protocol. The PNC is 
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ble to refuse an association request for many reasons, including the reason that 

~e pNC does not have the resources to handle another DEV in the piconet. 

Once the DEV has joined the piconet, it ceases to be a member of the piconet 

either because it requests to leave, the PNC tells it to leave, or through inactivity 

in the piconet. When the DEV wants to leave the piconet, it sends a Disassociation 

command to the PNC. Likewise, if the PNC wants the DEV to leave the piconet, it 

ends a Disassociation command to the DEV to tell the DEV that it is no longer a 

part of the piconet. When the DEV joins the piconet, the PNC assigns the DEV an 

as ociation timeout period (ATP). If the DEV does not successfully send a frame 

to the PNC at least once during an ATP, the PNC will consider the DEV to be 

disassociated and will eventually reuse the DEVID it assigned to that DEV for 

another DEV. In a similar manner, if the DEV does not hear any communication 

from the PNC for an ATP, it considers itself disassociated and needs to search for 

a piconet to join. 

CONNECTING WITH OTHER DEVICES 

Once a DEV has joined the piconet, it finds out about other DEV s in the piconet 

when the PNC broadcasts the PNC Information command. This command 

contains a list of all the DEV s in the piconet, their MAC addresses, and their 

capabilities. With this information, the DEV is able to send small amounts of data 

to the other DEV s during the CAP or to request channel time from the PNC to 

send frames to other DEV s. 

There are two types of channel time requests (CTRqs) that the DEV may make to 

the PNC. The first type of CTRq, called an isochronous CTRq, is a request for 

channel time on a periodic basis that does not expire. Until the request is 

terminated by either the source, destination, or PNC, the CTRq remains valid. If 

the PNC agrees to the request, it issues a stream index that is unique in the current 

piconet and that corresponds to a specific source and destination pair of DEV s. A 

DEV is able to request more than one allocation per superframe (a super-rate 

allocation), one allocation per superframe, or one allocation every n superframes 

(a sub-rate allocation). 

The different types of isochronous allocations are used so that the DEV can 

request the latency and throughput that is consistent with its application. 

Wireless Multimedia: A Guide to the 802.15.3 Standard 35 

INTEL-1005 
U.S. Patent 8,219,129 



Chapter 3: Overview of the IEEE 802.15.3 standard 

Insufficient bandwidth or too much latency can make or break a product. Thus 

the ability to have a DEV request and receive a specific amount of latency and' 

throughput from the network is extremely important. This ability alone will Oi>CQ 

several new market segments for 802.15.3 solutions. 

The second type of CTRq is called an asynchronous CTRq. This CTRq is a 

request for a total amount of channel time that will be allocated whenever the 

PNC is able to fit it into the superframe. Because it is a request for a total amouni 

of time, once the PNC has allocated all of the requested time, it drops the 

asynchronous CTRq ·and no longer attempts to allocate the CTAs. This method is 

slightly more efficient than using an isochronous CTRq because the DEV does n~ 

need to explicitly terminate the CTA when it is done sending data. An 

asynchronous allocation is not assigned a stream index by the PNC. Instead, ali 

DEV s use the same stream index for asynchronous data. 

For both asynchronous and isochronous CTAs, the source may request a 

modification of the current allocation using the CTRq command. As with the 

initial allocation, the PNC is able to grant or refuse the request depending on the 

capabilities of the PNC and the current traffic conditions in the channel. A reques1 

to modify an asynchronous allocation results in an update to the amount of time 

that the DEV is requesting the PNC to allocate. 

The source, destination, or PNC may terminate the existing isochronous 

allocation. The PNC always grants the termination request if all of the following 

are true: 

a) the allocation exists, 

b) the DEV that sent the request is a valid member of the piconet, and 

c) the requesting DEV is either the source or destination of the allocation. 

The source DEV or the PNC may terminate an asynchronous allocation using the 

CTRq command. Because the asynchronous allocation is somewhat transient, the 

destination DEV is not allowed to request a termination of an asynchronous CTA. 

DEPENDENT PICONETS 

Dependent piconets are WPANs that rely on the parent piconet for their channel 

time and synchronization. The basic idea is that the two piconets are synchronized 
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~ 
The child piconet was originally called 
the daughter network, but it was 
renamed to be somewhat more 

politically correct. Task group discussion of 
creating dependents for a parent, the 
responsibilities of the parent for the child, or 
what happens with an ill-behaved child always 
seemed to evoke side jokes about how this 
might apply to real life. Because of the wide 
variety of anthropomorphizing available for 
parents, children, dependents, and neighbors, 
the discussion of dependent piconets was often 
one of the more humorous ones in the 
standards development process. full member of the parent 

piconet, it must be a fully 
ompliant 802.15.3 DEV, as well 

being PNC capable. Some of the applications for child piconets are: 

• Extending the range of the parent piconet by using the child PNC as a relay to 

DEVs that the child PNC is able to reach; 

• Setting up a separate group for security purposes if the child PNC does not 

trust the parent PNC; 
• Allowing different piconets to share the same channel without interference 

when there are no other channels available; 

• Allowing the formation of dedicated sub-networks that need to control their 
time allocations separately (e.g., a set of speakers and a component amplifier 

that are pre-configured as a network at the time of manufacture). 

The first step in becoming a child PNC is for the DEV to join the parent piconet 
using the association process. Once the DEV has joined the parent piconet, it 
requests channel time using the CTRq command with its own DEVID as both the 
source and destination. If it is granted time by the PNC, the child PNC can then 
begin transmitting its beacon in the allocated time. The child PNC sets aside time 
in its superframe that corresponds to the time that the parent piconet is operating. 
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The other type of dependent 
piconet is the neighbor piconet. 
The key difference between the 
neighbor PNC and the child PNC 
is that the ne~ghbor PNC is not a 
full member of the parent piconet. 
In fact, the neighbor PNC is not 
even required t~ be a fully 
compliant 802.15.3 DEV. The 

~ 
The name "neighbor" was meant to 
indicate that the parent PNC would be 
willing to give the DEV some time, but 

that it was not really part of the parent's 
piconet. This is like loaning lawn tools to the 
neighbors, but not making them a part of the 
family like your children. See, dependent 
piconets are one of the funniest parts of the 
standard as well as being quite useful. 

neighbor PNC is only required to support a subset of the 802.15.3 commands, an 
it only needs to support the base rate. One of the unique applications of the 
neighbor piconet is that it allows controllers from other standards to implement a 
method of coexistence in which the two networks can negotiate to share time in 
the same channel without causing collisions . As an example, if an 802.11 AP 
implemented a few 802.15.3 commands and modified the modem slightly (the 
PHYs are essentially the same for the base rate and the DSSS mode), it would be 
able to request time from an 802.15.3 PNC so that it could schedule the traffic fo 
the WLAN when the WPAN was quiet. Similarly, the 802.15.3 PNC would use 
the quiet time in the WLAN to operate the WPAN. 

The neighbor piconet can also be used if the PNC-capable DEV is unable to 
become a secure member of the parent piconet. It would then be able to set up a 
separate piconet with different security while sharing the same channel. Note tha 
the neighbor PNC is not able to communicate with the DEV s in the parent picone 
(unless they also join the neighbor piconet) . The key difference in forming a 
neighbor piconet is that the DEV associates with the parent piconet not as a 
regular DEV, but as a neighbor PNC. If the parent PNC allows the formation of 
neighbor piconets, it will assign the neighbor PNC a special DEVID, the neighbo 
ID (NbrID), that indicates that it is a neighbor PNC and not a member of the 
piconet. Once the neighbor PNC has joined the piconet, it can then request 
channel time for its piconet in the same way that the child PNC requests channel 
time. 

The parent PNC is allowed to force the dependent piconet to stop operations 
whenever it wants for any reason. For a child piconet, it <;mly terminates the CT 
allocated for the child piconet because the child PNC may want to continue as a 
DEV in the parent piconet. In the case of the neighbor piconet, the PNC uses th 
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command to cause the neighbor PNC to cease operations. In this 
181~ no reason for the neighbor PNC to remain in the parent piconet if it 
r I h • hb • to be given channel time for t e ne1g or p1conet. In all cases, the 

11
~~f ten for the child or neighbor PNC's beaco~s to allow it time to 
n the dependent piconet. However, the PNC will eventually remove the 

td ~ ven if the child or neighbor has not been able to complete its shutdown 
uon e 

OBTAINING INFORMATION 
td 802.15 .3 provides a variety of commands that are used to get 

~ nnation about other DEV s in the piconet or about the current channel 
nditions. The Probe Request and Probe Response commands are used to 
change information elements (IEs) with other DEVs. On the other hand, the 
nnounce command is used to send, unrequested, an IE to another DEV in the 

pt onet. 

fhe PNC Information Request and PNC Information commands are used to 
request and provide information about the DEV s that are currently members in the 
pkonet. The PNC Information command contains information about the DEV's 
capabilities, its MAC address, its DEVID, and other characteristics that are unique 

10 
the DEV. For example, other DEV s in the piconet can use the capability 

information to determine the data rates that are supported by the DEV for 

communication in the piconet. 

The Remote Scan and Channel Status commands are used to determine 
information about the channel quality in one of the supported PHY channels. 
Because 802.15.3 operates in the unlicensed band, the DEVs are required to 
accept interference from primary and secondary users in the band. In addition, the 
DEVs could encounter interference from other 802.15.1 or 802.15 .3 WPANs, 
802.11 WLANs, microwave ovens, cordless phones, and so on. A DEV can get 
infonnation about the quality of a link to a specific DEV with which it is 
communicating using the Channel Status Request command. The response to this 
command, the Channel Status Response command, contains information that can 
be used to determine the frame error ratio (FER) for that link. The PNC is also 
able to send a request for the collective channel status information to all of the 
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DEV s in the piconet by sending the Channel Status Request command as a 

broadcast frame. 

Furthermore, the PNC can request that another DEV in the piconet scan a set 

channels to determine if other 802.15.3 piconets are present as well as the cha 

that appears to be the best from an interference point of view. This informatio 

together with its own assessment of the available PHY channels, can be used b 

the PNC to move the piconet to another channel. 

POWER MANAGEMENT 

One of the key advantages of IEEE Std 802.15.3 is its support of power 

management modes. The goal in any power management strategy is for the DE 

to turn off as many of its operations as possible for the longest period of time. 

When the DEV is turned off or "sleeping," it will not be listening to beacons or 

other traffic. A DEV is "woken up" when it begins listening to beacons or time 

allocations on a regular basis. However, it is not enough for the DEV to 

"disappear" for some period of time. To maintain communications with a sleepio 

DEV, the other DEV s in the piconet will need to know when it will be awake 

again. These DEV s also need a method to wake up the sleeping DEV if traffic 

needs to be sent to it. In addition, if more than one DEV is sleeping, then the 

DEVs that are running the same application need to wake up at the same time to 

communicate. 

To do this, the standard provides three power-save modes, asynchronous power 

save (APS), device synchronized power save (DSPS), and piconet synchronized 

power save (PSPS). A DEV that is not in a power-save mode and is therefore 

listening to every beacon is in ACTIVE mode. In any of the four power 

management modes, ACTIVE or the three power-save modes, the DEV may be i 

SLEEP state or A WAKE state, depending on the traffic in the piconet. If the DE 

sees that it is not the source or destination of a particular CTA, it is not required t 

have its receiver active for that duration. This allows DEVs, even those in 

ACTIVE mode, to save power. The various groupings of power-related modes i 

the standard are listed in Table 3-1. 
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Table 3-1 : Power-related modes in 802.15.3 

- Name of mode grouping 

- Power management modes 

- Power save modes 

-- Synchronized power-save modes 

-
For greater power savings, the DEV may 

choose to switch to one of the three power­

save modes. The APS mode offers the best 

power savings by giving up synchronization 

with the rest of the piconet. In APS mode, the 

DEV simply stops listening to beacons. All of 

the streams with the DEV as the source or 

destination are terminated by the PNC. The 

only responsibility that a DEV in APS mode 

has is to send a frame to the PNC at least once 

every association timeout period (ATP) in 

order to maintain its status as being associated 

Valid modes 

ACTIVE,APS,DSPS,PSPS 

APS, DSPS, PSPS 

DSPS, PSPS 

~ 
The ATP is used by the 

PNC as a heartbeat for 

each of the associated 

DEVs. If the PNC does not hear 

from a DEV at least once every 

ATP, it assumes that the DEV has 

disappeared and the PNC 

disassociates the DEV. Likewise, 

if a DEV doesn't hear from the 

PNC within an ATP, it assumes 

that it is no longer a part of the 

piconet and that it has been 

disassociated. 

with the piconet. When another DEV wants to request channel time with a DEV in 

APS mode, it sends a CTRq command the PNC. The PNC then sets the DEV's bit 

in the Pending Channel Time Map (PCTM) IE to tell the DEV that there is a CTA 

pending for the DEV. The sleeping DEV has the option to terminate the newly 

allocated stream if it does not want to wake up. 

The next-best power savings method is the DSPS mode. In this mode, the DEVs 

wake up periodically to listen to beacons. A beacon during which the DEV is in 

AWAKE state is referred to as a wake beacon. The time period between wake 

beacons is called the Wake Beacon Interval. The beacon number when the DEV 

will be awake is called the Next Wake Beacon. A group of DEV s that share the 

same Wake Beacon Interval and Next Wake Beacon is called a DSPS set. Multiple 

DEVs can join the same DSPS set, which allows them to be awake at the same 

time. Because an 802.15 .3 communications link is peer-to-peer, it is important 

that both the source and destination are awake at the same time so that they can 

exchange frames. DSPS mode allows DEV s with similar application requirements 
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to be asleep for long periods of time while maintaining synchronization of their 
wake beacons. Furthermore, the DEVs can allocate sub-rate channel time, i.e 
channel time every N beacons, aligned with their wake beacons. The only ·, 
requirement is that the sub-rate interval is greater than the Wake Beacon Interv 
so that the sleeping DEV s are not required to wake up more often than their n 
mal wake cycle. Figure 3-6 shows the wake beacons and sub-rate allocation for 
DSPS DEV that has a Wake Beacon Interval of 4 (i.e., it is awake every 4th 
con) and has sub-rate allocation every 8th beacon (i.e., its CTA rate factor is 8) 

/ Wake beacons\ I ◄ 

I I ■ I 

Wake beacon 
interval (=4) 

► I 

~i/ I ◄ CTA rate factor (=8) 
Beacons the DEV 

does not hear Sub-rate GA 

Figure 3-6: Wake beacons and Wake Beacon Interval for a DSPS DEV 

The DSPS process begins when a DEV uses 
the SPS Configuration Request command to 
request that the PNC create a DSPS set with a 
specified interval. The PNC cannot change 
the interval; it must either reject or accept the 
request. The PNC is able to set the Next 
Awake Beacon in order to spread out the 

~ 
All of th~ DEVs that belong 

to a particular DSPS set do 
not have to be in the same 

power management mode. Some of 
the DEVs in the set may be in 
ACTIVE mode while other DEVs in 
the set may be DSPS, PSPS or 
even APS modes. 

traffic in the piconet. The PNC is also able to L-------------.,. 
change the Next Awake Beacon occasionally as the channel time requirements 
the piconet change. Once the DSPS set has been created, it is assigned a DSPS sci 

index to identify it. Other DEV s are then able to join this set by sending an SPS 
Configuration Request command to the PNC. A DEV may be a member of a 
DSPS set while it is in ACTIVE mode. The DEV then switches between ACTIVB 
and DSPS modes by using the PM Mode Change command. When the DEV is 1B. 

DSPS mode, the PNC schedules asynchronous allocations for the DSPS DEV 
during its wake beacons. However, broadcast and multicast traffic is not 

42 Wireless Multimedia: A Guide to the 802.15.3 Standard 

INTEL-1005 
U.S. Patent 8,219,129 



if the IEEE 802 15 3 • • standard 

hile maintaining synchr . 
onizati 

can allocate sub-rate cha ~n of their 

with th • nnel tune • 
. elf Wake beacons. The ' I.e., 

Is greater than the W:ak Only 

d eBe~0 ~ 
re to Wake up more o"'t h n ten, 

ak 
11 en t an th . 

v e beacons and sub eir nor 
-rate allo • 

erval of 4 (i.e. it . cation for 
' is awake eve 

th beacon (i.e., its CTA ry 4th bea 
rate factor is 8). 

Wake beacon 

/_ interval (==4) 
r,_---'-~~ 

I 1. 
TA rate factor (==8) ~r 

Sub-rate CT A 

1ke Beacon I t 
n erva1 for a DSPS DEV 

;es 

to 

ha ~ 
All of the DEVs that b I -

to a particular DSPS e ong 

not have to b . set do 

power managem e ,n the same 

he the DEVs in the ent mode. Some of 

ACTIVE set may be in 
mode While oth D 

the set may be DSPS er EVs in 

even APS , PSPS or 

1 
modes. 

to~-------_} 

ly as the channel tim . 

been created ·t . ~ requirements in 
' I is assigned a DSPS 

>le to join this set b . set 

C. A DEV ma y sending an SPS 

DEV then _Y be a member of a 
switches between ACTIVE 

iange comma d W 
n • hen the DEV • . 

>us allocations for the DSPS IS m 

;t and multicast traff· . DEV 
IC IS not 

, the 802.15.3 Standard 

Chapter 3: Overview of the IEEE 802.15.3 standard 

.1 
aligned to the DSPS DEV's awake beacon because there can be more 

an 6sPS set, each with different intervals and Next Wake Beacons. If a 

0;:nts to send broadcast traffic to DSPS DEV s, it needs to send the frames 

that DEV's wake beacons. The PNC must support a minimum of one 

dUflOS t but it may support more depending on the implementation. 

D P e , 

la t power-save mode is piconet synchronized power save (PSPS) mode. The 

Th rnary goal of PSPS mode is not power savings, but rather ensuring that DEV s 

pn awake for system changes and announcements. The DEVs in PSPS mode 

wake up at a time specified in the PS Stat~s IE for the PSPS set (i.e., set 1). 

However, unlike DSPS modes, the DEV s m PSPS mode are not allowed to 

pecify the interval between wake beacons. Instead the PNC chooses this interval 

based on requests from the DEV s in PSPS mode. The beacon when DEV s in 

p PS mode are required to be in A WAKE state is called the system wake beacon. 

Because there is only one PSPS set for the entire piconet, the sleep interval, and 

hence the power savings, is a compromise between the requests of the DEV and 

the PNC's desire to change piconet parameters quickly. The PNC is allowed to 

change the interval between every system awake beacon. The PNC is prohibited 

from making major piconet changes until at least one system wake beacon has 

passed. This is intended to improve the chances that a DEV will hear the system 

changes before they happen. Of course, if any DEV misses the system change 

announcements, it will be able to recover from the changes by scanning for its 

piconet. 

DEVs in PSPS mode keep their allocations when they switch into PSPS mode. 

However, because the system wake beacon may not be aligned to the PSPS DEV's 

sub-rate allocations, the PSPS DEVs need to wake up for not only the system 

wake beacons, but also superframes that contain its sub-rate allocations. Note that 

a DEV in PSPS mode with a CTA in every beacon is essentially in ACTIVE 

mode, because ACTIVE mode is defined as a DEV that listens to every beacon. 

SYSTEM CHANGES 

Because the PNC coordinates the activities of the piconet, it is also responsible for 

changing the parameters of the piconet whenever it is required. In particular, the 

PNC has the responsibility of choosing the PHY channel for the piconet and 

changing it whenever the channel conditions deteriorate. The PNC also sets and 
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changes the superframe duration and is able to move the location of the start of U. 
superframe in time. The PNC also selects the piconet identifier (PNID) and the 
beacon source identifier (BSID), which are used by the DEVs to identify the 
piconet. 

Whenever the PNC wants to change one 
of these key parameters of the pi con et, it 
puts the Piconet Parameter Change IE in 
the beacon to warn the DEV s of the 
impending change and to indicate the 
beacon number when the change will 
occur. The PNC will keep this IE in the 

~ 
The BSID acronym was based 

011 
the initials of one of the major 
contributors to the 802.15.3 

standard. The acronym was selected first 
and then words were found that fit the 
initials. While not quite as funny as 
anthropomorphizing dependent piconets 
it did seem humorous at the time. ' 

beacon until the change occurs. In addi- .__ _____________ _ 

tion, if there is a DEV in PSPS mode, the PNC needs to ensure that this IE is 
placed in at least one system wake beacon before the change takes place. 

IMPLEMENTATION COST AND COMPLEXITY 

One of the most important goals in the development of IEEE Std 802.15.3 wast 
create a standard for which low-cost implementations could be built. For the 
MAC, the cost and complexity of the standard was reduced in the following way 

• Not all DEVs are required to be PNC capable. This allows very low cost 
implementations (e.g., a wireless speaker or remote control). 

• The number of distinct frames, commands, and information elements was kept 
to a minimum. 

• A DEV only needs to support the power-save modes that it needs. If the 
implementation is not battery-powered, the DEV would not need to support 
any power-save modes. 

• The stream index for isochronous connections allows the DEV to easily 
separate data based on priority, both for transmission and reception. 

• The fragmentation numbering was selected to allow the DEV to easily 
defragment the received frame with a minimum amount of processing. 

• A simple PNC can be built that only uses a very rudimentary channel 
allocation algorithm. This is useful in applications such as personal digital 
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------(P
DAs) which are cost sensitive, but require the ability to run a 

l tanl · onet for data transfer (e.g., PDA to PDA transfer). 
pie pie 
p C is not required to forward data between DEV s. Unlike the 802.11 AP, 

. hi required to store and forward data for power save STAs, the 802.15.3 

p h~ only keeps track of when a ~EV will ~ext _be awake. The sending DEV 
an u e this information to determme when 1t will be able to successfully send 

data to the power save DEV. 

fhc oi.15.3 PHY was_a~so selected to allow for very ~ow ~ost implementations. 
,ne of the design decisions that allow for cost reductions m some 

llllPlementations are: 
A DEV is only required to implement the DQPSK mode, which does not 
require coherent reception. In addition, it can be received even when there is 

clipping in the receiver chain. 

, The transmit power can be selected for the application. For some applications, 
a power amplifier (PA) will not be necessary and so the cost can be reduced. 

, No special coding is required for the base mode (22 Mb/s DQPSK) 

, The frequency and timing accuracies ( +/- 25 ppm) as well as the symbol rate 
are the same as in 802.11 b. This allows the implementer to re-use crystals that 
are now in relatively high volume production for 802.llb and 802.llg. 

, Standard 802.llb RFICs can be used for the 22 Mb/s mode while 802.llg 
RFICs can be used for the higher order modulations. The design work has 
already been completed for these ICs and they are in relatively large volume 

production, reducing risk and price. 

• The required sensitivity for the standard was relaxed to allow lower-cost 

radios. 
• The frequency range (2.4 to 2.5 GHz) allows RFIC designers to use low-cost 

SiGe or RF-CMOS processes for the radio design. 

• The PHY was designed to allow direct-conversion receivers, which can greatly 

reduce the cost and area of an implementation. 
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AC TERMINOLOGY IN IEEE STD 802.15.3 
of the tasks in writing a good standard is to choose a set of terminology and to 

e i. tently use it. For example, in IEEE Std 802.15.3, the basic data structure is 
~ed a frame instead of a packet. Although the term "packet" would have been 
eptable and is used in other documents to indicate essentially the same thing, 

the technical editor, with input from the Task Group, decided instead to use the 
rm "frame." There are five types of frames in the standard: beacon, immediate 
knowledgment (Imm-ACK), delayed acknowledgement (Dly-ACK), command, 
d data. "Command frames," or simply "commands," are used to communicate 

ntrol information between the DEVs and the PNC or among DEVs. The 
tandard also uses information elements (IEs) that are a type, length, and value 
ncoding of information. IEs are used in cases when there is a variable number of 
tements that need to be transferred among the PNC and DEVs. The standard also 

adopted the use of the word "octet" instead of "byte" when referring to 8 bits of 

data. 
Probably the most obvious difference in terminology between IEEE Std 802.15.3 
and IEEE Std 802.11 is that members of the 802.11 WLAN are called stations 
( TAs), whereas in 802.15.3, they are called devices (DEVs). In 802.11, the STAs 
are coordinated, in infrastructure mode, by the access point (AP), whereas in 
02.15.3, the DEV s rely on the piconet coordinator (PNC) to maintain order in the 

piconet. The decision to use different terminology was to draw a distinction 
between the architecture of the two standards. In 802.11, the key purpose of an AP 
i · to provide a link to another network, either wired or wireless, that expands the 
reach of the WLAN. Often, this is a link to a wired network that then has access to 
the WAN, particularly to the Internet. On the other hand, in 802.15.3, the PNC is 
not required to have access to any other network. The PNC is used, not for access 
to other networks, but rather to control access to the time resources of the piconet. 
The piconet may have a DEV that acts as an access point, but that DEV is not 
required to be the PNC of the piconet. In addition, the PNC is also a DEV in the 
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piconet and so it is just as likely to be a source or sink for a data stream as an 
other DEV in the piconet. An 802.11 AP, on the other hand, usually functions y 
as the access point, it does not act as an endpoint for the data traffic. 

The 802.15.3 standard differentiates among four different types of piconets th 
can be formed: independent, parent, child, and neighbor. In addition, child and 
neighbor piconets are also referred to collectively as dependent piconets when 
text applies equally to both types of a piconet. An independent piconet is an 
802.15 .3-compliant piconet that is not a dependent of a parent piconet and d 
not have any dependent piconets as a part of its piconet. The PNC of the 
independent piconet does not have to synchronize with any other PNC, and it is 
not required to provide consideration for any other dependent PNCs. A parent 
piconet is one in which a dependent piconet has been given a channel time 
allocation (CTA). The PNC of the parent piconet, referred to as the parent PNC 
does not have to synchronize with any other PNC. However, it is required tot 
additional action when it stops a dependent piconet (see "Parent PNC stopping a 
dependent piconet" on page 176). 

The child piconet relies on the parent PNC for its channel time and it is 
synchronized to the beacon of the parent PNC. The PNC of the child piconet, 
called the child PNC, is a full member of the parent piconet and is allowed to 
communicate with any of the other DEVs in the parent piconet. 

The neighbor piconet is like the child piconet in that it relies on the parent PNC 
for its channel time and it is synchronized to the beacon of the parent PNC. 
However, the PNC of the neighbor piconet, referred to as the neighbor PNC, is not 
a full member of the parent piconet. The neighbor PNC is not allowed to 
communicate directly with other DEV s in the parent piconet. The neighbor PNC 
is not even required to be a PNC-capable, fully-compliant 802.15.3 DEV; it could 
be an entity that is compliant to another standard and that implements the minimal 
amount of functionality required to create a neighbor piconet within an existing 
802.15.3 piconet. Dependent piconets are described in more detail in Chapter 5. 

A frame exchange sequence involves at least two DEVs. A DEV that is sending a 
frame is the source of the frame, whereas the DEV ( or DEV s) that are the intended 
recipient of the frame is the destination. In a sequence of frames, e.g., data frame 
followed by Imm-ACK, the DEV that begins the sequence is referred to as the 
originator of the exchange. 
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The other DEV (or DEVs) involved in the 
change are referred to as the target of the 
change. As an example, consider a data 

frame/Irrllil-ACK exchange with two 
oEV , DEV-I and DEV-2. DEV-1 sends 

~ 
The key concept in 
understanding originator, 
target, source and destination 

is that the originator and target DEVs 
are unchanged during a frame 
exchange sequence, whereas the 
source and destination can change 
with every frame that is sent. 

the data frame to the DEV-2 requesting an 
Imm-ACK. Thus, DEV-1 is the originator 
of the sequence and DEV-2 is the target for 
the duration of the exchange. The source of the data frame is DEV-1, and its 
destination is DEV-2. When DEV-2 sends the Imm-ACK frame, it is the source of 
the rnun-ACK frame and DEV-2 is the destination. However, DEV-1, the 
destination of the Imm-ACK frame, is still the originator and DEV-2, the source 

of the Imm-ACK frame, is the target. 

FRAME FORMATS 

The goal of a standard is to enable interoperability between devices built by 
different manufacturers. One of the key clauses (IEEE Standards terminology for 
a chapter in a standard) in the standard for interoperability is Clause 7, which 
defines the frame formats. Although it is extremely important that implementers 
agree in every detail of the frame formats, the actual formats are somewhat 
arbitrary. Thus, although Clause 7 of the standard is key in the actual 
implementation, the details of it are not very interesting from the point of view of 
understanding how the standard works. There are a few areas in Clause 7, 

however, that do require some special attention. 

The first area of interest is the bit ordering for the frames. There are two types of 
ordering defined in the beginning of the clause; the order in which the bits, octets, 
and fields are transmitted over the medium and the order that they are represented 
in the standard. In both cases, there is no correct way to order the bits, octets, and 
fields; rather, there are some minor trade-offs in choosing one method over the 
other. The frame formats clause in the initial draft was based very closely on IEEE 
Std 802.11-1999 and directly copied some of the wording. In particular, most of 
the text on the bit ordering over the air is exactly the same as the text in IEEE Std 
802.11. Thus, in IEEE Std 802.15.3, the least significant bits of the least 
significant octet, e.g., bit O of octet 0, is sent first, whereas bit 7 of octet N (of an 
N octet frame) is sent last over the air, as shown in Figure 4-1. 
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Transmission order 
Last transmitted +---------- First transmitted 

Example 
frame 

definition 

bits: b15-b8 

Subfield 2 

octets: 2 

Field B 

b7-b0 

Subfield 1 

I\ 
I I 

I \ 
I \ 

I \ 

Field A 

bits: b7-b6 

Subfield 2 

Transmission order 

b5-b0 

Subfield 1 

Figure 4-1: Bit and octet ordering 

Example 
'Field A' 

definition 

Despite the fact that the wording was taken directly from 802.11, which had 
multiple vendors providing interoperable solutions, some members felt that the 
text was a little confusing. In response to this, additional text and figures were 
added to clarify the bit and octet ordering. 

One of the questions regarding bit ordering had to do with strings, like the one in 
the BSID IE. Suppose that users wanted to call their network "Wireless." Would 
the BSID IE be sent with "Wireless" or as "sseleriW;" i.e., would "W" or "s" be 
sent first? The draft indicates that the lowest order octet is always transmitted 
first. In the C language (and in many other programming languages), the first 
character in a string is indexed by the number zero. Thus, the lowest-order octet in 
"Wireless" is the ASCII encoding of "W," and so the string is sent as "Wireless," 
with the encoding of "W" sent first over the air. An example of the order that the 
data payload or a text field is transmitted is shown in Figure 4-2. 

The other issue with bit ordering had to do with the representation of the frame 
formats in the draft. This mainly affected Clause 7, but it also affected a few 
figures and tables in the 2.4 GHz PHY clause, Clause 11. In this case, there is no 
technical difference if the figures have the first bits and octets on either the left or 
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b7-b0 
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Transmission Order 

First transmitted 

b7-b0 b7-b0 

Octet 1 Octet0 

Example of payload or text field transmission order 

-

the page. The key was to be consistent throughout the draft to 
,on. The issue is that numbers are usually represented with the 

t digits, octets, or bits on the left. However, many people are used 
t bit sent on the left. Because the first bit over the air is the least 

l it was not possible to simultaneously satisfy both concerns. The 
ade to put the first bits, octets, and fields transmitted over the air 
d side of the page so that the frame is transmitted from right to 

p also attempted to minimize the number of frames, commands, and 
I ment . At the same time, the group also tried to avoid overloading 
mmand with too many functions. As with many things in the 

ver. it was not possible to simultaneously achieve both goals. In 
up would err on the side of overloading the use of an existing 

I rather than creating a new command or IE. 

MING AND SUPERFRAME STRUCTURE 

piconet is based on the superframe. The superframe begins with the 
an the PHY preamble of the beacon and ends a superframe duration 

are required to set their timers to zero at the start of the PHY 
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preamble of the beacon. Because the DEV will not know that the beacon has 
arrived until the MAC header is processed, the DEV never really sets its inte 
timer to zero; rather, it sets it to a time that corresponds to the time of the eve 
when it knows the beacon has arrived. For example, if the PHY reports when'II,. 
HCS has completed, the DEV would set its timer to the sum of the duration of 
PHY preamble, PHY header, MAC header and HCS. The beginning of the Pirt 
preamble is used because it represents the first transmission in the medium d 
the superframe. Thus, the last transmission during the superframe needs to end 
prior to the superframe duration. The timing for the piconet is illustrated in 
Figure 4-3. 

<I> 
:0 
E 
al 
~ 

a.. 

t 
t = 0 

Beacon 

<ii 
-0 
al 
<I> 
I 

>, 
-0 
0 

Cl) 

I Contention access I 
period (CAP) Channel time allocation period (CTAP) 

1 2 

t 
t = CAP end time 

3 4 5 

t = superframe 
duration 

Figure 4-3: Piconet timing relative to the beacon 

The value of the superframe duration is contained in the beacon and is generally 
constant during piconet operations. This allows DEV s that are sleeping to predict 
the timing of their wake beacon will occur so that they can wake up on time. The 
PNC is able to change the superframe duration, but it is required to warn the 
DEV s in the piconet via the Piconet Parameter Change IE in the beacon before it 
changes the value. This process is described in more depth in "Moving the beacon 
or changing the superframe duration" on page 136. 

The beacon determines the start of the superframe and carries critical information 
regarding operation in the superframe. If a DEV misses the beacon, it will not be 
able to transmit unless it has been assigned a pseudo-static CTA (see "Channel 
time allocation period (CTAP)" on page 56). The beacon is used to communicate 
quite a bit of information to the DEV s in the piconet, and so it may grow to be a 
fairly large frame. As the number of octets in the beacon increases, the probability 
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it will be correctly received decreases. In addition, it may not be possible to fit 

!~~f the required _information elements in the beacon due to PHY limitations on 

•rnum frame size. 
01ax1 

IEEE Std 802.15.3 overcomes this limitation by allowing the PNC to split the 

t,eacon into the beacon frame and one or more broadcast Announce commands 

[hat follow the beacon. The broadcast Announce commands that follow the 

beacon frame are referred to as the beacon extension and the combination of the 

beacon frame and the beacon extension is simply referred to as the beacon. The 

p C will always send the CTA IEs, the BSID IE, and the Parent Piconet IE, if 

pre ent, in the beacon frame. These IEs are the most critical to the operation of the 

piconet, and so they must occur in the beacon frame. In addition, the CTAs are all 

referenced to the start of the beacon frame, so if a DEV did not receive the beacon 

frame, it would not be able to use the allocations because it would not know when 

the superframe started. Other IEs that the PNC needs to send can be placed in the 

broadcast Announce commands that follow the beacon. The PNC indicates that 

the Announce commands will be following the beacon by setting the More Data 

bit to 1 in the beacon and in all but the last broadcast Announce command. 

Because the Announce commands in the beacon extension are sent to the 

broadcast address, the ACK Policy field is set to no-ACK. 

The rest of the superframe is made up of the contention access period (CAP) and 

the channel time allocation period (CTAP), as shown in Figure 4-3. 

lnterframe spacings 

IEEE Std 802.15.3 defines four different 

timings that govern the interframe 

pacing (IFS) in the superframe. All of 

these timings are PHY dependent 

because they are determined by the 

specific characteristics of the PHY. The 

~ 
In one of the proposals for the 

TG3a PHY [B5), the throughput 

improvement from using MIFS with 

Dly-ACK (5 frame bursts) was 11% at 

110 Mb/s, 18% at 200 Mb/s, and 33% at 

480 Mb/s for 1024 octet frames. 

shortest of these IFSs is called the minimum interframe space (MIPS). This IFS is 

the amount of time that the PHY needs either between successive transmissions or 

successive receptions . This timing is only used in directed CTAs when the DEV 

that is sending the frame does not expect a response from the receiving DEV, i.e., 

when the source DEV either requests no ACK or is in the middle of a Dly-ACK 
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burst. The MIPS was introduced to reduce the overhead and un· prov 
efficiency for very fast PHYs. 

The next shortest time is called the short interframe space (SIPS). The 
length of time required for the PHY to switch between transmit and 
SIPS is used when the DEV that is transmitting expects a respon e 
DEV, e.g., an ACK. It is also used between CTAs because a DEV 
receiving or transmitting at the end of one allocation and be requir: 
opposite state at the beginning of the next CTA. 

The backoff interframe space (BIPS) is 
only used in the CAP. It is based on the 
transmit/receive turnaround time and the 
length of time required to determine that 
the medium is clear. Thus, the BIPS is 
the sum of the SIPS and the time 

~

,, Tf he BIFS acronym waa 
or anyone involved in 

802.15.3 standards 
Rather, the acronym is inten 
the name Biff, which, for some 
the technical editor thought w 

required to perform a clear channel assessment (CCA). 

The final IFS is called the retransmission interframe space (RIPS). A 
expecting an ACK from another DEV will wait at least one REFS du 
it either resends the frame or gives up on it and sends a different fram 
were two viewpoints in the Task Group regarding the value of the RI 
view was that the RIPS should be similar to the definition in 802.11; in 
defined to be the amount of time to change from transmit to receive pl 
to listen for the ACK to start plus the time to change back to transmit 
receive. Based on this viewpoint, the RIFS would be equal to SIPS pl 
detect time plus SIFS, or equivalently, it would be equal to a BIFS pl 

The other viewpoint was based on two assumptions. The first is that the 
be PHY s in the future that are unable to perform CCA or do it so slow 
unuseable. The other assumption is that it might be likely that the ou 
would miss the ACK starting and begin transmitting the next frame on 
ACK being sent by the receiver. If this was true, then not only would 
frame transmission be lost, but also the second transmission would be 1 
Using these assumptions, the RIFS would be equal to two SIPS plus th 
time required for the ACK. If the DEV was requesting an Imm-ACK, 
time is easily calculated. On the other hand, if the DEV was reque ting 
Dly-ACK, then the source DEV cannot be sure of the exact duration of 
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ver. the source DEV can put an upper limit on this time 

use the worst-case time for this method. 

GHz PHY, the time required for CCA (7.3 µs) is much 
required for an Imm-ACK (about 23 µs), so the penalty for 

e CK is quite large. In addition, the PHY preamble for the 
ur . 

ery good auto- and cross-correlation properties. These 
pHY preamble greater than 10 dB improvement of the 

rmance as compared with the data modulation. Thus, for the 

highly unlikely that a DEV would have reliable 
tth another DEV in the piconet and not be able to detect the 
ause there is a low probability of missing the preamble of the 

ume penalty for waiting, the 2.4 GHz PHY uses the CCA 
ning RIFS. Because this IFS, like all of the others, is PHY 

finition of it will be revisited when the next PHY, 802.15.3a, is 

t :i provide efficient access for 
ta or commands. The PNC, 

required to allocate a usable 
rframe. If the PNC feels that 
an the piconet is low enough, it 
ting the CAP to allow more 
rframe or to handle instances 
erloading (see "Managing 

~ 
All tra~smissions in the 

CAP either have to be 
ACKed in the CAP or sent 

as a no-ACK frame. The sending 
DEV needs to make sure that 
there is enough time remaining in 
the CAP for its frame and the 
anticipated ACK, if required. 
Dly-ACK is not allowed in the 
CAP, it can only be used during a 

page 81). Unlike the channel 
( TA ) in the CTAP, a DEV is ,__ __________ _,J 

CTA. 

request time in the CAP before it is given a chance to use it. 
V is not required to reserve time before using the CAP, it makes 
fficient method for transmitting small amounts of asynchronous 
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V 
The PHY parameter, pBackoffSlot :'hhen a DEV is going to 
is the same value as the BIFS. In m t e CAP, it picks a ra 
fact, BIFS could have been used between 0 and 7 to u e as 

instead of pBackoffSlot throughout the t I h 
standard. This is a good candidate for coun er, n. t t en Wait u 
things to fix in a Corrigendum. has been clear for n*pBac 

of time and then gets to try 
its frame. Unlike 802.11, the counter is not reset if the medium i d 
busy. Likewise, the counter is not reset for each superframe. One of 
for this choice is that the CAP is only a portion of the total time in the 
If the DEV picked a long backoff counter with a short CAP, it migh 
chance to transmit a long frame. 

If the DEV transmits the frame but does not receive an acknowled 
attempt to retransmit the frame. In this case, the backoff window inc 
to 7 to be 0 to 15. The window increases each time the frame is tran 
ACKed, next to Oto 31 and finally to a window of Oto 63. The DEV 
use this backoff window until it gives up on sending the frame. Rr 
previous frame was sent successfully or unsuccessfully, the next fra 
backoff window of 0 to 7 for its first attempt to be transmitted durin 

Channel time allocation period (CTAP) 

The CTAP is defined as the time in the super­
frame that follows the end of the CAP up until 
one SIFS before the start of the next beacon 
(which is one superframe duration after the 
start of the previous beacon). The PNC is not 
required to fill up the CTAP with CTAs or to 
expand the CAP to take up any unused time, 
so it is possible that there would not be any 
CTAs in the CTAP of a particular superframe. 
There might also be large gaps in time in 
between CTAs in the CTAP where the PNC 
has not allocated any channel time. The CTAs 
are communicated to the DEV s in the piconet 
via the CTA IE in the beacon. Each CTA IE 
contains one or more CTA blocks, each of 

V 
The CTAP was 
called the cont 
period (CFP) th 

most of the life of the d 
However, the standard 
the PNC to create open 
association management 
(MCTAs) in the CTAP. 
CTAP contains time when 
are contending for the m 
using slotted aloha, and 
could no longer be called a 
contention free period. Thia 
was applied only in the lat 
so earlier documents in the 
group will refer to this po 
superframe as the CFP ra 
the CTAP. 
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destination, stream index, start time, and duration of the 
are ordered by increasing start time of the allocation, with 
nt fir t over the air. Because IEs are limited to 255 octets in 

be required to put multiple CTA IEs in the beacon to handle 
for the superfrarne. Only the source DEV is allowed to 
ange equence during a CTA. The destination is only allowed 

ted ACK frames, either Imm-ACK or Dly-ACK, during the 

~-----, Although every CTA has a stream index, the 
"property" of source DEV may send data with any stream 

OEV. The source channel time for index during the CTA. If the DEV has higher 
, including priority traffic it needs to send to the 
with the destination, it can use any or all of the CTAs 

a non· his feature is that it has allocated to the destination to send 
hbor piconets. the data. This includes sending asynchronous 

_______ ___. data or commands to the destination DEV. In 

D V has been given the CTA, it is allowed to use the time for 

3 \ways allowed, and in some cases required, the PNC to 
I time with another DEV in the piconet. In this case, the allocation 

· DEV personality, i.e., using its DEVID, but rather for its PNC 
u ing the PNCID. These CTAs are exactly the same as regular 
t the PNCID is either the SrclD or the DestlD.

15 
The standard 

pc. of CTAs as management CTAs (MCTAs). When the SrclD is 
or one of the DEVIDs of a DEV in the piconet, then the 
ame as other CTAs. However if the SrclD is either the 
(UnassocID) or the broadcast ID (BcstID), then the CTA is no 
n free, but rather uses the slotted-aloha contention method for 

with the UnassocID as the SrclD is called an association 
an MCTA with the BcstID as the SrclD is called an open MCTA. 

1 lion MCTAs were introduced to allow the possibility of a future 

not able to do CCA in an efficient manner. 

u c the MCTA Stream Index, but that does not affect the traffic in the CTA because 
valid stream index can be sent in the CTA as long as the SrcID matches the SrclD for 
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The slotted-aloha mechanism is similar to r-------­
the CSMA/CA method used in the CAP. 'V !f there is rnore t 

in a superfrarne Instead of using a backoff interval based has multiple fra 
on listening to the channel, the slotted- se~d to the PNC, the DEV 
aloha method uses the entire MCTA as a using more than one Met 

supertrame. Once the 
0 backoff slot and counts down until it can frame during an MCTA, it 

access the medium. However, unlike the the slotted-aloha backoff 
CSMAICA method, the DEVs using slot- early as the next MCTA in 
ted aloha do not have to listen first to see supertrame. The backoff for 

frame starts with either 1 if the medium is clear, they just transmit irrespective of the status ,i 
when they have counted down to their of the previous frame. 
slot. Consider two DEV s trying at the 

same time to access a single association MCTA that appears in every 
If it is the first time that the DEV s have attempted to send the A soci 
command, they each choose an integer between one and two, inclu 

1 pick either one or two). If the DEV has picked one, then it can atte pt 
in this superframe. If the DEV has picked two, it decrements it by one 
association MCTA that is in the superframe and transmits when it 

In the case of the two DEV s trying to associate, there is 50% chance 
both choose the same number; thus, there is a 50% chance that they w 
either the first or second superframe trying to send the Association R 
command. If they do not collide, then both will be successful in sen 
Association Request command within two superframes. If they collide 
the first or second superframes, then both DEVs will choose a new r 
number, this time between 1 and 4, inclusive, for their backoff. The 
random number doubles with each failure until it reaches 256. The 
is used for open MCTAs where the DEV s are trying to send command 
other than Association Request commands, to the PNC. 

Another special type of CTA is the private CTA. This CTA is one wh 
source and destination DEVIDs are the same. This type of allocation i 
aside time in the piconet for other types of communications, e.g., to all 
dependent piconets or for the parent piconet. The dependent piconet i 
private CTA with its DEVID as the source and destination in the parent 
superframe. In the dependent piconet's superframe, the PNC provide 
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the ource and destination in its own CTAP to set aside 

1 
onet' operations. 

allowed to change the len~th of the CAP and location of _the 
e, every DEV is required to hear the beacon before 1t 

rf::me. Thus, errors in the beacon reception will result in 

1 
during the allocated CTA. To prevent the beacon FER from 

ut of a stream, the standard allows a DEV to request a CTA, 
p A where the location of the allocation in the superframe 

u ' l between superframes. Because the PNC will not be moving 
m y continue to use this allocation for up to mMaxLostBea-

n if the DEV did not receive the beacon. The constant 
i set to a value of four in the standard. Thus, if the source 

l tic allocation only hears every other beacon from the PNC, it 
any reduction in throughput due to the lost beacons. If the 

regular CTA, it would have at least a 50% reduction in the 

TA. 

d to change the location of a pseudo-static CTA, but it needs to 
that enough time is allowed for the source and destinations of 
TA to see the change in the allocation before the time is given 

\y versions of the draft used directed frames, first to the 
then to the source, to communicate the change in the allocation. 
tallowed to change the allocation until it had received ACKs to 

from both DEV s participating in the CTA. However, because 

ld potentially take a long time, especially if the PNC was having 
1 ating with either DEV, the task group decided to just use the 
unicate the change. The current process is very simple: when the 
v the pseudo-static CTA, it simply updates the allocation in the 
time. The PNC will not allocate the old time for the CTA to any 

1 at lea t rnMaxLostBeacons has passed. When the source DEV 
1 ation in the beacon, it begins using the new allocation for its 
When the destination DEV sees the new allocation, it begins 

the new time and should also listen during the old time as well, in 
D V has not yet seen the new allocation. The destination DEV 
ng during the old allocation and will begin receiving only during 

100 after one of the following occurs: 
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a) the destination DEV receives a frame from the source DEV 

allocation; 

b) mMaxLostBeacons superframes have passed; or 

c) the PNC has allocated the channel time to another set of DE 

If the destination sees the change in the allocation either before or at 
that the source sees the change, no frames will be lost due to the c 
allocation. However, if the source sees the change before the desti 
change, the source will be sending frames during a time when the 
not listening, and the frames will be lost, requiring retransmi sion if 
requiring ACKs. The destination DEV will either hear the new all 
mMaxLostBeacons or it will have to begin scanning the channel to 
again. If the implementer wants the destination DEV to have the 
probability of correctly receiving frames intended for it, then any ti 
fails to hear the beacon, it should listen to the entire superframe for 
addressed to it. In this case, the DEV is allowed to ACK the frame 
receives, even if it has not heard the beacon because it the respon ib 
sending DEV to ensure that there is enough time left for the destination 

ACK. 

Comparing the contention access methods 

IEEE Std 802.15 .3 has defined two contention access methods. The 
reasoning in adding slotted aloha as an access method was that UWB 
be unable to perform clear channel assessment (CCA) in an efficient 
However, the work of the TG3a alternative PHY task group has indica 
CCA for UWB PHY s could be done in approximately the same time 
2.4 GHz PHY. The requirements for this are the same as for the 2.4 GH 
the CCA is based on either detecting the beginning of the PHY prearnb 
sensitivity or detecting any large energy in the receiver bandwidth. Un 
assumptions, CCA for a UWB PHY could be done fairly efficiently. 

Another argument for keeping open association MCTAs in the standard 
claim that slotted aloha could be as efficient or more efficient than a 
Depending on the traffic assumptions and the size of the CAP, it can be 
associations MCTAs in some cases can offer less collisions and shorter 
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Ss 
to the channel. However, this analysis is based on 

ful acce · ·rnurn time that could be used to allow DEVs to 
th mtnl 

T
he minimum usable CAP for association is one that 

net. e A sociation Request command, the Imm-ACK, and two 
t ~z PHY at the 22 Mb/s base rate, the time required for the 

man
d the Imm-ACK, and two SIFS is approximately 75 

1com , 
CAP of this size, then the latency for an association can be 

aingle association MCTA (which would be the same size) 
However, if the PNC expands the CAP by even four backoff 
µ = 29.2 µs) to a total of 104 µs, then the CAP is more efficient 

n 1wo MCTAs, which would take up 150 µs. 

n methods, the PNC needs to determine the amount of time to 
DEV to contend for the medium. In the case of the CAP, the 
determine one number, the length of time to allocate for the 

to do this would be for the PNC to keep track of the ratio of the 

pted frames to the number of correctly received frames, 
d ·ti nation. Corrupted frames could be indicated by failed 
u nee (HCSs), frame check sequences (FCSs), or high receiver 
dication (RSSI) without a corresponding frame. Another method 
1 to monitor the CAP to determine the length of time during 

of transmissions. Regardless of the method used, if the PNC 
th traffic during the CAP is high, it should increase the duratfon 

ersely, if there is little traffic in the CAP and almost all of the 
through, the PNC could reduce the duration of the CAP. 

rmining the correct mixture of MCTAs is more complex for the 
ta k of determining the duration of the CAP. Not only is the PNC 

rmine the number and frequency of MCTAs to allow for 
t 1t also has to determine the number and frequency of MCTAs to 

ommands. The PNC must keep track of separate allocations for 
pen MCTAs because Association Request commands may only 

iation MCTA and not in an open MCTA. Without the CAP, the 
to create uplink allocations to each of the DEVs in the piconet 

protoool has been shown to have a maximum theoretical throughput of only 36.8%. 
d CSMA/CA protocols, such as the one used in IEEE 802.11 or in the CAP in IEEE 

en . hown to have throughput in excess of 70%. 
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periodically to allow them to send commands to the PNC or it n 
open MCTAs often for the same purpose. To do this, the PNc i 
track of the needs of the devices individually. If only a few devj 
commands on a regular basis, then it would create uplink allocau 
DEVs while using an occasional open MCTA to allow the other D 
communicate with the PNC. 

Another issue with the use MCTAs to 
replace the CAP is that the allocation of 
MCTAs is a problem similar in 
complexity to managing sub-rate 
allocations. In the case of a sub-rate 
allocation, the requirements for the 

length and frequency of the allocation is 
known by the DEV requesting the 
channel time whereas for MCTAs, the 
PNC does not know the requirements of 
the DEV when it makes the allocation. 
Sub-rate allocations require the PNC to 
keep track of the frequency of the 

~ 
~ sub-rate allocation 
time allocation that 
often than every su 

example, the allocation may 
other superframe (CTA Rate 
or every 8th superframe (Ct 
Factor== 8). A super-rate al 
the other hand, occurs one or 
in every superframe. Fore 
super-rate allocation that 
every supertrame has CTA 
2. The Channel Time Requaat 
differentiates between a su 
super-rate request with the 
Type field. 

allocation and to make sure that the allocations are spread out amon 
superframes so that one superframe does not end up with more alloca 
will fit in the allowed time. Once the PNC has determined the number 
to create and the timing for their allocation, it needs to find space in the 
superframe for the time allocation. In the absence of the CAP, all of the 
must explicitly request time to send asynchronous frames over the air. 
increases the load on the PNC because it will have more CTRqs to h 
opposed to the CAP where the DEVs are directly responsible for gettin 
send the data. 

On the other hand, the slotted-aloha mechanism is easier, in some way 
implement than the random access method in the CAP. Slotted aloha d 
require that the DEV sense the medium before it transmits, which simp 
transmit state machines. Accessing the medium during an open MCTA 
to using an assigned CTA, when the DEV determines that it has acces , 
begins transmitting. Using the CAP requires that the MAC and PHY 
implementation are capable of efficiently implementing CCA, which ma 
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r future pHYs. In addition, the slotted-aloha method also 
that i. understood by all of the DEV s in the piconet. When the 

it i not unusual for the DEVs in the piconet to calculate 
r. 

aries because they do not all have the same probability of 
h 

O 
the timing for the slot boundaries among the DEVs is 

10 
more collisions and retransmissions in the CAP. 

T is at least one SIPS duration. However, because the clocks 
Vs are only synchronized once per superframe and they may 

ura ie. , the PNC is also required to set aside guard time to 

1 
ions from one CTA do not overlap in time with transmissions 

worst-case scenario is when the clock of the source DEV in 
d the clock of the source DEV in CTA n + 1 is fast. This is 
re 4-4 where the ideal CTA positions are based on the DEVs 

~ drift drift 
-n ►◄ ► Ideal CT A n+ 1 position 
CJ) 

f CTAn CJ) Early Estimate of CT A n+ 1 
"Tl position CJ) 

◄ ► Guard Time 

Illustration of worst-case CTA timing drift 
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~ 
A pseudo-static allocation can 

moved by the PNC, but it needt 

follow a special procedure (see 

"Channel time allocation period (CTAP) 

page 56). This procedure ensures that 

DEV will still be able to use the old 

allocation for the maximum number of 

beacons that are allowed for this 

allocation. 

The maximum drift that can occur is 

used to determine the guard time 

between successive CTAs in the CTAP 

and the time between the end of the last 

CTA and the start of beacon transmis­

sion. The drift is a function of the clock 

accuracy of the DEV and amount of 

time that has elapsed since the clocks 

were last synchronized. In 802.15.3, the 

synchronizing event is the beacon. For regular CTAs, the longest period of time 

between synchronizing events is the superframe duration. If the DEV does not 

hear the beacon, it may not transmit during the CTA and so it will not collide 

other CTAs in the CTAP. In the case of pseudo-static CTAs, the DEV s may mi 

up to mMaxLostBeacons while still being allowed to transmit in the CTA. In 

case, the maximum time between synchronizing events is equal to the product 

mMaxLostBeacons and the superframe duration. The maximum drift for a sin 

clock can be calculated with: 

MaxDrift(interval) = clock accuracy (ppm)* 1,000,000 * interval 

The clock accuracy for a DEV is PHY dependent and is ±25 ppm for the 2.4 GHz 

PHY. The interval is defined to be the time elapsed from the last timing event, i.e 

the beacon. 

With a maximum superframe duration of approximately 65 ms, the maximum 

drift between clocks for two DEV s in the piconet using regular CTAs is 

(65 ms)*2*(25*10-6) = 3.3 µs. A summary of the maximum drift for regular and 

pseudo-static CTAs for various superframe durations is given in Table 4-1. 

For typical superframe durations of less than 40 ms, the total drift for regular 

CTAs is pretty small, less than 2 µs, and so the PNC could add 2 µs to the 10 µs 

SIFS in between every CTA. However, if there are pseudo-static slots in the 

superframe, then choosing only a single guard time would almost double the 

amount of dead time on the air from 10 µs to 18 µs. In this case, it would be 

beneficial for the PNC to calculate the guard for each of the CTAs. Alternately, 

the PNC could calculate a finite number of guard times and then assign the 

appropriate guard time during the correct portion of the superframe. For example. 
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I Um 
clock drift for guard time calculation 

uaxm 
Max drift 

Max drift 
for pseudo-static CTA 

for regular CTA 

0.5 µs 
2.5 µs 

1 µs 
5 µs 

1.5 µs 7.5 µs 

2 µs 
10 µs 

2.5 µs 
12.5 µs 

3.3 µs 16.4 µs 

l going to use two guard times, it could assign CTAs in the first 
me with one-half of the maximum drift added as guard time 
cond half of the superframe would have the maximum drift 
. The GuardTime may be calculated as a function of the CTA 

(interval) = 
LostBeacons(CTAn) + MaxLostBeacons(CTAn+i)+ 2] 

Drift(interval) 

ostBeacons for each 
hether the CTA is 

dynamic. MaxLostBea­
regular CTA and is 

tBeacons if the CTA 

The PNC can 
method for allocating 
m the CTAP as long as it 

n with the worst-case 
~ cent CTAs will always 
a IFS. 

~ 
The CTA blocks in the beacon do 
not indicate that a CTA is either 
dynamic or pseudo-static. The DEV 

that requested the CTA and the PNC both 
know that it is a pseudo-static allocation 
because this is contained in the Channel 
Time Request command. The destination 
of the allocation will be informed of the 
type of allocation via the CTA Status IE 
that is placed in the beacon when the 
allocation is first granted. If the DEV 
misses this announcement, it can request 
the CTA Status IE from the PNC using the 
Probe Request command. 
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THE ROLE OF THE PNC 

The PNC is key to the operation of the piconet. The DEV that takes on the role 
the PNC is responsible for starting and stopping the piconet, admitting DEVs in 
the piconet, allocating channel time, changing the piconet channel if conditions 
deteriorate, and keeping the piconet parameters current. If the DEV supports 
security (Chapter 6), then it is also takes on the responsibility as the key originat 
for the piconet. 

Starting a piconet 

The first step in starting a piconet is to scan the available PHY channels to 
determine if there are other piconets in range. The DEV is also required to rate the 
channels based on interference. If there are no other piconets or if the DEV doe 
not want to join a piconet, it may decide to start its own piconet. If the DEV is 
PNC capable, it will choose the channel with the least interference to start its 
piconet. The DEV will then listen to the selected channel to ensure that it is still 
quiet, i.e., that another piconet has not started on the channel or switched into the 
channel. When that scan is complete, the DEV will begin sending its beacon. At 
this point, the PNC will assign itself two DEVIDs: the PNCID for PNC related 
traffic and one of the unreserved DEVIDs for traffic that is intended for its 
application layers. 

Once the PNC has started sending a beacon, the piconet has been formed, even 
though there is only one member. At this point, other DEV s may find the beacon 
and decide to join the piconet. The PNC will continue sending the beacon until it 
either hands over responsibility for the piconet to another DEV or it shuts down 
the piconet. 

Handing over control 

As DEVs join the piconet using the association process (see "Association" on 
page 74), they pass their capabilities field to the PNC. One of the purposes of thi 
field is to tell the current PNC about the PNC capabilities of the new DEV. For 
example, the capabilities field indicates if the DEV is capable of becoming the 
PNC, if it is battery-powered, the number of associated DEV s it would support a 
PNC, and so on. The PNC looks at these fields and then determines if it is either 

66 Wireless Multimedia: A Guide to the 802.15.3 Standard 

INTEL-1005 
U.S. Patent 8,219,129 



C functionality 

:onet. The DEV that takes on the role of 
,pping the piconet, admitting DEV s into 

ging the piconet channel if conditions 
1eters current. If the DEV supports 

n the responsibility as the key originator 

m the available PHY channels to 

.ge. The DEV is also required to rate the 
e no other piconets or if the DEV does 
) start its own piconet. If the DEV is 
1ith the least interference to start its 
~lected channel to ensure that it is still 

,ted on the channel or switched into the 

DEV will begin sending its beacon. At 
)EVIDs: the PNCID for PNC related 
for traffic that is intended for its 

,n, the piconet has been formed, even 
)Oint, other DEV s may find the beacon 

,ill continue sending the beacon until it 

:onet to another DEV or it shuts down 

ation process (see "Association" on 
to the PNC. One of the purposes of this 
NC capabilities of the new DEV. For 

the DEV is capable of becoming the 
of associated DEV s it would support as 
ields and then determines if it is either 

e to the 802.15.3 Standard 

Chapter 4: MAC functionality 

required to or should hand over the control of the piconet to the new DEV. The 

order that these fields are compared in is given in Table 4-2. 

As shown in Table 4-2, the PNC Des-Mode is the highest priority. In fact, it is the 

only entry in the table that requires the PNC to hand over its responsibility. The 

idea behind the PNC Des-Mode field is that there may be one DEV that the owner 

wants to be the PNC. In the case of the home, the person may want the DEV that 

is in the center of the house to be the PNC because that would maximize the range 

for the piconet. Users may select a DEV that they view as more capable, even if it 

is not judged to be so from the table above. The manufacturers may also set the 

PNC Des-Mode bit at the time of manufacture, e.g., in the receiver of a home 

theater system, due to the anticipated usage of the product. If the cmTent PNC has 

the PNC Des-Mode field set to 1, then it does not have to hand over to a new DEV 

that does have the field set to 1. Otherwise, the PNC is forced to hand over 

responsibilities. 

Table 4-2: Comparison order of fields for PNC handover 

Order Information Note 

I PNC Des-Mode If set to I, the DEV prefers to be the PNC. 

2 SEC The DEV supports security as PNC is preferred. 

3 PSRC AC power as the DEV's power source is preferred. 

4 Max associated DEVs Higher number supported as PNC is preferred. 

5 Max number CTRqBs Higher number supported as PNC is preferred. 

6 Transmitter power level Higher transmitter power is preferred. 

7 MAX PHY rate Higher supported data rates is preferred. 

8 DEV address Tie breaker, no two DEVs have the same address. 

If security is enabled in the piconet, then the PNC may not want to hand over to an 

new DEV if doing so would violate its security policies. In addition, if the PNC 

Des-Mode bit is not set, the PNC is not required to hand over to another DEV that 

rates higher based on Table 4-2. The standard only states that the DEV may hand 
over. 
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In addition to handing over to a new, 
more capable DEV that has joined the 
piconet, the PNC may wish to hand over 
control of the piconet if it is turning off. 
In either case, the PNC informs the 
DEV that it has been selected to be the 
new PNC by sending the PNC 
Handover Request command to that 
DEV. The complete frame exchange is 
illustrated in Figure 4-5. The PNC 
Handover Request command includes 
the number of DEV s currently in the 
piconet, the number of channel time 

~ 
A DEV is allowed to be the PNC 
two piconets simultaneosly. Of 

H_owever, this i_s significantly more 
demanding than running a single piconet 
and so the DEV may wish to refuse a • 
hand-over if it is already the PNC of a 
dependent piconet. If the DEV refuses th 
hand-over, it is possible that the current 

8 

PNC will shut down the piconet because n 
is turning off and cannot find another DEV 
to take over as PNC. In this case, the DEV 
that is a dependent PNC may want to take 
on the added complexity of dual-PNC 
implementation to keep the dependent 
piconet operational. 

request blocks (CTRqBs)17 that it will send to the new PNC, and the number of 
PS Sets. The selected DEV is only allowed to refuse the hand-over request in tw 

cases: 

a) The DEV selected to be the new PNC is currently the PNC of a dependent 
piconet and it is unable or unwilling to simultaneously run both piconet . 

b) The DEV and PNC are in a dependent piconet and the selected DEV is 
unable to join the parent piconet either as a DEV or as a neighbor PNC. 

Otherwise, the DEV is required to accept the nomination to become the new PN 
and so it will then prepare to become the new PNC of the piconet. 

The current PNC needs to give the new PNC all of the information about the 
associated DEV s in the piconet, the channel time requests, the power mode 
information, and any relevant security information. To accomplish this, the first 
command sent by the PNC is the PNC Information command. This command is 
list of all the DEV s that are associated in the piconet and includes information 
about each of the DEV s and an indication if the DEV is a member of the picone 
or if has only associated. A DEV is a member of the piconet if it is associated wi 
the piconet and, if required, has established a secure relationship with the PNC. 

68 

17 CTRqBs are the individual channel time requests that are sent by DEVs to PNC to secure channel time 
(see "Asynchronous data" on page 87 and "Stream connections" on page 92). 
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At this point, the new PNC may request the security information from the cu 

PNC using the Security Information Request command. The Security lnfonnau 

commands that are sent in response to a Security Information Request conun~ 

are intended to be used to handover authentication-related information about the 

DEV s that may or may not be currently members of the piconet. In particular, !ht 

Security Information command might contain a list of MAC addresses and 

associated information, e.g., cryptographic certificates, hashed keys, etc., of 

DEV s that should be allowed to join the piconet. 

As an example, consider a DEV that has authenticated with the PNC but has lefi 

the piconet. The owner of the piconet and the DEV will have had to indicate to~ 

PNC in some manner that the DEV should be allowed access to the piconet. The 

owner should not be required to re-authorize the DEV in the case of a PNC hand 

over. Instead this authorization should be passed in a trusted manner to the new 

PNC so that the DEV will automatically be re-authorized to become a member 

the piconet as soon as it rejoins the piconet. The new PNC also needs this 

information because it will be required to re-authenticate with all of the DE 'sin 

the piconet so that it can establish new management keys. Again, because some Ii 

this information normally requires user intervention in the authentication proces 

securely passing this information during the hand over process allows the 

hand-over to happen seamlessly. The standard does not define the content or 

format of this information because it depends on the authentication method that 

was used to allow DEV s to become members of the piconet. Authentication 

methods are outside of the scope of a MAC and PHY standard and so they are not 

specified in the 802.15 .3 standard. A more complete description of the use of the 

Security Information command is given in "Security information" on page 199. 

The next command that is sent is the PNC Handover Information command that 

contains all of the isochronous CTRqBs that the current PNC has received. 

Asynchronous requests are not passed, because some of them may expire before 

the hand-over is complete. The new PNC will use these requests to allocate 

channel time once it has taken over as PNC. The new PNC is also allowed to use 

the actual CTAs from the previous beacons to determine the CTAs for the beacon 

it will send once it has taken over. The last command that the old PNC sends to the 

new PNC is the PS Set Information Response command. This command contain 

the status of all of the DEV s in PS mode as well as all of the information about the 

PS sets (see "DSPS mode" on page 118). If there are no DEVs in PS mode, then 
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not send the PS Set Information Response command. Likewise, if 
p c does . 

urrent isochronous CTRqBs, then the current PNC will not send the 
arc no c 

d r Information command. The new PNC knows that the current PNC 
Han ove 

ding these commands because the number of CTRqBs or PS Sets in 
ll not be sen . . . 

Handover Request command will be zero. Of course, 1t is not possible for 
p Cb ero DEV s associated in the piconet. In the case of PNC hand over, 
re to e z • 

must be at least two DEVs, the current PNC and ~he DEV that w1ll_become 
. pNC Thus the PNC Information command will always be sent ma PNC 

11e"' • ' 
blJld over. 

h 
w PNC has received all of the information from the current PNC and it 

One t e ne 
d to take over as the PNC of the new piconet, it sends the PNC Handover 

rea y command After the current PNC ACKs this command, it puts the PNC 
R pone • . . 
Handover IE in the beacon with the beacon number of the first beacon t~at will be 

nt by the new PNC. The last beacon that will be sent by the old PNC 1s the one 
that has a beacon number one less than the value of the Handover Beacon ~umber 

Id. Once the PNC has ACKed the PNC Handover Response command, 1t must 
:op sending beacons at the time indicated for the new PNC to start sending its 
beacons. If for some reason the new PNC does not send beacons at the correct 

the old PNC is not allowed to begin sending beacons again. The reason for 
ume. 
thi is that it is possible that the old PNC is, for some reason, unable to hear the 
beacons being sent by the new PNC. If it begins to send beacons as well, it could 
,ther collide with the new PNC or confuse DEV s that are members of the pico-

oet. 

The new PNC is allowed to shutdown the piconet at any point in the hand-over 
process up until it places the PNC Handover IE in the beacon. The PNC might do 
this if it has been give a fixed length of time to shut itself down and the hand-over 
process is taking too long. In that case, it would change the process and simply 

hutdown the piconet. 

Ideally, the hand-over process should not affect any of the data connections in the 
piconet. The new PNC is required to begin sending its beacon at the same time as 
when the old PNC was to have sent its beacon. Because the CTRqBs have been 
transferred to the new PNC, it is also able to continue to allocate channel time for 
all of the existing streams. However, the new PNC may not be able to support the 
same number of DEV s as the old PNC was able to support. In this case, the new 
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PNC will disassociate DEV s from the piconet until it has reduced them to a 

number that it can handle. Likewise, if the new PNC cannot support all of the 

CTRqBs that were handed over by the old PNC, it will terminate the streams of 

of the allocations that it is unable to serve.The new PNC decides which DEV 

disassociated and which streams are terminated because it is the one that has 

information regarding the streams and DEV s that it wants to keep in the picon 

The old PNC would have to randomly disassociate DEV s or terminate streams 

because it could not possibly know which ones the new PNC would like to keep 

The PNC is allowed to hand over 

control of the piconet to a DEV that is method that a new PNC will use ,
1 ~ 

The standard does not specify the 

currently operating as a dependent PNC. it needs to reduce the number of 

Because the standard does not specify a DEVs or CTRqBs that it is retaining once 

th d t ( t S l"t) ·co ets the control of the piconet is handed over. 

me o o merge or o p 1 p1 n , This is an implementation-specific feature 

the implication is that the DEV that is that can be used by an implementer to 

the dependent PNC would be running differentiate the quality of their MAC 

two distinct piconets. Simultaneously implementation. A correct answer to this 

problem is non-trivial. 

running two piconets could well exceed .__ _____________ ...JI 

the capabilities of a PNC-capable DEV. Thus, a DEV that is a dependent PNC caq 

refuse the PNC hand over. A DEV refuses the PNC hand-over process by sending 

the PNC Handover Response command to the PNC with the Reason Code field set 

to "Handover refused, unable to act as PNC for more than one piconet." 

Ending a piconet 

If the PNC is shutting down and it does not have another PNC-capable DEV to 

which it can hand over responsibility or if it does not have time to complete a 

hand-over process, the PNC begins the shutdown procedure. The PNC cannot let 

all of the dependent piconets continue operation. If there are two dependent 

piconets in the current piconet, they would both desire to access to the rest of the 

channel time and yet they cannot both operate at the same time without the 

coordination of the old PNC. Because the PNC cannot hope to make an intelligent 

decision about which dependent piconet to leave control, it simply picks the 

dependent piconet with the lowest DEVID to remain operating in the channel. 

Because neighbor DEVIDs are larger than all of the assigned DEVIDs, the 

neighbor PNC would be selected only if there were not any child PNCs in the 

piconet. 
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inform the chosen 
t p C as well as other DEV s 
net via the PNC Shutdown 

t,eacon. This IE contains the 

f the dependent PNC that 
0 . 

allowed to continue operation 

hannel. All of the other 
nt p cs are required to start 
n . hutdown process as well. 

the parent PNC has completed 
hutdown procedure, the 

ed dependent PNC is allowed to 
all of the time in the channel for its 

~ 
There was some discussion in the 
Task Group as to the best method 
for determining which dependent 

piconet would "survive" the shutdown of the 
parent piconet (once it was determined that 
collisions could happen). The reality is that 
any decision is somewhat arbitrary and so 
the group consciously chose an arbitrary 
criteria, the DEVID of the dependent PNC. 
There really is no deep logic behind this 
decision except that it does have the nice 
result that it automatically puts neighbor 
PNCs at the end of the list, which is likely a 
desirable outcome. 

piconet. 
the p C was shutting down because it did not have time to hand over and there 

no dependent piconets, one of the remaining PNC-capable DEV s in the 
net is allowed to start a piconet in the same channel using the piconet start 
edure. However, if there is a remaining dependent piconet, then that DEV 

uld have to either find another channel to start a new piconet or join the 
maining piconet and try to start its own dependent piconet. Other DEV s may 

try to join the remaining piconet, or they may search the other PHY channels 

t find another piconet to join. 

JOINING AND LEAVING THE PICONET 

The PNC controls membership in the piconet using association, disassociation, 
and secure membership. The method that the PNC uses to determine which DEVs 

re authorized to join the piconet with secure membership is outside of the scope 
of the standard. Authorization will normally involve the intervention of the user to 
verify that a new DEV will be allowed to join the piconet and potentially may 

involve cryptographic means to identify or authenticate the new DEV. 
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Association 

The association process accomplishes 
two things . The first is to assign a 
DEVID to the DEV. Although every 
DEV has a unique DEV address, the 
8-octet address is too long for the frame 
header. Thus, the PNC assigns a 
shorter, 1-octet DEVID to the new 
DEV in the association process. The 
second thing the association process 
accomplishes is to limit the 
requirements on the current PNC. For 
each DEV that joins the piconet, the 
PNC is required to store some 
information and to maintain a timer 
that keeps track of its activity. Because 

~ 
The DEV address used in 802.15 3 
is based on the 8-octet MAC 
address assigned by the IEEE 

registration authority committee (RAC). lJ 
until late in the sponsor ballot process, t~ 
802.15.3 draft used the older 6-octet MAC 
address as the DEV address (802.11, for 
example, uses this type of MAC address). 
Because 802.15.3 was a new standard 
and it did not require MAC level routing of 
frames, the Task Group chose to use the 
new, longer MAC address offered by the 
IEEE. Companies and organizations can 
request groups of addresses from the 
IEEE RAC, who ensures that these 
numbers are unique among all network 
adapters. 

the resources of the PNC are limited, it is important that the PNC is able to refuse 
to admit new DEVs once it has reached its limit. The PNC may also uses the 
association process to refuse to allow neighbor piconets in the current piconet. A 
DEV that wishes to join as a neighbor must state its intention to do so when it 
associates. The PNC may decide at this point to refuse to allow the DEV to join as 

a neighbor. 

Because a DEV that wishes to associate has not been assigned a DEVID, it uses 
the unassociated ID (UnassocID) for all of its communications until it has been 
assigned a DEVID by the PNC. All of the associating DEV s share a single 
DEVID, and so they must use a contention-based access method to send the 
Association Request command to the PNC. In the 2.4 GHz PHY, the CAP is 
always available for sending Association Request commands. In addition, the 
PNC may allocate association MCTAs in the CTAP to allow DEVs to send 
Association Request commands to the PNC. The complete frame exchange 
sequence for association is illustrated in Figure 4-6. 

74 Wireless Multimedia: A Guide to the 802.15.3 Standard 

INTEL-1005 
U.S. Patent 8,219,129 



AC functionality 

<v 
The DEV address used in 802.15_3 
is based on the 8-octet MAC 
address assigned by the IEEE 

registration authority committee (RAC). Up 
until late in the sponsor ballot process, the 
802.15.3 draft used the older 6-octet MAC 
address as the DEV address (802.11, for 
example, uses this type of MAC address). 
Because 802.15.3 was a new standard 
and it did not require MAC level routing of 
frames, the Task Group chose to use the 
new, longer MAC address offered by the 
IEEE. Companies and organizations can 
request groups of addresses from the 
IEEE RAC, who ensures that these 
numbers are unique among all network 
adapters. 

important that the PNC is able to refuse 
ts limit. The PNC may also uses the 
ghbor piconets in the current piconet. A 
1st state its intention to do so when it 
)int to refuse to allow the DEV to join as 

tas not been assigned a DEVID, it uses 
,fits communications until it has been 
: associating DEV s share a single 
n-based access method to send the 
:. In the 2.4 GHz PHY, the CAP is 
Request commands. In addition, the 
the CTAP to allow DEV s to send 
re. The complete frame exchange 
•igure 4-6. 

fe to the 802. I 5. 3 Standard 

Chapter 4: MAC functionality 

DEV-2 DEV-3 

unassociated I 
Assoc Timeout 14----------beacon----------..i 

Association Request command 
with SrclD = UnassoclD 

DEV Address= DEV-2 address 

Imm-ACK with 
DestlD = UnassoclD 

Association Response command 
with DestlD = UnassoclD, 

DEVID = Oxzz, 
DEV Address= DEV-2 address 

14----------beacon----------..i 

Association Request commandq 
with SrclD = Oxzz 

DEV Address= DEV-2 address 

Imm-ACK with DestlD = Oxzz 

beacon containing DEV Association IE with 
-----DEVID = Oxzz, DEV Address= DEV-2 address, -----1.! 

Status = associated 

Associated l 
Figure 4-6: Frame exchange a DEV associating with a PNC 

The Association Request command contains the DEV address of the new DEV as 
well as its Overall Capabilities field, and its requested association timeout period 
(ATP). If the PNC receives this command successfully, it sends an Imm-ACK 
with the UnassocID as the DestID. The PNC then responds to the Association 
Request command with an Association Response command that either accepts or 
rejects the request for association. Because the DEV has not yet learned its new 
DEVID, the Association Response command is sent with the UnassocID as the 
DestID and the ACK policy is set to no-ACK. This prevents multiple DEVs from 
attempting to ACK the frame at the same time. If the PNC accepts the association, 
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it sets the DEVID to the newly assigned ID, responds with the ATP that it is 

willing to accept, and includes the DEV address of the DEV to which it is 

responding. The DEVs that receive this command look for their DEV address 10 

determine if the PNC is responding to their request. Additionally, the PNC is ab~ 

to include a Vendor Specific IE in the response. This IE might contain infonnation 

regarding the authentication method that is being used by the PNC for secure 

membership. 

To acknowledge that it received this frame, the DEV resends the Association 

Request command, this time with its new DEVID as the SrcID for the frame. If 

the PNC successfully receives this frame, it sends an Imm-ACK to the newly 

associated DEV and places the DEV Association IE in the beacon. This IE 

informs the other DEV s in the piconet that a new DEV has joined the piconet. 

However, if security is enabled in the piconet, the other DEV s need to wait until 

the new DEV completes the secure membership process before they can begin 

communications with the new DEV. The DEVs in the piconet will be informed 

that the new DEV has become a member of the piconet when the PNC broadcas 

the PNC Information command with the new DEVID as an entry and the 

Membership Status bit set to indicate secure membership. 

If the PNC is rejecting the request, it responds with an Association Response 

command with the DEVID field set to the UnassocID and the DEV address field 

set to the address of the DEV for which it is rejecting association. The PNC also 

includes a Reason Code that explains why the PNC is not going to allow the DEV 

to associate. Reasons why the PNC may refuse association are as follows: 

• The PNC is already serving its maximum number of DEV s. 

• There is not enough channel time available to serve the DEV. 

• There is too much interference in the channel. 

• The PNC is turning off with no PNC-capable DEV in the piconet to hand over 

responsibilities. 

• The PNC will not allow the formation of neighbor piconets. 18 

• The PNC is in the process of changing the PHY channel. 

76 

18 This reason is only valid if the DEV has indicated in its capability field that it is associating as a 

neighbor PNC. 
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• The PNC is in the middle of a hand-over process. 

• The PNC is denying association for some unspecified reason. 

The last reason is a catch-all because the PNC can reject an association request for 

·u t about any reason. Depending on the reason why the association was refused, 

~he DEV may want to try again to reassociate. For example, in the case of channel 

change or hand-over, the DEV can watch the beacon to see when the process has 

finished and attempt to associate at that time. 

Broadcasting piconet information 

The PNC broadcasts the piconet information using the PNC Information 

command after a DEV becomes a member of the piconet. This means that if 

ecure membership is required for the piconet, the PNC will wait until after the 

secure membership process is complete to broadcast the piconet information with 

the new DEV. In addition, the PNC is required to send the piconet information for 

each of the DEVs that are members of the piconet at least once every mBroadcast­

DEVlnfoDuration 19 via a PNC Information command. The purpose of broadcast­

ing the PNC Information command is threefold: 

a) The first purpose is to inform all of the members of the piconet that a new 

DEV has joined. Note that the DEV Association IE is sent when the DEV 

finishes the association process and it only has a portion of the DEV's 

capability field. In addition, if security is required for the piconet, the other 

DEV s need to wait until the new DEV completes the secure membership 

process with the PNC before they can communicate with the new DEV. The 

PNC Information command will only contain the new DEV s information 

once it has successfully become a member of the piconet (i.e., it has been 

given a management key for the PNC; see "Security policies" on page 193). 

b) The second purpose of the broadcast PNC Information command is that it 

provides the DEVIDs, DEV Addresses and capabilities fields for the other 

members of the piconet. Thus, once a DEV joins an 802.15.3 piconet, it 

will immediately find out the information required to begin 

communications with other DEV s in the piconet. 

19 mBroadcastDEVInfoDuration is a constant defined at the end of Clause 8 in the standard with a value 

of 64*mMaxSuperframeDuration or just a little under 4.2 s. 
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c) The final purpose of the broadcast PNC Information command is that it 
provides a method by which DEVs in the piconet can update their internal 
list of the members of the piconet. For example, if a DEV is in a power. 
save mode, it might miss the association and disassociation announcernen 
that occur in the beacon. Once the DEV receives the broadcast PNC 
Information command, it can quickly update its internal memory with 

information about the current members of the piconet. 

Disassociation 

A DEV ends its relationship with the PNC and the piconet via the disassociation 
process. The frame exchange sequence for a DEV initiating the disassociation 
process is illustrated in Figure 4-7, whereas the process of the PNC disassociating 
a DEV is illustrated in Figure 4-8. If the DEV wishes to disassociate, it sends the 
Disassociation Request command to the PNC. When the PNC acknowledges the 
receipt of this command, the DEV considers itself disassociated. Likewise, if the 
PNC wants to disassociate a DEV, it sends the Disassociation Request command 
with the appropriate Reason Code to the DEV. When the DEV ACKs this 
command, the PNC will consider the DEV to be disassociated. 

78 

DEV-2 
DEV-3 

Associated I Associated 

DisassocTimeout 1-4-----------beacon--------~ 

Disassociation Re~uest 
command 

----Imm-ACK 

Beacon containing DEV Association IE with 
---DEVID = DEV-2 ID, DEV Address = DEV-2 address, ---­

Status = disassociated 

Unassociated l 
Figure 4-7: Frame exchange for a DEV dissociating 
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DEV-2 
DEV-3 

Associated I Associated 

-----------beacon----------

Disassociation Request 

command with Reason Code = ?? 

1-------lmm-ACK-----

Beacon containing DEV Association IE with 

----DEVID = DEV-2 ID, DEV Address= DEV-2 address, ---­

Status = disassociated 

U~uoo;•"' 1 
Figure 4-8: Frame exchange for the PNC dissociating a DEV 

Valid reason codes for the Disassociation Request command are as follows: 

• The DEV's ATP has expired. 

• The PNC is having problems with the channel and is unable to continue 

serving the DEV. 

• The PNC is unable to service the 

DEV. 

• The PNC is turning off with no 

PNC-capable DEV in the piconet. 

• The DEV is leaving the piconet. 

The first four reason codes are only 

valid when the command is sent by the 

PNC, whereas the last reason code is 

~ 
The PNC may disassociate a DEV 

becauseitcannotsupportthe 

number of DEVs that are currently 

associated with the PNC ("PNC unable to 

service DEV"). On the other hand, the PNC 

may be able to handle the DEV as a a 

member of the piconet but it would not be 

able to allocate any additional channel time 

to the DEV. In this case, the PNC would 

disassociate the DEV with the reason code 

"Channel too severe to service the DEV." 

only valid when the DEV is sending the .___ _____________ ____, 

command. The Disassociation command is also used to stop a neighbor piconet. 

However, the PNC is required to perform some additional steps for this process, 

as described in "Parent PNC ceasing operations with dependent piconets" on 

page 174. 
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Because it is possible or even likely that DEV s will move out of range of the PNc 

without the PNC being aware of it, the standard requires that a timeout interval be 

kept for every DEV in the piconet. This interval, the ATP, is requested by the DEV 

during association. However, the PNC has the final say on the length of time 

allowed for the ATP. Because the ATP is a 2-octet value in milliseconds, the 

longest possible ATP is approximately 65 s. If the PNC has not received a frame 

from the DEV within the ATP duration, it considers the DEV disassociated from 

the piconet. In order to assure that the PNC has received a frame, the DEV should 

send at least one frame to the PNC within the ATP with the ACK policy set to be 

Imm-ACK. If a DEV does not have information that it needs to send to the PNC, it 

can send a Probe Request command that does not request any IEs to the PNC with 

the ACK Policy field set to Imm-ACK to renew its ATP timer. 

Likewise, if the DEV has not heard from the PNC for an ATP duration, i.e., it has 

missed quite a few beacons, it considers itself disassociated from the piconet and 

stops using the DEVID that was assigned to it by the PNC. The DEV may look for 

another piconet to join, or if it is capable, it could start its own piconet as the PNC. 

Assigning DEVIDs 

The PNC is required to assign DEVIDs in increasing order, except when it wishes 

to reuse the DEVID of a DEV that has left the piconet. Thus, when a DEV starts a 

piconet, it takes on the DEVID 0x0o20 as the PNC and the DEVID 0x0l for its 

DEV personality. Because the DEVIDs are reused, the PNC must make sure that 

the DEV that previously had the DEVID has been away long enough that it knows 

that it has been disassociated from the piconet (see "Disassociation" on page 78). 

To be sure, the PNC needs to wait until at least two times the ATP duration for that 

DEV has passed. 

The DEVIDs are assigned as follows: 

• 0x00: The PNC (PNCID) 

• 0x0J to 0xEC: IDs for regular members of the piconet (DEVIDs) 

• 0xED to 0xF6: Reserved IDs for future use 

80 

20 This book and the 802.15.3 standard use the notation Ox to indicate that the numbers that follow are in 

hexadecimal notation. 
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, oxF7 to OxFC: IDs for the PNCs of neighbor piconets (NbrID) 

, OxFD: The multicast ID (McstID) 

, OxFE: The ID for unassociated DEVs (UnassocID) 

, OxFF: The broadcast ID (BcstID) 

MANAGING BANDWIDTH 

Once the piconet has been started and a DEV has joined, the next task is to open 
communications with the other DEV s in the piconet. The method that the DEV 
uses to do this depends on the type of data and the length of the CAP in the 
superframe. The DEV also needs to determine which ACK policy it will use in 
sending the data because this affects when the data can be sent and the amount of 
time that may need to be allocated for sending the data. If the DEV needs to 
request channel time for the data, it will choose either an isochronous or 

asynchronous request method. 

Acknowledgements 

IEEE Std 802.15.3 provides four 
acknowledgment (ACK) policies that 
can be used for data. The ACK policy 
is a field in the MAC header that tells 
the receiving DEV what type of ACK 
the source DEV is requesting. The four 
types of ACK policies are: 

a) No acknowledgment (no-ACK) 

b) Immediate acknowledgment 
(Imm-ACK) 

c) Delayed acknowledgment 
(Dly-ACK) 

~ 
The ACK policy field is 2 bits and it 
was arranged so that each bit has a 
different meaning. The second bit in 

the field indicates if a response is required. 
If the second bit is set to zero, then the ACK 
policy is either no-ACK or Dly-ACK and the 
receiver will not respond to the frame. On 
the other hand, if the second bit is set to 
one, then the destination is supposed to 
respond, either with an Imm-ACK frame or 
Dly-ACK frame, if it correctly receives the 
frame. This allows the MAC implementation 
to check only a single bit to determine if it 
will need to switch from receive to transmit 
mode following the reception of the current 
frame. 

d) Delayed acknowledgement request (Dly-ACK request) 

The no-ACK policy is used when there are multiple DEVs that may wish to ACK 
the frame, e.g., for the Association Response command, for broadcast frames, and 
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for multicast frames. In addition, the data may not require an ACK, especially if 

is time-sensitive data like streaming video, audio, or two-way voice traffic. In tJi.t 

case, a retransmission may arrive too late and the upper layers will handle 

dropped frames. In other instances, the ACKs will be handled by a higher layer 

protocol. For example, the delayed ACK mechanism in this standard could also be 

implemented at a higher layer by using no-ACK for the data with either a shon 

CTA in the reverse direction or even a sub-rate slot in which the destination DE 

reports the frames that it has received. 

The Imm-ACK policy is used when the DEV needs to confirm that the destination 

has received the frame and may want to attempt a retransmission if it fails. The 

Imm-ACK policy is used for most of the command frames that are sent to a single 

DEV because the protocol state machines rely on knowing if the message was 

delivered. The Imm-ACK policy is also appropriate for typical data transfers 

where even a single missing octet will render a file transfer useless. Because the 

Dly-ACK policy cannot be used during the CAP or during an asynchronous CTA, 

a DEV would need to use the Imm-ACK policy during these times if it needs to 

verify that the destination DEV correctly received the information. When a DEV 

receives a frame with the Imm-ACK policy set, it verifies that the calculations for 

the header check sequence (HCS) and frame check sequence (FCS) match the data 

in the frame. If both checks pass, the DEV sends the Imm-ACK frame one SIFS 

following the frame that requested the Imm-ACK. Note that it is the responsibility 

of the sending DEV to make sure that there is enough time remaining in either the 

CAP or CTA for the destination to send the Imm-ACK frame. 

(v 
The term MSDU refers to data 

that is passed between the MAC 

and higher protocol layers. A 

The Imm-ACK frame indicates that the 

destination received a frame for which it 

was the DestID and that the HCS and PCS 

MAC protocol data unit (MPDU), on the were valid. The destination may still 
other hand, refers to data units that are 
passed between the MAC and the PHY. discard the frame depending on other 

A more in-depth discussion of the factors. For example, if the Integrity Cod 

differences between an MSDU and an check or a secure frame fails (see "Over-

MPDU is given in "Fragmenta- view of AES CCM" on page 195), the 
tion/defragmentation" on page 96. 

~---------------' DEV may discard the frame. The DEV 

may also discard the frame if its internal buffers are full. If the DEV receives onl 

some of the fragments of a MAC service data unit (MSDU), it will ACK the 

fragments it receives, but it will discard them if it does not receive all of the 
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fragments. Thus, the higher layer protocols need to be aware that the ACK alone 

"·ill not guarantee that the entire frame was passed up from the MAC. 

The third type of ACK policy is the 

Dly-ACK policy. This policy is used in 

conjunction with the Dly-ACK request 

policy to set up and operate an ACK 

method in which the destination DEV 

tores ACK information until it is 

requested by the source. The reason for 

including Dly-ACK in the standard is that 

the Imm-ACK method is relatively 

inefficient in sending data due to the fixed 

overhead of the two SIFS and Imm-ACK 

frame required to send what is really one 

~ 
The capability provided by 

Dly-ACK is sometimes referred 

to as a group ACK or burst ACK 

in other standards or specifications. The 

naming of the Dly-ACK functionality is 

arbitrary and could have been called 

Grp-ACK (group ACK) instead. 

However, the first versions of the draft 

used delayed ACK as the name and the 

task group decided to stick with this 

name for the final draft. The abbrevia­

tion did change; the delayed ACK policy 

was initially abbreviated as Del-ACK. 

bit of information (i.e., "Did the frame get through?"). The inefficiencies are 

particularly pronounced for higher data rates, e.g., for data rates faster than 

44 Mb/s. 

The improvement in throughput from using Dly-ACK is shown in Table 4-3. The 

11 O Mb/s and 480 Mb/s data rates are not defined for the current PHY, but they are 

included in the table to provide a comparison for what might happen with the data 

rates proposed for 802.15.3a. 

Table 4-3: Throughput improvement using Dly-ACK 

PHY data rate Rate with Imm-ACK Rate with Dly-ACK Improvement 

11 Mb/s 10.4 Mb/s 10.7 Mb/s 2.4% 

22 Mb/s 20.1 Mb/s 21.0 Mb/s 3.8% 

33 Mb/s 29.1 Mb/s 30.7 Mb/s 5.6% 

44 Mb/s 37.4 Mb/s 40.1 Mb/s 7.2% 

55 Mb/s 45.0 Mb/s 48.9 Mb/s 8.8% 

110 Mb/s 84.8 Mb/s 94.9 Mb/s 11.4% 

480 Mb/s 209 Mb/s 280 Mb/s 33.9% 
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In the calculations for Table 4-3, the 
frame size that was used is pMax­
FrameBodySize and the number of 
frames in a burst is 10. The PHY 
dependent parameter pMaxFrameBod­
ySize parameter is the limit on the size 
of a frame that can be sent with a given 
PHY. For the 2.4 GHz PHY, this is set 
to 2048 octets (which includes the PCS, 
but not the PHY preamble, PHY 
header, MAC header, or HCS). Note 
that the rates in the table are only the 

~ 
Con_stants_ used i~ the standard are 
prefixed either with a lower-case 
"m" for MAC constants or a 

lowercase "p" for PHY constants. The 
MAC constants are defined in a table in 
subclause 8.15 of the standard. The PHY 
constants are also summarized in a table 
in this subclause, but the actual definitions 
are found in the 2.4 GHz PHY definition in 
clause 11. In PDF copies of the draft, each 
location of these constants in the text is a 
hyperlink to the definition so that clicking 
on the constant should cause the PDF 
display to jump to the actual definition. 

instantaneous delivered data rates and do not include the overhead due to the 
beacon, CAP, guard times, or the presence of other DEV s in the piconet. The Dly-

••••, ACK mechanism is not particularly compelling for the 11 Mb/s data rate, but it 
becomes more interesting at the higher data rates. At the 55 Mb/s data rate, using 
Dly-ACK provides an extra 4 Mb/s of instantaneous data rate. The improvement 
is greater for shorter frames because a larger percentage of the time is spent 
sending the headers and waiting for the PHY to switch from transmit to receive 
and back again. 

• "'1 Because the Dly-ACK policy places a burden on the finite resources of the 
destination DEV, the source DEV is required to negotiate the parameters of the 
Dly-ACK burst before it can begin using the Dly-ACK method. A burst is the 
collection of the frames that are pending acknowledgment via a Dly-ACK frame. 
Because of this, the burst may be spread across multiple CTAs or even across 
multiple superframes. The Max Frames field in the Dly-ACK frame is the number 
of frames that the destination is willing to receive in a single burst, regardless of 
size. In addition, the destination needs to specify the maximum amount of data, in 
octets, that it can receive in a single burst. This number is communicated in the 
Max Burst field, which is the number of pMaxFrameBodySize frames that it can 
receive in a single burst. 

The Max Frames field allows the destination to limit the number of "handles" or 
"bins" that it uses to store the incoming frames . The DEV may have a limit to the 
number of memory addresses that are assigned for incoming frames . The Max 
Burst field allows the destination to limit the impact of Dly-ACK based on the 
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all size of its buffer. These two parameters together give the destination 

rol over the amount of data it needs to store to participate in the Dly-ACK 

hanism. 

source DEV begins the Dly-ACK negotiation by sending a frame with ACK 

cy set to Dly-ACK request. If the destination does not want to support the 

-ACK method, it responds with an Imm-ACK frame, as shown in Figure 4-9. 

is willing to use the Dly-ACK method, it responds with a Dly-ACK frame that 

tains the Max Burst and Max Frames that it is willing to support, as shown in 

11re 4-10. 

Source 
DEV 

Data frame with 

ACK Policy = Dly-ACK request 

Destination 
DEV 

-------lmm-ACK-------1 

Data frame with ACK Policy= Imm-ACK 

Figure 4-9: Frame exchange for an unsuccessful Dly-ACK negotiation 

Source 
DEV 

Data frame with 

ACK Policy = Dly-ACK request 

Dly-ACK frame with Max Frames= xx, 

Max Burst= yy, MPDUs ACKed = 1 

MPDU ID block= WW 

Destination 
DEV 

Figure 4-10: Frame exchange for a successful Dly-ACK negotiation 

f the destination accepts the request for the use of Dly-ACK, the source is then 

ble to begin sending frames to the destination with the ACK policy set to 

)ly-ACK. The source DEV can send up to either the Max Burst or the number of 
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Max Frames to the destination. The source then requests the ACK information by 
sending a frame with the ACK Policy set to Dly-ACK request. The destination 

responds with the MAC service data unit (MSDU) number and fragment number 

of all of the frames that it successfully received. The Dly-ACK frame also 

contains a new Max Burst and Max Frames values that the source destination Illa 

use to continue the Dly-ACK process. 

This process is illustrated in Figure 4-11. The source first requests the use of 

Dly-ACK and is given a positive response that allows up to two frames to be sent 

In the second data frame that is sent, the source sets the ACK Policy to Dly-ACI( 

request and receives a response from the destination that it received MSDU 

number 3 but did not receive MSDU number 2. In the figure, the MSDUs are not 

fragmented and only the MSDU number and not the fragment number is listed for 

clarity. Following the reception of the Dly-ACK frame, the source resends MSDU 
number 2 as well as MSDUs numbered 4 and 5 and requests the Dly-ACK frame 
with the frame that contains MSDU number 5. The destination responds with a 

Dly-ACK frame that acknowledges all three MSDUs. 

If the destination is participating in a Dly-ACK process with one DEV and it 

receives a request from another DEV, it can determine from its internal resources 

if it is able to support the other DEV at that time. Because the Dly-ACK process is 

renegotiated every time a new burst is started, the destination is in control of the 

amount of resources it has promised to the source DEV s with which it is 

communicating. 

If the destination replies with a Dly-ACK frame with the Max Burst field equal to 

zero, then the source needs to stop transmitting in the current CTA, but it is 

allowed to restart the Dly-ACK process in the next CTA by sending a frame with 

the ACK policy set to Dly-ACK request. If the source does not receive a 

Dly-ACK frame in response to its request, it will repeat the last frame that it sent 

until it gets an ACK for the frame. The source DEV may also send an empty data 

frame with ACK policy set to Dly-ACK request to get the receiver to send the 

Dly-ACK frame. One reason to do this is that an empty data frame has a higher 

probability of getting through than a long data frame. 
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1----Data frame with MSDU number = 1 _ __...i 

ACK Policy = Dly-ACK request 

Dly-ACK frame with Max Frames = 2, 
Max Burst= yy, MPDUs ACKed = 1 

MPDU ID block contains MSDU number 1 

1----Data frame with MSDU number = 2 _ __..,i 

ACK Policy = Dly-ACK 

Data frame with MSDU number= 3 1---- __ ___, 
ACK Policy = Dly-ACK request 

Dly-ACK frame with Max Frames = 3, 
Max Burst= yy, MPDUs ACKed = 1 

MPDU ID block contains MSDU number 3 

1----Data frame with MSDU number 2 __ .-J 

ACK Policy = Dly-ACK 

1--__ Data frame with MSDU number 4 __ _. 
ACK Policy = Dly-ACK 

~--Data frame with MSDU number = 5 _ __..,i 

ACK Policy = Dly-ACK request 

Dly-ACK frame with Max Frames = 3, 
Max Burst= yy, MPDUs ACKed = 3 

MPDU ID block contains MSDU 
numbers 2, 4 and 5 

Figure 4-11: Data exchange using Dly-ACK 

Asynchronous data 

IBEE Std 802.15.3 differentiates between asynchronous and isochronous data 
connections. An asynchronous data connection is one in which it is OK if there 
are pauses in the transmission of the data or where a short latency is not required 
in sending the data. Examples of applications for asynchronous data connection 
include web surfing, file downloads, backing up data, downloading email, and so 
on. Although the standard explicitly refers to only one asynchronous allocation 
method, there are really a total of three ways in which asynchronous data may be 
rnmmunicated in the piconet: 
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a) Send the data during the CAP21 

b) Request channel time for an individual asynchronous allocation 

c) Request channel time for a group asynchronous allocation 

If the amount of data to be transferred is very small or if the DEV needs to send a 
command to either the PNC or another DEV, it can use the CAP to send the frame 

In the 2.4 GHz PHY, the PNC is required to allow the CAP to be used for data 

transfer. Using the CAP is a very efficient means for sending a small number of 

data frames or commands. 

If the amount of information that the 

DEV has to send is large enough, if 

the CAP is too small, or if another 

PHY allows the PNC to forbid data 

transfer in the CAP, then the DEV 

should use the Channel Time Request 

(CTRq) command to get time to send 

the data. Because the same CTRq 

~ 
One way to understand the difference 
between an isochronous request and 
an asynchronous request is that an 

isochronous request is a request for a data 
rate, e.g., for a request for 5 Mb/s, whereas 
an asynchronous request is a request for a 
specific amount of data to be sent, i.e., a 
request to send 30 Mb of data. 

command is used for both asynchronous and isochronous requests, the PNC uses 

the stream index to differentiate between the two requests. An asynchronous 

request sets the stream index field to the asynchronous stream index, 0x00. The 

''"" allocation of asynchronous time is different than that of isochronous time. A 

isochronous CTRq is requesting that the PNC allocate time in the superframe 

continually until the source, destination, or PNC request its termination. An 

asynchronous CTRq, on the other hand, is a request for a total amount of channel 

time to be allocated when it is convenient for the PNC. 

There are two types of asynchronous allocations that the DEV can request from 

the PNC. The first type is the individual allocation request where each CTRqB 

corresponds to a request for a CTA to a single DEVID. Using this method, a DEV 

that needs asynchronous allocations to four different destinations would include 

four CTRqBs in the CTRq command that it sends to the PNC, one for each of the 

destinations. The PNC will then allocate the channel time when it becomes 

88 

21 If the PNC indicates in the beacon that data is allowed to be sent in the CAP. For the 2.4 GHz PHY, the 

PNC is required to allow DEVs to use the CAP for data. 
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available with a different CTA for each of the destinations specified in the 

cTRqBs. 

The second type is called a group allocation request. It is a request for a single 

CTA with multiple destinations. Because the CTA IE does not support multiple 

destinations, other than the multicast and broadcast addresses, the PNC creates 

this allocation by placing CTA blocks in the beacon that have the same SrcID, 

tream index(= asynchronous stream index), start time, and duration, but different 

DestIDs. Because the SrcID is the same for all of the CTA blocks, there will not 

be contention for the channel during that CTA. However, all of the DEV s that are 

listed as destinations will have to listen to the entire CTA in case a frame directed 

to the DEV is sent. 

A DEV is only allowed to use one of the two methods at a time. If the DEV sends 

a CTRq command with an asynchronous CTRqB where the allocation method is 

different from its previous requests, the PNC will drop all of the prior 

asynchronous requests from the DEV. It will then consider the current request 

using the method indicated in the CTRqB. 

The frame exchange for negotiating an asynchronous CTA is illustrated in 

Figure 4-12. The DEV begins the request process by sending a CTRq command 

with an asynchronous CTRqB to the PNC. The PNC does not need to refuse an 

asynchronous request if it is unable to fulfill the request at this time. Instead, the 

PNC should retain the request and wait until there is time available in the 

superframe for the allocation. When the PNC has time available in a superframe 

for the allocation, the PNC will put the appropriate CTA blocks in the beacon for 

the asynchronous allocation. Unlike a typical isochronous allocation, the 

asynchronous request is generally prompted by data arriving at the MAC/I.LC 

interface and not by a specific request from a higher layer to allocate time for 

communications. Thus, the asynchronous CTRqBs can be thought of as being the 

current status of the transmit queue for the source DEV. 

Because the asynchronous allocation is a transient one, there is not a special 

process for modifying an existing asynchronous CTRq. Instead, each new request 

replaces the old one. In that sense, subsequent CTRq commands with 

asynchronous CTRqBs can be thought of as a modification to the existing 

allocations. 
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DEV-2 
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Channel Time Request command 
with Stream Index = 0x00 

and the requested channel time 

------Imm-ACK-----< 

Beacon containing a CTA block with 
SrclD = DEV-2 ID and Stream Index= 0x00 

• 
Figure 4-12: Frame exchange for asynchronous CTRq 

It is possible for either the source 

or the PNC to terminate an Stream Termination bit. However, it was ~ 
The CTRq command originally had a 

asynchronous allocation. Because determined that this field was 
asynchronous allocations are superfluous because the PNC will know that the 

DEV is requesting the termination of a stream 
transient, the deStination is not when the DEV sends a CTRq that requests zero 
allowed to request that they are channel time. Because it does not make any 
terminated. If the source is sending sense to allocate zero time, this can only be a 
very short bursts of asynchronous request to terminate the stream. This is true for 

both asynchronous and isochronous allocations. 
data, then it would be unlikely that .__ ______________ ____. 

either the source or the destination would be able to get the termination command 

to the PNC before the allocation expires on its own. If the source is sending a 

large amount of asynchronous data, e.g., a file transfer via FTP, then there may be 

time to terminate the allocation if the source feels it is necessary. For example, if 

the higher-layer application sending the data stopped in the middle of the transfer, 

the source DEV would want to terminate the asynchronous allocation to free up 

the bandwidth in the network. When the source DEV wants to terminate an 

asynchronous allocation, it sends a CTRq command to the PNC with an 

asynchronous CTRqB that has the Target ID List set to the list of destinations 

whose allocation is being cancelled and the Stream Index and all other fields are 

set to zero. When the PNC receives this request, it will ACK the command and 

stop allocating channel time for the asynchronous request. Note that if the original 

request used the group allocation method, then this termination applies to all of 

90 Wireless Multimedia: A Guide to the 802.15.3 Standard 

INTEL-1005 
U.S. Patent 8,219,129 



Chapter 4: MAC functionality 

the destination DEV s. The frame exchange sequence for the source DEV 

terminating an asynchronous allocation is illustrated in Figure 4-13. 

OEV-2 PNC DEV-3 

I 
beacon containing a CTA block with SrclD = DEV-2 DEVID 

14--- and Stream Index = 0x00 ----~ 

Channel Time Request command 

with Stream Index= 0x00, 

and requested channel time = 0 

-----Imm-ACK------< 

beacon without CTA block with SrclD = DEV-2 DEVID 

---- and Stream Index= 0x00 ----~ 

• 
Figure 4-13: Frame exchange for the source DEV terminating 

The PNC may also wish to terminate an asynchronous allocation. The PNC's 

resources may have become overloaded, and so it is unable to handle the 

asynchronous allocation. If the destination DEV is disassociated from the piconet, 

either by its own request, by ATP timeout, or because the PNC requests it, the 

PNC may want to explicitly terminate the allocation and inform the source DEV. 

When the PNC wants to terminate an asynchronous allocation, it simply stops 

allocating the channel time and sends a channel time response command to the 

source DEV. The reason codes that the PNC might send when it terminates an 

asynchronous allocation include the following: 

• Target DEV unassociated 

• Target DEV not a member 

• Stream terminated by PNC 

The PNC would not normally terminate an asynchronous allocation because there 

is not currently enough channel time. Because it is an asynchronous allocation, it 

will hold on to the request until it gets a chance to fulfill it. One consequence of 

saving the pending requests is that the PNC may run out of space to store the 

CTRqBs. In this case, the PNC would need refuse any new CTRqs until it is able 
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to reduce the number of pending requests. The frame exchange for the PNC 
terminating an asynchronous allocation is illustrated in Figure 4-14. 

DEV-2 PNC DEV-3 

I 
beacon containing a CTA block with SrclD = DEV-2 DEVID 

--- and Stream Index = 0x00 --~ 

Channel Time Response 
command with 

non-zero Reason Code 

>------Imm-ACK------~ 

---- beacon withou:~dT;t~~~: ~~:::c~~O~ DEV-2 DEVID ----11~ 

• 
Figure 4-14: Frame exchange for the PNC terminating 

an asynchronous channel time request 

Stream connections 

One of the key features of the 802.15.3 protocol is the ability of a DEV to request 
that the PNC allocate a specific length of time in each superframe or in every nth 

superframe for the DEV to send frames. Because these allocations occur at regular 
intervals, they are called isochronous allocations. Isochronous applications need a 
guaranteed data rate and latency to support the quality of the user experience. A 
wireless connection, on the other hand, deals only with channel time, frame error 
rates (FERs), and instantaneous bit rates. One of the key issues in creating 
connections that support QoS is to map the requested bandwidth and latency into 
channel time and its repetition, i.e., the latency between allocations. 

IEEE Std 802.15.3 initially used a three-way negotiation among the source, the 
PNC, and the destination. This allocation request included the maximum transmit 
delay variation, minimum data rate, peak data rate, average data rate, maximum 
burst size, average frame size, maximum retransmission duration, and receive 
window size [B16]. The PNC would use these application level requirements to 
determine the amount and location of the channel time based on the source DEV's 
requirements, the loading of the superframe, and the superframe duration. 
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A}though this method works, it requires more complexity in PNC-capable DEV s 

in order to support complex requests for channel time. The task group felt that it 

was best if the source DEV simply determined the amount of channel time it 

needed and requested time from the PNC rather than sending application level 

requirements to the PNC. In addition, the source DEV has a better understanding 

of the actual FER between the source and destination than does the PNC. This is 

particularly true in the case of 802.15.3, where the distance between the source 

and destination DEV s might be twice as long as the distance from either to the 

pNC. As the FER increases, the connection requires more time and the PNC 

would simply be unable to determine this unless it also kept track of lost frames at 

each of the destinations. Another advantage of this is that the burden of calculat­

ing the required channel time is borne by the DEV that needs to use this time. 

One drawback of this method is that a really dumb DEV might simply request too 

much channel time because its algorithm for calculating the required channel time 

is not very sophisticated. However, there was no simple way to enforce good 

channel time requests short of specifying the actual algorithm that maps band­

width, latency, and data buffer sizes directly into channel time and allocation 

repetition interval. Although there are undoubtedly many good algorithms to 

accomplish this, it is extremely unlikely that there would be a single one that 

could get the 75% agreement among the members of the task group that would be 

required for it to be added to the standard. 

The request to create channel time to support the communication of isochronous 

data is initiated by higher layers in the protocol stack. The method by which the 

higher layers request this is unspecified in the draft standard. Once the DEV's 

MAC knows the amount of channel time to request, it follows the process shown 

in Figure 4-15 to request that time from the PNC. The source DEV begins by 

sending the CTRq command to the PNC. The PNC will respond to the CTRq 

command with a Channel Time Response command to either indicate the amount 

of time that will be allocated or to indicate that the reason why the request was 

rejected. If the request is accepted, the PNC will allocate the new channel time as 

soon as possible. If the request is for a sub-rate allocation, a pseudo-static 

allocation, or if any of the destination DEV s are in a power-save mode, then the 

PNC will also announce the creation of the allocation using the CTA status IE in 

the beacon. 
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DEV-3 
DEV-2 

14-----------beacon----------­

Channel Time Request command 
with Stream Index= OxFE, 
and requested channel time 

-----Imm-ACK---_-_-_ -1~--

Resources 
available 

Channel Time Response command 
with Reason Code = success, 

Stream Index= OxYY, 
Available Number of TUs 

1-------lmm-ACK----~ 

-----beacon containing CTA Status IE (if necessary)----­
! 

___ beacon containing CTA block with SrclD = DEV-2 DEVID, __ __ 
DestlD = DEV-3 DEVID, Stream Index= OxYY 

' Figure 4-15: Frame exchange for a DEV requesting 
the creation of isochronous channel time 

~ 
The CTRq TU can take on values 
from Oto 65,535 µs, which is exactly 
the same as the valid range for the 

superframe duration . However, requesting 
channel time with the CTRq TU set to the 
maximum superframe duration will 
probably cause the request to be rejected. 

The channel time request is based on a 
CTRq time unit which represents the 
smallest usable amount of time for the 
connection. The CTRq time unit is 
normally the length of time it takes to 
transmit a frame plus the time for the 
SIPS and the ACK, if necessary. This 
calculation is illustrated in Figure 4-16 for frames sent using the no-ACK policy. 
If the DEV wants to use the Imm-ACK policy, then it needs to include the time for 
the frame, two SIPS duration as well as time for the Imm-ACK frame, as shown in 
Figure 4-17. In making this calculation, the source DEV needs to know the 
typical number of bits in a frame and the data rate that can be supported between 

the two DEVs. 

94 Wireless Multimedia: A Guide to the 802.15.3 Standard 

The DE 
number 
reque te 

in tance 

do any 
OEVc 
typical 
unit for 

Fl 

Fi 

INTEL-1005 
U.S. Patent 8,219,129 



Chapter 4: MAC functionality 

1: 
Total channel time request 

:1 CTRq time unit 

I Frame 1 I !I Frame 2 I !I Frame 3 I !I !] 
t Start time for CT A n End time for CT A n t 

Figure 4-18: Channel time request for multiple frames using no-ACK 

Fragmentation/defragmentation 

... ,.. A key part of any networking standard is the ability to split data up for 

transmission and the reassembly of the data at the receiver. Fragmentation can be 
done at any layer in the protocol stack. In some instances, the data that is to be 

sent will be fragmented by two or more of the layers in the protocol stack. IEEE 

Std 802.15.3 defines a method to fragment frames that would otherwise be too 

large to send over the PHY. The MAC may fragment a frame for a variety of 

reasons. The most obvious reason would be that the frame that is passed down 

from the higher layers is too large to transmit in a single MAC frame. Another, 

perhaps more subtle reason, is that the MAC may reduce the size of the frames 

sent over the PHY in order to improve the overall efficiency. Short frames incur a 

larger overhead as a percentage than do longer frames in a perfect wireless 

medium. However, as longer frames incur a larger FER for the same bit error 

ration (BER), the overall throughput of the system may be worse if larger frames 

are used because more of the big frames will be dropped than would the smaller 

frames. 

In discussing fragmentation, it is important to differentiate between MAC service 

data units (MSDUs) and MAC protocol data units (MPDUs). The MSDU is the 

data "blob" that is passed between the MAC and the FCSL. The MPDU, on the 

other hand, is a data "blob" that is passed between the PHY and the MAC. In the 

802.15.3 standard, one MSDU may be fragmented into many MPDUs, but one 

MPDU can never be associated with more than one MSDU. 
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The fragmentation method used in 802.15.3 imposes three main constraints on the 

oEVs. The first is that the fragments of an MSDU shall be all of the same size, 

e cept for the last one. The second requirement is that once the MSDU has been 

fragmented and the MAC has attempted to deliver the first MPDU, it cannot 

refragment the MSDU. The third major constraint is that the receiving MAC is not 

allowed to pass up pieces of the MSDU until it has received all of the fragments. 

The last requirement implies that the receiving DEV needs to have enough buffer 

pace allocated to store the maximum size MSDU for each of the streams that it 

wants to be able to receive. The constant pMaxTransferUnitSize22 is the largest 

MSDU that can be presented to the MAC for delivery. As this has a direct impact 

on the physical implementation of the DEV, this constant is PHY dependent. The 

2.4 GHz PHY limits this to 2044 octets, which also the largest data payload that is 

allowed in an MPDU. This limit was originally 64 kbytes and it was reduced in 

order to save on the memory requirements. For example, to support fragmentation 

on eight simultaneous streams plus one asynchronous connection with a 64-kbyte 

pMaxTransferUnitSize would require just under 600 kbytes of RAM. This would 

make the cost of an 802.15.3 solution too high for the extremely cost-sensitive 

consumer electronics market. In addition, many other protocols use maximum 

packet sizes that are smaller. 

The numbering of the fragments prompted quite a bit of discussion in the task 

group. The initial method for numbering and tracking the fragments used an 

MPDU number, unique for each stream, that incremented for each frame that was 

sent over the air. In addition, there was a fragment start and a fragment end bit in 

the MAC header. If the frame was one fragment long, then both the fragment start 

and fragment end bits would be set. If, on the other hand, one of the two fragment 

bits was not set, then the MPDU is one fragment of a larger frame. The first 

fragment would have the fragment start bit set and the fragment end bit not set. 

The fragments in the middle of the frame would have neither bit set, whereas the 

last fragment of the MSDU would have only the fragment end bit set. This method 

provides an unambiguous method for the receiver to correctly assemble a frame. 

However, this made the logic in the receiver somewhat more difficult to 

implement. For example, consider the case of two MSDUs, each split into five 

22 The PHY constants, i.e., those that begin with a "p," are defined in Clause 11 of the standard and are 

cross-referenced in the last table in Clause 8 of the standard. 
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fragments. Suppose the receiver gets the first three fragments of the first Mso 
and the last three fragments of the second MSDU. In this case, the destination 

would be not always be able to immediately determine that it had pieces of two 

different MSDUs or if it had pieces of a single MSDU. If the fragment sizes uSCd 

for the MSDUs were different, then the DEV would know that there was more 

than one MSDU. In the case of no-ACK frames, the receiving DEV would discilrd 

all of the fragments because it did not have all of the parts of the MSDU. If the 

source used Imm-ACK, then the source DEV would not skip fragments unles it 

was going to give up on an MSDU. In this case, any gap in the MPDU number 

would indicate that the source DEV has given up on sending the frame, and so the 
destination DEV should discard any fragments that it has that have a lower 

number. 

The only problem with the old 

fragmentation scheme was with the 

Dly-ACK mechanism. When the 

source uses the Dly-ACK 
mechanism, it may send multiple 

frames without waiting for individual 

ACKs and then request the group of 

~ 
At least three different voters in 
different letter ballots suggested 
fragment numbering methods that 

were essentially the same as the original 
fragmentation numbering method. However, 
the task group felt that they had already 
spent enough time discussing the issue and 
did not want to revisit it. 

ACKs at a later time. With Dly-ACK, '----------------.1 

it would be possible for the receiving DEV to get the beginning of one frame and 

the end of another and not know they belonged to different MSDUs. The receiving 

DEV can hold on to all of the fragments until its internal timer determines that 

they should be discarded. But without knowing the MSDU from which the 

fragments came, the receiving DEV would not know how to group the fragments 

in its memory. In particular, because the fragments are only sent up as part of a 

complete MSDU, the MAC would typically group the fragments in memory based 

on the MSDU of which they were a part. Without knowing the MSDU number, it 

is more difficult, but not impossible, for the MAC to keep track of the memory 

allocations for the incoming frames. 

To assist the MAC in organizing its memory, the new fragmentation process uses 

3 octets (one more than before) that contain a 9-bit MSDU number, a 7-bit 

fragment number, and a 7-bit number that is the fragment number of what will be 

the last fragment. Thus, 802.15 .3 has a limit of no more than 128 fragments for a 

single MSDU. The MSDU number is incremented on a per stream index basis just 
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the MPDU number was with the old method. With the new method for keeping 

:ack of fragments, the destination is able to immediately determine where to put 

any received frame in its memory. If the MSDU number is new, the receiver sets 

aside a new buffer based on the size of the received fragment and the number 

fragments of the MSDU, which is determined from the last fragment number. The 

received frame can then be put into the correct location because the destination 

1cnows the sequence number of this fragment. Although this method is not as 

efficient in terms of the use of the bits in the frame header, it does make the 

receive state machine somewhat easier to implement. 

Note that the combination of the MSDU number and the fragment number is a 

total of 2 octets. This was done so that the field for the Dly-ACK frame, which 

uses these two numbers, would also be an even number of octets. 

While a DEV may fragment any MSDU that it desires, only certain MAC 

command data units (MCDUs) may be fragmented. This restriction was 

introduced to simplify the implementation of the state machines at both the 

transmitter and the receiver. However, some of the commands are potentially 

much longer than the maximum frame length and so the standard allows these to 

be fragmented. The commands that may be fragmented are limited to the 

following: 

a) PNC Information 

b) PNC Handover Information 

c) PS Set Information Response 

The fragmentation and defragmentation of these commands follows the same 

procedure described previously for data frames. 

Retransmissions and duplicate detection 

In order to support reliable connections, IEEE Std 802.15.3 supports both 

retransmissions and duplicate detection. If the source DEV is using either 

Dly-ACK or Imm-ACK, it will know when one of its frames has either failed to 

arrive at the destination or that the source DEV was unable to receive the ACK. 

When the source DEV determines that it has lost a frame, it can retransmit that 

frame so that the destination DEV will eventually get the missing data. In the 

CAP, the DEV is required to use the contention-based access method (CSMA/CA) 
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to determine when it will be able to attempt to retransmit the frame that was los 
On the other hand, in a CTA, the source DEV is not sharing the time with any 

other DEV s, and so it can retransmit the frame as soon as it is practical. 

The other part of reliable communications is the ability of the DEV to detect Wh 

it has received a duplicate frame. Duplicate detection prevents more than one en 
copy of an MSDU from being passed up to the higher layer protocols. An 

802.15.3 DEV uses the DestID, SrcID, PNID, fragmentation control field, and 

stream index to determine if a frame is a duplicate of one that it has already 

received. In the fragmentation field, the DEV keeps track of the MSDU number 

and fragment number for a given stream index to watch for duplicate frames. In 
the case of a isochronous stream, it is easy for the DEV to determine that it has 

already received a frame due to the fact that the MSDU numbers will be 

sequential and usually will not have missing MSDU numbers. The case is quite 

different for an asynchronous connection because a single MSDU counter is used 

,,.,.., for potentially multiple destinations. For example, consider a DEV, DEV-1, that i 

sending asynchronous data to two destination DEVs, DEV-2 and DEV-3. DEV-I 

sends a frame to DEV-2 with MSDU number O and then sends 511 frames to 

DEV-3 with MSDU numbers 1 through 511. If the next frame is to be sent to 

DEV-2, it would have MSDU number O and would appear as a duplicate frame. 

Thus, DEV s will need to use a timeout mechanism in addition to the 

•11111111 
fragmentation field to determine if it has received a duplicate asynchronous 

frame. 

POWER MANAGEMENT 

After QoS, the next most important feature of the 802.15.3 MAC is its ability to 

provide advanced power management features. The target market for 802.15.3 

includes a large number of portable products where power usage is a critical 

performance measure. Although it is important to do as much as possible to 

reduce the active power required by the MAC and PHY, really large power 

savings can only come from turning off the DEV. For most DEV s, the majority of 

the time that the DEV is operating is spent in receive mode, waiting for something 

to happen in the piconet. Because of this, the transmit power requirements are 

secondary in importance to the receiver power requirements, especially for 

relatively short range PHYs like 802.llb and the 2.4 GHz PHY of 802.15.3. 
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Instead, it is the receiver power that dominates the battery life. Thus, an efficient 
power savings method needs to make sure that the receiver is only turned on when 

it is absolutely necessary. 

The great improvement in standby time for digital cellular phones over analog 
phones is not due ~o using a diffe~ent modul~tion or d~e to the digital nature of the 
information. The improvements m battery hfe are a direct result of the change 
from an always-on receiver for analog phones to a sometimes-on receiver for the 
digital phones. In digital cellular standards or specifications, e.g., GSM, TDMA, 
CDMA, and iDEN™, the base station will allow the phone to skip listening periods 
as long as it wakes up at the specified time to be able to receive an incoming call. 
These sleep periods can be relatively long so that the phone's radio receiver is 
only on a small fraction of the time. The length of time that the phone is able to 
sleep is limited by the latency required by the system. When a call starts, the first 
latency that a user experiences is measured from when they finish dialing until the 

other phone rings. 

Normally, this latency would require less than one second for the call setup to 
occur, including waking up the sleeping phone. The system is able to hide the 
latency due to the phone waking up by sending a ring tone to the calling party 
even before the destination cell phone rings. The ring tone keeps the calling party 
from hanging up too early on the call. This allows the cell phone to be asleep for 
longer periods of time to save power. On the other hand, the iDEN protocol (more 
commonly known by the Nextel'" brand) requires that the phones listen more often 
in order to support the two-way walkie-talkie feature. This feature allows the 
caller to push a button to be "instantly" connected to the other users in the group. 
Although the lower latency provides some clear user advantages, it also makes it 
more difficult to get long standby times out of an iDEN phone. 

To summarize, a good power management system that supports QoS requirements 
for portable devices must meet the following criteria: 

a) The DEV's receiver needs to be turned off for as much time as possible. 

b) The DEV should be given opportunities to turn off for> 10 ms, to allow 
deep sleep modes (<20 µA of current). 

c) The latency incurred in waking up the DEV needs to meet the application 

requirements. 
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d) DEVs that need to communicate must be awake at the same time, i.e., their 
wake cycles are synchronized. 

e) The DEV's status as awake or asleep should be available to all members of 
the piconet. 

f) The sleeping DEV s need to be able to preserve QoS for low data rate 
connections. 

g) The DEVs need to be able to maintain current security information. 

The 802.15.3 power management modes were designed to enable battery-powered 
DEV s to meet the criteria listed in a) through g) in order to get longer battery life 
with good QoS. In the standard, a DEV is in one of four power management 
modes: ACTIVE, DSPS, PSPS, or APS.23 A DEV may be in both DSPS and 
PSPS modes at the same time, but it is not allowed to be in either ACTIVE mode 
or APS mode at the same time that it is in any other mode. If the DEV is in DSPS, 
PSPS, or APS modes, the DEV is said to be in a power save (PS) mode. DEVs 
that are in either DSPS or PSPS modes are said to be in an SPS mode because both 
modes offer synchronized sleep times. No matter what mode a DEV is in, it may 
be in one of three states, transmitting, receiving, or off. The mode that the DEV is 
in determines when it is required to be receiving. The DEV is never required to 
transmit at a particular time, with the exception of sending ACK frames when 
requested. 

ACTIVE mode is defined as a DEV that is listening to every beacon, the CAP (if 
present), and all CTAs that have either the BcstlD or the DEV's DEVID as the 
DestlD. In addition, the DEV may be transmitting during the CAP or any CTAs 
where it is the source. 

A DSPS or PSPS mode DEV, on the other hand, is only required to listen to 
beacons periodically. The beacons that the DEV s are required to listen to are 
called the wake beacons. DEVs that are in an SPS mode and are in the same PS 
Set share the same wake beacons, and so all of the DEV s in that PS set wake up in 
a synchronized fashion. This allows DEV s that share similar application require­
ments to be available at the same time. The latency in sending data due to a DEV 
waking up is reduced because DEV s that belong to an SPS set will always be 

23 Note that the names of the modes are always capitalized in the standard. 
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Ii tening for assigned channel time at the same time. In addition, the Wake Beacon 

urnber of all of the DSPS and PSPS DEV s is included in every beacon so that all 

~f DEVs in the piconet will also know when to expect that the DSPS or PSPS 

DEV to be listening. 

DEV s in APS mode, on the 

other hand, do not have a 

wake beacon that is known to 

either the PNC or to other 

DEV s in the piconet. Instead, 

the DEV internally determines 

when it is going to be awake. 

The only restriction for the 

DEV is that it needs to send a 

frame to the PNC at least once 

within an ATP to maintain its 

association in the piconet. For 

~ 
Timing in the piconet is relative to the 

beacons, and every beacon is identified by a 

2-octet beacon number. The beacon number 

is incremented for each beacon that is sent or should 

have been sent (the PNC can stop sending beacons 

to scan other channels) and rolls over to zero once it 

has reached the maximum value of 65,535. The 

beacon number is used to indicate the time of events 

in the future for the members of the piconet. For 

example, PNC Handover IE and Piconet Parameter 

Change IE both use a beacon number to indicate 

when the event will occur. In the case of a power 

save DEV, the beacon number is used to indicate the 

next superframe that the DEV will be AWAKE. 

these DEVs, the maximum latency to wake them up is their ATP, which can be 

quite long (in excess of 65 s). This mode is used for DEVs that wish to enter a 

very low power state while remaining available for occasional communications. 

A summary of the four modes for 802.15.3 and their required states is given in 

Table 4-4. 

Table 4-4: Summary of state requirements for the four modes 

Superframe portion ACTIVE 
APS8 in wake SPSh in wake 

superframe superframe 

Beacon AWAKE AWAKE AWAKE 

CAP AWAKE May SLEEP AWAKE 

CTAs with BcstID as DestID AWAKE May SLEEP AWAKE 

CTAs with McstID as DestID May SLEEP May SLEEP May SLEEP 

CTAs with DEV as SrclD or DestlD AWAKE May SLEEP AWAKE 

All other CTAs and unassigned intervals May SLEEP May SLEEP May SLEEP 

• When the DEV in APS mode, it wakes up periodically to renew its ATP timeout. 

b In the wake superframe for the SPS set, otherwise the SPS DEV is allowed to sleep. 
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In addition to the PS modes provided in the standard, DEV s in ACTIVE mode are 
only required to listen during portions of the superframe as indicated in Table 4-4 
If the DEV is not participating in a CTA as either the source or a destination, it c~ 
shut down its transmitter and receiver to save power. This. is in contrast to 802.I 1 
where the STAs that are active are required to listen at all times. The reason that' 
STAs in 802.11 need to listen at all times is that they do not know when a frame 
for which they are the destination will be sent. On the other hand, in 802.15.3, the 
scheduling of the time slots is given in every beacon, which allows the DEVs to 
know in advance when their participation will be required. 

Another key difference between the power-save modes for 802.11 and 802.15.3 
has to do with the network topology. In 802.11 infrastructure mode, all 
communications go through the AP and so there is no need for sleeping STAs to 
be synchronized in their wake cycles. Instead, the AP buffers all of the traffic and 
signals for the STA to wake up with the traffic indication map (TIM). When the 
STA finally wakes up, it notifies the AP, which then forwards the stored traffic to 
the STA. However, in 802.15.3, all communication is peer-to-peer, which greatly 
improves the efficiency of the network, but it also requires that the source and 
destination are awake at the same time. IEEE Std 802.15.3 provides a power-save 
mode, DSPS, that enables DEVs to synchronize their wake cycles. An added 
benefit of this is that these wake cycles limit the latency for data delivery, as 
opposed to 802.11 which provides no latency guarantee. 

Common characteristics of the SPS modes 

The DSPS and PSPS modes share the concepts of a wake beacon and a PS set. A 
PS set is a group of DEVs with similar power save requirements that share the 
same wake beacons. The PS Set Indices are assigned as follows: 

a) PS set 0 is used for APS mode. 

b) PS set 1 is used for the PSPS set (there is only one PSPS set). 

c) PS sets 2-253 (0x02-0xFD) are used for DSPS sets. 

d) PS set 254 (0xFE) is the unallocated DSPS set. 

e) PS set 255 (0xFF) is reserved. 
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fhe APS Set Index (0) and the APS 
rnode is a special case, as the DEV s that 
participate in this mode really do not 
belong to a set because they do not 
necessarily share wake beacons with 
any other DEV. Although the APS DEV 
will be in A WAKE state on a regular 
basis to renew its ATP timer with the 
pNC, none of the other DEV s in the 

~ 
In the task group disc~ssions, the 
APS mode was sometimes 
referred to as "cowboy mode" 

because the DEV gets to do pretty much 
anything that it wants as long as it sends 
one frame to the PNC every ATP. 
Because the PNC is already required to 
maintain an ATP timer for each DEV in 
the piconet, APS mode does not 
introduce a significant burden on the 
PNC. 

piconet, including the PNC, will be able .__ _____________ _ 

to predict when this will happen. APS DEV s are assigned PS Set Index O in order 
to reuse the commands and concepts of DSPS and PSPS. In the following 
discussion, the references to the capabilities of DEV s belonging to a PS set does 

not apply to APS DEVs. 

A DEV sends the PS Set Information Request command to the PNC to find out 
information about the SPS sets that are available. When the PNC receives this 
command, it replies with a PS Set Information Response command. This process 
is illustrated in Figure 4-19. The PS Set Information Response command contains 
information about the number of sets that the PNC supports and a number of PS 
Set Structures, one for each of the PS Sets that have members. The PNC will 
support at least 1 DSPS set in addition to PSPS and APS, but it may support up to 
a total of 252 DSPS sets. 24 The PS Set Structure contains a list of all of the DEV s 
that are members of that set as well as the Next Wake Beacon (i.e., the next time 
they will be awake) and the periodicity of those wake beacons, the Wake Beacon 

Interval. 

24 252 SPS sets are probably more than any network or application would need to support, but there is no 
reason to limit the number to less than the octet that is assigned to number the sets. If an implementer 
is able to support that number in a cost-effective manner, there is no reason for the standard to prohibit 

it. 
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DEV-2 PNC 

PS Request 
Timeout PS Set Information 

1-----Request command --..-i 

-----Imm-ACK -----1 

PS Set Information ---Response command 

1-------lmm-ACK ----~ 

Figure 4-19: Message exchange for a DEV requesting PS set information 

A DEV needs to first 
become a member of one or 
more SPS sets before it can 
switch to DSPS or PSPS 
mode. A DEV may be a 
member of more than one 
SPS set and yet not 

~ 
A DEV in APS mode is a member of PS Seto 
(the APS set). It may also be a member of other 
PS sets, e.g., the PSPS set or a DSPS set, while 

it is in APS mode. When a DEV switches between power 
management modes, only the APS set membership 
changes. A DEV remains a member of an SPS set until tt 
is disassociated or requests to leave the set. 

currently be in a PS mode. One of the reasons for this is that an SPS set exists only 
as long as there are DEV s in the piconet that want to use it, i.e., only as long as 
there are DEV s that are members of the set. If the DEV left the SPS set every time 
it switched from an SPS mode to ACTIVE, the PNC would be constantly deleting 
and creating SPS sets. However, the PNC is only able to support a finite number 
of SPS sets, and so it is important that unused sets are reclaimed by the PNC to be 
used for other DEV s. Thus, a DEV should leave an SPS set when it no longer 
needs to use it for power save operation. 

Once the DEV has determined the characteristics of the SPS sets that are available 
in the piconet, it may do one of three things: 

106 

a) Join an existing SPS set (either DSPS or PSPS), because the set has 
parameters similar to the ones that the DEV requires. 
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b) Ask the PNC to create a new DSPS set with the parameters that the DEV 

requires. The DEV can only do this if the number of DSPS sets already 

allocated is less than the total number supported by the PNC. 

c) Remain in ACTIVE mode because there are not any new sets available and 

none of the existing sets meet the needs of the DEV. 

The option c), remaining in ACTIVE mode, will likely cause the DEV to use 

power at a greatly increased rate, to the extent that the user will notice the 

difference in performance. As an example, consider a digital cellular phone that 

supports analog roaming (i.e., a dual-mode phone). Although the phone might last 

five days on standby in digital mode, it might get only seven hours of standby in 

analog mode. As many users know from experience, the battery life is 

dramatically different if the phone cannot find a digital tower and instead roams to 

analog mode. In a consumer electronic device, this could lead the user to return 

the product, which incurs a large cost for both the store and the manufacturer. 

Unfortunately for the manufacturer, instead of returning the DEV that is the PNC, 

the user will likely return the portable DEV that ran out of power too fast. Thus, 

even though the capabilities of the PNC determine the battery life of portable 

DEV s in the piconet, the typical customer will not know this technical detail and 

will likely blame the DEV that runs out of power. It is for this reason that the 

standard requires that all PNC-capable DEV s support APS, PSPS, and at least one 

DSPS set. 

Analyzing power save efficiencies 

The key characteristic of any power save method is its effect on improving battery 

life. In most consumer applications, roughly 10% of the total available capacity of 

the battery can be used for wireless connectivity. Longer battery life is always 

preferred, but many product designers use a 10% reduction in the battery life as 

the point of pain above which they would not include an additional feature, such 

as wireless connectivity. Battery life is generally measured in mAH (the number 

of mA used in 1 hour) and ranges from 600 to 900 mAH for cell phones to greater 

than 9000 mAH (when converted to 3 V) for a laptop. This gives acceptable 

current usage numbers that range from 90 mAH to 900 mAH to provide the 

wireless connectivity. 
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For almost every portable consumer electronic device, most of its life is spent 

doing nothing; i.e., it is in a sleep state. Thus, the focus on any power savings 

strategy is to develop a method by which the device spends as little time awake as 

possible while still maintaining the responsiveness required by the user. The 

measure of this capability is usually referred to as the standby time of a device. A 

first-order approximation of the power savings provided can be calculated by 

summing the total current used when the DEV is in its standby mode with the total 

current used while the DEV is receiving, or if required, transmitting. In the case of 

802.15.3, the power-save modes do not require any significant time for 

transmission, so the receiver current draw will tend to dominate the power drain. 

The total current used during an interval, tint• can be calculated using the currents 

required for sleep and receive, isleep and irw respectively, and the time required 

for reception, tree, using the following equation: 

The above equation is a simplification. For example, it does not include any 

ramp-up or ramp-down time for the DEV that is required for it to prepare to 

receive. However, this can be accounted for by scaling the irec value appropriately. 

For example, if the DEV requires 5 mA for 1 ms in warm-up before it begins to 

use 30 mA to send a 200 µs frame, then the irec value can be changed from 30 mA 

to 55 mA (30 + 5*1000/200) to include the current used during warm-up. The 

sleep interval can also be represented as the number of superframes that the DEV 

is allowed to sleep, nsleep• multiplied by the superframe duration, tsf· Likewise, the 

DEV is normally only required to be in receive mode for a fraction of the 

superframe; i.e., 

The ratio, crw is calculated by dividing the beacon duration by the superframe 

duration. A 500 octet beacon at 22 Mb/sis approximately 200 µs, whereas a 

typical superframe is likely 20 ms, giving a value of Cree= 0.01. Likewise, the 

current for the sleep mode can be represented with a similar equation: 
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Typical values for the ratio of receive current to sleep current, csleep• range from 

o.001 to 0.01. 

Vsing the preceeding equations, the total current can be represented as: 

which can then be simplified to: 

For a typical radio, the values of Cree and Csleep will likely be small, so that the last 

term can be deleted as it will be much smaller than the other two terms in the 

parentheses. Finally, the power savings that is achieved by a method that allows a 

DEV to sleep for a number of superframes compared with waking up for every 

uperframe, i.e., nsf = 1,can be calculated from: 

. . . csleepnsf + Cree 
mcrease m battery life = -=.:....:...~:;...._~:..c 

c sleep + c rec 

Using values of 0.01 for Cree and Csleep• the increase in battery life is plotted in 

Figure 4-20. As expected from the simplified equation, the increase in battery life 

is linearly proportional to the increase in the interval between wake beacons. This 

is intuitive because the power usage of the DEV will rise roughly linearly with the 

number of times it needs to be in receive mode, because this dominates the overall 

power usage. 

Doubling the Wake Beacon Interval (802.15.3 only allows powers of 2 for the 

Wake Beacon Interval) will then lead to a significant improvement in the overall 

battery life. This result is graphed in Figure 4-21 using 0.01 as the value for crec 

and csleep· As the graph shows, once the Wake Beacon Interval is increased 

beyond 16 (i.e., 24), doubling the Wake Beacon Interval doubles the battery life. 

Even for relatively short Wake Beacon Intervals, the improvement is at least a 

factor of 1.6. This result provides the primary motivation in 802.15.3 's power save 

strategy: Allow the DEVs to sleep for as long as they need to support the 

requirements of their application. 
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The preceding calculations do not take into account any sub-rate traffic that the 
DEV may need to either send or receive while it is in sleep mode. If the time spent 
on this traffic is significant, then the improvement from skipping wake beacons 
will be less pronounced. In this case, the sub-rate interval would have a stronger 
impact on the overall battery life. In any case, using the best sub-rate or Wake 
Beacon Interval is key to improving the battery life of the DEV. 
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Figure 4-20: Increase in battery life as a function of the 
number of superframes skipped 

Switching PM modes 

A DEV changes its PM mode by sending the PM Mode Change command to the 
PNC with the PM Mode field set to the appropriate value. If the DEV is making a 
valid request, the PNC will set the bit for the DEV in the appropriate PS Status IE 
in the next beacon. When the DEV receives a beacon with its bits set, it knows 
that it can change its PM mode. The PS DEV needs to wait for this indication 
from the PNC so that other members of the piconet can be informed that the PS 
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2.2 Battery life increase by doubling wake interval --
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Figure 4-21: Increase in battery life as the wake interval is doubled 

DEV will not be listening to every beacon. If the PM Mode field is set to "SPS," 

the PNC will register the DEV as participating in all of the SPS sets that it has 

joined. For example, if the DEV is a member of the PSPS set and two other DSPS 

sets when it sends the PM Mode Change command with the PM Mode field set to 

"SPS," the DEV will be required to listen to the wake beacons of all three sets. 

Figure 4-22 illustrates the frame exchange for a DEV changing from ACTIVE 

mode to DSPS, PSPS, or both. 

Normally, the PNC will always grant a request to change the DEV's PM mode. 

The only reason for the PNC to reject this request is if the DEV is requesting to 

change to SPS mode and it is not currently a member of a valid SPS set (i.e., a set 

with a value of 1-253). If the DEV is not a member of a valid SPS set, the PNC 

will do nothing with the beacon and the DEV will still be required to be in 

ACTIVE mode and to listen to every beacon. 
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DEV-2 

PM Mode = ACTIVE 

PS Request 
Timeout PM Mode Change command 

with PM Mode = SPS 

beacon with PS Status IE(s) 
containing DEVID = DEV 

PM Mode=SPS 

PNC 

Figure 4-22: DEV changing from ACTIVE mode to DSPS, PSPS, or both 

A DEV changes from any PS mode (either APS or SPS) to ACTIVE mode by 

sending the PM Mode Change command to the PNC with the PM Mode field set 

to "ACTIVE" . This frame exchange is illustrated in Figure 4-23 . The DEV will 
consider itself to be in ACTIVE mode once it has sent the PM Mode Change 

command to the PNC, even if the DEV doesn't receive an ACK. The reason for 

this is that the DEV will not harm the piconet operations if it begins listening to 

every beacon. In additon, there is no reason for the PNC to refuse the request, as 

there is in the case when the DEV switches from ACTIVE to SPS mode. 

Even if the ACK was not received by the DEV, it is still possible that the PNC 

correctly received the PM Mode Change command. If the DEV does not see a 

change to its PS status in the beacon after requesting the change to ACTIVE 

mode, it can re-send the PM Mode Change command to the PNC. If the DEV was 

in SPS mode, it will still remain a member of its SPS sets after it changes to 

ACTIVE mode. A DEV retains its SPS set membership until it explicitly requests 

to leave the set by sending the proper the SPS Configuration Request command to 

the PNC. 
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DEV-2 PNC 

PS Request 
Timeout PM Mode Change command 

with PM Mode = ACTIVE 

PM Mode = ACTIVE 

beacon with status bit for DEV 
cleared in all PS Status IE(s) 

Figure 4-23: DEV changing from any PS mode to ACTIVE 

A DEV changes from ACTIVE mode to APS mode by sending the PM Mode 

Change command to the PNC with the PM Mode field set to "APS," as illustrated 

in Figure 4-24. The DEV considers itself to be in APS mode when it receives the 

ACK to its PM Mode Change command. When a DEV changes from any other 

PM mode to APS mode, all of the streams and asynchronous allocations where the 

DEV is either the source or destination will be terminated by the PNC. 

If the PM Mode field in the PM Mode Change command is set to a value that is 

the same as the current mode of the DEV, then the DEV is not requesting a change 

in its PM mode. The PNC takes no action in response to this command and the PS 

Status IE(s) remain the same after it has received the command. 

The PS Status IEs are used to keep the DEV s in the piconet informed of the 

current power save status of every DEV in the piconet. The PNC places a PS 

Status IE in the beacon for each PS Set that has a DEV in a PS mode. The PS 

Status IE contains the PS Set Index, the set's Next Awake Beacon, and a bitmap 

that indicates the DEVs in the set that are currently in a PS mode. For example, if 

there is a DEV in APS mode, the PNC places a PS Status IE in the beacon with PS 

Set Index set to O (the APS set) and the bit that corresponds to that DEV set to 1. 

Likewise, if a DEV has joined the PSPS set and two DSPS sets prior to changing 

to SPS mode, the PNC will place three PS Status IEs in the beacon, one for set 1 
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(the PSPS set) and one for each of the DSPS sets that the DEV has joined. The 
PNC only places one PS Status IE per active PS set in the beacon. 

Because the PS Status IE is in every beacon when there is a DEV in a PS mode, all 
of the DEV s in the piconet will know which DEV s are in a power-save mode. In 
addition, the DEVs in the piconet use the Next Awake Beacon field to detennine 
the beacon number of the superframe when the power save DEV swill be awake to 
listen for traffic. This allows a DEV to determine when it will be able to connect 
with DEVs that are in a PS mode. The exception to this, of course, is for DEVs 
that are in APS mode. In this case, the other DEVs in the piconet will be informed 
that the DEV is in APS mode, but they will not know when that DEV will be 
awake to listen for traffic. 

DEV-2 PNC 

PM Mode = ACTIVE 

PS Request 
Timeout PM Mode Change command 

with PM Mode = APS 

-----lmm-ACK------1 

beacon with PS Status IE 
for PS Set = O with bit set 

for DEV-2 in DEVID bitmap 

PM Mode=APS 

Figure 4-24: DEV changing from ACTIVE mode to APS 

Managing SPS sets 

Only DSPS sets can be created by a DEV because the PSPS set belongs to the 
current PNC. If a DEV decides to create a new DSPS set because none of the 
existing sets meet its needs, it sends an SPS Configuration Request command to 
the PNC with the PS Set Index equal to the Unallocated PS set. The Unallocated 
PS set has a value of 0xFE, which is the same value as the unassociated ID used in 
the association process. The DEV also sets the Operation Type field to indicate 
"join" and requests a specific beacon interval with the Wake Beacon Interval field. 
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The pNC can only accept or reject the request; it cannot modify the requested 

Wake Beacon Interval. 

Alt.hough the PNC cannot modify the 

interval of the wake beacons, it can 
determine when the first wake beacon 
will occur. This offers the PNC the 
opportunity to spread out the wake 
beacons of the DSPS sets so that all of 
the DEV s in the piconet are not waking 
up at the same time. If the PNC accepts 
the request to create a new PS set, it 
assigns a number, the PS Set Index, that 
will be used to identify the set. The PNC 
then responds to the requesting DEV 
with the SPS Configuration Response 

~ 
The 802.15.3 st_andard uses OxFE 
for the unassociated ID and the 
unallocated PS set. This number 

was selected because OxFF had already 
been selected to be used for the 
broadcast ID. Traditionally, the broadcast 
address is one that has all of the bits set 
in some portion of the address. The next 
available ID, counting down from OxFF, 
was OxFE and this was selected as the 
unassociated ID. The task group then 
adopted this number for the DSPS set 
creation process because the PNC was 
assigning an ID, just as it does in the 
association process. 

command that includes the new PS Set Index and the Next Wake Beacon for the 
new PS set. The frame exchange for creating a new DSPS set is illustrated in 

Figure 4-25. 

DEV-2 PNC 

PSRequest SPS Configuration Request command 
Timeout with SPS Set Index= Unallocated DSPS set, 

Operation Type= join, 
Wake Beacon Interval = N 

-------lmm-ACK-------l 

SPS Configuration Response command 
with SPS Set Index = new DSPS 
Set Index, Next Wake Beacon = X 

>--------lmm-ACK------a.-1 

New DSPS set created 

Figure 4-25: Frame exchange for creating a new DSPS set 
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Once the DSPS set has been created, the 

PNC keeps the Next Wake Beacon for 

that set updated and broadcasts this 

number in the PS Status IE in the beacon 

when there are DEV s in that DSPS set 

that are in DSPS mode. The PNC also 

keeps track of the Wake Beacon Interval 

that was requested when the set was 

created. Although the PNC is allowed to 

change the Next Wake Beacon, i.e., it is 

allowed to change the locations of the 

DSPS set's wake beacons relative to 

other DSPS sets, the Wake Beacon 

Interval is kept constant for the life of 

the PS set. Neither the PNC nor a DEV 

~ 
The original draft of DSPS mod 

(at the time called EPS mode) 
8 

allowed the DEV that created of 

the DSPS to modify the parameters of th 

set. However, if this DEV left the set, it 
8 

wasn't clear which of the remaining DEV 

in the set should be given the power to 
8 

modify the set parameters. Instead of try. 

ing to create a line of succession of DEVs 

that would have the right to modify the set 

parameters, the task group decided that 

no DEV should be able to modify the set 

parameters. In one of the last drafts this 

was modified slightly. The PNC can 

change the Next Wake Beacon, but Wake 
Beacon Interval would not be changed 

while the set was in use. 

is allowed to change the interval while the PS set exists. 

If the DSPS sets share some of their wake beacons, then in those superframes the 

total duration of the CTAs requested by all of the DEV s may exceed the 

superframe duration. This problem is referred to as differential overloading. If 

every superframe is full, i.e., there is not any additional time available for CTAs in 

any superframe, then the PNC has a problem of superframe overloading. 

However, DEV s in a DSPS mode will often request sub-rate allocations that are 

aligned with their wake beacons to save power. In non-wake beacons, the 

allocations will not exist and the superframe will be under-utilized. On the other 

hand, when the wake beacons of multiple DSPS sets overlap, then that particular 

superframe may be overloaded due to the additional sub-rate slots. However, 

because the PNC is able to arrange the wake beacons of the DSPS sets, it is able to 

minimize the potential of differential overloading of the superframe. 

Once a set has been created, a DEV may join the set so that it can use it for power 

save purposes. To join the set, the DEV sends the SPS Configuration Request 

command to the PNC with the PS Set Index field equal to the index of the set that 

the DEV wishes to join and the Operation Type set to "join." As the DEV is not 

allowed to change the set parameters of an existing set, the Wake Beacon Interval 

field is ignored by the PNC. The PNC can only reject the request if the PS Set 

Index in the request does not exist. If the DEV is already a member of the PS set, 
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the pNC takes no additional action other than to send a response. Otherwise, the 
pNC will add the DEV to the PS set as a member. Regardless of the result of the 
request, the PNC sends the SPS Configuration Response command to the DEV 
with the appropriate Reason Code to indicate if the request failed or was 
successful. The frame exchange for joining an existing PS set is illustrated in 
figure 4-26. 

DEV-2 PNC 

PSRequest SPS Configuration Request 
Timeout command with SPS Set Index = zz, 

Operation Type = join, 
Wake Beacon Interval = N 

SPS Configuration Response 
command with SPS Set Index= zz, 

Next Wake Beacon = X 

1------lmm-ACK-----1►► 

Joined SPS set zz 

Figure 4-26: Frame exchange for joining an existing SPS set 

When the DEV no longer needs to use the PS set, it sends the SPS Configuration 
Request command to the PNC with the Operation Type set to "leave." All of the 
other parameters in the command are ignored by the PNC. The PNC will always 
accept a request by a DEV to leave a PS set and the PNC does not send the SPS 
Configuration Response command to the DEV. Instead, the Imm-ACK sent in 
response to the SPS Configuration Request command serves as the notification 
that the PNC will remove the DEV from the PS set. The frame exchange for 
leaving a PS set is illustrated in Figure 4-27. When the last DEV has left a DSPS 
set, the set is terminated by the PNC. Note that the PSPS set is never terminated 
because it is the PNC's set, and so it exists as long as the piconet exists. 
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DEV-2 PNC 

PS Request 
Timeout 

SPS Configuration Request 
command with SPS Set = zz, 

Operation Type = leave 

DEV-2 left SPS set= zz 

Figure 4-27: Frame exchange for leaving an SPS set 

DSPS mode 

DSPS mode is designed to give extremely 
good power savings while allowing the 
DEV s to control the latency of data 
transmission in sleeping DEVs. DSPS mode 
also provides a method by which DEV s that 
share common requirements for power 

~ 
The original version of DSPS 
mode had the name extended 
power save (EPS) mode. This 

was later renamed synchronized 
power save (SPS) mode before the 
task group settled on DSPS mode. 

savings are able wake up at the same time to communicate. The DSPS mode was 
the basis for the PSPS mode, which trades away some of the power savings in 
DSPS mode in order to provide a piconet-wide wake beacon for participating 

DEVs. 

Once a DEV has joined a DSPS set (see "Managing SPS sets" on page 114), it 
switches between DSPS and ACTIVE mode depending on the type of traffic that 
it is handling. If the DEV has infrequent traffic, it can remain in DSPS mode and 
use a sub-rate allocation to maintain communications with another DEV. If both 
the source and destination need to save power, then they would both join the same 
DSPS set. When a DEV changes from ACTIVE to DSPS, the PNC will terminate 
all streams for which the DEV is the source or destination that are not using a 
DSPS Wake Beacon Interval. The reason for this is that the DSPS DEV will not be 
listening to every beacon and hence will not be able to transmit or receive during 

118 Wireless Multimedia: A Guide to the 802.15.3 Standard 

INTEL-1005 
U.S. Patent 8,219,129 



Chapter 4: MAC functionality 

ihO e CTAs. However, when a DEV changes from DSPS to ACTIVE mode, the 

p C does not terminate any streams, regardless of the type of allocation. 

When a DEV is in DSPS mode, there is no guarantee that it will be able to receive 

either broadcast or multicast frames. Unless the request for the broadcast or 

multicast allocation was made with a DSPS Set Index, the PNC will not attempt to 

align the allocation to the DSPS set's wake beacons. Thus, if a DEV needs to have 

all of the DEV s in the piconet receive the frame, it will have to repeat the message 

in at least one wake beacon of each of the PS sets. However, broadcast delivery is 

not guaranteed anyway, so the source DEV can only provide the opportunity for 

[he DEVs to receive the broadcast frame; it cannot guarantee that they will receive 

it. The only method to ensure that a DEV receives a frame is to send it as a 

directed frame with the ACK policy set to either Imm-ACK or Dly-ACK. 

Likewise, if a DEV requires the opportunity to receive all broadcast and multicast 

frames, it should not use a PS mode. 

Allocating channel time for DSPS DEVs 

Although DSPS provides clear advantages in power savings for DEV s in an 

802.15.3 piconet, another key advantage comes from the ability to synchronize 

low power, low data-rate applications while maintaining the required QoS. The 

DEVs accomplish this by allocating sub-rate streams that are aligned with the 

DSPS set's wake beacons. A sub-rate stream is one where the allocation occurs 

only once every N beacons. This type of allocation allows the DEV s to maintain a 

connection with a defined latency and guaranteed bandwidth. Applications that 

could use this include remote control functionality for AN equipment and 

cordless phones (to provide a defined latency to wake up the handset). Another 

application is a remote security camera that is triggered on movement. It would 

maintain a low-rate connection to verify its status as active, but it would then 

switch to a high-rate stream when it had video to transmit due to activity in its 

area. 

The DSPS sub-rate allocations are aligned with the DSPS set's wake superframes, 

so their allocation interval, the CTA Rate Factor, needs to be either greater than or 

equal to the DSPS set's Wake Beacon Interval. For example, if a DSPS set uses a 

Wake Beacon Interval of 8, then a DEV could request DSPS channel time with a 

CTA Rate Factor of 8, 16, 32, 64, and so on. This is illustrated in Figure 4-28 for 
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various Wake Beacon Intervals and CTA Rate Factors . In order to minimize the 
complexity required for sub-rate allocations and DSPS sets, the PNC is only 
required to support CTA Rate Factors and Wake Beacon Intervals that are powers 
of 2 (i.e., 2, 4, 8, 16, ... ). In case 1 in Figure 4-28, the Wake Beacon Interval is 
equal to the CTA Rate Factor and so the CTAs occur in every wake superframe. In 
case 2, however, the CTA Rate Factor is twice that of the Wake Beacon Interval 
and so the CTAs occur only in every other wake superframe. Some combination 
of CTA Rate Factor and Wake Beacon Interval, however, are not allowed. For 
example, a CTA Rate Factor of 2 would not be allowed for a Wake Beacon 
Interval of 8. In this case, the CTAs would occur more often than wake beacon 
and so some of the allocations would occur in superframes when the DEV is not 

going to be awake. 

The DEV that is creating or modifying a stream uses the PM CTRq Type field of 
the Channel Time Request command to indicate if the requested allocation needs 
to be aligned to a DSPS wake beacon. If a DEV requests a DSPS allocation, the 
PNC will align the channel time with the wake beacons of the DSPS set indicated 
in the request. If the interval for the sub-rate allocation is greater than the Wake 
Beacon Interval, then the PNC has flexibility in assigning the CTAs, as illustrated 

in Figure 4-29. 

An ACTIVE mode sub-rate allocation, on the other hand, can occur in any 
beacon. This gives the PNC the flexibility to spread out the loading of the sub-rate 
allocations among the superframes. An example of spreading out the sub-rate 
allocations is illustrated in Figure 4-30. In this example, eight DEV shave joined 
a DSPS set with a Wake Beacon Interval equal to two. They have also requested 
sub-rate allocations with a CTA Rate Factor equal to eight. The PNC can then pair 
the requests and start a different pair every other superframe, reducing a potential 

load of eight CTAs in a superframe to only two CTAs in a superframe. 

Sub-rate allocations, however, do not necessarily have the same priority as 
super-rate allocations. Because the sub-rate allocations can occasionally align to 
overload the superframe, the PNC is allowed to skip the allocations and can then 
take one of three actions to handle the differential overloading problem for DSPS 

sub-rate allocations: 

120 

a) Take no other action, and continue the allocations if time is available in 

future superframes. 
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b) Terminate the stream because it is unable to service the request reliably. 

c) Set the DEV's bit in the continued wake beacon (CWB) IE, and allocate the 

CTA in one of the three following superframes. 

Case 1: Wake beacon interval = 2, CTA rate factor= 2 

nnmnmnmnmn~nm 

I• •I 
Wake beacon interval 

I-< •I 
CT A rate factor 

Case 2: Wake beacon interval= 2, CTA rate factor= 4 

~ 
I• •I 
Wake beacon interval Wake beacon 

CTA rate factor Wake superframe 

Case 3: Wake beacon interval= 2, CTA rate factor= 8 

I• •I 
Wake beacon interval Assigned CTA 
i.---- CTA rate factor -----+1 

Case 4: Wake beacon interval= 4, CTA rate factor= 8 

~ 
Wake beacon interval 
,.__ ___ CTA rate factor ----+I 

Figure 4-28: Illustration of the relationship between 
Wake Beacon Intervals and sub-rate CTAs 

When a DSPS DEV sees its bit set in the CWB IE, it knows that the PNC was 

unable to provide one of its allocations in the current wake superframe. The DEV 

will then listen to the next beacon to see if the allocation appears in that beacon. 

The PNC can again set the DEV's bit in the CWB IE to keep the DEV awake for 

another beacon. This process, referred to as chaining wake beacons, allows the 

PNC to handle infrequent differential overloading problems in the piconet. 

However, the PNC is only allowed to set the DEV's bit in the CWB IE for up to 

three consecutive beacons. In general, the PNC should avoid this method as much 

as possible because it will have a negative impact on the battery life of the DEV. 
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/ wake beacon CTA for subrate request 

I ■ I I I ~ I I I 

I I ■ I I I I ■ I I 

I I I ■ I I I I ■ I 

I I I I ■ I I I I • 
Figure 4-29: Equivalent CTAs for Wake Beacon Interval = 2 

and CTA Rate Factor = 8 

/ 
wake beacon CT A for sub rate request 

R. I I I 1 •• 1 •• 1 •• , .. , .. 1 .. 
t t tt t' tt t t t t tt H 

1 2 34 56 78 1 2 34 56 78 

Figure 4-30: Minimum superframe loading of CTAs for 8 DEVs requesting 
Wake Beacon Interval= 2 and CTA Rate Factor= 8 

~ 
An ACTIVE mode CTA is one 
where the time allocation is not 
intentionally aligned with a DSPS 

set's wake beacons. A DEV requests an 
ACTIVE mode CTA by setting the PM 
CTRq Type bit in the Channel Time 
Request command to be zero. 

One of the requirements of any power 
save technique is that it provides the 
ability of other DEV s to "wake up" a 
DEV that is in a power-save mode. In 
IEEE Std 802.15.3, the wake up process 
is linked with the channel time request 
process. This is a natural linkage because .__ _____________ __. 

the reason that one DEV needs to wake up another DEV is so that it can begin 
communications, and hence, it needs to allocate channel time for this to happen. 
The wake up process begins when a DEV requests an ACTIVE mode CTA with a 
target DEV that is in DSPS mode. If there is time available for the allocation, the 
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pNC will grant the request and send a response to the requesting DEV indicating 

(hat the request has been granted, but that the destination DEV is in a power-save 

mode. The PNC will then set the bit corresponding to the DEV in the pending 

channel time map (PCTM) IE to inform the sleeping DEV that it has a new 

allocation, not aligned to its wake beacon that is pending. 

When a DEV in DSPS mode receives a beacon with the PCTM IE that has the 

DEV's bit set, the DEV will send a PM Mode Change command to the PNC. If the 

DEV is going to keep the allocation, it sets the PM Mode in the command to 

ACTIVE and the PNC will then begin to place the appropriate CTA blocks in the 

beacon. If, however, the DEV does not want to keep the allocation, it responds to 

the PNC with a PM Mode Change command with the PM Mode set to DSPS. The 

PNC will then terminate the stream using the standard stream termination 

procedure (see "Asynchronous data" on page 87). 

The process of creating ACTIVE mode channel time with a DSPS DEV is 

illustrated in Figure 4-31 . 

DEV-2 PNC DEV-3 

Channel time request process 
with DEV-2 and PNC 

DEV-3 in 
DSPS mode 

beacon in DEV-3's wake superframe, 
CTA Status IE with DestlD = DEV-3 DEVID, 

CTA block with SrclD = DEV-3 DEVID, DestlD = PNCID, 
PCTM IE with bit for DEV-3 set 

PM Mode Change command 
with PM Mode = ACTIVE 

f-----lmm-ACK----

Build 
beacon DEV-3 changes 

to ACTIVE mode 

_____ beacon with DEV-2 requested CTA ____ _ 
and without DEV-3 in PS Status IE 

• 
Figure 4-31: Channel time request causing a DSPS mode DEV 

switch to ACTIVE mode 
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PSPS mode 

PSPS mode is very similar to DSPS mode. The goal of PSPS mode, however, is 

very different than the goal of DSPS, and so it has some characteristics that are 

also different. Although the goal of DSPS is to provide optimum power saving 

while maintaining QoS, the goal of PSPS is to provide a method for ensuring that 

sleeping DEVs will be awake during superframes when important announcement 

might be made. PSPS mode does not use a regular Wake Beacon Interval. Instead, 

the PNC is allowed to change the Wake Beacon Interval in between every wake 

beacon. Thus, the two key differences between PSPS and DSPS is that in PSPS 

mode it is the PNC that determines the Wake Beacon Interval and that the PNC 

can change that interval in every wake beacon. 

When a DEV joins the PSPS set 

and switches to PSPS mode, it is 

required to listen to all system 

wake beacons, i.e., the wake 

beacons for PS set 1. If it misses 

receiving a system wake beacon, 

the DEV is required to continue 

to listen for beacons until it 

successfully receives a beacon. 

One reason for this is that if the 

DEV does receive a beacon, it 

will not know the beacon 

number of the next system wake 

beacon. A DSPS DEV, on the 

other hand, does not need to 

f 
The idea for a system-wide wake beacon 

was first proposed at the IEEE 802 Plenary 

meeting in St. Louis, MO, in March 2002, as 

a way to handle broadcast transmission for sleep­

ing DEVs. The idea was that power-save mode 

DEVs that wanted to hear broadcast traffic would 

be awake during the system wide wake beacon. 

Instead of adopting this approach, the group 

decided not to attempt to guarantee that all DEVs 

in the piconet would have the opportunity to 

receive broadcast traffic. If a DEV needs to hear 

this traffic, it cannot enter a power-save mode. The 

idea of a system wake beacon appeared again 

when the PSPS mode was proposed at the IEEE 

802 Plenary meeting in Vancouver, BC, in July 

2002. This mode was named PSAVE mode in its 

proposal but was changed to PSPS when it first 

appeared in a draft. 

listen to subsequent beacons because it knows that the Wake Beacon Interval is 

fixed and so it can calculate the beacon number of the next DSPS wake beacon. 

In PSPS mode, the Wake Beacon Interval is not constant, and so it is not possible 

for the PNC to align sub-rate allocations with the system wake beacon. Even if the 

PNC does allocate the first CTA during a system wake beacon, there is no 

guarantee that this will happen in the future. In general, a PSPS mode DEV will 

bum much more power than an equivalent DSPS mode DEV. One reason is that 

the PSPS mode DEV will listen to more beacons to make up for beacons that were 
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Jo t. It will also use more power because the DEV will have to wake up once to 

Ji ten to the system wake beacon and will have to wake up again in a different 

uperframe to receive frames during its sub-rate allocation. If the system wake 

beacon is the same interval as the sub-rate allocation, this would have the effect of 

almost doubling the power drain on the battery due to the DEV being required to 

listen to an extra beacon. The effect is less pronounced if the sub-rate occurs much 

less frequently than the system wake beacon, but in all cases, using a DSPS set 

would result in improved power efficiency. 

A final issue that degrades the power save capabilities of PSPS mode is that the 

PNC and not the DEV determines the interval between system wake beacons. A 

DEV can send a suggested interval to the PNC, but the PNC is not required to 

honor this request. For example, suppose three PSPS DEV s request Wake Beacon 

Intervals of 128 while two PSPS DEVs request Wake Beacon Intervals of 16. If 

the PNC uses 128 as the system Wake Beacon Interval, then the DEVs with a need 

for an interval of 16 could suffer from higher latency. However, if the PNC uses 

an interval of 16, then the other three DEV s will see a dramatic increase in their 

power usage as compared with an interval of 128. Furthermore, the PNC may 

have a policy of allowing system Wake Beacon Intervals of no more than 8 to 

ensure a fast response time for beacon announcements. In this case, none of the 

DEVs would get their requested beacon interval and the power usage for all of the 

PSPS DEV s would increase. As shown in Figure 4-21, decreasing the Wake 

Beacon Interval from 16 to 8 could increase the DEV s impact on the battery life 

by a factor of 2. 

When a DEV switches from ACTIVE mode to PSPS mode, the PNC will 

terminate any super-rate isochronous streams that have the DEV as the 

destination. If the PNC did not do this, then the PSPS DEV would either miss the 

CTAs that occur in every beacon or it would listen to every beacon, which is the 

same as being in ACTIVE mode. The PNC will allocate asynchronous CTAs that 

have the PSPS DEV as the destination during the system wake beacons so that the 

sleeping DEV has a chance to receive this traffic. If the PNC is using the group 

allocation method and some of the DEV s in the group are in an SPS mode, the 

PNC will attempt to schedule as many of the asynchronous allocations as possible 

during the system wake superframe, but it is not required to put any of the 

allocations in that superframe. DEV s that have broadcast or multicast allocations 

can use the system wake beacon to reach all of the DEV s that are in PSPS mode. 
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The main reason to use PSPS mode is to provide defined beacons in which certai 

announcements will be made. For example, if there are DEV s in PSPS mode th n , en 

the Piconet Parameter Change IEs will occur at least once in a system wake 

beacon and in at least three consecutive beacons that follow the system wake 

beacon. This improves the probability that the PSPS DEV s will find out about the 

upcoming change in one of the key parameters of the piconet. If a DEV misses an 

important change announcement, e.g., a channel change, it will have to take action 

to reacquire the piconet. This does not add complexity because searching for and 

acquiring synchronization with a wireless network is an essential function of all 

portable wireless devices. The uncertainty of the wireless medium requires the 

designer to always plan for the inevitable condition where synchronization is lost 

with the desired network. 

APS mode 

APS mode was introduced to 

complement the other two power­

save modes. APS has two important 

power saving capabilities that are 

different from either DSPS or PSPS. 

The first capability compensates for 

the limited number of DSPS sets . 

Hardware limitations, e.g., storage 

space in the MAC and processing 

power, imply that the number of 

DSPS sets will be limited in a PNC, 

possibly to a relatively small num-

~ 
APS was in one of the early drafts of the 

standard, but was removed because the 

initial version was broken. A simplified 

version of APS that fixed the earlier problems 

was added during Sponsor ballot based on the 

argument that it added almost no complexity to 

the PNC. This version was named HIBER­

NATE, but the technical editor felt that the 

name was too long for it to be displayed nicely 

in the standard. Because the other power-save 

modes were already using PS as a part of their 

name, APS selected to be the name for the 

final version of this power-save mode. 

ber, e.g., four. Once those sets are all defined, new DEV s that have different 

power save requirements, e.g., low sensitivity to latency but high sensitivity to 

power usage, might be unable to match the desired power save performance to the 

existing sets. APS mode allows the DEV to choose any Wake Beacon Interval that 

it requires without increasing the demands on the PNC. 

The second capability provided by APS is that it does not require that the sleeping 

DEV keep an accurate estimate of the superframe timing. In PSPS and DSPS 

modes, the DEV s are required to wake up for specific beacon numbers and will 

need to determine an estimate of the drift between the PNC's clock and the DEV's 
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clock so that the sleeping DEV will wake up at the right time for the wake beacon. 

In APS mode, however, the sleeping DEV can wake up at any time and listen to 

the next beacon that arrives. 

There are, however, three drawbacks to APS mode. The first is that a DEV in APS 

rnode is not allowed to have any isochronous streams or asynchronous allocations 

while in APS mode. When the DEV switches from any other PM mode to APS 

rnode, the PNC will terminate all isochronous and asynchronous allocations that 

have the DEV as either the destination or the source. In the case of a group 

asynchronous allocation, the PNC will remove the DEV from the target list in the 

CTRqB without changing the total requested allocation. 

The second drawback to APS mode is 

that other DEV s in the piconet do not 

)cnow the superframes during which the 

APS DEV will be listening. Thus, when 

a DEV requests channel time with an 

APS DEV, the requesting DEV will not 

know for sure when the APS DEV will 

respond to the PNC so that the alloca­

tion can be put in the superframe. The 

requesting DEV can be aware of the 

ATP value for the APS DEV because 

that value is included in the PNC lnfor-

mation command, which is periodically 

broadcast by the PNC. Thus, the 

requesting DEV will be able to place an 

upper limit on the length of time that it 

~ 
IEEE Std 802.11 provides power­
save modes in a manner that is 
similar to APS mode in 802.15.3. In 

802.11, the AP stores all frames intended 
for sleeping STAs and forwards them to 
the sleeping STA when it wakes up. The 
AP uses the traffic indication map (TIM) to 
inform a sleeping STA that it has frames 
that need to be delivered. Thus, the 
power-save modes in 802.11 only work in 
infrastructure mode and not in ad-hoc 
mode. This procedure works well because 
the AP is normally a stationary device that 
has access to AC power. However, this 
approach increases the memory and cost 
for the AP. It also introduces an 
unpredictable latency in the delivery of the 
frame, which is unacceptable for 
applications that require QoS. 

will take the APS DEV to respond, but that could end up being a very long time 

(the longest ATP allowed is approximately 65 seconds). 

The third drawback of APS mode is that the wake beacons of a pair of DEV s in 

APS mode are not synchronized. Thus, if the DEV s need to send occasional traffic 

to each other, the latency in sending the traffic can be quite large. For example, if 

one of the DEV s needs to communicate with the other DEV, it first needs to 

switch to ACTIVE mode and then request channel time from the PNC. At this 

point, the other APS DEV may have just finished the process of renewing its ATP 

and will not be listening to beacons for quite some time. 
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A DEV can use APS mode without first joining the APS set. Instead, the DEV 

simply uses the PM Mode Change command to switch to APS mode (see "Switc 

ing PM modes" on page 110). The method used to wake up a DEV in APS lllOde 

is the same as for DSPS. The requesting DEV sends a Channel Time Reque t 

command to the PNC, and the PNC sets the appropriate bit in the PCTM IE if the 

request will be granted. When the APS DEV responds to the PCTM IE with the 

PM Mode Change command, it can either accept the allocation by switching to 

ACTIVE mode or refuse the allocation by staying in APS mode. 

CHANGING PICONET PARAMETERS 

DEVs that are members of the piconet synchronize with the PNC based on the 

PNID, the BSID, the PHY channel, and the timing of the beacon. Whenever the 

PNC changes one of these key characteristics of the piconet, it uses the Piconet 

Parameter Change IE to communicate the upcoming change to the members of the 

piconet. The PNC is required to repeat this announcement in at least mMinBea­

conlnfoRepeat consecutive beacons. The parameter mMinBeaconlnfoRepeat 1s 

used as a basis for other announcements and has a value of 4 in the standard. The 

significance of this number is that it is the same as the number of beacons that a 

DEV with a pseudo-static allocation can miss before before it must stop 

transmitting until it sees another beacon. This repetition ensures that DEV s that 

are the source of pseudo-static allocations will either hear at least one 

announcement when the PNC is changing the size of the superframe or the 

location of the beacon or that they will have to stop transmitting until the DEV s 

receive a beacon. 

The Piconet Parameter Change IE indicates the parameter that the PNC will be 

changing and the beacon number of the superframe in which the change takes 

effect. The PNC is only allowed to change one piconet parameter at a time; i.e., it 

is not allowed to indicate a change to the superframe size while it is also 

indicating an impending channel change. In addition, the PNC is not allowed to 

change the locations of any pseudo-static CTAs once it is has indicated that it will 

change one of the piconet parameters. 

During the parameter change, there may be DEV s in the piconet that are operating 

in a power-save mode. If there are any DEVs in PSPS mode, the PNC is required 

to place at least one occurrence of the Piconet Parameter Change IE in a system 
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wake beacon and in at least three consecutive beacons that follow the system 

wake beacon. All of the DEVs in PSPS mode are required to be awake to receive 

the system wake beacon, and if the PSPS DEV s miss it, they are required to be 

awake for subsequent beacon transmissions until a beacon is received. Although it 

i possible that a PSPS DEV might miss all four beacon announcements, the 

probability of this is pretty low. 

The PNC does not have to align the piconet parameter change announcements 

with DSPS wake beacons, although the PNC could continue the announcements 

beyond the minimum of four repetitions so that they occur in DSPS wake beacons 

as well. It is not possible for the PNC to align the announcements with the wake 

times of APS DEV s because each APS DEV can wake up at a different time and 

that time is not known by the PNC. If a DEV in any of the three power-save 

modes hears the announcement, it is not required to switch to ACTIVE mode. The 

sleeping DEVs can calculate the effect of the change based on the information in 

the Piconet Parameter Change IE and adjust their settings such that when they 

next wake up, they will still be synchronized with the piconet. Thus, there is no 

reason to force the sleeping DEV s to ACTIVE mode when a piconet parameter 

changes. On the other hand, requiring the sleeping DEV s to switch to ACTIVE 

mode would increase the command traffic right before and right after the 

parameter change as well as needlessly increasing their power usage. 

Beacon announcements 

From time to time, the PNC is required to announce changes that occur in the 

piconet. Some of the changes apply to every DEV in the piconet, whereas others 

only apply to a single DEV. In general, the PNC is required to repeat these 

announcements so that most of the DEV s in the piconet will have the opportunity 

to hear the announcements. However, because these announcements are broadcast 

in nature, there is no guarantee that a DEV will receive the announcement. To 

handle this case, the content in these announcements can also be retrieved from 

the PNC using a command, usually the Probe Request command. Some of the 

beacon announcements are not repeated, but rather appear whenever they are 

needed. IEs that are put in the beacon on an "as needed" basis include the 

following: 

• Application Specific 
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• Pending Channel Time Map (PCTM) 

• PS Status 

• Continued Wake Beacon (CWB) 

Table 4-5 has a listing of the announcements that a PNC might make in a beacon 
for which there is a minimum number of times that they will be repeated. The 
table lists the announcements, the minimum repetition for the announcements, and 
if the announcement is intended for a single DEV or if it is intended for all of the 
DEV s in the piconet. 

Table 4-5: Beacon announcements 

-
Information element Repetition Intended for 

DEV Association mMinBeaconRepeatlnfo All DEVs 

PNC Shutdown mMinBeaconRepeatlnfo All DEVs 

Piconet Parameter Change mMinBeaconRepeatlnfo All DEVs 

PNC handover mMinBeaconRepeatlnfo All DEVs 

CTA status mMinBeaconRepeatlnfo DestlD 

The rules for beacon announcements are simple. All announcements are made in 
at least mMinBeaconRepeatlnfo consecutive beacons beginning with any beacon. 
If the intended recipient of an IE is all DEV s, then if any DEV is in PSPS mode, 
the IE announcement is made in a system wake beacon and in at least 
mMinBeaconlnfoRepeat-1 consecutive beacons following the system wake 
beacon. 

If the intended recipient of an IE is a single DEV that is in SPS mode, the 
following rules apply: 

• If the DEV is in PSPS mode, the IE announcement is made in a system wake 
beacon and in at least mMinBeaconinfoRepeat-1 consecutive beacons 
following the system wake beacon. 

• If the DEV is in DSPS mode, the IE announcement is made in one of the 
DEV's DSPS set wake beacons and in at least mMinBeaconlnfoRepeat-1 
consecutive beacons following the DEV's DSPS set wake beacon. 

130 Wireless Multimedia: A Guide to the 802.15.3 Standard 

INTEL-1005 
U.S. Patent 8,219,129 



Chapter 4: MAC functionality 

CTA Status IE is considered to be intended for all DEV s if the DestlD 

contained in that IE is the BcstID or McstID. Otherwise the CTA Status IE is 

intended for the DEV defined by DestID. 

There is a special exception for the PNC Shutdown IE because the request to turn 

off the PNC may have a timeout that is too short to support normal beacon 

announcements. The shutdown announcement is a courtesy to the DEV s in the 

piconet. From a DEV's point of view, the piconet may disappear at any time 

without a shutdown announcement as the DEV can move out of range of the PNC 

in its normal operation. Thus, the PNC will attempt to send shutdown information, 

but when it needs to stop, it will cease operation. 

Despite the efforts of the PNC to communicate information to the DEVs in the 

piconet via the beacon announcements, some of the DEV s may miss that 

information. Because the 802.15.3 piconet operates in a dynamic wireless 

medium, it is likely that these announcements will be missed from time to time 

and so it is important that a method is provided for the DEVs to get any 

information that they missed. Table 4-6 provides a list of the beacon 

announcement IEs and an alternate method for retrieving the information in 

that IE. 

Table 4-6: Alternative methods to retrieve beacon announcement IEs 

Information element Alternative method to get information 

DEV Association PNC Information Request command 

PNC Shutdown Beacons disappear and ATP expires 

Piconet Parameter Change New information is contained in every beacon 

Application Specific Vendor specific 

Pending Channel Time map (PCTM) IE is in every beacon as long as it is needed 

PNC Handover New PNC DEV address is in the new beacons 

CTA Status Probe Request command 

PS Status IE is in every beacon as long as it is needed 
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Dynamic channel selection 

The wireless environment of 802.15.3 is dynamic and uncontrolled. As an 

unlicensed user, 802.15.3 DEVs need to be able to handle interference from 

incumbent users in the frequency band of operation. However, if the PNC 

determines that the characteristics of the current PHY channel are poor, it can 

search for a new channel for the piconet. The PNC has three methods by which it 

can determine the characteristics of the available PHY channels: 

a) The PNC can scan all of the available PHY channels (see "PNC channel 

scanning" on page 150) to determine the level of interference. 

b) The PNC can use the Remote Scan Request command (see "Remote scan" 

on page 152) to ask another DEV in the piconet to scan some or all of the 

PHY channels. 

c) The PNC can use the Channel Status Request command (see "Channel sta­

tus" on page 148) to ask the DEVs in the piconet to return statistics on the 

current connections in the piconet. 

Although the current PHY uses frequency-based channelization, this method is 

applicable to other types of channelization, including code-based channelizations 

like CDMA. The PHY is responsible for mapping the concept of a channel 

number into the precise characteristics of the PHY channel. 

Regardless of how the PNC arrives at the decision to change the PHY channel, the 

PNC must perform a PNC channel scan of the new channel before it moves the 

piconet. This last scan is important because the PNC is the center of the piconet, 

and so the PNC must determine that the new channel is sufficiently clear before it 

moves the piconet. Once the PNC has decided to change the piconet's PHY 

channel, it places the Piconet Parameter Change IE in the beacon with the new 

channel number and the beacon number of the first beacon that will be sent on the 

new PHY channel. 

In the last superframe on the old channel, i.e., the superframe where the beacon 

number is one less than the beacon number in the Piconet Parameter Change IE, 

the PNC and the other DEVs will have to cease operations prior to the end of the 

superframe to ensure that they have enough time to switch channels. The PHY 

specification incudes a parameter that indicates the maximum time allowed for a 

channel change. In the case of the 2.4 GHz PHY, the DEVs are allowed a 
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maximum of 500 µs to switch channels. Thus, in the last superframe, the last 
SOO µs of CTAs will go unused as the DEV s switch to the new channel. If 
ossible, the PNC should arrange the CTAs in the last superframe such that there 
~ not any allocations during the time that the DEVs require to change channels. 

If the parent PNC changes channels, the dependent PNCs will have to either 
change channels at the same time as the parent or cease operations as a piconet. If 
(here is only one dependent piconet, it would be possible for that piconet to 
remain in the old channel, eventually becoming an independent piconet. However, 
there may be more than one dependent piconet that is a part of the parent piconet. 
In this case, it is possible that more than one dependent piconet could remain in 
the old channel and that they would begin to collide with each other if they 
remained in operation. To avoid this potential problem, IEEE Std 802.15.3 
requires that dependent piconets that want to remain in the old channel first 
shutdown operations and then restart the piconet in the channel. 

The frame exchange sequence for changing the PHY channel is illustrated in 

Figure 4-32. 

DEV-2 

Channel status determined 
to be unsatisfactory 

beacon with Beacon Number= m, 
Piconet Parameter Change IE, 

Change Type = CHANNEL 
Change Beacon Number = n 

beacon with Beacon Number = n-1 , 
Piconet Parameter Change IE, 

Change Type = CHANNEL, 
Change Beacon Number = n 

PNC 

DEV moves to 
new channel 

PNC moves to 
new channel 

beacon with Beacon Number= n, 
without Piconet Parameter 

Change IE on new PHY channel 

Figure 4-32: Changing the PHY channel 
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Changing the PNID or BSID 

DEV s in the piconet identify the beacon 

by checking three values, the PNID, the 

BSID, and the DEV Address of the 

PNC. Only when all three match the 

values that the DEV is looking for can it 

be certain that it has found the beacon 

for its piconet. In the case of the DEV 

Address, the values are required to be 

unique by the IEEE registration 

authority committee (RAC). A DEV in 

the piconet finds out about a change in 

this parameter via the PNC Handover IE 

that is sent during the PNC handover 

~ 
The IEEE RAC is a subcommittee 

of the IEEE Standards AssociatiOfl 

Standards Board (IEEE-SASB) 

and its purpose is to assign unique 

number~ to support st~ndards. Among 

other things, the RAC 1s responsible for 

assigning MAC address groups to 

companies. The RAC assigns a 3-octet 

(24-bit) prefix number to companies or 

organizations to use as an organization­

ally unique identifier (QUI). The company 

or organization then uniquely assigns the 

last 3 octets (for 48-bit MAC addresses) 

or the last 5 octets (for 64-bit MAC 

addresses) to products that they produce. 

process. The BSID and PNID, on the other hand, may not be unique. In the case of 

the PNID, the PNC that starts the piconet is supposed to pick a random value for 

the PNID. However, this does not guarantee that the piconet will not encounter 

another piconet with the same PNID. 

The problem of overlapping PNIDs is very important in 802.15.3 because the 

unique DEV address is not used in the addressing of frames. Thus, two piconets 

that are overlapping may have two different DEVs with the same DEVID. Each 

DEV checks not only for its DEVID as the DestID in the MAC header, but it is 

also required to ensure that the PNID matches the value that it expects. This 

prevents the two DEV s in different piconets from both trying to ACK the same 

frame or respond to the same command. Thus, the PNID is in each frame to help 

ensure the uniqueness of the 802.15.3 addressing scheme. However, this method 

does not work if the adjacent piconet also uses the same PNID. The first working 

group letter ballot pointed out this flaw, and the group developed techniques to 

enable the DEVs and the PNC to detect the presence of another piconet with the 

same PNID and to be able to change the PNID in an operating piconet. 
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If a DEV determines that there is another piconet within its operational area that is 
u jog the same PNID, that DEV is required to report that fact to the PNC. There 
are two ways that the DEV may determine that this is the case: 

a) The DEV receives a beacon from a different PNC with the same PNID. The 
DEV will know that it is a different PNC by checking the PNC Address in 
the Piconet Synchronization Parameters field. 

b) The DEV receives a frame with the current PNID where the SrcID or 
DestID is not a valid ID in the current piconet. 

In the second case, the DEV needs to be careful that it does not report an 
overlapping piconet simply because it has not been able to keep up with the 

changes in the piconet membership. 

If the DEV does detect an overlapping piconet with the same PNID as the DEV's 
current piconet, the DEV will use the Announce command to send the 
Overlapping PNID IE to the PNC to report this. The PNC will also be performing 
periodic scans of the current PHY channel as well as other PHY channels, and so 
it may detect an overlapping piconet with the same PNID as well. Finally, the 
Remote Scan Response command contains a list of all piconets that the DEV was 
able to find in its search of the PHY channels. The PNC can examine the Piconet 
Description Sets that are returned in this command to see if there are any other 

piconets nearby that are using the same PNID. 

If the PNC determines, either by a report from a DEV or from its own scans, that 
there is an overlapping piconet in any of the valid PHY channels, it is required to 
change the PNID. Note that this requirement applies even to piconets that are 
currently occupying a PHY channel that is different from the current one. 
Although the overlapping piconet may currently be in a different PHY channel, it 
could change channels into the piconet's PHY channel. Therefore, the PNC must 
change the PNID to avoid the addressing problems that would occur if the over­
lapping piconet that is using the same PNID changed into the current channel. 

Unless an overlapping piconet is found, the PNID remains constant for the life of 
the piconet. If the PNC shuts down the piconet without handing over control, it 
can reuse the PNID from the previous piconet. Otherwise, the PNC needs to 
randomly select a new PNID for the new piconet. When the PNC hands over 
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responsibility to a new PNC-capable DEV with the handover process, both the 

PNIDs and BSIDs remain the same. 

Although the PNID is used in every frame, the BSID appears only in the beacon. 

The BSID is a text field of 6 to 32 ASCII characters that is intended to provide a 

user-friendly method to identify a specific piconet. If a DEV has lost track of the 

piconet for some time, it can regain synchronization with the piconet using the 

BSID. The PNID or the DEV address of the PNC may have changed in the 

meantime, but the BSID will likely remain constant. Using a text string instead of 

a hexadecimal number makes it possible for applications to display the names of 

piconets that are discovered in a manner that can be understood by a typical user 

e.g., "Bob Jones' piconet" instead of a MAC address of 00-09-6B-50-3C-7 A. 

Because the BSID is used for scanning and by the user to select a piconet, the 

PNC is not required to change the BSID if it detects another piconet nearby that i 

using the same BSID. In the case of a home network, the user may wish for all of 

the piconets to use the same BSID. The PNC is allowed to change the BSID using 

the same procedure that is used to change the PNID. However, the PNC is not 

allowed to change both the PNID and the BSID at the same time. 

The PNC changes the PNID or BSID using the Piconet Parameter Change IE with 

the Change Type field set to either "PNID" or "BSID" in the beacon. In the 

superframe indicated by the Change Beacon Number field, all of the DEVs in the 

piconet, including the PNC, will start using the new PNID or BSID. The 

announcement of this IE follows the same rules as other beacon announcements, 

including alignment with system wake beacons, if required. 

Moving the beacon or changing the superframe duration 

The PNC needs to be able to control the timing in the superframe, and so it is 

allowed to change the superframe duration or location of a beacon relative to a 

previous beacon. The PNC may change the superframe duration, as illustrated in 

Figure 4-33 , to handle more traffic or to change the latency for allocations in the 

superframe. 
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·~ old superframe old superframe new superframe - ;. 
duration duration 

beacon number beacon number 
= CBN - 2 = CBN - 1 

::: 

beacon number 
=CBN 

duration 

superframe 
timing 

I 
::-

beacon number 
= CBN + 1 

CBN = Change Beacon Number original beacon position 

Figure 4-33: Changing the superframe duration 

Likewise, the PNC may also wish to change the position of the superframe 

relative to previous superframes, as illustrated in Figure 4-34. This capability is 

required for dependent piconets because the parent PNC is allowed to move the 

CTA position for the dependent piconet. Thus, the dependent PNC needs to have a 

method by which it can inform DEV s in its piconet that the superframe will be 

changing position relative to a previous superframe. As the figure shows, the PNC 

is only allowed to delay the start of the next superframe, it cannot advance the 

start of a subsequent superframe. If the PNC were allowed to advance the start 

time of the following superframe, then the next superframe would overlap with 

the current superframe, potentially causing collisions with the last CTAs and the 

start of the next superframe. The PNC can achieve the same effect as advancing 

the superframe position by a small amount by setting the Superframe Timing 

value that is equal to the superframe duration minus the amount that the super­

frame position needs to move. Using only a positive value for the move also made 

the specification simpler in the draft. 

The PNC notifies the DEV s in the piconet of a change in the superframe position 

or superframe duration by placing the Piconet Parameter Change IE in the beacon 

with the Change Type field set to either "MOVE" or "SIZE" and the Superframe 

Timing field set to the appropriate value. If the Change Type field is set to 

"MOVE," then the Superframe Timing field is the delay in the start of the 

superframe that has the beacon number indicated in the Change Beacon Number 

field. If the Change Type field is set to "SIZE," then the Superframe Timing field 

is the duration of the superframe that has the beacon number indicated in the 

Change Beacon Number field. 
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,J superframe ' J superframe superframe ,J 

- duration - duration 
~ duration 

i _superframe 
timing 

-
beacon number beacon number 

= CBN - 2 = CBN - 1 

original beacon number beacon number 
beacon = CBN = CBN + 1 
position 

CBN = Change Beacon Number 

Figure 4-34: Changing the relative position of the superframe 

A dependent PNC includes the Piconet Parameter Change IE in the beacon with 
the Change Type field set to "MOVE" and the Superframe Timing field set to zero 
when the parent PNC is handing over control of the piconet. During this 
procedure, the new PNC may move the dependent piconet's allocation when it 
takes over as the PNC, and the dependent PNC needs to inform its DEVs that~ 
change is about to happen that may affect the timing in the piconet. The DEVs in 
the dependent piconet are all required to wait until they successfully receive a 
beacon from the dependent PNC following this change before they can transmit 
again_ This rule is always in effect for DEVs with dynamic CTAs, so that this does 
not create a new requirement for those DEVs. However, DEVs in the dependent 
piconet with pseudo-static CTAs need to know that the location of their allocation 

may be changing as well. 

FINDING INFORMATION 

A key component of any protocol is that it provides a method for a participant to 
find out information about other participants in the network as well as the 
condition of the network. In 802.15.3, there are seven defined methods for 
sending or retrieving information about either the DEV s in the piconet or the 
current conditions in the piconet. These seven methods are as follows: 

138 

a) Probe Request and Probe Response commands: These commands are used 
to request IEs and to respond with the requested IEs. 

b) Announce command: This command is used to send an IE to a DEV that did 

not request the IE. 
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c) PNC Information Request and PNC Information commands: These 

commands provide information about the capabilities of the DEV s that are 

members of the piconet. 

d) Channel Status Request and Channel Status Response commands: These 

commands allow the DEV s to determine the link quality based on the 

number of lost frames. 

e) PNC channel scanning procedure: The PNC searches all or a portion of the 

PHY channels to determine the best channel for the piconet. 

t) Remote Scan Request and Remote Scan Response command: The DEV s in 

the piconet report the status of scanning a list of PHY channels. 

g) Piconet Services command and IE: This command and IE provide support 

for service discovery. The DEV s report vendor-specific information about 

the higher layer capabilities that they provide. 

Probe 

The Probe Request and Probe Response commands are used to obtain an IE from 

the PNC or from another DEV in the piconet. In all but the last two drafts of the 

standard, a single command-the Probe command-took the place of the three 

commands now in the standard; Probe Request, Probe Response and Announce. 

This single command could be sent back and forth between two DEV s with no 

end in the frame exchange sequence, giving it a "ping pong" quality. This 

versatility made it almost impossible to accurately specify its behavior in the 

MLMEs and in the MSCs. The more that the task group worked with this "super 

command," the more that they disliked the way that it was defined. Finally, a 

proposal was presented that split the Probe command into the more manageable 

trio that is now used to request, respond and send IEs. A comparison of the 

description of the Probe command in previous versions of the draft with the 

descriptions of Probe Request, Probe Response, and Announce in the final version 

of the standard clearly show that the new commands are much simpler to describe 

and implement. This is most clearly demonstrated in the simplicity of the new 

MS Cs versus the complex combination of MSCs in the older drafts which did not 

even completely describe the Probe command's behavior. 

The procedure for requesting an IE from the PNC or another DEV in the piconet 

begins by sending a Probe Request command to a member of the piconet, as 
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shown in Figure 4-35. This command contains an Information Requested field 
and a Request Index field. The Information Requested field is either a bitmap that 
identifies the IEs or a binary representation of an IE's element ID. When the 
Information Requested field contains a bitmap, the DEV is able to request 
multiple IEs as long as their element ID is less than 3125 . Nate that the Vendor 
Specific IEs all have element IDs larger than 0x80 and so they cannot be 
requested using the bitmap. Instead, these IEs must be requested one at a time 
with separate Probe Request commands. 

DEV or PNC DEV or PNC 

Probe Timeout Probe Request command 
with Information Requested= xx 

Request Index= yy 

-----Imm-ACK------, 

Probe Response command 
with IEs provided= requested I Es 

1-------lmm-ACK------

Figure 4-35: DEV using Probe Request command to obtain an IE 

The Request Index field is used in the 
Probe Request command to indicate the 
specific IE that is requested when more 
than one would be appropriate. This field 
was introduced to enable a DEV to 
request a specific CTA Status IE. The 
PNC is able to provide CTA Status IEs 
for each of the allocated streams in the 
piconet. Thus, when a DEV requests the 

~ 
The Request Index field is 2 octets 
although only a single octet is 
currently used and it has only been 

defined for a single purpose. The field 
was named generically and made larger 
so that it would support updates to the 
standard without changing the format of 
the command. In addition, the ASIE or 
vendor specific I Es may also use this field 
and it was felt that it was better to allow 
more room in case it was needed. 

25 There are currently only 16 IEs specified in the standard, but this may be increased in future revisions. 
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(f A Status IE from the PNC with a Probe Request command, the PNC needs to 

now if the DEV wants all of the possible CTA Status IEs or if it just wants 

~nformation about a particular Stream Index. The Request Index field in this case 

:ontains the Stream Index for which the DEV is requesting the CTA Status IE. If 

(east significant octet of the Request Index field is the BcstID, then the DEV is 

requesting that the PNC send all valid CTA Status IEs to the DEV. 

When a DEV receives a Probe Request command, it first checks to see if it is 

allowed to respond to the request. The DEV is forbidden to respond to a request 

for some IEs. If the DEV is allowed to respond with any of the IEs that were 

requested, it sends a Probe Response command to the requesting DEV with the 

orne or all of the requested IEs. The DEV is allowed to split its response over 

multiple Probe Response commands if the length of the IEs exceeds the maximum 

frame length or if the DEV does not want to send long Probe Response commands 

due to the channel characteristics. However, the Probe Response command cannot 

be fragmented. 

Some of the IEs used in the 

standard are not intended to be 

sent or received from DEV to 

DEV or they may have validity for 

only a limited period of time, e.g., 

the CTA IE, Piconet Parameter 

Change IE or the PS Status IE. 

Therefore, the DEV s are forbidden 

to request certain IEs from other 

DEVs or from the PNC, 

depending on the type of IE and 

whether the entity making the 

request is a regular DEV or is the 

PNC. The rules for requesting IEs 

are summarized in Table 4-7. 

S 
When the now obsolete Probe 

command was being used, a DEV 

requested a CTA Status IE by first 

sending a CTA Status Request IE to the PNC 

with the stream index. The PNC then responded 

with the correct CTA Status IE(s). Because of 

this, it was not possible to directly request either 

the CTA Status IE or the CTA Status Request IE. 

Unfortunately, when the standard was updated 

to use the new Probe Request/Probe Response 

method, the tables that indicate the allowed 

requests and responses was not updated. Thus, 

there is an error in these tables in the standard; 

a DEV is allowed to request this IE from the 

PNC and the PNC is allowed to respond. The 

restrictions are correctly listed in these tables. 

Similarly, not every request that a DEV receives in a probe command should 

receive a response. In this case, the rules are different depending on the source and 

destination of the request. For example, it makes sense for the PNC to request the 

Overlapping PNID IE from a DEV, but a DEV should not request it from the PNC. 
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When either a DEV or the PNC receives an IE request in a Probe Request 

command, it is either required to respond to the request, allowed to respond to the 

request, or forbidden to respond to the request. The rules for responding to a 

request for an IE in the Probe Request command are summarized in Table 4-8. 

Note that there are only three types of requests possible. The fourth, PNC 

requesting from the PNC, is not a possible interaction. 

Table 4-7: Rules for requesting IEs in a Probe Request command 

~ 

Information element PNC allowed to request? DEV allowed to request? 

----
CTA Shall not request Shall not request 

-
BSID Shall not request May request 

-
Parent Piconet Shall not request May request 

DEV Association Shall not request Shall not request 

PNC Shutdown Shall not request Shall not request 

-
Piconet Parameter Change Shall not request Shall not request 

Application Specific May request May request 

PCTM Shall not request May request 

PNC Handover Shall not request Shall not request 

CTAStatus Shall not request May request 

Capability May request May request 

Transmit Power Parameters May request May request 

PS Status Shall not request Shall not request 

CWB Shall not request Shall not request 

Overlapping PNID May request Shall not request 

Piconet Services May request May request 

Vendor Specific or Reserved May request May request 
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Table 4-8: Rules for responding to requests for IEs in a 

Probe Request command 

[ information element 

DEV received DEV received PNC received 

request from request from request from 

DEV PNC DEV 

- CTA Shall ignore Shall ignore Shall ignore 

i-

BSID Shall ignore Shall ignore Shall respond 

- Parent Picone! Shall ignore Shall ignore Shall respond 

- DEV Association Shall ignore Shall ignore Shall ignore 

PNC Shutdown Shall ignore Shall ignore Shall ignore 

- Picone! Parameter Change Shall ignore Shall ignore Shall ignore 

Application Specific May respond May respond May respond 

PCTM Shall ignore Shall ignore Shall respond 

PNC Handover Shall ignore Shall ignore Shall ignore 

CTA Status Shall ignore Shall ignore Shall respond 

Capability Information Shall respond Shall respond Shall respond 

Transmit Power Parameters Shall respond Shall respond Shall respond 

PS Status Shall ignore Shall ignore Shall ignore 

CWB Shall ignore Shall ignore Shall ignore 

Overlapping PNID Shall ignore May respond Shall ignore 

Piconet Services May respond May respond May respond 

Vendor Specific or Reserved May respond May respond May respond 

Announce 

The Announce command is used to send unsolicited information to another 

member of the piconet. Because the information was not requested, the sending 

DEV does not receive a response that the information was received, other than the 

Imm-ACK. The process of sending the Announce command is illustrated in 

Figure 4-36. The destination DEV is allowed to drop the incoming Announce 

command for various reasons, e.g., its internal buffers are full , it is too busy, etc., 
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even if it ACKed the frame. Thus, the sending DEV may need to use another 

method, not explicitly specified in the standard, to verify that the IE was received 

and processed. The only IE where this is really important is for the Overlapping 

PNID IE. In this case, the DEV will know that the PNC received this IE correct( 

when it receives a Piconet Parameter Change IE in the beacon that is changing th~ 

PNID. 

DEV or PNC DEV or PNC 

Announce Timeout Announce command 
f----with !Es Provided= xx __ __ 

Figure 4-36: DEV using Announce command to send information 

Not all of the IEs are allowed to be sent unrequested to another DEV in the 

piconet with the Announce command. For example, the CTA IE is sent in every 

beacon, but it is not allowed to be sent in the Announce command. The CTA IE is 

meaningful only at the beginning of the superfrarne when it is sent in the beacon. 

If it is sent in an Announce command during the superframe, it would be possible 

that the time in the CTA IE had already passed. Even if the allocated time in the 

CTA was after the reception of the Announce command, the DEV might not have 

enough time to prepare to use the CTA. For other IEs, it only makes sense if either 

the PNC (e.g., PS Status IE) or the DEV (e.g., the Overlapping PNID IE) sends it. 

The rules for sending IEs to other DEVs in the piconet are listed in Table 4-9. 

Another use of the Announce command is to send it to a DEV to determine if it is 

still in the piconet. To do this, the DEV sends an Announce command with an 

empty IE provided field to another DEV in the piconet. The Imm-ACK response 

by that DEV verifies that it is still in the piconet and is within the range of the 

requesting DEV. If the target DEV is in a power-save mode, the originator will 

need to send the command in one of its wake beacons. 
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Table 4-9: Rules for sending unrequested IEs in an Announce command 

- Information element 

--- CTA 

- BSID 

- Parent Piconet 

DEV Association 

~ 

PNC Shutdown 

Piconet Parameter Change 

Application Specific 

PCTM 

PNC Handover 

CTA Status 

Capability Information 

Transmit Power Parameters 

PS Status 

CWB 

Overlapping PNID 

Piconet Services 

Vendor-Specific or Reserved 

PNC Information 

When a DEV associates with a 

PNC, it passes a set of infor­

mation that identifies it and 

indicates its capabilities as 

both a DEV and as a PNC, if it 

is PNC capable. The PNC 

needs to distribute this 

PNC allowed to DEV allowed to 
send? send? 

Shall not send Shall not send 

Shall not send Shall not send 

Shall not send Shall not send 

May send Shall not send 

May send Shall not send 

May send Shall not send 

May send May send 

May send Shall not send 

May send Shall not send 

May send Shall not send 

May send May send 

May send May send 

May send Shall not send 

Shall not send Shall not send 

Shall not send May send 

May send May send 

May send May send 

~ 
In a non-secure piconet, a DEV becomes a 

member when it completes the association 

process. In a secure piconet, however, a DEV 

becomes a member once it has received a 

management key from the PNC. The DEV gets this 

key using a process that is outside of the scope of 

the standard. The other DEVs in the piconet will be 

informed that a new DEV is a member of the piconet 

when they receive a PNC Information command 

from the PNC with the new DEV listed as a member. 
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information to the piconet and needs to tell the new DEV about the capabilities 

and identities of the other DEV s in the piconet. To accomplish this, the PNC use 

the PNC Information command to broadcast the information about the DEVs in 

the piconet whenever a new DEV becomes a member of the piconet. The 

broadcast PNC Information command contains the DEVID, the DEV address, the 

Overall Capabilities field, the DEV's ATP, and the DEV's requested System Wake 

Beacon Interval for each of the DEV s in the piconet. In addition, each entry for a 

DEV indicates if the DEV is a member of the piconet or if it is only associated 

with the piconet. The PNC also uses this command to send information about the 

DEVs in the piconet to the new PNC in the PNC handover process (see "Handing 

over control" on page 66). 

For the other DEVs in the piconet, the PNC Information command carries some 

key information. The most important information is the pairing of the DEVID and 

DEV address. Because a DEV might join the piconet multiple times, it could end 

up using different DEVIDs. The other DEV s in the piconet will use the DEV 

address associated with the DEVID to determine the DEVs with which they need 

to communicate. Similarly, the higher-layer protocols will identify the DEVs by 

the unique MAC address, as the DEVID is only used in the MAC layer. 

There are also two PHY-related characteristics that are contained in the overall 

capabilities field that is a part of a DEV Info field in the PNC Information 

command. The first characteristic is the data rates that are supported by the DEV. 

The PHY may have one or more mandatory data rates, but it may also have some 

optional data rates. If the DEV needs to use one of the optional data rates, then it 

must first determine that the destination supports this data rate using the 

information in the DEV Capabilities field. The second characteristic is the 

preferred fragment size. This field indicates to the other DEV s in the piconet the 

fragment size that this DEV prefers for incoming data frames. 

The Overall Capabilities field included for each DEV in the PNC Information 

command also contains three pieces of information that can be used to help 

schedule a DEV's transmissions. When a DEV associates, it has the option to 

indicate that when it is in ACTIVE mode, it will be listening for frames addressed 

to it during certain portions of the superframe. Three options are available in the 

Overall Capabilities field: 
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, Always A WAKE-The DEV will be listening during the entire superframe for 

frames addressed to it. 

, Listen to Source-The DEV will listen during all CTAs where the SrcID is the 

DEVID of a DEV which it is already the target of a CTA. For example, if 

DEV-1 sets the Listen to Source bit to be true and there is a CTA assigned with 

DEV-2 as the source and DEV-1 as the destination, DEV-1 will listen to all 

CTAs with DEV-2's DEVID as the SrcID, even if DEV-1 is not the destination. 

, Listen to Multicast-The DEV will be listening to all Multicast CTAs, 

regardless of the SrcID or Stream Index. 

The purpose of these three indications is that they make it possible for the source 

DEV to use all of its collective channel time to handle variable transmission 

demands to various destinations. For example, some video encodings result in a 

variable bit rate stream. If a DEV was sourcing three different video streams, it 

could request CTAs that were only large enough for the average bit rate of each of 

the three streams. If the destinations were listening to all of the source DEV's 

allocations, the source would be able balance the load among the three video 

streams, using left over time from a stream that was currently operating at a low 

data-rate to handle extra traffic from a stream that was currently operating at a 

high data-rate. The standard does not specify how a DEV might schedule the data 

for this, but by providing a method by which DEV s can indicate when they will 

listen, an implementation is given the opportunity to take advantage of this to 

improve throughput. One consequence of stating that the DEV will be listening 

more often than it needs to is that the DEV will use more power because its 

receiver will be on more often. The implementer will need to weigh the through­

put advantages against the increase in power usage based on the target application 

and usage of the DEV. 

Because a broadcast command is not ACKed, the PNC cannot guarantee that 

every DEV in the piconet will be able to receive the PNC Information command. 

If a DEV needs the information about either a single DEV or about all of the 

DEV s in the piconet, it sends the PNC Information Request command to the PNC. 

If the requesting DEV needs the information for a single DEV, it sends the request 

with the Queried DEVID field set to the DEVID about which it is seeking 

information. A DEV might send this request if it sees a CTA with a new DEVID 

or receives a frame from a DEVID that it does not recognize. When the DEV 
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determines that there is a DEVID for which it does not have the appropriate 
information, it will send the request to the PNC to get this information. If the DEV 
has determined it is out of sync with the membership list of the piconet, it sets the 
Queried DEVID field to the BcstID. The PNC will recognize this as a request for 
the entire list of associated DEVs, including the fields corresponding to the 
PNCID and the NbrIDs, if any neighbor PNCs are associated with the piconet. A 
new DEV that joins the piconet but misses the broadcast of this command would 
also request the entire list so that it will know the membership of the piconet as 
well as the relevant DEV capabilities. The frame exchange involved in requesting 
and receiving information from the PNC using the PNC Information Request and 
PNC Information command is illustrated in Figure 4-37. 

PNClnfo 
Timeout 

DEV-2 

PNC Information 
f-----Request command 

PNC Information command 

PNC 

f---- ---lmm-ACK - ----~ 

Figure 4-37: Requesting and receiving DEV related information from the 
PNC using the PNC Information Request and PNC Information commands 

Channel status 

In order to maintain the QoS requirements for the higher layers, the MAC and 
PHY need to be able to determine the quality of the link between two DEV s. The 
link quality affects the QoS in two ways. First, the source DEV needs to select a 
data rate that will have the highest throughput. If using a higher data rate increases 
the FER, then the DEV may have to use a lower PHY data rate to improve the 
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fER. Second, the DEV will use the data rate information along with the FER and 

the characteristics of the data to calculate the amount of time required in each 

uperframe to support the data throughput required by the application. 

The DEV can determine some information about the FER and, hence, the link 

quality by keeping track of the number of retransmissions required for frames that 

it sends to the destination. That gives part of the picture, but it does not include 

information about the number of times that the destination DEV ACKed the frame 

but where the source DEV was unable to hear the ACK. The Channel Status 

Request command provides a method for the originator DEV to request link 

quality information from the target DEV. The target DEV responds to the 

originator with the statistics of the number of frames it attempted to transmit, the 

number of frames it received, the number of those that were in error, and the 

number of no-ACK frames that were missed. The target DEV also indicates in the 

Measurement Window Size field the length of time over which this information 

was gathered. 

In the totals reported in the Channel Status Response command, the target DEV 

will only count directed frames that were sent between the two DEV s. The DEV 

will count a frame as having been received in error if the HCS validation passes 

but the FCS validation fails. The DEV will keep track of missing no-ACK frames 

using the gaps in the MSDU numbers and report this number in the RX Frame 

Loss Count field. Because asynchronous traffic shares the same MSDU 

numbering among multiple destinations, the RX Frame Loss Count field only 

applies to isochronous streams. 

The frame exchange sequence for determining the channel status between two 

DEVs is illustrated in Figure 4-38. 

The PNC can also use the Channel Status Request command to collect 

information from all of the DEV s in the piconet. The PNC would use this 

information to help determine the quality of the current channel. To do this, the 

PNC sends the Channel Status Request command as a broadcast frame, i.e., with 

DestID set to the BcstID and the ACK Policy field set to no-ACK. DEVs that 

correctly receive this command will respond to the PNC with a directed Channel 

Status Response command when they get an opportunity to send commands to the 

PNC. The DEVs will report the aggregate status for all streams that have that 

DEV as the destination. If the PNC is not using the CAP for commands, then it 
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will need to allocate MCTAs to each of the DEV s in the piconet to allow them 
time to respond to the broadcast request. Not all of the DEV s in the piconet Will 
receive this command, and because it is sent with no-ACK policy, the PNC Will 
not know which DEVs were unable to receive the command until it begins to 
receive the responses. In particular, DEVs in a power-save mode will likely not 
receive the message. However, because these DEVs are saving power, it is also 
likely that their traffic is light and the statistics would not be as meaningful as 

those from ACTIVE mode DEV s. 

Channel Status 
Timeout 

DEV-2 

Channel Status 
Request command 

Channel Status 
Response command 

Channel status determined 

DEV-3 

Figure 4-38: Requesting channel status information from another DEV 

PNC channel scanning 

In addition to maintaining the timing and granting channel time to DEV s, the PNC 
also needs to make sure that the piconet is operating in the best possible channel. 
Only the PNC can make the decision to change the channel, and so the PNC need 
to have as much information as possible about not only the current channel, but 
also about other channels that it could potentially use. Every PNC-capable DEV i 
required to be able to scan the PHY channels to determine the ones that already 
have piconets before it can start its own piconet. The PNC channel scanning 
procedure builds on this ability to give the PNC channel status information while 

the piconet is in operation. 
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The pNC, or any DEV for that matter, is always allowed to use time when it is not 

required to be receiving or transmitting to passively scan any PHY channel. The 

pNC should periodically scan the current channel during quiet times in the 

uperframe to detect overlapping piconets or other sources of interference. The 

pNC can create "quiet" time in the superframe either by placing a specific 

aIJocation in the beacon with the SrcID and DestIDs set to the PNCID or by 

leaving gaps in between CTAs in the superframe. However, if the PNC wants to 

can other channels with this procedure, it needs to stop sending the beacon for 

one or more superframes. The PNC stops the traffic in the current piconet because 

the energy from transmissions in the current channel in general will be nonzero in 

other PHY channels. If the piconet continues operation, the PNC may consider a 

DEV that is in close proximity to the PNC as interference from another piconet. 

The PNC could potentially not select that channel even though it was empty. 

Although most of the DEV s in the piconet will cease transmitting when the 

beacon stops, DEV s with pseudo-static allocations will continue operation. The 

PNC can handle this issue in one of three ways: 

a) The PNC can place the Piconet Parameter Change IE in the beacon with the 

Operation Type Set to "MOVE" and the Superframe Duration field set to 

zero. This will cause DEVs with pseudo-static allocations to stop 

transmitting after the Change Countdown field reaches zero. The DEV s 

will restart transmissions when the PNC begins sending beacons again. 

b) The PNC can keep track of the times allocated as pseudo-static CTAs and 

ignore interference data collected during these times. 

c) The PNC can stop sending beacons for at least mMaxLostBeacons before 

collecting the channel status information. 

Once the PNC has scanned the alternative channels, it returns to the current 

channel and begins sending the beacon again at the time when a beacon would 

have been expected. The PNC will increment the beacon number so that it takes 

on the value that it would have been if the PNC had not stopped sending the 

beacon. Having completed the PNC channel scanning procedure, the PNC has 

four options: 

a) Remain in the current channel. 

b) Change the piconet channel (see "Dynamic channel selection" on 

page 132) to a channel that the PNC scanned. 
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c) Change the maximum TX power allowed in the piconet (see "Transmit 

power control" on page 157). 

d) Perform another, unspecified, action. 

The final option was provided so that the standard would not unnecessarily restrict 

implementers in developing new techniques for handling interference in the PHy 
channel. The algorithm for determining when the PNC will change the channel i 

outside of the scope of the standard. 

The PNC is required to perform the PNC channel scanning procedure before 

changing the channels because it is the center of the piconet. The PNC may find 

through the Remote Scan Request/Remote Scan Response commands (see 

"Remote scan" below) that another channel is best for most of the DEV s in the 

piconet. However, if that channel is not also a good one for the PNC, it will not 

matter that it is a good channel for the other DEVs in the piconet. The PNC must 

be able to send and receive commands reliably in order to act as the coordinator of 

the pico net. Thus, in the end, the PNC must confirm with its 'OWn scanning that the 
new channel is better for piconet operations than the current one. 

Remote scan 

Although it is of paramount importance that the PHY channel for the piconet is 

relatively quiet from the PNC's point of view, it is also important for the PNC to 

be able to determine the characteristics of the channel at points in the piconet 

other than where it is. There may be two channels where the location near the 

PNC is relatively quiet, but one channel may have an interferer that is relatively 

close to DEV s that are near the outside edge of the piconet's operational area. The 

PNC may not be able to detect this interference even though it is causing problems 

with traffic for those DEVs. Using another DEV to perform the scan also allows 

the PNC to continue the piconet operations uninterrupted while still receiving 

information about potential sources of interference in the current channel and the 

status of other PHY channels. 

The PNC uses the Remote Scan Request command to ask a DEV to perform a 

scan of one or more PHY channels . The Remote Scan Request command contains 

a list of the channels that the PNC is requesting that the DEV scan. The PNC may 

also place quiet time in the beacon, as described in "PNC channel scanning" on 
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age 150, for the DEV to perform the channel scan. If the DEV accepts the 

~quest, it uses the normal channel scan procedure that it would use to find a 

piconet to join. The DEV will keep track of all of the piconets that it finds and 

records pertinent information about them. The DEV will pass back the PNID of 

the piconet that it found and the channel index where it found the information. If 

the DEV found only a frame from the other piconet, this is the only information 

that it can report. If the DEV receives a beacon from another piconet, it will also 

report the DEV address of the PNC, the BSID of the piconet, and the Parent 

pjconet IE, if it is present in the beacon. The DEV will indicate if it found either a 

beacon or non-beacon frame from another piconet and if the piconet is a 

dependent piconet. 

In addition to reporting all of the piconets that the DEV found, the responding 

DEV will also rate the channels that it scanned for interference, listing them from 

best (least interference) to worst (most interference). The DEV does not respond 

with an absolute measure of the interference nor does it give a relative rating or 

interference, i.e., that channel 4 is three times as bad as channel 2. An absolute 

measurement of interference is difficult to define. The DEV would need to 

identify the type of interference it found; i.e., is it wideband or narrowband? Then 

it would need to report the percentage of time that the interference appeared. 

Finally, the PHY would need to be calibrated so that it gave relatively accurate 

measurements for the interference. Instead of creating all of these requirements, 

which would make it difficult to develop low-cost implementations, the standard 

requires only that the DEV s give an ordered rating using whatever criteria are 

appropriate for that DEV. 

When the DEV has completed the scan, it will respond to the PNC with the 

Remote Scan Response command containing a listing of the channels that it 

scanned, the relative ranking of the channels for interference, and the list of all of 

the piconets that it found. The PNC is then able to use this information in 

determining if a channel change is required and to help in selecting the new 

channel if it needs to change channels. 

Because channel scanning can take a long period of time, the DEV s are allowed to 

refuse the request to scan the channels for the PNC. If the DEV is not going to 

perform the channel scan, it responds to the PNC with the Remote Scan Response 

command with a Reason Code field set to "Request denied." If for some reason 
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the PNC requested a scan of a channel that is not valid, the DEV will respond With 
the Remote Scan Response command with the Reason Code field set to "Invalid 
channel requested." The frame exchange sequence for the PNC to request a 
remote channel scan and for the DEV to respond with the information is 
illustrated in Figure 4-39. 

RemoteScan 
Timeout 

PNC 

Remote Scan Request 
command with requested 

channel indices 

DEV-2 

-----Imm-ACK-----, 

beacon with optional quiet 
time for channel scanning 

DEV-2 performs 
channel scan 

Remote Scan Response 
command with Channel Rating 
List, Piconet Description Set, 

Reason Code = Success 

1------lmm-ACK----~ 

Figure 4-39: PNC requesting that a DEV perform a remote scan 

A DEV may also send an unsolicited Remote Scan Response command to the 
PNC if it is receiving a beacon from another piconet. The DEV will not report any 

piconet that it determines to be a child or neighbor of the current piconet. It is 
possible, however, that the DEV will mistakenly report a child or neighbor piconet 
as an overlapping piconet. It is up to the PNC to determine which reports that it 
receives from the DEVs in the piconet are from overlapping piconets as well as 
the action required to handle any interference issues. 

Piconet services 

From a user's point of view, the most important characteristic of a DEV in the 
piconet is the application level services that the DEV provides. For example, 
when a video camera finds a piconet, it will want to know if any of the DEV shave 
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nonvolatile storage capabilities, e.g., a hard-drive, DVD writer, etc., or display 
capabilities, e.g., a flat-panel display or television. The ability of one entity to 
determine the application level characteristics of another entity is referred to as 
service discovery, and the process to determine this information is a service 
discovery protocol. Because application level information is outside the scope of a 
MAC/PHY standard, IEEE Std 802.15.3 cannot provide a complete specification 
of a service discovery protocol. There are higher layer protocols that do support 
service discovery, e.g., IEEE Std 1394 [B 17], [B 18], Jinf", or Universal Plug and 
Play'" , so it is not necessary for 802.15.3 to provide another incompatible 
definition. 

However, it is important for DEV s to be able to determine very early on the 
capabilities that are offered in a piconet. Ideally, the DEV would be able to 
determine these by passive scanning, but continually broadcasting these 
capabilities would needlessly waste bandwidth. Instead, IEEE Std 802.15.3 
provides a method in the association process whereby an associating DEV can 
request the broadcast of the collected capabilities in the piconet. The goal is that 
within a very short period of time, ideally less than 1 second, a DEV can find a 
piconet, join it, and determine the application level services that are available. As 
an example, a person carrying a digital camera should be able to walk in the 
vicinity of a photo finishing kiosk and, within 1 second, find an icon for that kiosk 
on the camera's display. The user could then select print, select the kiosk, and the 
pictures would be transferred quickly to the kiosk for printing. The ability to 
quickly provide useful information to the user has always been a key criteria in the 
development of IEEE Std 802.15.3. 

If an associating DEV requests the piconet services information in the Association 
Request command, the PNC will broadcast the Piconet Services command with 
all of the Piconet Services IEs that the PNC has collected from DEV s in the 
piconet. Because IEEE Std 802.15.3 does not define the format of this data, each 
IE includes an organizationally unique identifier (OUI) to enable the DEV that 
receives this command to determine if it can understand the contents and to 
determine how to process the contents if the DEV does support the OUI. If the 
PNC supports the Piconet Services command, it only has to store the IEs. The 
PNC is not required to be able to understand any of IEs that it stores and it can set 
a limit on the number or total size of the information that it will store. 
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Even though the PNC may not understand the contents of the IEs, this still 

provides a very useful service to the DEVs in the piconet. For example, suppose a 

DEV made by Manufacturer A joins a piconet with a PNC made by Manufacturer 

B that supports the Piconet Services command but does not support the decoding 

of Piconet Services IEs from Manufacturer A. When the DEV associates and 

requests the list of the piconet services, the command might contain three IEs 

from DEVs made by Manufacturer A that list services that the DEV needs. In this 

case, the DEV would be able to quickly, i.e., in less than 1 second, find out that a 

piconet offered an important service that it needed, e.g., printing, storage, WAN 

connectivity, and so on. 

The capabilities of a DEV may be a security concern. For example, if the PNC in 

a home network always responded to a request for the Piconet Services by listing 

the number of TVs, VCRs, set-top boxes, and so on, it would be providing an 

inventory to potential thieves. On the other hand, some DEVs will always want to 

broadcast their services because the owners use them for making money. 

Examples of these types of entities would include photo-printing kiosks, public 

internet access hot-spots, and so on. The standard allows the DEV to refuse to 

broadcast this information either as a DEV or as the PNC. This allows the user to 

control the level of openness provided by these commands and IEs. 

If a DEV wants to add its services to the list for the piconet, the DEV sends the 

Piconet Services IE to the PNC in an Announce command. If the PNC supports 

storing the Piconet Services IEs and it has storage space for the IE, it will save the 

IE for when the next DEV requests the information. The PNC will also send the 

Piconet Services IE to all the DEV s in a broadcast Announce command so that the 

existing DEV s in the piconet will see the services offered by the new DEV. 

If a DEV sends a Probe Request command to the PNC requesting the Piconet 

Services IE, the PNC will respond to the DEV with Probe Response commands 

that contain the Piconet Services IEs for all of the DEVs in the piconet. If a DEV 

did not send a Piconet Services IE to the PNC, the PNC will place a Piconet 

Services IE in the Probe Response command with the DEV's DEVID and a zero 

Vendor OUI field and zero length Piconet Services field. If the PNC did not have 

sufficient space to store the Piconet Services IE submitted by the DEV, it will put 

a Piconet Services IE in the Probe Response command with only the DEV's 

DEVID; i.e., the IE will have length 1. Thus, the requesting DEV will receive an 
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IE for every DEV in the piconet, and it will know if any are missing in the 
response as well as knowing when the response is complete. 

A DEV may also request a Piconet Services IE from another DEV in the piconet 

using the Probe Request command. If the DEV supports the Piconet Services IE 
and its current policy allows the broadcast of this information, the DEV will 
respond by sending its Piconet Services IE in the Probe Response command. 
Otherwise, the target DEV will respond with Probe Response command that 
contains a zero length Piconet Services IE which is an IE with only the Element 

ID and Length fields. 

OTHER CAPABILITIES 

IEEE Std 802.15.3 also provides a variety of capabilities that enhance the 
performance of the standard. This section describes how the PNC and DEV s can 

control the transmit power in the piconet as well as the rules for handling DEV s 
that support more than one data rate . 

Transmit power control 

IEEE Std 802.15.3 provides two types of transmit power control: a piconet-wide 

limit on transmit power and a negotiated level for DEV-to-DEV communications. 
The transmitter power used in the beacon and the CAP help to determine the 
physical size of the piconet. In order to constrain the size of the piconet, the PNC 

may set a maximum transmitter power that applies to the beacon, the CAP, and 
any directed MCTAs. The PNC is allowed to set power level to any value as long 
as it is not less than pMinTPCLevel, which is a PHY-dependent parameter. For the 

2.4 GHz PHY, this parameter has a value of 0 dBm, which the lowest TX power 
level that a compliant DEV is required to support for this PHY. The PNC 
communicates the maximum TX power level to the DEV s in the Max TX Power 
Level field in the beacon. The DEVs have up to the lO*mMaxLostBeacons (= 40) 
superframes after receiving a beacon with a change to this field to comply with the 
new power level. The DEV is required to set its TX power to a level less than the 

value in this field. If the PNC is not going to put a limit on the maximum transmit 
power, it sets this field to its maximum value of 0x7F,26 which corresponds to 

26 The field has units of dBm and is encoded in two 's complement notation, so it has a minimum value of 

Ox80 or - 128 dBm and a maximum value of OxFE or+ 127 dBm. 
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+ 127 dBm (which will likely exceed the realistic transmit power of any 

imaginable PHY). 

In addition to the piconet-wide limit on transmit power, DEVs that are exchanging 

data in a CTA can also negotiate a change in the transmit power level. Because 

this occurs in a specific CTA, a change in the transmit power will not adversely 

affect the other DEV s. This is not true during a CSMNCA period like the 

802.15.3 CAP or in an 802.11 WPAN. During a CSMNCA period, all of the par. 

ticipants need to transmit with as much power as possible. If one of the 

participants was to decrease its transmit power, then other DEV s in the piconet 

would not sense the frame transmission and therefore would not suspend the 

backoff counter, leading to more collisions. Because a CTA is a TDMA allocation, 

the DEV s using the allocation can negotiate a lower transmit power to reduce 

interference and save power without adversely affecting the network or their 

throughput. 

A DEV requests a decrease or increase in another DEV s transmit power by 

sending the Transmit Power Change command to the other DEV. This command 

includes a field that specifies a positive or negative change in decibels to the other 

DEV's transmit power. The field is encoded in two's complement notation, which 

allows a range ofrequested changes from-128 dB to +127 dB 27. Because the 

requesting DEV would not know the current transmit power of the remote DEV, it 

simply asks for a change from whatever the current setting is. The actual transmit 

power that the other DEV is using is not relevant to the receiver; only the level of 

the received power relative to the receiving DEV's sensitivity is important. Thus, 

sending requested changes to the remote DEV is a simple and effective way to 

communicate a request for a transmit power change. 

When a DEV receives a request for a transmit power change, the DEV will set its 

power level as close as possible to the requested change. The DEV will use this 

new power level for all CTAs that are assigned to the two DEVs. The message 

exchange for negotiating a different power level between two DEV s is illustrated 

in Figure 4-40. 

27 This range should be sufficient for any realistic PHY. 
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DEV-2 

Transmit Power Change 
command with 

TX Power Change = yy 

DEV-3 

- - ---lmm-ACK-------i 

DEV-3 changes 
TX power in 

DEV-2/DEV-3 CT As 

Figure 4-40: Requesting a change in a DEV's transmit power 

Multirate capabilities 

IEEE Std 802.15.3 was developed to support PHYs with multiple data rates where 

some of the data rates are optional. In the case of the 2.4 GHz PHY, there is one 

mandatory or base rate, 22 Mb/s, and four optional rates, 11, 33, 44, and 55 Mb/s. 

Because not all DEV s support the optional rates, broadcast and any traffic where 

the supported data rates of the DEV are unknown have to be sent at the base rate. 

For example, the Association Request and Association Response commands must 

be sent at the base rate because the DEV may not know the rates that the PNC 

supports and the PNC may not know the rates that the associating DEV supports. 

Once a DEV has joined the piconet, it can find out the supported data rates of 

another DEV in the piconet by using any of the following methods: 

a) Check the DEV capabilities field for the DEV in the broadcast PNC 

Information command. 

b) Send a Probe Request command to the DEV (at the base rate) requesting 

that the DEV send the Capability IE. 

c) Send the PNC Information Request command to the PNC to request the 

record of the DEV. 

Once the DEV has determined the data rates supported by the other DEV, it can 

use any one of the supported rates in directed communications with that DEV. The 

PNC's supported rates can be obtained either by examining the DEV Info field for 
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the PNCID or by examining the DEV Info field that corresponds to the PNC's 

DEV personality by searching for the PNC's DEV address. 

All ACKs are sent at the same rate as the frame that requested the ACK. In the 

case of the 2.4 GHz PHY, this only changes the ACK for an 11 Mb/s frame. In all 

other cases, the ACK is the same for all data rates because it only includes the 

MAC header, which is sent with the 22 Mb/s mode. In the 11 Mb/s mode, 

however, the MAC header field is sent twice, once at the base rate of 22 Mb/s and 

once at the 11 Mb/s rate. If the source DEV is using Dly-ACK, all of the frames in 

the burst must use the same data rate and the Dly-ACK frame is also sent at that 

rate. The rules for using a data rate are summarized in Table 4-10. 

Table 4-10: Allowed PHY data rates for each frame type 

-
Type of frame Allowed PHY rates 

All broadcast and multicast addressed frames (including Base rate 

the beacon and commands) 

Imm-ACK Same rate as the frame that is being ACKed 

Dly-ACK Same rate as the last frame of the burst being 

ACKed 

Association Request command Base rate 

Association Response command Base rate 

Disassociation Request command Base rate 

Directed command Frame Any rate supported by both the source and 

destination 

Directed Data Frame Any rate supported by both the source and 

destination 

EXTENSIBILITY OF THE STANDARD 

IEEE Std 802.15.3 was developed with the understanding that it would need to be 

both flexible and extensible. To accomplish this goal, the standard provides 

specific IEs and commands that are reserved for vendor-specific extensions that 

are either outside of the scope of the standard or are yet to be defined. In the case 

of 802.11, the standard reserved all of the unused IE numbers for future use in the 
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Chapter 4: MAC functionality 

tandard. However, the vendors needed to extend the standard with additional 

functionality, and so they began to use some of the reserved IE numbers. As IEEE 

Std 802.11 began to use more of the numbers to support enhancements to the 

standard, it increased the possibility of using a number already in use by a specific 

vendor. 

IEEE Std 802.15.3 has explicitly called out a set of IE element IDs and command 

types that are reserved for vendor-specific use. In addition, IEEE Std 802.15.3 

requires that the vendors identify these elements in standardized manner using a 

unique identifier to prevent interoperability problems with DEV s made by 

different manufacturers. Each Vendor Specific command and Vendor Specific IE, 

as well as the application specific information element (ASIE), all have an OUI 

field following the length field of either the command or IE. The OUI is defined to 

be the organizationally unique identifier issued by the IEEE RAC. Every manu­

facturer will be required to get an OUI in order to issue DEV addresses for the 

products that they create. They can use the same OUI to provide enhanced func­

tionality for DEVs that understand these IEs or commands. 

The inclusion of the OUI is necessary to prevent interoperability problems with 

other DEVs that are also using the Vendor Specific commands. Without it, a DEV 

might think that a Vendor Specific command that is supposed to say "respond if 

you are a printer" instead says "begin transmitting continuously for test mode." 

By using an OUI, the vendors will ensure that there is no confusion in the 

commands and IEs. If not, that vendor will experience a high return rate of their 

products, which will quickly end their participation in the market. 

The first element that was proposed to provide extensibility to the standard was 

the ASIE. The ASIE was introduced to enable an implementation to place 

information in the beacon to be used by DEV s that supported the features offered 

by the PNC. The PNC can put multiple ASIEs in the beacon, and they can be 

placed either in the beacon frame or in the beacon extension. The contents of the 

ASIE are specific to the OUI and are outside the scope of the standard. 

The standard has also set aside a block of element IDs for IEs and command types 

for commands. For IEs, the element IDs of 0x80-0xFF are reserved for vendor­

specific IEs and will never be used by the standard (the 122 still available for the 

standard should be sufficient). In the case of vendor-specific commands, a modest 

65 ,000+ command types are available for use as vendor-specific commands. The 
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command type is two octets, and the standard has only used or reserved for use the 
first 256. Again, this should be sufficient for the foreseeable future for 802.ls.3. (f 
the standard ever did run out of element IDs or command types, it could overcolllc 
this problem by securing an OUI and using this to open up new element IDs or 
command types. 

The content and use of the vendor-specific IEs and vendor-specific commands i 
outside the scope of the standard. 

EXAMPLE OF THE LIFE CYCLE OF A DEV 

The standard provides information on each of the various events that a DEV might 
encounter but does not put this together to provide a beginning to end description 
of the life cycle of a DEV. Because the application requirements for each DEV are 
different, the life cycle of each DEV will be different as well. This section pro­
vides a set of MSCs that give an example of a typical DEV's interaction with a 
piconet. In the MSCs, the ACKs have been left out for clarity. The first MSC, 
Figure 4-41, shows a DEV that joins a piconet, allocates channel time and 
exchanges data with another DEV in the piconet. 

The second MSC, Figure 4-42, illustrates the same DEV leaving the piconet and 
the actions that the PNC takes when a DEV leaves a secure piconet. 
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PNC/DEV-1 

Assoc ated 
DEVID = 1 

DEV-2 

Associated 
DEVID=2 

1-4------------ -beacon - -------------l~ 

DEV-3 finds plconet, associates with PNC, assigned DEVID 3 

beacon with DEV Association IE for DEV-3, Status= associated - ----

Optional: DEV-3 authenticates with PNC, PNC authorizes access 

PNC Information command, DestlD = BcstlD, includes DEV Info field for DEV-3 

Distribute Key Request command with 
new Piconet-wide data key 

DEV-3 recognizes DEV-2 MAC 
address, needs to open connection 

Channel Time Request command 
Request CTA with DEV-2 

Channel Time Response command 
Grant CTA, Stream Index = 5 

Distribute Key Request command with 
new Piconet-wide data key 

14---beacon with CTA Status IE, Stream Index= 5, SrclD = 3, DestlD = 2 - -----~ 

~ 
DEV-2 sees new connection with 

DEV-3, needs to open reverse link 

Channel Time Request command 
Request CTA with DEV-3 

Channel Time Response command 
Grant CTA, Stream Index = 6 

t--- ------Data frames, SrclD = 3, DestlD = 2----------

14---beacon with CTA Status IE, Stream Index= 6, SrclD = 2, DestlD = 3 - ----a~ 

t---------Data frames, SrclD = 3, Des!ID = 2------- - --

1-4------- - Data frames, SrclD = 2, DestlD = 3 - - ------ ---1 

• 
Figure 4-41: Example of a DEV joining a piconet and allocating channel 

time 
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PNC/DEV-1 

Associated 
DEVID = 1 

Assigned CT As: Stream Index = 5, SrclD = 3, DestlD = 2, Stream Index = 6, SrclD = 2, DestlD = 3 

beacon 
1-----------Data frames, SrclD = 3, DestlD = 2 ---------.i 

141----------Data frames, SrclD = 2, DestlD = 3-----------l 

DEV-3 receives instruction from ~ 
application to turn off 

Disassociation Request command with 
Reason Code = DEV leaving piconet 

___ c_ __ 

Unassociated 

beacon with DEV Association IE for DEV-3, Status= unassociated -----.i 

~

Channel Time Response command 
with Stream Index = 6, Reason 

Code= Target DEV Unassociated 

PNC Information command, DestlD = BcstlD, DEV Info field for DEV-3 not present 

I Distribute Key Request command with I new piconet-wide data key 

i..----beacon with null CTA, Stream Index= 5, SrclD = 3, DestlD = 2 --- -1.i 

' Figure 4-42: Example of a DEV leaving a secure piconet 
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> Chapter 5 Dependent piconets 

INTRODUCTION 

Dependent piconets were added to the standard to enable a variety of applications 
for IEEE Std 802.15.3. There are two types of dependent piconets defined in the 
standard: child and neighbor. The key difference between a child and a neighbor 

piconet is the membership status of the dependent PNC. A child PNC is a full 
member of the parent piconet. It can exchange data with other DEV s in the 
piconet and can send commands to any of the other DEV s in a piconet. A 

neighbor PNC, on the other hand, is not a full member of the parent piconet and so 
it is restricted in its communications in the parent piconet. The neighbor PNC is 
associated in the parent piconet, but it is not required to become a secure member 
of the parent piconet. Thus, the neighbor PNC is not a full member of the parent's 

piconet. 

A DEV may decide to form a dependent piconet for a variety of reasons. If all of 

the channels are occupied with 802.15.3 piconets, other wireless networks, or with 
strong interferers, the DEV may want to share channel time with the existing 
piconet. The dependent piconet capability allows the DEV s to share the time on 
the channel while maintaining the synchronization required for the TDMA 
protocols in each piconet. Splitting the channel time between the two piconets 
allows them to achieve a higher level of coexistence. This coexistence capability 

is also available to other, non-802.15 .3 wireless networks through the use of 
neighbor piconets. 

Another reason for forming a dependent piconet is to extend the range of 
communications for a DEV. The parent PNC will only have a limited range, and 

this will limit the number of remote DEVs with which a given DEV can 
communicate. A DEV in the piconet may recognize that there are other DEV s 
with which it needs to communicate that are within range of the DEV but are not 
in range of the PNC. This DEV could then form a dependent piconet to 

communicate with those DEV s while still maintaining its connections in the 
parent piconet. 
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Security considerations can also be a reason for choosing to form a dependent 

piconet. In a piconet, all broadcast traffic is protected with the group key, and all 

of the DEV s in the piconet are able to hear this traffic. If a DEV wants to be able 

to restrict the distribution of this broadcast traffic, it could form a dependent 

piconet and only admit the DEV s to which it intends to send the broadcast data. 

Because the DEV would be the PNC of the dependent piconet, it can set the 

security policies to a level that is consistent with its applications. The DEV may 

also wish to form a dependent piconet if the parent PNC is not supporting security 

or if it using a security level that is not strong enough for the DEV's applications. 

Once a DEV has decided that it wants to form a dependent piconet, it then needs 

to determine if it will form a child or a neighbor piconet. In general, the DEV will 

select to form a child piconet, but there are many reasons why a DEV would 

choose to create a neighbor piconet instead of a child piconet. One reason could 

be that the neighbor PNC is unable to enter into a secure membership with the 

parent PNC. An example of this is an apartment building where there are multiple 

piconets, each in a different apartment. In order to share the time on the air, the 

piconet of one apartment might want to get channel time from a nearby piconet, 

but it would be unable to authenticate to the parent PNC because the piconet did 

not belong to the same user as that of the parent PNC. Another reason for creating 

a neighbor piconet instead of a child piconet is that the neighbor PNC may be 

from another type of network, e.g., 802.11 b, that only supports the minimal 

functionality required for a neighbor PNC. This DEV would be incapable of 

operating as a fully functional 802.15.3 DEV but might be able to support the 

commands required to join an 802.15.3 piconet as a neighbor and request channel 

time. 

The most obvious difference between a child and a neighbor piconet is the 

DEVID that is used in the parent piconet. The PNC of a child piconet has a regular 

DEVID assigned to it in the parent piconet while the PNC of a neighbor piconet is 

assigned one of the reserved NbrIDs (see "Assigning DEVIDs" on page 80). The 

PNC of a dependent piconet is assigned a minimum of three different DEVIDs. 

The first DEVID is the one that is assigned to it in the parent piconet, either a 

regular DEVID or the NbrID. The second ID is the PNCID that it uses for 

command-related traffic in the dependent piconet of which it is the PNC. The 

dependent PNC also assigns itself a DEVID to use for data traffic in the dependent 
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----------.: 

fopendent dconet, just as the PNC of the parent piconet has a DEVID assigned for data 
,key, and, 

ic. 
!ts to be ab 
>endent nother key difference between a neighbor piconet and a child piconet is the 
dcast data ames that are allowed to be sent by the DEV in the parent piconet. Because the 
set the i!d PNC is a full member of the parent piconet, it can send data frames and any 
DEV m alid commands to any of the DEV s in the piconet. The neighbor PNC, on the 
ing sec~

1 
ther hand, is allowed to send only the following commands in the parent piconet: 

)plication Association Request command 

hen need 
:DEVwi 
vould 

Disassociation Request command 

Channel Time Request command 

Vendor Specific command 
)n could , Security Message command 
ith the 

, Any Probe Request, Probe Response or Announce commands : multipJ 
air, the • Any required Imm-ACK frames 

>iconet, Because the neighbor PNC is a full member of its dependent piconet, it is allowed 
>net did to send and receive data and commands during the operations of its piconet. 
creating 
y be IEEE Std 802.15.3 does not require that all PNC-capable DEVs implement 
al dependent piconet functionality. This capability is more complex than 
of requirements for a regular PNC, and so the task group did not want to burden 
the every PNC-capable DEV with this added cost. The PNC of a piconet is not 
hanne] required to allow neighbor piconets to be formed within its own piconet. The PNC 

is required to respond to a private channel time request from a DEV that could be 
used to start a child piconet, but it is not required to grant the channel time. The 
algorithm for granting channel time is outside of the scope of the standard, and the 

!gular PNC may decline the request because it either cannot support pseudo-static 
,net is allocations or the current traffic in the piconet is too dynamic to support the 
• The allocation of a pseudo-static CTA. This would have the effect of not allowing any 
~s. child piconets without explicitly refusing them because the request is for a child 
1 piconet. 

The initial proposals for creating dependent piconets used special commands for 
:ient neighbor association and channel time requests. However, after working with 

dependent piconets in early stages of the draft, it was clear that some 
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simplifications could be made. First, the dependent piconet really only required 
channel time from the parent PNC. Other than that, the PNC did not need to be 
involved at all in the operations of the dependent piconet. The second attribute i 
based on the idea that in an 802.15.3 piconet once a DEV has been allocated 
channel time, it can use that time for essentially anything that it wants to do. The 
only restriction is that the DEV needs to ensure that its transmissions or the 
transmissions that it prompts, e.g., ACKs or allocations in a dependent piconet, do 
not extend beyond the temporal boundaries of the CTA. Thus, the dependent PNC 
can use the regular channel time request procedures to ask for time to be set aside 
for the operations of the dependent piconet. Finally, the idea of a pseudo-static 
CTA was used to assist the dependent PNC. Because this type of allocation is 
changed infrequently, it works well as the allocation for a dependent network. 

STARTING A DEPENDENT PICONET 

The first task in starting a dependent piconet is to associate with the PNC of the 
parent piconet. The DEV joins the piconet using the Association Request 
command (see "Association" on page 74) and follows the normal association 
process. If the DEV is going to become a child PNC, the association process is 
indistinguishable from the association of any other DEV. If the DEV is intending 
to become a neighbor PNC, there a few small differences in the association 
process. 

First, the DEV sets the Neighbor PNC field to one in the PNC Capabilities field 
that it sends to the PNC in the Association Request command. When the PNC see 
that this bit is set, it knows that the DEV is not requesting to become a full 
member of the piconet, but rather that it is asking to become a neighbor PNC. 
Because the PNC is not required to support neighbor piconets, the PNC can refuse 
the association request by sending an Association Response command with the 
Dest-ID set to the UnassocID, the requesting DEV's DEV address, and with the 
Reason Code set to "Neighbor piconet not allowed." If the DEV receives this type 
of a rejection to its association request, it should not try to associate with this 
piconet as a neighbor PNC as long as the parent PNC remains unchanged. The 
neighbor PNC DEV will know that the PNC has changed by examining the PNC 
Address field in the Piconet Synchronization Parameters field in the beacon. 
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The PNC may refuse the association for 
other reasons; for example, it may be in 
the middle of the PNC hand-over process 
or it may be changing channels. 
Depending on the Reason Code in the 
Association Response command, the 
DEV may wish to retry the request at a 
later time, for example, after the handover 
or channel change has completed. In 
general, the DEV can use the beacon to 
determine if the conditions have changed 

E9 
The NbrlD is not used for 
any data traffic in the parent 
piconet or for any data or 

command traffic in the neighbor piconet. 
During the time allotted for the neighbor 
piconet, the neighbor PNC uses either 
the PNCID or its DEVID in the neighbor 
piconet for communications. Thus the 
neighbor PNC has 3 DEVIDs: the NbrlD 
in the parent piconet, the PNCID in the 
neighbor piconet and a regular DEVID in 
the neighbor piconet. 

in such a way as to allow the DEV to associate as a neighbor PNC. For example, if 
the Reason Code is "Already serving maximum number of DEV s," then when the 
DEV sees a beacon with a DEV Association IE that indicates that a DEV has just 
disassociated, it may want to retry the association process with the PNC. If the 
PNC grants the association request for a neighbor PNC, it will assign the DEV 
one of the available NbrIDs to use for communications with the parent PNC. 

When the association process is complete, either for a child or neighbor PNC, the 
next step is to request channel time for the dependent piconet. The DEV will use a 
regular Channel Time Request command with the following requirements: 

• The Target ID will be the DEV's DEVID (either a regular DEVID or the 
NbrID). 

• The Stream Index will be set to the Unassigned Stream Index (see "Stream 
connections" on page 92) This implies that the DEV is only able to request 
only an isochronous allocation as an asynchronous allocation would not make 
sense for this application. 

• The PM CTRq Type field shall be set to ACTIVE. (A power-save mode 
allocation is not possible because the PNC is always required to be ACTIVE.) 

• The CTA Rate Type field is set to indicate a super-rate allocation. 

• The CTA Rate Factor is set to 1 to indicate one allocation per superframe. 

• The CTA Type field is set to request a pseudo-static allocation. 

All other fields in the Channel Time Request command can be set to values that 
are appropriate for that request. In particular, the dependent PNC will need to 
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specify the minimum time that is required for it to support the operations of the 

dependent piconet. 

If the SrcID for the CTRq command is one of the NbrIDs, the PNC will recognize 

it as a request for time for the neighbor piconet. If the request by a neighbor PNC 

is malformed in some manner, e.g., the Target ID is not its NbrID or the reque ti 

for a sub-rate allocation, then the PNC will reject the request. However, if the 

request comes from a regular DEV, the PNC will attempt to grant the request, 

even if it does not adhere to the above rules. The PNC will attempt this allocation 

because the child PNC is a member of the piconet, and so it is allowed to request 

channel time to other DEV s in the piconet or for purposes other than a dependent 

piconet. The PNC will consider each request based on the channel time available 

in the superframes, including the differential loading due to sub-rate and power­

save mode allocations . 

The PNC will send a Channel Time Response command to the DEV to indicate 

the result of the request for channel time. If the request is unsuccessful, the DEV 

can retry the request with different values for the timing parameters if it thinks thi 

will improve the probability that the request will be granted. If the request is 

successful, then the PNC will begin to place the CTA blocks in the beacon to 

allocate the time for the DEV to operate as the dependent piconet. At this point, 

the DEV is now the PNC of the dependent piconet and it is allowed to begin 

sending a beacon, associating new members and allocating channel time. The 

dependent PNC must select a PNID that is distinct from the parent piconet's 

PNID. If the dependent PNC did not do this, then DEVs in the parent piconet that 

were in receive mode during the dependent piconet's CTA might ACK frames or 

respond to commands that were intended for a DEV in the dependent piconet that 

had the same DEVID as the DEV in the parent piconet. The process of a DEV 

becoming a child PNC is illustrated in Figure 5-1 . 

If the dependent piconet is a child piconet or an 802.15 .3 neighbor pico net, then 

the dependent PNC will need to set aside time in the beacon that corresponds to 

the time in the parent piconet that is not allocated to the dependent piconet. The 

child or 802.15.3 neighbor PNC does this by putting a CTA block in the beacon 

with the SrcID and DestID set to the PNCID and the start time and duration 

corresponding to the time that is reserved for the parent piconet. Because 802.15.3 

has strict rules regarding when a DEV is allowed to transmit, the child PNC is 
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DEV PNC 

DEV association process with 
parent PNC and if required, 

establishes secure membership 

DEV channel time request for a 
pseudo-static CT A with itself as 

SrclD and DestlD 

PNC initialization 
procedure 

DEV now 
child PNC 

First beacon 
with child PNC parameters 

' Figure 5-1: Process for starting a child piconet 

able to ensure that all of the DEV s in its piconet do not violate the time allocated 

for the dependent piconet operation. The alignment of the child and parent 

superframes is illustrated in Figure 5-2. 

Figure 5-2 shows that in a child 
piconet, the start time of the reserved 
channel time is equal to the end of the 
allocation for the dependent piconet. 
Likewise, the end of the reserved 
channel time corresponds to the start 

~ 
The parent PNC may communicate 
with the child PNC during time 
allocated for the parent piconet. The 

child PNC uses the DEVID that was 
assigned as its DEV personality in the 
parent piconet. 

time of the CTA for the dependent piconet. Because the child is a member of the 

parent piconet, there are times during the parent superframe when the child PNC 

can communicate with the parent PNC or with other DEV s in the parent piconet. 

This is indicated in Figure 5-2 as blocks of time marked with "C-P." When either 

of the PNCs, child or parent, is sending a beacon, communication is not possible 

(other than the information passed in the beacon). The parent PNC is also not 

allowed to communicate with the dependent PNC during the blocks of time 
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marked "C-C." Although the child PNC is a member of the parent piconet, the 
parent PNC is not necessarily a member of the child piconet, and so it cannot 
communicate with the other DEVs in the child's piconet. The parent PNC may 
join the child piconet if it wants to communicate with DEV s that are associated in 
that piconet but are not associated in the parent piconet. If the parent PNC joins 
the child piconet, it will be as a regular DEV and not as the PNC. 

◄ 

o CTA 
~ 1 

---------

Reserved time 

---------

Parent piconet superframe ► 

◄ 

61!1 ~., 
o? 

CTA2 
(private) 

C CTA 
A 
p 

CTA 
3 

CTA 
n 

Child piconet superframe 

- -

I C!A I 
- -

Reserved time 

O CTA 
~ 1 CTA2 

► 

Communications rules 

None None C-C C-P None C-P None 

Child network member communication 
between: DEV & DEV, or PNC & DEV 

Communication between child PNC & parent (DEV or PNC) 

No peer to peer communication during beacon times 

Figure 5-2: Relationship of the parent superframe to the child superframe 

As Figure 5-2 shows, the child PNC can act as a bridge between the two piconets, 
the parent and the child piconet. The child PNC is allowed to implement either a 
bridging protocol, such as 802.1 d, or a routing protocol to enable data to be passed 
between the two piconets. However, these protocols are functions that exist at the 
higher protocol layers and so are out of the scope of IEEE Std 802.15 .3 MAC and 
PHY. An example of this bridging is illustrated in Figure 5-3. 
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Parent piconet superframe ► 

◄ 

CTA2 
(private) 

CTA 
3 

Child PNC towards traffic received from DEV 
during CTA 1 in child piconet to DEV in parent 
piconet during CTA n. 

Child piconet superframe 

o CTA 
~ 1 

► 

CTA2 

Figure 5-3: Child PNC bridging data between networks 

The process for a DEV becoming a neighbor PNC is illustrated in Figure 5-4. As 

the figure indicates, the neighbor DEV may not be operating an 802.15.3-

compliant network. However, if the DEV wants to join as a neighbor PNC, it is 

required to support the minimal functionality described in IEEE Std 802.15 .3. In 

addition, the neighbor PNC must make sure that all of the members of its wireless 

network do not transmit outside of the time allocated for the dependent piconet. If 

the neighbor PNC is unable to guarantee this, it is not allowed to join the 802.15.3 

piconet as a neighbor PNC. 

The relationship between the superframes of the parent piconet and the neighbor 

piconet are illustrated in Figure 5-5. The parent and neighbor PNCs can carry on 

limited communications during the time periods marked "N-P," although this 

communication is restricted to the commands necessary to maintain the neighbor 

piconet. The neighbor PNC is not allowed to communicate with DEV s in the 

parent piconet because it is not a member of that piconet. Likewise, the parent 

PNC is not allowed to engage in any frame exchanges during the time set aside for 

the neighbor piconet because it is not a member of that piconet. As with the case 

of the child piconet, the parent PNC is allowed to join the neighbor piconet so that 

it can communicate with the DEVs in that network (assuming it supports the 

protocol that is being used in the neighbor piconet). 
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DEV PNC 

DEV association process with parent 
PNC, requesting neighbor PNC status. 

PNC assigns neighbor DEVID. 

DEV channel time request for 
pseudo-static CT A with itself 

as SrclD and DestlD 

procedure 

DEV now 
neighbor PNC 

~ First beacon with neighbor PNC parameters____. 
(if 802.15.3 neighbor piconet) 

i + 
Figure 5-4: Process for starting a neighbor piconet 

PARENT PNC CEASING OPERATIONS WITH DEPENDENT PICONETS 

When the parent PNC stops the parent piconet using the shut down procedure, the 

dependent piconets will need to adjust for the loss of their synchronization. If 

there is only one dependent piconet that is part of the parent piconet, that piconet 

will be able to continue operations. However, if there is more than one dependent 

piconet that is a part of the parent's piconet, then they both cannot continue to 

operate. Once the parent PNC stopped sending beacons, the dependent PNCs 

might assume that they can use the entire time in the channel, expanding to fill the 

time that was allocated for traffic in the parent piconet. However, if all of the 

dependent piconets do this, they would collide, causing lost frames and poor QoS. 

One way to resolve this problem would be to require that all dependent piconets 

cease operations if the parent piconet also ceases operations. However, it is 

possible for one dependent piconet to remain as long as the others know to cease 

operations. The task group solved this problem by adding a field to the Piconet 

Shutdown IE that contains the DEVID of the dependent piconet that is allowed to 
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I ◄ Parent piconet superframe ~1 
-----

~ CAP 
CTA CTA2 CTA CTA ~ 

CAP 
CTA 

CTA2 "'" 1 (private) 3 n "'" 1 o_, o_, 
-----

...---Neighbor piconet superframe---~I 
-------------.----------.---------------r------

Neighbor network 
quiet 

Neighbor network 
communication 

Neighbor network 
quiet 

Neighbor 
network comm. 

----------~-------~---------~-----

Communications rules 

N-P None N-P 

Neighbor network member 
communication between: DEV and 
DEV, or PNC and DEV 

N-N 

Communication between neighbor PNC and parent PNC 

No peer to peer communication during beacon times 

Figure 5-5: Relationship of the parent superframe to the 
neighbor superframe 

continue operations. Rather than forcing the PNC to determine which dependent 
piconet is most deserving to continue operations, the standard requires the PNC to 
select the dependent piconet with the lowest DEVID to continue operations. It is 
unlikely that the PNC could determine the "best" piconet from its limited 
knowledge and. in the limited amount of time allowed for the piconet shutdown 
procedure. Thus, an arbitrary choice is as good as an attempt to select the "best" 
one, and it requires very little overhead in an implementation. Using the lowest 
DEVID also gives preference to child piconets over neighbor piconets because the 
values of the NbrIDs are all greater than the highest allowed DEVID value. 

All of the other dependent PNCs, if they do not see their DEVID in the beacon, 
will be required to either shut down their piconets, change PHY channels, or join 
another piconet as a dependent piconet before the parent PNC sends its last 
beacon. Once the parent PNC has sent its last beacon, all DEV s that are not 
members of the dependent piconet that was selected to continue operations will 
have to cease all transmissions. The dependent PNC that was selected to continue 
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operations will remove the Parent Piconet IE from its beacon to signify that it i 

no longer a dependent piconet and it can likewise remove the allocation in its 

superframe for the parent piconet's operations. DEVs that were a part of any of 

the piconets that shut down, either from the parent piconet or from another 

dependent piconet, can then join the remaining piconet either as DEV s or to start a 

dependent piconet. 

PARENT PNC STOPPING A DEPENDENT PICONET 

The parent PNC is allowed to force a dependent piconet to cease operations. The 

method that the parent PNC uses to do this depends on the type of dependent 

piconet that it wants to shut down. If the parent PNC is going to shut down a child 

piconet, it uses the stream termination procedure (see "Stream connections" on 

page 92) to remove the channel time that is allocated for the child piconet. The 

parent PNC sends the Channel Time Response command to the child PNC with a 

Reason Code that explains the reason that the parent PNC is removing the CTA. 

The child PNC remains a member of the parent piconet, and its other stream and 

asynchronous connections remain unchanged by the procedure. 

If the dependent piconet is a neighbor piconet, the parent PNC uses the 

disassociation process (see "Disassociation" on page 78) to end the neighbor 

PNC's association with the parent piconet. The Disassociation Request command 

is used instead of the stream termination procedure because the neighbor PNC's 

only reason for associating with the parent PNC is to operate a neighbor piconet. 

If the parent PNC is not going to allow the neighbor piconet to operate, there is no 

reason for the neighbor PNC to remain associated in the parent piconet. 

Once the dependent PNC has been informed, either via the Channel Time 

Response command or the Disassociation Request command, that it will no longer 

be able to operate a dependent piconet as a part of the parent piconet, the 

dependent PNC can then either shut down its piconet, change channels, or join 

another piconet as a dependent piconet. The parent PNC will listen for the 

dependent PNC's shut down or channel change procedure to determine when to 

remove the channel time for the dependent piconet from the beacon. However, the 

parent PNC is not required to wait for an indefinite period of time and it may 

choose a timeout for the dependent piconet that is shorter than the time indicated 

in the dependent PNC's shut down or channel change process. If the dependent 

176 Wireless Multimedia: A Guide to the 802.15.3 Standard 

INTEL-1005 
U.S. Patent 8,219,129 



a 

e 

ld 

a 

d 

1d 

t. 
[10 

:er 

he 

Chapter 5: Dependent piconets 

piconet is an neighbor piconet that is not 802.15.3-compliant, the parent PNC will 
select a time that is equivalent to what it would use to shut down its own piconet 
to allow the dependent piconet to either shut down or change to another channel. 

Regardless of the length of time that the PNC allows for the dependent PNC to 
cease operations in the current PHY channel, when the CTA for the dependent 
piconet is removed from the beacon, all of the DEV s in the dependent piconet, 
including the dependent PNC, shall cease transmitting in that CTA. Because the 
CTA for a dependent piconet is a pseudo-static allocation, the parent PNC might 
want to allow mMaxLostBeacons number of superframes before it reallocates that 

time to another DEV. It can allocate it sooner, but the first few superframes may 
experience high frame loss if the DEV s in the dependent piconet have not yet 

realized that the allocation has been finally removed. 

HANDING OVER PNC RESPONSIBILITIES IN A DEPENDENT PICONET 

One of the key capabilities that IEEE Std 802.15.3 provides is the ability of the 

PNC to hand over control of the piconet to another DEV in the piconet. This 
capability is critical to the 802.15.3 protocol because the "best" PNC is not 
initially selected to be the PNC of the new piconet. Although early drafts of the 

standard included a PNC election process, this procedure was dropped in favor of 
simply letting the first PNC-capable DEV on the air become the PNC. This DEV 
will then hand over control to the "better" DEVs as they join the piconet. 
Eventually, the same result as a PNC election process will occur, in that the "best" 
DEV becomes the PNC of the piconet. PNC hand-over also allows the piconet to 
continue uninterrupted when the PNC needs to leave the piconet for any reason. 

Thus, the PNC hand-over process is a key part of the operation of IEEE Std 
802.15 .3. However, up until the first sponsor ballot, the PNC hand-over process 
for dependent PNCs was not even supported in the standard. This capability was 

added after the first sponsor ballot and now is a part of the standard for DEV s that 
implement the dependent PNC capability. 

Although the parent PNC can hand over PNC responsibilities to a DEV that is 
currently the PNC of a child piconet, this does not imply that the dependent PNC 
will then merge the two piconets. The standard does not provide either the 

commands or the procedures that are necessary to support merging two piconets. 
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This may be a future enhancement to the standard, but it is not currently 

supported. The PNC is never allowed to hand over control to a neighbor PNC 

because this DEV is not a full member of the parent piconet. If the parent PNC 

does hand over control of the piconet to a DEV that is currently a child PNC, that 

DEV would have to operate two distinct piconets simultaneously. If the child PNc 

is unable to support this mode of operation, it will refuse the hand-over request by 

sending the PNC Handover Response command to the PNC with the Reason CO<lc 

"Handover refused, unable to act as PNC for more than one piconet." 

Handing over control of dependent piconet required the addition of two new 

capabilities to the standard. The first capability is to allow a DEV, under certain 

circumstances, to refuse a hand-over request. In almost every other case28, the 

DEV that is selected by the PNC to become the new PNC is required to accept the 

nomination and will become the new PNC of the piconet. However, in the case of 

a dependent piconet, the new dependent PNC will need to become a member of 

the parent piconet before it can take over as the PNC of the dependent piconet. 

This may not be possible for any one of a number of reasons. For example, the 

DEV may be unable to enter into a secure relationship with the parent PNC, and 

so it cannot become a member of the parent piconet. This issue does not apply to 

neighbor piconets where the neighbor PNC is only associated and is not required 

to have a secure relationship with the parent PNC. The selected DEV may not be 

able to associate with the parent PNC because the parent PNC is unable to handle 

any new DEV s in its piconet. The selected DEV may not even be in range of the 

parent PNC; in which case, it will be impossible for it to operate as the dependent 

PNC. If the selected DEV is unable to join the parent piconet, the DEV will refuse 

the hand-over process by sending the PNC Handover Response command to the 

PNC with the Reason Code set to "Handover refused, unable to join parent 

piconet." 

The other change that was necessary in the standard was to allow a DEV to hand 

over its CTA to another DEV. Assuming that the selected DEV is able to join the 

parent piconet, it will be assigned a DEVID that is different from the current 

dependent PNC. The CTA for the dependent piconet, however, will be associated 

with the old DEVID and the new PNC will be unable to modify or respond to any 

28 The other exception is that a DEV that is acting as a child PNC may refuse the handover due to its 

inability to run more than one piconet at the same time. 
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changes in the allocation. Even worse, if the current dependent PNC is handing 

over control because it is going to shut off, at some point, it will disassociate from 

the parent piconet and the parent PNC will then remove the CTA from the beacon 

and the dependent piconet will cease to exist. Thus, the parent PNC needs to be 

informed that a new DEV will be taking over as the "owner" of the time allocated 

to the dependent piconet. 

The hand over of channel time is restricted to private pseudo-static allocations 

only, and only the current source of the allocation can request a change in the 

"ownership" of the CTA. To hand over the CTA to another DEV, the source DEV 

sends a Channel Time Request command to the PNC that contains the following 

information: 

, The Num Targets field is set to one. 

, The Target ID List field contains the DEVID of the target DEV that is to 

receive control of the CTA. 

, The Stream Request ID field is set to zero. 

, The Stream Index field set to the stream index of a CTA that has already been 

allocated to the dependent PNC as a private, pseudo-static CTA. 

• All other fields set to the same values as in the last successful CTRq for this 

Stream Index. 

The PNC will notice a change in the 
Target ID List and will know that this 
is a request to hand over control of the 
CTA to the DEV indicated in the Tar­
get ID list. The PNC will grant this 
request as long as the DEV that is to 
receive control of the CTA is a mem-

S 
The standard does not explicitly 
state that the DEV that receives 
control of the CTA is in ACTIVE 

mode, but it is not possible for a DEV to be 
in a PS mode and have a super-rate 
allocation. Thus the DEV needs to be in 
ACTIVE mode when the control is passed. 

ber of the piconet and its power management mode is ACTIVE. The PNC will 

respond with the Channel Time Response command indicating the success or 

failure of the request. If the request failed, the PNC will set the Reason Code field 

to indicate the reason why the request was refused. The frame exchange sequence 

for handing over control of a CTA is illustrated in Figure 5-6. 
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DEV-2 PNC 

CTA with Stream Index= SI, 
CT A Type = psuedo-static 

SrclD = DestlD = DEV-2 DEVID 

RequestTimeout 
Channel Time Request command 

with Target ID List= DEV-3 
DEVID, Stream Index= SI 

14-----lmm-ACK------< 

DEV-3 is member 
of parent piconet or is 

an associated 
neighbor PNC 

Channel Time Response 
command with 

Reason Code = Success 

f--------lmm-ACK ----~ 

beacon, CTA block with 
Stream Index= SI , 

SrclD = DestlD = DEV-3 DEVID 

Figure 5-6: Dependent PNC handing over control of a CTA 

With these two capabilities, the standard defines a procedure that will allow a 
dependent PNC to hand over control to another member of its piconet. Perhaps 
more important, it is possible to describe the potential failures in the dependent 

PNC handover process and how the protocol can handle them. 

The dependent PNC hand-over process begins in the same manner as a regular 
PNC hand-over, with the current PNC sending the PNC Handover Request 
command to the DEV that it has selected to become the new PNC, as shown in 
Figure 5-7. In this and the two subsequent figures, the identities PNC, DEV-2, 
and DEV-3 are all relative to the dependent piconet and not the parent piconet. If 
DEV-2 is not a member of the parent piconet, then the DEV will begin the 
association process to join the parent piconet and, if required, establish a secure 
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, ·onship with the PNC. DEV-2 can join the parent piconet as either a neighbor 

1 a member of the piconet. While DEV-2 is attempting to join the parent 

net, the current dependent PNC will be sending DEV-2 the information about 

f the DEV s with the PNC Information command, all of the current channel 

1 requests with the PNC Handover Information command, and the power save 

• rmation, if any, using the PS Set Information Response command. DEV-2 

also request the transfer of any security information at this point using the 

1 urity Information Request command. The dependent PNC transfers all of this 

1ta, anticipating that DEV-2 will be successful in joining the parent piconet. The 

sfer of this information does not interfere with either DEV-2's association and 

ure membership process or with the transfer of the dependent piconet data 

cause the former occurs only during time reserved for the parent piconet, 

i ereas the latter only occurs during time reserved for the dependent piconet. 

nee the transfer of the information is complete and DEV-2 has joined the parent 

> conet, it will send a PNC Handover Response command to the dependent PNC 

ith a Reason Code set to the DEVID that was assigned to it by the parent PNC. 

his lets the current dependent PNC know that the new dependent PNC is ready to 

ke over control of the piconet. The Reason Code in the PNC Handover 

esponse command is interpreted as follows: 

0x00: Success. (This code is used only for a non-dependent PNC handover.) 

0x0J-0xEC: Success, the DEV that is to become the new dependent PNC is a 

member of the parent piconet with a DEVID equal to the value of the Reason 

Code. (These values cover all possible DEVIDs for members of a piconet.) 

• 0xED-0xF6: Reserved. (These values are reserved DEVIDs and so they are 

reserved for this command as well.) 

• 0xF7-0xFC: Success, the DEV that is to become the new dependent PNC has 

associated in the parent piconet as a neighbor PNC with a DEVID equal to the 

value of the Reason Code. (These values are all NbrIDs.) 

• 0xFE: Handover refused, unable to join the parent piconet. (This value is the 

same as the unassociated ID, which is appropriate for this error code.) 

• 0xFF: Handover refused, unable to act as a PNC for more than one piconet. 

(This value is the same as the BcstID and so it is never assigned to a DEV as its 

DEVID). 
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DEV-2 

PNC Handover Request 
command with 

Handover Status field = 0 

'------Imm-ACK------

DEV-2 becomes member 
of parent piconet (if not 

already member) 

..-PNC Information command 

1------lmm-ACK-------.. 

Optional security information handover 

PNC Handover 
Information command ◄ 

1------lmm-ACK-----­

,-1--- PS Set Information -----1 
Response command 

- --_J===::::--lmm-ACK------
New PNC received 

all PNC related information and 
is ready for handover 

PNC Handover 
Response command 
with Reason Code = 

DEVID in parent piconet 
141-----lmm-ACK-----_J 

Dependent PNC requests isochronous 
stream modification with Parent PNC, new 

Target ID for existing Stream Index 

DEV-3 

i....1--------0ld PNC beacon with PNC Handover IE---------~ 

I I 
i....1--------0ld PNC beacon with PNC Handover IE-------➔~ 

DEV-2 assumes 
control, now is PNC 

riginal PNC relinquishes 
control, now is DEV-1 

1-----New PNC beacon----11~----New PNC beacon------~ 

Figure 5-7: Successful hand over of dependent PNC 
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At this point, the dependent PNC uses the Channel Time Request command to 

hand over the control of the dependent piconet CTA to the new dependent PNC. 

Once the parent PNC changes the SrcID and DestlD of the dependent piconet 

CTA, the current dependent PNC must complete the hand-over process because it 

will not be able to regain control of the CTA. 

After the control of the dependent piconet CTA has been transferred to the new 

dependent PNC, the current dependent PNC will begin placing the PNC Handover 

IE in its beacon with the Handover Beacon Number field set to the beacon number 

of the first beacon that will be sent by the new PNC. The last superframe con­

trolled by the current dependent PNC will be the one in which the beacon number 

is one less than the value of the Handover Beacon Number field. The following 

superframe will begin when the new dependent PNC sends its first beacon. 

There are multiple points in the hand-over process where it can fail. The current 

dependent PNC can cancel the hand-over process up until the time that it requests 

that the parent PNC hand over control of the dependent piconet CTA to the new 

dependent PNC. The dependent PNC cancels the process by sending a PNC 

Handover Request command to DEV-2 with the Handover Status field set to 1 to 

indicate that the process has been cancelled. 

The hand-over process can also fail if DEV-2 fails to join the parent piconet. If 

DEV-2 attempts to join as a neighbor PNC and the parent PNC does not support 

neighbor PNCs or does not wish to allow any more neighbor PNCs, then the 

association request by the new dependent PNC will be rejected. In that case, the 

DEV can also try to join as a regular DEV; in which case, the dependent piconet 

would become a child piconet after the hand-over process. Although it may seem 

strange that the hand-over process can change a piconet from being a neighbor 

piconet to being a child piconet, it is important to remember that the difference 

between a child and a neighbor piconet lies only in the characteristics of the 

dependent PNC. If the dependent piconet is currently a child piconet and DEV-2 

attempts to join as a neighbor, the parent PNC will be able to decide if it wants to 

support the piconet as a neighbor piconet. If the parent PNC does not want to 

allow a neighbor piconet, then it will reject the association request of the DEV as 

a neighbor PNC. Likewise, if the dependent piconet is currently a neighbor 

piconet and DEV-2 either is a member or becomes a member of the parent 

piconet, then the parent PNC should allow the piconet to become a child piconet. 
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The PNC has already allowed DEV-2 to become a member of the parent picone 
so it should not have any problem with DEV-2 taking over control of the depen: 
dent piconet's CTA. Once the CTA has been allocated, there is minimal additional 
effort required by the PNC to change the SrcID and DestID for the CTA. 

If DEV-2 fails to join the parent piconet as either a regular DEV or as a neighbor 
PNC, it will send the PNC Handover Response command to the dependent PNC 
with the Reason Code set to 0xFE, which is an error code that means "Handover 
refused, unable to join parent piconet." Note that the error code is equal to the 
UnassocID, which is DEVID that the DEV-2 will receive if it is unable to 
associate with the parent PNC. The frame exchange leading up to the failure of 
DEV-2 to join the parent piconet is illustrated in Figure 5-8. As shown in the 
figure, DEV-2 is allowed to refuse the handover at any time while the dependent 
PNC is sending over the information about the piconet. DEV-2 does not have to 
wait until all of the information is transferred before it sends the PNC Handover 
Response command if it is going to reject the handover. 

DEV-2 

PNC Handover Request 
command with 

Handover Status field = 0 

PNC 

,------lmm-ACK-----t1~ 

DEV-2 fails to join 
the parent piconet 

PNC Information command 

f------lmm-ACK------1.i 

PNC Handover Response 
command with 

Reason Code = OxFE 

DEV-3 

HandoverTimeout 

Figure 5-8: Hand-over of dependent PNC fails because new PNC 
fails to join the parent piconet 
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