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Abstract
Time-constrained systems which operate in dynamic envicharacterized (accurately) by constants, by intervals or
ronments may have unknown worst-case scenarios, magven by time-invariant statistical distributions.
have large variances in the sizes of the data and event sets This paper presents techniques for specification and
that they process (and thus, have large variances in exemodeling of real-time Quality-of-Service for distributed
cution latencies and resource requirements), and may nosystems that operate in dynamic environments. The tech-
be statically characterizable, even by time-invariant sta- niques are based on a programming-language-independent
tistical distributions. This paper presents a specification meta-language for describing real-time QoS in terms of
language for describing environment-dependent features.end-to-end paths through application programs. Constructs
Also presented is an abstract model that is constructedare provided for the specification and modeling of deter-
(statically) from the specifications, and is augmented (dy- ministic, stochastic, and dynamic characteristics of envi-
namically) with the state of environment-dependent fea-ronment-dependent paths. The provision for description of
tures. The model is used to define techniques for Qo$eriodic, transient and hybrid (transient-periodic) paths is
(quality-of-service) monitoring, QoS diagnosis, and re- also made. Another novel feature of the language is that it
source allocation analysis. Experimental results show theallows the description of multi-level timing constraints
effectiveness of the approach for specification of real-timethrough (1) simple, cycle deadlines (which apply to a sin-
QoS, detection and diagnosis of QoS failures, and restora-gle cycle of a periodic, transient or transient-periodic path)
tion of acceptable QoS via reallocation of distributed and (2) super-period deadlines (which apply to multiple

computer and network resources. cycles of a transient-periodic path). The language and
model also consider the scalability and fault tolerance
1. Introduction features of the end-to-end paths and their application pro-

gram constituents.

This is significantly different from other real-time ap-
plication development languages and other real-time meta-
languages. Real-time application development languages

.g., Tomal [12], Pearl [17], Real-Time Euclid [13],

Many difficulties confront those who must engineer the
emerging generation of real-time control systems. Such
systems have rigorous Quality of Service (Qoljgctives.

They must behave in a dependable manner, must respo TC++ [9], Real-Time Concurrent C [7], Dicon [14],

to three_lt_s in a tlmely fe_lshlon and must provide contmuo_usChaos [3], Flex [16], TCEL [5], Ada95 [2], and MPL [19])

availability, even within hazardous and unknown envi- include a wide variety of features that allow assertion

ronments. Furthermore, resources should be utilized in an . y .
s - : checking and code transformation to ensure adherence to

efficient manner, and scalability must be provided to ad-_; ; e “

dress the ever-increasing complexity of scenarios that conElmlng constraints. Specification languages_or "meta-

front such systems. The difficulties in engineering such languages” (such as ACSR [4], GCSR [1], [23], CaRT-

systems arise from several phenomena, one of the mos%IDeC [27] and RTL [10]) formalize the expression of tim-

perplexing being the dynamic environments in which they|ng constraints and in some cases allow proofs of proper-

must function. Svstems which operate in dvnamic envi- ties of programs based on these constraints. In [6], the
- Sy P y features of [10] have been folded into an application de-

ronments may have unknown worst-case scenarios, ma{elo ment lanquage. Our work is a specification meta
have large variances in the sizes of the data and event sefs P guage. P

. : [Anguage that is application-language-independent. Rather
that they process (and thus, have large variances in execy; s : o~ . .
. . ; han providing real-time support within a particular appli-
tion latencies and resource requirements), and cannot be_.. . . L

Cation language, it provides support for expressing timing
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constraints fosystems of application programsritten in This section presents tliynamic real-time path para-
a melange of programming languages. Unlike previousdigm. A path-based real-time subsystem (see Figure 1)
work, in which timing constraints are associated at a rela-typically consists of a situation assessment path, an action
tively small granularity (e.g., task-level), our language initiation path and an action guidance path. The paths in-
allows timing constraints to be expressed the granularity ofteract with the environment via evaluating streams of data
end-to-endpaths which span many communicating pro- from sensors, and by causing actuators to respond (in a
grams. timely manner) to events detected during evaluation of

Another way of categorizing real-time languages andsensor data streams. The system operates in an environ-
models is in the way they permit characterization of a sys-ment that is either deterministic, stochastic or dynamic. A
tem’s behavior when interacting with the physical envi- deterministic environment exhibits behavior that can be
ronment. Prior work has typically assumed that the effectscharacterized by a constant value (see [19]). A stochastic
of the environment on the system can be modeled determienvironment behaves in a manner that can be characterized
nistically. Our work expands this to include systems thatby a statistical distribution (see [15]). A dynamic environ-
interact with environments that are either deterministic, ment (e.g., a war-fighting environment) depends on condi-
stochastic, or dynamic. This is done by modeling interac-tions which cannot be known in advance (see [22], [29]).
tions with the environment as data and event streams, that A (partial) air defense subsystem can be modeled using
may have deterministic, stochastic or dynamic properties. three dynamic pathsthreat detection, engagemerand

In order to handle dynamic environments, it is useful if missile guidanceThethreatdetectionpath examines radar
the language includes features that can be related to dysensor data (radar tracks) and detects potential threats. The
namic mechanisms (such as those described in [20] [8]path consists of a radar sensor, a sensor data stream, a fil-
[21] [22] [24]) for monitoring, diagnosis and recovery. tering program and an evaluation program. When a threat
Language support for run-time monitoring of real-time is detected and confirmed, tlangagemenpath is acti-
programs has been addressed in [20], [6], [11], [13], andvated, resulting in the firing of a missile to engage the
[2]. However, limited support was provided for diagnosis threat. After a missile is in flight, thamissile guidancgath
and recovery actions. Our work extends the language feauses sensor data to track the threat, and issues guidance
tures pertaining to diagnosis of timing problems, and thecommands to the missile. Thmeissile guidancepath in-
migration or replication of software components to handle volves sensor hardware, software for filtering, software for
dynamic data stream or event stream loads (scalability)evaluating & deciding, software for acting, and actuator
The specification language also provides support for fault-hardware.
tolerance, an issue that has not been addressed in most The remainder of this section describes the features of
real-time languages. dynamic real-timepaths Recall that a path may be one of

Previous real-time languages allow the description ofthree types: situation assessment, action initiation, or ac-
behaviors that are purely periodic or aperiodic. Our work
extends language support to describe hybrid behaviors
such as the transient-periodic described in [26]. We also

allow for multi-dimensional timing constraints, which, to Data streams -
our knowledge, cannot be described in any existing real- real-time
time language. subsystem

The remainder of the paper presents the specification
L . sensors
language and shows how it is used for adaptive QoS man: event
agement. Section 2 explains the software paradigm used ir 1_"
the specification language. In Section 3, we present the actuators - evelnt

grammar of the specification language and illustrate its use
with examples. Section 4 presents a static system mode /

that is constructed from specifications. Section 5 defines a

dynamic model, which is built at run-time by augmenting Event streams
the static model with environment-dependent state. Use of
the dynamic and static system models for adaptive re-—; X
source and QoS management is illustrated in Section 6. Figure 1. A real-time subsystem.

Section 7 presents experimental results of applying the
language, the models and the resource and QoS managéien guidance. The first path type, situation assessment,

ment techniques to a distributed real-time application. continuously evaluates the elements of a sensor data
stream to determine if environmental conditions are such
2. The dynamic real-time path paradigm that an action should be taken (if so, the action initiation

path is notified). Thus, this type of path is calhtinu-
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ous. Typically, there is a timeliness objective associated sired actions are successfully completed by the deactiva-

with completion of one review cycle of a continuous path, tion deadline.

i.e., on the time to review all of the elements of one in- The missileguidancepath of the air defense example is

stance of a data stream. (Note: A data stream is produced quasi-continuous path. It is activated by théssile

by sampling the environment. One set of samples is calledaunchevent. Once activated, the path continuously issues

a data stream instance.) guidance commands to the missile until it detonates (the
Thethreat detectiopath of the air defense system is an deactivation event). The required completion time for one

example of a continuous path. It is a sensor-data-streamiteration is dynamically determined, based on characteris-

driven path, with desired end-to-end cycle latencies fortics of the threat. If multiple threat engagements are active

evaluation of radar track data. If it fails to meet the desiredsimultaneously, the threat engagement path is responsible

timeliness Quality of Service in a particular cycle, the path for issuing guidance commands to all missiles that have

must continue to process track data, even though desirebeen launched.

end-to-end latencies cannot be achieved. Peak loads cannot

be known in advance for thireat detectiorpath, since 3. Grammar of the specification language

the maximum number of radar tracks can never be known.

Furthermore, average loading of the path is a meaningless

notion, since the variability in the sensor data stream size This section presents a specification language for de-
. ’ . Y . scribing the characteristics and requirements of dynamic,
is very large (it may consist of zero tracks, or it may con-

sist of thousands of tracks). path-based real-time systems. The language provides ab-

The second path type, action initiation, is driven by astractlons to describe the properties of the software, such

. . . as hierarchical structure, inter-connectivity relationships,
stream of events sent by a continuous (situation assess-

. . .~ .and run-time execution constraints. It also allows descrip-
ment) path. It uses inputs from sensors to determine whic

actions should be taken and how the actions should beIon of the physical structure_: or compos_ltlon of_the hard-
o - ware such as LANs, hosts, interconnecting devices or ICs
performed, notifies actuators to start performing the ac-

tions, and informs the action guidance path that an actiorf(SUCh as bridges, hubs, and routers), and their statically

has been initiated. We call this type of painsient since hown - properties (e.g_., peak capacn_les). Further, the
. X ; -~ . Quality-of-Service requirements on various system com-
it performs work in response to events. Typically, a timing

objective is associated with the completion of the initiation ponents can be descrlbed_. In this paper, we illustrate the
. . S concrete syntax to describe only the software and the
sequence. The importance of the timing objective for a

) - . . Quality-of-Service objectives.
transient path is often very high, since performance of an S . o
. o " o As shown in Figure 2, a subsystem is specified by de-
action may be mission-critical or safety-critical. AN o - "
scribing its priority, sets of constituent applications and

For ex_ample, the engagemqmath of the air defense devices, a set of end-to-end real-time path definitions, and
example is a transient path. It is activated by an event from

thethreat detectiorpath, and has a QoS objective of end- a graph. representing the communication connectivity of

U : ] the applications and devices. The non-terminals of the sub-
to-end timeliness. The real-time QoS of this path has system grammar are explained in a depth-first manner in
higher priority than the real-time QoS of the continuous Y 9 P P

threat detectiopath. the remainder of this section.

The third path type, action guidance, is activated by an_. As seen in the_grammar of F'gufe 2. an(_j the example of
T ; ' .~ Figure 3, the attributes of an application include boolean
action initiation event, and is deactivated upon completion

A . . . variables that indicate whether the application (1) can be
of the action. Action guidance repeatedly uses sensor in- . S .

: replicated for survivability and (2) can support scalability
puts to monitor the progress of an actuator, to plan correc- . . . L
. . - . via load sharing among replicas. Indications of whether an
tive actions needed to guide the actuator to its goal, and tQ

issue commands to the actuator. This type of path is Ca”e(?p_pllcatlon co_mbmes Its input stream (.Wh'.Ch may be re-
. - . . - . ceived from different predecessor applications and/or de-
quasi-continuoussince it behaves like a continuous path

when it is active. A quasi-continuous path has timeli- vices), and splits its output stream (which may be distrib-
ness objectives{l.) cycle completion time: the duration of uted to dlffgrent successor app!lcatlons andllor dewces) are
one iteration of the “monitor. plan coﬁmand” loon. and also specified. Application attributes also include all in-

i ) . » plan, con . . P, € formation necessary to startup and shutdown applications
(2) action completion time (or deactivation time): the time lab d in thi h ivity of th b
by which the action must complete in order for success.(not elaborated in th's frlJaper)f. The connectivity of the su h
Note that it is more critical to perform the required proc- system describes the flow of data and events between the

essing before the action completion deadline than it is toappllcatlons and devices of the subsystem, and is described

N ) as a sequence of ordered application and/or device pair
meet the completion time requirement for every cycle (al- names within parentheses. Alternately one mav use the
though the two deadlines are certainly related). Thus, it is P ' Y y

. ) square bracket set notation, which is a short hand to repre-
acceptable for the completion times of some cycles to

violate the cycle deadline requirement, as long as the de§ent a complete graph.
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The definition of a path (see Figure 4) includes a set of;

constituent applications, various attributes, QoS require{ <Pafdef>: P Real TimeG0Ss<SutvabliyQos><stream-defns>[1
ments and data/event stream definitions. The attributes of | <appn-set>: Contains "{"{ <app-niame>".'}" <app-name>}’

. . . . <app-name>::
path include priority, type, and importance. Path type,| <pathatrbs: Priority INT_LITERAL"" Type <path-type> "'
which defines the execution behavior of the path, is eithel _ .. .. Continuous | Trandiont | oumetContinuous
continuous, transient, or quasi-continuous. The importancq <Rea-TimeQos>: Real-TimeQoS "{" <RTQOS-metric>+ "}*

. . .. .| <RTQoS-metric>:: SimpleDeadline FLOAT_LITERAL ;" <threshold>
attribute (a string) is interpreted as the name of a dynami | Inter-ProcessingTime FLOAT_LITERAL *;"
cally linked library procedure that may be passed argu- | Throuhtt NT_LITERAL ~~<threshold>
ments such as priority and the current time, and returns a reshold LASu;;(ir-ielr’ilonEI)—T?LéIgIAeLSTRING 1" <threshold>
. . <threshold>:: axslac "
integer value that represents the importance of the path. MinSlack INT_LITERAL ";"

: 4 : H fA i MonitorWindowSize INT_LITERAL ;"
A real-time QoS specification includes timing con- Violations INT LITERAL™" |A
<SurvivabilityQoS>:: SurvivabilityQoS "{" Survivable STRING;
MinCopies INT_LITERAL "}"
<stream-defns>:: <DataStream-defn> | <EventStream-defn> |
<sw-sub-system>:: Subsystem ID "{" Priority INT_LITERAL <DataStream-defn> <EventStream-defn>
"" <appln-defn>+ <device-defn> { <path-
defn> }* <connectivity-descr> "}"

<appln-defn>:: Application ID "{" Scalable STRING ;" Figure 4. Grammar for paths.
Survivable STRING ";" Combining

STRING " ;"Splitting [NONE | EQUAL |
STRING]";" <startup-block>+ <shutdown-

block>+ "}"

<device-defn> Device { ID","}*ID ";" | A Path Sensing {

<connectivity-descr>:: Connectivity "{* <graph-defn>+"}" Contains {Sensor, FilterManager, Filter, EvalDecideManager, EvalDecide}

<graph-defn>:: <pair-wise-descr> | <complete-graph-descr> Type Continuous; Priority 2; Importance "Calcimport”;

| 1D Real-TimeQoS {SimpleDeadline 4; //secs

<pair-wise-descr>:: "("1ID"" 1D ") MaxSlack 80; MinSlack 20; /PERCENT

<complete-graph-descr>::  “[*{ID }+']" MonitorWindowSize 20; Violations 15;
Inter-ProcessingTime 7; // secs
Throughput 200; // data elements per second }

Flgure 2. Grammar fOF subsystems. SurvivabilityQoS { Survivable YES; MinCopies 2; }

Figure 5. A path specification.

Application FilterManager { Scalable NO; Survivable YES; Combining NO;
Splitting EQUAL,; Startup{ ... }; Shutdown{ ... }}
Device Sensor, Actuator;

Connectivity { (Sensor, FilterManager) (FilterManager, Fiter) served, and the maximum tolerable number of violations
(Filter, EvalDecideManager) ithi H
(EvalDecideManager, EvalDecide) (EvalDecide, ActionManager) (Wlthln the WmeW)' i .
(EvalDecide,  MonitorGuideManager) (ActionManager, Action) F|gure 4 also contains the grammar for descnbmg sur-

(Action, Actuator) (MonitorGuideManager, MonitorGuide) }

vivability QoS. A survivability QoS specification includes

a boolean variable that indicates (1) whether the path
should be managed to ensure survivability and (2) the
minimum required level of redundancy. Note that repli-

. . . . . ___cating a path entails replicating all of the applications that
straints such as simple deadlines, inter-processing times, Jke up the path

throughputs, and super-period deadlines. A simple dead- 5, example path specification is given in Figure 5. The

line is defined as the maximum end-to-end path Iatency“Sensing" path is continuous and has a priority of 2. It has

dur!ng a cyclg of_a contlnuous_or quasrcontmuoys p_ath, ory Simple Deadline of 4 seconds, which means that each
during an activation of a transient. Inter-processing time is

review cycle must not have a latency that exceeds this

defined as a maximum allowable time between processingamoum' The MaxSlack and MinSlack definitions further

of a particular element of a continuous or quasi-continuous, jctrain this requirement to the interval [0.8seconds,

path’'s data stream in successive cycles. The throughp”’§.25econds]. If 15 out of the most recent 20 cycles violate

_requwerrPenthls del;:ned as the m|n(|ij_1m numper Of. %at his requirement, then corrective action by a resource man-
items that the path must process during a unit period ofy .o i’ required. If the upper bound is exceeded, the cor-

time. A super-period deadline is defined as the MaxiMuMyq ive action would be to allocate more resources for the

allowed latency for all cycles of a quasi-continuous path'path. In the case where the lower bound is exceeded, the

A super-period deadline is specified as the name of a (_jy'action would be to take away some of the resources of the

namically Iinked. library progedure that is cal]ed dy“am" path. The path inter-processing time is 7 seconds, meaning
cally to d_etermlne the estlma_ted_super-penod d_ead“nethat no more than this amount of time should elapse be-
_Each timing constraint speC|f|(_:at|on may also include y oo reviews of a particular data stream element in suc-
items that relate to the dynamic monitoring of the con- cosqive cycles. The path throughput must be at least 200

straint. These include minimum and maximum sla_ck val- data stream elements per second. The path also requires
ues (that must be maintained at run-time), the size of a

moving window of measured samples that should be ob-

Figure 3. Application, device and
connectivity specifications.
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receives a data stream from a sensor or an event stream

DataStream { DataStream { H T ) i
Type Deterministc Type Stochastc from an appllgatlgn) an8INK(G(P)) is u§ed to represent
Size 40} Size "/home/ uta/MGDataStream.data'"} the sink application of(P) (the application which com-
EventStream { EventStream { _ municates with an actuator or sends an event to the root
Type Dynamic: } il 05"} application of another path). The type gsRlatastream is

defined ast(P,.DS)J{dynamic, stochastic, deterministic}.

Figure 7. Specifications of streams. o(P..DS) denotesthe size characteristics of;'$> data-

stream.
— - - The real-time QoS requirements of a path are: required
<DataStream-defn>:: DataStream "{" Type [Deterministic | Stochastic | Dynamic ] ";* .
Size <environ-descr> ™" '} latency of Areq(Pi) seconds, required throughput of
<EventStream-defn>:: EventStream "{" Type [Deterministic | Stochastic | Dynamic ] ";" . . .

_ Rate <environ-descr> """}’ Breq(P)) data stream elements/time, and required data in-
e T LITERAL * INT LITERAL )" | <pd-descrs b ter-processing time obreo(P) (a2 maximum allowable
<pdf-descr>:: STRING | FILENAME  ~ time between processing of a particular element; @3
Figure 6. Grammar for streams. in successive cycles). To mask momentary QoS-spikes

during QoS monitoring, a specification may define a sam-

th ist f at least 2 . ¢ h of it b Fling window and a maximum number of QoS violations
€ existence of at least < copies of each of Its MEMbet, 1,0 olerated within the windowy(P;) models the sam-
applications at all times.

Figure 6 shows the grammar for describing streampling window size ant(P) represents the maximum al-

properties. A corresponding specification is illustrated in '0Vable number of violations (within sampling window
Figure 7. The stream type can be deterministic, stochastic.(,‘)(Pi))' W(P) = Wrin(P), Wmax(P)] IS the required slack

or dynamic. The data stream size or event arrival rate of dnterva_l for ea(_:h QoS requirement, |.e.., It Is Teq“'md that
deterministic stream is a constant (scalar or interval). A€ ratio (required QoS - actual QoS) : (required QoS) be
stochastic stream has a data stream size or an event arrivaP 1€sS thaWmi(P) and no greater thapa{(P). o
rate that is characterized by a probability distribution REPLICABLE(a ;) --- has a true or false value to indi-

function. The distribution is described as a string contain-Cat€ if application @can be replicated for the purpose of

ing the name of a distribution and its parameters, or is de!0@d sharingCOMBINING(a i;) - has the value of true

scribed as the name of a data file containing a data set th&" false, indicating if application;acombines the inputs
characterizes the stream’s behavior. The data stream siZEoM itS predecessors before passing the values to succes-
or event arrival rate of a dynamic stream is not describeds©r(s).-SPLITTING(a ;) U (none, equal, non-equal) indi-

in the specification, since it must be observed at run time. cates whether an application splits it outputs among its
successors, and if so, whether the outputs equally.

4. Static system model .
y 5. Dynamic system model

This section presents an overview of a static system ) ) )
model (which is constructed by a specification compilery ~ This section presents a model of such dynamic features
for a single subsystem. as the current enwronr_nent, its effect on QoS_, a mapping of
A software subsysten§s, consists of a set of applica- software to computation and communication hardware,
tions SS.A = { & a,.....}, a set of devices (sensors and and the number of replicas of each application.
actuators)5S.D={ d; d5,.....}, a communication graph for The set of replicas of gduring cycle ‘c’ of Pis defined
applications and deviceB(SS) 0 M((SS.D 0 SS.A) x  aSREPLICAS (ajj, ¢) = {81, &j2, ...}. The host to which

DO A f path S BP Y &« is assigned during cycle ‘c’ of B defined as HOST
Eiite' I'Iiesnoz;'sapn:wzrssét;) paths SS:RP1 P P, ..} (ai, ¢, R), and the communication path (set of LANs and

} interconnection devices (ICs)) used during cycle ‘c’ pf P
Each pathP; is represented as a tyméP) O {c, dC, #  for messages between applications, and g, is repre-
(note that ‘c’, ‘qc’ and ‘t" denote ‘continuous’, ‘quasi- ganted a€OMMPATH @ijxr By cyi:’.). ”

continuous’ and ‘transient’, respectively), a set of applica- g et of elements that constitutes a data stream can
thI’]'S P.A={a18y.....} (Where RA O SS(R).A), a set of vary dynamically. PDS(9={P;.DS(9, P;.DS(95,...} rep-
devicesP.D = {diy diz,.....} (where RD [ SS(R).D), @  yesents the set of elements DS during cycle ‘c’ of P
communication graph(l;) O N((P.D O P.A) x (R.D O The tactical load (in number of data stream elements
P.A)) (note thaty(P) O I'(SS(R))), a data strear®.DS  processed) of a (quasi)-continuous pathdiing it's &
(defined ifT (P) O {c, qc}), and an event strea®.ES cycle is|P.DS(c)| The processing of elements of a data
(defined ifT (P) O {t, qc}). SS(R) denotes the subsystem Stream may be divided among replicas of an application to
in which path Pis contained ROOT(G(P)) is used to exploit concurrency as a means of decreasing execution
denote the root application node \§P) (the node which  latency of a path. In successive stages of a path that has
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non-combining applications (applications which, after such that the following conditions hol@ondition 1: d <
processing data received from a single predecessor, simplg. Condition 2: HOST (a, ¢, f = HOST (a, d, f. Condi-
divide the data among their successors), data will arrive intion 3: |R.DS(c, a)| = |FDS(d, a)|.Condition 4: Of: (f <
batches to applications; hence, each application may proce) 0 [HOST (a.c, B) = HOST (a, f, P] O [|P.DS(c, a)| =
ess several batches of data during a single cycle. Thus, th@ DS(f, a)]] Omax@os<(P,f)) > maxossP;d)). Condi-
model represents the batches of data processed by applicgy, 5. maxQoes(P,d)) < mé-xe\OBS(Pi,C)) -£. Note:¢ is the
tion/replica ‘a’ during cycle ‘c.ad.DS(c, aF{Pi.DS(C,  minimal difference between cycle latencies that is consid-
a);, P.DS(c, 5?‘)""} The cardinality |[PDS(c).b(a)] is  greq significant.

called the tactical load of ‘@', and can be calculated by  Fojlowing diagnosis, allocation analysis identifies and
considering the REPLICAS, SPLITTING, and COMBIN- ranks recovery actions for the applications/replicas diag-
ING attributes of the system model. The data stream elenosed as unhealthy. The first step of allocation analysis is
ments contained in thé" jbatch of ‘a” are denoted by 1o determine if the tactical load of an unhealthy application

P.DS(c, a, j)={R.DS(c, a, j}, P.DS(c, &, j},...}. has significantly increased in the recent past. The tactical
i ) . load of an application/replica ‘a’ has increased in dhe
6. Dynamic QoS analysis techniques cycles immediately prior to cycle ‘c’ by at least a signifi-

cant amountA’ when: [d: c>d 0 c-d<a+1 O (JR.DS(c, a)|

This section illustrates the use of the dynamic and static> | R.DS(d, a)| +A). The tactical load change analysis is
system models for adaptive QoS management. used to determine the appropriate allocation action for an

Monitoring of real-time QoS involves the collection of unhealthy application as followReplicate an unhealthy
time stamped events sent from applications. The timesapplication/replica ‘a’ when its tactical load has increased
when application/replica ‘a’ starts and ends processingrecently by a significant amount. We denote such an action
batch ' of data during cycle ‘c’ of Pare denoted by as: act(a) = (a, replicaté)flove an ‘a’ when its tactical has
s(R.DS(c, a, j)) and e(R.DS(c, a, j)) respectively. The not increased recently by a significant amount. We denote
times when ‘a’ starts and ends processing of data strearsuch an action as: act(a) = (a, move). We define
element PDS(c, a) are represented agR.DS(c, a)) and ACT={act,, act,...} as the set of actions selected, where

e(R.DS(c, a)), respectively. act is a pair(a,action) and denotes that ‘action’ is recom-
Observed real-time QoS metrics are defined in terms ofmended for ‘a’.
these basic events as follows: (1) latency of patuRng The second step of allocation analysis is to group ac-

cycle ‘¢’ = Aops(P; ¢) = {&(P.DS(c, amn J)) — s(R.DS(c, tions which address the same cause of poor path QoS. All
axn 1) | an = SINKY(P)), ax = ROOT({P)}; (2) actions that move applications/replicas from a particular
throughput of Pduring cycle ‘c’ =Bogs(P; ¢) = |P.DS(c)| / host are groupedZ since any one of those_act_ions will re-
maxQoss(P; ¢)); (3) data-inter-processing time of applica- duce the contention experienced by applications on the
tion ‘a’ for datum RDS(c, a) during cycle ‘¢ = host. All actions that involve replication of a particular
Boss(P.DS(c, &) = S(R.DS(c, &) - s(R.DS(c-1, &), for ¢ appllcatlo_n ‘a’ are al_so grouped, since th_e addition of an-
> 1; (4) data-inter-processing time of application ‘a’ during gfshszrdrgp“t%ae ‘éf '_2;,:]"3'rg?)?sgsaoﬁgfsu'bm'on of load proc-
(= . _ , y Xisti i .
Fk)’/?lr?tr?e rzfr?ng(E,Dus?g:é?c), a)f|(]6cEBES(gPIEf)?:g:n Eg)a:,cf)irnzl(lj as Iq addition to groupir!g related gctions, the unhealthy
‘average’ or as ‘max’.); (5) data-inter-processing time,of P applications are ranked in (_jecrgasmg order by the degr'ee
during cycle ‘¢’ =8ops(P.DS(C) = f(Boss(P.DS(C, ), for of slowdown they_are‘e,xper_lencmg. T,h? slowdown experi-
all ‘a’ in P.A. (E.g., f can be defined as ‘average’ or as enced by application ‘a’ during cycle 'c’ of B computed
‘max’.) :31§§(a, c, P = max@ogs(l?i,?)) /.maXO‘PBS(‘Rvd)),‘ where
Analysis of a time series of the real-time QoS metrics d'is the cycle wherein a elxr'1|b|ted its ‘best perform-
enables detection of QoS violations. éwerload of a path ance ovelr 6,1”, cycles wherein ‘a’ had the same tactical load
occurs in any cycle ‘c’ wherein(P) < |{d: c-d+1< w(P) asincyce c.
O [ Area(P) - max(doss(Pi.C))] / AredP) < Wmin(P) 1 }-
Similarly, anunderload of a path occurs in any cycle ‘¢’
wherein u(P) < [{d: c-d+1 < w(P) O [ [Ageo(P) - ) ) _ _
maxQoss(P, )] / AreolP) > WmnadP) 13- This section presents two scenarios showing system be-
When a path-level (end-to-end) real-time QoS violation havior for the ‘benchmark’ situation assessment path (see
occurs, diagnosis determine the cause(s) of the violatior€ction 2, and also Figure 5) under different run-time sce-
(i.e., identifies subpaths (application programs) that arenarios. The path is hereafter referred to as the de-
experiencing significant slowdown). One diagnosis tech-t€ct/sensing path. In the run-time scenarios, the adaptive
nique declares an application/replica ‘a’ to be unhealthy'€SOurce management middleware monitors the real-time
during cycle ‘c’ of path FAf there exists another cycle ‘d’

7. Experimental Results
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QoS of the benchmark application, detects QoS violations,
diagnoses cause(s) of poor QoS, and recovers accordingly.

Figure 8 depicts the overall architecture of the adaptive
resource management system. In its current implementa-
tion, resource management is activated in 3 modes: during
the initial system start-up process (to start application pro-
grams), when a path becomes unhealthy (i.e., a path la-
tency exceeds the required deadline), and when an appli-
cation program is terminated (due to hardware/software
faults). A description of each of these resource manage-
ment modes follows.

Program Control
/Adaptive Resolfce Management
5
Ry Resource Manager
Cs g 9
7 I—_ 6
I 4 Hardware Analyzer
System Data
Repository
0 13
‘ Hardware Data Repository I
2
@—> Spec Libraries — HW Monitors

Figure 8. The resource management
architecture.

The actions performed istart-up modeare as follows:

(1) The System Data Repository (SDR) loads the user
system specification file (via a compiler) into data struc-
tures (step 0 of Figure 8). (2) The SDR sends the compiled
system description to the Resource Management (RM)
HCI for display (step 1). (3) Hardware (HW) Monitors
(which run on each host) periodically calculate load indi-
ces for hosts and LANS, and pass this information to the
Hardware Data Repository (HDR) (step 2), which in turn
passes such information to the SDR (step 3). (4) RM re-
ceives the system startup information from the SDR (step
4). (5) RM determines the initial hardware-to-software
allocation and informs Program Control (PC) to start the
Real-Time Control System (RTCS) application programs
on specific hosts and LANs (step 5). (6) PC starts the pro-
grams (via daemons running on each host) and informs
RM when finished (step 5). (7) RM sends startup informa-
tion to the RM HCI for display (step 6). (8) RTCS appli-
cation programs periodically send application profile in-
formation (time stamps and/or program/path latencies) to
QoS Monitors (step 7). Global time is provided to the
RTCS and to the QoS monitors via Network Time Proto-
col (NTP) [18].

Sensing Path Latency

Figure 9. Sensing path latency
(scenario ).

ED Latency

Figure 10. Latencies of the fil-
ter subpaths.

Fiter Latency

» Ul
o |
o
. \ ‘MAHM‘M‘
\\\"r ‘

Figure 11. Latencies of evaluate
subpaths.
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The sequence performed duriq@pS monitoring and
enforcement modés: (1) If a path becomes unhealthy
(misses its deadline), the QoS Monitors detect such a corl- *
dition, diagnose the cause of poor health, and suggest a¢- -
tions (such as moving and/or replicating an application| W‘
program(s)) to RM (step 8 of Figure 8). (2) RM selects the J
host onto which the unhealthy sub-path(s) needs to be rep-. \ ‘
licated or moved, by choosing the host with the smallest :- ; ‘

Sensing Path Latency

load index. To enable this, the Hardware Analyzer (HA)| & \
ranks the hosts in ascending order by load index [25] ancﬂ
passes this information to the Resource Manager (step 9). *
(3) RM requests PC to enact the new allocation (step 5
and updates the RM HCI accordingly (step 6).

The actions taken iprogram recovery modare: (1) If
a sub-path (RTCS program) is terminated due to a har
ware/software failure, PC detects this and informs RM Figure 12. Sensing path latency
(step 5 of Figure 8). (2) RM finds a healthy host with the (Scenario II).
smallest load index by querying HA (step 9). (3) RM re-
starts the terminated program on the healthy host by in
forming PC (step 5), and also notifies RM HCI to update
the display (step 6 of Figure 8). To avoid thrashing via re-
starting a faulty piece of software ad infinitum, this step is
only repeated a fixed number of times.

The remainder of this section describes two scenario$
depicting the system behavior under different run-timef :
conditions. The experiments were performed on a distrib
uted network consisting of two Sun Sparc5 workstations
(170MHZ processor, 32 MB RAM, 2GB disk, and Sun
Solaris 2.5.1 configurations), named virginia and nujersy;
and two Sun Ultra Sparc | workstations (167MHZ proces-
sor, 128MB RAM, 2GB disk, and Sun Solaris 2.5.1 con-
figurations) named texas and desidrta. The hosts are con-
nected via a 10/100MB per second ethernet network. The . )

RTCS application consists of the Sensing path of the Figure 13.Latencies of FL and ED

benchmark applicaton with a simple deadline, SuPpaths.

Areg(Sensing), of 4 seconds. The sensing path consists of &he tactical load is also incremented by 500 at cycle 55.
set of programs (called computation subpaths) that may bé&rom this cycle onward, the path latency gradually in-
distributed, and which cooperate in pipeline fashion. Thecreases and finally exceeds the QoS threshold. Figures 10
programs are: Sensor (a simulated radar), Filter Manageand 11 show the corresponding latencies of the FL and ED
(FM), Evaluate and Decide Manger (EDM), Filter (FL), subpaths, respectively. Increases in the latencies of these
and Evaluate and Decide (ED). programs are seen to correspond with the increases in the

The first experiment scenario is depicted in Figure 9,tactical load of the path.
which shows a plot of the observed Sensing path latency The QoS Monitor component of the adaptive resource
(Aoes(Sensing, c)) and shows:eo(Sensing) as a straight management system detects the QoS violation during the
line. Initially, Sensor, FM, and EDM run on virginia, one [59, 79] cycle interval (shortly after the QoS violation as
copy of FL runs on texas, and one copy of ED runs onshown in Figure 9). In both of these experiments the sam-
nujersy. RM and a QoS Monitor run on nujersy, SDR and pling window size is 20Y(Sensing)=20), the number of
PC run on texas, and HDR and HA run on desidrta. acceptable violations per window is 15($ensing)=15),

As shown in Figure 9, the data stream size (i.e., the tacand the minimum slack is 0%#i(Sensing)=0%). The
tical load) of the sensing path during the initial execution QoS Monitor diagnoses the cause of poor health in cycle
cycles &[1, 23) is 2000 elements; that is [Sensing.DS(c)| =79 and recommends replications of the FL and ED pro-
2000. The path latencies during this interval are below thegrams. The path monitor function has a latency of 1.135
required QoS threshold, i.e.Aos(Sensing, ¢€) < psec. and the path diagnosis function has a latency of 1.86
Areg(Sensing), for €1, 23). At cycle c=23 the tactical psec. RM activates a copy of ED (ED1) on nujersy and a
load is incremented by 500, and the path latency increasesopy of FL (FL1) on texas at cycle 79. The latencies of

Program Latency

fatency( second)
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RM and PC are 211.2 and 1.pdec., respectively. Thus, Through the above two experiments the functionality of
all the resource re-allocation and enactment processes takifie resource management middleware has been validated,
place in one cycle of the sensing path. However, in theand its responsiveness to dynamic workload changes has
RTCS system, a newly activated application program takeeen demonstrated. It should be noted that the observed
several cycles to establish its communication sockets andvariances in application latency may be improved further
thus the latency of the path does not immediately decreasday the use of a real-time operating system. Additionally, it
Figure 10 depicts how the latency of each copy of FL isis planned to reduce the delayed effect of a reallocation
reduced when a second copy of FL is initialized at cycleaction (replication) by redesigning the inter-process com-
92. Similarly, Figure 11 depicts how the latency of each munication portion of the RTCS application. We have
copy of ED is reduced when a second copy of ED is ini- conducted several other experiments under other execution
tialized at cycle 95. scenarios, such as simultaneous increases in tactical load

After the initialization of the replicas of the FL and ED and host loads, causing both moving and replicating of the
programs, the path latency falls below the thresholdprograms. In every experiment, the middleware behaved as
around cycle 95 (Figure 9). Note that despite increasingexpected, successfully restoring the health of the RTCS
the tactical load by a factor of 50%, the adaptive resourceapplications (see [28] for more information).
management system was able to adapt to this dynamic
change and preserve the QoS requirement of the RTCS 8. Conclusions and future work
application.

Experiment scenario Il begins with the sensing path
complying with its QoS requirements. Instead of encoun-
tering a dynamic increase in tactical load, a dynamic sys
tem load increase is caused on one of the hosts, there
increasing resource contention. The RTCS application
programs are initially distributed as follows: Sensor and
FL are assigned to virginia and FM, EDM, and ED are

This paper has described the dynamic class of real-time
systems, presented engineering techniques and tools ap-
propriate for such systems, and demonstrated the utility of

ose tools for a dynamic real-time application. An im-
portant component of this paper is a specification language
for real-time QoS. The language allows the description of
; . . h environment-dependent application features, thereby fa-
aSS|gr_1ed to nujersy. Thr°“9h°“t this  experiment, cilitating the modeling and dynamic resource management
|Sensing.DS(c)|=2000 Areg(Sensing)=4 sec.,w(Sens- ot ,ch systems. A model for static and dynamic aspects of
ing)=20,0(Sensing)=15, angin(Sensing)=0%. such systems was presented, and dynamic QoS manage-

As shown in Figure 12, gkgSensing, €) < ment techniques were defined in terms of the model. An
Areg(Sensing), for E[1, 208). At cycle 208, nujersy's load example of the use of the specification language and the
is increased by activating several computationally inten-mode| for adaptive resource management of a dynamic
sive applications. This causkgsg(Sensing, c) to increase real-time application was shown.

and to eventually exceed the thresholdAgfq(Sensing). Ongoing work includes application of the tools and
Correspondingly, significant increases are observed in theechniques to shipboard computing systems. Work is also
latencies of the FL and ED subpaths (see Figure 13). being performed to develop and experimentally compare

The QoS Monitor component of the adaptive resourceallocation algorithms and QoS forecasting algorithms.
management system detects the QoS violation during the
[208, 228] cycle interval, diagnoses the cause of poorg Acknowledgements
health (also during cycle 228) and recommends moving

the FM, EDM, ED, and FL programs to another host. RM . .
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