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AXI0MS FOR IMPLEMENTATION

Computer designers strive to provide the best performance

consistent with cost objectives. I have collected a few rules for
implementation that are called Axioms of Implementation and
are listed below; the order does not signify relative importance.

Functions that consume the most time should be the object
of effort to speedup the total process while recognizing that
the ultimate speedup is limited by the function(s) that can-
not be speeded up.

d on ac’hmvmg htgh para!iele'
23 ﬂt is accompamed by ae‘ﬁ}ev i[:

Spatial and/or temporigk
improve performance.
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18 Caches ‘

Read, a read access is made by the processor to a cache for instructions {
or data. i 824 i
Write, a write access is a processor write into the cache and/or main
memory. ; :

Fetch, a read access to memory to load a block into the cache.

Access, a generic reference to the cache or memory.

Caches can be classified by the interconnection topology; the selection

and interconnection of the various cache components. A multilevel cache
is one that has a first-level cache (either instruction, unified or split)
and a second-level unified cache. The second-level cache is designed to
accept the missed references from the first-level cache(s). Each of the
two levels can be s e O

preil g

N Nil, not implemented; :4
I Instruction cache, buffer or queue;

D Data cache;

S Split cache; 4
U  Unified cache. ' it |

Some reasonable, or known, two-level cache topologies are shown |
in Figure 2.1. A more complete description of various topologies is found
in Section 2.6. ?

Historically, caches have been viewed as a pure implementation
technique for improving performance that is transparent to the program.
However, following this view, the program can misuse the cache witha
performance penalty when there is no recognition of the presence or =
absence of a cache. This view of the cache has, of necessity, changed;
software support for caches is now becoming the norm. There are things
the program can or should explicitly do with the cache. For example, two
of these actions are: (1) prefetch a cache block and (2) clear the cache to
maintain coherency. These program actions are specific to individual
architectures and are discussed in Section 2.8.1.

Lol
N|I1|p|ls|u
N|/ N: Nil
Lgltel WAV AN I: Instruction b ;
D1/~ NN DiData : “
sl v s s 4
Ul S| U Unified !

FIGURE 2.1 Common cache topologies.
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82 Caches

shows excerpted Puye. for the benchmarks, a combination of ﬂ%ting
point and integer, and a block size of 18 bytes.

A unified cache, as with instruction and data caches, shows' thatthe
size of the cache is paramount and the organization is of ‘seconda
importance. For example, an 8-K cache, organized as (64, 8, 16, 1), has
a Poes 0f 0.041 while the organization (512, 1, 16, 1) has a Pm,”ﬁ }
0.056. On the other hand, for cache design where the number of sefs i
constrained for some reason (discussed in Chapter 4), doubling the size
of the cache by increasing the number of sectors can cause a significant =~
decrease in P For example, an organization (256, 2, 16, 1) has Pmﬁ ¥
0.047 while (256, 4, 16, 1) has P, = 0.029.

s B R e A

2.5.2 Contemporary Unified Caches

Many contemporary first-level caches are designed for VLSI im
tation of new processors and new operatmg gystems. For a number
reasons these caches are split as discussed in Section 2.5. All Imnwn nqw
processors are implemented as pipelines that place heavy demands on
the memory system. Because of this factor, some form of first-level split
caches or multilevel caches is the design of choice today. The exception
to the universal use of split caches is the IBM RS/6000 Model 220, which = |
has a unified cache purely because of a marketing consideration; this
processor model is targeted for a low-cost, low-performance market.
However, with split on-chip caches, a second-level unified cache
. the norm. For example, the VAX 9000 has a first-level instruction eac
+  followed by a second-level unified cache. The i486 has a second-leved
= unified cache and an instruction queue. These caches are discussedi
. Section 2.6.

2.6 Split and Multilevel Caches

I can find no historical evidence of separate data and instruction caches
before the mid-1980s. During the generation typified by IBM /360 and
VAX architectures, the caches were generally unified. It is only"»éﬁ{ce'f
microprocessor plpelmmg that the possibility of making concurrent refer-
ences to instructions and data and with VLSI technology that designes
have considered split and multilevel caches.

The major reason for using split caches is to provide a second path
to memory from the processor. With pipelined processors, an instruction
fetch and a data read/write can occur on the same clock, creainga -
structural hazard if there is only a unified cache. Two caches eliminate
this hazard and permit concurrent references. Early use of two paths |
to memory were called “Harvard Architectures” [CRAGR0]. Structural . |

L
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2.6 Split and Multilevel Caches 83

hazards are discussed further in Chapter 8. However, a split cache has
problems with self-modifying code because a specific instruction could
have two values—one in the instruction cache and another value in the
data cache. '

Ancther reason for the use of split caches is that P, is different
for instructions and data. A look at the data from Tables 2.12,2.13, 2.14,
and: 2,16 shows that significant differences between instruction Pige,
data Paiss; and unified Prie can exist for caches of equal size. For
example a 16-Khyte cache organized as (512, 2, 1, 16) will have instruc-

1P =001, data Py = 0.104, and umﬁed Priiss = 0.047 for the
overall SPEC benchmarks. With these differences, the possibility exists
that the design of the three caches of a two-level cache system can
be customized. There is a significant problem with split caches if self-
modifying code is used, resulting in coherency problems between the two
caches. A modified instruction in the data cache may be referenced in the
instruction cache—a problem that must be managed either by software or
hardware means.

Most of the early research on hierarchical memory systems recog-
nized that there would be a continuum of levels [MATT70, MEAD70]
and not just the prooessorfcache!memmy levels. With practical VLSI
and pipeline implementations, interest in multilevel caches has revived.
Przybylski [PRZY90] discussed two reasons for renewed interest. First,
all of the information presented previously shows that the P of a
cache is not significantly improved if the cache size is increased heyond
64 Kbytes, Thus, ever larger caches are ineffective. Second, transport
time can be reduced with a second-level cache, which reduces the number
of cyeles of a first-level cache miss. The reason for this is basically that
the clock peried for determining transfer time between the first- and
second-level caches is much shorter than that between a single-level
cache and the main memory.

Baer [BAER87] reports that the only system, as of 1987, to have a
multilevel cache is the Facom M-3825. The first-level cache is organized
as (64, 16, 1, 84) 64-Kbytes write through, while the second level is
organized as (1024, 4, 1, 64) 256 Kbytes write back. Note that contempor-
ary multilevel cache systems usually employ a very large second-level
cache, The reason for this is that with VLSI memory devices, the second-
level cache can be made large enough to hold a complete working set,
thereby significantly reducing bus traffic to the main memory.

As shown in Figure 2.1, there are a number of topological configur-
ations of cache systems that cannot be simply classified. This section will
describe some configurations that have been employed. A partial listing
of processors and their topologies is given in Table 2.17. Examples of
the cache designs are described in the paragraphs below.
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Caches

- First Leﬁel Second Level Examples

L.Queve - . Unified 386, AM29000

1-Queue Unified, off-chip 1486, PowerPC 601
I+ D Unified ; : i
I.Cache  Unified, offchip  MC68030, MC88040
D-Cache : MC88200, RS/6000
I-Queve ~ Unified VAX 9000
“I-Cache b _ _
I-Queue Unified, off-chip  Intel Pentium
'D-Cache =3
Tagp._.e 2\._17 _Processor cache topologies. i R
First level,  [|-Queue;
Second level, Unified Cache;
Example, ©i386

The 1386 processor ig implemented with limited chip ares with-_' :
only an instruction queue. The supply of instructions to the qu
the supply of data are pmwded by an off-chip unified cache {k
the organization is shown in Figure 2.23. g
As previously discussed in Section 2.3.2, the (}n~eh1 n &
queue is used to smooth out the flow of vanable length mstructiansta
the pracessar and hide cache m;sses The off-chip unified cache orgaxms"

To Memory

Unified
Off-Chip

Cache
A

¥ External Bus

¥
i
¥
§

4
16 Byte
Ehlstmcﬁon e
Quene ata
Reads
Y Y 2 £

Data Writes

FIGURE 2,23 386 cache and instruction gueue.

e
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2.6 Split and Multilevel Caches 85

[INTES86) along with an application note on the design of caches in
general [SHIRB6].

One of the major considerations that led to the selection of a unified
cache is that the 1386 had to execute old versions of MS-DOS that have
self-modifying code. This consideration dictated a unified cache, external
to the processor, for the i386. Intel also provides a cache component
(part number 82396SX) for use with the i386. This cache organization
is (256, 4, 1, 16) using a pseudo-LRU replacement algorithm and is the
precursor to the 1486 on-chip data cache, which is discussed below. Shires
[SHIR86] provides hit ratio and performance ratios of various 1386
unified cache organizations, executing an anticipated workload. This
data indicates the dominant effect of cache size rather than organization
as noted in previous sections.

First level, kQueue;
Second level, Unified Cache;
Example, AMD 28000

AMD moved away from split caches for the AM29000 family. Software
portability problems, in addition to complex bus issues, led to a return
to a single bus access to the main memory. There is a four-word instruc-
tion quene (called a prefetch buffer by AMD) and a very large (192-word)
register file that provide cache-like characteristics. A single bus services
requests to memory that may be partitioned into instruction and data
regions [AMD90].

First level, |-Queue + Unified;
Second level, Unified Cache;
Example, 486

The designers of the Intel i486, [FU89, CRAWS0], needed to support two
memory accesses (instruction and data) per clock period. The instruction
length is 1 byte to 15 bytes and the data word is 1 byte to 8 byles. Thus
the cache bandwidth needs to be in the range of 2-23 bytes per clock.
In addition, the designers had a chip budget of 8 Kbytes in which to
provide an on-chip cache.

As with the 1386 cache, a unified cache is needed to support old MS-
DOS and 0S/2 systems that did not have “cache flush” instructions that
evict the complete cache. These instructions are generally needed to
support cache consistency. See Section 2.8.1 for more details.

The organization of the 1486 cache is (128, 4, 1, 16) [INTE92]. To
provide the ability to read instructions and read/write data simulta-
neously, the 1486 has an instruction queue, as shown in Figure 2.24 and
described in Section 2.3.2. The size of the cache and the number of sets
are directly related to the size of the page (4 Kbytes) used in the virtual
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FIGURE 2,24 Intel 486 cache.

memory. By matching these dimensions, one-half of the cache (twoé
blocks from all of the sets) is equal to one page. This orgamzatwn peﬁllﬂi

that is discussed in Chapter 4).

Each of the 128 sets has four sector-blocks with tags and valid bis
Because the write policy is write through, dirty bits are not regu
However, each set has three bits (B2, B1, B0) for maintaining a Pﬁe' %
random LRU status of the sector-blocks within each set. These bifsat

set/reset as the cache is filled and sector-blocks are modzﬁed as shm
in Table 2.18. O
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"f 2.6 Split and Multilevel Caches 87

[ Sector-Block Used B2 Bl BO

50 s R |
S1 & O 1
52 ) AR ey
53 g X 0

TABLE 2.18 1486 cache LRU bits.

using the LRU bits that have recorded the use patterns of the sectors.
Selection is simply the decoding of the B bits. For example, [0X0] identi-
fies S3 as the LRU sector-block, and it should be overwritten; write back
is not required since the write policy is write through.
a A complete discussion of the design tradeoffs of the 1486 cache is
! found in [GROC89]. The 1486 cache design was tested by trace-driven
\ simulation and gave a P,,.. = 0.08 versus the P,;.. = 0.044 shown in
! Table 2.16 for the same organization executing the SPEC benchmarks.
t These simulations showed that with a fast bus, the write through policy

PE If all of the valid bits are “set,” a sector is selected for replacement

is only slightly faster than a write back policy. As the bus slows down,
the write through cache slows down more than the write back and the .
bus utilization increases more for the write through cache. However, a
write through cache is simpler to implement and was selected for the
1486. With a write through policy, the bus can be expected to be utilized
approximately 68% of the time, making shared memory multiprocessor
‘ configurations difficult to implement,

’ The instruction queue prefetches instructions via a 16-byte-wide bus
from the unified cache in one clock into the prefetch queues. Thus, one
block, which is four average-length instructions, is fetched into the queue

' in one clock. Instructions are then read from the queue into the processor,

' It is interesting to note that, because the cache is on the same chip

[ as the processor, the 16-byte bus between the cache and the prefetch
queues poses minimum wiring problems as would be the case if such a

wide bus is required to traverse chip boundaries.

; . First level, I-Queue + D-Cache;
Second level, Unified Cache;
i1 Example, MC68030

The Motorola MC68030 has on-chip split- instruction and data caches.
Due to the limited chip area, these caches are only 256 bytes each.
Because these caches are small, an effective application of this processor
demands an off-chip second-level unified cache. Figure 2.25 illustrates
the cache topology and the identical instruction and data caches.

The instruction and data caches are organized identically as (18, 1,

T

———
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FIGURE 2.25 Motorala 88030 instruction and data caches.

4, 4); the set index of four bits selects one of the 16 sets. If
present, the two block index bits select one of the four 4-byte Wi{ﬂ
the block; each block has a valid bit. The data cache uses a write
policy on a write hit. The data cache policy on a write miss is progan
selectable for either write-allocate write back or no-write-allocate vt
through. As with all instruction caches, there is no write poliey fir e
instruction cache. Furthermore, as self-modifying code is not supportd
the instruction read process does not have to check the data cachﬁﬁ?
an instruction that has been modified.
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2.6 Split and Multilevel Caches

First level, |-Queue + D-Cache;
Second level, Unified Cache;
Example, DEC Alpha

The DEC Alpha processor, introduced in 1992, has a split cache on-chip
and a second-level cache off-chip. The data cache has a capacity of 8
Kbytes, write through, direct mapped, and write-allocate. The data cache
is byte addressable and the organization is (256, 1, 1, 32). The instruction
cache has a capacity of 8 Kbytes, is also direct mapped with a 32-byte
block, and is organized (256, 1, 1, 32). Both caches are addressed with
the real addresses. The second-level cache, named the B-Cache, is un-
ified, and the design is the system designer’s responsibility.

First level, I-Queue + I-Cache;
Second level, tUnified Cache;
Example, VAX 9000

The VAX 9000 [FITE90] has a multilevel cache consisting of a first-level
instruction cache of 8 Kbytes and a second-level unified cache of 128
Kbytes as shown in Figure 2.26. There is no first-level data eache; data
transfers directly to and from the register file and the second-level cache.
The variable-length instructions are issued from a 25-byte instruction
queue.

The instruction cache organization is (256, 1, 2, 16) and is addressed
with virtual addresses to reduce latency and simplify the design. The
cache address has a one-bit (B) block address and a one-bit (D) displace-
ment address. As the cache AU is eight bytes, the three L8Bs of the
address are not used. A miss can load either one or two blocks as there
is a valid hit per block. There are two sets of 256 valid bits (one for each
sector-block); these bits are not integrated into the cache array (similar
to the IBM 5/360/85 cache).

The second-level unified cache is organized as (1024, 2. 1, 64) and
is also addressed with virtual addresses, This cache is 2-way set
associative and uses a FIFO block replacement scheme, It is believed
that a write back policy is used in conjunction with a write queue.

First level, I-Queue + I-Cache + D-Cache;
Second level, Unified Cache;
Example, Intel Pentium

The recently announced Intel Pentium employs a split cache, unlike
previous members of the ix86 family. The very large number of transis-
tors available to the designers allowed them to solve the self-modifying
code problem. The instruction read path is, starting at the processor, via
a decoded instruction queue, an instruction queue, an instruction cache,
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Ficure 2.26 VAX 9000 cache.

a unified cache, and the main memory, The data read path i i viz a:h!a F
cache, unified cache, and the main memory. ;
As discussed previousgly, the Intel ix86 family of mlmpmmﬁ
have employed unified caches because of the problem of self-modifying ©
code. This design philosophy has changed with the Pentium PW&W
[INTE93, CRAW92, GWEN92, SLAT92]. There are two on-chip eace -
an 8-Kbyte instruction cache and an 8- Kbyte data cache, and bothett
organized as (128, 2, 8, 4). The transfer path between the caches @d
the main memory is via a 64-bit bus, Logic is included to test furtﬂ?

s
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W

dependencies in the data cache to determine if instructions have been
modified. Dependency management is discussed in Chapter 8.

The instruction queue can supply up to three instructions in one
clock, while the data cache can supply two 32-bit words to the register
file. The data cache has a unique interleaved organization that supplies
operands to the superscalar pipelines (this design is described in Section

10.2.2).

l
;E
e

2.7 Multilevel Caches

The idea at work with a multilevel cache is that a small and fast first-
level cache is used and that the second-level cache can (1) reduce the
transport time to the first-level cache and (2) reduce the bus loading.
With the proper interplay of these ideas, the cache system performance
will be improved. Reduction in transport time is advantageous because
on-chip caches were initially small with a resulting high P.,;... Because
the weighted time to reference an AU not in the cache is the product of
Pies and transport time, these two parameters are kept in balance with
a second-level cache. (Another form of multilevel cache, disk cache,
“is disclissed in Section 4.2.4.) Bus-loading reduction is-important for
multiprocessor systems where a number of processors must communicate
over one bus to the main memory.

A simple two-level unified cache system is shown in Figure 2.27.
This system has caches L1 and L2 between the processor and the main
memory. The access time of L1 is £, the transport times for the second-
level cache and the main memory are ¢, and £;. respectively; and Piien
and P,,;,.0 are the local P,,;.s for the two caches. Local P, 1s the number
of misses in a specific cache divided by the number of references to that
cache.

The effective access time, as seen by the processor, for the simple
two-level cache system using the sequential-forward model and local
Pmiu values s

~mprys

tea(two levels) =) + Pussr X f3 + Pryinst X Prnissz X L3

The performance of a two-level cache can be compared to a one-level

Processor |-s—s~ Cache Ll |w—| Cachel? | sin
Memory
£t t2 t3
Pmissi Priss2

FiGURE 2.27 Two-level cache,
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cache under the assumption that the Py of a single-level cache is the
same as the P of the first-level cache C1. The speedup is -

tealome level) _ t1 Floa Puaals
tea(two ]evelﬂ) tl_ + Prigartz + PmiaslP.misn2tB :

|-___
|

For example, assume the parameters Gt l
tl 1?
t? 4!
i 10,
P misgsl 0-05’
Pratss 1 - 0,02,

single-level cache is S = 1.5/1.21 = 1.24. In other words, adding this
second-level cache provides a reduction of approximately 20% in affec
tive access time. Note that P, for different levels are not independent,
Changing the design of one level will, in many caches, influence the
Praies of another. level, In the context of multilevel caches, two other:
definitions are of interest:

Global P, is the number of misses in a cache or memory in'the
system divided by the total number of references to the memory system
from the processor.

Global Py, is the number of references satisfied in a cache or memory
in the system divided by the total number of references to the memory
system from the processor. The sum of all global Py values of a system
is 1.

For an example of global Py values and global Py, values, consider |
the following. If local Pee; = 0.1 and local Py = 0.05, then the global
miss ratio for level two is 0.1 x 0.05 = 0.005. A more useful global metric
is the global hit ratio. In this example, 90% of all references are satisfied
in the first-level cache, 9.5% in the second-level cache, and 0.5% in the
main memory. |

The complexity of selecting an organization and policy for a one-
level cache is compounded in the case of a two-level cache. The number
of points in the design space is approximately the square of the number
of design points of a one-level cache. For example, what is the policy
when there is a miss on one of the caches? And, what is the policy when
there is a miss on both of the caches. J.-L. Baer [BAERS7] pmﬂdes L3
discussion on these design problems.

To illustrate the complexity of a policy for a two-level cache, conslder |
that the four write policy designs discussed in Section 2.2.6 will expand |
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L SR

LEEh R
READ Hit X read L1 — processor {H 141
# Miss Hit  Reload L2 — L1, read L1 — processor j:mfig“f
Miss Miss Reload Mem — L2, L2 — 1, read L1 — 3 #e
Processor i

SRS

WRITE Hit  Hit Write processor — L1 — L2

¥ Hit Miss Allocate to L2, write processor — L1 — L2 ahkyis )

* Miss Hit Write processor — L2 Sl
Miss Miss Allocate to L2, write processor — L2

‘ﬁoas not provide multilevel inclusion.

Tagte 2,19 Multilevel cache policies.

to sixteen possible designs for a two-level cache, Not all of these designs
are reasonable. One example that illustrates a particular selection of
write strategies is found in the policy described in [BAER 87] and in
Table 2.19. The write policies of the two caches are

Level 1: (hit) Write Through, (miss) No Write-allocate (Design A);
Level 2: (hit) Write Back, (miss) Write-allocate (Design C).

With this multilevel cache if, for example, there is a miss on L1 and
a hit on L2, the block in L1 is replaced by the block in L2 and the new
ALU is read into the processor. The actions in the table are viewed as
logically sequential; however, a parallel implementation is possible. In
other words, the new block of this example can be placed in L1 and
forwarded to the processor.

For a single-level cache, the assumption is made that resident blocks
in the cache must be found in the main memory. In other words, all
blocks in the cache are included in the main memory. The cache system
cannot have a valid block that is not represented in the main memory;
the values may not be the same due to the delay waiting for a write
back. With the addition of another cache level, multilevel inclusion
(MLI), which means that the contents of a cache at level [+ 1 is a T B
superset of the contents of its cache at level ! (MATT70, LAMT9, B
BAERS87]), may not exist unless explicitly enforced. Ay

The lack of MLI is illustrated by an example. Consider a block that
has been moved to the L2 and L1 caches due to misses at both levels.
A subsequent reference to the L2 cache (from 1/O, say) may, due to
a set conflict miss, evict that block. Now the block exists only in the
L1 cache and in the main memory, not in the L2 cache. In this case,
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multilevel inclusion is not provided. When there is a multiprocessoy
with a cache for each processor, MLI is more difficult to achieve,

Note in the example of Table 2.19 that this cache design does not
provide MLL For the read cases, as there can be an L1 hit and L2 miss,
L2 is not a superset of L1. Likewise, as there can be a write with a migs
on L1 and a hit on L2 and a hit on L1 with a miss on L2, L2 is not g
superset of L1. Baer states that the first-level cache must be wrie
through if multilevel inclusion properties are to be maintained.

There is also the issue of addresses presented to the various cache
levels. The question of whether a cache should be addressed with real
or virtual addresses will be discussed in Chapter 4. With a multileve]
cache the issue is even more difficult. In fact, [WANG89] argues that
the first-level cache should be addressed with virtual and the second-
level with real addresses, an organization named V-R caching,

oy
94 Caches i

2.7.1 Published Performance Data

Przybylski [PRZY88] provides a wealth of information on the designand -

optimization of multilevel cache, Data on the effect of a second-level
cache on bus utilization and increases in system performance are found
in [GOLB92] for 486 processors. Bus utilization reduction is compared
to an i486DX processor without a second-level cache. Two bus configur-

ations are evaluated, namely, a slow bus that has a one clock hit anda

four clock miss time and a fast bus with a one clock hit and a four clock

miss time. The second-level cache is set at 128 Kbytes, 256 Kbytes, and
512 Kbytes. Excerpted bus utilization data are shown in Table 2.20. Note

that a large second-level cache reduces the bus utilization to a neghglble
amount.

The performance improvement with a second-level cache was also
measured and normalized to a 25-MHz 1486 without a second-level cache.
A 50 MHz without a second-level cache was evaluated to show the
performance improvement obtainable with raw processor performance,
and then this system was measured with a 256-Kbyte second-level cache.

Second-level Cache Slow Bus  Fast Bus

None 88% 68%

128 Kbytes 19% 11%

256 Kbytes 15% 6%

512 Kbytes 5% 4%
TaBLE 2.20 i486 bus utilization with a two-level
cache,

l
.'

|

e
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Benchmarks
‘System ispec fspec spec
95-MHz i486 (none) 1 1 1
50-MHz 1486 (none) 161 162 161

50-MHz i486 (256 Kbytes) 2.09 21 2.1

TABLE 2.21 1486 performance improvement with & se-
- cond-level cache.

The results of measurement while executing three SPEC benchmarks
are excerpted in Table 2.21.

The interesting results here are that while doubling the clock rate
of the processor gives a speedup of 1.6, adding a second-level cache
‘gives an’ ‘additional speedup of 1.3. This result compares favorably with
the resuiba of the speedup model developed earlier.

28 Other Cache Consuderat:ons

I addinon to the design issues of orgamzatmn, policies, and perfor-
“mance, there are other issues that influence the design and efficacy of
caches. Some of these issues are control of the cache by the processor,
transport time reduction technigues, compiler optimization, and pipe-
lined caches.

28.1 Processor Control

Caches have historically been viewed as transparent to the user or
processor. That is, the cache provides lower latency reads and writes
than ¢an be provided by the main memory, and the executing program
should not be aware of the presence of a cache. This view of a transparent
cache is no longer valid, and it has been found that there are situations
that require direct processor control of the cache. A cache that has
processor control is known as a software visible cache.

Bakoglu discusses the requirements for software visible caches
[BAKO90].

Software visible caches have two implications: The first is that any
program that uses data references io ereate instructions (for exam-
ple, loaders, debuggers, and simulators) must explicitly force these
imstructions from the data cache into the instruction cache. Addition-
dlly, to perform input or output operations on the processor main
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Virtual Memory

3.0 Overview

Virtual memory has evolved in response to a number of factors. First,
the address space of early processors was closely matched to the size of
the real memory (main memory) and, for many reasons, was found to be
inadequate. Second, software schemes that enabled the operating system
to manage the transfer of information from bulk storage were developed.
Third, virtual memory helped to overcome the performance penalty
generated by these software memory management schemes.

The organization, or structure, of the virtual memory system results
from matching the data structures employed by programmers. Program
(code and data) modularity has been an accepted practice for many
decades to facilitate independent development and checkout of software.
Modules can be viewed as a hierarchy, and the allocation system should
facilitate the modular view. A common data structure for representing
modules is the tree, as shown in Figure 3.1, that reflects the hierarchical
nature of many commonly occurring data structures. Files are referenced
from the Root Directory via interior nodes or subdirectories. The files
for early versions of UNIX were variable-length segments.

It is informative to survey the evolution of software memory man-
agement systems that preceded virtual memory. Figure 3.2(a) shows that
the early simple batch monitors provided a single contiguous memory
partition for a single user. When the user program is changed—due
perhaps to the termination of a job—the active user partition is written
out to disk and a new job is read in. The major drawback with this
system is the overhead incurred in swapping and the inefficient use of
processor and memory resources,

These early batch monitor systems were also called roll-infroll-out
because of the way jobs are moved from disk to the main memory. Upon
the first instance of the job being moved to the main memory, real
addresses are assigned that are used in subsequent references. This

109

Advanced Micro Devices, Inc., Pensando Systems, Inc. - Ex. 1037, Page 000029




Sy,

Sy R

FIGURE 3.1 "Data structure.

Y

;Lfééents the probiem that a new job may not be loadable from disk, even

‘though there is available memory space, because the particular required

address space is occupied.

© . The efficiency problems. of the:batch monitor are addressed in

software-managed memory systems by partitioned allocations, as shown
in Figure 3.2(b). Given that real memory is large enough to hold a
number of partitions, each partition is allocated its own address space
in real memory. The monitor then manages these partitions, assigning
space, adjusting addresses, and swapping partitions in and out. As jobs
are completed, space in memory is vacated and the monitor attempts to
load another partition. The problem with this system is primarily that

_memory becomes fragmented and is used inefficiently.

~_ Figure 3.2(b) shows a 30-K job (Job 5) waiting to be allocated. Even
after Jobs 1 and 4 are complete (the assumed completion sequence) Job

5 cannot be allocated, even though 35K of memory space are available.

inyafoer Job 2 is completed does space in memory become available
-fo;:;égvgl;ocation of Job 5. Fragmentation clearly results in the inefficient
use of memory. T

Early research into solutions for the problem of fragmentation led
to the identification of two. types of fragmentation in a virtual memory
system [RAND68, RAND69].

External fragmentation is caused in real memory when the allocation
system does not relocate used space to free up unused space for allocation
to a mew task. Thus, the real address space becomes fragmented into
5;‘;‘3{23) of unusable spaces. (This fragmentation is the situation described

Internal fragmentation occurs when the average space required for
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©un allocation is slightly larger than a page, which is a fixed-length
. llocation unit, Thus an extra page must be allocated, which wastes res)
. memory space. Note that external and internal frag@entatlon Vet
applied in relation to the allocation of files on a disk. The meaning f
" these terms has been somewhat altered since they were applied to vir.
' {ual memory systems. (This form of fragmentation is described later)
" External Fragmentation was solved by means of a relocatable pari.
fioned allocation, which is illustrated in Flgl:‘lre 3.3(c). Relocat_athle parti.
tioned allocation means that as jobs are terminated, the‘ operating system
compacts the remaining partitions o that free space is made avaltle
to waiting jobs. Note that after Jobs 1 and 4 are con_mplet‘ed, the operating
system move Jobs 2 and 3 so that all free space is compacted into gng |
address space in‘memory. This space is now large enough to allocate Joh
5. Not only is memory used more efficiently by this process, Job 5 is
ilable for execution earlier than it would be with the partitioned

Relocation introduces an addressing problem, however. When parti-
tions are moved, all addresses in the program must be changed. This
problem is solved by the use of a relocation register, which points to the
start of the partition that had been allocated under the assumption |
that the partition starts at address €. All ‘accesses to memory have the
relocation register’s contents added to the address. Relocation registers
do not eliminate the need to actually move the partition, but they do
minimize the addressing problems. Relocatable partitioned allocations
go a long way to solve the external fragmentation problem but can
introduce significant overhead because of the need to move the partitions
-around in memory. -

Paged allocation extends relocatable partitioned allocations into a
more generalized technique. Instead of a relocation register for each
partition, paged allocation uses a relocation register for pages of approxi
mately 4 Kbytes (size varies across systems). In some early systems the
operating system managed these page relocation registers. Because the
partition > subdivided into pages, each having a relocation register,
it is ummy to move pages as with relocatable partitions. A parfi- |

‘broken into pages and placed into available page locations in the
88 space of real memory. The program can still be written under
the assumption of a start address of 0 because the relocation registers
ach dl’eSB into: the correct page location address. Paged allo-
Sl.c‘appm%h found in demand paged virtual menory,
aidni A inimore detail later in this chapter.

S"g’ne"@d allocation involves relocatable partitions of variable
length and may be viewed as 2 variable-length page that supports the

programfs-;riew of the data structure. Segmentation facilitates the shar-
ing of programs and data. A
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The problems of software support of the above-mentioned memory
nanagement schemed have led researchers to see if the processor itself
would make these tasks transparent to the executing program, in other
W&Sﬁi@;dévelopment of virtual memory. The first description of a
virtual memory applied to the Atlas computer [KILB62], a design moti-
{ated by the desire for a large linear address space that hid the memory
management tasks from the programmer. Another early experimental
paged system was implemented at Berkeley [LAMP66]. The IBM 8/370
family, first delivered in 1970, extended the IBM S/360 family to paged
virtual memory capability. Cocke [COCK59] described the “virtual mem-
01’)'” Streteh; however, this scheme is in reality an early form of cache.

A 413;11’3" segmented system (pure means that a complete segment is
{otched at one time from disk) was first implemented in the late 1950s
* on the experimental Rice University computer. The Burroughs B5000,
first delivered in 1965, was the first large-scale commercial implemen-
tation of vittual memory and used segmentation [LEVY84). In England,
[CL implemented a segmentation machine in the early 1960s [ILIF68].
+. For almost three decades, research activity has produced hundreds
of research papers and reports. An authoritative early work on virtual
memories is by Denning [DENN70], a paper that explains most of the
tadeolfs in the design of a virtusl memory system. {PARM72] is ancther
review paper, describing work at IBM, with an annotated bibliography.
This paper looks not only at virtual memory but virtual machine con-
ce well, [DONO72] reflects the MIT Project MAC view of memory
management and virtual memory.

31 'Virtu-a'l':Memory Concepts

“The term virfual memory has been used to denote a computer with a
large linear address space that hides memory management tasks, dis-
tussed above, from the programmer. Virtual memory can be im-
plemented with pure software or combinations of hardware and software.
The following sections describe the use of hardware support to remaove
fiom the operating system some of the requirements that are necessary
o manage the details of allocation. For the ensuing discussion, I define
the following terms,

Symbolic nante is the set of all names used by the programmer.

Effective address is the address generated by the processor and may,
in some cases, be extended into a virtual address.

Virtual address is the machine equivalent of a symbolic name.

Real address (physical address) is the set of all addresses in the real
memory, $ ;

Advanced Micro Devices, Inc., Pensando Systems, Inc. - Ex. 1037, Page 000033



191

3.5 Virtual Memory Accessing Rules

level, or at the block level if block translation is employed. Examples of
the uge of control bits that provide protection can be found in a number of
processors. The 1386, 1486, and Pentium devote two bits in the descriptor
tables, which provide four levels of protection. These levels are: kernel,
system services, custom extensions, and application. Two protection bits
are also used in the page frame table entry of the RS/6000. In the
most general implementation of rings of protection, if control is being
{ransferred to a ring other than the current one, an interrupt occurs and
the operating system is invoked to perform the proper housekeeping

tasks.

Proper Access

Protecting memory from an improper access is the second issue of access
control. One task should not be able to interfere with another task
without mutual agreement. Four possible ways [SITE80] of providing
memory protection are

1. bounds registers,

9. memory keys,

3. translation table keys,

4, distinct addresses spaces.

These four protection methods are discussed individually below. It
should be noted, however, that combinations of the four methods are
implemented in some specific computers.

Bounds registers were first used in nonvirtual memory machines.
Bounds registers provide two pointers: one to an upper address limit,
the other to a lower address limit. Bounde can also be specified with a
starting address and length. If a reference is found to be outside these
bounds, an error interrupt is signaled. The bounds registers are loaded
and stored by the operating systems using privileged instructions.

For a system that will have a number of tasks resident in memory
at one time, there may be a number of bounds register pairs, one for
each task. The register pairs are addressed by a pointer that is set when
a task is switched in. The use of bounds registers assumes that a task,
program, and/or data, is allocated within a contiguous address space.
Bounds registers permit sharing between tasks of an address space by
identifying overlapping spaces by the bounds registers. Bounds registers,
however, present restrictions with, for example, a single word containing
asemaphore that is accessed by a number of tasks. The semaphore would
have to be in the highest address of one task and in the lowest address
in a second task. Access by three tasks is difficult.

For paged systems, protection is at the page or block level and for
segmented systems at the segment level. For example, the segment
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., segment table operates in thi:é fashion of a boungs o
l_engtfé ﬁi]i :i;;gjegﬁ this is the block translation system of the Pow. al
ngé ;01 that has a block partition of memory that is similar to 5 re

S i ented to the block TLB and is checked f;
S'Bg““"‘?:ﬂ‘?izlﬁi x;ifé;f;;iﬁim% and the length of the block.-B]ogi
i’:;‘glfh‘;‘: encodéd with six bits, rather than having an upper address, 111
1« BAT registers discussed previously. The length of the block is a
the BAT xegisse® ¢ 08 Kbytes, 236 Kbytes, 512 Kbytes, .8 Myte
BimamBREISEIOn: 128 CITen hecking [MOTO93],
an encoding designed to facilitate length chec ing : Oy o

Memory keys specify the type of access that is perrmtted‘to'a memory
location. page, or segment. Typical access types are: Unlimited, Read
ol Execute Only, and/or a task 1.D. ’;‘he executing program key is
usuaily found in the processor status register thgt, in copbmgt?on with
the type of access, is compared to the “lock” associated with the memory
and found in the name translation system. If the ke:,i matches the lock,
the requested access is performed. There is usually a “skeleton key” that
can-be used by the operating system to access all of memory regardless
of the key associated with each of the key:ed memory spaces.

The memory keys are usually contained in tl.le name translation
maps and/or the TLB. Thus, an improper access is termm:%ted before
the read or write is actually performed, Memory keys permit access to
noncontiguous page frames in real memory, unlike bounds registers.
Sharing is more difficult, however, as sharing is at the ‘bloc!i- level,
Shared variables may need to be relocated with a context switch increas-
ing context switch overhead. If different accesses are legal for different
tasks, the protection fields in the TLB must be changed when tasks are
switched. " ;

The PowerPC 601 illustrates the use of memory keys. The supervisor
mode has the keyed accesses of read/write and read only, while the user
mode has the keyed accesses of no access, read only, and read/write, The
operating system can block user programs from accesses by evoking the
no access key. This description is not complete; additional information
can be found in [MOTOQ93]. ;

Translation table keys provide protection by having an access table
for each task. These tables, one for each task, contain the legal access
methods for each page of real memory and permit different legal accesses
for different tasks with a minimum of overhead. As there are multiple
tables, only a switch of a pointer is needed to select the table for the new
task. Images of the keys are found in the page tables and are checked
along with the check of the virtual address tag.

Distinct address spaces can be used to provide protection by assuring
that different tasks do not share the same virtual address space. This
protection is accomplished by making the task name a part of the virtual
address. With the task name in the most significant bits, there can beno
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grerlap between addresses in different tasks. One example of a distinect
address space system is found in the ix86 processors that have segment

registers associated with each type of access, for example, code and stack.

3;5;8 Choice of Page Size

This section addresses four tradeoffs in determining page size.

1. Reducing internal fragmentation.
9. Reducing disk/memory transfer time.

: 3. Matching the page size to the levels of the name translation tables.
4 Reducing the miss ratio.

Internal fragmentation was introduced in Section 3.1. When a page
size is selected, there is a waste of usable memory space. First, because
the ‘allocation block is not an exact multiple of the page size, internal
fragmentation occurs. Internal fragmentation is reduced with small
pages because the wasted space is limited to a fraction of a smaller page.
Second, when a program and its data is allocated to real memory, space
must be provided for the page table entry of the allocated page. Page

" {ablo space is not available for the program and data; it is pure overhead
space, As the page size decreases, more pages must be allocated and the
space used for page table entries increases, Thus, what page size will
balance these two counterforces and minimize the loss of memory? Early
work on this design problem, and the model derived below, is found in
[WOLM#65), who attributes the first version of the model to J. B. Kruskal.
This model determines an optimum page size to minimize wasted real
memory.

‘Assume that the number of AUs that must be allocated for a program
(instructions and data) is n; the page size is p; and a AUs are required
for each page table entry. A direct one-level page table, in memory, is
assumed. Thus, the use of main memory by page tables and internal
fragmentation represents a loss of real memory to the user.

Metory loss = loss due to internal fragmentation + loss for allocating a
page table entry,

Loss due to internal fragmentation =

L

N

Loss for allocating a page table entry = (—lpﬁ.
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Interleaved Memory
and Disk Systems

5.0 Overview

This chapter discusses two important subjects, interleaved memory and
disk systems, that are usually given only minor attention. Interleaved

memory, which is used to provide high bandwidth, was of great impor- |

tance prior to the advent of practical high-speed memoriés for caches.
Currently, innovative architectures of modern DRAMS and various
forms of interleaving are receiving design and research attention. Disk
technology has had a remarkable life since the first commercial disks in
1956, the IBM 350 RAMAC. Disks have survived all predictions that
the technology could go no further; indeed, cost and performance of disks
have continued to improve.

5.1 Interleaved Memory

Interleaved memories provide high-memory bandwidth by distributing
the read or write accesses over a number of memory modules, which is
a form of parallelism. The array disk to be described in Section 5.2.3 is
another instance of memory interleaving. Early research into interleav-
ing was concurrent with and a “back up” to hierarchical memory re-
search. In the late 1950s and 1960s no one was sure if cache technology
development would be successful.

The first known reference to interleaving is found in a description
of the IBM Stretch [BLOCH59]: “The memories themselves are in-
terleaved so that the first two memories have their address distributed
modulo 2 and the other four are interleaved modulo 4.”

A later reference to the IBM 8/360 [FAGG64] points out that: “When

231
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232 interleaved Memory and Disk Systems

accesses are made to sequential storage addresses, the storage | uits
operate in an interleaved fashlon o
Pirtle [PIRT67] observes: “. . . the addresses are distributed over g,
n module memory so that address 0 is in m(0), address 1is inm(1) and, |
in general, address X is in m(i) where i =X modulo n.” |
We can see from these statements that there are two: *uses of the
word interleaved. One use concerns the units or modules. Interleayed
modules subdivide the module cycle time into clock periods that establish
the streaming rate of the memory system. The degree of module ip.
terleaving is m and is formally defined as the number of requests that
can be issued by the processor in one memory module cycle [BURN7(],
Note that the clock period of the memory and the bus system are relsted
as m = t./t, where ., denotes the memory cycle time and ¢, the bus or
processor clock time. The other use of the term interleaving concerns
addresses. Interleaving addresses across modules establishes the se.
quence of module access for a stream of requests. The degree of address
interleaving is », which is defined as the number of memory modules
over which the addresses are interleaved [BURN70].
e " In this chapter, memory systems are described for 1 < m = n. With
many systems, the two degrees of interleaving are equal; that is, m =
. n. However, with some systems, such as those found with supercompa.
ters, the degree of address interleaving is greater than the degree of
module interleaving; that is, m <n, which is called supermterleamng
and is discussed in Section 5.1.3,
¥ ‘ Interleaving presents two questions of interest to researchers. First, .
can interleaved memories provide enhanced bandwidth to supply in-
struction and data streams to a processor? And second, what are the
design parameters of an interleaved memory that supports vector reads
and writes of supercomputers? With the success of caches, the first
research objective has almost disappeared as an interesting topic. The
second research topic is still an area of active research and is discussed
in more detail in Section 5.1.3. Note that the IBM RT uses a noncache
interleaved memory system [ROWLS6] to provided instruction and data
bandwidth.
i The requirement for acceasmg vectors comes from two sources. The
\ first source is found in the main memory references of supercomputers.
Scientific programs frequently access arrays of data stored in memory
] as vectors. The second source is found in the interface between a cache
and the main memory. A block of AUs are transferred between these
two memories; this block is a vector of length 4 to 16 and is discussed
in Chapter 2.
Interleaved memories are ideal for providing high bandwidth access
to a long vector of data (either read or write). An interleaved memory
requires two addresses: the address of the module and the address of
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FGURE5.1 Four-way interieaved memory.

the word within the module. Low-order interleaving generates these two
addresses by dividing the memory address by the address interleaving
degree n: the quotient is the word address presented to each module and
the reminder selects the module. This division by an integer power of
two is a trivial operation for designs having a degree of interleaving
that is an integer power of two. s
i+« -Consider a memory of total sizé 2°, with m = n = 4,“as shown in
Figure 5.1. The four modules are addressed by the two LSBs of the
address, and the word within the addressed module is selected by the
high-order bits. This process is called low-order interleaving.

~ Addressable units are stored in the modules according to the se-

quence

Module Addresses

= 0,‘-4,-...,28—.”2"'0
1 b, 2 =m 1
9 NG B 2 m 4D
3 372 =m+3

A major disadvantage of low-order interleaving is the difficulty of
expanding the installed memory. If the installed memory is to be ex-
panded by a factor of 2, for example, how is this to be done? Should the
degree of interleaving be increased by 2, or should the module size be
increased by a factor of 27 Increasing the interleaving factor requires a
major hardware modification. Increasing the size of each of the modules
is.a rather straightforward task. However, both expansion methods be-
come completely intractable if the expansion is something other than an
integer power of 2.

Another form of interleaving is called high-order interleaving, in
which the quotient selects the module and the remainder selects the
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word within the module. High-order intgrleaving fioes not enhance the
bandwiﬂth of the system over the bandwidth of a smgle memor:y module
but iﬁshead'pravides for easy memory expansion. High-order interleay.
ing also permits the easy intermixing of' different memory technology
such as a combination of RAM and ROM in a small dedicated controller,

5.1.1 Performance Models

Performance models for various types of accessing Patterns were. de-
veloped during early research on interleaved memories. The following
paragraphs will briefly describe the models of Flores [FLOR64], Heller-
man [HELL67], and Burnett and Coffman [BURN70]. These models were
created to assist designers evaluate the performance impact of varigys
interleaved memories with different workloads.

" There are three useful metrics for measuring and evaluating the

performance of an interleaved memory. These are o

1. Speedup, S = ratio of the bandwidth of an interleaved merory
to the bandwidth of a single module. | =

2. Acceptance ratio, AR = steady-state ratio of accepted memory re-
quests to total memory requests [CHEUS6], 0 = AR < 1. AR is an indi-
cator of how effectively the memory design sustainable bandwidth is
being used.

3. Mean acceptance ratio, MAR = acceptance ratio that prorates the
latency of accessing the first module over all of the AUs accessed
[CHEUS8]; 0 = MAR < 1.

Instruction and Data Streams

The models for estimating the performance of an interleaved memory
are of three forms: (1) instruction references, (2) data references, and (3)
combined references. The addressing patterns of these three streams are
quite different and require different performance models. Note that the
problems or conflicts associated with interleaved memory systems are
special cases of siructural dependencies (discussed in Chapter 8).

Flores [FLOR64] modeled the situation where a processor and 10
channels are contending for access to an interleaved memory. He mod-
eled the time that a request must wait, waiting time, as a function of
the degree of interleaving, the ratio of /O time to processor time, and
the fraction of time that the memory is busy, For an equal ratio of IO
time and as the memory busy time approaches one, the model gives the
expected result that the speedup (ratio of waiting time of an interleaved
memory to a single module memory) is equal to m, the number of in-
terleaved modules. :

The next published model is by Hellerman [HELLG7]. This modd
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