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I. INTRODUCTION 

Plaintiff Neural AI, LLC (“Plaintiff” or “Neural AI”) asserts three patents directed to 

systems and methods for performing general-purpose computing (such as numerical simulations 

or simulating artificial neural networks) on traditionally special-purpose graphics processing units 

(“GPUs”).  Defendant NVIDIA Corporation (“Defendant” or “NVIDIA”) proposes the Court 

explain the plain and ordinary meaning, as used in the asserted patents, of a handful of terms that 

go to the heart of Plaintiff’s infringement allegations.  Plaintiff resists these constructions, simply 

taking the position that nothing in the asserted patents—even the most technical terms—requires 

construction.  For the terms below, however, absent an explanation of what the plain and ordinary 

meaning is, a jury is likely to be confused as to the scope of the claims given the technical nature 

of computer terminology involved.  For example, the term “accelerator” may have general 

connotations to a lay person, but it has a specific meaning to a person of ordinary skill in the 

context of the asserted patents, which is not immediately apparent to a lay person.  Another 

technical term, “accelerator controller,” has a specific meaning in the context of the asserted 

patents such that a construction is necessary.  Additionally, for two terms—“partition” and 

“bank”—Plaintiff’s infringement contentions impermissibly expand their scope beyond that 

allowed by the intrinsic record, such that proceeding without clarifying the terms’ ordinary 

meaning does not resolve the parties’ dispute.  Despite the technical subject matter of the asserted 

patents, Plaintiff believes that a jury will understand the meaning of all of these terms without 

assistance; to the contrary, NVIDIA contends that construction is necessary to explain the plain 

and ordinary meaning of these terms in the context of these patents, as well as to resolve disputes 

between the parties as to claim scope. 
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NVIDIA therefore respectfully requests the Court adopt NVIDIA’s proposed constructions 

to ensure that the claims are interpreted in a manner consistent with the specifications and well-

established understanding in the field. 

II. BACKGROUND 

Plaintiff accuses NVIDIA of infringing three related patents:  U.S. Patent Nos. 8,648,867 

(“the ʼ867 patent”), RE48,438 (“the ʼ438 patent”), and RE49,461 (“the ʼ461 patent”) (collectively, 

“the Asserted Patents”), each titled “Graphic Processor Based Accelerator System and Method.”  

“GPUs,” which are found in many computers and video game consoles, are “highly parallel 

processors.”  Unlike CPUs, which excel at handling tasks sequentially, GPUs are optimized for 

parallel processing.  ʼ867 patent at 1:13‒17.  Those parallel-processing capabilities can be used for 

graphics or for general-purpose computations, such as simulations.  Using GPUs for general-

purpose computing has been referred to as “general-purpose computing on GPUs,” or “GPGPU.” 

The Asserted Patents acknowledge that “manufacturers of GPUs have included general 

purpose programmability into the GPU architecture leading to the increased popularity of using 

GPUs for highly parallelizable and computationally expensive algorithms outside of the computer 

graphics domain.”  Id. at 1:21‒25.  The patents assert, however, “general purpose GPU (GPGPU) 

applications are not able to achieve optimal performance” because “[t]here is overhead for 

graphics-related features and algorithms that are not necessary for these non-video applications.”  

Id. at 1:25‒30. 

To address these alleged drawbacks, the Asserted Patents describe an “accelerator” 

(Figure 2, below) separate from the CPU that can offload functions from the CPU.  The 

“accelerator” is defined in the Asserted Patents has “one or more graphics processing units” (GPU 

240), “two or more associated memory banks that are logically or physically partitioned” (shader 

memory bank 210 and texture memory bank 250), and “a specialized controller” (controller 220).  
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Id. at 2:6‒17.  This arrangement allegedly improves performance because “[t]he controller handles 

most of the primitive operations needed to set up and control GPU computation.”  Id. at 2:17‒19.  

“As a result, the CPU is freed from this function and is dedicated to other tasks.”  Id. at 2:19‒20. 

 

The three Asserted Patents purport to claim different aspects and applications of the 

specific architecture described above.  The ʼ867 patent claims “[a] method for performing a 

numerical simulation” on an “accelerator” in which the output of one cycle of the computation is 

used as an input to the next cycle of computation (ʼ867 patent at 16:21‒40), and the ʼ438 and ʼ461 

patents claim systems and methods for simulating an artificial neural network on a GPU 

(ʼ438 patent at 14:51‒21:9; ʼ461 patent at 16:41‒17:3). 

III. TERMS FOR CONSTRUCTION 

NVIDIA requests that the Court adopt each of the constructions below:   

• “Accelerator” and “accelerator controller” are technical terms with a specific meaning in 

the context of the purported invention in the Asserted Patents.  The Court should explain 

the meaning of these technical terms, in the context of these patents, to assist the jury 

understand these terms. 

Case 7:24-cv-00221-ADA-DTG     Document 71     Filed 05/20/25     Page 9 of 33

Neural AI, LLC, Exhibit 2010 
Page 2010 - 9 

IPR2025-00610, NVIDIA Corporation v. Neural AI, LLC



• For “partition” and “bank”—in addition to being technical terms with specific meanings in 

the context of the Asserted Patents—Plaintiff’s infringement contentions demonstrate a 

disagreement between the parties regarding their scope.  The Court should construe these 

terms to prevent Plaintiff from continuing to stretch them beyond the meaning compelled 

by the intrinsic record of the patents. 

• For “swapping the first pointer with the second pointer,” the Court should construe the 

term to account for the applicant’s arguments during prosecution that limited the scope of 

the limitation. 

• Like the “accelerator” terms, the “rate” terms are technical terms, and the jury would 

benefit from an explanation of their plain and ordinary meaning. 

• Finally, the Court should construe the asserted method claims to require the specific order 

of steps dictated by the claims. 

In its Disclosure of Extrinsic Evidence, Plaintiff argues that the “plain and ordinary 

meaning” of each term is appropriate because NVIDIA did not propose these constructions in inter 

partes review (“IPR”) petitions on the Asserted Patents.  That theory has been rejected by other 

courts because the Patent Trial and Appeal Board (“PTAB”) construes terms only when necessary 

for an IPR proceeding—that is, an IPR petition need not “describe all possible or reasonable claim 

constructions.”  Garrity Power Servs. LLC v. Samsung Elecs. Co., No. 2:20-cv-00269-JRG, 2021 

WL 3403747, at *11 (E.D. Tex. Aug. 4, 2021) (declining to “preclude[] an accused infringer from 

proposing a construction in litigation” due to “the absence of a proposed construction in IPR 

proceedings.”); cf. Axonics, Inc. v. Medtronic, Inc., 75 F.4th 1374, 1380–81 (Fed. Cir. 2023); Nidec 

Motor Corp. v. Zhongshan Broad Ocean Motor Co., 868 F.3d 1013, 1017 (Fed. Cir. 2017) 

(explaining that construction is required only for disputed terms, and only as necessary to resolve 

the controversy).  The terms proposed for construction here are necessary for this litigation. 
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A. “accelerator” (ʼ867 patent, cl. 16; ʼ438 patent, cls. 1, 12, 44) 

NVIDIA’s Proposed Construction Plaintiff’s Proposed Construction 
hardware separate from the central processing 
unit 

No construction necessary 

 
The claims and specification of the ʼ867 and ʼ438 patents dictate that the recited 

“accelerator” of the patents is (1) separate from the central processing unit, and (2) hardware.  

Providing an explanation of the meaning of “accelerator”—of which a lay juror may have a general 

understanding in other contexts—is necessary to enable the jury to understand the plain and 

ordinary meaning of this term in the context of the patents, which states that this feature is the 

entire purpose of the alleged invention. 

1. The Claimed “Accelerator” Is Separate from the CPU 

The intrinsic evidence—and, indeed, the very purpose of the Asserted Patents—requires 

that the “accelerator” be separate from the CPU. 

Intrinsic Record:  Because the “accelerator” of the asserted claims is listed separately from 

the CPU, “the clear implication of the claim language is that those elements are distinct 

components of the patented invention.”  Becton, Dickinson & Co. v. Tyco Healthcare Grp., LP, 

616 F.3d 1249, 1254 (Fed. Cir. 2010) (internal quotation marks omitted).  For example, claim 16 

of the ’867 patent recites “an accelerator, operably coupled to the central processing unit.”  

’867 patent at 14:21‒22; see also ̓ 438 patent at 14:56‒57 (same), 16:3‒4 (“an accelerator operably 

coupled to the CPU and the main memory”).  There is no evidence in the claims or specification 

of the patents to overcome the presumption of separateness under Becton.  See Regeneron Pharms., 

Inc. v. Mylan Pharms. Inc., 130 F.4th 1372, 1380‒81 (Fed. Cir. 2025). 

Throughout the specification, the accelerator is separate from the CPU.  See ’867 patent at 

4:31‒33.  The specification explains, for example, that “[t]he CPU 120 and the system memory 

130 . . . are preferably independent of the expansion card 180,” which is an “accelerator.”  Id. at 
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4:8‒12.  Figure 2 depicts the accelerator/expansion card (180) separated from the CPU via local 

bus 190.  Id. at 4:51‒58, Fig. 2.  Notably, the accelerator is separate from the CPU in all 

embodiments of the Asserted Patents.  Praxair, Inc. v. ATMI, Inc., 543 F.3d 1306, 1324 (Fed. Cir. 

2008) (“The claims of the patent must be read in light of the specification’s consistent emphasis 

on this fundamental feature of the invention.”). 

The stated purpose and alleged advantages of the patents also support NVIDIA’s proposed 

construction.  As explained in Section II, the patents state that the purpose of the accelerator is to 

allow the CPU to remain “dedicated to other tasks,” i.e., not be involved in the accelerated 

computations on the accelerator.  ’867 patent at 2:19‒21.  The patents reiterate at the end, in a 

summary of the “potential advantages” of the “GPU accelerator system,” that there are “[l]imited 

computations on the CPU 120.”  Id. at 13:32.  Thus, the “accelerator” being separate from the CPU 

is critical to the patents’ functionality, as it enables the offloading of computational tasks from the 

CPU to the accelerator.  “To find otherwise would eviscerate the stated purpose of the claimed 

invention.”  KEYnetik, Inc. v. Samsung Elecs. Co., 837 F. App’x 786, 792 (Fed. Cir. 2020); see 

also Sequoia Tech., LLC v. Dell, Inc., 66 F.4th 1317, 1326 (Fed. Cir. 2023) (“A patent’s express 

purpose of the invention informs the proper construction of claim terms.”) (cleaned up).  

Extrinsic Record:  The extrinsic evidence is consistent with the intrinsic record.  For 

example, the Chambers Dictionary of Science and Technology confirms that an “accelerator”—

just as it is used in the examples of the Asserted Patents—is “[a] special circuit board that is placed 

within a computer to speed up some aspect of its operation”—i.e., it is separate from the CPU.  

Ex. 1 at 7.  None of the extrinsic evidence supplied by Plaintiff contradicts this understanding of 

“accelerator” in the specific context of the Asserted Patents.  See, e.g., IEEE Dict. (Ex. 2) at 4 (“[a] 

circuit or device that accelerates some unit in a computer”). 
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2. The Claimed “Accelerator” Is Hardware  

Intrinsic Record:  The claimed “accelerator” is referenced by the claims and the 

specification of the ʼ867 and ʼ438 patents only as a hardware-based component.  For example, in 

the asserted system claims, the “accelerator” comprises specific hardware sub-components, 

including a “graphics processing unit” and “accelerator memory.”  ’438 patent at 14:54‒16:4 (cl. 

1), 19:60‒20:7 (cl. 44).  Because the “accelerator” in the asserted method claims “receives” input 

data, those claims also require a hardware-based accelerator (otherwise, it could not “receive” 

data).   

In the Summary of the Invention, the “solution” proposed by the inventors is a “hardware 

implementation [on] an expansion card . . . having (a) one or more graphics processing units, 

(b) two or more associated memory banks that are logically or physically partitioned, (c) a 

specialized controller, and (d) a local bus”—i.e., all hardware.  ’867 patent at 2:6‒17.  A similar 

configuration is depicted in Figure 2, where “the GPU accelerator is implemented as an expansion 

card 180.”  Id. at 4:31‒43, 4:51‒54.  The specification does not disclose a software-based 

accelerator; rather, the GPU accelerator of all embodiments of the Asserted Patents is hardware 

based, with physical hardware subcomponents such as a GPU and memory banks.  See id. at 3:59‒

4:7, 4:31‒58, 5:17‒19. 

Extrinsic Record:  The extrinsic evidence further supports NVIDIA’s construction.  

Indeed, the definitions of “accelerator” identified by both NVIDIA and Plaintiff emphasize an 

accelerator as a physical element.  E.g., Chambers Dict. (Ex. 1) at 7 (“[a] special circuit board”); 

Newton’s Telecom Dict. (Ex. 3) at 78 (“[a] board added onto a personal computer’s main board”); 

Microsoft Dict. (Ex. 4) at 13 (“In hardware, a device . . .”); IEEE Dict. (Ex. 2) at 4 (“[a] circuit or 

device”). 
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B. “accelerator controller” (ʼ867 patent, cls. 16, 17, 19) / 
“controller” (ʼ438 patent, cls. 1, 7‒10, 21, 40, 42, 44, 50‒53) 

NVIDIA’s Proposed Construction Plaintiff’s Proposed Construction 
specialized hardware and/or software located 
on the accelerator 

No construction necessary 

 
“Accelerator controller” is a technical term with a specific meaning in the computer context 

that a lay person would not understand, and thus should be construed to provide guidance to the 

jury.  NVIDIA’s construction should be adopted because it comports with the intrinsic record—

i.e., that the “accelerator controller” of the ʼ867 patent and the “controller” of the ʼ438 patent is 

specialized hardware and/or software located on the accelerator.  Gemalto S.A. v. HTC Corp., 754 

F.3d 1364, 1369 (Fed. Cir. 2014).   

Intrinsic Record:  As explained in Section II, the inventors of the patents sought to improve 

existing GPGPU applications that were “not able to achieve optimal performance” due to excessive 

“overhead.”  ʼ867 patent at 1:21‒30.  For example, according to the inventors, prior art systems of 

GPU acceleration required “extensive interactions with the CPU.”  Id. at 13:32‒39.  The “solution” 

proposed by the inventors was to configure the accelerator (“expansion card”) to include “a 

specialized controller” separate from the CPU, thus “free[ing]” the CPU from control operations 

and allowing it to be “dedicated to other tasks.”  Id. at 2:6‒20, 2:36‒40 (“This accelerator 

comprises at least one graphics processing unit, accelerator memory for the graphics processing 

unit, and an accelerator controller . . . .”); see also id. at 13:32‒39 (identifying the first “potential 

advantage[]” of the claimed GPU accelerator as “[l]imited computations on the CPU”). 

While the specification explains that in one embodiment the “controller can be partially or 

even fully implemented in software,” even in this embodiment the software-based controller is 

located and running on the accelerator—not on the CPU.  Id. at 4:65‒67.  For example, Figure 2 

illustrates controller 220 (blue) on expansion card 180 (the “accelerator”) (red).  Id. at 4:51‒67 

Case 7:24-cv-00221-ADA-DTG     Document 71     Filed 05/20/25     Page 14 of 33

Neural AI, LLC, Exhibit 2010 
Page 2010 - 14 

IPR2025-00610, NVIDIA Corporation v. Neural AI, LLC



(“The GPU accelerator further preferably comprises one specifically designed accelerator 

controller.”); see also id. at 2:55‒60, 5:53‒59, 7:57‒61, 8:50‒57, 13:50‒54 (“general purpose 

controller 220 located on the expansion card”).  There is no embodiment in which the controller is 

not located on the accelerator.  Although the Federal Circuit has warned against reading in 

limitations from embodiments into the claims, the court has also held that where “only one” 

embodiment is described—especially where, as here, that embodiment is a key feature of the 

“invention”—that embodiment informs the scope of the claims.  See Regents of Univ. of Minnesota 

v. AGA Med. Corp., 717 F.3d 929, 936 (Fed. Cir. 2013) (limiting claims to devices formed by 

affixing two physically separate disks because “attaching two disks together is not just the 

preferred embodiment of the invention; it is the only one described”) (internal quotation marks 

omitted).  

 

By locating the controller on the accelerator (as opposed to on the CPU), the system “frees 

the CPU 120 to execute other applications and allows the expansion card to run at its full capacity 

without being slowed down by extensive interactions with the CPU 120.”  Id. at 13:36‒39.  The 

claims of the Asserted Patents “must be read in light of the specification’s consistent emphasis on 

this fundamental feature of the invention.”  Praxair, 543 F.3d at 1324.  To construe the term 
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otherwise “would eviscerate the stated purpose of the claimed invention.”  KEYnetik, 837 F. App’x 

at 792. 

Extrinsic Record:  As with “accelerator,” none of the extrinsic evidence changes the 

ordinary meaning of “accelerator controller” or “controller” in the context of the Asserted Patents.  

For example, Plaintiff’s definition in the IBM Dictionary of Computing states that a controller 

“coordinates and controls the operation of one or more input/output devices” (Ex. 5 at 145), but it 

does not bear on the allegedly inventive idea in the patents of placing the controller on the 

accelerator itself to free up the CPU.  See supra. 

C. “partition” (ʼ867 patent, cls. 16, 18; ʼ438 patent, cls. 26, 27, 40, 43, 49;  
ʼ461 patent, cls. 21, 30) 

NVIDIA’s Proposed Construction Plaintiff’s Proposed Construction 
a separated subdivision of memory designed 
to hold specified data 

No construction necessary 

 
The term “partition” requires construction not only because it is a technical term but also 

because there is a dispute between the parties about the scope of the ordinary meaning of this term 

in these patents (as reflected in Plaintiff’s infringement contentions).  “[P]artition” has a specific 

and well-understood technical meaning:  “a separated subdivision of memory designed to hold 

specified data.”  Plaintiff’s infringement contentions, by contrast, appear to take the position that 

the data copied to any “destination memory address” on a device is necessarily stored within a 

“partition” on the device.  See, e.g., ’867 Inf. Cont. (Ex. 6) at 45‒54.  This position is contrary to 

the meaning of “partition” in the patents.  Thus, there is a dispute about claim meaning and claim 

scope, and claim construction is necessary.  NVIDIA’s construction aligns with what a person of 

ordinary skill in the art would have understood at the time of the invention and should be adopted. 

Intrinsic Record:  The claim language explicitly states the partitions are subdivisions of 

memory designed to hold specific data.  The claims of the ’867 patent recite, for example, that the 
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first partition is for storing “first input data” and the second partition is for storing “first output 

data.”  ’867 patent cl. 16 (“transferring . . . the first input data into a first partition” and “storing . 

. . the first output data into a second partition”); see also id. at cls. 1, 13 (“the texture memory is 

partitioned into a first partition to store the input data, a second partition to store internal variables 

. . . ”).  The claims further recite the existence of third and fourth partitions for storing “internal 

variables” and “data used as input at a particular computation cycle of the numerical simulation.”  

’867 patent cl. 18 (“a third partition to store internal variables, and a fourth partition to store data 

used as input at a particular computation cycle of the numerical simulation.”); see also id. at cls. 5, 

13.  These claims demonstrate that partitions are structured subdivisions of memory with 

designated storage functions, rather than ad hoc for individual variables.  See also ’438 patent cls. 

26, 27, 28, 40, 43, 49; ’461 patent cls. 21, 30.   

The shared specification demonstrates why NVIDIA’s construction is correct.  According 

to the specification, the purpose of partitions is to “separate the memory” based on when and how 

the data in each memory partition is to be used.  See ’867 patent at 5:17–52, 5:60–6:31.  For 

example, the specification describes four partitions, each “designed to hold” specified data:  “The 

first partition 250a is designed to hold the external input data patterns.  The second partition 250b 

is designed to hold the data textures representing internal variables.  The third partition 250c is 

designed to hold the data textures used as input at a particular computation step on the GPU 240.  

The fourth partition 250d holds the data textures used to accommodate the output of a particular 

computational step on the GPU 240.”  Id. at 5:39–48. 
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Id. at Fig. 2.  Each of the partitions (250a, 250b, 250c, and 250d) is a separate subdivision of 

texture memory bank 250, which itself is a partition of GPU associated memory.  Id. at 5:14–52.  

Thus, use of “partition” throughout the specifications of the Asserted Patents demonstrates that a 

partition must be “a separated subdivision of memory designed to hold specified data.”  

Extrinsic Record:  The extrinsic evidence confirms NVIDIA’s construction.  For example, 

the technical dictionary definitions of “partition” identified by NVIDIA emphasize that partitions 

are (1) separated subdivisions of memory that (2) hold specified data.  E.g., Chambers Dict. (Ex. 1) 

at 873 (“To subdivide the available storage space on a hard-disk drive.  Each section may be used 

to hold programs and data for different operating systems or to provide additional logical drives.”); 

Dict. of Computer Terms (Ex. 7) at 232 (“a part of a HARD DISK that is treated by the computer 

as if it were a separate disk drive”); IEEE Dict. (Ex. 2) at 797 (“A portion of a storage medium 

that is set aside for some special purpose”); Wiley Dict. (Ex. 8) at 555 (“The dividing of computer 

memory into fixed portions”).  Plaintiff’s extrinsic evidence is consistent.  See, e.g., Microsoft 

Dict. (Ex. 4) at 392 (“partition n. 1. A logically distinct portion of memory or a storage device that 

functions as though it were a physically separate unit.”). 
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Infringement Contentions:  Plaintiff’s infringement contentions demonstrate that the 

parties disagree as to the claims’ meaning and scope, and that Plaintiff’s understanding differs 

from what a POSITA would have understood at the time of the invention.  Adopting no 

construction for “partition,” as Plaintiff proposes, will invite continued dispute over the claims’ 

scope and confuse the jury.  See O2 Micro Int’l Ltd. v. Beyond Innovation Tech. Co., 521 F.3d 

1351, 1361 (Fed. Cir. 2008) (“A determination that a claim term ‘needs no construction’ or has 

the ‘plain and ordinary meaning’ may be inadequate when a term has more than one ‘ordinary’ 

meaning or when reliance on a term’s ‘ordinary’ meaning does not resolve the parties’ dispute.”).   

Given the dispute over claim meaning and scope, the Court should construe the term.  

NVIDIA’s construction should be adopted because it is consistent with the intrinsic and extrinsic 

record, and provides clarity to the technical term “partition” for the jury.  

D. “bank” (ʼ438 patent, cls. 6, 20) 

NVIDIA’s Proposed Construction Plaintiff’s Proposed Construction 
partition No construction necessary 

 
The term “bank” requires construction both because it is a technical term and because there 

is a dispute between the parties about the scope of the term’s ordinary meaning.  The dispute 

between the parties is the same as that for “partition”—Plaintiff’s infringement contentions stretch 

“bank” beyond its ordinary meaning.  ’438 Inf. Cont. (Ex. 12) at 118–30.  Because the claims and 

specification of the ʼ438 patent use “partition” and “bank” interchangeably, “bank,” as used in the 

ʼ438 patent, should be construed to have the same meaning as “partition.”  Wasica Fin. GmbH v. 

Cont’l Auto. Sys., Inc., 853 F.3d 1272, 1282 (Fed. Cir. 2017).  NVIDIA’s construction is necessary 

to resolve the parties’ dispute on this term. 

Intrinsic Record:  The “specification and claims” of the ’438 patent “use the words 

‘[bank]’ and ‘[partition]’ interchangeably;” “[t]his drafting choice equates the two terms for claim 
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construction purposes.”  Id.  Specifically, as shown below, the patent claims employ “bank” and 

“partition” identically to recite separate subdivisions of memory designed to hold specified data.  

Compare ’438 patent, cl. 6 to ’438 patent, cls. 26 and 27. 

’438 Patent, Claim 66 ’438 Patent, Claims 26 & 27 
6. The computer system of claim 1, wherein 
accelerator memory comprises: 

a first memory bank to store parameters 
common to all of the computations in the 
sequence of computations; and 

 
 

 
a second memory bank to store data 
specific to at least one computation in the 
sequence of computations. 

26. The method of claim 21, further 
comprising: 

storing, in a first memory partition of the 
memory, parameters common to all of the 
computations in the sequence of 
computations. 

27. The method of claim 26, further 
comprising: 

storing, in a second memory partition of 
the memory, data specific to the first 
computation in the sequence of 
computations. 

 
The ’438 patent specification, similarly, refers to the two elements identified by reference numbers 

210 and 250 interchangeably as “[t]wo memory banks 210 and 250” and “two partitions 210 250.”  

’438 patent at 5:13–52. 

 

Id., Fig. 2.  In consecutive paragraphs of the specification, the ʼ438 patent alternates between 

“partition” and “bank” to refer to the same element.  Id. at 5:13–52 (“memory banks 210 and 250 

. . . partitions 210 250 . . . memory bank 210 . . . memory bank 250”).  See Bid for Position, LLC 
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v. AOL, LLC, 601 F.3d 1311, 1317 (Fed. Cir. 2010) (construing “bid” and “value of the bid” 

identically because the claim used the terms interchangeably); Edwards Lifesciences LLC v. Cook 

Inc., 582 F.3d 1322, 1329 (Fed. Cir. 2009) (“The interchangeable use of the two terms is akin to a 

definition equating the two.”) 

 Although it is a canon of construction that “[w]hen different words or phrases are used in 

separate claims, a difference in meaning is presumed,” the Federal Circuit has counseled that 

“simply noting the difference in the use of claim language does not end the matter.”  Nystrom v. 

TREX Co., 424 F.3d 1136, 1143 (Fed. Cir. 2005).  Instead, “[d]ifferent terms or phrases in separate 

claims may be construed to cover the same subject matter where the written description and 

prosecution history indicate that such a reading of the terms or phrases is proper.”  Id.  Thus, claim 

differentiation here does not overcome the clear import of the specification.  See Netcraft Corp. v. 

eBay, Inc., 549 F.3d 1394, 1400 n.1 (Fed. Cir. 2008). 

Extrinsic Record:  Several technical dictionaries confirm that a “bank,” like a “partition,” 

is a separated subdivision of memory designed to hold specified data.  For example, the 

Comprehensive Dictionary of Electrical Engineering defines “memory bank” as “a subdivision of 

memory that can be accessed independently of (and often in parallel with) other memory banks.”  

Ex. 9 at 433 (emphasis added); see also McGraw-Hill (Ex. 10) at 1308 (defining “memory bank” 

as “[a] physical section of computer memory . . .”).  

E. “swapping the first pointer with the second pointer” (ʼ867 patent, cl. 16) 

NVIDIA’s Proposed Construction Plaintiff’s Proposed Construction 
swapping, by the accelerator controller, the 
first pointer with the second pointer 

No construction necessary 

 
During prosecution, the applicant repeatedly argued that this “swapping” step is performed 

by the accelerator controller in an effort to overcome prior art.  That disavowal is consistent with 
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the other intrinsic evidence.  The Court should therefore construe this term consistent with the 

clear meaning given to it during the prosecution history.   

The specification describes various embodiments in which pointers to memory are 

“swapped.”  In all of these embodiments, the step of swapping pointers is performed by the 

accelerator controller.  For example, Fig. 4 is a “detailed flow diagram illustrating” an embodiment 

of the claimed system and method.  ’867 patent at 11:23–42.  The “three parallel substreams of 

execution” shown in FIG. 4—“Computational Substream 403, Data Output Substream 402, and 

Data Input Substream 404”—are “executed by the [accelerator] controller 220.”  Id. at 11:43–

12:52.  One way the claimed method allegedly reduces computational cost is by swapping 

“pointers for input and output textures after each time step,” allowing the output of one time step 

to serve as “input during the next time step,” instead of copying the output value over the old input 

value.  Id.  Flow element 485 of Fig. 4 provides literal support for the limitation in question:  “Swap 

input and output texture pointers.”  Id. at 11:43–12:52.  Flow element 485 occurs as part of the 

Computational Substream 403, which is executed by the accelerator controller.  Thus, in the 

specification, the “swapping” step is performed by the accelerator controller. 
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Id., Fig. 4. 

During prosecution, the applicant limited the definition of “swapping” in the patent to 

overcome prior art through a clear disavowal of scope.  As explained below, the applicant amended 

the claims during prosecution to recite the “swapping” step and explicitly stated that it was 

performed by the accelerator controller.  Remarks (Ex. 11) at 10‒15.  Indeed, the applicant’s basis 

for distinguishing the prior art was the claimed “accelerator controller” and its recited 

functionality, including swapping pointers.  See id. 

Specifically, in response to an obviousness rejection based on two prior art patent 

publications, the applicant argued not only that “the cited references fail to teach or suggest at least 
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the ‘accelerator controller’” itself but also that the applied prior art references did not “disclose or 

suggest an accelerator controller . . . to swap the first pointer and the second pointer at the 

conclusion of the second computational cycle such that the second output data becomes an input 

for a third computational cycle of the plurality of computational cycles.”  Id. at 11‒13.  According 

to the applicant, “at best the disclosure of [the applied prior art reference] suggests an element that 

simply moves data into and out of a video card,” but “[t]here is no disclosure whatsoever in [the 

reference] of an accelerator controller that swaps respective pointers referencing a portion of the 

input data and the output data . . . as recited in claim 1.”  Id.  The applicant also stated that 

application claim 17 (which issued as independent claim 16), like application claim 1, had been 

amended to recite “swapping the first pointer with the second pointer,” and was therefore 

“patentably distinct from” the applied prior art reference for the same reasons claim 1 was.  Id.  A 

patentee must “be held to what he declares during the prosecution of his patent.”  Springs Window 

Fashions L.P. v. Novo Indus., L.P., 323 F.3d 989, 995–96 (Fed. Cir. 2003) (construing claims 

based on disclaimer to exclude a single plate because patentee “explicitly stated during prosecution 

that his claims differed from a single plate”).  At a minimum, these statements are relevant to 

determining “the scope of the actual invention that is disclosed, described, and patented.”  Fenner 

Invs., Ltd. v. Cellco P’ship, 778 F.3d 1320, 1323 (Fed. Cir. 2015) (cleaned up); Phillips v. AWH 

Corp., 415 F.3d 1303, 1317 (Fed. Cir. 2005) (en banc).  

Additionally, the applicant explicitly stated that “the accelerator controller swaps the first 

pointer and the second pointer” in a summary of the claimed subject matter.  Id. at 10.  While the 

applicant qualifies this summary as being “provided solely for the convenience of the Examiner” 

and “not intended to characterize the scope of any claim in any way,” the “totality of the 

prosecution history” still requires a finding that the accelerator controller performs the “swapping” 

step.  Computer Docking Station Corp. v. Dell, Inc., 519 F.3d 1366, 1379 (Fed. Cir. 2008) (finding 
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disclaimer where “the sum of the patentees’ statements during prosecution would lead a competitor 

to believe that the patentee had disavowed” claim coverage).  This term should therefore be 

construed accordingly. 

F. “input data at first rate; and . . . sequence of computations at a second rate”  
(ʼ438 patent, cls. 3, 14, 46) 

NVIDIA’s Proposed Construction Plaintiff’s Proposed Construction 
input data at an amount of data received per 
unit time; and … sequence of computations at 
a number of computations per unit time 

No construction necessary 

 
Three claims of the ̓ 438 patent recite two different “rate[s]”:  (1) “input data at a first rate,” 

and (2) “sequence of computations at a second rate.”  While the patentee uses these “rates” in their 

ordinary senses, construction is necessary to ensure that the jury applies the correct claim meaning.  

See Abbott Lab’ys v. Sandoz, Inc., 544 F.3d 1341, 1360 (Fed. Cir. 2008) (citing Multiform 

Dessicants, Inc. v. Medzam Ltd., 133 F.3d 1473, 1477 (Fed. Cir. 1998), for the proposition that 

“claims are construed as an aid to the decision-maker, by restating the claims in non-technical 

terms”).   

1. “input data at a first rate” 

The intrinsic record establishes that the patentee used the term “first rate” in its ordinary, 

quantitative sense—i.e., to describe how much data is transferred to the CPU or GPU over a 

specific amount of time.  For example, in describing the “local bus” that transfers data from the 

CPU to the accelerator, the ʼ438 patent states that “the local bus has maximal peak data transfer 

rates of 4 GB/s (PCI Express 16) or 2 GB/s (PCI-X 2.0).”  ʼ438 patent at 4:34‒36; see also id. at 

4:31‒33 (system bus bandwidth from 3.2 GB/s to 15 GB/s).  Thus, in the specification’s examples, 

the rate of data input (e.g., into or from the CPU) is expressed as an amount of data received 

(e.g., in gigabytes) per unit time (e.g., in seconds). 
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Interpreting “input data at a first rate” as “input data at an amount of data received per unit 

time” also aligns with the ordinary meaning of an “input rate” in the art of computer architecture, 

where the term denotes a quantity per time dimension—such as megabytes or gigabytes per 

second—used to evaluate bus bandwidth, memory bandwidth, or data-ingest capacity.  Nothing in 

the claims, specification, or prosecution history suggests that the inventors intended to redefine 

“rate” to mean anything other than this conventional throughput measure.  By construing the 

phrase to capture the clear notion of data transfer throughput, the Court will assist the jury in 

understanding the rate of input data in these claims. 

2. “sequence of computations at a second rate” 

Although the specification does not provide any examples of performing a “sequence of 

computations at a second rate,” see generally ʼ438 patent, the ordinary meaning of this phrase is 

that a number of computations are performed in every unit of time.  This interpretation aligns with 

the common understanding of the term “rate” in technical and scientific fields, where it typically 

denotes a quantity measured against a specific time interval, with the “quantity” here being the 

number of computations.  By defining “sequence of computations at a second rate” as “sequence 

of computations at a number of computations per unit time,” the Court will ensure clarity and 

precision in the claim language, which is crucial for the jury to accurately assess issues of 

infringement and validity. 

G. Order of Steps (ʼ867 patent, cl. 16; ʼ438 patent, cls. 12, 21) 

NVIDIA’s Proposed Construction Plaintiff’s Proposed Construction 
steps must be performed in the order listed No construction necessary 

 
Three asserted claims are method claims that implicitly require an order, with each step 

building on the last.  These claims should be construed to require that they be performed in the 

order written.  Interactive Gift Exp., Inc. v. Compuserve Inc., 256 F.3d 1323, 1342 (Fed. Cir. 2001). 
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1. Claim 16 of the ʼ867 Patent 

For this claim, the “sequential nature of the claim steps is apparent from the plain meaning 

of the claim language, and nothing in the written description suggests otherwise.”  Mantech Env’t 

Corp. v. Hudson Env’t Servs., Inc., 152 F.3d 1368, 1376 (Fed. Cir. 1998).  The “sequential nature” 

of this claim is summarized in the chart below. 

ʼ867 Patent, Claim 16 Steps Relation to Other Step(s) 
receiving, by an accelerator, first input data 
from the central processing unit 

 

transferring, by an accelerator controller, the 
first input data into a first partition, 
referenced by first pointer, of an accelerator 
memory before a first computational cycle 
of the numerical simulation 

The prior step transfers first input data to the 
accelerator; this step operates on first input 
data in the accelerator (e.g., transferring it 
into a first partition). 

performing, by at least one graphics 
processing unit during the first 
computational cycle, at least one calculation 
on the first portion of the input data as to 
generate first output data 

The prior step occurs before a first 
computational cycle; this step occurs during 
the first computational cycle. 

storing, by the accelerator controller, the first 
output data into a second partition, 
referenced by a second pointer, of the 
accelerator memory 

The prior step generates first output data; this 
step stores first output data. 

swapping the first pointer with the second 
pointer at the end of the first computational 
cycle, such that the first output data becomes 
an input for a second computational cycle of 
the numerical simulation 

The prior step introduces a second partition 
referenced by a second pointer; this step 
operates on the second pointer (e.g., by 
swapping it with the first). 

 
Thus, as shown above, “as a matter of logic [and] grammar,” these steps “must be performed in 

the order written.”  Altiris, Inc. v. Symantec Corp., 318 F.3d 1363, 1369 (Fed. Cir. 2003). 

This ordering of steps is confirmed by the specification.  In the patent’s embodiments, the 

relevant steps of data input and computations proceed as follows (see generally ʼ867 patent at 

Figs. 3‒4): 

1. The CPU transfers data to expansion card 180 (i.e., the accelerator) (id. at 8:6‒10); 
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2. Expansion card 180 (i.e., the accelerator) stores the data in a partition in texture memory 
bank 250 (id. at 8:10‒11, 8:17‒20); 

3. Computation in the GPU of the accelerator begins, generating output data (textures) stored 
in “the output portion of the texture memory bank” (i.e., a second partition) (id. at 8:50‒
53, 11:51‒60); and 

4. Pointers for input and output textures are swapped “after each time step” (id. at 11:38‒42). 

Because the plain language of the claims implies an order and nothing in the specification 

compels otherwise, claim 16 should be construed to require the steps occur in the order listed. 

2. Claims 12 and 21 of the ʼ438 Patent 

Like claim 16 of the ʼ867 patent, claims 12 and 21 of the ʼ438 patent require a specific 

order of steps.  The order of steps is dictated both by the plain language of the claims and the 

physical realities of these steps.  See Kaneka Corp. v. Xiamen Kingdomway Group Co., 790 F.3d 

1298, 1306 (Fed. Cir. 2015). 

ʼ438 Patent, Claim 12 Steps Relation to Other Step(s) 
(A) performing, by the GPU, the sequence of 
computations on a first portion of the input 
data so as to generate a first portion of the 
output data, the first portion of the output 
data representing an output of a neuron in a 
first layer of the artificial neural network . . . 
[and] accumulating a first value for the output 
variable in the first texture during a first time 
step 

 

(B) in parallel with performing the sequence 
of computations by the GPU in (A), 
transferring a second portion of the input 
data from the main memory to the accelerator 
via the bus 

While part of this step can occur “in parallel” 
with step (A), the second portion of input data 
is transferred after a first portion of input data. 
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ʼ438 Patent, Claim 12 Steps Relation to Other Step(s) 
(C) in parallel with performing the sequence 
of computations by the GPU in (A), 
transferring a second portion of the output 
data from the accelerator memory to the main 
memory via the bus, the second portion of 
the output data representing an output of a 
neuron in a second layer in the artificial 
neural network 

While part of this step can occur “in parallel” 
with step (A), the second portion of output 
data is transferred after a first portion of 
output data. 
 
As a physical reality, an output of a neuron in 
a second layer of an artificial neural network 
occurs after an output of a neuron in a first 
layer. 

(D) performing, by the GPU, the sequence of 
computations on the second portion of the 
input data, wherein performing the sequence 
of computations on the second portion of the 
input data comprises (i) accumulating a 
second value for the output variable in the 
second texture during a second time step and 
(ii) making the first value of the output 
variable in the first texture accessible to other 
computational elements in the plurality of 
computational elements during the second 
time step 

Computations on the second portion of input 
data cannot occur until after the data is 
transferred, as in step (B). 
 
The second time step of step (D) is 
necessarily after the first time step of step (A). 

 
ʼ438 Patent, Claim 21 Steps Relation to Other Step(s) 

receiving . . . first input data acquired from 
an external system in real time 

 

initializing, by a controller operably coupled 
to a graphics processing unit (GPU), textures 
and shaders in a memory operably coupled 
to the GPU 

This step must occur before any 
computations, though it does not necessarily 
have to occur after first input data is received 
in the first step. 

transferring the first input data received by 
the CPU to the memory operably coupled to 
the GPU 

The first step receives input data at the CPU; 
this step transfers the input data from the 
CPU to memory coupled to the GPU. 

performing, by the graphics processing unit 
(GPU), a first computation in the sequence of 
computations on the first input data based 
on the textures and shaders to generate first 
output data . . .  

The prior step transfers first input data to the 
GPU; this step operates on first input data in 
the GPU. 
 
This step must also expressly occur after 
initialization of textures and shaders in the 
second step. 

storing . . . the first input data and the first 
output data 

The prior step generates output data; this step 
stores output data. 
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ʼ438 Patent, Claim 21 Steps Relation to Other Step(s) 
transferring second input data acquired from 
the external system in real time into the 
memory operably coupled to the GPU after 
the GPU starts the first computation and 
before the GPU starts a second computation 
of the sequence of computations . . . 

This step must occur after the GPU starts 
computations, and it operates on “second 
input data” acquired in real-time, which 
comes after first input data. 

 
 Nothing in the specification contracts the order of steps dictated by claims 12 and 21.  In 

connection with Figure 4, the ʼ438 patent shows the sequence (as read from the top of the chart to 

the bottom) of (1) inputting textures (data) (e.g., step 435); executing shaders on first input data 

(e.g., step 470); (3) outputting textures (resulting data) (e.g., step 480); (4) inputting additional 

textures (data) (e.g., steps 440, 445); (5) executing shaders on newly inputted data (e.g., step 470, 

after the determination of “Last iteration?” is “No”).  See ̓ 438 patent at 11:23‒13:28, Fig. 4.  While 

portions of these steps can occur in parallel (as recited in claim 12), the sequence of steps shown 

in Figure 4 confirm that certain steps must occur (or at least begin) before others as a practical 

reality. 

Thus, because the “sequential nature of the claim steps is apparent from the plain meaning 

of the claim language and nothing in the written description suggests otherwise,” these claims 

should be construed to require the order explained above.  Mantech Env’t, 152 F.3d at 1376. 

IV. CONCLUSION 

For the foregoing reasons, NVIDIA respectfully requests that the Court adopt NVIDIA’s 

proposed constructions. 
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abstract syntax tlee rr' A treelike representation ofpro-

lr*t ,*U t. rnany integlated progrumming environ-

il.n,t una structule-oriented editors'

Absttact Window Toolkit n' A library of Java GUIs

ilrntricd user interfaces) that provides the connections

;?i;.." a Java rpplication and the native GUI of the com-

pui.r on which the application runs' Al'so called: AWT '

a,/B switch box rr. A switch box with two outputs' By

nioping the switch. the user can select which to use' See

a/so switcn (dellrrition I )' switch box'

AC n, See alternating curent'

AC adapter n. An external power supply that converts

from a 110 VAC or 220 VAC dornestic electric supply

("house current" or "main power") to low-voltage DC,

which is required to operate solid-state electronic equip-

ment (such as a laptop computer) that does not include an

internal Power suPPlY.

Accelerated Graphics Port r. See AGP.

acceleratol n. 1. In applications, a key or key cornbination

used to perform a defined function. Also called: shortcut

key. 2. In hardware, a device that speeds or enhances the

operation of one or more subsystems, leading to irnploved
program perfonnance. See also accelerator card, Win-
dows-based rccelerator.

accelerator board n. See accelerator card.

accelerator card n. A printed circuit board that replaces
or augments the computer's rnain microprocessor, result-
ing in faster performance. Also called: accelerator board.
See also expansion boarcl, graphics accelerator.

acceptable use policy ,?. A statement issued by an ISP
(Internet service provider) or an online information ser-
vice that indicates what activities users may or may not
engage in while logged into the service. For example,
some providers plohibit users from engaging in commer-
cral activity on the network . Acronym: AUp.See also ISp,
online infbrmation service.

ACCESS.bUS

acceptance test n. A formal evaluation of a hardware
product performed by the customer, usually at the fac-

tory, to verify that the product is performing according to

specilications.

accessl n. 1. The act of reading data fi'om or writing data

to memory. 2. Connection to the Internet or other network

or system.

access2 vb. To gain entry to memory in order to read or

write data.

Access n. Microsoft's relational database-management

software for the Windows desktop platform. Part of the

farnily of Microsoft Office products, Access in its most

rccent version (Access 2002) supports Web technology for
building, managing, and sharing data. Access 2002 also

includes new and improved tools for accessing and view-
ing information and offels integration with Microsoft's
BackOffice database product, SQL Server. See also

Office.

access atm n, A mechanical arm that moves the read/

write head(s) over the surface of a disk in a disk drive. See

the illustration. Also called: head arm.

Access arm

Access arm.

ACCESS.bus n. A bidirectional bus for connecting

peripherals to a PC. The ACCESS.bUs can connect up to

125 low-speed peripherals, such as printers, modems, rnice,

and keyboards, to the system through a single, general-pur-

pose port. Peripherals that support the ACCESS.buS pro-

vide a connector or port connection that is similar to a

phone-jack connector and arc daisy-chained together.

Howeveq the PC communicates directly with each periph-

eral and vice versa. Connecting an ACCESS.bus device

(for example, a printer) to a system results in the system

L3
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parrallaxing

parrallaxing i,. A 3-D animation techniclue, ofien used by
computer game developers, where backgr.ounds are dis-
played using difl'elent levels of speed to achieve realism.
For exarnple, distant lcvels move at a slower speed than
closer lcvels, thereby giving the illusion ofdepth. See cilso
animation.

parse uD. To break input into smaller chunks so that a
program can act upon the information.

parser n. An application or clevice that breaks data into
smallel chunks so that an application can act on the infbr-
nation. Sea d/.io parse.

paltition rr. 1. A logically distinct portion of rner.nory or a
storage clevice that functions as though it wer.e a physi-
cally separate unit. 2. ln database programrling. a subset
of a database table or 111e.

Partition Boot Sector n. The first sector.in the system
(startup) partitiou of a computer.'s bootable har.d disk, or-

the first sector of ii bootable floppy disk. On an x8(r-basecl
computel', the Partition Boot Sector-is reacl into memory at
startup by the Master Boot Recold. It is the partition Boot
Sector that contains the instluctions r.ecluirecl to begin the
process ol loading aud starting the computer's operating
system. See al.,so Mastel Boot Rccord, partition table.

partition table n. A table of infbnnation in the flrst sec-
tol of a computer''s hard disk that tells wher.e each parti-
tion (cliscrete portion of storage) on the disk begins and
ends. The physical locations are given as the beginning
ancl ending head, sector, ancl cylinder nurnbers. [n acldition
to these "addresses," the partition table identifies the type
of file systern used lbl each partition and identifies
whether the partition is bootable-whether. it can be usccl
to start the computer. Although it is a small data stl.ucture,
the partition table is a critical element on the hard clisk.

partnership n. The settings on a clesktop cornputer ancl

Windows CE device that allow information to be synchro-
nized, as well as copied or movecl between the computer
and device. The mobile device can have parhrerships with
up to two desktop computers. See ctlso synchronization
(definition 6).

Pascal n. A concise procedural language designecl
between 1967 and 197 I by Niklaus Wir.th. Pascal, a corn-
pilecl, stnrcturecl language built upon ALGOL, sinrplifies
syntax while adding data typcs and structul.cs such as

passive-matrix dispffi

subranges, enumerarecl Or:i, t,y^L_^:: 

1,,.s, 
records, and seh.St't ttl,so n LGOL, cornpiled llrrgrrugc. (-,,n11,,,rr-1,." "

pASP n. Saru pocket Active Ser.ver pages.

passl n. In programming. the car.r.ying out of one com-
plete scquence o1' events.

pass2 rr1:r. To fbrwar.cl a piece of clata ll.or.n one pan of a
program to another. See ulso pnss by adchess, pass by value.

pass by address n. A rreans of passing an ar€ument or
parameter to a subrontinc. The calling r.outine passes the
address (memory location) of the par.arneter to the called
routine, which can then use thc acldr.ess to retrieve or mod-
ify the value o1'thc par.ameter. Also calfu2l.. pass by refer-
ence. Ser: rrlso argur.nent, callt . Compct u: pass by value.

pass by reference ri. Sr:r: pass by aclclress.

pass by value /r. A r.neans of passing an algument or a

parameter to a subroutine. A copy ol the value of the argu-

ment is c|eated ancl passecl to the called routitie. When thls

rnethod is uscd. the callecl routine can modify the copy of
the argument, but it cannot rr-rodi{y the oliginal argument.

See ul.to argument, callt. Contpare pass by adchess.

passivation l. In Sun Microsystcrrs's J2EE network plat-

form, the process ol "tr,rrning off ' an euterprise java bean

(EJB) by cachiug it fl'orn memoly to secondary storage.

See al.to Enterprise JavaBeans, J2EE. Cornpure activation.

passive hub n. A type of hub usecl on AItCnet netrvorks

that passcs signals along but has no adclitional capability'

See al,sct ARCnet. Crunptrre activc hub, Intelligent httb'

passive-matrix display n. An inexpensive, low-resolu-

tion liquid crystal display (LCD) rlade 1r'our a large array

of liquicl clystal cells that are controlletl by tlansistors out-

side of the display scrcen. One transisto| contt'ols an entire

Low ot' column of pixels. Pirssive-tnatt'ix displrrys ill e com-

rnonly rrsed irr poltable colllpLltels. such rls lilpt{)ps lnd

notebooks, because of their thin width. Wlrilt' tlrese dts-

plays have goocl contrast lbr monochromc screcus, the res-

olution is weaker 1br colo, ..r""n. These clisplays are llso

diliicult to vicw li'orrr any :rnglc olhe l llt:rrt stlrrigltt trtl'

unlikc active-r.natrix displayslffu*"u",, conlptrlers witlr

pirssivc-rnutlix tlispllys trre corrsitlcrlhly eltclrPcl lhrtrl.

those with active-mat'ix r..;;:. ;; ;; illtrst'rrtiorr''41s0

c u ll e d ; dtal-scirn clispl ay.,!r'r' trl,ro i i qLr i tl c r yst ll il rsplltY'

sttIcllwist tlispltry. lritnsisl()t, lwislctl ttt'tltrtlic tlisltlrty

C ont pu re active-ntatrix clisplay.
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frorn Miclosoft that cons
and other infblmation. \r
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1 

EXHIBIT 1 – U.S. PATENT NO. 8,648,867 VS NVIDIA ACCELERATED COMPUTING PRODUCTS & SERVICES – 
HOPPER ARCHITECTURE 

I. INTRODUCTION 

The chart below demonstrates how Defendant Nvidia Corporation (“Nvidia” or “Defendant”), as well as Defendant’s partners, 
customers, and end users, directly infringe, either literally or under the doctrine of equivalents, claims 16-19 of U.S. Patent No. 8,648,867 
(“the ’867 Patent”).  
 
Nvidia has committed acts of infringement within this District. Nvidia uses the Accused Products in this District in manners that practice 
the ’867 Patent, including by testing the Accused Products and by using the Accused Products at its offices and premises in this District.  
Defendant makes, uses, advertises, offers for sale, and/or sells hardware for accelerated computing, including GPUs, CPUs, and SoCs; 
computers for accelerated computing (e.g., supercomputers, servers, and data centers for high performance computing); and computer 
platform software-as-a-service (“SaaS”) that implements accelerated computing (including the Accused Products) in the State of Texas 
and in this District directly and/or through its partnerships  
 
Defendant also provides data center and HPC services that practice the ’867 Patent in the State of Texas and in this District directly 
and/or through its partnerships with businesses in the State of Texas and in this District.  
 
Nvidia sells, offers for sale, advertises, makes, installs, and/or otherwise provides hardware, software, firmware, and/or computer 
platforms for accelerated computing and data center and HPC services, including the Accused Products, the use of which infringes 
the ’867 Patent in this District and the State of Texas. (See https://www.nvidia.com/en-us/data-center/solutions/accelerated-computing/.) 
Nvidia performs these acts directly and/or through its partnerships with other entities. (See id. (“NVIDIA has defined a range of 
accelerated platforms that each consist of hardware systems designed according to the needs of the use case as well as the software stack 
that enables the operation and management of the business applications. These hardware systems and software are available from 
NVIDIA and our partners.”).)  
 
Nvidia also uses a network of partners, which comprise re-sellers, managed service providers, and product and solution experts, to 
provide the Accused Products and implementation services for the Accused Products to customers in this District. Each of these partners 
sells, offers for sale, installs, and/or implements Nvidia’s accelerated computing hardware, software, and/or computer platform services. 
(See https://www.nvidia.com/en-us/about-nvidia/partners/.)  
 
Nvidia’s partners include “Data Center Provider[s].” (See https://www.nvidia.com/en-us/about-nvidia/partners/.) Nvidia’s Data Center 
Provider partners “offer colocation services such as high-density data center facilities, interconnected infrastructure, and state-of-art 
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Key Features Accused Products 
* * * * * 

 
* * * * * 

 
(See https://docs.nvidia.com/cuda/cuda-runtime-api/group__CUDART__MEMORY.html (emphasis 
added).)  
 

[16.2] transferring, by an 
accelerator controller, the 
first input data into a first 
partition, referenced by 
first pointer, of an 
accelerator memory 
before a first 
computational cycle of the 
numerical simulation; 

The Accused Products practice a method that includes transferring, by an accelerator controller, the first 
input data into a first partition, referenced by first pointer, of an accelerator memory before a first 
computational cycle of the numerical simulation.  
 
For instance, the GPU architecture of the Accused Products implements a controller. As an example, the 
Hopper GPU architecture implements “HBM3 memory controllers” including “12 512-bit memory 
controllers” (e.g., accelerator controller) coupled GPU memory including “6 HBM3 or HBM2e stacks,” 
“80 GB HBM3, 5 HBM3 stacks,” and “80 GB HBM2e, 5 HBM2e stacks.” 
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(See https://developer.nvidia.com/blog/nvidia-hopper-architecture-in-depth/ (emphasis added).) 
 
As previously stated, the Accused Products implement CUDA, Nvidia’s parallel computing platform. 
CUDA enables NVIDIA GPUs to be used for general purpose computing tasks and includes specialized 
GPU-acceleration libraries such as cuDNN. CUDA implements numerous “memory management 
functions” that “[c]op[y] data between host [CPU] and device [GPU]” (e.g., transferring, by an 
accelerator controller, the first input data into a first partition, referenced by first pointer, of an 
accelerator memory), including “cudaMemcpy,” “cudaMemcpy2D,” “cudaMemcpy2DArrayToArray,” 
“cudaMemcpy2DAsync,” “cudaMemcpy2DFromArray,” “cudaMemcpy2DFromArrayAsync,” 
“cudaMemcpy2DToArray,” “cudaMemcpy2DToArrayAsync,” and “cudaMemcpyAsync.”  
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* * * * * 
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(See https://docs.nvidia.com/cuda/cuda-runtime-api/group__CUDART__MEMORY.html (emphasis 
added).)  
 
Parameters used in CUDA include pointers “dst” (“Destination memory address”) and “src” (“Source 
memory address”). For example, CUDA function “cudaMemcpy” copies “bytes [data] from the memory 
area pointed to by src [source memory address pointer] to the memory area pointed to by dst [destination 
memory address pointer], where kind [type of transfer] specifies the direction of the copy” (e.g., 
referenced by first pointer). One of the destinations is “cudaMemcpyHostToDevice,” or host (CPU) to 
device (GPU) (e.g., transferring, by an accelerator controller, the first input data into a first partition, 
referenced by first pointer, of an accelerator memory).   
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(See https://docs.nvidia.com/cuda/cuda-runtime-api/group__CUDART__MEMORY.html (emphasis 
added).)  
 
In a related example, CUDA function “cudaMemcpy2DArrayToArray” also “[c]opies data between host  
[CPU] and device [GPU]” and includes pointers “dst” and “src.” cudaMemcpy2DArrayToArray 
“[c]opies a matrix (height rows of width bytes each) from the CUDA array src [source memory address 
pointer] starting at hOffsetSrc [source starting Y offset (rows)] rows and wOffsetSrc [source starting X 
or width offset (columns in bytes)] bytes from the upper left corner to the CUDA array dst [destination 
memory address pointer] starting at hOffsetDst [destination starting Y or height offset (rows)] rows and 
wOffsetDst [destination starting X offset (columns in bytes)] bytes from the upper left corner, where kind 
specifies the direction of the copy.” One of the destinations is, again, “cudaMemcpyHostToDevice,” or 
host (CPU) to device (GPU).   
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(See https://docs.nvidia.com/cuda/cuda-runtime-api/group__CUDART__MEMORY.html (emphasis 
added).)  
 
As a further example, CUDA function “cudaMalloc” is used for “[a]llocat[ing] memory on the device 
[GPU].” Parameters include pointer “devPtr” (“Pointer to allocated device memory”). The cudaMalloc 
function “[a]llocates size bytes [data] of linear memory on the device [GPU] and returns in *devPtr a 
pointer to the allocated memory [of the GPU]” (e.g., the first input data into a first partition, referenced 
by first pointer, of an accelerator memory before a first computational cycle of the numerical simulation).  
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(See https://docs.nvidia.com/cuda/cuda-runtime-api/group__CUDART__MEMORY.html (emphasis 
added).)  
 
In a related example, the CUDA function “cudaMallocArray” is used for “[a]llocat[ing] an array [pointer] 
on the device [GPU].” Parameters include pointer “array” (“Pointer to allocated array in device 
memory”), “desc” (“Requested channel format”), “width” (“Requested array allocation width”), “height” 
(“Requested array allocation height”), and “flags” (“Requested properties of allocated array”). The 
cudaMallocArray function “[a]llocates a CUDA array according to the cudaChannelFormatDesc 
structure desc [requested channel format] and returns a handle to the new CUDA array in *array [pointer 
to allocated array in device or GPU memory].”  
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(See https://docs.nvidia.com/cuda/cuda-runtime-api/group__CUDART__MEMORY.html (emphasis 
added).)  
 
As a further example, device “shared memory” is partitioned into “memory modules (banks).”  
 

 
* * * * * 
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(See https://docs.nvidia.com/cuda/cuda-c-best-practices-guide/index.html#shared-memory/ (emphasis 
added).) 
 

[16.3] performing, by at 
least one graphics 
processing unit during the 
first computational cycle, 
at least one calculation on 
the first portion of the 
input data as to generate 
first output data; 

The Accused Products practice a method that includes performing, by at least one graphics processing 
unit during the first computational cycle, at least one calculation on the first portion of the input data as 
to generate first output data.  
 
For instance, CUDA uses “streams” to execute a sequence of commands in order. As shown below, an 
exemplary CUDA function “cudaMemcpyAsync” is used to copy data between a host (CPU) and a device 
(GPU). “Each stream copies its portion of input array hostPtr [pointer for CPU] to array inputDevPtr in 
device [GPU] memory” (e.g., performing, by at least one graphics processing unit). The stream then 
“processes inputDevPtr on the device [GPU] by calling MyKernel(), and copies the result outputDevPtr 
back to the same portion of hostPtr” (e.g., performing, by at least one graphics processing unit during 
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EXHIBIT 15 – U.S. PATENT NO. RE48438 VS NVIDIA ACCELERATED COMPUTING PRODUCTS & SERVICES – 
HOPPER ARCHITECTURE 

I. INTRODUCTION 

The chart below demonstrates how Defendant Nvidia Corporation (“Nvidia” or “Defendant”), as well as Defendant’s partners, 
customers, and end users, directly infringe, either literally or under the doctrine of equivalents, claims 1-10, 12-14, 16-18, 20-32, and 
40-54 of U.S. Patent No. RE48438 (“the ’438 Patent”).  
 
Nvidia has committed acts of infringement within this District. Nvidia uses the Accused Products in this District in manners that practice 
the ’438 Patent, including by testing the Accused Products and by using the Accused Products at its offices and premises in this District.  
Defendant makes, uses, advertises, offers for sale, and/or sells hardware for accelerated computing, including GPUs, CPUs, and SoCs; 
computers for accelerated computing (e.g., supercomputers, servers, and data centers for high performance computing); and computer 
platform software-as-a-service (“SaaS”) that implements accelerated computing (including the Accused Products) in the State of Texas 
and in this District directly and/or through its partnerships  
 
Defendant also provides data center and HPC services that practice the ’438 Patent in the State of Texas and in this District directly 
and/or through its partnerships with businesses in the State of Texas and in this District.  
 
Nvidia sells, offers for sale, advertises, makes, installs, and/or otherwise provides hardware, software, firmware, and/or computer 
platforms for accelerated computing and data center and HPC services, including the Accused Products, the use of which infringes 
the ’438 Patent in this District and the State of Texas. (See https://www.nvidia.com/en-us/data-center/solutions/accelerated-computing/.) 
Nvidia performs these acts directly and/or through its partnerships with other entities. (See id. (“NVIDIA has defined a range of 
accelerated platforms that each consist of hardware systems designed according to the needs of the use case as well as the software stack 
that enables the operation and management of the business applications. These hardware systems and software are available from 
NVIDIA and our partners.”).)  
 
Nvidia also uses a network of partners, which comprise re-sellers, managed service providers, and product and solution experts, to 
provide the Accused Products and implementation services for the Accused Products to customers in this District. Each of these partners 
sells, offers for sale, installs, and/or implements Nvidia’s accelerated computing hardware, software, and/or computer platform services. 
(See https://www.nvidia.com/en-us/about-nvidia/partners/.)  
 
Nvidia’s partners include “Data Center Provider[s].” (See https://www.nvidia.com/en-us/about-nvidia/partners/.) Nvidia’s Data Center 
Provider partners “offer colocation services such as high-density data center facilities, interconnected infrastructure, and state-of-art 
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Relatedly, cuDNN functions being used for accessing data or outputs from RNN layers are depicted 
below.  

 
(See https://docs.nvidia.com/deeplearning/cudnn/archives/cudnn-893/release-notes/index.html#rel-831 
(emphasis added).) 
 

[6] The computer system 
of claim 1, wherein 
accelerator memory 
comprises: 
a first memory bank to 
store parameters common 
to all of the computations 
in the sequence of 
computations; and  
a second memory bank to 
store data specific to at 
least one computation in 
the sequence of 
computations. 

The Accused Products embody the computer system of claim 1, wherein accelerator memory comprises: 
a first memory bank to store parameters common to all of the computations in the sequence of 
computations; and a second memory bank to store data specific to at least one computation in the 
sequence of computations. 
 
See [1.6] (a controller, operably coupled to the at least one graphics processing unit and the accelerator 
memory, to initialize textures and shaders in the accelerator memory for performing the sequence of 
computations, to control performance of the sequence of computations by the at least one graphics 
processing unit, to transfer the at least a portion of the input data into the accelerator memory during 
performance of the intermediate computations in the sequence of computations by the at least one 
graphics processing unit, and to transfer at least a portion of the output data from the accelerator 
memory to the main memory during performance of the intermediate computations in the sequence of 
computations by the at least one graphics processing unit), supra.  
 
For instance, the “CUDA programming model” includes programmatic functions, primitives, and 
executable libraries for CPUs and GPUs that are used by the Accused Products to perform numerical 
simulations. “The host is the CPU available in the system” and “system memory associated with the CPU 
is called host memory” (e.g., a first memory bank to store parameters common to all of the computations 
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in the sequence of computations). As an example, the first main CUDA program execution step is 
“[c]opy[ing] the input data from host [CPU] memory.” After the “host-to-device transfer,” the second 
main step is “[l]oad the GPU program and execute, caching data on-chip for performance” (e.g., a 
second memory bank to store data specific to at least one computation in the sequence of computations).  
 

 
(See https://developer.nvidia.com/blog/cuda-refresher-cuda-programming-model/ (emphasis added).)  
 
As a further example, “shared memory” of the Accused Products is partitioned into “memory modules 
(banks)” (e.g., a first memory bank and a second memory bank). 
 

 
* * * * * 
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(See https://docs.nvidia.com/cuda/cuda-c-best-practices-guide/index.html#shared-memory/ (emphasis 
added).) 
 
As an example, the Grace Hopper Superchip “is designed to accelerate applications” using “Extended 
GPU Memory.” As depicted in the diagram of the Grace Hopper architecture below, a GPU (“HOPPER 
GPU”) can access “Local CPU,” “Peer CPU,” and “Peer GPU” memory via “NVLink.” 
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(See https://resources.nvidia.com/en-us-grace-cpu/nvidia-grace-hopper (emphasis added).) 
 
For instance, CUDA library cuDNN function “cudnnSetRNNDescriptor_v8” “initializes a previously 
created RNN [recurrent neural network] descriptor object.” This function “store[s] all information 
needed to compute the total number of adjustable weights/biases in the RNN model” (e.g., a first memory 
bank to store parameters common to all of the computations in the sequence of computations).  In 
addition, the parameters “dirMode,” “inputMode,” and “datatype” confirm the exchange of calculations 
and values between the hidden layers of an RNN (e.g., a second memory bank to store data specific to at 
least one computation in the sequence of computations).  
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* * * * * 
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(See https://docs.nvidia.com/deeplearning/cudnn/archives/cudnn-891/pdf/cuDNN-API.pdf (emphasis 
added).) 
 
In another cuDNN example, an excerpt from Nvidia’s cuDNN release notes exemplifies “numerical 
results” from RNN API calls as used for deep learning using recurrent neural networks. A “kernel 
selection,” which prepares memory space and resources for use, “may affect numerical results.”  
 

 
* * * * * 
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(See https://docs.nvidia.com/deeplearning/cudnn/archives/cudnn-893/release-notes/index.html 
(emphasis added).)  
 
In addition, cuDNN operations below exemplify “tak[ing] tensors as input and produc[ing] tensors as 
output.” As shown below for a “forward convolution operation” using cuDNN, “backend tensor Tmp0 
[is] both the output of the convolution operation and the input of the bias operation.” From this, “cuDNN 
infers that the dataflow runs from the convolution into the bias.”  
 

 
* * * * * 

 
* * * * * 
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(See https://docs.nvidia.com/deeplearning/cudnn/archives/cudnn-881/developer-
guide/index.html#tensors-layouts (emphasis added).)  
 
An example below illustrates an exemplary neural network the Accused Products are designed to 
accelerate using parallel computations. “Input” (four) and “Output” (eight) neurons are depicted below 
in a full-connected or linear layer structure in which all of the input neurons depicted in a first layer are 
connected to all of the output neurons depicted in a second layer. Computations for the neural network 
are performed using, for example, “NVIDIA Matrix Multiplication.” Examples of inputs and outputs for 
forward propagation, activation gradient computation, and weight gradient computation (as matrix by 
matrix multiplications) for GEMMs (General Matrix Multiplications) are shown below. For example, for 
“(a) forward propagation . . . of a fully-connected layer” (the process of feeding input data through a 
neural network to generate an output), “K = # of inputs” and “M = # of outputs” and in “N = batch size” 
with results for “Input Activations,” “Output Activations,” and “Weights” (e.g., a first memory bank to 
store parameters common to all of the computations in the sequence of computations and a second 
memory bank to store data specific to at least one computation in the sequence of computations).   
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* * * * * 
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(See https://docs.nvidia.com/deeplearning/performance/dl-performance-fully-
connected/index.html#performance (emphasis added).) 
 

[7] The computer system 
of claim 1, wherein the 
controller is configured to 
transfer the output data 
from the accelerator 

The Accused Products embody the computer system of claim 1, wherein the controller is configured to 
transfer the output data from the accelerator memory to the main memory without transferring any of 
the intermediate results from the accelerator memory to the main memory so as to reduce data transfer 
via the bus. 
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