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I. INTRODUCTION 

I, June Ann Munford, do hereby declare as follows: 

1. My name is June Ann Munford.  I am over the age of 18, have 

personal knowledge of the facts set forth herein, and am competent to testify to the 

same. 

2. I have been retained as an independent expert consultant on behalf of 

Microsoft Corporation (“Petitioner”) for inter partes review (“IPR”) proceedings 

before the United States Patent and Trademark Office (“PTO”) regarding the 

authenticity and public availability of certain prior art references in relation to U.S. 

Patent Nos. 10,686,871, 10,893,095 and 11,695,823.   

3. I am being compensated for my work in this matter at my customary 

hourly rate.  I am also being reimbursed for any reasonable expenses associated 

with my work and testimony in this investigation.  My compensation is not 

contingent on the results of my study, the substance of my opinions, or the 

outcome of this matter. 

A. Qualifications and Professional Experience 

4. My complete qualifications and professional experience are described 

in my academic curriculum vitae (Appendix CV).  The following is a brief 

summary of my relevant qualifications and professional experience. 
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5. I earned a Master of Library and Information Science (MLIS) from

the University of Wisconsin-Milwaukee in 2009.  I have over ten years of 

experience in the library/information science field.  Beginning in 2004, I have 

served in various positions in the public library sector including Assistant 

Librarian, Youth Services Librarian and Library Director.  

6. During my career in the library profession, I have been responsible for

materials acquisition for multiple libraries.  In that position, I have cataloged, 

purchased and processed incoming library works.  That includes purchasing 

materials directly from vendors, recording publishing data from the material in 

question, creating detailed material records for library catalogs and physically 

preparing that material for circulation.  In addition to my experience in 

acquisitions, I was also responsible for analyzing large collections of library 

materials, tailoring library records for optimal catalog search performance and 

creating lending agreements between libraries during my time as a Library 

Director.  

7. I am fully familiar with the catalog record creation process in the

library sector.  In preparing a work for public availability, a library catalog record 

describing that work would be created.  These records are typically written in 

Machine Readable Catalog (herein referred to as “MARC”) code, which became 

the national standard for sharing bibliographic data in the United States by 1971 
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and the international standard by 1973.  MARC is the primary communications 

protocol for the transfer and storage of bibliographic metadata in libraries.  Experts 

in my field reasonably rely upon MARC records when forming their opinions. 

8. A MARC record consists of several fields, each of which contains 

specific data about the work, such as a physical description of the work, metadata 

from the work’s publisher, and date of library acquisition.  Each field is identified 

by a standardized, unique, three-digit code corresponding to the type of data that 

follows.  Appendix B is a true and correct copy of Parts VII to X of 

“Understanding MARC Bibliographic: Machine-Readable Cataloging” 

(http://www.loc.gov/marc/umb/um07to10.html) from the Library of Congress that 

explains commonly used MARC fields.  Each field of a MARC record is identified 

by a standardized, unique, three-digit code corresponding to the type of data that 

follows.  For example, the 100 field of a MARC record is reserved for denoting the 

personal author of a work, the 245 field is reserved for denoting the title, the 260 

field is reserved for denoting the publisher information, field 300 is reserved for 

denoting the physical description of a publication, field 650 is reserved for 

denoting topical subjects, and the 008 field is reserved for denoting the date of 

creation of the library record itself.  As this typically occurs during the process of 

preparing works for public access, it is my experience that a work’s MARC record 

indicates the date of a work’s public availability. 
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9. Typically, in creating a MARC record, a librarian would gather 

various bits of metadata such as title of the work, publisher and subject headings 

among others and assign each value to a relevant numerical field.  For example, a 

work’s physical description is tracked in field 300 while title/attribution is tracked 

in field 245.  

10. Librarians create MARC records for works that the libraries acquire, 

including books, serials, motion pictures, and publications in other formats. MARC 

records are representations of materials held by libraries and are critical for the 

discovery and access to those materials.  Most libraries make a newly cataloged 

work available to the public soon after they create the MARC record, with the 

average processing cycle requiring, based on my experience, somewhere between 

1-3 weeks for a given periodical material, and 2-3 months for a given book 

material, to be made available to the public.  The 008 field of the MARC record is 

reserved for denoting the creation of the library record itself.  As this is the only 

date reflecting the inclusion of said work within the library’s collection, it is my 

experience that an item’s 008 field is an accurate indicator of the date of a work’s 

public availability. 

11. I am familiar with many online catalogs, databases, and search 

engines.  In preparing this declaration, I used the following authoritative 

information systems to search for records: 
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 ACM Digital Library (https://dl.acm.org/) 

 Ecosia (https://www.ecosia.org/) 

 Google Scholar (https://scholar.google.com/) 

 HAL Theses (https://theses.hal.science/) 

 International Journal of Computer Applications (http://ijcaonline.org)  

 IEEE Xplore Digital Library (https://ieeexplore.ieee.org/Xplore/home.jsp) 

 Internet Archive (https://archive.org/) 

 Manning Publications Co. (https://www.manning.com/)  

 OCLC Connexion (https://www.oclc.org/en/connexion.html) 

 OCLC FirstSearch (https://firstsearch.oclc.org/) 

 Online catalog of Library of Congress (https://catalog.loc.gov/) 

 Online catalog of the Massachusetts Institute of Technology Library 

(https://libraries.mit.edu/) 

 Online catalog of the Rochester Institute of Technology 

(https://www.rit.edu/library/) 

 Online catalog of the University of Chicago Library 

(https://www.lib.uchicago.edu/) 

 Online catalog of the University of Washington Library (https://lib.uw.edu/) 

 Online catalog of the Villanova University Library 

(https://library.villanova.edu/) 
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 Public catalog of the US Copyright Office (https://cocatalog.loc.gov/cgi-

bin/Pwebrecon.cgi?DB=local&PAGE=First) 

 Semantic Scholar (https://www.semanticscholar.org/)  

 VDE Verlag (https://www.vde-verlag.de/english.html) 

 WorldCat (https://search.worldcat.org/) 

B. Scope of This Declaration 

12. I have been asked to offer an opinion on the authenticity and public 

availability date of the following documents:   

1) "Dependability as a Cloud Service - A Modular Approach" by Jan S. 

Rellermeyer, et al as published in Proceedings of the International 

Conference on Dependable Systems and Networks, 2012, ©2012, Exhibit 

001 (“Dependability as a Cloud Service - A Modular Approach”); 

2) OSGi in Depth by J.G. Alexandre de Castro Alves, Manning Publications 

Company, ©2012, Exhibit 002, (“OSGi in Depth”); and 

3) OSGi in Action: Creating Modular Applications in Java by Richard S. Hall, 

et al., Manning Publications Company, ©2011, Exhibit 003, (“OSGi in 

Action: Creating Modular Applications in Java”). 

13. I am rendering my expert opinion on the authenticity of the 

documents referenced herein and on whether they were published.  I will provide 

my opinion on when and how these documents were publicly disseminated or 
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otherwise made publicly available to the extent that persons interested and 

ordinarily skilled in the subject matter or art, exercising reasonable diligence, could 

have located and retrieved these documents. 

14. I am informed by counsel that an item is considered authentic if there

is sufficient evidence to support a finding that the item is what it is claimed to be.  I 

am also informed that authenticity can be established based on the contents of the 

documents themselves, such as the appearance, content, substance, internal 

patterns, protocols followed or other distinctive characteristics of the item.  

15. I am informed by counsel that a given reference is “published” if it is

publicly accessible upon a satisfactory showing that such a document has been 

disseminated or otherwise made publicly available to the extent that persons 

interested and ordinarily skilled in the subject matter or art could locate it 

exercising reasonable diligence and obtain the document.  I have also been 

informed by counsel that materials available in a library constitute “printed 

publications” if they are cataloged and indexed according to general library 

practices and protocols that make the references available and accessible to 

members of the interested public. 

16. I have been informed by counsel and understand that U.S. Patent Nos.

10,686,871, 10,893,095 and 11,695,823 each claim an earliest priority date of June 
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13, 2013.  I have assessed public accessibility of the three (3) documents 

referenced above as of this claimed priority date. 

C. Person of Ordinary Skill in the Art

17. I have been informed by counsel and understand that a “person of

ordinary skill in the art” (“POSITA”) is a hypothetical person who is presumed to 

be familiar with the relevant field and aware of all pertinent prior art at the time of 

the invention. I have also been informed by counsel and understand that this 

hypothetical person is also a person of ordinary creativity, capable of 

understanding the scientific principles and literature applicable to the pertinent 

field. 

18. I am informed by counsel and understand that a POSITA in the field

of U.S. Patent Nos. 10,686,871, 10,893,095 and 11,695,823, as of their June 13, 

2013 priority date, would have would have had a bachelor’s degree in computer 

science, computer engineering, or equivalent degree, and approximately three 

years of experience working in the computer science or engineering field.  

Additional experience might substitute for less education and vice versa.  I am also 

informed by counsel and understand that a POSITA in June 2013 would have been 

knowledgeable about the design and management of networked systems and 

virtualization technologies, and familiar with operating/distributed systems and 

security and privacy techniques. 
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19. It is my opinion that such a person would have been actively engaged

in learning about the field, possibly through formal instruction and bibliographic 

resources.  By at least June 2013, such a person would have had access to a vast 

array of print and electronic resources, including at least those resources referenced 

below.  

II. AUTHENTICITY AND PUBLIC AVAILABILITY OPINIONS

A. Authenticity and Public Availability of Dependability as a Cloud

Service - A Modular Approach (Exhibit 001)

1. Authentication

20. Exhibit 001 of my Declaration is a true and correct copy of

"Dependability as a Cloud Service - A Modular Approach" as published in 

Proceedings of the International Conference on Dependable Systems and 

Networks, 2012 as held by the Rochester Institute of Technology library’s 

subscription to the IEEE Xplore service.  I secured this PDF myself from the 

library’s collection. 

21. I have been informed by counsel and understand that Exhibit 1011

submitted by Petitioner in the IPR proceedings is the same true and correct copy 

that I secured from the Rochester Institute of Technology library’s collection and 

attach as Exhibit 001 to my Declaration.    

22. Page 1 of Exhibit 001 shows the title, authors and abstract, includes

an ISBN (International Standard Book Number) of 978-1-4673-2266-9, and has a 
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“2012” copyright with the IEEE as the copyright holder.  Exhibit 001 shows 

Dependability as a Cloud Service - A Modular Approach has a total of six (6) 

pages, two (2) figures, one (1) table, and nineteen (19) references.  

23. This Rochester Institute of Technology copy of Dependability as a 

Cloud Service - A Modular Approach (Exhibit 001) is in a condition that creates 

no suspicion about its authenticity.  Specifically, this copy is not missing any 

intermediate pages, the text on each page appears to flow seamlessly from one 

page to the next, and there are no visible alterations to the document.  Moreover, 

this copy was found in the custody of a library, a place where, if authentic, it would 

likely be found.  I therefore see no reason to question the authenticity of this copy 

of Dependability as a Cloud Service - A Modular Approach (Exhibit 001).   

2. Public Availability 

24. Attached hereto as Appendix RELLERMEYER03 is a true and 

correct copy of a screen capture of the IEEE Xplore metadata record for 

"Dependability as a Cloud Service - A Modular Approach".  I personally located, 

identified, and obtained these screen captures myself from 

https://ieeexplore.ieee.org/document/6264688?partnum=6264688&searchProductT

ype=IEEE Conferences.  This is the type of record that experts in my field would 

rely upon when forming their opinions.   
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25. PDF Pages 1 to 2 of Appendix RELLERMEYER03 are the IEEE 

Xplore metadata record that shows the title, authors (Jan Rellermeyer and Saurabh 

Bagchi), publisher (IEEE), digital object identifier, abstract and ISBNs (electronic, 

print, online) of "Dependability as a Cloud Service - A Modular Approach".  It 

also shows "Dependability as a Cloud Service - A Modular Approach" appears in 

the Proceedings of the IEEE/IFIP International Conference on Dependable 

Systems and Networks Workshops (DSN 2012), the conference dates (June 25-28, 

2012), conference location (Boston, MA), and that the article publication date is 

“13 August 2012.”   PDF Pages 2-10 of Appendix RELLERMEYER03 are the 

“Contents” of the IEEE Xplore metadata record of "Dependability as a Cloud 

Service - A Modular Approach" that shows the HTML version of the text and 

figures of this article. 

26. PDF Pages 11 to 26 of Appendix RELLERMEYER03 are the IEEE 

Xplore metadata record for the Proceedings of the IEEE/IFIP International 

Conference on Dependable Systems and Networks Workshops (DSN 2012) that 

shows the conference chairs, publisher (which is IEEE), conference date, and 

digital object identifier of the proceedings, and also lists the articles published in 

the proceedings.  PDF Pages 22-23 shows an entry for "Dependability as a Cloud 

Service - A Modular Approach" that includes a link to this article, and again shows 

the authors of this article.   
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27. PDF Pages 27 to 32 of Appendix RELLERMEYER03 are a true and 

correct copy of the work as downloaded as a PDF from this IEEE Xplore page.  I 

have closely compared Exhibit 001 (Rochester Institute of Technology copy of 

Dependability as a Cloud Service - A Modular Approach) with the copy purchased 

from IEEE (PDF pages 27 to 32 of Appendix RELLERMEYER03) and 

concluded that these two copies have the same content. 

28. The IEEE record made "Dependability as a Cloud Service - A 

Modular Approach" discoverable in the IEEE Xplore system from August 13, 

2012 on.  As of that date, interested persons exercising reasonable diligence would 

have been able to locate IEEE record for Dependability as a Cloud Service - A 

Modular Approach and use the link in this record to purchase the article from 

IEEE or obtain it from an institution that subscribed to IEEE Xplore (e.g., the 

Rochester Institute of Technology library). 

29. Actual dissemination of a publication (such as Dependability as a 

Cloud Service - A Modular Approach) to interested persons exercising reasonable 

diligence is reflected by other publications, especially those of other authors, that 

make reference to it. 

30. Attached hereto as Appendix RELLERMEYER06 is (i) a screen 

capture, from the ACM Digital Library website, of bibliographic data for a 

research article entitled "Component-based scalability for cloud applications", 
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authored by Steffen Kachele and Franz Hauck, published in CloudDP '13: 

Proceedings of the 3rd International Workshop on Cloud Data and Platforms, 

pages 19-24, April 14, 2013, as well as (ii) a true and complete copy of the 

research article of the same name that I retrieved from the same website.  I secured 

these screen captures myself from 

https://dl.acm.org/doi/abs/10.1145/2460756.2460760.  These are the type of 

records that experts in my field would reasonably rely upon when forming their 

opinion.  

31. Appendix RELLERMEYER06 indicates this research article 

entitled "Component-based scalability for cloud applications" was published on 

April 14, 2013.  On PDF page 9 of Appendix RELLERMEYER06, I note that 

this research article references: “[16] J. Rellermeyer and S. Bagchi. Dependability 

as a cloud service - a modular approach. In IEEE/IFIP 42nd Int. Conf. on Dep. Sys. 

and Netw. Workshops (DSN-W), pages 1–6, 2012”, which is the Dependability as 

a Cloud Service - A Modular Approach article.  I also note that the named authors 

of this research article entitled "Component-based scalability for cloud 

applications" are distinct from the named authors of the Dependability as a Cloud 

Service - A Modular Approach article. 

32. I also personally located, identified, and obtained three exemplary 

library records for the Proceedings of the International Conference on Dependable 
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Systems and Networks, 2012, of which (as I discussed above) Dependability as a 

Cloud Service - A Modular Approach was included therein.  These are the type of 

records that experts in my field would reasonably rely upon when forming their 

opinions. 

33. Attached hereto as Appendix RELLERMEYER01 is a true and 

correct copy of the MARC record for Proceedings of the International Conference 

on Dependable Systems and Networks, 2012 as held by the Rochester Institute of 

Technology library.  I secured this record myself from the library’s public catalog.  

This is the type of record that experts in my field would rely upon when forming 

their opinions.  

34. The MARC record contained within Appendix RELLERMEYER01 

includes fields denoting, for example, the conference title, conference date and 

location, ISBNs of the proceedings (print (9781467322645) and online 

(9781467322652)), and copyright date (2012) of the Proceedings of the 

International Conference on Dependable Systems and Networks, 2012, which 

match such information in Appendix RELLERMEYER03 (the publisher’s 

(IEEE) IEEE Xplore Metadata record for this article).  

35. The 008 field of the MARC record in Appendix 

RELLERMEYER01 indicates the date of record creation.  The 008 field of 

Appendix RELLERMEYER01 indicates the Rochester Institute of Technology 
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library first acquired these proceedings as of September 5, 2012.  Considering this 

information, it is my determination that the Proceedings of the International 

Conference on Dependable Systems and Networks, 2012, and therefore 

"Dependability as a Cloud Service - A Modular Approach" which was a part of 

such proceedings, was made available to the public at the Rochester Institute of 

Technology library shortly after its initial acquisition as of September 5, 2012. 

36. Attached hereto as Appendix RELLERMEYER04 is a true and

correct copy of the MARC record for the Proceedings of the International 

Conference on Dependable Systems and Networks, 2012 as held by the Villanova 

University library.  I secured this record myself from the library’s public catalog. 

This is the type of record that experts in my field would rely upon when forming 

their opinions. 

37. The MARC record contained within Appendix RELLERMEYER04

includes fields denoting, for example, the conference title, conference date and 

location, ISBNs of the proceedings (print (9781467322645) and online 

(9781467322652)), and copyright date (2012) of the Proceedings of the 

International Conference on Dependable Systems and Networks, 2012, which 

match such information in Appendix RELLERMEYER03 (the publisher’s 

(IEEE) IEEE Xplore Metadata record for this article).  
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38. The 008 field of the MARC record in Appendix

RELLERMEYER04 indicates the date of record creation.  The 008 field of 

Appendix RELLERMEYER04 indicates the Villanova University library first 

acquired these proceedings as of September 5, 2012.  Considering this information, 

it is my determination that the Proceedings of the International Conference on 

Dependable Systems and Networks, 2012, and therefore "Dependability as a Cloud 

Service - A Modular Approach" which was a part of such proceedings, was made 

available to the public at the Villanova University library shortly after its initial 

acquisition as of September 5, 2012. 

39. Attached hereto as Appendix RELLERMEYER05 is a true and

correct copy of the MARC record for the Proceedings of the International 

Conference on Dependable Systems and Networks, 2012 as held by the University 

of Washington library.  I secured this record myself from the library’s public 

catalog.  This is the type of record that experts in my field would rely upon when 

forming their opinions. 

40. The MARC record contained within Appendix RELLERMEYER05

includes fields denoting, for example, the conference title, conference date and 

location, ISBNs of the proceedings (print (9781467322645) and online 

(9781467322652)), and copyright date (2012) of the Proceedings of the 

International Conference on Dependable Systems and Networks, 2012, which 
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match such information in Appendix RELLERMEYER03 (the publisher’s 

(IEEE) IEEE Xplore Metadata record for this article)  

41. The 008 field of the MARC record in Appendix 

RELLERMEYER05 indicates the date of record creation.  The 008 field of 

Appendix RELLERMEYER05 indicates the University of Washington library 

first acquired these proceedings as of September 5, 2012.  Considering this 

information, it is my determination that that the Proceedings of the International 

Conference on Dependable Systems and Networks, 2012, and therefore 

"Dependability as a Cloud Service - A Modular Approach" which was a part of 

such proceedings, was made available to the public at the University of 

Washington library shortly after its initial acquisition as of September 5, 2012. 

3. Summary of My Opinions on Dependability as a Cloud Service - A 

Modular Approach (Exhibit 001) 

42. My analysis of the copy of Dependability as a Cloud Service - A 

Modular Approach from the Rochester Institute of Technology library (Exhibit 

001) informs my opinion that the content of Exhibit 001 is authentic and is from 

published conference proceedings that are publicly accessible.  The publisher’s 

webpage (see Appendix RELLERMEYER03) indicates that Dependability as a 

Cloud Service - A Modular Approach was published in the Proceedings of the 

International Conference on Dependable Systems and Networks, 2012 on August 

13, 2012.  As of that date, interested persons exercising reasonable diligence would 
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have been able to locate the IEEE record for Dependability as a Cloud Service - A 

Modular Approach and use the link in this record to purchase the article from 

IEEE or obtain it from an institution that subscribed to IEEE Xplore (e.g., the 

Rochester Institute of Technology library).  An exemplary citation record 

(Appendix RELLERMEYER06) shows that Dependability as a Cloud Service - 

A Modular Approach was actually disseminated to interested persons exercising 

reasonable diligence at least as early as April 2013.  The MARC records in 

Appendices RELLERMEYER01, RELLERMEYER04 and 

RELLERMEYER05 respectively indicate that the Rochester Institute of 

Technology library, the Villanova University library, and the University of 

Washington library each acquired the Proceedings of the International Conference 

on Dependable Systems and Networks, 2012, of which Dependability as a Cloud 

Service - A Modular Approach was included therein, as of September 5, 2012.   

43. Based on my review and analysis of these documents and records, it is 

my opinion that Dependability as a Cloud Service - A Modular Approach was 

cataloged and became publicly accessible no later than late September 2012 (see, 

e.g., ¶¶10, 42 above) from any of the Rochester Institute of Technology library, the 

Villanova University library, and the University of Washington library, and that 

Dependability as a Cloud Service - A Modular Approach was actually 
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disseminated to interested persons exercising reasonable diligence at least by April 

2013.   

B. Authenticity and Public Availability of OSGi in Depth (Exhibit 

002) 

1. Authentication 

44. Exhibit 002 of my Declaration is a true and correct copy of select 

pages of OSGi in Depth by J.G. Alexandre de Castro Alves as held by the Library 

of Congress. These scans were secured from the library’s collection.  Researching 

this work, I searched the Worldcat.org website for records, and a record at 

https://search.worldcat.org/title/793913028 identified Library of Congress as one 

of the holding libraries. After verifying the holdings information in the online 

catalog of the Library of Congress (https://lccn.loc.gov/2011284960), I requested 

and obtained a scan copy of pages of OSGi in Depth from the Library of Congress 

through counsel.  This library copy is presented as Exhibit 002 in this declaration. 

45. I have been informed by counsel and understand that Exhibit 1008 

submitted by Petitioner in the IPR proceedings is the same true and correct copy of 

the select pages that were scanned from the copy secured from the Library of 

Congress’s collection and that I attach as Exhibit 002 to my Declaration.    

46. PDF Page 1 shows the front cover, and page 35 shows the back cover 

of this book.  The front cover shows the title, author, and publisher to which this 

work belongs.  It also shows a call number label of “QA 76 .73 .J38 A458 2012 
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Copy 1.”  The back cover shows a Library of Congress Cataloging-in-Publication 

(CIP) label that shows “0 028 873 659 5” as a Library of Congress control number 

of this record, shows the book’s 13-digit ISBN (ISBN-13) is 978-1-935182-17-7 

and the book’s 10-digit ISBN (ISBN-10) is 1-935182-17-X, and indicates the 

companion website to this book (and a “free eBook for owners of this book”) is at 

manning.com/OSGiinDepth.  PDF Page 2 is the title page that shows the same 

title, author and publisher information as the front cover.  PDF Page 3 is the 

copyright page that shows a “2012” copyright date, shows a hand-written call 

number of “QA 76 .73 .J38 A458 2012 Copy 1” (which is the same as on the label 

on the front cover), and shows a Library of Congress barcode label showing 

“2011284960” as a Library of Congress control number of this record.  This page 

also includes the full publisher information, and shows the ISBN-13 (that is also on 

the back cover).  PDF Pages 4 to 34 are internal pages xiii, xiv, xviii, 2-4, 6-8, 16, 

126-130, 249-250, 252-255, 261-263, and 266-269.

47. My research on OSGi in Depth discovered the publisher’s webpage

for this book at https://www.manning.com/books/osgi-in-depth from the Manning 

Publications website. A screen capture of the publisher webpage is presented as 

Appendix ALVES07 in this declaration.  Pages 1-2 of this screen capture shows 

OSGi in Depth was first published in “December 2011”, shows the 13-digit ISBN 



21 

(9781935182177) of OSGi in Depth (which matches the copyright page and back 

cover of Exhibit 002), and also states that users “can see this entire book for free.” 

48. My research on OSGi in Depth also discovered an archived version of 

the publisher’s webpage for this book in the Internet Archive records 

https://web.archive.org/web/20120207013932/http://www.manning.com/alves.  

These are another type of record that experts in my field would reasonably rely 

upon when forming their opinions.  A screen capture of the archived version of the 

publisher webpage obtained from this Internet Archive link is presented as 

Appendix ALVES08 in this declaration.  Page 1 of this screen capture shows 

OSGi in Depth was first published in “December 2011”, shows the 13-digit ISBN 

(9781935182177) of OSGi in Depth (which matches the copyright page and back 

cover of Exhibit 002), contains a link to purchase the printed book (and the 

eBook) for $75.00, and shows users can freely access certain portions of OSGi in 

Depth, including Chapter 1, which the Internet Archive contains a record of this 

link to Chapter 1 at 

https://web.archive.org/web/20130308042935/http://www.manning.com/alves/Sam

pleChapter-1.pdf.  Pages 3-23 of Appendix ALVES08 include the PDF that is 

archived at this Chapter 1 link.  I have closely compared pages 2-4, 6-8, 16 from 

the copy of Chapter 1 from the archived version of the publisher’s website 

(Appendix ALVES08) with those pages in the Library of Congress copy (Exhibit 
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002), and found that these pages in the library copy are the same as their 

corresponding pages in the publisher copy (at the archived version of the 

publisher’s website). 

49. Internet Archive is a digital library that archives scholarly materials,

cultural artifacts, and other web resources on the Internet and provides the public 

with free access to its collections. I have used the Internet Archive in the past and 

am familiar with their practice of assigning an extended URL to an archived 

resource in the format of  http://www.archive.org/web/[Year in yyyy][Month in 

mm][Day in dd][Time code in hh:mm:ss]/[Archived URL] to show the point of 

time the archived file was captured. Because Internet Archive usually does not 

archive web resources the moment they appear on the Internet, and a web resource 

must be available first before it can be archived, the archive date of a file captured 

by the Internet Archive means that the archived file was available before, and 

definitely no later than, the archive date. Appendix ALVES08 shows the publisher 

webpage for OSGi in Depth was archived on “20120207013932” (i.e., February 7, 

2012, at 1 a.m., 39 minutes, 32 seconds). This archive date means the webpage 

would have been publicly discoverable on the Internet no later than February 7, 

2012, and users would have been able to follow the links on the webpage to 

purchase a copy of OSGi in Depth. 
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50. Exhibit 002 is in a condition that creates no suspicion about its 

authenticity.  Specifically, the text on each consecutive page appears to flow 

seamlessly, and there are no visible alterations to the document.  In addition, 

Exhibit 002 is in the custody of a national library.  It is therefore my opinion that 

Exhibit 002 is from a published book that is authentic and publicly available.   

2. Public Availability  

51. Attached hereto as Appendix ALVES01 is a true and correct copy of 

the MARC record for OSGi in Depth as held by the Library of Congress.  I secured 

this record myself from the library’s public catalog.  This is the type of record that 

experts in my field would reasonably rely upon when forming their opinions.  The 

MARC record contained within Appendix ALVES01 includes fields denoting the 

title, author, publisher, copyright date, ISBN numbers, Library of Congress Control 

Number (LCCN), call number, and CIP label of OSGi in Depth, which match such 

information in Exhibit 002.  

52. The 008 field of the MARC record in Appendix ALVES01 indicates 

the date of record creation.  The 008 field of Appendix ALVES01 indicates the 

Library of Congress first acquired OSGi in Depth as of February 24, 2012.  

Considering this information, it is my determination that OSGi in Depth was made 

discoverable in the online catalog of the Library of Congress shortly after its initial 

acquisition as of February 24, 2012. 
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53. Attached hereto as Appendix ALVES02 is a true and correct copy of

the MARC record for OSGi in Depth as held by the Rochester Institute of 

Technology library.  I secured this record myself from the library’s public catalog. 

The MARC record contained within Appendix ALVES02 includes fields denoting 

the title, author, publisher, copyright date, and ISBN numbers of OSGi in Depth, 

which match such information in Exhibit 002.  

54. The 008 field of the MARC record in Appendix ALVES02 indicates

the date of record creation.  The 008 field of Appendix ALVES02 indicates the 

Rochester Institute of Technology library first acquired OSGi in Depth as of 

December 23, 2011.  Considering this information, it is my determination that 

OSGi in Depth was made available to the public at the Rochester Institute of 

Technology library shortly after its initial acquisition as of December 23, 2011. 

55. Attached hereto as Appendix ALVES03 is a true and correct copy of

the MARC record for OSGi in Depth as held by the Massachusetts Institute of 

Technology library.  I secured this record myself from the library’s public catalog. 

The MARC record contained within Appendix ALVES03 includes fields denoting 

the title, author, publisher, copyright date, and ISBN numbers of OSGi in Depth, 

which match such information in Exhibit 002.  

56. The 008 field of the MARC record in Appendix ALVES03 indicates

the date of record creation.  The 008 field of Appendix ALVES03 indicates the 
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Massachusetts Institute of Technology library first acquired OSGi in Depth as of 

December 23, 2011.  Considering this information, it is my determination that 

OSGi in Depth was made available to the public at the Massachusetts Institute of 

Technology library shortly after its initial acquisition as of December 23, 2011. 

57. Actual dissemination of a publication (such as OSGi in Depth) to

interested persons exercising reasonable diligence is reflected by other 

publications, especially those of other authors, that make reference to it. 

58. Attached hereto as Appendix ALVES04 is (i) a screen capture, from

the ACM Digital Library website, of bibliographic data for a research article 

entitled "A general extension system for event processing languages", published in 

DEBS 11: Proceedings of the 5th ACM International Conference on Distributed 

Event-Based System, 2011, as well as (ii) a true and complete copy of the research 

article of the same name that I retrieved from the same website.  I secured these 

screen captures myself from https://dl.acm.org/doi/abs/10.1145/2002259.2002261. 

These are the type of records that experts in my field would reasonably rely upon 

when forming their opinion.  

59. Appendix ALVES04 indicates this research article was published on

July 11, 2011.  On PDF pages 2 and 13 of Appendix ALVES04, I note that this 

research article references: “[25] Alves, A., 2011, OSGi in Depth, Manning”. 
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60. Attached hereto as Appendix ALVES05 is (i) a screen capture, from 

the VDE Verlag website, of bibliographic data for a conference paper entitled 

"Smart Grid - Integration von Haushalten mittels Vernetzung und Energie-

Community", authored by U. Trick, M. Steinheimer, P. Ruhrig, R. Tonjes and D. 

Holker, published in VDE-Kongress 2012 – Intelligente Energieversorgung der 

Zukunft, as well as (ii) a true and complete copy of a paper of the same name that I 

retrieved from the same website.  I secured these screen captures myself from 

https://dl.acm.org/doi/abs/10.1145/2002259.2002261.  These are the type of 

records that experts in my field would reasonably rely upon when forming their 

opinion.  

61. Appendix ALVES05 indicates this conference paper was presented at 

a conference in November 2012.  On PDF page 7, I note that this conference paper 

references: “[22] Alves, A.: OSGi in Depth. Manning, 2011”.  I also note that the 

named authors of this conference paper entitled "Smart Grid - Integration von 

Haushalten mittels Vernetzung und Energie-Community" (Appendix ALVES05) 

are distinct from the named author of the OSGi in Depth book. 

62. Attached hereto as Appendix ALVES06 is (i) a screen capture, from 

the HAL Open Science website, of bibliographic data for a PhD thesis entitled 

"Embedding security policies into pervasive computing systems", authored by 

Pengfei Liu, and indicated as being submitted on March 12, 2013, as well as (ii) a 
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true and correct copy of selected pages of a PhD thesis that I retrieved from the 

same website.  I secured these screen captures myself from 

https://theses.hal.science/tel-00799284/.  These are the type of records that experts 

in my field would reasonably rely upon when forming their opinion.  

63. Appendix ALVES06 indicates this PhD thesis was submitted on

March 12, 2013.  On PDF page 10, I note that this conference paper references: 

“[34] A. de Castro Alves. OSGi in Depth. Manning Publications, 2011”.  I also 

note that the named author of this PhD thesis entitled "Embedding security policies 

into pervasive computing systems" (Appendix ALVES06) is distinct from the 

named author of the OSGi in Depth book. 

3. Summary of My Opinions on OSGi in Depth (Exhibit 002)

64. My analysis of the copy of OSGi in Depth from the Library of

Congress (Exhibit 002) informs my opinion that the content of Exhibit 002 is 

authentic and is from a published book that is publicly accessible.  The publisher’s 

webpage (Appendix ALVES07), and a February 7, 2012 archived version of the 

publisher’s webpage (Appendix ALVES08), both indicate that OSGi in Depth was 

published in December 2011, and showed that OSGi in Depth was available for 

purchase by interested persons from the publisher at least as early as that date.  The 

MARC records in Appendices ALVES02 and ALVES03 respectively indicate 

that the Rochester Institute of Technology library and the Massachusetts Institute 
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of Technology library each acquired OSGi in Depth as of December 23, 2011.  The 

MARC record in Appendix ALVES01 indicates that OSGi in Depth was made 

discoverable in the online catalog of the Library of Congress shortly after its initial 

acquisition as of February 24, 2012.  Exemplary citation records show that OSGi in 

Depth was actually disseminated to interested persons exercising reasonable 

diligence (Appendices ALVES05 and ALVES06) at least as early as November 

2012 and March 2013.   

65. Based on my review and analysis of these documents and records, it is 

my opinion that OSGi in Depth was cataloged and became publicly accessible at 

least by March 2012 from the Rochester Institute of Technology library and the 

Massachusetts Institute of Technology library, and at least by May 2012 from the 

Library of Congress library, (see, e.g., ¶¶10, 64 (above)), and that OSGi in Depth 

was actually disseminated to interested persons exercising reasonable diligence at 

least by November 2012.   

C. Authenticity and Public Availability of OSGi in Action: Creating 

Modular Applications in Java (Exhibit 003) 

1. Authentication 

66. Exhibit 003 of my Declaration is a true and correct copy of select 

pages of OSGi in Action: Creating Modular Applications in Java by Richard S. 

Hall, et al. as held by the Library of Congress.  These scans were secured from the 

library’s collection.  Researching this work, I searched the Worldcat.org website 
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for records, and a record at https://search.worldcat.org/title/751987617 identified 

the Library of Congress as one of the holding libraries.  After verifying the 

holdings information in the online catalog of the Library of Congress 

(https://lccn.loc.gov/2011283913), I requested and obtained a scan copy of pages 

of OSGi in Action: Creating Modular Applications in Java from the Library of 

Congress through counsel.  This library copy is presented as Exhibit 003 in this 

declaration. 

67. I have been informed by counsel and understand that Exhibit 1009

submitted by Petitioner in the IPR proceedings is the same true and correct copy of 

the select pages that were scanned from the copy secured from the Library of 

Congress’s collection and that I attach as Exhibit 003 to my Declaration.    

68. PDF Page 1 shows the front cover, and page 32 shows the back cover

of this book.  The front cover shows the title, authors, and publisher to which this 

work belongs.  It also shows a call number label of “QA 76 .73 .J38 -827 2011 

Copy 1.”  The back cover shows a Library of Congress Cataloging-in-Publication 

(CIP) label that shows “0 028 813 668 3” as a Library of Congress control number 

of this record, shows the book’s 13-digit ISBN (ISBN-13) is 978-1-933988-91-7 

and the book’s 10-digit ISBN (ISBN-10) is 1-933988-91-6, and indicates the 

companion website to this book (and a “free eBook for owners of this book”) is at 

manning.com/OSGiinAction.  PDF Page 2 is the title page that shows the same 
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title, authors and publisher information as the front cover.  PDF Page 3 is the 

copyright page that shows a “2011” copyright date, and shows a Library of 

Congress barcode label showing “2011283913” as a Library of Congress control 

number of this record.  This page also includes the full publisher information, and 

shows the 13-digit ISBN (that is also on the back cover).  PDF Pages 4 to 37 are 

internal pages xx, 4-5, 179, 283, 331-334, 438-448, 457-464, and 471-476.  

69. My research on OSGi in Action: Creating Modular Applications in 

Java discovered the publisher’s webpage for this book at 

https://www.manning.com/books/osgi-in-action from the Manning Publications 

website. A screen capture of the publisher webpage is presented as Appendix 

HALL07 in this declaration.  Pages 1-2 of this screen capture shows OSGi in 

Action: Creating Modular Applications in Java was first published in “April 

2011”, shows the 13-digit ISBN (9781933988917) of the book (that is also on the 

back cover and copyright page of Exhibit 003), and also states that users “can see 

this entire book for free.” 

70. My research on OSGi in Action: Creating Modular Applications in 

Java also discovered an archived version of the publisher’s webpage for this book 

in the Internet Archive records 

https://web.archive.org/web/20110701134343/http://www.manning.com/hall/.  

These are another type of record that experts in my field would reasonably rely 
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upon when forming their opinions.  A screen capture of the archived version of the 

publisher webpage obtained from this Internet Archive link is presented as 

Appendix HALL08 in this declaration.  Page 1 of this screen capture shows OSGi 

in Action: Creating Modular Applications in Java was first published in “April 

2011”, shows the 10-digit ISBN (1933988916) of the book (which matches the 

back cover of Exhibit 003), contains a link to purchase the printed book (and the 

eBook) for $49.99, and shows users can freely access certain portions of OSGi in 

Depth, including Chapter 1, which the Internet Archive contains a record of this 

link to Chapter 1 at 

https://web.archive.org/web/20120127125720/http://www.manning.com/hall/OSGI

iAsamplech1.pdf.  PDF Pages 9-29 of Appendix HALL08 include the PDF that is 

archived at this Chapter 1 link.  I have closely compared pages 4-5 from the copy 

of Chapter 1 from the archived version of the publisher’s website (Appendix 

HALL08) with those pages in the Library of Congress copy (Exhibit 003), and 

found that these pages in the library copy are the same as their corresponding 

pages in the publisher copy (at the archived version of the publisher’s website).   

71. Internet Archive is a digital library that archives scholarly materials, 

cultural artifacts, and other web resources on the Internet and provides the public 

with free access to its collections.  I have used the Internet Archive in the past and 

am familiar with their practice of assigning an extended URL to an archived 
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resource in the format of  http://www.archive.org/web/[Year in yyyy][Month in 

mm][Day in dd][Time code in hh:mm:ss]/[Archived URL] to show the point of 

time the archived file was captured.  Because Internet Archive usually does not 

archive web resources the moment they appear on the Internet, and a web resource 

must be available first before it can be archived, the archive date of a file captured 

by the Internet Archive means that the archived file was available before, and 

definitely no later than, the archive date.  Appendix HALL08 shows the publisher 

webpage for OSGi in Action: Creating Modular Applications in Java was archived 

on “20110701134343” (i.e., July 1, 2011, at 1 p.m., 43 minutes, 43 seconds).  This 

archive date means the webpage would have been publicly discoverable on the 

Internet no later than July 1, 2011, and users would have been able to follow the 

links on the webpage to purchase a copy of OSGi in Action: Creating Modular 

Applications in Java. 

72. Exhibit 003 is in a condition that creates no suspicion about its 

authenticity.  Specifically, the text on each consecutive page appears to flow 

seamlessly, and there are no visible alterations to the document.  In addition, 

Exhibit 003 is in the custody of a national library. I t is therefore my opinion that 

Exhibit 003 is from a published book that is authentic and publicly available.   
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2. Public Availability

73. Attached hereto as Appendix HALL01 is a true and correct copy of

the MARC record for OSGi in Action: Creating Modular Applications in Java as 

held by the Library of Congress.  I secured this record myself from the library’s 

public catalog.  This is the type of record that experts in my field would reasonably 

rely upon when forming their opinions.  The MARC record contained within 

Appendix HALL01 includes fields denoting the title, author, publisher, copyright 

date ISBN numbers, and Library of Congress call number of OSGi in Action: 

Creating Modular Applications in Java, which match such information in Exhibit 

003.  

74. The 008 field of the MARC record in Appendix HALL01 indicates

the date of record creation.  The 008 field of Appendix HALL01 indicates the 

Library of Congress first acquired OSGi in Action: Creating Modular Applications 

in Java as of September 20, 2011.  Considering this information, it is my 

determination that OSGi in Action: Creating Modular Applications in Java was 

made discoverable in the online catalog of the Library of Congress shortly after its 

initial acquisition as of September 20, 2011. 

75. Attached hereto as Appendix HALL02 is a true and correct copy of

the MARC record for OSGi in Action: Creating Modular Applications in Java as 

held by the Rochester Institute of Technology library.  I secured this record myself 
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from the library’s public catalog.  The MARC record contained within Appendix 

HALL02 includes fields denoting the title, author, publisher, copyright date and 

ISBN numbers of OSGi in Action: Creating Modular Applications in Java, which 

match such information in Exhibit 003.  

76. The 008 field of the MARC record in Appendix HALL02 indicates 

the date of record creation.  The 008 field of Appendix HALL02 indicates the 

Rochester Institute of Technology library first acquired OSGi in Action: Creating 

Modular Applications in Java as of August 26, 2011.  Considering this 

information, it is my determination that OSGi in Action: Creating Modular 

Applications in Java was made available to the public at the Rochester Institute of 

Technology library shortly after its initial acquisition as of August 26, 2011. 

77. Attached hereto as Appendix HALL03 is a true and correct copy of 

the MARC record for OSGi in Action: Creating Modular Applications in Java as 

held by the University of Chicago library.  I secured this record myself from the 

library’s public catalog.  The MARC record contained within Appendix HALL03 

includes fields denoting the title, author, publisher, copyright date and ISBN 

numbers of OSGi in Action: Creating Modular Applications in Java, which match 

such information in Exhibit 003.  

78. The 008 field of the MARC record in Appendix HALL03 indicates 

the date of record creation.  The 008 field of Appendix HALL03 indicates the 
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University of Chicago library first acquired OSGi in Action: Creating Modular 

Applications in Java as of September 20, 2011.  Considering this information, it is 

my determination that OSGi in Action: Creating Modular Applications in Java was 

made available to the public at the University of Chicago library shortly after its 

initial acquisition as of September 20, 2011. 

79. Actual dissemination of a publication (such as OSGi in Action: 

Creating Modular Applications in Java) to interested persons exercising 

reasonable diligence is reflected by other publications, especially those of other 

authors, that make reference to it. 

80. Attached hereto as Appendix HALL04 is (i) a screen capture, from 

the Semantic Scholar website, of bibliographic data for a PhD thesis entitled "A 

Web of Things Application Architecture: Integrating the Real-World into the 

Web", authored by D. Guinard, submitted in 2011, as well as (ii) a true and 

complete copy of selected pages of a PhD thesis of the same name that I retrieved 

from the same website.  I secured these screen captures myself from 

https://www.semanticscholar.org/paper/A-Web-of-Things-Application-

Architecture%3A-the-into-

Guinard/7a49bb63ce630e352551ce005a8c93e5ad41c6cf?sort=relevance&queryStr

ing=Hall&citedSort=relevance&citedPage=11.  These are the type of records that 

experts in my field would reasonably rely upon when forming their opinion.  
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81. Appendix HALL04 indicates this PhD thesis was submitted in 2011.  

On PDF pages 3 and 41 of Appendix HALL04, I note that this PhD thesis 

references: “Richard Hall, Karl Pauls, Stuart McCulloch, and David Savage. OSGi 

in Action: Creating Modular Applications in Java. Manning Publications, April 

2011”.  I also note that the named author of this PhD thesis entitled "A Web of 

Things Application Architecture: Integrating the Real-World into the Web" 

(Appendix HALL04) is distinct from the named authors of the OSGi in Action: 

Creating Modular Applications in Java book. 

82. Attached hereto as Appendix HALL05 is (i) a screen capture, from 

the IEEE Xplore website, of bibliographic data for a conference paper entitled 

"Establishing a Smart Grid Node Architecture and Demonstrator in an Office 

Environment Using the SOA Approach", authored by Dagmar Koß, Florian 

Sellmayr, Steffen Bauereiß, Denis Bytschkow, Pragya Kirti Gupta, Bernhard 

Schatz, and published in the Proceedings of the 2012 First International Workshop 

on Software Engineering Challenges, as well as (ii) a true and complete copy of a 

conference paper of the same name that I retrieved from the same website.  I 

secured these screen captures myself from 

https://ieeexplore.ieee.org/abstract/document/6225710.  These are the type of 

records that experts in my field would reasonably rely upon when forming their 

opinion.  



37 

83. Appendix HALL05 indicates this conference paper was presented at

a conference in June 2012, and added to IEEE Xplore on June 28, 2012.  On PDF 

page 11, I note that this conference paper references: “[22] R. S. Hall, K. Pauls, S. 

McCulloch, and D. Savage, OSGi in Action: Creating Modular Applications in 

Java. Manning, 2011”.  I also note that the named author of this conference paper 

entitled "Establishing a Smart Grid Node Architecture and Demonstrator in an 

Office Environment Using the SOA Approach" (Appendix HALL05) is distinct 

from the named authors of the OSGi in Action: Creating Modular Applications in 

Java book. 

84. Attached hereto as Appendix HALL06 is (i) a screen capture, from

the International Journal of Computer Applications website, of bibliographic data 

for a research article entitled " Decentralized Principles: New Modular Software 

Development Principles, a Robust Object Oriented Approach", authored by 

GholamAli Nejad and HajAli Irani, and published in the International Journal of 

Computer Applications (Volume: 44, Number 13, April 2012), as well as (ii) a true 

and correct copy of a research article of the same name.  I secured these screen 

captures myself from 

https://www.ijcaonline.org/archives/volume44/number13/6324-8671/.  These are 

the type of records that experts in my field would reasonably rely upon when 

forming their opinion.  
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85. Appendix HALL06 indicates this paper was published by the 

Foundation of Computer Science in April 2012.  On PDF page 10, I note that this 

paper references: “[23] R. S. Hall, K. Pauls, S. McCulloch, D. Savage, OSGi in 

Action, Manning Publications, 2011”.  I also note that the named author of this 

research article entitled " Decentralized Principles: New Modular Software 

Development Principles, a Robust Object Oriented Approach" (Appendix 

HALL06) is distinct from the named authors of the OSGi in Action: Creating 

Modular Applications in Java book.  

3. Summary of my Opinions on OSGi in Action: Creating Modular 

Applications in Java (Exhibit 003) 

86. My analysis of the copy of OSGi in Action: Creating Modular 

Applications in Java from the Library of Congress (Exhibit 003) informs my 

opinion that the content of Exhibit 003 is authentic and is from a published book 

that is publicly accessible.  The publisher’s webpage (Appendix HALL07), and a 

February 7, 2012 archived version of the publisher’s webpage (Appendix 

HALLX08), both indicate that OSGi in Action: Creating Modular Applications in 

Java was published in April 2011, and showed that OSGi in Action: Creating 

Modular Applications in Java was available for purchase by interested persons 

from the publisher at least as early as that date.  The MARC records in 

Appendices HALL02 and HALL03 respectively indicate that the Rochester 

Institute of Technology library and the University of Chicago library acquired 
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OSGi in Action: Creating Modular Applications in Java as of October 26, 2011 

and September 20, 2011 respectively.  The MARC record in Appendix ALVES01 

indicates that OSGi in Action: Creating Modular Applications in Java was made 

discoverable in the online catalog of the Library of Congress shortly after its initial 

acquisition as of September 20, 2011.  Exemplary citation records (Appendices 

HALL04, HALL05, HALL06) show that OSGi in Action: Creating Modular 

Applications in Java was actually disseminated to interested persons exercising 

reasonable diligence at least as early as December 2011, April 2012 and June 2012.   

87. Based on my review and analysis of these documents and records, it is 

my opinion that OSGi in Action: Creating Modular Applications in Java was 

cataloged and became publicly accessible by no later than December 2011 from 

the Library of Congress and the Rochester Institute of Technology library, and at 

least by January 2012 from the University of Chicago library, (see, e.g., ¶¶10, 64 

(above)), and that OSGi in Action: Creating Modular Applications in Java was 

actually disseminated to interested persons exercising reasonable diligence at least 

by December 2011.   

III. CONCLUSION 

88. My findings and opinions set forth in this Declaration are based on my 

work and examination to date.  I may continue my examinations in view of 

additional documents or other factual evidence over the course of this proceeding 



40 

that may necessitate supplementing and/or refining my opinions.  I reserve the 

right to add to, alter, or delete my opinions and my Declaration upon discovery of 

additional information.  I reserve the right to make such changes as necessary. 

89. In signing this Declaration, I understand that the Declaration will be 

filed as evidence in a contested case before the Patent Trial and Appeal Board of 

the United States Patent and Trademark Office.  I acknowledge that I may be 

subject to cross-examination in this case and that cross-examination will take place 

within the United States.  If cross-examination is required of me, I will appear for 

cross-examination within the United States during the time allotted for cross-

examination. 

90. I declare under penalty of perjury that the foregoing is true and 

correct.  I hereby declare that all statements made herein of my own knowledge are 

true and that all statements made on information and belief are believed to be true; 

and further that these statements were made the knowledge that willful false 

statements and the like so made are punishable by fine or imprisonment, or both, 

under Section 1001 of Title 18 of the United States Code. 
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Dated: January 27, 2025

______________________________

June Ann Munford

_____________________________________________________________________________________________________________
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Abstract—Failures of services on cloud platforms are only to
be expected. To deal with such failures, one is naturally inclined
to use the traditional measure of replication. However, repli-
cation of services on distributed cloud platforms poses several
challenges that are not well met by today’s Java middleware
systems. These challenges are the need to isolate state in the
application components so that easy migration and recovery
are possible and the requirement for client transparency
when dealing with different replicated service instances. For
example, Java Enterprise Edition (JEE) makes it difficult to
have transparent replication of services due to the above two
reasons plus the fine-grained nature of interactions between
its components (the Enterprise Java Beans). In this paper,
we show parts of the design of OSGi, a specification defining
a dynamic component system in Java, that make it suitable
for the above task. We then propose two extensions to OSGi
which will allow exposing and exporting application component
state and transparent invocation of service instances. These two
together can enable easy replication and recovery from failures
in cloud environments. We show through experiments that our
prototype can migrate a failed service quickly enough to a new
machine so that a client experiences only a moderate increase
in service invocation time during system recovery.

I. INTRODUCTION

A decision to move away from privately owned computer

resources and towards cloud computing is affected by a

variety of factors, dependability being one of them. Depend-

ability is usually defined through its attributes of availability,

reliability, safety, integrity, and maintainability [1]. In a

complex system, the overall dependability of the system

depends on the corresponding attributes of its components.

What changes in cloud computing is that one important

component—the platform—is no longer under one’s own

control. Depending on the type of the cloud service, the

platform may mean one of several things; at least it includes

the physical machine but may also include higher layers like

a complete runtime system. This arguably outsources part of

the maintenance problem while introducing new challenges.

Most importantly, the underlying physical resources (i.e.,

the machines and the network) are shared between multiple

customers and applications and cannot be actively managed.

This is often perceived to be a threat to the overall depend-

ability [2], [3], [4].

Typical ways of mitigating these threats in a cloud com-

puting environment revolve around introducing redundancy

into the system, especially for increased availability and

reliability. Since adverse incidents can always render a single

instance of a functional unit unusable, the hope is that

by creating multiple copies of the component a sufficient

number of copies always survive to deliver the service

without degradation. This idea is neither new nor specific

to cloud computing and has been successfully applied many

many times in earlier distributed systems such as clusters or

grids [5], [6]. In cloud computing, however, the effectiveness

of redundancy benefits from two particular factors. First,

the elasticity of the resource fabric makes redundancy more

agile and more affordable. This means that it is possible

to acquire additional resources for increasing the degree

of redundancy in response to perceived threats much more

easily than it can be done in traditional hosted environments.

Second, the resource fabric is typically globally distributed,

thereby allowing intelligent placement to guard against high-

impact outages that would be much harder to circumvent in a

hosted environment. By spanning multiple geographic zones,

a system can survive even an outage of an entire data center

that could be caused by a natural disaster or a far-reaching

power outage.

Unfortunately, not every component of a complex system

can easily profit from redundancy. Components that have

state in them cannot be easily split up for purposes of repli-

cating the parts to different replication degrees and executed

on different machines. There have been prior attempts to

address this by structuring web services such that most of

the components are stateless and the few stateful components

expose their state in an orderly manner. Thereby, it can be

handled through special, and more expensive, mechanisms

such as database replication. However, we discern that this

kind of structuring of applications is becoming harder to

do. Web services are becoming contextualized by various

factors including the user, the client environment, the results

of prior requests, and interactions with coordinating and

collaborating web services. For example, with the advent

of social networks, the services are contextualized by the

user profiles and for a rich interactive user experience, the
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state (in this case, the profile) is driving the majority of

the functionality. Therefore, our position is that existing

mechanisms for structuring applications for purposes of

reliability will no longer work with emerging web services,

that are being hosted on the cloud.

The effectiveness of elasticity depends to a high degree

on the coupling of components. Systems with fine granular

components tend to suffer from a high degree of entangle-

ment, hence limiting the flexibility of selectively replicating

components since all tightly-coupled components usually

have to reside on the same host. Consider for example,

Enterprise Java Beans running on a JEE middleware are

typically structured to have final granularity and with fre-

quent invocations between them, both of which highlight

the challenges of replication for cloud environments.

In this paper, we discuss how a dependability service

can be built on the OSGi framework. OSGi is a set of

specifications [7] that defines a dynamic component system

for Java. These specifications enable a development model

where applications are dynamically composed of many dif-

ferent reusable components. The OSGi specifications enable

components to hide their implementations from other com-

ponents while communicating through services, which are

objects that are specifically shared between components. We

show why a module system for Java, like OSGi, makes our

goal simpler to achieve and then show how the dependability

service can be architected using features already provided by

OSGi. We propose an extension to the OSGi standard that

acts as a dependability service, which we call CLOUDDEP.

The service provides the following dependability properties:

1) Re-deployment: Migrating the application to a new

physical machine or a different data center when the

underlying platform fails.

2) Clustering: Eliminating single points of failure in the

system by replicating functional units.

3) Elasticity and Load-balancing: Distributing the load to

a flexible pool of resources to avoid overloading single

instances.

II. SOFTWARE MODULARITY AND DEPENDABILITY

Software modules are self-contained functional units of

encapsulation. They contain data and functions, objects,

or other entities of the programming languages used to

implement them. Ideally, the correctness of a modular sys-

tem depends only on the correctness of its modules and

the correctness of a single module does not depend on

other modules [8]. The requirement of being self-contained,

however does not automatically imply full isolation. Many

implementations of module technology allow modules to be

declaratively self-contained, i.e., they not only rely on their

own content but can additionally declare dependencies to

other modules and have access to their accessible content.

In such setups, the effects of errors occurring in a single

module are still restricted to cause faults in this module

or any module that has a declared dependency but not in

unrelated modules.

This property has been successfully exploited to increase

the fault-tolerance of systems. For instance, in the Actor

model [9] the modular units are fully isolated and can only

communicate through explicit message passing.

Micro Kernel Operating Systems [10] restrict themselves

to implement only the minimally necessary functionality in

the kernel and outsource the remaining responsibilities into

separate user-space modules. Thereby, faults in one module

cannot affect other modules or the privileged kernel.

Microreboots [11] describe a methodology for recovering

a system by rebooting only a subset of affected components,

in the concrete example Enterprise Java Beans (EJBs).

The design approach is to keep application state carefully

parceled away in separate state stores which are only ac-

cessed through well-defined interfaces. Thus, the application

components can be recovered by rebooting them (since the

rebooting is fast in the absence of state, it is called microre-

booting), while the state store can persist across reboots.

This approach shares some similarities with our proposed

approach. However, in order to be micro-rebootable, the

components need to be well-isolated and stateless except

for externalized application state kept in specialized state

stores. Such compartmentalization is non-trivial to do in the

context of JEE because of the reasons mentioned earlier

(tight coupling and fine granular decomposition).

III. OSGI

A. OSGi Background

OSGi is a set of standards for modularity on the Java

virtual machine released and maintained by the OSGi Al-

liance. Originally, it was developed by several major ven-

dors to solve an availability problem on embedded home

gateway machines [12]. The intention was that multiple

software components should be able to co-exist on the same

hardware while each of the software packages needs to

run continuously and over long periods of time, even in

scenarios that require periodic maintenance updates to the

software. To enable dynamic updates without stoppage, it

aimed at overcoming the traditional entanglement of small-

granular objects and formed larger modules that can be

managed individually and composed to form applications.

OSGi defines a unit of modularity as the Bundle, which is a

deployable Java JAR file enriched with additional meta-data.

Most importantly, this meta-data describes which packages

are exported, i.e., accessible to other bundles, and which

packages it needs to import from other bundles. Recently,

OSGi has successfully entered the domain of enterprise

software and most major Java application servers (e.g.,

IBM WebSphere, JBoss, Oracle WebLogic, Spring Dynamic

Module Platform) are by now internally based on the OSGi

technology.
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The OSGi runtime environment, the Framework, provides

the user with mechanisms for installing and controlling the

life-cycle of bundles at runtime. Applications are typically

composed out of many different bundles. These bundles can

interact in a tightly-coupled way by depending on packages

provided by other bundles. Tight coupling in this context

means that the dependencies are required to resolve the

bundle and failure to provide the dependencies renders the

bundle inoperable. Another way of interaction is through

loosely-coupled services. Loose coupling means that service

consumers only rely on the service interfaces under which

the service has been registered with the OSGi framework but

not on any knowledge of implementation details. Bundles

can consequently query the framework for available services

and retrieve the service instance, which is an ordinary Java

object in OSGi. The result of a query is either a reference,

a set of references from which the client can pick the

best matching service, or the information that no such

service is available. Since the consumers only rely on the

service interfaces but not on any concrete implementation,

bundles can potentially operate even in the absence of certain

services. OSGi applications are expected to actively deal

with dynamism in the setup. For instance, a service can

certainly fulfill its purpose in the absence of a log service but

if it has logging support, e.g., for debugging, it should enable

it whenever a log service becomes available and disable it

when the service becomes unavailable.

The modularity in OSGi solves a major issue with creating

elastic applications for the cloud. Cloud resources are inher-

ently dynamic in their nature and undergo frequent changes

either due to explicit management operations (adding and re-

moving resources) or due to their volatility (sharing effects,

failures). Therefore, we believe that monolithic software

incapable of dynamic adaptation cannot effectively run in

such an environment. In fact, the compositional approach

of modular software—traditionally applied to a single run-

time system—is key to building scalable and dependable

systems across a varying set of machines in the cloud [13],

[14]. OSGi particularly facilitates composition and localized

behavior by separating tightly coupled and loosely-coupled

interaction between modules into two different concepts:

package dependencies and services, respectively. Thereby,

when services are used as a design element, the resulting

systems are less entangled and more flexible.

OSGi was originally designed for managing software on

a single Java virtual machine. In prior work, we have shown

that the OSGi model can be used as an application model

for building distributed systems by turning the services into

potential boundaries of distribution [15] and adding simple

support for creating redundancy by clustering stateless ser-

vices on multiple machines [16]. However, little attention

has so far been paid to the problem of managing stateful

services in distributed deployments like clusters or clouds.

B. How OSGi Configuration Admin Enables Restarts

A traditional OSGi framework (running on a single JVM)

already supports restarts of the runtime systems as well as

a form of partial restart for bundle updates. This means

that whenever a bundle has been updated and the operator

of the framework requests a refresh of the system, only

those bundles immediately affected by the update (this is the

bundle itself and all bundles relying on the updated bundle

through tightly-coupled package dependencies) are restarted

whereas the remainder of the system is unaffected. However,

only the compositional state of the application is preserved

across restarts. This is the information about which bundles

have been installed when the framework was last running

and in which life-cycle state each individual bundle has been

in (installed, resolved, starting, active, stopping, uninstalled).

Every bundle then gets started again but is itself responsible

for restoring any internal state, which includes services that

it has bound to.

The only platform support in traditional OSGi for exter-

nalizing bundle state is the Configuration Admin service,

an optional service described in the OSGi Compendium

Specifications [17]. The configuration admin is a service in

the system capable of managing and persisting configuration

data in a central location. Services that want either to be

externally configurable or want to persist their configuration

data across restarts can register as a Managed Service. This

expresses its intent to receive configuration updates and

gives the system an interface through which it can push

updates to the service. Every managed service is expected

to identify itself though a persistent identifier (PID) and

announce this PID with its initial registration. The config

admin uses the PID of a service as a primary key for associ-

ating configuration data to services. Configuration events and

changes are signaled to the managed service asynchronously,

regardless of whether they are used by the service itself (as

illustrated in Figure 1) or an external bundle.
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Figure 1. Interaction between Bundle and Configuration Admin

In the context of cloud computing, the most interesting

and relevant property of the config admin is the concept

of a service identity. When migrating a service to a new

machine, it has to be assured that the newly created ser-

vice instance can fully take over the role of the previous

instance. Therefore, stateful services implicitly build up

their own identity based on their internal state and their
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history. Migration and failover can be considered a “micro-

reboot” of the service on a different machine. If all state

could be stored as configuration data then a distributed

version of the configuration admin would turn managed

services into migratable services just as the ConfigAdmin

allows stateful services to become restartable. In practice,

the storage capacity of the configuration admin and its

unclear consistency model are prohibitive to this approach.

For instance, a configuration update always fully overwrites

any previous configuration so that when two writers are

updating disjoint parts of the configuration concurrently the

last writer wins and the update from the earlier writer is lost.

However, just as systems like Zookeeper [18] are used

in cloud deployments to manage configuration, a cloud-

scale version of an OSGi ConfigAdmin can be used to

dynamically bind service instances to a richer instance of

storage to externalize the service state, e.g., a database

system or a key-value store. The challenge of building

such a distributed ConfigAdmin for cloud deployments is

to coordinate it with the distribution of services. It is not

feasible to have a single scope for configurations across all

nodes since this would prohibit multiple redundant copies

of the same service. When a service needs to be migrated

to a different machine, however, the configuration has to be

migrated with the service.

C. How OSGi Remote Service Admin Enables Non-local

Execution

The Remote Service Admin aims at integrating distribu-

tion into the OSGi platform and has been part of the OSGi

Enterprise Specifications [19]. This service encapsulates the

mechanism for importing remote services into the scope of

a local OSGi framework and exporting local OSGi services

through distribution providers. When a remote service is

imported, a local proxy for the remote service is created and

associated with the distribution provider. Some distribution

providers like our R-OSGi [15] system are able to operate

transparently, i.e., neither client nor service have to be

rewritten to operate in a remote setup.

The API of the remote service admin is entirely imper-

ative. Given a known URI or other identifier, the admin

provisions the local proxy and handles binding to the remote

service reachable through this address, as long as the service

is reachable. Finding a service in the network and re-binding

in the event of a failure is handled by different components.

All policy decisions are encapsulated in a Topology Manager

which, e.g., is able to detect clients that are querying

the local framework for services and make use of service

discovery protocols to find matching services. However, the

specifications do not mandate any particular functionality of

the topology manager but only specify the interfaces through

which a possible topology manager can interact.

For a cloud setup with dependability requirements, the

presence of an appropriate topology manager is paramount.
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Figure 2. Different Use Cases for a Dependability Service. 1: Load
balancing, 2: Failover, 3: Elastic Scalability.

In the following section, we describe our service CLOUD-

DEP that implements policies to ensure availability of ser-

vices by acting as both a topology manager and a distributed

configuration admin.

IV. TOWARDS A DEPENDABILITY SERVICE

The new service (that we call CLOUDDEP) is designed to

turn OSGi services into elastic units of deployment which

can be migrated and replicated across multiple cloud nodes

to increase the availability and reliability of the administered

service. All that is required from the administered service

is that it persists all of its internal state either directly or

indirectly through configurations and listens to configuration

updates by implementing the Managed Service interface of

the configuration admin specification. CLOUDDEP acts as

a global entity in the system (which can be implemented

by a centralized backend or a distributed architecture) and

takes over the role of a local configuration admin and a local

topology manager on each node of the cloud deployment. It

also monitors the service invocations to detect failures. We

illustrate the features of CLOUDDEP through three usage

cases.

A. Load Balancing

We consider a simple setup with a set of identical (pos-

sibly stateful) remote service and a set of service clients

as illustrated by case ➊ in Figure 2. Thanks to its facet of

being a topology manager, CLOUDDEP has knowledge of

the remote service relationship and was involved in the setup

of the binding. It had detected the local service requests

of the client bundles (e.g., through service lookup hooks as

described in the remote service admin specification) and has

instructed the distribution provider to create the binding to

one of the known remote service instances. Furthermore, it

has, either due to cooperation of the distribution provider

or by wrapping its created service proxy, instrumented the

local proxy to gather information about the frequencies of

service invocation and response times. In the event that one

remote service instance becomes overloaded, detectable by

an increase of invocations and an increase of the response

time, CLOUDDEP can re-bind a client to a different service
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instance, thereby re-distributing the load among the service

instances.

B. Failover

We now consider a setup with one or more clients and

a single remote service. In the event of a service failure

(e.g., an uncaught runtime exception or the node hosting

the remote service becoming unavailable) CLOUDDEP has

captured the identity of the faulty service through its configu-

ration admin facet. It can thereby instantiate a new service by

starting the corresponding bundle on a new node and inject

the identity from the failed service into the new instance, as

shown in case ➋. This process is akin to what a microreboot

would do on a single node but here applied to a distributed

setup. By applying the same rebinding as done for load

balancing, the existing client will be forced to now interact

with the new service instance. If the latency of service

migration is an issue, CLOUDDEP can be configured to keep

hot-spare instances of the service. These are running but

unconfigured instances that have not yet received an identity.

In the event of a service failure, CLOUDDEP can directly

inject the identity into a hot-spare instance and create a more

seamless failover.

C. Elastic Scalability

The third example combines the load balancing and the

failover scenarios to enable elastic scalability of a remote

service. In the event of a service over-utilization, CLOUD-

DEP can start a new instance of the service and bind some

of the clients to the new service (see ➌ in Figure 2). A

new identity is forked by CLOUDDEP from an existing

configuration and can then develop independently from the

original sibling. Scaling back to a smaller number of service

instances can be achieved by applying the failover strategy:

moving all clients of a service to a different existing instance

and then dropping the service instance.

V. PROTOTYPE AND EXPERIMENTAL EVALUATION

We have implemented a prototype of CLOUDDEP that

replicates configuration and manages failover for OSGi

services in a cloud setup. The prototype uses R-OSGi as

a distribution provider and cooperates with the protocol

and the proxy handler to detect failures or service outages.

The detection of failure is done through either a simple

timeout or an exception caused by the termination of a

connection. Since we induce failures in the experiments

through terminating the connection, the latter detection is

triggered. CLOUDDEP can furthermore either proactively

start idle and unconfigured redundant instances of the service

on a backup machine or reactively start a new instance

of the service on demand. In either case, the identity of

the failed service is injected into the new instance and

the existing binding between the client and the no longer

available service is transparently altered to point to the new

Microreboot Migration

avg. inv. time (T ) 7.23µs± 1.06µs 1.22ms± 0.15ms

avg. T during failover 266.29µs± 34.90µs 4.01ms± 0.66ms

relative overhead 3581% 229%

Table I
SERVICE INVOCATION LATENCIES OF THE TREND SERVICE

instance. The prototype blocks the failed service request and

replays the request to the new service instance as soon as

it becomes available. We therefore assume a fail-stop model

in our setup.

For the experiment, we use a trend service that updates

itself by periodically polling the most frequently used #hash-

tags from Twitter. The service is clustered by geographic

regions, each instance of the service is configured to handle

a specific region that is set through its configuration. Since

the service only handles the ten most relevant results, it can

afford to use the Configuration Admin interface to persist

its internal state and does not rely on, e.g., an external blob

storage. In a realistic setup, the service would process the

results and, for instance, enrich the data with context links

retrieved from Google Search or Wikipedia.

We use a single instance of the service and a single

client that polls the service every second to receive the latest

trends. After one minute, we take the service down and let

CLOUDDEP handle the failure based on a strategy that we

have pre-configured.

In the first experiment, we have both the client and the

service running in the same Java Virtual Machine and on

the same OSGi framework. Our failure recovery strategy

resembles a microreboot of the service, i.e., we stop the

running service and restart it. In the second experiment, we

run client and service in different cloud instances and on

different Java Virtual Machines and additionally keep a hot-

spare VM for the failover. When the original service fails,

we instantiate a new service instance on the hot-spare that

becomes enabled when CLOUDDEP injects the configuration

(i.e., geographic location and previously determined trends)

into the instance.

Table I summarizes the measured average service invoca-

tion time during normal operation and during the failover.

In the case of the microreboot, the invocation time during

failover increases by a factor of 35 during failover. The

reason for this high increase is that in OSGi clients get a

direct reference to the service object and thereby a regular

service invocation does not differ from any other method

call in terms of latency. Enterprise Java Beans, in contrast,

are called through reflection. Furthermore, a bundle restart

is potentially more expensive than a microreboot of a single

Enterprise Bean. However, the overall latency during failover

is still in the range of microseconds, which is very likely

acceptable for the large majority of applications.

In the distributed case the baseline of an average regular
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service invocation is much higher and is in our setup in

the order of milliseconds. However, the failover increases

the invocation time by only a factor of three. In practice,

this factor will vary with the amount of configuration data

that needs to be migrated to restore the service identity and

the network used but more complex services are likely to

also have higher baseline invocation times. In both the local

and the distributed case, only a single service invocation

is temporarily blocked and experiences a higher latency.

Further invocations continue to operate at normal latency.

The results illustrate the viability of our approach for a

large class of applications. Microreboots are an option for

recovery from failures, especially when the service is already

accessed from a different host. In this case, the latency

of the microreboot is within the noise of a remote service

invocation. When entire nodes fail or become unreachable,

migration of services to different machines are also feasible

and do not affect the client significantly. We have, however,

assumed that the cloud instance for failover is already

instantiated. In our setup, we used an Eucalyptus cluster that

requires in average 85 seconds to boot up a new instance

to the point where we can interact with it. This latency is

unlikely to be acceptable for cloud services but is a common

problem of IaaS solutions.

VI. CONCLUSION

We expect dependability to become an increasing problem

for cloud services. Our premise is that traditional ways of

structuring such systems provide insufficient flexibility and

cannot deal with failures or elasticity requirements as they

occur in cloud setups. We have therefore proposed a modu-

lar, loosely-coupled approach for building cloud services and

have illustrated the concrete challenges using the example

of OSGi, a widely used standard for modularity for the

Java language. The result of this effort is CLOUDDEP, a

dependability service for OSGi that takes care of countering

service failures by migrating the identity of the service to

a new machine. The experimental results of our prototype

implementation show that migration to an existing node is

feasible and the impact on the service invocation time is

acceptable for most applications.
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Abstract—Failures of services on cloud platforms are only to
be expected. To deal with such failures, one is naturally inclined
to use the traditional measure of replication. However, repli-
cation of services on distributed cloud platforms poses several
challenges that are not well met by today’s Java middleware
systems. These challenges are the need to isolate state in the
application components so that easy migration and recovery
are possible and the requirement for client transparency
when dealing with different replicated service instances. For
example, Java Enterprise Edition (JEE) makes it difficult to
have transparent replication of services due to the above two
reasons plus the fine-grained nature of interactions between
its components (the Enterprise Java Beans). In this paper,
we show parts of the design of OSGi, a specification defining
a dynamic component system in Java, that make it suitable
for the above task. We then propose two extensions to OSGi
which will allow exposing and exporting application component
state and transparent invocation of service instances. These two
together can enable easy replication and recovery from failures
in cloud environments. We show through experiments that our
prototype can migrate a failed service quickly enough to a new
machine so that a client experiences only a moderate increase
in service invocation time during system recovery.

I. INTRODUCTION

A decision to move away from privately owned computer

resources and towards cloud computing is affected by a

variety of factors, dependability being one of them. Depend-

ability is usually defined through its attributes of availability,

reliability, safety, integrity, and maintainability [1]. In a

complex system, the overall dependability of the system

depends on the corresponding attributes of its components.

What changes in cloud computing is that one important

component—the platform—is no longer under one’s own

control. Depending on the type of the cloud service, the

platform may mean one of several things; at least it includes

the physical machine but may also include higher layers like

a complete runtime system. This arguably outsources part of

the maintenance problem while introducing new challenges.

Most importantly, the underlying physical resources (i.e.,

the machines and the network) are shared between multiple

customers and applications and cannot be actively managed.

This is often perceived to be a threat to the overall depend-

ability [2], [3], [4].

Typical ways of mitigating these threats in a cloud com-

puting environment revolve around introducing redundancy

into the system, especially for increased availability and

reliability. Since adverse incidents can always render a single

instance of a functional unit unusable, the hope is that

by creating multiple copies of the component a sufficient

number of copies always survive to deliver the service

without degradation. This idea is neither new nor specific

to cloud computing and has been successfully applied many

many times in earlier distributed systems such as clusters or

grids [5], [6]. In cloud computing, however, the effectiveness

of redundancy benefits from two particular factors. First,

the elasticity of the resource fabric makes redundancy more

agile and more affordable. This means that it is possible

to acquire additional resources for increasing the degree

of redundancy in response to perceived threats much more

easily than it can be done in traditional hosted environments.

Second, the resource fabric is typically globally distributed,

thereby allowing intelligent placement to guard against high-

impact outages that would be much harder to circumvent in a

hosted environment. By spanning multiple geographic zones,

a system can survive even an outage of an entire data center

that could be caused by a natural disaster or a far-reaching

power outage.

Unfortunately, not every component of a complex system

can easily profit from redundancy. Components that have

state in them cannot be easily split up for purposes of repli-

cating the parts to different replication degrees and executed

on different machines. There have been prior attempts to

address this by structuring web services such that most of

the components are stateless and the few stateful components

expose their state in an orderly manner. Thereby, it can be

handled through special, and more expensive, mechanisms

such as database replication. However, we discern that this

kind of structuring of applications is becoming harder to

do. Web services are becoming contextualized by various

factors including the user, the client environment, the results

of prior requests, and interactions with coordinating and

collaborating web services. For example, with the advent

of social networks, the services are contextualized by the

user profiles and for a rich interactive user experience, the
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state (in this case, the profile) is driving the majority of

the functionality. Therefore, our position is that existing

mechanisms for structuring applications for purposes of

reliability will no longer work with emerging web services,

that are being hosted on the cloud.

The effectiveness of elasticity depends to a high degree

on the coupling of components. Systems with fine granular

components tend to suffer from a high degree of entangle-

ment, hence limiting the flexibility of selectively replicating

components since all tightly-coupled components usually

have to reside on the same host. Consider for example,

Enterprise Java Beans running on a JEE middleware are

typically structured to have final granularity and with fre-

quent invocations between them, both of which highlight

the challenges of replication for cloud environments.

In this paper, we discuss how a dependability service

can be built on the OSGi framework. OSGi is a set of

specifications [7] that defines a dynamic component system

for Java. These specifications enable a development model

where applications are dynamically composed of many dif-

ferent reusable components. The OSGi specifications enable

components to hide their implementations from other com-

ponents while communicating through services, which are

objects that are specifically shared between components. We

show why a module system for Java, like OSGi, makes our

goal simpler to achieve and then show how the dependability

service can be architected using features already provided by

OSGi. We propose an extension to the OSGi standard that

acts as a dependability service, which we call CLOUDDEP.

The service provides the following dependability properties:

1) Re-deployment: Migrating the application to a new

physical machine or a different data center when the

underlying platform fails.

2) Clustering: Eliminating single points of failure in the

system by replicating functional units.

3) Elasticity and Load-balancing: Distributing the load to

a flexible pool of resources to avoid overloading single

instances.

II. SOFTWARE MODULARITY AND DEPENDABILITY

Software modules are self-contained functional units of

encapsulation. They contain data and functions, objects,

or other entities of the programming languages used to

implement them. Ideally, the correctness of a modular sys-

tem depends only on the correctness of its modules and

the correctness of a single module does not depend on

other modules [8]. The requirement of being self-contained,

however does not automatically imply full isolation. Many

implementations of module technology allow modules to be

declaratively self-contained, i.e., they not only rely on their

own content but can additionally declare dependencies to

other modules and have access to their accessible content.

In such setups, the effects of errors occurring in a single

module are still restricted to cause faults in this module

or any module that has a declared dependency but not in

unrelated modules.

This property has been successfully exploited to increase

the fault-tolerance of systems. For instance, in the Actor

model [9] the modular units are fully isolated and can only

communicate through explicit message passing.

Micro Kernel Operating Systems [10] restrict themselves

to implement only the minimally necessary functionality in

the kernel and outsource the remaining responsibilities into

separate user-space modules. Thereby, faults in one module

cannot affect other modules or the privileged kernel.

Microreboots [11] describe a methodology for recovering

a system by rebooting only a subset of affected components,

in the concrete example Enterprise Java Beans (EJBs).

The design approach is to keep application state carefully

parceled away in separate state stores which are only ac-

cessed through well-defined interfaces. Thus, the application

components can be recovered by rebooting them (since the

rebooting is fast in the absence of state, it is called microre-

booting), while the state store can persist across reboots.

This approach shares some similarities with our proposed

approach. However, in order to be micro-rebootable, the

components need to be well-isolated and stateless except

for externalized application state kept in specialized state

stores. Such compartmentalization is non-trivial to do in the

context of JEE because of the reasons mentioned earlier

(tight coupling and fine granular decomposition).

III. OSGI

A. OSGi Background

OSGi is a set of standards for modularity on the Java

virtual machine released and maintained by the OSGi Al-

liance. Originally, it was developed by several major ven-

dors to solve an availability problem on embedded home

gateway machines [12]. The intention was that multiple

software components should be able to co-exist on the same

hardware while each of the software packages needs to

run continuously and over long periods of time, even in

scenarios that require periodic maintenance updates to the

software. To enable dynamic updates without stoppage, it

aimed at overcoming the traditional entanglement of small-

granular objects and formed larger modules that can be

managed individually and composed to form applications.

OSGi defines a unit of modularity as the Bundle, which is a

deployable Java JAR file enriched with additional meta-data.

Most importantly, this meta-data describes which packages

are exported, i.e., accessible to other bundles, and which

packages it needs to import from other bundles. Recently,

OSGi has successfully entered the domain of enterprise

software and most major Java application servers (e.g.,

IBM WebSphere, JBoss, Oracle WebLogic, Spring Dynamic

Module Platform) are by now internally based on the OSGi

technology.







instance, thereby re-distributing the load among the service

instances.

B. Failover

We now consider a setup with one or more clients and

a single remote service. In the event of a service failure

(e.g., an uncaught runtime exception or the node hosting

the remote service becoming unavailable) CLOUDDEP has

captured the identity of the faulty service through its configu-

ration admin facet. It can thereby instantiate a new service by

starting the corresponding bundle on a new node and inject

the identity from the failed service into the new instance, as

shown in case ➋. This process is akin to what a microreboot

would do on a single node but here applied to a distributed

setup. By applying the same rebinding as done for load

balancing, the existing client will be forced to now interact

with the new service instance. If the latency of service

migration is an issue, CLOUDDEP can be configured to keep

hot-spare instances of the service. These are running but

unconfigured instances that have not yet received an identity.

In the event of a service failure, CLOUDDEP can directly

inject the identity into a hot-spare instance and create a more

seamless failover.

C. Elastic Scalability

The third example combines the load balancing and the

failover scenarios to enable elastic scalability of a remote

service. In the event of a service over-utilization, CLOUD-

DEP can start a new instance of the service and bind some

of the clients to the new service (see ➌ in Figure 2). A

new identity is forked by CLOUDDEP from an existing

configuration and can then develop independently from the

original sibling. Scaling back to a smaller number of service

instances can be achieved by applying the failover strategy:

moving all clients of a service to a different existing instance

and then dropping the service instance.

V. PROTOTYPE AND EXPERIMENTAL EVALUATION

We have implemented a prototype of CLOUDDEP that

replicates configuration and manages failover for OSGi

services in a cloud setup. The prototype uses R-OSGi as

a distribution provider and cooperates with the protocol

and the proxy handler to detect failures or service outages.

The detection of failure is done through either a simple

timeout or an exception caused by the termination of a

connection. Since we induce failures in the experiments

through terminating the connection, the latter detection is

triggered. CLOUDDEP can furthermore either proactively

start idle and unconfigured redundant instances of the service

on a backup machine or reactively start a new instance

of the service on demand. In either case, the identity of

the failed service is injected into the new instance and

the existing binding between the client and the no longer

available service is transparently altered to point to the new

Microreboot Migration

avg. inv. time (T ) 7.23µs± 1.06µs 1.22ms± 0.15ms

avg. T during failover 266.29µs± 34.90µs 4.01ms± 0.66ms

relative overhead 3581% 229%

Table I
SERVICE INVOCATION LATENCIES OF THE TREND SERVICE

instance. The prototype blocks the failed service request and

replays the request to the new service instance as soon as

it becomes available. We therefore assume a fail-stop model

in our setup.

For the experiment, we use a trend service that updates

itself by periodically polling the most frequently used #hash-

tags from Twitter. The service is clustered by geographic

regions, each instance of the service is configured to handle

a specific region that is set through its configuration. Since

the service only handles the ten most relevant results, it can

afford to use the Configuration Admin interface to persist

its internal state and does not rely on, e.g., an external blob

storage. In a realistic setup, the service would process the

results and, for instance, enrich the data with context links

retrieved from Google Search or Wikipedia.

We use a single instance of the service and a single

client that polls the service every second to receive the latest

trends. After one minute, we take the service down and let

CLOUDDEP handle the failure based on a strategy that we

have pre-configured.

In the first experiment, we have both the client and the

service running in the same Java Virtual Machine and on

the same OSGi framework. Our failure recovery strategy

resembles a microreboot of the service, i.e., we stop the

running service and restart it. In the second experiment, we

run client and service in different cloud instances and on

different Java Virtual Machines and additionally keep a hot-

spare VM for the failover. When the original service fails,

we instantiate a new service instance on the hot-spare that

becomes enabled when CLOUDDEP injects the configuration

(i.e., geographic location and previously determined trends)

into the instance.

Table I summarizes the measured average service invoca-

tion time during normal operation and during the failover.

In the case of the microreboot, the invocation time during

failover increases by a factor of 35 during failover. The

reason for this high increase is that in OSGi clients get a

direct reference to the service object and thereby a regular

service invocation does not differ from any other method

call in terms of latency. Enterprise Java Beans, in contrast,

are called through reflection. Furthermore, a bundle restart

is potentially more expensive than a microreboot of a single

Enterprise Bean. However, the overall latency during failover

is still in the range of microseconds, which is very likely

acceptable for the large majority of applications.

In the distributed case the baseline of an average regular



service invocation is much higher and is in our setup in

the order of milliseconds. However, the failover increases

the invocation time by only a factor of three. In practice,

this factor will vary with the amount of configuration data

that needs to be migrated to restore the service identity and

the network used but more complex services are likely to

also have higher baseline invocation times. In both the local

and the distributed case, only a single service invocation

is temporarily blocked and experiences a higher latency.

Further invocations continue to operate at normal latency.

The results illustrate the viability of our approach for a

large class of applications. Microreboots are an option for

recovery from failures, especially when the service is already

accessed from a different host. In this case, the latency

of the microreboot is within the noise of a remote service

invocation. When entire nodes fail or become unreachable,

migration of services to different machines are also feasible

and do not affect the client significantly. We have, however,

assumed that the cloud instance for failover is already

instantiated. In our setup, we used an Eucalyptus cluster that

requires in average 85 seconds to boot up a new instance

to the point where we can interact with it. This latency is

unlikely to be acceptable for cloud services but is a common

problem of IaaS solutions.

VI. CONCLUSION

We expect dependability to become an increasing problem

for cloud services. Our premise is that traditional ways of

structuring such systems provide insufficient flexibility and

cannot deal with failures or elasticity requirements as they

occur in cloud setups. We have therefore proposed a modu-

lar, loosely-coupled approach for building cloud services and

have illustrated the concrete challenges using the example

of OSGi, a widely used standard for modularity for the

Java language. The result of this effort is CLOUDDEP, a

dependability service for OSGi that takes care of countering

service failures by migrating the identity of the service to

a new machine. The experimental results of our prototype

implementation show that migration to an existing node is

feasible and the impact on the service invocation time is

acceptable for most applications.
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SECTION I.

Introduction

A decision to move away from privately owned computer resources and towards cloud computing is affected

by a variety of factors, dependability being one of them. Dependability is usually defined through its attributes

of availability, reliability, safety, integrity, and maintainability [1]. In a complex system, the overall

dependability of the system depends on the corresponding attributes of its components. What changes in

cloud computing is that one important component—the platform—is no longer under one's own control.

Depending on the type of the cloud service, the platform may mean one of several things; at least it includes

the physical machine but may also include higher layers like a complete runtime system. This arguably

outsources part of the maintenance problem while introducing new challenges. Most importantly, the

underlying physical resources (i.e., the machines and the network) are shared between multiple customers

and applications and cannot be actively managed. This is often perceived to be a threat to the overall

dependability [2], [3], [4].

Typical ways of mitigating these threats in a cloud computing environment revolve around introducing

redundancy into the system, especially for increased availability and reliability. Since adverse incidents can

always render a single instance of a functional unit unusable, the hope is that by creating multiple copies of

the component a sufficient number of copies always survive to deliver the service without degradation. This

idea is neither new nor specific to cloud computing and has been successfully applied many many times in

earlier distributed systems such as clusters or grids [5], [6]. In cloud computing, however, the effectiveness of

redundancy benefits from two particular factors. First, the elasticity of the resource fabric makes redundancy

more agile and more affordable. This means that it is possible to acquire additional resources for increasing

the degree of redundancy in response to perceived threats much more easily than it can be done in traditional

hosted environments. Second, the resource fabric is typically globally distributed, thereby allowing intelligent

placement to guard against high-impact outages that would be much harder to circumvent in a hosted

environment. By spanning multiple geographic zones, a system can survive even an outage of an entire data

center that could be caused by a natural disaster or a far-reaching power outage.

Unfortunately, not every component of a complex system can easily profit from redundancy. Components that

have state in them cannot be easily split up for purposes of replicating the parts to different replication

degrees and executed on different machines. There have been prior attempts to address this by structuring

web services such that most of the components are stateless and the few stateful components expose their

state in an orderly manner. Thereby, it can be handled through special, and more expensive, mechanisms

such as database replication. However, we discern that this kind of structuring of applications is becoming

harder to do. Web services are becoming contextualized by various factors including the user, the client

environment, the results of prior requests, and interactions with coordinating and collaborating web services.

For example, with the advent of social networks, the services are contextualized by the user profiles and for a

rich interactive user experience, the state (in this case, the profile) is driving the majority of the functionality.

Therefore, our position is that existing mechanisms for structuring applications for purposes of reliability

will no longer work with emerging web services, that are being hosted on the cloud.

The effectiveness of elasticity depends to a high degree on the coupling of components. Systems with fine

granular components tend to suffer from a high degree of entangle-ment, hence limiting the flexibility of

 Contents
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selectively replicating components since all tightly-coupled components usually have to reside on the same

host. Consider for example, Enterprise Java Beans running on a JEE middleware are typically structured to

have final granularity and with frequent invocations between them, both of which highlight the challenges of

replication for cloud environments.

In this paper, we discuss how a dependability service can be built on the OSGi framework. OSGi is a set of

specifications [7] that defines a dynamic component system for Java. These specifications enable a

development model where applications are dynamically composed of many different reusable components.

The OSGi specifications enable components to hide their implementations from other components while

communicating through services, which are objects that are specifically shared between components. We

show why a module system for Java, like OSGi, makes our goal simpler to achieve and then show how the

dependability service can be architected using features already provided by OSGi. We propose an extension to

the OSGi standard that acts as a dependability service, which we call Cloud dep. The service provides the

following dependability properties:

1) Re-deployment: Migrating the application to a new physical machine or a different data center when the

underlying platform fails.

2) Clustering: Eliminating single points of failure in the system by replicating functional units.

3) Elasticity and Load-balancing: Distributing the load to a flexible pool of resources to avoid overloading

single instances.

SECTION II.

Software Modularity and Dependability

Software modules are self-contained functional units of encapsulation. They contain data and functions,

objects, or other entities of the programming languages used to implement them. Ideally, the correctness of a

modular system depends only on the correctness of its modules and the correctness of a single module does

not depend on other modules [8]. The requirement of being self-contained, however does not automatically

imply full isolation. Many implementations of module technology allow modules to be declaratively self-

contained, i.e., they not only rely on their own content but can additionally declare dependencies to other

modules and have access to their accessible content. In such setups, the effects of errors occurring in a single

module are still restricted to cause faults in this module or any module that has a declared dependency but

not in unrelated modules.

This property has been successfully exploited to increase the fault-tolerance of systems. For instance, in the

Actor model [9] the modular units are fully isolated and can only communicate through explicit message

passing.

Micro Kernel Operating Systems [10] restrict themselves to implement only the minimally necessary

functionality in the kernel and outsource the remaining responsibilities into separate user-space modules.

Thereby, faults in one module cannot affect other modules or the privileged kernel.

Microreboots [11] describe a methodology for recovering a system by rebooting only a subset of affected

components, in the concrete example Enterprise Java Beans (EJBs). The design approach is to keep

application state carefully parceled away in separate state stores which are only accessed through well-defined

interfaces. Thus, the application components can be recovered by rebooting them (since the rebooting is fast

in the absence of state, it is called microre-booting), while the state store can persist across reboots. This

approach shares some similarities with our proposed approach. However, in order to be micro-rebootable, the

components need to be well-isolated and stateless except for externalized application state kept in specialized

state stores. Such compartmentalization is non-trivial to do in the context of JEE because of the reasons

mentioned earlier (tight coupling and fine granular decomposition).

SECTION III.
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OSGi

A. OSGi Background

OSGi is a set of standards for modularity on the Java virtual machine released and maintained by the OSGi

Al-liance. Originally, it was developed by several major ven-dors to solve an availability problem on embedded

home gateway machines [12]. The intention was that multiple software components should be able to co-exist

on the same hardware while each of the software packages needs to run continuously and over long periods of

time, even in scenarios that require periodic maintenance updates to the software. To enable dynamic updates

without stoppage, it aimed at overcoming the traditional entanglement of small-granular objects and formed

larger modules that can be managed individually and composed to form applications. OSGi defines a unit of

modularity as the Bundle, which is a deployable Java JAR file enriched with additional meta-data. Most

importantly, this meta-data describes which packages are exported, i.e., accessible to other bundles, and

which packages it needs to import from other bundles. Recently, OSGi has successfully entered the domain of

enterprise software and most major Java application servers (e.g., IBM WebSphere, JBoss, Oracle WebLogic,

Spring Dynamic Module Platform) are by now internally based on the OSGi technology.

The OSGi runtime environment, the Framework, provides the user with mechanisms for installing and

controlling the life-cycle of bundles at runtime. Applications are typically composed out of many different

bundles. These bundles can interact in a tightly-coupled way by depending on packages provided by other

bundles. Tight coupling in this context means that the dependencies are required to resolve the bundle and

failure to provide the dependencies renders the bundle inoperable. Another way of interaction is through

loosely-coupled services. Loose coupling means that service consumers only rely on the service interfaces

under which the service has been registered with the OSGi framework but not on any knowledge of

implementation details. Bundles can consequently query the framework for available services and retrieve the

service instance, which is an ordinary Java object in OSGi. The result of a query is either a reference, a set of

references from which the client can pick the best matching service, or the information that no such service is

available. Since the consumers only rely on the service interfaces but not on any concrete implementation,

bundles can potentially operate even in the absence of certain services. OSGi applications are expected to

actively deal with dynamism in the setup. For instance, a service can certainly fulfill its purpose in the absence

of a log service but if it has logging support, e.g., for debugging, it should enable it whenever a log service

becomes available and disable it when the service becomes unavailable.

The modularity in OSGi solves a major issue with creating elastic applications for the cloud. Cloud resources

are inher-ently dynamic in their nature and undergo frequent changes either due to explicit management

operations (adding and re-moving resources) or due to their volatility (sharing effects, failures). Therefore, we

believe that monolithic software incapable of dynamic adaptation cannot effectively run in such an

environment. In fact, the compositional approach of modular software-traditionally applied to a single

runtime system-is key to building scalable and dependable systems across a varying set of machines in the

cloud [13], [14]. OSGi particularly facilitates composition and localized behavior by separating tightly coupled

and loosely-coupled interaction between modules into two different concepts: package dependencies and

services, respectively. Thereby, when services are used as a design element, the resulting systems are less

entangled and more flexible.

OSGi was originally designed for managing software on a single Java virtual machine. In prior work, we have

shown that the OSGi model can be used as an application model for building distributed systems by turning

the services into potential boundaries of distribution [15] and adding simple support for creating redundancy

by clustering stateless services on multiple machines [16]. However, little attention has so far been paid to the

problem of managing stateful services in distributed deployments like clusters or clouds.

B. How OSGi Configuration Admin Enables Restarts

A traditional OSGi framework (running on a single JVM) already supports restarts of the runtime systems as

well as a form of partial restart for bundle updates. This means that whenever a bundle has been updated and

the operator of the framework requests a refresh of the system, only those bundles immediately affected by

the update (this is the bundle itself and all bundles relying on the updated bundle through tightly-coupled

package dependencies) are restarted whereas the remainder of the system is unaffected. However, only the

compositional state of the application is preserved across restarts. This is the information about which

bundles have been installed when the framework was last running and in which life-cycle state each individual

bundle has been in (installed, resolved, starting, active, stopping, uninstalled). Every bundle then gets started

again but is itself responsible for restoring any internal state, which includes services that it has bound to.

1/14/25, 9:17 AM Dependability as a cloud service - a modular approach | IEEE Conference Publication | IEEE Xplore

https://ieeexplore.ieee.org/document/6264688?partnum=6264688&searchProductType=IEEE Conferences 4/10



The only platform support in traditional OSGi for exter-nalizing bundle state is the Configuration Admin

service, an optional service described in the OSGi Compendium Specifications [17]. The configuration admin

is a service in the system capable of managing and persisting configuration data in a central location. Services

that want either to be externally configurable or want to persist their configuration data across restarts can

register as a Managed Service. This expresses its intent to receive configuration updates and gives the system

an interface through which it can push updates to the service. Every managed service is expected to identify

itself though a persistent identifier (PID) and announce this PID with its initial registration. The config admin

uses the PID of a service as a primary key for associ-ating configuration data to services. Configuration events

and changes are signaled to the managed service asynchronously, regardless of whether they are used by the

service itself (as illustrated in Figure 1) or an external bundle.

In the context of cloud computing, the most interesting and relevant property of the config admin is the

concept of a service identity. When migrating a service to a new machine, it has to be assured that the newly

created service instance can fully take over the role of the previous instance. Therefore, stateful services

implicitly build up their own identity based on their internal state and their history. Migration and failover

can be considered a “micro-reboot” of the service on a different machine. If all state could be stored as

configuration data then a distributed version of the configuration admin would turn managed services into

migratable services just as the ConfigAdmin allows stateful services to become restartable. In practice, the

storage capacity of the configuration admin and its unclear consistency model are prohibitive to this

approach. For instance, a configuration update always fully overwrites any previous configuration so that

when two writers are updating disjoint parts of the configuration concurrently the last writer wins and the

update from the earlier writer is lost.

However, just as systems like Zookeeper [18] are used in cloud deployments to manage configuration, a cloud-

scale version of an OSGi ConfigAdmin can be used to dynamically bind service instances to a richer instance

of storage to externalize the service state, e.g., a database system or a key-value store. The challenge of

building such a distributed ConfigAdmin for cloud deployments is to coordinate it with the distribution of

services. It is not feasible to have a single scope for configurations across all nodes since this would prohibit

multiple redundant copies of the same service. When a service needs to be migrated to a different machine,

however, the configuration has to be migrated with the service.

C. How OSGi Remote Service Admin Enables Non-local Execution

The Remote Service Admin aims at integrating distribution into the OSGi platform and has been part of the

OSGi Enterprise Specifications [19]. This service encapsulates the mechanism for importing remote services

into the scope of a local OSGi framework and exporting local OSGi services through distribution providers.

When a remote service is imported, a local proxy for the remote service is created and associated with the

distribution provider. Some distribution providers like our R-OSGi [15] system are able to operate

transparently, i.e., neither client nor service have to be rewritten to operate in a remote setup.

The API of the remote service admin is entirely imper-ative. Given a known URI or other identifier, the admin

provisions the local proxy and handles binding to the remote service reachable through this address, as long

as the service is reachable. Finding a service in the network and re-binding in the event of a failure is handled

by different components. All policy decisions are encapsulated in a Topology Manager which, e.g., is able to

detect clients that are querying the local framework for services and make use of service discovery protocols to

find matching services. However, the specifications do not mandate any particular functionality of the

topology manager but only specify the interfaces through which a possible topology manager can interact.

For a cloud setup with dependability requirements, the presence of an appropriate topology manager is

paramount. In the following section, we describe our service Clouddep that implements policies to ensure

Figure 1. Interaction between Bundle and Configuration Admin


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availability of services by acting as both a topology manager and a distributed configuration admin.

SECTION IV.

Towards a Dependability Service

The new service (that we call CloudDep) is designed to turn OSGi services into elastic units of deployment

which can be migrated and replicated across multiple cloud nodes to increase the availability and reliability of

the administered service. All that is required from the administered service is that it persists all of its internal

state either directly or indirectly through configurations and listens to configuration updates by implementing

the Managed Service interface of the configuration admin specification. CloudDep acts as a global entity in the

system (which can be implemented by a centralized backend or a distributed architecture) and takes over the

role of a local configuration admin and a local topology manager on each node of the cloud deployment. It also

monitors the service invocations to detect failures. We illustrate the features of CloudDep through three usage

cases.

A. Load Balancing

We consider a simple setup with a set of identical (pos-sibly stateful) remote service and a set of service clients

as illustrated by case ❶ in Figure 2. Thanks to its facet of being a topology manager, Clouddep has knowledge of

the remote service relationship and was involved in the setup of the binding. It had detected the local service

requests of the client bundles (e.g., through service lookup hooks as described in the remote service admin

specification) and has instructed the distribution provider to create the binding to one of the known remote

service instances. Furthermore, it has, either due to cooperation of the distribution provider or by wrapping

its created service proxy, instrumented the local proxy to gather information about the frequencies of service

invocation and response times. In the event that one remote service instance becomes overloaded, detectable

by an increase of invocations and an increase of the response time, CloudDep can re-bind a client to a different

service instance, thereby re-distributing the load among the service instances.

B. Failover

We now consider a setup with one or more clients and a single remote service. In the event of a service failure

(e.g., an uncaught runtime exception or the node hosting the remote service becoming unavailable) CloudDep

has captured the identity of the faulty service through its configuration admin facet. It can thereby instantiate

a new service by starting the corresponding bundle on a new node and inject the identity from the failed

service into the new instance, as shown in case ❷. This process is akin to what a microreboot would do on a

single node but here applied to a distributed setup. By applying the same rebinding as done for load

balancing, the existing client will be forced to now interact with the new service instance. If the latency of

service migration is an issue, CloudDep can be configured to keep hot-spare instances of the service. These are

running but unconfigured instances that have not yet received an identity. In the event of a service failure,

CloudDep can directly inject the identity into a hot-spare instance and create a more seamless failover.

C. Elastic Scalability

The third example combines the load balancing and the failover scenarios to enable elastic scalability of a

remote service. In the event of a service over-utilization, CloudDep can start a new instance of the service and

Figure 2. Different Use Cases for a Dependability Service. 1: Load balancing, 2: Failover, 3:

Elastic Scalability.


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bind some of the clients to the new service (see ❸ in Figure 2). A new identity is forked by CloudDep from an

existing configuration and can then develop independently from the original sibling. Scaling back to a smaller

number of service instances can be achieved by applying the failover strategy: moving all clients of a service to

a different existing instance and then dropping the service instance.

SECTION V.

Prototype And Experimental Evaluation

We have implemented a prototype of CloudDep that replicates configuration and manages failover for OSGi

services in a cloud setup. The prototype uses R-OSGi as a distribution provider and cooperates with the

protocol and the proxy handler to detect failures or service outages. The detection of failure is done through

either a simple timeout or an exception caused by the termination of a connection. Since we induce failures in

the experiments through terminating the connection, the latter detection is triggered. CloudDep can

furthermore either proactively start idle and unconfigured redundant instances of the service on a backup

machine or reactively start a new instance of the service on demand. In either case, the identity of the failed

service is injected into the new instance and the existing binding between the client and the no longer

available service is transparently altered to point to the new instance. The prototype blocks the failed service

request and replays the request to the new service instance as soon as it becomes available. We therefore

assume a fail-stop model in our setup.

For the experiment, we use a trend service that updates itself by periodically polling the most frequently used

#hash-tags from Twitter. The service is clustered by geographic regions, each instance of the service is

configured to handle a specific region that is set through its configuration. Since the service only handles the

ten most relevant results, it can afford to use the Configuration Admin interface to persist its internal state

and does not rely on, e.g., an external blob storage. In a realistic setup, the service would process the results

and, for instance, enrich the data with context links retrieved from Google Search or Wikipedia.

We use a single instance of the service and a single client that polls the service every second to receive the

latest trends. After one minute, we take the service down and let CloudDep handle the failure based on a

strategy that we have pre-configured.

In the first experiment, we have both the client and the service running in the same Java Virtual Machine and

on the same OSGi framework. Our failure recovery strategy resembles a microreboot of the service, i.e., we

stop the running service and restart it. In the second experiment, we run client and service in different cloud

instances and on different Java Virtual Machines and additionally keep a hot-spare VM for the fail over. When

the original service fails, we instantiate a new service instance on the hot-spare that becomes enabled when

CloudDep injects the configuration (i.e., geographic location and previously determined trends) into the

instance.

Table I summarizes the measured average service invocation time during normal operation and during the

failover. In the case of the microreboot, the invocation time during failover increases by a factor of 35 during

failover. The reason for this high increase is that in OSGi clients get a direct reference to the service object and

thereby a regular service invocation does not differ from any other method call in terms of latency. Enterprise

Java Beans, in contrast, are called through reflection. Furthermore, a bundle restart is potentially more

expensive than a microreboot of a single Enterprise Bean. However, the overall latency during failover is still

in the range of microseconds, which is very likely acceptable for the large majority of applications.

In the distributed case the baseline of an average regular service invocation is much higher and is in our setup

in the order of milliseconds. However, the failover increases the invocation time by only a factor of three. In

practice, this factor will vary with the amount of configuration data that needs to be migrated to restore the

Table I Service Invocation Latencies of the Trend Service


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service identity and the network used but more complex services are likely to also have higher baseline

invocation times. In both the local and the distributed case, only a single service invocation is temporarily

blocked and experiences a higher latency. Further invocations continue to operate at normal latency.

The results illustrate the viability of our approach for a large class of applications. Microreboots are an option

for recovery from failures, especially when the service is already accessed from a different host. In this case,

the latency of the microreboot is within the noise of a remote service invocation. When entire nodes fail or

become unreachable, migration of services to different machines are also feasible and do not affect the client

significantly. We have, however, assumed that the cloud instance for failover is already instantiated. In our

setup, we used an Eucalyptus cluster that requires in average 85 seconds to boot up a new instance to the

point where we can interact with it. This latency is unlikely to be acceptable for cloud services but is a

common problem of IaaS solutions.

SECTION VI.

Conclusion

We expect dependability to become an increasing problem for cloud services. Our premise is that traditional

ways of structuring such systems provide insufficient flexibility and cannot deal with failures or elasticity

requirements as they occur in cloud setups. We have therefore proposed a modu-lar, loosely-coupled

approach for building cloud services and have illustrated the concrete challenges using the example of OSGi, a

widely used standard for modularity for the Java language. The result of this effort is CloudDep, a

dependability service for OSGi that takes care of countering service failures by migrating the identity of the

service to a new machine. The experimental results of our prototype implementation show that migration to

an existing node is feasible and the impact on the service invocation time is acceptable for most applications.
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Abstract—Failures of services on cloud platforms are only to
be expected. To deal with such failures, one is naturally inclined
to use the traditional measure of replication. However, repli-
cation of services on distributed cloud platforms poses several
challenges that are not well met by today’s Java middleware
systems. These challenges are the need to isolate state in the
application components so that easy migration and recovery
are possible and the requirement for client transparency
when dealing with different replicated service instances. For
example, Java Enterprise Edition (JEE) makes it difficult to
have transparent replication of services due to the above two
reasons plus the fine-grained nature of interactions between
its components (the Enterprise Java Beans). In this paper,
we show parts of the design of OSGi, a specification defining
a dynamic component system in Java, that make it suitable
for the above task. We then propose two extensions to OSGi
which will allow exposing and exporting application component
state and transparent invocation of service instances. These two
together can enable easy replication and recovery from failures
in cloud environments. We show through experiments that our
prototype can migrate a failed service quickly enough to a new
machine so that a client experiences only a moderate increase
in service invocation time during system recovery.

I. INTRODUCTION

A decision to move away from privately owned computer

resources and towards cloud computing is affected by a

variety of factors, dependability being one of them. Depend-

ability is usually defined through its attributes of availability,

reliability, safety, integrity, and maintainability [1]. In a

complex system, the overall dependability of the system

depends on the corresponding attributes of its components.

What changes in cloud computing is that one important

component—the platform—is no longer under one’s own

control. Depending on the type of the cloud service, the

platform may mean one of several things; at least it includes

the physical machine but may also include higher layers like

a complete runtime system. This arguably outsources part of

the maintenance problem while introducing new challenges.

Most importantly, the underlying physical resources (i.e.,

the machines and the network) are shared between multiple

customers and applications and cannot be actively managed.

This is often perceived to be a threat to the overall depend-

ability [2], [3], [4].

Typical ways of mitigating these threats in a cloud com-

puting environment revolve around introducing redundancy

into the system, especially for increased availability and

reliability. Since adverse incidents can always render a single

instance of a functional unit unusable, the hope is that

by creating multiple copies of the component a sufficient

number of copies always survive to deliver the service

without degradation. This idea is neither new nor specific

to cloud computing and has been successfully applied many

many times in earlier distributed systems such as clusters or

grids [5], [6]. In cloud computing, however, the effectiveness

of redundancy benefits from two particular factors. First,

the elasticity of the resource fabric makes redundancy more

agile and more affordable. This means that it is possible

to acquire additional resources for increasing the degree

of redundancy in response to perceived threats much more

easily than it can be done in traditional hosted environments.

Second, the resource fabric is typically globally distributed,

thereby allowing intelligent placement to guard against high-

impact outages that would be much harder to circumvent in a

hosted environment. By spanning multiple geographic zones,

a system can survive even an outage of an entire data center

that could be caused by a natural disaster or a far-reaching

power outage.

Unfortunately, not every component of a complex system

can easily profit from redundancy. Components that have

state in them cannot be easily split up for purposes of repli-

cating the parts to different replication degrees and executed

on different machines. There have been prior attempts to

address this by structuring web services such that most of

the components are stateless and the few stateful components

expose their state in an orderly manner. Thereby, it can be

handled through special, and more expensive, mechanisms

such as database replication. However, we discern that this

kind of structuring of applications is becoming harder to

do. Web services are becoming contextualized by various

factors including the user, the client environment, the results

of prior requests, and interactions with coordinating and

collaborating web services. For example, with the advent

of social networks, the services are contextualized by the

user profiles and for a rich interactive user experience, the
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state (in this case, the profile) is driving the majority of

the functionality. Therefore, our position is that existing

mechanisms for structuring applications for purposes of

reliability will no longer work with emerging web services,

that are being hosted on the cloud.

The effectiveness of elasticity depends to a high degree

on the coupling of components. Systems with fine granular

components tend to suffer from a high degree of entangle-

ment, hence limiting the flexibility of selectively replicating

components since all tightly-coupled components usually

have to reside on the same host. Consider for example,

Enterprise Java Beans running on a JEE middleware are

typically structured to have final granularity and with fre-

quent invocations between them, both of which highlight

the challenges of replication for cloud environments.

In this paper, we discuss how a dependability service

can be built on the OSGi framework. OSGi is a set of

specifications [7] that defines a dynamic component system

for Java. These specifications enable a development model

where applications are dynamically composed of many dif-

ferent reusable components. The OSGi specifications enable

components to hide their implementations from other com-

ponents while communicating through services, which are

objects that are specifically shared between components. We

show why a module system for Java, like OSGi, makes our

goal simpler to achieve and then show how the dependability

service can be architected using features already provided by

OSGi. We propose an extension to the OSGi standard that

acts as a dependability service, which we call CLOUDDEP.

The service provides the following dependability properties:

1) Re-deployment: Migrating the application to a new

physical machine or a different data center when the

underlying platform fails.

2) Clustering: Eliminating single points of failure in the

system by replicating functional units.

3) Elasticity and Load-balancing: Distributing the load to

a flexible pool of resources to avoid overloading single

instances.

II. SOFTWARE MODULARITY AND DEPENDABILITY

Software modules are self-contained functional units of

encapsulation. They contain data and functions, objects,

or other entities of the programming languages used to

implement them. Ideally, the correctness of a modular sys-

tem depends only on the correctness of its modules and

the correctness of a single module does not depend on

other modules [8]. The requirement of being self-contained,

however does not automatically imply full isolation. Many

implementations of module technology allow modules to be

declaratively self-contained, i.e., they not only rely on their

own content but can additionally declare dependencies to

other modules and have access to their accessible content.

In such setups, the effects of errors occurring in a single

module are still restricted to cause faults in this module

or any module that has a declared dependency but not in

unrelated modules.

This property has been successfully exploited to increase

the fault-tolerance of systems. For instance, in the Actor

model [9] the modular units are fully isolated and can only

communicate through explicit message passing.

Micro Kernel Operating Systems [10] restrict themselves

to implement only the minimally necessary functionality in

the kernel and outsource the remaining responsibilities into

separate user-space modules. Thereby, faults in one module

cannot affect other modules or the privileged kernel.

Microreboots [11] describe a methodology for recovering

a system by rebooting only a subset of affected components,

in the concrete example Enterprise Java Beans (EJBs).

The design approach is to keep application state carefully

parceled away in separate state stores which are only ac-

cessed through well-defined interfaces. Thus, the application

components can be recovered by rebooting them (since the

rebooting is fast in the absence of state, it is called microre-

booting), while the state store can persist across reboots.

This approach shares some similarities with our proposed

approach. However, in order to be micro-rebootable, the

components need to be well-isolated and stateless except

for externalized application state kept in specialized state

stores. Such compartmentalization is non-trivial to do in the

context of JEE because of the reasons mentioned earlier

(tight coupling and fine granular decomposition).

III. OSGI

A. OSGi Background

OSGi is a set of standards for modularity on the Java

virtual machine released and maintained by the OSGi Al-

liance. Originally, it was developed by several major ven-

dors to solve an availability problem on embedded home

gateway machines [12]. The intention was that multiple

software components should be able to co-exist on the same

hardware while each of the software packages needs to

run continuously and over long periods of time, even in

scenarios that require periodic maintenance updates to the

software. To enable dynamic updates without stoppage, it

aimed at overcoming the traditional entanglement of small-

granular objects and formed larger modules that can be

managed individually and composed to form applications.

OSGi defines a unit of modularity as the Bundle, which is a

deployable Java JAR file enriched with additional meta-data.

Most importantly, this meta-data describes which packages

are exported, i.e., accessible to other bundles, and which

packages it needs to import from other bundles. Recently,

OSGi has successfully entered the domain of enterprise

software and most major Java application servers (e.g.,

IBM WebSphere, JBoss, Oracle WebLogic, Spring Dynamic

Module Platform) are by now internally based on the OSGi

technology.







instance, thereby re-distributing the load among the service

instances.

B. Failover

We now consider a setup with one or more clients and

a single remote service. In the event of a service failure

(e.g., an uncaught runtime exception or the node hosting

the remote service becoming unavailable) CLOUDDEP has

captured the identity of the faulty service through its configu-

ration admin facet. It can thereby instantiate a new service by

starting the corresponding bundle on a new node and inject

the identity from the failed service into the new instance, as

shown in case ➋. This process is akin to what a microreboot

would do on a single node but here applied to a distributed

setup. By applying the same rebinding as done for load

balancing, the existing client will be forced to now interact

with the new service instance. If the latency of service

migration is an issue, CLOUDDEP can be configured to keep

hot-spare instances of the service. These are running but

unconfigured instances that have not yet received an identity.

In the event of a service failure, CLOUDDEP can directly

inject the identity into a hot-spare instance and create a more

seamless failover.

C. Elastic Scalability

The third example combines the load balancing and the

failover scenarios to enable elastic scalability of a remote

service. In the event of a service over-utilization, CLOUD-

DEP can start a new instance of the service and bind some

of the clients to the new service (see ➌ in Figure 2). A

new identity is forked by CLOUDDEP from an existing

configuration and can then develop independently from the

original sibling. Scaling back to a smaller number of service

instances can be achieved by applying the failover strategy:

moving all clients of a service to a different existing instance

and then dropping the service instance.

V. PROTOTYPE AND EXPERIMENTAL EVALUATION

We have implemented a prototype of CLOUDDEP that

replicates configuration and manages failover for OSGi

services in a cloud setup. The prototype uses R-OSGi as

a distribution provider and cooperates with the protocol

and the proxy handler to detect failures or service outages.

The detection of failure is done through either a simple

timeout or an exception caused by the termination of a

connection. Since we induce failures in the experiments

through terminating the connection, the latter detection is

triggered. CLOUDDEP can furthermore either proactively

start idle and unconfigured redundant instances of the service

on a backup machine or reactively start a new instance

of the service on demand. In either case, the identity of

the failed service is injected into the new instance and

the existing binding between the client and the no longer

available service is transparently altered to point to the new

Microreboot Migration

avg. inv. time (T ) 7.23µs± 1.06µs 1.22ms± 0.15ms

avg. T during failover 266.29µs± 34.90µs 4.01ms± 0.66ms

relative overhead 3581% 229%

Table I
SERVICE INVOCATION LATENCIES OF THE TREND SERVICE

instance. The prototype blocks the failed service request and

replays the request to the new service instance as soon as

it becomes available. We therefore assume a fail-stop model

in our setup.

For the experiment, we use a trend service that updates

itself by periodically polling the most frequently used #hash-

tags from Twitter. The service is clustered by geographic

regions, each instance of the service is configured to handle

a specific region that is set through its configuration. Since

the service only handles the ten most relevant results, it can

afford to use the Configuration Admin interface to persist

its internal state and does not rely on, e.g., an external blob

storage. In a realistic setup, the service would process the

results and, for instance, enrich the data with context links

retrieved from Google Search or Wikipedia.

We use a single instance of the service and a single

client that polls the service every second to receive the latest

trends. After one minute, we take the service down and let

CLOUDDEP handle the failure based on a strategy that we

have pre-configured.

In the first experiment, we have both the client and the

service running in the same Java Virtual Machine and on

the same OSGi framework. Our failure recovery strategy

resembles a microreboot of the service, i.e., we stop the

running service and restart it. In the second experiment, we

run client and service in different cloud instances and on

different Java Virtual Machines and additionally keep a hot-

spare VM for the failover. When the original service fails,

we instantiate a new service instance on the hot-spare that

becomes enabled when CLOUDDEP injects the configuration

(i.e., geographic location and previously determined trends)

into the instance.

Table I summarizes the measured average service invoca-

tion time during normal operation and during the failover.

In the case of the microreboot, the invocation time during

failover increases by a factor of 35 during failover. The

reason for this high increase is that in OSGi clients get a

direct reference to the service object and thereby a regular

service invocation does not differ from any other method

call in terms of latency. Enterprise Java Beans, in contrast,

are called through reflection. Furthermore, a bundle restart

is potentially more expensive than a microreboot of a single

Enterprise Bean. However, the overall latency during failover

is still in the range of microseconds, which is very likely

acceptable for the large majority of applications.

In the distributed case the baseline of an average regular



service invocation is much higher and is in our setup in

the order of milliseconds. However, the failover increases

the invocation time by only a factor of three. In practice,

this factor will vary with the amount of configuration data

that needs to be migrated to restore the service identity and

the network used but more complex services are likely to

also have higher baseline invocation times. In both the local

and the distributed case, only a single service invocation

is temporarily blocked and experiences a higher latency.

Further invocations continue to operate at normal latency.

The results illustrate the viability of our approach for a

large class of applications. Microreboots are an option for

recovery from failures, especially when the service is already

accessed from a different host. In this case, the latency

of the microreboot is within the noise of a remote service

invocation. When entire nodes fail or become unreachable,

migration of services to different machines are also feasible

and do not affect the client significantly. We have, however,

assumed that the cloud instance for failover is already

instantiated. In our setup, we used an Eucalyptus cluster that

requires in average 85 seconds to boot up a new instance

to the point where we can interact with it. This latency is

unlikely to be acceptable for cloud services but is a common

problem of IaaS solutions.

VI. CONCLUSION

We expect dependability to become an increasing problem

for cloud services. Our premise is that traditional ways of

structuring such systems provide insufficient flexibility and

cannot deal with failures or elasticity requirements as they

occur in cloud setups. We have therefore proposed a modu-

lar, loosely-coupled approach for building cloud services and

have illustrated the concrete challenges using the example

of OSGi, a widely used standard for modularity for the

Java language. The result of this effort is CLOUDDEP, a

dependability service for OSGi that takes care of countering

service failures by migrating the identity of the service to

a new machine. The experimental results of our prototype

implementation show that migration to an existing node is

feasible and the impact on the service invocation time is

acceptable for most applications.
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Abstract

Cloud computing enables access to an almost unlimited

amount of resources combined with usage-based account-

ing. However, due to their design a lot of applications are

not able to exploit the elasticity provided by the cloud. In

this paper, we introduce several mechanisms that allow ex-

ploitation of the component structure of applications in order

to scale them in a cloud computing cluster. We present our

OSGi-inspired component framework COSCA that auto-

matically manages elastic deployment of component-based

applications. It isolates components of different applications

and hides distribution using a virtualized and distributed

OSGi-like framework. We present the results of several ex-

periments which show that scalability of component-based

applications benefits from such a platform. Moreover, we

show how lightweight and agile component-based scale-out

is. Our approach eases the usage of cloud resources and

scalability for component-based applications.

Categories and Subject Descriptors D.2.11 [Software En-

gineering]: Software Architectures—Domain-specific archi-

tectures; D.3.3 [Programming Languages]: Language Con-

structs and Features—Frameworks

Keywords PaaS, cloud computing, scalability, elasticity,

component, OSGi

1. Introduction

Cloud computing increases the flexibility of companies as

they can move away from on-premise hosting to large scale

hosting providers. Tenants can use a huge amount of re-

sources with no need for a large initial investment. Another

big advantage of cloud computing is elasticity. One prob-

lem, however, is to deploy and scale applications so that

they can benefit from the sheer unlimited resources. In early

cloud computing systems (i.e. IaaS), the resource alloca-
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tion is manual. Tenants have to explicitly add resources,

whereas the resource allocation in these systems is usu-

ally very coarse-grained (i.e. completely virtual machines).

Thus, tenants have to split applications into pieces, deploy

them onto virtual machine images, develop automatic re-

source allocation and do many administrative tasks such

as application reconfiguration for seamless scaling, which

is a complex task. In the past, a lot of new programming

paradigms were developed towards scalability support for

applications [1, 2]. New languages or even new program-

ming models (e.g. Map Reduce) were designed. However,

they fundamentally change the way applications are built

and do not address the huge amount of existing code. They

need a complete redesign of existing applications and finally

do not match all applications.

In this paper, we argue that the component structure of

well-designed software can be exploited to provide scalabil-

ity in cloud computing systems. We propose a PaaS system

on which component-based applications could be uploaded,

are analyzed with respect to the component structure and

used for distribution. It fully automates resource provision-

ing and deployment. We show how to monitor interaction

between software modules, thus being able to decide when

the ideal time is for scaling in or out. Our framework man-

ages the distribution between cluster nodes and uses service

interaction on node edges. As a consequence, resource al-

location is implicitly provided. As scalability does not de-

pend on large deployment units such as virtual machines,

it is quite fine-grained and thereby very agile. Thus, it be-

comes possible to adapt applications in real-time to changes

in load, infrastructure and objective function. Our prototype

uses Java and a component model equivalent to OSGi [13].

Section 2 of this paper summarizes and discusses issues

with respect to scalability. In Section 3, we introduce the

OSGi programming model. Section 4 sketches the concep-

tual background of our component-based approach that is

implemented and evaluated in Section 5. Before we con-

clude, we present related work in Section 6.

2. Scalability using a component structure

A major feature of cloud computing is elasticity. Applica-

tions that are compatible with the cloud model can make use

of nearly unlimited resources. Elasticity is typically achieved



by scaling applications code. In general, scalability can be

vertical or horizontal. Vertical scalability is addressed by in-

creasing the power of nodes whereas horizontal scalability

uses more nodes for the same job. The latter is mainly used

in cloud computing.

One way to provide horizontal scalability is to repli-

cate application code onto multiple nodes so as to distribute

workload to available instances. Both the unit of replication

and of distribution typically depend on the deployment unit.

A IaaS deployment, e.g., can provide scalability by repli-

cating virtual machines. Distributing and replicating a large

amount of data, however, creates a lot of overhead and the

way the platform can respond to workload peaks is rough.

The approach presented in this paper proposes a more

fine-grained and thus agile structure by distributing com-

ponents. Components are self-contained pieces of software.

They are generally considered to be larger units of composi-

tion than objects [12]. In well-designed software, these com-

ponents have high cohesion internally and low coupling to

the outside. They encapsulate a dedicated functionality ac-

cessible via a special interface and are thus ideal parts for

distribution. Distributing application on component level has

many advantages. Using components, a platform can repli-

cate exactly those parts of the application that form a bottle-

neck by introducing a minimum of overhead. On the other

hand, when components use a lot of static resources (e.g.

memory), the platform can keep the amount of instances

low and improve its utilization by redirecting requests from

many consumers.

3. OSGi

OSGi [13] is a common industry standard to modularize

applications. It allows installation, updating, and uninstal-

lation of software components at runtime without the need

to restart the entire platform. Thus, it perfectly matches

long running server applications that should remain recon-

figurable.

The OSGi platform consists of multiple layers that pro-

vide different abstractions of interaction between compo-

nents. The module layer is the lowest logical layer of OSGi.

It defines the basis of the module concept. In OSGi, applica-

tion code is parted into modules called bundles. They contain

a manifest file describing bundle properties such as bundle

name and version. Initially, bundles are completely isolated

from each other. However, code sharing on the basis of Java

packages is possible between bundles. For this purpose, the

bundle manifest can specify which code is to be imported

from other bundles and which of its own code is accessible

for other bundles. OSGi framework implementations realize

the isolation of bundles by assigning each bundle a separate

Java class loader. It connects class loaders according to the

imports in the respective bundle manifest.

The service layer realizes a services-oriented and thus

loosely-coupled system. The major entity of this layer is the

service registry. It allows bundles to register services under

a certain interface. Other bundles can look up registered ser-

vices in the registry and use them to implement their required

functionality. Bundles are allowed to register and unregis-

ter services at any time. For this purpose, OSGi provides an

event concept to notify service users about changes.

The distributed OSGi specification extends the OSGi

model. It allows services running in another container to

be accessed. The container can even run on another node.

Remote services can be accessed as a usual service via the

service registry. However, this does not cover scalability and

cases with one consumer and multiple providers. When us-

ing a service proposed in the distributed OSGi specification

all registered services appear as individual entities in the reg-

istry and thus it remains the task of the application to manage

scalability and choose the references for each request. Yet, it

provides no support for automatic scale-out.

4. COSCA

COSCA is a Java-based PaaS platform that uses an OSGi-

inspired programming model [8]. It is designed to bring

OSGi functionality to large scale systems.

COSCA aims at hosting multiple OSGi-based appli-

cations on shared third-party hardware. For deployment

and management, it introduces the concept of applications

that are composed of multiple bundles (i.e. components).

COSCA applications can be directly deployed onto the plat-

form. Being aware of this relationship, bundles that belong

to an application are treated as a single entity. Yet, deploying

multiple applications on a single node requires separation.

For that purpose, the COSCA platform provides isolated

OSGi-like environments for each application. We call these

environments virtualized frameworks. Virtualized frame-

works are very lightweight and aware of the mapping of bun-

dles to applications (i.e. they only wire bundles of the same

application). As multiple frameworks can run in the same

JVM, creating a virtualized framework generates a very low

footprint. COSCA can thus host multiple applications on a

single host without using an additional IaaS layer that causes

additional overhead. To separate applications, the platform

uses different mechanisms on both module and service lay-

ers. On the module layer, it uses mechanisms of classloaders

and security managers to separate applications. For isolation,

the framework ensures that classloaders of different applica-

tions can only access their own specific code base and are

not connected during wiring. Thus, bundles can only im-

port packages that they export in an appropriate framework.

Furthermore, we use security-manager features to prohibit

access to Java functionality that may endanger isolation,

and to limit access to dedicated resources (e.g. only parts

of the file system). On the service layer, each application

has its own service registry. Thus, when an application looks

up a service, it will only see those it has registered before.

Similarly, framework, bundle, and service events are only
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Figure 1. Deployment and Architecture

published to the application of the corresponding tenant. An

optional runtime layer [8] allows for additional separation,

such as separating threads, file system, and network.

Fig. 1 summarizes the architecture. One option is (a) to

run COSCA as a single entity on a computing node. It pro-

vides a central Java-based platform to deploy multiple appli-

cations in this case. When an application requires higher iso-

lation (e.g. to prioritize application execution on OS level),

it is (b) also possible to separate an application by spawn-

ing another dedicated JVM on this node. In this case, we

have multiple instances of the platform running on one node.

The COSCA frameworks with multiple nodes form a dis-

tributed PaaS system. Applications may have bundles that

are deployed on multiple nodes. This allows us to address

load balancing and scalability.

4.1 Component-based scalability

The OSGi service platform concept provides an elegant way

of deploying component-based applications. However, cur-

rent frameworks lack functionality to exploit scalability in

the cloud. This includes platform support for distribution,

automatic load balancing, and a mechanism that decides

when to scale. It also requires automatic deployment support

when the platform scales out.

For that purpose, we introduce a number of services for

scalability support. In the following, we describe services

that can be used to distribute applications among multiple

nodes and to transparently access them using remote ser-

vices. We describe strategies on how to handle services that

exist on the local as well as on distributed nodes.

Distributed Service Registry Our distributed service reg-

istry is the central unit that manages and eases distributed

deployment of applications. It supports adding the capac-

ity of an additional node to an application by seamlessly

extending a virtual framework among multiple nodes. It is

aware of redundant service instances in case of replication.

When applications get deployed on different nodes (e.g. dur-

ing scale-out), our distributed service registry connects the

virtual frameworks by synchronizing the services that are

available for an OSGi application. Whenever a service gets

registered, the registry automatically distributes the service

by exporting it via a distribution provider (i.e. remote service

specification) and publishes it within an application-specific

distributed registry. Thus, the platform can handle applica-

tions that exceed the resources of one physical node, e.g.,

when the node does not have enough memory. Another ex-

ample is an application that has high workload in some com-

ponents. Replicating these components to an additional node

is one solution in this case.

Platform support for elasticity In order to provide plat-

form support for elasticity, we introduce the concept of vir-

tual services that addresses two different issues. The first is-

sue affects scaling support. To distribute applications among

different nodes, we use the capabilities of the remote admin

service that allows access of services on a remote host via a

URL using an OSGi-compliant RPC. These services, how-

ever, appear as dedicated units in the service registry. In this

case, the application has to cope with scalability which is

complicated, error-prone and is not applicable to legacy ap-

plications. The second issue concerns the statically designed

references to services. When a service consumer looks up a

service in an OSGi framework, it will get a direct reference

to the service implementation. As a consequence, the plat-

form is no longer able to balance requests to another instance

or to transparently migrate components within the cluster.

For supporting scalability and migration, virtual services

decouple service consumers from service providers. Virtual

services are automatically created by our distributed service

registry and are a facade to real services. Our platform thus

decouples the logical service reference from the service in-

stance. Decoupling provides flexible mapping between the

service reference and the actual service. Initially, in a non-

replicated application, virtual services point to local ser-

vices. When scaling, they can add further service instances

to the pool of services (see Fig. 2). For scaling support, they

support strategies such as a random strategy, a weighted ran-

dom strategy (incorporating the workload of nodes), or even

a strategy with stickiness to address state.

Monitoring and automatic deployment When deploying

component-based applications, one challenge is to detect

and locate overload situations. Whenever a node gets over-

loaded it becomes noticeable due to typical operating system

parameters such as high CPU usage or high memory con-

sumption. Whereas this is enough in virtual-machine–based

deployments (e.g. IaaS), detection in a component-based ap-

plication gets more complicated as there is no direct map-

ping of component utilization to operating system param-

eters. For a fine-grained automatic scale-out it is essential

to locate bottleneck components. For that purpose, our plat-

form includes a monitoring service observing service invo-

cations that represent the interaction between components.

To estimate utilization of a component, we can measure ei-

ther the time an invocation takes or the resources such as

CPU time a thread in a service call consumes. The plat-

form thus knows which component consumes how much re-

sources. When components consume a high percentage of

local resources, it may be replicated. When resources of a
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node are exhausted, components are migrated. When mon-

itoring resources, nested calls (i.e. when a service calls an-

other service) are not easy to handle. Our monitoring service,

therefore, uses a stack-based algorithm that stores CPU time

consumed by nested invocations in the current stack frame.

Thus the exact resource usage of the current component can

be deduced by subtracting resources consumed outside, and

overload situations can be detected.

To enable automatic scale-out and scale-in, we developed

an internal REST-based API that allows frameworks to con-

trol the life-cycle of both applications and dedicated bundle

instances of other frameworks (e.g., install, start, stop, up-

date, and uninstall). An additional web interface allows users

to manage and monitor applications.

4.2 Optimizations

Our platform has further optimizations to handle component

distribution.

Coupling of components Components can have different

types of coupling. Whereas loosely coupled components

are ideal to scale, tightly coupled components may incur

high communication load and dependability issues when

distributing (e.g. when importing packages via the OSGi

module layer). Depending on the coupling it may or may

not be better to distribute components. For that purpose,

our platform has a mechanism that detects the coupling

between components. It mainly uses facts from OSGi wiring

and investigates inter-component package imports. When

there is high coupling (e.g. importing an implementation

of a class), we treat these components as one unit which

can only be scaled together. Conversely, the platform marks

components with low coupling as scalable.

Addressing state When scaling services, state may become

a challenge as it directly affects the possibilities of distribu-

tion and scaling. Whereas requests to stateless services can

be arbitrarily distributed to available instances, multiple re-

quests to stateful service have to be routed to the same ser-

vice. On our platform this issue reflects on the component

composition. The platform supports the issue on both de-

ployment (i.e. component) and service (i.e. request) level.

On the component level, the platform allows single com-

ponents to be prohibited from scaling. Indeed, this limits

the scalability of applications. In cases where it decreases

performance, developers can further optimize their applica-

tions. They can exploit the component structure to separate

state from computational components, e.g. by outsourcing

them into a state management component. A particular ex-

tract is to use a service that manages state in the backend.

webserver frontend
imageservice

imageservice

Figure 3. Plot Application

Depending on the state, a—possibly replicated—database

service can store state. A distributed coordination service

(e.g. ZooKeeper) and the configuration admin service pro-

posed by OSGi are examples of that. On the service level,

the platform can use a sticky policy and wire single service

consumers to distinct service providers so that they access

the same state.

5. Implementation and Evaluation

In our implementation, we integrated the proposed services

into our cloud platform COSCA [8]. We use R-OSGi as dis-

tribution provider and Zookeeper [7] as backend for our dis-

tributed service registry. Management services such as the

backend and internal services for topology and infrastruc-

ture information run in an additional administrative applica-

tion on a dedicated virtualized framework. As these services

should stay highly available, we allow replication of the ser-

vices to multiple nodes (in conjunction with Zookeeper).

For our evaluation, we use two nodes equipped with an

Intel Core2Duo CPU with 4 GB of main memory connected

by a one gigabit Ethernet switch.

5.1 Experiment A

In our first experiment, we deploy an application that visu-

alizes data by plotting a given dataset into a PNG image.

Fig. 3 shows the component structure of this application. A

servlet-based frontend forwards requests to an images ser-

vice that plots the image using the open source Java library

JFreeChart.1

Methodology We use three nodes to generate a synthetic

workload. Each node simulates eight clients that simultane-

ously access the web service. As a result, we simulate 24

clients that continuously request plots.

Experiment A1 We first run the application on one node.

In this setup, we achieved 61 requests per second (Table 1).

When stressing the application, the platform detects high

workload in the image service and replicates the correspond-

ing bundle to an additional node. After scale-out, we mea-

sured 118 requests per second (193.8 %). Although we use a

simple random strategy that equally distributes the requests

to available nodes, the performance almost doubles.

5.2 Experiment B

In our second experiment, we deploy an ordinary OSGi ap-

plication that was originally not developed for scalability. It

calculates ideal routes between given waypoints on a map.

1 http://www.jfree.org/jfreechart/



one node two nodes

request/s 61 ± 2.35 118 ± 4.01

relative 100% 193.8%

Table 1. Experiment A1
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Figure 4. Navigation Application

Users can provide routes via a map on a website provided by

the frontend bundle (see Fig. 4). The frontend uses a web-

server to host the servlets. The path-finding service calcu-

lates the route using a contraction hierarchy algorithm [5]. It

uses a KD-tree to map GPS coordinates to an internal data

structure. This data structure is very efficient but consumes

a lot of memory.

Methodology In our experiment, we use three nodes to

generate a synthetic workload. Each node simulates 20

clients that simultaneously access the web service. As a re-

sult, we simulate 60 clients that continuously request routes.

Experiment B1 We first measured the speedup when this

application is scaled-out due to high load (see Table 2).

When running the application on a single node, we observe

an overall throughput of 194 requests per second. After our

monitoring service detects the high workload at the path-

finding service, it scales it out on an additional node. As both

the KD-tree and the frontend bundle cause relatively low

workload, the platform will not replicate them. Especially

not replicating the KD-tree saves a lot of memory. After au-

tomatic scaling, we measure a throughput of 312 routing re-

quests per second (160.8 %). The difference (39 %) to linear

scalability is twofold. On the one hand, each path-finding

service has to communicate backwards to the KD-tree to

resolve coordinates. This causes unnecessary overhead in

a distributed environment. Modifying the path-finding ser-

vice to start routing with already resolved coordinates may

clearly improve performance. On the other hand, we also

observe that while the first computing node is fully utilized

the second is not. The reason is that we use a random strat-

egy which uniformly distributes requests to available path

finding services. As the first node has to manage webserver,

frontend, KD-tree and one of the path-finding instances, it

has more workload than the other node hosting just an in-

stance of the path-finding service.

To address such a bottleneck, we may use a load-aware

strategy and distribute requests with respect to the work-

load of nodes. Using such a strategy, the additional nodes

would receive more workload in contrast to the node host-

ing the webserver, frontend bundle, and KD-tree. A deploy-

ment strategy could also improve utilization. For example,

one node two nodes

request/s 194 ± 2.68 312 ± 4.35

relative 100% 160.8%

Table 2. Experiment B1

scale application scale service

time(ms) 3212 64

relative 100% 2%

Table 3. Experiment B2

we could migrate the bundle with the routing service to an-

other node so that the first node only hosts the webserver,

frontend bundle, and KD-tree whereas the path finding ser-

vice is hosted on the additional acquired nodes. Evaluation

of these options is topic of further research.

Experiment B2 In this experiment, we compare the time

needed to scale-out individual components in contrast to a

complete application. We measure how long it takes to start

a new replica of the path-finding component compared to the

time for starting a second routing application containing all

components. The latter would be the default for scale-out in

standard clouds. Table 3 shows the results. For our path find-

ing service, we measure a startup time of 64 ms. In contrast,

a complete application start up takes about 3200 ms, mainly

caused by initializing the KD-tree. As a result, a component-

based scale-out is about 50 times faster than replicating the

complete application. Further benefit can be observed when

comparing with a virtual machine replication in a IaaS setup.

6. Related work

In recent years, several new programming paradigms have

been developed to support scalability and to map computa-

tion onto a cluster of nodes. One popular paradigm is Map

Reduce [2] that Google introduced in 2008. It allows large

jobs to be scale by splitting them into independent smaller

ones to distribute them. Other examples are task processing

systems from grid computing such as the Globus Toolkit [4]

that uses web-service technologies to distribute grid jobs to a

computational cluster. However, they only address computa-

tional jobs and do not match server applications. Message

passing systems such as OpenMPI [3] are another mech-

anism to achieve scalability. In comparison to our work,

they lack a mechanism for component composition and their

programming model does not provide support for applica-

tion deployment [10]. CORBA [18] introduces a component

model [11] and proposes some parallel extensions [15], but

the tight coupling between objects with respect to depen-

dencies hinders flexibility and adaptability of applications.

A2-VM [17] and JESSICA [9] are JVMs to execute appli-

cations on multiple nodes. Instead of components, they use

threads as a distribution unit combined with a distributed

shared memory.



There are already some commercial and open source

platforms available that fully manage deployment. Con-

PaaS [14] is a PaaS platform that allows deployment of

general server applications that consist of multiple parts. In

contrast to COSCA, it uses a coarser granularity for compo-

sition (processes). As a consequence, to scale an application

in ConPaaS it has to be compiled to multiple processes that

may communicate through IPC mechanisms such as sock-

ets. In COSCA, we use software components for distribu-

tion. We exploit the fact that in software engineering well-

designed software already consists of multiple components

that are loosely coupled. These components may reside in

one process as long as they are running on one node. During

scaling, we implicitly add IPC mechanisms between com-

ponents. Google App Engine2 provides a Python, Java and

Go environment. Yet, it limits the programming model to

web servlets and developers have to use the AppEngine’s

proprietary APIs that restrict application portability so as to

run them exclusively in the Google cloud. Currently, it does

not provide high-level support for composing applications

from fine-grained components. OpenShift Flex3 and Cloud

Foundry4 are open source PaaS systems. Yet, none of them

supports component-based deployment and scaling.

The cloud provider Force.com proposes APEX [1], a new

programming language to support scalability. New program-

ming paradigms, however, require a fundamental redesign

of existing applications. CLOUDdep [16] introduces a ser-

vice to support easy replication and recovery from failures

in OSGi cloud environments. For replication, they use a mi-

cro boot mechanism. In contrast to our work, they focus on

a service that makes OSGi service references dependable.

7. Conclusion

Scaling of applications is not an easy task. In this paper, we

propose an approach to exploit a component-based structure

to scale applications within a cloud computing cluster. We

introduce services that allow transparent resource allocation

as well as distribution of components on multiple computing

nodes. They monitor distinct components of an application

and decide when to scale out and in. Our prototype uses Java

and an OSGi model. It fully automates elastic cloud resource

provisioning and does not require any manual setup. As there

are OSGi framework implementations for a wide range of

devices, cloud applications remain portable and thus it is

easy to move them from on-premise hosting to the cloud and

vice versa.

As cloud environments are often built up from commod-

ity hardware, they tend to fail. In future work, we will evalu-

ate how we can extend our methodology to such undepend-

able environments in order to provide fault tolerance [6].

2 http://appengine.google.com
3 http://openshift.redhat.com/app/flex
4 http://www.cloudfoundry.com
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ABSTRACT
Event processing languages (EPLs) for Complex Event Processing 
(CEP) systems are descriptive in nature. This allows the authoring 
of event processing applications at a higher level of abstraction. 
However, they are less suitable for dealing with low-level tasks, 
such as String manipulation, and other programming-in-the-small 
problems. In addition, current EPL implementations lack the 
richness of other programming language libraries (e.g. Java), which 
have been built over several years of usage. We present an 
architecture whereby providers can integrate existing programming 
languages into CQL, our EPL language of choice, leveraging the 
advantages of other languages, while still retaining the 
expressiveness and conciseness of EPL. We also demonstrate how 
the architecture avoids the awkwardness of previous integration 
solutions, which generally were focused only at the function-level 
(e.g. User-Defined Functions, Java call-outs). Rather, the outlined 
solution is realized at the language level, through the extension of 
language implementation artifacts, such as type systems; thus 
resulting in a seamless, precise, and naturally blended environment 
for developing CEP applications. The architecture is based upon the 
concept of extension cartridges, which are modules that provide 
metadata describing the extensions. Finally, we show how these 
extension cartridges may be used in real-world CEP scenarios.   

Categories and Subject Descriptors
D.3.3 [Programming Languages]: Language Contructs and 
Features – abstract data types --- SQL, CQL, Java, Spatial

General Terms: Languages 

Keywords
CEP, CQL, JAVA, PROGRAMMING-IN-THE-SMALL 

1. INTRODUCTION
In section two, we start by presenting the scenario of an event-
processing application that interacts with general-purpose libraries 
to perform miscellaneous (programming-in-the-small) tasks. This 

scenario helps us establish the requirements of the problem that we 
are addressing in this paper.

In section three, we present different known approaches that are 
being employed today for implementing the proposed scenario. We 
do so using Oracle CQL, however other EPL could have been used 
without loss of generality. We describe several disadvantages that 
these existing approaches have, and in light of these propose a new 
approach to solving the scenario, outlining its advantages. 

In section four, we describe the architecture used to implement the 
new approach, which we denominate the extensible language 

framework.

In section five, we explain how the EPL and its extensions are used 
together seamlessly, following which in section six we describe the 
service provider interface for the extensible language framework 
itself.

In section seven, we provide the implementation of an industry use-
case that makes use of the extensible language framework.

In section eight, we briefly elaborate on some of the details related 
to indexing and how they relate to the extensions. 

Finally, in section nine, we conclude the paper, followed by 
discussing some of the related work in the area, and how it differs 
from the solution suggested in this paper. 

2. SCENARIO
Consider a CEP application that is attempting to correlate sales of 
certain items to regional event news. For example, the result of a 
sport event may influence the sales of the winning team’s 
merchandizes; or prolonged bad weather may increase the sales of 
weather-related items, such as umbrellas and raincoats. The goal of 
the CEP application is to determine which news events generate 
more sales, and which ones don’t. Or, at a better instance, to 
quantify how much of a situation is needed to change the local 
spending behavior. For example, how many days of bad weather is 
needed to cause an increase on the average sales of umbrellas. 

In this use-case, we can identify two sources of events, in other 
words, event streams. These are the news stream, and the sales

stream. The news stream is unstructured in nature and is thus 
defined by a single message property of type String. The following 
event type defines the sales stream: 

item_description: String 

category: String 

location: String 

price: floating number 

Permission to make digital or hard copies of all or part of this work for 
personal or classroom use is granted without fee provided that copies are 
not made or distributed for profit or commercial advantage and that copies 
bear this notice and the full citation on the first page. To copy otherwise, or 
republish, to post on servers or to redistribute to lists, requires prior specific 
permission and/or a fee. 
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For our purpose, the location property specifies the city and state, 
comma-separated, where the item was sold. Following we have an 
instance of an event conforming to this type: 

{item_description: “raincoat”, category: “cloth”, location: “San 
Francisco, CA”, price: 10.5} 
As stated previously, our object is to correlate a news event to a 
sales event. To achieve this, the first step is to define our window of 
interest. Let’s set the window of time to 1 day using CQL: 

SELECT * FROM  
news [RANGE 24 HOURS],  
sales [RANGE 24 HOURS]
WHERE … 

Next, we need to define how the events will be correlated. To begin 
with, let’s naively use the location to correlate the events. However, 
this presents itself as a problem: the news event does not have a 
location property that can be used for joining. One solution is to 
search for a String in the news message that represents the two-letter 
acronym of a state, and use this sub-string as the join criteria. For 
the String search, we are only interested on whole-words that are 
uppercase. For example, “, CA” should match, whereas “caveat” or 
“CATEGORY” should not. 

This type of String search is easily done with regular expressions. 
For example, the following pattern matches any two-letter 
uppercase String separated by a blank space or punctuations: 

“[.,; ][A-Z][A-Z][.,; ]” 
Regular expressions is a common feature of most programming 
languages. For example, the following code fragment does exactly 
this using the Java programming language [16]: 

Matcher matcher =  
Pattern.compile("[.,; ][A-Z][A-Z][.,; ]").matcher(message);  
if (matcher.find()) { 
  System.out.println("Location = "  
    + message.substring(matcher.start() + 1,
    matcher.end() - 1)); 
}

Moreover, Java and other commonly used programming languages 
today in the market are feature rich; they support a wide spectrum of 
libraries, ranging from regular expression matchers, XML parsers, 
message transport and socket implementations, date formatting and 
handling utilities, String manipulation tools, etc. These libraries are 
ideal for programming-in-the-small [20], that is, code that do simple 
tasks that contribute towards the overall program’s objective, but is 
not part of the main program structure, design, or architecture. 

Conversely, event-processing languages tend to focus on event 
processing-related verbs and subjects, such as the definition of the 
streaming window, as seen in Figure 1, and as such work at a higher 
level of abstraction, generally not being adequate for simple tasks 
and general-purpose code.

It is true that some EPL do have support for regular expressions, 
however this is generally in the form of a Boolean match, and 
wouldn’t work in this scenario where the actual matched String (e.g. 
“CA”) is needed.  

As it can be concluded from the scenario, there is a need to be able 
to leverage these general-purpose libraries that are common today in 
the context of the EPLs. In the next section, we consider different 
ways to achieve this. 

3. BLENDING LANGUAGES 
Historically, the way used to invoke an external library is through 
the definition of user-defined functions (UDF). 

3.1 User-Defined Functions 
A UDF is a function defined by the application-writer that wraps 
some implementation code. In most cases, the implementation code 
must be authored using the platform’s native language. For 
example, the CEP platform evaluated in this paper is implemented 
in Java; therefore a UDF in CQL is likewise implemented in Java, 
as demonstrated next: 

create function statematcher(msg char) return char  
as language java instance “javaMatcher” 

This statement defines a function with the adequate signature and 
associates the Java instance “javaMatcher” as its implementation, 
which must provide a Object execute(Object[] args) method: 

public class JavaMatcher implements SingleElementFunction 
{
  private Pattern pattern; 

  public JavaMatcher()
  { 
    pattern = Pattern.compile("[.,; ][A-Z][A-Z][.,; ]"); 
  } 

  @Override 
  public Object execute(Object[] args) throws UDFException 
  { 
    String ret = null; 
    String msg = (String) args[0]; 

    Matcher matcher =  
      pattern.matcher(msg); 

    if (matcher.find()) { 
      ret = msg.substring(matcher.start() + 1,
        matcher.end() - 1); 
    } 

    return ret; 
  } 
}

This approach has the following disadvantages: 

1. Every library usage must be wrapped by a UDF signature. 
This is counter-productive. Consider that the String class 
alone has over 50 public methods, which would have to 
be wrapped. 

2. UDFs are by their very nature solely defined as functions, 
lacking the flexibility and abstraction provided by object-
oriented types, containing constructors, methods, and 
fields.

3. It lacks a seamless integration between the hosting event-
processing language and the implementation language of 
the UDF. For example, no support for casting, etc. 

4. UDF is implemented using the platform’s native 
programming language. For example, one would not be 
able to implement a UDF in C when running on a Java 
platform, without incurring the (productive) costs of 
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extending the platform itself (i.e. Java Native Interface - 
JNI).

An alternative approach to using UDF is to use the general-purpose 
library in the action handler of the EPL statement.  

3.2 Action Handlers 
The action handler of an EPL statement is the code that is called 

back when a match happens. This code is responsible for handling 
the matched event. For example, by sending the matched event to 
some external system through a messaging infrastructure.

In the CEP platform used, the action handler is implemented as Java 
objects outside of the declarative section that contains the 
specification of the CQL statements. In other words, one can 
visualize this CEP application as a graph of two nodes, the first node 
contains the CQL statements and defines the matching logic, the 
second node, which is downstream to the first node, contains the 
Java class that implements the action logic. The second node is 
trigged only when the first node finds a match. This graph of sorts is 
known as the event-processing network (EPN). 

Figure 1. EPN containing Java code as an action handler 

To implement our scenario using this approach, we would have to 
let the events pass-through and implement the matching logic in the 
Java code 

SELECT * FROM news[RANGE 24 HOURS]  
This is so because we would not be able to leverage the Java code 
directly in the WHERE clause. This is highly undesirable, as we 
would not be exploiting the declarative nature of the EPL. 

For other EPLs, the action handler is coded as the right-hand-side in 
the EPL statement itself. In other words, the left-hand-side defines 
the match, and the right-hand-side defines the action. Nonetheless, 
in spite of the collocation of the matching and action logic, this 
approach is in essence similar to the previous approach employed 
where the action handler is part of a separate EPN node. This is so 
because there is still a clear delimitation between the matching and 
handler code, both in terms of the programming language used and 
the lifecycle of the entities involved. In other words, the action 
handles is still a separate code, implemented using a different 
language. This is demonstrated with the following example using a 
hypothetical event-processing language: 

NEWS(message) AND SALES(location) :=
Matcher matcher =  
  Pattern.compile("[.,; ][A-Z][A-Z][.,; ]").matcher(message); 
if (matcher.find()) { … } 

Although the action handler approach does not require a wrapping 
of the general-purpose libraries as the UDF approach does require, 
the action handler approach still yields several disadvantages, such 
as: 

1. The EPL (i.e. matching logic) and the action 
handlers don’t share context. This makes it hard to 
share parameters and results. For example, in our 
scenario, we would not be able to use the action 
handler logic directly within the WHERE clause of 
the CQL statement. 

2. There is still no blending between the EPL and the 
action handler’s programming languages. In other 
words, the user is clearly using two different 
languages, which entails on a less cohesive 
development environment. 

What is needed is an approach that blends the languages, allowing 
the application writer to leverage both the declarative approach of 
the EPL together with the feature-rich libraries of other 
programming languages. In the next section, we propose a solution 
that addresses this. 

3.3 Extensible Language Framework 
Consider the following CQL statements that implements our 
scenario in question: 

CREATE VIEW filtered_news(message, matcher) AS 
SELECT message,  
  Pattern.compile("[.,; ][A-Z][A-Z][.,; ]").matcher(message)  
FROM news [RANGE 24 HOURS] 

SELECT location, item_description, message  
FROM filtered_news, sales[RANGE 24 HOURS] 
WHERE matcher.find() = true AND 
  news.message.substring(matcher.start() + 1,
  matcher.end() - 1) = sales.location 

Let’s investigate this in parts. We begin with the definition of a view 
that receives the news stream and generates a relation containing the 
last 24 hours of news messages and a matcher pattern object. The 
latter expression is the one that is subject of interest to us: 

Pattern.compile("[.,; ][A-Z][A-Z][.,; ]").matcher(message)  
This expression is invoking the static method compile(String) from 
the Java class java.util.regex.Pattern, following which it invokes the 
method matcher(String) on the object of the class Pattern  that was 
returned from the compile() method. The return object from the 
method matcher() is stored as the attribute matcher of the generated 
relation represented by the view definition: 

CREATE VIEW filtered_news(message, matcher) 
Next, we use the matcher object to perform the join criteria between 
the NEWS stream and the SALES stream: 

WHERE matcher.find() = true AND 
  news.message.substring(matcher.start() + 1,
  matcher.end() - 1) = sales.location 

In particular, we invoke several methods from the Java class 
Matcher, such as find(), start(), and end(). Note how the methods 
start() and end() need to be invoked on the same object that is being 
invoked the method find(), otherwise they will raise an illegal state 
exception. Next, we invoke the method String.substring(), using the 
return from the previous methods as arguments after evaluating a 
simple mathematical expression (e.g. + 1). The result from the 
substring() method is used as the join criteria together with the sales 
location.
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Let’s consider another example, where the user sends a message to 
an external system with the result. In this case, we are using the Java 
Message Service (JMS) [21] as the messaging infrastructure. 

SELECT  
  ApplicationTopicPublisher.getSingleton(). 
    publish(TextMessage(message))
…

In this case, we first invoke the constructor TextMessage(String) for 
the class TextMessage, passing to it the message attribute. Then we 
retrieve the singleton TopicPublisher object using the static method 
ApplicationTopicPublisher.getSingleton() and invoke its publish()

method to send the message. 

In the first example, we only used classes provided by the Java 
runtime environment, such as String and Pattern. In the second 
example, notice how we reference the class 
ApplicationTopicPublisher, which is being provided by the CEP 
application itself. 

This set of examples show cases a tight integration between the 
EPL, which we denominate the extensible language, and the Java 
programming language, which we call the extension language. We 
shall call the overall approach here outlined as the extensible 

language framework.

All in all, the approach used in this section yields the following 
advantages:

1. No wrapping is needed to reference the general-
purpose libraries. For example, the Pattern class is 
used directly. 

2. There is a natural blending between the EPL and the 
language used to handle the general-purpose library. 
For example. the expression 
“news.message.substring()” nests the reference to a 
method (i.e. substring) of an attribute (i.e. message)  
of an stream (i.e. news). 

3. Even though the examples restrict themselves to 
using Java as the extension language, the underlying 
architecture allows for any programming language to 
be used, and not just that of the hosting platform (as 
we shall see in the next section). 

4. Types between the extensible and the extension 
languages are converted seamlessly, thus allowing 
the support for overloading, overriding and casting. 
In addition, one is able to use the extension language 
(e.g. Java) anywhere in the extensible language (e.g. 
EPL), including in the WHERE clause, thus possibly 
participating in a join criteria. 

In the next section we explore the architecture used to implement 
this approach. 

4. ARCHITECTURE
To be able to achieve a tight integration between the programming 
languages, they must share a common set of underlying concepts. 

Upon close investigation of the examples provided in the previous 
section, one commonality that exists between both the extensible 
and extension language is that of attribute types. For example, the 
expression “matcher.find()” can be re-phrased as the invocation of 
an instance method on the complex type associated to the stream 
attribute matcher. Likewise, the expression “Pattern.compile(…)” is 

indeed the invocation of an static method on the complex type 
Pattern. Furthermore, the expression “matcher.start() + 1” can be 
implemented as the conversion of the extension simple type INT

(from the Java programming language) into the equivalent 
extensible native type INTEGER present in CQL. 

In other words, all extension types have some mapping into the 
extensible language. However, this must be done in such a way that 
the extensible language does not need to know about any of the 
implementation details of the extension, but rather only needs to 
know enough to make use of it. Otherwise we would be duplicating 
the extension language within the extensible language. 

In addition, the extension languages are handled as plug-ins of the 
extensible language. That is, the extensible language provides a 
registry, which must be used by any extension language that wishes 
to participate in the framework. This is similar to any other plug-in 
framework, such as the one provided by the OSGi service platform 
[19].  

Figure 2 Plug-in architecture for extensible language 
framework 

Let’s look at the details of an example. 

Consider the expression “Pattern.compile(…)”. When the extensible 
language parses this expression, it breaks it into two identifiers, 
Pattern and compile. Next, it must find what kind of identifier the 
word “Pattern” represents. To do so, first it checks if there is any 
attribute named Pattern in any of the streams being used by the 
statement. If this check fails, the next check is to find if there is any 
type named Pattern in either the extensible language (e.g. CQL) or 
any of the plugged-in extension languages (e.g. Java). For this 
particular case, let’s consider that the only extension language that 
has been plugged-in is the Java extension language. There is no type 
called Pattern in CQL, however the Java extension language does 
contain a type called Pattern, whose metadata is returned to the 
extensible language. Having retrieved the metadata for the identifier 
“Pattern” successfully, we can now move to the next identifier, the 
word “compile()”. We know that “compile()” is a method 
invocation, because of the parentheses, likewise we know that it 
must be a member of the type represented by the previous identifier, 
because of the ‘.’ operator. Hence, we check for the following 
conditions in the metadata returned for the identifier “Pattern”: 

The metadata must be of a complex type (as opposed to a 
simple type). 

The metadata must contain a method whose name is 
“compile” and takes as parameter the type String.

If these conditions are met, the expression is found to be 
semantically correct. The final step is to handle the runtime 
invocation of an extension type. We do this by retrieving a function 
reference from the type’s metadata for any of its members that are 
executable.  For example, considering our previous case, the 
extensible language retrieves from the complex type Pattern a 
function reference that represents the execution of the method 
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compile(). This function reference is then used later during the 
runtime processing of events by the CQL runtime environment. In 
other words, we use the concept of a function as the abstraction for a 
runtime executable component within our extensible language 
framework. This plays well, as a function is indeed the lowest 
denominator of other executable components, such as methods and 
constructors. For example, a method can be converted into a 
function whose first argument is the ‘this’ pointer for the method’s 
object instance. In addition, functions are passable of being 
optimized in the query plan generated for the EPL (e.g. CQL) 
statements.  

Figure 3 Extensible Language bindings to Java 

Finally, it is noteworthy to highlight how the extensible language 
does not need to know any of the implementation details of the 
extension language. The extensible language framework only needs 
to know about the metadata of  (complex) types, and how to 
generically invoke functions. 

5. THE API 
The extensible language framework described here has been 
implemented in Oracle CEP. 

The implementation consists of changes to several modules of the 
CEP system, crossing several layers of the product, such as the 
following ones: 

1. Parser module 

2. Semantic Analyzer module 

3. Registry module 

4. Code Generation module 

5. Runtime Code Executor module 

However, from a user’s perspective, the notable differences are 
modifications to the CQL language, or more precisely, to its 
grammar. 

Specifically, the grammar is changed to support the following two 
concepts: 

 Complex Types 

 Links

These two important concepts are described next. 

5.1 Complex Types 
As it can be extrapolated from the Java based examples employed in 
the previous sections, the concept of an abstract type is a useful 
encapsulation mechanism for programming languages, one that is 
commonly materialized as Classes by object oriented languages. 
Therefore, to facilitate integration to popular languages, such as the 

Java programming language, we introduce support for complex 
types in CQL. 

A complex type in CQL is a structured type made of the collection 
of other components. These components are called attributes (i.e. 
fields), and may be typed as either complex or simple. CQL 
supports the simple types one would generally expect, such as INT, 
BIGINT, BIGDECIMAL, FLOAT, DOUBLE, BYTE, STRING, 
BOOLEAN, as well as the perhaps less common (application) types 
of TIMESTAMP, INTERVAL, and XML.  

The syntax for accessing a complex type’s attribute is: 

l-value ‘.’ type-attribute-name 
For example, consider the following expression: 

SELECT S1.a1.f1 FROM S1 
In this case, S1.a1 is referencing to the attribute a1 of the stream S1,
which is of type complex. Next, a1.f1 is referencing to the field f1 of 
the object (l-value) represented by a1. As the identifier S1 is 
optional in this query, the example can be re-arranged to: 

SELECT a1.f1 FROM S1 
Furthermore, a CQL complex type may also define methods and 
constructors for manipulating the objects of these types. The syntax 
for invoking methods and constructors is similar to that of most 
other object-oriented languages. Following up with the previous 
example, let’s say that S1.a1 is of type java.lang.String. In this case, 
the next example demonstrates how to invoke a method in the 
stream’s attribute a1:

SELECT a1.f1.toString() FROM S1 
Invoking a complex type’s constructor creates a new stream 
attribute of the type, as in the following example: 

SELECT java.lang.String(“foo”) as a1 FROM S1 
That is, a new object of type String is created and associated as the 
value of the attribute “a1” of the output stream of the query. 

Complex types can be used in any CQL clause that is able to handle 
stream attributes. In other words, complex types can be used not 
only as part of the selection list, but also in where predicates, order

by lists, etc.

Next, we take a look at the concept of links. 

5.2 Links 
Types can be defined by metadata. For example, the metadata of the 
type java.lang.String says that the type is a class, containing the 
method toString(), amongst other methods and constructors.

Types are not the only construct that can be defined by metadata. 
For example, the native CQL function ‘to_float(int): float’ is 
defined by a metadata that states that it takes a int argument, and 
returns a float. A function’s metadata may even include the actual 
code to be executed when such function is invoked. 

In the case of our extension framework, the metadata of the 
extensions need to be provided by the extension system itself and 
not by the native CEP implementation. For example, let’s consider 
the Java class String used in the previous examples. When the 
Semantic Analyzer reaches the expression “f1.toString()”, it needs 
to retrieve the type’s metadata for the attribute f1 and check if it 
contains the definition of a toString() method. In other words, the 
expression “f1.toString()” needs to be type checked appropriately. 

However, who owns the definition of the Java type String? The 
native CEP implementation knows nothing of Java, or of any other 
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programming language, it only knows of the native CQL types and 
functions.

It is the role of links to point to the location of the metadata of the 
extensions. A link is defined as an identifier used in combination 
with the ‘@’ character and placed as a suffix of an extension’s 
name. For example, the following expression informs the CEP 
system (i.e. the extensible framework) that the extension type String

lives in the Java system: 

SELECT java.lang.String@java(“foo”) as a1 FROM S1 
Other examples of expressions with links are: 

my-extension-function@external-system(“arguments”) 
contain@spatial(shape1, shape2, dist) 

In summary, a link ties an extension type or function to its metadata 
providing system. This metadata is retrieved by the Registry module 
and used by the Semantic Analyzer module to type check the 
expressions. Following, the Code Generation module uses the 
metadata to generate the proper instructions to be executed at 
runtime by the Runtime Code Executor module. This is described in 
Figure 4. 

Figure 4 CEP layered modules and cartridge interaction 

By default, if no link is specified, then the CEP system assumes that 
the Java extension module defines the extension. Therefore, the 
following two expressions are identical: 

SELECT java.lang.String(“foo”) as a1 FROM S1 
SELECT java.lang.String@java(“foo”) as a1 FROM S1 

There is no need to specify the link if the l-value in question is 
already associated to a particular extension system. For example, in 
the expression “SELECT a1.toString() …”, there is no need to 
specify the location of toString() metadata, as it is clear that it is a 
method defined by the complex type of the attribute a1. However, if 
the l-value does not provide this information, then the specification 
of the link is mandatory. This is the case of the invocation of a static 
method.

Having understood how a user makes use of CQL language 
extensions, our next task is to understand how vendors can plug-in 
new extension systems. This is the subject of the next section.

6. THE SERVICE PROVIDER INTERFACE 
As we have seen previously, the CEP system allows extension types 
and functions to be used in its EPL. The extension systems that 
provide the metadata for the extensions types and functions are 
called CEP cartridges.

CEP cartridges are registered in a global Cartridge Registry. The 
key used in this registry is the link name. For example, the literal 
“java” is used as the key for the Java CEP cartridge. This means that 
when an extension is used with the link “@java”, the CEP system 
expects the Java CEP cartridge to provide the needed metadata for 
the extension in question. 

Vendors may register their own CEP cartridges. All cartridges must 
implement the following (pseudo) interface: 

Cartridge
{
 TypeLocator getTypeLocator(); 
 FunctionMetadataLocator getFunctionMetadaLocator();
 IndexInfoLocator getIndexInfoLocator(); 
 //… 
}

As evident, the role of the cartridge is to locate the proper metadata 
for its extensions.

The TypeLocator interface is defined as: 

TypeLocator  
{
 Type getType(String extensionName); 
 // … 
}

For example, to locate the definition of the extension type 
java.lang.String, the CEP system finds the cartridge for the implicit 
“java” link, and then invokes the method 
TypeLocator.getType(“java.lang.String”)  of the Java cartridge. 

The interface Type can be casted to ComplexType, which is defined 
as: 

ComplexType 
{

MethodMetadata getMethod(String name,
Type… params); 

AttributeMetadata getAttribute(String name); 
ConstructorMetadata getConstructor(String name,
Type… params); 
//…

}
Next, let’s drill down in the metadata of a method: 
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MethodMetadata
{
 Type[] getParameterTypes(); 
 Type getReturnType(); 
 Method getImplementation(); 
 //… 
}

Finally, we need to define the implementation of the method itself: 

Method
{
 Object invoke(Object target, Object [] args) 
}

Although this may seem very similar to Java’s reflection API, the 
reader should keep in mind that a CEP cartridge is working at a 
higher level of abstraction, therefore method metadata may be 
provided for non-Java types. For example, one may implement a 
Hadoop CEP cartridge, providing metadata for Hadoop’s Bag 
(complex) type. In addition, a CEP cartridge also allows one to 
define non-Java concepts, such as function metadata, and as we 
shall see in following sections, extensible indexes. 

 At the time of writing, several CEP cartridges have been developed, 
some of which are provided by default in the Oracle CEP product: 

 Java CEP cartridge:  allows a CEP developer to seamlessly 
make use of Java code in CQL statements. The cartridge not only 
converts native types to Java, but also Java to native types, 
therefore allowing one to switch back and forward between Java 
and CQL. 

 Spatial CEP cartridge: allows a CEP developer to make use of 
Spatial functions, such as contains, inside, etc; and Spatial types, 
such as Geometry, to implement location-enabled business 
intelligence solutions.

 JDBC CEP cartridge: allows a CEP developer to make use of 
SQL functions being provided by remote RDBMs. 

Next, let’s look into more details at the Java CEP cartridge. 

6.1 The Java cartridge 
The Java cartridge provides us with a great level of flexibility in the 
CEP applications, therefore allowing us to fulfill our programming-
in-the-small scenarios. 

However, to make it fully usable, three additional issues must be 
dealt with. First and foremost, we need to define how the Java CEP 
cartridge should load the Java classes being referenced in the CQL 
statements.  

In the examples so far we have been using Java classes defined by 
the runtime library, such as String. These do not present any 
problems, as they are always present in Java’s parent (root) class-
loader. However, how should we handle classes defined by the CEP 
applications themselves? In Oracle CEP, a developer can deploy 
multiple CEP applications into the system, each defining their own 
set of CQL queries and Java classes. The Java classes can be used at 
different locations at the CEP application’s EPN (Event Processing 
Network) [3]. It is even plausible that different applications may 
define the same Java Class (e.g. MyClass). 

Therefore, the Java CEP cartridge provides two configurable 
options for loading the Java classes referenced in CQL: 

1. Application-scoped class-space: In this option, the 
Java cartridge only loads classes defined by the CEP 
application that owns the CQL statements. 

2. Server-scoped class-space: In this option, the Java 
cartridge considers all classes that are made public 
by all libraries and applications of the running CEP 
system. 

In case of conflicts, a resolution is reached using the OSGi service 
platform [25], which is the underlying application server 
infrastructure being used by Oracle CEP. Additional details around 
how OSGi is being used are outside of the scope of this paper. 

The second issue is that of usability. Java classes generally have 
long names, such as java.util.regex.Pattern, which tend to decrease 
readability of the programs. This is minimized in Java with the use 
of package imports, however CQL has no such feature. 

To allow us to have shorter CQL statements, such as “SELECT 
Pattern.compile(…)” instead of “SELECT 
java.util.regex.Pattern.compile(…)”, the Java CEP cartridge 
introspects the MANIFEST.MF file of the CEP applications and 
considers all OSGi Import-Package headers. For example, let’s say 
an application includes the follow header: 

Import-Package: java.util.regex 
Such application may omit the package name in the CQL query, 
therefore keeping it shorter: “SELECT Pattern.compile(…)”. Again, 
the full details of OSGi wiring and its usage by the Java cartridge 
are outside of the scope of this paper. 

Finally, it should be noted that the Java cartridge considers the full 
set of resolution rules as specified by the Java Specification 
Language (JSL), and therefore supports auto-boxing of the Java 
types. As an example, consider the following CQL expression: 

attribute.methodA(10)
Where attribute is of type mypackage.MyType, which defines the 
following overloaded methods: 

methodA(int)
methodA(Integer)
methodA(Object)
methodA(long)

As the literal 10 is of the primitive type int, the order of precedence 
is:

methodA(int)
methodA(long)
methodA(Integer)
methodA(Object)

In the next section, let’s take a look at a real world scenario that 
makes use of the Spatial CEP cartridge. 

7. APPLICATION EXAMPLE 
Consider an application that wishes to provide specialized 
marketing for a mobile subscriber. The application verifies the 
location of the subscriber and if within a certain distance of a 
particular shop, it notifies the subscriber with a discount or 
advertising message (e.g. SMS). The role of CEP in this application 
is to check if the location of the subscriber is within the distance of 
any registered shop.  

To accomplish this scenario, the CEP application deals with two 
sources:

7



1. LocationStream: stream of events describing the 
current location of the subscriber in terms of 
longitude (lng) and latitude (lat) coordinates and the 
customer id (custId).

2. ShopRelation: a table of registered shops. A shop has 
two attributes, its id, and a geometry object 
representing its location as a polygon. 

We assume that some form of location tracking adapter (i.e. GPS) 
generates the events as defined by the LocationStream. Next, we 
define a CQL view that converts the longitude and latitude 
coordinates to a Spatial cartridge type: 

<view  id="CustomerPositionStream"> 
SELECT createPoint@spatial( 

lng, lat) as point, custId 
FROM LocationStream 

</view>
The Spatial cartridge defines a createPoint() extension function, 
which takes as argument the coordinates and returns the Spatial 
extension Point type. 

Next, we simply join the CustomerPositionStream with the 
ShopRelation applying the right predicate and temporal window: 

SELECT   
 loc.custId, shop.id 
FROM
  CustomerPositionStream[NOW] AS loc, 
 ShopRelation AS shop 
WHERE 

contain@spatial(shop.geometry,  
loc.point, 2.0d) = true 

This query outputs the customer and shop id for all customers 
within 2 miles of all registered shops considering the latest location 
of a customer. 

In the next section, we discuss one important aspect of the spatial 
cartridge, which is that of extensible indexes. 

8. EXTENSIBLE INDEXING 
So far we have primarily dealt with extension types and extension 
functions. Another very useful extension is that needed for indexing 
operators. For example, consider the case of the Spatial CEP 
cartridge, and the previous query where the spatial contain function 
is employed: 

SELECT … WHERE  contain@spatial(geometry, point, d) 
To improve the efficiency of the execution of the queries, it is 
common for indexing data structures to be used. However, the 
proper structured depends on the type of the operands and operators. 
For example, it would be advisable to hash functions when the 
operand is a String and the operation is equals.

In the case of the Spatial cartridge, the operands involved are 
generally that of geometry types, for which an appropriate indexing 
data structure is the R-Tree. However, the native CEP system does 
not provide such a structure, as it is not needed for its own native 
functions and operators. What we conclude is that we must also 
support the extension of the indexing data structures to be used by 
the appropriate extension functions. For example, the spatial contain

function should index its relation operand with an R-Tree, 
essentially creating a minimum bounding rectangle (MBR) and 
improving the first pass filtering of checking if a point is within a 
geometry. 

The full details of extensible indexing is being the scope of this 
paper, however it is here mentioned as it is an optional but yet very 
important aspect of CEP cartridge. 

9. CONCLUSIONS
The extensible language framework allowed us to implement the 
scenario at hand in the most productive form, no additional 
implementation artifacts are needed, such as the creation of UDFs; 
furthermore there is a natural and efficient blending of languages. 

The architecture employed to implement the extensible language 
framework provided a solution that is both flexible, as it allows 
different language bindings to co-exist, as well as scalable, as each 
language binding is optionally implemented in a separate physical 
plug-in or cartridge, which can be potentially distributed. 

Three cartridges are described, namely the Java cartridge, the 
Spatial cartridge, and the JDBC cartridge. These cartridges allow a 
CEP developer to author complex applications, such a geotagging 
application, in a succinct and efficient manner.  Furthermore, 
vendors may provide other CEP cartridges at will, thus validating 
the extensibility framework provided by the CEP cartridges 
infrastructure.

Further work is needed around the propagation of exceptions across 
the extension and the extensible languages. 

10. RELATED WORK 
In Esper [12], one can invoke Java methods directly from within its 
EPL, which is called EQL. This is done without the need of 
wrappings (e.g. UDFs). However, the integration between EQL and 
Java is still superficial, no constructors can be invoked, and there is 
no direct mapping between the native types and the Java types, 
hence features such as overloading and overriding are problematic. 
Furthermore, Java is the only supported extension language 
supported. If one desires to use a different programming language, 
then a different Esper product, implemented in a different platform, 
must be used. 

Other CEP system implementations were investigated, and it was 
found that these tend to provide both mechanisms of UDFs (section 
3.1) and action handlers (section 3.2). The UDFs are implemented 
using the platform’s native language, generally being C++ and Java. 
The action handlers, which were sometimes called adapters, have 
both a co-located version using the platform’s native language, as 
well as a remote version. The vendors provided SDKs in diverse 
languages (e.g. Python, Java) for the remote adapters. 
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Smart Grid - Integration von Haushalten mittels Vernetzung und 
Energie-Community
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² Hochschule Osnabrück, Albrechtstraße 30, 49076 Osnabrück

Kurzfassung 
Den Problemen, die sich aus der zunehmend volatilen und immer mehr dezentralen Energieerzeugung sowie den heuti-
gen Verteilnetzen als „Black Box“ ergeben, wird hier durch die Einführung eines neuen Konzepts der Peer-to-Peer-
vernetzten Energie-Community begegnet. Ausgehend von den Erfahrungen mit Kommunikationsmehrwertdiensten 
wird ein Service Management Framework eingeführt. Es ermöglicht zum einen personalisierte Dienste für das Smart 
Home und insbesondere das Energiemanagement inkl. der Einbindung von Multimediakommunikation. Zum anderen 
bietet es eine komfortable Vernetzung von Haushalten, Energielieferanten, Verteilnetzbetreibern und anderen mit den 
Zielen Kostenersparnis, Vermeidung von Netzausbau, Energieeinsparung, CO2-Reduzierung etc. Erste Simulationen 
bestätigen die Wirksamkeit dieses neuen und leistungsfähigen Ansatzes, wobei vor allem die Vorteile von Batteriespei-
chern in den Haushalten, aber auch die möglichen Beiträge von Demand Side Integration (Lastverschiebung) offen-
sichtlich werden.  

Abstract
The problems arising from the increasingly volatile and decentralized power generation as well as the today's "black 
box" distribution networks are solved here by the introduction of a new concept of a peer-to-peer networked energy 
community. Based on the experience with communication value-added services a service management framework is 
introduced which allows on the one side personalized services for the smart home, especially the energy management, 
and includes the integration of multimedia communications. On the other side the concept provides a convenient net-
working of households, energy suppliers, distribution network operators and others with the objectives cost savings, 
avoidance of network expansion, energy saving, CO2 reduction, etc. Initial simulations confirm the effectiveness of this 
new and powerful approach, most notably the benefits of battery storage in homes, but also the potential contributions 
of demand side integration (load shift). 

1 Einführung
In den elektrischen Energieversorgungsnetzen der Zu-
kunft geht die Tendenz hin zu stärker volatiler regenerati-
ver Energieerzeugung mittels Windkraft- und 
Photovoltaikanlagen und weg von der zentralen hin zur 
dezentralen Erzeugung und Einspeisung, auch im bisher 
nicht überwachten Ortsnetz. Um trotzdem eine stabile und 
qualitativ gute Energieversorgung sicherstellen zu kön-
nen, muss das Netz ausgebaut und vor allem durch Infor-
mations- und Kommunikationstechnik intelligent gemacht 
werden. Diese Entwicklung wird allgemein durch den 
Begriff „Smart Grid“ [1] umschrieben. Zur Lösung dieser 
Problematik werden verschiedene, sich zum Teil ergän-
zende Ansätze diskutiert. Erwähnt seien hier die Stich-
worte „Netzausbau“ [2; 3], „Virtuelle Kraftwerke“ [4; 5; 
3] (vgl. auch Aktivitäten der Energielieferanten Lichtblick 
und Vattenfall), „Automatisierung der Verteilnetze“ [6; 
3], „Zwangsabschaltung von Erzeugern und/oder Ver-
brauchern“ [7; 8], aber auch „Steuerung durch Preissigna-
le“ [9]. Letzteres fällt unter die von der Bundesnetzagen-
tur mit dem Begriff „Smart Market“ versehenen und prä-
ferierten Maßnahmen [2]. 

Trotz umfangreicher Forschungs- und Entwicklungsakti-
vitäten auf den Gebieten Smart Grid und Smart Home in 
den letzten Jahren wurden bei den diskutierten Lösungen 

bzw. veröffentlichten Forschungsergebnissen die nachfol-
gend skizzierten Lücken bzw. Mängel nicht behoben: 

Zwar werden dem Nutzer eines Smart Home Dienste 
für die Haushaltsautomatisierung und das Energie-
management angeboten [10], allerdings wird die für 
den Nutzer in diesem Zusammenhang hilfreiche Un-
terstützung durch Kommunikation, speziell Multime-
diakommunikation nicht bzw. nur ansatzweise be-
rücksichtigt. 
Auch die Eigenentwicklung von Diensten für das 
Energiemanagement durch den Nutzer selbst  wird in 
Projekten [11] behandelt, allerdings beschränken sie 
sich auf reine Konfiguration und lassen ebenfalls 
Kommunikationsdienste außen vor. 
Die Durchführung notwendiger Tests vor Einsatz der 
vom Nutzer konfigurierten Dienste wird komplett 
außer Acht gelassen. 
Zwar gibt es Lösungen für die automatisierte energe-
tische Optimierung eines einzelnen Haushalts bzw. 
eines Clusters von Haushalten, wobei diese allerdings 
normalerweise von einem zentralen oder kombiniert 
zentralen/dezentralen Ansatz für die intelligente 
Steuerung ausgehen [11; 4; 9; 12]. Eine komplett de-
zentrale Lösung ist zwar komplexer, würde aber un-
bestreitbare Vorteile bei der Skalierbarkeit, der Aus-
fallsicherheit sowie insbesondere der individuellen, 
auch auf Privatinitiative basierenden Vernetzbarkeit 



bieten. Ein entsprechender Ansatz mit allerdings nur 
eingeschränktem Anwendungsbereich ist bisher nur 
in [13] zu finden.    
Zudem ist bei bekannten Lösungen [11] der 
Verteilnetzbetreiber mit seiner Leitstelle direkt ein-
gebunden. Nachteil hierbei, insbesondere im Hinblick 
auf die Sicherheit, ist, dass damit die Kommunikati-
onsinfrastruktur der Kunden und des 
Verteilnetzbetreibers nicht mehr getrennt sind und 
damit Angriffe auf das Energienetz nicht von vornhe-
rein verhindert werden können. Eine Cluster-Lösung 
zur energetischen Optimierung ohne Kommunikati-
onsschnittstelle zum Elektroenergiesystem wäre deut-
lich vorteilhafter.  
Ebenfalls bisher nicht betrachtet wurde die eigen-
ständige Cluster-Bildung von Haushalten, d.h. wie 
sich auf komfortable Art und Weise Haushalte zu 
Clustern für das Energiemanagement zusammen-
schließen. Bisherige Lösungen [11; 9; 12] gehen von 
einer Cluster-Organisation durch eine zentrale In-
stanz aus. Vorteilhaft wäre hier eine Vernetzung auf 
Basis einer freiwilligen Energie-Community, um die 
Selbstorganisation der Vernetzung zu ermöglichen, 
Fragen des Datenschutzes zu klären, gemeinsame In-
teressen der Haushalte zu definieren etc. 

Um die genannten Lücken zu schließen, wurde im Okto-
ber 2011 das BMBF-FHprofUnt 2011-Projekt „Easy - 
Service Creation for Home and Energy Management (e-
SCHEMA)“ gestartet [14; 15; 16].  Hierbei werden vier 
aufeinander aufbauende, im Folgenden beschriebene Lö-
sungsansätze zum Thema „Haushalte im Smart Grid“ 
verknüpft, wobei alle dem Bereich „Smart Market“ zuzu-
ordnen sind. 

2 Diensteplattform für Haushalte 
Im ersten Teil dieser neuen Gesamtlösung kann der Nut-
zer über ein z.B. im DSL-Router integriertes Service Ma-
nagement Framework (SMF) [17; 18] selbst entsprechend 
seinen persönlichen Anforderungen mittels SCE (Service 
Creation Environment) Mehrwertdienste für das Ener-
giemanagement und weitere Smart Home-Anwendungen 
designen, z.B. durch grafische Verknüpfung von Apps der 
Haushaltsgerätehersteller (Bild 1). Im einfachsten Fall 
konfiguriert er zeitliche Abläufe, z.B. wann die Wasch-
maschine starten soll. Dies kann aber auch abhängig sein 
von einem entsprechenden Preissignal bei wechselnden 
Stromtarifen. Der personalisierte Energiemanagement-
dienst wird auf einer SDP (Service Delivery Platform) 
ausgeführt. Die für die Dienste benötigten Messwerte 
werden vom angebundenen Smart Meter bereitgestellt. 
Auf dieser Basis liefert das aus SCE und SDP bestehende 
SMF auch Informationen über den erfolgten und prognos-
tizierten Energieverbrauch. Der Vorteil dieser Teillösung 
ist, dass Komfortempfinden und Rechte des Nutzers je-
derzeit berücksichtigt werden, Nachteil ist, dass die Ener-
gieverbrauchsoptimierung nur aus Sicht des einzelnen 
Nutzers stattfindet. 

Haushalt im Ortsnetz

Service Management 
Framework (SMF)

SCE

SDP

Computer

Smart Home-Netz
(mit verschiedenen 
Kommunikations-

technologien)

kWh

Smart Meter

PV-Anlage

Telefon

Drucker

Fernseher

E-Mobil

Heizung

Kühlschrank

Wasch-
maschine

Herd

Licht

Nutzer

Überwachungs-
kamera

Türkamera

Smart-
phone Batterie

Vorgaben:

Zeit

Strompreis

Randbedingungen

Bild 1 Service Management Framework zur Steuerung 
dezentraler Energieverbraucher und -erzeuger 

In einem zweiten Schritt stellt daher das SMF in Bild 1 
einen speziellen Dienst zur Verfügung, der selbständig 
unter Berücksichtigung von Nutzervorgaben (z.B. keine 
zeitlichen Einschränkungen für das Kochen, Minimierung 
der Stromkosten, maximal zulässige Leistungsaufnahme) 
aus z.B. Apps einen Mehrwertdienst komponiert, der den 
Energieverbrauch entsprechend den vorgegebenen Rand-
bedingungen optimiert. Der resultierende Dienst sorgt 
dann beispielsweise dafür, dass die Lastkurve des Haus-
halts unter den gegebenen Randbedingungen so konstant 
wie möglich verläuft, um teure Leistungsspitzen zu ver-
meiden. Hier erfolgt die Energieverbrauchsoptimierung 
nicht nur aus Sicht des Nutzers, sondern des Haushalts, 
wobei sie besonders wirkungsvoll ist, wenn nicht nur 
Energieverbraucher, sondern auch z.B. zur Kompensation 
von Verbrauchsplateaus -erzeuger und/oder -speicher im 
Haushalt vorhanden sind. 

In beiden Fällen geht die Leistungsfähigkeit des SMF 
deutlich über die derzeitiger Smart Home-Steuerungen 
hinaus, indem sie nicht nur das beschriebene Energiema-
nagement und IT-Dienste (z.B. Kalenderzugriff vor dem 
Laden des Elektrofahrzeugs) integriert, sondern auch 
Kommunikationsanwendungen (z.B. SMS oder Anruf, 
wenn die Waschmaschine fertig gewaschen hat). Da das 
SMF auf jeden Fall via IP an externe Netze wie Internet, 
Fest- und Mobilfunknetze angebunden ist, bieten sich als 
Applikationsprotokolle SIP (Session Initiation Protocol) 
für die Signalisierung und z.B. RTP (Real-time Transport 
Protocol) für den Nutzdatenaustausch an, d.h. die typi-
schen Protokolle für die Multimedia over IP-
Kommunikation [16]. Insofern handelt es sich beim SMF 
um die Kombination einer Smart Home-Steuerung und 
eines SIP Application Servers, wobei die Realisierung auf 
Basis OSGi (Open Services Gateway initiative) [23] er-
folgt. 

3 P2P-vernetzte Haushalte und 
Energie-Community

Die unabhängige Optimierung einzelner Haushalte führt 
nicht automatisch zu einer Optimierung für das Orts- bzw. 
Verteilnetz. Weitaus wirkungsvoller ist das Zusammen-



spiel vieler Haushalte. Daher werden bei der dritten Lö-
sung die SMFs der einzelnen Haushalte vernetzt, vorteil-
hafterweise ohne zentrale Instanz mittels SIP-basiertem 
Peer-to-Peer-Netzwerk (P2P) [19] (Bild 2). Die Peers re-
präsentieren Haushalte, aber auch Energielieferanten, 
Verteilnetzbetreiber und andere Marktteilnehmer. Die 
Kommunikation ist anonym und verschlüsselt, zudem gibt 
jeder Peer nur das an Informationen weiter, was der Nut-
zer möchte. Zwischen den Peers auszutauschende Infor-
mationen sind z.B. der aktuelle Verbrauch, die Prognose, 
Kennzahlen zu Energieerzeugern und -speichern (auch 
von Elektrofahrzeugen) sowie Strompreise und Netzent-
gelte. Auf dieser Basis bietet die SMF einen speziellen 
Dienst bzw. Algorithmus, der selbständig unter Berück-
sichtigung der Informationen von allen anderen Peers den 
Energieverbrauch gemeinsam für das ganze P2P-
Netzwerk (bis hin zum kompletten Ortsnetz) optimiert. 
Die hierfür notwendige Datenhaltung erfolgt verteilt auf 
Basis von DHT (Distributed Hash Table) und dem Chord-
Algorithmus [24]. 

Bild 2 Peer-to-Peer-Netzwerk für das Haushalts-
übergreifende Energiemangement 

Bisher nicht gelöst ist, wie die Nutzer komfortabel dem 
Netzwerk beitreten und sich auf eine gemeinsame rechtli-
che Basis einigen. Dies kann vorteilhaft und neu in Form 
einer Energie-Community geschehen, d.h. die Vernetzung 
der Haushalte erfolgt durch Beitritt der Nutzer zu einem 
sozialen Netzwerk für Energie-Peers (Bild 3). Daher bie-
tet die SMF auch Funktionalität für die Energie-
Community. Die Mitglieder haben gleiche Interessen und 
ökonomische Ziele (z.B. Energieverbrauchsreduzierung, 
Kostenersparnis, Bewahrung der Umwelt), ihre Profile 
könnten den Energieverbrauch sowie vorhandene Spei-
cher- und Erzeugungskapazität enthalten. Die Bildung 
von Subcommunities ist möglich (z.B. für Straße, Ortsteil, 
Ortsnetzstation, Kunden eines Energielieferanten oder 
Verteilnetzbetreibers). Die gesamte Community oder auch 
eine Subcommunity kann geschlossen auftreten und z.B.  
Regelenergie anbieten. Zudem sind Wettbewerbe zwi-
schen Subcommunities z.B. mit dem Ziel einer Energie-
verbrauchsreduzierung denkbar, bei denen u.a. vergleich-
bare Haushalte ihre Verbrauchswerte austauschen. Die 
Energieverbrauchsoptimierung erfolgt aus Sicht der ge-
samten Community, auch Ortsnetz-übergreifend. Insofern 
repräsentieren die beiden kombinierten Ansätze des P2P-

Netzwerkes und der Energie-Community eine umfassende 
neue Lösung zur Schaffung eines Smart Markets für 
Haushalte. 

Bild 3 Energie-Community 

Betreiber des Community Servers könnte z.B. eine Stadt 
oder ein Landkreis sein, die oder der ambitioniert das 
übergeordnete Ziel Klimaschutz verfolgt (vgl. das För-
derprogramm „Masterplan 100% Klimaschutz“ des Bun-
desumweltministeriums). In Form der Energie-Com-
munity mit P2P-Vernetzung würde hierfür ein sehr leis-
tungsfähiges Instrumentarium zur Verfügung stehen, das 
zusätzlich Preis- und Kostenreduktionspotenziale bietet. 

4 Anwendungsszenarien 
Die gemäß Kapitel 3 in einer Energie-Community bzw. in 
Subcommunities vernetzten Haushalte können entspre-
chend der in Tabelle 1 genannten verschiedenen Anwen-
dungsszenarien vorteilhaft zusammenwirken. Dabei nut-
zen sie die Flexibilisierungsmöglichkeiten, die sich durch 
den Einsatz dezentraler Speicher, Erzeuger und/oder zeit-
versetzt einzuschaltender Verbraucher (Demand Side In-
tegration (DSI)) auftun. Je nach Anwendungsfall können 
sich dadurch Vorteile für den Verteilnetzbetreiber, den 
Bilanzkreisverantwortlichen, Energielieferanten, die Ver-
braucher oder auch die Umwelt etc. ergeben. Um die 
Wirksamkeit der skizzierten Energie-Community aufzu-
zeigen, werden im Folgenden einige konkrete, simulierte 
Anwendungsszenarien diskutiert.   

Den Simulationen liegen folgende Parameter zugrunde: 1- 
bis 5-Personenhaushalte, anhand von Datenblättern bzw. 
Messungen ermittelte bzw. geschätzte Werte für Verbrau-
cher (Kochen, Spülen, Kühlen, Gefrieren, Beleuchtung, 
Bürotechnik, Unterhaltungselektronik, Waschen, Trock-
nen, Warmwasserbereitung sowie Verschiedenes wie z.B. 
Bügeln), Erzeuger wie Photovoltaik-Anlagen (PV) und 
Blockheizkraftwerke (BHKW) und Batteriespeicher so-
wie Wahrscheinlichkeitsverteilungen zu Haushalten, 
Geräteverfügbarkeiten und deren Nutzung [20; 21]. 



Beitrag der Ener-
gie-Community 

Im Haushalt angewandte 
Betriebsmittel 

Vorteil Hauptnutz-
nießer

Community-Typ, Sub-
community

Vermeidung von 
Lastspitzen 

Speicher und/oder DSI 
und/oder Erzeuger 

Kostenersparnis 
bei Netzentgelten, 
weniger Netzaus-
bau erforderlich 

Verteilnetz-
betreiber 

regionale Subcommunity für 
Haushalte eines 
Verteilnetzbetreibers 

Vermeidung von 
Regelenergie 

Speicher und/oder DSI 
und/oder Erzeuger 

Kostenersparnis 
bei Regelenergie 

Bilanzkreis-
verantwort-
licher 

regionale Subcommunity für 
Haushalte eines Bilanzkrei-
ses

Vermeidung von 
„Überlastung der 
Netzbetriebsmit-
tel“ 

Speicher und/oder DSI 
und/oder Erzeuger 

weniger Netzaus-
bau erforderlich 

Verteilnetz-
betreiber 

lokale Subcommunity für 
Haushalte an einer Ortsnetz-
station des Verteilnetzbe-
treibers 

Optimierter 
Strompreis 

Speicher und/oder DSI 
und/oder Erzeuger 
und/oder Informationen 
aus Community 

möglichst günsti-
ger Stromeinkauf 

Energieliefe-
rant + Ver-
braucher 

überregionale Subcommuni-
ty für Haushalte eines Ener-
gielieferanten 

Spannungshaltung Speicher und/oder DSI 
und/oder Erzeuger 

weniger Netzaus-
bau erforderlich 

Verteilnetz-
betreiber 

lokale Subcommunity für 
Haushalte an einer Ortsnetz-
station des Verteilnetzbe-
treibers 

Anreize zum 
Energiesparen 

Informationen aus Com-
munity 

geringere Ener-
giekosten 

Verbraucher überregionale Subcommuni-
ty für ähnlich strukturierte 
Haushalte oder Haushalte 
mit ähnlichen Interessen 

Anreize zur CO2-
Reduzierung 

Informationen aus Com-
munity 

weniger Energie 
aus fossilen 
Brennstoffen 

Umwelt überregionale Subcommuni-
ty für Haushalte mit Ziel 
CO2-Reduzierung 

Abgestimmtes La-
den von Elektro-
fahrzeugen 

Informationen aus Com-
munity 

weniger Netzaus-
bau erforderlich, 
geringere Ener-
giekosten 

Verteilnetz-
betreiber + 
Verbraucher  

regionale Subcommunity für 
Haushalte mit Elektrofahr-
zeugen 

u.a.     
Tabelle 1 Anwendungsszenarien für Energie-Community 

Als Batteriespeicher kommt ein handelsübliches Modell 
mit 5400Wh max. und 1400Wh min. Ladekapazität, 
4800W max. Lade- und 4000W max. Entladeleistung so-
wie 97% Wirkungsgrad beim Laden und Entladen zum 
Einsatz. Die eingesetzte PV-Anlage liefert 4000W Peak-
Leistung. Für DSI wurden ausschließlich Waschmaschi-
nen, Wäschetrockner und Geschirrspülmaschinen heran-
gezogen. Darüber hinaus ist noch darauf hinzuweisen, 
dass die Simulationen nur 24 Stunden betrachten, d.h. Ge-
räte werden erst ab 0 Uhr gestartet bzw. laufen nicht län-
ger als 24 Uhr, zudem sind die Speicher um 0 Uhr zu 30% 
geladen. 

Um die Leistungsfähigkeit der Simulation aufzuzeigen, 
wurde in einem ersten Schritt der reine Leistungsver-
brauch für 1000 Haushalte bzw. 2024 Personen bei einer 
Verteilung von 39,7% 1-, 34,6% 2-, 12,7% 3-, 9,6% 4- 
und 3,4% 5-Personen-Haushalte [20] ermittelt und mit 
dem Standardlastprofil H0 für einen Werktag im Sommer 
gemäß [22] verglichen. Das Ergebnis geht aus Bild 4 her-
vor. Die gute Übereinstimmung zwischen beiden Kurven 
zeigt die Qualität des zugrundegelegten Simulationsmo-

dells, zumal die Berechnung für unendlich viele Haushal-
te eine noch bessere Übereinstimmung ergibt. 

Bild 4 Für 1000 Haushalte simulierte Lastkurve sowie 
H0-Standardlastprofil für einen Werktag im Sommer 

Szenario 1 behandelt die „Vermeidung von Lastspitzen“ 
mittels Batteriespeichern für eine Community von 1000 
Haushalten. Das in Bild 5 dargestellte Ergebnis zeigt, 
dass für eine 20%-ige Spitzenlastreduktion (459284W 
367427W) bereits 23 Batteriespeicher ausreichen, d.h. nur  
2,3% der Haushalte mit jeweils einem Batteriespeicher 
ausgerüstet werden müssten. Erwähnenswert hierbei ist, 

0 kW

100 kW

200 kW

300 kW

400 kW

500 kW

0:00 6:00 12:00 18:00

Standardlastprofil

(H0, Sommertag)

Verbrauch



dass nicht die Kapazität der Batteriespeicher, sondern die 
maximale Entladeleistung der begrenzende Faktor ist. 

Bild 5 Simulation der Lastkurve für 1000 Haushalte und 
23 Batteriespeicher mit 20% Spitzenlastabsenkung 

Im Vergleich wird in Szenario 2 das gleiche Thema 
„Vermeidung von Lastspitzen“ mit DSI angegangen. 
Wiederum wurde der Verbrauch von 1000 Haushalten 
zugrundegelegt. Gemäß Bild 6 ist bei Einbeziehung von 
50% aller Wasch-, Spülmaschinen und Wäschetrockner 
eine Spitzenlastreduktion von 10% (459284W 
413356W) allein durch DSI erreichbar. 

Bild 6 Simulation der Lastkurve für 1000 Haushalte und 
50% DSI mit 10% Spitzenlastabsenkung 

Szenario 3 für die „Vermeidung von Lastspitzen“ kombi-
niert nun Batteriespeicher und DSI. Das Ergebnis für 
1000 Haushalte und 20% Spitzenlastreduktion (459284W 

 367427W) zeigt Bild 7. In diesem Anwendungsfall 
sind 18 Batteriespeicher (1,8%) und 20% DSI notwendig. 

Insgesamt zeigt sich in den Szenarien 1 bis 3, dass Batte-
riespeicher für die Spitzenlastreduzierung besonders 
wirksam sind. 

Bild 7 Simulation der Lastkurve für 1000 Haushalte, 18 
Batteriespeicher und 20% DSI mit 20% Spitzenlastabsen-
kung 

Ein zweiter Schwerpunkt in Tabelle 1 ist die „Vermei-
dung von Überlastung der Netzbetriebsmittel“. Dies wird 
in den folgenden Szenarien 4 und 5 konkret am Beispiel 
der Leistungsbelastung eines Ortsnetztransformators be-
handelt. Dabei werden bezüglich des Verbrauchs 50 
Haushalte mit 102 Personen (20 1-, 17 2-, 6 3-, 5 4- und 2 
5-Personen-Haushalte) pro Ortsnetzstation zugrunde ge-
legt. Zudem speisen 22 PV-Anlagen mit jeweils 4kWp 
ein. D.h., es wird von einer Ortsnetzstation auf dem Land 
mit einer sehr hohen PV-Konzentration ausgegangen, 
44% der Haushalte haben eine PV-Anlage. Dies führt da-
zu, dass um die Mittagszeit ca. das Doppelte (-71649W) 
der Spitzenlast (35663W) aus den Abendstunden ins Netz 
eingespeist wird. Geht man davon aus, dass der 
Ortsnetztrafo so dimensioniert wurde, dass  normalerwei-
se 70% Leistung nicht überschritten werden, wäre er 
durch die PV-Einspeisung zu 140% be- und damit über-
lastet.

Dem wird in Szenario 4 nach Bild 8 durch den Einsatz 
von 10 Batteriespeichern entgegengewirkt. Dies bedeutet, 
dass durch diese Maßnahme die 40%-ige Überlastung auf 
0% zurückgefahren werden kann. Dazu müssen 20% der 
Haushalte bzw. näherungsweise die Hälfte der PV-
Anlagen mit je einem Batteriespeicher ausgestattet wer-
den. 

Bild 8 Simulation der Leistungskurve für 50 Haushalte, 
22 PV-Anlagen und 10 Batteriespeicher an einer Orts-
netzstation 

Szenario 5 gemäß Bild 9 liefert das gleiche Endergebnis 
durch Kombination von 8 Batteriespeichern und 24% 
DSI.

Bild 9 Simulation der Leistungskurve für 50 Haushalte, 
22 PV-Anlagen, 8 Batteriespeicher und 24% DSI an einer 
Ortsnetzstation 

Auch in den Szenarien 4 und 5 zeigt sich wiederum die 
besondere Wirksamkeit des Einsatzes von Batteriespei-
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chern mit dem Nachteil der zusätzlichen Kosten, wobei 
diese aber zumindest zum Teil vorteilhafterweise auch 
von Elektrofahrzeugen bereitgestellt werden können. 

Weitere in Tabelle 1 genannte Anwendungsfälle greifen 
die Themen Energiesparen und CO2-Reduzierung auf. 
Hier könnten z.B. über die Community gelieferte Daten 
zum Energieverbrauch vergleichbarer Haushalte, zu CO2-
Äquivalenten der aktuell bezogenen Energie, zu Möglich-
keiten der energetischen Modernisierung, Effizienz und 
Optimierung sowie zu Fördermöglichkeiten und Prämien 
(vgl. z.B. Aktivitäten der Stadt Frankfurt) in der Commu-
nity gestreut und in der Folge wirksam werden. Darüber 
hinaus könnten spezielle Subcommunities von Nutzern, 
Herstellern und Serviceanbietern von Elektrofahrzeugen 
sowie dem Verteilnetzbetreiber deren Einführung und 
Handhabung erleichtern.

5 Zusammenfassung und Ausblick 
Mit dem Konzept der personalisierten Dienste und vor 
allem der P2P-vernetzten Energie-Community wird eine 
neue und sehr leistungsfähige Lösung für das Smart Ho-
me und vor allem den Smart Market im Bereich des 
Verteilnetzes vorgestellt und durch erste Simulationser-
gebnisse bestätigt. Vorteile zeichnen sich nicht nur für die 
Kunden, sondern für alle Teilnehmer an der Wertschöp-
fungskette ab. Weitere Untersuchungen, u.a. zu den ver-
schiedenen Anwendungsszenarien und gegenseitigen Ab-
hängigkeiten, aber auch zur Wirtschaftlichkeit und vor 
allem zu Sicherheit und Datenschutz sind noch notwen-
dig. 

Das dieser Publikation zugrunde liegende Vorhaben wird 
mit Mitteln des Bundesministeriums für Bildung und  
Forschung (BMBF) unter dem Förderkennzeichen 
17018A/B11 gefördert. Die Verantwortung für den Inhalt 
dieser Veröffentlichung liegt bei den Autoren. 
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Rapporteurs : Laurence Duchien, Professeur Université Lille 1
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OSGi as a new platform for
application development

We’ve all used development platforms in the past, such as Java Enterprise Edition

(JEE), and even though there have been great advances in this industry, we’re still

building large complex systems, which are hard to develop, maintain, and extend. 

 OSGi provides a new development platform, based on modular decoupled com-

ponents and a pluggable dynamic service model. In this book, you’ll learn that OSGi

is the ideal platform for the development of full-fledged, enterprise-grade, main-

tainable applications. Furthermore, we’ll look in depth at how OSGi applications

This chapter covers

■ Underlying concepts of development platforms

■ OSGi technology, including the framework and 

the enterprise services

■ The benefits of using OSGi for the development 

of enterprise-grade applications

■ The relation of Enterprise OSGi to Java 

Standard Edition and Java Enterprise Edition

■ The current OSGi players in the market



2 CHAPTER 1 OSGi as a new platform for application development

can use a plethora of carrier-grade infrastructure services, such as HTTP, configuration,

deployment, event handling, transactions, persistence, RMI, naming and directory ser-

vices, and management.

 We’ll start this chapter by exploring development platforms and the benefits of

using such platforms to develop software. We’ll then discuss the requirements of a

platform intended for the development of enterprise-grade applications. Next, we’ll

focus on the OSGi technology, expanding into its core pieces, called the OSGi frame-

work, and its enterprise services. Finally, you’ll learn why OSGi is a good fit as a devel-

opment platform, particularly in light of existing solutions, such as JEE. Let’s start by

examining the basics.

1.1 What are development platforms and application frameworks?

In the context of software development, a development platform is a set of software

libraries and tools that aid in the development of software components, and the corre-

sponding runtime environment that can host these developed components, as shown

in figure 1.1.

 The runtime environment may consist of the hardware, operating system (OS), and

supporting runtime libraries. One example of a runtime environment is the Java Run-

time Environment (JRE), which includes the Java virtual machine (JVM) that isolates

the developer from the details of the underlying OS and hardware.

 Software frameworks are specialized types of a development platform’s libraries and

tools. Wikipedia defines a software framework as an “abstraction providing generic

functionality that can be selectively specialized to provide specific functionality.” 

 Particularly interesting to us are application frameworks. An application frame-

work is a type of software framework whose purpose is to provide a structure for the

creation of software applications. Applications are programs that allow users to per-

form related tasks together. Examples of software applications are document editors

and antivirus software.

 Putting it all together, a development platform allows a developer to create appli-

cations and to host these applications so that end users can use them. Throughout

this book, it’s important to keep these two players in mind: the developer (you) and

Development platform

Libraries,

tools,

frameworks

Runtime

environment

Figure 1.1 A development platform consists of 

a software framework and its supporting 

runtime environment.
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the end user, as illustrated in figure 1.2. Software development platforms are also

called toolkits or SDKs (software development kits).

 Historically, development platforms have always played an import role in software.

The Java platform, also known as Java Standard Edition (JSE), is one example. In this

case, the Java development kit (JDK) provides the software framework, and the Java

Runtime Environment (JRE) provides the runtime environment. The OSGi Service

Platform, which is the subject of this book, is another example of a development plat-

form. The OSGi Service Platform uses the JRE as its runtime environment. In addition,

it provides an application framework layered on top of the JDK. We’ll look into its

details throughout this book, but first let’s see why it’s important to use a development

platform to begin with.

1.1.1 Why use a development platform?

Consider the following definition of the word framework:

“an essential supporting structure of a building, vehicle, or object”

Why is the supporting structure of a vehicle important? It clearly sounds like it’s impor-

tant, but let’s see if I can articulate why that’s the case. I can think of two main reasons:

■ It guarantees that I’m sitting on top of something that’s solid—something that

has been designed properly, implemented suitably, and tested thoroughly. A

framework helps to decrease defects. This is a runtime characteristic.

■ It gives the manufacturer an opportunity to reuse the frame for different vehi-

cles. A framework helps to improve productivity through reuse. This is a design-

time characteristic.

It’s no different for development platforms. Development frameworks allow the cre-

ation of new applications in a form that’s both efficient and has a high degree of quality.

1.1.2 Enterprise platforms

Enterprise platforms are development platforms that support the creation of enter-

prise applications—applications that implement business processes, business logic, or

business integration to an enterprise. Examples of enterprise applications are a loan-

approval application, an order-processing application, a customer relationship man-

agement (CRM) application, and a travel management application.

Developer

Application

User

Application frameworkDevelops to Generates
Makes

use of

Figure 1.2 A developer creates an application, which is used by a user, and develops to a framework.
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 The following two aspects characterize enterprise platforms:

■ Enterprise platforms provide a collection of infrastructure-level utilities and ser-

vices common to many businesses and industries, such as management, direc-

tory service, monitoring, and distribution. 

■ Enterprise platforms must scale, perform efficiently, and be robust and fault

tolerant.

Following up on our previous example, Java also has an enterprise version, which is

called Java Enterprise Edition (JEE). Other examples of enterprise platforms are

Microsoft’s .NET Framework, SpringSource’s tc Server Development Edition, and to

some extent, Google’s Web Toolkit. Recently, a new enterprise platform has been

developed, the OSGi Service Platform Enterprise Specification. 

 As you can see by the number of players, enterprise technology is quite mature, so

why is there a need for a new platform, such as the one being provided by OSGi? We’ll

address this question in section 1.3, but before we can do that, you need to under-

stand OSGi a bit better.

1.2 The OSGi technology

The Open Service Gateway initiative (OSGi) was formed in March 1999 by a consor-

tium of leading technology companies with the mission to define a universal integration

platform for the interoperability of applications and services.

 When I first read their mission, it gave me the impression of being both overly

complex and somewhat outdated. Hadn’t people already created a universal platform

for applications? As you’ll learn, no one has been able to do it successfully.

1.2.1 The problem domain

First, let’s investigate the underlying problem that these companies were facing. The

initial members of the OSGi alliance were in a large part telecommunication equip-

ment manufacturers and service providers. They were interested in deploying soft-

ware applications on small-memory devices. For example, consider a mobile phone as

the device and a location-tracking application and an advertisement application as the

software applications being deployed to the mobile phone. The location-tracking

application uses the mobile phone to verify the current location of the subscriber and

informs the advertisement application of the location. The app then retrieves selected

advertisements that are suitable to the current location of the subscriber, such as pro-

motions from nearby restaurants, as shown in figure 1.3.

 This seemingly simple interaction caused the equipment and service providers sev-

eral interesting problems. First, the devices tend to have different hardware and thus

different programming APIs. Hence, each vendor had to program its applications to a

specific device and then port to other devices. Second, not only do the various hard-

ware devices use different programming APIs, but there’s also a large variation in their

functions and capabilities. Some have more memory than others; some have a disk

whereas others are completely diskless; some have GPS and some do not. Third, the
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lifetime of these devices is generally between one to two years, which means that new

applications are likely to be created during this period, partly because of changing

market demands. These new applications need to be dynamically deployed to the

devices and join the existing collaborating applications that are currently running in

the devices. And finally, because of the scarcity of the resources, these applications

needed to closely cooperate with each other in a concise and, more important, light-

weight manner.

 This is no simple matter after all. Is there an existing universal platform that could

help us, or does one need to be created?

 Again, let’s go through the problems. 

PROBLEM: COPING WITH DIVERSE PROGRAMMING APIS

The first problem is portability. We need a single programming platform that

abstracts the application from the underlying operating system and the hardware. In

other words, we need a virtual machine. Does anything come to your mind? Yes, of

course. Let’s use Java to solve our first problem. 

PROBLEM: VARYING DEVICE CAPABILITY

The second problem is subtler. Let’s consider a specific case. The advertisement appli-

cation can retrieve the available promotions from different sources. If the device has

ample bandwidth, the data source could be remote. If the device doesn’t have enough

bandwidth but has a disk, then the promotions could be retrieved in the background

and cached in the local disk as the subscriber enters a location, as shown in figure 1.4.

Location

tracker
Advertisement

Promotions

Position Display

Figure 1.3 A location-tracker application sends 

the current position to the advertisement 

application, which retrieves location-based 

promotions and displays them on the mobile device.

Location

tracker
Advertisement

Position Display

DiskNetwork

Promotions

Figure 1.4 An advertisement 

application may retrieve 

promotions either from the network 

or from a local disk, depending on 

the available bandwidth.
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There’s a clear service contract between the advertisement application and the data

source, but the implementation of this contract will vary depending on the device.

This universal platform must make it easy for applications to decouple service con-

tracts from the service implementation. The Standard Edition of Java (JSE) doesn’t

have a service registry or a service management framework that could help us with

this. Hence, this facility either needs to be implemented from scratch, or we could try

to borrow something from the Enterprise Edition (JEE) of Java. Let’s hold on to this

thought and tackle it after going through the other problems.

PROBLEM: SUPPORTING DYNAMIC CHANGES

The third problem can be summarized by the following requirement: the platform

must allow the dynamic deployment and undeployment of applications in a secure

form. Does JSE have support for this? Not really. You could try to solve this with the

Java class loaders, but it wouldn’t be easy, and there’s no simple way of unloading

classes after they’ve been loaded, not to mention that there’s no concept of an appli-

cation deployment unit. The closest concept to an application deployment unit is the

idea of JARs (Java Archives), but JARs by themselves don’t provide all the metadata

that’s needed, such as a unique naming schema for the applications. 

 As with the previous problem, we can implement our own solution for dynamic

deployment of applications or try to leverage something from JEE. For example, web

servers do have the concept of web applications, which are defined as part of a WAR

(Web Archive) deployment unit file. 

PROBLEM: PROVIDING A LIGHTWEIGHT SYSTEM

This brings us to the last problem. Whatever solution we pick, it must be lightweight.

Yes, we could try to leverage a directory service such as JNDI from JEE or leverage the

architecture from web servers, but these solutions would fail to consider the size and

memory constraints enforced by the devices onto the platform, making it less suitable

for embedded solutions and not a viable option.

1.2.2 The solution: a dynamic module system for Java

Java addresses some of the problems we’ve discussed, such as portability, but not all of

them. For instance, it lacks proper support for dynamic service management.

 Enter the OSGi Service Platform. In its most succinct definition, the OSGi Service

Platform, or OSGi platform for short, is a dynamic module system for Java. In OSGi ter-

minology, a Java module is called a bundle.

 The OSGi Service Platform is composed of two main components, the OSGi frame-

work and the OSGi services, as shown in figure 1.5.

THE OSGI FRAMEWORK

The OSGi framework provides its users with all the pieces that we discussed in the pre-

vious section: 

■ A portable and secure execution environment based on Java

■ A service management system, which can be used to register and share services

across bundles and decouple service providers from service consumers
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■ A dynamic module system, which can be used to dynamically install and unin-

stall Java modules, which OSGi calls bundles

■ A lightweight and scalable solution

The OSGi framework is the core structure of the OSGi Service Platform. It can be seen

as a backplane that hosts bundles, possibly containing services. If you consider that a

bundle can be an application, then the definition of the OSGi framework is in accor-

dance with our definition of application frameworks. That is to say, the OSGi frame-

work is an example of an application framework. 

 Right now, we’ll leave the definition of the OSGi framework somewhat loose. Let’s

not worry about what exactly bundles and services are. We’ll discuss the framework, its

concepts, and its APIs in detail in the next chapters. 

THE OSGI SERVICES

Alongside the OSGI framework, the OSGI Service Platform includes several general-

purpose services. You can think of these services as native applications of the OSGi Ser-

vice Platform.

 Some of these services are horizontal functions that are mostly always needed, such

as a logging service and a configuration service. 

 Some are protocol related, such as an HTTP service, which could be used by a web-

based application.

 And finally, some services are intrinsically tied to the framework, which won’t work

without them. Examples of these are the bundle wiring, which manages the dynamic

module system itself, and the start-level service, which manages the bootstrap process

of the framework.

guration Admin Declarative serviceDeployment Admin

User-defined services and applications

OSGI framework

OSGI service platform

Java

Dynamic Java modules (bundles)

Service management

Figure 1.5 The OSGi Service Platform comprises the OSGi framework and the OSGI services.
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 The focus of the initial releases of the OSGi Service Platform had been on the OSGi

framework, but gradually we see the OSGi services playing a more prominent role.

This trend toward other components, such as services, built on top of the core OSGi

framework is a reflection of the increasing popularity of the technology. 

1.2.3 The Enterprise OSGi

As can be deduced from its history, OSGi was initially employed in the embedded mar-

ket. But with its growing popularity and maturity, OSGi is moving to the enterprise

market. To address this requirement, the OSGi Enterprise Expert Group (EEG) cre-

ated the OSGi Service Platform Enterprise Specification (Enterprise OSGi).

 This specification combines OSGi services that can selectively be used to provide

enterprise functionality. These services can be grouped into enterprise features.

Examples of enterprise features, as shown in figure 1.6, are the following:

■ Management and configuration—This group includes the Configuration Admin

service as well as the JMX Management Model service and the Metatype service.

■ Distribution—This feature allows the communication of end points between

remote instances of OSGi framework instances. Some of the services in this

group are the Remote Service and the SCA Configuration Type.

■ Data access—This feature includes support for JDBC, JPA, and JTA and allows the

manipulation of persisted objects.

Before getting into the details of the OSGi technology itself, you should understand

the high-level benefits of using OSGi as your development platform. We address this

topic in the next section. 

OSGi framework

JMX

Metatype Admin

guration Admin

guration

JTA

JPA

JDBC

Data access

DistributionRemote service SCA

Figure 1.6 Enterprise OSGi consists of the OSGi framework and several OSGi services; 

together they provide enterprise features.
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1.3 Benefits of using the OSGi platform

Why is the OSGi technology a good development platform for Java applications? Even

further to the point, why or when is it better than the existing platforms on the mar-

ket? To answer this question, we need to consider the problems we face when we

develop full-fledged carrier-grade applications today.

 For simplification, we can categorize these problems into two groups: problems

intrinsic to the development of complex applications and problems related to existing

development platforms. The problems intrinsic to applications include the following:

■ As applications become larger and more complex, they become harder to main-

tain, sometimes exponentially so! 

■ Applications are difficult to extend without causing their erosion.

The problems related to existing platforms include these:

■ Existing platforms are large, heavyweight systems and thus are complex to learn

and use.

■ There’s a lack of portability among software vendors, making it difficult to reuse

or share vendor components, even at the API level.

We’ll explore each of these problems individually in the next sections. If the OSGi

technology is able to help us address the problems of both of these categories, then

not only is it suitable for the development of applications, but it’s also a better tool for

doing so.

1.3.1 OSGi manages the complexity of large systems

As developers, we’ve one time or another all faced the problem of complexity. Things

are good when we’re working by ourselves, on a separate, isolated piece of code. But

as the team grows, from one person to ten, and the code grows from a few thousand

lines to several hundred thousand, so does the complexity of working with the code

and the team, and the bad news is that the increase isn’t linear.

 I’m positive all of the following will sound familiar:

■ A simple change to the implementation of one component causes breakages

throughout the application, at apparently dissociated locations.

■ No one on the development team knows with certainty whether an interface

can be changed without breaking existing clients.

■ There are several closely related versions of the same utility functions in the

application’s source code.

How is the problem of managing large systems related to enterprise applications?

Enterprise applications are by their very nature complex systems because of the fol-

lowing two factors:

■ Business processes and business logic are inherently complex.



10 CHAPTER 1 OSGi as a new platform for application development

■ Enterprise applications need to deal with complex issues such as resilience,

management, and distribution.

How can OSGi help you manage the complexity of large systems? OSGi decreases

complexity by allowing you to efficiently modularize your code and thus deal with

smaller problems one at a time. By designing your code as independent modules that

interact collectively to achieve the application’s goal, rather than as a single mono-

lithic structure, you’re able to apply the millennia-old strategy of divide and conquer to

your solutions. 

 Remember that the OSGi framework allows you to define Java modules, or bun-

dles. These bundles have formal versioned interfaces, which must be explicitly refer-

enced by any consuming client. In fact, by defining formal contracts between

producers and consumers of code, you’re able to decrease the likelihood of experi-

encing the three problems raised in the preceding paragraphs. 

 For example, let’s look at the first problem

again in detail. Consider bundle B, which con-

tains three packages: p, q, and r. Packages p and

q contain only implementation classes and don’t

need to be public, whereas r contains public user

interfaces, as shown in figure 1.7. There’s a bug

in class C of package p (p.C) that needs to be

fixed. If you were using the OSGi framework, you

could have specified that the packages p and q of

bundle B are not public. This means that the

only code that has visibility to these packages would be within the bundle itself, which

would allow you to restrict testing to the bundle and to any consumers of the public

package r when p.C is changed. By modularizing your code, you have better control

over it and know what the impact will be when something changes.

 In this particular case, could you have achieved the same results by meticulously

coding and making sure that all Java classes are final, using the least open accessibility

modifier (for example, private members), and so on? Perhaps, but would it be effi-

cient or even possible to do these tasks on a large scale, involving several people and

thousands of lines of code? Most certainly, it would not.

 Furthermore, keep in mind that in OSGi the contract between producers and con-

sumers is specified declaratively, that is, not in Java. This gives you enormous potential

for tooling. For example, you could find out the transitive closure of all classes that

should be tested when a class is changed.

 Nevertheless, as brilliantly stated by Fred Brooks in 1986, there are no silver bul-

lets. It’s still the developer’s responsibility to design adequately. For example, there’d

be no point in using the OSGi framework to achieve modularization and then make

everything public. We’ll address modularity in the following chapters, so don’t worry if

the details aren’t clear yet. The main point to understand is that the OSGi framework

improves modularity, which in turn decreases the complexity of managing large proj-

ects and increases reuse.

Bundle B

p

q

r

Consumer

Figure 1.7 Bundle B with private 

packages p and q and public package r, 

which is being used by a consumer
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1.3.2 OSGi provides extensibility without eroding the system

Successful applications commonly need to be extended throughout their lifecycle; this

is largely driven by changes to business requirements in today’s fast-paced markets.

 The problem with extensions is that they open up your system. Extensions are like

public APIs, but they’re more problematic because people have greater flexibility with

extensions than with public APIs. You’ll find that people sometimes do the unex-

pected with extensions.

 Extending a system slowly helps erode it.

 This is similar to software maintenance. As software ages, fixing bugs becomes

harder and harder. Every code change takes longer to make and has a greater poten-

tial of causing other problems in the software. The reason for this erosion is that both

when adding extensions and fixing bugs you’re incorporating new code that wasn’t

made by the original authors of the software.

 How can you restrain the erosion? You have to bind and control the new code.

How can OSGi help you with binding and controlling extensions? As you’ve seen,

OSGi defines the concepts of services, service consumers, and service providers. 

 A service consists of an interface and an implementation. The service consumer

only sees and uses the service interfaces, whereas the service provider supplies the ser-

vice implementations and doesn’t interact directly with the consumers.

 Generally, extensions of an application framework play the role of service provid-

ers, and the actual framework plays the role of the service consumer, as shown in fig-

ure 1.8. The service interface defines the contract of the extension; in other words, it’s

the extension point. 

 In this case the extension hooks into the lifecycle of the framework, and the frame-

work calls back into the extension when appropriate. One example is an extension

that wants to be notified when events of a certain type are received by the framework.

 Sometimes extensions also act as the service consumers. The framework still

defines the service interface, but it also provides the service implementation, which is

then used by extensions.

 Regardless of the approach, by keeping the extensions decoupled from the frame-

work as separate service providers or consumers and by having a formal extension

contract, you’re able to isolate the extension code and thus decrease the overall ero-

sion of the system.

 Furthermore, OSGi allows you to dynamically manage the service providers. For

example, OSGi supports the shutdown of a service provider that might be misbehaving

without impacting the rest of the system.

Framework Extension

Extension point

Service consumer
Service

Service provider

Figure 1.8 Extensions provide services 

through extension points. The framework 

consumes the services. 
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1.3.3 OSGi is lightweight and customizable

As you’ve seen, the applications you develop can become quite complex. This com-

plexity has historically also been reflected in the development platforms. To support

the complexity of full-fledged applications, the development platforms comprise col-

lections of features, APIs, and tools and therefore have become heavyweight and com-

plex themselves. They try to be a one-size-fits-all solution to all the requirements of all

businesses. 

 For example, a loan-approval application may need to interact with a credit-check-

ing system using web services, whereas an order-processing application interacts with its

partner using some messaging middleware, such as JMS. Regardless of these different

requirements, the existing development platforms include both web services and JMS

technologies for both applications’ runtimes. Even though the order-processing appli-

cation uses only JMS, its runtime also ends up paying the price of a web services stack.

 This may seem inconsequential initially, but consider that there are dozens of dif-

ferent enterprise technologies, as you’ve seen in the OSGi services section, and thus a

simple hello world application may end up having a runtime that takes megabytes of

memory and seconds to minutes to start. No matter what, this complexity leaks out to

us developers in different forms. Our iterative development lifecycle becomes slow, we

must learn more APIs than we need to use, the programming model becomes com-

plex, and so on. We can all relate to how complicated it is to deploy the simplest of

applications to any enterprise platform today.

 The OSGi platform addresses this by providing a bare-bones framework, the OSGi

framework, to which services can be added a la carte. For example, if you need a web

services stack, you can install it; otherwise, it’s not present. The OSGi platform can be

customized to be as lightweight or as complex as needed. Furthermore, this flexibility

shows in different ways; for example, being able to install features dynamically means

that the lifecycle of new features provided by software vendors can be shortened. You

don’t need to wait a year or two for the next version of your application servers;

instead, you can download and install new enterprise features by themselves as soon as

they become available.

1.3.4 OSGi allows for portability

Java Enterprise Edition and some of the other enterprise platforms are standardized.

This means that in theory you should be able to move a JEE application from one JEE

application server to another, albeit hinging on the fact that you must use only stan-

dard APIs and no vendor extensions. This capability of being able to host an applica-

tion on a different vendor’s application server is called application portability. 

 Yet, there’s another level of portability, not always mentioned, which is that of ven-

dors’ features themselves. For example, wouldn’t it be nice to be able to use a vendor’s

JMS implementation with another vendor’s web services stack in a single container?

Why would you want to do this? Among other reasons, here are the three main ones:
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■ It allows you to pick and choose the best-of-breed implementations of different

features across all vendors. For example, one vendor might be known for its

messaging implementation, whereas another might have more experience with

persistence service.

■ It allows you to make use of new features that may be available only from certain

vendors.

■ Being able to move a particular feature to a different container means that you

can use vendor extensions and still achieve application portability, because you

can migrate the container’s features alongside the application. 

So, whereas most enterprise platforms try to standardize their entire APIs as a single

unit, OSGi standardizes the APIs piecemeal, in modules, allowing the vendors to pro-

vide smaller pieces and the developers to select and reuse the pieces they find to be

better.

 OSGi also has another major advantage over other standards such as the JEE speci-

fication: simplicity. As you’ll see, you can create an OSGi-compliant Java module by

adding a few lines to a Java’s MANIFEST.MF file. Conversely, a JEE-compliant module

needs several JEE configuration files, annotations, and Java classes that implement

technology-specific Java interfaces. Simplicity plays well with standardization. Vendors

are more apt to invest in standardization if the cost isn’t prohibitive. Take a look at the

Apache Software Foundation projects at http://www.apache.org/. You’ll notice that

several projects, such as Derby, have already been made into OSGi modules. Would

this have happened if the process of making a library into an OSGi module was costly?

I doubt it.

 So far we’ve looked at four benefits of using OSGi. In the next section, we’ll sum

these up in one practical example. 

1.4 Building blocks: the essence of OSGi

Let’s reconsider the location-specific advertisement application of section 1.2.1.

There are several features or services you could add to it:

■ You could persist the selections of the promotions preferred by the mobile cli-

ent, which later could be used for data mining.

■ You could inform the correspondent of the promotion (for example, the store)

that the mobile client has received the promotion and spent more than some

considerable amount of time looking at it, perhaps through the use of an event-

dispatching service.

■ You could provide a mechanism that allows configuring of the application.

Figure 1.9 depicts the advertisement application and the services it uses.

 Put simply, the most important thing to learn in this chapter is that the OSGi plat-

form provides you with the means to quickly, efficiently, and easily build applications

just by putting together building blocks. OSGi allows you to use and integrate building

blocks that are being provided by different vendors, unknown to them. As you’ll see,
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you can even replace a building block dynamically, if a newer, better version is avail-

able from the same vendor or from a different vendor. 

 In this book, you’ll learn how to use OSGi to create modular enterprise-grade

applications by reusing infrastructure-based building blocks. You’ll also learn how to

perform the role of a building block vendor, providing your own reusable infrastruc-

ture services. 

 Collectively, all of these benefits have triggered the dissemination of public librar-

ies of features—repositories of OSGi modules. We’ll go through a list of such reposito-

ries in the next section.

1.5 Players

A multitude of vendors have implemented some aspect of the OSGi Service Platform,

be it just the framework or selected services. This is no doubt a testament to OSGi’s

simplicity and its modularization. 

 Some of the most commonly used implementations of OSGi frameworks are these:

■ Eclipse Equinox: http://www.eclipse.org/equinox/

■ Apache Felix: http://felix.apache.org/site/index.html

■ Knopflerfish: http://www.knopflerfish.org/

Most of these framework vendors also publish a public repository of services. For

example, the following URLs point to these different vendors’ repositories:

■ Felix Repository: http://felix.apache.org/obr/releases.xml

■ Knopflerfish Repository: http://www.knopflerfish.org/repo/repository.xml 

In addition, several new projects have been created to tackle the implementation of

the Enterprise OSGi. The goal is to allow developers to build enterprise applications

using standard Enterprise OSGi services and the framework implementation of their

choosing. Following are two projects that are working on implementing the Enter-

prise OSGi:

■ Eclipse Gemini: http://www.eclipse.org/proposals/gemini/

■ Apache Aries: http://incubator.apache.org/aries/

Persistence ConfigurationEvent dispatcher

Advertisement

application

Figure 1.9

Application makes 

use of enterprise-based 

building blocks
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Finally, diverse development platforms, which have distinct goals, are using OSGi

internally to implement their solutions. Some of these completely hide OSGi, whereas

some do actually expose OSGi in some form or other. For example, a common expo-

sure is to treat the OSGi module as the deployment unit of their platforms. Regardless,

here are some examples of development platforms that are OSGi based:

■ IBM WebSphere Application Server

■ Oracle (formerly Sun) GlassFish Application Server

■ Eclipse Virgo (SpringSource dm Server)

■ JBoss Application Server

■ Apache Camel

■ Apache Sling

■ Apache ServiceMix

■ Apache Karaf

This is a reasonable number, especially if you consider that OSGi is still an emerging

technology. Furthermore, because you can mix and match the components from dif-

ferent vendors, the overall gains are even larger! For example, you can use the Felix

OSGi framework with the Eclipse service implementations and perhaps implement a

few services of your own along the way.

 By now, you’re probably convinced and excited to use OSGi, but does this mean

you need to start from scratch? We’ll tackle this issue in the next section.

1.6 Are we starting from scratch?

If you’re going to develop to the OSGi platform, does it mean that you need to drop

your existing development platforms, such as JEE, and learn a new technology from

scratch yet again? Or, even more important, can you leverage code from any of your

existing enterprise applications? 

 Fortunately, the OSGi platform builds heavily upon JEE. As you’ll see, there’ll be

several cases where we use, in some form or other, existing specifications defined by

JEE, just in a slightly more modularized and isolated manner. This means that you’re

able to use the skill sets you learned in the past.

 In addition, because existing JEE applications have been coded to APIs that also

exist in the OSGi platform, you can move over some of the code from JEE containers

to OSGi containers; however, this isn’t always possible, and even when it is possible,

some rewriting may be needed.

 Finally, the reverse is also true; you should be able to migrate OSGi applications to

JEE in some form. Furthermore, there’s an even more appealing option in this case,

where OSGi applications can be hosted in existing JEE application servers. This is done

by hosting the full OSGi framework on top of JEE, and it’s possible because OSGi is,

after all, lightweight and modular.

 As you’ll see, the benefits of using OSGi are numerous, but in the end it all hinges

on the fact that OSGi allows you to modularize both the static as well as the dynamic
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structure of a program in a productive and efficient form. You may point out that the

concept of modularization has been used in software engineering for decades, so why

is this any different now? The difference is that OSGi allows you to apply modulariza-

tion in a systematic form to software systems at their very foundation, which was never

attempted before.

1.7 Summary

Development platforms consist of an application framework and a supporting run-

time environment. The Java platform, with the JDK and JRE, is one example of a devel-

opment platform. Enterprise platforms, such as Java Enterprise Edition (JEE), add

enterprise features to the platform. 

 The OSGi Service Platform provides a dynamic Java module system for Java. It

allows Java code to be modularized and to be managed as services. The OSGi Service

Platform consists of the OSGi framework and the OSGi services. The OSGi Service Plat-

form Enterprise Specification (Enterprise OSGi) was created to support enterprise use

cases. It defines a collection of OSGi services that can be used together for enterprise

features.

 OSGi provides the means to achieve modularization, which helps decrease and

manage the complexity of large systems. OSGi provides a native extensibility mecha-

nism through the use of services. Finally, a consortium of several large companies is

driving the OSGi specifications, hence aiding with its adoption as a standard.

 In the next chapter, we’ll drill down into the OSGi framework in detail. In chapter 3,

we’ll employ what you’ve learned so far to build your first OSGi-powered application.

But this application will lack several useful features, such as persistence. Following up

on this, we’ll take an in-depth look into how we can use configuration, event handling,

persistence, RMI, transactions, naming and directory services, and management to

develop full-fledged carrier-grade OSGi solutions.

 Finally, you must keep in mind that the main purpose of OSGi is to provide you

with an efficient framework for creating and integrating software building blocks. 
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Abstract

A central concern in the area of pervasive computing has been the integration of digi-

tal artifacts with the physical world and vice-versa. Recent developments in the field of

embedded devices have led to smart things increasingly populating our daily life. We

define smart things as digitally enhanced physical objects and devices that have commu-

nication capabilities. Application domains are for instance wireless sensor and actuator

networks in cities making them more context-aware and thus smarter. New appliances

such as smart TVs, alarm clocks, fridges or digital-picture frames make our living-rooms

and houses more energy efficient and our lives easier. Industries benefit from increasingly

more intelligent machines and robots. Usual objects tagged with radio-tags or barcodes

become linked to virtual information sources and offer new business opportunities.

As a consequence, Internet of Things research is exploring ways to connect smart things

together and build upon these networks. To facilitate these connections, research and in-

dustry have come up over the last few years with a number of low-power network protocols.

However, while getting increasingly more connected, embedded devices still form multiple,

small, incompatible islands at the application layer: developing applications using them

is a challenging task that requires expert knowledge of each platform. As a consequence,

smart things remain hard to integrate into composite applications. To remedy this fact,

several service platforms proposing an integration architecture appeared in recent years.

While some of them are successfully implemented on some appliances and machines, they

are, for the most part, not compatible with one another. Furthermore, their complexity

and lack of well-known tools let them only reach a relatively small community of expert

developers and hence their usage in applications has been rather limited.

On the other hand, the Internet is a compelling example of a scalable global network of

computers that interoperate across heterogeneous hardware and software platforms. On

top of the Internet, the Web illustrates well how a set of relatively simple and open stan-

dards can be used to build very flexible systems while preserving efficiency and scalability.

The cross-integration and developments of composite applications on the Web, alongside

with its ubiquitous availability across a broad range of devices (e.g., desktops, laptops,

mobile phones, set-top boxes, gaming devices, etc.), make the Web an outstanding can-

didate for a universal integration platform. Web sites do not offer only pages anymore,

but Application Programming Interfaces that can be used by other Web resources to cre-

ate new, ad-hoc and composite applications running in the computing cloud and being



accessed by desktops or mobile computers.

In this thesis we use the Web and its emerging technologies as the basis of a smart things

application integration platform. In particular, we propose a Web of Things application

architecture offering four layers that simplify the development of applications involving

smart things. First, we address device accessibility and propose implementing, on smart

things, the architectural principles that are at the heart of the Web such the Repre-

sentational State Transfer (REST). We extend the REST architecture by proposing and

implementing a number of improvements to fit the special requirements of the physical

world such as the need for domain-specific proxies or real-time communication.

In the second layer we study findability : In a Web populated by billions of smart things,

how can we identify the devices we can interact with, the devices that provide the right

service for our application? To address these issues we propose a lightweight metadata

format that search engines can understand, together with a Web-oriented discovery and

lookup infrastructure that leverages the particular context of smart things.

While the Web of Things fosters a rather open network of physical objects, it is very

unlikely that in the future access to smart things will be open to anyone. In the third

layer we propose a sharing infrastructure that leverages social graphs encapsulated by

social networks. We demonstrate how this helps sharing smart things in a straightforward,

user-friendly and personal manner, building a Social Web of Things.

Our primary goal in bringing smart things to the Web is to facilitate their integration into

composite applications. Just as Web developers and tech-savvies create Web 2.0 mashups

(i.e., lightweight, ad-hoc compositions of several services on the Web), they should be able

to create applications involving smart things with similar ease. Thus, in the composition

layer we introduce the physical mashups and propose a software platform, built as an

extension of an open-source workflow engine, that offers basic constructs which can be

used to build mashup editors for the Web of Things.

Finally, to test our architecture and the proposed tools, we apply them to two types

of smart things. First we look at wireless sensor networks, in particular at energy and

environmental monitoring sensor nodes. We evaluate the benefits of applying the pro-

posed architecture first empirically by means of several prototypes, then quantitatively

by running performance evaluations and finally qualitatively with the help several devel-

opers who used our frameworks to develop mobile and Web-based applications. Then,

to better understand and evaluate how the Web of Things architecture can facilitate the

development of real-world aware business applications, we study automatic identification

systems and propose a framework for bringing RFID data to the Web and global RFID

information systems to the cloud. We evaluate the performance of this framework and

illustrate its benefits with several prototypes.

Put together, these contributions materialize into an ecosystem of building-blocks for

the Web of Things: a world-wide and interoperable network of smart things on which

applications can be easily built, one step closer to bridging the gap between the virtual

and physical worlds.



Kurzfassung

Die Integration von digitalen Artefakten mit der physischen Welt ist ein zentrales Anliegen

des Pervasive Computing. Jüngste Entwicklungen im Bereich der eingebetteten Systeme

haben dazu geführt, dass wir in unserem täglichen Leben immer öfter mit “smarten”

Dingen – vernetzten, digital angereicherten Geräten – interagieren. Unsere Städte werden

durch drahtlose Sensor- und Aktuatornetze intelligenter und ermöglichen kontextsensi-

tives Verhalten. Neue Geräte wie intelligente Fernseher, Wecker, Kühlschränke oder dig-

itale Bilderrahmen machen unsere Wohnungen und Häuser energieeffizienter und unser

Leben angenehmer. Die Industrie profitiert von zunehmend intelligenteren Maschinen und

Robotern. Alltägliche Objekte, die mit Funkchips markiert oder mit Strichcodes verse-

hen sind, werden um virtuelle Informationsquellen erweitert und bieten neue Geschäfts-

möglichkeiten.

Als Folge dieser Entwicklung wird in den letzten Jahren im Rahmen des Internet der

Dinge nach Möglichkeiten gesucht, smarte Dinge miteinander zu vernetzen. Um das

Verbinden von Geräten zu vereinfachen, haben Forschung und Industrie eine Reihe von

Niedrigenergie-Kommunkationsprotokollen konzipiert und standardisiert. Eine Folge dieser

Entwicklungen war jedoch, dass sich auf der Anwendungsebene unter den verbundenen

Geräten immer mehr kleine, unvereinbare Inseln bildeten. Das Erstellen von Anwen-

dungen für smarte Dinge ist heute eine anspruchsvolle Aufgabe, die Fachwissen über

jede einzelne Plattform erfordert. Dies erschwert die Integration von vernetzten Alltags-

gegenständen in geräteübergreifenden Anwendungen. Um dieser Entwicklung entgegen-

zuwirken, erschienen immer mehr Integrationsarchitekturen die zwar zum Teil erfolgreich

eingesetzt werden, jedoch meistens nicht miteinander kompatibel sind. Ihre Komplex-

ität und der Mangel an unterstützenden Werkzeugen führen dazu, dass sie nur von einer

kleinen Gruppe von Experten verwendet werden können und damit ihr Nutzen für die

Erstellung von innovativen Anwendungen bisher eher begrenzt ist.

Das Internet ist ein überzeugendes Beispiel für ein skalierbares weltweites Computer-

netz, in dem heterogene Hardware- und Softwareplattformen ohne Integrationsprobleme

zusammenarbeiten. Des Weiteren zeigt das World Wide Web, wie durch die Nutzung

von vergleichbar einfachen und offenen Standards hochflexible Systeme gebaut werden

können, während die Effizienz und Skalierbarkeit des Internet weiterhin gewährleistet



sind. Aufgrund seiner breiten Verfügbarkeit auf verschiedenen Geräten (z.B. PCs, Lap-

tops, Mobiltelefone, Set-Top-Boxen, Spielkonsolen etc.) und seiner hohen Flexibilität ist

das Web ein hervorragender Kandidat für eine universelle Integrationsplattform. Webseit-

en bieten neben ihrem klassischen Inhalt auch Programmierschnittstellen, die von anderen

Web-Ressourcen verwendet werden können, um innovative Anwendungen in der Cloud zu

erstellen, auf die von Desktops oder mobilen Computern aus zugegriffen werden kann.

In dieser Arbeit schlagen wir das Web of Things als eine vierschichtige Applikationsin-

tegrationsarchitektur vor, die die Entwicklung von Anwendungen mit smarten Dingen

vereinfacht. Zunächst wenden wir uns dem Problem der Zugänglichkeit von Geräten zu

und schlagen die Umsetzung der Prinzipien, die das Herzstück des Web bilden (z.B. Rep-

resentational State Transfer, REST), auf smarten Dingen vor.

Des Weiteren haben wir die REST-Architektur erweitert, um die speziellen Anforderungen

der physischen Welt – etwa die Notwendigkeit für domänenspezifische Proxies oder für

Echtzeit-Kommunikation – zu berücksichtigen. Ausserdem betrachten wir die Frage der

Auffindbarkeit : Wie können in einem Netz von Milliarden von smarten Dingen diejenigen

Geräte, die für eine bestimmte Anwendung benötigte Dienste anbieten, gefunden werden,

und wie kann mit ihnen interagiert werden? Zur Lösung dieser Probleme schlagen wir

ein leichtgewichtiges, für Suchmaschinen lesbares, Metadaten-Format vor, das mit einer

Web-basierten Auffindungs- und Suchinfrastruktur zusammenarbeitet, die den besonderen

Kontext von smarten Dingen berücksichtigt.

Obwohl das Web of Things ein offenes Netz von physischen Objekten unterstützt, ist

es unwahrscheinlich, dass der Zugriff auf smarte Dinge in Zukunft für jedermann un-

eingeschränkt möglich sein wird. Aus diesem Grund bauen wir auf der dritten Ebene eine

Infrastruktur, die soziale Netzwerke verwendet, um das gemeinsame Nutzen von smarten

Dingen zu ermöglichen. Wir zeigen, wie ein solches social Web of Things die kollektive

Verwendung von physischen Artefakten auf benutzerfreundliche Art undWeise ermöglicht.

Das Hauptziel dieser Arbeit ist die Verwendung des Web, um die Integration von smarten

Dingen in kollaborativen Anwendungen zu vereinfachen. Dadurch ermöglichen wir Weben-

twicklern und anderen Personen mit guten Computerkenntnissen, innovative, auf smarten

Alltagsdingen basierende, Anwendungen zu entwickeln – so, wie sie heute Web 2.0-Mashups

(leichtgewichtige, ad hoc aus verschiedenen Web-Diensten zusammengesetzte Applikatio-

nen) erstellen. Um dieses Ziel zu erreichen, stellen wir auf einer weiteren Ebene (Com-

position Layer) das Konzept von physischen Mashups vor. Wir schlagen ausserdem eine

Softwareplattform vor, die als Erweiterung eines quelloffenen Workflow-Systems konzip-

iert wurde und Grundkonstrukte bereitstellt, um Mashup-Umgebungen für das Web of

Things zu erstellen.

Wir verwenden zwei verschiedene Arten von smarten Dingen, um unsere vorgeschlagene

Architektur und die dazugehörigen Werkzeuge zu testen: Zuerst betrachten wir drahtlose

Sensorknoten, insbesondere solche, die für Umwelt- und Energieüberwachung eingesetzt

werden. Wir bewerten die mit dem Einsatz unserer Architektur zusammenhängenden

Effekte empirisch in verschiedenen Prototypen, quantitativ über Leistungsmessungen und



qualitativ mithilfe von mehreren Entwicklern, die unsere Systeme bei der Erstellung von

mobilen Applikationen und Webanwendungen einsetzen. Um ausserdem zu verstehen, wie

das Web of Things die Entwicklung von intelligenten Geschäftsanwendungen vereinfachen

kann, betrachten wir Systeme zur automatischen Identifizierung von Gegenständen und

schlagen ein System vor, mit dem RFID-Daten in das World Wide Web und globale

RFID-Informationssysteme in die Cloud integriert werden können. Wir demonstrieren

das Leistungsverhalten dieses Systems anhand von verschiedenen Prototypen.

Zusammengefasst liefern unsere Beiträge ein Ökosystem von Bausteinen für ein globales

Netz von interoperablen smarten Dingen, die das Erstellen von geräteübergreifenden An-

wendungen vereinfachen, welche die Kluft zwischen der virtuellen und der physischen Welt

überbrücken.





Résumé

L’intégration du digital avec le réel reste l’une des préoccupations principales de l’informa-

tique ubiquitaire et pervasive. De plus, les récents développements en informatique

embarquée ont pour conséquence un déploiement croissant d’objets intelligents. Nous

définissons les objets intelligents (appelés smart things dans cette thèse) comme des objets

du monde réel doués d’une capacité de communication. Parmi les domaines d’application

de ces objets, on peut citer: les réseaux de capteurs déployés dans nos villes modernes,

les rendant plus intelligentes et adaptatives ou la domotique permettant à nos nouveaux

téléviseurs, radio-réveils, frigidaires ou cadres à photos de nous rendre la vie plus facile

et d’optimiser notre communication ou consommation d’énergie. De façon similaire,

l’industrie bénéficie de robots et de machines de plus en plus intelligents et les biens de

consommation sont équipés d’étiquettes électroniques ou de code-barres liés à des sources

d’information virtuelles permettant de nouveaux cas d’utilisation.

Forte de l’engouement pour ces nouveau systèmes, la recherche dans le domaine de

l’Internet des objets explore de nouvelles manières de connecter ces objets ensemble. Afin

de faciliter ces connections, la recherche et l’industrie ont proposé plusieurs protocoles

de communication. Toutefois, bien que ces protocoles facilitent la communication bas-

niveau, les objets intelligents forment encore des ı̂lots isolés les uns des autres au niveau

applicatif. Par conséquent, la création d’applications pour des objets intelligents reste

presque exclusivement accessible à des spécialistes du domaine de l’embarqué tout comme

la création de services composites utilisant des objets intelligents. Pour contrer cette com-

plexité, plusieurs plateformes orientées services proposent une architecture d’intégration.

Toutefois, bien qu’implémentées avec succès sur quelques appareils et machines, ces plate-

formes ne sont souvent pas compatibles entre elles et leur complexité les rend difficiles

d’accès aux novices.

En revanche, l’Internet se présente comme un très bon exemple de réseau global d’ordina-

teurs hétérogènes intégrés avec succès. Au-dessus de l’Internet, le Web quant à lui illustre

comment un petit nombre de standards ouverts et relativement simples facilitent la con-

struction d’applications complexes tout en préservant une certaine efficacité. De plus, la

capacité du Web à supporter la création d’applications composites et interopérables ainsi

que sa disponibilité pour une large palette d’appareils (p.ex., PC, portables, téléphones,



set-top boxes, consoles de jeu, etc.) en font un candidat idéal pour une plateforme

d’intégration universelle. En effet, les sites Web ne sont plus de simples pages mais

de véritables services qui peuvent tre réutilisés en combinaison avec d’autres sites afin

de créer dynamiquement de nouvelles applications s’exécutant en ligne et dont les clients

sont de natures diverses.

Dans cette thèse nous utilisons le Web et ses technologies émergentes comme base pour

une plateforme applicative intégrant les objets intelligents. Au sein de l’architecture ap-

plicative du Web des objets, nous proposons quatre couches permettant de simplifier la

création d’applications. La première couche traite de l’accès aux objets intelligents. Nous

y dissertons de l’adaptation et de l’implémentation dans le monde des objets des principes

architecturaux du Web. En particulier nous étudions l’utilisation du “Representational

State Transfer” (REST). Nous étendons l’architecture REST en proposant certaines adap-

tations afin de prendre en compte les contraintes des objets intelligents. A titre d’exemple,

nous étudions l’utilisation de passerelles et proposons des modèles de communication en

temps réel.

Dans la deuxième couche nous étudions la recherche et la localisation des objets. Dans

un Web peuplé de milliards d’objets, comment pouvons-nous retrouver celui fournissant

le service le plus adapté à notre application? Afin de répondre à cette question nous pro-

posons un modèle léger de méta-données que les moteurs de recherche peuvent interpréter.

De plus, nous implémentons un système de registre permettant d’effectuer des recherche

de services en fonction du contexte particulier des clients et des objets intelligents.

Le Web des objets tel que nous le présentons dans cette thèse promouvoit un réseau global

et ouvert d’objets intelligents. Pourtant, il est peu probable que nous souhaitions laisser

l’accès libre à tous nos objets au reste du monde. Dans la troisième couche nous adressons

ce problème en proposant une infrastructure permettant le partage d’objets sur le Web.

Cette infrastructure utilise les réseaux sociaux afin de permettre un protocole de partage

facilement utilisable et basé sur nos connections personnelles, créant ainsi un Web social

des objets.

Notre but principal lorsque nous proposons d’amener les objets au plus proche du Web est

de faciliter leur utilisation dans des applications composites. Tout comme les aficionados

de la technologie et du Web créent facilement des “mashups” (càd. des applications

légères et dynamiques utilisant plusieurs services du Web), ils devraient pouvoir en faire

de même avec les objets intelligents. En conséquence, la troisième couche traite de la

composition de services et introduit la notion de mashups physiques. Nous y proposons

une plateforme logicielle construite comme une extension d’un gestionnaire de processus

et offrant des éléments de langage permettant de créer des éditeurs de mashup pour les

objets intelligents.

Finalement, afin de d’évaluer l’architecture et les outils proposés, nous nous attardons sur

deux types d’objets intelligents. Tout d’abord nous considérons les réseaux de capteurs

environnementaux. Les bénéfices de l’utilisation du Web des objets y sont testés de façon

empirique par le biais de plusieurs prototypes, de façon quantitative à l’aide d’évaluations



de performances, puis de façon qualitative par le biais d’études avec des développeurs

utilisant ces approches. Ensuite, nous étudions le cas des systèmes d’identification par

ondes radio (RFID) et proposons une structure permettant d’amener les données et ap-

pareils RFID sur le Web. Nous évaluons les performances de cette structure et illustrons

ses bénéfices par le biais de plusieurs prototypes.

Mises ensemble, les contributions de cette thèse proposent les fondations du futur Web

des objets: un réseau d’objets et de services global et interopérable au-dessus duquel des

applications peuvent tre créées avec aisance. Cette thèse permet donc de diminuer le fossé

qui existe encore entre notre monde de tous les jours et le monde virtuel.
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1.1 Motivation

Pervasive and ubiquitous computing have a long-lasting tradition of looking into inte-

gration of physical objects with the digital world. Recent developments in the field of

embedded devices have led to smart things increasingly populating our daily life, slowly

but steadily forming interconnected networks of physical objects: Sensor nodes are net-

worked together to create environmental monitoring applications, making cities smarter

and dynamically adapting to their context [196]. Home appliances such as TVs, alarm

clocks, digital picture frames and Hi-Fi systems can communicate with each other to

offer integrated services such as cross-devices multimedia experiences, smarter HVAC

(Heating, Ventilating, and Air Conditioning) systems or more energy aware and efficient

homes [113, 91, 196, 133, 134]. RFID-tagged objects in stores and along supply-chains

allow manufacturers, suppliers and service providers to optimizes their operations [16, 55].

Products get digital identities through barcodes or RFID tags and offer unprecedented

business opportunities [56, 57, 16, 133].

To facilitate these connections, research and industry have come up with a number of low-

power physical and transport network protocols such as Zigbee, Bluetooth, IEEE 802.15.4

or, more recently, low-power WiFi and 6LoWPAN [98, 99] [244]. However, while these
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Figure 1.1: Smart things are digitally enhanced objects and devices that have communication

capabilities. They range from machines and home appliances to wireless sensor and actuator

networks as well as tagged every-day objects.

developments help towards integrating smart things at the network layer, at the applica-

tion layer, embedded devices still form multiple, small, incompatible islands: Developing

applications using them remains a challenging task that requires expert knowledge of each

smart things platform [36, 161]. As a consequence, smart things remain hard to integrate

into composite applications.

Several service platforms propose a standardized integrated architecture to facilitate the

cross-integration of smart things. Standards such as UPnP and DNLA, Jini or OSGi

successfully address concerns such as service discovery and registration. However, these

systems are not fully compatible with one another and their complexity and lack of well-

known tools let them only reach a relatively small community of expert developers [35].

Hence their direct usage for innovative applications (e.g., mobile or Web-based applica-

tions) has been rather limited to date.

In the world of enterprise computing, interoperability and loose-coupling at the business

application layer is achieved using WS-* Web services [10]. WS-* Web services, some-

times called “Big Web services” [154], are based on two main XML formalisms: WSDL

and SOAP as well as a set of additional standards (WS-Addressing, WS-Security, WS-

Discovery, etc.). With the goal of facilitating the integration of smart things with appli-

cations, several research initiatives look at adapting these services to the real-world [157,

36, 104, 79, 161]. This research led to lighter forms of WS-* services targeted towards

real-world applications such as DPWS (Device Profile for Web Services) [104] or DNLA,

both direct evolutions of UPnP.
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The ultimate goal of these initiatives can be summarized as trying to create a loosely-

coupled ecosystem of services for smart things. That is, a widely distributed platform

in which the services provided by smart things can be easily composed to create new

applications and use-cases. As shown in several research projects, the WS-* approach is

an improvement over the proprietary protocols traditionally used in this field [36, 104, 35],

however the approach also has important shortcomings. First, WS-* standards are rather

verbose and heavy in terms of required bandwidth, memory and CPU. This makes them

challenging to implement on devices with limited resources [214, 154]. More importantly,

despite their name, Web services actually use the Web as a transport layer and not as an

application architecture [153] making them harder to use and integrate with the World

Wide Web.

The Internet is a compelling example of a scalable global network of computers that in-

teroperate across heterogeneous hardware and software platforms. On top of the Internet,

the Web illustrates well how a set of relatively simple and open standards (e.g., HTTP,

HTML, XML, JSON, etc.) can be used to build very flexible systems while preserving effi-

ciency and scalability. The cross-integration and developments of composite applications

on the Web, alongside with its ubiquitous availability across a broad range of devices (e.g.,

desktop computers, laptops, mobile phones, set-top boxes, gaming devices, etc.), make

the Web an outstanding candidate for a universal integration platform [81].

Hence, as more and more devices are getting connected to the Internet, the next logical

step is to use the World Wide Web and its associated technologies as a platform for

smart things. In the Web of Things (WoT), we are considering smart things as first-

class citizens of the Web and position the WoT as a refinement of the Internet of Things

(IoT) [133, 134, 170] by integrating smart things not only into the Internet (the network),

but into the Web (the application layer).

To achieve this integration, we propose to reuse and adapt patterns commonly used for

the Web. We embed Web servers [99, 42, 76] on smart things and apply the REST

(Representational State Transfer) architectural style [50, 160] to the physical world. The

essence of REST is to focus on creating loosely coupled services on the Web so that

they can be easily reused [153]. REST is actually core to the Web and uses URIs for

encapsulating and identifying services on the Web. In its Web implementation it also uses

HTTP as a true application protocol. It finally decouples services from their presentation

and provides mechanisms for clients to select the best possible formats. This makes

REST an ideal candidate architecture to build a universal API for smart things. As the

“client-pull” interaction model of HTTP does not fully match the needs of event-driven

IoT applications, we further suggest the use of syndication techniques such as Atom and

some of the recent real-time Web technologies to enable smart things push interactions.

In this thesis, we propose a Web of Things Architecture: a Web-based distributed appli-

cation platform for smart things. As a consequence of the proposed architecture, smart

things and their functionality get transportable URIs that one can exchange, reference

on Web sites and bookmark. Smart things are also linked together enabling discovery

simply by browsing. The interaction with smart things can also almost entirely happen in
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a browser, a tool that is ubiquitously available and that most users are familiar with [110].

Applications can be built upon them using well-known Web languages and technologies.

Furthermore, smart things can benefit from the mechanisms that made the Web scalable

and successful such as caching, load-balancing, indexing and searching.

In this thesis, rather than looking at one particular challenge, we take a holistic view,

looking also at the bigger picture. We propose a number of building-blocks towards

creating a distributed deployment of smart things which fosters serendipitous re-use of

smart things. Our goal is to create a participatory WoT where communities and users can

create opportunistic applications, i.e., composite applications easily created by re-using

existing services or devices. Just as people create Web mashups [90] involving Web 2.0

services, they should be able to create Physical Mashups [81] mixing services from the

real and virtual worlds together.

1.2 Contributions

In this section we outline the main contributions of the thesis towards an Internet of

Things supporting opportunistic applications or physical mashups. First, we present the

Web of Things architecture. We then apply it systematically to two domains: Wireless

Sensor and Actuator Networks and Auto-ID (Automatic Identification) networks.

1.2.1 The Web of Things: A Web-Oriented Service Platform for

Smart Things

Our first contribution is the Web of Things Architecture. For this, we build on top of

network connectivity and focus on the application layer. We take a systematic approach

required to achieve the mashability of smart things with the Web. We identify four

layers: accessibility, findability, sharing and composition. We study how each layer can

be designed and implemented as a service on the Web using Web languages and patterns.

We begin by addressing device accessibility. We propose to use the REST architectural

style [50] and study its applicability to smart things [81]. For this part, we build upon

several projects in the field of ubiquitous computing [110, 39, 126] and look at a system-

atic application of the REST principles and their current Web implementation in HTTP

to adapt the architecture to the needs of smart things. We then discuss two ways of

integrating smart things to the Internet and the Web. Either directly or through the

use of enhanced reverse proxies that we call Smart Gateways [193, 77]. As a result,

smart things become easier to build upon. Popular Web languages (e.g., HTML, Python,

JavaScript, PHP) can be used to easily build applications involving smart things and

users can leverage well-known Web mechanisms (e.g., browsing, searching, bookmarking,

caching, linking) to interact and share these devices. We illustrate this by means of a user

study.
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We then study the findability [144] of smart things: once they are connected to Web, how

does one find the services they offer to integrate them into composite applications? In

particular, we propose a discovery and lookup infrastructure for the Web of Things and

describe smart things according to a metadata model that we implement using semantic

annotations based on Microformats [254]. Furthermore, we propose, implement and eval-

uate extending user search queries for smart things services based on a new process [70]

using related keywords extracted from services on the Web (e.g., Wikipedia, Yahoo Web

Search, etc.) [77].

Using smart things in composite applications requires a scalable sharing mechanism that

lets owners of smart things manage access control in a convenient and straightforward way.

We introduce the Social Access Controller [71], a platform that relies on social networks

(e.g., Facebook, LinkedIn, Twitter, etc.) and their open APIs (e.g., OpenSocial) to enable

owners to leverage the social structures in place for sharing smart things with others.

Finally, we discuss the composition of smart things on the Web. We introduce the notion

of Physical Mashups where services from the Web are serendipitously composed with

services offered by smart things. We discuss a number of requirements towards a Physical

Mashups Framework upon which Physical Mashup editors can be built and propose an

implementation as an open service on the Web [68].

These four layers form the basis of our Web of Things Architecture. Not every Internet of

Things application that is to be ported to the Web will require the four of them, but they

present a model that can be used towards a looser-coupling, better and easier integration

of the physical and the virtual worlds thanks to Web technologies.

1.2.2 Case Studies

Our second and third contributions are two domains in which we apply the Web of

Things Architecture in three different case studies. We first look at the field of Wireless

Sensor and Actuator Networks and then at Auto-ID networks.

Bringing Wireless Sensors and Actuators Networks to the Web

In the last decade, important progress in the field of embedded systems has given birth to a

myriad of tiny computers to which virtually any type of sensors/actuators can be attached.

By inter-connecting these devices using low-power wireless communication, a whole new

world of possible applications is unveiled. Networks of physically distributed computers,

usually called Wireless Sensor Networks (WSN), are valuable tools for monitoring the

physical world [196]. Likewise the same type of devices can also be used for actuating the

world, such as controlling security systems, traffic lights, etc. These networks are then

called Wireless Sensor and Actuator Networks1

1We will subsequently use the term Wireless Sensor Network (WSN) for both, pure sensor and sen-
sor/actuator networks.
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Unfortunately, most projects using WSNs are based on different – and usually incompat-

ible – software and hardware platforms [36, 104, 35, 6]. Within such an heterogeneous

ecosystem of devices, the development of simple applications still requires special skills

and a substantial amount of time [146]. Moreover, for each new deployment, a large

amount of work must be devoted to re-implement basic functions and application-specific

user interfaces, which is a waste of resources that could be used by developers to focus

on the application logic. Ideally, developers should be able to quickly build applications

only by recombining ready-made building-blocks.

Hence, the world of WSNs is an interesting case-study for the proposed approach as

adopting a simple application architecture for these devices contributes to foster their

wider usage and applicability. Our contribution here is to look at two WSN platforms

and evaluate the validity of our approach by integrating them to the Web based on the

Web of Things Architecture.

Facilitating General Purpose Sensing Applications We first look at an all purposes

WSN platform called Sun SPOTs [273]. We design, implement and evaluate how each

layer of the model can be leveraged to make the developments on top of this platform

as accessible as simple Web development is. With this platform we also evaluate the

performances when using Web protocols directly on WSNs using embedded Web servers.

Facilitating Energy Monitoring and Control Applications Rising global energy de-

mand and the limitation of natural resources has led to increased thoughts on residential

energy consumption. A necessary step towards energy conservation is to provide timely

and fine-grained consumption information. This allows for users to identify energy saving

opportunities and possibly adjust their behavior to conserve energy [135].

Currently available off-the-shelf products that depict the energy consumption in near real-

time are helpful, but do not fully meet the user needs as they have high usage barriers and

often require complex installations [60]. Furthermore, they are not able to provide the

most compelling feedback [53] since they lack the ability to provide an appliance-specific

break down of the energy consumption and are not able to compare the consumption

of individual devices in an appealing manner. Finally, they do not meet the needs of

software developers as they do not offer open APIs, and developing applications on top

of them is rather cumbersome.

Hence, we propose an easy to use, deploy and develop upon device-level energy monitoring

platform called Energie Visible [83, 81, 204]. It is based on an off-the-shelf smart power

outlet that we seamlessly integrate into the Web by systematically applying the Web

of Things Architecture. We demonstrate how this facilitates, on the one hand-side, the

deployment and usage by home users and, on the other hand-side, the development of

novel applications for developers. We present the design and implementation of a Web

user interface. We further evaluate the suitability of our approach with the help of a

pilot deployment and feedback from several developers using our framework in research
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projects and prototypes such as a mobile phone energy monitoring application.

Facilitating the Development and Deployment of Distributed Auto-ID Applications

The RFID (Radio Frequency IDentification) [169, 52] standards community has developed

a number of communication interfaces and software standards to provide interoperability

across different RFID deployments. This extensive standards framework, known as the

EPC (Electronic Product Code) Network [170], covers aspects such as reader-to-tag com-

munication, reader configuration and monitoring, tag identifier translation, filtering and

aggregation of RFID data, and persistent storage of application events. While there are

in total fifteen standards that make up the EPC Network framework, the air interface

protocol known as EPCglobal UHF Gen2 has seen the most adoption – both in large scale

supply chain applications as well as niche RFID deployments.

The adoption of the software standards within the EPC Network has been significantly

slower [172, 72]. The deployment of RFID applications that implement the EPC Network

standards often remains complex and cost-intensive mostly because they typically involve

the deployment of rather large and heterogeneous distributed systems. As a consequence,

these systems are often only suitable for big corporations and large implementations and

do not fit the limited resources of small to mid-size businesses and small scale applications

both in terms of required skill-set and costs.

While there is most likely no universally available solution to these problems, the success

of the Web in bringing complex, distributed and heterogeneous systems together through

the use of simple design patterns appears as a viable approach to address these challenges.

Thus, our contribution in this context is to study the pain points of RFID applications

and systematically apply the Web of Things model [74, 72].

In particular, we show how Cloud Computing, RESTful interfaces and the real-time web

as well as Physical Mashups can simplify application development, deployments and main-

tenance in a common RFID application. Our analysis also illustrates that RFID/EPC

Network applications are an interesting fit for WoT technologies and that further research

in this field can significantly contribute to making real-world applications in this domain

less complex and cost-intensive.

1.3 Thesis Outline

The remainder of this thesis is structured as follow: Chapter 2 presents the Web of

Things Architecture. We expose the required components for a successful Web-integration

of smart things. We further propose a number of optional components that help to create

a Web ecosystem in which Physical Mashups are made possible. In particular, we discuss

device accessibility, findability, sharing and composition. In this part of the thesis, we

also review an alternative architecture and present a user-study in which we build upon



8 Introduction

the developers’ experience to provide guidelines on making the right architectural decision

for IoT projects.

In Chapter 3 we apply the architecture to the domain of Wireless Sensor Networks. In

the first part we discuss the integration of a general purpose sensing platform. We then

present the benefits of the Web of Things Architecture when applied to smart energy

monitoring and control. Based on our open-sourcing of the platform, we also discuss a

pilot deployment and illustrate the ease of use and integration that the Web of Things

Architecture provides.

In Chapter 4 we show how the architecture can be applied to the Auto-ID and RFID

domain. We apply it to several components of the EPC Network and illustrate, by means

of prototypes and studies, how the Web of Things Architecture has the potential to

simplify and foster developments in the RFID domain.

Finally, in Chapter 5 we provide an summary of our contributions. Taking a step back, we

also discuss some of the open challenges and interesting future directions that we believe

the Internet of Things and Web of Things domains will have to take.



Chapter 2

The Web of Things

”Any sufficiently advanced technology is indistinguishable from magic”

Arthur C. Clarke
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In this chapter, we present the Web of Things Architecture. We describe the four layers

it is based on: the Device Accessibility Layer, Findability Layer, Sharing Layer and

Composition Layer as shown in Figure 2.1.

The overall goal of this architecture is to facilitate the integration of smart things with

existing services on the Web and to facilitate the creation of Web applications using smart

things. In particular, we formulate the following general requirements [77, 72] we would

like for our architecture to fulfill:

1. It should lower the entry barrier for developers and foster rapid prototyping. This

allows a wider range of developers, tech-savvy users (technologically skilled people)

or researchers to develop on top of smart things and contributes to fostering third

party (public) innovation using smart things.
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Abstract—The introduction of low-cost renewable energy
production, e.g., by photovoltaic, has turned classical grid nodes
like homes and offices in prosumers, taking an active role in
smart energy systems by merging home-automation and energy
production functionality. However, to become a self-balancing
element of a stable smart grid, supporting the energy-aware
cooperative production, storage, and consumption, a scalable
software is needed tailored for smart micro grids and their
integration in large-scale systems. In the following, the imple-
mentation of a layered SOA-based distributed architecture is
presented, that provides open interfaces simplifying the plug-
and-play of hardware and software components, allows the run-
time adaption of its reactive behavior to incrementally enhance
its intelligence, and uses an interaction paradigm supporting
an open and distributed form of cooperation.

Keywords-Smart Grid, Demonstrator, Smart Energy, Lay-
ered Architecture, Office Automation, System Architecture,
SOA, OSGi, ActiveMQ

I. INTRODUCTION

The increasing integration of renewable energy from pri-

vate households and companies, which are connected to the

medium and low voltage level, starts to change our energy

system drastically. New challenges in the energy system

include not only the balancing of volatile, largely distributed,

small-volume energy production and consumption, but also

a shift of centralized overall control infrastructure to more

localized and decentralized approaches. This requires new

energy systems, which will enable decisions and the man-

agement of available energy production and distribution on

the local level.

This paper focuses on establishing new system architec-

tures and their implementation by providing a realization

in form of a demonstrator for an element in distributed

energy systems, forming an intelligent node in a smart grid

infrastructure environment. Smart grid nodes include energy

consumption, production, buffer capacity, sensors and ICT

components. In order to achieve smart grid requirements like

integration and independence of electrical devices including

plug and play capabilities, scalability, distributable, robust-

ness and self-recovery, the developed smart node architec-

ture is designed maximal flexibility. Besides the control

of heterogeneous devices, the architecture also covers the

integration of sensors, in order to enable control mechanisms

for energy efficiency and the possibility to run a wide variety

of different application scenarios, providing a Living Lab to

evaluate the applicability of the architecture.

Our smart grid node demonstrator provides the needed

infrastructure to integrate several heterogeneous devices in

an office space environment (such as smart meters, home au-

tomation units, sensors, solar panels, batteries, air-condition

etc.). The smart node enables metering/monitoring, storing,

processing, and analyzing the status and data of individual

devices, aggregating it into the status of the overall smart

grid node. The demonstrator also includes methods to decide

on and perform actions to achieve a better energy efficiency

(e.g., turning off unused lights). Besides basic energy saving

the Living Lab can be used to demonstrate methods, which

are currently investigated in the smart home research com-

munity. This includes optimization and control of appliances

(like dish washer, washing machine, refrigerator, smart home

devices etc.), which can use energy at times when the energy

prices are lower or can be rescheduled to another time to

smooth unexpected energy peaks, as it was shown in [1].

One of the main challenges to establish a demonstrator

that offers lots of interoperability was the integration of dif-

ferent devices. Most of the devices in the Living Lab provide

different interfaces and data structures. For example: The

home automation devices are communicating via EnOcean

[2], messages while the smart meters have either a built-in

web front-end (IPswitch [3]) or communicate via modbus

(PacSentron[4]). Right now, there is not yet a common

interface to access the devices data that can be used to

establish a smart building, without the need for components

that translate between different protocols.

The developed Living Lab enables the collection of real

life data, which is important to find out what kind of data is

needed, how much data is produced by the different devices

and what monitoring frequency is required for the system to

control the different devices. The collected data will help to

get a deeper understanding about the data processes in smart

nodes, which will be needed in the future. Our smart grid

node Living Lab will also provide the possibility to connect

to other smart grid demonstrators.

This paper is structured as follows: the next section will

provide a short overview of the Living Lab demonstrator



environment. Afterwards, the developed smart node architec-

ture is described in section III, while section IV demonstrates

its implementation. The paper continues with experiences in

section V and finishes with a conclusion and an outlook in

Section VI.

II. LIVING LAB

A. Demonstrator Hardware Plattform and Environment

The goal of Living Lab smart grid node is the definition

of a flexible prosumer node architecture, merging energy

management and home automation aspects and facilitating

the integration of different device types, providing an exten-

sive set of data. Furthermore, providing a layered, distributed

architecture, its control functionality can be easily extended.

As a Living Lab, the demonstrator is implemented as part of

the regular office space of fortiss. The general installation

and the existing energy and data flow is shown in figure 1.

As the core elements of the technical platform, four major

categories of devices are installed. The first group of devices

is related to the energy production and storage. A 5 kWh

photovoltaic system is installed on the roof of the building.

In addition to the solar panels, a battery system including

an intelligent charge controller provides sufficient capacity

to supply a set of offices with energy running in island mode

(i.e., decoupled from the metropolitan grid). The data from

the photovoltaic system is gathered by a data logging device

and provided via web interface.

To support usage scenario of a work-place setting, an

office room and a meeting room are part of the Living

Lap. Both rooms are equipped with devices of the second

category: actors and sensors of the EnOcean [2] familiy,

which represents the home automation part of our Living

Lab. EnOcean devices are wireless and powerless home

automation components. The sensors, which are installed

within our office space, are: Temperature sensors (indoor and

outdoor), occupancy sensors, window sensors and lightness

sensors (indoor and outdoor), switches for the blinds and

lights. To control devices like blinds or lights, actors were

installed, which receive the signals either from the switches

itself, or from an EnOcean gateway via Ethernet.

The third category of installed devices are smart meters.

One Siemens PacSentron 4200 [4] smart meter is installed

in the office space and measures both demonstrator rooms.

Another PacSentron is installed in the server room and

measures the consumption of two air conditioner units. For

a fine-grained monitoring of consumption data, three further

PacSentrons are installed to measure all other office rooms,

which are currently not integrated into the demonstrator.

All PacSentrons are connected via Ethernet (ModBus via

Ethernet) to the office LAN and answer to a gateway,

translating the ModBus data from the meters into IEC 61850

[5] conform data.

The category of smart meters also includes an IPswitch

meter [3]. This IPswitch is comprises three electric meters

which measure the energy consumption of high-end com-

puting servers (including a switch and a big data-storage

device) and the interruptible power supply (UPS) backup

system. A three phased meter is connected to one UPS, two

other two phased meters are connected to the servers. The

IPswitch provides an Ethernet interface to the local network

and has a built-in web server, which presents the current

energy consumption on a web page. Additionally, there is

one electric meter from EnOcean. It measures the energy

consumption of the lights in the meeting room.

The fourth category of devices is an air conditioner control

management system for the two air conditioner units in

the server room. The data (like temperature, cooling hours,

status, etc.) of the air conditioner units is distributed over

Ethernet via a web-interface, which allows their monitoring

and control.

All devices of the Living Lab are connected via Ethernet.

This Ethernet serves as communication backbone for the de-

veloped architecture, described in Section III. The developed

software, which collects and monitors the data and controls

the devices is discussed in Section IV.

B. Related Work

In the field of smart homes, substantial research including

the implementation of demonstrators has been performed [1]

[6]. It includes integration of intelligent household appli-

ances, solar panels, a combined heat and power plant (CHP)

and an e-car battery into a smart home. The demonstrators

investigates the management of the energy demand in future

smart grid, implementing an observer/controller architecture

to achieve the goal of adaptation and automatic control. The

architecture was chosen from the context of organic com-

puting [7][8], whereas our focus is more based on service

orientation to build up a flexible, distributed platform of

COTS technology for further research activities, facilitating

device integration and system interoperability.

In the home automation domain, a wide variety of smart

devices and corresponding approaches for load-balance &

price-efficient techniques inside a residential building have

been investigated, e.g., [9] [10] [11]. There has been research

going on for automation of smart office buildings [12]

[13]. [14] points to the effort in building energy efficient

office infrastructure based on dynamic pricing and operation

scheduling using predefined policies, implemented by a set

of rules that must hold for the operation of each associated

device. In this paper, we propose policies for the operation

of devices, but do not coupled those policies with the

devices. The rule system component – described in detail

in SectionIV – supports user-defined rules, which can be

changed at run-time.

On the architectural level, there have been attempts to

use SOA for smart homes based on OSGi capability. [15]

proposes a SOA architecture for smart homes based on

OSGi with Mobile-Agent technology. Mobile Agents (MAs)



Figure 1. The Living Lab Demonstrator including information and energy flow

are the software modules, which support the automatic

interaction between various components of the system. As

pointed out in there, the inability of the MAs to handle

unexpected exceptions makes them less applicable. [16]

propose a similar approach as presented here. That approach

emphasized on using UDDI and SOAP via XML, with the

disadvantage that UDDI has inefficient mechanism to handle

service publishing and discovery. In our proposed architec-

ture, we use OSGi as principle runtime environment and

Apache ActiveMQ for the interaction between the services.

III. ARCHITECTURE

To build up the demonstrator, a layered architecture was

developed, specifically providing functionality for smart grid

nodes. The layered architecture reduces the complexity of

the system, while supporting a large set of heterogenous

devices (with different interfaces installed in different loca-

tions). It enables the user to easily integrate new devices

into the system, support the communication, and process

large amounts of data. For the support of decision making

and control of the system, a rule system was integrated.

A. Layered Architecture

A smart grid node architecture needs to combine two

goals. It has to work in a heterogeneous hardware landscape

while providing a generalized interface for usage in higher

level domains such as data-analysis, event-processing and

control applications. To combine these two goals the archi-

tecture can be divided into layers. We use three layers: A de-

vice layer, a communication layer, and a processing/control

layer, which is shown in figure 2.

The device layer deals translates the device specific pro-

tocols into a device independent internal protocol, using an

event-based communication paradigm. This encapsulation

facilitates the implementation of higher-level functionali-

tyby abstracting all hardware-dependent details (e.g. vendor-

specific protocols). Moreover, extending the system to a new

set of devices is supported by developing a wrapper that

implements an interface (see IV-B). By providing such a

wrapper, adding new hardware to the node can be performed

in a plug and play-fashion.

To integrate the heterogeneous components, a service

bus provides the necessary communication layer. It en-

ables components to interact either in a one-to-one or

publish/subscribe manner depending on the use-case: One-

to-one communication enables the interaction with a specific

endpoint (e.g. controlling a specific device), while a pub-

lish/subscribe mechanism enables to broadcast events, which

are useful for a set of components (subscribers) within the

system (e.g. sensor-data to be sent to a decision-making as

well as a logging component). This layers also provides the

mechanims to connect the node to other systems including

a billing system or other smart grid elements.

On top of the communication layer, high-level services

provide more complex functionality. It includes a service

for persisting all events in a database for analysis. The

rule system as a more advanced service provides a decision

system for the control of the node using a set of predefined



Figure 2. Architecture of the fortiss Living Lab demonstrator

strategies (e.g. to turn off certain devices when a smart meter

reports high energy costs).

B. Design Principles

1) Event-driven communication: Sensor hardware pro-

vides its information either pull based (e.g. displayed on an

HTML page like IPswitch) or pushed based (e.g. EnOcean-

Gateways which stream EnOcean messages into the system

as they arrive). To provide a consistent and simple interface

for all devices, one of those approaches had to be chosen

for the system.

In a push-based architecture, poll-based devices would

be polled by the wrappers in the device layer and an

event would be generated after each poll or under certain

conditions (i.e. the difference between the current sensor

value and the last was above a certain threshold). In a pull-

based architecture the device layer components for push-

based devices would need to cache the most recent events

from all their devices and provide them until being polled.

The push-based (or event-driven) approach has several

advantages for our purpose:

• New sensor-data is propagated almost instantaneous

and without the overhead produced by polling

• No effort has to be made to cache push-based devices

information for polling

• No additional polling logic is required for implemen-

tation of higher-level components

One potential drawbacks of such a design is the fact

that the system does not provide an inherent sense of its

current state, requiring higher level components to track

such information. However, the persistency service of the

proposed architecture responsible for storing events proved

to be sufficient for the implemented functionality, including

all kind of user interfaces and other higher-level services as

the rule system described in see IV-D3, which requires a

higher performance that could not be achieved by polling

either.

2) Service Oriented Architecture: The most important

aspect of SOA is the service: A service is typically a

component within the system that provides a clearly defined,

single functionality (such as “long term persistence of sensor

data”) and encapsulates all logic and data necessary for this

task [17].

Such a component must not to be confused with a tech-

nical service (e.g. access to a database): A SOA should be

technology-agnostic, leaving technical details to the service

implementation.

To access data or logic represented by a service, the ser-

vice provides a high-level service contract and an interface

that provides all information, which is necessary to work

with it. This service interface reflects application domain

principles, not technical ones (e.g., “give me the most recent

sensor value for sensor42”, not “execute SELECT . . . ”).

This facilitates to interact with services without knowledge

about their internal structure and to replace a service imple-



mentation without interfering with other components [18]

(4.3.2 and 5.1).

Services can provide basic functionalities (such as ex-

posing a certain piece of hardware via a clearly defined

interface, providing historic sensor data or information about

relationships between devices) or use other services to pro-

vide more high level functionalities such as controlling the

node by consuming the services of wrappers and components

providing historic values or information on the relationships

between devices.

Note that the terms of “basic” or “higher level” services do

not necessarily match the architecture layers: For example,

a persistence service is a “basic” service since it does not

consume any other service but is nevertheless situated in the

highest layer since it provides information for processing

functionality.

IV. IMPLEMENTATION

The following section provides an overview of how the

design mentioned before was implemented in the Living Lab

demonstrator. We describe the most important technical in-

frastructure before providing more detail about the interfaces

that describe sensor data and actor control information. The

last subsection outlines in more detail the components that

provide the abstract services described above.

A. Technical Infrastructure

1) Service-Bus: The current implementation of the com-

munication layer uses Apache ActiveMQ [19] as a service-

bus implementing the Java Message Service standard [20]

and utilizing SOAP for message encoding. This makes

all components accessible in a web-service-like manner

and provides one-to-one as well as the publish-subscribe

communication mechanisms as mentioned above.

By using Enterprise Integration frameworks such as

Apache Camel [21] it is also possible to integrate external

components that were not built for a service-bus architecture

(as a proof-of-concept, an off-the-shelf alarming system

developed by an external vendor was integrated using this

technique).

2) Component Platform: While the system is prepared

to run in a highly distributed environment, hosting it on

a single platform makes it much easier to maintain. It

currently runs in an OSGi [22] environment as a component

platform, which enables us to activate, deactivate or deploy

system modules easily, providing a platform on which new

components can be integrated in a plug and play fashion.

While [15] uses an OSGi-based agent-oriented approach for

adding new devices, the Living Lab does not rely on specific

extension of the OSGi platform to keep the design as flexible

and technology independent as possible.

While implementation as a distributed system are not

fully exploited at this point with all hardware and software

components locally integrated, in a more advanced scenario

with a distributed collection of devices or a microgrid of

smart nodes can run their own rule systems.

B. Interfaces

The core services of the Living Lab demonstrator are

the services for processing sensor data and controlling the

actors.

The first service is provided by the communication layer,

which allows the wrappers in the device layer to trigger

events, i.e., messages indicating updated sensor values. The

wrappers in the device layer provide a service for processing

commands, i.e. processing messages to control a certain de-

vice. Interfaces to both services are designed symmetrically.

At the moment, established interface standards exist only

for a subset of the functionality, which is required for a

smart grid node. E.g., the IEC 61850 [5] based interface

describes aspects of power consumption very well, but is

much less suitable for other sensor families, such as tem-

perature sensors, and does not address controlling devices at

all. Thus, an interface specification had to be defined to suit

all these requirements. In principle, the definition of such

an interface can follow two design paradigms: Generalized,

with a very basic and simple interface, or specialized, with

a lot of domain-knowledge modeled into the interface.

A specialized approach has the advantage of a more

expressive semantics, that can be used to clearly classify

an event (e.g. “light-switch 3 changed to state down”).

However, such an interface definition requires a mature do-

main model. Since domain engineering was not the primary

objective of this research, a generic approach was chosen.

Sensor data is described as a simple event, which is based

on primitive data types:

• A double-event for measurements including a unit and a

value for precision of information such as temperature,

position of blinds, energy consumption, lightness. . .

• A boolean-event for on/off type events such as state

of a button, or true/false events such as window

closed/opened, room occupancy true/false. . .

• A toggle-event for events without any semantics, e.g.

pushing a stateless button

Such an interface definition covers all essential event classes

needed in a smart grid node setting, and can be easily

extended by adding a more domain-specific model along

the lines of IEC 61850 on top of it.

Events corresponding to commands to devices are defined

in a similar way. They also include additional attributes to

delay or group events. E.g., a boolean command to a light

would switch a light on or off, while a double command to

the blinds could trigger the actor to move the blinds to 25%.

Finally, state change events are provided to describe

changes in the system. They can, e.g., used to describe

‘virtual commands’ to keep track of actors that are triggered

outside of system control. For example, in case a light

switch is directly coupled to light-actor, the actor is triggered



directly by the switch without rule system involvement.

Thus, the system can record the switch-event as well as the

triggered action with its boolean-event, bringing the system

state back in sync with the real world. This mechanism with

controlled and observed actions and state changes can be

used to make sure basic functions can still be controlled

manually in case of a system malfunction or maintenance.

To announce the existence of new devices, the interface

also defines a newDevice event. Thus, new wrappers only

need to be configured to know the systems service-bus and

send such an event to be incorporated into the system.

Adding a discovery mechanism (which is currently not

implemented but possible with the underlying service bus

implementation), prepares the system for complete plug and

play (always assuming the device does speak the described

protocols or a wrapper was created for it).

C. Device Addressing

In a pure service-oriented approach, every single device

(every light, button, air conditioner,. . . ) would expose and

consume services and thus be addressed individually on the

service-bus. This approach was found to be highly inefficient

in early prototype benchmarks since current frameworks

were not designed for such a large number of endpoints.

Thus, devices in the system are addressed with a combi-

nation of their wrappers endpoint-address (e.g. EnOcean1)

and a device-ID that uniquely identifies the device within

the wrapper. Such a device-ID could either be the devices

real ID as defined by the vendor (e.g. 010088C8) or the

ID is defined by the user when configuring the device

(e.g. officelight152 1030). Note that IDs are primarily of

technical nature. More human readable names can be defined

in a meta-data storing component (see section IV-D).

D. Components

1) Wrappers: In the lowest layer, the wrappers act as

a source of information for the system. The amount of

information (data points) pushed to the system as events

depends on the device capabilities and the implementation

of the wrapper. Some devices periodically push their data to

connected listeners, whereas others send data upon changes

only. The wrapper can listen for any data and forward

this information as events. If necessary periodically pushed

information can be held back by the wrapper and forwarded

upon changes only. Another device type has to be polled

by the wrapper. When designing the wrapper a polling-

rate suitable for the type of the device should be chosen.

In the Living Lab wrappers for EnOcean, IPswitch, air

conditioner control and PacSentron are collecting data from

the connected devices. EnOcean follows the push approach,

while the other three wrappers are polling their devices.

2) LocationManager: To be able to control the smart grid

node effectively, additional metadata about all devices, their

relationships and their environment is necessary for easier

configuration and maintenance of the system (also in regard

of the rulesystem see section IV-D3). Such metadata includes

a unique device name, device type and physical location.

Relationships between devices are associations influencing

for the system behavior (e.g. “EnOcean1?010088C8 must

switch toshibaAC?srv1” or “toshibaAC?srv1 is in datacen-

ter”) or model connections in the physical world the system

must be aware of (e.g. “EnOcean1?01003F84 directly wired

to EnOcean?officelight225 1030”). Basically, part of the

information could be hard-wired via the individual wrappers

on the device layer. However, the set of metadata required

also contains information, for which the wrapper is not

responsible for, such as human-readable names and relation-

ships between devices of different classes and vendors (e.g.

EnOcean sensor triggers air conditioner).

To avoid dispersion of information over several compo-

nents and to support a more structured represenation of

information (e.g., grouping of devices to rooms, floors,

etc.), the responsibility for such metadata was delegated

to a separate component, the LocationManager. It uses the

graph database neo4j [23] to model all associations between

devices, rooms and possibly different buildings in a graph.

Additionally neo4j offers a key-value store for every node,

used for storing the device-specific information. Figure 3

shows how the devices described above can be modeled in

the LocationManager.

3) Rulesystem: To control the smart grid node, in the

approach presented here, a set of rules (i.e., a set of actions

executed upon the satisfaction of their triggering conditions).

In the current implementation, the Rulesystem component

registers with the service-bus to receive all events issued in

the system. Upon receiving one of the events the component

uses the JBoss Drools rule engine [24] to process the

event and act accordingly. A simple rule for turning on

the air conditioner in case the temperature rises above 25

degrees Celsius is given in Figure 4. This rule controls

every air condition system that has been connected to a

certain temperature sensor, ensuring that air condition is

turned on as soon as a sensor sends a temperature event

with a value above the defined threshold. It relies on the

LocationManager component to identify which air condition

unit will be activated, using the information about the

devices and their relationships. This enables the user to

write rules in a generalized fashion, avoiding to duplicate

similar device-specific rules for each applicable combination

of sensors and actors. This reduces the complexity of the rule

system, which would result in an bloated rule base hard

to maintain, slowing down the system, and increasing the

probability of contradictory rules.

4) Persistence: The Persistency component registers with

the service-bus as an event handler. All information from

received events is written to a relational database and can

be queried using the services offered by the persistency com-

ponent. The component represents the central data collection
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Figure 3. Schematic example for a graph stored in the LocationManager

Figure 4. Example of a rule, turning on the air-conditioning when the
temperature raises above a certain level.

and accumulation. The collected data features an average of

14.000 data points collected during a single day in our Living

Lab. This large amount of data is due to a detailed generation

of events in the current setup. All events from push-based

devices are passed on as events, while wrappers that require

polling are typically generating a full set of events when

being polled (e.g. every 10 seconds). The amount of data can

be reduced significantly by filtering duplicate events within a

certain time frame or reducing the overall polling frequency.

V. EXPERIENCES

A. Hardware Pitfalls

When implementing the wrappers for the device layer

we repeatedly experienced that some hardware is not yet

prepared to be integrated into a heterogeneous system or

even integrated with other software at all: Some hardware

vendors do not provide any defined API, making it nec-

essary to implement fragile web-scraping solutions to get

the necessary data. Other vendors appear to provide such

interfaces but do not test or define them very well: We had

to deal with firmware that was unsuitable for some common

use-cases, software that became unstable when running over

longer periods of time and gaps, errors or inconsistencies in

protocol or interface-specifications.

Clearly defined standards would certainly help to make

building automation devices more interoperable.

B. Amount of Gathered Data

As mentioned in section IV-D4, the system gathers several

millions of data points in a few weeks. While this is not

an issue in terms of storage, impacts on query-performance

can already be experienced on the demonstrator. Here, more

efficient ways to aggregate and persist the data need to

be added. To that end the necessary degree of detail of

the sampled data has to be investigated, needed for the

application scenarios. Here, strategies with different time

windows with different levels of details for different sets of

data including corresponding aggregation techniques must

be provided.

C. Efficiency of Communication Protocols

We chose SOAP as a communication protocol primarily

for its flexibility and ease of use when developing additions

to the system independent of the technical details. However,

SOAP is by far inferior to other message encoding methods

in terms of efficiency due to the costs of XML marshaling

and remarshaling [25].

At this point, such costs are not yet a problem for the

basic system-functions, such as gathering sensor data or

control, but they are already visible to the user in the form

of a sluggish response, e.g. when metadata for a number of

devices has to be pulled from the LocationManager via the

Service Bus.



Thus, it should be investigated whether the high flexibil-

ity, which SOAP provides, is really necessary and can be

justified for all requirements.

D. Basic Data-Type Interface

The lack of a domain-specific data model providing a

more specific semantic interpretation of events (see section

IV-B) did not pose a problem concerning the incremental

extension of the node architecture. Different extensions were

implemented on top of the existing architecture by different

user groups with only minimal training efforts.

Our experience shows that within the context of a pro-

sumer node the need for additional semantic information

about data (e.g. “the event came from a light switch”)

typically correlates with the need for additional metadata

about the device itself (e.g. a location or a connection to

other devices, “which devices are connected to the light

switch”), which in turn is provided by the Location Man-

ager component described in Section IV-D. This component

proved sufficient in our setting to provide the necessary

semantic meaning for basic data-type events (such as the

type of device an event originated from). However, for the

overall grid architecture, a more elaborate data model is

likely to be necessary.

VI. CONCLUSIONS / OUTLOOK

This paper introduces an architecture for smart grid nodes

using a layered, service-oriented approach. The implemen-

tation in form of a Living Lab demonstrator has sown the

suitable of three distinct layers: (i) a device layer, which

includes all devices with their corresponding wrappers, (ii)

a communication layer, which enables the communication

over an enterprise bus, and (iii) a processing and control

layer, which includes event handlers, a database, and a

connection to all higher layer services. The architecture was

implemented in a real life office environment to demonstrate

the effective handling of the system. The architecture proved

sufficiently flexible, e.g., to efficiently integrate new devices

by the use of wrappers, which abstract the device specific

elements. Plug and Play capability was achieved by integrat-

ing wrappers into an OSGi environment and providing an

open communication backbone with clear interfaces for ser-

vices. All control and processing components are developed

device-independent and can reuse services from existing

components. For the definition of the control functionality,

a rule-based system allowing modifications at run-time is

provided.

The Living Lab with is flexible architecture provides a

suitable framework for further investigation of smart grid ca-

pabilities, addressing different uses cases. The combination

of production units together with storage capacity is used to

demonstrate self-balancing of the power within the smart

node, increasing the usage of own energy resources and

reducing disturbances of the external grid. The inclusion of

additional elements, like electric vehicles, will be addressed

in an extension of the demonstrator. External data (e.g.

price signals or weather forecasts) will also be integrated

to optimize aspects like costs or reliability. User-interfaces

for different devices like smart phones, tablet PCs or web

front-ends are currently implemented to provide a suggestion

mechanism to inform the user about the possibilities how

energy can be saved. To ensure the reliability of the system

– specifically when extending the rule system with more

rules to provide better energy efficiency – a rule-checking

mechanism is implemented to avoid the creation of unsound

rule combinations. Furthermore, security concerns have to

be improved as currently security was not the scope of the

demonstrator. The architecture will be expanded to support

security aspects as well, providing suitable roles and rights

and access control mechanisms.

Finally, to better evaluate the suitability the architecture

concerning its embedding in grid of prosumer nodes, future

work will also focus on connecting the demonstrator with

other demonstrators in Europe, as well as connecting the

Living Lab to smart-grid simulation frameworks.
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Part 1

Introducing OSGi:
 modularity, lifecycle,

 and services

The OSGi framework defines a dynamic module system for Java. It gives you

better control over the structure of your code, the ability to dynamically manage

your code’s lifecycle, and a loosely coupled approach for code collaboration.

Even better, it’s fully documented in a very elaborate specification. Unfortu-

nately, the specification was written for people who are going to implement it

rather than use it. In the first part of this book, we’ll remedy this situation by

effectively creating a user-oriented companion guide to the OSGi framework

specification. We’ll delve into its details by breaking it into three layers: module,

lifecycle, and services. We’ll explain what you need to understand from the spec-

ification to effectively use OSGi technology.
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OSGi revealed

The Java platform is an unqualified success story. It’s used to develop applications

for everything from small mobile devices to massive enterprise endeavors. This is a

testament to its well-thought-out design and continued evolution. But this success

has come in spite of the fact that Java doesn’t have explicit support for building

modular systems beyond ordinary object-oriented data encapsulation. 

 What does this mean to you? If Java is a success despite its lack of advanced mod-

ularization support, then you may wonder if that absence is a problem. Most well-

managed projects have to build up a repertoire of project-specific techniques to

compensate for the lack of modularization in Java. These include the following: 

■ Programming practices to capture logical structure

■ Tricks with multiple class loaders

■ Serialization between in-process components

This chapter covers

■ Understanding Java’s built-in support for modularity

■ Introducing OSGi technology and how it improves 

Java modularity

■ Positioning OSGi with respect to other technologies
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But these techniques are inherently brittle and error prone because they aren’t

enforceable via any compile-time or execution-time checks. The end result has detri-

mental impacts on multiple stages of an application’s lifecycle:

■ Development—You’re unable to clearly and explicitly partition development into

independent pieces.

■ Deployment—You’re unable to easily analyze, understand, and resolve require-

ments imposed by the independently developed pieces composing a complete

system.

■ Execution—You’re unable to manage and evolve the constituent pieces of a run-

ning system, nor minimize the impact of doing so.

It’s possible to manage these issues in Java, and lots of projects do so using the custom

techniques mentioned earlier, but it’s much more difficult than it should be. We’re

tying ourselves in knots to work around the lack of a fundamental feature. If Java had

explicit support for modularity, then you’d be freed from such issues and could

concentrate on what you really want to do, which is developing the functionality of

your application. 

 Welcome to the OSGi Service Platform. The OSGi Service Platform is an industry

standard defined by the OSGi Alliance to specifically address the lack of support for

modularity in the Java platform. As a continuation of its modularity support, it intro-

duces a service-oriented programming model, referred to by some as SOA in a VM, to

help you clearly separate interface from implementation. This chapter will give you an

overview of the OSGi Service Platform and how it helps you create modular and man-

ageable applications using an interface-based development model.

 When we’ve finished this chapter, you’ll

understand what role OSGi technology plays

among the arsenal of Java technologies and

why Java and/or other Java-related technolo-

gies don’t address the specific features pro-

vided by OSGi technology.

1.1 The what and why of OSGi

The $64,000 question is, “What is OSGi?” The

simplest answer to this question is that it’s a

modularity layer for the Java platform. Of

course, the next question that may spring to

mind is, “What do you mean by modularity?”

Here we use modularity more or less in the tra-

ditional computer-science sense, where the

code of your software application is divided

into logical parts representing separate con-

cerns, as shown in figure 1.1. If your software is

modular, you can simplify development and

Module

A

Module

B

Module

C

us
es

uses

uses

Figure 1.1 Modularity refers to the 

logical decomposition of a large system 

into smaller collaborating pieces.
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improve maintainability by enforcing the logical module boundaries; we’ll discuss more

modularity details in chapter 2.

 The notion of modularity isn’t new. The concept became fashionable back in

the 1970s. OSGi technology is cropping up all over the place—for example, as the

runtime for the Eclipse IDE and the GlassFish application server. Why is it gaining

popularity now? To better understand why OSGi is an increasingly important Java

technology, it’s worthwhile to understand some of Java’s limitations with respect to

creating modular applications. When you understand that, then you can see why

OSGi technology is important and how it can help.

1.1.1 Java’s modularity limitations

Java provides some aspects of modularity in the form of object orientation, but it was

never intended to support coarse-grained modular programming. Although it’s not

fair to criticize Java for something it wasn’t intended to address, the success of Java has

resulted in difficulty for developers who ultimately have to deal with their need for

better modularity support. 

 Java is promoted as a platform for building all sorts of applications for domains

ranging from mobile phone to enterprise applications. Most of these endeavors

require, or could at least benefit from, broader support for modularity. Let’s look at

some of Java’s modularity limitations.

LOW-LEVEL CODE VISIBILITY CONTROL

Although Java provides a fair complement of access modifiers to control visibility (such

as public, protected, private, and package private), these tend to address low-level

object-oriented encapsulation and not logical system partitioning. Java has the notion

of a package, which is typically used for partitioning code. For code to be visible from

one Java package to another, the code must be declared public (or protected if using

inheritance). Sometimes, the logical structure of your application calls for specific

code to belong in different packages; but this means any dependencies among the

packages must be exposed as public, which makes them accessible to everyone else,

too. Often, this can expose implementation details, which makes future evolution

more difficult because users may end up with dependencies on your nonpublic API.

 To illustrate, let’s consider a trivial “Hello, world!” application that provides a pub-

lic interface in one package, a private implementation in another, and a main class in

yet another.

package org.foo.hello; Greeting.java

public interface Greeting {
  void sayHello();
}

package org.foo.hello.impl; GreetingImpl.java

import org.foo.hello.Greeting;

Listing 1.1 Example of the limitations of Java’s object-orientated encapsulation

Simple 
interfaceB
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public class GreetingImpl implements Greeting {
  final String m_name;

  public GreetingImpl(String name) {
    m_name = name;
  }

  public void sayHello() {
    System.out.println("Hello, " + m_name + "!");
  }
}

package org.foo.hello.main; Main.java

import org.foo.hello.Greeting;
import org.foo.hello.impl.GreetingImpl;

public class Main {
  public static void main(String[] args) {
    Greeting greet = new GreetingImpl("Hello World");
    greet.sayHello();
  }
}

Listing 1.1’s author may have intended a third party to only interact with the application

via the Greeting interface B. They may mention this in Javadoc, tutorials, blogs, or even

email rants, but nothing stops a third party from constructing a new GreetingImpl using

its public constructor C as is done at D.

 You may argue that the constructor shouldn’t be public and that there is no need

to split the application into multiple packages, which could well be true in this trivial

example. But in real-world applications, class-level visibility when combined with pack-

aging turns out to be a crude tool for ensuring API coherency. Because supposedly pri-

vate implementation details can be accessed by third-party developers, you need to

worry about changes to private implementation signatures as well as to public inter-

faces when making updates.

 This problem stems from the fact that although Java packages appear to have a log-

ical relationship via nested packages, they don’t. A common misconception for people

first learning Java is to assume that the parent-child package relationship bestows spe-

cial visibility privileges on the involved packages. Two packages involved in a nested

relationship are equivalent to two packages that aren’t. Nested packages are largely

useful for avoiding name clashes, but they provide only partial support for the logical

code partitioning.

 What this all means is that, in Java, you’re regularly forced to decide between the

following:

1 Impairing your application’s logical structure by lumping unrelated classes into

the same package to avoid exposing nonpublic APIs

2 Keeping your application’s logical structure by using multiple packages at the

expense of exposing nonpublic APIs so they can be accessed by classes in differ-

ent packages

Neither choice is particularly palatable. 

Interface 
implementation

C

Main 
method

D
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ERROR-PRONE CLASS PATH CONCEPT

The Java platform also inhibits good modularity practices. The main culprit is the Java

class path. Why does the class path pose problems for modularity? Largely due to all

the issues it hides, such as code versions, dependencies, and consistency. Applications

are generally composed of various versions of libraries and components. The class

path pays no attention to code versions—it returns the first version it finds. Even if it

did pay attention, there is no way to explicitly specify dependencies. The process of

setting up your class path is largely trial and error; you just keep adding libraries until

the VM stops complaining about missing classes.

 Figure 1.2 shows the sort of “class path hell” often found when more than one JAR

file provides a given set of classes. Even though each JAR file may have been compiled

to work as a unit, when they’re merged at execution time, the Java class path pays no

attention to the logical partitioning of the components. This tends to lead to hard-to-

predict errors, such as NoSuchMethodError, when a class from one JAR file interacts

with an incompatible class version from another.

In large applications created from independently developed components, it isn’t

uncommon to have dependencies on different versions of the same component,

such as logging or XML parsing mechanisms. The class path forces you to choose one

version in such situations, which may not always be possible. Worse, if you have multi-

ple versions of the same package on the class path, either on purpose or accidentally,

they’re treated as split packages by Java and are implicitly merged based on order

of appearance. 

 Overall, the class path approach lacks any form of consistency checking. You get

whatever classes have been made available by the system administrator, which is likely

only an approximation of what the developer expected. 

LIMITED DEPLOYMENT AND MANAGEMENT SUPPORT

Java also lacks support when it comes to deploying and managing your application.

There is no easy way in Java to deploy the proper transitive set of versioned code

dependencies and execute your application. The same is true for evolving your appli-

cation and its components after deployment. 

Merged class path

A

A

B

B

D F

FE

JAR 1 JAR 2 JAR 3

C D

Figure 1.2 Multiple JARs containing overlapping classes and/or packages are merged based on their 

order of appearance in the class path, with no regard to logical coherency among archives.
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 Consider the common requirement of wanting to support a dynamic plugin mech-

anism. The only way to achieve such a benign request is to use class loaders, which are

low level and error prone. Class loaders were never intended to be a common tool for

application developers, but many of today’s systems require their use. A properly

defined modularity layer for Java can deal with these issues by making the module

concept explicit and raising the level of abstraction for code partitioning. 

 With this better understanding of Java’s limitations when it comes to modularity,

we can ponder whether OSGi is the right solution for your projects.

1.1.2 Can OSGi help you?

Nearly all but the simplest of applications can benefit from the modularity features

OSGi provides, so if you’re wondering if OSGi is something you should be interested

in, the answer is most likely, “Yes!” Still not convinced? Here are some common sce-

narios you may have encountered where OSGi can be helpful:

■ ClassNotFoundExceptions when starting your application because the class

path wasn’t correct. OSGi can help by ensuring that code dependencies are sat-

isfied before allowing the code to execute.

■ Execution-time errors from your application due to the wrong version of a

dependent library on the class path. OSGi verifies that the set of dependencies

are consistent with respect to required versions and other constraints.

■ Type inconsistencies when sharing classes among modules: put more con-

cretely, the dreaded appearance of foo instanceof Foo == false. With OSGi,

you don’t have to worry about the constraints implied by hierarchical class-

loading schemes.

■ Packaging an application as logically independent JAR files and deploying only

those pieces you need for a given installation. This pretty much describes the

purpose of OSGi.

■ Packaging an application as logically independent JAR files, declaring which

code is accessible from each JAR file, and having this visibility enforced. OSGi

enables a new level of code visibility for JAR files that allows you to specify what

is and what isn’t visible externally.

■ Defining an extensibility mechanism for an application, like a plugin mecha-

nism. OSGi modularity is particularly suited to providing a powerful extensibil-

ity mechanism, including support for execution-time dynamism.

As you can see, these scenarios cover a lot of use cases, but they’re by no means

exhaustive. The simple and non-intrusive nature of OSGi tends to make you discover

more ways to apply it the more you use it. Having explored some of the limitations of

the standard Java class path, we’ll now properly introduce you to OSGi. 
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1.2 An architectural overview of OSGi

The OSGi Service Platform is composed of two parts:

the OSGi framework and OSGi standard services

(depicted in figure 1.3). The framework is the run-

time that implements and provides OSGi functional-

ity. The standard services define reusable APIs for

common tasks, such as Logging and Preferences.

 The OSGi specifications for the framework and

standard services are managed by the OSGi Alliance

(www.osgi.org/). The OSGi Alliance is an industry-

backed nonprofit corporation founded in March 1999. The framework specification is

now on its fourth major revision and is stable. Technology based on this specification

is in use in a range of large-scale industry applications, including (but not limited to)

automotive, mobile devices, desktop applications, and more recently enterprise appli-

cation servers.

NOTE Once upon a time, the letters OSGi were an acronym that stood for the
Open Services Gateway Initiative. This acronym highlights the lineage of the
technology but has fallen out of favor. After the third specification release,
the OSGi Alliance officially dropped the acronym, and OSGi is now a trade-
mark for the technology.

In the bulk of this book, we’ll discuss the OSGi framework, its capabilities, and how to

use these capabilities. Because there are so many standard services, we’ll discuss only

the most relevant and useful services, where appropriate. For any service we miss, you

can get more information from the OSGi specifications. For now, we’ll continue our

overview of OSGi by introducing the broad features of the OSGi framework.

1.2.1 The OSGi framework

The OSGi framework plays a central role when you create OSGi-based applications,

because it’s the application’s execution environment. The OSGi Alliance’s framework

specification defines the proper behavior of the framework, which gives you a well-

defined API to program against. The specification also enables the creation of multi-

ple implementations of the core framework to give you some freedom of choice; there

are a handful of well-known open source projects, such as Apache Felix (http://

felix.apache.org/), Eclipse Equinox (www.eclipse.org/equinox/), and Knopflerfish

(www.knopflerfish.org/). This ultimately benefits you, because you aren’t tied to a

particular vendor and can program against the behavior defined in the specification.

It’s sort of like the reassuring feeling you get by knowing you can go into any McDon-

ald’s anywhere in the world and get the same meal!

 OSGi technology is starting to pop up everywhere. You may not know it, but if you

use an IDE to do your Java development, it’s possible you already have experience with

OSGi. The Equinox OSGi framework implementation is the underlying runtime for

Standard services

Framework

OSGi Service Platform

Figure 1.3 The OSGi Service Plat-

form specification is divided into 

halves, one for the OSGi framework 

and one for standard services.
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the Eclipse IDE. Likewise, if you use the GlassFish v3

application server, you’re also using OSGi, because

the Apache Felix OSGi framework implementation is

its runtime. The diversity of use cases attests to the

value and flexibility provided by the OSGi framework

through three conceptual layers defined in the OSGi

specification (see figure 1.4):

■ Module layer—Concerned with packaging and

sharing code

■ Lifecycle layer—Concerned with providing execution-time module management

and access to the underlying OSGi framework

■ Service layer—Concerned with interaction and communication among modules,

specifically the components contained in them

Like typical layered architectures, each layer is dependent on the layers beneath it.

Therefore, it’s possible for you to use lower OSGi layers without using upper ones, but

not vice versa. The next three chapters discuss these layers in detail, but we’ll give an

overview of each here.

MODULE LAYER

The module layer defines the OSGi module concept, called a bundle, which is a JAR file

with extra metadata (data about data). A bundle contains your class files and their related

resources, as depicted in figure 1.5. Bun-

dles typically aren’t an entire application

packaged into a single JAR file; rather,

they’re the logical modules that combine

to form a given application. Bundles are

more powerful than standard JAR files,

because you can explicitly declare which

contained packages are externally visible

(that is, exported packages). In this sense,

bundles extend the normal access modifi-

ers (public, private, and protected)

associated with the Java language.

 Another important advantage of bun-

dles over standard JAR files is the fact that

you can explicitly declare on which exter-

nal packages the bundles depend (that is,

imported packages). The main benefit of

explicitly declaring your bundles’

exported and imported packages is that

the OSGi framework can manage and ver-

ify their consistency automatically; this

Service

Lifecycle

Module

Figure 1.4

OSGi layered architecture

Class files

.class

Resource files

Manifest.mf

.xml

.jpg
etc.

Metadata

Bundle

Figure 1.5 A bundle contains code, resources, 

and metadata.
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process is called bundle resolution and involves matching exported packages to imported

packages. Bundle resolution ensures consistency among bundles with respect to ver-

sions and other constraints, which we’ll discuss in detail in chapter 2. 

LIFECYCLE LAYER

The lifecycle layer defines how bundles are dynamically installed and managed in the

OSGi framework. If you were building a house, the module layer would provide the

foundation and structure, and the lifecycle layer would be the electrical wiring. It

makes everything run.

 The lifecycle layer serves two different purposes. External to your application, the

lifecycle layer precisely defines the bundle lifecycle operations (install, update, start,

stop, and uninstall). These lifecycle operations allow you to dynamically administer,

manage, and evolve your application in a well-defined way. This means bundles can

be safely added to and removed from the framework without restarting the applica-

tion process.

 Internal to your application, the lifecycle layer defines how your bundles gain

access to their execution context, which provides them with a way to interact with the

OSGi framework and the facilities it provides during execution. This overall approach

to the lifecycle layer is powerful because it lets you create externally (and remotely)

managed applications or completely self-managed applications (or any combination).

SERVICE LAYER

Finally, the service layer supports and promotes a flexible application programming

model incorporating concepts popularized by service-oriented computing (although

these concepts were part of the OSGi framework before service-oriented computing

became popular). The main concepts revolve around the service-oriented publish,

find, and bind interaction pattern: service providers publish their services into a ser-

vice registry, while service clients search the registry to find available services to use

(see figure 1.6). Nowadays, this service-oriented architecture (SOA) is largely associ-

ated with web services; but OSGi services are local to a single VM, which is why some

people refer to it as SOA in a VM.

 The OSGi service layer is intuitive,

because it promotes an interface-based

development approach, which is gener-

ally considered good practice. Specifi-

cally, it promotes the separation of

interface and implementation. OSGi ser-

vices are Java interfaces representing a

conceptual contract between service

providers and service clients. This makes

the service layer lightweight, because ser-

vice providers are just Java objects

accessed via direct method invocation.

Additionally, the service layer expands

Service 
registry

Service 
requester

Publish

Service 
description

Interact

Find

Service 
provider

Figure 1.6 The service-oriented interaction 

pattern. Providers publish services into a registry 

where requesters can discover which services are 

available for use.
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the bundle-based dynamism of the lifecycle layer with service-based dynamism—services

can appear or disappear at any time. The result is a programming model eschewing the

monolithic and brittle approaches of the past, in favor of being modular and flexible.

 This sounds well and good, but you may still be wondering how these three layers

fit together and how you go about using them to create an application on top of them.

In the next couple of sections, we’ll explore how these layers fit together using some

small example programs. 

1.2.2 Putting it all together

The OSGi framework is made up of layers, but how do you use these layers in applica-

tion development? We’ll make it clearer by outlining the general approach you’ll use

when creating an OSGi-based application:

1 Design your application by breaking it down into service interfaces (normal

interface-based programming) and clients of those interfaces.

2 Implement your service provider and client components using your preferred

tools and practices.

3 Package your service provider and client components into (usually) separate

JAR files, augmenting each JAR file with the appropriate OSGi metadata.

4 Start the OSGi framework.

5 Install and start all your component JAR files from step 3.

If you’re already following an interface-based approach, the OSGi approach will feel

familiar. The main difference will be how you locate your interface implementations

(that is, your services). Normally, you might instantiate implementations and pass

around references to initialize clients. In the OSGi world, your services will publish

themselves in the service registry, and your clients will look up available services in the

registry. After your bundles are installed and started, your application will start and

execute as normal, but with several advantages. Underneath, the OSGi framework pro-

vides more rigid modularity and consistency checking, and its dynamic nature opens

up a world of possibilities.

 Don’t fret if you don’t or can’t use an interfaced-based approach for your develop-

ment. The first two layers of the OSGi framework still provide a lot of functionality; in

truth, the bulk of OSGi framework functionality lies in these first two layers, so keep

reading. Enough talk: let’s look at some code. 

1.3 “Hello, world!” examples

Because OSGi functionality is divided over the three layers mentioned previously

(modularity, lifecycle, and service), we’ll show you three different “Hello, world!”

examples that illustrate each of these layers.

1.3.1 Module layer example

The module layer isn’t related to code creation as such; rather, it’s related to the pack-

aging of your code into bundles. You need to be aware of certain code-related issues
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when developing, but by and large you prepare code for the module layer by adding

packaging metadata to your project’s generated JAR files. For example, suppose you

want to share the following class.

package org.foo.hello;

public class Greeting {
  final String m_name;

  public Greeting(String name) {
    m_name = name;
  }

  public void sayHello() {
    System.out.println("Hello, " + m_name + "!");
  }
}

During the build process, you compile the source code and put the generated class

file into a JAR file. To use the OSGi module layer, you must add some metadata into

your JAR file’s META-INF/MANIFEST.MF file, such as the following:

Bundle-ManifestVersion: 2
Bundle-Name: Greeting API
Bundle-SymbolicName: org.foo.hello
Bundle-Version: 1.0
Export-Package: org.foo.hello;version="1.0" 

The first line indicates the OSGi metadata syntax version. Next is the human-readable

name, which isn’t strictly necessary. This is followed by the symbolic name and version

bundle identifier. The last line shares packages with other bundles.

 In this example, the bulk of the metadata is related to bundle identification. The

important part is the Export-Package statement, because it extends the functionality

of a typical JAR file with the ability for you to explicitly declare which packages con-

tained in the JAR are visible to its users. In this example, only the contents of the

org.foo.hello package are externally visible; if the example included other pack-

ages, they wouldn’t be externally visible. This means that when you run your applica-

tion, other modules won’t be able to accidentally (or intentionally) depend on

packages your module doesn’t explicitly expose.

 To use this shared code in another module, you again add metadata. This time,

you use the Import-Package statement to explicitly declare which external packages

are required by the code contained in the client JAR. The following snippet illustrates:

Bundle-ManifestVersion: 2
Bundle-Name: Greeting Client
Bundle-SymbolicName: org.foo.hello.client
Bundle-Version: 1.0
Import-Package: org.foo.hello;version="[1.0,2.0)"

In this case, the last line specifies a dependency on an external package.

Listing 1.2 Basic greeting implementation
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 To see this example in action, go in the chapter01/greeting-example/modularity/

directory in the book’s companion code, and type ant to build it and java -jar

main.jar to run it. Although the example is simple, it illustrates that creating OSGi

bundles out of existing JAR files is a reasonably non-intrusive process. In addition, there

are tools that can help you create your bundle metadata, which we’ll discuss in appendix

A; but in reality, no special tools are required to create a bundle other than what

you normally use to create a JAR file. Chapter 2 will go into all the juicy details of

OSGi modularity.

1.3.2 Lifecycle layer example

In the last subsection, you saw that it’s possible to take advantage of OSGi functionality

in a non-invasive way by adding metadata to your existing JAR files. Such a simple

approach is sufficient for most reusable libraries, but sometimes you need or want to

go further to meet specific requirements or to use additional OSGi features. The life-

cycle layer moves you deeper into the OSGi world.

 Perhaps you want to create a module that performs some initialization task, such

as starting a background thread or initializing a driver; the lifecycle layer makes this

possible. Bundles may declare a given class as an activator, which is the bundle’s hook

into its own lifecycle management. We’ll discuss the full lifecycle of a bundle in chap-

ter 3, but first let’s look at a simple example to give you an idea of what we’re talking

about. The following listing extends the previous Greeting class to provide a single-

ton instance. 

package org.foo.hello;

public class Greeting {
  static Greeting instance;
  final String m_name;

  Greeting(String name) {
    m_name = name;
  }

  public static Greeting get() {
    return instance;
  }

  public void sayHello() {
    System.out.println("Hello, " + m_name + "!");
  }
}

Listing 1.4 implements a bundle activator to initialize the Greeting class singleton

when the bundle is started and clear it when it’s stopped. The client can now use the

preconfigured singleton instead of creating its own instance.

 

 

Listing 1.3 Extended greeting implementation

Singleton 
instance

Constructor now 
package private

Clients must 
use singleton
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package org.foo.hello;

import org.osgi.framework.BundleActivator;
import org.osgi.framework.BundleContext;

public class Activator implements BundleActivator {

  public void start(BundleContext ctx) {
    Greeting.instance = new Greeting("lifecycle");
  }

  public void stop(BundleContext ctx) {
    Greeting.instance = null;
  }
}

A bundle activator must implement a simple OSGi interface, which in this case is com-

posed of the two methods start() and stop(). At execution time, the framework

constructs an instance of this class and invokes the start() method when the bundle

is started and the stop() method when the bundle is stopped. (What we mean by

starting and stopping a bundle will become clearer in chapter 3.) Because the frame-

work uses the same activator instance while the bundle is active, you can share mem-

ber variables between the start() and stop() methods.

 You may wonder what the single parameter of type BundleContext in the start()

and stop() methods is all about. This is how the bundle gets access to the OSGi frame-

work in which it’s executing. From this context object, the module has access to all the

OSGi functionality for modularity, lifecycle, and services. In short, it’s a fairly impor-

tant object for most bundles, but we’ll defer a detailed introduction of it until later

when we discuss the lifecycle layer. The important point to take away from this exam-

ple is that bundles have a simple way to hook into their lifecycle and gain access to the

underlying OSGi framework.

 Of course, it isn’t sufficient to just create this bundle activator implementation;

you have to tell the framework about it. Luckily, this is simple. If you have an existing

JAR file you’re converting to be a module, you must add the activator implementation

to the existing project so the class is included in the resulting JAR file. If you’re creat-

ing a bundle from scratch, you need to compile the class and put the result in a JAR

file. You must also tell the OSGi framework about the bundle activator by adding

another piece of metadata to the JAR file manifest. For this section’s example, you add

the following metadata to the JAR manifest:

Bundle-Activator: org.foo.hello.Activator
Import-Package: org.osgi.framework

Notice that you also need to import the org.osgi.framework package, because the

bundle activator has a dependency on it. To see this example in action, go to the

chapter01/greeting-example/lifecycle/ directory in the companion code and type

ant to build the example and java -jar main.jar to run it.

Listing 1.4 OSGi bundle activator for our greeting implementation
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 We’ve now introduced how to create OSGi bundles out of existing JAR files using

the module layer and how to make your bundles lifecycle aware so they can use frame-

work functionality. The last example in this section demonstrates the service-oriented

programming approach promoted by OSGi. 

1.3.3 Service layer example

If you follow an interfaced-based approach in your development, the OSGi service

approach will feel natural to you. To illustrate, consider the following Greeting

interface:

package org.foo.hello;
public interface Greeting {
  void sayHello();
}

For any given implementation of the Greeting interface, when the sayHello()

method is invoked, a greeting will be displayed. In general, a service represents a con-

tract between a provider and prospective clients; the semantics of the contract are typ-

ically described in a separate, human-readable document, like a specification. The

previous service interface represents the syntactic contract of all Greeting implemen-

tations. The notion of a contract is necessary so that clients can be assured of getting

the functionality they expect when using a Greeting service. 

 The precise details of how any given Greeting implementation performs its task

aren’t known to the client. For example, one implementation may print its greeting

textually, whereas another may display its greeting in a GUI dialog box. The following

code depicts a simple text-based implementation.

package org.foo.hello.impl;

import org.foo.hello.Greeting;

public class GreetingImpl implements Greeting {
  final String m_name;

  GreetingImpl(String name) {
    m_name = name;
  }

  public void sayHello() {
    System.out.println("Hello, " + m_name + "!");
  }
}

Your may be thinking that nothing in the service interface or listing 1.5 indicates that

you’re defining an OSGi service. You’re correct. That’s what makes the OSGi’s service

approach so natural if you’re already following an interface-based approach; your

code will largely stay the same. Your development will be a little different in two

places: how you make a service instance available to the rest of your application, and

how the rest of your application discovers the available service.

Listing 1.5 Implementation of the Greeting interface
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 All service implementations are ultimately packaged into a bundle, and that bun-

dle must be lifecycle aware in order to register the service. This means you need to

create a bundle activator for the example service, as shown next.

package org.foo.hello.impl;

import org.foo.hello.Greeting;
import org.osgi.framework.BundleActivator;
import org.osgi.framework.BundleContext;

public class Activator implements BundleActivator {

  public void start(BundleContext ctx) {
    ctx.registerService(Greeting.class.getName(),
        new GreetingImpl("service"), null);
  }

  public void stop(BundleContext ctx) {}
}

This time, in the start() method, instead of storing the Greeting implementation as

a singleton, you use the provided bundle context to register it as a service in the ser-

vice registry. The first parameter you need to provide is the interface name(s) that the

service implements, followed by the actual service instance, and finally the service

properties. In the stop() method, you could unregister the service implementation

before stopping the bundle; but in practice, you don’t need to do this. The OSGi

framework automatically unregisters any registered services when a bundle stops.

 You’ve seen how to register a service, but what about discovering a service? The fol-

lowing listing shows a simplistic client that doesn’t handle missing services and that

suffers from potential race conditions. We’ll discuss a more robust way to access ser-

vices in chapter 4.

package org.foo.hello.client;

import org.foo.hello.Greeting;
import org.osgi.framework.*;

public class Client implements BundleActivator {

  public void start(BundleContext ctx) {
    ServiceReference ref =
        ctx.getServiceReference(Greeting.class.getName());

    ((Greeting) ctx.getService(ref)).sayHello();
  }

  public void stop(BundleContext ctx) {}
}

Notice that accessing a service in OSGi is a two-step process. First, an indirect refer-

ence is retrieved from the service registry B. Second, this indirect reference is used to

Listing 1.6 OSGi bundle activator with service registration

Listing 1.7 OSGi bundle activator with service discovery

Looks 
up service 
reference

B

Retrieves and 
uses serviceC
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access the service object instance C. The service reference can be safely stored in a

member variable; but in general it isn’t a good idea to hold on to references to service

object instances, because services may be unregistered dynamically, resulting in stale

references that prevent garbage collection of uninstalled bundles.

 Both the service implementation and the client should be packaged into separate

bundle JAR files. The metadata for each bundle declares its corresponding activator,

but the service implementation exports the org.foo.hello package, whereas the cli-

ent imports it. Note that the client bundle’s metadata only needs to declare an import

for the Greeting interface package—it has no direct dependency on the service

implementation. This makes it easy to swap service implementations dynamically with-

out restarting the client bundle. To see this example in action, go to the chapter01/

greeting-example/service/ directory in the companion code and type ant to build the

example and java -jar main.jar to run it. 

 Now that you’ve seen some examples, you can better understand how each layer of

the OSGi framework builds on the previous one. Each layer gives you additional capa-

bilities when building your application, but OSGi technology is flexible enough for

you to adopt it according to your specific needs. If you only want better modularity in

your project, use the module layer. If you want a way to initialize modules and interact

with the module layer, use both the module and lifecycle layers. If you want a dynamic,

interface-based development approach, use all three layers. The choice is yours. 

1.3.4 Setting the stage

To help introduce the concepts of each layer in the OSGi framework in the next three

chapters, we’ll use a simple paint program; its user interface is shown in figure 1.7.

Figure 1.7 Simple paint 

program user interface
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The paint program isn’t intended to be independently useful; rather, it’s used to dem-

onstrate common issues and best practices. 

 From a functionality perspective, the paint program only allows the user to paint

various shapes, such as circles, squares, and triangles. The shapes are painted in pre-

defined colors. Available shapes are displayed as buttons in the main window’s toolbar.

To draw a shape, the user selects it in the toolbar and then clicks anywhere in the can-

vas to draw it. The same shape can be drawn repeatedly by clicking in the canvas

numerous times. The user can drag drawn shapes to reposition them. This sounds

simple enough. The real value of using a visual program for demonstrating these con-

cepts will become evident when we start introducing execution-time dynamism.

 We’ve finished our overview of the OSGi framework and are ready to delve into the

details; but before we do, we’ll put OSGi in context by discussing similar or related tech-

nologies. Although no Java technology fills the exact same niche as OSGi, several tread

similar ground, and it’s worth understanding their relevance before moving forward.

1.4 Putting OSGi in context

OSGi is often mentioned in the same breath with many other technologies, but it’s in a

fairly unique position in the Java world. Over the years, no single technology has

addressed OSGi’s exact problem space, but there have been overlaps, complements,

and offshoots. Although it isn’t possible to cover how OSGi relates to every conceivable

technology, we’ll address some of the most relevant in roughly chronological order.

After reading this section, you should have a good idea whether OSGi replaces your

familiar technologies or is complementary to them.

1.4.1 Java Enterprise Edition

Java Enterprise Edition (Java EE, formerly J2EE) has roots dating back to 1997. Java EE

and OSGi began targeting opposite ends of the computing spectrum (the enterprise

vs. embedded markets, respectively). Only within the last couple of years has OSGi

technology begun to take root in the enterprise space. 

 In total, the Java EE API stack isn’t related to OSGi. The Enterprise JavaBeans (EJB)

specification is probably the closest comparable technology from the Java EE space,

because it defines a component model and packaging format. But its component

model focuses on providing a standard way to implement enterprise applications that

must regularly handle issues of persistence, transactions, and security. The EJB deploy-

ment descriptors and packaging formats are relatively simplistic and don’t address the

full component lifecycle, nor do they support clean modularity concepts. 

 OSGi is also used in the Java EE domain to provide a more sophisticated module

layer beneath these existing technologies. Because the two ignored each other for so

long, there are some challenges in moving existing Java EE concepts to OSGi, largely

due to different assumptions about how class loading is performed. Still, progress is

being made, and today OSGi plays a role in all major application servers, such as

IBM’s WebSphere, Red Hat’s JBoss, Oracle’s GlassFish, ObjectWeb’s JOnAS, and

Apache’s Geronimo.
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1.4.2 Jini

An often-overlooked Java technology is Jini, which is definitely a conceptual sibling of

OSGi. Jini targets OSGi’s original problem space of networked environments with a

variety of connected devices. 

 Sun began developing Jini in 1998. The goal of Jini is to make it possible to admin-

ister a networked environment as a flexible, dynamic group of services. Jini introduces

the concepts of service providers, service consumers, and a service lookup registry. All

of this sounds completely isomorphic to OSGi; where Jini differs is its focus on distrib-

uted systems. Consumers access clients through some form of proxy using a remote

procedure call mechanism, such as Remote Method Invocation (RMI). The service-

lookup registry is also a remotely accessible, federated service. The Jini model assumes

remote access across multiple VM processes, whereas OSGi assumes everything occurs

in a single VM process. But in stark contrast to OSGi, Jini doesn’t define any modular-

ity mechanisms and relies on the execution-time code-loading features of RMI. The

open source project Newton is an example of combining OSGi and Jini technologies

in a single framework. 

1.4.3 NetBeans

NetBeans, an IDE and application platform for Java, has a long history of having a

modular design. Sun purchased NetBeans in 1999 and has continued to evolve it. 

 The NetBeans platform has a lot in common with OSGi. It defines a fairly sophisti-

cated module layer and also promotes interface-based programming using a lookup

pattern that is similar to the OSGi service registry. Whereas OSGi focused on embed-

ded devices and dynamism, the NetBeans platform was originally an implementation

layer for the IDE. Eventually, the platform was promoted as a separate tool in its own

right, but it focused on being a complete GUI application platform with abstractions

for file systems, windowing systems, and much more. NetBeans has never been seen as

comparable to OSGi, even though it is; perhaps OSGi’s more narrow focus is an asset in

this case.

1.4.4 Java Management Extensions

Java Management Extensions (JMX), released in 2000 through the Java Community

Process (JCP) as JSR 3, was compared to OSGi in the early days. JMX is a technology for

remotely managing and monitoring applications, system objects, and devices; it

defines a server and a component model for this purpose. 

 JMX isn’t comparable to OSGi; it’s complementary, because it can be used to man-

age and monitor an OSGi framework and its bundles and services. Why did the com-

parisons arise in the first place? There are probably three reasons: the JMX

component model was sufficiently generic that it was possible to use it for building

applications; the specification defined a mechanism for dynamically loading code into

its server; and certain early adopters pushed JMX in this direction. One major perpe-

trator was JBoss, which adopted and extended JMX for use as a module layer in its
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application server (since eliminated in JBoss 5). Nowadays, JMX isn’t (and shouldn’t

be) confused with a module system.

1.4.5 Lightweight containers

Around 2003, lightweight or inversion of control (IoC) containers started to appear,

such as PicoContainer, Spring, and Apache Avalon. The main idea behind this crop

of IoC containers was to simplify component configuration and assembly by eliminat-

ing the use of concrete types in favor of interfaces. This was combined with depen-

dency injection techniques, where components depend on interface types and

implementations of the interfaces are injected into the component instance. OSGi

services promote a similar interface-based approach but employ a service-locator pat-

tern to break a component’s dependency on component implementations, similar to

Apache Avalon. 

 At the same time, the Service Binder project was creating a dependency injection

framework for OSGi components. It’s fairly easy to see why the comparisons arose.

Regardless, OSGi’s use of interface-based services and the service-locator pattern long

predated this trend, and none of these technologies offer a sophisticated dynamic

module layer like OSGi. There is now significant movement from IoC vendors to port

their infrastructures to the OSGi framework, such as the work by VMware (formerly

SpringSource) on the OSGi Blueprint specification (discussed in chapter 12).

1.4.6 Java Business Integration

Java Business Integration (JBI) was developed in the JCP and released in 2005. Its goal

was to create a standard SOA platform for creating enterprise application integration

(EAI) and business-to-business (B2B) integration solutions. 

 In JBI, plugin components provide and consume services after they’re plugged in

to the JBI framework. Components don’t directly interact with services, as in OSGi;

instead, they communicate indirectly using normalized Web Services Description Lan-

guage (WSDL)-based messages. 

 JBI uses a JMX-based approach to manage component installation and lifecycle and

defines a packaging format for its components. Due to the inherent similarities to

OSGi’s architecture, it was easy to think JBI was competing for a similar role. On the

contrary, its fairly simplistic modularity mechanisms mainly addressed basic compo-

nent integration into the framework. It made more sense for JBI to use OSGi’s more

sophisticated modularity, which is ultimately what happened in Project Fuji from Sun

and ServiceMix from Apache.

1.4.7 JSR 277

In 2005, Sun announced JSR 277 (“Java Module System”) to define a module system

for Java. JSR 277 was intended to define a module framework, packaging format, and

repository system for the Java platform. From the perspective of the OSGi Alliance,

this was a major case of reinventing the wheel, because the effort was starting from

scratch rather than building on the experience gained from OSGi. 
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 In 2006, many OSGi supporters pushed for the introduction of JSR 291 (titled

“Dynamic Component Support for Java”), which was an effort to bring OSGi technol-

ogy properly into JCP standardization. The goal was twofold: to create a bridge

between the two communities and to ensure OSGi technology integration was consid-

ered by JSR 277. The completion of JSR 291 was fairly quick because it started from the

OSGi R4 specification and resulted in the R4.1 specification release. During this

period, OSGi technology continued to gain momentum. JSR 277 continued to make

slow progress through 2008 until it was put on hold indefinitely.

1.4.8 JSR 294

During this time in 2006, JSR 294 (titled “Improved Modularity Support in the Java

Programming Language”) was introduced as an offshoot of JSR 277. Its goal was to

focus on necessary language changes for modularity. The original idea was to intro-

duce the notion of a superpackage into the Java language—a package of packages. 

 The specification of superpackages got bogged down in details until it was scrapped

in favor of adding a module-access modifier keyword to the language. This simplifica-

tion ultimately led to JSR 294 being dropped and merged back into JSR 277 in 2007. But

when it became apparent in 2008 that JSR 277 would be put on hold, JSR 294 was pulled

back out to address a module-level access modifier. 

 With JSR 277 on hold, Sun introduced an internal project, called Project Jigsaw, to

modularize the JDK. The details of Jigsaw are still evolving after the acquisition of Sun

by Oracle. 

1.4.9 Service Component Architecture

Service Component Architecture (SCA) began as an industry collaboration in 2004

and ultimately resulted in final specifications in 2007. SCA defines a service-oriented

component model similar to OSGi’s, where components provide and require services.

Its component model is more advanced because it defines composite components (com-

ponents made of other components) for a fully recursive component model. 

 SCA is intended to be a component model for declaratively composing compo-

nents implemented using various technologies (such as Java, Business Process Execu-

tion Language [BPEL], EJB, and C++) and integrated using various bindings (such as

SOAP/HTTP, Java Message Service [JMS], Java EE Connector Architecture [JCA], and

Internet Inter-Orb Protocol [IIOP]). SCA does define a standard packaging format,

but it doesn’t define a sophisticated module layer like OSGi provides. The SCA specifi-

cation leaves open the possibility of other packaging formats, which makes it possible

to use OSGi as a packaging and module layer for Java-based SCA implementations;

Apache Tuscany and Newton are examples of an SCA implementation that use OSGi.

In addition, bundles could be used to implement SCA component types, and SCA

could be used as a mechanism to provide remote access to OSGi services.

1.4.10 .NET

Although Microsoft’s .NET (released in 2002) isn’t a Java technology, it deserves men-

tion because it was largely inspired by Java and did improve on it in ways that are similar
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to how OSGi improves Java. Microsoft not only learned from Java’s example but also

learned from the company’s own history of dealing with DLL hell. As a result, .NET

includes the notion of an assembly, which has modularity aspects similar to an OSGi bun-

dle. All .NET code is packaged into an assembly, which takes the form of a DLL or EXE

file. Assemblies provide an encapsulation mechanism for the code contained inside of

them; an access modifier, called internal, is used to indicate visibility within an assem-

bly but not external to it. Assemblies also contain metadata describing dependencies on

other assemblies, but the overall model isn’t as flexible as OSGi’s. Because dependen-

cies are on specific assembly versions, the OSGi notion of provider substitutability

isn’t attainable.

 At execution time, assemblies are loaded into application domains and can only be

unloaded by unloading the entire application domain. This makes the highly dynamic

and lightweight nature of OSGi hard to achieve, because multiple assemblies loaded

into the same application domain must be unloaded at the same time. It’s possible to

load assemblies into separate domains; but then communication across domains must

use interprocess communication to collaborate, and type sharing is greatly compli-

cated. There have been research efforts to create OSGi-like environments for the .NET

platform, but the innate differences between the .NET and Java platforms results in

the two not having much in common. Regardless, .NET deserves credit for improving

on standard Java in this area. 

1.5 Summary

In this chapter, we’ve laid the foundation for everything we’ll cover in the rest of the

book. What you’ve learned includes the following:

■ The Java platform is great for developing applications, but its support for mod-

ularity is largely limited to fine-grained object-oriented mechanisms, rather

than more coarse-grained modularity features needed for project management.

■ The OSGi Service Platform, through the OSGi framework, addresses the modu-

larity shortcomings of Java to create a powerful and flexible solution.

■ The declarative, metadata-based approach employed by OSGi provides a non-

invasive way to take advantage of its sophisticated modularity capabilities by

modifying how projects are packaged with few, if any, changes to the code.

■ The OSGi framework defines a controlled, dynamic module lifecycle to simplify

management.

■ Following good design principles, OSGi promotes an interface-based program-

ming approach to separate interfaces from implementations.

With this high-level understanding of Java’s limitations and OSGi’s capabilities, we can

start our adventure by diving into the details of the module layer in chapter 2. This is

the foundation of everything else in the OSGi world.
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