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Abstract

The ficld of large vocabulary. continuous-speech recognition has
advanced to the point where there are several systems capable of
attaining between 90 and 95% word accuracy for speaker-independent
recognition, of a 1000-word vocabulary, spoken fluently for a task
with a perplexity (average word branching factor) of about 60. There
are several factors which account for the high performance achieved
by these systems, including the use of hidden Markov model (HMM)
methodology, the use of context-dependent sub-word units. the
representation of between-word phonemic variations, and the use of
corrective training techniques to emphasize differences between
acoustically similar words in the vocabulary. In this paper we describe
one of the large vocabulary speech-recognition systems which is being
mvestigated at AT&T Bell Laboratories, and discuss the methods used
to provide high word-recognition accuracy. In particular we focus on
the techniques used to provide the acoustic models of the sub-word
units (both context-independent and context-dependent units), and
discuss the resulting system performance as a function of the type of
acoustic modeling used.

1. Introduction

In the past few years a number of systems have been proposed for large vocabulary
speech recognition which have achieved high word-recognition accuracy (Jelinek, 1985;
Lee, 1989: Paul, 1989; Schwartz, 1989; Weintraub, 1989: Zue er al.. 1989). Although a
couple of the systems have concentrated on either isolated word input (Jelinek, 1985), or
have been trained to individual speakers (Jelinek, 1985; Schwartz er al.. 1989), most
current large vocabulary recognition systems have the goal of performing speech
recognition on fluent input (continuous speech) by any talker (speaker-independent
systems).

The approaches to large vocabulary speech recognition can be represented by the
block diagram shown in Fig. I(a). As seen in Fig. I(a), there are basically five steps in the
recognition of speech, namely:

(1) Feature analysis in which the speech signal is converted (via some type of spectral

analysis) to a sequence of features (or equivalently. feature vectors) representative

of the time-varying properties of the speech.
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(2) Unit-matching system in which the speech features are compared to an inventory
of speech units and a “best match™ or a series of “‘best matches” between an
arbitrary sequence of the recognition units and the given speech signal, as
represented by the feature vectors, is obtained. The choice of speech-recognition
units is an important issue in the design and implementation of any speech-
recognition system.

(3) Lexical decoding of the sequence (or sequences) of speech units into one or more
word sequences based on constraints from a lexicon or word dictionary. The
lexicon is a description of each word in the recognition vocabulary in terms of the
symbols for the relevant speech units. Multiple lexical entries (word pronuncia-
tions) are, of course, allowed.

(4) Syntactic analysis of the word sequences provided by the lexical decoding stage as
to appropriateness within the constraints of the recognition grammar which
prescribes, in some format, the allowable sequences of words. The grammar could
be a parser and a formal grammar (e.g. a covering grammar) or a finite state
network (FSN) representation of all word sequences, or a statistical network of
word bigram or trigram probabilities.

(5) Semantic analysis of all syntactically valid word sequences to determine the
sentence which is consistent with the task model and which has the highest
“score”. The task model could be a static characterization of the system’s
knowledge about the recognition task, or a dynamic one which changes with each
newly recognized sentence.

The final recognized utterance is the one which has passed through all the stages of
recognition and has the highest likelihood with respect to the unit matching system. In
practice, the algorithms of steps 1-5 are implemented by an integral system of the type
shown in Fig. 1(b) in which the recognition process integrates the semantic, syntactic,
and lexical decoding into a single module based on building words from sub-word units.
The recognition is then performed as a sequence of word level matches based on sentence
level control as specified by the syntactic (grammar) and semantic components of the
system.

There are two general philosophies of speech recognition, namely the acoustic-
phonetic approach, and the pattern recognition-based phonemic approach. In the
acoustic-phonetic approach the basic assumption is that continuous speech can be
segmented into well-defined regions which can then be given one of several phonetic
labels based on measured properties of the speech features during the segmented region.
Thus it is assumed that a universal characterization of the features of basic speech units
(phonemes) can be found and speech can be labeled as a continuous stream of such
phonetic units. The lexical decoding into words then becomes a lexical access procedure
based on mapping sequences of phonemic units into sequences of words.

For the pattern recognition-based phonemic approach, the basic speech-recognition
units are modeled acoustically based on a lexical description of words in the vocabulary.
No assumption is made, a priori, about the mapping between acoustic measurements
and phonemes; such a mapping is entirely learned via a finite training set of utterances.
The resulting speech units, which we call phone-like units (PLUs) are essentially acoustic
descriptions of linguistically based units as represented in the words occurring in the given
training set.

Both approaches to speech recognition have been extensively studied for several tasks.
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Figure 1. (a) Block diagram of components of a large vocabulary
speech-recognition system. (b) Continuous sentence-recognition system with
integrated acoustic word match and sentence level match.

Although the acoustic—phonetic approach has been studied for a long time, the best
examples of how it has been applied to large vocabulary recognition are the Summit
System at MIT (Zue ef al., 1989), and the APHMM (acoustic-phonetic hidden Markov
model) at Bell Laboratories (Levinson er al., 1989). The pattern recognition-based
phonemic approach has similarly been studied for a long time with representative
systems including the IBM approach (Jelinek, 1985), the SPHINX System at CMU (Lee,
1989), and the BYBLOS System at BBN (Schwartz er al., 1989). Although both
approaches to recognition have distinct strengths and weaknesses, the pattern recogni-
tion-based phonemic approach has consistently provided the highest recognition
performance and was therefore the one chosen for investigation in this paper.

The focus of this paper is a discussion of various methods used to create a set of
acoustic models for characterizing the PLUs used in large vocabulary recognition
(LVR). In Section 2 we review the implementational aspects of the recognition system,
namely the ways in which we choose the recognition units, model the units using
statistical models, train the models, create context-sensitive units, and implement the
task syntax. In Section 3 we review the standard DARPA Resource Management (RM)
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task and discuss the results of acoustic modeling experiments for creating models for the
various types of context-independent and context-dependent PLUs. In Section 4 we
discuss the results of the experiments and show where we think the most potential gains
in performance can be achieved. Finally we summarize the results of our investigations
in Section 5.

2. Issues in implementing an LVR system

Based on the block diagram of Fig. 1(a) and the discussion in Section 1, it can be seen
that there are several issues to be resolved in order to implement a large vocabulary
recognition system including the following: Choice of units for recognition; Model of
chosen unit; Training procedure for estimating unit model parameters; Design and
implementation of word lexicon; Design and implementation of task syntax; Implemen-
tation of overall recognizer; and Design and implementation of task semantics. In this
section we discuss the ways in which we tried to resolve each of the above issues.

2.1. Choice of recognition units

There are essentially two choices for the basic speech-recognition unit, namely whole
words or sub-word segments. The advantages of whole-word units are that they are
internally acoustically stable and a lexicon becomes unnecessary. The main problem
with whole-word units is that the acoustical properties at the boundaries (i.e. at the
beginning and end of each word) are usually strongly dependent on the preceding and
following words. Hence adequately to train word models one needs to have a training set
where each word in the vocabulary appears several times in each possible phonetic
context. For small vocabularies, e.g. digits, such coverage is indeed possible (Dodd-
ington, 1989; Rabiner ef al., 1989) and very high performance digit-recognition scores
have been reported. However, for large vocabularies, it is not possible to design and
record a training set in which each word appears in each phonetic context. Such a
training set would be prohibitively large. As such, we must use sub-word segments for
large vocabulary recognition.

The choice of sub-word segment is made based on issues such as coverage of language,
context sensitivity, ease of initialization, and ease of training. The possibilities for sub-
word segments include the following:

(1) Phone-like units (PLUs) which are roughly based on the set of phonemes of the
language. For English there are about 50 PLUs required to cover the sounds in all
possible words. Table I shows the set of 47 PLUs which is used in our current LVR
system. For each PLLU we show an orthographic symbol (e.g. aa) and a word
associated with the symbol (e.g. father). Table II shows typical word pronuncia-
tions for several words from the DARPA 991-word vocabulary in terms of the set
of PLUs of Table I. Most current sub-word unit LVR systems are based on units
similar to PLUs (Jelinek, 1985; Lee, 1989; Paul, 1989; Schwartz et al., 1989;
Weintraub et al., 1989; Zue er al., 1989).

(2) Diphone-like units (DLUs) which consist of the transitional parts of CV (con-
stant-vowel), VC, CC, and VV pairs of phones, as well as the steady state parts of
vowels, nasals, and fricatives (Rosenberg, 1988). Typically we require in the order
of 1000 DLUs to cover all words in English. The advantage of DLUSs (and other
such large units) is that they contain a great deal of the phonological variations
and contextual effects within the unit and hence are less variable than PLUs.
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Number  Symbol Word Number  Symbol Word
I h# silence 26 k kick
2 aa father 27 I led
3 x bat 28 m mom
4 ah butt 29 n no
5 a0 bought 30 ng sing
6 aw bough 31 ow boat
7 ax again 32 oy boy
8 axr diner 33 p pop
9 ay bite 34 r red

10 b bob 35 s sis

11 ch church 36 sh shoe

12 d dad 37 t tot

13 dh they 38 th thief

14 eh bet 49 uh book

15 el bottle 40 uw boot

16 en button 41 \% very

17 er bird 42 w wet

18 ey bait 43 % yet

19 f Sfief 44 z 200

20 g gag 45 zh measure

21 hh hag 46 dx butter

22 ih bit 47 nx center

23 ix roses

24 1y beat

25 jh Jjudge

TasLe I1. DARPA word transcriptions

Number of

Word phones Transcription
a 1 ax
above 4 ax b ah v
bad 3 b ® d
carry 4 k ® r 1y
define 5 d 1y f ay n
end 3 eh n d
gone 3 g a0 n
hours 4 aw  w axr z

(3) Syllable-like units (SLUs) which consist of a vowel nucleus plus optional initial
and final consonants or consonant clusters (CV, VC) (Watanabe, 1986). For
complete coverage of English. about 10 000 SLUs are required.

(4) Demisyllable-like units (DSLUs) which consist of the initial (optional) consonant
cluster and some part of the vowel nucleus, or the remaining part of the vowel
nucleus and the final (optional) consonant cluster (Rosenberg, 1988). Approxi-

mately 2000 DSLUs provide complete coverage for English.
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(5) Acoustic units (AUs) which consist of units defined on the basis of finding a set of
acoustic segment models that spans the acoustic space defined by the given,
unlabeled training data (Lee et al., 1988; Lee er al., 1989). It has been shown that
about 256 acoustic units are adequate for recogition of a vocabulary of 1109
isolated words; for unrestricted speech, in the order of 1024 AUs would probably
be required.

For reasons of efficiency of representation, the units chosen for our research were the set
of PLUs shown in Table 1. To provide some of the advantages of the alternative sub-
word unit sets. context-sensitive PLUs were also studied. The ways in which these
context-dependent PLUs were created are discussed later in this paper.

2.2. Model of sub-word units

The standard way in which speech units are modeled is as left-to-right hidden Markov
models (Baker, 1975; Bakis, 1976; Jelinek, 1976; Levinson, 1985:; Rabiner et al., 1989).
Figure 2 shows typical model structures for whole words (part (a)) and for sub-word unit
models (parts (b) and (c)). For whole words the number of states, N, is either comparable
to the number of sounds in the word (e.g. phones), or can be set to the average number of
frames within the word. For sub-word units, typically, the number of states is set to a
fixed value (e.g. 3 as in part (b) of Fig. 2). This, of course, implies that the shortest tokens
of the sub-word unit last at least three frames. To account for sub-word unit tokens
shorter than the nominal number of states, structures like those in Fig. 2(c) have been
used where the parallel paths account for tokens lasting one, two, or three frames, and
the upper path is for tokens of four or more frames (Lee, 1989).

Word model

Sub-word unit

Figure 2. HMM representation of: (a) Whole-word model with N states. (b)
Sub-word unit model with three states. (¢) Sub-word unit model with four
states for representing tokens of four or more frames duration, and parallel
branches for representing tokens of one, two, or three frames duration.
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Figure 3. (a) Representations of a vector quantization partitioning of the
acoustic space. (b) A continuous mixture density partitioning of the acoustic
space for each sub-word unit model. (¢) A mixed density partitioning of the
acoustic space by individual Gaussian densities.

Within each state of the HMM, the spectral vector is represented by either a discrete
density (i.e. a distribution over a spectral codebook) or a continuous density (e.g.
mixture Gaussian), or a mixed density (i.e. a continuous density over a codebook of
common spectral shapes). We illustrate these differences in Fig. 3 which shows an
acoustic space covered by vector quantization (VQ) cells (part (a)), mixtures of
continuous densities (part (b)), and single Gaussian densities (part (c)). The VQ
codebook (part (a)) represents a partitioning of the entire acoustic space into discrete,
non-overlapping cells, usually based on a minimized spectral distortion criterion, with
each cell defined by a spectral centroid. The spectral density of a state in a sub-word unit
HMM is a discrete density describing the probability that a spectral vector of the unit in
that state is closest (in some spectral distance) to the centroid corresponding to each cell.

The continuous density method (part (b)) tries to describe the spectral density of each
state for each sub-word unit in terms of a mixture of Gaussian densities. Each mixture
component has a spectral mean and variance which is highly dependent on the spectral
characteristics of the sub-word unit (i.e. highly localized in the total acoustic space).
Hence the models for different sub-word units usually are highly non-overlapping in the
acoustic space, if the spectral characteristics are different among the set of units.
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Finally the mixed density method (called the tied mixture method (Bellegarda &
Nahamoo, 1989; Paul, 1989) or the semi-continuous modeling method (Huang & Jack,
1989) tries to cover the entire acoustic space by a set of independent Gaussian densities.
The resulting set of means and covariances is stored in a codebook, and the density in
each state of each sub-word model is a mixture of the codebook densities; hence it is a
continuous density but one only need store the discrete density of mixture gains to
characterize the continuous density completely. Furthermore, since the codebook set of
Gaussian densities i1s common for all models and all states, one can precompute the
likelihoods associated with an input spectral vector for each of the codebook vectors,
and determine state likelihoods using only a simple dot product with the state mixture
gains. This represents a significant computational reduction over the full continuous
density case. It is noted that the tied mixture approach is commonly applied to the entire
acoustic space (Bellegarda & Nahamoo, 1989; Huang & Jack, 1989: Paul, 1989).
However, tying can also be accomplished at the sub-word unit level. We shall see later in
this paper how we can exploit this mixed density concept for representing context-
dependent PLUs based on representations of context-independent PLU .

2.3 Acoustic analysis of speech

A block diagram of the feature analysis system used in our research is given in Fig. 4.
The overall system is a block processing model in which a frame of N, speech samples is
processed and a vector of features, O,, is computed. The speech is filtered from 100 Hz to
3-8 kHz, and sampled at an 8 kHz rate. The steps in the digital processing of Fig. 4 are as
follows:

(1) Pre-emphasis—the 8-kHz speech signal is passed through a first-order digital
network to spectrally flatten the signal.

N M Win) p
a=0-95 l J, i
s S(n) | Block | X (n)] | X Auto- Rumy | P |
o) f—az”! nto ¢ J\{’r‘g(:g\_'v Lin) correlation L cepstral tm)
frames rrame analysis analysis | S (m)
Preemphasis
We (m)
Arolysis:  Sinl= S(nl~aS(n~-1) . l
X (nl:S(Mi+n), OgasN-1 8¢, tm)
ving s LR, Vs s iNT 31 Delta ‘ Cepstral
Osbtsi—1 ] cepstrum weighting
X (nheX (n- WinhOosneN-| .
Gy fer)
N-m -
Ry {m) = 20 Xy {n) X{n+m),0<m=<p
s
ag{m) = LPC coefficients, O<m<p
C, {m} = Cepstral coefficients, Ism=Q
Codml = Codmi-Welm), 1smsQ
A
At 9C m) .
LAC Imy = ““&*H, f<msQ
Figure 4. Block diagram of LPC spectral analysis system.
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(2) Blocking into frames—Sections of N, consecutive speech samples (we use
N =240 corresponding to 30msec of speech) are used as a single frame.
Consecutive frames are spaced M , samples apart (we use M, = 80 corresponding
to 10 msec frame spacing or 20 msec frame overlap).

(3) Frame windowing— Each frame is multiplied by an N, — sample window (we use a
Hamming window), w(n), so as to minimize the adverse effects of chopping an N,
sample section out of the running speech signal.

(4) Autocorrelation analysis—Each windowed set of speech samples is autocorrelated
to give a set of (p + 1) coefficients, where p is the order of the desired LPC analysis
(we use p=10) (Makhoul, 1975; Markel & Gray, 1976; Tokhura, 1987).

(5) LPC/cepstral analysis— For each frame, a vector of LPC coefficients 1s computed
from the autocorrelation vector using a Levinson or a Durbin recursion method.
An LPC-derived cepstral vector is then computed up to the Qth component, 0 > p
(we use Q=12).

(6) Cepstral weighting—The Q-coefficient ‘cepstral vector, c¢,(m), at frame 1, is
weighted by a window W (m), of the form (Juang, 1987; Tokhura, 1987)

Wc(m):l—kgsin <zzgz> I<m<Q (N
to give
cAm)=c (m)W (m) (2)

(7) Delta cepstrum—The time derivative of the sequence of weighted cepstral vectors
is approximated by a first-order orthogonal polynomial over a finite length
window of (2K + 1) frames centered around the current vector (Furui, 1986; Soong
& Rosenberg, 1988) (K=2 corresponding to a five-frame window is used). The
cepstral derivative (i.e. the delta cepstrum vector) is computed as:

Ac;(m)=[ﬁ ké_m) |-G, 1<m<Q &)

k=K

where G is a gain term chosen to make the variances of ¢m) and 4¢,(m) equal. A
value of G =0-375 was used. It is noted that the weights used in computing both
the cepstral and delta cepstral coefficients only affect the results in the k-means
clustering procedure of the segmental k-means training algorithm because the
Euclidean distance measure used in clustering gives different results depending on
the weights used.

The observation vector,0,, used for recognition and training is the concatenation of
the weighted cepstral vector and the corresponding weighted delta cepstrum vector, i.e.

O,={¢m), 4¢(m)} 4)
and consists of 24 coefficients per vector. Temporal features such as log energy and

various durational features can also be used as part of the observation vector for tratning
and recognition.
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2.4 Representations of observation density within an HMM state

Based on the acoustic analysis, we can represent the spectral density within the jth state
of an HMM in one of three ways, depending on whether we used the discrete codebook
approach, the continuous mixture density approach, or the mixed density approach. For
the discrete density case we get

bfk)="Prob(O, and codebook vector kistate j) (5)

whereas for the continuous mixture density approach we have

b O g @)
[le 2@
B(0,)=Prob(0,Istate j)= 3 ¢, ! (6)

ol (2n>;/2 N U |

=

1l

where ¢, is the mixture gain for the mth mixture, g, is the mixture mean vector, U, is
the mixture covariance vector (we are assuming diagonal covariances), M is the number
of mixture components, and D is the number of spectral components in each observation
vector. Finally for the mixed density approach we have

(0,(d) =, d )

D ——————,
n € 2, 4d)

d=1

Mz

B(O)=

C

jm

e | dﬁl U,,,(d)]ﬁ @

H

m

where now the mixture means and covariances are independent of the state and only the
mixture gains depend explicitly on the state, and M is the number of codebook densities
used to represent the entire acoustic space.

2.5 Training of PLUs for LVR

In order to train a set of sub-word PLUs for LVR, ie. to estimate the “optimal”
parameters of the PLU models, we need a labeled training set of continuous speech,
where the labeling consists of an ASCII representation of the spoken text within each
utterance. To train the PLU models we represent each sentence in the training set as a
(not necessarily unique) sequence of sub-word units with the option of silence between
any pair of words, and at the beginning and/or end of each sentence. Hence if we have
the sentence. S, which consists of the words Wy, W, ... Wy, then we can represent the
sentence in terms of PLUs by first modeling the sentence as a series of optional silences
followed by the specified words, i.e.

S WaWe.. . W,
(silence) W, (silence) W, (silence) . .. (silence) W, (silence)

where the parentheses around each silence indicate it is optional and can be skipped. The
top of Fig. 5 shows this high-level representation of each sentence. Next, each word in
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Sentence
¢ 4 ¢
e e L
, ~ W 7 AN Wz Wy & AN
OO ——e O O
Silence Silence Sifence
Word wy
W, Wsn(Z)
O —————
W, !

Sub-word untts

Wsi(l)le Wm[”Pz“) Wg[(y’)pk(l)
i O/xya\ P
" N VA &
o0 > 5 =
Wsi(l)Pl(z) WSI(})pZ(Z) wsl(”Pk(Z)

Figure 5. (a) Representation of a sentence in terms of optional silences (¢ is a
null arc) and words. (b) Representation of a word via multiple lexical entries.
(¢} Representation of a lexical entry for a word by a sequence of PLUs with
multiple models for each PLU allowed.

the sentence is replaced by entries from the lexicon as shown in the middle of Fig. 5. We
show the case of word W, being represented by three lexical entries, i.e.

. (1) 2) (3
Wa W PO W DU W

Each lexical entry is then replaced by its sequence of sub-word PLUs, as expressed in the
lexicon, i.e.

W WPN@ W IP®. .. @ WP,

Finally we allow model muitiples for each PLU so we replace each canonic PLU by one
or more models, i.e.

. pW %3]
P:PDUP,

as shown at the bottom of Fig. 5. The network, created by embedding the multiple phone
models into each lexical entry, and by embedding the multiple lexical entries into each
word, and finally by embedding the word models into each sentence, is then used to
match the spectral representation of the input via a Viterbi matching procedure. By
backtracking we can determine which phone model (in the case of multiple phone
models) and which lexical entry (in the case of multiple lexical entries) gave the best
match and use these as the best representation of the input utterance.

By using the above procedure on all utterances within a given training set, we can use
the following variant on the segmental k-means training procedure (Rabiner er al.,
1986):
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(1) Initialization—linearly segment all training utterances into units and HMM states;
assume a single lexical entry per word (any one can be used) and a single model per
sub-word unit.

(2) Clustering—all frames (observation vectors) corresponding to a state S, in all
occurrences of a given sub-word are partitioned into M, clusters (using standard
VQ design methods).

(3) Estimation—the mean vectors, 4, the (diagonal) covariances matrices, U, and
the mixture weights, ¢,,, are estimated for each cluster m (1<m< M) in state S,
(By cycling steps 2 and 3 through all sub-word units and through all states of each
sub-word unit, a set of HMMs is created.)

(4) Segmentation—the PLU set of HMMSs is used to (re)segment each training
utterance into units and HMM states via Viterbi decoding; multiple lexical entries
per word as well as multiple models per PLU are now allowed.

(5) Iteration—steps 2-4 are iterated until convergence, i.e. until the average likelihood
of the matches essentially stops increasing.

There are at least two issues concerning the training procedure that need further
clarification. The first concerns the initial linear segmentation into units and states.
Clearly this is totally inappropriate in general; however, in practice it has been shown to
be an acceptable way of initialization which does eventually lead to a stable, convergent
set of models (Lee, 1989; Paul, 1989). To illustrate this point, Fig. 6 shows log energy
plots of the initial region of one training utterance with its segmentations at jterations 0
(linear initialization), 1, 2, 3, 4, and 10. It can be seen that for the Oth and Ist iterations
the segmentations are grossly in error; however, by the 2nd iteration the segmentation
has already improved to the point where only minor, small changes in segmentation
occur over the next eight iterations.

The second issue in the training procedure concerns the difference between the
segmental k-means training (which uses the best segmentation path) and the more
traditional Baum-—-Welch or forward-backward training (which uses the likelihood score
over all paths). Experience, as well as theory, has shown that the differences in
performance between these two training procedures are small and. in general, do not
strongly affect estimates of PLU model parameters (Rabiner et al., 1989; Merhav &
Ephraim, in press). As such the segmental k-means training is a reasonable method for
estimating PLU model parameters.

To illustrate the results of the training procedure, Fig. 7 shows a series of plots of the
resulting segmentation of the sentence “What is the Constellation’s gross displacement
in long tons’ in terms of the 47 PLUs of Table I, and based on the lexical entries of a
DARPA task lexicon provided by CMU." In each part of Fig. 7 there is shown a |-
second section of the sentence along with the log energy plot (upper panel), the running
LPC log spectrum (middle panel). and the likelihood scores and delta cepstrum distances
(lower panel). The segmentation frames are shown as dashed lines and the segmentation
unit is indicated between the pairs of dashed lines. It can be seen that the resulting
segmentation into units agrees quite closely with the segmentation that an accomplished
phonetician might make based on listening and on examining gross spectral characteris-
tics of the signal.

“We will discuss the DARPA task later in this paper.
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Figure 6. Segmentations of the initial part of an utterance at iterations 0 (initial
linear segmentation). I, 2. 3, 4, and 10, showing the rapid convergence of the
segmental k-means training algorithm.

The results of applying the segmental k-means training procedure to a set of 3990
sentences from 109 different tatkers, in terms of PLU counts and PLU likelihood scores,
are given in Table IT1. A total of 155000 PLUs occurred in the 3990 sentences with
silence (A#) having the most occurrences (10638 or 6:86% of the total) and nx (flap n)
having the fewest occurrences (5 or 0-04% of the total). In terms of average likelihood
scores silence (/i#) had the highest score (18-5) followed by /(17-7) and s (15-4), while ax
had the lowest score (7-1) followed by n(8-3)and r (8-4). It is interesting to note that the
PLUs with the three lowest average likelihood scores (ax, n, and r) were among the most
frequently occurring sounds (r was second, n sixth, and ax fourth in frequency of
occurrence). Similarly some of the sounds with the highest likelihood scores were among
the least occurring sounds (e.g. oy was fourth according to likelihood score but 21st
according to frequency of occurrence). These results almost obey a type of Zipf’s law
which, in terms of the PLU statistics, states that there is an inverse relationship between
frequency of occurrence and ability to model the sound.
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(c) shows likelihood scores of each PLU along with the delta cepstrum distance of
each frame.

2.6 Creation of context-dependent and context-independent PLUs

The use of context-independent PLUs has several advantages but also leads to several
problems. The advantages include:

(M
(2

3)

4

The models are easily trained using either the segmental k-means or the forward-
backward algorithm.

For any reasonable size training set, the units occur sufficiently often for there to
be reasonable confidence in the resulting model parameter estimates, i.e. no
parameter smoothing is required.

The units themselves are relatively insensitive to the context from which the
training tokens are extracted. (In practice there is evidence that this is not exactly
the case, i.e. that the context-indepedent PLUs are somewhat vocabulary specific
and therefore the recognition performance on a new vocabulary is significantly
worse than on the vocabulary from which the units were initially extracted (Hon er
al., 1989).)

The units are readily generalized to new contexts, e.g. new vocabulary sets, new
word pronunciations, etc.

The problems with the context independent units are the following:

(1

They do not represent the unit well in all contexts, i.e. for some units the effects of
neighboring units are so strong that there is a high degree of acoustic (spectral)
variability in the model parameters,
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TapLe 11 PLU statistics of count and average likelihood (with rank
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(2) They do not provide high recognition performance for large vocabulary recogni-
tion tasks, i.e. no one has achieved over 90% word-recognition accuracy for
vocabularies of 1000 or more words based solely on using context independent
PLUs.

There are at least three reasonable solutions to the above problems, namely:

(1) Improve the acoustic resolution of the context independent PLU model by either
modifying the model structure or by using more mixture components in each
state.

(2) Increase the number of models for each context independent PLU, thereby
reducing the acoustic variability within each model.

(3) Create a set of context dependent PLU models and modify the word lexicon to
account for the new set of units.

In the following sections we discuss each of these solutions.

2.6.1. Increased PLU model complexity

Perhaps the simplest way of improving the acoustic resolution of the context-indepen-
dent PLU models is to use more detailed representations of each unit. Possible ways of
achieving this include:

(1) Increasing the number of mixture densities per state. The ultimate limitation here
is the amount of training data per unit. Although some units have a large number
of occurrences in the training set, the less frequently occurring units will not have
enough occurrences to justify a large number of mixtures per state. The obvious
solution here is to use a strategy in which the number of mixtures per state is a
function of the size of the training set and to stop increasing the number of
mixtures for a given unit when it exceeds some critical value. To illustrate the
power of this approach, Fig. 8 shows a plot of word accuracy (%) (word
recognition rate minus word insertion rate) as a function of the nominal maximum
number of mixtures per state for three different test sets in the 991 word DARPA
task (the differences in test sets will be described later in this paper). The key point
to notice is the sharp increase in word accuracy obtained by going from one
mixture/state to 16 mixtures/state (typically about 20% absolute error reduction),
and then a gradual increase in word accuracy going from 16 mixtures/state to 256
mixtures/state, for all three test sets. Clearly increasing the number of mixtures per
state increases the acoustic resolution and decreases the word error rate.

(2) Increasing the number of states in each PLU model. Experience has shown that
simply changing each model from a three-state to a four-state model, for example,
does nor improve acoustic resolution but instead increases the minimum PLU
duration to be four, instead of three frames. (An obvious solution to this problem
is the CMU structure of Fig. 2(c) with parallel branches of fewer than four states.)
However, one could increase acoustic resolution by changing the frame rate from
100/sec (i.e. 10 msec frame shift) to 133/sec (i.e. 7-5msec frame shift). In this
manner a four-frame input still corresponds to a nominal duration of 30 msec, but
with increased temporal resolution.

(3) Increasing model complexity by adding parallel paths (to account for different
spectral realizations) or by adding additional analysis features such as log energy,
duration. or even higher order spectral features.
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Figure 8. Plots of word accuracy versus the nominally maximum number of
mixtures per state for three different DARPA test sets. A —TS1 (150),
—(February 1989), —(Train).

To date we have only tried the first proposed way of increasing model complexity. We
will discuss the results of this approach further in Section 3.

2.6.2 Creation of multiple PLU models

A second possible way of reducing acoustic variability within the training set of each
PLU model is to create multiple PLU models using some type of clustering analysis. The
basic idea is illustrated in Fig. 9, namely to cluster the space of training tokens assigned
to PLU P, into two or more regions, and design an individual PLU model for each such
region. A simple procedure for iterating from n models per PLU to (n+ 1) two models
per PLU is the following:

(1) For each PLU, a fraction of the training tokens associated with the lowest
likelihood scores are used to initialize an additional model for that unit.

(2) The segmental k-means algorithm is iterated on the new set of models until
convergence.

(3) The procedure (i.e. steps one and two) is iterated until the desired number of
models per PLU is obtained.

To illustrate this HMM clustering procedure (Rabiner et al., 1989), Fig. 10 shows
histograms of the likelihood scores for four of the PLUs, along with the threshold at
which 20% of the likelihood scores are below. All tokens associated with the lowest 20%
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of the likelihood scores, for each unit, initialize the new model for each unit and the
segmental k-means is iterated until a stable set of models is obtained. Figure 11 shows a
plot of the average likelihood per training token as a function of the training interation
for sets with one model/PLU up to four models/PLU. It can be seen that each increase in
the number of models per PLU leads to small but consistent increases in average

PI

Figure 9. Tllustration of token clustering to create multiple PLU models.

Unit:ag Unit:ae
1
]
|
|
Unit-ah Unit:ao
|
|
|
|
] (- l 1 {

~10 0 10 20 ~iC o] 10 20

Figure 10. Histograms of likelihood scores of 4 PLUs showing the 20%
threshold values.
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Figure 11. Plot of average likelihood per token as a function of the training
iteration number for sets with from one model/PLU up to four models/PLU.

likelihood scores. The problem with this procedure is that if we have n models per PLU,
then for a word in the lexicon with m PLUs in the lexical entry, there are n” word
embodiments for recognition. This problem is illustrated in Fig. 12(a) for the case of
n=two models/PLU and m = three PLUs in the word. It can be seen that there are 8 =2’
paths through the word network corresponding to eight equivalent pronunciations of
the word. Since most of the paths do not correspond to physical embodiments of the
word, this procedure would inherently lead to a greatly increased word error rate due to
the high rate of substitution afforded by the multiple versions of each word in the
vocabulary.

An obvious solution to the difficulties of multiple models per PLU is what is called
“word learning” in which a new set of one or more lexical entries for each word is
created by “learning” the best set(s) of PLU representations for each word as part of the
training procedure (Pieraccini & Rosenberg, 1989). Basically, by using the model of Fig.
12(a), for cach word during training, and by backtracking to determine the best sequence
of PLUs, one or more lexical entries are created for each word based on the sequence of
best average PLU model matches. Thus instead of the eight lexical entries of the word as
implied by the network of Fig. 12(a), we might use the two ““best” entries of the type
shown in Fig. 12(b). Weights can even be assigned to each of the word pronunciations
according to frequency of occurrence in the training set and used in the recognition
algorithm. The networks of Figs. 12(a and b) can also be iterated through the training
procedure until convergence to guarantee the “‘best” lexical entries for each word based
on the multiple model set of PLUs.

2.6.3. Creation of context dependent PLUs

The idea behind creating context-dependent PLUs is to capture the local acoustic
variability associated with a known context and thereby reduce the acoustic variability
of the set of PLUs. One of the earliest attempts at exploiting context-dependent PLUs
was in the BBN BYBLOS system where left and right context PLUs were introduced
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Figure 12. (a) Word network created by unconstrained use of multiple models
per PLU. (b) Word networks created by word learning.

(Schwartz et al., 1985; Cho et al., 1986). The more general case of both left and right
context-dependent PLUSs represents each phone p as:

PP =P Pr

where p, is the preceding phone (possibly silence) and p, is the following phone (possibly
silence). Difficulties occur, in practice, when trying to use left/right context-dependent
{CD) PLUs across words and, for the time being, we assume that we do not cross word
boundaries when creating CD models.?

The way in which we create CD PLU models is as follows:

(1) We first convert the lexicon from context-independent (CI) units to CD units,
e.g.

above: ax b ah v CI units
$~ax—b ax—b—ah b—ah—v ah—v—3% CD units

where we use a right context PLU (i.e. $ —ax—b) at the beginning of a word, a
left context PLU (i.e. ah—v—$) at the end of a word, and left and right context
PLUs at all other phones within the word.
(2) Train the set of CD PLUs using the same procedure as used for the CI PLUS5, i.e.
use the segmental k-means training on the expanded set of PLUs until conver-
gence.

The above training procedure leads to one major problem, namely that the number of
occurrences of some of the CD units is insufficient to generate a statistically reliable
model. There are several ways of dealing with this problem. Perhaps the simplest way is
to use a left/right context PLU-to-left or right context PLU-to-no context PLU
reduction of the form:

*In reality, there really is no difficulty in training inter-word CD PLUS; the difficulty comes in implementing
the inter-word units in recognition (Lee, 1989; Paul, 1989; Weintraub er af., 1989).
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Rule: If ¢(p, —p—pp) <T, then

(1) po=p=px=$-p=pp fc@—p=p>T
() p,—p—pr—p.—p—%, ifclp,—p-9H)>T
B)p.—p—pr—8-—p-8%

where ¢(p, — p,—p,) is the count in the training set associated with the ordered triplet
(p,-p»p-) (8 is a don’t care or wild card phone), and 7 is the count threshold for applying
the reduction rule sequentially through the three cases.

To illustrate the sensitivity of the CD PLU set to the threshold on occurrences, 7,
Table TV shows the counts of left and right context PLUs, left context PLUs, right
context PLUs, and context-independent PL.Us for the 109-talker DARPA training set of
3990 sentences, as a function of 7. It can be seen that for a threshold of 50, which is
generally adequate for estimating the HMM parameters, there are only 365 intra-word
left and right context PLUs (out of a possible 103 823 combinations), and even for a
threshold of one, there are only 1778 intra-word left and right context PLUs; hence only
a very small percentage of the possible left and right context PLUs occur in this 3990-
sentence set.

A second way of handling the insufficiency of the data for creating statistically reliable
CD PLUs is to smooth the CD models with CI models via a technique like deleted
interpolation (Lee, 1989). In order to use deleted interpolation both the CD and the CI
models need to be created based on a common codebook (e.g. discrete observation
probabilities) or based on a common set of Gaussian densities (e.g. the mixed density
method). If this is the case then if we denote the spectral density for the Clunit §—p—§
in state j as B, and the spectral density for the CD unit p, — p—ppinstate j as B;°, then
we create the smoothed spectral density BfD as:

BE®=2BP+ (1~ )BY ®)

where A is estimated directly from training data which is deleted (withheld) from the
training data used to create B and B{". The forward-backward algorithm can be used
directly to estimate A (Jelinek & Mercer, 1980).

The key to the success of Equation (8) is the commonality of the spectral densities used
for the CD and CI units. A slightly different way of exploiting this type of smoothing is

TabLE IV. Counts of CD units as a function of count threshold (7)

Number of Number of Number of Number of

intra-word intra-word intra-word context- Total
Count left and right left context  right context independent  number of
threshold (T)  context PLUs PLUs PLUs PLUs CD PLUs
50 378 158 171 47 754
40 461 172 188 47 868
30 639 199 205 47 1090
20 952 212 234 46 1444
10 1302 243 258 44 1847
5 1608 265 270 32 2175
1 1778 279 280 3 2340
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to use the mixed density method but localized to each CI PLU. Thus for designing each
CD PLU, we assume that within each state the means and covariances of each mixture
are the same as those used for the CI PLU model; however, we adjust the mixture gains
based on the actual occurrences of each CD PLU in the training set. Thus for each state J
we do the following:

Hwm)PLTPTPR =y (mpP P8 I<m<M (9a)
U, (m)yrL=r=PR=U (m)**3, 1<m<m (95)
¢(m)rL=r=r+ estimated from CD training tokens (9¢)

We can also apply a form of interpolation which is similar to that of deleted
interpolation to the mixture gains (Equation 9¢) by smoothimg them with the CI mixture
gains, i.e.

Z(m)PL P PR = ¢ (m)PL P~ PR+ (1 — A)c,(m)$ 7~ (10)

where 4 is again estimated from counts of training tokens where the CD model provides
a better fit than the CI model. This type of smoothing is especially effective for models
created from a small number of training tokens (e.g. less than 30).

We have considered two types of modeling algorithms for creating CD PLUSs, based
on the above discussion. The first procedure, which we refer to as CD1, sets a threshold
on the minimum number of CD PLU occurrences in the training set and then,
independent of the CI phone set, builds a new set of CD models. The second procedure,
which we refer to as CD?2, uses the modified training/smoothing procedure of Equation
(9), and allows the use of a simple interpolation scheme (Equation (10)). We will present
results of both these CD PLU model creation procedures in Section 3.

2.7. Representation of function words

A disproportionately large number of the errors in most continuous speech-recognition
systems come from a small set of (generally) monosyllabic non-content words like a, and,
are, for, in, is, etc. (Lee, 1989). These words, which are often called function words, are
generally unstressed, are usually poorly articulated, and have highly variable pronuncia-
tions. One way to handle the problems associated with the function words, as originally
proposed by Lee (1989), is to use function word-dependent phones, i.¢. to create special
CD PLUs associated with each function word. Other ways of handling function words
are to create special function word models, or to use multiple pronunciations in the word
lexicon.

We have attempted to use the function word-dependent phone approach in our
investigations. First we identified 63 commonly occurring words from the DARPA
vocabulary (as shown in Table V), and then we modified the lexicon to create individual
function word PLUs for each word which occurred sufficiently often in the training set
(using techniques similar to the ones used to create CD PLUs). We used an independent
count threshold, 7, on function word PLUs and then studied recognition performance
as a function of T,. Results will be presented in Section 4.
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TasLE V. DARPA function words

a give than
all go that
an had the
and has them
any have there
are how these
as if this
at in to

be is use
been it was
by list were
can made what
could make when
did many where
do may which
does more who
don’t of why
find on will
for one with
from or won't
get show would

2.8. Implementation of recognition task syntax

In order to implement any recognition system, a formal specification of the task syntax,
which prescribes the constraints among words in a sentence, must be given. There are
several ways in which task syntax can be expressed, including:

(1) Finite state network (FSN) which prescribes which words can follow which other
words in various contexts. In implementing the FSN, we can allow deterministic
(011) or probabilistic (bigram probabilities in context) connections between words,
and can even incorporate word insertion penalties. The FSN for the DARPA task
is given in Fig. 13. The vocabulary consists of 991 words which have been sorted
into four non-overlapping groups, namely

{BE)}=set of words which can begin a sentence or end a sentence, {BE|=117
{BE} = set of words which can begin a sentence but which cannot end a sentence,

|BE| =64
{BE,=set of words which cannot begin a sentence but can end a sentence,
[BE| =488

{BE} = set of words which cannot begin or end a sentence, |IBE|=322

The FSN for the DARPA task, which has the minimum number or arcs (995 real
arcs plus 18 null arcs), allows sentences of the form

S: (silence)—{BE,BE}—~({W}) .. . ({W})— ({BE,BE}) — (silence)

where the parentheses around the entry mean it is optional, and where null arcs
are indicated in Fig. 13 by the symbol ¢. To account for inter-word silence (again
optional) we expand each word arc bundle (e.g. node | to node 4) to individual
words followed by optional silence, as shown at the bottom of Fig. 13. This
modified structure then allows recognition of sentences of the form:
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>~ s Stop
(7) -ve
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/ AY
_

Silence
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: ¢
- WR ,/“*\\
Silence

Figure 13. FSN of the DARPA task syntax in which words are partitioned into
four non-overlapping sets and optional silence is allowed at the beginning and
end of the sentence, as well as between pairs of words.

S: (silence) — { BE,BE} — (silence) — ({W}) . . . (silence) — ({BE,BE}) — (silence)

Depending on the preceding decoded word, word bigram probabilities are trivially
inserted at the beginning of every word arc, and word insertion penalties are
similarly easily used at the word output nodes (5, 6, 7, & 8).

(2) Statistical langnage model which prescribes probabilities associated with word n-
gram statistics. The IBM recognizer uses word trigram statistics as the basis of its
language model (task syntax) (Jelinek, 1985).

(3) Formal grammar with parser which provides a way of extending the syntax to
natural language inputs.

For all the experiments to be reported on in Section 3 we used the FSN of Fig. 13 with
either specified allowable word pair combinations (0{1 probabilities on word pairs with
no additional contextual constraints beyond word pair combinations), or with any
transition between all pairs of words being equally likely.

3. Experiments and results

As referred to several times throughout this paper, the task used for LVR is the DARPA
Naval Resource Management Task (Pallett, 1987a,b; Price et al., 1989). The vocabulary
is a set of 991 words plus silence. There are availale four forms of the task syntax,
namely:
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(1) No grammar (NG) case in which any of the 991 words is allowed to follow any
other of the 991 words. The perplexity (average branching factor) of this grammar
is clearly 991. Since any combination of words can be used to create a sentence, the
overcoverage (ratio of sentences generated by the grammar to valid sentences
within the task language) of this grammar is extremely high.

(2) Word pair (WP) grammar in which, for each word, a finite list of words which can
follow it is prescribed. The perplexity of this grammar is about 60 and the
overcoverage, while significantly below that of the NG case, is still very high.

(3) Word bigram (WB) grammar in which, for every word, probabilities are assigned
to each possible word pair. The perplexity of this grammar is 20 and the
overcoverage is the same as the WP cases.

(4) Finite state network representation of the full grammar used to generate both the
training and test sentences. The perplexity of this grammar is about nine and the
overcoverage is, by definition, one.

In our tests, as prescribed by DARPA standard reporting procedures, we have used
mainly the WP grammar; however, we present results on the NG case for comparison
with results of other researchers.

3.1. Experimental set-ups

For most of our tests we used the training material provided by DARPA’ which
consisted of a set of 3200 sentences from 80 talkers (40 sentences/talker). We call this
training set TR1. We used three separate testing sets to evaluate the recognition system
trained from TR1 (80), including:

(1) 150 sentences from 15 talkers (10 sentences/talker) not included in the 80-talker
training set. This set is identical to the one used by Lee at CMU to initially
evaluate the SPHINX system (Lee, 1989), and we call this set TS1 (150).

(2) 300 sentences from 10 other talkers (30 sentences/talker) as distributed by
DARPA in February 1989. We called this set TS2 (FEB89).

(3) A set of 160 randomly selected sentences from the set of 3200 training sentences
(two randomly selected sentences from each of the 80 training talkers) which we
created to check on the closed set performance of the system. We called this set
TS3 (TRAIN).

A second training set was also used consisting of 3990 sentences from 109 talkers (30
to 40 sentences per talker). We call this training set TR2 (109). The 109-talker set
overlapped the 80-talker set (TR1) in that 72 talkers were common to both sets. The
remaining 37 talkers in TR2 partially overlapped the talkers in TS1 (150). Hence the
only independent test set for TR2 was TS2 (FEB89).

The word lexicon used throughout the experiments described in this paper is a single
pronunciation per word lexicon provided by CMU. Several small changes were made to
the lexicon to make it compatible with the 47 PLU set of Table I.

We now describe the results of several independent experiments designed to evaluate
recognition system performance with difference types of analysis, and PLU sets.

* The speech was provided by DARPA at a 16 kHz sampling rate. We filtered and down-sampled the speech
to an 8 kHz rate before analysis.
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3.2. Results of preliminary tests to set system parameters

Several preliminary experiments were run to tune system parameters. These experiments
were run with TR training based on the 47 PLU set of Table I. The segmental k-means
training procedure was iterated 10 times, using three-state, nine mixtures/state models,
until convergence from an initial uniform (flat) segmentation. The average log likelihood
per sound (excluding silence which had very high likelihood scores) increased from §-48
(after the first iteration) to 9-25 (after the 10th iteration); similarly the average word
likelihood (again excluding silence) increased from 9-09 to 9-96 over the 10 iterations
(there were 27 785 words in the 3200 sentences).

3.2.1. Parameters of delta cepstrum computation

A series of experiments was run in which the width (2K+ 1) of the region used to
compute the delta cepstrum was varied, along with the scaling coefficient, G, which set
the relative contributions of the cepstrum and the delta cepstrum coefficients to the
clustering part of the training algorithm. Only two values of K (two and three) were used;
similarly only four values of G were used for each value of X (the value equalizing the
variances as well as variations above and below). The optimum setting was k =2 (five-
frame computation width) and G=0-375 (equalized variances). The differences in
recognition performance for TS1 (150) were small across all parameter ranges; for TS2
(FEB 89) and TSE (TRAIN) there were significant performance differences.

3.2.2. Covariance clipping threshold

As discussed by Martin et al. (1987), estimates of the covariances are often grossly
inaccurate due to the lack of sufficient training data, or due to outlier tokens in the
training set. This is especially the case when one considers using a large number of
Gaussian mixtures in each state of the PLU models. The solution proposed by Martin et
al. was the use of a grand covariance for each spectral coefficient, independent of the
PLU or the state (Pallett, 1987h). For this training set we tried three methods of
controlling covariances, namely nominal clipping below (10~%), clipping of all estimates
whose values were in the lowest 20% or the highest 20% of all nodal covariances, and
clipping of only the low 20% covariance estimates. (We had previously tried the grand
covariance and found it was not as good as clipping at reasonable values.) To implement
the low 20% and high 20% methods, histograms of covariances of each of the 24
coefficients had to be measured and saved. This was done as part of the training
procedure. Results on the three test sets showed a significant performance improvement
using the low 20% clipping rule over the other two rules for both TSI and TS3. For TS2
the differences in performance were smaller. In all subsequent tests we used the low 20%
covariance clipping rule.

3.2.3. Energy/duration parameters

It has been shown that, for isolated and connected word recognition, the use of log
energy and word duration improves overall word-recognition accuracy in a consistent
manner (Rabiner & Wilpon, 1987; Rabiner er al., 1989). For continuous speech
recognition, use of these prosodic features has not generally provided the same level of
performance improvement as occurred in the isolated and connected word cases. To
verify this finding, we ran experiments in which we varied the multipliers* for log energy,

“ The exact definitions of the multipliers for log energy and duration are given in Rabiner er al. (1989).
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state duration, and model duration (PLU) penalties and found that the best performance
over all three test sets was obtained with the log energy penalty multiplier set to 1-0 but
with the multipliers for state duration and model duration penalties set to 0. These
results are not surprising due to the high variability of PLU durations as a function of
context, stress, accent, etc. The results again confirm the importance of including log
energy as a recognition feature, even for continuous speech, large vocabulary recogni-
tion.

3.2.4. Recognition search beam size

The way in which the recognizer was implemented was to use the FSN of Fig. 13 directly
and to keep track of the accumulated likelihood score to each node in the network. That
is, we expand each group of words in the FSN representation into individual words,
expand each word into one or more sequences of PLUs (via the lexicon), and expand
each PLU into HMM states of the corresponding model (or models). Thus the network
of Fig. 13 has in the order of 20 000 HMM and word junction nodes to keep track of at
each frame of the input. To reduce computation, a beam search is used (Lowerre &
Reddy, 1987) in which the best accumulated likelihood, L*, is determined, at each frame,
and based on a threshold, 4, all nodes whose accumulated likelihoods are less than
L*— 4) are eliminated from a list of active nodes (i.e. paths from these nodes are no
longer followed). A key issue is then how to set 4 so as to eliminate a high percentage of
the possible paths, but not to eliminate the ultimate best path. The problem with a fixed
A is that in regions where the word matches are not very good (e.g. function words) a
relatively large value of 4 is needed (because of ambiguities which will not be resolved
until some content words are included) but in regions where the word matches are
excellent (e.g. content words, names of ships, etc.) a fairly small value of 4 can be used
and still not eliminate the best path.

To illustrate this point, Fig. 14 shows plots of word-recognition accuracy as a function
of beam size, 4, for each of the three test sets based on a CI 47 PLU set. It can be seen
that it takes a value of 4 of about 130 to obtain the same word accuracy as if no beam
size limitation was used. (In later tests, as word accuracies in the low to mid-90% range
were achieved, we found that we often needed beam Widths of about 250 to achieve the
result comparable to no beam width limitation.) The time for computation varied almost
linearly with 4; hence the penalty paid for a large 4 is storage and computation time, but
the reward is that the best string is obtained. Clearly these results show the need for an
adaptive beam width algorithm which can reduce its size during regions of good word
matches, and increase its size during regions of relatively poor word matches. Such a
procedure does not yet exist.

3.3. Results with CI PLU set

For the basic CI 47 PLU set we used training set TR1 and iterated the segmental k-
means procedure until convergence (10 iterations from a uniform initialization). We then
used the resulting segmentation into units to design model sets with the nominal
maximum number of (diagonal covariance) mixtures per state varying from 1 to 256 in
several steps. The resulting models were run on the three test sets and the word-
recognition accuracies (word error rate minus word insertion rate) are given in Table VI.
It can be seen that large improvements in word-recognition accuracy are obtained as the
number of mixtures/state, M, is increased from 1 to 18 (about 20% for each of the three
test sets). However, as M is increased even further, from I8 to 75, word accuracies
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Figure 14. Plots of word-recognition accuracy as a function of beam width for
the three test sets. A TSI (150), —TS2 (February 1989), —TS3 (Train).

TaBLE VI. Word-recognition accuracies (%) for TS1, TS2, and TS3 for the CI 47
PLU set derived from the 80-talker training set

Number of Recognition test set
mixtures e
per state TSI (150) TS2 (February 1989) TS3 (Train)

i 64-7 613 67-8

3 767 72-4 79-2

6 82-9 781 829

9 83-8 796 856

18 87-5 80-8 885

36 88-3 839 90-1

75 89-7 854 933

128 89-9 85-0 942

256 89-6 86-0 95-3

increase much less rapidly (by 2:2% for TSI for 128 mixtures/state, 4-6% for TS2, and
6:9% for TS3) for all three test sets. Beyond M =75, performance essentially bottoms ofl
for both independent test sets (TSI and TS2) and increases by 2:0% for TS3 (the training
set). This result shows that by increasing acoustic resolution, performance continues to
increase so long as there is sufficient training data (as is the case for 47 CI PLUs).
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3.4. Results with CD PLU sets

Using the CDI1 method of creating CD PLUs (i.e. by setting a threshold of 50
occurrences of each intra-word left and right context-dependent PLU and backing down
to intra-word left and/or right context-dependent PLUs, and/or context-independent
PLUs), a set of 638 CD PLUs was created from the 80-talker training set, TR1. The
composition of the 638 CD PLU set was: 304 left and right context PLUs, 150 right
context PLUs, 137 left context PLUs, and all 47 context-independent PLUs.

For this 638 CD PLU set, models were created with 9, 16, and 32 mixtures/states.
Initial model estimates were obtained from the 47 CI PLU segmentations, and the
segmentation was then iterated 2-4 times for each different size model. Recognition
results on the three test sets are given in Table VII. It can be seen that the word-
recognition accuracies increase by 4-2% for TS1, 4-7% for TS2, and 5-4% for TS3 as the
number of mixtures/state goes from 9 to 32 (32 was the largest size model that was
reasonable to try on this data set).

Some preliminary experiments were performed with CD PLU sets obtained with lower
occurrence thresholds (i.e. 30) and the results indicated that the reduced number of
occurrences for about half the PLUs (there were 915 CD PLUs in this set, with 581 left
and right context PLUs) led to poor model parameter estimates and reduced word
accuracies compared to the results presented in Table VII.

Next we created context-dependent PLU sets using the CD2 method where we used
the 256 mixtures/state CI PLU model as the base model and varied only the mixture
gains in each state of each CD PLU. CD PLU sets were created with count thresholds of
infinity (47 CI PLU set), 50 (638 CD PLU set), 30 (915 CD PLU set), 10 (1759 CD PLU
set), and 1 (2340 CD PLU set) using the 80-talker training set. The resulting models were
tested based on raw mixture gains, as estimated entirely from training set tokens of each
CD PLU, and with smoothed mixture gains, as estimated by interpolation of the CI
PLU mixture gains with the CD PLU mixture gains. Estimates of the smoothing factor,
1, for each state of each CD PLU were obtained entirely from training set data. The
results on these sets of units are given in Table VIII, both for the word pair (WP)
grammar (Table VIII(a)), and the no grammar (NG) case (Table VIII(b)).

The results in Table VIII(a), for the WP grammar, show that for count thresholds of 1
and 10, the results obtained from smoothed parameters are better than those from the
raw parameters for both TS1 and TS2 data. This is to be expected since the amount of
training data for many of the CD PLUs (i.e. those with less than 10 occurrences) is
inadequate to give good mixture gain estimates, and the smoothing helps a good deal
here. For count thresholds of 30 and 50 there is a small performance advantage for the
raw parameters models (i.e. 1-3% for TS1 for count of 30, 0-6% for TSI for count of 50,

TaBLE VII. Word-recognition accuracies (%) for 638 CD PLU set created from
TRI1 by iterating from the initial 47 CI PLU unit segmentations

Nominal
number of Test set
mixtures =
per state TSI (150) TS2 (February 89) TS3 (Train)
9 885 85-2 93-3
16 92-3 89-7 97-9
32 92-7 89-9 98-7
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0-3% for TS2 for count of 30, — 0-1% for TS2 for count of 50), but here the differences in
word accuracy are relatively small.

The best performance, on the WP grammar, for the CD2 method of creating CD
PLUs is 93-3% for TS1 (both 2340 and 1759 smoothed parameters CD PLU sets) and
90-9% for TS2 (638 smoothed parameter CD PLU set). These results represent a 0-6%
improvement for TSI and a 1-0% improvement over the 638 CD PLU set created with
32 mixtures/state from the CD1 method (as shown in Table VII). Although the level of
improvement is relatively small, there is a consistent trend to obtaining slightly higher
performance with the CD2 method of creating CD PLUs.

The results in Table VIII(b), for the NG case, again show improved performance for
the smoothed parameters case (over the raw parameters model) for both count
thresholds of 1 and 10 for TS1 and TS2 data. For count thresholds of 30 and 50, we
again see that the smoothing tends to slightly degrade word-recognition accuracy.

The best performance, on the NG grammar, for the CD2 method is 72-1% for TSI
and 68-8% for TS2 for the case of 2340 CD PLUs with smoothed parameter estimates.

3.5. Effect of word insertion penalty on performance

As discussed earlier, the task syntax incorporates a word insertion penalty at the end of
each word arc to balance word insertion/word deletion effects. To study the effects of the
word penalty on overall recognition performance, we conducted an experiment in which
the word penalty varied from two to eight, in steps of one, and we measured word
insertion rate, word deletion rate, word accuracy rate, and sentence accuracy rate. The
tests were run using the 638 CD PLU set based on the 32 mixture per state training. (The
tests were also run using the 47 CI PLU set and the trends in performance were
essentially identical to those of the 638 CD PLU set.)

The results of this experiment are given in Fig. 15(a—-d) which show plots of word
insertion rate, word deletion rate, word accuracy, and sentence accuracy, as a function of
word penalty for the 638 CD PLU set. It can be seen from Fig. 15(a) that as the word
penalty increases, the word insertion rate falls from about 3-4% (for a penalty of two) to
less than 1% (for a penalty of eight) for both independent test sets (TS] and TS2). On the
other hand, as the word penalty increases, the word deletion rate increases from about
1% (Fig. 15(b)) (for a word penalty of two) to 3-4% (for a word penalty of eight). The
overall curves of both word accuracy (Fig. 15(c)) and sentence accuracy (Fig. 15(d))
show that optimum performance occurs with a word penalty of somewhere in the range
of 4-6, at which point insertions and deletions are relatively balanced. This is the range
used for the results presented in this paper.

3.6. Results using function word PLUs

We only ran one simple experiment to see the effect of creating function word-dependent
PLUs on overall recognition performance. We used the CD2 modeling procedure where
we introduced a function word unit creation threshold, T, in addition to the context-
dependent unit creation threshold, T,. Thus in order to create separate function word
units, the count occurrence for each unit had to exceed the threshold, T.

For this experiment, we used the 109-talker training set, TR2, and only used the TS2
(February 1989) testing set, since this was the only independent test set. We used both
the WP and the NG grammars for these tests. Results are given in Table IX for a range
of count thresholds, 7., T, from 50 down to 10. It can be seen that for the WP grammar,
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TasLE IX. Word-recognition accuracies (%) for TS2 for the CD2 method of
creating CD PLUSs derived from the 109-talker training set based on
thresholds for context-dependent units (7)) and function words (T)

Count thresholds Number Grammar type
of

T, T, CD PLUs WP NG
50 o 754 90-7 69-4
50 50 809 90-5 69-9
30 oc 1090 90-8 689
30 30 1156 90-7 711
10 oc 1847 89-7 683
10 10 1937 89-8 69-3

the performance is slightly worse (about 1%) for the 109-talker training set than for the
80-talker training set. Furthermore, this is no improvement whatever in using function
word-dependent phones. However, for the NG case, the performance is uniformly better
for the 109-talker training than for the 80-talker training. Furthermore, the performance
using function word-dependent phones is consistently better than without them. The
best performance for the NG case was 71:1% word accuracy for T.=T,=30. This
represents more than a 2% improvement over the best performance from the 80-talker
training set.

3.7. Summary of results

A summary of the performances of the three sets of PLU units discussed in this paper is
given in Table X which shows, for each test set, the sentence accuracy, the word correct,
word substitution, word deletion, word insertion, and word accuracy rates. The results
are given for the WP grammar based on the 80-talker training set. (It should be noted
that semantic accuracy is more meaningful as some sentence errors actually correspond
to semantically correct sentences, e.g. “Where is the . . .” instead of “Where’s the .. .”, or
“Give me chart of . . .”” instead of “Give me the chart of . ..”)

The results show a steady improvement in performance in going from 47 CI PLUs to
638 CD PLUs for all three test sets. Although the CD2 method of creating CD PLUs
provides small improvements in performance (in terms of word accuracy) for TS1 and
TS2 10-6% and 1-0%), the sentence accuracies are not higher with this method. (In fact
sentence accuracy is 4-7% higher for the CD1 method, for TSI, than for the CD2
method; for TS2 the sentence accuracies are comparable; for TS3, the training set,
sentence accuracy is 7-4% higher for the CD1 method).

4. Discussion

The results presented in the previous section show that proper acoustic modeling of the
basic sub-word recognition units is essential for high recognition performance. Although
the performance of the resulting system on the DARPA Resource Management System
is good, there is still a great deal that needs to be done to make such a recognition system
practically useful. In this section we first discuss how the results presented in Section 3
compare to those of other researchers working on the same task. Then we discuss the
areas that we feel would be most fruitful for further research.
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4.1. Comparison of results

Since a large number of research groups are using the DARPA Resource Management
Task as a standard training/test set, it is relatively straightforward to make direct
comparisons of performance scores. However, before doing so, it is appropriate to point
out that, aside from system differences, there are often a number of methodology
differences that could significantly affect the results. When appropriate we will point out
these differences.

For TS1 (150) the most appropriate comparison is the results of Lee and his colleagues
at CMU, since Lee essentially defined the data that went into TS1 (Lee, 1989). The
SPHINX System, which uses a multiple VQ front end (i.e. a discrete observation density
rather than the continuous mixture density used here), has been in development for
about 2-3 years, and has learned how to exploit durational information (words) as well
as function word-dependent phones. The SPHINX system also uses a somewhat larger
training set (105 talkers, 4200 sentences) than used here.

Based on the results presented in Lee (1989), using three codebooks, duration,
function word phones, and generalized triphones (similar to CD PLUs discussed here),
Lee obtained 93-7% word accuracy with the WP grammar on TSI (150), and 70-6%
word accuracy with the NG grammar (Lee, 1989). These results are comparable to the
93-3% word accuracy obtained for a 1759 CD PLU set on TSI with the WP grammar
and 72-1% word accuracy obtained for a 2340 CD PLU set with the NG grammar, as
shown in Table VIII.

More recently, Lee er al. (1989) have incorporated between-word training of the
context-dependent units (as well as between-word decoding) and a form of corrective
training (Bahl et al. 1988) (a word discrimination procedure) to significantly improve
recognition performance. Their current results are 96-2% word accuracy for TS1 with
the WP grammar and 81-9% with the NG grammar using all the above techniques. This
performance represents the highest-to-date reported word accuracy on any fluent
speech, speaker-independent, large vocabulary task.

For comparisons of performance on the TS2 (February 1989) test set, performance
scores from CMU (Lee et al.), SR1 (Murveit et al.), LL (Lincoln Labs., Paul), and MIT
(Zue et al.) were recently reported on the DARPA Joint Speech and Natural Language
Meeting (February 1989 in Philadelphia, Pennsylvania, U.S.A.). The reported word and
sentence accuracies along with our best results were:

Lab Training set size Word accuracy Sentence accuracy
CMU 109 Talkers 939 657
AT&T 109 Talkers 91-6 577
SRI 109 Talkers 91-2 57-3
LL 109 Talkers 90-2 557
MIT 72 Talkers 86-4 453

It should be noted that the results reported by both CMU and SR used both intra-word
and inter-word context-dependent units whereas those reported by AT&T (as presented
here), LL, and MIT did not use inter-word units. Furthermore, the MIT system only
used a set of 75 CT units including 32 stressed and 32 unstressed vowels, which accounts
for the somewhat lower performance scores than the other systems. The results show
that the CMU system out-performs the SRI, AT&T, and LL systems by about 2-:5% for
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the WP grammar in word accuracy. This result is primarily due to the use of corrective
training and inter-word units. It is also noted, when comparing performance of different
systems, a detailed sentence and word error analysis should be carefully examined. Based
on a set of significance tests (Gillick & Cox, 1989) conducted by DARPA., the statistical
difference in performance between the top four systems is not significant.

For the TS3 set, i.e. the training set, the best performance we obtained was 98-7%
word accuracy with 88-7% sentence accuracy. This result cannot be compared to other
systems since there are no published results on this test set by any other laboratory.
However, it is clear that the performance here is very good and clearly represents a target
to shoot for with the valid test sets TSI and TS?2.

4.2. Overall error patterns

A detailed analysis of the types of word errors made for the best case of each of the three
test sets shows the following:

TS1—48 substitution errors, 37 involving a function word; 29 deletion errors (the(15),
a(4), is(3), in(2)) with all 29 errors involving function words: 9 insertion errors
(the(2)) with 4 of them being function words.

TS82—136 substitution errors (what—>was(7)) with 91 involving a function word; 76
deletion errors (the(37), is(8), in(7)) with 70 involving a function word; 20
insertion errors (of(3), is(3)) with 13 involving function words.

TS3—2 substitution errors with 1 involving a function word: 15 deletion errors
(the(9), a(3)) with 14 involving a function word; 2 insertion errors with | being a
function word.

The message here is clear. We need significantly to improve modeling of function words
which cause 60-75% of the substitution, insertion, and deletion errors that are made.
The problems here are numerous in that the function words are extremely context
sensitive. Several possibilities will have to be investigated including function word-
dependent PLUs (as used by Lee (1989)), inter-word training of CD PLUs, multiple
models of function word PLUs, and finally multiple lexical entries for these words.

4.3. Areas for further research

Based on the results presented here, as well as those given in the literature, it is clear that
there are many areas that must be studied in order to significantly improve word-
recognition accuracy. These acoustic and lexical modeling issues include: (1) Improved
spectral and temporal feature representation. (2) Improved function word modeling. (3)
Inter-word CD PLU training and recognition decoding. (4) Some form of corrective
training to improve word discrimination capability. (5) Acoustic design of lexicon
(including multiple entry case) to match the lexical description of words and phrases to
the acoustic modeling. Each of these areas will be investigated in the near future.

5. Summary

In this paper we have discussed methods of acoustic modeling of basic speech sub-word
units so as to provide high word-recognition accuracy. We showed that for a basic set of
47 context-independent phone-like units, word accuracies on the order of 86-90% could
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be obtained on a 1000-word vocabulary, in a speaker-independent mode, for a grammar
with a perplexity of 60, on independent test sets. When we increased the basic set of units
to include context-dependent units, we were able to achieve word-recognition accuracies
of from 91 to 93% on the same test sets. Based on outside results and some of our own
preliminary evaluations, it seems clear that we can increase word-recognition accuracies
by about 2-3% based on known modeling techniques. The challenge for the immediate
future is to learn how to increase word-recognition accuracies to the 99% range, thereby
making such systems useful for simple database management tasks.

The authors gratefully acknowledge the support of Maureen McGee for helping to organize the
DARPA database, Aaron Rosenberg in the editing of the word lexicon used in the experiments
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Fig. 7. The authors would also like to thank Doug Paul of Lincoln Laboratories and Kai-Fu Lee
of CMU for their valuable comments.
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