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where Ry is a (p + 1) by (p + 1) matrix. Determine R,.
2. Consider passing the sequence X(n) through the inverse LPC system with LPC coeffi-
cients a, to give the error signal é(n), defined as

4

&) = — Z aix(n — i).

i=0
Show that the mean-squared error, £”, defined by

N—14p
E9 =" emr
n=0

can be written in the form
E? = a'R;a,

where R isa (p + 1) by (p + 1) matrix. Determine R;.
3. If we form the ratio =
p=E
E®
what can be said about the range of D?
(This exercise gives an initial appreciation of the concept of distortion measures. Chapter 4
discusses this topic in great detail.)

Solution 3.6
1. Since
P
em)=— Y _aix(n—i)
i=0
N—I14p N-14p p p
=3 fm+ Y [— ) aix(n— i)] [— > _axin —D]
n=0 n=0 i=0 j=o
p p N-1+p
=Y "ad g ) xn-ixn—).
i=0 j=0 n=0
But ikt Neldp
Y xn—inn-p=Y xxtn—j+=rli=JD.
n=0 n=0
Thus p p
B2 =Y ay arli-j)=aRa,
i=0 Jj=0
where . )
no) (1) P
)y r® - =D
R, = : .
) rp-b O
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p
2. é(n) = — Zaii(n — 1)
i=0
Repeating the derivation of part 1, we get

P p
E? = Zai Za,-i‘(li —-Jjh= a'R;a,
i=0 j=0
where
#0) #(1) e Hp)
) HO) e Hp =)
R; = . . d
p) -1 - KO
. ,
3. D = ﬁ = & Since D is a ratio of prediction residuals, and since E® is the

E® a’R;a "
minimum prediction residual for LPC system a, then E” must be greater than (or equal
to) E®. Therefore

D>1.0

Exercise 3.7

A proposed measure of spectral distance between two frames of speech represented by LPC
coefficient sets a and &, and augmented autocorrelation matrices R, and R; (see Exercise 3.6)
is:

a’R_;a

a’R;a

D(a,a) =

1. Show that the distance function D(a, &) can be written in the computationally efficient
form

P
Dady= | TAOHO+2 ra(ii)

=1
a’R;a

where r,(i) is the autocorrelation of the a array, i.e.,

p—i

=) aa, 0<i<p.
Jj=0

2. Assume that the quantities (i.e., vectors, matrices, scalars) a, &, Ry, Rz, 8'Rd, R; aqd
R, are precomputed; that is, they are available at the time the distance calculation

rcquirec.'l. antrast the computation required to evaluate D(a, &) using both expressions
for D given in this exercise.

Solution 3.7
We have that

S
®
&1;
I
=
|7
”’m
T

)|
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From Exercise 3.6 we get
P P
E(p) = Za,- Zaﬁ‘(lj &= ll)
i=0 Jj=0

Letting k = j — i (j = k + i) we get

p p—i
E(p) = Zai Z ak+,-F(|k|).
=0

k=—i

By rearranging the summations on i and k and by recognizing thata, = 0, ¢ < 0 and a, = 0,
¢ > p, we can complete the square by summing on & from —p (the smallest value of k) to +p
(the largest value of k), giving

14 — k|
E(pl = Z rz a,-ak+,] ;'(Ikl)

k=—p " i=0
The inner summation is defined as r,(k), hence

P

E® = Z ra(KOF(K|).

k=—p

Since ra(k) = ro(—k) and #(k) = #(—k) we can write E® as

p
E? = r,(0)#0) + 2 Z ra(k)?(k).

k=1

2 Since all the individual quantities are precomputed, to evaluate D as a ratio of residuals;

that is,
_ a'R;a
~ @'R;a
requires
a. (p + 1) x (p + 2) multiplies and adds to multiply a’ by R; and then multiply the
result by a.

b. 1 divide to give D since a'R;4 is a precomputed scalar.
For the alternative method of evaluating D, as discussed in part 1 of this exercise, we
require:

a. (p+ 1) multiplies and adds to give the product 7(k)ra(k) for 1 < k < p and to give

F(0)ra(0).

b. 1 divide to give D since a'R;a is a precomputed scalar.
Thus, neglecting the divide, the alternative computation of D requires a factor of (p + 2)
less computation and therefore is significantly more efficient than direct computation

of the ratio of prediction residuals.

339 Typical LPC Analysis Parameters

The computation of the LPC analysis system of Figure 3.37 is specified by a number of
variable parameters, including
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N number of samples in the analysis frame

M number of samples shift between frames

p LPC analysis order

Q dimension of LPC derived cepstral vector

K number of frames over which cepstral time derivatives are computed.

Although each of these parameters can be varied over a wide range of values, the following

table gives typical values for analysis systems at three different sampling rates (6.67 ki,
8 kHz, 10 kHz).

Typical Values of LPC Analysis Parameters for Speech-Recognition Systems

parameter F, = 6.67 kHz F, = 8 kHz Fs; = 10 kHz
N 300 (45 msec) 240 (30msec) 300 (30 msec)
M 100 (15 msec) 80 (10msec) 100 (10 msec)
p 8 10 10
Q 12 12 12
K 3 3 3

3.4 VECTOR QUANTIZATION

The results of either the filter-bank analysis or the LPC analysis are a series of vectors char-
acteristic of the time-varying spectral characteristics of the speech signal. For convenience,
we denote the spectral vectors as vy, £ = 1,2,...,L, where typically each vector is a p-
dimensional vector. If we compare the information rate of the vector representation to that
of the raw (uncoded) speech waveform, we see that the spectral analysis has significantly
reduced the required information rate. Consider, for example, 10-kHz sampled speech with
16-bit speech amplitudes. A raw signal information rate of 160,000 bps is required to store
the speech samples in uncompressed format. For the spectral analysis, consider vectors
of dimension p = 10 using 100 spectral vectors per second. If we again represent each
spectral component to 16-bit precision, the required storage is about 100 x 10 x 16 bps, or
16,000 bps—about a 10-to-1 reduction over the uncompressed signal. Such compressions
in storage rate are impressive. Based on the concept of ultimately needing only a singk
spectral representation for each basic speech unit, it may be possible to further reduc
the raw spectral representation of speech to those drawn from a small, finite number of
“unique” spectral vectors, each corresponding to one of the basic speech units (i.c., i
phonemes). This ideal representation is, of course, impractical, because there is $0 much
variability in the spectral properties of each of the basic speech units. However, the concep!
of building a codebook of “distinct” analysis vectors, albeit with significantly more code
words than the basic set of phonemes, remains an attractive idea and is the basis behind?
set of techniques commonly called vector quantization (VQ) methods. Based on this li®
of reasoning, assume that we require a codebook with about 1024 unique spectral vectors
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(i.e., about 25 variants for each of the 40 basic speech units). Then to represent an arbitrary
spectral vector all we need is a 10-bit number—the index of the codebook vector that best
matches the input vector. Assuming a rate of 100 spectral vectors per second, we see that
a total bit rate of about 1000 bps is required to represent the spectral vectors of a speech
signal. This rate is about 1/ 16™ the rate required by the continuous spectral vectors. Hence
the VQ representation is potentially an extremely efficient representation of the spectral
information in the speech signal. This is one of the main reasons for the interest in VQ
methods.

Before discussing the concepts involved in designing and implementing a practical
VQ system, we first discuss the advantages and disadvantages of this type of representation.
The key advantages of the VQ representation are

e reduced storage for spectral analysis information. We have already shown that the
VQ representation is potentially very efficient. This efficiency can be exploited in a
number of ways in practical VQ-based speech-recognition systems.

e reduced computation for determining similarity of spectral analysis vectors. In speech
recognition a major component of the computation is the determination of spectral
similarity between a pair of vectors. Based on the VQ representation, this spectral
similarity computation is often reduced to a table lookup of similarities between pairs
of codebook vectors.

e discrete representation of speech sounds. By associating a phonetic label (or possibly
a set of phonetic labels or a phonetic class) with each codebook vector, the process
of choosing a best codebook vector to represent a given spectral vector becomes
equivalent to assigning a phonetic label to each spectral frame of speech. A range
of recognition systems exist that exploit these labels so as to recognize speech in an
efficient manner.

The disadvantages of the use of a VQ codebook to represent speech spectral vectors are

e an inherent spectral distortion in representing the actual analysis vector. Since there
is only a finite number of codebook vectors, the process of choosing the “best”
representation of a given spectral vector inherently is equivalent to quantizing the
vector and leads, by definition, to a certain level of quantization error. As the size of
the codebook increases, the size of the quantization error decreases. However, with
any finite codebook there will always be some nonzero level of quantization error.

e the storage required for codebook vectors is often nontrivial. The larger we make
the codebook (so as to reduce quantization error), the more storage is required for
the codebook entries. For codebook sizes of 1000 or larger, the storage is often
nontrivial. Hence an inherent trade-off among quantization error, processing for
choosing the codebook vector, and storage of codebook vectors exists, and practical
designs balance each of these three factors.

341 Elements of a Vector Quantization Implementation

To build a VQ codebook and implement a VQ analysis procedure, we need the following:
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Figure 3.40 Block diagram of the basic VQ training and classification structure.

1. alarge set of spectral analysis vectors, v;, V2, .. ., v., which form a training set. The
training set is used to create the “optimal” set of codebook vectors for representing
the spectral variability observed in the training set. If we denote the size of the
VQ codebook as M = 28 vectors (we call this a B-bit codebook), then we require
L > M so as to be able to find the best set of M codebook vectors in a robust manner.
In practice, it has been found that L should be at least 10M in order to train a VQ
codebook that works reasonably well.

2. a measure of similarity, or distance, between a pair of spectral analysis vectors so as
to be able to cluster the training set vectors as well as to associate or classify arbitrary
spectral vectors into unique codebook entries. We denote the spectral distance,
d(v;, vj), between two vectors v; and v; as d;;. We defer a discussion of spectral
distance measures to Chapter 4.

3. a centroid computation procedure. On the basis of the partitioning that classifies

the L training set vectors into M clusters we choose the M codebook vectors as the
centroid of each of the M clusters.

4. a classification procedure for arbitrary speech spectral analysis vectors that chooses
the codebook vector closest to the input vector and uses the codebook index as the
resulting spectral representation. This is often referred to as the nearest-neighbor
labeling or optimal encoding procedure. The classification procedure is essentially a
quantizer that accepts, as input, a speech spectral vector and provides, as output, the
codebook index of the codebook vector that best matches the input.

Figure 3.40 shows a block diagram of the basic VQ training and classification structure. In
the following sections we discuss each element of the VQ structure in more detail.

3.4.2 The VQ Training Set

To properly train the VQ codebook, the training set vectors should span the anticipated
range of the following:
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e talkers, including ranges in age, accent, gender, speaking rate, levels, and other
variables.

e speaking conditions, such as quiet room, automobile, and noisy workstation.

o transducers and transmission systems, including wideband microphones, telephone
handsets (with both carbon and electret microphones), direct transmission, telephone
channel, wideband channel, and other devices.

e speech units including specific-recognition vocabularies (e.g., digits) and conversa-
tional speech.

The more narrowly focused the training set (i.e., limited talker populations, quiet room
speaking, carbon button telephone over a standard telephone channel, vocabulary of digits)
the smaller the quantization error in representing the spectral information with a fixed-size
codebook. However, for applicability to a wide range of problems, the training set should
be as broad, in each of the above dimensions, as possible.

343 The Similarity or Distance Measure

The spectral distance measure for comparing spectral vectors v; and v; is of the form

=0 if Vi=YV; (393)

d(vi,v;) = d; \
(Vi %)) U{ > 0 otherwise

As we will see in Chapter 4, the distance measure commonly used for comparing filter-
bank vectors is an L;, L,, or covariance weighted spectral difference, whereas for LPC
vectors (and related feature sets such as LPC derived cepstral vectors), measures such as
the likelihood and cepstral distance measures are generally used.

344 Clustering the Training Vectors

The way in which a set of L training vectors can be clustered into a set of M codebook
vectors is the following (this procedure is known as the generalized Lloyd algorithm or the
K-means clustering algorithm):

1. Initialization: Arbitrarily choose M vectors (initially out of the training set of L
vectors) as the initial set of code words in the codebook.

2. Nearest-Neighbor Search: For each training vector, find the code word in the current
codebook that is closest (in terms of spectral distance), and assign that vector to the
corresponding cell (associated with the closest code word).

3. Centroid Update: Update the code word in each cell using the centroid of the training
vectors assigned to that cell.

4. Iteration: Repeat steps 2 and 3 until the average distance falls below a preset threshold.

Figure 3.41 illustrates the result of designing a VQ codebook by showing the paru
tioning of a (2-dimensional) spectral vector space into distinct regions, each of which is
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dLH =0.1

PARTITIONED VECTOR SPACE
X = CENTROID OF REGION

Figure 3.41 Partitioning of a vector space into VQ cells with each cell represented by a centroid
vector.

represented by a centroid vector. The shape of each partitioned cell is highly dependent
on the spectral distortion measure and the statistics of the vectors in the training set. (For
example, if a Euclidean distance is used, the cell boundaries are hyperplanes.)

Although the above iterative procedure works well, it has been shown that it is
advantageous to design an M-vector codebook in stages—i.e., by first designing a 1-vector
codebook, then using a splitting technique on the code words to initialize the search fora2-
vector codebook, and continuing the splitting process until the desired M-vector codebook
is obtained. This procedure is called the binary split algorithm and is formally implemented
by the following procedure:

1. Design a 1-vector codebook; this is the centroid of the entire set of training vectors
(hence, no iteration is required here).

2. Double the size of the codebook by splitting each current codebook ¥» according to
the rule
Yo =¥a(l +¢)

yn_ — Yn(l - 6))
where n varies from 1 to the current size of the codebook, and € is a splitting parameter
(typically € is chosen in the range 0.01 < ¢ < 0.05).

3. Use the K-means iterative algorithm (as discussed above) to get the best set of
centroids for the split codebook (i.e., the codebook of twice the size).
4. Iterate steps 2 and 3 until a codebook of size M is designed.

(3.94)
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Figure 3.42 Flow diagram of binary split codebook
generation algorithm.

Figure 3.42 shows, in a flow diagram, the detailed steps of the binary split VQ codebook
generation technique. The box labeled “Classify Vectors” is the nearest-neighbor search
procedure, and the box labeled “Find Centroids” is the centroid update procedure of the
K-means algorithm. The box labeled “Compute D (Distortion)” sums the distances of all
training vectors in the nearest-neighbor search so as to determine whether the procedure
has converged (i.e., D = D’ of the previous iteration).

To illustrate the effect of codebook size (i.e., number of codebook vectors) on average
training set distortion, Figure 3.43 [12] shows experimentally measured values of distortion
(in terms of the likelihood ratio measure and the equivalent dB values; see Chapter 4 for
more details) versus codebook size (as measured in bits per frame, B) for vectors of both
voiced and unvoiced speech. It can be seen that very significant reductions in distortion
are achieved in going from a codebook size of 1 bit (2 vectors) to about 7 bits (128 vectors)
for both voiced and unvoiced speech. Beyond this point, reductions in distortion are much
smaller.

One initial motivation for considering the use of a VQ codebook was the assumption
that, in the limit, the codebook should ideally have about 40 vectors—i.e., one vector
per speech sound. However, since the codebook vectors represent short time spectral
measurements, there is inherently a certain degree of variability in specific codebook
entries. Figure 3.44 shows a comparison of codebook vector locations in the F — F; plane
for a 32-vector codebook, along with the vowel ellipses discussed in Chapter 2. (The 32
codewords were generated from a training set of conversational speech spoken by a set
of male talkers. The training set included both speech and background signals.) It can
be seen that the correspondence between codebook vector location and vowel location is
weak. Furthermore, there appears to be a tendency to cluster around the neutral vowel /3.
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Figure 3.43 Codebook distortion versus codebook size (measured in bits per
frame) for both voiced and unvoiced speech (after Juang et al. [12]).
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Figure 3.44 Codebook vector locations in the F, — F. 2 plane (for a 32-vector
codebook) superimposed on the vowel ellipses (after Juang et al. [12]).

This can be attributed, in part, to both the distortion measure and to the manner in Whicl
spectral centroids are computed.

3.4.5 Vector Classification Procedure

The classification procedure for arbitrary spectral vectors is basically a full search throvg"
the codebook to find the “best” match. Thus if we denote the codebook vectors ©

Ex.1022 / Page 159 of 333
AMAZON.COM, INC.




Sec. 3.4 Vector Quantization 129

M-vector codebook as y,,, | < m < M, and we denote the spectral vector to be classified
(and quantized) as v, then the index, m*, of the best codebook entry is

m" = arg lé’l}é‘u d(V,¥m). (3.95)

For codebooks with large values of M (e.g., M > 1024), the computation of Eq. (3.95) could
be excessive, depending on the exact details of the distance measure; hence, alternative,
suboptimal, procedures for designing VQ codebooks have been investigated. We will
briefly discuss such methods in a later section of this chapter.

34.6 Comparison of Vector and Scalar Quantizers

To illustrate the power of the concept of quantizing an entire vector (rather than quantizing
individual components of the vector), Figures 3.45 and 3.46 show comparisons of the results
of using vector and scalar quantizers on typical speech spectral frames. In Figure 3.45 we
see both model (speech) spectra and the resulting quantization error spectrum for 10-bit and
24-bit scalar quantizers and for a 10-bit vector quantizer. It is clear that the quantization
error of the 10-bit vector quantizer is comparable to that of the 24-bit scalar quantizer. This
implies that the vector quantizer provides a 14-bit reduction in storage (per frame) over a
scalar quantizer, i.e., more than a 50% reduction in storage for the same distortion.

Figure 3.46 shows temporal plots of distortion as well as distortion error histograms
for the three quantizers of Figure 3.45. It can be seen that even though the average distortion
of the 10-bit VQ is comparable to that of the 24-bit scalar quantizer, the peak distortion of
the 10-bit VQ is much smaller than the peak distortion of the 24-bit scalar quantizer. This
represents another distinct advantage of VQ over scalar quantization.

34.7 Extensions of Vector Quantization

As mentioned earlier, several straightforward extensions of the ideas of VQ have been
proposed and studied, including the following:

1. Use of multiple codebooks in which codebooks are created separately (and indepen-
dently) for each of several spectral (or temporal) representations of speech. Thus
we might consider using a separate codebook for cepstral vectors and a separate
codebook for the time derivatives of the cepstral vectors. This method of multiple
codebooks has been used extensively in large vocabulary speech-recognition systems.

2. Binary search trees in which a series of suboptimal VQs is used to limit the search
space so as to reduce the computation of the overall VQ from M distances to log (M)
distances. The training procedure first designs an optimal M = 2 VQ and then
assigns all training vectors to one of the VQ cells. Next the procedure designs a
pair of M = 2 VQs, one for each subset of the preceding stage. This process is
iterated until the desired size is obtained in log M steps. The suboptimality of the
procedure is related to the fact that training vectors initially split along one branch of
the VQ cannot join the other branch at a later stage of processing; hence, the overall
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Figure 3.45 Model and distortion error spectra for scalar and vector quantizers (after Juang
etal. [12]).

distortion is not minimal at each branch of the tree.

3. K-tuple (fixed-length block) quantizers in which K-frames of speech are coded at 2
time, rather than single frames, as is conventionally the case. The idea is to exploit 1
correlations in time for vowels and vowel-like sounds. The disadvantage occurs for

sounds where the correlation along the K-tuple is low—i.e., transient sounds and
many consonants.

4. Matrix quantization in which a codebook of sounds or words of variable sequence
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Figure 3.46 Plots and histograms of temporal distortion for scalar and vector quantizers (after
Juang et al. [12]).

length is created. The concept here is to handle time variability via some types of
dynamic programming procedure and thereby create a codebook of sequences of
vectors that represent typical sounds or words. Such techniques are most applicable
to word-recognition systems.

5. Trellis codes in which time sequential dependencies among codebook entries are
explicitly determined as part of the training phase. The idea here is that when
input vector v, is quantized using codeword y,, then input vector v, is quantized
using one of a limited subset of codebook entries that are related to y, via a set of
learned sequential constraints, thereby reducing computation of encoding the input,
and increasing the ability to interpret the codebook output in terms of basic speech
units.

6. Hidden Markov models in which both time and spectral constraints are used to
quantize an entire speech utterance in a well-defined and efficient manner. We defer
a discussion of hidden Markov models to Chapter 6.

348 Summary of the VQ Method

In later chapters of this book we will see several examples of how VQ concepts can be
exploited in speech-recognition systems. Here we have shown that the basic idea of VQ
is to reduce the information rate of the speech signal to a low rate through the use of
a codebook with a relatively small number of code words. The goal is to be able to
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Figure 3.47 Physiological model of the human ear.

represent the spectral information of the signal in an efficient manner and in a way that
direct connections to the acoustic-phonetic framework discussed in Chapter 2 can be made.
Various techniques for achieving this efficiency of representation were discussed, and their
properties were illustrated on representative examples of speech.

3.5 AUDITORY-BASED SPECTRAL ANALYSIS MODELS

The motivation for investigating spectral analysis methods that are physiologically based
is to gain an understanding of how the human auditory system processes speech, o as 10
be able to design and implement robust, efficient methods of analyzing and representing
speech. It is generally assumed that the better we understand the signal processing in the
human auditory system, the closer we will come to being able to design a system that can
truly understand meaning as well as content of speech.

With these considerations in mind, we first examine a physiological model of the
human ear. Such a model is given in Figure 3.47 and it shows that the ear has three distinc!
regions called the outer ear, the middle ear, and the inner ear. The outer ear consist
of the pinna (the ear surface surrounding the canal in which sound is funneled), and thé
external canal. Sound waves reach the ear and are guided through the outer ear t0 the
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Figure 3.48 Expanded view of the middle and inner ear mechanics.

middle ear, which consists of the tympanic membrane or eardrum upon which the sound
wave impinges and causes to move and a mechanical transducer (the malleus or hammer,
the incus or anvil, and the stapes or stirrup), which converts the acoustical sound wave to
mechanical vibrations along the inner ear. The inner ear consists of the cochlea, which is a
fluid-filled chamber partitioned by the basilar membrane, and the cochlea or auditory nerve.
The mechanical vibrations impinging on the oval window at the entrance to the cochlea
create standing waves (of the fluid inside the cochlea) that cause the basilar membrane to
vibrate at frequencies commensurate with the input acoustic wave frequencies (e.g., the
formants of voiced speech) and at a place along the basilar membrane that is associated
with these frequencies. (An expanded view of the middle and inner ear mechanics is given
in Figure 3.48. The 2 '/, turn, snail-like shape of the cochlea is shown as a straight tube in
this figure for ease of presentation.)

The basilar membrane is characterized by a set of frequency responses at different
points along the membrane. Hence, in its simplest form, the cochlea can be modeled as a
mechanical realization of a bank of filters (appropriately called cochlea filters). Distributed
along the basilar member (in a dense but discrete manner) is a set of sensors called inner
hair cells (IHC), which act as mechanical motion to neural activity converters. Mechanical
motion at some point along the basilar membrane is sensed by the inner hair cells and
causes firing activity at the nerve fibers that innervate the bottom of each IHC. Each IHC
is connected to about 10 nerve fibers, each of different diameter and of different synaptic
connection. It has been shown experimentally that thin fibers fire (emit neural impulses)
only at high motion levels, whereas thick fibers fire at much lower motion levels. A total

of about 30,000 nerve fibers link the IHCs to the auditory nerve.
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Beyond the auditory nerve, our knowledge of how the information signals (the neura]
activity along the auditory nerve) are processed and eventually converted to intelligence in
the brain is almost primitive. Hence when we attempt to build auditory models for signal
processing, we are primarily modeling the middle ear, cochlea, and hair cell systems. The
assumption is that the signal produced by such a model exhibits some of the robustness
(immunity to noise, reverberation) and efficiency of the human auditory systems. Thus
in the remainder of this section we present one such model, called the Ensemble Interval
Histogram (EIH) model and show some of the properties of speech signals processed by
such a model.

3.5.1 The EIH Model

On the basis of the discussion in the preceding section, a model of the cochlea and the hair
cell transduction consists of a filter bank that models the frequency selectivity at various
points along a simulated basilar membrane, and a nonlinear processor for converting the
filter bank output to neural firing patterns along a simulated auditory nerve. Such a model
is shown in Figure 3.49 and is called the EIH model [13].

In the EIH model, the mechanical motion of the basilar membrane is sampled using
165 IHC channels, equally spaced, on a log-frequency scale, between 150 and 7000 Hz.
The corresponding cochlear filters are based on actual neural tuning curves for cats. The
amplitude responses of 28 of these filters (i.e., about 1 in 8 from the model) are shown in
Figure 3.50. The phase characteristics of these filters is minimum phase, and the relative
gain, measured at the center frequency of the filter, reflects the corresponding value of the
cat’s middle ear transfer function.

The next stage of processing in the EIH model of Figure 3.49 is an array of level cross-
ing detectors that models the motion-to-neural activity transduction of the hair cell mech-
anisms. The detection levels of each detector are pseudo-randomly distributed (based on
measured distributions of level firings), thereby simulating the variability of fiber diameters
and their synaptic connections.

The output of the level-crossing detectors represents the discharge activity of the
auditory nerve fibers. Figure 3.51 shows simulated auditory nerve activity, for the first
60 msec of the vowel /o/ in the word “job,” as a function of both time and the “characteristic
frequency” of the IHC channels. (Note the logarithmic scale of the characteristic frequency
which represents the place-to-frequency mapping on the basilar membrane.) In Figure3.51,
a level-crossing occurrence is marked as a single dot, and the output activity of each level-
crossing detector is plotted as a separate trace. Each IHC channel contributes seven
parallel traces (corresponding to the seven level-crossing detectors for each channel), with
the lowest trace representing the lowest-threshold level-crossing detector. If the magnitude
of the filter’s output is low, only one level will be crossed, as is seen for the very top
channels in Figure 3.51. However, for large signal magnitudes, several levels will be
activated, creating a “darker” area of activity in the figure.

The level-crossing patterns represent the auditory nerve activity, which, in turn, is
the input to a second, more central stage of neural processing, which gives the overall
ensemble interval histogram (EIH). Conceptually, the EIH is a measure of the spatial
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Figure 3.49 Block diagram of the EIH model (after Ghitza [13]).

extent of coherent neural activity across the simulated auditory nerve. Mathematically,
it is the short-term probability density function of the reciprocal of the intervals between
successive firings, measured over the entire simulated auditory nerve in a characteristic
frequency-dependent time-frequency zone.

As a consequence of the multilevel crossing detectors, the EIH representation pre-
serves information about the signal’s overall energy. To illustrate this point, consider the
case in which the input signal is a pure sinusoid, i.e. s(t) = A sin(27fy?), and the character-
istic frequency of a selected channel is fy, as shown in Figure 3.52a. For a given intensity
A, the cochlear filter output will activate only some low level-crossing detectors. For a
given detector, the time interval between two successive positive-going level crossings is
1/fo. Since the histogram is scaled in units of frequency, this interval contributes a count
to the f bin. For the input signal in Figure 3.52a, all of the intervals are the same, resulting
in a histogram in which the magnitude of each bin, save one (fo), 1s zero. As the signal
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Figure 3.53 Comparison of Fourier and EIH log spectra for clean and noisy speech signals (after
Ghitza [13]).

amplitude A increases, more levels are activated. As a result, this cochlear filter contributes
additional counts to the fy bin of the EIH. Since the crossing levels are equally distributed
on a log-amplitude scale, the magnitude of any EIH bin is related, in some fashion, to
decibel units. However, this relation is not a straightforward one because there are several
sources contributing counts to the fy bin in a nonlinear manner. Figure 3.52b shows an
input signal s(tf) = Asin(27fot) driving five adjacent cochlear filters with an amplitude
response |H;(f)| and a phase response ¢;(f), i = 1,2,...,5. Due to the shape of the filters,
more than one cochlear channel will contribute to the f; bin. In fact, all the cochlear filters
that produce si(t) = A [H(fo)| sin(2nfot + ¢i(fo)) will contribute to the fy bin of the EIH,
provided that A |H;(fp)| exceeds any of the level-crossing thresholds. In Figure 3.52b only
cochlear filters 2, 3, and 4 are contributing nonzero histograms to the EIH. The number of
counts is different for each filter, depending on the magnitude of A |H;(fp)|.

One goal of auditory-based signal processing is to make the signal more robust to
noise and reverberation than alternative spectral analysis procedures such as the filter-bank
method or the LPC method. Figure 3.53 illustrates how well the EIH model achieves this
goal. Shown in the figure are the log magnitude spectra of a clean (no noise) and a noisy
(signal-to-noise ratio of 0 dB) speech signal processed by a standard Fourier filter bank
(curves on the left) and by the EIH model (curves on the right). Also shown are LPC
polynomial fits to the original signal spectrum (on the left) and to the EIH signal spectrum
(on the right) for both the clean signal and the noisy signal. This figure clearly showsa
tremendous sensitivity of the Fourier and LPC analyses to noise for the original signals.
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(This is especially seen in the LPC polynomial fits.) In the EIH case, the log magnitude
spectra are almost unaltered by the noise, and the LPC polynomial fits are extremely close
to each other.

The implication of the above results for speech recognition is that the EIH model has
potential for use in recognizing speech robustly in noisy and reverberant environments. We
will explore this issue in Chapter 5 when we talk about the effects of noise on performance
of speech recognizers.

36 SUMMARY

In this chapter we have discussed several ways of performing spectral analysis of speech,
including filter-bank analysis, LPC analysis, vector quantization, and auditory modeling.
We have discussed the relative strengths and weaknesses of each approach and given a hint
of the advantages and disadvantages for application to actual speech-recognition systems.
We will see, in later chapters, how the type of spectral analysis that is used interacts with
the processing of other parts of the recognizer. Only through such an understanding can
one fully see the trade-offs among the different approaches to speech spectrum analysis.
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Chapter 6

THEORY

AND IMPLEMENTATION
OF HIDDEN

MARKOV MODELS

6.1 INTRODUCTION

In Chapters 4 and 5 we presented one major pattern-recognition approach to speech recogni-
tion, namely the template method. One key idea in the template method is to derive typical
sequences of speech frames for a pattern (e.g., a word) via some averaging procedure, and
to rely on the use of local spectral distance measures to compare patterns. Another key
idea is to use some form of dynamic programming to temporally align patterns to account
for differences in speaking rates across talkers as well as across repetitions of the word by
the same talker. The methodology of the template approach is well developed and provides
good recognition performance for a variety of practical applications.

The template approach, however, is not based on the ideas of statistical signal model-
ing in a strict sense. Even though statistical techniques have been widely used in clustering
to create reference patterns, the template approach is best classified as a simplified, non-
parametric method in which a multiplicity of reference tokens (sequences) are used to
characterize the variation among different utterances. As such, statistical signal charac-
terization inherent in the template representation is only implicit and often inadequaFe.
Consider, for example, the use of a truncated cepstral distortion measure as the local dis-
tance for template matching. The Euclidean distance form of the cepstral distance measure
suggests that the reference vector can be viewed as the mean of some assumed distribution.

321
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Obviously, this simple form of the sufficient statistic' (use of only the mean reference
vector) neglects the second-order statistics—i.e., covariances, which, as will be seen later,
are of particular significance in statistical modeling. (Note that this distribution is used
to account for variations of the cepstral coefficients at the frame level since time align-
ment is performed so as to match appropriate frames of the patterns being compared.)
There is clearly a need to use a more elaborate and analytical statistical method for speech
recognition.

In this chapier we will study one well-known and widely used statistical method
of characterizing the spectral properties of the frames of a pattern, namely the hidden
Markov model (HMM) approach. (These models are also referred to as Markov sources or
probabilistic functions of Markov chains in the communications literature.) The underlying
assumption of the HMM (or any other type of statistical model) is that the speech signal
can be well characterized as a parametric random process, and that the parameters of the
stochastic process can be determined (estimated) in a precise, well-defined manner. We
will show that the HMM method provides a natural and highly reliable way of recognizing
speech for a wide range of applications and integrates well into systems incorporating both
task syntax and semantics.

The basic theory of hidden Markov models was published in a series of classic
papers by Baum and his colleagues ([1]—-[5]) in the late 1960s and early 1970s and was
implemented for speech-processing applications by Baker [6] at CMU, and by Jelinek and
his colleagues at IBM ([7]-[13]) in the 1970s.

We begin this chapter with a review of the theory of Markov chains and then extend the
ideas to HMMs using several simple examples. Based on the now-classical approach of Jack
Ferguson of IDA (Institute for Defense Analyses), as introduced in lectures and in writing
[14], we will focus our attention on the three fundamental problems for HMM design,
namely: the evaluation of the probability (or likelihood) of a sequence of observations
given a specific HMM; the determination of a best sequence of model states; and the
adjustment of model parameters so as to best account for the observed signal. We will
show that once these three fundamental problems are solved, we can readily apply HMMs
to selected problems in speech recognition.

6.2 DISCRETE-TIME MARKOV PROCESSES

Consider a system that may be described at any time as being in one of a set of N distinct
states indexed by {1,2,...,N} as illustrated in Figure 6.1 (where N = 5 for simplicity).
At regularly spaced, discrete times, the system undergoes a change of state (possibly back
to the same state) according to a set of probabilities associated with the state. We denote
the time instants associated with state changes as t = 1,2,..., and we denote the actual

'Sufficient statistics are a set of measurements from a process which contain all the relevant
information for estimating the parameters of that process.
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Figure 6.1 A Markov chain with five states  Figure 6.2 Markov model of the weather.
(labeled 1 to 5) with selected state transitions.

state at time 7 as g,. A full probabilistic description of the above system would, in general,
require specification of the current state (at time ), as well as all the predecessor states. For

the special case of a discrete-time, first order, Markov chain, the probabilistic dependence
is truncated to just the preceding state—that is,

Plq, =j|q:-| =i, q-2=k,...]= Plq, =j|q,-1 =1). (6.1)

Furthermore, we consider only those processes in which the right-hand side of (6.1) is
independent of time, thereby leading to the set of state-transition probabilities a;j of the
form

a;j = Plg: = jlqi-1 = i, 1<ij<N (6.2)
with the following properties
a; >0 Vj,i (6.3a)
N
Y ay=1 Vi (6.3b)
j=1

since they obey standard stochastic constraints.

The above stochastic process could be called an observable Markov model because
the output of the process is the set of states at each instant of time, where each state
corresponds to an observable event. To set ideas, consider a simple three-state Markov
model of the weather as shown in Figure 6.2. We assume that once a day (e.g., at noon),
the weather is observed as being one of the following:

State 1: precipitation (rain or snow)
State 2: cloudy
State 3: sunny.
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given the model, which is

P(O|Model, g1 = i)= P(0,q; = i|Model)/P(q = i)
= mlai)"'(1 - aji) /i
= (@)~ (1 - ay)
= pi(d) (6.5)
The quantity pi(d) is the probability distribution function of duration d in state i. This

exponential distribution is characteristic of the state duration in a Markov chain. Based on

pi(d), we can readily calculate the expected number of observations (duration) in a state,
conditioned on starting in that state as

4= dp(d (6.62)
d=1

= Z d@)"™'(1 —ay) = (6.6b)
d=1

1 —ai

Thus the expected number of consecutive days of sunny weather, according to the model, is
1/(0.2) = 5; for cloudy it is 2.5; for rain it is 1.67.

Problem
Derive the expression for the mean of pi(d), i.e. Eq. (6.6b).

Solution
di = Z dpi(d)
d=1

= d@)"'(1 - aw)

d=l

9 [w= 4
=(1- aii)a_ai; [Z aii]

=1
=(1 —aii)_é_ (1 el )

daii — aji
1

= l—a,','.

63 EXTENSIONS TO HIDDEN MARKOV MODELS

So far we have considered Markov models in which each state corresponded to a fieter-
ministically observable event. Thus, the output of such sources in any given _state is not
random. This model is too restrictive to be applicable to many problems of mterfest. In
this section we extend the concept of Markov models to include thfa case in whlcp th.e
observation is a probabilistic function of the state—that is, the resulting model (which is
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: 3

called a hidden Markov model) is a doubly embedde.d §toghastic process with an underlyip,
stochastic process that is nof directly observable (it 1s hidden) but can be observed only
through another set of stochastic processes that. produce the sequence of ObS.CrVations_
To illustrate the basic concepts of the hidden Markov model, we will yse severy|
simple examples including simple coin-tossing €Xperiments. We begin with a Teview of

some basic ideas of probability in the following exercise.

Exercise 6.1 _
Given a single fair coin, i.e., P(Heads) = P(Tails) = 0.5, which you toss once and obgery
TaIIIS: What is the probability that the next 10 tosses will provide the sequence
(HHTHTTHTTH)?
2. What is the probability that the next 10 tosses will produce the sequence
(HHHHHHHHHH)?

3. What is the probability that 5 of the next 10 tosses will be tails? What is the expecteq
number of tails over the next 10 tosses?

Solution 6.1
1. For a fair coin, with independent coin tosses, the probability of any specific observation

sequence of length 10 (10 tosses) is (1/ 2)'% since there are 2'° such sequences and a]
are equally probable. Thus:

10
PHHTHTTHTTH) = (%) .

10
PHHHHHHHHHH) = (%) .

Thus a specified run of length 10 is as likely as a specified run of interlaced H and T.

3. The probability of 5 tails in the next 10 tosses is just the number of observation sequences
with 5 tails and 5 heads (in any order) and this is

10
P(5H,5T) = (150) (%) _ 1205_23 ~ (.25

: 10
since there are ( 5 ) ways of getting 5H and 5T in 10 tosses, and each sequence has
!

e 0
probability of ( %) . The expected number of tails in 10 tosses is

10 10
E(T in 10 tosses) = Zd ( 1‘?) (%) =3
d=0

Thus, on average, there will be SH and 5T in 10 tosses, but the probability of exactly
5H and 5T is only 0.25.

6.3.1 Coin-Toss Models

Assume the following scenario. You are in a room with a barrier (e.g.,a curtain) throug"
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which you cannot see what is happening. On the other side of the barrier is another person
who is performing a coin-tossing experiment (using one or more coins). The person will not
tell you which coin he selects at any time; he will only tell you the result of each coin flip.
Thus a sequence of hidden coin-tossing experiments is performed, with the observation
sequence consisting of a series of heads and tails. A typical observation sequence would

be
O =(0,003...07)
=HHTTTHTTH ...H)

where H stands for heads and T stands for tails.

Given the above scenario, the question is, How do we build an HMM to explain
(model) the observed sequence of heads and tails? The first problem we face is deciding
what the states in the model correspond to, and then deciding how many states should be
in the model. One possible choice would be to assume that only a single biased coin was
being tossed. In this case, we could model the situation with a two-state model in which
each state corresponds to the outcome of the previous toss (i.e., heads or tails). This model
is depicted in Figure 6.3a. In this case, the Markov model is observable, and the only issue
for complete specification of the model would be to decide on the best value for the single
parameter of the model (i.e., the probability of, say, heads). Interestingly, an equivalent
HMM to that of Figure 6.3a would be a degenerate one-state model in which the state
corresponds to the single biased coin, and the unknown parameter is the bias of the coin.

A second HMM for explaining the observed sequence of coin toss outcomes is given
in Figure 6.3b. In this case there are two states in the model, and each state corresponds to a
different, biased coin being tossed. Each state is characterized by a probability distribution
of heads and tails, and transitions between states are characterized by a state-transition
matrix. The physical mechanism that accounts for how state transitions are selected could
itself be a set of independent coin tosses or some other probabilistic event.

A third form of HMM for explaining the observed sequence of coin toss outcomes
is given in Figure 6.3c. This model corresponds to using three biased coins, and choosing
from among the three, based on some probabilistic event.

Given the choice among the three models shown in Figure 6.3 for explaining the
observed sequence of heads and tails, a natural question would be which model best matches
the actual observations. It should be clear that the simple one-coin model of Figure 6.3a
has only one unknown parameter; the two-coin model of Figure 6.3b has four unknown
parameters; and the three-coin model of Figure 6.3c has nine unknown parameters. Thus,
with the greater degrees of freedom, the larger HMMs would seem to be inherently more
capable of modeling a series of coin-tossing experiments than would equivalently smaller
models. Although this is theoretically true, we will see later in this chapter that practical
considerations impose some strong limitations on the size of models that we can consider.
A fundamental question here is whether the observed head-tail sequence is long and rich
enough to be able to specify a complex model. Also, it might just be the case that only
a single coin is being tossed. Then using the three-coin model of Figure 6.3¢ would be
inappropriate because we would be using an underspecified system.
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Figure 6.3 Three possible Markov models that can account for the results of hidden coin-tossing
experiments. (a) one-coin model, (b) two-coins model, (c) three-coins model.

6.3.2 The Urn-and-Ball Model

To extend the ideas of the HMM to a somewhat more complicated situation, consider the
urn-and-ball system of Figure 6.4. We assume that there are N (large) glass urns in a room.
Within each urn is a large quantity of colored balls. We assume there are M distinct colors
of the balls. The physical process for obtaining observations is as follows. A genie is in
the room, and, according to some random procedure, it chooses an initial urn. From this
urn, a ball is chosen at random, and its color is recorded as the observation. The ball is
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=

N
URN 1 URN 2 URN N
P(RED) = by(1) PIRED) = by(1) P(RED) = by(1)

P(BLUE) =by(2)
P(GREEN) =b,(3)
P(YELLOW) = b,(4)

P(ORANGE) = b, (M)

P(BLUE) = bglzl
P(GREEN) = b,(3)
P(YELLOW) = bz“)

PIORANGE) = b,(M)

P(GREEN) = by(3)
PIYELLOW) = by(4)

329

P(ORANGE) = byy(M)

0= {GREEN, GREEN, BLUE, RED, YELLOW, RED,

Figure 6.4 An N-state um-and-ball model illustrating the general case of a discrete
symbol HMM.

then replaced in the urn from which it was selected. A new urn is then selected according
to the random selection procedure associated with the current urn, and the ball selection
process is repeated. This entire process generates a finite observation sequence of colors,
which we would like to model as the observable output of an HMM.

It should be obvious that the simplest HMM that corresponds to the urn-and-ball
process is one in which each state corresponds to a specific urn, and for which a (ball) color
probability is defined for each state. The choice of urns is dictated by the state-transition
matrix of the HMM.

It should be noted that the ball colors in each urn may be the same, and the distinction
among various urns is in the way the collection of colored balls is composed. Therefore,
an 1solated observation of a particular color ball does not immediately tell which urn it is
drawn from.

63.3 Elements of an HMM

The above examples give us some idea of what an HMM is and how it can be applied to
some simple scenarios. We now formally define the elements of an HMM.

An HMM for discrete symbol observations such as the above urn-and-ball model is
characterized by the following:

1. N, the number of states in the model. Although the states are hidden, for many
practical applications there is often some physical significance attached to the states
or to sets of states of the model. Thus, in the coin-tossing experiments, each state
corresponded to a distinct biased coin. In the um-and-ball model, the states cor-
responded to the umns. Generally the states are interconnected in such a way that
any state can be reached from any other state (i.e., an ergodic model); however, we
will see later in this chapter that other possible interconnections of states are often
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of interest and may better suit speech applications. We label the individual states g
{1,2,...,N}, and denote the state at time ¢ as ;.

2. M, the number of distinct observation symbols per state—i.e., the discrete alphabet
size. The observation symbols correspond to the physical output of the system being
modeled. For the coin-toss experiments the observation symbols were simply heads
or tails; for the ball-and-urn model they were the colors of the balls selected from the

urns. We denote the individual symbols as V = {v;,v2,...,Vux}.
3. The state-transition probability distribution A = {a;;} where
ajj = Plgi4 = jlg. = il, 1<i,j<N. (6.7

For the special case in which any state can reach any other state in a single step, we
have a;; > 0 for all i, /. For other types of HMMs, we would have a;; = 0 for one or
more (i, j) pairs.

4. The observation symbol probability distribution, B = {b;(k)}, in which

bl(k) = P[ol = vqul =.]]v 1 S k S Ma (68)
defines the symbol distribution in state j, j = 1,2,...,N.
5. The initial state distribution 7 = {7;} in which

7r,-=P[q| =i], 1 SISN (69)

It can be seen from the above discussion that a complete specification of an HMM
requires specification of two model parameters, N and M, specification of observation
symbols, and the specification of the three sets of probability measures A, B, and 7. For
convenience, we use the compact notation

A=(A,B,) (6.10)

to indicate the complete parameter set of the model. This parameter set, of course, defines
a probability measure for O, i.e. P(O|)), which we discuss in the next section. We use the
terminology HMM to indicate the parameter set A and the associated probability measure
interchangeably without ambiguity.

6.3.4 HMM Generator of Observations

Given appropriate values of N,M, A, B, and 7, the HMM can be used as a generator to give
an observation sequence

0= (0y07... OT) (6.11)

(in which each observation o, is one of the symbols from V, and T is the number of
observations in the sequence) as follows:

1. Choose an initial state ¢, = i according to the initial state distribution 7.
2. Sett=1.

3. Choose o, = v, according to the symbol probability distribution in state i, .., bj(k)-
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4. Transittoanew state g4, = jaccording to the state-transition probability distribution
for state I, 1.€., @jj.
5. Sett =t + 1; return to step 3 if # < T’ otherwise, terminate the procedure.

The following table shows the sequence of states and observations generated by the above

procedure:
time, ¢ 1 2 3 4 5 6 s T
state q q2 q3 94 qs 96 e qr
observation 0 0 03 04 05 06 s or

The above procedure can be used as both a generator of observations and as a model to
simulate how a given observation sequence was generated by an appropriate HMM.

Exercise 6.2
Consider an HMM representation (parametrized by A) of a coin-tossing experiment. Assume
a three-state model (corresponding to three different coins) with probabilities

State 1 State 2 State 3
P(H) 0.5 0.75 0.25
P(T) 0.5 0.25 0.75

and with all state-transition probabilities equal to 1/3. (Assume initial state probabilities of

1/3.)

1. You observe the sequence
O=HHHHTHTTTT).

What state sequence is most likely? What is the probability of the observation sequence
and this most likely state sequence?

2. What is the probability that the observation sequence came entirely from state 1?
3. Consider the observation sequence

O=HTTHTHHTTH).

How would your answers to parts a and b change?
4. If the state-transition probabilities were

a) = 0.9 , a1 = 0.45 , 4az = 0.45
a =005 , an=0.1 , ayp =045
ap; = 0.05 , 4axn= 0.45 , ay = 0.1

that is, a new model )/, how would your answers to parts 1-3 change? What does this
suggest about the type of sequences generated by the models?

Solution 6.2
1. Given O = (HHHHTHTTTT) and that all state transitions are equiprobable, the most
likely state sequence is the one for which the probability of each individual observation
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is maximum. Thus for each H, the most likely state is 2 and for each T the most llkely
state is 3. Thus the most likely state sequence is

=(2222323399).

The probability of O and q (given the model) is
0 1 10
P(0,q|\) = (0.75) ( 3) .

2. The probability of O given that q is
q=@1111111111)
is
o 1 10
P(0, |} = (0.50)" (§> .
The ratio of P(0, g|A) to P(O, q|]) is:

_ PO,q])) _ (3

10
- 2 = (2) =57.67
P(0,q|)) 2) P

which shows, as expected, that q is more likely than q.

3. Given O which has the same number of Hs and T, the answers to parts 1 and 2 would
remain the same, as the most likely states occur the same number of times in both cases.

4. The new probability of O and q becomes
P(O,q|)\") = (0.75)"° (%) (0.1)%(0.45)°.
The new probability of O and q becomes

P(0,§|)) = (0.50)"° (%) (0.9).

3 10 1 6 1 3
R=|[-=- — - = —
(2) (9) (2) SR
In other words, because of the nonuniform transition probabilities, q is more likely than gq. (The

reader is encouraged to find the most likely state sequence in this case.) Now, the probability
of O and q is not the same as the probability of O and q. We have

The ratio is

P(0,q|\) = % (0.1)° (0.45)% (0.25)* (0.75)°

PO, q|)\") = (0.50)"° (%) (0.9

=G () () () v

Clearly, because a;; = 0.9, q is more likely.

with ratio
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4 THE THREE BASIC PROBLEMS FOR HMMS
6.

Given the form of HMM of the previous section, three basic problems of interest must
be solved for the model to be useful in real-world applications. These problems are the

following:

Problem 1

Given the observation sequence O = (0,0...07), and a mode' A = (A, B, 7), how do we
efficiently compute P(O|), the probability of the observation sequence, given the model?

Problem 2

Given the observation sequence O = (0,0...07), and the model A, how do we choose
a corresponding state sequence q = (44> .. .qr) that is optimal in some sense (i.e., best
“explains” the observations)?

Problem 3
How do we adjust the model parameters A = (A, B, 7) to maximize P(O|))?

Problem 1 is the evaluation problem; namely, given a model and a sequence of
observations, how do we compute the probability that the observed sequence was produced
by the model? We can also view the problem as one of scoring how well a given model
matches a given observation sequence. The latter viewpoint is extremely useful. For
example, if we consider the case in which we are trying to choose among several competing
models, the solution to Problem 1 allows us to choose the model that best matches the
observations.

Problem 2 is the one in which we attempt to uncover the hidden part o the model—
that is, to find the “correct” state sequence. It should be clear that for all but the case of
degenerate models, there is no “correct” state sequence to be found. Hence for practical
situations, we usually use an optimality criterion to solve this problem as best as possible.
As we will see, several reasonable optimal ty criteria can be imposed, and hence the choice
of criterion is a strong function of the intended use for the uncovered state sequence. Typical
uses might be to learn about the structure of the model, to find optimal state sequences for
continuous speech recognition, or to get average statistics of individual states, etc.

Problem 3 is the one in which we attempt to optimize the model parameters to best
describe how a given observation sequence comes about. The observation sequence used
to adjust the model parameters is called a training sequence because it is used to “train” the
HMM. The training problem is the crucial one for most applications of HMMs, because
it allows us to optimally adapt model parameters to observed training data—i.e., to create
best models for real phenomena.

To fix ideas, consider the following simple isolated-word speech recognizer. For each
word of a W word vocabulary, we want to design a separate N-state HMM. We represent the
speech signal of a given word as a time sequence of coded spectral vectors. We assume that
the coding is done using a spectral codebook with M unique spectral vectors; hence each
observation is the index of the spectral vector closest (in some spectral distortion sense) to
the original speech signal. Thus, for each vocabulary word, we have a training sequence
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consisting of a number of repetitions of sequences of codebook indices of the word (by
one or more talkers). The first task is to build individual word models. This task is done
by using the solution to Problem 3 to optimally estimate model parameters for each worq
model. To develop an understanding of the physical meaning of the model states, we use
the solution to Problem 2 to segment each of the word training sequences into states, and
then study the properties of the spectral vectors that lead to the observations occurring in
each state. The goal here is to make refinements of the model (e.g., more states, different
codebook size) to improve its capability of modeling the spoken word sequences. Finally,
once the set of W HMMs has been designed and optimized, recognition of an unknown
word is performed using the solution to Problem 1 to score each word model based upon
the given test observation sequence, and select the word whose model score is highest (i.e.,

the highest likelihood).
In the next sections we present formal mathematical solutions to each fundamental

problem for HMMs. We shall see that the three problems are tightly linked together under
the probabilistic framework.

6.4.1 Solution to Problem 1—Probability Evaluation

We wish to calculate the probability of the observation sequence, O = (0, 0. ..07), given
the model ), i.e., P(O|)). The most straightforward way of doing this is through enumer-
ating every possible stzte sequence of length T (the number of observations). There are N7
such state sequences. Consider one such fixed-state sequence

q=1(q192-.-97) (6.12)
where g is the initial state. The probability of the observation sequence O given the state
sequence of Eq. (6.12) is

T
P(O|q,\) = [ ] P(oilgi, M) (6.132)

=1

where we have assumed statistical independence of observations. Thus we get
P(0|q, A) = by,(0) - by,(02) . . . by, (07). (6.13b)
The probability of such a state sequence q can be written as
P(Q|X\) = T4,a4,4,045, - - - Agr_gr- (6.14)

The joint probability of O and q, i.e., the probability that O and q occur simultaneously, is
simply the product of the above two terms, i.e.,

P(0,q|)) = P(O|q, M)P(q|)). (6.15)

The probability of O (given the model) is obtained by summing this joint probability over
all possible state sequences q, giving

P(O[)) =) P(O|q, MP(q|)) (6.16)

all g
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= Z e bm (0 )aqlqzqu (07)... aq,_,q,-bq,(OT). (6.17)
q1, 92, ..., qr

The interpretation of the computation in the above equation is the following. Initially (at
time ¢ = 1) we are in state g, with probability 7, , and generate the symbol o; (in this state)
with probability bg,(01). The clock changes from time 7 to ¢ + 1 (time = 2) and we make
a transition to state g» from state g, with probability a,,,, and generate symbol 0, with

robability bg,(02). This process continues in this manner until we make the last transition
(at time T) from state g7, to state gr with probability a,,_, 4, and generate symbol or with
probability bg,(07).

A little thought should convince the reader that the calculation of P(O|)), according
to its direct definition (Eq. (6.17)) involves on the order of 2T - NT calculations, since
atevery t = 1,2,...,T, there are N possible states that can be reached (i.e., there are
NT possible state sequences), and for each such state sequence about 2T calculations are
required for each term in the sum of Eq. (6.17). (To be precise, we need (2T — 1)NT
multiplications, and NT — 1 additions.) This calculation is computationally infeasible, even
for small values of N and T; e.g., for N = 5 (states), T = 100 (observations), there are
on the order of 2 - 100 - 5'% =~ 107? computations! Clearly a more efficient procedure is
required to solve problem 1. Fortunately such a procedure (called the forward procedure)
exists.

6.4.1.1 The Forward Procedure
Consider the forward variable «,(i) defined as

(i) = P(010;...0,,q, = i|N) (6.18)
that is, the probability of the partial observation sequence, 0, 0; .. .0, (until time ) and

state i at time 7, given the model A. We can solve for o,(i) inductively, as follows:

1. Initialization

a1(i) = mbi(0y), 1<i<N. (6.19)
2. Induction
N
. 1<t<T-1
1)) = [E a:(t)a.-j] bj(0r41), bLjEN (6.20)
i=l1 P
3. Termination N
POIN) = ar(i). (6.21)

i=l

Step 1 initializes the forward probabilities as the joint probability of state i and initial
observation 0;. The induction step, which is the heart of the forward calculation, is
illustrated in Figure 6.5(a). This figure shows how state j can be reached at time ¢ + 1
from the N possible states, i, 1 < i < N, at time ¢. Since a,(i) is the probability of the
joint event that 0, 0, . . . 0, are observed, and the state at time ¢ is , the product o,(i)aj; is
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(a)

(b)

STATE

OBSERVATION, ¢

Figure 6.5 (a) Illustration of the sequence of operations required for
the computation of the forward variable oy41(j). (b) Implementation
of the computation of o(i) in terms of a lattice of observations ¢, and
states i.

then the probability of the joint event that 0, 0, . . . 0, are observed, and state j is reached
at time ¢ + 1 via state i at time . Summing this product over all the N possible states, i,
1 <i < N at time ¢ results in the probability of j at time ¢ + 1 with all the accompanying
previous partial observations. Once this is done and j is known, it is easy to see that a;41(})
is obtained by accounting for observation 0,4, in state j, i.e., by multiplying the summed
quantity by the probability b;(0,+1). The computation of Eq. (6.20) is performed for all
states j, 1 < j < N, for a given #; the computation is then iterated fort = 1,2,...,T — L.
Finally, step 3 gives the desired calculation of P(Q|)\) as the sum of the terminal forward
variables ar(i). This is the case since, by definition,

ar(i) = P(0,0;...07,qr = i|)\) (6.22)

and hence P(O|)) is just the sum of the ar(i)’s.

If we examine the computation involved in the calculation of aj), 1 <t < T,
1 < j < N, we see that it requires on the order of N2T calculations, rather than 2TNT as
required by the direct calculation. (Again, to be precise, we need NN + 1)T - 1)+N
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multiplications and N(N — 1)(T — 1) additions.) For N = 5, T = 100, we need about 3000
Computations for the forward method, versus 1072 computations for the direct calculation,
a savings of about 69 orders of magnitude.

The forward probability calculation is, in effect, based upon the lattice (or trellis)
structure shown in Figure 6.5(b). The key is that, because there are only N states (nodes
at each time slot in the lattice), all the possible state sequences will remerge into these N
nodes, no matter how long the observation sequence. At time ¢ = 1 (the first time slot in
the lattice), we need to calculate values of a;(i), 1 <i < N. Attimest =2,3,...,T, we
need only calculate values of a,(j), 1 < j < N, where each calculation involves only the N
previous values of (i) because each of the N grid points can be reached from only the
N grid points at the previous time slot.

6.4.1.2 The Backward Procedure

In a similar manner, we can consider a backward variable 3,(i) defined as
Bi(i)) = P(0,410142 ...07|q, = i, ) (6.23)

that is, the probability of the partial observation sequence from 7 + 1 to the end, given state
i at time ¢ and the model A. Again we can solve for 3(i) inductively, as follows:

1. Initialization
Br() =1, 1<i<N. (6.24)

2. Induction

N
Bid) = aibj(0111)Bi+1()),

j=1

t=T-1,T-2,..:,1, I1<i<N. (6.25)

The initialization step 1 arbitrarily defines [(3r(i) to be 1 for all i. Step 2, which is illustrated
in Figure 6.6, shows that in order to have been in state i at time ¢, and to account for the
observation sequence from time ¢ + 1 on, you have to consider all possible states j at time
t + 1, accounting for the transition from i to j (the a;; term), as well as the observation
0,4+ in state j (the b;j(0,41) term), and then account for the remaining partial observation
sequence from state j (the 3,41(j) term). We will see later how the backward as well as the
forward calculations are used to help solve fundamental Problems 2 and 3 of HMM:s.
Again, the computation of 5,(i), 1 <t < T, 1 <i < N, requires on the order of N2T
calculations, and can be computed in a lattice structure similar to that of Figure 6.5(b).

6.4.2 Solution to Problem 2—”Optimal” State Sequence

Unlike Problem 1, for which an exact solution can be given, there are several possible
ways of solving Problem 2—namely, finding the “optimal” state sequence associated with
the given observation sequence. The difficulty lies with the definition of the optimal state
sequence—that is, there are several possible optimality criteria. For example, one possible
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iy /O A

SN
t t+1
By (i) By 4 ()

Figure 6.6 Sequence of operations required for the computa-
tion of the backward variable S3;(i).

optimality criterion is to choose the states g, that are individually most likely at each time ¢,
This optimality criterion maximizes the expected number of correct individual states. To
implement this solution to Problem 2, we can define the a posteriori probability variable

Y(i) = P(g, = i|O, )) (6.26)

that is, the probability of being in state i at time ¢, given the observation sequence O, and
the model A. We can express +,(i) in several forms, including

1)) =P(g =i|0,N
_PO,q:=1i|N)
PO N

_ .
Y PO, =i
i=1

(6.27)

Since P(0,q, = i | A) is equal to «,()3,(i), we can write ~,(i) as

o, () Gi(i)

N

Y ai)Bi)
i=l1

(i) = (6.28)

where we see that o,(i) accounts for the partial observation sequence 0, 0, . . . 0, and state

i at t, while [,(i) accounts for the remainder of the observation Sequence 041042 - - 07
given state g, = i at ¢,
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Using 7:(i), we can solve for the individually most likely state g at time ¢, as

q; =arg min [v(@)], 1<r<T. (6.29)

Although Eq. (6.29) maximizes the expected number of correct states (by choosing the most
likely state for each 1), there could be some problems with the resulting state sequence.
For example, when the HMM has state transitions which have zero probability (a;; = 0 for
some i and j), the “optimal’ state sequence may, in fact, not even be a valid state sequence.
This is because the solution of Eq. (6.29) simply determines the most likely state at every
instant, without regard to the probability of occurrence of sequences of states.

One possible solution to the above problem is to modify the optimality criterion.
For example, one could solve for the state sequence that maximizes the expected number
of correct pairs of states (g, g,+1), or triples of states (¢;,g,+1,4:+2), etc. Although these
criteria might be reasonable for some applications, the most widely used criterion is to find
the single best state sequence (path)—that is, to maximize P(q|O, A), which is equivalent to
maximizing P(q, O|)). A formal technique for finding this single best state sequence exists,
based on dynamic programming methods, and is called the Viterbi algorithm [15, 16].

6.4.2.1 The Viterbi Algorithm

To find the single best state sequence, qQ = (q; 92 - . . g7), for the given observation sequence
0 = (0, 0, . . .07), we need to define the quantity

6,() = max _lP[qlqz...q,_], qr =1, 0107...0|\] (6.30)

q1592,5- -y qr

that is, 6,(i) is the best score (highest probability) along a single path, at time ¢, which
accounts for the first ¢ observations and ends in state i. By induction we have

bi+1()) = [max (i) ay] - bj(0r+1)- (6.31)

To actually retrieve the state sequence, we need to keep track of the argument that maximized
Egq. (6.31), for each ¢ and j. We do this via the array v,(j). The complete procedure for
finding the best state sequence can now be stated as follows:

1. Initialization

61(i) = mibi(0y), 1<i<N (6.32a)
P1(@) = 0. (6.32b)
2. Recursion
. . 2€t<T
6(j) = l??é‘N[ét—l(l)aU]bj(or), 1<j<N (6.33a)
. . 2<t<T
P,(j) = arg lrgflst[é,_n(t)a,y], 1<j<N. (6.33b)
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3. Termination

P = &‘.%"N[‘ST(")] (6.34a)
gy = arg ]rgia%xN[5r(i)]. (6.34b)

4. Path (state sequence) backtracking
q:='§br+l(q:+1), t=T—1, T_21~'-a1- (635)

It should be noted that the Viterbi algorithm is similar (except for the backtracking step) in
implementation to the forward calculation of Eqs. (6.19)—(6.21). The major difference is
the maximization in Eq. (6.33a) over previous states, which is used in place of the summing
procedure in Eq. (6.20). It also should be clear that a lattice (or trellis) structure efficiently
implements the computation of the Viterbi procedure.

6.4.2.2 Alternative Viterbi Implementation

By taking logarithms of the model parameters, the Viterbi algorithm of the preceding
section can be implemented without the need for any multiplications. Thus:

0. Preprocessing

m; = log (m;), 1<i<N
bi(o) = log [bi(0)], 1 <i<N,1<t<T
alj - 108 (aij)’ 1 S ia J $ N

1. Initialization

61(i) = log (6:(i)) = 7; + bi(0y), 1<i<N
(i) = 0, 1<i<N

2. Recursion
6i) = log (6(7) = max [§-1(0 +ay] + by
vi(j)=ag max 61 +3),  2<1<T1<j<N

3. Termination

P* = 1’%‘%",«[6"(')]

g7 = arg le}(xN[ST(i)]

4. Backtracking
@ =%+1(qry), t=T-1,T-2,....1

The calculation required for this alternative implementation is on the order of N2T additions

(plus the calculation for preprocessing). Because the preprocessing needs to be performed
once and saved, its cost is negligible for most systems.
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Exercise 6.3
Given the model of the coin-toss experiment used in Exercise 6.2 (i.e., three different coins)
with probabilities
State 1 State 2 State 3
P(H) 0.5 0.75 0.25
P(T) 0.5 0.25 0.75

and with all state transition probabilities equal to 1/3, and with initial probabilities equal to
1/3, for the observation sequence

O=HHHHTHTTTT)

find the most likely path with the Viterbi algorithm.

Solution 6.3

Since all a; terms are equal to 1/3, we can omit these terms (as well as the initial state
probability term), giving

The recursion for é,(j) gives (2 <1< 10)

82(1) = (0.75)(0.5),
83(1) = (0.75)%(0.5),
84(1) = (0.75)*(0.5),

62(2) = (0.75)?,
63(2) = (0.75)°,
84(2) = (0.75)%,

62(3) = (0.75)(0.25)
63(3) = (0.75)%(0.25)
64(3) = (0.75)°(0.25)

65(1) = (0.75)*(0.5),
86(1) = (0.75)°(0.5),
8,(1) = (0.75)%(0.5),
83(1) = (0.75)°(0.5),
89(1) = (0.75)%(0.5),
610(1) = (0.75)°(0.5),

85(2) = (0.75)*(0.25),
66(2) = (0.75)°,

87(2) = (0.75)5(0.25),
83(2) = (0.75)(0.25),
80(2) = (0.75)%(0.25),
610(2) = (0.75)°(0.25),

65(3) = (0.75)°

86(3) = (0.75)°(0.25)
6:(3) = (0.75)"

83(3) = (0.75)°

8(3) = (0.75)°
6103) = (0.75)"°

This leads to a diagram (trellis) of the form:

3 e
State2<<<<ﬂi:<isi5ii
1 e
1 2 3 4 5 6 7 8 9 10

Observation Time

Hence, the most likely state sequence is {2,2,2,2,3,2,3,3,3, 3}.
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|
|
I
I
Oijbj(O'...q):
I
|
I

a(i) I By 44l))
t=1 t | t+1 t+2

Figure 6.7 Illustration of the sequence of operations required for the computation
of the joint event that the system is in state i at time ¢ and state j at time 7 + 1.

6.4.3 Solution to Problem 3—Parameter Estimation

The third, and by far the most difficult, problem of HMMs is to determine a method to
adjust the model parameters (A, B, ) to satisfy a certain optimization criterion. There is no
known way to analytically solve for the model parameter set that maximizes the probability
of the observation sequence in a closed form. We can, however, choose A = (A, B, ) such
that its likelihood, P(O|)), is locally maximized using an iterative procedure such as the
Baum-Welch method (also known as the EM (expectation-maximization) method [17]), or
using gradient techniques [18]. In this section we discuss one iterative procedure, based
primarily on the classic work of Baum and his colleagues, for choosing the maximum
likelihood (ML) model parameters.

To describe the procedure for reestimation (iterative update and improvement) of
HMM parameters, we first define &(i, ), the probability of being in state i at time ¢, and
state j at time ¢ + 1, given the model and the observation sequence, i.e.

&(0,)) = P(gi = i, g1 = j|O, N). (6.36)

The paths that satisfy the conditions required by Eq. (6.36) are illustrated in Figure 6.7.
From the definitions of the forward and backward variables, we can write &(i, j) in the form
. o _P(q,=l, /[ES ‘:j, Ol)\)
El(l)]) T P(O | A)
_ (D a;ibj(041)Bi+1())
P(O[X)

(1) a;ibj(0,41) Br+1(J)
— jONO+1)P+1 ) (6.37)

Z Z (1) aijbj(0;41)Br+1(})

i=1 j=1

We have previously defined v,(i) as the probability of being in state i at time ?, given
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the entire observa.ti(.)n sequence and the model; hence, we can relate 7,(i) to &(i, ) by
summing over j, giving

N
M) =Y &, )). (6.38)

J=1

If we sum (i) over the time index 7, we geta quantity that can be interpreted as the expected
(over time) number of times that state i is visited, or equivalently, the expected number
of transitions made from state i (if we exclude the time slot t = T from the summation).
Similarly, summation of &(i,j) over ¢t (fromt = 1tot = T — 1) can be interpreted as the
expected number of transitions from state ; to state J. That is,
T—1
Z Y:(i) = expected number of transitions from state i in O (6.39a)
=1
T—1
Z &:(1,]) = expected number of transitions from state i to state Jin 0. (6.39b)

=1

Using the above formulas (and the concept of counting event occurrences), we
can give a method for reestimation of the parameters of an HMM. A set of reasonable
reestimation formulas for 7, A, and B is

m = expected frequency (number of times) in state i (6.40a)
attime (t = 1) = v,())

__expected number of transitions from state i to state j

expected number of transitions from state i

-1
PN
=1

=
RG]
=1
expected number of times in state j and observing symbol v,
expected number of times in state j

8
<
I

(6.40b)

T

z ()

=]

= I (6.40c)
>
=1

If we define the current model as A = (A, B, 7) and use that to compute the right-hand
sides of Eqgs. (6.40a)—(6.40c), and we define the reestimated mode} as A = (A,B,7), as
determined from the left-hand sides of Eqgs. (6.40a)—(6.40c), then it ha§ .been p‘roven by
Baum and his colleagues that either (1) the initial model )\ defines a critical point of the
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likelihood function, in which case X = A; or (2) model X is more likely than mode] ) ; in
the sense that P(O|X) > P(O|)\); that is, we have found a new model A from which the
observation sequence is more likely to have been produced.

Based on the above procedure, if we iteratively use A in place of A and repeat the
reestimation calculation, we then can improve the probability of O being observed from the
model until some limiting point is reached. The final result of this reestimation procedure jg
an ML estimate of the HMM. It should be pointed out that the forward-backward algorithm
leads to local maxima only, and that in most problems of interest, the likelihood functjop
is very complex and has many local maxima.

The reestimation formulas of Egs. (6.40a)—(6.40c) can be derived directly by maxi.
mizing (using standard constrained optimization techniques) Baum’s auxiliary function

Q') =) P(0,q|\)log P(O,q|}) (6.41)
q

over A. Because
QN ) > (X', Xy = P(O|)) > P(O|X) (6.42)

we can maximize the function Q(\’, A) over A to improve A’ in the sense of increasing the
likelihood P(O|A). Eventually the likelihood function converges to a critical point if we
iterate the procedure.

6.4.3.1 Derivation of Reestimation Formulas from the Q Function
The auxiliary function Q(\’, \) was defined in Eq. (6.41) as
O\, X) =) P(0,q|X)log P(O,q|})

q

in which we can express P and log P (in terms of the HMM parameters) as

T
P(O,(]'A) — 71"?0 HaQr—Ith"-h(o’)

=1

T T
log P(0,q|)) = log 7, + Z log a,,_,q + Zlog b,, (o)

=1 =1

(There is a slight difference between the above equations and the expression of Eq. (6.17)
in which the first observation is associated with the initial state before any state transition
is made. This difference is inconsequential and should not impede our understanding of
the method.) Thus we can write Q()\', \) as

O, X) = 0N, m) + Z Q. (N, a;) + z 05 (X, by)
=]
where

7r=[1r|,7r2,...,7rN],
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a, = lan,ap,....an), b,-islheparamervectmllmdeﬁmb.(-)
and
N
Ox(N', %) = )" P(0,qo = i|]\) log =,

i=1
N T
Qa,('\’sai) = ZZP(Osql—I =1i.q =j|'\')'°g a,

Jj=1 1=1

T
05 (N.b) =" P(0,q, = i|\) log bi(o))

=1

Because of the separability of Q()’, A) into three independent terms, we can maximize
Q()', M) over A by maximizing the individual terms separately, subject to the stochastic
constraints

N

Zﬂ’j =1

J=1

N
za,-j = l, V]
=1

and (for discrete densities where b;(0, = vi) = b;(k))
K
> bitky=1, Vi
k=1

Because the individual auxiliary functions all have the form

N
E w;log y;
=

which, as a function of {y;})_,, subject to the constraints Z;;, yj = 1, y; 2 0, anains a
global maximum at the single point

W
N ]
D wi
i=1

then the maximization leads to the model reestimate A = [7, A, B] where

j=12,...,N

Y=

__ P(O,q0=il})
= TP
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T
ZP(O,Qr—l = i)q’ -—_jIA)

= =1

ajj = T
S P0,q-1 =ilN)
=1
T

P(O,q, = i|A) 6(0, Vi)
|

bi(k) = —
Y PO, g =)
=1

where we have defined
5(or,vi) =1 ifo, =
=0 otherwise.

Using the definitions of the forward variable, o,(i) = P(0),02,...,0;,q, = i|)) and the
backward variable, 3,(i) = P(0;41,--.,07|q: = I, )), the reestimation transformations can
be easily calculated as

P(0, g, = i|}) = e (D)D)
N N
PO =Y a()Bi) =) or(D)
i=1 i=]
PO,q—1 =1, q: =j|)\) = oy (i) aijbj(oz)/@r(j)

giving

T

T
Y o iDagbf)B() Y E&-1G,)
=1

_ =1

ajj = ==
Z -1 (D1 (D) Z ve—1(i)
=1 =1
y i
" alBé, v Z:, (i)
B;(k) = =l s.Log=v;

T = &
> ei)Bi) S i)
=1 =1

which are the formulas given in Eqgs. (6.40a)—(6.40c).
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4 Noteson the Reestimation Procedure
6.4

The reestimation formulas can be readily interpreted as an implementation of the EM
algorithm of statistics '17] in which the E (expectation) step is the calculation of the auxiliary
function Q(X'; A), (Which is the expectation of log P(0,q|))), and the M (maximization)
step is the maximization of Q(X', A) over A to obtain . Thus the Baum-Welch reestimation
equations are essentially identical to the EM steps for this particular problem.

An important property of the reestimation procedure is that the stochastic constraints
of the HMM parameters, namely

N
Z T = 1 (6433)

i—1

N
day=1, 1<i<N (6.43b)

J=1

M -
> btk =1, 1<j<N (6.43c)

are automatically incorporated at each iteration. By looking at the parameter estimation
problem as a constrained optimization of P(O|)) (subject to the constraints of Eq. (6.43)),
we can formulate the solution procedure by use of the techniques of variational calculus
to maximize P (we use the notation P = P(Q|\) as shorthand in this section). Based on a
standard Lagrange optimization setup using Lagrange multipliers, it can readily be shown
that P is maximized when the following conditions are met:

oP

i
371','

(6.44a)

aj = ——— (6.44b)

oP
(k) Abj(k)

bitk) = = (6.44c)

P
250z

By appropriate manipulation of Eq. (6.44), the right-hand sides of each equation can be
readily shown to be identical to the right-hand sides of each part of Eqs. (6.4Qa.)—(6.4(.)c),
thereby showing that the reestimation formulas are indeed exactly correct at cntlcgl points
of P. In fact, the form of Eq. (6.44) is essentially that of a reestimation formula in which
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the left-hand side is the reestimate and the right-hand side is computed using the current
values of the variables.

Finally, we note that since the entire problem can be set up as an optimization
problem, standard gradient techniques can be used to solve for “optimal” values of the
model parameters. Such procedures have been tried and have been shown to yield solutions
comparable to those of the standard reestimation procedures [18]. One critical shortcoming
of standard gradient technique, as applied to the maximization of P(O|)), is that the descent
algorithms, which are critically dependent on taking a small step in the direction of the
gradient, often do not produce monotonic improvement in the likelihood as the Baum-Welch
reestimation is guaranteed by Eq. (6.42) to do.

6.5 TYPES OF HMMS

One way to classify types of HMMs is by the structure of the transition matrix, A, of the
Markov chain. Until now, we have only considered the special case of ergodic or fully
connected HMMs in which every state of the model could be reached (in a single step)
from every other state of the model. (Strictly speaking, an ergodic model has the property
that every state can be reached from every other state in a finite but aperiodic number of
steps.) As shown in Figure 6.8(a), for an N = 4 state model, this type of model has the
property that every a;; coefficient is positive. Hence for the example of Figure 6.8(a) we
have

a ap a3 Aau
A= az) a4z ax az
as; a4z 4z a4
a4 QAg2 Q443 Qas

e ot

For some applications, particularly those to be discussed later in this chapter, other
types of HMMs have been found to account for observed properties of the signal being
modeled better than the standard ergodic model. One such model is shown in Figure 6.8(b).
This model is called a left-right model or a Bakis model ([11], [10]) because the underlying
state sequence associated with the model has the property that, as time increases, the state
index increases (or stays the same)—that is, the system states proceed from left to right.
Clearly the left-right type of HMM has the desirable property that it can readily model
signals whose properties change over time in a successive manner—e.g., speech. The
fundamental property of all left-right HMMs is that the state-transition coefficients have
the property

a; =0, j<i (6.45)

that is, no transitions are allowed to states whose indices are lower than that of the current
state. Furthermore, the initial state probabilities have the property

0, i#1
= .

because the state sequence must begin in state 1 (and end in state N). Often, with left-right
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()

! a (b)

Figure 6.8 Illustration of three distinct types of HMMs. (a) A
4-state ergodic model. (b) A 4-state left-right model. (c) A 6-state
parallel path left-right model.

models, additional constraints are placed on the state-transition coefficients to make sure
that large changes in state indices do not occur; hence a constraint of the form

a; =0, j>i+Ai (6.47)

is often used. In particular, for the example of Figure 6.8(b), the value of Ai is 2; that is, no
jumps of more than two states are allowed. The form of the state-transition matrix for the

example of Figure 6.8(b) is thus

ay ap a3 0

0 an an axn
0 0 a3 as
0 0 0 dgs

A=
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It should be clear that, for the last state in a left-right model, the state-transition coefficients
are specified as

ann — 1 (648&)
ayi=0, i<N. (6.48b)

Besides the above fully connected and left-right models, there are many other possible
variations and combinations. By way of example, Figure 6.8(c) shows a cross-coupled
connection of two parallel left-right HMMs. Strictly speaking, this model is a left-right
model (it obeys all the a;; constraints); however, it has certain flexibility not present in a
strict left-right model (i.e., one without parallel paths).

It should be clear that the imposition of the constraints of the left-right model, or those
of the constrained jump model, essentially have no effect on the reestimation procedure.
This is the case because any HMM parameter set to zero initially will remain at zero
throughout the reestimation procedure (see Eq. (6.44)).

6.6 CONTINUOUS OBSERVATION DENSITIES IN HMMS

All of our discussion to this point has considered only when the observations were char-
acterized as discrete symbols chosen from a finite alphabet, and therefore we could use a
discrete probability density within each state of this model ([19]-[21]). The problem with
this approach, at least for some applications, is that the observations are often continuous
signals (or vectors). Although it is possible to convert such continuous signal represen-
tations into a sequence of discrete symbols via vector quantization codebooks and other
methods, there might be serious degradation associated with such discretization of the con-
tinuous signal. Hence it would be advantageous to be able to use HMMs with continuous
observation densities to model continuous signal representations directly.

To use a continuous observation density, some restrictions must be placed on the
form of the model probability density function (pdf) to ensure that the parameters of the
pdf can be reestimated in a consistent way. The most general representation of the pdf, for
which a reestimation procedure has been formulated, is a finite mixture of the form

M
bi(0) =Y cuN(0, i, Up),  1<j<N (6.49)

=1
where o is the observation vector being modeled, ¢, is the mixture coefficient for the kth
mixture in state j and A is any log-concave or elliptically symmetric density [18] (e.g.,
Gaussian). Without loss of generality, we assume that A is Gaussian in Eq. (6.49) with

mean vector pj and covariance matrix Uy for the kth mixture component in state j. The
mixture gains cj; satisfy the stochastic constraint

M
D=1, 1<j<N (6.502)
k=1
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as
W oap an
Figure 6.9 Equivalence of a state with a mixture density toa
multistate single-density distribution (after Juang et al. [21)).
so that the pdf is properly normalized, i.e.,
o0
/ biodo=1, 1<j<N. (6.51)
— 00

The pdf of Eq. (6.49) can be used to approximate, arbitrarily closely, any finite, continuous-
density function. Hence it can be applied to a wide range of problems.

It has been shown that an HMM state with a mixture density is equivalent to a
multistate single-mixture density model in the following way [21]. Consider a state i with
an M-mixture Gaussian density. Because the mixture gain coefficients sum up to 1, they
define a set of transition coefficients to substates /; (with transition probability c;,), i> (with
transition probability c;;) through iy, (with transition probability c;y). Within each substate
i, there is a single mixture with mean p; and variance Uy (see Figure 6.9 for a graphical
interpretation). Each substate makes a transition to a wait state iy with probability 1. The
distribution of the composite set of substates (each with a single density) is mathematically
equivalent to the composite mixture density within a single state.

It can be shown that the reestimation formulas for the coefficients of the mixture
density, i.e., Cjx, Mk, and U, are of the form

T
% k)

T = —— (6.52)

PIDIRL

=1 k=1

T

> wGik o
= = (6.53)

T
PRI
=1
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is approximately
o) = 2y—K/2 1
f(0) = 2mo?) exp {— 2736(0, a)} (6.56)
where
p
8(0,2) = ra(0)r(0) + 2 " ra(i)r(i) (6.57a)
i=|
a=[l,ayay,...,q)], (@=1) (6.57b)
p—i
ra) = ananyi,  1<i<p (6.57c)
n=0
K=
ri)= Y XaXari 0<i<p. (6.57d)
=0

In the above equations r(/) is the autocorrelation of the observation samples, and r,(i) is the
autocorrelation of the autoregressive coefficients. Furthermore, 6(0, a) is a form of residual
energy resulting from inverse filtering the data x; with an all-zero filter defined by a. (See
Egs. 4.40-44.)

As discussed in Chapter 4, the signal level in the observation o is often treated
in a different fashion from the general spectral shape when it comes to speech-pattern
comparison. One way to separate the signal level from the spectral shape is to use gain
normalization; that is, we use 0 instead of o as the observation, where

0=0/0, (6.58)

and where 02, is the minimum linear prediction residual energy per sample. (It is shown in
Exercise 6.5 that 02, = (02)my for the given observation o.) The elements of 0, Xk = Xk/ 0o,
still satisfy the autoregressive relationship

p
= — Z aifi_i + éx. (6.59)
i=1

However, the variance of é; is now unity. Therefore, we can write the probability density
function for the output of an all-pole system defined by a, driven by a zero mean, unit
variance Gaussian i.i.d. sequence, as

) = (2m) %% exp {— %6(6, a)} (6.60)

if the data dimension K is sufficiently large. (Note that the normalization factor oe
depends on the original data observation 0.) This type of pdf is often referred to as a
“gain-independent” pdf. )

The way in which we use a Gaussian autoregressive density in HMMs is straightfor-
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ward. We assume a mixture density of the form

M
bi(o) = Y_ cikbix(®) (6.61)
k=1
where each bj(0) is the density defined by Eq. '(6°60) with autoregression vector a; (o
); that 1s,

equivalently by autocorrelation vector I
1
bj(0) = (27r)'K/2 exp {_ 56(0, ajk)} . (6.62)

A reestimation formula for the sequence autocorrelation for the jth state, kth mixyre
component has been derived [22, 23], and is of the form

T
Z ’Yl(ja k) -1
=1

-
PRV
=1

where 1, = [r(0),r,(1),...,r(p)]’ is the autocorrelation vector 'as dgﬁned by Eq. (6.57d)
for the ™ frame, and ~,(j, k) is defined as the probability of being in state j at time ¢ and

using mixture component «, i.e.,

a,(NB() Cjkbjk(ol)
N M

WO =S 0BG | | S cubton |- (6.63b)
Jj=1 k=1

It can be seen that Tj is a weighted sum (by probability of occurrence) of the normalized
autocorrelations of the frames in the observation sequence. From rjx, one can solve a set of
normal equations to obtain the corresponding autoregressive coefficient vector aj, for the
kth mixture of state j. The new autocorrection vectors of the autoregression coefficients as
needed in the density function can then be calculated using Eq. (6.57c), thereby closing the
reestimation loop.

Exercise 6.4

The probability density function (pdf) [22, 23] of Eq. (6.56) is defined by parameters o2 and

a. anen a dazta observation vector 0 = (xo, Xy, . .., xk_,), determine the maximum likelihood
estimate of o, and a that best characterizes the observed o.

Solution 6.4
We write the likelihood function of o as a function of 62 and a as

f(olo?,a) = 2xozy~k/2 exp {— ! 56(0 a)}
20 ’
and the log likelihood function as ‘

lOg f(OIU,z,a) = —E lOg (2,",02) . 6(0, a)
2 € o2
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Therefore, the maximum likelihood (ML) estimate is
(@)mL = argmax log f(o|o?,a) = arg min é(0, a)
a a :
= arg min(a’Ra)
a

where R = [ry] with rj = r(|i — j|) as defined by Eq. (6.57d). This establishes the relationship
between maximum likelihood estimation and the classical method of autocorrelation matching
(also called the method of minimization of prediction residuals) for LPC analysis (see Eq
(4.8)~(4.10)). Furthermore, it is easy to show that .

AT m.in 5(o,a)/K

which leads to

K )
max log folo?,a)= —= log [27r(0;)ML] = E
ol.a 2 2

Exercise 6.5

The pdf of Eq. (6.56) is related to the Itakura-Saito distortion measure of Eq. (4.45). Establish
this relationship.

Solution 6.5
Consider the following likelihood difference

L= [max log f(o|o? ,a)} — log f(o|o?,a)

a2,

K K K
= —7 log (@l - 5 + 5 log (2r?) + 2(0;8)

202
_K[l

5 mé(o,a) + log 0',2 —log (UZ)ML — l] b

For distortion measures, we denote the all-pole (power) spectra by o2/ |A.,(e"“')|2 and o7/
iw 2 .

|A(¢*)|", corresponding to parameter sets {(o?)m, (a)wL} and {02, a}, respectively. (of =

(62)m.) Then, the bracketed term in the log likelihood difference, Ly, is simply dis(a,/ |Ao|*

o2/ |A|*) according to Eq. (4.45) because

s |2
, (7A@ dw _ 1
Ufo[w IAo(ej“)lz I . E&(O,a)

due to autocorrelation matching and Eq. (6.57a). (Note that we have defined o? (and afo) as
the sample variance. The factor K would disappear from the above equation if we use the total
frame prediction residual variance instead of the sample variance.) Therefore,

2 2
flolo?,a) = @maZ) ™ 2 exp {—g [dls (—Ui 0—2) + log of, — log o7 + l]}

K. (9 ot
~Cigsdies {'5‘1'5 (IA 3 |A|2)}
o
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where G, (ofo, o) encompasses only the gain terms.

Exercise 6.6
The pdf of Eq. (6.60) is related to the likelihood ratio distortion measure of Eq. (4.53).
Establish this relationship.

Solution 6.6
Similar to the case of Eq. (6.56),

Y
! 5(,a) = " A aw
X (0,a) = 3 IAo(ej“’)|2 o

1 1
in (o L)
Ao*” |Af*

K ] |
ola) = (27r)_Klzexp{—— [dLR ( ,—) + 1]}
K 1 ]
=G —zdir | —5.— ] ¢-
zcxp{ 2 LR(IAoI" |A|2)}

Note that when the pdf is expressed in terms of the distortion measures (dis or dig), the
exponential term includes a factor K that represents the data dimension. In practice, this
factor K is replaced by an effective frame length K, which is the net shift of consecutive
data frames. Thus, if consecutive data frames (vectors) have 2/3 overlap, then an effective
frame length K = K/3 is appropriate, so that the rate of characteristic change in terms of
the spectral parameters a is kept at the original waveform sampling rate.

Therefore,

6.8 VARIANTS ON HMM STRUCTURES—NULL TRANSITIONS AND TIED STATES

Throughout this chapter we have considered HMMs in which the observations were as-
sociated with states of the model. It is also possible to consider models in which the
observations are associated with the arcs of the model. This type of HMM has been used
extensively in the IBM continuous speech recognizer [13]. It has been found useful, for
this type of model, to allow transitions that produce no output; that is, jumps from one state
to another that produce no observation [13]. Such transitions are called null transitions and
are designated by a dashed line, with the symbol ¢ used to denote the null output.
Figure 6.10 illustrates three examples (from speech-processing tasks) where null arcs
have been successfully utilized. The example of part (a) corresponds to an HMM (a left-
right model) with a large number of states in which it is possible to omit transitions between
any pair of states. Hence it is possible to generate observation sequences with as few as
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|
|

i1g g Qz’ 83"'8“ o e —8—»9—»- (a)
¢ ¢ ¢ b

l‘moﬂ
(b)

()

Figure 6.10 Examples of networks incorporating null transi-
tions. (a) Left-right model. (b) Finite state network. (c) Grammar
network.

one observation and still account for a path that begins in state one and ends in state N.

The example of Figure 6.10(b) is a finite-state network (FSN) representation of a
word in terms of linguistic unit models (i.e., the sound on each arc is itself an HMM). For
this model the null transition gives a compact and efficient way of describing alternative
word pronunciations (i.e., symbol deletions).

Finally the FSN of Figure 6.10(c) shows how the ability to insert a null transition into
a grammar network allows a relatively simple network to generate arbitrarily long word
(digit) sequences. In the example shown in Figure 6.10(c), the null transition allows the
network to generate arbitrary sequences of digits of arbitrary length by returning to the
initial state after each individual digit is produced.

Another interesting variation in the HMM structure is the concept of parameter tying
[13]. Basically, the idea is to set up an equivalence relation between HMM parameters
in different states. In this manner the number of independent parameters in the model is
reduced and the parameter estimation becomes somewhat simpler and in some cases more
reliable. Parameter tieing is used when the observation density, for example, is known to
be the same in two or more states. Such cases occur often in characterizing speech sounds.
The technique is especially appropriate when there is insufficient training data to estimate,
reliably, a large number of model parameters. For cases such as these, it is appropriate to
tie model parameters so as to reduce the number of parameters (i.e., size of the model),
thereby making the parameter estimation problem somewhat simpler. We will discuss this

method later in this chapter.
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(a)

Figure 6.11 Illustration of general interstate connections of (a) a normal HMM with
exponential state duration density, and (b) a variable duration HMM with specified state
densities and no self-transitions from a state back to itself.

6.9 INCLUSION OF EXPLICIT STATE DURATION DENSITY IN HMMS

Earlier we showed via Eq. (6.5) that the inherent duration probability density pi(d)
associated with state i, with self-transition coefficient a;;, was of the form

pi(d) = (ai)"~'(1 — a;)

= probability of d consecutive observations in state i. (6.64)

For most physical signals, this exponential state duration density is inappropriate. Instead
we would prefer to explicitly model duration density in some analytic form. (An extensive
treatment of state duration modeling can be found in the work of Ferguson of IDA [14],
which is the basis of the material presented here. Other valuable references include [24]
and [25].) Figure 6.11 illustrates, for a pair of model states i and j; the differences between
HMMs without and with explicit duration density. In part (a) the states have exponential
duration densities based on self-transition coefficients a;; and aj;, respectively. In part (b),
the self-transition coefficients are set to zero, and an explicit duration density is specified.
For this case, a transition is made only after the appropriate number of observations have
occurred in the state (as specified by the duration density). Such a model is called a
semi-Markov model.

Based on the simple model of Figure 6.11(b), the sequence of events of the variable
duration HMM is as follows:

1. Aninitial state, g, = i, is chosen according to the initial state distribution ;.
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2. A durafion d, is chosen according to the state duration density p, (4,). (For ex-
pedience and ease of implementation, the duration density p,(d) i trancated of 3
maximum duration valee D.)

3, Observations 0, 0;...0,4 are chosen according 10 the joint observation density.
by, (010;...04). Generally we assume that in each state observations are inde-
pendent so that b, (0,0 ... 04) = TT% b, (8)).

4. The next state, g; = J., is chosen according to the state transition probabilities. 4, ..
with the constraint that a, , = 0, i.c.. no transition back 1o the same state can
occur. (Clearly this is a requirement, because we assume that. in state ¢, . exactly &,
observanons occur.)

A little thought should convince the reader that the vaniable duration HMM can be

made equivalent to the standard HMM by setting pi(d) to be the exponential density of
(6.64).

Using the above formulation, we must make several changes to the formulas of
Section 6.4.3 1o allow calculation of P(Q|)) and for reesumation of all model parameters.
In particular we assume that the first state begins at ¢ = | and the last state ends at ¢ = T.
We then define the forward vanable a,(i) as

a,(i) = P(0, 0; . ..0,, the stay in state i ends at 1])). (6.65)

We assume that a total of r states have been visited during the first ¢ observations, and we
denote the states as g, q2, . . . , g, with durations associated with each state of d, . &3, . . . . d,.
Thus the constraints of Eq. (6.65) are

qr = i (6.&)

Z': d, =1 (6.66b)
s=1

Eq. (6.65) can then be written as
a,(i) = ZZ Tg Pa.(d)) - P(0,07...04,|q))
g d

’aﬁ",Pn(dZ)P(Wm-l L ‘.‘|+‘) h) eee

‘a"—l.'p'!(dflp(odl""!“'""i"-l“’l rer .IIQI) (6.67)
where the sum is over all states ¢ and all possible state durations d. By induction we can
write a,(j) as

N D I
al) =YY ardiapid [] bie (6.68)

=1 d=1 s=i—-d+|

where D is the maximum duration within any state. To initialize the computation of a.(J)
we use

a (i) = mpi(1) - b{o)) (6.69)
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N
2
: . ())a;jipi(1)bi(02) (6.69h
a(i) = Tpi(2) bi(0s) + Z ot )
2 Lo 2
3 2 N '
as(i) = mipi(3) H bi(os) + Z Z o3-d())pild) (6.69c)
s=l1 d=1 ’;:
3
. H bi(05) (6.69d)
s=4—d

en Eq. (6.68) can be used for all £ > D. It should pe

i ) is computed; th .
and so on, until ap(i) p given the model \ can be written in terms of the s

clear that the desired probability of O
as

N
P(O|\) = Z ar(i) (6.70)
i=1

as previously used for ordinary HMMs. . _ _
i T?) give ree);timation formulas for all the variables of the variable duration HMM, we

must define three more forward-backward variables, namely

a’(i) = P(0, 0 ... 0y, stay in state i starts at 1 + 1|A) (6.71)
B,(i) = P(0,4) . . - Or| stay in state i ends at 1, A) (6.72)
B (i) = P(0141 - .or| stay in state i starts at 7 + 1, A). (6.73)

The relationships between a, a*, 3, and [3* are as follows:

N
a,‘(]) — Z a,(i)a,-j (6.74)
j=I
D !
o)=Y of ypid) [ bicos) (6.75)
d=1 s=t—d+1
N
Bili) =) ay(j) (6.76)
j=l1
D t+d
B = Buaitpitd) ] bicoy). (6.77)
d=1 s=t+1

Based on the above relationships and definitions, the reestimation formulas for the variable
duration HMM, with discrete observations, are
=T i (i) 3
"= PO (6.78)
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T
D auidagB;(j)
ajj = N’=| 6.79)
Z Z oq(i)a;; 3 (§)
=1 =1
T
> [Z SHORHOES Y a,(na,(a]
_ ,,:.I:l—-‘ <1 <t
bik) = — (6.80)
> [E EORENOED Y a,(i)a,(n]
Y r
T 1+d
D alp@dBad [] bio)
_ =1 s=t+1
pild) = —— " : (6.81)
D D i ipid)Bieat) T bio))
d=1 1=1 s=r+1

The interpretation of the reestimation formulas is the following: The formula for 7, is the
probability that state i was the first state, given Q. The formula for @;; is almost the same as
for the usual HMM, except it uses the condition that the alpha terms in which a state ends at
t, join with the beta terms in which a new state begins at t + 1. The formula for b;(k) is the
expected number of times that observation 0, = v, occurred in state /, normalized by the
expected number of times that any observation occurred in state i. Finally, the reestimation
formula for p;(d) is the ratio of the expected number of times state i occurred with any
duration.

The importance of incorporating state duration densities is reflected in the observation
that, for some problems, the quality of the modeling is significantly improved when explicit
state duration densities are used. However, there are drawbacks to the use of the variable
duration model discussed in this section. One is the greatly increased computational load
associated with using variable durations. It can be seen from the definition and initialization
conditions on the forward variable a;(i), from Eqgs. (6.68)—(6.69), that about D times the
storage and D?/2 times the computation is required. For D on the order of 25 (as is
reasonable for many speech-processing problems), computation is increased by a factor of
300. Another problem with the variable duration models is the large number of parameters
(D), associated with each state, that must be estimated, in addition to the usual HMM
parameters. Furthermore, for a fixed number of observations 7, in the training set, there
are, on average, fewer state transitions and much less data to estimate p;(d) than would
be used in a standard HMM. Thus the reestimation problem is more difficult for variable
duration HMMs than for the standard HMM.

One proposal to alleviate some of these problems is to use a parametric state duration
density instead of the nonparametric p;(d) used above [23-24]. In particular, proposals
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include the Gaussian family with

pid) = N(d, i, 0 (6.82)
with parameters y; and o2, or the Gamma family with
n;’: d"i— 1 e_nld
pi(d) = ) (6.83)

with parameters v; and 7; and with mean v;n~' and variance vin~2. Reestimation formulas
for m; and v; have been derived and used with good results. Another possibility, which
has been used with good success, is to assume a uniform duration distribution over an
appropriate range of durations and use a path-constrained Viterbi decoding procedure.

6.10 OPTIMIZATION CRITERION—ML, MMI, AND MDI

The standard ML design criterion is to use a training sequence of observations O to derive
the set of model parameters ), yielding

AML = arg max P(O|)). (6.84)

Any of the reestimation algorithms discussed previously provides a solution to this opti-
mization problem.

The need to consider alternative design criteria, however, comes from several con-
cerns ([26-28]). The basic philosophy in statistical modeling methods, such as HMM,, is
that the signal or observation sequence can be well modeled if the parameters of the model
are carefully and correctly chosen. The problem with this philosophy is that the assumed
model—HMM in the present case—is sometimes inadequate to model the observed signal
so that no matter how carefully the parameters are chosen, the modeling accuracy is limited.
Often, this situation is described as a “model mismatch.” The first alternative optimization
criterion we discuss here is one that tries to overcome the problem of model mismatch in
order to achieve a more accurate modeling of the observation signal.

The observed signal O = (01,02, . ..,07) is associated with a sequence of constraints
R = (Ri,Ry,...,Ry). For example, R, may be the autocorrelation matrix that charac-
terizes the observation o,. Then, obviously, O is only one of possibly uncountably many
observation sequences that satisfy the constraint sequence R. Furthermore, in terms of the
probability distributions of the observation sequences, there exists a set of such distribu-
tions that would also satisfy R. We denote this set Q(R). The minimum discrimination
information (MDI) is a measure of closeness between two probability measures (one of
which bears the HMM form here) under the given constraint R and is defined by

WR,P)2 inf I(Q:P)) (6.85)
QeQR)
where
KO:.P)) = ] q(0)lo 4(0) do (6.86)
. p(O[X)
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is the discrimination information between distributions Q and P, [27,28]. (The functions
qC) and p(-|A) are the probability density functions corresponding to Q and P, respectively.)
The discrimination information is calculated based on the given training set of observations.

The MDI criterion tries to choose a model parameter set A such that v(R,P,) is
minimized. An interpretation of MDI is that the model parameter set A is chosen so
that the model p(O|}) is as close as it can be to a member of the set Q(R). Since
the closeness is always measured in terms of the discrimination information evaluated
on the given observation, the intrinsic characteristics of the training sequences would
then have substantial influence on the parameter selection. By emphasizing the measure
discrimination, the model estimation is no longer solely dictated by the assumed model
form. The MDI optimization problem is, however, not as straightforward as the ML
optimization problem and no simple robust implementation of the procedure is known.

Another concern about the HMM optimization criterion arises when we attempt to use
it to solve a class of speech-recognition problems. Consider recognition of a vocabulary of
V words, each of which is represented by an HMM, with parameter set A,, v = 1,2,..., V.
We assume P(v) to be the a priori probability forword v,v = 1,2,..., V. The set of HMMs
A = {\,} together with the a priori probabilities thus defines a probability measure for an
arbitrary observation sequence O

vV
PAO) = Y P(O|A,, v)P(v). (6.87)

v=I]

(The notation P(O|),, v) indicates that it is a probability conditioned on the word v. We
include the model parameter ),, sometimes, because of the necessity of treating A, as
random variables for estimation purposes. Obviously, when ), is fixed, P(O|\,, v) is the
conditional probability, parameterized by A,.) To train these models (i.e., to estimate the
optimum parameters of the associated models), utterances of known (labeled) words are
used. We denote the labeled training sequence by O" where superscript v reflects the fact
that Q" is a rendition of word v. The standard ML criterion of Eq. (6.84) is to use 0" to
estimate model parameters J,, yielding

(Ay)ML = arg m/\in P(OY|N).

Each model is estimated separately using the correspondingly labeled training observa-
tion sequence(s). The resultant models, however, need not be the optimal solution for
minimizing the probability of recognition error.

An alternative design criterion that aims at maximizing the “discrimination” of each
model (i.e., the ability to distinguish between observation sequences generated by the
correct word model and those generated by alternative models) is the maximum mutual in-
formation (MMI) criterion [26]. The mutual information between an observation sequence
0" and the word v, parameterized by A = {\,},v=1,2,...,V,is

P(O",v|A)

_ 6.88
PA(OYP() (55

IA(0",v) = log

Since
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P(0",v|A)/P(v) = P(O"|X),

4
IAO",v) = log P(O'|\,) —log > P(O”| Ay, WP(w). (6.89)

w=1

The MMI criterion is to find the entire model set A such that the mutual information is
maximized,

v
(A)mmr = max { Z 1507, V)}- (6.90)

v=1

The MMI criterion is obviously different from the ML criterion. Both are minimum
cross-entropy approaches. In the ML approach, an HMM for the distribution of the data
given the word is matched to the empirical distribution. In the MMI approach, a model
for the distribution of the word given the data is matched to the empirical distribution.
This explains the merit of the MMI approach. The optimization procedure for the MMI
approach involves the entire model parameter set A even if only one labeled training
sequence Q" is used. The ML criterion addresses the likelihood P(O"|A,) alone, while
the MMI criterion compares the likelihood P(0O"|A,) against the “probability background”
P (0") and attempts to maximize the difference. However, (A)mmi 1s not as straightforward
to obtain as (A)pmr. One often has to use general optimization procedures like the descent
algorithms to solve Eq. (6.90). Such optimization procedures often lead to numerical
problems in implementation.

6.11 COMPARISONS OF HMMS

An interesting question associated with HMMs is the following: Given two HMMs, A, and
A,, what is a reasonable measure of the similarity of the two models ([29])? Consider the
case of two models

Al =(A,B,m) A= (A2,B3,m))
with
_| P 1-p 14 l1-g¢g _
A,-[I_p ) ] B,_[l_q ; ] m = [1/2 1/2)

and

1 - 1 —
Az:[:—r ' ] BF["LS 5 s] m =[1/2 1/2)

For A, to be equivalent to ), in the sense of having the same statistical properties for the
observation symbols, i.e., E[0; = v¢|A;] = E[0, = v;|),], for all v, we require

g+ =pX1-g)=rs+1-r)(1-ys)
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or. by solving for s, we get
S = w
1-2r °

By choosing (arbitrarily) p = 0.6,9 = 0.7,r = 0.2, we get s = 13/30 =~ 0.433. Thus, even
when the two models, A, and A,, look ostensibly very different (i.e., A, is very different
from Az and B is very different from B,), statistical equivalence of the models can occur.

We can generalize [29] the concept of mode’ distance (dissimilarity) by defining a
distance measure D(A}, Az), between two Markov models, A, and ),, as

1
D\, M) = = [log PCOP|\)) - log P(OP[)y)] (691)

where O? = (0, 0,03 ...07) is a sequence of observations generated by model ;. Ba-
sically, Eq. (6.91) is a measure of how well model A; matches observations generated by
model A2, relative to how well model A, matches observations generated by itself. Several
interpretations of Eq. (6.91) exist in terms of cross-entropy, or divergence, or discrimination
information [29].

One of the problems with the distance measure of Eq. (6.91) is that it is nonsymmetric.
Hence a natural expression of this measure is the symmetrized version, namely

D(X1X2) + D(Az, A))
5 .

Ds(A1, A2) = (6.92)

612 IMPLEMENTATION ISSUES FOR HMMS

The discussion in the previous sections has dealt primarily with the theory of HMMs
and several variations on the form of the model. In this section we deal with several
practical implementation issues, including scaling, multiple observation sequences, initial
parameter estimates, missing data, and choice of model size and type. For some of these
implementation issues we can prescribe exact analytical solutions; for other issues we can
provide only some seat-of-the-pants experience gained from working with HMMs.

6.12.1 Scaling

To understand why scaling ([18,23]) is required for implementing the reestimation pro-
cedure of HMMs, consider the definition of (i) of Eq. (6.18). It can be seen that a,()
consists of the sum of a large number of terms, each of the form

—1 t
(H 44.9:41 H by, (o,))
s=1 s=1

with ¢, = i and b is a discrete probability as defined by Eq. (6.8). Since each a and b term is
less than 1 (generally significantly less than 1), it can be seen that as ¢ starts to get big (e.g.,
10 or more), each term of a,(i) starts to head exponentially to zero. For sufficiently large
t (e.g., 100 or more) the dynamic range of the a,(i) computation will exceed the precision
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range of essentially any machine (even in double precision). Hence the only reasonable
way to perform the computation is to incorporate a scaling procedure.

The basic scaling procedure multiplies o, (i) by a scaling coefficient that is indepen-
dent of i (i.e., it depends only on 7), with the goal of keeping the scaled o,(i) within the
dynamic range of the computer for 1 < ¢t < T. A similar scaling is done to the 3,(i)
coefficients (since these also tend to zero exponentially fast) and then, at the end of the
computation, the scaling coefficients are canceled out exactly.

To understand this scaling procedure better, consider the reestimation formula for the
state-transition coefficients a;;. If we write the reestimation formula (Eq. (6.40b)) directly
in terms of the forward and backward variables, we get

T-1

Y aaibi(0i+1)Br+1())
=1

z_Iij= T . (693)
>N aidaghi(0i1)Bi1 ()

=1 j=I

Consider the computation of o,(/). We use the notation «,(i) to denote the unscaled
as, (i) to denote the scaled (and iterated) as, and &,(i) to denote the local version of
a before scaling. Initially, for # = 1, we compute (i) according to Eq. (6.19) and set

&1(i) = a;(i), with ¢, = fn]a_(’) and &;(i) = cya,(i). Foreacht,2 <t < T, we first
=l !

compute 5,(1’) according to the induction formula (Eq. (6.20)), in terms of the previously
scaled &,(i); that is,

N
&) =Y &1 (fajibi(oy). (6.94a)

j=1

We determine the scaling coefficient ¢, as

1
B S (6.94b)

N -
>~ (i)
=1
giving
(i) = c,éy(i) (6.94¢)

From Eq. (6.94a—) we can write the scaled &,(i) as c,a,(i) or

&—1(j)ajibi(o,)
1
N

N

J

2

=l j

é,(i) = (6.95)

&—1(j)ajibi(o;)
I
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367
By induction we can write &;_;(j) as
-1
a—1(j) = (H Cr) a—1(J). (6.96a)
=]
Thus we can write G(7) as
N -1
Z Q| (j)( C'r) ajibi(oy)
()= == = (1) (6.96b)

N N =1 =N

Z Z a1 () (H Cr)aﬁbi(Og) Z (1)

i=1 j=l1 re=] i=1

that is, each a, (i) is effectively scaled by the sum over all states of a;(i).
Next we compute the [5,(i) terms from the backward recursion. The only difference

here is that we use the same scale factors for each time ¢ for the betas as was used for the

alphas. Hence the scaled s are of the form

Bii) = c.B,0). (6.97)

Because each scale factor effectively restores the magnitude of the o terms to 1, and
because the magnitudes of the o and 3 terms are comparable, using the same scaling
factors on the (s as was used on the as is an effective way to keep the computation
within reasonable bounds. Furthermore, in terms of the scaled variables, we see that the
reestimation Eq. (6.93) becomes

T—1
Y aaiby(041)Bi+1())
a; = —— (6.98)
YN aliaibi(ors B ()
=1 j=I
but each &,(/) can be written as
t
&, (i) = |:H Cs] (i) = Cray(1) (6.99)
s=|
and each B,H( j) can be written as
T
B (j) = [ H Cs] Bi+1(J) = Dis1Bi+10))- (6.100)
s=1+1
Thus Eq. (6.98) can be written as
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T-1
Z C,,(0)aiibj(014+1)D1+15141())

_ =1 .

aj = T—’l N (6.101)
Cr0(Daijbj(0141)D 141 Br41())

Z'l

=1 J

Finally the term C,D,4 can be seen to be of the form

! T T
CiDiy = HCJ H Cs = I_Ilcs =Cr (6-102)

s=1 s=t+1

independent of t. Hence the terms C,D, 41 cancel ouF of both the num‘erator and denominmor
of Eq. (6.101) and the exact reestimation equation is therefore realized.

It should be obvious that the above scaling procedure applies equally we]] ¢, rees-
timation of the 7 or B coefficients. It should also be obvious that the scaling procedyre
of Eq. (6.95) need not be applied at every time instant ¢, but can be performed Whenever
desired, or whenever necessary (e.g., to prevent underflow). If scaling is not performeq
at some instant ¢, the scaling coefficients ¢, are set to 1 at that time, and all the conditiong
discussed above are then met.

The only real change to the HMM procedure because of scaling is the procedure for
computing P(O|)). We cannot merely sum up the &r(i) terms, because these are scaled
already. However, we can use the property that

T N N
[[ad arh=crY arp=1. (6.103)
=1 i=1 i=1

Thus we have
T
[Ic: PO =1 (6.104)
=1
or
1
PO)) = — (6.105)
[«
1=1
or

T
log [PO[N)] = Y "log c,. (6.106)

=]

of the machine anyway.

Finall : . :
Y Wenote that when using the Viterbj algorithm to give the maximum likelihood

q n
’ g
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Multiple Observation Sequences

In Section 6.5 we discussed a form of HMM called the left-right or Bakis model, in which
the state proceeds from state 1 at+ = 1 tostate Natr =T ina sequential manner (recall
the model of Figure 6.8(b)). We have already discussed how a left-right model imposes
constraints on the state-transition matrix, and the initial state probabilities Egs. (6.45)-
(6.48). However, the major problem with left-right models is that one cannot use a single
observation sequence to train the model (i.e., for reestimation of model parameters). This
is because the transient nature of the states within the model allows only a small number of
observations for any state (until a transition is made to a successor state). Hence, to have
sufficient data to make reliable estimates of all model parameters, one has to use multiple
observation sequences ([18]).

The modification of the reestimation procedure is straightforward and is as follows.
We denote the set of K observation sequences as

0= [0",0?,....0" (6.107)

k) (K k
where 0% = (o( ol ... o ’) is the kth observation sequence. We assume each observation

sequence is mdependent of every other observation sequence, and our goal is to adjust the
parameters of the model A to-maximize

PO|)) = Hp(o(“m (6.108)

k=1

K
= HPk. (6.109)

k=1

Since the reestimation formulas are based on frequencies of occurrence of various events,
the reestimation formulas for multiple observation sequences are modified by adding to-
gether the individual frequencies of occurrence for each sequence. Thus the modified
reestimation formulas for ;; and b;(¢) are

K Ti—1
Z Z af(Daibi(0 )81 ()
- k=1 =1
2y = - (6.110)

Z Z af (1)3‘ (i)

and
K ] Ti—1
dop 2 «0F®
=R
b(6) = - (6.111)
Z‘-,f—z af (3D
k=

t=1
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