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I, Paul S. Min, declare:

I. INTRODUCTION
A. Engagement

1. I have been engaged by Amphenol Corp. (“Petitioner” or
“Amphenol”) as an independent expert on the subject matters in connection with
Amphenol’s Petition for Inter Partes Review (“IPR”) of U.S. Patent No.
11,032,111 (“the 111 patent”).

2. I understand that the *111 patent is assigned to Credo Technology
Group Ltd. (“Patent Owner” or “Credo”).

3. This Declaration is based on the information currently available to
me. To the extent that additional information becomes available, I reserve the right
to continue my investigation and analysis, which may include a review of
documents and information that have not yet been produced, as well as testimony
from depositions that have not yet been taken.

4. All of the opinions set forth in this Declaration are based on my own
personal knowledge, professional experience, education and judgment, in
consideration of the documents, materials and information that I reference.

5. In connection with my work as an expert in this matter, I am being
compensated at my standard hourly rate for consulting services, including time

spent testifying. I am also being reimbursed for reasonable and customary



expenses associated with my work in this case. I receive no other forms of
compensation related to this case. No portion of my compensation is dependent or
otherwise contingent upon the results of this proceeding or the specifics of my
testimony.

B. Background and Qualifications

6. I am an expert in the field of high speed communication and
computing, and the development of electronic devices and software systems and
for the related applications. I am currently a Senior Professor in the Department of
Electrical and Systems Engineering at Washington University in Saint Louis.

7. I received a B.S. degree in Electrical Engineering in 1982, an M.S.
degree in Electrical Engineering in 1984, and a Ph.D. degree in Electrical
Engineering in 1987 from the University of Michigan in Ann Arbor. I received
several academic honors, including my B.S. degree with honors, a best graduate
student award and a best teaching assistant award during my M.S. study, and a best
paper award from a major international conference for reporting results from my
Ph.D. thesis.

8. After receiving my Ph.D., I worked at Bellcore in New Jersey from
August 1987 until August 1990. At Bellcore, I was responsible for evolving the
public switched telephone network (PSTN) into a multi-services voice and data

network that incorporated packet switches, optical technologies, and wireless



technologies. I received an Outstanding Achievement Award for my contributions
to Bellcore in 1989.

9. In September 1990, I joined the faculty at Washington University in
St. Louis. Upon arriving at Washington University, I developed a communication
and computer curricula in the School of Engineering and Applied Science. I
regularly teach undergraduate and graduate courses. In July 1996, I was promoted
to an Associate Professor of Electrical Engineering with tenure. I am currently a
Senior Professor of Electrical and Systems Engineering at Washington University.
I have served as the Chair of the Graduate Curriculum (2000-2002) and the Chair
of the Undergraduate Curriculum (2011-2014) for the Department of Electrical
and Systems Engineering.

10. At Washington University, | have conducted research in
communication, computing, and related electronic hardware and software. My
research group has pioneered a new paradigm for computing and communication
systems that can alleviate the speed and performance mismatch against optical
technology. I have received several grants from U.S. Federal Agencies, including
the National Science Foundation (NSF), the Defense Advanced Research Project
Agency (DARPA), and the Air Force Office of Scientific Research (AFOSR), and

numerous contracts from companies and organizations around the world.



11. TIhave developed and incorporated various types of
serializer/deserializer (in short “SerDes”) devices in the electronic circuits. These
electronic circuits perform various functions in high speed communication, for
which the integrated circuit chips are notoriously input/output (I/O) limited. To
overcome the fundamental I/O limitations in the integrated circuit chips |
developed, different types of SerDes blocks such as the RapidIO, the LVDS, and
the PCle were utilized.

12.  In addition, my research group at Washington University has
significantly contributed to development of future generations of wireless
technology. We developed methods that enable coordinated transmission and
reception of wireless signals among multiple base stations. Previously, radio
signals from multiple base stations were considered as interference. Leveraging
our research, a cluster of base stations can work together as a single resource
enhancing the quality of radio signals across extremely noisy wireless channels.

13. I developed and implemented a number of semiconductor integrated
circuit chips. These integrated circuit chips include switch fabrics, processors,
high speed interfaces, protocol transposers, controllers, content search engines,
look up table processors, and memory cells and arrays.

14. Ihave researched a variety of technologies for the packet switches and

routers including packet scheduler, traffic shaper, traffic policing, buffer



management, and interposer. In addition, I have researched and implemented
various look-up table configurations for fast packet processing, which is
particularly applicable to the Multi Protocol Label Switching or MPLS. Moreover,
since mid-1990s, I have been researching and developing various security
technologies such as the deep packet inspection, content searching and matching,
regular expression processing, etc.

15.  As a faculty member at Washington University, I have taught a
number of courses in electronics, communication, and computing at both the
undergraduate and graduate levels. For example, I have taught Electronics
(Washington University ESE 232), Communication Theory (Washington
University ESE 471), Transmission and Multiplexing (Washington University ESE
571), and Signaling and Control of Communication Networks (Washington
University ESE 572).

16. I have directly supervised numerous graduate students, a number of
whom received a doctoral degree under my guidance. A number of doctoral theses
that I have supervised relate specifically to the aforementioned-communication and
computing technologies related to this litigation. My students and I have published
a number of peer-reviewed articles in these topics.

17. In addition to my responsibilities as a university faculty member, I

have founded two companies. In May 1997, I founded MinMax Technologies,



Inc., a fabless semiconductor company that developed switch fabric integrated
circuit chips for the Internet. In March 1999, I founded Erlang Technology, Inc., a
fabless semiconductor company that focused on the design and development of
integrated circuit chips and software for the Internet. One of Erlang’s products
received a best product of the year award in 2004 from a major trade journal for
the electronics industry.

18.  Outside my own start-up companies, [ have also served in various
technology and business advisor roles for other companies and organizations
around the world. I was the main technical author for one of two winning proposals
to the Korean government for CDMA wireless service licenses (1996). I was
responsible for designing a commercial scale IS-95 CDMA cellular network,
which I understand to be one of the earliest such networks deployed in the world. I
worked with numerous engineers and scientists around the world to implement this
commercial-scale cellular network before IS-95 CDMA was widely accepted. This
provided me with extensive insight into various components of commercial-scale
communication technology used today. I have also been involved in a
semiconductor company that specializes in semiconductor memories, such as flash
EEPROMs, as a board member and as a technical advisor (2007-2011).

19. Iam anamed inventor on eleven U.S. patents. I have authored and

co-authored numerous technical papers and memoranda, many of which have



appeared in various peer-reviewed international journals and conferences. I have
given more than 100 seminars and invited talks around the world. I have organized
several international conferences and served as an international journal editor.

20. I am a member of, and have been actively involved in, a number of
professional organizations. I have served as the Chair of the St. Louis Section of
the IEEE, which has more than 3,000 members (2014), and a member of the Eta
Kappa Nu Honor Society for the electrical engineers. I have also been an
Ambassador of the McDonnell International Scholars Academy (2007-2013).

21. I was a member of the Presidential Business Advisors Committee (to
President George W. Bush) and was named 2002 Businessman of the Year by the
Wall Street Journal for the State of Missouri, for my entrepreneurial efforts.

22. Ihave received multiple awards for my publications and contributions
to technical communication systems. In 1988, I received the Best Paper Award at
18th ISATA Award of Technical Excellence in Florence, Italy. I was also a
Rockwell Fellow at the University of Michigan in Ann Arbor in 1988 and 1989. 1
received a Research Initiation Award in 1993 from the Defense Advance Research
Project Agency (DARPA). Ireceived the Best Paper Award at MOBILITY 2011
in Barcelona, Spain. In my nearly 40 years of professional experience, I have

acquired significant knowledge about telecommunications, computer, and



electronics industry standards and standard setting organizations such as ANSI,
IEEE, ITU, IETF, Bellcore, and 3GPP.

23.  Additional details of my education and work experience, awards and
honors, and publications that may be relevant to the opinions I have formed are set
forth in my curriculum vitae, as well as a list of cases in which I have testified as
an expert at trial or by deposition. See EX1004.

24.  In forming my opinions, I have relied upon the materials listed below,
my education, training, and knowledge of connector technologies, electrical and
electronic materials, and related experience.

C. Bases of My Opinions and Materials Considered

25. Thave reviewed the *111 patent, its prosecution history, and the prior
art and other documents and materials cited herein. For ease of reference, the full
list of documents that I have considered is in the exhibit list below. I have also
considered the documents cited and referenced herein, even if not included in the
exhibit list below. Each of these materials is a type of document that experts in my
field would have reasonably relied upon when forming their opinions and would
have had access to either through the applicable patent office and/or well-known
libraries, conferences, publications, organizations, and websites in the field as

further discussed herein.



26. My opinions, as explained below, are based on my years of education,
research, experience, and background in the field of microelectronics and
computing systems, as well as my investigation and study of relevant materials for
this declaration. When developing the opinions set forth in this declaration, I
assumed the perspective of a person having ordinary skill in the art, as set forth in
Section III below. In forming my opinions, I have studied and considered the

materials identified in the list below.

Exhibit | Description

1001 | United States Patent No. 11,032,111 (“the 111 Patent”)

1002 | Prosecution History of United States Patent No. 11,032,111

1004 | Curriculum Vitae of Paul S. Min, Ph.D.

1005 | United States Patent No. 9,882,706 (“Lugthart-706)

1006 | United States Patent Publication No. 2014/0281067 (“Das Sharma™)

1007 | United States Patent No. 7.239,665 (“Mezer”)

1008 | United States Patent No. 8,787,430 (“Raghavan”)

1009 | United States Patent No. 9,806,812 (“Schmidt”)

1010 | United States Patent No. 9,137,063 (“Zerbe-063")

1011 | United States Patent No. 7,308,058 (“Zerbe-058")

1012 | United States Patent No. 8,477,835 (“Zerbe-835”)

1013 | United States Patent No. 9,152,257 (“McCall”)

1014 | United States Patent No. 9,118,512 (“Gotman”)

1015 | United States Patent No. 10,736,201 (“Burchardt™)

1016 | United States Patent No. 7,664,171 (“Sun”)

1017 | United States Patent No. 6,680,681 (“Hsu”)

1018 | United States Patent Publication No. 2013/0223506 (“Kolze”)




Exhibit | Description

1019 | United States Patent Publication No. 2010/0232493 (“Thirumoorthy™)

1020 | PCT Publication No. 2016/203205 (“Griffin”)

1021 | United States Patent No. 9,495,245 (“Peddle”™)

1022 | United States Patent No. 5,854,921 (“Pickett”)

1023 | United States Patent Publication No. 2004/0071203 (“Gorecki™)

1024 | IEEE Std. 802.3-2015, Section 5 (“802.3-2015, Section 5”)

1025 | Insertion loss, Newton’s Telecom Dictionary (31st ed. 2018)
(“Newton’s”)

1026 | Insertion loss, package, loss, dissipation, Oxford — A Dictionary of
Electronics and Electrical Engineering (5th ed. 2018) (“Oxford”)

1027 | IEEE Std. 802.3bs-2017 “IEEE Standard for Ethernet: Amendment 10:
Media Access Control Parameters, Physical Layers, and Management
Parameters for 200 Gb/s and 400 Gb/s Operation” (2017) (“802.3bs”).

1028 | Optical Internetworking Forum Implementation Agreement, “Common
Electrical I/O (CEI) - Electrical and Jitter Interoperability agreements
for 6G+ bps, 11G+ bps,25G+ bps I/O and 56G+ bps,” OIF-CEI-04.0
(Dec. 29, 2017) (“OIF-CEI-04.0”)

1029 | United States Patent Publication No. 2015/0189092 (“Thapa™)

1030 | United States Patent No. 9,088,336 (“Mani”)

1031 | United States Patent No. 9,754,605 (“Chhetri”)

1032 | Optical Internetworking Forum, “OIF Next Generation Interconnect
Framework,” OIF-FD-Client-400G/1T-01.0 (2013) (“OIF-FD-Client-
400G/1T-01.0”)

D. My Understanding of Patent Law
27. In developing my opinions, I discussed various relevant legal

principles with Petitioner’s attorneys. Though I do not purport to have prior

knowledge of such principles, I understood them when they were explained to me
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and have relied upon such legal principles, as explained to me, in the course of
forming the opinions set forth in this declaration. My understanding in this respect
is as follows:

28. T understand that “inter partes review” (IPR) is a proceeding before
the United States Patent & Trademark Office for evaluating the patentability of an
issued patent’s claims based on prior-art patents and printed publications.

29. T understand that, in this proceeding, Petitioner has the burden of
proving that the challenged claims of the 111 patent are unpatentable by a
preponderance of the evidence. I understand that “preponderance of the evidence”
means that a fact or conclusion is more likely true than not true.

30. Tunderstand that, in IPR proceedings, claim terms in a patent are
given their ordinary and customary meaning as understood by a person of ordinary
skill in the art (“POSA”) in the context of the entire patent and the prosecution
history pertaining to the patent. If the specification provides a special definition
for a claim term that differs from the meaning the term would otherwise possess,
the specification’s special definition controls. If a claim element is expressed as a
“means” for performing a specified function, I understand that it covers the
corresponding structure described in the specification and equivalents of the
described structure. I have applied these standards in preparing the opinions in this

declaration.
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31. T understand that determining whether a particular patent or printed
publication constitutes prior art to a challenged patent claim can require
determining the effective filing date (also known as the priority date) to which the
challenged claim is entitled. I understand that for a patent claim to be entitled to
the benefit of the filing date of an earlier application to which the patent claims
priority, the earlier application must have described the claimed invention in
sufficient detail to convey with reasonable clarity to the POSA that the inventor
had possession of the claimed invention as of the earlier application’s filing date. |
understand that a disclosure that merely renders the claimed invention obvious is
not sufficient written description for the claim to be entitled to the benefit of the
filing date of the application containing that disclosure.

32. Tunderstand that for an invention claimed in a patent to be patentable,
it must be, among other things, new (novel—i.e., not anticipated) and not obvious
from the prior art. My understanding of these two legal standards is set forth
below.

1. Anticipation

33. T understand that, for a patent claim to be “anticipated” by the prior art
(and therefore not novel), each and every limitation of the claim must be found,
expressly or inherently, in a single prior-art reference. I understand that a claim

limitation is disclosed for the purpose of anticipation if a POSA would have

12



understood the reference to disclose the limitation based on inferences that a POSA
would reasonably be expected to draw from the explicit teachings in the reference
when read in light of the POSA’s knowledge and experience.

34. T understand that a claim limitation is inherent in a prior art reference
if that limitation is necessarily present when practicing the teachings of the
reference, regardless of whether a person of ordinary skill recognized the presence
of that limitation in the prior art.

2. Obviousness

35. T understand that a patent claim may be unpatentable if it would have
been obvious in view of a single prior-art reference or a combination of prior-art
references.

36. Iunderstand that a patent claim is obvious if the differences between
the subject matter of the claim and the prior art are such that the subject matter as a
whole would have been obvious to a person of ordinary skill in the relevant field at
the time the invention was made. Specifically, I understand that the obviousness
question involves a consideration of:

e the scope and content of the prior art;

o the differences between the prior art and the claims at issue;

o the knowledge of a person of ordinary skill in the pertinent art; and

13



e if present, objective factors indicative of non-obviousness,
sometimes referred to as “secondary considerations.” To my
knowledge, the Patent Owner has not asserted any such secondary
considerations with respect to the 111 patent.

37. T understand that in order for a claimed invention to be considered
obvious, a POSA must have had a reason for combining teachings from multiple
prior-art references (or for altering a single prior-art reference, in the case of
obviousness in view of a single reference) in the fashion proposed.

38. I further understand that in determining whether a prior-art reference
would have been combined with other prior art or with other information within
the knowledge of a POSA, the following are examples of approaches and
rationales that may be considered:

e combining prior-art elements according to known methods to yield

predictable results;

e simple substitution of one known element for another to obtain

predictable results;

e use of a known technique to improve similar devices in the same way;

e applying a known technique to a known device ready for

improvement to yield predictable results;

14



e applying a technique or approach that would have been “obvious to
try,” i.e., choosing from a finite number of identified, predictable
solutions, with a reasonable expectation of success.

e known work in one field of endeavor may prompt variations of it
for use in either the same field or a different one based on design
incentives or other market forces if the variations would have been
predictable to one of ordinary skill in the art;

e some teaching, suggestion, or motivation in the prior art that would
have led one of ordinary skill to modify the prior-art reference or
to combine prior-art reference teachings to arrive at the claimed
invention. I understand that this teaching, suggestion or
motivation may come from a prior-art reference or from the
knowledge or common sense of one of ordinary skill in the art.

39. Tunderstand that for a single reference or a combination of references

to render the claimed invention obvious, a POSA must have been able to arrive at
the claimed invention by altering or combining the applied references.

3. Claim Interpretation

40. I understand that determining whether a claimed invention is novel
and non-obvious requires comparing the prior art to the claim. In this section, |

discuss the interpretations I have applied to certain claim terms in my analysis.
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41. I have been informed that patent claims are construed from the
viewpoint of a person of ordinary skill in the art at the time of the alleged
invention. I have been informed that patent claims generally should be interpreted
consistent with their plain and ordinary meaning as understood by a person of
ordinary skill in the art in the relevant time period (i.e., at the time of the purported
invention, or the so called “effective filing date” of the patent application), after
reviewing the patent claim language, the specification and the prosecution history
(i.e., the intrinsic record).

42. I have further been informed that a person of ordinary skill in the art
must read the claim terms in the context of the claim itself, as well as in the context
of the entire patent specification. I understand that in the specification and
prosecution history, the patentee may specifically define a claim term in a way that
differs from the plain and ordinary meaning. I understand that the prosecution
history of the patent is a record of the proceedings before the U.S. Patent and
Trademark Office, and may contain explicit representations or definitions made
during prosecution that affect the scope of the patent claims. I understand that an
applicant may, during the course of prosecuting the patent application, limit the
scope of the claims to overcome prior art or to overcome an examiner’s rejection,
by clearly and unambiguously arguing to overcome or distinguish a prior art

reference, or to clearly and unambiguously disavow claim coverage.
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43.  In interpreting the meaning of the claim language, I understand that a
person of ordinary skill in the art may also consider “extrinsic” evidence, including
expert testimony, inventor testimony, dictionaries, technical treatises, other patents,
and scholarly publications. I understand this evidence is considered to ensure that
a claim is construed in a way that is consistent with the understanding of those of
skill in the art at the time of the alleged invention. This can be useful for technical
terms whose meaning may differ from its ordinary English meaning. I understand
that extrinsic evidence may not be relied on if it contradicts or varies the meaning
of claim language provided by the intrinsic evidence, particularly if the applicant
has explicitly defined a term in the intrinsic record.

44. T understand that determining whether a claimed invention is novel
and non-obvious requires comparing the prior art to the challenged claim. In this
Declaration, I apply the above standards to the terms in the challenged claims. The
meanings of specific terms are discussed below in connection with evaluating the
disclosure in the priority documents.

II. DESCRIPTION OF THE RELEVANT FIELD AND THE RELEVANT
TIME FRAME

45. T have reviewed the 111 patent (EX1001) and its prosecution history
(EX1002).
46. I understand that the 111 patent issued from U.S. Patent Application

No. 16/552,927, filed on August 27, 2019. EX1001, codes (21), (22).

17



47. I understand that the 111 patent claims priority to U.S. Provisional
Application No. 62/723,701, filed on August 28, 2018. EX1001, code (60).

48. I have been instructed by counsel to assume the relevant timeframe
for my analysis of the prior art in this Declaration is on or before August 28, 2018.

49. Based on my review of this material, I believe that the relevant

general field for the purposes of the 111 patent is network communication.

III. PERSON OF ORDINARY SKILL IN THE ART (“POSA”)

50. I have been informed and understand that for purposes of assessing
whether prior-art references disclose every element of a patent claim (thus
“anticipating” the claim) and/or would have rendered the claim obvious, the patent
and the prior-art references must be assessed from the perspective of a person
having ordinary skill in the art (“POSA”) to which the patent is related, based on
the understanding of that person at the time of the patent claim’s priority date.

51.  I'have been informed and understand that various factors may be
considered in assessing the level of a POSA, including (1) educational level of the
inventor; (2) type of problems encountered in the art; (3) prior art solutions to
those problems; (4) rapidity with which innovations are made; (5) sophistication of
the technology, and (6) educational level of workers active in the field. I have also
been informed and understand that not all of these factors may be present in every

case, and one or more of these or other factors may predominate in a particular
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case. | have further been informed and understand that these factors are not
exhaustive but are merely a guide to determining the level of ordinary skill in the
art. I have applied this standard throughout my declaration.

52.  The ’111 patent involves technology in the field of network
communications. [ have been asked to provide my opinions as to the state of the
art in this field by mid-2018. I use this timeframe because the face of the *111
patent indicates an earliest claimed priority date of August 28, 2018. Whenever I
offer an opinion in this declaration about the knowledge of a POSA, the manner in
which a POSA would have understood the claims of the *111 patent or its
description, the manner in which a POSA would have understood the prior art, or
what a POSA would have been led to do based on the prior art, I am referencing
the mid-2018 timeframe, even if I do not say so specifically in each case.

53. Inthe context of the 111 patent and the prior art, it is my opinion that
the POSA to whom the patent is addressed, on August 28, 2018, would have had a
Bachelor of Science in electrical or computer engineering with at least three years
of experience in digital communication system design. A higher level of education
may substitute for less experience. A POSA’s level of skill would not have
differed materially between the August 28, 2018 date of the provisional to which
the *111 Patent purports to claim priority and the August 27, 2019 date when PO

filed the utility application that issued as the 111 Patent. This person would have
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been capable of understanding and applying the teachings of the *111 patent and
the prior-art references discussed in this declaration.

54.  The basis for my familiarity with the level of ordinary skill is my own
technical experience and my interaction with students and professionals in the field
of electrical and computer engineering who were at this level of skill as of August
28, 2018. I am also very familiar with the professional background of those who
worked in the field around the priority date of the 111 patent as I personally have
worked in the industry extensively at the time. I am well aware of the knowledge
that a POSA would have had at the time this patent was written as I have been
actively consulting, teaching, and carrying out research with such students and/or
professionals all through that period.

55. Inreaching this opinion as to the hypothetical POSA, I have
considered the standard recited above such as types of problems encountered in the
art, the prior art solutions to those problems, the rapidity with which innovations
are made, the sophistication of the technology, and the educational level and
professional capabilities of workers in the field.

56. As summarized above with regards to my qualifications and
experience, | possessed at least the level of skill of a person of ordinary skill in the

art at the time of the alleged invention of the *111 patent.
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57. T have worked with many people who fit the characteristics of the
POSA, and I am familiar with their level of skill in and around August 2018.
When developing the opinions set forth in this declaration, I assumed the
perspective of a POSA as set forth above.

IV. THE 111 PATENT
A. Background

58. The ’111 Patent concerns high data-rate communication links
connecting local area network (LAN) nodes (e.g., computers). EX1001, 1:19-35,
2:54-67, Fig. 1 (links 110). The 111 Patent describes and claims “chip-to-
module” links in such systems and “pluggable modules” used in such links.
EX1001, 11:26-31, claims 8, 11, 16. These were known components with a
variety of commercially available solutions.

59. A routing network often connects hosts—e.g., switches and routers—
with active cables. EX1001, Fig. 1 (routing network 106, equipment items 108),
2:54-67. As the below schematic depicts, each host typically has an integrated
circuit (“IC””) comprising a transceiver (“host IC”), and the host IC is typically
mounted on a host printed circuit board (“PCB”). A host PCB often electrically
connects the host IC with a host’s port connector compatible with an active cable’s

“pluggable module.” Plugging the pluggable module into the port provides
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electrical connection between the cable and the host IC. EX1001, claim §;

Lugthart-706, 15:25-52.

host
port
connector  ;ctive Ethernet
j cable
host IC

A

host transceiver

chip-to-module
interconnect/channel

host printed circuit board (PCB)

[(H---mzmm=eommm] S — -
{

Ethernet cable
pluggable

module transceiver

60. The pluggable module has a transceiver (“pluggable module

transceiver”) that transmits signals to, and receives signals from, a transceiver (the

“host transceiver”) within the host IC. EX1001, 5:10-23, claim 8; Lugthart-706,

10:17-22, 12:1-6, 15:5-10, FIG. 2A. A channel (which includes the port

connector) electrically couples the host transceiver to the pluggable module

transceiver. EX1001, 5:10-23. That is to say, the “channel” depicted in the figure

above comprises the entire transmission medium between the host transceiver and

the pluggable module transceiver. The port connector can be implemented in

various ways and can be connected to the host transceiver in different ways (e.g.,
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via copper traces of varying length on the PCB. EX1001, 4:52-64, 11:38-46, 12:1-
36.

61. The link between a host transceiver and a pluggable module
transceiver was known as a “chip-to-module” (“C2M”) communication link.
EX1001, 5:24-30; EX1027 (“802.3bs”), §120E; EX1028 (“OIF-CEI-04.0”), 309,
lines 3-5; EX1032, 15 (“Interconnect Applications... Chip-to-module” figure
showing chip-to-module communication link for both copper and fiber optic
interconnects, below), 17 (3.4 Chip to module”), Fig. 8 (showing “Chip to
Module Interconnect Application Space” for fiber optic interconnect, annotated
below); see also EX1011 (“Zerbe-058”), 1:26-28 (PCI Express could provide host
electrical channel in C2M link).

62. Often, the ports on the host systems are exposed externally from the
host system such that the pluggable modules with copper cables or optical fibers
can reach and mate. At the same time, the locations of the chips with the SerDes
transceiver(s) on the printed circuit board are determined based on the functions
performed by the chips and surrounding components that work together with the

chip with the SerDes transceivers.
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Figure 8 Chip to Module Interconnect Application Space

Depending on the size of the PCB and the size of the host systems casing, the trace

length of the C2M link may vary widely, and as such the C2M link may be either

optical or electrical to accommodate the quality and the integrity of the C2M

channel.

63.

The link is a channel that may distort signals transmitted between the

pluggable module transceiver and the host transceiver “due to the physical

channel’s introduction of noise, attenuation, and signal dispersion.” EX1001,

5:20-23; see also EX1008 (“Raghavan”), 2:24-34.

64.

A “commonly utilized technique for” mitigating this distortion was

“pre-equalization”—also termed “pre-emphasis”—wherein a transmitter pre-distorts
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the signal in a manner that compensates for the anticipated channel-induced
distortion. Raghavan, 2:39-41; EX1001, 6:40-43. Pre-equalization was
implemented by filtering (or modifying) the signal to be transmitted before the
transmission. Lugthart-706, 9:38-51; EX1001, claim 8; OIF-CEI-04.0, 310, lines
8-11. By doing so, the pre-equalization can mitigate or minimize potentially non-
reversible corruptions of the signal as the signal propagates over the channel.
These filters were configured by applying a set of programmable coefficient values
specifying the signal modifications that would compensate distortion in the C2M
channel / communication link. Lugthart-706, 22:13-17; EX1001, 7:43-59.

65. One known type of pre-equalization was “adaptive.” EX1001, 7:43-
59; Mezer, 2:47-50; Das Sharma, [0080]. Adaptive pre-equalization involved
adapting (modifying) the coefficients used to perform pre-equalization based on
feedback from a receiver. Adaptive pre-equalization involves transmitting signal
over a communication channel, and measuring deviation (or “error”) from
expected values in the signal received at the far end of the communication channel.
Das Sharma, [0081]; EX1001, 7:43-59. Based on the measured deviation, the filter
coefficient values in the transceiver that transmitted the signal are adjusted to
better compensate for the distortion that resulted in the error in the received signal.

Das Sharma, [0081]; EX1001, 7:43-59. Adaptation can be iterative and repeated
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until level of the measured error becomes satisfactory, meaning acceptably low.
Das Sharma, [0081]; EX1001, 13:46-64.

66.  During adaptive training, information about the deviation between the
known training signal and the received signal is evaluated. Das Sharma, [0081],
FIG. 5. The transmitter learns about the deviation through a “backchannel”
communication from the receiver and implements pre-equalization using new (e.g.,
adaptive) coefficient values that reduce the deviation by more accurately
compensating for channel distortion. Das Sharma, [0078], FIG. 5; EX1001, 14:57-
65.

B. Described Embodiments

67. The 111 Patent describes a serializer-deserializer (“SerDes”)
architecture. EX1001, 1:39-40. SerDes was a known architecture, in which data is
converted between a serial and parallel data stream, and was used by Ethernet and
other protocols. Raghavan, 1:36-38; EX1024, 632; EX1001, 1:42-48. Personally,
I have used, developed, designed a variety of different SerDes solutions in my chip
designs for more than two decades before the priority date of the *111 patent. The
’111 Patent purports to implement “an efficient adaptation interface for transmitter
pre-equalizers” for a C2M link in a SerDes architecture. EX1001, 1:39-42.

68.  Again, based on my personal experience, when designing a chip with

the embedded SerDes interfaces, because it is not possible to know the exact
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environments in which the chip would be used, it is necessary to incorporate
certain tuning mechanisms for adapting the SerDes in different channel
environments. This is what the *111 patent calls the adaptive pre-equalization,
which again was a well-known technique before the priority date of the *111
patent.

69. Referring to the simplified figure depicting a C2M link below, the
characteristics of the channel between the pluggable module transceiver and the
host transceiver can vary widely (e.g., length of the channel, surrounding electronic
components that may generate noises and interference), and different channel types

can distort the signal transmitted through the channel differently.

host
port
connector  actjve Ethernet
j cable
host IC ] /
E— AN /|
[(h-———=—m——— -~ S
chip-to-module —— N /!
Z interconnect/channel i Ethernet cable
pluggable

host transceiver module transceiver

host printed circuit board (PCB)

70. The ’111 Patent describes different channel models for the different

types of devices into which a cable’s pluggable module can be plugged. EX1001,
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11:53-12:15. Different default pre-equalization coefficients for the different
channel models are stored in registers. EX1001, 12:63-13:2, 13:22-24 (“the
default coefficient value[s]” are “expected to provide a good starting point for
training/adaptation” of the transmit pre-equalizers).

71.  The adaptive pre-equalization process is made more efficient by
storing these various “channel models” that include different “default [pre-
equalization] coefficient values” for different channel types. EX1001, 12:16-58.
When a “pluggable module” (e.g., on a cable) is plugged into a device, the
appropriate channel model can be selected. EX1001, 14:12-35. The stored
equalization coefficients for the selected channel model are used as the initial
coefficient values for the adaptive pre-equalization process. EX1001, 13:22-24.
This results in a more efficient training process (e.g., requiring fewer iterations)
because the initial pre-equalization coefficient values are well suited to compensate
for distortion in the type of channel to which the pluggable module has been
connected. EX1001, 13:22-26.

72.  To be sure, storing one or more default values in non-volatile
memories was nothing new around the priority date of the *111 patent. During the
SerDes implementation process, the SerDes design would be tested for different
channel models (e.g., types of shielding for cable, different length of cable, chassis

backplane/midplane for different trace distances, density of traces on chassis
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backplane/midplane), and once verified (e.g., seeing the clear and open eyes on
oscilloscope), the parameters used would be stored as the default values for the
corresponding channel models. Personally, I have used this procedure extensively
many years prior to the priority date of the *111 patent, as many others too have
done. In fact, the adaptation of the SerDes in different channel environments
without a proper starting point (i.e., the default value) would be impractical as
performing adaptation process in a brute force manner (i.e., without a proper initial
starting point depicted by default values) is prone to error and may not achieve the
proper functioning of the SerDes. A POSA would have known this fact.

C. Prosecution History of the 111 patent

73. The 111 Patent issued from application no. 16/552,927 filed with 20
claims. The Examiner rejected all original independent claims as obvious over
Kolze (EX1018) and Thirumoorthy (EX1019), and indicated that original
dependent claim 2 which recited that “each of the multiple registers” storing initial
pre-equalization coefficient values “corresponds to a different channel model”—

contained allowable subject matter. EX1002, 88, 94, 212. Applicant incorporated

29



a form of this limitation into each independent claim and the application was

allowed.!

D.  The Challenged Claims

74. The 111 Patent has 19 claims, with independent claims 1, 8, 11, and
16.

75. Claim 1 is representative. It recites a communications method

performed “in a transceiver” that includes three limitations:

o [l.a]: “selecting one of multiple registers to specify initial pre-equalizer
coefficient values, each of the multiple registers corresponding to a
different channel model”;

o [1.b]: “updating the initial pre-equalizer coefficient values during a
training phase; and”

o [l.c]: “using the updated pre-equalizer coefficient values to convey a
transmit data stream.”

76.  Every Challenged Claim requires using a set of initial pre-equalization

coefficients selected from among different sets of stored pre-equalization

! Applicant rewrote original dependent claim 2 as an independent claim that issued
as claim 1. EX1002, 77. Applicant amended original independent claim 1 to add

different limitations (EX1002, 77) but later cancelled that claim. EX1002, 36.
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coefficients. That is the reason why the claims were allowed. But, as I have
explained above, it is my opinion that this technique was known and widely
practiced by POSAs, and that the claims never should have been allowed.

V. CLAIM INTERPRETATION

77.  As discussed above, I have been informed that, in the present
proceeding, claim terms are construed in accordance with the ordinary and
customary meaning as understood by a POSA. I have applied this standard
throughout the analysis presented in this declaration.

78.  Ihave also been informed that the Board need only construe terms to
the extent necessary to resolve disputes. It is my opinion that the prior art and
combinations discussed below meets the claims under any reasonable
interpretation of the claim terms, which I have been informed means that no claim
term requires that the Board reach an exact outer boundary construction because
the prior art meets the claims under any reasonable interpretation.

VI. GROUND 1: CLAIMS 1-19 ARE OBVIOUS OVER THE
COMBINATION OF LUGTHART, DAS SHARMA, AND MEZER

79. I have been asked to provide my opinion concerning whether claims
1-19 of the *111 patent would have been obvious to a POSA in light of the prior art
references discussed below. For the reasons explained below, it is my opinion that

each of claims 1-19 would have been obvious to a POSA.
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A.  Lugthart-706

80. Lugthart-706 discloses an “active cable” that “includes ... first and
second transceiver assemblies 105a, 105b positioned at either end of [] conductive
lines 111.” Lugthart-706, 14:30-34, Fig. 2A (reproduced below). An “active
cable” has electronic components that improve the quality of the signal transmitted
through the cable, as well as the signals transmitted to, and received from, a host

device. Lugthart-706, 14:29-31.

100
1010 1o
ELECTRONIC DEVICE_1] ___ 105¢ (110 10y ] [FLECTRONIC DEVICE 2
I || 107a 107b |
Tx 1 i \ | [ h ' Tx 2
== P TRANSCENER] TRANSCENERFEHR " ==
1 || TRANSCEVER L TRANSCEVER || |
| ASSEMBLY 111 ASSEMBLY |
T _J

81. Focusing on the left-hand side of the cable in Figure 2A for
simplicity, “first transceiver assembly 105a” (red below) “includes a host side that
is electrically connected to the first electronic device 101a and a line side that is
electrically connected to a first end of the conductive lines 1117 (green). Lugthart-
706, 14:34-38, FIG. 2A (partially reproduced and annotated below). Each
transceiver assembly 105a and 105b “has an input port that is configured to
mechanically and electrically connect, e.g., in a releasable fashion, to a

corresponding port or other interface on the respective electronic device 101a,
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101b, and an output port that is connected to the cable.” Lugthart-706, 15:42-47,

Fig. 2A. The electronic device 101a’s port is indicated in blue below.

transceiver conductive lines 111
101 ET assembly 1053
110
ELECTRONIC DEWICE |

Ir--___!___(___ _
1070 | .
S| =
IE}_ = IRANSCEIVER ;
14 || TRANSCEVER L 5
ASSEMBLY ¢ ___._ - 111 ‘

/

input port

Lugthart-706, Fig. 2A (annotated detail)
82.  Each transceiver assembly 105a and 105b can be “releasabl[y]”
plugged into the port/interface on the host electronic device (Lugthart-706, 15:42-

47) and thus is a “pluggable module” with a “pluggable module transceiver.”

100
Pluggable module (105a)
10101 f101b
| 105a 110 105b
ELECTRONIC DEVICE_1] _ "\ ('%a (= 100 1 JELECTRONC DEVICE 2
107b || |
TRAN[SCEIVER = LY
— R
TRANSCENVER I'_- fx 2
ASSEMBLY || |
__________ -

Pluggable module
transceiver (107a)

Lugthart-706, Fig. 2A (annotated)
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83.  Lugthart-706 describes implementing transceivers 107a/b on separate
ICs. Lugthart-706, 15:31-36. Lugthart-706 describes transceivers 107a/b
providing signals “to one or more additional #ransceivers... on the host side,” so
that Lugthart-706 describes electronic device 101a having a host transceiver
comprising an IC providing transmit (Tx 1) and receive (Rx 1) functionality.
Lugthart-706, 8:61-9:1, 10:17-22. The host transceiver in electronic device 1
transmits signals to, and receives signals from, pluggable module transceiver 107a.
Electronic device 101b similarly has a chip comprising a host transceiver that
transmits signal Tx 2 and receives signal Rx 2. The communications link between
the host IC in electronic device 101a/101b and the transceiver 107a/107b in the
cable’s pluggable module (i.e., transceiver assembly 105a/105b) is a “chip-to-
module communications link.” Lugthart-706’s active cable comprises three
communication links (depicted below): (1) a C2M channel between electronic
device 101a’s host IC and transceiver 107a; (2) another C2M channel for 101b to
107b; and (3) a module-to-module channel comprising transceivers 107a—

conductors 111—transceiver 107b.

34



chip-to-module channel

\ Interconnect

Module

EEXIEXZIIEEIEXEEEZXRO

PCB
EX1032, Fig. 8
module-to-module 100
10107 (101
ELECTRONG, DEVCE 1] __ _ 105 (M0 \ 105 | FLECTRONC DEVCE 2
. | o |1
T et
{Rx 1 Jrumemel? e '
S ||| TRANSCENER TRANSCENER
i [ AssemeLy | ASSEMBLY || |
0 L
e . \
chip-to-module FIG.2A chip-to-module

Lugthart-706, Fig. 2A (depicting three communication links)

84.  As explained below, Lugthart-706’s pluggable module transceiver
107a/107b performs pre-equalization (which Lugthart-706 calls pre-emphasis) on
signals transmitted to the host IC in the electronics device 101a/101b. Lugthart-
706, 29:23-28. Fig. 1A (annotated below) illustrates one embodiment of Fig. 2A’s
pluggable module transceiver 107a/107b. Lugthart-706, 14:47-53. In other
words, transceiver 10 in Figure 1A can be regarded as an exploded view of

transceiver 107a in Figure 2A, as depicted below.
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85. Asseen in Figure 1A, Lugthart-706 labels communication paths and
data signals from the host’s perspective: for a transceiver 10 the adjacent electronic
device (host transceiver) originates the “EGRESS/TRANSMIT” path while it
terminates the “INGRESS/RECEIVE” path. Thus, the “EGRESS/TRANSMIT”
data path carries data from electronic device 101a/101b (on the pluggable module

transceiver’s “host side”) and transmitted to conductive lines 111 (on the pluggable
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module transceiver’s “line side”), whereas the “INGRESS/RECEIVE” data path
carries data received from conductive lines 111 (on transceiver’s “line side’”) and
transmitted to electronic device 101a/101b (on the transceiver’s “host” side).
Lugthart-706, Fig. 1A, 8:13-32, 8:50-60. Via a port connector the “host side” of
the pluggable module transceiver is connected to the host transceiver on the
electronic device 101a/101b, while the “line side” 1s connected to the cable’s
conductive lines 111 in Fig. 2A. Lugthart-706, FIG. 1A, 8:13-32, 14:12-15
(“electronic devices 101a, 101b are “also be referred to herein as host devices”).
The “egress/transmit” data path represents data received from electronic device
101a/101b (on the pluggable module transceiver’s “host side”) and transmitted to
conductive lines 111 (on the pluggable module transceiver’s “line side”), whereas
the “ingress/receive” data path represents data received from conductive lines 111
(on pluggable module transceiver’s “line side”) and transmitted to electronic
device 101a/101b (on pluggable module transceiver’s “host” side). Lugthart-706,
FIG. 1A, 8:13-32, 8:50-60.

86.  The pluggable module transceiver has a receive path through “RX
DSP” 23 that performs digital signal processing on the ingress/receive signal
before that signal is transmitted to the host (electronic device 101a/101b in Fig.
2A). Lugthart-706, 8:26-32, 9:38-51, Fig. 1A. RX DSP 23 includes first and

second “finite impulse response (FIR) filter[s]” 27a/27b. Lugthart-706, 9:38-46.
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RX DSP 23 uses these FIR filters to perform “adaptive and configurable signal
conditioning features such as... output pre-emphasis[.]” Lugthart-706, 9:52-55,
29:23-28. “Pre-emphasis” and “pre-equalization” very often have the same
meaning and were used interchangeably in the art. Raghavan, 2:39-41 (describing
a “technique for combating ISI [inter-symbol interference]... known as ‘pre-
emphasis’, or pre-equalization”); EX1009 (“Schmidt”), 7:54-55; EX1010 (“Zerbe-
063”), 3:24-27; EX1013 (“McCall”), 5:4-8. This is because the purpose of the pre-
equalization is to compensate for the anticipated distortion occurring while the
signals traverse the channel. This anticipated distortion is largely attributed to the
limited bandwidth of the channel. In other words, the portion of the signals in the
higher frequency range is likely to be attenuated, and the pre-equalization pre-
distort the signals, by amplifying the higher frequency portion of the signals. This
is what the pre-emphasis does.

87.  The manner in which the FIR filters condition the signal to perform
“output pre-emphasis” is described in Lugthart-706 (Lugthart-706, 29:23-28) with
respect to operation of FIR filter 17 in the egress/transmit path DSP 13 that
conditions the signal transmitted to the line side, explaining that the FIR filters are
configured using “tap coefficients” and “perform emphasis on the signal to
compensate for channel losses.” Lugthart-706, 22:13-16, 23:59-64. Lugthart-706

is explicit that the ingress/receive “DSP 23 can include componentry implementing
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similar functionality to the componentry in the egress path,” thereby indicating that
like the FIR filter 17 in DSP 13, the FIR filters 27a,b in the RX DSP 23 are also
configured using “tap coefficients,” and also “perform emphasis on the signal to
compensate for channel losses.” Lugthart-706, 23:21-23, 23:59-64.

88.  Lugthart-706 describes a “full speed training phase” during which
data is transmitted over the communication channel and “parameters” are
“adjusted,” including “operating parameters for the equalizers.” Lugthart-706,
48:64-49:19. In my opinion, POSAs understood that this describes adaptive
equalization and adjusting equalization parameters for all of Lugthart-706’s
equalizers, including for FIR filters 27a/27b of the RX DSP 23 that performs pre-
equalization on signals transmitted to the host transceiver. Lugthart-706, 23:21-23,
23:59-64, 48:64-49:19.

B. Das Sharma

89.  Das Sharma discloses adaptive pre-equalization to fine-tune pre-
equalization coefficients. Das Sharma, [0075], [0080]. Das Sharma stores pre-
equalization coefficients in registers on the transmitter side. Das Sharma, [0078],
[0106]. Das Sharma uses these adaptive pre-equalization techniques for PCI
Express applications, a widely practiced SerDes method and one of the protocols
that Lugthart-706 explicitly supports. Das Sharma, [0038]; Lugthart-706, 16:33-

36.
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90. More specifically, Das Sharma describes “a link training and
equalization procedure” in which “a set of coefficients” is “applied to [the]
transmission logic” of the transceiver. Das Sharma, [0066]. The set of coefficients
is “applied to a finite impulse response (FIR) filter” in transmission logic of the
transceiver to apply pre-emphasis before signal transmission. Das Sharma, [0079].
Das Sharma explains that “a lower bit error rate may be achieved in a channel of a
communications link... when an optimized set of coefficients are applied to” the
“transmission logic” of the transceiver. Das Sharma, [0089].

91. Das Sharma stores “a set of default coefficients located within
registers of the transmitter” that “may be applied to the transmission... logic.” Das
Sharma, [0078], [0106]. Das Sharma refers to each register storing coefficient data
as a “coefficient register table.” Das Sharma, [0078]. During operation, the
default coefficients (also referred to as “pre-sets”) “are requested from the
configuration registers” and applied to the transmitter’s pre-emphasis filter. Das
Sharma, [0086]-[0088], [0136], [0155].

92. Asdiscussed supra §1V.A, adaptive pre-equalization was a well-
known process whereby (1) training signal(s) are transmitted to the receiver from
the transmitter, (2) the receiver compares the received signal(s) to the known good
training signal(s) and determines an error, (3) the equalization coefficients are

adapted (i.e., modified), in the receiver or the transmitter, to reduce the error, (4)
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this continues iteratively until the received signal has an acceptable error, and (5)
the adapted coefficients are adopted for use in equalizing signals transmitted over
the channel from the transmitter to the receiver. Das Sharma, [0081]; EX1016
(“Sun”), 1:62-2:40 (describing adaptive pre-equalization). Das Sharma teaches
that “if the target BER [bit error rate] is 107!2, the error rate of data transmitted is
measured.. ., results... are sent to the remote coefficient generation algorithm
module 520 (e.g., path 511), and new coefficients are generated if the target BER
is not achieved.” Das Sharma, [0081]. “Once the target BER is achieved, no new
coefficients are generated and applied to the transmission... logic[.]” Das Sharma,
[0081] (“new set[s] of coefficients are generated” in an iterative training fashion
“until the target BER” (bit error rate) “is reached”).

93. Thus, Das Sharma teaches that pre-equalization coefficients may be
optimized during a training process during which the settings of “a transmitter or
receiver component” are “adjusted, optimized, etc.” to “achieve communication
capability... with minimal data loss.” Das Sharma, [0075].

C. Mezer

94. Mezer discloses an equalization process that uses “a set of
coefficients” that Mezer also calls “equalizer characteristic[s].” Mezer, 3:64-4.7,
7:11-15 (““equalizer characteristic’ shall be understood to include a set of

coefficients such as a set of filter coefficients”). “[V]arious types of channels may

41



be tested in advance to determine suitable FFE [Feed-Forward Equalizer]
characteristics therefor, and when it is determined to which one of the channel
types the computer system is coupled, the suitable FFE characteristic for that type
of channel may be selected.” Mezer, 6:53-57; see also 3:33-4:42 (describing the
process for pre-computing the various sets of coefficients).

95. Mezer explains that “[s]election of a pre-computed equalizer
characteristic based on a channel characteristic may be performed with respect to
virtually any communication channel that has an impulse response that varies
with a physical characteristic.” Mezer, 6:62-7:3. A POSA would have understood
that this included a chip-to-module communication channel, which was known to
have an impulse response that varied with physical characteristics such as, e.g.,
length.

96. A POSA would have understood that Mezer’s Feed-Forward
Equalizer was exemplary but not limiting the use-cases for pre-stored pre-
equalization filter coefficients. The Feed-Forward Equalizer, in short, the FFE,
refers to a type of pre-equalization methods similar to Lugthart-706’s Finite
Impulse Response (or the FIR) filter that pre-distort the signal to be transmitted to
compensate for the inter-symbol interference (or the ISI). Because all realistic
channels have finite bandwidth incurring attenuation and distortion, the symbol(s)

transmitted previously may still have non-negligible level of residual signals by the
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time the subsequent symbols arrive at the receiver. This phenomenon is known as
the inter-symbol interference, or the ISI, which is a major challenge in the high-
speed transceiver designs. The method corrects the residual signal of a symbol
appearing at the subsequent symbol times, by pre-subtracting the anticipated
residual for the symbol before the symbol is transmitted.

97. POSAs thus would have understood that Mezer’s “FFE” performs a
type of equalization like Lugthart-706’s pre-equalization that uses “equalizer
characteristics” (analogous to coefficients used in an adaptive pre-equalization
process) to improve communication by compensating for channel distortion,
including a chip-to-module channel between a host device (like electronic device
101a’s host transceiver in Lugthart-706) and a pluggable module transceiver (like
Lugthart-706’s transceiver 107a). Raghavan, 17:4-14. Accordingly, POSAs would
have recognized Mezer to teach a pre-equalization method where different initial
“set[s] of coefficients” can be “pre-computed” for different types of channels and
those different sets of coefficients can be “stored in [a] storage unit.” Mezer, 4:4-
7. In short, a POSA would have understood that Mezer’s approach was just as
applicable to storing transmit filter coefficients for pre-equalization—as provided

by Lugthart-706 FIR filters 27a/27b or 17—as for Mezer’s FFE example.
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D. The Lugthart-Das Sharma-Mezer Combination

1. Reasons to Combine with a Reasonable Expectation of
Success

98.  As discussed above, Lugthart-706 discloses an active cable with a
transceiver assembly 105a/105b (“pluggable module”) on each end including a
transceiver 107a/107b in a module that that can be releasably plugged into a
port/interface on a host electronic device. See supra §VI.A; Lugthart-706, Fig. 2A
(annotated below). Lugthart-706’s active cable can support a PCI Express link—

with a chip-to-module communications link. Lugthart-706, 16:33-36; Zerbe-058,

1:26-28.
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99. As I explained supra §VI.A, Lugthart-706’s pluggable module
transceiver 107a/107b performs pre-equalization, e.g., pre-emphasis, on signals

transmitted to the host IC in electronics device 101a/101b, respectively. See supra

§VILA; Lugthart-706, 29:23-28, Fig. 1A (annotated below). The “ingress/receive”
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data path in Lugthart-706 Figure 1A represents data received from conductive lines
111 (through pluggable module’s “line side”) and transmitted to the electronic
device 101a/101b (through the pluggable module transceiver’s “host side”). Supra

§VI.A; Lugthart-706, FIG. 1A (annotated below), 8:13-32, 8:50-60.
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100. The transceiver’s “RX DSP” 23 processes the ingress/receive side
signal before it is transmitted to the host IC in an electronic device 101a/101b
using FIR filters 27a-b. Supra §VI.A; Lugthart-706, 8:26-32, 9:38-51. RX DSP
23 uses FIR filters 27a-b to perform pre-emphasis which a POSA understood is
“pre-equalization.” Supra §VI.A; Lugthart-706, 29:23-28 (describing output pre-

emphasis), 23:62-64 (the FIR filters “perform emphasis on the signal to
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compensate for channel losses”); Raghavan, 2:39-41 (the terms pre-emphasis and
pre-equalization were used interchangeably in the art); Schmidt, 7:54-55; Zerbe-
063, 3:24-27; McCall, 5:4-8 The FIR filters use “tap coefficients” to control the
pre-emphasis. See supra §VI.A; Lugthart-706, 22:13-16, 23:21-23, 23:59-64.

a. Modifying Lugthart-706 to Use an Adaptive Pre-

equalization Process With Coefficients Stored in
Registers as Taught by Das Sharma

101. Lugthart-706 describes training phases. Lugthart-706, 47:55-
48:28. During training, signals are transmitted over the communication channel
and “parameters” are “adjusted,” including “operating parameters for the
equalizers.” Lugthart-706, 48:65-49:12. In my opinion, POSAs understood that
this describes adaptive equalization. While Lugthart-706 is not explicit about
which of the equalizers has its parameters “adjusted” during training, POSAs
understood that Lugthart-706 describes adjusting the equalization parameters for
any or all of Lugthart-706’s equalizers, including FIR filters 27a/27b of RX DSP
23 in Lugthart-706’s transceiver assembly that performs pre-equalization on
signals transmitted to the host transceiver as discussed supra §VI.A. Lugthart-706,
23:21-23, 23:59-64, 48:65-49:12.

102. To the extent Lugthart-706 is read to not expressly disclose using
adaptive pre-equalization to adjust pre-equalization coefficients for FIR filters

27a/27b of RX DSP 23 in Lugthart-706’s transceiver assembly, Das Sharma would
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have motivated a POSA to have implemented Lugthart-706 in that manner. Das
Sharma teaches adaptive pre-equalization used in the same type of PCI Express
protocol that Lugthart-706 describes. Das Sharma, [0038]; Lugthart-706, 16:33-
36. Das Sharma stores an initial set of pre-equalization coefficients in registers of
the transceiver on the transmitter side (Das Sharma, [0078], [0106]) and performs
an adaptive pre-equalization process that optimizes the pre-equalization
coefficients during a training process to “achieve communication... with minimal
data loss.” Das Sharma, [0075].

103. As shown in FIG. 2A of Lugthart-706, Lugthart-706 specifically
contemplates the use of cable/optical fiber 111 connecting a pair of transceiver
assemblies 107a and 107b. A POSA would have known that the cable assembly
shown as 110 in FIG. 2A of Lugthart-706 would be assembled during the
manufacturing process. As such, the characteristics of the channel formed by
cable/optical fiber 111 connecting a pair of transceiver assemblies 107a and 107b
would be largely determined during the manufacturing process, with some
perturbations arising from the surrounding factors such as the interference caused
by other cables in the proximity and electrical noises generated by the transceiver,
and the changes in the electrical conductivity of the cable due to the variations in

the temperature and humidity, etc.
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104. A POSA would have known that it is convenient and even essential to
store the default values for the pre-equalization parameters determined during the
manufacturing process for certain operating environments that made adaptation
impractical (e.g., densely packed cable conduits with large number of cable
assemblies, placement of cable-assembly in proximity to noisy servers, switches
and routers). Further, storing the default values improves the boot-up speed of the
cable assembly as the adjustment in the pre-equalization can be done incrementally
from the default values. This adjustment needs only to account for the deviations
incurred during the actual use of the cable assembly (i.e., after the cable assembly
is connected between the systems and booted using the default values for the pre-
equalization parameters by, e.g., transmitting the training sequence).

105. It is my opinion that if Lugthart-706 is not already understood as
describing an adaptive pre-equalization process, then nonetheless a POSA would
have had multiple reasons to modify Lugthart-706 to make Lugthart-706’s pre-
equalization process adaptive and to store the initial set of pre-equalization
coefficients in a set of registers.

106. First, Das Sharma expressly teaches the benefits of using an adaptive
pre-equalization process that optimizes the pre-equalization coefficients to the
particular channel environment so communication is achieved “with minimal data

loss.” Das Sharma, [0075]. POSAs understood that an adaptive pre-equalization
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process, like Das Sharma’s, enables optimizing pre-equalization coefficients for
the current characteristics of a particular channel, thereby compensating for
changes in the operating environment (e.g., temperature) that may alter the channel
impairments (e.g., distortion) affecting transmitted signals. EX1012 (“Zerbe-
8357), 3:51-64 (pre-equalization coefficients “can be adapted periodically during
system operation to account for changes in the system environment that may
impact performance”). Das Sharma also expressly teaches storing initial pre-
equalization coefficients in a set of registers. Das Sharma, [0078], [0106].

107. Thus, in my opinion, Das Sharma’s express teachings would have
motivated a POSA to make Lugthart-706’s pre-equalization process adaptive and
to store an initial set of pre-equalization coefficients in a set of registers, which are
specific memory locations that the processor(s) performing the pre-equalization
can access quickly and conveniently.

108. Second, the benefit of adaptive pre-equalization to optimize pre-
equalization coefficients and thereby improve data transmission performance was
well-known. Das Sharma, [0075], [0089] (optimizing the initial pre-equalizer
coefficients based on channel conditions yields “a lower bit error rate” and thus
“increase[d] data transmission performance within [the] communication

system[]”); Schmidt, 10:40-11:2; Zerbe-835, 5:34-39; EX1017 (“Hsu”), 2:20-28.
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109. Similarly, on-chip registers were a well-known storage medium that
POSAs understood were desirable for storing coefficients in a digital signal
processor (DSP) because values can be retrieved from registers more quickly than
from other types of storage, which may require the specific address locations for
access (as opposed to the names typically associated with the registers, to which
the software programs can point), thereby increasing the speed and flexibility of
DSP operations. EX1021 (“Peddle™), 5:13-22 (registers permit “parallel and ...
immediate[e] access and allows “data to be accessed, processed, and transferred
more efficiently”); EX1022 (“Pickett”), 1:41-52, 2:8-34 (operations by a processor
on data stored in “registers... within the microprocessor” requires fewer clock
cycles than operations on data stored in off-chip memory like DRAM).

110. POSAs also would have been motivated to store Mezer’s below-
discussed pre-computed sets of coefficients in a coefficient register table as taught
by Das Sharma, to reduce the size, cost and complexity of implementing Mezer’s
“lookup table.” Hsu, 1:38-41 (the “size, cost and complexity” of storing equalizer
coefficients in a “lookup table” in memory may be “unacceptable”), 2:46-49
(addressing these concerns by storing equalizer coefficients in a “register array”);
Mezer, 5:13-18; Das Sharma, [0075], [0078], [0106].

111. In my opinion, these well-known benefits of an adaptive pre-

equalization process and storing coefficients in registers would have motivated a
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POSA to make Lugthart-706’s pre-equalization process adaptive and to store an
initial set of pre-equalization coefficients in registers.

112. Third, making Lugthart-706’s pre-equalization process adaptive and
storing an initial set of pre-equalization coefficients in a set of registers, both of
which were known from Das Sharma, meets multiple rationales that I have been
informed are indicative of obviousness. In my opinion, this combination is a
“mere application of a known technique [adaptive pre-equalization using initial
coefficients stored in registers as taught by Das Sharma] to a piece of prior art
[Lugthart-706] ready for the improvement” because Lugthart-706’s system was
ready for the improved error rate reduction achieved by Das Sharma’s adaptive
pre-equalization. Supra §§VI.A-B.

113. In my opinion, this combination is also nothing more than combining
known elements (Lugthart-706’s pluggable module transceiver that performs pre-
equalization and Das Sharma’s adaptive pre-equalization that uses initial
coefficients stored in registers) to perform their same known functions to yield

predictable results.
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b. Modifying Lugthart-Das Sharma to Use Different
Coefficients for Different Channel Models as Taught
by Mezer

114. To the extent Lugthart-706 and Das Sharma do not disclose storing
different initial pre-equalization coefficient values for different channel models,
that was taught by Mezer.

115. Mezer’s equalization process uses “coefficients” that Mezer also calls
“equalizer characteristics.” See supra §VI.C; Mezer, 3:64-4:7, 7:11-15. Mezer
teaches that “various types of channels may be tested in advance to determine
suitable FFE [Feed-Forward Equalizer] characteristics therefor, and when it is
determined to which one of the channel types the computer system is coupled, the
suitable FFE characteristic for that type of channel may be selected.” Mezer, 6:53-
57; see also 3:33-4:42 (describing the process for pre-computing the various sets of
coefficients). POSAs understood that a “feed-forward equalizer” or “FFE” was a
type of equalizer that, like pre-equalization, improved communication by
compensating for channel distortion, and thus the “equalizer characteristics”
(coefficients) in Mezer are analogous to coefficients used in an adaptive pre-
equalization process. Raghavan, 17:4-14. Thus, Mezer teaches that different
initial “set[s] of coefficients” can be “pre-computed” for different channel types

and “‘stored in [a] storage unit.” Mezer, 4:4-7.
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116. In my opinion, POSAs understood that Mezer’s teachings were
applicable to the pre-equalization process performed by Lugthart-706 (as modified
by Das Sharma in the manner described supra §VI1.D.1.a). Mezer teaches that
“[s]election of a pre-computed equalizer characteristic based on a channel
characteristic may be performed with respect to virtually any communication
channel that has an impulse response that varies with a physical characteristic”
and is explicit that this includes Ethernet channels. Mezer, 6:62-7:3. POSAs
understood that Lugthart-706’s chip-to-module communications link between the
pluggable module transceiver and the host transceiver (see supra §VI.A) is a
“communication channel that has an impulse response that varies with a physical
characteristic” as described by Mezer, because the signals transmitted through
Lugthart-706’s chip-to-module communications link are distorted in ways that vary
with the physical characteristics of the channel as discussed supra §VI.A.

117. Mezer’s equalizer is on the receiver side of the communication
channel rather than the transmitter side as in Lugthart-706 and Das Sharma, so
Mezer’s equalization is not pre-equalization as in Lugthart-706 and Das Sharma.
Mezer, 5:25-28; Lugthart-706, 23:21-23, 23:59-64, 48:65-49:19; Das Sharma,
[0078], [0081], FIG. 5. However, in my opinion, POSAs understood that the
below-discussed benefits Mezer describes of storing different initial equalization

coefficients for different channel types (improved efficiency and/or using less
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hardware) apply equally to pre-equalization performed on the transmitter side.
Mezer, 5:40-55.

118. Indeed, applying the same type of “lookup table” approach for initial
pre-equalizer coefficients on the transmitter side was known. EX1014
(“Gotman™), 12:34-55, 13:56-59 (“a measurement of a channel condition... may be
used to index a lookup table and obtain... coefficient[s]” for a transmitter-side pre-
equalizer); EX1015 (“Burchardt”), 10:13-52 (initial pre-equalizer coefficients “can
be pre-determined and stored in a memory of the driving circuitry,” for example
“in a look-up table”); Zerbe-835, 9:67-10:2 (“a simple mapping table, which can
be realized through a table-lookup ROM, RAM, or through firmware, can provide
the means to set TX equalizer coefficients”); Das Sharma, [0078], [0106].

119.  For the foregoing reasons, it is my opinion that POSAs would have
understood that Mezer’s teachings are directly applicable to the pre-equalization
process performed by Lugthart-706 (as modified by Das Sharma as described
supra §V1.D.1.a).

120. A POSA would have had multiple reasons to modify the above-
discussed combination of Lugthart-706 and Das Sharma to store in Das Sharma’s
registers different pre-computed pre-equalization coefficients for different channel

models.
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121. First, Mezer expressly teaches the benefits of using different pre-
stored pre-computed pre-equalization coefficients for different channel types with
different channel characteristics. Mezer, Abstract, 5:40-56. If the adaptive
equalizer does not customize the initial coefficients to the channel type,
“convergence of the adaptive equalizer may be slower than desirable.” Mezer,
1:16-18. Mezer explains that its use of different pre-computed coefficients for
different channel types can be used in an adaptive equalization process that uses
“conventional principles” like in Lugthart-706 and Das Sharma, but “because of
the relatively high degree of equalization provided by the pre-computed FFE block
48, the adaptive FFE 52 may converge more rapidly, and/or may require less
hardware (e.g., fewer gates) than would be the case” if initial equalization
coefficients were used that were not pre-computed for the specific channel type.
Mezer, 5:40-55; see also Mezer, 2:21-23 (FFE means “feed forward equalizer”).

122. Thus, in my opinion, Mezer expressly teaches that using different sets
of stored coefficients for different channel types can advantageously provide a
more efficient adaptive training process that “converges more rapidly” to
coefficients that yield an acceptable error rate and/or can use less hardware.
Mezer, 5:40-55.

123. One example of a channel characteristic Mezer describes is the length

of a cable used in the channel, because different cable lengths can distort the signal
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transmitted through the channel differently. Mezer, 3:32-4:22. POSAs understood
that Mezer’s techniques are applicable to other variable channel characteristics
beyond cable length, such as different lengths of PCB trace between the host
transceiver and the pluggable module connector. Mezer, 6:50-53 (“selection of
one of a number of stored pre-computed equalizer characteristics may be
performed on the basis of a channel characteristic other than cable length™), 6:62-
7:3 (Mezer’s techniques “may be performed with respect to virtually any
communication channel that has an impulse response that varies with a physical
characteristic”).

124. Personally, I have designed a number of SerDes components as part of
the chip 10 interfaces. Since these chips can be used in various system
configurations, as the designer of the chips, I have tested and determined various
characteristics of the channels that the SerDes may be used. For example, varying
length of the trace on the PCB affects the electrical characteristics of the channel
formed by the trace, which directly determines the bandwidth and attenuation of
the channel.

125. Moreover, the chips with the SerDes may be driving signals over the
backplane/midplane of a system. The electrical traces on the backplane/midplane
are not shielded (as in the case of the cable assemblies). In this scenario, not only

the length of the trace over the backplane/midplane may be extended (beyond the
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typical length of trace over PCBs), the tightly placed traces among potentially
dozens of the SerDes utilizing the same backplane/midplanes would create hostile
channels due to inductive/capacity coupling among the tightly placed traces. As
the characteristics of the channels can vary widely, it is typical that the designers of
the chips with SerDes characterize multiple different channel models and store the
corresponding pre-equalization parameters as potential initial values for the
adaptation process.

126. Thus, in my opinion, Mezer’s express teachings would have
motivated a POSA to modify Lugthart-706 and Das Sharma to store different pre-
computed pre-equalization coefficients for different channel models as initial
coefficients for use in the adaptive pre-equalization process used by Lugthart-706
as modified by Das Sharma. A POSA would have stored the pre-computed initial
pre-equalization coefficients in a set of registers in the same way Das Sharma
describes for storing initial pre-equalization coefficients. Das Sharma, [0078].

127. Second, it was well-known that using initial pre-equalization
coefficients that accurately estimate the impact of the channel “shorten[s] the
training time” for the pre-equalizer, leading to less costly down time for training.
Mezer, 5:40-55 (the adaptive training process converges more rapidly); Sun,
10:30-33, 2:33-40 (“if the initial coefficient value of equalizer is estimated

accurately enough, the equalizer will nearly enter into the convergence state before
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training”), 2:33-40 (describing a “pre-loading technique of equalizer coefficient[s],
which first writes a group of initial coefficient value pre-calculated (estimated) into
the coefficient register of equalizer before the equalizer starts training process”),
10:47-11:7 (“the effect of equalizer coefficient pre-load of the present invention is
much better than the prior art.”); Gotman, 12:34-55, 13:56-59; Burchardt, 10:13-
52; Zerbe-835, 9:67-10:3; Das Sharma, [0078], [0082], [0106]; Mezer, 6:27-42.

128. It was also well-known that active cables like Lugthart-706’s could be
plugged into different types of electronic devices 101a/101b with different types of
communication links between the pluggable module connector and the host
transceiver (see Fig. 2A of Lugthart-706) and that the chip-to-module
communication link between the pluggable module’s transceiver and the host
device’s transceiver could vary for different electronic devices and distort the
signal differently. Supra §VI.A; Lugthart-706, 6:22-45.

129. Thus, it is my opinion that a POSA would have understood that
storing different initial equalization coefficients for different types of electronic
devices that might be used with the cable would increase the likelihood that initial
coefficients would be selected for a particular device that accurately estimate the
impact of the chip-to-module channel on the signal and desirably yield an efficient

training process.
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130. Third, modifying the Lugthart-Das Sharma pluggable module
transceiver discussed supra §VI.D.1.a to store different initial sets of pre-
equalization coefficients for different channel models meets multiple rationales
that are indicative of obviousness. Modifying the Lugthart-Das Sharma pluggable
module transceiver to use different pre-equalization coefficients for different C2M
channel models is a “mere application of a known technique [using different initial
coefficients for different channel types as taught by Mezer] to a piece of prior art
[Lugthart-706 as modified by Das Sharma] ready for the improvement” because
the Lugthart-Das Sharma pluggable module transceiver was ready for the
improvement of a more efficient pre-equalization training process that results from
having different initial coefficients for different channel types. Id., 417; supra
§VIL.D.1.a.

131. This combination is also nothing more than combining known
elements (Lugthart-706’s pluggable module transceiver that performs pre-
equalization, Das Sharma’s adaptive pre-equalization that uses initial coefficients
stored in registers, and Mezer’s different initial equalization coefficients for
different channel types) to perform their same known functions to yield predictable

results.
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c. A POSA Would Have Had a Reasonable Expectation
of Success in Making the Lugthart-Das Sharma-
Mezer Combination

132. In my opinion, a POSA would have reasonably expected success in
making Lugthart-706’s pre-equalization process adaptive and storing an initial set
of pre-equalization coefficients in a set of registers as taught by Das Sharma.
supra §VI1.D.1.a. Adaptive pre-equalization was well-known. See supra §VI.B;
Das Sharma, [0081]; Sun, 1:62-2:40. Based on these teachings in the art, POSAs
understood how to use training signals to perform adaptive pre-equalization and to
update an initial set of pre-equalization coefficients. See supra §VI.B; Das
Sharma, [0081]; Sun, 1:62-2:40. A POSA further knew how to store initial and
updated pre-equalization coefficients in registers because this was taught by Das
Sharma (Das Sharma, [0075]-[0078]) and registers were a well-known storage
medium for storing data in a digital signal processor like Lugthart-706’s RX DSP
23. See supra §VI1.D.1.a; Peddle, 5:13-22; Pickett, 2:8-34.

133. It is my opinion that a POSA also would have reasonably expected
success in further modifying Lugthart-706 and Das Sharma to store different initial
pre-equalization coefficients for different channel types as taught by Mezer.
Mezer, Abstract, 5:40-56. Mezer teaches that initial equalization coefficients for
different channel types can be computed and stored in advance. Mezer, 3:34-4:22.

In terms of how the Lugthart-Das Sharma-Mezer transceiver would determine
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which set of initial coefficients to use when the cable is plugged into a new host
device, at least two techniques were known.

134. First, Mezer teaches that the pre-computed equalizer characteristics
may be selected based on cable length or “on the basis of a channel characteristic
other than cable length.” Mezer, 6:27-28, 6:50-57. “Selection of a pre-computed
equalizer characteristic based on a channel characteristic may be performed with
respect to virtually any communication channel that has an impulse response that
varies with a physical characteristic.” Mezer, 6:62-7:3. “[ W]hen it is determined to
which one of the channel types the computer system is coupled, the suitable FFE
characteristic for that type of channel may be selected.” Mezer, 6:50-57.

135. Lugthart-706 teaches a “startup-phase” when its active cable is
installed between two electronic devices. Lugthart-706, 47:65-48:7, Fig. 2A. “[I]n
the start-up phase... [a] basic channel test may be performed... to determine the
channel parameters such as, for example, loss, noise, dispersion, non-linearity,
etc.” Lugthart-706, 48:20-23. To the extent Lugthart-706 suggests that this
“channel test” tests the channel between the host transceivers in the electronic
devices 101a/101b, POSAs understood that pluggable module transceivers
107a/107b could have been easily adapted to each perform a channel test for the
channel shown in red below between the pluggable module transceiver and its

respective host transceiver in the electronic device 101a/101b into which the
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pluggable module transceiver’s assembly is releasably plugged. supra §VI.A
(describing Lugthart-706). This would have been well-within the POSA’s
capabilities as it would have simply involved implementing Lugthart-706’s known
“basic channel test” capability in the pluggable module transceiver because
Lugthart-706’s host transceiver already had this “basic channel test” functionality.

Lugthart-706, 48:20-23.

host
port
connector  active Ethernet
J cable
host IC ] !
N

[(h----=--———————- s T
chip-to-module —r—l N 7!
{ interconnect/channel Ethernet cable
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host transceiver module transceiver

host printed circuit board (PCB)

136. POSAs understood that Lugthart-706’s “basic channel test” that
“determine[s] the channel parameters” like “loss, noise, dispersion, non-linearity,
etc.” was a desirable way to select among Mezer’s different sets of initial pre-
equalization coefficients for different channel types. Lugthart-706, 48:20-23;

Mezer, 6:50-7:3. During Das Sharma’s adaptive equalization process, equalization
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coefficients are adjusted to compensate for these types of “channel parameters”
like loss and noise. Das Sharma, [0066], [0075]-[0077], [0087]-[0089].

137. POSAs understood that these same channel parameters used to adapt
pre-equalization coefficients to yield suitably low error in the received signal were
desirable parameters to use to select an initial set of pre-equalization coefficients
that best compensates for the channel’s impact on the signal to make the training
process “converge more rapidly, and/or... require less hardware.” Mezer, 5:40-55,
6:27-33, 6:50-57; Das Sharma, [0081] (describing generating new coefficient
values during the adaptive equalization process based on a measured bit error rate
for the channel).

138. Second, an alternative way to select from among the sets of pre-
computed pre-equalization coefficients in Lugthart-Das Sharma-Mezer was to send
a known test signal using each set, determine which set produced a received signal
that most closely matched the known test signal, and select the set of coefficients
that produced that closest matching signal. Mezer, 6:53-57 (selecting set of
coefficients when channel type is determined); Das Sharma, [0081] (iteratively
cycling through multiple sets of coefficients during the adaptive equalization
process and determining a bit error rate for each one). This was well-within the
capabilities of a POSA. It simply involves the pluggable module transceiver

sending a known test signal using each set of coefficients, the port transceiver
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determining which received test signal most closely matches the known test signal
using the same error evaluation techniques known for use in adaptive equalization
(Das Sharma, [0081]), selecting the register with the coefficients that yielded the
test signal with lowest error, and the pluggable module transceiver using the set of
coefficients selected by the port transceiver.

139. In terms of whether the pluggable module transceiver or the port
transceiver makes the selection of the register with the best performing
coefficients, as there was backchannel communication between the transceivers,
either transceiver could make the choice, and it was a matter of design choice
where selection was implemented. A POSA understood that either was a possible
obvious design choice.

140. It was well-known to use backchannel communication between
transceivers on opposite ends of a communications channel to implement
equalization. See e.g., EX1023 (“Gorecki”), [0070]; EX1024, 473 (802.3-2015,
Clause 72, “§72.6.10.2.3 Coefficient update field: The coefficient update field
carries correction information from the local receiver to the link partner transmit
equalizer.”). The receiving host transceiver could use a backchannel
communication technique to provide error information on each test signal to the
transmitting pluggable module transceiver and the pluggable module transceiver

could use that error information to select the register with the coefficients that
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produced the lowest error. Alternatively, the receiving port transceiver could
evaluate the error data and select the register with the coefficients that produced
the lowest error and communication that selection to the pluggable module
transceiver using backchannel communication.

141. Thus, it is my opinion that a POSA would have had a reasonable
expectation of success in implementing Lugthart-706’s active cable to perform
adaptive pre-equalization, store in Das Sharma’s registers different initial pre-
equalization coefficients for different channel types as taught by Mezer, and select
from among those different coefficients the set best suited to the channel in which
the cable is installed because this involved simply using known techniques and was
well within a POSA’s skill.

2. The Resulting Lugthart-Das Sharma-Mezer Combination

142. The result of modifying Lugthart-706 based on Das Sharma and
Mezer in the manner explained supra §VI.D.1 is an active cable 110 like the one
shown in Lugthart-706’s Fig. 2A with transceiver assemblies 105a/105b and
conductive lines 111 between them. In the combination, receive path (RX) DSP 23
(Lugthart-706, Fig. 1A) of Lugthart-706’s transceiver 107a/107b is modified to
store different sets of initial pre-equalization coefficients for different channel
types as taught by Mezer, store those initial coefficients in registers as taught by

Das Sharma, and use an adaptive pre-equalization process as taught by Das
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Sharma. See supra §VI.D.1; Das Sharma, [0078], [0106], [0155]; Mezer, 6:53-57.
The initial set of coefficients is selected based on channel characteristics, or by
using each set of coefficients to send a test signal and selecting the set that
produces the best result, as discussed supra §VI.B. Updated coefficients generated
during the adaptive training process are used as “tap coefficient” values for FIR
filters 27a/27b in Lugthart-706’s modified RX DSP 23. See supra §§VI.A-C.
Lugthart-706, 9:38-51, 22:12-16, 23:59-64, 29:23-28.

143. The above-described active cable that results from modifying
Lugthart-706 based on Das Sharma and Mezer is hereafter referred to as “the
Lugthart-Das Sharma-Mezer Combination” or simply “Lugthart-Das Sharma-
Mezer.”

E. Lugthart-Das Sharma-Mezer Meets All Challenged Claims
1. Claim 1

a. Preamble

‘ 1.PRE ‘ A SerDes communications method that comprises, in a transceiver: ‘

144. A “SerDes” communications method is one in which data is converted
between serial and parallel data streams. Raghavan, 1:36-38; EX1001, 1:42-48;
supra §Error! Reference source not found..

145. Lugthart-Das Sharma-Mezer’s “active cable” provides a “high-speed

communication link between first and second electronic devices[.]” Lugthart-706,
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14:7-28. The cable includes conductive lines 111 extending between transceiver
assemblies 105a/105b that include “transceivers 107a, 107b, respectively.”
Lugthart-706, 14:31-34, 14:48-50, Fig. 2A. Lugthart-706’s transceivers
“implement a serializer/deserializer (SerDes) function” converting between parallel
data paths on the host-side and a serial data path on the line side. Lugthart-706,
7:6-20. Thus, the below-described method performed by the transceiver in
Lugthart-Das Sharma-Mezer’s active cable, which meets all the steps in claim 1, is
a “SerDes communications method” performed “in a transceiver.”

b. Limitation [1.a]

l.a | selecting one of multiple registers to specify initial pre-equalizer
coefficient values, each of the multiple registers corresponding to a
different channel model;

146. As discussed supra §VI.D (describing the combination), in Lugthart-
Das Sharma-Mezer a step 1s performed of “selecting one of multiple registers to
specify initial pre-equalizer coefficient values.” Lugthart-Das Sharma-Mezer’s
pluggable module transceiver performs “adaptive and configurable signal
conditioning features such as... output pre-emphasis.” Lugthart-706, 29:23-28.
POSAs understood that “pre-emphasis” and “pre-equalization” have the same
meaning. Raghavan, 2:39-41 (describing a “technique for combating ISI
[intersymbol interference]... known as ‘pre-emphasis’, or pre-equalization”);

Schmidt, 7:54-55; Zerbe-063, 3:24-27; McCall, 5:4-8.
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147. The intersymbol interference, or the ISI, is a phenomenon caused by
the bandwidth limitation in the channel. In a symbol period, an electrical signal,
which represents one or more bits of information that the symbol carries, is
transmitted. A symbol period is time-limited (i.e., the signal corresponding to the
symbol must be transmitted within a symbol period) and upon the completion of
one symbol period, another symbol period will follow, carrying a different
electrical signal carrying one or more bits of information that the next symbol
carries. The transition between two successive symbol periods takes place at a
specific time instance, at which point, signals must change abruptly from one
signal to the next. Since the channel has finite bandwidth, changing one signal
from the next signal requires potentially infinite bandwidth in the channel, which is
not possible. Thus, the residual signal from one symbol period can carry over the
subsequent symbol period(s), causing ISI. In other words, the signal
corresponding to one symbol period may have residual signal for the sequent
symbol period(s) because turning off the signal at the symbol boundary requires
infinite bandwidth of the channel.

148. One widely used technique to mitigate or minimize the ISI is the use
of pre-equalization. For example, the finite impulse response (or the FIR) filter
can be used, which modifies the signal to be transmitted in one symbol period into

a signal transmitted over multiple symbol periods in anticipation of the fact that
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there would be residual signal over multiple symbol period. By adding anticipated
residual signal in a reverse polarity to the signal to be transmitted, the receiver
receives the modified signal that can negatively combine with the channel
generated residual signal. Since the residual signal is generated by the channel due
to the limited bandwidth, the modification of the signal transmitted by the FIR
filter is essentially pre-emphasizing the signal transmitted at the higher frequency
range, thereby the term “pre-emphasis.”

149. Lugthart-Das Sharma-Mezer’s pluggable module transceiver provides
pre-equalization functionality in RX DSP 23, which includes FIR filters 27a/27b.

Lugthart-706, Fig. 1A (annotated below), 9:38-51.
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150. FIR filters 27a/27b condition the signal from the line side and forward
conditioned signals to DACs 24a/24b for transmission to the host side. Lugthart-
706, 23:3-13. Lugthart-706 is explicit that there are “transmission line losses on
the host side” between the pluggable module transceiver and the host transceiver.
Lugthart-706, 9:10-15. Lugthart-706 explains that its FIR filter 17 in the
egress/transmit path “perform[s] emphasis on the signal to compensate for channel
losses” (Lugthart-706, 23:62-64) and notes that the “DSP 23 in the ingress path can
include componentry that is similar to the DSP 13 in the egress path.” 1d., 24:3-4;
see also id., 24:3-29 (explaining that there are differences in DSPs due to the
serial-to-parallel conversion in DSP 23 versus the parallel-to-serial conversion in
DSP 13 but noting no difference in the signal conditioning in the FIR filters).

151. Lugthart-706’s transceiver has equalizer 21 that already
“compensate[s] for transmission line losses on the line side” in the ingress/receive
data path (Lugthart-706, 9:10-12) and Lugthart-706 explains that the pluggable
module transceiver performs “output pre-emphasis.” Lugthart-706, 29:21-28.
Thus, POSAs understood that Lugthart-706 describes FIR filters 27a/27b as
performing “output pre-emphasis” to compensate for the transmission losses that
Lugthart-706 describes on the host side between the pluggable module transceiver

and the port transceiver. Lugthart, 29:21-28.
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152. To the extent Lugthart-706 is considered to not expressly disclose that
the equalization performed by FIR filters 27 in RX DSP 23 is pre-equalization to
compensate for transmission losses on the host side, that would have been a
conventional and obvious way to implement what Lugthart-706 discloses. It was
well-known that equalization can be performed on the transmitter side (i.e., pre-
equalization) and/or on the receiver side and it was a matter of design choice which
side to perform equalization on. Das Sharma, [0085]; Mezer, 5:41-55; Hsu,1:9-10,
2:1-7. A provider of an active cable like Lugthart-706’s had reason to implement
pre-equalization performed in the cable because this ensures good cable
performance irrespective of the host device with which the cable is used. OIF-
CEI-04.0, §16.2.2 (*16.2.2 Transmitter equalizer function: Both host and module
Tx FIRs are likely to be required to meet [test point 1a] and far-end [test point 4]
eye requirements respectively for high loss channels.”).

153. FIR filters 27a/27b use “tap coefficients” to control the output pre-
emphasis functionality. Lugthart-706, 22:13-17, 23:21-23. In Lugthart-Das
Sharma-Mezer, the transceiver’s pre-emphasis coefficients are adjusted during a
training phase as taught by both Lugthart-706 (48:65-49:37) and Das Sharma
([0066], [0075]). See supra §VI.D (describing the combination). The set of

coefficients adjusted during the training phase are applied to FIR filters 27a/27b in
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the RX DSP’s transceiver. See supra §VI1.D; Das Sharma, [0079] (FIR filter uses
adjusted coefficients).

154. Lugthart-Das Sharma-Mezer stores “a set of default coefficients
located within registers” in the pluggable module transceiver as taught by Das
Sharma, [0078], [0106]. See supra §VI.D. In Lugthart-Das Sharma-Mezer,
“various types of channels may be tested in advance to determine suitable FFE
[equalizer] characteristics therefor, and when it is determined to which one of the
channel types the computer system is coupled, the suitable FFE characteristic for
that type of channel may be selected” as taught by Mezer. Mezer, 6:53-57; see
also supra §VI.D and Mezer 3:33-4:42 (describing the process for pre-computing
the sets of coefficients), 4:24-26 (teaching “selecting one of the pre-computed
equalizer characteristics” (i.e., sets of coefficients) “stored in the storage unit,” and
4:32-39 (describing a “lookup table” used “‘to select one of the pre-computed
equalizer characteristics stored in the storage unit 80”). A POSA would have
stored each set of coefficients corresponding to a different channel model in a
different register so that once the desired set of coefficients is selected, they can be
accessed by simply selecting the corresponding register. The pre-computed pre-
equalizer coefficients stored in registers in Lugthart-Das Sharma-Mezer are initial

pre-equalizer coefficient values.
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155. The ’111 Patent says that each channel model is provided based on
assumptions of known or predicted link characteristics and that each channel
model stores “default coefficient values” provided by the “the manufacturer of the
pluggable module.” EX1001, 12:1-4, 12:54-13:8. That is precisely what the
different sets of default coefficients for different channel types are in Lugthart-Das
Sharma-Mezer. See supra §VI1.D; Das Sharma, [0078] (describing default
coefficients “provided by manufacturer”). Thus, the different sets of equalizer
coefficient values stored in different registers in Lugthart-Das Sharma-Mezer for
different channel types correspond to “different channel model[s]”” in Limitation
[1.a].

156. When the Lugthart-Das Sharma-Mezer active cable is plugged into a
host device, either a channel test is performed to determine parameters of the
channel between the cable’s transceiver and the host’s transceiver, or each of the
sets of coefficients is used to send a training signal and a determination is made as
to which set performs best. See supra §V1.D; Lugthart-706, 48:20-22. The set of
default coefficients that correspond to a channel having the parameters detected
during the basic channel test, or the set of coefficients that performs best, is
selected and requested “from the configuration registers” (Das Sharma, [0155],
Fig. 15) and then applied to the pre-emphasis FIR filters 27a/27b. See supra

§VLD.
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157. As discussed supra §VI.D, in Lugthart-Das Sharma-Mezer the
selection of one of the registers with the desired initial coefficients can be made by
the pluggable module transceiver or the host transceiver as a matter of design
choice. Either option meets Limitation [1.a].

158. Accordingly, Lugthart-Das Sharma-Mezer’s pluggable module
transceiver or port transceiver “select/s] one of multiple registers to specify initial
pre-equalizer coefficient values” where each register “correspond[s] to a different
channel model.”

c. Limitation [1.b]

1.b | updating the initial pre-equalizer coefficient values during a training
phase; and

159. Lugthart-706 teaches a “training phase” during which “operating
parameters for the equalizers” are “adjusted.” Lugthart-706, 48:64-49:19, 49:20-
34. Das Sharma also describes a “link training and equalization procedure” which
is a training phase during which initial coefficients are “adjusted.” Das Sharma,
[0066], [0075]; see also [0063] (it is “important to provide the capability to
dynamically adjust the transmitter and receiver equalization settings”). “[O]nce
the initial coefficients are computed...a new set of coefficients may be computed
by adding a predefined constant or set of predefined constants to the computed

set of coefficients” at each iteration of the training phase. Das Sharma, [0124]; see
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also id., [0136] (“multiple iterations may be performed to achieve the optimum
link training and equalization transmitter...settings”). “[N]ew set[s] of
coefficients” are “generated” and applied in an iterative fashion “until the target
BER” (bit error rate) “is reached.” Das Sharma, [0081].

160. In Lugthart-Das Sharma-Mezer, during a training phase, as taught by
Lugthart-706 and/or Das Sharma, the pluggable module transceiver 107a/107b that
includes the registers storing different pre-equalizer coefficients update/es] the
initial pre-equalizer coefficients, selected as discussed in connection with
Limitation [1.a], for FIR filters 27a/27b to optimize those coefficients to reduce the
error rate. See supra §VI.D; Das Sharma, [0063], [0066], [0075], [0081], [0124],
[0136]; Lugthart-706, 9:38-51, 22:13-17, 23:21-23.

d. Limitation [1.c]

l.c using the updated pre-equalizer coefficient values to convey a transmit
data stream.

161. In Lugthart-Das Sharma-Mezer, the pluggable module transceiver
107a/107b us/es] the updated pre-equalizer coefficient values generated during the
training phase by applying them to FIR filters 27a/27b of RX DSP 23 to process
the ingress/receive data stream in Lugthart-706 Fig. 1A and convey a transmit data
stream. See supra §V1.D. As I explained above, Lugthart-706 names data streams

and communication paths from the adjacent host’s perspective, but this signal
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naming convention is irrelevant to the filter 27a/27b’s function, which is to
condition signals for transmission over the C2M channel fo the host transceiver.
Min, [0161]. The outputs of FIR filters 27a/27b are connected to DACs 24a/24b,
respectively, that “include outputs that generate host side receive data (RX
DATA)” which is a transmit data stream that is transmitted to the host device.
Lugthart-706, 8:28-32; supra §VI.D. Thus, Lugthart-Das Sharma-Mezer’s
pluggable module transceiver 107a/107b us/es] the updated pre-equalizer
coefficient values to convey a transmit data stream.

2. Claim 2

2 The method of claim 1, wherein at least some of the different channel
models are for chip-to-module (C2M) channels with different insertion
loss and package loss characteristics.

a. “C2M channel”

162. As discussed supra §§Error! Reference source not found.-Error!
Reference source not found., “chip-to-module (C2M)” describes a channel
between a transceiver on a host IC and the transceiver on a pluggable module that
plugs into a port on the device. EX1001, 5:24-30; see also EX1001, 11:26-31
(describing the module side of a “C2M link” as implemented in the form of a
pluggable module” such as a “QSFP” interface “that is inserted into a port in a

host such as a switch or a router”); EX1032, Fig. 8 (below), 15 (“Interconnect
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Applications... Chip-to-module”), 17 (“3.4 Chip to module”), Fig. 8 (“Chip to

Module Interconnect Application Space”).

chip-to-module
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Figure 8 Chip to Module Interconnect Application Space

163. The claimed phrase “insertion loss” describes the loss of signal
strength (or quality) incurred when the pluggable module is inserted into a port.
The electrical connection between the pluggable module and the port represents a
discontinuity of the electrical medium, which causes the loss of signal strength.
The claimed phrase “package loss” refers to the loss of signal strength (or quality)
while the signal traverses from the transceiver on the silicon die inside the chip,
through the bonding wires of the chip, and through the pins exposed externally
from the chip. The transceiver, which is located on the silicon die inside the chip
has the pre-emphasis filter, and in characterizing the C2M channel, the “insertion
loss and package loss characteristics” would be counted for as the part of the

channel.
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164. Lugthart-Das Sharma-Mezer meets claim 2 because Lugthart-706
teaches an active cable having a pluggable module that, when the cable is plugged
into a host device, forms a chip-to-module channel between a host transceiver and
the pluggable module transceiver. Supra §VI.D. Lugthart-Das Sharma-Mezer’s
active cable includes a “QSFP interface” which is a “pluggable module” and
includes transceivers 107a/b. Lugthart-706, 15:25-52 (describing active cable
including the transceivers 107a/b in a connector compatible with a QSFP input port
on the host), 50:34-59 (describing an example active cable including the
transceivers in a QSFP interface), 51:64-52:5 (referring to QSFP interface as a
“pluggable module”), FIG. 17A.

165. The pluggable module transceivers 107a/b can send electrical signals
to “one or more additional transceivers... on the host side” (host transceivers) in
the electronic devices 101a/b. Lugthart-706, 10:17-22. These signals can be sent
“over high loss PCB channels” connecting the pluggable module transceivers
107a/b and the host transceivers. Lugthart-706, 29:40-43.

166. Lugthart-706 explains that “transceivers can be a monolithic device
including analog and digital components included in a single integrated circuit
(1C), for example, or may instead include multiple integrated circuits.” Lugthart-
706, 15:32-35. POSAs would have understood that Lugthart-706 described a host

transceiver in electronic device 101a/b as comprising an IC, thus providing the

78



“chip” for a C2M channel. Regardless, POSAs would have known that a
conventional way to implement the host transceiver was with an IC mounted on the
PCB in the host. Thus, in Lugthart-Das Sharma-Mezer, the “high loss PCB
channel[]” that connects the host transceiver (an integrated circuit or “chip’) to the
pluggable module transceiver 107a/b is a “chip-to-module (C2M) channel.”
Lugthart-706, 10:17-22, 15:25-52, 29:40-43, 50:34-59, 51:64-52:5.

167. To the extent “chip-to-module (C2M) channel” is interpreted to mean
a chip-to-module channel conforming to the 802.3-2015 Ethernet standard
referenced throughout the *111 Patent, Lugthart-Das Sharma-Mezer still meets the
claim because Lugthart-706 describes that the communications protocol used over
the PCB channel between the pluggable module transceiver 107a/b and the host
transceiver can be “Ethernet.” Lugthart-706, 48:16-20; see also 16:24-26
(“conducting lines 111” can “reside on a PCB or other substrate™).

b. “C2M channel insertion/package loss”

168. As explained above, “insertion loss” refers to losses in signal strength
as the pluggable module is connected to a port. EX1025 (“Newton’s”), 661;
EX1026 (“Oxford”), 305. “Package loss” refers to loss attributed to the particular
“integrated circuit package” or “PCB layout” over which the signals travel.
EX1001, 11:55-60; Oxford, 435 (“package” definition), 154 (definition of

“dissipation (loss)”), 354 (“loss” definition refers to “dissipation™).
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169. While Lugthart-706 does not expressly say that the “high loss PCB
channels” on the host side have “insertion loss” and “package loss,” a POSA
understood that this was so because it was well-known that there is package loss
for signals exiting the pluggable module’s transceiver and entering the host
device’s transceiver, as well as insertion loss as the signal propagates over the
printed circuit board (PCB) between those transceivers. Lugthart-706, 29:21-37
(describing the use of signal conditioning features (e.g., “output pre-emphasis”) to
compensate for channel “insertion loss™), 15:25-42 (disclosing that the transceiver
is “enclosed in a packaging” comprising “materials suitable for electronic and
computer interfaces”).

170. In view of the foregoing, POSAs understood that the host-side “loss”
that Lugthart-706 describes compensating for using pre-equalization performed by
the pluggable module transceiver includes both insertion loss and packaging loss.
Lugthart-706, 29:21-43.

171. Thus, in Lugthart-Das Sharma-Mezer, the different chip-to-module
channel models for which pre-equalizer coefficients are stored in registers include
“different channel models [] for chip-to-module (C2M) channels with different
insertion loss and package loss characteristics” as in claim 2. supra §VI1.D.

172. Alternatively, to the extent Lugthart-706 is considered to not

expressly disclose compensating for insertion and package loss, a POSA would
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have been motivated to have the pre-equalization that Lugthart-Das Sharma-Mezer
performs compensate for insertion and package loss, with a reasonable expectation
of success, because these were well-known losses in a chip-to-module channel
between an active cable’s transceiver and the host device’s transceiver which were
routinely compensated for by the type of pre-equalization used in Lugthart-Das
Sharma-Mezer. Lugthart-706, 15:25-42, 29:21-37; Kolze, [0060] (describing the
use of equalization to compensate for different types of channel loss); Das Sharma,
[0075] (same); supra §VI.D. Thus, an obvious implementation of Lugthart-Das
Sharma-Mezer stores in its registers “different channel models [] for chip-to-
module (C2M) channels with different insertion loss and package loss
characteristics.” Supra §VI1.D.

3. Claim 3

3 The method of claim 1, wherein at least some of the different channel
models presume different types of receiver equalization.

173. Das Sharma’s pre-equalization is performed “on a per transmitter-
receiver pair basis to ensure interoperability” between the transmitter and the
receiver in compensating for the channel’s distortion. Das Sharma, [0064].

174. 1t was well-known that receive equalization influenced the appropriate
transmit equalization: “[i]deally, transmit and receive equalization work together to

mitigate the degradation imposed by the channel, and thus allow increased data
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rates and/or reduced probability of communication errors.” Zerbe-835, 1:23-27.
Thus, POSAs understood that when a particular host-side transceiver compensated
for a particular distortion in a received signal, it was unnecessary for the pluggable
module transceiver’s pre-equalization to compensate for that same distortion.
Moreover, by avoiding pre-emphasis the transmitter could operate at lower power.
Conversely, for a different host-side transceiver that was incapable of
compensating for that same distortion in a received signal, it would be desirable for
the cable-side transceiver’s pre-equalization to do so. POSAs also knew that
transmitter pre-emphasis was desirable to compensate channel distortion because it
could mitigate noise enhancement wherein the receiver equalization boosts both
received noise and signal.

175. A POSA had reason to implement the Lugthart-Das Sharma-Mezer
combination so that at least some of the different channel models presume different
types of receiver equalization to ensure interoperability between different
transmitter-receiver pairs to ensure that they all mitigate degradation imposed by
the channel as taught by Das Sharma and Zerbe-835. Das Sharma, [0064]; Zerbe-
835, 1:23-27.

176. A POSA would have had a reasonable expectation of success in
implementing Lugthart-Das Sharma-Mezer in this manner because it simply

required not using pre-equalization coefficients to compensate for some distortion
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that the host-side transceiver’s equalization can compensate for. It was common
practice for pluggable modules to be compatible with a range of hosts, such as
prior generations or hosts with different performance levels. The proposed
combination is an example of that, such that a POSA would have expected success.

4. Claim 4

4 The method of claim 1, wherein said selecting includes using the initial
pre-equalizer coefficient values to determine a performance
characteristic for each of the multiple registers.

177. The antecedent for claim 4 is Limitation [1.a] selecting one of multiple
registers to specify initial pre-equalizer coefficient values... in claim 1 (supra
§VLE.1.b), which recites a method performed in a transceiver (supra §VI1.E.1.a
([1.PRE])). The 111 Patent describes testing each set of coefficients and selecting
one that performs best based on a performance characteristic such as “an error
signal energy” or a “bit error rate.” EX1001, 2:4-5, 14:12-43, claims 5-6. The
"111 specification’s only description supporting claim 4’s selection of the register
with the best performing coefficients is Figure 8, steps 802-812, and 14:12-15:3.

178. That disclosure describes actions by “training controller link or link
controller” that receives test signals (steps 808 and 818) and selects the best
performing register on a “remote transmitter” that transmitted the test signals.
EX1001, 14:12-56. The “remote transmitter” is “instructed to use those preset

coefficients” from a register selected in step 812 “as a starting point” and “program
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the pre-equalizer with the preset coefficients from the selected register and
transmits a training pattern and/or data.” EX1001, 14:38-43.

179. Accordingly, claim 4 may be met by more than one transceiver, with
at least one step (determining a performance characteristic for each register in
claim 4) performed by a receive-side transceiver while another step (claim 1’s
conveying a transmit data stream) is performed by a transmit-side transceiver.
Thus, claim 1’s method, as modified by claim 4, can be met by some steps
performed by the pluggable module transceiver and others by the port transceiver
in the above-discussed obvious implementation of Lugthart-Das Sharma-Mezer.

180. As discussed supra §VI.D, in one obvious implementation of
Lugthart-Das Sharma-Mezer, a selection is made from among the registers storing
different sets of pre-computed pre-equalization coefficients by having the
pluggable module transceiver send different instances of a test signal that were pre-
equalized with the different set of coefficients, determining at the port transceiver
which set of coefficients had the best performance characteristic (e.g., produced a
signal with the smallest error), and then selecting (at either the pluggable module
transceiver or the port transceiver ) the set of coefficients that performed best.
Mezer, 6:50-57 (describing determining a “channel type[]” to select between the
different pre-computed channel models associated with different channel types);

Das Sharma, [0081] (describing testing multiple different sets of coefficients in an
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iterative fashion and determining a bit error rate for each). That meets “wherein
said selecting includes using the initial pre-equalizer coefficient values to

determine a performance characteristic for each of the multiple registers.”

5. Claim 5

5 The method of claim 4, wherein the performance characteristic is an
error signal energy.

181. Various performance characteristics were known for comparing a
received signal to the known transmitted signal. Mezer “adapt[s]” equalizer
coefficients “on the basis of an error signal” that “indicates deviation of the”
received training signal “from a pre-determined ideal signal profile.” Mezer, 2:27-
49 and 3:5-7. That meets the claimed “error signal energy.” EX1001, 14:29-30
(“measur[ing] error signals” represents “the difference between the equalized
receive signals and an idealized receive signal™).

182. Furthermore, it was well-known in the art to use “error signal energy”
as a performance characteristic for a control system. E.g., Thapa (EX1029), [0160]
(computing error signal energy); Mani (EX1030), 12:14-21, claims 2, 5, 14 (same);
Chhetri (EX1031), 14:42-53 (same). Thus, an obvious implementation of
Lugthart-Das Sharma-Mezer uses error signal energy as the performance
characteristic to select among the registers storing different sets of pre-computed

pre-equalization coefficients (see supra §VI.D).
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6. Claim 6

6 The method of claim 4, wherein the performance characteristic is a bit
error rate.

183. Another known performance characteristic for comparing a received
signal to a known transmitted signal was bit error rate. Das Sharma teaches the use
of bit error rate and explains that it may be “the ratio of the number of bits
incorrectly received (errors) and the total number of bits received.” Das Sharma,
[0076]-[0077]. In another obvious implementation of Lugthart-Das Sharma-
Mezer, the performance characteristic used to make the selection from among the
registers storing different sets of pre-computed pre-equalization coefficients (see
supra §V1.D) is bit error rate as taught by Das Sharma.

7. Claim 7

7 The method of claim 4, further comprising updating the selected
register with the updated pre-equalizer coefficient values.

184. As discussed supra §VLE.1.c ([1.b]), Lugthart-Das Sharma-Mezer
implements a training phase, as taught by Lugthart-706 and/or Das Sharma, during
which the pluggable module transceiver 107a/107b updates the pre-equalizer
coefficient values for FIR filters 27a/27b from the selected register to optimize

those coefficient values to reduce the error rate. See supra §V1.D; Das Sharma,
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[0063], [0066], [0075], [0081], [0124], [0136]; Lugthart-706, 9:38-51, 22:13-17,
23:21-23.

185. A POSA had reason to update the coefficient values in the selected
register itself. It was known to store initial equalization coefficient values in a
storage device and to then update those values directly in the storage medium
during a training process. Gorecki, [0069] (the equalizer coefficients are “pre-
programmed” and stored in a storage device “until re-programmed” to “be fine-
tuned to enhance the system performance”). POSAs understood that by using this
technique in Lugthart-Das Sharma-Mezer would advantageously result in the
coefficients in the selected register that represent a particular chip-to-module
channel being updated to reflect the channel more accurately given the adaptation
that occurs during the training process. When Lugthart-Das Sharma-Mezer in this
known (as taught by Gorecki) and obvious manner, the pluggable module
transceiver updat[es] the selected register with the updated pre-equalizer

coefficient values as required by claim 7.
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8. Claim 8

a. Preamble

8.PRE | A chip-to-module communications link that comprises a port
connector coupling a port transceiver to a pluggable module
transceiver, the pluggable module transceiver including:

186. The 111 Patent uses “chip-to-module communications link”
consistent with its known meaning—it is a communications link between a host IC
transceiver in a host device and a pluggable module transceiver that can be plugged
into a port on the host. See supra §VI.A; EX1032, Fig. 8 (below), 15
(“Interconnect Applications... Chip-to-module”), 17 (“3.4 Chip to module”), Fig. 8

(“Chip to Module Interconnect Application Space”).

chip-to-module
communication link

\ Interconnect ~ QI . Eiber

Maodule

PCB

Figure 8 Chip to Module Interconnect Application Space

187. As discussed supra §§VI.A, Lugthart-Das Sharma-Mezer’s
communications link between a host IC transceiver in Lugthart-706’s electronic

device 101a/101b and transceiver 107a/107b in the cable’s pluggable module
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(Lugthart-706’s modified transceiver assembly 105a/105b) is a “chip-to-module

communications link.” cf. supra §V1.E.2 (claim 2, “C2M channel”).

Transceiver 105a
Conductive lines 111

?010]

ELECTRONIC DEVICEI_L L _1_030__ _(1_10 r
[Tx 1] . 3 1
[R—i—ﬁ —HHH TRANSCEVER
TRANSCEIVER L
I ASSEMBLY 111
T
[

Input port

188. Transceiver assembly 105a is a pluggable module (red in the
annotated figured below) with a port that is releasably coupled to a port connector
(blue) on the first electronic device 101a. Lugthart-706, 14:31-38, 15:42-47, Fig.
2A (annotated detail above). The host device has a transceiver. Lugthart-706,
10:17-22 (transceiver 105a produces electrical signals that “can be provided to one
or more additional transceivers electrically coupled to the transceiver... on the
host side™).

189. The host transceiver is a port transceiver as claimed because it is
connected to the pluggable module transceiver via a port connector. EX1001,
1:50-51 (*“a port connector couples a port transceiver to a pluggable module

transceiver”). Transceiver 107a is a pluggable module transceiver because it is in
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transceiver assembly 105a which is a pluggable module releasably pluggable into
the host device port. Lugthart-706, 4:10-30, 15:42-52, 52:1-5.

190. Regardless, POSAs would have had reasons to implement Lugthart-
Das Sharma-Mezer with a reasonable expectation of success so that it complied
with the Ethernet standard because Lugthart-706 and Mezer each describe
supporting Ethernet, and such standards-compliant implementation was
conventional. Lugthart-706, 48:16-20, 53:31-39; Mezer, 4:55-57, 6:62-7:3. This
obvious implementation would have met the Ethernet standard’s description of a
chip-to-module communication link comprising a port connector coupling a port
transceiver to a pluggable module transceiver. 802.3bs-2017, 323-330 (Annex
120C), 350-372 (Annex 120E), 350 (“The chip-to-module interface is defined
using a specification... that is similar to that used for CEI-56G-VSR-PAM defined
in OIF-CEI-04.0"); OIF-CEI-04.0, 334, Fig. 16-15 (below).

Figure 16-15. CEI-56G-VSR-PAM4 Channel Reference Model
conn. module PCB

upto +capupto
host PCB up to 7.3 dB 1.2dB 1.5dB

< ><¢

Connector AC
Coupling Module IC

Line Card Host IC %_2[]]_“_
[ |

10.0 dB channel loss at f = fb/2

v

<
<
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191. In OIF-CEI-04.0 Figure 16-15, the “Line Card Host IC” is the “port
transceiver,” the “module IC” is the “pluggable module transceiver”, and the
“Connector” is the “port connector”, meeting [8.PRE]

b. Limitation [8.a]

8.a | one or more transmit filters to each pre-equalize a corresponding serial
symbol stream being transmitted to the port transceiver; and

192. Lugthart-Das Sharma-Mezer is an active cable with Lugthart-706’s
pluggable module transceiver 107a modified as discussed supra §VI.D. As shown
in Lugthart-706 FIG. 1A, this pluggable module transceiver has a “host side”
connected to electronic device 101a through the host’s port connector (discussed
supra [8.PRE]) and a “line side” connected to the cable’s conductive lines 111.
Lugthart-706, FIG. 1A, 8:13-32. An “ingress/receive” data path represents data
received from conductive lines 111 (“line side”) and transmitted to electronic
device 101a (“host side”) after being processed by receive path RX DSP 23.
Lugthart-706, FIG. 1A (annotated below), 8:13-32, 8:56-9:9, 9:38-51, 10:17-22,
12:1-5, 15:42-47, FIG. 2A, 8:28-32 (receive path DSP 23’s outputs are electrically
coupled to DACs 24a/24b which “include outputs that generate host side receive

data (RX DATA).”)
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193. Receive path DSP 23 includes FIR filters 27a/27b as shown in the
detailed view of the transceiver 107a (the pluggable module transceiver) in FI1G.
1A. Lugthart-706, 9:38-51. FIR filters 27a/27b are transmit filters because they
process data to be transmitted to the host. As discussed supra §VI.E.1.b ([1.a]),
Lugthart-Das Sharma-Mezer’s FIR filters 27a/27b pre-equalize the signals
transmitted to the host device transceiver. See also Lugthart-706, 23:21-23, 23:62-
64. The host device transceiver is a “port transceiver” as discussed supra
§VLE.8.a ([8.PRE]).

194. Lugthart-Das Sharma-Mezer’s FIR filters 27a/27b each pre-

equalize[s] a corresponding serial symbol stream being transmitted to a port
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transceiver. Lugthart-706’s transceivers “implement a serializer/deserializer
(SerDes) function” converting between multiple signals on the host side and a
single signal on the line side. Lugthart-706, 7:6-20; see also Lugthart-706 Fig. 1A
(annotated below), 24:17-20 (RX DSP 23’s PCS block 26 “de-multiplex[es]” a

single line-side signal into multiple signals transmitted to the host).

PCS block 16 combines two

Two data channels : Single data channel
) data channels received . )
received from host : transmitted via cable
from host into one
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| |
HOST | | LINE
SIDE : : SIDE
| |
‘ |
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Two data channels PCS block 26 splits into Single data channel
transmitted to host two data channels, provides received from cable
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27a,b

195. A POSA understood that each of the signals transmitted to the host is
a “serial symbol stream” as claimed. “Symbol” was a well-known term for a
portion of a waveform or a signal state that represents a unit of data. Lugthart-706,
31:39-46. Lugthart-706 notes that “intersymbol interference (ISI)” is “a form of

signal distortion in which a symbol in a digital data stream interferes with
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subsequent symbols.” Lugthart-706, 6:43-50. A symbol interfering with
“subsequent symbols” transmitted over a data channel confirms that the symbols
reside in a serial symbol stream are transmitted one after another.

196. Thus, each of FIR filters 27a/27b “pre-equalize[s] a corresponding
serial symbol stream being transmitted to the port transceiver.”

c. Limitation [8.b]

8.b a controller having multiple registers, each of the multiple registers
containing a set of initial coefficient values corresponding to a
different channel model, the controller using one of the registers to set
initial coefficient values for the one or more transmit filters.

197. As discussed supra §VILE.1.b ([1.a]), Lugthart-Das Sharma-Mezer’s
pluggable module transceiver (Lugthart-706’s modified transceiver 107a/107b) has
multiple registers each containing a set of initial coefficient values corresponding
to a different channel model. See also supra §VI.D (the combination uses Mezer’s
teaching of different channel models with different initial coefficients and Das
Sharma’s teaching to store coefficients in registers). As further discussed supra
§VIL.D (explaining the combination) and §VI.E.1.b ([1.a]), Lugthart-Das Sharma-
Mezer modifies RX DSP 23 in Lugthart-706’s transceiver 107a/107b to have the
multiple registers each storing a different set of coefficient values and to select

among them to select initial coefficient values for FIR filters 27a/27b (transmit
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filters per [8.a]) for use in an adaptive pre-equalization training process. see also
Das Sharma, [0078], [0193], FIG. 5; Lugthart-706, 9:38-51, 23:62-64.

198. A POSA would have implemented this functionality in the RX DSP
23 with a controller. Das Sharma teaches that the “coefficient register table” is
used by a “coefficient algorithm module” that provides a set of initial coefficients
to the transceiver’s transmission logic. Das Sharma, [0078], FIG. 5. Das Sharma
FIG. 5 (annotated below) shows the coefficient algorithm module (red) and
coefficient register table (blue). Das Sharma, [0078] (“coefficient algorithm
module 520). Das Sharm teaches that the coefficient algorithm module can be
implemented by a microcontroller that includes the coefficient register table. Das
Sharma, [0078], [0193] (Das Sharma’s “modules” can each be implemented via a

“microcontroller” including “registers”).
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199. In addition to Das Sharma’s teachings, implementing Lugthart-Das
Sharma-Mezer’s pluggable module transceiver so that the RX DSP 23
functionality that stores initial coefficients in registers and selects an initial set is
implemented by a controller including the registers would have been a routine,
conventional and obvious way to implement that functionality in RX DSP 23. It
was common to implement functionality in a DSP via a controller and to include in
the controller registers that store data used in implementing the controller’s
functionality to improve performance given that data can be quickly and efficiently

accessed from a local register. Peddle, 5:13-22; Pickett, 2:8-34.
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200. Accordingly, an obvious implementation of Lugthart-Das Sharma-
Mezer has “a controller having multiple registers, each of the multiple registers
containing a set of initial coefficient values corresponding to a different channel
model, the controller using one of the registers to set initial coefficient values for
the one or more transmit filters.”

9. Claims 9-10

201. The additional limitations in claims 9 and 10 are identical to those in
claims 2 and 3, respectively, and met by Lugthart-Das Sharma-Mezer for the same
reasons. Supra §§VIE.2 (claim 2), VL.E.3 (claim 3).

10. Claim 11

202. Limitations [11.PRE] and [11.a] are identical to limitations [8.PRE]
and [8.a], respectively, and met by Lugthart-Das Sharma-Mezer for the same
reasons. Supra §§VI.E.8.a ([8.PRE]), VL.E.8.b ([8.a]).

a. Limitation [11.b]

11.b | a controller having multiple registers, each of the multiple registers
containing a set of initial coefficient values for which the port
transceiver determines a performance characteristic,

203. Limitation [11.b]’s requirement of “a controller having multiple
registers, each of the multiple registers containing a set of initial coefficient

values” 1s identical to a requirement in Limitation [8.b] and Lugthart-Das Sharma-
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Mezer meets that requirement in [11.b] for the same reasons. See supra §VI.E.8.c
([8.b).

204. As discussed supra §VI.E.4 (claim 4), in one obvious implementation
of Lugthart-Das Sharma-Mezer, a selection is made from among the registers
storing different sets of pre-computed pre-equalization coefficients by having the
pluggable module transceiver send an instance of a test signal pre-equalized with
the set of coefficients stored in each register, and the port transceiver determine
which register’s coefficients had the best performance characteristic (e.g.,
produced a signal with the smallest error). The port transceiver is a port
transceiver. See supra §VI.E.8.a ([8.PRE]). Thus, the port transceiver
determining a performance characteristic for each register meets “each of the
multiple registers containing a set of initial coefficient values for which the port
transceiver determines a performance characteristic” in [11.b].

b. Limitation [11.c]

11.c | the controller using one of the registers selected by the port transceiver
to specify the initial coefficient values for the one or more transmit
filters.

205. As discussed supra §VI.E.8.c ([8.b]), Lugthart-Das Sharma-Mezer’s
modified transceiver 107a/107b has a “controller [that] us[es] one of the registers

... to specify the initial coefficient values for the one or more transmit filters.” The
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only additional requirement in limitation [11.c] is that the register is “selected by
the port transceiver.”

206. As discussed supra §§VI.D (the combination), VI.E.4 (claim 4), and
VI.E.10.a ([11.b]), one obvious implementation of Lugthart-Das Sharma-Mezer
chooses the set of initial coefficients by having the pluggable module transceiver
send an instance of a test signal pre-equalized with the coefficients in each register,
determining at the port (host) transceiver which register’s coefficients had the best
performance characteristic and selecting the register with the best-performing
characteristics. In Lugthart-Das Sharma-Mezer, the performance characteristic is
determined in the port (host) transceiver because that is where the test signal is
received and can be best compared against a known error-free version of the test
signal. See supra §§VI.E.5-6 (claims 5-6).

207. In terms of which side (host/port or cable/pluggable module) of the
link selects the register having the coefficients that produced the best performance
characteristic, that was a matter of design choice. There were only two options and
a POSA understood that either was a well-known design choice, rendering both
obvious. A POSA also understood that the host/port transceiver is the desirable
design choice to make the selection because the host/port transceiver is the one
that determines the performance characteristic for each register’s coefficients and

can simply select the best performing one and inform the pluggable
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module/pluggable module transceiver of that selection. This is analogous to Das
Sharma’s teaching that during its training phase, adapted equalization coefficients
are determined by the receiving-side transceiver based on the received test signals
and the adapted coefficients are then provided to transmitter-side transceiver. Das
Sharma, [0078], [0193], FIG. 5.

208. Thus, in the obvious implementation of Lugthart-Das Sharma-Mezer
in which the host/port transceiver selects the register whose set of coefficients has
the best performance characteristics and sends that selection to the cable/pluggable
module/transceiver, the controller in the pluggable module transceiver “us/es/ one
of the registers selected by the port transceiver to specify the initial coefficient
values for the one or more transmit filters” as required by [11.c].

11. Claims 12-13

209. The additional limitations in claims 12 and 13 are identical to those in
claims 5 and 6, respectively, and met by Lugthart-Das Sharma-Mezer for the same
reasons. Supra §§VI.E.5-6 (claim 5-6).

12. Claim 14

14 The communications link of claim 11, wherein the port transceiver
generates updates for the coefficient values of the one or more transmit
filters.

210. As discussed supra §VI.E.7 (claim 7), Lugthart-Das Sharma-Mezer

implements an adaptive pre-equalization training process during which updates are
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generated for the pre-equalization coefficient values of FIR filters 27a/27b meet
the claimed transmit filters (see supra §VI.E.8.b).

211. A conventional and obvious way to implement this adaptive pre-
equalization training process in Lugthart-Das Sharma-Mezer was to have the host
“port transceiver generate[] updates” as required by claim 14. Das Sharma,
[0078], [0193], FIG. 5. There were only two options and a POSA understood that
either was a possible design choice and therefore obvious. POSAs also understood
that the host/port transceiver was a desirable design choice to determine how to
adapt the equalization coefficients because the host/port transceiver is the one that
receives the test signals and can determine how they differ from known good
signals and thus how the equalization coefficients should be adapted to reduce
error. Additionally, Das Sharma specifically teaches that updated equalization
coefficients are determined on the receive side of the channel that receives the
training signals and then transferring those updated coefficients to the transmitter
side. Das Sharma, [0078], [0193], FIG. 5.

212. Lugthart-Das Sharma-Mezer implemented, as suggested by Das
Sharma and as was well-known in the art, to have the host/port transceiver
determine the updated coefficients during training, meets and renders obvious

claim 14.
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13. Claim 15

15 The communications link of claim 14, wherein the controller saves
updated coefficient values in one of the registers.

213. As discussed supra §VI.E.7 (claim 7), Lugthart-Das Sharma-Mezer’s
adaptive pre-equalization training process updates the initial coefficient values and
stores the updated coefficients in one of the “multiple registers” in the cable’s
transceiver. And as discussed supra §VI.E.8.c ([8.b]), an obvious way to
implement Lugthart-Das Sharma-Mezer’s adaptive pre-equalization process was
via a controller in Lugthart-706’s modified RX DSP 23. Das Sharma, [0078],
[0193]. Thus, Lugthart-Das Sharma-Mezer meets and renders obvious claim 15.

14. Claim 16

214. Claim 16 is directed to a “pluggable module transceiver,” rather than
a chip-to-module communications link that comprises a pluggable module
transceiver as recited in claim 8 ([16.PRE]) but claim 16 is otherwise identical to
claim 8.

215. Limitation [16.PRE] is met because, as discussed supra §VI.E.8.a
([8.PRE]), Lugthart-Das Sharma-Mezer’s modified transceiver 107a/107b is a
pluggable module transceiver. Lugthart-Das Sharma-Mezer meets limitations

[16.a]-[16.b] for the same reasons it meets limitations [8.a]-[8.b], respectively. See
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supra §§VI.E.8.b-c([8.a]-[8.b]). Thus, Lugthart-Das Sharma-Mezer renders
obvious claim 16.

15. Claims 17-19

216. The additional limitations in claims 17, 18, and 19 are substantively
identical to those in Limitation [11.b], claim 5, and claim 6, respectively, and are
met by Lugthart-Das Sharma-Mezer for the same reasons. Supra §§VI.E.10.a
([11.b] for claim 17), VI.E.5 (claim 5 for claim 18), and VI.E.6 (claim 6 for claim

19).
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VII. DECLARATION

I declare that all statements made herein of my own knowledge are true, that
all statements made on information and belief are believed to be true, and that
these statements were made with the knowledge that willful false statements and
the like are punishable by fine or imprisonment, or both, under Section 1001 of

Title 18 of the United States Code.

I declare under penalty of perjury that the foregoing is true and correct.

Dated: March 28, 2025 7&\/”~

Paul S. Min, Ph.D.
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APPENDIX A: U.S. PATENT NO. 11,032,111 CLAIM LIST

Ref

Limitation

1.PRE

l.a

A SerDes communications method that comprises, in a transceiver:

selecting one of multiple registers to specify initial pre-equalizer
coefficient values, each of the multiple registers corresponding to a
different channel model;

1.b

l.c

updating the initial pre-equalizer coefficient values during a training
phase; and

using the updated pre-equalizer coefficient values to convey a transmit
data stream.

The method of claim 1, wherein at least some of the different channel
models are for chip-to-module (C2M) channels with different insertion
loss and package loss characteristics.

The method of claim 1, wherein at least some of the different channel
models presume different types of receiver equalization.

The method of claim 1, wherein said selecting includes using the initial
pre-equalizer coefficient values to determine a performance
characteristic for each of the multiple registers.

The method of claim 4, wherein the performance characteristic is an
error signal energy.

The method of claim 4, wherein the performance characteristic is a bit
error rate.

The method of claim 4, further comprising updating the selected
register with the updated pre-equalizer coefficient values.
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Ref

Limitation

8.PRE

8.a

A chip-to-module communications link that comprises a port connector
coupling a port transceiver to a pluggable module transceiver, the
pluggable module transceiver including:

one or more transmit filters to each pre-equalize a corresponding serial
symbol stream being transmitted to the port transceiver; and

8.b

a controller having multiple registers, each of the multiple registers
containing a set of initial coefficient values corresponding to a
different channel model, the controller using one of the registers to set
initial coefficient values for the one or more transmit filters.

The communications link of claim 8, wherein at least some of the
different channel models are for chip-to-module (C2M) channels with
different insertion loss and package loss characteristics.

10

11.PRE

The communications link of claim 8, wherein at least some of the
different channel models presume different types of receiver
equalization.

A chip-to-module communications link that comprises a port connector
coupling a port transceiver to a pluggable module transceiver, the
pluggable module transceiver including:

11.a

11.b

11l.c

one or more transmit filters to each pre-equalize a corresponding serial
symbol stream being transmitted to the port transceiver; and

a controller having multiple registers, each of the multiple registers
containing a set of initial coefficient values for which the port
transceiver determines a performance characteristic,

the controller using one of the registers selected by the port transceiver
to specify the initial coefficient values for the one or more transmit
filters.
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Ref

Limitation

12 The communications link of claim 11, wherein the performance
characteristic is an error signal energy.

13 The communications link of claim 11, wherein the performance
characteristic is a bit error rate.

14 The communications link of claim 11, wherein the port transceiver
generates updates for the coefficient values of the one or more transmit
filters.

15 The communications link of claim 14, wherein the controller saves
updated coefficient values in one of the registers.

16.PRE A pluggable module transceiver including:
16.a  one or more transmit filters to each pre-equalize a corresponding serial
symbol stream being transmitted to a port transceiver; and
16.b | a controller having multiple registers, each of the multiple registers
containing a set of initial coefficient values corresponding to a
different channel model, the controller using one of the registers to set
initial coefficient values for the one or more transmit filters.

17 The pluggable module transceiver of claim 16, wherein the port
transceiver determines a performance characteristic for each register.

18 The pluggable module transceiver of claim 17, wherein the
performance characteristic is an error signal energy.

19 The pluggable module transceiver of claim 17, wherein the

performance characteristic is a bit error rate.
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