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Abstract 

For distributed and network applications, efficient manage­

ment of program state is critical to performance and func­

tionality. To support domain- and application-specific op­

timization of data movement, we have developed the Inter­

net Backplane Protocol (IBP) for controlling storage that 

is implemented as part the network fabric itself. IBP al­

lows an application to control intermediate data staging op­

erations explicitly as data is communicated between pro­

cesses. As such, the application can exploit locality and 

manage scarce buffer resources effectively. In this pa­

per, we discuss the development of IBP, the implementa­

tion of a prototype system for managing network storage, 

and a preliminary deployment as part of the Internet-2 Dis­

tributed Storage Initiative. 

1 Introduction 

The proliferation of applications that are performance lim­

ited by network speeds leads us to explore new ways to 

exploit data locality in distributed settings. Currently, stan­

dard networking protocols (such as TCP/IP) support end­

to-end resource control. An application can specify the 

endpoints associated with a communication stream, and 

possibly the buffering strategy to use at each endpoint, but 

has little control over how the communicated data is man­

aged while it is traversing the network. In particular, it 

is not possible for the application to influence where and 

when data may be stored (other than at the endpoints) so 

that it can be accessed efficiently. 

To support domain- and application-specific optimiza­

tion of data movement, we have developed the Internet 

Backplane Protocol (IBP) for managing storage within the 

network fabric itself. IBP allows an application to imple­

ment interprocess communication in terms of intermediate 

data staging operations so that locality can be exploited and 

scarce buffer resources managed more effectively. 

The design of IBP illustrates the tension between two 

different approaches to the design of large-scale distributed 

systems, the functional ( or behavioral) model, which hides 

the internal state of each element, and the shared-memory 

model, which exposes a portion of that state. The advan­

tage of the functional approach is that it is both robust and 

scalable. In this model, the failure of one element results 

only in the failure of current interactions and the future un­

availability of that element, and the size of the system is 

limited only by the ability of elements to communicate. 

By contrast, the shared memory approach introduces long­

lived dependencies between elements that can compromise 

both robustness and scalability. A failure that corrupts the 

shared state will be visible to any future reader, and the 

size of the system is limited by the ability to coordinate the 

sharing of state correctly. However, the shared-memory 

model does allow the application to have direct control 

of resources so that domain- and application-specific op­

timization of memory usage can be implemented. 

In the case of the Internet, a large distributed system 

providing a communication service to systems at its pe­

riphery, such considerations of robustness and scalability 

led its designers to choose a stateless model, which is the 

networking equivalent of the functional model of compu­

tation. Routers perform stateless data transfer operations 

and control is calculated by routing algorithms which re­

quire only that the routers behave correctly, not that they 

maintain shared state. Indeed, the end-to-end model of IP 

networking has served the Internet well, allowing it to scale 

far beyond its original design while maintaining stable lev­

els of performance and reliability. Why then would we 

seek to challenge this stateless approach? 

To begin with, it is important to note that the designers 

of large-scale information systems often follow a shared­

memory model because the functional model puts unde-
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