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ABSTRACT

We present an O(log(min(m, n, j))-time sequential algorithm to select the jth-smallest
element of an array resulting from the merging of two sorted arrays A and B of sizes m and
n. This algorithm is then used to design two parallel algorithms to partition A4 and B into p
subarrays of size O((m + n)/p) in O(N/p+log N) and O(N /p +log plog N) times on
CREW PRAM and EREw PRAM models with p processors, where N = m + n. A third parallel
algorithm has been presented that partitions A and B in O(N /p +log p log N) time into p
pairs of subarrays of size O(N/p) on EREW PRAM with p processors without using any
selection algorithm. Finally, these partitioning algorithms are used to obtain optimal parallel
merging and sorting algorithms on cREW PRAMS and EREW PRAMS.

1. INTRODUCTION

Given two sorted arrays A =<ay,a,,...,a,,) and B= (b, b,,....b,), and
a parallel machine with p processors, our goal is to merge 4 and B into a
single array C of size N =m + n, efficiently. In order to perform merging in
parallel, we first devise three different parallel algorithms for partitioning the
given arrays A and B into p pairs of subarrays of approximately equal size.
Each partitioning algorithm gives rise to a distinct merging algorithm. How-
ever, before presenting these six parallel algorithms (three for partitioning and
corresponding three for merging), we first present a sequential selection
algorithm, which finds the jth element of the merged array C without
explicitly merging 4 and B. This selection algorithm constitutes the core of
two of the partitioning algorithms, using an approach similar to the one taken
by Akl and Santoro [2]. Finally, we discuss how these merging algorithms can
be used for sorting in parallel, efficiently.

Our computation model is the commonly used synchronous parallel ran-
dom access memory (PraM) machine consisting of a shared global memory and
p processors Py, P,,..., P,. We are considering two distinct members of pPrRAM
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family here: a) concurrent read and exclusive write (crRew) model and b)
exclusive-read and exclusive-write (Erew) model. A detailed discussion of the
praM family can be found in a survey by Vishkin [15].

Let T(p) be the time required by a parallel algorithm to solve a given
problem using p processors. The parallel algorithm is said to be cost-optimal
or simply optimal if the product of parallel-time T(p) and the number of
processors p is within a multiplicative constant of the lower bound on
sequential computation time for the problem. At present only a few problems
are known to have polylogarithmic-time optimal paraliel algorithms. Also, an
optimal parallel-algorithm on crcw (respectively CREW) PRAM may not always
be transformed into an optimal parallel-algorithm in crew (respectively EREW)
PRAM [8]. Only three optimal parallel sorting algorithms are known on EREwW
praM. The parallel bitonic-sorting algorithm in [4] is optimal and the multi-
plicative constant is also small. The merge sort algorithm in [7] on EREW PRAM
is optimal but the multiplicative constant is “somewhat less small” as observed
by the author himself. Parallel merge-sort algorithm in [2] on EREW PRAM
would be optimal if the selection algorithm were properly adapted (see
Section 2). Details about sequential and parallel sorting can be found in [1, 5,
6,9, 10, 13, 14].

2. SELECTION ALGORITHM

In this section a sequential algorithm for a selection problem is presented.
The selection problem considered here is different from the usual selection
problem. We are given two monotonically increasing sorted arrays A=
{a,a,,...,a,,y and B={b,,b,,...,b,)> of distinct elements. (The last con-
straint is imposed just to make the presentation and analysis of the algorithms
simple.) Let C={c,,¢,,...,cy> be the sorted array obtained by merging two
arrays A and B, where N =m + n. The problem is of finding kth-smallest
element in C without explicitly constructing C.

Without loss of generality it can be assumed that m < n, as otherwise we
can rename the arrays. We consider two different cases: (i) k <(m + n)/2 and
(ii) k > (m + n)/2. First, case (i) is considered and then it is shown how case
(ii) can be converted into a case similar to case (i).

If k > m, each of the first (k — m) elements of the larger array B is always
smaller than Ath-smallest elements in the merged array C. Also, each of the
last (n — k) elements in the larger array B is greater than the kth-smallest
element in C. Thus, the search for the kth-smallest element in the array B
could be confined to the elements b, _,, ., to b,. But in array 4 we need to
search among all the elements. The procedure presented here for searching
kth-smallest element always keeps two elements a, from A4 and b, from B
under consideration such that total number of elements in 4, = {a,,4,,...,a,)
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and B,={(by,b,,....b,) is k. Whenever the value of u is decremented
(incremented) by d, the value of ¢ is incremented (decremented) by d,
keeping u + v = k. We use a binary search technique to select the kth-smal-
lest element. An informal description of the selection procedure is as follows.
Initially we set u =[m /2] and ¢ = (k — u). At ith iteration, 1 <i < [log m]-1,
if a,>b,, then u is decremented by [m /2'*'] and ¢ is incremented by an
equal amount. At termination, one of the elements from {a,,b,.b., } is the
k th-smallest element, which can then be determined in constant time. On the
other hand, if kK <m < n, we initially set u=[k /2] and ¢ =k — u, and only
[log k1-1 iterations are required. A Pascal-like description of the selection
procedure is as follows.

PROCEDURE SELECT-k th-sMaLLEST (A, B, k, x,w);
(* Comments: Input: 4={a,,a,,...,a,,> and

B ={(by,b,,...,b,) are sorted arrays, k <[(m + n)/2] and m < n.
Output: x is the array name (A4 or B) and w is the index of the element
selected. *)
if kK > m then
w=\[m/2} v:=max(l,k —u);
for i:==1to[logm]—1de
if a, > b, then
w=max(l,(u~{m /27D 0=k —u:
else (b, >a,*)
we=min(m,u +(m /2N, ¢ = max(1, k —u),
endif
else(*k<m*)
we=[k /2l v=k~—u,
for i:==1to[logk]-1do
if a,> b, then
w=max(l,u~[k /20" 0=k — u;
else (b, >a,*)
w=u+lk /2 = max(l, k — u);
endif
endif
if (u = k) then
if (a, > b,) then
x=‘Biw:=7r
else (xa, < b, *)
x="Aw:=u
endif
else
if (e =1) then

AA/SWA Ex. 1014, p.3 of 11
American Airlines, et. al. v. Intellectual Ventures, et.al.
IPR2025-00785



154 N. DEO AND D. SARKAR

if (a, > b, ) then
x=‘Biw:=0p+1;
else (xa,<b,, *)
x=‘Aw:=u
endif
endif
endif
if (1 <u) and (u < k) then
if a,> b, then
X =A’; wi=u;
else
x:=‘B’; w=up;
endif
endif

Procedure SeLeCT-k th-sMALLEST (A, B,k,x,w) describes how to select
kth-smallest element from A and B when k <[(m + n)/2].1f k > [(m + n)/2],
kth-smallest is /th largest ({=m +n—k +1) and | <[(m + n)/2). It is an easy
task to modify procedure seLEcT-k th-smaLLEST (A, B, k, x,w) to find the /th
largest for / <[(m + n)/2]. We leave the necessary modifications of SELECT-
kth-smaLLest (4, B, k,x,w) to the reader. Let the modified procedure be
SELECT-/ th-LARGEST (A, B,l,x,w). These two special case selection proce-
dures are used to develop a jth-smallest selection algorithm for 1< j< N. A
Pascal-like description of the algorithm is presented next.

PROCEDURE SELECT+j th-sMALLEST (A, B, j, x,w);

(* Comments: Input: A ={a,,a,,...,a,,> and
B=(b,b,,...,b,) are sorted arrays,
ms<n,and 1<j<(m+n).
Output: x is the array name (A or B) and w is the
index of the element in the array x. *)
if j <[(m + n)/2] then
SELECT-k th-sMALLEST (A4, B, j, x,w);
else
l'=m+n-—j+1;
SeLECT-/ th-LARGEST (A4, B, 1, x,w);
endif
Two remarks are in order here. First, Akl and Santoro have also presented
a sequential selection algorithm for two sorted arrays 4 and B. Unfortu-
nately, their algorithm may fail if m # n. For example, when A = (1,2) and
B = (3,4,...,34) the Akl-Santoro algorithm will terminate with , =2 and
b, =10. Thus, X = (1,2) and Y = {9,10,11) do not include the median which
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is 17. We believe that their selection algorithm fails in general because it is a
special case of the algorithm in [11] for computing median of two equal size
sets. However, the algorithm may be modified by adapting the method
presented in [12]. But then the modified algorithm would not utilize the
special structure of the arrays. The selection algorithm presented here is
designed to utilize the special property (sortedness) of the arrays.

Second, our algorithm is different from the distributed selection algorithms
described in [11] and [12] in three ways: Input arrays here are sorted. The
complexity measure of the distributed algorithms is the number of communi-
cation steps and not the total number of computational steps. In the dis-
tributed algorithms, the median of each set is computed, and then these
medians are used to reduce the size of each set.

3. PARTITIONING ALGORITHMS

We now consider the problem of partitioning of a pair of sorted arrays of
sizes m and n into p pairs of subarrays (A, B;>, 1 <i < p, such that total
number of elements in 4, and B, is O(N /p), where N = m + n. Moreover,
the largest element in {A;, B;) is smaller than every element in A4, ,B;, ;)
for 1<i<(p—1). Using the jth-smallest selection algorithm presented in
previous section, two algorithms are presented. The first algorithm partitions
A and B into p pairs of subarrays in O(log N) time using a p-processor CREwW
praM. The second algorithm uses the less powerful model, EREW PRAM, also
with p processors, but runs for a longer time, namely O(log p log N) time. Let
P={pP, PZ,...,Pp} be the set of processors available for each model.

PROCEDURE PARTITION-1(A,B, P, [,]);

(* Comments: Input: A and B are sorted
arrays and P is the set of processors.
Output: [ =iy, i,,...,i,) and
J = JjisJas-.-,Jp> are the indices of the
beginning elements of the partitions A, B,. *)
do in parallel for all k, 1<k <(p-1)
SELECT-jth-sMALLEST(A, B,[N / pl* k, x,w);
compute iz, ji;

PROCEDURE PARTITION-2( A, B, P,1,7),

(* Parameters are as in the previous procedure *)
if |P| > 1 then
P, finds k such that 2¢~1 < |P| < 2%;
SELECT-jth-sMALLEST(A, B,[N / p1%2%~1 x,w);
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compute iy and jyi-1;

P=P,P,,.... Py

]—):= sz—\+],P2A—|+2,...,Pp;

do in parallel

PARTITION-2(A |, B|, P, 1}, ]});

PARTITION-2(A,, B,, P, I, I,);
endif

Now we present another partitioning algorithm that does not use a selec-
tion algorithm. The following two lemmas are consequence of our assumption
about arrays A and B.

LemMaA 1. For each a;, 1 <i<m, one and only one of the following holds:
() b, < a;, that is, every element in array B is smaller than a;, (i) b, > a;, that
is, every element in array B is greater than a,, (iii) b;<a;<b; ., 1<j<n.

Lemma 2. For each b;, 1 < j< n, one and only one of the following holds:
() a,, < b;, that is, every element in array A is smaller than b;, (i} a, > b;, that
is, every element in array A is greater than b, (iii) a;, <b; < a;,, 1 <i<m.

i

The following procedure, PROCEDURE DIVIDE, partitions arrays A and B
into two pairs of subarrays (possibly empty) {4,, 4,) and {B,, B,) such that

IN<(l4,1+1B;l) <IN, fori=1and2.

PROCEDURE DIVIDE(A, B, P, u,v);
(* Comments: Input: Sorted arrays 4 and B
Output: Indices u and v such that
either () b, < a,< b, or(ia,<b,<a,..
P, is the processor that does the computation. *)
if m > n then
u=1[m/2l;
using binary search on array*B find v such
that b, <a,<b,,,
else(*n>m?*)
v=I[n/2)
using binary search on array A4 find u such
that a, < b, <a,,,
endif

Define
A1=<a1,azy---yau>, AZ=<au+1’au+2""’am>7
B,=<b1,b2,...,bv> and Bz=(bv+1,bv+2,...,bn>.
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LemMA 3. PROCEDURE DIVIDE partitions A and B into (A, A,) and (B, B;)
such that, *N <(lA4;} + |B)) <3N, fori=1 and 2.

Proof. Two cases to be considered:

Case I: m>n. In this case u=[m /2] and 0 < <n. Thus, m/2+0<
u+ v <m/2+n which implies that 1N <u+ ¢ <3N or iN <(l4,|+ B, <
%N (since |A;|=u and |B,|=0).

Similarly, it can be shown that N <(|4,] + |B,1) <3N.

Case 2: m < n. Proof for this case is similar to the one for Case 1. |

The following procedure, PROCEDURE PARTITION-3, partitions two sorted
arrays A and B into p subarrays calling PROCEDURE DIVIDE. We show
that PROCEDURE PARTITION-3 partitions A and B into p pairs {A;, B;) in
O(log p log N) parallel time steps using p processors such that (|4, + |B;]) =
O(N /p).

PROCEDURE PARTITION-3(A,B, P, 1,7]);

if |[P]> 1 then
pivibe(A, B, Py,u,v);
k=(u+0v)*p/N;
k == round (k);
P=P,P, .. Py
Pi= Py, Prosso P
do in paraliel
PARTITION-3(A, B, P, 1,7 });
PARTITION-3( A5, B,, P, I,,7,);
endif

The preceding procedure partitions the arrays 4 and B into p pairs of
subarrays. The following lemmas give running time of procedure PARTITION-3
and the size of each pair of arrays at termination of procedure PARTITION-3.

LeMMA 4. When PROCEDURE PARTITION-3 terminates, the largest element in
A; and B, is smaller than the smallest element in A;,, and B; ., 1<i<p-1.

Proof. The boundary of A; and A,,, (respectively B; and B, ) are
nonoverlapping. Also, at every stage of partitioning procedure prvipe is called
which ensures that each element to the left of the boundary is smaller than
those to the right of the boundary. Thus, the lemma holds. ]

Lemma 5. Each pair {A;,B;), 1 <i<p, has O(N/p) elements, when
PARTITION -3 terminates.
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Proof. We prove this lemma by induction on the number of partitions.

Basis: If number of partitions is two, (|4;| + |B,|) = O(N /2) and (|4,| +
|B,1)=O(N /2) by Lemma 3. Thus, the lemma holds for p =2.

Induction Hypothesis: Let (14,1 +|B;]|)=O(N/h), for 2<h<p, and
1<i<h.

Induction Step: To show that (|A4;|+|B;))=0O(N/(h+1)) for 1<i<
(h+1).

At the first call of PROCEDURE DIVIDE, arrays A and B are divided into
subarrays A = (A, A") and B = (B’, B") Now we have two problems: Parti-
tioning A' and B’ wsing k =round ((|4'|+|B’|)/N * p) processors and
partitioning A" and B” using ((h +1)— k) processors. The number of ele-
ments in each partition can be bounded by the inequalities

N N
(h+1*k+h+1 )>(|A’|+|B’l), (1)
(a1 +18) > (5 k- p +1), B
N
(h+1"‘(h+1 k)+h111 )>(|A”|+|B"|), (3)
(4" +1B") = (h[il*(h'ﬂ k)—%ﬂ) 4)

When one of the partitions attains the lower bound in inequalities (1) or (2),
the other attains the upper bound. The partition with lower bound can be
partitioned into subarrays such that each partition has O(N /(h + 1)) elements
(by induction hypothesis). Let us assume (without loss of generality) that
(|4’ +|B’|) attains the upper bound, that is, (|4'| + |B'[)=(N /(h +1D* k +
N/(h+1-1).

By induction hypothesis 4’ and B’ can be partitioned into k subarray
pairs such that (14, + [Bjl) = O(N/(h + )*k + N/(h+1)-1)/k)=
ON/(h+1)+ N/(h+ Dk —1/k)=O0(N/(h+1)). ]

LEMMA 6. PROCEDURE PARTITION -3 terminates in O(log p log N') time.

Proof. We know that PARTITION-3 calls PROCEDURE DIVIDE once and that
recursively PARTITION-3 calls itself twice in one parallel-time step. Thus, to
show that pArTITION-3 terminates in O(log plog N) time, it is sufficient to
show that there are at most O(log p) parallel recursive-calls to PROCEDURE
pARTITION-3. The calls to PARTITION-3 can be represented as a labeled binary
tree. The node labels are the distance of the nodes from the root.

By Lemma 3, it is known that the maximum size of a subarray pair at level 1
(of the procedure call tree) is 2N, at level 2 it is 3(3N) = (3)?N. In general, at
level i maximum size of any pair of subarrays is (3)'N. Thus, at level log, ; p,
the maximum size of any subarray pair is (3)!°83PN=N/p=0O(N/p).
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Thus, the subarray size would be O(N/p) after at most O(log p) parallel
calls to PROCEDURE PARTITION-3. Hence, the proof of the lemma. | |

THEOREM 1. PROCEDURE PARTITION -3 divides a pair of arrays A and B into p
pairs of subarrays in O(log p log N)-time. Also, the size of each pair of
subarray is O(N / p).

4. MERGING AND SORTING ALGORITHMS

The partitioning algorithms presented in previous section are used in this
section to design parallel merging and sorting algorithms. First, partitioning
algorithm is invoked and the arrays are partitioned into p subarray pairs, and
then these subarray pairs are merged in parallel as in [2]. It is worth
mentioning that the merging algorithm that uses PROCEDURE PARTITION-3 for
partitioning have to compute the index of the beginning position of each
processor in the merged array C. This can be done using any partial-sum
computation algorithm [3].

PROCEDURE MERGE-1(A4, B,C, P);

pARTITION-1(A4, B, P,1,J);

do in parallel forall i, 1<i<p
Merge A4; and B; using processor P; and store
into C starting at location ((i — 1) *[(m + n)pl1+1);

PROCEDURE MERGE-1 takes O(N/p +log N) time on cREw PRAM and is
optimal for p < N /log N. In PROCEDURE MERGE-1, when PROCEDURE PARTI-
TION-1 is replaced by PROCEDURE PARTITION-2, the resulting merging algo-
rithm, say PROCEDURE MERGE-2, takes O(N /p +log plog N) time on EREw
PrAM and is optimal for p < N /log? N. A third parallel merging algorithm is
obtained when PROCEDURE ' PARTITION-3 is used. The algorithm is presented
next.

PROCEDURE MERGE-3(A4, B,C, P);

PARTITION-3(A, B, P,1,]);
do in parallel for i, 1 <i< p
Processor P; counts the number of elements in A4, and B,
(* Let N, be the number of elements
in 4;and B; and £i_, N,= X, *)
Compute X;s, the partial sums;
Merge A; and B; and store into C starting
at location X;_,+1
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Computation of X;s in the preceding procedure can be performed in
O(log p) time (see [3]). All other computations can be performed in O(N /p +
log plog N) time on EREw praM and thus, MERGE-3 is optimal when p <
N /log?N.

Using merging algorithms presented here parallel sorting can be performed
as follows: Divide the list of elements to be sorted into p equal-size sublists
and sort each sublist sequentially by one processor using some efficient
sequential sorting algorithm. Then, in parallel merge two list into one succes-
sively, until a single sorted list is obtained. To see that the implementation of
this sorting algorithm can be achieved in O(N/p)log(N/p)+(N/p+
log p log N)log(N / p)) time is straightforward. The sorting algorithm is opti-
mal for p < N /log? N on the EREW PRAM.

EXAMPLE. Let L={9,1,8,6,14,3,10,12,11,13,2,7,16,4,15,5} be the list to
be sorted by processors P,, P,, P3, and P,. Initially, each of P,, P,, P;, and
P, will sort one fourth of the list obtaining A4 =(1,6,8,9), B =(3,10,12,14),
C=(2,7,11,13), and D ={4,5,15,16). Now, A and B will be partitioned
by P, to obtain A,=(1,6,8), A,=(9), B;=<3), and B,=<10,12,14).
Similarly, C and D will be partitioned by P;. Then, first merging phase
will produce two sorted lists E = (1,3,6,8,9,10,12,14) and F =
(2,4,5,7,11,13,15,16), which will be partitioned into E,=(1,3), E, = (6,8),
E;=49,10,12), E,=(14), F,=(2,4), F,=(57), Fy=(11), and F,=
(13,15,16). Finally, P, 1 <i <4, will merge E;, and F; to produce the sorted
list.

5. CONCLUSION

In this paper, we have presented several algorithms for three comparison
problems—selection, merging, and sorting. First, we have presented an
O(log(min(m, n, j))-time sequential algorithm to select the jth-smallest ele-
ment from two sorted arrays A and B of sizes m and n. This algorithm was
then used to design two parallel algorithms to partition 4 and B into p
subarrays, each of size O((m + n)/p) on CREW PRAM as well as EREW PRAM
models. These algorithms require O(N /p +log N)and O(N/p +log plog N)
time and are optimal for p < N/log N and p<N/10g2N, respectively. A
third partitioning algorithm has also been presented that does not use the
selection algorithm, but partitions 4 and B in O(N/p +log plog N) time
into p pairs of subarrays of size O(N/p) on an EREwW PRAM. Finally, these
partitioning algorithms are used to obtain optimal parallel merging and sorting
algorithms on CREw PRAMS and EREW PRAMS.

We would also like to point out that, although on the surface the sorting
algorithm presented here may appear very similar to the one proposed by Akl
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and Santoro in [2], a closer look will reveal that there are fundamental
differences in the functioning and performance of the two key procedures (i.e.,
selection and partitioning) used by both algorithms. The selection algorithm of
[2] (after the necessary corrective measures are taken) is an adaptation of a
distributed selection algorithm of [11], and does not seem to be very efficient
in this application. Secondly, while the algorithm proposed here will select the
kth-smallest value, for any k, the one in [2] is for selecting the median only.
Consequently, the partitioning algorithm of [2] partitions A4 and B into 2’
pairs and not into an arbitrary number of pairs, as is the case for the
partitioning algorithms proposed here.
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