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, Miscellaneous 
"The sewer overnowed.'' vs. "a sewer is not a tailor.'' 
•'He moped since his parents refused to buy a moped." 
•'Agape is a Greek word.'' vs. "His mouth was agape." 
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As discussed earlier, abbreviation/acronym expansion and linguistic analysis described 
in Sections 14.4.1 and 14.5 are two main sources of information for ITS systems to resolve 
homograph ambiguities. 

We close this section by introducing two special sources of pronunciation ambiguity 
lilat are not fully addressed by current TIS systems. The first one is a variation of dialects 
(or even personal dialect-idiolect) . For example, some might say tomley]to, while some 
01hers might say tom[aaJto. Another example is that Boston natives tend to reduce the Ir/ 
sound in sentences like "Park your car in Harvard yard." Similarly, some people use the 
spelling pronunciation in-ter-es-ting as opposed to intristing. Finally, speech rate and for­
mality level can influence pronunciation. For example, the lg/ sound in recognize may be 
omined in faster speech. [t might be a sensible decision to output all possible pronunciations 
ilS a multiple pronunciation list and hope the synthesis back end picks the one with better 
acoustic/prosodic voice rendition. While true homographs may be resolved by linguistic and 
discourse analysis, achieving a consistent presentation of dialectal and stylistic variation is 
an even more difficult research challenge. 

The other special source of ambiguity in ITS is somewhat different from what _we 
have considered so far, but may be a concern in some markets. Most borrowed_ or foreign 
• I · • t' n norrnahzed 10 the 

Smg e words and place names are realized naturally with pronuncia 10 . . 
• • fers to the ability of a main presentation language. Going beyond that, language detection re 1 TIS I • d tretch of text For examp e, system to reco!mize the imended language of a mu uwor s . . • 1 _ 

co 'd b h d that is simply une c wse en 
"51 er the fragment "Well, as for the next department ea ' d) • ht be 

tend ., T ,, ( m·ng clearly understoo mig 
ue. he French phrase "w,e chose entendue some 1 bT al English/French 

realized in a proper French accent and phone pronunciation by a I mgu . 
read F the system must have. 

er. or a ITS system to mimic the best performance, 

• language identification capability 

• dictionaries and rules for both languages 

• voice rendition capability for both languages 

t4.?, MORPHOLOGICAL ANALYSIS . 
H we consider issues of relaung 

General issues in morpholoc:ry are covered in Chapter 2. l;:~~g its component morphemes, 
a S~rface orthographic fo~ to its pronunciation by a;:h as prefixes, suffixes, an~ s~em 
:htch are minimal meaningful elements of w?rds~erred as morphological analysis [-8~. 

Ords th , . . rocess is re,, . . ·t • sometimes poss1-
Wh ernselves. This decompos1t1on P h·c form exphc1tly, 1 is f 
bl en a dictionary does not list a given orthograr I s already present. These shorter onns 

e to analyze the new word in terms of shorter ortn 

EX-1018 
U.S. Patent 8,073,681
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may combine as prefixes, one or more stems or roots, and suffixes to generate new fonns. If 
a word can be so analyzed, the listed pronunciations of the pieces can be combined, perhaps 
with some adjustment (phonological rules), to yield a phonetic form for the word as a whole.. 

The prefixes and suffixes are generally considered bound, in the sense that they cannot 
stand alone but must combine with a stem. A stem, however, can stand alone. A word such 
as establishment may be decomposed into a "stem" establish and a suffix -ment. In practice, 
it is not always clear where this kind of analysis should stop. That is, should a system at­
tempt to further decompose the stem establish into estab/ and -ish? These kinds of questions 
ultimately belong to etymology, the study of word origins, and there is no final answer. 
However, for practical purposes, having three classes of entries corresponding to prefixes, 
stems, and suffixes, where the uses of the affixes are intuitively obvious to educated native 
speakers, is usually sufficient. In practical language engineering, a difference that makes no 
difference is no difference, and unless there is a substantial gain in compression or analytical 
power, it is best to be conservative and list only obvious and highly productive affixes. 

The English language presents numerous genuine puzzles in morphological analysis. 
For example, there is the issue of abstraction: is the word geese one morpheme, or two (base 
goose + abstract pluralizing morpheme)? For practical ITS systems, relying on large dic­
tionaries, it is generally best to deal with concrete, observable forms where possible. In such 
a lexically oriented system, the word geese probably should appear in the lexicon as such, 
with attached grammatical features including plurality. Likewise, it is simpler to include 
children in the lexical listing rather than create a special pluralizing suffix -ren whose use is 
restricted to the single base child. 

The morphological analyzer must attempt to cover an input word in terms of the af­
fixes and stems listed in the morphological lexicon. The covering(s) proposed must be legal 
sequences of forms, so that often a word grammar is supplied to express the allowable pat­
terns of combinations. A word grammar might, for example, restrict suffixation to the final 
or rightmost stem of a compound, thus allowing plurality on the final element of business­
men but not in the initial stem (businessesman). In support of the word grammar, all stems 
and affixes in the lexicon would be listed with morphological combinatory class specifica­
tions, usually subtyped in accordance with the base POS categories of the lexicon entries. 
That is, verbs would typically accept a different set of affixes than nouns or adjectives. In 
addition, spelling changes that sometimes accompany affixation must be recognized and 
undone during analysis. For example, the word stC1ppf:?g has undergone final consonant 
doubling as part of accommodating the suffix ing. 

A morphological analysis system might be as simple as a set of suffix-stripping ru!es 
for English. If a word cannot be found in the lexicon, a suffix-stripping rule can be apphed 
to first strip out the possible suffix, including -s, . 's, -ing, -ed, -est, -ment, etc. If the stripped 
form can be found in the lexicon, a morphological decomposition is attained. Similarly, pre· 
fix-stripping rules can be applied to find prefix-stem decomposition for prefixes like _in-, 1111·• 

non-, pre-, sub-, etc., although in general prefix stripping is less reliable. 
Suffix and prefix strippin•g gives an analysis for many common inflected and some de• 

rived words such as helped, cats, establishment, lm.mFe, predetermine, .mbword, etc. It he
1
1?s 

• • 'J' f I ity 
m savmg system storage. However, it does not account for compounding, issues O ega 
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f sequence (word grammar), or spelling changes. It can also mak . k f 
o . • . b , • e m1sta es ( rom a syn-
hronic pomt of view. asem£ 111 1s not base+ -ment) some of which .11 h 

c . . h' • . ' w1 ave consequences 
• ITS renditton. A more sop 1st1cated version could be constructed b dd' 

1 in • . Y a mg e emems 
. ch as POS type on each suffix/prefix for a rudimentary Ieoality check 

O 
c b' . su . . . o n om mat1ons. 

However, a truly robust morpholog1~al capability would require more powerful formal ma-
chinery and a more thorough analysts. Therefore, adding irregular morphological fomiation 
into a system dictionary is always a desirable solution. 

Finally. sometimes in commercial product names the compounding structure is sig-
naled by word-medial case differences, e.g .. AltaVistan.', which can aid phonetic conversion I 
algorithms. These can be treated as two separate words and will often sound more natural if 
rendered with two separate main stresses. This type of decomposition can be expanded to 
find compound words that are formed by two separate nouns. Standard morphological 
analysis algorithms employing suffix/prefix. stripping and compound word decomposition 
are summarized in Algorithm 14.4. Note that the algorithm can be easily modified to handle 
words constructed by a combination of prefix, suffix, and compound. 

ALGORITHM 14.4: MORPHOLOGICAL ANALYSIS 

1. Dictionary Lookup 
Look up word win lexicon 
If found 

Output attributes of the found lexical entry and exit 
2. Suffix Stripping 

If word ends in -s, -'s, -ing, -ed, -est, -ment, etc. 
Strip the suffix from word w to form u 

If stripped form u found in lexicon . 
Output attributes of the stem and suffix and exit 

3. Prefix Stripping 
If word begins with in-, un-, non-, pre-, sub-, etc. 

Strip the prefix from word w to form u 
If stripped form u found in lexicon . 

Output attributes of the prefix and.stem and exit 
4. Compound word decomposition 

If detect word-medial case differences with;n word w d'ng to case changes 
Break word w into a multiple words u,, u2, U3, ... accor 1 

For words u,, u2, U3, goto 1. u in lexicon 
Else if word w can be decomposed into two nouns u,, 2 

Output attributes of the u,, u2 and exit 
S, Pass word w to letter-to-sound module 



728 
Text and Phonetic Analysis 

14.8. LETTER-TO-SOUND CONVERSION 

Th b t resource for generating (symbolic) phonetic fonns from words is an extensive word 
e es • r · d I b h • list. The accuracy and efficiency of such a solution 1s . 11mte on Y y t e ti_me, ~ffort, and 

knowledge brought to bear on the dictionary construct10n process. As descnbed m Section 
14.2, a general lexicon service is a critical resource for _the !f~ sy_st~m. Thus, the first and 
the most reliable way for grapheme-to-phoneme conversion 1s via d1ct1onary lookup. 

Where direct dictionary lookup fails, rules may be used to generate phonetic fonns. 
Under earlier na'ive assumptions about the regularity and coverage of simple descriptions of 
English orthography, rules have traditionally been viewed as the primary source of phonetic 
conversion knowledge, since no dictionary covers every input fonn and the TIS system 
must always be able to speak any word. A general letter-to-sound (L TS) conversion is thus 
required to provide phonetic pronunciation for any sequence of letters. 

Inspired by the phonetic languages, letter-to-sound conversion is usually carried out 
by a set of rules. These rules can be thought of as dictionaries of fragments with some spe­
cial conventions about lookup and context. Typically, rules for phonetic conversion have 
mimicked phonological rewriting in phonological theory [5], including conventions of 
ordering, such as most specific first. In phonological rules, a target is given and the rewrite is 
indicated, with context following. For example, a set of rules that changes orthographic k to 
a velar plosive /kl except when the k is word-initial ('[') followed by n might appear as: 

k ->!sill% [ _ n 
k -> /kl 

The rule above reads that k is rewritten as (phonetic) silence when in word initial position 
and followed by n, otherwise k is rewritten as (phonetic) /kl. The underscore in the first line 
is a placeholder for the k itself in specifying the context. This little set properly treats k in 
knight, darkness, and k;uen. These are fom1ally powerful, context-sensitive rules. Generally 
a ITS system require hundreds or even thousands of such rules to cover words not appear­
ing in the system dictionary or exception list. Typically rules are specified in tenns of single­
letter targets, such as the example for k above. However, some systems may have rules for 
longer fragments, such as the special vowel and consonant combinations in words like 
neigh~or and w~igh. In practice, a binary format for compression, a corresponding fragment 
matchmg capabil_ity, and a rule index must be defined for efficient system deployment. 

Rules .0 ~ this type ar~ tedious to develop manually. As with any expert system, it is dif­
ficult to anticipate all possible relevant cases and sometimes hard to check for rule interfer­
ence and redundancy In any c th I • · d ,·th . . • ase, e ru es must be venfied over a test 11st of wor s w 
known transcnpt10ns Gene JI 'f ct· • . d ch . • ra Y, 1 pre 1ctlon of mam stress location is not attempte , su 
~Jes migh~ account for up to 70% of the words in a test corpus of general English. If predic­
tion of mam stress is atte t d th . · ch 
l mp e , e percentage of correct phonetic pronunciations 1s mu 
ower, perhaps below 50~ Th • . h J gy 
h. h . . 0

• e correct pred1ct1on of stress depends in part on morp O O ' 
w 1c 1s not typically expl'c'tl . . h frag-1 1 Y attempted m this type of simple rule system (thoug 
menhts clorresponding to affixes are frequently used, such as tion -> /ah ax n/). Certainly, 
sue rues can be made to app h d' . • · mor-

roac 1cllonary accuracy, as longer and more explicit 



to Sound Conversion 
Leiter· • 729 

phological fragments are included. One extreme case is to create one specific rule (contain­
. e"act contexts for the whole word) for each word in the dictionary Obviously th" . ing I\ • • • • • IS IS not 
desirable, since 1t 1s eqmvalent to puttmg the word along with its phonetic pronunciation in 

the dicLionary. 
In view of how costly it is to develop LTS rules, particularly for a new language, at­

tempts have been made recently to automate the acquisition of LTS conversion rules. These 
self-organizing methods believe that, given a set of words with correct phonetic transcrip­
tions (the offline dictionary), an automated learning system could capture significant gener­
alizations. Among them, classification and regression trees (CART) have been demonstrated 
to give satisfactory performances for letter-to-sound conversion. For basic and theoretic de­
scripLion of CART, please refer to Chapter 4. 

In the system described in [14], CART methods and phoneme trigrams were used to 
consLrUct an accurate conversion procedure. All of the experiments were carried on two da­
tabases. The first is the NETALK [25], which has hand-labeled alignment between letter and 
phoneme transcriptions. The second is the CMU dictionary, which does not have any align­
ment infonnation. The NETALK database consists of 19,940 entries, of which 14,955 were 
randomly selected as a training set and the remaining 4951 were reserved for testing. Those 
4951 words correspond to 4985 entries in the database because of multiple pronunciations. 
The hand-labeled alignments were used directly to train the CART for LTS conversion. The 
CMU dictionary has more than 100,000 words, of which the top 60,000 words were selected 
based on unigram frequencies trained from North American Business ~ews. Amon~ ~em, 
52,415 were used for training and 9719 reserved for testing. Due to mult1p!e pronu~ciauons, 
those 9719 words have IO 520 entries in the dictionary. Due to lack of ahgnment informa­
tion, dynamic programmin~ was used to align each letter to the corresponding phoneme be­

fore training the L TS CART. 
. f f ons and a procedure to se-The basic CART component includes a set o yes-no ques 1 . . 

lect the best question at each node to grow the tree from the root. The basic yes-no,~uesuon 
r . , , ?" "Is the first leJ' output 
ior LTS conversion looks like "ls the second right letter P • or . h •ct F 
h "th th left or the ng t s1 e. or 

P oneme lay/?" The questions for letters could be on et er e . • 
h - r ·1 The range of question pos1-

~ ones, only questions on the left side were used, for simp ici y._ . . It was found 
110 • honoJoa1cal vanauons. 

ns must be long enough to cover the long-distance P 0 • ht letter context) and 3-
that the 11-letter window (5 for left letter context aod S ::r n~ A primitive set of ques­
~honeme window for left phoneme context are generally su ichienle.tter or phoneme identity. 
lions Id . t' ons about eac W wou be the set of all the smgleton ques I eduction was chosen at each 

hen growing the tree, the question that had the beSl entrop~ r question that is a combina­
~ode. We observed that if we allow the node to have a compl ex duced and the performance 
t1on f • . . . will be great y re 
. 0 pnm1t1ve questions the depth of the tree d 1,/:t letter 't' and the first left 
imp ' • "l the secon eJ' roved. For example the complex question s . suffix "tion" and convert 
lette ,., ' e 'o' m common 
. r I and the first right letter 'n '?" can captur 11 •ate the data fragment problem 
11 to th • • can also a ev1 e nght phoneme. Complex questions . f finding such complex ques-
caused b 'thm This way O h 
I. Y greedy nature of the CART algon • 1. ystem built using the above tee -
ions • • . 4 The base me s . is s1mt1ar to those used in Chapter • 
niqu~ has error rates as listed in Table J 4, 11 • 
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Table 14.11 LTS baseline results using CART [13]. 

Database Phoneme Word 

CMU Lexicon 9.7% 35.0% 

NETTALK 9.5% 42.3% 

The CART LTS system [14] further improved the accuracy of the system via the fol­
lowing extensions and refinements: 

• Phoneme trigram rescoring: A statistical model of phoneme co-occurrence, 
or phonotactics, was constructed over the training set. A phonemic trigram 
was generated from the training samples with back-off smoothing, and this 
was used to rescore then-best list generated by LTS. 

• Multiple tree combination: The training data was partitioned into two parts 
and two trees were trained. When the performance of these two trees was 
tested, it was found that they had a great overlap but also behaved differently, 
as each had a different focus region. Combining them together greatly im­
proved the coverage. To get a better overall accuracy, the tree trained by a11 
the samples was used together with two other trees, each trained by half of 
the samples. The leaf distributions of three trees were interpolated together 
with equal weights and then phonemic trigram was used to rescore the n-best 
output lists. 

By incrementally experimenting with addition of these extensions and refinements, the re­
sults improved, as shown in Table 14.12. 

These experiments did not include prediction of stress location. Stress prediction is a 
difficult problem, as we pointed out earlier. It requires information beyond the letter string. 
In principle, one can incorporate more lexical inforrnatioQ, including POS and morphologic 
information, into the CART L TS framework, so it can be more powerful to learn the pho­
netic correspondence between the letter string and lexical properties. 

Table 14.12 LTS using multiple trees and phonemic trigram rescoring [13]. 

Database Phoneme Word 

CMU Lexicon 8.2% 26.9% 

NETIALK 8.1% 34.2% 

14.9. EVALUATION 

Ever since the early days of TIS research [21, 31], evaluation has been considered an inte­
gral part of lhe development of TIS systems. End users and application developers are 
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tly interested in the end-to-end evaluation of TIS systems. This monolithic type of 
mos • • f ' d b wbOle-system evaluation 1_s o _ten reierre to ~s lack-box evaluation. On the other hand, 
modular (component) testing 1s more appropnate for ITS researchers when working with 
isolated components of the TIS system, for diagnosis or regression testing. We often refer 
10 this type of evaluation as glass-box evaluation. We discuss the modular evaluations in 
~Jch modular TIS chapter, while leaving the evaluation of the whole system to Chapter 16. 

For text and phonetic analysis, automated, analytic, and objective evaluation is usually 
feasible, because the input and output of such module is relatively well defined. The evalua­
tion focuses mainly on symbolic and linguistic level in contrast to the acoustic level, with 
which prosodic generation and speech synthesis modules need to deal. Such tests usually 
involve establishing a test corpus of correctly tagged examples of the tested materials, which 
can be automatically checked against the output of a text analysis module. It is not particu­
larly productive to discuss such testing in the abstract, since the test features must closely 
track each system's design and implementation. Nevertheless, a few typical areas for testing 
can be noted. In general, tests are simultaneously testing the linguistic model and content as 
well as the software implementation of a system, so whenever a discrepancy arises, both 
possible sources of error must be considered. 

For automatic detection of document structures, the evaluation typically focuses on 
sentence breaking and sentence type detection. Since the definitions of these two_ types of 
document structures are straightforward, a standard evaluation database can be easily eScab­
lished. 

In the basic level, the evaluation for the text normalization component shou!d in~l~de 
large regression test databases of text micro-entities: addresses, Internet and emru~ enuues, 
numbers in many formats (ordinal cardinal, mathematical, phone, currency, etc.), utles, and 
abbreviations in a variety of con~exts These would be paired with the correct referen~e 
forms in something like the SNOR used in ASR output evaluation. In its simplest form, this 
w Id • d 1n· r ke 7% vs seven per-ou consist of a database of automatically checkable paire en es 1 • . 

cent, and $1.20 vs. one dollar and twenty cents. If you want to evaluate the se~anttc caanpt~,c-
bil'ty • ht • I de markups 1or sem 1 of text nonnalization the regression database mig me u . <I b r:>" and 
~gs, so that we have 7% vs: "<number>SEVEN<ratio>PERCENT<lr~1:, ;~; ~gre;sion 
l.20 vs. "<money>ONE DOLLAR AND TWENTY CENTS<lmon y d. the sys-

datab . . • r 5 some depen ence on 
ase could include domain-specific entnes. This imp te . . T ble 14 13 the firSt 

tern's API • . . . I th xamples given tn a • • 
0 . -its markup capab1ht1es or tag set. n . e e . he second one is suitable for 
nets a desirable output for domain-independent input, while t . 

normal' . t· I fonnula domain. ization of the same expression in mathema ica 

Table 1413 T . t t domain independent/dependent text nonnalization. 
wo examp es to es 

3-4 
three to four 

three four 

<math exp> 3-4 <imath_exp> 
three minus four 
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Some systems may not have a discrete level of orthographic or SNOR represe . 
f I • d 'b d • h' . ntatton that easily lends itself to the type o eva uallon escn e m t 1s section. Such system 

• 1· • • f LT s may have to evaluate their text norn1a 1zat1on component m terms o S conversion. 
An automated test framework for the LTS conversion analysis minimally include 

set of test words a~d thei.r ph?netic transcriptions for automated lookup and comparisso: 
tests. The problem 1s the mfimte nature of language: there are always new words that the 
system does not conven correctly, and many of these will initially lack a transcription of 
record even to allow systematic checking. Therefore, a comprehensive test program for test 
of phonetic conversion accuracy needs to be paired with a data development effort. The data 
effort has two goals: to secure a continuous source of potential new words, such as a 24-hour 
newswire feed, and to maintain and construct an offline test dictionary, where reference 
transcriptions for new words are constantly created and maintained by human experts. This 
requirement illustrates the codependence of automated and manual aspects of evaluation. 
Different types and sources of vocabulary need to be considered separately, and they may 
have differing testing requirements, depending, again, on the nature of the particular system 
to be evaluated. For example, some systems have elaborate subsystems targeted specifically 
for name conversion. Such systems may depend on other kinds of preprocessing technolo­
gies, such as name identification modules, that might be tested independently. 

The correct phonetic representation of a word usually depends on its sentence and 
even discourse contexts, as described in Section 14.6. Therefore, the adequacy of LTS con­
version should not, in principle, be evaluated on the basis of isolated word pronunciations. 
However, a list of isolated word pronunciations is often used in LTS conversion because of 
its simplicity. Discourse contexts are, in general, difficult to represent unless specific appli­
cations and markup tags are available to the evaluation database. A reasonable compromise 
is to use a list of independent sentences with their corresponding phonetic representation for 
the evaluation of grapheme-to-phoneme conversion. 

Error analysis should be treated as equally important as the evaluation itself. for ex­
ample, if a confusability matrix shows that a given system frequently confuses central and 
schwa-like unstressed vow¢Js, this may be viewed as less serious than other kinds of err~rs. 
Other subareas of L TS conversion that could be singled out for special diagnosis and _testing 
include morphological analysis and stress placement. Of course, testing with phonemic tran· 

• • • h I · • that the cor-scn pt1 ons 1s t e u tlmate unit test in the sense that it contains nothing to msure 
rec:tly trmscribed words, when spoken by the system's artificial voice and prosody, are 
• 11· 'bl but not a mte ig1 e or pleasant to hear. Phone transcription accuracy is, thus, a necessary 
sufficient condition of quality. 

14.10. CASE STUDY: FESTIVAL 

Th u · · • f rnodular 
e niversity of Edinburgh's Festival [3] has been designed to take advantage O d p~o-

subcomponents fo • . . . Jete text an . . r vanous standard funct10ns. Festival provides a comp 1 fesU-
net1c analysis w·th d 1 . . . Figure 14. • 1 mo u es orgamzed m sequence roughly eqmvalent to .1 default 
val outputs spee h f 1• • rs Wh• e c O qua tty comparable to many commercial synthesize • 
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. are provided for each stage of processing, the system is architecturally d • d rouunes . . . es1gne 10 
l!emative routines m modular fashion, as long as the data transfer protocols ~ 1_ 

accept a d' . 1 TIS h' . are io 
d This variant of the tra 1t1ona arc 1tecture 1s particularly attractive for co 1owe. . . mmer-

. 1 rposes (development, maintenance, testmg, scalability) as well as research c 1• 1 c1a pu . . . . • res 1va 
can be called in vano_us ways w1~h ~ vanety of switches and filters, set from a variety of 
i3J1Ctioned programming and scnptmg languages. These control options are beyond the 
seope of this overview. 

14.10.1. Lexicon 

festival employs phonemes as the basic sounding units, which are used not only as the at­
oms of word transcriptions in the lexicons, but also as the organizing principle for unit selec­
tion (see Chapter 16) in the synthesizer itself. Festival can support a number of distinct 
phone sets and it supports mapping from one to another. A phone defined in a set can have 
various associated phonological features, such as vowel, high, low, etc. 

The Festival lexicon, which may contain several components, provides pronunciations 
for words. The addenda is an optional list of words that are unique to a particular user, 
document, or application. The addenda is searched linearly. The main system lexicon is ex­
pected to be large enough to require compression and is assumed to reside on a disk or other 
external storage. It is accessed via binary search. The lexical entry also contains POS infor­
mation, which can be modified according to the preference of the system configurer. A typi­
cal lexical entry consists of the word key, a POS tag, and phonetic pronunciation (with stress 
and possible syllabification indicated in parentheses): 

("walkers" N ((( w ao) 1) (( k er z) 0))) 

be
lf~ syllables structure is not shown with parentheses a syllabification rule component can 

k ' • • • d/or PO tnvo _ed. Separate entry lines are used for words with multiple pronunciations an 
S, which can be resolved by later processing. 

14.102 T • • ext Analysis 
testi~al has b . . tic identification of 
d0curne een Partially integrated with research on the use of automa t component 

nt and dis • • d ne by a separa e ' 
Called SOLE course structures. The discourse ~aggmg 1s O have relevance for 
Pitch c [I l]. The tags produced by SOLE indicate features lhat may ust be rec-

ontour and h . . . ( Chapter 15) These m 
ognized and . P rasmg m later stages of synthesis see OLE tags tell Festival 
When th P_artially interpreted at the text analysis phrase. The S . Id or new in-
t e text 1s c • . h ·t' s refemng to O • orina,io ompanng or contrasting two obJects, w en 1 nd Festival will 
d n, When it' • . aragraph etc., a CCide b s usmg a parenthetical or startmg a new P : deemphasize, to 

• ased on th• . mphas1ze or lllOdify its . 15 information, that it needs to pause, to e 
Pilch range, etc. 
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Additionally, as discussed in Section 14.3, when document creators have knowledge 

h t t Or Content of documents, they can express the knowledge through an 
about t e s rue ure • 
XML

-h d th sis markup language. A document to be spoken ts first analyzed for all ase syn e . . . . . . 
such tags, which can indicate alternative pronunc1at1ons, semantic or quasi-semantic attnb-
utes (different uses of numbers by context for exampl~), as "".ell as d?cument s_tructures, 
such as explicit sentence or paragraph divisions. The kmds of mformat1on potentially sup­

plied by the SABLE tags7 are exemplified in Figure 14.7. 

<SABLE-" 
<SPEAKER NAME="malel "> 
The boy saw the girl in the park <BREAK/> with the telescope. 
The boy saw the girl <BREAK/> in the park with the telescope. 

Good morning <BREAK/> My name is Stuart, which is spelled 

<RA TE SPEED=="-40%"> 
<SAY AS MODE="literal">stuart</SA Y AS> </RA TE> 
though some people pronounce it 
<PRON SUB="stoo art">stuart<IPRON>. My telephone number 
is <SAYAS MODE="literal">2787</SA YAS>. 

I used to work in <PRON SUB="Buckloo">Buccleuch</PRON> Place, 

but no one can pronounce that. 
</SPEAKER> 

</SABLE> 

Figure 14.7 A document fragment augmented with SABLE tags can be processed by the Fes­
tival system [3]. 

For untagged input, or for input inadequately tagged for text division (<BREAK/>), 
sentence breaking is perforn1ed by heuristics, similar to Algorithm 14.1, which observe 
whitespace, punctuation, and capitalization. A linguistic unit roughly equivalent to a sen­
tence is created by the system for the subsequent stages of processing. 

Tokenization is performed by system or user-supplied routines. The basic function is 
to recognize potentially speakable items and to strip irrelevant whitespace or other non­
speakable text features. Note that some punctuation is retained as a feature on its neareSt 

wmd. • 

Te~t nonnalization is implemented by token-to-word rules, which return a standard or­
th0graph1c form that can, in tum, be input to the phonetic analysis module. The token~to­
word rules have to deal with text normalization issues similar to those presented in Secuon 
l4.4. As part of this process, token-type-specific rule sets may be applied to disambigu~te 
toke?s whose pronu~ciations are highly context dependent. For example, a disambi~uatton 
ro~tme may be reqmred to examine context for deciding whether St. should be realized as 
Samt or street. For general English-language phenomena, such as numbers and various 

1 
SABLE and other TfS k . mar up systems are discussed further in Chapter 15. 
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symbols, a standard token-to-word routine is provided. One interestina feature of th F ._ · 1 · ~ h I • . e- e esu val system is a utl ity 1or e p1~g to automatically construct decision trees to serve text nor-
nialization rules, when sys~em integrators can gather some labeled training data. 

The ling~istic analysis modu_lc for the Festi~al system is mainly a POS analyzer. An 11_ 
gram based tram~ble POS tagger 1s used to predict the likelihoods of POS tags from a lim­
ited set given an input sentence. The system uses both a priori probabilities of tags given a 
word and 11-grams for sequences of tags. The basic underlying technology is similar to the 
work in {6] and is described in Section 14.5. When lexical lookup occurs, the predicted most 
likely POS lag for a given word is input with the wor<l orthography, as a compound lookup 
key. Thus, the POS tag acts as a secondary selection mechanism for the several hundred 
words whose pronunciation may differ by POS categories. 

14.10.3. Phonetic Analysis 

The homograph disambiguation is mainly resolved by POS tags. When lexical lookup oc­
curs, the predicted most likely POS tag for a given word is input with the word orthography 
as a compound lookup key. Thus, the POS c.ag acts as a secondary selection mechanism for 
the several hundred words whose pronunciation may differ by POS categories. 

If a word fails lexical lookup, LTS rules may be invoked. These rules may be created 
by hand, formatted as shown below: 

(#[ch]C=/k/) 
Chris 

// ch at word start, followed by a consonant, is /kl, e.g., 

• • • I methods much as de-
Altematively, LTS rules may be constructed by automatic statJs~ica d u'c·i·ty routines 

"b • T LTS terns were introduce • • 1 
sen ed m Section 14.8 above, where CAR sys b fi CART rule con-. . tr ·n·ng data ase or are provided to assist in using a system lexicon as a ai 

1 

struction • / _ • . I to handle context coart1c11 a 
. In addition, Festival system employs posr-le~ica~~~d:s and sounds, as well as speech 

11011- Context coarticulation occurs when surround10g_ Examples include re-
st I • • f arucular phoneme. Y e, affect the final form of pronunciauon ° a P . . d . 11•10n Some coarticula-d • I d cmg an r-inse • uctton of consonants and vowels, phrase fina evot ' ·ie additional rules. t" d may also wn •on rules are provided for these processes, an users 

14.11. HISTORICAL PERSPECTIVE AND FURTHER READING 

I and review almost a cen-ie . y can hear samp es ] A d Xt-lo-speech has a long and rich history· ou h ·s History Project [ 19 • goo tury• . . , S eech Synt est s wonh of work at the Smithsonian s P . . [20] 
source for multilingual samples of various TIS engines~S ha~ been From Text to Speech: 
Th The most influential single publi~hed wo~I~alk system, from which a large number 

e MITutk System [l ]. This book describes the 
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of research and commercial systems were derived during the 1980s, including the widely 
used DECTalk system [9]. The best compact overall historical survey is .Klatt's Review of 
Text-to-Speech Conversion for English [15]. For deeper cover~~e of more recent architec­
tures, refer to [7]. For an overview of some of the most prom1smg current approaches and 
pressing issues in all areas of TIS and synthesis, see [30]. One of the biggest upcoming is­
sues in TIS text processing is the architectural relation of specialized ITS text processing as 
opposed to general-purpose natural language or document structure analysis. One of the 
most elaborate and interesting TIS-specific architectures is the multilingual text processing 
engine described in [27). This represents a commitment to providing exactly the necessary 
and sufficient processing that speech synthesis requires, when a general-purpose language 
processor is unavailable. 

However, it is expected that natural language and document analysis technology will 
become more widespread and important for a variety of other applications. To get an idea of 
what capabilities the natural language analysis engines of the future may incorporate, refer 
to [12] or [2]. Such generalized engines would serve a variety of clients, including TIS, 
speech recognition, information retrieval, machine translation, and other services which may 
seem exotic and isolated now but will increasingly share core functionaJity. This conver­
gence of NL services can be seen in a primitive form today in Japanese input method editors 
(IME), which offload many NL analysis tasks from individual applications, such as word 
processors and spreadsheets, and unify these functions in a single common processor [18]. 

For letter-to-sound rules, NETalk [25], which describes automatic learning of LTS 
processes via neural network, was highly influential. Now, however, most systems have 
converged on decision-tree systems similar to those described in [14]. 
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Prosody 

Sheridan pointed out . l isn't what you said; it's how you said it! 
the importance of prosody more than 200 years ago [53}: 

Children are ta h 
is imp 'bl ug t to read sentences, which they do nor understand; and as it 

ossi e to l h h . . . . tneanin ay t e emp asis nght, wtthout pe,fectly comprehendmg the 
if they g of what one reads, they get a habit either of reading in a monotone, or 

attempt to d' • . . rando h lstmguzsh one word from the rest. as the emphasis falls at 
m. t e sens • l • p e ts usua ly perverted, or changed mto nonsense. 

rosody is 
e~press atftu a complex weave of physical, phonetic effects that is being employed to 
l'IJUnication

1 
;e, assumptions, and attention as a parallel channel in our daily speech com­

de1toratio • ~e semantic content of a spoken or written message is referred to as its 
b • n, While th • · th k • c d Ya listen e emotional and attentional effects intended by e spea er or mierre 
in er are pan f · • I &uidin . o the message's connotation. Prosody has an important supportmg roe 
s· g a hs1e , • · J • 1&0aling ner s recovery of the basic messages (denotation) and a starring roe m 

connot t· th 1· ( ) a ton, or the speaker's attitude toward the message, toward e tSlener s • 
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. t t·on or the speaker's attitude toward the message, toward the listener(s} and mg conno a 1 , • 

toward the whole communication event. . . . 
From the listener's point of view, prosody consists of systematic perception and re-

covery of a speaker's intentions based on: 

• Pauses: to indicate phrases and to avoid running out of air. 

• Pitch: rate of vocal-fold cycling (fundamental frequency or FO) as a function 

of time. 
• Rate/relative duration: phoneme durations, timing, and rhythm. 

• Loudness: relative amplitude/volume. 

Pitch is the most expressive of the prosodic phenomena. As we speak, we systemati­
cally vary our fundamental frequency to express our feelings about what we are saying, or to 
direct the listener's attention to especially important aspects of our spoken message. If a 
paragraph is spoken on a constant, uniform pitch with no pauses, or with uniform pauses 
between words, it sounds highly unnatural. 

In some languages, the pitch variation is partly constrained by lexical and syntactic 
conventions. For example, Japanese words usually exhibit a sharp pitch fall at a certain 
vowel on a consistent, word-specific basis. In Mandarin Chinese [52], word meaning de­
pends crucially on shape and register distinctions among four highly stylized syllable pitch 
contour types. This is a grammatical and lexical use of pitch. However, every language, and 
especially English, allows some range of pitch variation that can be exploited for emotive 
and attentional purposes. While this chapter concentrates primarily on American English, 
the use of some prosodic effects to indicate emotion, mood, and attention is probably uni­
versal, even in languages that also make use of pitch for signaling word identity, such as 
Chinese. It is tempting to speculate that speakers of some languages use expressive and af­
fective lexical particles and interjections to express some of the same emotive effects for 
which American English speakers typically rely on prosody. 

We discuss pausing, pitch generation, and duration separately, because it is convenient 
t~ separa~e them when building systems. Bear in mind, however, that all the prosodic quali­
tte~ are highly correlated in human speech production. The effect of loudness is not nearly 
as important in synthesizing speech as the effect of the other two factors and thus is not dis­
cussed here. In addition, for many concatenative systems this is generally embedded in the 
speech segment. 

15.1. THE ROLE OF UNDERSTANDING 

To date, most work on pro d ~ rr· h. h is 
th l·t al so Y 10r S has focused exclusively on the utterance, w ic 

e I er content of the mes Th . . f the • 1 t d sage. at ts, a ITS system learns whatever 1t can rom 
iso a e , textual represe t r • · n 
Typically ITS n a ion of a smgle sentence or phrase to aid in prosodic generauo • 
of a se t a system may rely on word identity, word part-of-speech p1Jnctuation, length 

n ence or phrase and th . ' . • d NLP 
' 0 er superficial characteristics. As more soph1sucate 
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n.,bililies are deployed for use by ITS systems, deeper properties of . 
C3r- d. b an utterance Jnclud ing its document or 1scourse context. can e taken into account. • -

Good prosody depends on a speaker or reader's understanding f th , 
• d • [64J th O e text s or mes-,,g~·s meaning. As note m , e golden rule of the Roman orato Q • .1. "' r umt1 ian (c Ao 

90) swces [32] "That to make a man spt•ak well, and pronounce with .· 1 , •. • • a 118 If emp,10s1s he ought thoroughlv to understand all thut he savs, be fully persuaded oif it J b . 1 . ' • . . . . . • . • , an rmg wnse/j 
,ohnve, those affections »:hu:h he d~sires to mfuse m others." This is clearly a tall order for 
today's computers! ~ow important 1s u_nderstanding of the text's meaning, in generation of 
appropriately engaging prosody? Consider a stanza from Lewis Carroll's nonsense poem 
'"Jabbe1wock-y" l 10]: 

Twas brillig, and the slithy toves 
Did gyre and gimble in the wahe; 
All mimsy were the borogoves, 
And the mome raths outgrabe. 

Here, a full interpretation is not possible, owing primarily to lexical uncertainty (our 
ignorance of the meaning of words like brillig). However, you can recover a great deal of 
infonnation from this passage that aids prosodic rendition. Foremost is probably the metrical 
s!ructure of the poetic meter. This imposes a rhythmic constraint on prosodic phrasing (ca­
dence, timing, and pause placement). Second, the function words such as and, the, in, etc. 
are i_nte1pretable and give rich clues about the general type and direction of act!on be!ng 
specified. They also oive us contextual hints about the part-of-speech of the ne,ghbo~ng ' 
nonsense words, whi;h is a first crude step in interpreting those wordS' meaning. Th_1rd• \ 
punctuation is also important in this case. Using these three propertieS, with some analogical 
guesses about LTS conversions and stress locations in the nonsense words• ~ould allow 
moSl Speakers of English to render fairly pleasant and appropriate prosody for th1s poerfm. 

C f h an's pe orm-an a computer do the same? Where will a computer faJI short O a um . 11 ance on th· . . a1· fa human reader ,s genera y ts task, and why? First the earner v01ce qu ity O listener all 
;u, perior to synthesized voices. The natural human voice is more pdleasant t: ~airly si~ple 

se being e I A TIS systems to ay use me(h qua • s for the prosody per se, most d 1 function words. such 
as d 

od to derive prosody, based on a distinction between cl~se -c ass mphasis and open-
eterrnin ht t receive lesser e ' end d ers and prepositions, which are thoug O e likely to be accented. 

Fo eth_se1s of content words such as nouns like wabe, which are mdors do Thus if accurate r is non t human rea er • • d LTs sense poem, that is essentially what mos . TIS system with a goo 
sy hc~nversions are supplied including main stress location~, a could probably render w:1 

ettc voice and a reasonable default pitch algorithm of chis ty:i:e it explicitly, the con­
str -stan

la fairly well. Again though the computer does not recog ained rh . • . • . Ythm1c structure of the poem may be assisung. rticipating in the uncon-But r 1 lly not fully pa eful SCio . 15 eners to nonsense poems are genera to actively constroct us 
rneanu~ interpretive dialog the attempt on the part of the li_stden_er good faith by the speaker. 

tng f • pphe in • 1 ust Therefor r~m prosodic and message-conte~t cues s~ e retable nonsen~e mate?a s m. -
alwa e, Judgments of the prosodic quahty of unmt rp y of meaning remains a shp Ys be s . . and recover uspect. In ordinary prose, the defimuon 
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ery question. Consider the passage below (56J, which is not metrically structured, has few 
~r no true nonsense words, and, yet, was deliberately constructed to be essentially meaning-

less. 
In mathematical terms, Derrida's obsen1ation relates to the invariancr of the 
Einstein field equation under nonlinear space-time dijfeomorphisms (self­
mappings of the space-time manifold which are infinitely differentiable but 1101 

necessarily analytic). The key point is that this invariance group ·acts transi­
tively': this means that any space-time poilll, if it exists at all, can be trans­
fon~ed into any other. In this way the infinite-dimensional invariance group 
erodes the distinction between observer and observed; the pi of Euclid and the 
G of Newton, formerly thought to be constant and uni11ersal, are now perceived 
in their ineluctable historicity; and the putative observer becomes fatally de­
centered, discomiectedfrom any epistemic Link to a space-time point that can no 
longer be de.fined by geometry alone. 

Should the fact that, say, a professional news broadcaster with no prior knowledge of 
the author's intent could render this supposedly meaningless passage rather well, make us 
suspicious of any claims regarding the necessity of deep semantic analysis for high-quality 
prosody? Though perhaps meaningless when taken as a whole, once again, the educated 
human reader can certainly recover fragments of meaning from this text sufficient to support 
reasonable prosody. The morphology and syntax is all standard English, which takes us a 
long way. The quality of the announcer's rendition degrades somewhat under the condition 
the computer truly faces, which can be simulated by replacing the content words of a sen­
tence above with content words randomly chosen from "Jabberwocky": 

In brillig roves, Derrida's wabe gimbles to the bandersnatch of the Tumtum 
whiffling raths under frumious slirhy dijfeomorphisms (borogoves of the mimsy 
mome which are beamishly vorpal but notfrabjously uffish). 

. It is likely the human reader can still outperfonn the computer by reliance on morpho­
logical ~d syntactic cues, such as the parallelism detennining the accent placements in the 
~ontraStive structure "• .. which ARE ... but NOT ... " Nevertheless, the degree of understand-
mg of a ?1essage's content that is required for convincino prosodic rendition remains a sub­
tle q~~Shon. Cle:i.rly, the more the machine or human re:der knows the better the prosodic 
ren<l1t1on, bu_t som~ of the most important knowledge is surprisingly ~hallow and accessible: 
. Tuer~ is no ngorous specification or definition of meaning. The meaning of the rend•· 

~on event Itself is more significant than the inherent meaning of the text if any. The mean­
mg of the rendition • d · ' • (s) Whi . event is etenmned primarily by the goals of the speaker and hstener • 

tJ.. le t~xtual attnbutes such as metrical conventions syntax morphology lexical seman-
cs, topic etc ·b ' ' ' • f h 

re d't• ' ·, ~ontrt ute to the construction of both kinds of meaning the meaning O t e 
n I ion event mcorporat . , ch as 

goals of th es more important pragmatic and contextual elements, su 
e communication ev t d . . . . • Thus the 

concept-to-speech discu . en • an speaker 1dent1ty and atutude proJecuon. . ood 
Prosody s· th ssed m Chapter 17 has a much better chance of generating g 

' mce e content of th • 
e sentence 1s known by the SLU system. 
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2 PROSODY GENERATION SCHEMATIC 15, • 
fieure )5.1 shows schema~ically_ th~ element~ of prosodic generation in 'ITS. from prag .. 
m;tic absrraction to phoneuc re~hzauon. The input of the prosody module in Figure 

15
_ 1 is 

parsed te~t with a phoneme s~ng. and the output sp~cifie~ the duration of each phoneme 
and the pitch contour. One possible output r!!present.auon ot that output prosody is shown in 
Fi!!ure 15.2 for the sentenc~ Tht, car sat. Up_to four points per phoneme were included in 
this ex:imple. Often one pomt per phoneme 1s more than sufficient, except for words like 
john, where two points are nec-ded for the! phoneme /no! to achieve a natural prosody. 

Parsed rext and Phone string 

I 
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Pause insertion and Prosodic phrasing 
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In the next sections we describe the mod~les of ~igure 15.1: th~ speaking style, sym. 
bolic prosody (including pause insertion), duration assignment, and pitch generation in that 
order, as usually followed by most TIS systems. 

15.3. SPEAKING STYLE 

Prosody depends not only on the linguistic content of a sentence. Different people generate 
different prosody for the same sentence. Even the same person generates a different prosody 
depending on his or her mood. The speaking s~•/e of the voice i? Fig_ure 15.1 can impart an 
overall tone to a communication. Examples of such global settmgs mclude a low register, 
voice quality (falsetto, creaky, breathy, etc.), narrowed pitch range indicating boredom, de­
pression, or controlled anger, as well as more local effects, such as notable excursion of 
pitch, higher or lower than surrounding syllables, for a syllable in a word chosen for special 
emphasis. Another example of a global effect is a very fast speaking rate that might signal 
excitement, while an example of a local effect would be the typical short, extreme rise in 
pitch on the last syllable of a yes-no question in American English. 

15.3.1. Character 

Character, as a determining element in prosody, refers primarily to long-term, stable, extra­
linguistic properties of a speaker, such as membership in a group and individual personality. 
It also includes sociosyncratic features such as a speaker's region and economic status, to 
the degree that these influence characteristic speech patterns. In addition, idiosyncratic fea­
tures such as gender, age, speech defects, etc., affect speech, and physical status may also be 
a background determiner of prosodic character. Finally, character may sometimes include 
temporary conditions such as fatigue, inebriation, talking with mouth full, etc. Since many 
of these elements have implications for both the prosodic and voice quality of speech output, 
~hey ca~ be very challenging to model jointly in a TIS system. The current state of the art is 
insufficient to convincingly render most combinations of the character features listed above. 

15.3.2. Emotion 

T~~porary emotional conditions such as amusement, anger, contempt, grief, sympathy, sus­
picmn, etc. have an effect on prosody. Just as a film director explains the emotional context 
of a scene to her actors to motivate their most convincino perfonnance, so TIS systeJ1JS 
need to • d • " • 0 

• ly provi e mionnation on the simulated speaker's state of mind. These are relauve 
unstable properties s h • • could . . • omew at mdependent of character as defined above. That ts, one . 
imagifne a speaker with any combination of social/dialect/gender/age characteristics being tnh 
any o a number of em t' I • J t s sue 

. 0 iona states that have been found to have prosodic corre a e ' 
as anger, gnef happ· . " future 

h 
' mess, etc. Emotion in speech is actually an important area ior . 

researc . A large numb f h' • I ffects in 
speech A th er 0. igh-level factors go into detennining emouona e. ally 

• mong ese are pomt f • aker 1s re "e 1· . 0 view (can the listener interpret what the spe 1 1 ' e mg or expressmg'l)· 1· )· cu • • • spontaneous vs. symbolic (e.g., acted emotion vs. real fee ing ' 
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tore-specific vs. universal; basic emotions and compositional em . . . 
feelings and effects; and strength or intensity of emotion W Olldons that comb1~e ~as1c 

f • t· h • e can raw a few preliminary conclusions rom ex1s mg researc on emotion in speech [341: 

• Speakers vary in their ability to express emotive mea · 
11 

. 
trolled situations. ning voca Y m con-

• Listeners vary in their ability to recognize and interpret e 
1
· f 

mo 10ns rom re-corded speech. 

• Some emotions are more readily expressed and identified than others. 

• Similar intensity of two emotions can lead to confusing one with the other. 

An additional complication in expressing emotion is that the phonetic correlates ap­
pear not lo be limited to the major prosodic variables (F0, duration, energy) alone. Besides 
these, phonetic effects in the voice such as jitter (inter-pitch-period microvariation), or the 
mode of excitation may be important (24). ln a formant synthesizer supported by extremely 
sophisticated controls (59], and with sufficient data for automatic learning, such voice ef-
fects might be simulated. In a typical time-domain synthesizer (see Chapter 16), the lower- \ 
level phonetic details are not directly accessible, and only F0, duration, and energy are 
available. 

Some basic emotions that have been studied in speech include: 

• Anger, though well studied in the literature, may be too broad a category for 
coherent analysis. One could imagine a threatening kind of anger with a 
tightly controlled FO, low in the range and near monotone; while a more 
overtly expressive type of tantrum could be correlated with a wide, raised 
pitch range. 

• Joy is generally correlated with increase in pitch and pitch range, with !n­
crease in speech rate. Smiling generally raises F0 and formant frequencies 
and can be well identified by untrained listeners. 

h al pitch realized in a narrow • Sadness generally has nonnal or lower t an norm . d 
range, with a slow rate and tempo. It may also be charactenzed by slurre 

pronunciation and irregular rhythm. . 
. . . • • d range variable rate, precise 

• Fear 1s characterized by high pitch m a WI e ' . b d · atory 
pronunciation, and irregular voicing (perhaps due to distur e respir 
pattern). 

lS,4, SYMBOLIC PROSODY 

Ab . the infinite multiplicity of prag-
rn s_tract or symbolic prosodic structure js the lmk betwee~ th relatively limited F0, phone 
d at.Jc, semantic, and syntactic features of an utterance an ; odule of Figure 15.2 is a 
Urations, energy, and voice quality. The output of the proso y m 
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set of real values of FO over time and real values for phoneme durations Symbor 
deals with: • ic prosody 

• Breaking the sentence into prosodic phrases, possibly separated by pauses, 
and 

• Assigning labels, such as emphasis, to different syllables or words within 
each prosodic phrase. 

Words are nonnally spoken continuously, unless there are specific linguistic reasons 
to signal a discontinuity. The term juncture refers to prosodic phrasing-that is, where do 
words cohere, and where do prosodic breaks (pauses and/or special pitch movements) occur. 
Juncture effects, expressing the degree of cohesion or discontinuity between adjacent words, 
are determined by physiology (running out of breath), phonetics, syntax, semantics, and 
pragmatics. The primary phonetic means of signaling juncture are: 

Parsed text and phone string 

Symbolic Prosody 

Pauses 
Prosodic Phrases 

Accent 
Tone 
Tune 

Prosody Attributes 

Pitch Range 
Prominence 
Declination 

FO Contour Generation 

PO Contour 

F' 15.3 • • prasodY· igure PJtch generation decomposed in symbolic and phoneac 
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, Silence insertion. This is discussed in Section 15.4.1. 

, Characteristic pitch movements in the phrase-final syllable Th' • d. 
. S · 15 4 4 • 1s 1s 1scussed m ectton ... 

, Lengthening of a few phones in the phrase-final syllable Th'is ·1s d' d • • 1scusse m 
Section 15.5. 

, Irregular voice quality such as vocal fry. This is discussed in Chapter 16. 

Abstract ~rosodic str~cture or an~ot~tio~ typically specifies all the elements in the top 
block of the p1tch-generat1on schematic m Figure 15.3, including accents (corresponding 
conceptually to heads in standard syntactic structure). The accent types are selected from a 
small inventory of tones for American English (e.g., high, low, rising, late-rising, scooped). 
The sequence of accent and juncture tones in a given prosodic structure may cohere to yield 
tune-like effects that have some holistic semantic interpretation. While we center our de­
scription in an abstract representation called ToBI, we also describe other alternate represen­
tations in Section 15.4.6. Finally, though in principle the prosody attributes module applies 
to all prosody variables, it is mostly used for FO generation in practice, and as such is dis­
cussed in Section 15 .6. l. 

15.4.1. Pauses 

In a long sentence, speakers normally and naturally pause a number of ti?1es. These pauses 
have traditionally been thought to correlate with syntactic structure but might mor~ properly 
be . • [S8] They may also be motivated by thought of as markers of mfonna11on structure • . 

. ak hysical constraints. ln sponta-poorly understood stylistic idiosyncrasies of the spe er, or P . . . f . b t 
. . erve no hngu1st1c unction u neous speech, there is also the possib1hty that some pauses s 

are merely artifacts of hesitation. . • punctuation After 
I • . • d' t f pause Iocauon 1s • n a typical system, the most reliable m ica or O 

1
. t· (Chapter 14) 

• I t to text norma ,za ion ' resolution of abbreviations and special symbols re evan d' . t re This includes 
th • . . t' aJly proso 1c m na u • e remammg punctuation can be reclassified as essen 1 . . 1 s dashes etc. Each 
pe • d trpsis points, co on , • no s, commas, exclamation points, parentheses, e I d a d can be given a special 
0~ lhese can be taken to correspond to a prosodic phrase boun ary n 

PIich movement at its end-point. . b h their occurrence and their du-
In predicting pauses although you have to consider ot than 3o ms) is the most sig-

ratio h • ' -1 (of greater . n, t e simple presence or absence of a s, ence m· lly 00 the current rate 
n1fican d . . . . dary based pa a t ec1s1on and its exact durallon 1s secon ' 
setti ' • • ng and other extraneous factors. tence but a few where 11 ,s 

Th • a long sen ' h c . . ere are many reasonable places to pause m to avoid placing pauses anyw . ere 
nttcat not to pause. The goal of a TIS system should be b akdown of understanding. 

!hat • • complete re d' t 
F might lead to ambiguity, misinterpretauon. 0 ~ . 

0 
orates punctuation accor in~ 0 

onunatety, most decent writing (apart from email) me drp·ust where it aids interpretation. 
exactly th. . f very wor , J is metnc: no need to punctuate a ter e 
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Therefore, by simply following punctuation in many writing styles, the ITS system will not 
go far wrong . 

. Consider the opening passage from Edgar Allan Poe's classic story The Cask of 
Amontillado (1846) arranged sentence-by-sentence: 

I. The thousand injuries of Fortunato I had borne as I best could, but when he 
ventured upon insult, I vowed revenge. 

2. You, who so well know the nature of my soul, will nor suppose, however, 
that I gave utterance to a threat. 

3. At length I would be avenged; this was a point definitively settled-but the 
very definitiveness with which it was resolved precluded the idea of risk. 

If we place prosodic pauses at all and only the punctuation sites, the result is accept­
able to most listeners, and no definite mistakes occur. Some stretches seem a bit too long, 
however. Perhaps the second part of sentence 3 could be broken up as follows: 

but the very definitiveness with which it was resolved PAUSE precluded the idea 
of risk. 

While commas are particularly useful in signaling pause breaks, as seen above, pauses 
may be optional following comma-delimited listed words (berries, melons, and cheese), 
though the special small pitch rise typical of a minor (nonpause) break is often present. 

Cases where placing a boundary in certain locations critically affects interpretation in­
clude tag questions and verb particle constructions (where the verb must not be separated 
from its particle), such as: 

Why did you hit Joe? 

Why did you hit PAUSE Joe? 

He distractedly threw out the trash. 

(NOT ... threw PAUSE out .. . ) 

He distractedly gazed PAUSE out the window. 

(NOT ... out PAUSE the ... ) 

S . . tic analysis 
upplymg Junctures at the optimal points sometimes requires deep seman d for 

provided by the module described in Chapter 14. The need for independent melho 5 of 
• • h dent source pause msert1on as motivated some researchers to assume that no indepen d for 

natural language analysis is available. The CART discussed in Chapter 4 can be use rruc· 
Pause ass· [36] y • nd a few 5 

ignment . ou can use POS categories of words, puncruauon, a . hrases 
tural measures, such as overall length of a phrase, and length relative to neighbonng p rediC· 
t? construct the classification tree. The decision-tree-based system can have correc~~ aJgo­
uon of 81 % for pauses over test sentences with only 4% false prediction rates. As 
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·mm proceeds successively left to right through each pair of w d. th . . 
n . d· or s. e follow10g questions 
can be u~e • 

, ls this n sentence boundary (marked by punc:tuation)? 

, Is the left word a content 11•vrd and the right word a Junction word? 

, What is the f11nctio11 word tvpe of word to the right? (Cr>rtai·n fi 1- d 
• • • wIc 1011 wor s 

are more likely to signal a break) 

, Is either adjacent word a pmper name (capitalized)? 

, How many co11te11r words hm·e ocrnrred since the previous Junction word 
(/f > 4 or 5 words, a break is more likely) 

, Is there a comma at this location? 

, What is the current location in the sentence? 

• What is the length of current proposed major phrase.? 

These questions summarize the relevant knowledge, which could be fonnulated in expert­
system rules, and augmented by high-quality syntactic knowledge if available, or trained 

statistically from tagged corpora. 

15.4.2. Prosodic Phrases 

An end-of-sentence period may trigger an extreme lowering of pit~h, a ~omma-tenninated 
prosodic phrase may exhibit a small continuation rise at its end, s1gnahng more to co~e, 
etc. Rules based on these kinds of simple observations are typically found in commercial 
rrs · 1 e or utterance can also be 

systems. Certain pitch-range effects over the entire c aus . . . . 
b . h t" al restncttve clause 1s cypi-
ased on punctuation-for example the range m a parent e ic h . h d 
II • . . 1 t"ons may have a e1g tene 

ca Y narrower than that of sun-ounding matenal, while exc ama 1 

range, or at least higher accent targets throughout. . d II by characteristic 
Prosodic junctures that are clearly signaled by silence (an u_su~ :etween utterances 

pitch movement as well) also called i11to11ational phrases, are require . naled by silence 
and ' • • es that are not s1g 
b usually at punctuation boundaries. Prosodic Junctur 

I 
d I nological phrases, may be t rather by characteristic pitch movement only, also cal eh p ~o silence demarcating fruits 

. arder to place with certainty and to evaluate. In fast speec .' t e d blackberries.' may dis-
in the . • oosebemes. an 

sentence 'We have bluebernes. raspbemes, g . , • ally remains. These loca-
appear . . . h 'bemes typ1c 
ti , Yet a trace of the contmuatt0n nse 0 ~ eac . honological phrases. 

ons would then still qualify as minor intonation phrases, or pt of the signaling pitch move-
In . t e and exten • 

analyzing spontaneous speech, the na ur . . '-"or practical TIS systems is 
ment m f h cons1deratton ,, . • 

ay vary from speaker to speaker. A urt er TIS to access infonnauon m a 
a user' I h depend on d' r 

s preferred rate setting: blind peop e w O • temal pauses should 1sappea • 
compu1 • t sentence-in · h J to 

er usually prefer a fast rate, at which mos d pitch movement, it e ps 
have T~ discuss linguistically significant juncture ;~~e~;:k Indices) {4, 55] is a proposed 

a simple_ standard vocabulary. ToBI (for Tones 

\ 

-
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standard for transcribing symbolic intonation of American English utterances, though it can 
be adapted to other languages as well. The Tones part of ToBI is considered in greater detail 
in Section 15.4.4. 

The Break Indices part of ToBI specifies an inventory of numbers expressing the 
strength of a prosodic juncture. The Break Indices arc marked for any utterance on their own 
discrete break index tier (or layer of information). with the BI notations aligned in time with 
a representation of the speech phonetics and pitch track. On the break index tier, the pro-­
sodic association of words in an utterance is shown by labeling the end of each word for the 
subjective strength of its association with the next word, on a scale from O (strongest per­
ceived conjoining) to 4 (most disjoint), defined as follows: 

• O for cases of clear phonetic marks of clitic 1 groups (phrases with appended 
reduced function words), e.g., the medial affricate in contractions of did you 
or a flap as in got it. 

• 1 most phrase-medial word boundaries. 

• 2 a strong disjuncture marked by a pause or virtual pause, but with no tonal 
marks, i.e., a well-formed tune continues across the juncture. OR, a disjunc­
ture that is weaker than expected at what is tonally a clear intennediate or fu11 
intonation phrase boundary. 

• 3 intermediate intonation phrase boundary, i.e., marked by a single phrase 
tone affecting the region from the last pitch accent to the boundary. 

• 4 full intonation phrase boundary, i.e., marked by a final boundary tone after 
the last phrase tone. 

For example, a typical fluent utterance of the following sentence: Did you want an ex­
ample? might have a O between Did and you, indicating palatalization of the Id j/ sequence 
across the boundary between these words. Similarly, the break index value between want 
and an might again be 0, indicating deletion of /ti and subsequent flapping of 1111. The re­
maining break index values would probably be 1 between you and want and between an and 
example, indicating the presence of a mere word boundary, and 4 at the end of the utterance, 
indicating the end of a well-fanned intonation phrase. The annotation is thus: 

Did-0 you-/ want-0 an-/ example-4? 

Without reference to any other knowledge, therefore, a system would place a I after 
every word, except where utterance-final punctuation motivates placement of 4. Perhaps 
comma boundaries would be marked by 4. Need any more be done? A BI of O correlates 
with any special phone substitution or modification rules for reduction in clitic groups that a 
TIS system may attempt. By marking the location of clitic (close association) phonetic re­
duction, such a BI can serve as a trigger for special duration rules that shorten the segmen~s 
~f _the _cliticized word. W~atever s~ntactic/semantic processing was done to propose the c\ 
tlcizatmn can serve to tngger assignment of 1. The 2 mark is generally more useful fo 

' Pronounced as purt of ano1her word, as in ve in / 've. 
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analysis than for speech generation. You may observe th· . h . . ,u m t e literature O • c • ., 
break is sometunes refen-ed to as an illtermediare phm . b. k . n Ill onat1on. a ·' 

• • • sc lea • or a mmor 11hrase b k while a 4 break 1s sometimes called an inronmiona/ /Jhrmc b k . • rea , 
• rea or a mo1or phrase break. 

15.4.3. Accent 

We should briefly clarify use of terms such as stress and accent s, .. es• ge, 11 r-. . . . . • ,, ., 1,era yre1erstoan 
idealized locatton t~ an English word that 1s a p~tential site for phonetic prominence effects, 
such as extruded pttch and/or lengthened duration. This information comes from our stan­
dard lexicon. Thus, the second syllable of the word em-ploy-er is said to have the abstract 
property of ~exi~al ~tres_s. In an actual \'tlerance, if the word as a whole is sufficiently impor­
tant, phoneuc h1ghltghtmg effects are likely to fall on the lexically scressed syllable: 

Acme llldustries is the biggest employer in the area. 

Accent is the signaling of semantic salience by phonetic means. In American English, 
accent is typically realized via extruded pitch (higher or lower than the general trend) and 
possibly extended phone duration. Although lexical stress as noted in dictionaries is strictly ·, 
an abstract property, these accent-signaling phonetic effects are usually strongest on the 
lexically stressed syllable of the word that is singled out for accentuation (e.g., employer). 

In the sentence above, the word employer is not specially focused or contrasted. but it 
is an important word in the utterance, so its lexically stressed syllable typically receives a 
prosodic accent (via pitch/duration phonetic mechanisms), along with the other syllables in 
boldface. In cases of special emphasis or contrast, the lexically specified preferred location 
of stress in a word may be ovenidden in utterance accent placement: 

I did11 't say employer, I said employee. 

It is also possible to override the primary stress of a word with the secondary stress 
where a neighboring word is accented. While normally we would say MassachusettS, we 

might say M11ssachusetts legisla111re [51 ]. b . 1 b ed on 
Let's consider what mioht make a word accentable in context. A astc rue as 

0 
• fl and only the cu11tent the use of POS category is to decide accentuation by accenting a . 

words. Such rule is used in the baseline FO generation system of _Sec_tmn 1d5•6•2b· ~ed coe~~~~ 
erb adrect1ve a ver , an c ' 1 

words are major open-class categories such as noun, v ' ' ~ • fi · . I ntifiers Thus the wic11011 wou s, 
strong closed-class words such as negatives and some qua . : ' d a kind 
m· d "f ons conJunc11ons, etc., en up on 

a e up of closed-class categories such as prepost .1 ·' d. . lly in simple document 
?r srop list for accentuation, analogous to the stop lists used tra 1t1lonfaor many short isolated 
tnd • • Th' rks adequate Y ' exmg schemes for information retrieval. is wo d lected for accentuation ap-
semen / t" where the wor s se . ces, such as ''The cat sat on tie ma , rin in document or dialog context, 
pear tn boldface. For more complex sentences, appea g 
such an algorithm will sometimes fail. h fail? Let's consider a slightly 

I-low often does the POS class-based stop-JiSl appr~ac . the Lancaster/JBM Spoken 
rnore elaborate variant on the theme. A model was create using 
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English Corpus (SEC) [3]. This includes a variety of text types, including news, academic 
lectures, commentary, and magazine articles. Each word in the corpus has a POS tag auto­
matically assigned by an independent process. The model predicts the probability of a word 
of POS having accent status. The probability is computed based on POS class of a sequence 
of words in the history in the similar way as n-gram models discussed in Chapter JI. This 
simple model performed at or above 90% correct predictions for all text types. As for stress 
predictions that were incorrect, we should note that in many cases accents are optional-it is 
more a game of avoiding plain wrong predictions than it is of finding optimal ones. Clearly, 
however, there are situations that call for greater power than a simple POS-based model can 
provide. Even different readings of the exact same text can result in different accents [46]. 

Consider a simple case where a word or its base fonn is repeated within a short para­
graph. Such words may have the necessary POS to trigger accentuation, but, since they have 
already been mentioned (perhaps with varying morphological inflection), it can sound 
strange to highlight them again with accentuation. They are given or old information the 
second time around and may be deaccented. For example, the second occurrence of the noun 
'switch' below is best not accented: 

At the comer of the keyboard are two switches. 
The top switch is user-de.fined. 

To achieve this, the TIS system can keep a queue of most recently used words or 
nonnalized base fonns (if morphological capability is present), and block accentuation when 
the next word has been used recently. The queue should be reset periodically, perhaps at 
paragraph boundaries [54]. 

Of course, the surface fonn of words, even if reduced to a base form or lemma by 
morphology, won't always capture the deeper semantic relations that govern accentuation. 
Consider the following fragment extracted from Roger Rosenblatt's essay: 

Kids today are being neglected by the older generation. Adults spe11d hours 
every day on the StairMaster, trying to become the youth they should be attend­
ing to. 

A simple content-word-based accentuation algorithm accents the word youth, because 
it is a noun. In context, however, it is not optimal to accent youth, because it is co-referent 
with the ~u!,jl!r.~ of the fragment, which is kids today. Thus it is, by some metrics, old or 
given information, and it had better remain unaccented. The surrounding verbs bec~me, 
should, and attending may get extra prominence. The degree to which coreference relauons, 
from surf ace identity to deep anaphora, can be exploited depends on the power of the NL 
analysis supporting the TIS function. . 

Other confusions can arise in word accentuation due to English complex nomi~als, 
h 1 k f 1 • ntacuc or w ere ac o , or ocat1on of, an accent may be a lexical (static) rather than a sy 

dynamic property. Consider: 

1 invited her to my birthday party, but she said she can't attend any parties until 
her grades improve. 
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One possible accent structure is indicated in b ldf 
• I • h I • o ace. Here b. · Id 

S a complex nomma , wtt ex1cal stress on birthd Th 111 1 ay party functions 
a h Id • ay. e word h 
tress at all, nor s ou its later stand-alone form J'J 1. party s ould not receive 

s ar ies. Accent r -
(·onal· it is a full content word, yet somehow it also , 1 . ua 10n of improve is op-
1 • • • • iee s predictable f h 
deaccentuauon 1s possible. Some of the complex nom· 1 1. . rom t e context, so 

d • ma s, tke bmhda 
fixed and can be entere tnto the lexicon as such Othe ~ Y party, are fully 

. • rs • onn small famil' f b. 
ary phrases, which may be detected by local syntactic and lexical anal sis •~s O 

. mary or 11-

such as moving van or hot dog, which could be either nominals o Yd. • . mb,guous cases 
I d b r a Ject1ve-noun phrases 

may have to be re~o ve ~ user markup or text understanding processes. ' 
Dwight Bohnger opmed that Accent is predictable-iif you're · d d . . . · a nun rea er [6), as-

selling that accentuation algonthms will never achieve perfect pe-"o b 
, • • • 1 , , rmance, ecause a 

writers exact mtent,ons cannot be mferred from text alone, and understanding is d d 
• (20] ( • -1 nee e • However, work m s1m1 ar to [3] but incorporating more sophisticated mechanics for 

name identification and memory of recent accented items), showed that reasonably straight­
forward procedures, if applied separately and combined intelligently, can yield adequate 
results on the accentuation task. This research has also determined that improvement occurs 
when the system learns that not all 'closed-class' categories are equally likely to be deac­
cented. For example, closed accented items include the negative article, negative modals, 
negative do, most nominal pronouns, most nominative and all reflexive pronouns, pre- and 
postqualifiers (e.g., quite), prequantifiers (e.g., al[), postdeterminers (e.g., next), nominal 
adverbials (e.g., here), interjections, particles, most wh-words, plus some prepositions (e.g., 
despite, unlike). 

One area of current and future development is the introduction of discourse analysis to 
synthesis of dialog. Discourse analysis algorithms attempt to delimit the time_ within which a 
given word/concept can be considered newly introduced, given, old, or reintroduced, _and 
C b• d · · ·th· d. and the1·r boundary cues (tum-takmg, om me with analysis of segments w1 m 1scourse 
d• . . . . I ment algorithms for accent as-igress,ons, interruptions summanzat1on, etc.) can supp e . 
• , I f mputer responses m human-

signment. This kind of work improves the natura ness O co d. 1 . d't' s of pure text, when ta og 
computer dialog, as well as the accentuation m TIS ren I ton 
must be performed (e.g. in reading a novel out loud) [M). . d · tl·mate knowl-

' . 1 • d nnotauons base on m 
As noted above, user- or application-supp te a 1 ' hance the quality by off-

;dg~ of the purpose and content of the sp~e~h event, ca~~:.rr~~ tag described in Section 
oadtng the task of automatic accent pred1ct1on. The /E t and no accent, is ideally 
IS 7 • . 1 d' educed accen : • with several levels of strength me u mg r 
suited for this purpose. 

15,4.4. Tone 
r. alient levels or movements of FO on 
ones can be understood as labels for perceptually s d tirase-boundary syllables can ex-

h
s~llabfes. Pitch levels and movements on accented ahn p ter1·stics the nature of the speech 
1b't k 's c arac ' • • ful to 

I a bewildering diversity, based on the spea er F modeling purposes, it is use 
even~ d . d above. or ., an the utterance itself, as d1scusse 

\ 
\ 
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F, - / V ----------------
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Figure 15.4 The four Chinese tones. 

have an inventory of basic, abstract pitch types that could in principle serve as the base in. 
vemory for expression of linguistically significant contrasts. Chinese, a lexical tone lan­
guage, is said to have an inventory of 4 lexical tones (5 if neutral tone is included), as shown 
in Figure J 5.4. Different speakers can realize these tones differently according to their 
physiology, mood, utterance content, and the speech occasion. But the variance in the tones' 
shapes, and contrasts with one another, remain fairly predictable, within broad limits. 

By analogy, linguists have proposed a relatively small set of tonal primitives for Eng­
lish, which can be used, in isolation or in combination, to specify the gross phonological 
typology of linguistically relevant contrasts found in theories of English intonational mean­
ing [ 17, 28, 39J. A basic set of tonal contrasts has been codified for American English as 
part of the Tones and Break Indices (ToBJ) system ( 4, 55]. These categories can be used for 
annotation of prosodic training data for machine learning, and also for internal modular con­
rrol of FO generation in a TIS system. The set specifies 2 abstract levels, H(igh) and ~~w), 

indicating a relatively higher or lower point in a speaker' s range. The H/L primitiv~ disunc­
tions fonn the foundations for 2 types of entities: pitch accents, which signal pronunence or 

lm. . 1- • • Toe bound-cu matton; and boundary tones, which signal unit completion, or de 1m1tat1on. k 
ary tones are further divided into phrase types and full boundary types, which would mar 
the ends of intonational phrases or whole utterances • . . • ·n secuon 

While useful as a hnk to syntax/semantics, the term accent as defined 1 bel' g 
J 5 4 3 • b' • d • way of la m 

• • 1s a It too abstract, even for symbolic prosody. What is reqmre 1s a Id 
I• • • JI • . S h a system cou mgu1st1ca y significant types of pitch contrast on accented syllables. uc .fi six 

h b . BI dard spec1 ies .~,e as t e as1s for a theory of intonational meaning. The To stan . direct 
type~ of pitch accents (see Table 15.1) in American English, where the * ind1ca~sZ) and 
wignment with an accented syllable, two intermediate phrasal tones (see Table 1 

• ' 
fhe boundary tones [4] (see Table 15.3). . . h accent 

In American English one sometimes hears a string of strictly descendtng pit~ pleas· 
&,;·ieh across a short phrase. When judiciously applied, this downstep effect can 
~mJy natural, a~ in the following sentence: 

"I saw a big-H• 

fat-!H• 
pig-!H* (L-L%)" 



~;mbolic Prosody 

755 

A basic rule used in the baseline FO generation system of Secf 
15 6 2 

• • 
• h 1· d H*. . ion . . consists m having all the p,tc accents rea 1ze as ·, a~soctated with the lexically stressed syllable of 

accented words. In general, ToBI representations of intonation should be sp •r . 
• • • • • • arse, spec1 ymg 

only what 1s hngu1st1cally significant. So, words lacking accent should not receive ToBI 
pitch accent annotations, and their pitch m~st be derived via interpolation over neighbors, or 
by some other default means. Low excurswns can be linguistically significant also, in the 
crude sense that if you dip very low in your range on a given word, it may be perceived as 
prominent by listeners. L *+H and L+H* are both FO rises on the accented syllable, but in 
the case of L "'+H, the association of the starred tone (L *) with the accented syllable may 
push the realization of H off to the following syllable. !H* can be used for successively low­
ered high accents, such as might be found on big red car, or tall, dark, and handsome. A 
ToBI labeled utterance is shown in Figure 15.5. 

A typical boundary tone is the final lowering, the marked tendency for the final sylla­
ble in all kinds of noninterrogative utterances to be realized on a pitch level close to the ab­
solute bottom of a speaker's range. The final low (L-L%) may 'pull down' the height of 
some few accents to its left as well [ 4 I]. 

Table 15.1 ToBI pitch accent tones. 

ToBI tone Description Graph 

peak accent-a tone target on ~n a~cented syllable which is -------------H* 
~ in the upper part of the speakers p1tch range. 
------------· 

low accent-a tone target on an accented syllable which is -------.. ----· L* 
~ in the lowest part of the speaker's pitch range 

-------------
--------7· t n an accented syllable L*+H scooped accent-a low tone targe O . h rise to 

which is immediately followed by a relatively s arp 
-------------· f h aker's pitch range. a peak in the upper part o I e spe 
~--L*+!H I tone target on an ac-

scooped downstep _acc~n:-a d0"!' 
1 

followed by a rela-
cented syllable which 1s 1mme iate Y 

-------------tively flat rise to a downSlep peak. 

-~ L+H* • ak target on an accented 
rising peak accent-a hi~h pe ded by a relatively 
syllable which is immediately prece art of the speaker's -------------sharp rise from a valley in the lowest p 

'-- pitch range. cented :~ !H• down onto an ac 
downstep high tone-a clear ~tepitself cannot be accounted 
syllable from a high pitch ~~ich the preceding phrase or by 
for by an H phrasal tone en. '"f e same phrase. 

·- a preceding H pitch accent 10 1 
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Table 15.2 ToBI intermediate phrasal tones. 

ToBI tone Description 
L- Phrase accent, which occurs al an intennediate phrase boundary (level 3 

and above). 

H- Phrase accent, which occurs at an intermediate phrase boundary (level 3 
and above). 

Ultimately, abstract linguistic categories should correlate with, or provide labels for 
expressing, contrasts in meaning. While the ToBI pitch accent inventory is useful for gener­
ating a variety of English-like FO effects, the distinction between perceptual contrast, func­
tional contrast, and semantic contrast is particularly unclear in the case of prosody [4 I]. For 
example, whether or not the L *, an alternative method of signaling accentual prominence, 
functions in full 1inguistic contrast to H* is unclear. 

In addition, we have mentioned that junctures are typically marked with perceptible 
pitch movements that are independent of accent. The ToBI specification also allows for 
combinations of the H and L primitives that signal phrase, clause, and utterance boundaries. 
These are called phrasal tones. The ToBI specification further points out that since intona­
tion phrases are composed of one or more intermediate phrases plus a boundary tone, full 
intonation phrase boundaries have two final tones. 

The symbolic ToBI transcription alone is not sufficient to generate a full FO contour. 
The remaining components are discussed in Section 15.6. 

Table 15.3 ToBI boundary tones. 

ToBI tone Description 

L-Lo/o For a full intonation phrase with an L phrase accent ending its final inte~edi· 
ate phrase and an L% boundary tone falling to a point low in the speakers 
range, as in the standard 'declarative' contour of American Engli!:h. 

L-Ho/o For a full intonation phrase with an L phrase accent closing the last intermedi-
ate phrase, followed by an H boundary tone, as in 'continuation rise.' 

H-H% For an intonation phrase with a final intermediate phrase ending in an H phraSe 
accent and a subsequent H boundary tone. as in the canonical 'yes-no 
question' contour. Note that the H- phrase accent causes 'upstep' on the fol-
lowing boundary tone, so that the H% after H- rises to a very high value. -

H-Lo/o For an intonation phrase in which the H phrase accent of the final intermediate 
phrase upsteps the Lo/o to a value in the middle of the speaker's range, 
producing a final level plateau. --

%H High initial boundary tones; marks a phrase that begins relatively h!gh ~:e 
speaker's pitch range when not explained by an initial H* or precedrng • 
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Figure IS 5 "M • • ~ l d . arta11na made the manna/ad ," • h * a e, and a final L-L% markin e_ •. wtt an H accent on Marianna and mamw-
for the weak inter-word break g the charactenst1c sentence-final pitch drop. Note the use of I 

s, and 4 for the sentence-final break (after Beckman [4]). 

15.4.5. Tune 

N)'aah nuh nyaah you get 

can't me! 
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nyaah nyaah, 
S -Ch;/dm ·, chant 

ome pitch c •We, indepe d ontou'.s appear to be immediately recognizable and emotionally inteq,ret-
~is idea of;, ~-nt of lexical content, such as the English cld/dw<'s chant at,ove [40]. Can 
plied to the . Y tZed_ tunes, perhaps decomposable into the tones we examined above, be ap· 
labels abov mtonaaon of ordinary speech? In fact, the ideal use of the ToBl pitch accent 
""1ogous ,° would be as primitive elements in holistic prosodic contour descriptions, 
tours, des ~ 

th
e role of phonemes in words. Ultimately, a dictionary of meaningful con· 

\VtJuid co cn_ ed abstractly by ToBI tone symbols to allow for variable phonetic realization, 
ings of s ns~ttute a theory of intonational meaning for American English. Ideally, the mean­
'OOstitue" contours could perhaps be derived compositionally from the meanings of their 
>hogett, nt puch accent and boundary tones, thus allowing us to dispense with the dictionary 

er. Contour stylization approaches describe contours holistically and index them for 
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application on the basis of utterance type, usually based on a na"ive syntactic typology, e.g., 
question, declarative, etc. 

The holistic representation of contours can perhaps be defended, but the categorizing 
of types via syntactic description (usually triggered by punctuation) is questionable. Typi­
cally, use of punctuation as a rule trigger for pitch effects is making certain hidden assump­
tions about the relation between punctuation and syntax, and in tum between syntax and 
prosody. An obvious example is question intonation. If you find a question mark at the end 
of a sentence, are you justified in applying a final high rise (which might be denoted as H­
H% in ToBI)? First, the intonation of yes-no questions in general differs from that of wh­
questions. Wit-questions usually lack the extreme final upturn of FO heard in some yes-no 
questions: 

i. Are you going? 
ii. Where are you going? 

However, there are cases where an extreme final upturn is acceptable on ii. As (8] puts 
it, "It has been emphasized repeatedly ... that no intonation is an infallible clue to any sen­
tence type: any intonation that can occur with a statement, a command, or an exclamation 
can also occur with a question." 

Admittedly, there is a rough correspondence between syntactic types and speech acts.2 
as shown in Table 15.4. Nevertheless, the correspondence between syntactic types and acts 
is not deterministic, and prosody in spontaneous speech is definitely mediated via speech 
acts (the pragmatic context and use of an utterance) rather than syntactic types. Thus, it is 
difficult to obtain high-quality simulation of spontaneous speech based on linguistic descrip­
tions that do not include speech acts and pragmatics. Likewise, even simulation of prose 
reading without due consideration of pragmatics and speech acts, and based solely on syn­
tactic types, is difficult because prose that is read may: 

• Include acted dialog 

• Have limited occurrence of most types other than declarative, lessening vari­
ety in practice 

• Include long or complex sentences, blunting 'stereotypical' effects based on 
utterance type 

• Lack text cues as to syntactic type, or analysis grammar may be incomplete 

Table 15.4 Relationship between syntactic types and speech acts. 

Type Speech Act Example 
interrogative Questioning Is it good? 

declarative Stating It's good. 

imperative Commanding Be good! 

exclamatory Ex.claiming How good it is! 

l For a more in-depth coverage of speech :icts, consult Chapter 17. 
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Thus, description of an entire speech event rath h . 
. . ' er r an tnf erenc b 

. aoain the ultimate guarantor of quality. This is why th ~ es a out text content 
1s ,., 1 e 1uture of auto • ' 
wilh cmicep1-to-speec 1 systems (see Chapter 17) incorpo . . . matte prosody lies 

·r· • · ratmg exphc1t pr • 
mantic context spec, 1cat1on to guide message rendition. agmattc and se-

For commercial ITS systems that must infer structu f 
. . re rom raw text th ~ 

characteristic fragmentary pitch patterns that can be talce . • ere are a ,ew 
Th . n as tunes and applied 1 • 1 1egments of utterances. ese mcl ude: o spec1a 

• Phone numbers-downstepping with pauses 

• List intonation-downstepping with pauses (melons pears d 
1 , , an eggp ants) 

• Tag and quotative tag intonation-low rise on tag (Never! he blurted. Come 
here, Jonathan.) 

15.4.6. Prosodic Transcription Systems 

ToBf, introduced above, can be used as a notation for transcription of prosodic training data 
and as a high-level specification for the symbolic phase of prosodic generation. Alternatives 
10 ToBI also exist for these purposes, and some of them are amenable to automated prosody 
3llnotation of corpora. Some examples of this type of system are discussed in this section. 

:R0SPA was developed specially to meet the needs of discourse and conversation 
analy5,s, and it has also influenced the Prosody Group in the European ESPRIT 2589 SAM 
(Multilingual Speech Input/Output Assessment, Methodology and Standardization) ~roject 
!SO]. The system has annotations for general or global trends over long spans shown 111 Ta­
bl 15 · "b d • T -e •5, short, accent-lending pitch movements on part1culnr vowels are transc~ ~ 111 ~ 
ble 15•6, and the pitch shape after the last accent in a O sequence, or tail, is mcticated 111 

Table 15.7. 

Table 15.S Annotations for general or global trends over long spans. 

() extent of a sequence of cohesive accents 

F globally falli11g intonation ,_ 

R globally rising intonation 
~ 

H level intonation on high tone level -
M level intonation on middle 10ne level 

~ 

L level intonation on low tone level ,_ 

H/F II h• h rone level 
-- falling intonation on a globa Y ig 

accented syllables ... sequence of weakly accented or un • ._ 
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Table 15.6 Annotations for accent-lending pitch movements on particular vowels. 

+ Upward pitch movement 

- Downward pitch movement 

= level pitch accent 

Table 15.7 Annotations for pitch shape after the last accent in a () sequence, or tail. 

falling tails 

I rising tails 

- level tails 

r combinations of tails (rising-falling here) 

INTSINT is a coding system of inLonation described in [22]. It provides a formal en­
coding of the symbolic or phonologically significant events on a pitch curve. Each such tar­
get point of the stylized curve is coded by a symbol, either as an absolute tone, scaled 
globally with respect to the speakers pitch range, or as a relative tone, defined locally in 
conjunction with the neighboring target points. Absolute tones in INTSINT are defined ac­
cording to the speaker's pitch range as shown in Table 15.8. Relative tones are notated in 
INTSJNT with respect to the height of the preceding and following target points, as shown 
in Table 15.9. 

Table 15.8 The definition of absolute tones in INTSINT. 

T top of the speaker's pitch range 

M initial, mid value 

B bottom of the speaker's pitch range 

Table 15.9 The definition of relative tones in INTSINT. 

H target higher than both immediate neighbours 

L target lower than both immediate neighbours 

s target not different from preceding target 

u target in a rising sequence 

D target in a falling sequence 

In a transcription, numerical values can be retained for all FO target points. TILT [60J 
is one of the most interesting models of prosodic annotation. It can represent a curve in both 
its qualitative (ToBI-Iike) and quantitative (parametrized) aspects. Generally any 'interest­
ing' movement (potential pitch accent or boundary tone) in a syllable can be described in 
terms of TILT events, and this allows annotation to be done quickly by humans or machines 
without specific attention to linguistic/functional considerations, which are paramount for 
ToBI labeling. The linguistic/functional correlations of TILT events can be linked by subse­
quent analysis of the pragmatic, semantic, and syntactic properties of utterances. 
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The automatic parametrization of a pitch event 
O 1 

. . 
n a syl able ts tn terms of: 

, starting FO value (Hz) 

, duration 

, amplitude of rise (A,,,,., in Hz) 

, amplitude of fall (A1~11, in Hz) 

, starting point, time aligned with the signal and with the vowel onset 
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The tone shape, mathematically represented by its tilt is a value d d' 
1 • , compute 1rect y from the FO curve by the following formula: 

(15, I) 

A likely syllable for tilt analysis in the contour can be automatically detected based on 
high energy and relatively extreme FO values or movements. Human annotators can select 
syllables for attention and label their qualities according to Table 15.10. 

Table 15.10 Label scheme for syllables. 

sil Silence 

C Connection 

a . Major pitch accent 

tb Falling boundary 

rb Rising boundary 

atb Accent+falling boundary 

arb Accent+rising boundary 

m Minor accent 

mfb Minor accent+falling boundary 

mrb Minor accent+rising boundary 

I Level accent 

lrb Level accent+rising boundary 

ltb Level accent+falling boundary 

IS.S, DURATION ASSIGNMENT 

p· f the higher-order semantic fac-
ttch and duration are not entirely independent, and many o . al effects. The relation .~-

:ors that determine pitch contours may also influence dubraltto:ea in which only initial 
Ween d • 1 x and su t e ' uration and pitch events is a comp e 

\ 
\ 
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exploration has been done [63]. Nonet_heles~, most systems often treat duration and pitch 

independently because of practical cons1d~rat1ons [61]. _ _ _ _ . _ 
Numerous factors, including semantics and pragmatic conditions, might ultimately in-

fluence phoneme durations. Some factors that are typically neglected include: 

• The issue of speech rate relative to speaker intent, mood, and emotion. 

• The use of duration and rhythm to possibly signal document structure above 
the level of phrase or sentence (e.g., paragraph). 

• The lack of a consistent and coherent practical definition of the phone such 
that boundaries can be clearly located for measurement. 

15.5.1. Rule-Based Methods 

Klatt [I] identified a number of first-order perceptually significant effects that have largely 
been verified by subsequent research. These effects are summarized in Table 15.11. 

Table 15.11. Perceptually significant effects for duration. After Klatt [I]. 

Lengthening of the final vowel and following consonants in prepausal 
syllables. 

Shortening of all syllabic segments3 in nonprepausal position. 

Shortening of syllabic segments if not in a word final syllable. 

Consonants in non-word-initial position are shortened. 

Unstressed and secondary stressed phones are shortened. 

Emphasized vowels are lengthened. 

Vowels may be shortened or lengthened according to phonetic features 
of their context. 

Consonants may be shortened in clusters. 

. The rule~based duration-modeling mechanism involves table lookup of minimum and 
inherent durations for every phone type. The minimum duration is rate dependent, so all 
phones could be globally scaled in their minimum durations for faster or slower rates. The 
inherent ~uration is the raw material for the rules above: it may be stretched or contracted by 
a prespecified percentage attached to each rule type above applied in sequence, then it is 
finally ad~ed back onto the minimum duration to yield a millisecond time for a given phone. 
The durauon of a phone is expressed as 

(15.2) 

, Syllabic segments include vowels and syllabic consonants. 
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where d,,,,. is the minimum duration of the phoneme, d . 
neme, and the correction r is given by 

15 the average duration of the pho-

.I' 

r = n,i 
/=I (I 5.3) 

for the case of N rules being applied where each rule has a correct' A h ion r, • I t e very end a 
rule may apply that lengthens vowels when they are preceded by vo·icel 1 . 1 • . . . . . . . . ess p 0s1ves ( pl, It/, 
/kl). This 1s ~so the basis for the add1t1ve-mult1phcat1Ve duration model [49] that has been 
widely used m the field. 

15.5.2. CART-Based Durations 

A number of generic machine-learning methods have been applied to the duration assign­
ment problem, including CART and linear regression [43, 62]. The voice datasets generally 
rely on less than the full set of possible joint duration predictors implied in the rule list of 
Table 15.11. It has been shown that a model restricted to the following features and contexts 
can compare favorably, in listeners' perceptions, with durations from natural speech [43]: 

• Phone identity 

• Primary lexical stress (binary feature) 

• Left phone context (1 phone) 

• Right phone context (I phone) 

In addition, a single rule of vowel and post-vocalic consonant lengthening <c:ute I i~ Table 
15 It • • • f hone context to immediate left · ) 1s applied in prepausal syllables. The restnct1on o P . . . 

d • . d 1 gruent with the vmce tnphone an nght neighbors results in a triphone durauon mo e , con . th' . 1 mod I [23] In perceptual testmg 1s s1mp e 
. e underlying the basic synthesis in the syste~ . • those elicited by utterances 

triphone duration model yielded judgments nearly identical to onJ·ecture that 
With h • h [43] From this result, you may c P one durations from natural speec • • and that only the 
even th . . & bove may be excessive, e s1mphfied list of first-order 1actors a 

I 
t d by a single-phrase 

handful of factors implicit in the triphones _themsel~es, sul'J s~:;~i;y data collection and 
final-syllable coda lengthening rule, is reqmred. This wou 
analysis for system construction. 

lS,6, PITCH GENERATION 
W . th tic pitch contours. Pitch, _or FO, is 

e now describe the issues involved in generating !yn ~ As discussed in Section 15•8• 
Probabl h dy dimensions. • n compo-th Y t e most characteristic of all the proso r f its pitch-generatto 
e quaJity of a prosody module is dominated by the qua 1~y 

0 

nel\!. 
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Since generating pitch contours is an incredibly complicated problem, pitch generation 
is often divided into two levels, with the first level computing the so-called symbolic pros­
ody described in Section I 5.4 and the second level generating pitch contours from this sym­
bolic prosody. This division is somewhat arbitrary since, as we shall see below, a number of 
important prosodic phenomena do not fall cleanly on one side or the other but seem to in­
volve aspects of both. Often it is useful to add several other attributes of the pitch contour 
prior to its generation, which are discussed in Section 15.6. l. 

15.6.1. Attributes of Pitch Contours 

A pitch contour is characterized not only by its symbolic prosody but also by several other 
attributes such as pitch range, gradient prominence, declination, and microprosody. Some of 
these attributes often cross into the realm of symbolic prosody. These attributes are also 
known in the field as phonetic prosody (tenned as an analogy to phonology and phonemics). 

15.6.1.1. Pitch Range 

Pitch range refers to the high and low limits within which all the accent and boundary tones 
must be realized: a floor and ceiling, so to speak, which are typically specified in Hz. This 
may be considered in terms of stable, speaker-specific limits as well as in terms of an utter­
ance or passage. For a TIS system, each voice typically has a characteristic pitch range rep­
resenting some average of the pitch extremes over test utterances. This speaker-specific 
range can be set as an initial default for the voice or character. These limits may be changed 
by an application. 

Another sense of pitch range is the actual exploitation of zones within the hard limits 
at any point in time for linguistic purposes, having to do with expression of the content or 
feeling of the message. Pitch-range variation that is correlated with emotion or other aspects 
of the speech event is sometimes called paralinguistic. This linguistic and paralinguistic use 
of pitch range includes aspects of both symbolic and phonetic prosody. Since it is quantita­
tive, it certainly is a phonetic property of an utterance's F0 contour. Furthermore, it seen:is 
that most linguistic contrasts involving pitch accents, boundary tones, etc. can be realized m 
any pitch range. These settings can be estimated from natural speech (for research purposes) 
by calculating F0 mean and variance over an utterance or set of utterances, or by simply 
adopting the minimum and maximum measurements (perhaps the 5th and 95th percentile to 
minimize the effect of pitch tracker errors). d 

But, although pitch range is a phonetic property, it can be systematically manipulate 
to express states of mind and feeling in ways that other strictly phonetic properties, s~ch as 
characteristic formant values, rarely are. Pitch range interacts with all the prosodic attnb~tes 
you have examined above, and certain pitch-range settings may be characteristic of p~icu­
lar styles or utterance events. For example, it is noted [8] that: "we cannot speak of an mto· 
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tioll of exclamation ••• Excfamatio11 draws impartiall , 
no . .., 1 . ) upon the full repert if d 

//ems. What charncten~es t ze class 1s not shaJ'Je but . ory o up- own 
po . range. exclammions h /c 
,,treme-llsllally higher but sometimes lower" In this se h . reac or rhe 

t~ . . . • • nse, t en, pitch ran b 
considered an arbitrary or phys1olog1cal attribute-it is direct! . ge cannot e 

. y manipulated for communi-
cauve purposes. 

In prosodic research, distinguishing emotive and iconic use of ·1 h ( 1 . . . . . . P1 c ana ogous to ges-
ture) from strictly lmguist1c (log1cal, syntactic, and semantic expression w"th b' 

• 'fi d • 'fi d) . , 1 ar 1trary rela-
tio~ ~tween s1gm 1er an s1gn_1 1e ~ros~d~c phenomena has been difficult. Pitch-range 
vanauon seems to straddle emot1onal, lmguist1c, and phonetic expression. 

. ~ linguistic pitch range may b~ n~rrowed or ':'ide~ed, and ~e zone of current pitch 
vanation may be placed anywhere w1thm a speaker s wider, physically determined range. 
So, for example, a male speaker might adopt a falsetto speaking style for some purpose, 
with his pitch range actually narrowed, but with all pitch variation realized in a high portion 
of his overall range, close to his physical limits. 

Pitch range is a gradient property, without categorical bounds. It seems to trade off 
with other model components: accent, relative prominence, downstep, and declination. For 
example, if our model of prosody incorporates, say, an accent-strength component, but if we 
also recognize that pitch range can be manipulated for linguistic purposes, we may have 
difficulty detennining, in analysis, whether a given accent is at partial strength in a wide 
range or at full strength in a reset, narrower range. This analytic uncertainty may be re-
Oected in the quality of models based on the analysis. . . 

A practical TIS system has to stay within, and make some attempt to maximize the 
exploitation of, the current system default or user-specified range. Thus, for general TIS 
purposes, the simplest approach is to use about 90% of the user-set or sy5tem ?efa~lt r:u1ge 
, . th d I 0% in special s1tuattons, ior general prose reading, most of the time, and use e reserve 0 

s h - d h sized words and phrases. uc as the paragraph initial resets, exclamat1ons, an emp a 

lS.6.1.2. Gradient Prominence 

G~ . iven accent position with respect to 
. ad,e11t prominence refers to the relative strength of a g_ 

1 
roach where every ac-

11s ne· hb • The s1mp est app ' ig ors and the current pitch-range semng.. oth within an invariant range, 
cented syllable is realized as a H(igh) tone, at uniform streno /accents might appear to be 
can sound unnatural. At first glance the prominence property_ 

0 

1 symbolic tonal transcrip-
a h . ' • J any smg e 
. P onetic detail, in that it is quantitative, and certain Y ·nence settings. However, 

tton c be I • er-accent prom1 k 
th 

an realized in a wide variety of re ative P . & rmation content of a spo en 
e rel t· 11 alter the in,o 1· • ti a ive height of accents can fundamenta Y . Id hope that such inguis c 

rnessag b d has1s You wou (H L tc ) e Y determining focus contrast, an emp • r perhaps the types • , e • ' 
:;ntent Would be determined by the presence and absen~:b~ at a low prom(nence might be 

the symbolic accents themselves. But an accented s~ uaranteed minimum degree of 
!>ere • th 1s no g f • p e1ved as unaccented in some contexts, and ere d above the realization o prom1-
rominence for accent perception. Furthennore, as note ent p'itch-range setting. 

nence f ct· on the curr 0 an accent is context-sensitive, depen mg 



766 
Prosody 

The key knowledge deficit her: is a th~~ry of the interpretation o_f promin~nce that 
Id II w designers to make sensible dec1s1ons. It appears that relative prominence is 

wou a o . d d · · th 
related to the information status of accent-bearing wor s an 1s m at sense linguistic, yet 
there is no theory of prominence categories that would license any abstraction. For the pre­
sent, many commercial TIS systems a~opt a pseudorandom _pattern of alternating 
stronger/weaker prominence, simply to avoid monotony. If a word 1s tagged for emphasis, 
or if its information status can otherwise be inferred, its prominence can be heightened 

within the local range. 
In the absence of information on the relative semantic salience of accented words in 

the utterance, successive prominence levels are varied in some simple alternating pattern, to 
avoid monotony. Rather than limiting the system to a single peak FO value per accented syl­
lable, several points could be specified, which, when connecled by interpolation and 
smoothing, could give varied effects within the syllable, such as rising, falling, and scooped 
accents. 

15.6.1.3. Declination 

Related to both pitch range and gradient prominence is the long-term downward trend of 
accent heights across a typical reading-style, semantically neutral, declarative sentence. This 
is called declination. Although this tendency, if overdone, can simply give the effect of a 
bored or uncomprehending reader, it is a favorite prosodic effect for TIS systems, because 
it is simple to implement and licenses some pitch change across a single sentence. If a sys­
tem uses a 'top line' as a reference for calculating the height of every accent, the slope of 
that top line can simply be declined across the utterance. Otherwise, each accent's promi­
nence can be realized as a certain percentage of the height of the preceding one. Declination 
can be reset at utterance boundaries, or within an utterance at the boundaries of certain lin­
guistic structures, such as the beginning of quoted speech. Intrasentence phrase and clause 
types that typically narrow the pitch range, such as parentheticals ancl certain relative 
clauses, can be modeled by suspending the declination, or adopting a new declinaLion line 
for the temporary narrowed range, then resuming the suspended longer-Lerrn trend as ilie 
utterance progresses. Needless to say, declination is not a prominent feature of spontaneous 
speech and in any case should not be overdone. 

The minor effect of declination should not be confused with the tendency in a11 kinds 
of non~uestioning utterances to end with a very low pitch, dose to the bottom of the 
speaker s range, In prosodic research this is ca1led final lowering and is well-attested as a 
phen~me~on that is independent of declination (29]. The ToBI notation used to specify fi~al 
lowenng is the complex boundary tone L-L%. In Figure 15.6 we show the declination Ji~e 
toge~her wilh the other two downers of intonation: downstep and final lowering described 10 

Section 15.4.4. 
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Figure 15.~ The three downers of intonation: the declination line. a downstep (!H*). and the 
final lowenng (L-Lo/r). 

15.6.1.4. Phonetic FO-Microprosody 

767 

Microprosody refers to those aspects of the pitch contour that are unambiguously phonetic 
and that often involve some interaction with the speech carrier phones. These may be re-
gaided as second-order effects, in the sense that rendering them well cannot compensate for \ 
incorrect accentuation or other mistakes at the symbolic level. Conversely, making no at-
tempt to model these but putting a great deal of care into the semantic basis for detennining 
accentuation, contrast, focus , emphasis, phrasing, etc. can result in a system of reasonable 
quality. Nevertheless, all else being equal, it is advisable co make some attempt to capture 
lhe local phonetic properties of natural pitch contours. 

If the strength of accents is controlled semantically, by having equal degrees 0 ~ foc~s 
on words of differing phonetic makeup it has been observed that high vowels descnbed 10 

Ch ' . • • h ange than low apter 2 carrying H* accents are unifonnly higher m the phoneuc pitc r 
1 vowel • h . . . b tween high and low vowe s corre-s wit the same kinds of accent. The d1stmct1on e . h) Th h'ghest !ates w·th th • •. . • (h • h or low m the mout • e 1 

E . 1 e position of the tongue in art1culat1on ig . ) 1 •ie the lowest vowel 
. nfish vowels by this metric are /iv/ (as in bee) and luwl (asdi_n_ 100 

• wayurelate to the degree 
is ma/ as i fi I • f FO d these con st1ons m of . n at 1er. The predictability o un er . d ue position in the high tension I d h • by the raise tong ~ Pace on the laryngeal mec amsms . b bly perceptually important 
inowefs as opposed to the low . .In any case, this effect, while pro aelates again to the issue of 

natural th • r The reason r th • 
g . speech, is chaJlenging for a syn esize • . 1 ompts in the lab, ere is rad1en1 . - f expenmenta pr d c prominence, discussed above. Apart rom h • ht realization base on ut­urrcntty . • for accent e1g I f: ctor leran no pnncipled way to assign prommence . ult for a listener to correct Y_ a 
Pitch ce content in general TIS. It may therefore ~e d1f~:11 ) assigned gradient prornmence 
fro a~cent height that is due to correctly (or incoi:r fi cts of vowel height. 

rn height variation related co the lower-level phonetic e e 
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Another phonetic effect is the level FO in the early portion of a vowel that follows a 
voiced obstruent such as /bl, contrasted with the typical fall in FO following a voiceless ob­
struent such as /pl. This phonetic conditioning effect, of both preceding and following con­
sonants, can be observed most clearly when identical underlying _accent types are assigned 
to the carrier vowel, and may persist as long as 50 ms or more mto the vowel. The exact 
contribution of the pre-vocalic consonant, the post-vocalic consonant, and the underlying 
accent type are difficult to untangle, though [54] is a good survey of all research in this area 
and adds new experimental results. For commercial synthesizers, this is definitely a second­
order effect and is probably more important for rule-based formant synthesizers (see Chap­
ter 16), which need to use every possible cue to enforce distinctions among consonants in 
phoneme perception, than for strictly intonational synthesis. However, in order to achieve 
completely natural prosody in the future, this area will have to be addressed. 

Last, and perhaps least, jitter is a variation of individual cycle lengths in pitch-period 
measurement, and shimmer is variation in energy values of the individual cycles. These are 
distinct concepts, though somewhat correlated. Obviously, this is an influence of glottal 
pulse shape and strength on the quality of vowels. Speech with jitter and shimmer over 15% 
sounds pathological, but complete regularity in the glottal pulse may sound unnatural. For a 
deeper understanding of how these could be controlled, see Chapter 16. 

15.6.2. Baseline FO Contour Generation 

We now examine a simple system that generates FO contours. Although each stage of an FO 
contour algorithm ideally requires a complete natural language and semantic analysis sys­
tem, in practice a number of rules are often used. The system described here illustrates most 
of the important features common to the pitch-generation systems of commercial synthesiz­
ers. 

First, let's consider a natural speech sample and describe what initial information is 
~eeded to ch_aracterize it, and how an artificial pitch contour can be synthesized based on the 
mput analysis. The chosen sample is the utterance "Don't hit it to Joey!", an exclamation, 
f~om the ToBI Labeling Guidelines sample utterance set [4]. The natural waveform, aligned 
pitch contour, an~ abstract ToBI labels are shown in Figure 15.7. This utterance is about 
1.63 seconds and 1t has three major ToBI pitch events: 

H* 

L*+!H 

L-L% 

high pitch accent on Don't 

low pitch accent with following downstepped high on Joey 

low utterance-final boundary tone at the very end of utterance 
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Figure 15.7 Time waveform, segmentation, ToBI marks, and pitch contour for the utterance 
"Don't hit it to Joey!" spoken by a female speaker (after Beckman [4]). 

The input to the FO contour generator includes: 

• Word segmentation. 

• Phone labels within words. 
• Durations for phones, in milliseconds. 
• Utterance type and/or punctuation infonnation. • • 
• Relative salience of words as determined by granunatical/semanuc analySis. 

• Current pitch-range settings for voice. 

\ 
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15.6.2.1. Accent Determination 

Although accent determination ideall~ requi~es a complete natural language and semantic 
analysis system (see Section J 5.4.3), m practice a n_um~er of rules are often used. The first 
rule is: Content word categories of noun, verb, adjective, and adverb are to be accented, 
while the function word categories (everything else, such as pro~oun, pre~o~ition, conjunc­
tion, etc.) are to be left unaccented. Rules can be used to tune this by spec1fymg which POS 
is accented or not and in which context. 

If we apply that simple metric to the natural sample of Figure 15.7, we see that it does 
not account for the accentuation of 'hit', which, as a verb, should have been accented. In a 
real system perhaps we would have accented it, and this might have resulted in the typical 
overaccented quality of synthetic prosody. For this sample discussion, let's adopt a simpli­
fied version of a rule found in some commercial synthesizers: Monosyllabic common verbs 

are left unaccented. 
What about "Don't"? A simplistic view would state that the POS-based policy has 

done the right thing, after all "Don't" can be regarded as a verbal form. However, usually do 
is considered an auxiliary verb and is not accented. For now we adopt another rule that says: 
In a negative imperative exclamation, determined by presence of a second-person negative 
auxiliary form and a terminal exclamation point, the negative term gets accented. The adop­
tion of these corollaries to the simple POS-based accentuation rule accounts for our accent 
placement in the present example, but of course it sometimes fails, as does any rigid policy. 
So our utterance would now appear (with words selected for accent in upper case) as 
"DON'T hit it to JOEY!" 

15.6.2.2. Tone Determination 

In the limit, tone determination (see Section l5.4.4) also requires a complete natural lan­
guag~ and se~antic analysis system, but in practice a number of rules are often used. Gener­
ally'. 1~ worki*n? systems, H* is used for all pitch accent tones, and this is actually very 
realistic, as ~ 1s the most frequent tone in natural speech. 
. Sometimes complex tones of the type L *+ !H are thrown in for a kind of pseudovariety 
10. 1:S. In our sample natura1 utterance this is the tone that is used, so here we assume rhat 
this 1s the accent type assigned. 

tinu Wef also need t~ mark punctuation-adjacent and utterance-final phonemes as rise, con­
e, or all boundanes. In this case we mark it as L-Lo/o. 

lS.6.2.3. Pitch Range 

To determine the pitch range . within 
which aIJ pitches a 1 ' we are gomg to make use of three lines as a frame . d 
from the current 0 /~ ct cta~ed. The top line and bottom Jine would presumably be de~v~e 

e au t pitch-range settings as controlled by an application or user. e 
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we set them in accord with the limits of our nat 1 . • ura sample N 
pie, che pitch contour 1s generated within an actual pitch ra~ o~e that while, for this exam-
an abstract range of, say, 1-100, which the voice ge . ge, it could also be done within 

. • nerat1on mod 1 rent actual settmg. So we set the top line at T = 375 Hz and 
I 

u : could map to the cur-
It is more advantageous to work in a logarithm' 

1 
he base hne at B = I 00 Hz. 

ic sea e becaus • • 
from males to females, and because this better i·ep ' e 11 15 more easily ported 

. resents human d 
semitones m an octave; thus a semitone corresponds t . pro~,0 y. There are 24 

. . o a ratio of a - i -~ Th • 
can be expressed 111 semitones as - • e pnch range 

n =24log2 (r I B) = 80log10 (r / B) 

so that we can express frequencies in semitones as 

/ 0 = 80 log10 F0 

and its inverse 

(15.4) 

( I 5.5) 

{15.6) 

Using Eq. ( 15.5), the top line is t = 206 and the base line is b = 160. The reference line 
is a kind of midline for the range, used in the accent scaling calculations, and is set halfway 
between the bottom and top lines, i.e., r = 183, and using Eq. (15.6), R = 194 Hz. 

15.6.2.4. Prominence Determination 

The relative prominence of the words (see Section 15.6.1.2) allows the pitch module to scale 
lhe pitch within any given pitch range. Here we assume (arbitrarily) that N_ = 5 degrees _of 
ab5tiact relative prominence are sufficient. This means that, e.g., an H* pitch accent with 

p~ominence 5 will be at or near the very top of the current pitch-range setting, while an L_* 
Wtlh the same prominence will be at or near the very bottom of the range. Smaller prorru­
nence numbers indicate less salience, placing their pitch events closer to the middle of the 
range. 

C . . • t itch numbers is more art 
onvertmg the abstract tone types plus prominence in ° P . ) 

than · b d thods for thts process • 

H 
science (but see Section 15 6 4 for a discussion of data- ase me . • 

ere . • • . . 's type and relanve prom1-
we assume a simple linear relauonsh1p between the tone 

nence: 

fo[i]==r+(t-r)* p[i]/ N 
In . . . . a complete natural language and 

sem . the hm1t, prominence determination aJso requires . t' s are often used. One such 
heu ~n~c _analysis system, but in practice a number of heu~s 

1
,c nn gets the most emphasis, 

nsttc 1s· / • the negafnle e (15 6) 
lead· • n a negative imperative exclamation, , U •ng Eqs (I 5.7) and • , 

tng to • . . f 5 'don't. 51 • 
the a relative prornmence assignment o on 

anchor equals the top range of 375 Hz. 

(15.7) 
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Then, since the L*+!H involves a downstepped tenn, it must by definition be lower 
than the preceding H* accent, so we arbitrarily assign it a relative prominence of '2'. The 
L *+ !H is more complex, requiring calculation and placement of two separate anchor points. 
For simplicity we are using a single prominence value for complex tones like L *+!H, but we 
could also use a value-per-tone approach, at the cost of greater analytical complexity. Using 
Eq. (15.7), it corresponds to 192 semitones, and with Eq. (15.6), the value of !His 251 Hz. 
For L*, we use a prominence of -2 (we use negative values for L tones), which, using Eq. 
(I 5.7), results in an anchor of 174, or alternatively 149 Hz. 

The L-L% tone is a boundary tone, so it always goes on the final frame of a sy1lable­
final (in this case, utterance-final) phone. The L-L% in most ToBI systems is not treated as a 
two-part complex tone but rather as a super low L% boundary, falling at the very bottom of 
the speaker's pitch range, i.e., prominence of 5, for a few frames. Thus the FO value of these 
anchor point is I 00 Hz. 

We also need to set anchors for the initial point. The initial anchor is usually set at 
some arbitrary but high place within the speaker's range (perhaps a rule looking at utterance 
type can be used). A prominence of 4 can be used, yielding a value of 329 Hz. 

Finally we need to determine where to place the anchors within the accented syllable. 
Often they are placed in the middle of the vowel. All the anchor points are shown in Figure 
15.8. 

400 

350 • 
300 

"N 250 • e. 200 
. Q 

LL 150 • 100 • • 
50 

0 

0 20 40 60 80 100 120 140 160 

Time (1 Oms frames) 

Figure 15.8 Anchor points of the FO contour. 

15•6•2·5. FO Contour Interpolation 

To obtain the full FO cont d • . • I 
I. our we nee some kind of mterpolation One way is to mterpo ate 
mearly and follow with a m it· • • • I ) . u ipomt movmg-average window over the resulting (angu ar 

contour to smooth It out Anoth 'b" - . ·a1 I 
thi . . • er possi il1ty 1s a higher-order interpolation polynom1 • n 

s case a cubic mterpolatio • • • • th . . n routme 1s called, which has the advantage of retamrng e 
exact anchor pomts m a sm th d fi h. h 

th . 00 e mal contour (as opposed to moving average, w ic 
smears e anchor pomts) In al th . . • gener e choice of interpolation algorithm makes httle per-
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ceptual difference, as long as no sharp , , . corners rem • • 
contour was interpolated fully without re d ain m the contour In F. . ' gar to voi • • 1gure 15 9 h 
Ille graph, the sections corresponding to u . cmg properties of unde 1 • • t e . nvo1cect ph r ymg phones r 
ease of comparison to the sample in Figur 15 7 

~nes have been replaced • h • n 
frequency, as in Figure 15.9, or in the log fe • • The interpolation can be donew!t hzer~, for 

- requency. in t e linear 

Time (10ms frames) 

Figure 15.9 FO contour of F 15 g aft • • • 
voiced phones h b igure : er cubic interpolat1on. Sections corresponding to un-

ave een replaced with zero. 

In order for the int 1 • I • rations th erpo at1on a gonthm to operate properly we need to have phone du-
so at the an h • • we followed th ~ or pomts are appropnately spaced apart. In this baseline algorithm, 

e algonthm described in Section J 5.5.2. 

lS.6.2.6. Interface to Synthesis Module 

Finally m . 
Pho 

' 0st synthesizers cannot accept an arbitrary number of pitch controls on a given 
neme nor ·1 th' • acte .. ' . 1 1s necessary. We can downsample the pitch buffer to allocate a few char-

des·nsbtlic points per phoneme record and, if the synthesizer can interpolate pitch, it may be 
•ra e to k' • ' at d f s 1P pitch controls for unvoiced phones altogether. The FO targets can be placed 
e ault J • be. d' ocations (such as the left edge and middle of each phone), or the placements can 
•n 1cated b • 'T'L · Y percent values on each target depending on what the synthesizer supports. 

•n•shast be. ' sy th . 0 in agreement with the specific interface between the prosody module and the 
n es1s mod I • . • u e as descnbed m Section 15.2. 

lS,6.2.7. Evaluation and Possible Improvements 

In comp · 5 I have we anng the output contour of Figure 15.9 to the natural on~ of ~i~ure I .7, ho~ ~el 
done? As a first-order approximation, from visual inspection, it ,s somewhat s1m1lar 
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to the original. Of course, we have used hand-coded information for the accent property, 
accent type, and prominence! However, these choices were reasonable, and could apply 
them as defaults to many other utterances. At a minimum, almost exactly the code given 
above would apply without change and give a decent contour for a whole 'family' of similar 
utterances, such as "Don't hit the ball to Joey!" or "Never give the baseball to Henry!" A 
higher-order discourse module would need to detennine that ball and baseball are not ac­
cented, however, in order to use the given contour with the same rhetorical effect (presuma­
bly ball and baseball in these cases could be given/understood infom1ation). 

Something very much like the system described here has been used in most commer­
cially marketed synthesizers throughout the 1990s. This model seems overly simple, even 
crude, and presumably it could be substantially augmented, or completely replaced by some­
thing more sophisticated. 

However, many weaknesses are apparent also. For one thing, the contour appears very 
smooth. The slight jitter of real contours can be easily simulated at a final stage of pitch 
buffer processing by modifying+/- 3 or 4 Hz to the final value of each frame. The degree to 
which such niceties actually affect listener perceptions depend entirely on the quality of the 
synthetic speech and the quality of the pitch-modification algorithms in the synthesizer. 

The details of peak placement obviously differ between the natural and synthetic con­
tours. This is partly due to the crude uniform durations used, but in practice synthesizers 
may incorporate large batteries of rules to decide exactly (for example} which frame of a 
phone the H* definition point should appear in-early, middle, late? Sometimes this deci­
sion is based on surrounding phonetic structure, word and syllable structure, and prosodic 
context. The degree to which this matters in perception depends partly on synthetic speech 
quality overall. 

15.6.3. Parametric FO Generation 

To realize all the prosodic effects discussed above, some systems make almost direct use of 
a real speaker's measured data, via table lookup methods. Other systems use data indirectly, 
via parametrized algorithms with generic structure. The simplest systems use an invariant 
algorithm that has no particular connection to any single speaker's data, such as the a1go­
rithm described in the baseline F0 generation system of Section 15.6.2. Each of these ap­
proaches has advantages and disadvantages, and none of them has resulted in a system that 
fully mimics human prosodic performance to the satisfaction of all listeners. As in other 
areas of ITS, researchers have not converged on any single standard family of approaches. 
Once we v~nture beyond the simplest approaches, we find an interesting variety of systems, 
based on different assumptions, with differing characteristics. We now discuss a few of the 
more representative approaches. 

Even models that make little or no attempt to analyze the internal components of an 
~O contour must be indexed somehow. System designers should choose indexing or predic­
t,_ve f~ctors that are derivable from text analysis, are general enough to cover most prosodic 
situations, and are powerful enough to specify high-quality prosody. In practice, most mod-
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els' predictive facto~s have a rou_gh correspondence to, or are an elab . 
of the baseline algorithm of Section 15.6.2. A typical list might. 1 doration of, th~ elements 

me u e the following: 
• Word structure (stress, phones, syllabification) 

• Word class and/or POS 

• Punctuation and prosodic phrasing 

• Local syntactic structure 

• Clause and sentence type (declarative, question, exclamation, quote, etc.) 

• Externally specified focus and emphasis 

• Externally specified speech style, pragmatic style, emotional tone, and speech 
act goals 

These factors jointly detennine an output contour's characteristics, as listed below. 
Ideally, any or all of these may be externally and directly specified, or they may be inferred 
or implied within the FO generation model itself: 

• Pitch-range setting 

• Gradient, relative prominence on each syllable 

• Global declination trend, if any 

• Local shape of FO movement 

• Timing of FO events relative to phone (carrier) structure 
. . d' • f t s and the size of the resulting The combinatorial complexity of these pre 1ct1ve ac or , . 

h • ~ high coverage of prosodic 
models, can be serious issues for practical systems t at stnve or . d b r 
variability and high-quality output. The possibility of using extemall~ specifie _ sym 

O ~~ 
k d I 'ty •n that prosodic annotation can 

mar ups gives lhe whole system a degree of mo u an ' 1 . - 11 by the . . . . n be denved auromatica y 
specified directly by an authoritative outside source or ca . 
symb 1· d FO contour generauon. o 1c prosody prediction process that prece es f die production or per-

p . d l • g architecture o proso arametnc models propose an un er ym f 
1 

universal constants of the 
ception that constrains the set of possible outputs to condonn . 

0 
to distinguish different 

huma h odels nee settings n speech mechanism. Naturally, t ese m W d scribe superposition models 
speakers, different styles, and the specifics of utterances. e e 
and ToBI Realization models. 

15•6•3,I. Superposition Models . 
k [JS] for Swedish, which 

A • • • • t d by the wor I FO n influential class of parametric models was m1tra e ynthesize a complex fina 
Propo d - t contours to s h' h may all se additive superposition of componen mponent contours, w ic 

h
track. In the version refined and elaborated in [l4], the co rrespond to longer-renn trends, 
av d' • • s may co • h accents e ifferent strengths and decay charactertsuc ' fme events such as p1tc 

such as phrase or utterance declination, as well as shorter- i , 

\ 
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Figure IS.IO Fujisaki pitch model [IS]. FO is a superposition of phrase effects with accent ef­
fects. The phrase mechanism concrols things like the declination of a declarative sentence or a 
question, whereas the accent mechanism accounts for accents in individual syllables. 

on words. The component contours are modeled as the critically damped responses of sec­
ond-order systems to impulse functions for the longer-tenn, slowly decaying phrasal trends, 
and step or rectangular functions of shorter-tenn accent events. The components so gener­
ated are added and ride a baseline that is speaker specific. The basic ingredients of the sys­
tem, known as Fujisaki's model [15, 19], are shown in Figure 15.10. The resulting contour 
is shown in Figure 15.11. Obviously, similar effects can be generated with linear accent 
shapes as described in the simpler model above, with smoothing. However, there are some 
plausible claims for the articulatory correlates of the constraints imposed in the second-order 
damping and superposition effects of this model [33]. 

Superposition models of this type can, if supplied with accurate parameters in the form 
of time alignments and strengths of the impulses and steps, generate contours closely mim­
icking natural examples. In this respect, the remaining quality gap for general application is 
in the parametric knowledge driving the model, not in the model structure per se. These 
kinds of models have been particularly successful in replicating the relatively constrained 
Japanese ~eading-style. Whether these models can account straightforwardly for the im­
mense vanety of a large range of English speakers and text genre, or whether, on the con­
trary, the parameters proliferate and the settings become increasingly arbitrary, remains to 
be seen. 

Figure 15.11 Composite t b • • the 
F .. . con our o tamed by low-pass filtering the impulses and boxes m 

UJisaki model of Figure 15.10. 
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15.6.3,2. ToBI Realization Models 

One simple parametric model, which in its inherent structu k 
. d re ma es only modest claims for 

principled correspon ence to perceptual or articulatory reality • d . 
· I h h ,.,. • is es,gned to support pro-

sodic symbo s sue as t e l ones and Break Indices (ToBI) syst Th" . 
I d - [" . em. 1s model, vanants of 

which are deve ope m -, 54], posits two or three control Jines by " h' . , re,erence to w 1ch 
ToBI-hke prosody symbols can be scaled. This provides for some independ b t 

· d h · d. ence e ween 
symbohc an p onettc proso 1c subsystems. In the model shown in Figure 15 12 th 
. . 1· . f h . • ' e top 
hne 1s at~ upper 1m1t o t e pitch range. It can be slanted down to simulate declination. The 
bottom !me represents the bottom of the speaker's range. Pitch accents and boundary tones 
(as in ToBI) are scaled from a reference line, which is often midway in the range in a loga­
rithmic scale of the pitch range. as described in the baseline algorithm of 15.6.2. You can 
think of this scaling as operating within a percentage of the current range, rather than abso­
lute values, so a generic method can be applied to any arbitrary pitch-range setting. The 
quantitative instantiation of accent height is done at the final stage. The accents and bound­
ary tones consist of one or more points, which can be aligned with the carrier phones; then 
interpolation is applied between points, and smoothing is perfonned over the resulting con­
tour. 

In Figure 15 .12, t , r, and b are the top, reference, and baseline pitch values, respec­
tively. They are set from the defaults of the voice character and by user choice. The base b is 
considered a physiological constraint of voice. P is the prominence of the accent and N is 
the number of prominence steps. Declination can be modeled by slanting the top and/or ref­
erence lines down. The lowered position of the reference in Figure ~5.12 _reflec~ the obse~­
vation that the realization of H(igh) and L(ow) ToBI abstract tones m a given ~itch ran~e '.5 

asymmetric, with a greater portion available for H, while L saturates more quickly. This is 
why placing the reference line midway between the top and base lines in a log-frequency 

al · · Af t get points are located and scaled sc e automatically takes care of this phenomenon. ter ar 
. 'fi • th (hopefully sparse) targets can be according to their gradient prominence spec1 1cat1ons, e . 

• If th tour is calculated m, say, IO-ms interpolated and the resulting contour smoothed. e con 
f r phone usually suffice to re-
rames, two pitch targets sampled from the contour vector pe 

produce the intended prosodic effects faithfully. 

t 

r 

t H*-r+(t-r)* pl N 

L*=r-(t-r)•p!N + 
b 

. with an abstract pitch range. 
Figure 15.12 A typical model of tone scaling 
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If a database of recorded utterances wi~h ph~ne labeling an_d PO measurements has 
been reliably labeled with ToBI pitch annotations, 1t ~ay be possible to automate the im-

1 t t• of the ToBI-style parametrized model. This was attempted with some success p emen a 10n . . . . . 
in [S), where linear regression was used to predict syllable m1tial, vowel medial, and syllable 
final FO based on simple, accurately measurable factors such as: 

• ToBI accent type of target and neighbor syllables 

• ToBI boundary pitch type of target and neighbor syllables 

• Break index on target and neighbor syllables 

• Lexical stress of target and neighbor syllables 

• Number of syllables in phrase 

• Target syllable position phrase 

• Number and location of stressed syllable(s) 

• Number and location of accented syllable(s) 

Models of this sort do not incorporate an explicit mechanism (like the scaling direc­
tion from r in Figure 15.12) to distinguish H(igh) from L(ow) tone space, beyond what the 
data and its annotations imply. 

The work in [47) consists of a ToBI realization model in which the 'smoothing' 
mechanism is built-in as a dynamical system whose parameters are also learnt from data. 
This work could be viewed as a stochastic realization of Fujisaki' s superposition model 
without the phrase controls and where the accents are given by ToBI labels. 

Both the ToBI realization models and the superposition models could, if supplied with 
sufficiently accurate measurements of an example contour, reproduce it fairly accurately. 
Both models require much detailed knowledge (global and local pitch range; location, type, 
and relative strength of accents and boundary tones; degree of declination; etc.) to function 
at human-level quality for a given utterance. If a system designer is in possession of a com­
pletely annotated, high-quality database of fully representative prosodic forms for his/her 
needs, the question of deployment of the database in a model can be made based on per­
formance tradeoffs, maintenance issues, and other engineering considerations. If, on ~e 
0ther h_and, n~ such database is available for the given application purpose, extremely high 
p_rosodic quahty, including lively yet principled variation, should not be expected to result 
simply from choosing the 'mathematically correct' model type. 

15.6.4. Corpus-Based FO Generation 

It is possible to have FO . . The sim· 
1 parameters tramed from a corpus of natural recordings. 

p eS
t 

m,~de~s are the direct models, where an exact match is required. Models that offer mothre 
genera 1zat1on have a rb f F from e 1 rary O O contours that are indexed either from features . 1 parse tree or from ToBI I b 1 p· tatisuca a es. mally, there are FO generation models from a s 
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[work such as a neural network or an HMM In all 
ne . • cases, once the d I . rameters are learned automat1cally from data. mo e 1s set, the pa-

15,6.4.l, Transplanted Prosody 

Tbe most direct approach of all is to store a single contour fro 1 . 
· "bl · m a rea speaker s utterance corresponding to every poss1 e input utterance that one's TIS syst .11 . 

. . . em w1 ever face This 
seems to linut the abthty to freely synthesize any input text. However th· h • 

· · I d" · . . . , is approac can be 
viable under_ certam sp~c1a con 1ttons and hmnations. These controls are so detailed that 
they are ced10us to wnte manually. Fortunately, they can be generated automaticall b 

. . I . h y y speech recognition a gont ms. 
When these controls (transplanted prosody), taken from an authentic digitized utter­

ance, are applied to synthetic voice units, the results can be very convincing. sometimes 
nearly as good as the original digitized samples (43}. A system with this capability can mix 
predefined utterances having natural-quality prosody, such as greetings, with flexible syn­
thesis capabilities for system response, using a consistent synthetic voice. The transplanted 
prosody for the frozen phrases can be derived either from the original voice data donor used 
to create the synthetic voice model, or any other speaker, with global adjustment for pitch­
range differences. Another use of the transplanted prosody capability is to compress a spo­
ken message into ASCII (phone labels plus the prosodic comrols) for playback, preserving 
much of the quality, if not the full individuality, of the original speaker's recording. 

15.6.4.2. FO Contours Indexed by Parsed Text 

Id • • llecting and in-In a more generalized variant of the direct approach, once cou tmagme co . 
d • . d llables and then annotating all exmg a gigantic database of clauses phrases, war s, or sy • OS 

• . . ' th f annotation (word structure, P , 
units with their salient prosodic features. If e terms O . d . . 

t" e a prosodic escnpuon syntactic context etc ) can be applied to new utterances at run im ' . 
• • d lied to the input utterance 

for the closest matching database unit can be recovered an app . .
1 

h"gh by collect-
[23] Th • 1· be made arb1Lran Y 1 , 
. • e advantages here are that prosodic qua tty can. . f . t t xt and that detailed 
IDg en?ugh exemplars to cover arbitrarily lar~e quanutte~a :a~n~: si:es;epped. The poten­
~nalysis of the deeper properties of the prosodic phenome 
llal disadvantages are: 

• Data-collection time is long 
b·r·t to create new (which affects the capa I I y 

voices). mably less important as 
• uired (presu • A large amount of runtime storage is req 

technology progresses). . ated may be of poor 
I or 1f autom , 

• Database annotation may have to be manua • 

quality. . lack of fundamental 
• · di tended, owmg to The model cannot be easily mod1fie ex 

understanding. 

-
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• Coverage can never be complete, therefore rulelike generalization, fuzzy 
match capability, or back-off, is needed. 

• Consistency control for the prosodic attributes (to prevent unit boundary 
mismatches) can be difficult. 

The first two disadvantages are self-explanatory. The difficulty of annotating the data­
base, to fom1 the basis of the indexing and retrieval scheme, depends on the type and depth 
of the indexing parameters chosen. Any such scheme requires annotations to identify the 
component phones of each unit (syllable, word, or phrase) and their durations. This can usu­
ally be obtained from speech recognition tools [23], which may be independently required to 
create a synthetic voice (see Chapter 16). Lexical or word stress attributes can be extracted 
from an online dictionary or NLP system, though, as we have seen above, lexical stress is 
neither a necessary nor a sufficient condition for predicting pitch accent placement. 

If only a very high level of description is sought, based primarily on the pragmatics of 
utterance use and some syntactic typology, it may not be necessary to recover a detailed 
symbolic pitch analysis. An input text can be described in high-level pragmatic/semantic 
terms, and pitch from the nearest matching word or phrase from the database can be applied 
with the expectation that its contour is likely correct. For example, such a system might have 
multiple prosodic versions of a word that can be used in different pragmatic senses, such as 
ok, which could be a question, a statement, an exclamation, a signal of hesitation or uncer­
tainty, etc. The correct version must be selected based on the runtime requirements of the 
application. 

Direct prosody schemes of this type often preserve the original phone carrier material 
of each instance in order to assure optimal match between prosody and spectrum. However, 
with DSP techniques enabling arbitrary modifications of waveforms (see Chapter 16), this is 
not strictly necessary; the prosodic annotations could stand alone, with phone label annota­
tion only. If more detailed prosodic control is required, such as being aware of the type of 
accent, its pitch range, prominence, and other features, the annotation task is much more 
difficult. 

A straightforward and elegant formulation of the lookup-table direct model approach 
can be found in [30]. This system, created for Spanish but generally adaptable, is based on a 
lar~e- single-speaker recorded database of a variety of sentence types. The sentences are lin­
gmshcally analyzed, and prosodic structure is hypothesized based on syllables, accent 
groups (groups of syllables with one lexical stress), breath groups (groups of accent-groups 
between pauses regardless of the duration of the pause), and sentences. Note that these 
structures are hypothesized based on the textual material alone, and the speaker will not 
always perform accordingly. Pitch (initial, mid, and final FO) and duration data for each 
spoken ~yllable is automatically measured and stored. At runtime, the input sentence is ana­
lyzed using the same set of structural attributes inferred from the text, and a vector of cand i­
date syl_lables from the database is constructed with identical, or similar, structural context 
and attnbutes for each successive input syllable position. 

The b~s~ path through the set of such candidates is selected by minimizing the FO dis­
tance and disJuncture across the utterance. This is a clean and simple approach to jointly 
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•
1
•2,·ng both shallow linguistic features and genuine phonet· ,1 . ull 1 • • 1c uata (duration and F0) • I 

d namic programming to smooth and integrate the output F0 co t H ' . • wit 1 
y . . h • I· k . . . . n our. owever, as with any 

d. ct modeling app1oac , tl ac s s1gn1ficant generalization c b' l• . . ,re . . . . . apa 1 1t1es outside the textual 
aterial and speakmg style spec1f1ed during the data collection pha m se. so a number of sepa-te models may have to be constructed. 

ra 'AT Th~ CHATR system ot _R (Jap~n) [_91 takes a similar approach, in that optimal 
prosody 1s selected from prerec~1ded units, 1ather than synthesized from a more general 
model. The CHA TR system consists of a large database of digitized speech, indexed by the 
speaker identity. the phoneme sequences of the words. and some pragmatic and semantic 
attributes. Selection of phonemes proceeds by choosing the minimal-cost path from among 
the similarly indexed database candidate units available for each phoneme or longer seg­
ment of speech to be synthesized. This system achieves high quality by allowing the earner 
phones to bear only their original prosody-pitch modification of the contour is minimized 
or eliminated. Of course, the restriction of DSP modification implies a limitation of the gen­
eralizability of the database. This type of approach obtains the prosody implicitly from the 
database [31 ], and as such combines both the prosody and speech synthesis modules. This 
type of minimal-cost search is described in more detail in Chapter 16. 

15.6.4.3. FO Contours Indexed by ToBI 

The architecture for a simple and straightforward direct model i~d~xed by :?~1 is di~: 
grammed in Figure 15.13. This model combines the two often-conflicting goals. it is emp . 

. . . f • ncipled abstract prosodic cally (corpus) based but it pennits spec1ficat1on m terms O pn . 
1
. . . , . d • t ted in terms of its mgu1st1c categories. In this model an utterance to be synthesize is anno a . . t ) , h • (b sed on information struc ure , features-perhaps POS syntactic structure, word emp aSIS a that are ' . rpus of actual utterances 

etc. The utterance so characterized is matched agatnSt a co A 
7 

, matching capabil-
annotated with linguistic features and ToBI symbols, Corpus ~a). fu ...,,,d If Corpus (a) is • • be incorporate • 
tty based on edit distance or dynamic programmmg can d . f either the entire utter-
sufficiently large and varied a number of possible ToBI ren enngs O 

• the ToBI labels ' th. I vel of abstracuon, . ance or selected parts of it may be recovered. At is e h f •tch extrusions) or pitch 
would not encode relative prominence specifications (Stcengt of pt matched into Corpus 
ran n then be uzzy ge. The set of such abstractly described contours ca f matches recovered. 
(b), a set of To BI annotated actual contours, and the beSt set O base material as Cofl)US 

N ) • the exact same •b'I ote that while it is possible that Corpus (a is ons to desire such flexi 1 • 
(b) th ay be reas I I . ' e rnodel does not enforce an identity, and there m d annotation at each eve· uy d rt of data an • 0 an rnodularity, depending on the degree and qu~ I y 'fi d they can be passed to a vo1ce-

~ce a number of likely actual contours have been ident~ ie.' of segmental strings (so~e-
un1t set • he ombmatton fr the voice ,: • ection module. The module can select t c h one phoneme) om ~mes c II . b' more t an using root-
d a ed long units ' since they may com me didate contours, d alabas h ' ne of the can h concatenate 
rn e w ose original prosody is closest to O Those units are t en can.sq • t' al tests. 
(w.th uare-error, correlation or other statis ic . . or played out. 

1 lh • ' 1 cauon eir prosody unmodified) and sent to the app 1 
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A model of this type has some of the disadvantages of direct models as listed above. IL 
also assumes availability of large and varied databases of both prosodic contours and seg­
mental (phone) long units for concatenation (see Chapter 16). It further requires that these 
databases be annotated, either by humnn labelers or automated systems. However, it has 
certain advantages as weJI: 

• It allows for symbolic, phonological coding of prosody. 

• It has high-quality natural contours. 

• It has high-quality phonetic units, with unmodified pitch. 

• Its modular architecture can work with user-supplied prosodic symbols. 

It also allows the immediate, temporary use of data that is collected for deeper analy­
sis, in the hope of eventual construction of smaller, parametrized models. The model of Fig­
ure 15.13 is a generalization of the prosody system described in [23]. 

Linguistic Features 

ToBI Symbol 
Generator 

Tone lattice of possible renderings 

+ 

Statistical Long Voice-Units 
M::it~her/Extractor 

Long-Unit Voice String 
with Unmodified Tone 

--..___ 

"-

---

Corpus (a): 
Linguistic Feature 

Auto-annotated 
ToBI strings 

Corpus (b): 
ToBI 

Au to-annotated 
Contours 

Figure 15•13 A corpus-based prosodic generation model. 

-

---.. --
---
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15,7. PROSODY MARKUP LANGUAGES 

Chapter 14 discussed generalized document mnrkun ~cite f . 
. . 1 . . t mes or text analysis Mo t ITS 

enoines provide s1mp e text tags and appltcat1on progr·lmm·n . 1• • s 
"' I . b . ' I g mter ace controls that allo 

al least rudimentary 1mts to e passed along from an ai,plicatio t IT . w 
h. · d , . n ° a S engine. We ex-

peel to see more sop 1sucate speech-specific annotation systems h' h . 
I 

• w 1c eventually incor-
porate cuffent researc 1 on the use of semantically structured • t . mpu s to synthesizers 
sometimes called concept-to-speech systems. A standard set of prosod· - ' . . . . . • 1c annotation tags 
would_hkely include ~ags for msertton of s1_lence pause, emotion. pitch baseline and range, 
speed m words-per-mm~t~, ~nd vol um~. This would be in addition to general tags for speci­
fying the language of ongrn if not predictable, character of the voice, and text normalization 
context such as address, date, email, etc. 

For prosodic processing, text may be marked with tags that have scope, in the general 
fashion of XML. Some examples of the form and function of a few common TIS tags for 
prosodic processing, based loosely on the proposals of [65], are introduced below. Other 
tags can be added by intermediate subcomponents to indicate variables such as accents and 
!Ones. This extension allows for even finer research and prosody models. 

• Pause or Break commands might accept either an absolute duration of si­
lence in milliseconds, or, as in the W3C proposal, a mnemonic describing the 
relative salience of the pause (Large, Medium, Small, None), or a proso~ic 
punctuation symbol from the set •,', ' .', '?', '!', • .. . ', etc., which not only m­
dicates a pause insertion but also influences the typical pitch contour ?f ~e 
phone segments entering and leaving the pause area. For example, specifymg 
',' as the aroument of a Pause command might determine the ~se_ of _a c~n­
. o . I d"ng the pause md1cat10g m-

tmuation rise on the phones immediate Y prece 1 ' 
completion or listing intonation. . 

1 rement is words per mm-
• Rate controls the speed of output: The usua mea~~ very different durations. 

ttte, which can be a bit vague, since words are d works reasonably 
H • • . •i· any TfS users an • owever, this metnc 1s fam1 tar to m d'fferent metrics must be 
well in practice. For non-IndoEuropean langua~S 

I 
tern routinely can tol­

contemplated. Some power listeners who use a sysm·,nute while 150 or 
300 words per ' 

erate (in fact demand) rates of over reliably comprehend. 
~ , . . could expect 10 
,ewer might be all that a novice listener I und which, or 

. ·tch: a leve aro 
• Baseline Pitch specifies the desl!'ed average pi 

up from which, pitch is to fluctuate. h baseline pitch level 
• p· . b nds around t e 

. itch Range specifies withtn what ou . 
hne the pitch is to fluctuate. 

1 
osody. giving an app_h-

p. . tem's defau t pr • s require 
• itch commands can overnde the sys G erallY, ITS engine . . 

. control en . h broad !units 
cation or document author greater . • uems withtn t e 

. • al pitch pa some freedom to express their typic 
specified by a Pitch markup. 

l 
\ 
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• Emphasis emphasizes or deemphasizes one or more wo~ds'. signaling their 
relative importance in an utterance. Its scope could be md1cated by XML 
style. Control over emphasis brings up a number of interesting considera­
tions. For one thing, it may be desirable to have degrees of emphasis. The no­
tion of gradient prominence-the apparent fact that there are no categorical 
constraints on levels of relative emphasis or accentuation-has been a per­
petual thorn in the side for prosodic researchers. This means that in principle 
any positive real number could be used as an argument to this tag. In practice, 
most TIS engines would artificially constrain the range of emphasis to a 
smaller set of integers, or perhaps use semantic labels, such as strong, mod­
erate, weak, none for degree of emphasis. Emphasis may be realized with 
multiple phonetic cues. Thus, if the user or application has, for example, set 
the pitch range very narrowly, the emphasis effect may be achieved by ma­
nipulation of segmental duration or even relative amplitude. The implementa­
tion of emphasis by a TIS engine for a given word may involve manipulation 
(e.g., de-accentuation) of surrounding words as much as it involves heighten­
ing the pitch or volume, or stretching the phone durations, of the target word 
itself. In most cases the main phonetic and perceptual effect of emphasis or 
accentuation is heard on the lexically main stressed syllable of the word, but 
this can be violated under special conditions of semantic focus, e.g., "/didn't 
say employer, I said employee." This would require a more powerful empha­
sis specification than is currently provided in most TIS systems, but alterna­
tively it could be specified using phone input commands such as "The 
<emp>truth<./emp>, the <emp>whole truth<lemp>, and nothing <emp> 
but<.lemp> the truth." For more control, future TIS systems may support 
degree emphasis: " ... nothing <emp level= "strong ">but<lemp> the truth" 
or even deemphasis: " ... nothing <emp level= "reduced">but<./emp> the 
truth". Emphasis is related to prominence, discussed in Section I 5.6.1.2. 

15.8. PROSODY EVALUATION 

Evalua~ion of a complete ITS system is discussed in Chapter 16. We limit ourselves here to 
eval~atmg the prosody component. We assume that the text analysis module has done a per­
fect Job, and that the synthesis module does a perfect job which cannot be done in general, 
so that approximations need to be made. ' 

Evaluati~~ can be done automatically or by using listening tests with human subjects. 
In bolh cases 1~ s useful to start with some natural recordings with their associated text. We 
start by. replacing. the natural prosody with the system's synthetic prosody. In the case of 
automattc evaluation we can h • . • 'b d ·n S . ' compare t e ennched prosodic representations descn e 1 

ection 15.2 for both the natural recording and the synthetic prosody. The reference en-
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riched prosodic representation can be obtained • h • en er manually b • :ind a speech recogmzer. or Y usmg a pitch tracker 
Automated testing of prosody involves the ~oil • owing: 
• Duration. It can be performed by measur· h 

between each phone's actual duratio . mg I el average squared difference 
n m a rea utterance and th d . predicted by the system. e urat1on 

• Pitch contours. It can be performed by using t d d · • s an ar stat1st1cal measures 
over a system contour and a natural one When th. · d . . . • is 1s one, duration and 
phoneme 1denttty should be completely controlled M . . . easures such as root-
mean-square error md1cate the characteristic divergence b t . . . . e ween two con-
tours, while correlation indicates the similarity 1·n shape a d'f'" . cross 1 1erence 
pitch ranges. In ge~eral, RMS_E scores of 15 Hz or less for male speech over 
a long sentence, with correlation of .8 or above, indicate quality that may be 
close to perceptually identical to the natural reference utterance. In general, 
such exactness of match is useful only during model training and testing and 
cannot be expected during training on entirely new utterances from random 
text. 

Listening tests can be performed to evaluate a prosody module. This involves subjects 
listening to the natural recording and the synthetic speech, or to synthetic speech generated 
with two different prosody modules. This can lead to a more precise evaluation, as humans 
are the final consumer of this technology. However, such tests are more expensive to carry 
out. Furthermore, this method results in testing both the prosody module and the synthesis 
components together. To avoid this, the original waveform can be modified to have the syn­
thetic prosody using the signal processing techniques described in Chapter 16. Since such 
techniques introduce some distortions, this measuring method is still somewhat biased. In 
practice, it has been shown that its effect is much smaller than that of the synthetic prosody 
[43]. 
. It is shown that synthesizing pitch is more difficult than dur~tion [4?]- Subjects scored 

significantly higher utterances that had natural pitch and synthetic duration .than utterances 
Wilh synthetic pitch and natural duration. In fact, using only synthetic duration had a score 
quite close to that of the original recording. While duration _modeling is not a solved prob­
lem, this indicates that generation of pitch contours is more difficult. 

lS.9. HISTORICAL PERSPECTIVE AND FURTHER READING 

i>ro od' . . h ditional fields of rhetoric and elocu-
t. s IC methods have been incorporated within t e tra . d cumentation in support 
ion for c • . h ti of Plato wntten ° 

of cl . ~ntunes. In ancient Greece, at t e ~e le;d their cases persuasively, system-
ati aims m legal disputes was rare. To help hugants P h' h ·ncluded both content and 
i c programs of rhetorical instruction were estab!i~hed, t tct 

I 
atic instruction in verbal 

onn of verbal argument. This 'prescriptive' tradition ° sys em 
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st le uncovered issues that remain central to the descriptively oriented prosodic research of 
to~ay. A masterful and entertaining discussion of this traditio? and its possible relevance to 
the task of teaching computers to plead a case can be found m [64]. The Greeks were par­
ticularly concerned about an issue that, as usual, is still important for us today: the separa­
tion of rhetorical effectiveness from considerations of truth. If you are interested in this, you 
cannot do better than to begin with Plato's dialog Phaedrus (42] . 

Modern linguists have also considered a related, but more narrowly fonnulated ques­
tion: Should prosody be treated as a logical, categorical analog to phonological and syntactic 
processes? The best discussion of these issues from a prosodic (as opposed to strictly neuro­
logical) point of view is found in [7, 8]. If you are interested in the neurological side, you 
can begin with [ 13]. For emotional modeling, before slogging through the scattered and 
somewhat disjointed papers on emotion in speech that have appeared sporadically for years, 
the reader would be well advised to get a basic grounding in some of the issues related to 
emotion in computation, as treated in [38]. 

Going in the other direction, there are many subtle interactions in the phonetics of 
prosody: the various muscles, their joint possibilities of operation in phonation and articula­
tion, as well as the acoustics properties of the vocal chambers. For an excellent introduction 
to the whole field, start with [27]. 

The most complete and accessible overview of modern prosodic analysis as embedded 
in mainstream linguistic theory is Ladd's Intonational Phonology [26], which covers the 
precursors, current standard practice, and remaining unsolved issues of the highly influential 
auto segmental theory of intonational phonology, from which ToBI has arisen. ToBI was 
devised by speech scientists who wanted a prosodic transcription standard to enable sharing 
of databases [4]. For most practical purposes, the ToBI definitions are sufficient as a starting 
point for both research and applications, but for those who prefer alternative annotation sys­
tems aligned with the British tradition, conversion guidelines have been attempted (45]. An­
other major phonological approach to English intonation has been the British school 
described in (11 ]. Bridging the two is IViE, a labeling system that is philosophicnlly aligned 
with ToBI but may be more appropriate for non-U.S. dialects of English (18]. 

The first prosodic synthesis by rule was developed by Ignatius Mattingly in 1968 in 
Haskins Laboratories. In 1971, Fujisaki (15] developed his superposition model that has 
been used for many years. The development of the ToBI in 1992 (55] marked a milestone in 
automatic prosody generation. The application of statistical technt(]~•~~. such as CART, for 
phoneme d~rations during the I 990s constituted a significant step beyond the rule-based 
?1etho~s. Ft~ally, the development of the CHATR system in the mid-199Os ignited interest 
m the mdexmg of n~assive dat~bases. It is possible to attempt smoothing over both the index 
space and the resultmg prosodic data tracks by means of generalized learning methods, such 
as _ne~ral nets o_r HMMs. These models have built-in generalization over unseen inputs, and 
butlt-m smoothmg over the concatenated outputs of unit selection. The network described in 
~571 codes every syllable in a training database in terms of perceived prominence (human 
Judged), a number from I to 3 I, as well as the syllable's phonemes, rising/falling boundary 
type for phrase-edge syllables, and distance from preceding and following phrase bounda-
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·es for all syllables. When tested with reasonably simple t t . n , . . . . ex material of sim·1 networks yielded h1gh-quahty s1mulat1ons. 1 ar type, these 
A potential research area for future generalizations of th' . . 

f · · · is sySlem 15 to increase the de 
oree and accuracy o automal10n m labeling the training features f th . -
o • A h . . o e recordings such as 
perceived prominence. not er area 1s lo either expand the invento f od ' 

I. • . ry o m el types or to 
detennine adequate genera 1zat1on mechamsms. By training HMMs O , d ' . . . . n accente syllables of 
diffenng phonetic structure, some of this fine alignment information can b . . . e automat1cally 
captur!!d [16]. Another approach consists m generating pitch contours directly fr h'dd 

I h. h · · • om a I en Markov mode, w 1c 1s run m generation mode [66]. 
Recently, just as in speech synthesis for voice, there has been a realization that the di­

rect and parametric prosodic models have a great deal in common. Direct models require 
huge databases of indexed exemplars for unmediated concatenation and playback of con­
tours, in addition to generalized back-off methods, while parametric models are generalized 
for any input, but also require phonetic databases of sufficient variety to support statistical 
learning of parameter settings for high quality. We can, therefore, expect to see increasing 
numbers of hybrid systems. One such system is described in [47J, which could be viewed as 
a stochastic realization of Fujisaki • s superposition model without the phrase controls, where 
the accents are given by ToBI labels and the smoothing is done by means of a dynamical 
system. 

While this chapter has focused on U.S. English, many similar issues arise in prosodic 
modeling of other languages. An excellent survey of the prosodic systems of every major 
European language, as well as Arabic and several major East Asian languages, can be found 
in (21 ]. . 

Though not explicitly covered in this chapter, analysis of prosody for speech recogni­
tion is a small but growino area of study. Anyone who has digested this chapter_s~ould be 

b • • f [25 37] and the speech recogmt1on pros-prepared to approach the more speciahzed work o • . . 
ody studies collected in [48]. Those with a psycholinguistic bent can begin wi

th (121• 
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Speech Synthesis 

tem is the I'tie speech synthesis module of a ITS sys­
componen~o:ponent th~t genera~es _the w~ve~orm. Th_e input of traditiona! speech synthesis 
elude the .. a phonetic transcnptJon with its associated prosody. The mput can also in-

Spe o:ginal tex~ with tags, as this may help in producing higher-quality speech. 
SJJeech g ec s!nthes1s can be classified into three types according to the model used in the 
of spee ;neration: Articulatory synthesis, described in Section 16.2.4, uses a physical model 
thesis u c production that includes all the articulators described in Chapter 2. Formant syn­
freque ~s a source-filter model where the filter is characterized by slowly varying formant 

ncies· • • . ' . . 
concat . ' It is the subJect of Section 16.2. Concatena11ve synthesis generates speech by 

enating s h · all fl ·b·1· • cone t . peec segments and is described in Section 16.3. To ow more ex, 1 1ty m 
a enative th • • d ·b d • S tions 16 syn es1s, a number of prosody modification techniques are escn e m ec-

Secrion i!.:~d 16.5. Finally, a guide to evaluating speech synthesis systems is included in 
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Speech synthesis can also be classified according_to the degre: of manual intervention 
in the system design into synthesis ht rule and d~ta-drwen_ sy11thes1s. In the forme~, a ~et of 
manually derived rules is used to dnve a synthesizer, and m the latter_ the synthesizer s pa­
rameters are obtained automatically from real speech data. Concatenattve systems are, thus, 
data driven. Formant synthesizers have traditionally used synthesis by rule, since the evolu-

. tion of formants in a formant synthesizer has been done with hand-derived rules. Nonethe­
less, formant transitions can also be trained from data, as we show in Section 16.2.3. 

.... 
"' Q) 

al 

ited-do 
ncatenat 
s eech 

ow Percentage of sentences 
with maximum quality 

Figure 16.1 Quality and task-independence in speech synthesis approaches. 

16.1. ATTRIBUTES OF SPEECH SYNTHESIS 

The most important attribute of a speech synthesis system is the quality of its output speech. 
It is often the case that a single system can sound beautiful on one sentence and terrible on 
the next. For that reason we need to consider the quality of the best sentences and the per­
centage of sentences for which such quality is achieved. This tradeoff is illustrated in Figure 
16.1, where we compare four different families of speech generation approaches: 

• Limited-domain wavefomi concatenatio11. For a given limited domain, this 
approach can generate very high quality speech with only a small number of 
recorded segments. Such an approach, used in most interactive voice re­
sponse systems, cannot synthesize arbitrary text. Many concept-to-speech 
systems, described in Chapter 17, use this approach. 

• c_oncatenative synthesis with no wavefomi modification. Unlike the previous 
approach, these systems can synthesize speech from arbitrary text. They can 
achieve good quality on a large set of sentences, but the quality can be me­
diocre for many other sentences where poor concatenations take place. 
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, Concatenative systems with wave'-
tl ·b·t· • · ;onn modifica1· more ex1 1 1ty m selecting the speech 1011- These systems h 

b segments t ave 
wavefonns can e modified to allow ~o b O concatenate because the 

r a etter pro d chat the number of sentences with med· . so Y match. This means 
d . . iocre qualtty is 1 . 

where no proso Y modification is allowed O h ower than m the case 
ral with synthetic prosody can hurt the 0~ ~/ e ot_her hand, replacing natu­
ody modification process also degrades the e~a qlulahty._ In addition, the pros-

vera qualny. 
, Rule-based systems. Such systems tend to sou d .• 

I • . . n un11ormly across d·n sentences, a be1t with quahty lower than the b t r . . 1 erent 
terns above. es qua ity obtarned m the sys-

Best-quality and quality variability are possibly two of the t • . 
• mos important attnbutes of 

3 speech synthesis system, but not the only ones. Measuring qual ·t d"ffi 1 . 
. . . . 1 Y, 1 1cu t to do m an 

objective way, 1s the mam subJect of Section I 6.6. Other attributes of h . • d a speec synthesis 
system mclu e: 

, Delay. The time it takes for the synthesizer to start speaking is imponant for 
interactive applications and should be less than 200 ms. This delay is com­
posed of the algorithmic delays of the front end and of the speech synthesis 
module, as well as the computation involved. 

• Memory resources. Rule-based synthesizers require, on the average, less than 
200 KB, so they are a widely used option whenever memory is at a premium. 
However, required RAM can be an issue for concatenative systems, some of 
which may require over 100 MB of storage. 

• CPU resources. With current CPUs, processing time is typically not an issue, 
unless many channels need to run in the same CPU. Nonetheless, some con­
catenative synthesizers may require a large amount of computation when 
searching for the optimal sequence. 

• Variable speed. Some applications may require the speech synthesis module 
to generate variable speed particularly fast speech. This is widely used by 
b • ' • h • • ~ nnation and can ac-hnd people who need TIS systems to obtam t eir m O . 

cept fast speech because of the increased throughput. FaSt speech is ~~~ u;­
ful when skimming material. Concatenative systems that do not mo 1/ ~ 
waveform cannot achieve variable speed control, unless a large num er 0 

segments are recorded at different speeds. h 
• . • e the output speec to 

Puch control. Some spoken language systems requir •ce for a song. 
have a specific pitch. This is the case if you want to generate v.~~ cannot do 
Aga" d t modify the wave1, 

m, concatenative systems that o no d d at different pitch. 
lhis, unless a large number of speech segments are recor e 
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• Voice characteristics. Other spoken language systems require specific voices, 
such as that of a robot, that cannot be recorded naturally, or some, such as 
monotones, that are tedious to record. Since rule-based systems are so flexi­
ble, they are able to do many such modifications. 

The approaches described in this chapter assume as input a phonetic string, durations, 
a pitch contour, and possibly volume. Pauses are signaled by the default phoneme SIL with 
its corresponding duration. If the parsed text is available, it is possible to do even better in a 
concatenative system by conducting a matching with all the available information. 

16.2. FORMANT SPEECH SYNTHESIS 

As discussed in Chapter 6, we can synthesize a stationary vowel by passing a glottal peri­
odic waveform through a filter with the formant frequencies of the vocal tract. For the case 
of unvoiced speech we can use white random noise as the source instead. In practice, speech 
signals are not stationary, and we thus need to change the pitch of the glottal source and the 
fonnant frequencies over time. The so-called synthesis-by-rule refers to a set of rules on how 
to modify the pitch, fonnant frequencies, and other parameters from one sound to another 
while maintaining the continuity present in physical systems like the human production sys­
tem. Such a system is described in the block diagram of Figure 16.2. 

In Section 16.2.1 we describe the second block of Figure 16.2, the formant synthesizer 
that generates a wavefonn from a set of parameters. In Section 16.2.2 we describe the first 
block of Figure 16.2, the set of rules that can generate such parameters. This approach was 
the one followed by Dennis Klatt and his colleagues [4, 30]. A data-driven approach to this 
first block is studied in Section 16.2.3. Finally, articulatory synthesis is the topic of Section 
16.2.4. 

Phonemes 
+ prosodic tags 

Rule-based 
system 

Pitch 
contour 

Formant 
tracks 

Formant 
synthesizer 

Figure 16.2 Block diagram of a synthesis-by-rule system. Pitch and fonn~r-t" are listed as the 
only parameters of the synthesizer for convenience. In practice, such system has about 40 pa­
rameters. 
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16.2.l, Waveform Generation from Formant Values 

To be able to synthesize speech by rule, a simple model for the fi . 
based synthesizers use the so-called formant synthesis h' h . titer '.s needed. Most rule-. Th l . . ' w tc is denved from m d I f speech production. e mode explic1tly represents a number of forman o e s o 
10 6). A formant resonance can be implemented (see Chapt 

6) . t resonances (from 2 er With a second-order IJR filter 

(16. l) 

with /, = F, IF, and b, = B; IF,, where F;, B, , and F, are the formant's center frequency, 
fonnant's bandwidth, and sampling frequency, respectively, all in Hz. A filter with several 
resonances can be constructed by cascading several such second-order sections (cascade 
mode{) or by adding several such sections together (parallel model). Formant synthesizers 
typically use the parallel model to synthesize fricatives and stops and the cascade model for 
all voiced sounds. 

Unlike the cascade model, the parallel model requires gains to be specified for each 
second-order section, which often are chosen proportional to the fonnant's frequency and 
inversely proportional to the fonnant' s bandwidth. The cascade model results in an all-pole 
filter, whereas the parallel model has zeros in addition to poles. Such a combination is 
shown in Figure 16.3, where RI through R6 are the resonances 1 to 6 and each one repre­
sents a second-order IIR filter like that in Eq. (16.l). RNP represents the nasal resonance, 
and RNZ is an FIR filter with the nasal zero. Al through AB are the gains for each filter, 
used for the parallel model. Switch SW controls whether the cascade model or parallel 
model is used. 

For voiced sounds the excitation model consists of an impulse train driving a low-~as~ 
filter RGP and then a bandpass filter created by the parallel of RGZ and RGS. For un:0t~e sou d th .. I w pass filter LPF. The exc1ta11on r n s e excitation consists of white noise dnvmg a O 

- . th' • ed excitation is ior voi d f . . . . . es In pracuce is mix ce ncattves 1s a combmatton of the two sourc • ' d th t this model could used fo 11 . h. Klatt [30] showe a r a voiced sounds to add some breat mess. anually selected. reproduce quite faithfully a natural recording if the parameters had been m 
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RGZ 
Impulse 

RGP Gen. RGS 

C: Fa 0 
·.:: 
u 
C: 

RI ::, 
u. ... 

Random ~ 
Cll 

Number RNP C: 
ca ... Gen. r-< 
4) 

R2 -0 
ca 
u 
Cll X ca 

MOD. u 
R3 

LPF 
R4 

R5 
First 

R6 
Diff. 

Parallel Transfer Function 

Figure 16.3 Block diagram of the Klatt fonnant synthesizer (after Allen [4]). 

The parameter names and their minimum and maximum values are listed in Table 
16.1, where the switch SW can be in voiced (V) or consonant (C) mode. For example, in 
Figure 16.3, R2 is the resonator corresponding to the second formant, whose center fre­
quency F2 and bandwidth B2 are given in Table 16.1. In addition to the six resonances asso­
ciated to the six formants, there are other resonances: RGP, RGZ, RGS, RNP, and RNZ. 
Other source models are also possible [43]. 



--- h. nt Speech Synt es1s 
forll18 • 

799 

Table 16.l Parameter values for Klatt's cascade/parallel formant . 1 . . 
. . . syn11es12cr w11h the pa 

ter symbol, full name, mm1mum, max11num, and typical values (after Allen [41). rarne • 

-- Symbol Numc 
. 

N Min Max ·-.__,_ ·-- Typ - - AV Amplitude ofrnicing (dB) I 0 80 -·-
1- AF Amplitude of frication (dB) 0 
2 0 80 0 - Amplitude of aspiration (dB) 

12-
AH 0 80 0 -ivs --·-.... 

4 Amplitude of sinusoidal voicing (dB) 0 80 0 
5 FO Fundamental frequency (Hz) 0 500 0 
6 Fl First fommnt frequency (Hz) ISO 900 500 
7 F2 Se~ond formant frequency (Hz) 500 2500 1500 
s F3 Third fommnt frequency (Hz) 1300 3500 2500 
9 F4 Fourth formant frequency (Hz) 2500 4500 3500 
10 FNZ Nasal zero frequency (Hz) 200 700 250 

11 AN Nasal formant amplitude (Hz) 0 80 0 

12 Al First formant amplitude (Hz) 0 80 0 

13 A2 Second formant amplitude (Hz) 0 0 0 

14 A3 Third formant amplitude (Hz) 0 80 0 

15 A4 Fourth formant amplitude (Hz) 0 80 0 

16 AS Fifth formant amplitude (Hz) 0 80 0 

17 A6 Sixth formant amplitude (Hz) 0 80 0 

18 AB Bypass path amplitude (Hz) 0 80 0 

19 Bl First fonnant bandwidth (Hz) 40 500 so 
20 Second formant bandwidth (Hz) 40 500 70 

82 l JO 
21 Third formant bandwidth (Hz) 40 500 

83 0 0 I 22 SW Cascade/parallel switch 600 0 
23 FGP Glottal resonator 1 frequency (Hz) 

0 
2000 100 

24 BGP Glottal resonator 1 bandwidth (Hz) 
100 - 0 500 )500 

25 FGZ Glottal zero frequency (Hz) -- 100 9000 6000 
J_6 BGZ Glottal zero bandwidth (Hz) 100 _ 500 250 

27 84 Fourth formant bandwidth (Hz) - 3850 - 3500 4900 
28 ~FS Fifth formant frequency (Hz) - 700 200 - 150 29 BS Fifth formant bandwidth (Hz) - 4000 4999 4900 .___ 
30 ,.!6 Sixth formant frequency (Hz) ~ 

-200 2000 100 
--
J.!_ 86 Sixth formant bandwidth (Hz) --· soo 250 

200 
_32 FNP Nasal pole frequency (Hz) 50 5 00 100 

Jf• BNP - -- ]00 
Nasal pole bandwidth (Hz) 50 soo _ 

34 ___ BNZ 
Nasal zero bandwidth {Hz) IOOQ__ 200 

r--- .....__ JOO _ 10000 
~-. BGS Glottal resonator 2 bandwidlh (Hz) soo - ?0000 --- - 50 
-~--~3- -zoo 

Sampling rate (Hz) hunk I _ 
- 80 - 48 

I~ NWS Number of waveform samples per~- 0 - - 6- 5 38 .__ __ GO Overall gain control (dB) -- 4 
-~ Ni:c Number of cascaded formants 

I-

l 
\ 
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16.2.2. Formant Generation by Rule 

As described in Chapter 2, formants are one of the main features of vowels. Because of the 
physical limitations of the vocal tra~t, fonnants ~o not ~hange abruptly with time. Rule­
based formant synthesizers enforce this by generatmg continuous values for fi[n] and b,[n], 
typically every 5-10 milliseconds. Continuous values can be implemented through I.he 
above structures if a lattice filter is used, because it allows its reflection coefficients to vary 
at every sample (see Chapter 6). In practice, the values can be fixed within a frame as long 
as frames are smaller than 5 ms. 

Rules on how to generate formant trajectories from a phonetic string are based on the 
locus theory of speech production. The Jocus theory specifies that formant frequencies 
within a phoneme tend to reach a stationary value called the target. Targets for formant fre­
quencies and bandwidths for a male speaker are shown in Table 16.2 (nonvocalic segments) 
and Table J 6.3 (vocalic segments). This target is reached if either the phoneme is suffi­
ciently long or the previous phoneme's target is close to the current phoneme's target. The 
maximum slope at which the formants move is dominated by the speed of the articulators, 
detennined by physical constraints. Since each formant is primarily caused by the position 
of a given articulator, fonnants caused by the body of the tongue do not vary as rapidly as 
formants caused by the tip of the tongue or the lips. Thus, rule-based systems store targets 
for each phoneme as well as maximum allowable slopes and transition times. 

For example, a transition between a vowel and a sonorant can follow the rule shown in 
Figure 16.4 with a1 being the target of unit I and a2 the target of unit 2. The values of T,h 
and Tif are 40 and 80 ms, respectively, and ah=a2 +0.75(a1 -a2). The time T,b+Tcf 
specifies how rapid the transition is. While linear interpolation could be used, ab and the 
ratio T,b I T,1 are sometimes used to further refine the shape of the formant transition. 

,. 
I t 

Figure 16.4 Transition between two vowels in a formant synthesizer. 

. Otber rules can allow a discontinuity, for example, when a transition out of an un­
voiced segmen~ talces place. To improve naturalness, all these parameters can be made de­
pendent on the immediate phonetic context. 
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Table 16,2 Targets used in the Klatt synthesizer· fo • nnant freq • 
vocalic segments of a male speaker. Note that in add' . uencies and bandwidths for non-

I dd . . 1t1on to the pho 
2, there are severa a 1t10nal phonetic segments here such as ax neme set used in Chapter 
qq, rx, tq, wli, that allow more control (after Allen [ 41). P, dx, el, em, en, gp, In, kp, Ix, 

OX{} 

b 
ch 
d 
dh 
dx 
el 
em 
en 
ff 

PD 

h 
hx 
; 
k 
ko 

Ix 
m 
IH! 

ll 

D 

Fl F2 F3 B t B2 B~ 
430 1500 2500 120 60 
200 900 2100 65 n:90;;---t.....:l..::;20::__~ 
300 1700 2400 200 125 
200 1400 2700 70 l IO 270 

300 1150 2700 115 180 
60 95 185 

200 1600 2700 120 140 250 
450 800 2850 65 60 80 
200 900 2100 120 60 70 
200 1600 2700 120 70 110 
400 1130 2100 225 120 175 
250 1600 1900 70 145 190 
200 1950 2800 120 140 250 
450 1450 2450 300 160 300 
450 1450 2450 200 120 200 
200 1700 2400 50 1 IO 270 
350 1600 1900 280 220 250 
300 1950 2800 150 140 250 
330 l 050 2800 50 100 280 
450 800 2850 65 60 80 
480 1050 2100 40 175 120 
480 1600 2050 160 150 100 
480 1400 2700 40 300 260 
300 900 2100 300 190 I 85 

QQ 400 1400 2450 120 140 250 
r 330 1060 1380 70 100 120 
rx 460 1260 1560 60 60 70 
sh 400 1650 2400 200 110 280 
sit 400 1400 2400 120 140 250 

1--"-'-'----1___:..=~-4-=....c~--t----=-o:::--;;-o 200 95 220 
s 400 1400 27 200 
th 400 1150 2700 225 95 250 
tQ 200 1400 2700 12° 140 - 220 _ 

l-'t;.;i.__4-=3:.:::.:oo::.._~-=-14..:..;0~0--11-:2:::;7~: 300 ~~o 125 
V 300 l 130 2100 55 60 

I-'_ i-,vh--+...::3;:.:30::.._~..:,.60;..;;;0....:-.-r:2~100 __ Ll_g__ .J.Q_ 60 
w 285 610 2150 50 80 --500 
y 240 2070 3020 40 -~~ --rso-
zh 300 1650 24QQ__ _1_2__Q__ 85-=-- -190 -

,_z---.:__--L.;3~0~0:_....1--~l4~0~0-_-+_7.27~QQ._.19-- --
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d • the KJatt synthesizer- formant frequencies and bandwidths for vo-Table 16.3 Targets use m • . . . 
. f I eaker Note that in add1t1on to the phoneme set used m Chapter 2, cahc segments o a ma e sp • . . 

J dd .t'onal phonetic segments here such as axr, exr, u, ur, oxr, uxr, yu that al­there are severa a 1 1 

Jow more control (after AIJen [4]). 

Fl F2 F3 Bl B2 B3 

aa 700 1220 2600 130 70 160 

ae 620 1660 2430 70 130 300 

ah 620 1220 2550 80 50 140 

ao 600 990 2570 90 100 80 

aw 640 1230 2550 80 70 110 

ax 550 1260 2470 80 50 140 

axr 680 1170 2380 60 60 110 
ay 660 1200 2550 100 120 200 
eh 530 1680 2500 60 90 200 
er 470 1270 1540 100 60 I 10 
exr 460 1650 2400 60 80 140 
ey 480 1720 2520 70 100 200 
ih 400 1800 2670 50 100 140 
ix 420 1680 2520 50 100 140 
ixr 320 1900 2900 70 80 120 
iy 310 2200 2960 50 200 400 

OIV 540 1100 2300 80 70 70 
oxr 550 820 2200 60 60 60 
oy 550 960 2400 80 120 160 
uh 450 1100 2350 80 100 80 
uw 350 1250 2200 65 110 140 
iar 360 800 2000 60 60 80 
yu 290 1900 2600 70 160 220 

Klatt showed that for a given natural utterance, he could manually obtain a sequence 
of fonnant tracks J;[n] and b,[n], such that the synthesized utterance not only had good 
quality but also sounct~~ v~~·y !;:milar to the original. This shows that the formant synthesizer 
of Section 16.2.1 appears to be sufficient for generation. On the other hand, when the for­
mant tracks are obtained automatically through rules such as that of Figure 16.4 and Table 
16.2 and Table 16.3, the output speech does not sound that natural, and the voice does not 
resemble the voice of the original recording. 

Fonnant synthesis is very flexible because it can generate intelligible speech with rela­
~vely few parameters (about 40). The use of context-dependent rules can improve the q_ual­
Ity of the synthesizer at the expense of a great deal of manual tuning. The synthesized 
speech is, by design, smooth, although it may not resemble any given speaker and may not 
sound very natural. 
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Because of their flexibility, formant syn the . 
h .1 . sizers can oft 

·ccs and effects. W J e not as flexible voice ef'"ect en generate many different vo• ' . • 1' s can also b . 
speech systems (see Section 16.5.3). e produced m concatenative 

J6.2.3. Data-Driven Formant Generation 

While. in general, formant synthesis assumes the formant model f S . . 
d b I . . o ect1on 16.2.1 dnven by 

Parameter values generate Y ru es, as m Section 16 2 2 data dn· h 
• • ' • ven met ods to generate ihe formant values have also been proposed [3]. An HMM runningi ·

0 
g . . 

. . enerat,on mode emits 
lhree fomtant frequencies and their bandwidths every IO ms and these valu d . . . . , es are use m a 
cascade fonnant synthes1~er surnlar to that described in Section I 6.2.1. Like the speech rec-
ognition counterparts, this HMM has many decision-tree context-dependent triphones and 
three states per triphone. A Gaussian distribution per state is used in this work. The baseline 
system uses a six-dimensional vector that includes the first three formant frequencies and 
!heir bandwidths. Initially it is assumed that the input to the synthesizer includes, in addition 
10 !he duration of each phoneme, the duration of each state. In this case, the maximum like­
lihood fonnant track is a sequence of the state means and, therefore, is discontinuous at state 
boundaries. 

The key to obtaining a smooth formant track is to augment the feature vector with the 
corresponding delta formants and bandwidths (the difference between the feature at time t 
and that feature at time t - I) to complete a twelve-dimensional vector. The maxi~um li~e­
lihood solution now entails solving a tridiagonal set of linear equations (se~ the discussio~ 
on statistical formant trackino in Chapter 6). The resulting formant track is smooth, as it 
b 

O 
'th d I alu s that are also alances formant values that are close to the state means wt e ta v e 

• h. • h mbles that of the donor wu m the state means. In addition, the synthesized speec rese . k 
ak • • be found m the formant trac -:!JC er. More details on the analysis and model trammg can 

mg section of Chapter 6. 

16,2,4. Articulatory Synthesis 

Anic used to synthesize speech by rule,_ by 
. ulatory synthesis is another model that has been • ulators and the resultmg 

Using • of the art1c 1 d. parameters that model the mechanical motrons I ynx and vocal and nasa 
JStrib ti • n the lungs, ar • d f u ons of volume velocity and sound pressure I t have that many egrees 0 

ftracis. Because the human speech production articulators dotn~ to drive a fonnant synthe-
ieedom • ti I 5 parame e • ' articulatory models often use as ew as 
sizer. [!?]. For example, 

Th t' cs is many-to-one • · than those 
he . e relationship between articulators and acouds.~ rent articulator post~onths sump-

nlriloq • .th ery IUe B using e as 
of no uist can produce speech sounds wt v . h ref ore ill posed. Y to estimate 
tion lnnh al speech. The speech inversion problem is t _e it is possible, however, 

at the • 'di over ume, articulators do not change rapt Y 
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the vocal-tract area from fonnant frequencies [37). In [8) the model uses five articulatory 
parameters: area of lip opening, constriction formed by the tongue blade, opening to the na­
sal cavities, average glottal area, and rate of active expansion or contraction of the vocal 
tract volume behind a constriction. These five parameters are augmented with the first four 

fonnant frequencies and FO. 
Those area parameters can be obtained from real speech through X-rays and magnetic 

resonance imaging (MRI), though positioning such sensors in the vocal tract alters the way 
speech is produced (such as the sensors in the lips) and impedes completely natural sounds. 
The relationship between articulatory parameters and acoustic values has typically been 
done using a nonlinear mapping such as a neural network or a codebook. 

While one day this may be the best way to synthesize speech, the state-of-the-art in ar­
ticulatory synthesis does not generate speech with quality comparable to that of formant or 
concatenative systems. 

16.3. CONCATENATIVE SPEECH SYNTHESIS 

While state-of-the-art synthesis by rule is quite intelligible, it sounds unnatural, because it is 
very difficult to capture all the nuances of natural speech in a small set of manually derived 
rules. In concatenative synthesis, a speech segment is synthesized by simply playing back a 
wavefonn with matching phoneme string. An utterance is synthesized by concatenating to­
gether several speech fragments. The beauty of this approach is that unlike synthesis-by­
rule, it requires neither rules nor manual tuning. Moreover, each segment is completely natu­
ral, so we should expect very natural output. 

Unfortunately, this is equivalent to assembling an automobile with parts of different 
colors: each part is very good yet there is a color discontinuity from part to part that makes 
the whole automobile unacceptable. Speech segments are greatly affected by coarticulation 
[42], so if we concatenate two speech segments that· were not adjacent to each other, there 
can be spectral or prosodic discontinuities. Spectral discontinuities occur when the formants 
at the concatenation point do not match. Prosodic discontinuities occur when the pitch at the 
c~ncatenation point does not match. A listener rntes as poor any synthetic speech that con­
tains large discontinuities, even if each segment is very natural. 

Thus, when designing a concatenative speech synthesis system we need to address the 
following issues: 

I. What type of speech segment to use? We can use diphones, syllables, pho­
nemes, words, phrases, etc. 

2• How to design the acoustic inventory, or set of speech segments, from a set of 
reco~dings? This includes excising the speech segments from the set of re­
co~d~ngs as well as deciding how many are necessary. This is similar to the 
trammg problem in speech recognition. 

3• How to selec: the best string of speech segments from a given library of seg­
ments, and given a phonetic string and its prosody? There may be several 
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strings of speech segments that produce the same ph t· . 
• • • ·1 h • one ic stnng and pros-

ody. This 1s s1m1 ar tot c search problem in speech recognition. 

4. How to alter the prosody of a speech segment to best mat h th d . 
d Th• • h · c e esired out-put proso y. 1s 1s t e topic of Section 16.4. 

Generally, these concatenative systems suffer from great variabi·11·ty · 1- f 
• . in qua uy: o ten 

they can offer excellent quahly m one sentence and terrible quality in the ne t If 
·1 bl • x one. 

enough good units are avai ~ e, a give~ test ~tt~r~nce can sound almost as good as a re-
corded utterance. However, 1f several d1scontmu1t1es occur. the synthesized utterance can 
have very poor quality. While synthesizing arbitrary text is still a challenge with these tech­
niques, for restrictive domains this approach can yield excellent quality. We examine all 
these issues in the following sections. 

We define unit as an abstract representation of a speech segment, such as its phonetic 
label, whereas we use instance as a speech segment from an utterance that belongs ro the 
same unit. Thus, a system can keep several instances of a given unit to select among them to 
better reduce the discontinuities at the boundaries. This abstract representation consists of 
the unit's phonetic transcription at the minimum, in such a way that the concatenation of a 
set of units matches the target phonetic string. In addition to the phonetic string, this repre­
sentation can often include prosodic information. 

16.3.1. Choice of Unit 

A number of units have been used in the field, including context-independent phonemes, 
diphones, context-dependent phonemes, subphonetic units, syllables, words, and p~ras~s. A 

• • . . . • T bl 16 4 with their coverage m Figure comptlat1on of umt types for Enghsh 1s shown rn a e • 
16.5. 

f 42 h emes Longer units produce 
Table 16.4 Unit types in English assuming a phone set O P .0 n. • Ily below the abso-
h• h • Th mber of units 1s genera tg er quahty at the expense of more storage. e nu . 1 bout 30 000 oc-
1 • . J 74 088 possible tnphones, on ya , Ute maximum m theory, i.e., out of the 42 = , 
cur in practice 

Unit type #Units Quality 
Unit length 

42 Low 
Short Phoneme 

Diphone ~1500 

Triphone ~30K 

Demisyllable -2000 

Syllable -!SK 

Word tOOK-1.SM ,, 
, • 

Phrase 00 

High 
Long Sentence 00 
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The issues in choosing appropriate units for synthesis are similar to those in choosing 
units for speech recognition (described in Chapter 9): 

• The unit should lead to low concatenation distvrlion. A simple way of mini­
mizing this distortion is to have fewer concatenations and thus use long units 
such as words, phrases or even sentences. But since some concatenations are 
unavoidable, we also want to use units that naturally lead to "small" disconti­
nuities at the concatenation points. For example, it has been observed that 
spectral discontinuities at vowels are much more noticeable than at fricatives, 
or that a discontinuity within a syl1able is more perceptually noticeable than a 
discontinuity across syllable boundaries, and similarly for within-word and 
across-word discontinuities [55]. Having several instances per unit is an al­
ternative to long units that allows the choice of instances with low concatena­
tion distortion. 

• The unit should lead to low prosodic distortion. While it is not crucial to have 
units with the same prosody as the desired target, replacing a unit with a ris­
ing pitch with another with a falling pitch may result in an unnatural sen­
tence. Altering the pitch and/or duration of a unit is possible (see Section 
16.4) at the expense of additional distortion. 

• The unit should be generalizable, if unrestricted text-to-speech is required. If 
we choose words or phrases as our units, we cannot synthesize arbitrary 
speech from text, because it's almost guaranteed that the text will contain 
words not in our inventory. As an example, the use of arbitrarily long units in 
such a way that no concatenation between voiced sounds occurs by cutting at 
obstruents results in low concatenation distortion but it is shown [47] that 
over 180,000 such units would be needed to cover 75% of a random corpus. 
The longer the speech segments are, the more of them we need to be able to 
synthesize speech from arbitrary text. This generalization property is not 
needed if closed-domain synthesis is desired. 

• The unit should be trainable. Our training data should be sufficient to esti­
mate all our units. Since the training data is usually limited, having fewer 
units leads to better trainability in general. So the use of words, phrases, or 
sentences may be prohibitive other than for closed-domai~ ~ynti1esis. The 
other units in Table 16.4 can be considered trainable depending on the limita­
tions on the size of our acoustic inventory. 

A practical challenge is how to balance these selection criteria. In this section we 
compare a number of units and point out their strengths and weaknesses. 

16.3.1.1. Context~ Independent Phonemes 

The most straight_forwar:d unit is the phoneme. Having one instance of each phoneme, inde­
pendent of the neighboring phonetic context, is very generalizable, since it allows us to gen-
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rate every word/sentence. It is also very trainable a d e . n we could have a • 
compact. For a language with N phonemes, say N == 42 " E . system that 1s very 

bl • . ior nghsh, we would d I N 
unit instances. The pro em is that usmg c011rexr-i11depende111 hones . nee on~ 
discontinuities. Such a system is not intelligible. P reSults m many audible 

16.3.1.2. Diphones 

A type of subword unit that has been extensively used is the so-called l d d' 1 [ 
. . . . tya or ,p 1011e 41]. 

A diphone s-ih includes from the middle of the s phoneme to the middle of the ih pho-
neme, so diphones are, on the average, one phoneme long. The word hello I hh ax 1 
owl can be mapped into the diphone sequence: / sil-hh!, I hh-ax/, I ax-1!, 
/ 1-ow/, I ow-si 1 I . If our language has N phonemes, there are potentially N~ diphones. 
In practice, many such diphones never occur in the language, so that a smaller number is 
sufficient. For example, the phonetic alphabet of Chapter 2 has 42 phonemes for English, 
and only about 1300 diphones are needed. Diphone units were among the first type of unit 
used in concatenative systems because they yield fairly good quality. While diphones retain 
the transitional information, there can be large distortions due to the difference in spectra 
between the stationary parts of two units obtained from different contexts. For example, 
there is no guarantee that the spectra of / ax-1! and / 1-ow/ will match at the junction 
point, since the instance / ax-1 / could have been excised from a very different right con­
text than / ow/ or the instance / 1-ow/ could have been excised from a very different left 
contextthan /ax/ . 
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F . stems are not pure y while they store 
or this reason many practical d1phone sy f ·catives and stops, 

not st . . ' . . between n ore transtt1ons between fncauves, or 
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longer units that have a high level of coarticulation [48]. I~ onl~ one repr~sentative of a dyad 
is available, there are pitch discontinuities. Prosody mod1ficallon techniques, such as those 
described in Section 16.4, can be applied to con-ect this problem. Otherwise many instances 
of each diphone are needed for good prosodic coverage. Diphones are trainable. generaliz­
able and offer better quality than context-independent phones. 

16.3.1.3. Context-Dependent Phoneme 

Another subword unit used in the literature [24) is the context-dependent phoneme. If the 
context is limited to the immediate left and right phonemes, the unit is known as triphone. 
As in speech recognition, not all N; need to be stored, because not all combinations will 
occur in practice. For English, typically there can be in excess of 25,000 triphones: 12,000 
within-word triphones and another 12,000 across-word triphones. Because of the increased 
number of units, more contextual variations can be accommodated this way. Drawing from 
experience in speech recognition, we know that many different contexts have a similar effect 
on the phoneme; thus, several triphones can be clustered together into a smaller number of 
generalized triphones, typically between 500 and 3000. All the clustering procedures de­
scribed in Chapter 9 can be used here as well. In particular, decision-tree clustered phones 
have been successfully used. Because a larger number of units can be used, discontinuities 
can be smaller than in the case of diphones while making the best use of the available data. 
In addition to only considering the immediate left and right phonetic context, we could also 
add stress for the current phoneme and its left and right context, word-dependent phones 
(where phones in particular words are considered distinct context-dependent phones), quin­
phones (where two immediate left and right phones are used), and different prosodic pat­
terns (pitch ranges and/or durations). As in speech recognition, clustered context-dependent 
triphones are trainable and generalizable. 

Traversing the tree for a given phoneme is equivalent to following the answers for the 
branching nodes from root to leaves, which determines the clusters for similar context­
dependent phones. The decision trees are generated automatically from the analysis database 
to obtain minimum within-unit distortion (or entropy) for each split. Therefore, one must be 
able to acquire a large inventory of context-dependent phone HMMs with a decent coverage 
of the contexts one wishes to model. All the context-dependent phone units can be well re­
placed by any other units within the same cluster. This method generalizes to contexts not 
seen in the training data, because the decision tree uses questions involving broad phonetic 
categories of neighboring contexts, yet provides detailed models for contexts that are repre­
sented in the database. Given the assumption that these clustering decision trees should be 
consistent across different speakers, the use of ample speaker-independent databases instead 
of limited speaker-dependent databases allows us to model more contexts as well as deeper 
trees t~ ~enerate _a hi~h-quality ITS voice. These techniques also facilitate the creation of 
acoustic mve~tones with a scalable number of units that trade off size with quality. Thus, we 
can use questions (about the immediate left/right phonetic contexts, stress, pitch, duration, 
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ord etc ) in the decision-tree clustering methods of Ch 
:ombinations to a manageable number. apter 4 to reduce all the possible 

!6.3.l.4, Subphonetic Unit 

Subphonetic units, or senones, have also been used with some success [ 131 T . 11 d. 'd d • h • yp1ca y each 
Phoneme can be 1v1 e mto t ree states, which are detennined by - ' . . runnmg a speech recog-
nition system m forced ahgnment mode. These states can also be context de e d t d · d · · 

1 
- P n en an can 

also be clustered usmg ec1s1o_n trees 1ke the context-dependent phonemes. The HMM state 
has proved to be more e~fecttve than the context-dependent phone in speech recognition, 
also trainable and generahzable, but for synthesis it means having more concatenations and 
thus possibly more discontinuities. If multiple instances per subphonetic unit are used 
higher quality can be obtained. ' 

A half phone goes either from the middle of a phone to the boundary between phones 
or from the boundary between phones to the middle of the phone. This unit offers more 
flexibility than a phone and a diphone and has been shown useful in systems that use multi­
ple instances of the unit [7]. 

16.3.1.5. Syllable 

It has been observed that discontinuities across syllables stand out more than discontinuities 
within syllables [55), so syllables are natural units. There are more than l_0,000 syllables in 
English, depending on the exact definition of syllable, so even a context-mdependent sylla­
ble system needs to store at least as many if one instance per syllable is needed for ~II gen­
eralizability. There will still be spectral discontinuities, though hopefully not t~o noticeable. 
M . . d I fior varying acoustic contexts or ore than one mstance per umt may be neede to accoun . . 
varying prosodic patterns, particularly if no waveform modification is to be used. 

16.3.1.6. Word and Phrase 

Th · While using these long units can in-
e untt can be as large as a word or even a phrase. . . . so that it is diffi-

Cl'P••a • b'l' d tramab1ltty are poor. 
'""= naturalness sionificantly, generahza I ity an e One advantage of cult t h o th • an output utteranc • 
. 0 ave all the instances desired to syn esize • the above units, is that usrn • • • n phonemes, as m g a word or longer unit over its decomposition 1 . . It is possible that the pho-

lhere is d • 11 scribed d1ct1onary • h no ependence on a phonetlca Y tran . t or not fluent enoug • so neme ...: . • ary 1s not correc., h 
Suing associated to a word by our d1cuon the system may ave a that u • th· oblem Of course, ~ b t _sing a whole-word model can solve is pr • d ntences, or phrases or es 

combination of all units· a set of the most frequent wor s,_ se. full generalizability and 
quality • mailer units 1or 

. some percentage of the time, and some s 
lramability. 

I 

\ 
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16.3.2. Optin1al Unit String: The Decoding Process 

The goal of the decoding process is to choose the optimal string of units for a given phonetic 
string that best matches the desired prosody. Sometimes there is only one possible string, so 
that this process is trivial, but in general there are several strings of units that result in the 
same phonetic string yet some of them sound better than others. The goal is to come up with 
an objective function that approximates this sound quality that allows us to select the best 
string. The quality of a unit string is typically dominated by spectral and pitch discontinui­
ties at unit boundaries. Discontinuities can occur because of: 

1. Differences in phonetic contexts. A speech unit was obtained from a different 
phonetic context than that of the target unit. 

2. Incorrect segmentation. Such segmentation errors can cause spectral discon­
tinuities even if they had the same phonetic context. 

3. Acoustic variability. Units can have the same phonetic context and be prop­
erly segmented, but variability from one repetition to the next can cause small 
discontinuities. A unit spoken in fast speech is generally different from an­
other in slow or normal speech. Different recording conditions (amplitude, 
microphone, sound card) can also cause spectral discontinuities. 

4. Different prosody. Pitch discontinuity across unit boundaries is also a cause 
for degradation. 

The severity of such discontinuities generally decreases as the number of units in­
creases. More importantly, the prosody of the concatenation has, in general, no resemblance 
with the prosody specified by the ITS front-end unless we have several instances of each 
unit, each with a different prosody, or use a prosody modification algorithm (see Section 
16.4). 

16.3.2.1. Objective Function 

Our goal is to come up with a numeric measurement for a concatenation of speech segments 
that correlates well with how well they sound. To do that we define unit cost and transition 
cost between two units. 

Let 0 be a speech segment with phonetic transcription p = p(8). Let 
0={0i,82,···,8N} be a concatenation of N speech segments whose combined phonetic 
transcription is P = {p,, P2 , • • ·, PN} . P is a string of M phonemes, and since each segment 
has at least one phoneme, it holds that M ~ N . 

For example, the phonetic string P = "hh ax low" corresponding to the word hello has 
M = 4 phonemes and can be decomposed in N = 4 segments 0 1 = {0"82 ,03,04 }, where 
p(8!) = I hh I, p(02) = I ax I, p(83) =III, p(8..,) = I owl, each segment being a phoneme. 
Or 1t can be decomposed into N = 2 segments 0 2 = {05,06}, where p(05 ) = I hh ax/, 
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P(0 ) == // ow I , so that each segment has two ph 
6 • 

1 
. onemes. There 8 . 

Po
sitions for this examp e (m general there are 2AH • are possible such deco _ · · f . possible dccom .. 1 m The d1stort1on or cost unction between the se pos1tJons ). gment concalenat' 0 can be expressed as a sum of the corresponding unit costs '?? and the target r 

follows: and trans1!Jon costs [27, 46] as 

,,· .,·_, 
d(0,T)= Ld/0j,T)+ °Id,(0},0j+I) 

jul j=>l 
(16.2) 

where d. (01, T) is the unit cost of using speech segment 0 within target r d d (0 0 . !he . . . . / an , ., J , ) 
1s trans1t1on cost m concatenating speech segments 8 and 0 Th t' al ' • h . , 1 J+I • e op 1m speec 
segment sequence of umts 0 can be found as the one that minimizes the overall cost 

0 = argmin d(0, T) 
8 

(16.3) 

over sequences with all possible numbers of units. Transition and unit costs are described in 
Sections 16.3.2.2 through 16.3.2.5. 

Let's analyze the second term in the sum of Eq. (16.2), also shown in Figure 16.6. If 
all transition costs were identical, the word string with fewest units would have lo':es_t dis- ' "--
!onion. In practice transition costs are different and, thus, the string with feweSl umts 

15 
not 

necessarily the best, though there is clearly a positive correlation. 
When a large number of speech segments are available, finding the segme~t se~uence 

~i!h lowest cost is a search problem like those analyzed in Chapter I 2. Often a Viterbi algo-

nlhm is needed to make this efficient. 

Transition cost 

Selected □ [Bj ~J D 
units 

tunit cost 

~:~:' □ GJ D □ 
. d transition costs. 

f b een unit an 
Figure 16.6 Tradeof etw 

....._ . the number of decom· 
•~ ------- -- ra.l instances per untt, 

assume . If there are seve 
Positi s that one instance per unit is available. 

ons &ro ws exponentially. 
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The art in this procedure is in the exact definition of both transition and unit costs, for 

which no standard has been defined that works b~s.t to date. _In Sections 16.3.2.2 and 

16.3.2.3 we present an approach for which b?th trans1t1on_ and umt costs ~re empirically set 
after perceptual experiments. Such a system 1s easy to bmld, and study of those costs gives 

insight into the perceptual effects. . . . . . . 
Costs obtained using a data-dnven cntenon are descnbed m Sections 16.3.2.4 and 

16.3.2.5. While more complicated than that of empirical costs, this method addresses the 
shortcomings of the previous method. Finally, we need to estimate some weights to combine 
the different costs for spectrum and prosody, which can be done empirically or by regression 

[26]. 

16.3.2.2. Empirical Transition Cost 

If spoken in succession, two speech segments have a zero transition cost. But, when they are 
excised from separate utterances, their concatenation can have varying degrees of natural­
ness. The transition cost incorporates two types of continuity measures: coarticulatory and 

prosodic. 
An approximation to the prosodic continuity measure is to make it proportional to the 

absolute difference of the FO or log FO at the boundaries, if the boundary is voiced for both 
units. If we use the prosody modification techniques of Section 16.4, this cost could be set to 
a small value to reflect the fact that prosody modification is not a perfect process. More so­
phisticated cost functions can be used to account for prosody mismatches [ I OJ. 

Regarding the coarticulatory effect, it has been empirically observed that a concatena­
tion within a syllable is more perceptible than when the concatenation is at the syllable 
boundary. Yi [55] proposed an empirical cost matrix for the concatenation of two speech 
segments when that concatenation occurs within a syllable (Table 16.5) or at a syllable 
boundary (Table 16.6). Phonemes are grouped by manner of articulation: vowel/semivowels, 
fricatives, stops, and nasals. The rows represent the left side of the transition and the col­
umns represent the right side, and NA represents a case that does not occur. These costs re­
flect perceptual ratings by human listeners to unit concatenations between different 
phonemes. Values of 10, 2000, 5000, 7500, and 10,000 were used to indicate different de­
grees of goodness from very good to very bad concatenations. 

Tabl~ 16.5 Cost matrix for intrasyllable concatenations (after Yi [551). The rows represent the 
left side of the transition and the columns represent the right side, and NA represents a case 
that does not occur. 

vowel semivowel nasal obstruent /hi 
vowel 10,000 10,000 7500 10 NA 
semivowel 10,000 7500 7500 IO NA 
nasal 5000 IO NA 10 NA 
/hi 5000 NA NA NA NA 
obstruent 10 10 10 10,000 NA 
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Table 16.6 Cost ma1rix for inlersyllable conca1enations (afte y · [551 
tefl side of the transition and the columns represent the rig~t s:de a~dThe rows represent the 
1hat does not occur. ' NA represents a case 

-
vowel semivowel nasal obstruent /hi silence 

vowel NA 7500 5000 10 5000 IO 
semivowel 7500 7500 2000 10 10 10 ·------.. ... 
nasal 2000 10 10 IO 10 10 
obstruent 10 10 10 5000 10 10 - - ·- -
/hi NA NA NA NA NA NA 
silence 10 IO 10 JO 10 10 

16.3.2.3. Empirical Unit Cost 

The unit cost is generally a combination of the coarticulation cost and the prosodic cost. 
Prosodic mismatches can be made proportional to the FO difference between the candidate 
unit and the target unit or set to a fixed low value if the prosody modification techniques of 
Section l 6.4 are used. 

A way of determining the cost associated with replacing a phonetic context with an-
?1her was proposed by Yi (55], who empirically set cost matrices for phone classes by listen­
mg to concatenations where such contexts were replaced. These ad hoc values aJso bring 
some sense of where the coarticulation problems are. Replacing a vowel or semivowel by 
~other with a context that has a different place of articulation or nasalization results in au­
dible discontinuities. The rows represent the context class of the target phoneme a

nd th
e 

columns represent the context class of the proposed unit. Table 16.7, Table l6.S, Table 
16

:
9
• 

Table 16.10, Table 16.11 and Table 16.12 include an empirical set of coSt
S for such mis-

mat h 
• "d • • ontext for the case of 

c es between the target's context and a cand1 ate unit s c . • 
vowel/semivowels, fricatives, stops, and nasals. These costs reflect human hsteners percep­
tual · · text Values of IO I 00, 500, and 

ratings of speech units with an incorrect phoneuc con • ' h 1000 d bad units These values are c a-
were used to indicate very good, good, bad, an very • 

sen to match the values for transition costs of Section 16-3-
2

•
2

• 

T 
. . l

551
) for left and right context replace-

able 16.7 Unit coarticulation cost mamx. (after y, 
ments for I d I vowe s an sem1vowe s. -

- - front back none 

labial alv/den/pal velar m n ng 

- 1000 1000 1000 1000 

_!_abial 1000 )000 1000 -10 1000 1000 1000 1000 1000 

~v/den/pal ]000 1000 1000 
1000 10 -~ - 1000 1000 1000 1000 

~elar JO 1000 1000 
1000 1000 1000 1000 1000 1000 1000 

_m 1000 1000 1000 -~ - JO()(} 1000 1000 1000 -- 10 
~ 

1000 1000 
1000 lOOO - 1000 1000 JO 1000 1000 1000 

._Eg 1000 lOOO 1000 - 1000 IO 1000 1000 

_,!ront tOOQ_ 1()00 1000 
1000 1000 ----- IOOO 1000 JO 1000 

. back 1000 !000 1000 
1000 IOOO ---- 1000 1000 !000 1000 1000 10 

. .!!~ 
)000 

1000 1000 

\ 

\ 
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Table 16.8 Unit coarticulation cost matrix (after Yi [55]) for left and right context replace­

ments for fricatives. 

retroflex: round sonorant other 

retroflex 10 100 100 100 

round JOO 10 100 100 
-· 

sonorant 100 JOO IO 100 -
other 100 100 100 10 

-- '----

Table 16.9 Unit coarticulation cost matrix (after Yi [55]) for left context replacements for 

stops. 

front back retroflex round other 

front IO 10 10 10 10 

back 10 10 10 10 10 

retroflex 10 10 10 10 JO 

round IO JO 10 10 JO 

other 500 500 500 500 10 

Table 16.10 Unit coarticulation cost matrix (after Yi [55)) for right context replacements for 
stops. 

front back retroflex round schwa other 

front JO 100 100 100 500 100 

back 100 IO 100 100 500 JOO 

retroflex JOO 100 JO JOO 500 100 

round 100 100 100 10 500 100 

schwa 500 500 500 500 10 500 

other 100 100 JOO 100 500 10 

Table 16.II Unit coarticulation cost matrix (after Yi [55)) for left context replacements for 
na')als. 

obstruent sonorant 

obstruent 10 1000 

sonorant 1000 10 
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Table J6.12 Unit coarticulation cost matrix (after Yi [55]) t . 
nasals. or nght context replacements for 

----
voiced unvoiced sonorant ·-----

voiced 10 100 1000 
unvoiced IOO 10 1000 

sonorant IOOO 1000 10 

16.3.2.4. Data-Driven Transition Cost 

The empirical transition costs of Section 16.3.2.2 do not necessarily mean that a spectral 
discontinuity will take place, only that one is likely, and that if it occurs within a syllable it 
will have a larger perceptual effect than if it occurs across syllable boundaries. While that 
method can result in a good system, the cost is done independently of whether there is a true 
spectral discontinuity or not. Thus, it has been also proposed to use a measurement of the 
spectral discontinuity directly. This is often estimated as: 

(16.4) 

the magnitude squared of the difference between the cepstrum at the last frame of 0; aod the 
first frame of 0

1 
. The quantity /(0,) denotes the number of frames of speech segment B; • 

and x,{k) the cepstrum of segment () at frame k. . • h 1 1 . ' 1 d' t" uity in a reo1on wit s ow Y 
This technique can effectively measure a spectra ,scon 10 0 

'" h' h . • asal fore xample, 1 or w 1c 
varying spectrum, but it can fail when one of the segments ts an f, . this disconti-
a sharp spectral transition is expected and desired. A better waylod_rneasun1·nngan overlap re-
n • · . e the cepstra ,stance 

~•ty, IS shown in Figure I 6.7, in which we rneasur e innin of segment 2: 
gron:· the last frame of segment I and the first frame before me b g g 

( 16.5) 

I number of cepstral distances 
W ~~a~ . 

hen many speech segments are consr. siow rocess. To speed it up an approx1-
need to be computed which in tum may result m a pt the boundaries are vector quan­
ma1· ' . t al vectors a d ion can be made where all possible ceps r . can be precomputed and store 
Ii d book entnes 
. Zed first, so that the distances between all co e 
rn a table. 

-------------'Th~me d ans extra frames need to be store • 
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Figure 16.7 Measurement of the spectral discontinuity in the overlap region. The dark gray 
area is the speech region that precedes segment 2 and does not form part of segment 2. This 
area should match the last part of the segment I. 

A spectral discontinuity across, say, fricatives is perceptually not as important as if it 
happens across vowels [48]. For this reason, the cepstral distance described above does not 
correlate well with perceptual distances. To solve this problem, it is possible to combine 
both methods, for example by weighting the spectral/cepstral distance by different values. 

Even if no spectral discontinuity is present, a phase discontinuity may take place. The 
pitch periodicity may be lost at the boundary. This can be generally solved by fine adjust­
ment of the boundary using a correlation approach as described in Section J 6.4. You need to 
keep in mind that such methods are not perfect. 

16.3.2.5. Data-Driven Unit Cost 

Spectral discontinuities across concatenations are often the result of using a speech segment 
with a different phonetic context than the target. One possibility is, then, to consider only 
speech segments where the phonetic contexts to the left and right match exactly. For exam­
ple, if we use a phoneme as the basic speech segment, a perfect match would require on the 
order of at least 25,000 different segments. In this case, the coarticulation unit cost is zero if 
the target and candidate segment have the same phonetic context and infinite otherwise. 
When longer segments are desired, this number explodes exponentially. The problem with 
this approach is that it severely reduces the number of potential speech segment,;; that can be 
used. 

Generalized triphones, as described in Section 16.3.1.3, are used !n ~24]. In this ap­
proach, if the speech segments have the same generalized triphone contexts as the target 
utterance, the unit cost is zero, otherwise the cost is infinite. The technique allows us to use 
many more possible speech segments than the case above, yet it eliminates those speech 
segments that presumably have context mismatches that in turn lead to unnatural concatena­
tions. When using a large training database, it was found that bringing the number of tri­
phones from 25,000 down to about 2000 did not adversely impact the quality, whereas some 
degradation was perceived when using only 500 phoneme-length segments. Thus, this 
technique allows us to reduce the size of the speech segment inventory without severely 
degrading the voice quality. 
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If we set the number of decision-tree clustered context-d d 
" h • f epen ent phonemes to be 

there will be 1ewer c 01ces o long speech segments that h . 
large, 1• d . h mate . For instance in 

m with 2000 genera 1ze tnp ones, the phonetic context of th 1 • a 
syste f e ast phoneme of a Ion 

ent and the context o the target phoneme may be clustered l h . g 
segm . oget er, whereas m a 
3000.creneralized-tnphone system, both contexts may not be clustered to th 

" d · ge er, so that the 
I u segment cannot be use . This would be one example where usi·ng 1 on,, . a arger number of 

eralized tnphones hurts speech naturalness because the database of s h . 
gen . . . peec segments 1s 
limited. This problem could have been a~o1~ed 1f we didn't have to match generalized 

to
.phones and instead allowed context subst1tut1ons, yet penalized them with a corre d" 

f d 
. . spon mg 

cost. In the framework o ec1s1on-tree clustered context-dependent phonemes this co t . . , s can 
be computed as the increase m entropy when those contexts are merged, using the methods 
described in Chapter 9 •. Th~ larger the increase in entropy, the larger the penalty is when 
doing that context substl~~o_n b~tween the candidate segment and the target segment. This 
approach gives more flex1b1hty in the number of speech segments to be considered. In this 
case, there is a nonzero unit coarticulation cost associated with replacing one phonetic con­
text with another. 

Speech segments that have low HMM probability can be discarded, as they are proba­
bly not representative enough for that unit. Moreover, we can eliminate outliers: those units 
that have parameters too far away from the mean. Eliminating pitch outliers helps if prosody 
modification is to be done, as modifying pitch by more than a factor of 2 typically yields a 
decrease of quality, and by keeping units with average pitch, this is less likely to occur. 
Eliminating duration or amplitude outliers may signal an incorrect segmentation or a bad 
transcription [ 13]. 

16.3.3. Unit Inventory Design 

The minimal procedure to obtain an acoustic inventory for a concatenative speech synthe­
sizer consists of simply recording a number of utterances from a single speaker and labeling 
them with the corresponding text. 

Since recording is often done in several sessions, it is important to maintain the re­
~ording conditions constant to avoid spectral or amplitude discontinuities caused by changes 
in recording conditions. The same microphone, room, and sound card should be used 

throughout all sessions [49]. . 
. Not all donor speakers are created equal. The choice of donor speaker can have a sig­

nificant effect in voice quality (up to 0.3 MOS points on a 5-MOS scale) [7, 51, 52]. 
We can obtain higher-quality concatenative synthesis if the text read ~y the target 

speaker is representative of the text to appear in our application. This way we will be able to 

use longer units, and few concatenations will be needed. 
. Then the waveforms have to be segmented into phonemes, which is ge~erally do~e 

~
1th a speech recognition system operating in forced-alignment mode. Phonetic transcnp-

tton • b h h • an • 1~cluding alternate pronunciations, is generated automatically fro~ te~t y t e p on~uc 
alysis module of Chapter 14_ A large part of the inventory preparation includes checkmg 
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correspondence between the text and corresponding waveform. Possible transcription errors 
may be flagged by phonemes whose durations are too far away from the mean (outliers) [13, 
24]. 

Once we have the segmented and labeled recordings, we can use them as our inven­
tory, or create smaller inventories as subsets that trade off memory size with quality [21, 
25]. A database with a large number of utterances is genera1Iy required to obtain high­
quality synthesis. It is noteworthy to analyze whether we can reduce the size of our database 
while obtaining similar synthesis quality on a given set of utterances. To do this, we can 
measure the cost incurred when we use a subset of the uriits in the database to synthesize our 
training database. A greedy algorithm can be used that at each stage eliminates the speech 
unit that increases the total distortion the least, repeating the approach until the desired size 
is achieved. This is an iterative analysis-by-synthesis algorithm. • 

The above procedure can also be used to find the set of units that have lowest cost in 
synthesizing a given text. For efficiency, instead of a large training text, we could use repre­
sentative infonnation from such text corpus, like the word trigrams with their corresponding 
counts, as an approximation. 

In concatenative systems, you need to store a large number of speech segments, which 
could be compressed using any of the speech coding techniques described in Chapter 7. 
Since many such coders encode a frame of speech based on the previous one, you need to 
store this context for every segment you want to encode if you are to use such systems. 

16.4. PROSODIC MODIFICATION OF SPEECH 

One problem of segment concatenation is that it doesn't generalize well to contexts not in­
cluded in the training process, partly because prosodic variability is very large. There are 
techniques that allow us to modify the prosody of a unit to match the target prosody. These 
prosody-modification techniques degrade the quality of the synthetic speech, though the 
b~nefits are often greater than the distortion introduced by using them because of the added 
flexibility. 

The objective of prosodic modification is to change the amplitude, duration, and pitch 
of a speech segment. Amplitude modification can be easily accomplished by direct multipli­
cation, but duration and pitch changes are not so straightforward. 

We first present OLA and SOLA, two algorithms to change the duration of a speech 
segment. Then we introduce PSOLA, a variant of the above that allows for pitch modifica­
tion as well. 

16.4.1. Synchronous Overlap and Add (SOLA) 

Time-scale modification of speech is very useful, particularly voice compression, as it al­
lows a user to listen to a voice mail or taped lecture in a fraction of the time taken by the 
original segment user to listen to infonnation The overlap-and-add (OLA) technique [12} 
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. p,·gure 16.8 shows the analysis and synthesis windows used in the time com 
·h wn 1n . . . pres­
). 

0 

0. en a Hann mg· wmdow of length 2N and a compression factor off, the analysis win-
on iv I • • d l • • si • e spaced JN. Each ana ys1s wm ow mu t1phes the analysis signal, and at synthesis 

~ows harY are overlapped and added together. The synthesis windows are spaced N samples 
ume 1 e h H • 11 ..{.' The use of windows sue as annmg a ows peuect reconstruction when/ equals 1. 
apart-In Figure t 6.8, some of the_ signal appearance has been lost; note particularly some ir-

1 Pitch periods. To solve this problem, the synchronous overlap-and-add (SOLA) [45] 
regu ar • • • f th I • • d b 
1 ws for a flexible pos1t1onmg o e ana ys1s wm ow y searching the location of the 

al~ sis window i around JNi in such a way that the overlap region had maximum correla-
an y • h d h' h 1· • . . The SOLA algont m pro uces 1g -qua 1ty time compression. A mathematical forrnu-
~~;n of PS0LA, an extension of both OLA and SOLA, is presented in Section 16.4.2. 3 

While typically compression algorithms operate at a uniform rate, they have also been 
used in a nonunifonn rate to take into account human perception, so that rapid transitions are 
compressed only slightly, steady sounds are compressed more, and pauses are compressed 
the most. It's reported in [11 ], that while uniform time compression can achieve a factor of 
2.5 at most without degradation in intelligibility, nonuniform compression allows up to an 
average compression factor of 4. 

-1 L_....!soo--1....,!ooo:,....__1-'sool-----2000-=----2500..!.---3000..!..:---:3500=--:.4000:;;;-- M4500~! S00050 

F' • H n·ng windows of 
igure 16.8 Overlap-and-add (OLA) method for time compression. . an 1

. d d signals 
length 2N . • I and resulting wm owe , N = 330, are used to multiply the analysis stgna' • . . al [ } e shown 
are add d T d th analysis sign x II ar e • he analysis windows spaced 2N samples, an e h . s·ignnl y[n) are 
on the 1 • d the synt es1s 
h op. The synthesis windows, spaced N samples apart, an . h . d'ici'ty is somewhat 

s own b I • . • f of 2 P1tc peno e ow. Time compression is umfonn with a actor • 
~~p . • 

anicularly around the fourth window. 
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16.4.2. Pitch Synchronous Overlap and Add (PSOLA) 

Both OLA and SOLA do duration modification but cannot do pitch modification. On the 
other hand, they operate wjthout knowledge of the signal's pitch. The most widely used 
method to do pitch modification is called pitch synchronous overlap and add (PSOLA) (38, 
39], though to do so it requires knowledge of the signal's pitch. This process is illustrated in 
Figure 16.9. 

Let's assume that our input signal x[n] is voiced, so that it can be expressed as a func­
tion of pitch cycles xi[n] 

-
x[n] = I,x,[n - t

0
[i]] (16.6) 

1=-

tJj] 

Figur_e 16.9 Mapping between five analysis epochs tJi] and three synthesis epochs t,[j] . 
Duration has been shorte~ed ~y 40% and pitch period increased by 60%. Pitch cycle x,[~] is 
~he ~roduct ~f the analySts wmdow w2[n], in dotted line, with the analysis signal x[11] ·which 
ts ahgned w1th analysis epochs tJi] . In this case, synthesis pitch cycle y [n] equal; x, [n] 
and also Yo[n] = Xo[ n] and Y2(n] = X5[n]. Pitch is constant over time in this c~se. • 
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1•1 are the epochs of the signal. so that the difference between ad' 
here t.t' . . . d . . . Jacent epochs 

w [']•-t [i- I] 1s the pitch per10 at time tJ,] m samples. The pitch cycle· . d 
p(i]::::t,,, ,, 1s a wm owed 
.,,;rsion of the input 

.\i[n]= w,(n]x[n] (16.7) 

. h quires the windows w;[n] to meet the following condition: 
wh1c re 

f H°;[n -· tJi)] == I (16.8) 

which can be accomplished with a Hanning window, or a trapezoidal window that spans two 

pitch periods. . . . 
our goal is to synthesize a signal y[n], which has the same spectral characteristics as 

x{n] but with a different pitch and/or duration. To do this, we replace the analysis epoch 
sequence t,[i] with the synthesis epochs t,[j], and the analysis pitch cycles x,[n] with the 
synthesis pitch cycles yJ n]: 

.. 
Jin]= L yi[n-t_..[j]] (16.9) 

j=-

The synthesis epochs are computed so as to meet a specified duration and pitch con­
tour, as shown in Figure l 6.9. This is equivalent to an impulse train with variable spacing 
driving a time-varying filter x,[n] which is known for t = 1,,[i], as shown in Figure 16. l 0. The 
synthesis pitch cycle yi[n] is obtained via a mapping from the closest corresponding analysis 
pitch cycle x;[n]. In the following sections we detail how to calculate the synthesis epochs 
and the synthesis pitch-cycle waveforms. 

I I - _I _x,[n]~I- 1rt'1r 
Figure 16.10 PSOLA technique as an impulse train driving a time-varying filter. 

The tenn overlap-and-add derives from the fact that we use overlapping windows that 
we add together. The pitch-synchronous aspect comes from the fact that the windows are 
spaced a pitch period apart and are two pitch periods long. As you can see from Figure 1 6.9, 
~e synt_hesis waveform has a larger pitch period than the analysis waveform and is shorter 
m duratton. 

For unvoiced speech, a set of epochs that are uniformly spaced works well in practice, 
: long as the spacing is smaller than 1 O ms. If the segment needs to be stretched in such a 
riy th~t these characteristic waveforms are repeated, an artificial periodicity would appear. 

avoid_ this, the characteristic waveform that was to be repeated is flipped in time [38]. 
as I This approach is remarkably simple yet it Jeads to high-quality prosody modification, 

ong as the • • ' • voiced/unvoiced decision is correct and the epoch sequence 1s accurate. 
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To do prosody modification, the PSOLA approach re~uires keeping the waveform of 
the speech segment and its corresponding set of epo~h~, or t_1me n:iarks. As you can see from 
Eq. (16.6), if no prosody modification is done, the ongmal signal 1s recovered exactly. 

16.4.3. Spectral Behavior of PSOLA 

Let's analyze why this simple technique works and how. To do that let's consider the c_ase of 
a speech signal x[n] that is exactly periodic with period 7;, and can be created by passmg an 
impulse train through a filter with impulse response s[n): 

x(nJ=s[n]* I,o[n-i'.1;,]= :tsrn-i7;,] (16.10) 
/ c ....., I=--

If we know the impulse response s[n], then we could change the pitch by changing 1'o. 
The problem is how to estimate it from x[n]. Let's assume we want to build an estimate s[nJ 
by multiplying .x[n] by a window w[11]: 

s[n];;; w[n]x[n] (16.11) 

The Fourier transform of x[n] in Eq. (16.10) is given by 

(16.12) 

where w
0 

= 2i. I Ta. The Fourier transform of s[ n] can be obtained using Eqs. (16. 11) and 
(16.12): 

- 1 Tu-l W(w-kw ) 
S(w)=-W(W)* X(w)= LS(kw0 ) 

0 

2n • t =o T0 

(16.13) 

If the window w[n] is pitch synchronous, a rectangular window with length To or a 
Hanning window with length 27;,, for example, then the above estimate is exact at the har­
monics, i.e., S(kru0 ) = S(kw0 ) . t-~::11Jse the window leakage terms are zero at the harmonics. 
In-between harmonics, S(w) is an interpolation using W(a>), the transfer function of the 
window. If we use a rectangular window, the values of S(a>) in between S(ka.>0 ) and 
S((k + l)w0 ) are not determined only by those two harmonics, because the leakage from the 
other harmonics is not negligible. The use of a Hanning window drastically attenuates this 
leakage, so the estimate of the spectral envelope is better. This is what PSOLA is doing: 
getting an estimate of the spectral envelope by using a pitch-synchronous window. 

Since it is mathematically impossible to recover S(w) for a periodic signal, it is rea­
sonable to fill in the remaining values by interpolation with the main lobes of the transform 
of the window. This approach works particularly well if the ham10nics form a dense sam-
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f the spectral envelope, which is the case for male speakers Fo c 1 lin" o . • r iema e speakers 
p O h harmonics may be spaced far apart, the spectral envelope estimat d b . ' 
,here I e f d"f• f e Y tnterpolat-

i\ hannonics could be ar 1 1erent ram the real envelope. 
ing across 

4 4 Synthesis Epoch Calculation 
16. • • 

In practice, we ~ant t~ gene~te a set ~ sy~thesis epochs t,.{j] given a target pitch period 
P,(t). If the desired pitch penod ~ (1) - P 1s constant, then the synthesis epochs are given 

by t,UJ == jP. . d . h . d p ( ) . f . 
In general the deme p1tc peno , t 1s a unction of time. Intuitively, we could 

compute t,[J + I] in terms of lhe previous epoch tJj] and the pitch period at that time: 

t1[j+l]-1,[J] = P.(tslJ]) (16.14) 

!hough this is an approximation, which happens to work well if ~.(t) changes slowly over 
1ime. 

Now we derive an exact equation, which also can help us understand pitch-scale and 
time-scale modifications of the next few sections. Epoch t,[J + 1] can be computed so that 
the distance between adjacent epochs t,[J + l]-tsfj] equals the average pitch period in the 
region t,[j] ~ t < t,[J + l] between them (see Figure 16.11). This can be done by the follow­
ing expression 

1 I I ·+11 
[ • I] [ ·1 ---f.' 1 P ( )d ts J + - t, J = [ . l] [ .] I ·1 ., I I 

1. J + -t. J ,, J 

(16.15) 

P,(t) 

t,[2]-t.[1] 

I,,,. .., I 

t 
► 

t.,[OJ I I t, [l] I '·· r21 
Figu~e 16.U The desired pitch period p (t) is a linearly increasing function of time such that 
!he Pitch period is doubled by the end ~f the segment. The four synthesis epochs t,[j] are 
~:em:uted to ~atisfy Eq. (16.15). In particular, t,[2] is computed su~h that t,[2]-t,[1] e~ua~s 

verage pitch period in that region. Note that the growing spacing between epochs indi­
cates that • h . pitc ts growing over time. 
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. f 1 "der the case of p (t) being linear with tin that interval: It 1s use u to cons1 s 

P, (t) =P, (t,[J])+b(t-tJJ]) 

so that the integral in Eq. (16.15) is given by 

,,,{j+IJ P (t)dt = o. [P(t,[i]) +b 
81

] 
Jr,[)) I J • 2 _ 

where we have defined o 1 as 

Inserting Eqs. (16.17) and (16.18) into Eq. (16.15), we obtain 

0 o1 = P(t,[i])+b-f 

which, using Eq. (16.18), gives a solution for epoch t,[J + I] as 

t [ ·+1)-1 [ ·1= o. = P,(t.[j]) 
,] ,] 1 (l-b/2) 

(16.16) 

(16.17) 

(16.18) 

(16.19) 

(16.20) 

from the previous epoch t,[J], the target pitch at that epoch .P,(t,[J]), and the slope b. We 
see that Eq. (16.14) is a good approximation to Eq. (16.20) if the slope b is small. 

Evaluating Eq. (16.16) for t,[J+l] results in an expression for P,(t
1
[j+l]) 

P, (t,[j + 1]) = P, (t,[j]) +b (1.[j + 1]-t,[J]) (16.21) 

Equations (16.20) and (16.21) can be used iteratively. It is important to note that Eq. (16.20) 
requires b < 2 in order to obtain meaningful results, which fortunately is always the case in 
practice. 

When synthesizing excitations for speech synthesis, it is convenient to specify the syn­
thesis pitch period P, (t) as a piecewise linear function of time. In this case, Eq. (16.20) is 
still valid as long as t,[J + 1] falls within the same linear segment. Otherwise, the integral in 
Eq. (16.17) has two components, and a second-order equation needs to be solved to obtain 
t,[J+l]. 
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16.4,5, Pitch-Scale Modification Epoch Calculation 
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etimes, instead of generating an epoch sequence given by a function p (t) we want to 
som f 1· · .,, 
modify the e_p~ch _sequenc~ o _ an ana y_s1~ signal wi_th epochs f

0
[i] by changing its pitch 

.1 maintamrng its duration intact. Tius 1s called pitch-scale modification. To obtain the 
wht e • h l t' rresponding synthesis epoc s, e s assume that the pitch period p (t) of the analysis 
co 'orm at time t is constant and equals the difference between both ep

0 

ochs wave,, 

P,,(t) = tafi + 1]-tJi] (16.22) 

5 seen in Figure 16.12. • 
a The pitch period of the synthesis wavefonn P.(t) at the same time t now falls in be-
tween epochs j and j + l 

t,[j] SI< I,[}+ 1] (16.23) 

with r,[j] being the time instant of the j epoch of the synthesis wavefonn. Now, let's define 
a relationship between analysis and synthesis pitch periods 

P, (t) = fJ (t)P,, (t) (16.24) 

where ~(/) reflects the pitch-scale modification factor, which, in general, is a function of 
time. Following the derivation in Section 16.4.4, we compute the synthesis epoch t,[j + l] 
so that 

1 J.',[/+I] I • + I - t • = I P I dt ,[J ] ,[J] t,[J + l]-t,[J] 1,u1 /3() ,.() (16.25) 

which reflects the fact that the synthesis pitch period at time t is the average pitch period of 
the analysis wavefonn times the pitch-scale modification factor. Since /3(t)P,, (t) is piece­
wise linear, we can use the results of Section 16.4.4 to solve for t,[J + 1] . In general, it 
needs to be solved recursively, which results in a second-order equation if /J(t) is a constant 
or a linear function oft. 

Pa(I) 

tJi + 1]-t,.[i] -----------....------, 

la[i]-t.,[i-1] -----t-
1 
----1 

t 

Figure 16.12 Pitch period of the analysis waveform as a function of time. It is a piecewise 
constani function of time. 
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16.4.6. Time-Scale Modification Epoch Calculation 

Time-scale modification of speech involves changing the duration of a speech segment 
while maintaining its pitch intact. This can be realized by defining a mapping t., = D(tn), a 
time-warping function, between the original signal and the modified signal. It is useful to 
define the duration modification rate a(t) from which the mapping function can be derived: 

D(t) = J: a(1:)d1: (16.26) 

Let's now assume that the duration modification rate a(t) = a is constant, so that the 
mapping D(t) in Eq. (16.26) is linear. If a> 1, we are slowing down the speech, whereas if 
a< 1 , we are speeding it up. Let's consider time t in between epochs i and i + 1 so that 
t,,[il ~ t < tJi + 11 : 

D(tal0])=0 

D(t) = D(t0 [i]) +a(t-tJi]) 
(16.27) 

So that the relationship between analysis and synthesis pitch periods is given by 

P. (D(t)) = P,, (I) (16.28) 

To solve this it is useful to define a stream of virtual time instants t' [j] in the analysis 
• Q 

signal related to the synthesis time instants by 

t,[j] = D(([j]) =a( [J] (16.29) 

as shown in Figure 16.13. 

Now we try to determine t.[j + 1] such that t [j + 1]-t [j] is equal to the average 
pitch period in the original time signal between /~ [j] ; nd ,;, [.j +• l]: 

t["+l] - t[ "]- I f'; IJ+IJ 
• J ·' J - t'[. I] '[ ·1 . P,,(l)dt (16.30) 

0 J+ - /0 J 1.111 

which, using Eq. (I 6.29), results in 

I [ • + 11 f [ ·1 - Cl J,1, (/+l )ta , J - s J - . P (t)dt 
t,[J + I]- tJjl r,[/)t a 11 (16.31) 

which again results in a second-order equation if p (t) 1•5 
• • 1· · 

n p1ecew1se constant or mear m t. 
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D(t) 
t.[3] --------------
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tJl] 

tJO] 

t.[2]-t,[I] 

t;[2] t;[3] 
I I 
I __..J 

--------b.:.---~-~-=--~,}u----- : 
~ : 

• . J I 
I I 
l I 
' ' 

t 

Figure 16.13 Time-scale modification of speech. The five analysis epochs tJi] are shown in 
the x-axis and the four synthesis epochs t, [i] in the ordinate. Duration is shortened by 25% 
while maintaining the same pitch period. The corresponding virtual analysis epochs tJi] are 
obtained through the mapping D(t), a linear transfonnation with a= 0.75 . 

16.4.7. Pitch-Scale Time-Scale Epoch Calculation 
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The case of both pitch-scale and time-scale modification results in a combination of Eqs. 
(16.25) and (16.31 ): 

ts[j + I] - I [j] = a r'• (/+IJ/o /3 (t)P,, (t)dt 
• t_,[j+I]-t,[j]Jr,u11a 

(16.32) 

Which again results in a second-order equation if f3 (t)P,, (t) is piecewise constant or linear in t. 

16•4•8• Waveform Mapping 

ih~ synthesis pitch waveforms can be computed through linear interpolation. Suppose that 
t[z]<t'[·] 
• - a J <t0 [i+I], then y

1
[n] is given by 
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where yi is given by 

t;(j]-t.,[i] 
Yi= tJi+I]-t.,[i] 

Speech Synthesis 

(16.33) 

(16.34) 

Using this interpolation for voiced sounds results in smooth speech. For unvoiced 
speech, this interpolation results in a decrease of the amount of aspiration. Since smoothness 
is not a problem in those cases, the interpolation formula above is not used for unvoiced 
frames. A simplification of this linear interpolation consists of rounding r1 to O or 1 and, 

thus, selecting the closest frame. 

16.4.9. Epoch Detection 

In the PS OLA approach, the analysis epochs t0 [i] were assumed known. In practice this is 
not the case and we need to estimate them from the speech signal. There can be errors if the 
pitch period is not correctly estimated, which results in a rough, noisy voice quality. But 
estimating the epochs is not a trivial task, and this is the most sensitive part of achieving 
prosody modification in PSOLA. 

Most pitch trackers attempt to determine F0 and not the epochs. From the t0 [i] se­
quence it is easy to determine the pitch, since P(t) = tJi + 1]-t.,[i] for tali]< t < t.,[i +I]. 
But from the pitch P(t) the epoch placement is not uniquely determined, since the time ori­
gin is unspecified. 

Common pitch tracking errors, such as pitch doubling, pitch halving, or errors in 
voiced/unvoiced decisions, result in rough speech. While manual pitch marking can result in 
accurate pitch marks, it is time consuming and error prone as well, so automatic methods 
have received a great deal of attention. 

A method that attains very high accuracy has been proposed through the use of an 
electroglottograph (EGG) [32]. It consists of a pair of electrodes strapped around the neck at 
both sides of the larynx that measures the impedance of the larynx. Such a device, also 
called laryngograph, delivers a periodic signal when the vocal cords are vibrating and no 
signal otherwise. The pitch shape of a laryngograph signal is fairly stationary, which makes 
it relatively easy to determine the epochs from it (see Figure 16.14). 

High-quality epoch extraction can be achieved by performing peak picking on the de­
rivative of the laryngograph signal. Often, the derivative operation is accomplished by a 
first-order preemphasis filter H[z] =l-az-1 , with a being close to 1 (0.95 is a good 
choice). 

In practice, the signal is preprocessed to filter out the low frequencies (lower than 100 
Hz) and high frequencies (higher than 4 kHz). This can be done with rectangular window 
fi1ters that are quite efficient and easy to implement. There is a significant amount of energy 
outside this band that does not contribute to epoch detection, yet it can complicate the proc­
ess, as can be seen in Figure 16.14, so this bandpass filtering is quite important. 
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Figure 16.14 Speech signal, laryngograph signal, and its corresponding epochs. 
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The preemphasized signal exhibits peaks that are found by thresholding. The quality 
of this epoch detector has been evaluated on recordings from two female and four male 
speakers, and the voiced/unvoiced decision errors are lower than 1 %. This is definitely ac­
ceptable for our prosody-modification algorithms. The quality of prosody modification with 
the epochs computed by this method can vastly exceed the quality achieved when standard 
pitch trackers (as described in Chapter 6) are used on the original speech signal [2]. 

16.4.10. Problems with PSOLA 

The PSOLA approach is very effective in changing the pitch and duration of a speech seg­
ment if the epochs are determined accurately. Even assuming there are no pitch tracking 
errors, there can be problems when concatenating different segments: 

• Phase mismatches. Even if the pitch period is accurately estimated, mis­
matches in the positioning of Lhe epochs in the analysis signal can cause 
glitches in the output, as can be seen in Figure I 6.15. The MB ROLA [ 15) 
technique, an attempt to overcome phase mismatches, uses the time-domain 
PSOLA method for prosody modification, but the pitch cycles have been pre­
processed so that they have a fixed phase. The advantage is that the spectral 
smoothing can be done by directly interpolating the pitch cycles in the time 
domain without adding any extra complexity. Since MBROLA sets the phase 
1~ a constant, the algorithm is more robust to phase errors jn the epoch d~tec­
tio~. Unfortunately, setting Lhe phases constant incurs the added perceived 
noise described before. 
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Figure 16.15 Phase mismatches in unit concatenation. Wavefonns are identical, but windows 
are not centered on tbe same relative positions within periods. 

• Pitch mismatches. These occur even if there are no pitch or phase errors dur­
ing the analysis phase. As shown in Section 16.4.3, if two speech segments 
have the same spectral envelope but different pitch, the estimated spectral en­
velopes are not the same, and, thus, a discontinuity occurs (see Figure 16.16). 
In addition, pitch and timbre are not independent. Even when producing the 
same sound in the same phonetic context, a vastly different pitch will likely 
result in a different spectral envelope. This effect is particularly accentuated 
in the case of opera singers, who move their formants around somewhat so 
that the harmonics fall near the fonnant values and thus produce higher out­
put. 

• Amplitude mismatch. A mismatch in amplitude across different units can be 
corrected with an appropriate amplification, but it is not straightforward to 
compute such a factor. More importantly, the timbre of the sound will likely 
change with different levels of loudness. 

• Buzzy voiced fricatives. The PSOLA approach doesn' t handle well voiced 
fricatives that are stretched considerably because of added buzziness (repeat­
ing frames induces periodicity at the high frequency that wasn't present in the 
original signal) or attenuation of the aspirated component (if frames are inter­
polated). 
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Figure 16.16 Pitch mismatches in unit concatenation. Two synthetic vowels were _generated 

with a pitch of 138 Hz (top) and 197 Hz (middle) and exactly the same transfer ~ncuon. There 
is no pitch tracking error, and windows are positioned coherently (no phase mismatch). The 

pitch of the second wave is changed through PSOLA to match the pitch of the first wave. 
There is a discontinuity in the resulting waveform and its spectrum (see Section 16.4.3), which 
is an anifact of the way the PSOLA approach estimates the spectral envelope. 
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16.5. SOURCE-FILTER MODELS FOR PROSODY MODIFICATION 

The largest problem in concatenative synthesis occurs because of spectral discontinuities at 
unit boundaries. The methods described in Section 16.3 significantly reduce this problem 
but do not eliminate it. While PSOLA can do high-quality prosody modification on speech 

segments, it doesn't address these spectral discontinuities occurring at unit boundaries. It 

;
00

•
1
~ be useful to come up with a technique that allows us to smooth these spectral discon­

:"1°1 ui~s. In addition, PSOLA introduces buzziness for overstretched voiced fricatives. In the 
io owing se t' . 
th c ions we descnbe a number of techniques that have been proposed to cope with 

ese problems and that are based on source-filter models. 
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The use of source-filter models allow us to modify the source and filter separately and 
thus maintain more control over the resulting synthesized signal. In Section 16.5.1 we study 
an extension of PSOLA that allows filter modification as well for smoothing purposes. Sec­
tion 16.5.2 describes mixed excitation models that also allow for improved voiced fricatives. 
Finally, Section 16.5.3 studies a number of voice effects that can be achieved with a source­

tilter model. 

16.5.1. • Prosody Modification of the LPC Residual 

A method known as LP-PSOLA that has been proposed to allow smoothing in the spectral 
domain is to do PSOLA on LPC residual. This approach, thus, implicitly uses the LPC spec­
trum as the spectral envelope instead of the spectral envelope interpolated from the harmon­
ics (see Section 16.4.3) when doing F0 modification. If the LPC spectrum is a better fit to 
the spectral envelope, this approach should reduce the spectral discontinuities due to differ­
ent pitch values at the unit boundaries. LP-PSOLA reduces the bandwidth widening. In prac­
tice, however, this hasn't proven to offer a significant improvement in quality, possibly 
because the spectral discontinuities due to coarticulation dominate the overall quality. 

The main advantage of this approach is that it allows us to smooth the LPC parameters 
around a unit boundary and thus obtain smoother speech. Since smoothing the LPC parame­
ters directly may lead to unstable frames, other equivalent representations, such as line spec­
tral frequencies, reflection coefficients, log-area ratios, or autocorrelation coefficients, are 
used instead. The use of a long window for smoothing may blur sharp spectral changes that 
occur in natural speech. In practice, a window of 2~50 ms centered around the boundary 
has been proven useful. 

While time-domain PSOLA has low computational complexity, its use in a concatena­
tive speech synthesizer generally requires a large acoustic inventory. In some applications 
this is unacceptable, and it needs to be compressed using any of the coding techniques de­
scribed in Chapter 7. You need to keep in mind that to use such encoders you need to store 
the coder's memory so that the first frame of the unit can be accurately encoded. The com­
bined decompression and prosody modification is not as computationally efficient as time­
domain PSOLA alone, so that the LP-PSOLA approach may offer an effective tradeoff, 
given that many speech coders encode the LPC parameters anyway. 

16.5.2. Mixed Excitation Models 

The block diagram of PSOLA shown in Figure 16. IO for voiced sounds also works for un­
voic~d ~ou~ds by ch~osing arbitrary epochs. The time-varying filter of Figure I 6. IO can be 
kept m its t1me-doma1_n_form or in the frequency domain X,[k] by taking the FFT of x,[n] . 

It has bee? ~mpmca1ly shown that for unvoiced frames, the phase of XifkJ is unimpor­
tant as long as it ts rando~. Thus, we can pass white noise through a filter with magnitude 
r~sp~nse IX,[k~I an_d obtam perceptually indistinguishable results. This reduced representa­
tion 1s shown m Figure 16.17. Moreover, it has been shown that the magnitude spectrum 
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need to be encoded accurately, because it doesn't affect the h . 
does not 'th h' synt es1zed sp h 

I P
otential problem w1 t 1s model occurs when voiced frames . eec . 

fhe on Y . are incorrectly clas-
•fied as unvoiced. . . 

s1 •-'aintaining the phase of X,[k] ts perceptually important for voiced sound If .. 
1vi . • h s. 1t 1s set 

0 audible d1storuons appear: t e reconstructed speech exhibits a noisy q 1. 10 O, tW ua 1ty, and 
. d fricatives sound buzzy. 

voice The perceived noise may come from the fact that a listener who hears a formant, be-

f ]·ts amplitude spectrum, also expects the 180° phase shift associated with a com 1 cause o . p ex. 
le. In fact, it is not the ?bsolute ph~se, but the fac~ that 1f the fonnant frequency/bandwidth 

poh es with time, there 1s a phase difference over time. If such a phase is not present, scene 
c ang d. h h' • Th' " Iysis done in the au 1tory system may mate t 1s to noise. 1s euect can be greatly at-
anauated if the phase of the residual in LP-PSOLA is set to 0, possibly because the LPC co-
ten d d h • fi • fficients carry most of the nee e p ase m onnat.Ion. 
e The buzziness in voiced fricatives is the result of setting phase coherence not only at 
low frequencies but also at high frequencies, where the aspiration component dominates. 
This is the result of treating the signal as voiced, when it has both a voiced and an unvoiced 
component. In fact, most voiced sounds contain some aperiodic component, particularly at 
high frequencies. The amount of aspiration present in a sound is called breathiness. Female 
speech tends to be more breathy than male speech [29] . Mixed-excitation models, such as 
those in Figure 16. I 8, are then proposed to more accurately represent speech. 

Such a model is very similar to the waveform-interpolation coding approach of Chap­
ter 7, and, hence, we can leverage much of what was described there regarding the estima­
tion of :c;[n] and x;[n]. This approach allows us to integrate compression with prosody 
modification. 

The harmonic-plus-noise [50] model decomposes the speech signal s(t) as a sum of a 
random component s, (t) and a harmonic component s P (t) 

s(t) = s, (I)+ s p(t) (16.35) 

where s/t) uses the sinusoidal model described in Chapter 7: 

K(t ) 

sp(t) = L, Ak (t)cos(k8(t) + </>k (I)) ( 16.36) 
hi 

Figure 16 17 s . . • • · va . • peech synthesis model with white noise or an impulse tram dnvmg a t1me-
ry1ng filter. 
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I I 

Figure 16.18 Mixed excitation model for speech synthesis. 

where A* (t) and 'Pt (1) are the amplitude and phase at time t of the kth harmonic, and 0(t) 

is given by 

(16.37) 

16.5.3. Voice Effects 

One advantage of using a spectral representation like those described in this section is that 
several voice effects can be achieved relatively easily, such as whisper, voice conversion, 
and echo/reverberation. 

A whispering effect can be achieved by replacing the voiced component by random 
noise. Since the power spectrum of the voiced signal is a combination of the vocal tract and 
the glottal pulse, we would need to remove the spectral roll-off of the glottal pulse. This 
means that the power spectrum of the noise has to be high-pass in nature. Using white noise 
results in unnatural speech. 

Voice conversion can be accomplished by altering the power spectrum [6, 28]. A 
warping transformation of the frequency scale can be achieved by shifting the LSF or the 
LPC roots, if using an LPC approach, or a warping curve if using an FFf representation. 

Adding a controlled number of delayed and attenuated echoes can enhance an other­
wise dry signal. If the delay is longer, it can simulate the room acoustics of a large hall. 

16.6. EVALUATIONOFTTS SYSTEMS 

How do we determine whether one TIS system is better than another? Being able to evalu­
ate TIS systems allows a customer to select the best system for his or her app1ication. TIS 
evaluation is also important for developers of such systems to set some numerical goals in 
their design. As in any evaluation, we need to define a metric, which generally is dependent 
on the particular application for which the customer wants the ITS system. Such a metric 
consists of one or several variables of a system that are measured. Gibbon et al. [I 9] present 
a good summary of techniques used in evaluation of ITS systems. 



Here W
e present a taxonomy of a TIS evaluation: 

• Glass-box ,·s. b!ack-box evaluation. There are two types of evaluation of TIS 
systems according to whether we evaluate the whole system or just one of its 
components: black-box and glass-box. A black-box evaluation treats the TIS 
system as a black box and evaluates the system in th~ context of a real-world 
application. Thus. a system _may d? very v.:ell ~n a flight reservation applica­
tion but poorly on an e-mml readmg appltcat1on. In a glass-box evaluation, 
we attempt to obtain diagnostics by evaluating the different components that 
make up a TTS system. 

• Laboratory vs. field. We can also conduct the study in a laboratory or in the 
field. While the fonner is generally easier to do, the latter is generally more 
accurate. 

• Symbolic vs. acoustic level. In general, TIS evaluation is normally done by 
analyzing the output waveform, the so-called acoustic level. Glass-box 
evaluation at the symbolic level is useful for the text analysis and phonetic 
module, for example. 

• Human vs. automated. There are two fundamentally distinct ways of evaluat­
ing speech synthesizers, according to how a given attribute of the system is 
estimated. One is to use human subjects; the other to automate the evaluation 
process. Both types have some issues in common and a number of dimen­
sions of systematic variation. But the fundamental distinction is one of cost. 
In system development, and particularly in research on high-quality systems, 
it can be prohibitively expensive to run continuously a collection of human 
assessments of every algorithmic change or idea. Though human-subject 
checkpoints are needed throughout the development process, human testing is 
of greatest importance for the integrated, functionally complete system in the 
target field setting. At all earlier stages of development, automated testing 
should be substituted for human-subject testing wherever possible. The hope 
is that someday TTS research can be conducted as ASR research is today: al­
gorithms are checked for accuracy or perfonnance improvements automati­
cally in the lab, while human subjects are mainly used when the final 
integrated system is deployed for field testing. This allows for rapid progress 
in the basic algorithms contributing to accuracy on any given dimension. 

• Judgment vs. functional testing. Judgment tests are those that measure the 
TI'S system in the context of the application where it is used, such as what 
percentage of the time users hang up an IVR system. System A may be more 
appr?priate than system B for a banking application where most of the speech 
cons_ists of numerical values, and system B may be better than system A for 
reading e-mail over the phone. Nonetheless, it is useful to use functional tests 
that measure task-independent variables of a TIS system, since such tests al­
low an easier comparison among different systems, albei_t a nonoptimal one. 
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Since a human listener is the consumer of a TIS system, tests have been de­
signed to detennine the following characteristics of synthesized speech: intel­
ligibility, overall quality, naturalness, suitability for a given task, and 
pleasantness. In addition, testing has been used for rankin~ and comp?1"in~ a 
number of competing speech synthesizers, and for companng synthetic with 
natural speech. 

• Global vs. analytic assessment. The tests can measure such global aspects as 
overall quality, naturalness, and acceptability. Analytic tests can measure the 
rate, the clarity of vowels and consonants, the appropriateness of stresses and 
accents, pleasantness of voice quality, and tempo. Functional tests have been 
designed to test the intelligibility of individual sounds (phoneme monitoring), 
of combinations of sounds (syllable monitoring), and of whole words (word 
monitoring) in isolation as well as in various types of context. 

It should be noted that all the above tests focus on segments, words, and sentences. 
This is a historical artifact, and as the field evolves, we should see an emphasis on testing of 
higher-order units. The diagnostic categories mentioned above can be used as a basis for 
developing tests of systems that take other structure into account. Such systems might in­
clude document-to-speech, concept-to-speech, and simulated conversation or dialog. A good 
system will reflect document and paragraph structure in the pausing and rhythm. Concept­
to-speech systems claim to bring fuller knowledge of the intended use of infonnation to bear 
in message generation and synthesis. Simulated dialog systems, or human-computer dialog 
systems, have to mimic a more spontaneous style, which is a subtle quality to evaluate. The 
tricky issue with higher-order units is the difficulty of simple choice or transcription­
oriented measures. To develop tests of higher-order synthesizers, the word and sentence 
metrics can be applied to components and the overall system until reasonable intelligibility 
can be verified. Then tests of the special issues raised by higher-order systems can be con­
ducted. Appropriate measures might be MOS overall ratings, preference between systems, 
summarization/gist transcription with subjective scoring, and task-based measures such as 
following directions. With task-based testing of higher-order units, both the correctness of 
direction-following and the time to completion, an indirect measure of intelligibility, pleas­
antness, and fatigue, can be recorded. 

Furthennore, speech perception is not simply auditory. As discussed in Chapter 2, the 
McGurk effect [36) shows that perception of a speech sound is heavily influenced by visual 
cues. Synthetic speech is thus perceived with higher quality when a talking head is added as 
a visual cue [9, I 8]. 

~lass-box evaluation of the text analysis and phonetic analysis modules, requiring 
evaluauon at the symbolic level, is done in Chapter 14. A glass-box evaluation of the pros­
ody modul~ is presented in Chapter 15. In this section we include glass-box evaluation of 
the synthesis module, as well as a black-box evaluation of the whole system. 
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16,6.1, Intelligibility Tests 

A critical measurement of a TIS system is whet~er or not human listeners can understand 
the text read by the syst~m. Te~ts that measure this are called intelligibility tests. In this sec­
. we describe the Diagnostic Rhyme Test, the Modified Rhyme Test the Phonet·1call 

non H k" S • S ' y Balanced word list test, the as ms yntactic entence Test, and the Semantically Unpre-
dictable Sentence Test. The firs~ three were described in a procedure approved by the 
American National Standards Institute [5]. 

Among the best known and most mature of these tests is the Diagnostic Rhyme Test 
(DRD proposed by Voi~rs [5~],_ ~hich provides for diagnostic an~ comparative evaluation 
of the intelligibility of single m1t1al consonants. The test runs twice through the list of 96 
rhyming pairs shown in Table 16.13. The test co~sis~ of identi_fication choice between two 
alternative English (or target-language) words, dtffenng by a smgle phonetic feature in the 
initial consonant. For English the test includes contrasts among easily confusable paired 
consonant sounds such as veal/feel, meat/beat, fence/pence, cheep/keep, weed/reed, and 
hit/fit. In the test, both veal and feel are presented with the response alternatives veal and 
feel. Six contrasts are represented, namely voicing, nasality, sustention, sibilation, graveness, 
and compactness. Each contrast is included 32 times in the test, combined with 8 different 
vowels. The percentage of right answers is used as an indicator of speech synthesizer intell i­
gibility. The tests use a minimum of five talkers and five listeners; larger subject groups 
reduce the margin of error. Even for high-quality speech coders, 100% correct responses are 
rarely achieved, so synthesizer results should be interpreted generously. 

Table 16.13 The J 92 stimulus words of lhe Diagnostic Rhyme Test (DRn. 

Voicing Nasality Sustenation Sibilation Graveness Compactness 

veal feel meat beat vee bee zee thee weed reed yield wield 
bean peen need deed sheet cheat cheep keep peak teak key tea 
gin chin mitt bit viii bill jilt gilt bid did hit fit 
dint lint nip dip thick lick sing thing fin thin gill dill 
zoo sue moot boot foo pooh juice goose moon noon coop poop 
dune tune news dues shoes choose chew coo pool tool you rue 
vole foal moan bone lhose doze joe go bowl dole ghost boast 
~at coat note dote though dough sole thole fore thor show so 
zed said mend bend then den jest guest met net keg peg 
~nse tense neck deck fence pence chair care pent tent yen wren 
!_ast fast mad bad than dan jab gab bank dank gat bat 
!~ calf nab dab shad chad sank thank fad thad shag sag 
~ fault moss boss thong tong jaws gauze fought thought yawl wall 
daunt launt gnaw daw shaw chaw thaw bong dong caught thought -:----=-- saw 
ock chock mom bomb von bon jot got wad rod hop fop 
~nd- pond --- knock dock vox box chop cop pot tot got dot 



838 
Speech Synthesis 

A variant of this is the Modified Rhyme Test (MRT) proposed by House [22), which 
aJso uses a 300-entry word list for subjective intelligibility testing. The modified Rhyme 
Test (shown in Table 16.14) uses 50 six-word lists of rhyming or similar-sounding monosyl­
labic English words, e.g., went, sent, bent, dent, tent, rem. Each word is basically Conso­
nant-Vowel-Consonant (with a few consonant clusters), and the six words in each list differ 
only in the initial or final consonant sound(s). Listeners are asked to identify which of the 
words was spoken by the synthesizer (closed response), or in some cases to enter any word 
they thought they heard (open response). A carrier sentence, such as "Would you write <test 
word> now," is usually used for greater naturalness in stimulus presentation. Listener re­
sponses can be scored as the number of words heard correctly; or the frequency of confu­
sions of particular consonant sounds. This can be viewed as intelligibility of the synthesizer. 

Though this is a nice isolation of one property, and as such is particularly appropriate 
for diagnostic use, it is not intended to substitute for fuller evaluation under more realistic 
listening conditions involving whole sentences. Segmental intelligibility is somewhat over­
estimated in these tests, because all the alternatives are real words and the subjects can ad­
just their perception to match the closest word. A typical human voice gives an MRT score 
of about 99%, with that of TIS systems generally ranging from 70% to 95%. 

Table 16.14 The 300 stimulus words of the Modified Rhyme Test (MRT). 

went sent bent dent tent rent same name eame tame came fame 
hold cold told fold sold l!Old peel reel feel eel keel heel 
!oat oad oan oath oack cass hark dark mark bark oark lark 
lane lay late lake lace lame heave hear heat heal heap heath 
kit bit fit hit wit sit CUD cut cud cuff cuss cud 
must bust l?USt rust dust iust thaw law raw paw iaw saw 
teak team teal teach tear tease oen hen men then den ten 
din dill dim die dip did puff puck nub PUS DUD pun 
bed led fed red wed shed bean beach beat beak bead beam 
pin sin tin fin din win heat neat feat seat meat beat 
dug dun!! duck dud dub dun dio sio hip tip lip rio 
sum sun sune sup sub sud kill kin kit kick kin2 kid 
seep seen seethe seek seem seed hang sanl! bang rang fan2 gan2 
not tot e:ot oot hot lot took cook look hook shook book 
vest test rest best west nest mass math mao mat man mad 
pi~ pill oin oio oil oick ray raze rate rave rake race 
back bath bad bass bat ban save same sale sane sake safe 
way may sav pav dav uav fill kill will hill till bill 
pig bi2 die: wig ril? fig sill sick sip sine sit sin 
'pale oace oaee pane pay oave bale 2ale sale tale oale male 
cane case caoe cake came cave wick sick kick 
shoo moo cop 

lick oick tick 
too hoo DOD oeace oeas oeak peach oeat peal 

coil oil soil toil boil foil bun bus but bug buck buff 
tan tang tao tack tam tab sa2 
fit fib fizz fill 

sat sass sack sad sao 
fig fin fun sun bun gun run nun 
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The set of twenty phonetically balanced (PB) word lists was d 
1 

. 
d 'd 1 • . eve oped during World 

II and has been use very wt e y since then m subjective intelrig·b·i· . 
War . c . • . 1 1 1ty testing. In Table 

15 we include tbe first 1our PB wo1d hsts (20]. The words in each 1. . . 
16. ·h • ·h 1• . . , 1st are p1esented m a 

random order eac tune t e 1st 1s used, each spoken in the saille . ne\\', . . . • . . . earner sentence. The 
PB l·ntellioibihty test requires more trammg of listeners and talkers tha 

1 
ti 1. . 

~ . . . . 1 o 1er Sll )Ject1ve 
IS and is particularly sens1t1ve lo SNR: a relatively small change causes a lar 1 . 1es . • ge c 1ange m 

tlie intelligibility score. . . 
Tests using the Haskms Syntactic Se11tences [40] go somewhat farther toward more re­

alistic and holistic sti1~ul~. This test set consists of l 00 semantically unpredictable sentences 
of the form The <~d1ectn·e> <Noun]> < Verb> the <Nowz2>, such as "The old farm cost 
Jhe blood," using h1g~-fr~quency words_- Compared with the rhyme tests, contextual predict­
ability based on meaning is largely lacking. the longer speech streams are more realistic, and 
more coarticulation is present. Intelligibility is indicated by percentage of words correct. 

Another test minimizing predictability is Semantically Unpredictable Sentences [23], 
with 1est sets for Dutch, English, French, Gennan, Italian, and Swedish. A short template of 
syntactic categories provides a frame, into which words are randomly slotted from the lexi­
con. For example, the template <Subject> <Verb> <Adverbial> might appear as "The chair 
ate through the green honesty." Fifty sentences (10 per syntactic template) are considered 
adequate to test a synthesizer. Open transcription is requested, and semences correct is used 
to score a synthesizer's intelligibility. Other such tests exist, and some include systematic 
variation of prosody on particular words or phrases as well. 

The Harvard Psychoacoustic Sentences [ I 6] is a set of l 00 meaningful, syntactically 
varied, phonetically balanced sentences, such as "Add snit before youfry the egg," requiring 
an open response idem(fication, instead of a multiple-choice test. 

Table 16.15 Phonetically balanced word lists. 

List I are, bad, bar, bask, box, cane, cleanse, clove. crash, creed, death, deed, dike, dish, 
end, feast, fem, folk, ford, fraud, fuss, grove, heap, hid, hive, hunt, is, .mang~, no. 
nook, not, pan, pants, pest, pile, plush, rag, rat, ride, rise, rub, slip, smile, stnfe, 
such, then, there, toe, use, wheat 

List 2 awe bait bean blush bought, bounce, bud, charge, cloud. corpse, dab, earl, ~lse, 
' ' • ' · · • • . b d niece fate, five, frog , gill, gloss. hire, hit, hock, JOb, log, moose, mute, na , nee , , 

nut, our, perk, pick, pit, quart. rap. rib. scythe, shoe, sludge, snuff, star!, suck, ran, 
tang. them, trash, vamp, vast, ways. wish 

List 3 ache, air, bald, barb, head, cape, cast, check, class, crave, crime, ~eek, dig. dill, . 
drop fame far fig flush gnaw, hurl, jam, Jaw, leave, lush, muck, neck, nest,_ oak, 

' ' • ' ' • • sob sped stag Lake, thrash, tml, path, please, pulse, rate, rouse, shout, sit, size, • • , • 
~ trip, turf, vow, wedge, wharf, who, why 

List4 bath beast bee blonde budge. bus, bush, cloak, course, courI, dodge. dupe, e~i, 

I fi, fl • f. I ,• h heed hiss hot how kite, merge, lush. neat, new, mis, 
ee, 10, oat, rown, 1a c , • • • ' d ·h· k t 

k · h d e rack rave raw rut, sage, scab, she , s in, s etc 1, or, pee , pert, pmc , po , rac , , • • 

- slap, sour, starve, strap, test, tick, touch 
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16.6.2. Overall Quality Tests 

While a ITS system has to be intelJigible, this does not guarantee user acceptance, because 
its quality may be far from that of a human speaker. In this section we describe the Mean 
Opinion Score and the Absolute Category Ratings. 

Human-subject judgment testing for ITS can adapt methods from speech-coding 
evaluation (see Chapter 7). With speech coders, Mean Opinion Score (MOS) is administered 
by asking IO to 30 listeners to rate several sentences of coded speech on a scale of l to 5 (I 
= Bad, 2 = Poor, 3 = Fair, 4 = Good, 5 = Excellent). The scores are averaged, resulting in an 
overall MOS rating for the coder. This kind of methodology can be applied to speech syn­
thesizers as well. Of course, as with any human subject test, it is essential to carefully design 
the listening situation and carefully select the subject population, controlling for education, 
experience, physiological disorders, dialect, etc. As with any statistically interpreted test, the 
standard analyses of score distributions, standard deviation, and confidence intervals must 
be performed. The range of quality in coder evaluations by MOS are shown in Table 16. J 6. 

Since we are making the analogy to coders, certain ironies can be noted. Note the low­
est-range descriptor for coder evaluation: synthetic. In using MOS for synthesis testing, out­
put is being evaluated by implicit reference to real human speech, and the upper range in the 
coder MOS interpretations above (3.5-4.5) is probably not applicable to the output of most 
ITS systems. Even a good TIS system might fare poorly on such a coder MOS evaluation. 
Therefore, the MOS interpretive scale, when applied to synthesis, cannot be absolute as the 
above coding-based interpretive table would imply. Furthermore, subjects participating in 
MOS-like tests of synthesizers should be made aware of the special nature of the speech 
(synthetic) and adjust their expectations accordingly. Finally, no matter how carefully the 
test is designed and administered. it is difficult to correlate, compare, and scale such meas­
ures. Nevertheless, MOS tests are perhaps suited to relative ranking of various synthesizers. 
The 1-to-5 scale is categorical. but similar judgment tests can be run in magnitude mode, 
with the strength of the quality judgment being indicated along a continuous scale, such as a 
moving slider bar. 

Table 16.16 Mean opinion score (MOS) ratings and typical interpretations. 

MOS Scores Quality Comments 

4.0-4.5 Toll/Network Near-transparent, "in-person" quality 

3.5-4.0 Communications 
Natural, highly intelligible, adequate for telecom-
munications, changes and degradation of quality 
very noticeable 

2.5-3.5 Synthetic Usually intelligible, can be unnatural, loss of speaker 
recognizability, inadequate levels of naturalness 
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Table 16.17 Listening Quality Scale. 

Quality or the Speech Score 
Excellent 5 
Good 4 
Fair 3 
Poor 2 
Bad I 

The International Teleco~municatio~ Uni~n (l'fl!) has attempted to specify some 
dards for assessing synthetic speech, mcludmg sphced digitized words and phrases 

Slfil:cally with the expectation of delivery over the phone. The Absolute Category Ratin; 
:~R) system recommended by ITU P.800 offers instructions to be given to subjects for 
making category judgments in MOS-style tests of the type discussed here. The first is the 
listening Quality Scale, shown in Table 16.17, and the second the Listening Effort Scale 
shown in Table 16.18. 

It is sometimes possible to get subjects to pay particular attention to various particular 
features of the utterance, which may be called analytic as opposed to global listening. The 
desired features generally have to be described somehow, and these descriptions can be a bit 
vague. Thus, standard measures of reliability and validity, as well as result nonnalization, 
must be applied. Typical descriptors for important factors in analytic listening might be: 
smoothness, naturalness, pleasantness, clarity, appropriateness, etc., each tied to a particu­
lar underlying target quality identified by the system designers. For example, smoothness 
might be a descriptor used when new algorithms for segment concatenation and blending are 
being evaluated in a concatenative system. Naturalness might be the quality descriptor when 
a fonnant-based system has been made more natural by incorporation of a richer glottal 
source function. Some elements of the speech can be more directly identified to the subject 
io familiar tenns. For example, pleasantness might be a way of targeting the pitch contours 
for attention, or the subject could be specifically asked to rank the pitch contours per se, in 
tenns of naturalness, pleasantness, etc. Appropriateness might be a way of getting at judg­
~ents of accentuation: e.g., a stimulus that was accented as " ... birthday PARTY" might be 
Judged less appropriate, in a neutral semantic context, than one that was perceived as " ... 
BIRTHDAYpany." But no matter how the attributes are described, in human-subject MOS­
style testing there cannot be a clear and consistent separation of effects. 

Table 16.18 Listening Effort Scale. 

Effort Required to Understand the Meanings or Sentences Score 

Complete relaxation possible; no effort required 5 
Attention necessary; no appreciable effort required 4 

Moderate effort required 3 

Considerable effort required 2 
No meaning understood with any feasible effort I 
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16.6.3. Preference Tests 

Normalized MOS scores for different TIS systems can be obtained without any direct pref­
erence judgments. If direct comparison~ are desired, especially for sy~tems that are in~or­
mally judged to be fairly close in quahty, another ITU recommendat10n, the Comparison 
Category Rating (CCR) method, may be used. In this method, listeners are pres~nted with a 
pair of speech samples on each trial. The order of the system A sy~tem B samples 1s chosen at 
random for each trial. On half of the trials, the system A sample ts followed by the system B 
sample. On the remaining trials, the order is reversed. _Listeners use the instructions _in Table 
16.19 to judge the quality of the second sample relative to that of the first. Sometimes the 
granularity can be reduced as much as simply "prefer A/prefer B." 

Assuming (A,B) is the reference presentation order, scores for the (B,A) presentations 
may be normalized by reversing their signs (e.g., -1 in B,A order becomes 1, etc.). Subse­
quently, standard statistical summarizations may be performed, like the one described in 
Chapter 3. 

Table 16.19 Preference ratings between two systems. The quality of the second utterance is 
compared to the quality of the first by means of 7 categories. Sometimes only better, same, or 
worse are used. 

3 Much Better 

2 Bener 

I Slightly Better 

0 About the Same 

-1 Slightly Worse 

-2 Worse 

-3 Much Worse 

16.6.4. Functional Tests 

Functional testing places the human subject in the position of carrying out some task related 
to, or triggered by, the speech. This can simulate a full field deployment, with a usercentric 
task, or can be more of a laboratory 1,it1Jation, with a testcentric task. In the laboratory situa­
tion, various kinds of tasks have been proposed. In analytic mode, functional testing can 
enforce isolation of the features to be attended to in the structure of the test stimuli them­
selves. This can lead to a more precise form of result than the MOS judgment approach. 
There have been a wide variety of proposals and experiments of this type. 

One of the wel1-known facts in TIS evaluation is that the quality of a system is domi~ 
nated by the quality of its worst component. While it may be argued that it is impossible to 
separate_ the effects of the front-end analysis and back-end synthesis, it is convenient to do 
so to gam a be~er understanding of each component. An attempt to study the quality of the 
sp~ech sy~t~es1s module has been done via the use of natural instead of synthetic prosody. 
This way, It is presumed that the prosody module is doing the best possible job, and that any 
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bl ..., is then due to a deficient speech synthesis. The natural pi·tch t pro e .. , . con our can be ob 
. d with a pitch tracker (or using a laryngograph signal) and the natural d . -1aine . ' urat1ons can be 
bt l

·ned either through manual segmentation or through the use of a speech . . o a . recognition 
t m used in forced-alignment mode. Plumpe and Meredith [44] conducted " sys e . . . a pre,erence 
between ongmal recordmgs and wavefonns created when one of the ,nod I f test . u es o a con-

catenative TIS system ~sed synthe~tcal!y g~nerated values instead of the natural values. The 
results indicated th~t usm~ synthetic pitch mstead. of natural pitch was the cause of largest 
degradation accordm~ to listener~, and, thus, that pitch generation was the largest bottleneck 
• the system. The pitch-generation module was followed by the spectral discontinuities at 
:e concatenation points, with duration being the least damaging. 

Some functional tests are much more creative than simple transcription, however. 
They could, in theory, border on related areas, such as memory testing, involving summariz­
ing passages, or following synthesized directions, such as a route on a map. The ultimate test 
of synthesis, in conjunction with all other language interface components, is said to be the 
Turing test [53]. In this amusing scenario, a human being is placed into conversation with a 
computational agent. represented vocally for our purposes, perhaps over the telephone. As 
Turing put it: "It is proposed that a machine may be deemed intelligent, if it can act in such a 
manner that a human cannot distinguish the machine from another human merely by asking 
questions via a mechanical link." Turing predicted that in the future "an average interrogator 
will not bave more than a 70 percent chance of making the right identification, human or 
computer on the other end, after five minutes of questioning" in this game. A little reflection 
might raise objections to this procedure as a check on speech output quality per se, since 
some highly intelligent people have speech disabilities, but the basic idea should be clear, 
and it remains a Holy Grail for the artificial intelligence field generally. Of course, no auto­
mated or laboratory test can substitute for a real-world trial with paying customers. 

16.6.5. Automated Tests 
The tests described above always involved the use of human subjects and are the best tests 
that can be used to evaluate a ITS system. Unfortunately, they are time consuming and ex­
pensive to conduct. This limits their application to an infrequent use, which can hardly have 
any diagnostic value. Automated objective tests usually involve establishing a test corpus of 
correctly tagged examples of the tested phenomena, which can be automatically checked. 
This style of testing is particularly appropriate when working wit? isolat~d compo~ents of 
the ITS system, for diagnosis or regression testing (glass-box testmg). It 1s not particularly 
productive to discuss such testing in the abstract, as the test features must closely. track each 
system's design and implementation. Nevertheless, a few typical areas for testmg can be 
~oted. In gen~ral, tests are simultaneously testing the linguis~ic model and_ content as wel_I as 

e software implementation of a system, so whenever a discrepancy anses, both possible 
sources of error must be considered. 
. Several automated tests for text analysis and letter-to-sound conversion are presented 
in Chapter 14. A number of automated tests for prosody are discussed in Chapter 15. Here 
We touch · l on automated tests for the synthesis modu e. 



844 
Speech Synthesis 

The ITU has created the P.861 proposal for estimatin~ perceptual_ scores using auto­
mated signal-based measurements. The P.861 specifies a particular technique known as Per­
ceptual Speech Quality Measurement (PSQM). In this method, for each analysis frame, 
various quantified measures based on the time signal, the power spectrum, the Bark power 
spectrum, the excitation spectrum, the compressed loudness spectrum, etc. of both the refer­
ence and the test signal can be computed. In some cases the PSQM score can be converted 
to an estimated MOS score, with interpretations similar to those of Table 16.16. At present 
such methods are limited primarily to analysis of telephone-quality speech (300-3400 Hz 
bandwidth), to be compared with closely related reference utterances. This method could 
perhaps be adapted to stand in for human judgments during system development of new 
versions of modules, say glottal source functions in a fonnant synthesizer, comparing the 
resulting synthetic speech to a standard reference system's output on a given test sample. 

16.7. HISTORICAL PERSPECTIVE AND FURTHER READING3 

In 1779 in St Petersburg, Russian Professor Christian Kratzenstein explained physiological 
differences between five long vowels (/al, le/, Iii, lo/, and lul) and made apparatus to pro­
duce them artificially. He constructed acoustic resonators similar to the human vocal tract 
and activated the resonators with vibrating reeds as in music instruments. Von Kempelen 
(1734-1804) proposed in 1791 in Vienna a mechanical speaking machine that could produce 
not just vowels but whole words and sentences (see Figure 16.19). While working with his 
speaking machine, he demonstrated a speaking chess-playing machine. Unfortunately, the 
main mechanism of the machine was a concealed, legless chess-player expert. Therefore, his 
real speaking machine was not taken as seriously as it should have been. In 1846, Joseph 
Faber developed a synthesizer, called speech organ, that had more control of pitch to the 
extent it could sing God Save the Queen in a performance in London. 

The first electrical synthesis device was introduced by Stewart in 1922 [4]. The device 
had a buzzer as excitation and two resonant circuits to model the acoustic resonances of the 
vocal tract and was able to generate single static vowel sounds with the first two formants. 
In 1932 Japanese researchers Obata and Teshima added a third fonnant for more intelligible 
vowels. 

Homer Dudley of Bell Laboratories demonstrated at the 1939 New York World's Fair 
the Voder, the first electrical speech synthesizer, which was human-controlled. The operator 
worked at a keyboard, with a wrist bar to control the voicing parameter and a pedal for pitch 
control (see Figure 16.20 and Figure 16.21 ), and it was able to synthesize continuous 
speech. ~e Pattern Playback is an early talking machine that was built by Franklin S. Coo­
per and his co!leag~es at Haskins Laboratories in the late 1940s. This device synthesized 
sound by passmg hght through spectrograms that in turn modulated an oscillator with a 
fixed F0 of 120 Hz and 50 harmonics. 

> Chapter 6 includes a historical persp ti · 
th . ec ve on representauon of speech signals that is intimately tied to speech 

syn es1s. 
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Figure 16.19 Wheatstone's reconstruction of von Kempelen·s speaking machine (14] (after 
Flanagan [17)). 

The first analog parallel fo1mant synthesizer, the Parametric Artificial Talker (PAT), 
was developed in 1953 by Waller Lawrence of the Signals Research and Development Es­
tablishment of the British Government. Gunnar Fant of the KTH in Sweden developed an 
analog cascade fonnant synthesizer, the OVE II. Both Lawrence and Fant showed in 1962 
that by manually tuning the parameters, a natural sentence could be reproduced reasonably 
faithfully. Acoustic analog synthesizers were also known as terminal analogs, resonance­
synthesizers. John Holmes tuned by hand the parameters of his fonnant synthesizer so we\\ 
that the average listener could not tell the difference between the synthesized sentence "I 
enjoy the simple Life" and the natural one [31] . 
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Figure 16.20 The Yoder developed by Homer Dudley of Bell I the voicing parame-
N y d • h wrist bar 10 contro ew ork. The operator worked at a keyboar , wit 3 

ter and a pedal for pitch control. 
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Figure 16.21 Block diagram of the Yoder by Homer Dudley, 1939 (after Flanagan [ 17]). 

The first articulatory synthesizer, the DA VO, was developed in 1958 by George Rosen 
at M.I.T. Cecil Coker designed rules to control a low-dimensionality articulatory model in 
1968. Paul Mermelstein and James Flanagan from Bell Labs also used articulatory synthesis 
in 1976. Articulatory synthesis, however, never took off, because formant synthesis was 

better understood at the time. 
The advent of the digital computer prompted John Kelly and Louis Gerstman to create 

in 1961 the first phonemic-synthesis-by-rule program. John Holmes and his colleagues Igna­
tius Mattingly and John Sheanne developed a rule program for a formant synthesizer at 
JSRU in England. The first full text-to-speech system was developed by Noriko Umeda in 
1968 at the Electrotechnical Laboratory of Japan_ It was based on an articulatory model and 
included a syntactic analysis module with sophisticated heuristics. The speech was quite 
intelligible, but monotonous and far from the quality of present systems. 

In 1976, Raymond Kurzweil developed a unique reading machine for the blind, a 
computer-based device that read printed pages aloud_ It was an 80-pound device that shot a 
beam of light across each printed page, converting the reflected light into digital data that 
was transformed by a computer into synthetic speech. It made reading of all printed material 
possible for blind people, whose reading has previously been limited to material translated 
into Braille. The work of Dennis Klatt of MIT had a large influence in the field. In I 979 
together with Jonathan Allen and Sheri Hunnicut he developed the MITn!k system. Two 
years later Klatt introduced his famous Klattalk system, which used a new sophisticated 
voicing source. 

The early 1980s marked the beginning of commercial ITS systems. The Klattalk sys­
tem was the basis of Telesensory Systems' Prose-2000 commercial TIS system in I 982. It 
also formed the basis for Digital Equipment Corporation's DECtalk commercial system in 
1983, probably the most widely used TIS system of the twentieth century. The Infovox TIS 
system: the first multilanguage formant synthesizer, was developed in Sweden by Rolf Carl­
son, BJorn Granstrom, and Sheri Hunnicutt in 1982 and it was a descendant of Gunnar 

' - 1 

Fant s O~E sy~tem. Tl!e first rntegrnted circuit for speech synthesis was probably the 
Votrax chip, which consisted of cascade formant synthesizer and simple low-pass smoothing 
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. . !n !978 Richard Gagnon introduced an inexpensive Votrax-b d T c1rcu1ts. . • . ase ype-n-Talk sys-
'fhe first work 111 concatenat1 ve speech synthesis was done in 1968 b R 

0
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1em- d. h . . . . . Y ex 1xon anc1 'd Maxev where tp ones we1e p.uametnzed wtth formant freque ,· . d 1 oav1 J' • . nc1es an t ten con-
lenated. In J 977, Joe Oltve and his colleagues at Bell Labs [ 41] concate,i·ited 1. ca · · I 198"> S · El • • • • • mear-
dJC

• ,ion diphones. n - treec ectromcs 111t1oduced the Echo S)•<tein . d' h pre . . . . . . . .., , a 1p one ron-
ca1enat1on synthes1ze1 which was based on a _newer \•e1s1on of tlte same chip as in the Speak-

-S II toy introduced by Texas Instruments m 1980. 
npe • td • · Concatenauve systems stare to gam momentum m 1985 with the development f ti 

· · h • ,. o 1e 
pSOLA prosody mod1ficat1on tee mque L))' France Telecom' s Charpentier and Mou lines. 
PSOLA increased the text coverage of concatenative systems by allowing diphones ;0 have 
their prosody modified. The hybrid Harmonic/Stochastic (HIS) model of Abrantes [I] has 
also been successfully used for prosody modification. The foundation of corpus-based con­
catena1ive systems was developed by a team of researchers at A TR in Japan in the early 
1990s [10, 27). The use of a large database of long units was also pioneered by researchers 
at AcuVoice Inc. Other corpus-based systems have made use of HMMs to automatically 
segment speech databases, as well as to serve as units in concatenative synthesis [13, 24]. 
Microsoft in1egrated a concatenative ITS {24] in Windows 2000. 

For more detailed description of speech synthesis development and history see, for ex­
ample, [31] and [ 17) and references in these. A number or audio clips are available in Klatt 
[31) showing the progress through the early years. You can hear samples at the Smith­
sonian's Speech Synthesis History Project [35]. A Web site with comparison of recent TIS 
systems can be found at [33). 
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SPOKEN LANGUAGE SYSTEMS 





CHAPTER 1 7 

Spoken Language Understanding 

Fonnal methods for describing sentences are 
discussed in Chapter 11 . While the context-free grammars and n-gram models have mathe­
matically well-understood formulations and bounded processing complexity, they are only 
partial aids in interpreting semantic meaning of the sentences. Suppose a recognizer cor­
~ectly transcribes a series of spoken words into the written form-the system still has no 
idea what to do, because there is often no direct mapping between a sequence of words (or 
the syntactic structure of the sentence) and the functions that the system provides. The prob­
!em can also be approached from the opposite direction, i.e., solving the recognition problem 
itself may require semantic analysis, or domain and language .knowledge for perplexity 
reduction. 

What is meant by meaning or understanding? We could define it operationally: under­
standing is when a computer we interact with understands our desires and deliv~rs the 
goods. Or we could define it propositionally: the computer has an accurate and unambigu_ous 
representation of who did what to whom corresponding to a real-world situation. In practtc~, 
the concept of understanding is situation dependent, and both conceptions above ~ave lbeir 
places. Meaning is often a constellation that emerges from a conversational environment. 

853 
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There are four main interacting areas in spoken language understanding (SLU) systems 
from which meaning arises: 

• Intent: goals of listener and speaker in the interaction 
• Context: the pressures, opportunities, interruptions, etc. of the interaction 

scene and communication media 
• Content: the propositional or literal content of each utterance and the dis­

course as a whole 
• Assumptions: what each participant can assume about other participants' 

mental state, abilities, limitations, etc. 

In this chapter we take a functional view of SLU systems, where the basic principle is 
to link linguistic expressions to concrete real-world entities. Currently, only with systems 
that are restricted to limited domains can understanding be attempted in practice. The do­
main restrictions allow the creation of specific, highly restricted language models and fully 
interpretable semantic descriptions that enable high accuracy and usability. Such systems are 
in contrast to speech recognition approaches that use large dictionaries, but make relatively 
loose or probabilistic predictions of word sequences for general dictation/transcription. 

The need for spoken language understanding is double-edged. We generally want 
more than a string of word choices as a system's output. Instead, we want some interpreta­
tion of the word string that helps in accomplishing complex tasks. At the same time, being 
able to determine what makes sense in context, what is more or less likely as a speaker's 
input, could make a major contribution toward improving speech recognition word accuracy 
and search efficiency. SLU systems that combine the semantic precision of grammars with 
the probabilistic coverage of statistical language models can guide recognition and simulta­
neously control interpretation. 

Figure 1.4 in Chapter 1 illustrates a basic SLU system architecture. The SLU problem 
can be broadly viewed as yet another pattern recognition problem. Namely, given a speech 
input X, the objective of the system is to arrive at actions A (including dialog messages and 
necessary operations) so that the cost of choosing A is minimized. Assuming uniform cost, 
the optimal solution, known as the maximum a posteriori (MAP) decision, can be expressed 
as 

A' = argmax P(A I x,s,,_1) 
A 

(17.1) 

where F denotes semantic interpretation of X and S,,, the discourse semantics for the nth 

dialog tum . 

. . Based on the formulation in Eq. (17.1 ), a dialog system consists of three pattern rec­
ogmt1on components: 

• Seman_tic parser-~se ~emantic model P(F I X, S,,_1) to convert X into a 
~ollect1on of semantic obJects F. This component is often further decomposed 
mto speech recognition module (converting speech signal X into textual sen-
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tence W) and sentence interpretation module (parsing . 
. . . . . sentence w mto se-

mantic obJects F). Smee the collection of semantic objects F · . h . 
tic level, it is often refe1Ted to as surface semantics. is 

10 
t e hnguis-

• Discourse analysis-use discourse model P(S IF s ) to de. . ,, • ,,_, nve new dia-
log context S11 based on the per-turn semantic parse F and the previous con-
text S

11
_, • 

• Dialog manager-iterate through the possible actions and pick the most • _ . . . sun 
able one. The qua~t1tat1ve measures governmg operations for dialog manager 
is called the behavior model, P(A IS,,). 

The pattern recognition ~ramework can be generalized to multimodal systems as well. 
For input other than speech signal, you only need to replace the input X in the semantic 
parser with input from an associated modality, e.g., X could be input from keyboard typing, 
mouse clicking, pen input, video, etc. As long as the new semantic parser (replacing speech 
recognizer and sentence interpretation modules in Figure 1.4) can convert it into appropriate 
semantic representation, the rest of the system can be identical. Similarly, for different out­
put modality, you just need to replace message generation and text-to-speech modules with 
a new rendering mechanism. 

In this chapter we first describe the characteristics of spoken languages in comparison 
with written languages. The structure of dialog is discussed in Section 17.2. Understanding 
is the most fundamental issue in the field of artificial intelligence. The kernel of understand­
ing lies on the representation of semantics (knowledge). Several state-of-the-art semantic 
representation schemes are discussed in Section 17 .3. Based on the architecture of SLU sys­
tems illustrated in Chapter I (Figure 1.4), major modules are discussed in detail, with the Dr. 
Who SLU system serving as an example to illustrate important issues. 

17.1. WRITTEN VS. SPOKEN LANGUAGES 

To construct SLU systems, we need to understand the characteristics of spoken languages. It 
is worth thinking about possible differences between spoken and written use of language 
that could be relevant to developing spoken language systems. The following is a typical 
example of two-agent, task-oriented dialog in action: 

Sys: Flight reservation service, how can I help you? 
User: One ticket to Honolulu, please 
Sys: Anchorage to Honolulu, when would you like to leave? 
User: Next Thursday 
Sys: Next Tuesday, the 30th of November; and at what time? 
User: No, Thursday, December 2nd, late in the evening, and make it first class. 
Sys: OK, December 2nd United flight 291, first class. Will you need a car or hotel? 
User: No. 
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17.1.1. Style 

In both spoken and written fonns, a communicative setting is established. Both forms in­
volve participants. In the case of written language, we nom1ally expect passivity on the part 
of the addressee(s), though with e-mail bulletin boards, Web chat rooms, and the like, this 
assumption can be challenged. The communicative event emerges from personal characteris­
tics of the participants-their mood, goals, and interests. Communication depends both on 
the actual world knowledge and shared knowledge of the participants and on their beliefs 
about one another's knowledge. Communication can be influenced by the setting in which it 
takes place, whether in spoken or written mode. Also, different subchannels of supportive 
communication, such as visual aids, gesture, etc., may be available. 

A number of grammatical and stylistic attributes have been found to distinguish con­
versational from written forms. Biber's analysis [8] distinguishes not only a dimension of 
modality, but also formality; for example a panel discussion is a relatively formal, yet spo­
ken, modality. Some typical features for which distinctions can be measured include the 
number of passives, the number of pronouns, the use of contractions, and the use of nomi­
nalized forms. 1 An example of the grammatical and stylistic difference continuum that Biber 
uses is illustrated in Figure 17 .1. The variation can be measured along multiple orthogonal 
scales for different genres. In the SLU case, style can be orthogonal to the modality (dialog 
or dictation, spoken or written). A crossover case is speech dictation used to create a written 
document that may never be orally rendered again. 

Fortunately, much of the disjuncture between spoken and written forms in grammati­
cal style and lexical choice can be handled by training task-specific and modality-specific 
language models for the recognizer. For this, only the data need vary, not necessarily the 
modeling methods. In Figure 17 .1, the right-hand side is toward the spoken style, while the 

Few proaoun, and 
contuctiont 

Many noroin1liza1ion1 
and p111 ivc 1 

Few nom inalizations 
and passives 

Man)• pronouns and 

cont•acl1~111 

Figure 17.1 Dimensions of written vs. spoken language variation. 

1 
Nominalization is a stylistic device whereb • b • 

ti ,- . Y a main ver ts converted to a noun. For example, The dean rejected 
,e app ,cation unexpectedly may become: The rejection of the application by the dean was unexpected. 
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d 'de is toward the written one. The difference in styles is best illustrat d b th i'. ft-han s, . . . e Y e 1act 
le t ti'su·cal n-gram tramed from newspaper text exh1b1ts a very high perple 'ty h 
h t the s a . . . . XI w en 
t 3 d on conversational Alf [ravel Information Service (A TIS) texts. 
evaluate 

17,1.2. Disfluency 

Another issue for spoken lan~age proces_sing is disfiuency. Spoken dialogs show a large set 
f blems such as interrupt10ns, corrections, filled pauses, ungrammatical sentences ellip-

0 pro . , 
nd unconnected phrases. These challenges are umque to spontaneous spoken input and 

ses, a d . f h . 
esent a possible further degra at1on o speec recogmzer performance as current sys repr . . ' -

ms often rely on acoustic models tramed from read speech, and language models trained 
:en written text corpora. When speech input is used as dictation for document creation, of 
course, the models would presumably be most appropriate. 

There are a number of types of disfluencies in human-human dialog, and, possibly to a 
lesser extent, in human-computer dialog as well. The more common types of nonlinguistic 
disfluencies are listed below: 

• Filled pauses: um 

• Repetitions: the - the 

• Repairs: on Thursday - on Friday 

• False Starts: I like - what I always get is ... 

Early work in discourse led to the determination that discourses are divided into dis­
course segments, much as sentences are divided into phrases [ I 8]. In the experiments of 
[46], CART methods (see Chapter 4) were used to predict occurrence and location of each 
of the above types of disfluency. A tree was trained from labeled corpora for each type, and 
the resulting system classified each interword boundary as having no disfluency or one or 
more of the above types. The feature types used to derive the classification questions in­
c!uded duration of vocalic regions and pauses, fundamental frequency and its derivatives, 
si~al-to-noise ratios, and distance of the boundary from silence pauses. The basic classifi­
catio~ task consisted in selecting each of the four disfluency types listed above (D), given 
!he hst of prosodic features (X), by computing the maximum of P(D IX). When decision 
trees were used to supplement the language-model scoring of hypothesis word strings, per­
fonnance improved. 

A number of intriguing regularities were also observed in this work. For example, it 
w~s noted that the marked (less common) pronunciation of the - /dh iyl was often used just 
pl nor to a production problem, e.g. a disfluent silent pause. Also, it has been noted that the 
eftmost w d f ' • • l "I'll I'll or O a major phrase or clause is likely to be repeated, as m their examp e, 

da do what 1 can." Continued research on disfluencies may contribute an important secon• 
ry~ • 

~wledge source to supplement text-based language models and read speech acouStlc 
models Ill the futur e. 
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17.1.3. Communicative Prosody 

Prosodic attributes of utterances, such as fundamental frequency and timing (cf. Chapter 15), 
are crucial cues for detecting disfluency. However, prosody can be deliberately manipulated 
by speakers for deep communicative purposes as well. !h_e speaker may intentionally. or 
subconsciously manipulate the fundamental frequency, tumn~, an~ other as~ects ?f v01ce 
quality to communicate attitude and emotion. If a conver~at10nal mterface 1s eqmp~ed to 
recognize and interpret prosodic effects, these can be taken mt~ account for under~tandmg .. 

In addition to serving as a disfluency detector, as descnbed above, prosodic analysis 

modules could aid recognition of: 

• Utterance type--declarative, yes-no questions, wh-question, etc. 

• Speech act type-directive, commissive, expressive, representative, declara-
tive, etc. Different speech acts will be described in Section 17.2.2. 

• Speaker's attentional state. 

• Speaker's attitude toward his/her utterance(s). 

• Speaker's attitude to system presentations. 

• Speaker's mood or emotional state. 

Consider the simple utterance OK. This may be used along a range of attitudes and 
meanings, from bored contempt, to enthusiastic agreement, to questioning and uncertainty. 
The interpretation will depend on both the dialog state context of expectations-to-date and 
the prosody. Generally, a higher relative FO in a wider range correlates with submission, 
involvement, questioning, and uncertainty, while a lower relative FO in a narrower range 
correlates with dominance, detachment, assertion, and certainty. Even though acknowl­
edgement words such as yeah and ok are potentially ambiguous among: true agreement; 
intention of the listener to initiate a new turn; and simple passive encouragement from lis­
tener to speaker, the system may rely on a longer duration and greater pitch excursion of a 
lexical item such as yeah or ok to hypothesize genuine agreement with a speaker statement, 
as opposed to mere acknowledgement. 

In addition to correlating with speech acts, FO and timing can be used to demarcate ut­
terance and turn segments. For example, certain boundary pitch movements and phonemic 
lengthening systematically signal termination of clauses. In general, a fall to the very bottom 
of a speaker's range, in a prepausal location, coincides with a clause or sentence boundary. 
A sharp upturn preceding a significant silence gives an impression of incompletion, perhaps 
signaling a yes-no question, or may signal an intention by the speaker to carry on with fur­
ther information, as in the case of list intonation. 

The disfluent and prosodic characteristics of the conversational speech are in general 
very distinct from those of read speech. Thus, we often refer conversational speech as spon­
taneous speech. 
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2 DIALOG STRUCTURE 17, • 
h analysis methods discussed in Chapter 11 are focused on single sente Th T e . . nces. ey are 
I P

s along the way, helpmg to map vague and ambiguous natural language canst t· 
s e . fi f . . 1 . rue ions 
. precise /ogzcal arms o propos1hons. n reahty, however the commun,·cat· fu . 11110 . . • 1ve nchon 
oflanguage is not a simple, uncomp_hcated assembly of discrete logical propositions derived 
from sentences in a one-to-~ne fasl11on. In discourse, each sentence or utterance contributes 

10 a larger abstract infonnat1on structure that the user is attempting to construct. Sometimes 
feedback is directly available to the user or can be inferred. These considerations take us 
beyond the process of mapping of isolated utterances into logically structured propositions 
(with simple trut~-v~lues). . . . . 

A set of pnnc1ples, known colleclively as the cooperative pnnc1ple, is introduced by 
Grice [9]. It consists of a set of conversational maxims, the violation of which may lead to a 
breakdown in communication. 

GRICE'$ MAXIMS 

Quantity. speaker tries to be as informative as possible, and gives only as much information as 
needed 
Quality. speaker tries to be truthful, and does not give information that is false or that is not 
supported by evidence 
Relevance: speaker tries to be relevant, and says things that are pertinent to the discussion 
Manner. speaker tries to be as clear, as brief, and as orderly as possible, and avoids obscurity 
and ambiguity 

In general, there are five main domains of operation that must be modeled for intelli­
gent conversation systems, although all these areas are linked: 

• Linguistic forms: all the knowledge a human-computer dialog system re­
quires to perform semantic and syntactic analysis and generation of actual ut­
terances. 

• Intentional state: goals related to both the task (Show me all flights .. .), and 
the dialog process itself (Please repeat . . . ) of the users. 

• Attentional state: the set of entities at any point in ·time that can be felici­
tously discussed and referred to, i.e., the main topic of any stage of interac­
tion. 

• World knowledge: common sense knowledge and inference. Exan:iple~ i~­
clude temporal and spatial concepts and the relation of these to hngu1st1c 
forms. 

• Task knowledge: all information relevant to achieving the user's goal in 8 

complete, correct, and efficient fashion. 
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Human-computer dialog is multiagent communication. Each agent has to form a no­
tion of the other's beliefs, desires, and knowledge, all of which underlie their intentions, 
plans, and actions. In a limited application, deep inference may not be possible, and the sys­
tem may have more or Jess hardwired assumptions about the user, the interaction, and the 
flow of action. An interaction may be controlled by the system's own rigid schedule of in­
formation acquisition. In the research community, such a dialog system-always leading the 
interaction flow control and not allowing the user to digress-is called system initiative. On 
the other hand, a dialog system is called user initiative if it always lets the user decide what 
to do next. It is often more natural, however, to allow for mixed initiative systems, where 
interaction starts with a user's query or command and the system attempts to derive, via in­
ference or further questioning of the user, all information needed to understand and process 
a complete transaction. When the user knows clearly what he wants and the system has no 
trouble catching up, the user is in the driver's seat. However, when the system detects that 
the user is in a state of confusion, or when it has trouble getting user's intention, the machine 
will offer guidance or negotiate with the user to steer the dialog back on track. 

Whether it is system-initiative, user-initiative, or mixed-initiative, however, the fun­
damental structure of dialog consists of initiative-response pairs as indicated in Figure 17 .2. 
The Initiatives (I) are often issued by users while the Responses (R) are issued by the sys­
tem. As shown in Section 17 .2.2, there are many types of Initiatives and Responses and 
there may also be higher-order structure subsuming a number of 1/R pairs in a dialog. 

Response 

Figure 17.2 The fundamental structure of dialog: initiative and response. 

17.2.1. Units of Dialog 

The.v.:ords ~ttered in_ a dialo_g are the surface manifestation of a complex ~nderlying layer of 
part1c1~ants ~hared. mteract1on knowledge and desires, even when one participant is a com­
pute~ simulauon. It IS natural to assume that the sentence is a clear and simple chunking unit 
for.d1~log,. by ~alogy with written communication. However, since sentences are artificially 
dehm1ted :n wn_tten text,_ r~s:archers in dialog communication usually speak of the utterance 
as the basic umt. An Imtiative or Response could consist of one or more utterances. The 
utterance, however, is not necessarily trivial to define. 

It is tempting to posit an equivalence of the notion utterance with tum, i.e., an uninter­
rupted str~am of spe:ch from one participant in a dialog. This formulation makes it easy to 
segment dialog data mto utterance units-they are just each speaker's turns. The downside 
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. th t this kind of utterance possibly spans grammatical units that really d h 
1s a d. . 1 ( . o ave some 

h Orrespondence to tra ihona sentences predicate-argument structures) a d t h" roug c . . . • n o w 1ch 
h Of the hard-won gams m natural language processmg would apply fairly d" 1 muc . . . 1rect y. 

the use of turn as synonymous with utterance umt 1s probably too broad, though th 
ThUS~ay be independently useful for higher-level segmentation. e 

hirn rums are buildi~g blocks _for constructing_ a common ~ask-oriented understanding 

g Participants. This process is called groundmg, a set of discourse strategies by which amon . . 
d" Jog actors (humans m most current research) attempt to achieve a common understand-
. 

18 
and come to feel confident of the other participants' understanding. In other words 

mg, fi d' bl' h' d , conversational partners are_ m mg or esta is mg common groun : 
Turns may have their own typology. For example, a speakmg turn conveys new in­

formation, while a back-channel turn is limited to acknowledgement or encouragement, 
such as OK, really?, etc. The turns themselves consist of linguistic substructures, such as 
sentences, clauses, and phrases. If we assume that turns can be segmented, by grammatical 
and/or prosodic criteria, into utterances, we can then begin to explore distinct types of utter­
ances, their properties, and their communicative functions. 

Finally, dialogs are not flat streams of unrelated turns or utterances. The utterances 
that make up a dialog have higher-order affiliations with one another. A discourse segment 
would thus consist of groups of related utterances organized around a common dialog sub­
task, perhaps spanning turns. 

17.2.2. Dialog (Speech) Acts 

In simpler applications, the amount and sophistication of world knowledge can be kept to a 
minimum, and attentional state can be modeled simply as the complete set of task-specific 
entities. A layer of structure has therefore been sought to link linguistic forms with task 
knowledge or operations in a theoretically appropriate fashion, which also yields an implicit 
understanding of intentional state. This is necessary because the function of utterances in 
discourse cannot be predicted strictly on the basis of their surface grammatical form. The 
layer of structure that can abstract away from linguistic details and can map well to formula­
tion of goals is called dialog acts (42]. Dialog acts are also often referred to as speech acts 
that group infinite families of surface utterances into abstract functional classes. They are 
traditionally classified into five broad categories: 

• Directive: The speaker wants the listener to do something. 

• Commissive: The speaker indicates that he or she will do something in the 
future. 

• Expressive: The speaker expresses his or her feelings or emotional response. 

• Representative: The speaker expresses his or her belief about the truth of a 
proposition. 

• Declarative: Speaker's utterance causes a change in external, nonlinguistic 
situation. 
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Table 17.1 A simple dialog analyzed with dialog acts. 

Utterance Form Function 

Do you have the butter? YIN-question REQUEST-ACT 

Sure. (passes butter) statement COMMIT-TO-ACTION-ACT 

While this analysis is somewhat coarse, speech act theory has influenced all current 
work on human-computer dialog, except the very simplest and most rigid systems. Because 
dialog functions can be realized with a bewildering variety of linguistic forms, researchers 
have posited systems of functional abstractions. Speech acts are functional abstractions over 
variation in utterance form and content. Declare, request, accept, contradict, withdraw, ac­
knowledge, confim1, and assert are all examples of speech acts-things we are attempting to 
do with speech. An example of dialog acts and their relation to syntactic form is shown in 
the two-tum dialog in Table 17.1. 

The relation between speech acts and linguistic forms (utterances) is a many-to-many 
mapping. That is, a single linguistic form, such as OK, could realize a large number of 
speech acts, such as request.for acknowledgment or confirm, etc. Likewise, a single speech 
act, such as agreement, could be realized by a variety of linguistic forms, such as ok, yes, 
you bet, etc. In a particular application, special task-specific speech acts may be used to sup­
plement the universal inventory. 

Tagging of dialog utterance data with speech-act labels can add useful information for 
training models. There are a number of ways that dialog-act analysis could be useful: 

• Speech recognition: Given a history, we can predict the most likely dialog act 
type for the next utterance, so that specialized language models may be ap­
plied. 

• Spoken language understanding: Given a history, and a transcription/parse of 
the current utterance, we can identify the us~r's intentions, so that the system 
can respond appropriately. 

• Semantic authoring: It is tedious for each team designing or customizing a 
new application area for SLU to have to wrack their brains for all the ways a 
given generic function, such as request or confirm, might be realized linguis­
tically. Libraries of speecn aci.s (form-to-function mappings) may reduce the 
work in new-domain adaptation of systems. 

An example of a practical dialog tagging system that could be the foundation of 
spe_ech-act analysis is the Dialog Act Markup in Several Layers (DAMSL) system (14], 
V.:hich has bee_n ~sed an_d adapted for a variety of projects. This is a system for annotating 
dialog ~ran~cnpt10ns with speech-act labels and corresponding structural elements. The 
structurmg is bas~d on a loose hierarchy of: discourse segment, tum, utterance, and speech 
act. The tags applied to utterances fall into three basic categories: 
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Communicative Status: records whether the utterance • . . . 
• . fi ll . is mtell1g1ble a d 

whether 1t was success 1 Y completed. It 1s mainly used to fl ~ 
h Id b ag problematic 
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Uninterpretable, Abandoned, or Self-talk. Uninteipretabl . 

e 1s self­
explanatory. Abandoned marks utterances that were broken off w·th 
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cially, addmg any 1~1onnat10? to the ?1alog. Se(ftalk is a note that, while an 
utterance may contam useful mfonnation, it did not appear to be intentiona\l 
communicated. Self-ta_lk can be considered reliable only when the annotat:r 
is working from speech data. 

• Information Level: a characterization of the semantic content of the utter­
ance. This is used to specify the kind of information the utterance mainly 
conveys. It includes Task (Doing the task), Task-management (Talking about 
the task), Communication-management (Maintaining the communication), 
and Other-level. Task utterances relate directly to the business of the transac­
tion and move it toward completion. Task-management utterances ask or tell 
about the task, explain it perhaps, but do not materially move it forward. 
Communication-management utterances are about the dialog process and ca­
pabilities. The Other level is for unclear cases. 

• The Forward/Backward Looking Function: how the current utterance con­
strains the future/previous beliefs and actions of the participants and affects 
the discourse. Forward Looking functions introduce new information or oth­
erwise move the dialog or task completion forward, while Backward Looking 
Functions are tied to an antecedent, a prior utterance which they respond to or 
complete. This distinction is the DAMSL reflection of the common observa­
tion that dialogs have a tendency to consist of Initiation/Response pairs. The 
core of the system is the set of particular act types. The core For­
ward/backward Looking tags are listed in Table 17.2 and Table 17.3. 

Table 17 .2 Forward looking tags. 

Forward Looking Tags Example 
assert I always fly first class. 
reassert No, as I said, I always fly first class. 
action-directive Book me a flight to Chicago. 
open-option There's a red-eye flight tonight ... 
info-request What time is it?, Tell me the time. 
offer I can meet at 3 if you're free. 

_commit I'll come to your party. 
conventional opening May I help you? 
conventional closing Goodbye. 
explicit-performative Thank you, I apologize. 
exclamation Ouch! Dam! 
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Table 17.3 Backward looking tags. 

Backward Looking Tags Example 
(Will you come?) 

accept Yes. [and/or, I'll be there at 10.J 

(Will you come with your wife?) 
accept-part I'll come. she may be busy. 

(Will you come?) 
reject No. 

(Want fries and a shake with that burger?) 
reject-part Just the hamburger and fries, please. 

maybe Maybe. 

signal-nonunderstanding What did you say? 

acknowledgment OK. 
(Can I fly nonstop from Anchorage to Kabul?) 

answer 
No. 

Multiple tags may appear on any given utterance. In the example shown in Figure 
17 .3, B's utterance is coded as opening the option of buying (from B ), asserting the exis­
tence of the sofas, and functioning as an offer or solicitation. 

Action-directive 

Open-option/ Assert/Offer 

A: Let's buy the living room furniture 
first. 

B: OK, I have a red sofa for $150 or a 
blue one for $200 

Figure 17.3 A tagged dialog fragment. 

The DAMSL system is actually more complex than the example demonstrated above, 
since subsets of the tags are grouped into mutually exclusive options for a given general 
speech function. For example, there is a general Agreement function, under which the ac­
cept, accept-pan, reject, and reject-part tags are grouped as mutually exclusive options. 
Above the level of those groupings, however, a single utterance can receive multiple nonex­
clusive tags. For example, as illustrated in Figure 17.4, the assistant may respond with a 
countersuggestion (a kind of action-directive) that rejects part of the original command. 

Action-directive 

Action-directive/Reject-part( uttl) 

uttl oper: Take the train to 
Avon via Bath 
utt2 asst: Go via Corning in­
stead. 

Figure 17.4 A tagged dialog fragment, showing that utterances can be tagged with multiple 
nonexclusive tags. 
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uestlanswer. as_ in th~ mteract1on s own m !gure 17 .5 between an operator (planner) and 
,eq •stant regarding railroad transport schedulmg [I]. 

an ass~he example in Figure 17.5 illustrate~ ~ dialog for a railway-scheduling task. The 
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are numbered Tl-T4, the utterances w1thm turns are also numbered sequentially, and 

~:speaker identity alternates between oper: and asst: . !he taggin~ is incomplete, because, 
for example, within the ansl sequ~nce_, each utte~ance 1s performmg a function, asserting, 
acknowledging, etc. The example m Figure 17 .6 1s a more completely annotated fragment, 

omitting tum numbers. 

info-req 
ansl 

I 
I 

Tl uttl oper: 
T2 utt2 asst: 
T3 utt3 oper: 

where are the engines? 
there's an engine at Avon 
okay 
and we need T4 utt4 asst: 

utt5 asst: I mean there's another in Corning 

Figure 17.5 A tagged dialog fragment in railroad transport scheduling. 

info-req/assert uttl oper: and it's gonna take us also an 
hour to load boxcars right 

ans/accept(uttl) utt2 asst: right 
assert utt3 oper: and it's gonna take us also an 

hour to load boxcars 
accept( u tt 1) utt4 asst: right 

Figure 17.6 A tagged dialog fragment, showing backward-looking utterances. 

The example in Figure 17 .6 shows backward-looking utterances, where the relevant antece­
dent in the dialog is shown (in parentheses) as part of the dialog coding. 

More elaborate variants of DAMSL have been developed that extend the basic system 
presented here. Consider, for example, the SWITCHBOARD Shallow-Discourse-Function 
Annotation SWBD-DAMSL [27]. This project used a shallow discourse tag set of 42 basic 
tags (frequent composed tags from the large set of possible multitags) to tag 1155 5-minute 
conversations, comprising 205,000 utterances and 1.4 million words, from the 
SWITCHBOARD corpus of telephone conversations. Distributed by the Linguistic Data 
Consortium

1 
[28], SWITCHBOARD is a corpus of spontaneous conversations that addresses 

lhe growing need for large multispeaker databases of telephone bandwidth speech. The cor­
pus contains 2430 conversations averaging 6 minutes in length-in other words, over 240 
hours of recorded speech, and about 3 million words of text, spoken by over 500 speakers of 
both genders from every major dialect of American English. 

More detailed tags are added to DAMSL to create SWBD-DAMSL, most of which are 
e!aborations of existing DAMSL broad categories. For example, where DAMSL has the 
simple category answer, SWBD-DAMSL has: yes answer, no answer, affirmative non-yes 

I http://u,,,ft .. I 
""'w, dc.upenn.edu 
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answer, negative non-no answers, other answers, no plus expansion, yes plus expansion, 
statement expanding yin answer, expansions of yin answers, and dispreferred answer. 
SWBD-DAMSL is intended for the annotation and learning of structure in human-human 
dialog, and could be considered overkill as a basis for describing or constructing grammars 
for most limited-domain human-computer interactions of today. But the more sophisticated 
agent-based services of the future will need to assume ever-greater linguistic sophistication 

along these lines. 
One fact noted by the SWBD-DAMSL researchers, which may not apply directly to 

task-directed human-computer interactions but which casts interesting light on human com­
munication patterns, is that out of 1115 conversations studied, simple nonopinion statements 
and brief acknowledgements together constituted 55% of the conversational material! If 
statements of opinion (including simple stuff like J think it's great!), expressions of agree­
ment (That's right!), tum breakoffs and no-content utterances (So ... ), and appreciative ac­
knowledgements (J can imagine.) are added to this base, 80% of the utterances are 
accounted for. This relative poverty of types may bode well for future attempts to annotate 
and predict utterance function automatically. The DAMSL scheme is challenging to apply 
automatically, because it relies on complex linguistic and pragmatic judgments of the trained 
annotators. 

17.2.3. Dialog Control 

The system's view of how the dialog should proceed is embodied in its management strat­
egy. Strategy is closely connected to the concept of initiative in dialog, meaning basically 
who is controlling the interaction. Different dialog initiatives are defined in Section 17.2. 
Initiative can be seen as a continuum from system controlled to user controlled. As back­
ground for the dialog management discussion, some important steps along this continuum 
can be identified: 

• System directs-The system retains complete dialog control throughout the 
interaction. The system chooses the content and sequence of all subgoals and 
initiates any dialog necessary to obtain completion of information from the 
user for each transaction. This style is often referred as system initiative. 

• System guides-The system may initiate dialog and may maintain a gt:neral 
plan, but the sequence of infonnation acquisition from the user may bt ficxi• 
?le, and ~ystem ~ubgoals and plans may be modified in response to the user's 
mput. This style is often referred as mixed initiative. 

• System infor~-The. user dir:cts the dialog and the system responds as help­
fully as possible, which may mclude presentation of relevant data not specifi­
cal~y requested by the user but which the system_ believes could be helpful. 
T_his style also belongs to mixed initiative, though users control most of the 
dialog flows. 

• System accepts-:"h!s is the typical human-computer interaction in traditional 
systems (whether it 1s a GUI-, command-line-, or natural language-based sys-
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tem). The system interprets each command without any attempted · ti 
. tn erence 

of a deeper user plan, or recommendat10n of any suitable course of a r 
I · fi d . . . . c ion. This sty e 1s re erre as user mrllaflve. 

17.3. SEMAl'l'TIC REPRESENTATION 

Most SLU systems require an internal representation of meaning that lends itself to com­
puter processing. In other words, we need a way of representing semantic entities, which are 
used at every possible step. In general, an SLU system needs to deal with two types of se­
mantic entities. The first type is physical entities, which correspond to the real-world enti­
ties. such representation is often referred as knowledge representation in the field of 
artificial intelligence. The second type is functional entities, which correspond to a way of 
unambiguously representing the meaning or structure of situations, events, and concepts that 
can be expressed in natural language. Such representations are often similar to the logical 
form introduced in Chapter 2. Processing may include operations such as determining simi­
larity or identity of events or entities, inference from a state of affairs to its logical conse­
quences, and so on. Here, we briefly review some general properties of the common 
semantic representation frameworks. 

17.3.1. Semantic Frames 

Semantic objects are used to represent real world entities. Here, we assume that the domain 
knowledge conforms to a relational or objected-oriented database, of which the schema is 
clearly defined. We use the term entity to refer to a data item in the domain (a row in a data­
base table), or a function (command or query) that can be fulfilled in the domain. A column 
in the database table is called an entity attribute, and each database table is given an entity 
type. Through a small subset of its attributes, an entity can be realized linguistically in many 
fashions. We call each of them a semantic class. For example, a person can be referred to in 
terms of her full name (Angela), a pronoun anaphora (her), or her relationships to others 
(Christina 's manager). In this case, one can derive three semantic classes for the entity type. 

Semantic classes can be viewed as a type definition to denote the objects and describe 
the relations-that hold among them. One of the most popular representations for semantic 
classes is the semantic frame [31 )-a type of representation in which a semantic class ( con­
c~pt) is defined by an entity and relations represented by a number of attributes (or slots) 
With certain values (the attributes are filled in for each instance). Thus, frames are also 
known as slot-and-filler structures. 

We could, for example, define a generalized frame for the concept dog, with attributes 
tbat must be filled in for each particular instance of a particular dog. A type definition for 
the concept dog appears in Figure 17. 7. Many different notational systems have been used 
for frames [51]. For these introductory examples, we use a simple declarative notation that 
should be fairly intuitive. 
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[DOG:] -
[SUPERTYPE]->[mammal] 
[NAME]-> () 
[BREED]->() 
[LOC] -> () 
[Color]->() 

Figure 17.7 A semantic frame representation for dog. 

Spoken Language Understanding 

When we need to describe a particular dog, say Lassie, we create an instance defini­
tion, as shown in Figure 17.8. The knowledge base supporting a typical dialog system con­
sists of a set of type definitions, perhaps arranged in an inheritance hierarchy, and a set of 
instances. 

[DOG:] -
[NAME]->(Lassie) 
[BREED]->(Collie) 
[LOC] -> () 
[Color]-() 

Figure 17 .8 An instance of semantic frame dog. 

Fillers in semantic frames can be attained by attachment of inheritance, procedures or 
default. Attributes in frame can typically be inherited, as the Lassie instance inherits mam­
malian properties from the DOG type definition. In some cases, properties of a particular 
dog may be dynamic. Sometimes attached procedures are used to fill dynamic slots. For 
example, the location of a dog may be variable, and if the dog has a Global Positioning Sys­
tem (GPS) chip in its collar, the LOC property could be continually updated by reference to 
the GPS calculations. Furthennore, procedures of the type when-needed or when­
filled can also be attached to slots. Finally, some default value could provide a typical 
value for a slot when the infonnation for that slot is not yet available. For example, it might 
be appropriate to set the default color for dog frame as white when such information is not 
available. For frames without a default-value slot, it is natural to define mandatory slots 
(slots' values must be filled) and optional slots (slots could have null value). For the dog 
frame, it is reasonable to assume the NAME slot should be mandatory while the COLOR 
slot can be optional. 

Often descriptions can be attached to slots to establish constraints within or between 
frames. Description may have connectives, co-referential ( description attached to a slot are 
attached to another) and declarative conditions. For example, the return-date slot of a round­
trip itinerary frame must be no earlier than the departure-date slot, and this constraint can be 
specified by descriptions in both slots. Descriptions can also be inherited and are often im­
plemented by a special procedure (different from the slot-filling procedure) attached to the 
slot. 

The main motivation for having multiple semantic classes for each entity type is to 
better encapsulate the language, semantic, and behavior models based on the domain knowl­
edge. While the entity relationships capture the domain knowledge, the semantic class bier-
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The semantic grammar used in the Dr. Who Project [58] contains the definitions of 
semantic classes that refer to real-world or functional entities. A semantic class is defined as 
a semantic _frame co?taining a _set of slot~ that need to be filled with terminal (verbatim) 
words or with recursive semantic class obJects. For example, ByRel is a semantic class that 
bas the type PERSON. The semantic grammar specifies that it has two slots-one has to be 
tilled with an object of a semantic class having the type PERSON, and the other has to be 
tilled with an object of a semantic class having the type P _RELATION. On the other hand, 
the syntax grammar for this semantic class is specified by the <cfg> tags. Within <cfg> tags, 
several production rules can be specified to provide linguistic constraints ( orders) of possi­
ble expressions for this semantic class. The syntactic aspect of semantic classes will be de­
scribed further in Section 17.4.1. 

17.3.1.1. Type Abstraction 

As described above, a physical entity is an element in the real world that an application has 
to deal with and wishes to expose to the user via natural language. Since a physical entity 
can be referred to in many different ways, different semantic classes may have the same 
type. In Figure 17.9, a person can be referred to in terms of his name (Peter) or his relation 
to another person (Peter's manager); therefore, both semantic classes ByName and ByRel 
can share the same type, PERSON. 

Semantic classes are designed to separate the essential attributes of a semantic object 
from its physical realizations. A semantic class may refer to an entity, and the entity is called 
the type of the semantic class. The attributes of a semantic class can, in tum, be semantic 
classes themselves. The concept behind semantic classes is identical to the mechanism 
known as type abstraction commonly employed in software engineering using a strongly 
typed programming language. Semantic class can be recursive, as demonstrated in Figure 
17.9; a ByRel semantic class of type PERSON contains an attribute of PERSON type. Since 
the entities can be nested, i.e., a database column can in tum refer to another table, an attrib­
ute in the semantic class can also be an entity type. From an understanding point of view, a 
semantic class is an abstraction of the collection of semantic objects that have the same at­
tributes and usually can be expressed, and hence be understood, in similar manners. Under 
this view, a semantic object is just an instantiation. 

Another argument for type abstraction is that the multitude of semantic objects is usu­
ally a result of the numerous ways and perspectives that can be used to describe a physical 
entity. Quite often in an understanding system it is more important to correctly identify the 
entity of interest than to capture the mechanism that describes it. For instance, one may refer 
10 a person by his name, job function, relations to others, or, in a multimodal environment, 
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by pointing to his photo on a display. All these references lead to semantic objects that are 
apparently distinct yet should be associated with the same physical entity. Accordingly, it is 
often useful to segregate the conceptual manifestation and its realizations into different lay­
ers of abstraction so that the semantic objects can be better organized and managed. Type 
abstraction allows the discourse sentence interpretation module to perform robust parsing, 
since sentence fragments can be parsed into its semantic class type that can be filled into 
slots with the same correspondent semantic type, as discussed in Section 17.4.1. 

<!-- semantic class definition for ByRel that has type PER­
SON--> 
<class type="PERS0N" name="ByRel"> 

<slot type="PERS0N" name="person"/> 
<slot type="P_RELATI0N" name="p_relation"/> 
<cfg> 

<prod> [person] [p_relation] </prod> 
<prod> [p_relation] of (person] </prod> 

</cfg> 
</class> 
< ! -- semantic class definition for ByName that has type PERSON too--> 
<class type="PERS0N" name="ByName"> 

<slot type="FIRSTNAME" name="firstname"/> 
<slot type="LASTNAME " name="lastname"/> 
<cfg> 

<prod> [firstname] (lastname] </prod> 
<prod> [firstname] </prod> 
<prod> [lastname] </prod> 

</cfg> 
</class> 

< ! -- semantic class definition for FIRSTNAME and LASTNAME --> 
<verbatim type= "FIRSTNAME" 

<cfg> 

<prod> john I john's I p e ter ... < /prod> 
</cfg> 

</verbatim> 
<verbatim type= "FIRSTNAME" 

<cfg> 

<prod> smith I smith's I sha / d w ... < pro > 
</cfg> 

</verbatim > 

< ! -- se~antic class definition for P_RELATI0N --> 
<verbatim type= "P_RELATION" 

<cfg> 

<prod> manager I father I mother I - </prod> 
</cfg> 

</verbati m> 

Figure 17.9 The semantic classes of type PERSON . 1 . 
as imp emented m Dr. Who. 
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Finally, type abstraction provides a unified framework for resolvin 1 . . g re allve expres 
. in the discourse analysis module. Type matching often serves to impo -swns . . . se strong con-

1.nts between real-world entities and relative expressions. The resolution f 1 . stra . . . . o re at1ve 
expressions 1s discussed Ill Section 17 .5. 

17.3.1.2. Property Inheritance 

Introducing inhe_ritance into the sema~tic _class. hier~rchy furth~r augments the multilayer 
abstraction mentioned above. Class A 1s said to mhent or be· denved from class B if class A 
possesses all the attributes o~ class _B. In this ~ase, class A is called the derived class and 
class B the base class. Inhentance 1s a mechamsm to propagate knowledge and properties 
through the structural relationships of semantic classes. It is crucial for many types of intel­
ligent behavior, such as deducing presumed facts from general knowledge and assuming 
default values in lieu of explicit and specific facts. 

Perhaps the strongest motivation to employ inheritance is to facilitate the multilayer 
abstraction mentioned above. Very often, a base class is constructed with the general proper­
ties of a type of semantic objects, and a collection of more specific classes are derived from 
the base class to support the various embodiments of the underlying type of the semantic 
objects. For example, a semantic class hierarchy for the reference to a person can have the 
methods (e.g., by name, job function) and the media (e.g., speech, handwriting) of reference 
as the first layer of derived classes. One can then cross-match the viable means ( e.g., by 
name via speech, by name via handwriting) and develop the second layer of derived classes 
for use in the real applications. 

17.3.1.3. Functionality Encapsulation 

The goal of abstraction is to reduce the complexity in describing the world-in this case, the 
semantic objects and their relations. One can inspect the quality of abstraction by examining 
the extent to which the constructs, i.e., semantic classes, are self-contained, and how prolif­
erating they have to become in order to account for novel scenarios. Studies in data structure 
and software engineering propose the notion of encapsulation, which suggest that individual 
attributes have local rather than global impacts. This principle also serves as a guideline in 
designing the semantic class. 

Semantic class encapsulation can be elaborated in two aspects: syntactic and semantic. 
The syntactic encapsulation refers to the constraint that each attribute in a semantic class can 
only have relations to others from the same class. The collection for these relations is called 
the semantic grammar, which specifies how a semantic object of this type can be identified. 
In Figure 17 .9, the tag <CFG> specifies how the semantic class can be referred to syntacti­
cally via a context-free grammar (CFG). For the class ByRel, the specified syntax indicates 
that expressions like Peter's manager and manager of Peter are legal references to semantic 
c~ass ByName. The semantic encapsulation, on the other hand, dictates the actions and the 
disc~urse context under which they may be taken by a semantic class. This is discussed fur­
lher in Section 17 .5. 
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As described in 17 .2.2, it is a nontrivial task to detennine the types of speech acts. The 
semantic frame is an abstraction of the speech acts, the domain knowledge, and sometimes 
even the application logic. Once we have this rich semantic representation, how to parse 
spoken utterances into the semantic frames becomes the ?ritical task. Nonethele~s, the com­
bination of semantic frames and the semantic parser alleviates the need for a dedicated mod­
ule for determining speech acts. 

Semantic frames and associated robust parsing ( described in Section 17.4.1) have been 
widely used in spoken language understanding. For detailed description of semantic classes 
and frames, you can refer to [58, 65]. 

17.3.2. Conceptual Graphs 

The semantic-representation requirement has led to development of a proposal to standard­
ize the logical fonn that may fonn the basis of the internal semantics and semantic inter­
change of natural language systems, including dialog processing, infonnation retrieval, and 
machine translation. The proposal is based on conceptual graphs derived from Charles 
Sanders Peirce [38] and the various types of semantic networks used in artificial intelligence 
research. 

The conceptual graph (CG) proposal [53] specifies the syntax and semantics of con­
ceptual graphs as well as fonnats for graphical and character-based representation and ma­
chine-based exchange. In the tenns of the proposed standard, a conceptual graph (CG) is an 
abstract representation for logic with nodes called concepts and conceptual relations, linked 
together by arcs. In the graphical representation of a CG, concepts are represented by rec­
tangles, and conceptual relations are represented by circles or ovals. The ordinary phrasing 
for the association of relations (circles) to concepts (rectangles) is has a(n) for arrows point­
ing toward the circle and is a(n) for arrows pointing away. 

Figure 17 .11 illustrates a conceptual graph for the sentence Eric is flying to Boston by 
airplane. The mnemonic meaning of the arrows is: Fly has an agent who is a person, Eric, 
and a destination Boston. The proposal also specifies a linear form, as shown in Figure 
17 .10. In the form, concepts are in square brackets and conceptual relations are in parenthe­
ses. The hyphen means that relations of a given concept continue on subsequent lines, as 
shown in Figure 17 .11. 

[Fly] -
(Agent)->[Person: Eric] 
(Dest)->[City: Boston] 
(Inst)->[Airplane] 

~igu_re 17.10 A linear form representation of Fly has an agent who is a person, Eric, and a des­
tmat1on Boston. 



t nee Interpretation 
SeD e 

Person: 
Eric 

Fly DEST 

Airplane 

Figure 17.11 CG display fom1 for Eric is flying to Boston by airplane [53]. 
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City: 
Boston 

Each concept has a type and a (possibly empty) referent. An empty referent means that 
at least one, unspecified example of the type is assumed to exist somewhere (an existential 
quantifier). So, in Figure 17 .10, the type is present, but the referent is left unspecified. In an 
application, the referent can be completed by referring to a train-schedule database and in­
serting a particular instance of a scheduled train departure time, location, and number. The 
valence of a relation is the number of required concepts that it links. For example, as shown 
in Figure 17 .12, the relation between would be a conceptual relation of valence 3, because 
typically (something/somebody) is between one (something/somebody) and another (some­
thing/somebody), as in the familiar English idiom "somebody is between a rock and a hard 
place" (meaning, to be in great difficulty). This corresponds to the linear form, as shown in 
Figure 17.13. 

Rock 

Person 

Place ATIR Hard 

Figure 17.12 CG display form for a person is between a rock and a hard place [53]. 

[Person]<-(Betw) -
<-1-[Rock] 
<-2-[Place]->(Attr)->[Hard] 

Figure 17.13 A linear fonn representation of A person is between a rock and a hard place. 

17.4. SENTENCE INTERPRETATION 

We follow the convention of most modem SLU systems-treating semantic P_arser as a ~wo­
Slep pattern recognition problem (speech recognition followed by sentence interpretation). 
This convention has the advantage of modular design of SLU systems. Thus, the same SLU 
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system can be used for text input. However, a unified semantic parser_ [S?, 62] may _achieve 
better accuracy, because no hard decision needs to be made before p1ckmg the optimal se-

mantic representation. . • 
The heart and soul of the sentence inte,pretation module 1s how to convert (translate) 

a user's query (sentence) into the semantic representation. In other words, one has to fill the 
semantic slots with information derived from the content (words) in the sentence. In this 
section we describe two popular approaches to accomplish this task. Although they can be 
perceived as pattern matching methods, they differ in the matching mechanism. 

17.4.1. Robust Parsing 

Due to the nested nature of semantic classes, the semantic representation Fin Eq. (17.1) can 
itself be a tree of semantic objects. A user's utterance may consist of disjoint fragments that 
may make sense at the discourse level. For instance, in the context of setting up a meeting, 
the utterance "Peter Duke at a quarter to two" can be parsed into two semantic objects: a 
person and the meeting time. Therefore, the sentence interpretation module must deal with 
sentence fragments. 

The analysis of spoken language is a more challenging task than the analysis of writ­
ten text. The major issues that come to play in parsing spontaneous speech are speech dis­
fluencies, the looser notion of grammaticality that is characteristic of spoken language, and 
the lack of clearly marked sentence boundaries. The contamination of the input with errors 
of a speech recognizer can further exacerbate these problems. Most natural language parsing 
algorithms are designed to analyze grammatical input. These algorithms are designed to 
detect ungrammatical input at the earliest possible opportunity and to reject any input that is 
found to be ungrammatical in even the slightest way. This property, which requires the 
parser to make a complete and absolute distinction between grammatical and ungrammatical 
input, makes such formal parsers fragile for spontaneous speech, where completely gram­
matical input is the exception more than the rule. This is why a robust parser is needed. 

In Chapter 11, context-free grammars (CFG) can be written to analyze the structure of 
entire sentences. It is natural to extend CFG as a pattern matching vehicle. For example, a 
question such as "Where would you like to go?" might be used to solicit a response from a 
user, who might respond, "I would like to fly to Boston." The following grammar might be 
used to parse the response: 

S ➔ NPVP 

NP ➔ N 

VP ➔ VCluster PP 
VCluster ➔ would like to v 
v ➔ go I fly 

PP ➔ prep NP 

N ➔ Boston I I 
Prep ➔ to 
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The resulting phrase structure, characterizing the entire sentence, would be: 
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[S [NP [NI ] ] (VP [VCluster would like to (V fly] ] (PP 
[prep to ] [NP (N Boston]] J J] J 

This structur~ in turn can provide the foundation for subsequent semantic analysis. 
Thus, the grammar 1s adequ~te for the example response and can be easily extended to cover 
more city names by expandmg the N ➔ rule, i.e., by enlarging the lexicon. It has some defi­
ciencies, however. Some of the problems are purely formal or logical in nature, such as the 
fact that "Boston would like to go to I" can be equally parsed. These flaws can be addressed 
with formal fixes (e.g., a more refined category system), but, in any case, they are not cru­
cial for the practical system designer, because pathological examples are rare in real life. 
The deeper problem is how to deal with legitimate, natural variations. 

The user might respond with any of the following: 

To Boston 
I'm going to Boston. 
Well, I want to start in New York and get to Boston by the 
day after tomorrow. 
I'm in a big hurry; I've got a meeting in Boston. 
OK, urn, wait a second ... OK, I think I've gotta head for Bos­
ton. 

The above sentences incorporate different kinds of variation for which a sentence cov­
erage grammar typically has trouble accounting. For this reason, dialog system designers 
have gravitated to the idea of robust parsing. Robust parsing is the idea of extracting all and 
only the usable chunks of simple meaning from an utterance, ignoring the rest or treating it 
as noise or filler. Small grammars can be written that scan a word lattice (see Chapter 13) or 
a word sequence for just those particular items in which they specialize. For example, a Des­
tination grammar, not intended to span an entire utterance, can skim each of the complex 
utterances above and find the Destination in each case: 

Destination ➔ Preposition CityName 
Preposition ➔ to I for I in 
CityName ➔ Boston I ... 

. The noise or filler elements might include nonspeech noise (cough, laugh, breath, hesi­
latton), elements of phatic communication (greetings, polite constructions), irrelevant c~m­
tnents, unnecessary detail, etc. As a user becomes accustomed to the limited yet practical 
domain of a system's operations, it is expected that variant phrasings would diminish, since 
~hey take longer to utter and contribute very little, though disflueocies would always be an 
issue. 
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G G 

Inglewood GJ EJ 
Figure 17.14 Word graph for hypotheses [61]. 

The original word graph or lattice from the speech recognizer might consist of nodes, 
representing points in time, and edges representing word hypotheses and acoustic scores for 
a given span in the utterance. Figure 17 .14 illustrates a sample of word graph for the exam­
ple "/ would like to fly to Boston" with competing hypotheses. Using the Destination gram­
mar on the word graph in Figure 17 .14 will skip the earlier parts of the possible sentence 
hypotheses and identify the short fragment from node 6 to node 8 as a destination. If only 
the Destination grammar were active, a new view of the word graph would result in Figure 
17.15. 

This example shows that potential and legitimate ambiguities can persist even with 
flexible grammars of this type, but the key potential meanings have been identified. A robust 
parser that is capable of handling the example needs to solve the following three problems: 

• Chunking: appropriate segmentation of text into syntactically meaningful 
units; 

• Disambiguation: selecting the unique semantically and pragmatically correct 
analysis from the potentially large number of syntactically legitimate ones re­
turned; and 

• Undergeneration: dealing with cases of input outside the system's lexical or 
syntactic coverage. 

Grammars developed for spontaneous speech should concentrate on describing the 
structure of the meaningful clauses and sentences that are embedded in the spoken utterance. 
The goal of the parser is to facilitate the extraction of these meaningful clauses from the 
utterance, while disregarding the surrounding disfluencies. We use the semantic grammar in 
the Dr. Who SLU engine [61) to illustrate how this works. 
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Destination: Boston 

00 00G)00 

Destination: Austin 

Figure 17.15 Word graph for hypotheses if only the Destination grammar is active [61]. 

As shown in Figure 17 .9, a Dr. Who semantic class mostly contains a set of slots that 
need to be filled with terminal words (verbatim) or with recursive nontenninal semantic 
classes. Strictly speaking, this semantic class grammar can hardly be called a grammar, 
since it is primarily used to define the conceptual relations among Dr. Who entities rather 
than the language expressions that are used to refer to the entities. The syntactic expression 
is specified by optional CFGs associated with each semantic class. In general, the syntactic 
grammars need to deal with three kinds of variation in surface linguistic fonn: 

1. Variation within a slot-When CFG is missing in the definition of semantic 
classes, the grammar could allow flexible assembly of an expression. For ex­
ample, if the <cfg> tags in Figure 17 .9 are omitted, any sequence that con­
tains a word of a P _RELATION typed class and a word of a PERSON typed 
class can be an expression referring to a semantic object of ByRel such as 
John's father, father of John, or even John loves his father. Thus, CFGs are 
often specified within the semantic slot to provide linguistic constraints with­

out over-generating. 

2. Variation in the order of frame presentation-Many systems [64, 66] employ 
an island-driven robust parsing strategy where the slots in the semant~c 
frames are filled by language fragments from parsing. Parsing of the slots 1s 
order independent. Thus utterances "Schedule a meeting with Jol~n at 3 PM'' 
and "Schedule a meeting at 3 PM with John" can be processed without prob­

lems. 

3. Disfluencies and irrelevancies-Disfluencies and irrelevancies are unavoid­
able for spoken language input. The system has to deal with real utterances 
such as "I'd really like to know whether a meeting by 3 PM would be at all 

possible for John." 
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To cope with these requirements, the robust pa_rsing alg?rithm. [ 61] is ~ically imple­
mented as an extension of the bottom-up chart-parsmg algorithm discussed m Chapter 11. 
There are a number of additional requirements for robust parsing: 

• The requirement that a hypothesis _and a partial parse have to cover adjacent 
words in the input is relaxed here. This effectively skips the words and en­
ables the parser to omit unwanted words in input sentences. 

• The combination of a hypothesis with a new partial parse taken from agenda 
results in multiple new hypotheses. Those hypotheses may have different 
critical position number. In other words, they are expecting different partial 
parses. This effectively skips the symbols in a rule, so the parser can continue 
its operation even if something expected by the grammar does not exist. 

• The sequential order in which the partial parses are taken out from the agenda 
is crucial here. A partial parse that has the minimum span and highest score 
and that covers the word closest to the sentence start position (in that order) 
has the highest priority. 

In a robust parser, if there is already a parse g that has the same symbol and span as 
the new parse h, we need to compare their scores so we only keep the better one. The parse 
scoring can be the likelihood of the parse with respect to a heuristic CFG enhanced with a 
mechanism of assigning probability for insertions and deletions. It can also be based on heu­
ristics when no training data is available. The typical heuristic values may include the num­
ber of words covered by a parse; the number of rule symbols skipped in the parse tree; the 
number of nodes in the parse tree; the depth of the parse tree; and the leftmost position of 
the word covered by the parse. 

17.4.2. Statistical Pattern Matching 

The use of Cf Gs to capture the semantic meaning of an utterance can be augmented with 
probabilistic CFGs or the unified language model described in Chapter 11. In the statistical 
parser, the application developers first define semantic nonterminal and preterminal nodes. 
A large number of sentences are then collected and annotated with these semantic nodes. 
Th~ statistical training methods are used to build the parser to extract semantic meaning 
from an utterance. 

For example, a statistical parsing algorithm [ I 5, 26] takes one step further toward 
automatic discovery of complex CFG rules. Instead of relying on hand-written CFG rules, it 
builds a statistical parser based on the tree-banked data where sentences are labeled with 
parsing-tree structure. It identifies simple named classes like Date, Amount, Fund, or Per­
cent and only handles simple classes using the local context. Words that are not part of a 
class are tagge~ a~ word, indicating that the word is passed on to the subsequent parser. The 
subse~uent stat1st1cal parser takes a classed sentence. It generates the most likely semantic 
parse m a bottom-up leftmost derivation order. At each step in the derivation, the parsers use 
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ART (see Chapter 4) to assign probabilities to primitive parser actions such . . 
C . • , b . , . . . as ass1gnmg a 

to 3 word or dec1dmg vi. hen to egm a nev. constituent. A beam search is used t fi d h 
iag b b"I" Th • o m t e ·e with highest pro a 1 tty. e two-step parsmg for the sentence '"Please tr. , .. pars . ,, . . ansJer 011e 
hundred dollars from l'oyage~f11nd to fideluyfund is 11l~strated in Figure 17. 16. 

The hidden understcmdmg model (HUM) [29. 30) 1s another statistical pattern match­
• 0 techniques. Let W denote the sequence of words and S denote the meaning of the utter­
:~e. According to Bayes' rule. we have the following equation: 

P(W I S)P(S) 
P(S I W) = P(W) (17.2) 

The task of sentence interpretation can then be translated into finding the meaning represen­

tation S , such that 

§ =argmax P(W I S)P(S) (17.3) 
s 

P(S) is the semantic language model that specifies the prior statistical distribution of 
meaning expressions. The semantic language model is based on a tree-structured meaning 
representation where concepts are represented as nodes in a semantic tree with subconcepts 
represented as child nodes. Figure 17 .17 illustrates such a tree-structured meaning represen­
tation for the sentence "United flight 203 from Dallas to Atlanta." The Flight concept has 
Airline, Flight_Ind, Flt_Num, Origin, and Destination subconcepts. Origin and Destination 
subconcepts have terminal nodes Origin_Ind and City and Dest_lnd and City, respectively. 
Each terminal node (I ike City) could be composed of a word or of a sequence of words. 

Semantic language model P(S) is modeled as P(S; I S1-1, concept), where concept is 
the parent concept for S, and SH . Based on this definition, the probability 
?(Destination I Origin, Flight) is bigger than ?(Origin I Destination, Flight) , since users 
often omit the origin for a flight in an airline reservation system. 

P(W IS) is called a lexical realization model, which is basically a word bigram 
model augmented with the context of the parent concept: 

P( W IS) = IT P( w1 I w,_1, concept) (17.4) 

Both the semantic language model and lexical realization model are estimated from a l~­
beled corpus. Viterbi search is applied to find the best path of meaning representation S 
according to Eq. (17.3). 
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FUND 

I\ 
fund 

word word amount amount amount word fund fund word fund 

I I I I I I I I I I I 
please transfer one hundred dollars from voyager fund to fidelity fund 

(a) 
s 

XFER 
\ '--SELL BUY 

/

~-SELL 
I 

FUND-BUY 

/ ""- / ""' null null d-amount null fund-sell null fund-buy 

I I I 
please transfer AMOUNT from FUND to FUND 

(b) 

Figure 17.16 An example class tree in JBM's statistical class parser. (a) The sentence is classi­
fied into semantic classes. (b) The classed sentence is parsed into the semantic tree based on 
CART [15]. 

FLIGHT [AIRLINE [United] 
FLIGHT_IND[flight] 
FLIGHT_NUM[203] 
ORIGIN[ORIGIN_IND[from] CITY[DALLAS]] 
DESTINATION[DEST_IND[to] CITY[Atlanta]]] 

Figure 17.17 A tree-structured meaning representation for United flight 203 from Dallas to At­
lanta in BBN's HUM system (29]. 
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The sentence interpretation module only attempts to interpret each sentence 'th kn 
d. 1 . • Wt out owl-

dge about the current ia og status or discourse. As we mentioned in Sect· 17 2 e . . 'bl t th • h • . . 10n • ' some-times it 1s 1mposs1 e to ge e ng t mterpretatton without discourse knowled e. F 
example, in th~ sentence "Sh_ow me the mo~ning flight" one must have the knowled:e wh:: 
the morning .flrg_ht refers to m order to denve the real-world entitiy, even though the sen­
tence interpretation modu_le comprehends _perfectly what morning flight means. 

Discourse information formed by dialog history is necessary not only for semantic in­
ference but also for inconsistency detection. Inconsistency detection is important in a dialog 
system, since the _dialog man~gement module (described in Section 17.6) needs such infor­
mation to disambiguate the dialog flow when needed. For example, in an airline reservation 
system, the re~ing date should_ not proceed th~ departure date, which may be conveyed in 
the previous dialog turns. The discourse analysis module needs to maintain a stack of dis­
course trees so that the semantic representation remains the same whether the information is 
obtained through several dialog turns or a single one. 

The goal of the discourse analysis module is to collapse the discourse tree by resolv­
ing the semantic objects into the domain entities. This process is also called semantic 
evaluation. When the resolution is successful, the physical semantic object is officially 
bound to the domain entities. The last process is often called semantic binding. Because an 
entity can be identified by partial information ( e.g., last name of a person), binding is neces­
sary for the system to grasp the whole attributes of the objects the dialog is concerned with. 
Semantic binding is also critical for intelligent behaviors such as setting the discourse con­
text for reference resolution. The semantic evaluation and binding are the basics for driving 
the dialog flow. The communication mechanism between discourse analysis and dialog 
manager is typically event driven. Events that can be passed to the dialog manager are 
evaluation succeeded, evaluation failed, invalid information, and value to be determined. 
The discourse analysis module often needs to tap into the knowledge base with the semantic 
object attributes and entity memory for semantic evaluation. The semantic evaluation usu­
ally proceeds from the leaves up toward the root of the discourse tree. The process ends 
when the root node is converted, which indicates the dialog goal has been achieved. The 
functions of Discourse analysis module are the following: 

• Converting the relative expressions (like tomorrow, next week, he, it, the 
morning flight, etc.) in the semantic slots into real-world objects or concepts 
(such as 1/5/2000, the week of 2/7/2000, John, John's dog, etc.). 

• Automatic inference-Based on dialog history, the module may decide some 
missing information for certain slots. For example, an airline reservation sys­
tem could infer the destination city for the origin of the return flight even 
though it is not specified. 

• Inconsistency/ambiguity detection-Since the discourse analysis module can 
perform automatic inference for some slots, it can perform consistency 
checking when it is explicitly specified during the current dialog turn. 
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17.5.1. Resolution of Relative Expression 

There are two types of relative expression. The first type is the reference, relating linguistic 
expressions to real-world entities. This may involve disambiguation, by inference or direct 
user query. When a user says, "Give me Eric's phone number," many people with first name 
Eric may exist in the database. The second type of relative expression is the co-reference. 
Co-reference occurs when different names or referring expressions are used to signify the 
same real-world entity. For example, in the sentence "Nelson Mandela has a long history of 
leadership within the African National Congress, but he is aging and nobody was surprised 
yesterday when Mandela announced his successor" the terms Nelson Mandela and Mandela 
refer to the same person. 

In linguistics, there are three different types of co-references. The example above is an 
ellipsis, where the omitted word(s) can be understood from the context. The other type is 
deixis. A deixis refers to the use of a word such as that, now, tomorrow, or here, whose full 
meaning depends on the extralinguistic context in which it is used. Location deictic co­
references are very common for multimodal applications where pointing devices (modali­
ties) like pens can be used to indicate the real locations. The most common type of co­
reference is anaphora, which is a special type of co-reference, where a word or phrase has 
an indirect, dependent meaning, standing for another word or concept previously introduced. 
The pronoun he in the sentence above is an anaphor referring to Nelson Mandela too. 

Time deictic co-references like tomorrow, next week, the week of 217/ 2000, etc., are 
among the easiest category for resolution (requiring only simple domain knowledge). The 
resolution of other relative expressions usually requires deep natural language processing. 
We focus our discussion on anaphora resolution, since it represents the most challenge one 
among others and approaches of solving this problem are typical of the kind of methods 
appropriate for resolving a variety of other relative expressions. 

17.5.1.1. Priority Entity Memory 

We introduce a simple resolution method [60] that is based on semantic class type abstrac­
tion and priority entity memory. This method is straightforward and is very powerful to han­
dle most cases even without complex natural Iauguage processing. 

Whenever a conversion of a relative expression occurs, the consequent entity is added 
to the entity memory. The entity memory consists of turn and discourse memories. Either 
type of memory consists of a number of priority queues that are delineated by entity types. 
An entity can only be remembered into the queue of compatible types ( e.g., through inheri­
tance). When referred to, the memory item increases its priority in the queue. This treatment 
resembles the cache language model described in Chapter 11. 
• The ~ memory is a cache for holding entities in each turn. There are two types of 
~m ~emones. The explicit memory holds the entities that are resolved directly from seman­
tic obJects. In contrast, the implicit memory is for entities that are deduced from relative 



Discourse Analysis 
883 

Pressions. In accessing the memory, the explicit tum memory takes preced t h ex . . . . . en over t e 
discourse memory, which m turn ~as a higher pnonty than the implicit. At the end of the 
ystem's tum, all the turn memory items are moved and sorted into the discourse mem 

5 
The distinctions between the three kinds of memories and the rules to operate th~mry. 

h · ti are 
<lesioned as a simple mec amsm or most common but not all possible scenarios. It is worth 
noti~g that the design has a bias toward direct and backward reference. For example, in the 
expression "Forward ~his mail to John, his manager, and his assistant," the second his will 
be evaluated as refemng to John, not to his manager. The implicit memory, however, pro­
vides a back-off for expressions like "Send email to John. his manager, and her assistant" in 
which the pronoun her should be taken as indicating John's manager is a female and re­
solved accordingly. However, since we store only the entities and not the semantic objects 
into the memory, the mechanism is not suitable for forward or pleonastic references, as in 
the examples like "Since his promotion last May, John has been working very hard" or "11 
being so nice, John moved the meeting outside." Fortunately, these natural language phe­
nomena are rare in a spoken dialog environment. 

It is sensible to confirm3 the resolved entities with users due to possible resolution er­
rors. In cases where many entities in the entity memory can be matched with a semantic 
object, a decision of not performing any resolution and directly inquiring the user for disam­
biguation may be a better solution. In general, name references can be resolved by a se­
quence of simple rules. In the example of "Give me Eric's phone number" the SLU system 
may just generate the query message "What is Eric's last name?" when many people in the 
entity memory have the same name Eric. 

17.5.1.2. Resolution byNLP 

Extensive understanding is crucial for perfect resolution for relative expressions (in particu­
lar, anaphora). Though morphology, lexical semantics, and syntax can be helpful for disam­
biguation, ultimately it is a problem of inference using real-world knowledge and dialog 
state or context. In a discourse model of focus, it is assumed that speakers usually center 
their attention on a single main topic called the focus. Some utterances introduce or reintro­
duce a focus; others elaborate on it. Focus elements typically change (by being suspended, 
interrupted, resumed, etc.) over the course of a dialog. Once a focus element has been intro­
duced, anaphora is usually used to represent it, making dialog more efficient. 

Anaphora resolution specifies the referent of a pronoun or other anaphoric expression. 
This association should be supported by inference about properties and probabilities in the 
real world. Anaphora resolution can be done with a simple entity focus principle. For exam­
ple, in the very common schedule a meeting type of dialog application, an exchange s~ch as 
that shown in Figure 17 .18 is centered on the initial focus element-the proposed meetmg­
and anaphora are likely to relate to that central topic, at least early on in the exchange. The 

J One m· h d . . . . . . • • fi • ) t se based on the confidence ig I ec1de which confinnation strategies (exphc1t or 1mphc1t con 1nnat1on ° u 
0

~
the resolutions. The details of confinnation strategies are described in Section 17-6• 
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( 1) 

(2) 

( 3) 

(4) 

Spoken Language Understanding 

I'd like to schedule a [meeting] 1 with [Christoph]j. 

[It]i can be anytime after 4. 
Tell [him] . [he] can [grab a cab over here] •• 

) j • 1 
[That]k should be only if he's running ate. 

Figure 17.18 A schedule a meeting dialog example showing different anaphora usage. 

subscript indicates the co-reference to the same entity. The focus is the meeting proposed in 
(1). The pronoun it in (2), by the very simple mechanism discussed here, can be interpreted 
as referring to the meeting. Some grammatical knowledge and the semantic class type 
should help the system to resolve him in (3) as Jim rather than the meeting. In sentence (3) 
the focus has shifted to the action of taking a cab, to which that refers in sentence ( 4 ). The 
locative here in (3) must also be resolved to the speaker's location. 

Most formal models of anaphora resolution originated from research into discourse 
and human-human dialog. They tend to be overpowered, in making elaborate provision for 
greater topic and reference variation than exists in typical computer speech dialog applica­
tions of the present time. On the other hand, while they can provide resolution for some 
complicated situations, they tend to be underpowered, in failing to deal robustly with the 
realities of imperfect speech recognition and parsing. 

Some of the work on anaphora resolution in dialog relies on elaborate focus-tracking 
mechanisms [47]. These tend to be somewhat circular in nature, in that anaphoric reference 
resolution is required for the focus-tracking algorithms to operate, while the anaphoric reso­
lution itself relies on the currently identified focus structure of the dialog or discourse. 
Rather than elaborate on these possibilities, we instead present a number of relatively 
straightforward heuristics for anaphora resolution, some of which have been developed 
based on textual studies, but which may be relevant to increasingly complex human­
computer dialog in the future. The discussion here is limited to the resolution of intersenten­
tial and intrasentential pronominal anaphora. Full noun-phrase anaphora, where one syn­
onymous noun phrase is co-referent with another, requires even more powerful grammatical 
and semantic resources. 

Syntactic conditions can be tested when a parse tree showing syntactic constituency is 
available. The most obvious syntactic filter for disallowing co-reference is simple gram­
matical feature agreement. For example, the following proposed co-indexed relation is not 
semantically possible in ordinary discourse, and the restriction is explicitly provided through 
the lexical morphology and syntax of the language: 

The [girl] 1 thought [he] 1 was frightening. 

Though the theoretical details can be complex (37], the basic intuition of syntax-based 
anaphoric resol~tion is that nonreflexive pronouns that are syntactically too close to a candi­
date co-referential NP (antecedent) are disfavored. For example, in a sentence such as: 

[Bill's l 1 photo of [him] 1 is offensive. 
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the coindexing of Bill with him is disallowed. By disallowed we mean th t . 
E 1• h · . ' a your innate 

sense of proper ng 1s grammar and interpretation will balk at the proposed rel 1. Th 
·d h • ·d a ton. e 

language pro~11 es a mec arusm to ovem e some proximity restrictions, as in the following 
(epaired version: 

[Bill's) 1 photo of [hirnself)i is offensive. 

So, when is a pronoun too close to a possible antecedent? The most important t _ . . h . . syn ac 
tic concepts for determmmg a nap one relations rely on structural attributes of parse tre 1 . es. n 
fact, treatment of this problem represents a very large and highly argumentative subfield 
within theoretical _linguisti_cs. Neverthel~ss, any treatment of anaphora resolution on purely 
syntactic grounds 1s very likely to end with a list of conditions that can mostly be subsumed 
under some form of x-bar theory [25), as it is called in the theoretical linguistics. 

17.5.2. Automatic Inference and Inconsistency Detection 

Automatic inference can be carried out through the same framework of priority entity mem­
ory described in Section 17 .5.1.1. During semantic evaluation, a partially filled semantic 
object is first compared with the entities in the memory based on the type compatibility. If a 
candidate is found, the discourse analysis module then computes a goodness-of-fit score by 
consulting the knowledge base and considering the position of the entity in the memory list. 
The semantic object is converted immediately to the entity from the memory if the score 
exceeds the threshold. In the process, all the actions implied by the entities are carried out 
following the order in which the corresponding semantic objects are converted. 

In general, automatic inference can be implemented as description procedures attached 
to semantic slots as described in Section 17 .3 .1. In the example of an airline reservation sys­
tem, a procedure or rule can be attached to automatically infer the destination city for the 
returning flight. The other powerful strategy for automatic inference is slot inheritance. 
When changing dialog turn for different semantic objects under the same service, the system 
may allow such slot inheritance to free users from repeating the same attributes. For exam­
ple, after a user asks "What is Peter Hon's office number?" he may abbreviate his next query 
to "How about Derek Acero 's?" Slot inheritance will allow the second semantic object re­
garding Derek Acero to inherit the office number slot even though it is not explicitly speci­
fied. 

Inconsistency checking is crucial to initiate necessary events for dialog repair. A dia­
log may be diverted away from the ideal flow for various reasons ( e.g., misrecognition, out­
of-domain reference, conflicting information), many of which require domain- and applica­
tion-specific knowledge to guide the dialog back to the desired course . This process is called 
dialog repair. Similar to automatic inference, inconsistency checking can be implemented as 
description procedures attached to semantic slots. In addition, inconsistency checking c_an 
also be triggered when semantic binding for a partially filled semantic object fails (e.g., m­
dicated by a failed database lookup). The discourse analysis module is responsible only for 
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sending the dialog repair events to the dialog ma_nager, ~nd it leaves the realization of the 
repair strategy to the corresponding event handler m the dialog ~anager. 

For example. consider a query: "Find me the cheapest flzght fro~, Seatt~e to Memphis 

011 Sunday." The semantic binding fails becaus~ there is actually no flight ~va1lable on Sun­
day from Seattle to Memphis based on the fltght_ database. Thus,_ the discourse manag~r 
passes such event to the dialog manager, and the dialog manager will generate an appropn­
ate message to let the users be aware of this fact. 

17 .6. DIALOG MANAGEMENT 

For most applications, it is highly unlikely that a user can access or retrieve the desired in­
formation with just a single query. The query might be incomplete, imprecise, and some­
timed inconsistent with respect to the discourse history. Even if the query is unambiguous, 
the speech recognition and sentence interpretation modules in a SLU system may make mis­
takes. Thus the SLU system needs to provide an interactive mechanism to perform clarifica­
tion, completion, confinnation, and negotiation dialogs with users. By default, the objective 
of such a dialog is to help users accomplish the required tasks more efficiently. Being user­
friendly is also one of the major objectives for dialog systems as discussed in Chapter 18. 
Since the goal of a SLU system is to provide a natural conversation interface for users, the 
ultimate SLU system should act like a real human, yet still possessing perfect memory and 
superfast computation. Based on these criteria, it is not hard to see why mix-initiative sys­
tems are preferred over system-initiative systems. 

The dialog manager controls the interactive strategy and flow once the semantic mean­
ing of the query is extracted and stored in the system's representation ( discourse trees). The 
architecture of SLU dialog systems resembles the one used in event-driven GUI systems. In 
the same way that GUI events are assigned to graphical objects, the dialog events are as­
signed to semantic objects that encapsulate the knowledge for handling events under various 
discourse contexts. As mentioned in Section 17.5, the discourse tree with domain entity 
binding is passed along with necessary dialog events generated from the discourse analysis 
module to the dialog manager. The dialog manager acts as an intelligent domain knowledge 
handler that uses the semantic meaning of the query to check against domain-specific 
knowledge (including domain database and application logic) and generates the desired an­
swer for the query or produces other necessary dialog strategy. 

In this sense, the dialog manager functions as a GUI application that contains an event 
handler. The event handler handles dialog events passed from the discourse analysis module 
and generates appropriate responses to engage users to solve the problems. In addition, the 
dialog manager needs to implement the application logic to generate appropriate actions 
(e.g., make real airline and hotel reservation). In this section we discuss two modeling tech­
niques for implementing application logic, and different dialog behaviors related to event 
handling. 
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17,6.l, Dialog Grammars 

. 1 ggrnmmars use constrained, well-understood fonnalisms such asfinite st 1 . 
Dia o . . . . d' I . a e machmes 

Press sequencing regulanhes m ta ogs, termed adjacency pairs The rul to ex . . . . . • es state se-
tial and h1erarch1cal constraints on acceptable dialogs, Just as syntactic gramm 1 quen , . . ar ru es 

te constraints on grammatically acceptable stnngs. For example, an answer or a re 
sta . ti 11 . . fi . quest 
fi clarification is likely to o ow a question, Just as a mte state grammar might provid 
f~~ a noun or an adjective, but not a verb, to follow a determiner such as the. In most dialo: 

ammar systems, dialog-act types (explain, complain, request, etc. cf. Section 17 .2.2) are 
!tegorized ,and the categories ar~ us~d a~ terminals in the dialog grammar. This approach 
has the advantage that the formalism ts simple and tractable. At every stage of processing 
the system has a basis for setting expectations, which may correspond to activating state­
dependent language models, and for setting thresholds for rejection and requests for clarifi-

cation. 
In its essence, the dialog grammar model is exemplified by a rigid flowchart dia-

gramming system control of the type and sequence of interaction. Figure 17. l 9 shows a fi­
nite state dialog grammar for an airline reservation SLU system. In this simple example, 
dialog-act categorization is omitted, and the interactions are controlled based on bare infor­
mation items. This grammar makes simple claims: the interaction is basically question­
answer; the topic queries are answered on-topic if possible, and presumably with a confir­
mation statement to catch the existence of a problem. 

This system is easily programmed. The challenge lies in providing tools to application 
authors to ease the tedium and minimize the errors in the construction of grammars, and to 
allow for more flexibility and spontaneous deviations from the expected transitions in the 
grammar. Such deviations may be important for novice users, who may more naturally tend 
to give their infonnation (origin, destination, time) in one single utterance or in a different 
order. 

In general, the dialog grammar approach has the following potential disadvantages 

• The interaction may be experienced by a user as brittle, inflexible, and unfor­
giving, since it is difficult to support mix-initiative systems. 

• Dialog grammars have difficulty with nonliteral language (indirection, irony, 
etc.). 

• A speech act might be expressed by several utterances, complicating the 
grammar. 

• A single utterance might express several speech acts, complicating the 
grammar. 

To address these issues, more sophisticated approaches to enhance hand-built finite 
state dialog grammars have been attempted. For example, once can add statistical knowl­
edge based on realistic data to dialog grammars. The statistical learning methods, like come 
CART, n-grams, or neural networks [3] can be used to learn the association between utter­
ances and states in the training data. 
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where yo11 want to leave from? 

when you want to leave? 

No 

Stop 

Figure 17.19 A finite state dialog grammar for airline reservation (after [ 19]). 

17.6.2. Plan-Based Systems 

Plan-based approaches [2, 41] seek to overcome the rigidity and shallowness of dialog 
grammars and templates. They are based on the observation that humans plan their actions 
to achieve various goals. Thus, plans and goals are in some degree of correspondence. A 
system operating under these assumptions needs to infer goals, construct and activate plans. 
A user may have a preconceived plan for achieving his/her goals or may need to rely on the 
system to supplement or construct appropriate plans. 
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Plan-based syst_ems are well studied in artificial intelligence (AI) [32 
thematical foundation of the plan-based approach is inference Th b h . ' 651- The 

ma d f h d . • e e av1ors of the sys 
and the knowle ge o t e omam are programmed as a set of 1 • 1 1 . • 

tem . . h h . og1ca ru es and axioms 
The system interacts wit t e user to gather facts which consequently tr' 1 • 

. . ' . 1gger ru es and gen-
rate more facts as the mteractron progresses. As illustrated in Eq ( 17 1) ti I f 

e . d . h . . • • , 1e goa o the 
d'alog manager 1s to enve t e action A based on discourse semanti·c s T 1c· h' . 

I • n • a mg t IS view 
the dialog manager 1s a natural outgrow of the semantic evaluation process It 1·s th t ' 

• · • d • es ep 
where the syste~ s mtent 1s compute • The outcome of the dialog manager is a message (via 
different rendering) the system conveys to the user. 

In essence, a plan-based system is an embodiment of a state machine for which differ­
ent discourse semantics are regarded as states. The difference, however, is that the states for 
the plan-based system are generated dynamically and not limited to a predetermined finite 
set. This capability of handling an unbounded number of states is a key strength of plan­
based systems in terms of scalability. 

Even a simple interaction can involve a variety of complex subgoals and pragmatic in­
ferences. A partial plan for the airline reservation example in Section 17 .6.1 is illustrated in 
Figure 17.20. One wants to know if a flight itinerary (F 12) is an available one. The relation­
ships among the goals and actions that compose a plan can be represented as a directed 
graph, with goals, preconditions, actions, and effects as nodes and relationships among these 
as arcs. These graphs illustrate the compositional nature of plans, which always include 
nested subplans, down to an almost infinite level of detail. The appropriate level of planning 
specification is thus a judgment call and must be application dependent. 

The arcs are labeled with the relationship that holds between any two nodes. SUB 
shows that the child arc is the beginning of a subplan for the parent. At some point appropri­
ate to the domain of the planning application, the SUBs will be suspended and represented 
as a single subsuming node. In Figure 17.20, ENABLE indicates a precondition on a goal or 
action. EFFECT indicates the result of an action. ENABLE indicates an enabling relation­
ship between parent and child nodes. 

Plan-based approaches incorporate a rich and deep model of rational behavior and, 
thus, in theory, permit a more flexible mode of interaction than do dialog grammar ap­
proaches. However, they can be complex to construct and operate in practice, due to relia~ce 
on logical and pragmatic inference, and due to the fact that no fully understood t~eoretlcal 
underpinning exists for their specification. The complexity of the domain of mo_dehng often 
requires significant efforts from human experts to author the logical rules and axioms. 

In plan-based theories of agent interaction, each dialog participant needs to conStruct 
and maintain a model of all participants' goals, commitments, and beliefs. _Plans are,_ th~s, a 
relatively abstract notion leading to the hope that plans could be designed m an appl~catl~n­
iodependent fashion, which would pennit the development of plan libraries. Such hbr~es 
could be easily adapted to a variety of domains; just as specifi: entity models are denved 

from generic classes via inheritance in object-oriented programmmg. 
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Available_Flight(F12) 

Outbound_Leg(F12,L 1) 

Dest(F12,C2) 

EFFECT 

Later (T2,T1) 

Same_city (C1 ,C4) 

Figure 17.20 A partial plan for the airline reservation example in Figure 17 .19 represented as a 
graph. 

The following operational cycle exemplifies the plan approach, describing interaction 
of two agents, X (the helpful assisting agent) and Y (the client). Interaction is stated from 
X's point of view [10). 

• Observe Y's act(s) 

• Infer Y's plan (using X's model of Y's beliefs and goals) 

• Debug Y's plan, finding obstacles to success of plan, based on X's beliefs 

• Adopt the negation of the obstacles as X's goal 

• Plan to achieve those goals and execute the plan 

A flight itinerary that at least contains an Outbound_ Leg subgoal and another possible 
lnbound_Leg subgoal is a round trip. Let's assume F12 is a round trip itinerary. At the ln­
bound_Leg node, the interesting question is how much of the underlying goal 
(Time(Fl2,T2), Origin(F12,C3) and Dest(F12,C4)) can be inferred by the infonnation pro­
vided by the system from the dialog so far, or from other known conditions. For example, 
the destination of the Inbound_Leg can be inferred from the origin in the outbound leg. The 
origin city can be inferred similarly. Going one step further, you can also infer that the de-
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~rh•re time for the inbound leg must occur after the departure time of th 
puu.., . h . . e outbound le (Tl 
< TZ). Those ~ee mferences are s own m th~ Effect arcs m Figure 17 .io. g 

The goal inference could be a cooperative process, with the system m k' . . 
.fy d h I . a mg the m1m-

mal queries needed t~ ven an c oose am~ng a ternative hypotheses. Or, it could be based 

Pure inference, with perhaps a confirmation step. Inference modeling can get on . . . very com-
lJ·cated The technolog1es of mference are complex models of the behefs desires and . t p • . . . . • , men-

tions of agents, making use of genenc log1cal systems, which operate over the propositions 
corresponding to the nodes in a plan structure such as shown in Figure l 7 .20. Both user and 
system are assumed to be operating fr~~ partially ~hared _wort~ and discourse models con­
sisting of beliefs about all relevant entitles and their relat1onsh1ps. If utterances and speech 
acts are not in conflict with the constraints implied by the world models, communication and 
action can proceed. Otherwise, either the utterance itself must be further interpreted, sup­
plemented, or clarified, or the world models need to be changed. 

The natural expression of rational behavior, communication, and cooperation is some 
form of first-order logic. We define axioms and inference rules for Belief and Intention. If 
the modal operator for belief is B, axioms and inference rules for an agent i with respect to 
proposition schemata <I> or \jl could be fonnalized in the following logical expression. 

(Bi(¢>) AB,(¢>=> If/))=> B, ('fl) 

B,(¢>) => -,B;-,¢> 

B;(¢J) => Bi(B;(<P)) 

-.B;(¢) => B;(-,B,(¢>)) 

-iB;(¢J) => -,B;(B,(¢)) 

VxB;(¢J) => B,(Vx¢) 

(17 .5) 

These describe appropriate conditions on beliefs of rational agents, such as entailment 
and consistency. Intentions, in turn, are formalized with respect to beliefs. For example, if an 
agent is to fonn an intention to bring about a state of affairs, it is reasonable that s/he be­
lieves this state of affairs is not currently in force: 

1,(¢>) => B1(-,¢) (17.6) 

Other such axioms formalize related constraints on intentions, e.g., having an intention 
entails a commitment to achieving any preconditions, and belief in the possibility of doing 
so. Many more axioms involving all aspects of rational behavior, and formalizing, to some 
extent, the Gricean Maxims can be devised. For example, a kind of conversational coopera­
tion occurs when a participant i is willing to come to believe what i believes his/her conver­
~ational partner j is attempting to communicate (at least for the limited operational domains 
m question!), unless i holds beliefs to the contrary: 

B,(/iBi(<fJ(j)))) A-,B;(-,<f,(j)) => B,(<f,(j)) (17.7) 

When beliefs and intentions are modeled in this fashion, it may be possible to directly con­
struct the core of a dialog engine based on rational principles as a theorem prover. Such a 
treatment is, however, beyond the scope of this discussion. 
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A few desirable system behaviors that would naturally follow from limited infer­
ence and goal tracking can be briefly examined. Unlike the dialog grammar approach, a 
plan-based system allows digression, since the us~r's intention mo~el has been built int~ the 
plan. When a system is confused about a ~ser's m~u!, a ~ooperative syste~ co~ld begm to 
perform the critical pragmatic steps that umquely d1stmgmsh the conversational mterface. A 
chain of inferring the user's goal, based on the system's axioms, dialog history, and current 
knowledge, would be triggered. 

It is essential for a system to track the dialog focus, or temporary centers of atten­
tion, in order to understand things that are unspoken but assumed to be salient across utter­
ances. In this case, the user's input is ambiguous-June 22 is for outbound or inbound 
flight? If the dialog architecture provides a method of tracking focus, it may be simple to 
resolve the legs from an earlier query. 

Focus is a useful concept in dialog understanding. The basic idea is similar to the 
entity memory tracking in anaphora resolution (see Section 17.5.1.1)-at any given point in 
a conversational exchange, a few items are at the center of attention and are given prefer­
ence in disambiguation. Other items are in the background but may be revitalized as centers 
of attention at some later point. A static area can be used to contain items that are assumed 
background knowledge throughout the exchange. The main goal of conversation can initial­
ize the stack. As subgoals are elaborated, new focus sets are pushed on the stack, and when 
these subgoals are exhausted, the corresponding focus object is popped from the stack and 
earlier, presumably broader topics are resumed. Focus shifts that are not naturally character­
ized as refinements of a broader current topic may be modeled by initiating a new independ­
ent focus stack. Focus shifts may be cued by characteristic linguistic signals, such as cue 
words and phrases (well now, ok!, by the way, wait!, hey, etc.). In many cases, focus struc­
ture tracks the recursively embedded plan structures, such as that shown in Figure 17.20. 

17.6.3. Dialog Behavior 

Even though the behavior of the dialog manager is highly dependent on the domain knowl­
edge and the applications, some general styles of dialog behavior are worth investigating. 
The first important dialog behavior is the dialog initiative strategies. System initiative sys­
tems have the advantage of narrowing the possible inputs from users, while paying the price 
for extreme inflexibility. Although user initiative strategy is often adopted for GUI-based 
systems, it is seldom implemented for SLU systems, since total flexibility is translated into 
high perplexity (resulting low system performance). For many applications, a flexible mixed 
initiative style is preferred over a rigidly controlled one. Although it is possible to imple­
ment a mixed initiative system using either dialog grammars or plan-based approach, the 
latter is more flexible because it can handling an unbounded number of states. 

Most often, the response generated by the dialog manager is either a confirmation or a 
negotiation. Confirmation is important due to possible SLU errors. There are two major con­
firmation strategies--explicit or implicit confirmations. An explicit confirmation is a re­
sponse solely for confirmation of what the system bas heard. On the other hand, an implicit 
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fi ...,.,ation is a response containing new input query and embedded confirmat· . con lw• . 10n With the 
that the user can catch and correct the errors 1f the embedded confirmat·,o . hope . . n 1s wrong 
amples in Figure 17 .21 illustrate both confinnation strategies • 

~~ • 
SLU systems usually use a confidence measure as to when to use explicit and im 1 .. . 1 · . fi . . d ~ I p !Cit 

confinnation. Obv1ousl~, e~p 1c1t c_on 1rmat1on ts use 1or ow-confidence semantic objects 
while implicit confinnauon 1s for h1~h-confidence ones. . _ . 

A negotiation response can anse whether a semantic obJect 1s fully filled or not. In the 
e of underspecification, there are some attributes of the semantic objects that cannot be 

~~erred by the discourse manager. Possible actions range from simply pursuing the unfilled 
1
~butes in a predefined order, to gathering the entities in the knowledge base sorted by 

:arious keys. For cases of ill specification, an entity that matches the semantic object attrib­
utes does not exist. The planner can simply report such fact, or suggest removal or replace­
ment of certain attributes, depending on how much domain knowledge is to be included in 
the planning process. • 

Often in the design process, we find it desirable to segregate a dialog into several self­
contained sessions, each of which can employ specialized language, semantic, and even be­
havior models to further improve the system perfonnance. Basically, these sessions are sub­
goals of the dialog, which usually manifest themselves as trunk nodes on the discourse tree. 
We implement a tree stack in which each trunk node is treated as the root for a discourse 
tree. The stack is managed in a first-in last-out fashion, as currently no digression is allowed 
from one subdialog to another. So far, the no-digression rule is considered to be a reasonable 
trade-off for dynamic model swapping. 

Consider the example domain of travel itinerary planning [13] . At the top level is the 
scenario, which is the intended output of the interaction. The scenario is the entire itinerary, 
consisting of reservations for flights, hotels, rental cars, etc., all booked for the user at 
workable, coordinated times and acceptable prices and quality levels. A scenario might be: a 
flight out of the user's home city of Boston, from Logan airport, on April 2, at 4:00 PM on a 
particular flight, connecting in Dallas-Ft. Worth to another flight to a regional airport, an 
overnight hotel stay, a meeting the next day in the morning, a drive to a second local after­
noon meeting, a flight from the regional airport in the evening to LA for a late meeting, an­
other overnight stay in LA, a morning meeting at the hotel, and a return flight back to 
Boston later that same morning. 

I : I would like to fly to Boston. 
Rl: Do you want to fly to Boston? 
R2: When do you want to fly to Boston? 

( explicit confirmation) 
(implicit confirmation) 

Figure 17.21 With the input/ would like to fly to Boston, explicit confirmation response RI 
Do you want to fly to Boston? only allows the user to confirm the destination, while implicit 
confirmation response R2 When do you want to fly to Boston? allows the user to provide 
departure-time information and have a chance to confirm the destination as well. 
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Scenario 

Goals 

Subgoals 

1/R 

/\ 
~6 Time 

Spoken Language Understanding 

Figure 17 .22 A dialog structure hierarchy for travel. 

Creating the finished itinerary for this scenario involves goals, generated by the sys­
tem or the user. Goals might include: access user travel profile, book outbound and inbound 
flights, and make local arrangement (hotel reservation and car rental). Goals in turn may 
subsume subgoals. Subgoals are concerned with the details of planning. These would in­
clude establishing particular desired cities and airports for the flights, price investigation, 
queries about hotel location and quality, etc. The subgoals in their tum are generally realized 
via speech acts fonning I/R pairs. A simplified schematic of the structure of the itinerary 
structure described above might appear as shown in Figure 17 .22. 

This structure lends itself to a variety of control mechanisms, including system-led and 
mixed initiative. For example, the system may ask guiding questions such as "Where would 
you like to go?" followed by "What day would you like to leave?" or the system could begin 
processing from the user's point of view by accepting an utterance like/ want to go from 
Boston to LA, corresponding to the Dest node of a flight on the outbound flight, and re­
sponding with a query about the next needed item, e.g., What day would you like to leave? 
This system can also accommodate a user who may wish to talk about his or her hotel reser­
vation immediately after making the outbound flight reservation, before arranging the in­
bound flight. 

17.7. RESPONSE GENERATION AND RENDITION 

Response generation, also known as the message generation, is the process in which the 
message is physically presented to the user. This is the stage that significantly involves hu­
man-factor issues, as discussed in Chapter 18. It is more susceptible to application-specific 
or user interface considerations. For example, to handle a message requesting the user to 
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select a sizable list of alternatives, a system with a suitable vis I d" 1 . . 
I l• h"l ua isp ay might choose t 

Present the who e 1st, w 1 ea speech-only system might requ·ire a 1 ° 
. • more c ever way In th ' 

section we mamly focus on speech output modality and provide s h h • is 
popular output mo~alitie_s. . ome t oug ts on other 

A conversat10nal mteractive system requires a speech-out t b'I' . pu capa I ity. The speech 
output may be comprised of system requests for clarification di·samb· 1-. . . . . . . . , 1gua ion or repeat of 
garbled mput, confirmation, promptmg for m1ssmg mfonnation· stateme t f . . , n s o system capa-
bilities or expectations; and presentation of results. At the lowest level th' • d . · d' . , 1s 1s one via a 
text-to-speech engme, as 1scussed m Part III ( Chapters 14 15 and 16) d 1 . . • , an s 1own as a 
component m Figure 1.4. However, most text-to-speech engines have been designed for a 
read speech style. Moreover, such systems typically perform only shallow syntact' d _ 

f h 
. . 1c an se 

mantic analysis o t eir m~ut texts to recover some text features that may have prosodic 
correlates. Because the topic space of a task-oriented dialog system is narrower there a 

d
. d , re 

opportunities to tune pr~so 1c an ot~er at~ributes of the speech output for better quality. 
There are two maJor concerns m voice-response rendering. First is the creation or se­

lection of t~e content to be ~poken, and second i_s the rendition of it, which may include spe­
cial prosodic markups as guidance to a ITS engme. 

17.7.1. Response Content Generation 

The response content can be explicitly tied to the semantic representation of the domain task 
and objects. The semantic class could incorporate custom prompts for specific slots or even 
for whole semantic classes. Whenever the dialog manager finds that specification for a par­
ticular slot is missing from a semantic object, it can check if it contains prompts. If prompts 
are present, one could be selected at random for presentation to the user. 

Response prompts can be embedded in semantic representation. Prompts are usually 
provided for each slot to provide direction for users to fill the slot in the next dialog term. 
For example, the semantic class B yN ame defined in Figure 17 .9 can be enhanced with the 
prompts in Figure 17.23. 

Prompts could be associated with conditions. For example, in a flight infonnation sys­
tem, a conditional prompt can be inserted into the semantic class definition to inform users 
of the flight arrival time based on whether the flight has landed or not, as shown in Figure 
17.24. 

Other systems may include some categorization of prompts for different functions. For 
example, at the task level of an airline reservation system, the categorized message list 
might appear as shown in Figure 17.25. The grammar fonnat makes provision for con~en­
ient authorin~ of messages that can be specifi~d and. accessed ~y functional type_ at ~tu~t 
The BEMsg 1s a special type of message. In this particular architecture, com~umcation WI h 
the database engine (cf. the boxes application and database in Figure 17.2) is controlled by 

'b • d' t a database messages that are authored in the task specification. The URL attn ute m ica es 
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<!-- semantic class definition for ByNarne that has type 
PERSON too--> 
<class type="PERSON" name="ByName"> 

<slot type="FIRSTNAME" name="firstname" 
prompt="Please specify the last name for [ firstname] /> 

<slot type="LASTNAME" narne="lastname" 
prompt= "Please specify the first name for [ lastname] /> /> 

<cfg> 

</cfg> 
</class> 

Figure 17.23 Semantic class ByName in Figure 17.9 is enhanced with prompts specified for 
the case of missing a particular slot information. 

access. The </rclist> is the set of possible return codes from the back-end application 
(as it attempts to perform the specified command from the message). Again, every return 
condition is associated with a message by the task specification author. Those shown here 
include a simple confirmation of a successful completion, as well as a warning for flight sold 
out and a generic failure of transaction message. 

<class type="FLIGHT" name="Flight"> 
<slot type="FLIGHTNO" name="flight_no"> 
<slot type="TIME" name="sch_time"> 
<slot type="TIME" name="actu_time"> 
<slot type="CITY" name="dep_city"> 
<slot type="CITY" name="arr_city"> 
<slot type="AIRLINE" name="airline"> 
<prompt condition= "$SYS_TIME > [actu_time]"> 

Flight [ flight_no] is landed at [actu_time] 
</prompt> 
<prompt condition= "default"> 

Flight [flight_no] is scheduled to land at [sch_time] 
</prompt> 
<cfg> 

</cfg> 
</class> 

Figure 17.24 A semantic class Flight contains a conditional prompt to inform users when 
invalid [depart_time] is detected. 



----nse Generation and Rendition J{espo 

<messages> 

897 

<msg id=" Help"> Please sp~cify the flight time, origin and destination < 
<msg id="Cancel "> Canceling itinerary .. . </msg> / msg> 
<msg id="Confirm"> Buying ticket from [origin] to [dest] on [time]? </ 
<ms g id=" BEMsg" ur 1 = "http://server/ ... ?op=buy&time=[time ]&flight=[flight] .. ,, ,:'sg> 

<relist> 
<re id="OK"> Completebuying </re> 
<re id="S0"> The flight is sold out </re> 
<re id="ERROR"> Cannot complete transaction </re> 

</relist> 
</msg> 

</message> 

Figure 17.25 An example of categorization of prompts for an airline reservation SLU system. 

Such systems can incorporate other kinds of categorization as well. For example, a 
system might provide a battery of responses to a given task or subtask situation, varying 
depending on a speech recognition confidence metric. Thus a set of utterances ordered by 
decreasing confidence might appear as: 

You want to fly to Boston? 
Did you say Boston? 
Could you repeat that, please? 
Please state a flight reservation. 

Systems of this type are sometimes referred to as template systems for response gen­
eration. They have the advantages of direct authoring and simplicity of implementation and 
may provide very high quality if the message templates of the application can be played with 
matching digitized speech utterances or carrier phrases in the synthesizer. 

The specificity and application-dependent qualities of template-based systems are 
sometimes perceived as weaknesses that could potentially be overcome by more general, 
flexible, and intelligent systems. In these systems the message generation box could sub­
sume discrete modules, as shown in Figure 17.26. The semantic representation would typi­
cally be akin to logical forms (see Chapter 2) expressed via semantic frames or conceptual 
graphs. The representation would include abstract expression of content as well as speech­
a_ct type and other information to guide the tactical or low-level aspects of utterance genera­
tion, such as word choice, sentence type choice, grammatical arrangement, etc. 
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Figure 17.26 Natural language generation and rendition modules. 

Natural language generation from abstract semantic input is a deep and complex field. 
Let us briefly consider a slightly more abstract form of template-selection mechanism that 
could gracefully either accommodate a simple set of static, authored response utterances or, 
alternatively, serve as a form of semantic input to a generalized, NLP-based utterance gen­
eration module. Imagine that instead of simply providing lists of prompt strings with em­
bedded slot identifiers, a system of parameterization can be used [24). The parameters could 
be at varying levels of abstraction a~d would function as descriptors of static content when 
preauthored prompts were being used, or would serve as a kind of input semantic representa­
tion when a general natural language was used. The set of parameters might include attrib­
utes of utterances such as the following: 

• Utterance type: mood of the sentence, i.e., declarative, wit-question, yes/no 
question, or imperative. 

• Dialog or speech act: confirmation, suggestion, request, command, warning, 
etc. 

• Body: some characteristic lexical content for the utterance, apart from any 
situation-dependent words and concepts. This could serve as a hint to a gen­
erator. In many cases this would be the main verb of a sentence and might 
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also include characteristic cue words, especially for functional transitions, 
e.g., however, now, etc. 

• Given: information that is understood from the discourse history. This is usu­
ally represented as pronouns or other anaphora in the generated utterance. 

• New: anything that is in the informational foreground, due to lack of prior 
mention, but may not be precisely the purpose of the prompt, per se. New 
material typically receives some kind of prosodic prominence in speech. 
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Examples of these parameter indices for templates from a theater ticket-reservation . 
domain might appear as in Table 17.4. The basic idea of the parametric approach is that such 
a level of medium abstraction allows for flexibility in the choice of deployment tactics. If a 
full set of static prompts and response utterances is available for all cases, then this approach 
reduces to a template system, though it does provide the potential for separation of gram­
mars and prompt files. If, however, a natural language generation component is available for 
dynamic message generation, a parameter set like that above can serve as input. 

Table 17.4 Sentence generation indices for an airline reservation SLU system. 

Act Type Body Given New Example 

Meta [sorry] Deel no - - No, sorry. 

Verify Y/N-Q Boston Boston? 

Request-info WH-Q fly you thing When do you want to fly? 

Request-info WH-Q want you airline Which airline would you like 

tomorrow to fly tomorrow? 

Stmt[ sorry] Deel sold out it - Sorry it is sold out. 

Stmt Deel sold out USAir - Sorry, USAir is sold out. 

17.7.2. Concept-to-Speech Rendition 
Once the response content is generated, the SLU system needs to render it into a waveform 
to play to the users. The task is naturally assigned to a text-to-speech component. However, 
the response generated in the previous session is more than text message. It contains the 
~nderlying semantic information, because it is usually embedded in the semantic representa­
lion as shown in Figure 17 .23 and Figure 17 .24. This is why the speech rendition is often 
done through a concept-to-speech module. A concept-to-speech system can be considered as 
a text-to-speech system with input text enhanced with domain knowledge tags. With these 
extra tags, a concept-to-speech system should be able to generate tailored speech output to 
better convey the system intention. 

Chapter 15 discussed the role of prosody in human perception. When messages are 
generated, it is expected that they are supplemented with hints as to their information struc­
ture. At a minimum, the message generation component can identify which parts of the ut­
terance constitute the theme, which is material understood, previously mentioned, or 
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h w extending a longer thread of coherence in the dialog, from the rheme, which is the 
some O 

• [36] If h d. • • ·que contribution of the present utterance to the discourse . sue a 1stinct1on is 
Uill • d 'h h marked on the generated utterances, or templates, it can be associate wit c aracteristic 
pitch contour, prosodic phrasing, and other e~ects (see_Ch~pter 15). . 

For example, in the question-answer palf shown m Figure 17.27 (from ordinary human 
conversation), the theme and rheme components are bracketed. The theme of the answer 
consists of a mention of Mary, and the act of driving, both carried forward from the ques­
tion. The theme consists of new information, the answer to the question, embedded in a kind 
of placeholder noun phrase. Clearly, the input to the message generation component requires 
some indication of which entities of the input semantic representation are linked to discourse 
history. 

Q: Which car did Mary drive? 
A: (Mary drove) th ( the RED car. ) rh 

Figure 17.27 A question-answer pair with theme and rheme components marked. 

Prosodic rules are triggered by information structure. In general, a theme in the early 
part of a statement may be realized with a rise-fall-rise pitch contour, often with turning 
points in the contour aligned with lexically stressed or other salient syllables of the words in 
the theme. Rheme marking by pitch contour is also essential for naturalness, and a common 
rheme tune in English declaratives is a slight rise up to the final lexically stressed syllable, 
followed by a fall to the bottom of the speaker's pitch range. The actual alignment of pitch 
extrema will depend on the position of focus, or maximum contrast and information value, 
within either the theme or the rheme. 

In Figure 17.27, the word RED is in focus within the rheme. If the question had im­
plied a contrast between Mary's car and other people's cars, it would be acceptable to esta b­
lish a focus on Mary in the theme as well, marked by a pitch accent (see Chapter 15). 
Sometimes the portion of either theme or rheme that is not in focus (e.g., drove or car) is 
called the ground [54, 55]. 

The response generator could add such rheme-theme information that may be used to 
trigger more specialized prosodic rules. For example, one experimental system is based on a 
message generator that dynamically creates concise descriptions of individual museum ob­
jects during a tour, while attempting to maximize correlations to objects a museum visitor 
has already seen [21]. During the response generation phase, simple entities and factual 
statements are combined, first into a semantic graph and then into a text, in which the rhe­
torical functions of utterances and clauses, and their relations to one another, are known. 
This information can be passed along to a synthesizer in the form of markup tags within the 
text. A synthesizer can then select appropriately interesting pitch contours that indirectly 
reflect rhetorical functions. 

In a dialog system, other attributes beyond rheme-theme kinds of information struc­
ture, such as speech-act type, may have characteristic intonation patterns. This might include 
a _n~gretful-sounding contour (perhaps sampled from real speaker data) applied when apolo­
gizmg (Sorry, that flight is sold out) or a cheerful-sounding greeting. Although the concept­
to-speech module can be implemented as just a text-to-speech system that take the advan-
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t ge of the extra semantic knowledge to generate appropriate prosod th 
a . • · ·11 l b k Y, e most natural 
Peech rend1t1on 1s st1 to p ay ac a prestored wavefonn for the entire . . s . . message. This is 

Why the concept-to-speech module usually re hes heavily on playback of tempi t ti . . , . a e wave orm. 
However, it 1s obvious that we can t record every possible message like "Flight [fl. h ~ 
is schedule to land at [sch_time]" in Figure 17.24. Instead, a carrier sentence c:g ~_no _ 
corded and the slots can then be replaced with real infonnation. The slot can be syn~ e_ red . 

11 1
. . es1ze 

with an adapted TIS, which essentta y e munates the need for a front end in the TTS sys-

tem. 
One problem of this approach is that the same prosody is used for a word regardless of 

where it appears, which results in lower naturalness, because prosodic context is important 
for natural speech. Enhanced quality can be achieved by having different instances of those 
slot words, depending their contexts. For example, we can have different one recordings 
depending on whether it is the first digit on a flight number, the second, or the last. Deter­
mining the number of different contexts where a slot needs to be recorded is typically done 
much like the context-dependent acoustic modeling discussed in Chapter 9. This technique 
increases the naturalness, at the expense of increasing the number of necessary recordings. 

17.7.3. Other Renditions 
So far, we have assumed that a dialog system may be used only in a speech-only modality. 
Although such systems have found many applications, multi+modal interaction may be 
more compelling, as discussed in Chapter 18. In fact, voice output might not be the best in­
fonnation carrier in such an environment. For example, the latest wireless phones are 
equipped with an LCD screen that allows for e-mail and Web access. If a high-resolution 
screen is available, the renditions mechanism will likely be visually oriented. 

When renditions become visually oriented, the message generation component needs 
to be replaced by a graphic display component. Since GUI has been the dominant platfonn 
for deploying major computer applications today, the behavior and technique of such a dis­
play component is well studied and documented [ 17). The SLU system needs only to pass 
the semantic representation from the dialog management module to a GUI rendering mod­
ule. Of course, the GUI rendering module should also be equipped with domain knowledge 
to generate best rendering to convey the dialog message. MiPad [22] is such an example and 
is discussed in Chapter 18. 

17.8. EVALUATION 

How do we define a quantitative measure for understanding? Evaluation of understanding 
and dialog is a research topic on its own. We review a number of research techniques being 
pursued. 

17.8.1. Evaluation in the ATIS Task 

An application used for development, testing, and demonstration of a wide variety of dialog 
systems is the Air Travel Information Service (A TIS) task, sponsored by the DARPA Spo­
ken Language Systems program (20]. In this task, users ask about flight information and 
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make travel arrangements. To enable consistent evaluation of progress across systems, a 
corpus of data for this task has been collected and shared among research sites. 

The application database contains information about flights, fares, airlines, cities, air­
ports, and ground services, organized in a relational schema. Most user queries, though they 
may require some system interaction in order to specify fully, can be answered with a single 
relational query. The ATIS data collection is done using the wizard-of-oz framework.4 A 
user interacts with the system as though working with a fully automated travel planner. Hid­
den human wizards were used in the data-collection process to provide efficient and correct 
responses to the subjects. A typical scenario presented as a task for a subject to accomplish 
by means of the automated assistant is as follows: 

Plan the travel arrangements for a small family reunion: 
First pick a city where the get-together will be held. From three different cities (of your 

choice), find travel arrangements that are suitable for the family members who typify the econ­
omy, high class, and adventurous life styles. 

After data collection, each query was classified as context dependent or context inde­
pendent. A context-dependent query relies partially on past queries for specification, such as 
"ls that a non-stop flight?" Many of the system tests based on A TIS require not only accu­
racy of speech recognition (the user's spoken query), but also semantic interpretation suffi­
cient to construct an SQL query to the database and correctly complete the desired 
transaction. Evaluation of ATIS was based on three benchmarks: SPREC (speech recogni­
tion performance), NL (natural language understanding for text transcription of spoken ut­
terances), and SLU (spoken language understanding). For SLU systems we are interested 
only in the last two benchmarks. 

With the help of constrained domain of ATIS, correct understanding can be translated 
into correct database access. Since database access is usually done via SQL database query, 
the evaluation of understanding can be performed in the domain of generated SQL queries. 
However, it is still ambiguous when someone would like to query flights around 11 :00 a.m. 
For the purpose of understanding, how wide a time frame is around considered to be? 

Many examples of queries contain some ambiguities. For instance, when querying 
about the flights between city X and Y, shou!d the system display only the flights from X to 
Y; or flights in both directions. To alleviate the ambiguity, each release of ATIS training 
corpus was accompanied by a Principles of Inte,pretation document that has standard defi­
nitions of the meaning of such terms like around (means within a 15-minute window) and 
between (means only from). 

Once the correct understanding is represented as an SQL query, ATIS can be easily 
evaluated by comparing the SQL queries generated by SLU systems against the standard 
labeled SQL queries. The utterances in A TIS are classified into three types: 

4 
The wizard-of-oz data collection framework is described in Chapter 18. 
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• A-semantically independent of earlier utterances, so per-turn semantic . _ 
terpretation can uniquely identify the semantic intent. in 

• D-semantically ~epe?de?t upon e~rlier utterances, so discourse knowledge 
is required to provide full mterpretat1on. 

• x-unevaluatable, so a response such as No answer or I don't understand 
you, could you repeat yourself is considered a right answer. 
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The other debatable item is whether a No answer output for type A and D utterances 
hould be treated equally as a false SQL query. In the original 1991 A TIS evaluation, a false 

;QL query for type A and D utterances is penalized twice as heavily as a No answer output 
for type A and D utterances. However, the decision was dropped for the 1993 A TIS evalua­
tion. A TIS decided not to evaluate dialog component for three reasons. First, dialog alters 
users' behavior during data collection. Users' utterances are highly contingent on the per­
fonnance of the wizard-of-oz system, so the data collected has little use for systematic train­
ing and testing. Second, the SLU systems would likely have to be tested by real subjects. 
Third, the evaluation of dialog behavior is highly subjective, since effectiveness and user 
friendliness are generally vaguely defined. 

17.8.2. PARADISE Framework 

The evaluation of a dialog system is subjective in nature and is typically done in an end-to­
end fashion. In such a framework, objective criteria like number of dialog turns and system 
throughput, and subjective measures like user satisfaction, are typically used. 

One of the most sophisticated systems for evaluating dialog systems ever developed is 
the PARAdigm for Dialog System Evaluation (PARADISE) [57). The designers of this 
framework took a comprehensive view of the many potential factors affecting dialog evalua­
tion, in particular the distinction between measuring success of transaction (quality) and cost 
of the dialog, both in human and system terms. A decision-theoretic method, as shown in 
Figure 17.28, is used to explicitly weight these various disparate factors to achieve a unified 
measure. In addition, the PARADISE metrics can derive discrete scores for subdialogs, 
which is useful for diagnosis, comparison across systems, and tuning. 

A simple measure for task success can be the following question: "Was all the needed 
information exchanged, in the correct dii·ection· (user to system, :;ystem to user) at each 
step?" PARADISE provides a framework for defining, for any interaction in a limited do­
main, a simplified representation of the minimal required information and its directionality. 
In PARADISE terms, this is an attribute-value matrix (AVM) showing the names and in­
stantiations of required elements at dialog completion. This could be derived from reference 
frames for each required concept in a dialog exchange, with mandatory slots marked for 
legal completions. Once such reference frames or matrices are available, different dialog 
s~ategies that address the same function can be compared over many instantiations (teSt 

dialog sessions), using statistical measures that assess confusability and length. 
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Figure 17.28 P ARADISE's structure of objectives for spoken dialog perfonnance [57]. 

For example, imagine an A TIS-like application that had the following information at­
tributes, with the possible values listed in Table 17.5. An utterance such as "J want to go 
from Torin to Milan" communicates legal DC and AC attribute values from user to system. 
This is a limited-domain system by assumption, so confusions are assumed to occur within 
the possible values of the application. For example, if the system instantiates the Depart­
City (DC) slot with Trento instead of Torin after processing the given sample utterance, it is 
a confusion that can be recorded in a confusability matrix over all dialog test sessions. A 
subsection of such a possible confusability matrix, covering only the DC and AC attributes, 
is shown in Table 17.6, which shows only confusion within an attribute type that covers a 
consistent vocabulary (city names, instantiating the DC and AC attributes). In practice, how­
ever, the full matrix might show confusions across attribute types, such as morning for Mi­
lan, etc. 

Given a confusability matrix M over all possible attributes in the application, we can 
apply the Kappa coefficient [48] to measure the quality characterizing the task's success at 
meeting the information requirements of the application: 

Table 17.5 Attribute-value table [57]. 

Attribute Possible Values 

Depart-City (DC) Milan, Rome, Torin, Trento 

Arrival-City (AC) Milan, Rome, Torin, Trento 

Depart-Range (DR) Morning, evening 

Depart-Time (DT) 6am, 8am, 6pm, 8pm 
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Table 17.6 Confusability matrix for city identification [57]. 

.-- Depart-City Arrival-City 

-- Torin Trento Milan Rome - Milan Rome Torin Trento Data -
Milan (depart) 22 I 3 

Rome (depart) 29 

Torin(depart) 4 16 4 I 
-- - --

Trento (depart) I I 5 11 l 

Milan (arrive) 3 20 

Rome (arrive) 22 

Torin (arrive) 2 I I 20 5 

Trento (arrive) I I 2 8 15 

sum 30 30 25 15 25 25 30 20 

P(A)-P(E) 
1(=-----

l-P(E) 
(17.8) 

where P(A) is the proportion of times that the A VMs for the actual set of dialog agree with 
the A VMs for the interpreted results, and P(E) is the proportion of times that A VMs for the 
dialog and inte'Jreted results are expected to agree by chance. P(E) can be estimated by 
P(E) = 1;~1 (Yr) , where t; is the sum of the frequencies in column i of M and T is total 
frequencies (t, + ···+!") in M. The measure of P(A) (how well or poorly the application 
did in information extraction) is calculated simply by examining how much of the total 
count occurs on the diagonal: P(A) = I ;~, M(i, i)/T. 

In addition to task success, system performance is also a function of several cost 
measures. Cost measures include efficiency measures,. such as the number of dialog turns or 
task completion time; as well as qualitative measures, such as style of dialog or how good 
the repair mechanism is. If a set of test dialogs is available, with experimentally measured 
user satisfaction (the predicted categories), the kappa measure, and quantitative measures of 
cost (denoted as c,, such as counts of repetitions, repairs etc.), linear regression can be used, 
over the z-score normalization of these predictor terms, to identify and weight the most im­
portant predictors of satisfaction for a given system. Thus, the performance can be defined 
as: 

n 

Performance =a* Qt( K) - L w1 *21( c,) 
i =I 

Where Qt is the z-score normalization function Q!(x) = x- x . 
c5., 

(17.9) 
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Evaluating a dialog system involves having a group ofusers perform tasks with ideal 
outcomes. Then the cost measures and task success kappa measure are estimated. These 
measures are used to derive the regression weights in Eq. ( 17.9). Once the regression 
weights are attained, one could possibly predict the user satisfaction when a subpart of the 
dialog system is improved. 

17.9. CASE STUDY-DR. WHO 

Dr. Who is a project at Microsoft Research on its multimodal dialog system development. It 
_incorporates many of the dialog technologies· described in this chapter. We use Dr. Who's 
SLU engine as an example to illustrate how to effectively create practical systems [22, 58-
61]. It follows the mathematical framework illustrated in Eq. (17.l). The system architecture 
is shown in Figure 17.29. Since it intends to serve as a general architecture for multimodal 
dialog systems, it makes some simple assumptions at the architecture level. First, it replaces 
the speech recognizer and sentence interpretation modules with a semantic parser for each 
modality. The response rendering is merged into dialog manager with different XSL style 
sheets for each media output. 

Semantic 
Parser 

Swface 
Semantics (SML) 

Discourse 
Analysis 

Discourse 
Semantics (SML) 

..---~----. 
Dialog 

Manager 
Response ._ ____ _. 

CFG Language 
Model 

Semantic Model 
(SOL) 

Behavior Model 
(XSLT) 

Figure 17.29 The Dr. Who system architecture [60]. 

17.9.1. Semantic Representation 

Semantic representation is a critical part in Dr. Who's SLU engine design. Essentially, the 
semantic objects are an abstraction of the speech acts, the domain knowledge, and the appli­
cation logic. They are designed to encapsulate the respective language models and dialog 
actions that govern their creation and behaviors. The system components communicate with 
one another through events surrounding the semantic objects. In this view, the dialog (in­
cluding logic inferences) is an integral part of the discourse semantic evaluation process. 

1:here _are two ~es of semantic objects in Dr. Who. The first type is the functional 
semantic obJect that 1s used to represent linguistic expressions in the user's utterance. The 
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ond type is the physical semantic object that is used to r 
sec . . d . epresent real-world .. 
I t 

d 10 the apphcat1on omam. Both types of semantic obiect entil!es re-
a e . . . J s are represented b . 

i:..,,IIles and specified m the semantic markup language (SML) h' h . Y semantic 
11" • • • , w 1c 1s an exte • f 
XML. Followmg the pnnc1ples of the XML schema, Dr. Who defines th h nsion ~ 
nother XML called semantic definition language (SDL). SDL is des· e sdc ema of SML m 

a d. l fi I . . . igne to support many 
discourse and 1a og eatures. n add1t1on, SOL 1s suited to represent the d . ,, .. 

. . . omam ~.oowledge 
Vl·a the apphcat1on schema, the hierarchy of the semantic obiects and these 1- . ti 
ro~~ • 

J , man 1c m erence 

The fonnat of v~ious semantic classes follows SOL representations in Dr. Who. The 
tenninal and nonterm1~al nodes on the parse are denoted in SDL with tags <verbatim> 
and <class>, respectively. These tags refer to the semantic objects and have the name and 
type attributes. The type attribute corresponds to the entity type the semantic object even­
tually would be converted to; it plays a key role in inheritance and polymorphism, as de­
scribed in Section 17.3. l. When a semantic object is unique in its type, SOL can 
automatically assume its type as the name. In addition, SDL defines a <cfg> tag for the 
language model that governs the instantiation of a semantic object ,and the language model 
could be stored in another file. An <expert> tag can be defined for the system resource to 
physically convert a semantic object to a domain entity. Finally, the tag <slot> in SDL 
defines the descendant for a nonterminal node. 

Take the semantic class for Microsoft employee directory as an example. The simple 
application answers queries on an employee's data such as office location, phone number, 
hiring date, etc. An item that can be asked is a semantic terminal Directoryitem as de­
fined in Figure 17 .30. To allow users to ask more than one directory item at one dialog tum, 
a multiple semantic class Directoryitems is also defined recursively, as shown in Fig­
ure 17.30. 

<verbatim type= "Directoryitem" ... > 
<prod name="office"/> 
<prod name="phone"/> 
<prod name="hiring date"/> 

</verbatim> 
<class type="Directoryitems " ... > 

<slot type="Directoryitem"/> 
<slot type="Directoryitems"/> 
<cfg ref="Directoryitems . cfg"/> 

</class> 
· · • t y I tern and nontenninal semantic Figure 17.30 The terminal semantic class Direc or . 

class defined in Dr. Who using SDL. Note that the definition o~Directoryitems con-
• d th none Directoryitem [59]. tams a recursive style, which can accommo ate more a 
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The <prod> tags inside a terminal semantic object indicate that the tenuinal is of an 
enumeration type, and all the possible values are text normalized to the string values of the 
name attribute. The main speech act, the query, is modeled by the functional semantic class 
DirectoryQuery, as shown in Figure 17.31. 

<class type="DirectoryQuery" ... > 
<slot type=="Person" /> 
<slot type="Directoryitems"/> 
<expert clsid:::" ... " /> 
<cfg ref="Directory.cfg"/> 

</class> 
<include ref="PeopleGramrnar.sdl"/> 

Figure 17.31 The main semantic class DirectoryQuery defined in Dr. Who using SOL [59]. 

The semantic object can be instantiated following the language model in "Direc­
tory. cf g" and, once instantiated, is handled by a system object identified by its class id 
(clsid). The system object then formulates the query language that retrieves the data from the 
database. It is also possible to embed the XML version of the query language (e.g., XQL) 
within the <expert> tag. Semantic models can be nested and reused, as shown in the 
<include> tag in the above example, where the semantic model for people is referred. 

17.9.2. Semantic Parser (Sentence Interpretation) 

For speech modality, Dr. Who employs a speech recognizer with unified language models 
[62] that take advantage of both rule-based and data-driven approaches, as discussed in 
Chapter l I. Once we have text transcription of user's utterances, a robust chart parser [61] 
similar to the one described in Section I 7.4. l is used for sentence interpretation. 

The emphasis of sentence interpretation is to annotate the user's utterance in a mean­
ingful way to generate functional semantic entities. Essentially, the surface SML represents 
a semantic parse. Thus, after a successful parse, the corresponding surface semantic objects 
are instantiated based on the semantic classes whose CFG grammars are fired. While in SDL 
we use static tags such as <class> and <verbatim> for the semantic classes, the in­
stances of a semantic object use the object name as the tag in SML. For example, the surface 
SML for an utterance "What is the phone number for Kuansan" is shown in Figure 17.32. 

,I:iirectoryQuery ... > 
<PersonByName type="Person" parse="kuansan"> 

Kuansan 
</PersonByName> 
<Directoryitem type="Directoryitem" parse="phone num­

ber"> 
phone 

</Directoryitem> 
</DirectoryQuery> 

Figure 17.32 The surface semantic object DirectoryQuery represented in SML after a 
successful parse [59]. 
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17,9.3, Discourse Analysis 

As inentioned in Section 17 .5, the goal of discourse analysis is to resolv rf: . 
. . b. . e su ace semantic 

b,iects to discourse semantic o ~ects. For the surface semantic obiect 1•11 p· 17 3 o J • • h . . . J tgure . 2, the 
discourse engme binds the t ree semantic objects (1.e., the person, the directory ite d h 

• If) I d d fu • I • • m, an t e directory query 1tse to rea -wor an nchona enhtles represented in the SML example, 
as shown in Figure 17.33. 

<DirectoryQuery ... > 
<Person id="kuansanw" parse="kuansan"> 

<First>Kuansan</First> 
<Last>Wang</Last> 

</Person> 
<Directoryitem parse="phone number"> 

<phone>+1{425)703-8377</phone> 
</Directoryitern> 

</DirectoryQuery> 

Figure 17.33 The discourse semantic objects for the surface semantic object illustrated in Fig­
ure 17.32 [59]. 

Note that the parse string from the user's original utterance is kept so that the render­
ing engine can choose to rephrase the response using the user's wording. 

When an error occurs, the semantic engine inserts an <error> tag in the offending 
semantic objects with a code indicating the error condition. For example, if the query is for a 
person named Derek, the discourse SML might appear as shown in Figure 17 .34. 

<DirectoryQuery status="TBD" focus="Person" ... > 
<PersonByNarne type="Person" parse="Derek" status="TBD" ... > 

<error scode="l" count="27"/> 
<Person id="derekba"> 

<First>Derek</First> 
<Last>Baines</Last> 

</Person> 
<Person id="dbevan"> 

<First>Derek</First> 
<Last>Bevan</Last> 

</Person> 

</PersonByName> 

</DirectoryQuery> 

Figure 17.34 A discourse semantic object in Dr. Who contains an <error> tag indicating 
the error condition [59]. . 
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In Figure 17.34, semantic objects that cannot be converted (e.g., DirectoryQuery 
and PersonByName) are flagged with a status "TBD". Discourse SML also marks the dia­
log focus, as in the DirectoryQuery, that indicates the places where the semantic 
evaluation process fails to continue. These two cues assist the behavior model in deciding 
the appropriate error-repair responses. 

Dr. Who uses three priority types of entity memory (discourse memory, explicit, and 
implicit turn memory) to resolve relative expressions. Anaphora and deixis are treated as 
common semantic classes, so they can be resolved according to the algorithm described in 
Section 17.5.1.1. Ellipsis is treated as an automatic inference. Unless marked as NO 
INFER in the semantic class definition, every slot in a semantic class can be automatically 

~ferred. The strategy to automatically resolve partially specified entities is as follows. 
During the evaluation stage, a partially filled semantic object is first compared with 

the entities in the three-entity memory based on the type compatibility. If a candidate is 
found, the discourse analysis module (hen computes a goodness-of-fit score by consulting 
the knowledge base and considering the position of the entity in the memory list. The se­
mantic object is converted immediately to the entity from the memory if the score exceeds 
the threshold. In the process, all the actions implied by the entities are carried out following 
the order in which the corresponding semantic objects are converted. For example, the sec­
ond user's query in the dialog illustrated in Figure 17.35 contains an ellipsis reference to 
Directoryitem office, which can be resolved using the discourse entity memory. 

U: Where is his office? 
S: The office is in building 31, room 1362. 
U: How about Kuansan 's? 
S: The office is in building 31, room 1363. 

Figure J 7.35 A dialog example in the Dr. Who system. The second user's query contains an 
ellipsis reference to Directoryitem office [59) . 

17.9.4. Dialog Manager 

To support mixed-initiative multimodal dialogs, Dr. Who employs a plan-based approach 
instead of dialog grammars. The dialog manager that handles dialog events surrounding se­
mantic objects is very similar to a GUI program that handles GUI events surrounding 
graphical objects. These events can be handled synchronously or asynchronously based on 
various implementation considerations. In addition, the design enables a seamlessly inte­
grated GUI and speech interface for multimodal applications to embrace the same human­
computer interaction model. 

Dr. Wl10 SLU engine can use XSL-transformations (XSL T) [ 59] for specifying the 
behavior of a plan-based dialog system. XSLT, a recent World Wide Web Consortium 
(W3C) standard, is a specialized XML intended for describing the rules of how a structured 
document in XML can be transformed into another, say in a text-to-speech markup language 
for speech rendering or the hypertext markup language (HTML) for visual rendering. Its 
core _construct is a collection of predicate-action pairs: each predicate specifies a textual pat­
tern m the source document, and the corresponding action will produce a text segment in the 
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utput whenever the pattern specified by the predicate is seen in the sou d 
o . . rce ocument. The 
output segment 1sfsp

1 
ec~fie

1
d throug

1 
h ! progranm~able, context-sensitive template. XSL T de-

fines a rich set o og1ca contro s 1or composmg the templates. The basic . 
bl I 

. programming 
Paradigm bears close resem ance to a og1cal programming language, such p 1 · · I • • f' • l b d as ro og, which fac1htates og1c m erence m p an- ase systems. As a result, XSLT possesse ffi-

fi • I . . I d' s SU I 
cient expressive p_o~er ~r unp emen~mg crucia 1al~g components, ranging from defining 
dialog plans, reahzmg dialog strategies, a~d generah~g natural ~anguage, to manipulating 
prosodic markup for text-to-speech synthesis and creatmg dynanuc HTML pages for multi­
modal applications. 

Assuming TTS output, the planning mies that render the discourse SML of Figure 
17.33 in text can be expressed in XSLT as shown in Figure I 7.36. 

<xsl:template match="DirectoryQuery[@not(status)]"> 
For <xsl:apply-templates select="Person"/>, the 
<xsl:apply-templates select="Directoryitem"/>. 

</xsl:template> 
<xsl:template match="Person"> 

<xsl:value-of select="First"/> 
<xsl:value-of select="Last"/> 

</xsl:template> 
<xsl:template ·match="Directoryitem"> 

<xsl:apply-templates/> 
</xsl:template> 
<xsl:template match="phone"> 

phone number is <xsl:value-of/> 
</xsl:template> 

Figure 17.36 A TIS response-rendering rule for discourse SML of Figure 17 .33. This rule 
generates a text message "For Kuansan Wa11g, the phone number is + 1 (425)703-8377'' [59]. 

This rule leads to a response For Kuansan Wang, the phone number is + 1 (425) 703-
8377. Elaborated functions, such as prosodic manipulations in text to speech markup, can be 
included accordingly. To change the output to Web presentation, the above XSLT style 
sheet can be slightly modified for rendering in HTML as a table, as shown in Figure I 7.37. 

The Dr. Who SLU engine has a concept called logical container as a dialog property 
to be encapsulated in a semantic class. Three types of logical containers can be accessed in 
the definition of semantic classes. A semantic class is an AND type container if all its attri b­
utes must be evaluated successfully. If this requirement is not met, the evaluation of the 
AND type semantic object is considered failed, which will prompt the system to post a dia­
log-repair event. An OR type container requires at least one attTibute to be successfully 
evaluated. Similarly, for an exclusive or (XOR) type container, one and only one attribute 
must be successfully evaluated. 
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<xsl:template match="DirectoryQuery[@not(status)]"> 

<TABLE border=="l"> 
<THEAD><TR> 

<TH>Properties</TH> 
<TH><xsl:apply-templates select:::"Person"/> </TH> 

</TR></THEAD> 
<TBODY><xsl:apply-templates select="Directoryitem"/> 
</TBODY> 

</TABLE> 
</xsl:template> 
<xsl:template match=="phone"> 

<TR> <TD>phone</TD> <TD> <xsl:value-of /> </TD> </TR> 
</xsl:template> 

Figure 17.37 An HTML response-rendering rule for discourse SML of Figure 17 .33. It gener­
ates a visual table representation rather than a text message (59]. 

Figure 17.38 shows a semantic class hierarchy corresponding to the partial plan shown 
in Figure 17.20. The dialog goal-to gather information for booking a flight--corresponds 
to the highest-level semantic class Book Flight. Evaluating this semantic class drives the 
dialog system to traverse down the semantic class structure, eventually fulfilling all the steps 
necessary to achieve the dialog goal. This is achieved by recursively evaluating the attrib­
utes, instantiating semantic objects actively if necessary. The logical relation of each seman­
tic class determines the rules of instantiation and dialog repair. For instance, if the user 
specifies the trip . to be one way only, the evaluation of the One Way Flag semantic class 
becomes successful. As the Inbound Trip semantic class is an XOR container, the dialog 
system bypasses the evaluation of the Itinerary attribute in the l11bou11d Trip semantic class. 

Book Flight (AND) 

0 h• dT. / ·~ecxoR) 
uroun ';/ ~ ~ 

I • (AND) • One Way Flag 

lry \. -----. 

Time(OR Place_ (~R) Plue~ (~R) 
) ongm desrmarwn 

/~ 
City Name Airport Name 

Figur~ 17.3~ 1:- sem:.intic. tree hierarchy corresponding to the partial plan shown in Figure 
17 .20 m an a1rlme reservation application (58]. 
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The Itinerary semantic class encapsulates the basic elements to specify a one-way trip. 
Since it is designated as a~ AN.D typ: c_ontainer, the dialo_g manager_ tries to acquire any 

issing information by act1ve\y mstanuatmg the correspondmg semantic classes it contains. 
;he active instantiation event handlers for these classes solicit infonnation from the user by 
. 

1 
lementing certain prompting strategy. On the other hand, the Place semantic class, 

:;ich is used to denote both the origin and the destination, is implemented as an OR con­
tainer. The user may specify the location by either the city name or the airp01t name. 

17.10. HISTORICAL PERSPECTIVE AND FURTHER READING 

Traditional natural language research has its roots in symbolic systems. Motivated by the 
desire to-understand cognitive processes, the underlying theories tend to be from linguis­
tics and psychology. As a result, coverage of phenomena of theoretical interest (usually a 
rare occurrence) has traditionally been more important than developing systems with a broad 

coverage. 
On the other hand. speech recognition research is driven to produce practical usable 

applications. Techniques motivated by knowledge of human processes have been less im­
portant than techniques that can be used for real applications. In recent decades, interest has 
grown in the use of engineering techniques in computational language processing, although 
the use of linguistic knowledge and techniques in engineering has lagged somewhat. The 
ATIS program sponsored by DARPA had a very significant influence upon the SLU re­
search community [34]. For the first time, the research community started seriously evaluat­
ing SLU systems on a quantitative basis, which revealed that many traditional NL 
techniques designed for written language failed to deal with spoken language in practice. 

For limited-domain SLU applications, vocabularies are typically about 2000 words. 
CMU's Phoenix SLU system [63] set the benchmark for domain-specific spoken language 
understanding in the DARPA A TIS programs. It is based on an island-driven semantic pars­
ing approach. After years of engineering, the speech understanding error rate ranges from 
6% to 41 %. Since conversational repairs in human-human dialog can often be in the same 
range for these systems, the determining factor in these domain-specific SLU applications 
may not be the error rates but instead the ability of the system to manage and recover from 
errors. Many of these were described in detail in the Proceedings of the DARPA Spoken 
l.a11guage Systems Technology Workshop published by Morgan Kaufmann from 1991 to 
1995. The special issue of Speech Communication on Spoken Dialog [45] also includes sev­
eral state-of-the-art system descriptions. 

Allen's Natural Language Understanding [1] is a good book on natural language un­
d~rstanding with a comprehensive coverage of syntactic processing, semantic processing, 
discourse analysis, and dialog agent. Knowledge and semantic representation comprise the 
most import fundamental issue for symbolic artificial intelligence. Several Al textbooks [33, 
56, 65] contain comprehensive description of knowledge representation. The use of semantic 
~rames can be traced back to case frames or structures proposed by Fillmore [ I 6]. SAM [ 44] 
15 among the first systems using semantic frames and template matcher for natural language 
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processing. The description of semantic classes and frames in this book mostly follows the 
systematic treatment of semantic classes in the Dr. Who system [58-60]. 

Speech-act (sometimes called dialog-act) theory was first proposed by Austin [4) and 
further developed by Searle [42]. It is an important concept in dialog systems. You can ac­
quire more information about speech-act theory and its application to dialog systems from 
[12, 40, 43]. Cohen [10) provides a good comparison of different approaches for dialog 
modeling, including dialog grammar (finite state), plan-based and agent-based (dialog as 
teamwork). We treat agent-based dialog modeling as an extension of plan-based dialog 
modeling, as described in Section 17 .6.2. Agent-based approach is a very popular frame­
work for multimodal user interface, and interested readers can refer to [11). Hudson and 
Newell [23] incorporate probability into finite state dialog management to handle uncer­
tainty in input modalities, such as pen-based interface, gesture recognition, and speech rec­
ognition. J. Allen's book [1] has a systematic description of plan-based dialog systems. De 
Mori's Spoken Dialogs with Computers [39] is another excellent book that contains dialog 
systems and related technologies. 

Much of the content in this chapter follows the architecture and implementation of 
semantic frame based approaches. In particular, we use plenty of descriptions and examples 
of the Dr. Who SLU engine developed at Microsoft Research [22, 58-60]. The description of 
plan-based systems is based on semantic frame representation and pattern matching. There is 
no need for explicit dialog-act analysis and logic reasoning, since these important knowl­
edge sources are encapsulated in the semantic frames. 

In addition to the semantic frame-based approach, there other approaches that rely on 
formal NL parsing, logic form representation, speech acts, and_ logic inference [2, 41]. Mes­
sage generation for telephone application is well studied and reported in [5, 6, 49], which 
provide experimental results for various prompting strategies. Most evaluation schemes for 
the SLU systems focus on the end-to-end system. Human factors are important in overall 
evaluation [7, 35, 52]. 
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CHAPTER 1 8 

Applications and User Interfaces 

The ultimate impact of spoken language 

technologies depends on whether you can fully integrate the enabling technologies with ap­

plications so that users find it easy to communicate with computers. How to effectively inte­

grate speech into applications often depends on the nature of the user interface and 

application. This is why we group user interface and application together in this chapter. In 

discussing some general principles and guidelines in developing spoken language applica­
tions, we must look closely at designing the user interface. 

A well-designed user interface entails carefully considering the particular user group 
of the application and delivering an application that works effectively and efficiently. As a 

general guideline, you need to make sure that the interface matches the way users want to 

~ccomplish a task. You also need to use the most appropriate modality at the appropriate 
t~me to assist users to achieve their goals. One unique challenge in spoken language applica­

llons is that neither speech recognition nor understanding is perfect. In addition, the spoken 
co~mand can be ambiguous, so the dialog strategy described in Chapter 17 is necessary to 

clanfy the goal of the speaker. There are always mistakes you have to deal with. It is critical 
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that applications employ necessary interactive error-handling techniques to minimize the 
impact of these errors. Application developers should t~erefore_ full~ understand the 
strengths and weaknesses of the underlying speech technologies and 1dent1fy the appropriate 
place to use the spoken language technology effectively. 

This chapter mirrors Chapter 2, in the sense that you need to incorporate all the needed 
components of speech communication to make a spoken language system work well. It is 
important also to have your applications developed based on some standard application pro­
gramming interfaces (API), which ensures that multiple applications work well with a wide 
range of speech components provided by different speech technology providers. 

18.1. APPLICATION ARCIDTECTURE 

A typical spoken language application has three key components. It needs an engine that can 
be either a speech recognizer or a spoken language understanding system. An application 
programming interface (API) is often used to facilitate the communication between the en­
gine and application, as illustrated in Figure 18.1. Multiple applications can interact with a 
shared speech engine via the speech APL The speech engine may be a CSR engine, a ITS 
engine, or an SLU engine. The interface between the application and the engine can be dis­
tributed. For example, you can have a client-server model in which the engine is running 
remotely on the server. 

Application 1 Application 2 

Speech API 

Engine 1 Engine 2 Engine 3 

Figure ~8.1 In a typical spoken language application architecture, multiple applications can in­
teract ~1th a shared speech engine via the speech API. The speech engine may be a speech 
recogmzer, a ITS converter, or an SLU engine. 

For_ a given API, there is typically an associated toolkit that provides a good develop­
ment environment and the tools you need in order to build speech applications. You don't 
need to understand_ the underlying speech technologies to fully take advantage of state-of­
the-art ~peech engmes. In~ustry-standard based applications can draw upon support from 
ma~y different speech engme vendors, thus significantly minimizing the cost of your appli­
cations development. For the widely used Microsoft Windows'\ Microsoft's speech API 
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SAP!) brings both engine and application developers together.' Alternative t d d • 
( • l JS J s an ar s are 

•1 ble such as Vo1ceXML and API. ava1 a , 

8 2 TYPICAL APPLICATIONS 1 . . 
There are three broad classes of applications that require different UI design: 

• Office: This includes the widely used desktop applications such as Microsoft 
Windows and Office. 

• Home: TV and kitchen are the centers for home applications. Since home ap­
pliances and TV don't have a keyboard or mouse, the traditional GUI 
application can't be directly extended for this category. 

• Mobile: Cell phone and car are the two most important mobile scenarios. Be­
cause of the physical size and the hands-busy and eyes-busy constraints, the 
traditional GUI application interaction model requires significant modifica­
tion. 

This section provides descriptions of typical spoken language applications in these three 
broad classes. Spoken language has the potential to provide a consistent and unified interac­
tion model across these three classes, albeit for these different application scenarios you still 
need to apply different user interface design principles. 

18.2.1. Computer Command and Control 
One of the earliest prototypes for speech recognition is command and control, which is 
mainly used to navigate through operating system interfaces and applications running under 
them. For exarriple, Microsoft Agent is a set of software services that supports the presenta­
tion of software agents as interactive personalities within the Microsoft Windows or the 
Internet Explorer interface. Its command-and-control speech interface is an extension and 
enhancement of the existing interactive modalities of the Windows interface. It has a charac­
ter called Peedy, shown in Figure 18.2, which recognizes your speech and talks back to you 
using a Microsoft SAPI compliant command-and-control speech recognizer and text-to­
speech synthesizer. 

The speech recognizer used in these command-and-control systems is typically based 
on a context-free grammar (CFG) decoder. Either developers or users can define these 
grammars. Associated with each legal path in the grammar is a corresponding executable 
event that can map a user's command into appropriate control actions the user may want. 
Tbey possess a built-in vocabulary for the menus and other components. The vocabula~ ~an 
also be dynamically provided by the application. Command-and-control speech recogmtion 
~Hows the user to speak a word, phrase, or sentence from a list of phrases that the c~mputer 
15 expecting to hear. The number of different commands a user might speak at any time can 

I http://WWw . 
2 h .m1crosoft.com/speech 
1 ttp://WWw.voicexml.org/ 

http://J' ava.sun.com/products/java-media/speech/ 



922 
Applications and User Interfaces 

be in the hundreds. Furthermore, the commands are not just limited to fixed ones but can 
also contain other open fields, such as "Send mail to <Nam_e>" or "Call <digits>". ~ith all 
of the possibilities, the user is able to speak thousan~ ~f d1_:ffere?t comm_ands. A~ d1Scussed 
in Chapter 17, a CFG-based recognizer is often very ngid, smce it may re3ect the m~ut utter­
ance that contains a sentence slightly different from what the CFG defines, leadmg to an 
unfriendly user experience. 

:11i\.•~•-•~'---,------ffl. ~. nt'~· •• r-c-~~:d 
How are you? !]~ -

.:...~.,,.,, M-.~. ·. '· ·~-: .y .... ;::~·-:· •. ··,·:e4t~•i l·<\'·:\:•::.· .• t: ..,_. ;~ ! 
.. ~ - -.. ·. . t! .. :::. . ·_. ic.r9s9~_,;hge~ .. :.:1!, 
. :,~_.:· . ·,:·.•, ·~\:::·.:s/·:·.'.'.::.: :.i::·.-_.·_\/:_·. ·,>::.':--i•_~')'..<t):{'/~\',}/.' ;_,~-. ·rt·· 
. Type ui:scimetliiniand-di~k_the; _SpeaJ<l>u,tt-9.n._\:./\:: .. ·:~~<:.J; • : 

'1 '.:.,;c ·~i·r.~;{·it} .'.: •. :< • : :;~c·,t:f £i!J\~'.1F'.t}~j('. 
-~~--~'}i"~~:r~dt~.z~~~~~l ·: 

Figure 18.2 A talking character Peedy'1 as used in Microsoft Agent. Reprinted with pennission 
from Microsoft Corporation. 

Command-and-control recognition might be useful in some of the following situa­
tions: 

• Answering questions. An application can easily be designed to accept voice 
responses to message boxes and wizard screens. Most speech recognition en­
gines can easily identify Yes, No, and a few other short responses. 

• Accessing large lists. In general, it's faster for a user to speak one of the 
names on a list, such as "Start running calculator, " than to scroll through the 
list to find it. It assumes that the user knows what is in the list. Laurila and 
Haavisto (23] summarized their usability study of inexperienced users on 
name dialing. Although the study is based on the telephone handset, it has a 
similar implication for computer desktop applications. 

• Activating macros. Speech recognition lets a user speak a more natural word 
or phrase to activate a macro. For example, "Spell check the second para­
graph" is easier for most users to remember than the CTRL+F5 key combi­
nation after selecting the second paragraph. But again, the user must know 
the command. This is where most simple speech applications fail. The com­
petition is not CTRL+F5 itself, it is the memory of most users. 

• Facilitating dialog between the user and the computer. As discussed in Chap­
ter 17, speech recognition works well in situations where the computer essen-

◄ Peedy Cl 1993-1998 Microsoft Corporation. 



tially asks the user: "What do you want to do?" and branche . 
l.k . s accordmg to th 

reply (somewhat 1 ea wizard). For example, the user might re 1 .. 1 e 
k fl . I fi N, y; k B "Aft Py, want to boo . a 1g. 11 rom ewb_ or to . oston. . er the computer analyzes the re-

ply 1t clarifies any am 1guous words (Did you say New York?) F' 11 ' . . • • ma Y, the 
computer asks for any mfom1ation that the user did not supply, such as "At 
what day and time do you want to leave?" 

• Providing hand~-fr~e computing: Speech recognition ~s an essential compo­
nent of any application that requires hands-free operation; it also can provide 
an alternative to the keyboard for users who are unable to or prefer not to use 
one. Users with repetitive-stress injuries or those who cannot type may use 
speech recognition as the sole means of controlling the computer. As dis­
cussed in later sections, hands-free computing is important for accessibility 
and mobility. 
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• Humanizing the computer. Speech recognition can make the computer seem 
more like a person-that is, like someone whom the user talks to and who 
speaks back. This capability can make games more realistic and make educa­
tional or entertainment applications friendlier. 

The specific use of command and control depends on the application. Here are some 
sample ideas and their uses: 

• Games and entertainment: Software games are some of the early adopters of 
command-and-control speech recognition. One of the most compelling uses 
of speech recognition technology is in interactive verbal exchanges and con­
versation with the computer. With games such as flight simulators, for exam­
ple, traditional computer-based characters can now evolve into characters the 
user can actually talk to. While speech recognition enhances the realism and 
fun in many computer games, it also provides a useful alternative to game 
control. Voice commands provide new freedom for the user. 

• Document editing: Command and control is useful for document editing 
when you wish to keep your hands on the keyboard to type, or on the mouse 
to drag and select. This is especially true when you have to do a lot of editing 
that requires you to move to menus frequently. You can simultaneously speak 
commands for manipulating the data that you are working on. A word proc­
essor might provide commands like "bold, italic" and "change font." A paint 
package might have "select eraser" or "choose a wider brush. " Of course, 
there are users who won't prefer speaking a command to using keyboard 
equivalents, as they have been using the latter for so long that the combina­
tions have become for them a routine part of program control. But for many 
people, keyboard equivalents are a lot of hard-to-remember shortcuts. Voi~e 
commands provide these users with the means to execute a command di­
rectly. 



924 Applications and User Interfaces 

For most of the existing applications, before an application starts a command-and­
control recognizer, it must first give the recognizer a list of commands to listen for. The list 
might include commands like "minimize window," ''make the font bold,'" "call extension 
<digit> <digit> <digit>," or "send mail to <name>." If the user speaks the command as it 
is designed, he/she typically gets very good accuracy. However, if the user speaks the com­
mand differently, the system typically either does not recognize anything or erroneously 
recognizes something completely different. Applications can work around this problem by: 

• Making sure the command names are intuitive to users. For many operations 
like minimizing a window, nine out of ten users will say minimize window 
without prompting. 

• Showing the command on the screen. Sometimes an application displays a 
list of commands on the screen. Users naturally speak the same text they see. 

• Using word spotting as discussed in Chapter 9. Many speech recognizers can 
be told to just listen for one keyword, like mail. This way the user can speak, 
"Send mail," or ''Mail a letter," and the recognizer will get it. Of course, the 
user might say, "I don't want to send any mail," and the computer will still 
end up sending mail. 

• Employing spoken language understanding components as discussed in 
Chapter 17. 

• Employing user studies to collect data on frequently spoken variations on 
commands so that the coverage is enhanced. 

18.2.2. Telephony Applications 
Speech is the only available modality for telephony applications besides the awkward-to-use 
DTMF interface. The earliest uses of speech technology in business were interactive voice 
response (IVR) systems. These systems include i11foli11e services in the ad-supported local 
newspapers, offering everything from world news to school homework assignments at the 
touch of a few buttons. So what's the big deal with a speech telephony application? It offers 
greater breadth, ease of use, and interactivity. Navigating by voice rather than by keypad 
offers more options and quicker navigation. It also works better while you're driving. 

To make a successful IVR application, you need to have speech input, output, and re­
lated dialog control. People have used IVR systems over the telephone to navigate the appl i­
cation based on the menu option to provide digit strings, such as the credit card numbers, to 
the application. Such system typically has a small to medium vocabulary. Today, you can 
use IVR to get stock quotes, people's telephone number, and other directory-related infor­
mation. For example, you can call AT&T universal card services and the application asks 
you to speak your 16-digit card number. Most of these IVR systems use recorded messages 
instead of synthetic speech because the quality of TIS is still far from humanlike. Since 
speech output is a slow method to present information, it is important to be as brief as poss i­
ble. Reducing the presentation of repetitive data can shorten the speech output significantly. 
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Voice portals that let you talk your way to Web-based information from any • h 
• 1 h 1· • L. k P one are one class of compellmg te ep ony app 1cat1ons. m ed to specially formatted Web sites and 

databases, the portals deliver what amounts to customized real-time news radio. You can 
ilor voice portals much as you do Web portals like Yahoo! \ AOL\ or MSN". But surfing 

~ restricted to the very limited subsets of information the portals choose to offer. These ser­
~ces typically avoid using synthesized speech. For options like news updates they rely on 
ound bites recorded by announcers. There are a number of free voice portals available, in­

;luding TellMe, BeVocal, HeyAnita, Quack.com. Table 18. l illustrates some of their fea-

tures. 
Table 18.1 Some free voice portal features. These portals are being developed and will roll out 
more features. 

Cate2ory Audiopoint5 Tell Me6 

Traffic Yes Yes 
Weather U.S. and world cities U.S. 
News Yes Yes 
Financial Yes Yes 
Sports Yes Yes 
Airline info No Yes 
Restaurants No U.S. 
Entertainment Yes Yes 
Personalization Yes Yes 

Digital wireless telephony applications could make full use of a client-server architec­
ture because of limited computing resources of the client. The server performs most of the 
needed processing. The client can either send the speech waveform (as used in standard 
telephone) or the spectral parameters such as MFCC coefficients. Using a quantized MFCC 
(see Chapter 6) at 4.5 kbps, no loss of accuracy can be achieved [ 18]. The Aurora project 
tries to standardize the client server communication protocol based on the quantized MFCC 
coefficients7 [6]. 

When people are engaged in a conversation, even if they have the graphical interface 
in front of them, they seldom use the vocabulary from the interface (unless prompted by 
ITS or the speaker). This has an important implication for the UI design. The use of a dis­
course segment pop cue such as "What now?" or "Do you want to check messages?" could 
reorient users (especially after a subdialog) and help them figure out what to say next. Wild­
fire

8 
uses such pop cues extensively. The right feedback is essential, because speech recog­

nition is not perfect. Designers should verify only those commands that might destroy data 
or trigger future events. People become frustrated very quickly if the error feedback is re-

'. http://www.myaudiopoint.com or call I -888-38-AUDIO. 
, http://www.tellme.com or call 1-800-555-TELL. 
, http:t/www.etsi.org/stq 
http://www.wildfire.com/ 
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petitive. It would be nice to design the error messages with different prompts according to 
recognition confidence measures and the dialog context. 

Most current telephony systems do not have much intelligent dialog management be­
yond a simple state-based dialog model. Advanced dialog management as discussed in 
Chapter 17 is critical for error repairs, anaphora resolution, and context management. There 
are a number of institutions pursuing advanced telephony spoken language interfaces. You 
can find some of these excellent programs at Carnegie Mellon University9 and Massachu­
setts Institute of Technology. 10 

18.2.3. Dictation 

Dictation is attractive to many people, since speaking is generally faster than typing, espe­
cially in East Asian languages such as Chinese. There are a number of general-purpose dic­
tation software products such as IBM's ViaVoice·'I>, Dragon's NaturallySpeaking·~, 
Lernout&Hauspie's Voice Xpress'\ as well as the dictation capability built into Microsoft 
Office 200 l. There are also vertical markets for dictation applications. Radiologists and 
lawyers are two examples of such niche markets. They are generally pressed for time. Radi­
ologists are often hands- and eyes-busy when at work. Lawyers' work is often language in­
tensive and they need to write long documents and reports. Both radiologists and lawyers 
have been using dictation devices, and they have a strong need to have customized language 
models for their specialized vocabulary. In fact, because of the constraints of the language 
they use, the perplexity is often much smaller than in the general business articles, leading to 
improved performance for both the medical and legal segments. 

In dictation applications, it is important to convert speech into the text you would like 
to see in its written form. This implies that punctuation should be added automatically, dates 
and times should be converted into the form that is conventionally used, and appropriate 
capitalization and homonym disambiguation should all be seamless to users. Dictation is 
typically associated with word processing applications, which provide for a nice separation 
of input modes based upon the division of the primary task into subactivities: 

• Text entry 

• Command execution, such as cross-out to delete the previous word, or 
capitalize-that 

• Direct manipulation activities such as cursor positioning and text selection 

It is likely that separate single input modes for each activity can increase efficiency. In 
a study conducted by Morrison et al. [28], subjects switched modality from speech input to 
typed input while issuing text-editing commands and found the switch of modality disrup­
tive. Karat et al. [ 19] compared the state-of-the-art dictation product with keyboard input. 

• http://www.speech.cs.cmu.edu/speech/ 
10 http://www.sls.lcs.mit.edu/sls/ 
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They reported that several of the initial-use subjects commented that keybo d 
. ar entry seemed 

11,ch more natural. This reflects the degree to which some people have beco . d n . me use to us-
ing keyboards and the fact that speech recognition still makes too many mistak E . . . es. xpen-
enced users can enter tra~scnpt1011 text at an aver~ge rate of 107 uncorrected words per 
minute. However, corr:ct1on took them ov:r three times as long as entry time on average, 
leading to an average tnput rate nearly tw~~e as slo_w as keyboard (including correction). 
Thus, unless the accuracy of speech recognition and its error correction can be significantly 
improved for the mass market, text entry is best performed by keyboard. 

The mouse is generally accepted as being well suited to direct manipulation activities. 
Further, based on human-factors studies, full typed input of commands, single keyboard 
presses. and accelerator keys is not as efficient as speech-activated commands [26, 33]. Th!;! 
case for the utility of speech input in word-processing applications relies upon its superiority 
over the mouse with respect to the activation of commands. Word-processing and text-entry 
applications are also naturally hands-husy, eyes-busy applications. It is inconvenient and 
time consuming for the user to have to interrupt the typing of text or to move his/her eyes 
from the work in order to execute word-processing commands. This is not necessary with 
speech activation of commands. 

To improve dictation throughput, you should make it as easy as possible for users to 
correct mistakes. As illustrated in Figure 18.3, you can provide easy access to the Correction 
Window so the user can correct mistakes that the recognizer made. Thus the quality of n-best 
or word-lattice decoding discussed in Chapter 13 is critical. We use examples drawn from 
Microsoft Dictation 11 to illustrate these concepts. 

You should also allow the user to train the system so it can adapt to different accent 
and environment conditions. A typical training wizard, illustrated in Figure 18.4, asks users 
to read a number of sentences. It is important to use a confidence measure, as discussed in 
Chapter 9, to filter out unwanted training data so that you can eliminate possible divergences 
of training the acoustic model. In Figure 18.4, the user is prompted with the sentence shown 
in the window. As the user reads the sentence, the black progress bar covers the correspond­
ing word. If the user misreads the word, the progress bar typically stays where it is. 

Another practical problem for most dictation products is that they have about 60,000 
to I 00,000 words in the vocabulary, which contains all the inflected forms, so work and 
works are considered as two different words. As the vocabulary is limited (for detailed dis­
cussion on vocabulary selection, see Chapter 11), you should provide a capability to dy­
namically add new words to the system. This capability is illustrated in Figure 18.5. You can 
listen to the new word you added to see if the computer guessed the pronunciation of the 
word correctly or not. If you want to pronounce the word differently, you can either type in 
the words that sound the way you want it to or type in the phonetic sequence. 

11 
Microsoft Dictation was developed by 1he authors at Microsoft Research, and was included for free in ihe 

SDK4.0. 
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WAiiiHH/1.Uati!Grii#U@i!dfflttttiQ~~~--;!~':~~:)·,~;,.;fo(gj 
·:. Fae Edit Dictation Text Help • • • • • 

>~rA-!W!. DJ~rlil!···ij[~je! ~j 

I Microsoft dictation was developed ~ Microso;1 _ ; _ ·,. __ . 
research. ~Ji!~-::.;: it 

j' l. bi . . . .. . ; 
i( 2, bla 

I 
I 

:• 3, buy a , • 
L .4; bye.· : • 
I. 
::,. 5, bye a 
\ ., .. . 

Figure 18.3 Correction window in Microsoft Dictation. By clicking the dictated word, the al­
ternative words are listed in the correction window. If the dictated word is wrong, you can 
click the word in the correction window to easily replace the misrecognized word. Reprinted 
with pennission from Microsoft Corporation. • 

Microsoft Spcccl_l Rccoonlllon Training W~d . ,.;;.,..,-. . ._ .,,,, •' . ·' : .. , •·' • 

Tromlng I$ l1slening P1BMll reo.d the phr099. 

Pau&e Skip Word 

-- ' ..... - .. .. . .- . ... - . .. ~- . .. ..... 

<Back Cancel ., 

Figure 18.4 Training wizard in Microsoft Dictation. Reprinted with permission from Micro­
soft Corporation. 
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Figure 18.5 New word addition in Microsoft Dictation. Reprinted with pennission from Mi­
crosoft Corporation. 

18.2.4. Accessibility 
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Approximately I 0-15 percent of the population has an impainnent that affects their ability 
to use computers efficiently. Accessibility is about designing applications that everyone can 
use. The GUI actually makes accessibility a more critical issue. People with disabilities face· 
more usability issues than those without. There are a number of Web sites dedicated to ac­
cessibility. 12 

People who cannot effectively use a keyboard or a mouse can use speech commands to 
control the computer and use the dictation software to input text. For example, Dragon's 
dictation software lets you control everything by voice, making it extremely useful for peo­
ple with repetitive stress injury (RSI). A screen reader is a program that uses TTS to help 
people who have reading problems or are vision impaired. Windows·• 2000 includes one 
such screen reader called Narrator which reads what is displayed on the screen: the con-, . . 
tents of the active window, menu options, and text that the user types. Users can custonuze 
the way these screen elements are read. They can also configure Narrator to make the mouse 
pointer follow the active item on the screen and can adjust the speed, volume, and pitch of 

the narrator voice. 

I' 
• http://www.el.net/CAT/index.html (The Center for Accessible Technology). 
http://www.Jighthouse.org/print_leg.htm (Lighthouse lntemation~I): . 
http://www.wJc.org/wai (World Wide Web Consortium's Accessibility Page). 
http://www.microsoft.com/enable (Microsoft Accessibility Home Page). 
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18.2.5. Handheld Devices 

For handheld devices such as smart phones or Personal Digital Assistants (PDA), speech, 
pen, and display can be used effectively to improve usability. The small form-factor implies 
that most of the functions have to be hidden. Speech is particularly suitable to access infor­
mation that can't be seen on the display. Current input methods are generally pen- or soft 
keyboard-based. They are slower than dictation-based text input. For form filling, speech is 
also particularly suitable to combine multiple parameters in a single phrase. The increasing 
popularity of cell phones is likely to be the major thrust for using handheld devices to access 
information. • 

Potential usability problems of handbeld devices are the lack of privacy and the prob­
lem of environmental noise. It is hard to imagine that we can have 100 people in a confer­
ence room talking to their handheld devices simultaneously. Since these devices are also 
often used in a noisy environment, you need to have a very robust speech recognition system 
to deal with signals around 15 dB. In Section 18.5 we illustrate the process of designing and 
developing an effective speech interface and application for a handheld device. 

18.2.6. Automobile Applications 

People already use cell phones extensively when driving. Safety is an important issue when­
ever a driver takes his/her eyes off the road or his/her hands off the steering wheel. In many 
countries it is illegal to use a cellular phone while driving. Speech-based interaction is par­
ticularly suitable for this eyes-busy and hands-busy environment. However, it is a challenge 
to use speech recognition in the car due to the relative high noise environment. Environment 
robustness algorithms, discussed in Chapter 10, are necessary to make automobile applica­
tions compelling. 

Figure 18.6 Clarion in-dash AutoPC. 

One such system is Clarion's AutoPC, shown in Figure 18.6. It enables drivers to ac­
cess information by speech while driving. You can tell your car what to do by speech. 
AutoPC has a vocabulary of more than · 1200 words. It understands commands to change 
radio stations, provide turn-by-tum directions based on its Global Positioning System (GPS) 
navigation_ unit, or read e-mail subject lines using TTS. Running on Microsoft's Windows 
CE operatmg system, AutoPC's control module fits in a single dashboard slot with the com-
puter and six-disc CD changer stored in the trunk. ' 
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1s.2. 1. Speaker Recognition 

The HMM-based speech recognition algorithms discussed in earlier chapters C" b d. . . ' .. n e mo 1-
fied for speaker recognition, whe:~ a s~eaker model is need~d for each speaker to be recog-
nized. The term speaker recogmt10n 1s an umbrella that mcludes speaker identification 
speaker detection, and speaker verification. Speaker identification consists in deciding wh~ 
the person is, what group the person is a member of, or that the person is unknown. Speaker 
detection consists in detecting if there is a speaker change. This is often needed in speech 
recognition, as a better speaker model can be used for improved accuracy. Speaker verifica­
tion consists in verifying a person's claimed identify from his/her voice, which is also called 
speaker authentication, talker verification, or voice authentication. 

In text-dependent approaches. the system knows the phrase, which can be either fixed 
or prompted to the user. The speaker speaks the required phrase to be identified or verified. 
The speaker typically has to enroll in the system by presenting a small number of speech 
samples to build the corresponding speaker model. Since the amount of training data is 
small, the parameter tying techniques discussed in Chapter 9 are very important. 

Speaker recognition is a performance biometric, i.e., you perform a task to be recog­
nized. It can be made fairly robust against noise and channel variations, ordinary human 
changes, and mimicry of humans and tape recorders. Campbell [3] and Furui [9] provided 
two excellent tutorial papers on recent advances in speaker recognition. 

In general, accuracy is much higher for speaker recognition than for speech recogni­
tion. The best speaker recognition systems typically use the same algorithms, such as the 
ways to deal with environment noises and hidden Markov modeling, found in speech recog­
nition systems. Applicable speaker recognition services include voice dialing, banking over 
a telephone network, telephone shopping, database access services, infonnation and reserva­
tion services, forensic application, and voice login. There are a number of commercial 
speaker verification systems, including Apple's voice login for its iMac' and Sprint's Voice 
FONCARD~. 

18.3. SPEECH INTERFACE DESIGN 

No single unified interaction theory has emerged so far to guide user interface design. Study 
of the interaction has been largely associated with developing practical applications, having 
its roots in human factors and user studies. Practitioners have postulated general principles 
that we discuss in this section. 

18.3.1. General Principles 

There are a number of books on graphical user interface (GUI) design [ I 0, 11, 17, 29, 41 J. 
Usability research also generated a large body of data that is useful to Ul designers. The 
Human Factors and Ergonomic Society (HFES) is developing the HFES-200 standard-
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Ergonomics of Software User Jnte,face, which has many insightful implications for interface 
design. The most important criteria, in order of importance, are: 

• Effectiveness or usefulness 

• Efficiency or usability 

• User satisfaction or desirability 

These three general points mean that, first and foremost, a user interface must work, so 
the user can get the job done. After that, it is important that the user interface accomplishes 
its task as productively as possible. Last, but not least, the user interface can be further im­
proved by focusing on user satisfaction as measured by means of questionnaires and user 
feedback. 

The major difference between GUI and spoken language interface is that speech rec­
ognition or understanding can never be perfect. Imagine you are designing for a GUI and 
your input method is a keyboard and a mouse where the error rate is about 5% for the key or 
mouse presses. These 5% errors make it much more difficult to have an effective user inter­
face. In GUI applications, when you mistype or misclick, you regard these errors as your 
own mistakes. In spoken language applications, all the misrecognition errors are regarded as 
system errors. This psychological effort is a very important factor in the UI design. Thus it is 
not stretching to say that most of the design work for spoken language applications should 
be on how to effectively manage what to do when something goes wrong. This should be the 
most important design principle to remember. 

We also want to stress the importance of iteratively testing the UI design. In practice, 
users, their tasks, and the work environment are often too varied to be able to have a good 
design without going through a detailed and thorough test program, especially for new areas 
like spoken language applications. 

18.3.l.l. Human Limitations 

Applications make constant demands on human capabilities. When we design the user inter­
face, we must understand that humans have cognitive, auditory, visual, tactile, and motor 
limits. As a general principle, we should make the user interface easy to use, and not over­
load any of these limits. 

For example, if the font is too small, the speech volume is too low, or the application 
requires people to constantly switch between a mouse and a keyboard, we have a poor inter­
face, leading to lowered productivity. People have trouble remembering long complex mes­
sages spoken to them in a continuous fashion. If these messages are delivered with 
synthesized speech, the problem is worsened, because of the greater attention required to 
understand the synthesized speech. Effective user interface design requires a balance of easy 
access to information and an awareness of human limitations in processing this information. 
In general, people tend to handle well 7 ( + or - 2), pieces of information at a time. 
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8 3 1 2 User Accommodation 1 .... 

The interfac~ and application should accommodate users as much as possible. This means 

that the design needs to match the way users want to do their work not th th . , e o er way 
around. People always have, or qmckly create, a mental model of how the interface O t 

d 
. pera es. 

You need to design an commumcate a conceptual model that works well with the users' 
mental model. Their mental model should match the actual interface and the task wh'ch • 

. . . , I IS 
very important for the designer to consider consciously. 

To accommo~ate users' needs, ~ou must_ as_k whether the interface you are designing 
helps people get therr work done efficiently. Will 1t be easy to learn and use? Will it have an 
attractive and appropriate design? Will the interface fit individual tasks with a suitable mo­
dality? Will the interface allow the user to perceive that they are in control? Will the inter­
face be flexible enough to allow the user to adjust the design for custom use? Does the 
interface have an appropriate tempo? Notice that speech is temporal. Does the interface con­
tain sufficient user support if the user needs or requests it? Does the interface respond to the 
use in a timely fashion? Does the interface provide appropriate feedback to the user about 
the results of the actions and application status? 

18.3.1.3. Modes of Interaction 

The interface is unimodal if only one mode is used as both input and output modality. By 
contrast, multimodal systems use additional modalities in exchanging information with their 
users. When we interact with each other, we often rely on multimodal interaction, which is 
nonnal for us. 

When speech is combined with other modalities of information presentation and ex­
change, it is generally more effective than a unimodal interface, especially for dealing with 
errors from speech recognition and understanding. 

As an input modality, speech is generally not as precise as mouse or pen to perfonn 
position-related operations. Speech interaction can also be adversely affected by the ambient 
noise. When privacy is of concern, speech is also disadvantageous, since others can overhear 
the conversation. Despite these disadvantages, speech communication is not only natural but 
also provides a powerful complementary modality to enhance the existing keyboard- and 
mouse-based graphical user interface. As an input-output modality, speech has a number of 
unique characteristics in comparison with the traditional modalities: 

• Speech does not require any screen real estate in the interface. For ubiquitous 
computing, this is particularly suitable for devices that are as small as our 
watches. 

• Speech can be used at a distance, ·which makes it ideal for hands-busy and 
eyes-busy situations such as driving. 



934 Applications and User Interfaces 

• Speech is expressive and very suitable to bring information_ that is hidden _to 
the forefront. This is particularly suitable in the GUI environment or with 
handheld devices as the monitor space is always limited. 

• Speech is omnidirectional and can communicate information to multiple us­
ers easily. However, this also has implications relating to privacy. 

• Speech is temporal and sequential. Once uttered, auditory information is no 
longer available. This can place extra memory burden on the user and se­
verely limit the ability to scan, review, and cross-reference information. 

• For social interfaces, speech plays a very important role. For example, if we 
need to pose a question, make a remark, and delegate a task, there is no more 
natural way than speech itself. 

Because of these unique features, we need to leverage the strengths and overcome the 
technology limitations that are associated with the speech modality. The conventional GUI 
relies on the visual display of objects of interest, the selection by pointing, and continuous 
feedback. Direct manipulation is generally inadequate for supporting fundamental transac­
tions in applications such as word processing and database queries, as there are only limited 
means to identify objects, not to mention that ambiguity in the meanings of icons and limita­
tions in screen display space further complicate the usability of the interface. 

Generally, multimodality can dramatically enhance the usability of speech, because 
GUI and speech have complementary strengths and weaknesses. The strengths of one can be 
used to offset the weaknesses of others. For example, pen and speech can be complementary 
and they can be used very effectively for handheld devices. You can use Tap and Talk as 
discussed in Section 18.4 to activate microphone and select appropriate context for speech 
recognition. The respective strengths and weaknesses are summarized in Table 18.2. The 
advantage of pen is typically the weakness of speech and vice versa. This implies that user 
interface performance and acceptance could increase by combining both. Thus, visible, lim­
ited, and simple actions can be enhanced by nonvisible, unlimited, and complex actions. The 
multimodal interface is particularly suitable to people for completing contrastive functions 
or when task attributes are perceived as separable. For example, speech and pen can be used 
in different ways to designate a shift in context or functionality. Although most people may 
not prefer to use speech and pen simultaneously, they like to use speech to enter data and 
pen for corrections. Other contrastive tasks may include data versus commands and digits 
versus text. When inputs are perceived as integral, unimodal interfaces are efficient and 
work best. 

Table 18.2 Complementary strengths of pen and speech for multimodal user interface. 

Pen Speech 
Direct manipulation, requires hands and eyes Hands/eyes-free manipulation 
Good at performing simple actions Good at performing complex actions 
Visual feedback Visual and location independent references 
No reference ambiguity on the display Multiple ways to refer to objects 
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18,3, t.4. Technology Considerations 

Speech recognition applications can be divided into many classes, as illustrated in p· 
• h h I d 1 . 1 . igure 

18_ 7. The easiest category 1s t e system t at . ca~ on y ea wit _1 isolated speech with limited 
vocabulary for a command-and-control apphcat10n. where typically a context-free gramma 
is used to constrain the search space, resulting in a limited number of ways users can issue: 
command. The hardest is the one that can support channel- and speaker-independent con­
tinuous speech recognition with both dictation and robust application-specific understanding 
capability. This is also the one that can really add value to a wide range of speech applica­
tions. In Figure 18. 7, a command-and-control application implies application-specific re­
strictive understanding capability-typically with less than 1000-word vocabulary and with 
a lower perplexity context-free grammar. A dictation application implies general-purpose 
dictation capability-typically with more than 60,000 words in the lexicon and a stochastic 
n-gram language model. A dictation and SLU application implies both general-purpose dic­
tation and less restrictive application-specific spoken language understanding capability­
typically with 60,000 words in the lexicon with both n-gram and semantic grammar lan­
guage models for both recognition and understanding. 

Although a number of parameters can be used to characterize the capability of speech 
recognition systems, user-centered design often dictates that you need to use the most chal­
lenging technology solutions. The speaking style (from isolated speech to continuous 
speech) can dramatically change the performance of a speech recognition system. Natural, 
spontaneous, continuous speech remains the most difficult to recognize; but it is more user 
friendly. Small vocabulary (less than 50 words) is generally more accurate than large vo­
cabulary (greater than 20,000 words); but the small vocabulary limits the options the user 
has on the task. The lower-perplexity language model generally has a great recognition ac­
curacy; but it imposes a considerable constraint on how the user can issue a command. Most 
systems may work in the high-SNR (>30 dB) environment; but it is desirable that the system 
should still work when the SNR is below IO dB. 

Command & 
Control 

Dictation only Dictation & 
SLU 

Figure 18.7 Illustrative degrees of difficulty for different classes of speech recognition (gray 
level from easy to hard). 
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Associated with the input modality is the speech output modality for many speech ap­
plications. Speech as an output medium taxes user memory and may even cause loss of con­
text and distraction from the task if it is too verbose. Most of the text-to-speech systems 
have a problem generating a prosody pattern that is dynamic and accurate enough to convey 
the underlying semantic message. Recorded speech still has the best quality; but it is gener­
ally inflexible in comparison to TIS. There are many ways to provide additional informa­
tion to the TIS so that the final synthesized quality can be improved dramatically. Examples 
include the use of recorded speech for constant messages, transplanted prosody, and con­
cept-to-speech synthesis as discussed in Chapters 16 and 17. 

Improved quality and ease of use often need expensive authoring. This is true for 
speech recognition, synthesis, and understanding. For example, to support channel inde­
pendence, you need not only additional channel normalization algorithms to deal with both 
additive and convolutional noises but also realistic training data to estimate model parame­
ters. To support robust understanding, you need to author semantic grammars that have 
broad coverage. This often requires tedious authoring and labor-intensive data collection and 
annotation to augment the grammar. Ultimately, you need a modular and reusable system 
that can warrant the development costs. To make effective use of dialog and error-repair 
strategies, you need to adopt tools for preventing dialog design problems during the early 
stages, ones that guide the choice of words in dialog and feedback and ensure usability and 
correctness in the context, etc. In addition, as discussed in Chapter 17, whether you have a 
system-initiative dialog, user-initiative dialog, or mixed-initiative dialog will have signifi­
cant ramifications on the authoring cost. 

A spoken language application requires certain hardware and software on the user's 
computer in order to run. 13 Most new sound cards work well for speech recognition and text­
to-speech, including Sound Blaster™. Some old sound cards are only half duplex (as op­
posed to full duplex). If a sound card is half duplex, it cannot record and play audio at the 
same time. Thus it cannot be used for barge-in and echo cancellation. The user can choose 
among different kinds of microphones: a close-talk headset microphone that is held close to 
the mouth, a medium-distance microphone, or a microphone array device that rests on the 
computer 30 to 60 centimeters away from the speaker. A headset microphone is often 
needed for noisy environments, although microphone array or blind separation techniques 
have the potential to close the gap in the future (see Chapter l 0). Most speech products also 
need to calibrate the microphone gain by speaking one or two utterances, as illustrated in 
Fi_gure 18:8. !t adjust~ the gai? of the amplifier to make sure there is an appropriate gain 
without chppmg the signal. This can be done in the background without distracting the user. 

13 
Spe~c~ recognition engines currently on the market typically require a Pentium 200 or faster processor. Speech 

recogmt1on for command and control consumes I to 4 MB RAM and di'ctati'on • dd' ·1 16 3" MB . , requires an a 1t1ona - L, • 

Text-to-speech engines use about 1-3 MB, but high-quality ITS can require more than 64 MB. 
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:"lakr iurc thr 01tcrophonc h worlctng ' · . J, • • • • .-..~ • 

The w,zerd ""11 me~e , uro lhe miaophone is WO/long end 1t1e1 the 
m,cniphone's vol<1ml" ,s good. 

Ptooae road eloud lhe foilcn,,,ng !e>d in o normol t,:,no olvolro: 

"I om using lhe m1c,ophone setup whem tt is mal<Jng swe tha1 my 
m,aophone ,s plugged 1n ond working properly." 

. ------ - - - -- ---- - -··- - . - • Yol>Jme I 
Pra,;s "NIM" when you\le finished raodino Iha tart 

The wil01d will ~ju11t !1111 microphone volume level • 
outomoticolly It yom m1aophone 11 plugged in corrodly 
you 'MIi 1ee tha bghti llbove Qrc~.01 oi you speek. ll k 
doesni saem IQ Wt'.lrlr.. pren 'Volume" 

t 

937 

Figure 18.8 Microphone setup wizard used in Microsoft Speech SDK 4.0. Reprinted with 
pennission from Microsoft Corporation. 

18.3.2. Handling Errors 

Speech recognition and understanding can never be perfect. Current spoken language proc­
essing work is very much a matter of minimizing errors. Together with the underlying 
speech-engine technologies, the role of the interface is to help reduce the errors or minimize 
their severity and consequences. As discussed in earlier chapters, there are errors associated 
with word deletion, word insertion, and word substitution. The recognizer may be unable to 
reject noises and classify them as regular words. The speaker may also have new words that 
are not in the lexicon, or may have less clear articulation due to accent, stress, sickness, and 
excitement. 

To repair errors in the system, we need to take each individual application into consid­
eration, since the strategy is often application-dependent. To have a compelling application, 
we must design the application with both the limitation of the engine and the interaction of 
the engine and UI in mind. For example, multimodal applications are generally more com­
pelling and useful than speech-only solutions as far as error handling is concerned. A multi­
modal application can overcome many limitations of today's SLU technologies, but it may 
be inappropriate for hands-busy or eyes-busy scenarios. 
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18.3.2.1. Error Detection and Correction 

We need to detect errors before we can repair them. This is a particularly difficult problem 
that often requires high-level context and discourse infom1ation to decipher whether there 
are errors. We can certainly use confidence measures, as discussed in Chapter 9, to detect 
potential errors, although confidence measures alone are not particularly reliable. 

There are many ways to correct the errors. The choice of which one to use depends on 
the types of the applications you are developing. We want to emphasize that correction 
based on another modality is often desirable, since it is unusual that two independent mo­
dalities make the same mistake. For example, speech recognition errors are often different 
from handwriting recognition errors. In addition to the complementary nature of these dif­
ferent errors, we can also leverage other modalities for improved error-correction efficacy. 
For example, a pen is particularly suitable for pointing, and we can use that to locate mis­
recognized words. A camera can be used to track whether the speaker is speaking in order to 
eliminate background noise generated from other.sound sources. 

Let's consider a concrete example. If you have a handheld device, you may be able to 
see the errors and respeak the desired commands or use a different modality such as pen to 
help task completion. When you want to create an email using speech, and a dictation error 
occurs, you can click the misrecognized word or phrases to display a list of n-best alterna­
tives. You can select the correct word or phrase from the n-best list with the pen. Alterna­
tively, you can respeak the highlighted word or phrase. Since the correct answer should not 
be the previous misrecognized word or phrase, you can exclude them in the second trial. If it 
is an isolated word in the correction stage, you can also use the correct silence context 
triphone models for the word boundary as the correct acoustic model. You can also use the 
correct n-gram language model from the left context with the assumption that the left words 
are all correct. With these correct acoustic and language models, it is expected that the sec­
ond trial would have a bt!tter chance to get the right answer. 

If you have telephony-based applications, you can count on keywords such as no, I 
meant to identify possible recognition or understanding errors. When errors occur, you 
should provide specific error-handling messages so that the user knows what response the 
~ystem wants. An adequate error message should tell the user what is wrong, how to correct 
1t, and ·.-..,~e-: ~o get help if needed. Let's consider an example of the following directory 
assistant application: 

Computer: Please speak the name 

User: Mike 

Computer: Please speak the name 

User: Mike 
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Clearly, the user does not know what responses the computer wants. An improved dia­

log can be: 

Computer: Please speak the first and last name 

User: Mike Miller 

Computer: Which division is Mike Miller working? 

User: Research group 

You can use alternative guesses intelligently for telephony applications, too. For ex­
ample, if the user says "Mike Miller" and the computer is unsure of what was said, it can 
prompt the user to repeat with a constrained grammar. In the example above, if the computer 
is unsure whether the user said Mike or Mark, it may want to respond with "Did you say 
Mike Miller or Mark Miller?" before it proceeds to clarify which division Miller is working 
in. 

When an error is detected, the system should be adapted to learn from the error. The 
best error-repair strategy is to use an adaptive acoustic and language model so that the sys­
tem can learn from the errors and not repeat the same mistake again. This is why adaptive 
acoustic and language modeling, as discussed in Chapters 9 and 11, is critical for real accep­
tance of speech applications. When an error occurs and the computer understands the error 
via user correction, you can use the corrected words or phrases to adapt related components 
in the system. 

18.3.2.2. Feedback and Confirmation 

Users need feedback from the system so that they understand the status of the interaction. 
When a command is issued, the user expects the system to acknowledge that the command 
is heard. It is also important to tell the users if the system is busy so that they know when to 
wait. Otherwise, the users may interpret the lack of response or feedback as errors of recog­
nition or understanding. 

If the user has requested that an action be taken, the best response is to carry out the 
action as requested, but if the action cannot be carried out, the user must be notified. Some­
times, the user may need this feedback to know whether it is her tum to speak again. If the 
interface is multimodal. you can use visual feedback to indicate the status of the interaction. 
For example, in Microsoft's MiPad research prototype, when the microphone is activated 
with a pen pointing to a specific field, the microphone levels are indicated in the feedback 
rectangle in strip-chart fashion as shown in Figure 18.9 for the corresponding field. Initially 
this wipes from left to right, but when the right edge is reached, the contents scroll to the le~t 
as each new sample is added. The height of each sample indicates the audio level; there is 
some indication given for the redline level for a possible saturation. It also shows the total 
number of frames as well as the number of remaining frames to be processed. Then, as the 
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Figure 18.9 MiPad's dynamic volume meter. Reprinted with permission from Microsoft Cor­

poration. 

recognizer processes, the black bar wipes from left to right to indicate its progress. When the 
recognizer completes (or is canceled by the user), the dynamic volume meter is removed. 
The volume meter feedback described addresses a number of issues that are critical to most 
users: if the computer is listening or not; if the volume is too high or not, and when the com­
puter finishes processing the speech data. 

If the interface has no visual component, you can use auditory cues or speech feed­
back. If there is more than a 3-second delay after the user issues a command and the system 
responds, an auditory icon during the delay, such as music, may be used. A delay of less 
than 2-3 seconds is acceptable without using any feedback. 

Since there are errors in spoken language systems, you may have to use confirmation 
questions to assure that the computer heard the correct message. You can associate risks 
with different commands, so you can have a different level of strategy for confirmation. For 
example, fonnat disk should have a higher threshold or may not be allowed by voice at all. 
You can have an explicit confinnation before executing the command. You can also have 
implicit confirmation based on the level of the risks in the corresponding confidence scores 
from the recognizer. For example, if the user's response has more than one possible meaning 
(X and Y) or the computer is not confident about the recognized result (X or Y), the com­
puter could ask, "Do you want to do X or Y?" You want to be specific about what the system 
needs. A prompt like "Do you mean X or Y?" is always better than Please repeat. You have 
to balance the cost of making an error with the extra time and annoyance in requiring the 
user to confirm a number of statements. 

In a telephony-based application, you need to tell the users specifically that they are 
talking to a computer, not a real person. When AT&T used a long greeting for its telephone 
customer service, their prompts were as follows: 

"AT&T Automated Customer Service. This service listens to your speech and sends 
your call to the appropriate opera Mr. How may I help you?" -

The longer version resulted in shorter utterances from the people calling in. The short 
automated version did not help shorten the utterances, because people did not seem to catch 
the automated connotation. 

You can also design the prompt in such a way that you can constrain how people re­
spond or use their words. Let's consider an example of the following directory assistant ap­
plication: 

Computer: Welcome to Directory Assistant. We look forward to serving you. 
How can I help you? 

User: I am interested in knowing if you can tell me the office number of Mr. 
Derek Smith? 
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To have the user follow the lead of the computer, an improved dialog can be: 

~ Computer: Welcome to Directory Assistant. Please say the full name of the per­

son. 

User: Derek Smith 

When the system expects the user to respond with both the fi~st name ~nd last na~e, 

h Id still design the grammar so that the system can recog01ze a partial name with 
yous ou 1 f b. · 
lower probabilities. This makes the system far _more robust-a g~od ~xamp e o com mmg 
engine technology and interface seamlessly for unproved user satisfaction. 

18.3.3. Other Considerations 

When speech is used as a modality, you should remember the following general principles: 

18.3.3.1. Don't Use Speech as an Add-On Feature 

It's poor design to just bolt speech recognition onto an application that is designed for a 
mouse and keyboard. Such applications get little benefit from speech recognition. Speech 
recognition is not a replacement for the keyboard and mouse, but in some circumstances it is 
a better input device than both. Speech recognition makes a terrible pointing device, just as 
the mouse makes a terrible text entry device, or the keyboard is bad for drawing. When 
speech recognition systems were first bolted onto the PC, it was thought that speaking menu 
names would be really useful. As it turns out, very few users use speech recognition to ac­
cess a window menu. 

18.3.3.2. Give Users Options 

Every feature in an application should be accessible from all input devices: keyboard, 
mouse, and speech recognition. Users naturally use whichever input mechanism provides 
them the quickest or easiest access to the feature. The ideal input device for a given feature 
may vary from user to user. 

18.3.3.3. Respect Technology Limitations 

There ~re a number of examples of poor use of speech recognition. Having a user spell out 
wor~ IS a bad idea for most recognizers, because they are too inaccurate unless you con­
stram the recognizer for spelling. An engine generally has a hard time detecting multiple 
s?eakers talking over each other in the same digital-audio stream. This means that a dicta­
tion system used to transcribe a meeting will not perform accurately during times when two 
or more people are talking at once. An engine cannot hear a new word and guess its spelling 
unless the word is specified in the vocabulary. Speakers with accents or those speaking in 
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nonstandard dialects can expect more errors until they train the engine to recognize their 
speech. Even then, the engine accuracy will not be~ high as it wou~d be_for someone with 
the expected accent or dialect. An engine can be designed to recogmze different accents or 
dialects, but this requires almost as much effort as porting the engine to a new language. 

18.3.3.4. Manage User Expectations 

When you design a speech recognition application, it is important to communicate to the 
user that your application is speech aware and to provide him or her with the commands it 
understands. It is also important to provide command sets that are consistent and complete. 
When users hear that they can speak to their computers, they instantly think of Star Trek and 
2001: A Space Odyssey, expecting that the computer will correctly transcribe every word 
that they speak, understand it, and then act upon it in an inte11igent manner. You should also 
convey as clearly as possible exactly what an application can and cannot do and emphasize 
that the user should speak clearly, using words the applica.tion understands. 

18.3.4. Dialog Flow 

Dialog flow is as important to speech interface as screen design is to GUI. A robust dialog 
system is a prerequisite to the success of the speech interface. The dialog flow design and 
the prompting strategy can dramatically improve user experience and reduce the task com­
plexity of the spoken language system. 

18.3.4.1. Spoken Menus 

Many speech-only systems rely on tree-structure spoken menus as the main navigation vehi­
cle when no sophisticated dialog system is used. The design of these menus is, therefore, 
critical to the usability of the system. If there are only two options, you can have "Say 1 for 
yes, or 2 for no." However, if a menu has more than two options, you should describe the 
result before you specify the menu option. For example, you want to have the system say 
"For email say 1. For address book say 2 ... " instead of "Say J for email. Say 2/or address 
book .... " This is because the user may forget which choice he wants before hearing all the 
menu options. 

You should not use more than five options ut eaci1 level. If there are more than five, 
you should consider submenus. It is important to place the most frequently used options at 
the top of the menu hierarchy. 

You should also design the menu so that commands sound different. As a rule of 
thumb, the more different phonemes you have between two commands, the more different 
they sound to the computer. The two commands, go and no, only differ by one phoneme, so 
when the user says, "Go" the computer is likely to recognize "No." However, if the com­
mands were "Go there" and "No way" instead, recognition would be much easier. 
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4 2 Prompting Strategy 
18,3. • • 

Wh You <lesion the prompt, use as few \\.'Ords as possible. You should also a "d . en o . . . . . vo1 usmg a 
nal Pronoun when askmg the user to I espond to a question This gives the us 1 perso . . . • er ess to 

enlber as speech output 1s slow and one-d11nens1onal. Typical users are able to rem • . . remem-
b three to four menu or prompt options at a tune. You should also allow users to int t 
er . d ' d • Ch errup the computer with barge-in techniques, as 1scusse m apter 10. 

It is often a good idea to use ~mall steps to query th~ user at each step if application 
has 8 speech-only interface progressively. You can start with short high-level prompts such 
as "How can J help you?" If the user does not respond appropriately, the system can provide 
a more detailed prompt such as " You can check your email, calendar, address book, and 
your home page." If the user still does not respond ~orrectly, you can give a more detailed 
response to tell the user how to speak the appropnate commands that the computer can 

understand. 
If the application contains users' personal information, you may want to treat novice 

users and experienced users differently. Since the novice users are unfamiliar with the sys­
tem and dialog flow, you can use more detailed instructions and then reduce the number of 
words used the next time when the user is going through the same scenario. 

18.3.4.3. Prosody 

For ITS, prosodic features, including pitch, volume, speed, and pause, are very important 
for the overall user experience. You can vary pitch and volume to introduce new topics and 
emphasize important sections. Increased pitch dynamic range also makes the system sound 
lively. 

Users tend to mimic the speed of the system. If the system is reacting and speaking 
slowly, the user may tend to slow down. If the computer is speaking quickly, the user may 
speed up. An appropriate speech rate for natural English speech is about 150 to 170 words 
per minute. 

Pauses are important in conversation, but they can be ambiguous, too. We generally 
use pauses to suggest that it is the user's tum to act. On the other hand, if the system has 
requested a response from the user and the user has not responded, you should use the time­
out period (typically 10 seconds) to take appropriate actions, which may be a repeat of a 
more detailed prompt or may be a coru1ection to an operator. People are generally uncom­
fortable with long pauses in conversation. If there are long pauses in the dialog flow, people 
tend to talk more and use less meaningful words, resulting in more potential errors. 

18.4. INTERNATIONALIZATION 

To meet the demands of international markets you need to support a number of languages. 
For example, Microsoft Windows 2000 supports more than 40 languages. Software interna-
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tionalization typically involves both globalization and localization phases. Globalization is 

the process of defining and developing a product such that its core features and code design 

do not make assumptions about a single language. To adapt the application for a specific 

market, you need to modify the interface, resize the dialog boxes, and translate text to a sp e­

cific market. This process is called localization. The globalization phase of software interna­

tionalization typically focuses on the design and development of the product. The product 

designers plan for locale-neutral features to support multicultural conventions such as ad­

dress fonnats and monetary units. Development of the source code is typically based on a 

single code base to have the capability to turn locale-specific features on and off without 

modifying the source code, and the ability to correctly process different character encoding 

methods. Products developed with the single worldwide binary model typically include 

complete global functionality, such as support for Input Method Editors used in Asian lan­

guages and bidirectional support for Arabic and Hebrew languages. 
In addition to the most noticeable change in the translated UI, spoken language en­

gines such as speech recognition or text-to-speech synthesis require significant undertakings. 

You need to have not only the lexicon defined for the specific language but also a large 

amount of speech and text data to build your acoustic and language model. There are many 

exceptional rules for different languages. Let's take dictation application as an example. 

When you have inverse text normalization, whole numbers may be grouped differently from 

country to country, as shown in Table 18.3. In the United States, we group three digits sepa­

rated by a comma. However, many European locales use a period as the number separator, 

and Chinese conventions typically do not group numbers at all. 

Table 18.3 Examples of how numbers are grouped by different locales for inverse text nor­

malization. 

123,456,789.0 
123456789.0 
12,34,56,789,0 

United States and most locales 
Chinese 
Hindi 

For the speech recognition engine localization, there are a number of excellent studies 

on both Asian (5, 15, 16, 21, 24, 32, 34, 37) and European languages (7, 8, 20, 22, 27, 31, 

40J. Many spoken language processing components, such as the speech signal processing 

module, the speech decoder, and the parser, are language independent. Major changes are in 

the content of the engine, such as the lexicon and its associated processing algorithm, the 
grammar, and the acoustic model or language model parameter. 

In general, it is easier to localize speech recognition than either text-to-speech or spo­

ken language understanding. This is because a speech recognition engine can be mostly 

automatically derived from a large amount of speech and text data, as discussed in Chapters 

9 through 13. For Chinese, you need to have special processing for tones, and the signal­

processing component needs to be modified accordingly (4]. For both Chinese and Japanese 

the lexicon also needs to be carefully selected, since there is no space between words in the 

lexicon [12, 46]. As discussed in Chapter 17, the parser can be used without much modifica-
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tion for SLU systems . . Most ?f l~calization effo~ would be on the semantic/syntactic 
orammar and dialog design, which 1s language specific by nature. 
0 As discussed in Chapters_ 14 and 15, the TIS front end and symbolic prosody compo­
nents are much harder to l~cahze than the Y!'S back :n<l. The TIS back end can be easily 
localized if you use the tramable approach discussed m Chapter 16 on the assumption that 
the speech recognizer for the language is available. The internationalization process mainly 
consists of creating tools that can generate training phrase lists from target language texts 
and dictionaries, and ensuring that any reasonable-sized set of symbolic distinctive language 
sound inventories (phone sets) can be accepted by the system. The human vocal tract is 
largely invariant across language communities, and this relative invariance is reflected in the 
universality of the speech synthesis tools and methods. 

When the lexical, syntactic, and semantic content is localized, you should be aware 
that the incorrect use of sensitive terms can lead to outright product bans in some countries, 
while other misuses are offensive to the local culture. For example, Turkey forbids the use 
of the term Kurdistan in text and any association of Kurdistan with Turkey. Knowing proper 
terminology is critical to the success of your application internationalization. 

18.5. CASE STUDY-MrP AD 

An effective speech interface design requires a rigorous process that typically consists of 
three steps with a number of iterations based on the user evaluation: 

• Specifying the application 

• Rapid prototyping 

• Evaluation 

We use Microsoft's research prototype Mi Pad [18) as an example to illustrate how you 
can use the process to create an effective speech application. As a wireless Personal Digital 
Assistant (PDA), MiPad fully integrates continuous speech recognition (CSR) and spoken 
language understanding (SLU) to enable users to accomplish many common tasks using a 
multimodal interface and wireless technologies. It tries to solve the problem of pecking with 
tiny styluses or typing on minuscule keyboards in today's PDAs or smart phones. It also 
avoids the problem of being a cellular telephone that depends on speech-only interaction. 
MiPad incorporates a built-in microphone that activates whenever a field is selected. As a 
user taps the screen or uses a built-in roller to navigate, the tapping action narrows the num­
ber of possible instructions for spoken language processing. MiPad runs on a Windows CE 
Pocket PC with a Windows 2000 Server where speech recognition is perfonned. The CSR 
engine has a 64,000 word vocabulary with a unified context-free grammar and 11-gram lan­
guage model as discussed in Chapter 11 . The SLU engine is based on a robust chart parser 
and a plan-based dialog manager discussed in Chapter 17. 
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18.5.1. Specifying the Application 

The first step to develop an application is to identify key features that can help users •. You 
need to understand what work has been done, and bow that wor~ ca_n be used o~ mod1~ed. 
you need to ask yourself why you need to use speech for the apphcat1~ns ~nd rev1:w proJect 
goals and time frames. The first deliverable will be t~e spec _of the application that mcludes a 
documented interface design and usability engineering project plan. Some of the key com­
ponents should include: 

• Define usability goal, not technology 
• Identify the user groups and characteristics, interview potential users, and 

conduct focus-group studies 

• Create system technology feasibility reports 

• Specify system requirements and application architecture 

• Develop development plan, QA test plan, and marketing plan 

You should develop task scenarios that adopt a user's point of view. Scenarios should 
provide detail for each user task and be in a prose or dialog format. You may also want to 
include frequency information as a percentage to illustrate whether a particular case is hap­
pening more than 20% or 80% of the time, which helps you focus on the most common fea­
tures first. 

To create a conceptual interaction model, not the software architecture, we need to 
have a mental model for the users. Users have to manipulate interface objects either literally 
or figuratively in the navigation. Interfaces without clear and consistent user objects are dif­
ficult to use. Generally, you need a script flow diagram if speech is used. This describes how 
the user moves through dialogs with the system. To create a script flow diagram from your 
scenarios, you can start at the beginning of a scenario and derive a set of possible dialogs the 
user needs to have with the system to complete the scenario. You can draw a box represent­
ing a dialog with arrows that shows the order and relationship among the dialogs. If your 
interface involves graphic display, you need to include window flow diagrams as well, 
which organize objects and views and define how the user moves from one object to an­
other. Of course, these two diagrams may be combined for effective multimodal interaction. 

When the initial spec is in place, you can use the conceptual model to create actual pa­
per windows and dialogs for the interface. You must iterate the design several times and get 
feedback early. Paper prototyping allows you to do these tasks most efficiently. It is useful 
to conduct walkthroughs with a number of people as though they were performing the task. 
You may want to start usability testing to collect real data on real users before the software 
is implemented. Even a system that is well designed and follows the best proactive approach 
may reveal some usability problems during testing. Usability testing has established proto­
cols, procedures, and_ methodologies to get reliable data for design feedback [36, 42]. Gener­
ally you need to decide what to test, create usability specifications for the tasks, select the 
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right user groups, specify exact testing scenarios, conduct the actual tests with participants 
analyze the d_ata, and rep_oa critic_al fi~di~gs. . . ' 

How did we do this f?r Mi Pa~ • Smee M1Pad 1s a small handheld device, the present 
pen-based methods for gettmg t~xt mto a P~A (Graffiti, Jot, soft keyboard) are barriers to 
broad market acceptance. As an mput modaltty, speech is generally not as precise as mouse 
or pen to perform ~osition-relat~d ope:ations. Speech interaction can be adversely affected 
by the ambient noise. When pn:acy 1s o~ concern,. speech is also disadvantageous, since 
others can overhear the conversation. Despite these disadvantages, speech communication is 
not only natural but also provides a powerful complementary modality to enhance the pen­
based interface. Because of these unique features, we need to leverage the strengths and 
overcome the technology limitations that are associated with the speech modality. Pen and 
speech can be complementary and they can be used very effectively for handheld devices. 
You can tap to activate a microphone and select appropriate context for speech recognition. 
The advantage of pen is typically the weakness of speech and vice versa. This implies that 
user interface performance and acceptance could increase by combining both. Thus, visible, 
limited, and simple actions can be enhanced by nonvisible, unlimited, and complex actions. 

Table 18.4 Benefits of having speech and pen for MiPad. 

Action Benefit 
Ed uses MiPad lo read an email, which re- Using speech, information can be accessed di-
minds him to schedule a meeting. Ed taps to rectly, even if not visible. Tap and Talk also 
activate microphone and says Meet with provides increased reliability for speech detec-
Peter on Friday. tion. 
The screen shows a new appointment to 

An action and multiple parameters can be speci-
meet with Peter at 10:00 on Friday for an fied in only a few words. 
hour. 
Ed taps Time field and says Noon to one Field values can be easily changed using field-
thirty. specific language and semantic models. 
Ed taps Subject field dictates and corrects a 
couple of sentences explaining the purpose Bulk text can be entered easily and faster. 
of the meeting. 

People tend to like to use speech to enter data and pen for corrections and p~mt1;:;:/~ 
illustrated in Table 18 4 MiPad's Tap and Talk interface offers a number of bene_ its. 1 a 

• ' "llustrated in M1Pad' s start has a Tap and Talk field that is always pre~ent on_ the scre~n, as 1 n 

page in Figure 18. 10 _(a) (the bottom gray wmdow is alw~t ~~et~: sc;~: {alk field and talk-
The user can give spontaneous commands by tappi g p h . appoint-

• h mand such as s owmg a new 
mg to it The system recognizes and parses t e ~om , di~ la is similar to the underlying 
ment form. The appointment form shown on !"f 1Pad : i~ ~nd talking to any subfield as 
semantic obiects The user can have conversation by I PP 8 . p· 

18 
IO (b) for 

J • • 1 d card shown m igure . ' 
well. By tapping to the attendees field 111 the ca en ~r d •s used to constrain both 

• • • 1 d t potential atten ees 1 example, the semantic mforrnatton re ate O t and dramatically improved 
CSR and SLU, leading to a significa~tly_ reduced e;~:r ~~: each subfield-dependent Ian­
throughput This is because the perplexity ts much sm 
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d t·c model General text fields such as the title or body of an email, call for guage an seman 1 • , . . 
general dictation. Dictation is handled by the same mechamsm as other speech .entries: .The 
user dictates while tapping the pen where the words should go. To ~orrect a m1sre~ogmzed 

d tap on the word invokes a correction "'rindow, which contams the n-best hst and a wor , a d. · I 
soft keyboard. The user may hold the pen on the misrecognized word to 1ctate its rep ace-

ment. 
From the start page, you can reach most application states. There ~re ~lso a num?er of 

short-cut states that can be reached via the hardware buttons. The design 1s refined mere-
mentally in a number of iterations. 

•11, ~ 

O ' El (.~ 
ExplONlr Moll 

□ e 
Calendar Pnone 

[L] •• Q!ll 
'°'"' 

conrocr 

0 0 . 

Nole Co1Cul01or (: \ _ , 

102 :1 s, fil,C'fi;J ITcp&Tolkl~l 

(a) (b) 

Figure 18.10 Concept design for (a) MiPad's main card and (b) MiPad's calendar card. 

18.5.2. Rapid Prototyping 

When you have the spec for the application, you need to communicate the design to the de­
velopment team so they can rapidly develop a prototype for further iterations. In practice, 
handing off an interface to a development team without involvement in its implementation 
seldom works. This is because the developers always have questions about the design 
documer.;:. Y j:.,; n~l!d to be available to them to interpret your design. Technical and practical 
issues may also come up during development, requiring changes to the interface design. 

For speech applications, there are a number of key components that have a significant 
implication for the user interface design. As your design iterations progress, it is useful to 
track the changes in these components and the effect that these changes have on the user 
experience of the prototype. 

• Semantic classes: Each semantic class, as discussed in Chapter 17, is repre­
senting real-world entities or associated with the action that applications can 
take. We need to abstract the application to a level such that we can represent 
all the actions that the application can take with a number of semantic classes. 
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Each semantic class has needed slots that require a context-free grammar 
with a decent coverage. You can start with example sentences and reuse some 
of the predefined task-independent CFGs, such as date and time. The inter­
face design can help to constrain users to say the sentences that are within the 

domain. 

• Dialog control: When appropriate semantic objects are selected, you need to 
decide the flow of these semantic objects with an appropriate dialog strategy, 
either speech-based or GUI-based, which should include both inter- and intra­
frame control and error-repair strategy. In addition, appropriate use of confi­
dence measures is also critical. 

• Language models: You need to use appropriate language models for the 
speech recognizer. Context-free grammars used for the semantic classes can 
be used for the recognizer. As coverage is generally limited, it is desirable to 
use the n-gram as an alternative. You can use a unified context-free grammar 
and n-gram for improved robustness, as introduced in Chapter 11 . 

• Acoustic models: In comparison to the semantic classes and language mod­
els, subphonetic acoustic models can be used relatively effectively for task­
independent prototyping. Nevertheless, mismatches such as microphones. en­
vironment, vocabulary, and speakers are critical to the overall performance. 
You may want to consider speaker-dependent or environment-dependent pro­
totyping initially, as this minimizes the impact of various mismatches. 

• TTS models: If the speech output is well defined, you can adapt the general­
purpose TIS systems with the correct prosody patterns. This can be achieved 
with the transplanted prosody in which variables can be reserved for TTS to 
deal only with proper nouns or phrases that cannot be predecided. You can 
also adapt acoustic units such that the concatenation errors can be minimized. 
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The work needed for rapid prototyping is significant, but less than it might at first ap­
pear to be. Earlier tasks can be repeated in later iterations when more data become available 
in order to further improve the usability of the overall system. 

18.5.3. Evaluation 

It is vital to have a rigorous evaluation and testing program to measure the usability of the 
prototype. It is a good practice to evaluate not only the entire system but also each individual 
c_omponent. The most important measure should be whether users are satisfied with the en­
tire _system. You can ask questions such as: Is the task completion time much better? Is it 
easier to get the job done? Did we solve the major problem existing in the previous design? 
Most of the time, we may find that the overall system can't meet your goal. This is why you 
need to _further analyze your design and evaluate each individual component from UI to the 
undertymg engines. . 
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Before the prototype becomes fully functioning, you may ~ant to use Wizard-of-Oz 
(WOZ) experimentation to study the impact of the prototype. T~at 1s, you have a r~al person 
(the wizard) to control some of the functions that you have not 1m~leme_nted yet. 1 h7 person 
can carry out spoken interactions with users, who are mnde to beheve that they are mteract­
ing with a real computer system. The goal of WOZ is to study the ~ehavior of human­
computer interactions. By producing data on the interact.ion between a smmlated system and 
its users, WOZ provides the basis for early tests of the system and its feasibility prior to im­
plementation. It can also simulate the error patterns in the existing spoken language system. 

WOZ is still expensive, as you have the cost of training a wizard in addition to the 
usual costs of selecting experimental subjects, transcribing the session, and analyzing overall 
results. The use of WOZ has so far been justified in terms ofrelatively higher cost of having 
to revise an already implemented system that turned out to be flawed in the usability study. 

In practice, WOZ may be replaced by the implementation-test-revise approach based 
on available tools. Whether or not WOZ is preferable depends on several factors, such as the 
methods and tools available, the complexity of the application to be designed, and the risk 
and cost of implementation failure. Low complexity speaks in favor of directly implement­
ing the interface and application without interposing a simulation phase. On the other hand, 
high complexity may advocate iterative simulations before a full-fledged implementation. 

To evaluate each component, you often need to select users that typify a wide range of 
potential users. You can collect representative data from these typical users based on the 
prototype we have. The most important measures include language-model perplexity, speech 
recognition accuracy and speed, parser accuracy and speed ( on text and speech recognition 
output), dialog control performance, prompting strategy and quality, error-repair efficacy, 
impact of adaptive modeling, and interactions among all these components. 

Effective evaluation of a user interface depends on a mix of objective and subjective 
measures. One of the most important characteristics is repeatability of your results. If you 
can repeat them, then any difference is likely due to the changes in the design that you are 
testing. You will want to establish reference tasks for your application and then measure the 
time that it takes subjects to complete each of those tasks. The consistent selection of sub­
jects is important; as is the use of enough subjects to account for individual differences in 
the way they complete the tasks. 

How do we evaluate MiPad? For our preliminary user study, we did a benchmark 
study to assess the performance in terms of task-completion time, text throughput (WPM), 
and user satisfaction. The focal question of this study is whether the MiPad interface can 
provide added value to the existing PDA interface. 

ls the task-completion time much better? We had 20 computer-savvy users test the 
partially impl~~ented MiPad prototype. These people had no experience with PDA or 
~peech recogmt1on software. The tasks we evaluated include creating a new e-mail, check­
mg a calendar, and creating a new appointment. Task order was randomized. We alternated 
tasks to different user groups using either pen-only or Tap and Talk interfaces. The text 
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• • k i-1 C 
I lated durino email paragraph transcnptton tas s. ompared to using h ut was ca cu o . . 

throug P . • terface we observed that the Tap and Talk mterface 1s about twice as 
nly 1Paq m ' . 

the pen-o . . -1 1s For the overall command-and-control operations such as schedul-scnbmg ema1 • . . . 
fa5t tran . the Tap and Talk interface was about 33% faster than the ex,stmg pen-
. appomtments, . {;'. f 
mg . 16 Error correction for the Tap and Talk mter1ace was one o the most unsatis-
nly interface. · • I T d T 0 I our user study calendar access time using t 1e ap an alk methods was fi d features. n ' . . . 
ie h e as pen-only methods, which suggests that s11nple acttons are very suitable for about t e sam 
en-based interaction. 

p ls it easier to get t/ze job done ? Most users we tested stated that they preferred using 
the Tap and Talk interface. The prefer~nces were consistent with the task completion _times. 
Indeed, most users' comments concerning preference were based on ease of use and time to 
complete the task, as shown in Figure 18.11. 

email transcription tasks EITap & Talk ■pen-only 

11:31.2 ,--------------------------, 
10:04.8 - ---·-•- ---~-~ -•- ·•---. .. - •-•- -····-•-• T - - ---·--- ·--·-----· 

08:38.4 

eo1:12.o 

~ 05:45.6 
;:; 04:19.2 

02:52.8 

01 :26.4 

00:00.0 -

----------------- --· 

211 212 221 222 231 232 241 242 251 252 261 262 271 272 281 282 
task 

Figure 18.11 Task completion time of email transcription between the pen-only interface and 
Tap and Talk interface. 

18.S.4. Iterations 

Wilh_ rigorous evaluations, you can revisit the components that are on the critical path. In 
practice, you need to run several iterations to improve user interface design, semantic 
~lasses, CFGs, n-gram, dialog control, and acoustic models. Iterative experiments are par­
~cularly important for deployment, as the coverage of the grammars can be dramatically 
improved only after we accumulate enough realistic data from end users. 

"T 
. ranscription may not be a realistic task and gives an advantage to speech, because speech avoids n lot of auen-

'.:on shifting that is involved with pen input. 

!he corresponding speech recognition error rate for the ta.~ks is about 14%, which is based on using a close-talk 
::ucrophone and a speaker-dependent acoustic model trained from about 20 minutes of speech. 

The SLU (at card level) error rate for the task is about 4%. 
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For MiPad, the performance improvement from using real data has been _more ~ra­
matic than any other new technologies we can think of. When we collected dornam-spec1fic 
data, MiPad's SLU error rate was reduced by more than a factor of two. The major im­
provement ~llme from broadening the semantic grammars from real data. We believe that 
data collet9 and iterative improvement should be an integral part of the process of devel­
oping interactive systems. 

Despite unquestionable progress in the last decade, there are many unsolved problems 
in the procedures, concepts, theory, methods, and tools. Designing an effective speech appli­
cation and interface remains as much of an art as it is an exact science with established pro­
cedures of good engineering practice. The quest for an effective speech application has been 
the goal for many speech and interface researchers. A successful speech application needs to 
significantly improve people's productivity. We believe that speech will be one of the most 
important technology components to enable people access information more effectively in 
the near future. 

MiPad is a work in progress to develop a consistent interaction model and engine 
technologies for three broad classes of applications. A number of discussed features are yet 
to be fully implemented and iteratively tested. Our currently tested features include PIM 
functions only. Despite our incomplete implementation. we observed in our preliminary user 
study that speech and pen have the potential to significantly improve user experience. 
Thanks to the multimodal interaction, MiPad also offers a far more compelling user experi­
ence than standard telephony interaction. The success ofMiPad depends on spoken language 
technology and always-on wireless connection. With upcoming 3G wireless deployments in 
sight, 17 the critical challenge for MiPad remains the accuracy and efficiency of our spoken 
language systems, since MiPad may be used in noisy environments without a close-talk mi­
crophone, and the server also needs to support a large number ofMiPad clients. 

18.6. HISTORICAL PERSPECTIVE AND FURTHER READING 

User interface design is particularly resistant to rigid methodologies that 2ttempt to define it 
simply as another branch of engineering. This is because design deals with human percep­
tion and huma1! performance. Issues affecting the user interface design typically include a 
wide range of topics such as technology capability and limitations, product productivity 
(speed, ease of use, range of functions, flexibility), esthetics (look and feel, user familiarity, 
user impression), ergonomics (cognitive load, memory), and user education [2, 13, 14, 30, 
35, 38, 44, 45]. The spoken language interface is a unique and specialized human interface 
medium that differs considerably from the traditional graphical user interface, and there are 
a number of excellent books discuss how to build an effective speech interface [l, 25, 39, 
43]. 

When we communicate with speech, we must hear and comprehend all information 
sequentially. This very serial or sequential nature makes speech less effective as an infonna­
tion presentation medium than the graphics. As an input medium, speech must be supplied 

17 http://www.wirelessweek.com/issues/3G 
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oimnand or word at a time, requiring the user to remember and order information in a 
one cthat is more taxing than it is with visual and mechanical interfaces. The powerful and 
w:~Uel presentation of infonnation in to_day's G~l in the form of menus, icons, and win­
pd makes GUI one of the most effective media for people to communicate. GUI is not 
ows . Tl • d . 
1 parallel but also persistent. iat 1s, once presente , mfonnation remains on the screen 

ontii replaced as desired. Speech has no such luxury, which places the burden of remember­
~g machine output onto the user. It is no wonder that a picture is worth a thousand words. 
We believe this is one of the key reasons why the spoken language interface has not taken 
off in comparison to the graphical user interface. 

Although speech is natural, as humans already know how to talk effortlessly, this 
common shared experience of humans may not necessarily translate to human-machine in­
teraction. This is because machines do not share a common cultural heritage with humans 
and they do not posses certain assumptions about the reality of the world in which we live. 
we have no precedent for effective speech interaction with nonsentient devices that are self­
aware. Our experience with natural speech interaction is based on the assumption that when 
we talk to another person, the other person has some stake in the outcome of the interaction. 
The result of this expectation is that structured and goal-oriented conventions are necessary 
to steer people away from social speech behaviors toward task-oriented protocols, which 
essentially eliminate our expectation of naturalness. 

The fact that speech interactions are one dimensional and time consuming has signifi­
cant ramifications for interface design. The major challenge is to help the user accomplish as 
much as possible in as little time as possible. The designer thus must encourage the user to 
construct a mental model of the task and the interface that serves it, thereby creating an illu­
sion of forward movement that exploits time by managing and responding to the user goals. 
Many telephony applications have carefully considered these constraints and provided a 
viable alternative to GUI-based applications and interfaces. 

Despite the challenges, a number of excellent applications set milestones for the spo­
ken language industry. Widely used examples include DECTalk (TTS), AT&T universal 
card services, Dragon's NaturallySpeaking dictation software, and Microsoft Windows 2000 
ITS accessibility services. With the wireless smart devices such as smart phones, we are 
confident that MiPad-like devices will find their way to empower people to access informa­
tion anywhere and anytime, leading to dramatically improved productivity. 

There are a number of companies offering a variety of new speech products. Their 
Web sites are the best reference points for further reading. The following Web sites contain 
relevant spoken language applications and user interface technologies: 

• AOL (http://www.aol.com) 

• Apple (http://www.apple.com/macos/speech) 

• AT&T (http://www.att.com/aspg) 

• BBN (http://www.bbn.com) 

• Dragon (http://www.dragonsystems.com) 

• IBM (http://www.ibm.com/software/speech) 
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• Lemout & Hauspie (http://www.lhs.com) 

• Lucent Bell Labs (http://www.lucent.com/speech) 

• Microsoft (http://www.microsoft.com/speech) 

• Nuance (http://www.nuance.com) 

• NTT (http://www.ntt.com) 

• Philips (http://www.speech.be.philips.com) 

• Speech works (http://www.speechworks.com) 

• Tellme (http://www.tellme.com) 

• Wildfire (http://www.wildfire.com) 
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A• search, 603, 6~6,_626-39 

admissible heunst1cs, 630-31 
extending new words, 631-34 
fast match, 634-38 
multistack search, 639 
stack decoders, 592 
stack pruning, 638-39 

Abbreviations, 709-12 
disambiguation, 711 
expansion, 711-12 

Absolute Category Rating (ACR), 841 
Absolute discounting, 568 
Absolute threshold of hearing, 23, 36 
Abstract prosody, 745-61 

accent, 751-53 
pauses, 747-49 
prosodic phrases, 749-51 
prosodic transcription systems, 759-61 

INTSINT, 760 
PROSPA, 759 
TlLT, 760 

tone, 753-57 
tune, 757-59 

Accent, 751-53 
Accessibility, 929 
Acoustical environment, 477, 478-86 

additive noise, 4 78-80 
babble noise. 479 
cocktail party effect, 4 79 
Lombard effect, 480 
model of the environment, 482-86 
pink noise, 478 
reverberation, 480-82 
white noise, 478-79 

Acoustical model of speech production, 283-90 
glottal excitation, 284 
lossless tube concatenation, 284-88 
mixed excitation model, 289 
source-Jilter models, 288-90 

Acoustical transducers, 486-97 
active microphones, 496 
bidirectional microphones, 490-94 
carbon button microphones, 497 
condenser microphone, 486-89 
directionality patterns, 489-96 
dynamic microphones, 497 
electromagnetic microphones, 497 
electrostatic microphones, 497 
P?5Sive microphones, 496 
p~czoelectric microphones, 497 
p1czoresistive microphones, 497 
pressure gradient microphones, 496 
pressure microphones, 496 

ribbon microphones, 497 
unidirectional microphones, 494-96 

Acoustic modeling, 415-75 
adaptive techniques, 444-53 
clustered models, 452-53 
maximum likelihood linear regression (MLLR), 

447-50 
maximum a posteriori (MAP), 445-47 
MLLR vs. MAP, 450-51 

confidence models. 453-57 
filler models, 453-54 
transformation models, 454-55 

historical perspective, 465-68 
neural networks, 457-59 

integrating with HMMs, 458-59 
parametric trajectory models, 460-62 
recurrent, 457-58 
time delay neural network (TONN), 458 

scoring acoustic features, 439-43 
HMM output distributions, 439-41 
isolated vs. continuous speech training, 441-43 

speech signals: 
context variability, 417 
environment variability, 419 
speaker variability, 418-19 
style variability, 418 

word recognition errors, types of, 420 
Acoustic pattern matching, 545 
Acronyms, 711-12 
Active arcs, 550 
Active constituents, 550-51 
Active microphones, 496 
Adaptive codebook, 356-57 
Adaptive delta modulation (ADM), 347 
Adaptive echo cancellation (AEC), 497-504 

LMS algorithm, 499-500 
normalized LMS algorithm (NLMS), 501-2 
RLS algorithm, 503-4 
transform-domain LMS algorithm, 502-3 

Adaptive language models, 575-78 
cache language models, 574-75 
maximum entropy models, 576-78 
topic-adaptive models, 575-76 

Adaptive PCM, 344-45 
Adaptive spectral entropy coding (ASPEC), 350-51 
Additive noise, 478-80 
Adjectives, 54 
ADPCM,348 
Adverbs, 60 
AEC, See Adaptive echo cancellation (AEC) 
Affricates, 44 
Agent-based dialog modeling, 914 
Air Travel Information Service (ATIS) task, 901-3 
A-law compander, 343 

957 



958 

Algebraic code books, 358-59 
Algorithmic delay, 339 
Aliasing, 245 
Allophones, 47-49 
Alphabet, 121 
Alternative hypothesis, 114 
Alternatives question, 62 
Alveolar consonants. 46 
American Institute of Electrical Engineers (AIEE), 272 
American National Standards Institute (ANSI), 360 
Amplitude modulator, 208 
Analog signals, 202 

analog-to-digital conversion, 245-46 
digital processing of, 242-48 
digital-to-analog conversion, 246-48 
Fourier transform of. 243 
sampling theorem, 243-45 

Analysis by synthesis, 353-56 
Analysis frames, 276 
Anaphora, 882 
Anaphora resolution, 883-84 
Anechoic chamber, 480 
Anger, and speech, 745 
Anti-causal system, 21 I 
Anti-jam (AJ), 361 
Application programming interface (APJ), 920-21 
Applications: 

accessibility, 929 
automobile, 930 
classes of, 921-31 
computer command and control , 921-24 
dictation, 926-29 
handheld devices, 930 
hands-busy, eyes-busy, 927 
speaker recognition, 931 
telephony applications, 924-26 

Approximants, 42 
Articulation, of English consonant~. 42. 45 
Articulators, 24-25 
Articulatory speech synthesis, 793, 803-4, 846 
Artificial intelligence {Al), 855, 889 
Attentional state. 859 
Audio coding, J38 
Aurora prnje.:t, 9?.5 
Autocorrelation method, 324-27 
Automobile applications, 930 
AutoPC (Clarion), 930 
Auto-regressive (AR) modeling, 290 

B 
Babble noise, 479 
Back-channel turn, 861 
Backoffmodels, 563-64 
Backoff paths. 6 I 8-19 
Back off smoothing, 565-70 
Back propagation algorithm, 163 
Backtracking, 598 

Backus-Nauer form (BNF), 69 
Backward prediction error, 297 
Backward reasoning, 595 
Bandlimited interpolation, 245 
Bandpass lifter, 242 
Bark scale, 32-33 
Bark scale fimctions, 35 
Basic search algorithms, 591-643 

blind graph, 597-60 I 
breadth-first, 600-60 I 
depth-first. 598-99 
heuristic graph, 601-8 

complexity, 592 
general graph searching procedures, 593-97 
graph-search algorithm, 597 
historical perspective, 640 

Index 

search algorithms for speech recognition, 608-12 
stack decoding (A* search), 626-39 
admissible heuristics, 630-31 
extending new words, 631-34 
fast match, 634-38 
multistack search, 639 
stack pruning. 638-39 

time-synchronous Viterbi beam search, 622-26 
use of beam, 624-25 
Viterbi beam search, 625-26 

Baum-Welch algorithm, 389-93 
Bayes' classifiers: 

comparing, 148-49 
representation, 138-39 

Bayes' decision theory, 133, 134-49, 159 
curse of dimensionality, 144-46 
discriminant functions, 138-4 I 
error rate, estimating, 146-48 
Gaussian classifiers, 142-44 
minimum-error-rate decision rules, I 35-38 

Bayes' estimator, 99 
Bayesian estimation, 107-13 

general, I 09-10 
prior and posterior estimation, I 08-9 

Bayes' risk, 136 
Bayes' rule, 75-78 
Bayes ' theorem, 128 
Beamforming, 507 
Beam search, 606-8 
Behavior model, 855 
Best-first search, 602-6 
Bidirectional microphones, 490-94 
Bidirectional search, 595-96 
Bigrams, 559, 563 

search space with, 617-18 
Bilinear transfonns, 315-16 
Binaural listening, 31 
Binomial distributions, 86 
Bit, 121 
Bit reversal, 224 
Blind gniph search algorithms, 597-60 I 
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Blind source separation (BSS), 510-15 
Block coding. 125 
Botzmann ·s constant: 488 
Bottom-up chart pnrsmg. 550-53 
Bound stress, 431 
Branch-and-bound algoiithm. 604. 640 
Branching factor. 593-95 
Breadth-first search. 600-60 I. 624 
Breathy-voiced speech. 330 
Brid!!ing, 488 
Brut~-force search. 60 I 

C ~ 
Cache language models, 574-75. 88. 
Carbon button microphones, 497 
Cardioid mikes. 495 
CART. S,·e Classification and regression trees (CART) 
CART-based durations, 763 
Cascade/parallel fom1ant synthesizer, 797-802 

parameter values, 799 
targets. 801-2 

C:ise relations, 63, 66 
Cauchy-Schwarz inequality, 263 
CCIIT (Comite Consultatif International Tele-

phonique et Telegraphique), 343 
CELP, See Code excited linear prediction (CELP) 
Central Limit Theorem, 93 
Centroid, 165 
Cepstral mean normalization (CMN), 522-24, 540 
Cepstrurn, 306-15 

cepsrrum vector, 309 
complex, 307-8 
LPC-cepstrum, 309-11 
of periodic signals, 311-12 
of pole-zero filters, 308-98 
real, 307-8 
source-filter separation via, 314-15 
of speech signals. 312-13 

Chain rule, 75. 77-78. 124 
Channel coding, 126-28 
Character, and prosody, 744 
Chan. 550 

• Chan parsing for context-free grammars, 549-53 
bottom-up, 550-53 
top down vs. bottom up, 549-50 

CHA TR system of A TR, 781 
Chebychev polynomials, 237 
Chemical fommlae, 719 
Chemical Markup Language (CML), 719 
Chomsky hierarchy, 547-48 
Chunking, 876 
Chunks, 691 
Circular convolution, 227 
Class-conditional pdfs, 133, 140, 144 
Classification and regression trees (CART), 134. 

175-89. 191, 729-30, 748, 879 
CART algorithm, 189 

choice of question set. 177-78 
complex questions, 182-84 
growing the tree, 181 
missing \'alues and conflict resolution, 182 
right-sized tree, 184-89 • 
cross-validation. 188-89 
independent test sample estimation, 187-88 
minimum cost-complexity pruning, 185-87 

splitting criteria. 178-8 I 
Class inclusion. 66 
Class 11-grams. 570-74 

data-dri\'en classes. 572-73 
rule-based classes. 571-72 

Clauses. 61-62 
relative. 61 

Clear !//, 48 
Cleft sentence. 62 
Closed-loop estimation, 356 
Closed-phase analysis. 3 19 
Closed POS categories, 54 
Cluster, 572 
Clustered acoustic-phonetic units, 432-36 
Clustered models, 452-53 
CMU Pronunciation Dictionary. 436 
Coarticulation. 47, 49-51 
Cochlea, 30 
Cocke-Younger-Kasmi (CYK) algorithm, 584 
Cocktail party effect, 479 
Codebook, 164-65 
Code Division Multiple Access (CDMA), 

360-61 
Code excited linear prediction (CELP), 353-61 

adaptive codebook, 356-57 
analysis by synthesis. 353-56 
LPC vocoder, 353 
parameter quantization, 358-59 
perceptual weighting/postfiltering, 357-58 
pitch prediction, 356-57 
standards, 359-61 

Coder delay, 339 
Codeword, 164-65 
Colored noise, 270 
Combination models. 456-57 
COMLEX dictionary (LDC), 436-37 
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Command and control speech recognition, 921-24 
application ideas/uses. 923 
situations for, 922-23 

Commissives, 861 
Communicative prosody, 858 
Compact Disc-Digital Audio (CD-DA), 342 
Compander, 342 
Comparison Category Rating (CCR) method, 842 
Complements, 58, 59 
Complex cepstrum. 307-8 
Complexity parameter, 185 
Compressions, 21 
Computational delay, 339 
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Concatenative speech synthesis, 793-94 
choice of unit, 805-8 
context-dependent phonemes. 808-9 
context-independent phonemes, 806-7 
diphones, 807-8 
with no waveform modification, 794 
optimal unit string, 810-1 7 
data-driven transition cost, 815-16 
data-driven unit cost, 816-17 
empirical transition cost, 812-13 
empirical unit cost, 813-15 
objective function, 8 I0-12 

subphonetic units (senones), 809 
syllables, 809 
unit inventory design, 817-I 8 
with waveform modification, 795 
word and phrase, 809 

Concept-to-speech rendition, 899-901 
Conceptual graphs, 872-73 
Condenser microphone, 486-89 
Conditional entropy, 123-24 
Conditional expectation, 81 
Conditional likelihood, 151 
Conditional maximum likelihood estimator (CJl.1LE), 

151 
Conditional probability, 75-76 
Conditional risks, 136 
Conditioning, 320 
Conference of European Posts and Telegraphs 

(CEPT), 360 
Confidence models, 453-57 

combination models, 456-57 
filler models, 453-54 
transformation models, 454-55 

Conflict resolution procedure, 182 
Conjugate quadrature filters, 251-54 
Conjunctions, 54 
Connotation, message, 739 
Consonants, 24, 42-46 

affricates, 44 
alveolar, 46 
dental, 46 
fricatives, 42, 44 
labial, 46 
labio-dental, 46 
nasal, 43-44 
obstruent, 43 
palatal, 46 
plosive, 42-43 
stop, 43 
velar, 46 

Consumer audio, 351-52 
Content words, 54 
Context coarticulation, 735 
Context dependency, 430-31 
Context-dependent phonemes, 808-9 

Index 

Context-dependent units and inter-word triphones, 
658-59 

Context-free grammar (CFG), 465,547,921 
vs. n-gram models, 580-84 
search space, 613-16 

Context-free grammars (CFGs), search architecture, 
676-77 

Context-independent phonemes, 806-7 
Context variability, 417 
Continuation rise, 749 
Continuous distribution, 78 
Continuous-frequency transforms, 209-16 

Fourier transforms, 208-10 
;;-transforms, 211-15 

Continuously listening model, 422 
Continuously variable slope delta modulation 

(CVSDM), 347 
Continuous mixture density HMMs, 394-96 
Continuous random variable, 78 
Continuous speech recognition (CSR), 591, 611-12, 

945 
Continuous speech training, vs. isolated speech 

training, 441-43 
Continuous-time stochastic processes, 260 
Contrastive stress, 431 
Contrasts, 66 
Convolution operator, 207 
Co-references, 882 
Corpora, 545-46 
Corpus-based F0 generation, 779-82 

F0 contours indexed by parsed text, 779-81 
F0 contours indexed by ToBI, 781-82 
transplanted prosody, 779 

Corrective training, 158 
Correlation, 82-83 
Correlation coefficient, 82-83 
Covariance, 82-83 
Covariance matrix, 84 
Critical region, 114 
Cross-validation, 188-89 
Cumulative distribution function, 79 
Currency, 7 I 6 
Curse of dimensionality, 144-46 

D 
DAMSL system, See Dialog Act Markup in Several 

Layers (DAMSL) 
Dark Ill, 48 
DARPA, 11 
DARPA ATIS programs, 913 
Data-directed search, 549 
Data-driven parallel model combination (DPMC), 533 
Data-driven speech synthesis, 794, 803 
Data flow, 694-97 
DAVO, 846 
DCT, See Discrete Cosine Transform (DCT) 
Decibels (dB), 22 
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Decimation-in-frequency, 223 
Decimation-in-time, 223 
Declaratives, 861 
Declarative sentence, 62 
Dc:clination, 766-67 
Decoder, 5 
Decoder basics, 609 
Decoder delay. 339 
DECTalk system. 736, 846 
Degree of displacement, 21-22 
Deixis, 882 
Deleted interpolation smoothing, 564-65 
Deletion errors, 420 
Delta modulation (DM), 346 
Denotation, message, 739 
Dentlll consonants, 46 
Depth-first search, 598-99 
Derivational morphology, 56-57 
Derivational prefixes, 57 
Derivational suffixes, 57 
Descrambling, 224 
Deterministic signals, 260 
Development set, 419-20 
Diagnostic Rhyme Test (DRn, 837 
Dialects, 725 
Dialog Act Markup in Several Layers (DAMSL), 

862-66 
Dialog-act theory, 914 
Dialog control, 866-67, 949 
Dialog flow, 942-43 

prompting strategy, 943 
prosody, 943 
spoken menus, 942 

Dialog grammars, 887-88 
Dialog management, 886-94 

dialog grammars, 887-88 
plan-based systems, 888-92 

Dialog management module, 881 
Dialog Manager, 7-8, 855 
Dialog repair, 885 
Dialog (speech) acts, 861-66 
Dialog structure, 859-67 

attentional state, 859 
Dialog Act Markup in Several Layers (DAMSL), 

862-66 
intentional state, 859 
linguistic forms, 859 
task knowledge, 859 
units of dialog, 860-61 
world knowledge, 859 

Dialog system, 854-55 
dialog manager, 855 
discourse analysis, 855 
semantic parser, 854-55 

Dialog turns, 705-6 
Dictation, 926-29, 935, 948 
Dielectric, 486 

961 

Differential pulse code modulation (DPCM), 345-48 
Differential quantization, 345-48 
Digital Audio Broadcasting (DAB), 352 
Digital filters and windows, 229-42 

generalized Hamming window, 231-32 
ideal low-pass filter, 229-30 
rectangular window. 230-31 
window functions. 230-32 

Digital signal processing, 201-73 
of analog signals, 242-48 

analog-to-digital conversion. 245-46 
digital-to-analog conversion, 246-48 
Fourier transform of. 243 
sampling theorem, 243-45 

circular convolution, 227 
continuous-frequency transforms, 209-16 
of elementary functions, 212-15 
Fourier transform, 208-10 
properties, 21 S-16 
z-transforms, 211-12 

digital filters and windows, 229-42 
generalized Hamming window, 231-32 
ideal low-pass filter, 229-30 
rectangular window, 230-31 
window functions, 230-32 

digital signals/systems, 202-8 
Discrete Cosine Transform (DCT), 228-29 
discrete-frequency transforms, 216-29 

discrete Fourier transform (DFTI, 218-19 
Fourier transforms of periodic signals, 219-22 

Fast Fourier Transforms (FFT), 222-27 
FFT subroutines, 224-27 
prime-factor algorithm, 224 
radix-2 FFT, 222-23 
radix-4 algorithm, 223 
radix-6 algorithm, 223 
radix-8 algorithm, 223 
split-radix algorithm, 223 

filterban.ks, 251-60 
DFTs as, 255-58 
multiresolution, 254-55 
two-band conjugate quadrature filters, 251-54 

FIR lilters, 229, 232-38 
first-order, 234-35 
linear-phase, 233-34 
Parks McClellan algorithm, 236-38 
window design FIR lowpass fiters, 235-36 

IIR filters, 238-42 
first-order, 239-4 l 
second-order, 241-42 

multirate signal processing, 248-51 
decimation, 248-49 
interpolation, 249-50 
resampling, 250-51 

stochastic processes, 260-70 
continuous-time, 260 
discrete-time, 260 
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Digital signal processing, stochastic 
processes (cont.) 

L Tl systems with stochastic inputs, 267 
noise, 269-70 
power spectral density, 268-69 
stationary processes, 264-67 
statistics of, 261-64 

Digital Signal Processing (DSP), 202-3, 339 
Digital signals/systems, 202-8 

digital systems, 206-8 
linear time-invariant (L TO systems, 207 
linear time-varying systems, 208 
nonlinear systems, 208 

other digital signals, 206 
sinusoidal systems, 203-5 

Digital systems, defined, 202 
Digital-to-analog conversion, 246-48 
Digital wireless telephony applications, 925 
Diphones, 807-8 
Diphthongs, 40 
Directionality patterns, 489-96 
Directives, 861 
Disambiguation, 876 
Discourse analysis, 7,753,855, 881-86 

resolution, 882-85 
Discourse memories, 882 
Discourse segments, 857 
Discrete Cosine Transform (DCT), 228-29 
Discrete distribution, 77 
Discrete-frequency transforms, 216-29 

discrete Fourier transform (DF1), 218-19 
Fourier transforms of periodic signals, 219-22 

Discrete joint distribution, 83-84 
Discrete random variables, 77 
Discrete-time Fourier transform, 209,210 
Discrete-time stochastic processes, 260 
Discriminative training, 150-63 

gradient descent, 153-55 
maximum mutual information estimation (MMIE), 

150-52 
minimum-error-rate estimation, 156-58 
multi-layer perceptrons, 160-63 
neural networks, 158 
single-layer perceptrons, 159-60 

Disfluency, 857 
Distortion measures, 164-66 
Distribution function, 79 
Document structure detection, 692, 699-706 

chapter and section headers, 700-701 
dialog turns and speech acts, 705-6 
email, 704-5 
lists, 701-2 
paragraphs, 702 
sentences, 702-4 
Web pages, 705 

Dolby Digital, 351 
Domain knowledge, 2 

Domain-specific tags, 718-20 
chemical formulae, 719 
mathematical expressions, 718-19 
miscellaneous formats, 719-20 

Dragon NaturallySpeaking, 926 
Dr. Who case study, 906-13 

dialog manager, 910-13 
discourse analysis, 909-I 0 
semantic parser (sentence interpolation), 908 
semantic representation, 906-8 

Dr. Who Project, 869, 876-77 
DTS, 351-52 
Duration assignment, 761-63 

CART-based durations, 763 
rule-based methods, 762-63 

Dynamic microphones, 497 
Dynamic time warping (DTW), 383-85 

E 
Ear: 

cochlea, 30 
eardrum,29 
middle ear, 29 
outer ear, 29 
oval window, 29 
physiology of, 29-32 
sensitivity of, 30 

Eardrum, 29 
Earley algorithm, 584 
Eigensignals, 209 
Eigenvalue, 209 
Electret microphones, 487 
Electroglottograph (EGG), 828 

signals, 319-20 
Electromagnetic microphones, 497 
Electronic Industries Alliance (EIA), 360 
Electrostatic microphones, 497 
Ellipsis, 882 
EM algorithm, 134, 170-72 
Embedded ADPCM, 348 
Emotion, and prosody, 744-45 
Emphatic stress, 431 
End-point detection, 422-24 
Entropy, !20-·n 

conditional, 123-24 
Entropy coding, 350-51 
Environmental model adaptation, 528-38 

model adaptation, 530-31 
parallel model combination, 531-34 
retraining on compensated features, 537-38 
retraining on corrupted speech, 528-39 
vector Taylor series, 535-37 

Environmental robustness, 477-544 
acoustical environment, 477, 478-86 

additive noise, 478-80 
babble noise, 479 
cocktail party effect, 4 79 
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Lombard effect, 480 
model of the environment, 482-86 
pink noise. 478 
reverberation, 480-82 
white noise, 478-79 

acoustical transducers, 486-97 
active microphones. 496 
bidirectional microphones, 490-94 
carbon button microphones, 497 
condenser microphone, 486-89 
directionality patterns, 489-96 
dynamic microphones, 497 
electromagnetic microphones, 497 
electrostatic microphones, 497 
passive microphones, 496 
piezoelectric microphones, 497 
piezoresistive microphones, 497 
pressure gradient microphones, 496 
pressure microphones, 496 
ribbon microphones, 497 
unidirectional microphones, 494-96 

adaptive echo cancellation (AEC), 497-504 
convergence properties of the LMS algorithm, 

500-501 
LMS algorithm, 499-500 
normalized LMS algorithm (NLMS), 501-2 
RLS algorithm, 503-4 
transfonn-domain LMS algorithm. 502-3 

environmental model adaptation, 528-38 
model adaptation, 530-31 
parallel model combination, 531-34 
retraining on compensated features, 537-38 
retraining on corrupted speech, 528-39 
vector Taylor series, 535-37 

environment compensation preprocessing, 515-28 
cepstral mean nonnalization (CMN), 522-24 
frequency-domain MMSE from stereo data, 519-20 
real-time cepstral nonnalization, 525 
spectral subtraction, 516-19 
use of Gaussian mixture models, 525-28 
Weiner filtering, 520-22 

multi microphone speech enhancement, 504-15 
blind source separation (BSS), 510-15 
microphone arrays, 505-10 

n~nstationary noise, modeling, 538-39 
Environment compensation preprocessing, 515-28 

cepstral mean normalization (CMN), 522-24 
frequency-domain MMSE from stereo data 519-20 
real-time cepstral nonnalization, 525 ' 
spectral subtraction, 516-19 
use of Gaussian mixture models 525-28 
Wiener filtering, 520-22 ' 

Environment variability, 419 
Epoch detection, 828-29 
Equal-loudness curves, 31 
Ergodic processes, 265-67 
Ergonomics of Software User Interface, 932 

Error handling, 937-41 
error detection and correction, 938-39 
feedback and confirmation, 939-41 

Estimation, 98-99 
Estimation theory, 98-113 

Bayesian estimation, 107-13 
general. 109-IO 
prior and posterior estimation, I 08-9 

least squared error (LSE) estimation, 99-100 
for constant functions, I 00 
for linear functions, IO 1-2 
for nonlinear functions, 102-4 

MAP estimation, 111-13 
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maximum likelihood estimation (MLE), l 04-7 
minimum mean squared error (MMSE), 99-104 
for constant functions, l 00 
for linear functions, 101-2 
for nonlinear functions, 102-4 

Euclidean distortion measure, 165-66 
Eureka 147 DAB specification, 352 
European Telecommunication Standards Institute 

(ETSI), 360 
Evaluation of understanding and dialog, 901-3 

and ATIS task, 901-3 
PARADISE framework, 903-6 

Exact n-best algorithm, 666-67 
Exception list, 697, 728 
Excitation signal, 301 
Exclamative sentence, 62 
Exhaustive search, 597 
Expectation (mean) vector, 84 
Expectation of a random variable, 79 
Exponential distribution, 98 

F 
F0 contour interpolation, 772-73 
F0 jumps, 330 
Fl/F2 targets, 39 
Factored language probabilities, 650-53 
Factored lexical trees, 652-53 
Fast Fourier Transforms (FFT), 222-27 

FFT subroutines, 224-27 
prime-factor algoritbm, 224 
radix-2 FFT, 222, 223 
radix-4 algorithm, 223 
radix-6 algorithm, 223 
radix-8 algorithm, 223 
split-radix algorithm, 223 

Fast match, 634-38, 66 J-62 
look-ahead strategy, 661-62 
Rich-Get-Richer (RGR) strategy, 662 

Fear, and speech, 745 
Feedback, 490 
Feedforward adaptation, 345 
Fenones, 467 
Festival, 732-35 
FFT, See Fast Fourier Transfonns (FFT) 
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Filler models, 453-54 
Filterbanks, 251-60 

DFTs as, 255-58 
multiresolution, 254-55 
two-band conjugate quadrature tilters, 251-54 

Filters. 2 I 0 
Finite-impulse response (F1R), SL•e F1R filters 
Finite-state automaton. 547 
Finite-state grammar, 6 I 3-16 
Finite-state machines (FSM), 548 
Finite state network, 654 
FIR filters, 229, 232-38 

first-order, 234-35 
linear-phase, 233-34 
Parks McClellan algorithm, 236-38 
window design, 235-36 

First coding theorem, 124 
First-order FIR filters, 234-35 
First-order IIR filters, 239-41 
First-order moment, 261 
Focus, 883 
Focus shifts, cueing, 892 
Formal language modeling, 546-53 

chart parsing for context-free grammars, 549-53 
bottom-up, 550-53 
top down vs. bottom up, 549-50 

Chomsky hierarchy, 547-48 
Formant frequencies, 319-23 

statistical fonnant tracking, 320-23 
Fonnants, 27-28 
Formant speech synthesis, 793, 796-804 

cascade model, 797 
formant generation by rule, 800-803 
Klatt's cascade/parallel formant synthesizer, 797-99 
locus theory of speech production, 800 
parallel model, 797 
waveform generation from formant values, 797-99 

Formant targets, 39 
Forward algorithm, 385-87 
Forward-backward algorithm, 389-93, 442-43, 557 
Forward-backward search algorithm, 670-73 
Forward error correction (FEC), 352 
Forward prediction error, 297 
Forward reasoning, 595 
Fourier series expansion, 218 
Fourier transforms, 208-1 0 

Fast Fourier Transfonns (FFT), 222-27 
FFT subroutines, 224-27 
prime-factor algorithm, 224 
radix-2 FFT, 222-23 
radix-4 algorithm, 223 
radix-6 algorithm, 223 
radix-8 algorithm, 223 
split-radix algorithm, 223 

properties of, 215-17 
Fourier transforms of periodic signals, 219-22 

complex exponential, 219-20 

general periodic signals, 221-22 
impulse train, 221 

Frames, 339 
Free stress, 431 

Index 

Frequency analysis, 32-34 
Frequency domain, advantages of, 348-49 
Frequency-domain MMSE from stereo data, 519-20 
Frequency masking, See Masking 
Frequency response. 210 
Fricatives, 42, 44 
Fujisaki's model, 776 
Full duplex sound cards, 936 
Functionality encapsulation, 871-72 
Functional tests, 842-43 
Function words. 54 
Fundamental frequency, 25 

G 
G.711 standard, 343-44, 348,359,371 
G.722 standard, 348, 359 
G. 723.1 standard, 359 
G.727 standard, 348 
G.728 standard, 359 
G.729 standard, 359 
Game search, 594 
Gamma distributions, 90-91, 95 
Gaussian distributions, 92-98 

Central Limit Theorem, 93 
lognormal distribution, 97-98 
multivariate mixture Gaussian distributions, 93-95 
standard, 92-93 
x2 distributions, 95-96 

Gaussian mixture models, 525~28 
Gaussian processes, 264-65 
General graph searching procedures, 593-97 
Generality, of grammar, 546 
Generalized Hamming window, 231-32 
Generalized Lloyd algorithm, 168 
Generalized triphones, 808 
General Packet Radio Service (GPRS), 361 
Geometric distributions, 86-87 
Gibbs phenomenon, 235 
Gini index of diversity, I 81 
Glides, 42 
Global Positioning System (GPS), 868, 930 
Glottal cycle, 26 
Glottal excitation, 284 
Glottal stop, 43 
Glottis, 25, 288 
Glyphs, 36 
Goal-directed search, 549 
Goodness-of-fit test, 116-18 
Good-Turing estimates and Katz smoothing, 565-67 
Gradient descent, 153-55, 190 
Gradient prominence, 765-66 
Graham-Harison-Ruzzo algorithm, 584 
Grammar, 545 
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Granular noise. 346 . 
Grapherne-to-p~1oncme conv,crs1on. 692-93 
GrJphical user interface (Gl.;I), I 
Graph-search algo1ithms. 591, 597 
Greedy symbols. 558 
Ground. 900 
Grounding, 861 

H 
H.323. 359 
Half duplex sound cards. 936 
Half phone, 809 
Hamming window. 232, 258. 278-80, 283 

generalized, 231-32 
Handheld devices. 930 
Hands-busy. ey<!S-busy applications. 927 
Hanning window, See Hamming window 
Hard palate, 25 
Harmonic coding, 363-67 

parameter estimation, 364-65 
parameter quantization, 366-67 
phase modeling. 365-66 

Ham1onic errors, 330 
Harmonic sinusoid~, 218 
Harmonic/Stochastic (HIS) model, 847 
Harvard Psychoacoustic Sentences, 839 
Has-a relations, 65 
Haskins Syntactic Sentence Test, 839 
Head-noun, 59 
Head of a phrase, 59 
Headset microphone, 936 
Heanng sensitivity, 30 
Hermitian function, 265 
Hertz (Hz), 21 
Hessian of the least-squares function, 504 
Hessian matrix, 154 
Heuristic graph search, 601-8 

beam search. 606-8 
best-first (A• search), 602-6 

Heuristic information, 601-2 
Heuristic search methods. 60 I 
Hidden Markov models (HMM), 56, 134, 170, 

377-413, 416,547.931 
Baum-Welch algorithm, 389-Q3 
continuous mixture density, 394-96 
decoding, 387-89 
definition of, 380-93 
deleted interpolation, 401-3 
dynamic programming, 384-85 
advantage of, 384 
algorithm, 385 

dynamic time warping (DTW), 383-85 
estimating parameters, 389-93 
evaluating. 385-87 
forward algorithm, 385-87 
forward-backward algorithm. 389-93 
historical perspective, 409-10 

initial estimates, 398-99 
limitations of. 405-9 
conditional independence assumption 409 
duration modeling. 406-8 ' 
first-order assumption, 408 

MarkoY chain, 378-80 
Marko\· assumption for, 382 
output-independence assumption, 382 

model topology, 399-401 
observable Markov model, 379-80 
parameter smoothing. 403-4 
practical issues. 398-405 
probability representations, 404-5 
semicontinuous, 396-98 
training crite1ia. 40 I 
Viterbi algorithm, 387-89 

Hidden understanding model (HUM), 879-80 
High-frequency sounds, 31 
High-pass filters, 235 
Hill-climbing style of guidance, 601 
H method, 147 
HMM, See Hidden Markov models (HMM) 
Holdout metl1od, 147 
Home applications. 921 
Homograph disambiguation, 693, 723, 724-25 
Homographs, 721 
Homomorphic transformation, 306, 312 
Huffman coding, 125-26 
Human Factors and Ergonomic Society (HFES), 

931-32 
Human-machine interaction, I 

[deal low-pass filter, 229-30 
IIR filters, 238-42 

first-order, 239-41 
second-order, 241-42 

Imperative sentence, 62 
Implicit confirmation, 892-93 
Implicit memory, 882-83 
Impulse response, 207 
[nconsistency checking, 885-86 
[nconsistency detection, 881 
[ndependent component analysis ([CA), 510 
Independent identically distributed (iid), 82 
[ndependent processes, 264 
Independent test sample estimation, 187-88 
Indistinguishable states, 654 
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Infinite-impulse response (!IR) filters, See HR filters 
Inflectional morphology, 56 
[n flectional suffix, 57 
lnfomaxrule, 512-13 
Information theory, 73-13 I 

channel coding, 126-28 
conditional entropy, 123-24 
entropy, 120-22 
mutual infom1ation, 126-28 
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Jnfom1ation theory (cont.) 
origin of, 74 
source coding theorem. 124-26 

lnfonned search. 604 
Infovox TTS system, 846-47 
Inner ear, 29 
Input method editors (IME). 736 
Insertion errors. 420 
Insertion penalty, 610 
Inside constituent probability. 555 
Inside-outside algorithm, 555 
Instance definition, 868 
Instantaneous coding, I 25 
Instantaneous mixing, 510 
Instantaneous mutual information, 151 
Institute of Electrical and Electronic Engineers (IEEE), 

272 
Institute of Radio Engineers (IRE), 272 

.Intelligibility tests, 837-39 
Intentional state, 859 
Interactive voice response (TVR) systems, 924 -
Intennediate phrase break, 75 I 
International Conference on Acoustic, Speech and 

Signal Processing (JCASSP), 272 
Internationalization, 943-45 
International Telecommunication Union (ITU), 343 
International Telecommunication 

Unioo-Radiocommunication (ITU-R), 352 
Interpolated models, 564-65 
Interword-context-dependent phones, 430 
Inter-word triphones, 658-59 
Intonational phrase break, 751 
Intonational phrases, 53, 749 
INTSINT, 760 
Inverse filter, 290 
Inverse-square-law effect, 494 
Inverse z-transform, 212 

of rational functions, 213-15 
ls-a taxonomies, 64-66 
Isolated vs. continuous speech training, 441-43 
Isolated word recognition, 610-11 

J 
Japanese vowels, 46-47 
Jensen's inequality, 122 
Jitter, 768 
Joint distribution function, 84 
Jointly strict-sense stationary, 264 
Joint probability, 74 
Joy, and speech, 745 
JSAPI, 921 
Juncture, 746-47 
Just noticeable distortion (IND), 35 

K 
Kalman filter, 522 
Karhunen-Loeve transform, 426 

Katz' backoffmechanism, 618 
Katz smoothing, 565-67 
Klattalk system. 846 
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Klatt's cascade/parallel formant synthesizer, 797-802 
parameter values for, 799 
targets used in, 801-2 

K-means algorithm, 166-69 
Kneser-Ney smoothing, 568-70, 573 
Knowledge sources (KSs), 646,663, 673-74 
Kolmogorov-Smimov test, 118 
Kronecker delta, 220 
Kth moment, 80 
Kullback-Leibler (KL) distance, 122, 581 

L 
Labial consonants, 46 
Labia-dental consonants, 46 
Lancaster/IBM Spoken English Corpus, 751-52 
Language modeling, 545-90 

adaptive, 575-78 
cache language models, 574-75 
maximum entropy models, 576-78 
topic-adaptive models, 575-76 

CFG vs. 11-gram models, 580-84 
complexity measure of, 560-62 
formal, 546-53 
chart parsing for context-free grammars, 549-53 
Chomsky hierarchy, 547-48 

historical perspective, 584 
n-gram pruning, 580-81 
n-gram smoothing, 562-74 
backoff smoothing, 565-70 
class 11-grams. 570-74 
deleted interpolation smoothing, 564-65 
performance of, 573-74 

stochastic language models. 554-60 
11-grarn language models, 558-60 
probabilistic context-free grammars, 554-58 

vocabulary selection, 578-80 
Language model probability, 610 
Language models, 4, 949 
Language model states, 613-22 

back off paths, 618-19 
search space: 
with bigrams, 617-18 
with FSM and CFG, 613-16 
with trigrams, (i 19-20 
with the unigram, 616-17 

silences between words, 621-22 
Lapped Orthogonal Tronsfonn (LOT), 260 
Large-vocabulary search algorithms, 645-85 

context-dependent units and inter-word triphones, 
658-59 

exact 11-best algorithm, 666-67 
factored language probabilities, 650-53 
factored lexical trees, 652-53 
finite state network, 654 
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forward-backward search algorithm, 670-73 
historical perspective, 68 l -82 
HMM: 
different layers of beams, 660-61 
fast match, 661-62 

lexical successor trees, 652 
lexical trees. 646-48 
handling multiple linguistic contexts in, 657-58 
linear tail in, 655 
optimization of, 653 

lexical tree search, 648 
Microsoft Whisper, 676-81 
CFG search architecture, 676-77 
n-gram search architecture, 677-81 

n-best and multipass search strategies, 663-74 
one-pass 11-best and word-lattice algorithm, 669-70 
one-pass vs. multipass search, 673-74 
polymorphic linguistic context assignment, 656-57 
prefix trees, 647 
pronunciation trees, multiple copies of, 648-50 
search-algorithm evaluation, 674-76 
sharing tails, 655-56 
single-word subpath, 655 
subtree dominance, 656 
subtree isomorphism, 654 
subtree polymorphism, 656-58 
tree lexicon, 646-59 
word-dependent 11-best and word-lattice algorithm, 

667-70 
word-lattice generation, 672-73 

Lamy,t, 25 
vocal fold cycling at, 26 

Laryngograph, 828 
Lateralization, 31 
Lateral liquid, 42 
Law oflarge numbers, 82 
LBG algorithm, 169-70 
Least squared error (LSE) estimation, 99-100 

for constant functions, I 00 
for linear functions, IO 1-2 
for nonlinear functions, 102-4 

Least squared regression methods, 180 
Least square error (LSE), 160 
Leave-one-out method, 147 
Left-recursive grammar, 550 
Lempel-Ziv coding, 126 
Lemout&Hauspie's Voice Xpress, 926 
Letter-to-sound (LTS) conversion, 437,693, 728-30 
Letter-to-sound (L TS) rules, 697 
Level of significance, 114-15 
Levinson-Durbin recursion, 297-98, 333 
Lexical baseforms, 436-39 
Lexical knowledge, 545 
Lexical part-of-speech (POS), 53-56 
Lexical successor trees, 652 
Lexical trees, 646-48 

handling multiple linguistic contexts in, 657-58 

linear tail in, 655 
optimization of, 653 

Lexicon, 697-98 
Light Ill, 48 
Likelihood function, I 04 
Likelihood ratio, 139 
Limited-domain waveform concatenation 794 
Linear bounded automaton, 548 ' 
Linear Discriminate Analysis (LDA), 427 
Linear-phase FIR filters, 233-34 
Linear predictive coding (LPC), 290-306 

autocorrelation method, 295-96 
covariance method, 293-94 
equivalent representations, 303-6 
lattice formulation, 297-300 
line spectral frequencies (LSF), 303-5 
log-area ratios, 305-6 
orthogonality principle, 291-92 
prediction error, 301-3 
reflection coefficients, 305 
roots of the polynomial, 306 
solution of the LPC equations, 292-300 
spectral analysis via, 300-301 

Linear pulse code modulation (PCM), 340-42 
Linear time-invariant (L TI) systems, 207 

eigensignals of, 209 
with stochastic inputs, 267 

Linear time-varying systems, 208 
Line spectral frequencies (LSF), 303-S 
Linguistic analysis, 692, 720-23 

homograph disambiguation, 723, 724-25 
noun phrase (NP) and clause detection, 723 
POS tagging, 722-23 
sentence tagging, 722 
sentence type identification, 723 
shallow parse, 723 

Linguistic Data Consortium (LDC), 467 
Linguistic forms, 859 
Linguistics, co-references in, 882 
Lips, 25 
Liquid group, 42 
Listening Effort Scale, 841 
Listening Quality Scale, 841 
LMS algorithm, 540 
Load loss of signal level, 488 
Localization issues, 696-97 
Locus theory of speech production, 800 
Log-area ratios, 305-6 
Logical fom1, 67-68 
Lognormal distribution, 97-98 
Lombard effect, 480 
Long-term prediction, 353 
Look-ahead strategy, 661-62 
Lossless compression, 338 
Lossless tube concatenation, 284-88 
Lossy compression, 338 
Loudness, 740 
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Low-bit rate speech coders, 361-70 
harmonic coding, 363-67 
parameter estimation, 364-65 
parameter quantization, 366-67 
phase modeling, 365-66 

mixed-excitation LPC' vocoder, 362 
• waveform intell)olation, 367-70 

Lower bound of probability, 74 
Low-frequency sounds, lateralization of, 3 I 
Low-pass filter. bandwidth of, 240 
Low-pass filters, digital, 229-30, 235 
Low probability of intercept (LPI), 361 
LPC, See Linear predictive coding (LPC) 
LPC-cepstrum, 309-1 J 
LPC vocoder, 353 
LP-PSOLA, 832-33 
LSE estimation, See Least squared error (LSE) 

estimation 
L TI systems, See Linear time-invariant (LTD systems 
LTS conversion, 437, 728-30 
LTS rules, 697 
Lungs, 25 

M 
McGurk effect, 69 
Machine-learning methods, 56 
McNemar's test, 148-49, 190 
Magnitude-difference test, 119-20 
Magnitude subtraction rule, 519 
Mahalanobis distance, 166, 168 
MAP, See Maximum a posteriori (MAP) 
MAP estimation, 111-13 
Marginal probability, 76, 77-78 
Markov chain, 378-80 
Masking, 30-31, 34-36, 349-50 

Bark scale functions, 35 
just noticeable distortion (JND), 35 
spread-of-masking function, 35-36 
temporal masking, 35-36 
tone-masking noise, 35 

Matched pairs test, 118-20, 148 
Mathematical expressions, 718-19 
MathML, 718 
Maximal pl•)je1:!i..i1., ~e 
Maximum entropy models, 576-78 
Maximum likelihood estimation (MLE), 73, 104-7, 

134,141, 168-69 
Maximum likelihood estimator, 99 
Maximum likelihood linear regression (MLLR), 

447-50 
vs. MAP, 450-51 

Maximum mutual information estimation (MMIE), 
I 34, 150-52, 156 

defined, 151 
Maximum phase signals, 309 
Maximum a posteriori (MAP), 73, 111, 141, 331, 

445-47, 854 

Maximum substring matching problem, 420 
MBROLA technique, 829 
Mean, 79-81 
Mean-ergodic process. 266 
Mean opinion score (MOS), 338-39, 840 
Mean squared error (MSE), 99 
Mean vector, 84 
Median, 81 
Median smoother of order, 208 

Index 

Mel-frequency cepstral coefficients (MFCC), 424-26 
Mel frequency scale, 34 
Message generation, 894-90 I 

See also Response generation 
Message generation box, 897 
Metaunits, 658-59 
Microphone, 936 
Microphone arrays, 505-10 

delay-and-sum beamfom1er, 505-6 
goals of, 505 
steering, 505 

Microprosody, 767-68 
Microsoft Dictation, 928-29 
Microsoft Speech SDK 4.0, 937 
Microsoft's speech API (SAPI), 921 
Microsoft Whisper case study, 676-81 

CFG search architecture, 676-77 
n-gram search architecture, 677-81 

Middle ear, 29 
Mid-riser quantizer, 340 
Mid-tread quantizer, 340 
Minimum-classification-error (MCE), 156 
Minimum cost-complexity pruning, 185-87 
Minimum-error-rate decision rules, 135-38 
Minimum-error-rate estimation, 134, 156-58 
Minimum mean squared error (MMSE), 73, 99-104 

for constant functions, 100 
for linear functions, l O 1-2 
for nonlinear functions, 102-4 

Minimum mean square estimator, 99 
Minimum phase signals, 309 
Minimum squared error (MSE) estimation, 100 
Minor phrase break, 75 I 
MiPad case study, 945-52 

evaluation, 949-51 
iterations, 951-52 
rapid prototyping, 948-49 
specifying the application, 946-48 

MITalk System, 735-36, 846 
Mixed-excitation LPC vocoder, 362 
Mixed excitation model, 289 
Mixed initiative systems, 860 
Mixture density estimation, 172 
MMTE, See Maximum mutual information estimation 

(MMIE) 
MMSE, Sec Minimum mean squared error (MMSE) 
Mobile applications, 921 
Mode; 81 
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Modified Discrete Cosine Transform (MDCn, 259 
Modified Rhyme Test (MRT), 838 
Modifiers, 61 
Modular (component) testing, 731 
Modulated Lapped Transform (ML T), 259 
Money and currency, 7 I 6 . 
Monolithic whole-system evaluation, 731 
Morphological analysis, 693, 725-27 

algorithm, 727 
suffix and prefix stripping, 726-27 • 

Morphological attributes, 55 
Morphology, 56-57 

derivational, 56-57 
inflectional, 56 

Move generator, 594 
MP3, 371 
MPEG, 351-52, 371 
Multi-layer perceptrons, 160-63 
Multimicrophone speech enhancement, 504-15 

blind source separation (BSS), 510-15 
microphone arrays, 505-10 
delay-and-sum beamformer, 505-6 
steering, 505 

Multinomial distributions, 87-89 
Multipass search, 663-74, 682 

n-best lists and word lattices, 664-66 
n-best search paradigm, 663 

Multipass search vs. one-pass search, 673-74 
Multiple tree combination, 730 
Multiplexing delay, 339 
Multirate signal processing, 248-51 

decimation, 248-49 
interpolation, 249-50 
resampling, 250-5 I 

Multiresolution filterbanks, 254-254 
Multistack search, 639 
Multistyle training, 419 
Multivariate distributions, 83-85 
Multivariate Gaussian mixture density estimation, 

172-75 
Multivariate mixture Gaussian distributions, 93-95 
Musical noise, 517 
Musical pitch scales, and prosodic research, 32 
MUSICAM, 352 
Mutual information, 126-28 

N 
Narrow-band filtering, 330 
Narrow-band spectrograms, 282 
Nasal, 42 
Nasal cavity, 25 
Nasal consonants, 43-44 
Natural gradient, 513 
Natural language, linguistic analysis of, 720-23 
Natural language generation from abstract semantic 

input, 898 
Natural language process (NLP) systems, 693-94 

N-best lists, 664-66 
N-best search paradigm, 66J 
Near-miss list, 158 
Negative correlation, 83 
Negotiation, 892 
NETALK, 729 
Neural networks, 134, 158, 457-59 

integrating with HMMs, 458-59 
recurrent, 457-58 
time delay neural network (TDNN), 458 

Neural transduction process, 20 
Neural units, 158 
Neuromuscular signals, 20 
Newton's algorithm, 155 
N-gram language models, 558-60 
N-gram pruning, 580-81 
N-grams, search architecture, 677-81 
N-gram smoothing, 562-74 

backoff smoothing, 565-70 
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alternative backoff models, 568-70 
Good-Turing estimates and Katz smoothing, 

565-67 
class n-grams, 570-74 
data-driven classes, 572-73 
rule-based classes, 571-72 

deleted interpolation smoothing, 564-65 
performance of, 573-74 

Noise-canceling microphone, 490 
Noiseless channels, 127 
Noisy conditions, 330 
Nonbranching hierarchies, 65 
Noncausal Wiener filter, 522 
Non-hierarchical relations, 65 
Non-informative prior, l l 2 
Nonlinear systems, 208 
Nonstationary noise, modeling, 538-39 
Normalized cross-correlation method, 327-29 
Normalized LMS algorithm (NLMS), 501-2 
Noun phrases (NPs), 58-59 
Nouns, 54 
NP-hard problem, 593 
N-queens problem, 593, 598 
Nucleus, 52 
Number formats, 712-20 

account numbers, 716 
cardinal numbers, 717-18 
dates, 714-15 
money and currency, 716 
ordinal numbers, 717 
phone numbers, 712-14 
times, 715 

Nyquist frequency, 243, 245 

0 
Object-oriented programming, 869 
Observable Markov model, 379-80 
Obstruent, 43 
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Octaves. 32 
Office applications, 921 
Omnidirectional condenser microphones, 489-90 
One-pass n-best and word-lattice algorithm, 669-70 
One-pass vs. multipass search, 673-74 
One-place predicates, 67 
On-glides, 42 
Onset, 52 
Open-loop estimation, 356 
Open POS categories, 54 
Operations research problems, 604 
Oral cavity. 25 
Ordinal numbers, 717 
Orthogonality principle, 291-92 
Orthogonal processes, 263 
Orthogonal variables, 83 
Outer ear, 29 
Out-Of-Vocabulary (OOV) word rate, 578 
Outside probability, 556 
Oval window, ear, 29 
Overall quality tests, 840-41 

Absolute Category Rating (ACR), 841 
Listening Effort Scale, 841 
Listening Quality Scale, 841 
Mean Opinion Score (MOS), 840 

Overlap-and-add {OLA) technique, 818-19 
Overlapped evaluation scheme, 463 
Oversampling, 246 
Oversubtraction, 519 

p 
Paired observations test, I I 4 
Palatal consonants, 46 
Palate, 46 
Paradigmatic properties, 53 
PARADISE framework, 903-6 
Paragraphs, 702 
Paralinguistic, use oftenn, 764 
Parameter space, 98 
Parametric Artificial Talker (PAT), 845 
Parks McClellan algorithm, 236-38 
Parsers, 721 
Parse tree representations, 62-63 
Parseval's theorem, 216 

for random processes, 268 
Parsing algorithm, 545 
Partial correlation coefficients (PARCOR), 299 
Partition, 74 
Part-whole, 66 
Passive microphones, 496 
Passive sentence, 62 
Pattern recognition, 133-97 
Pauses, 747-49 
Pausing, 740 
Penn Treebank project, 55 
Perceived loudness, 30 
Perceived pitch, 30 

Perceptron training algorithm, I 59 
Perceptual attributes, sounds, 30 
Perceptual Audio Coder (PAC), 351,371 
Perceptual linear prediction (PLP), 318-19 
Perceptually-based distortion measures, I 66 
Perceptually motivated representations, 315-I 9 

bilinear transfonns. 315-16 
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mel-frequency cepstrum coefficients (MFCC), 
316-18 

perceptual linear prediction (PLP), 318-19 
Perceptual Speech Quality Measurement (PSQM), 844 
Perceptual weighting, 357-58 
Periodic lobe, 26 
Periodic signals, 203 

cepstrum of, 311-12 
Perplexity, 122, 560-62, 579 
Personal Digital Assistants (PDAs), 930, 945 
Phantom power, 488 
Phantom trajectories, 463 
Pharyngeal cavity, 25 
Pharynx,288 
Phonemes, 20, 24, 36-38, 611 
Phoneme trigram rescoring, 730 
Phone numbers, 712-14 
Phonetically balanced word list test, 839 
Phonetic FO (microprosody), 767-68 
Phonetic languages, 692-93 
Phonetic modeling, 428-39 

clustered acoustic-phonetic units, 432-36 
comparison of different units, 429-30 
context dependency, 430-31 
lexical baseforms, 436-39 

Phonetics, 36-50 
allophones, 47-49 
clauses, 61-62 
coarticulation, 49-51 
consonants, 42-46 
lexical part-of-speech (POS), 53-56 
lexical semantics, 64-66 
logical fonn, 67-68 
morphology, 56-57 
parse tree representations, 62-63 
phonemes, 36-38 
phonetic typology, 46-47 
phrase schemata, 58-61 
semantic roles, 63-64 
semantics, 58 
sentences, 61-62 
speech rate, 49-51 
syllables, 51-52 
syntactic constituents, 58 
syntax, defined, 58 
vowels. 39-42 
word classes, 57 
words, 53-57 

Phonetic typology, 46-47 
Phonological phrases, 749 
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Phonology, 36-50 
Phrase schemata, 58-61 

tructure diagram, 63 
ph~e-sl vs perceptual attributes of sounds, 30-32 
p ys1ca • , ? 
Physiology of the ear, _9_3_ 
Pickup pattern, microphone, 489 
Piezoelectric microphones, 497 
Piezoresistive microphones, 497 
Pink noise, 270, 478 
Pitch, 25, 30. 47, 740 , 

:iutocorrelation method. 3_-4-27 
nonnalized cross-correlation method, 327-29 
role of, 324-32 
signal conditioning, 329-30 
tracking, 330-32 

Pitch generation, 763-82 
accent termination. 770 
attributes of pitch contours, 764-68 
baseline FO contour generation, 768-69 
corpus-based F0 generation, 779-82 
F0 contours indexed by parsed text, 779-81 
F0 contours indexed by ToBI, 781-82 
transplanted prosody, 779 

declination, 766-67 
evaluations/improvements, 773-74 
FO contour interpolation, 772-73 
gradient prominence, 765-66 
interface to synthesis module, 773 
parametric F0 generation, 774-75 
phonetic F0 (microprosody), 767-68 
pitch range, 764-65, 770-71 
prominence determination, 771-72 
superposition models, 775-76 
ToBI realization models, 777-78 
tone determination, 770 

Pitch prediction, 356-57 
Pitch range, 764-65, 770-71 
P!tch-scale modification epoch calculation, 825 
P~tch-scale time-scale epoch calculation, 827 
P~tch synchronous analysis, 283, 302-3 
Pitch synchronous overlap and add (PSOLA) 820-23 

831,847 ' • 
problems with, 829-31 
amplitude mismatch, 830 
buzzy voiced fricatives 830 
p~ase mismatches, 829' 
pitch mismatches, 830-3 J 

. Spectra) behavior of, 822-23 
P~tch tracking, 330-32 
Pttch tracking errors, 828 
Plan-based dialog modeling, 914 
Plan-~ased systems, 888-92 
Plan hbraries 889 
Plosive, 42 ' 
:l~sivc c~nsonant, 42-43 

o1sson distributions 89 
Polcs,213 ' 

Pole-zero filters, cepstrum of, 308-98 
Polymorphic linguistic context assignment, 656-57 
Polysemy, 65 
Positive correlation, 83 
Positive-definite function, 262 
POS tagging, 56, 722-23 
Posterior probability, 135, 142, 156 
Postfiltering, 357-58 
Post-lexical rules, 735 
Postmodifiers, 58-61 
Power function, I 14 
Power spectral subtraction rule, 519 
Power spectrum, 216 
Predicate, 61, 67 
Predicate logic, 68 
Pre-emphasis filtering, 235, 320 
Preference tests, 842 
Prefix nodes, 658 
Prefix trees, 647 
Premodifiers, 58-59 
Prepositions, 54, 60 
Pressure gradient microphones, 496 
Pressure microphones, 496 
Prime-factor algorithm, 224 
Principal-component analysis (PCA), 426 
Priority entity memory, 882-83 
Priorprobability, 133,135,140 
Probabilistic CFGs (PCFGs), 554 
Probabilistic context-free grammars, 554-58 
Probability density function (pdf), 78,261 
Probability function (pf), 77 
Probability mass function (pmf), 77 
Probability theory, 73-13 l 

Bayes' rule, 75-78 
binomial distributions, 86 
chain rule, 75, 77-78 
conditional probability, 75-76 
correlation, 82-83 
covariance, 82-83 
gamma distributions, 90-91, 95 
Gaussian distributions, 92-98 
geometric distributions, 86-87 
law of large numbers, 82 
marginal probability, 76, 77_ 78 
mean, 79-81 
multinomial distributions 87-89 
m~ltivariate distributions: 83-85 
Poisson distributions, 89 
probability ~ensity function (pdt), 78 
random vanables, 77-79 
random vectors, 83-85 
uniform distributions 85 
variance, 79-8 I ' 

Promin~nce determination, 771-72 
Prompting strategy, 943 
Pronouns, 54 
Pronunciation trees, 648-50 
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Proper noun, 53-54 
Propertyinheritance,871 
Propositional phrases (PPs), 59-60 
Prosodic analysis module, 7 
Prosodic modification of speech, 818-31 

epoch detection, 828-29 
evaluation of TIS systems, 834-44 
automated tests, 843-44 
Diagnostic Rhyme Test (ORT), 837 
functional tests, 842-43 
glass-box vs. black-box evaluation, 835-36 
global vs. analytic assessment, 836 
Haskins Synt.actic Sentence Test, 839 
human vs. automated, 835 
intelligibility tests, 837-39 
judgment vs. functional testing, 835-36 
laboratory vs. field, 835 
Modified Rhyme Test (MRT), 838 
overall quality tests, 840-41 
phonetically balanced word list test, 839 
preference tests, 842 
Semantically Unpredictable Sentence Test, 837 
symbolic vs. acoustic level, 835 

pitch-scale modification epoch calculation, 825 
pitch-scale time-scale epoch calculation, 827 
pitch synchronous overlap and add (PSOLA), 

820-23, 831 , 847 
problems with, 829-31 
spectral behavior of, 822-23 

source-filter models for prosody modification, 
831-34 

LP-PSOLA, 832-33 
mixed excitation models, 832-34 
prosody modification of the LPC residual, 832 
voice effects, 834 

synchronous overlap and add (SOLA), 818-19 
synthesis epoch calculation, 823-24 
time-scale modification epoch calculation, 826-27 
waveform mapping, 827-28 

Prosodic phrases, 749-51 
Prosodic transcription systems, 759-61 
Prosody, 739-91, 943 

and character, 744 
duration assignment, 761-63 
CART-based durations, 763 
rule-based methods, 762-63 

generation, 721-22 
generation schematic, 743-44 
loudness, 740 
pausing, 740 
pitch, 740 
pitch generation, 763-82 

accent termination, 770 
attributes the pitch contours, 764-68 
baseline FO contour generation, 768-69 
corpus-based F0 generation, 779-82 
declination, 766-67 

evaluations/improvements, 773-74 
F0 contour interpolation, 772-73 
gradient prominence, 765-66 
interface to synthesis module, 773 
parametric FO generation, 774-75 
phonetic F0 (microprosody), 767-68 
pitch range, 764-65, 770-71 
prominence determination, 771-72 
superposition models, 775-76 
ToBI realization models, 777-78 
tone determination, 770 

prosody markup languages, 783-85 
rate/relative duration, 740 
role of understanding, 740-44 
speaking style, 744-45 
character, 744 
emotion, 744-45 

symbolic, 745-61 
accent, 751-53 
pauses, 747-49 
prosodic phrases, 749-51 
prosodic transcription systems, 759-61 
tone, 753-57 
tune, 757-59 

Prosody markup languages, 783-85 
PROSPA, 759 
Pruning, 609 
Pruning error, 675 
PSOLA, See Pitch synchronous overlap and add 

(PSOLA) 
Psychoacoustics,30 
Pulse code modulation (PCM), 271, 340-42 
Pure tones, 31 
Push-down automation, 548 
Push-to-talk model, 422-23 
P-value, 115-I 6 

Q 
Quantization noise, 246 
Questioned noun phrase, 61 

A 
Radix-2 FFT, 222, 223 
Randomnesi:, 7: 
Random noise, 276 
Random variables, 77-79 

expectation of, 79 
Random vectors, 83-85 
Rapidly evolving wavefonns (REW), 368-70 
Rapid prototyping, 948-49 
Rate/relative duration, 740 
Read speech acoustic models, 857 
Real cepstrum, 307-8 
Real-time cepstral normalization, 525 
Recognition problem, 554 
Rectangular window, 230-31 
Recurrent neural networks, 457-58 
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Recursive least squares (RLS) algorithm, 504 
Recursive transition network (RTN), 548, 613-14 
Reflection coefficients, 296, 299, 305 
Region of convergence CROC), 211-12 
Regular Pulse Excited-Linear Predictive Coder 

(RPE-LPC), 360 
Relative clauses, 61 
Relative expressions, 871 
Relative frequency, 74 
Relative spectral processing (RAST A), 52S 
Renditions, 899-90 I 
Repetitive stress injury (RSI), 929 
Residual signal, 30 I 
Resonances of vocal tract, excitation of, 27 
Response generation, 894-90 I 

message generation box, 897 
natural language generation from abstract serna ntic 

input, 898 
response content generation, 89S-99 
template systems for, 897 

Retraining on compensated features, S37-38 
Retraining on corrupted speech, 528-39 
Retroflex liquid, 42 
Reverberation, 480-82 
Ribbon microphones, 497 
Rich-Get-Richer (RGR) strategy, 662 
Right-sized tree, 184-89 

cross-validation, 188-89 
independent test sample estimation, 187-88 
minimum cost-complexity pruning, 18S-87 

RLS algorithm, S03-4 
Robust parsing, 874-78 
Roll-off, 281 
Rule-based duration-modeling methods, S6 
Rule-based speech synthesis systems, 79S-96 

CPU resources, 79S 
delay, 79S 

s 

memory resources, 79S 
pitch control, 795 
variable speed, 79S 
voice characteristics, 796 

Sadness, and speech, 74S 
Sample mean, 82 
Sample variance, 82 
Sampling theorem, 243-4S 
SAM system, 913-14 
Scalable coders, 371 
Scalar frequency domain coders, 348-S2 

conswner audio, 3S 1-S2 
Digital Audio Broadcasting (DAB) 352 
frequ~ncy domain, advantages of, 348-49 
maskmg, 349-50 
transfonn coders, 3S0-S I 

Scalar waveform coders 340-48 
adaptive PCM, 344-45 

differential quantization, 345-48 
linear pulse code modulation (PCM), 340-42 
µ-law and A-law PCM, 342-44, 348 

Screen reader, 929 
Search, defined, 592 
Search-algorithm evaluation, 674-76 
Search algorithms: 

beam, 606-8 
best-first, 602-6 
blind graph, S97-601 
breadth-first, 600-60 I 
depth-first, 598-99 
folWBrd-backward, 670-73 
large vocabulary, 645-8S 
speech-recognition, 608-12 
combining acoustic and language models, 

610 
continuous speech recognition, 611-12 
decoder basics, 609 
isolated word recognition, 610-11 

tree-trellis forward-backward, 671 
Search elTOr, 675 
Second-order HR filters, 241-42 
Second-order resonators, 242 
Segment models, 459-60 
Segment-model weight, 462 
Selectivity, of grammar, 546 
Semantically Unpredictable Sentence Test, 837 
Semantic authoring, 862 
Semantic classes, 948-49 
Semantic grammars, 585 
Semantic language model, 879 
Semantic parser, 854-55 
Semantic representation, 867-73 

conceptual graphs, 872-73 
functionality encapsulation, 871-72 
property inheritance, 871 
semantic frames, 867-69 
type abstraction, 869-71 

Semantic roles, 63-64 
Semantics: 

defined, 58 
language, 545 
lexical, 64-66 

Semicontinuous HMMs, 396-98 
Semi-tones, 32 
Semivowels, 42 
Senones,433-36,467,809 
Senonesequence,658 
Sentence interpolation, 873-80 

robust parsing, 874-78 
defined,875 

statisti~al pattern matching, 878-80 
syntactic grammars, 877 

Sentence interpretation, 7 
Sentence interpretation module, 855 
Sentence-level stress, 431 
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Sentences, 61-62, 702-4 
diagramming in parse trees, 63 

Sentence tagging, 722 
Sentence type identification, 723 
Shades ofme:ming. 67 
Shallow parse, 723 
Shannon's channel coding theorem, 127 
Shannon's source coding theorem. 124-25, 128 
Sharing. 609 
Sharing tails, 655-56 
Shimmer, 768 
Shon-tem1 prediction, 353 
Shon-time Fourier analysis. 276-83 

pitch-synchronous analysis, 283 
spectrograms, 281-83 

Sigma-delta AID. 246 
Sigma-delta modulation, 346 
Signal acquisition, 422 
Signal conditioning, 329-30 
Signal processing module, 421-28 

end-point detection, 422-24 
feature transformation, 426-28 
mel-frequency cepstral coefficients (MFCC), 

424-26 
signal acquisition, 422 

Signals, 20 I 
Signal-to-noise ratio (SNR), 339, 486, 489 
Significance testing, 98, 113-20 

goodness-of-fit test, I 16-18 
level of significance, 114-15 
magnitude-difference test, 119-20 
matched pairs test, l J 8-20 
normal test, 115-J 6 
sign test, I 19 
Z test, 115-16 

Sign test, 119 
Silences between words, handling, 621-22 
Similars, 65-66 
Simple questions, 177 
Sine function, 229-30 
Single-layer perceptrons, I 59-60 
Singleton questions, 177 
Single-word subpath, 655 
Sinusoidal coding, 371 
Sinusoidal systems, 203-5 
Slope overload distortion, 346 
Slot inheritance, 885 
Slowly evolving waveform (SEW), 367-70 
SLU, See Spoken language understanding (SLU) 

systems 
Smart phones. 930 
SNR, See Signal-to-noise ratio (SNR) 
Soft palate, 25 
Sound, 21 -23 
Sound Blaster, 936 
Sound pressure level (SPL), 23 
Source coding theorem, 124-26 
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Source-filter models for prosody modification, 
831-34 

Source-filter models of speech production, 288-90 
Source-filter separation, via the cepstmm. 314-15 
Speak & Spell, 271 
Speaker-adaptive training techniques.419 
Speaker-dependent speech recognition, 418-19 
Speaker-independent speech recognition, 418 
Speaker recognition, 931 
Speaker variability, 418-19 
Speaking style, 744-45 

character, 744 
emotion, 744-45 

Speaking tum, 861 
Specificity ordering conflict resolution strategy, 182 
Specifier position, 61 
Spectral analysis via linear predictive coding (LPC), 

300-301 
Spectral leakage, 279 
Spectral subtraction, 516-19 
Spectrograms, 27-28, 276, 281-83 
Speech: 

defined,283 
interfacing with computers, I 
prosodic modification of, 818-31 
supplemented by information streams, 2 
using as an add-on feature, 941 

Speech acts, 705-6 
Speech-act theory, 9 I 4 
Speech coding, 337-74 

code excited linear prediction (CELP), 353-61 
adaptive codebook, 356-57 
analysis by synthesis. 353-56 
LPC vocoder, 353 
parameter quantization, 358-59 
perceptual weighting/postfiltering, 357-58 
pitch prediction, 356-57 
standards, 359-61 

coder delay, 339 
low-bit rate speech coders, 361-70 
harmonic coding, 363-67 
mixed-excitation LPC vocoder, 362 
wavefom1 interpolation, 367-70 

scalar frequency domain coders, 348-52 
consumer audio, 351-52 
Digital Audio Broadcasting (DAB), 352 
masking, 349-50 
transfonn coders, 350-51 

scalar wavefonn coders, 340-48 
adaptive PCM, 344-45 
differential quantization, 345-48 
linear pulse code modulation (PCM), 340-42 
µ-law and A-law PCM, 342-44, 348 

speech coder attributes, 338-39 
Speech communication, history of, I 
Speech end-point detector, 423 
Speech interaction, modes of, 933-34 
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h interface design, 931-43 
Spi:ec .... ( principles of. 931-37 

gen~,u . 931 
human limitation~. - 34 

odes of interacuon. 93~ -. 
rn I • -al ~onsidcrJII0ns. 935-36 to:chno og,~. : 

1 user accommodauon. 93. 
handling errors. 937~1 . Q 8 39 

detection and correcnon • • 3 -. 
~:~ack and confim1ation. 939-+ I 

internationalization, 943-45 
S eech inversion probll!m. 803-4 
s:cech percept(on. 29-36 
Speech processing: . 

digital signal processmg. 20 I -73 
speech coding. 337-74 
speech signal representations. 275-336 

Speech production, 24-28 
acoustical model of, 283-90 
articulators, 24-25 
formants, 27-28 
frequency analysis, 32-34 
masking, 34-36 
physical vs. perceptual attributes of sounds, 30-32 
physiology of the ear, 29-32 
spectrograms. 27-28 
speech perception, 29-36 
voicing mechanism, 25-27 
Sre also Acoustical model of speech production 

Speech production process, start of, 19 
Speech rate, 49-51 
Speech recognition, 2, 3, 375-685, 862 

acoustic modeling, 415-75 
context variability, 417 
environment variability, 419 
scoring acoustic foatures, 439-43 
speaker variability, 4 l 8-19 
speech recognition errors, 419-21 
style variability, 418 
variability in speech signals 416-19 

hidden Markov models (HMM), 377-413, 416 
Bau'."-Welch algorithm, 389-93 
continuous mixture density, 394-96 
decoding. 387-89 
definition of, 380-93 
deleted interpolation, 401-3 
dynam!c ~rogramming, 384-85 
d~am1_c lime warping (DTW), 383-85 
est1mat~ng parameters, 389-93 
evaluating, 385-87 
forward algorithm, 385-87 
!or:vard-backward algorithm, 389-93 
1~ll~al estimates, 398-99 
hmnations of. 405-9 
Markov chain, 378-80 
model topology, 399-40J 
observable Markov model, 379-80 
parameter smoothing. 403-4 

pr:ictical issues concerning. 398-405 
probability representations, 404-5 
scmicontinuous, 396-98 
training criteria. 40 I 
Viterbi algorithm. 387-89 

phonetic modeling, 428-39 
clustered acoustic-phonetic units. 432-36 
comparison of different units. 429-30 
context dependency, 430-31 
lexical basefonns. 436-39 

signal processing module, 421-28 
end-point detection. 422-24 
fean1re transfonn:ition. 426-28 
mel-frequency cepstral coefficients (MFCC), 

424-26 
sign:11 acquisition. 422 

speech recognition errors. 419-21 
word error rate, 420 
word recognition errors, types of, 420 

Speech recognition search algorithms, 608-12 
combining acoustic and language models, 610 
continuous speech recognition. 611-12 
decoder basics. 609 
isolated word recognition, 610-11 

Speech recognition system, 4-5 
basic system architecture of, 5 
components of, 4 
source-channel model for, 5 
vocabulary, 58 

Speech signal representations, 275-336 
acoustical model of speech production, 283-90 
glottal excitation, 284 
lossless tube concatenation. 284-88 
mixed excitation model, 289 
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source-filter models of speech production, 288-90 
cepslnun, 306-15 

cepstrum vector, 309 
complex. 307-8 
LPC-cepstrum, 309-11 
of periodic signals. 311-12 
of pole-zero filters. 308-98 
real, 307-8 
source-filter separation via. 314-15 
of speech signals, 312-13 

fonnant frequencies. 319-23 
_statistical _fonnant tracking, 320.23 

linear pred1ct!ve coding (LPC}, 290_306 
autocorrelation method, 295_96 
covariance method. 293-94 
equ_ivalent representations, 303-6 
l?tttce fonnulation, 297-300 
hne spectra! frequencies (LSF), 303-5 
log-area ratios, 305-6 
orth~gonality principle. 291 _92 
pred1ct1on error, 30 1-3 
reflection coefficienis, 305 
roots of the polynomial, 306 
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Speech signal representations, linear predictive 
coding (cont.) 

solution of the LPC equations, 292-300 
spectral analysis via, 300-301 

perceptually motivated representations, 315-19 
bilinear transfonns, 315-16 
mel-frequency cepstrum coefficients (MFCC), 

316-18 
perceptual linear prediction (PLP), 318-19 

pitch: 
autocorrelation method, 324-27 
normalized cross-correlation method, 327-29 
pitch tracking, 330-32 
role of, 324-32 
signal conditioning, 329-30 

short-time Fourier analysis, 276-83 
pitch-synchronous analysis, 283 
spectrograms, 281-83 

Speech signals, 5, 20 
cepstrum of, 312-13 
context variability, 417 
environment variability, 419 
speaker variability, 418-19 
style variability, 418 
variability in, 416-19 

Speech synthesis, 6, 793-852 
articulatory speech synthesis, 793, 803-4 
attributes of, 794-96 
concatenative synthesis with no waveform modifi­

cation, 794 
concatenative synthesis with waveform modifica­

tion, 795 
limited-domain waveform concatenation, 794 
rule-based systems, 795-96 

concatenative speech synthesis, 793-94 
choice of unit, 805-8 
context-dependent phonemes, 808-9 
context-independent phonemes, 806-7 
diphones, 807-8 
optimal unit string, 8 I0-17 
subphonetic units (senones), 809 
syllables, 809 
unit inventory design, 817-18 
word and phrase, 809 

data-driven synthesis, 794, 803 
formant speech synthesis, 793, 796-804 
cascade model, 797 
formant generation by rule, 800-803 
Klatt's cascade/parallel formant synthesizer, 

797-802 
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continuous-time, 260 
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accent, 751-53 
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morphological analysis, 693 
natural language process (NLP) systems, 

693-94 
phoneticlanguages, 692-93 
text normalization (TN), 692, 706-20 

Text-to-speech (TIS) conversion, 6-7 
Text-to-speech (ITS) system, 687-850 

basic system architecture of, 6 
goals of, 689-90 
phonetic analysis component, 7 
prosody, 739-91 
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Tree-trellis forward-backward search algonthms, 671 
Triangular windows, 280 
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Viterbi approximation, 623 
Viterbi beam search, 625-26 
Viterbi decoder, 592 
Viterbi forced alignment, 630 
Viterbi stack decoder, 592 
Viterbi trellis, 624 
Vocabulary independence, 433 
Vocabulary selection, 578-80 
Vocal cords, 25 
Vocal fold cycling nt the lamyx, 26 
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Voice portals, 925 
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Voicing mechanism, 25-27 
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VQ, See Vector quantization (VQ) 
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Waveform-approximating coders, 361 
WavefoIDl interpolation. 367-70, 371 
Waveform mapping, 827-28 
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Web pages, 705 
Whisper case study, 464-65 
Whispering effect, 834 
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Wide-band spectrograms, 282 
Wideband speech, 338 
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Wiener filtering, 520-22, 540 
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Wiener-Hopf equation, 521 
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Window function, 255, 277-78 
Window functions, 230-32 
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Word error rate, 420-21 
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Word-lattice generation, 672-73 
Word lattices, 664-66 
Word-level stress, 431 
Word recognition errors, types of. 420 
Words, 20, 53-57 
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Word-spotting applications, 454 
World knowledge, 859 
Written vs. spoken languages, 855-58 

disfluency, 857 
style, 856-57 
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x2 distributions, 95-96 
X-bar theory, 885 
XML, 699-700 
X-template, 58 
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Yes-no question, 62 
Yule-Walker equations, 291-92, 299 

z 
Zero-mean process, 262 
Zero-one loss function, 136 
Zero padding, 227, 280 
Zeros, 213 
Z test, 115-16 
Z-transforrns, 211-12 

of elementary functions, 212-15 
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power spectrum and Parseval's theorem, 216 
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