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Microprogramming

In most modern computers the routing of information is controlled

at the lowest level by a microprogram: a set of stored instructions

that functions in place of a completely “hard-wired’’ control system

fundamental issue in the design of
any computer is how to control,
or steer, the electrical signals that
represent information. In the arithmetic
and logic unit, where the actual process-
ing of information is done, signals must
be routed between various counters,
adders and other components. The con-
trol system must also mediate the trans-
fer of information between the central
processor, the main memory units and
the various input and output devices. In
one approach the control system is com-
pletely “hard-wired,” that is, it is laid
down permanently in the processor’s
electrical circuitry. A second approach
is more flexible and in many cases less
expensive. The essential idea is to re-
duce the complexity of the control sys-
tem by recording the detailed instruc-
tions for controlling the computer in
a coded form. In other words, the se-
quence of paths a signal is to follow is
embodied in a program, which is stored
in a separate memory unit incorporat-
ed into the processor.

In the hierarchy of programs that op-
erate a computer the instructions exe-
cuted by the control system occupy the
lowest and most elementary level; each
instruction specifies a single functional
state of the machine. Because the con-
trol instructions are responsible for such
fine details, the task of defining and en-
coding them is termed microprogram-
ming, thereby distinguishing it from the
writing of the higher-level programs
known generically as software. A set of
control instructions—a microprogram—
is said to be written in microcode. The
idea of microprogramming was con-
ceived more than 30 years ago, soon af-
ter the advent of the first computers. At
the time the hardware needed to imple-
ment the idea did not yet exist. The
method has been adopted, however, in
most computers being built today.

In recent years a good deal of confu-
sion has arisen about the meaning of the
term microprogramming, owing large-
ly to the advent of the microproces-
sor, the “computer on a chip” that is
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at the heart of the latest products of
the progressive miniaturization of sili-
con-based semiconductor technology.
It must be emphasized that micropro-
gramming a computer is not the same
as programming a microcomputer; in
principle any computer, from the larg-
est “mainframe” system to the smallest
personal computer, can be designed
with a microprogrammed control sys-
tem. To avoid such confusion micro-
programs are sometimes classified as
firmware, thereby signifying their inter-
mediate status between hardware and
software. For clarity I shall adopt the
following convention: the term macro-
instruction will refer to a software in-
struction and the term microinstruction
will refer to a firmware instruction.

Before microprogramming can be
explained it is necessary to review
some of the basic principles of computer
hardware and computer programming.
In many ways a computer is like a sim-
ple calculator. Numbers are introduced
into both devices by means of a key-
board, and they are read out on a display
unit. Some calculators have a memory
key to record a number for later re-
trieval; saving and restoring numbers
is also the purpose of the memory unit
in a computer. A computer memory,
however, is capable of handling mil-
lions of numbers. To keep track of so
many numbers each one is assigned a
specific address.

Both a calculator and a computer
must be told what to do. Giving a com-
puter a command is analogous to press-
ing an operator key on a calculator. For
example, almost every computer has the
macroinstructions ADD, SUB, MULT and
p1v, which correspond exactly to the
keys marked +, —, X and = on a cal-
culator. Similarly, the macroinstruction
LoAD performs the same function as the
memory key on a calculator.

Unlike a simple calculator, however,
a computer is preeminently a decision-
making machine. To understand the dis-
tinction consider the sequence of opera-
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tions represented by the last few sections
of Form 1040, the U.S. Individual In-
come Tax Return [see top illustration on
page 53]. A computer programmer faced
with the chore of completing the form
might begin by making a flow chart,
which serves as a kind of blueprint for
constructing a program [see illustration
at bottom left on page 53]. A taxpayer
working with a simple calculator could
follow the flow chart, carrying out the
instructions in sequence-until he reached
the diamond-shaped ‘“decision” step. He
would then compare the numbers in the
preceding two boxes and, depending on
which number was greater, choose the
appropriate path to continue his calcu-
lations.

For a taxpayer working with a com-
puter rather than a calculator the pro-
grammer could go a step further: he
could get the computer to make the
decision by itself. Following the flow
chart, he would first instruct the com-
puter to add successively the numbers
entered on lines 50 through 58 of the tax
form, storing the sum of each addition
at a specific address in the computer’s
memory; in this case the addresses of the
numbers are designated L50, L51, L52
and so on, and they are added succes-
sively to an “accumulator” address des-
ignated A [see illustration at bottom right
on page 53]. The total for this sequence
of steps would then be stored at address
L59. Next the programmer would do
the same for lines 60 through 66, storing
the total for the second sequence at ad-
dress L67. At this point (step 19) he
would give the computer the follow-
ing macroinstruction: “JUMPIF 4 < L59,
23.” This macroinstruction, called a
conditional jump, tells the computer to
begin executing a new sequence of mac-
roinstructions at step 23 if the number at
the accumulator address is less than the
number at address L59. If it is not, the
program would continue with step 20.

It is the conditional-jump macro-
instruction, corresponding to the dia-
mond-shaped box in the flow chart, that
endows the computer with the ability to

Qualcomm Ex. 1025 - 2/9



-

Qs M ol

m r

C_Epe

L

Aldd

' INENRENF

T SRR RAAN

- — e
-

o £ 9 N VIR LTI AT L

n
B RRERRER G jom f

MICROPROGRAMMED MICROPROCESSOR is at the heart of the Hewlett-
Packard Company’s HP 9000 family of computers. The microelectronic circuit is the
densest of its kind ever made: it has the equivalent of some 450,000 transistors on a
square chip of semiconducting silicon 6.3 millimeters on a side. The standard spacing
between the signal-carrying lines is one micrometer. The map at the left shows the sev-
en major subsections of the chip. The colored area identifies those subsections that
constitute the processor’s control system and the white area corresponds to the data
REG path. The control system consists of four parts: a read-only memory (ROM), where
ROM the microinstructions for controlling the flow of information throughout the comput-
PLA er are stored; a programmed-logic array (PLA4), where most of the microinstructions
are decoded before being transmitted to their various destinations; a sequencing de-
vice (SEQ), where the order of the microinstructions is arranged, and a test multiplexer
— (TST MUX), where certain conditional microinstructions are decoded. The three oth-
er subsections are an array of memory registers (REG), where the data being handled
ALU \ by the computer are stored in the form of “words,” each of which is 32 bits long; an
TST MUX arithmetic and logic unit (4LU), where the actual processing of the 32-bit words

— is done, and a memory-processor-bus (MPB) interface, which oversees communica-
tions between the processor chip and the rest of the computer. The rectangular shapes
at the top, bottom and right edges of the chip include test devices, special resolution pat-
_ terns and alignment marks that are unrelated to the operation of the microprocessor.
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make decisions, provided of course that
the programmer can represent the de-
cisions as simple arithmetic tests. The
programmer builds a program by con-
structing a maze of conditional jumps
that leads each input number to its cor-
rect destination. On the average one out
of 10 macroinstructions in a computer
program is a conditional-jump macroin-
struction; many computers available to-
day can execute a macroinstruction in
less than a millionth of a second, so that
a computer typically makes more than
100,000 decisions of this kind per sec-
ond. The macroinstructions for making
the decisions are themselves encoded as
numbers and stored along with the oth-
er numbers handled by the computer in
the main memory. The principle of the
stored program, the invention of which
was a milestone in the development of
the modern digital computer, makes it
possible to change the function of a
computer by changing the contents of its
memory unit instead of by changing its
hardware.

As computers get faster they can exe-
cute more macroinstructions and make
more decisions in a given time span;
hence it becomes possible to run in-
creasingly complex programs. Under
the circumstances mistakes are difficult

to avoid. Programmers prefer a term
whose connotations are not quite the
same as those of “mistake,” however:
they say that a program has a “bug.” To
appreciate the special sense of this us-
age, consider again the illustration of
the income-tax form on the opposite
page. Line 68 tells the taxpayer what to
do if the amount on line 67 is larger than
the amount on line 59, and line 71 ex-
plains what to do if line 59 is larger than
line 67, but nowhere in the form or in the
accompanying instructions is there any
indication of what to do if the amounts
on lines 59 and 67 are equal! Evidently
the Internal Revenue Service has over-
looked a bug in its program. It is precise-
ly this kind of detail that a programmer
must keep in mind when he is writing
and “debugging” a computer program.
The difficulty of the task is compounded
when it comes to the fine details of writ-
ing and debugging a microprogram.

To see how decisions are made and
macroinstructions are executed by a
computer one must look deeper into the
operation of the central processing unit.
The processor consists of two major
parts: the control system, which makes
the decisions and issues the resulting
commands to the rest of the hardware,
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NONMICROPROGRAMMED MICROPROCESSOR is distinguished by its highly irregu-
lar, hard-wired control section, which occupies the large area at the right in this photograph.
The two smaller and more regular areas at the left correspond to the REG and ALU subsec-
tions in the illustration on the preceding page. The irregularity of such a hard-wired control
system makes it difficult to design and modify. At the time this chip was made (about five years
ago) the designers thought that microprogramming would have required a much larger chip.
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and the arithmetic and logic unit, or
data path, where calculations are actual-
ly carried out. At the heart of the arith-
metic and logic unit is an adder, and in
principle all the arithmetic functions
can be reduced to repetitive addition
steps. Each part of the processor has
its own array of short-term memory de-
vices, called registers.

The organization of the computer
at this level resembles plumbing. The
wires connecting the hardware devices
can be thought of as pipes channeling
the flow of information. The control sys-
tem directs the flow by sending an “on”
or an “off ” signal to open or close each
of a large number of valvelike electronic
devices called gates [see top illustration
on page 54]. Because the gates must be
opened and closed at the right moment
to get the information to the right place,
the control signals must be precisely
timed. The rhythm of the entire proces-
sor is therefore synchronized to an inter-
nal clock. Each macroinstruction corre-
sponds to a sequence of clock cycles,
with each clock cycle marking a single
transfer of information along the data
path. The function of the control system
is to supply the control signals during
the right clock cycles.

In a hard-wired control system a net-
work of electronic logic must be devised
to recognize each macroinstruction in
the computer’s repertory. The macroin-
struction itself is a pattern of binary dig-
its, embodied in a pattern of signals sent
to the processor. The control system
must somehow transform this pattern
into the quite different set of signals
needed to open and close various gates
in the data path. Furthermore, the sig-
nals issued by the control system must
be timed to coincide with the appropri-
ate clock cycles. Each macroinstruc-
tion must give rise to a different se-
quence of control signals, and so the
system becomes more complex as the
number of macroinstructions increases.
Changes can be made and bugs can be
eliminated only by rewiring.

In the early days of the computer the
design of the control hardware was a
major problem. In comparison the task
of designing the other components of
the hardware was fairly easy. A tele-
typewriter could serve as an input-and-
output device, and the repetitiveness of
the memory structures and of the circuit
elements in the data path simplified their
design and corstruction. The hardware
needed to count clock cycles and to issue
control signals at the appropriate times
made the control system quite irregular,
and that in turn made the job of design-
ing this part of the central processor
much harder.

In 1949 Maurice V. Wilkes of the
University of Cambridge set out to find
a better way to organize the control
function. After two years of study he
concluded that the best approach is to
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Balance. Subtract line 49 from line 40 and enter difference (but not less than zero) . p | 50 | |
Other 51 Self-employment tax (attach Schedule SE) . . . . . . ii |
Taxes 52 Minimum tax (attach Form 4625) . . . . . . . .. . ... ... 52 | 0|
53 Alternative minimum tax (attach Form 6251) . . . . . . . .. .. ... .. .. ... 53 |
I(\'g:::iie“g 54 Tax from recapture of investment credit (attach Form 4255) . 54 - I
EIC 55 Social security (FICA) tax on tip income not reported to employer (attach Form 4137) 55
Eeyments) 56 Uncollected employee FICA and RRTA tax on tips (from Form W=2) . . . . . . . .. 56
SEERadiontantIRAF(attachy Form| 5329) v alel e atis, o o acle] o9 s-atalal & e s ohih0s a aies A = =
58 Advance earned income credit (EIC) paymer\ts recewed cr:om Form w 2) i, . | 58
06 59 Total tax. Add lines 50 through 58 T W |59 i
Payments 60 Total Ffederal income tax withheld . i by B0 60 a 7
61 1982 estimated tax payments and amount applied from 1981 return . | 61
atiach 62 Earned income credit. If line 33 is under $10,000, see
Forms W-2,
W-2G, and page 15 of Instructions . . . .. ... ... ...... 62 o
‘tli_fernt 63 Amount paid with Form 4868 . . . . . ... ... ... 63 |
’ 64 Excess FICA and RRTA tax withheld (two or more employers) . 54; -
65 Credit for Federal tax on special fuels and oils (attach
EormA 13 6) M RS e s by e L 65
66 Regulated Investment Company credit (attach Form 2439) | 66
57 Totall AcH- lines B0 ThrotEh BB, . . . . v v vieis o o miv 6 o 0 03 o o6 4 o v o
Refund or 68 If line 67 is larger than line 59, enter amount OVERPAID . . . . . . . . . . . .. )
Amount 69 Amount of line 68 to be REFUNDEDTOYOU . . . . . . . ... . ......... il [
You Owe 70 Amount of line 68 to be applied to your 1983 estimated tax . . . p» |70 |
71 If line 59 is larger than line 67, enter AMOUNT YOU OWE. Attach check or money order for full amount
payable to Internal Revenue Service. Write your social security number and “1982 Form 1040" on it. p»
(Check p [] if Form 2210 (2210F) is attached. See page 16 of Instructions.) p» $

FAMILIAR FORM serves as an example of a sequence of opera-
tions that can be done by a computer program. The illustration re-

produces the last 22 lines of Form 1040, the U.S. Individual Income
Tax Return for 1982, prepared by the Internal Revenue Service.

L ADDRESSES | INSTRUCTIONS COMMENTS
L59 = L50 + L51 + L52 + L53 + L54 + L55 J
+L56 + L57 + L58 1 LOAD L50, A A =150
L o 2 ADD L51, A A =150 + L51
—— ) 3 ADD L52, A A =150+ L51 + L52
l L67 =L60 + L61 + L62 + L63 + L64 + L65 l 4 ADD L53. A A =150 +L51 +L52 + L53
=A%) 5 ADD L54, A A =150 + L51 + L52 + L53 + L54
L 6 ADD L55, A A =150 +L51 +L52 + L53 + L54 + L55
e 7 ADD L56, A A =150 +L51 +L52 + L53 + L54 + L55 + L56
TRUE ~ 8 ADD L57, A A =150 +L51 + L52 + L53 + L54 + L55 + L56 + L57
LT <L59 > 9 ADD L58, A A =150+ L51 + L52 + L53 + L54 + L55 + L56 + L57 + L58
~ 10 STORE A, L59 L59 = L50 + L51 + L52 + L53 + L54 + L55 + L56 + L57 + L58
IFALSE 1 LOAD L60, A A =160
h 12 ADD L61, A A =160 + L61
l L68 = L67 —Lﬁu 13 ADD L62, A A =160+ L61 + L62
: - . 14 ADD L63, A A =160 +L61 +L62 + L63
r 15 ADD L64, A A =160+ L61 +L62 + L63 + L64
Rk 16 ADD L65, A A =160+ L61 +L62 +L63 + L64 + L65
STOP 17 ADD L66, A A =160 + L61 +L62 + L63 + L64 + L65 + L66
18 STORE A, L67 L67 = L60 + L61 + L62 + L63 + L64 + L65 + L66
19 JUMPIF A<L59,23| GO TO ADDRESS 23 IF A < L59 (SAME AS L67 < L59)
20 SUB A, L59 (L67 = L59) THEREFORE L67 — L59
I R :L59—L67J 21 STORE A, L68 L68 = L67 — L59
— — 22 STOP FINISHED
l 23 LOAD L59, A (L67 < L59) THEREFORE L59 — L67
24 SUB L67, A A =159 - L67
STOP 25 STORE A, L71 L71 = A (= L59 — L67)
26 STOP FINISHED

FLOW CHART serves as a kind of blueprint
of the sequence of operations needed to com-
plete the last 22 lines of the income-tax form.
The amount entered on each line of the form
is stored at a specific address in the comput-
er’s memory; in this case the addresses of the
numbers are designated L50, L51, L52 and
so on. The diamond-shaped box is computer

programmer’s symbol for a “decision” step.

PROGRAM OF MACROINSTRUCTIONS for completing the income-tax form follows the
flow chart. Each macroinstruction is itself stored at a memory address (first column at lef?).
The numbers at addresses L50, L51, L52 and so on are added successively to an “accumulator’”
address designated A. Steps 1 through 10 correspond to the topmost box in the flow chart and
and steps 11 through 18 correspond to the second box from the top. The conditional-jump
macroinstruction at step 19 (“Jumpir 4 < L59, 23”) is equivalent to the diamond-shaped deci-
sion box. Steps 20 and 21 correspond to the box on the “False” path of the flow chart and steps
23, 24 and 25 correspond to the box on the “True” path. The comments at right are notes to
ind the programmer of what is going on; they do not affect the execution of the program.
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IDEALIZED CENTRAL PROCESSOR relies on 16 control wires (colored lines) to guide the
electrical signals representing information through a simplified data path (black lines). In this
case the arithmetic and logic unit has only one special-purpose device: an adder, which re-
ceives numbers from two input wires, adds or subtracts them in accordance with commands
received over control wires 3 through 6 and sends the result through an output wire. The rectan-
gular shapes are registers, short-term memory components that can hold one word of informa-
tion at a time. The triangular shapes are gates, devices that pass the information along when
the associated control wire is on and block the information when the control wire is off. In a
nonmicroprogrammed processor each of the commands listed in the control section is defined
by specific control hardware. In the microprogrammed version of the same processor each
command is stored as a separate microinstruction in the microprogram memory. A sample mi-
croprogram for this simplified processor is given in the top illustration on the opposite page.

SIGN OF C
JUMPIF C <0 N
Y | yt!
ADDRESS OF Vv V/ /
MICROINSTRUCTION AGBER /
= =l e \ /
T \'\ — i

] r 1
l

ADDITIONAL HARDWARE IS NEEDED to enable the microprogrammed version of the
simplified processor depicted at the top of the page to make decisions of the conditional-jump
type. Register F holds the address in microprogram memory of the microinstruction currently
in control of the data path. The function of the extra adder is to add one (“+1”) to the address
of the current microinstruction, thereby transmitting the address of the next sequential micro-
instruction in the microprogram. The adder also feeds information from the data path back
into the control system. The sign of the number in register C goes through a gate controlled by
wire /7 into the third input of the adder. When this wire is off, the microinstruction at F + 1,
the next sequential address, is executed (since 0 + F + 1 is equivalent to F + 1). The adder adds
either 0 + F+ 1 or 1 + F+ 1 depending on whether number in register C is respectively pos-
itive or negative. Thus with the aid of control wire /7 the microprogrammer can conditional-
ly jump over a microinstruction, depending on the sign of the number in C. The microprogram
for the conditional-jump operation is given in the bottom illustration on the opposite page.
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think of the control system as a matrix,
or rectangular grid, with each row of
squares corresponding to a clock cycle
and each column associated with a con-
trol wire. For example, the simplified
processor shown in the top illustration
at the left has 16 control wires, and so
the control matrix corresponding to it is
16 squares wide. Choosing a sequence
of operations then becomes a simple
matter of putting a suitable combination
of binary symbols in the squares: for
each control wire that must be on during
a particular clock cycle write a 1 in the
corresponding square, and for each con-
trol wire that must be off write a 0.

The hardware equivalent of the con-
trol matrix is a simple, repetitive memo-
ry structure. The content of each cell in
a row determines the state of the corre-
sponding control line for the duration
of one clock cycle. The pattern of dig-
its that constitutes a macroinstruction
serves merely to select the appropriate
row (or sequence of rows) in the control
memory. In other words, the macroin-
struction becomes an address designat-
ing the row. Designing a control system
then becomes more a matter of software
than of hardware; the complexity lies
in choosing the right pattern of 1’s and
0’s to store in the memory rather than
in specifying the right combination of
hard-wired circuits to generate the con-
trol signals.

Wilkes recognized the similarities be-
tween his approach and convention-
al programming, and so he borrowed
terms from programming to describe his
ideas, in each case adding the prefix “mi-
cro-” to indicate the elementary nature
of the control function. Hence “micro-
programming” and its family of related
terms. In particular Wilkes named each
row of squares in the control matrix
a microinstruction, and each sequence
of rows that executes a single macro-
instruction he called a microprogram.
The memory structure designed to hold
the microprogram is called the micro-
program memory. The concept of mi-
croprogramming made it easier to un-
derstand the control function and, by
replacing the complex control circui-
try with a repetitive array of memory
cells, made it easier to build the hard-
ware. Most important, it gave the com-
puter a new flexibility: the control sys-
tem could now be changed without re-
designing the hardware.

Consider a sample microprogram for
the simplified processor discussed
above [see top illustration on opposite
page]. Suppose the operation controlled
by the microprogram is to subtract the
number stored in memory register B
from the one in the accumulator register
A and then to store the result in 4. By
examining the data path in the hardware
diagram one can see that the device
labeled “adder” is capable not only of
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SAMPLE MICROPROGRAM for a single macroinstruction that
can be executed by the simplified processor shown in the top illustra-
tion on the opposite page c ts of a seq e of rows in a control
matrix, or rectangular grid, in which each row corresponds to a mi-
croinstruction and each column is associated with a control wire. For
each control wire that must be on during a particular clock cycle a 1

is written in the corresponding square and for each control wire that
must be off a 0 is written. (Here “on” is also signified by color and
“off” by white.) The operation controlled by the microprogram is to
subtract the number stored in memory register B from the one in the

accumulator register 4 and then store the result in 4. As in the case

of macroinstructions, the comments at the right are just reminders.

CONTROL WIRES

COMMENTS

MICRO-

0 LOAD A - B INC; GO TO 2

IFC<0GOTO 4

INSTRUCTIONS

3

LOAD D IN E; GO TO 4

4

I
|
|

DECISION-MAKING MICROPROGRAM utilizes the augment-
ed control hardware shown in the bottom illustration on the opposite
page. The operation controlled by the microprogram is to load the
number in register D into register E if A4 is greater than or equal to B.

adding the two numbers but also of sub-
tracting either one from the other. Be-
fore the result can be put back in 4, how-
ever, it must be held temporarily in reg-
ister C; hence register C must be loaded
and then unloaded into the data path
that leads back to A. The subtraction
operation calls for two microinstruc-
tions. The first microinstruction tells the
adder to subtract the number in B from
the one in A4 and to put the result into C;
accordingly control wires 4 (“4— B")
and 7 (“LoaD C") are turned on. The
next microinstruction moves the infor-
mation from C into 4 by opening a gate
in the wire from C in order to pass the
information along to A4, hence control
wires 13 (“SELECT C ") and 2 (“LoAD A")
are turned on.

Now consider a somewhat more com-
plicated microprogram for the same
processor. The second microprogram
calls for a decision-making process simi-
lar to the conditional jump in the in-
come-tax program. The decision comes
down to a choice between two microin-
structions. For this purpose one more
square must be added to the micro-
instructions and one more control wire

CONTINUE

must be added to the processor. The
augmented control hardware is shown
in the bottom illustration on the oppo-
site page and the revised microprogram
in the bottom illustration on this page.
The operation controlled by the sec-
ond microprogram is to load the num-
ber in register D into register E if 4
is greater than or equal to B. First B
is subtracted from A and the result is
stored in C. If the number in C is nega-
tive, it follows that A is less than B and
so the decision is to jump over the next
microinstruction and resume the micro-
program at microinstruction 4. If the
result of the subtraction is a positive
number or zero, on the other hand, 4
is greater than or equal to B, and the
microprogram proceeds to the next se-
quential microinstruction, which loads
E from D. A square is added to the mi-
croinstructions to give the command to
jump to microinstruction 4 if C is nega-
tive, and a corresponding control wire
is added to the processor’s hardware.
A macroinstruction is said to be “in-
terpreted” by the microcode to yield the
control signals that actually manipulate
the flow of information in the data path.
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The conditional jump calls for an additional square to give the com-
mand to jump to microinstruction 4 if the number in register C is nega-
tive (column 17). Thus the conditional-jump macroinstruction comes
down to a choice between microinstruction 3 and microinstruction 4.

Thus the sequence of microinstruc-
tions in the second example above is the
microcode interpretation of the condi-
tional-jump macroinstruction written as
“JUMPIF” at step 19 of the income-tax
program. The microprogram deals with
the simple arithmetic test presented by
the programmer by directing the hard-
ware to test the number in the C regis-
ter to see if it is negative, and if it is,
to execute the appropriate conditional-
jump microinstruction. For the hard-
ware to perform such a test it must feed
information from the data path back
into the control system. The hardware
needed to determine whether the num-
ber in Cis negative is simply a wire from
C that represents the sign of the number
in that register: the wire is off (0) when
the sign is positive (implying that C is
greater than or equal to zero), and it is
on (1) when the sign is negative (imply-
ing that C is less than zero).

he substitution of simple, repeti-
tive memory structures for complex
hard-wired control circuits yields two
main advantages: it makes it easier to
understand and build the control sys-
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tem, and it makes it easier to modify
the system. One can correct a mistake
in a microprogrammed control system
simply by changing the contents of the
memory. For example, suppose one de-
cides to change the preceding micropro-
gram from one that loads E from D if A
is less than B to one that loads E from D
if Bisless than 4. The first microinstruc-
tion in the original microprogram loads
C with the result of 4 — B. If one turns
off control wire 4 and turns on control
wire 5, however, then the microinstruc-
tion would load C with the result of
B — A. In either case the next microin-
struction determines whether the num-
ber in C is less than zero and jumps if it
is. Hence one can correct the operation
by changing only two control wires in
one microinstruction. With a nonmicro-
programmed control system one would
have to change the structure of the hard-
ware to make the same correction.

Besides reducing the cost of correct-
ing the control system the introduction
of microprogramming makes it possible
to change the control system complete-
ly by changing the total contents of the
microprogram memory. Thus a single
hardware system can be made to serve
many different functions.

The advantages of microcode were

MAXIMALLY ENCODED CONTROL WIRES
CONTROL SYSTEM TO DECODERS

LOAD
LoAD |2
LOAD

w

ADDER| * !
ADDER

(5]

TO MEMORY
TO OUTPUT 1

SELECT

JUMP

DECODERS

apparent almost from the beginning.
Wilkes’s idea, however, was somewhat
ahead of the hardware technology. Mi-
croprogramming calls for fast and in-
expensive memory structures, and they
were not available in the 1950’s. Fur-
thermore, it was generally thought at
the time that any computer designed
to take advantage of this ingenious
approach would be slower than a ma-
chine with a hard-wired control sys-
tem. As a result microprogramming re-
mained little more than an intellectual
curiosity for more than a decade.

It was not until the early 1960’s that
microprogramming emerged into the
limelight, largely as the outcome of a
major business decision by the Interna-
tional Business Machines Corporation.
In the late 1950’s IBM had in effect be-
come many small companies, each one
marketing its own type of computer.
The computers differed not only in size,
speed and price but also in the set of
macroinstructions provided to operate
them. Because of the differences in mac-
roinstruction sets, programs devised for
one type of IBM computer could not be
run on another IBM computer. Obvi-
ously it would have been much easier to
sell computers that operated with stan-
dardized software and that differed only

CONTROL WIRES
TO DATA PATH

000 1 LOAD B
001 2 LOAD A
7 LOADC
11 LOAD D
12 LOAD E
15 TO MEMORY
16 TO OUTPUT

010
011
100
101
110

1> A+E
01|+ A-B
wol5 B-A
11|68 A
5618 SELECT ADDER
o1|9 SELECT INPUT
10|10 SELECT MEMORY

13 SELECT C
14 SELECT D
17 JUMPIFC <0

NUMBER OF CONTROL WIRES can be reduced by further encoding the control signals
and introducing suitable decoding devices. In general this approach involves finding two wires
that are rarely both on for the same microinstruction and eliminating one of them, making
the other serve a dual function. This schematic hardware diagram depicts a maximally encod-
ed version of the processor shown in the two illustrations on page 54. The control wires to the
data path have been rearranged to emphasize the wires that have been encoded together in the
new control system. The additional encoding generally results in a control system that is slower
than a minimally encoded one (in other words, one in which each microprogram square is
matched by one control wire), because fewer operations can proceed simultaneously and be-
cause the control signals must pass through the decoders. In addition the resulting micropro-
gram tends to have a larger number of microinstructions. Because each microinstruction has
fewer binary digits, however, the cost of microprogram memory can be significantly reduced.
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in size, speed and price. The problem
was to convince the managers of the
subsidiary “companies” that it was pos-
sible for both the designers of the fast-
est computers and the designers of the
cheapest computers to build efficient
machines that relied on the same set of
macroinstructions.

As it happened, the managers of the
subsidiaries agreed to the innovative
concept of a family of software-compat-
ible computers only because they were
persuaded that microprogramming
made such a plan feasible. If one could
microprogram the same hardware to
execute different sets of macroinstruc-
tions, it was reasoned, then one should
be able to microprogram different com-
puters to execute the same macroin-
struction set. The perceived marketing
advantages of the family concept were
so great that IBM made a major invest-
ment in the development of memory
technologies that could lead to fast and
inexpensive microprogram memories.
Finally, in 1964 IBM announced a fami-
ly of seven software-compatible com-
puter models that varied in speed by a
factor of 300 and in cost by a factor
of 100.

Almost as an afterthought it was de-
cided at IBM that microprogramming
could help with the difficult task of mak-
ing the programs for the old computers
compatible with the new ones. Accord-
ingly several models in the new IBM
family ended up with two micropro-
grams: one for the new, improved set of
macroinstructions and another for the
old macroinstruction set. This approach
enabled customers to run their old pro-
grams without modification on the new
hardware. The method proved so popu-
lar that for the first few years it was diffi-
cult to say whether the new IBM ma-
chines were spending more time running
the microprogram for the new macroin-
structions or the microprogram that em-
ulated the old ones.

Most major computer manufacturers
soon followed the lead of IBM in
relying on microcode to produce a fam-
ily of software-compatible machines
that vary over a wide range of speeds
and prices. The main difficulty encoun-
tered along the way was in duplicating
the expensive memory technology in-
vented by the engineers at IBM. Rapid
progress in microelectronic technology
eventually solved the problem. Every
year for more than a decade the semi-
conductor industry was able to double
the amount of information that could be
stored on a single memory chip. This
technology solidified the position of mi-
croprogramming as the control method
of choice through the 1970’s. The excep-
tions were ‘“supercomputers,” the fast-
est and most expensive processors. In
that case special-purpose control is still
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preferred for its greater speed, even
though it is harder to build.

When microprocessors began to ap-
pear on the scene a decade or so ago, the
question naturally arose of how to de-
sign their control systems. Repeating
history, the first microprocessors were
built with nonmicroprogrammed con-
trol systems. As the technology has ma-
tured, however, the advantages of mi-
croprogramming have persuaded most
microcomputer designers to choose mi-
crocode.

In the meantime one kind of micro-
programming has evolved away from
the simple matrix concept in which each
square is matched to an individual con-
trol wire. The improvements have come
mainly from the effort to reduce the cost
of the microprogram memory. In the ex-
ecution of any single microinstruction it
is generally the case that only a few
components of the hardware are active;
the control wires leading to all the other
elements are off. As a result a micropro-
gram tends to have islands of 1’s scat-
tered in a sea of 0’s. If the same end
could be achieved with less memory
(that is, with fewer 0’s), the result would
be a less expensive memory. The solu-
tion is to supply the same information to
the data path by further encoding the
control signals. In general the additional
encoding step involves finding two wires
that are rarely both on for the same mi-
croinstruction and eliminating one of
them, making the other serve a dual
function. This approach tends to result
in a larger number of microinstructions,
but each microinstruction has fewer bi-
nary digits. A maximally encoded set
of microinstructions is said to be “ver-
tical,” because the resulting micropro-
grams are usually tall and narrow. A
minimally encoded set of microinstruc-
tions is said to be “horizontal,” because
the resulting microprograms are usually
short and wide. Minimally encoded mi-
croinstructions generally lead to faster
computers, since more operations can
be done simultaneously.

The growing importance of micropro-
gramming has also stimulated interest in
finding ways to enable computer users
to write their own microcode. The po-
tential advantages of transforming the
computer from a general-purpose prob-
lem solver to one specifically tailored to
a given application has made user mi-
croprogramming an attractive option.
So far the best results obtained by users
who have written their programs in mi-
crocode have shown an improvement in
speed by as much as a factor of 10. In
practice the gain in speed depends on the
particular data path of the micropro-
grammed computer and on the applica-
tion; in some cases the speed advantage
is much less, and occasionally it may
even disappear.

In most microprogrammed comput-
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CONTROL WIRES
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LOADA -BINC; GO TO 2

IFC<0GOTO4
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LOADD INE; GO TO 4

CONTINUE

MAXIMALLY ENCODED MICROPROGRAM for the control system on the opposite
page is said to be “vertical,” because it usually has a larger number of shorter microinstructions,
thereby making it taller and narrower than the corresponding “horizontal” microprogram. In
this case the encoding was done in such a way as to require no additional microinstructions.

ers the microinstructions are stored in a
form of read-only memory, whose con-
tents are determined when the memory
array is manufactured. Another kind of
microprogrammed computer is capable
of changing the contents of its micro-
program memory in as little as a few
thousandths of a second, while the com-
puter is in operation. Such a machine is
said to have a writable control store.
The key to this approach is to have
many different microcoded applications
available to be loaded only when nec-
essary. Endowing a computer with a
writable control store is a way of re-
moving the hardware barrier from user
microprogramming.

In spite of these efforts microprogram-
ming has remained so difficult that
few users have taken full advantage of
its potential. Therefore some investiga-
tors have attacked the problem of mak-
ing it easier to write microcode. In many
ways the situation is similar to one that
arose earlier in the history of computer
programming. Then the problem was
the difficulty of arranging thousands of
macroinstructions into a program that
would operate without fail. This prob-
lem inspired programmers to write spe-
cial programs to help write the applica-
tion programs. The special programs
translate high-level computer languages
into the simpler macroinstructions a
computer can execute. The high-level
languages such as Basic and Pascal are
easier to understand and use, thereby
making the task of programming less
difficult, albeit at some sacrifice in the
speed of the program.

For the past few years workers in
microprogramming have been trying to
create analogous translation programs
for microcode. The problem is harder in
this case because there are many more
potential microinstructions than there
are ordinary macroinstructions. A mi-
croprogrammed processor might have
50 control wires; since each wire can
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have one of two states (on or off), the
total number of possible microinstruc-
tions would be 250, or approximately
1015. Moreover, since the speed of the
microprogram determines the speed of
the computer, the demand for efficiency
is much higher. The result has been the
invention of high-level microprogram-
ming languages aimed at balancing ease
of microprogramming with efficiency.
Recent developments have been encour-
aging, but general acceptance among
the practitoners of microprogramming
is still several years away.

Meanwhile investigators at the IBM
Thomas J. Watson Research Center and
my colleagues and I in the department
of electrical engineering and computer
science of the University of California
at Berkeley have taken a different ap-
proach. We start by discarding the con-
ventional macroinstruction set. We then
write new programs that translate the
standard high-level programming lan-
guages directly into microcode. Ma-
chines based on this principle are known
generically as reduced-instruction-set
computers, or RIsC’s. To test our ideas
our group at Berkeley has designed our
own microprocessor, which we call risc
I. In addition we have simplified the
translation step by maximally encoding
the microinstructions to achieve a high-
ly vertical type of microprogram. In ef-
fect, all programs then become micro-
programs.

Recent tests by our group and by the
workers at IBM have shown that a re-
duced-instruction-set computer would
be from three to five times as fast as
a conventional complex-instruction-set
computer for many applications. Work-
ers at Stanford University and at several
industrial laboratories have begun proj-
ects to investigate this approach. If the
preliminary findings are substantiated, a
simpler type of computer might emerge,
representing an unexpected advance in
the continuing exploitation of the prin-
ciple of microprogramming.
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