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I. INTRODUCTION 

1. I have been retained on behalf of Viant Technology LLC. and 

LiveIntent, Inc (“Petitioners”) to offer technical opinions related to 8,959,146 (“the 

’146 Patent”) (VLI-1001). I understand that Petitioners are requesting that the 

Patent Trial and Appeal Board (“PTAB” or “Board”) to institute an inter partes 

review (“IPR”) proceeding of the ’146 Patent.   I have been asked to provide my 

independent analysis of the ’146 Patent based on the prior art publications cited in 

this declaration, and my own knowledge, education, experience, and expertise in 

the relevant fields. 

II. QUALIFICATIONS AND BACKGROUND INFORMATION 

2. My qualifications are summarized here and explained in more detail 

in my curriculum vitae, which is attached as Appendix A to this report.  

3. I am currently employed as a Professor of Computer Science at 

Harvard University. Specifically, I am the Thomas J. Watson, Sr. Professor of 

Computer Science in the School of Engineering and Applied Sciences. I joined the 

faculty of Harvard as an Assistant Professor in January 1999. I was promoted to 

Associate Professor in 2002 and to Professor in 2005. In 2010, I began a three-year 

term as Area Dean, which is essentially equivalent to what other schools call 

Department Chair of Computer Science, and held that position through June 2013. 
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I also served as the Area Co-Chair for Computer Science from July 1, 2018, to 

June 30, 2019. My work address is 150 Western Ave, Allston, MA 02134. 

4. I received my undergraduate degree in Mathematics and Computer 

Science from Harvard College in 1991. I received a Certificate of Advanced Study 

in Mathematics from Cambridge University in 1992. I received a Ph.D. in 

Computer Science from the University of California at Berkeley in 1996. From 

August 1996 to January 1999, I was employed as a Research Scientist at Digital 

Systems Research Center. 

5. I have published over 250 research papers in computer science 

conferences and journals. My general area of research includes algorithms and data 

structures, as well as the analysis of probabilistic processes. I am listed as an 

inventor or co-inventor on 19 issued patents and am the co-author of a textbook, 

entitled Probability and Computing: Randomized Algorithms and Probabilistic 

Analysis, published by Cambridge University Press. I am a Fellow of the Institute 

of Electrical and Electronics Engineers (IEEE) and a Fellow of the Association for 

Computing Machinery (ACM). In addition, I have consulted for several companies 

while I have been a professor, such as Microsoft, Mitsubishi, Akamai, ITA 

software, Fluent Mobile, Adverplex, and e-Harmony. 

6. I teach courses on various computer science topics to undergraduate 

and graduate students at Harvard. Among other topics, I have regularly taught a 
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class on algorithms and data structures for information, networking, and 

communication to Harvard undergraduate and graduate students.  

7. I have both done research in the area of electronic commerce, as well 

as worked for companies related to electronic commerce. For example, I have 

written papers regarding how the use of Groupon can affect ratings (such as Yelp 

ratings) for businesses, on the issue of information asymmetry in pay-per-bid 

auction sites, and on algorithms for finding statistically significant frequent item 

sets. Also, as examples, I have served on the scientific advisory board for e-

harmony (a dating service with millions of users), and worked at companies such 

as Google, ITA software (which was bought by Google and serves as the basis for 

Google flights) and Adverplex/Cogolabs (which works in the space of web and 

Internet advertising). 

8. Much of my work involves issues relating to networking and 

communications. I regularly serve on program committees for conferences in 

networking, algorithms, and communication. For example, I have served on the 

program committee multiple times for the SIGCOMM conference, which is 

described on the conference homepage as follows: “SIGCOMM is the flagship 

annual conference of the ACM Special Interest Group on Data Communication 

(SIGCOMM) on the applications, technologies, architectures, and protocols for 

computer communication.” https://sigcomm.org/events/sigcomm-conference. 
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Similarly, I have served several times on the Program Committee for NSDI, the 

USENIX Symposium on Networked Systems Design and Implementation. I have 

written papers on networking that have been published in the IEEE/ACM 

Transactions on Computer Networking, the SIGCOMM conference, the 

INFOCOM conference, and other major venues for networking research. My 

graduate course entitled “Algorithms at the end of the wire” covers many subjects 

at the intersection of networking and algorithms. 

III. TECHNOLOGY OVERVIEW 

9. In this section I provide a broad overview of the relevant technology 

and state of the technical community before the priority date of the ’146 Patent.  

This description is not intended to be exhaustive, but to provide sufficient 

background to support and contextualize my analysis below.    

 Targeted Advertising 

10. The ’146 Patent is directed to profile-based behavioral targeting 

advertisement placement methods.  VLI-1001, 1:21-24.  Such targeting advertising 

was well-known as of the Critical Date.1   

11. The ’146 Patent itself acknowledges that such systems existed.  For 

example, the ’146 Patent states that “DoubleClick's ‘Boomerang’ is a service for 

 

1 I define “Critical Date” in §VII. 
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advertisers that places a cookie on computers of visitors to an advertiser's site for 

the purpose of finding those visitors on other sites where DoubleClick is the ad 

server (‘ad’ is short for advertisement),” and “[w]hen the same visitors are found 

on those other sites, additional advertiser's ads are served to them by the 

DoubleClick ad sever or by the advertiser's ad server following a redirect from the 

DoubleClick ad server.”  VLI-1001, 1:29-36; see also VLI-1026 (describing the 

use of cookies to track users). 

12. Additionally, Roth describes techniques for “providing advertisements 

from a central server to viewers who access web sites.”  VLI-1024, Abstract. When 

“a viewer has accessed a web page which has an HTML reference to the 

advertising server,” Roth terms that a “view-op,” which is an opportunity for an 

advertiser to display an advertisement to the viewer.  VLI-1024, [0008]-[0009].  To 

respond to view-ops, advertisers are represented by “bidding agents.”  VLI-1024, 

[0024].  Bidding agents receive from advertisers “one or more ‘proposed bids’ 

which specify “how much the advertiser is willing to pay for displaying a 

particular advertisement in response to a view-op with certain characteristics,” e.g., 

“to a viewer who has a particular set of characteristics and (b) on a web site and 

web page that meets a particular set of criteria.”  VLI-1024, [0009].  

13. As a further example, Wilson notes that: 
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Targeted marketing has long been known as an effective 

method for reaching consumers. When the consumer receives 

only relevant content (advertisements, etc.) from a provider, the 

consumer is more likely to patronize the particular provider, 

make purchases, and provide additional personal information 

that may assist in refining the provider's “view” of the 

consumer. As such, targeted marketing can lead to a more 

focused and robust interaction with the consumer. This, 

correspondingly, can lead to a more rewarding interaction for 

the provider by generating increased revenue. 

 

In order to effectively target a consumer, it may be desirable for 

marketing systems to react to consumer information received 

from a variety of online and offline sources. These sources may 

include databases and servers, as well as multiple web 

properties within a network of affiliated websites. Moreover, 

the consumer information may be collected from a variety of 

sources in diverse formats. It may also be desirable for 

marketing systems to interact with the systems that actually 

deliver the content to the user. In short, an effective marketing 

system may appreciate the characteristics and preferences of a 

specific user regardless of the number or type of channels 

through which contact with the user is made.   

VLI-1025, [0005]-[0006]. 

14. Wilson’s solution “accommodates the delivery of content such as 

advertisements to audience members,” and “may involve receiving profile data for 
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audience members corresponding to a network of audience member information 

collection domains.”  VLI-1025, [0012]. 

15. Because of the massive volume of page views, advertising systems 

were (and are) designed to operate at high-volume.  For example, Roth explains 

that in its targeted advertising system, its bidding agents “evaluate proposed bids in 

microseconds, that is, in real time.”  VLI-1024, [0034].   Roth further explains that 

“The rate at which ‘hits’ on web pages occur (i.e. the rate at which viewers access 

web pages that have HTML reference to server system 16) can be in the order of 

thousands per second,” and “[t]hus, the evaluation of proposed bids is performed 

very quickly in real time.”  Id.  A POSITA2 would have recognized that such real-

time operation was necessary in advertising systems, and that such real-time 

operation would be done with computers, computer systems, browsers, etc. 

 Server Operating Models 

16. Server operation can be analyzed across numerous axes, including 

ownership of the server (owned or rented), the location of a server (“on premises” 

or hosted by a third-party), and control of the the server configuration, indicating 

the party directing operation of the server, regardless of where it is located and 

who owns it.  I address each of these factors briefly below. 

 

2 I define a person of ordinary skill in the art, “POSITA,” in §VII. 
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17. Perhaps the least technically important factor is actual ownership of 

the servers.  Even in the early days of enterprise computing, IBM mainframe 

servers were both purchased and rented, depending on business considerations, and 

operation of the server did not meaningfully change.  

18. The physical location of servers is also largely irrelevant, except to the 

extent that network delays impact operation, which was uncommon as of the 

Critical Date.  Some companies host servers in their own data centers (sometimes 

called “on premises” or “on prem”), and some companies place their servers in 

third-party data centers.  For example, during the so-called “Internet Bubble” in the 

late 1990s, Exodus Communication operated numerous data centers that hosted 

servers before going bankrupt in 2001.   Some companies deploy servers both in 

their own on-prem data centers (often for sensitive data) and in third-party data 

centers (e.g., for customer-facing applications). 

19. One advantage of the hosted model is that it can be used to address 

inefficiency in resource use.  By the Critical Date, the industry had realized that, at 

times of low demand for compute resources, server capacity would remain idle – 

that is, wasted.  Such waste was inherent since a company needed to retain 

sufficient capacity to handle the largest anticipated resource demand, knowing that 

at most times, demand would be lower.  Further, if demand exceeded projections, a 
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company’s compute capacity could be exceeded, meaning that compute demand 

would be unmet, or met at intolerably low quality. 

20. The industry realized that (at least in some cases) computing resources 

should behave like a utility, adjusting seamlessly to demand.  In this model, a 

company “rented” server capacity from third-party providers, and those providers 

were responsible for ensuring that sufficient capacity existed for all of their clients.  

Such a model was called “utility computing” (since a company treats server 

capacity similarly to how it treats other utilities, like electricity and water) and “on 

demand” (since the server capacity is allocated as needed – that is, on demand), 

and is now called “cloud computing,” although that term was less prevalent (if it 

existed at all) as of the Critical Date. 

21. As one example, in 2001, Abrams described a particular utility model, 

and further explained that content delivery, storage and bandwidth were known 

parts of an on-demand infrastructure.  Abrams writes: 

There is a trend of emerging computing infrastructure aimed at 

on-demand services, particularly for Internet or other 

distributed networked computing services. There are basically 

three categories of on-demand services that are currently 

available. The first is content delivery, the second is storage, 

and the third is bandwidth. These services are provided as 

needed or on-demand, based on a user's needs at any given 

time. For example, if a first data provider needs greater storage 
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space, an on-demand storage provider simply allocates a greater 

amount of storage memory to that user, and the first data 

provider is charged based on the amount of memory space used. 

If the first data provider no longer needs that amount of 

memory and deletes information, the on-demand storage 

provider is then able to re-allocate that memory space to an 

alternative data provider and the first data provider is charged 

less because of the reduced storage use. 

VLI-1027, [0009]. 

 Abrams then explains that “[a]nother problem faced by application or website 

providers is the continued need for resource capacity to provide adequate service to 

their users.”  VLI-1027, [0011].  Abrams then describes a system that “provides 

on-demand, scalable computational resources to application providers over a 

distributed network and system.”  VLI-1027, [0019], generally.   Thus, Abrams 

describes a system that provides on-demand (or “utility”) computation.   Of course, 

Abrams was not alone in describing this concept.  For example, Rappa described 

the “utility business model and the future of computing services.”  VLI-1028, 

generally.  Herness described the WebSphere platform as “a foundation for on 

demand computing.”  VLI-1029, generally.  

22. While utility (or cloud) computing can be used with on-prem servers, 

it is more commonly used in third-party data centers, where spikes in load at one 

company’s servers often do not correspond to spikes in load at another company’s 
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servers hosted in the same data center.  Consequently, the data center can shift 

servers away from companies that have less demand and to companies that have 

larger demand.  Of course, the data center must have sufficient server capacity to 

handle the aggregate demand, which can get quite high at predictable times (e.g., 

Black Friday), but other spikes can be smoothed across multiple company’s 

workloads.  In summary, as of the Critical Date, it was well-known both to operate 

servers “on prem,” and to use “outsourced” servers provided by third-parties, the 

latter having the advantage of enabling automatic scaling of computing capacity as 

demand varies. 

23. The final factor listed above is control of the configuration – that is, 

what party determines which software applications are deployed on the servers, 

regardless of who owns the server and where the server is physically located.  Even 

if two companies both use servers located at the same data center hosting provider, 

each company has separate control of the servers.  Company A determines what 

applications run on servers assigned to Company A; Company B determines what 

applications run on servers assigned to Company B; and so on. 

24. With that background, I now want to address a POSITA’s 

understanding of the ’146 Patent’s use of the phrase “to a third-party server 

computer,” which is not defined in the specification.  VLI-1001, generally.   
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25. Since control of the server (e.g., which applications are deployed on 

the server, their operating parameters, etc.) is relevant to the operation of the 

server, a POSITA would have understood that the phrase “third-party server 

computer” encompasses at least a “[first-party] server computer” and a “third-party 

server computer” that are configured and controlled3 by different entities.  This 

distinction survives whether the server computers are rented or owned and whether 

on-prem or hosted remotely, as discussed further below. 

26. I also note that “third-party server computer” could also possibly 

indicate that the server is hosted at a third-party data center.  Since Burdick 

explicitly states that “[t]he invention may also be practiced in distributed 

 

3 While a hosting service might be the party that actually configures the 

server, the first- and third-party would be determining the configuration, e.g., what 

applications are run on the servers.  For example, one company might cause 

deployment of a banking application on its servers and a second company might 

cause deployment of a social media application.  While a hosting service might 

provide infrastructure that enacts the deployment of these applications, the two 

companies control the choice of applications and therefore actually control the 

operation. 
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computing environments where tasks are performed by remote-processing devices 

that are linked through a communications network,” and since computing 

architectures where servers were remote were well-known to a POSITA, a 

POSITA would have understood Burdick discloses servers operating in a third-

party data center.  VLI-1005, [0015] (emphasis added).  Additionally, Burdick’s 

servers include conventional components, e.g., “memory 112, one or more 

processors 114, one or more presentation components 116, input/output ports 118, 

input/output components 120, and an illustrative power supply.”  VLI-1005, 

[0016], FIG. 1. 

27. Further, “third-party server computer” could possibly indicate “owned 

by a third-party” (and rented by a first-party), literally making it a third-party 

server computer.  A POSITA would have understood that each server in Burdick’s 

exchange could be owned or rented, and that such a distinction would not have 

impacted the technical operation of the system. 

IV. TEACHINGS OF BURDICK 

28.  Burdick describes a “method of facilitating trading of advertising” 

where an exchange receives “an ask from a publisher broker for advertisement 

space on a webpage” and “a bid from an advertiser broker for the advertisement 

space,” pairs “the ask with the bid,” and places “appropriate advertisements” on 

“the page that is returned to the user.” VLI-1005, Abstract, [0006]. 
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29. Burdick’s architecture, illustrated in FIG. 2, includes users, 

publishers, publisher brokers, an exchange, advertiser brokers, advertisers, and 

audience data brokers.  VLI-1005, [0020]-[0046], FIG. 2.  The roles of the parties 

can be generally summarized as: 

• Users: request web pages (e.g., using a browser) onto which 

advertisements (e.g., a banner ad) are added. 

• Publishers: supply the web pages with slots into which advertisements 

are placed and are compensated when ads are placed on their pages. 

• Publisher brokers: represent publishers to maximize ad revenue, 

ensure quality ads, etc. 

• Advertiser brokers: optimize ad spending by advertisers by 

determining a bid price based on user attributes. 

• Advertisers: provide the ads to be displayed to users and compensate 

publishers when an advertiser’s ads are displayed. 

• Audience data brokers: collect data about user demographics and user 

behaviors as the user interacts with websites provided by one or more 

publishers.  Such data enables advertisers (via advertiser brokers) to 

tailor bids based on attributes of a particular user visiting a website. 

• The Exchange: routes information about users to advertiser brokers 

(enabling better targeting of ads by the advertiser brokers) and pairs 



Attorney Docket No. 00035-0033IP1 
IPR of U.S. Patent No. 8,959,146 

 

17 

bids from advertisers (via advertiser brokers) with ad slots provided 

by publishers (via publisher brokers). 

30. I describe each entity in more detail below. 

 

VLI-1005, FIG. 2. 

31. In Burdick’s architecture, users request webpages “from publishers 

202,” and each “webpage comprises content and advertisement space, which is 

filled with advertisement(s) from advertisers 206.”  VLI-1005, [0035].  Burdick’s 

invention envisions multiple users accessing the system,  noting that “[u]sers 214 

request a webpage from publishers 202” and “embodiments of the present 

invention are not limited to a single user, as any number of users may exist.” VLI-

1005, [0035].  As I described in §III.A, advertising systems processed requests at a 

very high rate (e.g., measured as requested per second), which resulted from many 

users requesting pages.  
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32. Burdick explains that an “advertiser purchases ad space on websites,” 

e.g., “a local businesswoman who operates a website for her small flower shop and 

who advertises on a neighborhood home owners' association website may be an 

advertiser” and “a massive corporate entity such as General Motors, which has 

thousands of products and services, and which advertises on thousands of 

automotive-related websites may also be an advertiser.”  VLI-1005, [0023]. 

33. A publisher broker is “an entity that represents publishers 202 with 

the goal of maximizing ad revenue, ensuring quality ads, etc.”  VLI-1005, [0021].  

“Publisher broker 204 allows small and mid-size publishers (such as those that 

may be represented by publishers 202) to aggregate in order to drive higher yield 

for themselves.”  VLI-1005, [0021].  A publisher broker can “calculate the ask for 

a given page view on the publisher's site, and potentially enrich the available user 

data in the request.”  VLI-1005, [0022]. 

34. Burdick’s “advertiser broker 208 is an aggregator of advertisers” and 

has “the goal of optimizing advertisers 206's spending and placing monetary values 

on displaying advertising of a particular format, on a particular website, to a 

particular audience.”  VLI-1005, [0024].  An advertiser broker can maintain “a 

user interface through which it interacts with advertisers 206, and through which it 

manages advertisers 206's preferences, such as preferences for particular user data 

attributes.”  VLI-1005, [0024].    
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35. Burdick’s “audience data broker 210 “maintains any partial 

information that can be referred back to an individual user (such as one of users 

214, discussed below) for advertising purposes,” such as “demographic, 

psychographic, and behavioral information.”  VLI-1005, [0026].  Burdick defines 

an “audience data broker” broadly as “any entity that maintains any partial 

information that can be referred back to an individual user” and explains that 

“[a]ny online store that collects user data can function as audience data broker 210 

by providing user location level and user purchase pattern level information.”  

VLI-1005, [0026].   

36. The audience data broker 210 provides user data to advertiser broker 

208 via the exchange 212.  VLI-1005, FIGS. 2, 3.  For example, Burdick explains 

that the exchange “is the framework that allows publisher broker 204 to have its 

ads enriched with additional user data by audience data broker 210,” and the 

“exchange 212 routes traffic and facilitates transactions, e.g., auctions, between 

publisher broker 204, advertiser broker 208, and audience data broker 210.”  VLI-

1005, [0033].  Burdick further explains that the audience data broker “enriches 

information regarding a user viewing one of publishers 202's webpages” which 

“increases the value of the display of the ad to advertisers 206, helps produce more 

relevant ads to consumers, and creates a more complete picture of the user for ad 

serving purposes.”  VLI-1005, [0027].  Since the audience data broker collects 
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information about prior user actions (e.g., Burdick’s “behavioral information”), 

Burdick’s system provides user-related information to the advertiser broker as a 

result of a user’s prior actions (e.g., searching for vacation deals on a website).    

VLI-1005, [0026], [0044]-[0046]. 

37. In one example, Burdick explains that “when the audience data broker 

has contact with a user that they know something about ... the audience data broker 

can redirect the current user request to the exchange, along with the information 

and a destination URL for the exchange to redirect the user to afterwards.”  VLI-

1005, [0029].   The “[e]xchange 212 passes [a URL and any targetable values] and 

possible additional user data from audience data broker 210 to advertiser broker,” 

and the “[a]dvertiser broker 208 can base its bids on any targeting attributes 

provided by audience data broker 210,” e.g., “incrementally bid[ding] for any 

attribute values exposed to them.”  VLI-1005, [0036]-[0037]. 

38. Such redirection is relevant to the language in the ’146 Patent’s claim 

5, “directing the indicia is performed by the computer system responsive to 

receiving an electronic redirect of a visitor computer accompanied by profile-

attribute information about the electronic visitor.”  VLI-1001, claim 5 (emphasis 

added).  Notably, the claim does not identify or limit what entity receives an 

electronic redirect of a visitor computer.  For example, the claim is silent on 

whether the computer system directly receives the electronic redirect or, 
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alternatively, whether the computer system directs the indicia responsive to some 

other entity in the system receiving an electronic redirect.  In the latter example, 

some other entity that directly receives the redirect can provide information to the 

computer system, causing the computer system to direct the indicia, and therefore, 

the computer system directs the indicia responsive to (some other entity) receiving 

an electronic redirect.  As described above, Burdick operates in this manner, where 

the "audience data broker can redirect the current user request to the exchange.” 

VLI-1005, [0029]. 

39. Returning to Burdick, examples of user data include “demographic, 

psychographic, and behavioral information,” such as  “age, gender, wealth index, 

interests, shopping habits, etc.,” but “embodiments of the present invention are not 

limited to any specific type of user data.”  VLI-1005, [0026].  A POSITA would 

have understood that age, gender and wealth are examples of attributes of the user, 

while shopping habits is an example of prior user actions.  Burdick provides 

further examples of user actions, including “bought a book on Bali in the last 

month,” “searching for vacation deals,” and “Have ever clicked on ads.”  VLI-

1005, [0045]-[0046].  Thus, a POSITA would have understood that Burdick’s 

“user data” includes both attributes of the user (e.g., age) and the user’s prior 

actions (e.g., bought a particular book).  Burdick further explains that “[h]oles in a 

user profile” can be filled “using data from other user data providers,” and thus “it 
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might be possible to generate such [ground truth] data by creating data functions 

based on different providers and choosing the consensus opinion for each 

attribute.”  VLI-1005, [0032].   

40. Burdick further provides examples of user data that are categories 

instead of specific values.  Burdick provides an example listing “[h]ave household 

income between $30,000 and $60,000.” VLI-1005, [0045].  Such categories 

provide a clear technical benefit: the system need not store bids for each individual 

income level, reducing the storage burden on the system.  E.g., the single income 

category $30,000 to $60,000 covers 30 individual income levels (if specified in 

thousand-dollar increments, and more if specified more granularly), reducing the 

number of bids the system needs to store by a factor of 30. 

41. Additionally, in the context of Burdick’s disclosure, there are 

technical benefits to performing the categorization at the advertiser broker.4  For 

example, Burdick explains that data brokers (plural) “can choose to provide their 

information about the user,”  “embodiments of the present invention are not limited 

to a single audience data broker, as any number of audience data brokers may 

 

4 The claim does identify or limit what entity categorizes the profile attribute 

within at least one of a plurality of predefined categories.   VLI-1001, generally. 
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exist,” “[o]verlapping data could be used to calculate ground truth predictions as 

well as verify the data provided by individual audience data brokers,” VLI-1005, 

[0006], [0026].  Therefore, from Burdick’s teachings, a POSITA would have 

understood that advertiser brokers can receive profile attributes from multiple 

audience data brokers, and more data enables advertiser brokers to determine bids 

more accurately.  If each data broker independently performed its own profile 

attribute categorization, and provided only the categorization, advertiser brokers 

will, in some circumstances receive ambiguous information, such as if one 

audience data broker categorized “income $40,000” as “income $25,000 to 

$50,000,” while a second audience data broker categorized that same income as 

“income $40,000 to $75,000.”  In such a case, since one range goes to $50,000 and 

the other to $75,000, the advertiser broker could not accurately determine whether 

Burdick’s advertiser targeting profile of “income between $30,000 and $60,000” is 

satisfied  VLI-1005, [0045].   In another example, an income of $25,000 satisfies 

the first category “income $25,000 to $50,000,” but not the targeting profile, 

“$30,000 and $60,000,” while an income of $40,000 satisfies both.  Therefore, a 

POSITA would have found it obvious that, in at least some implementations, it 

would be preferable for the advertiser broker to receive some types of profile 

information (e.g., income and age) and then the advertiser broker itself performing 

the categorization as part of relating that profile information to advertiser targeting 
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profiles.  Such a configuration would ensure that the profile information for certain 

attributes provided by the audience data brokers is used as effectively as possible 

with respect to matching that profile attribute information to advertiser targeting 

profiles, while also not requiring individual bids for fine-grained income levels. 

42. The audience data broker receives user data from user data providers, 

which are entities “that maintain[] any partial information that can be referred back 

to an individual user (such as one of users 214, discussed below) for advertising 

purposes.”  VLI-1005, [0026].  Burdick provides an example in which “[a]ny 

online store that collects user data can function as audience data broker 210 by 

providing user location level and user purchase pattern level information,” and this 

“information can be aggregated with demographic profiles from small web email 

providers to form more comprehensive user descriptions.”  VLI-1006, [0026].  A 

POSITA would have understood that “user purchase pattern level information” at 

an online store is part of the browsing history. 

43. The audience data broker “enriches information regarding a user 

viewing one of publishers 202's webpages,” which “increases the value of the 

display of the ad to advertisers 206, helps produce more relevant ads to consumers, 

and creates a more complete picture of the user for ad serving purposes.”  VLI-

1005, [0027].  For example, the audience data broker 210 can append “known user 
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attributes into [a] request for the consumption of advertiser broker 208.”  VLI-

1005, [0028]. 

44. Burdick’s system also includes an exchange that is “a server or set of 

servers” that “routes traffic and facilitates transactions, e.g., auctions, between 

publisher broker 204, advertiser broker 208, and audience data broker 210.”  VLI-

1005, [0033].   The exchange “matches the asks with the bids, and the appropriate 

advertisements are placed on the page that is returned to the user.”  VLI-1005, 

[0006].  The exchange controls the advertising space (on the publisher’s website 

that is displayed in the user’s browser) during the auction by proxying “display of 

the ads on the publisher website” by selecting a winning bidder and providing the 

ad source location to the user’s browser. VLI-1005, [0037], [0047], FIG. 3.  Once 

the auction is complete, the exchange no longer controls the advertising space. 

45. Relating to the exchange controlling advertiser space only during the 

auction (that is, temporarily), I note that in the ’146 Patent’s claim 16, the term 

“the server computer” has no antecedent basis.  Therefore, my analysis is directed 

to Burdick’s exchange, which is a “third-party server computer” that controls ad 

space during the auction period.  This period ends when the auction ends 

successfully and an ad is displayed and when the auction ends unsuccessfully, e.g., 

if the reserve price is not met, at which time the publisher can opt to display 



Attorney Docket No. 00035-0033IP1 
IPR of U.S. Patent No. 8,959,146 

 

26 

content of its own choosing, e.g., an ad for its own content, or to display nothing at 

all. 

46. Returning to Burdick, the “exchange 212 is based on a CPI [cost per 

impression] model between publisher broker 204 and advertiser broker 208, where, 

on each request, publisher broker 204 will set a minimum ask, i.e., reserve price, 

for their available ad space, and advertiser broker 208 will place a bid on the right 

to have their ads displayed on this request,” although “embodiments are not limited 

to CPI pricing only.”  VLI-1005, [0040].  

47. Additionally, the exchange “is the framework that allows publisher 

broker 204 to have its ads enriched with additional user data by audience data 

broker 210.”  VLI-1005, [0033].  The exchange provides “base data, such as the 

user IP address,5 the URL of the publisher's page, and any other such information 

 

5 While IP addresses generally correlate with a specific user, the correlation 

is imperfect.  For example, if multiple users share a device, then the device’s IP 

address can correlate with multiple users.  Further, households served by an 

Internet Service Provider (ISP) can be assigned one IP address for the entire 

household, making it unclear which user is currently associated with the IP 

address.   Similarly multiple users might share a single login, making it difficult to 
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deemed relevant” to the advertiser brokers “so that the advertiser broker may 

attempt to extract additional information to provide value-added services to the 

advertisers they service.”  VLI-1005, [0034].  The exchange “provides a call back 

to the winning advertiser broker(s) telling it which ads were displayed, and at what 

prices.”  VLI-1005, [0034].    

48. Since the ad auctions occur based on a user visiting a web page, a 

POSITA would have understood that Burdick’s system operates on a per-visitor-

basis.  For example, in response to a visitor visiting a web page of a publisher 

serviced by publisher broker 204, the publisher broker 204 communicates to the 

exchange 212 an ask price specific to that visitor (along with any known profile 

information for that visitor) and specific to a particular ad-space on the currently 

visited web page.  For example, Burdick explains that the “publisher broker 

determines what the ask should be for a particular request, given the user 

 

identify the particular user logged in at a given time.  Therefore, some attributes 

associated with a user are more accurately deemed possibly associated with a user 

instead of certainly associated.  Such a distinction does not alter my analysis.  

More generally, a POSITA would have understood that anything that is actually 

applicable is also possibly applicable.  
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information present, the inventory grouping that the request falls into, and the rules 

the publisher has set up around that information.6” VLI-1005, [0022].  The 

exchange 212 may further enrich the ask based on information about that visitor 

collected from the audience data broker 210.  For example, Burdick writes that 

“[e]xchange 212 is the framework that allows publisher broker 204 to have its ads 

enriched with additional user data by audience data broker 210.”  VLI-1005, 

[0033].  Additionally, the exchange 212 may receive and provide information 

about the visitor related to a prior web page that the visitor previously visited and 

which is reflective of the visitor’s current interests/preferences.  VLI-1005, [0027], 

[0033], [0036], [0044]-[0045].   

49. An advertiser broker 208 may review the ask and associated profile 

information about the visitor and offer a bid for display of an ad in the particular 

ad-space of the web page currently being visited by the visitor, e.g., with Burdick 

explaining in FIG. 3 that “max bids are passed back” from the advertiser broker 

208 to the exchange 212.  VLI-1005, [0006], [0034], [0036], [0040], [0047], FIG. 

3.   Burdick explains that “that the best way to target vacation ads is around users 

 

6 Unless otherwise noted, all underlining included in cited quotations has 

been added for emphasis. 
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who have a history of purchasing vacations...and users who perform searches 

related to travel” and provides an example describing bid-determination in which 

“Expedia places a 20 cent base bid,” and “[t]o express their bidding preference, 

they also place a 5 cent incremental bid for the first attribute, a 10 cent incremental 

bid for the second attribute, a 2 cent incremental bid for the third attribute, 1 cent 

incremental bid for the fourth attribute, and a 2 cent incremental bid for the fifth 

attribute to express their bidding preference.”  VLI-1005, [0044]-[0045].  In this 

example, if none of the attributes are present, the bid would be the 20-cent base 

bid.  If only the first attribute was present, the bid would be 25 cents – the 20-cent 

base bid, plus the 5-cent incremental bid for the first attribute.  If all five attributes 

are present, the bid would be 40 cents – 20 cents from the base bid and another 20-

cents for the five attributes (valued at 5, 10, 2, 1 and 2 cents).  Burdick provides a 

specific example in which Expedia's 5 cent incremental bid is for “bought a book 

on Bali in the last month;” their 2 cent incremental bid for “Have ever clicked on 

ads;” and their 10 cent incremental bid is for “Have traveled to a tropical location 

in the last two years.” VLI-1005, [0046].  Thus, Expedia places a full bid of 37 

cents (20 cent base bid, plus increments of 5 cents, 2 cents and 10 cents).   

Therefore, in Burdick, a specific bid is directed to the exchange in response to data 

about the particular user, including attributes of the user (e.g., age, income, etc.) 
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and actions the user has taken (e.g., “searching for vacation deals”).  VLI-1005, 

[0026], [0045].   

50. As an aside, since Burdick makes extensive use of travel as an 

example, I note that systems that enabled users to search for travel deals, select a 

preferred deal, and purchase that deal were well-known as of the Critical Date.   

For example, Ivey describes a system in which “a broad search or a narrower 

search is performed, a benefit for the user in the case of travel reservation 

information are the price comparisons,” and “[s]uch a search system can provide 

between product options available for purchase through different outlets and 

suppliers.”  VLI-1020, 5:44-48.  Razza’s “invention relates to a system and 

methods for searching for and displaying travel itineraries and fares that satisfy a 

traveler's flexible travel requirements.”  VLI-1021, Abstract.  Blaszka “proposed 

reservation systems enable users to browse information on travel products and, 

generally, purchase them.”  VLI-1022, [0003].  Ivey, Razza and Blaszka all 

provide substantial additional detail relating to travel search.  VLI-1020, generally; 

VLI-1021, generally; VLI-1022, generally.  In addition, Travelocity and Priceline, 

two online travel agencies that enabled users to search for travel deals and to book 

them using a browser, were both founded in the 1990s and were well-known to 

POSITAs.  Therefore, a POSITA would have found it obvious that “searching for 

vacation deals” includes visiting a particular vacation search media property 
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(“vacation website,” for brevity) such as a search engine or website listing vacation 

deals because such media properties were commonly used to search for vacation 

deals.  And, of course, since the bid depends on a limited set of factors, some 

actions will not influence the bid.  For example, booking a business trip to 

Washington DC is not listed and therefore does not influence the bid. 

51. Returning to Burdick’s bid-matching process, if the bid is the best 

(e.g., highest cost per impression) among all bidders, the exchange 212 arranges 

the corresponding advertisement associated with the bid to be displayed to the 

visitor in the corresponding ad-space of the web page currently being viewed by 

the visitor. VLI-1005, [0034], [0037], [0047], [0048].  Since the exchange 212 will 

only accept bids that meet the minimum ask (reserve price) set by the publisher 

broker, displaying the advertisement is conditioned on the advertiser broker’s bid 

exceeding the minimum ask.  VLI-1005, [0040].  As one example, the publisher 

sets a “minimum ask, i.e., reserve price, for their available ad space” of 25 cents, 

and the exchange “holds back a flat transaction fee” of 1 cent.  VLI-1005, [0040].  

Since the publisher broker receives only the bid (25 cents) minus the flat fee 

charged by the exchange (1 cent), the price actually charged by the second media 

property (24 cents) is less than the price the advertiser is willing to pay (25 cents).  

In fact, since the exchange holds back a fee, the price charged by the second media 

property will, by design, be less than the price the advertiser is willing to pay.  Put 
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differently, for any winning bid, the bid placed by the advertiser broker (which, as 

described above, depends on the user profile) will exceed the portion of the 

winning bid paid to the publisher (since the exchange holds back a flat fee).  VLI-

1005, [0047]. 

52. Burdick further explains that a “second-price auction” can be used “to 

facilitate aggressive bidding.”  VLI-1005, [0038].  A POSITA would have 

understood that in a second-price auction, the winning bidder pays the amount bid 

by the second highest bidder.   For example, Milgrom explains that, “at 

equilibrium, the item will be awarded to the bidder who values it most highly for a 

price equal to the second highest valuation.”  VLI-1023, 8.  Some second price 

auctions award the item at the second highest bid plus some small increment 

instead of exactly at the second highest bid.  For example, if the highest bid was 

$10 and the second highest bid was $9, the price paid might be $9.01 or $9.05.  

The highest bidder still “wins” the auction, although at a price slightly above the 

second highest bid.  That difference does not change my analysis. 

53. As I described in §III.B, it was well-known to run servers “on prem” 

or to use servers provided by third-party data centers.  Burdick does not describe a 

preferred computing operating model for the exchange, publisher, publisher 

broker, advertiser, and/or advertiser broker.  Since Burdick does not describe a 

preferred computing model, a POSITA would have understood that either an on-
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prem or utility model could be used for the servers providing those functions.  

Such an understanding is supported by Burdick’s statement that the “invention may 

be practiced in a variety of system configurations, including ... general-purpose 

computers.”  VLI-1005, [0015].   

54. Further, a POSITA would have understood or found obvious that 

Burdick’s invention is described as being performed with computers, computer 

systems, browsers (e.g., as shown in FIG. 3 with the browser highlighted in yellow 

below), etc., which a POSITA would have understood to be automatically 

performed by programmed software and hardware, since programmed hardware 

and software were conventional as of the Critical Date.  VLI-1005, [0029], [0047], 

FIG. 3.  As I described in §III.A, a POSITA would have understood that targeted 

advertising systems were designed for high throughput (e.g., “proposed bids [are 

evaluated] in microseconds, that is, in real time”), which would be achieved using 

such programmed hardware and software.  VLI-1024, [0034].7 

 

7 While technology such as ASICs could be used, since the cost of any 

change to the system is prohibitively high, programmed software is preferable.  
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VLI-1005, FIG. 3 (annotated). 

 

55. While Burdick does not provide detail on the particular server 

operating model (e.g., on-prem vs. hosted remotely), Burdick does discuss 

“problems” inherent in a “proprietary ad network model,” explaining: 

First, companies that are building ad networks have an inherent 

conflict of interest because they represent both the publisher and the 

advertiser. Second, because there are multiple companies that are 

creating ad networks, advertisers have the burden of managing buys 

across many ad networks, which results in significant cost and 

complexity to the advertiser. Third, because publishers are for all 

practical purposes locked into a single ad network, the advertiser 
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competition is limited, which results in lower return for the publishers. 

Fourth, the lack of general standards around terms and conditions, and 

behavioral segmentation is a major obstacle to reaching the full 

market value of online display advertising. There is also no current 

standardization across publishers for accepted media types and ad 

formats. Fifth, smaller publishers currently have very little power 

individually, even if they serve a hard-to-reach audience. Finally, ISPs 

and other owners of large user databases are not realizing the full 

value of the information they have due to privacy concerns and lack of 

a proper marketplace.  

VLI-1005, [0005].   

56.  In response Burdick explains that the advertiser broker “is an entity 

that represents advertisers 206 with the goal of optimizing advertisers 206's 

spending and placing monetary values on displaying advertising of a particular 

format, on a particular website, to a particular audience.”  VLI-1005, [0024].  In 

contrast, the exchange “acts as a mediator among publisher broker 204, advertiser 

broker 208, and audience data broker 210,” and “creates a system in which 

audience data broker 210 can monetize its data and in which advertiser broker 208 

can reach a larger audience of more highly targetable traffic.”  VLI-1005, [0033].  

Burdick further explains that “[t]o alleviate the concern that exchange 212 will not 

be impartial both as hosting body and as a direct participant, in an embodiment, 

transparency will be built into exchange 212,” e.g., “exchange 212 does not have a 

way to identify brokers of any kind.”  VLI-1005, [0043].   
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57. Therefore, since Burdick is intended to address the “conflict of 

interest” that exist in a “proprietary ad network model,” and thus the exchange acts 

as a “mediator” between publisher brokers and advertiser brokers, not as a 

principal in the transaction, a POSITA would have understood or found obvious 

that, to alleviate the “conflict” identified by Burdick, at least in some Burdick 

embodiments, control of the exchange is separate from control of both the 

publisher broker and the advertiser broker.  VLI-1005, [0005], [0024]. 

V. TEACHINGS OF BURDICK IN VIEW OF GRANNAN 

 Overview of Grannan 

58. Grannan explains that “[t]argeted advertising selects an advertisement 

and sends the advertisement to selected individuals who are targeted to receive the 

advertisement,” so that “only those individuals selected by an advertiser receive 

the targeted advertisement in hope that the targeted recipients will be more 

responsive on a per capita basis than a general broadcast population.”  VLI-1006, 

[0004].  As a result, “[a]dvertisers can potentially save advertising dollars by 

selecting who will receive their advertisements rather than indiscriminately 

broadcasting their advertisements to a general population of recipients.” VLI-1006, 

[0004]. 

59. Grannan describes an advertising knowledge management system 

(AKMS) that acts “as an intermediary between the subscriber 102 and a host of 
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providers including advertisers, content companies and application service 

providers.”  VLI-1006, [0061].  AKMS “provides targeted advertisements to 

subscribers using modalities including but not limited to TV commercials, banner 

advertisements in web browsers, multimedia IP based advertisements via web 

browser plug-ins such as flash, instant messaging, multimedia messaging service 

(MMS) and short messaging service (SMS) messages sent to a cellular 

telephones.”  VLI-1006, [0055].   

 

VLI-1006, FIG. 1. 
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60. AKMS “monitors and compiles a subscriber's event data including but 

not limited to current session and the device characteristics of the access device 

104 being used to access IP-based services over an IP network 106, along with 

previous usage history to assist service providers and advertisers in evaluating the 

potential appeal of their services and advertisements to the particular subscriber.”  

VLI-1006, [0061].  The “subscriber event data” can include “selecting a television 

station, selecting [an] interactive television menu option, selecting content for an 

internet protocol (IP) access device, accessing a resource indicated by a uniform 

resource indicator (URI), browsing a web site, creating a user profile, carrying out 

a digital purchase transaction, internet chatting, internet blogging, placing a 

telephone call, sending an instant message, receiving an instant message, receiving 

an email and sending an electronic mail message.”  VLI-1006, [0021].  This 

breadth enables targeting “advertising to consumers across all access devices and 

mediums.”  VLI-1006, [0054].  AKMS can obtain “product interest information for 

each subscriber” using “subscriber via single sign-on (SSO) credentials” and by 

“receiving subscriber event data indicating subscriber surfing history from 

independent network service providers, including wireless 3G cellular, DSL, cable 

modem, broadband fiber, and IPTV.”  VLI-1006, [0085]-[0086]. 

61. Using AKMS, “[a]dvertisers can place advertisements in multiple 

media and formats, including text only, audio, HTML, and video that can be 
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rendered to multiple access devices used by the subscriber.”  VLI-1006, [0074].  

For example, when “the subscriber selecting ‘Travel Channel’ to watch on the 

IPTV service,” and the “channel is broadcasting a show on the ruins of Rome,” 

that “information is communicated to AKMS.”  VLI-1006, [0090].  AKMS can 

further review “historic behavior 412 of the subscriber relative to the subject—in 

this case traveling,” e.g., “did the subscriber recently shop for tickets or hotels on 

the web or via the phone?”  VLI-1006, [0094].  As a result, the “subscriber's 

history of use may have resulted in a high product category score for something 

totally unrelated to the ‘Travel Channel,’ for which an advertiser is willing to pay 

an acceptable price for delivering the advertisement in a format that the 

subscriber's current access device characteristics 402 are best suited for.”  VLI-

1006, [0094].   

62. Using this information, AKMS determines whether “there [is] a high 

bidder who wants to deliver an advertisement well suited for the current access 

device.”  VLI-1006, [0095].  “AKMS 108 then selects 418 which advertisement 

from which advertiser to place and in which format to send the advertisement to 

the subscriber access device (and on which access device) within the commercial 

spot (advertisement window) during the show or otherwise,” which can include 

“automated negotiation with advertisers in real time (or more likely a software 

agent defining bid rules and criteria for approving the sale of the advertisement) to 
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dynamically negotiate auction bids for one advertiser or between two competing 

advertisers bidding against each other, etc.”  VLI-1006, [0096]. 

63. The selected “advertisement is then presented.”  VLI-1006, [0097].  

Further, “[a]ny interaction 422 resulting from the advertisement is captured and 

stored.”  Id.  

 Burdick-Grannan Combination 

1. A POSITA Would Have Been Led to Combine 
Burdick’s and Grannan’s Teachings. 

64. Burdick describes a “method of facilitating trading of advertising” 

where an exchange receives “an ask from a publisher broker for advertisement 

space on a webpage” and “a bid from an advertiser broker for the advertisement 

space,” pairs “the ask with the bid,” and places “appropriate advertisements” on 

“the page that is returned to the user.” VLI-1005, Abstract, [0006].   The advertiser 

broker uses “whatever user data has been provided from [the] audience data 

brokers they are licensing from, and posts corresponding bids.”  VLI-1005, [0006]. 

65. An “audience data broker 210 is an aggregator of user data providers,” 

and a “user data provider is any entity that maintains any partial information that 

can be referred back to an individual user (such as one of users 214, discussed 

below) for advertising purposes.”  VLI-1005, [0026].  In Burdick, “user data may 

comprise demographic, psychographic, and behavioral information,” e.g., “age, 

gender, wealth index, interests, shopping habits, etc.,” but “are not limited to any 
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specific type of user data.”  VLI-1005, [0026].   Then the “[a]dvertiser broker 208 

can base its bids on any targeting attributes provided by audience data broker 210.”  

VLI-1005, [0036]. 

66. Further, Burdick explains that an “[a]dvertiser broker 208 can base its 

bids on any targeting attributes provided by audience data broker 210,” and the 

“exchange 212 could require a linear value function, and advertisers 206 would 

specify a base bid and a bid increment for each attribute value.”  VLI-1005, [0036], 

[0043].  Therefore, since bid amounts increase if more relevant attribute values are 

present, a POSITA would have found it desirable to enhance Burdick’s system by 

increasing the number of attributes available to Burdick’s system for targeting 

advertisements.  Indeed, increasing the number of attributes improves the targeting 

of the advertisements, thereby making the advertisements more effective and 

allowing the publishers to receive higher fees from advertisers.  

67. In seeking to enhance Burdick’s system, a POSITA would have found 

Grannan, which teaches additional attributes for use in targeting advertisements.  

Since Burdick provides only non-limiting examples of user data, a POSITA would 

have naturally looked to related prior art, such as Grannan, that offers additional 

details.  VLI-1005, [0026].  Grannan complements Burdick’s attributes of  “age, 

gender, wealth index, interests, shopping habits, etc.” with additional attributes 

such as “selecting a television station, selecting [an] interactive television menu 
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option, selecting content for an internet protocol (IP) access device, accessing a 

resource indicated by a uniform resource indicator (URI), browsing a web site, 

creating a user profile, carrying out a digital purchase transaction, internet chatting, 

internet blogging, placing a telephone call, sending an instant message, receiving 

an instant message, receiving an email and sending an electronic mail message.”  

VLI-1005, [0026]; VLI-1006, [0021].   

68. In fact, both Burdick and Grannan provide travel-related examples.   

Burdick provides an example in which “[f]or the ‘cheap Bali vacations’ ad, 

Expedia creates a targeting profile for users who: ‘bought a book on Bali in the last 

month,’ ‘Have traveled to a tropical location in the last two years,’ ‘Have 

household income between $30,000 and $60,000,’ ‘Have been searching for 

vacation deals,’ and ‘Have ever clicked on ads,’” for which “Expedia places a 20 

cent base bid.”  VLI-1005, [0045].   Grannan similarly explains that when “a 

subscriber begins to interact with IP network application or begins to consume 

content over the IP network,” “[d]etails regarding the information/application 

being consumed are communicated to the AKMS 108,” e.g., “the subscriber 

selecting ‘Travel Channel’ to watch on the IPTV service” when “[t]he channel is 

broadcasting a show on the ruins of Rome.”  VLI-1006, [0093].  A POSITA would 

have understood or found obvious that a user watching a show on the ruins of 

Rome indicates interest in travel to Rome (per Grannan) is much like buying a 
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book on Bali (per Burdick).  Therefore, a POSITA would have understood or 

found obvious to use information about TV viewing activity (per Grannan) as part 

of a targeting profile (per Burdick), thereby increasing the number of factors 

considered in the bidding process, which allows an advertiser to target 

advertisements more precisely.  VLI-1005, [0045]; VLI-1006, [0093]. 

69. A POSITA would have found relevant solutions within Grannan and 

would have expected success in incorporating Grannan’s teachings.  For instance, 

as described above, Burdick’s audience data brokers are “aggregator[s] of user data 

providers,” and a “user data provider is any entity that maintains any partial 

information that can be referred back to an individual user (such as one of users 

214, discussed below) for advertising purposes.”  VLI-1005, [0026].  A POSITA 

would have understood that Grannan’s subscriber access devices, e.g., “a cell 

phone, personal digital assistant (PDA), lap top computer, stationary personal 

computer, IPTV remote control, web tablet, laptop computer, pocket PC, a 

television set capable of receiving IP based video services and mobile IP device,” 

are examples of Burdick’s “any entity” that “maintains any partial information that 

can be referred back to an individual user.”  VLI-1005, [0026]; VLI-1006, [0022]. 

2. The Combined Burdick and Grannan System 

70. The Burdick-Grannan combination (BGC) includes users, publishers, 

publisher broker(s) an exchange, audience data broker(s), advertiser broker(s) and 
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advertisers, per Burdick.  See §IV.  Audience data brokers collect user data from 

“any entity” that “maintains any partial information that can be referred back to an 

individual user” (per Burdick), which includes, e.g., data from “IPTV receiver[s],” 

“a television set capable of receiving IP based video services,” etc. per Grannan.  

VLI-1005, [0026]; VLI-1006, [0030].   

Petitioner Generated Figure 

 

VLI-1005, FIG. 2 (modified, annotated); VLI-1006, FIG. 2 (modified, 

annotated). 

71. In BGC, when users access content (e.g., “selecting a television 

station”) using a first access device (e.g., “a television set capable of receiving IP 

based video services” (per Grannan), the access is monitored and collected by an 
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audience data broker 210 (per Burdick).  VLI-1005, [0006]; VLI-1006, [0020]-

[0021], [0030].   Thus, BGC’s audience data broker 210 stores profiles for 

individual users that each include a collection of attributes specific to that user that 

are collected as a result of the user previously visiting different media properties, 

including (per Grannan) TV channels and (per Burdick and Grannan) websites.  

VLI-1005, [0026]-[0027], [0029], [0046]-[0047]; VLI-1006, [0021], [0058].  Such 

a configuration enables BCG to better tailor its advertisements to each individual 

user based on that user’s particular combination of attributes and prior 

consumption of media.   Since the BGC system “monitor[s] the access devices and 

send[s] targeted advertisements to the access devices of subscribers” (plural), a 

POSITA would have understood that these operations are performed by the BGC 

for multiple users, including multiple users accessing the same media property 

(e.g., TV channel).  VLI-1006, [0054].   

72. Subsequently, when a “user requests a page impression from a 

publisher who is represented by a publisher broker,” per Burdick, the audience data 

broker 210 provides the profile data to advertiser brokers 208 via the exchange 

212.  VLI-1005, [0006], [0037].  The advertiser brokers “base [their] bids on any 

targeting attributes provided by audience data broker,” including, e.g., user visits to 

TV channels (per Grannan).  VLI-1005, [0036]; VLI-1006, [0021], [0058].  Since 

BGC can monitor data relating to user visits to TV channels (per Grannan) and can 
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display ads on websites (per Burdick), a POSITA would have understood that the 

profile can include data from a different medium (e.g., television channels) than 

the medium in which the ad is displayed (website).  

73. Collecting user profile data from user data providers (per Burdick), 

including data from access devices (per Grannan) would have required only routine 

programming knowledge well within the skill of a POSITA prior to the earliest 

effective filing date.  VLI-1005, [0026]; VLI-1006, [0020], [0030].  Indeed, the 

change would have amounted to nothing more than the use of a known technique 

(collecting user-specific data from user access devices as taught by Grannan) to 

improve similar techniques (improve the quality and quantity of data collected by 

Burdick’s audience data brokers) in a similar way according to known methods 

(known ways to collect user-specific data from entities) to yield predictable results 

(an improved Burdick system having more robust and detailed user profiles to 

improve the targeting of advertisements). 

74. Furthermore, the elements of the resulting combination would each 

perform functions they had been known to perform prior to the combination—the 

audience data broker collects data from various sources configured to provide such 

data (per Burdick) and the data sources continue to provide user data (per Burdick 

and Grannan).  Accordingly, a POSITA would have naturally expected success 

when incorporating Grannan’s teachings into Burdick.  Id.  
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VI. MANNER IN WHICH THE PRIOR ART REFERENCES 
RENDER THE ’146 PATENT CLAIMS OBVIOUS  

 [GROUND 1] Burdick Renders Obvious Claims 1, 2, 5-9, 16-18, 
and 21-22. 

75. A POSITA would have found claims 1, 2, 5-9, 16-18, and 21-22 

obvious in view of the teachings Burdick, as indicated in the table below. 

Element Claim Language of the ’146 Patent Teachings of Burdick 

[1.1] A method of directing electronic 
advertisements, performed by a 
computer system comprised of one or 
more computers, the method 
comprising: 

A computer system 
including at least one 
publisher broker and an 
exchange that performs a 
method of directing 
advertisements to a user’s 
browser (see, supra ¶¶28-
48; see, e.g., VLI-1005, 
Abstract, [0006], [0015]) 

[1.2] for each of a multitude of different 
electronic visitors to a first media 
property; 

Performing the method for 
a multitude of different 
electronic visitors to a first 
media property (see, supra 
¶¶29, 31, §III.A; see, e.g., 
VLI-1005, [0026]-[0027], 
[0029], [0035], [0045]-
[0047])  

[1.3.i] (a) automatically with the computer 
system directing, to a third-party server 
computer controlling advertising space 
on a second media property, indicia of 
a condition, 

A computer system 
(advertiser broker) 
automatically directing 
indicia of a condition 
(bids) (see, supra ¶¶15-27, 
34 46, 49-51, 54-57, 
§III.A; see, e.g., VLI-1005, 
[0006], [0015]-[0016], 
[0034], [0040], FIG. 3) 
 



Attorney Docket No. 00035-0033IP1 
IPR of U.S. Patent No. 8,959,146 

 

48 

to a third-party server 
(exchange) (see, supra 
¶¶16-27, 34, 44-45; see, 
e.g., VLI-1005, [0024]-
[0025], [0033], [0043] 
 

[1.3.ii] which condition relates specifically to 
an electronic visitor, 

where the condition relates 
specifically to an 
electronic visitor (see, 
supra ¶¶35, 39, 44, 46-47, 
49, 51, 68, §III.A; see, e.g., 
VLI-1005, [0006], [0026], 
[0036]-[0037], [0040], 
[0044]-[0046]) 

[1.3.iii] for display of an advertisement to the 
electronic visitor when the electronic 
visitor visits the second media property 
at a time after the electronic visitor 
visits the first media property, 

for display of an 
advertisement to the 
electronic visitor when the 
electronic visitor visits the 
second media property at a 
time after the electronic 
visitor visits the first media 
property (see, supra ¶¶29, 
32, 34-36, 42-44, 46, 49, 
§III.A; see, e.g., VLI-1005, 
[0026],  [0034], [0037], 
[0040], [0044]-[0045], 
[0047]) 

[1.3.iv] subject to determining that the 
condition has been met; 

subject to determining that 
the condition (bid placed 
by the advertiser broker 
meets or exceeds the 
reserve price set by the 
publisher) has been met; 
(see, supra ¶¶44, 46-47, 
51-52; see, e.g., VLI-1005, 
[0026], [0034], [0037], 
[0040], [0044]-[0045], 
[0047]) 
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[1.4.i] (b) wherein directing the indicia is 
based on information indicating to the 
computer system that at least one of a 
plurality of profile attributes is possibly 
applicable to the electronic visitor, 

Directing (from the 
advertiser broker to the 
exhnage) the indicia (bid) 
is based on information 
indicating to the computer 
system that at least one of 
a plurality of profile 
attributes is possibly 
applicable to the electronic 
visitor (see, supra ¶¶39, 
41-42, 47-49; see, e.g., 
VLI-1005, [0026], [0034], 
[0036]-[0037], [0045]-
[0046]) 

[1.4.ii] which indicated profile attribute or 
attributes was received by the computer 
system as a result of the electronic 
visitor visiting the first media property; 
and 

the indicated profile 
attribute or attributes was 
received by the computer 
system (advertiser broker)  
as a result of the electronic 
visitor visiting the first 
media property (see, supra 
¶¶35-37, 41-44, 47, 47 n.5; 
see, e.g., VLI-1005, [0006], 
[0027]-[0028], [0026], 
[0033], [0045], FIGS. 2-3. 

[1.5] (c) wherein the advertisement is 
correlated with the indicated profile 
attribute or attributes. 

the advertisement is 
correlated with the 
indicated profile attribute 
or attributes (see, supra 
¶¶28, 36-37, 44; see, e.g., 
VLI-1005, [0006], [0044]-
[0045]) 

[2] The method of claim 1 wherein the 
condition for display of the 
advertisement is that a price charged by 
the second media property is less than a 
profile-attribute-dependent price that 
an advertiser is willing to pay for 
display of the advertisement. 

In a first example, the 
condition for display of the 
advertisement (bid exceeds 
the reserve price) is that a 
price charged by the 
second media property 
(reserve price) is less than 
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a profile-attribute-
dependent price that an 
advertiser is willing to pay 
for display of the 
advertisement (bid made 
by the advertiser). (See, 
supra, e.g., VLI-1003, 
¶¶46, 49, 51, 52; see, e.g., 
VLI-1005, [0045], [0047]). 
 
In a second example, the 
condition for display of the 
advertisement (bid exceeds 
the portion of the winning 
bid paid to the advertiser, 
which is the full bid less 
the exchange fee) is that a 
price charged by the 
second media property 
(reserve price) is less than 
a profile-attribute-
dependent price that an 
advertiser is willing to pay 
for display of the 
advertisement (portion of 
the winning bid paid to the 
advertiser).   (See, supra, 
e.g., VLI-1003, ¶¶46, 49, 
51, 52; see, e.g., VLI-1005, 
[0045], [0047]). 

[5] The method of claim 1 wherein 
directing the indicia is performed by 
the computer system responsive to 
receiving an electronic redirect of a 
visitor computer accompanied by 
profile-attribute information about the 
electronic visitor. 

directing the indicia 
(sending the bid from the 
advertiser broker to the 
exchange)  is performed by 
the computer system 
(advertiser broker) 
responsive to receiving an 
electronic redirect of a 
visitor computer 
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accompanied by profile-
attribute information 
about the electronic visitor 
(see, supra ¶¶28-29, 35-39, 
42, 46, 49, 65; see, e.g., 
VLI-1005, [0006], [0026], 
[0029], [0032], [0036]-
[0037], [0045]) 

[6] The method of claim 1 wherein 
directing the indicia is performed by 
the computer system responsive to 
recognizing an action conducted on the 
first media property by the electronic 
visitor. 

directing the indicia is 
performed by the computer 
system (advertiser broker) 
responsive to recognizing 
an action (e.g., search) 
conducted on the first 
media property (e.g., 
vacation web site) by the 
electronic visitor (see, 
supra ¶¶36, 49; see, e.g., 
VLI-1005, [0045]) 

[7] The method of claim 6 wherein the 
action is a search request by the 
electronic visitor on the first media 
property. 

The action is a search 
request by the electronic 
visitor on the first media 
property (see supra §VI.A, 
Element [6] where “search” 
is an action;  
see, supra ¶¶49, 51) 

[8] The method of claim 1 wherein 
directing the indicia is performed by 
the computer system responsive to 
receiving information about a 
characteristic of the electronic visitor. 

Directing the indicia 
(sending the bid from the 
advertiser broker to the 
exchange) is performed by 
the computer system 
(advertiser broker) 
responsive to receiving 
information about a 
characteristic of the 
electronic visitor (e.g., 
information such as 
“bought a book on Bali in 
the last month”) (see, supra 
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¶49; see, e.g., VLI-1005, 
[0045]) 

[9] The method of claim 1 further 
comprising categorizing the profile 
attribute within at least one of a 
plurality of predefined categories. 

Categorizing the profile 
attribute within at least 
one of a plurality of 
predefined categories (e.g., 
the category “income 
between $30,000 and 
$60,000”) (see, supra ¶¶40-
41, 41 n.4; see, e.g., VLI-
1005, [0006], [0024], 
[0026], [0036], [0045]) 

[16] The method of claim 1 wherein the 
server computer controls the ad space 
only temporarily. 
 

The server computer 
(exchange) controls the ad 
space only temporarily 
(during the auction) (see, 
supra ¶¶44-45; see, e.g., 
VLI-1005, [0006], [0040]) 

[17] A tangible computer-server device 
comprising a processor and a memory 
and programmed to implement a 
method of directing electronic 
advertisements, the method 
comprising: 

for each of a multitude of 
different electronic visitors to a first 
media property: 

(a) automatically with the device 
directing, to a third-party server 
computer controlling advertising space 
on a second media property, indicia of 
a condition, which condition relates 
specifically to an electronic visitor, for 
display of an advertisement to an 
electronic visitor when the electronic 
visitor visits the second media property 
at a time after the electronic visitor 
visits the first media property, subject 

See §VI.A, Element [1.1]; 
additionally, a tangible 
computer-server device 
(server running the 
advertiser broker) 
comprising a processor 
and a memory and 
programmed to implement 
a method of directing 
electronic advertisements. 
(see, supra ¶¶15, 53; see, 
e.g., VLI-1005, Abstract, 
[0015]-[0016], [0037], 
FIG. 1)   
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to determining that the condition has 
been met; 

(b) wherein directing the indicia 
is based on information indicating to 
the computer server device that at least 
one of a plurality of profile attributes is 
possibly applicable to the electronic 
visitor, which indicated profile attribute 
or attributes was received by the device 
as a result of the electronic visitor 
visiting the first media property; and 

(c) wherein the advertisement is 
correlated with the indicated profile 
attribute or attributes. 

[18] The device of claim 17 wherein the 
condition for display of the 
advertisement is that a price charged by 
the second media property is less than a 
profile-attribute-dependent price that 
an advertiser is willing to pay for 
display of the advertisement. 

See supra §VI.A, Element 
[2]. 

[21] A system comprising one or more 
computers programmed to implement a 
method of directing electronic 
advertisements, the method 
comprising: 
for each of a multitude of different 
electronic visitors to a first media 
property: 
(a) automatically directing, to a third-
party server computer controlling 
advertising space on a second media 
property, indicia of a condition, which 
condition relates specifically to an 
electronic visitor, for display of an 
advertisement to an electronic visitor 
when the electronic visitor visits the 
second media property at a time after 
the electronic visitor visits the first 

See §VI.A, Element [1.1];  
supra ¶¶15, 53; see, e.g., 
VLI-1005, Abstract, 
[0015], [0037]) 
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media property, subject to determining 
that the condition has been met; 
(b) wherein directing the indicia is 
based on information indicating to the 
system comprising one or more 
computers that at least one of a 
plurality of profile attributes is possibly 
applicable to the electronic visitor, 
which indicated profile attribute or 
attributes was received by the system 
comprising one or more computers as a 
result of the electronic visitor visiting 
the first media property; and 
(c) wherein the advertisement is 
correlated with the indicated profile 
attribute or attributes. 

[22] 22. The system of claim 21 wherein the 
condition for display of the 
advertisement is that a price charged by 
the second media property is less than a 
profile-attribute-dependent price that 
an advertiser is willing to pay for 
display of the advertisement. 

See supra §VI.A, Element 
[2]. 

 

 [GROUND 2] Burdick-Grannan Renders Obvious Claims 1, 2, 5, 
8-9, 15-18, and 21-22. 

 

Element Claim Language of the ’146 Patent Teachings of Burdick-
Grannan (BGC) 

[1.1] A method of directing electronic 
advertisements, performed by a 
computer system comprised of one or 
more computers, the method 
comprising: 

See supra §VI.A, Element 
[1.1]. 
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[1.2] for each of a multitude of different 
electronic visitors to a first media 
property; 

The method is performed 
for a multitude of different 
electronic visitors to a first 
media property (e.g., TV 
channel)  (see, supra ¶¶61, 
65-68, 71-72; see, e.g., 
VLI-1005,[0026]-[0027], 
[0029], [0035], [0046]-
[0047]; VLI-1006, [0021], 
[0054], [0061])  

[1.3.i] (a) automatically with the computer 
system directing, to a third-party server 
computer controlling advertising space 
on a second media property, indicia of 
a condition, 

See supra §VI.A, Element 
[1.3.i] with the first media 
property being a TV station 
and the second media 
property being a 
publisher’s website 
displayed on a user 
computer. (see, supra 
¶¶28, 32, 34, 65, 67-68, 
71-72, §§III.A, III.B; see, 
e.g., VLI-1005, [0026], 
[0034], [0037], [0040], 
[0044]-[0045], [0047]); 
VLI-1006, [0021], [0054], 
[0061])  

[1.3.ii] which condition relates specifically to 
an electronic visitor, 

See supra §VI.A, Element 
[1.3.ii]. 

[1.3.iii] for display of an advertisement to the 
electronic visitor when the electronic 
visitor visits the second media property 
at a time after the electronic visitor 
visits the first media property, 

See supra §VI.A, Element 
[1.3.iii], e.g., where the 
advertisement is displayed  
to the electronic visitor 
when the electronic visitor 
visits the second media 
property (publisher’s web 
site) at a time after the 
electronic visitor visits the 
first media property (TV 
channel) (see, supra ¶¶49-
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50; see, e.g., VLI-1005, 
[0044]. VLI-1006, [0034]. 
[0061])   

[1.3.iv] subject to determining that the 
condition has been met; 

See supra §VI.A, Element 
[iv]. 

[1.4.i] (b) wherein directing the indicia is 
based on information indicating to the 
computer system that at least one of a 
plurality of profile attributes is possibly 
applicable to the electronic visitor, 

See supra §VI.A, Element 
[1.4.i]. 

[1.4.ii] which indicated profile attribute or 
attributes was received by the computer 
system as a result of the electronic 
visitor visiting the first media property; 
and 

indicated profile attribute 
or attributes was received 
by the computer system 
(advertiser broker) as a 
result of the electronic 
visitor visiting the first 
media property (TV 
channel)  (see, supra ¶¶35-
36, 60, 61; see, e.g., VLI-
1005, [0006], [0028], 
[0033], [0036]-[0037]; 
VLI-1006, [0021], [0061])  

[1.5] (c) wherein the advertisement is 
correlated with the indicated profile 
attribute or attributes. 

See supra §VI.A, Element 
[1.5]. 

[2] The method of claim 1 wherein the 
condition for display of the 
advertisement is that a price charged by 
the second media property is less than a 
profile-attribute-dependent price that 
an advertiser is willing to pay for 
display of the advertisement. 

See supra §VI.A, Element 
[2]. 

[5] The method of claim 1 wherein 
directing the indicia is performed by 
the computer system responsive to 
receiving an electronic redirect of a 
visitor computer accompanied by 

See supra §VI.A, Element 
[5]. 
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profile-attribute information about the 
electronic visitor. 

[8] The method of claim 1 wherein 
directing the indicia is performed by 
the computer system responsive to 
receiving information about a 
characteristic of the electronic visitor. 

See supra §VI.A, Element 
[8]. 

[9] The method of claim 1 further 
comprising categorizing the profile 
attribute within at least one of a 
plurality of predefined categories. 

See supra §VI.A, Element 
[9]. 

[15] The method of claim 1 wherein the 
server computer controls ad space that 
is in a different medium than the 
medium of the first media property. 

the server computer 
(advertiser broker) controls 
ad space that is in a 
different medium (web 
page) than the medium of 
the first media property (a 
television station) (see, 
supra ¶¶44, 47, 61, 72; see, 
e.g., VLI-1005, [0037]; 
VLI-1001, 3:24-26)  

[16] The method of claim 1 wherein the 
server computer controls the ad space 
only temporarily. 
 

See supra §VI.A, Element 
[16]. 

[17] A tangible computer-server device 
comprising a processor and a memory 
and programmed to implement a 
method of directing electronic 
advertisements, the method 
comprising: 

for each of a multitude of 
different electronic visitors to a first 
media property: 

(a) automatically with the device 
directing, to a third-party server 
computer controlling advertising space 
on a second media property, indicia of 

See supra §VI.A, Element 
[17]. 
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a condition, which condition relates 
specifically to an electronic visitor, for 
display of an advertisement to an 
electronic visitor when the electronic 
visitor visits the second media property 
at a time after the electronic visitor 
visits the first media property, subject 
to determining that the condition has 
been met; 

(b) wherein directing the indicia 
is based on information indicating to 
the computer server device that at least 
one of a plurality of profile attributes is 
possibly applicable to the electronic 
visitor, which indicated profile attribute 
or attributes was received by the device 
as a result of the electronic visitor 
visiting the first media property; and 

(c) wherein the advertisement is 
correlated with the indicated profile 
attribute or attributes. 

[18] The device of claim 17 wherein the 
condition for display of the 
advertisement is that a price charged by 
the second media property is less than a 
profile-attribute-dependent price that 
an advertiser is willing to pay for 
display of the advertisement. 

See supra §VI.A, Element 
[18]. 

[21] A system comprising one or more 
computers programmed to implement a 
method of directing electronic 
advertisements, the method 
comprising: 
for each of a multitude of different 
electronic visitors to a first media 
property: 
(a) automatically directing, to a third-
party server computer controlling 
advertising space on a second media 

See supra §VI.A, Element 
[21]. 
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property, indicia of a condition, which 
condition relates specifically to an 
electronic visitor, for display of an 
advertisement to an electronic visitor 
when the electronic visitor visits the 
second media property at a time after 
the electronic visitor visits the first 
media property, subject to determining 
that the condition has been met; 
(b) wherein directing the indicia is 
based on information indicating to the 
system comprising one or more 
computers that at least one of a 
plurality of profile attributes is possibly 
applicable to the electronic visitor, 
which indicated profile attribute or 
attributes was received by the system 
comprising one or more computers as a 
result of the electronic visitor visiting 
the first media property; and 
(c) wherein the advertisement is 
correlated with the indicated profile 
attribute or attributes. 

[22] 22. The system of claim 21 wherein the 
condition for display of the 
advertisement is that a price charged by 
the second media property is less than a 
profile-attribute-dependent price that 
an advertiser is willing to pay for 
display of the advertisement. 

See supra §VI.A, Element 
[22]. 

 

 
VII. LEVEL OF ORDINARY SKILL IN THE ART 

76. My analysis and conclusions set forth in this Declaration are based on 

the perspective of a person of ordinary skill in the art having the level of 

knowledge and skill as of the invention date of the ’146 Patent (POSITA). Based 
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on instruction from Counsel (Fish & Richardson P.C.), I have applied the earliest 

possible priority date of the ’146 Patent— June 16, 2006—as the invention date 

(Critical Date). 

77. I was asked to consider the patent claims and the prior art through the 

eyes of a POSITA at the Critical Date. I understand that the factors considered in 

determining the ordinary level of skill in a field of art include the level of 

education and experience of persons working in the field; the types of problems 

encountered in the field; the teachings of the prior art, and the sophistication of the 

technology at the Critical Date. I understand that a POSITA is not a specific real 

individual, but rather is a hypothetical individual having the qualities reflected by 

the factors above. I understand that a POSITA would also have knowledge from 

the teachings of the prior art, including the art cited in this Declaration. 

78. Taking these factors into consideration, based on my knowledge and 

experience in the field and my review of the ’146 Patent and file history, I believe 

that a POSITA in this matter would have had at least a combination of (1) at least a 

bachelor’s degree in computer science, computer engineering, electrical 

engineering, or a related field, and (2) at least two years of industry experience 

with e-commerce computing systems, including systems that support targeted 

advertising. Additional education could substitute for professional experience, and 

and professional experience could substitute for education. Id.  
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79. Based on my experiences, I have a good understanding of the 

capabilities of a POSITA. Indeed, I have taught, participated in organizations with, 

and worked closely with many such persons over the course of my career. Based 

on my knowledge, skill, and experience, I have an understanding of the capabilities 

of a POSITA. For example, from my industry experience, I am familiar with what 

a POSITA would have known and found predictable in the art. From teaching and 

supervising my undergraduate, graduate, and post-graduate students, I also have an 

understanding of the knowledge that a person with this academic experience 

possesses, and, more generally, people with various levels of academic experience 

possess. Furthermore, I possess those capabilities myself. 

VIII. LEGAL PRINCIPLES 

 Terminology 

80. I understand that claim terms are generally given their plain and 

ordinary meaning in light of the patent’s specification and file history as 

understood by a POSITA as of the invention date—here, the Critical Date. In that 

regard, I understand that the best indicator of claim meaning is its usage in the 

context of the patent specification as understood by a POSITA. I further 

understand that the words of the claims should be given their plain meaning unless 

that meaning is inconsistent with the patent specification or the patent’s history of 

examination before the U.S. Patent and Trademark Office (Office). I also 
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understand that the words of the claims should be interpreted as they would have 

been interpreted by a POSITA at the Critical Date. 

 Legal Standards  

81. I have been informed by Counsel and understand that documents and 

materials that qualify as prior art can render a patent claim unpatentable as being 

anticipated or obvious. 

82. I have been informed by Counsel and understand that all prior art 

references are to be looked at from the viewpoint of a person of ordinary skill in 

the art at the time of the invention, and that this viewpoint prevents one from using 

his or her own insight or hindsight in deciding whether a claim is anticipated or 

rendered obvious. 

 Anticipation 

83. I understand that patents or printed publications that qualify as prior 

art can be used to invalidate a patent claim as anticipated or as obvious. 

84. I understand that, once the claims of a patent have been properly 

construed, the second step in determining anticipation of a patent claim requires a 

comparison of the properly construed claim language to the prior art on a 

limitation-by-limitation basis. 
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85. I understand that a prior art reference “anticipates” an asserted claim, 

and thus renders the claim invalid, if all limitations of the claim are disclosed in 

that prior art reference, either explicitly or inherently (i.e., necessarily present). 

 Obviousness 

86. I understand that even if a patent is not anticipated, it is still invalid if 

the differences between the claimed subject matter and the prior art are such that 

the subject matter as a whole would have been obvious at the time the invention 

was made to a POSITA. 

87. I have been informed by Counsel and understand that a claim is 

unpatentable for obviousness and that obviousness may be based upon a 

combination of references. I have been  informed by Counsel and understand that 

the combination of familiar elements according to known methods is likely to be 

obvious when it does no more than yield predictable results. However, I have been 

informed by Counsel and understand that a patent claim composed of several 

elements is not proved obvious merely by demonstrating that each of its elements 

was, independently, known in the prior art. 

88. I have been informed by Counsel and understand that when a patented 

invention is a combination of known elements, a court determines whether there 

was an apparent reason to combine the known elements in the fashion claimed by 

the patent at issue by considering the teachings of prior art references, the effects 
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of demands known to people working in the field or present in the marketplace, 

and the background knowledge possessed by a person having ordinary skill in the 

art. 

89. I have been informed by Counsel and understand that a patent claim 

composed of several limitations is not proved obvious merely by demonstrating 

that each of its limitations was independently known in the prior art. I am informed 

by Counsel and understand that identifying a reason those elements would be 

combined can be important because inventions in many instances rely upon 

building blocks long since uncovered, and claimed discoveries almost of necessity 

will be combinations of what, in some sense, is already known. I am informed by 

Counsel and understand that it is improper to use hindsight in an obviousness 

analysis, and that a patent’s claims should not be used as a “roadmap.” 

90. I have been informed by Counsel and understand that an obviousness 

inquiry requires consideration of the following factors: (1) the scope and content of 

the prior art, (2) the differences between the prior art and the claims, (3) the level 

of ordinary skill in the art, and (4) any so called “secondary considerations” of 

non-obviousness, which include: (i) “long felt need” for the claimed invention, (ii) 

commercial success attributable to the claimed invention, (iii) unexpected results 

of the claimed invention, and (iv) “copying” of the claimed invention by others.  
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91. I have been informed by Counsel and understand that an obviousness 

evaluation can be based on a single reference or a combination of multiple prior art 

references. I understand that the prior art references themselves may provide a 

suggestion, motivation, or reason to combine, but that the nexus linking two or 

more prior art references is sometimes simple common sense. I have been 

informed by Counsel and understand that obviousness analysis recognizes that 

market demand, rather than scientific literature, often drives innovation, and that a 

motivation to combine references may be supplied by the direction of the 

marketplace. 

92. I have been informed by Counsel and understand that if a technique 

has been used to improve one device, and a person of ordinary skill at the time of 

invention would have recognized that it would improve similar devices in the same 

way, using the technique is obvious unless its actual application is beyond his or 

her skill. 

93. I have been informed by Counsel and understand that practical and 

common sense considerations should guide a proper obviousness analysis, because 

familiar items may have obvious uses beyond their primary purposes. I have been 

informed by Counsel and understand that a person of ordinary skill looking to 

overcome a problem will often be able to fit together the teachings of multiple 

prior art references. I have been informed by Counsel and understand that 
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obviousness analysis therefore takes into account the inferences and creative steps 

that a person of ordinary skill would have employed at the time of invention. 

94. I have been informed by Counsel and understand that a proper 

obviousness analysis focuses on what was known or obvious to a person of 

ordinary skill at the time of invention, not just the patentee. Accordingly, I 

understand that any need or problem known in the field of endeavor at the time of 

invention and addressed by the patent can provide a reason for combining the 

elements in the manner claimed. 

95. I have been informed by Counsel and understand that a claim can be 

obvious in light of a single reference, without the need to combine references, if 

the elements of the claim that are not found explicitly or inherently in the reference 

can be supplied by the common sense of one of skill in the art. 

96. I have been informed by Counsel and understand that there must be a 

relationship between any such secondary considerations and the invention, and that 

contemporaneous and independent invention by others is a secondary consideration 

supporting an obviousness determination. 

97. In sum, my understanding is that prior art teachings are properly 

combined where one of ordinary skill having the understanding and knowledge 

reflected in the prior art and motivated by the general problem facing the inventor, 

would have been led to make the combination of elements recited in the claims. 
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Under this analysis, the prior art references themselves, or any need or problem 

known in the field of endeavor at the time of the invention, can provide a reason 

for combining the elements of multiple prior art references in the claimed manner. 

98. I have been informed by Counsel and understand that in an IPR, “the 

petitioner shall have the burden of proving a proposition of unpatentability,” 

including a proposition of obviousness, “by a preponderance of the evidence.” 35 

U.S.C. §316(e). 

IX. CONCLUSION 

99. I am over the age of 18 and am competent to write this declaration. I 

have personal knowledge, or have developed knowledge of these technologies 

based upon education, training, or experience, of the matters set forth herein. 

100. I am not and never have been, an employee of Viant or LiveIntent. I 

received no compensation for this declaration beyond my normal hourly 

compensation based on my time actually spent analyzing the ’146 Patent, the prior 

art publications cited below, and issues related thereto, and I will not receive any 

added compensation based on the outcome of any IPR or other proceeding 

involving the ’146 Patent. 

101. In writing this Declaration, I have considered the following: my own 

knowledge and experience, including my work experience in the fields of 

networking, algorithms and data structures, electronic commerce, artificial 
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intelligence, computer systems, and databases; my experience in teaching those 

subjects; and my experience in working with others involved in those fields. 

102. My opinions, as explained above, are based on my education, 

experience, and expertise in the fields relating to the ’146 Patent. Any figures that 

appear within this document have been prepared with the assistance of Counsel 

and reflect my understanding of the ’146 Patent and the prior art discussed above. 

In addition, I have analyzed the following publications and materials, in addition to 

other materials I refer to or cite in my declaration:   

• Burdick 

• Grannan 

• VLI-1020  U.S. Patent No. 8,600,784 to Ivey et al. (“Ivey”) 

• VLI-1021 U.S. Pat. App. Pub. No. 2005/0086087 to Razza et 

al. (“Razza”) 

• VLI-1022 U.S. Pat. App. Pub. No. 2007/0233530 to Blaszka 

et al. (“Blaszka”) 

• VLI-1023 Milgrom, P., 1989. Auctions and bidding: A 

primer. Journal of economic perspectives, 3(3), pp.3-22 

(“Milgrom”) 

• VLI-1024 U.S. Pat. App. Pub. No. 2002/0029186 to Roth et 

al. (“Roth”) 
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• VLI-1025 U.S. Pat. App. Pub. No. 2005/0165643 to Wilson 

et al. (“Wilson”) 

• VLI-1026 Hormozi, A.M., 2005. Cookies and privacy. 

Information Security Journal, 13(6), p.51.  (“Hormozi”) 

• VLI-1027 U.S. Pat. App. Pub. No. 2002/0166117 (“Abrams”) 

• VLI-1028 Rappa, M.A., 2004. The utility business model and 

the future of computing services. IBM systems journal, 43(1), 

pp.32-42. (“Rappa”) 

• VLI-1029 Herness, et. al., 2004. WebSphere Application 

Server: A foundation for on demand computing. IBM Systems 

Journal, 43(2), pp.213-237. (“Herness”) 

103. I conclude from this analysis, as discussed in the reasoning noted in 

theis declaration, 1, 2, 5-9, 15-18, 21-22 of the ’146 Patent are obvious.  

104. I currently hold the opinions set expressed in this declaration. But my 

analysis may continue, and I may acquire additional information and/or attain 

supplemental insights that may result in added observations.  
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Michael Mitzenmacher
michaelm@eecs.harvard.edu

33 Cary Avenue, Lexington MA 02421
617-496-7172

Research
Interests

Design and Analysis of Algorithms; Machine Learning Systems; Networks and Data Trans-
mission; Databases.

Education UNIVERSITY OF CALIFORNIA AT BERKELEY, Berkeley, CA
Ph.D. in Computer Science awarded December, 1996.
Dissertation: The Power of Two Choices in Randomized Load Balancing.
Advisor: Alistair Sinclair. GPA: 4.0/4.0

CAMBRIDGE UNIVERSITY, Cambridge, England
Attended as one of ten recipients of the Churchill Fellowship.
Cambridge C.A.S. in Mathematics with highest distinction awarded June 1992.

HARVARD COLLEGE, Cambridge, MA
B.A. in Mathematics with Computer Science, summa cum laude, awarded June 1991.

Employment HARVARD UNIVERSITY, Cambridge, MA Spring 1999-present
Assistant professor (from Jan. 1999 -July 2002), Associate professor (from July
2002-January 2005), Professor (from Jan. 2005-present), Area Dean for Computer
Science (from July 2010-June 2013), Area Co-Chair for Computer Science (from
July 2018-June 2019).

Teach undergraduate courses including “Introduction to Algorithms and Data Structures”
and “Discrete Mathematics for Computer Science”, and graduate courses covering topics in
randomized algorithms, algorithms for networks, compression, coding, cryptography, and
information retrieval.

DIGITAL SYSTEMS RESEARCH CENTER, Palo Alto, CA Fall 1996-Winter 1998
Research scientist. Projects included work on information retrieval on the Web, era-
sure codes, error-correcting codes, on-line algorithms, and load balancing. Co-inventor for
twelve submitted patents.

SANTA CLARA UNIVERSITY, Santa Clara, CA Spring 1997
Guest professor for the undergraduate class “Introduction to Algorithms.”

Consultant: I consult on intellectual property issues as an expert witness and in other
capacities. As an expert witness, I have testified in multiple trials. I have also consulted for
several technology companies and research laboratories, including Adverplex (Cogolabs),
Akamai, AT&T, Digital Fountain, eHarmony, Fluent Mobile (Fiksu), Google, Huawei, ITA
Software, JobSync, Microsoft, Mitsubishi Research Laboratories, Weta Digital, and Yahoo.

Funding NSF CCF-2101140: AF: Small: Algorithms and Data Structures with Predictions. PI:
Michael Mitzenmacher. Total grant: $400,000. 7/21-6/24.

NSF CNS-2107078: CNS Core: Medium: Approximation and Randomization in the Pro-
grammable Data Plane. co-PIs: Minlan Yu. Total grant: $1,2000,000. 7/21-6/25.
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NSF DMS-2023528: Foundations of Data Science Institute (Harvard University). 9/20-
8/25.

NSF CCF-1563710: CIF: NeTS: Medium: Collaborative Research: Unifying Data Synchro-
nization. co-PIs: David Starobinksi, Ari Trachtenberg. Total grant: $400,000. 7/16-6/20.

NSF CCF-1535705: AitF: FULL: Collaborative Research: Better Hashing for Applications:
From Nuts & Bolts to Asymptotics. co-PIs: David Andersen. Total grant: $250,000. 9/15-
8/19.

NSF CCF-1320231: AF: Small: Data Synchronization : Theory, Algorithms, and Practice
PI: Michael Mitzenmacher. Total grant: $399,370. 9/13-8/16.

NSF CNS-1228598: TWC: Medium: Collaborative: Privacy-Preserving Distributed Stor-
age and Computation. co-PIs: Michael Goodrich, Roberto Tamassia. Total grant: $400,000.
8/12-8/16.

NSF IIS-0964473: HCC: Medium: Collaborative Research: Data-Parallel Hash Tables:
Theory, Practice and Applications. co-PIs: Nina Amenta. Total grant: $171,095. 8/10-
7/13.

NSF CCF-0915922: AF : Small : The Theory and Practice of Hash-Based Algorithms and
Data Structures. PI: Michael Mitzenmacher. Total grant: $441,956. 8/09-7/12.

NSF CNS-0721491: NeTS FIND: A Network-Wide Hashing Infrastructure for Monitoring
and Measurement. PI: Michael Mitzenmacher. Total grant: $330,000. 9/07-8/10.

NSF CCF-0634923: Towards a Basic Understanding of Channels with Synchronization
Errors. PI: Michael Mitzenmacher. Total grant: $200,000. 9/06-8/09.

NSF CCR-0121154: ITR/SY Algorithmic Issues in Large Scale Dynamic Networks. co-PIs:
Eli Upfal, Brown. Subcontract to Harvard. Total grant: $502,000. 9/01-8/06.

NSF CCR-0118701: Low Density Parity Check Codes for Channels with Memory. co-PIs:
Alek Kavcic. Total grant: $510,000. 9/01-8/04.

NSF CCR-9983832: Dynamic Processes and Network Algorithms (CAREER). $200,000.
7/00-6/04.

Dean’s Competitive Fund for Promising Scholarship. 2018. $49,333.

Google University Research Program. 8/13-8/14. PIs: Eddie Kohler and Michael Mitzen-
macher $56,000.

Google University Research Program. 12/11-12/12. $25,000.

Yahoo! University Research Program. 7/11-6/12. $10,000.

Google University Research Program. 12/09-12/10. $60,000.

Yahoo! University Research Program. 9/09-8/10. $10,000.

Google University Research Program. 8/08-7/09. $75,000.

Yahoo! University Research Program. 9/07-8/08. $25,000.
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Yahoo! University Research Program. 9/06-8/07. $50,000.

Cisco University Research Program. 8/08-7/09. $80,000.

Cisco University Research Program. 8/07-7/08. $83,000.

Cisco University Research Program. 8/06-7/07. $80,000.

Cisco University Research Program. 8/05-7/06. $72,000.

Alfred P. Sloan Research Fellowship. $40,000. Awarded in 2000.

IBM Faculty Research Grant. $10,000 Awarded in 2005.

IBM Faculty Research Grant. $10,000 Awarded in 2003.

Mitsubishi Electronic Research Laboratory. $10,000 for undergraduate research projects.
Awarded in 2002.

Honors Applied Cryptography and Network Security Conference Test of Time Paper Award (2025)
ACM Paris Kanellakis Theory and Practice Award (2020)
IEEE Fellow (2020)
IEEE Senior Member (2018)
ACM Fellow (2014)
ACM Symposium on Parallelism in Algorithms and Architectures Best Paper Award (2014)
World Wide Web Conference Best Paper Award (2014)
Royal Academy of Engineering Distinguished Visiting Fellowship (2010)
ACM SIGCOMM Test of Time Paper Award (2009)
IEEE Information Theory Society Best Paper Award (2002)
Alfred P. Sloan Research Fellowship (2000)
Sakrison Award (for Ph.D. thesis at Berkeley) (1997)
NDSEG Graduate Fellowship (1992-95)
NSF Graduate Fellowship Winner (1991)
Churchill Fellowship (1991-92)
Hoopes Prize (for senior thesis at Harvard) (1991)
Phi Beta Kappa (1990)
Harvard Distinction in Teaching Award (1990)
Goldwater Fellowship (1989-91)

Professional
Activities

Editorships and Boards:
Advisory Board, Hariri Institute at Boston University (2018-2021)
Editorial Board, Leibniz International Proceedings in Informatics (2009-2019)
Editorial Board, Communications of the ACM (2013-2018)
Science Board, Santa Fe Institute (2013-2019)
Guest Editor, SIAM Journal of Computing special issue for STOC 2009
SIAM Journal on Computing, Editor (2006-2010)
Internet Mathematics, Managing Editor
Guest Editor, Theory of Computing System special issue for SPAA 2002
Journal of Interconnection Networks, Editor

Organizing Committees:
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Sublinear Algorithms Workshop Organizing Committee, FODSI (2022)
Algorithms with Predictions Workshop Organizing Committee, STOC (2022)
Machine Learning for Algorithms Workshop Organizing Committee, FODSI (2021)
SIGACT Chair (2015-2018)
Dagstuhl Seminar: Theory and Applications of Hashing (2017)
EADS Summer School on Hashing: Theory and Applications (2014)
ICERM Workshop on Stochastic Graph Models (2014)
WAW 2013 Organizing Committee
SIGACT Vice-Chair (2009-2012)
General Chair, STOC (2010)
Workshop on Randomized Algorithms and Random Graphs (2010)
DARPA Information Science and Technology Study Groups (2007-2008)
SIGACT Committee for the Advancement of Theoretical Computer Science (2005-2008)
MSRI Workshop on Models of Real-World Random Networks (2005)
FOCS 2003 Local Arrangements Chair
Second Workshop on Randomized Algorithms and Random Graphs (2003)
Workshop on Algorithms and Models for the Web Graph (2002)
First Workshop on Randomized Algorithms and Random Graphs (2002)
DIMACS Workshop on Quality of Service Issues in the Internet (2001)
BU/NSFWorkshop on Internet Measurement, Instrumentation, and Characterization (1999)
FOCS 1998 Local Arrangements Chair

Program Committees:
NSDI 2025 Program Committee
HotNets 2024 Program Committee
WADS 2023 Program Committee
ACM CoNEXT 2023 Program Committee
NeurIPS 2022 Program Committee
ACM CoNEXT 2022 Program Committee
ICML 2022 Program Committee
SIGCOMM 2022 Program Committee
NeurIPS 2021 Program Committee
ICML 2021 Program Committee
ACDA 2021 Program Committee
ICLR 2021 Program Committee
APoCS 2021 Program Committee
ACM CoNEXT 2020 Program Committee
NeurIPS 2020 Program Committee
ICML 2020 Program Committee
APoCS 2020 Program Committee
NeurIPS 2019 Program Committee
SIGCOMM 2019 Program Committee
SOSA 2019 Program Committee (Co-Chair)
ACM CoNEXT 2018 Program Committee
ANALCO 2018 Program Committee
SIGCOMM 2017 Program Committee
NSDI 2017 Program Committee
ACM CoNEXT 2016 Program Committee
SIGCOMM 2016 Program Committee
ALENEX 2016 Program Committee (Co-Chair)
ICALP 2016 Program Committee (Track C PC Chair)
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ACM CoNEXT 2015 Program Committee
ICALP 2015 Program Committee
ITCS 2015 Program Committee
SIGCOMM 2014 Program Committee
ACM CoNEXT 2014 Program Committee
WSDM 2014 Senior Program Committee
WAW 2013 Program Committee (Co-Chair)
STOC 2013 Executive Committee
WSDM 2013 Senior Program Committee
SIGCOMM 2012 Program Committee
ISIT 2012 Program Committee
NSDI 2012 Program Committee
WAW 2011 Program Committee
ACM CoNEXT 2010 Program Committee
SIGCOMM 2010 Program Committee
NSDI 2010 Program Committee
FUN 2010 Program Committee
LATIN 2010 Program Committee
NetSciCom 2009 Program Committee
SIGCOMM 2009 Program Committee
STOC 2009 Program Committee (PC Chair)
NSDI 2009 Program Committee
ICALP 2008 Program Committee
SPAA 2008 Program Committee
WAW 2007 Program Committee
Analysis of Algorithms 2007 Program Committee
ANALCO 2007 Program Committee
ICALP 2007 Program Committee
RANDOM 2007 Program Committee
NCA 2006 Program Committee
STOC 2006 Program Committee
PODC 2005 Program Committee
ANALCO 2005 Program Committee
PODC 2004 Program Committee
SIGCOMM 2004 Program Committee
IPTPS 2004 Program Committee
Data Compression Conference 2004 Program Committee
ESA 2004 Program Committee
WAW 2003 Program Committee
FOCS 2003 Program Committee
Data Compression Conference 2003 Program Committee
ESA 2002 Program Committee
PODC 2002 Program Committee
SPAA 2002 Program Committee
STOC 2002 Program Committee
Data Compression Conference 2002 Program Committee
ALENEX 2002 Program Committee
HiPC 2001 Program Committee
ISAAC 2000 Program Committee
RANDOM 2000 Program Committee
STACS 2000 Program Committee

75



FOCS 99 Program Committee
RANDOM 98 Program Committee

Reviewer for several conferences, journals, and grant panels.

Books Probability and Computing: Randomized Algorithms and Probabilistic Analysis, by Michael
Mitzenmacher and Eli Upfal. Published by Cambridge University Press in 2005. (2nd
edition available in 2017.) This is a textbook meant for an advanced undergraduate or
beginning graduate class. The textbook has been used in courses at Brown, Harvard, U.
C. Berkeley, Univ. of Victoria, Tufts, Univ. of Mass. at Amherst, Purdue, U. Penn., and
several other universities.

Conference
and Journal
Publications

“Don’t Stop Me Now: Embedding Based Scheduling For LLMs,” with R. Shahout, E.
Malach, C. Liu, W. Jiang, and M. Yu. To appear in The Thirteenth International Confer-
ence on Learning Representations (ICLR), 2025.

“Parallel Peeling of Invertible Bloom Lookup Tables in a Constant Number of Rounds,”
with M. Goodrich and R. Kitagawa. To appear in Proceedings of the 50th International
Conference on Current Trends in Theory and Practice of Computer Science (SOFSEM),
2025.

“Efficient d-ary Cuckoo Hashing at High Load Factors by Bubbling Up,” with W. Kusz-
maul. To appear in Proceedings of the ACM-SIAM Symposium on Discrete Algorithms,
2025.

“Leveraging Parameterized Chernoff Bounds for Simplified Algorithm Analyses,” with M.
Dillencourt and M. Goodrich. Information Processing Letters, 187:106516, 2025.

“Optimal and Approximate Adaptive Stochastic Quantization,” with R. Basat, Y. Ben-
Itzhak, and S. Vargaftik. In Proceedings of the 38th Conference on Neural Information
Processing Systems, 2024.

“SkipPredict: When to Invest in Predictions for Scheduling,” with R. Shahout. In Pro-
ceedings of the 38th Conference on Neural Information Processing Systems, 2024.

“Beyond Throughput and Compression Ratios: Towards High End-to-end Utility of Gra-
dient Compression,” with W. Han, S. Vargaftik, B. Karp, and R. Basat. In Proceedings of
the Twenty-Third ACM Workshop on Hot Topics in Networks, pp. 186-194, 2024.

“Learning-Augmented Frequency Estimation in Sliding Windows,” with R. Shahout and I.
Sabek. In Proceedings of the Workshop on Intelligent Classification of High-Speed Network
Traffic (at ICNP ’24).

“Learning-Based Heavy Hitters and Flow Frequency Estimation in Streams,” with R. Sha-
hout. In Proceedings of the 32nd IEEE International Conference on Network Protocols,
2024.

“Tabula: Efficiently Computing Nonlinear Activation Functions for Secure Neural Network
Inference,” with M. Lam, V. J. Reddi, G. Wei, and D. Brooks. In Transactions on Machine
Learning Research, 2024.

“Accelerating Federated Learning with Quick Distributed Mean Estimation,” with S. Var-
gaftik, R. Basat, A. Portnoy, G. Mendelson, and Y. Ben-Itzhak. In Proceedings of the 41st
International Conference on Machine Learning, pp. 3410-3442, 2024.
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“THC: Accelerating Distributed Deep Learning Using Tensor Homomorphic Compression,”
with M. Li, R. Basat, S. Vargaftik, C. Lao, K. Xu, X. Tang, and, M. Yu. In Proceedings
of NSDI, pp. 1191-1211, 2024.

“Separating k-Player from t-Player One-Way Communication, with Applications to Data
Streams,” with E. Du, D. Woodruff, and G. Yang. In Theory of Computing, vol. 19,
Article 10, pp. 1-44, 2023.

“Direct Telemetry Access,” with J. Langlet, R. Basat, G. Oliaro, M. Yu, and G. Antichi.
In Proceedings of ACM SIGCOMM, pp. 832-849, 2023.

“Can Learned Models Replace Hash Functions?” with I. Sabek, K. Vaidya, D. Horn, A.
Kipf, and T. Kraska. Proceedings of the VLDB Endowment, vol. 16, no. 3, pp. 532-545,
2022.

“Algorithmic Tools for Mining the Motif Structure of Networks,” with B. Matejek, T. Chen,
and C. Tsourakakis. To appear in Proceedings of the European Conference on Machine
Learning and Principles and Practice of Knowledge Discovery in Databases, 2022.

“Edge-colored directed subgraph enumeration on the connectome,” with B. Matejek, D.
Wei, T. Chen, C. Tsourakakis, and H. Pfister. Scientfic Reports, 2022.

“Algorithms with Predictions,” with S. Vassilvitskii. Communications of the ACM, Volume
65 Issue 7, pp. 33-35, 2022.

“EDEN: Communication-Efficient and Robust Distributed Mean Estimation for Federated
Learning,” with S. Vargaftik, R. Basat, A. Portnoy, G. Mendelson, and Y. Ben-Itzhak. In
Proceedings of the 39th International Conference on Machine Learning, pp. 21984-22014,
2022.

“SNARF: A Learning-Enhanced Range Filter,” with K. Vaidya, S. Chatterjee, E. Knorr,
S. Idreos, and T. Kraska. In Proceedings of the VLDB Endowment, 15(8):1632-1664, 2022.

“Proteus: A Self-Designing Range Filter,” with E. Knorr, B. Lemaire, A. Lim, S. Luo,
H. Zhang, and S. Idreos. In Proceedings of the SIGMOD International Conference on
Management of Data, pp. 1670-1684, 2022.

“Designing Sensitive Viral Diagnostics with Machine Learning,” with H. Metsky, N. Welch,
P. Pillai, N. Haradhvala, L. Rumker, S. Mantena, Y. Zhang, D. Yang, C. Ackerman, J.
Weller, P. Blainey, C. Myhrvold, and P. Sabeti. Nature Biotechnology, 2022.

“The Supermarket Model with Known and Predicted Service Times,” with M. Dell’Amico.
IEEE Transactions on Parallel and Distributed Systems, 2022.

“Uniform Bounds for Scheduling with Job Size Estimates,” with Z. Scully and I. Grosof. In
Proceedings of 13th Innovations in Theoretical Computer Science Conference, 114:1-114:30,
2022.

“DRIVE: One-bit Distributed Mean Estimation,” with S. Vargaftik, R. Basat, A. Port-
noy, G. Mendelson, and Y. Ben-Itzhak. In Proceedings of the 34th Conference on Neural
Information Processing Systems, pp. 362-377,2021.

“Zero-CPU Collection with Direct Telemetry Access,” with J. Langlet, R. Basat, S.S.
Ramanathan, G. Oliaro, M. Yu, and G. Antichi. In Proceedings of the Twentieth ACM
Workshop on Hot Topics in Networks, pp. 108-115, 2021.
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“Gradient Disaggregation: Breaking Privacy in Federated Learning by Reconstructing the
User Participant Matrix,” with M. Lam, V. J. Reddi, D. Brooks, and G. Wei. In Proceedings
of the 38th International Conference on Machine Learning, pp. 5959-5968, 2021.

“Putting the ‘Learning’ into Learning-Augmented Algorithms for Frequency Estimation,”
with E. Du and F. Wang. In Proceedings of the 38th International Conference on Machine
Learning, pp. 2860-2869, 2021.

“Queues with Small Advice.” In Proceedings of the SIAM Conference on Applied and
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91



30th Annual ACM Symposium on Theory of Computing (STOC-98), pp. 378-388, ACM
Press, May 23-26, 1998.

“Min-Wise Independent Permutations,” with Andrei Broder, Moses Charikar, and Alan
Frieze. In Proceedings of the 30th Annual ACM Symposium on Theory of Computing
(STOC-98), pp. 327-336, ACM Press, May 23-26, 1998. Journal version: Journal of
Computer and System Sciences, 60(3), pp. 630-659, 2000.

“Analysis of Low Density Codes and Improved Designs Using Irregular Graphs,” with
Michael Luby, Amin Shokrollahi, and Dan Spielman. In Proceedings of the 30th Annual
ACM Symposium on Theory of Computing (STOC-98), pp. 249-258, ACM Press, May
23-26, 1998.

“Improved Low Density Parity Check Codes Using Irregular Graphs and Belief Propa-
gation,” with Michael Luby, Amin Shokrollahi, and Dan Spielman. In Proceedings of the
1998 International Symposium on Information Theory. Extended version available as Com-
paq Systems Research Center Technical Note 1998-009. Journal version: “Improved Low
Density Parity Check Codes Using Irregular Graphs,” IEEE Transactions on Information
Theory, 47(2), pp. 585-598, 2001.

“Analysis of Random Processes via And-Or Tree Evaluation,” with Michael Luby and
Amin Shokrollahi. In Proceedings of the 9th Annual ACM-SIAM Symposium on Discrete
Algorithms, pp. 364-373, 1998.

“Average Case Analyses of First Fit and Random Fit Bin Packing,” with Susanne Albers.
In Proceedings of the 9th Annual ACM-SIAM Symposium on Discrete Algorithms, pp.
290-299, 1998. Journal version: Random Structures and Algorithms, 16(3), pp. 240-259,
2000.

“How Useful is Old Information?” In Proceedings of the 16th ACM Symposium on Prin-
ciples of Distributed Computing, pp. 83-91, 1997. Journal version: IEEE Transactions on
Parallel and Distributed Systems, 11:1, pp. 6-20, January 2000.

“Revisiting the COUNTER Algorithms for List Update,” with Susanne Albers. Inf. Proc.
Letters, 64, pp. 155-160, 1997.

“Practical Loss-Resilient Codes,” with Michael Luby, Amin Shokrollahi, Dan Spielman, and
Volker Stemann. In Proceedings of the 29th ACM Symposium on the Theory of Computing ,
pp. 150-159, 1997. Journal version: “Efficient Erasure Correcting Codes,” with Michael
Luby, Amin Shokrollahi, and Dan Spielman. IEEE Transactions on Information Theory,
47(2), pp 569-584, 2001.

“On the Analysis of Randomized Load Balancing Schemes.” In Proceedings of the 9th
ACM Symposium on Parallel Algorithms and Architectures, pp. 292-301, 1997. Journal
version: special conference issue of Theory of Computing Systems, vol. 32, pp. 361-386,
1999.

“Load Balancing and Density Dependent Jump Markov Processes.” In Proceedings of the
37th Annual Symposium on Foundations of Computer Science , pp. 213-222, 1996. Journal
version: “The Power of Two Choices in Randomized Load Balancing.” IEEE Transactions
on Parallel and Distributed Computing, 12(10), pp. 1094-1104, 2001.

“Designing Stimulating Programming Assignments for an Algorithms Course: A Collection
of Problems Based on Random Graphs.” In SIGCSE Bulletin, 28:3, pp. 29-36, September
1996.

92



“Constant Time per Edge is Optimal in Rooted Tree Networks.” In Proceedings of the 8th
ACM Symposium on Parallel Algorithms and Architectures, pp. 162-169, 1996. Journal
version: Distributed Computing vol. 10:4, 1997, pp. 189-197.

“Average Case Analyses of List Update Algorithms, with Applications to Data Compres-
sion,” with Susanne Albers. In Proceedings of the 1996 International Colloquium on Au-
tomata, Languages, and Programming , pp. 514-525. Journal version: Algorithmica, vol.
21:3, 1998, pp. 312-329.

“Pattern-based Compression of Text Images,” with Andrei Broder. In 1996 Data Com-
pression Conference , pp. 300-309.

“Parallel Randomized Load Balancing,” with Micah Adler, Soumen Chakrabarti, and Lars
Rasmussen. In Proceedings of the 27th ACM Symposium on the Theory of Computing , pp.
238-247, 1995. Journal version: Random Structures and Algorithms, vol. 13:2, September
1998, pp. 159-188.

“Bounds on the Greedy Routing Algorithm in Array Networks.” In Proceedings of the 6th
ACM Symposium on Parallel Algorithms and Architectures, pp. 346-353, 1994. Journal
version: special conference issue of the Journal of Computer and System Sciences vol.
53:3, December 1996, pp. 317-327.

“Computational Complexity of Loss Networks,” with Graham Louth and Frank Kelly.
Theoretical Computer Science , vol. 125, May 1994, pp. 45-59.

Other
Publications

“Lyra: An Efficient and Expressive Subquadratic Architecture for Modeling Biological Se-
quences,” with Krithik Ramesh, Sameed Siddiqui, Albert Gu, and Pardis Sabeti. Available
at https://arxiv.org/abs/2503.16351.

“Juniper: Reconstructing Transmission Events from Next-Generation Sequencing Data at
Scale,” with Ivan Specht, Gage Moreno, Taylor Brock-Fisher, Lydia Kraslinkova, Brittany
Petros, Jonathan Pekar, Mark Schifferli, Ben Fry, Catherine Brown, Lawrence Madoff,
Megan Burns, Stephen Schaffner, Daniel Park, Bronwn MacInnis, Al Ozonoff, Patrick
Varilly, and Pardis Sabeti. Available at https://www.medrxiv.org/content/10.1101/

2025.03.02.25323192v1.

“Delphy: scalable, near-real-time Bayesian phylogenetics for outbreaks,” with Patrik Var-
illy, Mark Schifferli, Katherine Yang, Tim Burcham, Paul Cronan, Olivia Glennon, Olivia
Jacks, Ellory Laning, Libby Marrs, Kyle Oba, Shannon Yeung, Edyth Parker, Ifeanyi
Omah, Jonathan E. Pekar, Laura Luebbert, Kristian G. Andersen, Daniel J. Park, Stephen
F. Schaffner, Bronwyn L. MacInnis, Christian Happi, Jacob E. Lemieux, Al Ozonoff,
Michael D. Mitzenmacher, Ben Fry, and Pardis C. Sabeti. Available at https://www.

biorxiv.org/content/10.1101/2025.03.25.645253v1.

“Use of popularity information to reduce risk posed by guessing attacks,” with Stuart
Schechter and Cormac Herley. US Patent 08959644. Issued 2/17/2015.

“Method and apparatus providing network coding based flow control,” with Jay Kumar
Sundararajan, Devavrat Shah, Muriel Medard, Joao Barros, and Szymon Jakubczak. US
Patent 08526451. Issued 9/3/2013.

“Method and apparatus providing network coding based flow control,” with Jay Kumar
Sundararajan, Devavrat Shah, Muriel Medard, Joao Barros, and Szymon Jakubczak. US
Patent 08130776. Issued 3/6/2012.

93



“Method for finding optimal paths using a stochastic network model,” with Evdokia
Nikolova and Matthew Brand. US Patent 07573866. Issued 8/11/2009.

“Ranking search engine results,” with Monika Henzinger. US Patent 07541388. Issued
11/11/2008.

“Distributed, compressed Bloom filter Web cache server.” US Patent 06920477. Issued
7/19/2005.

“Method for packing rectangular strips,” with Neal Lesh and Joe Marks. US Patent
06832129. Issued 12/14/2004.

“System and method for near-uniform sampling of web page addresses,” with Monika
Henzinger, Allan Heydon, and Marc Najork. US Patent 06594694. Issued 7/15/2003.

“On demand encoding with a window,” with Michael Luby, Gavin Horn, Jeffrey Persch,
John Byers, and Armin Haken. US Patent 06486803. Issued 11/26/2002.

“Generating high weight encoding symbols using a basis,” with Armin Haken, Michael
Luby, Gavin Horn, Diane Hernek, and John Byers. US Patent 06411223. Issued 6/25/2002.

“Space-efficient multi-cycle barrel shifter circuit,” with Laurent Moll. US Patent 06314156.
Issued 11/6/2001.

“Method for determining a random permutation of variables by applying a test func-
tion,” with Andrei Broder, Laurent Moll, and Mark Shand. US Patent 06292762. Issued
9/18/2001.

“Loss resilient code with double heavy tailed series of redundant layers,” with Michael
Luby. US Patent 06195777. Issued 2/27/2001.

“Message encoding with irregular graphing,” with Michael Luby, Amin Shokrollahi, Dan
Spielman, and Volker Stemann. US Patent 06163870. Issued 12/19/2000.

“Compression of grey scale images of text,” with Andrei Broder. US Patent 06088309.
Issued 7/11/2000.

“Irregularly graphed encoding technique,” with Michael Luby, Amin Shokrollahi, Dan
Spielman, and Volker Stemann. US Patent 06081909. Issued 6/27/2000.

“Loss resilient decoding technique,” with Michael Luby, Amin Shokrollahi, Dan Spielman,
and Volker Stemann. US Patent 06073250. Issued 6/6/2000.

“Task processing optimization in a multiprocessor system,” with Andrei Broder. US Patent
05991808. Issued 11/23/1999.

“Compression protocol with multiple preset dictionaries,” with Andrei Broder and Jeff
Mogul. US Patent 05953503. Issued 9/14/1999.

“When Simple Hash Functions Suffice,” with K. Chung and S. Vadhan. Appears as a chap-
ter in Beyond Worst Case Analysis, edited by Tim Roughgarden, Cambridge University
Press.

“Algorithms with Predictions,” with S. Vassilvitskii. Appears as a chpater in Beyond
Worst Case Analysis, edited by Tim Roughgarden, Cambridge University Press.

94



“Some Practical Randomized Algorithms and Data Structures,” with E. Upfal. Appears
as a chapter in Computing Handbook, Third Edition: Computer Science and Software
Engineering, edited by T. Gonzalez, J. Diaz-Herrera, and A. Tucker. Chapman and Hall,
2014.

“Building an Efficient Hash Table on the GPU,” with D. Alcantara, V. Volkov, S. Sengupta,
J. Owens, and N. Amenta. Appears as a chapter in GPU Computing Gems: Jade Edition,
edited by Wen-mei W. Hwu. Morgan Kaufmann, 2011.

“Codes – Protecting Data Against Loss and Errors.” Appears as a chapter in Algorithms
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