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Abstract—Dynamic power management schemes (also calledmechanical, and optical components are often responsible for
policies) reduce the power consumption of complex electronic sys- the largest contributions to the power budget. For example,
tems by trading off performance for power in a controlled fash- the power breakdown for a well-known laptop computer [4]

ion, taking system workload into account. In a power-managed h h % of th | . db
system it is possible to set components into different states, eachSNOWS that, on average, 36% of the total power is consumed by

characterized by performance and power consumption levels. The the display, 18% by the hard drive, 18% by the wireless LAN
main function of a power management policy is to decide when interface, 7% by noncritical components (keyboard, mouse,
to perform component state transitions and which transition etc.), and only 21% by digital VLSI circuitry (mainly memory

should be performed, depending on system history, workload, . . o . .
and performance constraints. and CPU). Reducing the power in the digital logic portion of

In the past, power management policies have been formulated this laptop byl0Xwould reduce the overall power consump-
heuristically. The main contribution of this paper is to introduce tion by less than 19%. Laptop computers are not an isolated

a finite-state, abstract system model for power-managed systemscase. Many others electronic appliances are complex and het-
based on Markov decision processes. Under this model, the erogeneous systems containing a wide variety of devices that
problem of finding policies that optimally tradeoff performance o . .

for power can be cast as a stochastic optimization problem and do not fall within the scope of the available computer-aided
solved exactly and efficiently. The applicability and generality power optimization techniques. Designers have reacted to the
of the approach are assessed by formulating Markov model and new challenges posed by power-constrained design by mixing

optimizing power management policies for several systems. technological innovation and power-conscious architectural
Index Terms—Energy conservation, energy management, opti- design and optimization.
mization methods. One of the most successful techniques employed by design-
ers at the system level idynamic power managemefg],
|. INTRODUCTION [9]. This technique reduces power dissipation by selectively

. . . turning off (or reducing the performance of) system compo-
ATTERY-OPERATED portable appliances impose tigh ents when they are idle (or partially unexploited). Building

constraints on the power dissipation of their components. .

. : . ) a'complex system that supports dynamic power management

Such constraints are becoming tighter as complexity and - .

. IS a difficult and error-prone process. Long trial-and-error

performance requirements are pushed forward by user dema}Pdrations cannot be tolerated when fast time to market is the
Reducing power dissipation is a design objective also for -

stationary equipment, because excessive power dissipat'i]aﬁrIn factor deciding the success of a product.

implies increased cost and noise for complex cooling systems. 0 shorten the design cycle of complex power-managed
Numerous computer-aided design techniques for low po stems, several hardware and software vendors [10], [11]

have been proposed [1][3] targeting digital very large scafé® PUrsuing a long-term strategy to simplify the task of

integration (VLSI) circuits, i.e., chip-level designs. designing large and complex power-managed systems. The
Almost every portable electronic appliance is far morstrategy is based on a standardization initiative known as the

complex than a single chip. Portable devices such as cellugvanced configuration and power interfa¢aCPI). ACPI

telephones and laptop computers contain tens or even hund@RRCifies an abstract and flexible interface between power-
of components. To further complicate the picture, in mo&anageable hardware components (VLSI chips, disk drivers,
electronic products, digital components are responsible féiplay drivers, etc.) and thpower manager(the system
only a fraction of the total power consumed. Analog, electré@Mponent that controls when and how to turn on and off func-
tional resources). The ACPI interface specification simplifies
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Whenever the functionality of a component is required to cariy described. We implemented a tool for automatic power
out a system task, the component must be turned on aatimization. In Section V, we describe the tool implemen-
restored to its fully functional state. The transition betwednation. Section VI is dedicated to the application of policy
the inactive and the functional state requires time and poweptimization to realistic case studies and to the analysis
As a result, the eager policy is often unacceptable becausefitthe sensitivity of optimal policies to system parameters.
degrades performance and may not decrease power dissipatg&gttion VIl presents a discussion on modeling issues, where
For instance, consider a device that dissipates 2 W \ve clarify the basic assumptions and the domain of applicabil-
fully operational state and no power when set into inactivity of our model. Finally, in Section VIII, we summarize our
state. The transition from operational to inactive state fgdings and outline future directions of research.
almost instantaneous (hence, it does not consume sizable
power). However, the opposite transition takes 2 s. During
the transition, the power consumption is 4 W. This device Il. RELATED WORK
is a highly simplified model of a hard-disk drive (a more The fundamental premise for the applicability of power
detailed model will be introduced later in this paper). Clearlynanagement schemes is that systems, or system components,
the eager policy does not produce any power savings if tegperience nonuniform workloads during normal operation
device remains idle for less than 4 s. Moreover, even if thgne. Nonuniform workloads are common in communication
idle time is longer than 4 s, transitioning the device to inactiiéetworks and in almost any thinkable interactive system. In the
state degrades performance. If the eager policy is chosen, ig€ent past, several researchers have realized the importance
user will experience a 2-s delavery timea request for the of power management for large classes of applications. Chip-
device is issued after an idle interval. level power management features have been implemented in
The choice of the policy that minimizes power undemainstream commercial microprocessors [5]-[7]. Micropro-
performance constraints (or maximizes performance undgsssor power management has two main flavors. First, the
power constraint) is a constrained optimization problem whightire chip can be shut down in several sleep states through
is of great relevance for low-power electronic systems. We calkternal signals or software control. Second, chip units can be
this problempolicy optimization(PO). Several heuristic powershut down by stopping their local clock distribution. This is
management policies have been investigated in the past [I#jne automatically by dedicated on-chip control logic, without
[14], [15] but no strong optimality result has been proven. user control. Techniques for the automatic synthesis of chip-
In this paper we propose a stochastic model based lewel power management logic are surveyed in [8].
Markov decision processes [22] for the formulation of policy At a higher level of abstraction, energy-conscious commu-
optimization and we describe a procedure foeitactsolution. nication protocols based on power management have been
The solution of PO is computed in polynomial time by solvingtudied [16]-[20]. The main purpose of these protocols is to
a linear optimization problem. We first describe the details amdgulate the access of several communication devices to a
the fundamental properties of the stochastic model, then wieared medium trying to obtain maximum power efficiency
show how to formulate and solve policy optimization. Théor a given throughput requirement. Power efficiency is a
global optimality of the solutions obtained is also provedstringent constraint for mobile communication devices. Pagers
The procedure can be employed to explore the power versire probably the first example of mobile device for personal
performance tradeoff curve. communication. In [20], communication protocols for pagers
The class of the optimal policies is then studied in detail. Ware surveyed. These protocols have been designed for maxi-
assess the sensitivity of policies to several system parametetam power efficiency. Protocol power efficiency is achieved
Our results provide insights for system architects designihy increasing the fraction of time in which a single pager is
power managed systems. Our model and optimization pidie and can operate in a low-power sleep state without the
cedures can be used to help designers in difficult high-lewidk of loosing messages.
decisions on how to choose or design components that can bgVith the widespread diffusion of advanced communication
power managed effectively. devices (cellular phones, portable wireless terminals, etc.) the
Our analysis and our optimality result critically dependbandwidth requirements for communication protocols have
on our modeling assumptions. We assess the soundness oftmaome much more stringent. More complex and higher-
assumptions by constructing the stochastic model for a real-lgerformance protocols are needed for controlling such ad-
device (a disk drive) under a realistic workload. We then appiianced devices. In [16], atar communication network is
our optimization algorithm and compute optimal policies. Thstudied, where several power-constrained devices communi-
performance and power dissipation of the policies are theate with each other through a base station that regulates
validated against simulation. Moreover, the optimal policigsaffic. The contribution of [16] is the formulation of a slot
are compared with heuristic solutions. reservation strategy for the communicating devices and a
The paper is organized as follows. In Section Il, we reviescheduling algorithm for the base station that reduces power
related work in the field of dynamic power management. lconsumption while meeting service quality specifications.
Section Ill, we describe our stochastic model, starting from The approaches presented in [18] and [19] are primar-
a qualitative description, then moving to a more rigorouy focused on how to maximize the efficiency of a single
mathematical formulation. The policy optimization problenpower-constrained communication device operating in a noisy
is formulated in Section IV and a procedure for its solutioenvironment. Traditionally, communication devices have been
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designed to respond to increased noise levels by increasindh common feature of all previous works in the area of
transmission power and by repeating transmission. This strapwer management is that policies are formulated heuristi-
egy is highly energy-inefficient and can be counterproductiwally, then tested with simulations or measurements to assess
even throughput-wise if decreased transmission quality their effectiveness. Another interesting commonality is that
caused by interference from other transmitters operating wite highly abstract models used to represent the target systems
the same protocol. Both [18] and [19] assume that the worstcessarily imply some uncertainty. Uncertainty is caused by
menace to service quality is mutual interference and propaaestraction (for instance system response time is uncertain
retransmission protocols that tend to reduce mutual interfdvecause detailed functionality is abstracted away), and by non-
ences by reducing the average transmission power and dgterminism (for instance, request arrival times are uncertain
increasing silence time when error rate is high. because they are not controlled by the system).

Power management schemes have also been studied in [12Rrobabilistic techniques and models are employed by all
[14], and [15]. The system, or a component, is modeled ageevious approaches to deal with uncertainty. Similarly to
reactivesystem that receives requests from the external enpirevious approaches, we will formulate a probabilistic system
ronment and performs some computational task in resporsedel, but differently from previously published results, we
to a request. The arrival rate of incoming requests is nwill rigorously formulate the policy optimization problem
uniform over time, nor it is so high to impose full utilization.within the framework provided by our model, and we will
Hence, power can be saved by transitioning the system tghow that it can be solved exactly and in polynomial time in
sleep state when it is not in use. The power-down stratetjie size of the system model. To obtain this result, we leverage
impacts performance both in terms of latency and throughputell-known stochastic optimization techniques based on the
because of transition delays. The approaches presented in [if&ory of Markov processes. A vast literature is available on
[14], and [15] explore several shutdown policies that minimizéis topic, and the interested reader is referred one of the
power at the cost of a marginal performance reduction.  numerous textbooks for detailed information (see, for instance,

Disk driver subsystems are studied in [12] and [13]. Thig1]-[23]).
work presents an extensive study of the performance of various
disk spin-down policies. The problem of deciding when to IIl. STOCHASTIC MODEL
spin down a hard disk to reduce its power dissipation is In this section we first informally describe a system model,
presented as a variation of the general problem of predictitigen we provide definitions and we analyze the properties of
idleness for a system or a system component. This probleie model. We consider a system embedded in an environment
has been extensively studied in the past by computer architegisdeled as a single source of requests. Requests issued by
and operating system designers (the paper by Goldihg the event source are serviced by the system. The system itself
al. [13] contains numerous references on the topic), becaussists of two components: a resource that processes requests
idleness prediction can be exploited to optimize performange service provider), and @ower manager.

(for instance by exploiting long idle period to perform work The resource has several states of operation. Each state is
that will probably be useful in the future). When low powetharacterized by a service rate, which is, roughly speaking,
dissipation is the target, idleness prediction is employed pooportional to the average number of requests serviced in
decide when it is convenient to spin down a disk to savgtime unit. Some states may have zero service rate. Such
power (if a long idle period is predicted), and to decide whestates are callesleep statesyhile states with nonnull service

to turn it on (if the predictor estimates that the end of the idlate are calledctive states. Both request arrivals and services
period is approaching). are stochastic processes, in other words, service times and

The studies presented in [14] and [15] target interactiveterarrival times between requests are nondeterministic. As
devices. A common assumption in these works is that futuggplained in Section Il, nondeterminism models incomplete
workloads can be predicted by examining the past histoipformation and/or uncertainty caused by the high level of
The prediction results can then be used to decide when agbtraction of the model.
how transitioning the system to a sleep state. In [14], theThe system may contain qgueuewhich stores requests
distribution of idle and busy periods for an interactive terminahat cannot be immediately serviced upon arrival because the
is represented as a time series, and approximated with a leastvice provider is either busy servicing other requests or it has
squares regression model. The regression model is usedZero service rate. We assume that requests are indistinguish-
predicting the duration of future idle periods. A simplifiecable, hence, service priorities are immaterial. Moreover we
power management policy is also introduced, that predicts thgsume that the traffic-management component has finite ca-
duration of an idle period based on the duration of the lagacity. Whenever the number of enqueued requests exceeds the
activity period. The authors of [14] claim that the simple policgapacity, requests are lost. Request loss does not model actual
performs almost as well as the complex regression model, dadk of service in the system. In our abstract model, request
it is much easier to implement. In [15], an improvement oveoss represents an undesirable condition that is verified when
the prediction algorithm of [14] is presented, where idlenesso many requests are waiting to be serviced. Real-life systems
prediction is based on a weighted sum of the duration of pagnerally implement congestion-control mechanisms based on
idle periods, with geometrically decaying weights. The policgynchronization primitives that prevent overflowing of internal
is augmented by a technique that reduces the likelihood quieues. We do not accurately model such mechanisms because
multiple mispredictions. we focus on average-case operating conditions. However we
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> .esPsi,s = 1. A Markov chain can also be described by
Power Manager its state-transition diagrama directed graph whose nodes are
states, and whose edges are labeled with conditional transition
ﬁ @ probabilities. State transition times in Markov chains have
State observations Commands — gapmetric distribution
Prol{t, ., = n1) = ps, o, 0%, 3,- @
service requester |:> I:> A stationary controllable Markov chain M(a) is a Markov
_ . chain whose transition probabilities,, ,, are functions of
queve e controlling variablea. When the independent variablecan
take values in a finite setl, the transition probabilities are
Ps.,s;(a). A— [0, 1], and the controllable Markov chain can
be represented by a set of matrices, one for each value of the
model overflow of normal system capacity because it isdependent variable ¢ A.
undesirable and should be avoided as much as possible. ~ We first define acommand setdA = {q;, st. ¢ =
The power manager is a controller that observes the histdry2, ---, A}. The elements oA are commands issued by the
of the service provider and of the queue and issues commarpisver manager for controlling the operation of the system.
There is a finite number of commands, and their purpose isDefinition 3.1: A service provider(SP) is described by a
to cause the transition of the service provider from one stdtéple (Mgp(a), b(s, a), (s, a)) where: i) Mgp(a) is a
to another. The service provider responds to commands irstationary, controlled Markov process with state Set {s;
nondeterministic fashion. In other words, there is no guaranteé ¢ = 1, 2, ---, S}, control setA and stochastic matrix
that the service provider changes state as soon as a commBht(a); ii) b(s, a) is a functiond: S x A — [0, 1]; and iii)
is issued, but there is a probability that the transition will be(s, a) is a functione: § x A — R.
performed in the future. Nondeterminism represents the delayThe SP model is a discrete-time controllable Markov chain
of the system in responding to commands and the uncertaiatyd matrix PS"(a) is its conditional probability matrix. A
on the actual value of such delay caused by the high abstracté@mvice rateb(s, a) is associated with each statec S and
level of the model. The criterion used for choosing whatommanda € A, it represents the probability of completing
command to issue and when is callpdlicy. the service of a request in a time slice, given that SP is in state
The overall system architecture is depicted in Fig. 1. Ogrand that command has been issued at the beginning of the
goal is to search the space of all possible policies to firitne slice. Apower consumptiomeasure:(s, a) is associated
the one that minimizes a cost metric. We define two cogtth each states € S and command: € A. It represents
metrics: power and performance. Policy optimization targetsthe power consumption of the SP in a time slice, given that
the optimization of one cost metric while using the secortbmmanda has been issued and the SP is in statin each
as a constraint. In Sections IlI-A and 11I-B, we formulate dime slice, the service provider can be in only one state. The
stochastic system model based on Markov chains. Within tiiswer manager causes state transitions by issuing commands.
model, policy optimization can be rigorously formulated antlowever, the response to a command is nondeterministic: the
solved. However, we do not discuss how and when the mod® may or may not transition to a new state. Clearly, it is
is a valid abstraction of a real-life system. This important issygssible to model deterministic transitions by specifying a

Fig. 1. Components of the system model.

is analyzed in detail in Sections VI and VII. conditional probability value equal to one. In the general case,
a command needs to be asserted over several time steps to
A. System Components induce the desired transition. If we assume that the asserted

We assume that the reader is familiar with basic probabiligmmand does not change, the probability that the SP performs

theory at the level of [25] and [26]. We use uppercase bo e transition increase.s.geometrically with the number of time
letters (e.g.,M) to denote matrices, lowercase bold letterd'°C>" Thus, the transition tirttg, », (a) has expected value
(e.g., v) to denote vectors, calligraphic letters (e.§) to . - 1) ¢
denote)sets, uppercase italicizeg Igtters (esg.,tcg dge)'note tasay(@) =T Z k(1=p37s, () l)pffsj (a)
scalar constants and lowercase italicized letters (e)gto szl
denote scalar variables. We will consider a discrete-time (i.e., =<5 -
slotted time) setting,, = 7'n, whereT is the time resolution, D5, s, (@)
n € N4. We will write z,, in place ofz,, . We calltime slice The value oft,, . (a) is the average time for transitioning
the time interval between two consecutive values,of from states; to states;, given that the command is issued

A stationary Markov chain M is a stochastic process overat everyt,, until the transition is performed.
afinite state sef = {s;, s.t.i =1, 2, ---, S} whose behavior  Each pair(s. a) is characterized by a performantés, a)
is such that, at any time,, the state probability distribution and a power consumptiot(s, a). Performance is expressed
depends only on the state at timg_;. Prol{z,, = s;|zn—1 = in terms of service rate, which is the probability of completing
$i) = Ps;, s, 1S calledone-step transition probability. The one-a request in a time slice, hence, the valugha$ 0 < b < 1.
step transition probabilities are conveniently specified in tt#ero service rate means that no requests can be serviced and
form of atransition probability matrixP, 0 < p,, ., <1 and the SP is not active. Service raie= 1 means that a request

)
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s off: 0.2 s_on: 0.97
s_ott: 1.0

s_off: 0.8 s_om: 0.03
s_off: 0.0 Fig. 3. Markov chain model of the service requester.

Fig. 2. Markov chain model of the service provider.

PSR, The functionz(r) represents the number of requests
is certainly serviced in each time slice. Functiois a general issued per time slice by the service requester when it is in
real-valued function that expresses the power consumptionsiater. Intuitively, SR states represent traffic conditions, and
arbitrary units (say Watts). The definitions bfand ¢ are the the value z(r) gives a quantitative measure of the traffic
basis for the computation of the cost metrics employed ggenerated in each condition. For instance;(if) = 0, state

evaluate the quality of a policy. 7 represents an environmental condition where no requests
Example 3.1:Consider a SP with two statess = are generated. The Markov process of request generation is
{on, off}. Assume that two commands are defingd = completely autonomous and it does not depend on the behavior

{s_on, s_off}, with the intuitive meaning of “switch on” and of the system: it represents the external environment over
“switch off,” respectively. When a command is issued, the Sphich the system has no control. Interarrival times have a
will move to a new state in the next period with a probabilitgeometric, memoryless distribution.

dependent only on the commandand on the departure and Example 3.2:Consider a SR with two statesp and r1,

arrival states. The stochastic matiX" () can be representedwhere functionz(r) is defined as followsz(ro) = 0, 2(r1) =
by two matrices, one for each command. For example 1. Since there is a one-to-one correspondence between values

on off of z and SR states, we will use the valueszoés names for
the statess( will be called 0, andr; will be called 1). At
PSP(s.on) = on < 1 0 ) any timet, only two possibilities are given: either a single
off \ 0.1 0.9 request or no request is received. An example of a stochastic
on off matrix of SR is
0 1
PSP (s off) = O <0'8 02). psk _ 0 (095 0.05
of \ 0 1 1 <0.15 085)'

The Markov chain model of the SP is pictorially representethe Markov chain of the SR is shown in Fig. 3. The SR

in Fig. 2. Note that the transition time from off to on when thgnodels a “bursty” workload. There is a high probability (0.85)

s-on command has been issued is a geometric random variakfigeceiving a request during period+ 1 if a request was

with average equal to 1/0.% 10 periods. received during perioe, and the mean duration of a stream
Service rateé(s, a) and power consumptioa(s, a) can be of requests is equal to 1/0.15 6.67 periods.

represented by two-dimensional tables with one entry for eachRemember that, although we have discussed examples of

state-command pair. For instance two-state SR models, the number of states of the model can be
s.on s_off larger than two, and function(r) can take arbitrary integer
values.
bla, s) = on < 0-8 0 ) Definition 3.3: A service queués described by a stationary
off \ 0 0 controllable Markov chainfMgq(a, s, r) with state setQ =
s-on s_off {¢; st.i=0,1,---,(Q — 1)}, control set4 x S x R and
on/{ 3 4 stochastic matrixP>?(a, s, 7).
ca, s) = ( ) When service requests arrive during one period, they are
off 4 0 buffered in a queue of lengtfty — 1). The queue is in state

In this example, the SP is active only when it is in the op, wheni requests are waiting to be serviced. The queue is

state and it is not being switched off. Power dissipation is nijbunded: if new requests arrive when its staigis;, the state

in the off state, but switching the resource on or off has does not change (in this case we say that requestestjeWe

sizable power cost: the power consumption of the SP duriegll ¢_; the queue fullstate, andy, the queue emptgtate.

the switching times (i.e., when the state is on and the commaénide conditional probabilities of the S@_‘?% are completely

is s_off, or when the state is off and the command:ien) is determined by the other system components. The SP controls

higher than that of the active state. how fast the queue is emptied, while the SR controls how fast
Definition 3.2: A service requeste(SR) is described by a the queue is filled. Given the triple:, s, ) we knowb(a, s)

pair (Mgg, 2(r)) where: i) Mgg is a Markov process with (the service rate) and the number of request arrivét. The

state setR = {r; s.t.i =0, 1, ---, (R — 1)} and stochastic probability of servicing an enqueued request (or an incoming

matrix PS® and ii) z(r) is a functionz: R — IN. one) isb(a, s), while the probability that no requests are ser-
The service requester models the system’s environment asced is1 —b(a, s). Statesy, (Queue empty) ando_; (Queue

Markov chain withR states and transition probability matrixfull) are corner cases. if = go andz(r) = 0 (i.e., no arrivals),
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then the state will remain, with probability 1. If the queue is Notice that the SP is actively servicing requests with rate 0.8
full, its state will change with probability(a, s) if z(r) =0, only when its state is on and the command issuedas (this

while it will remain go_; with probability 1 if z(r) > 0. One situation corresponds to the two top matrices). In all other
last corner case is verified when the number of arrigélg is combinations of command and state the service rate is zero.
large enough to exceed the maximum queue length, i.e., if téhen there are no requests the queue states does not change,
queue state ig; andi+z(r) > Q. In this case the new queuei.e., P52 is the identity matrix. I there are incoming requests,
state will begg_; (queue full) with probability 1. Whenever the queue can only be filled. For instance, consider the matrix
an incoming request cannot be enqueued because the gUeuétate(s_on, off. 1): the SP is off, the command is.on

is full, we say that we have sequest loss The transition and a request arrives. If the queue was empty, it is filled with

probabilities outside corner cases can be expressed as folloRfgbability one. If the queue was already full, it remains full
1—b(a,s), if j=i+2(r), and and we have a request loss.

0<itz(r)<Q, Definition :_’:.4: A power manager(PM) is a control pro-
it j =i+ 2(r)— 1, and cedyre that issues a commaqde A to the SP.every. time
7 ! periodt,. The decision on which command to issue is based
0< 'L_+ Ar)<Q+1 on the observation of the system histady, up to ¢, where
0, otherwise. H, € (S§x R x Q"
®) The flow of state information and command between the
Although the formal description of matri®>?(a, s, r) PM and the system is depicted in Fig. 1. To understand
may seem complex, its construction is intuitive, and cahe implications of the PM definition, observe that the set
be best clarified through an example. H, = (§ x R x Q)™ contains all possible sequences of
Example 3.3: Consider the SP and SR models introduced f#iples (s, , ¢). A generic elementd,, € H,, represents the
the previous examples, and assume a maximum queue ler@fiire system history for. time slices (from time 1 to time
of one, thusQ = {qo, ¢1}. The SR has two states, the SP ha.): Hn = ({51, 71, @), (52, 72, @2), -+ (S, Tns @) IN
two states and two commands can be issued. Hehees x R~ Other wordsH,, contains all possible system trajectories from
contains eight triples. Matri®52(a, s, ) can be described by time 1 to time #,,.

eight 2x 2 matrices, one for each value of the trigte s, r) D'efinition 3.4 fully chgrgcterizes a very general class of
0 1 decision procedures (policies) for the choice of the commands

to be issued during system operation. At each ttmegiven
H,,, the power manager issues command A. A policy can
be deterministicor randomized. If the policy is deterministic,

S
Pply,(a, s, 7) = ba, ),

1\08 02

P55 0n, on, 0) — ° <1.0 0.0)

the knowledge of system history at a given timeuniquely

0 1 determines the command € A that must be issued, i.e.,
P5Q(s.0n, on, 1) — 0 <0-8 02) the policy is a function¥,, — A for all n. In contrast, if
1\00 1.0 the policy is randomized, the command than can be issued
0 1 for a given history isnot uniquely determined by the history.
Rather, H,, uniquely determines arobability distribution of
P52(s_on, off, 0) = 0 <1-0 0-0> the commands. In other words, given histddy, at timet¢,,,
’ 1100 1.0 the probability of issuing commandis uniquely defined. The
0 1 actual command to be issued is obtained by randomly selecting
a command from4 with the given probability distribution. We
PSQ(s.on, off, 1) = 0 <0-0 1-0> will formalize these concepts in Section IV.
1\00 10 Notice that the policy (deterministic or randomized) can be
0o 1 arbitrarily complex, since at each step it takes into account the
entire system history. In the next subsection we will introduce
P59(s_off, on, 0) = 0 <1'0 00) several classes of policies and cost metrics to evaluate them.
1300 1.0 We assume that the implementation of the power manager con-
0 1 sumes negligible power (compared to the power consumption
of the SP).
PSQ(3_0ﬁ7 on 1) = 0 <0'0 1'0> Example 3.4:In the previous examples we have assumed
1100 10 that A = {son soff}. Hence, the power manager can,
0 1 at any timet,, issue either command_on or command
s_off, depending on the policy adopted. A trivial example
P5?(s_off, off, 0) = 0 <1'0 0'0) of deterministic policy is theconstant policywhere always
1\0.0 1.0 the same command is issued. A more realistic deterministic
0 1 policy observes the status of the queue. If there is at least

P5Q(s_ off, off, 1) = 0 <0'0

1\0.0

1.0
1.0/

a request waiting, it issues theon command, otherwise it
issues the_off command. We call this policy “eager,” because
it attempts to turn off the SP as soon as it is idle. Finally, an
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example of randomized policy is the following: at any given
time ¢,, n > 0, the last three system states are observed. If @
the system has been in state (on, 0, 0) for the last three time
s_on: 0.0
s_oft: 0.0 s_on: 0.0
s_oft: 0.2 * 0.95
5.0f:0.27 09 (off, 0, 0)

slices, then the commandoff is issued with probability 0.6.
s_on: 1%0.05 *0.8

a formal definition for the system as a single entity. The system
can be seen as the composition of the Markov chains of service
provider, service requester, and queue. Thus, it is a controlled
Markov chain whose state is the concatenation of the states
of SP, SR, and SQ, i.e., a triple = (s, r, ¢). The state
setistA = S xR x Q with cardinality X = S-R- Q.

The system’s stochastic matrix B(a), a X x X matrix of
functions of commanda € A, that can be represented by a set

of A stochastic matrices, one for each command. The generic

elementp,, ., (a) of matrix P(a) has the form

Having defined all system components, we can now provide
s_oft: 0.0

Fig. 4. Fragment of the Markov chain of the entire system. Only three state

Pai, 2, (a) transitions are shown.
= PI’OlC(xj = (S/’ T/’ q/)|:1;'Z = (s’ T, q)’ a)
=S, iR, ~p§%, request given that no requests were issued in the previous
SP [y .. SR P time slice, b(on, s.on) = 0.8 is the service rate of the SP
Aa)-p2 - b(s, a), if ¢ = z(r)—1 o ’ .
p;’rf (@) p;}; (s, a) ) ¢ =aq+=(r) when it is on and thes.on command has been issued, and
=9 P ola) - (L=0(s, a)), if ¢ =q+2(r) PSY n(s-on) = 1 is the probability for the SP to remain on if
0, otherwise. the s.on command has been issued.

(4) Notice again that the transition time (with fixed command)
. . . .between any pair of states;, xz; is a random variable
The first case represents transitions occurring when there is at S J
ith, geometric distribution and average valiigp,,, ..(a).

; : w
least an enqueued request and the SP services it. The se%)g cluding this subsection, we want to stress the key property
of the Markov model: at every timeg,, the future evolution

case represents transitions occurring when the SR does R
complete a service request. Finally, some state transitio
P q y oPthe system depends only on the current statand the

re simply n ible, hen hey h ro pr ility. ) -
are simply .Ot possible, hence, they have zero p (.)babl Ite/ommand issued. Our approach to the exact and efficient
This expression does not account for corner cases (i.e., when

the queue is empty and when the queue is full). Formf%\?héﬂon 01; tlhe policty optimization problem relies upon this

expressions fop.., ., (a) in corner cases are obtained with | naamental property.

similar reasoning as for the state of the queue. We do tCost Metrics

analyze corner cases in detail because they do not add much to

the understanding of the following material. The construction In Section llI-A, we defined a very general class of PM

of the system’s Markov chain can be clarified through apolicies (Definition 3.4). The purpose of policy optimization

example. is to search the space of all policies and to find optimal
Example 3.5: Consider the system with two SR states, twenes. We will show that the optimal policy lies within a

SP states (with bursty behavior), two commands and quegRecific class whose representation is very compact and whose

length two. The Markov chain of the system has eight stat#8plementation is straightforward. We now define some im-

and can be represented by twox® stochastic matrices, oneportant concepts that will be useful in formulating the policy

for each command. We represent the values of the transiti@@timization problem and its solution.

probabilities in Fig. 4 on the corresponding edges of the stateDefinition 3.5: A decision6(H,,) = {p.(H,) st.a € A}

graph of the Markov chain. Each edge is labeled with twat time ¢, is a set of functiong,: M, — [0, 1] with the

transition probabilities, one for each command. Only a feWOpertyzpaeépa(Hn) =L

edges are shown for the sake of illustration. In simple terms, given a system histo#y,,, a decision
Consider the transition between state= (on, 0, 0) (i.e., ¢(Hx) is a discrete probability distribution that associates a

active SP, no requests, empty queue) and state (on, 1, 0) probability valuep,(H,,) with each command € A. At the

(i.e., one request comes and it is serviced right away). Beginning of time slicen, the power manager observes the

the command issued by the PM isoff the transition has history H,, of the system and controls the SP by issuing a

null conditional probability because the SP cannot servié@mmanda with probability p,(H,).

requests when the_off command has been issued [service In the following, we use the shorthand notatiéf®) =

rateb(on, s_off) = 0]. If the command is_on, the conditional 6(H».). A deterministic decisiorconsists of taking a single

probability of the transition is action with probability 1 on the basis of the history of the
system [only onep,(H,) is equal to one, all others are
Plom, 0,0), (on, 1,0) = Do on($-0N) - P55 - b(ON, s_0N) zero]. Deterministic decisions are just a limiting case for the

) more generakandomized decisionglescribed by Definition
Wherepg‘f“1 = 0.05 is the probability of an incoming service3.5. Notice that even if the same randomized decision is taken
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in different periods, the actual commands issued could Esue when in state. We call A the class of deterministic

different. Markovian stationary policies. Notice that, while there are
Remember that the transition matrix of the systBfu) is infinite randomized policies, the cardinality &f is finite and

a function of the command. Given a (randomized) decisionequal toS<.

6 we use the notatioR 5», to denote the transition matrix The importance of these two classes of policies stems from

of the system given decisioff™ two facts: first, they areasy to store and implemersgcond,
we will show that for our system modebptimum policies
Psor = > paPa). (5) belong to these classes.
Pa€EM) Example 3.7: Consider the example system introduced in

the previous section. We defined two commands and the

P‘S‘B’ :‘l.tt.he We|ghted dSl:mtk?f thé(a) Vge'%htfr? Vé'th_t_he system has eight states. Thus a generic randomized Markov
probabililiesp, assigned 1o the commands by the ,ec's'on'stationary policy can be represented by a 8 matrix, such
Example 3.6:In our example system, we defined twq

. as the following:
commands:s_on ands_off. Assume that a decisiof™ = g

{ps_om> Ps_omt} @t t,, is given, with p, ,, = 0.8 and s.on s_off
psog = 0.2. This means that there is 80% probability z1 /04 06
of issuing commands_on and 20% probability of issuing z2| 0.2 08
commands_off. The transition matrixP s, of the system, zz | 05 05
given decisions™ is M= %4l 1000
T zx5| 04 06

Psey = 0.8 P(s-on) + 0.2 - P(s_off). zs | 0.8 0.2

Consider an infinite sequence of time slices [1,-2,). z7 | 08 0.2

The decisions taken by the PM are a discrete sequence zg \ 1.0 0.0

[5(1_), 5§, ~-+). The sequence completely describes the PMgcisions,,, the first row of matrixM,. specifies that when
policy = which is tlhe ugknown' of our optimization probleMqhe system is in state;, the PM will issue as_on command
If a policy 7 = [6¢ )’_5( ,--+) is adopted, we defin®: = it probability 0.4 or as_off command with probability 0.6.
PsPseo, -+, Pseny; this is simply the transition matrix p geterministic Markov stationary policy can be represented

from period O to period: under policyr. Among all policies .y an eight-dimensional vector such as the following:
some classes are particularly relevant, as defined next.

Definition 3.6: Stationary policies are policies where the

same decision"” = § is taken at every timeé;, i =1, 2, - - -, z1 [ s.off
e, T =[50 ). z2 | s_on

For stationary policies, decisions are denotedébyvhich z3 | s_on
is a function of the system state Thus, stationarity means z4 | s-0n
that thefunctional dependenayf 6 on z does not change over Mz = s | s_off
time. Whenz changes, howevef, can change. Furthermore, zg | s.on
notice that even a constant decisioloes notmean that z7 | s_on
the same commandk issued at every period. A decision is zg \ s.0Nn

a probability distribution that assigns a probability to each . . ]
commanda € A. Thus, the actual command that is issued i&he first element of the vector, for instance, is the command
obtained by randomly selecting from with the probabilities that is issued by the PM when the system is in sigte .
specified bys. It is now possible to define the metrics of relevance in
Definition 3.7: Markov stationary policies are policiesthe policy optimization problem. In their most general form,
where decision do not depend on the entire histafy,, but they are function both of the state and of é,, i.e., the
only on the state of the system= (s, r, ¢) at timet,. decision we take when we are in state The first cost
Markov stationary policies have a compact representatidRetric is theexpected power consumption levilr, 6,) =
Randomizedarkov stationary policies can be represented as,, cs, Pc($, @), Wherec(s, a) is the power consumed by
a set of X decisions (one for each stai&), = € X, which is the SP when it is in state and command: is issued. The
equivalent to aS x A matrix M.. An elementmn,, , of M, second cost metric of interest is tperformance penaltper
is the probability of issuing command given that the state Unit time d(xz) which relates to the waiting time and the
of the system is:. Notice that for stationary Markov policiesnumber of jobs in the queue. The simplest way to define
the dependency of from the time index is lost, and it is function d(x) is to set it equal to the number of requests in

replaced by a dependency from the system state the queued(x) = ¢. For notational convenience, we define
DeterministicMarkov stationary policies can still be rep-the consumption and performance penalty vectors

resented by matrices where only one element for each row &1, 62,) d(z1)

has value one and all other elements are zero. Moreover, they  _ .

have an even more compact representation.&slanensional G = : ds := :

vector m,, with the zth element being the command to (zx, Ouyx) d(rx)
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IV. PoLicy OPTIMIZATION

As seen in the previous section, the complete system is
described by a controlled Markov chain with stochastic matrix ,~
P(a). Given a policyr and the X-dimensional row vector /
p, representing the state probability distribution (hencefoﬂ{h
called simply probability distribution) of the system at th
initial time ¢;, it is possible to compute the probability\
distribution of the system at future tintg according to the <
formulap(™ = pP~?~1. Based on this information, we can
compute the expected value of the performance penalty and
of the consumption at time. They are given by

E[dsn] =pV P dgin

E [Csn] :p(l)PZ*lééw. (6) sound, and must allow effective computability of the solution.

. In the following, we model the system session duration as
These values are the best estimates of future performaGe,vs: at the beginning of every period, the session will

penalties and costs on the basis of our present informatigf\.iine with probabilityd < 3 < 1 (3 is called discount
about .the system. Since we are interested in the Iong-rgqggtor)’ or will close the session with probability — 3,
behavior of the system, we compute the average over timee ondently from the state of the system. After a session has
of the performance metrics, and minimize W'th respect ¥een closed, both consumption and performance penalty are
such averages. We can formulate two constrained optimizatigy me to be zero. We notice that this assumption can result
problems: performance optimization under power constrainig 5 gjight error in the estimation of the performance metrics,
and power optimization under performance constraint. In thﬁecause after the closing of a session some time might be
following, we describe the first problem in detail. The Seco'\qecessary to serve the pending requests and to shut down the

problem is treated in exactly the same way. system. Yet, this error is small because it occurs only once and
Our objective function is thaverage expecteperformance ' session is generally much longer than the time resoldion

penalty, and we constrain the maximum average expecteGrpe introduction of the time window is equivalent to
consumption with an upper bound valae assuming that the system’s Markov chain has one additional
1 N trap staterg, as shown in Fig. 5. All transition probabilities of
min Ali_lgo N Z Er[dsen] the original Markov chain are multiplied by, and each state
n=1 x € X has a new transition with probability— 5 toward z.

Fig. 5. Markov chain model of a system with trap state

. 1 X _ Once inzq, the system cannot change state. Moreover, both
st lim - > Exlesn] < C. (7). performance penalty and power in statg are zero. Based
n=1 on the above modely is a geometrically distributed random

Remember that the unknown of this problem is the poticy variable with expected value equal[N] = (1 — )~ L.

Yet, we observe that, as it is, the optimization is carried over As the expected stopping tindé is finite, thetotal expected

an infinite time horizon Such formulation has a drawback: itperformance penalty and consumption are finite with probabil-
equally weights costs relative to the near future and to tlity one. Instead of considering average expected values of
far future. This is usually not the case. In a great variety aind ¢, it makes now sense to optimize their total expected
applications, optimization over time “discounts” the futureyalues over the periofD, N]. It is easy to see that, at time
so that immediate rewards (or penalties) are weighted malece »n, the probability distribution of the system is given by
than rewards in the far future. This is the case for ow™ = pW(AP) ™" = g~1pWP7r-1 The expected values
application, where the time span of interest for the optimizatiaf ¢ and ¢ are redefined as

is the finite time window of the desired time between battery el (Dpre1
recharges. For instance, for typical laptop computers the Erldsen] =" PP dsin

desired time between recharges ranges between 8 and 12 h, or Ex[Esen] =B " pWPI e, (8)
for aggressive applications, a few days. The behavior of the

system for much longer time scales (say 10 yr) is absolutel?® OPtimization problem we set out to solve is then

of no interest for power optimization. o
This intuition can be made rigorous according to the follow- PO1: win Z Er[dson]
ing reasoning. We assume that the system is not operating over n=1
an infinite horizon, but only over fnite time horizonV which i .
is finite and random. We callN a stopping time. The time St Z Exlesm] < C. ©)

n=1

period]0, N] corresponds to the time window of interest (also
called asession), and randomization takes into account the UMetice that the discounted formulation it equivalentto
certainty on its exact duration. An important modeling issue the formulation of (7). First, in (7)E[ds»] is an expected
then to define the probability distribution of the stopping timejalue, while in (9) it is a discounted expected value. Second,
and its relevant parameters: the distribution/6fhas to be the summation of (9) taken over infinite time slices represents
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the cumulative discounted expected cost, while the limit in (7) 4 -
represents an average cost. Convergence of (9) is guaranteed
because? < 1 andp P2t is bounded. In formulation (9),
the contribution to the cost function and constraints of terms
far in the future is smoothed out by the discount factor. Hence, 3
the discounted formulation expresses the practical problem
we want to solve, i.e., policy optimization over a finite timeZ
window. 2
In the PO1 problem, power is a constraint and perforg 2
mance is the objective. The performance-constrained powér

Request loss < 0.1337
——— Request loss < 0.2
Request loss < 0.25

minimization problem (PO2) can be expressed in the san@ \if N
form |
PO2: min Z E [Csim]
n=1
s.t. E. lds.,] < D. 10 0 - S :
; o] < (10) 0.0 0.2 0.4 0.6 0.8 1.0

. . Average queue length
Since the two problems have the same mathematical formula-

tion, we will focus on the first. All conclusions we derive carf'd- 8- Pareto curve for the example system.
be applied to the second.

PO1 and PO2 are stochastic optimization problems, whenerease in the available resource. In other terms, price of a
the expected valuef a cost function has to be minimized.resource is a nonincreasing function of available quantity of
The solution of PO1 and PO2 is based on classical resuftsit resource.
of stochastic optimization and it is described in detail in Example 4.1:Pareto curves for the example system are
Appendix A. The key result can be summarized as followshown in Fig. 6. The curves are obtained by repeatedly solving
Policy optimization can be formulated as a linear programmirige LP with different performance constraints. Thexis of
(LP) optimization problem, hence, it can be solwsdctlyand the plot reports average queue length (i.e., the performance

in polynomial time(in A - X). constraint), while they-axis reports the expected optimum
power consumption. Notice the presence of an infeasible
A. The Space of Optimal Policies region. Even if the resource is never put to sleep, the workload

The solution of the LP provides a relation between generated by the SR is such that it is impossible to achieve

prespecified maximum average expected consumpfipand average queue smaller than 0.175. . .

the least performance penalfy that can be attained while .Th? thre_e Pareto curves |Ilustrate_ the re.sults of policy opti-

fulfilling the constraint on consumption (or vice versa). Thi%mzanon with three different constraint settings. When request
o}

relation can compactly be expressed in functional fofn= SS constraint is not very tight (lowest curve), performance
g(C). If the linear program is infeasible (i.e., the Constraini}onstraint dominates and request loss constraint is never active.

cannot be met), we defing(C) = oo. We call the set n the contrary, when the request loss constraint is very tight it
gw = {(C, D) :;t D > ¢(C), C > 0}'the set of feasible always dominates over performance constraints. The resource

allocationsand the sef = {(C, D)|D = ¢(C), C > 0} the is never allowed to turn off, because this would increase

set of efficient allocations. Pa[ir(sC, D)yeg éorre_spond to request loss, gnd power consumptiop is mgximgm (tOmeSt

Pareto points of the power-performance tradeoff curve i'(g‘urve). The middle curve shows an interesting intermediate
' }]uation. In the flat region, optimization is dominated by

they represent solutions of PO that cannot be improved up . . :
in both directions (power and performance). The followin e request loss constraint, that makes the optimal solution
sensitive to the performance constraint. Between 0.6 and

result holds (see [24]): ) . .
( [241) 0.4 both constraints are active, while under 0.4 performance

Theorem 4.1:G%? is a convex Set. traints b dominai d y traint
Proof: Let f;, £ be theS - A-dimensional state-action constraints become dominating and request-loss constraints

vectors corresponding to the maximum consumptithsand Inactive.

C,, respectively. The vectoAf; + (1 — M)f; is a feasible

solution for LP3, with power consumption constraixt; + V. PoLicy OPTIMIZATION TooL

(1—X)C2, and minimum performancky(C1)+(1—N\)g(Ca). We implemented a policy optimization tool for the for-

The optimal solution will be smaller or equal than this valuanulation described in the previous section and Appendix A.

so thatg(AC1 + (1 — X)Cs) < Ag(C1) + (1 — N)g(C2), and  The tool is built aroundPCx, an advanced LP solver based

G"? is convex. on an interior point algorithm [27]. Interior point algorithms,
The theorem has an intuitive interpretation: if we keepugmented with presolvers, can efficiently solve very large

reducing the availability of an existing resource (the consumpP instances with thousands of unknowns. The robustness of

tion C), the “price” for that resource will keep increasing. Byinterior point-based LP solvers has greatly improved in the

price we mean the increase in the objective function for a udtst few years, and state-of-the-art implementations such as
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Power,
Markov Composer PCx Policy Extractor [ Performance,
Policy table

|
v

Informal
system description

|~ Power,

Specification check Markov Simulator Performance

I
v

Timestamped ___ | . . |- Power,
request trace SR extractor Trace simulator Performance

Fig. 7. Block diagram of the policy optimization tool.

PCx are competitive with the best simplex-based traditionéthe arrival of service requests is poorly modeled by a Markov
LP solvers.PCx is just the computational core of a complexrocess, the performance and power values returned by this
tool whose block diagram is shown in Fig. 7. simulation do not match the expected performance and power
The tool requires two inputs: a request trace consisting cdmputed by the optimizer.
time-stamped request records (obtained from measurement§he procedure implemented BR extractorfor extracting
on a real system), and a system description. The request triee Markov model for the SR from a time-stamped request
is automatically analyzed by th8R extractorthat builds a trace is relatively straightforward. Given a time resolution
Markov chain model for the service requester. The systel the arrival times of requests are discretized. The trace
description is an informal specification of the informatioms converted into a binary stream that has value one in
needed to formulate the SP model, various system parapositionk if a request is received between timé& and time
eters (time horizon, queue length), cost functions (powén + 1)7°, zero otherwise. Then, a memory is chosen for
and performance), constraints and optimization target. THee SR model. Ther-memory Markov model hag™ states,
translation of the informal specification into the stochastigne for each possible sequencerofconsecutive bits. The
model described in the previous sections is done manuaképnditional transition probabilities are computed by counting
This step is represented by the shaded blocks in Fig. 7 (shattesl occurrences of state transitions, and dividing the count by
blocks represent manual steps, while white boxes are futlye total number of times the start state of the transition is
automated steps). The system, specified as a set of transititited.
probability matrices, tabular representations of cost functions,Example 5.1: Consider the following time-stamped request
constraints and optimization directives, is checked for syntactiace, represented as an array of request arrival times (in ms):
correctness and passed to tarkov composethat builds a [2, 5, 6, 7, 12]. Initial time is zero. Assume that= 1 ms,
monolithic Markov model by merging the Markov chains ofhus, the discretized trace becomes [0, O, 1, 0, 0, 1, 1, 1, O,
the system components. 0, 0, 0, 1]. Consider an = 1 SR model. The model has
The model, cost functions, constraints, and optimizatidwo states, marked by values zero and one. The conditional
targets are then translated irR€x input format and passed totransition probability for thé) — 1 transition is computed by
the LP solver for computing the optimum policy. The outputounting the number of 01-sequences in the discretized trace,
of the LP solver is the set of state-action frequencies, th@d dividing it by the number of zeros in the trace. For our
expected performance and power. State-action frequenciesteaee, there are three 01-sequences, and eight occurrences of
translated into command probabilities by thelicy extractor zero. Hence, the conditional probability of the— 1 transition
and the policy matrix is obtained. The optimization tool caim the Markov model of the SR is 3/8. The other transition
call the LP solver iteratively, to explore the entire powerprobabilities can be computed in a similar fashion.
performance tradeoff curve. In this case, a set of policiesNotice that given a value df andm, the model extraction
and their corresponding expected performance and povpgocedure always produces a Markov model for the SR.
values are computed. This type of design space exploratidowever, there is no guarantee that the model is representative
is efficiently supported byPCx. of the statistical properties of the actual trace. The validity of
The optimal policies computed by the optimizer can bde SR model should always be checked by simulating the
verified by a flexible simulation engine, that takes as inpitehavior of the optimal policies when the system is driven by
the system specification, the SR model and the optimal polidghe actual trace.
then simulates the Markov chain models for computing power
and performance. The simulated power and performance val-
ues can then be compared against those obtained by the VI. CASE STUDIES
optimizer to check consistency. A second simulation mode isWe now focus on how to apply policy optimization. In
available, where the request trace can be used to directly droreler to demonstrate the flexibility of the Markov model,
the simulation. This type of simulation is employed to checke have considered three case studies belonging to different
the quality of the Markov model of the service provider. Itlasses of systems. For each example, we will outline its
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‘N

0 Active
State AT Power I ldie
2 going LPidle
active NA 25W / | ;
idle 1.0 ms 10w VS /Q’4 VY 3 knde
LPidle 40 ms 0.8 W NN R NN 4 going Stby
standby 22s 0.3 W / 5 Stby
sleep 6.0s 01s o r (:éﬁ 6 going Sleep
N N - 7 Sleep
distinguishing features and present the results obtained by @
policy optimization. 3
In Appendix B, we will also show how the Markov model
and policy optimization can be employed as analysis tools for
exploring power-efficient system architectures and implemen- AL
tations.
g2
A. Disk Drive =
g v
The first case study is a commercially-available hard dis@ v
drivel This is an example of a system with a single resourc& v Bv
with queueing and a complex state transition structure. Th§ .
hard disk can operate in five different states, as shown i | Computed optimum
Table 1. In four of the five states, the device cannot perform © Simulation resuls
. ! . . A Greedy heuristics
data reads or writes, hence, they areiréictive states. ¥ Timeout heuristics
More in detail, in thadle state the disk is spinning, but some O Randomized heuristics
of the electronic components of the drive are turned off. The
transition fromidle to activeis extremely fast. The low-power ¢ |
0.0 0.5 1.0 1.5 2.0

idle LPidle state is similar to théle state, but it has decreased
power dissipation (and increased transition time toabtve Avg. queue length

state). In thestandbyand sleepstate, the disk is spun down, (b)

hence, the transition to thactive state is not only slow, but Fig. 8. (a) Simplified state transition graph of the disk drive. (b) Power
it causes additional power consumption (the additional curregepsumption versus performance for optimal and heuristic policies.
absorbed by the motor to accelerate the disk). It is important

to mention that the transition times of Table | are explicitly,at cannot be interrupted. When in transient states, the SP has
declared asypicalin the data sheets. In other words, they Cajerq service rate but its power consumption is high: 2.5 W.
be interpreted as expected values of random variables. Transitions between inactive states have been omitted for
Time resolutionZ” has been chosen based on the expectgg sake of readability. The figure shows only the transitions
transition times of the SP. We set time resolution based @3y and to theactive state. which have a major impact on
the fastest possible transition performed by the disk drive. Wyyer and performance. All transition probabilities of the SP
are not interested in increasing time resolution bey#nd 1 - varkov model are set up so that the expected transition times
ms, because the system cannot perform faster state transitig§on assertion of a command from the PM) are equal to
With this choice for time resolution, the transition betweethe experimental transition times reported on the data sheets
active andidle takes a single time step, while the transitiograpye |y,
times for all remaining transitions are scaled accordingly. ¢ 5 file read or write request is received when the SP is
_ The transition graph of the SP that models the disk driygactive, the request cannot be serviced right away. In our case
is shown in Fig. 8(a). In general, conditional probabilitiegy,qy, pending requests are enqueued in a queue of length 2.
associated with the edges of the state transition graph of gy ests arriving when the queue is full are lost. Request loss
SP depend on the command issued by the PM. This is the Waysiractly represents the undesirable condition of too many
the PM controls the resource. The active state is denoted by boming requests. The workload was modeled by a two-
while the four inactive states are denoted by 2, 4, 7, and 1Qtate Markov process as described in Example 3.2. Transition
States 3, 5, 6, 8, 9, and 11 are transient states. Transitighgpapilities were extracted from time-stamped traces of disk

from transient states have constant conditional probabilitigg asses (we used the traces proviledeasured on real
that cannot be controlled by commands. Thus, when in trgfechines.

sient states, the behavior of the SP is insensitive to the PM.
Transient states are used to model nonunitary-time transitions

1Hard Drive IBM Travelstar VP 2.5-inch, http://www.storage. ibm.com/ 2Auspex File System Traces, http:/now.cs.berkeley. edu/Xfs/Auspex
storage/oem/data/travvp.htm, 1996. Traces/auspex.html, 1993.
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The complete model of the system has = 66 states, our case study the policy is represented by a<@&6 matrix
obtained as the product of the 11 SP states, of the twdth 330 entries). Moreover, even if it is possible to produce
SR states, and of the three SQ states. At any time, theuristic policies that produce “reasonable” results, there is no
PM can issue a command to the SP. In our case study thay for the designer to estimate if the results can be improved.
manager can choose among five commagdsactive,go.idle,
go_LPidle, go_standby, go_sleep. The final product of theB. Web Server

policy optimization is a matrix with five columns (one for each In the second case study, we modeled a web server with

command) and 66 rows (_one for ea_ch state of the system)two processors for a high-traffic web site, which is an example
The system was optimized for minimum power ur_1der PeGt a system with multiple service providers. Time resolution
formance constraints. The power cost metric is obtained frop _ 5 s. The time horizon is set to one day, i.e2 - 10*
the data sheets of the disk drive (summarized in Table I). ThE,o gjices. The two processors are not identical. The second
user can specify t_WO types of performance con_st_ramts. F'rﬁFocessor has higher performance (1.5 times) and higher power
a latency constraint can be enforced by specifying a valye times) than the first one. We model the system as a
for maximum expected W"?"t'ng timeax for an incoming SP with four states, one for each possible combination of
request. Second, a constraint on requestiosan be enforced i e/sleeping processors. Three of the four states are active,
by Spec'fy'”g the maximum probability,... for an incoming in the sense that the system is able to process workload.
request to find the queue full. o The power manager can independently activate or put to
The results of our experiments are shown in Fig. 8(bdjeen the two processors (by issuing one of four different
They refer to a time horizonV of one million time steps, commands), trying to achieve a given average performance

. : onE .
corresponding to a discount factr=107". The continuous |o,e| representing system throughput, with minimum power
line is the power-performance tradeoff curve spanned by tESnsumption.

optimal policies computed by the optimizer. Its computation Throughput is maximum (1) when the two processors are

took less than 1 min on a SUN UltraSPARC workstation. Eagly, active, the remaining SP states have reduced throughput

point on the curve is a solution of a PO problem with differerﬁle_ 0.4 when only processor 1 is active, 0.6 when only

performance constraints. The expected performance and poWﬁfeessor 2 is active and zero when both processors are in

values returne_d by the optimizer for the various solutions WeLfsep state). Performance is constrained by imposing a given
checked by simulation. , _minimum expected throughput. Processor power in the active
'I;hg circles in Fig. 8(b) represent the results of simulatiafiase js 1 W for the first processor, 2 W for the second. Turn-
(10" time steps) of the policies computed by the optimiz§y, transition power is an additional 0.5 W over the processor’s
with the actual trace from which the Markov model of the .fie nower. Shut-down transition power is 0.5 W less than
workload was extracted. The distance of the circles from they e power. Expected turn-on time i€’ 2while expected
curve is a measure of the inaccuracies of the modeling process§;t-gown time is 7.
It is visually obvious that in this case the model is quite The SR model was extracted from real-life traces obtained
accurate, and .that the simulated points lie almost perfecgy monitoring a busy web serv&ie constructed a two-state
on the theoretical tradeoff curve. o _ Markov model for the workload. The total number of states for
Triangles and boxes in Fig. 8(b) represent heuristic solutiofis sp and SR model &= 2 - 4. Policy optimization results
to the PO problem. The upwards triangles represent determigyinimum power under performance constraints) are reported
istic greedy policies exploiting different inactive states. Thg rig. 9(a). The continuous-line curve shows the theoretical
policies shut down the disk (making a transition to a givepyreto curve, while the circles represent the results obtained
inactive state) as soon as there are no pending requests Orbgp%imulating the model of the system with the computed
queue end no new requests coming from the user. A wakgsimum policy driven by the actual workload trace.
up command is issued whenever. a new reqqe;t arrives. Th@\nalyzing the policies computed by the optimizer, we
downwards triangles represent timeout heuristics. Timeoysticed that the processor with higher performance was never
based policies are widely used for disk power managemepiaq alone. Intuitively, this is due to the fact that the power
[12]. They shut down the disk when the user has been inactignsumption of the faster processor is twice as large as the

for a time longer than the timeout peri@,. The choice off;,  power of the slower one, but its performance is less than two
is based on simulations and on designer’s experience. Box@ses higher.

represent randomized policies where the timeout value and the
inactive state are chosen randomly with a given probability ~pyy

distribution. The randomized policies are the heuristic version ) ] ) )
of the optimal policies computed by our tool. The third type of system considered is a typical CPU

Although we cannot claim that our heuristic policies are tH¥ith sléep mode operation. We built our model based on
best that any experienced designer can formulate, some of Biff ARM SA-1100 processor [29]. The actual processor has
policies provide power-performance points not far from thi'€€ PowWer statesactive, idle,and sleep. We do not model
Pareto curve. We remark, however, that heuristic solutions B 1dle state because the transitions betweetive and idle
not allow the designer to automatically take constraints infJ® Very fast and have small cost. Hence we can assume
account. On the other hand, trial and error approaches may!f@t they are performed greedily, independently of the power

highly expensive due to the large number of parameters (irfinternet Traffic Archive, http://ita.ee.lbl.gov/.
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3 monitoring package described in [28]. The discretization time

step is7T = 100 ms. Incoming requests are not enqueued.
Computed optimum Request arrival when the CPU is sleeping is regarded as an
undesirable condition whose occurrence probability has to be
constrained. To this purpose, a performance penalty function is
defined taking value one when SR active and SP= sleep,
zero otherwise.

The constrained power optimization problem consists of
deciding when to issue thehutdown command, in order
to minimize power while keeping performance penalty under
a given threshold. Optimum policies depend on a single
parameter, that is the probability of issuing tekutdown
command when in state SR activeand SP= sleep. Notice
0 that this degree of freedom is the same that could be exploited
0.0 0.2 04 0.6 0.8 by a traditional shut-down mechanism. Hence, we can use

Throughput this case study to make a fair comparison between optimum
CY stochastic control and timer-based heuristics.

Comparative results are reported in Fig. 9(b). The solid line
is the Pareto curve of optimum stochastic control (obtained by
— Optimum policy varying the performance penalty constraint). The dashed line
——~ Time-out is obtained by varying timeout values for a timeout heuristic.
We remark that optimum stochastic control performs better
than a timeout heuristic even in this case, where the power
manager can only control shutdown. The difference in power
savings is due to the fact that timeout-based policies waste
power while waiting for a timeout to expire.

O Simulation results

8]

Power consumption

0.3

0.2

Power consumption

VIlI. M ODELING ASSUMPTIONS A CRITIQUE

The key feature of our policy optimization algorithm is that
0.1 \ it allows us to compute a globally optimum policy in polyno-
0.00 0.02 0.04 0.06 0.08 0.10 mial time in the number of states of the system. However, such
Performance penalty a strong result is based on several fundamental assumption
(b) on the system model. These assumption should be clearly
Fig. 9. Power-performance tradeoff curves. (a) Two-processor http serwnderstood in order to assess the domain of applicability of

with real-world workload taken from the Internet Traffic Archive: solid linegyr technique. The basic hypotheses for the validity of our
and circles represent optimization and simulation results, respectively. E@) k del foll .
Two-state CPU model with Markovian workload: solid and dashed lin arkov moadel are as tollows:

represent the tradeoff achievable by means of optimum stochastic control The arrival of service requests can be modeled @/'a
and time-outs, respectively. state Markov chain.

* The state transition delays in the service provider can be
management, and we use a single macro state (that we call modeled as random variables with a geometric distribu-
active) to represent both the active and idle states of the actual tion.
processor. As a result, the SP model has only two statise ¢ Model parameters and cost functions are available and
(with power consumption of 0.3 W and full performance) and ~ accurately measured before optimization.
sleep (with null power consumption and null performance). It is possible to envision systems in which one or more of
Shut-down and turn-on transitions (froattive to sleepand these hypotheses is not verified. For instance, request arrival
vice versa) take approximatively 100 ms and have powt#mes can be nonstationary and their distribution can widely
consumption of 0.3 and 0.9 W, respectively. change over time.

The CPU is designed to react to service requests (i.e.Example 7.1:We applied a highly nonstationary and non-
interrupt signals) independently of the power manager. Markovian workload to the case study of Section VI-C. The
our model, whenever there are incoming requests the @Brkload was obtained by merging two real-world traces with
is insensitive to PM commands, and a turn-on transition é@mpletely different statistics, representing to usage of the
performed unconditionally if a new request arrives when thePU of a laptop computer with a single user editing a text file
SP is in sleep state. In practice, only when the SP is active asrtd compiling C code [28]. The first trace presents alternating
the SR is idle the PM can control the evolution of the systeidle and active periods, while the second one has a long activity
by issuing ashutdown command. burst.

The SR model is a two-stateadtive and idle) Markov A simple two-state Markov model was characterized for the
chain characterized on a CPU workload trace provided by thatire trace and used as SR for policy optimization. Optimum
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0.3 - Even if the basic assumptions on the probabilistic model are
valid, we can envision systems with a more complex structure
\ — Optimum policy than the one described in the previous sections. For instance,
\ o Mmoot we may need to model multiple SR’s and/or multiple SP’s.
Furthermore, the distinction between SP and SR may blur if we
assume that a SP can pass requests to other SP’s for additional
service. A general system model is a network of interacting
service providers, multiple service requesters and queues. Even
though it is in principle possible to compute a monolithic
Markov model for an arbitrary complex network of SP’s and
SR’s, the size of the state space grows exponentially with
the number of system components. Again, designer insights
are required to formulate decomposition strategies that reduce
the state space to a manageable size, without completely
compromising the quality of the optimization.

With a correct understanding of the basic model assumption,
Bur policy optimization approach can be effectively employed
to reduce power consumption in a number of real-life systems.
Promising domains of application are power management for
policies were then simulated against the original trace. Simidptop computers, for their components and for portable elec-
lation results are reported in Fig. 10 together with the resuli®nic appliances as well as energy conservation for desktop
obtained by a timeout-based shut-down mechanism. In sogtfimputers. The two key advantages of our approach over
cases, timeout-based shutdown outperforms stochastic contielristic techniques are the capability of exploring the power-
This is a situation where one of our modeling assumptiopgrformance tradeoff curve and the high degree of confidence
is not valid (namely, stationary Markovian workload), hencen the quality of the achieved results.

Markovian policies may be good but are not provably globally

optimum. _ S . VIII. CONCLUSION
Similarly, assuming a geometric distribution of SP transition

times may be in many cases an inaccurate model of actuall e identification of optimal power management policies for

system state transitions. For instance, transition times can!/B&-POWer systems is a critical issue that has been addressed
deterministic, or have a bell-shaped distribution around an &4&ing common sense and heuristic solutions. In this work we
pected value. Finally, power and performance measures baBEgyided a mathematical framework for the formulation and
solely on the SP state may be inaccurate and it may be difficiiftition of thepolicy optimizationproblem. Our approach is

to obtain data on some system parameters (such as transiHBﬁEd on a stochastic model O_f powe.r-r.nan.aged devices and
probabilities for the SR). For instance, a designer may not girkloads. The cpnstramed p_ohcy optimization .proble.m can
able to collect in advance a time-stamped request trace wh solved exactly in our modeling framework. Policy optimiza-

is representative of actual workloads, and only approximatfgn can be past_mto a Imea_r programming pr(_JbIem an_d solved
information on the request arrival process is available. In polynomial time by efficient interior point algorithms.

It is possible to improve the accuracy of the model fc)I}/Ioreover, tradeoff curves of power versus performance can

nonstationary workloads, nongeometric transition times aZ& ((j:omputed. TtTet;oundnissl';)f ofur modeling assumptlonts
complex cost functions by increasing the number of stat nd consequently the practicalily ot our power managemen

in the Markov chain representing the system. Unfortunatel OIIr?tlelsz haft beﬁ nv\tletitetd 0? rfal;]stltztica;e dSt:Jid'eerOlir i);ptehn-
the size of the state space can easily become unmanagea al resufts sho at our stochastic modet Is robust a €

e - . - .
even for powerful advanced LP solvers. Consider for exam Tg Imal policies are flexible and power-efficient. We believe
) F{ at our work opens the way to several new research problems.

the case of a deterministic transition delay from a slee T . o . .
8y P Eirst, it is possible to envision extensions to the basic model to

state to the active state. It is possible to model a determinis(t]Jc . o . .
eal with systems consisting of multiple interacting resources

delay by a chain of states in a Markov model. There are )
as well as with systems where one or more components can be

(D — T)/T states with the same performance as the slee , .
state. The last state of the chain has a transition to the acti 8deled by stochastic processes other than stationary Markov

i L . chains. Another interesting direction of investigation is the
state. All transitions have probability 1. Clearly,fif is much . sting 9e L
larger thanT a huge number of SP states is required tstudy of adaptive algorithms that can compute optimal policies
mogdel st o'ne trar?sition In bractice. we need tg tolera@ systems where workloads are highly nonstationary and the
ju S ' P ' . service provider model changes over time.
model inaccuracies if we want to be able to solve policy

optimization with exact LP-based solution. The price to be
paid for is in reduced optimality of the power management
policies. Good engineering intuition is required to match the
approximations made in the model to the desired level of We first introduce a simplified, unconstrained version
accuracy for constrained policy optimization. of PO1 that can be solved in polynomial time Htipear

0.2

Power consumption

0.1 !
0.00 0.02 0.04 0.06 0.08 0.10
Performance penalty

Fig. 10. Power-performance tradeoff for the CPU model of Fig. 9(b) with
nonstationary/non-Markovian workload.

APPENDIX A
SOLVING THE PoLICY OPTIMIZATION PROBLEM
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programming The solutions of the unconstrained version of (1

s . . P
PO1 are deterministic stationary Markov policies. Then, we x
show that the introduction of constraints does not change the X £
complexity of the problem, that can still be solved by linear ZB -
. . . Py« (a) fy,a
programming. However, the solutions become randomized

stationary Markov policies.
If we remove the power constraint, unconstrained perfd?
mance optimization (POU) can be formulated as

ig. 11. Balance equation interpretation of the first constraint in LP2.

oo then the maximum for the two vectors (taken component-
POU: min p®v, = min Z pgr-lp®Mpr-iq,,, (11) Wise), max{v, w}, satisfies the same set of inequaliies. A
7’ ™ candidate for the optimal objective vector is thefor which

] ] ) _the inequalities become tight. In other terms, it is therhich
the unknown in POU is the policy, and the cost function gatisfies the following linear program:

pPv, to be minimized is an infinite sum, where each

summand is the product of th&-dimensional row vector LP1: min p®™v sty <ds+fPsv,  forall§ € A.

p®) (the initial state probability vector) and the column (14)
vector vi® = Br=1Pn=1d,,.,. The zth component ofv{¥ Notice that the solutiorv of LP1 is the same independently

represents the expected performance penalty attimgiven from the choice of the initial state distributiop>. This is
that the initial state was, and thezth component ofv, Pecause Theorem A.1 guarantees that all componentsaoé
represents théotal expected performance penalty at tipg Minimized whenz is used.

given that the initial state was. If we find a policy that It is possible to show [22] thatLP1 is equivalent to
minimizes each component of the column vector, such poligye following linear program which has a more intuitive
will be the solution of POU, independently fropl). The INterpretation:

following classical result [21] provides the key insight that Lo

leads to the solution of POU LP2: min Z Z fo,a d(®)

n=1

Theorem A.1:There exists an optimal policyr that b aed
minimizes each component of.. Such policy is stationary, Sit. Z Joa =P Z Z Py,(@)fy,a =V,
deterministic and Markovian. The optimal value, called acA yEX acd
v, does not depend on the time index and its components forall z € X
satisfy the optimality equationsi, = minge4{d(s, a) + fe,a 20, forall z € X, a € A. (15)

B exP(a’z, a)v,r}. The optimality equations can be

written in vector form as The A - X unknowns in LP2,f, ,, called state-action fre-

guencieshave the following intuitive interpretation: they are
v = min{ds + fPsv}. (12) the expected number of times that the system is in state
sear ' and commandz is issued. The objective function is, thus,
Proof for this theorem can be found in [21]. Remember thite total expected penalty under the optimal policy. The first
A is the finite set of all possibl&“ stationary deterministic Set of constraints expresses the condition that the expected
policies. We focus here on the interpretation of the optimalifumber of times state: is the current stateC, . 4 fz, )
equations; for detailed accounts (in order of increasing gené-equal to the expected initial population of pil), plus
ality and complexity), see [21]-[23]. The optimality equationthe expected number of times is reached from another
state an intuitive fact: by taking an optimal decisiénat state (3>, v > ,c 4Py, (a)fy,.). This “balance equation”
the beginning of timet;, the optimal penalty will be the is described pictorially in Fig. 11, that represents the “incom-
performance penalty relative to this time slice [ids,in (12)], ing flow” (transitions toward state:) and “outgoing flow”
plus the expected cost from tinte onward; but, by virtue of (transitions from state’) for statez.
the Markovian structure of the system (i.e., conditioning only Once thef, . have been found by solving LP2, the elements
on the previous slice), this is the discountg) éxpected value m.. , of the optimal stationary policM .- are simply given

(Ps) of the optimal penalty ). by

Many algorithms are available to efficiently solve the class
of optimization problems POU [21], the most well-known Me o= fr.a Z forar (16)
being policy improvement, successive approximatioasd oA

linear programming We will use the last method, because
it allows to generalize our model to the constrained case iin
a straightforward fashion. We note first that the optimal codl

Example A.1:Consider the example system introduced
the previous section. The system has eight states

2 g . ” 9, - - d two actionss_.on and s_off. Thus
vector v satisfies the set of vector inequalities L1, T2, 00, Ty AN ; i
v q LP2 hasl6 = 8 x 2 unknowns, the state-action frequencies
v<ds+pPsv, foralléeA. (13) fei,softs fri son -5 fus,s_on- We assume that the time

window of interest is [0, 18], hence, the discount factor is
The set of vector inequalities is equivalent 8- A scalar 3 = 1 — 107° = 0.99999. The performance cosf(x) has
inequalities. If two vectorsv, w satisfy inequalities (13), only two valuesid(z) = 0 for the four states where the queue

Authorized licensed use limited to: Fish & Richardson PC. Downloaded on December 15,2023 at 16:36:00 UTC from IEEE Xplore. Restrictions apply.

16



BENINI et al.: POLICY OPTIMIZATION FOR DYNAMIC POWER MANAGEMENT 829

is empty, andd(xz) = 1 for the four states with queue full. Observe that linear programs LP3 and LP4 have the same
The initial probability distribution isip,, = 1.0, p, = 0.0 number of unknowns and of constraints. Moreover, the min-
for all x # =z, (i.e., the service provider is initially on, noimum power consumption obtained by solving LP4 for a
requests are issued and the queue is empty). The transigiven performance constraid? is equal to the value& we
probabilitiesp, .(a) are those described in Example 3.5. should assign to the power constraint if we want to obtain
The linear program LP2 has eight equality constraints (ome solution of LP3 with minimum performance penalfy.
for each state) and 16 inequality constraints (one for eaklence, the solutions of LP3 and LP4 are equivalent both
fz,0)- The cost function is the sum of eight state-actiofrom the computational and numeric viewpoint. The choice
frequencies, those corresponding to states for whieh =1 of what problem to solve is based on how the constraints and
(i.e., states with full queue). The optimal policy minimizes theptimization targets are specified in practical instances.
sum of thef, . for these states. The command probabilities One key advantage of the linear programming formulation
my, , are obtained from the state-action frequencies using (18).that it allows the specification of additional constraints.
The linear programming formulation (LP2) of the unconFor instance, it is possible to enforce a constraint on the
strained policy optimization problem has the advantage thagximum probability of aequest losgdefined in Section IlI).
it can be easily extended to the constrained case, becalibe constraint is specified by adding to LP3 (or LP4) an
it is easy to express constraints on a second cost meiriequality requiring that the sum of all state-action frequencies
as a linear function of the state-action frequencies. In ooorresponding to states where SR issues a request and the
case, the total expected power consumption can be written qseue is full is smaller than a given bouiid
Y ozex 2oaca Jz,ac(x, a). Therefore, we can solve problem Example A.2:Consider linear program LP4 for our simple
PO1 by simply adding a power constraint in LP2, as follow&xample system, with discount fact®r= 0.999 99. The initial
state is: no request from SR, queue empty and active SP. Thus,

LP3: min Z Z Jo,a d(@) Y has only one element equal to one and all others equal
s€V acA to zero. Performance cost functiai{x) is the same as in
St fra=BY. > pu(a)fya=p", Example A.1. The power cost functiatia, z) is c(a, r) = 3
acA yEX a€A when SP is “on” and the commanddson; ¢(a, «) = 4 when
forallz € X (17) SP is “on” and the command is off and when SP is “off”
Z Z fuuclz, a) < C and the command is_on; ¢(a, ) = 0, otherwise. This cost
SEX aeh function models a system where forcing SP state transitions
Jz,a 20, forallz € X, a € A. (18) is more power-consuming than leaving the SP on, hence, the

SR should be shut off only when there is high probability that

The following result [22] holds for the constrained optimizathe SP will not issue requests for a relatively long time in the
tion problem LP3, and shows that the sitof stationary future.
deterministic policies does not contain all optimal solutions: The average queue length is constrained to be not larger

Theorem A.2:If  the constraint > -, > .. than0.5. Thus, the performance constraint is sdbte- 0.5 -
fe,oc{z,a) < C is inactive, the solution of LP3 is a(1 — 3)~! = 50000. The probability of losing a request must
stationary, Markovian deterministic policy. If the constrainge smaller than 20%. The request Idsonstraint is, thus,
(18) is active, and the feasible region is nonempty, the = 0.2 (1 — 8)~' = 20000. LP4 is solved, and the 16
solution is a stationary, Markovian randomized policy.  state-action frequencies are computed. Then, the elements of

Proof for this theorem can be found in [22]. The theorerponcy matrix M, are computed with (16). The matrix of the
states that the optimal policy is Markovian, stationary angsulting optimal policy is
randomized whenever the expected power consumption of

the system is exactly”. In other words, the most aggres- son  soff
sive optimal policies that push power consumption up to its zy (0774 0.226
maximum allowed value but achieve maximum performance, z2 [ 1.000 0.000
are randomized. z3 [ 1.000 0.000
Although we have discussed the solution of PO1 in detail, M. — %4 1.000 0.000
the equivalent problem PO2 can be solved by a linear program " ;5| 0.000 1.000
as well. The linear program for the solution of LP2 is the zg [ 0.395  0.605
following: z7 | 0.000 1.000
zg \ 0.000 1.000
LP4: min Z Z Jo,acl; 0) The minimum expected power value 5= 1.554 W. Notice
sev acd that the SP power in “on” state is 3 W. Thus, the optimal
St foa=B Y > pua@)fya =0, policy reduces power consumption of almost a factor of two
acA YEX a€A with respect to the trivial policy that never shuts down the
forallz e & SP. Consider the first row oM,. Statez; is the triple
Y faad@) <D (on, 70, go): the SP is on, the SR is not issuing any request,
ZEX acA and the queue is empty. The decision prescribes that_tifé
fz,a 20, forallz € X, a € A (19) command can be issued with probability 0.226 and ¢ten
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command can be issued with probability 0.774. In other words, 3.0
the SP is put to sleep with probability 0.226, otherwise it stays Perf. > 0.1
active, even if there are no incoming requests. Obviously, the G\ 8]

optimum policy is not equivalent to the eager one, that would 5
shut down the SP as soon as it becomes idle.

5
% «~ < <+
24 0 Q ';‘ e o < o <+
1= 3 i i ! &
APPENDIX B - T SR B S
SENSITIVITY TO MODEL PARAMETERS E \ 5 5 F 2
\ w wy o
In Section IV we assumed a Markov system model, and s N P
we showed how to compute globally-optimum policies. In N \@___e___%___e//
this subsection we study how system structure and parameters bert - 05
. . . . crl. > =02
impact the result of the optimization process. In other words, o
we exploit our powerful optimization engine to gain deep 10 1 2 3 4 5 6 7
insights on how to design and tune systems that can be Provider’s features
effectively power managed. (a)

To perform this study, we start from a baseline system
implementation, we introduce changes in its structure and pa- ™
rameters and we perform policy optimization on the modified
system targeting minimum power consumption with a fixed
performance constraint (i.e., we solve LP4). We then compare 29
the expected power consumption obtained by the optimizenr;
for the modified system with the optimum expected powerg
consumption achieved by the baseline system. Our baseling 2.0 -
implementation is the following. SP has two stastiveand %
sleepl. Power consumption is high in active state (3 W) and®
lower in sleep state (2 W). When the SP is performing a state |5
transition, the power consumption is 4 W. Transitions from
active tosleeplrequire only one time slice. The SR model
has two states as well. In one state a request is issued, while ,

Pow _sleep =0

G—OSLoss < 0.1
G- —-© Performance > -0.1

no request is issued in the other state. The transition probability ~ Te-05 le-04 le-03 le-02 le-01 le+00
from one state to another and vice versa is 0.01. The queue Transition probability
has maximum length equal 2. (b)

Our first set of experiments, illustrated in Fig. 12, focusasy. 12. (a) Power consumption versus available sleep states of the SP. (b)
on the sensitivity to the structure of the service provider. Tinf@wer consumption versus SP state transition cost.

horizon is N = 10%. In the first experiment, we analyze the
impact of multiple sleep states. Sleep state 1 is the baselimg additional states does not help much. Notice also that the
and the power for the baseline system is represented by pezformance constraint influences the amount of incremental
leftmost point in the graphs. States 2—4 are deeper sleep statesyer savings. When the constraint is tight, it is more difficult
ordered for decreasing power and increasing transition delay use deep sleep states, hence, they are less effective in
for returning to active. Statseleepz2has power 1 and transitionreducing power. Furthermore, we can improve power even
probability 0.1 (i.e., in average 10 clock cycles are requiregithout increasing the number of states. For instance, the
to transition from sleep to active), stagkeep3has power 0.5 system with only the active an tl#eep4state performs better
and transition probability 0.01 and statleepdhas power 0.0 than the baseline system (that uses sleep statpl).
and transition probability 0.001. Fig. 12(a) shows two sets of In Fig. 12(b) we study the impact of the transition time
data points, representing the minimum power achievable witketween active and sleep and vice versa. We assume that the
a given SP structure. The continuous line joins power valusgstem has a single sleep state and that the power dissipated
obtained with a tight performance constraint, while the dashddring transition is 4 W (which is higher than the 3 W active
line joins power values obtained with a loose performang®wer consumption). Time horizon i¥ = 10°. Four sets of
constraint. Points on the same abscissa have been obtaidai@-point are shown in the figure. The topmost two sets cor-
with the same SP structure. We considered six alternative &8pond to SP models where the power dissipated in the sleep
structures with multiple sleep states (the number and type sthtes is 2 W, while the other two sets are obtained by assuming
sleep states for each alternative SP is reported in the figurgero sleep state power. The data sets joined by continuous
The impact of the number and type of sleep states is quibees are obtained by optimizing power with a constraint on
clear. Having more than one sleep state improves power, beguest loss, while a performance constraint is enforced for
many multiple sleep states are not always useful. For ttiee sets joined by dashed lines. The abscissa reports the value
workload condition specified for the experiment, introducingf the transition probability for exiting the sleep state (which
statesleep2brings a sizable power reduction, while introducis inversely proportional to the average transition time).
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Fig. 13. (a) Power consumption versus SR burstiness. (b) Power consurfijgr. 14. (a) Power consumption versus time horizon. (b) Power consumption
tion versus SR memory. versus queue length.

From the plot we can infer the following observationsr.(?queSt is issugd to the state where no requests are issued and
Since transitions have high power consumption, the optim4f€ versa. Points to the left correspond to bursty SR. The
power value is strongly sensitive to transition speed (fastéferpretation of these results is immediate. The more bursty
transition times corresponds to points on the right side of tizthe receiver the more effective is power management. It is
plot). For very slow transition times, performance constraint@Portant to notice that increased burstiness does not imply
inhibit the exploitation of sleep states (the two points offduced workload. In fact, the probability of issuing a request
the upper left corner). Even when constraints are not actilfethe same (0.5) for all data points in the plot.

(the two uppermost points of the two top curves), if the In Fig. 13(b) we study the dependency of the optimization
average transition times are comparable with the time horizé! SR memory. A Markov model with memory 1 has two
sleep states are not used. Notice also that high-power, Btates (this is the baseline SR model). The number of states
fast-transition sleep states may become more convenient tiaghe SR is2™, wherem is the memory. Intuitively, longer
low-power, slow-transition sleep states (the two top-moBiemory means more complex correlations between past and
curves for faster transition times are more power-efficient thghrrent history. From an optimization point of view, a more
the two lower curves for slow transition times). complex SR model gives the optimizer more possibilities

The experiments summarized by the plots of Fig. 13 ass&dsexploiting past history to predict request issues and take
the impact of SR characteristics. The plot of Fig. 13(a) focuseptimal decisions. Clearly, this increased knowledge about
on SR burstiness. For all data points we used the same tBP past is paid for by increased system complexity (the
model (with four sleep states). Time horizon /& = 10°. number of states is exponential in). We optimized power
Maximum expected request loss was set to 0.01. Two setswath three different performance constraints (time horizon
points are shown for two performance constraints. The abscissaV = 10%). We also considered two different SP: the
reports the probability of a transition from the state whereleseline one, and a SP with two sleep states. Clearly, increased
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memory improves optimization quality, because the optimizeri] Microsoft, “OnNow: The evolution of the PC platform,” [Online].

. . . . 2] R. Golding, P. Bosch, and J. Wilkes “Idleness is not sloth, Pimc.
Also, the power savings are higher if there are multiple sle€p” winter USENIX Tech. Conf1995, pp. 201-212.

states to chose from, because the optimal policy matches ik —. “ldleness is not sloth” HP Laboratories, Tech. Rep. HPL-96-140,

. . . 1996.
length of idle periods with the best sleep state. 14] M. Srivastava, A. Chandrakasan, and R. Brodersen, “Predictive system

) ) . .
In the last set of experiments (Fig. 14), we studied optimal * shutdown and other architectural techniques for energy efficient pro-
power as a function of time horizon and queue length. In grammable computation,[EEE Trans. VLSI Systvol. 4, pp. 42-55,

Fig. 14(a) we plot optimum power values for the SP with f0u[r15kMar' 1996.

. C.-H. Hwang and A. Wu, “A predictive system shutdown method
sleep states, performance better than 0.5, baseline two-state SRfor energy saving of event-driven computation,” Rroc. Int. Conf.

and queue length two. Two sets of points are shown, for two Computer Aided Desigri 997, pp. 28-32.
t traints. Th bsci ts th b th)LlB]’ K. M. Sivalingam, M. Srivastava, P. Agrawal and J. C. Chen, “Low-
request loss constraints. € abscissa reports the probabiiity 0 power access protocols based on scheduling for wireless and mobile

a transition to the trap state, i.e., longer time horizons are to the ATM networks,” in Proc. Int. Conf. Universal Personal Communica-

i i i i tions, 1997, pp. 429-433.
left of the plot. The interpretation of the plot is stralghtforwarfli\g]gr] & Hadjlyianhis, A. Chandrakasan, and S. Devadas, “A low power, low

The_ longer the time horizo'n t.he better are the a(fhievable POWET" pandwidth protocol for remote wireless terminals, Firoc. IEEE Global
savings, because the optimizer has a longer time to amortize Telecommunications Confl996, pp. 22-28.

i ; M. Zorzi and R. Rao, “Energy-constrained error control for wireless
wrong decisions, hence, more degrees of freedom in selecthd channels. 1EEE Personal Cong%’wmol. 4, 0. 6, pp. 27-33, Dec. 1997,

aggressive shutdown policies. [19] J. Rulnick and N. Bambos, “Mobile power management for wireless
The interpretation of Fig. 14(b) is a little more involved. ~ communication networks Wireless Networksyol. 3, no. 1, pp. 3-14,

. . SR i ; 1997.
Time horizon isV = 10°. The z-axis reports the maximum [20] B. Mangione-Smith, “Low power communications protocols: Paging and

queue length. We have three sets of data points, for different beyond,” inProc. IEEE Symp. Low-Power Electronic995, pp. 8-11.

request loss constraints. Performance constraint is the sdffé 3 Rossintroduction to Stochastic Dynamic Programmingew York:
Academic, 1 .

(performance penalty better than 0-5) for_all plOtS. The S[82] M. Puterman,Finite Markov Decision ProcessesNew York: Wiley,
has four sleep states, and the SR model is the baseline one. 1994.

; ; ] M. Y. Kitaev and V. V. Rykov,Controlled Queuing SystemsBoca
For the two sets of data points marked with squares, thfe Raton, FL: CRC, 1995.

constraint on request loss is very tight and dominates tha] p. Bertsimas and J. N. Tsitsiklisntroduction to Linear Optimization.
optimization results. For the data points marked with circles, ~Belmont, CA: Athena Scientific, 1997.

. . s . [25] K. Trivedi, Probability & Statistics with Reliability, Queuing and Com-
the performance constraint dominates. When optimization ?55 puter Science Applications.Englewood Cliffs, NJ: Prentice-Hall, 1982.

dominated by request loss constraint, larger maximum quee] S. Ross/ntroduction to Probability Modelsgth ed. New York: Aca-

lengh reduces the probability of a request o find the queue I7] gegng/z;(ggs? Mehrotra, and S. Wright, “PCx user guide,” Optimization

even if the resource is aggressively shut down. Thus, POWEr" technol. Center, Tech. Rep. OTC 96/01, May 1996.
dissipation can be reduced more effectively. However, whé28] L. Benini, A. Bogliolo, S. Cavallucci, and B. Riog “Monitoring system

fmioati ; ; ; ; activity for OS-directed dynamic power management,”Proc. IEEE
optimization is dominated by performance constraint, which Int. Symp. Low-Power Electronics and Desighig. 1998, pp. 185-190.

is related to average waiting time, shorter queue lengths gii@] Intel Corporation,SA-1100 Microprocessoffech. Ref. Manual, Sept.
better results. This is because a high-capacity queue reduces 1998.

the probability of an arrival with queue full (i.e., a request

loss), but implies that enqueued requests wait a longer time

for service.
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