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38 INTRODUCTION CHAP. 1
1.5.4 Input/Output

All computers have physical devices for acquiring input and producing output.
After all, what good would a computer be if the users could not tell it what to do
and could not get the results after it did the work requested. Many kinds of input
and output devices exist, including keyboards, monitors, printers, an so on. It is
up to the operating system to manage these devices.

Consequently, every operating system has an I/O subsystem for managing its
I/0 devices. Some of the 1/0 software is device independent, that is, applies to
many or all I/O devices equally well. Other parts of it, such as device drivers, are
specific to particular I/O devices. In Chap. 5 we will have a look at /O software.

1.5.5 Files

Another key concept supported by virtually all operating systems is the file
system. As noted before, a major function of the operating system is to hide the
peculiarities of the disks and other 1/O devices and present the programmer with a
nice, clean abstract model of device-independent files. System calls are obviously
needed (o create files, remove files, read files, and write files. Before a file can
be read, it must be located on the disk and opened, and after it has been read it
should be closed, so calls are provided to do these things.

To provide a place to keep files, most operating systems have the concept of a
directory as a way of grouping files together. A student, for example, might have
one directory for each course he is taking (for the programs needed for that
course), another directory for his electronic mail, and still another directory for his
World Wide Web home page. System calls are then needed to create and remove
directories. Calls are also provided to put an existing file in a directory, and to
remove a file from a directory. Directory entries may be either files or other
directories. This model also gives rise to a hierarchy—the file system—as shown
in Fig. 1-14.

The process and file hierarchies both are organized as trees, but the similarity
stops there. Process hierarchies usually are not very deep (more than three levels
is unusual), whereas file hierarchies are commonly four, five, or even more levels
deep. Process hierarchies are typically short-lived, generally a few minutes at
most, whereas the directory hierarchy may exist for years. Ownership and protec-
tion also differ for processes and files. Typically, only a parent process may con-
trol or even access a child process, but mechanisms nearly always exist to allow
files and directories to be read by a wider group than just the owner.

Every file within the directory hierarchy can be specified by giving its path
name from the top of the directory hierarchy, the root directory. Such absolute
path names consist of the list of directories that must be traversed from the root
directory to get to the file, with slashes separating the components. In Fig. 1-14,

Spotify USA Inc.  Exhibit 1009  Page 58



Spotify USA Inc.  Exhibit 1009 Page 59



40 INTRODUCTION CHAP. 1

media (including CD-ROMs), UNIX allows the file system on a floppy disk to be
attached to the main tree. Consider the situation of Fig. 1-15(a). Before the
mount call, the root file system, on the hard disk, and a second file system, on a
floppy disk, are separate and unrelated.

Root Floppy

Lot
]

Figure 1-15. (a) Before mounting, the files on drive 0 are not accessible. (b)
After mounting, they are part of the file hierarchy.

However, the file system on the floppy cannot be used, because there is no
way to specify path names on it. UNIX does not allow path names to be prefixed
by a drive name or number; that would be precisely the kind of device dependence
that operating systems ought to eliminate. Instead, the mount system call allows
the file system on the floppy to be attached to the root file system wherever the
program wants it to be. In Fig. 1-15(b) the file system on the floppy has been
mounted on directory b, thus allowing access to files /b/x and /b/y. If directory b
had contained any files they would not be accessible while the floppy was
mounted, since /b would refer to the root directory of the floppy. (Not being able
to access these files is not as serious as it at first seems: file systems are nearly
always mounted on empty directories.) If a system contains multiple hard disks,
they can all be mounted into a single tree as well.

Another important concept in UNIX is the special file. Special files are pro-
vided in order to make [/O devices look like files. That way, they can be read and
written using the same system calls as are used for reading and writing files. Two
kinds of special files exist: block special files and character special files. Block
special files are used to model devices that consist of a collection of randomly
addressable blocks, such as disks. By opening a block special file and reading,
say, block 4, a program can directly access the fourth block on the device, without
regard to the structure of the file system contained on it. Similarly, character spe-
cial files are used to model printers, modems, and other devices that accept or out-
put a character stream. By convention, the special files are kept in the /dev direc-
tory. For example, /dev/lp might be the line printer.

The last feature we will discuss in this overview is one that relates to both
processes and files: pipes. A pipe is a sort of pseudofile that can be used to con-
nect two processes, as shown in Fig. 1-16. If processes A and B wish to talk using
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42 INTRODUCTION CHAP. 1

mand interpreter, called the shell. Although it is not part of the operating system,
it makes heavy use of many operating system features and thus serves as a good
example of how the system calls can be used. It is also the primary interface
between a user sitting at his terminal and the operating system, unless the user is
using a graphical user interface. Many shells exist, including sk, csh, ksh, and
bash. All of them support the functionality described below, which derives from
the original shell (sh).

When any user gs in, a shell is started up. The shell has the terminal as
standard input and standard output. It starts out by typing the prompt, a character
such as a dollar sign, which tells the user that the shell is waiting to accept a com-
mand. If the user now types

date

for example, the shell creates a child process and runs the date program as the
child. While the child process is running, the shell waits for it to terminate.
When the child finishes, the shell types the prompt again and tries to read the next
input line.

The user can specify that standard output be redirected to a file, for example,

date >file
Similarly, standard input can be redirected, as in
sort <file1 >file2

which invokes the sort program with input taken from file/ and output sent to
file2.

The output of one program can be used as the input for another program by
connecting them with a pipe. Thus

cat file1 file2 file3 | sort >/dev/Ip

invokes the cat program to concarenate three files and send the output to sort to
arrange all the lines in alphabetical order. The output of sorf is redirected to the
file /dev/Ip, typically the printer.

If a user puts an ampersand after a command, the shell does not wait for it to
complete. Instead it just gives a prompt immediately. Consequently,

cat fite1 file2 file3 | sort >/dev/lp &

starts up the sort as a background job, allowing the user to continue working nor-
mally while the sort is going on. The shell has a number of other interesting
features, which we do not have space to discuss here. Most books on UNIX dis-
cuss the shell at some length (e.g., Kernighan and Pike, 1984; Kochan and Wood,
1990; Medinets, 1999; Newham and Rosenblatt, 1998; and Robbins, 1999).
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44 INTRODUCTION CHAP. 1

was necessary to have a way to replace library procedures while they were being
used. The concept of dynamic linking was invented for this purpose. After MUL-
TICS died, the concept was forgotten for a while. However, it was rediscovered
when modern operating systems needed a way to allow many programs to share
the same library procedures without having their own private copies (because
graphics libraries had grown so large). Most systems now support some form of
dynamic linking once again. The list goes on, but these examples should make
the point: an idea that is obsolete today may be the star of the party tomorrow.

Technology is not the only factor that drives systems and software. Econom-
ics plays a big role too. In the 1960s and 1970s, most terminals were mechanical
printing terminals or 25 x 80 character-oriented CRTs rather than bitmap graphics
terminals. This choice was not a question of technology. Bit-map graphics termi-
nals were in use before 1960. It is just that they cost many tens of thousands of
dollars each. Only when the price came down enormously could people (other
than the military) think of dedicating one terminal to an individual user.

1.6 SYSTEM CALLS

The interface between the operating system and the user programs is defined
by the set of system calls that the operating system provides. Tore: y understand
what operating systems do, we must examine this interface closely. The system
calls available in the interface vary from operating system to operating system
(although the underlying concepts tend to be similar).

We are thus forced to make a choice between (1) vague generalities (“operat-
ing systems have system calls for reading files”’) and (2) some specific system
(“UNIX has a read system call with three parameters: one to specify the file, one
to tell where the data are to be put, and one to tell how many bytes to read”).

We have chosen the latter approach. It’s more work that way, but it gives
more insight into what operating systems really do. Although this discussion
specifically refers to POSIX (International Standard 9945-1), hence o to UNIX,
System V, BSD, Linux, MINIX, etc., most other modern operating systems have
system calls that perform the same functions, even if the details differ. Since the
actual mechanics of issuing a system call are highly machine dependent and often
must be expressed in assembly code, a procedure library is provided to make it
possible to make system calls from C programs and often from other languages as
well.

It is useful to keep the following in mind. Any single-CPU computer can exe-
cute only one instruction at a time. If a process is running a user program in user
mode and needs a system service, such as reading data from a file, it has to exe-
cute a trap or system ca instruction to transfer control to the operating system.
The operating system then figures out what the calling process wants by inspect-
ing the parameters. Then it carries out the system call and returns control to the
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48 INTRODUCTION CHAP. 1

whether they are system calls, library calls, or something else. If a procedure can
be carried out without invoking a system call (i.e., without trapping to the kernel),
it will usually be done in user space for reasons of performance. However, most
of the POSIX procedures do invoke system calls, usually with one procedure map-
ping directly onto one system call. In a few cases, especially where several
required procedures are only minor variations of one another, one system call han-
dies more than one library call.

1.6.1 System Calls for Process Management

The first group of calls in Fig. 1-18 deals with process management. Fork is a
good place to start the discussion. Fork is the only way to create a new process in
UNIX. It creates an exact duplicate of the original process, including all the file
descriptors, registers—everything. After the fork, the original process and the
copy (the parent and child) go their separate ways. All the variables have identi-
cal values at the time of the fork, but since the parent’s data are copied to create
the child, subsequent changes in one of them do not affect the other one. (The
program text, which is unchangeable, is shared between parent and child.) The
fork call returns a value, which is zero in the child and equal to the child’s process
identifier or PID in the parent. Using the returned PID, the two processes can see
which one is the parent process and which one is the child process.

In most cases, after a fork, the child will need to execute different code from
the parent. Consider the case of the shell. It reads a command from the terminal,
forks off a child process, waits for the child to execute the command, and then
reads the next command when the child terminates. To wait for the child to fin-
ish, the parent executes a waitpid system call, which just waits until the child ter-
minates (any child if more than one exists). Waitpid can wait for a specific child,
or for any old child by setting the first parameter to —1. When waitpid completes,
the address pointed to by the second parameter, statloc, will be set to the child’s
exit status (normal or abnormal termination and exit value). Various options are
also provided, specified by the third parameter.

Now consider how fork is used by the shell. When a command is typed, the
shell forks off a new process. This child process must execute the user command.
It does this by using the execve system call, which causes its entire core image to
be replaced by the file named in its first parameter. (Actually,”the system call
itself is exec, but several different library procedures call it with different parame-
ters and slightly different names. We will treat these as system calls here.) A
highly simplified shell illustrating the use of fork, waitpid, and execve is shown in
Fig. 1-19.

In the most general case, execve has three parameters: the name of the file to
be executed, a pointer to the argument array, and a pointer to the environment
array. These will be described shortly. Various library routines, including execl,
execv, execle, and execve, are provided to allow the parameters to be omitted or
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50 INTRODUCTION CHAP. 1

Processes in UNIX have their memory divided up into three segments: the text
segment (i.e., the program code), the data segment (i.e., the variables), and the
stack segment. The data segment grows upward and the stack grows downward,
as shown in Fig. 1-20. Between them is a gap of unused address space. The stack
grows into the gap automatically, as needed, but expansion of the data segment is
done explicitly by using a system call, brk, which specifies the new address where
the data segment is to end. This call, however, is not defined by the POSIX stan-
dard, since programmers are encouraged to use the malloc library procedure for
dynamically allocating storage, and the underlying implementation of malloc was
not thought to be a suitable subject for standardization since few programmers use
it directly.

Address (hex)

FFFF
Stack N
Data
Text
0000

Figure 1-20. Processes have three segments: text, data, and stack.

1.6.2 System Calls for File Management

Many system calls relate to the file system. In this section we will look at
calls that operate on individual files; in the next one we will examine those that
involve directories or the file system as a whole.

To read or write a file, the file must first be opened using open. This call
specifies the file name to be opened, either as an absolute path name or relative to
the working directory, and a code of O_RDONLY, O_WRONLY, or O_RDWR,
meaning open for reading, writing, or both. To create a new file, O_CREAT is
used. The file descriptor returned can then be used for reading or writing. After-
ward, the file can be closed by close, which makes the file descriptor available for
reuse on a subsequent open.

The most heavily used calls are undoubtedly read and write. We saw read
earlier. Write has the same parameters.

Although most programs read and write files sequentially, for some applica-
tions programs need to be able to access any part of a file at random. Associated
with each file is a pointer that indicates the current position in the file. When
reading (writing) sequentially, it normally points to the next byte to be read (writ-
ten). The Iseek call changes the value of the position pointer, so that subsequent
calls to read or write can begin anywhere in the file.
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52 INTRODUCTION CHAP. 1

Jusr/ast {usrfjim lusr/ast Jusrfjim
16 | mail 31 bin 16 | mail Iﬁ bin
81| games 70 | memo 81| games 70 | memo
40 | test 59| f.c. 40 | test 59 [ fc.

38| prog1 70 | note 38 | progt

|
(a) (b)

Figure 1-21. (a) Two directories before linking /usr/jim/memo to ast’s directory.
(b) The same directories after linking.

entries have the same i-number (70) and thus refer to the same file. If either one
is later removed, using the unlink system call, the other one remains. If both are
removed, UNIX sees that no entries to the file exist (a field in the i-node keeps
track of the number of directory entries pointing to the file), so the file is removed
from the disk.

As we have mentioned earlier, the mount system call allows two file systems
to be merged into one. A common situation is to have the root file system con-
taining the binary (executable) versions of the common commands and other
heavily used files, on a hard disk. The user can then insert a floppy disk with files
to be read into the floppy disk drive.

By executing the mount system call, the floppy disk file system can be
attached to the root file system, as shown in Fig. 1-22. A typical statement in C to
perform the mount is

mount("/dev/fd0", "/mnt", 0);

where the first parameter is the name of a block special file for drive 0, the second
parameter is the place in the tree where it is to be mounted, and the third parame-
ter tells whether the file system is to be mounted read-write or read-only.

bin dev lib mnt usr b%
(b)

(a)
Figure 1-22. (a) File system before the mount. (b) File system after the mount.

After the mount call, a file on drive 0 can be accessed by just using its path
from the root directory or the working directory, without regard to which drive it
is on. In fact, second, third, and fourth drives can also be mounted anywhere in
the tree. The mount call makes it possible to integrate removable media into a
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54 INTRODUCTION CHAP. |

update the internal program state. All in all, this leads to a somewhat different
style of programming than with UNIX, but since the focus of this book is on
operating system function and structure, these different programming models will
not concern us much more.

Of course, Windows also has system calls. With UNIX, there is almost a -
to-1 relationship between the system calls (e.g., read) and the library procedures
(e.g., read) used to invoke the system calls. In other words, for each system call,
there is roughly one library procedure that is called to invoke it, as indicated in
Fig. 1-17. Furthermore, POSIX has only about 100 procedure calls.

With Windows, the situation is radically different. To start with, the library
calls and the actual system calls are highly decoupled. Microsoft has defined a set
of procedures, called the Win32 API (Application Program Interface) that pro-
grammers are expected to use to get operating system services. This interface is
(partially) supported on all versions of Windows since Windows 95. By decou-
pling the interface from the actual system calls, Microsoft retains the ability to
change the actual system calls in time (even from release to release) without
invalidating existing programs. What actually constitutes Win32 is also slightly
ambiguous since Windows 2000 has many new calls that were not previously
available. In this section, Win32 means the interface supported by all versions of
Windows.

The number of Win32 API calls is extremely large, numbering in the
thousands. Furthermore, while many of them do invoke system calls, a substan-
tial number are carried out entirely in user space. As a consequence, with Win-
dows it is impossible to see what is a system call (i.e., performed by the kernel)
and what is simply a user-space library call. In fact, what is a system call in one
version of Windows may be done in user space in a different version, and vice
versa. When we discuss the Windows system calls in this book, we will use the
Win32 procedures (where appropriate) since Microsoft guarantees that these will
be stable over time. But it is worth remembering that not all of them are true sys-
tem calls (i.e., traps to the kernel). ,

Another complication is that in UNIX, the GUI (e.g., X Windows and Motif)
runs entirely in user space, so the only system calls needed for writing on the
screen are write and a few other minor ones. Of course, there are a large number
of calls to X Windows and the GUI, but these are not system calls in any sense.

In contrast, the Win32 API has a huge number of calls for rhanaging win-
dows, geometric figures, text, fonts, scrollbars, dialog boxes, menus, and other
features of the GUI. To the extent that the graphics subsystem runs in the kernel
(true on some versions of Windows but not on all), these are system calls; other-
wise they are just library calls. Should we discuss these calls in this book or not?
Since they are not really related to the function of an opérating system, we have
decided not to, even though they may be carried out by the kernel. Readers
interested in the Win32 API should consult one of the many books on the subject,
for example (Hart, 1997; Rector and Newcomer, 1997; and Simon, 1997).
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56 INTRODUCTION CHAP. 1

Windows has directories and they are created with CreateDirectory and
RemoveDirectory, respectively. There is also a notion of a current directory, set
by SetCurrentDirectory. The current time is acquired using GetlLocalTime.

The Win32 interface does not have links to files, mounted file systems, secu-
rity, or signals, so the calls corresponding to the UNIX ones do not exist. Of
course, Win32 has a huge number of other calls that UNIX does not have, espe-
cially for managing the GUI. And Windows 2000 has an elaborate security sys-
tem and also supports file links.

One last note about Win32 is perhaps worth making. Win32 is not a terribly
uniform or consistent interface. The main culprit here was the need to be back-
ward compatible with the previous 16-bit interface used in Windows 3.x.

1.7 OPERATING SYSTEM STRUCTURE

Now that we have seen what operating systems look like on the outside (i.e.,
the programmer’s interface), it is time to take a look inside. In the following sec-
tions, we will examine five different structures that have been tried, in order to get
some idea of the spectrum of possibilities. These are by no means exhaustive, but
they give an idea of some designs that have been tried in practice. The five
designs are monolithic systems, layered systems, virtual machines, exokernels,
and client-server systems.

1.7.1 Monolithic Systems

By far the most common organization, this approach might well be subtitled
“The Big Mess.” The structure is that there is no structure. The operating system
is written as a collection of procedures, each of which can call any of the other
ones whenever it needs to. When this technique is used, each procedure in the
system has a well-defined interface in terms of parameters and results, and each
one is free to call any other one, if the latter provides some useful computation
that the former needs.

To construct the actual object program of the operating system when this
approach is used, one first compiles all the individual procedures, or files contain-
ing the procedures, and then binds them all together into a singlt object file using
the system linker. In terms of information hiding, there is essentially none—every
procedure is visible to every other procedure (as opposed to a structure containing
modules or packages, in which much of the information is hidden away inside
modules, and only the officially designated entry points can be called from out-
side the module). i

Even in monolithic systems, however, it is possible to have at least a little
structure. The services (system calls) provided by the operating system are
requested by putting the parameters in a well-defined place (e.g., on the stack) and
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58 INTRODUCTION CHAP. 1

which could be programmed without having to worry about the fact that multiple
processes were running on a single processor. In other words, layer 0 provided
the basic multiprogramming of the CPU.

Layer Function
5 The operator
4 User programs
3 Input/output management
2 Operator-process communication
1 Memory and drum management
0 Processor allocation and multiprogramming

Figure 1-25. Structure of the THE operating system.

Layer 1 did the memory management. It allocated space for processes in
main memory and on a 512K word drum used for holding parts of processes
(pages) for which there was no room in main memory. Above layer 1, processes
did not have to worry about whether they were in memory or on the drum; the
layer 1 software took care of making sure pages were brought into memory when-
ever they were needed.

Layer 2 handled communication between each process and the operator con-
sole. Above this layer each process effectively had its own ' zrator console.
Layer 3 took care of managing the /O devices and buffering the information
streams to and from them. Above layer 3 each process could deal with abstract
I/O devices with nice properties, instead of real devices with many peculiarities.
Layer 4 was where the user programs were found. They did not have to worry
about process, memory, console, or I/O management. The system operator proc-
ess was located in layer 5.

A further generalization of the layering concept was present in the MULTICS
system. Instead of layers, MULTICS was described as having a series of concen-
tric rings, with the inner ones being more privileged than the outer ones (which is
effectively the same thing). When a procedure in an outer ring wanted to call a
procedure in an inner ring, it had to make the equivalent of a system call, that is, a
TRAP instruction whose parameters were carefully checked for validity before
allowing the call to proceed. Although the entire operating systemewas part of the
address space of ea  user process in MULTICS, the hardware made it possible to
designate individual procedures (memory segments, actually) as protected against
reading, writing, or executing.

Whereas the THE layering scheme was really only a design aid, because all
the parts of the system were ultimately linked together into a single object pro-
gram, in MULTICS, the ring mechanism was very much present at run time and
enforced by the hardware. The advantage of the ring mechanism is that it can
easily be extended to structure user subsystems. For example, a professor could
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62 INTRODUCTION CHAP. 1

number of virtual 370s in their entirety is not thar simple (especially if you want
to do it reasonably efficiently).

A trend in modern operating systems is to take the idea of moving code up
into higher layers even further and remove as much as possible from kernel mode,
leaving a minimal microkernel. The usual aj coach is to implement most of the
operating system in user processes. To request a service, such as reading a block
of a file, a user process (now known as the client process) sends the request to a
server process, which then does the work and sends back the answer.

Client Client Process | Terminal v e File Memory User mode
process | Pprocess server server server server
- , S Kernel mode
Microkernel X }

Client obtains
service by

sending messages
to server processes

Figure 1-27. The client-server model.

In this model, shown in Fig. 1-27, all the kernel does is handle the communi-
cation between clients and servers. By splitting the operating system up into
parts, each of which only handles one facet of the system, such as file service,
process service, terminal service, or memory service, each part becomes small
and manageable. Furthermore, because all the servers run as user-mode proc-
esses, and not in kernel mode, they do not have direct access to the hardware. As
a consequence, if a bug in the file server is triggered, the file service may crash,
but this will not usually bring the whole machine down.

Another advantage of the client-server model is its adaptability to use in dis-
tributed systems (see Fig. 1-28). If a client communicates with a server by send-
ing it messages, the client need not know whether the message is handled locally
in its own machine, or whether it was sent across a network to a server on a
remote machine. As far as the client is concerned, the same thing happens in both
cases: a request was sent and a reply came back.

The picture painted above of a kernel that handles only the transport of mes-
sages from clients to servers and back is not completely realistic. Some operating
system functions (such as loading commands into the physical I/O device regis-
ters) are difficult, if not impossible, to do from user-space programs. There are
two ways of dealing with this problem. One way is to have some critical server
processes (e.g., /O device drivers) actually run in kernel mode, with complete
access to all the hardware, but still communicate with other processes using the
normal message mechanism.

The other way is to build a minimal amount of mechanism into the kernel but
leave the policy decisions up to servers in user space (Levin et al., 1975). For
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64 INTRODUCTION CHAP. 1

Research in operating systems has also led to dramatic changes in practical
systems. As we discussed earlier, the first commercial computer systems were all
batch systems, until M.LT. invented interactive timesharing in the early 1960s.
Computers were all text-based until Doug Engelbart invented the mouse and the
graphical user interface at Stanford Research Institute in the late 1960s. Who
knows what will come next?

In this section and in comparable sections throughout the book, we will take a
brief look at some of the research in operating systems that has taken place during
the past 5 to 10 years, just to give a flavor of what might be on the horizon. This
introduction is certainly not comprehensive and is based largely on papers that
have been published in the top research journals and conferences because these
ideas have at least survived a rigorous peer review process in order to get pub-
lished. Most of the papers cited in the research sections were published by either
ACM, the IEEE Computer Society, or USENIX and are available over the Inter-
net to (student) members of these organizations. For more information about
these organizations and their digital libraries, see

ACM http://www.acm.org
IEEE Computer Society http://www.computer.org
USENIX http://www.usenix.org

Virtually all operating systems researchers realize that current operating sys-
tems are massive, inflexible, unreliable, insecure, and loaded with bugs, certain
ones more than others (names withheld here to protect the guilty). Consequently,
there is a lot of research on how to build flexible and dependable systems. Much
of the research concerns microkernel systems. These systems have a minimal
kernel, so there is a reasonable chance they can be made reliable and be
debugged. They are also flexible because much of the real operating system runs
as user-mode processes, and can thus be replaced or adapted easily, possibly even
during execution. Typically, all the microkernel does is handle low-level resource
management and message passing between the user processes.

The first generation microkernels, such as Amoeba (Tanenbaum et al., 1990),
Chorus (Rozier et al., 1988), Mach (Accetta et al., 1986), and V (Cheriton, 1988),
proved that these systems could be built and made to work. The second genera-
tion is trying to prove that they can not only work, but with Righ performance as
well (Ford et al., 1996; Hartig et al., 1997; Liedtke 1995, 1996; Rawson 1997: and
Zuberi et al., 1999). Based on published measurements, it appears that this goal
has been achieved.

Much kernel research is focused nowadays on building extensible operating
systems. These are typically microkernel systems with the ability to extend or
customize them in some direction. Some examples are Fluke (Ford et al., 1997),
Paramecium (Van Doorn et al., 1995), SPIN (Bershad et al., 1995b), and Vino
(Seltzer et al., 1996). Some researchers are also looking at how to extend existing
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66 INTRODUCTION CHAP. 1

ber of properties and requirements that differ from conventional operating sys-
tems, Among other items, scheduling and the file system are affected by the
nature of multimedia. Another advanced topic is multiple processor systems,
including multiprocessors, parallel computers, and distributed systems. These
subjects are covered in Chap. 8.

A hugely important subject is operating system security, which is covered in
Chap 9. Among the topics discussed in this chapter are threats (e.g., viruses and
worms), protection mechanisms, and security models.

Next we have some case studies of real operating systems. These are UNIX
(Chap. 10) and Windows 2000 (Chap. 11). The book conclu s with some
thoughts about operating system design in Chap. 12.

1.10 METRIC UNITS

To avoid any confusion, it is worth stating explicitly that in this book, as in
computer science in general, metric units are used instead of traditional English
units (the furlong-stone-fortnight system). The principal metric prefixes are listed
in Fig. 1-29. The prefixes are typically abbreviated by their first letters, with the
units greater than 1 capitalized. Thus a 1-TB database occupies 10'? bytes of
storage and a 100 psec (or 100 ps) clock ticks every 10710 seconds. Since milli
and micro both begin with the letter “m,” a choice had to be made. Normally,
“m” is for milli and “p” (the Greek letter mu) is for micro.

Exp. Explicit Prefix | Exp. Explicit Prefix
10°° 0.001 milli 10° 1,000 | Kilo
107 0.000001 micro | 10° 1,000,000 | Mega

} 10° | 0.000000001 nano | 10° 1,000,000,000 Gigﬂ
10 12 \L.OOOOOOOOOOM pico 102 1,000,000,000,000 | Tera
10" | 0.000000000000001 femto | 10'° 1,000,000,000,000,000 PeL
107" | 0.0000000000000000001 atto 101 - 1,000,000,000,000,000,000 | Exa
10" | 0.0000000000000000000001 zepto | 10% 1,000,000,000,000,000,000,000 | Zetta
10 | 0.0000000000000000000000001 | yocto | 102 | 1,000,000,000,000,000,000,000,000 | Yotta

Figure 1-29. The principal metric prefixes.

-

It is also worth pointing out that for measuring memory sizes, in common
industry practice, the units have slightly different meanings. There Kilo means
219 (1024) rather than 103 (1000) because memories are always a power of two.
Thus a 1-KB memory contains 1024 bytes, not 1000 bytes. Similarly, a 1-MB
memory contains 220 (1,048,576) bytes and a 1-GB memory contains 230
(1,073,741,824) bytes. However, a 1-Kbps communication line transmits 1000
bits per second and a 10-Mbps LAN runs at 10,000,000 bits/sec because these
speeds are not powers of two. Unfortunately, many people tend to mix up these
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11.

12.

13.

14.
15.

INTRODUCTION CHAP. 1

. Why was timesharing not widespread on second-generation computers?

. The family of computers idea was introduced in the 1960s with the IBM System/360

mainframes. Is this idea now dead as a doornail or does it live on?

. One reason GUIs were initially slow to be adopted was the cost of the hardware

needed to support them. How much video RAM is needed to support a 25 line x 80
row character monochrome text screen? How much for a 1024 x 768 pixel 24-bit
color bitmap? What was the cost of this RAM at 1980 prices ($5/KB)? How much is
it now?

. Which of the following instructions should be allowed only in kernel mode?

(a) Disable all interrupts.

(b) Read the time-of-day clock.
(c) Set the time-of-day clock.
(d) Change the memory map.

. List some differences between personal computer operating systems and mainframe

operating systems.

A computer has a pipeline with four stages. Each stage takes the same time to do its
work, namely, | nsec. How many instructions per second can this machine execute?

An alert reviewer notices a consistent spelling error in the manuscript of an operating
systems textbook that is about to go to press. The book has approximately 700 pages,
each with 50 lines of 80 characters each. How long will it take to electronically scan
the text for the case of the master copy being in each of the levels of memory of
Fig. 1-7?7 For internal storage methods, consider that the access time given is per char-
acter, for disk devices assume the time is per block of 1024 characters, and for tape
assume the time given is to the start of the data with subsequent access at the same
speed as disk access.

In Fig. 1-9, the MMU compares the incoming (virtual) address to the limit register,
causing a fault if it is too large. An alternative design would be to first add the virtual
address to the base register and then compare the result to the (physical) address in the
limit register. Are the two methods logically equivalent? Are they equivalent in per-
formance?

When a user program makes a system call to read or write a disk file, it provides an
indication of which file it wants, a pointer to the data buffer, and the count. Control is
then transferred to the operating system, which calls the appropsiate driver. Suppose
that the driver starts the disk and terminates until an interrupt occurs. In the case of
reading from the disk, obviously the caller will have to be blocked (because there are
no data for it). What about the case of writing to the disk? Need the caller be block-
ing awaiting completion of the disk transfer?

What is the key difference between a trap and an interrupt?

A computer uses the relocation scheme of Fig. 1-9(a). A program is 10,000 bytes long
and is loaded at address 40,000. What values do the base and limit register get accord-
ing to the scheme described in the text?
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unlimited number of child processes and observe what happens. Before running the
experiment, type sync to the shell to flush the file system buffers to disk to avoid ruin-
ing the file system. Note: Do not try this on a shared system without first getting per-
mission from the system administrator. The consequences will be instantly obvious so
you are likely to be caught and sanctions may follow.

Examine and try to interpret the contents of a UNIX-like or Windows directory with a
tool like the UNIX od program or the MS-DOS DEBUG program. Hint: How you do
this will depend upon what the OS allows. One trick that may work is to create a
directory on a floppy disk with one operating system and then read the raw disk data
using a different operating system that allows such access.
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~ All computer applications need to store and retrieve information. While a
_process is running, it can store a limited amount of information within its own
_address space. However, the storage capacity is restricted to the size of the virtual
~address space. For some applications this size is adequate, but for others, such as
_ airline reservations, banking, or corporate record keeping, it is far too small.

A second problem with keeping information within a process’ address space
s that when the process terminates, the information is lost. For many applica-
_tions, (e.g., for databases), the information must be retained for weeks, months, or
_even forever. Having it vanish when the process using it terminates is unaccept-
_able. Furthermore, it must not go away when a computer crash kills the process.

, A third problem is that it is frequently necessary for multiple processes to
access (parts of) the information at the same time. If we have an online telephone
directory stored inside the address space of a smgle process, only that process can
_access it. The way to solve this problem is to make the 1nformat10n itself
_ independent of any one process. -

Thus we have three essential requirements for long-term information storage:

1. It must be possible to store a very large amount of information.
2. The information must survive the termination of the process using it.

3. Multiple processes must be able to access the information concurrently.

The usual solution to all these problems is to store information on disks and other
_external media in units called files. Processes can then read them and write new

379
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An-aside on file systems is probably in order here. Windows 95 and Windows
oth use the MS-DOS file system, and thus inherit many of its properties, such
w.file names are constructed. In addition, Windows NT and Windows 2000
ort the MS-DOS file system and thus also inherit its properties. However, the
atter two systems also have a native file system (NTES) that has different proper-
such as file names in Unicode). In this chapter, when we refer to the Win-
ws file system, we mean the MS-DOS file system, which is the only file system
ported by all versions of Windows. We will discuss the Windows 2000 native
ile system in Chap. 11.

Many operating systems support two-part file names, with the two parts
eparated by a period, as in prog.c. The part following the period is called the file
ension and usually indicates something about the file. In MS-DOS, for exam-
le. file names are 1 to 8 characters, plus an optional extension of 1 to 3 charac-
rs. In UNIX, the size of the extension, if any, is up to the user, and a file may
ven have two or more extensions, as in prog.c.Z, where .Z is commonly used to
ndicate that the file (prog.c) has been compressed using the Ziv-Lempel com-
ression algorithm. Some of the more common file extensions and their meanings
are shown in Fig. 6-1.

Extension Meaning

file.bak Backup file

file.c C source program

file.gif Compuserve Graphical Interchange Format image
file.hlp Help file

file.html World Wide Web HyperText Markup Language document
file.jpg Still picture encoded with the JPEG standard

file.mp3 Music encoded in MPEG layer 3 audio format

file.mpg Movie encoded with the MPEG standard

file.o Object file {compiler output, not yet linked)

file.pdf Portable Document Format file

file.ps PostScript file

file.tex Input for the TEX formatting program

file.txt General text file -
file.zip Compressed archive

Figure 6-1. Some typical file extensions.

In some systems (e.g., UNIX), file extensions are just conventions and are not
_enforced by the operating system. A file named file.zxr might be some kind of text
file, but that name is more to remind the owner than to convey any actual infor-
‘mation to the computer. On the other hand, a C compiler may actually insist that
files it is to compile end in .c, and it may refuse to compile them if they do not.

Spotify USA Inc.  Exhibit 1009  Page 93



Spotify USA Inc.  Exhibit 1009 Page 94



6.1 FILES 383

elp, but it also does not get in the way. For users who want to do unusual
gs, the latter can be very important.

The first step up in structure is shown in Fig. 6-2(b). In this model, a file is a
uence of fixed-length records, each with some internal structure. Central to
ea of a file being a sequence of records is the idea that the read operation
cturns one record and the write operation overwrites or appends one record. As a
ical note, in decades gone by, when the 80-column punched card was king,
(mainframe) operating systems based their file systems on files consisting
-character records, in effect, card images. These systems also supported files
32-character records, which were intended for the line printer (which in those
ays were big chain printers having 132 columns). Programs read input in units
f 80 characters and wrote it in units of 132 characters, although the final 52 could
¢ spaces, of course. No current general-purpose system works this way.

_The third kind of file structure is shown in Fig. 6-2(c). In this organization, a
le consists of a tree of records, not necessarily all the same length, each contain-
1 g a key field in a fixed position in the record. The tree is sorted on the key field,
o allow rapid searching for a particular key.

_The basic operation here is not to get the “next” record, although that is also
ossible, but to get the record with a specific key. For the zoo file of Fig. 6-2(c),
ne could ask the system to get the record whose key is pony, for example,
ithout worrying about its exact position in the file. Furthermore, new records
an be added to the file, with the operating system, and not the user, deciding
here to place them. This type of file is clearly quite different from the unstruc-
red byte streams used in UNIX and Windows but is widely used on the large
nframe computers still used in some commercial data processing.

.3 File Types

Many operating systems support several types of files. UNIX and Windows,
or example, have regular files and directories. UNIX also has character and block
special files. Regular files are the ones that contain user information. All the
les of Fig. 6-2 are regular files. Directories are system files for maintaining the
structure of the file system. We will study directories below. Character special
Ailes are related to input/output and used to model serial I/O devices such 4s termi-
nals, printers, and networks. Block special files are used to model disks. In this
_chapter we will be primarily interested in regular files.

‘Regular files are generally either ASCII files or binary files. ASCII files con-
sist of lines of text. In some systems each line is terminated by a carriage return
_character. In others, the line feed character is used. Some systems (e.g., MS-
DOS) use both. Lines need not all be of the same length.

The great advantage of ASCII files is that they can be displayed and printed
_as.1s, and they can be edited with any text editor. Furthermore, if large numbers
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= Module
Magic number name
e Header
Text size
Jata size
— Date
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Figure 6-3. (a) An executable file. (b) An archive.

eded”.‘f Sequential files were convenient when the storage medium was mag-
ape, rather than disk.

‘They are required by many applications.
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Attribute Meaning

Who can access the file and in what way
Password needed to access the file

ID of the person who created the file

Current owner

Be‘aa-only' flag 0 for read/write; 1 for read only
6 0 for normal; 1 for do not display in listings

0 for normal files; 1 for system file

, 0 for has been backed up; 1 for needs to be backed up
] /binary flag 0 for ASCII file; 1 for binary file
indom access flag | 0 for sequential access only; 1 for random access

mporary flag 0 for normal; 1 for delete file on process exit
' 0 for unlocked; nonzero for locked

Hecd'rd length Number of bytes in a record

Key position Offset of the key within each record

, Number of bytes in the key field
Creation time Date and time the file was created
me of last access Date and time the file was last accessed
ne of last change | Date and time the file has last changed
ourren : size Number of bytes in the file
axnmum size Number of bytes the file may grow to

Figure 6-4. Some possible file attributes.

ithout this feature.
ile Operations

iles exist to store information and allow it to be retrieved later. Different
ms provide different operations to allow storage and retrieval. Below is a
ussion of the most common system calls relating to files.

eate. The file is created with no data. The purpose of the call is to
innounce that the file is coming and to set some of the attributes.

Delete. When the file is no longer needed, it has to be deleted to free
p disk space. There is always a system call for this purpose.

Open Before using a file, a process must open it. The purpose of
_the open call is to allow the system to fetch the attributes and list of
' d;s‘k addresses into main memory for rapid access on later calls.
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.1.7 An Example Program Using File System Calls

_In this section we will examine a simple UNIX program that copies one file
rom its source file to a destination file. It is listed in Fig. 6-5. The program has
minimal functionality and even worse error reporting, but it gives a reasonable
dea of how some of the system calls related to files work.

‘The program, copyfile, can be called, for example, by the command line

copyfile abc xyz

o copy the file abc to xyz. If xyz already exists, it will be overwritten. Otherwise,
t will be created. The program must be called with exactly two arguments, both
egal file names.

_ The four #include statements near the top of the program cause a large
wumber of definitions and function prototypes to be included in the program.
hese are needed to make the program conformant to the relevant international
tandards, but will not concern us further. The next line is a function prototype
or main, something required by ANSI C, but also not important for our purposes.

_ The first #define statement is a macro definition that defines the string
UF_SIZE as a macro that expands into the number 4096. The program will read
nd write in chunks of 4096 bytes. It is considered good programming practice to
ive names to constants like this and to use the names instead of the constants.
Not only does this convention make programs easier to read, but it also makes
them easier to maintain. The second #define statement determines who can ac-
- cess the output file.

, The main program is called main, and it has two arguments, argc, and argv.
These are supplied by the operating system when the program is called. The first
ne tells how many strings were present on the command line that invoked the
" program including the program name. It should be 3. The second one is an array
_ of pointers to the arguments. In the example call given above, the elements of this
_array would contain pointers to the following values:

argv[0] = "copyfile"
argv[1] = "abc"
argv[2] = "xyz" o

It is via this array that the program accesses its arguments.

 Five variables are declared. The first two, in_fd and out_fd, will hold the file
 descriptors, small integers returned when a file is opened. The next two,
_ rd_count and wt_count, are the byte counts returned by the read and write system
 calls, respectively. The last one, buffer, is the buffer used to hold the data read
~and supply the data to be written.

_ The first actual statement checks argc to see if it is 3. If not, it exits with
tatus code 1. Any status code other than 0 means that an error has occurred. The
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tatus code is the only error reporting present in this program. A production ver-
sion would normally print error messages as well.

 Then we try to open the source file and create the destination file. If the
burce file is successfully opened, the system assigns a small integer to in_fd, to
dentify the file. Subsequent calls must include this integer so the system knows
vhich file it wants. Similarly, if the destination is successfully created, out_fd is
given a value to identify it. The second argument to crear sets the protection
mode. If either the open or the create fails, the corresponding file descriptor is set
01, and the program exits with an error code.

~ Now comes the copy loop. It starts by trying to read in 4 KB of data to buffer.
t does this by calling the library procedure read, which actually invokes the read
system call. The first parameter identifies the file, the second gives the buffer,
nd the third tells how many bytes to read. The value assigned to rd_count gives
e number of bytes actually read. Normally, this will be 4096, except if fewer
ytes are remaining in the file. When end of file is reached, it will be 0. If
d_count is ever zero or negative, the copying cannot continue, so the break state-
- ment is executed to terminate the (otherwise endless) loop.

" The call to write outputs the buffer to the destination file. The first parameter
dentifies the file, the second gives the buffer, and the third tells how many bytes
to write, analogous to read. Note that the byte count is the number of bytes actu-
lly read, not BUF_SIZE. This point is important because the last read will not
return 4096, unless the file just happens to be a multiple of 4 KB.

. When the entire file has been processed, the first call beyond the end of file
vill return O to rd_count, which will make it exit the loop. At this point the two
iles are closed and the program exits with a status indicating normal termination.
Although the Windows system calls are different from those of UNIX, the
, general structure of a command-line Windows program to copy a file is mod-
rately similar to that of Fig. 6-5. We will examine the Windows 2000 calls in
 Chap. 11.

;’.~1.8 Memory-Mapped Files

. ~"Many programmers feel that accessing files as shown above is cumbersome
and inconvenient, especially when compared to accessing ordinary memory. For
 this reason, some operating systems, starting with MULTICS, have provided a way
o map files into the address space of a running process. Conceptually, we can
imagine the existence of two new system calls, map and unmap. The former
gives a file name and a virtual address, which causes the operating system to map
: the file into the address space at the virtual address.

 For example, suppose that a file, f, of length 64 KB, is mappéd into the virtual
‘Qaddress starting at address 512K. Then any machine instruction that reads the
_contents of the byte at 512K gets byte O of the file, and so on. Similarly, a write
to address 512K + 21000 modifies byte 21000 of the file. When the process
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nd problem can (potentially) occur if a file is mapped in by one process
ed for conventional reading by another. If the first process modifies a
hat ,hange will not be reflected in the file on disk until the page is evicted.
has to take great care to make sure the two processes do not see
ersions of the file.

rd ptoblem with mapping is that a file may be larger than a segment, or
er than the entire virtual address space. The only way out is to arrange
ystem call to be able to map a portion of a file, rather than the entire file.
his works, it is clearly less satisfactory than mapping the entire file.

IRECTORIES

D track of files, file systems normally have directories or folders,
many systems, are themselves files. In this section we will discuss

gle-Level Directory Systems

plest form of directory system is having one directory containing all
Sometimes it is called the reot directory, but since it is the only one,
oes not matter much. On early personal computers, this system was
n part because there was only one user. Interestingly enmough, the
rst supercomputer, the CDC 6600, also had only a single directory for all
though it was used by many users at once. This decision was no doubt
ep-the software design simple.

xample of a system with one directory is given in Fig. 6-7. Here the
ntains four files. The file owners are shown in the figure, not the file
ause the owners are important to the point we are about to make). The
s of this scheme are its simplicity and the ability to locate files
here is only one place to look, after all.

—<~—Root directory

001010

ig re 6-7. A single-level directory system containing four files, owned by
ee different people, A, B, and C.
¢ problem with having only one directory in a system with multiple users is
erent ‘users may accidentally use the same names for their files. For
‘user A creates a file called mailbox, and then later user B also creates
‘mailbox, B’s file will overwrite A’s file. Consequently, this scheme is
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:kierarchical Directory Systems

he two-level hierarchy eliminates name conflicts among users but is not
fac"to; for users with a large number of files. Even on a single-user personal
mputer, it is inconvenient. It is quite common for users to want to group their
yeether in logical ways. A professor, for example, might have a collection

that together form a book that he is writing for one course, a second col-
of files containing student programs submitted for another course, a third
of files containing the code of an advanced compiler-writing system he is
a fourth group of files containing grant proposals, as well as other files
lectronic mail, minutes of meetings, papers he is writing, games, and so on.
/ay is needed to group these files together in flexible ways chosen by the

hat is needed is a general hierarchy (i.e., a tree of directories). With this
h, each user can have as many directories as are needed so that files can
ype‘d together in natural ways. This approach is shown in Fig. 6-9. Here,
ctories A, B, and C contained in the root directory each belong to a dif-
user, two of whom have created subdirectories for projects they are work-

- ~—Root directory

1e ability for users to create an arbitrary number of subdirectories provides a
erful structuring tool for users to organize their work. For this reason, nearly

hen the file system is organized as a directory tree, some way is needed for
ifying file names. Two different methods are commonly used. In the first
thod, each file is given an absolute path name consisting of the path from the
irectory to the file. As an example, the path /usr/ast/mailbox means that the
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ibrary procedures rarely change the working directory, and when they
‘y ways change it back again before returning.

‘ ‘peratmg systems that support a hierarchical directory system have two
tries in every directory, “.” and “..””, generally pronounced ‘“‘dot” and
Dot refers to the current dlrectory, dotdot refers to its parent. To see
_are used, consider the UNIX file tree of Fig. 6-10. A certain process
as its working directory. It can use .. to go up the tree. For example,
py the file /usr/lib/dictionary to its own directory using the command

/Ilb/dictionary .

irst path instructs the system to go upward (to the usr directory), then to go
the directory lib to find the file dictionary.

bin =< Root directory
etc
lib
usr
tmp
etc lib usr tmp
ast
jim
lib
ast lib jim
- —— Jusr/jim
dict.
: =F
Figure 6-10. A UNIX directory tree. @

econd argument (dot) names the current directory. When the ¢p com-
gets a directory name (including dot) as its last argument, it copies all the
here :Of course, a more normal way to do the copy would be to type

/usr/llb/dictionary .
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Unlink. A directory entry is removed. If the file being unlinked is
only present in one directory (the normal case), it is removed from
the file system. If it is present in multiple directories, only the path
name specified is removed. The others remain. In UNIX, the system
call for deleting files (discussed earlier) is, in fact, unlink.

8.

e above list gives the most important calls, but there are a few others as well,
for example, for managing the protection information associated with a directory.

f6’.,3 FILE SYSTEM IMPLEMENTATION

_ Now it is time to turn from the user’s view of the file system to the im-
plementor’s view. Users are concerned with how files are named, what opera-
tions are allowed on them, what the directory tree looks like, and similar interface
issues. Implementors are interested in how files and directories are stored, how
disk space is managed, and how to make everything work efficiently and reliably.
n the following sections we will examine a number of these areas to see what the
issues and trade-offs are.

6.3.1 File System Layout

~File systems are stored on disks. Most disks can be divided up into one or
more partitions, with independent file systems on each partition. Sector 0 of the
disk is called the MBR (Master Boot Record) and is used to boot the computer.
The end of the MBR contains the partition table. This table gives the starting and
ending addresses of each partition. One of the partitions in the table is marked as
active. When the computer is booted, the BIOS reads in and executes the MBR.
‘The first thing the MBR program does is locate the active partition, read in its first
block, called the boot block, and execute it. The program in the-boot block loads
the operating system contained in that partition. For uniformity, every partition
starts with a boot block, even if it does not contain a bootable operating system.
Besides, it might contain one in the future, so reserving a boot block is a good
'dea anyway.
Other than starting with a boot block, the layout of a disk pamtlon varies
strongly from file system to file system. Often the file system will contain some
of the items shown in Fig. 6-11. The first one is the superblock. It contains all
the key parameters about the file system and is read into memory when the com-
puter is booted or the file system is first touched. Typical information in the
superblock includes a magic number to identify the file system type, the number
of blocks in the file system, and other key administrative information.

Next might come information about free blocks in the file system, for exam-
ple in the form of a bitmap or a list of pointers. This might be followed by the i-
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File A
- - - 1 0
File File File File File
block block bilock block block
0 1 2 3 4
Physical 4 7 2 10 12
biock
File B
—> - 0
File File File File
block block block block
0 1 2 3
Physical 6 3 1 14
block

Figure 6-13. Storing a file as a linked list of disk blocks.

nked List Allocation Using a Table in Memory

disadvantages of the linked list allocation can be eliminated by taking
yinter word from each disk block and putting it in a table in memory. Figure
shows what the table looks like for the example of Fig. 6-13. In both figures,
have two files. File A uses disk blocks 4, 7, 2, 10, and 12, in that order, and
( ses disk blocks 6, 3, 11, and 14, in that order. Using the table of Fig. 6-14,
can start with block 4 and follow the chain all the way to the end. The same
_done starting with block 6. Both chains are terminated with a special
r (e.g:, —1) that is not a valid block number. Such a table in main memory
ed a FAT (File Allocation Table).
i ¢ this organization, the entire block is available for data. Furthermore,
access is much easier. Although the chain must still be followed to find a
ffset within the file, the chain is entirely in memory, so it can be followed
thout making any disk references. Like the previous method, it is sufficient for
directory entry to keep a single integer (the starting block number) and still be
0 locate all the blocks, no matter how large the file is.
he primary disadvantage of this method is that the entire table must be in
ry all the time to make it work. With a 20-GB disk and a 1-KB block size,
ble needs 20 million entries, one for each of the 20 million disk blocks.
entry has to be a minimum of 3 bytes. For speed in lookup, they should be 4
Thus the table will take up 60 MB or 80 MB of main memory all the time,
pending on whether the system is optimized for space or time. Conceivably the
ould be put in pageable memory, but it would still occupy a great deal of
memory and disk space as well as generating extra paging traffic.
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File Attributes

Address of disk block 0 ——>

Address of disk block 1 ——

Address of disk block 2 >

Address of disk block 3 F————

Address of disk block 4 —

Address of disk block 5 —

Address of disk biock 6 f———

Address of disk block 7  ——

Address of block of pointers >

Disk block

containing

additional
disk addresses

Figure 6-15. An example i-node.

block :.containing more disk block addresses, as shown in Fig. 6-15. Even
ydvanced would be two or more such blocks containing disk addresses or
disk blocks pointing to other disk blocks full of addresses. We will come
k to i-nodes when studying UNIX later.

nplementing Directories

efore a file can be read, it must be opened. When a file is opened, the
ting system uses the path name supplied by the user to locate the directory
The directory entry provides the information needed to find the disk
ocks. Depending on the system, this information may be the disk address of the
file (contiguous allocation), the number of the first block (both linked list
es); or the number of the i-node. In all cases, the main function of the
1y system is to map the ASCII name of the file onto the information needed

stem maintains file attributes, such as each file’s owner and creation time, and
must be stored somewhere. One obvious possibility is to store them directly
directory entry. Many systems do precisely that. This option is shown in
16(a) In this simple design, a directory consists of a list of fixed-size
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File 1 entry length - Pointer to file 1's name Entry
for one
File 1 attributes File 1 attributes file
P r 0 J Pointer to file 2's name  ~
e c t -
b G d File 2 attributes
t B ; -
|18 1% - Pointer to file 3's name
! File 2 entry length
File 3 attributes
File 2 attributes
e T
n n A
X p r o i
File 3 entry length e ¢ t -
b u d g
File 3 attributes e T X ) Hoap
| o | o | X e r s 0
n e |
K>t 0 [e]
m -t

(a) (b)

'Figure 6-17. Two ways of handling long file names in a directory. (a) In-line.
(b) In a heap.

isadvantage of this method is that when a file is removed, a variable-sized
troduced into the directory into which the next file to be entered may not
his problem is the same one we saw with contiguous disk files, only now
cting the directory is feasible because it is entirely in memory. Another
blem is that a single directory entry may span multiple pages, so a page fault
1y occur while reading a file name.

Another way to handle variable-length names is to make the directory entries
elves:all fixed length and keep the file names together in a heap 4t the end
e directory, as shown in Fig. 6-17(b). This method has the advantage that
an entry is removed, the next file entered will always fit there. Of course,
heap must be managed and page faults can still occur while processing file
es. One minor win here is that there is no longer any real need for file names
begin at word boundaries, so no filler characters are needed after file names in
17(b) and they are in Fig. 6-17(a).

In all of the designs so far, directories are searched linearly from beginning to
len a file name has to be looked up. For extremely long directories, linear

Spotify USA Inc.  Exhibit 1009 Page 119



Spotify USA Inc.  Exhibit 1009 Page 120



FILE SYSTEM IMPLEMENTATION 409

- Root directory

Shared file

Figure 6-18. File system containing a shared file.

lution, B links to one of C’s files by having the system create
INK, and entering that file in B’s directory. The new file con-
ame of the file to which it is linked. When B reads from the
rating system sees that the file being read from is of type
name of the file, and reads that file. This approach is called

1ethods has its drawbacks. In the first method, at the moment
aared file, the i-node records the file’s owner as C. Creating a
e the ownership (see Fig. 6-19), but it does increase the link
, s0 the system knows how many directory entries currently

story B's directory C's directory B's difectory

1 1 2 \ 4

N/ Vo

fl Owner=C Owner=C

=1 Count =2 Count =1
| !

) O O .

(b) ©

-a) Situation prior to linking. (b) After the link is created. (c) After
mer removes the file.
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~ Once it has been decided to store files in fixed-size blocks, the question arises
of how big the block should be. Given the way disks are organized, the sector, the
track and the cylinder are obvious candidates for the unit of allocation (although
these are all device dependent, which is a minus). In a paging system, the page
size is also a major contender.

~~ Having a large allocation unit, such as a cylinder, means that every file, even
a l-byte file, ties up an entire cylinder. Studies (Mullender and Tanenbaum,
1984) have shown that the median file size in UNIX environments is about 1 KB,
so allocating a 32-KB block for each file would waste 31/32 or 97 percent of the

. 'On the other hand, using a small allocation unit means that each file will con-
sist of many blocks. Reading each block normally requires a seek and a rotational
delay; soreading a file consisting of many small blocks will be slow.

~~As an example, consider a disk with 131,072 bytes per track, a rotation time
of 8.33 msec, and an average seek time of 10 msec. The time in milliseconds to
ead a block of k bytes is then: the sum of the seek, rotational delay, and transfer

10+ 4.165 + (k/131072) x 8.33

The solid curve of Fig. 6-20 shows the data rate for such a disk as a function of
_ block size. To compute the space efficiency, we need to make an assumption
about the mean file size. A recent measurement at the author’s department, which
has 1000 users and over 1 million UNIX disk files, gives a median size of 1680
bytes, meaning that half the files are smaller than 1680 bytes and half are larger.
As an aside, the median is a better metric than the mean because a véry small
_number of files can influence the mean enormously, but not the median. (The
mean is in fact 10,845 bytes, due in part to a few 100 MB hardware manuals that
happen to be online). For simplicity, let us assume all files are 2 KB, Wthh leads
 to the dashed curve in Fig. 6-20 for the disk space efficiency.

~ The two curves can be understood as follows. The access time for a block is
_ completely dominated by the seek time and rotational delay, so given that it is
gOing to cost 14 msec to access a block, the more data that are fetched, the better.
Hence the data rate goes up with block size (until the transfers take so long that
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Disk space utilization \\
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Figure 6-20. The solid curve (left-hand scale) gives the data rate of a disk. The
dashed curve (right-hand scale) gives the disk space etficiency. All files are 2
KB.

the transfer time begins to dominate). With small blocks that are powers of two
and 2-KB files, no space is wasted in a block. However, with 2-KB files and 4
KB or larger blocks, some disk space is wasted. In reality, few files are a multiple
of the disk block size, so some space is always wasted in the last block of a file.

What the curves show, however, is that performance and space utilization are
inherently in conflict. Small blocks are bad for performance but good for disk
space utilization. A compromise size is needed. For this data, 4 KB might be a
good choice, but some operating systems made their choices a long time ago,
when the disk parameters and file sizes were different. For UNIX, 1 KB is com-
monly used. For MS-DOS the block size can be any power of two from 512 bytes
to 32 KB, but is determined by the disk size and for reasons unrelated to these
arguments (the maximum number of blocks on a disk partition is 2'®, which
forces large blocks on large disks).

In an experiment to see if Windows NT file usage was appreciably different
from UNIX file usage, Vogels made measurements on files  Cornell University
(Vogels, 1999). He observed that NT file usage is more complicated than on
UNIX. He wrote:

“

When we type a few characters in the notepad text editor, saving this to a
file will trigger 26 system calls, including 3 failed open attempts, 1 file
overwrite and 4 additional open and close sequences.

Nevertheless, he observed a median size (weighted by usage) of files just read at 1
KB, files just written as 2.3 KB and files read and written as 4.2 KB. Given the
fact that Cornell has much more large-scale scientific computing than the author’s
institution and the difference in measurement technique (static versus dynamic),
the results are reasonably consistent with a median file size of around 2 KB.
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g Track of Free Blocks

a block size has been chosen, the next issue is how to keep track of free
wo methods are widely used, as shown in Fig. 6-21. The first one con-
us"ing a linked list of disk blocks, with each block holding as many free
numbers as will fit. With a 1-KB block and a 32-bit disk block
ch block on the free list holds the numbers of 255 free blocks. (One
eded for the pointer to the next block). A 16-GB disk needs a free list of
um 16,794 blocks to hold all 2%* disk block numbers. Often free blocks are
to hold the free list.

Free disk blocks: 16, 17, 18

2% Ve L 1001101101101100
162 234 0110110111110111

612 897 1010110110110110

342 422 0110110110111011

214 140 1110111011101111

160 223 1101101010001111

664 223 0000111011010111

216 160 1011101101101111

320 126 1100100011101111

180 142 0111011101110114

L/ 482 / 141 1101111101110111

 disk block can hoid 256 A bitmap

: disk block numbers

(@) ’ (b)

Figure 6-21. (a) Storing the free list on a linked list. (b) A bitmap.

equires 22 bits for the map, which requires 2048 blocks. It is not
g that the bitmap requires less space, since it uses 1 bit per block, versus
the linked list model. Only if the disk is nearly full (i.e., has few free
11 the linked list scheme require fewer blocks than the bitmap. On the
nd, if there are many blocks free, some of them can bé borrowed to hold
ist without any loss of disk capacity.
the free list method is used, only one block of pointers need be kept in
ry.: When a file is created, the needed blocks are taken from the block
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To prevent people from hogging too much disk space, multiuser operating
ms often provide a mechanism for enforcing disk quotas. The idea is that the
stem ‘administrator assigns each user a maximum allotment of files and blocks,
e operating system makes sure that the users do not exceed their quotas. A
cal mechanism is described below.
~ When a user opens a file, the attributes and disk addresses are located and put
an open file table in main memory. Among the attributes is an entry telling
o the owner is. Any increases in the file’s size will be charged to the owner’s

second table contains the quota record for every user with a currently open
file, even if the file was opened by someone else. This table is shown in Fig. 6-
is-an extract from a quota file on disk for the users whose files are currently
“When all the files are closed, the record is written back to the quota file.

Open file table Quota table

Attributes Soft block limit

disk addresses Hard block fimit

er=8
User Current # of blocks
Quota pointer — # Block warnings left Quota
record

Soft file fimit for user 8
Hard fiie limit

Current # of files

T # File warnings left

I T

Figure 6-23. Quotas are kept track of on a per-user basis in a quota table.

~ When a new entry is made in the open file table, a pointer to the owner’s
ota record is entered into it, to make it easy to find the various limits Every
ne a block is added to a file, the total number of blocks charged to the owner is
cremented, and a check is made against both the hard and soft limits. The soft
mit may be exceeded, but the hard limit may not. An attempt to append to a file
1en the hard block limit has been reached will result in an error. Analogous
ecks also exist for the number of files. i

_ When a user attempts to log in, the system checks the quota file to see if the
1 has exceeded the soft limit for either number of files or number of disk
locks. If either limit has been violated, a warning is displayed, and the count of
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Backups to tape are generally made to handle one of two potential problems:

|#:Recover from disaster.

2 ‘Recover from stupidity.

first one covers getting the computer running again after a disk crash, fire,
od, or other natural catastrophe. In practice, these things do not happen very
, which is why many people do not bother with backups. These people also
not to have fire insurance on their houses for the same reason.
The second reason is that users often accidentally remove files that they later
 again. This problem occurs so often that when a file is “removed” in Win-
s, it is not deleted at all, but just moved to a special directory, the recycle bin,
_can be fished out and restored easily later. Backups take this principle
er and allow files that were removed days, even weeks ago, to be restored
old backup tapes.
Making a backup takes a long time and occupies a large amount of space, so
g it efficiently and conveniently is important. These considerations raise the
wing issues. First, should the entire file system be backed up or only part of
\t many installations, the executable (binary) programs are kept in a limited
of the file system tree. It is not necessary to back up these files if they can all
einstalled from the manufacturers’” CD-ROMs. Also, most systems have a
tory for temporary files. There is usually no reason to back it up either. In
. all the special files (/O devices) are kept in a directory /dev. Not only is
ing up this directory not necessary, it is downright dangerous because the
backup program would hang forever if it tried to read each of these to completion.
short, it is usually desirable to back up only specific directories and everything
em rather than the entire file system.
Second, it is wasteful to back up files that have not changed since the last
up, which leads to the idea of incremental dumps. The simplest form of
mental dumping is to make a complete dump (backup) periodically, say
ckly or monthly, and to make a daily dump of only those files that have been
ified since the last full dump. Even better is to dump only those files that
ve changed since they were last dumped. While this scheme minimizgs dump-
ime, it makes recovery more complicated because first the most recent full
p has to be restored, followed by all the incremental dumps in reverse order.
ase recovery, more sophisticated incremental dumping schemes are. often

Third, since immense amounts of data are typically dumped, it may be desir-
to compress the data before writing them to tape. However, with many com-
10n algorithms, a single bad spot on the backup tape can foil the decompres-
n algorithm and make an entire file or even an entire tape unreadable. Thus the
sion to compress the backup stream must be carefully considered.
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Fourth, it is difficult to perform a backup on an active file system. If files and
directories are being added, deleted, and modified during the dumping process,
the resulting dump may be inconsistent. However, since making a dump may take
hours, it may be necessary to take the system offline for much of the night to
make the backup, something that is not always acceptable. For this reason, algo-
rithms have been devised for making rapid snapshots of the file system state by
copying critical data structures, and then requiring future changes to files and
directories to copy the blocks instead of updating them in place (Hutchinson et al.,
1999). In this way, the file system is effectively frozen at the moment of the
snapshot, so it can be backed up at leisure afterward.

Fifth and last, making backups introduces many nontechnical problems into
an organization. The best online security system in the world may be useless if
the system administrator keeps all the backup tapes in his office and leaves it open
and unguarded whenever he walks down the hall to get output from the printer.
All a spy has to do is pop in for a second, put one tiny tape in his pocket, and
saunter off jauntily. Goodbye security. Also, making a daily backup has little use
if the fire that burns down the computers also burns up all 2 backup tapes. For
this reason, backup tapes should be kept off-site, but that introduces more security
risks. For a thorough discussion of these and other practical administration issues,
see (Nemeth et al., 2000). Below we will discuss only the technical issues
involved in making file system backups.

Two strategies can be used for dumping a disk to tape: a physical dump or a
logical dump. A physical dump starts at block O of the disk, writes all the disk
blocks onto the output tape in order, and stops when it has copied the last one.
Such a program is so simple that it can probably be made 100% bug free, some-
thing that can probably not be said about any other useful program.

Nevertheless, it is worth making several comments about physical dumping.
For one thing, there is no value in backing up unused disk blocks. If the dumping
program can get access to the free block data structure, it can avoid dumping
unused blocks. However, skipping unused blocks requires writing the number of
each block in front of the block (or the equivalent), since it is no longer true that
block k on the tape was block & on the disk.

A second concern is dumping bad blocks. If all bad blocks are remapped by
the disk controller and hidden from the operating system as we described in Sec.
5.4.4, physical dumping works fine. On the other hand, if they are visible to the
operating system and maintained in one or more “bad block f s’ or bitmaps, it is
absolutely essential that the physical dumping program get access to this informa-
tion and avoid dumping them to prevent endless disk read errors during the dump-
ing process.

The main advantages of physical dumping are simplicity and great speed
(basically, it can run at the speed of the disk). The main disadvantages are the
inability to skip selected directories, make incremental dumps, and restore indivi-
dual files upon request. For these reasons, most installations make logical dumps.
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oglcal dump starts at one or more specified directories and recursively
11 files and directories found there that have changed since some given
te (e.g:; the last backup for an incremental dump or system installation for
ump). Thus in a logical dump, the dump tape gets a series of carefully
tified directories and files, which makes it easy to restore a specific file or
ctory upon request.

Jogical dumping is the most common form, let us examine a common
in detail using the example of Fig. 6-24 to guide us. Most UNIX sys-
use this algorithm. In the figure we see a file tree with directories (squares)
, (circles). The shaded items have been modified since the base date and

| 1 }«<—— Root directory

@ @ |

® B O @
“ /

Fite that File that has

has changed @ @ @ not changed

igure 6-24. A file system to be dumped. The squares are directories and the
ircles-are files. The shaded items have been modified since the last dump.
Each directory and file is labeled by its i-node number.

s algorithm also dumps all directories (even unmodified ones) that lie on
to a modified file or directory for two reasons. First, to make it possible
estore the dumped files and directories to a fresh file system on a different
mputer. In this way, the dump and restore programs can be used toﬂtransport
ile systems between computers.
second reason for dumping unmodified directories above modified files is
it possible to incrementally restore a single file (possibly tg handle
from stupidity). Suppose that a full file system dump is done Sunday
and an incremental dump is done on Monday evening. On Tuesday the
irectory /usr/jhs/proj/nr3 is removed, along with all the directories and files
der it. On Wednesday morning bright and early the user wants to restore the
r/jhs/pr0]/nr3/plans/summary However, is not possible to just restore the
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file summary because there is no place to put it. The directories nr3 and plans
must be restored first. To get their owners, modes, times, etc., correct, these
directories must be present on the dump tape even though they themselves were
not modified since the previous full dump.

The dump algorithm maintains a bitmap indexed by i-node number with
several bits per i-node. Bits will be set and cleared in this map as the algorithm
proceeds. The algorithm operates in four phases. Phase | begins at the starting
directory (the root in this example) and examines all the entries in it. For each
modified file, its i-node is marked in the bitmap. Each directory is also marked
(whether or not it has been modified) and then recursively inspected.

At the end of phase  all modified files and all directories have 2en marked
in the bitmap, as shown (by shading) in Fig. 6-25(a). Phase 2 conceptually recur-
sively walks the tree again, unmarking any directories that ave no modified files
or directories in them or under them. This phase leaves the bitmap as shown in
Fig. 6-25(b). Note that directories 10, 11, 14, 27, 29, and 30 are now unmarked
because they contain nothing under them that has been modified. 1ey will not
be dumped. 1 contrast, directories 5 and 6 will be dumped even though they
themselves have not been modified because they will be needed to restore today’s
changes to a tresh machine. For efficiency, phases 1 and 2 can be combined in
one tree walk.

@ [1]2]3]4]5]6]7]8]9]10f11]12]13]14]15]16]17]18]19]20]21|22]25]24]o5|26]o7]o8]e0ls  1[a2

) |1]2]3]4]5]6]7]8]9]10]11]12]13[14]15]16[17]18]10]e0]21]o2]23e4]25[26]27]8]o0]s  1[a]

© |1]2]3]4]s]6]7]8]o]t0]11]1213]14]15]16[17]18]19]e0]21]o2]23o4]25]26]27]28]p0]s  1]a2]

@ |1]2]3]4]s]6]7]8]e]0l11]r2]13]14]15]16[17]18]19]20]21]22]28]o4]25]26]27]28]e0]a0]31]a2]

Figure 6-25. Bit maps used by the logical dumping algorithm.

At this point it is known which directories and files must & dumped. These
are the ones marked in Fig. 6-25(b). Phase 3 consists of scai ing the i-nodes in
numerical order and dumping all the directories that are marked for dumping.
These are shown in Fig. 6-25(c). Each directory is prefixed by the directory’s
attributes (owner, times, etc.) so they can be restored. Finally, in phase 4, the files
marked in Fig. 6-25(d) are also dumped, again prefixed by their attributes. This
completes the dump.

Restoring a file system from the dump tapes is straightforward. To start with,
an empty file system is created on the disk. Then the most recent full dump is
restored. Since the directories appear first on the tape, they are all restored first,
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keleton of the file system. Then the files themselves are restored. This
en repeated with the first incremental dump made after the full dump,
ne, and so on.

logical dumping is straightforward, there are a few tricky issues.
nce the free block list is not a file, it is not dumped and hence it must be
ed from scratch after all the dumps have been restored. Doing so is
sible since the set of free blocks is just the complement of the set of
rained in all the files combined.

issue is links. If a file is linked to two or more directories, it is
the file is restored only one time and that all the directories that are
point to it do so.

write a few bytes, then seek to a distant file offset and write a few
The blocks in between are not part of the file and should not be
not be restored. Core files often have a large hole between the data
nt and the stack. If not handled properly, each restored core file will fill
ith zeros and thus be the same size as the virtual address space (e.g.,
r worse yet, 254 bytes).

, special files, named pipes, and the like should never be dumped, no
‘hich directory they may occur (they need not be confined to /dev). For
formation about file system backups, see (Chervenak et al., 1998; and

m Consistency

her rea where reliability is an issue is file system consistency. Many
s read blocks, modify them, and write them out later. If the system
ore all the modified blocks have been written out, the file system can
_an inconsistent state. This problem is especially critical if some of the
ks that have not been written out are i-node blocks, directory blocks, or
ontaining the free list.

al with the problem of inconsistent file systems, most computers have a
gram that checks file system consistency. For example, UNIX has fsck
dows 'has scandisk. This utility can be run whenever the system is
specially after a crash. The description below tells how fsck works.
1s somewhat different because it works on a different file system, but the
rinciple of using the file system’s inherent redundancy to repair it is still
le-system checkers verify each file system (disk partition) indepen-
1€ other ones.

o kinds of consistency checks can be made: blocks and files. To check for
nsistency, the program builds two tables, each one containing a counter
lock, initially set to 0. The counters in the first table keep track of how
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ay, the information content of the files is unchanged (although almost
ne is garbled), but the file system structure is at least made consistent.
hould be reported to allow the user to 1nspect the damage.

file in every directory, it increments a counter for that file’s usage
ember that due to hard links, a file may appear in two or more direc-

0 h'eounts will agree. However, two kinds of errors can occur: the link
he i=niode: can be too high or it can be too low.

e i=node count will go to zero. When an i-node count goes to zero, the
tem marks it as unused and releases all of its blocks. This action will

two operations, checking blocks and checking directories, are often
for-efficiency reasons (i.e., only one pass over the i-nodes is required).

le numbers and ASCII names. If an i-node number is larger than the
‘ i-nodes on the disk, the directory has been damaged. .

y the superuser and have the SETUID bit on, are potentlal security
_because such files acquire the powers of the superuser when executed
ser. With a little effort, one can put together a fairly long list of techni-
gal but still peculiar situations that might be worth reporting.
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B]dckis present. The usual way is to hash the device and disk address and
he result in a hash table. All the blocks with the same hash value are
together on a linked list so the collision chain can be followed.

table  Front (LRU) Rear (MRU)

Figure 6-27. The buffer cache data structures.

When:a block has to be loaded into a full cache, some block has to be
d (and rewritten to the disk if it has been modified since being brought in).
tuation is very much like paging, and all the usual page replacement algo-
s described in Chap. 3, such as FIFO, second chance, and LRU, are applica-
One pleasant difference between paging and caching is that cache references
atively infrequent, so that it is feasible to keep all the blocks in exact LRU
vith linked lists.

Fig. 6-27, we see that in addition to the collision chains starting at the hash
there is also a bidirectional list running through all the blocks in the order of
with the least recently used block on the front of this list and the most
used block at the end of this list. When a block is referenced, it can be
:d from its position on the bidirectional list and put at the end. In this way,
.RU-order can be maintained.

Infortunately, there is a catch. Now that we have a situation in which exact
_possible, it turns out that LRU is undesirable. The problem has to do with
rashes and file system consistency discussed in the previous section. If a crit-
ck; such as an i-node block, is read into the cache and modified, but not
to the disk, a crash will leave the file system in an inconsistent state. If
ode block is put at the end of the LRU chain, it may be quite a wh11e before
ches the front and is rewritten to the disk.

urthermore, some blocks, such as i-node blocks, are rarely referenced two
ithin a short interval. These considerations lead to a modified LRU
me, taking two factors into account:

Is the block likely to be needed again soon? .
Is the block essential to the consistency of the file system?

th questions, blocks can be divided into categories such as i-node blocks,
blocks, directory blocks, full data blocks, and partially full data blocks.
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ead Ahead

cond technique for improving perceived file system performance is to try
Jocks into the cache before they are needed to increase the hit rate. In par-
any files are read sequentially. When the file system 1is asked to produce
in a file, it does that, but when it is finished, it makes a sneaky check in
see if block k + 1 is already there. If it is not, it schedules a read for
in the hope that when it is needed, it will have already arrived in the
At ‘,th‘e very least, it will be on the way.
urse, this read ahead strategy only works for files that are being read
: Ily. If a file is being randomly accessed, read ahead does not help. In
wurts by tying up disk bandwidth reading in useless blocks and removing
ly useful blocks from the cache (and possibly tying up more disk
width writing them back to disk if they are dirty). To see whether read ahead
oing, the file system can keep track of the access patterns to each open
-xample, a bit associated with each file can keep track of whether the
‘sequential access mode” or “random access mode.” Initially, the file is
¢ benefit of the doubt and put in sequential access mode. However, when-
-is done, the bit is cleared. If sequential reads start happening again,
et once again. In this way, the file system can make a reasonable guess
ether it should read ahead or not. If it gets it wrong once it a while, it is
aster; just a little bit of wasted disk bandwidth.

ducing Disk Arm Motion

ng and read ahead are not the only ways to increase file system perfor-

other important technique is to reduce the amount of disk arm motion
tmgblocks that are likely to be accessed in sequence close to each other,
bly in the same cylinder. When an output file is written, the file system
:Iocate the blocks one at a time, as they are needed. If the free blocks are
in a bitmap, and the whole bitmap is in main memory, it is easy enough
e a free block as close as possible to the previous block. With a free list,
of which is on disk, it is much harder to allocate blocks close together.
lowever, even with a free list, some block clustering can be done. The trick
p track of disk storage not in blocks, but in groups of consecutiv€ blocks.
consist of 512 bytes, the system could use 1-KB blocks (2 sectors) but
disk storage in units of 2 blocks (4 sectors). This is not the same as hav-
 disk blocks, since the cache would still use 1-KB blocks and disk
- would still be 1 KB but reading a file sequentially on an otherwise idle
would reduce the number of seeks by a factor of two, considerably im-
performance. A variation on the same theme is to take account of rota-
sitioning. When allocating blocks, the system attempts to place consecu-
ks in a file in the same cylinder.
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to satisfy a very substantial fraction of all read requests directly from the
ystem cache, with no disk access needed. It follows from this observation,
future, most disk accesses will be writes, so the read-ahead mechanism
e file systems to fetch blocks before they are needed no longer gains
rformance.

ke matters worse, in most file systems, writes are done in very small
mall -writes are highly inefficient, since a 50-usec disk write is often
v a 10-msec seek and a 4-msec rotational delay. With these parame-
fficiency drops to a fraction of 1 percent.

~e where all the small writes come from, consider creating a new file on a
stem. To write this file, the i-node for the directory, the directory block,
or-the file, and the file itself must all be written. While these writes
yed, doing so exposes the file system to serious consistency problems
ccurs before the writes are done. For this reason, the i-node writes are
1y done immediately.

this reasoning, the LFS designers decided to re-implement the UNIX file
such a way as to achieve the full bandwidth of the disk, even in the face
ad-consisting in large part of small random writes. The basic idea is to
h’é'entire disk as a log. Periodically, and when there is a special need
1] the pending writes being buffered in memory are collected into a single
nd written to the disk as a single contiguous segment at the end of the
ngle segment may thus contain i-nodes, directory blocks, and data
1 mixed together. At the start of each segment is a segment summary,
at can be found in the segment. If the average segment can be made to
MB;:almost the full bandwidth of the disk can be utilized.

this design, i-nodes still exist and have the same structure as in UNIX, but
ow scattered all over the log, instead of being at a fixed position on the
ertheless, when an i-node is located, locating the blocks is done in the
Of course, finding an i-node is now much harder, since its address
1ply be calculated from its i-number, as in UNIX. To make it possible to
odes, an i-node map, indexed by i-number, is maintained. Entry i in this
points to i-node i on the disk. The map is kept on disk, but it is also cached,
t heavily used parts will be in memory most of the time.

imarize what we have said so far, all writes are initially byffered in
ind periodically all the buffered writes are written to the disk in"a single
he end of the log. Opening a file now consists of using the map to
e i-node for the file. Once the i-node has been located, the addresses of
n be found from it. All of the blocks will themselves be in segments,
in the log. ‘

isks were infinitely large, the above description would be the entire story.
real disks are finite, so eventually the log will occupy the entire disk, at
me no new segments can be written to the log. Fortunately, many existing
may have blocks that are no longer needed, for example, if a file is
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extensions to be discussed below. One of the goals of this standard was to
every CD-ROM readable on every computer, independent of the byte order-
ed and independent of the operating system used. As a consequence, some
tations were placed on the file system to make it possible for the weakest
' ting systems then in use (such as MS-DOS) to read it.

D-ROMs do not have concentric cylinders the way magnetic disks do.
ead there is a single continuous spiral containing the bits in a linear sequence
hough seeks across the spiral are possible). The bits along the spiral are
ded into logical blocks (also called logical sectors) of 2352 bytes. Some of
iese are for preambles, error correction, and other overhead. The payload por-
f each logical block is 2048 bytes. When used for music, CDs have leadins,
outs; and intertrack gaps, but these are not used for data CD-ROMs. Often
position of a block along the spiral is quoted in minutes and seconds. It can be
verted to a linear block number using the conversion factor of 1 sec = 75

SO 9660 supports CD-ROM sets with as many as 2! — 1 CDs in the set. The
dual CD-ROMs may also be partitioned into logical volumes (partitions).
owever, below we will concentrate on ISO 9660 for a single unpartitioned CD-
OM.

very CD-ROM begins with 16 blocks whose function is not defined by the
0 9660 standard. A CD-ROM manufacturer could use this area for providing a
ootstrap program to allow the computer to be booted from the CD-ROM, or for
other purpose. Next comes one block containing the primary volume des-
riptor, which contains some general information about the CD-ROM. Among
information are the system identifier (32 bytes), volume identifier (32 bytes),
ublisher identifier (128 bytes), and data preparer identifier (128 bytes). The
anufacturer can fill in these fields in any desired way, except that only upper
ase letters, digits, and a very small number of punctuation marks may be used to
ure cross-platform compatibility.

:The primary volume descriptor also contains the names of three files, which
‘ay contain the abstract, copyright notice, and bibliographic information, respec-
vely. In addition, certain key numbers are also present, including the logical
lock size (normally 2048, but 4096, 8192, and larger powers of two are allowed
ertain cases), the number of blocks on the CD-ROM, and the creation and
xpiration dates of the CD-ROM. Finally, the primary volume descriptor also
ontains a directory entry for the root directory, telling where to find it on the
'D-ROM (i.e., which block it starts at). From this directory, the rest of the file
ystem can be located.

In addition to the primary volume descriptor, a CD-ROM may contain a sup-
lementary volume descriptor. It contains similar information to the primary, but
at will not concern us here.

- The root directory, and all other directories for that matter, consists of a vari-
ble number of entries, the last of which contains a bit marking it as the final one.

Spotify USA Inc.  Exhibit 1009  Page 143



Spotify USA Inc.  Exhibit 1009 Page 144



EXAMPLE FILE SYSTEMS 433

at in this field but they will not concern us here. The next field deals with
rleaving pieces of files in a way that is not used in the simplest version of ISO
e will not consider it further.
xt field tells which CD-ROM the file is located on. It is permitted that
ry entry on one CD-ROM refers to a file located on another CD-ROM in
In this way it is possible to build a master directory on the first CD-ROM
all the files on all the CD-ROMs in the complete set.
ield marked L in Fig. 6-29 gives the size of the file name in bytes. It is
by the file name itself. A file name consists of a base name, a dot, an
on, a semicolon, and a binary version number (1 or 2 bytes). The base
ind extension may use upper case letters, the digits 0-9, and the underscore
_ Al other characters are forbidden to make sure that every computer
e every file name. The base name can be up to eight characters; the
an be up to three characters. These choices were dictated by the need
-DOS compatible. A file name may be present in a directory multiple
as long as each one has a different version number.
he last-two fields are not always present. The Padding field is used to force
ctory entry to be an even number of bytes, to align the numeric fields of
,quent entries on 2-byte boundaries. If padding is needed, a O byte is used.
we have the System use field. Its function and size are undefined, except
must be an even number of bytes. Different systems use it in different
he Macintosh keeps Finder flags here, for example.
ntries within a directory are listed in alphabetical order except for the first
entries. The first entry is for the directory itself. The second one is for its
In this respect, these entries are similar to the UNIX . and .. directory
‘he files themselves need not be in directory order.
ere is'no explicit limit to the number of entries in a directory. However,
a limit to the depth of nesting. The maximum depth of directory nesting is

SO 9660 defines what are called three levels. Level 1 is the most restrictive
pecifies that file names are limited to 8 + 3 characters as we have described,
0 requires all files to be contiguous as we have described. Furthermore, it
es that directory names be limited to eight characters with no extensions.
this level maximizes the chances that a CD-ROM can be read on every
ter. -

vel 2 relaxes the length restriction. It allows files and directories to have
f up to 31 characters, but still from the same set of characters.

el 3 uses the same name limits as level 2, but partially relaxes the assump-
hat files have to be contiguous. With this level, a file may consist of several
ns, each of which is a contiguous run of blocks. The same run may occur
1 mes in a file and may also occur in two or more files. If large chunks of
 repeated in several files, level 3 provides some space optimization by not
ng the data to be present multiple times.
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al]y the -TF field contains the three timestamps included in each UNIX i-
amely the time the file was created, the time it was last modified, and the
last accessed. Together, these extensions make it possible to copy a
le system to a CD-ROM and then restore it correctly to a different system.

, UNIX community was not the only group that wanted a way to extend
)660. Microsoft also found it too restrictive (although it was Microsoft’s
S POS-that caused most of the restrictions in the first place). Therefore
yft invented some extensions that were called Joliet. They were designed
Windows file systems to be copied to CD-ROM and then restored, in pre-
the same way that Rock Ridge was designed for UNIX. Virtually all pro-
that run under Windows and use CD-ROMs support Joliet, including pro-
hat burn CD-recordables. Usually, these programs offer a choice between
arious ISO 9660 levels and Joliet.

¢ "f“rr"'lajor extensions provided by Joliet are

Unicode character set.
| klfectory nesting deeper than eight levels.

_ Directory names with extensions

extension allows file names up to 64 characters. The second extension
es the use of the Unicode character set for file names. This extension is
nt for software intended for use in countries that do not use the Latin
et, such as Japan, Israel, and Greece. Since Unicode characters are two
he maximum file name in Joliet occupies 128 bytes.
e Rock Ridge, the limitation on directory nesting is removed by Joliet.
ectories can be nested as deeply as needed. Finally, directory names can have
s. It is not clear why this extension was included, since Windows direc-
irtually never use extensions, but maybe some day they will.

The CP/M File System -

first personal computers (then called microcomputers) came out in the
)80s. A popular early type used the 8-bit Intel 8080 CPU and had 4 KB of
M and a single 8-inch floppy disk with a capacity of 180 KB. Later versions
the slightly fancier (but still 8-bit) Zilog Z80 CPU, had up to 64 KB of
and had a whopping 720-KB floppy disk as the mass storage device.
,'thctslow speed and small amount of RAM, nearly all of these machines
urprisingly powerful disk-based operating system, called CP/M (Control
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Program for Microcomputers) (Golden and Pechura, 1986). This system dom-
inated its era as much as MS-DOS and later Windows dominated the IBM PC
world. Two decades later, it has vanished without a trace (except for a smal]
group of diehard fans), which gives reason to think that systems that now dom-
inate the world may be essentially unknown when current babies become college
students (Windows what?).

It is worth taking a look at CP/M for several reasons. First, it was a histori-
cally very important system and was the direct ancestor of MS-DOS. Second,
current and future operating system designers who think that a computer needs 32
MB just to boot the operating system could probably learn a lot about simplicity
from a system that ran quite well in 16 KB of RAM. Third, in the coming dec-
ades, embedded systems are going to be extremely widespreza  Due to cost,
space, weight, and power constraints, the operating systems used, for example, in
watches, cameras, radios, and cellular telephones, are of necessity going to be
lean and mean, not unlike CP/M. Of course, these systems do not have 8-inch
floppy disks, but they may well have electronic disks using flash memory, and
building a CP/M-like file system on such a device is straightforward.

The layout of CP/M in memory is shown in Fig. 6-30. At the top of main
memory (in RAM) is the BIOS, which contains a basic library of 17 I/O calls used
by CP/M (in this section we will describe CP/M 2.2, which was the standard ver-
sion when CP/M was at the height of its popularity). These calls read and write
the keyboard, screen, and floppy disk.

Address

OxFFFF BIOS

CPM

Shell

__________________ 1
User program
0x10C Zero page M

C

Figure 6-30. Memory layout of CP/M.

Just below the BIOS is the operating system proper. The size of the operating
system in CP/M 2.2 is 3584 bytes. Amazing but true: a complete operating system
in under 4 KB. Below the operating system comes the shell (command line pro-
cessor), which chews up another 2 KB. The rest of memory is for user programs,
except for the bottom 256 bytes, which are reserved for the hardware interrupt
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ors, a few variables, and a buffer for the current command line so user pro-
ms can get at it.

The reason for splitting the BIOS from CP/M itself (even though both are in
) is portability. CP/M interacts with the hardware only by making BIOS
o port CP/M to a new machine, all that is necessary is to port the BIOS
nce that has been done, CP/M itself can be installed without modification.
‘CP/M system has only one directory, which contains fixed-size (32-byte)
ies. ‘The directory size, although fixed for a given implementation, may be
rent in other implementations of CP/M All files in the system are listed in this
ctory. After CP/M boots, it reads in the directory and computes a bitmap con-
ing the free disk blocks by seeing which blocks are not in any file. This bit-
, which is only 23 bytes for a 180-KB disk, is kept in memory during execu-
At system shutdown time it is discarded, that is, not written back to the disk.
pproach eliminates the need for a disk consistency checker (like fsck) and
s 1 block on the disk (percentually equivalent to saving 90 MB on a modern
GB disk).

When the user types a command, the shell first copies the command to a
uffer in the bottom 256 bytes of memory. Then it looks up the program to be
cuted and reads it into memory at address 256 (above the interrupt vectors),
jumps to it. The program then begins running. It discovers its arguments by
gin the command line buffer. The program is allowed to overwrite the
Lif it needs the memory. When the program finishes, it makes a system call
CPM telling it to reload the shell (if it was overwritten) and execute it. In a
itshell, that is pretty much the whole CP/M story.

In addition to loading programs, CP/M provides 38 system calls, mostly file
es, for user programs. The most important of these are reading and writing
es. Before a file can be read, it must be opened. When CP/M gets an open sys-
~call, it has to read in and search the one and only directory. The directory is
kept in memory all the time to save precious RAM. When CP/M finds the
1y, it immediately has the disk block numbers, since they are stored right in the
ctory -entry, as are all the attributes. The format of a directory entry is given in
6-31.

Bytes 1 8 3 1 2 16
£
File name
. Disk block numbers
User code Filetype  Extent Block count

(extension) -

Figure 6-31. The CP/M directory entry format,

_ The fields in Fig. 6-31 have the following meanings. The User code field
eps track of which user owns the file. Although only one person can be logged
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into a CP/M at any given moment, the system supports multiple users who take
turns using the system. While searching for a file name, only those entries
belonging to the currently logged-in user are checked. In effect, each user has g
virtual directory without the overhead of managing multiple directories.

The next two fields give the name and extension of the file. The base name is
up to eight characters; an optional extension of up to three characters may be
present. Only upper case letters, digits, and a small number of special characters
are allowed in file names. This 8 + 3 naming using upper case only was later
taken over by MS-DOS.

The Block count field tells >w many bytes this file entry contains, measured
in units of 128 bytes (because I/O is actually done in 128-byte physical sectors).
The last 1-KB block may not be full, so the system has no way to determine the
exact size of a file. It is up to the user to put in some END-OF-FILE marker if
desired. The final 16 fields contain the disk block numbers themselves. Each
block is 1 KB, so that maximum file size is 16 KB. Note that physical I/O is done
in units of 128-byte sectors and sizes are kept track of in sectors, but file blocks
are allocated in units of 1 KB (8 sectors at a time) to avoid making the directory
entry too large.

However, the CP/M designer realized that some files, even on a 180-KB
floppy disk, might exceed 16 KB, so an escape hatch was built around the 16-KB
limit, A file that is between 16 KB and 32 KB uses not one directory entry, but
two. The first entry holds the first 16 blocks; the second entry holds the next 16
blocks. Beyond 32 KB, a third directory entry is used, and so on. The Extenr
field keeps track of the order of the directory entries so the system knows which
16 KB comes first, which comes second, and so on.

After an open call, the addresses of all the disk blocks are known, making
read straightforward. The write call is also simple. It just requires allocating a
free block from the bitmap in memory and then writing the block. Consecutive
blocks on a file are not placed in consecutive blocks on the disk because the 8080
cannot process an interrupt and start reading the next block on time. Instead,
interleaving is used to allow several blocks to be read on a single rotation.

CP/M is clearly not the last word in advanced file systems, but it is simple,
fast, and can be implemented by a competent programmer in less than a week.
For many embedded applications, it may be all that is needed.

-

6.4.3 The MS-DOS File System

To a first approximation, MS-DOS is a bigger and better version of CP/M. It
runs only on Intel platforms, does not support multiprogramming, and runs only in
the PC’s real mode (which was originally the only mode). The shell has more
features and there are more system calls, but the basic function of the operating
system is still loading programs, handling the keyboard and screen, and managing
the file system. It is the latter functionality that interests us here.
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ncludmg the use of 8 + 3 (upper case) character file names. The first version
MS-DOS 1.0) was even limited to a single directory, like CP/M. However, starting
with MS-DOS 2.0, the file system functionality was greatly expanded. The biggest
mprovement was the inclusion of a hierarchical file system in which directories
ould be nested to an arbitrary depth. This meant that the root directory (which
till had a fixed maximum size) could contain subdirectories, and these could con-
n further subdirectories ad infinitem. Links in the style of UNIX were not per-
mltted so the file system formed a tree starting at the root directory.

It is common for different application programs to start out by creating a sub-
dlrectory in the root directory and put all their files there (or in subdirectories
hereof) so that different applications do not conflict. Since directories are them-
elves just stored as files, there are no limits on the number of directories or files
hat may be created. Unlike CP/M, however, there is no concept of different users
in MS-DOS. Consequently, the logged in user has access to all files.

Toread afile, an MS-DOS program must first make an open system call to get
andle for it. The open system call specifies a path, which may be either abso-
ute or relative to the current working directory. The path is looked up component
by component until the final directory is located and read into memory. It is then
searched for the file to be opened.

_Although MS-DOS directories are variable sized, like CP/M, they use a fixed-
size 32-byte directory entry. The format of an MS-DOS directory entry is shown
n Fig. 6-32. It contains the file name, attributes, creation date and time, starting
block, and exact file size. File names shorter than 8 + 3 characters are left justi-
fied and padded with spaces on the right, in each field separately. The Attributes
field is new and contains bits to indicate that a file is read-only, needs to be
archived, is hidden, or is a system file. Read-only files cannot be written. This is
protect them from accidental damage. The archived bit has no actual operating
system function (i.e., MS-DOS does not examine or set it). The intention is to
allow user-level archive programs to clear it upon archiving a file and to have
other programs set it when modifying a file. In this way, a backup program can
ust examine this attribute bit on every file to see which files to back up. The hid-
den bit can be set to prevent a file from appearing in directory listings, Its main
use is to avoid confusing novice users with files they might not understand.
inally, the system bit also hides files. In addition, system files cannotracciden-
tally be deleted using the del command. The main components of MS-DOS have
s bit set.

The directory entry also contains the date and time the file was created or last
modified. The time is accurate only to 22 sec because it is stored in“a 2-byte
field, which can store only 65,536 unique values (a day contdins 86,400 unique
seconds). The time field is subdivided into seconds (5 bits), minutes (6 bits), and
hours (5 bits). The date counts in days using three subfields: day (5 bits), month
(4 bits), and year—1980 (7 bits). With a 7-bit number for the year and time
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izes of 1 KB, 2 KB, and 4 KB. This change preserved the structure and size of
_ the FAT-12 table, but allowed disk partitions of up to 16 MB.
' Since MS-DOS supported four disk partitions per disk drive, the new FAT-12
ile system worked up to 64-MB disks. Beyond that, something had to give.
What happened was the introduction of FAT-16, with 16-bit disk pointers. Addi-
jonally, block sizes of 8 KB, 16 KB, and 32 KB were permitted. (32,768 is the
argest power of two that can be represented in 16 bits.) The FAT-16 table now
occupied 128 KB of main memory all the time, but with the larger memories by
_then available, it was widely used and rapidly replaced the FAT-12 file system.
 The largest disk partition that can be supported by FAT-16 is 2 GB (64K entries
f 32 KB each) and the largest disk 8 GB, namely four partitions of 2 GB each.
For business letters, this limit is not a problem, but for storing digital video
- ysing the DV standard, a 2-GB file holds just over 9 minutes of video. As a
. consequence of the fact that a PC disk can support only four partitions, the largest
_ video that can be stored on a disk is about 38 minutes, no matter how large the
disk is. This limit also means that the largest video that can be edited on line is
fess than 19 minutes, since both input and output files are needed.
Starting with the second release of Windows 95, the FAT-32 file system, with
_its 28-bit disk addresses, was introduced and the version of MS-DOS underlying
- Windows 95 was adapted to support FAT-32. In this system, partitions could
theoretically be 22® x 2'° bytes, but they are actually limited to 2 TB (2048 GB)
 because internally the system keeps track of partition sizes in 512-byte sectors
_ using a 32-bit number and 2° x 2°% is 2 TB. The maximum partition size for vari-
~ ous block sizes and all three FAT types is shown in Fig. 6-33.

Block size | FAT-12 FAT-16 FAT-32

0.5 KB 2 MB
1 KB 4 MB
2KB 8 MB 128 MB
4 KB 16 MB 256 MB 1TB
8 KB 512 MB 2TB

16 KB 1024 MB 2TB

32 KB 2048 MB 2TB -

Figure 6-33. Maximum partition size for different block sizes. The empty
boxes represent forbidden combinations.

In addition to supporting larger disks, the FAT-32 file system has two other
_advantages over FAT-16. First, an 8-GB disk using FAT-32 can’be a single parti-
tion. Using FAT-16 it has to be four partitions, which appears to the Windows
user as the C:, D, E:, and F: logical disk drives. It is up to the user to decide -
which file to place on which drive and keep track of what is where.

Spotify USA Inc.  Exhibit 1009 Page 153



Spotify USA Inc.  Exhibit 1009 Page 154



: SEC. 6.4 EXAMPLE FILE SYSTEMS 443

Fig. 6-32. This format came directly from CP/M (which was written for the 8080),

which goes to show how long (obsolete) structures can live in the computer world.
However, it was possible to now allocate the 10 unused bytes in the entries of
Fig. 6-32, and that was done, as shown in Fig. 6-34. This change has nothing to
do with long names, but it is used in Windows 98, so it is worth understanding.

1 1 4 2 2 4 2 4
N Creation Last Last write o
Base name Ext T date/time {access date/time File size
Attribut / f T T
outes Sec Upper 16 bits Lower 16 bits
of starting of starting
block block

Figure 6-34. The extended MOS-DOS directory entry used in Windows 98.

The changes consist of the addition of five new fields where the 10 unused
bytes used to be. The NT field is mostly there for some compatibility with Win-
.dows NT in terms of displaying file names in the correct case (in MS-DOS, all file
_names are upper case). The Sec field solves the problem that it is not possible to
store the time of day in a 16-bit field. It provides additional bits so that the new
Creation time field is accurate to 10 msec. Another new field is Last access,
_which stores the date (but not time) of the last access to the file. Finally, going to
the FAT-32 file system means that block numbers are now 32 bits, so an addi-
tional 16-bit field is needed to store the upper 16 bits of the starting block number.

Now we come to the heart of the Windows 98 file system: how long file
_names are represented in a way that is backward compatible with MS-DOS. The
solution chosen was to assign two names to each file: a (potentially) long file
name (in Unicode, for compatibility with Windows NT), and an 8 + 3 name for
compatibility with MS-DOS. Files can be accessed by either name. When a file is
created whose name does not obey the MS-DOS naming rules (8 + 3 length, no
Unicode, limited character set, no spaces, etc.), Windows 98 invents an MS-DOS
_name for it according to a certain algorithm. The basic idea is to take the first six
f characters of the name, convert them to upper case, if need be, and append ~1 to
_form the base name. If this name already exists, then the suffix ~2 is used, and so
_on. In addition, spaces and extra periods are deleted and certain special cRaracters
_are converted to underscores. As an example, a file named The time has come the
walrus said is assigned the MS-DOS name THETIM~I. If a subsequent file is
_created with the name The time has come the rabbit said, it is assigned the MS-
DOS name THETIM~2, and so on. ’

, Every file has an MS-DOS file name stored using the directory format of
Fig. 6-34. If a file also has a long name, that name is stored in one or more direc-
tory entries directly preceding the MS-DOS file name. Each long-name entry
holds up to 13 (Unicode) characters. The entries are stored in reverse order, with
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C
68 d o g A0k 0

C

3{ o v e AlO|k| t h e I a 0 z y
C

21 w n f o |A|O0|k] x i u m p 0 S

C

1 T h e q |A|O|k]| u i c k b 0 r o]

N Creation |Last Last )
' AlT[S| time |acc |UPP| write fLow| Size
ytes rr1r 1T T T 1T T T 11 T T 1

Figure 6-36. An example of how a long name is stored in Windows 98.

in the file system. The NT byte in Fig. 6-36 is used in NT and ignored in Win-
ows 98. The A byte contains the attributes.

. The implementation of the FAT-32 file system is conceptually similar to the
plementation of the FAT-16 file system. However, instead of an array of
5,536 entries, there are as many entries as needed to cover the part of the disk
ith data on it. If the first million blocks are used, the table conceptually has 1
illion entries. To avoid having all of them in memory at once, Windows 98

aintains a window into the table and keeps only in parts of it in memory at once.
4.5 The UNIX V7 File System

 Even early versions of UNIX had a fairly sophisticated multiuser file system
since it was derived from MULTICS. Below we will discuss the V7 file system,
¢ one for the PDP-11 that made UNIX famous. We will examine modern ver-
sions in Chap. 10. ‘

_ The file system is in the form of a tree starting at the root directory, with the
addition of links, forming a directed acyclic graph. File names are up to 14 char-
acters and can contain any ASCII characters except / (because that is the separator
tween components in a path) and NUL (because that is used to pad out names
shorter than 14 characters). NUL has the numerical value of 0.

A UNIX directory entry contains one entry for each file in that-directory.
Each entry is extremely simple because UNIX uses the i-node scheme iflustrated
in Fig. 6-15. A directory entry contains only two fields: the file name (14 bytes)
d the number of the i-node for that file (2 bytes), as shown in Fig. 6-37. These
,parameters limit the number of files per file system to 64K.

- Like the i-node of Fig. 6-15, the UNIX i-nodes contains some attributes. The
aftributes contain the file size, three times (creation, last access, "and last modifica-
tion), owner, group, protection information, and a count of the number of direc-
tory entries that point to the i-node. The latter field is needed due to links. When-
ever a new link is made to an i-node, the count in the i-node is increased. When a
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I-node
Aftributes - Single
1 »  indirect
1> block
3 Addresses of
Double
Endl indirect — data blocks
block -
. /1 S
Triple 4
] indirect T Cadl
] block
\/ !
\ 1
=
T +4
-
Figure 6-38. A UNIX i-node.
Block 132 I-node 26 Block 406
I-node 8 is /usr is for is /usr/ast
Root directory is for /usr directory /usr/ast directory
1. 6 |- 26 |
Mode Mode
1] . size 1] - size 6 [ e
- ti times
4 | bin mes 19 | dick | 64 | grants
7 | dev 132 30 | erik 406 92 | books
14 | lib 51 | jim 60 | mbox
9 | etc 26 | ast 81 | minix
6 | usr ‘ 45 | bal 17 | sf®
8 | tmp
I-node 6 I-node 26
Looking up says that /usr/ast says that /usr/ast/mbox
usr yields Jusris in is i-node /usr/ast is in is i-node
i-node 6 block 132 26 block 406 607

Figure 6-39. The steps in looking up /usr/ast/mbox.
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_ When seen from the inside, a file system looks quite different. The file sys-
m designers have to be concerned with how storage is allocated, and how the
stem keeps track of which block goes with which file. Possibilities include con-
-uous files, linked lists, file allocation tables, and i-nodes. Different systems
ve different directory structures. Attributes can go in the directories or some-
here else (e.g., an i-node). Disk space can be managed using free lists of bit-
s. File system reliability is enhanced by making incremental dumps and by
having a program that can repair sick file systems. File system performance is
portant and can be enhanced in several ways, including caching, read ahead,
d carefully placing the blocks of a file close to each other. Log-structured file
stems also improve performance by doing writes in large units.

_ Examples of file systems include ISO 9660, CP/M, MS-DOS, Windows 98, and
UNIX. These differ in many ways, including how they keep track of which blocks
with which file, directory structure, and management of free disk space.

PROBLEMS

‘.y Give 5 different path names for the file /etc/passwd. Hint: Think about the directory
entries “.” and “..”.

. Tn Windows, when a user double clicks on a file listed by Windows Explorer, a pro-
- gram is run and given that file as a parameter. List two different ways the operating
system could know which program to run?

..In-early UNIX systems, executable files (a.out files) began with a very specific magic
number, not one chosen at random. These files began with a header, followed by the
text and data segments. Why do you think a very specific number was chosen for exe-
_‘cutable files, whereas other file types had a more-or-less random magic number as the
.~ first word?

. In Fig. 6-4, one of the attributes is the record length. Why does the operating system
_“éver care about this?

..Is the open system call in UNIX absolutely essential? What would the con‘s’equences
. be of not having it?

- Systems that support sequential files always have an operation to rewind files. Do
systems that support random access files need this too? °

. ‘Some operating systems provide a system call rename to give a file a new name. Is
there any difference at all between using this call to rename a file, and just copying the
_file to a new file with the new name, followed by deleting the old one?

8.'In some systems it is possible to map part of a file into memory. What restrictions
. must such systems impose? How is this partial mapping implemented?
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The beginning of a free space bitmap looks like this after the disk partition is first for-
matted: 1000 0000 0000 0000 (the first block is used by the root directory). The sys-
tern always searches for free blocks starting at the lowest numbered block, so after
writing file A, which uses 6 blocks, the bitmap looks like this: 1111 1110 0000 0000.

_Show the bitmap after each of the following additional actions:

“(a) File B'is written, using 5 blocks

(b) File A is deleted

"(c) File C is written, using 8 blocks

(d) File B is deleted.

:»What would happen if the bitmap or free list containing the information about free

disk blocks was completely lost due to a crash? Is there any way to recover from this
disaster, or is it bye-bye disk? Discuss your answer for UNIX and the FAT-16 file sys-
tem separately.

;- Oliver Owl’s night job at the university computing center is to change the tapes used

for overnight data backups. While waiting for each tape to complete, he works on
writing his thesis that proves Shakespeare’s plays were written by extraterrestrial visi-
tors. His text processor runs on the system being backed up since that is the only one
they have. Is there a problem with this arrangement?

. We discussed making incremental dumps in some detail in the text. In Windows it is

easy 1o tell when to dump a file because every file has an archive bit. This bit is miss-
ing in UNIX. How do UNIX backup programs know which files to dump?

. Suppose that file 21 in Fig. 6-24 was not modified since the last dump. In what way

would the four bitmaps of Fig. 6-25 be different?

.1t has: been suggested that the first part of each UNIX file be kept in the same disk

block as its i-node. What good would this do?

."Consider Fig. 6-26. Is it possible that for some particular block number the counter in

both lists have the value 27 How should this problem be corrected?

. The performance of a file system depends upon the cache hit rate (fraction of blocks

found in the cache). If it takes 1 msec to satisfy a request from the Cache, but 40 msec

1o satisfy a request if a disk read is needed, give a formula for the mean time required

to-satisfy a request if the hit rate is /. Plot this function for values of £ from 0 to 1.0.

. A floppy disk has 40 cylinders. A seek takes 6 msec per cylinder moved. If no

attempt is made to put the blocks of a file close to each other, two blocks thateare logi-
cally consecutive (i.e., follow one another in the file) will be about 13 cylinders apart,
on the average. If, however, the operating system makes an attempt to. cluster related
blocks, the mean interblock distance can be reduced to 2 cylinders (for example).
How long does it take to read a 100-block file in both cases, if the rotational latency is
100 msec and the transfer time is 25 msec per block?

-

. Consider the idea behind Fig. 6-20, but now for a disk with a mean seek time of 8

msec, a rotational rate of 15,000 rpm, and 262,144 bytes per track. What are the data
rates for block sizes of 1 KB, 2 KB, and 4 KB, respectively?
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MULTIMEDIA OPERATING SYSTEMS

igital movies, video clips, and music are becoming an increasingly common
ay to present information and entertainment using a computer. Audio and video
can be stored on a disk and played back on demand. However, their charac-
cs are very different from the traditional text files that current file systems
lesigned for. As a consequence, new kinds of file systems are needed to
dle them. Stronger yet, storing and playing back audio and video puts new
emands on the scheduler and other parts of the operating system as well. In the
ections that follow, we will study many of these issues and their implications for
perating systems that are designed to handle multimedia.

sually, digital movies go under the name multimedia, which literally means
an one medium. Under this definition, this book is a multimedia work.
ll, it contains two media: text and images (the figures). However, most
e use the term “multimedia” to mean a document containing two or more
finuous media, that is media that must be played back over some time interval.
his book, we will use the term multimedia in this sense.

nother term that is somewhat ambiguous is “video.”” In a technical sense, it
t the image portion of a movie (as opposed to the sound portion). Jn fact,
0 ers and televisions often have two connectors, one labeled “video” and
abeled “andio,” since the signals are separate. However, the term ““digital
normally refers to the complete product, with both image and sound.
clow we will use the term “movie” to refer to the complete product. Note that a
¢ in this sense need not be a two-hour long film produced by a Hollywood

453
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M

Junction box

s

Copper twisted pair
(a)

Distribution network

Video server

Junction box

/

Distribution network

Video server

Cable TV coaxial cable

(b)

Figure 7-1. Video on demand using different local distribution technologies.
(a) ADSL. (b) Cable TV.

will not say any more about them except to note that these networks always use
er optics from the video server down to a junction box in each neighborhood
where customers live. In ADSL systems, which are provided by telephone com-
nies, the existing twisted-pair telephone line provides the last kilometer or so of
smission. In cable TV systems, which are provided by cable operator3, exist-
ng cable TV wiring is used for the local distribution. ADSL has the advantage of
giving each user a dedicated channel, hence guaranteed bandwidth, but the
ndwidth is low (a few megabits/sec) due to limitations of existing telephone
re. Cable TV uses high-bandwidth coaxial cable (at gigabits/sec), but many
ers have to share the same cable, giving contention for it and no guaranteed
ndwidth to any individual user.

The last piece of the system is the set-top box, where the ADSL or TV cable
lerminates. This device is, in fact, 2 normal computer, with certain special chips
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Source Mbps GB/hr Device Mbps

0.064 0.03 | | Fast Ethernet 100

0.14 0.06 | | EIDE disk 133

1.4 0.62 | | ATM OC-3 network 156

SEG-2 movie (640 x 480) 4 1.76 | | SCSI UltraWide disk 320
' al camcorder (720 x 480) 25 11 IEEE 1394 (FireWire) 400
‘mpressed TV (640 x 480) 221 97 Gigabit Ethernet 1000
compressed HDTV (1280 x 720) | 648 288 SCSI Ultra-160 disk 1280

. Figure 7-2. Some data rates for multimedia and high-performance /O devices.
Note that 1 Mbps is 10° bits/sec but 1 GB is 2* bytes.

d-to the industry joke that it really stands for Never Twice the Same Color.
. stands for Phase Alternating Line. Technically it is the best of the systems.
ECAM is used in France (and was intended to protect French TV manufacturers
om foreign competition) and stands for SEquentiel Couleur Avec Memoire.
“AM is also used in Eastern Europe because when television was introduced
¢, the then-Communist governments wanted to keep everyone from watching
‘man (PAL) television, so they chose an incompatible system.

he ear is more sensitive than the eye, so a variance of even a few mil-
seconds in delivery times will be noticeable. Variability in delivery rates is
; jitter and must be strictly bounded for good performance. Note that jitter
ot the same as delay. If the distribution network of Fig. 7-1 uniformly delays
e-bits by exactly 5.000 sec, the movie will start slightly later, but will look
_On the other hand, if it randomly delays frames by between 100 and 200
the movie will look like an old Charlie Chaplin film, no matter who is star-

he real-time properties required to play back multimedia acceptably are
en described by quality of service parameters. They include average band-

ould offer a service guaranteeing an average bandwidth of 4 Mbps, 99% of
ansmission delays in the interval 105 to 110 msec, and a bit loss rate of
-y which would be fine for MPEG-2 movies. The operator could also offer a
aper, lower-grade service, with an average bandwidth of 1 Mbps (e.g., ADSL),
which case the quality would have to be compromised somehow, possibly by
ering the resolution, dropping the frame rate, or discarding the color ipforma-
and showing the movie in black and white.
The most common way to provide quality of service guarantees is to reserve
apacity in advance for each new customer. The resources reserved include a por-
of the CPU, memory buffers, disk transfer capacity, and network bandwidth.

ew customer comes along and wants to watch a movie, but the video server
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Frame
, 1 2 3 4 5 6 7 8
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German audio l %T* 'll =2 SR = l
English subtities I Hello, Bob ‘ Hello, AliceTNice day } Sure is lHow areyou| Great l And you T Good I
Dutch subtitles | Dag,Bob | Dag, lice | Mooiedag | Jazeker JHoegaathet] Prima | Enji_ | Goed |

Fast forward

Fast backward

Figure 7-3. A movie may consist of several files.

To better understand how multimedia files are organized, it is necessary to
understand how digital audio and video work in some detail. We will now give an
ntroduction to these topics.

7.2.1 Audio Encoding

. An audio (sound) wave is a one-dimensional acoustic (pressure) wave. When
an acoustic wave enters the ear, the eardrum vibrates, causing the tiny bones of
he inner ear to vibrate along with it, sending nerve pulses to the brain. These
pulses are perceived as sound by the listener. In a similar way, when an acoustic
wave strikes a microphone, the microphone generates an electrlcal signal,
representing the sound amplitude as a function of time.

. The frequency range of the human ear runs from 20 Hz to 20,000 Hz,
although some animals, notably dogs, can hear higher frequencies. The ear hears
ogarithmically, so the ratio of two sounds with amplitudes A and B is conyention-
ally expressed in dB (decibels) according to the formula

dB =20 10g10(A/B)

-

If we define the lower limit of audibility (a pressure of about 0.0003 dyne/ cm?)
for a 1-kHz sine wave as 0 dB, an ordinary conversation is about 50 dB and the
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e ear is about 1 million when measured in steps of the smallest audible sound.
ing only 16 bits per sample introduces some quantization noise (although
1l dynamic range is not covered—CDs are not supposed to hurt). With
mples/sec of 16 bits each, an audio CD needs a bandwidth of 705.6 Kbps
onaural and 1.411 Mbps for stereo (see Fig. 7-2). Audio compression is pos-
ased on psychoacoustic models of how human hearing works. A compres-
f 10x is possible using the MPEG layer 3 (MP3) system. Portable music
r-this format have been common in recent years.
igitized sound can easily be processed by computers in software. Dozens of
ms' exist for personal computers to allow users to record, display, edit, mix,
e sound waves from multiple sources. Virtually all professional sound
rding and editing is digital nowadays.

ideo Encoding

he human eye has the property that when an image is flashed on the retina, it
ed for some number of milliseconds before decaying. If a sequence of
s is flashed at 50 or more images/sec, the eye does not notice that it is look-
iscrete images. All video- and film-based motion picture systems exploit
ciple to produce moving pictures.
understand video systems, it is best to start with simple, old-fashioned
k-and-white television. To represent the two-dimensional image in front of it
ne-dimensional voltage as a function of time, the camera scans an electron
pidly across the image and slowly down it, recording the light intensity as
es. At the end of the scan, called a frame, the beam retraces. This intensity
unction of time is broadcast, and receivers repeat the scanning process to
nstruct -the image. The scanning pattern used by both the camera and the
is-shown in Fig. 7-5. (As an aside, CCD cameras integrate rather than
an but some cameras and all CRT monitors do scan.)
exact scanning parameters vary from country to country. NTSC has 525
mes, a horizontal to vertical aspect ratio of 4:3, and 30 frames/sec. The
ean PAL and SECAM systems have 625 scan lines, the same aspect ratio of
and 25 frames/sec. In both systems, the top few and bottom few lines are not
layed (to approximate a rectangular image on the original round CRTs). Only
of the 525 NTSC scan lines (and 576 of the 625 PAL/SECAM scan lines) are
1ayed
While 25 frames/sec is enough to capture smooth motion, at that frame rate
people, especially older ones, will perceive the image to flicker (because
ld image has faded off the retina before the new one appears) Rather than
qase the frame rate, which would require using more scarce “bandwidth, a dif-
t approach is taken. Instead of displaying the scan lines in order fromtop to
ttom, first all the odd scan lines are displayed, then the even ones are displayed.
L of these half frames is called a field. Experiments have shown that although

Spotify USA Inc.  Exhibit 1009 Page 173



462

Scan line

MULTIMEDIA OPERATING SYSTEMS

The next field
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Figure 7-5. The scanning pattern used for NTSC video and television.

people notice flicker at 25 frames/sec, they do not notice it at 50 fields/sec. This
technique is called interlacing. Noninterlaced television or video is said to be
progressive.

Color video uses the same scanning pattern as monochrome (black and white),
except that instead of displaying the image with one moving beam, three beams
moving in unison are used. One beam is used for each of the three additive pri-
mary colors: red, green, and blue (RGB). This technique works because any color
can be constructed from a linear superposition of red, green, and blue with the
appropriate intensities. However, for transmission on a single channel, the three
color signals must be combined into a single composite signal.

To allow color transmissions to be viewed on black-and-white receivers, all
three systems linearly combine the RGB signals into a luminance (brightness)
signal, and two chrominance (color) signals, although they afl use different coef-
ficients for constructing these signals from the RGB signals. Interestingly
enough, the eye is much more sensitive to the luminance signal than to the chrom-
inance signals, so the latter need not be transmitted as accurately. Consequenily,
the luminance signal can be broadcast at the same frequency as the old black-
and-white signal, so it can be received on black-and-white television sets. The
two chrominance signals are broadcast in narrow bands at higher frequencies.
Some television sets have knobs or controls labeled brightness, hue, and satura-
tion (or brightness, tint and color) for controlling these three signals separately.

Exhibit 1009
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anding luminance and chrominance is necessary for understanding how

omprcssion works. ‘

/e have looked at analog video. Now let us turn to digital video. The

resentation of digital video is a sequence of frames, each consisting of

ular grid of picture elements, or pixels. For color video, 8 bits per pixel
ed for each of the RGB colors, giving 16 million colors, which is enough.

human eye cannot even distinguish this many colors, let alone more.

produce smooth motion, digital video, like analog video, must display at

mes/sec. However, since good quality computer monitors often rescan

from images stored in video RAM at 75 times per second or more,

Just repainting (i.e., redrawing) the same frame three times in a row is
liminate flicker.

’k th 20 different frames per second, each of which is painted four times in
0 Hz; will not flicker, but the motion will appear jerky.

th required for transmitting digital video over a network. Current com-
onitors all use the 4:3 aspect ratio so they can use inexpensive, mass-
picture tubes designed for the consumer television market. Common
rations are 640 X 480 (VGA), 800 x 600 (SVGA), and 1024 x 768 (XGA).
A display with 24 bits per pixel and 25 frames/sec needs to be fed at 472
ps. Doubling this rate to avoid flicker is not attractive. A better solution is to
25 frames/sec and have the computer store each one and paint it twice.
st television does not use this strategy because television sets do not have
and in any event, analog signals cannot be stored in RAM without first

IDEO COMPRESSION

hould be obvious by now that manipulating multimedia material in
pressed form is completely out of the question—it is much too big. The
pe is that massive compression is possible. Fortunately, a large body of
over the past few decades has led to many compression techniques and
gorithms that make multimedia transmission feasible. In this section we will
ome methods for compressing multimedia data, especially images. For
tail, see (Fluckiger, 1995; and Steinmetz and Nahrstedt, 1995).
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Figure 7-6. (a) RGB input data. (b) After block preparation.

notices it since the eye responds to luminance more than to chrominance.
Nevertheless, it compresses the data by a factor of two. Now 128 is subtracted
from each element of all three matrices to put O in the middle of the range.
Finally, each matrix is divided up into 8 X 8 blocks. The Y matrix has 4800
blocks; the other two have 1200 blocks each, as shown in Fig. 7-6(b).

Step 2 of JPEG is to apply a DCT (Discrete Cosine Transformation) to each
of the 7200 blocks separately. The output of each DCT is an 8 X 8 matrix of DCT
coefficients. DCT element (0, 0) is the average value of the block. The other ele-
ments tell how much spectral power is present at each spatial frequency. In
theory, a DCT is lossless, but in practice using floating-point numbers and tran-
scendental functions always introduces some roundoff error that results in a little
information loss. Normally, these elements decay rapidly with distance from the
origin, (0, 0), as suggested by Fig. 7-7(b).

E [ [ ] ] Jf T[] [ [ ] ]
s\ STV V 7T s ST
< [V /] ] <3 A A A A i A |
g WV /] ] [ ] ] ]
> [ ] ] ] sl L/ 7] 7]
/ [V 1 ] ] VW yw [ /[ 7 7]
[ [/ A,
[ [ 7 [ [ ][]
X Fx s

-

Figure 7-7. (a) One block of the ¥ matrix. (b) The DCT coefficients.

Once the DCT is complete, JPEG moves on to step 3, which is called quanti-
zation, in which the less important DCT coefficients are wiped out. This (lossy)
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Figure 7-9. The order in which the quantized values are transmitted.

2 The MPEG Standard

Finally, we come to the heart of the matter: the MPEG (Motion Picture
xperts Group) standards. These are the main algorithms used to compress
deos and have been international standards since 1993. MPEG-1 (International
andard 11172) was designed for video recorder-quality output (352 x 240 for
C) using a bit rate of 1.2 Mbps. MPEG-2 (International Standard 13818) was
gned for compressing broadcast quality video into 4 to 6 Mbps, so it could fit
aNTSC or PAL broadcast channel.
. Both versions take advantages of the two kinds of redundancies that exist in
ovies: spatial and temporal. Spatial redundancy can be utilized by simply cod-
each frame separately with JPEG. Additional compression can be achieved by
ng- advantage of the fact that consecutive frames are often almost identical
emporal redundancy). The DV (Digital Video) system used by digital camcord-
ers uses only a JPEG-like scheme because encoding has to be done in real time
it is much faster to just encode each frame separately. The consequences of
is decision can be seen in Fig. 7-2: although digital camcorders have a lower
data rate than uncompressed video, they are not nearly as good as full MPEG-2.
0 keep the comparison honest, note that DV camcorders sample the luminance
ith 8 bits and each chrominance signal with 2 bits, but there is still a factor of
compression using the JPEG-like encoding.)
For scenes where the camera and background are stationary and one or two
actors are moving around slowly, nearly all the pixels will be identical from frame
to frame. Here, just subtracting each frame from the previous one and running
JPEG on the difference would do fine. However, for scenes where the camera is
panning or zooming, this technique fails badly. What is needed is some way to
compensate for this motion. This is precisely what MPEG does; in fact, this is the
main difference between MPEG and JPEG.
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the y direction. For each position, the number of matches in the luminance
trix could be computed. The position with the highest score would be declared
winner, provided it was above some predefined threshold. Otherwise, the
oblock would be said to be missing. Much more sophisticated algorithms are
\lso possible, of course.

f a macroblock is found, it is encoded by taking the difference with its value
he previous frame (for luminance and both chrominances). These difference
atrices are then subject to the JPEG encoding. The value for the macroblock in
he utput stream is then the motion vector (how far the macroblock moved from
previous position in each direction), followed by the JPEG-encoded differences
th the one in the previous frame. If the macroblock is not located in the previ-
frame, the current value is encoded with JPEG, just as in an I-frame.
B-frames are similar to P-frames, except that they allow the reference
croblock to be in either a previous frame or in a succeeding frame, either in an
rame or in a P- frame. This additional freedom allows improved motion com-
ation, and is also useful when objects pass in front of, or behind, other
bjects. For example, in a baseball game, when the third baseman throws the ball
rst base, there may be some frame where the ball obscures the head of the
moving second baseman in the background. In the next frame, the head may be
tially visible to the left of the ball, with the next approximation of the head
eing derived from the following frame when the ball is now past the head. B-
nes allow a frame to be based on a future frame.

To-do B-frame encoding, the encoder needs to hold three decoded frames in
mory at once: the past one, the current one, and the future one. To simplify
ding, frames must be present in the MPEG stream in dependency order,
r than in display order. Thus even with perfect timing, when a video is
ed-over a network, buffering is required on the user’s machine to reorder the
imes: for proper display. Due to this difference between dependency order and
isplay order, trying to play a movie backward will not work without considerable
ring and complex algorithms.

MULTIMEDIA PROCESS SCHEDULING

Operating systems that support multimedia differ from traditional ones in
- main ways: process scheduling, the file system, and disk scheduling. We
start with process scheduling here and continue with the other topics in subse-
uent sections.

.1 Scheduling Homogeneous Processes
'he simplest kind of video server is one that can support the display of a fixed

mber of movies, all using the same frame rate, video resolution, data rate, and
arameters. Under these circumstances, a simple, but effective scheduling
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moment  Deadline
mom for A1 Deadline for B1

Deadline for C1

A2 A3

7%

20 30 40 50 60 70 80 90 100 110 120 130 140

Time (msec) —

""‘eet’ their respective deadlines. Before even looking for a scheduling algo-
we have to see if this set of processes is schedulable at all. Recall from
5.4, that if process i has period P; msec and requires C; msec of CPU time
rame, the system is schedulable if and only if

m Ci

7S 1
i=1 L

m is the number of processes, in this case, 3. Note that P,/C; is just the
ction of the CPU being used by process i. For the example of Fig. 7-11, A is
ing 10/30 of the CPU, B is eating 15/40 of the CPU, and C is eating 5/50 of the
ogether these fractions add to 0.808 of the CPU, so the system of proc-
s schedulable.

far we assumed that there is one process per stream. Actually, there might
(or more processes) per stream, for example, one for audio and one for
They may run at different rates and may consume differing amounts of
ime per burst. Adding audio processes to the mix does not change the gen-
model, however, since all we are assuming is that there are m procegses, each
g at a fixed frequency with a fixed amount of work needed on each CPU

some real-time systems, processes are preemptable and in others they are
multlmedla systems, processes are generally preemptable, meaning that a
that is in danger of missing its deadline may interrupt the running
esses before the running process has finished with its frame. When it is done,
revious process can continue. This behavior is just multiprogramming, as we
seen before. We will study preemptable real-time scheduling algorithms
e there is no objection to them in multimedia systems and they give better
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Figure 7-12. An example of RMS and EDF real-time scheduling.

At =80 B becomes ready and runs. However, at f =90, a higher priority
ss, A, becomes ready, so it preempts B and runs until it is finished, at
00. At that point the system can choose between finishing B or starting C, so
ooses the highest priority process, B.

Earliest Deadline First Scheduling

other popular real-time scheduling algorithm is Earliest Deadline First.
is a dynamic algorithm that does not require processes to be periodic, as does
-ate monotonic algorithm. Nor does it require the same run time per CPU
rst, as does RMS. Whenever a process needs CPU time, it announces its pres-
‘and its deadline. The scheduler keeps a list of runnable processes, sorted on
line.  The algorithm runs the first process on the list, the one with the closest
adhne Whenever a new process becomes ready, the system checks to see if its
occurs before that of the currently running process. If so, the new proc-
reempts the current one.

An example of EDF is given in Fig. 7-12. Initially all three processes are
They are run in the order of their deadlines. A must finish by ¢ =30, B
ish by ¢ = 40, and C must finish by 7 = 50, so A has the earliest deadline
hus goes first. Up until # = 90 the choices are the same as RMS. At =90, A
mes ready again, and its deadline is ¢ = 120, the same as B’s deadline. The
duler could legitimately choose either one to run, but since in practice,
mpting B has some nonzero cost associated with it, it is better to let B con-

0 d13pel the idea that RMS and EDF always give the same results, let us now
another example, shown in Fig. 7-13. In this example the periods of A, B,
C are the same as before, but now A needs 15 msec of CPU time per burst
ad of only 10 msec. The schedulability test computes the CPU utilization as
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e maximum utilization is asymptotic to In 2. In other words, Liu and Layland
roved that for three processes, RMS always works if the CPU utilization is at or
elOW 0.780. In our first example, it was 0.808 and RMS worked, but we were
st lucky. With different periods and run times, a utilization of 0.808 might fail.
'{;the second example, the CPU nutilization was so high (0.975), there was no
ope that RMS could work.

_ In contrast, EDF always works for any schedulable set of processes. It can
chieve 100% CPU utilization. The price paid is a more complex algorithm.
hus-in an actual video server, if the CPU utilization is below the RMS limit,
RMS can be used. Otherwise EDF should be chosen.

.5 MULTIMEDIA FILE SYSTEM PARADIGMS

Now that we have covered process scheduling in multimedia systems, let us
ontinue our study by looking at multimedia file systems. These file systems use
different paradigm than traditional file systems. We will first review traditional
file' I/O, then turn our attention to how multimedia file servers are organized. To
ccess a file, a process first issues an open system call. If this succeeds, the caller
given some kind of token, called a file descriptor in UNIX or a handle in Win-
‘dows to be used in future calls. At that point the process can issue a read system
all,> providing the token, buffer address, and byte count as parameters. The
operating system then returns the requested data in the buffer. Additional read
calls can then be made until the process is finished, at which time it calls close to
close:the file and return its resources.

_ +This model does not work well for multimedia on account of the need for
al-time behavior. It works especially poorly for displaying multimedia files
oming off a remote video server. One problem is that the user must make the
ad calls fairly precisely spaced in time. A second problem is that the video
server must be able to supply the data blocks without delay, something that is dif-
cult for it to do when the requests come in unplanned and no resources have
cenreserved in advance.

- To solve these problems, a completely different paradigm is used by mul-
media file servers: they act like VCRs (Video Cassette Recorders). To read a
‘multimedia file, a user process issues a start system call, specifying the file to be
ad and various other parameters, for example, which audio and subtitle tracks to
se. The video server then begins sending out frames at the required rate. It is up
to the user to handle them at the rate they come in. If the user gets bored,with the
_movie, the stop system call terminates the stream. File servers with this stream-
ing model are often called push servers (because they push data at the user) and
are contrasted with traditional pull servers where the user has to pull the data in
one block at a time by repeatedly calling read to get one block after another. The
difference between these two models is illustrated in Fig. 7-14.
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it is possible to use this strategy, provided that the needed frame can be found
quickly. Since each frame compresses by a different amount, depending on its
content, each frame is a different size, so skipping ahead k frames in the file can-
not be done by doing a numerical calculation. Furthermore, audio compression is
done independently of video compression, so for each video frame displayed in
high-speed mode, the correct audio frame must also be located (unless sound is
turned off when running faster than normal). Thus fast forwarding a DV file
requires an index that allows frames to be located quickly, but it is at least doable
in theory.

With MPEG, this scheme does not work, even in theory, due to the use of I-,
P-, and B-frames. Skipping ahead k frames (assuming that can be done at all),
might land on a P-frame that is based on an I-frame that was just skipped over.
Without the base frame, having the incremental changes from it (which is what a
P-frame contains) is useless. MPEG requires the file to be played sequentially.
Another way to attack the problem is to actually try to play the file sequen-
tially at 10x speed. However, doing this requires pulling data off the disk at 10x
speed. At that point, the server could try to decompress the frames (something it
normally does not do), figure out which frame is needed, and recompress every
10th frame as an [-frame. However, doing this puts a huge load on the server. It
also requires the server to understand the compression format, something it nor-
_mally does not have to know.

. The alternative of actually shipping all the data over the network to the user
and letting the correct frames be selected out there requires running the network at
10x speed, possibly doable, but certainly not easy given the high speed at which it
normally has to operate.

All in all, there is no easy way out. The only feasible strategy requires ad-
vance planning. What can be done is build a special file containing, say, every
10th frame, and compress this file using the normal MPEG algorithm. This file is
what is shown in Fig. 7-3 as “fast forward.”” To switch to fast forward mode, what
the server must do is figure out where in the fast forward file the user currently is.
For example, if the current frame is 48,210 and the fast forward file runs at 10x,
the server has to locate frame 4821 in the fast forward file and start playing there
atnormal speed. Of course, that frame might be a P- or B-frame, but the decoding
process at the client can just skip frames until it sees an I-frame. Going backward
iis done in an analogous way using a second specially prepared file.

When the user switches back to normal speed, the reverse trick has to be
_done. If the current frame in the fast forward file is 5734, the server just switches
back to the regular file and continues at frame 57,340. Again, if this frame is not
_an I-frame, the decoding process on the client side has to ignore all frames until
_an I-frame is seen.

While having these two extra files does the job, the approach has some disad-
vantages. First, some extra disk space is required to store the additional files.
Second, fast forwarding and rewinding can only be done at speeds corresponding
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’ [18000] [27000] [36000| [45000] [54000] [63000] [72000] [81000]
[___o—:l [9000] [18000] [27000] [36000] [45000] [54000] [63000] [72000]
[ 0 ] [co00] [18000] [27000] [36000] [45000]
[ o | fo000] [18000] [27000] [36000] [45000] [54000]

o | [9000] [f8000] [27000] [36000] [45000]

Frame 9000 in

stream 3 is sent [ 0 ] [9000] [18000] [27000] [36000]
at 8:20 min

[ o | [so00] [18000] [27000]

[ 0 ] [9000] [18000]

o]
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Time ——>

‘ igilre 7-15. Near video on demand has a new stream starting at regular inter-
vals, in this example every 5 minutes (9000 frames).

/ies have been ordered and starts those. With this approach, a movie may start
10, 8:15, and 8:25, but not at the intermediate times, depending on
. As a result, streams with no viewers are not transmitted, saving disk

dwidth, memory, and network capacity. On the other hand, attacking the
eezer is now a bit of a gamble as there is no guarantee that there is another
running 5 minutes behind the one the viewer was watching. Of course, the
r can provide an option for the user to display a list of all concurrent
15, but most people think their TV remote controls have more than enough
ttons already and are not likely to enthusiastically welcome a few more.

Near Video on Demand with VCR Functions

e ideal combination would be near video on demand (for the efficiency)
ull VCR controls for every individual viewer (for the user convenience).
ight modifications to the model, such a design is possible. Below we will
shghtly simplified description of one way to achieve this goal”(Abram-
eta and Shin, 1998). v

start out with the standard near video-on-demand scheme of Fig. 7-15.
er, we add the requirement that each client machine buffer the previous AT
nd also the upcoming AT min locally. Buffering the previous AT min is
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easy: just save it after displaying it. Buffering the upcoming AT min is harder, by
can be done if clients have the ability to read two streams at once.

One way to get the buffer set up can be illustrated using an example. If a user
starts viewing at 8:15, the client machine reads and displays the 8:15 stream
(which is at frame 0). In parallel, it reads and stores the 8:10 stream, which is
currently at the 5-min mark (i.e., frame 9000). At 8:20, frames 0 to 17,999 haye
been stored and the user is expecting to see frame 9000 next. From that point on,
the 8:15 stream is dropped, the buffer is filled from the 8:10 stream (which is at
18,000), and the display is driven from the middle of the buffer (frame 9000). Ag
each new frame is read, one frame is added to the end of the buffer and one frame
is dropped from the beginning of the buffer. The current frame being displayed,
called the play point, is always in the middle of the buffer. The situation 75 min
into the movie is shown in Fig. 7-16(a). Here all frames between 70 min and 0
min are in the buffer. If the data rate is 4 Mbps, a 10-min buffer requires 300 mil-
lion bytes of storage. With current prices, the buffer can certainly be kept on disk
and possibly in RAM. If RAM is desired, but 300 million bytes is too much, a
smaller buffer can be used.

Play point at 75 min
Minutes 0 30 60 Jr 90 120

(@)

r Play point at 12 min

(b)

ir Play point at 15 min

r— Play point at 16 min

JF_— Play point at 22 min

Figure 7-16. (a) Initial situation. (b) After a rewind to 12 min. (c) After wait-
ing 3 min. (d) After starting to refill the buffer. (e) Buffer full.

Now suppose that the user decides to fast forward or fast reverse. As long as
the play point stays within the range 70-80 min, the display can be fed from the
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buffer. However, if the play point moves outside that interval either way, we have
a problem. The solution is to turn on a private (i.e., video-on-demand) stream to
service the user. Rapid motion in either direction can be handled by the tech-
_ niques discussed earlier.

, Normally, at some point the user will settle down and decide to watch the
_ movie at normal speed again. At this point we can think about migrating the user
_over to one of the near video-on-demand streams so the private siream can be
~ dropped. Suppose, for example, that the user decides to go back to the 12 min
- mark, as shown in Fig. 7-16(b). This point is far outside the buffer, so the display
cannot be fed from it. Furthermore, since the switch happened (instantaneously)
at 75 min, there are streams showing the movie at 5, 10, 15, and 20 min, but none
at 12 min.

The solution is to continue viewing on the private stream, but to start filling
_the buffer from the stream currently 15 minutes into the movie. After 3 minutes,
the situation is as depicted in Fig. 7-16(c). The play point is now 15 min, the
buffer contains minutes 15 to 18, and the near video-on-demand streams are at 8,
13, 18, and 23 min, among others. At this point the private stream can be dropped
_and the display can be fed from the buffer. The buffer continues to be filled from
the stream now at 18 min. After another minute, the play point is 16 min, the
buffer contains minutes 15 to 19, and the stream feeding the buffer is at 19 min, as
shown in Fig. 7-16(d).

; After an additional 6 minutes have gone by, the buffer is full and the play
__point is at 22 min. The play point is not in the middle of the buffer, although that
can be arranged if necessary.

7.6 FILE PLACEMENT

~ Multimedia files are very large, are often written only once but read many

times, and tend to be accessed sequentially. Their playback must also meet strict

‘ quality of service criteria. Together, these requirements suggest different file sys-

_tem layouts than traditional operating systems use. We will discuss some of these
1ssues below, first for a single disk, then for multiple disks. -

7.6.1 Placing a File on a Single Disk

The most important requirement is that data can be streamed to the network or
_ output device at the requisite speed and without jitter. For this reason, having
multiple seeks during a frame is highly undesirable. One way to eliminate
intrafile seeks on video servers is to use contiguous files. Normally, having files
__be contiguous does not work well, but on a video server that is carefully preloaded
in advance with movies that do not change afterward it can work.
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the frame. Each frame itself consists of all the video, audio, and text tracks for
that frame as a contiguous run of disk blocks, as shown. In this way, reading
frame k consists of indexing into the frame index to find the k-th entry, and then
reading in the entire frame in one disk operation. Since different frames have dif-
ferent sizes, the frame size (in blocks) is needed in the frame index, but even with
1:KB disk blocks, an 8-bit field can handle a frame up to 255 KB, which is
enough for an uncompressed NTSC frame, even with many audio tracks.

Frame Block
Index Index

Disk block larger Disk block smaller
than frame than frame

Audio

: Toxt | [T TTEL o+ IR
¢ / I-frame P-frame
[ Unused
(Th .

(a) (b)

Figure 7-18. Noncontiguous movie storage. (a) Small disk blocks. (b) Large
disk blocks.

The other way to store the movie is by using a large disk block (say 256 KB)

and putting multiple frames in each block, as shown in Fig. 7-18(b). An index is
still needed, but now it is a block index rather than a frame index. The index is, in
fact, basically the same as the i-node of Fig. 6-15, possibly with the addition of in-
formation telling which frame is at the beginning of each block to make it possible
to locate a given frame quickly. In general, a block will not hold an integral num-
‘ber of frames, so something has to be done to deal with this. Two options exist.
In the first option, which is illustrated in Fig. 7-18(b), whenever the next
frame does not fit in the current block, the rest of the block is just left empty.
This wasted space is internal fragmentation, the same as in virtual memory sys-
tems with fixed-size pages. On the other hand, it is never necessary to do a seek
in the middle of a frame.

The other option is to fill each block to the end, splitting frames over blocks.
This option introduces the need for seeks in the middle of frames, which can hurt
performance, but saves disk space by eliminating internal fragmentation.
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_ placement of this sort can be achieved by dividing the disk into cylinder groups
and for each group keeping separate lists or bitmaps of the free blocks. If holes
_ are-used, for example, there could be one list for 1-KB holes, one for 2-KB holes,
_onie for holes of 3 KB to 4 KB, another for holes of size 5 KB to 8 KB, and so on.
n this way it is easy to find a hole of a given size in a given cylinder group.
Another difference between these two approaches is buffering. With the
mall-block approach, each read gets exactly one frame. Consequently, a simple
double buffering strategy works fine: one buffer for playing back the current
_ frame and one for fetching the next one. If fixed buffers are used, each buffer has
o-be large enough for the biggest possible I-frame. On the other hand, if a dif-
_ ferent buffer is allocated from a pool on every frame, and the frame size is known
_ before the frame is read in, a small buffer can be chosen for a P-frame or B-frame.
' With large blocks, a more complex strategy is required because each block
_contains multiple frames, possibly including fragments of frames on each end of
he block (depending on which option was chosen earlier). If displaying or
_transmitting frames requires them to be contiguous, they must be copied, but
_copying is an expensive operation so it should be avoided where possible. If con-
tiguity is not required, then frames that span block boundaries can be sent out over
_ the network or to the display device in two chunks.
_ Double buffering can also be used with large blocks, but using two large
blocks wastes memory. One way around wasting memory is to have a circular
_transmission buffer slightly larger than a disk block (per stream) that feeds the
_ network or display. When the buffer’s contents drop below some threshold, a new
large block is read in from the disk, the contents copied to the transmission buffer,
_ and the large block buffer returned to a common pool. The circular buffer’s size
must be chosen so that when it hits the threshold, there is room for another full
 disk block. The disk read cannot go directly to the transmission buffer because it
_ might have to wrap around. Here copying and memory usage are being traded off
_against one another.
Yet another factor in comparing these two approaches is disk performance.
 Using large blocks runs the disk at full speed, often a major concern. Reading in
little P-frames and B-frames as separate units is not efficient. In addition, striping
_ large blocks over multiple drives (discussed below) is possible, whereas striping
individual frames over multiple drives is not.
-+ The small-block organization of Fig. 7-18(a) is sometimes called ‘constant
_ time length because each pointer in the index represents the same number of mil-
_ liseconds of playing time. In contrast, the organization of Fig. 7-18(b) is some-
_ times called constant data length because the data blocks are the same size.
, Another difference between the two file organizations is that if the frame
_ types are stored in the index of Fig. 7-18(a), it may be possible to perform a fast
forward by just displaying the I-frames. However, depending on how often I-
_ frames appear in the stream, the rate may be perceived as too fast or too slow. In
_ any case, with the organization of Fig. 7-18(b) fast forwarding is not possible this
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Figure 7-20. The curve gives Zipf’s law for N = 20. The squares represent the
populations of the 20 largest cities in the U.S., sorted on rank order (New York
is 1, Los Angeles is 2, Chicago is 3, etc.).

fit. Outside of these come numbers four and five, and so on, as shown in
‘1g..7-21. This placement works best if each movie is a contiguous file of the
Ype shown in Fig. 7-17, but can also be used to some extent if each movie is con-
trained to a narrow range of cylinders. The name of the algorithm comes from
he fact that a histogram of the probabilities looks like a slightly lopsided organ.

_Freqguencyofuse ——

Movie | Movie | Movie | Movie | Movie | Movie | Movie | Movie | Movie | Movie | Movie
10 8 6 4 2 1 3 5 7 9 11

Cylinder ———

Figure 7-21. The organ-pipe distribution of files on a video sérver

What this algorithm does is try to keep the disk head in the middle of the disk.
ith 1000 movies and a Zipf’s law distribution, the top five movies represent a
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disk full of data because the movies can easily be reloaded on a spare disk from a
DVD. A disadvantage of this approach is that the load may not be well balanced.
If some disks hold movies that are currently much in demand and other disks hold
less popular movies, the system will not be fully utilized. Of course, once the
_usage frequencies of the movies are known, it may be possible to move some of
them to balance the load by hand.

A second possible organization is to stripe each movie over multiple disks,
four in the example of Fig. 7-22(b). Let us assume for the moment that all frames
_are the same size (i.e., uncompressed). A fixed number of bytes from movie A is
written to disk 1, then the same number of bytes is written to disk 2, and so on
until the last disk is reached (in this case with unit A3). Then the striping contin-
ues at the first disk again with. A4 and so on until the entire file has been written.
At that point movies B, C, and D are striped using the same pattern.

A possible disadvantage of this striping pattern is that because all movies start
_on the first disk, the load across the disks may not be balanced. One way to
_gpread the load better is to stagger the starting disks, as shown in Fig. 7-22(c).
Yet another way to attempt to balance the load is to use a random striping pattern
for each file, as shown in Fig. 7-22(d).

So far we have assumed that all frames are the same size. With MPEG-2
_movies, this assumption is false: I-frames are much larger than P-frames. There
_are two ways of dealing with this complication: stripe by frame or stripe by block.
When striping by frame, the first frame of movie A goes on disk 1 as a contiguous
_unit, independent of how big it is. The next frame goes on disk 2, and so on.
Movie B is striped in a similar way, either starting at the same disk, the next disk
(if staggered), or a random disk. Since frames are read one at a time, this form of
striping does not speed up the reading of any given movie. However, it spreads
the load over the disks much better than in Fig. 7-22(a), which may behave badly
_if many people decide to watch movie A tonight and nobody wants movie C. On
_the whole, spreading the load over all the disks makes better use of the total disk
bandwidth, and thus increases the number of customers that can be served.

The other way of striping is by block. For each movie, fixed-size units are
written on each of the disks in succession (or at random). Each block contains
~one or more frames or fragments thereof. The system can now issue requests for
multiple blocks at once for the same movie. Each request asks to read data into a
_different memory buffer, but in such a way that when all requests have béen com-
pleted, a contiguous chunk of the movie (containing many frames) is now assem-
bled in memory contiguously. These requests can proceed in parallel. When the
last request has been satisfied, the requesting process can be signaled that the
work has been completed. It can then begin transmitting the data to the user. A
_number of frames later, when the buffer is down to the last few frames, more
requests are issued to preload another buffer. This approach uses large amounts
of memory for buffering in order to keep the disks busy. On a system with 1000
ctive users and 1-MB buffers (for example, using 256-KB blocks on each of four
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nd how tight memory is. Instead of keeping all disk blocks in the cache and dis-
afding the least recently used one when the cache fills up, a different strategy
ould be used. Every movie that has a second viewer within some time AT of the
t viewer can be marked as cachable and all its blocks cached until the second
and possibly third) viewer has used them. For other movies, no caching is done
all.

This idea can be taken a step further. In some cases it may be feasible to
erge two streams. Suppose that two users are watching the same movie but with
10-sec delay between them. Holding the blocks in the cache for 10 sec is possi-
ble but wastes memory. An alternative, but slightly sneaky, approach is to try to
g',et‘ the two movies in sync. This can be done by changing the frame rate for both
movies. This idea is illustrated in Fig. 7-23.

10 sec 1 min 2 min 3 min 4 min

/ | ! |

1 3 5 7
= 8 6 4 2
. ‘User 1 0 0 o o
0 0 0 0 0
1 3 5 7
: 8 6 4 2
; User2 0 0 0 5
0 0 0 0 0
Starts Time
10'sec
(a)
Runs slower Normal speed
A AL
( ar Rl
1 3 5 7
: 8 6 4 2
User 1 0 0 5 :
0 0 0 0 0
1 3 5 7
8 6 4 2
User 2 0 0 0 5
0 0 0 0 0
L I J
VT \ﬁ’
Runs faster Normal spegd
{b)

Figure 7-23. (a) Two users watching the same movie 10 sec out of sync. (b)
Merging the two streams into one. °

In Fig. 7-23(a), both movies run at the standard NTSC rate of 1800
frames/mln Since user 2 started 10 sec later, he continues to be 10 sec beyond
for the entire movie. In Fig. 7-23(b), however, user 1’s stream is slowed down
~when user 2 shows up. Instead of running 1800 frames/min, for the next 3 min, it
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runs at 1750 frames/min. After 3 minutes, it is at frame 5550. In addition, user
2’s stream is played at 1850 frames/min for the first 3 min, also putting it at frame
5550. From that point on, both play at normal speed.

During the catch-up period, user 1’s stream is running 2.8% slow and user 2’s
stream is running 2.8% fast. It is unlikely that the users will notice this. How-
ever, if that is a concern, the catch-up period can be spread out over a longer inter-
val than 3 minutes.

An alternative way to »w down a user to merge with another stream is to
give users the option of having commercials in their movies, presumably for a
lower viewing price than commercial-free movies. The user can also choose the
product categories, so the commercials will be less intrusive and more likely to be
watched. By manipulating the number, length, and timing of the commercials, the
stream can be held back long enough to get in sync with the desired stream
(Krishnan, 1999).

7.7.2 File Caching

Caching can also be useful in multimedia systems in a different way. Due to
the large size of most movies (2 GB), video servers often cannot store all their
movies on disk, so they keep them on DVD or tape. When a movie is needed, it
can always be copied to disk, but there is a substantial startup time to locate the
movie and copy it to disk. Consequently, most video servers maintain a disk
cache of the most heavily requested movies. The popular movies are stored in
their entirety on disk.

Another way to use caching is to keep the first few minutes of each movie on
disk. That way, when a movie is requested, playback can start immediately from
the disk file. Meanwhile, the movie is copied from DVD or tape to disk. By stor-
ing enough of the movie on disk all the time, it is possible to have a very high pro-
bability that the next piece of the movie has been fetched before it is needed. If
all goes well, the entire movie will be on disk well before it is needed. It will then
go in the cache and stay on disk in case there are more requests later. If too much
time goes by without another request, the movie will be removed from the cache
to make room for a more popular one.

7.8 DISK SCHEDULING FOR MULTIMEDIA -

Multimedia puts different demands on the disks than traditional text-oriented
applications such as compilers or word processors. In particular, multimedia
demands an extremely high data rate and real-time delivery of the data. Neither
of these is trivial to provide. Furthermore, in the case of a video server, there is
economic pressure to have a single server handle thousands of clients simultane-
ously. These requirements impact the entire system. Above we looked at the file
system. Now let us look at disk scheduling for multimedia.
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Static Disk Scheduling

Jthough multimedia puts enormous real-time and data-rate demands on all
of the system, it also has one property that makes it easier to handle than a
aditional system: predictability. In a traditional operating system, requests are
de for disk blocks in a fairly unpredictable way. The best the disk subsystem
do is perform a one-block read ahead for each open file. Other than that, all it
 is wait for requests to come in and process them on demand. Multimedia
ifferent. Each active stream puts a well-defined load on the system that is
y predlctable For NTSC playback, every 33.3 msec, each client wants the
- frame in its file and the system has 33.3 msec to provide all the frames (the
em needs to buffer at least one frame per stream so that the fetching of frame
can proceed in parallel with the playback of frame k).

his predictable load can be used to schedule the disk using algorithms
red tomultimedia operation. Below we will consider just one disk, but the
an be applied to multiple disks as well. For this example we will assume
here are 10 users, each one viewing a different movie. Furthermore, we will
sume that all movies have the same resolution, frame rate, and other properties.
epending on the rest of the system, the computer may have 10 processes,
er video stream, or one process with 10 threads, or even one process with
hread that handles the 10 streams in round-robin fashion. The details are not
nportant. 'What is important, is that time is divided up into rounds, where a
‘1s'the frame time (33.3 msec for NTSC, 40 msec for PAL). At the start of
round, one disk request is generated on behalf of each user, as shown in
-24.

Stream

1 7 8 9.
fer for odd frames |
[:] [ []

for even frames -

!

Block requested 701

oy

160 466 204 524

I Optimization algorithm o 1

92 130 160 204 281 326 410 466 524 701

Order in which disk requests are processed ———

@

Figure 7-24. In one round, each movie asks for one frame.

fter all the requests have come in at the start of the round, the disk knows
it it has to do during that round. It also knows that no other requests will come
‘these have been processed and the next round has begun. Consequently, it
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the actual service time for each request is the same (even though this is certainly
ot true). In this way we can subtract the fixed service time from each request to
et the latest time the request can be initiated and still meet the deadline. This
jakes the model simpler because what the disk scheduler cares about is the dead-
he for scheduling the request.

 When the system starts up, there are no disk requests pending. When the first
equest comes in, it is serviced immediately. While the first seek is taking place,
ther requests may come in, so when the first request is finished, the disk driver
may have a choice of which request to process next. Some request is chosen and
tarted. When that request is finished, there is again a set of possible requests:
_those that were not chosen the first time and the new arrivals that came in while
the second request was being processed. In general, whenever a disk request
ompletes, the driver has some set of requests pending from which it has to make
choice. The question is: “What algorithm does it use to select the next request
o service?”

Two factors play a role in selecting the next disk request: deadlines and
_cylinders. From a performance point of view, keeping the requests sorted on
cylinder and using the elevator algorithm minimizes total seek time, but may
ause requests on outlying cylinders to miss their deadline. From a real-time
point of view, sorting the requests on deadline and processing them in deadline
‘order, earliest deadline first, minimizes the chance of missing deadlines, but
increases total seek time.

- These factors can be combined using the scan-EDF algerithm (Reddy and
Wyllie, 1992). The basic idea of this algorithm is to collect requests whose dead-
lines are relatively close together into batches and process these in cylinder order.
s an example, consider the situation of Fig. 7-25 at ¢ =700. The disk driver
nows it has 11 requests pending for various deadlines and various cylinders. It
_could decide, for example, to treat the five requests with the earliest deadlines as a
atch, sort them on cylinder number, and use the elevator algorithm to service
_these in cylinder order. The order would then be 110, 330, 440, 676, and 680. As
ong as every request is completed before its deadline, the requests can be safely
earranged to minimize the total seek time required.

When different streams have different data rates, a serious issue arises when a
ew customer shows up: should the customer be admitted. If admission of the
ustomer will cause other streams to miss their deadlines frequently, the answer is
robably no. There are two ways to calculate whether to admit the new customer
or not. One way is to assume that each customer needs a certain amount of
resources on the average, for example, disk bandwidth, memory buffers, CPU
1me, etc. If there is enough of each left for an average customer, the new one is
admitted.

- The other algorithm is more detailed. It takes a look at the specific movie the
new customer wants and looks up the (precomputed) data rate for that movie,
‘which differs for black and white versus color, cartoons versus filmed, and even
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Requests (sorted on deadline
Batch together quests ( )
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Cylinder
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Figure 7-25. The scan-EDF algorithm uses deadlines and cylinder numbers for
scheduling.

love stories versus war films. Love stories move slowly with long scenes and
slow cross dissolves, all of which compress well whereas war films have many
rapid cuts, and fast action, hence many I-frames and large P-frames. If the server
has enough capacity for the specific film the new customer wants, then admission
is granted; otherwise it is denied.

7.9 RESEARCH ON MULTIMEDIA

Multimedia is a hot topic these days, so there is a considerable amount of
research about it. Much of this research is about the content, construction tools,
and applications, all of which are beyond the scope of this book. However, some
of it involves operating system structure, either writing a new multimedia operat-
ing system (Brandwein et al., 1994), or adding multimedia support to an existing
operating system (Mercer, 1994). A related area is the design of multimedia
servers (Bernhardt and Biersack, 1996; Heybey et al., 1996; Lougher et al., 1994;
and Wong and Lee, 1997).

Some papers on multimedia are not about complete new systems, but about
algorithms useful in multimedia systems. A popular topic has been real-time CPU
scheduling for multimedia (Baker-Harvey, 1999; Bolosky et al., 1997; Dan et al.,
1994; Goyal et al., 1996; Jones et al., 1997; Nieh and Lam, M97; and Wu and
Shu, 1996). Another topic that has been examined is disk scheduling for mul-
timedia (Lee et al., 1997; Rompogiannakis et al., 1998; and Wang et al., 1999).
File placement and load management on video servers are also important (Gafsi
and Biersack, 1999; Shenoy and Vin, 1999; Shenoy et al., 1999; and Venkata-
subramanian and Ramanathan, 1997) as is merging video streams to reduce
bandwidth requirements (Eager et al., 1999).

In the text, we discussed how movie popularity affects placement on the video
server. This topic is an ongoing area of research (Bisdikian and Patel, 1995; and
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ri,wodz et al., 1997). Finally, security and privacy in multimedia (e.g., in video-
ferencing) are also subjects of research interest (Adams and Sasse, 1999; and
oneyman et. al, 1998)

0 SUMMARY

Multimedia is an up-and-coming use of computers. Due to the large sizes of
Itimedia files and their stringent real-time playback requirements, operating
ystems designed for text are not optimal for multimedia. Multimedia files con-
ist-of multiple, parallel tracks, usually one video and at least one audio and some-
es subtitle tracks as well. These must all be synchronized during playback.
Audio is recorded by sampling the volume periodically, usually 44,100
mes/sec (for CD quality sound). Compression can be applied to the audio signal,
iving a uniform compression rate of about 10x. Video compression uses both
traframe compression (JPEG) and interframe compression (MPEG). The latter
epresents P-frames as differences from the previous frame. B-frames can be
ased-either on the previous frame or the next frame,

Multimedia needs real-time scheduling in order to meet its deadlines. Two
lgorithms are commonly used. The first is rate monotonic scheduling, which is a
tatic preemptive algorithm that assigns fixed priorities to processes based on their
iods.. The second is earliest deadline first, which is a dynamic algorithm that
lways chooses the process with the closest deadline. EDF is more complicated,
ut it can achieve 100% utilization, something that RMS cannot achieve.
 Multimedia file systems usually use a push model rather than a pull model.
)nce a stream is started, the bits come off the disk without further user requests.
his approach is radically different from conventional operating systems, but is
eeded to meet the real-time requirements.

Files can be stored contiguously or not. In the latter case, the unit can be vari-
ble length (one block is one frame) or fixed length (one block is many frames).
ese approaches have different trade-offs.

File placement on the disk affects performance. When there are multiple
s, the organ-pipe algorithm is sometimes used. Striping files across multiple
isks, either wide or narrow, is common. Block and file caching strategies are
also widely employed to improve performance. '

PROBLEMS

What is the bit rate for uncompressed full-color XGA running at 25 frames/sec? Can
a stream at this rate come off an UltraWide SCSI disk?
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DVD can hold enough data for a full-length movie and the transfer rate is adequate
o display a television-quality program. Why not just use a “farm” of many DVD
_drives as the data source for a video server?

he operators of a near video-on-demand system have discovered that people in a cer-
“city are not willing to wait more than 6 minutes for a movie to start. How many
arallel streams do they need for a 3-hour movie?

onsider a system using the scheme of Abram-Profeta and Shin in which the video
_server operator wishes customers to be able to search forward or backward for 1 min
_entirely locally. Assuming the video stream is MPEG-2 at 4 Mbps, how much buffer
pace must each customer have locally?

‘video-on-demand system for HDTV uses the small block model of Fig. 7-18(a) with
1:KB disk block. If the video resolution is 1280 % 720 and the data stream is 12
Abps, how much disk space is wasted on internal fragmentation in a 2-hour movie
using NTSC?

Consider the storage allocation scheme of Fig. 7-18(a) for NTSC and PAL. For a
_given disk block and movie size, does one of them suffer more internal fragmentation
han the other? If so, which one is better and why?

”"Consider the two alternatives shown in Fig. 7-18. Does the shift toward HDTV favor
either of these systems over the other? Discuss.

The near video-on-demand scheme of Chen and Thapar works best when each frame
et is the same size. Suppose that a movie is being shown in 24 simultaneous streams
nd that one frame in 10 is an I-frame. Also assume that I-frames are 10 times larger
_than P-frames. B-frames are the same size as P-frames. What is the probability that a
uffer equal to 4 I-frames and 20 P-frames will not be big enough? Do you think that
uch a buffer size is acceptable? To make the problem tractable, assume that frame
types are randomly and independently distributed over the streams.

he end result of Fig. 7-16 is that the play point is not in the middle of the buffer any
ore. Devise a scheme to have at least 5 min behind the play point and 5 min ahead
fit. Make any reasonable assumptions you have to, but state them explicitly.

. The design of Fig. 7-17 requires that all language tracks be read on each frame. Sup-
_pose that the designers of a video server have to support a large number of languages,
but-do not want to devote so much RAM to buffers to hold each frame. What other
alternatives are available, and what are the advantages and disadvantages of each one?

small video server has eight movies. What does Zipf’s law predict as the probabili-
es for the most popular movie, second most popular movie, and so on down to the
east popular movie? v

A 14-GB disk with 1000 cylinders is used to hold 1000 30-sec MPEG-2 video clips

nning at 4 Mbps. They are stored according to the organ-pipe algorithm. Assuming

Zipf's law, what fraction of the time will the disk arm spend in the middle 10
ylinders?
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