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Preface

In the two decades since the first edition of this book was published, CMOS technology
has claimed the preeminent position in modern electrical system design and enabled the
widespread use of personal computers. In the decade since the second edition was pub-
lished, continued advances have led 1o the explosion of the Internet and wireless commu-
nications. The transistor counts and clock frequencies of state-of-the-are chips have grown

by orders of magninade.
1st Edition | 2nd Edition  3rd Edition
Year 1985 1993 | 2004
Transistor Counts | 10°=100 1e=107 1E=100
Clock Frequencies | 107 108 107
Worldwide Market | §25B _'Hmn $1708

This book has been extensively rewritten to reflect the enormous advances in inte-
grated circuit design over the past decade, While the basic principles are largely the same,
the practices have changed enormousdy becanse of the increses in transistor budgets and
clock speeds, the growing challenges of power consumption, and the improvements in
productivity and CAL tools

How to Use This Book

This book intentionally covers more breadeth and depth than any course would cover in a
semiester. It is accessible for a first undergraduate course in VLSI, yet detailed enough for
advanced graduate courses and is useful as a reference to the practicing engineer. You are
to pick and choose topics according to your interest. Chapter 1 previews the
entire field, while subsequent chapters elabarate on specific 1wopics. Sections are marked as
aptional (see example icon in margin) if they are not needed o understand subsequent
sections. You may skip them on a first reading and return when they are relevant to you.
We have endeavored to include figures whenever possible ("a picture is worth a thou-
sand words”} to trigger your thinking, As you encounter examples throughour the texr, we
urge you to think about them before reading on to the solutions. We have also provided
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extensive references for those who need o delve deeper into topics introduced in this text.
We have emphasized the best practices that are used in industry and warned of pitfalls and
fallacies. Ovur judgments about merits of circuits may become incorrect as technalogy and
applications change, but we believe it is the responsibility of a writer 1o attempt to separate
the good from the bad.

Supplements

Updating and expanding on the supplements available was a major goal of this edirion.
There is now a valume of support materials for students and professors. All these are avail-
able on the Companion Web site for the book, wanr. aw-be . com/weste. Supplements o
help students with the course include:

® A lab manual with laborstory exercises involving the design of an B-bir micropro-
cessor covered in Chapter 1.

% A callection of links to VLSI resources including open-source CAD roals and pro-
£ess parameters.

# A srudent solutions manual that includes answers o selected problems.
Supplements to help instructors with the course include:

& A mample syllabus,

# Lecture slides for an introductory VLSI course.

® Aninstructors’ manual with solutions.

These materials have been prepared exclusively for professors using the book in a

course. Please contact your local Addison-Wesley sales representative, or send email o
aw. cselaw. com, for information on how to access them.
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Introduction

1.1 A Brief History

In 1958, Jack Kilby built the first integrated cireuir fip-flop with rwo transistors ar Texas
Instruments. In 2003, the Intel Pentium 4 microprocessor contained 55 million transistors
wnd = 512-Mbit dynamic random sccess memary (DRAM) contained mare than half a
billion transistors. This corresponds to a compound annual growth rate of 53% over 45
years. No other technology in history has sustained such a high growth rate for so long.

This incredible growth has come from steady minlaturization of transistors and
improvements in manufacturing processes. Most other fields of engineering involve
tradeoffs between performance, power, and price. Howeves, as transistors become smaller,
they also become faster, dissipare less power, and are cheaper to manufacture. This synergy
has revolutionized not only electronics, but also society at large,

The processing performance once exclusive to Cray supercomputers is now available
in hand-held personal digital asmistants. Processing capabiliry that was once necessary for
secret military spread-spectrum communications is now available in disposable cellular
telephones. Improvements in integrated circuits have enabled space exploration, made
autemabiles more cfficient, revolutionized the namere of warfare, brought vast libraries of
information to our Web browsers, and made the world & more interdependent place.

Figure 1.1 shows annual sales in the worldwide semiconductor market. Integrated cir-
cuits becarne a $1008/year business in 1994. The blip in 2000 is associated with the surge
in sales for Y2K upgrades followed by the worldwide recession. In 2003, the industry
munufacrured more than one quintilion (10°%) transistors, or more than 100 million for
every hurman being on the planet. Thousands of engincers have made their fortuncs in the
field. New fortunes lic shead for those with innovative ideas and the talent to bring their
sdens to reality.

During the first half of the 20th century, electronic circuits used large, expensive,
power-hungry, and unreliable vacuum tubes. In 1947, John Bardeen and Walter Brarain
builr the first functioning point contact transistor at Bell Laborarories, shown in Figure
1.2(s) [Riordan97]. It was nearly classified as & military secret, but Bell Labs publicly
announced the device in the following year.

e bave called it the Transistor, T-ReA-N=-5-I-5-T-0-R, becawse it is a resistor o
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Ten years later, Jack Killy ar Texas Inscraments realized the potential for miniatariza-
tion if multiple transistors could be built on a single piece of silicon. Figure 1.2(b) shows
his first prototype of an integrated circuit, constructed from o germanium slice and gold
wires.

The invention of the rransistor earned the Nobel Prize in Physics in 1956 for
Bardeen, Brattain, and their co-worker William Shockley, Kilby received the Nobel Prize
in Physics in 2000 for the invention of the integrated corcuit.

{a) =1}

[ FIG 1.2] {a] First transistor [Couresy of Texas Instruments ] and (b] first integratod clrcuit
[Property af AT&T Archives Reprinted with permission ol AT&T)
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Soon after inventing the point contact transistor, Bell Labs developed the bipolar
junction transistor. Bipolar transistors were more reliable, less noisy, and more power-effi-
cient. Early mtegrated circuits primarily used bipalar transistors. Transistors can be viewed
as electrically controlled switches with a control verminal and two other terminaks that are
connected or disconnected depending on the voltage applied to the control. Bipolar tran-
sistors require & small current into the control (base) terminal to switch much larger car-
rents between the other two (emirver and collector) rerminals. The quiescent power
dissipated by these base currents limits the maximum number of transistors that can be
integrated onto a single die. Metal Oxide Semiconductor Field Effect Transistors (MOS-
FETY) offer the compelling advantage that they draw almost zero control current while
idle. They come in two favors: nMOS and pMOS, using n-type and p-type dopants,
respectively. The original ides of field effect mransistors dated back 1o the German scientist
Julins Lilienfield in 1925 [US patent 1,745,175] and a structure closcly resembling the
MOSFET was proposed in 1935 by Oskar Heil [British patent 439 4571, but materizls
problerms foiled early attempts to make functioning devices.

Frank Wanlass at Fairchild deseribed the first logic gates using MOSFET: in 1963
{Wanlasss3]. His gates used bath nMOS and pMOS transistors, caming the name Com-
plementary Metal Oxade Semiconductor, or CMOS. The circuits used discrete transistors
but consumed only nanewatts of power, six orders of magnirude less than their bipolar
counterparts. With the development of the silicon planar process, MOS integrated cir-
cuits became attractive for their low cost because each transistor occupied less ares and the
fabrication process was simpler [ Vadasz6%], Early processes used only pMOS transigtors
and suffesed from poor performance, yield, and relsability. Processes using nMOS transis-
tars became dominant in the 1970s [Mead80]. 1nrel pioneered nMOS technology with its
1101 256-bit static mndom access memory and 4004 4-bit microprocessor shown in Fig-
ure 1.3. While the nMOS process was less expensive than CMOS, aMOS lagic gates sill
consumed power while idle. Power consumption became o major issue in the 1980s as

L i

EEEEE] (3] 1nted 1101 SRAM (0 IEEE 1967 [Vadasz6]) and (b} 4004 microprocessor [Reprintsd
with permission |:|I Inted Corposation ]



hundreds of thousands of transistors were integrated onto a single die. CMOS processes
were widely adopted and have essentially replaced aMOS and bipolar processes for neatly
all digital logic applications.

Gordon Moore observed in 1965 that plotting the number of transistors that can be
mast economically manafactured on a chip gives a straight line on a semilogarithmic scale
[Moore65]. At the time he found transistor count doubling every 18 months. This obser-
vation has been called Mevres Law and has become a seli-fulfilling prophecy. Figure 1.4
shows that the number of transistors in Intel microprocessors has doubled every 26
months since the invention of the 4004,

The level of integration of chips has been classified as small-scale, medium-scale,
large-scale, and very large-scale, Smali-scale integrarvion (S81) circuits such as the 7404
inverter have fewer than 10 gates, with a conversien of roughly half a dozen transistors per
gate. Medium-scale integrasion (M3]) circuits such as the 74161 counter have up te 1000
gates, Large-seale integration (LSI) circuits such us simple 8-bit microprocessors have up to
10,000 gates. It soon became apparent that new names would have to be created every five
years if this naming trend continued and thus the term very farge-sale integration (VLSI)
is used to describe most integrated circuits from the 1980s onward.

A corollary of Moore’s law is that transistors become faster, consume less powes, and
are cheaper to manufacture cach year. Figure 1.5 shows that Intel microprocessor clock
frequencies have doubled roughly every 34 months. Remarkably, the improvements have
accelerated in recent years. Computer performance has grown even mare than raw clock
speed. Even though an individual CMOS transistor uses very little energy each time it
switches, the enormous numbers of transistors switching at very high rates of speed have
made power consumption & major design consideration again.
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The 4004 used transistors with minimum dimensions of 10 wm in 1971. The Pentium
4 uses transistors with minimum dimensions of 130 am in 2003, corresponding to twe
arders of magnitude in improvement over three decades. Obwviously this scafing cannot go
on forever because transistors cannot be smaller than atoms. However, many predictions
of fundsmental limits to scaling have already proven wrong, Creative engineers and mate-
rial scientists have billions of dollars to gain by geeting ahead of their competitors. In the
early 1990z, experts agreed that scaling would continue for at least a decade bur that
beyond that point the fisture was murky. In 2003, we still befieve that scaling will continue
for at least another decade, The future is yours to frvens.

1.2 Book Summary

As VLSI transistor budgets have grown exponentially, designers have come to rely on

increasing levels of automation to seck corresponding productivity gains, Many designers
spend much of their effort specifying circuits with hardware description languages and sel-
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dom look at actual transistors. Nevertheless, chip design is not software engineering.
Addressing the harder problems requires a fundamental understanding of circuit and
physical design. Therefore, this book focuses on building an understanding of integrated
circuits from the bottom up,

In this chapter we will take a simplified view of CMOS transistors as switches. With
this model we will develop CMOS logic gates and latches. CMOS transistors are mass-
produced on silicon wafers using lithographic steps much like a printing press process. We
will explore how to lay out transistors by specifying recrangles indicating where dopants
should be diffused, polysilicon should be grown, metal wires should be deposited, and
cantacts should be ctched to connect all the layers togethes, By the middle of this chaptes
you will understand all the principles required to design and lay out your own simple
CMOS chip, The chapter concludes with an extended example demonstrating the design
of & simple 8-bit MIPS microprocessor chip, The processor raises many of the design
iesuses that will be developed in more depth throughout the book. The best way to learn
VLSI design is by doing ir. A set of laboratory exercises are available on the Web (sce the
Web Supplement portion of the preface) to guide you through the design of your own
microprocessor chip.

OF course, transistors are not simply switches. Chapter 2 develops first-order currens-
voltage (I-V) and capacitance-voltage (C-V) models for transistors and describes the
impartant second-order effects. These models wre used o predict the transfer characterss-
tice of CMOS inverters. A summary of CMOS processing technology s presented in
Chapter 3, The basic processes in current use are described along with some inreresting
process enhancements. Representative layout design rules are also presented. Chapter 4
addresses performance estimation for circuits, The first-order I-V charucteristics are both
too complicared and too inaccurate to apply by hand to interesting circuits. Fortunately,
wransistors can be modeled as having an effective resistance and capacirance for the pur-
pose of estimating delay. The relative performance of different gates can be quantified
through their logical effort, s technique that we will revisit throughout the book. Wires
are also addressed because they are as important as the transistors to overall performance.
Simulation is discassed in Chapter 5 and is used to obtain more accurate performance pre-
dictions as well as to verify the comectness of circuits and logic. Chapter 6 addresess com-
binational circuit design. A whole kit of circuit families arc available with different
tradieoffs in speed, powes, complexity, and robusmess. Chapter 7 continues with sequential
cireuit design, including clocking and latching techniques.

The remuinder of this book presents a subsystem view of CMOS design. Chaprer 8
focuses on a range of current design methods, identifying the issmes peculiar o CMOS.
Testing and design-for-test techniques are discussed in Chapter 9. Chaprer 10 catalogs
designs for a host of datspath subsystems including adders, shifters, multipliers, counters,
and others. Chapter 11 similarly describes memory subsystems including SRAMs,
DRAMs, CAMs, ROMs, and PLAs. Finafly, Chapter 12 addresses special-purpose sub-
systems including clocking, 1/0, and mixed-signal blocks, Hardware description lan-
guages (HDLs) arc used in the design of nearly all digiral integrated circuits today.
Appendices A and B provide tutorials in Verilog and VHDL, the two dominant HDLs,



A number of sections are marked with an "optional” icon, These sections deseribe par-
ticular subjects in greater detail. You may skip over these sections on a first reading and
return to them when they are of practical relevance.

1.3 MOS Transistors

Silicon (5i), a semiconductor, forms the basic starting material for a large class of inte-
grated circoits [Tsividis99]. Pure silicon consists of a three-dimensional fartice of atoms,
Silicon is 8 Group IV element, so it forms covalent bonds with four adjacent atoms, as
shown in Figure 1.6(a), The lattice is shown in the plane for exse of drowing, but ir acm-
ally forms a cubic erystal. As all of its valence electrons are involved in chernical bonds, it is
a poor conductor. The conductivity can be rised by introducing small amounts of impuri-
ties into the silicon lattice, These impuritics are called depariz. A Group V dopant such as
arsenic has five valence electrons. It replaces a silicon atom kn the lartice and still bonds
four neighbors, so the fifth valence electron is | bound to the arsenic atom, as shown
in Figure 1.6(b). Thermal vibration of the lattice at rom temperature is enough to et the
electron free to move, lesving a positively charged As* ion and a free electron, The free
clectron can carry current so the conductivity is higher. We call this an s-type semicon-
ductor because the free carriers are negatively charged electrons. Similarly, a Group 111
dopant such as boron has three valence electrons, as shown in Figure 1.6(c). The dopant
atom can borrow an electron from a neighboring silicon atom, which in murn becomes
short by one electron, That atom in tumn can bomow an electron, and so farth, o the miss-
ing electron, or bel, can propagate about the lattice. The hale acts as 3 positive carrier so
we call this a p-rype semiconductor.

A junction between p-type and n-type silicon is called a disde, shown in Figure 1.7,
When the voltage on the p<type semiconductor, called the amade, is raised abeve the n-
type cathode, we say the diode is forwand blared and current will flow, When the anode
voltage ig less than or equal to the cathode voltage, the diode is reverse diased and almaost
zero current flows.
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An MOS (Metal-Oxide-Semiconductor) structure 15 created by superimposing sev-
eral layers of conducting and insulating materials to form a sandwich-like structure. These
structures are manufictured using a series of chemical processing steps involving ceidation
of the silicon, the diffusion of impurities into the silicon 1o give it certain conduction char-
acteristics, and the deposition and esching of aluminem of other metals to provide inter-
connection in the same way that a printed wiring board is constructed. This is carried out
on a single crystal of silicon, which is available as thin flat circular wafers around 15-30 em
in diameter, CMOS rechnology provides two types of transistors (also called devicer in this
text): an n-type transistor (nMOS) and a p-type transistor (pMOS). Transistor operation
is based on electric Aebds 5o the devices are also called Meral Oxide Semiconductor Field
Effect Transistors (MOSFETE) or simply FETS. Cross-sections and symbols of these tran-
sistors are shown in Figure 1.8. The ne and p+ regions indicate heavily doped n- or p-type
gillicod.

Each transistor consists of a stack of the conducting gate, an insulating layer of silicon
dioxide (510, betrer known as glass), and the silicon wafer, also called the subitrate, body,
or hulk. Gates of early transistors were built from metal, so the stack was called metal-
axide-semiconductar, or MOS, Mow the gate is typically formed from polyerystalline sili-
con (pofysificon), but the name stuck. An nMOS transistor is built with a p-type body and
has regione of n-type semiconductor adjacent w0 the gate calied the sowrce and dnn. They
are physically equivalent and for now we will regard them as interchangeable. The body is
eypically grounded, A pMOS transistor is just the opposite, consisting of p-type source
and drain regions with an n-type body. In 2 CMOS technology with both flavers of tran-
gistors, the substrate is either n-type or p-type. The other flavor of transistor must be buile
in & special well in which dopant atoms have been locally sdded to form the body of the
oppasite fype.

The gate is a control input: It affects the Aow of electrical current between the source
and drain. Consider an nMOS transistor. The body is generally grounded so the prn junc-

ht
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tions of the source and drain 1o body are reverse-bissed. If the gate is also grounded, no
current flows through the reverse-biased junctions. Henoe, we say the rransistor is OFF, If
the gate voltage is raksed, it ereates an electric field thar starts 1o aterser free electrons to
the underside of the 5i-5i0); interface. If the voltage is raised encugh, the electrons out-
number the holes and a thin region under the gate called the channe! is inverted to act as
an n-type semiconductor. Hence, a conducting path of electren carriers bs formed from
source to drain and current can fow. We say the transistor is ON,

For a pMOS transistor, the situation is again reversed. The body is held ar a high
potential. When the gate is also at o high potential, the source and drain junctions are
reverse-binsed and no current flows so the transistor is OFF. When the gare voltage is
lowered, positive changes are attracted to the underside of the 5i-5i0); interface. A suffi-
ciently low gate voltage inverts the channel and a conducting path of positive carriers is
formed from source to drain, so the transistor is ON, Notice that the symbol for the
pMOS rransistor has a bubble on the gate, indicating that the transistor behavior is the
opposite of the aMOS.

Throughout this book, we will call the high potential Fiy, or POWER and assume it
represents 4 logic *1" valoe in digital eircvies. In many logic families of the 1970z and
1980s, Fryp, was set to 5 volts or occagionally higher. Smaller, more recent transistors are
wnable to withstand such high voltages and have used supplies of 33V, 25V, 1.8V, 1.5V,
and 5o forth. The low potential is called GROUND (GNIY) or Fyy and represents a logic
0. It is normally O volts.

In surmmary, the gate of an MOS transistor controls the flow of current between the
source and drain. Simplifying this to the extreme allows the MOS transistors to be viewed
s simple onfoff switches. When the gate of an aMOS transistor is "1, the wansistor i
ON and there is a conducting path from source to drain. When the gate is low, the aMOS
wansistor is OFF and almost zero curment Bows from source to drain. & pMOS transistor
# just the opposite, being ON when the gate is low and OFF when the gate is high. This
switch model is illustrated in Figure 1.9, where g, 5, and o indicate gate, source, and drain.
11 & 5o useful that ir will be our most common model for thinking about circuit behaviot.

g=0 g=1
MOS -ﬂ—”:: ih”""" {m
PMOS u-q[l:: ECIH i:-“"-"'

[ FIG 1 G symbals and switch-level models
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1.4 CMOS Logic

EEMN The Inverter

Figure 1.10{a) shows a CMOS inverter or NOT gate using one aMOS wansistor and one
pMOS transistor. The horizontal bar at the top indicates Frp, and the triangle at the bot-
tom indicates GND. When the input A4 is 0, the nMOS mansstor is OFF and the pMOS
transistor is ON. Thus the ourput ¥is pulled up to ‘1" because it is connected o Fpg but
not to GND. Conversely, when A is°1," the nMOS s ON, the pMOS is OFF, and the ¥is
pulled down to 0. This is summarized in the trath table of Table 1.1. The symbeol is given

in Figure 1.10(h).
W
"“D " A -[:}D- ¥
e
D
(i} {ta)
[ FI 1.10] irsverter schematic {a) and symbal
b)Y =A
-11_'_-1 5
A i
T D> D
L) (b

2-Enput HAND gake schematic (a)
and symibol (o} YA » B

Table 1.1 Imwverter truth table

EEHE The NAND Gate

Figure 1.11{a) shows a 2-inpur CMOS NAND gute. It consists
af two sesies nMOS transistors between ¥ and GND and two
parallel pMOS transistors between ¥ and Fyy,. If either input A4
or B is 10, at least one of the nMOS transistors will be OFF,
breaking the path from ¥ to GND. But at least one of the
pMOS transistors will be ON, creating a path from ¥ to Fop.
Hence, the oarpat ¥ will be *1." 1§ both imputs are “1," both of the
aMOS rransistors will be ON and both of the pMOS transis-
tors will be OFF. Hence, the output will be "0." The truth table
is given in Table 1.2 and the symbol is shown in Figure 1.11(b).
Note that by DeMorgan's Law, the inversion bubble may be
placed on either side of the gate. In the figures in this book, two
lines intersecting at a T-junction are connected. Two fines cross-
ing are connected if and only if a dot is show.

k-input MAND gates are constructed using & series nMOS
transistors and & parallel pMOS transistors. For example, a 3-
input NAND gate is shown in Figure 1.12. When any of the
inputs are 0, the output is pulled high through the parallel
pMOS rransistors. When all of the inputs are ‘1, the output is
pulled low through the series nMOS transiscors.
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EEX] Combinational Logic

The inverter and NAND gates are examples of complementary CMOS lagic gaes, also
called ptatic CMOS gates. In general, o fully complementary CMOS gate has an nMOS
pull-deumn netwerk to connect the output 1o 0" (GND) and pMOS pafi-up metwort to
connect the output to 1" ( Fup), a5 shown in Figare 1.13. The nerworks are arranged such
that one 18 ON and the other OFF for any inpat pattern.

The pull-up and pull-down networks in the inverter each consisted of a gingle transis-
tor. The NAND gate wsed a series pull-down network and a parallel pull-up network.
More claborate networks are used for more complex gates, Two or more transistors in
series are O only if all of the series transistors are ON. Two or meore transistors in
parallel are ON if any of the paralle] transistors are ON. This is llustrated in Figure
1.14 for nMOS and pMOS transistor pairs. By using combinations of these con-
structions, CMOS combinational gates can be constructed.

In general when we join a pull-up network 1o a pull-down network to form a
Ingie gate as shown in Figure 1,13, they both will astempt to exerr a logic level at the
output. The possible levels at the output are shown in Table 1.3, From this tble it
can be seen that the output of 8 CMOS logic gate can be in four states. The *1" and
T levels have been encountered with the inverter and NAND gares, where either
the pull-up or pull-down is OFF and the other structure is ON, When bath pull-up
and pull-down are OFF, the Sigh-impeditnce or faaring 7 output state results, This is
of importance in multiplexers, memory elements, and bus drivers. The crewdsrred X General logic gate
lewel exists when both pull-up and pull-down are simultaneously mrned ON, This using pall-up and
causcs an indeterminate level and alse static power to be dissipated. It is usually an pull-down networks
unwanted condition in any CMOS digital circuit.

Table 1.3 Output states of CMOS logic gate
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IEEN The NOR Gate

A 2-input NOR gate is shown in Figure 1.15. The aMO5 transis-
tors are in paralled to pull the output low when either input is high.
The pMOS transistors are in series to pull the output high when

=1 b
el £

S =

g e{Ze

OFF

both inputs are low, as indicated by the trath table of Table 1.4, As
with the NAND gate, there is never a case in which the owtput is

crowbarred or lefe Aoating.



1.4

Table 1.4 MNOR gate truth table

Sketch a 3-input CMOS NOR gare.

EEIMREEE Figure 1.16 shows such a gate. If any input is high, the output is pulled
low through the parallel sMOS transastors, I all inputs are low, the output is pulled
high through the series pMOS mmansistors.

(FIG 1.16] L. ircpait BOIR: gate schematic
YeAslel

IEE Compound Gates

A compound gate is formed by uing a combination of series and paralle] switch struc-
rures. For E%]E. the derivation of the switch connection diagram for the fanction ¥ =
(A = B) + (C+ D) is shown in Figure 1.17, This function is sometimes called AND-OR-
INVERT-24, or ADL22 because &t performs the NOR of a pair of 2-input ANDs, For
the AMOS pull-down network, take the uninverted expression ({4 * 5) + (C* D)) indi-
cating when the outpur should be pulled 1o 10." The AND expressions (4 + 8) and (C- I}
may be implemented by series connections of switches as shown in Figure 1.17(a). Now
taking these as subswitches and ORing the result requires the parallel connection of these
vwo structures, which is shown in Figure 1.17(b). For the pMOS pull-up network we
mist compute the complementary expression using switches that turn on with inversed
polarity, By DeMorgan’s Law, this is equivalent to interchanging AND and OR opera-
tions. Hence, transistors that appear in series in the pull-down network must appear in

cvos ocic  [EENINEN
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parallel in the pull-up nerwork. Transistors that appear in parallel in the pull-down net-
work must appear in series in the pall-up nerwerk. This principle is called condwetion com-
plements and has already appeased in the design of the NAND and NOR gates. In the
pull-up network, the paralle] combination of 4 and B is placed in serics with the parallel
combination of € and . This progression is evident in Figure 1.17(c) and Figure
1.17(d). Putting the networks together yields the connection diagram (Figure 1.17(el).
The schematic icon is shown in Figure 1.17(f), which shows that this gate can be used in
a 2-input multiplexer. If € = B, then ¥'= 4 if 8 is true, while ¥= D if B is false.

) L1-1]

n—i:]b—ﬂc—ﬂ::jp—n—rf_{ t:z

L ()

c -0 N

s =9 Y : ¥
A<l e 5

B — o 0

#)

m:mtmmﬂptﬂmmnmn?wﬁ-ﬁ- [C+0)

The seremgeh of a signal is measured by how closely it approximates an ideal voltage source.
In general, the stronger a signal, the more current it can source or sink. The power sup-
plies, or waids, { Fry, and GND) are the source of the strongest *I's and '0's.

An nMOS transistor is an almast perfect switch when passing a0 and thus we say it
passes a streng 0" However, the nMOS tranaistor is imperfect at passing a ‘1" The high
valtage level is somewhar less than Fpp, as will be explained in Section 2.3.2. We say it
passes o degraded or weak 'L A pMOS transistor again has the opposite behavior, passing
strong ‘1's but degraded ‘s, The transistor symbols and behaviors are summarized in Fig-
ure 1.19 with g, 5, and Jindicaring gate, source, and drain. The symbaols with arrows repre-
sent switches in the OFF and ON positions.
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Sketch a complementary CMOS gate computing Y= {4+ B+ €)* D,

ERITERE Figure 1.18 shows such an OR-AND-INVERT-3-1 (OAI31) gare. The
nMOS pull-down nerwork pulls the owtput bow if Dis 1" and either 4 or B or Care
'1', 36 D is in series with the paralle] combination of 4, B, and €. The pMOS pull-
ap network is the conduction complement, so I must be in parallel with the series
combination of A, B, and £

FIG 1.18] mai_wmwum?tefnr
} Y= - L

[anctioan

JB_ _::n ot gy Ouipul
koS . s B il [ e s 1
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i e | == dpgichind 1
{m} L] el
0 g=0 finpit g=0 Chatput
pAOE l.'“'J‘_'i-lj B - ) ~o=im- digracad 0
g=1 g=0
8%t 1—ﬂ—#ﬂ—!&n‘lﬁ1
L] i 1]

(FIG 110 e sirong and degraded satpata

When an nMOS or pMOS is used alone as an imperfect switch, we sometimes call it
a pan transiitor. By combining an aMOS and o pMOS transistor in parallel (Figure
1.20(a}}, we obtain a switch that turns on when a "1 is applied to g (Figure 1.20(b)) in
which 'z and *1's are both passed in an acceprable fashion (Figure 1.20(c)). We term thi: a
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tramimisiion gate or pas gate. In a circuit where only a "0 or 2 *1” has to be passed, the
appropriate transistor (n or p) can be deleted, reverting 1o a single nMOS or pMOS
device. Note that both the control input and its complement are required by the rransmas-
sion gate. This is called dowbdle reif logic. Some circuit symbols for the transmission gare are
shown in Figure 1.20{d)." None are easier to draw than the simple schematic, so we will
wse the schematic to represent a transmission gate in this book.

Ingout Carlpad
) ij‘ﬂ""‘ g=1gb=0 .
y g a—="eh {0 == Bl
lgh g=1,g6=0 g 1.gh=0
# R e l'i-ﬂ-m‘l'
(a) b} fe}
g
a0 --%-u »-é}-h
ok a
id)

AN Transrmiscion gate

1ts all of our examples so Far, the inputs drive the gate terminals of AMOS transistors

in the pull-down nctwork and pMOS fransistors i the complemnentary pull-up network,
as was shown in Figure 1.13. Thus the aMOS transistors only need 1o pass O's and the
pMOS only pass 1%, so the output is always strongly driven and the levels are never
degraded. This s called a fiully restored logic gate and simplifies circuit destgn considerabily.
In contrast 1o ather forms of logic, where the pull-up and pull-down switch networks have
to be ratioed in some manner, complementary CMOS gates operate comrectly indepen-
dently of the physical sizes of the transistors. Moreover, there is never a path through ‘ON’
transistors from the 1" to the ‘0 supplics for any combination of inpats (in con-

trast to single-chennel MOS, GaAs technologies, or bipolar]. As we will leamn

= ikin o in subsequent chapters, this is the basis for the low static power dissipation in
e i CMOS.

Aﬁ ¥ A ‘[::7_"'" ﬁm.mﬁqlrumnfﬂwd:ﬁgnnf:nmpmnmyﬂhiﬂﬂgﬂﬂiﬁdurﬁ:n

i muast be inverting, The aMOS pull-down network rums ON when inputs are

e = "1, leading to 07 ar the output. We might be tempred to mrn the transistors

g h upside down 1o build & noninverring gate. For example, Figure 1.21 shows a

_ noninverting buffer, Unforrunately, now both the nMOS and pMOS transis-
MBI 5ad noninverting bufter produce degraded outputs, so the technique should be avobded. Instead, we

"WWie call the left and right termisals o and # because each i technically the soarce of one of the transistors
and the dmin of the other.
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can build neninverting functions from multiple stages of inverting
gares. Figure 1.22 shows a 4-inpar AND gare builr from swo levels of D—c{:}—
inverting complementary CMOS gares, In isolation, the NAND
design is simpler, In the context of a larger system, onc can optimize 3 y —
the gates depending on the speed and density required. i

Similarhy, the compound gate of Figure 1.17 could be built with ¥
two AND gares, an OR gate, and an inverter, The AND and OR
gates in turn could be constructed from NANDYNOR gates and s
inverters, shown in Figure 1.23, using o toral of 20 transistors, as
compared to & tn Figure 1,17, CMOS logic desipners must leam 1w -
take advantage of the efficiencies of mﬁcpuund gates rather than G ?Hﬂgﬂﬁglimﬁ;;éﬁ? ke
using large numbers of ANDYOR gates.

AND

GIMEE o fficien: clacreee gate implementation of
ACHY indicating transistor counts

EEE Tristates - -
Figure 1.24 shows symbals for a sristate buffer. When the enable input EN is

"1, the outpur ¥ equals the input A, just as in an ordinary buffer. When the  # |ﬁ Y A '}}?
enahle is T, ¥is left Hnal'n'lg (a " value), This 15 sammartzed in T‘.bl_t.l'i‘ &
Sometimes both true and complementary enable signals EN and EN are

drawn explicitly, while sometimes only EN is shown, (16, 123 e ———

Table 1.5 Truth table for ristate

EN
n-¢|- ¥
EN
The transmission gate in Figiere 1.25 has the same truth table as a tristate buffer. It Transmission
only requires two transistors but it is o sesrestoring circuit. IT the input i a noisy or other- gate
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wise degraded signal, the output will receive the same noise. After several stages of nomnre-
storing bogic, a signal can become too degraded to recognize. We will see in Section 4.2
that the delay of a series of nonrestoring gates also increases quadratically with the number
of gates in series.

Fugure 1.26(a) shows a fristete sroerter. The output 15 actively driven from Fep, or
GND, so it is a restoring logic gate. Unlike any of the gates considered so far, the tristare
Mrmﬂduumtuhrthrwﬂmﬁmmmphmmu:uhhﬂmitnmaﬂwﬂwwlpm
to float under certain input combinations, When EN is ‘0 (Figure 1.26(b)), both enable
transistors are OFF, leaving the output floating. When EN is 1" (Figure 1.26(c)), both
emable transistors are ON, Thqrmmu:tptu:ﬂyrumrtdﬁuu the circuir, leaving @ sim-
ple inverter, Figure 1.26(d) shows symbals for the mristate inverter. The complementary
enable signal can be generated internally or can be routed to the cell explicitly. A rristate
baffer can be built as a tristate inverter following an ordinary inverter.

-
=
Pl

L ];*r
EM ‘w)'
4
EM = 0 EH = ‘l
Y=
(o) ) el (e

Triseate inverter

Tristates were once commonly used to allow multiple units to drive 4 common bus, as
Iong as more than one are not simultancously enabled. Distribating mumally exchasive
enable signals in a timely fashion across a large chip is becoming more difficult, so mulsi-
plesers are now preferned.

EEEY Multiplexers

Multiplexers are key components in CMOS memory elements and data manipulation
structures. A multipleer chooses the output to be one of several inputs based on a sebect
signal. A owo-input, or 2:1 multiplexer, chooses input DO when the select is 07 and input
D1 when the sclect is "1."The truth table is given in Table 1.6; the logic function is ¥'= §+
D+ 8= D,



Table 1.6 Multiplexer truth table

5/5. | DI oo ¥
o X 0 i)
o1 X 1 1
1/0 0 X il
1/0 1 x 1

Two transmission gates can be tied together to form a compact 2-
imput multiplexer, as shown in Figure 1.27(a). The select and s comple-
ment enable exactly one of the two transmission gates at any given time.
The complementary select § is often not drawn in the symbol, 25 in Fig-
ure 1.27(b).

Again, the transmission gates produce & nonrestoring multiplexer.
We could build a restoring, inverting multiplexer out of gates in several
ways. One is the compound gate of Figure 1.17, connected as shown in
Figure 1.28(a). Another is to gang together two tristate inverters, as
shown in Figure 1.28(b). Notice that the schematics of these two
spproaches are nearly identical, save that the pull-up network has been
alightly simplified and permuted in Figure 1.28{b). This is possible

1.4 cwmoswocc [EENEEN

8
i
) @ :
5 ¥
DO —{0
I ] ] 1
(a} (B

TranATISARn EaLe rrlREpdeper

because the select and its complement are mutually exclusive. The wistare approach is
slightly more compact and faster because it requires less internal wire, Again, if the com-
plementary select is generaved within the cell, it is omitted from the symbaol (Figure

1.28(c)).

{m) [y )
[INEL] inverting multiplexer

Larger multiplexers can be built from multiple 2-input multiplexers or by directly
ganypng together several tristates, The lamer approach requires decoded selecr sipnals for
each teistabe. H=inpant f4:1) multiplexers uaing esch of these approaches are shown in F"[E-

ire 1.29,
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EEE] Latches and Flip-Flops

Using the combinational circuits developed so fas, we can now build sequential careuits
such as lasches and fiip-flops. A D farch using one 2-input multiplexer and two inverters is
shown in Figure 1.300). ltmmunuhdm:rq:m.ﬂ.rdmkmpur.ﬂﬂﬂmﬂtm:uﬂ
complementary outputs { and (). When CLK =1, the latch is fronparens, = D and ()
= I (Figure 1.30(c}), When CLK is switched to *0, the latch is spague. A feedback path
around the inverter pair is established (Figure 1.30{d)) to hold the current stre of
indefinitely. While the latch is opaque, the input D is ignored. The multiplexer can be
constructed from a pair of transmission gates, shown in Figure 1.30(b)

The D larch is also known as a level-senritios latch because the state of the output is
dependent on the level of the clock signal, as shewn in Figure 1.30(c). The latch shown is
a positive-level-sensitive latch, represented by the symbol in Figure 1,306f), By inverting
the control connections to the multiplexer, 2 negative-level-sensitive latch may be con-
structed.

By combining two level-sensitive larches, one positive-sensitive and one negative-
sensitive, we construct an adge-#rigpered flip-flop as shown in Figure 1.31(a-b). By conven-
tion, the first larch stage is called the misster and the second is called the slrve.

While Miiﬂhmﬂnwhﬂmﬂ&uhmhmw{m Folbows the
D input while the slave positive-level-sensitive latch holds the previous value (Figure
1.31(e)). When the clock transitions from O to 1, :h:mh:ﬂnmwmnpln the
input and holds the D value ar the rfime of the clock transition. The slave latch opens,
passing the stored master valse (M) mﬂ&:uutputul:':htahwhmhfﬂ} The D input is
blocked from affecting the output because the master is disconnected from the D input
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AT chos positive-bevel-sensitive D fatch

{Figure 1.31(d}). When the clock transitions from 1 w0 0, the slave lotch holds i value
and the master starts sampling the input again.

In summary, this fip-fAop copies D 1o Q on the rising edge of the clock, as shovwn in
Figure 1.31{e). Thus this device is called a pesitive-edge eriggered flip-flop (also called a D
Sip=flap, I register, or master-slzoe fip-flep). Figure 1L31(F) shows the circuit symbol for
the Hip-Aop. By reversing the latch polarities, a negative edge trggrered flip-flop may be
constructed. A collection of two or more D flip-flops sharing a common clock input is
called a regirer, A register is often drawn as a flip-flop with mulei-kit D and () busses.

In Section 7.2.3 we will gee that flip-Aops may experience hold-time fallures if the
system has too much abck sbee 12, i one fip-fop trgpers carly and another tapgers Late
because of variations in clock arrival times. In industrial designs, a grear deal of effort is
devated to timing simulations to catch hold-time problems, When design time is more
important (eg., in academic class projects), hold time problems can be avoided altogecher
by distriburing a two-phase nonoverlapping clock. Fijure 1.32 shows the flip-fop clocked
with two nonoverlapping phases. As long as the phases do not overlap even with worst-
case shews, at least one latch will be opaque at any given time and hold-time problems will
TEVED GOCUT.
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NER 005 positive-edge-trigpered D fkp-flap

It is aften useful to provide reset and/or enable signals to fip-fops and latches. Such
modifications are straightforward and are discussed in Section 7.3,
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1.5 CMOS Fabrication and Layout

Mow that we can design logic gates and latches from transistors, let us consider how the
transistors are built. Transistors are fabricated on thin silicon wafers that serve as both 2
mechanical support and an electrical common point called the rdbrrare, We can under-
stand the physical layour of transistors from two perspectives. One is the top view,
obiained by Iooking down on o waler. The other b the cross-section, obtained by shicing
the wafer through the middle of a transistor and looking at it edgewise. We begin by book-
ing at the cross-section of a complete CMOS inverter, We then look at the top view of the
same inverter and define a set of masks used to manufacture the different parts of the
inverter. The size of the transistors and wires is set by the mask dimensions and is lmited
by the resolution of the manufacturing process. Continual advancements in this resolution
have fueled the exponential growth of the semiconductor industry,

EEMN |nverter Cross-section

Flgurelﬂﬂﬂm:mucmnnﬁhtmrﬁmuﬂ:cﬂun 1.4.1. In this diagram, the
inverter is built on a p-type substrate. The pMOS5 transistor requires an n-type body
region, so an n-well is diffused into the substrate in its vicinity. Note that it is also possible
to design & CMOS process with an n-type substrate and p-wells to contain the nMOS
transistors. As deseribed in Section 1.3, the nMOS transistor has n-type source and drain
regions and a polysilicon gate over a thin layer of silicon dioxide (5i0,, also called gare
awide). The pMO3S transistor is a similar structure with p-type sounce and drin regions,
The polysilicon gates of the rwe transistors are tied together somewhere off the page and
form the input A. The source of the aMOS transistor 1s connected to a metal ground line
and the source of the pMOS transistor is connected to a metal Fpp, line, The drains of the
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n+ diffusion
i difusion

RN iriveoier cooss secsion

rwo transistors are connected with metal to form the output ¥, A thicker layer of S0,
called field sxide prevents metal from shorting to other layers except where contacts are
explicitly etched.

The substrate must be tied to a low potential 1o avoid forwand-biasing the p-n junc-
ticn between the p-type substrate and the a+ aMOS source or drain, Likewise, the n-well
st be tied to 2 high potential. This is generally done by adding heavily doped substrare
and well contacts, or faps, to connect GND and Py, to the substrate and n-well, resper-
tively, a5 shown in Figure 1.34 and the inside front cover. The heavy doping is required to
establish o good shmis continer that provides low resistance for bidirectional eurrent flow; a
mctal to lightly doped sermiconductor junction fiorms a Scharrky aiode,

(FG 134 'rh-ur:." ey cross-section with well and substrate contacts. Color version on lnside
ront cover

EEE] Fabrication Process

For all their complexity, chips are amazingly inexpensive because all the transistors and
wires can be printed in nmuch the same way as books. The fabrication sequence consists of a
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series of steps in which layers of the chip ane defined through a process called plesofichopra-
o Because many entire chips are printed at once, the cost of the chip is proportional o
the chip area, rather than the aumber of rransistors. As manufsctusing sdvances allow engi-
neers to build smaller rransistors and place more transistors in the same area, cach transistor
ets cheaper. Smaller transistors are also faster because electrons don’t have o trave] as far
1o get from the source to the drain! This explains the remarkable trend for computers and
electronics to become both cheaper and more capable with each generation.

The inverter could be defined by a hypothetical set of six masks: n-well, polysilicon,
n+ diffusion, ps diffusion, contacts, and metal (for fabrication reasons discussed in Chap-
ter 3, the actual mask set is usually different). Masks specify where the components will be
manufactured on the chip, Figure 1.35(a) shows a top view of the six masks. (See also the
insde fromt cover for a color pacture.) The oross-section of the imerter from Figure 134
was taken along the dashed lne.

Consider a very simple fabrication process to illustrate the fundamental ideas. The
process begins with the creation of an n-well on a bare p-type silicon wafer. Figure 1.34
shows cross-scctions of the wafer after each processing step involved in forming the
n=well; Figure 1.36{z) illustrates the bare substrate before processing. Forming the n-well
requires adding enough Group V dopants into the silicon substrate o change the substrate
from p-type to n-type in the region of the well. To define what regions recetve n-wells, we
grow & protective layer of oxide over the entive wafer, then semove it where we want the
wells. We then add the n-type dopants; the dopants are blocked by the oxide, but enter the
substrate and form the wells where there is no cxide. The next paragraph describes these
steps in mvore detail.

The wafer is first oxidlized in a high-temperature (typically 900°-1200°C) firnace that
causes the 5i and O o react and become 5:0); on the wafer surface (Figure 1.36(b)). The
axide must be patterned to define the n-well. An organic photaresist® that saftens where
exposed to light is spun onto the wafer (Figure 1.36{c}). The photoresist is exposed
through the n-well mask (Figune 1.35(b}) that allows light 1o pass through only where the
well shauld be. The saffened photoresiet i removed to expose the onde (Frgure 1.3604)).
The axide i etched with hydrofluoric acid (HF) where it is not protected by the photore-
sist (Figure 1.36{c]), then the remaining photosesist is stripped away using o mixoure of
acids called pinrnba arch (Figure 1.36(f)). The well is formed where the substrate is not
covered with oxide, Two ways to add dopants are diffusion and 1on implantation. In the
diffiusion proces, the wafer is placed in a furnace with 2 ges containing the dopants. When
heated, dopant atoms diffuse into the substrate. Notice how the well is larger than the hole
in the oxide on account of lferaf diffusion (Figare 1.36{g)). With jor implantetion, dopant
1ons are sccelerated through an electric field and blasted into the substrate. In either
methad, the axide layer prevents dopant atoms from entering the substrate where no well
is intended. Finally, the remaining oxide is stripped with HF 1o leave the bare wafer with

wells in the appropriate places.

e ngineers buve scperinseneed with mnany aepanic polymers, Bramford and Waller repocred in 1938 thar
Jello™ could be used for masking. They did extensive testing, observing that "varsonis fellos™ were ovala-
ateel with lemen giving the best resule.”
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The transistor gates are formed next. These consist of polyerystalline silicon, generally
called polysilicon, over a thin layer of axide. The thin axide is grown in a famace. Then the
wafer is placed in o reactor with silane gas (SiH,) and heated again to grow the polysilicon
layer through a process called chemeical vapar deperition. The palysilicon is heavily doped to
form a reasonably good conductor. The resulting cross-section is shown in Figure 1.37(3).
As before, the wafer is patterned with photoresist and the polysilicon mask (Figure
1.35(c)), leaving the polysilicon gaves {Figure 1.37(k)).

The n+ regions are diffused 1o create the transistor active area and the well contact. As
with the well, a protective layer of axide is formed (Figure 1.37{c]) and patterned with the
n-diffusion mask (Figure 1.35{d}) to expose the areas where the dopants are needed (Fig-
ure 1.37{d)). Although the n+ regions are typically formed with ion implantation (Figure
1.37{e)), they were historically diffissed and thus still are often called n-diffasion. Notice
that the polysilicon gate over the aMOS transistor blocks the diffusion so the source and
dirain are separated by o channel under the gate. This is called a self~afigmed process becanse
the source and drain of the transistor are sutomatically formed adjacent to the gate with-
out the need to precisely align the masks. Finally, the protective oxide is stripped (Figure
L3T(EN.

The process is repeated for the p-diffusion mask (Figure 1.35(e)) to give the structure
of Figure 1.38(a). Onxide is used for masking in the same way, and this is not shown, The
field oxide is grown to insulate the wafer from metal and patterned with the contuct mask
{Figure 1.35(F1) to leave contact cuts where metal should attach to diffusion or polysilicon
(Figure 1.38(b}). Finally, aluminum is sputtered over the entire waler, filling the contact
cuts as well. Sputtering fnvolves blasting aluminum into & vapor that evenly coats the
wafer, The metal i patterned with the metal mask (Figure 1.35(g)) and plasma etched 1o
remove metal everywhere except where wires should remain (Figure 1.38{c)). This com-
pletes the simple fabrication process

Maodern fabrication sequences are somewhat more elabarate because they must create
complex doping profiles around the channel of the transistor and print features that are
smaller than the wavelength of the light being used in lithography. However, masks for
these elaborations can be automatically generated from the simple set of masks we have
just examined. Modern processes may also have five ar more layers of metal, so the metal
and contact steps must be repeated for each layer. Chip manafactuning has become a com-
madiry, and many different vendors will build designs from a basic set of masks.

EEE] Layout Design Rules

Layout design rules describe how small features can be and how closely they can be packed
in a particular manufacruring process. Industrial design rules are usually specified in
microns. This makes migrating from one process to 8 more advanced process difficulr
because not all rules scale in the same way. Mead and Conway [MeadB0] popularized
lambda-based design rules based on a single parameter, A, which characterizes the resolu-
tion of the process. A is generally half of the minimum drawn transistor channel length.
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2]

L] Cross-sections while manufacturing p-diffusion. contacts, and metal

This length is the distance between the source and drain of  transistor and is set by the
minimum width of a pelysilicon wire, This dimension i typically specified in microns for
dimensions above 0.18 wm = 180 nm and in nanometers below. For exsmple, a 130 am
process has 3 minimum polysilican width (and hence transistor length) of 0.18 microns
and uses design rules with h = 0.09 pm®. Lambda-based rules are necessarily conservative
because they round dimensions up to an integer multiple of k. Howeves, they make scal-
ing layout teivial; the same layout can be moved to o new process simply by specifying
new valise of . This chapeer will present design rules in tesms of A. The potential density
advantage of micron rules is sacrificed for simplicity and casy scalability of imbsta rules.
Designers often describe o process by its fearwre size. Feature dize refers 1o minimum tran-
ststor length, 2o X is half the feature size.

The MOSIS service [Pifial)2] is a low-cost protofyping service that collects designs
from academic, commercial, and government customers and aggregates them onto one
mask set to share overhead costs and generate production volumes sufficient 1o interest
fabrication companies. MOSIS has developed a set of scalable lambeda-based design rules

%Mnmmmhuﬂrma-ﬂ.mmth-ﬂﬁﬁhmhm:&m
mauks, This keeps 180 nm gase kengthe but makes sll other feanares slightly langee.
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that cover a wide range of manufacturing processes. The rules have become slightly more
conservative for more advanced submicron processes, but are fundamentally very similar to
those proposed by Mead and Conway in 1980 for a 6-micron process. The rules describe
the minimum width to avoid breaks in a line, minimum spacing 1o avoid shorts berween
lhm.mdnﬁnimmmﬂhpmemmhmmmphdymhp_

A conservative but casy-to-use set of design rules for layouts with pwo metal layers in
an n-well process is o follows.

*® Metal and diffusion have minimum width and spacing of 4 h.

* Contactsare 2 A X 2 A and must be surrounded by 1 A on the layers above and
below.

* Polysilicon uses a width of 2 A,

* Polysilicon overlaps diffusion by 2 A where  transistor is desired and has a spacing
of 1 & away where no transistor is desined,

* Polysilicon and contacts have a spacing of 3 h from other polysilicon or contacts,

* N-well surrounds pMOS transistors by 6 A and avoids nMOS transistors by 6 A.

Figure 1.39 shows the basic MOSIS design rules for a process with rwo meeal layers.
Section 3.3 elaborates on these rules and compares them with more aggressive industrial
i ks

Transister dimensions are often specified by their Width/Lengeh (W/L) ratia. For
example, the nMOS transistor in Figure 1.39 formed where polysilicon crosses n-diffission
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EER inverter standard cell layouat

has a WYL of 4/2. In a 0.6 pum process, this corresponds o an
actual width of 1.2 pum and a length of 0.6 puem. Such a minimum-
width contacted transistor is often called a unit trangistor.* pMOS
transistors are often wider than nMOS transistors because holes
move more slowly than electrons so the transistor has to be wider
to deliver the same current. Figure 1.40(a) shows g unit inverter
luyout with a unit nMOS ransistor and a double-sized pMOS
transistor. Figure 1.40(b} shows a schematic for the inverter anno-
tated with Width/Length for each transistor. Figume 1.40(c) shows
a shorthand we will often use, specifying multiples of unit width

Gate Layout
A good deal of ingenuity can be exercised and a vast amount of
time wasted exploring layout topologhes to minimize the size of 2
gate ar other eelf such is an adder or memory element. For many
applications, o straightiorward layout is good enough and can be
automatically generated or rapidly built by hand. This section
presents a simple kayout style based on a “line of diffusion” rule
that is commuonly used for standard cells in sutomated lsyout sys-
tems. This style consists of four hortzontal strips: metal ground at
the bottom of the eell, n-diffsion, p-diffusion, and metal
at the top, The power and ground lines are often called mppdy
railr. Polysilicon lines run vertically to form transistor gates.
Meral wires within the cell connect the transistors appropriately.
Figure 1.41{a) shows such a hayout for an inverer. The input
A can be connected from the top, bottom, or left in polysilicon.
The outpat ¥ is available ar the right side of the cell in mezal.
Recall that the p-substrate and n-well must be tied to groand and
power, respectively, Figure 1.41(h) shows the same inverter with
well and substrate taps placed under the power and ground rails,
respectively. Figure 1.42 shows a 3-input NAND gate. Notice
how the nMOS transistors are connected in series while the
pMOS transistors are connected in parallel. Power and ground
extend 2 h on each side so if two gates were abutred the contents
would be separated by 4 A, satisfying design rules. The height of
the cell is 36 A, ar 40  if the 4 A space between the cell and
another wire above it is counted. All these examples use transis-
tors of width 4 . Choice of rransistor width is addressed further
in Chapter 4.

#24eh wmall rramsnines hmu&mwmuaﬁmbﬁnﬂ@mﬂrmm chieir widér counterparts.
Morecwer, the transissor will not eperate if cither coneact is damaged, Induserial Sesignens often tise o tran-
sisbor wide ercigh. for pan contacts (% ) & the usin wansiator o avoid thess probloms,
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These cells were designed such that the gare connections are made
from the top or bottom in pelysilicon. In contemporary standard cells,
polysilicon is generally not used as a routing kaver so the cell must allow
metal2 to metall and metall to polysilicon contacts to each gare, While
this increases the size of the cell, it allows free access to all rerminals on
metal routing lavers,

EEE Stick Diagrams

As layout is time-consuming, it is important to have fast ways to plan lay-
out and estimare area before committing o a full ayout, Stick diagram: are
casy to draw because they do ot need to be drawn to scale. Figure 1.43
and the inside front cover show stick diagrams for an inverter and a 3-input
NAND gate, While this book uses stipple patterns, layout designers use
colored pencils or dry-crase markers.

With practice it is easy to estimate the ares of 2 layout from the corre-
sponding stick diagram even though the diagram is noe to scale, Although
schematics focus on transissors, layout area is usually determined by the
metal wires, Transistors are merely small widgets that fir under the wires.
We define o rewfrmg frack a8 enough space to place o wire and the required
spacing to the next wire. If our wires have o width of 4 X and a spacing of 4

Vi =

3-input MAND standard cell
gate layouts

A to the next wire, the track pifch is 8 A, a5 shown in Figure 1.44(a). This pitch also leaves
roam for a transistor o be placed between the wires (Figure 1.44(b)). Therefore, as a rule
of thumb, it i reasonable to estimare the height and width of a cell by counting the num-
ber of metal tracks and multiplying by 8 A. A slight complication is the required spacing of
12 A berween nMOS and pMOS transistors set by the well, 25 shown in Figure 1.45(a).
This space can be ocoupied by an additional track of wire, shown in Figure 1.45(b),
Thercfore, an extra track must be allocated beoween nMOS and pMOS transistors regard-
less of whether wire s actually used in that track. Figure 1.46 shows how to count tracks to
estimate the size of a 3-input NAND. There are four vertical wire tracks, mulriplied by 8
A per track to give a cell width of 32 A. There are five horizontal tracks, giving o cell height

{a)

Cortact
577 Matai
P pdilf
Em e
ESE5Y Pobysitcon

[FIG 1.43 é‘l-fu'.l'..dila:l‘n-ml af inverier and 3inpaf MAND gaie. Coles vussion on inside front

CCAET.
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[EEREH spacing between AMOS and _
pl'-'lnigmnni.ﬂm N 3-input NAND gate ares estimation

of 40 A, Even though the horizontal tracks are not drawn to scale, they are still casy to
count. Figure 1,42 shows thar the actual NAND gare layout agrees in size if the 4 A spac-
ing berween the top of Fop and the next place a metal line could be placed is coanted. If
transistors are wider than 4 A, the extra width must be factored into the area estimate, Of
course, these estimates are oversimplifications of the complete design rules and a trial lay-
out should be performed for truly critical cells.
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Sketch a stick diagram for 1 CMOS gate computing ¥ = {4+ B+ ) » D (sce Figure
1.18) and estimate the cell width and height.

EEIIMENE Figure 1.47 shows a stick diagram. Counting horizontal and vertical
pitches gives an estimared cell size of 40 by 48 A,
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1.6 Design Partitioning

By this peint, you know that MOS transistors behave as volege-controlled switches, You
knaw how to build logic gates out of transistors. And you know how transistors are fabri-
cated and how to draw a layout that specifies how transistors should be placed and con-
nected together, You know enough to start building your own simple chips.

The greatest challenge in modern VL.51 design is not in designing the individual
eransistors but rather in managing system complexity. Modern System-On-Chip (S0C)
designs combine memories, processors, high speed 1/O interfaces, and dedicated applica-
tion-specific logic on a single chip. They use hundreds of millions (soon billiens) of tran-
sistors, The implementation must be divided among large teams of engineers and each
engineer must be highly productive. If the implementation is too rigidly partitioned, each
block can be optimized without regard to its neighbors, leading to poor system results.
Conversely, if every task is interdependent with every other task, design will progress too
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slowly. Design managers face the challenge of choosing a suitable tradeoff between these
extremes. There is no substitute for practical experience in making these choices, and tal-
ented engineers who have experience with multiple designs are very important to the suc-
cess of a harge project. The notion of structured design, which is also used in lasge saftware
peojects, will be introduced in Chapter B. Structured design uses the principles of hicrar-
chy, regularity, modularity, and locality to manage the complexity.

Digital VLSI design is often partitioned into five interselated tasks: archisecture
design, micrearchisecture design, Jogic design, direuit design, and physical design, Archivec-
ture describes the functions of the sysem. For example, the x86 microprocessor architec-
ture specifies the instruction set, register set, and memory madel. Microarchitecture
describes how the architecture is partitioned into registers and functional unirs. The
B384, #0486, Pentium, Pentium 11, Pentium I11, Pentium 4, Ceberon, Cyrix MIL AMD
K5, and Athlon are all microarchitectures offering different performance / transistor count
tradeaffs for the x86 architecture. Logic describes how funcrional units are constructed.
For example, various logic designs for a 32-bit adder in the x86 integer unit include ripple
earry, earry bookahead, and carry select. Circuir design describes how transastors are used
to implement the logic. For example, a carry lookahead adder can use static CMOS cir-
cuits, domino circuits, or pass transistors. The circdits can be tilored o emphasize high
performance or bow power. Physical design describes the layout of the chap,

These clements are inherently interdependent. For cxample, choboes of microarchitec-
ture and logic are strongly dependent on the number of transistors that can be placed on
the chip, which depends on the physical design and process rechnology. Similarly, innova-
tive circait design thar reduces a cache acoess from two cycles to one can influence which
microarchitecture is most degiruble. The choice of clock frequency depends on o complex
interplay of microarchitecture and logic, circuit design, and physical design. Deeper pipe-
lines allow higher frequencics but lesd to greater performance penalties when operations
early in the pipeline are dependent on those late in the pipeline. Many functions have var-
ious logic and circuit designs trading speed for area, power, and design effort. Custom
physical design allows more compact, faster circuits and lower manufacturing costs, but
involves an enormous labor cost, Automatic layout with CAD systems reduces the labor
and achieves faster times to market.

To deal with these interdependencies, microarchitecture, logic, circuit, and physical
design must oceur, at keast in part, in parallel. Microaschitects depend on circuit and plhiys-
ical design studies to understand the cost of proposed microarchitectural features. Engi-
neers are sometimes categorized as "short and fat” or "l and skinny.” Tall, skinay
engineers understand something about a broad range of topics, Shore, fat engineers under-
stand a large amount about a narrow field. Digital VLSI design favors the tall, skinny
engineer who can evaluate how choices in ane part of the system impact other parts of the
system,
A eritical tool for managing complex designs is Serarchy. A large system can be parti-
tioned into many sits, Each unit in turmn is composed of multiple functional docks’, These
blocks in tarn are buils from celfs, which ultimarely are constructed from transistors. The

35cxnc deakgaces el 10 both snits aod Fuscson] bloci s meviein.
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system can be more casily understood ar the top level by viewing units as black baxes with
well-defined interfaces and funcrions mther than looking at each individual transistor.
Hierarchy also facilitates design reuse; a block can be designed and verified once, then
used in many places. Logic, circwis, and physical views of the design should share the same
hierarchy for case of venification. A design hierarchy can be viewed a5 a tree structure with
the overall chip as the roor and the primitive cells as feafi.

An alternative way of viewing design partitioning is shown with the Y-chart in Figure
1.48 | GajskiB3, Kang03]. The radial lines on the Y-chart represent three distinet design
domains: behavioral, stractural, and physical. These domains can be used to describe the
design of almost any artifact and thue form a very general tazonomy for describing the
design process. Within each domain there are a number of levels of design abstraction thar
start at a very high level and descend evenmally to the individual elements that need to be
aggregated to yield the top level function (i.e., in the case of chip design and transistors).

The behavioral domain describes what a particular system does. For instance, at the
highest level we might state that we desire to build a chip that can generate audio tones of
specific frequencies (i.e., o touch-tone generator for a telephone), This behavior can be
secoessively refined to more precisely describe what needs to be done in order to build the
tone generator (i.e., the frequencies desired, output levels, distortion allowed, etc.),

At each abstraction level, & corresponding strucrural description can be deseribed. The
structiral dormain describes the interconnection of modules necessary to achicve a particu-
lar behavior. For instance, at the highest level, the touch-tone generator might consist of a
keyboard, a tane generator, an audio amplifier, 2 batrery, and » speaker, Eventually at lower
levels af abstraction, the individual gate and then transistor connections required to build
the tone genesator are described.

For each level of abstraction, the physical domain description explains how to physi-
cally construct that level of abstraction. Ar high levels this might consist of an engineering
drawing showing how to put together the keyboard, tone generator chip, bartery, and
speaker in the associated housing. At the top chip level, this might consist of a floarplan,
and ar lower levels, the actual geometry of individual transistors.

The design process can be viewed a3 making transformations from one domain 1o
anather while mainmining the equivalency of the domains. Behavioral descriptions are
transformed ro stractural descriptions, which in nem are ransformed to physical descrip-
tions. These transformations can be manual or automatic, In cither casc, it is normal
design practice to verify the transformation of one domain to the other by some checking
process. This ensures that the design intent is carried across the domain boundaries, Hier-
archically specifying each domain at successively detailed levels of abstraction allows us to
design very large systems.

The reasan for strictly describing the domains and levels of abstraction is 1o define a
precise design peocess in which the final function of the system can be traced all the way
back to the initial beluvioral description. There should be no opportunity to produce an
incorrect design. If anomalies arise, the design process is corrected so thar those anomalies
will not reoceur in the farure. A designer should acquire 1 rigid discipline with respect to
the design process, and be aware of each transformation and how and why it is failproof.
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Normally, these steps are fully automated in & modern design process, but it is important
to be aware of the basis for these steps in order 1o debug them if they go astray.

The Y diagram can be used to illustrate each domain and the transformations
between domains at varying levels of design abstraction. As the design process winds its
way from the outer to inner rings, it proceeds from higher to lower levels of abstraction
and hierarchy.

Most of the remainder of this chapter is a case study in the design of a simple micro-
processor to illustrate the various aspects of VLSI design applied to a nontrivial system.
We begin by describing the architecture and microarchitecture of the processar, We then
consider logic design and discuss hardware description languages. The processor is bailt
with static CMOS circuits, which have been examined in Section 1.4 already; transistor
level design and netlist formats are discussed. We continue exploring the physical design
of the processor including fAloorplanning and area estimation. Design verification is very
important and happens at cach level of the hierarchy for each element of the design.
Finally, the layout is coverted into masks so the chip can be manufactured, packaged, and
tested.

EERET v Diagrarn. Reproduced from [Kangdd] with permission of
The MoGraw-Hill Companies
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1.7 Example: A Simple MIPS Microprocessor

We consider an 8-hir subsct of the Patterson & Hennessy MIPS microprocessor archirec-
wure [Patterson0d] because it is widely studied and is relatively simple, while still being
large enough to illustrate hierarchical design. This section describes the architecture and
the multicycle microarchirecture we will be implementing. If you are not familiar with
compater architecture, you can regard the MIPS processor as a black box and skip o Sec-
tion 1.8,

A set of laberatory exercises are available online in which you can learn VLSI design
by building the microprocessar yourself using a free open-source CAD wol called Eferirie.

EERN MIPS Architecture
The MIP332 architecture is o simple 32-bit RISC architecture with relatively few idiosyn-
crasies. Our subset of the architecture uses 32-bit instruction encodings but only cight 8-
bt general-purpose registers named $0—§7. We also use an 8-bit program counter (PC).
Register §0 is hardwired to contain the nomber (. The instructions are ADD, SUB, AND, OR,
SLT, ADDT, BED, J, LB, and 58,

The function snd encoding of each instruction is given in Table 1.7. Each instruction
is encoded using one of three templates: R, 1, and ]. R-type instructions {reginter-based)
are used for arithmetic and specify two source registers and a destination register. I-type

Table 1.7 MIPE instruction set (subset supported)

Instruction Function op Tunct
add 51, 52, $3 |addition: §1 <= §2 + 53 R 000008 | 100000
sub $1, $2, $3 | subtraction: §1 <- $2 — $3 R 000000 | 100010
and $1, 52, 53 | hirwise and: 81 <- §2 and $3 R 000000 | 100100
or $1, 52, $3 | bitwise or; $1 <= §2 or 53 R 000000 | 100101
alt §L, 52. 53 | scrless than: §1 == 1 if 52 = 53 i1 Boa060 | 101010
81 <- 0 otherwise |
addi §1, $2, imm |add immediate: $1 - §2 + imm I 001000 | n/a
beq 51, 52, imm |branchifequl: pe <= pe + Lom® I 000100 | n/a
j destination | jump: PC <~ dostination® | J | 000010 nh
ib §1, imm($2) | load byte: 81 <- mem[52 + imm) 1 100000 | o'
sb 51, imm{5Z) store byre: mem{ 52 + lmm] <- 51 I 101000 n's

u Technically, MIPS scldreeses specify bytes. Insenacrions eequive a four-byte word and miait begin at addoesses that ere a
multiple of four. To nus effectiecly use instruction bats in che full 32-bir MIPS architeonse, beanch and fump comtants
are spocshied m wonds ard o be enultiphied by four (shifeed left two bits] to be cosverted o brre sddseses.
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instructions anc used when a 16-bit constant {also known as an immediofe) and two regis-
ters miust be specified. J-type instractions {fwmps) dedicate most of the instruction word to
a 26-bit jump destination. The formar of each encoding is defined in Figure 1,49, The six
maost significant bits of all formars arc the operation code (op). R-type instructions all
share op = 000000 and use six more funct bits 1o differentiate the functions.

Formai  Exsmple Encading
it 5 5 ] 5 -]
R add Sed, S, 5o o ta i -] 1] B
-] ] § b}
] b $ra. $i. bnen op m i) imm
& 20
Jd  joest - -] s

AR instruction encoding formats

We can write programs for the MIPS processor in amembly language, where each line
of the program contains one instruction such as Ao or Beg. However, the MIPS hard-
ware ultimately must read the program as a series of 32-bit numbers called machine lan-
geage. An anemibler sutomares the tedious process of translating from assembly kanguage
to machine language using the encodings defined in Table 1.7 and Figure 1.49. Writing
nontrivial programs in assernbly language is also tedious, so programmers ustally work in
1 bigh-lrvel lenguage such as C or FORTRAN. A compiler translates a program from high-
level language souree code into the appropriate machine language offect cade,

e | Example =
Figure 1.50 shows a simple C program that computes the mth Fibonacei number £
defined recursively for m> O as £ = 4 + i 4 = =1,/ = 1. Translate the program
into MIPS assembly language and machine language.

EXTIITEEE Figure 1.51 gives a commented assembly language program. Figure 1.52
wranglates the assembly language 10 machine langiage.
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int f£ib|woid)

{
int n = #; /* compute nth Fibonaccl numbar =/
int f1 = 1, £ = -1; /* last two Fibonacci mmbers =/

while (8 1= 0) | f* count down tom = 0 =f
£1 = F1 .+ £2;
£2 = f1 = £33
o= =13

}

roturn £1;

}
mm'lﬂnC:nﬁ:ﬁrﬁﬁﬂuﬁﬂp&QHHu

f Eib.asm

i Register usage: $3r nm Sd4: f1 5%5: £2
# return valoe vritten to address 25%

rapeat until done
gtore result in addresa 255

1 loop
end: =sh 54, ZS55[50)

fiby addi 53, &0, B f initialfize n=8
addi 54, 50, 1 f inicfalize [1 = ]
mcddi 35, 50, =1 P indtinlize f2 = =]
loop: beq 53, $0, end ! Done with loop if n = 0
add 54, 54, 55 £l = F1 = E2
sub $5, £4, 55 b £2 = £1 - £
addi 33, §3, =1 fn=n-=1
L]
L]

Assembly langunge code for Fibonaco ProsErarm

Hoaxadecimal
Instruction Binary Emcoding Encoding
addl %3,:50, B aoloog ooo0oD 00011 00000000001 000 20030008
addi 54, 80, 1 Q01000 00000 Q0LO0 Aoeo0000006000001 20040001
addi $5, $0, =1 a01l080 ooooo 00101 11E111101X111131 2005ELEF
beg 53, 50, end 000100 00011 00000  OOOOO00000D00LO01 10600005
add B4, £4, 55 QOO000 CGOLO0 00LOL GOI00 0000 100000 oOBS2020
Eib 83, &4, 55 00000 GO100 Q0101 DOL1O01 QO0O0O0 100010 ife R i
addi $3, %3, -1 poiono GO011 00011 TIER1LIRD1LE01101] J06ILLEE
1 loop pOog0Ld. 0000D0000000A000000000000011 QEOODOO0I
mb 54, 255(80) 110000 00000 00100 aopo000e11E1111] nl0400E£

(IS 1.52] Hill:hi-l'l"." Iinw.lu-,'ge code for Fibonned p.r-E-grli!'h
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EEEl Multicycle MIPS Microarchitecture

We will implement the multicycle MIPS microarchitecture given in Chapter 5 of
[Pattersondd] modified to process B-bit data. The microarchitecture is illustrated in Figure
1.53, The rectangles represent registers or memory. The rounded rectangles represent mul-
tiplexers. The ovals represent control logic. Light lines indicate individual signals while
heavy lines indicate busses. The control logic and signals are highlighted in blue while the
datapath is shown in black, Control signals generally drive multiplexer select signals and
register enables to tell the datapath how 1o execute an instruction.

Instruction execution generally flows from left to right. The program counter (PC)
specifies the address of the instruction. The instruetion is loaded one byte at a time over
four cycles from an off-chip memory into the 32-bit instruction register (IR). The op ficld
{bits 31:26 of the instruction) is sent to the controller, which sequences the datapath
through the correct operations to execute the instruction. For examyple, in an ADD instruc-
tion, the two source registers are read from the register file into remporary registers a and
b. On the next cycle, the alucontrol unit commands the Arithmetic/Logic Unit (ALLY) 1o
add the inputs. The result s captured in the aloout register. On the third cycle, the result
is written back to the appropriate destination regster in the register file.

The controller is a finite state machine that generates multiplexer select signals and
register enables to sequence the datapath. A state transition diagram for the FoM s
shown in Figure 1.54. As discussed, the first four states fetch the instruction from mem-
ory. The FSM then is dispatched based on op to execute the particular instruction. The
FSM states for ADDT are missing and left as an exercise for the reader.

Observe that the controller produces a 2-bit aluop output. The alucontrol unit uses
combinational logic to compute a 3-bit alucontrol signal from the aluop and funct
fields, as specified in Table 1.8. alucontrol drives multiplexess in the ALU to select the

appropriate computation,

Table 1.8 ALUConiral determination

al ' x 110 SUB

10 | 100000 010 ADD
10 100010 110 SUB

10 100100 000 AND
10 . 1o0101 001 oR

10 101010 111 SLT

11 ' x x undchned
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Multicycle MIPS control FSM. Reprinted from [Pattersendd] with perrnisston fram Elsevier.
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L R o

Referring to Figure 1.53 and Figure 1.54, explain how the MIPS processor fetches
and executes the SUB instruction,

ERINGERE The first step is to ferch the 32-bit instruction. This takes four cyches
because the instruction must come over an B-bit memory interface, On each cycle,
we want to fetch a byte from the address in memory specified by the program
counter, then increment the program counter by one to point to the next byte.

The fetch is performed by states 0-3 of the FSM in Figure 1.54. Let us start
with state 0. The program counter (PC) contmins the address of the first byte of the
instruction. The controller must select iord = 0 po that the multiplexer sends this
address to the memory. memread must also be asserted so the memory reads the
byte anto the mandata bus. Finally, irwrite3 should be asserted to enable writing
memdata into the most significant byte of the instruction register (IR},

Meanwhile, we need o increment the program counter, We can do this with
the ALLI by specifying PC a5 one inpur, ‘1" as the other inpat. and ABD as the oper-
ation, To select PC as the first input, alusrca = 0, To select *1” as the other input,
alusreb = 01. To perform an addition, aluop = 00, according to Table 1.8, To
write this result back into the program counter at the end of the cycle, poacurecs =
00 and peen = 1 (done by setting powritocond = 1).

All of these control signals are indicated in state 0 of Figure 1.54. The other
register enables are nssumed to be O if nor explicitly asserted and the ather multi-
plexer selects are don't cares. The next three states are identical except that they
write bytes 2, 1, and 0 of the IR, respectively.

The next step is to read the source registers, done in stare 4, The two source
registers are specified in bits 25:21 and 20:16 of the IR. The register file reads these
registers and puts the values into the A and B registers. No control signals are neces-
sary for SUB (although state 4 performs a branch address computation in cuse the
Emsnction is BEQ).

The next step is to perform the subtraction. Bused on the op field (TR bits
31:26), the FSM jumps 1o state 9 because SUB is an R-type instruction. The two
soutce registers are selected as Input to the ALLT by sctring alusrca = 1 and
alusrch = 00. Choosing aluop = 10 directs the ALU Control decoder to select the
alucontrol signal as 110, subtraction. Other R-type instructions are executed
dentically except that the decoder recerves a different funet code (IR bits 5:0) and
thus generates o different alucontrol signal, The result is placed in the ALUOur

Finally, thee result must be written back to the register file in state 10, The data
comes from the ALUOur register 3o memtoreg = 0, The destination register is
specified in bits 15:11 of the instruction so regdsat = 1. regwrite must be asserted
to perform the write. Then the control FSM returns to state 0 to fetch the next
mstruction.
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1.8 Logic Design

We begin the logic design by defining the top-level chip interface and block diagram. We
then hierarchically decompose the units until we reach leaf cells. We specify the logic with
1 Hardware Description Language (HDL), which provides a higher level of abstraction
than schematics or layout,

EEXN Top-level interface

The top-level inputs and ourputs are listed in Table 1.9, This example uses a two-phase
chocking system to gvoid hold-time problems. Reset initializes the PC o 0 and the con-
trol FSM o the start state. The remainder of the signals are used for an asynchronous 8-
bit memory interface (assuming the memory is located off chip). The processor sends an
8-hit address adr and cither asserts memread or menwrite. On a read gyele, the memaory
returng a value on the mesdata lines while on a write cyele, the memoery sccepts input
from writedata. In many systems, mendats and weitedata can be combined onto o
single bidirectional bus, but for this example we preserve the interface of Figure 1.53.
Figure 1.55 shows a very simple computer system built from the MIPS processos, external
memaory, netet switch, and clock generator

Table 1.9 'i'l_':F:--ll_".'r.'-I ir1;|||r'ii and outputs
inputs Outputs

phl adr|7:0)

phl writadata] Talk]

resst

memread
memdata[7:0] mismr it

maEsed -
1 Pyt ]
sl | ol — phi m—* |
- genamine e phy  MIPS ok B .
procERasT =
Te¥ ot wiiadela L [
i mamdats p—Pt—

MIPS compater systam
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EEX] Biock Diagram

The chip is partitioned into three top-level units: the controller, alucontrol, and datapath,
as shown in the block diagram in Figure 1,56, The contreller comprises the contrel FSM
and the two gates used to compute peen. The alucontrol consists of combinational logic
to drive the ALU. The datapath contains the remainder of the chip, organized as eight
identical Fitsflices. This partitioning is influenced by the intended physical design. The
darapath contains most of the transistors and is very regular in structure. We can achieve
high density with mederate design effort by handerafting a single birslice of the datapath,
then replicating that birslice eight times. The controller has much less structure, It is
tedious to translate an FSM into gates by hand, and in a new design, the controller is the
mast likely portion to have bugs and Lst-minute changes. Therefore, we will specify the
controller more abstractly with a hardware description language and sutomatically gener-
ate it using synthesis and place 8¢ route toals,

=ttt
& |
controlter —
—-l-__ — alucontrol
+ .
30 = _i_ ! AS——
gi Egg-g%ig -§§| g g
2| |1%[8] k=] |
el - 1112717711 IQT
v [
e >
a4 detapath
witipedalalT 0]
it b,
Ty

Top-level MIFS block dlagram

EEE] Hierarchy

The best way to design complex systems is to decompose them into simpler pieces. Figure
1.57 shows the design hicrasehy for the MIPS processor. The controller and alucontrol are
built from a library of standard cells such as NANDs, MORs, and latches. The datapath is

Locic pesich  |[ELTEEEN
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composed of eight bitslices and a =ipper that ties the datapath

ﬁmﬁ_ﬁﬁ toether by driving control signals and register enables to the

contolier  alucontrel  datapath various bits. The bitslice in turn is composed of the ALL, reg-

| A — ister file ramalice, Aip-Aops, and gates. Some of these gates are

unh'ﬁ/ itslice zippar reused in multiple places. The pieces composing the zipper
|

and ramslice are keft out for brewvity:

The design hicrarchy does not necessarily have to be
invdx flop ramsice  identical in the logic, circuit, and physical designs. For exam-
ple, in the logic view, 2 memory may be best treated as a black

hlladdar o andd muxd box, while in the ¢ircuit implementation, it may have a
e | Y decoder, cell array, column multiplexers, and so forth. Differ-
noed ivenand2? el ent hieraschies complicate verification, however, because they
| must be fattened until the point that they agree. As a matter of
i practice, it is best to make logie, cireuir, and physical design
hierarchies agree as far as possible.
G hirrs design hierarchy

EEEY Hardware Description Languages

Deesigners need rapid feedback on whether a logic design is
reasonable. Translating a beck diagram and Anite state machine state transition di
into circuit schematics is time-consuming and prone to error; before going through this
entire process it is wise 1o know if the top-level design has mujor bugs that will require
complete redesign. HDLs provide a way to specify the design at a higher level of abstrac-
tion to raise designer productivity. They were originally intended for documentation and
simulation, but are now used to synthesize gates directly from the HDL.

The two most popular HDLs are Ferifag and FHDL, Verilog was developed by
Advanced Integrated Design Systems (larer renamed Gateway Design Automation) in
1984 and became u o fiecto industry open standard by 1991, YHDL, which stands for
VHSIC Hardware Description Language, where VHSIC in tarn was a Department of
Diefense project on Very High Speed Invegrated Circuits, was developed by committee
under government sponsorship. As one might expect from their pedigrees, Verilog is less
verboge and clower :.'_|.'|1|:.|:|;.1:n'l'.:. while VHIIL. FUPPOTES SO abstractions useful for Ll-l‘g:
team projects. Many Silicon Valley companies use Verilog while defense and telecommu-
nications companies often use VHDL, Neither language offers a compelling advantage
awer the other so the industry is saddled with supparting both. Appendices A and B offer
berief tutorials on Verilog and VHDL. Examples in this book are given in Verilog for the
sake of brevity.

When coding in an HIDL, it is important to remember that you ase specifying hard-
ware that executes in parallel mther than software that executes sequentially. There are two
general coding styles. Srructural HDL specifies how a cell is composed of other cells or
primitive gates and transistors. Bebweioral HDL specifics what a cell does.

A logic simulaior simubates bath behavioral and structural HDL, A dogic ryrnithesis tool
maps behavioral HDL code onto a fibrery of gates called wtandord cells to minimize area
while mecting some timing constraints, Only a subset of HDL constructs are synthesiz-
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able; this subset is emphasized in the appendices. For example, file 1/0 commands used in
testbenches are obviously not synthesizable. Logic synthesis generally produces cincuirs
thar are neither as dense nor as fast a8 those handerafted by a skilled designer. Neverthe-
less, integrated circult processes are now 50 advanced that synthesized circuits are
enoagh for the grear majority of spplication-specific integrated circults (ASICs) buil:
to<kay. Layour may be automatically generated using place & romse tools.

Verilog and VHDL models for the MIPS processor are listed in Appendix A.10 and
B.7. In Verilog, each cell is called a moalule, The inputs and outputs are declared much as
in 2 C program and bir widths are given for busses. Internal signals must also be declared
in a way analogous to local variables. The processor is deseribed hierarchically using struc-
tural Verilog at the upper levels and behavioral Verilog for the leaf cells. For example, the
controller module shows how a finire state machine is specified in behavioral Verilog and
the alocontrel module shows haw complex combinational logic s specified. The datapath
is specified structurally, containing bitslices, which in mam contain an ALU, which in turm
contains a full adder.

The full adder could be expressed structurally as o sum and a carry subcircuie. In turn,
the sum and carry subcircuins could be expressed behaviorally, The full adder black is
show in Figure 1.58 while the camry subcircuit is explored further in Section 1.9

moduls fulladder{inpnt a, b, o;
output 8, cout);

circuim cesich  [EETTEGN

swum slfa, b, o, B);
carry olfa, b, o, ooat)s

a &
andmodule _é_
Cons £ .
[ ]

module carry (impuk a, b, o;
output caout)

assign cout = (a&b} | (ekc) | (BEc):
endmodule [FIG 1.56 TR

1.9 Circuit Design

A particular logic function can be implemented in many ways. Should the function be
buile with ANDx, ORs, NANDs, or NORs? What should the fan-in and fan-out of each
gate be? How wide should the transistors be on cach gate? These and other choices imfiu-
(= I!'I:!-!Hﬂl:l., power, and area of the system and are in the domain of Greuit design.

As mennioned earfier, in many design methodalogies, logic synthesis tools automari-
cally make thess choices, searching through the standard cells for the best implementa-
tign. For many :pp'ﬁ:i.'!i.uru-., u'_\rqr]'::.-li: 1% En-n-;l :nnu.gh. When a Eyitem kas critical
requirements of high speed or low pewer or will be manufsctured in large enough volume

nbe
4
CmTy
dlmiir
|
oaul ]
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to justify extra engineering to reduce die area, custom circuit design becomes important
for eritical portions of the chip.

Circuit designers often draw schematics ar the transistor and/or gate level. For exam-
ple, Figure 1.59 shows two alternative circuit designs for the carry cirouit in a full adder.
The gate-level design in Figure 1.5%a) requires 26 transistors and four stages of gare
delays (recall that ANDs and ORs are buile from NANDs and NORs followed by inverr-
ers), The transistor-level design in Figure 1.59(b) requires only 12 transistors and two
stages of gate delays, illustrating the benefits of optimizing circuit designs to ke advan-
tage of CMOS rechnology.

g1

;

A A@D
~

{a]
] corry subesreuit

Thess schematics are then setfiifed for dmulation and verification. One commaen

metlist formar s structural HDL. The gate-level design can be netlisted as shown below.

module carcy{inpat a, b, o,
output cout)

wira x, ¥, I}

and gliz, a, b}

and gi(yy a; c}f

and gi{z; b; o)}

o glicout, %, ¥, Z)s
andscdule

This is a rechnology-independent stractural description, because generic gates have
been used and the actual gate implementations have not been specified. The mransistor-
level netlzat is shown beliow.

module carcy(input &, b, o,
output cout)



endmodule

1.9 circuir cesich B

wies 11, 12, 13, id4, eng

tranifl nl(il, 0, a);
tranifl ni(il, 0, b);
tranifl nd(cn, L1, &)i
tranifl nd{iZ, 0, b);
tranifl nS{en, i2, aj};
trandf0 pl{i3, 1, aj;
tranif p2{i3, 1, B);
tranifo pi(en, 13, o)
tranif0 p4(id, 1, b);
tranif0 pSicm, 14, aj;
tranifl n&{cout; O, en);
tranifd pé{cout, 1, enj;

Transistors are expressed as

Transistor-type name(drain, source, gate);

tranifl corresponds to nMOS transistors that turn ON when the gate is ‘1" while
tranifo comesponds to pMOS transistors thar narn ON when the gate is 0.

Wirh the deseription generated 2o far, we still do not have the information required 1o
determine the speed of the gave. We need to specify the size of the transistors and the stray
capacitance. Becavse the Verilog language was designed as a switch-level and gate-level
language, it is poorly suited to structural descriprions at this level of demil. Hence we turn
to another commen structural language used by the circuit simulator SPICE. The specifi-
cation of the transistor-level carry subcirenit at the circuit level might be represented as
shown below.

LSUBCKT CARRY A B C COUT VDD GHD

HH1
M2l
MM
M4
HHS
HP1
HP2
HP3
Hi4
HPS
HHE
HPG

11 &
Il 8
CH C
2 B
CH A
A
B
£
b
A

GHO GHD HHOS Well) L=0.180 AD=0.3F AS=0.5P
GHD GHD HHOS Welll Le=0.180 AD=D.3F ASw=(, 5P
Ll GHD WHOS WelU L=0.180 AD=0.5pF AS=0.5F
GHO GHO HHOS Well L=0.130 AD=0.15F AS=0.5P
IZ2 GHD HMOS W=l Led.,180 AD=(.5F AS=0.15P
VDD VDD PMOS W=20 L=0.180 Af=0.6F AS=] P
VDD VDD PHDS We2U L=0.180 AD=D.6P AS=1Pp
I3 VoD PMOS We2U L=0.180 AD=1F AS=1P

VDD VDD PMOS We=2i Le=0.l80 AD=D.3F AS=]@
18 VDD PMOS W=Zl L=0.180 AD=1P AS=0.3P
CH OHD GHD HMOE Well Le=0.l80 RD=1P AS=1P
CH VDD VDD PHOS WedU Led.l8U0 AD=2F AS=2P
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CI1 I1 GHD 2FF
¢I¥ I3 GND 3IFF
Ch A GHD 4FF

CE B GRD 4FF

cC C GHD 2FF

CEH CH GHD 4FF
CCOUT COUT GHD 2FF
+EHDS

Transistors are specificd by lines beginning with an M as follows:

Mname draim gate @source body type  Wewidth Lelength
BD=drain area AS=source area

The body connection is new. Although MOS switches have been masquersding as
three terminal devices (gate, source, and drain) until this paint, they ane in fact four termi-
nal devices with the substrate or well acting as the body rerminal. The type specifies
whether the transistor is 3 p-device or n-device. The width, length, and area parameters
specify physical dimensions of the actual transistors. Capacitors are specified by lines
beganning with C as follows:

Cnams nosds 1 nosdaz valus

In this descraption the internal MOS model in SPICE calculates the parasite capac-
tances inherent in the MOS transistor using the device dimensions specified, The extra
capacitance statements in the sbove description designare additional routing capacitance
not inherent to the device structure. This depends on the physical design of the gate. At
the circuit level of structural specification, all connections ane grven that are necessary m
fully characterize the carry gate in terms of speed, powes, and connectivity.

1.10 Physical Design

EEEEN Floorplanning

Physical design begins with a flsorplan. The floorplan estimares the anca of major units in
the chip and defines their relative placements. The floorplan is essential to determine
whether a proposed design will fitin the chip area budgeted and to estimate wiring lengths
and wiring congestion, so an initial Acorplan should be prepared as soon as the logic is
loosely defined. As usual, this process involves feedback. The fioorplan will often suggest
changes to the logic (and micrearchitecture), which in turn changes the floorplan. As a
complex design begins to stabilize, the floorplan is often hierarchically subdivided to
describe the functional blocks within the units.
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Figure 1.60 shows the chip floorplan for the MIPS processor inclisding the padframe.
The top-level blacks are the controller, alucontrol, and datapath. A wiring channel is

lacated between the contsoller and
rals to the datapach. The

to provide room o route the 30 control sig-

is further partitioned into the cight bitshices and the
wipper. The padframe includes 40 1/0 pads, which are wired to the pins on the chip pack-
age. There are 29 pads used for signals; the remainder are Fyp and GND.

10 90 pats
st
LB W
et
1500k 1 408 -
e
0ok = 3001
= wering channet 30 racka = 340} i) L
[ ] L]
5 £ 3| |seemaronaason g
= | = 'E
E — E
117 —
L
- —_— — =
JToS
- ———— - L]
3500
10 90 pain

MIPS floorplan

Snd



CHAPTER 1 INTRODUCTION

The floorplan is drawn to scale and annotated with dimensions, The chip is designed
in & 0u6 pum process ona 1.5 % 1.5 mm die so the diec is 5000 A on a side. The maximum
possible core area inside the padframe is 3500 A > 3500 A = 12.25 MA?, Due to the wiring
channel and wasted space in the upper right comer, the actual core ares of 4.6 MA? & larger
than the sum of the hlock areas. This design is said to be fad-forited because the 100 pads
set the chip area, Most commercial chips are core-fimited because the chip area is set by the
logic exchucing the pads. In general, blocks in a floorplan should be rectangular because it
i chiffucult for rlu-gn.u' I ll'uFFE-uEi.c it an n;H-:hup:d. r':g:il:m,

Figure 1.61 shows the actual chip layour. Notice the 40 I'0 pads around the periph-
ery. Just inside the pad frame are menal2 Frp, and GND rings, marked with « and -. For
amplicity, the routing between the padframe and core is not shown,

T 0 0 i P e

GIREEN parrs Layout
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On-chip structures can be categorized as rendem loger, datapaths, arvays, analsg, and
{1/02). Randam logic, like the contraller, has lintle strocture. Dataparhs oper-
ate on multi-bit data words and perform soughly the same function on each bit so they
consist of multiple identical or nearly identical bitslices repeated in one dimension. Arrays,
like RAMs, ROMs, and PLAs, consist of identical cells repeated in two dimensions. Pro-
ductivity is highest if layout can be reused or automatically generated, Darapaths and
arrays are good VLS1 building blocks because a single carcfully crafied cell is reused in one
ar two dimensions. Automanic boyout generators exist for memory arravs and random logic
but are not as mature for datapaths, Therefore, many design methodologies ignore the
potential structure of datapaths and instead lay them out with random logic tols except
when performance or area arc vital. Analog circuits still require careful design and simula-
tion but tend to involve only small amounts of layout. 10 cells are also highly mned o
each fabrication process and are often supplied by the process vendor.
The MIPS layour demonstrates two of the most common layout styles: standiand el
and smap-soperher celly. Standard cells wre used for random logic. Snap-together cells are
used in datapaths and arrays. Each is discussed in the following sections.

EEE Standard Cells

A simple standard cell Ebrary for logic synthesis is shown in Figure 1.62 and the inside
front cover. The standard cells all share the same metall Fpg, and GND locations and 60 A
height so that power and ground can be connecred by abutment. Inputs and outpus are
provided in metal2.

In a process with two or three metal layers, standard cells are tiled into rows separated
by roering chanmels. The mumber of wires that must be routed scts the height of the routing
channels, Layout is often generred with automatic place 8¢ route tools. Figure 1.63 shows
the controller byout generated by such a toal. In this example, metall is used horizontally
and metal? is used vertically, When more layers of metal arc available, routing takes place
over the cells and routing channels become unnccessary. Note that in this and subsequent
Layouts, the n-well around the pMOS transistors will usually not be shown,

Automatic synthesis and place 8¢ route tools have become good enough to map entire
designs onto standard cells. Figure 1.64 shows the entine §-bit MIPS processor synthe-
sized from the VHDL model given in Appendix B onto a cell library in 2 130 nm process
with seven metal layers. Compared to Figure 1.61, the synthesized design shows no dis-
cernable structure. Synthesized designs tend 1o be somewhat larger and slower than
good custom design, but they also take an order of magnitude less design ame.

EBEE Snap-together Cells

The area of the controller in Figure 1.63 is dominated by the routing channels. When the
logic is more regular, layout density can be improved by including the wires in cells that
“snap together.” Snap-together cells require more design and layout effort but lead to
smaller area and shorter (Le., faster) wires. The key issue in designing snap-together cells
is pitch-marehing. Cells that connect together must have the same size in the connecting
edge. Figure 1.65 shows several pitch-matched cells. Reducing the size of cell 2 does not
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Skmple szandard cell fibrary, Coler versicn on inside frant cover

help the layout area. On the other hand, increasing the size of cell I abso affects the area
of B and/or C.

Figure 1.66 shows the MIPS datapath in more detail. The eight horizontal bitslices
are clearly visible, The zipper at the top of the layout includes a decoder that is pitch-
matched to the register file in the datapath,
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The number of wires that must run over the datapath determines the height

of the datapath cells, 80-100 A are typical beights for relatively simple datapaths.
The width of the cell depends on the cell contenss. In this layout, metall is used
for local wiring within a cell. Fip and GND are routed horizontally in metal2,
Haorizontal metal wines also run over the tops of cells to carry data berween eclls
in a bitslice. Vertical metal3 contral wires are used for control, including clocks,
multiplexer selects, and register enables.
c e B Figure 1.67 shows a blowup of the ALL at the right end of cach bishce.
Observe how horizonta] metal? data wires and vertical metal® maltiplexer select
lines are routed over the top of the cells so no routing channels are required. The
G pirch-matching of adder is shown as a black box and its design is left a5 an exercise for the reader.

anap-together cells
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IEEEY Slice Plans

Figure 1.68 shows a shwe plan for a bitslice of the datapath. The diagram illustrares the
ordering of clements in the bitslice and the allocation of wiring tracks. Wires at the left
side of u cell are inputs and wires at the right side are outputs. Dots indicate that a wize
passes over a cell and is also used in that cell. Each cell is annotated with ks type and
width. For example, the program counter (pe) is an output of the PC flop and is also used
as an input to the sred and address nltiplexers. The slice plan makes it easy 1o caloulare
wire lengths und cvaluate wiring congestion before laying our the datapath. In this case, it
i evident that the greatest congestion takes place over the register file, where cight wiring
wracks are requiired. The slice plan is also usefisl for estimating arca of datapaths.
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EBEE] Area Estimation

A good floorplan depends on reasonable area estimates, which may be difficult 1o make
before logic is finalized. An experienced designer may be able to estimate block area by
comparison to the area of a comparable block drawn in the past. In the absence of data for
such comparison, Table 1.10 lists some rypical numbers. Be certain to account for large
wiring channels at a pitch of 8 & / track. Larger transistors clearly occupy greater arca, so
this may be factored into the area estimates a5 3 function of W and L {wideh and bength)
[Herowitz02]. Your mileage may vary, but it is clear that datapaths and arrays achieve
mauch higher densities than standard cells. In the MIPS example, the controller random
logic has 440 eransistors in 0.6 MA? for a density of about 1400 A¥/ransistor. The dars-
path has 3461 transistors ina 2.7 MA? area for a density of 780 A transistor,
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Table 1,10 Typical layout densities

Element Hrea

rundom logic (2-level metal process) 1000 = 1500 A* / rransistor

datapath 250 - 750 A / transistor
or 6 WL « 360 A / tranaistor

SRAM 1000 X3 / it

DRAM (in 2 DRAM process) 100 A2 / bit

ROM 100 A% £ bit

Given enough time, it is nearly always possible vo shave a few lambda here or there
from a design. However, such efforts are seldom a good use of time unless an element is
repeated so many times that it sccounts for & major fraction of the chip area or if floorplan
errors have led to too lirtde space for a block and the block must be shrunk before the chip
can be completed. It is wise to make conservative arca cstimates in floorplans, especially if
there is rigk that more functionality may be added to a block

Some cell library vendors specify typical routed standard cell layout densirics in
kgates/mm’.* Commonly a gate is defined as 2 3-inpur snatic CMOS NAND or NOR
with six transistors. A 180 nm process (A = (L1 pm) with six metal layers may achicve &
density of 20 kgates/mm? for random logic. This coresponds to about B30 A* / transistos.

1.11 Design Verification

Integrated cireuies are complicated enough that it i safe to sssume that if anything can go
wrong, it probably has. Design verification is essential to catching the errors before manu-
facnuring and commenly accounts for one-third to one-half of the effort devoted to a chip.

As design representations become more detailed, verification time increases. It is not
practical to simulate an entire chip in & cecuit-level simulator such ax SPICE for a large
number of cycles to prove that the layout is cornect. Instead, the design is wsually tested for
functionality at the archirectural level with a model in a language such as C and at the
logic level by simulating the HDL description. Then the cincuits are checked to ensure
they are a faithful representation of the logic and the layout is checked to ensure it is 2
faithful representation of the circuits, as shown in Figure 1,69, Circuits and layout must
meet timing and power specifications as well,

A sesthench is used 1o verify that the logic is correct. The testbench instantiates the
logic under test. It reads a file of inputs and expected sutputs called fesf vectors, applies
them to the module under test, and logs mismatches. Appendix A.10 provides an example
of a testhench for verifying the MIPS processor logic.

‘.:I kgane = 1000 garzs
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A number of techniques are available for circuit verification. If the logic is
synthesized onto a cell library, the postsynthesis gare-level netlist can be
expressed in an HIDL again and simulated using the same test vectors. Power- | gocifcstion
ful formal verification tools are also becoming available that prove thar a eircuit
performs the same Boolean function as the associated logic. These are very
useful for handerafted cirouits, but can be slow and difficult to operate. Exotic Function
circuits should be simulated thoroughly o ensure they perform the intended °

and Testing

Once a chip design is complete, it bs taped out for manufacturing, Tapesst gets
its name from the old practice of writing a specification of masks to magnetic
; now the mask descriptions are usually sent to the manufacrurer electron- _
::Prhr. Two mmmnﬂ:ﬂ for mask descriptions are the Caltech Inter- KL} Cesign and verification
change Format (C1F) [Mead80] (mainly used in academia) and the Calma s
GDS 11 Streamn Format (GDS) [Calmaf4] (used in industry).
Masks are made by etching a pattern of chrome on glass with an electron
beam. A set of masks for a modern process can be very expensive. For example, masks for
a large chip in a 180 nm prooess may cost on the order of a quarter of a million dollars. In
u 130 nm process, the mask set may be in the vicinity of a million dallars. The MOSIS
service in the Unired States and its counterparts in Europe and Japan make a single st of
muasks covering multiple small designs from academia and industry to amortize the cost
ACTOSS MANY CUStOmErs,
Integrated circuit fabrication plants (fabs} now cost billions of dollars and become
obsolete in a few years. Same large companies still own their own fabs, but an increasing
number of fabless semiconductor companics contract out manufscturing to vendors such
s TSMC, UMC, and IBM.
Multiple chipn are manufacoured simultaneousty on a single silicon wafer, typically
6"-12" in diameter. A bare waler costs about $§1000-$5000, Fabrication requires many
deposition, masking, etching, and implant steps. Most fabrication plants are optimized for
wafer throughput rather than larency, leading to marnaroand times of up 1o 10 weeks,
although shorrer rmarounds are available for 2 substantial premium, Figure 1.70 shows a
slicon wafer after processing,

logic function and have adequate nodse margins; circuit pitfalls are discussed | Architecture
throughaut this book. oa o
Layout ws. Schemate: tools (LVS) check to make sure thar wansistors na
layout are connected in the same way as in the circuit schematic. Design rule . P
checkers (DRC) werify that the layout sarisfics design rules. Efectrical ke check- Loghd
err (ERC) scan for other potential problems such as latch-up, noise problems, [pesigr
ar electromigration risks; such problems will also be discossed later in the
book. i Funcson
G
i
n Ll L] Fm
1.12 Fabrication, Packaging, . M i
Prerwmr
Prvpnacall
Dasign
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AR Processed Binch waler

Processed wafers are sliced into dice (chips) and packaped. Fig-
ure 1,71 shows a 1.5 X 1.5 mm chip in a 4#)-pin -IJ"WJ'-IHJ'J'HE_IPI?-".IIE'E
(DIP). This wire-bonded package uses thin gold wires to connect
the pads on the dic to the lead frame in the center cavity of the
package. More sdvanced packages offer different madeoffs between
cost, pin count, pin bandwidth, power handling, and reliabality, as
will be discussed in Section 12,2, Flip-chip technology places armall
[N chip in a 40.pin dual-inline package solder balls directly onto the die, eliminating the e wire indiac-

tance and I|J|:rl.'r|ng contacts aver the eirine 1’.‘|‘.|i.|:l area mather than j'LLII!
at the periphery.

Even tiny defects in a wafer or dust particles can cause a chip to fail. Chips are tested
before being sold. Testers capable of handling high-speed chips cost millions of dodlars, so
many chips use built-in self-test features to reduce the rester time required. Chapter 9 &
devoted to dr.':'lgu verification and testing.




summary

If ehe antomobile bad followed the same development cpcle ar the computer, @ Rolfs-
Royee would todury coat $100, get one miliien miles to the galion, and explade once a
—Robert X. Cringely

CMOS eechnology, driven by Moore’s Law, has come to dominate the semiconductor
industry. This chapter developed the principles of designing a simple CMOS integrated
circuit. MOS transistors can be viewed as electrically controlled switches. tary
CMOS gates are buile from pull-down networks of nMOS transissors and pull-up nee-
works of pMOS transistors. Transistors and wires are fabricated on silicon wafers using a
series of deposition, lithography, and ctch steps. These steps are defined by a set of masks
drawn as a chip layout. Design rules specify minimum width and spacing between ele-
ments in the layout. The chip design process can be divided into archirecture, logic, cir-
cuit, and physical design. The performance, area, and power of the chip are influenced by
interrelated decisions made at each level. Design verification plays an impaortant role in
constructing such complex systems; the reliability requirements for hardware are much
greater than those typically imposed on software. The remainder of this book will expand
on the material introduced in this chapter.

Exercises
L1 Extrapolating the data from Figure 1.4, predict the transistor count of 2 micropro-
cessor in 210

1.2 Search the Web for transistor counts of Intel’s more recent microprocessors. Make a
graph of rransistor count ¥, year of introduction from the Pentium Processar in
1993 to the present on a semilog seale. How many months pass between doubling of
transistar coumnts?

13 Skench a rransistor-level schermatic for s CMOS d-input NOR gate.
1.4  Sketch a transistor-level schematic for a single-stage CMOS logic gate for cach of
the following functions:
a) Y=ABC+ D
b) ¥=(4B+C)= D
) YadB+Co(A+ B

ExercisEs  |[CENENEN
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15

L&

1.7

18
19
110

1.11

1.12

1.14

Use a combination of CMOS gates (represented by their symbols) to gencrate the
following functions from A, B, and C.

a) ¥ = A {buffer)

b) ¥=AF tndE{}EE}R:I'

¢) ¥=AB + AR (XNOR)

d) Y= AR + BC » AC (majority)

Sketch o transistor-level schematic of a CMOS 3-input XOR gare. You may assume
you have both true and complementary versions of the inputs available.

Sketch transistor-Jevel schematics for the following logic functions. You may sssume
you have both tnse and complementary versions of the inputs available.
a) A 2:4 decoder defined by

Y0 = A0 » A1

¥1 = A0 = Al

Vi = Al = A1

Y= A0 AT

b) A 3:2 priority encoder defined by

Y0 = A0 = (A1 +.43)
¥l = A0 AT

Sketch a stick diagram for s CMOS 4-input NOR gate from Exercise 1.3.
Estimate the arca of your 4-input NOR gate from Exercise 1.8,

Using a CAD tool of your choice, layout a 4-input NOR gate. How does its size
compare to the prediction from Exercise 1.92

Figure 1.72 shows a stick diagram of a 2-input MAND gate. Skeech a side view
(cross-section) of the gate from X 1o X

Figure 1.73 gives a stick diagram for 3 level-sensitive lareh, Estimate the area of the
Latch.

Draw 3 transistor-level schematic for the latch of Figure 1.73. How does the sche-
matic differ from Figure 1.30(hj?

Consider the design of s CMOS compound OR-AND-INVERT (OAL21) gate
compating M= (A4 + B) * C.

a) sketeh a ramsistor-leve] schematic

b) sketch a stick diagram

) estimate the arca from the stick diagram

d} layour your gare with a CALD toal

e} compare the layout size to the estimared area
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L15 Consider the design of a CMOS compound OR-OR-AND-INVERT (OAI22)
e compuning = A+ 8 *(C+ D)

a) skerch 2 transistor-level schematic

bl skerch & stick diagram

€) estimate the ares from the stick diagram

d} layour yous gare with 4 CAD tool

e} compare the layour size to the estimated ares

1.16 h.l-il?ptuuuj_urir}'glu rerurns 4 trise output if at least two of the inpurs are true. A
minority gae is its complement. Design a 3-input CMOS minority gate using a
ungle stage of logic.

a} sketch a transistor-level schematic
b) sketch a stick diagram

€) estimate the area from the stick diagram
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117

1.18

1.19

Diesign a 3-input minority gate using CMOS NANDs, NORs, and inverters. Heow
ﬁ?{:;ummmmmdi How dioes this compare to o design from Exercise

A carry lookahead adder computes Ge E-P,LGHP_.,[G,*PLIIJ}.Cmﬁdu
designing a compound gate to compute G.

a) aketch a transistor-level schematic

b) sketch a stick diagram

<) estimate the area from the stick diagram

“The course Web page has a scrics of five labs in which you can learn VLS design by
completing the multicycle MIPS processor described in this chapter. The labs use
the open-source Electric CAD toal. They cover:

a) leaf cells: schematic entry, layout, icons, siovulation, DIRC, ERC, LVS;

b complex leaf cell design and verification: full adder

¢} hicrarchical design: ALU assembly, datapath routing, and sirnulation

d) controd design: Veerilog, synthesis, place 8¢ route

¢) chip assembly, pad frame, full-chip verification, rapeout



MOS Transistor
Theory

2.1 Introduction

In Chapter 1 the Metal-Oxide-Semiconductor (MOS) transistor was introduced in terms
of its operation as an ideal swirch. In this chapter we will examine the characteristics of
MOS wransistors in more detsil to by the foundation for predicting their performance. We
will also look at second-order effects that are important to power consumption and circuit
reliability. Using the transistor models, we will calculate the DC transfer characteristics of

gates.

Figure 2.1 shows some of the symbols that are commonly used for MOS transistars,
The symbals in Figure 2.1(a) will be used where it is only necessary 10 indicate the switch
logric necessary to build a funcrion. If the bady (substrate or well) connection needs to be
ehown, the symbals in Figure 2.1(b) will be wsed. Figure 2.1(c) shows an example of other
symbols that may be encountered in the Bteranure,

The MOS transistor is a mafarity-carrier device in which the ourrent in a conducting
channel between the source and drain is contralled by a voltage applied to the gate. In an
nMOS transistor, the majority carriers are clectrons; in a pMOS transistor, the majority
camicrs are holes. The behavior of MOS transistors can be understood by firt examining
an isofated MOS strucrure with a gate and body but no source or drain. Figure 2.2 shows
a simple MOS structure. The top baver of the structure i a good conductor called the gare.
Early transistors used metal gates, but modern transistors generally use polysilicon, i.e.,
silicon formed from many small erystals, The middle layer is a very thin insulating film of
5i0y called the gare axisfe, The bottom layer is the doped silicon body. The figure shows a
p-type body in which the carriers are holes. The body is grounded and a voltage is applied
to Ihcptl':.'rhn gate oxide is o good insulator so almost zero current Aows from the gate 1o
the body,

In Figure 2.2(a), a negative voltage is applied 1o the gate, so there bs negarive charge on
the gate. The mobile positively charged holes are artracted to the region beneath the gare.
This is culled the scwmudetion mode. In Figure 2.2(b), a low positive voltage s applied o
the gate, resulting in some positive charge on the gate. The holes in the body are repelled
from the region directly beneath the gate, resulting in a degpletion region forming below the
gate. In Figure 2.2(c), a higher positive potential exceeding a critical threshold volmge ¥, is

"Giate coxicden are oo only # handfisl of somse layers thick end dectrons sometimes tanne] through the
eide, creating & cusrent from gate fo adbarate. This cffeer b cxplored i Section 2.4.5.

<[ —H=
<L -

{a L (=

MOS mamsEtar
symbots

a7
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applied, attracting mare positive charge to the gate. The holes are repelled further and a
small number of free electrons in the body are attracted to the region bencath the gate.
This conductive kayer of electrons in the p-type body is called the inversion layer. The
threshald voltage depends on the number of dopants in the body and the thickness £, of
the oxide. It is wsually positive, as shown in this example, but can be engineered to be neg-

aTve.
o] ETRSITTRIIRY fmsencae
W oo ETLT L T EE T I L e
- (R EEEEE @ EE E pype Body
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BEPEREDDDDEEDOE
=] W
[ FIG 2.2 [ duﬂﬂmu::m.l;] accumulation, (b} depletion, and
(e} irversian

Figgure 2.3 shows an nMOS transistor with a grounded source and p-type body. The
transistor consists of the MOS stack berween two n-type regions called the ssurse and
drain, In Figure 2.3{a), the gare-to-source voltage F, is less than the threshold voltage,
“The source and drain have free clectrons, The body has fiee holes but no free electrons.
The junctions berween the body and the source or drain are reverse-hiased, o almost zero
current flows, This mode of eperation is called avgff In Figure 23(b), the gare voltage is
greater than the threshold veltage. Now an inversion region of electrons (majority carriers)
called the chamnel connects the source and drain, creating a conductive path, The rumber
of carriers and the conductivity increases with the gate voltage. The potential difference
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between drain and source is ¥ = ¥, - K. If ¥, = 0 (e, ¥, = ¥, there is no electric field
teading to push carrent l‘rum drain t-u source. When a positive potential F is
applied to the drain (Figure 2.3(c}), current I, Aows through the channel from drain 1o

.......
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current increases with both the drain voltage and gate voltage. If ¥, becomes sufficiently
large that Fi < ¥,, the channel is no bonger inverted near the drain and becomes pinched off
(Figure 2.3{d). However, condusction i still brought about by the dsift of electrons under
dwinﬂumn:nfﬂwpnﬂmtdﬂhmim.ﬁdﬁwmmmxhthtmdnfdudnubﬂ.dty
are injected into the depletion region near the drain and accelerated toward the drain,
Above this drain voltage the current I, is controlled only by the gate voltage and ceases to
be influenced by the drain. This mode is called satwration.

I summary, the nMOS transistor has three modes of operation. If ¥, <
F, the transistor is cut off and no current flows. If ¥, » ¥, and ¥, is small, the
transistor acts as u linear resistor in which the current flow is proportional to
Vo 16 ¥, > Frand ¥, is large, the transistor acts as a current source in which
the current flow becomes independent of F.

The pMOS transistar in Figure 2.4 operates in just the opposite fashion.
The n-type body is tied to » high potential so the junctions with the p-type
source and drain are normally reverse-biased. When the gate is also at a high

Body (usually Vo)
pMOS transistor

potential, no current Aows berween drin and source. When the gate voltage
is lowered by a threshold I, holes are attracted to form a p-type channel
immediately beneath the gare, allowing current to flow between drain and
source. The threshold voleages of the two types of transistors are not neces-
sarily equal, so we use the terms F, and F, to distinguish the nMOS and
pMOS thresholds. '

Although MOS transistors are symmetrical, by convention we say that
muajority carriers fiow from their source to their drain. Because electrons are negatively
charged, the source of an nMOS transistor is the more negative of the two terminals.
Holes are positively charged w0 the source of a pMOS transistor is the more posirive of the
two teeminals, In complementary CMOS gates, the source is the terminal closer to the
supply rail and the drain is the terminal closer to the output,

The delay of MOS circuits is determined by the time required to charge or discharge
the capacitance of the cireuits. The gate of an MOS transistor is inherently a good capaci-
tar with a thin diclectric; indeed, its capacitance is responsible for antracting carriers to the
channe! and thus for the operation of the device, The junctions of the reverse-biased pn
junctions from source or drain to the body contribute additional panmitic capacitance. The
capacitance of wires interconnecting the transistors is also very significant and will be
explored in Section 4.5.2.

We begin in Section 2.2 by deriving an idealized model relating current and voltage (I-
V) for a transistor. This model provides a general understanding of transistor behavior but
is of limited /lue. On the one hand, it neglects too many effects that are important in
modern transistors with short channel lengths L. Therefore, the model is not sufficicar to
accurately calculate cument. On the other hand, it s still too complicated e 18 im back-af-

ke tereainelogy of sowrce and drain mighs inftially seem backwasd Recall tht the cusvent in an nhd0S
traniéetoe s cammied by moving electrons with a nogative change. Therefore, poditoe curent froen diealn 12
soiree commesponds 1o electrons owing from their source 1o their drain.
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the-envelope calculations when computing the performance of lasge circuits. Therefore, we
will develop even simpler models for performance estimation in Section 2.6. To plausibly
sumulate transistor behavior, we must consider many eecond-order effects introduced in
Section 2.4 and use circuit simulators based on SPICE [Nagel75] (sce Chapter 5) with
claborate models capturing these effects. Nevertheless, the fimt-order models form a foun-
dation for anderstanding the second-order effects. In particular, even the smallest transis-
tors still act as voltage-controlled switches with a cutoff region in which the current from
source to drain is nearly zero, a lnear region in which the transistor acts as 2 resistor, and a
saturation reghon in which cument becomes nearly independent of deain-source voltage.
The remainder of this chapter develops quantitative models of MOS cireuit opera-
tioe. 1t begins with the ideal Shockley models of rransistor 1-V characteristics and a study
of capacitances. It then explores nonidealities that are important for design. The models
are used to predict the DC transfer characteristics of inverters and pass transistors circuits.
Finally, a very simple resistor-capacitor (RC) model is introduced for debay estimarion.

2.2 Ideal I-V Characteristics

As stated previously, MOS transistors have three regions of operation;
¥ Cutolf ar subthreshold rCgaT
® Linear or nonsaturation region
* Saturation region
Let us derive a first-arder (ideal Shockley) model [Shockley52, Cobbold?0, Sahéd]
relating the cument and voltage (1-V) for an aMOS transistor in each of these regions. In
the cutaff region (¥}, « F)), there is no channel and almost zero current Rows
from drain to source. In the other regions, the gate artraces carrient {electrons)
form a channel. The electrons drift from source to drain at o mte propostional to Gate
the electric field between these regions, Thus we can compute currents if we !
know the amount of charge in the channel and the rate ar which it moves. We o :_":Q{;x e
V=G ¥

know that the charge on each plate of 3 capacitor is ( = CF Thus the charge in _
the channel Q.. is -

2

Qonanmat = C[F — ) (2.1)

where C, 15 the capacitance of the gate w the channel and ¥, = ¥, is the amount

of voltage attracting charge to the channel beyond the minimum required to Averago gutn o channal potential
invert from p to n. The gate voltage is referenced to the channel, which is not Vo=V, 2V -V,
grounded. If the source is at ¥, and the drain is at ¥, the average is P = (¥ + )/ = Ve .t
&= F, + Fy /2. Therefore, the mean difference between the gare and channel BN Averape gate to.channel
[l'ﬂ':":ﬂlilli F;- 1 I':., — P‘ﬂ.ﬂlhﬂ'ﬂ'ﬂ n 'F-:Im.l.m i l,m][ngg
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W:mnmddm:pltu:puuﬂpht:upnﬁmrwhhupadmpmpqrﬁumlm
arca over thickness. I the gate has length L and width W and the ocde thickness i £, 25
shown in Figure 2.6, the capacitance is

WL
U,rl_T: (2.2}
where the permittivity €., = E.FQMﬁﬂ,Mﬁhmmﬁqdhﬂmﬂﬁ*
107 Flem. OFten the £,/f,, term is called C,,, the capacitance per unit area af the gate
nﬁ#d

S0, Gate Craide
(Good irsdlaior, 8, = 3.8

GFEA Trarsistor dimensions

Each carricr in the channel is accelerated to an average velocity proportional to the
lateral electric field, i.e., the fiekd between source and drain. The constant of proportional-
ity o is called the mabifiiy

vl (2.3)

The clectric field E is the voltage difference berween drain and source ¥, divided by
the channel length

._ Vg
E 1 (2.4}

The time required for carriers 1o cross the channel is the channel length divided by
the carrier velocity: Liw, Therefore, the current between source and drain is the total
amount of charge in the channel divided by the time required to cross
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1, = Houed

Liw

=i, —[ L F/} (2.5)
~8(vo-v. -4 v,

W

B e,

(2.6)

EQ {2.5) describes the lincar region of operation, for ¥, » F, but ¥, relstively small.
Itis called fimenr or restrtioe because ¥, /2 «« ¥, — ¥, I, incresses almoat linearly with ¥,
mﬂ:mmﬂwmmmuﬂmﬂumhﬂwdqnudnmptﬂuﬂ:nmmn-
times merged into a single factar f. Do not confuse this ure of f with the same symbol
uﬂ&ﬁrmn&fnﬂ:ctnr-m—huum:mnhpnh:w hh:;m[ﬂn}'ﬂ]]

lurnp the technology-dependent parameters alone into a constant called “# prime. ™
H=pul (2.7)
However, if F, » Fym F, = V), the channel is no longer inverted in the vicinity of
the drain; we say it is pinched off. Beyond this point, called the drain sasuration volbage,
micreasing the drain voltage has no further effect on current. Substituting ¥, = F,, at this

point of maximum current into EQ) (2.5), we find an expression for the saturation current
that is independent of . This expression b valid for F, » F,and F, » V..

f,.,ag[ﬂ,- ,}* (2.8)

It 15 somietimes convenient to define [, as the current of & transistor that is fully ON,
e, Fp= K= Fop

i =%{rm %) (2.9)

A hbuer sonieces (e, MIOSES) define J’:J%'-;-.—Iwrtllu defimition before dng quoted dat.
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EQ.(2.10) summarizes the current in the three regions:

1] ¥, <V,  cuwff
f-!-"ﬂ[*'}- -ﬁ-;-"-;,{]n ¥y <Va, lincar (2.10)
%{Fr -.P",}: V=V, sawrton

[Example B e

Consider an nMOS transistor in a 180 nm process with H¥L = 4/2 4 (i.e., 0.36/0.18
pm), In this process, the gate oxide thickness is 40 A and the mobility of electrons is
180 em¥V * s at 70" C. The threshold voltage is 0.4V, Plot Iy vs. ¥ for ¥, = 0,03,
06, 0.9, 1.2, 1.5, and 1.8 V.

[Solution: NI T 1

{10 +885-10"" E
ﬁruc_.:-’nhnuﬁ{” 8.85 + 10 II.‘:_’]-HE%{% {2.11)

| Ga)
00
V= 1.8
200 . Vo= 1.5
100 y s I‘r'.'.ll'_:
_._:.-"_:'" Ve = 0.8
M= Ve 0.8
0 03 06 08 12 15 18

Vs

1-¥ characterstics of ideal
nkE0S transistor

40 +10™ em

Figure 2.7 shows the 1-V characteristics for the tansistor. According
to the first-order model, the current is zero for gate voltages below I,
For higher gate voltages, current increases linearly with F, for small
Fi As I, reaches the saturation point F, — ¥, current rolls off and
eventually becomes independent of F;, when the transistor is satu-
rated.

pMOS rransistors behave in much the same way, but with the
signs reversed and 1-V characteristics in the third quadrant, as shown
in Figure 2.8. The maobility of holes in silicon is typically lower than
that of electrons. This means that pMOS ransistors provide less cur-
rene than aMOS transistors of comparable size and hence are slower.
The symbols p, and p, are used to distinguish mobility of electrons
and of hales in nMOS and pMOS transistors, respectively. The
mobility ratio p = p, /., is rypically 2-3; we will generally wie 2 for
examples in this book. The fgure reflects a transistor of the same
geometry & in Figure 2.7, but with p, = 90 e’V * s and F, =~ 0.4
V. Similarly, B, B #' ., and }', arc sometimes used to distinguish
aMOS and pMOS 1-V charscteristics
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2.3 C-V Characteristics

Each terminal of an MOS transistor has capacitance to the other terminals. In general,
these capacitances are nonlinear and voltage dependent (C-V); however, they can be
approximared as simple capacitors when their behavior is averaged across the switching
voltages of a logic gate. This section first presents simple models of each capacitance suit-
able for estimating delay and power consumption of transistors. 1t then explores more
detailed models used for circuit simulation. The more detailed models may be skipped on
a first reading,

EERN Simple MOS Capacitance Models

The gate of an MOS transistor is a good capacitor. Indeed, its capacitance is necessary
attract charge to invert the channel, so high gate capacitance is required to obtain high I,
As seen in Section 2.2, the gate capacitor can be viewed as a parallel plate capacitor with
the gate on top and channel on bottom with the thin axide diclectric between, Therefore,
the capacitance i
O, =CL L (2.12)
A capacitor is a two-terminal device. When the transistor is on, the channel extends
from the source (and reaches the drsin if the transistor is unsaturated, or stops short in sar-

uraticn). It is not an unreasonable simplification to approximate the gate capacitance as
termanating at the source and thus call the eapacitance €.
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Most transistors used in logic are of minimum manufacturable length because this
results in grearest speed and Jowest power consumption, Thus taking this minimum L s a
constant for a particular process, we can define

E_;'n'["'n:m - W (2.13)

where

S -E_L:%H-L {2.14)

Natice that if we develop a more advanced manufacturing process in which both the
channel length and oxide thickness are reduced by the same factor, Cpmics TEMAING
unchanged (and has a value of sbout 1.5-2 fF/jum of gate width). Table 5.5 lists gate
capacirance for a variety of processes.

In addition 1o the gate, the source and drain alse have capacitances. These capaci-
tances are not fundamental to operation of the devices, but do impact circuit
and hence are called parasitic capacitors, They arise from the reverse-biased pn junctions
berween the source or drain diffusion and the body and hence are also called diffisiea’
npndmﬂimdﬂ,ﬂm!hcnfﬂmimﬁm“dnpmdsmﬂwmamdpcﬂmmrnf
the source and drain diffusion, the depth of the diffusion, the doping levels, and the wolt-
age. As diffusion has both high capacitance and high resistance, it is generally made as
small s possible in the layour, There are three types of diffusion regions frequently seen,
illustrated with the two series transistors in Figure 2.9. In Figure 2.9(a), each source and
drain has its own isslated region of contacted diffusion. In Figure 2.9(b), the drain of the
bottom transistor and source of the top transistor form a sbared contacted diffusion region.
In Figure 2.9(c), the source and drain are merged into an uncontacted region. The average
apﬁﬁumufmhofﬂmnqmnﬁqhmmhnu]mhmdmmmumdﬁmﬁmh—
thon as 4 transistor switches between Py and GND. Table 5.5 also lists the capacitance foe
each scenario for a variety of processes.

For the purposes of hand estimation, you can observe that the diffusion capacitance
C,, and C, of contacted source and drain regions is comparable to the gate capacitance
{e.g, 1.5-2 FF/pum of gate width), The diffusion capacitance of the uncontacied source or
drain is somewhat less because the area is smaller but the difference is usoally unimportant
for hand calculations, These values of G, = €, = Gy = HF/um will be used in examples
throughout the tet, but you should obtain the appropriate data for your process using
methods to be discussed in Section 5.4.

Dievice enginsess mare properly call this deplstisn capacitunce, but the verm diffimion capacitance bs widely
used Ty elroait designen.
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EEEY Detailed MOS Gate Capacitance Model
The MOS gate sits above the channel and may partially overlap the source and drain dif-

fusion areas. Therefore, the gate capacitance has two components: the intrinsic capaci-
tance (over the channel) and the overlap capacitances (1o the source, drain, and body).

‘The intrinsic capacitance was approximated s a simple parallel plate in EQ (2.12),
Let us call this capacitance Cy= WLC,,. However, the bortom plate of the capaciror
depends on the mode of operation of the transistor,

1. Curgffl When the transistor is OFF (F, = 0), the channel i not inverted and charge
on the gate s matched with n-ppﬂmv:cgnrg: from the body. This is called G, the
gate-to-body capacitance. As F,, increases but remains below a threshold, a depletion
region forms ar the surfice. This effectively moves the bottom plare downward from
the exide, reducing the capacitance.

2, Linear, When F, » V, the channel inverts and again serves as a good conductive bot-
tom plate. Howeves, the channel is connected to the source and druin, mther than the
bady, At low values of I, the channel charge is roughly shared between source and
drain, s0 O, = C = /2, As F, increases, the region near the drain becomes less
inverted, $0 a greater fraction of the capacitance is attributed to the sourcs and a
smaller fraction to the drain.
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3. Satwration, At ¥y » F, = ¥, the transistor saturates and the channel pinches off. A
this point, all the intrinsic capacitance is to the source. Because of pinchoff, the
cupacitance in saturation reduces to O, = 2/3 C; for an ideal transistor [Gray1].

The behavior in these three regions can be approximated as shown in Table2.1.

fable 2.1 Approximation of intrinsic MO> ge

o TR e A i
Ca G 0 0

G, 0 G2 WG
C o Cy/2 o
C=Cp+ G Gy G G WG

ARl Crverlap copacitance

The gare overlaps the source and drain by 2 small amount in a real device
and also has Fringing felds terminating on the sowrce and drain. This leads to
additional overlap capacitnces, as shown in Figure 210, These capacitances
are proportional to the width of the transistor. Typécal values are G = G =
0.2-0.4 FF/um.

G =0, ¥
- (2.15)
€ pitomesg) = Cpua¥

The experimentally messured €, and ©, of a long channel nMOS tran-
sistor { ¥ = 49.2 wm, I. = 4.5 pm) is shown in Figure 2.11(a) [Sheu87a). This
graph shows the normalized capacitance varying as a function of ¥, for a
number of F, = F, values, Observe that at ¥, =0, G, = Coa= Cof2. As ¥,

increasss, the capacitances approach G, = 2/3 Gy and Gy = O, #s expected when the trass-
tor is saurated. Figure 2.11(b) shows measured capacitances of a shiorver channel transis-
tor { = 492 wm, L = 0.75 pm). Observe that G doss not go to 0 in saturation because
the overlap component G, it significant. Overlap capacitance becomes relatively
mre impartant for shorter channel transistors because it is a larger fraction of the total,
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Tt is convenient to view the gate capacitance a5 a single-terminal capacitor attached 1o
dugnmﬂmauuthemmudd;ﬁnmﬂffmmﬂunﬂmmh.dwnﬁﬁﬁﬂgﬂt
capacitance varies with the switching activity of the source and drain, Figure 2.12 shows
the effective gate capacitance in a 0.35 pm process for seven different combinations of
source and drain behavior [Bailey98],

Case 1 I-—[[::'_
camz S G,/
e 3 _r_|EE 13 - Casat
1 1A Cani £
Cose 4 _.F-[E 4 10 Case 3
" Bl Cade 4
Case § _|"-||:1
4, Az Casa 5
o J—_l{_.l'_ 31 - CasaB
Case T I_{Li L Cosa T

[PENE) [rats-dependent gate capacitance

Mare accurate modeling of the gate capacitance may be achieved by using a charge-

based madel [Cheng?9]. The overlap capacitance also displays a voltage dependence. For
the purpose of delay caleulation of digital circuits, we usaally approximate G, = O, + Gy +
G.I' . l‘-;;-
EEEL Detailed MOS Diffusion Capacitance Model
As mentioned in Section 2.3.1, the reverse-biased pn junction between the source diffi-
sion and the body contributes parasitic capacirance. The capacitance depends on both the
areit AS and sidewall perimeter PS of the source diffusion region. The geometry is illus-
trated in Figure 2.13. The area is A8 » i D. The perimeter is PS= 2+ W+ 2+ I, Of this
perimeter, W abuts the gate and the remaining W 1+ D does not.

The total source parasitic capacitance is

CymASC o +P5Cpy {2.18)

where C, has units of capacitance/ares and Cy., hoas units of capacitance/length.
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Because the dtphtiun region thickness depends on the reverse hias, these parasitics
are nonlinear. The area junction capacitance term is

2% il
Eﬂzﬂj[H;:-] (2.17)

C;is the junction capacitance at zero biss and is highly process-dependent. M) is the fume—
rion grading coefficrent, typically in the range of 0.5 to 0.33 depending on the abruptness of
the diffusion junction, @, & the fuili-in patemsial thar depends on doping levels.

Vo=orta MaT2 (2.18)
gl
vpis the Mhermal voltage from thermodynamies, not to be confused with the threshold valt-
age ¥, It has @ value equal to kT4q (26 mV at room remperatare), where k = 1.380 « 10rs
J/K is Boltzmann's constant, T"is ahsolute temperature (300 K at room temperature), and q
= 1,602 = 107" C is the chatge of an electron. N, and Nj, are the doping levels af the body
and source diffusion region. », is the intrinsic carrier concentration in undoped silicon and
has a vahee of 1.45 » 10" cm™ ar 300 K.
The sidewall capacitance term is of a similas form but uses different coclficients,

R
C e =-':ﬁ,[1+ ;rﬂ‘-] (2.19)
a

The capacitance contribated by the sidewall facing the channel can be modified somewhat
by the presence af the channe] depletion region and the modified doping profiles. In some
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SPICE meosdels, the capacitance of this sidewall abutting the gate s specified with another
set of parameters:

) T
]

Section 5.1.4 discusses SPICE perimeter capacitance maxdels further.,

The drain diffusion has a similar parasitic capacitance dependent on AD, PD, and
F. Equivalent relationships hold for pMOS transistors, but doping levels differ. As the
capacitances are voltage-dependent, the most wseful information to digital designess is the
value averaged across o switching transition, This is the €, or € vahse that was presented
in Section 2.3.1. Analog designers must minimize the consequences of these variations by
using good circuit design.

N e— m ——_———
Calculate the diffusion parasitic C of the drain of a unit-sized conracted nMOS
transistor in 2 180 nm process when the drain is ar 0 and at Fpp = 1.8 V. Assume the
substrate is grounded, The ransistor characteristics are Gf = 0.98 fF/pm?, M7 =
0.36, CISW = 0.22 fF/pum, CISWG = 0.33 FF fum, MISH = MISWG = 0.10, and &,

# 0,75 V at room temperature.

BB From Figure 2.9 we find o unit-size diffusion contact is 4% 5 &, or 0,36 x
EHSmﬂwmaﬂlﬁ!um”md?:mm:ﬂﬁmﬁuﬂjﬁ pm along the
gate. At zero bias, Oy, = 098 fF/pm = (.22 fF /pm, and Gy, = 0.33 fF/
pm. Hence the total capacitance is

Calo V)=(0162 pm’I:m ;5}

(126 pm){0.22 )+ {036 pen){0.33 £E) =055 F i
At a doun voltage of Frp, the capacitance reduces to
—{1.3&
Ca(18 V) =(0.162 pm Kn.m -E;Ih-— +
{2.22)

[:m pm){0.22 £+ (0.36 w033 £ I1+ % ]"hn T

For the purpose of manual performance estimation, this nonlinear capacitance is too
much efforr. An effective capacitance averaged over the switching range i quite sat-
isfactory for digital applications.



Diffusion regions were historically used for short wires called ramers in pro-
cesses with limited numbers of metal levels. Diffusion capacitance and resistance are

large enough that such practice is now di

In summary, an MOS transistor can be viewed as 2 four-terminal device with
capacitances between each terminal pair as shown in Figure 2.14. The gate capaci-
tance includes an intrinsic component (to the body, source and drain, or source

) and overlap terms with the source and drain.

alone, depending on operating regime

The source and drain have parssitnc diffusion capacitance to the body,

2.4 Nonideal I-V Effects

The idesl I-V model of EQs (2.5) and (2.8) neglects many
effects that are important to modern devices. Figure 2.15
shows the simulaed 1<V characeristics of a unit nMOS tran-
sigtor in a TB0 nm progess.

Compare the charactersstios i the linear and saturation
regimes (Figure 2.15(a)) to those of the idea] device in Figure
2.7. The saturation current increases less than quadratically
with increasing #,. This is caused by two effects: vafoeity nnfy-
rarton and mablity degradation. At high lateral febd strengths
{ F/L), carrier velocity ceases to increase finearly with field
strength. This is called velocity saturarion and results in lower
I than expecred ar high ¥ At high vertical field strengths
{ ¥y f4); the carriers scatter more aften. This mobility degra-
dation effect also leads 1o less current than expected ar high
V.. The samuration current of the nonideal transistor increases
slightly with ¥, This is caused by channel femgrh modudation,
i which lngher F,, increases the size af the depletion region
around the drain and thus effectively shortens the channel.

There are several sources of leakage resulting in current
flow in nomanally OFF transistors, Observe in Figure 2,15(5)
that at I, <« F, durunm:dmp;uﬁ'uqmmmﬂyﬁﬂwrhm

l1En:c-nﬂ:ufl,ﬂ zero. This is called subtbresbold condivction.
Th: threshold voltage itselfis influenced by the voltage differ-
ence between the source and body; this is called the body
effect. The source and drain diffusions are reverse-biased
diodes and also experience function faabage into the substrare
or well. The current into the gate I i ideally 0. However, as
the thickness of gate oxides reduces to only a small number of
atomic bayers, electrons funmel through the gate, causing some
EAtE CuTTEnt.
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Both mobility and threshold voltage decrease with rising temperatare, The mobility
effect is most important for ON transistors, resulting in lower I, at high temperature. The
threshold effect is most impartant for OFF transistors, resulting in higher leakage current
at high temperature. Clearly, MOS characteristics degrade with temperature.

It is useful to have a qualitative understanding of nonideal effects to predict their
impact on circuit behavior and to be able to anticipate how devices will change in future
process generations, However, the effects lead 1o complicated 1-V characteristics that are
seldam uscfisl for hand caleulations. Instead, the effects are buils into good mansistor mod-
els and simulated with SPICE or similar software.

EEBN Velocity Saturation and Mobility Degradation

According o EQ (2.3), carrier drift velocity and hence current increase lincarly with
the lateral electric field By, = F, /L berween source and drain. This is only true for weak
fields; ar high field strength, drift velocity rolls off duc to carrier scattering and eventually
saturates® at v, 3s shown in Figure 2.16. The carrier velocity may be fired with EQ.
(2.23) [Murphy80, Cheng99] where E., is determined empirically. v, = iE,, is in the
range of 6 =10« 10* emys for electrons and 4 - 8 » 10° em/s for holes. This corresponds to
2 saturation ficld on the order of 2 = 10° Viem for nWOS transistors.

e (2.23)
14+ 5
B

Recall that without velocity saruration, the saturation current is

|
F_-F,
I, =hC E!%L @24)

i A

If the transistor were completely velocity saturated, v = o, and the samration current
becomes [Bakoglu%0)

L= Col (Vg =V, o (225)

Ohbserve that the drin current is quadratically dependent on voltage without velocity
saturation and linearly dependent when fully velocity saturated. For moderate supply volt-
afes, transistors operate in a region where the velocity no longer increases linearly with
fied, but also is not campletely saturated. The c-potuer lrts model given in EQ (2.26) pro-
vides a simple approximation to capture this behavior [Sakurai®], a is called the volvity
satwration index and is determined by curve fitting measured I-V dar. Transistors with
long chanmnels or low Py, display quadratic I-V characteristics in saturation and are mod-
Do not confiuse the stsrativn reghon af trensistor operation (where Fy » ¥, = 1) with velacry saenctivs

(where B, = Fo/ L appraaches £_. Te uhis rexx, the word “souration” alome refon to the operating region
whille *velociey szparation” refers to the Emitiog of carmier velocity at high fell.
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IR Carrier velocity vu. electric field

cled with a = 2. As transistors become more velocity saturated, increasing I, has less
effect on current and @ decreases, reaching 1 for transistors that are complerely vebocity
saturated. For simplicity, the model uses o straight line in the linear region. Overall, the
model is based on three parameters that can be determined empirically frem a curve fit of
1-V characteristics: a, B, and P..

Vo <F, curnff
f‘:: _f“-—tl:*— Fd {F:H Iiﬂ-ﬂT [:"-H]
L

Law=R 2 p, 1)
il w3 ﬂ.-z.'l']
Vaw = B[V, ~¥,)

As channel lengrhs become shorter, the kateral field increases and transistors become
more velocity saturated (= closer to 1) if the sapply voltage is held constant. For example,
a transistor with 4 2 jum chanmel length begins to show the effects of velocity saturation at
Frp above 4 V, while 2 0.18 jum long transistor begins to experience velocity saturation
abowe 0,346 V. Figure 2.17 compares I, for a velocity-saturated nMOS transistor with that
of an ideal (Shockley model) transistor from Figure 2.17 and with that predicted by the a-
power law. The Shockley model grossly overpredicts eurrent at high volmage but the a-
power fir is reasonably good. As the ransistor becomes severely velocity saturated, there is
no performance benefit to mising Fip.
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Ve

|-V characteristies for nMOS transstor
with veloeity saturtion

The low-ficld mobility of holes is much lower than that of electrons, so pMOS tran-
stston experience less velocity saturation than aMOS for a given Py This shows upasa
larger value of o for pMOS than for nMOS mransistors.

Strong vertical electric fields resulting from large F), cause the carriers to scatter
against the surfice and also reduce the carrier mability 1. This effect s called mobility deg-
radation. It can be modeled by replacing o with a smaller p g The a-power law captures
this effect in the parameter a.

EEEX Channel Length Modulation

Ideally, I, is independent of ¥ for a transistor in satusation, making the transistor & per-
fect current source. As discussed in Section 2.3.3, the reverse-binsed p-n junction between
the druin and body forms & depletion region with a width L, that increases with Fa, The
depletion region effectively shortens the channel length to

Lae=L-L, (2.28)

To avoid introducing the body voltage into our calculations, assume the source voltage
is chosc to the body voltage so Fg - ¥, Hence, increasing F, decreases the effective chan-
nel length. Shorter channel length results in higher current; thus I, increases with ¥, in
saturation as shown in Figure 2.18. This can be crudely modeled by muoltiplying EQ
{2.10) by o factor of (1 + AF,) [Grayd1]. In the saturation region, we find

E
I, -ﬂiﬁ;ﬂ-{uwﬁ} (2.29)
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The parameter A is an empirical channel length modulation factor
that should not be confused with the same symbol used in layout design
rules. As channel length gees shorter, the effect of the channel length A

maodulation becomes relatively more important. Henee A is inversely V=18
dependent on channel length. This A channe] length modulation model 300 _—
is a gross oversimplification of nonlinear behavior and is more useful for .
Channel length modulation i very important to analog designers / —=a
because it reduces the gain of amplifiers. It is generally unimportant for ,-;,,--" V= 1.2
qualitatively understanding the behavior of digiral circuits. W — :
o

EEE] Body Effect

Uneil o, we have considesed a tramsistor to be 4 three-terminal deviee
with gate, source, and drain. However, the body is an implicit fourth
terminal. The potential difference between the source and body F;

Fects the threshold valage. The thresheld voltage can be modeled as AL 1-v chamacteristics of nMOS
z o o transistor with channsl length

v, =5".-n+'r'{ f—_“l +F".,—q"ﬁ] (2.30) modulation

where Fg is the threshold voltage when the source is at the body potential, &, is the nmface
patensiad at threshold (see a device physics text for farther discussion of surface potential),
and v is the dody gffert coefficiens, typically in the range 0.4 1o 1 V2. These in rum depend
an the doping level N, Section 4.4.3.2 will deseribe how a body bias can intentionally be
applied to alter the thresheld voltage, permitting tradeoffs between performance and sub-

% 03 08 08 12 15 18
Va

threshold leakage cument.
o =2 Lnﬂ"-i (2.31)
]
——— N
T=£“"'|hlﬁ.4""'3= EJE“ . {(2.30)

——— m —= == ——=—7nu
Consider the nMOS transistor in a 180 nm process with a nominal threshold voltage of 0.4 V and doping level of
8 * 10" cm). The body is tied to ground with a substrate contser. How much does the threshold change at room
temperature if the source is ar 1.1 V instead of 02

room temperature the thermal voltage ¢ = kTVq = 26 mV and u, = 1.45 « 10" cm™. The threshold
increases by 0.28 V.
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¢, = 2(0.026 Viln

40 = 107"

o ARk =3
B0 em” - _peav

1.45 « 10" em™

L

39 5.8 - mg::: _r_#[“' S EK"-? + 585107 J’_—IE - 10" m"]=u.ﬁﬁvi (2.33)
(41

V=04 V+y(fo, +11V ¢, ) =048V

EEE] Subthreshold Conduction

The ideal transistor I-V model assumes current anly flows from source to drain when Py,
» V.. In real transistors, current does not abruptly cut off below threshold, but rather
deops off exponentially as given in EQ (2.34) [SheuTh, Cheng99]. This conduction is
also known as leakage and often results in undesired current when 2 transistor s nosmi-
nally OFF. I, is the current at threshold and is dependent on process and device geame-
try; the &' * term was found empirically. n is a process-dependent term affected by the
depletion region characteristics and is typically in the range of 1.4-1.5 for CMOS pro-
cesses. The final term indicates thar leakage is 0 if 7, = 0, but increases 1o irs full waluc
when ¥, is a fow multiples of the thermal valtage or (e.g., when F, > 50 mV), Figure
2.15(i) shows the I-V characteristics on a logarithmic scale fllustrating both normal and
subthreshald conduction.

et ¥
Ipmlye = [l—c o ] (2.34)

fan =ﬁ"‘1:""=u (2.35)

Subthreshold conduction is used to advantage in very low-powes analog circuits. 11t
also particularly important for dynamic circuits and DRAMSs, which depend on the stor-
age of charge on a capacitor. Conduction through an OFF transistor discharges the capac-
itor unless it is periodically refreshed or a trickle of current is availshle to counter the
leakage. Leakage also contributes to power dissipation in idle cireuits. Leakage increases
exponentially as ¥, decreases or 23 temperature rises, s0 it is becoming a major problem fisr
chips using low supply and threshold voltages.

Subthreshold conduction is exacerbated by drain-indured barrier fotering {DIBL} in
which a positive F;, effectively reduces ¥, This effect s especially pronounced in short-
channel eransistors. It can be modeled as

¥, =¥, -n¥F, (2.36)
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L W
What is the minimum threshold voltage for which the leakage current through an
OFF transistar (F, = 0) is 10" times less than that of 2 transistor that is barely ON
(¥, = F}) at room temperature if o = 1.5? One of the advantages of silicon-on-insu-
laror (301} processes is that they have l:_nnIh:nr{lu Section 6.7). Whar threshold is

required for SOT if r = 1.3%
m“r- 26 mV ar room temperature. Assume ¥, >> op oo leakage is signifi-
cant. We solve
i
FalPy =0) =107 0 = F g™ (2.37)

¥im = In10™ = 270 m¥'

In the CMOS5 process, leakage rolls off by a facror of 10 for every %0 mV ¥, falls
below threshold. This is often quoted as a subthreshold dlope of 5= 90 mVidecade. In
the SO process, the subthreshold dlope 5 is 78 mV/decade, so a threshold of only
234 mV is roquired,

where 7 1 the DIBL coethcient, typically in the range of 0.02-0.1.
[Bowman?] extends the a-power w mode] to a péyrical’ a-power le medel that
inchudes subthreshold conduction as well as velocity saturation effects.

EEH Junction Leakage
The prn junctions berween diffusion and the substrate or well form diodes, as shown in
Figure 2.19. The well-to-substrate junction is another diode. The substrate and well ane

tied to GMND or Fop to ensure these diodes remain reverse-hiased, However, reverse-
hiased disdes still conduct 2 small amount of current [, 8

¥y
I = r,[:** = 1] (2.38)

where [, depends on doping levels and on the area and perimeter of the diffuson regeon
and Fyis the diode voliage (e.g., F; or Fgl. Yhen a junction s reverse biased by sygnif-
cantly more than the thermal volrage, the leakage is just —I;, generally in the 0.1-0.01 fA/
jem?® range,

P Bevware that [y, andd fy etand Sor the diode corment snd dicde roveme-biascd ssrurstion cusronts, respoctive-
by The I gnd & are nioc relared w drals of suice,
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Junetion leakage was historically a limiter of storage time on dynamic nodes. In mod-
ern transistors with low threshold voltages, subthreshold conduction far exceeds junction
leakage.

(2.4.6 | IUI'lﬁEI“'lE

According to quantum mechanics, there is a finite probabilicy that carriers will tunnel
through the gate cxide. This results in gase fakage current Aowing into the gate. The prob-
ability of munneling drops off cxponentially with oxide thickness, and so was negligible
until recently,

For oxides thinner than about 15-20 A, runneling current becomes a factor and may
become comparable to subthreshold leakage in advanced processes. Figure 2.20 plots gate
leakage current density f; against voltage for various code thicknesses.
Large tunneling currents impact not only dynamic nodes but also quies-
cent power consumption and thus may limit oxide thicknesses /,, 1o no les
than about BA [Song01]. To keep dimensions in perspective, recall that
each atomic bayer of 5i0); is about 3 A, so gate cxides have scaled 1o only a
handfisl of atomic layers thick. High C,, is important for good transistors,
so one rescarch direction is to use an alternative gate insulator with o
higher diclectric constant €. A key challenge is finding matesials that form
2 high-quality interface with silicon; one contender is silicon nitride
{5i,M,) with a dielectric constant of 7.8, Tunneling can purposely be used

to ereate electrically erasable memory devices (see Section 11.3),

o 63 o8 @B 13 14 18 Tunneling current is an order of magnitude higher for aMO5 than

[EEET] Gate leakape current from

[Sangol|

Voo

pMOS transissors with Si0, gate dielectrics because the electrons munnel
from the conduction band while the holes tunnel from the valence band
and see 3 higher barrier [Hamzaoglu02]. Different dielectrics may have
different tunneling propertics.

EEEl Temperature Dependence

Transistor characteristics are influenced by temperature [Cobbold6s, Vadaszho,
Teividis?9, Gutiersez01]. Carrier mobility decreases with temperature. An approximate
relarion 18
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T =dy
where Tis the absolute temperature, T, is room temperature, and &, is a fitting parameter
generally in the range of 1.2-2.0.

The magnitude of the threshold voltage decreases nearly linearly with temperature
and may be approximared by

VAT)=¥(L)-&.(T-T)) (2.40)

where £, is typically in the range of 0.5 o 3.0 mV/K.

Juncticn leakage also increases with temperature because I is strongly temperature
dependent,

The combined temperature effects are shown in Figure 2.21, where ON current
decreases and OFF current inereases with temperature. Similarly, Figure 222 shows how
the ON current [, decreases with temperarure. Therefore, circuit performance is gener-
ally worst at high remperature., This i called o aapareoe semperasure cogfficient.

I
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1=V characteristics of nMOS tansistor in [FIG 2.22] i,h,, v, (eempeTature

saturaiion at various tempeTaiines

Conversely, cireuit performance can be improved by cooling. Most systems use nato-
ral convection or fans in conjunction with hear sinks, but water cooling, thin-film refriger-
ators, or even liquid nitrogen can increase performance if the expense is justified, There are
many advantages of operating at low temperature [Keyes?, Sun87], Subthreshold leakage
is exponentially dependent on temperature, so lower threshold voltages can be used.
Velocity saturation occurs at higher fields, providing more carrent. As mobality is also
higher, these Relds are reached at o kower power supply, seving power. Depletton regrons
hecome wider, resulting in less junction capacitance. Most wearout mechanisms are tem-
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perature-dependent, so transistors are more reliable. However, az low temperatures, tran-
sistors break down ar lower voltages.

Two popular lab toals for determining temperature dependence in circuits are 4 can
of freeze speay and a hear gun. The former can be used to momentarily “freeze” a chip to
see whether performance alters and the other, of course, can be used to heat a chip up.
Offten these tests are done to quickly determine whether a chip is prone to temperature
effects. Be carcful—sometimes the sudden temperature change can fracture chips or their
packages.

EEX] Geometry Dependence
Th:h;mndﬂipwdumtuuimﬁmmﬁrhmdlmgthwmmdh_..ﬁ:m
gate dimensions may differ by some factors Xy and X;. For example, the manufactirer
may create masks with narrower polysilicon or may overetch the polysilicon 1o provide
shorter channels {negative X,) without changing the overall design mles or meral pitch.
Moreover, the source and drain tend to diffuse laterally under the gate by L. producing a
shorter effective channel Jength that the carriers must traverse between soarce and drain.
Similarly, diffusion of the bulk by W}, decreases the effective channcl width, Purting these
factors together, we can compute effective transistor lengths and widths that should be
used in place of L. and Win the current and capacitance equations given clsewhere: m the
boak. The factors of two come from lateral diffusion on both sides of the channel.

I'I'IT zlﬁnn*'xf._z"['ﬂ {2.41)
ji'r'_.ﬂ.- =i-|-"m +.|hr"- —Elpn

Therefore, 3 transistor drawn twice as long may have an effective length that is more than

twice as great, Similasly, two transistors differing in drawn widths by a factor of rwo may

differ in saturation current by more than a factor of two. Threshold volrages also vary

somewhat with transistor dimensions [Cheng%9].

Recall that long transistars also expericnce less channel length modulation. Combin-
ing the threshold, effective channel length, and channel length modulation effects, a tran-
sistor of twice minimum length usually delivers substantially Jess than half the current ofa
minimum length device, In general, when currents must be precisely matched le.g., in
unﬂ|mpﬁﬁmmmmm1mn:l,i!hhﬂ:ﬁuﬁ:ﬂumﬁ:nﬂdﬁlndhngﬂlrﬂrmh
device. Current ratios can be produced by tying several identical transistors in parallel.

In processes below 0.25 jum, the cffective length of the transistor also depends signif-
icantly on the orientation of the transistor. Moreover, the amount of nearby polysilicon
also affects cteh rates during manufacruring and thus channel length. Transistors that
must match well should have the same orientation. Dummy polysilicon wires can be

placed nearby to improve etch uniformity.

EEE] Summary
Although the physics of very small transistors is complicated, the impact of nonideal I-¥
behavior is fairly easy to understand from the designer's viewpoint.
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Threshold drops Pass transistors suffer a threshold drop when passing the wrong value:
aMOS transistors only pull up to Fug = ., while pMOS transistors only pull down to
[ Fl- The magnitude of the threshold drop is increased by the body effect. Therefore, pass
transistors do not operate very well in modem processes where the threshold volrage isa
stgnificant fraction of the supply voltage. Fully complementary transmission gates should
bee used where both s and 1% must be passed well.

Leakage current Ideally, complementary CMOS gates draow 2ero current and dissipate
zero power when idle. Real gates draw some leakage current, The most important source
at this time is subthreshold leakage between source and drain of a rransistor that should be
cut off. The subthreshold current of an OFF transistor decreases by an order of magnitude
for every 60-100 mV that ¥, is below I Threshald voltages have been decreasing, so sub-
threshold lealcage has been increasing dramarically. Some processes offer multiple choices
of ¥ low-F, devices are used for high performance in eritical cireuits, while high-F,
devioes arc used for low leakage elsewhere,

The transistor gate is a good insulatar. However, tunneling current Aows through very
thin gates. The significance of mnneling is also increasing exponentially and is becoming
another important sowrce of leakage current.

Leakage current causes CMOS gares to consume power when idle. It also limies the
amount of time thar dara is rerained in dynamic logic, latches, and memory cells. In mod-
emn processes, dynamic bogic and latches requine some sort of feedback to prevent data Inss

from leakage. Lealage increases st high temperature,

Vop Velocity saruration and mobifity degradarion resulr in less current than expecred ar
high waltage. This means that there is no point in trying to use a high Fop to achieve fast
trangistors, 30 Fuy has been decreasing with process generation to reduce power conmmp-
tion. Moreover, the very shore channels and thin gate axides woald be darmaged by high
oo

Delay Transistors in series drop part of the voltage across each transistor and thus experi-
ence smaller fields and less velocity saturation than single transistors. Therefore, serices
transastors tend to be a bit faster than 4 simple mode] would predict. For example, two
nMOS transistors in senes deliver more than half the current of 2 single nVMIOS transistor
of the same width. This effect is more pronounced for nMOS transistors than pMOS
transistors because nMOS transistars have higher mobility to begin with and thus are
more vebooity sxturated.

Matching 1f two transistars should behave identically, bath should have the same dimen-
stons and onentation and be interdigitated if possible.



TN TR 2

WMOS TRANSISTOR THEORY

2.5 DC Transfer Characteristics

Diigital circuits are merely analog circuits used over 2 special portion of their range. The
DC transfer characteristics of a cireult relate the output voltage to the input voltage,
assuming the input changes slowly enough that capacitances have plenty of time to charge
or discharge. Specific ranges of input and output voltages are defined as valid W and 1’
losgic Jevels, This section explores the DC transfer characteristics of CMOS gates and pass
transistors.

EENN Complementary CMOS Inverter DC Characteristics

Let us derive the DC transfer function { ¥, vs. F,,) for the complementary CMOS
inverter shown in Figure 2.23, We begin with Table 2.2, which outlines various regrons of
operation for the n- and p-transistors. In this table, ¥, is the threshold voltage of the n-
channel device, und ¥, is the threshold voltage of the p-channel device. Note that Fy, is
negative, The equations are given both in terms of F/V, and ¥,/ As the source of the
nMOS transistor is grounded, ¥, = ¥, and F,, = F.. As the sousce of the pMOS tran-
sistor is tied to Fop, Vi, = Fo= Fopand F, = K- Fon

Veo
e
'I.I"I hl'_l
’G T
EEEE 5 cMOS invertes

Table 2.2 Relatonships berween voltages for the three regions of

operation of a CMOS inverter

AMOS | Ve« P V> Vi Foa ™ Pin
F.aF ¥ [ e ¥ I
Ve < V= Vi Vi Vo= ¥,
¥ F.~F, N ]
p-:'l-'lﬂs F-H‘: F"q, ""”-i F‘? F"'[fi:- I"'JI,
T FoeF_ 4+l Fo<V Fri
F"’" FF'?"_FT F}*I."L l"'lh._ I":;,
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2.5  DC TRANSFER CHARACTERISTICS

The objective is to find the variation in output vodtage { ¥._) as 2 function of the input
voliage (F,). ﬂmmtyhtdmmpphuﬂr,:udpmﬂy{m Excreise 2.16), or through
simulation [Carr72]. Given ¥, we must find ¥,_, subject 1o the conserainr thar [, = |I,|.
For simplacity, we assume F, = =F, and that the pMOS transistor is 2-3 times a5 wide a5
dwnMﬂEtmmimmB,- By We relax this assumption in Section 2.5.2.

We commence with the graphical representation of the simple algebraic equations
deseribed by ECs (2.5) and (2.8) for the two inverter transistors shown in Figure 2.25-1{:]!
The plot shows I, and L, in terms of F, and F, for variows values of P, nnd
are 2.24(b) shows the same plot of I, and |1, now in terms of ¥, e S
¥a- The possible operating points of the inverter, marked with dots, are the values of ¥,
where I, = |1 Fnu;itmwhtnﬂL.Thﬁ:npﬂnﬁngpinnmphﬂdeumﬂ
axnes in Figure <) te show the inverter DC transfer characteristics. The supply current
fop = L = | {4/ 15 abso plotted against ¥, in Figure 2.24{d) showing thar both transistors
are momentarily ON as ¥, passes through voltsges between GND and Fyyp, resulting ina
pulse of current drawn from the power supply.

v : '
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RE] Graphical derivation of CMOS inverter DC characteristic
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The operation of the CMOS inverter can be divided into five regions indicated on Fig-
ure 2.24(c). The state of each transistor in exch region is shown in Table 2.3. In region 4, the
nMOS transistor is OFF so the pMOS transistor pulls the outpat to Fp. In region H, the
nMOS transistor starts to turn ON, pulling the output down. In region €, both transistors
are in saturation. Notice that ideal transistors are only in region C for ¥, = Fup /2 and that
the slope of the transfer curve in this exansple is =8 in this region, corresponding to infinite
gain. Real transistors have finite output resistances on account of channel length modula-
tion, described in Section 2.4.2, and thus have finite slopes over & broader region C. In
region I, the pMOS transistor is partially ON and in region E, it is completely OFF,
leaving the nMOS transistor to pull the output down to GND. Also natice that the
irverter's current consumption is zero when the input is within a threshold voltage of the
Frp 0t GND rails. This feanire is important for low-power operation.

Table2.3 Summary of CMOS inverter gperation

Region | Conditkon prdevice i Dutpat

A 0% K, a¥F, lincar outodl Foo= Fap

B | VoS Vo< P2 linear saturated V.. » Fpp2

C Fo = Fpo'l saturated | samrated | ¥, drops sharply
D P2 < VS Ppp= [F,|  saturated | linear ¥, < Voplf2 .
E Mo » P - |,|"qu| cutoff hncar V=0 |

Figure 2.25 shows simulation results of an inverter from a 180 nm process. The
pMOS transistor is rwice us wide as the nMOS transistor to achice approximately equal
betas. Simulation matches the simple models reasonably well, although the transition &
not quite as steep on account of channel lengeth moxiulation,

Ve 18
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EEEE 5imulated OMOS irverter DG charactefiste
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The crossover point where ¥, = F, = F_, is called the fmpur threshold, Becanse both
mobility and the magnitude of the threshold voltage decrease with temperature for
AaMOS and pMOS transistors, the input threshold of the gate is only weakly sensitive to
temperature,

Beta Ratio Effects

We have seen thas for ﬂ{, = B, the inverter threshold voltage ¥, is Fuo /2, This may be
desirable because it maximizes noise margins (see Section 2.5.3) and allows a capacitive
load 1o charge and discharge in cqual fimes by providing equal current source and sink
capabilities (sce Section 4.2). lnverters with different beta ratios @, /8, are called sheeved
inverters [Sutherland99]. If B, /B, » 1 (e.g. 2), the inverter is Hl-slewed. If BB < 1
{e.g., 1/2) the inverter is LO-rkeaed. If B, /B, = 1, the inverter has normal skew or is
arnnkraved

A Hl-skew inverter has a stronger pMOS transistor. Therefore, if the inpur is Frp/2,
we would expect the output will be greater than Frp /2. In other words, the input thres-
hold muse be higher than for an unskewed inverter. Similarly a LO-skew inverter has a
weaker pMOS transistor and rhus a lower switching threshold.

Fagure 2.26 explores the impact of skewing the beta ratio an the DC transfer charac-
teristics. As the beta ratio is changed, the switching threshold meves. However, the output
voliage transition renvaing sharp. Gates are usually skewed by adjusting the widths of tran-
sistors while maintaining minimum length for speed.

GEEEE transier chasacteristics of
skowed inverters

DXC transfer characteristics of other complementary CMOS gates can be understood
by collapsing the gates into an equavalent inverter. Series transistors can be viewed as a sin-
gle transistor of greater length. IF only one of several parallel transistors i ON, the other
transistors can be ignored. If several parallel transistors are ON, the collection can be
vicwed at o single transistor of preaver width.
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EEE Noise Margin

Notie murrgin is closely related 1o the DC voltage characteristics [ Walkerly(0]. This param-
ﬂ:nﬂﬂmywmdmmiuﬂh:ﬂmﬂhhmiurdugemuh:hwwhpumdmﬂu
output will not be corrupred. The specification most commenly wied to describe noise
margin {ar meise immaity) uses two parameters: the LOW noise margin, MM, and the
HIGH nolse mangin, NMy. With reference to Fipu:iﬂ,ﬂ#&hd::ﬁmdndu:ﬁﬁu-
ence in maximum LOW input voltage recognized by the receiving gate and the maximum
LOW ocutput voltage produced by the driving gate.

The value of NM,, is the difference between the minimum HIGH output voltage of

the driving gate and the minimum HIGH input voltage recognized by the recciving gate.
Thus

HH,;:F.;H -FIH' M]‘

where
Fipy = minimam HIGH ingut voltage
Fr; = maximum LOW inpat voltage
Fogy = minimum HIGH output voltage
¥y = maximum LOW output voltage.

Logical Low
Output Rarge

Inputs between ¥y and Fy, are said to be in the indeserminate region ar ferbiddes zene
and do not represent legal digital logic Jevels. Therefore, it is generally desirable to have

Fy 2 close a3 possible to P and for this value to be midway in the “logic swing,” Fer to
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Foan- This Impﬁu that the transfer characteristic should switch abruptly, that is, there
should be high gain in the transition region. For the purpose of calculating noise margins,
the eransfer characteristic of the inverter and the definition of voltage levels ¥y, Foy, Fan
Figq are shown in Figure 2.28, Logic levels are defined at the unity gain point where the
slope i —1. This gives a conservative bound on the worst-case static noise margin [HillSg,
Lohstroh83, Shepard99]. For the inverter shown, the NA, is 0,46 Fhp while the NM), is
0,34 Fup. Note that the output is slightly degraded when the inpat is at its worst legal

value; this is called moise or prepagated noise. The exercises at the end of the
chapter examine graphical and analytical approaches of finding the logic levels and noise
marging.
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Note that if |V, ]| = F,. then NMj, and NM, increase 15 threshold voltages are
increased. If etthes "-'J?H,, or NM|, for a gate are too small (e.g., below about 0.1 Vo), then
the gate may be disturbed by noise that cccurs on the inputs, Chuite often, nojse margins
are compromised 1o improve speed. Circuit examples in Chapter & will illustrate chis
tradeatf. Noise sources tend to scale with the supply voltage, so noise marging are best
given as a fraction of the supply voltage. A noise margin of 0.4 V is quite comformable in a
1.8 V process, but marginal in 2 5V process.

DC analysis gives us the static noise margins specifying the level of noisc that a gate
may see for an indefinite duration. Larger nobse pulses may be acceptable if they are brief;
these are described by dymamic noie manging specified by a maximum amplinide as a fupc-
tion of the duration [Lohstroh79, Somasekhar00], Unfortunately, there is no simple
amplitude-duration product that conveniently specifies dynamic noise margins.
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EEE Ratioed inverter Transfer Function
Apart from the complementary CMOS inverter, there are other
forms of MOS inverter that can be used to build logic gates, Figure
2.29(2) shows 3 generic nMOS inverter thar uses either & resistive
load or a constant current saurce, For the resistor case, if we super-
impose the resistor load line on the 1-V characteristics of the pull-
down transistor {Figure 2.29(b}), we can see that at I, = Fru, the
outpat is some small ¥, (Foe) (Figure 2.2 When F, = 0, Fe
rises to Fp. As the resistor is masle lasger, the ¥y, decreases and the
current Aowing when the inverter is turned on decreases. Corre-
spondingly, as the load resistor is decreased in value, the Fy rises
and the ON current riscs. Selection of the resistor value would seek
a compromise between Foy, the current dravwn, and the pallup delay
that increases with the value of the load resistor. Current sources
v high output resistance and thus offer sharper transitions.

Neither high-value restseors nor ideal current sources ane 7
available in most CMOS processes. A more practical circuit called a
pecudo-nMOS imverter is shown in Figure 2.30(a}. It uses a pMOS
transistor pullup of foad thar has its gare permanently groanded o
approximate & constant current source. Peeudo-nMOS circuits get
their name from the eatly nMOS technology (which preceded
CMOS technology as @ major systems technology) in which only
aMOS transistors were available; the grounded pMOS transistor is
reminiscent of 4 depletion mode nMOS transistor that is always
CINL

The transfer characteristics may again be derived by findang P,
for which I, = [I,] for a given Vs shown in Figure 2.30(b) and
Figure 2.30{c). The beta ratio affects the shape of the transfer char-
acteristics and the Fog of the inverter. Larger pMOS transistors
offer faster rise times but bess sharp transfer characreristics. Figure
2.30(d) shows that when the aMOS transistor is tumed on, a con-
stant DC current flows in the circuit.,

The gates in this section are called ravioed circuits because the
transier function depends on the ratio of the strength of the pull-
dewn transistor to the pullup device. The resistor, current source, o
ON transistor is sometimes called a stavic bad. It is possible to con-
struct other raticed cireuits such as NAND or NOR gates by replac-
ing the pullup transistors with a single pullup device. Unlike
complementary circuits, the ratio must be chosen so the circuit oper-
ates carrectly despite any variations from nominal component values
that may occur during manufacturing. Moreover, ratioed circuits
dissipate power continually in certain states (e.g., when the output is
low) and have poorer noise matgins than complementary gincuits
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Therefore, ratioed circuits tend to be used only in very limited circumstances where they
offer eritical benefits such as smaller area or reduced input capacitance. We will return to
ratined cirowits in Sectien 6,22

EEEl Pass Transistor DC Characteristics

Recall from Section 1.4.6 that nMOS transistors pass s well but 'I's poorly. We are now
ready to better define “poorly.” Figure 2.31(a) shows an nMOS transistor with the gare
and drain tied to Fry,, Imagine that the source is initially at ¥, = 0. ¥, = F,_, s0 the manss-
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tar is ON and current flows. If the voltage on the source rises 1o F, » Fop =V, F
falls to ¥, and the transistor cuts itself OFF. Therefore, nMOS transistors
antempting to pass 11" never pull the sowrce sbove I"'m.*l-"_.?TI:Lis loss in soame-
times called a chrechold drop,

Mareover, when the source of the nMOS transistor rises, I, becomes non-
zero. As described in Section 2.4.2, this nonzéro source to body potential intro-
duces the body effect that increases the threshold voltage. Using the data from
the example in that section, a pass transistor driven with Fpg = 5 V would pro-
dusce an output of only 3.34 V, potentially violating the noise margins of the next

Similarly, pMOS transistors pass “1's well but ‘0% poorly. If the pMOS source
drops below | F,|, the transistor cuts off. Hence, pMOS transistors only pull
down to within a threshold above GNID, as shown in Figuare 2.31(h).

Ay the source can rise to within a threshold voltage of the gare, the output of
several transistors in series is no more degraded than that of a single transistor
(Figure 2.31(c)). Howeves, i 4 degraded ourpur drives the gate of another tran-
sistor, the seoond transistor can produce an even further degraded output (Figure
2.31d0.

Also recall from Section 1.5.6 that  trunsmission gate consiets of an nMOS
transistor and a pMOS transistor in parallel with gates controlled by complemen-
tary sigrubs. When the transmission gate is ON, at least one of the two transistors
is ON for any output and hence the transmission gare passes both '0%s and
' well, The transmission gate is 1 fundamental and ubiquitous component in
MOS logic. Tt finds wse as a multiplexing element, a logic structure, o lasch ele-
ment, and an analog switch. The transmission gate acts as a volmge-controlled
resistar connecting the inpur and the output.

Figure 2.32 plots the transmission gate ON resistance s the mput voltage is
swept from GND to Py assuming the output voltage closely follows. In region
A, the nMOS eransistor is operating lincarly and the pMOS is cut off. In region
B, both transistors are linear. In region €, the nMOS ransistor is cut off and the
pMOS is lineas. If both transistors are of equal size, the charscteristics are alightly
asymmetric because of the better mobility of the nMOS transistor. The effective
OMN resismnce is the combination of the two resistances and & relatively
constant across the full range of input valtages.

EBEd Tristate Inverter

By cascading a tranemission gate with an inverter, the tristate inverter shown in
Figure 2.33(a) is constructed. When EN = 0 and ENb = 1, the output of the
inverter is in a tristate condition (the ¥ output is not driven by the A input),
When EN = 1 and ENF = 0, the ¥ output is exqual to the complement of 4, The
conneetion between the n- and p-driver transistors can be omitted (Figure

ﬁmw,hmmﬁnh#wwm aevoisnt af subibreshodd aoeene.



2.3¥b-c]) and the operation remains substantially the same. For the same
size n- and p-devices, this tristate inverter is approximately half the speed EMb
of a complementary CMOS inverter. The tristate inverter forms the basis e
for various types of clocked logie, latches, bus drivers, multiplexers, and A

I/O seructures. The circuit in Figure 2.33(d) interchanges the 4 and T
enable terminals. 1t is bogically equivalent but clectrically inferior because EN
if the output is wistated bur A toggles, charge from the internal nodes

vty distuch the Boating oulpt node (see Saction 634 for mors discos-
sion of charge sharing),
—
. e,
2.6 Switch-level RC Delay Models A o FY
It is very uscful to be able tm estimate the delay of 1 gate or compare cir- _::

cuit topologies without resorting to circuit simulation. RC delay mosdels
provide 3 means to make such approximate calculations. They approxi- )

{d]

mate the nonlinear transistor 1-V and C-V characteristics with an average (FIG 207 [y e —

resistance and capacitance aver the switching range of the gate; this works
remarkably well for delay estimation despite its obwvious problems in pre-
dicting detailed analog behavior.

The RC delay model treats transistors as swirches in series with resistors. Define a
unit nMOS transisear to have gfective resistance & The size of the unit transistor is arbi-
trary but conventionally refers to a transistor with minimum length and minimom con-
tacted diffusion width (i.e., 4/2 A). An nMOS transistor of £ times unit width has
resistance 4%, A unit pMOS transistor has greater resistance, generally in the range of 2R
— 3R, because of its lower mobility. Throughout this book we will use 2K for cxamples
keep arithmetic simple.

The resastance at some operating point can be defined as:

ekl ™
|
Fid [':-'F.e.] (2.44)

If ¥, is small and the mransistor is operating in the linear region, the resistance can be
approximated by differentiating EQ (2.5) as

R 1 — ) I 1
B}y, - ) ucﬁﬂ*{r,-.r,}

(2.45)

This formula is not particularly usefil for calculations because the current rolls off (and
resistance increases) as I, increases; we are more interested in some average cusrent over
the switching transition. Moreower, velocity saturation and other effects are important in
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modern transistors, so estimating resistance from fundamental principles is
not very practical. Nevertheless, EQ)(2.45) shows that resistance is propor-
I"': tional to L/W and decreases with . A better way to determine resistance is
1o simulste a transistor driving 2 known capacitance and messare the fime

ﬂ‘"}" - i i—j—c]__LE constant (see Section 5.4.5).

Each transistor also has gate and diffusion capacitance. We define C'to be

& the gate capacitance of a unit transistor of either flavor. A transistor of £ times
unit width has capacitance 4. Diffusion capacitance depends on the size of

the source/drain region, Using the approximations from Section 2.3.1, we

assume the source or drain of a unit transistor to also have capacitance C.

Wider transistors have proportionally greater diffusion capacitance. As dis-

W cussed in Section 2.3.1, € is typically in the range of 1.5-2 fF /jum of transis-

2Rk tar width for 2 minimum length transistor (2 fF /lum is a reasonable value for

d L rough estimates).
H*—ﬁﬂi -+ g% T Figure 2.34 shows equivalent RC circuit models for nMOS and pMOS
5 \}_‘rtﬁ transistors of width & with contacted diffusion on both source and drain. The
pMOS capacitors are shown with Fpp, us their second terminal because the

n=well is usually tied high, Howeves, the behavior of the capacitor from

[EEEE iguivaiont RC clrouit madels delay perspective is independent of the second terminal voltage so long as it

is constant. Hence, we sometimes draw the second terminal as ground for
CORVENIERTE,

The propagation delay of o logic gate can be estimated from the RC
models. Figure 2,35 shows how 1o estimate the delay of a fanout-of-1 iverter. The umit
inverter of Figure 2,35(a) is composed from an nMOS transistor of unit size and a pMOS5
transistor of twice unit width to achieve equal rise and fall resistance. {Remember: If the
aMOS mobiliry were three times that of the pMOS transistor, the pMOS device would
have to be made three times wider than the RMOS transistor to achieve symmetric rise
and fall times.} Note that if you use a cell libeary with a barger minimum-sized inverter, it
i handy to define the unit transistor a5 the nMOS transistor in the busic inverter. Figure
2.35(b) gives an equivalent circuit, showing the first inverter driving the second inverter's
gate. If the input A rises, the AMOS transister will be ON and the pMOS OFF. Figure
2.35(c) illustrates this casc with the swirches removed. The capacitors shorted betwecn
two constant supplies are also removed because they are not charged or discharged. The
propagation delay of £, = R = (6C) = 6RC is estimated a5 the RC time constant of the
esiseor discharging the diffusion and load capacitances. If an ideal inverrer could be con-
structed with no parasitic diffusion capacitance, the delay would be only 3RC. This delay
of an ideal inverter with no parasitics driving an identical inverter is a Agure of merit
describing a manufacturing process and i sometimes called 7 [Suthertand99].* Delay esti-
miates for more complex gates are examined in Section 4.2,

Do et comfise this definition of 7 « TR with Mead and Cosmway’s definition [Mead80] 7= RO, the delay
of an eMOS transisos deiving iis own gate.
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Irverter propagation delay

The effective resistance of 4 transistor passing a value in its poor direction is greater.
For example, we can mode! the cffective resistance of » unit nMOS transistor passing a ‘1’
5 2R and a unit pMOS rransistor passing o 0" a5 4R, The effective resistance of 3 trans-
mission gate is the parallel combination of the resistances of the rwo transistors. Fi
2.36 shows that the cffective resistance passing a0 is R || 48 = (#/5)R. The effective
resistance passing a2 '1"3s 2R || 2R = R, Hence, 3 mansmission gate made from unit transis-
tors i approximacely R in either direction, Note that transmission gates arc
commanly built using equal-sized aMOS and pMOS transistors. Boosting 1 -
the size of the pMOS transistor only slightly improves the effective resis- -—é‘;—h ..o.{ﬁ} a= 1LV
tance while significantly increasing the capacitance. T iR =
Meost digaral circuits use minismum-length transistors. If the lengrh is 0
greater than minimum, both resistance and capacitance to first order grow
linearly with channel length. Section 5.4 describes how 1o construct
SPICE simulations to extract R and C for a particular fabrication process
operating at a particular power supply:
Velocity saturation also impacts the effective resistance. If velocity saruration were not
a factor, the effective resistance of two transistors in series would be double that of 3 single
transistor of equal size. 1f velocity saturation is significant, serics transistors each experi-
ence a smaller F, and hence are less velocity saturated. Therefore, the resistance of series
transistons is often slightly less than our simple model predicts. The effect is more pro-
nounced for nMOS transistors than pMOS because of the higher mobility and greater
degree of velocity saturation.

SR Effective resistance af & wnit
tanEmission gale
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Thiks section Eﬂsnmﬂﬂﬂlpﬁﬂiﬁaﬁdhhﬁuﬂu:
can decéive the novice [of experienoed) dessprer

Blindly trusting one's models

Medals should be wiewed a5 oniy approdimations 10 re-
ality, not reality itself, and used within their limita -
tians. [n panicular, simple models ke the Shockley or
BC models aren's even cigae 10 acturate fits for the |-V
eharacteristics of 3 modern transistor. They are valu-
able for the insight they glve on trends (e, making &
transisior wider increases its gate capacitance and de-
creases its 0N Teslstance], not for the absolute valuss
they predict. Cutting-edge projects often tazget pro-
teased that are still under development, so these mosd-
els shoubd anty be viewed as speculative. Finally,
processes may not be {ully charmctenzed over all apet-
ating regirnes; for example, don't assume that your
matels pre apcuratein the subthreshobd region unbess
your vendor tells you 0. Heving said this, modem
SPICE models do an extremely good job of predicting
perfarmance well into the GHz range foe well charac-
terized processes and models when using proper design
practioes (such as sccounting for temperature, voltage,
and process variation).

2.7 Pitfalls and Fallacies

e =
Assuming a transistor with twice the drawn length
has exactly half the current

To first order, current is proportianal to WYL In modem
rransistors, the effective transistor length i usually
shoater than the drawn length, so doubling the drawn
length reduces current by more than a factor of twe,
Maoreaver, the threshald voltage tends to increase for
langer transistors, resulting in less current. Therefore, it
Is & poct strategy to try to ratio currents by raticing
transistar lengths.

Assuming two transistors in series deliver exactly
half the eurrent of a single transistor

To firss order, this woiild be trise, Howeyer, bwo trand.
tors in series each ser 0 smaller electric field acroas the
channe] and henoe are each less wiodsty saturated
Therefore, two setfes transistors in 4 modemn process
will Geliver more (than half the current ol a single tran-
gistor. This is more propounced for nk0S than pMos
transistors because of the higher mobility and the Righ-
er degree of velocity sanuration of electrons than holes
at a given fisld This means that NAND gates perform
tsetter than first order estimates might predict

Using excossively complicated models for
manual calculations

Because models cunnot be perfectly accurate, there ks
fieshe value in using exceasively complicated models,
particularly for hand calculations. Simpler models give
more insight on key madecifs and mare rapld feedback
during design. Morecver, RC models calibrated sgainsi
simulated data for a fabrication process con satmats
dalsy just as accurately as elsborate models based ona
Intge number of physical parameters but not calibrated
io the pEOCEES.

.

Using nMOS pass transistors

nMOS pass transistors anly pull up 0 Vg - V). This
voltage may £l bebow Vi, of o receiver, especially as
Vi detreases. For ceample, ane suthor worked with &
sran [atch contaihing an nkess pass tranaistor that op-
erated correctly in 8 250 nem process at 2.5 ¥, When the
Entch waa parted to g 180 nm process at 1.8V, e scan
chaln stopped working. The problem was traced to the
pass transistor and the scan chain was made operation-
al in the lak by radsing Vap to 2 V. A better solution |5 to
hEe LHLnSeT sson gates in plece of pass transiaiors,




Summary

In summiary, we have seen that MOS transistors are four-terminal devices with a gate,
source, drain, and body. In normal operation, the body is tied to GNID or Fiy, so the tran-
sistor can be modeled 25 a three-terminal device, The transistor behaves as a voltage-con-
trolled switch. An nMOS switch is OFF (no path from source to drain) when the gate
voltage is below some threshold ¥, The switch tams ON, forming a channel connecting
source 1o drain, when the gate voltage rises above I, This chapter has developed more
elaborate models 1o predict the amount of current that fows when the transistor is ON.
The transistor operates in three modes depending on the terminal volrage:

. V< F, Curaff fs=0
L Frﬁ' Fio Fyx F",' F. Linear Iy increases wath F (ke a resistor)
8 Fo» ¥, Fy» V- F, Saturation [, constant (like a current source)

In an jdeal transistos, the saturation current depends on (¥, = FF. pMOS transistors
are similar to nMOS wansisons, but hive the signs reversed and defiver abour half the cur-
rent because of lower mobility. From the ideal model, we can derive the IMC transfer char-
acteristics and noise margins of logic gates using either the analytical expressions or a
graphical load line analysis or simulation,

In u real transistor, the 1-V characteristics are more complicated, Modern transistars
are extraoedinarily small and thus experience enormous electric fields even ar low voltge.
The high fields cause velocity ssturation and mobility degradation thar lead to less current
than you might otherwise expect. This can be modeled as a saturation current dependent
on [ F, = FJ*, where the velocity saturation index a is less than 2. Moreoves, the satura-
ton current does increase slightly with ¥, because of channel length modulation.
Although simple hand calculations are no longer aceurate, the general shape docs not
change very much and the transfer characteristics can still be derived using the graphical
af simulation methods,

Even when the gate voltage is low, the transistor is not completely OFF, Subthreshold
current through the channel drops off exponentially for I, < F,, but is nonnegligible for
transistors with low thresholds. Junction leakage currents flow through the reverse-biased
p-n junctions. Tunneling current Bows through the insulating gate when the oxide
becomes thin

Unlike ideal switches, MOS transistors pass some voltage levels betrer than others.
An aMOS transistor passes s well, but only pulls up to Py, — ¥, when passing ‘1's. The
pMOS passes 1's well, but onky pulls down o [#7,] when passing ‘s, This threshold drop
15 exacerbated by the body effect, which increases the threshold voltage when the source is
at o different potential than the body.

Transistor speed depensds on the ratio of current to capacitance. The two main sources
of capacitance in & transistor are the gate capacitance formed by the thin gate axide and

-----
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the diffision capacitance formed by the depletion regions between the source ar drain and
body. The diffusion capacitance is voltage-dependent, but can be modeled across the digi-
tal switching voltages with an average value.

Circuit simatlazors use very eliborate models 1o caboulate the currents and voltages in s
transistor, These models ane too complicated to give much insight into the circuit behav-
ior. For the purpose of estimating delay, we can approximate an ON transistor with an
effective resistance such that the product of this resistance and the load capacitance
satches the gate delxy. This approximation is remarkably good and will be developed fur-
ther in subsequent chapters to cxplain why satne circuits are faster than others and 1o help
optimize gate delay,

[Muller03] offers a eomprehensive treatment of device physics at a more advanced
level. [Gray01] describes MOSFET models in more detail from the analog designer’s
point of vicw.

Exercises

21 Consider an nMOS transistor in 0.6 pum proocss with B/L = 4/2 ) (ie., 1.270.6
wer). In this process, the gate axide thickness is 100 A and the mobility of electrons
is 350 cm?/V » 5. The threshold volbage is 0.7 V. Plot I, vs. ¥ for ¥, =0, 1,2,3, 4,
and 5 V.

22 Shew that the current through mwo transistoss in serics is equal to the cument
ﬂumgluﬁnglcnwruiuurnfmimth:i:ngthifﬂwumﬁﬂmmnﬂidmihdby
the Shockley moxdel. Specifically show that Ing = Jng in Figure 2.37 when the tran-
sistors are in their Enear region: Fog < Fop = Fi Pop » F; (this is also true in satura-
tion), Hiné: Express the currents of the series transistors in terms of Fj and solve for
¥,

i [1:1]

(ARl Current in serhEs trARAEIOTE

23 ln&r&r!.l,hﬂyd&:mw.lfﬂtwtﬁﬂhmﬂcﬂﬁﬂ
I be equal to, greater than, or bess than frg? Explain.
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A 90 nm long transistor has 2 gate axide thickness of 16 A. What s its gate capaci-
tance per micron of width?

Calculate the diffusion parasitic C of the drain of a unit-sized contacred nMOS
transistor in o 0.6 pm process when the drain is at 0 and at Frp = 5 V. Assume the
substrate is grounded. The transistor characteristics are G = 042 fF/pm?, A{f =
0.44, CJSW = 0.33 {F/jum, MISW = 0.12, and fy; = 0.98 V at room temperature.

Cansider the nMOS transistor in a 0.6 um process with gare axide thickness of 100
A The dopin level is Ny = 2+ 107 cm and the nominal threshold voltage is 0.7 V.
The body is tied to ground with a substrate contact, How much does the threshold
change at room temperature if the source is at 4 V instead of 07

Dioes the body effect of o process limit the mumber of transistors that can be placed
in series in & CMOS gate at low frequencies?
Sometimes the substrate is connected to a voltage called the substrate bias to aler

the threshald of the nMOS transistors. If the threshold of an aMOS transistor i to
be raised, should a positive or negative substrate biss be used?

An aMOS transistor has a threshold voltage of 0.4 V and a supply valtage of Fyg =
1.2 V. A circuit designer is evaluating g proposal to reduce F; by 100 mV to obtain
faster transistors,

a} By what factor would the saturation eurrent increase (at ¥, = ¥ = Fpp) if the
trandistor wene ibeal?

b) By what factor would the subthreshold leakage current increase ar room tempera-
ture at F, = 0F Assume n = 1.4

e) By what factor would the subthreshold leakage current increase at 120° C?
Assume the threshold voltage is independent of remperature.

As terperuture rises, does the currene through an ON transistor increase or
decrease? Dioes current through an OFF transistor increase or decrease? Will o chip
operate faster at high temperature or low tempersmure? Explain.

Find the subthreshold leakage current of an inverter at room temperature if the
input.4 = 0. Let B, = 28, = 1 mA/V?, ma 14, and [F] = 0.4 V. Assume the body
effect and DIBL cocfhoents are y = 1 = 0.

Repeat Exercise 2.11 for a NAND gare built From unit transistors with inputs 4 = B
= 0. Show that the subthreshold leakage current through the series transistors is half
that of the inverter.

Repeat Exercises .11 and 2.12 when 1 = (.04, s in the case of 2 mose realistic tran-
sistos. i has a secondary effect, so assume that it is 0, Did the leakage currents go up
or deown in each case? Is the leakage through the series transistors more than Jalf,
exactly half, or less than half of that through the inverter?

exercises  [ETENENEN
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214 Peter Pitfall is offering to license to you his patented noninverting buffer circuit
shown in Figure 2.38, Graphically derive the transfer characteristics for this buffer.
Why is it 2 bad circuit idea?

EEEED rooninverting buffer

315 A novel inverter has the transfer characteristics shown in Figure 2.39. What are the
vahues of Fiz, Fyn Fap, and Py that give best noise margins? What are these high
and low noise mangins?

T2
b8 -
e -
03 -

i} L)

[

2 03 08 08 12

FilG 2.

EE] Transfer characterstics

2.16 Section 2.5.1 graphically determined the tansfer characteristics of a static CMOS5
inverter, Derive analytic expressions for ¥, a8 a function of ¥, for regions 8 und D
of the transfer function. Let |F,| = ¥ and B, = B

2.17 Using the resulss from Exercise 2,16, calculare the noise margin for & CMOS
inverter operating at 1.0 V with F, = || = 035 V. B, = B

218 Repear Fxercise 2.16 if the threshabds and betas of the two transistors are not neces-
sarily equal. Also solve for the value of ¥, for region € where both transissars ane
saturated,

2.19 Using the results from Exercise 2,18, calculate the noise margin for a CMOS
inverter operating at 1.0 V wath ¥, = [V, | =035 V, B, = D.5B..



220 Derive F,, using the Shockley models for the pseudo-nMOS inverter from Figure
2.30with ¥, = Fyp a5 a function of the threshald valtages and beta values of the two
transistors. Assume ¥, < |V, ].

2.21 Give an expression for the output voltage for the pass transistor networks shown in
Figare 2.40. Neglect the body effect.

o A A e?i'ﬁr
- 1
e} J‘EF_J_L iy T_.!f_-l"l-
B ;s trnmsiotor petwotks
131 Suppose Fap = 1.2V and F, = 0.4 V. Determine F_, in Figure 2.41 for: (2) ¥, =0V,
() Fip= 0.6 V5 () K, = 0.2 V, and (d] F,= 1.2 V. Neglecr the body effect.
Voo

W, LW,

[FI: 2 31 [T ——

exercises  [EEEEEEEI



CMOS Processing
Technology

3.1 Introduction

Chapter 1 summarized the steps in a basic CMOS process. These steps are expanded
upon in this chapter. Where possible, the processing details are related to the way CMOS
circuity and systems are designed. In addition, this chapter investigates some emerging
technologies that may becorne important in the future. Modern CMOS processing is
complex, and while coverage of every nuance of modern CMOS processing is not within
the scope of this book, we focus on the fundamental

A quuum:mfm a desgrer would be “Why do 1 care hﬂurruquutnr:m madas”
In many cases, if designens understand the physical process, they will comprehend the rea-
son for the underlying dewign rules and in turmn use this knowledge 1o create a better
:E-uij_.pl.. U:rl.-ljnr'.tl."lnrlinp; the mlnu!':l.l.ﬂl:ri:'g Efeps 1% also Importnt when d:hum'ing SOMmE
difficulr chip failures and improving yicklL

3.2 CMOS Technologies

EENN Background

In this section we provide an overview of current CMOS technologies with a simplified
treatment of the process steps.

The matn CMOS technologics are:

* n-well process

# powell process

" pwin-well process

= mriple-well process
By adding bipolar transistors (either silicon or silicon germanium—=5iGe), the range of

processes can be expanded. Silicon-on-insulator processes are ako svailable through some
manofacturers (soe Section 3.4.1.2),

113
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Chapter 1 outlined an n-well process, Historically, p-well processes preceded n-well
processes. In a p-well process, the aMOS transistors anc built in a p-well and the pMOS
transistor is placed in the n-type substrate. p-well processes were used to optimize the
pMOS transistor performance. Improved technigues allowed good pMOS transistors o
be fabricated in an n-well and excellent nMOS transistors to be fabricated in the p-rype
substrate of an n-well process. Twin-well processcs accompanied the emergence af n-well

A owin-well process allows the optimization of each transistor type. A third well
can be added 1o create o triple-well process, The triple-well process has emerged w pro-
vide good isolation between analog and digital blocks in mixed-signal chips; it is also used
to isalare high-density dynamic memory from logic. Most fabrication fines provide a base-
line twin-well process that can be upgraded to a triple-well process with the addition of a
single mask level, In this section we will present a CMOS process in the 130 or 90 nm
generation that is representative of current commercial processes.

To review the material covered in Chapter 1, silicon in its pure or émfringdc state is @
semicondisctor, having bulk electrical resistance somewhere between that of 4 conductor
and an insulator. The conductivity of silicon can be raised by several orders of magnitude
by introducing imparity atoms into the silicon crystal lattice, These dopants can supply
cither free electrons or holes. Group I11 impurity elements such a3 boron that use up elec-
teons are referned to as aeepdors because they sccepr some of the electrons already in the
silicon, beaving holes. Similarly, Group V' domer clements such as arsenic and phosphorous
provide elecrrons. Silicon thar containg 3 majority of donors is known s a-rype, while sili-
con that contains & majority of scoeptors is known as p-type. When n-type and p-rype
muteriabs are brought together, the region where the silicon changes from n-type to p-type
is called o fumiction (junctions also can be formed between two arcas with different doping).
By arranging junctions in certain physical structures and combining them with other
physical structures, various semiconductor deviees can be constructed. Orver the years, sili-
con semiconductor processing has evolved sophisticated techniques for building these
junctions and other insulating and conducting structures,

EEE} Wafer Formation

The basic raw material used in modern semiconductor ks (fabricarion facilities) i a wafer
or disk of silicon, which currently varies from roughly 75 mm to 300 mm (12°—a dinner
plate!) in diameter and less than 1 mm thick. Wafers are cut from ingots of single-crystal
silicon that have been pulled from a cracible melt of pure molten silicon. This i known as
the Crechrndobi method and is currently the most common methed for producing single-
erystal material. Controlled smounts of impuritics are added to the melt to provide the
erystal with the required clectrical properties. A seed crystal is dipped inte the mel to ini-
tiate cryatal growth. The sificon ingot rakes on the same crystal orientation as the sced. A
graphite radiator heated by mdio-frequency induction surrounds the quarts crucible hold-
ing the melt and maineaine the remperarure a few degrees above the melting point of sili-
con {1425° C). The atmosphere is typically helium or argon to prevent the silicon from
ooadizing.
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The seed i gradually withdrawn vertically from the melt while simultaneously being
motated. The molten silicon attaches itself to the seed and recrystallizes as it is withdrawn.
The seed withdrawal and rotation rates determine the diameter of the ingot. Growth rates
vary from 30 to 180 mm/hour.

EEEl Photolithography
Recall that regions of depants, polysilicon, metal, and contacts are defined using masks.
Faor instance, in places covered by the mask, jon implantation might not ocour or the
dielectric or meral layer might be left intact. In areas where the mask is absent, the
implantation can occur, or dielectric or metal could be etched away. The patterning is
achieved by a process called phosofitbograpdy, from the Greek phore (light), Jitbos (stone],
and grapie {pictune), which literally means “carving pectures in stome using light.” The pri-
mary method for defining areas of interest (i.e., where we want material 1o be present or
ahsent) on a wafer is by the use of pheveresintr, The wafer is coated with the photoresist and
subjected 1o selective Mumination through the pharomask. After the initial patterning of
photoresist, other barrier liyers such as polyerysmalline silicon, silicon dioxide, or silicon
nitride can be used as physical masks on the chip. This distinction will become more
apparent as this chapter progresses.

A photomask is constructed with chromium {chrome) covered quarte glass. A UV
light source is used to expose the photoressse. Figure 3.1 llustrates the Grhagraphy process.
The photomask has chrome where light should be blocked. The UV light fonds the mask
fromm the backside and passes throegh the clear sections of the mask to expose the organsc
photoresisr (PR) that has been coated on the wafer. A developer solvent is then used to dis-
sulve the soluble unexposed photoresist, leaving islands of insoluble exposed photoresist.
This is termed 1 negative photoresist. A panitive resist is initially insoluble, and when
expased to UY becomes soluble. Positive resists provide for higher resolution than negative
resists, but are less sensitive w light, As featore sizes become smaller, the photoresist layers
have to be made thinner. This is turn makes them less robost and more subject o faikure, In
turn, this can impact the overall yield of a process and the cost to prsduce the chip,

The photamask is commonly called a reficle and is usually smaller than the wafer, e.g.,
2 om on a side, A stepper moves the reticle to successive locations to completely expose the
wafer. Projection printing is normally used, in which lenses between the reticle and wafer
focus the pattern on the wafer surface. Older techniques include contact primting, where
the mask and wafer are in contact, and proximity printing, where the mask and wafer are
close but not touching. The original form of both techniques can cause damage to the
mask and are limited in feature definition in the range of 1-2 pm. However, newer
approaches o proximity printing are being propesed for future processes. The reticle can
he rhe same size as the area to be parterned (1X) or langer. For instance, 2.5X and 5X sep-
pers with optical reduction have been used in the industry.

The wavelength of the ight source influences the mininum feature size that can be
printed [Schellenberg03]. In the 1980s, mercury lamps with 436 nm or 365 nm wave-
lengths were used. At the 0.25 um process generation, excimer lasers with 248 nm (deep
ultraviobet) were adopted and have been aged down to the 180 nm node, Currently 193 nm
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UV light Roods hackside of masi.
Priomask Cuartz Glass
Chresma Patbem photonesist is
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[ FiE 3.1} Pﬁuuu‘mting with a hep.ﬂ.re resist (Jens miﬁn botween mask aod
wrafer cenitted to improve clarity snd avoid diffracting the reader )

argon-Aucride lasers are used for the critical deyers down to the X nm riscbe, The eritical lay-
ers are those that define the device behavior. An example would be the gare (polysilicon),
source/drain (diffusion), first metal, and contact masks. The ASML TWINSCAN
XT:1250 step and scan lithography tmal wics & 193 nm lser to expose up to 150 wafers per
hote. It has an alignment tolerance of 8 nm and can process features down to 70 nm, 157
am fluorine lasers are in development [Nowalk02, Miller0] for processes below ¥ nm. In
the future, 13.4 nm extreme ultravioler (EUV) light sources may be uscd, but at present
these sources are costly and require prohibitively expensive reflective optics. Each successive
UV stepper is more expensive and the throughput of the stepper may decrease. This is just
another contributory issue to the spiraling cost of chip manufacturing. The cost of masks is
also skyrocketing, forcing chip designess to amortize design and mask expenses across the
lurgest volume possible. “This theme will be reinforced in Chapter 8.

Wavelengths comparable to or greater than the fearore size cause distartion in the
patterns exposed on the photoresist. Res/ution embancement techmignies precompensate for
this distortion so the desired parterns are obtained. These technigues involve modifying
the amplitude, phase, or direction of the incoming light. The ends of a line ina layout
receive bess light than the center, causing nonuniform exposure. Chpricind prroxcemity correc-
riom (OPC) makes small changes to the patterns on the masks 1o compensate for these
lncal distorions, Multiple lines ranning in parallel on a mask behave 35 2 diffraction grar-
ing. Phase shift masks (PSM) vary the thickness of the mask 1o change the phase such that
light from adjacent lines are our of phase and cancel where no light is desired. Offanis
iffumeinagion can also improve contrast for certain types of dense, repetitive patterns. Using
these techniques, the resolution can be extended to onc-aighth the wavelength of the
Tight.
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EEXEY Well and Channel Formation

Varying proportions of donor and acceptor impurities can be achieved using apitacy,
n.m:..wmﬂnnﬂ:‘un Epitaxy involves growing a single=crystal film on the silicon
(which is already a single crystal) by subjecting the silicon wafer surface to an elevated
remperature and a source of dopant material.

Epitaxy can be used to produce a layer of silicon with fewer defects than the narive
wafer surface and also can help prevent larchup (see Section 4.8.5). Foundrice usually pro-
vide a choice of gpd {with epituxial layer) or non-epi wafers. Microprocessor designers usu-
ally prefier to use epi wafiers for device uniformirty of

Deposition invohees placing dopant material onto the iillﬂl:l‘l surface and then
it into the bulk wing a thermal diffuston step. This can be used o build d:qnjmmmnl..l’l.
step called chemizal vapor deporition (CVD) can be used for the deposition. As its name
suggests, CVD ocours when heated gases react in the vicinity of the wafer and produce a
product that is deposited on the silicon sarface. CVID s also used to lay down thin films
of material later in the CMOS process.

lon implantation imvolves subjecting the silicon substrate to highly energized donor or
acceptor atoms. YWhen these atoms impinge on the silicon surface, they travel below the
surface of the silicon, forming regions with varying doping concentrations. At elevared
temperature (> 800" C), diffusion ocours between silicon regions having different densities
af impuritics, with impurities rending to diffuse from aress of high concentration 1o arcas
af low concentration. Therefore, it is important 1 keep the remaining process steps at as
low a temperarure as possible ance the doped areas have been put into place, However,
high-temperature annealing step is often performed after fon implantation o rediseribute
dopants more uniformly. lon implantation is the standard well and source/drain implant
meethod used roday.

The first step in most CMOS processes s to define the well regions. In a triple-well
process, a deep n-well is first driven into the p=type substrate, usually using high-energy
(MeV—Moega clectron volt levels) ion implantation as opposed o a thermally diffused
aperaton. This avoids the thermal cycling (i.c., the wafers do not have to be rased sagnif-
icantly in temperature), which improves throughput and reliabiliey. A 2-3 MeV implanta-
tion can yield a 2.5-3.5 pm deep n-well. Such & well has a peak dopant concentration just
under the sirface and for this reason is called a resregrade well. This can enhance device
performance by providing improved latchup chancteristics and reduced susceptibility o
vertical punch-through. A thick (3.5-5.5 um) resist has to be used to black the high
energy implantation where no well should be formed. Thick resists and deep implants
necessarily lead to fairly coarse feature dimensions for wells, compared to the minimaim
fearure size. Shallower n-well and p-well regions are then implanted. After the wells have
been formed, the doping levels can be adjusted (called a fhresbald implans) to set the
degired threshold voltages for both nMOS and pMOS transistors, For a given gate and
substrate material, the threshold voltage (F)) depends on the doping level in the substrate
Ny}, the oxide thickness (1.}, and the surface state charge (). The implant can affect
both N, and )y and hence F. Figure 3.2 shows a rypical triple-well structure. As
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discussed, the nMOS transistors are situated in the p-well located in the deep n-well. The
pMOS transistors are bocated in the shallow (normal) n-well. The figure shows the cross-
section of an inverter.

77T

ST

W Well strctisre in triple-well process

EEEY Silicon Dioxide (Si0,)

Many of the strucrures and manufscturing techniques used to make alicon integrated cir-
cuits rely on the properties of Si0);, Therefore, reliable manufacture of 50, is extremely
impartant. In fact, unlike competing materials, silicon has dominated the industry because
it has an easily processable oxide (i.e., it can be grown and ciched). Various thicknesses of
$i0, may be required, depending on the particular process. Thin oxides are required for
transistor gates; thicker axides might be required for higher voltage devices, while even
thicker oxide layers might be required to ensure that transistors are not formed uninten-
unmﬂymrhuﬂlmnhmutbp:bﬂﬁmnmhudmnmml}
Oidation of salicon is achieved by hearing silicon wafers in an axidizing atmosphere.

Some comman approaches ase:

® i exidationr—when the axidizing atmosphere contains water vapor. The tempera-
ture is usually between 200° C and 10007 C. This is also called pyrogenic axidation
when a 2:1 mixture of hydrogen and axygen & used. Wet axidation is 2 mpad process.

® Dy oxidationr—when the oxidizing stmosphere is pure oxygen. Temperatures are
in the region of 12007 C to achieve an scceptable growth rare. Dry eaddation forms
a better quality cxtide than wet axidation, It is used to form thin, highly contralled
gate cxides, while wer oxidation may be nsed ro form thick field oxdes.

® Atomic layer deporition {ALD}—a process in which a thin chemical bayer (material
A) is attached to a surfsce and then a chemical {material B) is introduced to pro-
duce a thin layer of the required layer (i.e., SH0,—this can also be used for other
various dielectrics and metals), The process is then repeated and the required layer
is built uwp layer by baver, [ Georgre®6, Klaus?8]. Currently, this is an emerging
Rl process.
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The oxidation process normally consumes silicon {deposition or ALD does not).
Since 510 haz appraximately twice the volume of silicon, the 510 laver grows almost
equally in both vertical directions. Thus, after processing, the S0, projects above and
below the original unoxidized silicon surface.

EEXR Isolation

Although not immedintely obviows, individual devices in a CMOS process need to be iso-
lared from one another so that they do nat have unexpected mteractions. The source and
drain of transistors form reverse-biased p=n junctions with the substrate ar well, isolating
themn from their neighbors, Next, the formartion of any parasitic MOS channels must be
prevented. This is commonly achieved using a thin gafe axide for transistors and a much
thicker field oxide elsewhere. The thicker cxade increases the threshold valtage to a value
above the supply voltage and so prevents o channel from forming in the substrate unless
there is an overvoltage condition {actually, these field devives are wsed for 170 protection).
In sddition to using the thick oxide, the substrate in areas where transistors are not
required can be further implanted with dopants 1o create a chammal-step diffusion. The
implant increases the impurity concentration in the substrate, which in turn raises the
threshold voliage and prevents inversson of an unwanied channel. In early metal gate pro-
cesses that had a uniform (thin) oxide layer, the channel-stop diffision surrounded each
transistor and was the only method of isolating transistor.

Hiszorically, LOCOS or Local Oxidation of Siioen was used w produce varying axsde
thicknesses, A common problem with LOCOS-based processes was the transition
between thick and thin oxide, which extended some distance larerally because of the way
the oxide was grown; this in mrm limited the packing density of mransistors. The isolation
st that i used fo achicve issdation between devices in processes at and below the 180 nm
node 5 to form insulating trenches of Si0);, that surround active areas. Typical trenches in
a %0 nm process can be 140 nm wide by 400 nm deep [Kim02]. This is called shaffouw
dvench iofation (ST1), (There are also process options with deep trenches.) ST (Figure
3.3) starts with a pad exide and a silicon nitride layer, which act as the masking layers.
O'penings in the pad cxide are then wsed o etch into the well ar substrate region (this pro-
oess can aleo be used for source/drain diffusion). A liner oxide is then grown to cover the
exposed silicon. The trenches are filled with 510, using CVID that does not consume the
underlying silicon. The pad oxide and nitride are removed and o Chemizal Mechanisal Pol-
isbing (CMP) step is used to planarize the structure. CMP, as its name suggests, combines
a mechanical grinding action in which the rotating wafer is contacted by a stationary pol-
ishing head while an abrasive maxture s applied. The mixture also reacts chemacally with
the surface to aid in the polishing action. CMP s used 1o achieve flar surfaces, which ar
of central impormance in modern processes with many layers.

From the designer’s perspective, the presence of o deep n-well and/or trench isolation
raakes it easier fo isolate noise-gensitive (analog or memory) portions of a chip from digi-
mal sections. Trench isolation also permit nMOS and pMOS transistors to be placed
closer mogether because the isolation provides o higher source/drain dreaddows voltage—
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{ie} Fill Brench with dinleciric ) CMP Sor planasizalion

Shallow trench salation

the volrage that a soarce or drain diodes start 1o conduct in the reverse-biased condition,
The breakdown voltage must exeeed the supply voltage {so junctions do not break down
during normal operation) and is determined by the junction dimensions and doping levels
of the junction farmed. Deeper trenches increase the breakdown voltage.

Wells are defined by separate masks, Tn the case of a twin-well process, only onc mask
need be defined because the other well is by definition its complement. Triple-well pro-
cesses have to define at least two masks, one for the deep well and the other for either n-
well or p-well.

EERR Gate Oxide

The next step in the process is to form the gate oxide for the transistors, As mentioned,
this is mast commonly in the form of slicon disetde (S10).

In the case of ST]-defined source/drain regions, the gate axide is grown on top of the
planarized structure that ocears at the stage shown in Figure 3.3(d). This is shown in Fig-
ure 3.4. The axide structure is called the gare stack. This term arises because current pro-
uﬂuiﬂdﬂmmlpﬂmﬁiﬂ:gﬂtnﬁhbulpﬂtfumpmduﬂnm&umhuuf:
fiew atomic bayers, cach 34 A thick, of Si), for relisbiliry, overlaid with a few layers of an
swymitrided axide (one with nitrogen added). The presence of the nitrogen increases the
dieloctric constant, which decreases the effixeioe axide thickaess (EOQT); this means that for
a given oxide thickness, it performs like a thinner cxide, Being able to use a thicker oxide
improves the mbustess of the process. This concept is revisited in Section 3.4.1
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Many processes in the 180 nm generation and bevond Gate Cridn
provide at least two oxide thicknesses (thin for logic transis- /
tars and thicker for 170 eransistors that must withstand
higher volrages). Some processes offer more than one axide
for logic transistors to permit tradeoffs berween speed and p-wal
gate leakage current, as will be discussed in Section 3.4.1. At
the 65 nm node, the effective thickness of the thin gate oxide S
is of the order of 1.5 nm or 15 A.

EEH Gate and Source/Drain Formation Gate oxide formatian

As a historical note, early meml-gate processes first diffused

gource and drain regions, and then formed & metal gate. IF the gare was misalipned, it
could fail to cover the entire channel and lead to a transistor that never Tumed ON. To
prevent this, the metal gate had to overhang the sounce and drain by mose than the align-
ment tolerance of the process, Thes created larpe parasitic pate-to-source and gate-to-
drain overlap capacitinces that degraded switching speeds.

When silicon is deposited on 50y or other surfaces without erystal orientmtion, it
forms polycrystalline silicon, commonly called pofyrificen or stmply pofi An annealing pro-
cess is used to control the stze of the single crystal domaing and to improve the quality of
the polysilicen. Undoped polysilicon has high resstivity. The resistance can be reduced
by implanting it with dopants and/or combining it with a refractory metal. The polysilicon
gate scrves as u mask to allow precise alipnment of the source and drain with the gate. Ths
process is called a self~affpmed pofyrificon gate process. Aluminum could not be used because
it would melt during formation of the source and drain.

’ The steps to define the gate, source, and drin in & self-aligned polysilicon gate are a5
allows:

* Grow gate oxide wherever transistors are required (area = source + drain + gare)—
ehiewhere there will be thick axide (Figure 3.5(a))

* Deposit palysilicon on chip (Figure 3.5(b))
* Pattern polysilicon (both gates and interconnect) (Figure 3.5(c))

* Erch exposed gate oxide—rthat is, the area of gate oxide that was not covered by
polysilicen; udmumg;,:hcduphuwhﬂwmdmmurb:wﬂjmmhmuwh:ﬂ
ever a source/drain diffusion is required (Figure 3.5(d))

* Implant pMOS and aMOS source/drain regions (Figure 3.5(e}))

The source/drain implant is relatively low, typically in the range 10°%-10% em™ of
imparity atoms. Such a fghtly daped airmin (LDD) structure reduces the electric ficld at the
drain junction (the junction with the highest voltage), which improves the immunity of
the device t hot electron damage (see Section 4.8.4). The LDD implants are shallow and
lightly doped, so they exhibic low capacitance but high resistance, This reduces device per-
formance somewhat because of the resistance in series with the transistor. Consequently,
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deeper, mare heavily doped source/drain implants are needed to provide devices thar com-
bine hot ebectron suppression with low source/druin resistance. A silicon nitride (Si;MN,)
spacer abong the edge of the gate serves as a mask to define the location of this deeper dif-
fusion, as shown in Figure 3.6{a). For in-depth coverage of various LDD structures sec
[Z3egleri2].

As mentioned, the polysilicon gate and source/drain diffusion have high resistance
due o the reststivity of silicon and their extremely small dimensions. Modern processes
foorm a surfuce barer of a refractory metal on the silicon to reduce the resistance. A refuc-
fory meful is one with a high melting point thar will not be damaged during subsequent

ing. Tanealum, molybdenum, titaniem, or cobalt are commonly used, The metal is
deposited on the silicon (specifically on the gate polysilicon and/far source/drain regions).
A layer of pitcide i formed when the two substunoes react at elevated emperatures. Ina
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podycide process, only the gare palysilicon is silicided. In a silicide process (usually imple-
mented as 8 self-aligned silicidization—from whence comes the synonymous term safiride)
bath gate polysilicon and source/drain regions are silicided. This process bowers the resis-
mnce of the polysilicon interconnect andfor the source and drain.

Figure 3.6(b) shows the resultant structure with gate and source/drain regions =ili-
cided. In sddition, 50, or an aliernative diclectric has been used to cover all arcas prior o
the next processing steps. The figure shows 2 resulting structure with some vertical topol-

ypical of obder processes.

Figure 3.6(c) shows a strocture where CMP has been employed. Achieving a very flat
fimish allows loyers to be stacked vertically without incurring the problems of metal having
to traverse rapid transitions in surface height (a8 shown in Figure 3.6(h]), which can lead
1o breaks and a plethora of design rules that relare to meral edges.

Polyzilicon over diffusion normally forms a transistor gate, so 2 short metall wire is
necessary to connect & diffuston output node to a polysilicon input. Some processes add a
contact region to the process so that the palysilicon layer can directly conneet to the diffo-
sion. Such polysilicon wires are called focal inferconnect, Local interconnect offers denser
cell luyouts, especilly in static RAMs.
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EEE] Contacts and Metallization

Contact cuts are made to source, drain, and gate according to the contact mask, These are
holes etched in the dielectric at the end of the source/drain step covered in the previous
section. Aluminum (Al) is commanly used for wires but rungsten (W) can be used as
pug-to fill the contact holes (1o alleviate problems of sluminum conforming to small con-
taces). In some processes, the fungsten can also be used as a local interconnect layer.

Metallization is the process of building wires to connect the devices. As mentioned
previously, conventional metallization uses aluminum. Aluminum can be deposited either
by evaporation or sputéering. Evaporation is performed by passing a high electrical cusrent
through a thick alaminum wire in 3 vacuum chamber. Some of the aluminum atoms are
vaporized and deposited on the wafer. An improved form of evaporation that suffers less
from contamination focuses an electron beam at a container of aluminum to evaporate the
metal. Sputtering is achieved by generating a gas plasma by jonizing an inert gas using an
RF ar DC electric field. The jons are focused on an alumi-
num target and the plasma dislodges menal atoms, which
wre then depositéd on the wafer.

Wer ar dry eiching can be used to remove unwanted
metal. Pirbana solurion is a 3:1 to 5:1 mix of sulphuric acid
und hydragen peroxide thar is used to clean wafers of
onganic and metal contaminants or photoresist after metal
patterning. Plasma ctching is a dry ctch process with fluo-
rine of chlorine gas used for merallization steps. The
plasma charges the etch gas ions, which are attracted to the
appropriately charped silicon surface. Yery sharp erch pro-
files can be achieved using plasma etching. The result of
the contact and metallization patterning steps is shown in
Figare 3.7.

Subsequent intermetal vias and metallization are then
applied. Some processes attempt to use a uniform metalli-
zation scheme from at least bevel 2 1o m—1, where n is the
top level of metal. The top level is normally a thicker layer
for use in power distribution and as such has rebaced width and spacing constraints. Other
processes ase successively thicker and wider metal, moving from lower to upper layers, as
will be explored in Section 4.5, Such a metallization cross-section 18 shown in Figure 1.8,

EFERN - cminum mstallization

kEND] Passivation

The final processing step is to add a protective glass layer called pacivation o sverglas
that prevents the ingress of contaminants. Openings in the passivation layer allow connec-
tion to 1/0 pads and test probe points if nesded. After passivation, further steps can be
performed such as fwmping, which allows the chip to be dircetly connected to a circuit
board using plated solder bumps in the pad openings,




EEEM Metrology

Meirslegy is the science of measuring. Everything that is
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Bkt in 3 semiconductor process has to be measured to give
feedback to the manufacturing process. This ranges from
simple optical measurements of line widths o advanced
technaques to measure thicknesses of thin films and defects
sach s voids in copper interconnect. A natural requirement

exiats for fn sire real-time measurements so that the manu-
facturing process can be controlled in a direct feedback

CIEANRER, LR ok ]
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Optical microscopes are used to observe large struc-
tures and defects, but are no longer adequate for structures |
smaller than the wavelength of visible light (0.5 um).
Scanning electron microscopy (SEM) & used to observe
very small features. An SEM raster scans o structure under
observation and observes secondary electron emission 1o
produce an image of the surface of the structure. Energy
Dispersive Spectrascopy (EDX) bombards a circait with
clectrons causing X-ray emission. This can be used for
imaging as well. A Transmission Electron Microscope

(TEM), which observes the results of passing electrons
through a sample (rather than bouncing them off the sam-
ple}, is sometimes also used 1o measure structres.

3.3 Layout Design Rules

Ll!.'l]ul! rules, alse referred o as dezigm ruler or pround rules (IBM], were introduced in
Chapeer 1 and can be considered a preseription for preparing the asks thart are used
in the fabrication of integrated circuits. The main objective of the layout rules is to build
reliably fanctional circuits in o srmall an anes as possible. In general, design nules represent
& compromise berween performance and yield. The more conservative the rules are, the
maore [ikely it is that the cinouir will function. However, the more aggressive the rules are,
the greater the opportunity for improvements in circuit performance. This improvement
may be the at the expense of yield.

Deesign rules specify to the designer certain geometric constraints on the layout art-
work so that the patterns on the processed wafer will preserve the topology and grometry
of the designs. It is impartant to note that design rales do ot represent some hard bound-
ary berween correct and incorrect fabrication. Rather, they represent a tolerance thar
ensures very high probability of correct fabrication and subsequent operation. For exam-
ple; you may And that a layout that violates design rules can still function comrectly and vice

[ FIG 3.8 | Typical metallization cross-section
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versa, Nevertheless, any significant or frequent departure (aerign rule waiver) from design
rules will seriously prejudice the success of a design,

Chaprer 1 described a version of design rules based on the MOSIS CMOS Scalable
Rules. The MOSIS rubes are expressed in terms of A, These rules allow some degree of
scaling berween processes, as in principle, you only need to reduce the value of A and the
designs will be valid in the next process down in size. Unfortunately, history has shown
that processes rarely shrink uniformly. Thus, industry usually uses the actual micron
design rules for layouts. At this point in time, custom layout is usually constrained to a
number of often-used standard cells ar memories, where the effort expended is amortized
over many instances. Only for extremely high-volume chips is the cost savings of a smalier
full-custom bovout worth the labar cost of that layour.

Th:nduwdnﬁn:din:m&fﬁﬂinn‘:ﬂ{wid:h}.mﬂﬂhmdm.

EEEN Design Rule Background
We begin by exarnining the reasons for the most important design rules.

3.3.1.1 Well Rules The n-well is usually a deeper implant (especially a deep n-well)
than the transistor source/drain implanis, and therefore, it is necessary for the outside
dimension to provide sufficient clearance between the n-well edges and the adjacent »*
diffusions. The inside clesrunce is determined by the transition of the field axide across the
well boundary. Processes that use ST1 may permit ero inside clearance, In obder LOCOS
processes, probleme such as the dinds heak effect (the laseral space required to transition
from thick to thin exide) usually prevent this. Because the n-well sheet resistance can be
several KO2 per square, it is necessary to tharoughly ground the well. This will prevent
excessive voltuge drops due to well currents, Guidelines on well and substrare taps are
given in Section 4.8.5. Where wells are connected to different potentials (say in analog
circuits), the spacing rules may differ from epuipasensial wells (all wells at the same volt-
age—the normal case in dygital kogec).

Musk Summary: The masks encountered for well specification may inchede n-well,
p-well, and deep n-well. These are used 1o specify where the various wells are to be placed.
OHeen only one well i= specibed in a twan-well process (e, n-well} and by detanie the
pewell is in areas where the n-well jsn't (e, powell equals the logical NOT of the n-well),

3.3.1.2 Transistor Rules CMOS transistors are generally defined by at leass four physi-
cal masks. These are active (also called diffusion, diff, or thinox), n-select (also called
n-implant, nimp, or nplus), p-select (also called p-implant, pimp, or pplus) and polysilican
{adso called paly or palygh. The active mask defines all aress where cither n- or p-type diffu-
sion i to be placed or where the gates of transistors are to be placed. The gates of transistors
are defined by the logical AND of the polysilicon mask and the active mask, Le., where
polysilicon crosses diffusion. The select bayers define whar type of diffusion is required.
n-select surrounds active regions where n-type diffusion is required. p-select surrounds
areas where p-type diffusion is sequired. n-diffusion arcas inside p-well regions define
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MO transistors (or n-diffusion wires). n-diffusion areas inside n-well regions define
n-well contacts. p-diffusion areas inside n-wells define pMOS transistors (or p-diffusion
wires), p-diffision areas inside p-wells define substrate contucts (or p-well contacts). Fre-
quently, design systems will only define n-diffusion (ndiff) and p-diffusion (pdiff) to
reduce the complexity of the process, The appropriate selects are generated automatically
That i, ndiff will be converted automatically into active with an overlapping rectangle or
pabygon of n-select.

It is essential for the poly to be completely cross active; otherwise the transistor that
has been created will be shorted by a diffusion path between source and drain, Hence, poly
is required to extend beyond the edges of the active area. This is often termed the pase
extension. Active must extend beyond the paly gate so that diffused source and drain
regions exist to carry charge into and our of the channel. Poly and active regions that
should nat Fn»rru. a transistor must be kept separated; this results in a spacing rule from
etive to

Figure 3.9z} :hml"r the mask construction for the final structures that appear in

Figure 3.9(b).
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ERD] sibstrate contact

Mask Summary: The basic masks (in addition o well masks) used to define transistors,
diffision interconnect (possibly resistors), and gate interconnect are active, n-sclect, p-select,
and polysilicon, These muay be called different names in some processes. Sometimes n-diffu-
sion (ndiff) and p-diffusion (pdiff) masks are used to alleviate designer confision.

3.3.1.3 Contact Rules There are several generally available contacts:
# Meral 1o p-active [p-diffusion)
& Menl 1o n-active (n-diffusion)

& Metal to palysilscon
® Metal to well or substrate

Depending on the process, other contacts such as duried polysilicon-active confacts
may be allowed for kecal interconnect.

Because the substrate is divided into well regions, each isolated well must be tied to the
appropriate supply voltage; that is, the n-well must be tied to Fop and the substrare or
pewell must be tied to GNI with well or substrate contacts. As mentioned in Section
1.5.1, metal makes 3 poor connection to the lightly doped sub-
strite or well. Hence, a heavily doped active region is placed
beneath the contact. A split or mergad contact i equavalent o
wwo adjacent contacts to n-active and p-active strupped together
with metal. This structure is usedl to tie transistor sources to the
substrate or n-well and simultanecusly to GNI or Fyp, as
shown at the source of the n-transistor in Figure 3.10. A sphit
contact is shown, which is consistent with modern processes
that usually require uniform contact sizes to achicve well-
defined ctching characteristics. Merged contact structures in
older processes oy have used an elongated contact rectangle,

Whenever possible, use more than one contact at cach
connection, This significantly improves yield in many pro-
cesses because the connection is 6l made if one of the con-
tacts is malformed.

Mask Sammary: The only mask involved with contacts to
active or poly 1s the contact mask, commonly called CONT.
Contacts are normally of uniform size.

3,3.1.4 Metal Rules Metal spacing may vary with the width of the meral line (so called
far-metal rules). That is, above some metal wire width, the minimum spacing may be
increased, This is due to etch characteristics of small versus larnge metal wires. There may
also be maximum metal width rules. That is, single metal wires cannot be greater than a
certuin width, If wider wires are desired, they are constructed by parallefing a aumber of
smaller wiret and adding checkerboard links to tie the wires together. Addivionally, therg
may be spacing rules that are applied to long, closely spaced paralicl metal lines.
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Older nonplanarized processes required greater width and spacing on upper-level
metal wires (e, metal3) to prevent heeaks or shorts between adjoining wires caused by
the vertical topology of the underlying lavers. This is no longer a consideration far mod-
ern planarized processes. Mevertheless, width and spacing are still greaver for thicker
metal layers.

Mask Summary: Metal rules may be complicated by varying spacing dependent on
width: As the width increases, the spacing inereases. Meral overlap over contact might be
zero o nonzero. Guidelines will also exist for electromigration, as discussed in Section 4.8.2,

3.3.1.5 Via Rules Processes may vary in whether they alleow stasked vias to be placed over
polysilicon and diffusion regions. Some processes allow vias to be placed within these
areas, but do not allow the vias to straddle the boundary of polysilicon or diffusion, Thie
results from the sudden vertical topology variations that occur at sub-layer boundaries.
Most modern planarized processes allow for seacked vias, which rediuees the area required
to pass from a lower-level metal to o high-level metal,

Mask Summuwry: Vizs are normally of uniform size within a layer. They may increase
in size toward the top of a metal stack. For instance, large vins required on power busses
are constructed from an array of uniformly sided vias.

3.3.1.6 Other Rules The passivation or overglass layer is a protective layer of 530,
(glass) that covers the final chip. Appropriately sized openings are required ar pads and
any internal test points.

Some additional rules that might be present m some processes are as follows:

& Extension of palysilicon in the direction thar metal wires exit a contaer.
# Extension of metal end-of-line region beyond o via,
* Differing pMOS and aMOS gate lengths.

& Differing gate poly extensions depending on the device length or
the device construction,

3.3.1.7 Summary Whercas earlier processes tended o be process driven and frequentdy
had long and involved design rules, processes have become increasingly “designer friendly”
o, mose specifically, computer friendly (most of the mask geometrics for designs are algo-
rithmically produced). Companies sometimes create “generic™ rules that span a number of
different CMOS foandries that they might we. Some processes have design guldrlm:i
that feature structures to be avoided to ensure good yields, Traditionally, engineers fol-
lowed yield-improvement cycles 1o determine the causes of defective chips and modify the
layout to avodd the most common systemaric failures. Time to marker and product lifecy-
cles are now so short that yield improvement is only done for the highest volume pans, Te
is often better to reimplement a successful product in & new, smaller technology rather
than worry about improving the yield on the older, larger process.
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EEEl Scribe Line and Other Structures

The seribe fine surrounds the completed chip where it is cut with a diamond saw. The con-
struction of the scribe line varies from manufacturer to manufacturer, It is designed o pre-
vent the ingress of contaminants from the side of the chip (a3 opposed to the top of the
chip, which is protected by the overglass).

Several other structures ane included on o mask including the alfigmmens mark, crifical
dimension structures, vermier structures, and process cbeck structures |Hess94]. The mask
alignment mark is usually placed by the foundry o align one mask to the next. Critical
dimension test stractures can be measared after processing to check proper etching of mar-
row polysilicon or metal lines. Vernier structures are used to judge the alignment between
bayers. A wernier is a set of closely spaced parallel lines on two layers. Misalignment
between the two layers can be judged by the alignment of the two vemiers. Test structures
such as chains of contacts and vizs and test transistors are used to cvaluate contact resis-
tansce and transistor parameters, Often these structures can be placed along the scribe line
so they do not consume wseful wafer area.

'MOSIS Scalable CMOS Design Rules

Acsdemic designs often use the A-based scalable CMOS design rules from MOSIS
because they are simple and frecly available, and they allow designs to easily migrate from
one process to another. These advantages come at the expense of being conservative
because they must work for all manufacturing processes.

MOSIS acrually has three sets of rules: SCMOS, SUBM, and DEEF. The SUBM
rules are somewhat more conservative than SCMOS rules. DEEP rules are even morne con-
servative. The more conservative rules allow you to use a slightly smaller value of A while
still sarisfying all of the micran design rules for a process. Table 3.1 hsts some of the foandry
processes MOSIS has offered and the associate value of A for the different rule sets. For
example, the AM1 0.5 pm process can use the SCMOS rules with A = 0.35 um or the
SUBM rules with A = 0,30 jem. SUBM rules are a good cheice for class projects becsuse
they arne somewhat easier to use than DEEP {no half-\ rules), while gtill being compatible
with most processes. Some processes offer 2 seeond polysilicon layer for foating-gate tran-
sistors and poly-insulator-poly capacitors used in analog cincuits discussed in Section 3.4.3.

For design rules where the minimum drawn gate length exceeds the feature size,
MOS1S applies o palysilicon s to shrink the gates by a uniform amount before masks are
made, For eample, in the SUBM rules for the AMI 0.5 pm process with k= 03 pm, 2
bias of ~0.1 jum is applied to all polysilicon. Thus, a 2 X transistor gate is 0.5 pm racher
than 0.6 pm and o 4 h gare is 1.1 pm rather than 1.2 pm. When simulating circuits, be
sure m use the biased channel lengths to accurately model the transistor behavior. In
SPICE, the XL parameter is added to the specified transistor length to find the acrual
length. For example, a SPICE deck could specify A = 0.3um for cach transistor and
include XL = =0.lum in the madel file to indicate a biased length of 0.5 pm.
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2 3.1 | MOSIS design rule options

Vendor Feature Interconmeci Stacked  SCMOS | SuBM | DEEP

 Simium)  Layers Vas |
Ovrbix 2.0 2 retal Mo A= 10 um
AMI 15 2metal, 2paly Mo A =080 _m | A =080 pm
AMIL 05 - Imetal, 1-2 poly | Yes A=035pm | k=030 pm
TSMC 0.5 4 metal, 1-2 poly | Yes A = 020 pm
TSMC 025 5 metal Yes (A=015um A=0.12um
TsMC Qa8 & meetal Yes ha(R10pm A =009 um

Section 1.5.3 introduced the basic design rules. Table 3.2 lists in more derail the
MOSIS design rules that are generally relevant to designers for a process with N metal
|ayers. Figure 3.11 llustrates smany of these rules and they are shawn in color on the inside
back cover. See www.mosis.oryg for complete, up-to-date rules with illustrations. Lay-
outs consist of a set of rectangles on various layers such as palysilicon or meal. Wik is
the minimum width of o rectangle on a particular layer. Spaviung is the minimam spacing
between twe rectangles on the sime or differend |i.}'l:|'l. ﬂ-l:m"ﬂ‘ﬂ- rpr:-l:iﬁl:l kiew maich a rect-
anggle must surround another on another layer. Dimensions are all specified in A excepe for
overglass cuts that do not scale well becanse they must contact bond wires or probe rips.
Select layers are aften gencrated automatically and thus are not shown in the layout. IF the
active layer satisfics desipn rules, the selece wall ma,

Contacts and vias must be exactly 2x2 b, Larger connections are made from arrays of
srnall vias vo prevent current crowding at the periphery, The spacing rules of polysilicon or
daffissiog 0o arrays of muleiple contacts it slightly lrger than that to a single contact,

Section 1.6.5 estimated the pitch of lower-level metal to be 8 A=< A for the width, and
4 A for spacing. Technically, the minimum width and spacing are 3 &, but the minimum
metal contact size is 2x2 & plus 1 & surround on each side, for a width of 4 &, Thaes, the
pitch for contacted metal lines can be reduced wo 7 5. Morcover, if the lineg are drawn at 3
h and the contacts are staggered so two adjacent lines never have adjacent contaces, the
pitch rectuces to 6.5 . Nevertheless, using a pitch of 8 ) for planning purposes is good
practice and leaves a bit of "wiggle room” to solve difficult layout problems.
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Table 3.2 | MOSIS design rules
Layer Rule Description ECMOS - SUBM = DEEP
Well 1.1 Width | 10 | &2 1
1.2 5P:|‘:|.|'|g to well ar diffevent potential 9 1B 18
L3 Spacing to well at same potential b 6 E|
Active 21 Width 3 3 3
(diffusion} 2.2 Spacing to active 3 3 3
2.3 Source/dran surround by well 5 & &
2.4 Substrate’well contact surround by well 3 3 3
15 Spacing to active of opposite type 4 4 4
Foly 3.1 Width 2 2 2
a2 Spacaing 1o pely over Reld oxide 2 3 3
Aka Spacing to poly over active 2 3 4
a3 Crate extension beyond pctive 2 2 25
4 Active extension beyond poly 3 3 4
35 Spacng of poly to sctive 1 1 1
Select 4.1 Spacing from substrane/well contace mg;r-_: ¥ | 3 | ¥ |
4.2 ﬂml.u.p of active 2 2 2z
43 Orverlap of substrare/well contact | | 1.5
4.4 Spacng o select 2 2 4
Contact 51,61 Width {exact) 242 22 22
(mpoly  £2h 626  Owverlap by poly or active 1 1 1
orsctivel 5363  Spacing to contact 2 3 4
54,64 Spacing to gate 2 3 2
5.5b Spacing of poly contact to other paly 4 5 5
500, b.0h Spacing to activedpoly for multiple poly’ 1 1 3
WCTING COnEaces
6.8b Spacing of active contact to poly contact 4 4 4
Menll 71 Width 3 1 3 |
7.2 Spacing to metall 2 3 3
73483 Orwverlap of contact o via 1 1 1
74 Spacing to metal for lines wider than 10 & 4 & &
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Table 3.2

Layer | Fule . Bescription SCMDS

SUBM | DEEP
Vial- 8.1, 14.1, ... Width (exact) 2 2 3x3
Via(N-1)  §2,142,... Spacing to via on same layer 3 3 3
B4 Spacing 1o contacts (if no stacked vias) . F n'a
85 Spacing of vial to poly or active edge 2 1 wa
14,4 Spacing of via2 1o vial (if no stacked vias) 2 2 n'a
Metalz- 9.1, ... Width 3 3 3
Mewl{N-1) (92, ..  Spacing to same layer metal 3 3 4
93, ... Orverlap of via 1 1 1
9.4, ... Spacing to metal for lines wider than 10 & fi & B
Menld 15.1 Width f 5 n'a
(3-layer 15.2 Spacing to metal3 4 3 n'a
process) 153 Cherlap of vial i 2 n'a
154 Spaciny to mesal for lines wider than 10 8 6 nfa
Metals | 261 Width wa ¥ 4
\-hyer | 262 Spacing ro menl3 nfa 4 4
proccss) 6.3 Orverlap of viad n'a 1 I
a4 Spacing 1o metal for lines wider than 10 A n'n 8 B
Menalt 30.1 Width B i 5 5
(6-layer 30,2 Spacing to metalt na : 5
process) 30 Overlap of via5 afa | 2
30.4 Spacing o metal for lines wider than 108 A/ 10 10
Owverglass 1001 Width of bond pad opening 60 pum
Cut 10.2 Width of probe pad opening X pimn
103 Metal overlap of overglass cut i m
104 ' Spacing of pad meta] to unrelated metal 30 gum
105 Spacing of pad metal to active or paly 15 um

EEE] Micron Design Rules

Table 3.3 lists & set of micron design rules for a hypothetical %) nm process representing
an smalgamation of several real processes. Observe that the rules differ slightly but not
immensely from lambda-based rules with A = 0.05 pm.
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3.3 Micron design rules for ¥0nm process
Layer ! Rule | Description | 90 nm rule

. | ()

Well 1.1 | Width 0.75

1.2 | Spacing to well at different potential 1.5

13 Spacing to well at same potentzal 1.0

Active 21 Width 0.15
(diffusion) | 3 | Spacing ko active o
123 | Source/drain surround by well 025

2.4 | Substrate‘well contact swrround by well D25

25 Spacing to active of nppasite type 0.30

Poly 31 Width 0.09
a2 | Spacing to paly over field oxide .15

32a Spacing to poly over active 015

33 (ate extension beyond active 015

34 Active extension beyond poly | 045

15 Spacing of poly to acrive .10

Select 4.1 3|.‘Ii|.'i.|l.i!r fromn substraze/well contact Ti gate .25
42 Owerlap of active . 020
43 Chverlap of substrate/well conmc | Do

4.4 Spacing 1o select .30

Coneacy 5.1,6.1 Width (exact) 0.12
(to poly 5.2b, 6.2b | Owverlap by poly or active o
ey 5.3.6.0 Spacing to contact 0.15
3.4 Spacing to gate 0.10

Menrll 7.1 Width 013
7.2 Spacing to well metal! 013

7.3, 83 i Oiverlap of cantact or via . om

| 7.4 Spacing to metal for lines wider than 0.5 pm 0.40
Vial-Via5 | £.1,14.1,... Width {exact) | 013
8.2,14.32, ... Spacing to via on same layer 0.13

(continued)
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Table 3.3

Micron design rules for 20nm pro0ess ([continued)

Layer Rule Deseription 90 nm rule
{jpam}
Meeal2- 9.3, .0x Width R
Meralt 92, ... Spacing to same bayer meral 01
0y Overlap of via 0.0
94, ... Spacing to metal for fines wider than 1.0 pun 0.40
Viab Width 0.20
Spacing 020
Menl? Width 40
' Spacing to metal? 0.40
Overlap of viab 0.10

Spacing to meral? for lines wider than 1.0 wm  0.50

3.4 CMOS Process Enhancements
EEEI Transistors

3.4.1.1 Multiple Threshold Voltages and Oxide Thicknesses It has been mentioned
that some processes offer multiple threshold voltages and/or oxide thicknesses. Licowr=
threshold transistons deliver more ON current, but also have greater subthreshold beakage.
Providing two or more thresholds permits the designer to use low-F, devices on eritical
paths and higher-¥, devices clsewhere to limit leakage power. Multiple masks and
implantation steps are used o set the various threshalds.

Thin gate oxides also permit more ON current. However, they break down when
exposed to the high voltages needed in 1O circuits. Very thin oxides also contribute to
large gate leakage caments, Many processes offer a second, thicker axide for the /O tran-
sistors (see Section 12.4.3). For cxample, 3.3 V 170 circuits commonly use 0.35 wm chan-
nel lengzhs and 7 nm gate coddes. An intermediate oxide thickness for low-leakage logic
circuits can o be usefial, Agwin, multiple masks are used to define the different oides.,

3.4.1.2 Siticon on Insulator A variant of CMOS that has been available for many years
and is currently emerging in prominence is Silicon on Insulawor (SO1). As the name sug-
gests, this is a process where the transistors are fabricazed on an insulator. Tio main insu-
lators are used, 5i0; and sepphire. One major advantage of an insulating substrate is the
elimination of the capscitance berween the source/drain regions and body, leading to
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higher-speed devices. Another major advantage is lower subthreshold
leakge. Proponents argue that SOT will be a core technology required 1o
scale devices.

Figure 3.12 shows two common rypes of SO1. Figure 3.12{a) illus-
trates a sapphire substrate. In this technology (for example, Peregrine
Semiconductor’s Ultra Thin Silicon (UTSi), a thin layer of silicon is
formed on the sapphire surface. The thin layer of silicon is selectively
doped to define ditferent threshold transistors. Gare oxide is grown on
top of this and then polysilicon gates ase defined. Following this, the
nMOS and pMOS transistors are formed by implantation. Figure
3.12(b) shows a silicon-based SO process. Here, a silicon substrare is

used and 3 buried sxide (BOX) 35 grown on top of the silicon substrate. A-transision petranaiston
A thin silicon layer is then grown on top of the buried oxide and this s [ 200 Fed e
selectively implanted to form nMOS and pMOS transistor regions. ,.:4 ] |
Gare, sowrce, and drain regions are then defined in a similar fashion to g - MELANEE
bulk process. Sapphire is optically and RF transparent. As such, it can B o
be of use in optoelectronic areas when menged with II1-V based light Busied Sficon Owide (BOX)
cmitters.
SOT devices and circuits are discussed further in Section 6.7, S

3.4.1.3 High-k Gate Dielectrics MOS transistors need high gate  GEERE] 501 types
capacitance fo attract charge to the channel. This leads to very thin

3i0,; gate dielectrics. Sealing trends indicate the gate leakage will be

unacceptably large in such thin gaves. Gates could use thicker dielectrics and hence leak
less if a marerial with a higher diclectric constant were available. Marerials such as
hafnium cedde HEO, (dielectric constant k = 20), wirconium oxide ZrO, (k = 23), and sili-

con nitride Si,N, (k= 6.5-7.5) [Ma98] have been proposed. These are called high-k
dielectrics in contrast to Si0y with k = 3.9, They are applied using ALD, metallo-organic
chemical vapor deposition (MOCVDY) or sputtering [Wong02].

3.4.1.4 Low-leakage Transistors Anocthes problem with scaling bulk transistors is the
subthreshold leakage from drain to source cawsed by the inability of the gare o mum off the
channel. This can be improved by a gate structure where the gate is placed on two, three,
or four sides of the channel. A promising candidate salves the problem by forming a verti-
cal channel and constructing the gate in a pincer-like arrangement. These devices have
been given the generic name “fmfeds"because the sousce/drin region forms fins on the sil-
scon surface [Hisamoto®8]. Figure 3.13(a) shows a 3D view of a finfet, while Figure
3.13(b) shows the cross-section and Figure 3.13(c) shows the top view. The gate wraps
around three sides of the vertical source/drain fins. The width of the device is defined by
the height of the fin, so wide devices arc constructed by paralleling fins, Various other
device structures have been proposed that even try to wrap the gate around the channel,
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3.4.1.5 Higher Mobility Increasing the mobility (i) of the semiconductor improves
drive current and transistor speed. This has been achieved by using silicon germanium
(8iCse) for bipolar transistors in the same process as conventional CMIOS devices. A typi-
cal $iGe bipolar eransistor is shown in Figure 3.14. Si(se transistors can be constructed on
conventional CMOS processing by adding s few extra implantation steps. The resulting
bipolar transistors have extremely good radio frequency (RF) performance. Advanced
Siie transistors exhibit performance parameters that even I11-V compounds such as
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%iGe bipelar vransistor structure

CraAs and InP find difficult 1o achieve in production. As a result of
the combination of excellent RF performance and high-density digi-
ral CMOS, SiGe-based CMOS processes find wide application in
communications circuits invelving RF and high-speed switching
[Hashimoeo02, Harame01a, Harame01h].

Silicon germanium can also be used to improve the speed of
conventional MOS transistors by creating what is called “séraimed rif-
irgn” —silicon into which is implanted germanium atoms that
stretch the silicon lattice—as shown in Figure 315, This vields an
increase in the mobility of the devices over conventional silicon of up
w 708 and which corresponds to roughly a 30% increase in perfor-

mance,

3.4.1.6 Plastic Transistors MOS transistors can be fGbsicated with
wrgansc chemicals. These transistors show promise in active matrix dis-
plays or Aexible electronic paper because the devices can be manufae-
tured from an inexpensive chemical sobution [Huitemall3], Figure 3.16
shows the structure of a plastic pMOS transistor. The transistor i built
“uptide down” with the gold gates and interconnect patterned firse on
the substrate. Then an organic insulator or silicon nitride is luid down,
followed by the gold source and drain connections. Finally, the organic

CMOS PROCESS ENHANCEMENTS

CEENET 160 strained silicon transistor.
Courtesy of Intemational Business
Machires Corparation
Unauthorized wuse nog permitted.

semiconductor (pentacene) i laid down. The mobility of the carriers in the plastic pMOS
transistor is about 20 co’/V + & This is about one-tenth thar of & comparable silicon device,

Typical lengths and widths are 5 pum ane 400 pm, respectively.
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3.4.1.7 High-voltage Transistors High-voltage MOSFET: can
also be integrared onto conventiomal CMOS processes for switching
and high-power applications. Gate oxide thickness and channel
length have to be langer than usual to prevent breakdown. Specialized
process steps are necessary to achieve very high breakdown voltages.

EEH interconnect

Pinatic transistors

Interconnect has advanced rapidly. While two or three metal layers
were ance the norm, CMP has enabled inexpensive processes to
Include seven or more layers. Copper metal and low-k dielectrics are
becoming popular to reduce the resistance and capacitance of these

WIS,

3.4.2.1 Copper Damascene Process While aluminum has rradi-

tionally remained the interconnect metal of choice, a large develop-
micat effort has centered on using copper as an interconnect metal. This is primarily due to
the higher conductivity of copper compared to alumimum. Some challenges of adopting
copper include [Merchant01]:

* Copper atoms diffuse into the silicon and dielectrics, destroying mmnsistors.

& The processing required o crch copper wires is tricky.

& Copper oxide forms readily and interferes with good contacts.

& Care has to be taken not to introduce copper into the environment as a pollutant.

Barrier layers have 10 be used to prevens the copper from entering the silicon surface.
A new metallization procedure called the dumascene procers was invented to form this bar-
rier. The process gets its name from the medieval metallurgists of Damascus who crafted
fine inlaid swords. In a conventional subtractive aluminum-based metallization step, as we
have seen, aluminum is layered on the silicon surface (where vias also have been etched)
and then a mask and resist used to define which arcas of metal are to be retained. The
unneeded metal is etched away. A diclectric (Si0y or other) is then placed aver the alumi-
mum conductors and the process can be repeated.

A typical copper damascene process is shown in Figure 3.17, which is an adaptation
of a dual damascene process flow from Movelhus. Figure 3.17(a) shows a barrier layer over
the prior metallization kayer. This stops the copper from diffusing into the dielectric and
silicon. The via diclectric is then kid down (Figure 3.17(b)). A further barrier layer can
then be patterned and the line dielectric is layered on top of the structure as shown in Fig-
ure 3.17(c). An anti-reflective layer (which helps in the photolithographic process) is
added to the top of the sandwich. The two dielectrics are then etched away where the lines
and vias are requised., A barrier layer such as 10 nm thick Ta or TaN film is then deposited
to prevent the copper from diffusing into the dielectrics [Peng02]. As can be seen, a thin
layer of the barrier remains at the botom of the via so the barrier must be conductive. A
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FIG 3,17 Copper dunl darmascens intorconnect processing steps

copper seed Iayer 35 then coated over the barrier layer (Figure 3.17(g)). The resulting
strucnire is electroplated full of copper and finally the structure is ground flac with CMP
35 shown in Figure 3.17(h).

3.4.2.2 Low-k Dielectrics Si0), has a dielectric constant of k = 3.9-4.2, Low-k diclec-
trics between wires are attractive because they decrease the wire capacitunce [Brown03],
This reduces both wise delay and power consumption. Adding Auorine to the silicon
dioxide creates fluorosilicate glass (FSG) with a dielectric constant of 3.6, widely used in
130 nm processes. Adding carbon to the oxide can reduce the dielectric constant 1o 2.7-3,
Alternatively, porows polymer-based diebectrics can deliver even lower dielectric constants.,
Fq-rmmpl:, SiLK, from Dow Chemical, has k = 2.6 and may scale to k = 1.6-2.2 by
increasing the porosity. Developing low-k dielectrics that can withstand the high temper-
atures during processing and the forces applied during CMP is 2 major challenge,

EEEl Circuif Elements

While CMOS transistors provide for almost complete digital functionality, the use of
ﬁMﬂEtnﬂunnhgudumhedﬁgﬂuﬂRFpmcmufrhnﬂhntdﬁmﬂndﬁﬁm
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of special process options to enhance the performance of circuit elements required for
these purposes,

3.4.3.1 Capacitors In a conventional CMOS process, a capacitor can be constructed
using the gate and source/drain of an MOS transistor, a diffusion area {to ground or Fiy),
or a parallel metal plate capacitor (using stacked metal layers). The MOS capacitor has
good capacitinge per area but is relatively nonlinear if operated over lange voltage ranges.
The diffusion capacitor cannat be used for a floating capacitor (but is useful as a bypass
capacitor). The metal parallel plate capacitor has low capacitance per anea. Normally the
aim in using a floating capacitor is to have the highest ratio of desired capacitance value 1o
stray capacitance (to ground normally). The bortom metal plate contribues stray capaci-
tance to ground,

Analog circuits frequently require capacitors in the range of 1 to 10 pF. The first
methasd for doing this was to add a second polysilicon layer so that a poly-insulater-poly
(PIP) capacitor could be constructed. A thin oxide was placed between the rwo polysifican
lyers to achieve capacitance of approcdmately 1 FF fum?’.

The most common capacitor used in CMOS processes today is the MIM or meral-
insulator-metal cagacitor that is normally placed berween metal layers » and w1 {where #
is normally the top level metal layer) to minimize the stray capacitance of the bottom
plate. A typical insulator is an alumina (Al,Oy)/tantalum pentoxide (TayOy) sandwich.
These capacitars have capacimnces of 1=4 fF /pum’ and provide very arca efficient capaci-
tors, A typical MIM capacitor is shown in Figure 3.18(a).

Another type of capacitor that is possible in scaled processes is the fringe (or fracral}
capacitor [Samavari¥8, Sowiai01], which is composed of interdigitated metal hngers as
shown in Figure 3.18(b). The original fractal capacitor [Samavari#8] has a more invelved
layout and was necessary in older processes. Successive metal layers can be ganged to
achbeve more capacitance. [f the upper layers of metal are used, o very inear, high-0J and
high valued capacitor with low parasitic capacitance to ground can be constructed without
any extra process steps at almost the same values as MIM capacitors. This approach wiorks
best a1 130 nm and below where the metal fines are very closely spaced and this have high
fringing capacitance.

Integrated espacitors have a voltage and temperature dependence, Foundry design
guides should be consulted for these parameters.

3.4.3.2 Resistors In unaugmented processes, resistors can be built from any layer, with
the final resistance depending on the resistivity of the layer. Building large reséstances in a
small area requires layers with high resistivity, particularly palysilicon and diffsion. Diffu-
sion has a large parasitic capacitance to grounsd, making it unsuitable for high-frequency
applications. Polysilicon gates are wsually silicided to have low resistivity. The fix for this is
to allow for wndoped high-resistivity polysilicon. This is specified with a mask thar blocks
the silicide where high-value poly resistors are required. The resistivity can be tuned o
around 300-1000 ohma/square, depending on doping levels. Another material used for
high-cquality resistors is nichrome, although this requires 3 special processing step.
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A sypical resistor layout i shown in Figure 3.19. This geometry is sometimes called o
meander structure. A number of wrif resistors have been used so thas a variety of matched
resistor valses can be constructed. For instance, if 20K, 10K, and 15K ohm resistors were
rexquired, a unit value of 5K could be used. Then three resistors (as shown) would construct
a 15K ohm resistar. The two resistors at the ends are called dwmmy resfiors or fingers.
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They perform no circuit function, but replicate the proximiry effects (such as exch and
implant) that the interior resistors see during processing, This helps ensure that all resis-
tors are matched.

7%

‘/4

Dumimy Finges

EERE] Gesistor lsyout

Like integrated capacitors, the various resistor options have semperature and voltage
cocfficients. Foundry design manuals normally include these values.

3.4.3.3 Inductors The desire to integraze inductoss on chips has increased racdically with
the upsurge in interest in RF circuits. The most common monolithic inductor is the g
inductoe, which is a spiral of upper-Jevel roetal. A typical inductor is shown in Figure 3.20.
As the process is planar, an underpass conncction has to be made to complere the inductor.
A typical equivalent model is also shown in Figre 3.20. In addition to the required L,
there are several parusitic components, Rs is the series resistance of the metal (and con-
tacts) used to form the inductor, Cp is the paralle] capacitance to ground due to the area of
the metal wires forming the inductor. Ci is the shunt capacitance of the underpass. Finally,
Rp is an element that models the loss incurred in the resistive substrate.

Usually, when considering an inductor, the parumeters of interest to a designer ase its
inductance, the £ of the inductor, and the self-resonant frequency. High (s are soughe to
mmwﬂﬂmmﬂwmmhﬂhﬂmﬁuinwd ) values
for rypical planar inductors on a bulk process are in the range from 5 to 10.

The number of turns n required to achieve some inductance L if the wire pitch is P =
W+ 5is [Lee98]

e o1
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where g = 1.2 » 107" H/m Is the permeability of free space. Higher-
quality inductors can also be manufactured using bond wires between 1O

pads. The inductance of a wire of length / and radius r is spproximately
-E[h—u-n.?s] (3.2)

ot abeat 1 nH/mem for standacd 1 mil (25 jm) borsd wires.
Reduction in £ occurs because of the resistive loss in the condoc-
rors used to build the inductor (Rs) and the eddy current loss in the
resistive silicon substrate (Rg). In an effort to increase (), designers have
resorted to removing the substrate below the inductor using MEMS
technigques [ Yoon02). Designers have also used bond wires for high
inductors, The easicss way to improve the § of monaolithic inductors is
to increase the thickness of the top level metal. The @ can also be

improved by using a patterned ground shield in polysilicon under the
inductor to decrease substrute losses,

3.4.3.4 Transmission Lines A framsmitrion fine can be used on a chip
to pravide a known impedance wire. Two basic kinds of rransmission
line are commonly used: micraierip and csplaner woveguide, These are
shown in Figure 3.21.

A microstrip transmission line is shown in Figure 3.21(a). It is
composed of a wire of width w placed over 2 ground plane and s
by a dielectric of heighr 4 and dielectric constant k. In the chip case, the
wire might be the top level of metallization and the ground lane
the next metal down.

A coplanar wavegniide does not have to have o sblayer ground
plane and is shown in Figure 3.21(b). It consists of 0 wire of width
w spaced 1 on each side from coplavar ground wires. The reader s

referved to [Wadell01] for detailed design equations. - -...-._.-"L l == 4
3.4.3.5 Non-volatile Memory Nen-velatile memory (NVM) | . [ *‘"
retains its state when the power is removed from the circuit. The |
simplest NVM is a mask-programmed ROM cell (sce Section ()
11.5.1). This rype of NVM is not reprogrammable or programma-

ble after the device is manufactured. A sne-fime programmable v e i s

(OTP) memuory can be implemented using a fuse constructed of a t 77 ::,jf P77 FLLESL
thin picce of metal through which is passed a current that wapor- s e et
izes the metal by exceeding the current density in the wire. The P I 1
first really reprogrammable memories used a stacked palysilicon

gate struchire and were programmed by applyving a high voltsge to i)

the device in a manner thar cavsed Fowler-Nordheim mnneling 1o I Wiicrostsiy sind Coplaras W

store & charge on a foating gate. The whole memory could be
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erased by exposing it to UV lighe that knocked the charge off the gate. These memorics
evolved to afectrically entundle memories, which are today represented by Fllack memory.

A typical Flash memory transistor is shown in Figure 3.22 [She02]. The source and
drain structures can vary considerably to allow for high-voltage operation, but the dual-
gate structure i fairly common. The gate structure is 3 stacked configuration commencing
with a thin munneling cxide, A foating polysilicon gate sits on top of this oxide and a con-
ventional gate oxide is placed on top of the floating gate. Fimally, a polysilicon control gate
is placed on top of the gate oxide. The operation of the cell is also shown in Figure 3.22.
In normal operation, the floating gate determines whether or not the transistor is conduct-
ing. To program the cell, the source s left Aoating and the contrel gare is raised to approx-
imately 20 V {using an on-chip voltage multiplier). This causes electrons to tunnel into the
Hoating gate, thus programming it. To deprogram a cell, the drain and source are left float-
ing and the substrate (or well) is connected to 20 V. The electrons stored on the Aoating
gate are attracted away, leaving the gate in an unprogrammed state.

3.4.3.6 Bipolar Transistors Bipolar ransistors were mentioned previously in our dis-
cussion of $iGe process options, Both npm and prp bipalar transistors can be added to a
CMOS process, which is then called o BICMOS process. These processes tend to be used

GEEFE] rlash memery conatruction and operation
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for specialized analog or high-voltage circuits. In a regular n-well process, a parasitic pnp
transistor is present that can be used for circuits such as bandgap voltage references. This
transistor i shown in Figare 3.23 with the p-substrate collector, the n-well bace, and the
p-diffusion emirter. Both process cross-section and layout are shown. This transistor in
comjunction with a parasitic npn is the cause of latchup (see Section 4.8.5).,

3.4.3.7 Fuses and Antifuses The use of a fuse was mentioned in the section on non-
valatile memory. Fuses can be hlown with a high current or zapped by a laser. In the latter
case, an area is normally left in the passhvation axide to allow the laser direct access to the
meetal link that is to be cut. Figure 3.24 shows the bayour of 2 meral fuse.

An amtifuse ts 4 device that initially has a high resistivity but can become low resis-
tance when a programming voltage is applied. Thie device requires special processing and
s used in programmable logic devices (sce Section 8.3.2.2).
3.4.3.8 Micro Electro Mechanical Systems (MEMS) Semiconductor processes and

especially CMOS processes have heen used to construct tiny mechanical systems mono-
lithically. A typical device is the well-known air-bag sensor, which is a small sceelerometer

p=diffusion Erithes

Basa

P

Tymical pnp circuil structurs ae used in valiage reference

{IFEEFEY Parasitic pap bpolar transister
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consisting of an air bridge eapacitor that can detect sudden changes in accelera-
tion when co-integrated with some conditioning electronics. Structurcs such as
cantilevers, mechanical resonators, und even micromotors have been buile, A full
discussion of MEMS is beyond the scope of this book, but further material can
be Found in [Mahef00, Kovacs98).

EEE] Beyond Conventional CMOS

Nanotechnology i presently @ hot research area seeking alternative structunes to
replace CMOS when scaling finally runs out of steam. For example, carbon man-
atubes have been used to demonstrate transistor behavior and build inverters
[Liw01]. They are of interest s the nanotube is smaller than the predicted end-
point for CMOS gate lengths. A nanotube transistor is shown in Figure 3.25

GEERE] A typical metal fuse [Collins01]. Presently, the speeds are quite slow and the manufacruring tech-

niques ase limited, but they may be of interest in the future.

ManoiLbe

Gate [5)

Carbon manotibe transistor

3.5 Technology-related CAD Issues

The mask database is the interface between the semiconductor manufacrurer and the chip
designer. Two basic checks have 1o be completed to ensure that this description can be
turned into a working chip. Firet, the specified geometric design rules must be obeyed.
Second, the interrelationship of the masks must, upon passing throwgh the manufacturing
process, produce the correct interconnected set of circuit elements. To check these two
requirements, two basic CAD tools are required, namely & Design Rule Check (DRC) pro-
gram and 4 mask circuit exfraction program, The mest common spproach to implementing
these tooks is 1 provide 1 set of subprograms that perform general geometry operations. A
particular set of DRC rules or extraction rules for a given CMOS process (or any semicon-
ductor process) is then indicated by a specification of the operations that must be per-
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formed on each mask and the inter-mask checks that must be completed. H.J.‘tnm[.nnwdb}r
a written specification, these rum sy are usually the defining specification for

In this section we will examine a hypothetical DRCmdm:julr:m tﬂ-lllll:l-l:lltl!
the nature of these run sets,

EENN Design Rule Checking (DRC)
Although we can design the physical layout in a certain set of mask layers, the actual
miasks used in fabrication can be derived from the original specification. Similarly, when
we want a program to determine what we have designed by examining the interrelation-
ship of the various mask kayers, it may be necessary to determine various logical combina-
tions between masks,

To examine these concepts, let us posit the existence of the following functions
(kooscly based on the Cadence DRACULA DRC program), which we will apply 1o a geo-
metric database (Le., rectangles, polygons, paths):

AND layerl layer? -> layerd
ANDs layer] and layerd together to produce layer3
(1.2., the intersection of the two input mask descriptions),

OR layarl layer? -> layerd

ORs layer] and layer2 together to produce layerd
(1.2, the undon of the two input mesk descriptions],

NOT layerl layerZ -> layerl
Subtracts layerd from layer] to prodisce laverd
(1.2, the difference of the two input mask descriptions),

WIDTH layer > dimension -> layer3
Checks that all grometry on layer &5 larges than dimension.
Any geomectry that s niot I'F'Flll-l:l.‘d- in layerd.

SPACE layer > dimension => layerd
Checks thar all geometry on layer is spaced further than dimension.
Any peometry that s net is placed in layerd.

The following layers will be assumed as input:

nwall

active
p-select
n-galect

poly
poly=contact
active-contact
metal
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“Typically, useful sublayers are first generated. First, the four kinds of active area are
isolated, The rule set to accomplish this 1s as follows:

BT all nwell -=> substrate

AHND mwell active => nwell-sctive
ROT active nwell -> pwall-activa
AND nmwell-active p-select -> pdiff
AHD mwell-active p-selepct => wddn
AND puwell-active p=select =-> ndiff
AHD pwell-active p-aalect -> grdp

In the sbove specification, a number of new layers have been specified. For instance,
the first rube staves that wherever mwell is absent, a layer called substrate exists. The second
rule states that all active areas within the nwell are nwell-active. A combination of nwell-
active and p-select or n-select yields pdifl (p diffusion) or vddn (well tap).

To find the transistors, the following rule set is used:

AND poly ndiff -> ngates

AND poly pdiff -> pgates

The first nule states that the combination of polysilicon and ndiff yields the ngates
region—all of the n-transistor gates,

Typical design rabe checks (DRC) might include the following:

WIDTH matal < 0.13 =+ metal-width=-aroor
GPACE maotal < 0.1]1 =» metal-space-arror

For instance, the first rule determines if any metal is narrower than 0.13 pm and
places the errors in the metal-width-error bayer, This layer might be interactively displayed
o highlight the errom.

EEH Circuit Extraction
Meow imagine that we want to determine the electrical connectivity of a mask darabase.
The following commands are requined:

CONUECT layerl layer
Electrically connect kayer] and layerl.

MeE name draln-layer gate-layer source-lajyer sdbstrate-layer
Define an MOS transistor in terms of the component terminal Layers. (This is, admat-
tedly, a litthe bit of magic.)

The connecnons berween biyers can be specified as follows:

CONNECT active-contact pdliff
CONNECT nctive-contact ndiff
CONHECT active=contack wddn
CONNECT sctive-contact gndp
CONNECT active-contact motal
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CONNECT gndp substrate
COMNECT wddn nwall
CONHECT poly-contact poly
CONHECT poly-contact metal

The connections between the diffusions and metal are specified by the first seven
statements. The last two statements specify how metal is connected to poly.

Finally, the active devices are specified in terms of the layers that we have derived.

HOS nmos ndiff mngates mdiff substrate

MOS pmos pdiff pgates pdiff pwell

An ourput statement might then be used to output the extracted transistors in some
netlist formar (i.e., SPICE format). The extracted netlist is often used to compare the lay-
out against the intended schematic.

It is important to realize that the sbove run set is manually generated. The data you
extract from such a program is only as good as the input. For instance, if parasitic routing
capacitances are required, then each kayer interaction must be coded. If parasitic resistance
is important in determining cirenit perforrmance, it alio must be specifically ineluded in
the extraction run set.

3.6 Manufacturing Issues

As processes have evolved, various design rules have emerged that reflect the complexity of
the processing, This section will cover some important areas.

EXMl Antenna Rules

When & metal wire contacted to a transistor gate is plasma-etched, it can charge up o a
voltage sufficient to break down thin gate oides. The metal can be contacted 1o diffusion
ta provade a path for the charge to bleed away. Antemna rufer specify the maximum area of
metal that can be connected to 1 gate without a source or drain to sct 25 a discharge ele-
mient. They are somewhat hard 1o visualize, bot are fived by placing jumpers to s higher
laver of metal to shorten the metal segment or by placing diffusion diodes on wires, The
dmgnnﬂ:muﬂrd:ﬁmﬁemmumnmdmu!mmpmuumﬂnhuchug:
on the metal will not damage the gare. The ratios can vary from 100:1 to 5000:1 depend-
ing on the thickness of the gate oxide (and hence breakdown voltage) of the transstor in
question. Higher ratios apply to thicker gate oxide transistors (Le., 3.3 V 1O rransistors).

Figure 3.26 shows a typical fix to an antenna violation. In the top layour, the wire
(L2} exceeds the antenna rule for the process. If this were to be connected to the gate, the
gate would possibly break down in subsequent processing steps. The fix is shown in the
bottom diagram, where a link to the top metal layer is made so that the length is now L1,
At the point the source/dmin connection is made, the gate is protected. This occurs at the
final metallization step. The link has to be made at the level where 2 source/drain region
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Adied link solves probiam—L 1 saiishes design nule

GEEER Antenna rele viclation and fix

will connect to the gate. For safety’s sake, in dense kayouts it is normally assumed that the
source/drain is connected at the final merallization step (in this case metal4). An alrerna-
tive method is to attach source/drin diodes to problem nets as shown in Figure 3.27.
These diodes can be simple junctions of n-diffision to p-substrate rather than transistor

EEE Layer Density Rules

Another set of rules that pertain to advanced processes are bayer density rules, which spec-
ify a minimum and maximum density of a particular layer within a specified area. These
are required as o result of the CMP process and the desire to achieve uniform etch rates.
For instance, a metal laver might have to have 30% minimum and 70% maxmum fll
within 1 1 mm by 1 mm area. For digital circuits, these density levels are normally reached
with normal routing. Analog and RF circuits, on the other hand, are almost by definition,
sparse. Thus, gate and metal layers may have to be added manually or by a fll program
fmdﬁﬁgﬂhﬂhﬂ:nmmplﬂmihmmﬁnﬂmm,ﬂtﬁﬂmhﬁthh:pﬂnﬂd
via n-diffusion dindes. This is especially true for RF circuits where the merall Gl can be
wsed for a ground plane, Designens must be aware of the fill so that it does not introduce
unexpected parasitic capacitances (o nearby wires,
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EEEl Resolution Enhancement Rules

Some resobution enhancement techniques impose further design rules. For cample, poly-
sificon typically uses the narrowest lines and thus nesds the most enhancersent, This can be

simplest if palysilicon gates are onky drawn in 2 single odentation (horizontal or vertical),

Pitfalls and Fallacies

Targeting a bleeding-edge process
There {5 a fine balance when you are deciding whether

or not 1o move 1o new process fora new desien, On the
arpe hand, you ere tempted by incredsed density and
speed. On the other hand, support for the new process
can initially be expensive [Detoming familiar with pro-
ceas rules, CAD toal scripds, porting analeg and BF de-
signa, bocating loghc libearies; sic). In sddition, CMOS
foamdreies frequently tune their processes in the firs:
fow months of production. and often, yield improve
rent #teps can reflect back to deslpn rule changss that
can mpect deslgns late in thelr tapeout schedule. Far
this reason, it is frequently pnsdent not to jump imime-
diately into a new process when it becomes avatlable.
O the other hand, i you are liemited n speed or soene
oither attribute that is sclved by the new process, then
you don't have much chaice but to bite the baliet.

Uising lambda design rules on

commencial desipns

Lambda rules khave baet used bn this text for ease of -
planation and consstency. They are useable for class
designs. However, they ame not very useful for produce
tion designs for deep sub-micton processes. Of particu-
lar concern are the metal width and spacing rules,
which are oo conserative for most prodwction pro-
CESSRE,

Failing to account for the parasitic

effects of metal fill

With area density nubes, particularly in metal, most de-
sign flows include an automatic fill $1ep to achieve the
correct metal density. Particuiarly in analog and RF dr-
cukte it ts important toeither exchade the automatic fill
operation from that area or check Srcuil performance

[cantnued)
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after the fill by completing & full parasitic exract and by the silicon manufacturer. Documentation fs often

perinming the veriflcation simulation scripts. mnmﬂnﬂemhkpmdmthrduheﬁ{puﬁnﬂuh’h
scademnic designs, which mlmn!wu'r.ﬁmn

Falling to include process calibration foundry] 1o inchide their own test structures such as

test : : R transieton or ring cacillators. This allovs designens 1o

structures ; ;
It was mentioned in the discussion on scribe lineswrue.  calibrate the silicon against simulation modeis.
tures that test structares are frequently inserted hiere

3.8 Historical Perspective

In the last 30 years, we (especially those of us whe are alder in years) have lived through an
amazng period of rechnology evolution in integrared circuits. While some hard limits are
being approached in terms of lithography and device dimensions, history shows that the
technology takes a path that leads to new devices, applications, and directions.

summary

Being aware af CMIOS process options and directions can greatly infuenee design deci-
sions. Frequently, the combination of performance and cost possibilities in a new process
can provide new product oppormunities that were not available previousty. Simalarky, vener-
able processes can offer good opportunitees with the mght produce.

One issue that has to be kept in mind is the ever-increasing cost of having a CMOS
design fabricated in a leading-edge process. Mask cost for exitical layers is in the vicinity of
F100K per mask. A full mask set for an advanced process approaches $1M in cost. This in
turn i refleceed in the types of degigm and approaches to dexigm that are mp]n}'ed for
CMOS chips of the furure. For instance, making a design programmable so that it can
have a longer product life is a good first start. Chapter § covers these approaches in depth.

For more advanced reading on silicon processing, consult textbooks such as [ Waolf0].

Exercises

3.1 A 248 om UV step and scan machine costs $10M and can produce esghty 300 mm
diameter, W nm node wafers per howr. A 157 nm UV step and scan machine costs
$40M and can process twenty 300 mm diameter, 30 nm node wafers per hour. 1f the
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machines have a depreciation peniod of four years, what is the difference in the cost
per chip for a chip that occupies 50 square mm at 90 nm resolution if the stepper is
used 10 imes per process run for the critical layers?

3.2 I che gate oxde thickness in 2 5100-based struchure i 2 nm, what would be the
thickness of a HFC ;-based dielectric provading the same capacitanoe?

1.3  Expliin the difference berween a polyeide and a salicide CMOS process.

Which would be kely to have higher pecformance and why?

34 Draw the layout for a pMOYS transisear in an n-well process that has P
active, p-select, n-select, polysilicon, contact, and metall masks. Include
the well contact to Fiy.

35 Whae is the best possible metal for interconncct? Why isn't it used?

3.6 Using Table 3.2, calculate the minimum contaced pitch as shown in CFPI LS
Faguere 3,28 for metall, metal3, and metalé in terms of lambda using
the SUBM rules in a 6-layer process. Is there a wiring strategy that can e
ceduce this pitch? E| Contacted metal pitel

3.7 Using Table 3.2, calculate the minimum unconracted and contacted tran-
sistar pitch as shown in Figare 3.29,

CIITAIIS
Coetselsd Pitch

i l..f..-:'-’:f_i:ﬁ: |

Unceriachsd Transiasor Pich T
-
-

Uncontacied and contacted rransistor piech

38  Using Figure 3.30 and Tahle 3.2, caleulare the minimum n to p pitch and the mini-
mim inverter height with and withour the poly contact to the gate (in). 1f an 501 pro-
cess has 2 A spacing between n and p diffusson, to what are the wo pitches reduced?

3.9 Design a metals fuse ROM cell in a process where the minimum metal width is 0.5

jpm and the maximuam current density is 2 mASem. A fuwse current of Jess than 10
mA is desired.
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Characterization
and Performance

Estimation

41 Introduction

In Chapter 1 we beamesd how to make chips that work, Mow we move on o making chips
thae work well, where "well™ can be defined as fast, bow in [HIwWeT, iw:r.‘p:nti'ﬂ: to mdamifec-
rure and reliable. Before we can choose which design alternative is best, we must develop
ways to estimate the goodness of each option, especially with regard 1o speed and power
consumption,

The most abvious WY I characternze 4 carcuit s l‘hrl:IIJEh srmuilation, and that will
e the topic of Chapter 5. Unfornmately, simulations only inform us how a particular cir-
cuit behaves, not how to change the ciroait o make iv better. Moreover, if we don't know
approximately what the resule of the simulation should be, we are unlikely to carch bugs
in our sirmulation model, Mediocne |:r.|,u'|—|'||:vr.'r|. nﬂ}' pu'l:dl:ll:llh'nnll}' on comprter toals, ot
ounstanding engineers develop their physical intition to rapidly estimate the behavior of
cinouits,

I this chapter we are primarnily concemed with the development of simple maodels
that will assist us in the understanding of system performance. In 2 modern process, inter-
connect performance can be &s important 4s of even mofe important than transistor per-

formance, The issues to be considered in this chapter are
* Delay estimation in CMOS gates
* Power dissipation of CMOS logic
# Intenconmect delay and signal integriny
* Design margining
Reliahabiry
Effects of scaling

157
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4.2 Delay Estimation

In most designs there will be many logic paths thar do not require any conscious effort
when it comes to speed. However, usually there will be a number of paths, called the eriri-
caf paths, that require attention to timing details. These can be recognized by experience or
timing simulation, but most designers use a timing analyzer, which is a design tool that
sutomatically finds the slowest paths in a logic design (see Section 8.4.1.5). The critical
paths can be affected ar four main levels:

® The architectural/microarchitectural level
® The logic level

® The circuit kevel

® The layout level

The most leverage is achicved with a good microarchitecture. This requires a broad
knovdedge of both the algorithms that implement the function and the technology being
targeted, such as how many garte delays fir in a elock eyele, how fast addition occurs, how
fast memories are accessed, and how long signals takie to propagate along a wire. Tradeotfs
at the microarchitectural level inchude the number of pipeline stages, the number of execu-
mon units, and the size of memorics,

The next level of timing optimization comes at the logic level. Tradeoffs include types
of functiona! blocks {c.g., ripple carry ve. lookahead adders), the number of stages of gates
in the cycle, and the fan-in and fan-out of the gates. The transformation from function o
gates and registers can be done by experience, by experimentation, or increasingly by logic
synthesis, Remember, however, thar no amount of skillful lagic design can overcome a

Once the logic has been selected, the delay can be tuned at the circuit level by choos-
ing transistor sizes or using other styles of CMOS logic. Finally, defay is dependent on the
layoue. The fAoorplan (cither manually or sutomatically generated) is of great importance
because it determines the wire lengths that can dominate delay. Tuning of particular cells
can also reduce parasitic capacitance.

This section focuses on the logic and circuit optimizations of selecting the number of
stages of logic, the ypes of gares, and the transistor sizes. Chapter 6 addresses other circuit
styles and layout techniques. Chapters 10 and 11 examine design of datapath and array
functional blocks.

Quick delay estimarion is essential 1o designing critical paths. Although timing ana-
lyzers or circuit simulators can compute very detailed switching waveforms and accu-
rarely predics delay, good dedgners cannot be dependent on simulation alone. Simulation
ar timing analysis only answers how fast a particular cireuit operates; they do not resolve
the more interesting question of how the circuir could be modified to aperate faster.
Many novice designess spend countless hours sweaking parameters in a circuit simulator
and resimulating only o find tiny improvements. Simple models that can be applied on
the back of an envelope are important because they allow us to rapidly estimare delay,
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understand its origin, and figure out how it can be reduced. This section applies the RC
delay model to estimate the delay of logic gates.
We begin with a few definitions:
& Riie time, £, = time for 2 waveform to rise from 20% o 809 of its steady-state value
® Fall time, ty= time for 3 waveform to fall from 80% to 20% of its steady-state value
& Edge rate, fy= (1, + )2
* Propagation delay fime, £, = maximum time from the input crossing 50% to the
output crossing 50
& Contemination delay time, £y = minimum time from the input erossing 50% to the
output crossing 50%
Intuirnvely, we know that when an input changes, the output will retain its old value for ar
least the contamination delay and take on its new value in at most the propagation delay.
We sometimes differentiate between the delays for the output rising, i, /i, and the out-
put falling, #.¢/4.p Rise/fall times are also sometimes called slaper or edpe ruter. Propags-
tion and conmmination delay times are also called mar-time and min-time, respectively.
The gate that charges or discharges a node is called the driver and the gates and wire being
driven are called the Jaaad

EEMN RC Delay Models

Section 2.6 developed 1 lumped RC model for transistors, Although transistors have com-
plex nonlinear current-valtage characteristics, they can be approximated fairly well as a
gwitch in series with a resistor, where the gffective revittance is chosen t match the average
amount of current delivered by the transistor, Transistor gate and diffusion nodes have
capacitance.

In this section we apply the model 1o estimate the delay of logic gates 2 the RC prod-
uct of the effective driver resistance and the load capacitance. Usually, logic gates use min-
mmum-length devaces for least debey, area, and power consumption, Grven this, the delay of
a logic gate depends on the widths of the ransistons in the gate and the capacitance of the
load thar must be driven.

4.2.1.1 Effective Resistance and Capacitance Recall from Section 2.6 that an nvO5G
tranaistor with width of one unir is defined o have effective resisrance B, The unit-width
pMOS has a higher resistance that depends on its mobility relatve to the nMOS transis-
tar. For concreteness, let us assume this resistance is 2R, Wider transistors have lower
resistance, For example, a pMOS transistor of double-unit width has effective resistance
K. Paralle] and series transistors combine like comventional resistors. When mulriple tran-
Eigtors are in series, their regietance is the sum of each individual regietance. When muli-
ple transzstons are in pasillel, the resestance i lower if they are all OM. In many gates, the
maﬂstd:llrn::uuwhm nuljraneufm'udpunﬂd ransistors s OM. In that case,
the effective nesistance is just that of the single transistor.
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Sketch a 3-input MAND grate with transistor widths chosen to achicve effective rise
and fall resistance equal to that of a unit inverter (R).

TR Figruce 4.1 shows such a gate. The three aMOS transistars are in series 5o
the resistance is three times that of a unit transistor, Therefore, each must be three
times unit width to compensare. In other words, cach transistor has resistance R/3
and the series combination has resistance 8. The three pMOS transistors are in par-
allel. Tn the worst case (with one of the three inputs low), only onc of the three
pMOS transistors is ON. Therefore, each must be twice unit width to have resis-
tance K.

RE 3-input BAND gate with
(apie rise and fall resigtance

Also recall that the capacitance consists of gare capacitance and source/drain diffusion
capacitance. Let us define the gate capacitance of a unit transistor 1o be Ly and the diff-
sion capacitance of its contacted source and deain 1o cach be Cag . In many processes the
capacitances are approximately equal and can be labeled C'= G, = Cgg o kecp estimation
simple, The second terminal of the diffusion capacitor is the body, which is usaally tied to
ground (for nMOS) or Fyy (for pMOS). As the DC voltage on the second terminal i
irrelevant to delay, we often draw both capacitances to ground for stmplicity. The gate
capacitance includes fields terminating on the channel, source, and drain. To make hand
analysis tractable, it can be approximated as 2 single capacitance to the Fpgp or GND il
C, and Cgare proportional to transistor width.

4.2.1.2 Diffusion Capacitance Layout Effects In a good lsyour, diffusion nodes are
shared wherever possible to reduce the diffusion capacitance, Mareover, the uncontacted
diffusion nodes berween series transistors are usually smaller than those that must be con-
racted. Such uncontacted nodes have lesy capacitance (see Sections 2.3.3 and 3.4.4),
although we will neglect the difference for hand calculations, —
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Annotate the 3-input NAND gate of Figure 4.1 with its gare and diffusion capaci-
tances. Assume all diffusion nodes are contacted.

ESSIMIEN Figure 4.2(3) shows the gate and its capacitances. Each inpur drives five
units of gate capacitance. Notice that the capacitors on source diffusions attached to
the rails have both terminals shored rogether so they are irrelevant to circuit opern-
tion. Figure 4.2(b} redraws the gate with these capacitances deleted and the remain-
ing capacitances lamped to ground,

o

e [ [ pTaT

fﬁc I

Ly
H
&6 8
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tHH'H
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| F
(a) o (b}

3-input NAND gate annotated with capacimnces

In sommary, gate capacitance can be determined direetly from the transistor widths in
the schematic, Diffusion capacitance depends on the layour. A conservative methed of
estimating capacitances before layout & to assume uncontacted diffusion between series
rransistors and contacted diffusion on all ather nodes,

4.2.1.3 Eimore Delay Model Viewing ON transierors as resiston, we s tana fanad. iy

aee that a ehain of transistors can he represented as an BC ladder as shown -*f_"-. =G, = e ciee vIE-_
in Figure 4.3. The Elmore delay [Elmore48] model estimates the delay of i" s :!r $ 1
an RC lndder 25 the sum over esch node in the ladder of the resistance

f;&:chhm that node and a supply multiplied by the capacitance on the  WEEEEN - 13ader for Elmore delay

o = Eﬂ- G E*TER: (4.1)

i
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Figure 4.4 shows o layout of the 3-input NAND gate. A single drain diffusion
regrion is shared berween two of the pMOS transistors. Estimae the actual diffusion
capacitance from the layout.

BRI Figure 4.5(a) shows the diffusion capacitance on the layout, ncglecting
those artached to the rils. Figure 4.5(b) redraws the schematic with these capaci-
tances lumped to ground. Observe that two of the pMOS share a single diffusion

region %o the capacitance is smaller than predicted in Figure 4.2(b).

—_—
F
I

S A T |
P R
.-_.l'f:..-.--i;-'- r.---.—.-:-ll-.-ﬂ:l--_._

Jeinput NAND gate layout

(o) )

%.ipput HAND annisted with diffusion capacitanees extrmcted
from the layour



4.2  DELAY ESTIMATION

w —————1
Sketch 3 2-inpur NAND gate with transistor widths chosen to achieve effective rise and
fall resistance equal to a unit inverter. Compute the rising and falling propagation delays
(in terms of K and C) of the NAND garc driving 4 identical NAND gates using the
Elmore delay model. If C = 2 [F/pum and R = 2.5 ki * pm in a 180 nm process, what is
the delay of a fanout-of-3 NAND gate?

EEIRREDE Figure 4.6(a) shows such a NAND gate annotatred with diffusion capacitance
assuming contacted diffusion on esch transistor except between the series nMOS transis-
tors. The two nMOS transistors are in series so each must be made twice as wide to
achieve overall unit resistance. The two pMOS transistors are in parallel, In the worst
case, only one is ON, so it must be the same width as in the inverter, i.e,, twice unit width
because pMOS transistors have lewer mobility than nMOS transistors, Each inpur is con-
mected to 4 units of gate width, Hence the output load of & identical NAND gates nuay be

ted as 44 unies of capacitance. Figure 4.6(b) shows the cquivalent circuit for esti-
mating the rising delay. Only one pMOS transistor is ON in the slowest case. The diffu-
sion capacitance of the nMOS transistor is ignored becatse it i not on the path between
the supply rail and the output node ¥, This resulis in a slightly optimistic result. The delay
15 f = B = ({6 + 48)C) = (6 + 4BRE Figure 4.6(c) shows the equivalent circuir for esti-
mating the falling delay. In the worst case, input A is alreacy *1." so node » is charged up to
nearly Fpg through the top nMOS transistor. Inpat B rises, turning on the bottom nMOS
transistor and thus discharging both the capacitance on node x and the output capaci-
tance. The Elmore delay is fugr = (RAZNZC) + B = ({6 + 48)C) = (7 « 46)RC. Diespice the fact
that the rise and fall resistances are equal, the falling propagation delay is slightly longer
than the rsing defay on account of the time needed to discharge the internal parasitic
capacitance.

Ohbserve that the best-case (contamination) delay of the gate could be substantially
less. For example, if both inpurs fell simulmneously, the output would be pulled up in half
the time through the parillel combination of the two pMOS transistons: £, = (R/2)((6 +
45)C) = (3 « 2B)RC. IF inpur B were already “1" and input A rises, node » would already
have been discharged and thus could be ignored for delay purposes, reducing the falling
delay 1o fgr= RILE + 45)C) = (6 + 48)RC. Hence, for fastest response, the latest input
should be connecred to the rransistor closest o the ourpat node when feasible.

In the 180 nm process, AC = 5 ps. Therefore, a fanout-of-3 MAND gate (4 = 3) has 2

delay of (6.+ 4+ 3) + 5 ps = 90 ps.
R Y
A m{lfy?mm
J (@)

{a) o
MAND gate delay estimation
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Examplc I

Suppose the widths of the transistors in the NAND gate are increased by a factor of
£ but the boad is left unchanged at 48 C (where #= 4 in the previous example). In
wther words, the load is equivalent 1o & = #/k NAND gates that are also a factor of &
nﬂlﬂmﬂﬂﬁﬂw the rising and falling propagation delays using the Eimore delay

EEIEERE Figure 4.7 shows the new equivalent circuits. The Elmore defay model
predicts a rising delay of (6 + H(F/BRC = (6 + 45)RC and a falling delay of (7 +

SHTEIRC = (7 + WHRC.
wm:: lf%muﬂr

EEEEN scaied nanD gate delay estimation

Observe that the delay consists of two components. The parsrizic delay of 6 or 7 is
determined by the gate driving its own internal diffusion capacitance. Boosting the width
of the transistors decreases the resistance but increases the capacitance o the parasitic
delay is ideally independent of the gate size' The effert delay of 48 /H)C = 45C depends on
the ratio (&) of external load capacitance to input capacitance and thus changes with tran-
sistor widths. The factor 4 is set by the complexity of the gate, The capacitance ratio is
called the dlecrrical effors or famews and the term indicating gate complexity is called the -
r':#f.gﬁim.ﬂi:lz components will be explored further in the subsequent sections.

It is often helpful 1o express delay in a process-independent form so that cinouits can
be compared based on topology rather than speed of the manufacturing process. More-
over, with & process-independent measure for delay, knowledge of circult spoeds gained
whib= wnanE:in 4TIC PrOCERE Can bse carried over o g new Process. Recall that the df-'ﬂ-]-' af
an ideal fanoar-af-1 inverter with no parasitic capacitance is T = 38C. We denote the nor-
malized delay as maltiples of this inverter delay: o = £, /1. Henee, the rising delay of the 2-
input NAND gate is of = (4/3)6 + 2. The RC delay model similarly predicts an invertes
with real parasitics driving & identical inverters to have o delay of & + 1.

1O covarss, gabes wish wider eranassiors may use lavear tricks so e difuslon capacirancs increses less dun

Tineariy with witth, slightly drcrrasing the parasitic delay of large pates. Section 8.10.1.7 ilhastrates folding
of wide tramio,




4.2

EEEl Linear Delay Model
In general the propagation delay of a gate can be written as

d=f+p (4.2)

whene p is the paranitic defry inherent 1o the gate when no load is artached; fis the fforr
delay or stage ¢ffore that depends on the complexity and Fanout of the gane:

J=g (4-3)

The complexity is represented by the fogical effert, g [Sutherland®9]. An inverter is
defined to have a logical effort of 1. More complex gates have greater logical efforts, indi-
cating that they take longer to drive a given fanout. For example, the logical effort of the
NAND gate from the previous example is 4/3. A gate driving & identical copies of itself is
said to have a famowr or dlectrical effort of & 1F the load is not identical copies of the gate,
the electrical effort can be computed as

DELAY ESTIMATION

1G5

=Con
b= . (4.4)

where C_, 18 the capacitance of the external load being driven and Zarput
C,, is the input capacitance of the gate?, - NAND  trverer

Figum 4.8 ploas norenalized delay va electrical effort for anide- H‘-—i".m
alized inverter and 2-input NAND gate. The y-in ts incicate = ¥ p =2
the parasitic delay, i.e., the delay when the gate drives no load. The j i / { =4+ 2
slope of the lnes is the logical effort, The inverter has 2 slope of 1 by |:-1
definition, The NAND has a of 4/3. E 3 f ? d=h+1

The logical effort and parasitic delay can be estimated using RC AR
models, as will be explored in the next sections, or extracted by ] /’/ iww'
curve-fitting simulated data, a3 discussed in Section 5.5.3. Logic L
gares fit the linear delay vs. fanout model remarkahly well even in . Fm_n"f'f P
advanced processes; for example, Figure 5.28 shows agreement n - ; ; _r_ 1
within 0.5 ps in a 180 nm process. A properly calibrated linear delay Blacireal EFot:
maddumdﬂymcd.hyhﬂ]tmhnmhulug::thunntmd h=G /G,

staric timing analyzers, although the notation varies from tool to

toal. For example, the popular Synopsys Design
the fallowing basic model to define delay for a librasy of gates:

rlulur_riiu - J.ﬂtr.im;ir:“:'iﬂu = ri--_r--i!tunm- * gapacitance
delay_fall = intrinsic_fall + fall resistance * capacitance

JSﬂ'n:T"ﬁ dmpul--].'l,ptz has 4 Famonir af A wleen B Mjmwm if the enbeer gates hisve
dﬁumlthmﬁud:ﬁn@mﬂmh:uﬂhlﬁu delay and is besr pided (=
VL1 design, The term elvsricad effers avoicds this potential confasion and emphasines the paraliels with
besgical eifo,

Cump:ju tosil 1S R roronaticed delay va. fanout



m CHAFTER @ CIRCUIT CHARACTERIZATION AND PERFORMANCE ESTIMATION

Naote that separate rising and falling delays are computed. These parameters are
related to the logical effort terms as given in Table 4.1. The effective resistance of a gate
increases with the Jogical effort of the gate but decreases with the gate size (i.c., input
capacitance).

Some designers use the term drior as the reciprocal of resistance: drive = C/p. Gates
with wider transistors have greater drive. Gares with high logical effor have fess drive,
Dielay can b expressed in terms af drive as

ﬂ':—"”-+l|n (4.5

EEE Logical Effort

Logical effort of a gate is defined as tbe ratio of the impuit capacitance of the gate fo the input
capcitince of an imverter that can deliver the same owiput current. Equivalently, logical effort
indicates how much worse a gate is at producing output current as compared to an
inwerter, given that cach input of the gate may only present as much input capacitance as
Th: mnvertco

Legical effort can be measured in simulation from delay vs. fanout ploas as the ratio
of the slope of the delay of the gate to the slope of the delay of an inverter. Alternatively,
it can be estimated by sketching gates. Figure 4.9 shows inverter, NAND, and NOR
gates with transistor widths chosen to achieve unit resistance, sssuming pMOS transis-
tors have twice the resistance of nMOS transistors”. The inverter presents 3 units of
input capacitance. The MAND presenes 4 units of capacitance on each input, so the logi-
cal effort is 443, Similurly, the NOR presents 5 units of capacitance, so the logical effore

¥Phis assunption is made throughout the book, Exercises 4.19-4,20 cxplore the effects of different relative
resivtances (iee slso [Sutherlsnd33]), The overall conclusions do not change very much, o the sinsple
o] s geesd evough for most hand estimates. A simubabor of statss imisg, analyeer thould be used when
more scoarace eesaliy are required,
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| FIG 4.9 | Logic gates sized for unit registance

is 573, This matches our expectation that NAND: are better than NORs because NORs
have slow pMOS transistors in serics.

Table 4.2 lsts the logical effort of common gates. The effort tends to increase with
the rumber of inputs. NAND gates are better than NOR jates because the series transis-
tars are nMOS mather than pMOS. Exclusive-OR gares are particulary costly and have
different logical efforts for different inputs. An interesting case is that multiplexers built
from ganged tristates, as shown in Figure 1.29b), have s logical effort of 2 independent of
the number of inputs. This might at first seem to imply that very large multiplexers wre just
as fast an small ones. However, the parasitic delay does increase with mulriplexer size;
hence, it is generally fastest to construct large multiplexers oat of trees of 4-input multi-
plexers [Sutherland99].

Table4.2 Logical effort of commaon gates

Gate Trpe Number af Inputs
Ty .

i.l'l'i'l!l!'l'l_:'l' |

NAND 43 5/3 L e+ 23

NOR 5/3 73 93 (2413

eristate, enultiplexer | 2 2 | 2 2 2

XOR, XNOR 4.4 6,12,6 (8,16 16,8

EEEX Parasitic Delay

The parasitic delay of a gate is the delay of the gate when it drives zero load. It can be esti-
mated with RC delay models. A crude method good for hand caleulations is to count only
diffusion capacitance on the ourpur node. For example, consider the gates in Figure 4.9,
assuming cach transistor on the output node has its own drain diffusion contact, Transis-
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tor widths were chosen to give a resistance of R in each gare. The inverter has 3 units of
diffusion capacitance on the cutpur, so the parasitic delay is 3RC = 1. In other words, the
normalized parasitic delay is 1. In general, we will call the normalized parasitic delay p...

is the rario of diffusion capacitance to gate capacitance in a particubar process. It is usu-
ally elose to 1 and will be considered to be 1 on many examples for simplicity. The NAND
and NOR each have 6 units of diffusion capacitance on the output, so the parastic delay is
twice as great (2p,.., or simply 2}, Table 4.3 estimates the parasitic delay of common gates.
Increasing transistor sizes reduces resistance but increases capacitance correspondingly, so
parasitic delay is, to first order, independent of gate size. However, wider transistors can be
folded and often see less than linear increases in internal wiring parasitic capacitance, 5o in
practice, larger gates tend to have slightly lower parasitic delay.

Tabled.3

Parasitic delay of common gates

Gate Type Number of Inputs

| 2 3 4 n
inverier i
NAND 2 E 4 "
NOR 2 '3 4 "
iristate, mulfiplexer | 2 4 f B 2n

This method of estimating parasitic delay is obwiously crude. More refined estimares
use the Flmore delay counting internal parasitics or extract the delays from simulation.
The parasitic delay also depends on the ratio of diffusion capacitance to gate capacitance.
For example, in a silicon-on-insulator process in which diffission capacitance is much bess,
the parasitic delays will be lowes. While knowing the parasitic delay is important for accu-
rately estimating gate delay, we will sce in Section 4.3 that the best transistor sizes for a
particular circuit are only weakly dependent on parasitic delay. Hence, erude estimates
may be scceptable.

Nevertheless, it is important to realize that parasitic delay grows moge than lincarly
with the mumber of inputs in a real NAND or NOR dircuit. For example, Figure 4.10
shows a model of an n-input NAND gate in which the upper inputs were all "1’ and the
bottom input rises. The gate must discharge the diffusion capacitances of all of the inter-
na! nodes as well as the output, The Elmore delay is

=

fy= R{kf}+f{%}:nﬂ'] nl:;—-[-%n]ﬂﬂ (4.6)

im
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IR - iruput NAMD gate parasizc delay

This delay grows quadratically with the number of series transistoes m, indicating thar
beyond a certain point it is faster to split 2 large gate into a cascade of two emaller gates.,
We will sec in 4.2.5.3 thar the ecefficient of the #” term tends to be oven larger in real cir-
nﬁﬂﬂﬂﬂ!ﬂllﬁ!ﬁmpkmndﬂhﬂwﬂfglh—mnpdhm.lnpncﬁmhhﬂrdr
advisable 1o construct & gate with more than four or possibly five series transistors. When
building large fan-in gates, trees of NAND gates are better than NOR gates because the
nMOS transistors have lower resistance than pMOS transistors of the same size and

capacitance.

EEE Limitations to the Linear Delay Model
Lagical effort is built an the linear delay model. Although the model works remarkably

well for many practical applications, it also has limirations thar should be understood

when more accuracy i needed.

4.2.5.1 Input and Output Slope Tl largest source of error in the linear delay model is
the input slope effect. Figure 4.11(s) chows a fanout-of-4 inverter driven by ramps with
different slopes. Recall that the ON current increases with the gate voltage for an aMOS
transistor. We say the transistor is OFF for F, < F, fidlly ON for ¥, = Vo, and parsially
GN for intermediate gare voltages. As the rise time of the inpur increases, the delay ako
incresses because the active transistor is not tumned all the way ON at ance. Figure 4.11(b)
plots average inverter propagation delay ve. input rise time.

Notice that the delay vs. rise time data fits 2 straighe line quite well. [Hedenstiemak7]

suggests that the line may be modeled as
Yot = by + e —EW- (4.7)

WhEre fujemy 15 the propagation delay assuming a step input and 4, is the appropriate
edge rate (4, of £).
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RN -7t simulation of slope effect an CMOS inverter delay

A first-order RC circuit has a 20%-80% rise/fall time of {In 0.8 - In 0.2)RC = 1.39RC.
The 20%—80% rise/fall time of o gate is roughly 1-1.5x the propagation delsy. Hence, the
iput slope of a gate is related to the propagation delay of the previous gate. The Synopsys
delay model supports considering the effect of slope on gate delay by introducing a
slope_rise / slope_fall term, The overall delay of a gate becomes lincarly dependent on
the delay of the previous gate.

dolay_rise = intrinsic_rise + rise_resistance ° capacitance +
glope_rise - delay previcus

delay fall = intrinsic_fall + fall resistance ' capacitance +
slope fall - delay_previous

Accounting for slopes is important for accurute timing analysis, but is generally more
complex than is worthwhile for hand calculations. Fortunately, we will see in Section 4.3
that circuits are fastest when each gate has the same effort delay and when that delay is
soaghly 41. Becanse slopes are related 1o edge rate, fast circuits tend to have relatively con-
sistent slopes, If a cell library is characterized with these slopes, it will tend to be used in
the regime in which it most accurately models delay.

4.2.5.2 Input Arrival Times Another source of error in the linear delay mosdel is the
assumprion that ane input of 2 multiple-input gate switches while the others are com-
pletely stable. When two inputs to a series stack tum ON simultaneously, the delay will
be slightly longer than predicted because both transistors are only partially ON during
the initial part of the transition. When two inputs to a parallel stack num ON simulra-
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neously, the delay will be shorter than predicted becwuse both transistors deliver current
1o the outpur.,

Figure 4.12 plots the propagation delay of an FO3 2-input NAND gate as a function
of the input interarrival time. Inpur 4 switches at time 0, while input B switches in rhe
same direction at time ¢ Propagation delay is measured from the latest inpur rising for
falling outputs and from the earliest input falling for rising cutputs. When one input
arrives well before the other, |4,] i large and the propagation delay is cssentially indepen-
dent of £y, This is the case assumed in the linear delay model, The delays are slightly differ-
ent depending on which input arrives first, as will be explored in Section 5.5.3. When the
twa Enputs arrive at nearly the same time, |4 i small. £, increases because of the series
pulldowns while £, decreases becanse of the parallel pullups.
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[N Delay sensitivity to fnput arrival tme

4.2.5.3 Gate-Source Capacitance The examples in Section 4.2.1 assumed that gate
capacitance terminates on & fived supply rail. As discussed in Section 2.3.2, the bottom
terminal of the gate oxide capacitor is the channel, which is primarily connected to the
source when the trunsistor is ON. This means that as the source of a transistor
walue, charge is required to change the voltage on C,. Figure 4.13(a) revisits the 2-input
NAND gate example, explicitly showing gatc-source capacitances. As node » is dis-
on a falling output transition in Figure 4.13(b), €, must also be discharged. The
delay can now be estimated as (R/2)(2C + 28+ R{(2 + 2+ 2 + 45)C) = (8 + 45)RC. RC
maodels are more valuable for simplicity than accuracy, so some designens ignore this effect
i hand caleulations. Note thar C, of the pMOS transistors does not affect delay because
it s mot on the path between Y and GND. However, the gate capacitance of both nMOS
and pMOS would affect the loading and delay of the previous stage.
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GIEEEN 1AND gate delay estimation with gate-source
capatitance modeled

4.2.5.4 Bootstrapping Transistors also have some capacitance from gare to drain. This
up:dnnmmuphduhputmqumrinmdﬁdhmuwmwhhhmh
understood by exsmining Figure 4.14{(g). Our models so far have anly considered G, (Cp).
This fignre also considers G, the gate to drain eapacitance. In the case that the imnput is
rising (the output starts hi ), the effective input capacitance is G, + Cp When the oat-
putmrumﬁﬂ.dum]ug:mnuﬂl,dungu,mquﬁugﬂuhpmmrupphrlddil:'mul
current to charge G In ather words, the impact of C,, on gate capacitance is effectively
doubled.

Ta illustrate the effect of the bootstrap capacitance on a circuit, Figure 4.14(b) shows
two inverter pairs, The top pair has an extra bit of capacitance between the input and out-
put of the sooond inverter. The bottom pair has the same amount of extra capacitance from
input to ground. When x falls, nodes o and ¢ begin to rise (Figure 4.14(c}). Az first, both
nodes see approximately the same capacitance, consisting of the two transistors and the
extra 3 fF. As node a rises, it initially bamps up & or “lifts & by its own bootstraps.” Even-
rually the nMOS transisters am ON, pulling down & and . As & falls, it tugs on @

2 N\
R / Ve
S T
t}ix Hﬁ'
o . “, : R“K:lx:_
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GEENEN The effect of bootstrapping on fnverter delay and waveform shape
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through the capacitor, leading to the slow final transition visible on node o Also observe
that & falls later than o because of the extra charge that must be supplied o discharge the
bootstrap capacitor. In summary, the extra capacitance has a greater effeer when connected
berween input and output as compared to when it is connected between input and ground,

Because G, is fairly small, bootstrapping is only a mild annoyance in digital circuits.
Heowever, if the inverter is biased in its lincar region near ¥y /2, the C; may appear mul-
tiplied by the gain of the inverter. This is known as the Miller effect and is of major impor-
fance in analog cirouits,

43 Logical Effort and Transistor Sizing

Designers often need to choose the fastest ciscuit topology and gate sizes for a particular
logic function and to estimate the delay of the design. As has been stated, simulation or
timing analysis are poor tools for this task because they only determine how fiust o particu-
lar implementation will operate, not whether the implementation can be modified for bet-
ter resalts and if so, what to change. Inexperienced designers often end up in the “simualate
and tweak” loop mvalving minor changes and many simulations, This is not anly tedious
but also seldom results in significant improvements. The method of Logical Effort
[Sutherland®?] provides a simple method “on the back of an envelope™ to choose the best
topalogy and number of stages of logic for a function. It allows the designer to quickly
estimate the minimum posable delay for the given topolegy and to choose gate sizes that
achieve this delay.

Logical Effort is based on the linear delay model We first review using the model o
estimare the delay of individual logic gates. The method generafizes to predict the delay of
multistage logic networks and to choose the best number of seages for @ multistage net-
work. This secrion concludes with an example applying Logical Effort to design a mem-
ary decoder and summarizes the key insights from the method. The techniques of Logical
Effort will be revisited throughout this text to understand delay of many types of circuits.

EERN Delay in a Logic Gate
The linear delay model of ECy (4.2), (4.3), and (4.4) expresses propagation delay of a logic

gate in terms of the complexity of a gate (its logical effort, g), the capacitive fanout (elec-
trical effort, &), and the parasitic delay, p. Let us begin with two examples.
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Estimate the delay of the fanout-of-4 (FOM) inverter (i.e., an inverter driving four
identical copies) shown in Figure 4.15. Assume the inverter is constructed in a 180
nm process with T = 15 ps.

The logical cffort of the inverter is g = 1, by definition. The electrical
effort is 4 because the load is four gates of equal size. The parasitic delay of an
inverter is p, = 1. The total delayis d=gh+ p=1+4 41 = 5 in normalized terms, or
fos= 75 ps in abeolute terms.

ﬂﬁﬂwhﬁh}immmﬂmmﬂmdmmmmﬂ
designers are familiar with the T notation, most expericnced designers do know the
delay of a fanout-of-4 inverter in the process in which they are working. T can be
estimated as 0.2 FO4 inverter delays. Even if the ratio of diffusion capacitance to
gate capacitance changes so p,,, = (0.8 or 1.2 rather than 1, the FO4 inverter delay
anly varies from 4.8 to 5.2. Hence, the delay of a gate-dominated logic block

in terms of FO4 inverters remains relatively constant from one process 1o
another even if the diffuston capacitance does not,

As a rough rule of thumb, the FO4 delay for a
process (in picoseconds) is 1/3 to 1/2 of the channel  je—n
lengrth (in nanometers). For example, a 130 nm pro-
cess may have an FO4 delay of 60-90 ps. Delay is D
highly sensitive to process, voltage, and temperature
variations, as will be examined in Section 6.6, The Fanout-al4
FO4 delay is wsually quoted assuming rypical process (FO4) inverter
parameters and worst-case environment (low pawer

supply voltage and high remperatare),

EEE} Delay in Multistage Logic Networks

Logical Effort generalizes to multistage logic networks. For example, Figure 4,16 shows
the logical and electrical efforts of each stage in 3 multistage pach as a function of the sizes
of each stage. The path of intercst (the only path in this case) is rnarked with the dashed
Blue line. Observe that logical effort is independent of size, while chectrical effort depends

M_—__B,...-Ebn____

g =1 g =50 g, = 4n g, =1 E
h, = &0 by = hy = zly h, = 20ix

AEERLY pdultisrage logic netwark
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L — W
A ring oscillator is constructed from an odd number of inverters, as shown in Figure
4.17. Estimare the frequency of an M-stage ring oscillator,

EETENE The logical effort of the inverter is g = 1, by definition. The clecrical
etfort of cach imverter is also 1 because it drives a single identical load. The parasitie
delay is also 1. The delay of each stage is = gh+ p= 1 1+ 1 = 2. An N-stage ring
oscillator has a period of 24 stage delays because a value must propagate twice
around the ring to regain the original polarity. Therefore, the period is 7= 2+ 2N,
The frequency is the reciprocal of the period, 140

A 31-stage ring oscillator in a 180 nm process has a frequency of 1404 + 31 + 15
ps) = 540 MHz

MNote that ring oscillators are often used as process monitors to judge if s parric-
alar chip is faster or slower than nominally expected. One of the inverters should be
replaced with 3 NAND gate 1o murn the ring off when not in use. The output can be
routed to an external pad, possibly through & test multiplexer. The escillation fre-
guency should be low' enough (c.g., 100 MHz) that the path to the cutside world is

GEERE Fing oscillstor

The path logicad effert G can be expressed as the products of the logical efforts of each
stage along the path,

=[] 4.8)

The path edecerieal gffort H can be given as the ratio of the output capacitance the path
muast drive divided by the input capacitance presented by the parh. This is more conve-
aient than defining path elecerical effort as the product of stage electrical effors because
we do not know the individual stage electrical efforts until gate sizes are selected.

c
H=H.rr|.rﬂ.'l

Cmipat

(4.7
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EEEE circuir with

- way branch

ﬁ:pﬂ.ﬂ&thﬂuWuﬁh:w:ﬁm‘u[u&mEﬂwwmw
state = (7F2

F=l‘[‘ﬂ.unm {4.10)

In paths thar branch, F = Gl This is illustrated in Figure 4.18, a cireuit with a
two-way branch. Consider a path from the primary input to one of the outputs. The
path logical cffortis G=1=1= 1. The path electrical effort is H = 95 = 18. Thus, GH
= 18. But F= ffy = gibygsbs = 126+ 16 = 36, In other words, = 2GH in this path
on account of the two-way branch.

We must inroduce 3 new kind of effort to accoant for branching between stages of

npruh.Tlﬂ;.!rnnrn!nfug;ﬂ'ﬁr:&i:ﬂtﬂ&anfth:wﬂlupndm::mnbynmgtmth:
capacitance on the path; in Figgure 4.18 i is (15415015 = 2.

i +
(... s ] (4.11)
Lot

The path branching effert Bis the product of the branching efforts berween stages.
B= n_el (4.12)

Mew we can define the path effort Fas the product of the logical, edectrical, and branching
efforts of the path. Note thar the product of the clectrical efforts of the stages is actually
BH, not just H.

F=GRH {4.13)

We can now compute the delsy of a multistage neswork. The path delay D is the sam
of the delays of each stage. It can also be written as the sam of the path effert delay Dy and

path parasitic delay P
D="Y d;=Dp+P
Dy =¥, i (4-14)
PulLh

The produc of the stage efforts is F| independent of gate sizes. The path effor delay
i¢ the sum of the stage efforts, The sum of a set of numbers whose product is constant i
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Estimate the minimom delay of the path from 4 to & in Figure 4.19 and choose
transistor sixes 1o achiove this defay. The initial NAND2 gate may present a load of
# & of transistor width on the input and the output Inad ks equivalent 1o 45 & of tran-
sastor width

EEMMTEEE The path logical effore is G = (4/3) = (5/3) = (5/3) = 100/27. The path
electrical effort is Jf = 45/8. The path branching effort is 8 = 3 « 2 = 6. The path
effort is F= GEH = 125. As there are three stages, the best stage efforr is
f=4125 = 5. The path parasitic delay is P= 2+ 3 + 2 = 7. Hence, the minimum
path delay is D= 3« 5 + ¥ = 22 in units of v, or 4.4 FO4 inverter delays. The gate
sizes are computed with the capacitance transformation: y = 45 = (5/35 = 15. 5 =
(15 = 15) = [3/3W5 = 10. We check that the initial 2-input NAND gate should have
a size of (10 « 10 + 10) = (4/3)/5 = 8, as desired. The transistor sizes in Figure 4.20
are chosen to give the desired amount of § capacitance while achievi

b mput cap ing equal

We can also check thar our delay was achicved. The NAND2 gate delay is d) =
Eolyw py= (A03) = (10+ 10« 10)/8 + 2= 7. The NANDI gate delay is oy = oy + py
= (5/3) = (15 + 15)/10 + 3 = & The NOR2 gate delay is ) = gyby + py = (5/3) = 45/15
+ 2 = 7. Hence, the path delay is 22,
a5 predicted,

Many inexperienced designers
know that wider transistors offer
mare current and thus try o make
circuits faster by using bigrer pares.
Increasing the size of any of the gates
except the first one only makes the
aarcuit slower. For example, increasing
the size of the NAND3 makes the
NAND3 faster but makes the
NAMND2 slower, resulting in a ner
speed Ioss. Increasing the size of the
initial NAND2 gare does speed up
the circuit under consideration, How-
ever, it presents a larper load on the
path that computes inpot A, making
thar path slower. Hence, it is crucial
to have a specification of not only the
load the path maest drive but also the
maximim input capacitance the path [N Cxample path annotated with
HAY eresent, iranslseos sizes
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minimized by choosing all the numbers to be In other wards, the path delay is min-
imized when each stage bears the same effort . 1f a path has N stages and each bears the

same effort, that effort must be

Fegh=F"" (4.15)
Thus the minimum pessible delay of an M-stage path with path effort Fand path parasitic
delay Pis

D= NFVY 4 p (4.16)

This is & key result of Logical Effort, It shows thar the minimum delay of the path can be
estimated knowing only the number of stages, path cffort, and parasitic delays without the
need to assign transistor sizes. This is superior to simulation, in which delay depends on
sizes and you never achieve certainty that the sizes sclected are those that affer minimum
delay.

It is also straightforward to select gate sizes to achieve this least delay. Combirung
EQs (4.3) and (4.4) gives us the capacizance trangfermation formula to firid the best input
capacirance for a gate given the output capacitance it drives.

o
E'ﬂ s mil -;l

(4.17)
! s

Srarting with the load at the end of the path, work backward applving the capacitance
transformation to determine the size of each stage, Check the arithmetic by verifying that
the size of the initial stage matches the specification,

EEEI Choosing the Best Number of Stages

Given a specific cireuit topology, we now know how to estimate delay and choose gate
sizes. However, there are many different topalogies that implement a pasticular logic func-
tion. Logical Effort tells us thar NANDs are better than NORs and thar gates with few
inpuss are better than gates with many. In this section we will also use Logical Effort 1o
predict the best number of stages to use.

Laogic designers sometimes estimare delay by counting the number of stages of logic,
assurning cach stage has o constant “gare delay.” This is potentially misleading because it
implies that the fastest circuits are those that use the fewest stages of logic, OF course the
gate delay actually depends on the electrical effort, so sometimes using fewer stages results
in more delay. The following example illustrates this point.

In general, you can always add inverters to the end of a path without changing irs
function {save possibly for palarity). Let us compute how many should be added for least
delay. The logic block shown in Figure 4.22 has n, stages and s path effort of F Consider
adding N - m, inverters to the end to bring the path to N stages, The extra inverters do not
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Exattiple =T
A control unit generates a signal from a unir-sized inverter. The signal must drive
unit-sized boads in cach bitslice of a 64-bit dataparh. The designer can add inverrers
to buffer the signal to drve the large load. Assuming polarity of the signal does not
marter, what is the best number of inverters to add and what delay can be achieved?

EETIMRE Ficure 4.21 shows the cases of adding 0, 1, 2, or 3 inverters. The path
electrical effort is # = 64. The path logical effort is G = 1, independent of the num-
ber of inverters. Thus the path effort is F = 64. The inverter sizes are chosen ta
achicve equal stage effort. The total delay is D= N84 + NV,

The 3-stage design is fastest and is much superior 1o a single stage. If an even num-
ber of inversions were required, the two= or four-stage designs are promising. The
four-stage design is slightly faster, but the two-stage design requires significantly
less ares and power.

Cratamath Load i B4 1‘“ $|M
M 1 2 3
k a4 ] %
(i 5 g5 18 15
~ F s

Comparison of different number of
stages of bullers

change the path logical effort but do add parasivic delay. The delay of

h hi e i
the new path is
i, Stages 0- 000
Doy

D= NFYHN 4 2 B+ (N =ny )t (4.18)
3 Logic block with additional inverters
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Differentiating with respect to N and setting to 0 allows us 1o salbve for the best number of
stages. The result can be expressed more compactly by defining

o= Fsl.rir

to be the best stage effort.

%"F‘”H hFI.’.i\'_l_FIJ'H +_|."n-r Fu

= P +P{1-1np)=0

(4.19)

EQ (4.19) has no closed form solution. Neglecting parasitics (i.e., sssuming p,., = 0},
we find the classic result that p = 2.71828 (c) [Mead80]. In practice, the parasitic delays
mean each inverter is somewhat mone costly to add. As a result, it is berrer to usc fewer
stages, of equivalently & higher stage effort than & Solving mumerically, when p,, = 1, we
find p = 3.59. i

ipuh achieves least delay by using N =log, F stages. It is important to under-
stand not anly the best stage effort and number ot stages but also the sensitivity to using &
different number of stages. Figure 4.23 plots the delay increase using a particular number
of stages against the number of stages, for g, = 1. The curve is very far around the opti-
srumn. The delay is within 15% of the best achievable if the number of stages is within 23
to 1.5 times the theoretical best number (i.e., p is in the range of 2.4 to 8).

- 181 18
w14 S
£ 12 15 .
'-'-ﬁ. y 1
1.0 1
= B fo= 243
0.0
0.5 Q.7 1.0 1.4 20

e
NN

EE) Sensitivity nrdﬂarmnuiﬁb;rr l:F'i:n'g-rs



43  LDGICAL EFFORT AND TRANSISTOR SIZING

Using a stage cffort of 4 is a convenient choice and simplifies mennally choosing the
best number of stages. This effort gives delays within 2% of minimum for g, in the range
of 0.7 1o 2.5. This further explains why a fanout-of~4 inverter has a “representative” logic
ate delay.

m EHITIPIE
Consider a larger example to illuserate the application of Logical Effort. Our esteerned
colleague Ben Birdiddle is designing a decoder for a register file in the Motoroil 68WSEG,
an embedded processor for automotive applications. The decoder has the following speci-
fications:

¥ 16-word register file

& 32-bit words

® Each register bit presents a load of 3 unit-sized transistors on the word line (2

unit-sized acoess transistors plus some wire capacitance)

® True and complementary versions of the address bits A]3:0] are available

® Each address input can drive 10 unit-sized transisbors

As we will see further in Section 11.2.2, a 2%-word decoder consists of 2 N-input
AND gates. Therefore, the problem is reduced to designing a suitable 4-inpur AND gate.
Let us help Ben determine how many stages to use, how lange each gate should be, and
how fast the decoder can opeme.

The output load on a word line is 32 bies with 3 units of capacitance each, or %6 units,
Therefore, the path electrical effort is H = %6710 = 9.6. Each address is used 1o compure
half of the 16 word lines; its complement is used for the other half. Therefore, a B = §-way
branch iz required somewhere in the path. Now we are faced with u chicken-and-egg
dilemma. We need 1o know the path logical effort to caleulate the path effort and best
number of stages. However, without knowing the best number of stages, we cannot sketch
o path and determine the logical effort for that path, There are two ways to resolve the
dilemma. One il-l'b:h:l:lﬂ'l:pllh with a random number ufll% determine the pnl!h
logical effort, then use that to compuate the path effore and the acrual nomber of stages.
The path can be redesigned with this number of stages, refining the path logical effort, If
the logical effort changes significantly, the process can be repeated. Alternatively, we know
that the logic of a decoder is rather simple so we can ignore the logical effort (assume G =
1). Then we can proceed with our design, remembering thar the best number of stages is
hikely slightly higher than predicted becaunse we neglecred logical effort.,

Taking the second approach, we find the path cffort i F = GBH = (1)(8)(9.6) = 76.8.
Targeting o best stage effort of p = 4, we find the best number of stages is
N = log, T6.8 = 3.1. Let us select 2 3-stage design, recalling thar a 4-stage design might
be a good choice wo when logical effort is considerad. Figure 4.24 shows a possible
3-stage desigm (INV-NAND4-INV).
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The path has a logical effort of G = 1« (6/3) * 1 = 2, ¢ the actual path effort is F=
(2WAN9.6) = 154. The stage effort is [ = 154" = 5,36 . This is in the reasonable range of
2.4 to 6, 80 we expect our design to be acceptable. Applying the capacitance transforma-
tiom, we find gate sizes z = 962 1/5.36 = 18 and y= 18+ 2/5.36 = 6.7, The delav s 3 = 5,36
wledel=i2l

Logical Effort also allows us to rapidly compare alternative designs using a spread-
sheet rather than a schematic editor and & large number of simulations, Table 4.4 com-
parcs a number of alternative designs. We find a 4-stage design is somewhat faster, as we
suspected, The 4-stage NANDZ-INV-NAND2-INV design not only has the theoretical
best number of stages bur alsa uses simpler 2-inpur gares w reduce the logical effort and
parasitic delay to obmin a 12% speedup over the original design. However, the 3-stage
design has a smaller total gate arca and dissipares less power.

Table 4.4 Spreadsheet comparing decoder designs

Design Stages N G P o
NAND4-INV 2 2 5 M8
NAND2-NOR2 2 2009 4 0.1
INV-NAND4-INV 3 2 & 21
NAND4-INV-INV-INV 4 2 7 211
NAND2-NOR2-INV-INV 4 20/9 & 205
NAND2-INV-NAND2-INV 4 1679 & 19.7
INV-NAND2-INV-NAND2-INV 5 16/9 7 20.4
NANDZ-INV-NAND2-INV-INV-INV 3 16/9 & 2.5
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Summary and Observations

Lﬂgi:-r.ll Effort P:I'D'I."i.dl:t an easy way to compare and sebect circuit I'q::l-l-ng]u,d‘mme the
best number of stages for a path, and estimate path delay. The notation rakes some time to
become nanural but this author has poured through all the letters in the English and Greek
alphabets without finding better notation. It may help to remember o for “delay,” p for
“parasitic,” & for “branching,” fior “effory,” g for “logical effort,” (or perhaps gain), and & as
the next letter after *f™ and “g." The notation is summarized in Table 4.5 for both stages
and paths

Table 4.5 Summary of Logical Effort notation

Term Stage Expression . Path Expression

number of stages | 1 N

logheal effort § (e Table 4.2) c=[]z

clectrical effort | 4= 2 g1 el
C_ clllrﬂil
L +L,

branching cffort | & = —be "* B=T1s

= E.llﬂ:-ﬂl. I-[

effort f=ph F= GEH

effart delay f Dy = Ef,

parasitic delay | p (see Table 4.3) P=Y f

delay dufep D=Yd=Dy+P

The method of Logical Effort is spplied with the following steps:
1. Compate the path effore: F= GRE

"

2. Estimate the best number of stages: N=log, F
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3. Sketch a path using; N stages
4, Estimate the minimum delay: DaNFYY 4 p
5. Determine the best stage cffort: F=r"
6. Searting at the end, work baclward to find sizes: Cia, =ﬂ_.,}-_g'f_

CAD tocls are very fast and accurate at evaluating complex delay models, o Logical
Effort should nor be used as a replacement for such tools. Rather, its value arises from
“quick and dirty” hand calculations and from the insights it lends to circuit design. Some
of the key insights include:

& The idea of a numeric “logical effort” that characterizes the complexity of a logic
gare or path allows you to compare alternative circuit topologies and show thar
some topologies are better than others,

# MAND structires are faster than NOR structures in complementary CMOS cir-
cHlirs.

® Paths are fastest when the effort delays of each stage are sbout the same and when
these dekaye are close to four,

® Path delay is insensitive to modest deviations from the optimum. Stage cttorts of
2 4-6 give designs within 15% of miniowm delay. There is no need to make calou-
latiomns to mare than 1-2 significant figures, so many estimations can be made in
your head. There is no need 1o choose transistor sizes exactly acconding to theory
and there is lirtle benefit in tweaking transistor sizes if the design is reasonable.

® Ulsing stage efforts somewhat greater than 4 reduces area and power consumption
at 1 slight cost in speed. Using efforts greater than 6-8 comees at a sigmificant cost
in speed.

® Using fewer stages for “less gate delays™ does not make a circuir faszer. Making
gates larger also does not make a eircuit faster; it only increases the ares and power
CoNEmption.

# The delay of a well-designed path is ahout log, F fanout-of=4 (FO4) inverter
delays. Each quadrupling of the load adds about one FO4 inverter delay to the
path. Control signals fanning out to o 64-hit datapath therefore incur an amplifica-
tion debay of about 3 FOM inverters,

# The logical effort of each input of a gate increases through no fault of its own as
the number of inputs grows, Considering both logical effort and parasitic delay, we
find a practical limit of about 4 series transistors in logic gates and about 4 inputs
to multiplexers. Beyond this fan-in, it is faster 1o split gaves into multiple stages of
skinnier gates.
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® Inverters or 2-imput NAND gates with low logical efforts are best for driving
modes with a lasge branching effort. Use small gates after the branches to minimize
load on the driving gare.

* When a path forks and one leg is more crifical than the others, buffer the noncrit-
ical legs to reduce the branching effort on the critical path.
EEX Limitations of Logical Effort
Logical Effort is based on the linear delay moddel and the simple premise that making the
effort delays of each stage equal minimizes path delay. This dmplicity is the method's
greatest strength but also results in a number of imintions:
® The linear delay model fails to capture the effect of input slope. Fortunately, edge
rates tend to be about equal in well-designed circuits with equal effore delay per
stage.
® The RC delay model neglects the effects of velocity saturation and overestimates
the logical effort of NAND structures. It also ignires the body effect. Logacal

cffort may be more accurstely charscterized through sinulation, =5 shown in See-
tinn 5.5.3.

* Logical Effort does not account for interconnect. The effects of nonnegligible wire
capacitance and RC delay will be revisited in Section 4.5, Logical Effore is most

appheable to high-speed circuits with regular layouts where routing delay does not
dominate. Such structures include adders, mulriplier, memories, and other data-
paths and arraye,

* Logical Effort explains how to design a path for maximum speed but not how to
design for minimum area or power given a fixed speed constraine.
* Paths with complex branching are difficult to analyzs by hand.

When using a standard cell library, you can often extract logical effort of gates directly
from the datasheets. For example, Figure 4,25 shows the INV and NAND2 datasheets
frem the Artisan Components library for the TSMC 180 nm process. The gates in the
library come in various drive strengths. INVX] is the unie inverter; INVXZ has ewice the
drive, INVXL has the same area as the unit inverter but uses smaller transistors to reduce
power consumption on noncritical paths. The X12-X20 inverters are built from three
stages of smaller inverters to give high drive strength and low input capacitance at the
expense of greater parasatic delay.

From the datasheet, we sce the unit inverter has an input capacitance of 3.6 fF. The
rising and falling delays are specified separately. We will develop a notation for different
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delays in Section 6.2.1.5, but will use the average delay for now. The average intrinsic or
parasitic delay is (25.3 + 14.6)/2 = 20,0 ps. The slope of the delay vs. load capacitance
curve is the aversge of the rising and falling & values. An inverter driving a fanout of &
will thus have a delay of

oo = 20.0ps+(3.6-2 b glm{m+m r;-r].{:n.uﬂm} ps o (d20)

The slope of the delay v. fanout curve indicates © = 12.4 ps and the y-intercept indi-
cates p, = 20.0 ps, or 1.61 in norrwalized eems.

By a similar caleulation, we find the X1 2-input NAND gate has an average delay
from the inner () input of

JL3+19.5 4.53+ 284
by =[—2']P" [1j .E!.Hg mm{"—'j— ﬁ] =(254+155h)ps (421}

Thus, the parasitic delay is 205 and the logical effort is 1.25, The parasitic delay from the
outer {B) input is slightly higher, as expected. The parasitic delay and logical effort of the
X2 and X4 gates arc similar, confirming our model that logical effort should be indepen-
dent of gate size for gares of reasonable skees.

4.4 Power Dissipation

Static CMOS gates are very power-efficient because they dissipate nearly 2ero power
while idle. For misch of the history of CMOS design, power was a secondary consider-
ation hehind speed and area for many chips. As transistor counts and clock frequencies
have increased, power consumption has skyrocketed and now is 2 primary design con-
straint.

We begin by reviewing some definitions. The issensancows porwer F{f) drawn from the
power supply is proportional to the supply carrent f;ql¢} and the supply voltage Frp

Plt) = ipg (W pp (422}
The emergy consumed over some time interval T'is the integral of the instantancous power

;
E = [ipp W podt (4.23)
L]
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The average potcer over this interval is
E_17
Py =7 = o0 W oot (424

Power dissipation in CMOS circuits comes from two components:
* Stic dissipation due to
munneling cumrent through gate oxide
contention curment in matioed circuits
* Dynamic dissipation due to
charging and discharging of load capacitances
“short-circuit” current while both pMOS and nMOS nerworks are partially

ON
Pt = P * P (4.25)
:l‘tfhl-;miun quantifies each of these companents of power and discusses techniques
10 Minimize pOWer consUMpaHon.
EERN Static Dissipation

Considering the static CMOS inverter shown in Figure 426, if the input = 0, the assoc-

ared nMOS transistor is OFF and the pMOS transistor s ON. The cutput voltage i Fro

ot logic "1, When the input =*1," the associated nMOS transistor is ON and the

pMOS transistor is OFF. The output voltage is 0 volts (GND). Note that one

‘E of the transistors is always OFF when the gate is in cither of these logic states.

pMOS pMOS Ideally, no current Aows through the OFF transistor so the power dissipation is

,;{ 1 1{ o zero when the cireuit is quiescent, i.e., when no transistors are switching, Zero

nhOS oS quiescent power dissipation is a principle advantage of CMOS over compenng

transistor technologies. However, secondary effects inchuding subthreshold con-

duction, tunneling, and leakage lead to small amounts of static current Bewing

EEEEE chios iverter model for | through the OFF transistor. Assuming the leakage current is constant so instan-

atatic power dissipation.  taneous and average power are the same, the static power dissipation is the
svaluation product of total beakage current and the supply voltage.

Prrse = sVt {4.26)



44  POWER DISSIPATION

o
V

A digiral systern in a 1.2 V 100 nm process [Parihar0] | has 200 million transistors,
of which 20 million are in logic gates and the remainder in memory arrays. The
average logic transistor width js 12 4 and the average memory transistor width is
4 k. The process has two threshold voltages and two oxide thicknesses. Subthresh-

old leakage for OFF devices is 20 nA/um for low-threshald devices and 0,02 nAS
um for high-threshold devices. Gate leakage is 3 nA/um for thin oxides and 0,002
nAfm for thick oxides. Memorics use low-leakage devices everywhere. Logic uses
low-leakage devices in afl but 20% of the paths that are most critical for perfor-
mance. Diode leakage is negligible. Estimate the static power consumption. How
would the power consumption change if the low-leakage devices were nor available?

EZIEENY There are (20 « 10° logic transistors) = (0.2) * (12 4 = (0.05 pm/h) = 2.4 «
10° um of high-leakage devices and [(20 * 10 logic eransistors) = (0.8) = (12 1) +
(180 = 10" memory transistors) + (4 )] * (0.05 pm/i) = 45.6 * 10 pm of low-leakage
devices. All devices exhibit gate leakage. On average, half the transistors are OFF
and contribute subthreshold leakage. Therefore, the total static current is (2.4«
10% um) = [(20 nAfm)2 + (3 nAfum)] « (45.6 = 10%m) « [(0.02 nAfum)2 +
{0.002 nAfum]] = 32 mA. Sratic power consumption is (32 mA) * (1.2 V) = 38
mW. This is likely to be small compared 1o dynamic power consumption, yet lage
enough to limut the battery life of battery-powered systems on standby.

I low-leakage devices were not available, the tofal static current would be (2.4 -
10 pm + 45.6 = 109 = [(20 nALm)2 + (3 nAfum]] = 624 mA, for srandby power of
(624 mA) * (12 V) = 749 mW,

According to EQ) (2.34), OFF transistors «till conduct a small amount of subthresh-
old current. As subthreshold current is exponentially dependent on threshold voltage, it is
incressing dramatically as threshold voltages have scaled down.

$10; is a very good insulator, so leakage current through the gate diclectric histori-
cally was very low, However, it i Fﬂhih.ll.‘ for chectrons to tuninel acros very thin insala-
tars; the probability drops off exponentially with oxide thickness. Tunneling eurrent
becomes imporrant for transistors around the 130 nm generation with gate oxides of 204
or thinner.

There is also some small static dissipation due to reverse biased dinde leakage between
diffusion regions, wells, and the substrate, as shown for an inverter in Figure 2.19. Diode
leakape is given by EQ (2.38). In modern processes, diode leakage is penerally much
smaller than the subthreshold or gate leakage and may be neglected.

In older processes, all three components of sratic power dissipation were small enough
that CMOS was often said to consume “rerd” DT power. Leakage power was of concemn
nnl].rlu !.IJ':H-[W*P:I\IH sveternd. In 130 nmlhmand hq.':wl., the static power is rap-
idly becoming a primary design issue and vendors now provide leakage datu, often in the
form of nA/um of gate length. Hand-held battery-powered devices typically require
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For a process with ¥, of 75 pd/17, F= —0.4 ¥, and Fpp = 1.8 F; calculate the static
power dissipation of a 32 word x 48-bit ROM that contins a 1:32 pscudo-nMOS
row decoder and pMOS pull-ups on the 48-bit lines. The W/L ratio of the pMOS
pull-ups is 1. Assume one of the word lines and 50% of the bitlines are high at any

given time.
BRI Each pMOS transistor dissipates power when the output is low:
I
- W Fﬂﬂ'h[l
'ill-l'!"=£fr 2 =THA (4.27)

We expect to see 31 wordlines and 24 bitlines dow, so the total static power is
13W » (31 + 24) = 7.2 mW.

standby static currents in the 10% to 100's of pA. Eventually, static power dissipation may
become comparable to dynamic power even for high-power systems.

Of course, static dissipation can occur in gates such as pscudo-nMOS gates where
there is a direct path between power and ground. If such gates are used, this contention
current must be factored into the total static power dissipation of the chip.

EEE] Dynamic Dissipation

The primary dynamic dissipation component is charging the load capacitance. Suppose a
load € is switched between GND and Fop at an average frequency of £ Over any given
interval of time T the load will be charged and discharged TY,, times. Current fows from
Vi to the load to charge it. Current then flows from the lead to GND during discharge.

In one complete charge/dischasge cycle, a total charge of = C¥pp is thus transferred
fram Fpp o GND.

The average dynamic power dissipation is

1%, Pt
P =?£'mﬁf}l‘"rm=" - —gﬂl.mm (4.28)

Taking the integral of the current over some interval Tas the total charge delivered during
that time, we simplify to

Fiyramic = P'_'-?-E[!}FHEFHH] =CPpp foe (4.29)
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Our 200M transistor digital system from the example on page 99 uses static CMOS

for the logic gates with an average activity factor of 0.1 The MEMOry ATTays are

divided into banks and only the necessary hank is activated so the effective memory

activity factor i (L05. Assume transistors have o gate capacitance of about 2 fF/um.

Em‘gmmmmﬂmdm poawer consumption per Mz of
system.

There are (20 = 10° logic mansistors) (12 ) * (005 pm2) * (2 {Fium) =
24 aF of logic transistors and (180 * 10° memry transistors) » (4 1) = (0,05 pms3) =
2 fF/um = 72 oF of memory transistors. The consumption is [(0.1) = (24 =
107%) + (0.05) = {72 = 107%) ]« (12F = B.6 mW/MHz or 86 W at 1 GHaz.

Because most gates do not switch every chock cyele, it is often mare convenient to expross
switching frequency i as an activity factor a times the clock frequency £ Now the
dynamic power dissipation may be rewritten as:

P = GCF g f (4.30)

A clock has an activity factor of @ = 1 because it rises and fulls every cvele, Most data has 2
maximum activity factor of 0.5 because it transitions only once each cycle. Static CMOS
logic has been empirically determined 1o have sctivity factors closer to 0.1 because some
gares maintain one output state more often than another and becanse real data inputs o
somie portions of a system often remain comstant from one cycle to the next.

Becaeie the input rise/fall time is greater than zero, both nMOS and pMOS transis-
tors will be QN for a short period of time while the input is between ¥, and P, — [F,).
This resulis in an additional “short cireuit™ current pulse from Py, to GND and I.‘:rpir.m}'
increases power dissipation by about 10% [Veendrick®4).

Shart circuit power dissipation cocurs 25 beth pullup and palldown networks are par-
tally QN while the input switches | Veendricksi4]. It increases as edge rates become slower
hecause both networks are ON for more time. However, it decreases as load capacitance
incrcascs because with large loads the outpur only switches a small smount during the
input transition, leading to o small F, across one of the transistors. Unless the input edge
rate is much slower than the output edge rate, short circuit current is a small Fraction
(= 10%) of current to the load and can be ignored in hand caloulations. It is good to use
relatively crisp edge rates at the inputs to gates with wide transistors to minimize their
short circuit current.

EEE] Low-power Design

Taral power dissipation is the sum of the static and dynamic dissipation components,
Dynamic dissipation has historically been far greater than static power when systems are
active, and hence, static power is often ignored, although this will change as gate and sub-



m CHAPTER @ CIRCUIT CHARACTERIZATION AND PERFORMANCE ESTIMATION

duuhuldluhguimuur.mmywnhmmihbkmuﬁnn&ﬂ:pnuﬁﬁmﬁmtﬂu:
are discussed Further in Sections 5.5.4 and 8.4.1.7,

Fwﬂdiﬂipﬂﬁmhthmm:mt:mﬂ}'impﬁummﬂ.m designers. For high-per-
frmance systems such as workstations and servers, dynamic power consumption per chip
s often limited to dbout 150 W by the amount of heat that can be managed with air=
cooled systems and cost-effective heatsinks, This number increases glowly with advances
in heatsink technology and can be increased significantly with expensive liquid cooling,
but has not kept pace with the growing power demands of systems. Therefore, perfor-
mance may be limited by the inability to cool huge systems with power-hungry cirouits
operating at high speeds. For battery-based systems such as laptops, cell phones, and
PDAs, power consumption sets the battery life of the product. In these systems, maost or
all of the switching activity may be stopped in an idle or “sleep” made. Hence, in addirion
to dynamic power while active, static power consumption may fmit the battery life while
idle.

Many papers and books have been written on kow-power design. Unforrunately, there
are no “silver bullets™; low-power consumption is generally achieved by careful design.
Power reduction techniques can be divided into these that reduce dynamic power and
those that reduce static power.,

4.4.3.1 Dynamic Power Reduction If a process is selected with sufficiently high thres-
hold voltages and oxide thicknesses, static dissipation is small and dynamic dissipation
usually dominates while the chip is active. EQ.(4.30) shows chat dynamic power i3
mdmdhyd:nuﬂmﬂnrﬁﬁqﬁm:h:rﬁmhingﬂpadmdnmmpﬂﬁnr

Activity factor reduction is very important. Static logic has an inherently low activity
Eactor. Clocked nodes such as the clock network and the clock input to registens have an
activity factor of 1 and are very power-hungry. Diynamic circuit families, described in Sec-
tion 6.2.4, lave clocked nodes and a high internal activity factor, so they are also costly in
paur.tlnckgming:mhcm:dmmppurﬂmnfﬂwdﬂpdmmiﬁlt:fmmmplz.a
floating point unit can be rurmed off when executing integer code and a second level cache
can be jdled if the data is found in the primary cache. A large fraction of power s dissi-
pated by the clock network iself, so entire portions of the clock nerwork can be umed aff
where possible. The chip can also sense die tempesature and cut back activicy if the rem-

becomes too high. A drawback of activity factor reduction is that if the system
transitions rapidly from an idle mode with little swirching to  fully active e, 2 large
didr spike will occur. This leads to inductive noise in the power supply network. Some
systems throttle execution, limiting the aumber of functional units that go from idle o
active in each cycle.

Dievice-switching capacitance is reduced by choosing small transistors. Minimum-
sized gates can be used on non-critical paths. Although Logical Effort finds that the best
stage effort is about 4, using a lasger stage cffort increases debay only slightly and greatly
reduces transistor sizes, For example, buffers driving 1/0 pads or long wires may use 8
stage effort of 8=12 to reduce the buffer size. Interconnect switching capacitance is most
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effectively reduced through careful foorplanning, placing communicating units near each
other to reduce wire lengths,

Voltage has a quadratic effect on dynamic power. Therefore, choosing o lower power
supply significantly reduces power consumption. As many transistors are operating in a
velocity-saturated regime, the lower power supply may not redusce performance as much as
first-order models predict. Voltage can be adjusted based on operating mode; for example,
a lapwop processor may operate at high voltage and high speed when plugged into an AC
adapees, but ut lower voltage and speed when on battery power. If the frequency and volt-
age scule down in proportion, a cubic reduction in power is achieved. For example, the lap-
top processor may scale back to 2/3 frequency and voltage to save 70% in power when
[

Frequency can also be traded for power. For example, in a digital signal processing
system primarily concerned with throughput, two multipliers mnning at half speed can
replace a single multiplier at full speed. At first, this may not appear to be a good idea
because it maintins constant power and performance while doubling area, However, if
the power supply can also be reduced because the frequency requirement i lowered, over-
all power consumption goes down,

Commonly used metrics in low-power design are power, the power-deiey product, and
the emergy-defay product. Power alone is a questionable metric because it can be reduced
simply by computing more slowly. The power-delay (i.e., energy) product is also suspect
hecause the energy can be reduced by computing more slowly ot a lower supply volrage.
The energy-delay product (Le., power * delay”) s less prone to such gaming,

Overall, the eneqgy-delay product measured in Performance’/Watt {(where perfor-
manee might be in units of Speclnt) normalized for process only varies by about & factor of
two across a wide range of general-purpose microprocessor architecrures [Gonzalez94).
This suggests that as long as wasteful practices are avoided, there is litthe you can do 1o
general-purpose processors except trade the energy consumed by a computation against
the delay of the: compuration, The big power gains are to be made not through tweaking of
circuits but by reconsidering algorithms. For examiple, the Fast Fourier Transform requires
far fewer arithmetic operations and hence less power than a Discrete Fourier Transform.
Signal-processing systems using datapaths hardwired to & particular operation consume fir
less power than general-purpose processors delivering the same performance because the
darapaths eliminate unnecessary control units.

4.4.3.2 Static Power Reduction Static power reduction involves minimizing I,
Some circuit techniques such as analog current sources and pseudo-nMOS gates inten-
ticmally draw static power. They can be rurned off when they are not needed.

Recall that the subthreshold leakage current for ¥, < ¥, is

Fy!

F, T
Iy mFyge ™r 1-:=r‘ (4.31)
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¥, =V =s +1{4o, +Va =Vo.) (432)

where the 1 term describes drain-induced barrier lowering and the 7 term describes the
h-ud].-:H'::LFMmjlppmcilhlzﬂ,dmt::mhbtﬂmwmhuuum-mmbcdhr
carded, The remaining term can be reduced by increasing the threshold voleage ¥ g reduc-
ing V. reducing V. increasing ¥, or bowering the temperature.
ubthreshold leakage power is already a major problem for battery-powered designs
in the 180 mm generation and will be growing exponcntially as power supplies and thres-
hold voltages are scaled down in future processes. Many low-power systems need high
while active and Jow leakage while idle, The high-performance requirement
entails relatively bow thresholds, which contribute excessive leakage current in the idle
mode. As mentioned in Section 4.4.1, selective application of maltiple threshold witagpes
can maintain performance on critical paths with low- ¥, transistors while reducing leakage
on other paths with high-F, transistors,

In levw-paower battery-operated devices, leakigre specifications may be given ar 40° C

rather than 110" C because barery life is maost important in the range of pormal ambient
Imﬁm’ﬂ-—
Another way 1o control leakage is through the body voltage using the body effect. For
example, low-¥, devices can be used and 4 rroerse oy dia (RBB) can be applied during
idle mode to neduce Jeakage [Kinroda96). Aleermarively, higher- P, devices can be used, and
ﬂannlrﬁrmrd&m}ﬁm{FBB}mhippﬁbddwhguﬁmmnd:mem
[Narendra03]. As we will see in Section 4.7.3, threshold voltages vary from one die to
anather on account of manufacturing varmtions. An adapsive bady bizr (ABB) can compen-
sate and achieve more uniform transistor performance despite the variations {Nanendrad,
Tichan2]. In any case, the body bias should be kept to less than about 0.5 V. Too much
reverse bady bius leads to greater junction leakage through » mechanism called band-o-
band tummeling | Keshavarzi01], while too much forward body bias leads to gubarantial cur-
rent through the bady 1o source diodes.

Applying & body biss requires additional power supply rails to disrribute the substrare
and well voltages. For example, o RBB scheme for a 1.8 V n-well process could biss the p-
type substrate at Mg, = 0.4 ¥ and the n-well at F“, = 2.2 V. Figure 4.27 shows a sche-
matic and cross-section of an inverter using body bias. In an n-well process, all aMO5
transistors share the same p substrate and must use the same Vg, In a triple-well process,
groups of transistors can use different p-wells isolated from the substrate and thus can use
different body biases. The well and substrate carry little current, so the bias voltages are
relatively easy 1o gonerate and distribure.

Alternatively, the source valtage can be raised in slocp mosde. This has the double ben-
efit of reduciny ¥, (to increase ¥, through reduced DIBL and to also reduce gate lealage)
s well as increasing I, (to increase F'}thmuﬁlﬂuhndjrdﬁ:ﬂ}.Hmw.dwmﬂdnu
carry significant current, so generating a stable and adjustable source voltage rail is chal-
lenging.
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Reducing Fpp, in standby mode reduces the drain-induced barrier lowering contribu-
tion to leakage. It also decreases gate leakage in processes where that compenent is impar-
tant. The supply should be maineained az a high enough level to preserve the state of the
system [Clark02].

Yet another methed of reducing idle leakage current in low-power systems is to mum
off the power supply entirely. This could be done externally with the voltage regulator or
internally with a series transistor. Madtiple Threchold CAMOS circuits (MTCMOS) use low-
F, transistors for computation and a high- ¥, transistor as a switch to disconnect the power
supply during idle mode, as ghown in Figure 4.28 [Muoh95]". The high-¥, device is con-
extra tramsistor increases the impedance between the true and virtual power supply, caus-
ing greater power supply nodse and gate delay. Bypass capacitance berween Frpp and
GND stabilizes the supply somewhat, but the capacitance is discharged each time Fiyy i
disconnected, contributing to the power consumption. Even using a very wide high-¥,
wransistor, MTCMOS is only suited to systems with small power demands. The pMOS
body should be tied to Fpp 30 both Fpy, and Fopy lines must be routed 1o all cells.
MTCMOS uscs carefully designed registers connected 1o the truc supply rails to retain
etate during idle mode [Kao(1].

*Dia not confime MTCMOS with the use of high- ¥, transismes in noscritical gates and Jow- ¥, transisaoes
e kn evitieal gares desceibed earlicr,
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a single mransistor because of the srack effect [ Ye98, Narendra01]. In Figure
4.29(a), the single transistor has a relatively low threshold because of drain-

induced barrier lowering from the high drain voltage. In Figure 4.29(b), node x

Loge rises to about 100 mV, The threshold an the bottom transistor is higher becaiise

of the small drain voltage. The wop transistor also nurns off harder becase of the

negative I, and the body effect. The net result is that Iy may be 10-20 times
smaller than ;. Low-power systems can take advantage of this stack effect to
put gates with series transistors into a low-leakage sleep mode by applying an
input pattern to tum off both transistors.

Silicon on Insulator (SOT) circuits are attractive for low-leakage designs

¥ W, because they have a sharper subthreshold current rolloff (smaller = in EQ
1 I {4.311). SOT will be discussed further in Section 6.7.
]
) 2 () 2 4,5 Interconnect
Leakage stack effect The wires linking transistors together are called fnerronmers and play a major

role in the performance of modern systems. Figune 4.30 shows a pair of adjacent

wires. The wires have width w, length /, thickness #, and spacing of s from their
neighbors and have a diclectric of height & between them and the conducting layer below.
The sum of width and spacing is called the wire pirch, The thickness to width ratio #/w is
called the aspeer navie. The dielectric is made of 510, or a low-k material. In the carly days
of VLS], transistors were relatively slow, Wires were wide and thick and thus had low
resistance, Under those cincumstances, wires could be treated us ides] equipotential nodes
with lumped eapacitance. In modemn VLSI processes, transistors switch much faster,
Meanwhile, wires have become narrower, driving up their resistance to the point that in
many paths the wire RC delay exceeds gare delay. Moreover, the wires are packed very
closely together and thus a large fraction of their capacitance is to their neighbors. When
ane wire switches, it tends to affect its neighbor through capacitive coupling: this effect is
called erpswralk, On-chip interconnect inductance had been negligible bus is now becoming
a factor far systems with fast edge rares and closely packed busses. Considering all of these
factors, ciccuit design is now as much about engincering the wires as the transistors that sit
underneath.

Early CMOS processes had a single metal layer and for many years only two ot three
layers were available, but with advanees in chemical-mechanical polishing it became far
more practical to manufacture many metal layers. A 180 nm process typically has shout
sk to eight metal layers and the layer count has been increasing at a rate of about one per
generation, Figure 4.31 shows a cross-section of the Intel 180 nm process metal stack
[Yangd8]. Metall wires are thin and built an a tight pitch to provide dense routing
within a cell; ohserve that the pitch is less than 6 &, while conservative scalable CMOS
rules would dictate an 8 & pitch. Their resistance is high, but that is acceptable because
the wires tend to be short. Top-level metal wires are thicker and built on a wide pitch.
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This low-resistance layer is useful for power, ground, clock, and critical signal routing In

the Intel process, the intermediate layers gradually increase in width and pitch, although
in many processes the intermediare layers are uniform. The width and spacing are typi-

cally comparahle.
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EEXN Resistance
“The resistance of 2 uniform slab of conducting material can be expressed as
r=2L (4.33)
rw

where p is the resistivity". This expression can be rewritten as
P (434)
W

where R p/t s the sheef resistance and has units of [1/square. Mote that a square isa
dimensionless quantity corresponding to a shab of equal length and width. This 1s conve-
rﬁmbmm:mdﬂhﬁtymdlhinhﬂmdmﬁuiuﬂfdwmmmdchmnd
dwmitmﬂ:ﬁmhﬂmdmmmﬁnﬁzm:mm

To ohtain the resistance of a conductor on & layer, multiply the sheet resistance by the
nﬁu#fhﬂ;g:d!mxﬁdmnfdwmﬂnm.ﬂmmphmtmmmnfd:m:hﬂpuin
Figure 4.32 are cqual because the length-ro-width ratio is the same even though the sizes
are different. Nonrectangular shapes can be decompased into simpler regions fior which
the resistance is caloulated [Horowinz83].

//
! !
I ]
1 Factarguiar Block 4 Rectangular Blocks
R=R, (w0 R = Ra(2f2w) 0
= Ralliw] 0

Two conductars with equal resistance

ip_hwdmhdim:himhﬁﬁfnﬁbﬂim:ﬂum'ﬁu mm&:w&mm
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Table 4.6 shows bulk electrical resistivitics of pure metals [Bakoglu90). The sheer
resistance of thin metal films used in wires tends to be slightly higher, e.g., 2.6 p£2 * em for
Cu and 3.5-4.0u02 » em for Al, Most processes prior to the 180 nm generation use alami-
aum wires, Modern processes often use copper to reduce the resistivity and also to obain
better electromigration characteristics (see Section 4.8.2), Unformnately, copper must be
surrounded by a lower-conductivity diffusion barrier thar effectively reduces the wire
cross-sectional area and hence raises the resistance. Alaminam does not require such a
barrier and thus may actually offer lower reststance for very narrow wires in the furure.,
Electron surface scattering effects in thin conductors also result in somewhat higher resis-
rance for an-chip interconnect than simple bulk resistivity would predict.

Metal | Resistivity (i » cm)
Sikver (Ag) 1.6
Copper (Cu) ' L7
Gold (Au) ' 2.2
Abuminum (Al | 28
Tungsten (W) 5.3
Mobybdenum (o) | 5.:_5
Titanium (Ti) ' 43,0

Table 4.7 shows rypical sheet resistances for the 180 nm process with aluminum
interconnect. The upper layers of meeal have lower resistivity because they are thicker.
Metal resistance is deteemined by the material (usually Al or Ca). The reststivity of poly-
silwoon, diffusion, and wells is significantly influenced by the doping levels. Polysilicon and
diffusion are often silicided with TiSi, (see Section 3.2.8) to reduce the resistance. Inter-
connect fesistance increases with temperature; this effect s particularly pronounced for
wells and diffusion.

Contacts and vias also have a resistance sssociated with them that is dependent on the
contacted materials and size of the contact. Typical values are 320 £, Multiple contacts
should be used to form low-resistance connections. Because current crowding tends 1o
occur at the periphery of contacts, design nules dictate maltiple small contacts rather than
a single lasge contact, as shown in Figure 4.33. When current turmns at a right angle or
reverses, a squire array of contacts is gencrally required, while when the Aow is in the same
direction, fewer contacts can be used.



WYSREITN  cHaPTER 4 CIRCUIT CHARACTERIZATION AND PERFORMANGE ESTIMATION

Layer | SheetResistance (/)
DifFusion (silicided) o 3-10
DhifFusion (unsilicided) ' 50-200
Polysilicon (silicided) ! 3-10
Palysilicon (unsilicided) 50-400
Merall ' 0.08
Meral2 ' 005
Metal3 0.05
Metald 0.03
Menals ' 0.02
Menalé 0.02
i:"‘-_' - 0 TR

B |
|
Ve e

A
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RIOEREE] pultiple vias for low-resistance connectons

Capacitance

An isolated wire over the substrate can be modeled as o conductor over a ground plane.
Tlse wire capacitance has two major components: the parallel plate capacitanece af the bot-
eom of the wire to ground and the fringing capacitance arising from fringing ficlds along
the edge of a conductor with finite thickness. In addition, a wire adjacent to a second ware
an the same layer can exhibit capacitance to that neighbor, These effects are illustrated in
Figure 4.34, The clusic parallel plate capacitance fonmula is

Mote that exides are aften doped with phosphorous o trap ions before they damage tran-
sistors; this oxide has g = d.Jr_U.ummpuud:nﬂ-ﬂn}furmﬂnﬂmi&:mhmt‘m]nw
k dielectrics.

The fringing capacitance is more complicated to compure and requires a numerical
Beld salver for exact results. A mumber of authors have proposed approximations to this
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calculation [Barke88, Ruchli73, Yuan82]. One intuitively appealing approximation treats
a bonse conductor above a ground plane as a rectangular middle section with two hemi-
spherical end caps, as shown in Figure 4.35 [YuanB2]. The total capacitance is asumed to
be the sum of & parallel plate capacitor of width w — #/2 and a cylindrical capacivor of
radiiss 42, This results in an expression for the capacitance that is sccurate within 10% for
aspect ratios less than 2 and 7= 4,

=

(4.36)

P ﬂ'-i+ x
&
I:{l+-1£+ |15-[I.!| tl]i
I r £

GEEEID :fiect of fringing fields on capacitance

An empirical formula that is computationally efficient and relatively accurate is

[Meijef4, Barke88]
A w ad ¥ v
I:'=Em’[I+|l?T+].E{I] +|.Dﬁ[3} ] {4.37)

which i1 good to 6% for aspect ratios less than 3.3,

These formulae do not account for neighbors on the same layer or
higher layers. Capacitance interactions berween layers can become quite
complex in modern mulrilayer CMOS processes. A conservative upper
bound on capacitance can be obtained sssuming that the layers sbove and
below the conductor of interest are salid ground planes. Similarly, a lower
bound can be obtained assuming there are no other conductors in the sys- n
mt::ﬂptﬂnwhmu.mupp:rhuundmh:umdﬁnpmpmdﬂn B R S R T

power estimanion while the lower bound can be used for con- T :
tamination delay calculations before layout information is available. A Eﬂﬁmﬁ;ﬁpﬁfﬁk}h
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cross-section of the model used for capacitance upper bound calculations is shown in Fig-

ure 4.36, The total capacitance of the conductor of interest is the sum of its capacitance o

the layer shove, the laper below, and the two adjacent conductors. If the layers above and

below ase not switching®, they can be modeled as ground plancs and this component of

updmnhnihdﬂﬁ;lhmnhﬂﬂﬂ" wires will have some capacitance o further neigh-
x

bors, but in practice this capacitance is normally small enough to ignore because most
electric fiekls terminate on the nearest conductors,
Coy=0 +C
. (4.38)
ﬂ“=ﬂﬂ+2€=ﬁ
) W
-
Leyorn & 1
hy % =
v 1 HEs Layer n
¥ |
i ol o
| Layern -1

[ FIG 4.36 Mudclayer {'ip;llil:'iillnl:‘l: rrodel

The capacitances can be compured by generating o able of data with a field solver
such as FastCap [Nabors92] or HSPICE. Tables can be generated for different widths and
spacings on esch layer and you can interpolate berween entries if necessary. For example,
Table 4.8 rabulates capacitance for the layer stack from Figure 4.31 using a SiOF low-#
dielectric with £, = 3.558; and assuming selid planes of metal above and below. The width
w and spacing s indicate multiples of the minimum allowable for the particular metal layer.
Three columns for each metal layer indicate the capacitance to cach sdjacent neighbor, to
ground (i.e., the planes above and below, which are assumed on average not to be movingl,
and total (EQ (4.38)). The capacitance to neighbors accounts for more than 50% of the
capacitance for narrow wires, We will sec in Section 4.5.4 that eoupling to these neighbors
has a significant effect on delay and signal integrity and limits the acceptable aspect ratios.
Thtmpldmﬁnﬂ!ﬂlimdmﬂdiiinaﬂmuldbcnqudb:mnrhqlm:th:m
geometry; the minor variations reflect finite numerical precision in the HSPICE field
solver. Table 4.9 shows the same information assuming no metal on other planes. The
overall capacitance is slightly smaller bocause there are no nearby planes for ficlds to termi-
nate on, but the capacitance to the adjacent neighbors is higher because many of the fring-
ing fields now terminate on the neighbors instead.

B0y wt bzans comiet of & barge sumber of oribogonal conducton thar o averige gance] each ocher’s rwitch-
ingg activitiee.
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w s Metall Metal2 Metald Metald Metal5 Metals
Cadi Cond  Coon |Cag Cror |Gy Cone |Cag Lignd Croe [Cogy Cing Gy |C Crot

1. 1| 84 43 210 57 232| 77| TR 32| 73] o4 240 b4 227
1 15| 57 52 166| 58 &8 184| 58 68 | 1B4| 49 93 191 45 112 203| 54 76 184
1 2| 42 B0 144 42 78162 42 7B 162 33 106 173] 30 126 186 39 RS 184
1 w=| O 112[112] 0 132'132| 0132 132| 0 154154 0 167 167 0137 137
1.5 1) 85| 53 22| 89 70 248( 85 70 73 119 86| B3 B 246
1.5 15| 58 a2 17R| 59 &2 19| 39| 82 199| 49 114 212 45 137 27| se | 91 202
1.5 2| 43| 70 /156| 42 92 177 42 92 177| 34 137 14| 30 151 211 41 10 182
15 =| O0[1231388] 0 147 47| 0 147 147 0174174 o 193 192 o0 154 154
2| 1| 86 63 263| B9 B4 263 77 119 474 | 73 144 291 B4 95 254
2 15| 59 72190 59 % 4| 59 9| 314| 49 134 32| 45 162 252 57 107 2
T 2| 44 BD 167 43 106 191 | 43 106|191 34147 215| 30 175 2361 41 117 | 199
2 | O 134 134| 0 162 182 O 162 162| 0 195 195| 0 217 27l o i1 1A
3 1| B7 B3 58| G0 113 292| 90 113 292] 77 160 315| 73 194 341 86 137 208
1 15| 60 92 H1| 59 124 243 59 124 243 49175 273 45 2123020 S8 138 154
3 2| 44 101189 43 135 220 43 135 220| 34188 | 256 30 226 286| 42 148 133
3 w| 0155155 0191 191| 0 191 191' 0236 236| 0269 269| 0204 204
[ 4 1| B7 104 379| 90 141 320 90 141 :Lzﬂi 7 201 355 | 73 245 390 86 159 331
4 15| 60 113 237| 59 153 27| 59 153 (272 49 216 3ia| 45 262 352| 58 170 T
4 2| A12TN0] 43 164 240 43 164 249] 34229 96| 30 276 36| 43 180 26k
4 = 0/176/176| 0 219 219| 0 219/219| 0 278 I o0 3 E| 0 B7 07
b 1| B7 146 300 | B9 199 377| 89 199 377| 77 284 437| 72 345 490| B6 X3 396
6 15| 59 155 X74| 59 210 328| 59 210 328| 49 (299 396| 45 362 451 | 58 235 351
6 2] 44 163 252 42 221 306 | 42 | 221 306| 33 (312 37| 30 376 436 43 245 331
6 w| 0218 218 037 276| 0 27 276| O 360[360| 0 422 421| 0 301 3

gure 4.37 plots total capacitunce of a metal2 line from the same process as & func-
tion of width for various spacings. For an isalated wire above the substrare, the capacitance
is strongly influenced by spacing between conductors. For a wire sandwiched berween
metall and metald planes, the capacitance is higher and is more sensitive to the width
{derermining parallel plate capacitance) but less sensitive to spacing once the spacing is
sigmificantly greater than the wire thickness. In cither case, the y-intercept is greater than
zero so doubling the width of a wire results in less than double the total capacitance.
Tight-pitch metal lines have a capacitance of roughly 0.2 fFjum.
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rapacitance tabke 1or 180 nm process (aFfum) with substrate below and nothing abowve

18 158 17 166| 70 17 158| 71 15 158

221167 75
201331 60 18 138 57/ 19 132| 58 17 13
6 | | 2l
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In practice, the layers above and below the conductor of interest are neither solid
planes nor totally empty. One can extract capacitance more accuratcly by interpolating
between these two extremes based on the density of metal on each level. [Chern82] gives
frmulae for this inrerpolation accurate to within 10%. Howcver, if the wiring above and
below is fairly dense (&g,  bus on minimum pitch), it is well-approximated as a plane.
Diense wire fill is added to many chips for mechanical stability and etch uniformiry, mak-
ing this approximation even mofe appropriate.
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EEE] Delay

Interconnect increases cireuit delay for rwo reasons. Firse, the wire
capacitance adds loading o each gate. Second, long wires have sig-
nificant resistance that contributes distributed RC delay or ffight
#ime. It is straightforward to add wire capacitance to the Elmore
delay cabculations of Section 4.2.1, g0 in this section we focus on
the RC delay.

The distributed resistance and capacitance of 2 wire can be
spproximated with a number of lumped elements. Three standard
approximations are the L-model, n-model, and T-model, so-
named because of their shape. Figure 4.38 shows how a distributed
BC eircult is equivalent 1o N distributed RC segments of propor-
tionally less resistance and capacitance, and how these segments

3 FR 3

GIEEL : urmpod approximation to distributed
RLC carcuit

L-modal
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Consider a 5 mm long, 0.32 jum wide metal2 wire in a 180 nm process, The sheet
resistance is 0.05 £/0 and the capacitance is 0.2 fF/um. Construct a 3-segment
x-model for the wire.

The wire is 5000

Hm/0.32 jum = 15625 sqquares in 2 2
il'; m'ﬁﬂnm]mf {T;:Hﬂ}“m-m?ﬂlfr ja) J167 16T IF Jier 167 1F Tiereeier F

The toral capacitance is (0.2 fF/

pm) * (5000 pem) = 1 pF. Each

s-segment has one-thind of this 3

resistance and capacitance. The

n-model is shown in Figue ()48 E"“ E’-ﬁf‘! EET 1F
4,39(n}; adjacent capacitors can i i

be merged as shown in Figure [ 3.cogment m-model for wire
£.39(b).

b e
A 10 unit-sized inverter drives 1 2x inverter at the end of the 5 mm wire from the
previous cxample. The gate capacitance is € = 2 fF/um and the effective resistance is
R = 2.5 K} » pm for nMOS transistors. Estimare the propagation delay using the
Fimare delay model; neglect diffusion capacitance.

A unir invverter has a 4 3, = 0.36 wm wide aMOS transistor and an 8 4 =

0.72 pm wide pMOS trunsistor. Henee, the unit inverter has an effective resistance
of (2.5 k01 * um)A0.36 jum) = 6.9 k3 and a gate capacitance of (0.36 pm + 0,73 pam)
» (2 fF/um) = 2 fF. Larger inverters have
proportionally more capacitance and less TR0
resistance, Figure 4.40 shows an equiva- AT T
lent circuit for the system using a single-  gpon i] F 4

m-model. The Elmore delay is £, i F I'IE@I‘J I
= (690 £3) = (500 fF) + (690 42 + 7E1 02) * '
(300 fF + 4 F) = 1.1 ns. The capacitance e : _vm _ Lﬂ_
of the long wire dominates the delay; the  [EEEED] fquivalen: circuit for example
capacitance of the 2x inverter is negligible
in comparison.
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can be modeled with lumped elements. As the number of segments approaches infinity,
the lamped approximation will converge with the true distributed circuit. The L-model is
a very poor choboe because a large number of segments are required for accurate resulrs.
The n-mosdel is much better; three segments are sufficient to give results accurate 1o 3%
[SakuraiB3]. The T-model is comparable to the x-model, but produces cirauits with more
moddes that are slower to solve by hand or with a dircuit simularor. Therefore, it is common
practice to model long wires with 1 3- or 4-segment n-maodel for simulation.

These results make sense because the Elmore delay of a single-segment L-model is
RO while the Elmore delay of a single-segment n- or T-model is RO2. Single-segment z-
models are a reasonable approximation for hand caloulations.

Because both wire resistance and wire capacitance increase with length, wire delay
grows quadratically with length. Using thicker and wider wires, lower-resistance metals
such as copper, and lower-dielectric constant insulators helps, but long wires nevertheless
often have unacceptable delay. Section 4.6.4 describes how repesters can be used to break a
long wire into mulriple segments such thae the overall delay becomes a linesr function of
length.

Polysilicon and diffusion wires (sometimes called rammers) have high resistance, even
if silicided. Diffussion aleo has very high capacitance. Do not use diffusion, Use polysilicon
sparingly, wazally in latches and flip-fAeps.

EEX] Crosstalk

As reviewed in Figure 4.41, wires have capacitance to their adjacent neighbors as
well as to ground, When wire 4 switches, it tends to bring its neighbor B along
with it on account of capacitive coupling, also called cromadk. If B is supposed 1o
switch simultanecusly, this may increase or decrease the switching delay. If B is not

supposed to switch, crosstalk causes noise on B. We will see that the impact of Coe

crogstalk depends on the mtio of C; to the roral capacitance. Note thar the load

wterconnecT  ECCEEE

AHHB
el

Fad

capacitance is included in the total, 5o for shart wires and large loads, the load HEEE Capacitances

capacitancs dominates and erosstalk is unimportant. Conversely, for long wires

crmmlki.luﬂ]rimpﬂﬂl.m.

#.5.4.1 Crosstalk Delay Effects Ifbath a wire and its neighbor sre switching, the direc-
tion of the switching affects the amount of charge that must be delivered and the delay of
the switching. Table 4.10 summarizes this effect. The charge delivered 1o the coupling
capacitor is (= C AV, where AF is the change in voltage between 4 and 8. If A switches
but B does not, AV = Fpp The total capacitance effectively seen by A is just the capaci-
tance to ground and to B, I both A and B switch in the same direction, AF = 0. Hence, no
charge is required and €5 i5 effectively absent for delay purposes. If A and B switch in the
opposite direction, AF = 2Fpp,. Twice as much charge is required. Equivalently, the capac-
itor can be treated as being effectively todce as karge switching through Fip This is analo-
gous to the Miller effect discussed in Section 4.2.5.4. The Miller Coupling Facter (MCF)

to adjacent nelghbor
and to g_rqu.nd
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describes how the capacitance to adjacent wires is multiplied to find the effective capaci-
tance. Some designers use MCF = 1.5 as a statistical compromise when estimating propa-
gation delays before layout information is available.

Table 4.10 Dependence of effective capacilance on

gwitching directicn

Example

Each wire in 2 pair of 1 mm lines has capacitance of 0.1 fF/um to ground and 0.1
fFihum to its neighbar. Each line is driven by an inverter with a 1 k2 effective resis-
tance. Estimate the contamination and propagation delays of the path. Neglect par-
asitic capacitance of the inverter and resistance of the wires.

EZIEEEE We find G = Gy = (0.1 F/um) « (1000 jm) = 0.1 pF. The delay is

R, The contamination delay s the minimum possible delay, which occurs when
both wires switch in the same direction. In that case, Cig = Gy and the delay is £ =
(1k02) * (0.1 pF} = 100 ps. The propagation delay is the maximum possible delay,
which nccurs when bath wires switch in opposite directions. In this case, Gy = Cu
+ 2,5 and the delay is £,, = (1162) * (0.3 pF) = 300 ps.

A comservative design methodology assumes neighbors are switching when comput-
ing propagation and contamination delayvs (MCF = 2 and 0, l".'-l-]'!‘ffi'!'ﬂ:l-":'- This leads 1o a
wide variation in the delay of wires. A more aggressive methodology tracks the time win-
dow during which each signal can switch. Thus, switching neighbors must be accounted
for only if the potential switching windows averlap. Similarly, the direction of swirching
can be considered. For example, dynamic gates described in Section 6.2.4 precharge high
and then fall low during evaluation. Thus, a dynamic bus will never see opposite switching
during evaluation.

4.5.4.2 Crosstalk Noise Effects Suppose wire A4 swinches while B is supposed to remain
constant. This introduces noise as B partially switches. We call A the qggreser or perpefra-
tor and B the vicsiem, If the victim is Soating, we can model the circuit as a capacitive volt-
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age divider to compute the victim noise, as shown in Figure 4.42. AF e 18 normally
Foo

AF

- AF (4.39)
Cotos 0y

I the victim is actively driven, the driver will supply current to oppese and reduce the
victim notse. YWe model the drivers as resistors, as shown in Figure 4.43. The peak noise
becomes dependent on the time constant ratio & of the aggressor to the victim [Ho01):

€ 1
AV = A¥, 4.40)
R e Oy LK — {

o e _ Hmﬂr[{"ﬂ—- "'Eﬂ}
Tama R"ﬂ-ﬂtﬂﬂd o +'E.-“|’}

(4.41)

Epﬁ: 4. 44 ahows symulations of tnup]ins when the
aggressor is driven with a unit inverter; the victim is undriven
or driven with an inverter of half, equal, or rwice the size of the &
L
? _ 1=
Whtirm

aggressor; and Cy = Cy. Observe that when the victim is
Hoating, the noisc remaing indefnitely. When the victim is
driven, the driver restores the victim. Larger {faster) drivers
oppose the coupling sooner and result in noise that is 3 smaller J'G,..,. AN
percentage of the supply valtage, Mote that during the noise I -
event the victim transistor is in its lincar region while the

aggressor is in saturation. For equal-sized drivers, this means XA coupling to floating victim

PR popusee 15 tw o Four times R, with greater ratios arising

from maore velodity saturation [Ho01], In general, ECQ (4.40) is

conservative, especially when wire resistance is included

[Vittal99]. It is often used to flag nets where coupling can be s R
problem; then simulations can be performed to calculate the T e
exact coupling noise. Coupling noise is of greavest importance  ay I':-- J_
on weakly driven nodes where & < 1. Cas
We have only considered the case of a single neighbor Fleam Wigtim T
switching. When both neighbors switch, the noise will be & -'-r;w,llh ) -
twice s great. We have also modeled the layers above and l b

below as AC ground planes, but wires on these layers are likely

to be switching, For a long line, you can expect sbout as many  AERIEN Coupling to driven victim
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lines switching up and switching down, giving no net contribution to delay or naise. How-
ever, a short line rnning over a 64=bit bus in which all 64 bits are simulmncously switch-
ing from 0 1o 1 will be srongly influenced by this switching.

EEE |nductance

Mot design toals consider only interconnect resistance and capacitance. Inductance is
beginning to be important for sccurately modeling on-chip power grids, clock networks,
and wide busses. While the indusery still has a very limited understanding of inductive
effects, some of the key issues are introduced in this section.

Although we generally discuss current Aowing from o gare output to charge or dis-
charge a load capacitance, current really Bowes in loops. The return path for 2 current loop
i usually the power or ground network; at the frequencies of interest, the power supply is
an "AC ground” because the bypass capacitance forms 2 low-impedance path between Frp
deND.Cmrmu&mﬁngmndlhopgmmmlmgnﬁhM&pmmﬂhmlmrh:
area of the loop and the amount of current. Changing the current requires supplying
energy to change the magnetic field. This means that changing currents induce a voltage
p:mp-nm:’-l;lqml to the rate of change. The constant of proportionality is called the indie-
tance, L.

;LhuadmideMhmmdmﬂmdmﬂwmmMHﬁﬂfﬁm
cooiext,
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Flig

Inductance and capacitance also set the speed of hight in a medium, Even if the resis-
rance of a wire 15 zero leading to zero RC delay, the speed of Bght flight-time along a wire
af length with inductance and capacitance per unit length of £ and Cis

tu=HIC (4.43)

1f the carrent return paths are the same as the conductors on which electric field lines
rerminate, the simal veloaty vis

- 1 1 Lf (4.44)
VLC Jeops 39

where ji is the magnetic permeability of free space (4n * 107 H/m) and ¢ is the speed of
fight in free space (3 = 10° mfs). In other wonds, signals travel about half the speed of laight.
Using low-£ (< 3.9) diclectrics rakscs this velocity, However, many stgnals have electric
ficlds termimating on searby ncighbors, but currents returning in maore distant power sup-
ply lines. This mises the inductance and reduces the signal velociny.

Changing magnetic fields in tum produce currents in other loops. This means that
signals on one wire can inductively couple onto another; this is called fadictree opatalk,

The inductance of a conductor of length £ and width w located a heighe & above a
ground plane is approximarely

-1k E*E] (4.45)

assuming w < b and thickness is negligible. Typical on-chip inductance values are in the
range of 0.15-1.5 pH/pum depending on the proximity of the power or ground lines.
(Wires near their return path have smaller eurrent loops and lower inductance. )

Current Hows along the path of lowest impedance Z = K + gall. At high-frequency o,
impedance becomes dominated by inductance. The inductance is minimized if the current
flows only near the surface of the conductor closest to the retum path. This skin effect can
reibuce the effective cross-sectional anca of thick conductors and raise the effective reas-
tance at high frequency. The skin depth for o conductor is

4= JE {4.48)
iy

inreRconnECT  ETEI
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| Example [
Find the skin depth for signals with 100 ps edge rates on copper interconnect (p =
1.7 = 10" 11 = m).

EETITTN 100 ps cdge rates correspand to energy at 1.67 GHz.

e 2[1_.‘.? x:lu"'mm} s
[2!:-l.&?xlﬂ'nﬂhl-l-::-:lﬂ"]—lfm}l * i

Skin depth is not a majer consideration at the time of writing, but will limit the
benefit of thick wires at higher frequencies in the future.

The frequency of importance is the highest frequency with significant power in the
Fourier transform of the signal. This is not the chip-operating frequency, but rather is
assoctared with the faster edges. Tt can be approximared s

n
i = Gt (448}

Extracting inductance in general is a three-dimensional problem and is extremely
time-consuming for complex geometries. Inductance depends an the entire loop and
therefare cannot be simply decomposed into sections in the way capacitance is. It is there-
fore impractical to extract the inductance from a chip layout, Instead, usually inductance is
extracted using tools such as FastHenry [Kamon%4] for simple test structures intended to
capture the worst cases on the chip, This is only possible when the power supply network
is highly regular. Power planes are ideal but require a large amount of metal resources.
Dense power grids are usually the preferred alternative, Gaps in the power grid force our-
rent to flow around the gap, increasing the loop area and greatly increasing inductance.
Moreaver, large loops couple magnetic fields through other loops farmed by conductors at
a distance. Therefore, mutual inductive coupling can occur over a long distance, especially
when the retumn path is far from the conductor. Incorporating inductance into simulations
is also difficult. Instead, designers usually generate design rules thae allow inductance to
genenlly be ignored as long as the rules are followed.

Inductance has always been important for integrated cirouit packages where the phys-
bcal dimensions are large, as will be discussed in Section 12.2.3. On-chip inductance is
important for wires where the speed of light fight time is longer than cither the rise times
of the circuits or the RC delay of the wire, Becauss speed of light flight time increases lin-
early and RC delay increases quadrarically with length, we can estimate the set of wire
lengths for which inductance is relevant [Temail99).
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e — W
Consider a metal2 signal line with a sheet resistance of 0,05 (/0 and a wideh of 0.5
um. The capacitance is 0.2 fF/um and inductance is 0.5 pH/um. Compute the
velocity of signals on the line and plot the range of lengths over which inductance
matters a5 8 function of the rise time,

(Solution: [UISEIESS

1 1
. = =10°m /5= de [4.49)
V€ J{05 pH/ pm)02 fF / um) 2
Mote that ths is 100 mm/ns or 1 .

men / 10 ps. The resistance is
(0.1 €/0) = (10/0.5 pm) = 0.2
f2/pm. Figure 4.45 plots the
lenggth of wires for which induc-
tance ie relevant sgainst rise
tirnes. Above the korzontal fine,
wires greater than 500 pm are
limited by RC delay rather than 1 00um
LC delay. To the right of the

diagonal line, rise times are

greater than the LC delay. Only 16
in the region between these lines

is inductance relevant to delay 7 ;
calculations. This region has 1ps 10ps 100ps i
very fast edge rates, so induc- .

tance is MOl VEry important to Wire lengths and edge rates for which

10 mime

1 mm -

the delay of highly resistive sig- inductance impacts delay
nal Kines at the tme of this writ-
¢ 2 [L
P ! A= o l-s
Wic | CRYC @50

As the example illustrated, inductance will only be important to the delay of low-
resistance signals such ss wide clock lines or the power supply. As edge rates become fster,
inductance will become relevant to a larger number of on-chip sgnals. Inductive crosstalk
is also important for wide busses far away from their current return patha.

Tn power distribution networks, inductance means that if one portion of the chip
requires a rupidly increasing amount of current, that charge must be delivered from nearby
decoupling capacitors or supply pins; partions of the chip further awiy are unaware of the

INTERCONNECT
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changing current needs until a speed-of-light flight time has elapsed and hence will not
supply current immediately. Adding inductance to the power grid simulation generally
reveals greater supply nodss than would otherwise be predicted, Power supplics will be dis-
cussed further in Section 123,

In wide, thick, upper=level metal lines, resistance and RC delay may be small. This
pushes the horizontal line in Figure 4.45 upward, increasing the range of edge rates for
which inductance matters. This is especially commeon for clock signals, Inductance tends
to increase the propagation deley and sharpen the edge rate.

To e the effects of inductance, consider a 5 mm metalds clock line above a menals
ground plane drving a 2pF clock load. If it width is 4.3 pm (six Gimes minimum), it has
resistance of 4 (Vmm, capacitance of 0.4 pF/mm, and inductance of 0,12 nH/mm. Figure
4.46 presents models of the clock line as a 5-stage n-model withour {a) and with ()
inductance, Figure 4.46(c) shows the response of cach model to an ideal voltage source
with B ps rise time. The model inclading inductance shows 2 greater debay until the clock
begins to rise becanse of the speed of light Bight time. It also overshoats. However, the ris-
ing edge is sharper and the rise time is shorter, In some circumstances when the driver
impedance i matched to the chamacteristic impedance of the wire, the sharper rising edge
can actually result in a shorter propagation delay measured at the 50% point,
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To reduce the inductance and the impact of skin effect when no ground plane is avail-
ahle, it is good practice to split wide wires into thinner sections interdigitated with power
and ground lines 1o serve as return paths. For example, Figure 4,47 shows how a 16 pm
wide clock line can be split into four 4 jum lines to reduce the inducrance.

. 16 jum .
() G
.hun.
i D CLK D CLE D CLKE I:l CLE D
GMD VDD GND VoD GND

il Wide ciock line intecdigitated with power and ground
lires to reduce inductance

A bus made of closely spaced wires far above a ground plane bs especially susceptible
o inductive erosetalk. I all but one wire in the bus rises, each loop induces & magnetic

field. These magnetic fields all pass through the loop formed by the nonswitching wire, in
turn inducing a current in the victim wire. The noise from each aggressor sums on to the
victim in much the same way that multiple primary mrns in a transformer couple onto a
single secondary turn. Computing the induetive crosstalk requires extracting 2 mutual
inductance matrix for the bus and simulating the system. As this is not yet practical for
large chips, designers instead either follow design rules that keep the inductive effecrs
small or ignore inductance and hope for the best. The design rales may be of the form that
one power ar ground wire must be inserved between every N signal lines on each layer. Vis
called the signalzretumn (SR} ratio [Morton%9]. N = 4 eliminates most inductive effects on
noise and delay m oo 180 run process, N =2 nuntﬂﬂmipﬂi:;hiﬂhindunmsidr.ﬂm
eliminating half the capacitive crosstalk. However, low SR ratios are expensive in terms of
mctal resounoes.

In summary, en-chip inductance is difficult to extract. Mutual inductive coupling may
socur over a long range, so inductive coupling is difficult to simulate even if accurate values
are extracted. Instead, design rules are ussally constructed so that inductive effects may be
neglected for most structures. A regular power and ground grid or plane with no gaps is
essential. Power and ground lines should be interdigitated in wide signal lines such as
clocks and between about every four bits in large high-speed busses, Inductance should be
incorporated inte simulations of the power and clock networks and into the noise and
deluy calculations for busses with large SR ratios in high-speed designs.
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EEXd Temperature Dependence

Interconnect capacitance i independent of temperature, but the resistance varies strongly.
The temperature coefficients of copper and aluminum are about 0.4%"C over the normal
operating range of cirouits; that &s, a 1007 C increase in temperature leads to 40% higher
resistance. At liquid nitrogen temperature, the bulk resistivity of copper drops to 0,22 pil-
em, an eight-fold improvemnent. This suggests great advantages for RC-dominared paths
in cooled systems,

EEXEN An Aside on Effective Resistance
and Elmore Delay

In this chapter we have played fast and loose with the relationship between resistance
and delay. In practice, the methods work well for hand estimations, When a highly accu-
rate result is desired, you can simulare the cireuit with sctual device models and wire
paramectess rather than simplified RC circuits. Nevertheless, rigor compels us to revisit
this relationship.

According to the Elmore delay model, a gate with effective resistance K and capaci-
tance C has a propagarion delay of RC. A wire with distributed resistance R and capaci-
tance C treated as a single x-segment has propagarion delay RC/2. Reviewing the
properties of RC circuits, we recall thas the lumped RC circuit in Figure 4.48(a) has a unit

step resporse of

Foutlt) =1— ¥ (4.51)
The propagation delay of this circuit is obtained by slving for £, when V() = 1/2:
£y = R'Cln2=069R"C (4.52)

The distributed RC eircuit in Figure 4,48(b) has no closed form time domain
respanse. Because the capacitance is distributed along the circuit rather than all being at

the end, you would expect the capacitance to be charged on sverage through about half the

o
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Lumped and distributed RC circuit response
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resistance and that the propagation delay should thus be aboat half s great. A numerical
analysis finds that the propagation delay is 0.38R" C.

To reconcile the Elmore model with the true sesults for a logic gate, recall that logic
gates have complex nonlinear 1-¥ characteristics and are approximated as having an effec-
tive resistance. If we characterize that effective resistance as R = R'In2, the propagation
delay really becomes the product of the effective resistance and the capacitance: &, = RC.
In Section 5.4.5, we will calculate this effective resistance by simulating the delay of a gate
driving a capacitive load and messuring the propagation delay.

For distributed cincuits, observe that

03BR'C=4R'CIn2=4{RC.

Therefore, the Elmare delay model describes distributed delay well if we use an effec-
tive wire resistance equal to 69% of that compured with EC (4.34), This is somewhat
inconvenient. The effective resistance is further complicated by the effect of nonzero rise
time on propagation delay. Figure 4.49 shows that the propagation delay depends on the
rise time of the input and approaches RC for lumped systems and RC/2 for distributed
systems when the inpur is a slow ramp. This suggests that when the input is slow, the
effective resistance for delay caloulations in a distribured RC circuir is equal o the troe
resistance. Finally, we note thar for many analyses such as repeater insertion caleulations in
Section 4.6:4, the resulrs are only weakly sensitive to wire resistance, 5o using the true wire
resistance does not intreduce grear error,

EEEEE] crfect of rise time on lumped and distributed RC circuit delays
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In summary, it is a reasonable practice to estimate propagation delay of gares using the
Elmore delay model a8 8C where R is the effective resistance of the gate. Similarly, you
can estimare the flight fime along 4 wire as R22 where R is the true resistance of the wire.
When more accurate results ane needed, it is imponant o use good ransistor models and
appropriate input slopes in simulation.

On a separate wopic, Section 4.2.1 defined the Elmore delay of an RC ladder. In gen-
eral, a wire branching to many destinations is wsnally modeled as an RC tree instead. The
Elmore delay to node ¢ of an RC tree is

N
Tp, = ¥ R, {4.53)

A=l

where N is the number of nodes in the tree, C is the capacitance on node &, and R, is the
reszitanor between the input and node £ in common with the path between the tnpur and
node £ This Iil'.'ﬂpliﬁﬂ to the smple product of resistance and capatitance for each node in
an RC ladder. In trees, the capacitance on branches away from the path 1o the outpait is
conservatively lumped as if it were at the branch point on the path.

P
Figure 4.50 models a gate driving wires to two destinations. The gate is represented
as a voltage source with effective resistance R;. The two receivers are located at
nodes 3 and 4. The wire to node 3 is long enough thar it is represented with a pair of
r-segments, while the wire to node 4 is represented with 2 single segment. Find the
Elmaore delay from input x to each receiver.

ERIEE The Elmore delays are:

Tp, = RyCy Ry + Ry )0y +(Ry + By + By )0y + RiC4
Ty, = Rylly + By05 + RCy +(R; + RL)C,

(4.54)

()

[IEEEN (nterconnect modeling with RE tee
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The Elmore delay can be viewed in terms of the first moment of the impulse response
af the circuit, CAD tools can obtain greater sccuracy by approximating delay based on
higher moments using a technique called momens masching. Aogmpietic Warveform Evdu-
pizn (AWE) uses moment marching to estimare interconnect delay with better accuracy
than the Elmore delay miodel and faster ran times than 2 full cireuit stmudasien [Celik2],

4.6 Wire Engineering

As gate delays continue to imprave while long wire delays remain constant or even get
alower, wire engineering has become 2 major part of integrated circnit design. It is neces-
sary to develop a floorplan eardy in the design cycle, identify the long wircs, and plan for
them, While floorplanning in such a way thar eritical communicating units are close to
one another has the greatest impact on performance, it is inevitable thar long wares will
still exist. The designer has a number of techniques to engineer wires for delay and cou-
pling noise. The width, spacing, and layer usage are all under the designer's contral.
Shielding can be used to further reduce coupling on critical nets. Repeaters inserted along
long wires reduce the delay from a quadratic 1o a linear function of length. Wire capaci-
tance and resistance ﬂ'u'nplil:n.tl: the nee uE'LnE;'H:II Effort 10 ldu‘:ﬁng gate e

EXEl Width and Spacing

The designer selects the wire width, spacing, and layer usage to achieve acceptable delay
and noise. By default, minimum pitch wires are preferred for noncritical interconneetions
for best density. Widening a wire proportionally reduces resistance but increases the
capacitance of its top and bottom plates, Table 4.8 showed that this leads to less than a
propartional increase i capacitance, so the RC delay product improves, especially bor nar-
row wires. Widening wires also increases the fraction of capacitance of the top and bartom
plates, which somewhat reduces coupling noise from adjacent wires. Increasing spacing
between wires reduces capacitance to the adjscent wines and lewves resistance unchanged.
This improves the RC delay to some extent and significantly reduces coupling nodse,

Figure 4.51{a) shows the RC delay of o 10 mm meral2 wire in the process from Sec-
tion 4.5 sandwiched berween metall and metal3 planes as a function of wire pitch (= + 5}
for different wire spactregs. Figure 4.51(0) shows the coupling capacitance to the two adya-
cent neighbors as a fraction of the total capacitance. The dara shows that for tighe pinches,
it is better to increase width than spacing to improve delay. However, it is better to
increase spacing than width to improve coupling. The best tradeoff clearly depends on the
stiaton.

EXEl Layer Selection

E..-ulr (1970s) MOS processes offered only a single layer of metal. Polysilicon or diffusion
were required when rwo signals erossed. Mﬂdrmpm: have six or more metal
layers. The lower layers are thin and optimized for a tight routing pitch, Middle kayers are
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often alightly thicker for lower resistance and better current-handling capability. Upper
layers may be even thicker to provide & low-resistance power grid and fast global intercon-
nect. A large number of layers are important to be able to route complex chips and supply
power, ground, and the clock. Additional layers are also valuable because they allow a
relaced wire pitch, reducing RC delay and coupling problems. Wiring tracks are a precious
respurce and are often allocated in the floorplan; the wise designer maintains & reserve of
wiring tracks for unanticipated changes late in the design process. A sample allocation of
wiring tracks for a six-laper metal process is given in Table 4.11. Critical signals within a
unit can be assigned upper-level metal eracks to reduce delay.

Fable 4.11  Sample metal layer usage in 6-level process

Mleml 1 _lnt':n:ﬂnnn:t within cells

Meal 2/3 Interconnect between cells within units
Mezal 4/5 Interconnect berween units, critical signals
Mewml & VO pads, clock, pawer, ground

The power grid is usually distributed over multiple layers. Meat of the carrent-han-
dling capability is provided in the upper two layers with lowest resistance, However, the
grid must extend down 1o metall or meral? o provide easy connection o cells.

There is debare over the best use of the growing number of wiring layers to salve
inductive and capacitive nokse problems. One approach is 1o dedicate power and ground
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planes, much like in a printed circuit board. For example, the Alpha 21264 [Gronowski98)
ised thick metald and metalé planes for ground and power, This was necessary because
the 10 pins were all along the periphery of the chip and the planes were needed vo pro-
vide a low-resistance path for power to the center; better packaging with power and
ground bumps across the die reduces the pressure to use planes, Another approach is to
shield noise-sensitive nets with power or ground lines; this will be discussed in Section
4.6.3. A third approach is to wse differential signaling.

EXEN Shielding

As discussed in Section 4.5.4, coupling from adjacent lines impacts both the delay ln:l:ng-
nal integrity of wires. The coupling can be avoided if the adjacent lines do not switch. It is
common practice to shicld entical signals with power or ground wires an n-'-tarbul:h:ndu
to eliminate coupling. This is costly in area but may be less costly than i spacing
tar the point that the coupling is negligible. For cxample, chock wires are usually shielded so
that switching neighbors do not affect the delay of the clock wire and introduce clock
skew. Sensitive analog wires passing near digital signals should also be shiclded.

An alternative to shielding is to interdigitate wires that are guaranteed to switch at
different times, For example, if bus A switches on the rising edge of the clock and bus B
switches on the falling edge of the clock, by interleaving the bits of the two busses you can
guarantee that both neighbors are constant during a switching event. This avoids the delay
impact of coupling; however, you must still ensure that coupling notse does not exceed
noise budgets. Figure 4,52 shows wires shiekded (2] on one &de, (b) on both sides, and (¢}
interdigitated. Very sensitive stgnals such as clocks or analog voltages can be shielded
above ard below as well.

EXXd Repeaters

Both resistance and capacitance increase with wire length £, so the RC delay of 1 wire
increases with F, as shown in Figure 4.53(a). The delay may be reduced by sphitting the
wire into N segments and inserting an inverter or buffer called a regeater 1o actively drve
the wire [Glasser85], as shown in Fipure 4.53(h). The new wire imvalves NV segments with
RC flighe time of (£N), for a total delay of &M If the number of segments is propor-
tional to the bength, the overall delay inoreases anby lineardy with £,

vid &, & gnd &, & wid  wid a, gnd & vdd &, gnd a, b, & b B b
(=] B te)

GIEREF wwire shiclding topologies



WEEEN CHAPTER 4 CIRCUIT CHARACTERIZATION AND PERFORMANCE ESTIMATION

(2} Driver Reoahear

H Sogmanis

] i I
[: N E: N [-: N
sap
] Diiver Repsaler™”  Ropoaier Riapaatet i Respiver

EEEEE] wire with and withaut repaaters

Using inverters as repeaters gives best performance. Each repeater adds some delay. If
the distance is too great between repeaters, the delay will be dominated by the long wires.
1f the distance is too small, the delay will be dominated by the large numbser of inverters,
As usual, the best distance between repeaters is a compromise hetween these extremes.
Suppose 3 unit inverter has resistance R and capacitance £ (€7 = 30 because the inverter
is composed of 2 unit nAMOS and double-width pll.-'llljﬂ-“]-ud g wire has resistance R, and
capacitance C, per unit length. Consider inserting repeaters of W times unit size, You can
show (see Exercise 33) that under the Elmore delay model, neglecting diffusion parasitics,
the best lenpth of wire between repesters i

2R

TR {4.55)

L=
i
The delay per unit length of a properly repeated wire is

2 (24 JINRCRE. (4.56)

To achieve this delay, the inverters thould use an nMOS transistor width of

[ FEE‘ {4.57)

RC'

Unfortunarely, inverting repeaters complicate design because you must either ensure
an even number of repeaters on each wire or adapt the receiving logic to accept an inverted

"t is oot necowsary fo ust eqial risc and {2l resistences and Section 6.2 1.6 sbows that the delay end area
can be alighaly ispeoved uabng smaller phd 05 eransistomn.



input. Some designers use inverter pairs (buffers) rather than single inverters to avoid the
polarity problem. The pairs contribute more delay. Howeves, the first inverter size Wy may
be smaller, presenting less load on the wire driving it. The second inverter may be larger,
driving the next wire more strongly. You can show that the best size of the second inverter
is Wy = W, where & = 2,06 if diffusion parasitics are negligible. The distance between
repeaters increases o (see Exercise 34)

e

; 1R011+il
Eee (4.58)

N RC.
The delay per unit length becomes
_'TF =3.65/RCRC,_ (4.59)
using transistor widths of
W
W, ===, B,=Wyk 4.60
e UL (4.60)

This typically means that wires driven with noninverting repearers are only about 7%
alawer per unit ||'.'|'||gth than those using inverting repeaters. Only about two-thirds =
many repeaters are required, simplifying floorplanning. Toral repeater area and power
increases slightly.

When diffusion parasitics are considered, each repeater becomes slightly more expen-
sive. Therefore, it is berter to wie fewer repeaters spaced at greater distances, as you would
expect from Logical Effort. The best transistor sizes ure unchanged. There are no closed-
form results, but the problem can be solved numerically or thorough simulation. The over-
all deluy is a weak function of the distance between repeaters, so it is reasonable to increase
this distance to reduce the diffieuley of finding places in the foorplan for repeaters while
only slightly increasing delay. Repeaters impose directionality on a wire. Bidirectional bus-
ses and distributed tristate busses cannot use simple repeaters and hence are slower; this
favors point-to-point unidirectional communications. Repeaters also draw unusually lasge
crowhar currents because their inputs come from RC lines with slow edge rates, narning
both transistors partially ON for a long time.

An alternative to repeaters are foostery [Nalamalpu02], which are placed in parallel
rather than in series with a wire as shown in Figure 4.54(a). The booster senses when a
wire is switching and aids the transition. It relies on the principies of hysteresis and posi-
tive feedback to allow bidirectional operation at the expense of reduced noise mangins. The

L e
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Determine the best distance berween repeaters for & minimum pll:-d]l‘l‘l-l:hlzl-l-l'll:ml-
180 nm process, Assume the metal usage on other layers is dense. The transistor
resistance is 3kC) » pum and the gate capacitance is € = 1.7 fF/jum. How far should
the repeaters be spaced? How wide should the repeater transistors be? What is the
signal velocity on the wire? How do your results change if width and spacing are
each increased by 30%2 How do they change for a minimum-pitch metal line?

Solution: RETS capacitance of minimum-pitch meral2 lines with planes above and
below is €, = 0.21 fF/um, according to Table 4.8. The sheet resistance from Table
4.7 s 0,05 1 square, or

0,05 —H
R, =—T" (168 (4.61)
0.32-= -

C = 3C = 5.1 fF/pm. According to EQ (4.55), the distance between repeaters
should be

z{mm.,m]{s.%]
(016 8 Jo.21 &

= 950 pm (4.62)

According to EE]_M.E?}, the alOS mansastor wicdth dhould be

(300002 penf0.21 1 | .
{Dlﬁ“l’ﬂﬂ’] i

(4.63)

and the pMOS should be roughly twice that. The repeated signal velocity (ignoring
diffusion capacitance) is

(2442 }.ﬁm-pm"{il-&lﬂ.lﬁ&lﬁjlﬁ] =TTE (4.64)
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In comparison, the speed of light in a medium with a relative permittivity of

35518
3108 =
—‘r—'—=ﬂ.IEEE=HL
T . ik (4.65)
Even with repeaters, the wire is an order of magnirode slower than the speed of
light because it is so resistive.
If the width and spacing increase by 50%, the capacitance is 0.18 fF/um and
the resistance is
0,058
== __apiel (4.66)
15032 1=

s the wire is fastes, we would expect that the repeaters could be placed further
apart binr that larger transistors would be needed 1o drive the longer segments.
Reevaluating the same equations gives a distance of 1300 pm between repeaters,
transistor widths of 33 um, and wire delay of 32 ps'mm,

A meeall line is even faster with a capacitance of (.24 fFfjum and resistance of

0,02 kL
R.= ﬁﬂwl (4.67)

The best repeater spacing 15 2260 pm with 75 pm tranststors, piving a delay of
30 pa'mm, It is elear ehat the far, wide upper level metal lines are a precious routing
FESCALEITE,

gate in the center is an imverting Muller C-element, defined in Figure 4.54(b}, which pro-
vides hysteresis by only toggling when both inputs are the same. Skewed inverters with
high and low switching points sense the beginning of o rransition. Figure 4.54(c) shows
simulations of the booster in action on 4 6mm long meml wire, The wire is ininally 0, so
¥ and & are mmitially "1 and ¢ is motially '0," In this stave, the booster 16 OFF and the weak
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keeper holds the wire low. The input rises and the middle of the wire mid slowly follows.
The keeper opposes the transition but is weak enough to have lirtle effect. When the mid-
dle reaches the switching point of the LO-skew inverter, node £ falls. Mow the booster fires
through both pMOS transistors, serving as positive feedback to strongly pull the middle
of the wire high. This is visible a5 2 kink in the mid waveform. The keeper also turns OFF.
As the middle reaches the swirching point of the HI-skew inverter, node 4 falls. ¢ rises and
turns OFF the booster because the transition is nearly complere. The kecper turms ON
again, holding the middle of the wire high. The waveforms without boosters are also
shown; they are slowly rising exponentials. Nalamalpu finds boosters are 20% faster and
are inserted at three rimes the spacing of repeaters. [Dobbalaere®5] presents a similar
technique using self-timed circuits.
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EXE Implications for Logical Effort

Interconnect complicates the application of Logical Effort because the wires have a freed
capacitance. The branching effort at a wire with capacitance €, driving & gare load of
G 18 (G + O ¢ This branching effort is not constant; it depends on the sizee of
the gate being driven. The simple rule thar circuits are fastest when all stages bear equal
effort is no lenger true when wire capacitance is introduced. If the wire is very shore or
very long, there wre simple approsdmations pessible, but when the wire and gate loads are
comparable, there is no simple method to determine the best stage effort.

Ewery circuit has some interconnect, but when the interconnect is short (£, <=
Couels it €an be ignored. Alternatively, you can compute the average ratio of wire capaci-
mance to parasitic diffusion capacitance and add this as extra parasitic capacitance when
determining parasitic delay. For connections between nearby gates, this generally leads toa
best stape effort p slightly greater than 4.

Conversely, when the interconnect is long (€, »» C,,), the gate at the end can be
ignored. The path can now be partitioned into two parts, The first part drives the wire
while the second receives its impur from the wire. The first part s designed to drive the
load capacitance of the wire; the extra load of the receiver is negligible. A long wire is
aften driven by an inverter with a stage effort of 8 to 12 rather than 4 because low stage
effores require large, power-hungry drivers and have lirtle performance sdvantage when
the delay is dominared by the wire RC. The size of the receiver is chosen by practical con-
siderations: Larger receivers may be faster, but they also cost area and power.

The most difficulr problems occur when €, = These medium-length wires
introduce branching efforts thar are a strong function of the size of the gates they drive.
Writing a delay equation as a function of the gate sizes along the path and the wire capac-
itance results in an expression that can be dafferentiated with respect to gate sizes to com-
pute the best sizes, For the purpose of hand estimation, this is usually 100 much work. A
reasonable alrernative is 1o preserve the stage effort of about four. The initial branching
effart of the wire i unlnown, so iteration is usaally necessary.

X3 Crosstalk Control

Recall from EC) (4.40) that the capacitive crosstalk is proportional o the ratio of coupling
capacitance to total capacitance. For modern wires with an aspect ratio (8w} of 2 or
greater, the coupling capacitance can account for two-thirds or more of the total capad-
tance and crosstalk can create lange amounts of noise and huge data-dependent delay vari-
ations. Shielding or increasing the spacing or width of wires alleviates crosstalk at the
expense of greater arca, Three alternative techniques to control cromstalk are saggered
repeaters, charge compestiation, and tevisted differensial signafing [Ho03b). Each technigue
secks to cause equal amounts of positive and negative crosstalk on the victim, effectively
produscing zero et croastalk,

Figure 4.56(a) shows two wines with staggered repeaters, Each segment of the victim
sees half of a rising aggressor segment and half of a falling aggressor segment. Althoogh
the cancellation is not perfect because of delays along the segments, staggering is a very
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The path in Figure 4.55 contains a medium-length wire modeled as 3 lumped
capacitance. YWrite an equartion for path delay in terms of x and 3 How larnge should
the x and y inverters be for shortest path delay? What is the stage effort of each
stape?

EZIIEES From the Logical Effort delay model, we find the path delay is

:-%+E—-"’”+E+P (4.68)
& 5

Differentiating with respect to each size and serting the results to 0 allows us to
solve EC) (4.68) for = 33 fF and y = 57 fF. The stage efforts are (33/10) = 3.3, (57
+ 500733 = 3.2, and (10V57) = 1.8. Notice that

the first two stage efforts are equal ds usual, but ofF
the third stage effore is lower. As x already

drives a large wire capacitance, y may be rather IEI:II'F ITWE
large {and will bear & small stage effort) before

the incremental increase in delay of x driving v
equals the incremental decreases in delay of ¥

X ¥

Fath with meodium-

length wire
driving the outpur. A
:_E_EL?“ = 0= 2% =10y 4500
ki
1 100 $a5)

—--—-wﬂﬂ-_'w = 1=
_’:

effective approach. Figure 4.56(b) shows charge compensation in which an inverter and
transistor are added between the aggressor and vietim. The transistor 15 connected to
behave as a capacitor, When the aggressor rises and couples the victim upward, the
inverter falls and couples the victim downward. By choosing an appropriately sized com-
pensation transistor, most of the noise can be cancelled at the expense of the extra cir-
cuitry. Figure 4.56{(c) shows rwisted differential signaling in which cach signal is routed
differentially. The signals are swapped or swsned such that the victim and its complement
each see equal coupling from the aggressor and its complement. This approach is expen-
stve in wiring resources, but it very effectively eliminates crosstalk. It is widely used in
memory designs, as explored in Section 11.2.3,
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Driving long wires is slow because of the RC delay, and expensive in power because of the
ll!:El:ﬂFH‘.itlﬂ.Et to switch. Low-swing signaling improves performance by sensing when
a wire has swung through some small F,, rather than waiting for a full swing. If the
driver is turncd off after the output has swung sufficiently, the power can be reduced as
well. However, the improvements come at the expense of more complicated driver and
receiver circaits. Low-swing signaling may also requine a twisted differential pair of wires
to eliminate common-mode noise that could corrupt the small signal.

The power consumption for low-swing signaling depends on both the driver voltage
Ve A the actual voltage swing ¥ . Each time the wire is charged and discharged, it
consumes J = OV . IF the effective switching frequency of the wire is af the average
current ks

EXEN Low-swing Signaling @’

i

o
= [ ) = W (4.70)
]
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Hence, the dynamic dissipation is
Paanic = Tu e =G i (@)

In contrast, a rail-to-rail driver uses Fio, = ¥, = Frp and thus consumes power
proportional to Fuy® (EQ (4.30)). V., must be less than or equal 1o Py, By making
¥ g o5 than F,., we speed up the wire because we do not need 1o wait for a full swing.
By making bath voltages significanily less than Frp, we can reduce the power by an order
of magnitade.

Laow-swing signaling invalves numerous challenges. A low Fy,, must be provided to
the chip and distributed to low-swing drivers. The signal should be transminted on differ-
ential pairs of wires that are twisted to cancel coupling from neighbors and equalized to
prevent interference from the previous dam transmitted. The driver must turn on bong
encugh to produce ¥, ar the far end of vhe line, then turned off 1o prevent unnecessary
porwer dissipation. This generally leads to a somewhat larger swing at the near end of the
line. The roociver must be clocked at the appropriate time to amphfy the differential wg-
nal. Distributing a self-timed cdlock fram deiver to receiver is difficult becanse the distances
are long o the time to transmir a full-swing clock exceeds the time for the dam to com-
peie itx small swing.

[H-nﬂEl] describes a r_|.11c'|'l|.1:|11:rn.r: hnr-n'i.ns ﬁg'nn.]ing' I.‘l:l;hniqul.- l.l.'llll'IE the system
elock for both driver and receiver. During the first half of the eycle, the driver is OFF
{high impedance) and the differential wires are equalized to the same volmge. During the
second half of the cycle, the drivers tum ON. At the end of the cycle, the receiver senses
the dafferential voltage and amplifies it to full-swing levels. Figure 4.57a) shows the over-
all system archirecoure. Figure 4.57(h) shows the driver for one of the wires. The gates use
ordinany Fropwhile the drive tmansistons dse Fy,, .- Because Fy. <2 Fop nMOS transistors
wre used for both the pullup and palldown w deliver low effective resistance in their hoear
regime. A second driver using the complementary input drives the complementary wire.
Figure 4.57(c) shows the differential wires with twisting and equalizing. Figure 4.57(d)
shows the clocked sense amplifier based on the SA-F/F that will be described further in
Section 7.3.8. The serse amplifier uses pMOS inpur transistors because the small-swing
inputs are close to GND and below the threshold of aMOS transistors.

The design in [Ho03a] used 2 1.8 V Frp 065 V Fip and 0.1 V miniowm Fo ina
180 nm process, The clock frequency was 1 GHz, or 10 FOA inverter delave, to drive 2 10
mm wire. Mote that the clock period must be long enough 1o transmit an adequare volmage
swing. If the clock period increases, the circuit will actually dissipate more power because
the voltape swing will incresse to o maximam of Fo .
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4.7 Design Margin

S0 far, when conskdering the various aspects of determining a circuit'’s behavior, we have
anly alluded to the variations that might oceur in this behavior given different operaring
canditions. In general, there are three different sousces of variation—wo environmental

and one manufacermg. These are:

* Supply voltage

* Operating temperature

* Process varation

You must aim to design a cireuit thar will reliably operate over all extremes of these
three variabbes. Failure to do so invites cireuit failore, potentially catastrophic system fail-
ure, and a rapid decling in relishility (not to mention a loss of costomers).

Variations can be modeled with wriform or normal (Gaussian) statistical distributions.
These distributions are shown in Figure 4.58. Uniform distributions are specified with a
half-range. For good results, accept variations over the entire half-range. For example, Fry
may be specified at 1.2 V +/~ 10%. This is 2 uniform distribution with a 120 mV half-
range and all parts should work at any voltage in the range. Normal distributions are spec-
tfied with a standard deviation o. Processing variations are usually modeled with normal
distributions. Rerining parts with a 3o distribution will result in 0.26% of parts being
rejected. A 2a retention results in 4.56% of parts being rejected, while 1o results in a
J1.74% rejection rate, Obviously, rejecting parts outside 1o of nominal would waste a
large number of parts. A 3o or 2o limit is conventional and a manufacturer with a com-

DESIGN MARGIN



m CHAPTER 4

CIRCUIT CHARACTERIZATION AND PERFORMANCE ESTIMATION

EEEEEY Uniform and normal distributions

mercially viable CMOS process should be able to supply a set of device parnmeters that are
guarantesd to yield at this rate. However, s the variations ase getting more iigniﬁn:-ml,
destgmers are moving toward seatisrical rather than wosst-case design [ Borkar03],

EENN Supply Voltage

Systerns are designed to operate at a nominal supply volrage, but this voltage may vary for
many reasons including tolerances of the valtage regulator, TR drops along supply rails,
and difdt neise. The system designer may tradeoff power supply noise against resources
devored to power supply regulation and distribution; typically the supply is specified at
+10% around nominal ut each logic gate. In other words, the variation has a unifoom dis-
tribution with a half-range of 10% of ¥, Speed is roughly proportional to Fip, so to first
order this leads to £10% delay variations (check for your process and voltage when this is
critical}. Power supply variations also appear in noise budgets.

EEE Temperature

Section 2.2.3.7 showed that as temperature increases, drain current decreases. The junc-
thon temperatune of a transistor is the sum of the ambient temperature and the tempers-
rure rise caused by power dissipation in the package. This rise is determined by the power
consumption and the package thermal reststance, a8 discussed in Section 12.2.4.

Table 4.12 lists the ambient temperature ranges for parts specified to commercial,
industrial, and military standards. Parts must operate ar the bottom ¢nd of the ambient
range unkess they are allowed time to warm up before use. The junction temperature may
significantly exceed the maximum ambient temperature, Commonly commercial parts are
verified to operate with junction temperanures up to 1107 w0 125° C.
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Table 4.12 Ambient t

EEEl Process Variation

Dievices and interconnect have variations in film thickness, lateral dimensions, and doping
concentrations [Bernstein99]. These variations occur from one wafer 1o another, between
dice on the same wafer, and across an individaal die; variation is generally smaller across a
die than between waffers. These cffects are sometimes called inter-aic and imtra-die varia-
tions; intra-die variation is also called process 4l because certain parameters may slowly
and systematically vary across a die. For example, if an ion implanter delivered o greater
dose nearer the center of a wafer than near the periphery, the threshold voltages might 6l
rudially across the wafer.

For devices, the most important variations are channel lengrh I, oxide thickness £,
and threshold voltage F.. Channel length varistions are caused by photolithography prox-
imity effects, deviations in the optics, and plasmn etch dependencies. Oxide rhickness is
well controlled and generally is only significant between wafers; its effects on perfor-
mance are often lumped into the channel length variation. Threshold voltages vary
because of different doping concentrations and annealing effects, mobile charge in the
gate oxide, and discrete dopant varistions caused by the small number of dopant atoms in
tuny transistors.

For interconnect, the most important variations are line width and spacing, metal and
dielectric thickmess, and eontact resistance. Line width and spacing, like channel length,
dhepend on photolithography and etching prosemity effects. Thickness may be influenced by
polishing. Contuct resistance depends on contact dimensions and the etch and clean steps.

EEEX Design Corners

From the designer’s point of view, the collective effects of process and enviranmental vari-
ation can be lumped into their effect on ransistors: fypical (also called memimad), fise, or
slens, In CMOS, there are two types of transistors with somewhar independent character-
istics, so the speed of each can be characterized. Moreover, interconnect speed may vary
independently of devices. When these processing variations are combined with the envi-
ronemental variations, we define deign or preces carners, The term corner refers to an imag-
ircary box that surrounds the guaranteed performance of the circuits, shown in Figure 4.59,
The box s not square because some characteristics such as axide thickness track between
devices, making it impossible to simultancously find a slow nMOS transistor with thick
oxide and 3 fast pMOS transistor with thin oxide.

pesich marcin - [EEENEEEN
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Table 4.13 lists a number of important design comers. The cor-
ners are specified with five letters describing the nMOS, pMOS,
interconnect, power supply, and temperature, respectively. The letters
are F,'T, and 8, for fiur, typicel, and sleta The environmental corners
for 3 1.8 V commercial process arc shown in Table 4.14, illustrating
that circuits are fastest at high voltage and low temperature. Circuits
are most likely to fail at the comers of the design space, so nonstund-
ard circuits should be simulated at all comers to ensure they operate
correctly in all cases. Often integrated circuits are designed to meet 2
timing specification for typical processing. These parts may be
bismed; faster parts are rated for higher frequency and sold for more
money, while slower parts are rated for lower frequency. In any event,
the parts must still work in the slowest 55555 environment. Other
integrated circuits are designed to obrain high yield at a relatively low
frequency; these parts are simvulated for timing in the show process
corner, The fast corner FFFFF has madmum DC power dissipation
because threshold voltages are lowest, Other corners are used 1o
check for races and ratio problems where the relative strengths and

speeds of different transistors or interconnect are impartant. The FFFFS comer is impor-
rant for noise becanse the edge rates are fast, causing more couplingg the threshold volmges
are low; and the beakage is high [Shepard99].

Often the comers arc abbreviated to fewer letters. For example, two letters generally
refer to nMOS and pMOS. Three refer to nMOS, pMOS, and environment. Four refer to
aMOS, pMOS, valtage, and temperature,

Table 4.13 Design corner checks

l_f:_:_rnw
nMOS pMOS | Wire |
T T T
5 5 g
F F F
F F F
s 5 F
F F 5
5 I T
F 5 T

Fed Wl T 1 F'm
Fop | Temp
5 S |timing specifications (binned parts)
5 § |tdming l]rﬁﬁmﬂrnm (conservative)
F F [DC power dissipation, rce conditons, hold time constraints,
pulss collapss, naise
F §  |subthreshold leakage noise, overall noise analvsis
5 5§  |races of gates against wires
F F  |races of wires against gates
4 F  |pseudo-sMOS & ratioed circuits noise margins, memory
read/write, race of pMOS aguinst aMOS5
F F  |ratived circuits, memory read/write, mce of nMOS against

pMOS
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Table 4.14 Environmental corners

1t is imporrant to know the design comer when interpreting delay specifications, For
example, the datasheet in Figure 4.25 is specified at the 25" CTTTT comer. The 55 cos-
mer is 27% slower, The cells are derated at =71% per volt and 0.13%"C, for additional
penalties of 13% cach in the low voltage and high temperature corners. These factors ane
mubtiplicative, giving 5558 delay of 1.62 times nominal,

[HoO1] and [Chinnery02] find the FO4 inverter delay can be estimated from the
effective channel length L as:

® La* (036 pe'nm) in TTTT comer
& L (050 pefnm) in TTSS comer
® Le (0,60 pe'nm) in 5555 comer

Mote that the effective channel lenygth is nggrressively scaled faster than the drawn channel
length to improve performance. Typically L g = 0.5-0.7 Ly For example, Intel's 180 nm
process was orginally manufactured with Ly = 140 nm and evenmally pushed to L 5=
100 nm. Our model predices an FOM inverter delay of about 70-50 ps in the TTSS comer
where design usually rakes place.

In addition to working st the standard process corners, chips must function in a very
high temperature, high voltage dwrn-in comer (e, 125-140" C cxternally, correspanding
to an even higher internal temperature, and 1.3-1.7x nominal ¥op [Vollertsen99]), as
described in Section 9. While it docs not have to run at full speed, it must operate cor-
rectly so that all nodes can toggle. The burn-in corner has very high leakage and can dic-
tate the size of keepers and weak feedback on domino gates and seatic latches.

Processes with multiple threshold valtages and/or I'.|'H,I.JI'I|'F||t made thicknesses can see
each flnvor of transistor independently varying as fast, typical, or show. This can easily lead
o mare comers than anyone would care to simulate and raizes challenges about identify-
ing what corners must be checked for different rypes of circuits,

EEEl Matching

There are many cases in which the designer carcs how well two nominally identical tran-
sistors match. For example, in a sense amplifier, the minimum voltage that reliably can be
sensed depends on the offset voltage of the amplifier, which in tumn depends on mismatch
between the input transistors. Differential pairs used in most analog cireuits are alio very
sensitive 1o mismatch between input transistors. In a clock distribution nerwork, we would
like to distribute a clock to all points on a chip at the same time and mismarch leads

DESIGN MARGIN | EECHENE
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clock skew, It is cleatly overkill to model one transistor as fast and an adjscent transistor as
slowr because nearby transistors experience similar processing; such consenvative modeling
would make design impossible. On the other hand, it is also clear that the two transistors
are not identical, Designers should be able to obtain data about process variation from the
manufacturer. Unfortunarely, this data is often not available. Even if the manufacourer has
characterized the process for variation, the dara is usually 1 closely guarded trade secret,
Mareover, manufacturers do ot like 1o share the information for fear that it will become
part of the process specification and prevent process modifications that lead 1o faster tran-
sistors at the expense of different variabilities. Nevertheless, device matching is a critical
parameter for caloulating clock skew and is an incressingly important specification for a

process.

Mismatches occur from both rystematic varisbifity and uncersainty [Naffziger02]. Sys-
tematic variability has a quantitative relationship to a source. For example, an ion
irnplanter can systematically deliver a different dosage to different regions of o wafer. Sim-
iharly, polysilicon grites can systemantically be etched narrower in regions of high polysilicon
density than low density. Uncertuinty occurs when the source is unknown, random, or too
costly to model. Systematic variability can be modeled and nulled out; for eample, in
principle, you could examine a layout database and caleulate the crching variations as a
funcrion of neachy layout, then simalate o cirouit with suitably adjusted gate lengths. In
practice, systematic variability often must be treated as uncertainty becunse of limited
modeling resources, Procen rilt describes the tendency for parameters fo slowly vary from
one corner of the die to another. Adjacent transistors tend to match better than widely

anes.

Variations in transistor threshold voltage and current have been found expenimentally
tor scale with 1/ 4. [Pelgrom89]. Device parsmeters depend on device size, orientation,
and nearby polysilicon density. Therefore, for good marching it is hest to build identical,
relatively large transistors oriented in the same direction. For the same total gate area BT,
bonsg-channel transistors match better, so sense amplifiess can be buils with longer than
minimim devices [Lovett98]. When marching is especially critical, as in clock buifers,
you can surround the transistor with a consistent pattern of palysilicon so all transistors
see comparable nearby polysilicon densities. Threshold voltage vanations are primarily
caused by statistical fluctuations in the number of dopant atoms in the channel
[Mizuno94). As transistors shrink, they contain fewer dopant atoms and the statistical
uciuations become maone sevene,

Matehing probiems can be characterized as systematic, andom, drift, or jitrer. Sys-
tematic mismarches inchude factors that can be modeled and simulated at design time,
such as wires of different lengths. Random mismarches include most process variations
{length, threshold, and interconniect) that are either truly random or too costly to model.
These mismatches do not change with time, so they can be nulled out through feedback
circuits that detect the variation and compensate, Dirift mismatches, notably temperatare
variation, change slowly with time as compared to the operating frequency of the system.
Drift can again be aulled by compensation circuits, but such circuits must sample repeat-
edly faster than the drift occurs rather than just once at manufacturing ot startup. Jitzes,
aften from voltage variations, is the most difficult canse of mismarch. It occurs at frequen-
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cies comparable 1o or faster than the syitem clock and thercfore may not be eliminared
through feedback.

As an example, [Harris01b] presents process variation data used vo model the clock
distribution network of the Itanium 2 processor in the Intel 180 nm process [Yang98).
The primasy sources of random mismatch are channel lengths and threshold volrages. The
channel length has both o component slowly varying across the die and a random compo-
nent with no apparent spatial correlation, The slowly varying component varies over a
12.5 nm half-range for transistors separated by 4 mm or more; neasby transistors see loss
varuation and adjacent transistors see no variation. The random component is modeled
with a standard deviation of 3.3 nm, The threshold voltage variation has a Gaussian distri-
bution with an inverse area dependence. It is treated as 16.8 mV for small aMOS transis-
tors, 14.6 mV for small pMOS transistors, 7.9 mV for large nMOS transistors, and 6.5
mV for large pMOS transistors. Large tmansiswrs are defined as those with width excend-
ing 12.5 pm.

EEEd Delay Tracking

Another common design problem is how to build mafched delays; for cxample, clock-
delayed domino (sce Section 7.5.4.2) needs to provide clocks to gates afrer their inpurs
have settled. The clocks must be matched to the gate delay; if they wrrive late, the system
funetions slower, but if they arrive early, the system doesn’t work at all. Therefore, it is of
great interest to the designer how well two delays can be matched.

The best way to build matched delays is to actually provide replicas of the gates thar
are bemng matched, For exmmple, in 2 static RAM (see Section 11.2.3), replica batlines are
used to determine when the scnse amnphifier should fire. Any relative variation in wire, dif-
fusion, and gate capacitances happens to both creuits.

In many situations, it is not practical to use replica gates; instead, o chain of inverters
cun be used. Unfortunately, even if there is no intra-die process variation, the inverter
delay may not exactly track the delay it matches across design comers. For example, if the
inverter chain were matching a wire delay in the typical comer, it would be fister than the
ware in the FFSFF corner and slower than the wire in the SSFSS corner. This variation
requines that the designer provide margin in the typical case so that even in the worst case,
the matched delay does not arrive too early. How mmsch margin is necessary?

Figure 4.60 shows how gate delays, measured as a multiple of an FO4 inverter delay,
vary with process, design cormers, remperature, and voltage. The cireuit studied include
complementary CMOS NAND and NOR gates, domino AND and OR gates, and a 64-
bit domino adder with significant wire RC delay. Figure 4.60{a) shows the gate delay of
various circuits in different processes. The adder shows the greatest variation because of its
wire-limited paths, but all the cironits track to within 20% acros processes. This indicates
that if a circuir delay i measired in FO4 inverter delays for one process, it will have a
comparable delay in a different process. Figure 4.60(b and ¢} shows gate delay scaling with
power supply voltage and temperature. Figare 4.60(d) shows what combination of design
cofner, voltage, and temperature gives the largest variation in delsy normalized o an FO4
inverter in the same combination in the (bé pm process. Observe that the variation is
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smallest for simple static CMOS gates that most closely resemble inverters and can reach
309% for some gates, These figures demonstrate that an inverter chain should have a nomi-
nal delay about 30% greater than the path it matches so that the inverter ourput abways
arrives later than the marched path across all combinations of veltage, tempersture, and
design comers. This is a hefty margin and discourages the casual use of matched delays.



4.8 Reliability

Dresigning reliable CMOS chips involves understanding and addressing the potential fail-
ure modes [Greenhill02, Bernstein®9], This section addresses reliability problems (and

srrerr) that cause integrated cirewits to {21l permanently, including:
# Electromigration
* Self-hearing
* Hoxt carriers
* Latchup
& Ohwervoltage failure

This section also considers transient failurcs (soff ermrs) that cause the system to crash or
lose data. Circuit pitfalls and commeon design errors are discussed in Section 6.3,

EEXN Reliability Terminology

A number of acronyms are commonly used in describing refiability [Tobias95]). MTBF is
the meam fime betroeen firifures: (# devices » hours of operation) / # failures. FIT is the fal-
wrei in fime, the number of failures that would oceur every thousand hours per million
devices, or equivalently, 10° * (filure rate/hour), 1000 FIT is one failure in 10* hours =
114 years. This is good for a single chip. However, if a system contains 100 chips cach
ruted at 1000 FIT and o customer purchases 10 systems, the fathere rate is 100 = 1000 = 10
= 10" FI'T, or one fullure every 1000 hours {42 days). Reliability targets of less than 100
FIT are desirahle.

Most gystems exhibit the harbiud crve shown in Figure 4.61. Soon after birth, sys-
tems with weak or marginal components tend to fail. This period is called fmfint mortafiy
Reliable systems then enter their wreful gperating Jife, in which the failure rate i3 low,
Finally, the failure rate increases at the end of life as the system wears out. It is important
to age systems past infant morrality before shipping the produces. Aging is accelerared by
stressang the part through duwrn-in ot higher than normal voltage and temperature. Modes
must toggle during burn-in to stress all parts of the system. Therefore, the circuits must be
functional even under burn-in conditions.

Systems are also subjected to accelerared life testing during burn-in conditions to
simulate the aging process and evaluate the time to wearout, The results are extrapolated
to normal aperating conditions to judge the actual useful operating life. This process is
time-consuming and comes right ar the end of the project. Part of any high- mlmehjp
design will necessarily include dm,gmng a reliability assessment program that consists of
burn-in boards deliberately stressing a mumber of chips over an extended period. Design-
ers have tried to develop reliability simulators to predict lifetime [Hu92, Hwu2], bur
physical testing remains important. For high-volume parts, the source of failures is tracked
and common points of failure can be redesigned and rolled into manufscniring,
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EEEl Electromigration
Electramigration canses wearout of metal interconnect through the formation of voids
[Hu95]. High current densities lead to an “electron wind” that causes metal atoms to
migrate over time. Remarkable videos taken under a scanning electron microscope show
void formation and migration and wire failure [Meber99]. The problem is especially severe
for aluminum wires; it is commonly alleviated with an Al-Cu or Al-5i alloy and i much
less important for pure copper wires because of the different grain transport properties.
The electromigration properties also depend on the grain structure of the metal flm.
Electromigration depends on the current density = M. It is more likely to occur for
wires carrying 3 DIC current where the electron wind blows in a constant direction than for
those with bidirectional currents [Liew90]. Electromigration current limirs are usually
expressed as a maximum f;. The mean fime to faihare (MTTF) also is highly sensitive 1o
operating temperarure as given by Black's Equarion [Blacks%]:

i

T

Ja

MTTF o

{4.72)

where E, is the activation energy that can be experimentally determined by stress testing at
high temperatures and # is typically 2, The electromigration [ cusrent limits vary with
materials, processing, and desired MTTF and should be obtained from the fabrication
vendor, In the ahsence of berter informarion, a maximum J, of 1=2 mA/jum? is a conserva-
tive limit for aluminum wires ar 110°C [Rzepka98], although 10 mAjum? ar berter may
be achievable for copper wires [ Young00]. Current density may be even more limited in
COMEACT Ouls.
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EEEY Self-heating

While bidirectional wires are less prone to electromigration, their current density is still
lirnited by salf-bearing, High currents dissipate power in the wire, which raises its ambient
temperature. Hot wires exhibit greater resistance and delay. Electromigration is akso highly
scraitive 1o temperansre, so self-heating may cavse temperature-indduced electromigration
problems in the bidirectional wires. Brief pulses of high peak currents may even melt the
interconnect, Self-heating is dependent on the RMS current density, This can be mea-
sured with a cireuit simulstor or caloulated as

/jmj‘a
o ® 1! RT— (4.73)

A reasonable rule to control reliability problems with self-heating is
te keep [, « 15 mA/um? for bidirectional aluminam wires
[Rzepka¥8] on a silicon substrate. Sclf-heating is especially signifi-
cant for SO0 processes because of the poor thermal conductivity of
SH0,.

In sumumary, electromigration from high DC current densitics is
primarily a problem in power and ground fines. Self-heating limits
the RMS eurrent density in bidirectional signal lines. However, do
not overlook the significant unidirectional currents that Aow through
the wires contacting nMOS and pMOS transistors. For example,
Figure 4.62 shows which lines in an inverter are limited by DC and
RMS currents. Both problems can be addressed by widening the
lines o rechucing the ransistor sizes (and henee the aurrent).

EXEN Hot Carriers

As transistors switch, some high-energy ("hot™) carriers may be injected into the gate
oxide and become trapped there, The damaged cxide changes the -V characteristics of the
device, reducing current in nMOS transistors and increasing carrent in pMOS transistors.
Damage is maximized when the substrate current [, is large, which typically occurs when
nMOS transistors are in samuration while the input rises. Therefore, the problem is worse
for inverters and NOR gates with fast rising inputs and heavily loaded outputs
[Sakuraifi], and for high power supply voltages.

Hot carriers cause circuit wearout as nMOS rransistors become too slow. They can
also cause failures of sense amplifiers and other matched cirewits if matched compenents
degrade differently [Huh98]. Hot electron degradation can be analyzed with simulators
[Hu%2, Heu?1, Quader?4]. The wear is limited by serting maximum values on input rise-
time and stage electrical effort [Leblebici96]. These maximam values depend on the pro-
cess and operating voltage.
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A related aging mechanism is negative M remperature instability (NBTT), which leads
to & decrease in pMOS transistor current as transistors wear at high temperature
[Doyle®1]. NBTI results from trapped holes in the oxide coupled with the creation of
interface states. Like hot carriers, it leads to cirewin filures from increased delay and
poorer matching [Reddy02]. NBTI shifts depend on the electric field seen by the device
and can be locked in to the device by high-voltage stress during burn-in; this is good
because it allows testing with full NBTI degradarion.

EEE Latchup

Early adoption of CMOS processes was slowed by a curious tendency of CMOS chips o
develop low-resistance paths between Fop and GND, causing catastrophic meltdown, The
phenomenon, called fefedup, occurs when parasitic bipolar transistors formed by the sub-
strate, well, and diffusion turn ON. With process advances and proper layout procedures,
latchup problems can be easily avoided.

The cavse of the latchup effect [Estreich82, Troutman86] can be understood by
examining the process cross-section of 8 CMOS inverter, shown in Figure 4.63(a), over
which is overlaid an equivalent circuir. In addition to the expected nMOS and pMOS
transistors, the schematic depicts a circuit composed of an npn-transistor, 4 pnp-transistor,
and e resistors connected between the power and E‘l‘ﬂl]]‘ld rails {Fixl.ﬂ'l: 4.463B)). The
npn-transistor is formed between the grounded n-diffusion source of the nMOS rransis-
tor, the p-type substrate, and the n-well. The resistors are due 1o the resistance through
the substrate or well to the nearest substrate and well taps. The cross-coupled transiston
form a bistable silicon-contralled rectifier (SCR). Ordinarily, both parasitic bipolar tran-
sistors are OFF. Larchup can be wriggered when transient currents flow through the sub-
strate during normal chip power-up or when external voltages outside the normal
operating range are applied. If substantial current flows in the substrate, ¥, will rise,
turning ON the npn-transistor. This pulls current through the well resistor, bringing down
Fog and tuming ON the pnp-transistor. The prp-transistor current in fum raises F,, ini-
tiating 4 positive feedback loop with a large current flowing between Fp,, and GNIY that
persists until the power supply is turned off ar the power wares melt.

Fortanately, latchup prevention is easily accomplished by minimizing R, and R_,.
Some processes use a thin epitaxial layer of lightly doped silicon on top of a heavily doped
subitrate that offers a low substrate resistance, Most importantly, the designer should
place substrate and well taps close to cach transistor, as deseribed in Section 1.5.1. A con-
servative guideline is to place a tap adjacent to every source connected to Fyy or GND. If
this is not practical, you can obfain more detailed information from the process vendor
(they will normally specify a maximum distance for diffusion to substrate/well tap) or try
the following guidelines:

# Every well should have st least one tap.

® Al substrate and well taps should connect directly to the appropriate supply in
mectal.
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GEERED origin and model of CMOS latchup

= A tap should be placed for every 3-10 transistors or svery 25-100 pm (this distance
is process-dependent).

® aMOS transistors should be chustered together near GND and pMOS mransistors
should be clustered together near ¥y, avoiding convobated structures that inter-
twine nMOS5 and pMOS mansistors in checkerboard patterns.

103 pads are especially susceptible to luchup because exvernal voltages can ring below
GND or above Fop, forward biasing the junction between the dmin and substrate or well
und injecting current into the substrate, In such cases, puard nngs should be used to col-
lect the current, as shown in Figure 4.64. Guard rings are simply substrate or well taps tied
to the proper supply that completely surround the transistor of concern. For example, the
n+ diffusion in Figure 4.64(b) can inject electrons into the substrate if it falls 1 diode drop
below 0 volts. The p+ guard ring tied to ground provides a low-resistance path 1o collect
these clectrons before they interfere with the operation of other circuits outside the guasd
ring. Al diffusion stractares in any cincuit connected o the external world must be guasd
ringed, i.e., n+ diffusion by p+ connected ro GND or pe diffusion by n+ connected to Frp
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n+ guard ring
(1] b

Guard rings

For the ultra-paranoid, double guard rings may be employed, i.c., n+ ringed by pe 10
GND, then n+ to Fy, or ps ringed by ne to Fip, then pe to GND.

s3] processes avoid iitﬂ'lu]: mﬁr:ljr bhecume 1h:_'|."|:m nG pnmil:h: 'h]puh.l! SIrOCires.
Also, processes with Fig, < 0.7 are immune to latchup because the parasitic transistors will
never have a large enough base-to-emitter valtage to urm on. In general, low-voltage pro-
cesses are musch less susceptible to latchup problems.

EEXA Overvoltage Failure

Tiny transistors can be easily damaged by relatively low voltages. Overvoligge relisbility
problems can arise from electroatatic discharge, oxide breakdown, punchthrough, and
time-dependent dielectric breakdewn of the gate mdde. Elactrostanic dichange (ESD) from
static electricity entering the 10 pads can canse very large voltge and curment transients
and & discussed further in Section 12,4,

Undesired valtages applicd to the gate can cause dreadderon and arving across the thin
oxide, destroying the device. Higher-than-normal voltages applied berween source and
drain lead to premchtfroupd when the source/drain depletion regions touch. Both problems
lead to @ maximum safe voltage that can be applied to transistors, For maodern processes,
this voltage i often much less than the 1'O standard voltage, requiring a second type of
transistor with thicker axides and longer channels w endure the higher 140 voltages.

Grate oxides wear out with time 25 tunneling currents cause imeversible damage to the
axide; this problem is called fime-dependent dicfectric sreatdewn (TDDB). The failure rate
is exponentially dependent an the temperature and oxide thickness; for a 10-year Life ar
125" C, the ficld across the gare E_ = Fpp/s, should be kept below about 7 M¥/cm =
0.7 V/nm [Moazzami®]. The problem is greatest when voltage overshoots occur; this can



e caused by noisy power supplics or reflections ar 1O pads. Relimbility is improved by
lowering the power supply voltage, minimizing power supply noise, and using thicker

EEEl Soft Errors

In the 19705, as dynamic RAMs (DRAMs) replaced core memories, DRAM vendors
were puzzled to find DRAM bits occasionally Aipping value spontancoushy. At first, the
ermars were attributed to “system noise,” “voltage marginality,” “sense amplificss.” or “pat-
tern sensitivity,” bur the errars were found to be random. When the corrupted bit was
rewritten with a new value, it was no more fikely than any other bit to experience another
error. In a classic paper [May??], Intel identified the source of these soft errors as alpha
particle collisions that generate electron-hole pairs in the silicon as the particles lose
energy. The excess carriers can be collected into the diffusion terminals of transistors. If
the charge collected is comparsble to the charge on the node, the voltage can be disturbed.

Soft emors are random nonrecurring single bit emrors in memory devices, including
SRAM, DRAM, registers, and larches. Alpha particles from decaying uranium and tho-
rim impurities in integrated circuit interconnect and packaging is a major source of soft
errons at sea level, often cansing a 5o ervor rase (SER) of 100-2000 FIT/Mb [Hazucha00].
The neutron flux from cosmic rays is low at sea level, but two orders of magnimde larger at
aireraft flight altivades [Ziegler®6]. These cosmic rays cause wp to 10 FTT/Mb ar Highe
alticudes.

Soft errors are minimized by maintuining at keast some critical charge Q. (@ = CF)
on state nodes. This is difficulr is memory cells become smaller and hence have less capac-
itance, and as power supplies get lower. DRAMSs use exoric structures such as trench
capacitors to hold sufficient change. Fortunarely, small cells require less (1., because of
therr small area 1o collect carners,

The error rate is also affected by the proximity of alpha sources. Flip-chip rechnology
with solder bumps bonded directly 1o the die poses special risks because impurities in the
lead bumps emit a high alpha particle flux, Some companies avoid placing solder bumps
directly over RAMS or other sensitive circuits. Aged lead {e.g., from Roman pipes) has
outlived the eontaminant half-lves and s much safer. Similarly, highly porified aheminum
interconnect reduces the alpha flux from chip wires [ Juhnke5].

Finally, error detecting and correcting codes can be used to tolerate soft errors in
memories without data corruption. These codes will be discussed further in Section
10.7.24.

49 Scaling

The only constant in VLSI design is constant change. Figure 4.65 shows the year of intro-
duction of [ntel microprocessors in each feature size on a logarithmic scale, indicating that
feature size reduces by 30% from one generation to the next every 2 to 3 years. As transis-
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tors become smaller, they switch faster, dissipate less power, and are cheaper to manufac-
ture! Diespite the ever-increasing challenges, process advances have actually accelerated in
the past decade. Such scaling is unprecedented in the history of technology. However,
scaling also exacerbates noise and reliability issues and introduces new problems, Design-
ers need to be able to predict the effect of this feature size scaling on chip performance to
plan furure products, ensure existing products will scale gracefully to futare processes for
cost reduction, and anticipare looming design challenges. This section examines how tran-
sistors and interconnect scale, and the 1mp1u'lnnnl nt'mllmg for design. The Semicon-
ductor Indusery Association prepares and maintains an International Technology

for Semiconductors predicting fumre scaling. Section 4.11 gives a case study of
how scaling has influenced Intel microprocessors over thres decades.

1885 1470 1978 1080 1888 1990 1908 XG0 220408
Ymar

Yeor of intmoduction of prooessss

EERN Transistor Scaling

First-order comutant fiedd MOS scaling theory is based on 2 model formulated by Dennard
[Dennard?4]. The characteristics of an MOS device can be maintained and the basic
operational characteristics can be preserved if the critical parameters of 2 device are scaled
by a dimensionbess factor & These parameters include

& Al demenszons (in the &, g and = dirctions)
* Device voltages
* Doping concentration densities



4.9 SCALING

Another approach is fateral sealing, in which only the gate length is scaled. This is
commonly called a gate sbring because it can be done easily to an existing mask database
for a design.

The effects of these types of scaling arg illostrated in Table 4.15, The industry gener-
ally scales process generations with § = 'iF:!--TiIIIF doubles the number of transistors per

unit aren with each generation and doubles transistor performance every two generations

under constant field scaling. A 5% gate shrink (5 = 1.05) is commonly applied as 2 process
becomes mamre ta boost the speed of components in that process.

Table 4.1% Influence of scaling on MOS device characteristics
Parametor | Sensitivity [ Comstan} | Lateral
Scaling Parameters
Length: I. 1% 1/
Width: W ' 77 E
Cate coride thickness: £, VS I3
Supply voleage: Fog . BT 1
Threshaold 'r-l.ﬂl!igl:'. o F"'? _ 148 _ 1
Substrare doping: N, 5 I
Dervice Characteristics
B W1 . 5
Lt
Current: [, s s
B on =¥’
Resistance: R - I 1 |1/
il ¢ §
{a
Gate capacitance: © WL vE 1/5
s
Gate delay: RC 173 UF
Clock frequency: £ ET ¥ F
Dynamic power dissipation (per gatel P | C9f Vs 5
Chip area: A UE 1
Power density 7 1 5
Current density LA 5 £




m CHAPTER &  CIRCUIT CHARACTERIZATION AND PERFORMANCE ESTIMATION

For conssant feld scaling, all devige dimenstons, incloding channel length L, width
W, and axide thickness £, are reduced by a factor of 1/5. The supply volage Fop, and the
threshold volrages are also reduced by 1/8. The substrate doping NV, is increased by 5
Because both distance and voltage are scaled equally, the electric field remains constant.
This has the desirable effect that many nonlinear factors essentially remain unaffected.
Because both L and ¢, scale at the same rate, the gate capacitance per micron of width

crom 128 als0 remained approximately constant ar 1.5-2 {F/jam, as described in Section
231,

A gate shrink scales only the channel length, leaving other dimensions, voltages, and

ing levels unchanged. This offers a quadratic improvement in gate delay according to
the first order model, In practice, the gate delay ijnpu'mﬂm:m is closer to linear because
velocity saturation leeps the current and effective resistance approstimately constant.

Histarically, feature sizes were shrunk from 6 pm to 1 jpm while maintaining a 5 V
supply ml:ig: This was called consfanr volfage scaling and offered quadratic delay
improvernent 25 well as cost reduction, [t also mainmined continuity in IO voltage stan-
dards. Constant voltage sealing increased the electric fields in devices. By the 1 um gener-
ation, velocity saturation was severe enough that decreasing feature size no longer
i device current. Device breakdown from the high field was another risk. There-
fore, constans Aeld scaling has been the rale for modern devices.

Example

Most processes have gate capacitance of roughly 2 fFjum. If the FO4 inverter delay
of o process with feaneres size f(in nm) is 1/2 ps = f estimate the ON reststance of a
wnit (1,2, 4 L widel al OS5 transistor

BRI A FOM inverter has a delay of 5 1 = 15 RC. Therefore,

Re-if _f @ (4.74)

A unit transistor has width #' = 2fand thus capacitance of C = 4f {F/um. Solving
for R,

B33 k1 {4.75)

[LE_

Wnm A4S n-‘]

Hun::hnthnnmdmﬂmﬂfmmm:.mmwf-mmu
roughly independent of feature size, while the jrate capacitance decreases with fea-

m&.ﬂﬂuﬂhﬁﬂﬂﬂpﬁuﬂupﬂmumﬂyuﬂ:ﬁn&nﬂu”ﬂm
sitwe while the resistance = micron decreases with feanare size.



The FO4 inverter delay will scale as 1/8 assuming ideal constant-feld scaling, As we
saw in Section 4.7.4, this delay is commaonly 1/2 pa'nm of the effective channel length for
rypical processing and worst-case environment, Aggressive processes achieve delays in the
short end of the range by building transistors with effective channel lengths somewhat
shorter than the feanere size would imply.

EEEY interconnect Scaling

Two comiman approaches to interconncet scaling arc to cither scabe all dimensions or kecp
the wire height constant. Table 4.16 shows the resistance, capacitance, and delsy per unit
length for each of these techniques, Wire length decreases for some types of wires, but
may increase for others. Local and scaled wires are those that decrease in length during
scaling. For example, a wire across a 64-bit ALL is doeal becanse it becomes shorter as the
ALLY is migrared to a finer process. A wire across a particular microprocessor is sealed
because when the microprocessor is shrunk to the new process, the wire will also shrink.
However, wines crossing next gencration microprocessors are plahal because the next gen-
eration microprocessor die is likely to be larger (by a facror of D), on the order of 1.1) than
the previous generation, so the cross-chip wires pet longer rather than shorter. The table
also shows scaling of wire defay for interconnect with and without repeaters,

Unrepeated interconnect delay is remaining about constant for local interconnect and
incressing for global interconnect. This presents a problem because transistors are gerting
faster, so the ratio of interconnect to gate delay increases with scaling. An increasing frac-
tion of cireuits are limived by wire delay rather than gate delay, and designers must devote
greater sttention to wire engincering and repeaters.

In older processes where wire width and spacing were much greater than wire thick-
ness, it was advantageous to scale wires by reducing the width and spacing, but not the
thickness. This avoids the quadratic increase in wire resistance per unit length and was
scceptable because fringing capacitance was 2 emall fraction of the whole. In modern pro-
cesses with aspect ratios of 1.5-2.2, fringing capacitance accounts for the majonity of the
total capacitance. Scaling spacing but not height increases the fringing capacitance enough
that the extra thickness scarcely improves delay. Moreover, the coupling capacitance to
nearby nesphbors causes pevens crosstallke. Therefore, it is now commaon to reduce thickness
of lower-level metal interconnect with each generntion. OF coarse, process engineen: can
choose from a continunm of possibilities berween Linearly scaling wire thickness and keep-
ing wire thickness constant,

Observe that when wire thickness i scaled, the capacitance per unit length remains
constant. Henee, a reasonable initial estimate of the capacitance of 2 minkmum-pitch wire
is about 0.2 fF/um, independent of the process. In other words, wire capacitance is
roughly 1/10-1/6 of gate capacitance per unit length.

4
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Table 4.16 Influence of scaling on interconnect characteristics

Paramator | Semitivity | Reduced | Constant
' : | Thickness | Thickness
A& E-:ih'q_ Pararmetars
Width: = - _ | 1/3
EF:u:_i_ng'. ! _ _ 175
Thickness: ¢ . _ s | 1
Interbayer axicle hezght: & 145
Characteristics Per Unit Length I : i
Wire resistance per unit length: ],
2 5 5
o
i-'ﬁngj.ng capacitance per unit length: O, r
- 5
’ 1
Buarallel plare capacitance per umit lengrhe
Cp - I 1
A
Tl wire capacitance per unit length: € ' O+ Oy 1 berween 1, &
Unrepeated RC constant | e Lo berween 5,
per unit lengeh: ¢, 5
Repeated wire RC delay per unit length: ¢, — . bepween 1,
(assuming constant field scaling of gares in | RCRC, & i
Tuble 415)
Crosstalk noise
L 1 5
]
Local’Scaled lntemnconnect Characterislics
Length: / . /5
Unrepeated wire RC delay M 1 between
1781
ﬁrix-na:l wire delay ' it ' Ji7s between__
VE +155
| Giobal Inteeconnect Characteristics
Length: / _ L
Unrepeated wire RC delay o s between
_ _ _ i B
Repeated wire delay [/ between I3,
D5 DS
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EEE] International Technology Roadmap for Semiconductors
The incredible pace of scaling requires cooperation among many companies and research-
ers both to develop compatible process steps and to anficipate and address fumre chal-
lenges before they hold up production. The Semiconductor Industry Association develops
and updates the International Technology Roadmap for Semiconductors [SIADZ] to forge
a consensus so that development efforts are not wasted on incompatible technologies and
to prediet future needs and direct research efforts. Such an effort to predict the future is
inevitably prone to error, and the industry has scaled feature sizes and clock frequencies
maore rapidly than the roadmap predicted in the late 1990s. Nevertheless, the roadmap
offers 2 more coherent vision than one coald obtain by simply interpolating straight lines
through historical scaling data.

The ITRS forecasts a major new technology generation, also called rechnodagy made,
approximately every three vears. The scaling between generanions is madinionally

5=+2

g0 the number of rransistors per unit ares doubles every generation. Table 4.17 summa-
rives some of the predictions, particularly for high-performance microprocessors. How-
ever, serious challenges lie abead, and major breakthroughs will be necessary in many areas
to maintain the scaling on the readmap. The FO4 delays/cyele figure i extracted assam-
ing the I'O4 delay in picoseconds is onc-third of the feature size in nanometers. These
eyele times appear problematic because it bs very difficult for a digital signal to swing mil to
rail in less than & FO4 delays. Refer to the ITRS for anmeal epdares.

Table 4.17 FPredictons from the 20032 ITRS

Year 2001 | 2004 2007 | 2010 2013 | 2016
Feature size (nm) 130 a0 5 | 45 . 33 | 22

Voo (V) 11-12 | 1-12  07-11 0410 | 0509 0409
Milbions of ransstors’die 193 185 773 1564 W92 6184
Wiring levels 810 | 913 | 10-14 | 1014 | 11-15 | 1115
Intermediate wire pitch (nm) | 450 275 195 135 95 #5

Interconnect diclectric 336 | 2631 2327 | 21 | 19 | 18

m:nnl - - - - .

10 sigmals 1024 1024 1024 1280 1408 1472
Clack rate (MHz) 1684 3990 6739 | 11511 @ 19348 28751
FO4 delays/cycle 137 | B4 | 68 | 5B | 48 | 47

Maximum power (W) 130 160 190 218 28] 288

DRAM capacity (Gbirs) 0.5 1 | 4 £ | 1 | o4
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EEEY impacts on Design

One of the Emitations of first-order scaling is that it gives the wrong impression of being
able to scale proportionally to zero dimensions and zero veltage, In reality, & number of
[ctors change significantly with scaling. This section attemprs to peer into the crystal ball
and predict some of the impacts on design for the fumre. These predictions are notorously
risky because chip designers have had an astonishing history of inventing ingenious solu-
tions to seemingly insunmountable barmers,

4.9.4.1 Improved Performance and Cost The most positive impact of scaling bs that
performance and cost are steadily improving. System architects need to understand the
scaling of CMOS technologies and predict the capabilities of the process several years into
the fisture, when a chip will be completed. Because transistors are becoming cheaper each
year, architects particularly need creative ideas of how to exploit growing numbers of tran-
sistors to deliver more or better functions, When transistors were first invented, the best
prﬂ:ln:dmu of the day suggested that they might eventually approach a fifty-cent manufac-
turing cost. Figure 4.66 plots the number of transistors and average price per transistor
I-hlppﬂl by the semiconductor industry over the past three decades [Moore03]. In 2003,
o coulhd |;r|.|]":r|'|.|:||1:' than 100N trandistors for o PERNY,
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4.9.4.2 Interconnect Scaled mransistors are steadily improving in delay, bur scaled wires
are holding constant or getting wuorse, Figure 4.67, taken from the 1997 Semiconductor
Industry Association Roadmap [SIA97], showed the sum of gate and wire bottoming out
at the 250 or 180 nm generation and gerting worse thereafter. The wire problem moti-
vated a number of papers predicting the demise of conventional wires. Towever, the plort
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GEXE care and wire delay scaling. Reprinied from [S1AS7] with permission
of the Semiconductor Industry Association

is misleading in two ways. First, the “gare” delay is shown for a single unloaded transistor
(delay = RC) rather than a realistically boaded gate (e.g., an FO4 inverter delay = 1580,
Sceond, the wire delays shown are for fixed lengths, but as technology scales, most bocal
WICS CONECTing gates within a unit also become shorter [HoD1],

In practice, for short wires, such &5 these inside a logic gare, the wire RC delay is neg-
ligable and will remain so for the foresccable future. However, the long wires present a
considerable challenge. 1t is no longer possible to send & signal from onc side of a large,
high-performance chip 1o another in a single cyele. Also, the “reachable radius” that 1 sig-
nal can travel in & cyele is steadily getting smaller, as shown in Figure 4.68. This requires
that microarchitects understand the Aoorplan and budget multiple pipeline stages for dam
to travel long distances across the die.

Repeaters help somewhat, bur even so, imterconnect does not keep up. Moreaver, the
“repeater farms” must be allocated space in the Aoorplan. As scabed gates become Faster,
the delay of a repeater goes down and hence, you should expect it will be better to use
more repeaters. This means a greater number of repeater farms are required.

One technique to alleviate the interconnect problem is 1o use more layers of intercon-
nect. Table 4.18 shows the number of layens of interconnect increasing with cach genera-
tion in TAMC processes. The lower layers of interconnect are classically scaled to provide
hagh-density short connections. The higher layers are scaled less aggressively, or possibly
even reverse-scaled to be thicker and wider to provide low-resistance, high-speed inter-
connect, good clock distribution networks, and a stiff power grid. Copper and low-k
diclectrics were also introduced to reduce resistance and capacitance.

4.9  SCALING
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Process [m) Mietal Layers
500 3 (Al)

350 4(AD

250 5 (Al)

180 B (AL low-k)
150  7{Cu, low-k)
130 8 (Cu, low-k)
o0 L9 {Cu, bow-k)

Blocks of 50100 Kgates {1 Kpate = 1000 3-inpat NAND gates or 6000 transissors)
will continue to have reasonably shore internal wires and acceptably low wire RC delay
[Sylvester®8]. Therefore, large systems can be partitioned into blocks of roughly this size
with repeaters inserted a3 necessary for communication between blocks.

4.9.4.3 Power In classical constant field scaling, power density remains constant and
overall chip power increases only slowly with die size. In practice, power densiry has sky-
rocketed because clock frequencies have increased much faster than classical scaling would
pmﬂ:und Fip is somewhat higher than constant feeld scaling would demand.

Intel Vice President Patrick Gelsinger gave a keynote speech ar the International
Solid State Circuits Conference on February 5, 2001 |Gelsinger01]. He showed that
microprocessor power consumption had been increasing exponentially (see Figure 4.69)
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and was predicted to grow even Faster in the coming decade. He predicied "business as
usunl will not work in the future,” and that if scaling continued at this pace, by 2005, high-

processors would have the power density of a nuckear redctar, by 2010, a rockes noe-
zle, and by 2015, the surface of the sun! The next day, Intel’s stock dropped 8% and [neel
has since downplayed the forecast because designers will obviously devute more attention
to contmling power.

Dynamic power consumption will not continue to increase at such rates because it
will become uncconenical to cool the chips, One rexsan is that at the tome of this woting,
high-performance processors are operating at about 13-16 FOJ inverter delays/cycle. It
will be very difficult o generate a clock with a period of less than & FO4 inverter defays
because the clock will look like a sinusoid rather than a square wave [Ho01] and because
sexquencing overhead becomes excessive; henice, frequency cannot scale faster than raw gate
dd:pt-nun'nu.:h!mtga.ﬁnnthummnhthnmdumi;.]ih.dy:uh::nnnnl::;u-i’rx-
tion of the die area and caches have low activiry factors and lewer power dissiparion per
unltmNmrﬂiﬂm,dmptmmﬂnﬂdmbmigﬂuﬂphnfmpmurmnﬂmpnmua
factar nearly as importunt as performance and perhaps more imporiant than ares.

Static power consumption will be a growing concern, especially for ba
devices. The statie power consumption caused by subthreshold leakage was historically
negligible but becomes important for threshold voltages below about 0.3-0.4 V, and may
become comparable to dynamic power for systems operating below 1 V., Figare 4.70 shows
how the static power has historically increased much more rapidly than dynamic power
[Moore03]. This is especially problemaric because simply marning off clocks in a sleep
mexcle i3 not sufficient to stop the smatic pewer consumption. To slow the increase of leak-
age, F, has changed from about Frp/5 in alder processes to Fpp/3 in newer processes as

4.9
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Vg has dropped; this has eliminated circuits with threshold drops from the set of viable
circult sryles. Systems will use multiple Aavors of transistors with different threshold volr-
ages 50 that gates on the critical path can have fast low- ¥, devices while memories and
noncritical gates save power with higher-¥] devices. Gate unneling current is also

tant for oxides of less than 15-20 A, Multiple oxide thicknesses are shso required. 1/0
standards of 1.8 or 3.3 V are destructive to the very thin oxides in modern processes, so
thicker cxides are used for sbower /O transistors. Thicker cxides may also become an
option for memories and noncritical cincuies.,

Even if power remsaing constant, lower supply voltage leads 1o higher current density.
“This in turn causes higher IR drops and di/de noise in the supply network (see Sections
£.3.5 and 12.3). These factors lead to more pins and metal resources on a chip being
required for the power diseriburion nerworls.

4.9.4.4 Productivity The number of transistors that fir on a chip is increasing faster than
designer productiviry (gatesweek). This keads to design teams of increasing size, and diffi-
culty recruiting enough experienced enginecrs when the economy is good. It has driven a
search for design methodolagies that maximize productivity, even at the expense of perfor-
mance and area. Now most chips are designed using synthesis and place and route; the
number of situations where custom circuit design is affordable is diminishing. In other
words, creativity is shifting from the circuit to the systems bevel for many designs. On the
other hand, performance is still king in the microprocessor world. Design teams in that



field are approaching the size of automotive and aerospace teams because the development
cost is justified by the size of the market. This drives a need for engineering managers who
are skilled in leading such lange organizations. *

The number of 50-100 Kgate blocks is growing, even in relatively low-end systems.
This demands greater attention o floorplanning and placement of the blocks.

One of the best hopes to solve the productivity gap is design reuse. Intellectual prop-
erty {IP) blocks can be purchased and used as black boxes within a system-on-chip (SoC)
in much the same way chips arc purchased for a board-level design.

4.9.4.5 Physical Limits How far will CMOS processes scale? It is clear thar scaling
cannot continue indefnitely; transistors as we know them today will not work if the oxide
is bess than an atomic layer thick, the channel less than an atemic layer long, or the charge
in the channel less than that of one electron, Numerous papers have been written foreeast-
ing the end of silicon scaling. For example, in 1972, the limit was placed at the 0.25 pm
generation because of mnneling and fucruations in dopant distributions [Hoeneisen72,
MeadBO]; at this generation, chips were predicted 1o operate ar 10-30 MHz! In 1999,
IBM predicted that scaling would mearly grind to 2 halt beyond the 100 nm generation in
2004 [Davani 9],

In the authors’ experience, seemingly insurmountable barriers have seemed 10 loom
shout a decade away. Reasons given for these barriers have incloded:

® Dynamic power dissipation

Subthreshold leakage at bow Fiy and ¥,

Tunneling cwrrent through thin oxides

Poar -V characteristics due to short channel effects

Otptics for con-effective manufucturing of small features

® Exponentmlly increasing costs of fabrication facilitics and mask sets

® Electromigration

® Interconnect delay

Az the time of writing, it appears that no fundamental barriers exist before the 35 nm
generanion in 2013 {roughly a decade ahead). Beyond this point, it is difficult to predict
the future, Mevertheless, a large number of extremely talented people are continuously
pushing the lmits and hundreds of billions of dollars are at srake, s we are reluctant to bet

against the furure of scaling.

(R
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S - 1 _Pitfalls and Fallacies N

=
Defining gate delay for an unloaded gate
When marketing a process, it 4 ComTan to repan gate
detay based on an ipverter in o ring cecliatar (3% of
even the RO time constant of a transistor chargeng s
own gate capacitance (1/3 1), Remember that the delay
of a real gate on the critical path should b= closer to 5-
&1, When in doubt, ask hew “gate delay” is defined or
ask for the FOA [nverter delay.

—
Trying to increase speed by Increasing the size of
transistors in a path
Moat designers know that increasing the sice ol a tran-
sistor decrenses s resistance and thus makes it faster
a1 driving a constant load, Novice designers scmetimes
forget that increasing the size increases nput capaci-
tance and makes the previous stage slower, especially
when that previous stage belongs 1o somebody elss’s
wiming budget. The suthors have seen this lead to inck
of conwergence In full-chip timing analysis ona lazge
microprocessar because individual efigineers boost the
size of thedr own gates until thelr path mieets tming.
Cmity after the weekly full-chip dming rall-up do they
discover that thelr inpes now amme inber betause ol
the greater load on the previous stage, The solution is 1o
(mehude in the specification of each block not enly the
arrival time But alss the resbance of the driver in the

pravious block.

Trying to increase speed by using as few stages of
logic as possible

Logic designers often count "gate delxys® in a path. This
i & converdent smalificaton when used propecly. In
the hands of an Inexperienced enginesr wha belisves
each gate contributes a gate delay, it suggests that the
delay of a path is minimized by wsing as few stages of
logic as posaible, which is clearly unirue,

Designing a large chip without considering the
floorplan

In the mid-1990s. designers became accusiomed to sym-
thesizing a chip from HDL and “tossing the netlist over
thee wall® to the vendor who would place and route it
and manufacture the chip. Mary designers were shield-
ed from considering the physical implementation, Now
Aight times across the chipare a large porticn of the cy-
cle time in slow systems and multiple cycles in faster
systermna. I the chip is synthesized without a floerplan,
scrme patha with long wires will be discoversd to be too
slew afoer layout. This requires resynthesis with new
timing copnstraints to sharten the wires. When the new
layout is completed, the long wires simply shaw ug i
different pathe. The solution to this convergenos prob-
lem i5-to maks  Foontan sarly and microarchitect
arourdd this Aoorplan, ncluding budgets for wine flight
time betwesn blocks, Algarithms termed tming dinected
placement have alleviated this problem, resulting in
place & route tools that converge in one or a few itera-
bions.

Mot stating process comes of environment whan
citing cincuit performance
Most products must be guaranteed towark at high tem:
parature, yet many papers are wntten with iransisioes
aperating at roam temperature (or lower), giving opt-
mistic perfarmance results, Far example, at the intes-
rational Sotid State Cifcults Conferense Inted described
& Pentitm |1 procesaor running at a surpraingly high
clock rate [Choudbury7]. but when asked, the speaker
admitted that the measurements wers taken while the
processor was “colder than am jce cube.”

Siendlarty, the FFFFF design corner is sametimes
called the “published poper” comer because delays are
reportied wnder these slmulstion or manufciuring con-
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ditions without bathering to state that fact or report the
FO4 inverter delay in the same conditions. Circuits in
this cormner are about twice as fast =8 In & manifactur-
able part.

—
Providing too littie margin in matched delays
We have seen that the delay of a chain of ihwerters can
wary by abotut 3006 as companed o the-delay of other cir-
cuits across design comers, voltage, and temperature.
On top of this, you should expect intra-die process vari-
ation and errors in modeling and extraction. I a race
condition exists where the circuit will fadl when the in-
wverter delay is faster than the gate dolay. the experi-
enced designer who wishes 1o sleep well a1 night
provides penefous delay mangin under naminal condi-
ticns. Remember that the consequences of too little
margin can be a milion doflars in mosk costs for anoth-
er revision af the chip and far more meney (6 the oppar-
tundty eost of arriving Ints to market

Failing to plan for process scaling
Many produscts will migrate through multiple process
gererations. For example, the Intel Pertium Pro was

criginally designed and manufactured on a 06 micron
BRCMOS process. The Pentium Il is a closely refated de-
rh:tfﬁn‘muﬁmuﬂmaﬂ.ismi:rmmm:.
ing ot a Jower voltage, In the new process, kpolar
tramsistors ceased to offer performance advantages and
ware removed at considerable design effart. Purther de-
rivatives of the same architecturs migrated 1o 0.25 and
.18 raleron processes in which wire delay did not {m-
prove at the same rate as gate delay. Interconnect-dom-
inated paths required further redesign 1o achiewe pood
perfermance in the new processes. In contrasy, the Pen.
tium 4 was designed with protess scaling in mind.
Eniowing that over the lifatimse of the product, device
performanoe would fmprove but wires would not, de-
signers overengineered the mterconnect-dominated
paths for the original process so that the paths would
ot limit performance inprovernent as the process ad-
vaneed [Deleganesiz),

411 Historical Perspective

Ihe incredible history of scaling can be seen in the advancement of the microprocessor.
The Intel microprocessor line spans more than three decades, Table 419 summarizes the
progression from the first 4-bit microprocessor, the 4004, through the Pentium 4, courtesy
of the Intel Muscum [Intel03]. Over the three decades, feature size has improved nearly
one hundred-fold. Transistor budgets multiplied by more than 10,000. Even more
remarkably, elock frequencies have also multiplied by almost as much. Even as the chal-
lenges have grown in the past decade, scaling has accelerated.
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Processor Year | Fealume | Transisipes | Freguency Word size Fackage
jEne el ) L
4004 1971 10 2.3k 0.75 4 16-pin DIP
#1008 1972 | 10 @ 35 | 05-08 8 18-pin DIP
BOS0 1974 | & 6k | 2 8 40-pin DIP
8086 1978 3 3k | 510 16 40)-pin DIP
80286 1982 | 15 | 13k | e12 16 68-pin PGA
Inrel386 1985 | 1510 | 275k 16-25 31 100-pin PGA
Inteld86 1989 1-06 | 12M | 25-100 12 168-pin PGA
Pentitm 1993 | 08035 32-45M  60-300 32 296-pin PGA
Pentiom Pro | 1995 | 06035 55M 166200 32 387-pin MCM PGA
Pentium 11 1997 | 035025  TSM | 233450 32 242-pin SECC
Pentium 111 1909 | 025-0.1F  95-28M  450-1000 32 330-pin SECC2
Pentium 4 2001 | 018013 42-55M  1400-3200 32 478-pin PGA

tel microprocessors over three decades

Die photos of the microprocessors also illustmate the remarkable story of scaling. The
4004 [Faggin96] in Figure 4,71 was handcrafted to pack the transistors onto the tiny die.
Oibserve the 4-bit datapaths and register files. Only o single layer of metal was available, so
polysilicon jumpers were sequired when traces had to cross without wuching. The masks
were designed with colored pencils and were hand-cut from red plastic rubylith, Observe
that diagonal fines were used routinely. The 16 1O pads and bond wires are clearly visible.
The processer was ised in the Busicom caleulator.

The 80286 [ChildsB4] in Figure 4,72 shaws a far more regular appearance. It is parti-
tioned inw regular dataparhs, random control logic, and several arays. The arrays include
the instruction decoder PLA and memory management hardware. At this scale, individual
transistors ane no longer visible,

The Intel486™ (originally 80486, but changed because a number cannot be trade-
marked) integrated an 8KB cache and floating point unit with a pipelined integer data-
path, as shown in Figure 4.73. At this scale, individual gates are not visible. The center
row is the 32-bit integer datapath. Above is the cache, divided into four 2KB subarrays.
Observe thas the cache involves a significant amount of legic beside the subarrays. Below
are several blecks of synthesized control bogic generated with automaric place and route
tods. The *mare advanced” tools no longer support diagonal interconnect. The wade data-
paths in the upper right form the floating point undt.

The Pentium Processor™ in Figure 4.74 provides a superscalas integer execution unit
and separste SKB data and instruction caches. The 32-bit datapath and its associated con-
trol logic is again visible in the center of the chip, although ar this scale, the individual
hitslices of the datapath are difficult ro resolve. The instruction cache in the upper left
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feeds the instruction fetch and decode units to its right. The data cache is in the lower left.
The bus interface logic sits between the two caches. The pipelined Hoating point unit,
home of the infamous FDIV bug [Price95], is in the lower right. This floarplan is impor-
tant to minimize wire lengths berween units that often commaunicate, such as the instrac-
tion cache and instruction feteh or the data cache and integer datapath. The integer
datapath often forms the heart of 2 microprocessor, and other units surround the datapath
to feed it the prodigiows quantities of instructions and data that it consumes.

The Pentium™ III Processar, shown in Figare 4.75, offers out-of-order issue of up to
three instroctions per cycle. The entire left portion of the die is dedicated 10 256-512 KB
of level 2 cache to supplement the 32KB instruction und data caches. As processor perfar-
mance cutstrips memory system bandwidth, the portion of the die devored o the cache
hierarchy wil continue to grow.

The Pentium™ 4 Processor is shown in Figure 4.76. The complexity of a VLS] sys-
tem it clear from the enormous number of separate blocks that were each uniquely
desigried by a team of engineers. Indeed, at this scale even major functional units become
difficult to resolve. The high operating frequency is achieved with a long pipeline using
about 14 FOM4 inverter delays per cycle. Remarkably, portions of the integer execution unit
are “double-pamped” at twice the regular chip frequency.
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Summary

The VLSI designer’s challenge Is to engineer a system that meets speed requirements
while censuming little power or area, operating reliably, and raking little time to design.
Circuit simulation is an impartant toal for calculating delay and will be discussed in depth
n Chapter 5, but it takes too long 1o sioulate every posdible dmgn. is prone to garbage-
in, prlm#-uut mistakes; and doesn’t give insight into why a circait has a particular delay
or how the circuit should be changed to improve delay. The designes must also have simple
models o qull:kl}' estimate pl:rfnq'rw i:-}' hand and n‘pLun l.'l.]l_l,' sase Gircuirs are beter
than others.

Although transistors are complicated devices with nonlinear current-voltage and
capacitance-voltage relationships, for the purpose of delay estimation in digiral circuits,
they can be approximated quite well as having constant capacitance and an effective resis-
tance & when ON. Logic gares are thus modeled as RC networks. The Elmore delay
model estimares the delay of the nerwork a5 the sum of each capacitance times the resis-
tance through which 1t st be charged or discharged. Therefore, the gate delay condists
of a parasitic delay (accounting for the gate driving its own intermal pamsitic capacitance)
plus an effore delay (accounting for the gate driving an external load). The effort delay
depends on the electrical effort (the ratio of load capacitance to input capacitance, alin



called famons) and the logical effort (which characterizes the current driving capability of
the gate relative to an inverter with equal inpur capacitance). Even in advanced fabrication
processes, the delay vs. electrical effort curve fits o straighe line very well. The method af
Lagical Effort builds on this lineas delay model to help us quickly estimate the delay of
entire paths based on the effort and parasitic delay of the path. We will use Logical Effort
in subsequent chapiers to explain what makes crcuits fast,

The power consumption of a circuit has both dynamic and static components, The
dynamic power comes from charging and discharging the lead capacitances and depends
on the frequency, voltage, capacitance, and activity factos. The static power comes from
cincuits that have an intentional path from Frp to GND (like pseudo-nMOS) and from
mentary CMOS gates dissipate almost zero static power. However, leakage is increasing as
fearure sere decreases, making static power CORsUITPLIOT MOCT 1MpoTtant.

As fearure size decreases, transistors get faster but wires do not. Interconnect delays
are now very important. The delay is again estimated using the Elmore delay model based
o the resstance snd capacitance of the wire and its driver and load, The wire delay grows
with the square of its length, so long wires are often broken into shorter segments driven
by repeaters. Vast numbers of wires are required to connect all the transistors, so processes
provide many layers of interconnect packed closely together. The capacitive coupling
between these tightly packed wines can be a major source of notie in a systemn,

For reliable cirenit operation, the designer must etware that the cinoude Pﬂfﬂm.‘l i
rectly across variations in the operating voltage and remperanare, and must develop circuits
thar are nofwist for vanations in transistor charcteristics such as channel length or thres-
hold volage. Process comens are used 1o describe the worst-case combinarion of process-
ing and envirenment for delay, pawer consumption, and functionaliry. The circuits must
also be designed 1o operate correctly even as they age or are subject to cosmic rays and
electrostatic dmcharge,

CMOS processes have been steadily improving for more than 20 years and will con-
tinue to do so for at least the next decade, A good designer not only should be familiar
with the capabilities of cumnent processes, but alse should be able to predict the capabilitics
of fisture processes as feature sives get progressively smaller. In modern constant-field scal-
ing, gate delay improves with channe] length, The aumber of transistors on a chip grows
quadratically. The energy for each transistor to switch decreases with the cube of channel
lengih, but the dynamic power density remains about the same because chips have more
transiators switching ar higher rates. Static power goes up a8 small transistors have expo-
nentially more leakage. Interconnect capacitance per unirt length remains constant, but
resistance incneases because the wines have a smaller cros-section, Local wires get sharter
and have constant delay, while global wires have increasing delay. Architects planning
fisture chips will take advantage of the larger number of faster transietors, bur must also
rethink existing architectures because of the changing ratio of wire-to-gate delay and the
increasang beakage cament,

summary  [ECEREEEN
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Exercises

4.1

4.2

4.3

4.4
4.5

4.6

4.7

48

4.9

4.10

Sketch o 2-input NOR gate with transistor widths chosen to achieve effective rise
and fall resistances equal 1o a unit inverter. Compute the rising and falling propaga-
tion delays of the NOR gate driving & identical NOR gates using the Elmaore delay
madel. Assume that every source or drain has fully contacted diffusion when making
your estimate of capacitance.

Skerch a stick diagram for the 2-inpat NOR. Repeat Exercise 4.1 with better capac-
itance estimates. In particular, if a diffusion node is shared between two paralle]
transistors, only budget its capacitance once. 1f a diffission node is between two
series transistors and requires no contacts, only budgee half the capacitance because
of the smaller diffusion area.

Find the rising and falling propagation delays of an AND-OR-INVERT gate using
the Elmore delay model. Estimate the diffusion capacitance based on a stick dia-
gram of the layout.

Find the worst-case Elmore parasitic delay of an m-input NOR gare.

Skerch a delay vs. electrical effort graph like thar of Figure 4.8 for a 2-input NOR
gare using the logical effort and pamsitic delay estimared in Section 4.2.3. How does
the glope of your graph compare to that of the 2-inpus MAND? How does Iht_;r
IAERCE]T COmpare?

Let 3 4 inverter have transistors four times as wide as those of @ unit inverter. Ifa
umit inverter has three units of input capacitance and parasitic delay of p,,, what is
the input capacitance of o 4x inverter? What is the logical effore? Whar is the para-
gitic delay?

A thoee-stage logic path is designed so that the effort borne by cach stage s 12, 6,
and 9 delay units, respectively. Can this design be improved? Why? What is the best
number of stages for this path? What changes do you recommend to the existing
design?

Suppose a unit mverter with three units of input capacitance has it drive.

a) What is the drive of a 4x inverter?

b) What is the drive of a 2-input NAND gate with 3 units of input capacitance?
Sketch a 4-input NAND gate with transistor widths chosen to achieve equal rise
and fall registance as 4 unit inverter. Show why the logical effort is 673,
Consider the two designs of a 2-input AND gate shown in Figure 4.77. Give an
intuitive argument about which will be faster, Back up your argument with a caleu-
larion of the path effort, delay, and inpur capacitances x and y to achieve this delay.
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4.11 Consider four designs of a 6-input AND gare shown in Figure 4.78. Develop an
expression for the delay of each path if the path electrical effort is . What design is
fastest for A = 17 For H = 57 For H = 20? Explain your conclusions intuirively.

D> 30 D BRSO
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4.12 Repeat the decoder design example from Section 4.3.4 for o 32-word register file
with G4-bit registers. Determine the fastest decoder design and estimate the delay of
the decoder and the transistor widths to achseve this delay,

4.13 Design a circuit at the gate level to compute the following function:
if (a == b] v = a;
ales y = 0;

Let a, & and y be 16-hit busses. Assume the input and output capacitances are cach
10 units. Your goal is to make the circuir as fast as possible. Estimate the delay in
FOH inverter detays using Logical Effors if the best gate stzes wene used, What sizes
do you need to use to achieve this delay?

4.14 Plot the average delay from inpur A of an FO3 NAND2 gate from the datasheet in
Figure 4.25. Why is the delay larger for the XL drive strength than for the other
drive strengths?

4.15 Figuare 4.79 shows a darasheet for o 2-input NOR gate in the Artisan Components
piandard cell library for the TSMC 180 nm process, Find the average parasitic delay

and lagical effort of the X1 NOR gate . input. Use the value of 1 from Section
4.3.7.
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4.16 Find the parasitic delay and logical effort of the X2 and X4 NOR gate A input. By
what percentage do they differ from that of the X1 gate? What does this imply
abour our madel that parssitic delay and logical effort depend only on gate type and
NOT On ransistor stzes?

4.17 What are the parasitic delay and logical effory of the X1 NOR gate B input? How
and why do they differ from the A input?

4.18 Parssitic delay estimartes in Section 4.2.4 are made assuming contacted diffusion
om each transistor on the output node and ignoring internal diffasion. Would par-
asitic delay increase or decrease if you took into account that some paralle] transis-
tors on the cutput node share a single diffusion contact? If you counted internal
diffusion capacitance between series transistors? If you counted wire capacitance
within the cell?
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4.3

4.4

435

4.26

4.8

Consider 4 process in which pMOS transistors have three times the effective resis-
tance a8 nMOS transistors. A unit inverter with equal rising and falling delays in
this process is shown in Figure 4.80. Calculate the logical efforts of 2 2-input
NAND gate and a 2-input NOR gate if they are designed with equal rising and fall-
ing delays.

Generalize Exercise 4.19 if the pMOS transistors have p times the effective resis-
tance of nMOS transistors, Find a general expression for the logical efforts of a &-
mput NAND gate and a d-input NOR gate. As j increases, comment on the rela-
tive desirability of NANDs vs, NORs.

Some designers define a “gate delay™ to be a fanout-of~3 2-input NAND gate rather
than a fanout-of-4 inverter. Using Logical Effort, catimate the delay of a fanout-of-
3 2-input NAND gare. Express your result both in 1 and in FO4 inverter delays,
IRFIIING P = 1.

Exercise 4.21 in a process with a lower ratio of diffusion m gate capacitance
in which g = (.75, By whar percentage does this change the NAND gare delay, as
measured in FO4 inverter delays? What if g, « 1257
The &4-bit Naffriger adder [Naffziger®6] has o delay of 930 ps in a fase 0.5-pm
Hewlemr-Packard process with an FO4 inverter delay of abour 140 ps, Estimate its
delay in a 70 nm process with an FO4 inverter delay of 20 ps.

An output pad contains a chain of successavely larger inverters to drve the (rela-
tively) enormous off-chip capacitance. If the first inverter in the chain has an input
capacitance of 20 fF and the off-chip load is 10 pF, how many inverters should be
used 1o drive the load with least delsy? Estimate this debay, expressed in FO4
inverter delaye.

Compute the input capacitance of cach inverter to minimize the worst-case
delay from inpuz 1o either ourput. What is this delay, in t# Assome the inverter

The clock buffer in Figure 4.81 can present a maximum input capacitance of ok
100 fF. Both true and complementary outputs must drive loads of 300 pF. gek

ugl
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EXERCISES &
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1
Uit iepnerter

ok

parasitic delay is 1. Clock buffer

The clock buffer from Exercise 4.25 is an example of a 1-2 fork. In general, if

a 1=2 fiork has 2 maximum input capacitance of ; and each of the two legs
drives a load of C;, what should the capacitance of each inverter be and how

fast will the circuit operate? Express your answer in terms of g

A 180 nm standard eell process can have an sverage switching capacitance of 150
pF/mm?. You are symthesizing a chip composed of random logic with an sverage
activity factor of (1.1, Estimate the power consumption of your chip if it has an area
of 70 mm’ and runs at 450 MHz at Py =09 V.

Yo are considering lowering Fop, to try 1o save power in a static CMOGS gate. You
will also scale ¥, proportionalty. Will dynamic power consumption go up or down®
Will static power consumption go up or down?
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4.32
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Ewvaluate the benefits of the stack effect for subthreshold leakage by comparing [,
and [y in Figure 4.29 (this problem is inspired by [Narendra01]). Assume all three
transistons are identical and y = 0, m = 1.

a) If the transistors suffer from no DIBL (n = (), prove that [y /) = 172, just as you
would expect if the transistors behaved as resistons.

b} Does increasing 1 increase or decrease 1,7 By what fraction does [ change at
room temperature if 1) = 0.05 and Fpp = 1.8 V?

¢} Dioes incressing v) increase or decrease £;® By what fraction does f; change at
room temperatuce if 1 = 005 and Fp = 1.8 F?

d) Solve for I, /I; and x 35 3 function of A = n Fpy/vrassuming A »> 1.

e) Explain why the stack effect is most important for transistors with signibcant
DIBL.

Consider a 5 mm long, 4 A-wide metal2 wire in a 0.6 pemn process. The sheet resis-
tance is 0,08 00 and the capacitance 1 0.2 fF fum. Construct a 3-segment x-
meode] for the wire.

A 10 unit-sized inverter drives a 2x inverter at the end of the § mm wire from
Exercise 30. The gate capacitance is € = 2 fF fjam and the effective resistance is
R = 2.5 k02 * pm for n©MOS rransistors. Extimare the propagation delay using the
Elmore delay model; neglecr diffusion capacitance.

‘ind the best width and spacing to minimize the RC defay of 2 meral bus in the
180 nm process described in Table 4.8 if the pitch cannot exceed 1000 nm. Mini-
mum width and spacing are 330 nm. First assame that neither adjacent bit is
switching. How does your answer change if the adjscent bats may be switching?
Derive EQ) {4.55)=(4.57). Assume the initial driver and final receiver are of the same

size as the repeaters so the rotal delay is N times the delay of 2 segment. Neglect dif-
fusion parasitics so each segment can be modeled as in Figure 4.82.
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driving interconmnect
and mext gate
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Revisit Exercise 33 using pair of inverters {2 nonimverting buffer) instead of a single
inwerter. The first inverter in cach pair is H7 times unit width. The second is a factor
of & larger than the first. Derive EQ (4.58)-(4.60).
Compute the characteristic velocity (delay per mm) of a repeated wire in the 180 nm
« A unit nMOS transistor has resistance of 2.5 KO and capacitance of 0.7 {F,
and the pMOS has twice the resistance, Develop a table of results for metall,
metal, and metald on minimum patch and on double-pitch {Pwice minimum width
and spacing). Use the data and pitches for the Intel 180 nm process. Assume solid
metal above and below the wines and that the neighbors are not switching.

'I".l-n:Pmﬁum#npuimintl.d GHz in Intel’s 180 nm process with an FOM delay of
50 ps in 200117 a new process is introdusced every two years with a scaling factor of

§=42,

predict microprocessor clock frequencies in 2009, assuming all the improvement
comes from ideal constant field scaling and that transistor specd sets clock rate, In
practice, the frequency is likely to be higher, Why?

The path from the dara cache to the register file of 2 microprocessar involves 500 ps
of gate delay and 500 ps of wire delay along a repeared wire, The chip is scaled using
constant field scaling and reduced height wires to a new genemtion with § = 2, Esni-
mate the gate and wire delays of the path, By how much did :h;tmmllnﬂnr

improve?

exercises  [EEENEEEN



Circuit
Simulation

5.1 Introduction

Fabricating chips is cxpensive and time-consuming, so designers need simulation toals 1o
explore the design space and verify designs before they are fabricated. Simulstors operate
at many levels of abstraction, from process through architecture. Process simulators such as
SUPREME predict how factoss in the process recipe such as time and temperature affect
device physical and electrical characteristics. Cireurt simudators such as SPICE use device
models and a circuit netlise to predice circuit voltages and currents, which indicate perfor-
mance and power consumption. Lagis simulaters predict the funetion of digital circuits and
are widely used to verify correct bogical operation of designs specified in o hardware
deseription language (HDL), Arcbitecrure simulators wark at the level af instructions and
registers to predict throughput and memory access patterns, which influence design deci-
sions such as pipelining and cache memory organdzation. The various levels of abstraction
offer tradeoffs between degree of detail and the size of the system that can be simulated.
VLSI designers are primarily concerned with circuit and logic simulation. This chapter
focuses ¢n circuit simulation with SPICE. Section 9.3 discusses logic simulation.

Is it better to predict circuit behavior using paper-and-pencil analysis, as has been
done in the previous chapters, or with simulation? VL5I circuits are complex and modern
pranstsrors have nonlinezr, nonideal behavior, so simuolation is pECEsLAry o :I-Eﬂ.l-fll!l'_'i" pre-
dict detailed circuit behavior. Even when closed-form solutions exist for delay or transter
characteristics, they are too time-consuming to spply by hand to large numbers of circuits.
On the other hand, circuit simulation is notoriously prone to errors: garbage i, parbage auf
{(GIGO). The simulator accepts the model of reality provided by the designer, bt ix is very
casy to create a model that is inaccurate or incomplete. Moreover, the simulator only
applies the stimulus provided by the designer and it Is very casy o overlook the worst-case
stimulus, In the same way that an experienced programmer doesn't expect a program to
operate correctly before debugging, an experienced VL5 designer does not expect that the
first run of a simulation will reflect reality. Therefore, the circuit designer needs to have a
good intuitive understanding of circuit operation and should be able to predice the
expected outcome before simulating. Only when expectation and simulation match can
there be confidence in the results. In practice, circnit designers depend on both hand anal-
ysis and simulation, or a5 [GlasserB5) puts it, “amulation guided through insight gained
from analysis.”
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This chapter presents a brief SPICE tutorial by examgple. It then discasses models for
transistors and diffusion capacitance. The remainder of the chapter is devoted to simula-
tion techniques to characterize 2 process and to check performance, power, and correct-

ness of circuits and intereonneet.

5.2 A SPICE Tutorial

SPICE, a Simulation Pregram vwith Integrated Circuit Emphasis, was originally developed
in the 19705 at Berkeley [Nagel75]. It solves the nonlinear differential equations describ-
ing components such as transistors, resistors, capacitors, and voltage sources. SPICE
offers many ways 1o analyze cincuits, but digital VLS1 designers are primarily interested in
DC and sransient analysis that predicts the node voltages given inputs that are fixed or
arbitrarily changing in time. SPICE was originally developed in FORTRAN and has
somne idiosyncrasies, particularly in file formats, related to its heritage, There are free ver-
sions of SPICE available on most platforms, bat the commercial versions tend to offer
more robust numerical convergence. In particular, HSPICE is widely used in industry
because it converges well, supports the latest device and interconnect models, and has a
large number of enhancements for messuring and optimizing crcuits. PSPICE is another
commercial version with a free limited student version. The examples throughout this sec-
tion use HSPICE and generally will not run in oedinary SPICE.

While the details of using SPICE vary with version und platform, all versions of
SPICE read an input file and generate a list file with results, warnings, and error messages.
The input file is often called a SPICE deck and each line a cand because it was once pro-
vided to 2 mainframe as a deck of punch cards. The input file contains a netlist consisting
of components and nodes. It also contains simulation options, analysis commands, and
device models. The netlist can be entered by hand or extracted from a circuit schematic or
layout in 2 CAD program.

A good SPICE deck is like a good piece of software. It should be readable, maintain-
ahle, and reusable. Comments and white space help make the deck readable. Often the
best way to write a SPICE deck is to start with a good deck that does nearly the right
thing and then medify it

The remainder of this section provides 2 sequence of examples illustrating the key
syntax and capabilities of SPICE for digiral VLSI circuits. Far mare detail, consult the
Berkeley SPICE manual [ Johnson91], the kl:l_g'l']:.]-' HEPICE manial, or any number of
textbooks on SPICE (such as [ Kielkowski95, Fory96]).

i

Suppose we would like to find the response of the RC circuit in Figure 5.1(a) given an
input rising from 0 to 1.8V over 50 ps. Becawse the RC time constant of 100 fF » 2 kil =
200 ps is much greater than the input rise time, we inruitively expect the output would
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look like an exponential asymptotically approaching the R = 2K

final value of 1.8 ¥ with a 200 ps time constant. Figure 5.2

gives 1 SPICE deck for this simulation and Figure 5.1(b) Vin C1=_ Voul

shows the input and output responses. =
Cards beginning with * are comments, The first card

of 2 SPICE deck rmust be a comment, typacally indicating ind

the title of the simulaton, It i geod practice to treat
SPICE input files like computer programs and follow
simnilar procedures for commenting the decks, In particu-
lar, giving the author, date, and ehjective of the simulation 20
at the beginning is helpful when the deck must be revis-
ited in the future (e, when a chip is in silicon debug and
ald simulations are being reviewed to track down patential 15
rezsans for filie).
Control cards begin with a dot (). The .eption
post card instructs HSPICE to write the results to o fle ™
for use with a waveform viewer, The last card of a SPICE
deck must be . end. ol
Each card in the netlist beging with a lemer indicating ]
the type of circuit element, Mote that SPICE is case- i
insensitive. Common elements are given in Table 5.1. In 0o f— 77— H
this case the circuit consists of a voltage source named GO Lhop M0y 300p #00p Sip B00p TOOp BOCH BOOG
win, & resistor named R1, and a capacitor named €1, The
nodes in the clreule are named in, out, and gnd. gnd j5 a by
special node name defined to be the 0V reference. The
units consist of one or two betters, The firvt character indi-
cates the order of magnitude, as given in Table 5.2, The
second letter indicates a unit for human convenience (such as F for farsd or s for second)
and is ignored by SPICE. For example, the hundred femtofarad capacitor can be expressed
us 100€F, 100, or simply 100e=15,
The voltage source is defined as a piccewise lincar (PWL) source. The waveform is
specified with an arbitrary number of (time, voltage) pairs. Other common sowrces include
DC sources and pulse sources. A DC voltage source named vdd that sets node vd to 1.5

¥ could be expressed as:

Pl wdd gnd 2.5

3

1.0

EERN e.C circuit respanse

Pulse sources anc convenent for repetitive signals liks clocks. The general form for a
source is illustrated in Figure 5.3. For cxample, a clock with a 1.8 V swing, 800 ps
perind, 100 ps rise and fall times, and 50% duty cycle (i.e., equal high and low Himes)

wold be expressed as

wek elk  god  PULSE O 1.8 Ops 100ps 100ps 300pa QO00FH
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The stimulus specifies that a transient analysis (. tran) should be performed wsing a
maximum step size of 20 ps for 3 duration of 300 ps. When plotting node voltages, the
step size determines the spacing between points.

The .plot command generates a textual plot of the node variahles specified (in this
case the voltages at nodes in and out), as shown in Figure 5.4. Similarly, the .print
statement prints the results in a multicalumn table, Both commands show the legacy of
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Table 5.1 Common SPICE elements

Elemsenl

Resistor

Capacitor

Inductor

Mutual inductor

Independent veltage sournce
Independent current source
MOSFET

Hode

Bipolar transistor

Lossy transmission line
Suhcirouit

Valtage-controlled voltage source
Voltage-controlled current source
Crirrent-controlled valtage sowrce
Current-controdled current source

ﬂ:nmhipﬂzﬂﬁnr'nwg

Table 5.2 SPICE umnits

Lether ik Magniude
oy ey T,
f femto 1071
p pico 10712
n nano 1077
u miceo 10
m mili '
k kilo 1w
Mgl g
3 Eiga 1 [id

FORTRAN and line printers, On modern computers with graphical user interfaces, the
.option post command is usnally preferred. It generates a file (in this case, re. tx0)
containing the results of the specified (transicnt) analysis. Then a separate graphical
waveform viewer can be used to look st and manipulate the waveforms, AWAVES and
COSMOSCOPE are waveform viewers compatible with HSPICE.
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Legend:
ar viim)
br w(oat)
tima wilm}
{ab b 0. B0, 00 0m 1.0000 1.5000 2.0000
@ “+ + + .
B B =2 * i Bk E " * =
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180 . OG0 1.%040 = * B * & & [ ® £l L]
200 . 000 I 1 e
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BN Textual plot of RC clrouit respanse
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EEHE Transistor DC Analysis

Chne of the first steps in becoming familiar with a new CMOS process is to look at the 1-V charac-
peristics of the transistors, Figure 5.5(a) shows test circuits for a unit (4/2 A) aMOS wansistor in a
180 nm process at Fop= 1.8 V. The -V characteristics are plotted in Figure 5.5(b) using the
SPICE deck in Figure 5.6,
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- inelude reads another SPICE file from disk. In this cxample, it loads device mod-
els that will be discussed further in Secrion 5.3, Thedmﬁlmmim[qmmnnﬂm
sources with default values of 0 V; these voltages will be varied by the . de command, The
nMOS transistor is defined with the MOSFET clement M using the syntax

Mumame drain gate soures body type Weowidch®  Le<longih>
The .de command varies the voltage source vds DC voltage from 0 to 1.8 Vin

increments of 0,05 V., This is repeated mrultiple times as vgs is swept from 0 1o 1.8 Vin
(13 V increments to compute many 1, vs. ¥ curves at different values of V.

EEE Inverter Transient Analysis

Figure 5.7 shows the step response of an unloaded unit inverter, annotated with propags-
tion delay and 2096-80% rise and fall times. Observe that significant evershoot from boot-
strapping ocours becmse there is no load. The SPICE deck for the simulation is shown in

F‘I.E‘I.II.'I’.‘ 5.E.
)
|
1 L
.' - - - L
144, 1 :
L= 1“14.-rll o q
w18 f
|.‘l1m..— 'r._ I__i'l!iﬁ—- 5
| ll‘l‘lﬂiu:kl E—‘-
g Ll ] R
a ¥ oo Y _!III
= T T T — H#)
oa Son 120p 1500 W
fa) {B]

Unisaded tywerter

This deck introduces the use of parameters and scaling. The . param statement
defines a parameter named SUPPLY to have a value of 1.8, This is then used to set vad and
the amplitude of the input pulse, If we wanted to evaluate the response ar a different sup-
ply voltage, we would simply need to change the . param statement. The .scale sets a
scale factor for all dimensions that would by default be measured in meters, In this case, it
scte the seale to k = 90 nm. Now the transistor widths and lengths in the inverter are spec-
ified in terms of lambda rather than in meters.
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Recall that parasitic delay is strongly dependent on diffusion capacitance, which in
turn depends on the area and perimeter of the source and drain. As each diffusion region
in an inverter must be contacted, the geometry resernbles that of Figure 2.9(a). The diffu-
sion width equals the transistor width and the diffusion length is 5 h. Thus, the area of the
source and drain are AS = AD = SW A and the perimeters are PS = PD = (2W + 10) A
Nate that the + sign in the first colomn of 2 card indicates that it is a continuation of the
previous card, These dimensions are also affected by the seale factor.

EEXY Subcircuits and Measurement

One of the simplest measures of a process’s inhesent speed is the fanout-of-4 inverter
delay. Figure 5.9(a) shows a circuit to measure this delay. The nMOS and pMOS transis-
tar sizes (in multiples of 2 unir 4/2 L rransistor) are listed below and above each gate,
respectively. X7 is the inverter under test and X4 is its load, which is four times larger than
X2, To first order, these two inverters would be sufficient. However, the delay of X3
also depends on the input slope, as discussed in Section 4.2.5.1. One way to obtsin a real-
istic input slope is to drive node ¢ with a pair of FOM inverters AT and X2, Also, as dis-
cussed in Section 4.2.5.4, the input capacitance of X+ depends not just on its C, but also
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on Gy Copis Miller-multiplied as node o switches and would be effectively doubled if o
Mn:ﬁ.bdlmmunwﬂ}.mmahludﬂmﬁd: X5, iv switches ar a slower, more realistie
rate, slightly reducing the effective capacitance presented at node d by ¥4, The waveforms
in Figure 5.9(b) are annotated with the rising and falling delays.

i)

EEEED ranout-of4 inveners

SPICE decks are easier to read and maintain when common circuit elements ane cap-
tured as subcircuits. For example, the deck in Figure 5.10 computes the FO4 inverter
delay using an inverter subcirouir.

The .global statement defines vdd and gnd as global nodes that can be referenced
from within subcircuits. The inverter is declared as a subcircult with two terminals: & and
¥- It also accepts two parameters specifying the width of the aMOS and pMOS transis-
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tors; these parameters have defuult values of 4 and B, respectively. The source and drain
area and perimeter are functions of the transistor widths, HSPICE evaluates functions
given inside single quotation marks. The functions can include parameters, constants,
parentheses, +, -, *, /, and ** {raised to a power).

The simulation netlist contains the power supply, input waveform, and four inverters,
Each inverter is subcircuit (%) element. As o and P are not specified, each uses the defaul
size. The M parameter multiplics all the currents in the subcircuir by the factor given,
equivalent to M clements wired in pasallel. In this case, the fanouts are expressed in terms
of a parameter H. Thus, X2 has the capacitance and output current of 4 unit inverters,
while X7 is equivalent to 16, Another way to model the inverters would have been to use

the ¥ and P parameters:

1 a b i@y H=4 P=8 * shape Input waveform
22 b o iew  H=1E F=13 * rephape input wavefornm
¥1 =@ d dow  E=E4 F=128 * dovice undsr tast

¥ d &  inv H=25E Pugl2 * load

#3 @ f  iny  N=]0d4 P=2048 * load oa load

However, a transistor of four times unit width does not have exactly the same inpur capac-
itanice OF GUTPUT current as four unit inverters tied in parallel, so the M paremeter is usually
prefemead,

In this example, the subcirouit declararion and simularion netlist are pare of the
SPICE deck. When working with 2 standard cell library, it is common to keep subeireuit
declarations in their own files and reference them with a . include statement instead.
When the stmulation netlist is extracted from a schematic or layoue CALD system, it is
comman to put the netlist in a separate file and . nelude it as well,

The .neasure statement measures simulation results and prints them in the Hsting
file. The deck measures the rising propagation delay £y, as the difference between the time
that the input c first falls through Frp /2 and the time thar the outpur d first dses through
Fon /2. TRIG and TARG indicate the mrigger and mrget events between which delay is mea-
sured, The .measure statement can also be used compute functions of other measare-
ments. For example, the average FO4 inverter propagation delay 4, is the mean of 1, and
P 1.8, Fpy = 75 ps. The 20%—B0% rise time is , = 94 ps and the fall ime is fy= 67 ps.

EEE Optimization

In many examples, we have assumed that a PN ratio of 2:1 gives apprommately equal rise
and fall delays. The FO4 inverter simulation showed that a ratio of 2:1 delays
that are slower than the falling delays because the pMIOS mobiliry is less than half that of
the nMOS. You could repeatedly run simulstions with different defanlt values of  to find
the ratio for equal delay, HSPICE has built-in optimization capabilities that will automat-
ically tweak parameters to achieve some goal and report what parameter value gave the
best results, Figure 5.11 shows a modified version of the FO4 inverter simulation using
the optimizer.
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The subcircuits X1-X4 override their default pMOS widths to use a width of 1
instead. In the optimization setup, the difference of ¢, and 1, is measured. The goal of
the optimization -ﬁﬂhwﬁhdﬂ:dﬁmmﬂ.‘mdﬁlﬁh P1 may be varied from 4
to 16, with an initial guess of B. The optimizer may use up 1o 30 iterations 1o find the best
value of P1. Because the aMOS width is fixed at 4, the best PN ratio is computed as
P1/4, The transient analysis includes a SWEEP statement containing the parameter to vary,
the desired result, and the number of iterations.

HSPICE determines that the FYV ratio for equal risc and fall delay is 3.6:1, giving a
rising and falling delay of 84 ps. This is slower than the 2:1 ratio provides and requires
largpe pMOYS transistors that consume area and power, so such a high ratio is seldom used.

A similar scenasio s to find the PN ratio that gives lowest average delay. By changing
the . tran card 1o use RESULTS=tpd, we find a best ratio of 1.4:1 with rising, falling, and
average propagation delsys of 87, 59, and 73 ps, respectively. Whenever you do an optimi-
zation, it is important to consider not only the optirmum but aleo the sensitivity to devia-
tions from this point. Further simulation finds thar PYV ratics of anywhere from 1.2:1 to
1.7:1 all give an average propagation delay of 73 ps, there is no need to slavishly stick to
the 1.4:1 “optimum.” The best PYV ratio in practice is o compromise between using
smaller pMOS devices to save area and power and using larger devices to achicve more
nearly equal rise/fall times and avoid the hot electron reliability problems induced by very
slow rising cdges in circuits with weak pMOS transistor, PV ratios are discussed further
in Section 6.2.1.6,

B3 Other HSPICE Commands
The full HSPICE manual fills over 2000 pages and includes many more capabilities than
can be described here. A few of the most wseful sdditional commands are covered in this
section. Section 5.3 describes transistor models and library calls, while Section 5.6 dis-
cusses madeling interconnect with lossy transmission Fines.

Joption accuratm

Tighten integration tolerances to obtain more sccurate resules. Useful for oscillators

and high-gain analog creuits or when results scem fishy,

«option autostop

Conclude sirmulation when all .measure results are obtained rather than conting-
ing for the full duration of the . tran card. This can substantially reduce simulation
tome,

Jtemp 0 TO 124
Repeat the simulation three times at temperatures of 0°, 70°, and 125° C. Device
madels may contain information about how changing remperature changes device
performance.

+Sp

Print the voltages, currents, and transistor bias conditions at the DC operating
paint.
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5.3 Device Models

Most of the cxamples in Section 5.2 included a file containing rransistor models. SPICE
provides & wide variety of MOS transistor models with various tradeoffs beween com-
plexity and sccuracy. Level 1 and Level 3 models were historically important, but they are
no borger adequate to accurately model very small modern transistors, BSIM models are
muore accurate and are presently the most widely wsed. Some companies use their own pro-
prictary models, This section bricfly describes the main features of each of these models. It
also describes how to maode] diffusion capacitance and how to run simulations in various
process corners. The medel descriptions are intended only as an overview of the capabili-
ties and limitations of the madels: refer to 2 SPICE manual for a moch more detailed
description if one is necessary.

EENN Level 1 Models

The SPICE Level 1, or Shichman-Hodges Model [Shichman68] is closely relared o the
Shockley model deseribed in EAQL{2.10), enhanced with channel length modulation and
the body effect. The basic current miodel is:

] P.nl <¥ cuteff

H ¥ s
;d=1m=ﬁ{=+1.mnm-a{rp-r,- '?4]"’- Vas<V,-¥, liner ()

|
Eﬂﬁ-{nmmnm-:;,}[r,uﬂ] Vo>V, ~F, samration
1 Ly *

The parameters from the SPICE mode] are given in ALL CAPS. Notice that B s written
instead as KP{ Wy /L 5), where KP is 2 model parameter playing the role of &' from EX)
(2.7), Wgand L gare the cffcctive width and length, as described in Section 2.4.8. The
LAMBDA term models channel lenggth modulation (see Section 2.4.2).

The threshold """-"'I'“:E': % modulated I:r_l.' the IDLIIEE-[LI"b'I.H.i_"r' NIli.gl: ¥ ﬂ'l-l‘l'.ll.lgl'l- the
body effect (see Section 2.4.3). For nonnegative ¥, the threshold voltage is

h:vrn+mmn{,fm—n+nu1’mu} (5.2)

Notice that this is identical to EQ (2.30), where VTO is the “zero-bias” threshold voltage
¥, GAMMA iz the body effect coefficient , and PHI is the surface potential &, .

The gate capacitance is calculated from the oxide thickness TOX. The default gate
capacitance model in HSPICE s adequate for finding the transient response of digital cir-
cuits. More cliborate models exist that capture nonreciprocal effects that are important for
analog design.

oevice woneLs  [ECENEEEN
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Level 1 models are useful for reaching because they are easy to correlate with hand

analysis, but are too simplistic for modern design. Figure 5.12 gives an example of a Level
1 medel card illustratimg the card synrae. The card also includes terms to compute the dif-
firiion capacitance, as described in Section 5.3.4,

~model HEOS HMOS (LEVEL=] TOX=400-10 Ef=]S55E-& LAMDDA=0.2

& VD=0, 4 PHI=0.93 QAMME=D.5
* CI=%.0E=5 FB=(,.T2 MI=D.3&
* Cafid=2. 38-10 FHP=T.5 HISW=0.1]

BN sarple Level 1 MODEL card

EEE Level 2 and 3 Models

The SPICE Level 2 and 3 models add effects of velocity saturation, mohility de;nd:nnn.
subthreshold conduction, and drain-induced barrier lowering. The Level 2 mocle] is based
on the Crrove-Frohman equations [Frohmané?], while the Level 3 model is based on
empirical equations that provide similar accuracy and faster simulation times and better
convergence. However, these models still do not provide good fits 1o the measured 1-V
characteristics of modern transistors,

EEE] BSIM Models

The Berkeley Shart-Channel IGFET! Model {BSIM) is a very claborate model that is
now wiclely wsed in corcuit simulasion. The models ane derived from the underlying device
physiu but use an enormous number of parumeters to At the behpaor of modern tranms-
tors. BSIM versions 1, 2, 3v3, and 4 are implemented as SPICE levels 13, 39, 49, and 54,
respectively.

B5IM wersion 3v3 requires an entire book [Cheng99] to describe the model. It
includes over 100 parameners and the device equations span 27 pages. It is quite good for
digital circuit simutation except that it does not mode] gate leakage. Feanures of the model
inclode:

& Contivucus and differentiable [-V charmcteristics across subthesshald, near, and

saturation regions for good convergence

* Sensitivity of parameters such as F, to transistor lengrh and width

& Detailed threshold voltage model inchuding body effect and drain-induced barrier

lowering

* Velocity saruration, mobility degradation, and other short-channel effects

* Mulriple gate capacitance models

& [Nffusion capacitance and resistance models

YIGFET in rurn sands for Insulared-Gisre Ficld Effoct Transistor, a synooym for MOSFET.
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BSIM vession 4 was fairly new at the time this book was being written and adds sup-
port for gate leakage and other effects of very thin gates. As these effects are rapidly
becoming mare important and better characterized, the designer shoubd check with the

engineers before blindly trusting gate leakage models.

Some device parameters such as threshold voltage change significantly with device
dimensions. BSIM models can be Sfmmed with different models covering different ranges
of length and width specified by LMIN, LMAX, WMIN, and WMAX parameters. For
example, one model might cover transistors with channel lengths from 0.18-0.25 pm,
another from 0.25-0.5 e, and a third from 0.5-5 pm. SPICE wall complain if a transis-
por dioes not fit in one of the bins,

As the BSIM models are so complicated, it i impractical to derive closed-form equa-
thons for propagation delay, switching threshold, nobse marging, ete., from the underlying
equations. Hewever, it is not difficulr 1o find these properties through cirouit simulation.
Section 5.4 will show simple sirmlations to plot the device characteristics over the regions
of aperation that are interesting to most digital designers and 1o extract effective capaci-
mance and resistance averaged across the switching transition. The simple RC model con-
tinues 1o give the designer important insight abour the characteristics of logic gates.

EEE1 Diffusion Capacitance Models

The p-n junction berween the source or drain diffusion and the body forms & reverse-
biased diode. We have seen that the diffusion capacitance determines the parasitic delay of
a gate and depends on the ares and perimeter of the diffasion. HSPICE provides a num-
ber of methods to specify this geomerry, contralled by the ACM (Area Calculation
Method) parameter, which is part of the transistor moded card. The model card must alo
have values for junction and sidewall diffusion capacitance, as described in Seetion 2.2.2.3,
The diffuston capacitance model 18 common across most devies models inchuding Levels
1=3 and B5IM.

By default, HSPICE models use ACM<0. In this method, the designer must specify
the area and perimeter of the source and drain of each transistor. For example, the dimen-
sions of each diffusion region from Figure 2.5 s listed im ‘Table 5.3 {in units of A for area
or & for perimeter). A SPICE deseription of the shared contacted diffusion case 18 shown
in Figure 5.13, assuming .option scale is sctto the valoe of A

Diffusion area and penmeter

AS1 M ADZ P51 f PD2 _M:IH!&! _FDHFS!
{a) lsalared contacted diffusion W5 2eWe10 W5 2-W+10
{b) Shared contacred diffusion W5 2-Weld W-3 W+ 6
{c) Merged uncontucred diffusion W5 2-W+10 W15 Wl
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* (bj: Shared contacted diffusion

MI mid b bot gnd HHOE We'w" Lad
# RE=twel PE='Iewsll0" ADs wel' Phm s

H top & mid gnd HMNOS Weiw® =2
# pE="W* 3" PEstwE" AD="ws%' Phe’ 2ewd]dd

EBEREY 571CE mode! of transistors with shared contacted diffasion
The SPICE models also should contain parametess CJ, CISW, PB, PHP. M], and

MISW. Assuming the diffusion is reverse-biased and the area and perimeter are specified,
the diffusion capacitance between source and body is computed as described in Section

233,
78 4 p, Y g
C,=AS+C) [“_ipu] +PE-L_!'SW-{]+—LPHP] (5.3)

The drain equations are analogous, with 8 replaced by I in the mode] paramcters,

The BSIM3 models offer a similar arca caloulation model (ACM = 10 that takes into
account the different sadewall capacitance on the edge adjacent o the gate. Noge thar the
PHP parameter is renamed to PBSW 1o be mare consistent.

BY" yswef1eto VT
Ca=A5+C] [I*Fﬂ] +(PS-W)-CJ l[I+PH-SW] + i

PO R
= " KL A
CISWG {1 + ]

If the area and perimeter are nor specified, they default to 0 in ACM « 0 or 10, grossly
underestimating the parasitic delay of the gate. HSPICE also supports ACM « 1, 2, 3,
and 12 that provide nonzero default values when the area und perimeter are not specified.
Check your models and read the HSPICE documentation carcfully:

The diffzsion area and perimeter is also wsed to compute the junction leakage current.
However, this current is generally negligible compared to subthreshold leakage in modem
devices.

EEEl Design Corners
Engineers often simulate cincuits in multiple design corners to verify that operation across
variations in device characteristics and environment, HSPICE includes the _lib card that

miakes changing librarics casy. For example, the deck in Figure 5.14 runs three simulations
on the step response of an unloaded inverter in the TT, FF, and 55 comers,
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* COCRET.Ep
« Stap response of orloaded inverter acTOES ProcEds COTNAIN

L - - e

+ Parasaters and oodsls

+option scale=%n

,paras SUP=1.8 * Must sst before callimg -18B
b . feedela/eemc 180/ opoondicions 15B° TT
Joption post

wdd wdd gnd  CSUPPLY"
Win & gnd  POL3E 0 *SOPPLY' 200pa Ops Ops S500ps 1000pe

ML ¥ A gnd gnd WHOE  W=d L=
+ AS=20 PE=18 AD=20 FD=18
iy a wdd wdd FHOS W=l L=2

+ AS=4 FE=1& AD=40 PD=2&

Jtran 1ps 1000pa

Lalcer

LUk L Smodelaftamol B0 fepesnditiona. 1B FF
LElEar

Aib f . Smodela/tescl 80 fopoonditions. Lik' &6
<omd

CORNER SPICE deck

The deck first sets 0P to the nominal supply voltage of 1.8 V. It then invokes the
.1ib card that reads in the library specifying the TT conditions. In the stimulus, the
.alter statement is used to repeat the simulation with changes. In this case, the design
comer is changed. Altogether, three simulations are pesformed and three sets of wave-

foorms are generated for the three design corners.

The fibrasy file is given in Figure 5.15. Depending on what library was specified, the
temperatare is set (in degrees Celsius, with . temp) and the Fpyp, value SUPPLY is calcu-
lated from the nominal 5uF, The [brary loads the appropriate nMOS and pMOS transis-
tor madels, A fast process file might have lower nominal threshold voltages Fog, greater

lateral diffusion Ly, and lower diffusion capacitance values.

pevice MoneLs LI
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® gpoonditions. ik
* For TSMC 180 na procsss

& TTa '.I.']I'll'i.ﬂil AMOS, pHOS, valtagh, EeSparaLand
1ibk TT

-Eamp 70

-param SUFPLY="EUF"'

Ancluds "modelsTT.Ep’

andl TT

* 35: Blow nMOS, pHOS, low woltage, high temperaturs
1lib 88

Jtomp 135

Jparam SUPPLY="0.% = sup*

sincluods ‘modelsiS.op’

andl 58

* FF: Fast ns08, pHiE; high voltage, low temperatore
-lib FF

JLaEmp 0

Jparam BUFFLY='1.1 * SUP*

Jdnglude "sodelsFF.ap”

-endl FF

= F8: Fant nMOE, Slow MO8, typlocal voltags and tesparaturs
1ib FE

JLamp To

~paras SEPFLY='S0OP"

sincinde ‘modelsfs.sp"

~endl FS

* §F: Slow nMOS, Fast pa0sS, typical wvoltage and tesperatuce
1fb BF

Jtemp 70
Jparam SOPPLY="SUP"
cimclude ‘modelasF.sp’
«aadl SF

HEERE opconDImIons Ebnary

5.4 Device Characterization

Modern SPICE mixdels have so many parameters that the designer cannot easily read key

characteristics from the mode] files. A more convenient approach is to run &
set of simulations to extract the effective resistance and capacitance, the fanout-of-4
inverter delay, the I-V characteristics, and other interesting data. This section describes
these simulations and compares the results across a vaniety of CMOS processes,
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EEMH |-V Characteristics

When ﬁmﬂj::i:'.ing yoursell with & new process, a starting point is to plot the current-
valtage (1-¥) characteristics. Although digital designers seldom make calculations directly
from these plots, it is helpful to know the ON current of nMOS and pMOS transistors,
how severely velocity-saturated the process is, how the current rolls off below threshold,
how the devices are affected by DIBL and body effect, and so forth. These plots are made
with DC sweeps, as disoussed in Section 5.2.2. Each transistor is 1 um wide in a represen-
tative 180 nm process at 7P C with Frp = 1.8 V. The left column shows nMOS behavior
and the right column shows pMOS behavios,

Figuse 5.16(a) plots I, ve. F; at various values of ¥y, as was done in Figure 3.5. The
saturation current would ideally increase quadratically with F, = ¥, but in this plot shows
closer to a linear dependence, indicating that the nMOS tranaistor is severely velocity-gat-
urated (e eloser to 1 than 2 in the a-pewer model). The inerease in samuration current with
¥, is caused by channel length modulation. The saturation current for a pMOS transistor
i1 bower than for the nbIOS (note the different vertical scales), but the device is not as
velocity-saturated. Figure 5,16(b) makes a similar plot for a device with a drawn channel
length of 360 nm rather than 180 nm. The current is slighcly flatter in satwration, indscat-
ing that channel length modulation has less impact ot longer channel lengths.

ﬁEur:. 5.16{c) '|:|]|:|l'l I, vs I-"'r of an nMOS rangistor on & ilﬂhi[ﬂﬁn:i.t'hmi: scabe for
¥y= 01 Vand 1.8 V. The straight line at low ¥y, indicates that the current rolls off expo-
nentially below threshold. The difference in subthreshold leakage ar the varying drain
voltage reflects the effects of drain-induced barrier lowering (DIBL) effectively reducing
¥y at high Fj. The saturation curment [, is messured at Fj, = ¥ = Fpp, while the OFF
current Iz is measured at ¥, = 0 and ¥, = Fpp. The subthreshold slope is about 90 mV/
decade and DIBL reduces 'LE: effective threshold voltage by about 40 mV over the mange
of ¥,

Figure 5, 16(d) makes & airilar plot on a lincar scale for ¥, = =0.2, 0, and 0.2 V. The
curves shift horizontally, indicating that the body effect increases the threshold voltage as
¥, becomes more negative. F, is held constant at 0.1 V.

EEE Threshold Voltage

In the Shockley model, the threshold voltage ¥, is defined as the value of F, below which
I, becomes 0. In the real transistor characteristics shown in Figure 5.16(c), subthreshold
current continues to flow for ¥, < ¥}, s0 measuring or even defining the threshold volmge
becomes problematic. Moreover, the threshold voltage varies with L, ¥, F, and Fy,, At
least eleven different methods have boen used in the literature to determine the threshold
volrage from measured L~V data [Ortiz-Conde02]. This section will explore two com-
mon methods (constant current and linear extrapalation) and a hybrid that combines the
wihvantages of cach.

The constant currens method defines threshold as the gate voltage at a given drain cur-
rent £, This method s easy to use, but depends on an arbitrary choice of eritical drain
current. A typical chodee of I, Is 0.1 pA = {WYL) Figure 5.17 shows how the extracted
threshold voltage varies with the choice of [, = 0.1 0or 1 pA ar Fy = 100 mV.
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The fineer exirapalation (or maximum-g.) method extrapolates the gate voltage from
the point of maximum slope on the L~F, characteristics, It is unambiguous bur valid only
fnrﬂuﬁnmmgimufnpﬁuﬁnnﬂmrﬂ}humufﬂtwiumhmmufﬁ:mmd
drain diffusion and because drain-induced barrier lowering effectively reduces the thres-
hold at high F. Figure 5.18 shows how the threshold is extracted Fom measured data
using the linear extrapolation method ar F, = 100 mV. Observe thar this method can give
o significantly different threshold voltage and current at threshold, so it is important to
check how the threshold voltage was measured when interpreting threshold voltage speci-
fications. L, is defined to be the value of Iy at ¥, = F,.
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[Zhou99] describes a hybeid method of extracting threshold voltage thar is valid for
all values of ¥, and does not depend on an arbitrary choice of critical current. ¥, and I,
are found at bow ¥, (e.g., 100 mV) for 3 given value of L and W using the linear extrapola-
thon method. For other values of ¥, ¥, is defined to be the gate voltage when I, = I,

Figure 5.19(a) plots the threshold voltage ¥, vs. length for & 16 A-wide device over a
variety of design cormers and remperatures. The threshold is extracted using the linear
extrapolation method and clearly is not constant. It decreases with temperature and is
lower in the FF corner than in the S8 comer. In an ideal long-channe] transistor, the
threshold is independent of width and length. In a real device, the geometry sensitivity
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depends on the particular doping profile of the process. Figure 5.19(b}
plots ¥, against F, for 16/2 A transistors using Zhow's method. The
threshold vaoltage decreases with ¥, because of DIBL.

The maral of this section is that F, depends on length, width, tem-
perature, processing, and how you define it. The current does not
abruptly drop to zero at threshold and can be significant for leakage-sen-
sitive circuirs. When two devices need accurately matched thresholds
{e.g., in a sense amplificr), the devices should be adjacent and identical in

geometry.
EEEl Gate Capacitance

When using RC models to estimate gate delay, we need to know the
effective gare capacitance for delay purposes. In Section 2.3.2, we saw
that the gate capacitance is voltage-dependent. The gave-to-drain com-
ponent may be effectively doubled when a gate switches because the gue
wnd druin switch in opposite directions. Nevertheless, we can obtain an
effective capacitance averaged across the switching time. We use fanout-
of-4 inverters to represent gates with “typical” switching times because
we know from logical effort that cireuits perform well when the stage
effort 12 nppmﬁnu'l:dr a,

Figure 5.20 shows a circuit for derermining the effective gate capaci-
tance of inverter X4, The approach is to adjust the capacitance Cy,,, until
the sveruge delay from o to g equals the delay from o to d. Because Xa
and X7 have the same input slope and arc the same size, when they have
the same delay, €, must equal the effective gare capacitance of X4, X7
and X2 are used to produce a reasenable input slope on node o. A single
inverrer would give reasonable resules, but the inverter pair Is-even berter
because it provides a slope on ¢ that is essentially independent of the rise
tirme at . X5 is the load on X4 to prevent node & from swirching exces-
sively fast, which would overpredict the significance of the gate-to-drain
ﬂ'P:H,’.i!'lJ‘II.‘! i X4,

Figure 5.21 lists a SPICE deck that uses the optimizer to sutomat-
cally rune Gy, until the delays ane equalieed. This capacitance is divided
by the toral gare width {in pm) of X4 10 obtain the capacitunce per
micron of gate width C....... This capacitance is listed as G, {delay} in
Table 5.5 for 4 varicty of processes. Note that the deck sers diffusion area
and perimeter to 0 to measure only the gate capacitance.
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R ~ivcuit for exeracting effective gate
capacilanee for delay estimation

Gate capacitance is also important for dynamic power consumption, as was given in
EC) (4.29). The effective gate capacitance for power is typically somewhat higher than for
delay because O is effectively doubled from the Miller effect when we wait long enough
for the drain to completely switch. Figure 5.22 shows a arcuit for measuring gate capac-
tance for power purposes. A volrage step is applied to the input and the carrent out of the
voltage source is integrated. The effective capacitance for dynamic power consumpion s

I I%LE (5.5)

Agaln, this capacitance can be divided by the total transistor width to find the effective
CEpAcifance per micn.



m_ﬁ-ﬁﬁrﬁ 5  CIRCUIT SIMULATION
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XY Parasitic Capacitance .
The parasitic capacitance associated with the source or drain of 4 transistor o
inchudes the gate-to-diffusion overlap capacitance, ., and the diffusion area Vi 1

and perimeter capacitance C; and Gy, . As discuseed in Section 5.3.4, some

models assign a different capacitunce . to the perimeter along the gare

side. The diffusion capacitance is voltage-dependent, but as with gate capaci- ¥ Circulr for extractng

rance, we can extract an effective capacitance avernged over the swirching effective gate capacitance

transition to use for delay estimation. for power estimation
Figure 5.23 shows circuits for extracting these capacitances.

They operate in much the same way as the gate capacitance extrac-

tion from Section 5.4.3. The first two fanout-of-4 inverters shape

the input slope to match a typical gare. XF drives the drain of an

OFF transistor M1 with speafied W, AD, and PD, X4 drives 2 sim-

ple capacitor, whose value is optimized so that the delay of X3 and

X+ are equal. This value is the effective capacitance of MI's drain.

Similar simulations must be run to find the parasitic capacitances of

pMOS transiseors. I
Table 5.4 lists the appropriate values of W, AD, and PD o RN Circuit for extracting elfective

extract ¢ach of the capacitances. The sizes are chosen such thar the pamasitic capacitance for delay

gate delays and slope on node d ane ressonable when 2 unit transis- Sbeior

tor is 16 & wide (as in Figure 5.21), It also gives valoes to find the

effective capacitance C, of isolated contacted, shared contacted, and merged uncontacted

diffusion regions. The capacitance is found, assaming the transistors ane wide enough thar

the perimeter perpendicular o the polymlicon gate is 2 neglipble fraction of the overall

capacitance. The AD and PD dimensions are based on the layouts of Figure 2.9; you

should substitute your own design rules. The total capacitance of shared and merged

regions should be split between the two transistors sharing the diffusion node. The capac-

itance can be converted to units per micron (or per micron squared) by normalizing for the

value of A. For example, in a 180 nm process with & = 0.09 pm, if Cliesey 18 53 IF for gate

overlap, the capacitance per micron is

53iF

cﬂ=m=

ﬂ_v.?-ji- {5.6)

EEHE Effective Resistance

According to the RC delay model, if & unit transistor has gate capacitance ©, parasitic
capacitance Gy, and reststance R, (for nMOS) or R, (for pMOS), the rising and falling
delays of a fanout-of-4 inverter with a 2:1 PN ratio can be found according to Figure
5.24, These delays can readily be measured from the fanout-of-4 inverter simulation in

Fijgure 5.10 by changang 8.
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Table 5.4 Dimensions for diffusion capacitance extraction

WA | AD(AY) | PD(A) | Tofind effective C per micron

1600 0 0 | C g /1600 (per )
0 8000 0 C gy /BODOX (per jum?)
L o 1600 Cy, /1600M (per pm)
1600 |0 1600 Cou, /1600) = C,y (per pm)

C,lisolared contacted) 1600 8000 3200 Cyu, /1600K (per jm of gate width)
C, (shared contacted) 3200 9600 3200 C, S1600X (per pm of gate width)
C,(merged uncontacted) 3200 4800 3200 Cu, /600K (per pm of gate width)

r,,-%‘;mrm,; four = R3HC + 3G
F gi_l__
1 k0«30, R, aRC & 30
Tt 1 T
{n) Fancat-af-h imaier i) Fising delay () Faling delay

RC delsy modal for {anout-ol-h inverter

The dependence on parasitics can be removed by calkculating the difference between
delays at different fanoats. For example, the difference between delays for b= 3 and &= 4 are

R R
At =-1le “4 -0+ Jc,]---zﬁt_:s =3 +C+3C;)=4R,C
Aty =R (34 = C43C,)-R,[33-C+3C,)=3RC

(5.7)

As (s known from the effective gate capacitance extraction, R, and R, are readily calcu-
lated, These represent the effective resistance of single nMOS and pMOS trunsistors for
deluay estimation.

When two unit transistors are in series, each nominally would have the same effective
resistance, giving twice the overall resistance. However, in modern processes where the
transistors usually experience some velocity saturation, each transistor sees a smaller F,
and hence less velocity saturation and a bower effective resistance. We can determine this
resistance by simulating fanout-of-4 tristates in place of inverters, 4 shown from ¢ 1o #'in
Figure 5.25. By a similar reasoning, the difference between delays for 4= 2 and 4= 3 is

m..""‘ & %{zﬂf"ﬂﬁ}c (5.8)
Aty = H2R, e )C
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As € is snill known, we can extraer the effective resistance of series nMOS and pMOS
rransistors for delay estimation and should expect this resistance to be slightly smaller than
for single transistors.,

e —[am it

& Eh{*ﬂ't.ﬁ*wd{;'lw 'F“"‘l
| | HE [ e
1 n w fw Ly

Circuit for extracting effective series reslstance

It 1% impartant to use realistic inpat slopes when extracting effective resistance becawse
the delay varies with input slope. Realistic means that the input and output edge rares
should be comparable; if a step inpat is applied, the output will transition faster and the
effective resistance will appear to decrease. & was chosen in this seetion to give stage efforts
close to 4.

EEX Comparison of Processes

Table 5.5 compares the characteristics of a variety of CMOS processes with feature stees
ranging from 2 pm down 1o 180 am. Most are based on models published by MOSIS
[Pifia(12] based on wafer test results, but one column uses models provided by TSMC {and
indicates the test wafer results were slower than the TT vendor models). The MOS1DS
models use ACM = 0, so the diffusion sidewall capacitance is treated the same along the
gare and the other walls. The 0.8 and 0.6 pm processes operate at either Fyp = 5 V (for
higher speed) ar Fpp = 3.3 V (for lower power). All characteristics are extracted for TTTT
conditions {707 C).

The table indicates that the diffusion capacitance of an isolated contacted source or
drnin has been 1-2 fF /um for both nMOS and pMOS tramistors over many generations.
The capacitance of a shared contacred diffusion region is alightly higher becanse it has
mare area and inclades bwo gate overlaps, The capacitance of the merged diffusion refleces
two gate overlaps bur a smaller diffisshon area.

The effective resistance of a 1 pm wide transistor has decreased with process scaling
in propartion to the feature size L However, the resistance of a unit (4/2 ) nMOS rransis-
tor, RIZ{, hos remained roughly constant around 8 kfl, a5 constant field scaling theory
would predict. The effective resistance of pMOS transistors is 2-3 times that of nMOS
transistors. A pair of nMOS rransistors in series each have lower effective resistance than a
single device becanse each has o emaller F, and thus experiences less velocity saruration.
Series pMOS transistors show less pronounced improvement because they were not as
velocity-saturared to begin with.
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Vendar Obir [AMI |HP |HPF  AMI | AMI |TSMC TSMC TSMC | TSMC
Macel ' MOSIS MOSIS  MOSIS MOSIS MOSIS MOSIS | MOSIS MOSIS  MOSIS | TSMC
FearureSize/ nm  |2000 1600 8§00 800 60D 600 350 250 180 180
Vi v 5 5 5 ENIRE 33 (33 25 18 18
oS
O F/um [037 (018 030 030 020 (020 027 057 |03 037
Ca Flpm® (005 015 (006 009 025 028 073 123 078 077
[ Fium (031 013 034 039 028 029 032 030 02 018
fFlpm | n'a n'a n'a n'a n's n'a n'a n'a n's 0.24
¢, (solated) [ BFfpm |119 108 (111 (127 (114 |121 |163 (188 150 (112
C, (shared) fFfpm |162 (135 143 (160 141 (150 (204 260 @230 162
Clmemged) | F/pm [148 098 [136 (149 119 (124 (160 (216 209 | 141
R, {single) Mium [303 252 101 (142 919 (119 (573 402 296 |269
R, (serics) Klpm (221 171 (695 (1001 628 |859 (401 310 224 | 2.00
¥, (conse. I} Vv 0465 053 065 065 070 070 059 048 044 041
¥, (linearext) |V 065 058 075 075 076 076 (067 057 |055 053
A pAJum (152 159 380 (197 387 216 450 551 560 | 566
L pApm [226 171 (936 |659 221 145 (657 563 |7R2 939
L., (Anearest,)  pASpm | 0005 012 |05 050 047 047 (0RO 184 407 512
I-' pa
Coi F/um [036 023 (032 032 029 (029 030 066 066 033
& (F/pm’ (003 036 032 037 042 048 091 (139 (094 085
Cao F/pm [021 014 (011 011 0206 021 (035 030 (015 0.2
g fF/um | n'a nfa  |nfa  nfa o's wfa n'a n'a o' .33
i (isolated) fFipm | 142 115 |LIF (126 [1LM 142 (159 207 (136 124
., (shared) fFlpm (192 (151 (14 (172 173 (186 (237 289 |211 (179
€, (merged) fF/pm 152 1112 123 (129 135 143 (183 240 |186 156
R, (single) kilam |671 628 267 408 199 (296 161 (893 655 651
R, (seies)  klpum |539 525 214 333 154 236 133 691 506 54l
|Pyllconse. )y  V 072 077 091 091 090 050 083 046 045 043
| Pyl (linear ext.) V 071 076 094 094 093 093 088 052 033 |05
loe pApm |705 606 154 666 2153 990 (181 245 257 228
Is pA/um [2.18 (179 157 103 208 [138 206 301 474 (252
Ly linearext) | pA/um (002 003 011 011 016 016 (028 059 124 114
Gates
€, (delay) Fium [177 167 (167 160 155 (148 (190 230 (213 167
€, (power) fFfum [224 189 |1L70 (190 (183 |176 (20 292 182 206
FO4 inv delay | ps 856 (717 |37 (427 230 312 (210 153 (994 (754
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Threshold voltages are reported at ¥, = 100 mV for 16/2 & devices using both the
constant current (at L, = 0.1{ VL) pA for aMOS and 0.06{ W/ L) for pMOS) and linear
extrapolation methods. Threshold voltages have generally decreased, but not as fast as
channel length or supply voltage (because of subthreshold leakage). Thercfore, the Fip /T,
ratio is decreasing and pass transistor circuits with threshold drops de not perform well in
modem processes.

Saturation current per micron has increased somewhat through aggressive device
design as feature size decreases even though constant ficld scaling would suggest it should
remain constant. OFF current was on the order of a few picoamperes per micron in the
past, but is now exponentially increasing because of subthreshold conduction through
devices with low threshold voltages. The current at threshold using the linear extrapola-
ricn method is somewhar higler than the constant current [, -:m::pund.ing to the
higher threshold voltages found by the linear extrapolation method,

The gate capacitance for delay has held steady near 2 fF/um for many generations, as
scaling theary would predict, The gate capacitance for power is slightly higher than that
for delay as discussed in Section 5.4.3.

The FO4 inverter delay has steadly improved with feature size as constant held scal-
ing predicts, It fits our rule from Section 4.3.1 of 1/3 1o 1/2 of the feature size, when delay
is measured 10 picoseconds and featune gise in nanometers.

Process and Environmental Sensitivity

Tahle 5.6 shows how the TSMC180 nm process characteristics vary with process comner,
voltage, and temperature. The FO4 inverter delay varies by more than a factor of two
berween best and wonst case. In the TT process, imerter delay varies by about 0.13% / °C
and by about 1% for every percent of supply voltage change. These figures agree well with
the Artisan library data from Section 4.7.4. Gate and diffusion capacitance change only
dlighuly with process, but effective resistance is inversely proportional to supply voltage and
highly sensitive 1o temperature and device comers, [g subthreshold leakage rises dramati-
cally at high temiperature or in the fast comer where threshold voltages are lower,

5.5 Circuit Characterization

The device characterization technigques from the previous section are typically run once by
engineers who are familisrizing themselves with o new process. SPICE is used more often
to characterize entire circuits, This section gives some pointers on simulating paths and
deseribes how to find the DO transfer charscteristics, bogcal effort, and povwer consump-
tion of logic gates.



Table 5.6 Process corners

v . .

pMOS T & 15 [P Ir: |t It %
o v 18 1198 16 (18 |18 198 [162 |18 |18
T G ™ (0 (125 |70 |7 |7 (7 |0 [135

oS
G [TF/pm [037 (039 (035 037 (037 (037 [037 [037 057
Ca fF/um' (077 (072 082 072 080 075 078 076 078
Cove (Ffpm [018 007 019 037 019 0a8 018 008 018
Gty fF/pm |024 022 0236 023 | 025 IEII.H 025 024 024
C, (isolaed) | fF/pm [112 109 116 108 116 110 113 112 1.2
€, (shared) fFium |162 158 165 |158 166 160 Léd 162 | 142
C,(merged) | fF/pm |141 (140 | 143 (138 145 |14 |143 (142 [14
R, (single) Kium |269 178 423 (220 (313 (243 (300 (243 |23
R, (series) kfleum |200 | 1323 342 |151 (242 178 |232 |176 | 217
V_(const.I) |V 041 035 047 /030 051 041 041 |045 037
¥, (lincarext) ¥ 053 048 060 043 D063 053 [053 [058 050
i pAfum |566 934 (354 634 (508 | &56 476 |23 | 520
La pAfum |939 614 (B49 (1116 (99 (100 878 |47 &89
I (nearext) pAfpm |512 (735 (383 529 494 512 512 [ 640 443
[ s
Co fF/um [033 034 031 033 033 033 033 (033 033
Ca fF/pm’ [085 079 (091 090 081 (084 087 085 086
[ fFium |020 019 021 (021 019 020 020 020 020
Ctng fF/um |033 031 03 035 032 033 034 033 033
., (isalated) fF/pm |124 (120 128 (128 120 123 126 124 [124
Cy(shared) | fF/pm |179 (175 [183 184 (173 |17 180 178 178
Colmerged) | fF/um | 156 153 158 160 151 [154 157 155 156
R, (single) kflpm 651 (455 960 700 600 593 (732 (604 686
R (series)  kilpm |541 (365 BO3 598 (473 484 608 (498 568
Vo lcomst.I)  V 043 (043 045 050 (036 043 043 050 038
V, (lnearext) V 051 051 052 057 044 051 051 057 044
Ta phfum |228 (345 (144 (209 (248 (273 14 (238 1R
Ly pAfum |252 |521 |748 766 | 137 (267 257 |2.76 | 938
1. (inearem) |pAfum |1.14 | 140 (095 (1,11 116 (114 114 [120 108

Gates
C, (delay) (fF/um [167 172 (161 | L71 [165 (169 165 167 |1.68
C, (power) fF/um (206 212 (198 206 207 209 203 206 206
FO4 inv delay | ps 756 533 (112 | T44 TI6 697 (B39 (694 806




B8 Path Simulations

The delay of most static CMOS circuits today is computed with a static fiming analyzer
(s Section 8.4.1.5). As long as the noise sources (particularly coupling and power supply
noise] are controlled, the cirouits will operate correctly and will correlate reasonably well
with static timing predictions. However, SPICE-level simulation is important for sensi-
tive circuits such as the clock generator and distribution network, custom memory arrays,
and novel circuit rechniques.

Most experienced designens begin designing paths based on simple models in order to
understand whar aspects are most important, evaluate design tradeoffs, and obtain a qual-
itative prediction of the results. The ideal Shockley transistor models, RC delay models,
and logical effort are all helpful here because they are simple enough to give insight. When
s good first-pass design is ready, the designer simulates the circuit to verify that it operates
correctly and meets delay and power specifications. Just as few new softwane programs run
correctly before debugging, the simulation often will be incorrect at first. Unless the
designer knows what results to expect, it is tempting to trust the false results thar are nicely
printed with beguilingly many significant figures, Once the cireuit appears to be cormecs, it
should be checked across design cormers to verify that it operates in all cases, Section 4.7.4
pave examples of clrouits sensitive 10 VAROUS COEMErE.

Simulation is cheap, but silicon revisions are very expensive, Therefore, it is importan:
to construet a circuit model that captures all of the relevant conditions, including real
input waveforms, APPTOpriate output ]nuhng and adequate interconnect models. YW hen
matching is important, you must consider the effects of mismatches thar are not given in
the carner files (see Section 5.5.5), However, as SPICE decks get more complicated, they
run more slowly, accumlate more mistakes, and are more difficult to debug, A good com-
promise is to start simple and gradually add complexicy, ensuring after each step thar the
results still make sense.

EEE DC Transfer Characteristics

The .de card is useful for finding the transfer characrenistics and noise margins of logic
gates. Figure 5,27 shows an example of characterizing static and dynamic inverters
(dynamic logic is covered in Section 6.2.4). Figure 5.26(x and b) show the circuit schemat-
ics of each pate. Figure 5.26(c) shows the simulation resules. The smtic inverter character-
istics are nearly symmetric around Fpp 2, The dynamic inverter has & lower switching
threshold and its output drops abruptly beyond this threshold because positive feedback
turns off the keeper.

Mote that when the input a is 0" 2nd the dynamic inverter is in evaluation (d = *17,
the cutput would be stable at either ' or °1." To find the transfer charcteristics, we initial-
tze the gate with a ‘1" sutput using the . ie command.

55 CIRCUIT CHARACTERIZATION
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LB
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1= ]

EFAR] Cireults for DC transher analysis

EEH Logical Effort

The logical effort and parasitic delay of cach input of a gate can be messured by fitting a
straight fine to delay ve. fanour simulation resalts. As with the FO4 inverter example, it &
important to drive the gate with an appropriate input waveform and to provide two stages of
loads. Fignre 5 28(a) chows an eample of a circuit for characterizing the delay of a 2-inpur
NAND gate X3 using the M parameter to simalate multiple gates in parallel. Figure 5.28(b)
shows that the delay vs. fanout in a 180 nm process fit o straight line of = 16,75 + 289 ps
within (1.5 ps even though the transistors experience all sors of nonfinear and nonideal
etfects. This shows that the linear delay model is quite accurate as long as the input and our-
it alopes are consastent,

The SWEEF command is convenient to vary the fanout and repeat the transient simu-
lation multiple times. For example, the following card runs eight simulations varying u
fram 1 o B in steps of 1.

stran Ipa 10G0ps SWEEF i1 1 B 1

To characterize an entire library, you can write a script in a language such as Perl that
generates the appropriate SPICE decks, invokes the simulator, and postprocesses the list
files to extract the data and do the curve At
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Recall that 7 is the cocfficient of & (i.e., the slope) in a delay vs. fanout plot for an
inverter. Given that 7 = 15 ps in this process, we see the NAND gate has a logical effort of
16.7/15 = 111 and a parasitic delay of 28.9/15 = 1.93.

Table 5.7 compares the logical effort and parasitic delay of the different inputs of
mdri-imput MAND gates for rising, falling, and average ourput transitions in the TSMC
180 nm process. For rising and fl]ﬁn,gmmim-ni.w: still normalize against the value of 1
found from the average delay of an inverter. Input A s the outermost (closest to power or
ground). As discussed in Section 6,2.1.3, the outer input has higher parasitic delay, but
slightly lower Jogical rﬁlr..Thermng and falling delays in this process are quite different
because pMOS transistors have less than half the mobility of nMOS transistors and
because the nMOS transistors are quite velocity-saturated so that series transistors have
boss resistance than expected.

* imvde.sp
* gratic and dyoamic inverter Of tranmfer charsctsristica

- T s v PR LT e AEEE-
& parasstars and modeln

B e e i e TR BN ORR R OOER O R mw e - o o o o o s o o o e e
.param BUFFLY=1.8

Joption scale=00n

Linslude ¢ ../ models/cssc] 0 /sode]ls.op!

Siamp TO

<option pomk

= Bisylation setlist

W o o N R R W e e — o o o o . e o e o e o FT e
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& Bearvis ISVETLEr
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7 T ¥z wdd ydd  FHOS  W=d L=

.le ¥iyZj = *SUFFLY’




- BETEN CHAPTERS  CIRCUIT SIMULATION o -

180
160 4
140 > 4
120 ry
Darvice i
Loy Laad an - 100 .
Shupe Ingai Tesi Load  Load Bl
[} LR} LL} |4 ] ! m
X P pery.e s
SAPEDCDEL VI
M=h o 0
TET . ] 2 4 [ B 14
faj 1] h

GIEERE] Logical effart characterization af 2-input MAND gate

Tahle 5.8 compares the sverage logical effort and parasitic delay of a variety of gates in
Ty different processes. In each case, the simulations are performed in the TTTT corner
for the outer input, For reference, the values of @ FOM inverter delay and © are given for
each process. The logical effort of NAND gates are substantially lower than we predicted
in Section 4.2.3 because velocity ssturation causes the resistance of A series nMOS tran-
sistors to be less chan A pimes that of & single transistor, MOR gate efforts are slightly
looweer, bt the effect s less pronoanced because pMOS transiseors have Lower mobility and
thaes experience bess velocity samuration. The effores are fairly consistent across process and
voltage, The parasitic delays show greater spread because of the variation in the relative

capacitances of diffusion and gates.

Table 5.7 l.-:l;._'rl'.' &l eftort and parasitic dels ¥ af different Inputs af |r':|'.||r.'-'J1'||!-I:T MNAND gates
¥ of input | Rising ' Falling Average Rising Falling Average
inputs Lagical Logical Logical Paracitic Parasiic Parasitic

Etfortg, |Effortg, | Effortyg Dalay p, | Delay py | Delay o
2 A 1.45 0.82 1.14 237 142 1.50
B 1.36 097 1.17 1,60 124 1.41
3 A 1.82 (). B} 1.31 4.90 211 151
B 1.73 0.95 L34 3.94 186 2,50
C 1.63 110 136 260 154 2.07
4 A 1.96 (.89 142 .54 308 4.81
B 1.86 .02 144 5.71 284 4.28
C 1.BD 1.14 147 4,69 242 3.56
D 1.71 128 149 3.2 1.97 2.62
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This data includes more detail than the designer typically wants when doing design
hfhmd;,'rh: coarse estimates of logical effort from Table 4.2 are generally sufficient for an
initial design, However, the accurste delay ve. fanout information, often sugmented with
input slope dependence, is very important when characterizing a standard cell library to
use with a static iming anahrrer

Table 5.2  Logical effort and parasitic delay of gates in vanous processes

Vendor Obit AMI HP HP AMI | AMI TSMC TSMC |TSMC | TSMC
| Mosdel MOSIS MOSIS MOSIS MOSIS MOSIS MOSIS MOSIS MOSIS MOSIS TSMC
FestureSizef nm | 2000 1600 800 800 600 600 350 250 180 18D
Poc v 5 5 5 33 !5 3.3 13 |25 |18 18
FO4 inv delay  ps 856 717 297 427 MO0 M2 20 153 994 756
T - 170 143 39 84 45 &0 40 30 20 15 |
Logical Effor
Inverrer 1.00 | 100 100 100 100 100 | 100 100 100 | L0
| NAND2 113 107 107 109 105 (108 112 112 117 114
| NANDS 132 |12 13 (135 (119 (134 (1 (1 (1w [1m |
| NANDM 148 (135 133 (13 133 (138 14 14 (L4 14 |
| NOR2 157 162 (159 158 158 1460 152 150 (146 150
| NOR3 216 233 233 |21 (123 230 207 202 14 200
NOR4 255 274 261 (264 (257 268 246 237 237 238
Paratitic Deday
[rvverter 1.08 105 1.05 1.11 1.18 125 1.33 1.18 (.95 1.0G
NAND2 187 179 185 (205 (193 (210 23 200 LM 190
NAND3 3134 322 (330 (375 (340 39 415 (3ss (308 3s
NANDY 464 442 454 512 470 523 575 5M 426 48
NOR2 286 297 (291 (313 (329 35 352 (29% 241 285
NOR3 565 622 (605 647 702 (770 689 541 449 557
NOR4 792 (871 B4B (914 (968 1067 971 793 638 798

EEE} Power and Energy

Recall from Section 4.4 thar energy and power are proportional to the supply current.
They can be measured based on the current out of the power supply voltage source. For
example, the following code uses the TNTEGRAL command to measure charge and energy
delivered to a circuit during the first 10 ns.

msagura charqe INTECRAL I{vdd} FROM={ns TO=10mno
MSasure enargy param='charge*5UFFLY’
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Alternatively, HSPICE allows you to directly measure the instantancous and average
power delivered by a voltage source.

print Fiwdd)
WEEERATS BWE AVG Pivdd) FROM=0ns TO=]10na

Eunu'irnu:iiriuhdpﬁlhumuuureﬂupqmmnmmdhymﬂyunept:inalup
dmuh.!uﬂmm.pumm:napmu\ﬂng:mumfwﬂw:pm“dmpuﬁw
only from that seurce, Unfornmately, this means that vdd cannot be declared as «global.

When the inpur of a gatc switches, it delivers power to the supply through the gate-
fo-source capacitances. Be careful to differentiate this input power from the power drywn
by the gare discharging its internal and load capacitances.

EEE Simuiating Mismatches
Many circuits are sensitive to mismatches berween nominally identical transistors, For
example, the sense amplifiers in Fig 11.17 should respond to 3 small differential voltage
berween the inputs. Mismarches between nominally identical transistons add an offser thar
can significantly increase the required voltage. Merely umnlating in different design comers
s inadequate because the transistors will ssill match cach other. As discussed in Section
4.7.5, the mismatch between cusrents in two nominally identical transistors can be prima-
rily attributed to shifts in the threshold voltage and channel length. Figure 5.29 shows an
example of simulating this mismatch. Each transistor is replaced by an equivalent circuds
with a different channel lengrh and a voltage source modeling the difference in threshold
voltage. Note that many binned BSIM miadeds do not allow seiting the tran-
sistor length shorter than the minimum value supported by the process.
Obtaining dats on parameter variations can be diffcult. Section 4.7.5 gives
examples of channel length and threshold variation in a 180 nm process.

avi d
P@%Eﬂfﬂ.} In many cases, the transistors are not adjacent and may see substantial
=

()

differences in voltage and temperature, For example, two clock buffers in
different comners of the chip that sce different environments will cawse skew
berween the two clacks, The voltage difference can be modeled with two

Modeling mismatch different voltage sources. The temperarure difference is most easily handled

through two sepurate simulstions at different temperanures,

EEE Monte Carlo Simulation

Meonte Carbo simulation ean be used to find the effects of random variations on a circuit. It
consists of ranning a simulation repeatedly with different randomly chosen parameter off-
sets. To use Monte Carlo simulation, the transistor models must include the offset param-
eters. For cxample, Figure 5.30 shows the nMOS model card from Figure 5.12 modified
e handle lengeh, width, and threshald voltage changes. XL and XW specify affsets to the
nominal length and wadteh,
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.modal WHOS EMOS (LEVEL=] TOXN=di0e-10 EF=155E<f LAMBOA=0.3
Vo= g, d+dviha’ THI=D.9] QAMMA=0.&
£J=0 . BE-5 PE=0.T72 HI=d,3d
CIsW=2 ., IE=10 PHP=Y.5 BISW=0.1
A= dxl’ TWs'dzw’

& @ W W

GEEEN] sample Level 1 MODEL card with offsets

Consider modifying the FO4 inverter delay simulation from Figure 5.10 to handle
the length and threshold valtage mismatches given in Section 4.7.5. The . tran card mast
be sugmented to inchude the number of times to repeat the simulation with random val-
ues. The random distributions of cach of the parameters must also be specified. Figure
5.31 shows these changes for 30 Monte Carlo repetitions. The channel length is assigned
a uniform offset in the range of 0 +/~ 12.5 nm. The nMOS threshold voltage offser has
(Gaussian distribution centered around zero with a 1o variation of 16,8 mV.

.paran dxl=sunif{0,12.5m) dvihn=agauss|d,1&.68m,1) dvehp=agauaail,ld.6m,1)
Leran ips 1000ps SWERF MOHTE=30

GEEET nionte Carlo transient analysis

The .measare cards report average, minimum, maximuom, and standsrd deviation
computed fram the repeated simulations. In the FO4 example, the average propagation
delay is 74.9 ps with a standard deviation of 3.38 ps caused primarily by the channel
length variation.

5.6 Interconnect Simulation

Interconnect parasities can be a very important factor in overall delay. When an actial lay-
out is available, the wire geometry can be directly extracted. If only the schematic is avail-
able, the designer may need to estimate wire lengths, For small gates, even the
eapacitances of the wires inside the gate are important. Therefore, some companics usc
parasitic estimator tools to guess wire parasitics in schematics based an the number and size
of the transistars, In any case, the designer must explicitly model bong wires based on their
estimated lengths in the Hoorplan.

Oinice wire length and pirch arc known or estimated, they can be converted to & wire
resistunce K and capacitance C using the methods discussed in Section 4.5. A short wire
{where wire resistance is much less than gate resistance} can be modeled a5 o lumped
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capacitor. A longer wire can be modeled with a multiscgment sr-model. A four-segment
model such as the one shown in Figure 5.32 is generally quite accurate, The madel can be
readily extended to include coupling berween adjacent lines.

In general, interconnect consists of multiple interacting signal and power/ground
lines [Young00]. For example, Figure 5.33(a) shows a pair of parallel signals running
between a pair of ground wires. Although it & possible to model the ground lines with a
resistance and inductance per unit length, it is usually more practical to treat the supply
nerworks as ideal, then account for power supply noise separately in the noise badget. Fig-
ure 5.33(b) shows an equivalent circuit using a single w-segment model. Each line has a
series resistance and inductance, 3 capacitance to ground, and mutual capacitance and
inductance. The mutual elements describe how a changing voltage or current in one con-
ductor induce a current o voltage in the other.

HSPICE also supports the W elemens that models lossy multiconductor transmission
lines. This it more convenient than constructing an enormous t-model with resistance,
capacitance, inductance, mutual capacitance, and mutual inductance. Moreover, HSPICE
has 2 built-in two-dimensional field salver thar can compute all of the terms from a cross-
sectional description of the interconnect. Figure 5.34 gives a SPICE deck that uses the
ficld solver to extract the element values and models the lines with the W clement.

The deck describes a rwo-dimensional cross-section of the interconnect that the feld
soibver uses to extract the electrical parameters. The interconnect consists of the two signal
traces between two ground wires. Each wire is 2 pum wide and 0.7 jum thick. The
wires are sandwiched with 0L9 jam of low-k (€ = 3.55¢,) diclectric above and below. The ¥
= 2 signal traces are spaced 6 pum from the ground lines and 2 pwm from each other and
have & lenggth of 6 mm. The HSPICE field solver is quite fexible and & fully documented
in the HSPICE manual. It generates the transmission line model and writes it to the
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coplanar.rlge file. The file contains resistance, capacitance, and inductance matrices and is
shown in Figure 5,35,

# isterconnact.sp

* Parameters and modela

* i i
param SUPFLY=1.8

Jipolude .. /ecdelsftasciid/aodels . ap’
Jeomp TQ

opkieh POk

L]

= Fubcircuits

Tam e o i SN e
global wdd gnd

Caubeke iny a y Bs3ié0nm P=T730nm

Ml ¥ a god gnd NHEE H="N' L=180nm

+ AE="F*450nm" FE='2*H+H00nm’ AD='p=450nm' FD=‘E+500nm’

H ¥ & wvid wdd PHOE W='F' LelS0mm

# A= Pe4S0mm" PFE='2P4+500om" AD='P*4{50nm' PO="J*P+Rbinm’

canidn

¢ Computa tranemission lins parasseers with field solver

e i e e e e . e S T N Y B O T T s et s i

«saterial axlde DIELECTRIC ER=3_55

.mavarial coppor HETAL COMBOCTIVITY=ST . Emeg
layerstack chipatack LATER=|axlde, 2, 5ws)

fnoptiona apkl ACCURACY =HEDITH FRINTDATA=YER

. WA widewirs RECTARGLE WIOTi=2un HEICHT=0.Tum
SmodE ] ocoplanar W HODELTIPE=Fieldiolver

+ LATERSTACK=chipstack FEOPTIONS=opE] RLOCFILE=coplanar.clgo

+ CONDOCTOR= (| SAFE=widawicn CRTGIN=(Q,0.%an) HATERIAL=coppar TYPE=cafatsfca)
i COMDUCTORS | SHAFE=widowire CRIGIN={Bum,0.%un) MATERIAL=coppor )

+ CONMDUCTOR= | SHAPE=widewire ORIGIN={13um,0.%ua} MATERTAL=coppar)

+

CONDUCTOR={ SHAPE=wdeice ORIGIN={Z0um,D.%an} MATERIAL=copper TYFE=refersnce)

B o o o e e e £ S - A I Y e e e e e e

* Rimulacion motilstl

L L P P T P ST Py T L - o
wdad  wdd gnd "EOFPLY"

vim @ll gnd FULSE ©O 'SUPPLY® Ops I0Ops 100ps SO00pa 1000ps

Wl mil¥ a2 gnd nl3 ni3 ged FEsodel=coplanar M=l l=é==m
Xl rll nlz inv H=40

#2 =nld nld4  fnw H=10

i3 gnd mdd Eav =40

4 el A4 lnw W=20

o e R

« gtimolun

R =L i Pt e L, s PRk Pt
.Eran lps 1000pa

»ind

EEEER svicE deck for losry multicendsetor ansmission lne
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* LiNf®), C(Ffm], Rojohmim), Ga(S/n), Rsohm/(mesqgrr{Hz)], Cd(8S(m"Rz))
«HODEL coplanar W HODELTTPE=ALGC, H=2

# Lo o= G.6006le-007

+ A.6TIT6@-007 6.00181e-007
# Co= 2.53841@-011

- =1, 367T8e=011 2.5384%a-011
+ Bo = 13400.8

+ o 12400.9

4+ Bop = 0

* o o

EEEEH coplanarrige fle

The matrices require 4 bit of effort to interprer. are symmetric around the
onal so only the lower half is printed. The mmm.I::;rm R:?:HRE = 12.4 .I'L"mm..ﬁ‘lfhg;
inductances ane Lyy = Ly = 0.67 nHimm and Ly; = 0.37 nH/mm. The capacitance masrix
represents coupling capacitances with negative numbers and places the sum of all the
capacitances for a trace on the diagonal, Therefore, Cy; = Cyy = 0,117 pFiom and €, =
0.137 pF/mum. In the w-maodel, half of each of these capacitances is lumped st each end.
Figure 5.36 shows the voltages along the wires. Observe the rimgéng (ic., oscillation)
caused by the wide wires with high inductance and low resistance driven with sharp edge
rutes, [f the inductance were reduced by moving the ground lines closer to the conductors,
the ringing would deczease. The switching line couples onto the quict victim, causing
noise at both ends a9 well.

20

15




PITFALLS AND FALLACIES

[N ]

5.7

5.7 Pitfalls and Fallacies

e ————
Failing to estimaie diffusion and interconnect
parasitics in simulations
The diffusion capacitance can sccount for 20% of the
delmy of an FO4 inverter and more than 50% af the dslay
of & high fan-in, low fanout gate. Be certain when simu-
fating circults thiat the area and perimeter of the scurce
and drain areincloded in the smolations. Interconnect
capacitarce is also important, but difficult wo estdmate,
For long wites, the capacitnnee and RC delay represent
mat al the path delay, A oommaman ermar s 1o ignare
wires while doing circuit design at the schematic bevel,
and then discover after lnyout that the wire defay &= fm-
pattant enough 1o demand major circdit changes and
complete change of thee kayout,

Applying inappropriate input wavelorms
Gate delay is stronghy dependent on the riss/fall tims ol

the mput For example, the propagation delay of an in-
verter s subsiantially shorter when a step input i ap-
plbed than whar &n input with o realistic rige Ume 15
provided,

Applying inappropriate output loading

Gate delay s even more strofply dependent on the out-
put loading. Some engineers, patticularty those in the
marketing department, measure gate delay as the deluy
of an unloaded |nverter. This |3 abost one-filth of the
delay'el an FOS irpeerter ot olher pate with “ypical”
|oading. When simizlating a critical path, ftis impartant
to include the estimated load that the final stage mast
dirive.

Choosing inappropriate transistor sizes
Gate detny also depends on transistor widths. Some pa-

pers compare a novel design with carefully selected
tranmistor sizes 1oa conventianal desbgn with poorky se-
ected sizes, pnd arrive 5t the misleading conclusion
that the novel design §s superorn

Identifying the incorrect critical path

Enarirg prehiminary design, itis moch mone efficent to
coerpare crcuits by modeling only the critical paths rath-
& than the entire circuit, However, this requines that the
destgner cormectly idemtily the path that will be mast crit-

Failing to account for hidden scale factors

Many CADsystems introduce scaling factars. For exam-
phe, a circull can be drawn with one set of design rubes
and awomatically scaled to the next process geniéra
ten, The CAD tools may introduce a scaling factor to re-
flect this change. Specififing the proper ransisiar sizes
reflecting this sealing s notorously tricky. Simulaton
resili= will ook gocd, but mean nothing if scaling is not
accounted fior property.

Blindly trusting results from SPICE
plovice SPICE users aften irust the resul is of smulation

far toa rauch. This is exacerbated by the fact that SPICE
prinis results 1o many significant ligares and generutes
pretty wavsforma. As we have seen, there are o mult-
tude of reasons why slsnulaton reaclts may not eeflect
the behadar of the neal cirouit

When first Using a new proceas or tool sef, always
predict what the results shauld be for some simple cir-
cuits de.g-, an FO4 inverter) and verify that the simula-
tion matches expectation. It doesn't hurt 1o be & biy
parancid at first. After proving that the fhow is cormect.
lock down all the modais ard netlist generation soripts
with version control if possible. That way, i any
changes are made. 3 valid reason for the change missi
b evidemit and the simulations can be rovalidated, The
mcdto ks Check and rechack (ot don't bacome coam-
pulsivel)

In gersaral, assume SPICE decks are bagey umitil prov-
e atherraise, 16 the simulaton does not agree with your
expectations, look closely for errors of inadequate mod-
eling in the deck.

1
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Using SPICE in place of thinking

A related errar, comnmon amang perhaps the majority of
ciruit designers, s to use SPICE (oo much and ane’s
brain too litthe, Circuit simadation should be gulded by

analysis.

Making common SPICE deck ermors
Soane of the common misga’ces in SPICE decks include

[Horowitz03]
® Cenitting the comment on-the Bret live
® Orndtting the new line at the end of the deck

¥ Leaving out diffusion parasitics
® Forgetting to oet initial values for dynamic logic
or pequential cincwits

Using incarrect dimensions when .option
scale is not set

If .option scale s not used, a transistor with W =4,
L= 3 wrould be interpreesd as 4 by 2 metens! This aften
is cutside the legal range of sizes in & BSIM model fle,
causing SPICE 1o produce error messages. Simdlarly, &
drain diffusion of 3 % 0.5 pm should be specified as
PO = Fu AD = 1.5p 88 opposed 1o the Sommon mistakes

I'P'I:I-i‘ = = ]
¥ QOmitting the . optlen post comrnand whas 7 e g
using a waveform viewsr

sSummary

When used properly, SPICE is 2 powerful tool to charaeterize the behaviar of CMOS cir-
cuits. This chapter began with a brief rurorial showing how to perform DC and transient
analyses to characterize and optimize simple circuits. SPICE supports many different
tramsistor maodels. At the time of writing, the BSIM3v3 model is most widely used and
describes MOSFET behavior quite well for most digiral applications, When specifying
the MOSFET connection, you must include not anly the terminal connections (drain,
gate, source, and body) and width and length, but also the area and perimeter of the source
and drain thar are used to compute pamsitic capacitance.

Modern SPICE models have so many parameters thar they are intractable for hand
caleulations. However, the designer can perform some simple simulations to characterize o
pro<ess. For example, it is helpful to know the effective gate capacitance and resistance,
the diffusion capacitance, and the threshold voltage and current You can also
desermine the delay of 2 fanout-of-4 inverter and the logical effore and parasitic delay of a
library of gates to make quick estimates of circuit performance.

Most designers use SPICE to characterize real circuits. During preliminary design,
you can model the critical path to quickly determine whether a circuit will meet perfor-
mance requirements. A good model describes not only the circuit itself, but also the input
edpe rates, the output loading, and parasitics such as diffusion capacitance and intercon-
nect. Most interconnect can be represented with a four-segment = model, although when
inductance becomes important, the lossy multiconductor rransmission line W element is
convenient. Novel and “risky” circaits should be simulated in multiple design comers o

ensure they will work correctly across variations in processing and environment. As



SPICE is prone o garbage-in, garbage-our, it is often best to begin with a simple model
and debug until it matches expectanions. Then more detail can be added and tested incre-
mentally.

Exercises

MNate: the book Web page (see preface) contains SPICE models and characterization
scripts wsed to generate the data in this chapter. Unless otherwase stated, ery the exercises
using the mosistsmc180 model file (extracted by MOSIS from rest structures manufac-
tured on the TSMC 180 nm process) in TTTT coaditions.
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Find the average propagation delay of 3 fanout-of-5 verter by modifying the
SPICE deck in Figure 5.10.

By what percentage does the delay of Exercise 5.1 change if the input is driven by a
voltage step rather than a pair of shaping inverters?

By what percentage does the delay of Exercise 5.1 charge if A5, the load on the
load, is omitted?

Find the input and output Jogic levels and high and low noise margins for an
imverter with & 3:1 F¥0V ratio.

What PN ratio maximizes the smaller of the two noise margins for an inverrer?

Generate a set of cight [-V carves like those of Figure 5.16 for aMOS and pMOS
ITARSISTOTS in YOur progess,

The char.pl Perl script runs a number of simulations to chanucterize a process.
Look for SPICE models for a newes process on the MOSIS Web site. Use the seript
to add another column to Table 5.5 for the new process.,

The charlib.pl script runs a number of simalations to extract bogical effort and
_Fl-l'l-liﬁ'.'- d.n'llr ufpmj.n I.IFIH'_L'&!I! process. Add another column o Table 5.8 fora
OCW PROCESS.

Use the eharlib. pl script o find the logical effory and pamsitic delay of a 5-input
MAND gate for the outerfiost inpuL.

Exercise 4.10 compares two designs of 2-input AND gates. Simulate each design
and compare the average debiys. What values of x and y give least delay? How much
faster is the delay than that achicved using values of x and y suggested from logical
effort calculations? How does the best delay compare to estimates using logical
effort? Let €= 10 um of gate capacitance.

Exercise 4,13 asks you to estimare the delay of a logic fimction. Stmubate your design
and compare your results to your estimate. Let one unit of capacitance be a mini-
mum-sized transistor,

exercises  [EINEEER



Combinational
Circuit Design

6.1 Introduction

In Chapter 1, we introduced CMOS logic with the assumption that MOS transistors act
as simple switches. Static CMOS gates used complementary nMOS and pMOS nerwarks
tor drive ‘07 and *1" outpurs, respectively. In Chapter 4, we used the RC delay model and
logical effort to better understand the sounces of delay in static CMOS logic.

I thas chapres, we examing alternative CMOS logic configurations, called crrois fam-
ilier. While the vast majority of designs synthesize exclusively onto static CMOS braries
and even customn designs use static CMOS for 95% of the logic, high speed, low power, or
density restrictions may force another solution, You should always use the crcuit that
satishes the nppﬁc.llinn and m]ui.rl,-.l the lesst d""'iE“ and verfication effort. The mast
commonly used alternative cirouit families are ratioed circuits, dynamic circuits, and pass-
Eranslstor circuits.

As o prosly oversimplified yet still useful made, the delay of & logic gate depends on
ity output current I load I:.Ii'r.ll:'itl nce O, and output '|.'|:||le|: ll.l'ing_ AF as si.w:n it

EQ (6.1).
foc— AV (6.1}

Faster circuit families attempt to reduce one of these three terms. nMOS mansistors
vide more current than pMOS for the same size and capacitance, o nMOS networks are
preferred. Observe that the logical effort is proportional to the C/T term because it is
determined by the input capacitance of a gate that can deliver a specified cutput curment.
One drawback of statie CMOS &= thar it requires both nMOS and pMOS mansistors
on each input. During a falling outpar transition, the pMOS transistors add significant
npm::l:n.rl.n: wathant |1.l:||1|:15 the pu[l.—dmm current: hence, static CMOS has a rﬂlm‘dl_h"
logical effort. Many faster circuir families seek to drive only nMOS transistors with
the inpurs, thus miua:mg capacitance and logical effort, An alternative mechanism must
be provided to pull the outpur high. Determining when to pull sutpues high involves
monitoring the inputs, sutputs, or some clock signal. Monitoring inpats and cutputs inev-
itably loads the nodes, so clocked cireuits are often fastest if the clock can be provided ar
the ideal time. Another drawback of static CMOS s that all the node voltages must tran-
sition between 0 and Fpp,. Some circuit families use reduced voltage swings to improve

319
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propagation delays (and power conmmption . This advantage must be weighed against the
delay and power of amplifiing outputs back to full levels later or the costs of tolerating the
reduced swi

A host of other circuit families have been proposed, bur most have never been used in
commercial products and are doomed to reside an dusty library shelves. Every transistor
contributes capacitance, so modt fast structures are simple. Neverthebess, we will describe
many of these circuits as a record of ideas thar have been explored. A few hold promise for
the furure, particularly in specialized applications. Many texts simply catalog these cincuit
families without making fudgments, This book attemipts to evaluate the circuit families so
that designers can concentrate their efforts on the most promising ones, rather than
searching for the “gotchas™ that were not mentioned in the original papers. OFf course, any
wuch evaluation runs the risk of overlooking advanitages or becoming incormect as technol-
oy 5o vou should wse your own judgment.

Static CMOS logic is particularly pepular because of is robustness. Given the comect
inputs, it will evennually produce Ihtmwtpu[m long as there were no ervors in logic
design or manufacturing. Other circuit families are prone to numerous pathalogies,
inclucling Enugr. sharing, leakage, threahold drops, and ratioing constraints. When using,
afternarive circuit families, it is vital o understand the pathologies and check that the cir-
cuits will work comrectly i all design corners.

Because we are mterested in building performance-optimized chips, both dreuir and
physical design must be considesed. These two phases of design are intimately meshed.
The density, behavior, and power dissipation of circuits can have a direct impact on any
high-level architectural decision and can allow or preclude options based on the selection
af a logic style. For this reason, it is important that the architeer and microarchitect have
some idea of low-level cinouit oprions.

6.2 Circuit Families

Static CMOS circuits with complementary nMOS pull-down and pMOS pall-up ner-
works are used for the vast majority of logic gares in integrated circuits. They have good
noise marnging, and are fast, low power, insensitive o device variations, casy to design,
widely supported by CAD toals, and readily available in standard cell braries. When
noise does exceed the margins, the gate delay increases because of the ghiech, but the gate
eventualty will settle to the comect answer. Indeed, many ASIC methedologies onky albow
static CMOS circuits, This section begins with s number of techniques for optimizing
gtatic TMIOS circuits,

Newvertheless, performance or area constraints occasionally dictate the need for other
circuit families. The remainder of this section describes the most popular circuit families,
including ratioed and dynamic circuits and pass transistors.
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8l Static CMOS

Deesigners accistomed o AND and OR functions must learn to think in rerms of NAND
and NOR to take advantage of static CMOS. In manual circuir design, this is often done
through bubble pushing. Compound gates are particularly useful o perform complex
functions with relatively low logical effares. When a particular input is known to be laress,
the gate can be optimized to favor that input. Similarly, when either the rising or falling
edge is known to be more critical, the gate can be optimized to favor that edge. We have
focused on building gates with equal rising and falling delays; however, using smaller
pMOS transistors can reduce delay, power, and area. In processes with multiple threshold
-.rn[mg-ﬁ‘. multiple flavors of gates can be constructed with different speed/leakage power
tradeotls.

6.2.1.1 Bubble Pushing CTMOS smges are inherently inverting, so AND and OR
functions must be balt from NAND and NOR gates. DeMorgan'’s Law helps with rhis
copversion:

AB=A+R

A+B=A*R
These relations are illustrated graphically in Figure 6.1. A NAND pate is equiv-

alent to an OR of inverted inputs, A NOR pate is equivalent to an AND of

inverted inputs, The same relationship applies to gates with more inputs. D_ e :@_
Switching between these representations is easy to do on o whireboard and is

often called dubdile pusbing.

{6.2)

-
5.2.1.2 Compound Gates As described in Section 1.4.5, static CMOS absa ] >3 )
efficiently handles compound gares computing varioms inverring combinations of

G E.1
AN’D."E!E functions in a single stage. The function F = AR + CD can be com- :::Emm e
puted with an AND-OR-INVERT-22 (ADI22) gate and an inverter, as shown
in Figure 6.2.

In general, logical effort of compound gates can be diffesent for different
inputs, Figure 6.4 shows how logical efforts can be esttmated for the AQT2,

ADI22, and & more complex compound AO] gate. The transistor widths are A

chosen to give the same drive as a unit inverter. The logical effort af each input is E:g:}—:[:::-F
the ratio of the input capacitance of that input to the input capacitance of the D

mverter. For the ADT21 gate, this means the logical effort s slightly bower for

the OR rerminal () than for the rwo AND rerminals (4, B). The parasitic delay IR 1ogic using ADI22
is crudely estimated from the total diffiusion capacitance on the ourput node by gate

samming the sizes of the transistors attached w the output. The complex AOL

will be weed for comparison between logic families.




Design a circuit to compute = AB + CD using NANDs and NORs.

mwhepncmn the cireuir consists of two ANDs and an OR, shovwn in
Figure 6.3(a). In Figure 6.3(b), the ANDs and ORs are converted to basic CMOS

stages. In Figure 6.3{c and d), bubble pushing is used to ssmplify the Jogic to three
NANDs. e

oD Ok
A T e Pl

oo @F
o ] B

f= g
o0 |

:
L] ! L]

Bubbile pashing to comvwert ANDs and OFs to KANDS and NORs

Unit nverter AQEZT

Complax ADI
¥ud Yo de'H+

Y = A«{B+L) + D-E

g, =343 g, =83 g, =643
p=33 iy = B3 iy = B3
. = 573 g, =83

p=Ta g, =63

p=1da

p=16

Logieal effarts and parasitic delays of AQH gates
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T B

Calculate the minimum delay, in 1, to compute F = AR + CD using the circuits from Figure 6.2 and Figure
.3d). Each input can present a maximum of 20 A of transistor width, The curput must drive 3 load equiva-
lent to 100 & of transstor width, Choose transestor sizes o achizve this delay,

The path electrical effore is / = 100/20 = 5 and the branching effort is B = 1. The design using

NI gates has a path logical effort of 7 = (4/3) « (4/3) = 16/9 and parasitic delay of P= (2 + 2) = 4, The
design using the AOLX2 and inverter has a path bogical effort of G = (6/3) * 1 = 2 and 2 parasitic delay of P=
(12/3 + 1) = 5. Both designs have NV = 2 stages. The path cfforts F = GBH are BV and 10, respectively. The
path delays are MF' + I or 10,0 rand 11.3 r, respectively. Using compound gares does not abways result in
faster circuits; simple 2-input NAND gates can be quire fast.

To compute the sizes, we determine the best stage efforts, = FY%, 3.0 and 3.2, respectively, These are
in the range of 2.4-6 so we know the efforts are reasonable and the design would not improve o much by
sdding or removing stages. The input capacitance of the second gate is determined by the capacitance transfor-
Aty

For the NAND design,
_100A (449 o

[0
- 3.0
For the AQLE? desipn,
1004 = (1)
i, 31N
= 3.2

Transiswar widths for example
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6.2.1.3 Input Ordering Delay Effect The logical cffort and parasitic delay of different
gite inputs is often different, Some logic gates, like the ADI21 in the previous section, are
inherently arymmetric in that one input sces less capacitance than another. Other gates,
like NANDs and NOBs, are nominally symmetric but actually have slightly different log-
ical effort and parasitic delays for the different inputs.
Figure 6.6 shows 3 2-input NAND gate annotated with diffusion parasitics.
Consider the falling output transition occurring when one input held a srable 1 value

E: ¥ and the other rises from 0 to *1.! If input B riscs last, node « will initially be at Foo—
A 2L % F, = Fpp because it was pulled up through the nMOS rransistor on input A, As
s——{F¥2c showninSection 4.2.1, the Ebmore delay s (R/2)(20) + R(EC) « 7RC - 2.33 r'.On
the ather hand, if inpur A rises last, node < will initially be at 0 V because it was dis-
through the nMOS transistor on input B. No charge must be delivered to
W rianp gare nade %, s the Elmore delay is simply R{6C) = 6RC=2 r.

delay estimaton In general, we define the ster input to be the inpat closer to the supply rail (eg.,
B) and the imuer input to be the input closer to the output (e.g., ). The parasitic
delay is smallest when the inner input switches last because the intermediate nodes
have already been discharged. Therefore, if ane signal is known to arrive later than the

others, the gate is fastest when that signal is connected to the inner input.

Table 5.7 listed the logical effort and parasitic delay for cach input of various NAND
gates, confirming that the inner input has o lower parasitic delay. The logical cfforts are
lonwer than initial estimates mighe predict because of welocity sammnation. Interestingly, the
inner input has a slightly higher logical effort because the intermediate node « tends to
rise and cause negative feedback when the inner inpur turns ON (see Exercise 6.3)
[Sutherland9]. This effect is seldom significant to the designer because the inner input
remains faster over the range of fanouts used in reasonable circuits.

" 6.2.1.4 Asymmetric Gates When one input is far bess critical than another,

ia EID_{:}_ ¥ even nominally symmetric gates can be made asymmetric to favor the late
input at the expense of the early one. For cxample, consider the path in Fig-

1ere 6.7{a). Under ordinary conditions, the path acts as a buffer berween A and

i ¥, When reset is asscricd, the path farces the output low. If reset anly occurs

A ETR] under exceptional circumstances and can take place slowdy, the circuit should

ro —t———][4 be optimized for input-to-output delay at the expense of reset. This can be

i} done with the aymmetric NAND gate in Figure 6.7(b). The pull-down resis-
mnce is &4 « RA{4/3) = R, so the gate still offers the same driver as 2 uniz

IEECRE rccotrabie buffer inverter. However, the capacitance on input 4 is only 10/3, so the logieal

optimized for G813 INPUE  offaet s 10/9. This is berter than 4/3, which is normally aseociated with a

NAND gate. In the limit of an infinitely large reset ransistor and unit-sized
nMOS transistar for input A, the logical effort approaches 1, just like an
inverter. The improvement in logical effort of input 4 comes at the cost of much higher
effart on the reset input. Note that the pMOS transistor on the reser input is alse shrunk.

' Recall that T « 3RC is the deliay oF an isverter driving the gate of an identical inverser.
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This reduces its diffusson capacitance and parasitic delay af the expense of slower
response fo reser. _q ¥
In other circuits such as arbiters, we may wish to build gates that are per- i : .
fectly symmetric so neither inpur is favored. Figure 6.8 shows how to construcr a B — :
symmetric NAND gate.
| FHG B8 | Perfectly i
6.2.1.5 Skewed Gates In other cases, one input transition is more imporant Z-input mﬁ?

than the other. In Section 2.5.2 we defined Hi-bete gates to favor the rising owt-

put transition and LO-stew gates to favor the falling output transition. This

favoring can be done by decreasing the size of the noneritical transistor. The logical effores
for the rising (up) and falling (down) transitions are called g, and g, respecrively, and are
the ratio of the input capacitance of the skewed gate to the input capacitance of an
unskowed imverter with equal drve for shar tamsrrse. Figure 6.9(a) shows how a Hl-skew
inverter is constructed by downsizing the nMOS transistor. This maintuing the same
effective restvtance for the critieal mransition while reduocing the input capacitance relarve
to the unskewed inverter of Figure 6.%b), thus reducing the logical effort on that critical
transition to g, = 2.5/3 = 5/6. Of course, the improvement comes at the expense of the
efforr on the noncritical rransition. The logical effort for the falling transition is estimared
by comparing the inverter to a smalber unskewed inverter with equal pull-down cument,
shown in Figure 6.9(c), giving a logical effort of g, = 2.5/1.5 = 5/3, The degree of skewing
{e!.menmnffﬁmmm&:fhu fast transition relutive 1o the slow transition)
impacts the logical efforts and nodse margins; a factor of two is common. Figure 6,10 cat-
alogs HI-skew and LO-skew gates with a skew factor of two, Skewed gates are sometimes
denoted with an M or an L on their symbaol in g schematic,

Unskenwen) [rveier Wngharwes] Irrvestes
{equal rias resistarcs)  {equal fall resistance)

Hi-gRiivw
el
4 1
A HLEE v A —GEV ¥ A -[EE ¥
%) it fc)

AN Logical effort calculation for 10-skew inverter

Alternating Hl-skew and LO-skew gates can be used when only one tranation is
important [Solomarnikey(0], Skewed gates work particularly well with dynamic cireuits,
a3 we shall sez in Section 6.2.4.

6.2.1.6 P/N Ratios Notice in Figure 6.10 that the average logical effort of the LO-skew
NOR2 is actially better than that of the unskewed gate. The pMOS transistors in the
unskewed gate sre enarmous in order 1o provide equal rise delay. They contribare input
capacitance for both transitions, while only helping the rising delay. By accepting a slower
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G,
Unskewed A ¥ A |

ﬂ% o i QO

f =1 Ba LE 1]

qﬂ-T ﬂ“-m

(FIG 6,10 s log of skowed gates

rise delay, the pMOS transistors can be downsized to significantly reduce inpur capaci-
tance and average de

In general, what is the best P/N ratio for logic gates (i.e., the ratio of pMOS 1o
nMOS transistor width)? You will see in Exercise 6.13 thar the ratio giving lowest averape
delay is the square root of the ratio that gives cqual rise und fall defays. For processes with
a mobility mtio of g,/ g, = 2 35 we have generally been assuming, the best ratios are shown

in Famire 6.11.
Inverier NANDZ MNOR2
<6 b
s i,
g, =t15 B— g, =43 =i M g, =2
g =081 i, = 453 g, =1
Bl =088 Doy =43 B, =32

GEAEN Gates with AW ratics giving Jeast deloy
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Reducing the pMOS size from 2 to ¥2 = 1.4 for the inverter gives the thearetical
fastest average delay, bur this delay imprevement is only 2%. However, this significantly
reduces the phOS transistor anea, It also reduces input capacitance, which in turn reduces
pOWEr CORMIMpION. Unfirrtunately, it leads to unequal delay between the outputs. Some
Parl-un:mhu[nwﬂun average if’ they trigger the worst edge of cach gare. Excessively
slow rising outpurts can also cause hot electron degradation. And reducing the pMOS size
also moves the switching point lower and reduces the notse margin,

In summary, the ' ratio of & lbrary of cells should be chosen on the basis of anes,
power, and reliabiliry, not average delay. For NOR gares, reducing the size of the pMOS
transistors significantly improves both delay and arca, In most standard cell libraries, the
pitch of the cell determines the PN ratio that can be achieved in any particular gate.
Ratios of 1.5-2 are commonly used for inverrers.

6.2.1.7 Multiple Threshold Voltages Some CMOS processes offer two or more thres-
hold voltages. Transistors with lower threshold voltages produce more ON current, bue
ulso leak exponentially more OFF cument. Libraries can provide bath high- and low-
threshold versions of gates, The low-threshold gates can be used sparingly to reduce the
delay of critical paths [Kumar94, Wei%8), Skewed gates can use Jow-threshold devices on
only the critical network of transistors.

[EE] Ratioed Circuits

Rariced circuits, introduced in Section 2.5 4, use weak pull-up devices and stronger pull-
down devices. They reduce the input capacitanee and hence improve logical effort by
elimimating large pMOS transistors bading the inpuss, bur depend on the correct mtio of
pull-up to pull-down strengrh. 1f the pull-up is too strong, Fey,.., may be too hight Fayon
is best chosen to be less than ¥, so the low output does not furn ON the mext stage. 18 the
pull-up is too weak, the rising delay will be too skow. Ratied circuits also dissipate static
power while the output is low, so they mast be used in o limited fashion where they pro-
vide significant benefits.

6.2.2.1 Psewdo-nMOS Figuare 6.12 shows prendo-rMOS logic gates, which are the most
common form of CMOS ratived logic. The pull-down network is like thar of a static gate,
but the pull-up network has been replaced with 2 single pMOS rransistor thar is grounded
sa it is always ON. The pMOS transistor width is selected to be about 1/4 the strength
(L., 1/2 the effective wadth) of the nMOS pull-down network as 3 compromise between
noise mangin and speed, this best size s highly process-dependent, but is usually in the
range of 173 to 176,

To calculate the logical effort of pwmdn-nMEﬂS Eafes, suppose & nump-!:m:ntu}'
CMOS unit inverter delivers current [ in both rising and falling transitions. For the
mﬂlhlubmmdﬂpMﬂEmmpm{huﬂmddﬁnMﬂE netwarks produce 4173,
The logical effort for each transition s computed &2 the ratio of the input capacitance to
that of a complementary CMOS inverter with equal current for that tramsatson, For the
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MANDZ2 NOR2 Generic
a. =43 g, = 3
=4 glen g =as &
- A ¥ Ga = 169 ¥
pizae ABR Mo inputs
p, =69 B— B, =100
P, =128 Py = 2008

GIXEH proude nMoS logic gates

falling transition, the pMOS rransistor effectively fights the aMOS pull-down. The out-
put current is estimated as the pull-down current minus the pull-up carrent, (413 - If3) =
L. Therefare, we will compare each gate to 1 unit inverter to calculate g, For example, the
logical effart for a Falling transition of the pseudo-nMOS inverter is the ratio of its input
capacitance (43} to that of a unit complementary CMOS inverter (3), iz, 49, g, i= three
times a5 great because the current is 143 as much.

The paraitic delay is also found by counting output capacitance and comparing it to
an inverter with equal current. For example, the pseudo-nMOS NOR has 10/3 units of
diffissbon capacitance as compared to 3 for a unit-mized complementary CMOS inverter, so
its parasitic delay pulling down is 1009, The pull-up current is 1/3 as greas, so the parasitic
delay pulling up is 10/3.

As cin be seen, paeudo-nMOS is slower on average than static CMOS for NAND
structures, However, it works well for NOR structures. The logical effort is independent
of the number of inputs in wide NORs, so pseudo-nMOS is useful for fast wide NOR
gates or NOR-based structures like ROMs and PLAs when power permits.

Pseado-nMOS gates will not operate correctly if Fyy, » Fy, of the receiving gate. This
is most fikely in the SF design comer where nMOS transistors are weak and pMOS tran-
sistors are strong, Designing for acceptable noise margin in the SF corner forces conserva-
tive choice of weak pMOS transistors in the normal comer. A biasing circuit can be used
to reduce process scnsitivity, as shown in Figure 6.15. The goal of the bising circuit s 1w
ereate & P, that causes P2 to deliver 1/3 the carrent of N2, independent of the relative
mohbilities of the pMO3 and aMOS transistars, Transistor V2 has width of 3/2 and hence
produces current 352 when ON. Transistor N is tied ON to act as a current source with
1/3 the current of M2, i.e., [f2. PI acts as u current mirror using feedback to establish the
bias voltage sufficient to provide equal current as NI, If2. The size of PY is noncritical so
long as it is large enough to produce sufficient current and is equal in size 10 P2, Now, 2
ideally also provides 1/2. In summary, when A4 is low, the pseiado-nMOS gate palls up with
a cutrent of 112, When A is high, the pseado-nMOS gate pulls down with an effective
current of (352 = Ii2) = I, To first arder, this bissing technique sets the relative curments
strictly by transistor widths, independent of relative pMOS and nMOS mobilities.
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Example

Design a &-input AND gare with DeMorgan’s Law using static CMOS inverters
followed by a d-input pseudo-nMOS NOR, as shown in Figure 6.13. Let cach
inverter be unit-sized. If the output load s an inverter of size /Y, determine the best
transistor sizes in the NOH gate and estimate the average delay of the path.

CRUMELRE The path electrical effort is H and the branching effort is B = 1. The
inverter has a logical effort of 1. The pseudo-nMOS5 NOR has an average logical
effort of 8/ according to Figure 6.12. The path logical effortis G= 1+ = B4
so the path effort is 809 Each stage should bear an effort of /= V85 /9 . Using
the capacitance transformation gives NOR pull-down transistar widths of

. _£Cu _(8/OH _BH
Cla f  8H/{9 3

unit-sized inverters. As a unit inverter h?_gt.m units of input capacirance, the
NOR transistor nMOS widths should be 8/ . According to Figure 6.12, the pull-
up transistor should be half this width. The complete drouit marked with nMOS
and pMOS widths is dravn in Fizure 6,14,

k-Input AND gate driving FIG 6.14 ] E-imprat AND moarked with
load of H transistor widths

We estimate the average parasitic delay of 2 Hinput pseudo-nMOS NOR to be
(B + 409, The toral delay in 1 is

D=+ =27 B8,

Increasing the number of inputs anly impacts the parasitic delay, not the effory delay,

CIRCUIT FAMILIES
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Such replica biasing permits the 1/3 current ratic rather than the
conservative 1/4 ratio in the previous circuits, resulting in lower logical
effare. The bias voleage ¥, can be distributed to multiple pseudo-
aMOS gates. Ideally, ¥, will adjust itself 1o keep ¥y constant across
process corners, Unfortunately, the currents through the two pMOS
transistors do not exactly match because their drain voltages are unoqual,
so this technigue still s some process sensitivity. Also note that this
bias is relative 10 P 80 any noise on either the bias voltage line of the
Frp supply rail will impact circuit performance,

“Turning off the pMOS ransistor can reduce power when the bgic
is idle or during TDEN) rest mode (see Section 9.6.8), as shown in Figure

616,
An alternate way to represent the pseudo-nMOS gate is to draw the
on — pull-up az the input and the pull-down transistors with open drains, i
shown in Figure 6.17. Multiple gates are tied together in a “wired-OR"
'“"'"{ fashion. This representation is called CMOS Multidrain Lagic by the
v irventors [ WuB7], but offers no advantages over normal pseudo-nMOS
Peeude-nMOS gate circuits in medern CAD environments,

with enshled pull-up
6.2.2.2 Ganged CMOS Figure £.13 illustrates pairs af CMOS invert-
ers ganged mogether. The truth table is given in Table 6,1, showing that
the pair compute the NOR function. Such a circait is sometimes called a

#i e 5 symmetricc NOR [ Johnson88], or more generally, gamged CMOS
W [Schulez®0]. When one input is *0' and the other °1," the gate can be

A B (s viewed as a pseudo-nMOS circuir with appropriate ratio constraints.
v When both inputs are "0," both pMOS transistors turn on in parallel,

! - pulling the output high fester than they would in an ordinary pseudo-

[FIE 6.17] 3-input MOR drawn as nMOS gate. Moreover, when both inputs are °1," both pMOS transistors
B g turn OFF, saving static power dissipation. As in pseado-nMOS, the

transistors are sized so the pMOS are abour 174 the strength of the
nMOS and the pull-down current matches that of a unit inverter. Hlence,

oL, AR

an H%‘! g
N1 M2 B
) LA

i
3
tal u: e

(R Symmetric 2-input MOR gate

ﬁhnﬂhﬁﬂﬁ#lfﬁl&dm“ﬁmﬁmdm.ﬁﬂpHmFmrmm
04
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A | B NI - |- Pl NX | PR ¥
0 0 OFF  ON OFF ON 1
0 1 OFF ON = ON | OFF -0
1 1] ON OFF OFF O -0
1 1 ON | OFF | ON | OFF 0

the symmetric NOR achieves both better performance and lower power dissipation than a
2-input psendo-nMOS NOR.

Johnson also showed that symmetric structures can be used for NOR gates with more
inputs and even for NAND gates (sec Exencises 6.23-6.24). The 3-input symmetric NOR
also works well, but the logical effores of the other structures are unattractive.

Legie (SFPL) 4-input NOR, gate [Simon92]. It is similar to & pseudo-nMOS gate except
that the pull-up is controlled by the inpurs. Ne-N9
and P21 form a pseudo-nMOS NOR function. The
jate af the pull-up PI is driven by a paralle] seeree fol-
freoer consisting of drive 1ransissors NI=M and load
transistor M. When one input turns on, the source

o
follower pulls node x to approximartely ¥/, This —L‘E._'N;IE ,ﬂ{ﬁ,ﬂqﬁm r‘IEH
tends to partially rorn off PI, which allows smaller . g L| v ¥
aMOS pulldowns N6-N9 to be used, However, NT- L’E;*m E;-‘- iﬁ'&,m iue. Em
N4 also load the input, so the overall reduction in

input capacitance is not clear, SFPL is primarily [EE s5pL 4-input NOR pate
spplicable to constructing wide NOR gates.

EEEl Cascode Voltage Switch Logic

Cazeouly Folttge Stoiroh Lopte (CVEL™ [Heller84] seeks the performance of ratioed cirouits
without the static power consumption. It uses both true and complementary input signals
and computes both troe and complementary outputs using a pair of nMOS pull-down net-
works, as shown in Figure 6.20(a). The pull-down nerwork fimplements the logic function
as in a static CMOS gare, while fuses inverred inputs feeding transistors arranged in the
conduction complement. For any given input pattern, one of the pull-dovn networks will
be ON and the other OFF. The pull-down nerwork that is ON will pull thar cutput lew:
This low outpat tars ON the pMOS transistor to pall the opposite output high. When
the opposine output rises, the other pMOS transistar turns OFF 50 no static power dissips-
tion occurs, Figure 6.20(b) shows a CVSL AND/NAND gate. Observe how the

6.2.2.3 Source Follower Pull-up Logic Figure 6,19 shows a Ssurer Fallower Pull-up @P

i

-] 1 1 1. i % 1 " & = - ' .
Dlasy wutheors call this cireuit Bmily Dgfferentiad Cousde Fltage Suiroh Lagic (DCVS [ChuBb] or DCVAL
[Mg96]). The cerm ssende comes froen snalog cirosts where tranasstons are placed in scries.
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pull-down networks are complementary, with paralle] transistors in
one and series in the other. Figure 6.20(c) shows a 4-input XOR
gate. The pull-deown networks share A and A transistors to reduce
the transistor count by two, Sharing s often possible in complex
functions, and systematic methods exist 1o design shared networks
[ChuBa].

CVSL has a potential speed advantage becanse all of the logic

is performed with nMOS transistors, thus reducing the input
capacitance, As in pseudo-nMOS, the size of the pMOS wransistor
is important. It fights the pull-down network, so & lange pMO3
transistor will slow the falling transiion. Unlike pseudo-nMOS,
the feedback tends to turn off the pMOS, so the outputs will even-
tually settle to a legal logic level. A small pMOS transistor is show
at pulling the co output high. In addition, the CVSL
gare requires both the low- and high-going transitions, adding
more delay. Contention current during the switching period also
INETEARES [RWer COMEUmpTion.
Pseudo-nMOS worked well for wide NOR stroctures. Unfior-
tunately, CVSL also requires the complement, a slow tall NAND
structure. Therefore, CVSL is poorly suited to general NAND and
NOR logic. Even for symmetric structures like XORs, it tends to
be slower than static CMOS, as well as more power-hungry
I'I:huﬂ?, ﬁg”dﬁ], However, the ideas behind CVSL |:||:|p us under-
stand dual-rail domino and complementary pass-transistor logic
discussed in later sections.

[ Dynamic Circuits

Rarioed cireuits reduce the input capacitance by replacing the
pMOS transistors connected to the inputs with a single reststive
pull-up, The drawbacks of ratioed circuits include slow rising tran-
sitions, contention on the falling transitions, static power dissipa-
tion, and & non-zero ¥y, Dynamic cireuits circumvent these
drawbacks by using a clocked pull-up transistor rather than a
pMOS that is always ON. Figure 6.21 compares (2) static CMOS,
(b} peeudo-nMOS, and (c) dynamic inverters. Dynamic circait
operation is divided into two modes, shewn in Figure 6.22. During
precharge, the clock 4 is 0, so the clocked pMOS is
ON and initializes the output ¥ high. During sefiu-
gioe, the clock is 1" and the clocked pMOS rums OFF.
The output may remain high or may be discharged low

¥ (5 L’,.‘

EEFEH rrocharge and evalustion of dynamic gates

through the pull-down nerwork, Dynamic circuits ane
the fastest commonly used circuit family because they
have lower input capacitance and no contention during
switching, They also have zero static power dissipation.



However, they require careful clocking, consume significant dynamic
power, and are sensitive to noise during evaluation. Clocking of dynamic
carciirs will be discussed in much more detsil in Section 7.5,

In Figure 6.21{c), if the input A i *1" during precharge, contention
will tzke place because bath the pMOS and nMOS transistars will be
ON. When the input cannot be guaranteed to be 0 during precharge,
un exera clocked evalvation transistor can be added to the bottom of the
MO stack to avoid contention as shown in Figure 6.23. The extra
m;uh-mrﬂ:ﬂm:mnurd&dlﬁ# Figure 6.24 shows generic feofed and
unfeted gates”.

Fugure 625 estimates the falling logical effort of both footed and
unfooted dynamic gates. As usual, the pull-dewn transistors’ widths are
chosen to give unit resistance. Precharge occurs while the gate is idle and
aften may take place more slowly. Therefore, the precharge transistor
width 18 chosen for twice unit resietance. This reduces the capacitve
boad on the clock and the parasitic capacitance at the expense of greater
rising delays. We sce thar the logical efforts are very low. Footed gates
have higher logical effort than their unfosted counterparts bat are still
an improvement aver static lagic, In practice, the logical effor of foated
gates is berter than predicted because velocity saturation means series
nMO5 transistors have less resistance than we have estimated. More-
owver, logical efforts are also shghtly better than predicted because there i

Imvarier MAMDZ
& =01 .
Unfooted a—{M 8-
g, =173 g, =23
=20 P= 3R
+_
in. )
- A—[3
A 2 B—3
F{iﬂlﬂd . g‘-m :ll g.-m
p, =33 Py =43
l;::ul:ug of dynamic gates =
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"'Thh}m.l.u:dmlhwnkufmirulm in lroem TEM [Mewka98], Il calls these sivles D1 and 132, re-

spectively.
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no contention between nMOS and pMOS transistors during the input transition. The
gize of the foor can be increased relative 1o the other nMOS ransistors 1o reduce logical
effort of the other inputs at the expense of greater clock leading. Like pseudo-nMOS
gates, dynamic gates are particularly well suited to wide NOR functions or multiplexers
because the logical effort is independent of the number of inputs. OF course, the parasitic
delay does increase with the number of inputs because there is more diffusion capacitance
on the output node. Characterizing the logical effort and parasitic delay of dynamic gares
i tricky because the output tends to fall musch faster than the input rises, leading to poten-

tially misleading dependence of propagarion d||:11:|.I on famcur [S-mhu'li.nd'ﬂ‘?]

A fundamental d:F.ﬁl:uIl].r with d}'nnmm circuits is the memarerinty requirement,
While a dynamic gate is in evaluation, the inputs must be momptemically ristng, That is, the
input can start LOW and remain LOW, start LOW and rise HIGH, start HIGH and

remain HIGH, bue not start HIGH and fall LOW,
Figure 6.26 shows waveforms for a foored dynamic
R oW iawerter tn which the input violites monotonicity. Dur-

A

& Prachams

IE vﬂlluﬂ:’ " P btz

¥l

Al Lionotonicity problem

\%,-" ing precharge, the cutput is pulled HIGH. When the
clock rises, the inpur is HIGH so the output is dis-
charged LOW through the pull-down neowork, as you

would want to have happen in an inverter. The inpas

. P lazer falls LOW, murning off che pull-down nerwork.
L b R | However, the precharge transistor is also OFF g0 the

w output foats, staying LOW rather than rising as it
Ehisput should Fiss but does 008 would in a normal inverter. The oatpurt will remain Jow
until the next precharge step. In summary, the input
must be monotonically rising for the dynamse gate to
compute the correct function.

Unfortunarely, the outpur of a dynamic gate beging HIGH and menotonically falls
LOW during evaluation. This menoronically falling output X is not a suitable input to a
second dynamic pate expecting monotonically rising signals, as shown in Figure 627,
Diynarnic gates sharing the same clock cannot be directly connected. This problem is often
overcome with domino logic, described in the next section.

6.2.4.1 Doming Logic The munnmui:ir}' ];:mh]:qn can be salved hr plumg i sEabic
CMOS inverter berween dynamic gates, as shown in Figere 6.28(a). This converts the
monotonically falling output into a monatonically riging signal suitable for the nex gate,
as shown in Figure 6.28(b). The dynamic-static pair together is called a domrmo gate
[KrambeckB2] because precharge resembles setting wp a chain of dominos and evaluation
causes the gates 1o fire like dominos tpping over, each triggering the next. A single clock
can be used to prechange and evaluate all the logie gates within the chain. The dynamic
output is monotonically falling during evaluarion, so the static inverter output is mono-
tonically rising. Therefore, the static inverter is usually o HI-skew gate to favor this rising
output. Observe thar precharge occurs in parallel, bur evaluation coowrs sequentially. This
explains why precharge is usually less eritical. The symbals for the dynamic NAND, HI-
shew inverter, and domino AND are shown in Figure 6.28(c).
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In general, more complex inverting static CMOS gates such
as NANDs or NOR: can be used in place of the inverter

¢-|E

HI-skew MAND gate. This is often faster than an 8-input
dynamic mux and HI1-skew inverter because the dynamic stage has
less diffusion capacitance and parasitic delay,

# -1E
[Sutherland??]. F ple, Figure 6.29 shows an S-input dom-
ﬁjﬁij‘E ijE :;:E ino multiplexer hmnl:::f::: two ;j‘ut;udymmm ml:ltipll.::‘n -;:?.
v EE) ¥

:

Diomino gates are inherently noninverting, while some func-
EI_iE tiens like XOR gates necessarily require inversion. Three methods
o7 of addressing this problem include pushing inversions into static

ah et

MO stage

e

logic, delaying clocks, and using dual-rail domine logic. In many

TAFE] Domine gate using 1ogic in static circuits such as arithmetic logic units (ALL), the necessary XOR

gate at the end of the path can be built with a conventional static

CMOS XOR gate driven by the last domino ciroust, However, the

XOR output no longer is monotonically rising and thus cannot
directly drive more domino logic. A second approach is to directly cascade dynamic gates
without the static CMOS inverter, delaying the clock to the later gates 1o ensure the
inputs are monotonic during evaluation. This i commonly done in content-addressable
memories (CAMs) and NOR-NOR PLAs and will be discussed in Sections 7.5.4 and
11.7, The third approach, dual-rail damino logic, is discussed in the next section.

6.2.4.2 Dual-rail Domino Logic Duaf-raf demins grates encode cach signal wath a pair
of wires. The input and output signal pairs are denoted with _p and _/, respectively. Table
6.2 summaries the encoding. The _b wire is asserted to indicate that the output of the
gate is “high® or °L' The _{ wire is asserted to indicate that the outpur of the gate 15 “low”
ar 0. When the gate is precharged, neither _3 nor _J is asserted. The pair of lines should
never be both msserted stmultancously during correet operation.

Table 6.2 Dual-rail domino signal enceding

4] precharged
0 1 o '
1 0 b &
1 1 irvalid

Dual-rail domino gates accept bath tree and complementary inputs and compute
both true and complementary outputs, as shown in Figure 6.30(a). Observe that this is
identical to static CVSL circuits from Figure 5.20 cxcept that the eross-coupled pMOS
transistors are instead connected o the precharge clock. Therefore, dual-rail domine can
be viewed as 2 dynamic form of CVSL, sometimes called VS [HellerS4). Figure
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[EEER Dunl-rail demin gates

6.30{b) shows 1 dual-rail ANDY/NAND gate and Figure 6.30(c)
shows a dual-rail XORXNOR gare. The gates are shown with
clocked evaluntion transistors, but can also be unfooted. Dioal-rail
doming is 3 complete logic family in that it can compute all inverting
and noninverting logic functions. However, it requires more area, wir-
ing, and power. Dual-rail strucrures also lose the efficiency of wide
dynamic NOR gares because they require complementary tall
dynamic NAND stacks.

Dhual-rail domine signals not anly the resalt of a computation but
also indicates when the computation is done. Before computation
compleres, both rails are prechasged. When the computation com-
pletes, one rail will be asserted. A NAND gate can be used for com-
pletion detection as shown in Figure 6.31. This is particularly useful
for asynchronous cireuits [Williams91, Sparsol1].

Coupling can be reduced in dual-rail signal busses by interdigi-
tating the bits of the bus, as shown in Figure 631, Each wire will
never see more than one aggressor switching at a time because only
o af the two mails paitches in each cycle,

62 circult Famivies  [EEEHEEN
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node. If 2 dynamic node is precharged high and then left Aoating, the voltage on the

O'- 6.2.4.3 Keepers Dynamic circuits also suffer from charge leakage on the dynamic

dymamic node will drift over time due to subthreshald, gate, and junction leakage. The
timee constants tend to be in the millisecond to nanosscond range, depending on process
and temperature. This problem is analogous to leakage in dynamic RAMs. Moreover,
dynamic circuits also have poor input noise mangine. If the input rises above ¥, while the

IFLIEYS Reducing coupling noise
on dual-rafl bisses

- Wik Eegpss

MT:_T[—-] ?

.

L]

:

gare 15 in evaluation, the inpur mransistors will tam on weakly and can incor-
rectly discharge the output. Bath leakage and noise margin problems can be
addressed by adding a keeper cincuir.

Figure 6.33 shows a conventional keeper on a domino buffer. The keeper is
a weak mransistor that holds, or sarsicizes, the output at the correct level when ir
would otherwise float. When the dynamic node X i high, the output ¥is low
and the keeper is ON to prevent X from flcating. When X falls, the keeper ini-
tially opposes the transition so it must be much weaker than the pull-down net-
work. Eventaally ¥ rises, turning the keeper OFF and avoiding static power
dissipation.

The kecper must be strong (Le., wide) enough to compensate for any beak-
age current drawn when the output is floating and the pall-down stack is OFF.
Serong keepers also improve the noise margin because when the inpuats are
alightly above F; the keeper can supply enough current to hold the output high.
Figure 5.26 showed the DC transfer characteristics of 3 dynamic inverter. As the
keeper width £ increases, the switching point shifts right. However, strang keep-
ers also increase delay, typically by 5%-108. Keeper transistors are usually on
the order of 1/10 the strength of the pull-down stack, althoagh they may need
to be stronger on wide NOR gates or multiplexers in particularly leaky pro-
cesses, For small dynamic gates, this ratio implies that the keeper must be
weaker than a minimum-sized transistor. This is achicved by increasing the
keeper length, as shown in Figure 6.34(a). Long keeper transistors increase the
capacitive load on the output ¥, This can be avoided by splitting the keeper, as
ahown in Figare 6.34(b).

Weldih: man
Langth: L-min

wadgth: min ,
7 Langiie L. Wit i
# . i Lengh: min
¥ X
A2 A 2
]
a) ]

dISY Weak keeper [mplementations




Figure 6.35 shows a differemsial beeper for a dual-rail
domino buffer. When the gate is precharged, bath keeper
ransistors are OFF and the dynamic outputs fioar. However,
25 soon a5 one of the nils evaluates low, the opposite keeper
purna ON. The differential keeper is fast because it does not
oppose the falling rail. As long as one of the rails is guaran-
teed to fall prompely, the keeper on the other rail will tum on
before excessive leakage or noise causes fulure, OF course,
dual-rail domino can also use 4 pair of conventional keepers.

An alternative approach is to build the keeper with a
small complementary pull-up stack connected to the inputs

rather than a weak pMOS transistor driven by the inverted output, a5 shown
in Figure 6,36 for a 2-input NAND gate. In the terminology of Section
#.2.1.5, such a gaee can be viewed &5 a very LO-skew {e.g., skew factor 5)
static CMOS gate sugmented with precharge and (possibly) evaluation tran-
sistors. Skew factors of 4-8 are reasonable. The approach has been called
woise folerant precharge (NTP) [Yamada95, Murabayashi96] or mensfomic
static CMOS [Thorp99). Such noise-tolerant precharge gates have the

6.2 circuim Famivies [ EEENEEE

.{j_-, _L{mﬁnun{}- Y_h

IR oifferential keeper

Rl potss-tolerant prechonge

sibvantage that the keeper will eventually recover from a nodee event, in con-
rrast to standard keepers thar never recover if the input glitches enough to
nirn them off. Nojse-tolerant precharge does not work well for wide NOR
ssructures bocause it requircs many scrics pMOS transistors. It is also most practical for
grates with wide input transistors where it is feasible to construet a comparatively weak
complementary network with minimum-sized pMOS transtsrors. Figure 6,37 plots the
static notse margin and delay of dynamic NAND2 gates using conventional keepers and

Dalay (ps)

B WK & & 8B R B8 &

2 = 2
Hoise Mangin [% of V)

[FIG 637 Dalay mmmm:ginuﬁmmthml and
rcise-tolerant precharge dynamie HAND?:S
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NTP [Harris03], Increasing the keeper size improves noise
margin at the expense of delay. For the same noise margin, the

Nowral _ gman
TP - Rvoain
x J {E}_T During durn-in, the chip operates at reduced frequency,

but at very high temperature and voltage. This causes severe

s leakagte that can overpower the keeper in wide dynamic NOR
gates where many aMOS transistors leak in parallel. Figure
.38 shows a domino gare with a durn-in conditional kecper
[Alvandpour(2]. The BI signal is asserted during burn-in to

—J

second keeper slows the gate during burn-in, but provides extra
current to fAght leakage.

Dormino circuits with delayed clocks can use full
congisting of cross-coupled inverters to hold the output either high or low, as discussed in
Sectinn 7.5.2. Many other keeper techniques have been proposed including a “leaker” that
is always ON [Krambeck82], input-controlled refresh [Lakshmanan(1], the taverter tech-
nique [Covinod7], pMOS pull-up technique [['Souza®6], mirror technique [WangO],
and twin-trunsistor technique [Balamurugan01], but the conventional keeper is genesally
satisfactory because it is simple and has little cost in speed and power dissipation.

6.2.4.4 Secondary Precharge Devices Dynamic gares are subject to problems with
charrge charing [Okdobd¥iiafs]. For example, consider the 2-input dynamic NAND gate in
Figure 6.3%(a). Suppose the output ¥is precharged to Fop, and inputs A and B are low,
Also suppose that the intermediate node x had a low value from a previous cycle. During
evaluation, input A rises, but input B remains low so the output ¥ should remain high.
However, charge is shared between €, and Cy, shown in Figure 6.39(h). This behaves as 2
capacitive voltage divider and the voltages equalize at
i

wlfim—r A
¥, =Fy C +Cy o0 (6.3)

Charge sharing is most serious when the output is ightly loaded (small Cy) and the
internal capacitance is large. For example, 4-input dynamic NANID gates and comiplex
AD] gates can share charge among multiple nodes, If the charge-sharing noise is small,
the keeper will eventually restore the dynamic output to Fpg. However, if the charge-shar-
ing noise is large, the cutput may flip and un off the keeper, leading to incorrect results.

Charge sharing can be overcome by precharging some or all of the internal nodes with
secomdary precharge transistors, as shown in Figure 6.40. These transistors should be small
because they only must charge the small internal capacitances and their diffusion capaci-
tance slows the evaluation. [t is often sufficient to precharge every other node in a tall
stack. S0 processes are less susceptible to change sharing in dynamic gares because the
diffission capacitance of the internal nodes is smaller. If some charge sharing is acceprable,
a gate can be made faster by predischarging some internal nodes [Ye00].
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In summary, domino Jogic was originally proposed as a fast and compact cireuit tech-
mique. In practice, domine is prized for its speed. However, by the time feet, keepers, and
secondary precharge devices are added for robustness, domino is seldom much more com-
pact than static CMOS and it demands a tremendous design effort 1o ensure robust cir-

cuite. When dual-rail domino is required, the area exceeds static CMOS,

effort by hvpathetically appending statie CMOS inverters onto the end of the path. The

f.2.4.5 Logical Effort of Dynamic Paths In Section 4.3.3, we found the best stage G.

best effort depended on the parasitic delay and was 3.59 for g, = 1. When we
employ alternative circoit farnilies, the best stage effort may change. For exam-
ple, with domino circuits, we may consider appending domino buffers onto the
end of the path. Figure 6.41 shows that the logical effort of 3 domino baffer is &
= 5/9 for footed domine and 5718 for unfooted domino, Therefore, each buffer
sppended to a path actually decreases the path effore. Hence, it is berter ro add
more buffers, or equivalently, to targer a lewer stage effort than you would in a
static CMOS design.

[Sutherland%9] showed that the best stage cffort is p = 2.76 for paths with
footed domina and 2.0 for paths with unfooted domine, In paths mixing foowed
and unbooted domine, the best efforr ts somewhere betwesn
these extremes. As a rule of thumb, jsst a5 you target a stage
effort of 4 for static CMOS paths, you can target a stage cffors  Unfocted
of 2=3 for domine paths.,

We have also seen thar it is possible to pash logic into the o
wnatic CMOS stages between dynamic gates. The following
example explores under what cirumstances this is beneficial. A1

In summary, dynamic stages are fast because they build
logic wing nMOS transistors. Moreover, the low logical efforts  g= 12 g= 5%

that using & relatively large number of stages is benefi- G = SR
cial. Pushing logic into the static CMOS stages uses slower

__ Secondary
=il Prschangs
¥ Transisior
A—
B—1
_|
EEEEN secondary prechams
transistor
Footed
¢t "
¥ A
_|
g-m ﬂ-“
E=59

RN Lozical efforts of domino buffers
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Figure 6.42 shows two designs for an 8-input domino AND gate using footed dynamic gates. One uses
four stages of logic with static CMOS inverters. The other uses only two stages by employing a Hl-skew
NOR gate. For what range of path electrical effores is the 2-stage design faster?

You might expect that the second design is miperior becanse it scarcely increases the complexity
of the static gate and uses half as many stages, but this is only true for low electrical efforts. Figure 5.43
thows the paths annotated with (a) logical effort, (b) parasitic delay, and (c} total delay. The parasitic
delays only consider diffusion capacitance on the cutput node. The delay of cach design is plotred against
path electrical effore H*. For H > 2.9, the 4-stage design becomes preferable because the domine gates ure

E = ey

AR XS 8- Input deming AND gates

(=) ﬁ [:: W -]} DE e

g=50 p=58 g=33 g=51 ge53 ge=aR
P=83 p=E% p=43 pe5B P=83 p=53 e R o P
G = (SFANSMIAINEE) = 1261108 G = (53A2) = 52
P=B3+58+43+58=5 P=E3+B3=1113
1 10
D-l{l%?- ] +5 p-.z[?.. H'] Ll
H08 2 3

B-input domino AND d:ll;ri

= —mam  w= a

“Iha nat conditse the path dectrical effort A with the letrer H desigrasing the Hil-skew static CMOS gates in the schematic.
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pMOS rransistors and reduces the number of stages. Thus, it is usually good to use static
CMOS gates only on paths with low electrical effort.

tiple functions where one is a subfunction of another or shares a subfunction. Mul
outpul deming legic (MODL) [HwangB9, Wang97] saves arca by combining all of the
computations into a multiple-outpur gate.

A popular application is in addition, where the carry-out ¢ of each bit of a 4-bit block
st be computed, as will be discussed in Section 10.2.2.2, Each bit position 1 in the block
can either propagate the carry {p.) or generate a carry {g). The carry-out logic is

£.2.4.6 Multiple-output Domine Logic (MODL) It is aften necessary to compute mul- @

=N+t

ey = g3+ paliy +h¢g}

€= gy +P3LIJ + 23l + Pk ]’]'

0= gat Py faﬁh{n +ilg *.Pr*‘um

(6.4)

This can be implemented in four compownd AOI gates, 35 shown in Figure 6.44(a).
Motice that each output is a function of the less significant outputs. The mone compact
MODL design is often called a Manchester carry dheii, shown in Figure 6.44(b). Note that
the intermediate outputs require secondary precharge transistors, Also note that care mist
be taken for certain inputs to be mutally exclusive in order to avosd meak paths. For exam-
e, in the adder we must define

;J .dlali
PI. gl ﬁbl'
If p, were defined as a, + &, a sneak path could exist when a, and &, are "1"and all other

inpats are '0." In that case, g, = #, = 1. ¢, would fire as desired, but ¢, would alss fire incor-
n,-cﬂ}gzl-lhmn in E'_:IELI:I'I: 45,

(6.53)

f.46(n). The HI-skew inverting static gates are replaced with predischarged dynamic gates
asing pMOS logic. For example, a footed dynamic p-logic NOR gate is shown in Figure
6.46(b). When & is 0, the first and third stages precharge high while the second stge pre-
discharges low. When & rises, all the stages evaluate. Domino connections are possible, as
shown in Figure 6.46(c). The design style is called NP Diwrine of NORA Damine (NO
RAce) [Gonclavesf3, Friedmanfi4],

NORA has two major drawbacks, The logical effort of footed p-logic gates is gener-
ally worse than that of HI-skew gates (e.g., 2 vs. 3/2 for NOR2 and 4/3 vs. 1 for
NAND2Z). Secondly, NORA is cxtremely susceptible to noise. In an ordinary dynamic

6.2.4.7 NP and Zipper Domino Another variation on domino s shown in Figure @.
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i)

AFRIRE] Conventional and MODL carry chains

gate, the input has a low noise margin (about 1), but is strongly
driven by a static CMOS gate. The Boating dynamic output is
mare prone to noise from coupling and charge sharing, but drives
another static CMOS gate with a larger noise margin. In NORA,
however, the sensitive dynamic inputs are driven by noise-prone
dynamic outputs. Given these drawbacks and the extra clock phase
required, there is little reason to use NORAL

Zipper doming [LeeBS) is a closely related technique that beaves
the precharge transistors slightly ON during evaluation by using
precharge clocks that swing between 0 and Fp = | F,[ for the
pMOS precharge and ¥, and Fyp for the nMOS precharge. This
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plays much the sume role a5 & keeper. Zipper never saw widespread use in the indusery
| Bernsgein®d].

@B Pass-transistor Circuits
It the circuit familics we have explored so far, inputs are applied only to the gate terminals
of transistors. In pass-transistor circuits, inputs are also applied to the source/drain diffu-
sion terminabs. These circuits boild switches using cither nMOS pass transistors or parallel
pairs of AMOS and pMOS transistors called tramsmission pates. Many authors have
claimed substantial area, speed, snd/or power improvements for pass transistors compared
1o static CMOS logic. In specialized circumstances this can be true; for example, pass
transistors are essential 1o the design of efficient d-transistor static RAM cells used in
most modern systems (see Section 11.2). Full adders and other creuits rich in XORs akso
can be efficiently constructed with pass transistors. In certain other cases, we will see that
pass-transistor circuits are essentally equivalent ways to draw the fundamental logic serc-
tures we have explored before. An independent evaluation finds that for most general-par-
posc logic, static CMOS is superior in speed, power, and area [Zimmermann®7a],

ar the purpose of comparison, Figure 6.47 shows 3 2-input multiplexer constructed
in a wide variety of pass-transistor circuit families along with stanc CMOS, pseado-
aMOS, CVSL, and single- and dual-rail domino, Some of the circait families are dual-
ruil, producing both true and complementary outputs, while others are single-razl and may
require an additional inversion if the other polarity of output is needed. U XOR V can be
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computed with cxactly the same bogic using § = U, § = U A = ¥ B = 7. This shows that
gratic CMOS i particularly poorly suited to XOR because the complex gate and two
wlditional inverters are required; hence, pass-transistor circuits become attractive. In com-
In:immﬁtﬂi'-iﬂ'ﬁ NAND and NOR gates are relatively efficient and benefit less from
[pass CPANSIStOE.

This section first examines mixing CMOS with transmission gates, as is common in
multiplexers and latches. It next examines Complemensary Pas-transistor Logic (CPL),
which can work well for XOR-rich circuits like full adders and LEAn intogration wirh Pan
gransisters (LEAP), which illustrates single-ended pass-transistor design. Finally, it cata-
lags and compares a wiide variety of alternative pass-transistor families.

£.2.5.1 CMOS with Transmission Gates Strucrures such as ristates, latches, and mul-
tiplexers are often drawn as transmission gates in conjunction with simple static CMOS
logic. For example, hgun: 1.27 introduced the transmission gate multiplexer using two
transmission gates, The circuit was nonrestoring; i.¢., the loghe bevels on the output are po
better than those on the input so a cascade of such circuits may accumulate noise. To
buffer the outpuar and restore levels, a static CMOS output Enverter can be added, as in
Figure 647 (CMOSTG).

A first, CMOS with transmistion gaves might appear to
affer an :nﬁlﬂf ThEW tnngrufcht'l.ﬁl constmacts. A careful exam- g
ination shevws thae the tnp-alnm.- is actually almost identical o 1=
static CMOS, as was seen in Section 2.5.6, If multiple stages of = -
logic are cascaded, they cun be viewed as alternating transmis-
sion gates and inverters. Figure 6.48(a) redraws the multiplexer H NE
to include the inverters from the previous stage that drve the  (a) I
diffusion inputs but to exclude the output inverter. Figure _
6.48(b) shows this multiplexer drawn at the transistor level,  WERIEIS Alternate representations of CMOSTG
Observe that this is identical to the statie CMOS multiplexer of in a 2-Input nverting multiplexer
Figure 6.47 except thar the intermediate nodes in the pull-up
and pall-dewn networks are shorted together as NT and N2,

The shorting of the intermediate nodes has rwo effects on delay: The effective resis-
tance decreases somewhat (especially for rising outputs) because the outpur is pulled up or
down through the parallel combination of bath pass transistors rather than through a sin-
gle mansistor. However, the effective capacitance increases slightly becanse of the extra dif-
fision and wire capacitance required for this shorting. This is apparent from layouts of the
multiplexers; the transmission gate design in Figure 6.4%(a) requires contacted diffusion
on NI and N2 while the static CMOS gate in Figure 6.4%b) does not. In most processes
the improved resistance dominates for gates with moderate fanouts, making shorting gen-
erally beneficial,

These are several factors that favor the static CMOS representation over CMOS with
transmission gates. If the inverter is on the output rather than the input, the delay of the
gate depends on what is driving the input os well as the capacitance driven by the oatpar.
This inpur driver sensitivity makes chanscrerizing the gate more difficult and is incompati-
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ble with mosr timing analysis tooks. Nevice designers often ermoneously charcterize trans-
mission gate circuits by applving a voltage source directly to the diffusion inpur. This makes
transmission gute multiplexers look very fast because they only involve one transistor in
series rather than twa, For accurste characierizanion, the driver must alio be included, A
second drawback is thar diffusion inputs to tristate inverters are susceptible to noise that
may incorrectly tum on the inverter; this is discussed further in Section 6.3. Finally, the
contacts slightly increase area and their capacitance increases power consamption.

FiG B.50

Logical effort of
ransmission
gaLe cireuit

If transmission gates are used, it is common practice to make the pMOS and
nMOS wransistors roughly the same width mther than use a double-width pMOS.
This is done because the two ransistors pass a signal in parallel. The incremental
resistance benefit of 2 wider pMO3S transistor is not worth the extra gate and diffu-
sion capacitance it presents, The effective resistance of o transmission gate builr from
unit transistors is approximarely 8 in both dsing and falling directions, as discussed
in Section 2.6, The logical effort of cincoits involving transmission gates is computed
by drawing stages that begin at gate inputs rather than diffusion inputs, as in Figure
6,50 for a tranemission gate multiplexer. The effect of the shorting can be ignored, so
the logical effort from either the A or B terminals is 673, just o in a static CMOS
multiplexer, Note that the parasitic delay of transmission gate circuits with multiple
serics transmission gates increases rapidly because of the internal diffusion capaci-
tance, 8o it is seldom beneficial to use more than two transmission gates in series

without buffering,

6.2.5.2 Complementary Pass Transistor Logic (CPL) CPL [Yano®0] con be under-
stood as an improvement on CVEL. CVEL is slow because ane side of the gate pulls
dowm, and then the cross-coupled pMOS ransistor pulls the other side up. The size of the
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eross-coupled device is an inherent compromise berween a large transistor char fights the
pull-down excessively and a small transistor that is slow pulling up. CPL resolves this
by making one half of the gate pull up while the other half pulls dewn.

Figure 6.51(a) shows the CPL multiplexer from Figure 6.47 rotated sideways. If a
Pnﬂmmunm.nfamadtnl'ﬂl‘l,ptﬁ.ll}::merhmcmh:mldqmll}mﬂluhu‘g
on the output of one stage or the input of the next. Figure 6.51(b) redraws the mux o
include the inverters from the previous stage that drives the diffusion inpar, bur 1o exclude
the outpuat inverers. Figure 6.51(c) shows the mn drawn at the transistor level, Observe
that this is identical to the CVSL gate from Figure 6.47 except that the internal node of
the stack can be pulled up through the weak pMOS rransistors in the inverters.

A A pva
L L 5_| sHa |—S s—|l 3—|E “:: }t:
=t %‘Jw 4%1\ zi

m Aiemate I:I'.'F'I:EE.'I.‘..I!IL'F..'F af C7L
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When the gare switches, one side pulls down well through its nMOS rransistors. The
other side pulls up. CPL can be constructed without cross~coupled pMOS transistors, but
the eutputs would only rise o Fpg — ¥, (or slightly lower because the nMO35 transistors
experience the body effect). This costs static power because the ourpur inverter will be
turned slightly ON. Adding weak cross-coupled devices helps bring the rising output to
the supply rail while only slightly slowing the falling output. The output inverters can be
LO-skewed o reduce sensitivity to the slowly rising outpur.

6.2.5.3 Lean Integration with Pass Transistors (LEAP) Like CPL, LEAP® [Yano%]
builds logic networks using only fast nMOS tmansistors, as shown in Figure 6.47. [tisa
single-ended logic family in that the complementary netwark is not required, thus saving
rea and power. The output i buffered with an inverter, which can be LO-skewed o favor
the asymmetric response of an nMOS rransistor. The nMOS network only pulls up o Fy,
- ¥, 50 a pMOS feedback transistor is necessary to pull the internal nade fully high, aveid-
ing pawer consumption in the output inverter, The pMOS width is a tradeaff berween
fighting falling transitions and assisting the last part of a nsing transition; it generally
should be quite weak and the cireuir will fail if it is wo strong. LEAP can be a good way to
build wide 1-of-N hot multiplexers with many of the advantages of psendo-aMOS but
wpmrn reimvented under ihe name Single Emaleal Scomg Revtarvog Pt Tresuratar Logic
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without the static power consumption. It was originally proposed for use in a pass transis-
tor Jogic synthesis system because the cefls are co

Unlike mest ciscuit families that can operate down o Py 2 max{ ¥, [F,|}, LEAP is
limited to operating at Fip, 2 2F, because the inverter must flip even when receiving an
input degraded by a threshold voltage.

6.2.5.4 Other Pass Transistor Families There have been a host of pass transistor fam-
ilies proposed in the liverature, including Differential Pase Transistor Lagic (DPTL)
[Pasternak87, Pasternak®1), Dously Pax Transister Logic (DPL) [Sumki93], Energy Econ-
omized Pars Trarsister Logic (EEPL) [“Em'ng?-ﬁ] Puvh-Pull Pass Transistor Logic (PPL)
[Paik®6)], Swing-Restored Pass Transistor (SRPL) [Parameswar96], and Differemtial
Careode Foltagpe Stoiteh with Pars Gate Logic VEPG) [Laiv7]. All of these are dual-rail
families like CPL, as contrasted with the single-rail CMOSTG and LEAF.

DIPL is a double-rail form of CMOSTG optimized fo uie singhe pass transistors
where only a known 0 or *1' needs to be passed. It passes good high and low logic levels
without the need for level-restoring devices. However, the pMOS tranststors contribute
substuntial area and capacitance, but do not help the delay much, resulting in large and
relatively slow gates.

“The other dual-rail Families can be viewed as modifications 9 CPL. EEPL drives the
cross-coupled level restoring transistors from the opposite ruil rather than Fpp The inven-
torz claimed this led 1o shorter :[-:Iqr and lower POWEr diniplri:m than CPL., but the
impm‘vmﬂenu could not be confirmed EZi.mm::rmq.nnﬂ?l]. SRPL :mn«cnup]u the
inverters instead of using cross-coupled pMOS pull-ups. This leads to o ratio problem in
which the n©MOS transistors in the inverter must be weak enough o be overcome as the
pass franssstons try to pull up. This tends to require small inverters, which make poor buff-
ere. DCVSPG eliminates the output inverters from CPL. Without these buffers, the out-
put of a DCVSPG gare makes a poor inpur to the diffusion rerminal of another DCVSPG
gate because a long unrestoresd chain of nMOS mansistors would be formed, l2ading to
delay and noise problems. PPL also has unbuffered outputs and associated dielay and noise
issues. DPTL generalizes the outpur buffer structure to consider alternatives 1o the cross-

pMOS rransistors and LO-skewed inverters of CPL. All of the alvernatives are
sbower and larger than CPL.

6.3 Circuit Pitfalls

Cireuit designers tend 1o wse simple circuits because they are robust. Elsborate circuirs,
especially those with more transistors, tend 1o add more area, more capacitance, and more
things that can go wrong. Static CMOS is the most robust circuit family and should be
used whenever possible. This section catalogs a variety of circuit pitfalls thar can cause

chips 1o fail. They inclade:
# threshold drops
® ratio failures



® |eakage

#® charge sharing

* power supply noise

* coupling

» sofiority cacties inject

# back-jrite coupling

& diffusion hpﬂmh!-mm‘n"hir}'
# race condifions

% delay matching

& metastabiliny

® hot spats

® soft ermors

® process sensitivity
Capacitive and inductive coupling were discussed in Section 4.5. Sneak paths were dis-
cussed in Section 6.2.4.6. Relsability issues such s soft errors impacring cirouit design
were duscussed in Section 4.8, Timing-related problems inchiding race conditions, delay
matching, and metastability will be examined in Sections 733, 7.5.4, and 7.6.1. The
other pitfalls are deseribed here.

Pass transistons are good at pulling in a preferred direction, but only swing to within F, of

the mil in the other direction; this is called a thresbodd drop. For example, Figure 6.52

ghows a pass transastor doving a logic )’ into an inverter. The output of the pass transistor

arly rises 1o Fpg = F. Woree yet, the body effect increases this threshald voltage because

¥y » 0 for the pass transistor, The degraded level is insufficient to completely rum off the

pMOS mansistor in the imverer, resulting in static power dissipation. Indeed, for low Fop,,

the degraded output can be so poar that the inverter no longer sees 2 valid input logic level

Ve Finally, the transition becomes lethargic as the outpar approaches Fip, — Pl Thresh-

ald drops were sometimes mlerable in older processes where Fpp w0 5F), but are

geldom acceptable in modern processes where the power supply has been scaled

dewn faster than the threshold voltage to Fpy = 3F,. As o result, pass transistors _T_ VoV,
st be replaced by full sssion gates or may use weak pMOS feedback tran- L'_'—D
sistors to pull the output 1o Fop, 25 was done in several pass transistor families,

B pass transistor with
threshoud deop
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EEHE Ratio Failures

Peeudo-nMOS circuits illustrated ratio constraints that oceur when a node is simules-
neously pulled up and down, typically by strong nMOS transistors and weak pMOS tran-
sistors. The weak transistors must be sufficiently small that the output level falls below ¥,
of the next stage by some nodse margin. ldeally, the ourput shoald fall below ¥, so the next
stage does not conduct statie power. Ratioed circuits should be checked in the SF and F§
COrMErs.

Another example of ratio failures occurs in cireuits with feedback. For example,
dynamic keepers, level-restoring devices in SRPL and LEAP, and feedback inverters in
static latches all have weak feedback transistors thar must be raticed properdy.

Ratioing is especially sensitive for diffusion inputs. For example, Figure 6.53(a) shows
a static katch with a weak feedback inverter. The feedback inverter must be weak enough to
be overcome by the series combination of the pass transistor and the gate driving the D
input, a5 shown in Figure 6.53(b). This cannot be verified by checking the latch alone; it
recpuires a ghobal check of the fatch and driver. Worse yet, if the driver is far sway, the series
wire resistance must alio be consdered, as shown in Figure 6.53(c).

a : e D a
e

- =
si4[ [}~ =

| Wi

Sarorgar
HEERE] Ratio constraing an static latch with diffusion inpuat

Leakage
Leakage current s a growing problem as technology scales, especially for dynamic nodes
and wide NOR structures. Recull that leakage arises from subthreshold conduction, gate
runneling, and reverse-biased diode leakage. Subthreshold conduction is presently the
most important component because ¥, is low and getting lower, but gate tunneling will
become profoundly important too as oxide thickness diminishes. Bosides causing static
power dissipation, leakage can result in incorrect values on dynamic or weakly driven
nades. The time required for leakage to disturb a dynamic node by some voltage AFis
¢ = St (6.6)
[
Subthreshold leakage gradually discharges dynamic nodes through transistors thar are
nominally OFF, Fully dynamic gates and larches without keepers are not viable in most

modern processcs. DRAM refresh times are also set by beakage and DRAM processes
muzst minimize leakage tm have satisfactory retention tGmes.
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Ewen when a keeper is used, it must be wide enough. This seems trivial because the
is fully ON while leakage takes place through transistors that are supposed 1o be
OFF. However, in wide dynamic NOR structures, many parallel aMOS wransistors
be leaking simultaneously. Similar problems apply to wide pseado-nMOS NOR gates and
PLAs. Leakage increases exponentially with remperature, so the problem is especially bad
at burn-in. For example, a preliminary version of the Sun UltraSpare V had difficulry with
burn-in because of excess ;

Subthreshold leakage s much lower through two OFF transistors in series than
through a single transistor because the cauter transstor has a lower drain voltage and cecs a
muach lower effeet from DIBL, Multiple threshold valtages are also frequently used 1o
achieve high performance in critical paths and lower leakage in other paths,

EEEX Charge Sharing

Charge sharing was introduced in Section
6.2.4.4 in the context of a dynamic gate. 1% "I "R

Charge sharing can also occuir when dynamic
gates drive !ﬂ:ltl’-‘lﬁ.l‘l.ll-!l:ﬂ.l‘i-.. For example, Figume
£.54 shows a dynamic inverter driving o trans-

missian gate, Suppose the dynamic gate has
been precharged and the outpur is foating
high. Further suppose the transmission gate is
OFF and ¥ = 0. If the transmission gate turns
o, chinge 'will be shaned between X and ¥, dis-

mirbing the dynamic curpur.
EEE Power Supply Noise
Frpand GND are not constant across a lurge chip. Both are subject o
poser supply moise caused by IR drops and difde noise, IR drops oocur
across the resistance R of the power supply grid between the supply pins
and a block drawing a current I, as shown in Figure 6.55. di/de nodse _D
accurs across the power supply inductance L as the current rapidly o5 — GHD
changes. difdt noise can be especially important for blocks that areidle g5 Diriver by B4 Rastahns
fosr several cyﬂu and then bl:!;'l.n ].wil!tlfl.ng. Power :uppl}' menise hurts
performance and can degrade noise marging. Typical targets are for  EEEEN sower supply 18 dropa
power sapphy noise on the onder of 5%—10% of Fpp. Power supply notse
causes both noise margin problems and delay varistions. The noise mar-
gin meues can be managed by placing sensitive aircuits near cach other
and having them share a common low-resistance power wire,
Power supply noise can be estmiated from sinalations of the chip power gnid, bypass
capacitnee, and packagnng, as will be discussed in Section 12,3, Figure 6.56 shows a plot
of the simulared power supply voltage { ¥y = GND) ar points across the lraniom 2
[Harris01b].

E:-T c, - Chirgie Shurng Moiss
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Hot Spots

Transistor performance degrades with temperature, so care must be taken to avoid exces-
sively dat spofs, These can be caused by nenuniform power dissipation even when the over-
all power consumption is within bedget. The nonuniform temperature distribution leads
to varkstion in delay between gates across the chip. Full-chip temperature plots can be
generated through electrothermal simulation | Peregem4, ChengOOy]; this can begin
when the Hoorplan and preliminary power cstimates for each unit are available, Figure
6.57 plots the simubated temperature distribution of the Itanium 2 processor. Observe the
termperature gradient across the chip from the hot integer eore near the center to the coal
lewel2 caches around the periphery. A particularly localized form of hot spots is self-hear-
ing in resietive wires, described 10 Section 4.3.3.
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Itmrlurm 3 die temperature & IEEE 2007

Minority Carrier Injection

It is sometimes possible to drive a signal momentarily outside the rails, either through
capacitive coupling or through inductive ringing on 1O drivers. In such a case, the june-
tioms between drain and body may momentanly become forward-biased, causing current
to flow into the substrate. This effect is called minority carrier infection [Chandrakasan01].
For example, in Figure 6.58, the drain of an nMOS transistor is driven below GND,
imecting clectrons into the p-type substrate. These can be collected on a nearby transistor
diffusion node (Figure 6.58(a)), disturbing a high voltage on the node, This is a particular
problem for dynamic nodes and sensitive analog cirenirs.

Minority carrier injection problems are avoided by keeping injection sources away
from sensitive nodes, In particular, /O pads should not be located near sensitive nodes,
Moise tools can identify potential coupling problems so the layout can be modified to
reduce coupling. Alternatively, the sensitive node can be protected by an intermediate sub-
strate ar well contact, For example in Figure &.58(b), most of the injected electrons will be
cillected inte the subserare contact befare reaching the dynamic node, In 170 pads, it is
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commaon to build guend rismgs of substrare/well contacts around the output transistors.
Guard rings were illustrated in Figure 4.64.

[EE] Back-gate Coupling

Dynamic gates driving multiple-input static CMOS gates are susceptible to the fack-gode
coupling effect [Ch-tndmluﬂnﬂ'l] illustrated in Figure 6.59. In this ﬂIIle-'-. a dynamic
NAND gate drives a static NAND gate, The gate-to-source ﬂpin:':hr:l:l: Cons of NI is
shown explicitly. Suppose that the dynamic gate is in evahation and its output  Xis float-
ing high. The other input B to the static NAND gate is initially low, Therefore, the
NAND output ¥'is high and the internal node Wis charged up to P — P At some time

B rises, discharging ¥ and W through tansistor N2. The
source of NI falls. This tends to bring the gate along for
the ride because of the C,, capacitance, resulfing in
t droop on the dynamic u.l:rdl:}i' As with charge shar-
mg.dhtmg;mmd-unﬁh:dmupd:pmd:mt'hermunf
ot 10 the tozl np.nmm: on nds X

Back-gate coupling it eliminated by driving the
input closer to the rail. For example, if X drove M2
instead of N, the problem would be avoided. Other-
wise, the back-gate coupling noise must be included in
the dynamic nose budget.
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FE Diffusion Input Noise Sensitivity
Figure 6.53(a) showed a static latch with an exposed diffusion input. Such an
inpu:rilil!ﬂ pi:ﬂmh:lyunﬁriwm noise, For example, imagine that power sap-
ply noise and/or coupling neise drove the input voltage below <F, relative to

&
Hose
(i

f%

GMNI seen by the transmission gate, as shown in Figure 6,60, Ve nwm:d: ¥, Jrn Voo a

fnrﬂtuMﬂEmmmmth:anmnpmmﬂuwmpumm u_\—'_‘é_JEj’

on. 1 the latch had contained a 'L, it could be incorectly discharged 0074~ 24 T

dmﬂr:ﬁmanmurﬁ:rwhg:mrﬁnunhwz For i Waak
For this reason, along with the ratio issues discussed in Section 6.3.2, stan- 35

dard cell latches are usually built with baffered inputs rather than expased diffs- mﬂf?ﬁﬂ“’““

son nodes. Exposing the diffusion input results in a faster latch and can be used
in datapaths where the mputs are carefully contmolled and checked.

[EBI Process Sensitivity

Marginal circuts can operate under nominal process conditions, but fil in certain process
cormers of when the crcuit is migrated to another process. Movel circuits should be simu-
latedd in all process corners and carefully scrutinized for any process sensitivities. They
should also be verified to work at all voltages and temperatures, including the elevated
valtages and temperatures wsed during burn-in and the lower volmage thar might be used
for love-power versions of a part.

When 2 design is likely to be migrated to another process for cost-reduction, circuits
should be designed to facilitate this migration. You can expect thar leakuge will increase,
threshold drops will become a greater fraction of the supply veltage, wire delay will
become a greater portion of the cycle time, and coupling may get worse as aspect ratios of
wires increase. For eample, the Pentium 4 processor was originally fabricated in o 180 nm
process. Designers placed repeaters closer than was optimal for thar process because they

knew the best repeater spacing would become smaller as transistor dimensions were

reduced later in the produet’s ife [Kumar01].
EEEHl Example: Domino Noise Budgets

Domino logic is impartant in many high-performance microprocessors, but roquires care-

ful verification because it is sensitive to nodse. Noise in static CMOS gates usually results

in greater delay, but noise in domino logic can produce incorrect results. This section

ﬁ;ﬁﬂ the varions noise sources that can affect domino gates and presents a sample noise
get.

Dhymamic outputs are especially susceptible ro noise when they float high, held anly by

o weak kecper. Diynamic inputs have low noise marging (approximately F). Moisc lssues
that shoald be consadered include [Chandrakasand1];

* Charge leakage Subthreshold leakage on the dynamic node is presently most
impartant, but gate leakage will become important, wo, Subthreshold leakage is
worst for wide NOR structures at high temperatare (especially during burn-inj.
Keepers must be sized appropriately to compensate for leakage.
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sharing Change sharing can take place berween the dynamic sutpat ode
and the nodes within the dynamic gate, Secondary precharge transistors should be
added when the charge sharing could be excessive. Do nor drive dynamic nodes
directly into transmission gares because change sharing can occur when the trans-
mission gate turms ON,

Capacitive coupling Capacitive coupling can oceur on bath the input and output.
The inputs of dynamic gates have the lowest noise mangin, but are actively driven
by a static gate, which fights coupling noise. The dynamic outputs have more noise
tolerance, but mmlr.'lr driven. Coupling is minimized by keeping wires short
and increasing the spacing to nefghbors or shielding the lines, Coopling can be
extremely bad in processes below 250 nm because the wires have such high aspect
Farios,

Back-gate coupling Dynamic gates connected to multiple-input CMO5 jates
shoald drive the oater input when pessible. This is not o factor for dynamic gates
driving inverrers.

Minority carrier injection Dynamic nodes should be protected from nodes that
can injeet minority carriers. These inclode 1O circwits snd nodes that can be coa-
pled far cutside the supply rails. Substrate/well contacts and guard rings can be
added to protect dynamic nodes from potential injectors.

Power supply noise Static gates should be locared close to the dynamic gates they
drive to minimize the amount of power supply niise scen.

Soft errors Alpha particles and cosmic rays can disturb dynamic nodes. The prob-
ahiliry of failure is reduced through larnge node capacitance and strong keepers.
Noise feedthrough Noise that pushes the input of a previous stage to near its
noise margin will cause the output to be slightly degraded, as was shown in Figure
228

Process corner effects Noise margins are degraded in certain process comers.
Dhvnamic gates have the smallest noise margin in the FS comer where the nMO5
transistors have a low threshold and the pMOS keepers are weak. Hl-skew static
gares have the smallest noise mangins in the SF comer where the gates ane most
skowed,

In 2 domino gate, the noise-prone dynamic output drives o static gate with a reason-
able noise margin. The noise-sensitive dynamic gate is strangly driven by a noise-resistant
static gate. In an NP domino gate ar clock-delayed domino gate, the noise-prone dynamic
output directly drives & noise-sensitive dynamic input, making soch circuits particularly

riskey.

Conaider a noise budget for & 3.3 V process [Harris01a]. A Hl-skew inverter in this
process has Fyy = 2,08 V, resulting in MM, = 37% of Fpp if Fag = Frp A dynamic gate
with & small keeper has ¥y = 0.63 V, resulting in NM, = 19% of Fjp Tuble 6,3 allocares
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thess margins to the primary noise sources. In a full design methadology; different mar-
gine can be used for different gates. For cxample, wide NOR structures have no charge
sharing noise, but may see significant leakage instead. More coupling noise could be toler-
ared if other noise sournces are knewn to be smaller. Noise analysis tools are discussed fur-
thet in Section B.4.2.7.

Table 6.3 Sample domino noise budpet

6.4 More Circuit Families @'

Static CMOS is satisfactory for the grear majority of logic gates in madem integrated cir-

culits and an assortment of domine, pass-transistor cirouits, and pseudo-nMOS accounts
for nearly all of the remaining gates, A large number of other cirenit families have been
proposed in the literature. This section describes some of these circuit familics and theis

strengths and limitations,

Differential Circuits

Several ditferential circuit families using aMOS pull-down networks are derived from the
basic CVSL farm, as shown in Figure 6.61.

OSL

l.‘l' -
Vo2 + ¥,

EEEE Cifferential crouit families
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6.4.1.1 Differential Split-Level (DSL) Differential Split-Level (DSL) [Phennings85]
places nMOS rransistors in series with the basic CVSL pull-down networks. By applying
a reference voltage of Fiyo/2 + ¥, to these transistors, the swing on the internal nodes (X
and X) are limited to 0= Fag/2. This reduces the parasitic delay of the pull-down stacks.
The lower internal voltages also bead 1o lower electric fields across the pull-down transis-
tors. The inventors took advantage of this lower voltage to reduce the channel lengths of
the transistors without compromising hot-electron reliability. They elaimed a renfold
speedup over o static CMOS full adder; this was attributed to 4 factor of 2 for the CVSL
structure, another factor of 2 from the low-swing signals, and a factor of 2.5 for using
shorter transistors.

In a modem process, transistors are generally as short as can be reliably manufactared,
so DISL cannot use even shorter transistors. The authors have been unable to reproduce
any advantage over static CMOS in a submicron process, The resistance of the extra series
transistor does not help. Another disadvantage of DSL is that the voltages on the pMOS
gates only swing between 0 and Fiy/2. Therefore, the pull-up that should be OFF is acta-
ally partially ON, resulting in static power dissipation. Finally, generating and distributing
the reference voltage requires some effort and the reference may be sensitive to power sup-
ply noise and threshold voltage variations.

6.4.1.2 Cascode Nonthreshold Logic (CNTL) Cawsdr Noatbresbold Lagic (CNTL)
[Wang89] is derived from DSL by sdding a transistor and shunting capacitor to the bot-
tom of each pull-down network and setting the reference voltage to Fop rather than
Fon'2 + V. The series transistors are connected with negative feedback. The
internal swing is limited to ¥, to Fyg — Fand there is much less quicscent current
draw than in DSL. because the pMOS transistors are nearly mrmed OFF, CNTL
requires more arca than CVSL and the extra series transistors tend to slow it
denen, althousgh large shunting capacitors partially alleviate this problem.

CNTL is 2 variant of Nonthreshold Logic (NTL), shown in Figare 6.62,
which s essentially o pseudo-nMOS gate with an extra mansistor and shunting
capacitor in scries with the pull-dewn nerwork. The shunting capacitor 1 built
from the gate of an MO transistor. NTL consumes static power and is slower
than psewdo-nMOS,

EEEl Sense-amplifier Circuits

Sense amplifiers magnify small differentral input voltages into larger outpur voltages. They
are commonly used in memories in which differential bitlines have enormous capacitive
loads (see Section 11.2.3). Because of the large load, the bitlines swing slowly. To reduce
this delay, the bitline voltages arc first equalized. Then, when they are driven apare, the
sense amplifier can detect a small swing and bring it up to normal logic levels. This
reduces the AF term in EQ (6.1); in other words, it reduces the defay by avoiding waiting
for a full swing on the bitlines. Sense amplifiers offer porential for reducing delay in
heavily loaded logic ancuits as well,
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Figure 6.63 shows more differential creuit families derived from CVSL., Thess fami-
ljes add sense amyplifiers to dual-rail domine (also repeated in the figure) to detect a small
dhffercntial volmage and amplify it 1o 2 full-rail output. They will be discussed in deeail later
in this section,

Dual-Rail Domino S50L
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Figure 6.64 shows a generic sense-amplifier circuit. It works best for
complex pull-down networks that would have a large RC delay. The sense
¥ amplifier fires after a small AV develops. Once fired, it rums on 4 driver with a

low resistance to shew the outputs berween rails. The combined delay of the
pull-down stage and the sense-amplifier stage may be better than the delay of
a single complex stage.

The sense amplifiers must be clocked after a sufficient differential voltage
has developed. Therefore, the inputs must scttle some scrup time before the

GEEEE Generic senseamplifer  clock edge. The outputs become valid at some clock-to-out delay aftes

circuit

the clock edge. The total delay of the sense-amplifier circuit is the sum of the
setup time, elock-ro-out delay, and any clock skew that must be budgeted {see
Section 7.2.5).

As with elock-delayed domino (to be discussed in Section 7.5.4.2), it s eracky to cas-
cade sense-amplifier circuirs because the successive clocks must be delivered at the appro-
pri:mtimu.lfnnlyumgl-:ch-n]:pIuwi;anmﬂ}-mmurmpﬁﬁ:ci;witmh
placed in each cycle. If multiple clocks are generated using detay lines, sufficient timing
margin must be allowed so that the delay line is always show enough. If multiple clocks are
generated through completion detection, time must be budgeted for the completion
detection circuits.

An inherent tradeoff exists between the setup time and circuit relisbility because o
longer setup time allows a greater differential voltage AF 1o develop and overcome noise.
Oue of the important sources of noise i charge sharing. For cxample, Figure 6.65(a}
shows a puir of pull-down netwarks that are particularly sensitive to charge sharing nofse.
Figure 6.65(b) shows the response as the inputs arrive, assuming the cutpats arc pre-
charged, node X carries & residual low voltage from a previous cycle’s operation, and the
sese amp is inactive, Observe that charge sharing from the large internal diffusion capac-
itance on node X initially causes ¥ 1o fall faster than its complement. Eventually, the resis-
tive path pulls down the correct output ¥, This charge sharing noise increases the setup
time before the amplifier can safely fire. Yet another risk for unbuffered sense-amplifier
circuits is that unequal output loading or coupling will cause ane output to fall faster than
the other, resulting in incorrect sensing. In summary, sense-amplifier circuits offer promise
fior special-purpose appBications, but present many design risks to manage.

6.4.2.1 Sample Set Differential Logic {SSDL) Sample Sov Differential Logic (SSDL)
[Grotjohn86] modifies dual-rail domino logic by adding a clocked sense amplifier and
modifying the clocking. Rather than using precharge and evaluation phascs, SSDL uses
samiple and ser phases. During sample, § is low and both the precharge and evaluation tran-
sistors are ON. One of the internal nodes (X or X) is precharged high while the othes
experiences contention between the precharge transistor and pull-down stack so its output
sertles somewhere below o Static power is consumed through the sample phase. Dur-
ing set when ¢ i high, precharge and evaluare transistors turn OFF and the clocked sense
amplifier tarns ON. The amplifier tends to pull the lower of the two internal nodes down
to GND. At first, it tends to pull down the other side a5 well, 5o it is helpful o have a
keeper (shown in blue) wo restare the high level



64  MORE CiRCUIT FamiLiES  [ECERER

o 100 200

it
Tima [pa}

(FIG .55 Churge sharing in sense-amplifier clreult

£.4.2.2 Enable/Disable CMOS Diferential Logic (ECDL) EmableDinable CMOE D~
ferential Logic (ECDL) [Lu88b, Lu¥1] improves on SSDL by eliminating the static power
consumption. The sense amplifier is made from 2 pair of cross-coupled clocked inverters,
as reddrawn in Figure 6,66(a) to emphasize the inverters, The cyele is again divided into
two phases of aperation: emable and dissble. When & is high, the gate is disabled. Both out-
puts ase pulled low and the pull-up stack 1= tumed OFF. When & falls, the gute is enabled.
The cross-coupled pMOS rransistors are both initially ON and attempt to pull the out-
puts high, Ome output will be held down by its pull-down stack and will lag. Positive fred-
back will pull one output fully high and the other back fully low. The sense amplifier rising
delay is somewhat longer than in S5 becawse it pulls high through two series pMOS

Iransisines
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I £nabie Tisabile CMOS Differential Logic

To avuid the difficulty of only having two clock edges in gach cycle for gates, Lu pro-
poses exeating a local clock with masched delays, ax shown in Figure 6.66(b). The delay
from &; to &, must exceed the ECDL gate delay for comrect operation. Another possibil-
ity would be to generate the nea clock through completion detection as the DR of the two
outpuss.

6.4.2.3 Latched CMOS Differential Logic (LCDL) Latehed CMOS Differential Logic
(LCDL) [Wu91] adds a sense amplifier directly to the output nodes of a dual-rail domine
gate and includes n-larches on the outputs. The topology is similar to 5501, but the non-
nverted clock is used for evaluation. The sense amplifier fires at exactly the same time as
the dual-rail gate, so there is a serious risk of amplifying noise rather than signal. This can
be overcome with a second clock to delay finng the amphifier.

&.4.2.4 Ditferential Current Switch Logic (DCSL) Differential circuits can consume
significant power becanse ane of the outputs transitions every cycle. Differensial Circuiz
Seoiteh Logic (DCSL) [Somasckhards] seeks to reduce the power consumption of internal
nodes and offer higher speed by swinging the pull-down networks through a small voltage.
This is done by adding a pair of feedback transistors NI and N2 to the SSDL and ECDL
structures to cut off the pull-down networks before the internal nocdes rise far above 0,

DCSL1 38 a “precharge high® circuir related to SSDL and LCDL. When the clock is
law, the sutputs precharge high. When the clock rises, the circuit begins evaluation. As
onc side or the other pulls low, the sense amplifier aceelerates the transition. VT or A2
turns off to prevent the internal nodes of the pull-dewn stack en the other side from rsing
ton misch.

DCSL2 is a “precharge low” circuit related o ECDL. 1t again adds NI and N2 to
peevent the internal nodes from rising too much. DCSL3 improves on DCSL2 by replac-
ing the two predischarge transistors with a single equalization transistorn

Because the sense amplifiers fire ut the same time 2 the outputs begin to fall, DCSL
is sensitive to amplifying noise instead of signal, It also performs poorly for Fpy, < 5,
LVDICSL [Somasckhar®8] aperates better at low voltages, bur uses a complex sense
amplifier.
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EEl BiCMOS Circuits

Ripolar transistors can deliver 2 much higher output current than can CMOS transistors
of equal inpur capacitance. Thesefore, they can be used to build gates with low logical
effort and are good for driving large capacitive loads. Gates mixing bipolar and CMOS
transistors are called BiCMOS,

Fpure 6,67 shows a BiICMOS NAND mte using rwo npn bipolar transistors. An npn
ransistor hehaves as a switch between the collector and the emimer controlled by the base.
The hase voltage must be abour 0.7 V above the emitter to turn the transkstor ON. The
BICMOS gate contains an ordinary CMOS NAND gate to compute = [f d or Bis'0,' =
will be driven to 1. This tams on (2 and pulls the output ¥ up, When Yis high, M7 tums
ON, pulling down tw and uming off QF. If A and B are both *1," M3 and M2 are both
N TE Y begine at *1," oo will rise to 1" and wom on 7, 0F in turn discharges ¥ oo 0.

Collocior
Haaa{
Ernittesr

npan Trmnisbor

EEEE picmos NAND gate

Unfortunately, bipolar rransistors have an inherent Fy, drop of about 0.7 ¥V when ON.
Hence, Y wall never e above Fiop = Fi. This was acceptable ar Frp = 5 V, mwolerable at Moo
= 33 V, and perhaps manageable with elaborate circuit tricks at Fop = 2.5 V. In modem
processes with bow supply voltages, Fop = F, 18 too low 1o form a valid logic level, so
BiCMOS cirouits are no longer particularly useful for digital logic in processes below 0.35
pm. Morepver, CMOS cirenits have been scaled much more aggressively than bipolar
tranzistars, 40 the shart-channel CMOS rrinsniton are now mml'lctiﬁvr in [rzrﬁzarmnm:e
with older, larger bipolar transistons.

EEEX Other Circuit Families

Orther circuit families in the literature include Regemerarive Push-Pull Differential Logic
(RPPDL) [Parvowi94], Sewitehed Ontpust Differential Seeneture (SODS) [Acosta95], Curreny
Sensing Differential Lagic (CSDL) [Park¥9], Dynamic Cwrreme Mode Logic (DyCML)
[Allamal1], Subsbresbold Logic [Soeleman01], Swing Limitad Logic (SLL) [Fahim02], and
Rave Logic Architectire (RALA) [Lee02]. Tr is left as an exercise to the reader 1o evaluate
the advantapes and pitfalls of these and frture cirowit families.
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6.5 Low-power Logic Design

Given the logic families covered in this chapter, what are the particular strategics to
achieve low-power dissiparion? For the answers, we retuen to the basics introduced in Sec-
tion 4.4. Commencing with dynamic power, recall that this component of power dissipa-
tion is proportional to e, the activity factor, C, the capacitance switched, £, the frequency
of operation and Fpg?, where Fop is the supply voltsge.

The first step is to choose a suitable process. Dynamic power is lowest in the most
advanced (shortest channel length} manufacturing process available, Capacitance per
micron of channel width is approximately 2 f/um in ot processes, but more advanced
processes use minimum-sized transistors with narrower channel widths. Moreoves, the
processes ran at bower Fp, Thus, constant field scaling provides a cubic improvement in
dynamic power for a given function. Static power increases with more advanced processes
bhecause subthreshold leakage goes up as the threshold voltages decrease. In the past,
dynamic power has dominated. In the present and fusure, low-power processes will be
aptimized to have higher threshold voltages than their high-performance counterparts.
Advanced processes are also more expensive, so tradeofls between power and cost may be

The most abwious paramerer to adjust for low dynamic pawer bs the supply voltage.
Having made the process choice, the supply voltage can usually be further scaled, provided
adequate speed and voltage margins are retained. For instance, in 8 process with a 3.3 V
nominal Fog and 006 V thoeshold valtages, Fop can be scaled down o say 1BV [ Fpps —
3F,). This cores at a substantial reduction in speed, bat if the critical path wtill meets the
design target, then this approach can be taken. In particular, smaller processes are faster,
affering mare headmoom o trade sway speed for supply voltage. Depending on the work-
load, the voltage and clock frequency can both be adjusted to conserve power when the
system docs not need maximam performance. Chips may also sense their own die emper-
ature and throttle the supply voltage or instruction issue rate when the temperature
exceeds the operating envelope,

A variation on adjusting power supplies is to divide the logic into high-speed and
low-power groups run from separate power supplies. Some designs have been proposed
that have dual-supply rails embedded in each logic cell so the decision of what supply to

use is left a3 a bate binding rouring option. Fast logic is connected
to the high supply and slow logic is connected to the low supply.
Level converters have to be inserted between the two styles of
logic. Given that the low ¥y, supply transistors can take the high
Fpp on their gates, the interface berween high Fpp gate and low

Ve
o
HIW"
m P te cati be a direet connection. For low Py, to high P, the
¥ ¢ CVSL inverter/buffer circuit shown in Figure 6.68(a) can be
A B used. The level converters add delay, power, and area, so they
(i} - (] should be used sparingly. [Usami94] proposes clustered voltage

sealing where the low Fpp cells are grouped at the end of each

Y (evel corversion circults eycle of logic. Then, the level conversion hack to high Pog can be



built into the register ar the end of the cycle. Figure 6.68(h) shows such a latch with inte-
level conversion.

The next dynamic power parameter to attack for low-power aperation is C, the
switched capacitance. This consists of gate capacitance, diffusion capacitance, and wire
cupacitance. Good floorplanning reduces the number of long wires in a systern, Good lay-
out minimizes the size of the diffusion regions for a particular gate width, Thus, gate and
diffusion capacitance are both reduced by using a small number of small transistors, Cus-
tom layout of darapaths and arrays usoally provides shorter wires and lower capacitance
than automatic placement and routing.

The activity factor offers more opportunity for power savings. Complementary
CMOS bogic has a typical activity factor of about 0.1, while dynamic logic has an activity
factor of 0.5 and clocks have an activity factor of 1, Gating the clock to registers in unused
units saves power not only in the registers bur also in all the downstream logic because the
activity factor is 0 if the inputs da not switch,

What circuit families are best for low power? Dynamic and peeudo-nBMOS gates
appear attractive because they eliminate the bulky pMOS transistors that sccount for 2/3
of the gate width in complementary CMOS logic. However, dynamic gates bave a high
sctivity factor that results in high dynamic power consumption. Pseuda-nMOS static
power dissipation will dwarf the dynamic power in most applications, Pass transistor cir-
cuits have received much hype for their low-power merits. However, complementary
CMOS benefits from efficient layout of simple gates, no swing restoration circuitry, single
rail logic designs, and better scaling at low Vi /V, ratios; [Zimmermann97a) demon-
strated] that pass ransistors have a higher power-delay product in most situations. Unless
you are really motnated, minimum-sized complemnentary CMOS with & low BV ratio is
narmally the bess tradeoff of reliable circuit technology and low power.

Short cirouit current ks minimized by using sharp edges. Slow, heavily loaded nodes
should be avoided. Logical effort seaches us that delay is minimized if all stages have a stage
effort of about 4. 17 a path has dack (time to spare), the power and area can be improved by
reducing the size of the lasgest gates. Efforts exceeding about B have diminishing reruens
and lead o excessive short cineuit currents and hot electron relisbility problems.

6.6 Comparison of Circuit Families

Table 6.4 summarizes the charscteristics of the circuit families deseribed in this chapter.
The number of transistors required for #-ingur gates are listed. Differential circuir families
ure thode that require true and complementary inputs and generate true and complemen-
tary outputs. Static power indicates that the gate may consume power while quiescent; this
is often not acceprable for battery-operated devices. Circuits with rail-to-rail sutputs
swing between GND and Vo Dynamic nodes are those that have been prechasged and
muay float or be only weakly held by a keeper; they ane particularly sensitive o noise.
Restoring logic families are those whose output logic levels are better than the inpur logic
levels; if families are not restoring, buffers must be periodically placed between gates.

6.5 COMPARISON OF CirculT FamiLies  [ECEEEEN
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Ratioed Gircuits are those whose operation depends on the relative strength of aMOS and
pMOS transistors; they must be sized properly for corect operation. Cireuits are cascade-
able if the output of a gate is a legal input to another gate of the same family without any
special delayed clocking or seli-timing. For example, domino gates sharing 2 common
clock can be cascaded, but dynamic gates cannot be without vialating monotonicity.
Robustness characterizes the amount of care required to ensure a gate will work. Highly
robust circuits like static CMOS will eventaally get the right answer independent of sizing
and noise, while lezs robust cireuits are more sensitive. Undesirable characteristics are
marked in bluc.

A large mumber of circuit families have been presented in this section. A natural ques-
tion is how to choose the appropriate cireuir family for the application,

Static CMOS logic is the best option for the vast majority of CMOS cireuits. Ii is
naise-tmmune, dissipates no static power, and is fast. Highly automated tools and readily
available libraries exist to synthesize, place, and moute static logic. Don't overlook com-
pound AOI and OAI gates. High fan-in static CMOS gates offer low power but have
karge bogical effart and are best split into multiple stages of simpler gates when speed is
essential.

Certain high fan-in functions are implemented much more cfficiently with pseudo-
nMOS or dynamic MOR gates because the logical effort ks independent of the width.
Examples include ROMs, PLAs, and CAMe. Preudo-nMOS static pawer dissipation can
be a problem for battery-opernted systems, but sometimes the pMOS pull-up can be
turmed OFF during idle periods to save power,

Domine logic rermains the technique of choice for high-speed applicarions, especially
in high-performance microprocessors. However, it has poor nolse margins and is suscepti-
ble to noise from charge sharing, coupling, leakage, and alpha particles. If you are not pre-
pared to exhaustively simulare the gates ar the circuit level with back-annorated
capacitances from the layout, do not consider domina. Remember that the precharge time
will rob the speed advantage over static designs in poorly designed clocking schemes (this
will be discussed further in Section 7.5.1). Many novices (and pros tool} have been caught
by not understanding all the problems that can arise when domino logic is used.

Pass transistors have their vocal advocates, but transmission jate logic can be viewed
as an alternative way of drawing static CMOS gates with the driving stage at the output
rather than the input. Of the multitde of pass-transistor circuit families that have been
proposed, CPL is the most promising,

Orther cincuit familics offer potential for niche applications (i.e., low noise generation
in sengitive analog circuits), but one must be wary of pitfalls and consider carefully why so
many circuit families have never seen commercial application,



6.7 SILICON-ON-INsULATOR CIRcuiT DesiGN  [EEETT

Table 6.4 Comparison of circuit families
Family | OS5 | pMOS | Dsffer-  Sialle | Rafl-to- Dynamic | Restor- Rabioed  Cascade-  Robusi-
ential Power  rall Quit- © Nodes ing abdn nets
Saatee CMOS k k NO NO YES MO YES ®O YES HIGH
Preodo-sMO% | & 1| NO YES | MO NO | YES | YES YES | MEDIUM
SFPL a2 | 1 MO | YES | MO | NO | YES | YES | YES | MEDIUM
CVEL | & | 3 YES | KD | YES NO | YES | WO | YES | HIGH
hytuamic ks 1 1 MO HO YES YES YES 8O MO LOW
Do | ke | 2 NO | NO | YES YES | YES N0 YES | LOW
Deal-rall Domine | 2k+3 | 4 YES | MO | YES | YES | YE8 NO | YES | LOW
CMOSTG k | K MO | NO | YES MO | YES N0 YES HIGH
LEAP [ 2 MO RO YES NO YES YES YES MEDIM
DL | = n YES | NO | YES MO | YES N0 YES | HIGH
CPL | 2 4 YES | NO | YES N0 YES N YES MEDIUM
EEPL 2k 4 YES MO YES N0 YES N0 YES MEDIM
SRPL % 2 VES NO YES NO | YES | YES | YES LOAW
DCVEPG [ax=2 | =2 YES | NO | YES MO | NO | MO YES MEDIUM
PPL k k YES O YES N0 0 N0 YES LOAW
5L ak + 2 3 YES TES ) ) YES o] YES MELDTLIN
CNTL +d 2 YES YES N0 NO YES N0 YES | MEDIUM
NTL kel 1 NO YES NO NO YES YES YES | MEDIUM
S30L k+b | & YES YES YES N0 YES MO MO VIENY 1O
EDCL 4| 3 YES RO YES NO YES NO MO VERY LOW
LOTHL Wk | & YES | BD | YES | MO | YE§ | NO | NO VIEHY LD
DCSLA +7 | 4 YES O YES NO YES N NO VENY LI
BICMOS R+l | E N0 YES MO N0 YES NO) YES MEDILM

6.7 Silicon-on-Insulator Circuit Design

Silicom-on-Insulator (SOT) rechnobogy has been a subject of rescarch for decades, but has
become commercially important since it was adopted by IBM for PowerP'C microproces-
sors in 1998 [Shahidi02]. SO is atractive becaunse it offers potental for higher perfor-
mance and lower power consumption, but also has o higher manufacturing cost and some
irusiaal transistor behavior that complicates cinoue design.

The fundamental difference between 301 and conventional bulk CMOS technology
is thar the manssor source, drain, and body are surrounded by insulating axsde rather than
the conductive substrate or well {called the fuf). Using an insulator eliminates most of the
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parasitic capacitance of the diffision regions. However, it means that the body is no longer
tied to GND or Fpy, through the substrare or well. Any change in body voltage modulates
¥, leading o both advantages and complications in design.

Figure 6.69 shows a cross-section of an inverter in a SOI process. The process is sim-
ilar to standard CMOS, but starts with 2 wafer containing a thin layer of 5i0; buried
beneath a thin single-crystal silicon layer, Section 3.4.1 discussed several ways to form this
buried cxide, Shallow trench isolation is used to surround each transistor by an oxide insu-
lator. Figure .70 shows a scanning electron micrograph of & 6-transistor static RAM cell
in a 0.22 pm TBM 501 process.

$O1 devices are categorized as partially depleted (PD) or fully deplered (FD). A
depletion region empey of free carriers forms in the body beneath the gate. In FI SO, the
body is thinner than the channel depletion width, so the body charge is fixed and thus the
body veltage does not change. In PD SOI, the body is thicker and its voltage can vary
depending on how much charge is present. This varying body voleage in tum changes F,
through the body effect. FI SO1 has been difficult to manufacture because of the thin
bady, so FI) SOI appears to be the most promising technology.

Throughou this section we will concentrate on nMOS mansistors. pMOS transistors
have analogous behanors.

R =0 inverter cross sections

CEEN Fioating Body Voltage
The key to undesstanding PD SO is wo fallow the body voltage. If the body voltage were
constant, the threshold voltage would be constant as well and the rransistor would behave
much ke a conventional bulk device except that the diffiston capacitance is lower,

In PD SOT, the flsating body voltage varics as ir charges or discharpes, Figure 6.71
illustrates the mechanisms by which charges enter into or exit from the body
[Bernstein{0]. There are two paths through which charge can slowly build up in the body:

& Reverse-bissed drain-to-body D and posibly source-to-body [, junctions carry
small diode leakage currents into the bady.
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# High-cnergy carriers cause impact ionization, creat-
ing eloctron-hale pairs. Some of these electrons are
injected into the gare or gate oodde. (This is the
mechanizm for hot-electron wearout described in
Section 4.8.4.) The corresponding holes sccumulate
in the body. This effect is most pronounced at Fpy
above the intended operating point of devices and is
relarively unimpartant during normal operation, The
impact ionization current into the body is madeled
as o owrrent source I,

The charge can exit the body through two other paths

® As the body voltage increases, the source-to-body
I enction becomes slightly forward-biased. Even-
tually, the charge exiting from this junction equals
the charge leaking in from the drain-to-body D [FIG 6.70] [HM SOl process electran micrograph.
junction. Courtegy of Intemational Business
Machines Corpomtion. Unautharized wse
& A rising gate or drain capacitively couples the body ot permitted.
wpward, too, This may stromgly forward-bias the
source-to-body £, juncrion and rapidly spill charge
out af the body.

In summary, when a device is idle long enough {on the order of micro-
seconds), the body voltage will reach equilibrium when based on the leakage
currents through the source and drain juncrions. When the device then
begins switching, the charnge may spill off the body, shifting the body voltage
{and threshold voltage) significantly.

BEE SOI Advantages CIEEREN oo paths tofiom
A major advantage of S01 is the lower diffusion capacitance. The source and floating body
drain abut against axide on the bottom and sidewalls not facing the channel,
eesentially eliminating the parasitic capacitanee of these sides. This results in
a smaller parasitic delay and lower dynamic power consumption,
A maore subtle advantage is the potential for lower threshold voltages. In bulk pro-
cesses, threshold voltage varies with channel length. Hence, variations in palysilicon etch-
ing show up as variatsons in threshold volrage, The threshold voltage must be high enough
in the woret (Jowest) case to limit subthreshold leakage, so the nominal threshold valtage
must be higher. In $01 processes, the threshald variations tend to be smaller. Hence, the
nominal ¥, can be closer to worst-case. Lower nominal ¥, results in faster transistors, espe-
cially ar low Frp
As discussed in Section 2,44, CMOS devices have a subthreshold :[-u-]:lc af aboait
rulnll, where vp = k77q is the thermal voltage (26 mV at room temperature) and n is

process-dependent. Bulk CMOS processes typically have n = 1.5, comesponding 1o a sub-
threshold slope of %0 mV/decade. In ather words, for cach %0 mV decrease in ¥ below I,
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the subthreshold leakage current reduces by an order of magnitude, Misleading claims
have been made suggesting SOT has n = 1 and thus an ideal subthreshold slope of only 60
mV/decade. TBM has found that real SO devices actually subthreshold slopes of 75-85
mV/decade. This is better than bulk, but not as good as the hype would suggest. Double-
gate MOSFETs and FINFETs discussed in Section 3.4.1 are variations on SOT eranstitors
that offer lower subthreshald slopes because the gate surrounds the channel on mone sides
and thnss murns the transistor off more

Finally, SO1 is immune to latchup because the insulating axide eliminates the para-
sitic bipolar devices thar could trigger latchup.

E2El SOl Disadvantages

P SOT suffers from the Sistory effer. Changes in the body voltage modulate the thres-
hold valtage and thus adjust gave delay. The body voltage depends an whether the device
has been idle or switching, so gate delay is 3 function of the switching history. Ovwerall, the
elevated body voltage reduces the threshold and males the gates faster, but the uncertainty
makes cireuit design more challenging. The history effect can be maxleled in a simplified
way by assigning different propagarion and contamination delays to cach gate. IBM foand
the history effect tends to result in about an 8% variation in gate delay, which is maodest
compared to the combined effects of manufacruring and environmental variations
[ Shahidi02].

Unfortunately, the history effect causes significant mismatches between nominally
identical transistors. For example, if o sense amplifier has repeatedly read a particular input
vahue, the thresholid voltages of the differential pair will be different, introducing an offset
voltage in the sense amplifier. This problem can be cincumvented by adding a contact to tie
the body to ground or to the source for sensitive analog circuits.

Another PD 501 problem is the presence of a parasitic bipolar tansistor within cach
eransistor. As shewn in Figure 6.72, the source, body, and drain form an emirter, base, and
collector of an npn bipolar transistor. In an ordinary transistor, the body is tied to 4 supply,
but in SOI, the body/base Aoats. If the source and drain are both held high for an
extended period of time while the gate is low, the base will flcat high as well through dinde
leakage. If the source should then be pulled low, the npn transistor will tum ON. A cur-
rent [y Aows from body/base to source/emirter. This causes fily to flow from
the drain/eollector to source/emitter. The hipalar transistor gain [§ depends on
the channel length and doping levels but can be greater than 1. Hence, a sig-
nificant pulse of current can flow from drain to source when the source is
pulled low even though the transistor should be OFF.

This pulse of current i sometimes called par-pae irnbage because it com-
monly happens to OFF pass transistors where the source and drain are ini-

tially high and then pulled low. It is not 2 major problem for static circuits

because the ON transistors oppese the glitch. However, it can cause malfunc-

[EBEREY Ferasitic bipolar transistor  rions in dynamic latches and logic. Thus, dynamic nodes should use strong

in PD B3R

keepers to hold the node steady.
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A third problem common to all 501 circuies i self-heating. The ouide is a good ther-
il insulator as well as an electrical insulator, Thus, heat dissipated in switching transis-
gors tends to accumulare in the transistor rather than spreading rapidly into the substrate.
Individual transistors dissipating large amounts of power may become substantially
wearmer than the die as a whole. Ar higher temperature they deliver less current and hence
are slower. Self-heating can raise the temperature by 10°-15" C for clock buffer and /O
rransistors, although the effects tend to be much smaller for logac transistors.
EEX Implications for Circuit Styles
In suenmary, 501 & attractive for fast CMOS logic. The smaller diffusion capacitance
piffiers a lower parasitic delay. Lower threshold voltages offer better drive current and lower
mate delays. Moreover, SO is also anractive for low-power design. The smaller diffusion
capacitance reduces dynamic power consamption. The speed improvements can be traded
for lower supply voltage to further reduce dynamic power, Sharper subthreshold slopes
offer the opportunity for reduced static leakage current, especially in FINFET:.
Complementary static CMOS gates in PO 5O1 behave much like their bulk counter-
parts except for the delay improvement. The history effect also causes pattern-dependent
variation in the gare delay.
Circuirs with dynamic nodes must cope with a new noise source from
pass gate leakage. In particular, dynamic larches and dynamic gates can % L S
lose the charge on the dynamic node. Figure 6.73 shows the puss gate 5 & A
leakage mechanism. In each case, the dynamic node X is initially high and ¥
the transistor conpected o the node is OFF. The source of this tansistor . . CER
srarts high and pulls low, tuming on the parasitic bipolar transistor and
pactially dischasging X To overcome pass gate leakage, X ghould be stari-
cized with a cross-coupled inverter pair for latches or o pMOS keeper for v
dynamic gates. The staticizing transistors must be relatively strong (eg. g fﬂi[:::}o-‘&
174 a8 strong s the normal path) to fight the leakage. The gates are slowes 4 X
because they must overcome the strang keepers. Dynamic gates may pre-
discharge the internal nodes 1o prevent pass gate leakage, but then must IR pass gate leakage in
deal with charge sharing onto thoss intemal nodes., dynamic latches and gates
ﬁ.n:]ng CIfCUit, Bense lfupllﬁl:ﬁ-. and other cirewits that d.:‘pl!l'lﬂ on
matching between transistons suffer from major threshold voltage mismatches caused by
the history of the floating body. They require body contacts to eliminate the mismatches
by bolding the body at o constant voltage. Gated clocks also have greater clock skew
because the history effect makes the clock switch more slowly on the first active cycle after
the elock has been disabled for an extended time.

CEEl Summary

In summary, Silicon-on-Insulator is attractive because it gready reduces the source/drain
diffusion capacitance, resulting in faster and power-efficient transistors, It also is immune
to larchup. Partially depleted 501 is the most practical technology and also boosts drive
current because the Aoating body leads to bower threshald volmges.
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SOI design is more challenging because of the floating body effects. Gate delay
becomes history-dependent because the voltage of the body depends on the previous state
of the device. This complicates device modeling and delay estimartion. It also contributes
to mismatches berween devices. In specialized applications like sense amplifiers, a body
contact may be adided to create a fully depleted device.

A second challenge with SO design is pass-gate leakage. Dynamic nodes may be dis-
charged from this leakage even when connected ro OFF transistors. Strong keepers can
fight the leakage to prevent ermors.

Finally, the cxide surrounding SO devices is a good thermal insularor. This leads to
jreater self-heating, Thus, the operating temperature of individual transistors may be up
to 10°-15" C higher than that of the substrate. Self-heating reduces ON current and
makes modeling more difficuls.

This section only scratches the surface of a subject worthy of entire books. In particu-
lax, SO sratic RAMs require special care because of pass gate leakage and floating bodics.
[Bernstein00] offers a definitive treatment of partially depleted SO1 circuir design and
[KuoD1] surveys the literatare of SO circuits.

6.8 Pitfalls and Fallacies

supply witages, and larger furmbers of transiatore on a
chip. The relative benefit of bipolar transistors over
fine-geometry CMOS decrensed. As discussed in Section

Failing to plan for advances in technology
Thers aremeny sdvancesin techriology that changs the

redntive marits of different circult technigues. For ex-
ample. interconnect delays are not improving as rapidly
as pate delaya, threshald drops are becoming a greater
portion of the supply voltage. and leakape ourmonts as
increasing. Failing to anticipate thess changes [eads to
mventions whose wefulness is sham-lived.

A salien! sxample [y the rise and fall of BICWOS -
cufts. Bipalar iransistors have & higher cumment cutpat
per undt input capacitance {ie., & kwer bogical elfot)
tian Ch0S cincudts in the (08 pro generanion 8o they be-
carme pogular, partleulary for driving larpe loads. Inthe
earty 19905, hundreds of papers were written on the
subject. The Pentium and Pentium Pro processard were
buflt uaing RICMOS processss. invesrors poured at least
S0 million into a startup company calbed Exponential,
which sought to build a fast PowerPC processor in a
BICMOS prooess.

Onforunarely, echnology scaling works against
BICMOS because of the lRster CWMOS transistors, lowey

6.4:3, the Vi, drop became an unacceptable fraction of
the power supply, Finally, the static power consump-
ton caused by bipolar base currents mits the munber
af bapalar wranststors that can be used.

The Pentium [ was based on the Pentium Pro design,
but the bipolar transistors had 10 be removed because
they no longer provided advantages in the 0,35 um gen-
erathon. Dedpite & mlented engineering team, Exponen-
al failed entinely, uldmately prodocing a processor
that faciced compelling performance udvantages and
dissipated far mone power than anything else on the
market [Maters7]

Comparing a well-tuned new circuit to a poor ex-
ample of existing practice

A time-honared way to make 8 new invention leak good
is 1oyt it s well an pessible anid compare {10 an un-
tuned strawman held up es a0 example of Sexdsting
practioe;” For examiple, [Zimmermannd?a| palnts out J




that most papers finding pass-transistor adders faster
than stathe CMOS adders e §0-ransisior static adder
cells rather than the faster and smaller 28-transistos

eells (Figure 104),

Ignofing driver resistance when characterizing
pass-transistor circuits

Another way 1o make pass-transistor cincuit families
Iook abaut twice as fast as they really are Is to drive dif-

fusion Enputs with & voltage seurce rather than with the
putput stapge of the previous gate

Reparting only part of the delay of a circuit
Clocked circuits all have 2 setup time and a clock-1o-
putput delay. A pood way to maks clocked eircuits look
fzst is toonly repart the clock-to-output delay. This is
familiss

Meking oulragecus claims about performance
Many published papers have made cutrageous perfor-
mance claims. For example, while comparing full acder

6.9 HISTORICAL PERSPECTIVE [EXEHEEEN

designi_ same authers have found that DSL and dual-
rafl domino are 3-10x faster than statc CMOS. Meither
statement is anywhere close to what designers see in
practice; for expmple, [Ngos] finds thar an B8 mulpl-
e budlt from D6 s 1.5x faster and ane built from dual-
ruil domina is 2x faster than static CMOS,

Il general, “there ain'tno such thing & a free lunch®
in cireuit design. CMOS design is a fairly mature feid
and designers are ot stupdd (or at least mot all design-
ers are atupid afl the ume), 3o if seme new inventon
e g pood 1o be true, it probably B Beeare of pa-
pes that push the adwantoges of o new vention with-
out disclozing the inevitable tradeoffs. The tradealfs
may be aoceptable, bat they must be undefeiood.

Building circuits without adequate verification
tools

[t is impractical to manually verily circuits on chips that
bnve mary milions [soon billons) of tranalatom. Aute-
mated verification tocls should check for any pEtfalls
comman o widely used circwit families. If you cannot
afford to buy or wTile appropriate tools, stick with io-
bruat staic CWMOS logle.

6.9 Historical Perspective

Deespire rumors of their demise, dynamic cirouits remain essential o high-performance dig-
ital design, Dynamic cirouits predare the widespread wse of CMOS, In an nMOS process,
pMOS transistors were not available to build complementary gates. One strategy was o
build ratioed gates, as shown in Figure 6.74. Conceprually, the ratioed gare consists of an

nMOS pall-down network and some pull-up device, A resis-
tor would bhe simple, but large resistors consume a large layout
area in typical MOS . Another technique is o use
an aMOS transistor with the gate ted to Foo. If Fp = P
the nMOS transistor will only pull up to Frp - ¥ Worse yet,
the threshold is increased by the body effect. Thiss, using Fog
» Fig was attractive. To eliminate this extra supply voltage,
some nMOS processes offered fen mods transistors,
These transistors, indicated with the thick bar, are identical to

W,
. 2
L ¥ ¥
irgts m-e.*é Inguls %
(@ =1] ]

GECEE] n40s raticed gates
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m&mmufmd‘mnﬂunﬂumpﬂhumﬂmiunhiphnuﬁmm
to create a negative threshold voltage. The depletion mode pull-ups have their gate wired to
the sounce o i:";. = [ ansd the transstor 15 always weakly ON,

All the rarioed gates consume static power whenever the outputs are low. The speed is
proportional to the RC product, so fast gates need low-resistance pull-ups, exacerbaring
the power problem. An alternative was to use dynamic gates. The classic MOS textbook
of the early 1970s [Penney72] devotes 29 pages to describing a multitude of dynamic gate

rions. Unfortunately, dynamic gates suffer from the monotonicity problem, so
each phase of logic may contain only one gate. Phases were separated using nMOS pass
transistors that behaved as dynamic latches, Figure 6.75 shows an approach using two-
phase nonoverlapping clocks. Each gate precharges in ane phase while the subsequent
larch is opagque. Tt then evaluates while making the latch transparent. This approach is
prone to charge-sharing noise when the latch opens and precharge only rises to Fpp = F,
MNumerous four-phase clocking technigues were also developed.

With the advent of CMOS technology, dynamic logic lost its advantage of power
consumption, However, chip space was at a premium and dynamic gates could eliminare
mast of the pMOS transistors to save area. Domino gates were developed at Bell Labs for
2 32-bir adder in the BELLMAC-32A microprocessor to solve problems of both area und
speed [Krambeck82, ShofiB2]. Domino allows multiple noninverting gates to be cascaded
in & Kingle phase.

Hig]l-pcrﬁ:n'nln:t microprocessors have boosted clock speeds faster than simple pro-
coss improvement would allow, so the number of gate delays per cycle has shrunk. The
DEC Alpha microprocessors pioneered this trend through the 1990s [Gronowski%8] and
most other CPUs have followed, Domino circuits have become crucial 1o achieving thess
fast eycle times. IBM fn a notable exception, relying almost exclusively on complementary
CMOS logic with fast time to markee in curting-edge processes to deliver adequate main-
framie processor performance [Curran(2],

Same older domina designs leave out the keeper to save ares and grin a slight perfor-
manee advantage. This has beeome more difficulr as leakage and coupling noise have
increased with process scaling, The 0.35 um Alpha 21164 was one of the lass designs to
have no keeper (and to wse dynamic larches), Its fully dynamic opertion gave sdhantuges
in both speed and area, but during test it had a minimum operating frequency of 20 MHz
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to retain state. In the Alpha 21264, M:yumm:ludm:rumdmﬂwpnmﬂmhup:n

were essential. Modern designs always need keepers. As an interesting aside, the Alpha

also did not use scan larches because scan cost area and a emall amount of

. This proved unfortunate on the Alpha 21264, which was difficult ro debug

because of the limited observability into the processor state. Mow virtually all design

methodologies require scan capability in the latches or registers, as will be discussed in
Section T,

Contemporary domine destgn involves substantial overhead besides the keepers, Dual-
rail domine is often necessary for nenmonotonic functions. Secondary precharge devices
are used to prevent charge sharing, Multiple clock phases are used to wlerate clock skew
and each phase requires a clock buffer and wire. Dvnamic inputs and oarputs must be
shiclded or spaced far from aggressars to avoid coupling neise problems, Considering all
these factors, domino no longer has significant area advantages over complementary
CMOS gates for genenal-purpose logic. However, static RAMs and register files discussed
in Chapter 11 can be viewed as special applications of damino that do achieve high densaty:

Summary

Cireuit delay is related to the (€/BAF product of gates. This chapter explored alternative
combinational cireuit structures to improve the C/J ratio or mspond o smaller voltage
swings. Many of these technigues trade higher power consumption and/or lower noise
margins for better delay. While complementary CMOS circuits are quite robust, the alter-
native circuit families have pitfalls that must be understood and managed. The chapter
also examined the layout of cells and layour optimizations to reduce parasitic capacitance.,

Three of the commonly used alternatives to complementary CMOS are domino,
pecudo-nMOS, and pass transistor logic. Fach attempts to reduce the input capacitance
by performing logic mostly through nMOS mransistors.

Peeudo-nMOS replaces the pMOS pall-up network with a single weak pMOS tran-
sistor that is always ON, The pMOS transistor dissipates static power when the output is
low, If it is too weak, the rising transition is slow, 1f it s too strong, oy, is too high and the
power consumption increases. When the static power consumption is tolerable, pseudo-
aMOS gates work well for wide NOR functions.,

Dynamic gates resemble preudo-nMOS, but we a clocked pMOS transistor in place
of the weak pull-up. When the clock is low, the gates precharge high. When the clock
rises, the gates evaluate, pulling the sutput low or leaving it floating high. The input of a
dynamic gate must be monotanically rising while the gate is in evaluation, but the output
monotonically falls. Domino gates consist of a dynamic gare followed by an inverting
stutic gate and produce mnnnmniﬂllyriﬂ?mg{mtpm:.'rhuﬁmr.. domino gates can be cas-
caded, but only compute noninverting functions. Dual-rail domino accepts true and com-
plementary inputs and produces true and complementary outputs to provide any logic
function at the expense of larger gates and twice as many wires, Dynamic gates are also
sensitive 1o noise because Fy s close to the threshold voltage ¥, and the output fouts.

sy VR
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Major noase sources inchede charge sharing, leakage, and coupling. Therefore, domino dr-
cuits typically use secondary precharge transistors, keepers, and shielded or carefully
routed interconnect. The high-activity factors of the clock and dynamie node make dom-
ino power hungry. Despite all of these challenges, domino offers 4 1.5-2x speedup over
static CMOS, giving it a compelling advantage for the critical paths of high-performance
systems.

Pass-transistor cirouits use inputs that drive the diffuston inputs as well &s the gates of
transistors, Many pass-transistor techniques have been explored and Complementary Pass
Transistor bogic has proven to be one of the most effective. This dual-rail technique uses
nerworks of nMOS transistors to compute true and complementary logic functions. The
nMOS transistors only pull up to ¥y — ¥, so cross-coupled pMOS transimors boost the
output to full-rail levels, Some designers find that pass-transistor circuits are faster and
smaller for functions such as XOR, full sdders, and multiplexers that are clumsy 1o imple-
ment in static CMOS. Because of the threshold drop, the cireuits do not scale well as
Frp' ¥, decreases.

As designer productivity, measured in gates per designer per week, must increase
exponentially, static CMOS circuits become even more attractive because they are so sim-
ple and robust,

Exercises

6.1  Design a fast f-inpur OR gare in each of the following cireuit families. Sketch an
implementation using two stages of logic (e.g., NORS + INV, NOR3 « NANDZ,
et ), Label each gate with the width of the pMOS and aMOS trapsistors. Each
ingut can drive no more than 30 & of transistor width. The outpur must drive 2
60/30 inverter (i.e., an inverter with a 60 A-wide pMOS and 30 L-wide nMOS
transistor). Use logical effort to choose the topalogy and stze for beast average delay.
Estimare this delay using logical effort. When estimating parasitic delays, count
only the diffusion capacitance on the surpur node.

a) smatic CMOS

b} pseudo-nMOS with pMOS transistoes 174 the strengath of the pull-deown stack

¢} domino (2 footed dynamic gate followed by a Hl-skew inverter); only optimize
the delay from rsing input to rising output

6.2 Simulate each gate you designed in Exercise 6.1, Determine the sverage delay (or
rising delay for the domino design). Logical effore is only an approximation. Tweak
the transstor szes o improve the delay, How much improvement can vou obtaims

6.3 Skerch a schematic for a 12-input OR gare buile from NANDs and NORs of no
mare than 3 inputs cach,
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fd  Design astatic CMOS cirouat to compute F s (A + BNC + D) with least delay. Each
input can present a maxinum of 30 % of transistor width. The outpur must drive a
load equivalent to 300 3 of transistor width. Choose transistor sizes to achieve

least delay and estimate this delay in <.
f.5 Figure 6.76 shows rwo series transiston modeling the pall-down network off

2-input NAND gate, !

a) Plot Jve. Fusing ideal transsstor models for 0 A1, 8=¥= 1, F =0, e
B =1, On the same axes, plot Tvs, B for 05 B< 1,4 = 1. Hine: you will B
need o solve for = this can be dowe best numerically,

by Using your results from (a), explain why the inner inpur of a 2-input G currert in
MAND gate has a slightly grearer logical effort than the outer input. SeTiEs MEATmisiars

fh What is the logical effort of an OR-AND-INVERT gate at cither of the OR
terminals? At the AND terminal? Whar is the parasitic delay if only diffusion
capacitance on the output is counted?

6.7  Simulate a 3-input NOR gate in your process. Determine the logical efforr and par-
asitie delay from each inpar.

B Using the data sheet from Figure 4.25, find the rising and falling logical effort and
parasitic delay of the XF 2-input MAND gate from the A input.

6.9 Repeat Exercise 6.8 for the B input. Explain why the results are different for the dif-
ferent inpats.

610 Sketch Hl-skew and LO-skew -input NAND and NOR gates. Whar are the bogz-
cal efforts of each gate on its critical transition?
6,11 Derive a formula for g, g, and g, for Hl-skew and LO-skew &-imput NAND gates

with & skew factor of 5 < 1 (Le., the noncritical transistor is 5 times normal siee) as o
function of r and &

6.12 Design an asymmetric 3-input NOR gate that favors o critical input over the other
twa, Choose transistor sizes o the logical effort on the critical input s 1.5, Wihar i
the logical effort of the noncritical inputs?

6,13 Prove that the FYIV ratio thar gives lowest average delay in a logic gate is the square
root of the ratie that gives squal rise and fall delays.

6.14 Let pg p) be the bess stage effore of a path if one is free 1o add cora buffess with
parasitic delay p and logical effort g. For example, Section 4.3.3 showed that
pil, 1) = 3.59. It is easy 1o make a plot of p(1, p) by solving EQ (4.19) numerically;
this gives the best stage effort of static CMOS cireuits where the inverter has a par-
asitic delay of p. Prove the following resule, which is useful for determining the best
stage effort of domino cirouits where buffers have lower logical efforts:

olgp)= goit, )
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615

6,16

6.17

6.18

619

6.20

6.21

E R

624

6.25

6,26
6,27

Simulate a fanout-of-4 inverter, Use a unit-sized nMOS transistor. How wide must
the pMOS transistor be 1o achieve equal rising and falling delays® What is the
delay? How wide must the pMOS transistor be to achieve minimum average delay?
What is the delay? How much faster is the average delay?

Many standard cell hbraries choose a PYN ratio for an inverter in between that
which would give equal rising and falling delays and that which would give mini-
mum average delay. Why is this done?

A static CMOS NOR. gate uses 4 transistors, while a pseudo-nMOS NOR gate
uses only 3. Unfortunately, the pseudo-nMOS cutput does not swing rail to rail. 1f
baoth the inputs and their complements are svailable, it is possible to build a 3-tran-
sistor NOR that swings rail 1o rail withowt using any dynamic nodes. Show how to
doit. Explain any drawbacks of your cireuir.

Sketch peeudo-nMOS 3-input NAND and NOR gates. Label the transistor
widths. Whar are the rising, falling, and average logical efforts of each gare?

Sketch a pseudo-nMOS gate that implements the funetion

F=AB+C+D)+E-F+G.

Deesign an B-input AND gate with an clectrical effory of 6 using pseudo-nMOS
logic. If the parasitic delay of an r-input pseudo-nMOS NOR gate is (dm + 2019,
what is the path delay?

Srmulate 3 pseudo-nMOS inverter in which the pMOS transistor is half the width
of the aMOS eransistor. What are the rising, falling, and average logical efforts?
What is ¥y, ?

Repeat Exercise 6.21 in the FS and 5F process comers.

Sketch a 3-input symmetric NOR gate, Size the inverters so that the pull-down is
four times a3 strong as the net worst-case pull-up. Label the transistor widths, Essi-
mate the rising, falling, and average logical efforts. How do they compare 1o a static
CMOS 3-input NOR gate?

Sketch a 2-input symmetric NAND gate. Size the inverters so that the pull-down is
four times as strong as the net worst-case pull-up, Label the transistor widths. Essi-
mate the rising, flling, and average logical efforts. How do they compare to a static
CMOS 3-input NAND gare?

Compare the average delavs of 2 2, 4, 8, and 16-input peeudo-NMOS and SFPL
NOR gate driving a fanout of 4 identical gates.

Sketch a 3-input CVSL OR/NOR gate,

Skerch dynamic footed and unfosted 3-input NAND and NOR gates, Label the
trapsistor widths. What is the logical effrn of each gare?



6.28
629

6.31

o

g

35

b3

637

639

Sketch a 3-input dual-rail domino QORNOR gate,
Sketch a 3-input dual-rail domine majority/minority gate, This is aften used in
deming full adder cefls. Recall thar the majoriry function is true if mone than half of
the inputs are troe.
Compare a standard keeper with the noise tolerant precharge device, Larger pMOS
transistors result in a higher Fiy (and thus berter noise margins) but more defay.
Simulate a 2-input footed NANL gate and plot ¥y vs, delay for various sizes of
keepers and noase tolerant prechanpe transiators.
Design a 4=input foored dynamic NAND gate driving an electrical effort of 1. Esi-
mate the worst charge sharing noise as a fraction of Fpg assuming that diffusion
capacitance on uncontacted nodes is about hall of gate capacitance and on contacted
naxes it equals gate capacitance.

Exercise 6.31, generating a graph of chasge sharing noise vs, electrical effort
forb=0,1,2,4,and 8.
Repeat Exercise 631 if a small secondary precharge transistor is added on one of the
internal nodes.
Perform a simulation of your crouits from Exercie 6,31, Explan any discrepancies,
Design a domine cireuit to compute 7= (A + B}{C « I3 as fast as possihle. Each
input may present 8 maximum of 30 & of renststor width. The owtpuet must drove s
load equivalent to 500 L of transistor width, Choose transistor sihees to achieve leass
delay and estimare this delay in 1.
Redesign the memory decoder from Section 4.3.4 using foored domino bogic, Yoo
can assume you have both true and complementary monotomic inputs available, each
capable of driving 5 unit transistors. Label gate sizes and estimarte the delay.
Sketch an NP Domino B-inpus AND cisoust.
Sketch a 4:1 multiplexer. You are given four data signals D9, D7, D2, and D, and
two scloct signals, S0 and 57, How many transistors does cach design require?
w) Use onfy static CMOS lopic gates.
b} Use a combination of logic gates and transmission gares.
Sketch 3-input XOR Rinctions using each of the following drouit technlques:
a) emtic CMOS
b) preudo-nMOS
¢} dual-rail domino
d) CPL
e} EEPL
f) DCVSPG

exercises  [EETHEN
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6.40
6.41

6,42

6.43

g} SRPL

h) FPL

i) DPL

j) LEAP

Repear Exercise 6.39 for a 2-inpur NAND gate.

Deesign sensc-amplifier gates using cach of the following circuit famibics to compute
an B-inpur XOR function in a single gate: 8801, ECDIL, LCDL, DCSL1,
DCSL2, DCSL3. Each true or eomplementary input can drive no more than 24 L
of trangster width, Each output mwst drive a 32706 4 inverter, Simulate each cirouit
to determine the setup time and clock-to-out delays.,

Figure 6,77 shows a Switched Ourpur Differential Steucture (SODS) gate. Explain
how the gate operates and sketch waveforms for the gate acting as an inverter/buffes,
Comment on the strengths and weaknesses of the crcuit family.

h-]é é; ?I-—t
trepuits ’

s0D5

Choose one of the circuit families (besicles SODS, Exerciie 6.42) mentioned in Sec-
tion 6,44 or published in a recent paper. Critically evaluate the original paper in
which the circuit was proposed. Sketch an imverter or buffer and explain how it
operates, including appropriate waveforms, What are the strengths of the circuit
family? If you were the cireuit manager choosing design styles for a large chip, whas
conoems might you have abour the circuit famaly?



Sequential
Circuit Design

7.1 Introduction

The previous chaprer addressed comdimarional circuits in which the output is a funetion of
the current inputs, This chapter discusses sequertiad cirouits in which the output depends
on previods as well as current inputs; such circuits are said to have wse. Finite state
machines and pipelines are two important cxamples of sequential dircuirs.

Sequential circuits are usually designed with Hip-flops or larches, which are some-
times called memsory sfemeny, that hold data called fobens. The purpose of thess elements 1
not really memory; instead, it & to enforce seqquence, to distinguish the mrren token from
the previans or mexd token. Therefore, we will call them seguancing efemenss [Harris01a].
Without sequencing elements, the next token might catch up with the previous token,
girhiing hath. EE'I:F.IJ:I'II:I!HE clements Iﬂl!lﬂ:l‘ tokens thar arrmve too l,'.'!.l'!_'il'. pn:wrnling them
from cutching up with previous tokens, Unforunately, they inevitably add some delay 1o
twkens thar are already critical, decreasing the performance of the system. This extra delay
is called sequiencing overdead,

Thi= rJ‘|l|:ltm‘ eorEsders :-u:p.l.zmn.g for kath teatic and -ﬂ}m:nﬁ: crrcuite. Sfafic orecin
refer to gares that have no clock inpur, such as complementary CMOS, pseudo-nMOS,
of pass transistor logic, Dymamic circuits refer to gates that have a clock input, especially
domino logic, To complicate terminology, sequencing elements themselves can be either
sttic or dynamic. A sequencing element with stintic srorspe employs some son of Teedback
to retain its cutpuat value indefinitely. An element with dymamic iforage generally main-
tains itz value as charge on a capacitor that will leak sway if not refreshed for o long
period of time. The choices of static or dynamic for gates and for sequencing elements
can be indepensdent.

Sections 7.2-7.4 explore sequencing elements for static cincuits, particularly fip-fops,
2-phase transperent latches, and pulsed latches. Section 7.5 delves mito a vanety of ways to
sequence dynamic crcuits. A periodic clock is commonly used to indicate the tming of a
sequence. Section 7.6 describes how external signals can be synchronteed o the clock and
analyzes the risks of synchronizer failure, Wave pipelining is discussed in Section 7.7.
Clock generation and distribution will be examimed further in Section 12.5.

The choice of sequencing strategy is intimately tied 1o the design flow thar is being
used by an organization. Thus, it is important before departing on a design direction to
ensure that all phases of design capture, synthesss, and venfication can be sccommodated.

3a3
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This includes such aspects as cell libraries (Are the larch or flip-flop circuirs and models
available?); tools such as timing analyzers (Can timing closure be achieved easily?); and
automatic test generation (Can self-test clements be inserted casily?).

7.2 Sequencing Static Circuits

Recall from Section 1.4.9 that Jarches and fip-flaps are the two most commonly used
sequencing elements. Both have three terminals: data inpur (D), clock (o), and data out-
put (). The latch is transparent when the clock is high and opaque when the clock is low;
in other words, when the clock is high, I flows through to £ as if the latch were justa
buffer, but when the clock is low, the larch holds its present Q outpur even if DD changes.
The fip-Aop is an edge-triggered device that copies D to {J on the rising edge of the clock
and ignores I3 at all ather times. These are illustrated in Figure 7.1, The unknown state of
{2 before the first rising clock edge is indicated by the pair of lines ar both low and high

Qfop)

IR | oiches and flip-faps

This section explores the three most widely used methods of sequencing satic circuits
with these elements: flip-Aops, 2-phase ransparent larches, and pulsed latches [UngerBs],
An ideal sequencing methodology would introduce no sequencing overhead, allow
sequencing elements back-to-back with no logic in between, grant the designer Aexibility
in balancing the amount of logic in each clock cycle, talerate moderate amounts of clock
shew without degrading performance, and consume zero area and power, We will compare
these methods and explore the tradeoffs they offer. We will also examine a number of
transistor-level circuit implementations of each element.
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EEHl Sequencing Methods

Figure 7.2 illustrates three methods of sequencing blocks of combinational logic. In each
case, the clock waveforms, sequencing elements, and combinational logic are shown, The
hortzontal axis corresponds to the time at which a token reaches a point in the circuit. For
example, the token is caprured in the first fip-flop on the first rising edge of the clock. It
propagutes through the combinational logic and reaches the second flip-flop on the second
rising edge of the clock. The dashed vertical lines indicate the boandary between one
clock cycle and the nexr, The clock period is T,. In a 2-phase system, the phases may be
separated BY dopreciy- In 3 pulsed system, the pulse width is £,

TRFR ciacic cequencing methods

Flip-flop-based systems use one flip-Aop on each cyele boundary. Tokens advance from
one cycle to the next on the rising edge. If a token arrives too early, it waits at the fip-fop
until the next cycle. Recall that the flip-fop can be viewed as a pair of back-ro-back
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latches using ol and its complement, as shown in Figure 7.3 I we :epu:m the lavches, we
can divide the full cycle of combinational legic into two phases, sometimes called Aol
eyeler. The two latch clocks are often called &, and 4, Mmmﬂmnﬁuﬂm
complement ok or may be nonoverlapping (£ i * 0. At any given time, at least one

clock is low and the corresponding larch is opaque, preventing one token from catching up
with another, The two latches behave in much the same manner as two watertight gates in

a canal bock [Mead80]. Pulsed latch systems eliminate one of the latches from each cyele
and apply a brief pulse to the remaining laech. If the pulse is shorter than the delay
through the combinational logic, we can s1ll expect thar a token will only advance through
one clock cycle on each pulse.

:J’ \ '

/

T‘E_—.—
ﬂw

| Fefes Fiip-Flop

Flip-flop viewed as back-te-back lateh palr

Table 7.1 defines the delays and timing constraints of the combinational legic and
sequencing elements. These delays may differ significantly for rising and falling ransitions
and can be distinguished with an ror fsuffix. For brevity, we will use the overall maximum
and minimum,

Table 7.1 ."1-."-:'||'.r-|||_ir'|i; #lement I_'::||E|:|;._E_ natation
Term | Mame

fw  Logic Propagation Delay

iy Logic Contamination Delay

tw,  Latch/Flop Clock-to-0 Propagation Delay

F- Larch/Flop Clock-to-Q Contamination Delay
bty Latch D-to- ) Propagation Delay

ity Lawch D-to-{ Contamination Delay

fung  Latch/Flop Setup Time

hii  Lawch/Flop Hold Time
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Figure 7.4 illustrates these delays in a fiming diagram. In a timing diagram, the hori-
gontal axis indicates time and the vertical axis indicates logic bevel. A single line indicates
that a signal is high or low ar thar time. A pair of lines indicates that a signal is stable bur
rhat we don't care about its value, Criss-crossed lines indicare that the signal might change
ot that time. A pair of lines with cross-hatching indicates that the signal may change once
or more over an interval of time.

Figure 7.4(z) shows the response of combinational logic to the input 4 changing from
one arbitrary value to another. The output Y cannot change instantancousky. After the
contarmination delay £, ¥ may begin to change or glitch, After the propagation delay £, ¥
must have settled to a final value. The contaminarion delay and propagation delay may be
very different because of multiple paths through the combinational logic. Figure 7.4(b)
ahows the response of & fip-flop. The data input must be stable for some window around
the rising edge of the Hop if it i+ 10 be reliably sarpled. Specifically, the input [ must have
settled by some setup time 1., before the rising edge of dlk and should not change again
until a Sald fime £ after the clock edge. The oarput begins to change after o dleck-to-03
mﬂlniﬂ#ﬁﬂﬂfﬂhyrqudmmphidynﬂhnandﬁ-frﬂmdnhyr” F:E'Lm-.
7.4(c) shows the response of a latch. Now the input D must set wp and hold around the
falling edge that defines the end of the sampling period. The cutput initially changes 7,
after the latch becomes transparent on the rising edge of the clock and settles by 7.
While the latch is transparent, the output will continue to track the nput after some 5‘-
to-( delay £, and £ Section 7.4.4 discusses how o measure the setup and hold fimes
und propagution delays in simulation.

_o—'—'_'_"'-llllu
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EEE] Max-Delay Constraints

Ideally, the entire clock eyele would be available for computations in the combinational
logic. Of course, the sequencing overhead of the latches or flip-flops cuts into this tme. IF
the combinational logic delay is o great, the receiving element will miss its semp time
and sample the wrong value, This is called a sersg sime firilune or max-deday failure. It can be
sabved by redesigning the logic 1o be faster or by increasing the clock period. This section
computes the actual time available for logic and the sequencing overhead of each of our
favorite sequencing elements: Bip-flops, rwo-phase latches, and pulsed latches.

Figure 7.5 shows the max-delay timing constraints on a path from one flip-fop to the
next, assuming ideal clocks with no skew. The path begins with the rising edge of the
clock triggering FI. The data must propagate to the output of the flip-flop Qf and

the combinational logic to D2, setting up at F2 before the next rising clock edge.
This implies that the clock period msst be at least

T2t ¥ by 4 by (7.1)

Alternatively, we can solve for the masdmum allowable lojgic delay, which is simply the
cvche ime less the sequencing overhead introduced by the propagation delay and setup

time of the fip-flop.
by ST -
ST, e o) 72
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Example

The Arithmeric/Logic Unit (ALU) seif-dypacs parch limits the clock frequency of
some pipelined microprocessors. For example, the Integer Execution Unit (IELT) of
the Imanium 2 contmans self-bypass paths for six separate ALLUs, a5 shown in Figure
7.6{a) [Feezer02]. The path for one of the ALLs begins ar registers containing the
inputs to an adder, as shown in Figure 7.6(b). The adder must compute the sum (or
difference, for subtraction). A rely multiplexer chooses between this sum, the out-
put of the bogic unit, and the output of the shifter. Then a series of bypas multiplec-
err sebects the inputs 1o the ALL for the next eyele. The early bypass multiplexer
chooses among results of ALUs from previous cycles and is not on the critical path,
The 8:1 middle bypass multiplexer chooses a nesult from any of the six ALUs, the
early bypass mux, or the register file. The 4:1 late bypass multiplexer chooses a resule
fram either of two results returning from the data cache, the middle bypass mux
result, or the immediate operand specified by the next instruction. The late bypass
mux putput is driven back to the ALL to use on the next cycle. Because the six
ALUs and the bypass multipleers occupy a significant amount of area, the eritical
path alse imvolves 2 mm wires from the resule mux to middle bypass mux and from
the middle bypass mux back to the late bypass mux. {Mote: In the Itanium 2, the
ALL self-bypass path is built from four-phase skew-rolerant domine circuits. For
the purpases of these examples, we will hypothesize instead thar ir is built fram
static bogic and fip-Aops or larches. )

For our example, the propagation delays and contamination’ delays of the path
afT given in Tahle 7.2, S"LlI.IPﬂ.I-E the registers are sl fraem ﬂ:ip-ﬂup: with a porup
timne of 62 ps, hokd time of =10 ps, propagation delay of 90 ps, and contamination
delay of 75 ps. Calculate the mininium cycle time T, at which the ALL self-bypass

path will operate comectly.

Table 7.2 Combinational logic delays

Element Propagation Delsy | Contamination Delay
Adlder 590 s 100 ps

Result Mux 60 ps ' 35 ps

Eir]:r Hﬂuﬂ Bluix 110 pE 95 P
Middle Bypass Mux 80 ps _ 55 ps

Late Bypass Mux 70 ps _ 45 ps

2-mmm wire 100 ps 65 pa

e red
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tanium 2 ALL self-bypass path. (a) © [EEE 2002,

The critical path invalves propagation delays through the adder (590 ps),

Solubon:
result o (60 psl, micdle bvpass mux {80 ps), lute bypass mux {70 pal; and two 2-
mim wires (100 ps cach), for o total of £, = 1000 ps. According to ECL(7.1), the cycle

nme T must be at least 90+ 1000 + 62 = 1152 ps.

Figure 7.7 shows the analogous constraints on s path using twoe-phase transparent
latches, Ler us assume thar dars DY arriees at L7 while the larch s transparent ($; high).

The data propagates throwgh L7, the first block of combinasional logic, £.2, and the sec-
and black of combinational hagi-.'. '1":r|1ni.,|::|1!_l.-', 7 could arrve ac late a8 a SEtip L
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efore the falling edge of §; and still be captured correctly by .3 To be fair, we will insist
thar [0F nominally arrive no mone than one clock period after D because, in the long run,
it is impossible for every single-cycle path in a design to consume more than a fall clock
petiod. Certain paths may take longer if other paths take less time; this technique is called
sime borrewing and will be addressed in Section 7.2.4. Assuming the path takes no more
than a cycle, we see the cycle time must be

Tz bpirt ¥ Lot + Lz + fury (7.3)

Omee again, we can solve for the maximum logic delay, which is the sum of the logic
delays through each of the two phases, The sequencing overhead is the two latch propaga-
tion delays. Notice that the nonoverlap berween clocks does not degrade performance in
the latch-based system because data continues ro propagare through the combinational
logic between latches even while both clocks are low, Realizing thar a flip-flop can be
made from two larches whose delays determine the flop propagacion delay and setup time,
we soe EQL(7.4) is closely analogous o EQ (7.2).

b = fosy  dpy 5T = 2
a1 g var i el

&y L ¥y

01 _ 81| Combiratonss |99 ny |92 Combineionai | B3 =
= Lo Lioge?

IR 7wo-phass latch max-delay conaeraine
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If the pulse is wide enough, the max-delay consmmaine for pulsed latches is similar to
that of two-phase litches except that anly ane latch is in the critical path, as shown in Fig-
ure 7.8(n}. However, if the pulse is narrower than the setup time, the data must set up
before the pulse rises, as shown in Figure 7.8{(b). Combining these rwo cases gives

F 2+ s = ) @s
Solving for the maximum logic delay shows thar the sequencing overhead is just one larch
delay if the pulse is wide encugh to hide the setup fime

T - ; -
g ST, —maef g, b+ by = e -

o5 %,

b1 =} ] (54 2k

o2 (R0

XX

IAEREN rulsed lacch max-delay constraint

EEEN Min-delay Constraints

Ideally, sequencing elements can be placed back ro back without intervening combina-
tiomal logic and still function cormectly. For eample, o pipeline can use back-to-back regis-
ters o sequence along an instruction opcode without modifying it. However, if the hold
time is large and the contamination delay is small, dara can incorrectly propagate through
two successive clements on one clock edge, corrupting the state of the system. This is
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¥ e e I

Recompute the ALU self-bypass path cycle time if the flip-flop is replaced with a
Pulwdhrmeh:pnhadludﬂmnpﬂuiﬁd:hufﬁﬂpu,lmpﬁm!ufmpt,q
hold time of 5 ps, o off-to- () propagation delay of 82 ps and contamination delay of
52 ps, and a D-to-Q propagation delay of 92 ps.

£y 5 still 1000 ps. According to EQL(7.5), the cyele time must be at least
92 + 1000 = 1092 ps.

called a rier comafition, bold time fiilure, ot min-dalay failuere, It can only be fixed by rede-
signing the logic, not by slowing the clock. Therefore, designers should be very conserva-
tive in avoiding such failures because modifying and refabricating & chip is very expensive
and time-consuming.

Figure 7.9 shows the min-delay timing comstraints on 4 path from one Aip-fiop to the
next assuming ideal clocks with no skew. The path begins with the rising edge of the clock
miggering FI. The dats may begin to change at Q7 after 2 eff-to-() coptamination delzy,
snd ar D2 after another logic contamination delay. However, it must not reach D2 until at
Ieast the hold time f after the clock edge, lest it commupt the contents of F2. Hence we
solve for the mmimum logie contamanacion delay:

.I"d = fw _:"""I' !?.?}

v

o)

Flip-Bop latch riln-dalsy eonstraint
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In the ALU self-bypass example with flip-fops from Figure 7.6, the earlicst input to
the late bypass multiplexer is the imm vahue coming from another flip-fop. Will this
path experience any hold time failures®

Mo, The late bypass mux has £, = 45 ps. The fip-fops have 4., = =10 ps
and £, = 75 ps. Hence, EQL(7.7) is casily satisfied.

If the contarnination delay through the fip-fop exceeds the hold time, you can safely
use back-to-back flip-flops. 1f not, you must explicitly add delay between the fiip-Aops
(g with a buffer) or use special slow flip-fAops with greater than normal contamination
delay on paths that require back-to-back fops. Scan chains are o common example of
paths with back-to-back flops.

Figure 7.10 shows the min-delay timing constraints on a path from one transparent
latch to the next. The path begins with dota passing through L7 an the rising edge of §;. It
muast ot reach 1.2 until o hold time after the previous falling edge of §; because 1.2 should
have become safely opaque before L1 becomes transparent. As the edges are scparated by
boeereestipe EHE MiREMAIT logic contamination delay through each phase of logic is

FrrtiFiad it — Vg = P nemereitoy (7.8)

(Note that our derivation found the minimum delay through the first half-cycle, bur that
the second half-cycle has the same constraint.)

This result shows that by making £t sufficiently large, hold time falure can be
avoided entirely. However, generating and distriburing nonoverlapping clocks is very chal-
lenging at high speeds. Therefore, most commercial transparent larch-based systems use
the clock and its complement. In this case, £, s, = 0 a0d the contamination delay con-

straint is the same between the larches and fip-fops.

This leads to an apparent paradox: The contamination delay constraint apples to each
phase of logic for latch-based systems, but to the entire cycle of bogic for fip-fiops. There-
fore, latches seem o require rwice the overall logic contamination delay as compared 1o
flip-flops. Yer Aip-flops can be buile from a pair of larches! The paradox is resolved by
observing that & flip-flop has an internal race condition between the rwo lazches. The fip-
flop must be carefully designed so that it always operates reliably.

Figure 7.11 shows the min-delay timing constraines on o path from one pulsed latch
to the next. Now data departs on the rising edge of the pulse but must hold unsl after the
falling edge of the pulse. Therefore, the pulse width effectively increases the hold time of

the pulsed latch as compared 1o a fip-flop.

fd- E-’w = f

e (7.9)
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G Two-phase latch min-delay constraint
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GIEERND Fubsed latch min-delay constraint
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If the ALU self-bypass path uses pulsed latches in place of flip-fops, will it have any
hold-time problems?

Yes. The late bypass mux has £, = 45 ps. The palsed latches have 4,
150 ps, fus = 5 ps, and £ nizwﬂmmrﬂﬁhﬂyﬁuimiwmr
mmh&mwﬂuﬂhmmm
hmﬂuﬂhdﬂbydﬁgh&ﬁm:ﬂnﬂnmpﬂndhﬂmh:ﬁnmﬂ
need to add a minimum delay of 4 = £, * £, = £, = 58 pe. Alternatively, the imm
wﬂmﬂh%m:%m-wmmmpmu
the flip-flop were designed with a very long (>110 ps) contamination delay, the race
world be avosded,

EEZ] Time Borrowing

In a system using flip-flops, data departs the firsz fop on the rising edge of the clock and
must set up at the second flop before the nexe rising edge of the clock. If the data arrives
Inte, the circuit produces the wrong result. 1 the dats arrives eardy, it 1= blocked untl the
clock edge, and the remaming time goes unosed. Therefore, we say the clock imposes a
fand ey becanse it sharply delineares the cyeles.

In contrass, when @ system uses transparent latches, the data can depart the: first latch
on the rising edge of the clock, but does not have to set up until the falling edge of the
clock on the recenving latch. If one hali-cyele or stage of @ pipeline has too muoch begic, i
can borrow time into the next half-cyele or stage, as illustrared in Figure 7.12(2)
[Bernsteind9]. Time borrowing can accurmulare across multiple cycles. However, in systems
with feedback, the long delays must be balanced by shorter delays so that the overall loop
completes in the time available. For example, Figure 7.12(b) shows a single-cycle self-
bypass loop in which time borrowing occurs across half-cycles, bur the entire path must fit
in one cycle. A typical example of a self-bypass loop is the execution stage of o pipelined
processor in which an ALLN must complete an operation and byvpass the result back for use
in the ALU on a dependent instruction. Mot eritical paths in digital systems occur in
self-bypass loops becanse otherwise lln:nq.l does nor matter.

Figure 7.13 illustrates the maximum amount of time that a two-phase latch-based
system can borrow (beyond the 7,/2 = £, nominally available to each half-eyele of logic).
Becanse data does nor have to set up untl the falling edge of the receiving larch’s clock,
one phase can bormow up vo half a cycle of time from the next (less setup time and non-

overlap):

s —";1—[:_“# L — (7.10)
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the ALL sclf-bypass path is modified to use two-phase transparent latches.

A mid-cycle &; latch is placed after the adder, 25 shown in Figure 7,14, The larches

have a setup time of 20 ps, 2 hold time of 5 ps, a cif-to- () propagation delay of 82 ps

and contamination delay of 52 ps, and a D-ro-{) propagation delay of 82 ps. Com-

pute the minimum cycle time for the path. Hw::::.-:hum::bmmndduﬂl;hihn

mid-cycle larch at this cycle time? If the cycle time is increased 10 2000 ps, how

much time is bormowed?

[GIEREY ALy self bypasa path with two-phase loches

According to EQU(7.3), the cycle time is T, = 82+ 590 + 82 « 410 = 1164
pi. The half of the cycle involves the karch and adder delays and consumes B2 +
590 = 672 ps; The nominal half-cycle time is 7, /2 = 582 ps. Hence, the path bor-
rows M0 ps from the second half-cycle. If the cycle time increases to 2000 ps and the
nominal half-cyele time becomes 1000 ps, time barmowing no longer occurs.

Pulsed larches can be viewed as mansparent larches with o narmow pube. If the pulse is
wider than the setup time, pulsed latches are also capable of a small amount of time bor-
rowing from one cycle to the nexe.

Fiatons S By ling (7.11)

Time borrowing has two benefits for the system designer. The most obvious s infen-
tismal time borrewing, in which the designer can more easily balance logic between
half-cycles and pipeline stages. This leads to potentially shorter design time because the
balancing can take place during circuit design rather than requiring changes to the
microarchitecture to cxplicitly move functions from one stage to another. The other is
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e

1f the ALL self-bypass path uses pulsed Eatches, how mach time may it barmow from
the mext cycle?

Mone, Because the path is a feedback loop, if its outputs arrive late and
1o arrive later. Time borrowing can only be used o balance logic within a pipeline
but, despite the wishes of many designers, it does not increase the amount of time
available in a deck cyele.

stwe e berrevemng, Even if the designer carefully equalizes the delay in each stage
st design time, the delays will differ from one stage to ancther in the fabricated chip
becanse of process and environmental variations and inaccuracies in the tming model used
by the CAL system. In a sysrem with hard edges, the longest eyele sets the minimum
clock period. In a system capable of time borrowing, the slow cycles can opportunistically
barrow time from faster ones and average out some of the variation.

Some experienced design managens forbid the use of intentional time borrowing until
the chip approaches tapeout, Otherwise designers are overly prone 1o assuming that their
pipeline stage can borrow time from adjacent stuges. When many designens make this
same assumption, all of the paths become excessively long. Warse ver, the problem may be
hidden until full chip timing analysis begins, ar which rime it is too late to redesign so
many paths. Another solution i to do full-chép timing analysis starting early in the design
process.

EEE] Clock Skew

The analysis so far has assumed ideal clocks with zero skew. In reality clocks have some
unecertainty in thear arrival tmes thae can cue into the time available for useful computa-
tion, as shown in Figare 7.15(a). The bold o line indicates the latest possible clock arrival
time. The hashed lines show that the clock might arrive over a range of earlier fimes
because of skew. The warst scenario for max delay in a flip-Aop-based gystem is that the
Isunching flop receives its clock late and the receiving flop receives its clock early. In this
case, the clock skew is subtracted from the time available for wseful compuration and
appears us sequencing overhead, The worst scenario for min delay is that the bunching

flop receives its clock early and rhe receiving clock receives its clock lare, as shown in Fig-
ure 7.15(b]. In this case, the clock skew effectively increases the hold time of the system.

ht sT, —{:M Ll rh} @7.12)
sepencag, ovethesd

P 2 Pyt ooy F Hir (7.13)
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Clack skew and fiip-flops

In the system using transparent latches, clock skew does not degrade pu'fu.rml.nﬂ:
Figure 7.16 shows how the full cycle (less two larch delays) is svailable for computation
even when the clocks are skewed becawse the data can #till arrive at the latches while they

arent. Therefore, we say that transparent larch-based systems are sheto-foleany.
However, skew stll effectively increases the hold time in each half-cycle. It also curs into
the window available for time bomowing.

<7~ 2% 714
wxparning ssethaad

Yt add it =Yooy — Eracimvertap * Fiiew {7.15)
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If the AL self-bypass path from Figure 7.6 can experience 50 ps of skew from one
eycle to the next between flip-flops in the various ALUs, what is the minimum cycle
nume of the system? How mach clock skew can the system have before hold time
failures occur?

E-.Ll!l.lli-::l::' 1202
5. The maximum skew for which the system can operate correctly at any cycle time
15 g~ fhaag + dopg = 45— (=10} + 75 = 130 ps.

- e “‘;L‘{’-r-r L oo SR +.r..,_} (7.16)
* 8 8,
oL T
m Logic! - Loged
w N A7

GIEEI ook skew and transparent latches

Pulsed latches can tolerate an amount of skew proportional to the pulse width. 1f the
pulse is wide enough, the skew will not increase the sequencing overhesd because the data
can arrive while the latch is transparent. If the palse is narmow, skew can degrade perfor-
mance. Again skew effectively inereases the hold time and reduces the amount of time
available for borrowing (see Exercise 7.7).

bt 5T, "m"‘{*ﬂ"ﬂ+'¢w— rﬁ+.r,b,} FA7
npl:lti.l:;_urth.l :

by Zhpan ¥ b= b (7.18)

R A [ P {7.19)

In summary, systems with hard edges (e.g., flip-Aops) subtract clock skew from the
time available for useful computation. Systems with softer edges (e.g,, latches) take advan-
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tage of the window of transparency to tolerate some clock skew without increasing the
sequencing overhead. Clock skew will be addressed further in Section 12.5. In particular,
different amounts of skew can be buedgeted for min-delay and max-delay checks. Maore-
over, nearby sequential clements are likely 1o see bess skew than elements on opposite cor-
ners of the chip. Current automated place & roure tools spend considerable effort 1o
made] clock delays and insert buffer elements to minimize clock skew, bat skew is a grow-

ing problem for systems with aggressive cycle times.

7.3 Circuit Design of Latches and Flip-flops

Conventional CMOS larches are built using pass transistors or tristate buffers to pass the
data while the latch is transparent and feedback to hald the data while the latch & opagque.
We begin by exploring circuit designs for basic lacches, then build on them to produce
flip-flops and pulsed latches. Many latches accepr reset and/or enable inpurs. [t & also pos-
sible to build logic functions into the latches to reduce the sequencing overhead,

A number of alternative latch and flip-flop structures have been vsed in commencial
designs. The True Single Phase Clocking (TSPC) rechnique uses 1 single clock with no
inversions 1o simplify clock distribution. The Klass Semidynamic Flip-Flop (SDFF) is s
fast fip-fop using a domino-style input stage. Differential Aip-fops are good for cortain
applications. Each of these alternatives are described and compared.

EEMN Conventional CMOS Latches

Figure 7.17(a) shows a very simple transparent katch built from a single transistor. It is
compact and fast but suffers four limitations. The output does not swing from reif-fo-nnif
fi.c., from GNID to Fopl: it never rises above Fl'l-l'l - F. The output 15 aloo .u'_'rrr.n'nfr; n
other words, the output floats when the latch is opague. If it foars long enough, it can be
disturbed by leakage (see Section 6.3.3). I drives the aifficion impur of a pass transistor
direcely, leading to potential noise fsues (see Section 6.3.9) and making the delay harder
to model with static timing analyzers. Finally, the state node is expaced, so noise on the
output can corrupt the stare. The remainder of the figures illustrate improved larches using
mare transiston to achieve more robust operation.

Figure 7.17(b) uses a CMOS transmission gate in place of the single nMOS pass
transistor to offer rail-to-rail curpur swings. It requires 2 complementary clock §, which
can be provided as an additional inpur or locally generated from § through an inverter.
Figure 7.17(c) adds an output inverter so that the state node X & isolated from noise on
the output. OF course, this creates an inverting latch, Figure 7.17(d) alio behaves as an
inverting latch with a buffered input bur unbuffered ourpur. As discussed in Sections 2.5.6
and 6.2.5.1, the inverter followed by transmission gate is essentially equivalent to o tristace
inverter but has a slightly kewer logical effort because the output is driven by both transis-
tors of the transmission gate in parallel. Both (c) and (d) are fast dynamic latches.
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In modem processes, subthreshold leakage is large enough that dynamic nodes retain
their values for only a shore time, espectally at the high temperature and voltage encoun-
rered during burn-in test, Therefore, practical latches need to be staticized, adding feed-
back to prevent the output from foating, as shown in Figure 7.17(e). When the clock is
*1," the imput transmission gate is ON, the feedback tristate is OFF, and the latch s trans-
parent, When the clock i 10, the input transmission gate rurms OFF. However, the feed=
back tristate turns ON, holding X at the correct level. Figure 7.17(f) adds an input
inverter so the inpat is a transistor gate rather than unbuffered diffusion. Unfortunately,
bath (e) and () reintroduced outpur noise sensitivity: A large noise spike on the output
can propagate backward through the feedback gates and corrupr the stare node X Figure
7.17(g) is a very robust transparent latch that addresses all af the deficiencies mentioned so
far: The larch is static, all nodes swing rail-to-rail, the state noise is isolated from output
noase, and the input drives transistor gates rather than diffusion. Such a latch is widely
used in standard cell applications including the Artisan standard cell ibrary [ Artisan02].
It is recommended fior all but the moss performance- or area-critical designs.

In semicustom datapath applications where input noise can be better controlled, the
mverting larch of Figure 7.17(h) may be preferable because it is faster and more compact;
for example, Intel uses this as a standard datapath Jatch [Kamik01]. Figure 7.17() shows
the famb faech, o varintion of (g) thar reduces the clock load and saves two transistors by
wsing a weak feedback inverter in place of the tristate, This requines careful circuit design
to ensure that the tristate is strong enough to overpower the feedback inverter in all pro-
cess comers. Figure 7.17()) shows another jamb latch commenly used in register files and
Field Programmahle Gate Array (FPGA) cells. Many such latches read out onto a singlhe
I3, wire and only one i crabled at any given time with its RD signal. The Itanium 2 pro-
cessor uses the latch shown in Figure 7.17{k) [Maffriger02]. In the static feedback, the
pulldown stack is clocked, but the pullup is & weak pMOS transistor. Therefore, the gate
driving the input must be strong enough m overcome the feedback. The Itanium 2 cell
library also contains 4 similar larch with an additional input inverter 1o buffer the input
when the previous gate is too weak or far away. With the input inverter, the larch can be
viewed 25 o cross between the designs shown in (g) and (i), Some latches add one more
inverter to provide both true and complementary outputs.

Figure £.53 shows layouts for the larch of Figure 7.17(h} with a built-in clock
im'l.‘rto:i.'['hl:mtcfmd:}:nnb:ﬂwmdb:hmdnrhrmﬁﬁlﬂﬂgﬂlinﬁﬁmwdﬁ'
sions.

The dynamic latch of Figure 7.17(d} can also be drown as a clocked tristate, as thown
in Figure 7.18{z). Such a form is sometimes called dlacked CMOS (CTMOS) [Suzuki?3].
The conventional form using the inverter and transmission gate is shightly faster because
the output is driven through the nMOS and pMOS working in parallel. C*MOS is
slightly smaller becanse it eliminates two contacts. Figure 7.18(b) shows another form of
the tristate that swaps the data and clock terminals, It is logically equivalent but electri-
cally inferior because toggling 1) while the latch is opague can cause charge sharning noase
on the output node [Suzuki73].
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Transparent latches
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All of the latches shown eo far are transparens while § is high. They can be converted
10 active-bow latches by swapping ¢ and §.

EEEl Conventional CMOS Flip-flops

Figure 7.19(2) shows a dynamic inverting flip-fop built from a pair of back-to-back
dynamic latches [Suzuki73). Either the firns or the last inverter can be removed to reduce
delay at the expense of greater noise sensitivity on the unbuffered input or output, Figure
7.19(b) adds feedback and another inverter to produce a nosimverting static fiip-flop. The
PowerPC 603 microprocessor datapath used this flip-flop design without the input
invertes or  output [Gerosa®4].

Flip-fogpe

Flip-ops usually take a single clock signal 4 and locally generate its complement §. 1f
the clock rise/full time is very slow, it is possible that both the clock and its complement
will simultancousty be at intermediate voltages, making both latches transparent and
increasing the flip-flop hold time. In ASIC standard cell libraries (such as the Artisan
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librasy), the clock is both complemented and buffered in the flip-flop cell to sharpen up
the edge rates at the expense of more inverters and clock loading.

Recall that the flip-flop also has a potential internal race condition between the two
latches. This race can be exacerbated by skew between the clock and its complement
caused by the delay of the inverter. Figure 7.20{a) redraws Figure 7.19(a) with a built-in
clock inverter. When ¢ falls, both the clock and its complement are momentarily low as
shown in Figure 7_20(b}, tuming on the clocked pMOS rransistors in both transmission
gates. If the skew (ie., inverter delay) is too large, the data can sneak through both katches
on the falling clock edge, leading to incorect operation. Figure 7.20(c) shows a CMOS
dynamic flip-flop built using C?MOS latches rather than inverters and transmission gates
[SuzukiT3]. Because each stage inverts, data passes through the nRMOS stack of one latch
and the pMOS of the other, so skew that turns on bath clacked pMOS transistors is not a
hazard. Howeves, the fip-flop is still susceptible to failure from very slow edge rates thar
turn bath transistors partially ON. The same skew advantages apply even when an even
number of inverting logic stages are placed between the latches; this technique is some-
times called MO Rdee (NORA) [Gonclaves83]. In practice, most flip-flop designs care-
fully control the delay of the clock inverter so the transmission gate design is safe and
slightly faster than C*MOS [Chao89).
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GERFT) 1ransmission gate and NORA dynamic fip-Nops

All of these flip-flop designs still present potential min-delay problems between fip-
flops, especially when there is rtle or no logic beeween flops and the clack skew is large or
poorly analyzed. For VL3I class projects where careful elock skew analysis is toa much
waork and performance is less important, a reasonable alternative is to use a pair of two-
phase nonoverlapping clocks instead of the clock and its complement, 25 shown in Figure
7.21. The flip-flop caprures its input an the rising edge of §,. By making the nonoverlap
large enough, the Greuit will work despire large skews. However, the nonoverlap time is
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not used by logic, so it directly increases the setup time and sequencing overhead of the
flip-flop (sce Excrcise 7.8),

EEEl Pulsed Latches

A pulsed latch can be built from a conventional CMOS transparent latch driven by a brief
clock pulse. Figure 7.22(a) shows & simple pulse generator, sometimes called 2 obck chopper
ar anf-nhat [I’l.il:r‘l!i!ﬂllf.

Thve Nafieiger putsed farch used on the Iranium 2 processor consists of the lawch from
Figure 7.17(j) driven by even shorter pulies produced by the generator of Figure 7.22(b)
[NafFeiger02], This pulse gencrator uses 2 fairdy slow (weak) inverter to produce a pulse
with 3 nominal width of about one-sixth of the cycke (125 ps for 1.2 GHz operation).
When disabled, the intermal node of the pulse generator floats high mamentarily, but no
keeper is required because the duration is short, OF course, the enable signal has setup and
hold requirements around the rising edige of the clock, as shown in Figure 7.22(c).

Figure 7.22(d) shows yet another pulse generator used on an NEC RISC processor
[ Kowu96] to produce substantially longer pubses, It includes a built-in dynamic transmis-
sion-gate latch to prevent the enable from glitching during the pulse.

Many designers consider short pulses risky. The pulse generator should be carefully
sinmslated across process corners and possible RC loads to ensure the pulse is not degraded
o badly by process variation or routing, However, the Itanium 2 team found that the
pulses could be used just as regular chocks as long as the pulse generator had adequate
drive,

The Pertovi pulved latch in Figure 7.23 eliminates the need to distribute the pulse by
building the palse generator into the latch irself [Partori®6, Draper97]. The weak cross-
coupled inverters in the dashed box staticize the circuit, although the latch is susceptible to
back-driven output noise on  or {J unless an cxtra inverter is used to buffer the ourpar.
The Partovi pulsed larch was used on the AMD K6 and Athlon [Golden99], but is
slightly slower than a simple larch [Naffriger02]. It was originally called an Edge Tripgerad
Latch (ETL), but strictly speaking is a pulsed latch because it has a brief window of
transparency.
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EEE Resettable Latches and Flip-fiops

Most practical sequencing elements requine a reset signal to enter a known initial state on
startup. Figure 7.24 shows larches and flip-flops with reset inpuats. There are two types of
reset: synchremous and aspnckromens. Asynchronous reset forces (@ low immediately, while
synchronous reset waits for the clock. Synchronous reset signals must be stable for 3 setup
uﬂhﬂdﬁmmﬂrb!dx&fﬂyﬂxﬂ:qﬂmnmmhd&mﬁdbﬂmv
gation delay from reset to output. Synchronous reset simply requires ANDing the inpur [
with reset. Asynchronous reset requires gating both the data and the feedback o force the
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reset independent of the clock. The tristate NAND gate can be construcred from a
MAND gate in series with a clocked transmission gate.

Settable latches and fip-flops force the output high instead of low. They are smilas to
resettable elements of Figure 7.24 but replace NAND with NOR and nered with ret, Figure
7.25 shows a Aip-Aop combining both asynchronous set and reser.
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EEE Enabled Latches and Flip-flops

Sequencing elements also often accept an enable inpur. When enable e is low, the ele-
ment retains its state independently of the clock. The enable can be performed with an
input multiplexer or clock garing, as shown in Figure 7.26. The imput multiplexer feeds
back the old state when the element is disabled. The multiplexer adds ares and delay,
Clock gating does not affect delay from the data input and the AND gate can be shared
amang multiple clocked elements. Morcover, it significantly reduces power consumption
because the clock on the disabled element does nor toggle. Hewever, the AND gare delays
the clock, potentially introducing clock skew. Section 12.5.5 addresses rechniques 1o min-
imize the skew by building the AND gate into the final buffer of the clock distribation

nenwork, ev must be stable while the lock is high to prevent glitches on the clock, as will
be discussed further in Section 7.4.3.
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EEEFT Enabied latches and fip-fops

EEH Incorporating Logic into Latches

Anather way to reduce the sequencing overhead of latches is to replace some of the invest-
ers in the latch with gates thar perform useful computation. Figure 727 shows two ways
to do this in dynamic latches, The DEC Alpha 21164 used an assorement of latches bailt
from a clocked transmission gate preceded and followed by inverting static CMOS gates
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such as NANDs, NORs, or inverters [Bowhill95]. This provides the kow overhead of the
rransmission gate latch while preserving the buffered inputs and outputs. The mine-lefch
cansists of two transmission gates in parallel contralled by clocks gared with the corre-
sponding selece signals. Tt integraves the multipbeer function with no extra delay from the
2 imputs to the () outputs except the small amount of extra diffusion capacitance on the
state node. Note that the setup time on the select inputs Is relatively high. The clock gat-
ing will introduce skew unless the clocking methodology systematically plans to gate all
clocks. The same principles extend to static larches and fip-fAops.

80 81

Combining logic and latches

EEEI Klass Semidynamic Flip-flop (SDFF)

The Kiass semidynamic fip-flap (SDFF) [Klass99] shown in Figure 7.28 is a cross between
a pislsed latch and a fip-flop. Like the Partowi pulsed latch, it operates on the principle of
intersecting pulses. However, it uses a dymnamic NAND gare in place of the static NAND.
While the clock is low, X precharges high and () holds its old state. When the clock rises,
the dynamic NAND evaluates, If ID 120, X remains high and the top aMOS transistor
turns OFF. If D is 1 and X starts to fall low; the transistor remaing ON to finish the tran-
sition. This allows for a very shart pulse and short hold time. The weak cross-coupled
inverters staticize the fip-flop and the final inverter buffers the outpu node.

Like a pulsed latch, the SDFF accepts rising inputs slightly after the rising clock
eclge. Like a flip-flop, falling inputs must set up before the nsing clock edge. It is called
semidynamic because it combines the dynamic input stage with static operation. The
SDFF is slightly faster than the Partovi pulsed latch but loses the skew talerance and time
barrowing capability. The Sun UltraSpare 11 buikt lagic into the SDFF very efficiently by
replacing the single transistor connected o 2 with a collection of transistors performing
the OR or multiplexer functions [Heald00].
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FIG 7.28 | Klass sermddynamic fip-flop

EEX] Differential Flip-flops

Diifferenpial fisp-flope accept true and complernentary inputs and produce true and comple-
mentary sutpats. They are built from a clocked sense amplifier so they can rapidly respond
to small differential input voltages. While they are larger than an ondinary single-ended
flip-Aop—having an extra inverter 1o produce the complementary outpur—they wark well
with low-swing inputs such &s register file bitlines (Section 11.2.3) and low-swing busses
{Section 4.6.7).

Figure 7.29(a) shows a differential semie-ampiifier flip-flop (SA-F/F) receiving differ-
ential inputs and producing a differential output [Matiui94]. When the clock is low, the
internal nodes X and X precharge. When the clock rises, one of the two nodes is pulled
down, while the cross-coupled pMOS transistors act a8 o keeper for the other node, The
SR latch formed by the cross-coupled NANTD gates behaves as a slave stage, capturing the
output and holding it through precharge. The fip-flop can amplify and respond o small
differential input voltages, or it can use an inverter to derive the complementary input
from [2. This fiip-tlop was used in the Alpha 21264 [Gronowski98]. 1t has a small clock
load and avoids the need for an inverted clock. If the two input transistors are replaced by
true and complementary nMOS logic networks, the SA-F/F can also perform logic func-
tioms at the expense of greater setup time [Klass97],

The original SA-F/F suffers from the possibility that one of the intemnal nodes wall
float low if the inpurs switeh while the clock is high. The StrangArm 110 processor
[Montanaro®] adds the weak nMOS transistor shown in Figare 7.2%a) o fully staticize
the Aip-fop at the expense of 1 small amount more internal loading and delay.

Although the sense amplifier stage is fast, the propagation delay through the two
cross-coupled NAND gates hurts performance. The NAND gates serve as a slave SR
latch and are anly necessary to convert the monotonically falling pulsed X signals to static
{2 ourputs; they can be replaced by Hl-skew inverters when £ drives domino gates. Alter-
natively, Figure 7.29(b} shows how to build a faster shave latch to replace the cross-coupled
MNANDs at the expense of eight more transistors [ Nikolit00). When the X signal falls, it
tarns on the pMOS transistor to immediately poll the § outpat high. Iv also drives one of
the inverters high, which pulls down the ) output through the opposite nM OIS transistor.
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The four blue transistors serve as small cross-coupled tristate keepers that hold the outputs
after the master stage precharges, but nam off to avesd contention when the outputs need
ro switch. This slave latch still involves two gate delays for the falling outpur, but the
delays are faster because the gates avoid crowbar current, have lower logical effort, and are
skewed to favor the critical edges.

The AMD Kb used another differential flip-flop shown in Figure 7.2%c) ar the inter-
face from static to self-resetting domino hﬁ:Ehpu??],'Ih master stage conmsts of o
self-reserting dual-rail demino gate. Assume the internal nodes are initially precharged.
O the rising edge of the clock, one of the two will pull down and drive the comesponding
output high. The OR gate detects this and produces a done signal that precharges the
ineernal nodes and resets the outputs. Therefore, the fip-flop produces pulsed outputs pri-
marily suitable for use in subsequent self-resetting domino gaves (see Section 7.5.2.4). The
cross-coupled pMOS transistors improve the noise immunity while the cross-coapled
inverters staticiee the internal nodes.

AL e 1
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Differential flip-flaps
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EEE] True Single-phase-clock (TSPC)
Latches and Flip-flops

Conventional latches require both true and complementary clock signals. In moden
CMOS systems, the complement is normally generated locally with an inverter in the
lazch cell. In the late 19805, some rescarchers worked to avoid the complementary signal.
The True Single-Phase-Clock (TSPC) latches and fip-flops replace the inverter-transmis-
sion gate or C*MOS stage with a pair of stages requiring only the clock, not its comple-
ment [ Ji-ren87, YuanR9). Figure 7.30(a and b) show active high and low TSPC dynamic
larches, Figure 7.30(c) shows a TSPC dynamic flip-flop. Note that this flip-flop produces
a momentary glitch on { after the rising ¢lock edge when I is bow for multiple cycles; this
increases the activity factor of downstream circuits and costs power. [ Afghahi90] extends
the TSPC peinciple to handle domino, RAMs, and other prechanged circuits,
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CINER] T5rc lotches and flep-flops

The dynamic TSPC latches were used on the groundbreaking Alpha 21064 micro-
processar [Dobberpuhl®2]. Logic can be built ineo the first stage of each larch. The larch
is not easy to staticize [Afghahi90]. In any case, the clock must also be reasonably sharp o
prevent races when both transistors are partially ON [Larsson%4]. The Alpha 21164
reverted to conventional dynamic latches for an estimated 10% speed improvement

[Bowhill95]. In summary, TSPC is primarily of historic interes.

7.4 Static Sequencing Element Methodology

This section examines a number of issues designers must address when selecting a
sequencing clement methodology. We begin with general issues, and then proceed o
technigues specific to fip-flops, pulsed latches, and transparent lasches.

Until the 0.5 or 0.35 pm generation, leakage was relatively low and thus dynamic
larches held their state for acceprably long times. The DEC Alpha 21164 was one of the
last major macroprocessors to use a dynamic latching methodology in a 0.35 pm process in
the mid-1990s. It required a minimum operating frequency of 1/10¢h full speed to retain
state, even during testing. Modern systems generally require static sequencing elements to
haold state when clocks are gated or the system is tested at 2 moderate frequency. Leakage
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is msually worst during burn-in testing at elevated temperature and voltage, where the chip
mast still function correctly to ensure good toggle coverage. Seatic elements are larger and
samewhat slower than their dynamic

Similarly, the growing difficulty and cost u-f:ld:luggm,g and t:-atmg has forced engi-
peers to build design-for-test (DFT) features into the sequencing elements. The most
important featune is soam, 2 special mode in which the latches or flip-flops can be chained
together into a large shift register so that they can be read and written under external con-
trol during testing. This vechnidque is discussed further in Scction 9, Scan has become par-
ricularly important because chips have so many metal layers that most internal signals
cannot be directly reached with probes. Moseover, some flip-chips are mounted upside
doran, making physical access even more difficult. Scan can dramatically decrease the time
required to debug a chip and reduce the cost of testing, so most design methodologies dic-
tate that all sequencing elements must be scannable despite the extra area this entails, The
Alpha 21264 did not support full scan and was very difficulr to debug, leading ro a faoer-
than-desired release.

Clock distribution is another key challenge. As we will see in Scction 125, it is very
difficult to distribute a single clock across a large die in a fashion thar gers it ro all sequenc-
ing clements at nearly the same time. Controlling the clock skew on more than one clock
is even more difficult, so almost all modern designs dastribute a single high-speed clock.
Ohther signals such as complementary clocks, pulses, and delayed clocks are generated
locally where they are needed. The clock edge rates must be relatively sharp 1o avoid races
in which bath the master and slave latches are partially on simultaneously. The global
elock may have slow edge rates after propagaring along long wires, so it is typically buff-
ered locally (eather in each sequencing element or in & buffer cell serving a bank of ebe-
ments) to sharpen the edge rates. Clock power, from the clock distribution nerwork and
the chocked loads, typically accounts for one third to ane half of the total chip power con-
sumption, Therefore, clocks are often gared with an AND gate in the local clock buffer to
tumn off the sequencing elements for inactive units of the chip,

All bisrable elements are subject to woft errore from alpha particles or cosmic rays
striking the circuits and injecting charge onte sensitive nodes (see Section 4.8.7).
Sequencing clements require nelatively high capacitance on the state node to achieve low
saft error rates. This can see a bower bound on the minimum transistor sizes on that node.

EEMN Choice of Elements

Flip-flops, pulsed latches, and transpasent latches offer tradecffs in sequencing overhead,
skew rolerance, and simpliciry.

7.4.1.1 Flip-fiops As we have seen, fip-flops have fairly high sequencing overhead but
are popular because they are so simple. Nearly all engincers understand how flip-Aops
work. Some synthesis tools and timing analyeers handle fip-Aops much mare gracefully
than transparent latches. Many ASIC methodologies use flip-flops exclusively for pipe-
lines and state machines, If performance requirements are not near the cutting edge of 3
process, fip-fops are clearly the rghe chaice in todays CAD fows.



m CHAPTER 7  SEQUENTIAL CIRCLIT DESIGN o

7.4.1.2 Pulsed Latches Pulsed latches are faster than flip-fiops and offer some time-
borrowing capability af the expense of grearer hold fimes. They have fewer clocked tran-
sistors and hence bower power consumption. If intentional time borrowing is not neces-
sary, vou can maodel a pulsed latch a5 a fip-flop triggered on the rising edge of the pulse
with a lower delay but a lengthy hold rime. This makes pulsed latches relatively easy to
integrate into flip-fop-based CAD flows. Moreover, the pulsed latches still offer apportu-
nistic time borrowing to compensate for modeling inacciracies even if the intentional time
borrewing is not need.

The long hold times make pabsed latches unsuitable for use in pipelines with no logic
between pipeline stages. One solution is to use ardinary fip-flops in place of the pulsed
latches in these circumstances where speed is not important. Unforrunately, some pulsed
larches fan out 1o multiple paths, some of which are short and others long. The Ttanium 2
processor used the decked derager in conjunction with Naffriger pulsed latclves, as shown
Figure 731 [Naffeiger(2]. These were placed before the receiving latches on short paths
and block incoming paths while the receiving lateh is transparent. They automatically
adapt to pulse with variation and hence have a shorter nominal propagation delay than
buffers, but aleo consume more power than buffers becase of the clock loading [Rusa03].
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7.4.1.3 Transparent Latches Transparent latches also have lower sequencing overhead
than Hip-flops and are artractive becsuse they permit nearly half  cyele of time borrowing.
One latch must be placed in each half-cycle, Da can arrive at the latch any time the karch
is transparent. A convenient design approach is to nominally place the laich ar the begin-
ning of each half-cycle. Then time barrowing occurs when the logic in one half-cycle is
longer than nominal and data does not arrive at the next latch until some time into the
next half-cycle.

Figure 732 illustrates pipeline timing for short and lang logic paths berween latches.
When the path is short (2), the dara arrives ar the second latch early and is delayed until
the rising edge of §;. Therefore, it is natural to consider latches residing at the beginning
of their half-cyele because short paths automatically adjust to aperate this way. When the
parh iz langer (b), it borrows time from the first half-cycle into the second. Notice how



LY RN

=
o HHE—-
- =

Latch p!lli:emmi and time barrowing

clock skew docs not sow long paths becanse the data does not arrive at the larch until after
the larest skewed rising edge.

Logic blocks involving multiple signals must ensure that each signal path passes
through two latches in each cycle. Signals can be clasified a3 phase 1 or phase 2 and logic
gates must reccive all their inputs from the same phase. Section 7.4.3 develops o formal
notation of timing types 1o track when sigrals ane safe 10 we.

EEMl Low-power Sequential Design

All of the techniques mentioned in Section 6.5 can be used in common to create low-
pawer lbraries for sequential elements. However, because flip-flops and larches are nor-
mally elocked every cycle, buth the core larch design and the clock distribution network
must be carefully scrutinized to achieve low dynamic power. Keep device sizes small inside
the care latch and minimize the number of clocked transistors. Pulsed latches are attrac-
tive because they have fewer clocked transistors than two-phase latches or flip-flops. The
conventional fip-flop of Figure 7.19(b) is also power-efficient because it is simple.
[Stojanovic??] presents an extensive study of power and delay in sequential elements.

Scan latches and flip-flops (see Chapter 9) used for testing increase the invernal
sequential element switched load, Unfortunately, there is 2 tradeodf between testabiliny
and power consumption. The decision is normally toward restabilicy.

Clock gating can be effectively used to turn off sections of circuitry that are not
recpuired dunng cestain time intervals. When clock gaters are inserted, the relative delay
between blocks must be carefully monitored to ensure that no clock mces oocur {sex Sec-
tion 12.5.5).

74 STATIC SEQUENCING ELEMENT METHODOLOGY EREANEE
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Figure 7.33 shows a simplified block diagram of an IEEE 802.11a Wircless Local Arca Network
receiver [Ryan01] . Being a packet-based system, the clocking takes advantage of the fact that the
clocks anly have to be applied 1o modules when a packet arrives. The packer activity is monitored
by the packer detector, which is carcfully designed vo dissipare the least dynamic power as it is “lis-
tening” constantly. The rest of the circuitry is usnally idle and all clocks to the remaining modules
are turned off. When a packet is derected, 1 control block isaues a start of packer signal 1o the clock
gater that controls the synchronization module (Synch). The control block also figures the length
of the packet and thus, in conpunction with the pipeline delay through modules, knows how lomg to
turn the local elock to each module in the data pipe. The Fast Fourier Transform (FFT) and Vit-
erbi Decoder modules are similarly controlled, The Viterbi Diecoder uses a register exchange rech-
nique, which has the mmification that it has a large number of registers (128 * 64 bats). During
clocking exch register clocks constantly and =0 the decoder dissipates a ssgnificant portion of the
dynamic power in the signal procesging chain, Fortunately, the decoder contains very little logic
berween registers. Thus, it can be operated on a lower supply voltage 1o reduce dymamic power.
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FIG 7.3 TR, sysiem with clock gating and variable power supply

EEEl Two-phase Timing Types

As discussed in Section 7.1.3, latches with two-phase nonoverlapping clocks (§; and §,)
are attractive for class projects becanse with an sdequanely bong clock period and suffh-
ciently great nonewerlap, they are guaranteed to be safe from both setup and hold prob-
leims as long as they are used correctly. Logic must be divided into phases 1 and 2. Signals
can only interact with other signals in the same phase. Passing through a latch changges the
p'h;.uc aof the :i:gu].ﬂal: satuation becomes lﬁﬁhll‘f e :nm‘p]il:'.l.r-:'d] when p‘l:c-ﬂ clocks
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and doming circuits are mixed with the katches. [Noice83] describes a method of timing
types that can be appended to signal names to keep track of which signals can be safely
combined at inputs to gaves and latches.

In the two-phase timing discipline, a signal can belong o cither phase 1 or phase 2
and be of one of three classes: mable, valid, or gualified clock. A signal is said to be stable
during phase 1 {_sf) if it settles 1o a value before , rises and remains constant until after
#, fulls. It is said 1o be valid during phase 1 (_v7) if it sertles to a value before $, falls and
reraing at that value until after §, falls. It is said ro be 2 phase 1 gated or qualified olock
{_gd) if it cither rises and falls like §, or remains low for the entire cycle. By definition, ¢,
is a _g! signal. Phase 2 signals are analogous. Figure 7.34 illustrates the timing of each of
these types.

—“’_\'\ : ; b :
(FIG 734 R

Latches must take qualified clocks (either _gl or _g2 signals) to their clock inputs. A
phase 1 lazch requires a st nr_urinpu:(mﬂiuthzhpu:n:hﬁuuurp:udhnldﬁm
wound the falling edge of §,) and produces o &2 output because the ourpur sertles while
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#; is high (before §; rises) and does not change again until the next time ¢, is high (after §,
falls). A phase 2 latch requires a _s2 or _o2 input and produces a _sf outpur. Qualified
chocks are formed as the AND of a clock plase or another qualified clock with a stable sig-
nal belopging to the same phase. The qualitying signal must be stable to ensure there ane
no glitches in the clock. Qualified clocks are only used ar the clock terminals of latches or
dynamic logic. A block of static CMOS combinational logic requires that all inputs
belong to the same phase. If all inputs are stable, the owtput is also stable, If any are valid,
the output is valid. The phase of 4 domino gate is defined by the clock or qualified clock
driving its evaluation transistor. The precharge transistor acceprs the complement of the
other phase, The inputs must be stable or valid during the evaluation phase and the curput
is valid during that phase because it settles before the end of the phase and does not
change until precharge at the beginning of the next phase. All of these rules are illustraged
in Figure 7.35. The definitions are based on the assumption thar the propagation delays
are short compared to the cycle time so that no rime borrowing takes place; however, the
connections continae to be safe even if time borrowing does occur.
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Rules for cambining timing types

Figure 7.38{a} redraws the Bip-flop of Figure 7.21 bule from master and slave larches
using two-phase nonoverlapping clocking. The Rip-Bop changes its output on the rising
edge of §,. Bath i input and output are _s2 signals, F'lgurl:?' 35(b) shows an enabled verizon
af the flip-flop using clock gating. The enable signal ro the slave must be _sf to prevent
glitches on the qualified clock; in ather words, the enable must not change while §, is
high. If the system is built primarily from flip-fiops with _s2 outputs, the enable must be
ﬂr:ll_,r::i li'nr'l:n.lg}l Y p]'l.l.lc 2 latch to become _sf, .-’I._h-:nurhll:l]r, the master ($2) latch coald
be enabled, bur this requires that the enable set up half a eycle earfer.
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Annotate each of the signals in Figure 7.36 with its iming type. If the circuit contains an

y
illegal connections, identify the problems and explain why the connections could cause
malfinctions.

[AEREA rrampie cireuit far uming type checking

BT Figure 7.37 shows the timing types of cach signal. ¢ 3 is the OR of 4_sJ and
r_12. Hence, it might change after the rising edge of ¢, or §,. Excessive clock skew on §;
could cause a hold time violation, affecting the result seen at u_il.

ERES] Arriomated cireult showing Heming types
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GEREE] Flip-fiops wsing two-phase nonoveslapping clocks

Even when conventional rwo-phase latches with 50% dury cycles are wsed, the timing
types are still comvenient to track which signals can interact. Typically, one distributes a
single 509 duty cycle clock ot and locally generates its complement cfé. In such a case, ol
plays the role of §; and §, while d plays the role of §; and ¢,. This means that bath the

and evahate transistors of dynamic gates receive the same signal. Because there
i o nancverlap, you must analyze each path to ensure no hold problems exist. In panicu-
lar, be careful to guarantee a stable enable sipmal for gated clocks.
EEE} Characterizing Sequencing Element Delays
Previous sections have derived sequencing element performance in terms of the serup and
hold times and propagation and contamination delays. These delays are interrelared and
are used for budgeting purposes. For eample, a flip-flop mighe still capture its input prop-
exrly if the data changes slightly less than a setup time before the clock edge. However, the
clock-to-Q delay might be quire long in this sinsation. 1§ we call £y, the time thar the dama
sctually sets up before the clock edge and #py;, the actual defay from chock to ), we could
define rﬁuﬂtlnﬂlhnvﬂmufrmmch that fpg S £, Moreaver, we could choose £,
o minimize the sequencing overhead fny + £ In 'Lhn- section we will explore how to
characterize these delays through simulation

Figure 7.39 shows the timing of a conventional static edge-triggered fip-fop from
Figure 7.19(b). Dielays are normalized to a 75 ps FO4 inverter. The actual olé-to-0 {7ep)
and D-to- {#ng) delays For a rising input are plotted against the D-to-cik (1) delay, ic.,
hiow long the data arrived before the clock rises. If the data arrives long before the clock,
tog is short and essentially independent of . delay. fpg = fpc # fog 50 it increases linearly
s data arrives earlier because the darm is blocked and waits for the clock before proceed-
ing. As the data arrives closer to the clock, #zy begins to rise. However, fpg initially
deereases and reaches 3 minimom when fg has a slape of —1 (note the axes are not to
scale). Therefore, let us define the seoup time 4., 85 fpe at which this minimum fng
occuss and the propagation delay £, a8 £ a2 this time. The contamination delay £, s the
nunmmrm:humwhmﬂmmpuurmunql}l
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In general, the delays can differ for inputs of ‘0" and *1." Figure 7.40 plots reg vs. £
for the four combinations of rising and falling D and (. The setup times Apey and dpe
are the times that [ must fall or rise, respoctively, before the clock so that the data is prop-
cxly captured with the least possible i, Observe that this flip-fop has a longer setup time
but shorter propagation delay for low inputs than high inputs. The hold times .4 and
By mre thie times that D must rise or Gl respectively, after the clock so that the old value
of 1 or 1" is caprured instead of the new value, Observe that the hold times are typically
negative. The contamination delay £, again is the lowest possible #og and occurs when
the inpuat changes well before !hl:l:bwdp.\ﬂnn only one delay is quoted for s flip-flop
timing parameter, it is customarily the worst of the ‘0" and ‘1" delays.

The aperture wideh £, is the width of the windew around the clock edge during which
the data must not transition if the fip-fop is to produce the comect outpur with a propa-
gation deluy less than ¢, The aperture times for rising and falling inputs are

. "-f.-.h'.u + il i
.lgr Lo f‘.ﬂ.‘"’rﬂl

(7.20)

If the data transitions within the aperture, () can become metastable and take an
unbounded amount of time to settle. Metastability is discussed further in Section 7.6.1.

If L2 &s a very short pulse, the fip-flop may fail to capeure it even if I is srable during
the setup and hold times around the rising clock edge. Similarly, if the clock pulse is o
short, the fip-flop may fail 1o caprure stable data. Well-characterized Libraries sometimes
=pecify minimum pulse widths for the clock and/or data as well as setup end hold times.
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Flip-Bop setup and hald times

Level-sensitive larches have somewhar different timing constraints because of their
transparency, a5 shown in Figure 7.41 for o conventional staric larch from Figure 7.17(g)
using a pulse width of 4 FO4 inverter delays, As with an edge-triggered Bip-flop, if the
data arrives befre the clock rises {fpg, » 0), it must wait for the clock, In this region the
clock-to-{ #og delay is nearly constant and f,g, Increases as the data arrives earlier. If the
data arrives after the clock rises while the larch is transparent, #1.; is essentially indepen-
dent of the arrival time. The data must set up before the falling edge of the clock. The sec-
ond set of labels on the X-axis indicates the D-to-clk fall time fnge As the data arrives too
close to the falling edgr, fpp increases. Now to achieve low fg, we choose the setap time
before the knee of the carve, e.g., 3% greater than its minimum value, The setup fime is
measwred relative to the falling edge of the clock, IF the data changes less than a hold time
after the falling edge of the clock, § may momentarily glitch. Thus, the hold time &, for
1 lutch is defined to be ~fnpy for which ) displays a negligible glinch.

Pulsed latches have setup and hold times measured around the falling edge of the
clock. However, designers often wish to treat pulsed latches 1s edge-triggered fip-fops
from the perspective of timing analysis. Therefore, we can define *virual™ serup and hold
times relative to the rising clock edge [Stojanovic39]. For example, the pulsed latch in
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Figure 7.41 has & i = = by = =0 FOA bt £ et = fpy * U= firrp) = 406
Fﬂ#mﬂumulmqmﬁn:::ﬂhgdufrﬂ-rw+;”w:hnmw:h:
change of reference or pulse width. The virtual hold time 5 00W fet o ™ fott + de = 2.6
FO4, which s positive as one should expect because the input must hold long after the ris-
inguigtnfr.htdnck_

The delays vary with input slope, voltage, and temperature. The contamination delay
should be measured in the environment where it is shortest while the serup and hold tmes
and propagation delay should be measured in the emvironment where it is longest.

The designer can trade off setup time, hald time, and propagation delay. Figure 7.42
shows the cffects of adding delay £ o the dock, D, or Q) terminals of o flip-flop. Recall
that the sequencing overhead depends on the sum of the sctup time and propaganon delay
while the mimmum delay between fip-flops depends on the hold nme less the contamina-
tion delay. Adding delay an either the inpur or output eases min-delay ar the expense of
sequencing overhead. Many standard cell libraries intentionally use slow Hip-fops so that
logic desigmiers do not have to worry about hold time violations. Adding delay on the clock
simply shifts when the flop activates, The sequencing overhead does not change, but the
#ystem can accommasdate more logic in the previous cyele and less in the next eyele. This is
similar to time borrowing in latch-based sysrems, but must be done intentionally by
adjusting the clock rather than oppartunistically by taking advantage of transparency.
Some authors refer to delaying the clock as infemtiomal clsck sbesn This book reserves the
term ook she for uncertsinty in the clock armval imes,
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7.5 Sequencing Dynamic Circuits

Dhynamic and damiing circuits operate in two steps: precharge and evaluation. ldeally, the
dﬂq’ﬂflpﬂh should be the sum of the evaluation delays of each gate along Ihtp:lth"]:"lm
requires some careful sequencing to hide the precharge time. Traditional domino circuits
discussed in Section 7.5.1 divide the cycle into two half-cycles. One phase evaluares while
the other precharges, then the other evaluates while the first prechasges. Transparent
larches hold the resulr of each phase while it precharges. This scheme hides the precharge
time but introduces substantial sequencing overhead because of the latch delays and setup
time. A variety of tkew-tolerant domine circuit schemes described in Section 7.5.2 use
overlapping clocks to eliminate the latches and the sequencing overhead, Section 7.5.3
expands on skew-tolerant domino clocking for unfoored dynamic gates.

Recall that dynamic gates require that inpurs be monotonically rising during evalua-
tion. They produce monotonically falling outputs. Domino gates consst of dynamic gates
fullowed by inverting static gates to produce monotonically rising outputs. Because of
these pwo levels af inversion, domino gates can only compute noninverting logic functions.
We have seen that dual-rail domine gets around this problem by accepting bath true and
complementary inputs and producing both true and complementary outputs, Dual-rail
domine is not always practical. For example, dymmi: logic i very efficient for building
wide NOR structares because the ]uglﬂl effor is md:pmd:nt of the number of inputs.
However, the complementary structure i= a tall NAND, which s quite inefficient. When
inverting functions are required, an alternative is to use a dynamic gate that produces
monotenically falling owtputs, bur delays the clock o the subsequent dynamic gate so that
the inputs are stable by the time the gate enters evaluation, Section 7.5.4 explores a selec-
twon of these monmonafamic techniques.
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EH Traditional Domino Circuits

Figure 7.43(a) shows a traditional domine clocking scheme. While the clock is high, the
first half-cyele evaluates and the second precharges. While the clock is low, the second
evaluates and the first precharges. With this ping-pong approach, the precharge time does
nat appear in the critical path, The inverting larches hold the result of one half-cycle while
that half-eyele precharges and the next evaluates. The data must arrive at the first half-
cycle hatch a setup time before the clock falls. It propagates through the laech, so the over-
head of cach latch is the maximum of its setup time and D-vo-() propagation delay
[I-]mﬁl'gij:ﬂming the propagrution delay is longer, the time available for computation
in-cach i
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Figure 7.43(b) shows the pipeline with clock skew. Data is launched info the first
dynamic gate of cach cycle on the rising edge of the clock and must set up before the fall-
ing edge. Hence, clock skew cuts into the time available for computation in cach half-
cycle. This is even worse than flip-flops, which pay clock skew once per cyele, Assuming
the skew and setup time are greater than the propagation delay, the time for computation
becomes

R P T T (7.22)

Moreoves, like flip-fAops, traditional domino circuits suffer from imbalanced logic.
{Gates cannat borrow time into the next half-cycle, so a fraction of a gate delay at the end
of each half-cycle may be wasted. This penalty is hard to quantify, but clearly the ability o
barmow time intentionally or epportunistically would help performance.

In summary, traditional domine circuits have high sequencing overhead from larch
delay, clock skew, and imbalanced logic. Far heavily pipelined systems with short cycle
times, this overhead can be such a large fraction of the cycle time that it wipes out the per-
formance advantage that doming was intended 1o bring. Therefore, many system designers
have developed skew-tolerant domino sequencing techniques with lower overhead. The
next gection is devoted to these techniques.

EEE} Skew-tolerant Domino Circuits

Traditional domino circuits have such high sequencing overhead because they have a hard
edge in each half-cycle: The first domino gate doss not begin evaluating until the rising
edge of the clock, bur the result must set up ax the larch before the falling edge of the
clock. 1f we could remove the latch, we conild soften the falling edige and cut the overhead.
The latch serves two functions: (1) to prevent nonmonatenic signals from entering the
next domino gate while it evaluates and (2) to hold the results of the half-cycle while it
precharges and the next half-cycle evaluares. Within domino pipelines, all the signals are
msatonic, so the first function is unnecessary. Moreoves, after the next half-cycle has had
sufficient time to evaluate using the resales of the first half-cyele, the first half-cycle can
precharge without impacting the output of the next.

Figure 7.44 illustrates the implications of eliminating the latch. In general, let logic be
divided into N phases rather than two half-cyeles, Figure 7.44(a) shows the last domine
gate in phase 1 driving the first gase in phase 2. Figure 7.44(b) shows thar the circuiz fails
if the clocks are nonoverlapping. When ¢, falls, nodes a and & precharge high and low,
respectively. When $, rises, the input to the first domino gate in this phase has already
fallen, so ¢ will never discharge and the circuit loses information. Figure 7.44(c) shows that
the second dynamic gate receives the correct information if the clocks overlap. Now 8,
rises while & still holds its correct value. Therefore, the first phase 2 domine gate can eval-
wate using the results of phase 1. When ¢, falls and # precharges low, ¢ holds its value.
Without a keeper, ¢ can foat cither high or low. Figure 7,45 shows a_finll beeper consisting
of weak cross-coupled inverters to hold the output either high or low, In summary, the
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latches can be eliminated at phase boundaries as long as the clocks overlap and the first
dynamic gate of cach phase uses a full keeper.

[FIG 7.45 R

In general, as long as the clock overlap is long enough that the second phase can eval-
uate before the first precharges, the latch between phases is unnecessary, Let us define 4,4
as the required overlap so that the second phase can evaluate before the first precharges. It
is typacally o small negative number because the dynamic gate evaluation is fast, but pre-
charge 1k glow and must Apple through the static stage, The clocks must overlap encugh
such that they still overlap by £y even under worst-case clock skew'. The sequencing
overhead is zero because darta propagates from one domino gare to the next withour wait-
ing ar any ssquencing elements, Therefore, we use the penenic name phewe-falemans doming

"D st cemibste Thin fy, 9, the aniceant of ime that the clocks mest averlap in a shew-olorant domane pipe-
line, with fi, 40 cn & sequencing element, the mnse that the data must femem srble sfter the chek edge.
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for domino circuits with overlapping clocks that eliminate the latches between phases
[Harris01a]. Using more clock phases also helps spread the power consumption across the
cyche rather than drawing lasge noisy current spikes on the two clock edges.

Skew-tolerant domine cireuits can also borrow tfime from one phase into the next, as
lussrated in Figure 7.46. Nominally each phase in this sxample occupies half the cycle,
However, 2 &, dynamic gate can borrow time into phase 2 if that is convenient because
hath clocks are simultaneously high. If one phase overlaps the next by £,y loss any clock
skew, the maximum time that gates in one phase can borrow into time nominally allocared
for the next is

P = Fovertan = Pl — Vi {7.23)
v/ i\ e
a | % m

—_—
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[FEER Time borrowing in skew-tolerant domino cireuits

[ Williams91] observed that self-timed pipelines could use overlapping clocks to eliminate
latches, but such asynchronous design has not been widely adopted. The Alpha 21164
overlapped elocks in the ALT to eliminate the mid-cycle latch and improve performance
[Bowhill95]. Since then, most high-performance synchronous systems using doming have
employed some form of skew-tolerant domine to aveid the high sequencing overhead of

There are many ways to produce overlapping clocks. In general, you can use N sepa-
rate chock phases. Each phase can use 50% duty-cycle waveforms or can stretch the falling
edge for even greater overlap. Generating multiple overlapping clocks with low shew is o
challenge. The remainder of this section describes a number of methods that have been
used successfully.

7.5.2.1 Two-phase Skew-tolerant Domino and OTB Domino Figure 7.47 shows o
clock generator for the two-phase skew-tolerant domino system from Figure 7.46. The
generator uses olock cheppers (also called ook siretsbers) that delay the falling edge to pro-
vide the overlap. A potential problem with two-phase systems is that if o phase of logic
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has short contamination delay, the dara can race through while bath
Oppertuniitie Time Berrewing (OTB) Domino addresses the race &
problem by introducing rwo more clocks (ol and +5) with 50% duty

cycles that are used on the first gate of each half-cyele, as shown in m Clock Choppar
Figure 7.48. These first gates block data that arrives too carly so that it Crprmeratcn

will not race ahead. The delayed clocks ot and ok play the role of §,

and §;. OTB domino was used on the Itanium processor [Rusu00], Two-phase skew-tolerant
However, OTB domino has relatively short overlap and time borrow- demine clock generator
ing capability set by the delay of the clock chopper. The next section

describes how to achieve better performance with four phases,
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7.5.2.2 Four-phase Skew-tolerant Doming Figure 7.49 shows a four-phase skew-
tolerant domino system. Each of the phases has a 509 duty cyele and is spaced a quarter
cycle after the previous one, so the nominal overlap is a quarter cycle. The clocks are never
all simultaneously high so race problems are solved unbess skew approaches a quarter cycle,
According to EQ (7.23), the maximum time available for borrowing from one phase to the

moxt is
Proerow = T, T 8 =By — b (7.24)

Figure 7.50(a} shows a local clock generator producing the four phases. ¢, and $; are
produced directly from the global clock and its complement. &, and é, are delayed by buffers
with nominal quarter cycle latency, By using both clock edges, cach phase is guaranteed to
averlap the next phase independent of clock frequency. Variations in these buffer delays with
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process, voltage, and temperature can reduce the overlap and availsble time for borrowing.
To avoid cxcessive pestimism, remember that in the fast comer where everlaps are shor, the
rest of the gates are also faster. The clock generator also includes a built-in enable.
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In general, clock choppers can be used to produce even greater overlap ar the expense
of greater race concerns. The Iranium 1 uses four-phase skew-tolerant domine with duty
cycles exceeding 5006 | Naffriger(2]. Figure 7.50(b) shows a four-phase clock generstor
with elock choppers to provide longer duty cycles. [Harris01a] describes four-phase circuit
methodology in much more detail, including restability and 2 generalization of timing
types from Section 7.4.3.

7.5.2.3 N-phase Skew-lolerant Doming Another approach to demino clocking is to
use @ chain of buffers to produce a unique phase for each level of logic in a cycle. Figure
7.51 shows two ways of producing these phases, In Figure 7.51(a), half the phases are gen-
erated off the rising edge of the clock and half off the falfing edge. In this way, cach phase
is guaranteed to overlap the next independent of cycle time. In Figure 7.51(b), all of the
phases are generated off the rising edge. If the clock period is long, the final phase must
delay its falling edge to puarantee it will still overlap the first phase of the next cyele. The
SR larch ensares thar the lase phiase, é,, will not rise until after ok falls (to avoid min-delay
problems) and will not fall until after o rises (ro ensure overlap of §, ).

A number of design reams have independently developed these techniques. The
approach of one phase for cach level of logic has been called Delayed Reser (IBM
[Nowka®8]), Cascaded Reser (IBM [Silbermun98]), and Delayed Clocking (Sun [Heald00]).
The phase generator for Cascaded Reser domino is well suited to driving footless dynamic
gates and will be discussed further in Section 7.5.3.

7.5.2.4 Sell-resetting (Posicharge) Doming In the methods examined so far, the tim-
ing of the precharge operation has been controlled by the clock generator. An alternative
approach, called Salf-Reretting or Paitcbarge Damine, is to control the precharge based on
the output of the demino gate. Figure 7.52 shows 1 simple self-resetting domino gate.
When the domino gare evaluates and the ourpur rises, a timing chain produces a pre-
charge signal resef 1o prechange the dynamic stage (and possibly assist pulling the HI-skew
iverter low, particularly if the inverter is highly skewed), Once the outpue has fallen, the
precharge signal turns off the prechasge transistors and the gate is ready to evaluate again.
The input must have fallen before the gate reenters evaluation so the gate does not repeat-
eclly pulse on a steady input. Therefore, self-resetting gates accept input pulses and pro-
duce output pulses whose duration of five gate delays is determined by the delay of the
timing chain, As Iungu the first inverter in the timing chain is small compared to the rest
of the load on node ¥, its extra loading has negligible impact on performance.
Self-reserting gates save power because they reduce the loading on the clock. More-

ower, they only toggle the precharge signal when the gate evalaates lowe In Section 11.2.2,
we will see that this is particularly useful for RAM decoders. Only one of many word Hnes
in 2 RAM will fise on each cycle, so a self-resetting decoder saves power by resetting only
that line without applying precharge to the other word line drivers. For example, an IBM
SRAM [Chappell?1], the Intergraph Clipper cache [Heald93), and the Sun UltraSparc |
cache [Heald98] use self-resetting ga

Confningly referrod 12 s *delayed rever” by S i [Lev?S, HealdSE]
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Self-resetting AND gates in these decoders often receive the address inputs as stafic
levels rather than pulses. Predicated self-resetting ANID gates [Amrutur01] wait for the
input to fall before prechanging the output to stretch the pulse width and prevent multiple
output pulses whven the input is held high, a5 shown in Figure 7.53. The first inverter in
the timing chain is replaced by a generalized Muller C-element, shown in blae, whose out-
put does not rise until both ¥and one of the inputs have fallen. This anly warks for func-
tions such as AND or OR-AND where one of the inputs is in series with all of the others.
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Predicated self.resetting gate

[Proehsting91] applies self-reserting techniques to NORA gates for buffers and
memory decoders. Figure 7.54 shows an example of a postcharged buffer for a memory
chip. It rapidiy amplifics the chip select signal C5 and provides a series of pulses that serve
s clocks for large (multi-pF) loads across the chip. The dock chopper produces a pulse
trigger the first stage of the buffer. The buffer consists of alternating extremely HI- and
LO-skew inverters with logical efforts of approximately 2/3 and 1/3, respectively. Each
inverter also receives a postcharge signal from a subsequent stage to assist the weak device
in resetting the gate. The very small transistor serves as a keeper, so the gates can be
viewed as unfooted NTP dynamic nMOS and pMOS inverters. Forward moving pulses
trigger cach gate. Signals from four stages ahead feed back to postcharge the gate. The
buffer is roughly twice as fast as an ordinary chain of inverters because of the lower logical
efforts. It also avoids the need for an exxernal clock to precharge the dynamic gates.
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GIREEY Fostcharged buffer

IBM has developed an extensive methodology for self-resetting domino
gares called SROMOS [Haring96] thar has been applied to circuits inchading a
register file [Fiwang®%), 64-bit adder [Hwang99b], and the 55390 G4 CPU
cache [Webb97], SRCMOS gates are typically unfooted dynarmic gaves fol-
lowed by highly skewed static inverters, as shown in Figure 7.55. True and
complementary reset signals prechange the dynamic stage and help pull the
output kow, An additional weak staric roalvarion transistor comveres the gare
into peeudo-nMOS when the global e signal is asserted to assist with resting
and low-frequency debug,. The inpurs and cutputs are pulses. The m:tng:nh
are generated from the gate cutputs or from a global reset.

To avoid the averhead and timing constraints of reser circuitry on every
gate, the reser signals can be derived from the outpuar of the first gate in a pipeline and

through buffers to reset subsequent gates. Figure 7.56 shows an example of an
SRCMOS macro adapted from [Hwang%9h]. The upper portion represents an abstract
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datapath. None of the keepers or static evaluation devices are shown. The center is a tim-
ing chain that provides reset pulses to each gate. These pulses may be viewed as N-phase
gkew-tolerant domino clocks. The bottom shows a pubse generator, In normal operation,
the power-on reset signal is low and the static evaluation signal & high. Assume thar all of
the gates have been precharged, When the input pulse arrives at A, the datapath will begin
evaluating. The first stage must use dual-rail (or in general, 1-of-V hot) encoding so thar
¥y & or ¥i_f will rise when the stage has completed. This triggers the pulse generator,
which raises the done signal and initiates a reset. A wave of low-going reset pulies propa-
ggates along the timing chain to precharge each gare. One of the reset pulses also pre-
charges the pulse generator, terminating the reset operation. At this point, the datapath
can accept 4 new input pulse. If the dara idles low, none of the podes toggle and the decuit
consutnes no dynamic power.




The power-on reset forces dome and reset high 1o initialize the pipeline at seartup,
When the static evaluation signal is asserted, the reset palses are inhibited. In this mode,
the datapath gates behave as pseudo-nMOS rather than dynamic, permitting low-fre-
suency test and debug.

Self-resetting gates require very carcfil design because they act on pulses rather than
static levels. Some of the riming checks include [Narasyanan®h]:

® Pulse overlap constraints

Pulses arriving ar series rransistors must overlap so the dynamic gare can pull
dewn through all the transistors

# Pulse width constraints
Pulses mast be wide enough for a gate to evaluare
& Collision svoidance constraimnty
Pulses must not arrive at dynamic gates while the gates are being precharged

The Pentium 4 uses yet another form of self-resetting domino called Grisdally-Reret
Dlemrima worth S'rf,l"—Trmimﬂ-ﬂ_!' Fl'rd!wrgv (Global 3TF) to achieve very sy -.‘:_\'ﬂr: Himes
[Hinton01]. The frst design operated at 2 GHz in a 180 nm process (< 16 FO4 inverter
delays / cycle). More remarkably, the integer execution was double-pumped to 4 GHz
using Glohal 5TF domina, Each cycle has time for only eight gate defays: four dynamic
gates and four static gates.

Figure 7.57 illustrates the Global STP circuits. A frequency doubler generates pulses
off both edges of the clock 1o drive the datapath. Each stage of the datapath is a domino
gate with a keeper (£} and precharge transistor (p). The gates are shown using HI-skew
inverters but could use any Hi-skew inverting static gate, The small NAND gares save
power by only turning on the prechange transistor if the dynamic gare had evaluated low.
The first stage requires & foot to only sample the input while §, is high. The last stage also
uses 1 foot, a full keeper, and more complex reset circuitry to stretch the width of the out-
prut pulse so that it is compatible with statie logic. The reset timing chain must be carefully
designed to produce precharge clocks properly aligned to the data. For example, &, should
be timed to rise close to the time ¥, evaluates high to prevent contention between the pre-
charge transistor and the pulldown network. Global STP circuit design can be a very
labor-intensive process. IBM used a similar timing chain without the frequency doubler
on an experimental 1 GHz PowerPC chip and called the method casraded reser
[Silberman®8].

EEEl Unfooted Domino Gate Timing

Unfooted domino gates have a lower logical effort than footed gates because they eliminate
the clocked evaluation mransistor. They also reduce clock loading, which can save power.
However, at least one input in cach series stack must be OFF during precharge to prevent
crowhar corrent Howing from Fop to GND through the precharge device and ON stack
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The easiest way to cnsure this b to requine that the input come from a previous domino gare
thar has completed prechange before the footless gate begins precharge. Morcover, the pre-
Vious gate muast not output 4 ‘1’ again until the unfooted gate is in evaluation.

Chne way to ensure these constraints i to delay the falling edge of clocks o footless
gates as shown in Figure 7.58(a). The first domino gate is footed to accept static inputs
that might be high during precharge. The subsequent unfooted gates begin evaluating at
the same time but have their precharge delayed until the previous gare has precharged.
Multzple delayed clocks can be used to allow multiple stages of unfooted gutes. For exam-
ple, the Iranium I1 processor uses onc footed gate followed by four unfooted gates in the
first halfecyche of the execution stage for the &4-bit adder [Ferzer(2]. If the falling edge s
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delayed too much in a system with a short clock period, the clock may not be low long
enough to fully precharge the gate. Figure 7.58(b) shows an OTB domino system that
uses anly one delayed clock but aflews every ather domine gate to be footless. The delayed
clocks can be produced with clock choppers as was shown in Figure 7.47.
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[FIG 7.58| Clocking domine pipelines with unfooted gates

The precharge time on each of the delayed phases in Figure 7.58{a) becomes shorter
because the falling edge is delayed but the rising edge is not. It is not strictly necessary for
all the rising edges to coincide; some delay can be accepted so long as the delayed clock is
in evaluation by the time the inpur arrives ar it unfooted gate. Figure 7.59 shows a delayed
precharge clock buffer [Colwell?5] used on the Pentium I1, The delayed clocks are pro-
duced with skewed buffers thar have Fast rising edges but slower falling edges,
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FiG 7.58 Delayed precharge clock buffer

Self-resetting domino also works well with unfoored gates. The inputs are pulses
rather than levels. As long as the pulses are only high while the gate is in evaluation, no
precharge contention will occur. For example, Figure 7.54, Figure 7.56, and Figure 7.57
lustrate self-reserting circuits with unfoored gaves in some or all of the stages.

The consequence of precharging an unfooted gare before its input has fully falken low
s excess power consumption rather than outright circuit failure. Thesefore, delays can be
sct to nominally aveid precharge contention, yet accept that, under worst-case clock skew,
contention may occur in a few places.

EEEE Nonmonotonic Techniques

The monotonicity requirement forces domino gates to perform only noninverting fune-
tions. Dhual-rail domine accepts true and complementary inputs and produces true and
complementary outputs, This works reasonably well for cireuits such as XORs at the
expense of twice the hardware. However, damino is particularly poorly suited 1o wide
NOR finctions. Figure 7.60 compares a dual-rail domino 4-input OR/NOR gate to 2 4-
input dynamic NOR. The dual-rail design tends to be very slow because the complemen-
tary gate s o tall NAND with a logical effort of 5/3. On the other hand, a dynamic wide
NOR is very compact and has a logical effort of only 2/3. The problem is exacerbared for
wider gates.

The output of a dynamic gate is monotonically falling so it cannot directly drive
another dynamic gate contralled by the same clock, as was shown in Figure 6,27, However,
if the rising edge of the clock for the second gate is delayed until the first gate has fully eval-
uated, the second gate sees & stable input and will work correcaly, as shown by Figune 7.61.
The primary tradeoff in such clsch-Macked circaits s the amount of delay: IF the delay is wo
short, the creuit will fuil, but as the delay becomes longer, the dreuit sacrifices the perfor-
mance advantages that dynamic logic was supposed o provide. This challenge is exaces-
bated by process and environmental viriations that require margins on the delay in the
newminal case so that the cireuit continaes to operate cormectly in the worst case.
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Figure 7.61 also flhustrates the pracharge race problem. When X precharges while ¥'is
still in evaluation, ¥ will start to fall 1f §; falls too late, ¥ will incorrectly plirch low, We
can alleviate this problem by hatching ¥ before X precharges or by delaying the falling edge
of §;-

Jmmﬂmpqmbqﬂunmﬂc techniques wang delayed clocks 1o
dircetly cascade dynamic gates and examines the margins required for masched delays.
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7.5.4.1 Delay Matching Figure 7,62 shows 2 number of simple delay clements. The buffer
delay can be set by adjusting gate widths. The buffer with transmission gares provides flexi-
bility for longer delays. The current-starved inverrer and switched capacitance designs use
reference voltage to adjust the delay externally. The digitally controlled carrent-starved
inverter uses several digital signals rather than an analog valtage 1o adjust delay.
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Section 4.7.6 showed that the delay of gates can vary by as much as 30% relative to an
FOu inverter across process, voltge, and mpulmﬂmumﬁrmﬁm the delay line
should provide some margin to guarantee it always is slower than the gate it muse match.
For example, [ Yeo00] uses o 20% margin. Many industrial designs use cven more margin
to ensure the circuit will have good yield in high-volume production. (Who wants to
excplain to the hig boss why he or she wasted millions af dollars for the sake of saving a few
picoseconds?) You should always make sure that the circuit works correctly in all process
and environmental comers because it s not obwiows which comer will cause the worst-case
mismatches. Moreover, mndom device variations and insccuracies in the parasitic camc-
tion and device models canse further mismarch that cannot be captured through the
design comner files. Yet another problem is that matching differs from onc process to
another, Pﬂ'ﬁl:l'l.‘l.‘i.l.ur rl:qu'lr}ng :;I.Pnru'nlf rl:du'lpt of elrcuits with marched d-l:ll.}‘l when
they are parted to the next process generation. Adjustable delay lines sre attractive because
the marngin can be set more aggressively and increased after fabrication (as was done in
[Vangal02]); however, generating and distributing a low-noise reference voltage can be
challenging.

The key to good matching is to make the delay circuit behave like the gate it should
match as much as possible. A good technique is to use a dwsrmy gade in the delay fine, as
shown in Figure 7.63 for o 2:1 dynamic multiplexer. The dummy gate replicates the gate
being matched so that to first order, process and environmental variations will affect bath
identically. The inguar pattern is selected for worst-case delay.

You might be temypied to usg longer-than-minimum leagth transistors to create long
deluys, but this is not good becapse transistor length variations will affect the delay cirouit
much differently than the gate it matches.

Despire all of these difficulties, delay matching has been used for decades in special-
kzed cincumstances that require wide NOR operation such as CAMs and PLAs (see Sec-
tions 11.6 and 11.7). [ YeeD0] proposes wider use of delay matching in datapath
applications and names the practice Cloct=Delayed (CD) Domino.

7.5.4.2 Clock-delayed Domina In the simplest CD Domino scheme, logie is develizad
as shown in Figure 7.64(a), The baxes represent domino gates annotated with their worst-
case delay. Delay elements produce clocks muned to the slowest gate in cach level. The
overall path delay is the sum of the delays of each element, which may be longer than the
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Delay matching with dummy gates

actual critical path through logic. An alternative scheme is to clock each gate at a time
matched to its lavest inpat, a5 shown in Figure 7.64(b). This better matches the eritical
path at the expense of more delay elements and design effort. CD Domino is most effec-
tive for functions where high fan-in gates ean be converted to wide dynamic NORs.
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7.5.4.3 Race-based Nonmonotonic Logic The Itanium 11 processor uses a specialired
nonmonotonic structure called an annibiletion gate for high fan-in AND functions such as
a G-input decoder [Naffriger02]. An ordinsry high fan-in AND gare requines many sexics
transistors. Using DeMorgan's Law, it can be converted to 2 wide NOR with complemen-
tary inputs. The annihilation gate in Figure 7.65 performs this NOR function very rapidly
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while generating a monotonscally muing output suitable as an input to subsequent domino
gates. It can be viewed as a dynamic NOR followed by a domine buffer with no clock
delov This introduces a race condirion, but the two stages are carefully sized so the NOR
will always win the race.

L annihilation At

Initially, both X and H are precharged. The inputs must st up and hold around the
rising edge of §. When & rises and the gate evaluates, B begins pulling down. If ane or
more of the inpurs are asserted, X will also pull down, cutting off the transistor thar was
discharging W The keeper will restore W back o a high level and the ourput ¥ will remain
low, IE all of the inputs are low, X will remain high, Fwall discharpe, 2nd Y will monoton-
ically rise. The full kecpers hold both X and W after evaluation. The gate has a buil-in
race: X must fall quickly so thar ¥ does not droop too much and cause a gliech on ¥, The
annihilation gate requires very careful design and attention to noise sources, bu is fast and
o al
The annihilation gate i& 2 new incarnation of a long-lost circuit called Ladebed Domina
[PresoriusB] shown in Figure 7.66. The Latched Domino gate adds a cross-coupled
nMMOS transistor to help pull down node X, It also replaces the full keepers with ardinary
keepers. As long as the glitches on X and W are small enough, Y_5 and ¥_{are good
monixtonic dual-rail ourpurs.
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Tntel uses a similar gate called a Complementary Signal Generator (CSG) shown in Fig-
ure 7.67 to produce dual-rail outputs from single rail inputs in a § GHz ALU [Vangald2],
Again, nodes X and W precharge and the inputs must set up before the rising edge of §.
When § rises, W begins to discharge. If any of the inputs are true, X also begins to dis-
charge. The pulldown and keeper strengths must be chosen so that X falls much faster
than W, Once onc of these nodes falls, it turns on the cross-coupled pMOS pull-ups 1
restore the other node to full levels. These strong pall-ups also help fight leakage, permiz-
ting wide fan-in logic functions. The CS5G was designed so the glitch on W would miag
exceed 100 of Fop. In a dual-F, process, bow ¥, transistors were used on all bur the noise-
sensitive input transistors,

The CSG is very effective in circuits that can use single-rail signals through most of
the path but that require dual-rail monotonic inputs to the last stage for funcrions such as
XOR. They can be muach faster 2nd more compact than dual-rail domino but suffer from
the very deficate race. The clock does impose a hard edge before which the inputs must ser
up so that skew and delay mismatches on this clock appear as sequencing overhead.

Complementary sigral generator

7.5.4.4 Dutput Prediction Logie Clock-delayed and race-based dynarnie logic represent
two extremes in nonmonotonic logic. Both consist of two cascaded dynamic gates, CD
Domino delays the clock to the second gate until the first has had time to fully discharge
so the second gate will not glitch, Race-based logic such as annihilation gates and CSGs
do not delay the clock bat use transistor and keeper sizing to ensure the glitch on the sec-
ond gate remains acceptably small, Ousper Prediction Logic (OPL) fits between these two
extremes, delaying the clock by a moderate amount and accepting modest glirches
[McMurchiedd]. The delay is chosen as a compromise between performance and glitch

ELE.
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Figure 7.68 shows a basic OPL gate consisting of a Motse-Tolerant Pre-
¢harge dynamic stage that was discussed in Section 6.2.4.3. You can view it
ﬂ&ﬂuimphmmyEMGSmummmmdu:hndnﬂumnuﬂpm
charge transistors of a3 a dynamic gate plus a complementary pMOS pullup
nerwork. Like an ordinary dynamic gate, the output precharges high while
the clock iz low, then evaluates low when the clock rises and the appropriate
inputs are asserted. However, Bke a static CMOS gate, the output can pull
hack high through the pMOS network to recover from ourpur glinches.

Figure 7.6@ shows a chain of OPL 2-input NAND gates. Each receives o BIEEEE o1 gate
clock delayed from the previous stage. As the stages are inverting, 1t fesem-
bles 1 chain of CD Domino gates. The amount of delay is critical to the circuit operation.
Suppose o 15 °1" and all the unnamed outer inputs are also *1" so B, D, and & should pull
o and & and E stay high, OPL precharges all the outputs to predict each ourpur will
remnain high. The gates can be very fast because only half of the cutputs have to transition.

Figure 7.70 shows three cases of short (a), long (b), and medium (c) clock delays between
a pair of OPL inverters. Simulating OPL. is tricky because if oll the gates are identical, the
autputs will tend to settle ar a metastable point momentarily, then diverge as the previous
gate transitions. To break this masleading symmetry, a small parasitic capacitance €, was

added to node 5.
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[LAT] Chain of OPL gates

OPL waveforms for various clock delays
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In Figure 7.70{a), all the clocks risc simultancously. §, arrives at the second stage
while the input B is still high so C pulls most of the way low. When B falls, C rises back
upe. This causes I to fall, £ to rise, and Fro fall. In this mode of operation, the data ripples
through the gates much as in static CMO5 and the path delay is rather slow

In Figure 7.70(b), the clock spacing is 50 ps. §; arrives at the second stage after the
input B has pulled most of the way low so C remains high. After another delay, §, rises, D
falls, and so forth. In this mode of operation, the OPL chain behaves in clock-blocked
made just like clock-delayed domino, The path delay is the sum of the clock delays plus
the propagation delay of the final stage, which again s rather slow because the clock delay
is lengthy.

I Figure 7.70(c), the clock spacing is 15 ps. §; armives at the second stagre as the input
B is falling so C glitches shightly, then returms to a good high value. After another delay, D
falle. Agnin, the path delay is essentially the sum of the clock delays and final stage delay,
brust it is new faster because the clock delay is shorver than required for CID domino, The
extra speed comes at the expense of some glitching,

A challenge in designing OPL gates is to choose just the right clock spacing. I
should be as short a3 possible bur nor too shorr. Figure 7.71 plots the delay from A 1o &
against the spacing berween clocks, The nMOS transistors are 2 units wide and the figure
compares the performance fur pMOS of 1, 3, or 5 units. Wider pMOS transistors have
slower evaluation delays but recover better from glitches, The lowest path delay ocours
with a elock spacing of 10-15 ps. The path slows significantdy if the clock spacing is too
shsrr, so the designer should nominally provide some margin in clock defay to ensure the
waorst case is still long enough. In comparison, a chain of complementary CMOS NAND
gates has a delay of 213 ps.
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GEREED pat: delay vs. clock delay

The basic OPL technique was Mlustrated for modified complementary CMOS gates
that zre relatively slow bur recover quickly from large glitches. It also applies to other cir-
euit families that have faster evaluation delays for high fan-in NOR structures such as
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O8 ar dynamic gates, as illustrated in Figure 7.72(a and b). Pseudo-nMOS
OFL is faster at evaluaring because of the lower logical effort, but slower at recovery if
the glitch is large. Dynamic OFL gates evaluate even faster but cannot recover ar all if the
glitch 35 large enough to flip the keeper. Using a low-skew feedback inverter improves the
glirch talerance for the keeper. As the best delay between clocks i a function of both eval-
uation delay and glitch wolerance, pseudo-nMOS and dynamic OPL are comparable in
performance. Dynamic gates dissipate less power than pseudo-nMOS but may fail
entirely if the clock delay is too short. Figure 7.72{c) shows a differential OPL gare using
cross-coupled pMOS keepers thar do not fight the initial transition and that can recover
from arbitrarily large glitches | Kio01]. The inventors found that this was the fastest family
of all, nearly five times faster than static CMOS.
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EEH Static-to-domino Interface

Static CMOS gates require inputs that are levels and may produce nonmonotonic ghitches
on the outputs. Domino gates require inputs thar are monotonic during evaluation and
produce pulses on the outpurs. Therefore, interface cincuitry is necessary ar the static-to-
doming interface to avoad glitches and arowtry at the domino-to-static interface to con-
wert the pulses into levels.

7.5.5.1 Static-to-domino Interface Falling static inpurs to domino jates must set up by
the time the gate begins evaluation and should not change until cvaluation is complete.
This imposes a hard edge and the sssociated clock skew penalties, so the smtic-to-domino
intzrface is relatively expensive. High-performance skew-tolerant domino pipelines build
entire loops out of doming te avoid paying the skew at the static-to-domine interfuce.

A simple solution to avoiding glitches at the interfuce is to latch the staric signals as
shown in Figure 7.73(a). The larch is opague while the domino gares evaluare. Figure
7.73(b) shows thar the larch does not need to be placed at the end of the previous half-
cyele. The static logic must be designed to set up before domino gates enter evaluation.
The latch prevents the next token from arriving too early and upsetting the doming input.
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Latch at static to domino interface

In systems using fip-flops or pulsed latches, another approach is to capoure the input
on the clock edge with a flop or larch thar produces monotonically rising outputs, as
shown in Figare 7.74. The SA/F-F produces dual-rail menotonic outputs if the SR larch
is replaced by Hl-skew inverters, The K6 differential fip-flop also produces dual-rail
manatonic pulsed ourputs suitable for self- resetring logie that requires pulsed inputs. In
any of these cases, you can build logic into the larch or flip-flop. For example, Fegure 7.75
shows & single-rail pulved demving flip-flop or entry leteh (ELAT) with integrated logic used
on UtraSparc and Iranium 2 [Klass®9, Naffeiger02]. It can be viewed as a fully dynamic
version of the Klass SDFF. Falling inputs must set up before the clock edge, but nging
inputs can borrow a small amount of time after the edge. The output b a monotonically
rising signal suitable as an input to subsequent demino gates, The pulsed domino Hip-flop
can also use a single pulsed nMOS transistor in place of the two clocked devices
[Mehead9].

7.5.5.2 Domino-to-static Interface Domino outpats are pulses thar terminare when the
gates precharge. Static logic requines levels that remain stable until they are sampled, inde-
pendent of the clack period. At the domino-to-static interface, another Lutch is required as
a pulie-to-level converter, The outpur of this latch can borrow time into subsequent static
logic, so the latch does not impose a hand edge.
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Figure 7.76 shows 2 domino gate with a simple built-in output latch. The Hl-skew
inverter is replaced with a clocked inverter. The critical path still passes through only the
pMOS transistor, so the larch is nearly as fast a5 a simple inverter. On the falling edge of
the clock, the latch locks out the precharge, holding the result of the domino gate untl the
next rising edge of the clock. A weak inverter staticizes the Y output. ¥ should typically be
buffered before driving long wires to prevent noise from backdriving the larch. Note thae ¥
does glitch low shortly after the rising edge of the dock. The glitch can cause excess power
dissipation in the static logic. Dal-rail domino outputs can avoid the glitch at the cost of
greater delay by vsing the SR larch shown in Figure 7.2%a or b).
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EEREE pomine gate with pulse-to-level output conversion

The Itaniom 2 uses a dymanic deich comverter (DLC) on the last domino gate in each
half-cycle to hold the output by delaying the precharge until the next rising clock edge.
This provides greater skew tolerance in domino paths and allows the output o drive static
logic. An ordinary dynamic gate receives the same clock for the precharge (RCLE) and
evaluation (ECLK) transistors and has a weak pMOS keeper. Figure 7,77 shows o DLC
that is a “bolt-on” block consisting of a delayed clock gencrator and an extra nMOS keeper
to make a full keeper The RCLK generator produces o brief low-going precharge pulse on
the rising edge of the clock. Although the precharge and evaluate transistors may be an
mamentarily, this is not 4 large concern because the DLC operates the last gate of the
half-cycle o the inputs do not arrive until several gate delays after the clock edge. The
DLC abso may include scan circuitry illustrated in Section 9.6.5.
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T self-resetting domino, the reset pulse for the last gate can also be delayed so that
the domine output is compatible with static logic. For cxample, Figure 7.57 showed such a
pulse generator for Global ST domino.
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EEA Delayed Keepers

Drynamic gates with high leakage current will eventually discharge to an invalid logic bevel
unless they have strong keepers. The problem is especially severe when the inputs use
many parallel low- ¥, transistors. Unformunately, the strong keeper slows the dynamic gate,
reucing the perforeance advantage it was supposed to provide. As discussed in Section
6.2.4.3 for the burn-in keeper, this problem can be addressed by breaking the keeper into
twao parts. One part operates in the typical fashion. The second part tums on afrer some
delay when the gate has had adequate time to evaluate. This combines the sdvantage of
fast initial evahsation from the smaller keeper with better long-term leakage immunity
from the two keepers in parallel.

Figure 7.78(a) shows such a conditfomal beeper [Abandpour(12]. P2 is the conventional
f.:.:dhckkmp:r. PI murns on theee gate delays after § rises to help fight leakage, Figure
7.78(b) shows High-Specd Demine that leaves X fcating momentarily until P? nums ON
[Allam00]. Sbee-Tolerams High-Speed Domiro uscs two transistors in scrics as the second
keeper [ Jung01], as shown in Figure 7.78(c). The inverting delay logic (TDL) can be an

inverter, three inverters in series, or some other inverting structure with greater delay.

Delayed keepers

A challenge with any of these delayed keeper technigques is 1o ensare that the second
part of the keeper turns on af a sustable time after the input arrives, but before too much
leakage occurs. They work best for the first gate after a phase boundary, where the inputs
are known to set up by the time the clock rises [Alvandpour02].

7.6 Synchronizers @b

.‘:mqumuugdmmum characterized by a setup and hold time. If the data i nput chaniges
before the setap time, the cutput reflects the new value after 1 bounded propagation

If the data changes after the hold time, the output reflects the old value after n.buundl:l:l.
propagation delay, If the data changes during the aperture between the serup and hold
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times, the sutput may be unpredictable and the fime for the output to settle 1o 4 good
logic bevel may be unbounded. Properly designed synchronous circuits guarantee the dara
is stable during the aperture, However, many interesting systems must interface with dara
coming from sources that are not synchronived to the same clock. For example, the user
can press 3 key ar any time and data coming over a network can be aligned with a clock of
differing phase or frequency.

A syncfromizer is a circuit that accepts an input that can change at arbitrary times and
produces an output aligned to the synchronizers clock. Because the inpur can change dur-
ing the synchronizer’s apertune, the synchronizer has a nonzero probability of producing a
metartable output [Chancy73]. This sccrion first examines the response of a latch to an
analog voltage that can change near the sampling clock edge. The latch can enter a meta-
stable state for some amount of time that is unbounded, although the probability of
remaining metastable drops off exponentiafly with time. Therefore, you can build a simple
synchronizer by sampling a signal, waiting until the probability of metastability is uccept-
ably low, then sampling again. In certain circumstances, the relationship of the data and
chock timing is more predictable, permitting more reliable symchronizers,

EEXN Metastability

A latch is a bistable device; i.e., it has two stable states (0 and 1). Under the right condi-
tions, that larch can enter 4 metastuble stare in which the outpuar is at an indeterminate
level between O and 1. For l::l:l.;r|1|1-|r., Fl.gu'r': 7.9 shows 8 umph: moadel foe a sratic katch
consisting of two switches (probably transmission gates in practice) and wo inverters.
While the latch is transparent, the sample switch is closed and the hold switch open (Fig-
ure 7.7a}). When the latch goes opaque, the sample switch opens and the hold switch
choses (Figure 7.79(b)). Figure 7.79¢) shows the DC transfer characteristics of the twa
inverters. Because 4 = B when the batch is opagque, the stable states are A = 8 = 0 and 4 = &
= Frne The metastable stare is 4 = 8= 7, where F, is not a legal logic level, Thas point &
called menectabl because the voltages are self-consistent und can remain there indefinively.
However, any noise or other disturbance will couse A and B o switch 1o one of the two
stable states. Figure 7.7 d) shows an analogy of a ball on a hill. The top of the hill is a
metastable state. Amy disturbance will cause the ball ra roll down to ons of the two stable
states an the beft or right side of the hill,

Figure 7.80(a) plots the output of the latch from Figure 7.17(g) as the data rransitions
near the falling clock edge. If the data changes at just the wrong time £, within the aper-
ture, the output can remain at the metastable point for some ame before settling to o valid
logic level. Figure 7.80(b) plots £y, vi. fng = £, on a semilogarithmic scale for a rising
input and output, The delay is bess than or equal to £, for inputs thar meet the setup time
and increases for inputs that arrive too close 1o £, The points marked on the graph will be
usedd in the example at the end of this section,
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The cross-coupled inverters behave like a linear amplifier with gain G when . & near
the metastable voltage V.. The inverter delay can be modeled with an output resistance R
and load capacitance €. We can predict the behavior in metastability by assuming that the
initial voltage on node A when the larch becomes opague at time ¢ = 0 is

A=V, +al0) (7.25)
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where #{0) is a small signal offset from the metastable point. Figure 7.81 shows a small-
signal model for a(£). The behavior after time 0 is given by the first-order differential

equation
ﬁl[-l'l-lli-‘]_ﬂ.ﬁ[r} (7.26)
R R ar
g Salving this equation shows that the positive feedback drives aff) exponentially away
s from the metastable point with 2 time constant determined by the gain and RC delay of
the cross-coupled inverter loop.
Small signal ; .
cile] of bistable L
:11!11:!!:1: i w(f)m a{0)e™ i, = o (7.27)
metastabiliy

Suppose the node is defined to reach a legal logic level when | o(s) exeeds some
deviation AF. The time to reach this level is

tog =T1,[In AF — In #(0)] (7.28)

This shows that the latch propagation delay increases as A(0) approaches the metastable
poant and a{0) approaches 0. The delay approaches infinity if #(0) s precisely 0, but this
can never physically happen because of noise. However, there is nio upper bound on the
possible waiting time ¢ required for the signal to become valid. If the input #(#} is & mmp
that passes through F at time £, (0} is proportional o fpye = £, Observe that EQ (T28)
is 2 goud fit to the Jog-linear portion of Figure 7.80(b). The time constant 1, is essentially
the reciprocal of the gain-bandwidth product [FlannaganB5]. Therefore, the feedback
loop in a katch should have a high gain-bandwidth product to resolve from metastability
aackly.

Designers need 1o know the probability that latch propagation delay exceeds some
time . Longer propagation delays are less likely because they require #(0) to be choser to
. This probability should decrease with the clock period T, because a uniformly distrib-
uted :inpl.ll! |'_1'II.I'!E'E i1 legs lik:]].' o oocur near the enfical time. F"I.‘ujtl.'l’ing_ t['l.rn.ugh
FQ(7.28) shows that it should abio decrease exponentially with waiting time £ . Thearet-
ical and experimental studies | Chaney83, Veendrick80, Horstmann89] find that the prob-
ability can be expressed as

"

¢ Ylore A 7.2

I

P{.f;q - I":] -

where T;, and 1, can be extracted theough simulation [Baghini02] or measurement, Intu-
itively, 7o/ T, describes the probability that the input would change duning the aperture,

-

w
i
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Find %, T and b for the latch using the data in Figure 7.80,

b is the propagation delay above which the dara fits a good straighr fine
an & log-linear scale, In Figure 7,80, Ihu-lppnnmi:l:lppumu'nmh'lﬁpl The
probability that the delay exceeds some ¢ is the chance that the input changing at a
random rime falls within the small aperture thar leads to the Iu,gh:ltlay.%un
choose two points on the linear portion of the plot and solve for the rwvo unknowrs,
For example, choosing (0.1 ps, 290 ps) and {0.01 ps, 415 ps), we sclve

B
.F{JW}MF}=E%\E= %_e b
{7.30)

T, drops out of the equations and we find 1, = 54 ps and Tj, = 21 pe. Recall that this
diitn was taken for a nsing input. A conservative destn should also consider the fall-
ing Tnpait and rake dara in the dlow mther than typical environment.

cuusingy metastability, and the exponential term describes the probability that the output
has oot resabved after & if in did enter metastabilicy. The mode] is only valid for sufficienthy
lnng propagution delays (6 sigmificantly greater than £,.).

We have geen hat .l!;n-ud. I:n'h:]'m:ln'u:.l:rllﬂ :||.‘1|:|qu have a fecdback [u-:lp with l.]'l.igh-
gain-bandwidch product. Conventional latches have data and clock transistors in series,
increasing the delay (i.2., reducing the bandwidth), Figure 7,82 shows a synchronizer flip-
flop in which the feedback loops simplify to cross-coupled inverter pairs [[Dike99]. Fur-
thermone, the mp—ﬂnp is reset to 0, and then 13 |:|n|}' set o 11 [ = 1 o munimize [l.ru-:‘rll'lg
an the feedback loop.

The flip-flop conmsts of master and slave jamb Iatches, Each latch is reset to 0 while
D= 0, When I rises before §, the master output X i doven high, This in furm deves the
slave output ) high when ¢ rises. The pulldown transistors ane just large enough to over-
power the cross-coupled inverners, but should add ss linde stray capacitance to the feed-
back loops as poeasgihle. X and () are baffered with small inverters 2o they do noe lead the
feeclhack '||:u:|p-.|q.
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A synchronizer accepts an input [ and a clock ¢. It produces an ourpur G thar oughr to be
valid some bounded delay after the clock. The synchronizer has an aperture defined by a
sctup and hold time sround the rising edge of the clock. If the data is stable during the
aperture, () should equal I3, If the data changes during the aperture, £ can be chosen arbi-
trarily. Unfortunately, it s impossible to build a perfect synchronizer because the duration
of metastability cun be unbounded. We define synchronizer failure as occurring if the our-
put has not settled o o valid logic level after some time .

Figure 7.83 shows a simiple synchronizer buile from a pair of flip-Rops. FI samples
the amynchronous input . The output X may be metastable for some time, but will settde
to a good level with high probability if we wait long enough. F2 samples X and produces
an output J that should be a valid logic level and be aligned with the chock. The ymchno-
nizer has 1 latency of one clock cycle, T. [t can fail if X has not settled to a valid level by a
setup time before the second clock edge.

Each flip-flop samples on the rising clock edge when the master latch becomes
opagque. The shive latch merely passes along the contents of the master and does not sig-
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A particular synchronizer fhi EupmaﬂJEumpmnﬂa-hnt =20 peand T = 15 ps
[Dike99]. Assurming the input toggles at NV = 50 MHz and the setup time is negligi-
ble, what i the minimum clock period T, for which the MTBF exceeds one year?

EEINEER 1 year = n * 107 seconds, Thus, we must solve

-

:"',r;""'E

(5+107f15.107) iy

10" =

numerically for a minimam clock period of 625 ps (1.6 GHa).

How much bonger must we wait for 2 1000-year MTEFF?

Solving a similar equation gives 760 ps. Increasing the waiting time by
135 ps improved MTBF by & factor of 1000

nificantly affect the probability of metastabality. If the synchronizer seceives an average of
M agynchronous input changes at D each second, the probabiliey ufr_rnl.'luun.'lznr faikere in
any given secomd is

, ATty

Plfiiture)= N J0e (7.32)

and the mean time between failures increases exponentially with eycle time

Ti~tmy
1 Te ©
MTBF = = =4 733
P failure) NT, e

The acceptable MTBF depends on the application. For medical equipment where
synchronizer reliability is crucial and lavency is relatively unimportant, the MTBF can be
chogen to be longer than the life of the universe (=10 peconds] by waiting more than ones
chack cycle before using the data. For noncritical applications, the MTBF can be chosen o
be merely longer than the designer's expected duration of employment ar the company
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EEEl Communicating Between Asynchronous
Clock Domains

A common application of synchronizers is in communication between asynchronous clock
domains, i.e., hlocks of circuits that do not share 2 common clock. Suppose System A s
controlled by cfkA that needs to transmit N-bit data words to System B, which is con-
trolled by ek, 1 shown in Figure 7.84. The systems can represent separate chips or sepa-
sate units within a chip using unrelated clocks, Each word should be received by system B
exactly once. System A must guarantee that the data is stable while the fip-flops in Sys-
tem B sample the word. Tt indicares when new data is valid by using a request signal (Reg),
so System B receives the word exactly once rather than zero or multiple times. System B
replics with an acknowledge signal (dok) when it has sampled the data so System A knows
when the data can safely be changed. If the relationship between o4 and okF s com-
pletely unknown, a symchronizer s required ar the interface.

| Reg |
Ak

—

Communication betwesn
asynchronows Sysiems

The request and acknowledge signals are called dandihaking lines. Figure 7.85 illus-
trates two-phase and four-phase handshaking protocols. The four-phase handshake is
level-sensitive while the two-phase handshake is edge-triggered. Ln the fowr-phase hand-
shake, system A places data on the bus. It then rises Rep to indicate that the data is valid,
Sysscan B samples the data when it secs a high value on Rey and raises Aok to indicate that
the data has been captured. System A lowers Reg, then system B Jowers Aok, This protocol
resquires four transitions of the handshake lines. In the two-phase handshake, system A

data on the bus. Then it changes Heg (low to high or high to low] o indicate that
the data & valid. Systemn B samples the duta when it detects a change in the level of Rey
and oggles Aek to indicate that the dar has been caprured, This protocol uses fewer tran-
sitions (and thus possibly less time and energy), but requires circuitry that responds
edpes rather than levels.
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Rag Feq
i Ak
(a] Four-phase

Reg is not synchronized to ol2R. IF it changes at the same time b8 cises, System B
may receive o metastable valoe. Thus, System B needs a synchronizer on the Reg inpue. If
the synchronizer waits long enough, the request will resolve to a valid logic level with very
high probability. The synchronizer may resolve high or bow. IF it resalves high, the rising
request wis detected and System B can sample the dara. If it resolves low, the rising
r:qun:r'i'mjunmmd However, it will be detected on the next cycle of ofkB, just as it
wiorzld have been if the fsing rexuest occurred just dighedy later. Ak i not synchronized to
kA, 50 it also requires a synchronizes.

Figure 7.86 shows a typical two-phase handshaking system [Crews03]. dibd and «0tB
operate at unrelated frequencies and each system may not kniow the frequency of its coun-
terpart, Each systern contains a synchronizer, 8 level-to-pulse converter, and o pulie-to-
level converter. Systern A asserts Regd for one cycle when Diadad i reachy We will refer to
this a5 a pudie, The XOR and fiip-flop form a pulse-to-level converter thar toggles the level
of Reg, This level is synchronized w Wb, When an edge is detected, the level-to-pulse
cnnmrpmdu'tu puabie on RegB. Thas pulse in turn togeles Aok, The sckovowledae level

is synchronized 1o ot and converted back to a pulse on Aekd. The synchronizers add sig-
nificant latency so the throughpur of asynchronous communication can be much lower
than that af smchronous communication.

EEE Common Synchronizer Mistakes

Although a synchronizer is a simple circuit, it is notoriously easy to misuse. For example,
the AMD 9513 system timing controller, AMD 9519 interrupt controller, Zilog Z-80
Serinl 110 interface, Intel 8048 microprocessor, and AMD 29000 microprocessor are all
said to have suffered from metastabality problems [ Wakerly00].

Ome way to build o bad synchronizer is to use a bad farch or fip-flop. The synchro-
nizer depends on positive feedback to drive the output to o good logic level, Therefore,
dynamic latches without feedback such as Figare 7.17(a—d) do not work. The peobability
of failure grows exponentially with the time constant of the feedback loop. Therefore, the
loop should be lighty loaded. The latch from Figure 7.17(F) is 2 poor choice because a
large capacitive load on the outpur will inerease the time constant; Figure 7.17(g) s a
miuch better choice.
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GIMET 1w phass handshake cireustry with synchonizers

Anather error is to capture inconsistent data. For example, Figure 7.87(a) shows a
single signal driving two synchronizers (each consisting of & pair of back-to-back fiip-
tlops). If the signal is stable through the aperture, Q7 and 2 will be the same. However, if
the signal changes during the aperture, QF and (2 might resalve to different values. 1f the
system requires that (7 and (2 be identical representations of the dara input, they must
come from a single synchronizer,

Another example is to synchronize o multi-hit ward where more than one bit might
be changing ar a time. For example, if the word in Figure 7.87(b) is transitioning from
0000 £ 1111, the synchronizer maght produce a vale such as 0101 that s nesther the old
nor the new data word, For this reason, the system in Figure 7.86 synchronized only the
Rl Ack signals and used them to indicare thar data was stable to sample or finished being
ssmipled. Grry codles (see Section 10L.7.3) ane also useful for counters whose ourputs must be
synchronized because exactly one bit changes on each count 5o the synchronizer is guaran-
teed 1o fird eather the old or the new data value.
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In general, synchronizer bugs are intermittent and very difficult to locate and diag-
nose. For this reason, the number of synchronizers in a system should be strictly limited.
EEE Arbiters
The arditer of Figure 7.88(x) is closely related to the synchronizer. It determines which of
two inputs arrved firse. If the spacing between the inpurs exceeds some aperture time, the
first inpar should be acknowledged. If the spm'.ng is smaller, exactly one of the two mputs
shoubd be acknowlediged, but the cheice is arbitrary, For example, in a television game
show, two contestants may pound buttons to answer a question. If one presses the button

feree, she should h:n:hmﬂtd;ed.lfbmhpmu the burien ar times oo close o distn-
guish, the host may choose one of the two contestants arbitrarily.

Akt
R n Reqiz
Aegl — & — Akt
A2 — — Ackz i —
o 2 Ak A
im} b§ Ak (e
Arhiter

Figure 7.88(b) shows an arbiter built from an 5R latch and a four-transistor metasta-
bility filter, 1f one of the request inputs arrives well before the other, the larch will
sppropriately. Howeves, if they arrive at nearly the same time, the latch may be driven into
metastability, us shown in Figure 7.88(c). The filter keeps both acknowledge signals low
until the voltage difference between the internal nodes #1 and #2 exceeds ¥,, indicaring
that a decision has been made. Such an asynchronous arbiter will never produce metasta-
ble outpues. However, the rime required to make the decision can be unbounded, so the
acknowledge signals must be synchronized before they are used in a cdlocked system.
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Arbirers can be generalized to sebect 1-of-V or M-of-V inputs, However, such arhi-
ters have multiple metastable states and roquire careful design [van Berkel99],

EEE Degrees of Synchrony
The simple synchronizer from Section 7.6.2 accepts inputs that can change at any time,
but has a nonzero probability of fulure, In practice, many inputs may not be aligned 1o g
single system clock, but they may still be predictable. Table 7.3 provides a classification
of degrees of synchrony between inpur signals and the receiver system clock
[Messerschmin®0] based on the difference in phase A¢ and frequency Af

[Dally98] describes a number of synchronizers that have 2ero failure probability and
possibly lower latency when the input is predictable. They are based on the observation
that esther the signal or a copy of the signal delayed by «, will be stable throughout the
aperture. Hence, a synchronizer that can predict the input arrival time can choose the sig-
nal or its delayed counterpart 1w safely sample. Mesochronous signals are synchronized by
mezsuring the phase difference and delaying the inpur enough to ensure it falls outside the
sperture. Flesiochronous signals can be synchronized in o similar fachion, but the phase
difference slowly varies so the delay must be secasionally adjusted. Because the frequencies
differ, the synchronizer requires some contral flow to handle the missing or extra data
items. Periosdic signals aleo require control Aow and use o clock predictor to caloulate
where the next clock edge will occur and whether the signal must be delayed 1o avaid fall-
ing in the aperure.

7.7 Wave Pipelining

Kecall that 'I-E'l.‘.r.ldfllﬁl'l.g elements are used 10 pip:[:in:d systoms to prevent the current token
from overtaking the next token or from being overtaken by the previous token in the pipe-
line, If the elements propagare through the pipeline at a fairly constant rate, explicit
sequencing clements may not be necessary to maintain sequence. As an analogy, fber
-rl]jl:it cahles CASTY dara as 4 serics 1:-Fli.3j'll: Flllli-lll. MnTrj.' 'pl.ll:r.': enter the cabde befare the
first one reaches the end, yet the cable does not need inrernal latches to keep the pulees
reparated because they propagate along the cable ar a well-controlled velocity, The minxi-
mum data rate s himited by the dispersion along the line that causes pulses to smear over
time and blur into one anather if they become roo short,

Figure 7.89 compares traditional pipelining with wave pipelining. In both cases, the
pipeline contains combinational logic separated by registers (Figure 7.8%{a)). The registers
FI und F2 recerve clocks dbf and o2 that are nominally sdentical, but might experience
skew: Figure 7.8%(b) shows raditional pipelining. The data is bunched on the rising edge
of afkt, Its propagation is indicared by the hashed cone. D2 becomes stable somewhene
between the contamination and propagation delays after the clock edge (neglecting the
Hip-flop clb-to-( delay). D2 must not change during the setap and hold aperture around
etk2, marked with the gray bax. The figure shows rwo successive cycles in which tokens §
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7.7 WAVE PIPELINING

Descripkion

' Signal has same frequency and phass as clock. Safe 1o

sample signal directly with the clock

Example: Flip-flop to flip-flap on chip.

Signal has same frequency, bat is out of phase with the
clock. Safe to sample signal if it is delayed by a con-
stant amount to fll outside apernere.

Example: Chip-to-chip where chips use same clock
signal, but might have arbitrarily kirge skews.

Signal has nearly the same frequency. Phase drifis
slowly over time. Safe o sample signal if it is delayed
by a variable but predicrable amount. Difference in
ﬁ'uq'uﬂ::}r can lead to dmppcd o ﬂhpﬁﬂlﬂi dara
Example: Board-to-board where boards use clock
erystals with small mismarches in nominally identical
rates,

Signal s periodic ar an arbitrary frequency. Periodic

nature can be exploited to predict and delay accord- |

ingly when data will change during aperture.
Example: Board-to-board where beards use different
frequency chocks.

Signal may change at arbitrary times. Full synchro-
nizer is requuired.

Example: Input from pu!hl'm‘w:} pwitch,

|

and i + 1 mowe through the pipeline. Each roken passes through the combinational logie
ina 5_|_1'|.H|:.t eyele. Figure 7.89(c) shows wave pipelining with a clock of twice the frequency:
Token i enters the combinational logic, but takes two cycles to reach £2, Meanwhile,
token f + 1 enters the logic a cycle larer. As long as each token is stable to sumple at £2 and
the cones do not overlap, the pipeline will operate correctly with the same latency bur

mwice the throughput,
[Burleson98] gives a tutorial on wave pipelining and derives the timing constraints, In

general, a wave pipeline can contain N tokens between each pair of regasters. The maximam

vabue of N'is limited by the muo of propagation delay 1o dispension of the logic cones:

f
N{,_lhl_
:.H-:“I

(7.34)

465
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If the contamination and propagation delays are nearly equal, the combinational bogic can
contain many tokens simultaneously, In practice, the delays tend to be widely variable
because of volmge, temperanure, and processing as well as differences in path lengths
through the logic. Clack skew and sequencing overhead also eat into the timing budgets.
I practice, even achieving NV = 2 simultaneous tokens can be difficult and wave pipelining
has not achieved widespread popularity for general-parpose logic.
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Pitfalls and Fallacies

Incompletely reporting flip-flop delay

The effective delay of a fMlip-flop is its miniemum D-to-Q
time This is the zum of the setup tme L, and the k-
ta-Q delay Ly i these delays are defined to minimize
the sim. Soene enginecers focus on only the di-to-0 de-
lay or define serup and clk-10-0 delays in a way that
does ot minimize the sum.

Failing to check hold times

O of the leading reseons that chips fail to operate
even though they appear to simulate eorrectly s hold
time violatlons, especially violations caused by unex-
pected clock sloew. Linless a design ubes twid.phase non-
cwerizpping clocks, the clock skew should be carefully
madeled and the hold tmes chauld be chiecked with s
statie timing analyzer. These checks should happen as
ol 2= 3 block is designed w0 that ecrors can be Cormect-
ed immediatedy. For example, a largs micropraocessor
used & wide nssormment of delayed clocks to solwe setup
thme problems on long paths. Hold Emes were not
checied until shortly before tapeout, leading 1o a signif-
icant bchedule ship when many vislations were found.

Choosing a sequencing methodology too late in
the design cycle

Desigrers may choose from many sequencing method-
alogies, each of which has rradeaffs, The best miethad-
ology for & pamiculur applbeathan s very debatable, and
engineen love a good debate. If the sequencing mmethod-
ology is not settied at the beginning of the project, expe-
rience shows that enginesrs will wame tremendous
amounts of ime redolng wark &3 the method changes,
or sugponting and verifying multiple methodologies,
Projects need a strong technbcal manages o demmand
thata team choose ofve methed a1 the beginning and
stick with it

Failing to synchronize asynchronous inputs
Unsynchranized inputs can cause strangs and wander-
fitl sporadic system faflures that ane very difficult to lo-
cate. For example, 8 finite state machine running off
ate clock received o READY input from a UART running
an anather clock when the UART had dats available, &=
shown in Figure 7.90. The désigner reasoned that syn-
chronizing the READY signal was unimportant becauss
if it changed near the clock edge of the FSM, she did not
care whether it was detected in one oyele of the neet
Meateawer, the clock was o slow that metastabikitg
wortld have time to reschre. However, the F5M oocasion.
ally failed by jumping to seemingly random states that
could never legally cocur, After 1wo months of debug-
jging, she realired that the problem was iggered if the
asynchronous READY signal was asserted a fow gate de.
Layrs bafone the FSM clock edge. The prapagation delay
throisgh the combinational logie was different for vari-
i s of the next siate logic. Some bits had changed
i theelr nerw values while others were stll at thelr ald
values, g0 the FSM could jump o an undefined state
Registering the READY signal with the F5M clock before
it drove the combinational logic salved the problem

TASA2 MMr & MHz
UART s E
STATE
Unsynchionized nput

Buiiding faulty synchronizers
Designers have found many ways to ukld fauloy sym-

chremizers. For example, | en asynchronous mpot
driwes maee than ane synchronizer, the two simchionis-

comiimiie
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| ers can resolve to different values. if they must produce  salve [n their ald state, resulting in an invalid pattem

cofmiElEnl outplits, only ood synclircnizer should be that & meither the ald nar the new upat word. In et an.
used. In anather sxampls, synchronizen must not ac other exampie, synchronizers with poorly designed
ceps Tmult-bit inputs where meze than one of the bats feedback koops can be much siower than expected and
mcmmm.ﬂﬁmummm can have exponenvtinlly worse mean time betwesn
that some of the bits resalve as changed while others re-  failures.

7.9 Case Study: Pentium 4 and Itanium 2
Sequencing Methodologies

The Pentium 4 and Iranium 2 represent two philosophies of high-performance micropro-
cessor design sometimes called Speed Demor and Brartar, respectively: The Pentium 4 was
designed by Intel for server and deskrop applications and has migrated into kaprop com-
puters s well. The Irankum 2 was jointly designed by Hewlest-Packard and Intel for high-
end server applications. Figure 7.91 shows the date of introduction and the performance
of gevera] generations of these processor.

Paniium 4 Partiurm 4 Panaium &

Hpaad (GHz: 20 Spead (GHr); 2.53 Spesd (Hzy 22

Prooses (rmi 180 Procasa {rm): 130 Process fnmjc 130
SPECHEDGD: B30 SPECnE00: 910 SPECINI2000: 1305
SPECHIOO:  TO4 SPECIO00g;  BTH SPECH000:  THT

Eanium ¥ Iardurm 2

Spoed (GHek 140 Bpeed (GHzk 1.5
Process nm): 180 Peocsas (nm): 130
SPECH0N 810 SPECTML200: 1007
SPECI2000: 1431 SPECIpI0N: 31

Microprocessar tmeling

The Pentium 4 wses a very long (20 stage) pipelne with few stages of logic per cvele
to schieve extremely high frequencies. It fssses up to three instructions per eyele, but the
long papefine causes severe penalties for hranch mispredictions and cache misses, so the
overall sverage number of instructions exacuted per cycle is relatively low. Figure 4,76
showed a die photo of the 42-million transistor Pentium 4. The chip consurnes around 55
watts. A top-of-the-line Pentium 4 sold in 1000-unit quantities for around §400-8600
{depending on price pressure from competitor AMD). The chip has aggressively migrated
into Intel's most advanced processes both to achieve high performance and to reduce the
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dic size and manufacturing cost. The Speed Demon approach also gives Intel bragging
rights 1o the highest clock frequency microprocessors, which is important because many
EONSUITIETS COMTIPETE. PIOCESsEs on clock ﬁ'-cqur.nq' rather than benchmark pq:rﬁrmun:r:.
[Hrishikesh(2] argues that the best logic depeh is only 6 to 8 FO4 inverter delays per cycle.

In contrast, the Itranium 2 focuses on executing many instructions per cycle at a lower
clock rate. It uses an B-stage inteper papeline clocked at about half the rate of the Pentium
i in the same process, so each cycle accommaodares abour twice as many gare delays
(roughly 20-24 FO4 inverter delays, compared to roughly 10-12 for the Pentium 4).
Hewwever, it issues up to six instructions per cyche and has a very high-bandwidth memory
and 10 system to deliver these instructions and their data, As a resule, it achicves nearly
the sxme integer performance and much better floating-point benchmark results than the
Pentium 4. Morseover, it abo performs well on multiprocessor and transaction processing
paikes typical of high-end servers, Figure 7.92 shows a die photo of the [anum 2 with a
IMB lewel 3 (1.3) cache: notice that the three levels of cache occupy most of the die arca
and mosg of the 221 million transistors. The 1.5 GHz model with 6MB cache bumps the
transistor count to 410 million and further dwarfs the processor core, The chip consumes
about 130 watts, limited by the cost of cooling multiprocessor server boxes. A Bl end
[tanium 2 sold for mare than $4000 because the server market is much less price-sensitive,
The chip has lagged a year behind the Pentium 4 in process technology.

1 I N T
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EEEl Pentium 4 Sequencing

The Pentium 4 actually operates at three different internal clock rates [Hineon01,
Kurd01]. In addition to the core cleck thar drives most of the logic, it has a double-speed
Jfaut clock for the ALU core and a hali-speed slow dlock for noneritical portions of the chip,
The core clock is distributed across the chip using o triple spine, as will be shown in See-
tion 12.5.4.3. These clocks drive pulsed Iatches, flip-flops, and self-reserting domino

The ALU runs ar a remarkable rate of twice the core clock frequency {about & FO4
inverter delays), To achieve this speed, it is stripped down to just the essential functions of
the bypass multiplexer and the 16-bit add/subtracr unit. Other less commaonly used blocks
such as the shifter and multiplier operate at core fmqumql:Th:M.U uses unfooted dom-
ino gates. The gates produce pulsed outputs and precharge in a self~timed fashion using
the Global 5TP ppproach described in Section 7.5.2.4. These dreuits demanded extensive
verification by expert crcuit designers to ensure the domino gates function reliably.

The Pentium 4 uses pulsed latches operating at all three clock speeds. Figure 7.93
shows pulse generators that receive the core clock and produce the appropriate output
pulses, The medium-speed pulse generator produces a pulie on the rsing edge of the core
elock. The pulse width can be shaped by the adjustable delay buffer to provide both long
pulses {offering more time borrowing) and shert pulses (1o prevent hold-time problems).
The bufter is built from a digitally contralled current-starved inverter with four discrete
sereins. The pulse generator also acceprs enable signals to gate the clock or save power on
unused blocks. The low pulse generarar produces a pulse on every other rising edge of the
core clock. To do this, it receives a sync signal that is asserted every other cycle. While the
sync signal must be distributed globally, it is more convenient than distributing a half-
speed clock because it can accept substantial skew while still being stable avound the clock
edge. The fast pulse generator produces pulses on both the rising and falling edges of the
core clock. Therefore, the core clock should have nearly equal high and low times, i.c.,
30 duty cycle, so the palses are equally spaced.

EEH ltanium 2 Sequencing

The Itanium 2 operates at a single primary clock speed, but also makes use of extensive
domino logic and pulsed larches [Naffuger02, Ferzer02, Rusu(3], The clock is distributed
across the chip using an H-tree, a2 will be shown in Section 12.5.4,2, The H-tree drives
33 second-level clock buffess distributed across the chip. These buffer outputs, called
SLCBOs, in tum drive bocal clock paters thar serve banks of sequencing elements within
functional blocks. There are 24 different types of clock gaters producing inverned,
stretched, delayed, and pulsed clocks. Figure 7.94 shows some of these clocks. Each gater
comes in many sizes and & tuned to drive different clock loads with low skew over regions
of up to about 1000 pm. Section 12.5.6.3 analyzes the clock skew from this distriburion
network
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In the Tranium 2, 95% of the static logic blocks use Naffziger-pulsed latches with
125-ps wade puilses called PCK, as were deseribed in Section 7.3.3, The pulsed latches are
East, permit a small amount of fime borrowing, and present a small load to the clock. In
situations where more time borrowing is needed, the gater may produce a wider pulsed
clock WPCK. As discussed in Section 7.4.1.2, dseked deracers using NPCK can be inserted
between back-to-back pulsed latches o prevent hold time violations.

The Ttanium 2 wses extensive amounts of domine logic 1o achicve high performance
at the expense of power consumption and careful design. Figure 7.95 shows a typical four-
phase skew-tolerant domino pipeline from the Itanium 2. CK and NCK are clocks with o
duty eyele slightly higher than 50% that are playing the roles of ¢; and &;. They are
delayed with buffers to produce CXD and NGKD (b, and ..

i

Sinte

nmlr—ﬁ

(FIG 7.85] Four-phase soow- 1olerant doming pipeline

"'I"I:u:littgt'ttinmhplm:umndyrunﬁ:htﬂimmmlﬂmhntdlh:mrput
so that it can drive static bogic and retain its stare when the clock stops, as was discussed in
Section 7.5.5.2. The DLC also provides scan capability at each half-eycle boundary ro
help with test.

Ar static-to-dynamic interfaces, inputs pass through pulsed entry larches (ELAT:)
that caprure the static signal and convert it into a single-rail monatonic dynamic signal.
These ELATs were shown in Figure 7.75 and can perform logic as well as larching, Some
ELAT: use PCK, while others derive the pulse internally from CE.

In some especially critical paths, altermating stages use unfvated domine gates, The
falling edge of the clocks for these stages is delayed further ta aveid contention during pre-
charge. Figure 7.96 shows an extreme example in which a footed gaic is followed by three

of unfooted domino with successively delayed precharge edges, as was done in the
td-bir Naffriger adder used in the integer execution wnits,

R T, i
e S ) P—
PRECK __/ N
PRECKY, [ R




Ssummary

This chapter has cxamined the tradeoffs of sequencing with flip-flops, two-phase trans-

t latches, and pulsed larches. The ITRS forecasts cycle times dropping well below 10
FO4 delays (see Table 4.17). Minimizing sequencing overhead will be very important in
these high-performance systems. Flip-flops are the simplest, but have the greatest
sequencing overhead, Transparent larches are most tolerant of skew and allow the most
time borrowing, bur require greater design effort to partition logic into half-cycles instead
of cycles. Pulsed latches have the lowest sequencing ovethead, but are most susceptible to
min-delay problems, Table 7.4 compares the sequencing overhead, minimum delay con-
straint, and time borrowing capability of cach technique. All of the techniques are used in
commercial products, and the designer’s choice depends on the design comstraints and
CAD waols.

- sumary  EXENEEEN

Table 7.4 Comparison of sequencing elements
Seguencing overhead Minirmurm lagee delay Time =
(T, = o b b
Flip-Flops Fyey * Logiap ¥ Fikew Fcad — i+ L i 0
| Two-Phase
| Toapar Fhatd ~Faog = Fnenovedep * Fibew | 1
3‘" i i [ 44
?jlh.'hf"_l & ey in each h-EF—t}I:I.e 2 I: ety el | e
Pulsed
Latches m{rl“l'th-'r'-hrr'_'ﬁ'* 'du--:l Frisia = g F o ¥ Filrw

In class projects for introductary VLS] classes, timing analysiz is often rudimentary of
nonexistent, Using two-phase nanoverlapping clocks generated off chip is attracrive
because you can guarantee the chip will have no max-delay or min-delay failures if the
clock period and nonoverlap ane sufficiently large. However, it is not practics] to generate
and distribute two nonoverlapping phases on a large, high-performance commercial chip.

The great majority of low- and mid-performance designs and some high-speed
designs use Aip-flops. Flip-flops are very easy to use and are well understood by mest
designers. Even more importantly, they are handled well by synthesis tools and timing
analyzers. Unfortunately, in systems with few gate delays per cycle, the sequencing over-
head can consume a lasge fraction of the cycle. Moreoves, many standard cell fip-flops are
intentionally rather slow to prevent hold time violations at the expense of greater sequenc-
ing overhead.

Mast rwo-phase latch systems distribute a single clock und locally invert it to drive
the second lutch. These systems tolerate significant amounts of clock skew without loss of
performance and can borrow time to balance delay intentionally or opportunistically.
However, the systems require more effort to undesstand becwise fime borrowing diserib-
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utes the timing constraints across many stages of o pipelme rather than iselating them ar
each stage. Mot all fiming analyzers handle latches gracefully, especially when there are
different amounts of clock skew between different clocks [Hamis?9]. Two-phase batches
have been used in the Alpha 21064 and 21164 [Gronowski98], PowerPC 603 [Gerosa94],
and many other [BM designs.

Pulsed latches have low sequencing overhead. They present a tradeoff when choosing
pulse width: A wide pulse permits more time borrowing and skew tolerance, but makes
min-delay constraints harder to meet. Pulsed latches are also popular because they can be
rmadeled as fast flip-flops with a lousy hold time from the point of view of 2 timing ana-
lyzer (or novice designer) if intentional time borrowing is not permitted. The min-delay
problems can be largely overcome by mixing pulsed latches for long paths and flip-flops
for short paths, Unfortunarely, many real designs have paths in which the propagation
delay is very long but the contamination delay is very short, making robust design morns
challenging. Pulsed latches have been used on Itanium 2 [MNaffeiger02], Pentium 4
[Kord01], Athlon [Draperd7], and CRAY 1 [Unger86]. However, they can wreak havoe
with conventional commercially weailable design flows and are best avoided unless the per-
farmance requirements are extreme.

Diarmine cinouits are widely used in high-performance systerma because they are 1.5-2x
faster than static CMOS. Traditional domine circuits with larches have high sequencing
ovethead thar wastes much of the potential speedup, 50 most designers have moved to
skew-tolerant techniques, Static-ro-doming interfaces impose hard edges and the associ-
ated sequencing overhead, motivating the use of domine throughout critical loops. Single-
rail domino anly compures noninverting functions, so most loops requine dual-rail doming
that consumes more area, wiring, and power and s ill-suited to wide NORs. An alterna-
tive is to push the inverting functions to the end of the pipeline, using single-rail domina
through most of the pipeline and nonmonotonic static bogic ar the end. The area savings
eomies at the cost of ane hard edge in the cyele.

Four-phase or delayed reset shew-tolerant domino circaits work well in datapaths
hecause the clock generation is relatively simple, Self-resetting domino is ideally suited 1o
memories where the decoder power consumgtion is greatly reduced by only precharging
the output that switched and where the number of unique circuits m design is relatively
small, It was also wsed on the Pentium 4, but was costly in terms of designer effort becawse
i many pelse constraints mast be satisfied.

Clock-delayed doming is used in wide dynamic NOR funcrions where the power
eonsumption of pseudo-nMOS is unacceprable, For example, it is an important technique
for CAMs and PLAs, The delay matching raises an unplessant tradeoff between speed
and correct operation, requiring significant margin for safe operation. The risk of race
conditions deters many designen from wsing it more widely. Annihilation gates and com-
plementary signal gencrators are interesting special cases in which no clock gate delay ar
all is required. Qutput prediction logic 15 also interesting, but has yet to be proven in a
large spplication.

When inputs to a system arrive asynchronously, they cannot be gusranteed to meet
setup or hold times at clocked elements. Even if we do rot care whether an inpur arrdved
in one cycle or the neat, we must ensure that the clocked element produces a valid logic



Jevel. Unforranately, if the element samples a changing input at just the wrong time, it
may produce 3 metastable output that remains imvalid for an unbounded amount of time.
The probability of metastability drops off exponentially with time. Systems use symchro-
nizers to sample the asynchronous input and hold it long enough to resolve to a valad logc
tevel with very high probability before passing it onward.

Most synchronous VLSI systems use opaque sequencing elements to separate ane
taken from the next. In contrast, many optical systems transmit data as pulses separated in
time. As long as the propagation medium does not disperse the pulses too badly, they can
be recovered at a receiver. Similarly, if a VLS1 system has low dispersion, i.e., nearly equal
conmmination and propagation delays, it can send more than one wave of data withour
explicit latching, Such wave pipelining offers the potential of high throughput and low
sequencing overhead. However, it is difficult to perform in practice because of the variabil-
ity of data delay.

Exercises
Lise the following aming parameters for the questions in this section.

EXERCISES

Table 7.% Sequencing element paramelers

Setup Time.  clvto-@Delsy = O-to-QDelsy | Contamimation | Hodd Time
Deelay
Flip-flops 63 ps 50 ps n's 35 ps 30 ps
| Latches 25 ps 50 pas 40 ps 35 ps 30 ps

7.1 For each of the following ssquencng styles, determine the maximum logic propaga-
tion delay mvaitable within a 500 ps clock eyele. Assume there is zero clock skew and

no time bormowing takes place,
a) Flip-flops
b) Two-phase transparent latches
€} Pulsed latches with 80 ps pulse width
72 Repeat Exercise 7.1 if the clock skew between any two elements can be up to 50 ps.

73 For cach of the following sequencing styles, determine the minimum logic contami-
nation delay in each clock cycle {or half-cycle, for rwo-phase latches). Assume there
is zero clock skew:

a) Flip-flops
b} Two-phase transparent latches with 509 duty cycle clocks
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¢} Two-phase transparent latches with 60 ps of nonoverlap between phases

d) Pulsed latches with 80 ps pulse width

Repeat Exercise 7.3 if the clock skew between any two elements can be up to 50 ps.
Suppese one cycle of logic is particularly eritical and the next cycle is nearly empry.
Dretermine the maximuem amount of time the first cycle can borrow into the second
for each of the following sequencing styles. Assume there is zero clock skew.

a) Fhp-flaps

b} Two-phase transparent lacches with 50% duty cycle clocks

¢} Two-phase transparent latches with 60 ps of nonoverlap between phases

d} Pulsed larches with BO ps pulse width

Repeat Exercise 7.5 if the clock skew between any two elements can be up to 50 pe.
Prove EQ (7.17).

Consider a flip-flop builr from a pair of transparent latches wsing nonoverlapping
chocks. Express the setup time, hold time, and clock-to-Q delay of the flip-flop in
terms of the karch Gming parmmeters and /o

For the path in Figure 7.97, determine which latches bormow time and if any setup
time violations occur. Repeat for cyele times of 1300, 1000, and 800 ps. Assume
there is zero clock skew and that the larch delays are accoanted for in the propags-
tion delay A's.

a) Al = 550 ps; A = 580 p; AT = 450 ps; A4 = 200 pa

b} Al = 300 ps; A2 = 600 ps; A3 = 400 ps; A4 = 550 ps
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7.10 Determine the minimum clock period at which the circuit in Figure 7.98 will oper-

ate correctly for each of the following logic delays. Assume there is 2ero clock skew
and that the larch delays are acoounted for in the propagation delay A's.

a) Al = 300 ps; AZ = 400 ps; A3 = 200 ps; A4 = 350 ps



b) Al =300 ps; A2 = 400 ps; A3 = 400 ps; A4 = 550 ps
£) Al = 300 ps; A2 = 900 ps; A3 = 200 ps; Ad = 350 ps
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Repear Exercise 7.10 if the clock skew is 100 ps.

Label the timing types of each signal in the circuit from Figure 7.97. The flip-flop s
constructed with hack-to-back transparent latches—the first controlled by oft_& and
the secand by ab.

Using a simlator, compare the D-to- () propagation delays of a conventional
dymamic latch from Figure 7.17(d) and a TSPC latch from Figure 7.30(x). Assume
each latch is loaded with a fanour of 4, Use 4 L-wide clocked transistors and rune
the other transistor sizes for least propagation delay.

Using a sirmulator, find the setup and hold rimes of & TSPC larch under the assump-
thons of Exercise 7,13,

Determine the maximum bogic propagation delay available in a eyele for o rraditional
domino pipeline using a 500 ps clock cyele. Assume there is zero chock skew.
Repear Exercise 7.15 if the clock skew between any two elements can be up to 54 ps.
Determine the maximam logic propagation delay svailable in a cycle for a four-
phase skew-tolerant domino pipeline using a 300 ps clock cycle, Assume there is
zera clock shew,

Repeat Exercisc 7.17 if the clock skew between any two elements can be up to 50 ps.
How much time can onc phase borrow into the next in Exercise 7.18 if the clocks
each have a 50% duty cycle?

Repeat Exercise 7.18 if the clocks have a 65% duty cycle.

Desigm 1 fast-pubsed larch, Make the gate capacitance on the clock and data inputs
equal. Let the katch drive an ourput load of four identical laeches. Simulate your
lateh and find the sctup and hold times and clock-to-Q propagation and contamins-
tion delays. Express your results in FO4 inverter delays.
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7.22 Simwlate the worst-case propagation delay of an 8-input dynamic NOR gate driving

7.23

74

7.25

a fanout of 4. Report the delay in all 16 design corness (voltage, temperature,
nMOS, pMOS), Also determine the delay of a fanout-of-4 inverter in cach of these
corners. By what percentage does the absolute propagation delay of the NOR gate
vary across comers? By what percentage does its normalized delay vary (in terms of
FOM inverters)? Comment on the implications for cirouits using matched delays.

A synchronizer uses a fip-fAop with 1, = 54 ps and T = 21 ps. Assuming the input
toggles at 10 MHz and the setup time is negligible, what is the minimum clock
period for which the mean time between failures exceeds 100 years?

Simulate the symchronizer fip-flop of Figure 7.82 and make a plot analogous to
Figure 7.80. From your plot, find Apg, & 7, and Ty

InferiorCirciits, Inc., wants to sell you a perfect synchronizer thar they claim never
produces a metastable output. The synchronizer consists of o regular flip-flop fol-
lewwed by u high-gain comparator that produces a high output for inpats above
0,25 * Fue and 2 low outpat for inpues below thar poine. The VP of marketing
argies that even if the fip-Bop enters metastability, its output will hover near Fpp/2
so the synchronizer will produce a good high output after the comparator. Why
wontldn't you buy this synchronizers





