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Foreword 

Recognition and understanding of spontane­
ous unrehearsed speech remains an elusive goal. To understand speech, a human considers 
not only the specific infonnation conveyed to the ear, but also the context in which the in­
formation is being discussed. For this reason, people can understand spoken language even 
when the speech signal is corrupted by noise. However, understanding the context of speech 
is, in turn, based on a broad knowledge of the world. And this has been the source of the 
difficulty and over forty years of research. 

It is difficult to develop computer programs that are sufficiently sophisticated to under­
stand continuous speech by a random speaker. Only when programmers simplify the prob­
lem-by isolating words, limiting the vocabulary or number of speakers, or constraining the 
way in which sentences may be formed-is speech recognition by computer possible. 

Since the early 1970s, researchers at AT&T, BBN, CMU, IBM, Lincoln Labs, MIT, 
and SRI have made major contributions in Spoken Language Understanding Research. In 
1971, the Defense Advanced Research Projects Agency (DARPA) initiated an ambitious 
five-year, $15 million, multisite effort to develop speech understanding systems. The goals 
were to develop systems that would accept continuous speech from many speakers, with 
minimal speaker adaptation, and operate on a I 000-word vocabulary, artificial syntax, and a 

xxi 
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. T f the systems Harpy and Hearsay-II, both developed at Car-
• d task domain. wo O ' • 

constrame . . h'eved the original goals and in some instances surpassed them. 
• Mellon Umvers1ty, ac 1 . 

negie . h I t three decades r have been at Carnegie Mellon, I have been very fortu-
Dunng t e as 

I k with many brilliant students and researchers. Xuedong Huang, Alex 
nate to be ab e to wor . . 

d H .- Wuen Hon were arguably among the outstanding researchers m the speech 
Acero an siao-
grou/ at CMU. Since then, they have moved to Microsoft and have put together a world-

I at Ml·crosoft Research Over the years, they have contributed standards for build-c ass team • . , . 
ing spoken language understanding systems with Microsoft s SAP~/SDK fanuly of prod_ucts 
and pushed the technologies forward with the rest of the co~mumty.' ~oday, they contrnue 
to play a premier leadership role in both the research community and m industry •.. 

This new book, Spoken Language Processing, represents a welcome add1t1on to the 
technical literature on this increasingly important emerging area of Information Technology. 
As we move from desktop PCs to personal digital assistants (PDAs), wearable computers, 
and Internet cell phones, speech becomes a central, if not the only, means of communication 
between the human and machine! Huang, Acero, and Hon have undertaken a commendable 
task of creating a comprehensive reference that covers theoretical, algorithmic, and systems 
aspects of the spoken language tasks of recognition, synthesis, and understanding. 

The task of spoken language communication requires a system to recognize, interpret, 
execute, and respond to a spoken query. This task is complicated by the fact that the speech 
signal is corrupted by many sources: noise in the background, characteristics of the micro­
phone, vocal tract characteristics of the speakers, and differences in pronunciation. In addi­
tion, the system has to cope with non-grammaticality of spoken communication and 
ambiguity of language. An effective system must strive to utilize all the available sources of 
knowledge-acoustics, phonetics and phonology, lexical, syntactic, and semantic structure 
of language, and task-specific context-dependent information. 

Speech is based on a sequence of discrete sound segments that are linked in time. 
These segments, called phonemes, are assumed to have unique articulatory and acoustic 
ch~racteristics. While the human vocal apparatus can produce an almost infinite number of 
articulatory gestures, the number of phonemes is limited. English as spoken in the United 
St~tes, for example, contains 16 vowel and 24 consonant sounds. Each phoneme has distin-
guishable acoustic cha t • • d · • • . . rac enst1cs an , m combmat1on with other phonemes forms larger 
umts such as syll bl d ' 
S d . . a es an words. Knowledge about the acoustic differences among these 
oun umts 1s esse t' J ct· • • 

When n ia to 1stmgmsh one word from another, say, bit from pit. 
teristics of sp~ech sounds are connected to form larger linguistic units, the acoustic charac-

a given phoneme will h f . . . . . . 
ment because of th . . c ange as a unction of Its immediate phonetic env1ron-
. e interact10n amo • . 

hps, and vocal chords) and th . . ng vanous anatomical structures (such as the tongue; 
phonemic information in th eir di~ere_nt degrees of sluggishness. The result is an overlap of 

. e acoustic signal f same underlymg phonem rom one segment to the other. For example, the 
e t can have dr f II d' words, say, in tea, tree city b as ica Y ifferent acoustic characteristics in different 

occu • h' , , eaten and st Th' r Wtt m a given word O ' eep. IS effect, known as coarticulation can 
ct·rn r across a w d b ' 

1 erent acoustic properties in ph or oundary. Thus, the word this will have very 
• rases such as this car and this ship. 
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This book is self-contained for those who wish to familiarize themselves with the cur­
rent state of spoken language systems technology. However, a researcher or a professional in 
the field will benefit from a thorough grounding in a number of disciplines, including: 

• Signal processing: Fourier Transforms, DFf, and FFf 

• Acoustics: physics of sounds and speech, models of vocal tract 

• Pattern recognition: clustering and pattern matching techniques 

• Artificial intelligence: knowledge representation and search, natural language 
processing 

• Computer science: hardware, parallel systems, algorithm optimization 

• Statistics: probability theory, hidden Markov models, dynamic programming 

• Linguistics: acoustic phonetics, lexical representation, syntax., and semantics 

A newcomer to this field, easily overwhelmed by the vast number of different algo­
rithms scattered across many conference proceedings, can find in this book a set of tech­
niques that Huang, Acero, and Hon have found to work well in practice. This book is unique 
in that it includes both the theory and implementation details necessary to build spoken lan­
guage systems. If you were able to assemble all the individual material that is covered in the 
book and put it on a shelf, it would be several times larger than this volume and yet you 
would be missing vital information. You would not have the material that is in this book that 
threads it all into one story, one context. If you need additional resources, the authors in­
clude extensive references to get that additional detail. Spoken Language Processing is very 
appealing both as a textbook and as a reference book for practicing engineers. Some readers 
familiar with a specific topic may decide to skip a few chapters; others may want to focus in 
other chapters. This is not a book that you will pick up and read once from cover to cover, 
but one you will keep near you for reference as long as you work in this field. 

Raj Reddy 
Dean, School of Computer Science 
Carnegie Mellon University 





Preface 

Our primary motivation in writing this book 
is to share our working experience to bridge the gap between the knowledge of industry gu­
rus and newcomers to the spoken language processing community. Many powerful tech­
niques hide in conference proceedings and academic papers for years before becoming 
widely recognized by the research community or the industry. We spent many years pursu­
ing spoken language technology research at Carnegie Mellon University before we started 
spoken language R&D at Microsoft. We fully understand that it is by no means a small un­
dertaking to transfer a state-of-the-art spoken language research system into a commercially 
viable product that can truly help people improve their productivity. Our experience in both 
industry and academia is reflected in the context of this book, which presents a contempo­
rary and comprehensive description of both theoretic and practical issues in spoken language 
processing. This book is intended for people of diverse academic and practical backgrounds. 
Speech scientists, computer scientists, linguists, engineers, physicists, and psychologists all 
have a unique perspective on spoken language processing. This book will be useful to all of 
these special interest groups. 

Spoken language processing is a diverse subject that relies on knowledge of many lev­
els, including acoustics, phonology, phonetics, linguistics, semantics, pragmatics, and dis­
course. The diverse nature of spoken language processing requires knowledge in computer 
science, electrical engineering, mathematics, syntax, and psychology. There are a number of 
excellent books on the subfields of spoken language processing, including speech recogni­
tion, text-to-speech conversion, and spoken language understanding, but there is no single 
book that covers both theoretical and practical aspects of these subfields and spoken lan­
guage interface design. We devote many chapters systematically introducing fundamental 
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theories needed to understand how speech recognition, text-to-speech synthesis, and spoken 
language understanding work. Even more important is the fact ~at the bo?k highlights what 
works well in practice, which is invaluable if you want to butld a practical speech recog­
nizer, a practical texHo-speech synthesizer, or a practical spoken language system. Using 
numerous real examples in developing Microsoft's spoken language systems, we concen­
trate on showing how the fundamental theories can be applied to solve real problems in spo-

ken language processing. 
We would like to thank many people who helped us during our spoken language proc-

essing R&D careers. We are particularly indebted to Professor Raj Reddy at the School of 
Computer Science, Carnegie Mellon University. Under his leadership, Carnegie Mellon 
University has become a center of research excellence on spoken language processing. To­
day's computer industry and academia benefit tremendously from his leadership and contri­

butions. 
Special thanks are due to Microsoft for its encouragement of spoken language R&D. 

The management team at Microsoft has been extremely generous to the speech technology 
group. We are particularly grateful to Bill Gates, Nathan Myhrvold, Rick Rashid, Dan Ling, 
and Jack Breese for the great environment they have created for us at Microsoft Research. 
We would also like to thank Bob Muglia and Kai-Fu Lee for their leadership role in Micro­
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CHAPTER 1 

Introduction 

From human prehistory to the new media of 
the future, speech communication has been and will be the dominant mode of human social 
bonding and information exchange. The spoken word is now extended, through technologi­
cal mediation such as telephony, movies, radio, television, and the Internet. This trend re­
flects the primacy of spoken communication in human psychology. 

In addition to human-human interaction, this human preference for spoken language 
communication finds a reflection in human-machine interaction as well. Most computers 
currently utilize a graphical user interface (GUI), based on graphically represented interface 
objects and functions such as windows, icons, menus, and pointers. Most computer operat­
ing systems and applications also depend on a user's keyboard strokes and mouse clicks, 
with a display monitor for feedback. Today's computers lack the fundamental human abili­
ties to speak, listen, understand, and learn. Speech, supported by other natural modalities, 
will be one of the primary means of interfacing with computers. And, even before speech­
based interaction reaches full maturity, applications in home, mobile, and office segments 
are incorporating spoken language technology to change the way we live and work. 

1 
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both speech recognition and speech synthesis capa­
A spoken language system needs to havthe ·elves are not sufficient to build a useful spoken. 

mponents by ems • • . bilities. However, those two co . d' al component is required to manage mteractmns with 
language system. An understandmg and 

I 
og .d d to guide the system's interpretation of speech . kn ledge must be prov1 e . . the user· and domain ow . . For all these components, s1gruficant challenges • • th appropnate acnon. . . and allow it to detemune e . . . f . tegration, and engineenng efficiency. The goal of 

exist, including robustness, flexibihty, ease 
O 

m terns has long attracted the attention of scientists 
"all • abl spoken language sys . . . building commerci Y vi e f this book is to share our working expenence m 

and engineers all over the world-Toe purpose. 
0 
g systems with both our colleagues and newcom­

developing advanced spoken language pr~:m introducing fundamental theories and to highlight­
ers. We devote many chapters to systemancles~ons we learned in developing Microsoft's spoken 
ing what works well based on numerous 
language systems. 

1.1. MOTIVATIONS 
What motivates the integration of spoken language as the primary interface. modality? We 
present a number of scenarios, roughly in order of expected degree of technical challenges 
and expected time to full deployment. 

1.1.1. Spoken Language Interface 
There are generally two categories of users who can benefit from adoption of speech as a 
control modality in parallel with others, such as the mouse, keyboard, touch-screen, an~ 
joystick. For novice users, functions that are conceptually simple should be directly accessi­
ble. For example, raising the voice output volume under software control on the desktop 
speakers, a conceptually simple operation, in some GUI systems of today requires opening 
one or more windows or menus, and manipulating sliders, check-boxes, or other graphical 
elements. This requires some knowledge of the system's interface conventions and struc­
tures. For the novice user, to be able to say raise the volume would be more direct and natu­
ral. For expert users, the GUI paradigm is sometimes perceived as an obstacle or nuisance 
and shortcuts are sought. Frequently these shortcuts allow the power user's hands to remain 
on the keyboard or mouse while mixing content creation with system commands. For exam­
ple, ~n operator of a gr~phic de~ign system for CAD/CAM might wish to specify a text for­
matting command while keepmg the pointer device in position ov~r a selected screen element. 

d Speech ~as the potential to accomplish these functions more powerfully than keyboard an mouse chcks Speech be . streams encodin ~ther d n _comes more powerful when supplemented by informauon 
the semantic c/mpone ty fanuc aspects of user and system status, which can be resolved by 

n o a complete mult' dal • rf · al interactions to proceed bas d imo mte ace. We expect such mulumod . e on more complete us d 1· • • l onentation, natural and device-based estu e~ mo e mg, mcluding speech, visua 
dinated with detailed system protil gf ~eS, aod facial expression, and these will be coor-

1 es o typical user tasks and activity patterns. 
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In some situations you must rely on speech as an input or output medium. For exam­
ple, with wearable computers. it may be impossible to incorporate a large keyboard. When 
driving, safety is compromised by any visual distraction, and hands are required for control­
ling the vehicle. The ultimate speech-only device, the telephone, is far more widespread than 
the PC. Certain manual tasks may also require full visual attention to the focus of the work. 
Finally, spoken language interfaces offer obvious benefits for individuals challenged with a 
variety of physical disabilities, such as loss of sight or limitations in physical motion and 
motor skills. Chapter 18 contains a detailed discussion on spoken language applications. 

1.1.2. Speech-to-Speech Translation 

Speech-to-speech translation has been depicted for decades in science fiction stories. Imag­
ine questioning a Chinese-speaking conversational partner by speaking English into an un­
obtrusive device, and hearing real-time replies you can understand. This scenario, like the 
spoken language interface, requires both speech recognition and speech synthesis technol­
ogy. In addition, sophisticated multilingual spoken language understanding is needed. This 
highlights the need for tightly coupled advances in speech recognition, synthesis, and under­
standing systems, a point emphasized throughout this book. 

1.1.3. Knowledge Partners 

The ability of computers to process spoken language as proficient as humans will be a land­
mark to signal the arrival of truly intelligent machines. Alan Turing (29) introduced his fa­
mous Turing test. He suggested a game, in which a computer's use of language would fonn 
the criterion for intelligence. If the machine could win the game, it would be judged intelli­
gent. In Turing's game, you play the role of an interrogator. By asking a series of questions 
via a teletype, you must detennine the identity of the other two participants: a machine and a 
person. The task of the machine is to fool you into believing it is a person by responding as a 
person to your questions. The task of the other person is to convince you the other partici­
pant is the machine. The critical issue for Turing was that using language as humans do is 
sufficient as an operational test for intelligence. 

The ultimate use of spoken language is to pass the Turing test in allowing future ex­
tremely intelligent systems to interact with human beings as knowledge partners in all as­
pects of life. This has been a staple of science fiction, but its day will come. Such systems 
require reasoning capabilities and extensive world knowledge embedded in sophisticated 
search, communication, and inference tools that are beyond the scope of this book. We ex­
pect that spoken language technologies described in this book will form the essential ena­
bling mechanism to pass the Turing test. 
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l.2. SPOKEN LANGUAGE SYSTEM ARCHITECTURE 

l .-ricessing refers to technologies related to speech recognition, text-to. Spoken anguage p, v • 

h d ken language understanding. A spoken language system has at least one of 
speec , an spo . . 
the following three subsystems: a speech recogmt10~ syste~ that converts speech into 

d text-to-speech system that conveys spoken mformat1on, and a spoken language 
wor s, a . d h I • • • 
understanding system that maps words into actions an t at p ans_ system-m1t1ated actions. 

There is considerable overlap in the fundamental technologies for these three subareas. 
Manually created rules have been developed for spoken language systems with limited suc­
cess. But, in recent decades, data-driven statistical approaches have achieved encouraging 
results, which are usually based on modeling the speech signal using well-defined statistical 
algorithms that can automatically extract knowledge from the data. The data-driven ap­
proach can be viewed fundamentally as a pattern recognition problem. In fact, speech recog­
nition, text-to-speech conversion, and spoken language understanding can all be regarded as 
pattern recognition problems. The patterns are either recognized during the runtime opera­
tion of the system or identified during system construction to form the basis of runtime gen­
erative models such as prosodic templates needed for text-to-speech synthesis. While we use 
and advocate the statistical approach, we by no means exclude the knowledge engineering 
approach from consideration. If we have a good set of rules in a given problem area, there is 
no need to use the statistical approach at all. The problem is that, at time of this writing, we 
do not have enough knowledge to produce a complete set of high-quality rules. As scientific 
and theoretical generalizations are made from data collected to construct data-driven sys­
tems, better rules may be constructed. Therefore, the rule-based and statistical approaches 
are best viewed as complementary. 

1.2.1. Automatic Speech Recognition 

A source-channel mathematical model described in Chapter 3 is often used to formulate 
speech recognition problems. As illustrated in Figure 1. 1, the speaker's mind decides the 
source word sequence W that is delivered through his/her text generator. The source is 
passed through a noisy communication channel that consists of the speaker's vocal appara­
tus to produce the speech waveform and the speech signal processing component of the 
speech recognizer Finally, the speech decoder aims to decode the acoustic signal X into a 
word sequence W wh· h • h &. . , 1c 1s Ope1ully close to the original word sequence W. 
th d A typical practical speech recognition system consists of basic components shown in 

e otted box of Figu 1 2 A 1• • . 
suits th t re • • PP ications mterface with the decoder to get recognition re-

a may be used to adapt th · · th representatio f kn ° er components m the system. Acoustic models include e 
n o owledge about a tt· h . . . • ability gender d ct· 1 . cous cs, P onet1cs, microphone and environment van-

, an 1a ect d1ffere 
tern's knowledge of h . nces among speakers, etc. Language models refer to a sys-
. w at constitutes a "bl d m what sequence Th . possi e word, what words are likely to co-occur, an 

• e semantics and fu 1· I • h perform may also b nc ions re ated to an operation a user may w1s to 
e necessary for th 1 . 

areas, associated with s k e anguage model. Many uncertainties exist m these 
pea er characteri t· • s ics, speech style and rate, recognition of basic 
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speech segments, possible words, likely words, unknown words, grammatical vanat1on, 
noise interference, nonnative accents, and confidence scoring of results. A successful speech 
recognition system must contend with all of these uncertainties. But that is only the begin­
ning. The acoustic uncertainties of the different accents and speaking styles of individual 
speakers are compounded by the lexical and grammatical complexity and variations of spo­
ken language, which are all represented in the language model. 

Text 
Generator 

Communication Channel 
••••••••••••••••••••••••••••••••••••••••••••••• . . 
: I •------ ·········· .. ··• 

i,-~::_s_p_e-ec_h _ _, ~ --S-ig_n_a_l _ _, \ Speech i 
Generator Processing Decoder i ...____ _ __. ....___ _ ___, I 

w :. •••••••••••••••••••• -~ ·.··: •.• •.• •.• ._ •• _. ._. ••••••• = .. x .......................................... _._.J 
Speech Recognizer 

Figure 1.1 A source-channel model for a speech recognition system [ 15]. 

w 

The speech signal is processed in the signal processing module that extracts salient 
feature vectors for the decoder. The decoder uses both acoustic and language models to gen­
erate the word sequence that has the maximum posterior probability for the input feature 
vectors. It can also provide infonnation needed for the adaptation component to modify ei­
ther the acoustic or language models so that improved performance can be obtained. 

[ Voice 

> 
"O 
"O 

'O 
0 "O 
S>l 

n 
0 s,, 
::, 

--. - --. . -. . . . -. . . -- . -. -. . . . - . - - -. - --. . -- - --. . 
Signal Processing 

Decoder r 
3:: I') 

1 > 0 
:::, 

3:: 00 n Q. 
0 0 ~ C 

a. I') 
C "' (IQ 

~ "' - ~ 

·-
"'-- o _,. 

V 

~ Adaptation 

. . . ---. . --- . . - --------------• --• -- -- -• ------ -
Figure 1.2 Basic system architecture of a speech recognition system [ 12]. 
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TTS Engine 

I 

Text Analysis . 
Document Structure Detection 

-
Text Normalization ... ~ 

,,,. Raw text 
nr tagged text 

Linguistic Analysis 

l -

tagged text 

Phonetic Analysis . 
Grapheme-to-Phoneme Conversion 

ragged phones 
~ r 

Prosodic Analysis 
Pitch & Duration Attachment 

controls 
1r 

Speech Synthesis 
Voice Rendering 

Figure 1.3 Basic system architecture of a TIS system. 

1.2.2. Text-to-Speech Conversion 

The tenn text-to-speech, often abbreviated as TIS, is easily understood. The task of a text-!o­
speech system can be viewed as speech recognition in reverse - a process of building a machm­
ery system that can generate human-like speech from any text input to mimic human speakers. 
TIS is sometimes called speech sylllhesis, particularly in the engineering community. 

The conversion of words in written fonn into speech is nontrivial. Even if we can store 
a huge dictionary for most common words in English; the TTS system still needs to deal 
with millions of names and acronyms. Moreover, in order to sound natural, the intonation of 
the sentences must be appropriately generated. 

The development of TIS synthesis can be traced back to the 1930s when Dudley's 
Vader, developed by Bell Laboratories, was demonstrated at the World's Fair [18). Taking advantage of increa • · 

Smg computation power and storage technology ITS researchers have been able to generate high q al ' t · • • ' h 
th l• • • • - u 1 Y commercial mult1hngual text-to-speech systems, althoug e qua tty ts mfenor to hum h f 

Th b • an speec or general-purpose applications. 
e as,c 1TS components h · · t 

nonnalizes the text to the a . are s own m Figure 1.3. The text analysis componen 
ppropnate form so that it becomes speakable. The input can be 
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either raw text or tagged. These tags can be used to assist text, phonetic, and prosodic anal y­
sis. The phonetic analysis component converts the processed text into the corresponding 
phonetic sequence, which is followed by prosodic analysis to attach appropriate pitch and 
duration information to the phonetic sequence. Finally, the speech synthesis component 
takes the parameters from the fully tagged phonetic sequence to generate the corresponding 
speech waveform. 

Various applications have different degrees of knowledge about the structure and con­
tent of the text that they wish to speak so some of the basic components shown in Figure 1.3 
can be skipped. For example, some applications may have certain broad requirements such 
as rate and pitch. These requirements can be indicated with simple command tags appropri­
ately located in the text. Many TIS systems provide a set of markups {tags), so the text pro­
ducer can better express their semantic intention. An application may know a Jot about the 
structure and content of the text to be spoken to greatly improve speech output quality. For 
engines providing such support, the text analysis phase can be skipped, in whole or in part. 
If the system developer knows the phonetic form, the phonetic analysis module can be 
skipped as well. The prosodic analysis module assigns a numeric duration to every phonetic 
symbol and calculates an appropriate pitch contour for the utterance or paragraph. In some 
cases, an application may have prosodic contours precalculated by some other process. This 
situation might arise when TIS is being used primarily for compression, or the prosody is 
transplanted from a real speaker's utterance. In these cases, the quantitative prosodic con­
trols can be treated as special tagged field and sent directly along with the phonetic stream to 
speech synthesis for voice rendition. 

1.2.3. Spoken Language Understanding 

Whether a speaker is inquiring about flights to Seattle, reserving a table at a Pittsburgh res­
taurant, dictating an article in Chinese, or making a stock trade, a spoken language under­
standing system is needed to interpret utterances in context and carry out appropriate 
actions. Lexical, syntactic, and semantic knowledge must be applied in a manner that per­
mits cooperative interaction among the various levels of acoustic, phonetic, linguistic, and 
application knowledge in minimizing uncertainty. Knowledge of the characteristic vocabu­
lary, typical syntactic patterns, and possible actions in any given application context for both 
interpretation of user utterances and planning system activity are the heart and soul of any 
spoken language understanding system. 

A schematic of a typical spoken language understanding system is shown in Figure 
1.4. Such a system typically has a speech recognizer and a speech synthesizer for basic 
speech input and output, and a sentence interpretation component to parse the speech recog­
nition results into semantic forms, which often need discourse analysis to track context and 
resolve ambiguities. The Dialog Manager is the central component that communicates with 
applications and the spoken language understanding modules such as discourse analysis, 
sentence interpretation, and response generation. 

While most components of the system may be partly or wholly generic, the dialog 
manager controls the flow of conversation tied to the action. The dialog manager is respon-
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c I r ng responses, and maintaining the system's eeded for 1onnu a 1 . . 
sible for providing statu~ 11 The discourse state records the current transaction, dialog 
idea of the state of the discourse. . current objects in focus (temporary center of 

• d th current transaction. h . & goals that motivate e . 1 • dependent references, and ot er status m1or-• h' t ry hst for reso vmg . . 
attention), the obJect •~ 0 • • • 1 for sentence interpretation to mterpret utter-
mation. The discourse mfom1at1on is crulc1a the flow of information implied in Figure 1.4. 

V • us systems may a ter . . 
ances in context. . ano er ma be able to supply contextual discourse mfonnat1on or 
For example, the dialog manag y .d the recognizer's evaluation of hypotheses at the pragmatic inferences, as feedback to gm e 
earliest level of search. 

__ A_P_P_liT"c_at_io_n __ ~ 
t 

j Discourse Analysis Dialog Manager 

Response Generation } Sentence Interpretation 

* Text-To-Speech I t 
Speech Recognizer 

7 
Figure 1.4 Basic system architecture of a spoken language understanding system. 

1.3. BOOK ORGANIZATION 

We attempt to present a comprehensive introduction to spoken language processing, which 
includes not only fundamentals but also a practical guide to build a working system that 
requires knowledge in speech signal processing, recognition, text-to-speech, spoken lan­
guage understanding, and application integration. Since there is considerable overlap in the 
fundamental spoken language processing technologies, we have devoted Part I to the foun­
dations needed. Part I contains background on speech production and perception, probability 
and information theory, and pattern recognition. Parts II, III, IV, and y include chapters on 
speech processing, speech recognition, speech synthesis, and spoken Janguage systems, re­
spectively. A reader with sufficient background can skip Part I, refening back to it later as 
needed. For example, the discussion of speech recognition in Part III relies on the pattern 
recognition algorithms presented in Part I. Algorithms that are used in several chapters 
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within Pait III are also included in Parts I and II. Since the field is still evolving, at the end 
of each chapter we provide a historical perspective and list further readings to facilitate fu­
ture research. 

1.3.1. Part I: Fundamental Theory 

Chapters 2 to 4 provide you with a basic theoretic foundation to better understand tech­
niques that are widely used in modern spoken language systems. These theories include the ~ 
essence of linguistics, phonetics, probability theory, information theory, and pattern recogni­
tion. These chapters prepare you fully to understand the rest of the book. 

Chapter 2 discusses the basic structure of spoken language including speech science, 
phonetics, and linguistics. Chapter 3 covers probability theory and information theory, 
which form the foundation of modem pattern recognition. Many important algorithms and 
principles in pattern recognition and speech coding are derived based on these theories. 
Chapter 4 introduces basic pattern recognition, including decision theory, estimation theory, 
and a number of algorithms widely used in speech recognition. Pattern recognition forms the 
core of most of the algorithms used in spoken language processing. 

1.3.2. Part II: Speech Processing 

Part II provides you with necessary speech signal processing knowledge that is critical to 
spoken language processing. Most of what discuss here is traditionally the subject of electri­
cal engineering. 

Chapters 5 and 6 focus on how to extract useful information from the speech signal. 
The basic principles of digital signal processing are reviewed and a number of useful repre­
sentations for the speech signal are discussed. Chapter 7 covers how to compress these rep­
resentations for efficient transmission and storage. 

1.3.3. Part III: Speech Recognition 

Chapters 8 to 13 provide you with an in-depth look at modem speech recognition systems. 
We highlight techniques that have been proven to work well in real systems and explain in 
detail how and why these techniques work from both theoretic and practical perspectives. 

Chapter 8 introduces hidden Markov models, the most prominent technique used in 
modem speech recognition systems. Chapters 9 and 11 deal with acoustic modeling and 
language modeling respectively. Because environment robustness is critical to the success of 
practical systems, we devote Chapter 10 to discussing how to make systems less affected by 
environment noises. Chapters 12 and 13 deal in detail with how to efficiently implement the 
decoder for speech recognition. Chapter 12 discusses a number of basic search algorithms, 
and Chapter 13 covers large vocabulary speech recognition. Throughout our discussion, 
Microsoft's Whisper speech recognizer is used as a case study to illustrate the methods in­
troduced in these chapters. 
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1.3.4. Part IV: Text-to-Speech Systems 

In Chapters J 4 through 16, we discuss proven techniques in ~uilding text-to-sp_e~ch systems. 
The synthesis system consists of major components found m speech recogmtton systems, 
except that they are in the reverse order. 

Chapter 14 covers the analysis of written documents and the text needed to suppon 
spoken rendition, including the interpretation of audio markup commands, interpretation of 
numbers and other symbols, and conversion from orthographic to phonetic symbols. Chapter 
15 focuses on the generation of pitch and duration controls for linguistic and emotional ef­
fect. Chapter 16 discusses the implementation of the synthetic voice, and presents algo­
rithms to manipulate a limited voice data set to support a wide variety of pitch and duration 
controls required by the text analysis. We highlight the importance of trainable synthesis, 
with Microsoft's Whistler TIS system as an example. 

1.3.5. Part V: Spoken Language Systems 

As discussed in Section 1.1, spoken language applications motivate spoken language R&D. 
The centraJ component is the spoken language understanding system. Since it is closely re­
lated to applications, we group it together with application and interface design. 

Chapter 17 covers spoken language understanding. The output of the recognizer re­
quires interpretation and action in a particular application context. This chapter details useful 
strategies for dialog management, and the coordination of all the speech and system re­
sources to accomplish a task for a user. Chapter 18 concludes the book with a discussion of 
important principles for building spoken language interfaces and applications, including 
general human interface design goals, and interaction with other modalities in specific appl i­
cation contexts. Microsoft's MiPad is used as a case study to illustrate a number of issues in 
developing spoken language and multimodal applications. 

1.4. TARGET AUDIENCES 

This book can serve a variety of audiences: 
Integration engineers: Software engineers who want to build spoken language sys­

tems, but who _do ?ot w~t to le~ ?etailed speech technology internals, will find plentiful 
rele~ant ~atenal, ~ncludmg apphcation design and software interfaces. Anyone with a pro­
fess_ional mterest m aspects of speech applications, integration, and interfaces can also 
achieve enough understanding of how the core technologies work, to allow them to take full 
advantage of state-of-the-art capabilities. 

Speech technology enaineers· E • d · · 
. . . • t," • ngmeers an researchers working on vanous subspe 

c1alt1es w1thm the speech field ·11 fi d th' 
1 d . . . wt m ts book a useful guide to understanding re-
p::ac:~h:v~~;p

1
e:.1; su~~ient d;pth to ~elp _them gain insight on where their own ap­

t , or iverge lrom, their neighbors, common practice 

vance::~:~a:::~~!e:ts: This boo~ can serve as a primary textbook in. a graduate or ad-
rg peech analysis or language engineering course. It can serve as a sup-
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plementary textbook in some applied linguistics, digital signal processing, computer science, 
artificial intelligence, and possibly psycholinguistics course. 

Linguists: As the practice of linguistics increasingly shifts to empirical analysis of 
real-world data, students and professional practitioners alike should find a comprehensive 
introduction to the technical foundations of computer processing of spoken language help­
ful. The book can be read at different levels and through different paths, for readers with 
differing technical skills and background knowledge. 

Speech scientists: Researchers engaged in professional work on issues related to nor­
mal or pathological speech may find this complete exposition of the state-of-the-art in com­
puter modeling of generation and perception of speech interesting. 

Business planners: Increasingly, business and management functions require some 
level of insight into the vocabulary and common practices of technology development. 
While not the primary audience, managers, marketers, and others with planning responsibili­
ties and sufficient technical background will find portions of this book useful in evaluating 
competing proposals, and in making business decisions related to the speech technology 
components. 

1.5. HISTORICAL PERSPECTIVE AND FURTHER READING 

Spoken language processing is a diverse field that relies on knowledge of language at the 
levels of signal processing, acoustics, phonology, phonetics, syntax, semantics, pragmatics, 
and discourse. The foundations of spoken language processing lie in computer science, ele c­
trical engineering, linguistics, and psychology. In the 1970s an ambitious speech under­
standing project was funded by DARPA, which led to many seminal systems and 
technologies [17] . A number of human language technology projects funded by DARPA in 
the 1980s and 1990s further accelerated the progress, as evidenced by many papers pub­
lished in The Proceedings of the DARPA Speech and Natural Language/Human Language 
Workshop. The field is still rapidly progressing and there are a number of excellent review 
articles and introductory books. We provide a brief list here. More detailed references can be 
found within each chapter of this book. Gold and Morgan's Speech and Audio Signal Proc­
essing [ 10] also has a strong historical perspective on spoken language processing. 

Hyde [14] and Reddy [24] provided an excellent review of early speech recognition 
work in the 1970s. Some of the principles are still applicable to today's speech recognition 
research. Waibel and Lee assembled many seminal papers in Readings in Speech Recogni­
tion Speech Recognition [31). There are a number of excellent books on modem speech 
recognition [l, 13, 15, 22, 23]. 

Where does the state of the art speech recognition system stand today? A number of 
different recognition tasks can be used to compare the recognition error rate of people vs. 
machines. Table 1. 1 shows five typical recognition tasks with vocabularies ranging from 10 
to 5000 words speaker-independent continuous speech recognition. The Wall Street Journal 
Dictation (WSJ) Task has a 5000-word vocabulary as a continuous dictation application for 
the WSJ articles. In Table 1.1, the error rate for machines is based on state of the art speech 
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• h ystems described in Chapter 9 , and the error rate of humans is based on recognizers sue ass f . 
f b• t t sted on the similar task. We can see the error rate o humans 1s at least a range o su 1ec s e . 

5 times smaller than machines except for the sentences that are generated from a tngram 

l od l where the sentences have the perfect match between humans and machines anguage m e, . . h. , 
so humans cannot use high-level knowledge that 1s not used m mac mes. 

Table 1.1 Word error rate comparisons between human and machines on similar tasks. 

Tasks Vocabulary Humans Machines 
Connected digits 10 0.009% 0.72% 

Alphabet letters 26 1% 5% 

Spontaneous telephone speech 2000 3.8% 36.7% 

WSJ with clean speech 5000 0.9% 4.5% 
WSJ with noisy speech (10-db SNR) 5000 1.1% 8.6% 
Clean speech based on trigram sentences 20,000 7.6% 4.4% 

We can see that humans are far more robust than machines for nonnal tasks. The error 
rate for machine spontaneous conversational telephone speech recognition is above 35%, 
more than a factor 10 higher than humans on the similar task. In addition, the error rate of 
humans does not increase as dramatically as machines when the environment becomes noisy 
(from quiet to 10-db SNR environments on the WSJ task). The relative error rate of humans 
increases from 0.9% to 1. 1 % (1.2 times), while the error rate of CSR systems increases from 
4.5% to 8.6% (1.9 times). One interesting experiment is that when we generated sentences 
using the WSJ trigram language model ( cf. Chapter 11 ), the difference between humans and 
machines disappears (the last row in Table 1.1). In fact, the error rate of humans is even 
higher than machines. This is because both humans and machines have the same high-level 
syntactic and semantic models. The test sentences are somewhat random to humans but per­
fect to machines that used the same trigram model for decoding. This experiment indicates 
humans make more effective use of semantic and syntactic constraints for improved speech 
recognition in meaningful conversation. In addition, machines don't have attention problems 
as humans do on random sentences. 

Fant [7] gave an excellent introduction to speech production. Early reviews of text-to­
speech ~ynthesis can be ~ound in (3, 8, 9]. Sagisaka (26] and Carlson (6] provide more re­
cent reviews of progress m speech synthesis. A more detailed treatment can i>e found in [19, 
30). 

Where d~~s the ~t~te of the art text to speech system stand today? Unfortunately, like 
speech ~ecognition, this 1s not a solved problem either. Although machine storage capabili­
ties are_ improving, the quality remains a challenge for many researchers if we want to pass 
the Tunng test. 

I 

Some of these experiments were conducted at M" ft . 
which is not statistically s·ign·fi N rth icroso with only a small number of human subjects (3-5 people), 

1 1canL eve eless the ex • , . . . , 
of humans and machines. • penmen ts give some mtcrestmg ms1gh1 on the perfonnance 
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Spoken language understanding is deeply rooted in speech recognition research. There 
are a number of good books on spoken language understanding [2, 5, 16]. Manning and 
Schutze [20] focuses on statistical methods for language understanding. Like Waibel and 
Lee, Grosz et al. assembled many foundational papers in Readings in Natural La.nguage 
Processing [11 ]. More recent reviews of progress in spoken language understanding can be 
found in [25, 28]. Related spoken language interface design issues can be found in [4, 21, 
27, 32]. 

In comparison to speech recognition and text to speech, spoken language understand­
ing is further away from approaching the level of humans, especially for general-purpose 
spoken language applications. 

A number of good conference proceedings and journals report the latest progress in 
the field. Major results on spoken language processing are presented at the International 
Conference on Acoustics, Speech and Signal Processing (ICASSP), International Confer­
ence on Spoken Language Processing (ICSLP), Eurospeech Conference, the DARPA Speech 
and Human Language Technology Workshops, and many workshops organized by the 
European Speech Communications Associations ( ESCA) and IEEE Signal Processing Soci­
ety. Journals include IEEE Transactions on Speech and Audio Processing, IEEE Transac­
tions on Pattern Analysis and Machine Intelligence (PAM/), Computer Speech and 
Language, Speech Communication, and Journal of Acoustical Society of America (JASA) . 
Research results can also be found at computational linguistics conferences such as the As­
sociation for Computational linguistics ( ACL), International Conference on Computational 
Linguistics (COUNG), and Applied Natural Language Processing (ANLP). The journals 
Computational Linguistics and Natural l..a.nguage Engineering cover both theoretical and 
practical applications of language research. Speech Recognition Update published by lMA 
Associates is an excellent industry newsletter on spoken language applications. 
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PART I 

FUNDAMENTAL THEORY 





CHAPTER 2 

Spoken Language Structure 

Spoken language is used to communicate in­
formation from a speaker to a listener. Speech production and perception are both important 
components of the speech chain. Speech begins with a thought and intent to communicate in 
the brain, which activates muscular movements to produce speech sounds. A listener re­
ceives it in the auditory system, processing it for conversion to neurological signals the brain 
can understand. The speaker continuously monitors and controls the vocal organs by receiv­
ing his or her own speech as feedback. 

Considering the universal components of speech communication as shown in Figure 
2.1, the fabric of spoken interaction is woven from many distinct elements. The speech pro­
duction process starts with the semantic message in a person's mind to be transmitted to the 
listener via speech. The computer counterpart to the process of message formulation is the 
application semantics that creates the concept to be expressed. After the message is created, 
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20 Spoken Language Structure 

the next step is to convert the message into a sequence of words. Each word consists of a 
sequence of phonemes that corresponds to the pronunciation of the words. Each sentence 
also contains a prosodic pattern that denotes the duration of each phoneme, intonation of the 
sentence, and loudness of the sounds. Once the language system finishes the mapping, the 
talker executes a series of neuromuscular signals. The neuromuscular commands perform 
articulatory mapping to control the vocal cords, lips, jaw, tongue, and velum, thereby pro­
ducing the sound sequence as the final output. The speech understanding process works in 
reverse order. First the signal is passed to the cochlea in the inner ear, which performs fre­
quency analysis as a filter bank. A neural transduction process follows and converts the 
spectral signal into activity signals on the auditory nerve, corresponding roughly to a feature 
extraction component. Currently, it is unclear how neural activity is mapped into the lan­
guage system and how message comprehension is achieved in the brain. 

Speech Generation Speech Understanding 

' 
Message Formulation .4ppllratlo,r .,.,m,mric.t, ud/ony L........... 

"-----------1~ Message Comprehension 

Language System Phoneni~. WtJtds. ptm<>t/),' 

Neural Transduction 
Neuromuscular Mapping 

.4.rl/culatory p<1rornerer • 

Vocal Tract System Cochlea Motion 

Figure 2.1 The underlying d t • 
boxes indicate the co ct· e ermmants of speech generation and understanding. The gray 

rrespon mg computer system components for spoken language processing. 

Speech signals are composed of al 
crete, symbolic representaf f th an og sound patterns that serve as the basis for a dis-
The production and interpr:~~-

0 
f ~spoken language - phonemes, syllables, and words. 

of the language spoken In th" ionh O ese sounds are governed by the syntax and semantics 
• 1s c apter we take a b tt . . 

concepts from sound to ph . ' 0 om up approach to introduce the basic 
onetics and pho l s 11 tax and semantics which & h no ogy • Y ables and words are followed by syn-

th" b ' 10nn t e structure of s k 1 ts 00k are drawn primarily from E 
1
. h po en anguage processing. The examples in 

ng 1s , though the 1 Y are re evant to other languages. 
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2.1. SOUND AND HUMAN SPEECH SYSTEMS 

In this section, we brieny review human speech production and perception systems. We 
hope spoken language research will enable us to build a computer system that is as good as 
or better than our own speech production and understanding system. 

2.1.1. Sound 

Sound is a longitudinal pressure wave formed of compressions and rarefactions of air mole­
cules, in a direction parallel to that of the application of energy. Compressions are zones 
where air molecules have been forced by the application of energy into a tighter-than-usual 
configuration, and rarefactions are zones where air molecules are less tightly packed. The 
alternating configurations of compression and rarefaction of air molecules along the path of 
an energy source are sometimes described by the graph of a sine wave as shown in Figure 
2.2. In this representation, crests of the sine curve correspond to moments of maximal com­
pression and troughs to moments of maximal rarefaction. 

Air Molecules . 

Wavelength 

Figure 2.2 Application of sound energy causes alternating compression/rarefaction of air 
molecules, described by a sine wave. There are two important parameters, amplitude and 
wavelength, to describe a sine wave. Frequency [cycles/second measured in Hertz (Hz)] is also 
used to measure of the waveform. 

The use of the sine graph in Figure 2.2 is only a notational convenience for charting 
local pressure variations over time, since sound does not form a transverse wave, and the air 
particles are just oscillating in place along the line of application of energy. The speed of a 
sound pressure wave in air is approximately 331.5 + 0.6T.ml s, where T.-is the Celsius tem­
perature. 

The amount of work done to generate the energy that sets the air molecules in motion 
is reflected in the amount of displacement of the molecules from their resting position. This 
degree of displacement is measured as the amplitude of a sound as shown in Figure 2.2. Be­
cause of the wide range, it is convenient to measure sound amplitude on a logarithmic scale 
in decibels (dB) . A decibel scale is a means for comparing the intensity of two sounds: 
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(2.1) 

where I and / 
0 

are the two intensity levels, with intensity being proportional to the square of 

the sound pressure P. . 
Sound pressure level (SPL) is a measure of absolute sound pressure Pm dB: 

, ' 

SPL(dB) = 20 log10 l ~ j (2.2) 

where the reference O dB corresponds to the threshold of hearing, which is Po = 0.0002µbar 
for a tone of lkHz. The speech conversation level at 3 feet is about 60 dB SPL, and a jack­
hammer's level is about 120 dB SPL. Alternatively, watts/meter" units are often used to indi­
cate intensity. We can bracket the limits of human hearing as shown in Table 2.1 . On the 
low end, the human ear is quite sensitive. A typical person can detect sound waves having 
an intensity of 10·'2 W/m2 (the threshold of hearing or TOH). This intensity corresponds to a 
pressure wave affecting a given region by only one-billionth of a centimeter of molecular 
motion. On the other end, the most intense sound that can be safely detected without suffer­
ing physical damage is one trillion times more intense than the TOH. 0 dB begins with the 
TOH and advances logarithmically. The faintest audible sound is arbitrarily assigned a value 
of O dB, and the loudest sounds that the human ear can tolerate are about I 20 dB. 

Table 2.1 Intensity and decibel levels of various sounds. 

Sound dB Level Times>TOH 
Threshold of hearing (TOH: 10-12 WI m2

) 0 100 

Li2ht whisper IO 10' 
Quiet living room 20 10? 
Quiet conversation 40 104 
A veraee office 50 105 

Normal conversation 60 ]Ob 

Busy citv street 70 107 
Acoustic 2:uitar - 1 ft. awav 80 101 

Heavy truck traffic 90 109 
Subwav from platform 100 ~ o'° 
Power tools 110 10'' 
Pain threshold of ear 120 1012 

Aimort runway 130 lOu 
Sonic boom 
Permanent damage to hearing 

140 10'4 

150 10'5 
Jet eneine, close uo 
Rocket eneine 160 10'6 

Twelve ft. from artillery cannon muzzle ( 10'0 WI m2) 
180 IO" -
220 1022 

-
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The absolute threshold of hearing is the maximum amount of energy of a pure tone 
that cannot be detected by a listener in a noise free environment. The absolute threshold of 
hearing is a function of frequency that can be approximated by 

T/f) = 3.64(! /I000)--0_s -6.5e--0.6u11ooo-3.3? + 10-3(/ / 1000)4 (dB SPL) (2.3) 

and is plotted in Figure 2.3. 

100,------,--------.-----------,--~ 

90 . . . . . . . I 

: t\,: : : •• : : ·: : : ....... : : ~ : : : : : : : : : : : :: : : ;··: 
\ . . 

60 - - ., • . • • • • • . . . . . . . . . . . . . . . . . . . . . . . . . . 
ai 50-· . \ ,. 3" .... - - ...... .. - - - - ..... t •• - ... - - - ••• ·' .. - ; - -

0. 40-····"-······················- · · ·· ··•·.J . . 
~ . I 

30 • • • • • ·, - ,. • • • • • ••• • •• , ••••••••.• - ., . ,. .. 

20 • • • • • • • • >.,.___~ · · · · · · · ; - .. - ........ :; .. . 
10 - • - • • • • • • ' · • • • • ~- - • - • • : - • • - • • • • • • • .j • • •• . ---:. / • 
0 - • . • - • - • • • . - • • • . . . . - . . : --:-:--- . . . .-....--:--: .• - . . . 

' ' --............_ . -10 .__ ____ _._ _______ _,__ _______ ..._ _ _, 

10' 
Frequency (Hz) 

Figure 2.3 The sound pressure level (SPL) level in dB of the absolute threshold of hearing as a 
function of frequency. Sounds below this level are inaudible. Note that below 100 Hz and 
above 10 kHz this level rises very rapidly. Frequency goes from 20 Hz to 20 kHz and is plotted 
in a logarithmic scale from Eq. (2.3). 

Let's compute how the pressure level varies with distance for a sound wave emitted by 
a point source located a distance r away. Assuming no energy absorption or reflection, the 
sound wave of a point source is propagated in a spherical front, such that the energy is the 
same for the sphere's surface at all radius r. Since the surface of a sphere of radius r is 
4nr2 , the sound's energy is inversely proportional to r 2 , so that every time the distance is 
doubled, the sound pressure level decreases by 6 dB. For the point sound source, the energy 
(E) transported by a wave is proportional to the square of the amplitude (A) of the wave and 
the distance (r) between the sound source and the listener: 

(2.4) 

The typical sound intensity of a speech signal one inch away (close-talking micro­
phone) from the talker is 1 Pascal = lOµbar, which corresponds to 94 dB SPL. The typical 
sound intensity 10 inches away from a talker is 0.1 Pascal = lµbar, which corresponds to 
74 dB SPL. 
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2.1.2. Speech Production 

. h b • h an speech production systems, which have influenced research on we review ere as1c um 
speech coding, synthesis, and recognition. 

2.1.2.1. Articulators 

s eech is produced by air-pressure waves emanating from the mouth and the nostrils of a 
s:eaker. In most of the world's languages, the inventory of phonemes, as discussed in Sec­
tion 2.2.1, can be split into two basic classes: 

• consonants - articulated in the presence of constrictions in the throat or ob­
structions in the mouth (tongue, teeth, lips) as we speak. 

• vowels - articulated without major constrictions and obstructions. 

The sounds can be further partitioned into subgroups based on certain articulatory 
properties. These properties derive from the anatomy of a handful of important articulators 
and the places where they touch the boundaries of the human vocal tract. Additionally, a 
large number of muscles contribute to articulator positioning and motion. We restrict our­
selves to a schematic view of only the major articulators, as diagrammed in Figure 2.4. The 

Tooth-ridge (alveolar): 
back part 
front part 

Upper Teeth 

Upper Lip 

Lower Lip 

Lower Teeth 

Vocal Cords 

Nasal Cavity 

Hard Palate 

Nasal Pa~sage 

Tongue: 
back 
middle 
front 
tip 

Figure 2.4 A sche • d' matic iagram of th h 
e uman speech production apparatus. 

l 
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gross components of the speech production apparatus are the lungs, trachea, larynx (organ of 
voice production), pharyngeal cavity (throat), oral and nasal cavity. The pharyngeal and oral 
cavities are typically referred to as the vocal tract, and the nasal cavity as the nasal tract. As 
illustrated in Figure 2.4, the human speech production apparatus consists of: 

• Lungs: source of air during speech. 

• Vocal cords (larynx): when the vocal folds are held close together and oscil­
late against one another during a speech sound, the sound is said to be voiced. 
When the folds are too slack or tense to vibrate periodically, the sound is said 
to be unvoiced. The place where the vocal folds come together is called the 
glottis. 

• Velum (soft palate): operates as a valve, opening to allow passage of air (and 
thus resonance) through the nasal cavity. Sounds produced with the flap open 
include m and n. 

• Hard palate: a long relatively hard surface at the roof inside the mouth, 
which, when the tongue is placed against it, enables consonant articulation. 

• Tongue: flexible articulator, shaped away from the palate for vowels, placed 
close to or on the palate or other hard surfaces for consonant articulation. 

• Teeth: another place of articulation used to brace the tongue for certain con­
sonants. 

• Lips: can be rounded or spread to affect vowel quality, and closed completely 
to stop the oral air flow in certain consonants (p, b, m). 

2.1.2.2. The Voicing Mechanism 

The most fundamental distinction between sound types in speech is the voiced/voiceless 
distinction. Voiced sounds, including vowels, have in their time and frequency structure a 
roughly regular pattern that voiceless sounds, such as consonants likes, lack. Voiced sounds 
typically have more energy as shown in Figure 2.5. We see here the waveform of the word 
sees, which consists of three phonemes: an unvoiced consonant Isl, a vowel liyl, and a 
voiced consonant lz/. 

What in the speech production mechanism creates this fundamental distinction? When 
the vocal folds vibrate during phoneme articulation, the phoneme is considered voiced; oth­
erwise it is unvoiced. Vowels are voiced throughout their duration. The distinct vowel tim­
bres are created by using the tongue and lips to shape the main oral resonance cavity in 
different ways. The vocal folds vibrate at slower or faster rates, from as low as 60 cycles per 
second (Hz) for a large man, to as high as 300 Hz or higher for a small woman or child. The 
rate of cycling (opening and closing) of the vocal folds in the larynx during phonation of 
voiced sounds is called the fundamental frequency. This is because it sets· the periodic base­
line for all higher-frequency harmonics contributed by the pharyngeal and oral resonance 
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. . h f d tal frequency also contributes more than any other single fac-
cav1t1es above. T e un amen . . . " 11· f . . 

. f ·, h (the semi-musical nsmg and ,a mg o v01ce tones) m speech. tor to the perception o P1 c 

s (Isl) ee (liy/) s (Iv) 

Figure z.s Waveform of sees, showing a voiceless phoneme Isl, followed by a voiced sound, 
the vowel liyl. The final sound, /z/, is a type of voiced consonant. 

The glottal cycle is illustrated in Figure 2.6. At stage (a), the vocal folds are closed and 
the air stream from the lungs is indicated by the arrow. At some point, the air pressure on the 
underside of the barrier formed by the vocal folds increases until it overcomes the resistance 
of the vocal fold closure and the higher air pressure below blows them apart (b). However, 
the tissues and muscles of the larynx and the vocal folds have a natural elasticity which 
tends to make them fall back into place rapidly, once air pressure is temporarily equalized 
(c). The successive airbursts resulting from this process are the source of energy for all 
voiced sounds. The time for a single open-close cycle depends on the stiffness and size of 
the vocal folds and the amount of subglottal air pressure. These factors can be controlled by 
a speaker to raise and lower the perceived frequency or pitch of a voiced sound. 

(a) (b) (c) 

Figure 2.6 Vocal fold eyer t th 1 . 
tr 1 1 

. mg a e arynx. (a) Closed with sub-glottal pressure buildup; (b) 
s:::~: -~It~ press_ure differential causing folds to blow apart; (c) pressure equalization and tis-

sucuy forcing temporary reclosure of vocal folds, ready to begin next cycle. 

The waveform of air pressu e • • 
Periodic fl . b. . r variations created by this process can be described as a 

ow, m cu 1c centimeters pe d (af • 
the time bracketed as one I th _r seco~ ter (15]). As shown in Figure 2.7, dunng 

eye e, ere ts no air flow during the initial closed portion. Then as 
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the glottis o~ens (open phas~), t~e _volume of air flow becomes greater. After a short peak, 
the f~lds b~gm to re~u~e thelf ongmal position and the air flow declines until complete clo­
sure 1s attained, begmnmg the next cycle. A common measure is the number of such cycles 
per second (Hz), or the fundamental frequency (FO). Thus the fundamental frequency for the 
wavefonn in Figure 2.7 is about 120 Hz. 

2.1.2.3. 

0 

• Cycle ♦, 
I 
I 

~ [;1_/ LJ1 
8 16 

Time (ms) 
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Figure 2.7 Waveform showing air flow during laryngeal cycle. 

Spectrograms and Formants 

Since the glottal wave is periodic, consisting of fundamental frequency (FO) and a number 
of hannonics (integral multiples of FO), it can be analyzed as a sum of sine waves as dis­
cussed in Chapter 5. The resonances of the vocal tract (above the glottis) are excited by the 
glottal energy. Suppose, for simplicity, we regard the vocal tract as a straight tube of uni­
form cross-sectional area, closed at the glottal end, open at the lips. When the shape of the 
vocal tract changes, the resonances change also. Harmonics near the resonances are empha­
sized, and, in speech, the resonances of the cavities that are typical of particular articulator 
configurations (e.g., the different vowel timbres) are calledformants. The vowels in an ac­
tual speech waveform can be viewed from a number of different perspectives, emphasizing 
either a cross-sectional view of the harmonic responses at a single moment, or a longer-term 
view of the formant track evolution over time. The actual spectral analysis of a vowel at a 
single time-point, as shown in Figure 2.8, gives an idea of the uneven distribution of energy 
in resonances for the vowel /iyl in the waveform for see, which is shown in Figure 2.5. 

Another view of sees of Figure 2.5, called a spectrogram, is displayed in the lower part 
of Figure 2.9. It shows a long-tenn frequency analysis, comparable to a complete series of 
single time-point cross sections (such as that in Figure 2.8) ranged alongside one another in 
time and viewed from above. 
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• • 11 uneven distribution I r I showing charactensuca y 2 8 A spectral analysis of the vowe iy' Figure • . 
of energy at different frequencies. 
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• te phone Figure 2.9 The spectrogram representation of the speech waveform sees (approx.1ma 
boundaries are indicated with heavy vertical lines). 

• • d' tes the rela· In the spectrogram of Figure 2.9, the darkness or lighlness of a band in ,ca the 
ti,e amplitude or energy present al a given frequency. The dark horiwn1al bands show 

1 fonnants, which are hannonics of the fundamental at natural resonances of the vocal trac 
cavity position for the vowel liy/ in see. The mathematical methods for deriving analyses 
and representations such as those illustrated above are covered in Chapters 5 and 6. 
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2.1.3. Speech Perception 

There are two major components in the auditory perception system: the peripheral auditory 
organs (ears) and the auditory nervous system (brain). The ear processes an acoustic pres­
sure signal by first transfonning it into a mechanical vibration pattern on the basilar mem­
brane, and then representing the pattern by a series of pulses to be transmitted by the 
auditory nerve. Perceptual information is extracted at various stages of the auditory nervous 
system. In this section we focus mainly on the auditory organs. -

2.1.3.1. Physiology of the Ear 

The human ear, as shown in Figure 2.10, has three sections: the outer ear, the middle ear, 
and the inner ear. The outer ear consists of the external visible part and the external auditory 
canal that fonns a tube along which sound travels. This tube is about 2.5 cm long and is 
covered by the eardrum at the far end. · When air pressure variations reach the eardrum from 
the outside, it vibrates, and transmits the vibrations to bones adjacent to its opposite side. 
The vibration of the eardrum is at the same frequency (alternating compression and rarefac­
tion) as the incoming sound pressure wave. The middle ear is an air-filled space or cavity 
about 1.3 cm across, and about 6 cm3 volume. The air travels to the middle ear cavity along 
the tube (when opened) that connects the cavity with the nose and throat. The oval window 
shown in Figure 2.10 is a small membrane at the bony interface to the inner ear ( cochlea). 
Since the cochlear walls are bony, the energy is transferred by mechanical action of the 
stapes into an impression on the membrane stretching over the oval window. 

Figure 2.10 The structure of the peripheral auditory system with the outer, middle, and inner ear. 
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The relevant structure of the inner ear for sound perception is the cochlea, which 
communicates directly with the auditory nerve, conducting a representation of sound to the 
brain. The cochlea is a spiral tube about 3.5 cm long, which coils about 2.6 times. The spiral 
is divided, primarily by the basilar membrane running lengthwise, into two fluid-filled 
chambers. The cochlea can be roughly regarded as a filter bank, whose outputs are ordered 
by location, so that a frequency-to-place transformation is accomplished. The filters closest 
to the cochlear base respond to the higher frequencies, and those closest to its apex respond 

to the lower. 

2.1.3.2. Physical vs. Perceptual Attributes 

In psychoacoustics, a basic distinction is made between the perceptual attributes of a sound, 
especially a speech sound, and the measurable physical properties that characterize it. Each 
of the perceptual attributes, as listed in Table 2.2, seems to have a strong correJation with 
one main physical property, but the connection is complex, because other physical proper­
ties of the sound may affect perception in complex ways. 

Table 2.2 Relation between perceptual and physical attributes of sound. 

Physical Quantitv Perceotual Quality 
Intensitv Loudness 

Fundamental frequency Pitch 
Spectral shape Timbre 

Onset/offset time Timing 
Phase difference in binaural hearin_g Location 

Although sounds with a g t • • the ear varies wi'th the f rea er mtensity level usually sound louder, the sensitivity of 
requency and the qual • t f th 

between physical and percept 1 1. . . 1 Y O e sound. One fundamental divergence 
ua qua 1t1es is the pheno f • 

perception of tones of varying f . menon o non-uniform equal loudness 
inherent perceived loudness Trhequenc~~s •. In general, tones of differing pitch have different 

. • e sensit1v1ty of the • • 
quality of the sound The graph f 11 ear varies with the frequency and the 

• 0 equa oudness cont d • • • 
ure 2.11. These curves demonstrate th 1 . . ours a opted by ISO is shown m Fig-

e re at1ve m • • • 
quency at m~der_ate to low intensity levels. Hea _sensitiv~~ ?f the ear to sounds of low fre-
4000 Hz, which 1s near the fi 1 nng sensitivity reaches a maximum around 

d irs resonance frequen f h 
aroun 13 kHz, the frequency of th cy O t e outer ear canal, and peaks again 

Pitch is indeed most close! e slecodnd resonance [38]. 
da 1 Y re ate to the f d . menta frequency, the higher th • h ~n amental frequency. The higher the fun-
pitches dep d e pltc we perceive H • • • . . en s on the frequency of the 1 . • owever, d1scnmmation between two 
is mcr;ased and frequency is kept consta:;er pitch. Perceived pitch wil I change as intensity 

n another example f . • 
observed e . 0 the non-identity of ac • 
common xpe~mentally that when the ear is e oustic and perceptual effects, it has been 

expenence th 1 xposed to two • • • a one tone may mask th h or more different tones 1t 1s a 
e ot ers Ma k • • ' • s mg 1s probably best explained 
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as an upward shift in the hearing threshold of the weaker tone by the louder tone. Pure tones, 
complex sounds, narrow and broad bands of noise all show differences in their ability to 
mask other sounds. In general, pure tones close together in frequency mask each other more 
than tones widely separated in frequency. A pure tone masks tones of higher frequency more 
effectively than tones of lower frequency. The greater the intensity of the masking tone, the 
broader the range of the frequencies it can mask [ 18, 31 ). 

Binaural listening greatly enhances our ability to sense the direction of the sound 
source. The sense of localization attention is mostly focused on side-to-side discrimination 
or lateralization. Time and intensity cues have different impacts for low frequency and high 
frequency, respectively. Low-frequency sounds are lateralized mainly on the basis of inte­
raural time difference. whereas high-frequency sounds are localized mainly on the basis of 
interaural intensity differences (5). 
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Figure 2.11 Equal-loudness curves indicate that the response of the human hearing mechanism 
is a function of frequency and loudness levels. This relationship again illustrates the difference 
between physical dimensions and psychological experience (after ISO 226). 

Finally, an interesting perceptual issue is the question of distinctive voice quality. 
Speech from different people sounds different. Partially this is due to obvious factors, such 
as differences in characteristic fundamental frequency caused by, for example, the greater 
mass and length of adult male vocal folds as opposed to female. But there are more subtle 
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t. the concept of timbre (of a sound or instrument) is de-ll In psychoacous 1cs, . . 
effects as we • . f d' t ry sensation by which a subJect can Judge that two sounds 
fined as that aunbute O au_ 

1 0 
the same loudness and pitch are dissimilar. In other words 

• -1 Jy presented and havmg . . . , 
s1m1 ar . d d'fferences are controlled, the remammg perception of differ-

h all the easily measure I . . • h th 
w en. . . b This is heard most easily m music, w ere e same note in the 
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. . . al envelope rate and depth of amphtude or requency modulation, and tnbuuon, its tempor • . 
the degree of inharmonicity of its harmomcs. 

2.1.3.3. Frequency Analysis 

Researchers have undertaken psychoacoustic experimental work to derive frequency scales 
that attempt to model the natural response of the human perceptual system, since the cochlea 
of the inner ear acts as a spectrum analyzer. The complex mechanism of the inner ear and 
auditory nerve implies that the perceptual attributes of sounds at different frequencies may 
not be entirely simple or linear in nature. It is well known that the western musical pitch is 
described in octaves' and semi-tones.2 The perceived musical pitch of complex tones is basi­
cally proportional to the logarithm of frequency. For complex tones, the just noticeable dif­
ference for frequency is essentially constant on the octave/semi-tone scale. Musical pitch 
scales are used in prosodic research (on speech intonation contour generation). 

AT&T Bell Labs has contributed many influential discoveries in hearing, such as criti­
cal band and articulation index, since the turn of the 20th century [3]. Fletcher's work [14] 
pointed to the existence of critical bands in the cochlear response. Critical bands are of great 
importance in understanding many auditory phenomena such as perception of loudness, 
pitch, and timbre. The auditory system perfonns frequency analysis of sounds into their 
compo~ent frequencies. The cochlea acts as if it were made up of overlapping filters having 
bandwidths equal to the critical bandwidth. One class of critical band scales is called Bark 
frequen~y scale. It i~ hoped that by treating spectral energy over the Bark scale, a more natu­
ral fit with spectral mfonnation processing in the ear can be achieved. The Bark scale ranges 
from 1 _co 2~ Barks, corresponding to 24 critical bands of hearing as shown in Table 2.3. As 
shown m Figure 2.12, the perceptual resolution is finer in the lower frequencies. It should be 
noted that the ear's critical b d · al 

fi d . . an s are contmuous, and a tone of any audii:>le frequency • ::Yt 10 
sf a cnucal ~and centered on it. The Bark frequency b can be expressed in terms of 

mear requency (m Hz) by 

b(f) = 13arctan(0.00076f)+ 3.5 * arctan (U /7500)2) (Bark) (2.5) 

' A tone of frequency Ii . . 
t There arc . I is said to be an octave above a tone . 
qucnc _12 semnones in one octave so a tone f with frequency / 2 if and only if Ji = 2/i . 

Y /2 if and only if Ii= i1112 h = t'.05946.t;. o frequency Ii is said to be a semitone above a tone with~-
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Table 2.3 The Bark frequency scale. 
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Ede:e (Hz) Center (Hz) 
100 50 
200 150 
300 250 
400 350 
510 450 
630 570 
770 700 
920 840 
1080 1000 
1270 1170 
1480 1370 
1720 1600 
2000 1850 
2320 2150 
2700 2500 
3150 2900 
3700 3400 
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7700 7000 
9500 8500 
12000 10500 
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Figure 2.12 The center frequency of 24 Bark frequency filters as illustrated in Table 2.3. 
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Another such perceptually motivated scale is the mel frequency scale [41], which is 
linear below J kHz, and logarithmic above, with equal numbers of samples taken below and 
above J kHz. The mel scale is based on experiments with simple tones (sinusoids) in which 
subjects were required to divide given frequency ranges into four perceptually equal inter­
vals or to adjust the frequency of a stimulus tone to be half as high as that of a comparison 
tone. One mel is defined as one thousandth of the pitch of a 1 kHz tone. As with all such 
attempts, it is hoped that the me! scale more closely models the sensitivity of the human ear 
than a purely linear scale and provides for greater discriminatory capability between speech 
segments. Mel-scale frequency analysis has been widely used in modem speech recognition 
systems. It can be approximated by: 

B(f) = 1125 ln(l + f I 700) (2.6) 

The mel scale is plotted in Figure 2.13 together with the Bark scale and the bilinear trans­
form (see Chapter 6). 
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2.1.3.4. Masking 

Frequency masking is a phenomena 
sound close in fre ue n under which one sound 

q ncy has a high enough level, The firs cannot be perceived if another 
t sound masks the other one. Fre-
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quency-masking levels have been determined empirically, with complicated models that 
take into account whether the masker is a tone or noise, the masker's level, and other con­
siderations. 

We now describe a phenomenon known as tone-masking noise. It has been determined 
empirically that noise with energy EN (dB) at Bark frequency g masks a tone at Bark fre­
quency b if the tone's energy is below the threshold 

TT(b) = EN -6.025-0.275g + Sm(b- g) (dB SPL) (2.7) 

where the spread-of-masking function S
111 

(b) is given by 

Sm(b) = 15.81 + 7.5(b+ 0.474)-17.5✓1 + (b+ 0.474)2 (dB) (2.8) 

We now describe a phenomenon known as noise-masking tone. It has been determined 
empirically that a tone at Bark frequency g with energy ET (dB) masks noise at Bark fre­
quency b if the noise energy is below the threshold 

TN(b) = E7 -2.025-0.175g+Sm(b-g) (dB SPL) (2.9) 

Masking thresholds are commonly referred to in the literature as Bark scale functions 
of just noticeable distortion (JND). Equation (2.8) can be approximated by a triangular 
spreading function that has slopes of +25 and-10 dB per Bark, as shown in Figure 2.14. 

S,,,(b-g) 

----------------~ 25 dB I Bark : 10 dB/ Bark 
I 
I 

g b (Barks) 

Figure 2.14 Contribution of Bark frequency g to the masked threshold Sm (b) . 

In Figure 2.15 we show both the threshold of hearing and the masked threshold of a 
tone at l kHz with a 69 dB SPL. The combined masked threshold is the sum of the two in 
the linear domain 

(2.10) 

which is approximately the largest of the two. 
In addition to frequency masking, there is a phenomenon called temporal masking by 

which a sound too close in time to another sound cannot be perceived. Whereas prernasking 
tends to last about 5 ms, postmasking can last from 50 to 300 ms. Temporal masking level of 
a masker with a uniform level starting at Oms and lasting 200 ms is shown in Figure 2.16. 
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Figure 2.16 Temporal masking level of a mask~r ~ith a uniform level starting at O ms and 
lasting 200 ms. 

2.2. PHONETICS AND PHONOLOGY 
We now discuss basic phonetics and phonology needed for spoken language processing. 
Phonetics refers to the study of speech sounds and their production, classification, ao<l ~­
scription. Phonology is the study of the distribution and patterning of speech sounds 10 3 

language and of the tacit rules governing pronunciation. 

2.2.1. Phonemes 

LinguiSl Ferdinand de Saussere (1857-1913) is credited with the observation that the relation 
between a sign and the object signified by it is arbitrary. The same concept, a certain yellow 
a
nd 

black flying social insect, has the sign honeybee in English and mitsubachi in Japanese. 
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There is no p~rti~ular relation bet:,veen the various pronunciations and the meaning, nor do 
these pronunciations per se descnbe the bee's characteristics in any detail. For phonetics, 
this means that the speech sounds described in this chapter have no inherent meaning, and 
should be randomly distributed across the lexicon, except as affected by extraneous histori­
cal or etymological considerations. The sounds are just a set of arbitrary effects made avail­
able by human vocal anatomy. You might wonder about this theory when you observe, for 
example, the number of words beginning with sn that have to do with nasal functions in 
English: sneeze, snort, sniff, snot, snore, snuffie, etc. But Saussere's observation is generally 
true, except for obvious onomatopoetic (sound) words like buz;:,. 

Like fingerprints, every speaker's vocal anatomy is unique, and this makes for unique 
vocalizations of speech sounds. Yet language communication is based on commonality of 
fonn at the perceptual level. To allow discussion of the commonalities, researchers have 
identified certain gross characteristics of speech sounds that are adequate for description and 
classification of words in dictionaries. They have also adopted various systems of notation 
to represent the subset of phonetic phenomena that are crucial for meaning. 

As an analogy, consider the system of computer coding of text characters. In such sys­
tems, the character is an abstraction, e.g. the Unicode character U+004 I. The identifying 
property of this character is its Unicode name LA TIN CAPITAL LETTER A. This is a genu­
ine abstraction; no particular realization is necessarily specified. As the Unicode 2.1 stan­
dard [ l] states: 

The Unicode Standard does not define glyph images. The standard defines how char­
acters are interpreted, not how glyphs are rendered. The software or hardware-rendering 
engine of a computer is responsible for the appearance of the characters on the screen. The 
Unicode Standard does not specify the size, shape, nor orientation of on-screen characters. 

Thus, the U+0041 character can be realized differently for different purposes, and in 
different sizes with different fonts: 

U+004 I-+ A, A, A. A, A, ... 

The realizations of the character U+0041 are called glyphs, and there is no distin­
guished uniquely correct glyph for U+0041. In speech science, the term phoneme is used to 
denote any of the minimal units of speech sound in a language that can serve to distinguish 
one word from another. We conventionally use the term phone to denote a phoneme's 
acoustic realization. In the example given above, U+0041 corresponds to a phoneme and the 
various fonts correspond to the phone. For example, English phoneme It/ have two very dif­
ferent acoustic realizations in the words sat and meter. You had better treat them as two dif­
ferent phones if you want to build a spoken language system. We will use the terms phone 
or phoneme interchangeably to refer to the speaker-independent and context-independent 
units of meaningful sound contrast. Table 2.4 shows a complete list of phonemes used in 
American English. The set of phonemes will differ in realization across individual speakers. 
But phonemes will always function systematically to differentiate meaning in words, just as 
the phoneme /pl signals the word pat as opposed to the similar-sounding but distinct bat. 
The important contrast distinguishing this pair of words is !pl vs. lb/. 



38 Spoken Language Structure 

In this section we concentrate on the basic qualities that define and differentiate ab­
stract phonemes. In Section 2.2.1.3 below we consider why and how phonemes vary in their 
actual realizations by different speakers and in different contexts. 

Table 2.4 English phonemes used for typical spoken language systems. 

Phonemes Word Examples Description 
i)' feel, eve, me front close unrounded 
ih fill, hit, lid front close unrounded (lax) 
ae at, carry, gas front open unrounded (tense) 
aa father, ah, car back open unrounded 
ah cut, bud, up open-mid back unrounded 
ao dog, lawn. caught open-mid back round 
ay tie, ice, bite diphthong with quality: aa + ih 
ax ago, comply central close mid (schwa) 
ey ate, day, tape front close-mid unrounded (tense) 
eh pet, berry, ten front open-mid unrounded 
er turn, fur, meter central open-mid unrounded rhoti-
ow go, own, tone back close-mid rounded 
aw foul, how, our diphthong with quality: aa + uh 
oy toy, coin, oil diphthong with quality: ao + ih 
uh book, pull, good back close-mid unrounded (Jax) 
uw tool, crew, moo back close round 
b big, able, tab voiced bilabial plosive 
p put, open, tap voiceless bilabial plosive 
d dig, idea, wad voiced alveolar plosive 
t talk, sat voiceless alveolar plosive & 
t meter alveolar flap f gut, angle, tag voiced velar plosive 

cut, ken, take voiceless velar plosive 
I fork, after, if voiceless labiodental fricative 
v vat, over, have voiced labiodental fricative 
s sit, cast, toss voiceless alveolar fricative 
~h zap, lazy, haze voiced alveolar fricative 
dh thin, nothing, truth voiceless dental fricative 
sh then,Jather, scythe voiced dental fricative 

she, cushion, ·wash voi_celess postalveolar fricative 
zh genre, azure d 
l lid voice postalveolar fricative 
l elbow, sail alveolar lateral approximant 
r red, part, far velar lateral approximant 
Y yacht, yard retroflex approximant 
w with, away pal~tal sonorant glide 
hh help, ahead, hotel la~1ovelar sonorant glide 
m mat, amid, aim voiceless glottal fricative 
n bilabial nasal no, end, pan 
ng sing, a,zger alveolar nasal 
cit h • velar nasal 
jh ~ m, archer, march . 

Joy, agile, edge ~~;celess alveolar affricate: t + sh 
ced alveolar affricate: d + zh 
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2.2.1.1. Vowels 

The tongue shape and positioning in the oral cavity do not form a major constriction of air 
flow during vowel articulation. However, variations of tongue placement give each vowel its 
distinct character by changing the resonance, just as different sizes and shapes of bottles 
give rise to different acoustic effects when struck. The primary energy entering the pharyn­
geal and oral cavities in vowel production vibrates at the fundamental frequency. The major 
resonances of the oral and pharyngeal cavities for vowels are calJed Fl and F2- the first and 
second fomrnnts, respectively. They are detennined by tongue placement and oral tract 
shape in vowels, and they detennine the characteristic timbre or quality of the vowel. 

The relationship of Fl and F2 to one another can be used to describe the English vow­
els. While the shape of the complete vocal tract determines the spectral outcome in a com­
plex, nonlinear fashion, generally Fl corresponds to the back or pharyngeal portion of the 
cavity, while F2 is determined more by the size and shape of the oral portion, forward of the 
major tongue extrusion. This makes intuitive sense - the cavity from the glottis to the tongue 
extrusion is longer than the forward part of the oral cavity, thus we would expect its reso­
nance to be lower. In the vowel of see, for example, the tongue extrusion is far forward in 
the mouth, creating an exceptionally long rear cavity, and correspondingly low Fl. The for­
ward part of the oral cavity, at the same time, is extremely short, contributing to higher F2. 
This accounts for the wide separation of the two lowest dark horizontal bands in Figure 2.9, 
corresponding to Fl and F2, respectively. Rounding the lips has the effect of extending the 
front-of-tongue cavity, thus lowering F2. Typical values of Fl and F2 of American English 
vowels are listed in Table 2.5. 

Table 2.5 Phoneme labels and typical formant values for vowels of English. 

Vowel Labels Mean Fl (Hz) Mean F2 (Hz) 
iy (feel) 300 2300 
ih (fill) 360 2100 

ae (gas) 750 1750 
aa (father) 680 1100 

ah ( cut) 720 1240 
ao(dog) 600 900 

ax (comply) 720 1240 
eh (pet) 570 1970 
er(turn) 580 1380 
ow (tone) 600 900 
uh ( good) 380 950 
uw (tool) 300 940 

The characteristic Fl and F2 values for vowels are sometimes called formant targets, 
which are ideal locations for perception. Sometimes, due to fast speaking or other limitations 
on performance, the speaker cannot quite attain an ideal target before the articulators begin 
shifting to targets for the following phoneme, which is phonetic context dependent. Addi­
tionally, there is a special class of vowels that combine two distinct sets of FI/F2 targets. 
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a diphthong, some~1mes f American English are listed m Table 2.6. 

. d Typical diphthongs o 
attame • Table 2.6 The diphthongs of English. 

Diphthong Labels Compone~ts 
ay (tie) laal ~ /iy/ 
ey (ate) /eh/~ li_yl 
oy (coin) /aol ~ /1y/ 
aw (foul) /aal ~ /uwl 

Figure 2.17 shows the first two formants for a number of typical vowels. 
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Figure 2.17 Fl and F2 values for articulations of some English vowels. 

The major articulator for English vowels is the middle to rear portion of the to~g~e­
The position of the tongue's surface is manipulated by large and powerful muscles m tts 
root, which move it as a whole within the mouth. The linguistically important dimensions ~f 
movement are generally the ranges [front ~ back] and [high ~ low]. You can feel th_ts 
movement easily. Say mentally, or whisper, the sound /iyl (as in see) and then /aal (as m 
father) . Do it repeatedly, and you will get a clear perception of the tongue movement frorn 
high to low. Now try liyl and then luwl (as in blue), repeating a few times. You will get a 
clear perception of place of articulation from front /iy/ to back /uwl. Figure 2.18 shows a 
schem_atic characterization of English vowels in terms of relative tongue positions. Toere ~e 
two kinds of vowels: those in which tongue height is represented as a point and those 10 

which it is represented as a vector. 

Though the tongue hump is the major actor in vowel articulat1·on other articulators 
co • ' d me mto play as well. The most important secondary vowel mechanism for English an 
many 0ther languages is lip rounding. Repeat the exercise above, moving from the liyl (see) 
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to the luw/ (blue) position. Now rather than noticing the tongue movement, pay attention to 
your lip shape. When you say liyl, your lips will be flat, slightly open, and somewhat spread. 
As you move to luwl, they begin to round out, ending in a more puckered position. This 
lengthens the oral cavity during luwl, and affects the spectrum in other ways. 

high 

• iy yuw e IIW 

• ulz 

back 

front 

low 

Figure 2.18 Relative tongue positions of English vowels [24]. 

Though there is always some controversy, linguistic study of phonetic abstractions, 
called phonology, has largely converged on the five binary features : +/- high, +/- low, +/­
front, +/- back, and +/- round, plus the phonetically ambiguous but phonologically useful 
feature +/- tense, as adequate to uniquely characterize the major vowel distinctions of Stan­
dard English (and many other languages). Obviously, such a system is a little bit too free 
with logically contradictory specifications, such as (+high, +low], but these are excluded 
from real-world use. These features can be seen in Table 2.7. 

Table 2.7 Phonological (abstract) feature decomposition of basic English vowels. 

Vowel high low front back round tense 
iy + + + 
ih + + 
ae + + + 
aa + + 
ah + 
ao + + + + 
ax 
eh + 
ow + + + 
uh + + 
uw + + + 
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. 11 esearchers to make convenient statements about . • d f b tract analysis a ows r .. 
This km o a s . .1 1 nder certain cond1t1ons. For example, one may 

f wels that behave s1m1 ar y u 
classes _o vo f h h' h vowels to indicate the set liy, ih, uh, uwl. 
speak simply o t e ig 

2.2.1.2. Consonants 

l are characterized by significant constriction or obstruc-
c nants as opposed to vowe s, . d h 

onso ' 1 di oral cavities Some consonants are voice ; ot ers are not. 
t' n in the pharyngea an or • . f . I 10 

• • that is they share 1he same configuration o art1cu ators, Many consonants occur m pairs, ' l k O h .. 
f h • dditionally has voicing which the other ac s. ne sue pair 1s and one member o t e pair a . . d' . 

• • rt that distinguishes them shows up m the non-peno 1c noise of Is, z!, and the v01cmg prope Y . 
• • • l ment Isl 1·n Figure 2 5 as opposed to the v01ced consonant end-phone, lz/. Man-

the m1tia seg • . Th · d' · 
f • l t' ei-ers to the articulation mechamsm of a consonant. e maJor 1stmc-ner O art1cu a ion r ,, 

tions in manner of articulation are listed in Table 2.8. 

Table 2.8 Consonant manner of articulation. 

Sample Example 
Manner Phone Words Mechanism 

Plosive /pl tat, ta2_ Closure in oral cavity 

Nasal /ml team, meet Closure of nasal cavity 
Fricative Isl sick, kiss Turbulent airstream noise 
Retroflex liquid Ir/ rat, tar Vowel-like, tongue high and curled back 
Lateral liquid Ill lean, kneel Vowel-like, tongue central, side airstream 
Glide /yl,lw/ yes, well Vowel-like 

The English phones that typically have voicing without complete obstruction or nar­
rowing of the vocal tract are called semivowels and include IL, r/, the liquid group, and ly, wl, 
the glide group. Liquids, glides, and vowels are all sonorant, meaning they have continuous 
voicing. Liquids Ill and Ir/ are quite vowel-like and in fact may become syllabic or act en­
tirely as vowels in certain positions, such as the / at the end of edible. In Ill, the airstream 
flows around the sides of the tongue, leading to the descriptive tenn lateral. In Ir/, the tip of 
the tongue is curled back slightly, leading to the descriptive tenn retroflex. Figure 2.19 
shows some semivowels. 

. Glides ly, w/ are basica11y vowels liy, uwl whose initial position within the syllable re­
q~ire them to be a little shorter and to lack the ability to be stressed, rendering them ju5t 
different ~nou~h from true vowels that they are classed as a special category of consonant. 
;rrvocahc ghdes that share the syllable-initial position with another consonant such as the 
Y m lhe ~econd syllable of computer /k uh m. p y uw. t er/ or the /wl in qui;k lk w ih kl, 
are sometimes called O l 'd Th . ' • 
ma t • n-g I es. e semivowels, as a class are sometimes called approx,-n s, meaning that the t ' 
pletely contact ongue approaches the top of the oral cavity but does not com-

so as to obstruct the air flow. ' 
Even the non-sonorant cons th . 

tion may still maintai' . ?nants at require complete or close-to-complete obstruc-
n some vo1cmg bei d • · d'f ore or unng the obstruction, until the pressure 1 -
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ferential across the glottis starts to disappear, due to the closure. Such voiced consonants 
include lb,d,g, z, zh, vi. They have a set of counterparts that differ only in their characteristic 
lack of voicing: lp,t,k, s, sh.fl. 

0.5 -

0 0.1 0.2 0.3 0.4 0.5 0.6 

Time (seconds) 
lyl /eh/ Ill /er/ 

Figure 2.19 Spectrogram for the word yeller, showing semivowels lyl, Ill, /er/ (approximate 
phone boundaries shown with vertical lines). 

Nasal consonants lm,nl are a mixed bag: the oral cavity has significant constriction (by 
the tongue or lips), yet the voicing is continuous, like that of the sonorants, because, with the 
velar flap open, air passes freely through the nasal cavity, maintaining a pressure differential 
across the glottis. 

A consonant that involves complete blockage of the oral cavity is called an obstruent 
stop, or plosive consonant. These may be voiced throughout if the trans-glottal pressure drop 
can be maintained long enough, perhaps through expansion of the wall of the oral cavity. In 
any case, there can be voicing for the early sections of stops. Voiced, unvoiced pairs of stops 
include: lb,pl, /d,tl, and lg,kl. In viewing the waveform of a stop, a period of silence corre­
sponding to the oral closure can generally be observed. When the closure is removed (by 
opening the constrictor, which may be lips or tongue), the trapped air rushes out in a more or 
less sudden manner. When the upper oral cavity is unimpeded, the closure of the vocal folds 
themselves can act as the initial blocking mechanism for a type of stop heard at the very 
beginning of vowel articulation in vowel-initial words like atrophy. This is called a glottal . 
stop. Voiceless plosive consonants in particular exhibit a characteristic aperiodic burst of 
energy at the (articulatory) point of closure as shown in Figure 2.20 just prior to Iii. By com-
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Figure 2.20 Spectrogram: stop release burst of /pl in the word pin. 

parison, the voicing of voiced plosive consonants may not always be obvious in a spectro­
gram. 

A consonant that involves nearly complete blockage of some position in the oral cav­
ity creates a narrow stream of turbulent air. The friction of this air stream creates a non­
periodic hiss-like effect. Sounds with this property are called fricatives and include Is, v . 
There is no voicing during the production of s, while there can be voicing (in addition to the 
frication noise), during the production of z, as discussed above. Is, z/ have a common place 
of articulation, as explained below, and thus form a natural similarity class. Though contro­
versial, /hi can also be thought of as a (glottal) fricative. I sf in word-initial position and Iv in 
word-final position are exemplified in Figure 2.5. 

Some sounds are complex combinations of manners of articulation. For example, the 
affricates consist of a stop (e.g., It/), followed by a fricative [ e.g., /sh/) combining to make_ a 
unified sound with rapid phases of closure and continuancy (e.g., {t + sh} == ch as 10 

church). The affricates in English are the voiced/unvoiced pairs: /j/ (d + zh) and /chi (t + sh). 
The complete consonant inventory of English is shown in Table 2.9. 

Consider the set Im/, In/, Ing/ from Table 2.9. They are all voiced nasal consonants, yet 
they sound distinct to us. The difference lies in the location of the major constriction along 
~he top of ~e oral cavity (from lips to velar area) that gives each consonant its unique qual­
ity· The articulator used to touch or approximate the given location is usually some spot 
along lhe length of the tongue. As shown in Figure 2.21 the combination of articulator and 
place of articulation gives each consonant its characteristic sound: 
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. Table 2.9 Manner of articulation of English consonants. 

Consonant Labels Consonant Examples 

b big. able, tab 

p put, open. tap 
d dig, idea, wad 
t talk, sat 
g gut, angle. tag 
k cut, oaken, take 
V vat, over, have 
f fork, after, if 

z zap, lazy, haze 

s sit, cast, toss 

dh then, father, scythe 
th thin. nothing, truth 

zh genre, azure, beige 
sh she, cushion, wash 

jh joy, agile. edge 

ch chin, archer, march 

l lid, elbow, sail 

r red, part, far 

y yacht, onion, yard 
w with, away 

hh help, ahead, hotel 

m mat, amid, aim 

n no,end,pan 

ng sing, anger, drink 

Alveolar: 

Labiodental: t, d, n, s• Z, r, l 

I ~v,(J. Dental: 

\.__.)\ th, dh 
Labial : V 

m,p,b, w 

Voiced? 

Palatal: 
sh, zh,y 

+ 

+ 

+ 

+ 

+ 

+ 

+ 

+ 

+ 
+ 
+ 
+ 
+ 
+ 
+ 
+ 

Velar: 
k,g, ng 

Manner 
plosive 
plosive 
plosive 
plosive 
plosive 
plosive 
fricative 
fricative 
fricative 
fricative 
fricative 
fricative 
fricative 
fricative 
affricate 
affricate 
lateral 

retroflex 
glide 
glide 

fricative 
nasal 
nasal 
nasal 

Figure 2.21 The major places of consonant articulation with respect to the human mouth. 
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• The labial consonants have their major constriction at the lips. This includes 
/pl, /bl (these two differ only by manner of articulation) and Im/ and /w/. 

• The class of dental or labio-dental consonants includes If, vi and Ith, d/z/ (the 
members of these groups differ in manner, not place). 

• Alveolar consonants bring the front part of the tongue, called the tip or the 
part behind the tip called the blade, into contact or approximation to the al­
veolar ridge, rising semi-vertically above and behind the teeth. These include 
It, d, n, s, z, ,~ fl. The members of this set again differ in manner of articula­
tion (voicing, continuity, nasality), rather than place. 

• Palatal consonants have approximation or constriction on or near the roof of 
the mouth, called the palate. The members include /sh, zh, y/. 

• Velar consonants bring the articulator (generally the back of the tongue), up to 
the reannost top area of the oral cavity, near the velar flap. Velar consonants in 
English include lk, gl ( differing by voicing) and the nasal continuant Ing/. 

With the place terminology, we can complete the descriptive inventory of English 
consonants, arranged by manner (rows), place (columns), and voiceless/voiced (pairs in 
cells) as illustrated in Table 2.10. 

Table 2.10 The consonants of English arranged by place (columns) and manner (rows). 

Labio-
Labial dental Dental Alveolar Palatal Velar Glottal 

Plosive pb td kg ? 
Nasal m n n~ 
Fricative fv th dh sz sh zh h 
Retroflex r 
sonorant 
Lateral I 
sonorant 
Glide w y 

2.2.1.3. Phonetic Typology 

The oral, nasal, pharyngeal, and glottal mechanisms actually make available a much wider 
range of effects than English happens to use. So, it is expected that other languages w~uld 
utilize other vocal mechanisms, in an internally consistent but essentially arbitrary fashi~n, 
to represent their lexicons. 1n addition, often a vocal effect that is part of the systematic_ ltD­
guistic phonetics of one language is present in others in a less codified, but still percepuble, 
fonn. For example, Japanese vowels have a charactetistic distinction of length that can be 
hard for non-natives to perceive and to use when learning the language. The words kado 
(comer) and kaado (card) are spectrally identical, differing only in that kado is much shorter 
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in all contexts. The existence of such minimally-contrasting pairs is taken as conclusive evi­
dence that length is phonemically distinctive for Japanese. As noted above, what is linguisti­
cally distinctive in any one language is generally present as a less mem1i11gful signaling 
dimension in other languages. Thus, vowel length can be manipulated in any English word 
as well, but this occurs either consciously for emphasis or humorous effect, or unconsciously 
and very predictably at clause and sentence end positions, rather than to signal lexical iden­
tity in all contexts, as in Japanese. 

Other interesting sounds that the English language makes no linguistic use of include 
the trilled r sound and the implosive. The trilled r sound is found in Spanish, distinguishing 
(for example) the words pero (but) and perm (dog). This trill could be found in times past as 
a non-lexical sound used for emphasis and interest by American circus ringmasters and other 
showpersons. 

While the world's languages have all the variety of manner of articulation exemplified 
above and a great deal more, the primary dimension lacking in English that is exploited by a 
large subset of the world's languages is pitch variation. Many of the huge language families 
of Asia and Africa are tonal, including all varieties of Chinese. A large number of other lan­
guages are not considered strictly tonal by linguistics, yet they make systematic use of pitch 
contrasts. These include Japanese and Swedish. To be considered tonal, a language should 
have lexical meaning contrasts cued by pitch, just as the lexical meaning contrast between 
pig and big is cued by a voicing distinction in English. For example, Mandarin Chinese has 
four primary tones (tones can have minor context-dependent variants just like ordinary 
phones, as well) as shown in Table 2.11. 

Table 2.11 The contrastive tones of Mandarin Chinese. 

Tone Shape Example Chinese Meaning 
] High level ma ~~ mother 
2 High rising ma m: numb 

3 Low rising ma ~ horse 
4 High falling ma "" Ei to scold 

Though English does not make systematic use of pitch in iLc; inventory of word con­
trasts, nevertheless, as we always see with any possible phonetic effect, pitch is systemati­
cally varied in English to signal a speaker's emotions, intentions, and attitudes, and it has 
some linguistic function in signaling grammatical structure as well. Pitch variation in Eng­
lish will be considered in more detail in Chapter 15. 

2.2.2. The Allophone: Sound and Context 

The vowel and consonant charts provide abstract symbols for the phonemes - major sound 
distinctions. Phonemic units should be correlated with potential meaning distinctions. For 
example, the change created by holding the tongue high and front (liy/) vs. directly down 
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from the (frontal) position for /eh/, in the consonant context Im - nl, corresponds to an im­
portant meaning distinction in the lexicon of English_: 1~1ean Im iy n~ vs. m~n I~ eh nl. This 
meaning contrast, conditioned by a pair of rather s1m1lar_ s~un~s. m an identical context, 
justifies the inclusion of liyl and /eh/ as logically separate d1stmct1ons. 

However, one of the fundamental, meaning-distinguishing sounds is often modified in 
some systematic way by its phonetic neighbors. The process by which neighboring sounds 
influence one another is called coarticulation. Sometimes, when the variations resulting 
from coarticulatory processes can be consciously perceived, the modified phonemes are 
called allophones. Allophonic differences are always categorical, that is, they can be under­
stood and denoted by means of a small, bounded number of symbols or diacritics on the 

basic phoneme symbols. 
As an experiment, say the word like to yourself. Feel the front of the tongue touching 

the alveolar ridge (cf. Figure 2.21) when realizing the initial phoneme Ill. This is one allo­
phone of Ill, the so-called light or clear Ill. Now say kill. In this word, most English speakers 
will no longer feel the front part of the tongue touch the alveolar ridge. Rather, the Ill is real­
ized by stiffening the broad midsection of the tongue in the rear part of the mouth while the 
continuant airstream escapes laterally. This is another allophone of Ill, conditioned by its 
syllable-final position, called the dark Ill. Predictable contextual effects on the realization of 
phones can be viewed as a nuisance for speech recognition, as will be discussed in Chapter 
9. On the other hand, such variation, because it is systematic, could also serve as a cue to the 
syllable, word, and prosodic structure of speech. 

Now experiment with the sound /pl by holding a piece of tissue in front of your mouth 
while saying the word pin in a normal voice. Now repeat this experiment with spin. For 
most English speakers, the word pin produces a noticeable puff of air, called aspiration. But 
the s~e phone~e, Ip/, embedded in the consonant cluster/ sp/ loses its aspiration (burst, see 
the Imes bracketmg the Ip/ release in pin and spin in Figure 2.22), and because these two 
typ~s of Ip/ are in c?mpleme?tary distribution (completely determined by phonetic and syl­
labic context), the difference 1s considered allophonic. 

. Try to speak the word bat in a framing phrase say bat again. Now speak say bad 
again. Can you feel the length difference in the vowel / ael? A vowel before a voiced conso­
~antht,_ e.g., Id/, seems typically longer than the same vowel before the unvoiced counterpart. 
m 1s case /ti. 

A sound phonemicized as It/ or Id/, that is, a stop made with the front part of the 
!~nf;~• may be reduced to a quick tongue tap that has a different sound than either /ti or /di 

u er contexts. This process is called fl • I d 
vowel (coda position) followed b apprng. t occurs ~he~ It/ or Id/ closes a stresse 
ter humidity and ca Y an unStcessed vowel, as m: bttter, batter, murder, quar-

, , n even occur across w d 1 • 
you can say that again So ti. th or s as ong as the preconditions are met, as 1n 

• me mes e velar flap O • • • • • a characteristically nasal qual'ty pens too soon (ant1c1pat1on), gmng 
have a more detailed discuss~o to saloml e pre-n~al vowels such as lae/ in ham vs. had. We 

. n on op hones m Chapter 9. 
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Figure 2.22 Spectrogram: bursts of pin and spin. The relative duration of a p-burst in different 
phonetic contexts is shown by the differing width of the area between the vertical lines. 

2.2.3. Speech Rate and Coarticulation 
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In addition to allophones, there are other variations in speech for which no small set of es­
tablished categories of variation can be established. These are gradient, existing along a 
scale for each relevant dimension, with speakers scattered widely. In general, it is harder to 
become consciously aware of coarticulation effects than of allophonic alternatives. 

Individual speakers may vary their rates according to the content and setting of their 
speech, and there may be great inter-speaker differences as well. Some speakers may pause 
between every word, while others may speak hundreds of words per minute with barely a 
pause between sentences. At the faster rates, formant targets are less likely to be fully 
achieved. In addition, individual allophones may merge. 

For example [20), consider the utterance Did you hit it to Tom? The pronunciation of 
this utterance is Id ih d y uw h ih t ih t t uw t aa ml. However, a realistic, casual rendition of 
this sentence would appear as Id ih jh ax hh ih dx ih t ix t aa ml, where /ix/ is a reduced 
schwa lax/ that is short and often unvoiced, and /dx/ is a kind of shortened, indistinct stop, 
intermediate between /di and /ti. The following five phonologic rules have operated on alter­
ing the pronunciation in the example: 

• Palatalization of Id/ before lyl in dirl. you 

• Reduction of unstressed Jul to schwa in yQu 
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• Flapping of intervocalic /ti in hil it 

• Reduction of schwa and devoicing of /u/ in IQ 

• Reduction of geminate (double consonant) It/ in iLJo 

There are also coarticulatory influences in the spectral appearance of speech sounds 
which can only be understood at the level of spectral analysis. For example. in vowels, con~ 
sonant neighbors can have a big effect on formant trajectories near the boundary. Consider 
the differences in Fl and F2 in the vowel /eh/ as realized in words with different initial con­
sonants bet, debt, and get, corresponding to the three major places of articulation (labial 
alveolar, and velar), illustrated in Figure 2.23. You can see the different relative spreads of 
Fl and F2 following the initial stop consonants. 
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Figure 2.24 Spectrogram: ebb, head, and egg. Note the increasing relative spread of Fl and 
F2 at the final vowel-consonant transition in each word. 

2.3. SYLLABLES AND W OROS 
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Phonemes are small building blocks. To contribute to language meaning, they must be or­
ganized into longer cohesive spans, and the units so fonned must be combined in character­
istic patterns to be meaningful, such as syllables and words in the English language. 

2.3.1. Syllables 

An intermediate unit, the syllable, is sometimes thought to interpose between the phones and 
the word level. The syllable is a slippery concept, with implications for both production and 
perception. Here we will treat it as a perceptual unit. Syllables are generally centered around 
vowels in English, giving two perceived syllables in a word like tomcat: !tOm-cAtl. To com­
pletely parse a word into syllables requires making judgments of consonant affiliation (with 
the syllable peak vowels). The question of whether such judgments should be based on ar­
ticulatory or perceptual criteria, and how they can be rigorously applied, remains unre­
solved. 
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Syllable centers can be thought of as peaks in sonority (hig_h-amplitude, periodic sec­
tions of the speech waveform). These sonority peaks have ~ffihated shoulders of strictly 
non-increasing sonority. A scale of sonority can be used, rankmg consonants along a contin­
uum of stops, affricates, fricatives, and approximants. So, in a word like verbal, the syllabi­
fication would be ver-bal, or verb-al, but not ve-rbal, because putting the approximant Ir/ 
before the stop /bl in the second syllable would violate the non-decreasing sonority require­
ment heading into the syllable. 

As long as the sonority conditions are met, the exact affiliation of a given consonant 
that could theoretically affiliate on either side can be ambiguous, unless determined by 
higher-order considerations of word structure, which may block affiliation. For example, in 
a word like beekeeper, an abstract boundary in the compound between the component words 
bee and keeper keeps us from accepting the syllable parse: beek-eeper, based on lexical in­
terpretation. However, the same phonetic sequence in beaker could, depending on one's 
theory of syllabicity, permit affiliation of the k: beak-er. In general, the syllable is a unit that 
has intuitive plausibility but remains difficult to pin down precisely. 

/ Syllable / 

,----.;.--.,~ ~ 
Ir ---R--im- e --,I Onset 

str 
eh nx th s 

Figure 2.25 Th di 
e wor syllable strengths (Is tr eh . 

Syllables are thought (b J' . . nx 
th 

sf) is the longest syllable of E~lish. 
used are worth kn . Y mguist1c theorists) to h • 
sists of owmg. Consider a big syllable h ave mterna] structure, and the terms 
position: vThoweI peak, called the nucleus su:rr:ousudc dasbstrengths Is tr eh nx th s/. This con-

• e onset co • . ' n e y the oth • · · 
trailing cons nsists of initial consonants 'f er sounds m charactenstlc 
coda consistsonoanf ts (the Part of the syllable that m ltt an~, and the rime is the nucleus with 

consonants • th . a ers m det • • 
consonant in a fi 1 1 

m e nme following th ermrnmg poetic rhyme). The 
lable Parse tree nahc uster would belong to an e ?ucleus (in some treatments the last 

as s own i p· appendix) Th· ' 
domain of coarticulation n i~ure 2.25. The syllable is • ~scan be diagrammed as a syl-
more than the same sound:at Is, sounds within a syllabJ:~met1mes thought to be the prim~ 

separated by a syllabi b influence one another's realization 
e OUndary. 
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2.3.2. Words 

The. concept of words seems intuitively obvious to most speakers of Indo-European lan­

guages. It can be loosely defined as a lexical item, with an agreed-upon meaning in a given 
speech community, that. has the freedom of syntactic combination allowed by its type (noun, 
verb. etc.). 

In spoken language, there is a segmentation problem: words run together unless af­
fected by a disfluency (unintended speech production problem) or by the deliberate place­

ment of a pause (silence) for some structural or communicative reason. This is surprising to 
many people, because literacy has conditioned speakers/readers of Inda-European languages 

to expect a blank space between words on the printed page. But in speech, only a few true 

pauses (the aural equivalent of a blank space) may be present. So, what appears to the read­
ing eye as never give all the heart, for love would appear to the ear, if we simply use letters 

to stand for their corresponding English speech sounds, as nevergivealltheheart forlove or, 

in phonemes, as n eh v erg ih 11 ah I dh ax h aa rt \\f ao r I ah v. The \\ symbol marks a lin­
guistically motivated pause, and the units so formed are sometimes called intonation 
phrases, as explained in Chapter 15. 

Certain facts about word structure and combinatorial possibilities are evident to most 
native speakers and have been confirmed by decades of linguistic research. Some of these 
facts describe relations among words when considered in isolation, or concern groups of 

related words that seem intuitively similar along some dimension of form or meaning -

these properties are paradigmatic. Paradigmatic properties of words include part-of-speech, 
inflectional and derivational morphology, and compound structure. Other properties of 

words concern their behavior and distribution when combined for communicative purposes 

in fully functioning utterances - these properties are syntagmatic. 

2.3.2.1. Lexical Part-of-Speech 

Lexical part-of-speech (POS) is a primitive fonn of linguistic theory that posits a restricted 

inventory of word-type categories, which capture generalizations of word forms and distri­
butions. Assignment of a given POS specification to a word is a way of summarizing certain 
facts about its potential for syntagmatic combination. Additionally, paradigms of word for­
mation processes are often similar within POS types and subtypes as well. The word proper­
ties upon which POS category assignments are based may include affixation behavior, very 

abstract semantic typologies, distributional patterns, compounding behavior, historical de­

velopment, productivity and generalizabilty, and others. 
A typical set of POS categories would include noun, verb, adjective, adverb, interjec­

tion, conjunction, determiner, preposition, and pronoun. Of these, we can observe that cer­
tain classes of words consist of infinitely large membership. This means new members can 
be added at any time. For example, the category of noun is constantly expanded to accom­
modate new inventions, such as Velcro or Spandex. New individuals are constantly being 
born, and their names are a type of noun called proper noun. The proliferation of words us-
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. h cent set of examples: cyberscoff/aw, cybersex 
fi ber 1s anot er re . . 

1 
. , 

• tie descriptive pre ix cy . fi ·t creativity of humans m mampu atmg word structure 
mg 

1 
• I trate the rn rni e ' · h d · f 

d even cyberia ii us . f ently by analogy wit , an usmg ragments of, ex. 
an d f meaning requ b' . I 

express new sha es O 

1• • the neologism sheeple, a noun com mmg t 1e forms 
to A ther examp e is I h I k h 
isting vocabulary. no I t refer to large masses of peop e w o ac t e capacity 
and meanings of sheep and peop e 

O 
• We can create new words whenever we like, but 

t ke independent acuon. . f 
or willingness to a. . redictable paradigmatic and syn~agmat1c patte~s o use sum. 
they had best fall wic

h
m 

th
e P 1. t'ons or there will be httle hope of their adoption by 

• d b the existing POS genera iza I , . . . ,, 12 N . h 
rnanze Y POS ategories are hsted m Table -· . ouns are m erently 
any other speaker. These open claces and things. Verbs are predicative; they indicate 

& t' 1 They refer to persons, P , . . . . . 
re,eren ia • • • d rties of entities including part1c1pat1on m events. AdJec-

l • between ent1t1es an prope ' . . 
re ations . d pletely specify noun reference, while adverbs descnbe, • typically describe an more com 
tives ' 1 t I specify verbal relations. Open-class words are sometimes intensify, and more comp e e y . . 
called content words, for their referential properties. 

Table 2.12 Open POS categories. 

Ta2 Description Function Example 
N Noun Names entity cat 
V Verb Names event or condition forJ?et 
Adj Adjective Descriptive yellow 
Adv Adverb Manner of action auickly 
Interj Interjection Reaction oh! 

In contrast to the open-class categories, certain other categories of words only rarely 
and very slowly admit new members over the history of English development. These closed 
POS categories are shown in Table 2.13. The closed-category words are fairly stable over 
time. Conjunctions are used to join larger syntactically complete phrases. Determiners help 
to narrow noun reference possibilities. Prepositions denote common spatial and temporal 
rclntions of objects and actions to one another. Pronouns provide a convenient substitute for 
~oun phrases that are fully understood from context. These words denote grammatical rela­
llons of other words to one another and fundamental propenies of the world and how hu-
1
:rnns u

nd
cr~ta~d it. They c?n, of course, change slowly~ for example, the Middle English 1 

ron~un rltt e is no longer m common use. The closed-class words are sometimes called fimctw11 words. 

'1'11;.1. ~ 

---- Description 
Function Exanip_l!__ ,__c._:_~~lj 

- ~on junction net - Coordinates Phrases and D~tt-rminer ~ ·· --
Indicates definiteness l_'r~:l1 ·- l>r . . rhe -l'ron _ l~~os111011 

Rtlations of time. space, direction from _ '•'---~- Pronoun 
Simplified reference she 

Table 2.13 Closed POS categories 
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The set of POS categories can be extended indefinitely. Examples can be drawn from 
the Penn Treebank project (http://www.cis.upenn.edu/ldc) as shown in Table 2.14, where 
you can find the proliferation of sub-categories, such as Verb, base form and Verb, past 
tense. These categories incorporate morphological attributes of words into the POS label 
system discussed in Section 2.3.2.2. 

Table 2.14 Treebank POS categories - an expanded inventory. 

String Description Example 
cc Coordinating conjunction and 
CD Cardinal number two 
DT Determiner the 
EX Existential there there (There was an old /adv) 
FW Foreign word omerta 
lN Preposition, subord. conjunction over, but 
JJ Adjective yellow 
JJR Adiective, comparative better 
JJS Adjective, superlative best 
LS List item marker 
MD Modal might 
NN Noun, singular or mass rock, water 
NNS Noun, plural rocks 
NNP Proper noun, sin~ular Joe 
NNPS Proper noun, plural Red Guards 
PDT Predetenniner all (all the Rirls) 
POS Possessive ending 's 
PRP Personal pronoun I 
PRP$ Possessive pronoun mine 
RB Adverb quickly 
RBR Adverb, comparative higher (shares closed hiRher.) 
RBS Adverb, superlative highest (he jumved hiRhest of all.) 
RP Particle uo ( toke up the cause) 
TO to to 
UH Interiection hey! 
VB Verb, base fonn choose 
VBD Verb, past tense chose 
VBG Verb, gerund, or present participle choosing 
VBN Verb, oast particiole chosen 
VBP Verb, non-third person sing. present jump 
VBZ Verb, third person singular present jumos . 
WDT Wh-detenn iner which 
WP Wh-pronoun who 
WP$ Possessive wh-oronoun whose 
WRB Wh-adverb when (Wizen he came, it was late.) 
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. . . _ f-speech or other lexical class marker 
f assigning a part O 

• J • t t 
POS tagging is the process o an algorithms to automat1cal y tag mpu sen ences 

t each word in a corpus. There are m 5y] h'dden Markov models (see Chapter 8) [23, 29, 
o I b ed methods [ 4 ' t 
into a set of tags. Rue~ as ti ods [6] are used for this purpose. 
461, and machine-learning me 1 

2.J.2.2. Morphology 

f d • e the patterns of word formation including 
. b t the subparts o wor s, t •• , 

Morphology •~ a _ou rmation of compounds. English mainly uses prefixes and 
inflection, denvat1~n, an~ th:n~o derivational morphology. 
suffixes to express 111flectwn d 

1 
"th variations in word form that reflect the contextual 

Jnjlec:tional m~rplhzology ea st~n
1
ce syntax and that rarely have direct effect on inter-

·t fo1 of a word tn p rase or sen..., ' . st ua 1
. 

1 ~ d t I aning expressed by the word. English inflect10nal morphol-
pretauon of the iun amen a me . 

. • 1 • I and includes person and number agreement and tense markmgs 
ogy ,sThrelau~et~ 

s1
'.11npceats (vs cat) is an example. The plural form is used to refer to an in-

only e vana 10n 1 • . . 

defi~ite number of cats greater than one, depending on a particular s1tuat1on. _But the basic 
POS category (noun) and the basic meaning (felis domesticus) are not sub~tantially affected. 
Words related to a common lemma via inflectional morphology are said to belong to a 
common paradigm, with a single POS category assignment. In English, common paradigm 
types include the verbal set of affixes (pieces of words): -s, -ed, -ing; the noun set: -s; and 
the adjectival -er, -est. Note that sometimes the base fonn may change spelling under affixa­
tion, complicating the job of automatic textual analysis methods. For historical reasons, cer­
tain paradigms may consist of highly idiosyncratic irregular variation as well, e.g., go, 
going, went, gone or child, children. Furthermore, some words may belong to defective 
paradigms, where only the singular (noun: equipment) or the plural (noun: scissors) is pro­
vided for. 

In derivatio11al morphology, a given root word may serve as the source for wholly new 
words, ~ften with POS changes as illustrated in Table 2.15. For example, the tenns racial 
~? _racist, _tho~gh presumably based on a single root word race, have different POS possi­
bihti~ ~ad1ec11ve vs. noun-adjective) and meanings. Derivational processes may induce pro-
nunc1at1on change or stress sh· ft ( l • · · · · 

. . t e.g., e ectnc vs. electncity). In Enohsh typical 
denvat1onal affixes (pieces of d ) th . b ' 
fi . . . . wor s at are highly productive include prefixes and suf-
1xes. re-, pre- -ta[ -ism -tsh iry ( 

ca th ' ' ' ' - . ' - 1°'1• -ness, -ment, -ious, -ify, -ize, and others. In many 
ses, ese can be added successively to create a complex layered fonn. 

Table 2.15 Exampl f . es o stems and their related fonns across POS 
Noun 

categones. 

criticism 
Verb Adjective Adverb 

fool criticize critical critically 
fool -

industry, industrialization foolish foolishly 
industrialize 

eme_~oy_, eme_loyee, emeJoler industrial, industrious industriously 
cenification employ employable employably 

Certifv certifiable certifiably 
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Generally, word formation operates in layers, according to a kind of word syntax: (de­
riv-prefixP root (root) * (deriv-suffix)* (infl-siiffix). This means that one or more roots can 
be compounded in the inner layer, with one or more optional derh•ational prefixes, followed 
by any number of optional derivational suffixes, capped off with no more than one injlec­
tio11a/ suffix. There are, of course, limits on word formation, deriving both from semantics of 
the component words and simple lack of imagination. An example of a nearly maximaJ word 
in English might be autocyberco11ceptua/izatio12s, meaning (perhaps!) multiple instances of 
automatically creating computer-related concepts. This word lacks only compounding to be 
truly maximal. This word has a derivational prefix auto-, two root forms compounded (cyber 
and concept, though some may prefer to analyze cyber- as a prefix), three derivational suf­
fixes (-ual, -ize, -ation), and is capped off with the plural inflectional suffix for nouns, -s. 

2.3.2.3. Word Classes 

POS classes are based on traditional grammatical and lexical analysis. With improved com­
putational resources, it has become possible to examine words in context and assign words 
to groups according to their actual behavior in real text and speech from a statistical point of 
view. These kinds of classifications can be used in language modeling experiments for 
speech recognition, text analysis for text-to-speech synthesis, and other purposes. 

One of the main advantages of word classification is its potential to derive more re­
fined classes than traditional POS, while only rarely actually crossing traditional POS group 
boundaries. Such a system may group words automatically according to the similarity of 
usage with respect to their word neighbors. Consider classes automatically found by the 
classification algorithms of Brown et al. [7): 

{Friday Monday Thursday Wednesday Tuesday Saturday Sunday weekends} 
{ great big vast sudden mere sheer gigantic lifelong scant colossal} 
{ down backwards ashore sideways southward northward overboard aloft adrift} 
{ mother wife father son husband brother daughter sister boss uncle} 
{John George James Bob Robert Paul William Jim David Mike} 
{ feet miles pounds degrees inches barrels tons acres meters bytes} 

You can see that words are grouped together based on the semantic meaning, which is 
different from word classes created purely from syntactic point of view. Other types of clas­
sification are also possible, some of which can identify semantic relatedness across tradi­
tional POS categories. Some of the groups derived from this approach may include follows: 

{problems problem solution solve analyzed solved solving} 
{ write writes writing written wrote pen} 
{ question questions asking answer answers answering} 
{ published publication author publish writer titled} 
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2.4. SYNTAX AND SEMANTICS 

Spoken Language Stru--, 
c Ure 

Syntax is the study of the patterns ~f fonnation of sentenc~s ~nd phrases from words and the 
rules for the fonnation of grammatical sentences. Semantics 1s another branch of linguisti 
dealing with the study of meaning, including the ways meaning is structured in language a: 
changes in meaning and fonn over time. 

2.4.1. Syntactic Constituents 

Constituents represent the way a sentence can be divided into its grammatical subparts as 
constrained by common grammatical patterns (which implicitly incorporate nonnative 
judgments on acceptability). Syntactic constituents at least respect, and at best explain, the 
linear order of words in utterances and text. In this discussion, we will not strictly follow 
any of the many theories of syntax but will instead bring out a few basic ideas common to 
many approaches. We will not attempt anything like a complete presentation of the grammar 
of English but instead focus on a few simple phenomena. 

Most work in syntactic theory has adopted machinery from traditional grammatical 
work on written language. Rather than analyze toy sentences, let's consider what kinds of 
superficial syntactic patterns are lurking in a random chunk of serious English text, ex­
cerpted from David Thoreau's essay Civil Disobedience [43]: 

The authority of government, even such as I am willing to submit to - for I will cheer­
fully obey those who know and can do better than l, and in many things even those who nei­
ther know nor can do so well - is still an impure one: to be strictly just, it must have the 
sanction and consent of the governed. It can have no pure right over my person and prop· 
erty but what l concede to it. The progress from an absolute to a limited monarchy, from a 
Limited monarchy to a democracy, is a progress toward a true respect for the individual. 

2.4.1.1. Phrase Schemata 

Words may be combined to form phrases that have internal structure and unity. We use gen­
eralized schemata to describe the phrase structure. The goal is to create a simple, uniform 
template that is independent of POS category. . 

Let's first consider nouns, a fundamental category refening to persons, places, and 
things in the world. The noun and its immediate modifiers form a constituent called the noun 
phrase (NP). To generalize this, we consider a word of arbitrary category, say category X 
(which could be a noun Nor a verb V). The generalized rule for a phrase XP is XP ==> 
(modifiers) X-head (post-modifiers), where Xis the head, since it dominates the configura­
tion and names the phrase. Elements preceding the head in its phrase are premodifiers and 
elements following the head are postmodifiers. XP, the culminating phrase node, is called a 
maximal projection of category X. We call the whole structure an x-template. Maximal pro­
jections, XP, are the primary currency of basic syntactic processes. The post-modifiers~ 
usually maximal projections (another head, with its own post-modifiers forming an XP on its 

own) and are sometimes termed complements, because they are often required by the lexical 
properties of the head for a complete meaning to be expressed (e.g., when Xis a preposition 
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or verb). Complements are typically noun phrases (NP), prepositional phrases (PP), verb 
phrases (VP), or sentence/clause (S), which make an essential contribution to the head's ref­
erence or meaning, and which the head requires for semantic completeness. Premodifiers are 
likely to be adverbs, adjectives, quantifiers, and determiners, i.e., words that help to specify 
the meaning of the head but may not be essential for completing the meaning. With minor 
variations, the XP template serves for most phrasal types, based on the POS of the head (N, 
V. ADJ, etc.). 

For NP, we thus have NP ⇒ (det) (modifier) head-noun (post-modifier). This rule 
describes an NP (noun phrase - left side of arrow) in terms of its optional and required in­
ternal contents (right side of the arrow). Det is a word like the or a that helps to resolve the 
reference to a specific or an unknown instance of the noun. The modifier gives further in­
formation about the noun. The head of the phrase. and the only mandatory element, is the 
noun itself. Post-modifiers also give further information, usually in a more elaborate syntac­
tic form than the simpler pre-modifiers, such as a relative clause or a prepositional phrase 
(covered below). The noun phrases of the passage above can be parsed as shown in Table 
2. J 6. The head nouns may be personal pronouns (/, it), demonstrative and relative pronouns 
(those), coordinated nouns (sanction and consent), or common nouns (individual). The 
modifiers are mostly adjectives (impure, pure) or verbal forms functioning as adjectives 
(limited). The post-modifiers are interesting, in that, unlike the (pre-)modifiers, they are 
typically full phrases themselves, rather than isolated words. They include relative clauses 
(which are a kind of dependent sentence, e.g., [those] who know and can do better than I), 
as well as prepositional phrases (of the governed). 

Table 2.16 NPs of the sample passage. 

NP Det Mod Head Noun Post-Mod 
l the authority of government 
2 even such as I am willing to submit to 
3 I 
4 those who know and can do better than I 
5 many thin2s 
6 even those who neither know nor can do so well 
7 an impure one 
8 it 
9 the sanction and consent of the governed 
10 no pure ri2ht over my person . .. concede to it. 
11 the proeress from an absolute to a limited monarchy 
12 an absolute [monarchy] 
13 a limited monarchy 
14 a democracy 
15 a pro2ress 
16 a true respect for the individual 
17 the individual 
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Table 2.17 PPs of the sample passage. 

Head Prep Complement (Postmodifier) 

of Government 

as I am willing to submit to 

than I 

in manv things 

of the governed 

over mv person and property 

to it 
from an absolute [monarchy] 

to a limited monarchy 

to a democracy 
toward a true respect [for the individual) 
for the individual 

Prepositions express spatial and temporal relations, among others. These are also said 
to project according to the X-template, but usually lack a pre-modifier. Some examples from 
the sample passage are listed in Table 2.17. The complements of PP are generally NPs, 
which may be simple head nouns like government. However, other complement types, such 
as the verb phrase in after discussing it with Jo, are also possible. 

For verb phrases, the postmodifier (or complement) of a head verb would typically be 
one or more NP (noun phrase) maximal projections, which might, for example, function as a 
direct object in a VP like pet the cat. The complement may or may not be optional, depend­
ing on characteristics of the head. We can now make some language-specific generalizations 
about English. Some verbs, such as give, may take more than one kind of complement. So 
an appropriate template for a VP maximal projection in English would appear abstractly as 
VP => (modifier) verb (modifier) (Complement], Complement2 ComplementN). Comple­
ments are usually regarded as maximal projections, such as NP, ADJP, etc., and are enumer­
ated in the template above, to cover possible multi-object verbs, such as give, which take 
both direct and indirect objects. Certain types of adverbs (really, quickly, smoothly, etc.) 
could be considered tillers for the VP modifier slots (before and after the head). In the sam­
ple passage, we find the following verb phrases as shown in Table 2.18. 

VP presents some interesting issues. First, notice the multi-word verb submit to. Multi­
word verbs such as look after and put up with are common. We also observe a number of 
auxiliary elements clustering before the verb in sentences of the sample passage: am willing 
to su_bmit to, will cheerfully obey, and can do better. Rather than considering these as simple 
~od~fiers of the verbal head, they can be taken to have scope over the VP as a whole, which 
implies they are outside the VP. Since they are outside the VP we can assume them to be 
he~ds in their own right, of phrases which require a VP as their ~omplement. These elements 
";,~tly express tense (time or duration of verbal action) and modality (likelihood or prob· 
~ 1 

ityd fof ve~al action). In a full sentence, the VP has explicit or implicit inflection (pro­
Jecte rom 1ts verbal h d) d · • 

_ ea an md1cates the person, number, and other context-dependent 
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features of the _verb in relation to its arguments. In English, the person (first, second, third) 
and number (smgular, plura_l) at~~butes, collectively called agreement features, of subject 
and ~erb must match. For s1_mphc1ty, we will lump all these considerations together as in­
flect10nal elements, and posit yet another phrase type, the Inflectional Phrase (IP): JP ⇒ 
premodifier head VP-complement. 

Table 2.18 VPs of the sample passage. 

Pre-mod Verb Head Post-mod Comolement 
submit to [the authority of govemmentl 

cheerfully obey those who know and can do better than I 
is still an imoure one 
be strictly just 
have the sanction 
have no pure right 
concede to it 
is a progress 

The premodifier slot (sometimes called the specifier position in linguistic theory) of an 
IP is often filled by the subject of the sentence (typically a noun or NP). Since the IP unites 
the subject of a sentence with a VP, IP can also be considered simply as the sentence cate­
gory, often written as S in speech grammars. 

2.4.1.2. Clauses and Sentences 
The subject of a sentence is what the sentence is mainly about. A clause is any phrase with 
both a subject and a VP (predicate in traditional grammars) that has potentially independent 
interpretation - thus, for us, a clause is an IP, a kind of sentence. A phrase is a constituent 
lacking either subject, predicate, or both. We have reviewed a number of phrase types 
above. There are also various types of clauses and sentences. 

Even though clauses are sentences from an internal point of view (having subject and 
predicate), they often function as simpler phrases or words would, e.g., as modifiers (adjec­
tive and adverbs) or nouns and noun phrases. Clauses may appear as post-modifiers for 
nouns (so-called relative clauses), basically a kind of adjective clause, sharing their subjects 
with the containing sentence. Some clauses function as NPs in their own right. One common 
clause type substitutes a wh-word like who or what for a direct object of a verb in the em­
bedded clause, to create a questioned noun phrase or indirect question: (/don't know who Jo 
saw.). In these clauses, it appears to syntacticians that the questioned object of the verb [VP 
saw who] has been extracted or moved to a new surface position (following the main clause 
verb know). This is sometimes shown in the phrase-structure diagram by co-indexing an 
empty ghost or trace constituent at the original position of the question pronoun with the 
question-NP appearing at the surface site: 

I don't know [NPobJtP l,m who] Jo saw [Np;_]]] 

[,.,P,.bJ,,. Whoever wins the game]] is our hero. 
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There are various characteristic types of sentences. Some typical types include: 

• Declarative: I gave her a book. 

• Yes-no question: Did you give her a book? 

• Wh-question: What did you give her? 

• Alternatives question: Did you give her a book, a scaif, or a knife? 

• Tag question: You gave it to her, didn't you? 

• Passive: She was given a book. 

• Cleft: It must have been a book that she got. 

• Exclamative: Hasn't this been a great birthday! 

• Imperative: Give me the book. 

2.4.1.3. Parse Tree Representations 

Sentences can be diagrammed in parse trees to indicate phrase-internal structure and linear 
precedence and immediate dominance among phrases. A typical phrase-structure tree for 
part of an embedded sentence is illustrated in Figure 2.26. 

IP(S) 

~ 
NP Inflection VP 

I 
N V NP 

Det Pre-mod N Post-Mod (PP) 

It can have no pure righ1 over my person 

Figure 2.26 A simplified phrase-structure diagram. 
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For brevity, the same infonnation illustrated in the tree can be represented as a brack­
eted string as follows: 

[,P l.vP [,.. It J,J,..P [,can], [,,pfvhave fv [NP no pure right [PP over my person ],.,JNPf vPl,P 

With such a bracketed representation, almost every type of syntactic constituent can be 
coordinated or joined with another of its type, and usually a new phrase node of the common 
type is added to subsume the constituents such as NP: We have [NP [NP tasty berries] and [NP 

tart juices]]. !PIS: [,P [,P Many have come] and [,P most have remained]], PP: We went [pp fn 

over the river] and [PP into the trees]]. and VP: We want to lvr fvp climb the mountains] and 
[ vp sail the seas]]. 

2.4.2. Semantic Roles 

In traditional syntax, grammatical roles are used to describe the direction or control of action 
relative to the verb in a sentence. Examples include the ideas of subject, object, indirect ob­
ject, etc. Semantic roles, sometimes called case relations, seem similar but dig deeper. They 
are used to make sense of the participants in an event, and they provide a vocabulary for us 
to answer the basic question who did what to whom. As developed by [13] and others, the 
theory of semantic roles posits a limited number of universal roles. Each basic meaning of 
each verb in our mental dictionary is tagged for the obligatory and optional semantic roles 
used to convey the particular meaning. A typical inventory of case roles is given below: 

Agent 
Patient/Theme 
Instrument 
Goal 
Result 
Location 

cause or initiator of action, often intentional 
undergoer of the action 
how action is accomplished 
to whom action is directed 
result of action 
location of action 

These can be realized under various syntactic identities, and can be assigned to both 
required complement and optional adjuncts. A noun phrase in the Agentive role might be the 
surface subject of a sentence, or the object of the preposition by in a passive. For example, 
the verb put can be considered a process that has, in one of its senses, the case role specifica­
tions shown in Table 2.19. 

Table 2.19 Analysis of a sentence with put. 

Analvsis Example 
Kim put the book on the table. 

Grammatical Subject (NP) Predicate (VP) Object (NP) Adverbial 
functions (ADVPJ 
Semantic roles ARent Instrument Theme Location 
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Now consider this passive-tense example, where the semantic roles align with differ­
ent grammatical roles shown in Table 2.20. Words that look and sound identical can ha 
different meaning or different senses as shown in Table 2.21. The sporting sense of putt 
in the sport of shot-put) illustrates the meaning/sense-dependent nature of the role pattern as 
because in this sense the Locative case is no longer obligatory, as it is in the original sen~ 
illustrated in Table 2.19 and Table 2,20. 

Table 2.20 Analysis of passive sentence with put. 

Analysis Example 
The book was put on the table. 

Grammatical Subject (NP) Predicate (VP) Adverbial (ADVP) 
functions 
Semantic roles Agent Instrument Location 

Table 2.21 Analysis of a different pattern of put. 

Analysis Example 
Kim put the shot. 

Grammatical Subject (NP) Predicate (VP) Object (NP) 
functions 
Semantic roles A.Rent Instrument Theme 

The lexical meaning of a verb can be further decomposed into primitive semantic rela­
tions such as CAUSE, CHANGE, and BE. The verb open might appear as 
CAUSE(NP1,PHYSICAL-CHANGE(NP2,NOT-OPEN,OPEN)). This says that for an agent 
(NP 1) to open a theme (NP2) is to cause the patient to change from a not-opened state to an 
opened state. Such systems can be arbitrarily detailed and exhaustive, as the application re­
quires. 

2.4.3. Lexical Semantics 

The specification of particular meaning templates for individual senses of particular words is 
called lexical semantics. When words combine, they may take on propositional meanings 
=-~suiting from the composition of their meanings in isolation. We could imagine that a 
speaker starts with a proposition in mind (logical form as will be discussed in the next sec· 
lion), creating a need for particular words to express the idea (lexical semantics); the pro~ 
sition is then linearized (syntactic form) and spoken (phonological/phonetic fonn). Lexical 
semantics is the level of meaning before words are composed into phrases and sentences, 
and it may heavily influence the possibilities for combination. d 
. Words can be defined in a large number of ways including by relations tooth~~ wars~ 
m tenns of decomposition semantic primitives, and in tenns of non-linguistic cogmttve c~~ 
structs, such as perception, action, and emotion. There are hierarchical and non-hierarchic 
relations. The main hierarchical relations would be familiar to most object-oriented p~ 
&rammers. One is is-a taxonomies (a crow is-a bird), which have transitivity of properue 
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from type to subtype (inheritance). Another is has-a relations (a car has-a windshield), 
which are_ ~f several differing ~ualities, including process/subprocess (teaching has-a sub­
process gzvmg exams), and arbitrary or natural subdivisions of part-whole relations (bread 
has-a division into slices, meter has-a division into centimeters). Then there are non­
branching hierarchies (no fancy name) that t!Ssentially fom1 scales of degree, such as Jro­
::en =>cold=> lukewarm=> hot=> bu ming. Non-hierarchical relations include synonyms, 
such as big/large, and antonyms such as good/bad. 

Words seem to have natural affinities and disaffinities in the semantic relations among 
the concepts they express. Because these affinities could potentially be exploited by future 
language understanding systems, researchers have used the generalizations above in an at­
tempt to tease out a parsimonious and specific set of basic relations under which to group 
entire lexicons of words. A comprehensive listing of the families and subtypes of possible 
semantic relations has been presented in [ l 0] . In Table 2.22, the leftmost column shows 
names for families of proposed relations, the middle column differentiates subtypes within 
each family, and the rightmost column provides examples of word pairs that participate in 
the proposed relation. Note that case roles have been modified for inclusion as a type of se­
mantic relation within the lexicon. 

We can see from Table 2.22 that a single word could participate in multiple relations 
of different kinds. For example, knife appears in the examples for Similars: invited attribute 
(i.e., a desired and expected property) as: knife-sharp, and also under Case Relations: ac­
tion-instrument, which would label the relation of knife to the action cut in He cut the bread 
with a knife. This suggests that an entire lexicon could be viewed as a graph of semantic 
relations, with words or idioms as nodes and connecting edges between them representing 
semantic relations as listed above. There is a rich tradition of research in this vein. 

The biggest practical problem of lexical semantics is the context-dependent resolution 
of senses of words - so-called polysemy. A classic example is bank - bank of the stream as 
opposed to money in the bank. While lexicographers try to identify distinct senses when they 
write dictionary entries, it has been generally difficult to rigorously quantify exactly what 
counts as a discrete sense of a word and to disambiguate the senses in practical contexts. 
Therefore, designers of practical speech understanding systems generally avoid the problem 
by limiting the domain of discourse. For example, in a financial application, generally only 
the sense of bank as a fiduciary institution is accessible, and others are assumed not to exist. 
It is sometimes difficult to make a principled argument as to how many distinct senses a 
word has, because at some level of depth and abstraction, what might appears as separate 
senses seem to be similar or related, as face could be face of a clock or face of person. 

Senses are usually distinguished within a given part-of-speech (POS) category. Thus, 
when an occurrence of bank has been identified as a verb, the shore sense might be auto­
matically eliminated, though depending on the sophistication of the system's lexicon and 
goals, there can be sense differences for many English verbs as well. Within a POS cate­
gory, often the words that occur near a given ambiguous form in the utterance or discourse 
are clues to interpretation, where links can be established using semantic relations as de­
scribed above. Mutual information measures as discussed in Chapter 3 can sometimes pro­
vide hints. In a context of dialog where other, less ambiguous financial terms come up 



66 Spoken Lang:;;--­
tucture 

frequently, the sense of bank as fiduciary institution is more likely. Finally, whe 
. fh " • ·1·k1·h nalletse fails often senses can be ranked m terms o t elf a pnon 1 e 1 ood of occurrence It h 

alw~ys be bome in mind that language is not static; it can change fonn under a gi~ s 
001

d 
I E I. h ~ . en ana]y. 

sis at any time. For example, the stab e ◄ ng 1s iorm spinster, a somewhat pejorative tenn 
for an older, never-married female, has recently taken on a new morphologically co 1 • h 1· • I ffi • I ct· rnp ex form, with the ~:w sense_ of a h_1g po 1t1_ca o 1:1a , or me 1a spokesperson, employed 

10 
provide bland d1smforrnatton (spm) on a given topic. 

Table 2.22 Semantic relations. 

Family Subtype Example 
Contrasts Contrary old-young -

Contradictory alive-dead 

Reverse buy-sell 

Directional front-back 

Incompatible happy-morbid 

Asymmetric contrary hot-cool 

Attribute similar rakejork 

Similars Synonymity car-auto 

Dimensional similar smile-laugh 
Necessary attribute bachelor-unmarried 
Invited attribute knife-sharp 
Action subordinate talk-lecture 

Class Inclusion Perceptual subord. animal-horse 
Functional subord. furniture-chair 
State subord. disease-polio 
Activity subord. game-chess 
Geographic subord. country-Russia 
Place Gennany-Hamburg 

Case Relations Agent-action artist-paint 
Agent-instrument farmer-tractor 
Agent-object baker-bread 
Action-recipient sit-chair 
Action-instrument cut-knife 

Part-Whole Functional object engine-car 
Collection forest-tree 
Group choir-singer 
Ingredient table-wood 
Functional location kitchen-stove 
Organization college-admissions 
Measure mile-yard 
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2.4.4. Logical Form 

Because of all the lexical, syntactic, and semantic ambiguity in language, some of which 
requires external context for resolution, it is desirable to have a metalanouage in which to 

• 0 

concretely and succmctly express all linguistically possible meanings of an utterance before 
discourse and world knowledge are applied to choose the most likely interpretation. The 
favored metalanguage for this purpose is called the predicate logic, used to represent the 
logical fonn, or context-independent meaning, of an utterance. The semantic component of 
many SLU architectures builds on a substrate of two-valued, first-order, logic. To distin­
guish shades of meaning beyond truth and falsity requires more powerful formalisms for 
knowledge representation. 

In a typical first-order system, predicates correspond to events or conditions denoted 
by verbs (such as Believe or Like), states of identity (such as being a Dog or Cat), and prop­
erties of varying degrees of permanence (Happy). In this form of logical notation, predicates 
have open places, filled by arguments, as in a programming language subroutine definition. 
Since individuals may have identical names, subscripting can be used to preserve unique 
reference. In the simplest systems, predication ranges over individuals rather than higher­
order entities such as properties and relations. 

Predicates with filled argument slots map onto sets of individuals (constants) in the 
universe of discourse, in particular those individuals possessing the properties, or participat­
ing in the relation, named by the predicate. One-place predicates like Soldier, Happy, or 
Sleeps range over sets of individuals from the universe of discourse. Two-place predicates, 
like transitive verbs such as loves, range over a set consisting of ordered pairs of individual 
members (constants) of the universe of discourse. For example, we can consider the universe 
of discourse to be U = {Romeo, Juliet, Paris, Rosaline, Tybalt}, people as characters in a 
play. They do things with and to one another, such as loving and killing. Then we could 
imagine the relation Loves interpreted as the set of ordered pairs: { <Romeo, Juliet>, <Juliet, 
Romeo>, <Tybalt, Tybalt>, <Paris, Juliet>}, a subset of the Cartesian product of theoreti­
cally possible love matches U x U. So, for any ordered pair x, y in U, Loves(x, y) is true if 
the ordered pair <x,y> is a member of the extension of the Loves predicate as defined, e.g., 
Romeo loves Juliet, Juliet loves Romeo, etc .. Typical formal properties of relations are some­
times specially marked by grammar, such as the reflexive relation wves(Tyba/t, Tybalt), 
which can rendered in natural language as Tybalt loves himself. Not every possibility is pre­
sent; for instance in our example, the individual Rosaline does not happen to participate at 
all in this extensional definition of Loves over U, as her omission from the pairs list indi­
cates. Notice that the subset of Loves(x, y) of ordered pairs involving both Romeo and Juliet 
is symmetric, also marked by grammar, as in Romeo and Juliet love each other. This general 
approach extends to predicates with any arbitrary number of arguments, such as intransitive 
verbs like give. 

Just as in ordinary propositional logic, connectives such as negation, conjunction, dis­
junction, and entailment are admitted, and can be used with predicates to denote common 
natural language meanings: 
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Romeo isn't happy= -,Happy(Romeo) 
Romeo isn't happy, but Tybalt is (happy)= -,Happy(Romeo) "Happy(Tybalt) 

Either Romeo or Tybalt is happy= Happy(Romeo) v Happy(Tybalt) 

If Romeo is happy, Juliet is happy= Happy(Romeo) ➔ Happy(Juliet) 

cture 

Formulae, such as those above, are also said to bear a binary truth value, true or fa! 
with respect to a world of individuals and relations. The determination of the truth values~; 
compositional, in the sense that the truth value of the whole depends on the truth value of 
the parts. This is a simplistic but formally tractable view of the relation between language 

and meaning. 
Predicate logic can also be used to denote quantified noun phrases. Consider a simple 

case such as Someone killed Tybalt, predicated over our same U = { Romeo, Juliet, Paris, 
Rosaline, Tybalt}. We can now add an existential quantifier, :l, standing for there exists or 

there is at least one. This quantifier will bind a variable over individuals in U, and wilJ at­
tach to a proposition to create a new, quantified proposition in logical form. The use of vari­
ables in propositions such as killed(x, y) creates open propositions. Binding the variables 
with a quantifier over them closes the proposition. The quantifier is prefixed to the original 
proposition: :Ix Kil/ed(x, Tybalt). 

To establish a truth (semantic) value for the quantified proposition, we have to satisfy 
the disjunction of propositions in U: Killed(Romeo, Tybalt) v Killed(Juliet, Tybalt) v 
Killed(Paris, Tybalt) v Killed(Rosaline, Tybalt) v Killed(Tybalt, Tybalt). The set of all such 
bindings of the variable x is the space that determines the truth or falsity of the proposition. 
In this case, the binding of x = Romeo is sufficient to assign a value true to the existential 
proposition. 

2.5. HISTORICAL PERSPECTIVE AND FuRTHER READING 

Motivated to improve speech quality over the telephone, AT&T Bell Labs has contributed 
many influential discoveries in speech hearing, including the critical band and articulation 
index [2, 3]. The Auditory Demonstration CD prepared by Houtsma, Rossing, and 
Wagenaars [18] has a number of very interesting examples on psychoacoustics and its ex­
planations. Speech, Language, and Communication [30] and Speech Communication - Hu­
man and Machine [32] are two good books that provide modem introductions to the 
stru~ture of spoken_ la~guage. Many speech perception experiments were conducted b~ _ex­
plonng how phonetic mformation is distributed in the time or frequency domain. In add1uon 
to tbe formant structures for vowels, frequency importance function [12] has been developed 
1? study ho_w f~atures related to phonetic categories are stored at various frequencies. In the 
ttme do~ru.~, it has been observed [16, 19, 42] that salient perceptual cues may not be 
evenly di~~buted over the speech segments and that certain perceptual critical points exist. 

th A_s mt.Jmate as speech and acoustic perception may be there are also strong evidences 

t. at lexical an_d linguistic effects on speech perception are n~t always consistent with acous­
ic ones. For mstance it ha I b · d' tin· 

• h" . ' s ong een observed that humans exhibit difficulties 10 is 
guis mg non-native phonemes H dness 

• uman subjects also carry out categorical goo 
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difference assimilation based ~n t~eir mother tongue [34], and such perceptual mechanism 

~an ~1e ob~erved as early as in_ six-month-old infants [22). On the other hand, hearing­
impaired listeners are able to etfortlessly overcome their acoustkal disabilities for speech 

perception [8]. Speech perception is not simply an auditory matter. McGurk and MacDonald 

(1976) [27, 28] dramatically demonstrated this when they created a videotape on which the 

auditory information (phonemes) did not match the visual speech information. The effect of 

this mismatch between the auditory signal and the visual signal was to create a third pho­
neme different from both the original auditory and visual speech signals. An example is 

dubbing the phoneme Iba/ to the visual speech movements /gal. This mismatch results in 

hearing the phoneme Ida/. Even when subjects know of the effect, they report the McGurk 

effect percept. The McGurk effect has been demonstrated for consonants. vowels, words, 
and sentences. 

The earliest. scientific work on phonology and grammars goes back to Panini. a San­

skrit grammarian of the fifth century B.C. (estimated), who created a comprehensive and 

scientific theory of phonetics, phonology, and morphology, based on data from Sanskrit (the 

classical literary language of the ancient Hindus). Panini created fonnal production rules and 

definitions to describe Sanskrit grammar, including phenomena such as construction of sen­

tences, compound nouns, etc. Panini's formalisms function as ordered rules operating on 

underlying structures in a manner analogous to modern linguistic theory. Panini's phono­

logical rules are equivalent in formal power to Backus-Nauer fonn (BNF). A general intro­

duction to this pioneering scientist is Cardona [9]. 
An excellent introduction to all aspects of phonetics is A Course in Phonetics [24J. A 

good treatment of the acoustic structure of English speech sounds and a through introduction 

and comparison of theories of speech perception is to be found in [33). The basics of pho­

nology as part of linguistic theory are treated in Understanding Phonology [ 17). An interest­

ing treatment of word structure (morphology) from a computational point of view can be 

found in Morphology and Computation [40] . A comprehensive yet readable treatment of 

English syntax: and grammar can be found in English Syntax [4] and A Comprehensive 

Grammar of the English Language [36). Syntactic theory has traditionally been the heart of 

linguistics, and has been an exciting and controversial area of research since the 1950s. Be 

aware that almost any work in this area will adopt and promote a particular viewpoint, often 

to the exclusion or minimization of others. A reasonable place to begin with syntactic theory 

is Syntax: A Minimalist Introduction [37). An introductory textbook on syntactic and seman­

tic theory that smoothly introduces computational issues is Syntactic Theory: A Formal In­

troduction [39]. For a philosophical and entertaining overview of various aspects of 

linguistic theory, see Rhyme and Reason: An Introduction to Minimalist Syntax [44]. A good 

and fairly concise treatment of basic semantics is /11troduction to Natural Language Seman­

tics [11]. Deeper issues are covered in greater detail and at a more advanced level in The 

Handbook of Contemporary Semantic Theory [25]. The intriguing area of lexical semantics 

(theory of word meanings) is comprehensively presented in The Generative lexicon [35]. 

Concise History of the Language Sciences [21] is a good edited book if you are interested in 

the history of linguistics. 
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CHAPTER 3 

Probability, Statistics, and Information Theory 

Randomness and uncertainty play an impor­
tant role in science and engineering. Most spoken language processing problems can be 
characterized in a probabilistic framework. Probability theory and statistics provide the 
mathematical language to describe and analyze such systems. 

The criteria and methods used to estimate the unknown probabilities and probability 
densities form the basis for estimation theory. Estimation theory is critical to parameter 
learning in pattern recognition. In this chapter, three widely used estimation methods are 
discussed. They are minimum mean squared error estimation (MMSE), maximum likelihood 
estimation (MLE), and maximum posterior probability estimation (MAP). 

Significance testing deals with the confidence of statistical inference, such as knowing 
whether the estimation of some parameter can be accepted with confidence. In pattern rec­
ognition, significance testing is important for detennining whether the observed difference 
between two different classifiers is real. In our coverage of significance testing, we describe 
various methods that are used in pattern recognition, discussed in Chapter 4. 

73 
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lnfonnntion theory was originally developed for efficient and reliable . 
. commun1cati 

systems. It has evolved into a mathematical theory concerned with the very on 
. . . essence of th 

commumcation process. It provides a framework for the study of fundamental · e 
h ffi · f • , . . issues, such 

as t e e 1c1ency o m1ormat1on representatton and the limitations in reliable tr · . . . . . ansm1ss1on of 
mformallon over a com~unicat1on channel. Many of these problems are fundamenta 
spoken language processing. 1 to 

3.1. PROBABILITY THEORY 

Probability theory deals with the averages of mass phenomena occurring sequentially or 
simultaneously. We often use probabilistic expressions in our day-to-day lives, such as when 
saying. It is very likely that the Dow (Dow Jones Industrial index) will hit 12,000 poims next 
111011111, or, Tire cha11ce of scattered showers in Seattle this weekend is high. Each of these 
expressions is based upon the concept of the probability, or the likelihood, that some spe­
cific event will occur. 

Probability can be used to represent the degree of confidence in the outcome of some 
actions (observations), which are not definite. In probability theory, the term sample space, 
S, is used to refer to the collection (set) of all possible outcomes. An event refers to a subset 
of the sample space or a collection of outcomes. The probability of event A, denoted as 
P(A), can be interpreted as the relative freque11cy with which event A would occur if the 
process were repeated a large number of times under similar conditions. Based on this inter­
prclation, P(A) can be computed simply by counting the total number, N5 , of all observa­
tions and the number of observations NA whose outcome belongs to event A. That is, 

N 
P(A)=-:i 

Ns 

P(A) is bounded between zero and one, i.e., 

0 S P(A) S 1 for all A 

(3.1) 

(3.2) 

A • ty seL On the 
The lower bound of probability P(A) is zero when the event set 1s an emp 5 
other h·md the upper bound of probability P(A) is one when the event set A happe~s- t~ be ·d 

,;. tl~en:~ nre n events Ai,Ai,· .. ,A,, in S such that r\,A2,···,A, are disJoint an 

fi 11 . • g obvious 
U" A A .4 are said to form a panirion of S. The O owm 1\ = S, events " 2, ... ,,.,, 
l•I 

~quntion fonns n fundmn~ntnl axiom for probability theory. 
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(3.4) 

3.1.1. Conditional Probability and Bayes' Rule 

It is useful to study the way in which the probability of an event A changes after it has been 
learned that some olher event B has occurred. This new probability denoted as P(A I B) is 
called the conditional probability of event A given that event B has occurred. Since lhe set of 
those outcomes in B that also result in the occurrence of A is exactly the set AB as illustrated 
in Figure 3.1, it is natural to define the conditional probability as the proportion of the total 
probability P(B) that is represented by the joint probability P(AB) . This leads to the fol­
lowing definition: 

(3.5) 

s 

Figure 3.1 The intersection AB represents where the joint event A and B occurs concurrently. 

Based on the definition of conditional probability, the following expressions can be 
easily derived. 

P(AB) = P(A I B)P(B) = P(B I A)P(A) (3.6) 

Equation (3.6) is the simple version of the chain rule. The chain rule, which can specify a 
joint probability in terms of multiplication of several cascaded conditional probabilities, is 
often used to decompose a complicated joint probabilistic problem into a sequence of step­
wise conditional probabilistic problems. Equation (3.6) can be converted to such a general 
chain: 

(3.7) 

When two events, A and B, are independent of each other, in the sense that the occur­
rence or of either of them has no relation to and no influence on the occurrence of the other, 
it is obvious that the conditional probability P(B I A) equals to the unconditional probability 
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th th • 1·nt probability P(AB) is simply the product of P(A) and P(B) 
P(B). It follows at e JO 

'f A d B are independent. 
1 an ' t A A • . . A fonn a partition of S and B is any event in S as illustrated If then evens i,"2• , • .,. . . . 
. . 3 2 th vents A B A B . . . A B fonn a partition of B. Thus, we can rewnte: m Figure . , e e 1 , , '"2 , •..,. 

B = A1Bu~BU···UA,,B (3.8) 

" 
P(B) = L,P(AiB) (3.9) 

l•I 

Figure 3.2 The intersections of B with partition events A1,A2,"·,A,.. 

Equation (3.9) is called the marginal probability of event B, where the probability of 
event B is computed from the sum of joint probabilities. 

According to the chain rule, Eq. (3.6), P(A;B) = P(A;)P(B I A;), it follows that 

n 

P(B) = L,P(A,,)P(B I A*) (3.10) 
j;;j 

Combining Eqs. (3 .5) and (3.10), we get the well-known Bayes' rule: 

(3.11) 

Bayes' rule is the basis for pattern recognition that is described in Chapter 4. 
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3.1.2. Random Variables 

Elements in a sample space may be numbered and referred to by the numbers given. A vari­
able X that specifies the numerical quantity in a sample space is called a random variable. 
Therefore, a random variable X is a function that maps each possible outcome s in the sam­
ple space S onto real numbers X(s). Since each event is a subset of the sample space, an 
event is represented as a set of { s} which satisfies { s I X(s) = x} . We use capital letters to 
denote random variables and lower-case letters to denote fixed values of the random vari­
able. Thus, the probability that X = x is denoted as: 

P(X = x) = P(s I X(s) = x) (3.12) 

A random variable X is a discrete random variable, or X has a discrete distribution, if 
X can take only a finite number n of different values XpX2, •• ·,xn, or at most, an infinite se­
quence of different values x1,x2,· ••. If the random variable Xis a discrete random variable, 
the probability Junction (pf) or probability mass function (pmf) of X is defined to be the 
function p such that for any real number x, 

Px(x) = P(X = x) (3.13) 

For the cases in which there is no confusion, we drop the subscription X for Px(x) . The sum 
of probability mass over all values of the random variable is equal to unity. 

n II 

LP(x;) = LP(X = x;) = 1 (3.14) 
i=I i=I 

The marginal probability, chain rule and Bayes' rule can also be rewritten with respect 

to random variables: 

m rn 

Px(x;) = P(X =x;) = LP(X = x;,Y = y1.) = I,P(X = X; I Y = y*)P(Y = Yk) (3.15) 
k=I k=I 

(3.16) 

(3.17) 

In a similar manner, if the random variables X and Y are statistically independent, they 

can be represented as: 

P(X = X;,Y = yi) = P(X = X;)P(Y = y)==Px(x)pr(yi) \;/ all i andj (3.18) 
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A random variable Xis a continuous random variable, or X has a continuous distrib . 
if there exists a nonnegative function!, defined on the real line, such that for an interval A ui,on, , 

P(XeA)= Lfx(x)dx (3.19) 

The function fx is called the probability density function (abbreviated pdf) of x. Wed 
the subscript X for f~ if there is no ambiguity. As illustrated in Figure 3.3, the arear: 
shaded region is equal to the value of P(a S XS b). 

f (x) 

a b 
X 

Figure 3.3 An example of pdf. The area of the shaded region is equal to the value of 
P(a~X~b). 

Every pdf must satisfy the foJlowing two requirements: 

f(x) ~ 0 for -00 S x S oo and 

r:f(x)dx = J 
(3.20) 

The marginal probability, chain rule, and Bayes' rule can also be rewritten with re· 
spect to continuous random variables: 

(3.21) 

(3.22) 

f ( I )
- fx,r(x,y) _ frix(ylx)fx(x) 

XIY X Y - - _ ........... ......---""'--
fy(y) [.fr,x<Y I x)fx(x)dx 

(3.23) 
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The distribution function or cumulative distribution function F of a discrete or con­
tinuous random variable X is a function defined for every real number x as follows: 

F(x)=P(X~x) for -oo~x~oo (3.24) 

For continuous random variables, it follows that: 

(3.25) 

(3.26) 

3.1.3. Mean and Variance 

Suppose that a discrete random variable X has a pf fl..x); the expectation or mean of X is de­
fined as follows: 

E(X) = L,.if(x) (3.27) 
X 

Similarly, if a continuous random variable X has a pdf f, the expectation or mean of X 
is defined as follows: 

E(X) = J: .if(x)dx (3.28) 

In physics, the mean is regarded as the center of mass of the probability distribution. 
The expectation can also be defined for any function of the random variable X. If X is a con­
tinuous random variable with pdf f, then the expectation of any function g(X) can be de­
fined as follows: 

E[g(X)] = J: g(x)f(x)dx (3.29) 

The expectation of a random variable is a linear operator. That is, it satisfies both addi­
tivity and homogeneity properties: 

(3.30) 

where a1,···,a,,,b are constants. 
Equation (3 .30) is valid regardless of whether or not the random variables X,.···,Xn 

are independent. 
Suppose that X is a random variable with mean µ = E(X) . The variance of X denoted 

as Var(X) is defined as follows: 

(3.31) 
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h e ~ the nonnegative square root of the variance is known as the stalld d . w er , . 1 f ar dev, . 
random variable X. Therefore, the varianc~ 1s a so o ten denoted as a 2 . a11011 0r 

The variance of a distribution provides a measure of the spread or di . 
· A 11 I f th • • · spersion 01 th dl.stribution around its mean µ . sma va ue o e vanance md1cates that th e 

e probabT 
distribution is tightly concentrated around µ, and a large value of the varianc . 11~ 

indicates the probability distribution has a wide spread around µ. Figure 3.4 illus~ typically 
. 'b • ' • h h b d'f~ ates three different Gaussian d1stn ut1ons wit t e same mean, ut 1 ,erent variances. 

0.8 • 

0.7 • 

0.6 • 

0.5 • 

0.4 

0.3 

0.2 • 

0.1 • 

0 
-10 -8 ·6 -4 -2 0 2 

X 
4 6 

sigma ==.5 
sigma== 1 
sigma= 2 

8 10 

Figure 3.4 Three Gaussian distributions with same mean µ , but different variances, 0.5, I.0, 
and 2.0, respectively. The distribution with a large value of the variance has a wide spread 
around the mean µ . 

The variance of random variable X can be computed in the following way: 

Var(X) = E(X2 )-[ E(X) J2 (3.32) 

In physics, the expectation E(X") is called the km moment of X for any random vari­
able X and any positive integer k. Therefore, the variance is simply the difference between 
the second moment and the square of the first moment. y 

. The variance satisfies the following additivity property, if random variables X and 
are independent: 

Var(X + Y) = Var(X) + Var(Y) (3.33) 

However, it does not satisfy the homogeneity property. Instead for constant a, 

Var(aX) = a2Var(X) (3.34) 

1 We describe Ga • d" - . ussian 1stnbu11ons in Section 3.1.7. 
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Since !t is clear th~t Var(b) = 0 for any constant b, we have an equation similar to Eq. 
(3.30) 1f random vanables X 1,. • ·, Xn are independent. 

(3.35) 

Conditional expectation can also be defined in a similar way. Suppose that X and y are 
discrete r~~dom variable~ and let / (y Ix) denote the conditional pf of y given X = x, then 
the cond1t1onal expectation E(Y I X) is defined to be the function of X whose value 
E(Y Ix) when X = x is 

E11x<Y IX= x) = i:Yfr1x(Y Ix) (3.36) 
y 

For continuous random variables X and Y with frix (y Ix) as the conditional pdf. of Y 
given X = x, the conditional expectation E(Y IX) is defined to be the function of X whose 
value E(Y Ix) when X = x is 

(3.37) 

Since E(Y I X) is a function of random variable X, it itself is a random variable whose 
probability distribution can be derived from the distribution of X. It can be shown that 

(3.38) 

More generally, suppose that X and Y have a continuous joint distribution and that 
g(x,y) is any arbitrary function of X and Y. The conditional expectation E[g(X, Y) IX] is 
defined to be the function of X whose value E[g(X,Y) Ix] when X = x is 

Enx [g(X,Y) IX= x]= J..:.g(x,y)fr1x(YI x)dy (3.39) 

Equation (3.38) can ~lso be generalized into the following equation: 

Ex {Erix [g(X,Y) Ix]}= Ex.Y [g(X,Y)] (3.40) 

Finally, it is worthwhile to introduce median and mode. The median of a distribution 
of Xis defined to be a point m, such that P(X =s;; m) ~ l/2 and P(X ~ m) ~ 1/2. Thus, the 
median m divides the total probability into two equal parts, i.e., the probability to the left of 
m and the probability to the right of m are exactly 1/2 . 

Suppose a random variable X has either a discrete distribution with pf p(x) or con­
tinuous pdf f(x) ; a point m is called the mode of the distribution if p(x) or /(x) attains 
the maximum value at the point tiJ . A distribution can have more than one mode. 
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3.1.3.1. The Law of Large Numbers 

The concept of sample mean and sample variance is important in statistics becau 
. . . . se most 

statistical experiments involve samphng. Suppose that the random variables X ... X ~ 
fr d• "b • /:. h" b h II , n iorrn a random sample of size n om some 1stn ut1on ior w 1c t e mean is µ and the va . 

' ·1 X . nance is <r. In other words, the random van ab es 1, • • ·, Xn are independent identically d" 'b 
• b • "d) d h h d . 2 IS!ri • uted (often abbreviated y 11 an eac as mean µ an vanance a . Now if wed 

- • . fh b . . h I enote X as the arithmetic average o t en o servat1ons mt e samp e, then 
n 

- 1 X =-(X + · .. +X) n I n 
n (3.4 I) 

_ X" is a random variable and is referred to as sample mean. The mean and variance of 
X" can be easily derived based on the definition. 

- - (12 
E(XJ = µ and Var(X,,) =-

;; (3.42) 

Equation (3.42) states that the mean of sample mean is equal to mean of the distribution, 
while the variance of sample mean is only 1/n times the variance of the distribution. In 
other words, the distribution of i\ will be more concentrated around the mean µ than was 
the original distribution. Thus, the sample mean is closer to µ than is the value of just a 
single observation X 1 from the given distribution. 

The law of large numbers is one of most important theorems in probability theory. 
Formally, it states that the sample mean X,, converges to the mean µ in probability, that is, 

!¼1! P(I X" -µ I< e) = 1 for any given number e > O {3.43) 

The law of large numbers basically implies that the sample mean is an excellent estimate of 
the unknown mean of the distribution when the sample size n is large. 

3.1.4. Covariance and Correlation 

Let X and Y be random variables having a specific joint distribution, and E(X)=µ, , 
E(Y) = µr, Var(X) =a~, and Var(Y) = a; . The covariance of X and Y, denoted as 
Cov(X, Y), is defined as follows: 

lows: 

Cov(X,Y) =E[(X-µx )(Y-,LLy)] =Cov(Y,X) 
(3.44) 

. d fined as fol· 
In addition, the correlation coefficient of X and Y, denoted as P xr , 15 e 
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Cov(X,Y) 
Pxr=---­

(J x<Yr 

It can be shown that p(X,Y) should be bound within [-1...I], that is, 

-I~ p(X.Y) ~ l 
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(3.45) 

(3.46) 

X and Y are said ~o be positively correlated if Pxr > 0, negatively correlated if Pxr < o, 
and uncorrelated 1f P xr = 0 . It can also be shown that Cov(X, Y) and p . must have the 
same sign; that is, both are positive, negative, or zero at the same time. When E(XY) = o , 
the two random variables are called orthogonal. 

There are several theorems pertaining to the basic properties of covariance and 
correlation. We list here the most important ones: 

Theorem 1 For any random variables X and Y 

Cov(X, Y) = E(XY)-E(X)E(Y) 

Theorem 2 If X and Y are independent random variables, then 

Cov(X, Y) = Pxr = 0 

(3.47) 

Theorem 3 Suppose X is a random variable and Y is a linear function of X in the 
form of Y = aX + b for some constant a and b, where a ¢ 0 . If a > 0, then 
p xr = l . If a < 0 , then p xr = -l . Sometimes, p xr is referred to as the amount 

of linear dependency between random variables X and Y. 

Theorem 4 For any random variables X and Y, 

Var(X + Y) = Var(X)+ Var(Y) + 2Cov(X, Y) 

Theorem 5 If X1, • • •, Xn are random variables, then 

n n n i-1 

Var(I, X;) = L Var(X,) + 2 I, I, Cov(X1, X 1 ) 
r=l i=I l=l j==I 

3.1.5. Random Vectors and Multivariate Distributions 

(3.48) 

(3.49) 

When a random variable is a vector rather than a scalar, it is called a random vector and we 
often use boldface variable like X = (Xi,···,X,,) to indicate that it is a random vector. It is 
said that n random variables X 1, ••• , X,, have a discrete joint distribution if the random vec­
tor X = (X ... X ) can have only a finite number or an infinite sequence of different 

l' ' " 
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values (x" ... , x,,) in R" . The joint pf of X1, • • ·, X 11 is defined to be the functio , 
) R,, n ix such that for any point (x1,··•,x,, E , 

fx(x1 ,··,x,,) = P(X, = x,,··,X11 = x,,) 
(3.50) 

Similarly, it is said that n random variables X 1, • ·, X,, have a continuous joint d' . 
• • • f • f d fi d R" h th 1s'n-bution if there 1s a nonnegative unction e me on sue at for any subset Ac R" 

I 

P[(X •• • X )E A]=J ···ff (x ••• x )dx ···dx ,, , II A X " , II I II (3.51) 

The joint distribution function can also be defined similarly for n random variables 
xl, ... , x,, as follows: 

(3.52) 

The concept of mean and variance for a random vector can be generalized into mean 
vector and covariance matrix. Supposed that X is an n-dimensional random vector with 
components Xi,···,X11 , under matrix representation, we have 

(3.53) 

The expectation (mean) vector E(X) of random vector X is an n-dimensional vector whose 
components are the expectations of the individual components of X, that is, 

(3.54) 

The covariance matrix Cov(X) of random vector X is defined to be an nxn matrix 
such that the element in the t' row and/' column is Cov(X,, ~-), that is, 

[
Cov(Xi,X,) ••• Cov(X,,X11 )] 

Cov(X)= : : =E[[X-E(X)][X-E(X)J1] (3.55) 

Cov(X,,,X,) Cov(X,,,X,,) 

It should be emphasized that then diagonal elements of the covariance matrix Cov(X) _are 
actually the variances of X,,···,X,,. Furthermore, since the covariance is symmetric, i.e., 
Cov(X,, X) = Cov(X ., X), the covariance matrix Cov(X) must be a symmetric matrix. 

There is an imp~rtant theorem regarding the mean vector and covariance matrix ~or; 
linear transformation of random vector X. Suppose X is an n-dimensional vector as speci~e 
by Eq. (3.53), with mean vector E(X) and covariance matrix Cov(X). Now, assume Y 15 a 
m-dimensional random vector which is a linear transform of random vector X by (he 
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relation: Y ==AX+ B , where A is a m x n transfonnation matrix whose elements are con­
stants, and B is am-dimensional constant vector. Then we have the following two equations: 

E(Y) = AE(X) + B 

Cov(Y) = ACov(X)A' 

3.1.6. Some Useful Distributions 

(3 .56) 

(3.57) 

In the following two sections, we will introduce several useful distributions that are widely 
used in applications of probability and statistics, particularly in spoken language systems. 

3.1.6.1. Uniform Distributions 

The simplest distribution is uniform distribution where the pf or pdf is a constant function. 
For uniform discrete random variable X, which only takes possible values from 
{x, I I ~ i ~ n} , the pf for X is 

(3.58) 

For uniform continuous random variable X, which only takes possible values in the 
real interval [ a, b], as shown in Figure 3.5, the pdf for Xis 

1 
f(x)=-- a S.x $. b 

b-a 

f(x) 

I 
b- a 

----------,--------, 

a b 

Figure 3.5 A uniform distribution for pdf in Eq. (3.59). 

(3.59) 

X 
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3.1.6.2. Binomial Distributions 

The binomial distribution is used to describe binary-decision events. For example 
that a single coin toss will produce heads with probability p and produce tails with •p:upbpbo~e 
• N ·r h • • d I X d o a ll-ity I - p. ow, 1 we toss l e same com II times an et enote the number of he d 
served, then the random variable X has the following binomial pf: a s 0b-

(3.60) 

It can be shown that the mean and variance of a binomial distribution are: 

E(X)=np 
(3.6!) 

Var(X) = np(I- p) (3.62) 

Figure 3.6 illustrates three binomial distributions with p = 0.2, 0.3, and 0.4, and n = 10. 

0.35 

C3--EI p=0.2 
0 .30 C G---4;;> p=0.3 - p=0.4 

CJ - -~ 
0.25 ~ ... .. 

0 
0.20 .t 0 • 
0 .15 

0 • • 0.10 0 
[ii 

o.os .. .... e 
~ 

0 
. .,.._ 

0 1 2 3 4 5 6 7 9 10 
X 

Figure 3.6 Three binomial distributions with p = 0.2, 0.3, and 0.4, and n = 10. 

3.1.6.3. Geometric Distributions 

The geometric distribution is related to the binomial distribution. As in the independentc~in 
toss example, heads has a probability p and tails has a probability 1-p. The geom~tric disx· 
tn.b • • th d vanable ut10n 1s to model the time until tails appears. Let e ran om 
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be the time (the number of tosses) until the first tail-up is shown. The pdf of Xis in the fol­
lowing form: 

P(X=x)=f(xlp)=px-i(l-p) x=l,2, .. . and O<p<l 

The mean and variance of a geometric distribution are given by: 

1 
E(X)=­

l-p 

I 
Var(X) = 2 (1-p) 

(3.63) 

(3.64) 

(3.65) 

One example for the geometric distribution is the distribution of the state duration for 
a hidden Markov model, as described in Chapter 8. Figure 3.7 illustrates three geometric 
distributions with p = 0.I, 0.4, and 0.7. 

0 .9 
p• . 1 

0 .8 p■ .4 

p•.7 

0 .7 

0.6 0 

0.5 

0 .4 

0 .3 

7 8 9 10 

X 

Figure 3. 7 Three geometric distributions with different parameter p . 

3.1.6.4. Multinomial Distributions 

Suppose that a bag contains balls of k different 'iolors, where the proportion of the balls of 
color ; is p, . Thus, p, > o for i = t, ... , k and Li ; - i p1 = 1 . Now suppose that n balls are ran­
domly selected from the bag and there are enough balls ( > n ) of each color. Let X ; denote 
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the number of selected balls that are of color i. The random vector X = (X X ) . . ', ... , i IS s • d 
to have a multinomial distribution with parameters n and p=(JJi, ... ,pk) . For ave ai 

x =(xi, ... ,Xi), the pf of X has the following form: ctor 

are: 

P(X = x) = f(x I n,p) = 
0 

and x1 +···+xt = n 

otherwise (3.66) 

It can be shown that the mean, variance and covariance of the multinomial distribution 

(3.67} 

(3.68} 

Figure 3.8 shows a multinomial distribution with n = 10, p, = 0.2, and p2 =0.3. 
Since there are only two free parameters x, and x2 , the graph is illustrated only using Xi 

0.06 

0.04 . . 
I • o, I 

0 .02 ' . . 

10 

0 

Figure 3.8 A multinomial distribution with n= 10, P, = 0.2 • and P2 = 0.3 . 

l 
' ; 
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and x2 as a.xis. Multinomial distributions are typically used with the z2 test that is one of 
the most widely used goodness-of-fit hypotheses testing procedures described in Section 
3.3.3. 

3.1.6.S. Poisson Distributions 

Another popular discrete distribution is the Poisson distribution. The random variable X has 
a Poisson distribution with mean A (A > 0) if the pf of X has the following fonn: 

{ 

-AA,x 

P(X =x) = f(x I A)= _e _ for x = 0,1,2, ... 
x! 

0 otherwise 

(3.69) 

The mean and variance of a Poisson distribution are the same and equal ). : 

E(X) = Var(X) = ,t (3.70) 

Figure 3.9 illustrates three Poisson distributions with l = 1, 2, and 4. The Poisson dis­
tribution is typically used in queuing theory, where x is the total number of occurrences of 
some phenomenon during a fixed period of time or within a fixed region of space. Examples 
include the number of telephone calls received at a switchboard during a fixed period of 
time. In speech recognition, the Poisson distribution is used to model the duration for a pho­
neme. 

0.45 · 
t:>--EJ laimda= 1 
G--e larrbda= 2 
+ --+ lambda= 4 

Figure 3.9 Three Poisson distributions with A= l, 2, and 4. 
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A continuous random variable Xis said to have a gamma distribution with paramet 
and /3 ( a > O and f3 > 0) if X has a continuous pdf of the following form: ers er 

j
. /Ja CJ- I -(Jr 
--x e 

/(xla,/3)= .f(a) 
0 

x>O 
(3.71) 

where 

(3.72) 

It can be shown that the function r is a factorial function when a is a positive integer. 

{
(n-1)! n = 2,3, ... 

f(n)= 
1 n=l 

The mean and variance of a gamma distribution are: 

a a 
E(X)=- and Var(X)=-

/3 132 

(3.73) 

(3.74) 

Figure 3.10 illustrates three gamma distributions with f3 = 1.0 and a =2.0, 3.0, and 
4.0. There is an interesting theorem associated with gamma distributions. If the random 
variables Xi, ... , Xt are independent and each random variable X, has a gamma distribu­
tion with parameters a, and f3 , then the sum X 1 + ... + X.t also has a gamma distribution 
with parameters a, + • • • + a1 and /3 . 

A special case of gamma distribution is called exponential distribution. A continuo~s 
random variable Xis said to have an exponential distribution with parameters /3 ( /3 > 0) if 
X has a continuous pdf of the following form: 

f(x I ,8) = {/3e-/Jr X > 0 
0 xSO 

(3.75) 

It is clear that the exponential distribution is a gamma distribution with a= 1. The mean 
and variance of the exponential distribution are: 

E(X)=~ and 1 
A Var(X)=-
JJ 132 

(3.76) 
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Figure 3.10 Three Gamma distributions with f3 = 1.0 and a= 2.0, 3.0, and 4.0. 
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Figure 3.11 shows three exponential distributions with /3 == 1.0, 0.6, and 0.3. The ex­
ponential distribution is often used in queuing theory for the distributions of the duration of 
a service or the inter-arrival time of customers. It is also used to approximate the distribution 
of the life of a mechanical component. 

2 3 5 
X 

6 7 8 

beta= 1 
beta =.6 
beta=.3 

9 10 

Figure 3.11 Three exponential distributions with f3 == l .0, 0.6, and 0.3. 
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3.1.7. Gaussian Distributions 

Gaussian distribution is by far the most important probability distribution mainly bee 
d • bl d" d • · ause 

many scientists have obsei:ved that the ran om_ v~a _es stu 1e m vanou_s physical expefi. 
ments (including speech signals), often have d1stnbut1ons that are approximately Gaus . 

1 d. .b . s1an. 
The Gaussian distribution is also referred to as nonna 1stn ut10n. A continuous rando 
variable Xis said to have a Gaussian distribution with mean µ and variance a 2 (a> 0) ~ 
X has a continuous pdf in the following fonn: 

, l [ (x-µ)2] 
f(xlµ,cr)=N(µ,a2)= .fiia exp - 2a2 (3.77) 

It can be shown that µ and a 2 are indeed the mean and the variance for the Gaussian 
distribution. Some examples of Gaussians can be found in Figure 3.4. 

The use of Gaussian distributions is justified by the Central Limit Theorem, which 
states that observable events considered to be a consequence of many unrelated causes with 
no single cause predominating over the others, tend to follow the Gaussian distriootion [6). 

It can be shown from Eq. (3.77) that the Gaussian f(x I µ,a 2) is symmetric with re­
spect to x = µ . Therefore, µ is both the mean and the median of the distribution. More­
over, µ is also the mode of the distribution, i.e., the pdf f(x I µ,a 2

) attains its maximum 
at the mean point x = µ . 

Several Gaussian pdfs with the same mean µ , but different variances are illustrated in 
Figure 3.4. Readers can see that the curve has a bell shape. The Gaussian pelf with a small 
variance has a high peak and is very concentrated around the mean µ , whereas the Gaus­
sian pdf with a large variance is relatively flat and is spread out more widely over the x-axis. , 

If the random variable X is a Gaussian distribution with mean µ and variance a·, 
then any linear function of X also has a Gaussian distribution. That is, if Y = aX +b, where 
a and bare constants and a'¢ 0, Y has a Gaussian distribution with mean aµ +b and vari· 
ance a

2
0'

2
• Similarly, the sum X1 +· ··+Xk of random variables Xw··,Xt, where each 

random variable X, has a Gaussian distribution, is also a Gaussian distribution. 

3.1.7.1. Standard Gaussian Distributions 

The Gaussian distribution with mean O and variance 1, denoted as N(0,1), is called ~e 
standard Gaussian distribution or unit Gaussian distribution. Since the linear transfofllla~on 
of a Gaussian distribution is still a Gaussian distribution, the behavior of a Gaussian 
d• ·b • andom istn uuon can be solely described using a standard Gaussian distribution. If the r 2 
variable Xis a Gaussian distribution with mean µ and variance (J' 2 , that is, X ~ N(µ,~ ), 
it can be shown that 

X-µ 
Z=--~N(O 1) 

(f ' 

(3.78) 



Probability Theory 
93 

Based on Eq. (3.78), the following property can be shown: 

P(I X - µ I$ k<1) = P(I Z I~ k) (3.79) 

Equation (3?9) d~m?nstrates that every Gaussian distribution contains the same total 
amount of probab1hty w1thm any fixed number of standard deviations of its mean. 

3.1.7.2. The Central Limit Theorem 

If random variables Xi, ... , X n are i.i.d. according to a common distribution function with 
mean µ and variance <1 2, then as the random sample size n approaches oo, the following 
random variable has a distribution converging to the standard Gaussian distribution: 

(3.80) 

where Xn is the sample mean of random variables Xi,••·,X,, as defined in Eq. (3.41). 
Based on Eq. (3.80), the sample mean random variable in can be approximated by a 

Gaussian distribution with mean µ and variance <1 2 / n. 
The central limit theorem above is applied to i.i.d. random variables X., ... ,X,,. A. 

Liapounov in 1901 derived another central limit theorem for independent but not necessarily 
identically distributed random variables X" .. . , Xn . Suppose X1, •• • , X,, are independent 
random variables and E(I X, - µ1 13) < oo for l s; is; n; the following random variable will 
converge to standard Gaussian distribution when n ➔ oo . 

(3.81) 

In other words, the sum of random variables X., ... , X,, can be approximated by a 

Gaussian distribution with mean t,µ, and variance ( t,cr;' r 
Both central limit theorems essentially state that regardless of their original individual 

distributions, the sum of many independent random variables (effects) tends to be distributed 
like a Gaussian distribution as the number of random variables (effects) becomes large. 

3.1.7.3. Multivariate Mixture Gaussian Distributions 

When X=(X1, ••. ,Xn) is an n-dimensional continuous random vector, the multivariate 
Gaussian pdf has the following form: 

/(X=xln I:)=N(x·11 I:)= 1 exp[-.!..cx-p)'I:-1(x-J1)] (3.82) 
,.., ',-, (2tr )"'211::1112 - 2 



94 
Probability, Statistics, and Info~ 

uuation 'h. 
• 11eory 

. th -di·mensional mean vector, :E is the nxn covariance matrix and Ir! . 
where p 1s en . ' "'I IS the 
detenninant of the covariance matnx :E • 

µ =E(x) (3.83) 

(3.84) 

More specifically, the i-/" element a; of covariance matrix :E can be specified as fol-

lows: 

(3.85) 

If Xi, .. . , Xn are independent random variables, the covariance matrix I: is reduced 
to diagonal covariance where all the off-diagonal entries are zero. The distribution can be 
regarded as n independent scalar Gaussian distributions. The joint pdf is the product of all 
the individual scalar Gaussian pdfs. Figure 3. I 2 shows a two-dimensional multivariate 
Gaussian distribution with independent random variables x1 and x2 with the same variance. 
Figure 3.13 shows another two-dimensional multivariate Gaussian distribution with inde­
pendent random variables x1 and x2 that have different variances . 
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Figure 3.13 Another two-dimensional multivariate Gaussian distribution with independent 
random variable x1 and x2 which have different variances. 

Although Gaussian distributions are unimodal/ more complex distributions with mul­
tiple local maxima can be approximated by Gaussian mixtures: 

K 

/(x) = I,c1N1 (x;µ.1:,l:.1:) (3.86) 
.t~I 

where ct, the mixture weight associated with kth Gaussian component, is subject to the fol­
lowing constraint: 

K 

ck~ 0 and I,c.1- = 1 
A=I 

Gaussian mixtures with enough mixture components can approximate any distribution. 
Throughout this book, most continuous probability density functions are modeled with 
Gaussian mixtures. 

3.1.7.4. x2 Distributions ( . 

The gamma distribution with parameters a and {3 is definea 
positive integer n, the gamma distribution for which a = n/2 a 

' A unimodal distribution has a single maximum (bump) for the distribution. F 

mum occurs at the mean. 

l). For any given 
is called the x2 

ibution, the maxi-
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distribut~on _with n degrees of freedom. It follows from Eq. (3.71) that the pdf for the i 
distribuuon 1s 

I x<n/2J-1e-x/2 x>O 
/(x In)== 2n/2f(n/2) 

O x:5;0 
(3.87) 

z2 distributions are important in statistics because they are closely related to rando 
samples of Gaussian distribution .. They_ are wid~ly appli~d in many important problems; 
statistical inference and hypothesis testmg. Spec1fically, 1f the random variables x1, ... ,X 
are independent and identically distributed, and if each of these variables has a standard 
Gaussian distribution, then the sum of square x: + ... + X~ can be proved to have a x2 
distribution with n degrees of freedom. Figure 3.14 illustrates three X2 distributions with 
n == 2, 3, and 4. 

0.5 
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0.1 ! / 1 

a.as/ ____ 
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X 

Figure 3.14 Three z2 distributions with n = 2, 3, and 4. 

The mean and variance for the z2 distribution are 

E(X) = n and Var(X) = 2n (3.88) 

has thFollo~~n~ the additivity property of the gamma distribution, the X2 distribution ais~ 
'f X ehadd1t1v12ty property. That is, if the random variables X X are independent an2 
I I as a X d' "b . p···, n 'X 
distribution with k1stn ution with k,- degrees of freedom, the sum Xi + •.. + Xn has a 

1 +···+kn degrees of freedom. 
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3.1.7.5. Log-Normal Distribution 

Let x be a Gaussian random variable with mean µ and t d d d • • 
r s an ar eviat10n a x • then 

y=e:r 
(3.89) 

follows the lognormal distribution 

(3.90) 

shown in Figure 3.15, and whose mean is given by 

(3.91) 
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Figure 3.15 Lognormal distribution for µ, = O and a" = 3, l, and 0.5, according to Eq. (3.90). 

where we have rearranged the quadratic form of x and made use of the fact that the total 
probability mass of a Gaussian is t . Similarly, the second order moment of y is given by 
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E{y2} = f- exp{2x} ~ exp{ (x-µ;)
2 

}dx 
- 2nax _ 2az 

:::; J 00 exp{2µ_. +2cr;} ~ expj·- (x-(µ_. ~Zcr;)2 } r1x = exp{2µ +2a2} (3.92) 
- 21!<:J 20' r r 

:t . z 

and thus the variance of y is given by 

(3.93) 

Similarly, if x is a Gaussian random vector with mean µ 1 and covariance matrix I: 
then random vector y = ex is log-normal with mean and covariance matrix [8] given by 1

' 

µY[i] = exp{µ 1 [i]+ :EJi,i]/2} 

:E1 [i, j] = Jly [i]µy [j] ( exp{:EJi,j]}-1) 
(3.94) 

using a similar derivation as in Eqs. (3.91) to (3.93). 

3.2. ESTIMATION THEORY 

Estimation theory and significance testing are two of the most important theories and meth­
ods of statistical inference. In this section, we describe estimation theory while significance 
testing is covered in the next section. A problem of statistical inference is one in which dala 

generated in accordance with some unknown probability distribution must be anaJyzed, and 
some type of inference about the unknown distribution must be made. In a problem of statis­
tical inference, any characteristic of the distribution generating the experimental data, such 
as the mean µ and variance a 2 of a Gaussian distribution, is called a parameter of the dis­
tribution. The set n of all possible values of a parameter c[> or a group of parameters 
<1>1, <l>2, •. . , <l>,, is called the parameter space. In this section we focus on how to estimate the 
parameter <I> from sample data. 

Before we describe various estimation methods, we introduce the concept and nature 
of the estimation problems. Suppose that a set of random variables X = {Xi,X2 , ••• ,Xn} is 
iid according to a pdf p(x I <I>) where the value of the parameter <I> is unknown. Now, sup­
pose also that the value of <I> must be estimated from the observed values in the sample. An 
estimator of the parameter <I>, based on the random variables X 17 X 2 , ••• ,X,., is a~­
valued function 8(X.,X2 , . .. ,X,.) that specifies the estimated value of <I> for each possib e 
set of values of X 1.X2 , .•. ,X,.. That is, if the sample values of X 17 X 2 , ..• ,X,. turn out to be 

x1,x2 ,. •• ,x,,, then the estimated value of <I> will be 8(xi,x2 , • • • ,x,.). • . r 
We need to distinguish between estimator, estimate, and estimation. An es_umato 

0(Xi,X2 , ••. ,Xn) is a function of the random variables, whose probability distri~uoon ~~ 
be derived from the joint distribution of X"X2 , ••• ,X,.. On the other hand, an e5t1mate ~~c 
specific value 8(xi,x2 , •.• ,xn) of the estimator that is determined by using some speci 
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sample val~es x., X2,: • •, xn • Estimation is ~sually used to indicate the process of obtaining 
such an estimator for the s~t of random vanables or an estimate for the set of specific sample 
values. If we use the notation X = {X1, X2 , ••• , Xn} to represent the vector of random vari­
ables and x ={x.,x2,· · ·,x,,} to represent the vector of sample values, an estimator can be 
denoted as 0(X) and an estimate 0(x) . Sometimes we abbreviate an estimator 0(X) by 
just the symbol 0 . 

In the following four sections we describe and compare three different estimators (es­
timation methods). They are minimum mean square estimator, maximum likelihood estima­
tor, and Bayes' estimator. The first one is often used to estimate the random variable itself, 
while the latter two are used to estimate the parameters of the distribution of the random 
variables. 

3.2.1. Minimum/Least Mean Squared Error Estimation 

Minimum mean squared error (MMSE) estimation and least squared error (LSE) estimation 
are important methods for random variables since the goal (minimize the squared error) is an 
intuitive one. In general, two random variables X and Y are i.i.d. according to some pdf 
fr.r(x,y). Suppose that we per:_form a series of experiments and observe the value of X. We 
want to find a transformation Y = g(X) such that we can predict the value of the random 
variable Y. The following quantity can measure the goodness of such a transformation: 

E(Y -Y)2 = E(Y - g(X))2 (3.95) 

This quantity is called mean squared error (MSE) because it is the mean of the 
squared error of the predictor g(X). The criterion of minimizing the mean squared error is 
a good one for picking the predictor g(X) . Of course, we usually specify the class of func­
tion G, from which g(X) may be selected. In general, there is a parameter vector cJ> asso­
ciated with the function g(X), so the function can be expressed as g(X,<I>) . The process to 
find the parameter vector <I>M.~ISE that minimi~es the mean of the squared error is called 
minimum mean squared error estimation and cJ>MMSE is called the minimum mean squared 
error estimator. That is, 

ci»MMsE =arg,!11in[ E[(Y-g(X,<I>))2 ]] . (3 .96) 

Sometimes, the joint distribution of random variables X and Y is not known. Instead, 
samples of (x,y) pairs may be observable. In this case, the following criterion can be used 
instead, 

n 

<I> L.SE = arg min L, [y, - g(x" <I>)] 
2 

q, / • I 

(3.97) 

The argument of the minimization in Eq. (~.97) is called sum-of-squa,:ed~err~r (SSE) and 
the process of finding the parameter vector cJ) L.SE , which satisfies the cntenon 1s called least 
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• • m squared error estimation. LSE is a powerful m"nh • ation or mmimu "" a. 

squared error esu_m where the function g( x, 41>) describes the observation pairs (x,. Y,) . fu 
nism for curve fittmg, • ( ) than the number of free parameters in function g(x <t>) 

th are more pomts n · · ' • 
general, ere. • d Therefore, no exact solut10n exists, and LSE fitting i,,. so the fitting ,s over-determine . 

comes necessary. • d that MMSE and LSE are actually very similar and share si,n j. 1 hould be emphasize . 
1 ts • • in Eq. (3.97) is actually n times the samp e mean of the squared 

lar properties.~ q,::~rlarge numbers, when the joint probability f,.,(x,y) is unifom, 
error. Based on e 1 proaches to infinity, MMSE and LSE are equivalent. 
or the number of samp es ap . thr . 

For the class of functions, we consider the followmg ee cases. 

• Constant functions, i.e., 

Ge = {g ( X) = c, CE R} 

• Linear functions, i.e., 

• Other non-linear functions G,,, 

3.2.1.1. MMSE/LSE for Constant Functions 

When Y = g(x) = c , Eq. (3.95) becomes 

E(Y-Y)2 =E(Y-c)2 

(3.98) 

(3.99) 

(3.100) 

To find the .M:MSE estimate for c, we take the derivatives of both sides in Eq. (3.lOO) 
with respect to c and equate it to 0. The MMSE estimate cMAISE is given as 

CJ.IMS£ =E(Y) 

and the minimum mean squared error is exactly the variance of Y, Var(Y). 

For the LSE estimate of c, the quantity in Eq. (3.97) becomes 

(3. 101) 

n 

minL(Y,-cJ2 
1 .. , (3.102) 

Similarly, the LSE estimate cl.SE can be obtained as follows: 

(3.103) 

The quantity in Eq. (3.103) is the sample mean. 

J 



Estimation Theory 

3.2.1.2. MMSE and LSE for Linear Functions 

When Y = g(x) = ax +b, Eq. (3.95) becomes 

e(a,b)=E(Y-Y)2 =E(Y-ax-bf 

To find the MMSE estimate of a and b, we can first set 

de = 0 and de = 0 
cta ' db 

and solve the two linear equations. Thus, we can obtain 

cov(X, Y) al' 
a=----=p\,.-

Var(X) • <1x 

<1y 
b = E(Y)-pyy -E(X) 

• (.J' 
X 

101 

(3.104) 

(3. 105) 

(3.106) 

(3.107) 

For LSE estimation, we assume that the sample x is ad-dimensional vector for gener­
ality. Assuming we haven sample-vectors (x"y,)=(x],x,2,---,xf,yi), i=l...n, a linear 
function can be represented as 

(3.108) 

The sum of squared error can then be represented as 

" 2 
e(A)=IIY-Yll2= I,(A'x;-Y;) (3.109) 

i:al 

A closed-form solution of the LSE estimate of A can be obtained by taking the gradi­

ent of e(A) ,-

n 

Ve(A)= L,2(A'x1 -y;)x, =2X'(XA-Y) (3.110) 

i=-1 

and equating it to zero. This yields the following equation: 

X'XA=X'Y (3.111) 

Thus the LSE estimate AisE will be of the following fonn: 
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AisE::::: <x'xr' x'Y 
(3.112) 

(X'Xr' X' in Eq. (3.112) is also refereed to as the pseudo-inverse of X a d . 
.L n is someti denoted as X . Illes 

When X'X is singular or some boundary conditions cause the LSE e I.J. . . 
. b . s mation m Pn 

(3.112) to be unattama le, some numenc methods can be used to find an ap r . '4· 
. f . . . . th . . E p ox1mate soJu. 

tion. Instead o mmim1zmg e quantity m q. (3.109), one can minimize th ~ 
11 

. 
. e 10 owing 

quantity: 

e(A) == II XA - Y 112 +a II A 112 
(3.113) 

Following a similar procedure, one can obtain the LSE estimate to minimize the quan. 
tity above in the following form. 

(3. I 14) 

The LSE solution in Eq. (3.112) can be used for polynomial functions too. In the pr~ 
lem of polynomial curve fitting using the least square criterion, we are aiming to find the 
coefficients A = ( a0, a,, a2,. ··,ad)' that minimize the following quantity: 

mm E(Y-Y)2 (3.115) 
ao.a1.al ,"·•ad 

~ 2 d 
where Y=a0 +a,x+a2x +··-+adx 

To obtain the LSE estimate of coefficients A= (a0 ,a.,a2 ,··,ad)', simply change the 
fonnation of matrix X in Eq. (3 .108) to the following: 

(3.116) 

d 
I xn xn 

. . . f l while x( in Eq. 
Note that xj in Eq. (3.108) means the J-th dtmens1on_ o samfp el X;, mial coefficients 

1 Th & the LSE estimate o po yno (3.116) meansj-th order of value x,. ere1ore, 
_ ( ... a )' has the same form as Eq. (3.112). 

A LSE - ao , a1 , 0 2 • • d 

3.2.1.3. MJ\!ISE/LSE for Nonlinear Functions 

. f 11 • minimization problem: 
As the most general case, consider solvmg the o owmg 

(3.1 )7) 

min E[Y-g(X)]2 
g(•)EG,1 
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Since we need to deal with all possible nonlinear functi'ons tak· d • • d , mg a envauve oes 
not work here. Instead, we use the property of conditional expectati'on t I h' • · · . . o so ve t 1s mm1m1-
zat1on problem. By applying Eq. (3.38) to (3. I 17), we get 

Ex,r[Y-g(X)J2 = Ex {Er,x [[r-g(X)J IX= x ]} 

= J: Er,x [[r-g(x)J IX= x ]!" (x)dx 

= J: Err< [ [ Y - g ( x) J I X = x] fx ( x) dx 

(3.118) 

. . ~ince the integra~d is nonnegative in Eq. (3.118), the quantity in Eq. (3.117) will be 
m1mm1zed at the same time the following equation is minimized. 

min Enx [[Y -g(x)]
2 
IX= x] 

g(x)eR 
(3.) 19) 

Since g(x) is a constant in the calculation of the conditional expectation above, the 
MMSE estimate can be obtained in the same way as the constant functions in Section 
3.2.1.1. Thus, the MMSE estimate should take the following form: 

(3.120) 

If the value X = x is observed and the value E(Y IX= x) is used to predict Y, the 
mean squared error (MSE) is minimized and specified as follows: 

Er,x[[r-Er,x(Y IX= x)r IX= X ]= Va'i-,x(Y IX =x) (3.121) 

The overall MSE, averaged over all the possible values of X, is: 

Ex [Y-Enx(Y I X)J = Ex {Enx [[r -Enx<Y IX) JI X ]}= Ex [r1xVar(Y IX= x)] 

(3.122) 

It is important to distinguish between the overall MSE Ex [ Varrix (YI X)] and the 
MSE of the particular estimate when X = x , which is Varr,x(Y IX= x). Before the value of 
X is observed, the expected MSE for the process of observing X and predicting Y is 
Ex [va'i-ix (Y IX)]. On the other hand, after a particular value x of X has been observed and 
the prediction Enx(Y IX= x) has been made, the appropriate measure of MSE of the pre-

diction is Va'i.,x(Y IX= x). 
In general, the form of the MMSE estimator for nonlinear functions depends on the 

form of the joint distribution of X and Y. There is no mathematical closed-form solution. To 
get the conditional expectation in Eq. (3. I 20), we have to perform the following integral: 

(3.123) 
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It is difficult to solve this integral calculation. First, different measu 
tem1ine different conditional pdf for the integral. Exact information abo::~of x c~uld de. 
impossible to obtain. Second, there could be no analytic solution for the int \Pdf ts often 
ficulties reduce the interest of the MMSE estimation of nonlinear functt'oegra • Those dif-

. • . ns to theoret' al 
aspects only. The same d1fficult1es also exist for LSE estimation for nont· fu . ic 

. mear nc110 
Some certam classe~ of well-behaved nonlinear functions are typically assumed for ns. 
problems and numenc methods are used to obtain LSE estimate from sample data. LSE 

3.2.2. Maximum Likelihood Estimation 

Maximum likelihood estimation (MLE) is the most widely used parametric estimation 
method, largely be~ause of its ~fficiency. Suppose . that a ~et of random samples 
X = {X1,X2 , ••• ,Xn} 1s to be drawn mdependently according to a discrete or continuous dis­
tribution with the pf or the pdf p(x I <I>), where the parameter vector (J> belongs to some 
parameter space Q. Given an observed vector x = (x,, • .. , xJ, the likelihood of the set of 
sample data vectors x with respect to <I> is defined as the joint pf or joint pdf P.(x lcJ>); 
pnCx l<I>) is also referred to as the likelihoodfunction. 

MLE assumes the parameters of pdf s are fixed but unknown and aims to find the set of 
parameters that maximizes the likelihood of generating the observed data. For example, if 
the pdf Pn(x I <I>) is assumed to be a Gaussian distribution N(µ,:E), the components of «I> 

will then include exactly the components of mean-vector µ and covariance matrix l:. 
Since X 1,X2 , ... ,Xn are independent random variables, the likelihood can be rewritten as 

follows: 

n 

P n ( X I <J>) = II p( X k I <I>) 
(3.124) 

,1-,,1 

The likelihood p (x I <I>) can be viewed as the probability of generating the sample 
n • l'k l'h d • t of (J> is denoted as data set x based on parameter set <I> . The maximum z e z oo estzma or 

<l>MLE that maximizes the likelihood p,,(x I <I>). That is, 

<l>MLE =argmax Pn(x I <I>) 
q, 

(3.125) 

. . /'h d • t' n method and is of• 
This estimation method is called the maximum like I oo eSfzma w . . fuoc· 

. . . t • cally mcreasmg 
ten abbreviated as MLE. Since the loganthm funcuon 1s a mono om . •ze the 

• l'h d h Id also max1m1 
tion, the parameter set <I> MLE that maximizes the log-hke 1 00 s ou . db taking (he 
like~ihood._If ~"(x I cl>) is differentiable functio~ of _<I>, <1> ,iJLE can b_e attainelet ycl> beak· 
partial denvattve with respect to (f) and settmg 1t to zero. Spec1fically, . 

, n th d'ent operator. 
component parameter vector <l>=(cl>i,4>2, ... ,<l>k) and v<P be egra 1 
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a 
a<I>, 

V = "' a 
(3.126) 

d<l>k 

The log-likelihood becomes: 

n 

l(«I>)=logpn(xl«I>)= I,logp(xk l«I>) 
k=I 

(3.127) 

and its partial derivative is: 

II 

V"' /(«I>)= I, V"' logp(x* l«I>) (3,128) 
k•I 

Thus, the maximum likelihood estimate of <I> can be obtained by solving the follow­
ing set of k equations: 

(3,129) 

Example 3.1 

Let's take a look at the maximum likelihood estimator of a univariate Gaussian pdf, given as 
the following equation: 

I [ (x-µ)
2

] p(x I «I>)= r,;--:: exp 
v21ra _ 2cr2 

(3.130) 

where µ and a 2 are the mean and the variance respectively. The parameter vector cJ) de­
notes (µ,cr 2

) . The log-likelihood is: 

n 

logpnCx I «I>)= L logp(xk I «I>) 

(3.131) 

n 2 1 ~( )2 =--log(21ra )--2 .£...J x* -µ 
2 2<J" bl 
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and the partial derivative of the above expression is: 

a n I 
-logpn(x I Cl>)= L,-2 (xk - µ) 
dµ. k=I (j 

~logp (xlCI>)= - ~+ ~ (xk -µ)2 
aa2 n 2a2 f:t 20-4 

(3.132) 

We set the two partial differential derivatives to zero, 

(3.133) 

The maximum likelihood estimates for µ and a 2 are obtained by solving the above equa­
tions: 

(3.134) 

Equation (3.134) indicates that the maximum likelihood estimation for mean and vari­
ance is just the sample mean and variance. 

Example 3.2 
For the multivariate Gaussian pdf p(x) 

p(x I Cl>)= /2 1/2 exp,-_.!..ex - µ yi;-l (x - µ) ·1 
(21r) 11:1 _ 2 . 

(3.135) 

The maximum likelihood estimates of µ and l: can be obtained by a similar procedure. 

A 1 n 
µ,.,LE =-Ixk 

n k=I 

i:.MLE = .!.. 'I<xk -µMLE )(xk - fiMLE )' = E[ (xk -µML£ )(xk -µMLE )'] 
n k•I 

(3.136) 

Once again, the maximum likelihood estimation for mean vector and covariance matrix is 
the sample mean vector and sample covariance matrix. ---
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In some situations, maximum likelihood estimation of <I> may not exist, or the maxi­
mum likelihood estimator may not be uniquely defined, i.e., there may be more than one 
MLE of <I> for a specific set of sample values. Fortunately, according to Fisher's theorem 
for most practical problems with a well-behaved family of distributions, the MLE exists and 
is uniquely defined [ 4, 25, 26 ]. 

In fact, the maximum likelihood estimator can be proven to be sound under certain 
conditions. As mentioned before, the estimator 0(X) is a function of the vector of random 
variables X that represent the sample data. 0(X) itself is also a random variable, with a 
distribution determined by joint distributions of X. Let <I> be the parameter vector of true 
distribution p(x I <I>) from which the samples are drawn. If the following three conditions 
hold: 

1. The sample x is a drawn from the assumed family of distribution, 

2. The family of distributions is well behaved, 

3. The sample x is large enough, 

then maximum likelihood estimator, <l> MLE , has a Gaussian distribution with a mean <I> and 
a variance of the form 1 / nB; [26], where n is the size of sample and B1 is the Fisher in­
formation, which is determined solely by <fJ and x . An estimator is said to be consistent, iff 
the estimate will converge to the true distribution when there is infinite number of training 
samples. 

/im (J> ML£ = <J> 
n->oo 

(3.137) 

<I> MLE is a consistent estimator based on the analysis above. In addition, it can be 
shown that no consistent estimator has a lower variance than <I> MLE • In other words, no es­
timator provides a closer estimate of the true parameters than the maximum likelihood esti­
mator. 

3.2.3. Bayesian Estimation and MAP Estimation 

Bayesian estimation has a different philosophy than maximum likelihood estimation. While 
MLE assumes that the parameter <l> 3 is fixed but unknown, Bayesian estimation assumes 
that the parameter <l> itself is a random variable with a prior distribution p(<l>). Suppose we 
observe a sequence of random samples x = { x1 ,x2, ... ,xn}, which are i.i.d. with a pdf 
p(x I <l>) . According to Bayes' rule, we have the posterior distribution of <l> as: 

p(<l> Ix)= p(x I <l>)p(<l>) ex p(x I <l>)p(<l>) 
p(x) 

(3.138) 

~ F · 1· · h 1 r ... •1s ~ sc~•ar instead of a vector here. However, the extension to a pa-or s1mp 1c1ty, we assume t e parame e .., " w 

rameter vector ell can be derived according to a similar procedure. 



108 Probability, Statistics, and Inf~ 
on Theory 

In Eq. (3.138), we dropped the denominator p(x) here because it is ind 
parameter <I>. The distribution in Eq. (3.138) is called the posterior distrib:rndentofthe 
cause it is the distribution of <l> after we observed the values of ran;on of ~ be. 
X,,X2,· ··,Xn. om vanabJes 

3.2.3.1. Prior and Posterior Distributions 

For mathematical tractability, conjugate priors are often used in Bayesian estimatio S 
pose a random sample is taken of a known distribution with pdf p(x I <l>) . A conjuga~ ~P· 
for the random variable (or vector) is defined as the prior distribution for the paramete~no~ 
the probability density function of the random variable (or vector), such that the clas~­
conditional pdf p(x I <I>), the posterior distribution p(<f> Ix), and the prior distribution 
p( <I>) belong to the same distribution family. For example, it is well known that the conju. 
gate prior for the mean of a Gaussian pdf is also a Gaussian pdf [4]. Now, let's derive such a 
posterior distribution p(<l> Ix) from the widely used Gaussian conjugate prior. 

Example 3.3 

Suppose X.,X2 , ... ,X" are drawn from a Gaussian distribution for which the mean <I> isa 
random variable and the variance cr 2 is known. The likelihood function p(x I Cl>) can be 
written as: 

p(xl<f>)= ~
12 

"exp[-_!_ f(x,-<I> l2 - oc exp -_ _!_ fl' x, -<1>)
2

] (3.139) 
( 27r) (j 2 i=I Cf ,, _ 2 j;J (J 

To further simply Eq. (3.139), we could use Eq. (3.140) 

n n 

L,(X; -<1>)2 = n(<l>-xn)2 + 2t(X; -xn)2 (3.140) 
/; I /;I 

1 " 
where xn =-Ix,= the samplemeanofx ={x,,X2,···•xn}· 

n iel 

Let's rewrite p(x I <I>) in Eq. (3.139) into Eq. (3.141): 

p(x I<!>) K ex+ 2:, (<1>-x.)' ]exp[-2:' t,(x; -x.)'] (J.141) 

N . . . 'b • with mean µ ow suppose the pnor distribution of <I> is also a Gaussian d1stn uuon 
and variance v 2

, i.e., the prior distribution p(<I>) is given as follows: 

(3.142) 
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By combining Eqs. (3.141) and (3 142) h"l d • . . • w 1 e rapping the second term in E . (3.141) 
we could attain the posterior pdf p(<J.> Ix) in the following equation: q 

Now if we define p and t: as follows: 

, ,_ 
<rµ+nv·x p= II 

a 2 +nv2 

a2v2 
r2=--­

a2 +nv2 

We can rewrite Eq. (3.143) as: 

p(4> Ix) oc exp {-.!_1·~ ( <I>- P )2 + , n (x - µ)2 ·1·r 
2 l' a·+nv2 n . - . . 

(3.143) 

(3.144) 

(3.145) 

(3.146) 

Since the second term in Eq. (3.146) does not depend on <I>, it can be absorbed in the 
constant factor. Finally, we have the posterior pdf in the following form: 

1 1· -1 2] p( <P I x) = r,;-:: exp - , ( 4>- p) 
v21tr . 21:-

(3.147) 

Equation (3.147) shows that the posterior pdf p(4> Ix) is a Gaussian distribution with 
mean p and variance t:2 as defined in Eqs. (3.144) and (3.145). The Gaussian prior distri­
bution defined in Eq. (3.142) is a conjugate prior. 

3.2.3.2. General Bayesian Estimation 

The foremost requirement of a good estimator 8 is that it can yield an estimate of <I> 
( 9(X)) which is close to the real value <I>. In other words, a good estimator is one for 
which it is highly probable that the error 8(X)-4> is close to 0. In general, we can define a 
loss function' R(<l>,<l>). It measures the loss or cost associated with the fact that the true 
value of the parameter is <I> while the estimate is <I> . When only the prior distribution 

'Bayesian estimation and loss functions are based on Bayes' decision theory, described in Chapter 4. 
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p(<f>) is available and no sample data has been observed, if we choose one P rt· 
- . a 1cular . mate <I> , the expected loss 1s: es11. 

(3.148) 

The fact that we could derive posterior distribution from the likelihood funcf 
the p1ior distribution [as shown in the derivation of Eq. (3.147)] is very important tn aoct 

• 11 h d • l f ere be. cause 1t a ows us to compute t e expecte posterior oss a ter sample vector x is ob 
Th d · l · d • h • ;;:;. • served e expecte postenor oss associate wit estimate -v 1s: • 

E [ R(<I>, <i>) I x] = f R(<l>, <I>) p(<I> I x)d<I> (3.149) 

The Bayesian estimator of <I> is defined as the estimator that attains minimum Baye 
risk, that is, minimizes the expected posterior loss function (3.149) . Fonnally, the Bayesi~ 
estimator is chosen according to: 

ello) .. ,(x) = argn'lin E[R(<I>,0(x)) Ix] 
6 

(3.150) 

The Bayesian estimator of cJ> is the estimator 0 Bll)"• for which Eq. (3.150) is satisfied 
for every possible value of x of random vector X . Therefore, the fonn of the Bayesian es­
timator 08uyt•• should depend only on the loss function and the prior distribution, but not the 
sample value x . 

One of the most common loss functions used in statistical estimation is the mean 
squared error function [20]. The mean squared error function for Bayesian estimation should 
have the following form: 

R(<I>,0(x)) = (<l>-0(x))2 (3.151) 

In order to find the Bayesian estimator, we are seeking 0 Bayt', to minimize the expected pos­
terior loss function : 

E[ R(<I>,0(x)) Ix]= E[ (<l>-0(x))2 Ix]== £(<1>2 I x)-W(x)E(<I> I x) - 0(x)2 (3.152) 

The minimum value of this function can be obtained by taking the partial deriva~ve 0~ 

Eq. (3.152) with respect to 0(x). Since the above equation is simply a quadratic funcuon; 
0(x), it can be shown that the minimum loss can be achieved when eBay,!, is chosen ba 

on the following equation: 
(3.153) 

4> 
Equation (3.153) translates into the fact that the Bayesian esti~ate _of ~he ~a~t:. In 

for mean squared error function is equal to the mean of the postenor d1stnbuno a)so 
th ' 11 • · • • • tion) that e 10 owmg section, we discuss another popular loss funct10n (MAP esttma 
generates the same estimate for certain distribution functions. 
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3.2.3.3. MAP Estimation 

One intuitive interpretation of Eq. (3.138) is that a prior pdf p(<I>) represents the relative 
likelihood before the values of X"X2 , ... ,X,, have been observed; while the posterior pdf 
p(<I> Ix) represents the relative likelihoo~ after the values of X1, X 2 , ... , X,. have been ob­

served. Therefore, choosing an estimate cJ> that maximizes the posterior probability is con­
sistent without intuition. This estimator is in fact the maximum posterior probability (MAP) 
estimator and is the most popular Bayesian estimator. 

The loss function associated with the MAP estimator is the so-called uniform loss 

function [20]: 

{
o, if I 0(x)-cJ> I~ Li 

R(<I>,0(x)) = where Li> 0 
1, if I 0(x)-<I> I> Li 

(3.154) 

Now let's see how this uniform loss function results in MAP estimation. Based on the 
loss function defined above, the expected posterior loss function is: 

E(R(<l>,0(x)) Ix)= P(l 0(x)-<I> I> Li Ix) 

f 
11(.x)+ti. 

= t-P(l 0(x)-<I> I~ Li Ix)= t- p(<I> Ix) 
B(s)- 6 

(3.155) 

The quantity in Eq. (3.155) is minimized by maximizing the shaded area under 
p(<I> Ix) over the interval [0(x)-6,0(x)+Ll] in Figure 3.16. If p(<I> Ix) is a smooth curve 
and Ll is small enough, the shaded area can be computed roughly as: 

J8(x)+t,. I 
p(<I> Ix)= 2~(<1> Ix) <t>~B<x> 

9(x)-t. 

(3.156) 

Thus the shaded area can be approximately maximized by choosing 0(x) to be the maxi­
mum' point of p(cI> Ix). This concludes our proof the using the error function in Eq. (3.154) 

indeed will generate MAP estimator. 

I - E( P(4',8(x)) \ x ) 

B(x)-.6 9(x) +/l 
9(x) 

Figure 3.16 Illustration of the minimum expected posterior loss function for MAP estimation 

[20]. 
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. ~AP estimation is to find the parameter esti 

max1m1zes the posterior probability, mate <I> MAP or estimator 
0 Au,{X) that 

<I>Mt1P == 0MAP (x) == argmax p(<l> I x) = argmax p(x I cl>) (<I> 
CZ> CZ> p ) 

<l>Aw can also be specified in the logarithm form as follows: 

<I>MAP =arg:ax [Iogp(xl<I>)+logp(<l>)] 

<I>MAP can be attained by solving the following parti'al di.f" •a1 . 
1erent1 equation: 

a log p(x I cJ>) a log p(<I>) 
~,._ + =0 
U'V d<l> 

Thus the MAP equation for finding <I> MAP can be established. 

a log p(x I <I>) 

a<J> 
= -ologp(<I>) 

<Z>=CZ> MAJ> d<I> q,,_ ti> MAP 

(3.157) 

(3.158) 

(3.159) 

(3.160) 

There are interesting relationships between MAP estimation and MLE estimation. The 
prior distribution is viewed as the knowledge of the statistics of the parameters of interest 
before any sample data is observed. For the case of MLE, the parameter is assumed to be 
fixed but unknown. That is, there is no preference (knowledge) of what the values of pa­
rameters should be. The prior distribution p(<l>) can only be set to constant for the entire 
parameter space, and this type of prior information is often referred to as non-informative 
prior or uniform prior. By substituting p(<I>) with a uniform distribution in Eq. (3.157), 
MAP estimation is identical to MLE. In this case, the parameter estimation is solely deter­
mined by the observed data. A sufficient amount of training data is often a requirement ~or 
MLE. On the other hand, when the size of the training data is limited, the use of the pnor 
density becomes valuable. If some prior knowledge of the distribution of the P~~eters c~ 
be obtained, MAP estimation provides a way of incorporating prior information 10 tbe pa 
rameter learning process. 

Example 3.4 
. . . • d • Section 3.Z.3.1, 

Now, let's formulate MAP estimation for Gaussian dens1ues. As descnbe 10 . . Simi· 
. . . . . . · • al G ssian distnbunon. the conJugate pnor d1stnbut1on for a Gaussian density 1s so a au . . 'bution for 

larly, we assumed random variables Xi,X
2

, ••• ,Xn drawn from a_ Gaussian _dis~ prior dis· 
which the mean <I> is unknown and the variance a 2 is known, while the co~Jugha wn in sec-

.b • . v2 It is s o . 
~ utJon of «l> is a Gaussian distribution with mean µ _and vanance • e MAP estimauon 
hon 3.2.3.l that the posterior pdf can be formulated as m Eq. (3.147). Th . 
for <l> can be solved by tal<lng the derivative of Eq. (3.147) with respect to <I> · 
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(3.161) 

where n is the total number of training samples and .x the sampl 
M P 

. ,, e mean. 
The A estimate of the mean <l> is a weighted average of th I -. . e samp e mean x and 

the pnor mean. When n 1s zero (when there is no training data at all) the MAP t· n • . . , es ,mate 1s 
simply the pnor mean µ . On the other hand when n is large ( n ........,. ) th MAP • 

• . • • ----, 00 , e est1 mate 
will converge to the maximum hkelihood estimate. This phenomenon is consistent w·th 
· · · d • f .- 1 our 
mtUIUon a~ 1s o _ten rete~ed to as asymptotic equivalence or asymptotic convergence. 
Therefore, m practice, the d1ffer~~ce betw~en M~P estimation and MLE is often insignifi­
cant when a l~ge a~ount of trammg data 1s available. When the prior variance v2 is ve 
large (e.g., ~- >> er In), the MAP estimate will converge to the ML estimate because~ 
very large v- translates into a non-informative prior. 

It is important to note that the requirement of learning prior distributions for MAP es­
timation is critical. In some cases, the prior distribution is very difficult to estimate and MLE 
is still an attractive estimation method. As mentioned before, the MAP estimation frame­
work is particularly useful for dealing with sparse data, such as parameter adaptation. For 
example, in speaker adaptation, the speaker-independent (or multiple speakers) database can 
be used to first estimate the prior distribution [9]. The model parameters are adapted to a 
target speaker through a MAP framework by using limited speaker-specific training data as 
discussed in Chapter 9. 

3.3. SIGNIFICANCE TESTING 

Significance testing is one of the most important theories and methods of statistical infer­
ence. A problem of statistical inference, or, more simply, a statistics problem, is one in 
which data that have been generated in accordance with some unknown probability distribu­
tion must be analyzed, and some type of inference about the unknown distribution must be 
made. Hundreds of test procedures have developed in statistics for various kinds of hypothe­
ses testing. We focus only on tests that are used in spoken language systems. 

The selection of appropriate models for the data or systems is essential for spoken lan­
guage systems. When the distribution of certain sample data is unknown, it is usually appro­
priate to make some assumptions about the distribution of the data with a distribution 
function whose properties are well known. For example, people often use Gaussian distribu­
tions to model the distribution of background noise in spoken language systems. One impor­
tant issue is how good our assumptions are, and what the appropriate values of the 
parameters for the distributions are, even when we can use the methods in Section 3.2 to 
estimate parameters from sample data. Statistical tests are often applied to dete~ine if_ the 
distribution with specific parameters is appropriate to model the sample data. In this secllon, 
we describe the most popular testing method for the goodness of distribution fitting - the 

2 X goodness-of-fit test. 
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Another important type of statistical tests is designed to eval 
different methods or algorithms for the same tasks wh th . uate tbe excellence oftw 

en ere 1s uncertai ty 0 
results. To assure that the two systems are evaluated th . . n regarding the . on e same or s1m1Iar ct·. 
penmenters often carefully choose similar or even th I con tllons ex. 
T . . e exact y same data s t i ' 

his is why we refer to this type of statistical test as a . d b . es or testing. 
h . . paire o servatzons t I 

spe~c reco~nit1on and spe~ch synthesis, the paired observations test is ave . est. n both 
for mterpretmg the companson results. ry important tool 

3.3.1. Level of Significance 

We now consider statistical problems involving a parameter "' whose valu • kn 
l
. . . .,, e is un own but 

must 1e ma certain parameter space n. In statistical tests we let H denote th h . 
th 

, o e ypothes1s 
at ¢ e n0 and let H1 denote the hypothesis that q, e .Q . The subsets .Q and Q d' 

· · dn. n I o ,are1s-
JOmt an ::1 .. , 0 u.i..r,1 = n, so exactly one of the hypotheses H and H must be tru w . o I e. e 
must now decide whether to accept HO or H1 by observing a random sample x ... x 
drawn from a distribution involving the unknown parameter q,. A problem like this i~ c~led 
hypotheses testing. A procedure for deciding whether to accept H0 or H1 is called a test 
procedure or simply a test. The hypothesis H 0 is often referred to as the null hypothesis and 
the hypothesis H1 as the alternative hypothesis. Since there are only two possible decisions, 
accepting H0 is equivalent to rejecting H1 and rejecting H0 is equivalent to accepting H1. 

Therefore, in testing hypotheses, we often use the terms accepting or rejecting the null hy­
pothesis H0 as the only decision choices. 

Usually we are presented with a random sample X = (X1, .. ,Xn) to help us in making 
the test decision. Let S denote the sample space of n-dimensional random vector X. The test­
ing procedure is equivalent to partitioning the sample space S into two subsets. One subset 
specifies the values of X for which one will accept H0 and the other subset specifies the 
values of X for which one will reject H0 . The second subset is called the critical region and 

is often denoted as C. 
Since there is uncertainty associated with the test decision, for each value of ¢ E ~• 

we are interested in the probability p( ¢) that the testing procedure rejects Ho . The funcuon 
p(</J) is called the power function of the test and can be specified as follows: 

P(<P) = P(Xe C 1¢) 
(3. }62) 

For </J E n the decision to reiect H is incorrect. Therefore, if <P E ilo , p( ¢) _is .
th

ale 
o ' :.i o . . • • ) In statistic 

probability that the statistician will make an incorrect dec1S1on (false reJecuon • hi h 
·d tests for w c 

tests, an upper bound a
0 

(0 < a
0 

< 1) is specified, and we only cons1 er if , ifi· 
• all d the level o sign 

p(</J) $ 0:0 for every value of q, e n
0

• The upper bound ao is c e . . Since 
cance. The smaller a

0 
is, the Jess likely it is that the test procedure will_ re;ect Hoth· test 

· th • • ected by e 
Clo specifies the upper bound for false rejection, once a hypo esis is reJ . . a is 
procedure, we can be (1-a ) confident the decision is correct. In moSt apphcattons, 0°95 

o f • ' ficance or • 
set to be 0.05 and the test is said to be carried out at the 0.05 level O Sigm 

1 

level of confidence. 
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We define the size a of a given test as the maximum probability, among all the values 
of ~ which satisfy the null hypothesis, of making an incorrect decision. 

a= max p(</>) 
8€0., (3.163) 

Once we obtain the value of a, the test procedure is straightforward. First, the statisti­
cian specifies a certain level of significance a0 in a given problem of testing hypotheses, 
then he or she rejects the null hypothesis if the size a is such that a :5 a 0 • 

The size a of a given test is also called the tail area or the p-value corresponding to 
the observed value of data sample X because it corresponds to tail area of the distribution. 
The hypothesis will be rejected if the level of significance a0 is such that a 0 > a and 
should be accepted for any value of a0 <a. Alternatively, we can say the observed value of 
X is just significant at the level of significance a without using the level of significance 
a0 . Therefore, if we had found that the observed value of one data sample X was just sig­
nificant at the level of 0.0001, while the other observed value of data sample Y was just sig­
nificant at the level of 0.001, then we can conclude the sample X provides much stronger 
evidence against H 0 • In statistics, an observed value of one data sample X is generally said 
to be statistically significant if the corresponding tail area is smaller than the traditional 
value 0.05. For cases requiring more significance (confidence), 0.01 can be used. 

A statistically significant observed data sample X that provides strong evidence 
against H0 does not necessary provide strong evidence that the actual value of ¢ is signifi­
cantly far away from parameter set .Q0 • This situation can arise, particularly when the size 
of random data sample is large, because a test with larger sample size will in general reject 
hypotheses with more confidence, unless the hypothesis is indeed the true one. 

3.3.2. Normal Test (Z-Test) 

Suppose we need to find whether a coin toss is fair or not. Let p be the probability of heads. 
The hypotheses to be tested are as follows: 

Ho: p=½ 

H,: p:t:½ 
We assume that a random sample size n is taken, and let random variable M denote the 

number of times we observe heads as the result. The random variable M has a binomial dis­
tribution B(n,½). Because of the shape of binomial distribution, ~ can lie on either side of 
the mean. This is why it is called a typical two-tailed test. The trul area or p-value for the 

observed value k can be computed as: 

{ 
2P(k ~ M ~ n) 

p = 2P(0 5, M :5 k) 

1.0 

fork> n/2 

fork< n/2 

fork= n/2 

(3.164) 
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The p-value in Eq. (3.164) can be computed direct! . . 
The test procedure will reject Ho when pis less than th _Y ~sfitng the binomial distribu1· 

I . . e s1gm tcance level ton. 
n many sttuat1ons, the p-value for the distribution of d ta ao • · 

tain due to the complexity of the distribution. Fortunate! :f sample ~ i~ difficult lo ob. 
sample X ~as some well-known distribution, the test can ~en ~~~e st~t1st1c Z of the data 
s~ead. !f n is larg~ enough ( n > 50 ), a normal test (or Z-test) can b~ne m the Z domain in­
bmom1al probability. Under H the mean and v . fi used to approximate a 

o • anance or M are E(M) 
Var(M) = n/4. The new random variable z is defined as, = n/2 and 

z = IM - n/21-1/2 

.r,;[4 (3.165) 

which can be approximated as standard Gaussian distribution N(0,1) under H 
value can now be computed as p = 2P(Z ~ z) where z is the realized value of 2 °~The~­
observed. Thus, H 0 is rejected if p < a0, where a0 is the level of significance. ter M 15 

3.3.3. x2 Goodness-of-Fit Test 

The normal test (Z-test) can be extended to test the hypothesis that a given set of data came 
from a certain distribution with all parameters specified. First let's look at the case of dis­
crete distribution fitting. 

Suppose that a large population consists of items of k different types and let p, be the 
probability that a random selected item belongs to type i. Now, let q., ... ,q* beasetofspe-
cific numbers satisfying the probabilistic constraint ( q, ;::: 0 for i = l, ... , k and ~ ~ q, = 1 ). k,J,.1 
Finally, suppose that the following hypotheses are to be tested: 

H0 :P;=q, fori=l, ... ,k 

H, : p, * q, for at least one value of i 
Assume that a random sample of size n is to be taken from the given population. For 

i = 1, ... , k , let N, denote the number of observations in the ~andom sample which ~ of 
type i. Here, Np••·,Nk are nonnegative numbers and I;.1N, =n. Rando~ v~a~les 
N, , ... , Nk have a multinomial distribution. Since the p-value for the multinom1~ d1stnbu· 
tion is hard to obtain, instead we use another statistic about N1, ••• , NJ: • When Ho 15 true, the 
expected number of observations of type i is nq, . In other words, the difference between lhe 
actual number of observations N; and the expected number nq; should be small w~en z0 

is true. It seems reasonable to base the test on the differences N1 - nq, and to ~eJect). 0 

when the differences are large. It can be proved (14] that the following random vanable 

1 = ± (N, -nq;)
2 

,,., nq, 

(3. 166) 

1 • n~""-
converges to the x2 distribution with k-1 degrees of freedom as the samp e size 

... 
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A X~ test of goodness-of-fit can be carried out in the following way. Once a level of 
significance a 0 is specified, we can use the following p-value function to find critical point c:~ 

(3. 167) 

where F;/ (x) is the distribution function for X~ distribution. The test procedure simply 
rejects H0 when the realized value A. is such that A> c . Empirical results show that the X~ 
distribution will be a good approximation to the actual distribution of il as long as the value 
of each expectation nq; is not too small ( ~ 5 ). The approximation should still be satisfac­
tory if nq, ~ 1.5 for i = l, ... ,k. 

For continuous distributions, a modified x2 goodness-of-fit test procedure can be ap­
plied. Suppose that we would like to hypothesize a null hypothesis H

0 
in which continuous 

random sample data Xw .. , x. are drawn from a certain continuous distribution with all 
parameters specified or estimated. Also, suppose the observed values of random sample 
x1 , ••• ,xk are bounded within interval .Q. First, we divide the range of the hypothesized 
distribution into m subintervals within interval O such that the expected number of values, 
say E,, in each interval is at least 5. For i = l, ... ,k, we let N; denote the number of obser­
vations in the th subintervals. As in Eq. (3.166), one can prove that the following random 
variable A. 

(3.168) 

converges to the x2 distribution with m -k- l degrees of freedom as the sample size 
n ➔ oo , where k is the number of parameters that must be estimated from the sample data in 
order to calculate the expected number of values, £,. Once the X2 distribution is estab­
lished, the same procedure can be used to find the critical c in Eq. (3. l 67) to make test deci­
sions. 

Example 3.5 

Suppose we are given a random variable X of sample size 100 points and we want to deter­
mine whether we can reject the following hypothesis: 

H0: X ~ N(0,1) (3. I 69) 

To perform x2 goodness-of-fit test, we first divide the range of X into 10 subinterv_aJs. 
The correspondina probability falling in each subinterval, the expected number of pomts 
falling in each subinterval and the actual number of points falling in each subintervals [IO] 

are illustrated in Table 3.1. 

'Since x2 pdf is a monotonic function, the test is a one-tail test. Thus, we only need to calculate one la.ii area. 
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Table 3.1 The probability falling in each subinterval of an N(O I) ••nd 100 • , " sample p • 
expected n~mber of points falling in each subinterval, and the actual number of . oints, ~he 
in each subinterval [ IO]. points falhng 

Subinterval / 1 P(X e / 1) E, = lOOP(X e / 1) N, 
[-oo, -1.6] 0.0548 5.48 2 
[-1.6, -1.2] 0.0603 6.03 9 
[-1.2, -0.8] 0.0968 9.68 6 
[-0.8, -0.4] 0.1327 13.27 11 
[-0.4, 0 .0] 0.1554 15.54 19 
[0.0, 0.4] 0.1554 15.54 25 
[0.4, 0 .8] 0.1327 13.27 17 
[0.8, I .2] 0.0968 9.68 2 
[1.2, 1.6] 0.0603 6.03 6 
[-1.6, oo] 0.0548 5.48 3 

The value for A can then be calcuJated as follows: 

Since A. can be approximated as a z2 distribution with m-k-1=10-0-I=9 de­
grees of freedom, the critical point c at the 0.05 level of significance is calculated6 

10 be 
16.919 according to Eq. (3. 167). Thus, we should reject the hypothesis H0 because the cal­
culated A is greater than the critical point c. 

The x2 goodness-of-fit test at the 0.05 significance level is in general used to deter­
mine when a hypothesized distribution is not an adequate distribution to use. To accept the 
diswtribution as a good fit, one needs to make sure the hypothesized distribution cannot be 
rejected at the 0.4 to 0.5 level-of-significance. The alternative is to use the x 2 goodness-o!­
fit test for a number of potential distributions and select the one with smallest calculated X" • 

When all the parameters are specified (instead of estimated}, the Kolmogorov­
Smirnov test [5] can also be used for the goodness-of-fit test. The Kolmogorov-Smimov teSI 

in general is a more powerful test procedure when the sample size is relatively small. 

3.3.4. Matched-Pairs Test 

In th.is section, we discuss experiments in which two different methods (or systems) are to 
b d . . 1 ated under e compare to learn which one is better. To assure the two methods are eva u 

• • rob-
~ _general, we use a cumulative distribution function table to find the point with specific desired curnulauve p 

abihty for complicated distributions, like the z2 distribution. 
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similar conditions, two closely resemble data samples or ideally the same data sample 
should be used to evaluate both methods. This type of hypotheses test is called matched­
paired test [5]. 

3.3.4.1. The Sign Test 

For i =I, ... , n, let P; denote the probability that method A is better than method B when 
testing on the th paired dat~ sample. We shall assume that the probability A has the same 
value p for each of the II pairs. Suppose we wish to test the null hypothesis that method A is 
no better than method B. That is, the hypotheses to be tested have the following fonn: 

Ho: p$½ 

H,: p>½ 

Suppose that, for each pair of data samples, either one method or the other will appear 
to be better, and the two methods cannot tie. Under these assumptions, the n pairs represent 
n Bernoulli trials, for each of which there is probability p that method A yields better per­
formance. Thus the number of pairs M in which method A yields better performance will 
have a binomial distribution B(n, p) . For the simple sign test where one needs to decide 
which method is better, p will be set to I/2 . Hence a reasonable procedure is to reject H

0 
if 

M > c, where c is a critical point. This procedure is called a signed test. The critical point 
can be found according to 

(3.170) 

where F8 (x) is the distribution for binomial distribution. Thus, for observed values M > c, 
we will reject H0 . 

3.3.4.2. Magnitude-Difference Test 

The only information that the sign test utilizes from each pair of data samples, is the sign of 
the difference between two performances. To do a sign test, one does not need to obtain a 
numeric measurement of the magnitude of the difference between the two performances. 
However, if the measurement of magnitude of the difference for each pair is available, a test 
procedure based on the relative magnitudes of the differences can be used [ 11 ]. 

We assume now that the performance of each method can be measured for any data 
samples. For i = I, .. . , n , let A, denote the performance of the method A on the t,th pair of 
data samples and B. denote the performance of the method B on the th pair of data sample. 
Moreover, we shall

1 

let D; = A; -B;. Since D1 , ... ,Dn are generated on n different pairs of 
data samples, they should be independent random variables. We also assume that Dw· ·,Dn 
have the same distribution. Suppose now we are interested in testing the null hypothesis that 
method A and method B have on the average the same perfonnance on the n pairs of data 
samples. 
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Let µ 0 be the mean of D,. The MLE estimate of µ 0 is: 

The test hypotheses are: 
Ho : µD = 0 

H, : Jln ::;t 0 

The MLE estimate of the variance of D, is 

We define a new random variable Z as follows: 

• 11eol'J· 

(3.171) 

(3.172) 

(3.173) 

If n is large enough (> 50), Z is proved to have a standard Gaussian distribution 
N(O, I). The normal test procedure described in Section 3.3.2 can be used to test H

0
. This 

type of matched~paired tests usually depends on having enough pairs of data samples for the 
assumption that Z can be approximated with a Gaussian distribution. It also requires enough 
data samples to estimate the mean and variance of the D, . 

3.4. INFORMATION THEORY 

Transmission of information is a general definition of what we call communication. Claude 
Shannon's classic paper of 1948 gave birth to a new field in information theory that has be­
come the cornerstone for coding and digital communication. In the paper titled '·A Mathe­
matical Theory of Communication," he wrote (21]: 

The fundamental problem of communication is that of reproducing at one point 
either exactly or approximately a message selected at another point. 

Information theory is a mathematical framework for approaching a large class of _pr~bl_ems 
related to encoding, transmission, and decoding information in a systematic and disciphned 
way. Since speech is a fonn of communication, information theory has served as the under­
Iying mathematical foundation for spoken language processing. 

3.4.1. Entropy 

Th • • . th amount of 
ree 1~terpretat10ns can be used to describe the quantity of infonnatwn: (1) e d (3) 

uncenamty before seeing an event, (2) the amount of surprise when seeing an event, an 
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the amount of information after seeing an event. Although these three interpretations seem 
slightly different, they are virtually the same under the framework of information theory. 

According to information theory, the information derivable from outcome x depends 
on its probability. If the probability P(x,.) is small, we can derive a large degree of informa­
tion, because the outcome that it has occurred is very rare. On the other hand. if the 
probability is large, the information derived will be small, because the outcome is well 
expected. Thus, the amount of information is defined as follows: 

1 
I(x.) = log--

, P(x;) 
(3.174) 

The reason to use a logarithm can be interpreted as follows. The information for two 
independent events to occur (where the joint probability is the multiplication of both indi­
vidual probabilities) can be simply carried out by the addition of the individual information 
of each event. When the logarithm base is 2, the unit of information is called a bit. This 
means that one bit of information is required to specify the outcome. In this probabilistic 
framework, the amount of information represents uncertainty. Suppose Xis a discrete ran­
dom variable taking value x, (referred to as a symbol) from a finite or countable infinite sam­
ple space S = { x., x2 , ••• , xw .. } (referred to as an alphabet). The symbol x, is produced from 
an information source with alphabet S, according to the probability distribution of the 
random variable X. One of the most important properties of an information source is the 
entropy H(S) of the random variable X, defined as the average amount of information (ex­
pected information): 

H(X) = E[l(X)] = 1:P(x,)I(x1) = LP(x1) log-1- = E[-logP(X)] 
s s P(~) 

(3.175) 

This entropy H(X) is the amount of information required to specify what kind of 
symbol has occurred on average. It is also the average uncertainty for the symbol. Suppose 
that the sample space S has an alphabet size l]S]I = N. The entropy H(X) attains the maxi­
mum value when the pf has a uniform distribution, i.e.: 

1 
P(x,.) = P(xi) = N for all i andj (3.176) 

Equation (3.176) can be interpreted to mean that uncertainty reaches its maximum 
level when no outcome is more probable than any other. It can be proved that the entropy 
H(X) is nonnegative and becomes zero only if the probability function is a deterministic 

one, i.e., 

H (X) ~ 0 with equality i.f.f. P(x1) = 1 for some X; e S (3.177) 

There is another very interesting property for the entropy. If we repl~ce the pf of gen­
erating symbol x, in Eq. (3.175) with any other arbitrary pf, the new value 1s no smaller than 

the original entropy. That is, 
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H(X) S E[-logQ(X)] =-IP(x;)logQ(x.) 
S I 

Probability, Statisti :::---_ 
cs, and lnfotmatj 

on l'heory 

. (3,178) 
Equation (3.178) has a very imponant . 

about the data if we misestimate the d1·stn'b _meaning. It shows that we are mo 
ut1on govern· th re unce • 

Eq. (3.178) occurs if and only if P(x )- x < . mg e data source. The u . nain 

as Jensen, s inequality, is the basis f or-thQe( , ) If_ ,fs N • Equation (3.178), often;e}hty for 
J , • . proo o EM algo ·th • 1erred to 
ensen s mequahty can be extended to c t' n m in Chapter 4 s· .1 on muous pdf: • 1m1 arly, 

-f f.(x) logf.(x}-ix s-f g_,(x) Iogf.(x)dx 

with equality occurring if and only if /, (x) = ( ) \../ 
Th f f " gx X vX • 

(3.179) 

. e proo o Eq. (3.178) follows from the fact lo (x)<x-
quantlly must have an non-positive value. g - 1, 'vx, so the following 

(3. 180) 

Based on this pr~perty, the negation of the quantity in Eq. (3.180) can be used for the 
me_asurement ~f the d1stan~e of two probability distributions. Specifically, the Kullback­
Lezbler (KL) distance (relatzve entropy, discrimination, or divergence) is defined as: 

KL(P II Q) = E[log P(X)]= L,P(x,)log P(x;) 
_ Q(X) s Q(x,) 

(3.181) 

As discussed in Chapter 11, the branching factor of a grammar or language is an im­
portant measure of degree of difficulty of a particular task in spoken language systems. This 
relates to the size of the word list from which a speech recognizer or a natural language 
processor needs to disambiguate in a given context. According to the entropy definition 
above, this branching factor estimate (or average choices for an alphabet) is defined as fol­
lows: 

PP(X) == 2H<X ) (3.182) 

PP(X) is called the perplexity of source X, since it describes how con~sin~ tbe 
grammar (or language) is. The value of perplexity is equivalent to the size o~ an ima~nary 
equivalent list, whose words are equalJy probable. The bigger the perplexity, ~e higher 
branching factor. To find out the perplexity of English, Shannon devised an ingenm_us ~a! 

ff thod 1s s1rm· 
[22] to estimate the entropy and perplexity of English words and letters. is me ru·d 
l . . • 11 th ords of a text • ar to a guessing game where a human subJect guesses sequenua Y e w . f the 
den from him, using the relative frequencies of her/his guesses as the es~imate~ 

0 
te of 

probability distribution underlying the source of the text. Shannon's perplexity esu~: pter 
English comes out to be about 2.39 for English letters and 130 for Eng_lish words. a 
11 has a detailed description on the use of perplexity for language modeling. 
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3.4.2. Conditional Entropy 

~ow let us con~ider transmission of symbols through an information channel. Suppose the 
input ~lphabet 1s ~ = (x"x2 , •• • ,x,), the output alphabet is Y = (Yi, y2, ... ,yi), and the in­
formation channel 1s defined by the channel matrix M, = P(y I x,) , where P(y . I x ) is the 
conditional probability of receiving output symbol yi !/when i~put symbol x; is ~en:. Figure 
3.17 shows an example of an information channel. 

P(X) 

Source 

X 
► P(YlX) 

Channel 

y 

► 

Figure 3.17 Example of information channel. The source is described by source pf P(X) and 
the channel is characterized by the conditional pf P(YlX). 

Before transmission, the average amount of information, or the uncertainty of the in­

put alphabet X, is the prior entropy H(X). 

(3.183) 

where P(x;) is the prior probability. After transmission, suppose y1 is received; then the 
average amount of information, or the uncertainty of the input alphabet A, is reduced to the 

following posterior entropy: 

H(XI Y =y
1

) =-1:P(X = x, I Y= y
1

)logP(X =x, I Y= y
1

) 

(3.184) 

X 

where the P(x, I y .) are the posterior probabilities. Averaging the posterior entropy 
J • 

H(X I y
1

) over all output symbols yi leads to the following equation: 

H(X I Y) = LP(Y = y1)H(X I Y = Y1) 
y 

= -1:P(Y = y
1
)LP(X = x, I Y = y1)logP(X = X; I Y = Y1) 

(3.185) 

y X 

=-1:1:P(X =x,,Y = y1)1ogP(X = X; I Y = Y1 ) 
X y 

This conditional entropy, defined in Eq. (3.185), is the average amount of infonnation 
or the uncertainty of the input alphabet X given the outcome of the output event Y. Based on 
the definition of conditional entropy, we derive the following equation: 
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H(X,Y) =-LL,P(X = x,,Y = y,)logP(X = x ,Y = y) 
X y I I 

=-f ~P(X = x,, Y = y,){logP(X = x,)+ logP(Y = y, IX= x,)} 

=H(X)+H(YIX) 

•oeory 

(3.186) 

Equation (3.186) has an intuitive meaning - the uncertainty b 
bj I h . a out two rand . 

a es equa s t e sum of uncertainty about the first variable and th d' . om van. 
th d · b . e con 1t1onal entr 

e secon vana le given the first variable is known. Equations (3 lSS) opy for 
l• d d • and(3186) be genera 1ze to ran om vectors X and Y where each contains several d : can 

. ran om vanables 
It can be proved that the cham rule [Eq. (3.16)] applies to entropy. • 

H(X1,···,Xn) = H(Xn I X1,···,Xn-1)+···+H(X2 l X,)+H(X,) 
(3.187) 

Finally, the following inequality can also be proved: 

H(X I Y,Z) ~ H(X I Y) 
(3.188) 

~ith equality i.f.f. X ~nd ~-being i_ndependent when conditioned on Y. Equation (3.188) ba­
sically confirms the mtuit1ve behef that uncertainty decreases when more infonnation is 
known. 

3.4.3. The Source Coding Theorem 

Information theory is the foundation for data compressing. In this section we describe Shan­
non's source coding theorem, also known as the first coding theorem. In source coding, we 
are interested in lossless compression, which means the compressed information (or sym­
bols) can be recovered (decoded) perfectly. The entropy serves as the upper bound for a 
source lossless compression. 

Consider an information source with alphabet S = { 0, 1, ... , N -1} . The goal of data 
compression is to encode the output symbols into a string of binary symbols. An interesting 
question arises: What is the minimum number of bits required, on the average, to encode the 
output symbols of the information source? 

Let's assume we have a source that can emit four symbols { 0, 1,2,3} with equal prol:>­
ability P(O) = P(l) = P(2) = P(3) = 1/ 4. Its entropy is 2 bits as illustrated in Eq. (3.189): 

H(S) = ±P(i)log
2 
_l_ = 2 (3.189) 

/uO P(i) 

I • . d th. ce A possible t 1s obvious that 2 bits per symbol is good enough to enco e 1s sour • 
binary _code for this source is {00, 01, 10, 11 }. It could happen, though some sy~~~-~ 
more likely than others, for example, P(0) = 1/ 2., P(l) = 1 / 4, P(2) = 1/8, P(3)-
th' th b" f Jower values ts case e entropy is only 1.75 bits. One obvious idea is to use fewer its or thi 
that are frequently used and more bits for larger values that are rarely used. To represent 

5 
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source we can use a ~ariable-length code {O, l 0,110, 111}, where no codeword is a prefix for 
the rest and thus a strmg of Os and Is can be uniquely broken into those symbols. The encod­
ing scheme with such a property is called uniquely decipherable (or instantaneous) coding, 
because as soon as. t~e decoder observes a sequence of codes, it can decisively detennine the 
sequence of the ongmal symbols. If we let r(x) be the number of bits (length) used to en­
code symbol x, the average rate R of bits per symbol used for encoding the information 
source is: 

R = Ir(x)P(x) (3.190) 
Jl 

In our case, R is 1. 75 bits as shown in Eq. (3 .191 ): 

R = O.Sxl + 0.25x2+ 0.125x3 + 0.125x3 = 1.75 (3.191) 

Such variable-length coding strategy is called Huffman coding. Huffman coding be­
longs to entropy coding because it matches the entropy of the source. In general, Shannon's 
source coding theorem says that a source cannot be coded with fewer bits than its entropy. 
We will skip the proof here. Interested readers can refer to (3, 15, 17) for the detailed proof. 
This theorem is consistent with our intuition because the entropy measure is exactly the in­
formation content of the information measured in bits. If the entropy increases, then uncer­
tainty increases, resulting in a large amount of information. Therefore, it talces more bits to 
encode the symbols. In the case above, we are able to match this rate, but, in general, this is 
impossible, though we can get arbitrarily close to it. The Huffman code for this source offers 
a compression rate of 12.5% relative to the code designed for the uniform distribution. 

Shannon's source coding theorem establishes not only the lower bound for lossless 
compression but also the upper bound. Let Ix l denote the smallest integer that greater or 
equal to x. As in the similar procedure above, we can make the code length assigned to 
source output x equal to 

l(x) =I-log P(x) l (3.192) 

The average length L satisfies the following inequality: 

L = LJ(x)P(x) < I[l-logP(x)]P(x) = 1 +H(X) (3.193) 

Equation (3 .193) means that the average rate R only exceeds the value of entropy by less 
than one bit. 

L can be made arbitrarily close to the entropy by block coding. Instead of encoding 
single output symbols of the information source, one can encode each block of length n. 
Let's assume the source is memoryless, so X 1,X2 , ... ,Xn are independent. According to Eq. 
(3.193), the average rate R for this block code satisfies: 

L < l+H(X1,X2 , • •• ,Xn) = 1 +nH(X) (3.194) 
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This makes the average number of bits per output symbol, LI n, satisfy 

lim_!_L :S H(X) 
n➔-n 

1aeory 

(3.195) 

In general, Huffman coding arranges the symbols in order of dec"ea · 
. • • •· smg prob bl 

assigns the btt O to the symbol of highest probability and the bit J to what • 
1 

f a 1 11Y, 
. is e ~ and p ceeds the same way for the second highest probability value (which now has od ro-

• Th. It • 2 25 b' & h • • · · a c e 10) and iterate. 1s resu s m • its ,or t e um form d1stnbut1on case, which is h · h h 
• b • • th l I th ig er I an the 2 bits we o tam w1 equa - eng codes. 

Lempel-Ziv coding is a coding strategy that uses correlation to encode str· f 
ings o sym 

bols that occur frequenlly. Although it can be proved to converge to the entropy ·r -
• . , 1 s conver-

gence rate 1s much slower [27]. Unhke Huffman coding. Lempe1-Ziv coding is indepe d 
f th d• 'b • f th • . n ent o e 1stn ut1on o e source; 1.e., 1t needs not be aware of the distribution of the sou~ 

before encoding. This type of coding scheme is often referred to as universal encodi: 
scheme. 

3.4.4. Mutual Information and Channel Coding 

Let's review the information channel illustrated in Figure 3. I 7. An intuitively plausible 
measure of the average amount of information provided by the random event Y about the 
random event X is the average difference between the number of bits it takes to specify the 
outcome of X when the outcome of Y is not known and the outcome of Y is known. Mutual 
information is defined as the difference in the entropy of X and the conditional entropy of X 
given Y: 

I(X;Y)= H(X)-H(XI Y) 

1 I 
= I,P(xj)log--- L,L,P(x,,yi)Iog P( I ) 

x P(xJ x r x, Yi 

P(x, I y1) "" P(x;,y) 
= LLP(x;,yi)log P( ) = L,4iP(x;,Yi)log P(x.)P(y.) 

X y x, X I I I 

(3. I 96) 

= E . lo P(X,Y) ] 
g P(X)P(Y) 

- y J(X· Y) is syrnrnet· 
/(X;Y) is referred to as the mutual information between_X and • ferr;d to as the mu· 

rical; i.e., /(X;Y)=l(Y;X). The quantity P(x,y)/P(x)P(y) 1s often re 
tual information between symbol x and y. I(X; Y) is bounded: 

(3.197) 
0 $/(X;Y) $min[H(X),H(Y)] . 

h dom variables X and y are in· 
l(X;Y) reaches the minimum value (zero) when t e ran 

dependent. 
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. Mutual information represents the infonnation obtained (or the reduction in uncer-

ta1?ty) throug~ a channel by observing an output symbol. If the information channel is 

n01seless, the mput symbol can be determined definitely by observing an O tp t b 1 I 
h• th d" • u u sym o . n 

t 1s ~ase, econ urnnal entropy H(XIY) equals zero and it is called a noiseless channel. We 

obtmn the maximum mutual information l(X; Y) = H(X). However, the information channel 

is generally _noisy so_ tha~ the c~nditional entropy H(XI Y) is not zero. Therefore, maximizing 

the mutual mformat1on 1s equivalent to obtaining a low-noise information channel which 

offers a closer relationship between input and output symbols. ' 

p 
X=O ---.:::::::: Y=O 

~ X=l~Y=l 

Figure 3.18 A binary channel with two symbols. 

Let's assume that we have a binary channel, a channel with a binary input and output 

as shown in Figure 3.18. Associated with each output are a probability p chat the output is 

correct, and a probability () - p) that it is not, so that the channel is symmetric. 

If we observe a symbol Y = l at the output, we don't know for sure what symbol X 

was transmitted, though we know P(X = l I Y = l) = p and P(X = O I Y = l) = (I- p) , so 

that we can measure our uncertainty about X by its conditional entropy: 

H(X I Y = 1) = -plogp-(1- p)log(l- p) (3.198) 

If we assume that our source X has a uniform distribution, H(X I Y) = H(X I Y = 1) as 

shown in Eq. (3.198) and H(X) = 1. The mutual information between X and Y is given by 

l(X,Y) = H(X)-H(X I Y) = 1+ p logp+(I- p)log(l- p) (3.199) 

It measures the infonnation that Y carries by about X. The channel capacity C is the maxi­

mum of the mutual information over all distributions of X. That is, 

C =maxl(X;Y) 
/>(.<) 

(3.200) 

The channel capacity C can be attained by varying the distribution of the information 

source until the mutual infonnation is maximized for the channel. The channel capacity C 

can be regarded as a channel that can transmit at most C bits of information per unit of time. 

Shannon's channel coding theorem says that for a given channel there exists a code that 

permits error-free transmission across the channel, provided that R $; C, where R is the rate 

of the communication system, which is defined as the number of bits per unit of time being 

transmitted by the communication system. Shannon's channel coding theorem states the fact 

that arbitrarily reliable communication is possible at any rate below channel capacity. 

Figure 3.19 illustrates a transmission channel with the source encoder and destination 

decoder. The source encoder will encode the source symboJ sequence x = x1, x2, ••• , xn into 
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channel input sequence y y Th • 
t> 2•· • • ,yk. e destination decod 

Zi,Z2,···•zk from the channel and converts 't • ~r takes the output 
- - - - T I mto the estJ t segue 
x = x, 'X2' ••• • x,, . he goal of this transmission is t ma es of the sourc nee 
P('i = x) asymptotically close to I while keepin oth:ake the pr?bability of correct ::u1~u1 
pos~ible. Shannon, s source-channel coding the!em compression ratio ~ == n/ k as I O<hng 
coding theorem) says that it is possible to find (also referred to as Shannon' arge as 
infonnation channel, provided that ~ x H(X) !"cencoder-decoder pair of rate 9l fos sec~nd 

.:,, . r ano1sy 

Source 
x, ,.xi, ... ,x,, ... Y1,Y2, ... ,y • 

P(x) .... Encoder .... 
~ 

-
Channel 
P(zly) 

-

- -Xi,X2 , ... , .x,. z1,z2 , • •• ,z. 
- Decoder -... ... 

Figure 3.19 Transmission of infonnation through a noisy channel [15]. 

Because of channel errors, speech coders need to provide error correction codes that 
will decrease the bit rate allocated to the speech. In practice, there is a tradeoff between the 
bit rate used for source coding and the bit rate for channel coding. In Chapter 7 we will de­
scribe speech coding in great detail. 

3.5. HISTORICAL PERSPECTIVE AND FuRTHER READING 

The idea of uncertainty and probability can be traced all the way back to about 3500 B.~•· 
when games of chance played with bone objects were developed in Egypt. Cubical dice "'.1th 

markings virtually identical to modem dice have been found in Egyptian tombs dalUlg 
around 2000 B.C. Gambling with dice played an important part in the early development of 
probability theory. Modem mathematical theory of probability is believed to have been 
started by the French mathematicians Blaise Pascal (1623-1662) and Pierre Fennat (l60~-
1665) when they worked on certain gambling problems involving dice. English ma~emedan-
. Th • • • d • J and establish 

3 

c1an omas Bayes ( 1702-1761) was first to use probab1hty JO uctive Y , theo-
mathematical basis for probability inference, leading to what is now .known as Bay_: ly ap­
rem. The theory of probability has developed steadily since then and has been wi e 
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plied in diverse field~ of study. There are many good textbooks on probability theory. The 
book by DeGroot [6] 1s an excellent textbook for both probability and statistics which covers 
all the necessary elements for engineering majors. The authors also recommend [14], [19], 
or [24] for interested readers. 

Estimation. theory is a basic subject in statistics covered in textbooks. The books by 
DeGroot [6], Wilks [26] and Hoel [13] offer excellent discussions of estimation theory. 
They all include comprehensive treatments for maximum likelihood estimation and Bayes­
ian estimation. Maximum likelihood estimation was introduced in 1912 by R. A. Fisher 
( 1890-1962) and has been applied to various domains. It is arguably the most popular pa­
rameter estimation method due to its intuitive appeal and excellent performance with large 
training samples. The EM algorithm in Chapter 4 and the estimation of hidden Markov 
models in Chapter 8 are based on the principle of MLE. The use of prior distribution in 
Bayesian estimation is very controversial in statistics. Some statisticians adhere to the 
Bayesian philosophy of statistics by taking the Bayesian estimation view of the parameter 
<I> having a probability distribution. Others, however, believe that in many problems <I> is 
not a random variable but rather a fixed number whose value is unknown. Those statisticians 
believe that a prior distribution can be assigned to a parameter <I> only when there is exten­
sive prior knowledge of the past; thus the non-informative priors are completely ruled out. 
Both groups of statisticians agree that whenever a meaningful prior distribution can be ob­
tained, the theory of Bayesian estimation is applicable and useful. The books by DeGroot [6] 
and Poor [20] are excellent for learning the basics of Bayesian and MAP estimations. Bayes­
ian and MAP adaptation are particularly powerful when the training samples are sparse. 
Therefore, they are often used for adaptation where the knowledge of prior distribution can 
help to adapt the model to a new but limited training set. The speaker adaptation work done 
by Brown et al. [2] first applied Bayesian estimation to speech recognition and 19] is another 
good paper on using MAP for hidden Markov models. References [4], [16] and [14) have 
extensive studies of different conjugate prior distributions for various standard distributions. 
Finally, [1] has an extensive reference for Bayesian estimation. 

Significance testing is an essential tool for statisticians to interpret all the statistical 
experiments. Neyman and Pearson provided some of the most important pioneering work in 
hypotheses testing [18]. There are many different testing methods presented in most statis­
tics books. The x2 test, invented in 1900 by Karl Pearson, is arguably the most widely used 
testing method. Again, the textbook by DeGroot (6) is an excellent source for the basics of 
testing and various testing methods. The authors recommend [7] as an interesting book that 
uses many real-world examples to explain statistical theories and methods, particularly the 
significance testing. 

Information theory first appeared in Claude Shannon's historical paper: A Mathemati­
cal Theory of Communication [21]. In it, Shannon, analyzed communication as the transmis­
sion of a message from a source through a channel to a receiver. In order to solve the 
problem he created a new branch of applied mathematics - infomiation and coding theory. 
IEEE published a collection of Shannon's papers [23] containing all of his published works, 
as well as many that have never been published. Those published include his classic papers 
on information theory and switching theory. Among the unpublished works are his once-
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secret wartime reports, his Ph.D. thesis on population genetics, unpubl' h 
memoranda, and a paper on the theory of juggling. The textbook by McEr is ed Belt labs 
Jent for learning all theoretical aspects of infonnation and coding theory Hiece [l?] i~ excel. 

• owever It . 
be out of print now. Instead, the books by Hamming [12J and Cover [3] are tw ' might 
references for information and coding theory. Finally, F. Jelinek's Statistica~ :rrentgreat 
Speech Recognition [ 15] approaches the speech recognition problem from an i :ihods_Jor 
theoretic aspect. It is a useful book for people interested in both topics. n onnatron. 
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CHAPTER 8 

Hidden Markov Models 

The hidden Markov model (HMM) is a very 
powerful statistical method of characterizing the observed data samples of a discrete-time 

series. Not only can it provide an efficient way to build parsimonious parametric models, 

but can also incorporate the dynamic programming principle in its core for a unified pattern 
segmentation and pattern classification of time-varying data sequences. The data samples in 
the time series can be discretely or continuously distributed; they can be scalars or vectors. 
The underlying assumption of the HMM is that the data samples can be well characterized 

as a parametric random process, and the parameters of the stochastic process can be esti­

mated in a precise and well-defined framework. The basic HMM theory was published in a 
series of classic papers by Baum and his colleagues [4]. The HMM has become one of the 
most powerful statistical methods for modeling speech signals. Its principles have been suc­

cessfully used in automatic speech recognition, fonnant and pitch tracking, speech en­

hancement, speech synthesis, statistical language modeling, part-of-speech tagging, spoken 
language understanding, and machine translation [3, 4, 8, 10, 12, 18, 23, 37]. 

377 
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8.1. THE MARKOV CHAIN 

A Markov chain models a class of random processes tha_t incorpo~ates a minimum amount 
of memory without being completely memoryless. In this subsection we focus 011 the dis­
crete-time Markov chain only. 

Let x ,= x,,X.., ... X,, be a sequence of random variables from a finite discrete alpha-
bet 0 - {o o o- } Based on the Bayes· rule, we have 

- I• 2••••• M • 

(8. l) 

where x:-1 = x1, x~, ... , X,_, . The random variables X are said to form a first-order Markov 
chain, provided that 

P(X;IXt1) = P(X;IX,_1) (8.2) 

As a consequence, for the first-order Markov chain, Eq. (8.1) becomes 

n 

P(Xi,X2, ... ,X,,) = P(X,)flP(X; I X,_i) (8.3) 
i=2 

Equation (8.2) is also known as the Markov assumption. This assumption uses very lit­
tle memory to model dynamic data sequences: the probability of the random variable at a 
given time depends only on the value at the preceding time. The Markov chain can be used 
to model time-invariant (stationary) events if we discard the time index i, 

P(X; = slX,-_1 = s') = P(sls') 

If we associate X; to a state, the Markov chain can be represented by a finite state 
process with transition between states specified by the probability function P(sl s'). Using 
this finite state representation, the Markov assumption [Eq. (8.2)] is translated to the follow­
ing: the probability that the Markov chain will be in a particular state at a given time de­
pends only on the state of the Markov chain at the previous time. 
. ~onsider a Markov chain with N distinct states labeled by {l, ... ,N}, with the state 31 

time t m the Markov chain denoted as s,; the parameters of a Markov chain can be de­
scribed as follows: 

(8.5) 

(8.6) 

where a!iis the tran~itio~ probability from state i to statej; and n; is the initial probability 
that lhe Mark_ov cham will start in state i. Both transition and initial probabilities are bound 
to the constraints: 
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N 
Laij = l; l '.5. i '.5. N 
j~I (8.7) 
N 

Lirj = 1 
j='1 

The Markov chain described above is also called the observable Markov model be­
cause the output of the process is the set of states at each time instance t, where each state 
corresponds to an observable event X, . In other words, there is one-to-one correspondence 
between the observable event sequence X and the Markov chain state sequence 
S == si,s

2
, .. . s~. Consider a simple three-state Markov chain for the Dow Jones Induslrial 

average as shown in Figure 8.1. At the end of each day, the Dow Jones Industrial average 
may correspond to one of the following states: 

state 1- up (in comparison to the index of previous day) 
state 2- down (in comparison to the index of previous day) 
state 3 - unchanged (in comparison to the index of previous day) 

0~ 0.3 

0.5 
. l Three states represent up, 

Figure 8.1 A Markov chain for the Dow Jones Industna average. 

down, and unchanged, respectively. . . 
h . a include a state-transition prob-

The parameter for this Dow Jones Markov c am m Y 
ability matrix 

r
0.6 02 021 

A={ad== 05 OJ 02 

0.4 0.1 0.5 - . 
and an initial state probability matrix 
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(

0.5] 
n=(n;)' = 0.2 

0.3 

Suppose you would like to find out the probability for five consecutive up days s· 
the observed sequence of up-up-up-up-up corresponds to the state sequence of() 1 1

• tnce 
the probability will be • ' ' • I, I), 

P(5 consecutive up days)= PO, 1, l, I, 1) 

= Jt1a 11a 11a 11a 11 = 0.5 x (0.6)4 = 0.0648 

8.2. DEFINITION OF THE HIDDEN l\1ARKOV I\-IODEL 

In the Markov chain, each state corresponds to a deterministically obsen·able event, i.e., the 
output of such sources in any given state is not random. A natural extension to the Markov 
chain introduces a non-deterministic process that generates output observation symbols in 
any given state. Thus, the observation is a probabilistic function of the state. This new 
model is known as a hidden Markov JMdel, which can be viewed as a double-embedderl 
stochastic process with an underlying stochastic process (the state sequence} not directly 
observable. This underlying process can only be probabilistically associated with another 
observable stochastic process producing the sequence of fearures we can observe. 

A hidden Markov model is basica1ly a Markov chain where the output observation is a 
random variable X generated according to a output probabilistic function associated with 
each state. Figure 8.2 shows a revised hidden Markov model for the Dow Jones Industrial 
average. You see that each state now can generate all three output observations: up, down, 
and unchanged, according to its output pdf. This means that there is no longer a one-to-one 
correspondence between the observation sequence and the state sequence, so you cannot 
unanimously determine the state !.equ~nce for a given observation sequence, i.e., the sta~e 
sequence is not observable and therefore h.idden. lltis is why t.be world hidden is plac~ m 
front of Markov models. Although the state of an HMM is hidden, it often contains sahe~t 
information about the data we are modeling. For example, the first state in Figure 8-2 iod.i· 
cates a bull market, and the second state indicates a bear market as specified by the output 
probability in each state. Formally speaking, a hidden Markov model is defined by: 

• 0 = { 0 ,, 02, ... , o M} -An output observation alphabet I The observation 
symbols correspond to the physical output of the system being modeled._ In 
the case of the Dow Jones Industrial average HMM, the output observatton 
alphabet is the collection of three categories-O = { up, down, unchanged}· 

: Although we use th d" "th a continOOUS 
df y e iscrete output observation here, we can extend it to the continuous case wi 

P • ou can also use vector q • • . I habet seL uanuzauon to map a continuous vector variable into a discrete a P 
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• Q = {1,2, ... , N}-A set of states representing the state space. Here s, is de­
noted as the state at time t. In the case of the Dow Jones Industrial average 
HMM, the state may indicate a bull market, a bear market, and a stable market. 

• A= { aiJ }-A transition probability matrix, where a;i is the probability of 
taking a transition from state i to state j, i.e., 

381 

aij = P(s, = Jls,_1 = i) (8.8) 

• B =={b;(k)}-An output probability matrix/ where b;(k) is the probability 
of emitting symbol 01,, when state i is entered. Let X = X 1, X 2 , • •• , X,. ... be 
the observed output of the HMM. The state sequence S = s 1 ,s2 , • • • ,s, , .. . is 
not observed (hidden). and b;(k) can be rewritten as follows: 

• 7t = {fr;} -A initial state distribution where 

(8.10) 

0.6 0.3 

[

0.7] 

0,1 

0.1 
0.6 

02 
0.3 

0.5 

05 

initial state prob. = 0.2 
0.3 

[

0.3] 
0.3 

[ 

P(up) l 
output P(down) 

0.4 pdf-
P(unchanged) 

0.5 
I d tri 1 average The three states no 

Figure 8.2 A hidden Markov model for the Dow Jones _n _us a d . F: 8 1 . . th M k v chain illustrate m ,gore • • 
longer have deterministic mearungs as m e ar 0 

Alth h these two fonnulations look different, the 
' The output distribution can also be transition-dependent. oug 'th the constrain! of all the transitions 

"ti -dependent one w1 
state-dependent one can be refonnulated as a trans1 on 
entering the same state sharing the same output distribution. 
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Since aiJ, b;(k), and n; are all probabilities, they must satisfy the following proper-

ties: 

(8.11) 

(8.12) 

(8.13) 

(8.14) 

To sum up, a complete specification of an HMM includes two constant-size parame­
ters, N and M, representing the total number of states and the size of observation alphabets, 
observation alphabet 0, and three sets (matrices) of probability measures A, B, 1t. For con­
venience, we use the following notation 

<l> = ( A, B, 1t) (8.15) 

to indicate the whole parameter set of an HMM and sometimes use the parameter set <l> to 
represent the HMM interchangeably without ambiguity. 

In the first-order hidden Markov model discussed above, there are two assumptions. 
The first is the Markov assumption for the Markov chain. 

P(s, ls~-i) = P(s, ls,_1) (8.16) 

where st1 
represents the state sequence si,s2, .. . ,sr-1 . The second is the output­

independence assumption: 

(8.17) 

where ~:-
1 

represents the output sequence X 1, x'.!, . .. , x,_
1

. The output-independence 
assumption states that the probability that a particular symbol is emitted at time t depends 

only on the states, and is conditionally independent of the past observations. 
You might argue that these assumptions limit the memory of the first-order hidden 

~arkov m~dels and may lead to model deficiency. However, in practice, they make evalua· 
~ion, decoding, and learning feasible and efficient without significantly affecting the model­
mg ca?ability, since those assumptions greatly reduce the number of parameters that need to 
be estimated. 
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Given the definition of HMMs above three basic proble f · . • ms o interest must be ad-
dressed before they can be applied to real-world applications. 

1 The Evaluation Problem-Given a model <I> and a s f b • , equence o o serva-
tio~~ X = (X,, X2 , ... , X r ), what is Lhe probability P(Xl<l>). i.e .. the prob­
ab11lty that the model generates the observations? 

2. The D~coding Problem-Given _a model <I> and a sequence of observations 
X = (..-\: 1, X2 , .. ·, X T )'. what 1s the most likely state sequence 
S = (s0 , s1, s:2, ... , sr) m the model that produces the observations? 

3. The Learning Problem-Given a !:11odel <I> and a set of observations, how 
can we adjust the model parameter <I> to maximize the joint probability (like­
lihood) 11 P(X I <I>) ? 

X 

If we could solve the evaluation problem, we would have a way of evaluating how 
well a given HMM matches a given observation sequence. Therefore, we could use HMM to 
do pattern recognition. since the likelihood P(X!<I>) can be used to compute posterior prob­
ability P(<t>IX), and the HMM with highest posterior probability can be detennined as the 
desired pattern for the observation sequence. If we could solve the decoding problem, we 
could find the best matching state sequence given an observation sequence, or, in other 
words, we could uncover the hidden state sequence. As discussed in Chapters 12 and 13. 
these are the basics for the decoding in continuous speech recognition. Last but not least, if 
we could solve the learning problem, we would have the means to automatically estimate 
the model parameter <I> from an ensemble of training data. These three problems are tightly 
linked under the same probabilistic framework. The efficient implementation of these algo­
rithms shares the principle of dynamic programming that we briefly discuss next. 

8.2.1. Dynamic Programming and DTW 

The dynamic programming concept, also known as dynamic time warping (DTW) in speech 
recognition [40], has been widely used to derive the overall distortion between two speech 
templates. In these template-based systems, each speech template consists of a sequ~nce of 
speech vectors. The overall distortion measure is computed from the accumulated distance 
between two feature vectors that are aligned between two speech templates with minimal 
overall distortion. The DTW method can warp two speech templates ( x1x2 ... X'") and 
( Y1Y 2···Y M ) in the time dimension to alleviate nonlinear distortion as illustrated in Figure 8.3. 

This is roughly equivalent to the problem of finding the minimum distance in the trel-
• d" d( • ") be lis between these two templates. Associated with every pair (i, J) is a 1sta~ce .'•l -

tween two speech vectors x; and y 1 . To find the optimal path betwe:n stanmg pomt ( l,. 1) 
and end point (N, M) from left to right. we need to compute t~e optimal accumulated dis­
tance D(N, M). We can enumerate all possible accumulated diStance from ~I, l) to (N, M) 
and ·d · • • • s· there are M possible moves for 1 ent1fy the one that has the mm1mum distance. mce . 
each step from left to right in Figure 8.3, all the possible paths from ( 1, 1) to (N, M) will be 
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. . ming principles can drastically reduce the amount of com 
exponential. Dynamic program •bl b . PU-

. b .d. the enumeration of sequences that cannot poss1 Y e optimal. Since the 
tation y avm mg th • t th · · 
same optimal path after each step must ~e based on e previous s ep, e mmtmum distance 
D(i, J) must satisfy the following equalJon: 

D(i,J) = mjn [D(i-1,k) + d(k,J)] (8.18) 

( . Optimal alignment 

\(_~''" X =d y 

'-.. 

Figure 8.3 Direct comparison between two speech templates X= I1I, .. .x,.. and Y= y1y2 ... y,.... 

Equation (8.18) indicates you only need to consider and keep only the best move for 
each pair although there are M possible moves. The recursion allows the optimal path search 
to be conducted incrementally from left to right. In essence, dynamic programming dele­
gates the solution recursively to its own sub-problem. The computation proceeds from the 
small sub-problem ( D(i-1,k)) to the larger sub-problem ( D(i,j) ). We can identify the 
optimal match y I with respect to x, and save the index in a back pointer table B(i, 1) as we 
move forward. The optimal path can be traced back after the optimal path is identified. The 
algorithm is described in Algorithm 8.1. . 

The advantage of the dynamic programming lies in the fact that once a sub-proble~ 15 

solved, the partial result can be stored and never needs to be recalculated. This is a very un­
portant principle that you see again and again in building practical spoken language systems. 

Speech recognition based on DTW is simple to implement and fairly effective for 
small-vocabulary speech recognition. Dynamic programming can temporally align patterns 
to account for differences in speaking rates across talkers as well as across repetitions of tbe 
word by the same taJker. However, it does not have a principled way to derive an averaged 
template for each pattern from a large amount of training samples. A multiplicity of refer-

• • . . •tt nt uner-ence trammg tokens 1s typically required to characterize the variation among dt ere 
ances. As such, the HMM is a much better alternative for spoken language processing. 
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ALGORITHM 8.1: THE DYNAMIC PROGRAMMING ALGORITHM 

step 1: Initialization 
D(l,l)=d(l,l),B(l,l)=l,for }==2, ... ,Mcompute D(l,J)=oo 

Step 2: Iteration 
tor i = 2, .. . ,N { 
for J = l, ... ,M compute { 

D(i,j) = min [ D(i-1, p) +d(p 1·)] 
l:5µ:5M ' 

B(i,j) = arg min [ D(i- l, p) + d(p,j)] }} 
ISpS.\I 

Step 3: Backtracking and Termination 
The optimal (minimum) distance is D(N, M) and the optimal path is (s1 ,s2 , .•. ,s"') 

where sN=M and s,=B(i+l,s,+1), i=N-l,N-2, ... ,l 

8.2.2. How to Evaluate an HMM-The Forward Algorithm 

385 

To calculate the probability (likelihood) P(XI <I>) of the observation sequence 
X = (X1, X2 , •.. , X T ), given the HMM <I>, the most intuitive way is to sum up the prob­
abilities of all possible state sequences: 

P(X I <I>)= LP(S I <l>)P(X Is, <I>) (8.19) 
•IIS 

In other words, to compute P(XI <I>), we first enumerate all possible state sequences S 
of length r, that generate observation sequence X, and then sum all the probabilities. The 
probability of each path S is the product of the state sequence probability (first factor) and 

the joint output probability (the second factor) along the path. 
For one particular state sequence S = (si, s2 , •• • ,sr) , where s1 is the initial state, the 

state-sequence probability in Eq. (8.19) can be rewritten by applying Markov assumption: 

T 

P(Si<l>)=P(sl l<l>)TI P(s, ~,-P<I>)=ns,as,s: ..• a•r;•r =a•o•,as,•i ••• a., .... r (8.20) 
t=Z 

w~e_re a.,,,, denotes ir., for simplicity. For the s_ame state sequ_ence S, the joint ou~u~ prob­
ab1hty along the path can be rewritten by applymg the output-independent assumpuon. 

T 

P(X IS, <I>)= P(Xt I sr' <I>)== IT P(X, ~I, <I>) (8.21) 
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Substituting Eqs. (8.20) and (8.21) into (8.19), we get: 

P(X I <l>) = IP(S l<l>)P(X I S,<l>) 
■II S 

= Ia,.,,b,, (X, )a,,,Jb,l (X2) •. • a,1-1•,b•r (X T) 
■ II S 

Hidden Markov:-­
<Ytodels 

(8.22) 

Equation (8.22) can be interpreted as follows. First we enumerate all possible state se­
quence with length T. For any given state sequence, we start from initial state s, with prob­

ability ir., or a1os,· w_e take a ~a~sition from s,:--1 to s, with probabili~ ~s,_,s, and generate 
the observation X, w1th probabthty b,, (X,) until we reach the last trans1tJon. 

However, direct evaluation of Eq. (8.22) according to the interpretation above requires 
enumeration of O(N7) possible state sequences, which results in exponential computational 
complexity. Fortunately, a more efficient algorithm can be used to calculate Eq. (8.22). The 
trick is to store intermediate results and use them for subsequent state-sequence calculations 
to save computation. This algorithm is known as the forward algorithm. 

Based on the HMM assumptions, the calculation of P(s, ls,_1,<l>)P(X, ls,,ct>) in­
volves only s,_1 ,s,, and X,, so, it is possible to compute the likelihood with P(Xl«I>) with 
recursion on t. Let's define forward probability: 

(8.23) 

a, U) is the probability that the HMM is in state i at time t having generated partial 
observation x: (namely X 1X 2 ••• X, ). a, (i) can be ca1culated inductively as illustrated in 
Algorithm 8.2. This inductive procedure shown in Eq. (8.24) can be illustrated in a trellis. 
Figure 8.4 illustrates the computation of forward probabilities a via a trellis framework for 
the Dow Jones Industrial average HMM shown in Figure 8.2. Given two consecutive up 
days for the Dow Jones Industrial average, we can find the forward probability a based 00 

the model of Figure 8.2. An arrow in Figure 8.4 indicates a transition from its origin state to 
its destination state. The number inside each cell indicates the forward probabiHty a· We 
start the a ceJls from t = 0, where the a cells contains exactly the initial probabilities. Toe 
other cells are computed in a time-synchronous fashion from left to right, where each cell 
for time t is completely computed before proceeding to time t+ I . When the states in the 1~1 

column have been computed, the sum of all probabilities in the final column is the probabil· 
• f • h the 
tty O generating the observation sequence. For most speech problems, we need to ave 
HMM end in some particular exit state (a.k.a final state, SF), and we thus have 
P(X I <l>) = CXr(sF ). 

It is easy to show that the complexity for the forward algorithm is O(N2T> ~a-~r 
lhan ex_ponential. This is because we can make full use of partially computed probabihtJCS 
for the improved efficiency. 
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ALGORITHM 8.2: THE FORWARD ALGORITHM 

Step 1: Initialization 
a,(i):.::.1rA(X,) 15:iSN 

Step 2: Induction 

a1(J)=[fa,_1(i)a(/]biX,) 25:t~T; 1$)5:N ,~, 
Step 3: Termination 

.v 

P(Xl<P) =La rU) If it is required to end in the final state, P(X I <l>) == ar(sf.) 
i=I 

,"'(I • llp 

state I 

state 2 

state 3 

(8.24) 

Figure 8.4 The forward trellis computation for the HMM of the Dow Jones rndustrial average. 

8.2.3. How to Decode an HMM-The Viterbi Algorithm 

The forward algorithm, in the previous section, computes the probability that an HMM gen­

erates an observation sequence by summing up the probabilities of all possible paths, so it 

does not provide the best path (or state sequence). In many applications, it is desirable to 

fiod such a path. As a matter of fact, finding the best path (state sequence) is the cornerstone 

for searching in continuous speech recognition. Since the state sequence is hidden (unob­

served) in the HMM framework, the most widely used criterion is to find the state sequence 

lhat has the highest probability of being taken while generating the observation sequence. In 

other words, we are looking for the state sequence S = (s,,s2, .. ,,sr) that maximizes 

P(S,X I <I>). Th.is problem is very similar to the optimal-path problem in dynamic pro­

gramming. As a consequence, a fonnal technique based on dynamic programming, known 

387 
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as Viterbi algorithm [43], can be used to find the best state sequence for an HMM 1 • n prac. 
tice, the same method can be used to evaluate HMMs that offers an approximate sol . 

• d • th f d 1 • h d 'b d • • ution close to the case obtame usmg e orwar a gont m escn e m Section 8.2.2. 
The Viterbi algorithm can be regarded as the dynamic programming algorithm ap r d 

to the HMM or as a modified forward algorithm. Instead of summing up probabilities ~r~e 
different paths coming to the same destination state, the Viterbi algorithm picks and reme ~ 
bers the best path. To define the best-path probability: m 

V,(i) = P(x: ,s:-1 ,s, =; 1 <I>) 

V,(i) is the probability of the most likely state sequence at time t, which has generated the 
observation x; (until time t) and ends in state i. A similar induction procedure for the 
Viterbi algorithm can be described in Algorithm 8.3. 

ALGORITHM 8.3: THE VITERBI ALGORITHM 

Step 1: Initialization 
V.(i) = 11:1b,(X1) 

B1{i) = 0 

Step 2: Induction 
V,(J) = Max[V,_, (i)au ]b;(X,) 2 St$ T; IS j SN 

IS/SN 

B,(J)=Argmax[V,_1(i)av] 2StST; lSjSN 
1$/SA' 

Step 3: Termination 
The best score= Max[V,(i)] 

ISiSA' 

ISIS/v 

Step 4: Backtracking 
s; =B,.1(s,'.,) t=T-1,T-2, ... ,1 

s· =(s;,s;, ... ,s;) is the best sequence 

(8.25) 

(8.26) 

This Viterbi algorithm can also be illustrated in a trellis framework similar to the one 
for the forward algorithm shown in Figure 8.4. Instead of summing up all the paths, ~ig~ 
8.5 illustrates the computation of V, by picking the best path in each cell. The num~er inside 
each cell indicates the best score V. and the best path leading to each cell is indicat~d ~y 

l.d • . ' tanon is so 1 lines while the rest of the paths are indicated by dashed line. Again, the compu . 
done in a time-synchronous fashion from left to right. The complexity for the Viterbi algo­
rithm is also O( N 2 T) . 
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state I 

state 2 

state 3 

X, • up 

t a I 
x,=up 

r = 2 

·.~ 
" ·"' 
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Figure 8.5 The Viterbi trellis computation for the HMM of the Dow Jones Industrial average. 

8.2.4. How to Estimate HMM Parameters-Baum-Welch Algorithm 

It is very important to estimate the model parameters <l> = {A, B, 1t) to accurately describe 
the observation sequences. This is by far the most difficult of the three problems, because 
there is no known analytical method that maximizes the joint probability of the training data 
in a closed form. Instead, the problem can be solved by the iterative Baum-Welch algorithm, 
also known as the forward-backward algorithm. 

The HMM learning problem is a typical case of unsupervised learning discussed in 
Chapter 4, where the data is incomplete because of the hidden state sequence. The EM algo­
rithm is perfectly suitable for this problem. As a matter of fact, Baum and colleagues used 
the same principle as that of the EM algorithm. Before we describe the formal Baum-Welch 
algorithm, we first define a few useful terms. In a manner similar to the forward probability, 
we define backward probability as: 

/3, (i) = P(x,:i1 s, = i, <I>) (8.27) 

"':here /3, (i) is the probability of generating partial observation X,~1 ~from ~+ l to the end) 
given that the HMM is in state i at time t, /3, (i) can then be calculated mductively; 

Initialization: 

PrU)=l/ N 
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Induction: 

/3,(i)=[failX,+1)/3,+1U)] t=T-1. .. 1; l$i$N 
/""I 

Hidden Markoy 1'.< 
IJlodtls 

(8.28) 

The relationship of adjacent a and /3 ( a 1-1 & a, and /3, & /3 i+I) can be best ill _ 
trated as shown in Figure 8.6. a is computed recursively from left to right, and /3 rec~!. 
sively from right to left. 

t-1 

s, 

s1 

sJO 

• 
• 
• 

SN 

a,i,) 

~Jj 

I 

output =X, 
/+) 

s, 

s, 

au Os, 
• 
• 
• 

s,., 

fJ,.,(1) 

Figure 8.6 The relationship of a,_1 and a, and /3, and /3,+i in the forward-backwanl a1gorithm. 

Next, we define r, (i,j) , which is the probability of taking the transition from state i 
to state j at time t, given the model and observation sequence, i.e., 

r,(i,j)=P(s,_1 =i,s, =JIXr,4>) 

_ P(s, .. 1 = i, s1 = _;, X{ I <l>) 
- P(X{ I cf>) 

= a,_1 (i)aijbj (X, )/3, (j) 
N 

la,.(k) 
t .. , 

(8.29) 

The equation above can be best illustrated as shown in Figure 8.7. . . the 
We can iteratively refine the HMM parameter vector <l> = (A,B,1t) by maximiZJng de­

likelihood P(Xl<l>) for each iteration. We use <l> to denote the new parameter vecto~thJ!l 
rived from the parameter vector <I> in the previous iteration. According to the EM a]gon 
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of Chapter 4, the maximization process is equivalent to maximizing the following Q­

function: 
. , P(X,S I <l>) ... 

Q(<I>, <I>)::: .1-,·------ - log P(.X, SI <l>) 
11l\S P(X I <1>) 

... 
where P(X,S!<l>} and log P(X.Sl<l>) can be expressed as: 

T 

P{X,S I <I>)::: TI a,,_..,l>_.,(X, ) 
r•I 

T r 
logP(X,S l<I>) = I,toga,,~,, + I,togb,, (X,) 

1e l r=I 

Equation (8.30) can thus be rewritten as 

Q(<t>, <i>) = Q •. (<l>, a;)+ Qb, (<ll. f> 1) 

where 

Q (
<1> a):::,,~ P(X,s,_, = i,s, = j \ <I>) log a. 

., · ' f 7 '7' P( x 1 <l>) ij 

t-2 1-1 

(lll(pllt = X1 

s, °"a,; 

1+ I 

• 
• 
• 

/J,Jj) 

(8.30) 

(8.31) 

(8.32) 

(8.33) 

(8.34) 

(8.35) 

. . t t"on of r (i j), which is the 
Figure 8.7 Illustration of the operations required for t~e c~mpu a 

1 
' ' 

aJi) 

probability of taking the u-ansition from state i to state J at ume t . 
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Since we separate the Q-function into two independent terms the . . 
~ . . . . ' max1m1zati 

cedure on Q(<l>, <1>) can be done by max1m1zmg the individual terms separ tel 0~ Pro. 
probability constraints. a Y, subject to 

.'I' 

L a ij = 1 'Ir;/ all i 
j=l 

\{ 

Lbik) = 1 \::/ allj 
k : 1 

(8.36) 

(8.37) 

Moreover, all these tenns in Eqs. (8.34) and (8.35) have the following fonn: 

F(x) = LY; logx; (8.38) 

where LX; = l 

By using the Lagrange multipliers, the function above can be proved to achieve 
maximum value at 

Y; 
x.=--

1 L,Y; 
i 

Using this formation, we obtain the model estimate as
1

: 

1 f P(X s - i - • 1 <1>) f ( • ') ~ _P(Xl<l>)~ , ,_,- ,s, -1 = f:tr, z,1 
Qij - 1 T 

--"' P(X s = i I <I>) 
P(X l<l>) f-i' , 1-1 

1 T 

--I,P(X,s, = j I <I>)8(X"ot) 
b/k) = P(X I <I>) 1=1 T 

l "' P(X s - • 1 <1>) 
P( X I <l>) ~ ' I - J 

I I.r,u,1) 
~X,=o1 i 

T 
L,LYr(i,j) 
t=I i 

(8.39) 

(8.40) 

(8.41) 

By carefully examining the HMM re-estimation Eqs. (8.40) and (8.41), you can ,s:e,e 
• • frolD 5.,. 

that Eq. (8.40) is essentially the ratio between the expected number of cransmons ility re-
i to state j and the expected number of transitions from state i. For the output proba~ dal.3 
estimation Eq. (8.41), the numerator is the expected number of times the observauon 

• • often fL\cd 
'Notice chat the initial probability fr, can be derived as a sp,!cial case of the transition probability. tt, 15 

(i.e., fr, =: I for the initial state) for most speech applications. 



Definition of the Hidden Markov Model 393 

emitted from state j is the observation symbol o , and the denominator is the e t d 
f 

. h b . d . * xpec e number o limes t e o servation ata 1s emitted from state j. 
According to ~e .EM. algo~ithm, the forward-backward (Baum-Welch) algorithm 

guarantees a monotonic likeh~ood improvement on each iteration, and eventually the likeli­
hood converges to a local maximum. The forward-backward algorithm can be described in a 
way similar to the general EM algorithm as shown in Algorithm 8.4. 

ALGORITHM 8.4: THE FORWARD-BACKWARD ALGORITHM 

Step 1: Initialization: Choose an initial estimate ct> . 
Step 2: E-step: Compute auxiliary function Q( <I>, <t>) based on <t> . 
Step 3: M-step: Compute <l> according to the re-estimation Eqs. (8.40) and (8.41) to maximize 
the auxiliary a-function. • 
Step 4: Iteration: Set <l> = <I>, repeat from step 2 until convergence. 

Although the forward-backward algorithm described above is based on one training 
observation sequence, it can be easily generalized to multiple training observation sequences 
under the independence assumption between these sequences. To train an HMM from M 
data sequences is equivalent to finding the HMM parameter vector <t> that maximizes the 
joint likelihood: 

M II P(X; I <l>) (8.42) 
ic l 

The training procedure perfonns the forward-backward algorithm on each independent 
observation sequence to calculate the expectations (or sometimes referred to as counts) in 
Eqs. (8.40) and (8.41). These counts in the denominator and numerator, respectively, can be 
added across M data sequences respectively. Finally, all the model parameters (probabilities) 
are normalized to make them sum up to one. This constitutes one iteration of Baum-Welch 
re-estimation; iteration continues until convergence. This procedure is practical and useful 
because it allows you to train a good HMM in a typical speech recognition scenario where a 
large amount of training data is available. 

For example, if we let y;(i,j) denote the r ,(i,j} from the m
111 

data sequence and 
rm denote the corresponding length, Eq. (8.40) can be extended as: 

(8.43) 
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8.3. 
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CONTINUOUS AND SEMICONTINUOUS HMMs 

If the observation does not come from a finite set, but from a continuous space. the d' 
. . . . . d b . 1scre1e 

output distribution discussed m the previous sections nee s to e modified. The difr 
. HMM 1· • d'ffi ierence between the discrete and the continuous 1es m a I erent fonn of output prob b' . 

• · f t' HMM • 1· a rhty functions For speech recogmt1on, use o con muous s imp 1es that the quant· . • . 12ation 
Procedure to map observation vectors from the continuous space to the discrete space~ th 

T h .h . . ore 
discrete HMM is no longer necessary. hus, t e m erent quantization error can be el· . 

1m1-

nated. 

8.3.1. Continuous Mixture Density HMMs 

In choosing continuous output probability density functions b1 (x) , the first candidate is 
multivariate Gaussian mixture density functions. This is because they can approximate any 
continuous probability density function, as discussed in Chapter 3. With M Gaussian mix­
ture density functions, we have: 

M M 

bix) = IcjkN(x,µjk•I,jk) = Ic1kbjk(x) (8.44) 
.t=I .tel 

where N(x,µik'I:Jk)or bik(x) denotes a single Gaussian density function with mean vector 
µik and covariance matrix LJk for state j, M denotes the number of mixture-components, 
and c1.t is the weight for the k1h mixture component satisfying 

(8.45) 

To take the same divide and conquer approach as Eq. (8.33), we need to express 
b/x) with respect to each single mixture component as: 

(8.46) 

Equation (8.46) can be considered as the summation of densities with all the possible 
sta~e sequences S and all the possible mixture components K, defined in QT as the Tm Car· 
tesian product of n = { t, 2, ... , M}, as follows: 

T 

p(X,S,K l<t>) == n a,,_,.,b.,k, (x,)c.,k, ,., 
(8.47) 

Therefore, the joint probability density is 
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p(X !<I>)= L Li p(X,S,K l<l>) 
s Ken' 

(8.48) 

An auxiliary function Q(<I>, <I>) of two model points, <I> and <i>, given an observation 
X, can be written as: 

From (8.47). the following decomposition can be shown: 

logp(X,S,K I <l>) 
T T T 

= I toga,,_,,,+ 2,togb,,k, (x, )+ 2,logc,,., 
t=I l=I t=I 

(8.49) 

(8.50) 

Maximization of the likelihood by way of re-estimation can be accomplished on indi­
vidual parameter sets owing lo the separability shown in (8.50). The separation of (8.50) is 
the key to the increased versatility of a re-estimation algorithm in accommodating mixture 
observation densities. The auxiliary function can be rewritten in a separated form in a simi­
lar manner as Eq. (8.33): 

A """' p(X s K I <I>) .•. Q(<l>, <t>) = £.. £.. ' ' log p(X,S, KI <l>) 
s K p(Xl<l>) 

(8.51) 

The only difference we have is: 

T A 

Qb,. (<l>, b
1
:;) = 2, p(s, = j,k, = k IX, <l>)logbi•(x,), 

t=I 

(8.52) 

and 

T 

Q.,.(<l>,c jk) = 2,p(s( = j,k( = k IX, <l>) logcjk (8.53) 

1=1 

The optimization procedure is similar to what is discussed _in the discrete HMM; ~e 
• • • • f Q (<I> b ) with respect to b 1s only maior difference is Q (ct> b ) . Max1m1zat1on ° b,. , ik .fk 

~ b11 ' jk 'C' • fi . 
obtained through differentiation with respect to {1t i*, "'flc} that satts ,es. 

(8.54) 



396 

The solutions are: 

f p(X,s, = j,k, = k I <I>) x r 
,1_ , L,(,U,k)x, 

A t= I p(X I <I>) •=I 

µit= f p(X,s, = j ,k, = k I <I>) = ----r---
,t_ 2J,(J,k) 
t=I p(X I <I>) P=I 

f p(X,s, = j,k, = k I <I>)(x _ A )(x _A . )' 

A ,/_ (XI <I>) I µJ* I µJk I. - 1=! p 
i* - ± p(X,s, = j,k, = k I <I>) 

t=I p(X I <I>) 
T 

L,(1U,k)(x, -µ1*)(x, -µ1 .. )' 
tel =----------T 

I,s,U,k) 
/c,( 

where ,,(j,k) is computed as: 

Hidden Mark::--­
"tOdeh 

(8.55) 

(8.56) 

(8.57} 

In a similar manner to the discrete HMM, we can derive the reestimation equation for 
c11 as follows: 

T 

L(,(j,k) 
c --'-~'---jl - T M 

(8.58) 

L,L,(,(j,k) 
1=1 k=l 

8.3.2. Semicontinuous HMMs 

T d. . h b en treated ra itJ.onally, the discrete and the continuous mixture density HMMs ave e . 
1 . sumpt1ons separate y. In fact, the gap between them can be bridged under some mmor as . 

• th h • ture density 
WI t e so-called semicontinuous or tied-mixture HMM. It assumes the nux d . . 
fu f · I In the is nc ions are tied together across all the models to form a set of shared kerne 5• 1 crete HMM VQ . ~ ture vector , a codebook is typically used to map the continuous mput ,ea k can 
to 0•' so we can use the discrete output probability distribution b/k). The codeboo 
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be essentially regarded as one of such shared kernels. Accordingly, Eq. (8.44) can be modi­
fied as: 

M ,\1 

bi(x) = 'I_b1(k)j(x I ok) c:: I,b1(k)N(x,µ*, i:,k) 
k=I k=I 

(8.59) 

where o4 is the kth codeword, b/k) is the same output probability distribution in the dis­
crete HMM or the mixture wei~hts for the continuous mixture density function, and 
N(x,µ*, !,*) are assumed to be independent of the Markov model and they are shared 
across all the Markov models with a very large number of mixtures M. 

From the discrete HMM point of view, the needed VQ codebook consists of M con­
tinuous probability density functions, and each codeword has a mean vector and a covari­
ance matrix. Typical quantization produces a codeword index that has minimum distortion 
to the given continuous observation x. In the semicontinuous HMM, the quantization opera­
tion produces values of continuous probability density functions /(x I ok) for all the code­
words o* . The structure of the semicontinuous model can be roughly the same as that of the 
discrete one. However, the output probabilities are no longer used directly as in the discrete 
HMM. In contrast, the VQ codebook density functions, N(x, µ*, !,*) , are combined with the 
discrete output probability as in Eq. (8.59). This is a combination of discrete model­
dependent weighting coefficients with the co11tinuous codebook probability density func­
tions. Such a representation can be used to re-estimate the original VQ codebook together 
with the HMM. 

The semicontinuous model also resembles the M-mixture continuous HMM with all 
the continuous output probability density functions shared among all Markov states. Com­
pared with the continuous mixture HMM, the semicontinuous HMM can maintain the mod­
eling ability of large-mixture probability density functions. In addition. the number of free 
parameters and the computational complexity can be reduced, because all the probability 
density functions are tied together, thus providing a good compromise between detailed 
acoustic modeling and trainability. 

In practice, because M is large, Eq. (8.59) can be simplified by using the L most sig­
nificant values / (x I o4) for each x without affecting the performance. Experienc~ has 
shown that values of L in the range of 1-3% of M are adequate. This can be conveniently 
obtained during the VQ operations by sorting the VQ output and keeping the L most signifi­
cant values. Let 77(x) denote the set of L VQ codewords that has the largest /(x I ok) for the 
given x. Then we have: 

bix) = L, /(x I ok )b/k) (8.60) 

kEl)(•l 

Since the number of mixture components in ry(x) is of lower order than M, Eq. (8.60) 
can significantly reduce the amount of computation. In fact, 7J(x) is the key to ~rid~e the 
gap between the continuous and discrete HMM. If 7](x) contains only the moSt Sigmficant 
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/{x I 01 ) (i.e., only the closest codeword to x), the semicontinuous HMM degenerates lo th 
discrete HMM. On the other hand, a large VQ codebook can be used such that each M k e 

• f ' d d ( • t f b • · ar ov state could contam a number o 1~ ?wn co ewor s a mix ure o p_ro ab1hty density func. 
tions) The discrete output probab1hty b;;(k) thus becomes the mixture weights to 

• , . . r each 
state. This would go to the other extreme, a standard contt_nuou~ mixture density model. We 
can also define TJ(x) in such a way that we can have partial tymg of f (x Io•) for different 
phonetic classes. For example, we can have a phone-dependent codebook. 

When we have a tied VQ codebook. re-estimation of these mean vectors and co . 
ance matrices of different models will involve interdependencies. If any observation 

1 
v~­

matter what model it is designated for) has a large value of posterior probability ( (J. k) .0t 
• I , ,I 

will have a large contribution on re-estimat10n of parameters of codeword o
1 

. We can com-
pute the posterior probability for each codeword from ,,(J,k) as defined in Eq. (8.57). 

,,(k) = p(x, =o. I X,<l>) = L{,(J,k) (8.61) 
j 

The re-estimation fonnulas for the tied mixture can be written as: 

A ,-1 
µ• =-'--:::r~--

LJ, (k) 
(8.62) 

, ... 

(8.63) 

8.4. PRACTICAL ISSUES IN USING HMMs 

~hile the HMM provides a solid framework for speech modeling, there are a number ~f 
ISSues you need to understand to make effective use of spoken language processing. In this 
section we point out some of the key issues related to practical applications. For expedience, 
we mostly use the discrete HMM as our example here. 

8.4.1. Initial Estimates 

1? th_eory, the re-estimation algorithm of the HMM should reach a local maximum for lhe 
hkehhood function. A key question is how to choose the rioht initial estimates of (he HMM 
parameters so that the local maximum becomes the global ;aximum. 
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In the discrete HMM, if a probability is initialized to be zero, it will remain zero for­
ever. Thus, it is i_mportant to have a reasonable set of initial estimates. Empirical study has 
shown that, for discrete HMMs, you can use a uniform distribution as the initial estimate. It 
works reasonably well for most speech applications, though good initial estimates are al­
ways helpful to compute the output probabilities. 

If continuous mixture density HMMs are used, good initial estimates for the Gaussian 
density functions are essential. There are a number of ways to obtain such initial estimates: 

• You can use the k-means clustering procedure, as used in vector quantization 
clustering. The Markov state segmentation can be derived from the discrete 
HMM, since it is not very sensitive to the initial parameters. Based on the 
segmented data, you can use the k-means algorithm to derive needed Gaus­
sian mean and covariance parameters. The mixture coefficients can be based 
on the unifonn distribution. 

• You can estimate the semicontinuous HMM from the discrete HMM. You 
simply need to estimate an additional covariance matrix for each VQ code­
word and run an additional four or five iterations to refine the semi­
continuous HMM based on the discrete HMM, which typically requires four 
or five iterations from the uniform distribution. When the semi-continuous 
HMM is trained, you take the top M codewords, and in each Markov state use 
them as the initial Gaussian density functions for the continuous density mix­
ture model. 

• You can start training a single mixture Gaussian model. You can compute the 
parameters from previously segmented data. You can then iteratively split the 
Gaussian density function in a way similar to VQ codebook generation. You 
typically need two or three iterations to refine the continuous density after 
each splitting. 

8.4.2. Model Topology 

Speech is a time-evolving nonstationary signal. Each HMM state has the ahi~ity to capture 
some quasi-stationary segment in the non-stationary speech signal. A lef~-to-nght topology, 
as illustrated in Figure 8.8, is a natural candidate to model the speech signal. It has ~ self­
transition to each state that can be used to model contiguous speech features belonging to 
the same state. When the quasi-stationary speech segment evolves, the left-to-right transition 
enables a natural progression of such evolution. ln such a topology, each state has a state­
dependent output probability distribution that can be used to interpret the observ~ble speech 
signal. This topology is in fact, one of the most popular HMM structures use~ m s~te-of-
th · · ' b b·1·t ct·stn·bution can be either discrete e-art speech recogmtion systems. The output pro a_ t I Y 1 

distributions or a mixture of continuous density functions. 
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For the left-to-right HMM, the most important parameter in determining th 
. e topoJo 

is the number of states. The choice of model topology depends on available tr . . gy 
. ainmg d 

and what the model is used for. If each HMM 1s used to represent a phone, you need ata 
d• 'b • If h d I • to have at least three to five out~ut 1stn ut1~ns. sue a mo ~ ~s used to represent a word, mo 

states are generally reqmred, depending on the pronunciation and duration of the w d re 
b • Id h or · For example, the word tetrahvdrocanna mo shou ave a large number of states in co . 

• ~M~ 
to the word a. You may use at least 24 states for the former and three states for the latt 
you have the number of states depending on the duration of the signal, you may want I er. If 
15 to 25 states for each second of speech signal. One exception is that, for silence, youo use 
want to have a simpler topology. This is because silence is stationary, and one or two s:ay 
will be sufficient. tes 

Figure 8.8 A typical hidden Markov model used to model phonemes. There are three stales 
{0-2) and each state has an associated output probability distribution. 

In practice, it is convenient to define a null transition. This is convenient if we want to 
simply traverse the HMM without consuming any observation symbol. To incorporate the 
null arc, you need to slightly modify the basic forward-backward or Viterbi probabili~ 
equations, provided that no loops of empty transitions exist. If we denote the empty transi­
tion between state i and j as a; , they need to satisfy the following constraints: 

I>!! +a;= I, \ti 
j 

The forward probability can be augmented as follows: 

(8.64) 

(8.65) 
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Equation (8.65) appears to have a recursion, but it actually uses the al f th 
f (. ·) ·ct d h • • v ue o e same 

1iine column ° a, ' • prov, e t at I is already computed, which is easily ach·evabl "f 
· h • • • h t e I we have left-to-ng t empty trans1t1ons w,t out loops of empty transitions. 

8.4.3. Training Criteria 

The argumen_t for maximu":1 likelihood estimation (MLE) is based on an assumption that the 
true distribution of speech 1s a member of the family of distributions used. This amounts to 
the assertion that the observed speech is genuinely produced by the HMM being used, and 
the only unknown parameters are the_ values. However, this can be challenged. Typical 
HMMs make many maccurate assumptions about the speech production process, such as the 
output-independ~nce assum_ption, the Markov _assumption, and the continuous probability 
density assumpt10n. Such inaccurate assumpt10ns substantially weaken the rationale for 
maximum likelihood criteria. For instance, although maximum likelihood estimation is con­
sistent (convergence to the true value), it is meaningless to have such a property if the wrong 
model is used. The true parameters in such cases will be the true parameters of the wrong 
models. Therefore, an estimation criterion that can work well in spite of these inaccurate 
assumptions should offer improved recognition accuracy compared with the maximum like­
lihood criterion. These alternative criteria include the MCE and MMIE, as discussed in 
Chapter 4. Finally, if we have prior knowledge about the model distribution, we can employ 
the Bayes' method such as MAP that can effectively combine both the prior and posterior 
distributions in a consistent way, which is particularly suitable for adaptation or dealing with 
insufficient training data. 

Among all these criteria, MLE remains one of the most widely used, because of its 
simplicity and superior performance when appr9priate assumptions are made about the sys­
tem design. MCE and MMIE work well for small- to medium-vocabulary speech recogni­
tion [2, 26, 36]. You can train a number of other iterations based on the ML estimates. 
Neither MCE nor MMIE has been found extremely effective for large-vocabulary speech 
recognition. However, it is possible to combine the MMIE or MCE model with the MLE 
model for improved performance. This is because the error patterns generated from these 
different models are not the same. We can decode the test utterance with these different 
models and vote for the most consistent results (15, 25]. We discuss MAP methods in Chap­
ter 9, since it is mostly helpful for speaker adaptive speech recognition. 

8.4.4. Deleted Interpolation 

For improved robustness, it is often necessary to combine well trained general ?1odels (such 
as speaker-independent) with those that are less well trained but more det~1_led (such as 
speaker-dependent). For example, you can typically improve speech re~ogmuon accuracy 
With speaker-dependent training. Nevertheless, you may not have suffic~ent data for a par­
ticular speaker so it is desirable to use a speaker-independent model that is more_ general but 
less accurate to smooth the speaker-dependent model. One effective way to achieve robust-
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ness is to interpolate both models with a technique called deleted interpolation i h' 
• • al'd • ' n w •ch th interpolation weights are estimated using cross-v I at1on data. The objective funcf . e 

maximize the probability of the model generating the held-out data. •on 15 to 
Now, let ~s assu~e that we w~~ to i~te:riol~te two sets ?f models, P,,(x) and p 

which can be either discrete probab1hty d1stnbuuons or continuous density funcf s(x), 
• d 1 ° ( ) Th • 1 • d ions, to fonn an mterpolated mo e , 01 x . e mterpo atton proce ure can be expressed t 

as 10l­
lows: 

(8.66) 

where the interpolation weight ). is what we need to derive from the training data. 
Consider that we want to interpolate a speaker-independent model P,,(x) with a 

speaker-dependent model P8 (x) . If we use speaker-independent data to estimate the 
interpolation weight, we may not capture needed speaker-specific information that should be 
reflected in the interpolation weights. What is worse is that the interpolation weight for the 
speaker-independent model should be equal to 1.0 if we use the same speaker-independent 
data from which the model was derived to estimate the interpolation weight. This is because 
of the MLE criterion. If we use speaker-dependent data instead, we have the weight for the 
speaker-dependent model equal 1.0 without achieving the desired smoothing effect. Thus 
the interpolation weights need to be trained using different data or deleted data with the so 
called cross-validation method. 

We can have the training data nonnally divided into M parts, and train a set of P_i1) 
and Ps(x) models using the standard EM algorithm from each combination of M-1 parts, 
with the deleted part serving as the unseen data to estimate the interpolation weights J.. . 
These M sets of interpolation weights are then averaged to obtain the final weights. 

ALGORITHM 8.5: DELETED INTERPOLATION PROCEDURE 

Step 1: Initialize A with a guessed estimate. 

Step 2: Update i by the following formula: 

; l M :i, AP (x1) 
11,:- L 2,. A-} I 

M 1~1 ,,., AP,1_1('x;)+ (1 -A )P
8
_i(x; ) 

(8.67) 

where PA_1(x;) and P8 _lx; ) is PAx) and P
8
(x) estimated by the entire training corpus 

except part j, the deleted part, respectively; n j is the total number of data points in part i that 

have been aligned to estimate the model· and x1 indicates the t-th data point in the }th set of 
J f 

the aligned data. 

Step 3· If th A • • • • go to • e new value A Is suff1c1ently close to the previous value ..t , stop. Otherwise, 
Step 2. 
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In fact, the interpolation weights in Eq (8 66) are si·m1·1ar to th G · · • • e auss1an mixture 
weights, although P,1(x) and Po(x) may not be Gaussian density functions. When we have 
M sets of ~ata, we _can use the same EM algorithm to estimate the interpolation weights as 
illustrated 111 Algorithm 8.5. 

The deleted interpolation procedure described above can be applied after each t · • 
· f h '" II • • • · · rammg iteration. Then, or t e ,o owing iteration of trammg, the learned interpolation weights can 

be used as illustrated in Eq. (8.66) to compute the forward-backward paths or the Viterbi 
maximu~ path. We can ~)so have m_ore than two distributions interpolated together. Deleted 
interpolation has been widely used m both acoustic and language modeling where smooth­
ing is needed. 

8.4.5. Parameter Smoothing 

One simple reality for probabilistic modeling is that as many observations as possible are 
required to reliably estimate model parameters. However, in reality, only a finite amount of 
training data is available. If the training data are limited, this will result in some parameters 
being inadequately trained, and classification based on poorly trained models will result in 
higher recognition error rate. There are many possible solutions to address the problem of 
insufficient training data: 

• You can increase the size of the training data. There is no data like more 
data. 

• You can reduce the number of free parameters to be re-estimated. This has its 
limitations, because a number of significant parameters are always needed to 
model physical events. 

• You can interpolate one set of parameter estimates with another set of pa­
rameter estimates, for which an adequate amount of training data exists. De­
leted interpolation, discussed in Section 8.4.4, can be used effectively. In the 
discrete HMM, one simple approach is to set a floor to both the transition 
probability and the output probability in order to eliminate possible zer~ _es­
timates. The same principle applies to the SCHMM as well as the mixmg 
coefficients of the continuous density HMM. Parameter flooring can be 
regarded as a special case of interpolation with the unifonn distribution. 

• You can tie parameters together to reduce the num~er of fre~ parameters. The 
SCHMM is a typical example of such parameter-tying techmques. 

For the continuous mixture HMM, you need to pay extra attention to smoothing the 
covariance matrices. There are a number of techniques you can use: 

. . • ·th th se that are better trained or • You can interpolate the covanance matnx w1 o 
a priori via the MAP method. 
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• You can tie the Gaussian covariance matrices across different • 
. mixture co 

ponents or across different Markov states. A very general shared G _m. 
density model is discussed in [20]. auss1an 

• You can use the diagonal covariance matrices if the correlation amo 
ffi • • ak h" h • h ·f ng fea-ture coe 1c1ents 1s we , w 1c 1s t e case I you use uncorrelated ~ 

such as the MFCC. eatures 

• You can combine these methods together. 

In practice, we can reduce the speech recognition error rate by 5-20% with v . 
smoothing techniques, depending on the available amount of training data. anous 

8.4.6. Probability Representations 

When we compute the forward and backward probabilities in the forward-backward algo­
rithm, they will approach zero in exponential fashion if the observation sequence length, r, 
becomes large enough. For sufficiently large T, the dynamic range of these probabilities will 
exceed the precision range of essentially any machine. Thus, in practice, it will result in un­
derflow on the computer if probabilities are represented directly. We can resolve this im­
plementation problem by scaling these probabilities with some scaling coefficient so that 
they remain within the dynamic range of the computer. All of these scaling coefficients can 
be removed at the end of the computation without affecting the overall precision. 

For example, let a, (i) be multiplied by a scaling coefficient, S,: 

S, = 1 /La, (i) (8.68) 
f 

so that L S,a, (i) = 1 for IS t ~ T. {3, (i) can also be multiplied by S, for 1 ~ t ~ T • Toe 
i 

recursion involved in computing the forward and backward variables can be scaled at ea~! 
stage of time t by S,. Notice that a 1 (i) and {3 1 (i) are computed recursively in exp~n~nn 
fashion; therefore, at time t, the total scale factor applied to the forward variable at(,) is 

I 

Scale0 (t) = TIS,. (8.69) 

k=I 

and the total scale factor applied to the backward variable /3, (i) is 

(S.70) 

k .. t 

. . • the forward 
This is because the individual scaling factors are multiplied together m . scaled 

and backward recursion. Let a; (i), /3; (i), and y;(i,j) denote their correspond1ng 
variables, respectively. Note that 
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Ia~(i) = Scalea(T) L,ar(i) = Scalea(T)P(X l <l>) 
; i 

The scaled intermediate probability, y; (i,j), can then be written as: 

'(. ") _ Scalea(t-l)a,_1 (i)aiJb/X,)/3, (j)Scalep(I) 
r, l,J - , r,(i,J) 

Scale a (T) L ar (i) 
i=-1 
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(8.71) 

(8.72) 

Thus, lhe intermedi~te probabi~ities can be used in the same way as the unscaled prob­
abilities, because the scaling factor 1s cancelled out in Eq. (8.72). Therefore, re-estimation 
formulas can be kept exactly except that P(X I <I>) should be computed according to 

P(X I cl>)= I_a;(i)I Scaleu:CT) (8.73) 
I 

In practice, the scaling operation need nol be performed at every observation time. It 
can be used at any scaling interval for which the underflow is likely to occur. In the un­
scaled interval, Scalea can be kept as unity. 

An alternative way to avoid underflow is to use a logarithmic representation for all the 
probabilities. This not only ensures that scaling is unnecessary, as underflow cannot happen, 
but also offers the benefit that integers can be used to represent the logarithmic values, 
thereby changing floating point operations to fixed point ones, which is particularly suitable 
for Viterbi-style computation, as Eq. (8.25) requires no probability addition. 

In the forward-backward algorithm we need lo have probability addition. We can keep 
a table on logb P2 - logb P1. If we represent probability P by logb P, more precision can be 
obtained by setting b closer to unity. Let us assume that we want to add P1 and P2 and that 
Pi ~ P2 . We have: 

logb(P1 +P2 )=1ogb P1 +logb(l+b 108hPi-loghfl) (8.74) 

If P2 is many orders of magnitude smaller than P1, adding the two numbers will just 
result in P1• We could store all possible values of log"(l + b.,) in a table. Using logarithms 
introduces errors for addition operation. In practice, double-precision float representation 
can be used to minimize the impact of the precision problems. 

8.5. HMM LIMITATIONS 

There are a number of limitations in the conventional HMMs. For example, HMMs assume 
the duration follows an exponential distribution, the transition probability depends only on 
the origin and destination, and all observation frames are dependent only on the state that 
generated them, not on neighboring observation frames. Researc~ers have propo_se~ a num­
ber of techniques to address these limitations, albeit these solutions have not Significantly 
improved speech recognition accuracy for practical applications. 
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8.5.1. Duration Modeling 

One major weakness of conventional HMMs is that they do not provide an adequat 
f h Th

. . b . . e repre-
sentation of the temporal structure o speec . 1s 1s ecause the probability of state 

. . I • E 8 occu. 
pancy decreases ex~onen_tially w~t~ time as s 1_0~11 m ~- ( .75). The probability of 1 
consecutive observations m state z 1s the probab1hty of taking the self-loop at state i for 

1 
times, which can be written as 

2 
(a) 

2 
(b) 

(8.15} 

3 

3 

Figure 8.9 A standard HMM (a) and its corresponding explicit duration HMM (b) where the 

self transitions are replaced with the explicit duration probability distribution for each Slale. 

An improvement to the standard HMM results from the use of HMMs with an expl!cit 

time duration distribution for each state [30, 39]. To explain the principle of time dura~on 

modeling, a conventional HMM with exponential state duration density and a ti~e ~uratton 
HMM with specified state duration densities (which can be either a discrete distnbuuon or a 

continuous density) are illustrated in Figure 8.9. In (a), the state duration probability ~as an 

exponential form as in Eq. (8.75). In (b), the self-transition probabilities are replaced w~lh an 
explicit duration probability distribution. At time t the process enters state i for durat1on ! 

• h b bT • ' X re gener-
w1t pro a 1 1ty density di ('r), during which the observations X,+1, X,+2 .. • 1+r a . 1 
ated. It then transfers to state j with transition probability a .. only after the appropnate_ 
obs ti. h · I/ • b·1·cy density 

erva ons ave ~curred m state i. Thus, by setting the time durauon proba 1 1 . tent 
to be the exponential density of Eq. (8.75) the time duration HMM can be made equ,va .th 
to the standard HMM. The parameters d -(-r) can be estimated from observations along wi d 
the 0ther _parameters of the HMM. For e~pedience, the duration density is usually ~nc~te 
at a maximum durafion al T T . Tn.n.A with wne 
d . . v ue d· o re-estimate the parameters of the nivun 

urallon modeling, the forward recursion must be modified as follows: 
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r 

a,(})= L, I,a,--rU)aiidJ(r)fl b1 (X,_a,) 
r i ,i-c1: J /c:I 

(8.76) 

where the transition from stat~ i to_ state j ~epends not only upon the transition probability 
aij but also upon all the possible _t'.me periods r that may occur in state j. Intuitively, Eq. 
(8.76) illustrates that ':hen state~ 1s reac~ed from previous states i, the observations may 
stay in state j for a penod of 1: with duration density d. ('r). and each observation emits its 
own output probability. All possible durations must b/considered, which leads to summa­
tion with respect to t. The independence assumption of observations results in the n tenn 
of the output probabilities. Similarly, the backward recursion can be written as: 

r 

/J,(i)= I Iaijdj('r)n b1(X,+1)/3,+-rU) (8.77) 
r j.)""'i /c:I 

The modified Baum-Welch algorithm can then be used based on Eq. (8.76) and (8.77). 
The proof of the re-estimation algorithm can be based on the modified Q-function except 
that P(X,Sl<I>) should be replaced with P(X, S, Tl <I>), which denotes the joint probability of 
observation, X, state sequence, S = { s1 , s2 ••• , s k ... s N, } in tenns of state s 1c with time dura­
tion r k, and the corresponding duration sequence, T == { r 1 , r 2 , ... r k ... 'l' N. } . 

• I "" A Q(<l>,cl>) =--£.J£..P(X,S, T l<l>)IogP(X,S, T l<I>) 
P(Xltl>) T s 

(8.78) 

In a manner similar to the standard HMM, r ,.r (i,j) can be defined as the transition 
probability from state i at time t to state j with time duration , in state j. Y ,,1 (i, }) can be 
written as: 

r N 

Y,,r(i,J) ==a,(i)aifd/r)fI h/X,+1)/3,+r(j)(Lar(k) (8.79) 
1=1 k=I 

Similarly, the probability of being in state j at time t with duration !' can be computed 
as: 

r,.r<.n = I r,.r u, 1> (8.80) 

I 

• • • ct • d f Eq (8 80) the Viterbi decoding al-The re-est1mat1on algonthm can be enve rom • • , . 
gorithm can be used for the time duration model, and the optimal path can be determmed 
according to: 

r 

V, (j) == M~x Max[V,_1(i)aiid/-r) IT b/X,-1+1 )] 
, r l=I 

(8.81) 

. d t' odeling discussed here. One is There are drawbacks to the use of the ttme ura ion m , D . th u· 
• f f O(D-) where 1s e me the great increase in computational complexity by a actor O ' 
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duration distribution length. Another problem is the large number of additional 
• d O d d • · Paramete D that must be estimate . ne propose reme y 1s to use a continuous density fu , . rs 

stead of the discrete distribution d j ( -r). nction in-

In practice, duration models offer only modest improvement for speaker-i d 
• • M 1 · . n ependent continuous speech recogmt1on. any systems even e 1mmate the transition probabir 

th b b·1· • d • N itycom pletely because e output pro a I Hies are so ommant. evertheless, duration i~ . • 
is very effective for pruning unlikely candidates during the large-vocabulary speechonnation 
. . recogni-tion decodmg process. 

8.5.2. First-Order Assumption 

As you can see from the previous section, the duration of each stationary segment captured 
by a single state is inadequately modeled. Another way to alleviate the duration problem is 
to eliminate the first-order transition assumption and to make the underlying state sequence 
a second-order Markov chain [32]. As a result, the transition probability between two states 
at time t depends on the states in which the process was at time t-1 and t-2. For a given state 
sequence S = {s1,s2 .... sT}, the probability of the state should be computed as: 

(8.82) 

where a s,_
251

_
1
s, = P(s, I s,_2s,_1) is the transition probability at time t, given the two-order 

state history. The re-estimation procedure can be readily extended based on Eq. (8.82). For 
example, the new forward probability can be re-defined as: 

a,(J,k)=P(X{,s1_1 =j,s1 =kl.l)e:::: I,a,_1(i,j)aykbk(X,) (8.83) 
I 

where ay·k = P(s1 = kls,_2 = i, s1_1 = j). Similarly, we can define the backward probability 
as: 

/31 (i,j) = P(X1~.ls,_1 = i,s, = j, }.,) = ""'I,.aijkbk (X,+1 )/31+1 (j, k) (8.84) 
k 

With Eq. (8.83) and (8.84), the MLE estimates can be derived easily based on !he 
modified y 1 (i,j,k): 

r,(i,j, k)=P(s,_, =i,sl =j,sl+I =k,Xl<I>) (8.85) 

= a 1 (i,j)a;pcbk (X1+1)/31+1 (.i, k) I P(Xl<I>) 
. we have to 

In practice, the second-order model is computationally very expensi_ve as fi t-order 
consider the increased state space which can often be realized with an eqmvalen! 1~ficantlY 
h"dd M ' ffered s1gnt 1 
. 1 en arkov model on the two-fold product state space. It has_ not O Jjcauoos. 
improved accuracy to justify its increase in computational complexity for most app 
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8.5.3. Conditional Independence Assumption 

The third major weakness in HMMs is chat all observation frames are d d t I h . . . epen en on y on t e 
state that generated them, not on ne1ghbonng observation frames Th d' • 1 • . _ . . . e con 11Iona mdepen d-
ence assumpuon makes it hard to effectively handle nonstationary frames that are stron 1 
correlated. There are a number of ways to alleviate the condi'ti'onal • d d ~ y , m epen ence assumption 
[34]. For example, we can a~sume the output probability distribution depends not onl on 
the state but also on the previous frame. Thus the probability of a gi·ven st t y . • a e sequence can 
be rewntten as: 

T 

P(XIS, <I>)= IT P(X1 IX,-i.s,, <l>) (8.86) 
l=I 

As the parameter space becomes huge, we often need to quantize X1-1 into a smaller 
set of codewords so that we can keep the number of free parameters under control. Thus, Eq. 
(8.86) can be simplified as: 

T 

P(XIS,<1>)= TI P(X, j :R(X,_1),s,,<I>) (8.87) , .. , 
where 91( ) denotes the quantized vector that has a small codebook size, L. Although this 
can dramatically reduce the space of the free conditional output probability distributions, the 
total number of free parameters will still increase by L times. 

The re-estimation for conditional dependent HMMs can be derived with the modi­
fied Q-function, as discussed in the previous sections. In practice, it has not demonstrated 
convincing accuracy improvement for large-vocabulary speech recognition. 

8.6. HISTORICAL PERSPECTIVE AND FURTHER READING 

The Markov chain was named after Russian scientist A. Markov for his pioneering work in 
analyzing the letter sequence in the text of a literary work in 1913 [33]. In the 1960s, Baum 
and others further developed efficient methods for training the model parameters [4, 5). 
When the observation is real valued, the use of continuous or semi.continuous HMMs can 
improve the overall performance. Baum et al. also developed the method to use continuous 
density functions that are strictly log concave [5), which was relaxed by Liporace [31] and 
expanded by Juano to include mixture density functions [27]. 

The Viterbi 0algorithm shares the same concept that was independently discovered by 
researchers in many separate fields [28], including Vintsyuk [42], Needleman and Wunsch 
[35], Sankoff [41]. Sakoe and Chiba [40], and Wagner and Fischer [44]. 

Jim Baker did his Ph.D. thesis under Raj Reddy at Carnegie Mellon using HMMs for 
speech recognition [3]. At the same time Fred Jelinek and his colleagues at IBM Research 
pioneered widespread applications [23]. Since the 1980s, partly because of the DARPA· 
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funded speech projects, HMMs have become a mainstream technique for modeling 5 
as exemplified by advanced systems developed at BBN, Bell Labs, Carnegie M ~ii IJCech, 

. . 1: on, IBM 
Microsoft, SRI, and others [9, 17, 29, 46]. The Ph.D. theses from Kai-Fu Lee [291 H . • 
Wuen Hon [ 16], and Mei-Yuh Hwang [22] at Carnegie Mellon addressed many . ' sia0-

• • • • HMM ~ h • • Th important practical issues m usmg s 1or speec recogmt1on. ere are also u number of 
books on the practical use of HMMs [ 18, 24, 38, 45]. gOOd 

The choice of different output probabilities depends on a number of fa.:tors such 
availability of training data, the feature characteristics. the computational complexityas lhe 
the number of free parameters [191 [34]. The semi-continuous model, also known ':d 
tied-mixture model, was independently proposed by Huang and Jack [21] and Belle~ de 
and Nahamoo [6]. Other improvements include explicit duration modeling [I, 11, 13, 14~; 
39], high--order and conditional models [7, 32, 34], which have yet to be shown effectiv~fo· 
practical speech recognition. r 

Both Carnegie Mellon University's open speech softwareJ and Cambridge Univer­
sity's HTK5 are a good starting point for those interested in using the existing tools for run­
ning experiments. 

HMMs have become the most prominent techniques for speech recognition today. 
Most of the state-of-the-art speech recognition systems on the market are based on HMMs 
described in this chapter. 
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CHAPTER 9 

Acoustic Modeling 

After years of research and development, ac­
curacy of automatic speech recognition remains one of the most important research chal­
lenges. A number of well-known factors determines accuracy; those most noticeable are 
~~ations in context, in speaker, and in environment. Acoustic modeling plays a critical role 
m improving accuracy and is arguably the central part of any speech recognition system. 
fi d For the given acoustic observation X = X,X2 •.. Xn , the goal of speech recognition is to 
m out the corresponding word sequence W = w w, ... w that has the maximum posterior 

probability P(WI X) as expressed by Eq. (9.1). 1 
- m . 

W=argmaxP(WIX)=argmax P(W)P(XIW) (9.1) 
w w P(X) 

Since the maximization of Eq. (9.1) is carried out with the observation X fixed, the 
above maxi • . . . . . 

mizatton 1s equivalent to maximization of the followmg equallon. 

415 
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4 

W == argmaxP(W)P(X I W) 
w (9.2) 

The practical challenge is how to build accurate acoustic models, P(X I W) a d 
1 

guage models, P(W), that can truly reflect the spoken language to be recognized. Fo;J an­
vocabulary speech recognition, since there are a large number of words, we need 10 de arge­
~ose a word into a subword se~uence. Thus P(X I W) is _cl~sely related to phonetic m:~: 
mg. P(X I W) should take mto account speaker vanat,ons, pronunciation variation 
environmental variations, and context-dependent phonetic coarticulation variations. Last, b~; 
not least, any static acoustic or language model will not meet the needs of real applications. 
So it is vital to dynamically adapt both P(W) and P(X I W) to maximize P{WI X) while 
using spoken language systems. The decoding process of finding the best word sequence w 
to match the input speech signal X in speech recognition systems is more than a simple pat­
tern recognition problem, since in continuous speech recognition you have an infinite num­
ber of word patterns to search, as discussed in detail in Chapters 12 and J 3. 

In this chapter we focus on discussing solutions that work well in practice. To high­
light solutions that are effective, we use the Whisper speech recognition system [49] devel­
oped at Microsoft Research as a concrete example to illustrate how to build a working 
system and how various techniques can help to reduce speech recognition errors.' We hope 
that by studying what worked well in the past we can illuminate the possibilities for further 
improvement of the state of the art. 

The hidden Markov model we discussed in Chapter 8 is the underpinning for acoustic 
phonetic modeling. It provides a powerful way to integrate segmentation, time warping, 
pattern matching, and context knowledge in a unified manner. The underlying technologies 
are undoubtedly evolving, and the research community is aggressively searching for more 
powerful solutions. Most of the techniques discussed in this chapter can be readily derived 
from the fundamentals discussed in earlier chapters. 

9.1. VARIABILITY IN THE SPEECH SIGNAL 

The research community has produced technologies that, with some constraints, can accu­
rately recognize spoken input. Admittedly, today's state-of-the-art systems still cannot 
match humans' perfonnance. Although we can build a very accurate speech recognizer for 8 

parti~ular speaker, in a particular language and speaking style, in a particular environment. 
and hmited to a particular task, it remains a research challenge to build a recognizer tbat ~an 
:ssttially_ understand anyone's speech, in any language, on any topic, in any free-flowing 
ty e, and 10 almost any speaking environment. 

, Most of the expcri al 000 ord speaker· 
independent . ment results used here are based on a development test set for the 60, •W ak rs Toe 

continuous dictati k Th • • bo 300 spe e • test set consists of 410 on tas • e trammg set consists of 35,CXlO utterances from a ut model iS 
derived from 2 b"Ui utterances from 10 speakers that were not used in the training daia. The lauguage 

t on Words of English text co,:pora. 
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Acc~racy and robustness are the ultimate 1~e_asures for the success of speech recogni­
tion algorithms. There are m~y reasons why existing algorithms or systems did not deliver 
what people want. In the sections that follow we summarize the major factors involved. 

9.1.1. Context Variability 

Spoken language interaction between people requires knowledge of word meanings, com­
munication context, and common ~ense. ~o~ds with widely different meanings and usage 
patterns may have the same phonetic reahzat1on. Consider the challenge represented by the 
following utterance: 

Mr. Jftig/11. should write to Ms. Wright right away about his Ford or four door 
Honda. 

For a given word with the same pronunciation, the meaning could be dramatically dif­
ferent, as indicated by Wright, write, and right. What makes it even more difficult is that 
Ford or and Four Door are not only phonetically identical, but also semantically relevant. 
The interpretation is made within a given word boundary. Even with smart linguistic and 
semantic information, it is still impossible to decipher the correct word sequence, unless the 
speaker pauses between words or uses intonation to set apart these semantically confusable 
phrases. 

In addition to the context variability at word and sentence level, you can find dramatic 
context variability at the phonetic level. As illustrated in Figure 9.1, the acoustic realization 
of phoneme lee/ for word peat and wheel depends on its left and right context. The depend­
ency becomes more important in fast speech or spontaneous speech conversations, since 
many phonemes are not fully realized. 
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Figure 9.1 Waveforms and spectrograms for w?rds peat e . . tr t s that different con-
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texts may have different effects on a phone. 
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9.1.2. Style Variability 

To deal with acoustic realization variability, a number of co~straints can be imposed on the 
use of the speech recognizer. For example, we can have an isolated speech recognition sys. 
tern in which users have to pause between each word. Because the pause provides a 1 , . . . c ear 
boundary for the word, we can easily ehm1~ate errors such as Ford or and four door. In ad. 
dition, isolated speech provides a correct silence context to each word so that it is easier 
model and decode the s~eech, leading to a si~?ificant reduction in_computational complexi: 
and error rate. In practice, the word-recogmtton error rate of an isolated speech recognizer 
can typically be reduced by more than a factor of three (from 7% to 2%) as compared with 
to a comparable continuous speech recognition system [5]. The disadvantage is that such an 
isolated speech recognizer is unnatural to most people. The throughput is also significantly 
lower than that for continuous speech. 

In continuous speech recognition, the error rate for casual, spontaneous speech, as oc­
curs in our daily conversation, is much higher than for carefully articulated read-aloud 
speech. The rate of speech also affects the word recognition rate. It is typical that the higher 
the speaking rate (words/minute), the higher the error rate. If a person whispers, or shouts, 
to reflect his or her emotional changes, the variation increases even more significantly. 

9.1.3. Speaker Variability 

Every individual speaker is different. The speech he or she produces reflects the physical 
vocal tract size, length and width of the neck, a range of physical characteristics, age, sex, 
dialect, health, education, and personal style. As such, one person's speech patterns can be 
entirely different from those of another person. Even if we exclude these interspeaker differ­
ences, the same speaker is often unable to precisely produce the same utterance. Thus. the 
shape of the vocal tract movement and rate of delivery may vary from utterance to utterance, 
even with dedicated effort to minimize the variability. 

For speaker-independent speech recognition, we typically use more than 500 spe~ers 
to build a combined model. Such an approach exhibits large performance fluctua~~os 
among new speakers because of possible mismatches in the training data between exiung 
~peakers and new ones [50). In particular, speakers with accents have a tangible error-rate 
increase of 2 to 3 times. 

T • • berof 0 improve the performance of a speaker-independent speech recognizer, a num 
co~straints can be imposed on its use. For example, we can have a user enrollment th_ar_t 
quires the user to speak for about 30 minutes. With the speaker-dependent data and tra.mi _g, 
w_e may be able to capture various speaker-dependent acoustic characteristics that can sig­
nificantly improve the speech reco 0 nizer' s perfonnance. In practice, speaker-dependent 
speech recognition o" • 0 

• d ·nee decod-
• 11 ers not only improved accuracy but also improved spee , st _ 
mg can be mo ffi • • • I speaker re e icient with an accurate acoustic and phonetic model. A typica 
dependent speech • • b more than recognition system can reduce the word recognition error Y 
JO% as compared with a comparable speaker-independent speech recognition system. 
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The disadvantage of speaker-dependent speech recognition is that it takt'-S time to col­
lect speaker-dependent data. which may be impractical for some applications such as an 
automatic telephone operator. Ma~~ applications have to support walk-in speakers. so 
speaker-independent sp~ec~ r~cog~ 1~10~1 remains an important feature. When the amounl of 
speaker-dependent data is h~iled, It 1s important to make use of both speaker-dependenl and 
speaker-independent data usi~g speaker-adaptive training techniques, as discussed in Sec­
tion 9.6. Eve_n for speaker-mdep~~dent speech recognition, you can still use speaker­
adaptive training based on recognition resulls to quickly adapt to each individual speaker 
during usage. 

9.1.4. Environment Variability 

The world we live in is full of sounds of varying loudness from different sources. When we 
interact with computers, we may have people speaking in the background. Someone may 
slam the door, or the air conditioning may start humming without notice. Ir speech recogni­
tion is embedded in mobile devices, such as PDAs (personal digital assistants) or cellular 
phones, the spectrum of noises varies significantly because the owner moves around. These 
external parameters, such as the characteristics of the environmental noise and the type and 
placement of the microphone, can greatly affect speech recognilion system performance. In 
addition to the background noises, we have to deal with noises made by speakers, such as lip 
smacks and noncommunication words. Noise may also be present from the input device it­
self, such as microphone and AID interference noises. 

In a similar manner to speaker-independent training, we can build a system by using a 
large amount of data collected from a number of environments: this is referred to as 
11111/tistyle training [70J. We can use adaptive techniques to normalize the mismatch across 
different environment conditions in a manner similar to speaker-adaptive training, as dis­
cussed in Chapter 10. Despite the progress being made in the field, environment variability 
remains as one of the most severe challenges facing today's state-of-the-art speech systems. 

9.2. How TO MEASURE SPEECH RECOGNITION ERRORS 

It is critical to evaluate the performance of speech recognition systems. The word recogni­
tion error rate is widely used as one of the most important measures. When you compare 
different acoustic modeling algorithms, it is important to compare their relative error reduc­
tion. Empirically, you need to have a test data set that contains more than 500 sentences 
(with 6 to 10 words for each sentence) from 5 to JO different speakers to reliably estimate 
t?e recognition error rate. Typically, you need to have more than I 0%· relative error reduc-
tion to consider adopting a new algorithm. . . . 

As a sanity check, you may want to use a small sample from the trammg data to meas­
ure the performance of the training set, which is often much better than what you ca~ get 
f~om testing new data. Training-set performance is useful in the development stage to ide~­
tify potential implementation bugs. Eventually, you need to use a development ~et that typi­
cally consists of data never used in training. Since you may tune a number of parameters 
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with your development set, it is important to evaluate performance of a test 
set after 

decide the optimal parameter setting. The test set should be completely new with You 
. respect 1 both training and parameter tunmg. o 

There are typically three types of word recognition errors in speech recognition: 

• Substitution: an incorrect word was substituted for the correct word 

• Deletion: a correct word was omitted in the recognized sentence 

• Insertion: an extra word was added in the recognized sentence" 

For instance, a speech recognition system may produce an incorrect result as foll 
where substitutions are bold, insertions are underlined, and deletions are denoted as0:!· 
There are four errors in this example. • 

Correct: Did mob mission area of the Copeland ever go to m4 in nineteen eighty one 
Recognized: Did mob mission area ** the copy land ever go to m4 in nineteen east 
one 

To determine the minimum error rate, you can't simply compare two word sequences 
one by one. For example, suppose you have utterance The effect is clear recognized as Effec, 
is not clear. If you compare word to word, the error rate is 75% (The vs. Effect, effect vs. it 
is vs. llQf). In fact, the error rate is only 50% with one deletion ( The) and one insertion (!1.Ql}. 

In general, you need to align a recognized word string against the correct word string and 

compute the number of substitutions (Subs), deletions (Deis), and insertions (Ins). The Word 
Error Rate is defined as: 

Subs+ Deis+ Ins 
WordErrorRate=100%x-----------­

No. of words in the correct sentenc 
(9.3) 

This alignment is also known as the maximum substring matching problem, which can 
be easily handled by the dynamic programming algorithm discussed in Chapter 8. 

Let the correct word string be w1 w2 • • • w", where w, denotes the ith word in th; corre~t 
word string, and the recognized word string be w1 w2 ••• w'" , where w; denotes the I wor~ m 
the recognized word string. We denote R[i, j] as the minimum error of aligning sub5tring 

w, W2 • • • w" against substring w1 "'i • • • w m. The optimal alignment and the associated W?rd 

error rate R[n m] for correct word string w w ... w and the recognized word 5tr1ng 
, I ' n 'th 

¾'JW2 .. ,w .. are obtained via the dynamic progra~ming algorithm illustrated in Algon : 
9 .1. The accumulated cost function R[i 1'] progresses from R[ 1, 1] to R[n, m] correspo~ • 
• . . ' . • ~ rmauon 
mg to the mmimum distance from (1, 1) to (n, m). We store the back pomter m O . 
B[ • ·1 al the opt!· 

i, J as we move along. When we reach the final grid (n, m), we back trace ong as 
mal path to find out if there are substitutions deletions or insertions on the matched palh, 
stored in B[i, j]. ' ' 

'E • ds 1obe ven for isolated spee h • • . d boundary nee 
d . c recogmt,on, you may still have the insertion error, smce the wor 

etected m most appl' • I . ds 
ications. t 1s possible that one isolated utterance is recognized as two wor • 
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ALGORITHM 9.1: ALGORITHM TO MEASURE THE rA'ORD c 
1· / ·r· ,. t· R[O O]-0 · · . rrr, ~RROR RATE Step • nJ1a,1za ,on ' - R['.,l] = co if(i < 0) or (j < 0) B[O,OJ = 0 

Step 2: Iteration 
for i= 1, ... ,11 { 

for J;;;;.1, ... ,m { 

R[i-l,j] + 1 (deletion) 

R[i-l,j-1) (match) 

R[i-1,j-IJ+l (substitution) 

R[i,j] = min R[i,J-1]+ I (insertion) 

l if deletion 

2 if insertion 
B[i,jJ = 3 if match } } 

4 if substitution 

Step 3: Backtracking and termination 

word error rate =100% x R(n,m) 
n 

optimal backward path= (s1, s2 , ... ,0) 

[ 
B[i-1,J] if-s1-1 = 1 ] 

where s1 = B[n,m], s, = B[i,j-1] if s,_1 = 2 f~r t = 2, ... 

B[i-1,j-1] ifs,_1 =3 or4 

until s1 = o 

421 

For applications involved with rejection, such as word confidence measures as dis­
cussed in Section 9.7, you need to measure both false rejection rate and false acceptance 
rate. In speaker or command verification, the false acceptance of a valid user/command is 
also referred to as Type I error, as opposed to the false rejection of a valid user/command 
(Type 11) [17]. A higher false rejection rate generally leads to a lower false acceptance rate. 
A plot of the false rejection rate versus the false acceptance rate, widely used in communica­
tion theory, is called the receiver operating characteristic (ROC) curve. 

9.3. SIGNAL PROCESSING-EXTRACTING FEATURES 

The role of a signal processing module, as illustrated in Figure 1.2, is to reduce the data rat~, 
to remove noises, and to extract salient features that are useful for subsequent acoustic 
~atching. Using as building blocks the topics we discussed in earlier chapters, we briefly 
illustrate here what is important in modeling speech to deal with vari~tions we must address. 
More advanced environment normalization techniques are discussed m Chapter lO. 
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9.3.1. Signal Acquisition 

Today's computers can handle most of the necessary speech signal acquisition tasks· 
. in soft-

ware. For example, most PC sound cards have d1Tect memory access, and the speech c be 
digitized to memory without burdening the CPU with input/output interrupts The ope an_ • 

• rating 
system can correctly handle most of the necessary AD/DA functions in real time. 

To perform speech recognition, a number of components--such as digitizing speech 
feature extraction and transformation, acoustic matching, and language model-based 
search-can be pipelined time-synchronously from left to right. Most operating systems can 
supply mechanisms for organizing pipelined programs in a multitasking environment. Buff­
ers must be appropriately allocated so that you can ensure time-synchronous processing of 
each component. Large buffers are generally required on slow machines because of potential 
delays in processing an individual component. The right buffer size can be easily determined 
by experimentally tuning the system with different machine load situations to find a balance 
between resource use and relative delay. 

For speech signal acquisition, the needed buffer typically ranges from 4 to 64 kB with 
16-kHz sampling rate and 16-bit AID precision. In practice, 16-kHz sampling rate is suffi­
cient for the speech bandwidth (8 kHz). Reduced bandwidth, such as telephone channel, 
generally increases speech recognition error rate. Table 9.1 shows some empirical relative 
word recognition error increase using a number of different sampling rates. If we take the 8-
kHz sampling as our baseline, we can reduce the word recognition error with a comparable 
recognizer by about 10% if we increase the sampling rate to 1 I kHz. If we further increase 
the sampling rate to 16 kHz, the word recognition error rate can be further reduced by an 
additional 10%. Further increasing the sampling rate to 22 kHz does not have any additional 
impact on the word recognition errors, because most of the salient speech features are within 
an 8-kHz bandwidth. 

Table 9.1 Relative error rate reduction with different sampling rates. The reduction is relative 
to that of the preceding row. 

Sampling Rate Relative Error-Rate Reduction 

8kHz Baseline 

11 kHz +10% 

16kHz +10% 

22kHz +0% 

9.3.2. End-Point Detection 

To activate h • • ·ther push to speec signal capture, you can use a number of modes includmg ei . r 
talk or contin l 1• . cuvate o 

uous Y istenmg. The push-to-talk mode uses a special push event to a 
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deactivate speech capture, which is immune to the potential ba k d . 
f . c groun noise and can 

eliminate unnecessary use o processing resources to detect speecl Tl . • 1 
1 events. 11s mode some-

times also requires you to pus I and hold while talking You push t • ct· . . . . • o in 1cate speech s beg111-
nina and then release to md1cate the end of speech c·tpture The d' d . h . o . . . • • 1sa vantage 1s t e necessity 
to activate the apphcauon each time the person speaks. 

The continuously listening model listens all the time and t · II d . . • au omat1ca y etects 
whether there 1s a speech signal or not. I~ needs a so-called speech end-pvim detector, which 
is typically based on an extremely efficient two-class pattern classi' frer s h 1 'fi . . . . uc a c asst 1er 1s 
used to filter out ob~1ous silence, b~t the ultimate decision on the utterance boundary is left 
to the spee_ch recognizer. In .comparison to the p~sh-to-talk mode, the continuously listening 
mode requires more process1~1g resources, also with potential classification errors. 

The endpoint detector 1s often based on an energy threshold that is a function of time. 
The logruithm of t~e ene_rgy thr~shold can b~ dynamically generated based on energy pro­
files across a certain penod of time. Constraints on word duration can also be imposed to 
better classify a sequence of frames so that extremely short spikes can be eliminated. 

It is not critical for the automatic end-point detector to offer exact end-point accuracy. 
The key feature required of it is a low rejection rate (i .e ., the automatic end-point detector 
should not interpret speech segments as silence/noise segments). Any false rejection leads to 
an error in the speech recognizer. On the other hand, a possible false acceptance (i.e., the 
automatic end-point detector interprets noise segments as speech segments) may be rescued 
by the speech recognizer later if the recognizer has appropriate noise models, such as spe­
cific models for clicks, lip smacks, and background noise. 

Explicit end-point detectors work reasonably well with recordings exhibiting a signaJ­
to-noise ratio of 30 dB or greater, but they fail considerably on noisier speech. As discussed, 
speech recognizers can be used to determine the end points by aligning the vocabulary 
words preceded and followed by a silence/noise model. This scheme is generally much more 
reliable than any threshold-based explicit end-point detection, because recognition can 
jointly detect both the end points and words or other explicit noise classes, but requires more 
computational resources. A compromise is to use a simple adaptive two-class (speech vs. 
silence/noise) classifier to locate speech activities (with enough buffers at both ends) and 
notify the speech recognizer for subsequent processing. For the two-class classifier, we can 
use both the log-energy and delta log-energy as the feature. Two Gaussian density functions, 
{<l>i,<1>2} =<I>, can be used to model the background stationary noise and speech, respec­
tively. The parameters of the Gaussian density can be estimated using the labeled speech and 
noise data or estimated in an unsupervised manner. . 

When enough frames are classified as speech segments by the efficient two-c.lass _clas­
sifier, the speech recognizer is notified to start recognizing the signal. As shown 111 Figure 
9.2, we should include enough frames before the beginning frame, lb , for the speech recog­
ni~er to minimize the possible detection error. In the_ ~ame manner, when. enou~h 
noise/silence frames are detected at t we should keep providing the speech recognizer with 

enough frames for processing befo~~ declaring that the end of the utterance has been 
reached. 
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Acoustic Mode--1' 
IQg 

Figure 9.2 End-point detection boundary lb and I t may need extra buffering for subsequent 
speech recognition. 

Since ~ere are ~nly tw~ classes, ~hese par~meters can be dynamically adapted using 
the EM algonthm dunng runtime. As discussed m Chapter 4, the EM algorithm can itera­
tively estimate the Gaussian parameters without having a precise segmentation between 
speech and noise segments. This is very important, because we need to keep the parameters 
dynamic for robust end-point detection in constantly changing environments. 

To track the varying background noises, we use an exponential window to give weight 
to the most recent signal: • 

(9.4} 

where a is a constant that controls the adaptation rate, and k is the index of the time. In fac~ 
you could use different rates for noise and speech when you use the EM algorithm to esti­
mate the two-class Gaussian parameters. It is advantageous to use a smaller time constant 
for noise than for speech. With such a weighting window, the means of the Gaussian dea-

• sity, as discussed in Chapter 4, can be rewritten as: 

(9.5} 

9.3.3. MFCC and Its Dynamic Features 

Th • • . h ognition. 
e extractton of reliable features is one of the most important issues m speec rec 

4 
[he 

There are a large number of features we can use. However, as discussed in Chapter ' 
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curse-of-dime11si?11ality pr~blem remi_n_ds us that the amount of training data is always lim­
ited. Therefore, mcorporatton of add1t1onal features may not lead to any measurable error 
reduction. This does no~ neces~arily mean that the additional features are poor ones, but 
rather that we may have insufficient data to reliably model those features. 

The first feature we use is the speech waveform itself. In general, time-domain fea­
tures are m~ch less accurat~ than fre~uency-domain features such as the mel-frequency cep­
stral coefficients (MFCC) discussed m Chapter 6 (23]. This is because many features such as 
formants, useful in discriminating vowels, are better characterized in the frequency domain 
with a low-dimension feature vector. 

As discussed in Chapter 2, temporal changes in the spectra play an important role in 
human perception. One way to capture this information is to use delta coefficients that 
measure the change in coefficients over time. Temporal information is particularly comple­
mentary to HMMs, since HMMs assume each frame is independent of the past, and these 
dynamic features broaden the scope of a frame. It is also easy to incorporate new features by 
augmenting the static feature. 

When 16-kHz sampling rate is used, a typical state-of-the-art speech system can be 
build based on the following features. 

• I 3th-order MFCC ck 

• 13th-order 40-msec I st-order delta MFCC computed from A Ck = ck+2 - ck-2 

• 13th-order 2nd-order delta MFCC computed from AACt =ACk+l -ACk-l 

A short-time analysis Hamming window of 25 ms is typically used to compute the 
MFCC ct . The window shift is typically IO ms. Please note that ct [OJ is included in the 
feature vector, which has a role similar to that of the log power. The feature vector used for 
speech recognition is typically a combination of these features 

(9.6) 

The relative error reduction with a typical speech recognition system is illustrated in 
Table 9.2. As you can see from the table, the I 3th-order MFCC outperforms 13th-order L~C 
cepstrum coefficients, which indicates that perceptually motivated mel-scale representation 
indeed helps recognition. In a similar manner, perceptually based LP~ features _such as PLP 
can achieve similar improvement. The MFCC order has also been studied expenmen~lly for 
speech recognition. The higher-order MFCC does not further reduce the ~rror rate m com­
parison with the 13th-order MFCC, which indicates that the first 13 coeffi~i_ents already con­
tain most salient information needed for speech recognition. In addition to mel-scale 
representation another perceptually motivated feature such as the first- and se~ond-or<ler 
delta features' can significantly reduce the word recognition error, while the higher-order 

delta features provide no further information. 



426 Acoustic Mod 1. e 1ng 

Feature extraction in these experiments is typically optimized together with the 1 . 
f d I. . h h . c ass1-

fier, since there are a number o mo e mg assumptions, sue as t e diagonal covariance in 
the Gaussian density function, that are closely related to what features to use. It is po 'b 

• Id 'f d'f,& h 551 le that these relative error reductions wou vary I a 1 1erent speec recognizer were used. 

Table 9.2 Relative error reduction with different features. The reduction is relative to that of 

the preceding row. 

Feature Set Relative Error Reduction 

13th-order LPC cepstrum coefficients Baseline 

13th-order MFCC +10% 

16th-order MFCC +0% 

+ I st- and 2nd-order dynamic features +20% 

+3rd-order dynamic features +0% 

9.3.4. Feature Transformation 

Before you use feature vectors such as MFCC for recognition, you can preprocess or trans­
fonn them into a new space that alleviates environment noise, channel distortion, and 
speaker variations. You can also transform the features that are most effective for preserving 
class separability so that you can further reduce the recognition error rate. Since we devote 
Chapter 10 completely to environment and channel normalization, we briefly discuss here 
how we can transform the feature vectors to improve class separability. 

To further reduce the dimension of the feature vector, you can use a number of dimen­
sion reduction techniques to map the feature vector into more effective representations. If 
the mapping is linear, the mapping function is well defined and you can find the coefficients 
of the linear function so as to optimize your objective functions. For example, when you 
combine the first- and second-order dynamic features with the static MFCC vector, you can 
use principal-component analysis (PCA) (also known as Karhunen-Loeve transform) [32] to 
map the combined feature vector into a smaller dimensional vector. The optimum basis vec­
t~rs of ~e _Pri~cipal-comp~nent analysis are the eigenvectors of the covariance ma~x ofa~ 
gi_ven distnbutaon. In practice, you can compute the eigenvectors of the autocorrelation m 
~nx as the basis vectors. The effectiveness of the transformed vector, in terms of represent­
~ng the original feature vector, is determined by the corresponding eigenvalue of each value 
m the vector. You can discard the feature with the smallest eigenvalue, since lhe mean­
s~uare error between the transformed vector and the original vector is determined by !he 
eigenvalue of each feature in the vector. In addition the transformed feature vector is unco~­
related. This _is particularly suitable for the Gaussi;n probability density function wilh 3 d•· 
agonal covanance matrix. 

The • • HoW· 
. . recogmtton error is the best criterion for deciding what feature sets to use._ 

1 ever, 1t 1s hard to obta· h . . all A s1mp er 
m sue an estimate to evaluate feature sets systematic Y· 



--- essing Extracting Features Sigrial Proc 
427 

ach is co use within-class and between-class scatt . appro . . er matrices to ~ 1 . . 
I Separability, which 1s also called Linear Discrimi'n A ormu ate cntena of 

c ass . . ant nalysis (LDA) . 
We can compute the w1thrn-class scatter matrix as: transformation. 

s_. = L P(CL>; )E{ (x -µ;)(x-µ;)' I CL>;}= L P(m;).E; 
XEIJ/; ~C:OJ; (9.7) 

\"here the sum is for all the data x within the class CL> Th,·s •s th 1 • 1 e scatter of sam 1 
thel·r respective class mean. On the other hand the between cl P es around ' - ass scatter matri • h 
of the expected vectors around the mixture mean: x rs t e scatter 

S s = L P( CL>;)(µ, - mo)(µ; - mo)' 
Jl;EIJ/; 

where m0 represents the expected mean vector of the mixture distribution: 

m0 = E(x} = IP(CL>;)m; 
4% 

(9.8) 

(9.9) 

To formulate criteria to transform feature vector x, we need to derive the linear trans­
fonnation matrix A. One of the measures can be the trace of s:,1 S 8 : 

(9.10) 

The trace is the sum of the eigenvalues of S,~1S8 and hence the sum of the variances in 
the principal directions. The number is larger when the between-class scatter is large or the 
within-class scatter is smaJl. You can derive the transformation matrix based on the eigen­
~ectors of S~1S8 • In a manner similar to PCA, you can reduce the dimension of the original 
input feature vector by discarding the smallest eigenvalues [16, 54]. 

Researchers have used the LDA method to measure the effectiveness of several feature 
vectors for speaker normalization [41]. Other feature processing techniques designed for 
~peaker nonnalization include neural-network-based speaker mapping [51 ], frequency warp­
ing for vocal tract normalization (VTN) via mel-frequency scaling [67, 100], and bilinear 
transformation (2 J. 
. To reduce interspeaker variability by a speaker-specific frequency warping, you can 

simply shift the center frequencies of the mel-spaced filter bank. Let k.6.fm,1 ' k = l, .. ·• K, 
~enote the center frequencies in mel-scale. Then the center frequencies in hertz for a warp­
mg factor of a are computed by Eq. (9.11) before the cosine transformation of the MFCC 
feature vector. 

t::(k4f~,) == 700(10*.V.,,,ms -1)/ a (9 .11) 
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The warping factor is estim~ted fo~ ea~h speaker by_ computing t~e likelihood of the 
. . d· ta 'or feature sets obtamed with different warpmg factors usmg the HMM ,.,_ 

trammg a '' . • •ne 
I • rror "eduction based on the feature transfonnat1on method has been limited ty . re attve e 1 , p1-

cally under 10%. 

9.4. PHONETIC MODELING-SELECTING APPROPRIATE 

UNITS 

As discussed in Chapter 2, the phonetic system is related to a particular language. We focus 
our discussion on language-independent technologies but use English in our examples to 
illustrate how we can use the language-independent technologies to model the salient pho­
netic information in the language. For general-purpose large-vocabulary speech recognition, 
it is difficult to build whole-word models because: 

• Every new task contains novel words without any available training data, 
such as proper nouns and newly invented jargons. 

• There are simply too many words, and these different words may have differ­
ent acoustic realizations, as illustrated in Chapter 2. It is unlikely that we 
have sufficient repetitions of these words to build context-dependent word 
models. 

How to select the most basic units to represent salient acoustic and phonetic infonna­
tion for the language is an important issue in designing a workable system. At a high level, 
there are a number of issues we must consider in choosing appropriate modeling units. 

• The unit should be accurate, to represent the acoustic realization that appears 
in different contexts. 

• The unit should be trainable. We should have enough data to estimate the pa­
rameters of the unit. Although words are accurate and representative, they are 
the least trainable choice in building a working system, since it is nearly im­
possible to get several hundred repetitions for all the words, unless we are us­
ing a speech recognizer that is domain specific, such as a recognizer designed 
for digits only. 

• The unit should be generalizable, so that any new word can be derived from a 
predefined unit inventory for task-independent speech recognition. If we have 
a fixed set of word models, there is no obvious way for us to derive the new 
word model. 

A • al ·uon . pr~ctic challenge is how to balance these selection criteria for speech recogni . • 
In this sect10n we com b . aknesses in 

. . . pare a num er of umts and point out their strengths and we 
practical apphcattons. 
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9.4.1, Comparison of Different Units 

Whnt is a unit of language? In English, words are typically consider .. d a . . 
1 

. 
· . . I . I . • " s a pnncrpa earner of mean mg and are seen as t 1e sma lest untt that is cap·ible of· d d 

. , . ' 111 epen ent use. As the most 
natural unrt of speech. \\ hole-\Nord models have been widely used fi h . , . . . • or many speec recogni-
tion systems. A d1stmcttve advantage of using word models is that . . . . . we can capture the pho-
netic coaruculauon inherent wrthm these words. When the voc"bul . 11 " ary 1s sma , we can 
create word models that are context dependent. 

For example. if the vocabulary is _Eng_lish digits, we can have different word models 
for the wor~ 011e to rep~esent the word 111 different contexts. Thus each word model is de-
pendent on its left and rrght context. If someone says three one two the recogn· th . . • , 1zer uses e 
word model one that ~pec1frcally depends on the left context 1hree and right context two. 
Since the vocabulary ·1s small (10), we need to have only 10*10*10=1000 word models 
which is achievable when you collect enough training data. With context-dependent, or eve~ 
context-independent, word models, a wide range of phonological variations can be auto­
~atically accommo~a.ted. When these. word m~dels are adequately trained, they usually 
yield the best recogmuon performance m comparison to other modeling units. Therefore, for 
small vocabulary recognition, whole-word models are widely used, since they are both ac­
curate and trainable, and there is no need to be generalizable. 

While words are suitable units for small-vocabulary speech recognition, they are not a 
practical choice for large-vocabulary continuous speech recognition. First, each word has to 
be treated individually, and data cannot be shared across word models; this implies a pro­
hibitively large amount of training data and storage. Second, for some task configurations, 
the recognition vocabulary may consist of words that never appeared in the training data. As 
a result, some form of word-model composition technique is required to generate word mod­
els. Third, it is very expensive to model interword coarticulation effects or adapt a word­
based system for a new speaker, a new channel, or new context usage. 

To summarize, word models are accurate if enough data are available. Thus, they are 
trainable only for small tasks. They are typically not generalizable. 

Alternatively, there are only about 50 phones in English, and they can be sufficiently 
trained with just a few hundred sentences. Unlike word models, phonetic models provide no 
training problem. Moreover, they are also vocabulary independent by nature and can be 
trained on one task and tested on another. Thus, phones are more trainable and generaliz­
able. However, the phonetic model is inadequate because it assumes that a phoneme in any 
context is identical. Although we may try to say each word as a concatenated sequenc~ of 
independent phonemes, these phonemes are not produced independently, because. ou~ articu­
lators cannot move instantaneously from one position to another. Thus, the realization of _a 
phoneme is strongly affected by its immediately neighboring phonemes. For exampl~, tf 
context-independent phonetic models are used, the same model for t muSt captur~ vano~s 
events, such as flapping, unreleased stops, and realizations in It sl and It r/. T~en, tf It ~I is 
lhe only context in which r occurs in the training, while It rl is the only context m the teStmg, 
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the model used is highly inappropriate. While word models are not generalizable h . 
1 • P onetic 

models overgeneralize and, thus, lead to less accur~te mode ~-
A compromise. between the word and phonetic model 1s to use larger units such 

h . h . as sy/. 
lnbles. These units encompass phone clusters t at contam t e most vanable context al • 

f th . h u ef. 
fects. However, while. the cen_tral portio?s o es~ umts ave no contextual dependencies, 
the beginning and end mg portmns are sttll susceptible to some contextual effects. There are 

only about 1200 tone-dependent sy_llables i~1 Chinese and approximately 50 syllables in 
Japanese, which makes syllable a ~u1tabl~ unit for these language_s. Unfortunately, the large 
number of syllables (over 30,000) m English presents a challenge In terms of trainability. 

9.4.2. Context Dependency 

If we make units context dependent, we can significantly improve the recognition accuracy, 
provided there are enough training data to estimate these context-dependent parameters. 
Context-dependent phonemes have been widely used for large-vocabulary speech recogni­
tion, thanks to its significantly improved accuracy and trainability. A context usually refers 
to the immediate left and/or right neighboring phones. 

A trip/zone model is a phonetic model that takes into consideration both the left and 
the right neighboring phones. If two phones have the same identity but different left or right 
contexts, they are considered different triphones. We call different realizations of a phoneme 
allophones. Triphones are an example of allophones. 

The left and right contexts used in triphones, while important, are only two of many 
important contributing factors that affect the realization of a phone. Triphone models are 
powerful because they capture the most important coarticulatory effects. They are generally 
much more consistent than context-independent phone models. However, as context­
dependent models generally have increased parameters, trainability becomes a challenging 
issue. We need to balance trainability and accuracy with a number of parameter-sharing 
techniques. 

Modeling interword context-dependent phones is complicated. For example, in !he 
wo~d speech, pronounced Is p iy chi, both left and right contexts for /pl and liyl are ~nown, 
while the left context for Isl and the right context for /chi are dependent on the preceding and 
following words in actual sentences. The juncture effect on word boundaries is one of ~e 
most se~ous coarticulation phenomena in continuous speech, especially with short funct1~n 
~ 0rds hke ~/ze or a. Even with the same left and right context identities, there may be si_g· 
mficantly different realizations for a phone at different word positions (the beginning: mid~ 
dle, or end of a word). For example, the phone It/ in that rock is almost extinct, while th. 
~hone /ti in the middle of theatrical sounds like /chi. This implies that different word posi­
tions have a~ ~ffect on the realization of the same triphone. ar-
. In addttmn to the context, stress also plays an important role in the realization of a P_ 

llcular phone Str d 1 intensity, 
. • esse vowe s tend to have longer duration higher pitch, and more 

while unstressed l ' l'k phoneme. 
A vowe s appear to move toward a neutral central schwn- 1 e ·n 

greement about th h • . . ' b greater 1 
e P onetic 1dent1ty of a syllable has been reported to e 
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stressed syllables for both humans and automatic h 
stress is referred to as free stress, because the si on~ recognizers. In English, word-level 
within a word, in contrast to bound strrs~ found _ess,e syllable can take on any position 

• • f • 10 angua•~es such ·1s F h d p ,. 
where the pos1t1on o the stressed syllable is fixed . h' e- ' renc an o 1sh, 

Wit m a word Th f • 
lish can be used as a constraint for lexical access 11 c. • ere ore, stress m Eng-

. • • • l • act, stress c·w be used . . ~ 
ture to d1stmgu1sh a set of word pairs such as ,·,., c 1 . • as a unique 1ea-

' ' P ,r vs. tmport and . 
example, the phone set used for Whisper such as 1,.,.1 , 1 d ' expmt vs. eJ.port. For 

• " -,axr an /at,/./ix/-1 1 d . 'b 
stressed and unstressed vowels. One example illustratin how stre. a.:, . escn es these 
the realization of phone is demonstrated in Figure 9 l h ss can s1~mficantly affect 
Italian is pronounced differently in American English. du w ire, pho'.1e It/ m word Italy v~. 
the triphone context is identical for both words. e t e ocation of the stress, albeit 
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~igure 9.3 The importance of stress is illustrated in lwly vs. Italian for phone It/. The realiza­
t10ns are quite different, even though they share the same left and right context. 

. Sentence-level stress, on the other hand, represents the overall stress pattern of con­
tin~ous speech. While sentence-level stress does not change the meaning of any particular 
lexicon item, it usually increases the relative prominence of portions of the utterance for the 
~urpose of contrast or emphasis. Contrastive stress is normally used to coordinate construc­
tions such as there are import records and there are domestic ones, as well as for the pur­
P?s~ of correction, as in / said import, not export. Emphatic stress is commonly used to 
~ISlmguish a sentence from its negation, e.g., / did have dinner. Sentence-level stress is very 
ard to model without incorporating high-level semantic and pragmatic knowledge. In most 

Slate-of- the-an speech recognition systems, only word-level stress is used for creating allo­
phones. 
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9.4.3. Clustered Acoustic-Phonetic Units 

Acoustic Mod 1. e1ng 

Triphone modeling assumes that every triphone context is different. Actually, many ph 
. . h Th • • f . ones 

have similar effects on the ne1ghbormg p ones. e pos1t1on o our articulators has an . 
portant effect on how we pronounce neighboring vowels. For example, / bi and I Pl im. 

both labial stops and have similar effects on the f?llowing vowel, while / r/ and /w/ :~ 

both liquids and have similar effects on the following vowel. Contrary to what we illustrat 

in figure 9.1, Figure 9.4 illustrates this phenomenon. It is desirable to find instances of simi~ 
lar contexts and merge them. This would lead to a much more manageable number of mod­

els that can be better trained. 
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Figure 9.4 The spectrograms for the phoneme / iy/ with two different left-co11texrs are illus· 

trated. Note that / r I and /w / have similar effects on / iy /. This illustrates that different left· 
contexts may have similar effects on a phone. 

The trainability and accuracy balance between phonetic and word models can be ge_n· 
al" d • units 

er ize further to model subphonetic events. In fact, both phonetic and subphoneuc . 
have the same benefits, as they share parameters at the unit level. This is the key benefit 1.0 

co~parison to the word units. Papers by [ I 1, 45, 57, 66, I I 1) provide examples of the apph· 
cation of this 1 . . d 1·ng we can 

concept to c uster hidden Markov models. For subphonet1c mo e 1 ' 
treat the stat • h • H g f urtlJer 

. e m P onetlc HMMs as the basic subphonetic unit. Hwang and uan • 
generalized clu t • 'f~ t phonenc 

s enng to the state-dependent output distributions across d1 ieren d 8 
models [57] E h I d ·s calle 

• ac c uster thus represents a set of similar Markov states an 1 
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se11011e [56]. A subword. model is thus composed of a sequence of senones after the cluster­
ing is finish~~· The optimal number of senones for a system is mainly determined by the 
available 1m1mng corpus and can be tuned on a development set. 

Eac~ allophone mo?el_ i~ an HMM m~d~ of states, transitions, and probability distribu­
tions. To 1mp:ove the rehab1hty ~f tl~e s~at1st1cal parameters of these models, some distribu­
tions can be tied. For example, d1stnbut1ons for the central portion of an allophone may be 
tied together to reflect the fact that they represent the stable (context-independent) physical 
realization of the c~ntral part of the ~honeme, uttered with a stationary configuration of the 
vocal tract. Clustering at the granulanty ~f the state rather than the entire model can keep the 
dissimilar states of two models apart while the other corresponding states are merged, thus 
leading to better parameter sharing. 

Figure 9.5 illustrates how state-based clustering can lead to improved representations. 
These two HMMs come from the same phone class with a different right context, leading to 
very different output distributions in the last state. As the left contexts are identical, the first 
and second output distributions are almost identical. If we measure the overall model simi­
larity based on the accumulative overall output distribution similarities of all states, these 
two models may be clustered, leading to a very inaccurate distribution for the last state. In­
stead, we cluster the first two output distributions while leaving the last one intact. 

There are two key issues in creating trainable context-dependent phonetic or subpho­
netic units: 

• We need to enable better parameter sharing and smoothing. As Figure 9.4 
illustrates, many phones have similar effects on neighboring phones. If the 
acoustic realization is indeed identical, we tie them together to improve train­
ability and efficiency. 

• Since the number of triphones in English is very large (over 100,000}, there 
are many new or unseen triphones that are in the test set but not in the train­
ing set. It is important to map these unseen triphones into appropriately 
trained triphones. 

As discussed in Chapter 4, a decision tree is a binary tree to cla_ssify tar~et obj_ects by 
asking binary questions in a hierarchical manner. Modeling unseen tnph~~es 1s part1cul3:Iy 
important for vocabulary independence, since it is difficult to collect a trammg corpus which 
covers enough occurrences of every possible subword unit. We need to find m~dels that are 
accurate, trainable, and especially generalizable. The senonic d~cisi?n t~e.classifi~s Markov 
states of triphones represented in the training corpus by asking hnguisn~ ques_uons com­
posed of conjunctions, disjunctions, and/or negations of a set ~f predete~runed ~imple cate­
gorical linguistic questions. Examples of these simple categoncal queSt1ons_ are. ls r~e left-

. h fr t vowel? The typical question set context phone a fricative? Is the right-context p one a on • . 
• · • h • Table 9 3 So for each node m the used m Whisper to generate the senone tree 1s s own m • • ' . 

Lree, we check whether its left or right phone belongs to one of the ca_teg~ries. ~s discussfied · c · duction or hkehhood increase or m hapter 4 we measure the corresponding entropy re . od 
each questio~ and select the question that has the largest entropy decrease to spht the n e. 
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Thus, the tree can be automatically constructed by searching, for each node th . 
Al • J ' e questio that renders the maximum entropy decrease. ternat1ve y, complex questions can b f n 

for each node for improved splitting. e 0rmed 

When we grow the tree, it needs to be pruned using cross-validation as dis . 
Chapter 4. When the algorithm terminates, the leaf nodes of the tree represent the scussed •n 

. . ~~~~ 
be used. Figure 9.6 shows an example tree we built to classify the second state of 

1 • • • Af th • b ·1 • b a I lkl triphones seen m a trammg corpus. ter e tree 1s UI t, 1t can e applied to the 
• h k h a1· b'l' f th b. second state _of any f!d tnp~one, t an_ s ~o t e gener 1za 1 ity o e mary tre~ and the general lin-

guistic quesuons. Figure 9.6 md1cates that the second state of the /kl tnphone in welc . 
. . ome 1s 

mapped to the second senone, no matter whether this tnphone occurs in the training c 
orpus 

or not. 

b~(k) 

Figure 9.5 State-based vs. model-based clustering. These two models are very similar, as bolh 

tlle firSt and the second output distributions are almost identical. The key difference is the out· 
put diStribution of the third state. If we measure the overall model similarity, which is often 

based on tbe accumulative output distribution similarities of all states, these two models rn~Y 

b~ clustered, leading to a very inaccurate distribution for the last state. If we cluster output dis· 
tnbutions at state le I . . . ·1 I v·ng the l~l 

. ve , we can cluster the first two output d1stnbut1ons wh1 e ea 1 
ones mtact leading to . 

' more accurate representations. 
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Table 9.3 Some example questions used • b 'Id' • 10 U1 mg senone trees 

Questions Phones in Each Question Category 

Aspseg hh 

Sil sil 

Alvstp dt 

Dental dh th 
La[JStp bp 

Liquid Ir 

Lw lw 

S!Sh ssh 
Sylbic eraxr 

Velstp gk 
A/fric chjh 
Lqgl-B l r w 
Nasal mnng 

Retro r er axr 

Schwa ax ixaxr 

Velar ngg k 

Fric2 th s shf 

Fric3 dh z ;J, V 

Lqgl l rw y 
Sll/Sh/Zh s zsh zh 
Wglide uwawow w 

Labial wmbpv 
Palatl y ch jh sh zh 
Yglide iyay ey oy y 

High ih ix iy uh uw y 

Lax eh ih ix uh ah ax 
low ae aa ao aw ay oy 

Orstp2 ptk 
Orstp3 bdg 
Alvelr 11 d ts z 
Diph uw aw ay ey iy ow oy 

Friel dh th s sh z zh v f 
Round uh ao uw ow oy w axr er 

Fmt-R ae eh ih ix iy ey ah ax y aw 

Tense iy ey ae uw ow aa ao ay oy aw 

Back-L uh ao uw ow aa eraxr l rwaw 

Fmt-L ae eh ih ix iy ey ah ax y oy ay 

Back-R uh ao uw ow aa er axr oy I r w ay 

Orstpl b d g pt k chjh 
Vowel ae eh ih ix iy uh ah ax aa ao uw aw ay ey ow oy er axr 

Son ae eh ih ix iy ey ah ax oy ay uh ao uw ow aa er axr aw I r w y 

Voiced ae eh ih ix iy uh ah ax aa ao uw aw ay ey ow oy I r w y er axr m 

n ng jh b d dh g v z zh 
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M'rlc:.0111,• 

QJW 
j 1s left phone a sonorant or nasal? j 

yes ~ 
r-1-s-ri-gh_l_p-ho_n_c_.,n._b_nc-k--R-?-. r! -=1-s 1:-~f:--t -:ph-o-ne-,-s.-:,s-h-,:1-V!-. ..,] 

/ 0 ~ , -, '-... 

fnl Is right phone volccd? . . ffil 
senone 1~ ~ 

yes ~ ~enone S senone 6 

---Is-le-rt-p-ho_n_e_a_b ... oc"""k--L-o_r _ __, mJ 
(Is left phone neither a nasal nor a Y • 1 ' 
glide and right phone a LAX-vowel)? 

senone 4 

Acoustic Mode1· 
•ng 

Figure 9.6 A decision tree for classifying the second state of K-triphone HMMs (48). 

In practice, senone models significantly reduce the word recognition error rate in 
comparison with model-based clustered triphone models, as illustrated in Table 9.4. It is the 
senonic model's significant reduction of the overall system parameters that enables the con­
tinuous mixture HMMs to perform well for large-vocabulary speech recognition [56]. 

Table 9.4 Relative error reductions for different modeling units. The reduction is relative to 
that of the preceding row. 

Units Relative Error Reductions 

Context-independent phone Baseline 

Context-dependent phone +25% 

Clustered triphone +15% 

Senone +24% 

9.4.4. Lexical Basef orms 

Wh • • r· n for each en appropnate subword units are used we must have the correct pronunc1a 10 
, be recocr-

word so that concatenation of subword units can accurately represent the word to . /' 
n· d Th • • • point ,or ize • e dictionary represents the standard pronunciation used as a starting 
b ·1d· . • ronun· 
~•. mg a workable speech recognition system. We also need to provide altemat1ve P 1 ciations for wo d h . • · for exaIIlP e, r s sue as tomato that may have very different pronunciations. ed 

the COMLEX d' • t words us . • ictionary from LDC has about 90 000 baseforms that cover mos . as 
m many year f .,..'h ' - • which w 

. . s O '- 1 e Wall Street Journal. The CMU Pronunciation D1ct1onafY, 
optimized for continuous speech recognition, has about I 00,000 baseforms. 
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In continuous speech recognition, we must also use ph 1 . 
. • h • ono ogic rules Lo modify inter word pronunciations or to ave reduced sounds. Assimilatio • . . . -· . . n is a typical coart1culat1on phe-

nomenon--a change m a segment to make 1t more like a • hb . 
h h . neig onng segment Typical 

examples include p rases sue as du/ you lei ih jh y ah/, set you I. ,1 1 I. 1 • • lb • k • • s c 1 c z er., ast year I l ae s 
ch iy r/, because you Pe zy ah 7./i llw vi. etc. Deletion is als . . 

I I d /di O common m contmuous 
speech. For example, t an are often deleted before a consonant Tl . . 

fi d I I. . · ms, m conversauonal 
speech, you may n examp es 1ke find /um If ay 17 fr ml. arow,d 11 . /" .1 , us.,zx raw n 11 s/. and 
Let me in IL eh m eh n/. • 

Dictionaries often don't include proper names. For example th ?Q 000 . 
. OMLEX d. • . ' e - , names m-

cluded_ m the C 1cttonary are a small fr_act1on of 1-2 million names in the USA. To 
deal with these new words, we often have to derive their pronunciation automaticall Th 
new words have to be added on the fly. either by the user or through an interf:- f ese 

I• • u l'k S • ce rom speech-aware a~p 1~at10ns •. n I e . pam~h or Italian, rule-based letter-to-sound (LTS) con-
version for Enghs~ 1s often 1mpract1cal, ~mce so many words in English don ' t follow phono­
logical rules. A tra1~able L TS converter 1s attractive, since its performance can be improved 
by constantly learning from examples so that it can generalize rules for the specific task. 
Trainable L TS converters can be based on neural networks, HMMs, or the CART described 
in Chapter 4. In practice, CART-based LTS has a very accurate perfonnance [10, 61, 71, 
89]. 
. When CART is used, the basic YES-NO question for LTS conversion looks like: /s 
the second right letter 'p '? or: Is the first left output phone lay/? The question for letters and 
phones can be on either the left or the right side. The range of question positions should be 
long enough to cover the most important phonological variations. Empirically, a IO-letter 
window (5 for left letter context and 5 for right letter context) and 3-phone window context 
is generally sufficient. A primitive set of questions can include all the singleton questions 
about each letter or phone identity. If we allow the node to have a complex question-that 
is, a combination of primitive questions-the depth of the tree can be greatly reduced and 
performance improved. For example, a complex question: ls the second left letter 't' and the 
first left letter 'i' and the first right letter 'n '? can capture o in the common suffix tion and 
convert it to the correct phone. Complex questions can also alleviate possible data­
fragmentation problems caused by the greedy nature of the CART algorithm. 

Categorical questions can be formed in both the letter and phone domains with our 
common linguistic knowledge. For example, the most often used set includes the l~tter or 
phone clusters for vowels, consonants, nasals, liquids, fricatives, and so on. In growmg the 
~ecision tree, the context distance also plays a major role in the overal! quality. It is very 
important to weight the entropy reduction according to the distance (either letter or pho­
neme) to avoid overgeneralization which forces the tree to look more carefully at the nearby 
~ontext than at the far-away cont~xt. Each leaf of the tree has a probability distribution for 
etter-to-phoneme mapping. . . . 

. There are a number of ways to improve the effectiveness of the dec1S1on tree. FrrSt, 
Prumng controls the tree's depth. For example, certain criteria have to be ~e~ for a node to 
be split. Typically splitting requires a minimum number of counts and a mimmum en~op_y 
reduction. Second, the distribution at the leaves can be smoothed. For example, a leaf diSln-
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bution can be interpolated wilh the distributions of its ancestor nodes using d 1 
· · • • d t d b 'Id I • e eted. interpolation Finally we can partition the trammg a a an U1 mu t1ple trees with ct·r 

• ' • . 1 fer. 
ent prediction capabilities. These trees accommodate different phonological rules with dif. 

ferent language origins. . 
When the decision tree is used to derive the phonetic pronunciation, the phonetic 

I con-
version error is about 8% for the Wall Street Journa newspaper text corpora [6 I]. Th 
el1'ors can be broadly classified into two categories. !he first includes errors of proper no:~: 
and foreign words. For example, Pacino can be mistakenly converted to Ip ax s iy n Ok• 1 
instead of /p ax ch iy n owl. The second category includes generalization errors. For exam. 
pie, shier may be converted to /sh ih rl instead of the correct pronunciation /sh ay r/ if the 
word cashier /k ae sh ih r/ appears in the training data. The top three phone confusion pairs 
are !ix/ax/, /d.xlt/, and /aelax/. The most confusing pair is /ix/ax/. This is not surprising, be­
cause /ix/ax/ is among the most inconsistent transcriptions in most of the published diction­
aries. There is no consensus for /ix/ax/ transcription among phoneticians. 

Although automatic LTS conversion has a reasonable accuracy, it is hardly practical if 
you don't use an exception dictionary. This is especially true for proper nouns. In practice, 
you can often ask the person who knows how to pronounce the word to either speak or write 
down the correct phonetic pronunciation, updating the exception dictionary if the correct one 
disagrees with what the LTS generates. When acoustic examples are available, you can use 
the decision tree to generate multiple results and use these results as a language model to_ 
perfonn phone recognition on the acoustic examples. The best overall acoustic and LTS 
probability can be used as the most likely candidate in the exception dictionary. Since there 
may be many ways to pronounce a word, you can keep multiple pronunciations in the dic­
tionary with a probability for each possible one. If the pronunciation probability is inaccu­
rate, an increase in multiple pronunciations essentially increases the size and confusion of 
the vocabulary, leading to increased speech recognition e1Tor rate. 

Even if you have accurate phonetic baseforrns, pronunciations in spontaneous speech 
differ significantly from the standard baseforrn. Analysis of manual phonetic transcription of 
conversational speech reveals a large number (> 20%) of cases of genuine ambiguity: in­
stances where human labelers disagree on the identity of the surface form [95]. For example. 
the word because has more than 15 different pronunciation variations, such as lb iy k ah d, 
~ ix k ah zl. f!' ah z/, lk ~ z/, lb ix k ax ll, lb ax k ah zJ, lb ih k ah ll, /k sl, _lk ix zJ. lk ih v: 
zy k ah sl. lb zy k ah/, lb zy k ah zh/, lax z/, etc., in the context of conversational speech 13 ]. 
To characterize the acoustic evidence in the context of this ambiguity, you can partly resol~e 
the ambiguity by deriving a suitable phonetic baseform from speech data [29, 95, 9?]. This 
is because the widespread variation can be due either to a lexical fact (such as that the ~0rd 

because can be 'cause in infonnal speech) or to the dialect differences. African Arnencan 
vemacula: English has many vowels different from general American English. a-

To mcorporate widespread pronunciations we can use a probabilistic finite state m_l 
chine to model each wo d' • • • '. . • 9 7 The probabi • r s pronunciation var1at1ons as shown m Figure • · 
·t • h h • • ' leave 3 
1 Y wn eac arc mdicates how likely that path is to be taken with all the arcs that , 
node surnrnin t I A • h H ' I corpus ior g O • s wit MMs, these weights can be estimated from a rea 
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·rniJroved speech recognition [20, 85, I 02, 103, 11 0]. In practice th 1 . . 
l - - - fi • h' . , e re alive error reduction 
of using probab1hstic 1111te state mac mes 1s very modest (5_ 1 0% ). 

Figure 9.7 A possible pronunciation network for word tomato The vowel/ / • 1-k 1 . . _ . • ey is more I e y 
to flap, thereby havmg a lugher trans1t1on probability into kW. 

9.5. ACOUSTIC MODELING-SCORING ACOUSTIC FEATURES 

After feature extraction, we have a sequence of feature vectors, X, such as the MFCC vector, 
as our input data. We need to estimate the probability of these acoustic features, given the 
word or phonetic model, W, so that we can recognize the input data for the correct word. 
This probability is referred to as acoustic probability, P(X I W). In this section we focus our 
discussion on the HMM. As discussed in Chapter 8, it is the most successful method for 
acoustic modeling. Other emerging techniques are discussed in Section 9.8. 

9.5.1. Choice of HMM Output Distributions 

As discussed in Chapter 8, you can use discrete, continuous, or semicontinuous HMMs. 
When the amount of training data is sufficient, parameter tying becomes unnecessary. A 
continuous model with a large number of mixtures offers the best recognition ac_curacy, al­
though its computational complexity also increases linearly with the number of mixtures. On 
the other hand, the discrete model is computationally efficient, but has the worSl p~rfonn­
ance among lhe thret models. The semicontinuous model provides a viable altemattve be-
tween system robustness and trainability. . . 

When either the discrete or the semicontinuous HMM is employed, it ts helpful to use 
multiple codebooks for a number of features for significantly improved performa~ce. Each 
codebook then represents a set of different speech parameters. One way to ~ombme these 
multiple output observations is to assume that they are independent, computmg lhe output 
probability as the product of the output probabilities of each codebook. For example, the 
se1nicontinuous HMM output probability of multiple codebooks can be computed as the 
product of each codebook: 
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b;(x) = J1 IJ"'(x"' lor>l,:'(o;) 
tn k=I (9.12) 

where superscript m denotes the codebook-m related parameters. Each codebook co . 
• d • . f • ns1sts of I.:' -mixture continuous ens1ty unctions. 

Following our discussion in Chapter 8, the re-estimation algorithm for the m 1 . 
Id b d d S. I . 1. . u l1ple-

codebook-based HMM cou e exten e . mce mu tip 1cat1on of the output prob bT 
density of each codebook leads to several independent terms in the Q-function, for cod:b~i 
m, ,,(j,k"') can be modified as follows: 

Ia,_,(i)a1i7(k"')f"'(x, Iv;') n Ib;(k")fn(x, I v;)/3,(j) 

,,u,e') = I Ia;~(~) k (9.13) 

k 

Other intennediate probabilities can also be computed in a manner similar to what we 
discussed in Chapter 8. 

Multiple codebooks can dramatically increase the representation power of the VQ 
codebook and can substantially improve speech recognition accuracy. You can typically 
build a codebook for ck, .c.ck, and .c..c.ck, respectively. As energy has a very different dy­
namic range, you can further improve the performance by building a separate codebook for 
ck [0], .c.ck [OJ , and .c..c.ck [0]. In comparison to building a single codebook for 11 as illus­
trated in Eq. (9.6), the multiple-codebook system can reduce the error rate by more than 
10%. 

In practice, the most important parameter for the output probability distribution is the 
number of mixtures or the size of the codebooks. When there are sufficient training data, 
relative error reductions with respect to the discrete HMM are those shown in Figure 9.8. 

12 
.2l 10 <IS 
a: 8 -+- DHMM ... 
0 -a- SCHMM ... 6 ... 
UJ 
"O 4 -tz- CHMM ... 
~ 

__...J 

2 ,. . - .. -
0 

1 2 3 4 5 6 

Training Set Size (thousands) 

Figure 9•8 Continuous speaker-independent word recognition error rates of the discrete ~ 
(DHMM), SCHMM, and the continuous HMM (CHMM) with respect to the training set si~es 
(thousands of training sentences). Both the DHMM and SCHMM have multiple codebOO s. 
The CHMM has 20 • · nuxture diagonal Gaussian density functions. 
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As you can see from Figure 9.8, the SCHMM offers i 1 . . 
. . mprovec accuracy m comparison 

with the discrete HMM or the contmuous HMM when the amount ft . . d . . . 
. . . . . . . . . o rammg ata 1s limited. 

When we 111c1ease the trammg data size. the contmuous mixture d • HMM . . . ens1ty starts to out-
perfonn both the discrete and the sem1contmuous HMM since th d 1 . . , e nee to s 1are model pa-
rameters becomes less cnt1cal. 

Performance is also a function of the number of mixtures w ·th 11 . • 1 a sma number of 
mixtures, the contmuous HMM lacks the modeling power and 1·t act 11 ..i'. . ua y pe11orms worse 
than the discrete HMM ~cross the board. Only after we dramatically increase the number of 
mixtures does the contmuous HMM start to offer improved recognition ace Th 

• II d h ct· uracy. e 
SCHMM can typ1ca y re uce t e 1screte HMM error rate by 10-15% across th b d Th 

M • h 10 ct· 1 G . . e oar • e 
continuous HM wtt ~ 1agona auss1an density functions performed worse than either 
the discrete or the SCHMM when the size of training data was small. It outperformed either 
the discrete HMM or the SCHMM when sufficient amounts of training data became avail­
able. When the amount of training data is sufficiently large, it can reduce the error rate of the 
semicontinuous HMM by 15-20%. 

9.5.2. Isolated vs. Continuous Speech Training 

If we build a word HMM for each word in the vocabulary for isolated speech recognition, 
the training or recognition can be implemented directly, using the basic algorithms intro­
duced in Chapter 8. To estimate model parameters, examples of each word in the vocabulary 
are collected. The model parameters are estimated from all these examples using the for­
ward-backward algorithm and the reestimation formula. It is not necessary to have precise 
end-point detection, because the silence model automatically determines the boundary if we 
concatenate silence models with the word model in both ends. 

If subword units.3 such as phonetic models, are used, we need to share them across dif­
ferent words for large-vocabulary speech recognition. These subword units are concatenated 
to form a word model, possibly adding silence models at the beginning and end, as illus­
trated in Figure 9.9. 

To concatenate subword units to form a word model, you can have a null transition 
from the final state of the previous subword HMM to the initial state of the next subword 
HMM, as indicated by the dotted line in Figure 9.9. As described in Chapter 8, you can es­
timate the parameters of the concatenated HMM accordingly. Please notice that the added 
null transition arc should satisfy the probability constraint with the transi~ion pro~ab~li:y of 
each phonetic HMM. The self-loop transition probability of the last state m each mdi_vidual 
HMM has the topology illustrated in Figure 9.9. If we estimate these p~ameters with t_he 
concatenated model, the null arc transition probability, ai, should sat1sfy th_e conSlramt 
l,.(a11+ai)==l such that the self-loop transition probability of the l~t state is no_lo_nger 
eqda1 to l. For interword concatenation or concatenation involving multiple pronuncrntmns, 
you can use multiple null arcs to concatenate individual models together. 

1 We have a detailed discussion on word models vs. subword models in Section 9.4.J. 
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Dictionary ~ 
"--~ 

One /wahn/ 
Two It uwl 

Zero 
Silence 

/z ih row/ 
/sill 

A composed HMM for word two: 
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~ --~ --~ -~ 

/sill It/ /uw/ /sill 

Figure 9.9 The construction of an isolated word model by concatenating multiple phone1ic 
models based on the pronunciation dictionary. 

In the example given in Figure 9.9, we have ten English digits in the vocabulary. We 
build an HMM for each English phone. The dictionary provides information on each word's 
pronunciation. We have a special word, Silence, that maps to a /sill HMM that has the same 
topology as the standard phonetic HMM. For each word in the vocabulary we first derive the 
phonetic sequence for each word from the dictionary. We link these phonetic models to­
gether to fonn a word HMM for each word in the vocabulary. The link between two pho­
netic models is shown in the figure as the dotted arrow. 

For example, for word two, we create a word model based on the beginning silence 
/sill, phone It/, phone luwl, and ending silence /sill. The concatenated word model is then 
treated in the same manner as a standard large composite HMM. We use the standard '.or· 
ward-backward algorithm to estimate the parameters of the composite HMM from multiple 
sample utterances of the word two. After several iterations, we automatically get the HMM 
parameters for /sill, It/, and luwl. Since a phone can be shared across different words, tbe 
phonetic parameters may be estimated from acoustic data in different words. 

The ability to automatically align each individual HMM to the corresponding unseg­
mented speech observation sequence is one of the most powerful features in the forWard· 
backward algorithm. When the HMM concatenation method is used for continuous s~eechf 
you need to compose multiple words to form a sentence HMM based on the transcripuon ° 
lhe utterance. In the same manner, the forward-backward algorithm absorbs a range of pos· 
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sible word boundary inf~rmation of models automatically. There is no need to have a precise 
segmentation of the contmuous speech. 

In general, to estimate t~e parameters of the HMM, each word is instantiated with its 
concatenated word model (which may be a concatenation of subword models). The words in 
the sentence are concatenated. w!th optional silence models between them. If there is a need 
to modify interword. pronunc1at_10ns due to _interword pronunciation change, such as want 
you, you can add a different optional phonetic sequence for t-y in the concatenated sentence 
HMM. 

In the digit recognition example, if we have a continuous training utterance one three 
we compose a sentence HMM, as shown in Figure 9.10, where we have an optional silenc~ 
HMM between the words one and three, linked with a null transition from the last state of 
the word model one to the first state of the word model three. There is also a direct null arc 
connection between the models one and three because a silence may not exist in the training 
example. These optional connections ensure that all the possible acoustic realizations of the 
natural continuous speech are considered, so that the forward-backward algorithm can 
automatically discover the correct path and accurately estimate the corresponding HMM 
from the given speech observation. 

In general, the concatenated sentence HMM can be trained using the forward­
backward algorithm with the corresponding observation sequence. Since the entire sentence 
HMM is trained on the entire observation sequence for the corresponding sentence, most 
possible word boundaries are inherently considered. Parameters of each model are based on 
those state-to-speech alignments. It does not matter where the word boundaries are. Such a 
training method allows complete freedom to align the sentence model against the observa­
tion, and no explicit effort is needed to find word boundaries. 

In speech decoding, a word may begin and end anywhere within a given speech signal. 
As word boundaries cannot be detected accurately, all possible beginning and end points 
have to be accounted for. This converts a linear search (as for isolated word recognition) to a 
tree search, and a polynomial recognition algorithm to an exponential one. How to design an 
efficient decoder is discussed in Chapters 12 and 13. 

!~ \ 
f /sill ) 

r.:t r.i r.i r.:. J '-r.:. n./ r.:. r.:. ~ : ., .. _ ........... . 

/sill one three /sill 

• h d be a word HMM or a composite Figure 9.10 A composite sentence HMM. Eac wor can 
phonetic word HMM, as illustrated in Figure 9.9. 
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9.6. ADAPTIVE TECHNIQUES-MINIMIZING MISMATCHES 

As Figure 1.2 illustrated, it is important to adapt both acous~ic models and l~nguage models 
for new situations. A decent model can accommo~ate a w~~e range of vanabilities. How. 
ever, the mismatch between the model and operatmg con~1t1ons ~l~a~s exists. One of the 
most important factors in making a speech system usable 1s to mm1m1ze the possible mi _ 
match dynamicaJly with a small amount of calibratio~ ~ata. _Ada~tive techniques can ~ 
used to modify system parameters to better match vanatlons m microphone, transmissio 

I
. . n 

channel, environment noise. speaker, style, and app 1cat10n contexts. As a concrete example 
speaker-dependent systems can provide a significant word error-rate reduction in compan: 
son to speaker-independent systems if a large amount of speaker-dependent training data 
exists [50]. Speaker-adaptive techniques can bridge the gap between these two configura­
tions with a small fraction of the speaker-specific training data needed to build a full 
speaker-dependent system. These techniques can also be used incrementally as more speech 
is available from a particular speaker. When speaker-adaptive models are built, you can have 
not only improved accuracy but also improved speed and potentially reduced model parame­
ter sizes because of accurate representations, which is particularly appealing for practical 
speech recognition. 

There are a number of ways to use adaptive techniques to minimize mismatches. You 
can have a nonintrusive adaptation process that works in the background all the time. This is 
typically unsupervised, using only the outcome of the recognizer (with a high confidence 
score, as discussed in Section 9.7) to guide the model adaptation. This approach can con­
tinuously modify the model parameters so that any nonstationary mismatches can be elimi­
nated. As discussed in Chapter 13, systems that are required to transcribe speech in a non­
real-time fashion may use multiple recognition passes. You can use unsupervised adaptation 
on the test data to improve the models after each pass to improve performance for a subse­
quent recognition pass. 

Since the use of recognition results may be imperfect, there is a possibility of diver­
gence if the recognition error rate is high. If the error rate is low, the adaptation results may 
still not be as good as supervised adaptation in which the correct transcription is provided 
for the user to read, a process referred to as the enrollment process. In this process you can 
check a wide range of parameters as follows: 

• Check the background noise by asking the user not to speak. 

• Adjust the microphone gain by asking the user to speak nmnally. 

• Adapt the acoustic parameters by asking the user to read several sentences. 

• Change the decoder parameters for the best speed with no loss of accuracy. 

• Compose dynamically new enrollment sentences based on the user-specific 
error patterns. 

bl d
The challe~ge for model adaptation is that we can use only a small amount of obse~-

a e ata to modify mod 1 . 1• trateg1es e parameters. This constraint requires different mode ing s 
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from the ones we discussed in building the baseline system as th f . . . . '" fn · . . , e amount O tram mg data IS 
oenerally sufficient ,or o me tramrng. In this section we foe . ~ . .us on a number of adaptive 
techniques that can be applied to compensate either speaker or en,··•ronme t • • M · I . n vanat1ons. ost 
O
f these techniques are mode -based, since the acoustic model . p.1rameters rather than the 

acoustic feature vectors are adapted. We use. speaker-adaptation exam I t •11 . . p es o 1 ustrate how 
these techniques can be used to improve system perfonnance We 1• • . . . . . can genera 1ze to envi-
ronment adaptation by usmg env1ronment-spec1fic adaptation data and a • • . . , no1se-compensat10n 
niodel which we discuss 111 Chapter I 0. In a similar manner we can d"f h 1 , . , mo t y I e anouaoe 
model as discussed m Chapter I I. c- b 

9.6.1. Maximum a Posteriori (MAP) 

Maximum a posteriori (MAP) estimation. as discussed in Chapter 4, can effectively deal 
with data-sparse pr?blems, as we can take ad~antage of prior information about existing 
models. We can adJUSt the parameters of pretramed models in such a way that limited new 
training data would modify the model parameters guided by the prior knowledge to compen­
sate for the adverse effect of a mismatch f35]. The prior density prevents large deviations of 
the parameters unless the new training data provide strong evidence. 

More specifically, we assume that an HMM is characterized by a parameter vector <t> 
that is a random vector, and that prior knowledge about the random vector is available and 
characterized by a prior probability density function p(4>) , whose parameters are to be de­
termined experimentally. 

With the observation data X , the MAP estimate is expressed as follows: 

ci> = arg max[p(<l> IX))= arg max(p(X I cf>) p(<l>)] (9.14) 

• • 
If we have no prior information, p( <P) is the unifonn distribution, and the MAP esti­

mate becomes identical to the ML estimate. We can use the EM algorithm as the ML to es­
timate the parameters of HMMs. The corresponding Q-function can be defined as: 

(9.15) 

The EM algorithm for the ML criterion can be applied here directly. The actual ex­
pression depends on the assumptions made about the prior density. For the widely used con­
tinuous Gaussian mixture HMM there is no joint conjugate prior density. We can assume 
different components of the HMM to be mutually independent, so that the optimization can 
be split into different subproblems involving only a single component of the parameter set. 
For example, the prior density function for the mixture Gaussian can be as follows: 

P,1(c;,µ;,E;) = Pe;(c;)TIP,,.i: (µ;k,tik) 
k 

(9. I 6) 

Where P ( c.) is a Dirichlet prior density for the mixing coefficient vector of all mixture 
compone~ts 'in the Markov state i, and P1>;,; (µ;k, l:;t) denotes the prior density for parameters 
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of the ~1h Gaussian component in the state i. The Dirich1et prior density p (c ) . 
. . h h h r, I IS characte ized by a vector v, of pos1t1ve yperparameters sue t at: r-

(9.17) 

For full covariance D-dimensional Gaussian densities, the prior density can b 
mal-Wishart density parameterized by two values 1] > D-1, r > 0, the vector µ ea nor. 

• • d fi • • S ' 11 ,,.. ' and the symmetric positive e 1mte matrix as 10 ows: 

Pb;J. (µik, };ik) oc 

J'de«};;k)o-,, exp(-1(µ;k -µ,,,..)};i'(µ;k -µ,,M_)' -½ tr(S};;')) (9.18) 

We can apply the same procedure as the MLE Baum-Welch reestimation algorithm. 
For example, with the Q-function defined in Eq. (9.15), we can apply the Lagrange method 
to derive the mixture coefficients as follows: 

Based on Eqs. (9.17) and (9.19), the solution is: 

v,.t -I+ L~,(i,k) 
C = I 

lk ,L(V;1 -1 + L~,(i,l)) 
I t 

(9.19) 

(9.20) 

A comparison between Eq. (9.20) and the ML estimate Eq. (8.58) shows that the MAP 
estimate is a weighted average between the mode of the prior density and the ML estimate 
with proportions given by Vu•k -I and L~,(i.k), respectively. . .. 

We can optimize Eq. (9.15) with respect to mean and covariance parameters ma simi­

lar fashion. For example, the solution of these estimates is: 

T 

. -r;kµiru•« + ,Ls1(i,k)x, 
µ_.l : ,-1 

' T 

(9.21) 

'l';k + L,(,(i,k) 
l"-1 

(9.22) 
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here r . is the parameter in the nomrn)-gamma density for the d' w ,t . . correspon 1110 state i 
Thus, the reest1mat10n fonnula for the Gaussian mean is . h d O 

• . 
r r - a we1g te sum of the pnor 

mean with the ML mean eSfimate ~s,(i,k)x, I Is,(i.k). rik is a balancing factor between 
1-1 l'=I 

Pn·or mean and the ML mean estimate. When , 1* is large the value of th . k 1 _ , e prior now edge 
is small and the value of the mean µ,,.,'ii 1s assumed to have high certainly, leading to the 

doml·nance of the final estimate. When the amount of ad·,ptat1•011 data • h , _ , mcrenses, t e MAP 
estimate approaches the ML estimate, as the adaptation data overwrite any imp rt 1 . 

• h fi 1 • s· . o an pnor 
that may influence t e ma estimate. imilarly. the covariance estimation formula has the 
same interpretation of the balance between the prior and new data. 

One major limitation of the MAP-based approach is that it requires an accurate initial 
guess for the prior p(<l>), which is often difficult to obtain. We can use the already trained 
initial models that en~b~~y some c~aract~ris~ics of the original training conditions. A typical 
way to generate an mmal Gaussian pnor 1s to cluster the initial training data based on 
speaker or environment similarity measures. We can derive a set of models based on the 
partition, which can be seen as a set of observations drawn from a distribution having p(<I>). 
We can, thus, estimate the prior based on the sample moments to derive the corresponding 
prior parameters. 

Another major limitation is that the MAP-based approach is a local approach to updat­
ing the model parameters. Namely, only model parameters that are observed in the adapta­
tion data can be modified from the prior value. When the system has a large number of free 
parameters, the adaptation can be very slow. Thus in practice we need to find correlations 
between the model parameters, so that the unobserved or poorly adapted parameters can be 
altered [3, 22). Another possibility is to impose structural information so the model parame­
ters can be shared for improved adaptation speed [96]. 

The MAP training can be iterative, too, which requires an initial estimate of model pa­
rameters. A careful initialization for the Gaussian densities is also very important. Unlike the 
discrete distributions, there is no such a thing as a uniform density for a total lack of infor­
mation about the value of the parameters. We need to use the same initialization procedure 
as discussed in Chapter 8. 

For speaker-adaptive speech recognition, it has been experimentally f~und ~at r,1 can 
be a fixed constant value for all the Gaussian components across all the dimensions. Thus 
the MAP HMM can be regarded as an interpolated model between the speaker-independent 
and speaker-dependent HMM. Both are derived from the standar~ ML !0 rward-backward 
algorithm. Experimental perfonnance of MAP training is discussed 111 Section 9-6•3• 

9,6.2. Maximum Likelihood Linear Regression (MLLR) 

Wh th . . 1- th st important parameter set en e contmuous HMM is used for acoustic mode mg, e mo . 
to ad . • th mean vector and the covanance apt 1s the output Gaussian density parameters, 1.e.. e 
matrix. We can use a set of linear regression transformation functions to map both means 
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and covariances in order to maximize the likelihood of the adaptation data [68]. Th . 
. • • . e tna>:1-

mum likelihood linear regression (MLLR) mapping is cons1stent with the underlyin . 
. . h b f f g cnte-rion for building the HMM while keeping t e num er O ree parameters under . f . control 

Since the transformation parameters can be estimated rom a relatively small amount f • 
aptation data, it is very effective for rapid adaptation. MLLR has been widely used to 

0
b a~-. d'. o lain 

adapted models for eithe~ a new s~eaker ?r a ~ew env,~onment _con 1t10n. 
More specifically, m the mixture Gaussian density functions. the l1h mean vecto . . . . r µ it 

for each state i can be transfonned using follow111g equation. 

(9.23) 

where Ac is a regression matrix and b,. is an additive bias vector associated with some 
broad class c, which can be either a broad phone class or a set of tied Markov states. The 
goal of Eq. (9.23) is to map the mean vector into a new space such that the mismatch can be 
eliminated. Because the amount of adaptation data is small, we need to make sure the num­
ber of broad classes c is small so we have only a small number of free parameters to esti­
mate. Equation (9.23) can be simplified into: 

(9.24} 

where µi.l: is extended as (],µ;k]' and We is the extended transfonn, [b,.,A,.]. 
This mapping approach is based on the assumption that We can be tied for a wide 

range of broad phonetic classes so that the overall number of free parameters is significantly 
less than the number of mean vectors. Therefore, the same transfonnation can be used for 
several distributions if they represent similar acoustic characteristics. 

To estimate these transfonnation parameters in the MLE framework, we can use the 
same Q-function we discussed in Chapter 8. We need to optimize only 

M 

LLQb, (<I>,b,t) (9.25) 
i k=I 

with re~pect to W~. M~imi_zation of Qh, (<I>,b,1) with respect to We can be achie~ed ~ 
c_om~utm~ the partial denvattves. For the Gaussian mixture density function, the partial d 
nvat1ve with respect to We is: 

(9.26) 

l 
Let us denote the set of Gaussian components forming the broad transformatithon 

c asses as C- we use b C • l gs to e 
' ;1 E to denote that the kth Gaussian density in state I be on 
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class. We can expand the Q-function with the partial derivatives and s t ·t t 1 d' 
the following equation: e 1 0 zero, ea mg to 

where 

and 

We can rewrite Eq. (9.27) as: 

Z == L Vik W c Dik 
b,.ec 

T 

Z =LL ( ,(i,k)1:;'x,µ;k, 
l • I />ilEC 

T 

V;k = Is,<i,k)1:;•. 
r=I 

(9.27) 

(9.28) 

(9.29) 

(9.30) 

(9.31) 

Estimating We for Eq. (9.28) is computationally expensive, as it requires solving si­
multaneous equations. Nevertheless, if we assume that the covariance matrix is diagonal, we 
can have a closed-form solution that is computationally efficient. Thus, we can define 

(9.32) 

where v
99 

denotes the q'~ diagonal element of matrix V ik . The transformation matrix can be 
computed row by row. So for the q'1' row of the transfonnation matrix Wq, we can derive it 
from the q"' row of Zq [defined in Eq. (9.29)] as follows: 

W =Z c-1 
q q q 

(9.33) 

Since Gq may be a singular matrix, we need to make sure we have enough training 
data for the broad class. Thus, if the amount of training data is limited, we must tie a number 

of transfonnation classes together. 
We can run several iterations to maximize the likelihood for the given adaptation data. 

At each iteration, transformation matrices can be initialized to identity transfo1mations. We 
can iteratively repeat the process to update the means until convergence is achieved. We can 
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also incrementally adapt the mean vectors after each observation sequence or set f 
h·1 h • d • • I d · o observ tion sequences w i e t e reqmre statisllcs are accumu ate over time. Under the a-

that the alignment of each observation sequence against the model is reasonabtsumption 
th • d • d h . y accurate we can accumulate ese estimate count,; over time an use t em incrementally 1 , 

• d ffb 'fi • d b • • • norderto deal with the tra eo etween spec1 icily an ro ust est1mat1on, we can dynamical! 
ate regression classes according to the senone tree. Thus, we can incrementally incr~!:ner. 
number of regression classes when more and more data become available. tbe 

MLLR adaptation can be generalized to include the variances with the ML frame 
although the additional gain after mean transformation is often less significant (lessw~rk, 
relative 2% error reduction). When the user donates about 15 sentences for enrollment 1ra·a~ 
ing, Table 9.5 ilJustrates how the MLLR adaptation technique can be used to further red~n 
the word recognition error rate for a typical dictation application. Here, there is only 0~: 

context-independent phonetic class for all the context-dependent Gaussian densities. As we 
can see, most of the error reduction came from adapting the mean vectors. 

We can further extend MLLR to speaker-adaptive training (SAT) [6, 74]. In conven­
tional speaker-independent training, we simply use data from different speakers to build a 
speaker-independent model. An inherent difficulty in this approach is that spectraJ variations 
of different speakers give the speaker-independent acoustic model higher variance than the 
corresponding speaker-dependent model. We can include MLLR transformation in the proc­
ess of training to derive the MLLR parameters for each individual speaker. Thus the training 
data are transformed to maximize the likelihood for the overall speaker-independent model. 
This process can be run iteratively to reduce mismatches of different speakers. By explicitly 
accounting for the interspeaker variations during training and decoding, SAT reduces the 
error rate by an additional 5-10%. 

Table 9.5 Relative error reductions with MLLR methods. The reduction is relative to that of 
the preceding row. 

Models :Relative Error Reduction 

CHMM Baseline 

MLLR on mean only +12% 

MLLR on mean and variance +2% 

MLLRSA"1 +8% 

9.6.3. MLLR and MAP Comparison 

The MLLR method can be combined with MAP. This guarantees that with the i_ncrefuase~ 
amount of tr • • fi rmauon nc . ammg data, we can have not only a set of compact MLLR trans O the 
t1ons for rap'd d • th onver0 e to ML . 1 a aptat1on, but also directly modified model parameters at c :MLLR 10 

eSt.imates. We can use MAP to adapt the model parameters and then add d. crlY 
transform these ad t d . AP ·nciple ire . ap e models. It 1s also possible to incorporate the M pn 
mto MLLR [18, 19]. 
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As an e~ai~ple, t~e re_s:lt of a 6~.000-word dictation application using various adapta­
tion methods 1s shown m Fie-ure 9.11. The speaker-dependent model used 1000 utterances. 
Also included ~s a re~e~·ence is the speaker-in~epcndent result, which is used as the starting 
point for adaptive tramrng. ¥:hen the speaker-independent model is adapted with about 200 
utterances, the speaker-adaptive model has already outperformed both speaker-independent 
and speaker-dependent systems. The results clearly demonstrate that we have insufficient 
training data for speaker-dependent speech recognition, as MAP-based outperform ML­
based models. This also illustrates that we can make effective use of speaker-independent 
data for speaker-dependent speech recognition . Also, notice that the MLLR method has a 
faster adaptation rate than the MAP method. The MLLR method has context-independent 
phonetic classes. So, when the amount of adaptation data is limited, the MLLR method of­
fers better overall performance. 

However. the MAP becomes more accurate when the amount of adaptation data in­
creases to 600 per speaker. This is because we can modify all the model parameters with the 
MAP training, and the MLLR transfom1ation can never have the same degrees of freedom as 
the MAP method. When the MLLR is combined with MAP, we can have not only rapid ad­
aptation but also superior performance over either the MLLR or MAP method across a wide 
range of adaptation data points. There arc a number of different ways to combine borh 
MLLR and MAP for improved performance (4, 98]. 

n.o ,11i'.,__ _________ _____ -_-:.,-:.,_- _--: 

125 

12.0 .. 
~ j 11.S 

10.5 

10 0 -1------ - -

u 100 400 600 

Number of Adaptation Utt~ranccs 

1 ---MlLl\ llnl) 

1000 

- .~p:,t..,,-. 
lnti..-p:fU:111 

. MAP d combined MLLR and MAP. The 
Figure 9.ll Comparison of Whisper with MLLR, : an data The s eaker-dependent and 
error rate is shown for a different amount of adaptation • d p d I was trained with 

• d d Th pea.ker-depen ent mo e speaker-independent models are also tnclu e . e s 
1000 sentences. 

• od I • s used the baseline performance may be very 
In prac1ice, if a large well-trained, speaker-independent m e .1• • be smaller than for smaller and simpler 

gOOd, and hence, the relative error reduction from speaker adaptatton may 
models. 
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9.6.4. Clustered Models 

Acoustic Ml\.l~­
vuehng 

Both MAP and MLLR techniques are based on using an appropriate initial model f 
• • • I d I d' I or adap tive modeling. How accurate we make the 1mtta mo e 1rect y affects the overall • 

ance. An effective way to minimize the mismatch is, thus, to cJuster similar speairfonn. 
· • • b "Id" t f d I ' h ers and environments m the trammg data, m mg a se o mo e s 1or eac cluster that has .. . . h 1 . . min1ma1 

mismatch for different cond'.t~ons. "'.hen we .ave enoug ~ tr~mmg da~a, and enough cover-
age for a wide range of cond1uons, this approal;h ensures significantly improved robu t . s ness. 

For example, we often need a set of clustered models for d1_fferent telephone channels, 
inc1uding different cellular phone standards. We also need to bmld gender-dependent mod­
els or speaker-clustered models for improved performance. In fact, when we constru 
speaker-clustered models, we can apply MLLR transformations or neural networks 10 min~'. 
rnize speaker variations such that different speakers can be mapped to the same golden 
speaker that is the representative of the cluster. 

Speaker clusters can be created based on the information of each speaker-dependent 
HMM. The clustering procedure is similar to the decision-tree procedure discussed in Sec­
tion 9.4.3. Using clustered models increases the amount of computational complexity. It also 
fragments the training data. Clustering is often needed to combine other smoothing 1eeh­
niques, such as deleted interpolation or MLLR transformation, in order to create clustered 
models from the pooled model. We can also represent a speaker as a weighted sum of indi­
vidual speaker cluster models with the cluster adaptive training [33] or eigenvoice tech­
niques [64]. 

When we select an appropriate model, we can compute the likelihood of the test 
speech against all the models and select the model that has the highest likelihood. Altema· 
tively, we can compute likelihoods as part of the decoding process and prune away less 
promising models dynamically without significantly increasing the computational load. 
When multiple models are plausible, we can compute the weighted sum of the clustered 
models with pretrained mixing coefficients for different clusters, much as we train the de­
leted interpolation weights. 

Traditionally speaker clustering is performed across different speakers without consid· 
ering phonetic similarities across different speakers. In fact, clustered speaker groups may 
hav~ very different de~ees of variations for different phonetic classes. _You ca~ fu~er g~: 
erahze speaker clustenng to the subword or subphonetic level [62]. With multiple mstan . 
~erived f~om clustering for each subword or subphonetic unit, you can model speaker vana· 
tion exphcitly across different subword or subphonetic models. 

In 1· d • • by 10%. prac tee, gen er-dependent models can reduce the word recogniuon error 
More ~efined speaker-clustered models can further reduce the error rate, but not as much: 
lhe gam from gender-dependent models, unless we have a large number of clustered spe h 
ers. If the new user h b · • can approac appens to e s1m1lar to one of these speaker clusters, we od· 
speaker-dependent speech recognition without enrollment For environment-dependent rnt or 
els, clustering is mor • • al T . • . d f vironrnen . . e cntic . he challenge ts to anticipate the km O en . le we 
channel d1stort10ns the system will have to deal with. Since this is often unpred1ctab , 
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need to use adaptive techniques such as MAP and MLLR to • • . h . . . . . mm1m1ze t e mismatch w 
discuss this 111 more detail m Chapter IO. • e 

9.7. CONFIDENCE MEASURES: MEASURING THE RELIABILITY 

One of the most critical components in a practical speech recog111·t1•0 t • 1. . _ • n sys em 1s a re table 
confidence measure. With an accurate confidence measure for each • d . . . recognize word, the 
conversational back end can repatr potem1al speech recognition errors c • t f 

d 
. . , an reJec out-a -

vocabulary words, an can 1dent1fy key words (perform word spotting) that are relevant to 
the back end. In a speaker-dependent or speaker-adaptive system the confid . . , 1 ence measure 
can help user enrollment (to ehmmate mispronounced words) It is also cn·t·cal , . . . • 1 • 1or unsuper-
vised speaker adaptation, allow_mg selective use of recognition results so that transcriptions 
with lower confidence can be discarded for adaptation. 

In theory, an accurate estimat~ of P(W IX), the posterior probability, is itself a good 
confidence measure for word W given the acoustic input X. Most practical speech reco _ 
nition systems simply ignore P(X), as it is a constant in evaluating P(W)P(X I W)/ P('i) 
across different words. P(W I X) can be expressed: 

P(W I X) = P(W)P(X I W) 
P(X) 

P(W)P(XI W) 

I P(W)P(X I W) 
w 

(9.34) 

Equation (9.34) essentially provides a solid framework for measuring confidence lev­
els. It is the ratio between the score for the word hypothesis P(W)P(X I W) and the acous­
tic probability Lw P(W)P(X I W) . In the sections that follow we discuss a number of ways 
to model and use such a ratio in practical systems. 

9.7.1. Filler Models 

You can compute P(X) in Eq. (9.34) with a general-purpose recognizer. It should be able to 
recognize anything such that it can fill the holes of the grammar in the normal speech recog­
nizer. The filler model has various forms [7, 63]. One of the most widely used is the so­
called all-phone network, in which all the possible phonetic and nonspeech HMMs are con­
nected to each other, and with which any word sequence can be recognized. 

In addition to evaluating P(W)P(X I W) as needed in nonnal speech recognition, a 
separate decoding process is used to evaluate LwP(W)P(X I W) . H~r~. W is either a ~ho­
netic or a word model. You can also apply phonetic 11-grarn probab1ht1es that are denve_d 
from a lexicon targeted for possible new words. The best path from the all-phone network 1s 
compared with the best path from the nonnal decoder. The ratio between the two, as ex­
pressed in Eq. (9.34), is used to measure the confidence for either word or p~one._In th~ de­
coding process (see Chapters 12 and 13), you can accumulate the phonetic i:at10 denved 
from Eq. (9.34) on a specific word. If the accumulative P(W I X) for the word 1s less than a 
predetermined threshold, the word is rejected as either a new word or a nonspeech event. 
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Both context-independent and context-dependent phonetic models can be us d ~ . e ,orth 
fully connected network. When context-dependent phonetic models are used, you e 

al h . . need to 
make sure that only correct contextu p onet1c connections are made. Although co 

"" • "ti • .c h . . ntext-dependent models ouer s1gm 1cant improvement 1or speec recogmtton, the filler h . 
.. . . d d . . . 1 P onetic network seems to be msens1t1ve to context- epen ency m empmca experiments. 

There are word-spotting applications that need to spot just a small number f k 
. 0 ey 

words. You can use the filler models descnbed here for word spotting. You can also b .1 
antiword models trained with all the data that are not associated with the key words of •, "

1
1 
d n er. 

est. Empirical experiments indicate that large-vocabulary speech recognition is the most 
suitable choice for word spotting. You can use a general-purpose n-gram (see Chapter ll)to 
generate recognition results and identify needed key words from the word lattice. This is 
because a large-vocabulary system provides a better estimate of Lw P(W)P(X I W) with a 
more accurate language model probability. In practice, we don't need to use all the hypothe­
ses to compute LwP(W)P(X I W) . Instead, 11-best lists and scores [40] can be used to 
provide an effective estimate of LwP(W)P(X I W) . 

9.7.2. Transformation Models 

To determine the confidence level for each word, subword confidence information is often 
helpful. Different phones have different impacts on our perception of words. The weight for 
each subword confidence score can be optimized from the real training data. If a word w has 
N phones, we-can compute the confidence score of the word as follows: 

N 

CS(w) = L,f.J;(x;)I N (9.35) 
i • I 

where CS(w) is the confidence score for word w, x; is the confidence score for subword unit 
i in word w, and f.J; is the mapping function that may be tied across a number of subword 
units. The transfonnation function can be defined as: 

P,(x)=ax +b (9.36) 

We can use discriminative training to optimize the parameters a and b, resp.:cuveiy.A 
cost function can be defined as a sigmoid function of CS(w). As shown in Figure 9. 12• lhe 

• · • htfor optimal transfonnat1011 parameters vary substantially across different phones. The weig 
consonants is also typically larger than that of vowels. 

The transfonnation function can be context dependent. Figure 9.13 illustrates the R?C 
curve of the context-dependent transformation model in comparison with the correSP0nd1ng 
phonetic filler model. The filler model essentially has a unifonn weight across all the phones 
• • error 
m a g~ven word. The estimated transformation model has 15-40% false-acceptance . 
r~ductton at various fixed false-rejection rates. The false-acceptance rate of the transforrna 
tion model is consistently lower than that of the filler model [63]. 
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Figure 9.12 Transformation parameter a for each context-independent phone class. The weight 
of consonants is typically larger than that of vowels (63). 
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9.7.3. Combination Models 

In practical systems, there are a number of feaLu~es you can use to improve the perfonnance 
of confidence measures. For example, the following features are helpful: 

• Word stability ratio from different language model weights ( WrdStabRatio). 
This is obtained by applying different language weights to see how st.ably 
each word shows up in the recognition n-best list. 

• Logarithm of the average number of active words around the ending frame of 
the word (WrdCntEncf). 

• Acoustic score per frame within the word normalized by the corresponding 
active senone scores (AscoreSen). 

• Logarithm of the average number of active words within the word 
(WrdCntW). 

• Acoustic score per frame within the word normalized by the phonetic filler 
model (AscoreFiller). 

• Language model score (LMScore). 

• Language model back-off (trigram, bigram, or unigram hit) for the word 
(LMBackO.ff). 

• Logarithm of the average number of active states within the word (StateCnt). 

• Number of phones in the word (Nphones). 

• Logarithm of the average number of active words around the beginning frame 
of the word (WrdCntBeg). 

• Whether the word has multiple pronunciations (Mpron). 

• Word duration (WordDur) . 

. To clarify each feature's relative importance, Table 9.6 shows its linear correlation_~o­
efficient against the correct/incorrect tag for each word in the training set. Word stability 
ratio (WrdStabRatio) has the largest correlation value. 

Several kinds of classifiers can be used to compute the confidence scores. Previous re­
search has shown that the difference between classifiers such as linear classifiers, general· 
ized !inear models, decision trees, and neural networks, is insignificant. The simplest linear 
c~assifier based on disc~inative training perfonns well in practice. As some fea~res ~ 
highly correlated, you can iteratively remove features to combat the curse of dimens1onahtY• 
The co~bi~ation n_iodel can have up to 40-80% false-acceptance error reduction at fixed 
false-reJection rate m comparison to the single-feature approach. 
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Table 9.6 Correlation coefficients of several featur • • es agamst correct/incorrect tag. 

Feature Correlation 
WrdStabRatio 0.590 
WrdCmW -0.223 
LMBadO.ff 0.171 
Ascorl'Scm 0.250 
LMScore 0.175 
Np/zones 0.09] 
WordD11r 0.012 
WrdC111E11d ·-0.321 
Ascort'Fillcr 0.219 
StateCnt -0.155 
Mpro11 0.057 
WrdC111Be,: -0.067 

9.8. OTHER TECHNIQUES 

In addition to HMMs, a number of interesting alternative techniques are being actively in­
vestigated by researchers. We briefly review Lwo promising methods here. 

9.8.1. Neural Networks 

You have seen both single-layer and multilayer neural nets in Chapter 4 for dealing with 
static patterns. In dealing with nonstationary signals, you need to address how to map an 
input sequence properly to an output sequence when two sequences are not synchronous, 
which should include proper alignment, segmentation, and classification. The basic neural 
networks are not well equipped to address these problems in a unified way. 

Recurrent neural networks have an internal state that is a function of the current input 
and the previous internal state. A number of them use time-step delayed recurrent loops on 
the hidden or output units of a feedforward network, as discussed in earlier chapters. For 
sequences of finite numbers of delays, we can transform these networks into equivalent 
feedforward networks by unfolding them over the time period. They can be trained with the 
standard back propagation procedure, with the following modifications: 

• The desired outputs are functions of time, and error functions have to be com­
puted for every copy of the output layer. This requires the selection of an 
appropriate time-dependent target function, which is often difficult to define. 

• All copies of the unfolded weights are constrained to be identical during the 
training. We can compute the correction terms separately for each weight and 

use the average to update the final estimate. 
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In most of these networks, you can_ have a partially recurrent network that has feed. 
back of the hidden and output units to the mput lay_er. For_ exampl~, the feedforward network 

b Sed in a set of local feedforward connections with one t,me-step delay. These 
can e u . ti Id . h d . . net­
works are usually implemented by extending the input re w,t a dtt,~nal feedback units 
containing both the hidden and outpu~ vaJues _generated b~ the preceding input. You can 
encode the past nonstationary informat10~ th~t rs often reqmred to generate the correct out­
put, given the current input, as illustrated m Figure 9.14. 

Output Layer 

Hidden Layer 

Input Layer 

Figure 9.14 A recurrent network with contextual inputs, hidden vector feedback, and output 
vector feedback. 

One of the popular neural networks is the Time Delay Neural Network (TONN) (105]. 
Like static networks, the TONN can be trained to recognize a sequence of predefined length 
(defined by the width of the input window). The activation in the hidden layer is computed 
from the current and multiple time-delayed vaJues of the preceding layer, and the output 
units are activated only when a complete speech segment has been processed. A typical 
TONN is illustrated in Figure 9.15. The TONN has been successfully used to classify pre• 
segmented phonemes. 

All neural networks have been shown to yield good performance for small-vocabul~ 
speech recognition. Sometimes they are better than HMMs for short, isolated speech un~ts. 
By recurrence and the use of temporal memory, they can perform some klnd of integration 
over time. It remains a challenge for neural networks to demonstrate that they can be as ef­
fective as HMMs for deaJing with nonstationary signals, as is often required for large­
vocabulary speech recognition. 

. To deaJ with continuous speech, the most effective solution is to integrate neural nets 
With HM~s [91: l l 3J. The neuraJ network can be used as the output probabilities to replac~ 
the Gaussian mixture densities. Comparable results can be obtained with the integrated ap 
:oach. These HMM output probabilities could be estimated by applying the Bayes'. rul~~ 

e output of neural networks that have been trained to classify HMM state categones. _ 
neural networks ca • • . p of sepa . n consist either of a single large trained network or of a grou 
rately trained small networks [2 I, 3 I' 75, 90]. 
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A number of techniques have been developed to improv th -'" . . 
T • • e e pe, ,ormance of trammg 

these networks. rammg can be embedded in an EM-style F . 
. process. or example dynamic 

Programming can be used to segment the training data The seg t d d ' 
k I · 1 . • men e ata are then used to 

retrain the networ • t 1s a so possible to have Baum-Welch style training [ 14, 421_ 

lnput Layer 

Figure 9.15 A time-delay neural network (TONN), where the box h1 denotes the hidden vec­

tor at time t, the box x, denotes the input vector al lime,. and the box z-1 denotes a delay of 
one sample. 

9.8.2. Segment Models 

As discussed in Chapter 8, the HMM output-independence assumption results in a piecewise 
stationary process within an HMM state. Although the nonstationary speech may be mod­
eled sufficiently with a large number of states, the states in which salient speech features are 
present are far from stationary [25, 99]. While the use of time-derivative features (e.g., delta 
and/or delta-delta features) alleviates these limitations, the use of such longer-time-span 
features may invalidate the conditional independence assumption. 

state I state 2 

Figure 9.16 Diagram illustrating that HMM's output observation can hop between two unex­

pected quasi-stationary states [ 46). 

The use of Gaussian mixtures for continuous or semicontinuous HMMs, as described in 
Chapter 8, could introduce another potential problem, where arbitrary transitions ~mong the 
Gaussian mixture components between adjacent HMM states are allowed [591- Figure 9•1.6 

illustrates two HMM states with two mixture components. The sol}d lines d~note the valid 
tr~ectories actually observed in the training data. However, m m~dehn_g these rn:o 
tra.iectories, the Gaussian mixtures inadvertently allow two phantom traJectones, shown m 
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dashed lines in Figure 9.16, because no constraint is imposed on the mixture , ... n .. 
. . d d . . ..Q s1t1ons 

across the state. It is possible that such phantom tra!ectones egra e recogmt1on perfonnance 
because the models can overrepresent . speech signals that ~hould ~ ~odeled by othe; 
acoustic units. Segment models can alleviate such HMM modeling defic1enc1es [77, 7gl. 

In the standard HMM, the output probability distribution is modeled by a quasi-

stationary process, i.e., 

l 

P(xt Is)= fl b,(x,) (9.37) 
,~1 

For the segment model (SM), the output observation distribution is modeled by two stochas­

tic processes: 

P(x~ Is)= P(xf I s,L)P(L Is) (9.38) 

The first term of Eq. (9.38) is no longer decomposable in the absence of the output­
independence assumption. The second tenn is similar to the duration model described in 
Chapter 8. In contrast to the HMM whose quasi-stationary process for each states generates 
one frame x,, a state in a segment model can generate a variable-length observation se­

quence {xi, x2 , • • • xL} with random length L. 
Since the likelihood evaluation of segment models cannot be decomposed, the compu­

tation of the evaluation is not shareable between different segments (even for the case where 
two segments differ only by one frame). This results in a significant increase in computation 
for both training and decoding [77]. In general, the search state space is increased by a factor 
of Lrra:c , the maximum segment duration. If segment models are used for phone segments, 
L.,.._ could be as large as 60. On top of this large increase in search state space, the evalua­
tion of segment models is usually an order of magnitude more expensive than for HMM, 
since the evaluation involves several frames. Thus. th~ se2ment model is often implemented 
in a multipass search framework, as described in Chapter 13. 

Segment models have produced encouraging performance for small-vocabulary or iso­
lated recognition tasks [25, 44, 79]. However, their effectiveness on larS!e-vocabulary con­
tinuous speech recognition remains an open issue because of necessary compromises 10 

reduce the complexity of implementation. 

9.8.2.1. Parametric Trajectory Models 

Paramet~c trajectory models [25, 37] were first proposed to model a speech segment with 
curve-fittmg paramete Tb . . , ·on veclor 
X rs. ey approx1D1ate the D-dimensional acoust:Ic obsef\ an 

== (x,,x, •·· x ) by a pol ·a1 f • . • r x can be -• ' r ynoffil unction. Spec1ficall)'. the observaaon vecto , 
represented as • 

1 
I 
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0 c' N 
C1 I Cl .fo (r) 
.o c~ c; fi(t) x, ::CXF, +e,(1:J= 

( .i 

+e,(1:) (9.39) 

co c' 
, 

\' c; c· fv(t) D D D 

where the matrix C is the trajectory parameter matrix F. • th c •1 Nh . • d ( ) . • , is e 1am1 y of -order 
polynomial functions, an c, L 1s the residual fitting error. Equ"t· (9 39 

d I
. h · · " ion • ) can be 

regarded as mo e mg t e t11ne-varymg mean in the output distribut,·o f HMM . . . . . . n or an state. To 
simphfy computation, the d1stnbut1on of the residual error is oft d . . . . en assume to be an 
independent and 1d~nt1cally d1s_tnbuted random process with a normal distribution N(O,L). 
To accommodate diverse durations for the same segment the relative 1,·n t· 1• . . • ear 1me samp mg 
of the fixed traJectory 1s assumed [37]. 

Each segment M is characterized by a trajectory parameter matn·x c and • • . m covariance 
matrix rm. The hkehhood for each frame can be specified [46) as 

IC r, ) = exp {-tr [ (x, -CrnF, )L;,• (x, -C,,,F, )' J/2} 
P(x, m• ,,, '½ ½ (9.40) 

(2n) 2 I :Em I 2 

If we let F
1 

=(F,,,F;, .. ·,F1 _1)', then the likelihood for the whole acoustic observation vector 
can be expressed as 

_ exp{-rr[ (X-CmFr )l::1(X - CmF7 )' ]/2} 
P(XIC,,,,:Ern)- 0½ ½ 

(2n) 2 I !.:'" I 2 

(9.41) 

Multiple mixtures can also be applied to SM. Suppose segment Mis modeled by K tra­
jectory mixtures. The likelihood for the acoustic observation vector X becomes 

K 

L, wkpk(X I ck, 1:k) 
(9.42) 

L-,,1 

Hon et al. [47] showed that only a handful of target trajectories are needed for speaker­
independent recognition, in contrast to the many mixtures required for continuous Gaussian 
HMMs. This should support the phantom-trajectory argument involved in Figure 9.16. . 

The estimation of segment parameters can be accomplished by the EM algont~ 
described in Chapter 4. Assume a sample of L observation segments Xi, X2, .. ·,XL, with 

corresponding duration T. T. ... T are generated by the segment model M. The MLE for-
,' 2' ' L ' 

mulae using the EM algorithm are: 

(9.43) 
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{9.44) 

{9.45) 

(9.46) 

Parametric trajectory models have been succe~sfully applied to phone classification 
[25, 46) and word spotting [37], and offer a modestly improved performance over HMMs. 

9.8.2.2. Unified Frame- and Segment-Based Models 

The strengths of the HMM and the segment-model approaches are complementary. HMMs 
are very effective in modeling the subtle details of speech signals by using one state for each 
quasi-stationary region. However, the transitions between quasi-stationary regions arc 
largely neglected by HMMs· because of their short durations. In contrast, segment models 
are powerful in modeling the transitions and longer-range speech dynamics, but might need 
to give up the detailed modeling to assure trainability and tractability. It is possible to have a 
unified framework to combine both methods [47]. 

In the unified complementary framework, the acoustic model p(X; I W) can be con• 
sidered as two joint hidden processes, as in the following equation: 

p(XI W)= LLP(X,qh,q• I W) 
q~ q' 

(9.47) 

wher~. q~ represents the hidden process of the HMM and q' , the segment model. Toe 
conditional probability of the acoustic signal p(X I q' ,q'') can be further decomposed into 
two separate terms: 

p(X I q' ,qh) = p(X I q/r )p(X I q' )" (9.48) 

where a is a constant that is called segment-model weight The first term is the contJibution 
from n_o~al frame-based HMM evaluation. We further· assume for the second tenn [hat 
rl~cogmtmn ?f segment units can be perfonned by detecting and decoding a sequence of sD· 
ient events rn the acousti tr d cs earn that are statistically independent. In other wor s, 

p(X I q'): fl p(X, I q:-) (9.49) 
I 

where X, denotes the th segment. 
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We assume that the phone sequence and the phone b d • h . 
. oun anes ypothes1zed by HMMs and segment models agree with each other Based 

O 
th . d 

. . • n e m ependent-segment as-smnption, this leads to a segment duration model 35 

p(q' lq")= TTPU1,f;+1-IIX;) 
I (9.50) 

By treating the combination as a hidden-data problem, we can apply th d d. d 
. • . • h · . . e eco mg an 

iterative EM reest1mat1on t_e~ ntques h_ere. This unified framework enables both frame- and 
segment-based mode!s to Jomtly contribute to optimal segmentations, which leads to more 
efficient pruning ~urmg the search. The inclusion of the segment models does not require 
massive revisions m the decoder, because the segment model scores can be handled in the 
same manner as the language model scores; whereas the segment evaluation is performed at 
each segment boundary. 

Since subphonetic units are often used in HMMs to model the detailed quasi­
stationary speech region, the segment units should be used to model long-range transition. 
As studies have shown that phone transitions play an essential role in humans' perception, 
the phone-pair segment unit that spans over two adjacent phones can be used [47). Let e, 
and t; denote the phone and the starting time of the th segment, respectively. For a phone-pair 
(e,." e) segment between r, and r, • ., the segment likelihood can be computed as follows: 

(9.51) 

Rather than applying segment evaluation for every two phones, an overlapped evalua­
tion scheme can be used, as shown in Figure 9.17 (a), where a phone-pair segment model 
evaluation is applied at each phone boundary. The overlapped evaluation implies that each 
phone is evaluated twice in the overall score. Most importantly, the overlapped evaluation 
places constraints on overlapped regions to assure consistent trajectory transitions. This is an 
important feature, as trajectory mixtures prohibit phantom trajectories within a segment unit, 
but there is still no mechanism to prevent arbitrary trajectory transitions between adjacent 
segment units. 

Some phone-pairs might not have sufficient training data. Units containing silence 
might also have obscure trajectories due to the arbitrary duration of silence. As a result, a 

-~-~~ 

--11111111: 

(a) phone-pair segment models 

(b) two phone (monophone or 
gen. triphone) segment models 

Figure 9.17 Overlapped evaluation using (a) a phone-pair segment m~el, or (b) back-off to 
two phone units when the phone-pair (e;.1• e1) segment model does not exist (47]. 
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phone-pair unit (e;.,, e) can be backed off with two phone units as shown in Figure 9_17 
Th hone units can be context independent or context dependent [46]. Thus the b k(b). 

e p • ac ·off 
segment-model evaluation becomes: 

p(X, I q:) = f3 * p(xt I e;-1 )p(x;'. .. I e;) (9.52) 

where /3 is the back-off weight. generally small_er than 1.0. The use of back-off weight has 
the effect of giving more preference to phone-pair segment models than to two-phone-based 
back-off segment models. 

The phone-pair segment model outperformed the ~hone-pair HMM by more than 20% 
in a phone-pair classification experiment _[46]_. The um~ed frame~ork achieved about&% 
word-error-rate reduction on the WSJ dictation task m companson to the HMM-based 
Whisper [47]. 

9.9. CASE STUDY: WHISPER 

Microsoft's Whisper engine offers general-purpose speaker-independent continuous speech 
recognition (49]. Whisper can be used for command and control, dictation, and conversa­
tional applications. Whisper offers many features such as continuous speech recognition, 
speaker-independence with adaptation, and dynamic vocabulary. Whisper has a unified ar­
chitecture that can be scaled to meet different application and platform requirements. 

The Whisper system uses MFCC representations (see Chapter 6) and both first- and 
second-order delta MFCC coefficients. Two-mean cepstral normalization discussed in Chair 
ter 10 is used to eliminate channel distonion for improved robusmess. 

The HMM topology is a three-state left-to-right model for each phone. Senone models 
discussed in Section 9.4.3 are derived from both inter- and intraword context-dependent 
phones. The generic shared density function architecture can support either semicontinuous 
or continuous density hidden Markov models. 

The SCHMM has a multiple-feature front end. Independent codebooks are built for the 
MFCC, first-order delta MFCC, second-order delta MFCC, and power and first and second 

power, respectively - Deleted interpolation is used to interpolate output distributions of con· 
text-dependent and context-independent senones. All codebook means and covariance ma· 
trice~ are re~stimated together with the output distributions except the power covariance 
matnces, which are fixed. 

. The overall seno~e models can reduce the error rate significantly in comp~son co th; 
tnph_one or clustered tnphone model. The shared Markov state also makes it possible to u 
co~t.muous-density HMMs efficiently for large-vocabulary speech recognition. When_a suf· 
fic,e~t amount of training data becomes available the best performance is obtained w,lh !he 
c_ontmuous-density mixture HMM. Each senone has 20 mixtures, albeit such an error reduc· 
lion came at the c t f • ·fi · · os o s1gm _1cantly mcreased computational complexity• . bility 

_ We c~ further generalize sharing to the level of each individual Gaussian prob\ anY 
density function. Each Gaussian function is treated as the basic unit to be shared acros d 
Markov state. At this extr th • y more, an eme, ere is no need to use senones or shared states an 
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the shared probability density functions become the aco t' k 
• us ,c emels that c b d , rm any mixture function for any Markov state with ap . . an e use to 

tO propnate mixture • h p 
ter sharing is, thus, advanced from a phone unit to a Markov stat . ( weig ts. arame-

·t e unu senones) to a density 
component um . 

Regarding lexicon modeling. most words have one pron . . . . 
· h d" • unc,ation m the lexicon For 

words that are not mt e 1ct1onary, the LTS conversion is based on th d . . • . 
• • 1 • F e ec1s1on tree that is 

trained from the ex1stmg ex1con. or the purpose of efficiency th d' . . 
. , e 1ct1onary 1s used to 

store the most frequently used words. The L TS is only used for new d h 
fl 

wor s t at need to be 
added on the Y· 

For speaker adaptation, the diagonal variances and means are adapted using the MAP 
method. Whisper also uses MLLR to modify the mean vectors only. The MLLR 1 

Th 
. . . . . c asses are 

phone depen_dent. e tra~s1t1on probab1h1tes are context independent and they are not 
modified dunng the adaptation stage. 

The language model used in Whisper can be either the trigram or the context-free 
grammar. The difference is largely related to the decoder algorithm, as discussed in Chapter 
13. The trigram lexicon has the 60,000 most-frequent words extracted from a large text cor­
pus. Word selection is based on both the frequency and the word's part-of-speech infonna­
tion. For example, verbs and the inflected fonns have a higher weight than proper nouns in 
the selection process. 

Whisper's overall word recognition error rate for speaker-independent continuous 
speech recognition is about 7% for the standard DARPA business-news dictation test set. 
For isolated dictation with similar materials, the error rate is less than 3%. If speaker­
dependent data are available, it can further reduce the error rate by 15-30%, with less than 
30 minutes' speech from each person. The performance can be obtained real-time on today's 
PC systems. 

9.10. HISTORICAL PERSPECTIVE AND FURTHER READING 

The first machine to recognize speech was a commercial toy named Radio Rex manufac­
tured in the 1920s. Fueled by increased computing resources, acoustic-phonetic modeling 
has progressed significantly since then. Relative word error rates have been reduced by 10% 
every year, as illustrated in Figure 9. J 8, thanks to the use of HMMs, the availability of large 
spe~~~-and t_ext corpora, the establishment of standards for performance evaluation, and ad­
vances in computer technology. Before the HMM was established as the standard, there 
were many competing techniques, which can be traced back to the 1950s. Gold and Mor­
gan's book provides an excellent historical perspective [38]. 

The HMM is powerful in that. with the availability of training data, the parameters of 
the model can be estimated and adapted automatically to give optimal performance. There 
are many HMM-based state-of-the-art speech recognition systems [l, 12, 27, 34, 49, ~5• 72• 
73• 93, !08, 109, 112]. Alternatively we can first identify speech segments, then classify the 
seg ' . d Thi proach has produced com-ments and use the segment scores to recognize wor s. s ap . 
petit' • • . . . HMM b d systems m several small- to ive recogm11on performance that 1s s1m1lar to - ase 
medium-vocabulary tasks (115]. 
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Speech recognition systems attempt to model the sources of variability • 
. • dd' • MFC in sever I ways. At the level of signal representation, m a 1t1on to C, researchers h a 

· II • · ave deve1 oped representations that emphasize perceptua y important speaker-independent f • 
d h . . [4 eatures of 

the signal, and deemphasize speaker-depen ent c aractenst1cs 3]. Other methods b 
. . b'l ' [28 5 ased on linear discriminant analysis to improve class separa I tty , 4] and speaker nonn r . 

transfonnation to minimize speaker variations [51, 67, 86, 106, 107, 114] have :c~~t•on 
· d • • • I • be tr d b k t F • J • ieved limited success. Linear 1scnmmant ana ys1s can ace ac o is ier s linear d' . . . . . 

1 
. 1 1. th . . 1scr11111• 

nant [30], which proJects a d1mens1ona vector onto a smg e me at 1s onented tom . . . . b , ax1mne 
class separability. Its extension to speech recogmt1on can e 1ound in [65]. 

At the level of acoustic-phonetic modeling, we need to provide an accurate dista 
. th h . nee 

measure of the input feature vectors against e P onet1c or word models from the signal-
processing front end. Before the HMM was used, the most successful acoustic-phonetic 
model was based on the speech template where the feature vectors are stored as the model 
and dynamic-programming-based time warping was used to measure the distance between 
the input feature vectors and the word or phonetic templates [88, 94]. The biggest problem 
for template-based systems is that they are not as trainable as HMMs, since it is difficult to 
generate a template that is as representative as all the speech samples we have for the par­
ticular units of interest. 

25% -,------------------------
20% +-----------------Q-------1 

15% +---------b.==---------~----~ 
10% ~k:::::~~ _- _- ... --_..:::.:-...-;2:::0. ........ n:::::::::;:-~:::::::fi..-&--j 
5%+-----.:...;:=-.,__....., __ ~::..,---------~ 
0%......._ _____ _,__..,__..:...._ _ _!.__..,!__....!,__...l-_...L-_...L-_..:.....-1 

-+-RM C&C 

- ATIS Spontaneous Speech 

-ir- WSJ Read Speech 

-e- NAB Broadcast Speech 

Figure 9•18 HiStory of DARPA speech recognition word-error-rate benchmark evaluation re· 
suits from 1988 to 1999. There are four major tasks: the Resource Management command and 
control task (RM C&C 1000 d . . speech d . • wor s), the Air Travel Infonnauon System spontaneous 000 un ~~tanctmg task (ATIS, 2000 words), the Wall Street Journal dictation task (WSJ, ZO, 
wor s • aod the Broadcast News Transcription Task (NAB, 60,000 words) (80-84]-

. . Anolher approach that attracted many researchers is the knowledge-based one (hat 
ong~nated from the Artificial Intelligence research commu.nity. This approach requires ex­
tensive knowledge eng· • . t the com· meenng, which often led to many inconsistent rules. Due 0 
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Plexity of speech recognition, rule-based approaches generally h . cannot mate the perfonn-
ance of data-dnven approaches such as HMMs. which can automat" 11 . 
from a large amount of training data L l 05]. ,ca Y ex.tract saltent rules 

Senones are now widely used in many state.-of-the-art systems w d d 
1 b . . . or mo e s or allo-

phone models can also e built by concatenation of basic structures d b . 
· · · h fi ma e y states, transi-tions, and d1stnbut1ons sue as enones (8. 9) or senones [58). 

Segment models, as proposed by Roucos and Ostendorf [79 92] h . , . assume t at each 
variable-length segment 1s mapped to a fixed number of representative frames Th 1 . · ·1 h I-IMM • h • e resu tmg 
model is very s1m1 ar to t e wit a large number of states. Ostendorf published a 
comprehen~ive survey paper [77] on segment 1~odels. The parametric trajectory segment 
model was rntroduced by Deng et al. (25] and Gish et al. {37] independently. Gish's k · 

d 
. . . wor 1s 

very similar to o~r escnpt1~n m_ Section 9.8.2. I, which is based on Hon et al. [46, 47), 
where the evaluation _and_ estimation are more efficient because no individual polynomial 
fining is required for hkehhood computation. In addition to the phone-pair units described in 
this chapter, segment models have also been applied to phonetic units (25], subphonetic 
units [25], diphones (36], and syllables (78]. The dynamic model (24, 26] is probably the 
most aggressive attempt to impose a global transition constraint on the speech model. It uses 
the phonetic target theories on unobserved vocal-tract parameters, which are fed to an MLP 
to produce the observed acoustic data. 

Today, it is not uncommon to have tens of thousands of sentences available for system 
training and testing. These corpora pennit researchers to quantify the acoustic cues impor­
tant for phonetic contrasts and to detennine parameters of the recognizers in a statistically 
meaningful way. While many of these corpora were originally collected under the sponsor­
ship of the U.S. Defense Advanced Research Projects Agency (ARPA) to spur human lan­
guage technology development among its contractors [82], they have nevertheless gained 
international acceptance. Recognition of the need for shared resources led to the creation of 
the Linguistic Data Consortium (LDC)$ in the United States in 1992 to promote and support 
the widespread development and sharing of resources for human language technology. The 
LDC supports various corpus development activities and distributes corpora obtained _from a 
variety of sources. Currently, LDC distributes about twenty different speech corpora includ­
ing those cited above, comprising many hundreds of hours of speec~. The availab!lity of a 
large body of data in the public domain, coupled with the specificat1?n ~f evaluation s~­
dards, has resulted in unifonn documentation of test results, thus contnbutmg to greater reli­
ability in monitoring progress. 

To further improve the performance of acoustic-phonetic models, we need a r~?ust 

5Y5tem so that perfonnance degrades gracefully (rather than catastrophically) as cond1uons 
diverge from those under which it was trained. The best approach is likely to have syStems 
continuously adapted to changing conditions (new speakers, microphone, task,_ et~.). Such 
ad • . b d dels word pronunc1attons, lan-aptatton can occur at many levels m systems, su wor mo ' . di 
guage models, and so on. We also need to make the system portable, so that we can rapif~ Y 
de • . • A nt systems tend to su ,er Sign, develop, and deploy systems for new apphcauons. t prese • 

'http://www.cis.upenn.edu/ldc 
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. 'fi t degradation when moved to a new task. In order to retain peak performa sigm 1can . . . nee, they 
t be trained on examples specific to the new task, which 1s time consuming and 

mus 1 h' expen. 
. In the new task system users may not know exact y w 1ch words are in the s1ve. • system 

vocabulary. This leads to a certain percentage of out-of-vocabulary words in natural ct· 
th d f d 

. con 1-
tions. Currently, systems lack a very robust me o . o etectmg ~uch out-of ~vocabul 
words. These words often are inaccurately mapped mto the words m the system, caus: 
unacceptable errors. 

An introduction to all aspects of acoustic modeling can be found in Spoken Dialo 
• S h R • • [8 gues with Computers [76] and Fundamentals oj peec ecogmtwn 7). A good treatment of 

HMM-based speech recognition is give~ _in [52, 60, 105]. Bourlard and Morgan's book [IS] 
is a good introduction to speech recogmuon based on neural networks. There are a range of 
applications such as predictive networks that estimate each frame's acoustic vector, given 
the history [69, 104] and nonlinear transformation of observation vectors [13, 53, 101). 

You can find tools to build acoustic models from Carnegie Mellon University's speech 
open source Web site.6 This site contains the release of CMU's Sphinx acoustic modeling 
toolkit and documentation. A version of Microsoft's Whisper system can be found in the 
Microsoft Speech SDK.

1 
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CHAPTER 1 1 

Language Modeling 

Acoustic pattern matching, as discussed in 
Chapter 9, and knowledge about language are equally important in recognizing and under­
s_tanding natural speech. Lexical knowledge (i.e., vocabulary definition and word pronuncia­
llon) is required, as are the syntax and semantics of the language (the rules that detennine 
what sequences of words are grammatically well-formed and meaningful). In addition, 
knowledge of the pragmatics of language (the structure of extended discourse, and what 
people are likely to say in particular contexts) can be important to achieving the goal of spo­
ken language understanding systems. In practical speech recognition, it may be impossible 
to separate the use of these different levels of knowledge, since they are often tightly inte­
grated. 

In this chapter we review the basic concept of Chomsky's fonnal language theory and 
the probabilistic language model. For the formal language model, two things are fundamen-
tal· th • "fi • f th e. _e _grammar and the parsing algorithm. The grammar_ ts a _fonnal spec, teat.Ion° . e 
p nnissible structures for the language. The parsing technique 1s the method of analyzi_ng 
lhe sentence to see if its structure is compliant with the grammar. With the advent of bodies 
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?f text (corpora) that have had their structures hand-annotated, it is now possible to general­
ize the formal grammar to include accurate probabilities. Furthennore, the probabilistic rela­
ti~nship among a sequence of words can be directly derived and modeled from the corpora 
with the so-called stochastic language models, such as n-gram, avoiding the need to create 
broad coverage fonnal grammars. Stochastic language models play a critical role in building 
a working spoken language system, and we discuss a number of important issues associated 
with them. 

11.1. FORMAL LANGUAGE THEORY 

In constructing a syntactic grammar for a language, it is important to consider the generality, 
the selectivity, and the understandability of the grammar. The generality and selectivity ba­
sically detennine the range of sentences the grammar accepts and rejects. The understand­
ability is important, since it is up to the authors of the system to create and maintain the 
grammar. For SLU systems described in Chapter 17, we need to have a grammar that covers 
and generalizes to most of the typical sentences for an application. The system also needs to 
distinguish the kind of sentences for different actions in a given application. Without under­
standability, it is almost impossible to improve a practical SLU system since it typically 
involves a large number of developers to maintain and refine the grammar. 

The most common way ofrepresenting the grammatical structure of a sentence, "Mary 
loves that person, " is by using a tree, as illustrated in Figure 11.1. The node labeled S is the 
parent node of the nodes labeled NP and VP for noun phrase and verb phrase, respectively. 
The VP node is the parent node of node Jl.-for verb. Each leaf is associated with the word 

Rewrite Rules: 

1. s-NPVP 
2. VP-.. VNP 
3. vp ...... AUX VP 
4. NP➔ ARTNPI 
5. NP_,,_ ADJ NP I 
6. NPJ-ADJNPI 
7. NPJ➔ N 
8. NP- NAME 
9. NP-,. PRON 
JO. NAME- Mary 
11. V ..,.. loves 
12. ADJ- that 
I 3. N-;. person 

person 

Figure 11.1 A tree representation ofa sentence and its corresponding grammar. 
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in the sentence to be analyzed. To construct such a tree for _ 
a sentence, we must know the 

structure of the language so that a set of rewrite rules can b d d . 
. 1 . . e use to escn be what tree 

structures aie allowab e. These rules, as illustrated in Figure 11 1 d . . 
d d . . , etermme that a certain 

symbol may be expan e m the tree by a sequence of symbols Th . 
· · h • . • e grammatrcal structure 

helps in determ1111ng I e meaning ol the sentence It tells us th t 1 • 1 . .. ,. • a t iat m l 1e sentence modi-
fies person. Mary loves that person. 

11.1.1. Chomsky Hierarchy 

In Chomsky's formal _language theory [I,_ 14, 15], a grammar is defined as G = ( v, T. P, S). 
where Vand Tare fimte sets of 11on-term111afs and terminals, respectively. v contains all the 
"?n-termi11al_ symbols. We often use upper-case symbols to denote them. In the example 
discussed here, S,_ NP, NP I, VP, NAME, ADJ, N, and V are non-tenninal symbols. The ter­

minal set T contains Mary, loves, that, and person, which are often denoted with tower-case 
symbols. P is a finite set of production (rewrite) rules, as illustrated in the rewrite rules in 
Figure 11.1. Sis a special non-terminal, called the start symbol. 

The language to be analyzed is essentially a string of terminal symbols, such as "Mary 
loves that person." It is produced by applying production rules sequentially to the start sym­
bol. The production rule is of the form a ➔ f3 , where a and f3 are arbitrary strings of 
grammar symbols V and T, and the a must not be empty. In formal language theory, four 
major languages and their associated grammars are hierarchically structured. They are re­
ferred to as the Chomsky hierarchy [I] as defined in Table l l. I. There are four kinds of 
automata that can accept the languages produced by these four types of grammars. Among 
these automata, the finite-state automaton is not only the mathematical device used to im­
plement the regular grammar but also one of the most significant tools in computational lin­
guistics. Variations of automata such as finite-state transducers, hidden Markov models, and 
n-gram models are important examples in spoken language processing. 

These grammatical formulations can be compared according to their generative capac­
ity, i.e., the range that the formalism can cover. While there is evidence that natural lan­
guages are at least weakly context sensitive, the context-sensitive requirements are rare in 
practice. The context-free grammar (CFG) is a very important structure for dealing with 
both machine language and natural language. CFGs are not only powerful enough to de­
scribe most of the structure in spoken language,' but also restrictive enou_gh to have effici~nt 
parsers to analyze natural sentences. Since CFGs offer a good compromise between pa:smg 
efficiency and power in representing the strocture of the language, they have been wrd~ly 
applied to natural language processing. Alternatively, regular grammru:s, as re~resented with 
a finite-state machine, can be applied to more restricted applications. Smee fimt~-state_ gram­
mars are a subset of the more general context-free grammar, we focus our d1scuss1on on 
context-free grammars only, although the parsing algorithm for finite-state grammars can be 
more efficient. 

- -------------
' Th • d' p II dGazdar[54] 

e effort to prove natural languages are not context-free is summanzc 111 u um an • 
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Table 11.1 Chomsky hierarchy and the corresponding machine that accepts the language, 

Types Constraints Automata 
Phrase structure a ➔ fJ . This is the most general Turing machine 
grammar ~rammar. 
Context-sensitive A subset of the phrase structure Linear bounded 
grammar grammar. laJ sjfjl, where I.I indicates automata 

the length of the string. 

Context-free gram- A subset of the context sensitive Push down automata 
mar (CFG) grammar. The production rule is 

A ➔ fJ , where A is a non-terminal. 

This production rule is shown to be 
equivalent to Chomsky normal form: 
A ➔ wand A ➔ BC , where w is a 

tenninal and B, Care non-terminals. 

Regular grammar A subset of the CFG. The production Finite-state auto-
rule is expressed as: A ➔ w mata 
and A ➔ wB. 

As discussed in Section 11.1.2, a parsing algorithm offers a procedure that searches 
through various ways of combining grammatical rules to find a combination that generates a 
tree to illustrate the structure of the input sentence, which is similar to the search problem ia 
speech recognition. The result of the parsing algorithm is a parse tree/ which can be re­
garded as a record of the CFG rules that account for the structure of the sentence. In other 
words, if we parse the sentence, working either top-down from S or bottom-up from each 
word, we automatically derive something that is similar to the tree representation, as illus­
trated in Figure I I. I. 

A push-down automaton is also called a recursive transition network (RTN), which is 
an alternative fonnalism to describe context-free grammars. A transition network consists of 
nodes and labeled arcs. One of the nodes is specified as the initial state S. Starting at the 
initial state, we traverse an arc if the current word in the sentence is in the category on lhe 
arc. If the arc is followed, the current word is updated to the next word. A phrase can be 
parsed if there is a path from the starting node to a pop arc that indicates a complete parse 
for all the words in the phrase. Simple transition networks without recursion are often called 
finite-state machines (FSM). Finite-state machines are equivalent in expressive power to 
regular grammars and, thus, are not powerful enough to describe all languages that can ~ 
described by CFGs. Chapter 12 has a more detailed discussion on RTNs and FSMs used '

0 

speech recognition. 

' Th I . In practice, a e resu t can be more than one parse tree since natural language sentences are often ambiguous. as 
• I ·th • mong thell1, P~mg a ~on m should not only consider all the possible parse trees but also provide a ranking a 

discussed m Chapter 17. 
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11.1.2. Chart Parsing for Context-Free Grammars 

Since Chomsky introduced the notion of context-free grammars - th 1950 . 
· h • · m e s, a vast litera-

ture has ansen on t e parsmg algorithms. Most parsing algorith d 1 . 
. ms were eve oped m com-

puter science to analyze programmmg languages that are not a b' • h 
. . m 1guous m t e way that 

spoken ~anguage 1s [I, 32]. We discuss only the most relevant materials that are fundamental 
to buildmg spoken language systems, namely the chart parser for the cont t fi 

. . . . ex - ree grammar. 
This algonthm has been widely used m state-of-the-art spoken language d t d. 

tems. 
, un ers an mg sys-

11.1.2.1. Top Down or Bottom Up? 

Parsing is a special case of the search problem generally encountered in speech recognition. 

A parsing algorithm offers a procedure that searches through various ways of combining 

grammatical rules to find a combination that generates a tree to describe the structure of the 

input sentence, as illustrated in Figure 11.1. The search procedure can start from the root of 

the tree with the S symbol, attempting to rewrite it into a sequence of tenninal symbols that 

matches the words in the input sentence, which is based on goal-directed search. Alterna­

tively, the search procedure can start from the words in the input sentence and identify a 

word sequence that matches some non-terminal symbol. The bottom-up procedure can be 

repeated with partially parsed symbols until the root of the tree or the start symbol S is iden­

tified. This data-directed search has been widely used in practical SLU systems. 

A top-down approach starts with the S symbol, then searches through different ways to 

rewrite the symbols until the input sentence is generated, or until all possibilities have been 

examined. A grammar is said to accept a sentence if there is a sequence of rules that allow 

us to rewrite the start symbol into the sentence. For the grammar in Figure I I.I, a sequence 

ofrewrite rules can be illustrated as follows: 
s 
➔ NP VP (rewriting S using S➔NP) 

➔NAME VP (rewriting NP using NP➔NAME) 

➔Mary VP (rewriting NAME using NAME➔Mary) 

➔Mary loves that person (rewriting N using N➔person_) . 
Alternatively, we can take a bottom-up approach to start with the words m t~e _mput 

sentence and use the rewrite rules backward to reduce the sequence of symb~ls until 11 ~e­
comes S. The left-hand side of each rule is used to rewrite the symbol on the nght-hand side 

as follows: 
➔NAME loves that person (rewriting Mary using NAME➔Mary) 
➔NAME V that person (rewriting loves using V➔loves) 

➔NP VP 

➔S (rewriting NP using S➔NP VP) 



550 Language Modeling 

A parsing algorithm must systematically explore every possible state that repr 
. . If . k I esents the intermediate node m the parsmg tree. a m1sta e occurs ear y on in choosing th 

1 
that rewrites S, the intennediate parser results can be quite wasteful if the number oferu:: 
becomes large. 

The main difference between top-down and bottom-up parsers is the way the granun 
rules are used. For example, consider the rule NP-+ADJ NP 1. In a top-down approach t:r 
rule is used to identify an NP by looking for the sequence ADJ NP I. Top-down parsing' c/ 
be very predictive. A phrase or a word may be ambiguous in isolation. The top-down ap~ 
proach may prevent some ungrammatical combinations from consideration. It never wastes 
time exploring trees that cannot result in an S. On the other hand, it may predict many dif­
ferent constituents that do not have a match to the input sentence and rebuild large constitu­
ents again and again. For example, when the grammar is left-recursive (i.e., it contains a 
non-terminal category that has a derivation that includes itself anywhere along its leftmost 
branch), the top-down approach can lead a top-down, depth-first left-to-right parser to recur­
sively expand the same non-terminal over again in exactly the same way. This causes an 
infinite expansion of trees. In contrast, a bottom-up parser takes a sequence ADJ NP/ and 
identifies it as an NP according to the rule. The basic operation in bottom-up parsing is to 
take a sequence of symbols and match it to the right-hand side of the rules. It checks the 
input only once, and only builds each constituent exactly once. However, it may build up 
trees that have no hope of leading to S since it never suggests trees that are not at least lo­
cally grounded in the actual input. Since bottom-up parsing is similar to top-down parsing in 
terms of overall performance and is particularly suitable for robust spoken language process­
ing as described in Chapter 17, we use the bottom-up method as our example to understand 
the key concept in the next section. 

11.1.2.2. Bottom-Up Chart Parsing 

As a standard search procedure, the state of the search consists of a symbol list, starting with 
the words in the sentence. Successor states can be generated by exploring all possible ways 
to replace a sequence of symbols that matches the right-hand side of a grammar rule with its 
left-hand side symbol. A simple-minded solution enumerates all the possible matches, lead­
ing to prohibitively expensive computational complexity. To avoid this problem, it is neces­
sary to store partially parsed results of the matching, thereby eliminating duplicate ~ork. 
This is the same technique that has been widely used in dynamic programming, as descn~ed 
in Chapter 8. Since chart parsing does not need to be from left to right, it is more efficient 
than the graph search algorithm discussed in Chapter I 2, which can be used to parse tbe 
input sentence from left to right. 

A data structure, called a chart, is used to allow the parser to store the partial res.ults of 
the matching. The chart data structure maintains not only the records of all the constJ.tUents 
derived from the sentence so far in the parse tree but also the records of rules that have 
matched partially but are still incomplete. These ;re called active arcs. Here, matches arhe 
1 'd d fr h • • b' h resent t e a ways cons1 ere om t e pomt of view of some active constituents, w 1c rep 
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bparts that the input sentence can be divided into according to ti . 1 . su . 1e rewrite ru es Acltve 
nstituents are stored m a data structure called an agenda To fiild •1 co . . . . . • grammar ru es that 

match a stnng mvolvmg the active constituent, we need to identify rules that start with the 
active constituent or rul~s that have already been started by earlier active constituents and 

quire the current constituent to complete the rule or to extend the rule Th b • . re . . . . e as1c operat10n 
ofa chart-based pa~ser mvolves com_bmmg these partially matched records (active arcs) with 
a completed :onst1tuent to fo~n either a. new compl_eted constituent or a new partially 
matched (but mc~mplete) constituent that 1~ an extension of the original partially matched 
constituent. Just hke the gr~ph search algorithm, we can use either a depth-first or breadth­
first search strategy, depend mg on how the agenda is implemented. If we use probabilities or 
other heuristics, we take the best-first strategy discussed in Chapter 12 to select constituents 
from the agenda. The chart-parser process is defined more precisely in Algorithm J 1. l. It is 
possible to combine both top-down and bottom-up. The major difference is how the con­
stituents are used. 

ALGORITHM 11.1: A BOTTOM-UP CHART PARSER 

Step1: Initialization: Define a list called chart to store active arcs, and a list called an agenda 
to store active constituents until they are added to the chart. 
Step 2: Repeat: Repeat Step 2 to 7 until there is no input left. 
Step 3: Push and pop the agenda: If the agenda is empty, look up the interpretations of the 
next word in the input and push them to the agenda. Pop a constituent C from the agenda. If C 
corresponds to position from w; to w1 of the input sentence, we denote it C{i,j]. 
Step 4: Add C to the chart: Insert C[i,j] into the chart. 
Step 5: Add key-marked active arcs to the chart: For each rule in the grammar of the form 
x~c Y, add to the chart an active arc (partially matched constituent) of the form X[i,j]~°CY, 
where O denotes the critical position called the key that indicates that everything before O has 
been seen, but things after O are yet to be matched (incomplete constituent). 
Step 6: Move O forward: For any active arc of the form X{1,j]~ Y ... °C ... Z (everything before 
wI) in the chart, add a new active arc of the form X{1,j] ~ Y ... C0 

... Zto the chart. 
Step 7: Add new constituents to the agenda: For any active arc of the form X[1,/]~Y ... °C, 
add a new constituent of type Xf 1,j] to the agenda. . 
Step 8: Exit: If s-,: 1,n] is in the chart, where n is the length of the input sentence, we can exit 
successfully unless we want to find all possible interpretations of the sentence. The chart may 
contain many S structures covering the entire set of positions. 

Let us look at an example to see how the chart parser parses the sentence Mary loves 
rliat person using the grammar specified in Figure 11.1. We first create the cha~ and agenda 
data structure as illustrated in Figure 11 .2 (a), in which the leaves of the tree-hke char_t data 
Slructure corresponds to the position of each input word. The parent of each b~o_ck m :: 
chart covers from the position of the left child's corresponding starting word position to 
right h'ld' • • Th th t block in the chart covers c I s corresponding ending word pos1t1on. us, e roo 
the whole sentence from the first word Mary to the last word person. The chart parser scans 
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through the input words to match against possible rewrite rules in the grammar For th fi 
. . • e 1rst 

word, th~ rule Name~Ma,y can be matched,_ so 1t 1s added to the agenda according to Step 
3 

in Algorithm I I .1. In Step 4, Name~Ma,y 1s added to the chart from the agenda. After the 
word Mary is processed, we have Name~Ma,y, NP~Name, and S~NP0 VP in the chart 
illustrated in Figure l l.2 (b). NP0 VP in the chart indicates that O has reached the poin~ :~ 
which everything before 0 has been matched (in this case Mary matched NP) but everythin 
after O is yet to be parsed. The completed parsed chart is illustrated in Figure 11.2 (c). g 

A parser may assign one or more parsed structures to the sentence in the language it 
defines. If any sentence is assigned more than one such structure, the grammar is said to be 
ambiguous. Spoken language is, of course, ambiguous by nature.3 For example, we can have 
a sentence like Ma1J1 sold the student bags. It is unclear whether student should be the modi­
fier for bags or whether it means that Mary sold the bags to the student. 

Chart parsers can be fairly efficient simply because the same constituent is never con­
structed more than once. In the worst case, the chart parser builds every possible constituent 
between every possible pair of positions, leading to the worst-case computational complex­
ity of 0( n 3 ), where n is the length of the input sentence. This is still far more efficient than a 
straightforward brute-force search. 

In many practical tasks, we need only a partial parse or shallow parse of the input sen­
tence. You can use cascades of finite-state automata instead of CFGs. Relying on simple 
finite-state automata rather than full parsing makes such systems more efficient, although 
finite-state systems cannot model certain kinds of recursive rules, so that efficiency is traded 
for a certain lack of coverage. 

Name[l,l] ➔ Mary 

Mary loves that person 

(a) The chart is illustrated on the left, and the agenda is on the right. The agenda now has one 
rule in it according to Step 3, since the agenda is empty. 

, Th . .. J,/ , /ol'eS that e 5~.me parse tree can also mean multiple things, so a parse tree itself does not define mean mg. MOT') 

perso11 could be sarcastic and mean something different. 
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~12me➔ Mary 

< NP➔ Namc ~y 
Mary loves 

V[2,2]➔ loves 

that person 

(b) After Mary, the chart now has rules Name-+Mary, NP-+Name, and S-.+NP0 VP. 

(Jame➔ Mary' 
NP➔ Name y 

Mary loves that person 

553 

(c) The chart after the whole sentence is parsed. S➔ NP VP covers the whole sentence, indicating that 
thesenten • ce 1s parsed successfully by the grammar. 

Figure 11.2 An example of a chart parser with the grammar illustrated in Figure 1 l .1 . PartS (a) 
and (b) show the initial chan and agenda to parse the first word; part (c) shows tbe chart after 

lhe sentence is completely parsed. 
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11.2. STOCHASTIC LANGUAGE MODELS 

----­Language Mod 1· e rng 

Stochastic language models (SLM) tak_e_a probabilistic ~iewpoint oflanguage modeling. We 
need to accurately estimate the probab1hty P(W) for a given word sequence W == w w 
In the formal language theory discu~sed in Sectio~ 11.1, P(W) can be regarded as \ ~-~·;,if 
the word sequence is accepted or reJected, respectively, by the grammar. This may be ina _ 
propriate for spoken language systems, since the grammar.itself is unlikely to have a co!. 
plete coverage, not to mention that spoken language 1s often ungrammatical in real 
conversational applications. 

The key goal of SLM is to provide adequate probabilistic information so that likely 
word sequences should have a higher probability. This not only makes speech recognition 
more accurate but also helps to dramatically constrain the search space for speech recogni­
tion (see Chapters 12 and 13). Notice that SLM can have a wide coverage on all the possible 
word sequences, since probabilities are used to differentiate different word sequences. The 
most widely used SLM is the so call n-gram model discussed in this chapter. In fact, the 
CFG can be augmented as the bridge between the n-gram and the formal grammar if we can 
incorporate probabilities into the production rules, as discussed in the next section. 

11.2.1. Probabilistic Context-Free Grammars 

The CFG can be augmented with probability for each production rule. The advantages of 
probabilistic CFGs (PCFGs) lie in their ability to more accurately capture the embedded 
usage structure of spoken language to minimize syntactic ambiguity. The use of probability 
becomes increasingly important to discriminate many competing choices when the number 
of rules is large. 

In the PCFG, we have to address the parallel problems we discussed for HMMs in 
Chapter 8. The recognition problem is concerned with the computation of the probability of 
the start symbol S generating the word sequence W = w1, w2 .... wr, given the grammar G: 

P(S ⇒ WIG) (11.1) 

where ⇒ denotes a derivation sequence consisting of one or more steps. This is equivalent 
to the chart parser augmented with probabilities, as discussed in Section 11.1.2.2. 

The training problem is concerned with determining a set of rules G based on the 
training corpus and estimating the probability of each rule. If the set of rules is fixed, the 
simplest approach to deriving these probabilities is to count the number of times each rule is 
used in a corpus containing parsed sentences. We denote the probability of a rule A ➔ a by 
P(A ➔ alG). For instance, if there are m rules for left-hand side non-tenninal node 

A: A ➔ a 1, A ➔ a 2, •••A ➔ am, we can estimate the probability of these rules as follows: 

(11.2) 

i=l 

where C(.) denotes the number of times each rule is used. 
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When you have hand-annotated corpora, you can use the maximum likelihood estima­
tion as illustrated by Eq. (11.2) to derive the probabilities. When you don't have hand­
annotated corpora, _you ~an extend the EM algorithm (see Chapter 4) to derive these prob­
:1bilities. The algorithm 1s also known as the i11side-outside algorithm. As we discussed in 
Chapter 8, you can develop algorithms similar to the Viterbi algorithm to find the most 
likely parse tree that could have generated the sequence of words P(W) after these probabili­
ties are estimated. 

We can make certain independence assumptions about rule usage. Namely, we assume 
that the probability of a constituent being derived by a rule is independent of how the con­
stituent is used as a subconstituent. For instance, we assume that the probabilities of NP 
rules are the same no matter whether the NP is used for the subject or the object of a verb, 
although the assumptions are not valid in many cases. More specifically, let the word se­
quence W=w1, w2 . ••• wr be generated by a PCFG G, with rules in Chomsky normal form as 
discussed in Section 11 . 1.1: 

(11.3) 

where A,,, and An are two possible non-terminals that expand A; at different locations. The 
probability for these rules must satisfy the following constraint: 

L,P(Ai ➔ Am A,, I G) + L P(A1 ➔ W1 I G) = I, for all i ( 11.4) 
"'•" I 

Equation (II .4) simply means that all non-tenninals can generate either pairs of non­
tenninal symbols or a single terminal symbol, and all these production rules should satisfy 
the probability constraint. Analogous to the HMM forward and backward probabilities dis­
cussed in Chapter 8, we can define the inside and outside probabilities to facilitate the esti­
mation of these probabilities from the training data. 

A non-terminal symbol Ai can generate a sequence of words w i w i +l · •• w1c; we define 
the probability of lnside(j,A; ,k) = P(A; ⇒ w j w j +1 ... w1 I G) as the inside constituent pr~b­
ability, since it assigns a probability to the word sequence inside the constituent. The inside 
probability can be computed recursively. When only one word is emitted, the transition rule 
of the form A; ➔ w m applies. When there is more than one word, rules of the form 
1-i ➔ A.,A. must apply. The inside probability of inside(j, A;, k) can be expressed recur­
sively as follows: 

inside(J,A;,k)= P(A; => wiwi+l· .. w,d 
k-1 

= LLP(A; ➔ AmAn)P(Am ⇒ Wj ... w,)P(An ⇒ W1+1 .. • wk) 

11,m l=j 

le - I =LL P( A1 ➔ A,,, A,, )inside(}, A,,, , [)inside(/+ I, A11 , k) 
n,m l"'- j 

( l 1.5) 
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The inside probability is the sum of the probabilities of all derivations for the seer 
over the span of j to k. One possible derivation of the form can be drawn as a parse ~~: 
shown in Figure 11.3. 

Another useful probability is the outside probability for a non-terminal node A. cov 
, er-

ing w, to w,, in which they can be derived from the start symbol S, as illustrated in Figure 
11.4, together with the rest of the words in the sentence: 

(11.6) 

After the inside probabilities are computed bottom-up, we can compute the outside 
probabilities top-down. For each non-terminal symbol A,, there are one of two possible con­
figurations Am ➔ A,, A; or A111 ➔ A; A,, as illustrated in Figure 11.5. Thus, we need to con­
sider all the possible derivations of these two forms as follows: 

outside(s,A,,t) = P(S => w1 ... ws-i A, w,.1 ... w7) 

%P(Am ➔ A,,Ai)P(An => w, ... wJ_,)P(S=> w, ... w/-J Am w,+J'••Wr)+ l 
=I 

m,,. + t P(Am ➔ A,An)P(A,, => w1• 1 ••• w,)P(S => W1 ••• WJ-l Am w1+l' .. w7 )1 
,~1+1 

(11.7) 

J-1 

LP( Am ➔ An /4 )inside(/, A,,, s - 1 )outside(/, Am ,t) + 
= L l=IT 

m,n + L P(A,,, ➔ A,An)inside(t+l,An,l)outside(s, Am,/) 
/g1+1 

The inside and outside probabilities are used to compute the sentence probability as 
follows: 

P(S => w1 ••• wr) = .I,. inside(s, A;, t)outside(s, A;, t) 
I 

for any s ~ t 

Figure 11.3 Inside probability is computed recursively as sum of all the derivations. 

(11.8) 
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s 

w, 

Figure 11.4 Definition of the outside probability. 

Since outside(!, A;, T) i~ equal to 1 for the starting symbol only, the probability for the 
whole sentence can be conveniently computed using the inside probability alone as 

P(S =>WIG)= inside(!, S, T) (11.9) 

We are interested in the probability that a particular rule, A; ➔ Am A,, is used to cover 
a span ws ... wl' given the sentence and the grammar: 

e(i,m,n,s,t) = P(A, ⇒ w, ... w,,A; ➔ A,,,An IS ⇒ W,G) 

- l IP(A, ➔ An,A,, jG)inside(s,A,,,,k)inside(k+l,An,t)outside(s,A,,t) 
P(S => w I G) k=• 

(11.10) 

These conditional probabilities form the basis of the inside-outside algorithm, which is simi­
lar to the forward-backward algorithm discussed in Chapter 8. We can start with some initial 
probability estimates. For each sentence of training data, we detennine the inside and out­
side probabilities in order to compute, for each production rule, how likely it is that the pro­
duction rule is used as part of the derivation of that sentence. This gives us the number of 
counts for each production rule in each sentence. Summing these counts across sentences 
gives us an estimate of the total number of times each production rule is used to produce the 

s s 

Figure 11.5 Two possible configurations for a non-terminal node A;· 
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sentences in the training corpus. Dividing by the total counts of productions used for e h 
non-terminal gives us a new estimate of the probability of the production in the M~E 
framework. For example, we have: 

T-1 T L L~(i,m,n,s,t) 

P(A- ➔ A A I G) == ___:;s_::;l:.....:1-'=s'-'--+-.c_l ---
1 m n T-1 T (II.Ii) 

LL L~(i,m,n,s,f) 
111,11 s=l l=s-+-l 

In a similar manner, we can estimate P(A; ➔ w,,, I G). It is also possible to Jet the in­
side-outside algorithm fonnulate all the possible grammar production rules so that we can 
select rules with sufficient probability values. If there is no constraint, we may have too 
many greedy symbols that serve as possible non-terminals. In addition, the algorithm is 
guaranteed only to find a local maximum. It is often necessary to use prior knowledge about 
the task and the grammar to impose strong constraints to avoid these two problems. The 
chart parser discussed in Section 11.1.2 can be modified to accommodate PCFGs [29, 45]. 

One problem with the PCFG is that it assumes that the expansion of any one non­
terminal is independent of the expansion of other non-terminals. Thus each PCFG rule prob­
ability is multiplied together without considering the location of the node in the parse tree. 
This is against our intuition since there is a strong tendency toward the context-dependent 
expansion. Another problem is its lack of sensitivity to words, although lexical infonnation 
plays an important role in selecting the correct parsing of an ambiguous prepositional phrase 
attachment. In the PCFG, lexical information can only be represented via the probability of 
pre-terminal nodes, such as verb or noun, to be expanded lexically. You can add lexical de­
pendencies to PCFGs and make PCFG probabilities more sensitive to surrounding syntactic 
structure [6, 11, 19, 31, 45]. 

11.2.2. N-gram Language Models 

As covered earlier, a language model can be formulated as a probability distribution P(W) 
over word strings W that reflects how frequently a string W occurs as a sentence. For ex­
ample, for a language model describing spoken language, we might have P(hi) c: 0.ol, since 
perhaps one out of every hundred sentences a person speaks is hi. On the other hand, we 
would have P(lid gallops Changsha pop) = 0, since it is extremely unlikely anyone would 
utter such a strange string. 

P(W) can be decomposed as 

P(W) == P( w1 , w2 , ... , w n) 

== P(w1 )P(wzlwi)P(w3lw1, Wz ) .. • P(w"lw1' Wz , ... , wn-t) 
II 

== IT P(w;lw1,w2 , ... ,w;_1) 

i=I 

(11.12) 
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where P( IV; I w,, W2 ' ••• , w,_,) is the probab'.lity that w; will follow, given that the word se­
quence w,. w2, .. ·:. "';-1 wa~ presented pr~v1ously. In Eq. (11.12). the choice of IV; thus de­
pends on t!1e e_ntne past history o_f the input. For a vocabulary of size v there are vi-I 
different h1sto~1es and so, to_ specify P( w,-_l 1_11!, W2 • • •• , W;_,) completely, / values would 
have to be estunated. In reality, the probab1lit1es P(w -lw, w 11, ) are · 'bl t . . . . , . • 2, .. •, ;-1 1mposs1 e o 
estl•1113te for even moderate ,-alues of i, smce most h1stones w w ,,, are • . . . 1 , 2 • • • · , ., 1-1 unique or 
have occurred only a few limes. A practical solution to the above problems is to assume that 
P(wil w, , w2 , ... , w1_ 1) depends only on. some equivalence classes. The equivalence class 
can be simply based on the several previous words w,_N+i, w1_N+'.! , ... , w,_1. This leads to 
an II-gram language model. If the word depends on the previous two words, we have a tri­
gram: P( 1111 I w1_2 , w,-_1) .. Simil~rly, ~e can have unigram: P( 111

1 ), or bigram: P( w;I w1_ 1
) 

language models. The trigram 1s parl!cularly powerful, as most words have a strong depend­
ence on the previous two words, and it can be estimated reasonably well with an attainable 
corpus. 

In bigram models, we make the approximation that the probability of a word depends 
only on the identity of the immediately preceding word. To make P(w1 I w1_1) meaningful 
for;= l, we pad the beginning of the sentence with a distinguished token <s>; that is, we 
pretend Wo = <s>. In addition, to make the sum of the probabilities of all strings equal I, it is 
necessary to place a distinguished token <Is> at the end of the sentence. For example, to 
calculate P(Ma,y loves that person) we would take 

P(Mary loves that person)= 
P(M aryl<s> )P( 1 o veslM a1y )P( thatjloves )P(perso11 Ith a t)P( <ls>l,,erson) 

To estimate P( w
1 
I wi-1) , the frequency with which the word w1 occurs given that the 

last word is w . we simply count how often the sequence (w,_., li'1) occurs in some text 1-I • 
and nonnalize the count by the number of times w;_, occurs. 

In general, for a trigram model, the probability of a word de~ends on the two preced­
ing words. The trigram can be estimated by observing the frequencies or counts of the word 
pair C(w;-2, w,_

1
) and triplet C(w,_2 , W;_1, w1) as follows: 

(11.13) 

. 1 d • • corpus For n-gram models, The text available for building a model 1s cal e a trammg • . f E 
th . ·i1 · s of words The estimate o q. e amount of training data used is typically many mi ion . •. f b b·1·-
(I . • 1 b this assignment o pro a 1 1 

1.13) is based on the maximum likelihood pnncip e, ecause h · • d ta of all · . . • b b 'lity to t e tram mg a hes yields the trigram model that assigns the highest pro a 1 
poss·b1 • 1 e tngram_models. ode! as its order. This terminology 

We sometimes refer to the value n of an_ n-gram m dels are an instance. Jn particu-
comes from the area of Markov models, of which n-gram mo 
la M k model of order n-1. r, an n-gram model can be interpreted as a ar ov 
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Consider a small example. Let our training data S be comprised of the three sentences 
John read her book. I read a different book. John r~ad a book by Mu/an . and let us calculate 
P(John read a book) for the maximum likelihood b1gram model. We have 

C(< s >,John)_ 2 
P(Johnl<s>)= C(<s>) - 3 

C(John,read) _ 2 
P(readlJohn)= C(John) - 2 
P(alread)= C(read,a) =~ 

C(read) 3 

P(book I a)= C(a,book) = ..!_ 
C(a) 2 

C(book,<ls >) 2 
P(< Is >I book)= C(book) = 3 
These trigram probabilities help us estimate the probability for the sentence as: 

P(John read a book) 

= P(John I< s >)P(read I John)P(a I read)P(book I a)P(< Is >I book) 

.,. 0.148 

(11.14) 

If these three sentences are all the data we have available to use in training our lan­
guage model, the model is unlikely to generalize well to new sentences. For example, the 
sentence "Mulan read her book" should have a reasonable probability, but the trigram will 
give it a zero probability simply because we do not have a reliable estimate for 
P(reacflMulan ). 

Unlike linguistics, grammaticality is not a strong constraint in the n-gram language 
model. Even though the string is ungrammatical, we may still assign it a high probability if 11 

is small. 

11.3. COMPLEXITY MEASURE OF LANGUAGE MODELS 

Language can be thought of as an infonnation source whose outputs are words W; belonging 
to the vocabulary of the language. The most common metric for evaluating a language 
~~del is the word recognition error rate, which requires the participation of a speech re~og­
mtton syStem. Alternatively, we can measure the probability that the language model assi~s 
to teSt word strings without involving speech recognition systems. This is the derivative 
measure of cross-entropy known as test-set perplexity. 

. The mea~~re of cross-entropy is discussed in Chapter 3. Given a language model_ th: 
assigns probabthty P(W) to a word sequence W, we can derive a compression algonth 

that encodes the text W using - log2 P(W) bits. The cross-entropy H (W) of a model 
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P(w;l"';-n+I "" W;-1) on data W • with a sufficiently long word sequence, can be simply 
approximated as 

I 
H(W)=--log2 P(W) 

N.,,,. (11.15) 

where N w is the length of the text W measured in words. 
The perplexity PP(W) of a language model P(W) is defined as th · 1 f . . . . e rec1proca o the 

(geometric) average probab1hty assigned by the model to each word in the test set w. This 
is a measure, related to cross-entropy, known as test-set perplexity: 

PP(W)=2H(W) 
(11.16) 

The perplexity can be roughly interpreted as the geometric mean of the branching fac­
tor of the text when presented to the language model. The perplexity defined in Eq. (I 1.16) 
has two key paramet~rs:. a langua~~ model and a word sequence. The test-set4 perplexity 
evaluates the generalization capab1hty of the language model. The training-set perplexity 
measures how the language model fits the training data, like the likelihood. It is generally 
true that lower perplexity correlates with better recognition performance. This is because the 
perplexity is essentially a statistically weighted word branching measure on the test set. The 
higher the perplexity, the more branches the speech recognizer needs to consider statisti­
cally. 

While the perplexity [Eqs. (I 1. I 6) and (l l.15)] is easy to calculate for then-gram [Eq. 
(1 l.12)], it is slightly more complicated to compute for a probabilistic CFG. We can first 
parse the word sequence and use Eq. (11.9) to compute P(W) for the test-set perplexity. 
The perplexity can also be applied to nonstochastic models such as CFGs. We can assume 
they have a unifonn distribution in computing P(W). 

A language with higher perplexity means that the number of words branching from a 
previous word is larger on average. In this sense, perplexity is an indication of the complex­
ity of the language if we have an accurate estimate of P(W). For a given language, the dif­
ference between the perplexity of a language model and the true perplexity of the language 
is an indication of the quality of the model. The perplexity of a particular language model 
can change dramatically in terms of the vocabulary size, the number of states of grammar 
rules, and the estimated probabilities. A language model with perplexity X has rough!~ the 
same difficulty as another language model in which every word can be f~ll~wed by _x_ differ­
ent words with equal probabilities. Therefore, in the task of continuous d1~1t r~cogmt10~•- the 
perplexity is 10. Clearly, lower perplexity will generally have less confusion m recogmtlon. 
Typical perplexities yielded by n-gram models on English text range from about 50_ to al­
most 1000 (corresponding to cross-entropies from about 6 to 10 bi_~word), dependmg on 
the type of text. In the task of 5 0OO-word continuous speech recogmtlon for the Wall Street 
J ' d th b. rammar are re-ournal, the test-set perplexities of the trigram grammar an e igram g 

• W • . d and that from the training data to de-
. e often distinguish between the word sequence from the unseen teSt ata 

nve the language model. 
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b b t 128 and l76 respectively.~ In the tasks of 2000-word conversational Air 
ported to e a ou • f d • 

I 
~ t' System (A TIS) the test-set perplexity o the wor tngram model is typi-

Travel n,onna 10n , 
cally less than 20. • f b'J ' Since perplexity does not take into account acous~ic con usa I ity, we eventually have 
to measure speech recognition accuracy. For example, if the vocabulary of a speech recog­
nizer contains the E-set of English alphabet: B, C, D, E'. G, P,and T, we can define a CFG 

th h 1 
perplexity value of 7. Such a low perplexity does not guarantee we will have 

at as a ow . . . • f b'l' f 
good recognition perfonnance, because of the mtnns1c acoustic con usa 1 ity o the E-set. 

11.4. N-GRAM SMOOTHING 

One of the key problems in n-gram modeling is the inherent data sparseness of real training 
data. If the training corpus is not large enough, many actually possible word successions 
may n~t be well observed, leading to many extremely small probabilities. For example, with 
several-million-word collections of English text, more than 50% of trigrams occur only 
once, and more than 80% of trigrams occur less than five times. Smoothing is critical to 
make estimated probabilities robust for unseen data. If we consider the sentence Mu/an read 
a book in the example we discussed in Section 11.2.2, we have: 

di 
i,1 l ) C(Mulan,read) 0 P(rea 1V1U an = _;..,_ ___ --'- = -L C(Mulan, w) 1 

"' 

giving us P(Mulan read a book) = 0. 
Obviously, this is an underestimate for the probability of .. Mu/an read a book" since 

there is some probability that the sentence occurs in some test set. To show why it is impor­
tant to give this probability a nonzero value, we turn to the primary application for language 
models, speech recognition. In speech recognition, if P(W) is zero, the string W will never 
?e considered as a possible transcription, regardless of how unambiguous the acoustic signal 
ts. Thus, w_henever a string W such that P(W) = O occurs during a speech recognition task, 
an error will be made. Assigning all strings a nonzero probability helps prevent errors in 
spe~h rec~gni~on. This is the core issue of smoothing. Smoothing techniques adjust the 
maximum hkehhood estimate of probabilities to produce more robust probabilities for un· 
seen data, although the likelihood for the training data may be hurt slightly. 
. The name s~oo_thing comes from the fact that these techniques tend to make distribu-

tio_n~ _flatter, by adJustmg low probabilities such as zero probabilities upward, and high prob­
abi!Jues downward. Not only do smoothing methods generally prevent zero probabilities, 

·• Some experimental results show that th t . . r ample, French E 
1
. h 

1 1
. e e5t-set perplex1ues for different languages are comparable. ,-or ex 

, ng 1s . ta 1an and Gennan hav b' per cor-
pora. l!alian has a much h' h ~ a igra":1 teSl-set perple11ity in the range of 95 to 133 for newspa h' h 
numbe f ~ . rg er perplexity reduct10n (a factor of 2) from bigram to trigram because of the ig 

r o ,uncuon words. The trigra 1 • . . m perp ex,ty ofltahan 1s among the lowest in these languages [34]. 
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h Y also attempt to improve the accuracy of the model 
but t e as a whole Wh 

b bl.lity is estimated from few counts, smoothing has the pot 1. 1 . • . enever a 
Pro a . en 1a to s1gn1 fie ti • 

the estimation so that 1t has better generalization capability an Y im-prove . . . 
To give an example, one simple smooth mg technique is to pret d h . 

Ore than it actually does, yielding en eac btgram occurs 
0ncem 

_ 1 + C(w,._1, w;) _ 1 + C(wi-1, w,.) 
P(w;lw;-1)- ~ - ~ 

~(l+C(w1_1,w;)) V+ ~C(l1';_1,w,-) (11.17) 

where vis the size of the vocabulary. In prac_tice, vocabularies are typically fixed to be tens 
of thousands of words or less. All words not m th~ vocabulary are mapped 10 a single word, 
usually called the unknown word. Let us reconsider the previous example using this new 
distribution, and let us take our vocabulary V to be the set of all words occurring in the train­
ing data S, so that we have V = 11 (with both <s> and </s> ). 

For the sentence John read a book, we now have 

P(John read a book) 

= P(John I</ s >)P(read I John)P(a I read)P(book I a)P(< Is >I book) 

"'0.00035 

(I 1.18) 

In other words, we estimate that the sentence John read a book occurs about once 
every three thousand sentences. This is more reasonable than the maximum likelihood esti­
mate of0.148 ofEq. (11.14). For the sentence Mu/an read a book, we have 

P(Mulan read a book) 

=P(Mulan I</ s >)P(read I Mulan)P(a I read)P(book I a)P(< Is >I book) 

== 0.000084 

(11.19) 

Again, this is more reasonable than the zero probability assigned by the maximum 
likelihood model. In general, most existing smoothing algorithms can be described with the 
following equation: 

~-,h(w; I w,_n+1 ·•·W;-1) 

=={a(w; I w,_n+1···W;-1) 

r(wl-n+1···w1-1)P.moo1h(W1 I W;-n+2···w,_,) 

if C(w,_n+i ···w,)>O 

if C(w,-n+i···w;)=O 

(11 .20) 

0 T~at is, if an n-gram has a nonzero count we use the distribution a( w,-1 wi-n+1 • •• W;-1 ~. 

w~herwise, we backoff to the lower-order n-gram distribution Psm~!h (wi I ~i-~+2 • :· W;;~~ 
ere the scaling factor y(w. w . ) is chosen to make the cond1tional d1stnbution 

to one W ,-n+J •· · ,-1 b k .« odels 
• e refer to algorithms that fall directly in this framework as ac 011 m • 
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Several other smoothing algorithms are expressed as the linear interpolation of higher­

and lower-order n-gram models as: 

P,,,,00,1,(w, I Wi-nw .. w;-1) 
= A.PML (w, I Wl-n+I .•. W1_1) + (l-1)~moo1I,( w, I Wi-n+2···W1-1) 

(11.21) 

where A is the interpolation weight that depends on w,_n+1 ••• wi-1 • We refer to models of this 

fonn as interpolated models. . . 
The key difference between backoff and mterpolate~ models_ 1s that for the probability 

of n-grams with nonzero counts, interpolated models use mfo~ahon from lower-order dis­
tributions while backoff models do not. In both backoff and interpolated models, lower­
order distributions are used in determining the probability of n-grams with zero counts. 
Now, we discuss several backoff and interpolated smoothing methods. Performance com­
parison of these techniques in real speech recognition applications is discussed in Section 

11.4.4. 

11.4.1. Deleted Interpolation Smoothing 

Consider the case of constructing a bigram model on training data where we have that 
C(enliven you) = 0 and C(en/iven thou) = 0. Then, according to both additive smoothing of 
Eq. (I 1.17), we have P(youlenliven) = P(thoulenliven). However, intuitively we should have 
P(youlenliven) > P(thoulen/iven), because the word you is much more common than the 
word thou in modem English. To capture this behavior, we can interpolate the bigram model 
with a unigram model. A unigram model conditions the probability of a word on no other 
words, and just reflects the frequency of that word in text. We can linearly interpolate a bi­
gram model and a unigram model as follows: 

(11.22) 

where OS AS 1. Because P(youlenliven) = P(thoulenliven)=O while presumably P(you) > 
P(thou), we will have that ~(you I enliven)> P,(thou I enliven) as desired. 

In general, it is useful to interpolate higher-order n-gram models with lower-order n­
gram models, because when there is insufficient data to estimate a probability in the higher­
order model, the lower-order model can often provide useful information. An elegant way of 
perfonning this interpolation is given as follows 

P1 (wi lwi-n+l ••• W;-1) 

=A.,,,-n ♦l,_w,_,P (wdw1-n+l···"'1-1)+(l-A.II' W· )P1(w.1w. +2···W1-1) 
1-,,+1~ . ,-1 , r-n 

(11.23) 

That is, the nth-0rder. smoo~ed model is defined recursively as a linear interpolation 
~etween the nth-order maximum likelihood model and the (n-l)th-order smoothed model. 

0 end the recursion, we can take the smoothed first-order model to be the maximum likeli-
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hood distribution (unigram), or we can take the smoothed zeroth- d d . 
• · • ff fi d p ( I or er mo el to be the uni-

form d1stnbu~10n. iven a ixe_ W; wi-11+1: •• wi-1 } ' it is possible lo search efficient! f◄ 
the interpolatt0n parameters usmg the deleted mterpolation method d' d . Y or 

. h • I , . . iscusse in Chapter 9 
Notice that t e optima 11,,,. ., " is different for different h1'sto . • ·~ ... ,... nes w w For 

example, for a context we have seen thousands of limes a high A .11 b . 1-•+1 "· ,'-1 • 
. • • • . . . . ' wi e suitable, since the 

higher-order d1stnbutton ts very reltable, tor a history that has occu d 1 . . . . rre on y once, a lower X. 
is appropnate. Trammg each parameter it . . independently can b h fi 1. . "·:-•" ..... ,., e arm u , we need an 
enormous amount of data to tram so many mdependent parameters accurate! 0 'b'I 

. · · h ~ · . y. ne posst 1 -
ity rs to d1v1d~ t e "·1•;~,. ...... ,... mto a moderate number of partitions or buckets, constraining 
all ,\.,_ ..... ,., m the same bucket_ to have the same value, thereby reducing the number of 
independent .parameters to b~ estimated. Ideal!~, we should tie together those A,,. .,. that 
we have a pnor reason to believe should have similar values. • .......... ,... 

11.4.2. Backoff S_moothing 

Backoff smoothing is attractive because it is easy to implement for practical speech recogni­
tion systems. The Katz backoff model is the canonical example we discuss in this section. It 
is based on the Good-Turing smoothing principle. 

11.4.2.1. Good-Turing Estimates and Katz Smoothing 

The Good-Turing estimate is a smoothing technique to deal with infrequent n-grams. It is 
not used by itself for n-gram smoothing, because it does not include the combination of 
higher-order models with lower-order models necessary for good performance. However, it 
is used as a tool in several smoothing techniques. The basic idea is to partition n-grams into 
groups depending on their frequency (i.e. how many time the n-grams appear in the training 
data) such that the parameter can be smoothed based on n-gram frequency. 

The Good-Turing estimate states that for any n-gram that occurs r times, we should 
pretend that it occurs r • times as follows: 

(11.24} 

w~ere n, is the number of n-grams that occur exactly r times in _the training data. To convert 
thts count to a probability, we just nonnalize: for an n-gram a with r counts, we take 

( 11.25} 

~ -
.. .. ~ • N • ual to the 

where N == L n,r •. Notice that N = I,n,r = L (r + l)nr+I = ~ n,r' 1.e., IS eq 
r=O r=O r=O 

original number of counts in the distribution [28]. 
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. d the intuitions of the Good-Turing estimate by adding the 
Katz smoothing exlen s &] . 
. . . h d models with lower-order models [3 - Take the btgram as our 

combmauon of h1g er-or er • • fi 
1 . gested using the Good-Turing estimate or nonzero counts as 

example, Katz smoot 11ng sug 
follows: 

( d r ifr>O 
c· ( w,_, w,) == l.;( w,_, )P( W;) ifr=O 

(11.26) 

h d • xi·mately equal to r• Ir. That is, all bigrams with a nonzero count r are w ere , 1s appro . . . 
d

. d d"ng to a discount ratio d which tmphes that the counts subtracted from 1scounte accor 1 r, . . 
the nonzero counts are distributed among the zero-count b1grams a~cordmg to the next 
lower-order distribution, e.g., the unigram mode~. The valu~ a( w,_, ) 1s chosen to equalize 
the total number of counts in the distribution, 1.e., L ... , C ( w,_, w, ~ = L,.; C: ( w1_ 1 w1) • The 
appropriate value for a(w,_1) is computed so that the smoothed btgram satisfies the prob-

ability constraint: 

(11.27) 

To calculate P • ( wil w,-_1) from the corrected count, we just nonnalize: 

( 11.28) 

In Katz implementation, the d, are calculated as follows: large counts are taken to be 
reliable, so they are not discounted. In particular, Katz takes dr = 1 for all r > k for some k, 
say kin the range of 5 to 8. The discount ratios for the lower counts r ~ k are derived from 
the Good-Turing estimate applied to the global bigram distribution; that is, n, in Eq. (1 I .24) 
denotes the total number of bigrams that occur exactly r times in the training data. These d, 
are chosen such that 

• the resulting discounts are proportional to the discounts predicted by the 
Good-Turing estimate, and 

• the total number of counts discounted in the global bigram distribution is 
equal to the total number of counts that should be assigned to bigrams with 
zero counts according to the Good-Turing estimate. 

The first constraint corresponds to the following equation: 
. 

r 
d, =µ­

r 
(11.29) 
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"'or 1• e {l ... k} with some constant µ . The Good Tu • . 
1• ' - rmg estimate pred' ts h 
n1

ass assigned to bigrams with zero counts is n1 ic t at the total 
no ;-= n, ' and the second constraint corre-

sponds to the equation o 

k 

~n,.(1-d,.)r=n1 

r=l 

Based on Eq. ( 11 .30), the unique solution is given by: 

111 
d, = --( k-+-1 )-"-nk_+_I _ 

n1 

(11.30) 

(11.31) 

Katz smoothing for higher-order 11-gram models is defined analogously. The Katz n­
gram backoff model is defined in tem1s of the Katz (n-1 )-gram model. To end the recursion, 
the Katz unigram model is taken to be the maximum likelihood unigram model. It is usually 
necessary to smooth n, when using the Good-Turing estimate, e.g., for those n, that are 
very low. However, in Katz smoothing this is not essential because the Good-Turing esti­
mate is used only for small counts r<=k, and n, is generally fairly high for these values of r. 
The procedure of Katz smoothing can be summarized as in Algorithm 11.2. 

In fact, the Katz backoff model can be expressed in terms of the interpolated model 
defined in Eq. ( 11.23 ), in which the interpolation weight is obtained via Eq. (I 1.26) and 
( 11.27). 

ALGORITHM 11.2: KATZ SMOOTHING 

{

C( wH w,) IC( w,_1) 

PK.,: ( W; I w,_1) = d, C( w1_ 1 w,) IC( W;_1) 

a(w,_1 )P(w;) 

• 
r (k + ])nk+I 

ifr >k 

if k ~ r > 0 

ifr = 0 

where d == r n1 
, 1- (k+l)nk+l 

and a( w;_,) = 1 _·~ P(w.) 
L... M',, r >0 I 

n, 
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11.4.2.2. Alternative Backoff Models 

In a similar manner to the Katz backoff model, there are other ways to discount the b . 
't F • t b I t d • • • I pro ab11-1 y mass. or ms ance, a so u e zscountmg mvo ves su~tractin~ a fixed discount D <== 1 
from each nonzero count. _If we express the absolute d1scountmg in term of inte 0 
models, we have the following: rp lated 

(11.32) 

To make this distribution sum to l, we nonnalize it to determine J., . Absol t 
disc_ount~ng is explai;1ed with the Good-Turing estimate. Empirically ;{;;;-'~~~~age Go~d~ 
Turmg discount r - r associated with n-grams of larger counts (rover 3) is largely constant 
over r. 

Consider building a bigram model on data where there exists a word that is very com­
mon, say Francisco, that occurs only after a single word, say San. Since C(Francisco) is 
high, the unigram probability P(Francisco) will be high, and an algorithm such as absolute 
discounting or Katz smoothing assigns a relatively high probability to occurrence of the 
word Francisco after novel bigram histories. However, intuitively this probability should not 
be high, since in the training data the word Francisco follows only a single history. That is, 
perhaps Francisco should receive a low unigram probability, because the only time the word 
occurs is when the last word is San, in which case the bigram probability models its prob­
ability well. 

Extending this line of reasoning, perhaps the unigram probability used should not be 
proportional to the number of occurrences of a word, but instead to the number of different 
words that it follows. To give an intuitive argument, imagine traversing the training data 
sequentially and building a bigram model on the preceding data to predict the current word. 
Then, whenever the current bigram does not occur in the preceding data, the unigram prob­
ability becomes a large factor in the current bigram probability. If we assign a count to the 
corresponding unigram whenever such an event occurs, then the number of counts assigned 
to each unigram is simply the number of different words that it follows. In Kneser-Ney 
smoothing [40], the lower-order n-gram is not proportional to the number of occurrences of 
a word, but instead to the number of different words that it follows. We summarize the Kne-
ser-Ney backoff model in Algorithm 11.3. . 

Kneser-Ney smoothing is an extension of other backoff models. Most of the previ~us 
models used the lower-order n-grams trained with ML estimation. Kneser-Ney smoorbmg 
instead considers a lower-order distribution as a significant factor in the combined model 
such that they are optimized together with other parameters. To derive the formula, more 
generally, we express it in terms of the interpolated model specified in Eq. (11.23) as: 
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( 11.33) 

To make this distribution sum to I, we have: 

1-i .. ;_ ... ";-1 = '° C("' .,, ) C( w,_,,.1 ••• w1-1 •) 
"-lw " 1-n+l·• • '"I 

I 

D 
( 11.34) 

where C{l~,-•w··w(_, •) is the numb~r of unique words that follow the history 

IV;-n+i ••• w;_1• This equation enables us to mterpolate the lower-order distribution with all 

words, not just with words that have zero counts in the higher-order distribution. 

ALGORITHM 11.3: KNESER-NEY BJGRAM SMOOTHING 

l·max{C(wHw,)-D,O} ifC( 
w1_1w1)> 0 

PKN(w; I w,_1) = ·1 C(w;-1) 

_a(w1_,)Pm(w;) otherwise 

where PKN ( w,) = C( •w;) IL C( •w,) , C( •w,) is the number of unique words preceding w,. 

a(wH) is chosen to make the distribution sum to 1 so that we have: 

1_ ~ max{C(w;-iw,)-D,O} 
"-' .. , ,cc"'r-1•, >>o C(w. ) 

a(w )= i-1 

1-1 1-~ P. (w) 
"-' ..-,.C(11•r-1•·, )>0 KN I 

Now, take the bigram case as an example. We need to find a unigram distribution 

PKN (w;) such that the marginal of the bigram smoothed distributions should match the 

marginal of the training data: 

{11.35) 

For P (w;_1), we simply take the distribution found in the training data 

(11.36) 
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We substitute Eq. (11.33) in Eq. {11.35). For the bigram case, we have: 

C(l11;) 

_ ~ C( )[max{C(w,_1w;)-D,O} D ,r,( )P. ( )] 
- ~K' w,_, ~ + ~ "-- w,-1• KS w, 

.-1 ~ ... ,C(wHw,) ~,r, C(w,_1111,) 

~ C(w; 1w1)-D ~ D 
= ~ C(w;_1) - + ~C(w;_1) C( )C(w,_1•)P,.,v(w,- ) 

" . ·c (11· w 1>0 C( w1_1 ) w ~• w,_, ,-4 . ,-1 , ,-, 

(11.37) 

Solving the equation, we get 

(11.38) 

... , 

which can be generalized to higher-order models: 

(11.39) 

.. , 
where C(•w1_,,+2 ... w1) is the number of different words that precede w,_n+2 ... w,.. 

In practice, instead of using a single discount D for all nonzero counts as in Kneser­
Ney smoothing, we can have a number of different parameters (D;) that depend on the range 
of counts: 

Pw(w, I W;-11+1· .. w,_,) 

C(w1-n+1 ··•wi>-D(C(wl-n+l ... w,. )) =-----==-----'-'---+ 
L,M,, C(w1-n+1· .. w;) 

(11.40) 

+r(wi-n+l'"'w/-1)PK.._.(w1 I w,_n+2 .. ,W,-_1) 

This modification is motivated by evidence that the ideal average discount for n-grams 
with one or two counts is substantially different from the ideal average discount for n-grams 
with higher counts. 

11.4.3. Class N-grams 

As discussed in Chapter 2, we can define classes for words that exhibit similar semantic or 
grammatical behavior. This is another effective way to handle the data sparsity problem. 
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based language models have been shown to be effective fior 'd d . . . Class· d d . rap1 a aptat1on training 
rnall data sets, and re uce memory requirements for real-time speech 1. . ' 

on s . • f app 1cat1ons. 
For any given assignment o a word w; to class c there may b 

, , e many-to-many map-
. gs e g a word w,- may belong to more than one class and a class c . pm , • ·• • . . ' ; may contam more 

One word. For the sake of s1mphc1ty, assume that a word w. can b • 
1 than , e unique y mapped to 

only one class C;. Then-gram model can be computed based on the previous n-1 classes: 

(11.41) 

where P(w,-lc,-) denotes the probability o~ :word w,. given class c, in the current position, 
and P(c;!c,-_n+I ••• c1_1) denotes the pr_obab1hty of class c,- given the class history. With such 
a model, we can learn ~he ~lass mappmg W-k from either a training text or task knowledge 
we have about the apphcat1on. In general, we can express the class trigram as: 

P(W)= 2 IT P(w; lc;)P(c, /c;-i_ci-1) 
c1 ... t 11 

I 
(11.42) 

If the classes are nonoverlapping, i.e. a word may belong to only one class, then Eq. 
(11.42) can be simplified as: 

(11.43) 

lfwe have the mapping function defined, we can easily compute the class n-gram. We 
can estimate the empirical frequency of each word C(w,-), and of each class C(c1). We can 
also compute the empirical frequency that a word from one class will be followed immedi­
ately by a word from another C(c,._1c,-). As a typical example, the bigram probability of a 
word given the prior word (class) can be estimated as 

(I 1.44) 

For general-purpose large vocabulary dictation applications, class-based n-grams have 
not significantly improved recognition accuracy. They are mainly used as a bac~o~ model 
10 ~omplement the lower-order n-grams for better smoothing. Nevertheless, for hmite_d do­
mam speech recognition, the class-based n-gram is very helpful as the class can efficie~tly 
encode semantic information for improved key word spotting and speech underStaodmg 
accuracy. 

ll,4•3.1. Rule~Based Classes 

There a d th yntactic-semantic in-
r re a number of ways to cluster words together base on e s 
1orrn f f h can be gen-a ton that exists for the language and the task. For example, part-o -speec 
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erally used to produce a smaJl number of classes although this may lead to signifi . 
creased perplexity. Alternatively, if we have domain knowledge, it is often advan;cant)y in­

cluster together words that have a similar semantic functional role. For example i;geous to 
b "ld • I ' • I • ' • ' we need to u1 a conversat1ona system ,or air trave m,ormat1on systems, we can group th 

of different airlines such as United Airlines, KLM, and Air China, into a broad az·ri· e n,ame 
. . . me c ass 

We can do the same thmg for the names of different airports such as JFK, Narita • 
Heathrow, the names of different cities like Beijing, Piusburgh, and Moscow and ' and 
~uch a~ approach. is particularly powerful, sin~e the _amount of training data is

1 

alway:
0

1:~ 
Jted. With generaJ1zed broad classes of semantically interpretable meaning, it is easy to add 
a new airline such as Redmond Air into the classes if there is indeed a start-up airline named 
Redmond Air that the system has to incorporate. The system is now able to assign a reason­
able probability to a sentence like "Show me all flights of Redmond Air from Seattle to Bos­
ton" in a similar manner as "Show me all flights of United Airlines from Seattle to Boston." 
We only need to estimate the probability of Redmond Air, given the airline class c

1
. We can 

use the existing class n-gram model that contains the broad structure of the air travel infor­
mation system as it is. 

Without such a broad interpretable class, it would be extremely difficult to deal with 
new names the system needs to handle, although these new names can always be mapped to 
the special class of the unknown word or proper noun classes. For these new words, we can 
alternatively map them into a word that has a similar syntactic and semantic role. Thus, the 
new word inherits all the possible word trigram relationships that may be very similar to 
those of the existing word observed with the training data. 

11.4.3.2. Data-driven Classes 

For a general-purpose dictation application, it is impractical to derive functional classes in 
the same manner as a domain-specific conversational system that focuses on a narrow task. 
Instead, data-driven clustering algorithms have been used to generalize the concept of word 

similarities, which is in fact a search procedure to find a class label for each word with a pre­
defined objective function. The set of words with the same class label is called a cluster. We 
can use the maximum likelihood criterion as the objective function for a given training cor­
pus and a given number of classes, which is equivalent to minimizing the perplexity ~o~ _!he 

• • h d be m1t1al· trammg corpus. Once again, the EM algorithm can be used here. Eac wor can 
ized to a random cluster (class label). At each iteration, every word is moved to the class lhat 
produces the model with minimum perplexity [9, 48]. The perplexity modifications can be 
calculated independently, so that each word is evaluated as if all other word classes ~ere 
held fixed. The algorithm converges when no single word can be moved to another class ma 
way that reduces the perplexity of the clustered n-gram model. d · 

0 • 1 ki • • s discusse in ne specia nd of class n-gram models is based on the dec1s1on tree a 
Chapter 4• We can use it to create equivalent classes for words in the history, so that can we 
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have a compact Jong-dist~nce 11-gr~m language model (2]. The sequential decomposition, as 
expressed in Eq. ( 11.12). 1s approximated as: 

IT II 

P(W) = IT P(wi I£( W1, 11'2, ... , 11';-1)} = rr P(w, I E(h)} (l l.45) 
i=I i=I 

where E(h) denotes a many-to-one mapping function that groups word histories h into some 
equivalence classes. It is important to have a scheme that can provide adequate infonnation 
about the history so it can serve as a basis for prediction. In addition, it must yield a set of 
classes that can be reliably estimated. The decision tree method uses entropy as a criterion in 
developing the equivalence classes that can effectively incorporate long-distance informa­
tion. By asking a number of questions associated with each node, the decision tree can clas­
sify the history into a small number of equivalence classes. Each leaf of the tree, thus, has 
the probability P(w11E(w1 ... w,_, )) that is derived according to the number of times the 
word w; is found in the leaf. The selection of questions in building the tree can be infinite. 
We can consider not only the syntactic structure, but also semantic meaning to derive per­
missible questions from which the entropy criterion would choose. A full-fledged question 
set that is based on detailed analysis of the history is beyond the limit of our current comput­
ing resources. As such, we often use the membership question to check each word in the 
history. 

11.4.4. Performance of N-gram Smoothing 

The perfonnance of various smoothing algorithms depends on factors such as the training­
set sizes. There is a strong correlation between the test-set perplexity and word error rate. 
Smoothing algorithms leading to lower perplexity generally result in a lower word error rate. 
Among all the methods discussed here, the Kneser-Ney method slightly outperforms other 
algorithms over a wide range of training-set sizes and corpora, and for both bigram and tri­
gram models. Albeit the difference is not large, the good performance of the Kneser-Ney 
smoothing is due to the modified backoff distributions. The Katz algorithms and deleted 
interpolation smoothing generally yield the next best performance. All these three smooth­
ing algorithms perform significantly better than the n-gram model without any smoothing. 
The deleted interpolation algorithm perfonns slightly better than the Katz method in sparse 
data situations, and the reverse is true when data are plentiful. Katz's algorithm is particu­
larly good at smoothing larger counts; these counts are more prevalent in larger data sets . 

Class n-grams offer different kind of smoothing. While clustered n-gram models ofte? 
?ffer no significant test-set perplexity reduction in comparison to the word n-~ram model, it 
15 beneficial to smooth the word n-gram model via either backoff or interpolation meth0ds. 
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For example, the decision-tree based long-distance class language model does 
· d h • • -1 • • . not of. fer significantly improve speec recogmhon accuracy unti 1t IS interpolated with th 

. . d • 'fi I d 1 . e Word tngram. They are effective as a omam-spec1 IC anguage mo e 1f the class can acco 
. . c. . mmo-

date domain-specific 1111om1at1011. 
Smoothing is a fundamental technique for statistical modeling, important not on! fi 

language mo~eling but for many other applications a: °"'.ell. Whenever data sparsity rs;; 
issue, smoothmg can help performance, and data sparsity IS almost always an issue in stati _ 
tical modeling. In the extreme case, where there is so much training data that all paramete:s 
can be accurately trained without smoothing, you can almost always expand the model, such 
as by moving to a higher-order n-gram model, to achieve improved perfomiance. With more 
parameters, data sparsity becomes an issue again, but a proper smoothing model is usually 
more accurate than the original model. Thus, no matter how much data you have, smoothing 
can almost always help perfonnance, and for a relatively small effort. 

11.5. ADAPTIVE LANGUAGE MODELS 

Dynamic adjustment of the language model parameter, such as n-gram probabilities, vo­
cabulary size, and the choice of words in the vocabulary, is important, since the topic of 
conversation is highly nonstationary [4, 33, 37, 41, 46). For example, in a typical dictation 
application, a particular set of words in the vocabulary may suddenly burst forth and then 
become dormant later, based on the current conversation. Because the topic of the conversa­
tion may change from time to time, the language model should be dramatically different 
based on the topic of the conversation. We discuss several adaptive techniques that can im­
prove the quality of the language model based on the real usage of the application. 

11.5.1. Cache Language Models 

To adjust word frequencies observed in the current conversation, we can use a dynamic 
cache language model [ 41]. The basic idea is to accumulate word 12-grams dictated so far in 
the current document and use these to create a local dynamic n-gram model such as bigram 
Pcachc ( W; I wH). Because of limited data and nonstationary nature, we should use a lower­
order language model that is no higher than a trigram model P 1 (w -1 w,- ? w,-_1), which can 

. . cac 1e 1 - - II 
b~ interpolated with the dynamic bigrarn and unigram. Empirically, we need to no~~ Y 
give a high weight to the unigram cache model because it is better trained with the limited 
data in the cache. ' 

With the cache trigram, we interpolate it with the static n-gram model 
p$ ( w;I wi-n+I • .. W;-1) • The interpolation weight can be made to vary with the size of the 
cache. 

P.:a<h<' ( W; I wl-11+1 • •• w,_, ) 

=AJ~,(w;lw,_,.+1· ··w,_,)+(l-A)P (w. !w w ) 
' t.: L"t1c/k 1 I /-2 /-I 

(I 1.46) 
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The cache model is desirable in practice because of its impressive empirical perform­
ance improvement. In a dictation application, we often encounter new words that are not in 
the static vocabulary. The same words also tend to be repeated in the same a1ticle. The cache 
model can address this problem effectively by adjusting the parameters continually as rec­
ognition and correction proceed for incrementally improved performance. A noticeable 
benefit is thal' we can better predict words belonging to fixed phrases such as Windows ;vr 
and Bill Gates. 

11.s.2. Topic-Adaptive Models 

The topic can change over time. Such topic or style infonnation plays a critical role in im­
proving the quality of the static language model. For example, the prediction of whether the 
word following the phrase the operating is ~J,stem or table can be improved substantially by 
knowing whether the topic of discussion is related to computing or medicine. 

Domain or topic-clustered language models split the language model training data ac­
cording to topic. The training data may be divided using the known category information or 
using automatic clustering. In addition, a given segment of the data may be assigned to mul­
tiple topics. A topic-dependent language model is then built from each cluster of the training 
data. Topic language models are combined using linear interpolation or other methods such 
as maximum entropy techniques discussed in Section 11.5.3. 

We can avoid any pre-defined clustering or segmentation of the training data. The rea­
son is that the best clustering may become apparent only when the current topic of discus­
sion is revealed. For example, when the topic is hand-injury to baseball player, the pre­
segmented clusters of topic baseball & hand-injuries may have to be combined. This leads 
to a union of the two clusters, whereas the ideal dataset is obtained by the intersection of 
these clusters. In general, various combinations of topics lead to a combinatorial explosion 
in the number of compound topics, and it appears to be a difficult task to anticipate all the 
needed combinations beforehand. 

We base our determination of the most suitable language model data to build a model 
upon the particular history of a given document. For example, we can use it as a query 
against the entire training database of documents using information retrieval techniques 
[57]. The documents in the database can be ranked by relevance to the query. The most rele­
vant documents are then selected as the adaptation set for the topic-dependent language 
model. The process can be repeated as the document is updated. . 

There are two major steps we need to consider here. The first involves using the av~• I­
able document history to retrieve similar documents from the database. The second cons1~ts 
of using the similar document set retrieved in the first step to adapt the general or topic­
independent language model. Available document history depends upon the desi~ and the 
requirements of the recognition system. If the recognition system is designed for hve-mode 
application, where the recognition results must be presented to the user with a small delay, 
the available document history will be the history of the document user created so far •. On 
the other hand, in a recognition system designed for batch operation, the amount of ttme 



576 Language Modeling 

taken by the system to recognize speech is of little consequence to the user. In the batch 
mode, therefore, a multi-pass recognition system can be used, and the document history will 
be the recognizer transcript produced in the current pass. 

The well-known information retrieval measure called TFIDF can be used to locate 
similar documents in the training database [57]. The term frequency (TF) tfiJ is defined as 
the frequency of the jth term in the document D;, the unigram count of the term J in the 
document D1. The inverse document frequency (IDF) id/1 is defined as the frequency of the 
jth tem1 over the entire database of documents, which can be computed as: 

Total number of documents 
idfJ = . . . 

Number of documents contammg term; 
(11.47) 

The combined TF-IDF measure is defined as: 

TFJDFiJ = tfiJ log(id/;) (11.48) 

The combination of TF and IDF can help to retrieve similar documents. It highlights 
words of particular interest to the query (via TF), while de-emphasizing common words that 
appear across different documents (via IDF). Each document including the query itself, can 
be represented by the TFIDF vector. Each element of the vector is the TFIDF value that cor­
responds to a word (or a term) in the vocabulary. Similarity between the two documents is 
then defined to be the cosine of the angle between the corresponding vectors. Therefore, we 
have: 

S. ., . (D D ) Lk tfidf.1 * tfid~A 
mu anty i 1 = 1::::========="""========= 

• -J'Ik (tfid/;A )2 * Lk (tfidfi.,Y 
(11.49) 

All the documents in the training database are ranked by the decreasing similarity be­
tween the document and the history of the current document dictated so far, or by a topic of 
particular interest to the user. The most similar documents are selected as the adaptation set 
for the topic-adaptive ianguage model [46]. 

11.5.3. Maximum Entropy Models 

The language model we have discussed so far combines different n-gram models via linear 
interpolation. A different way to combine sources is the maximum entropy approach. It con• 
structs a single model that attempts to capture all the infonnation provided by the various 
knowle?ge sources. Each such knowledge source is reformulated as a set of constraints ~at 
t~e d~srred distribution should satisfy. These constraints can be, for example, marginal dis· 
tnbuhons of the combined model. Their intersection, if not empty, should contain a set of 
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Probability functions that are consistent with these separate knowledg 
O 

h . e sources. nee t e 
desired knowledge sources have been incorporated we make no oth . b . . . , er assumption a out 
other constraints, which leads to c_hoosmg the flattest of the remaining possibilities, the one 
with the highest entropy. The max11num entropy principle can be stated as follows: 

• Reformul_ate different infonnation sources as constraints to be satisfied by the 
target estimate. 

• Among all probability distributions that satisfy these constraints, choose the 
one that has the highest entropy. 

Given a general event space {X}. let P(X) denote the combined probability function. 
Each constraint is associated with a characteristic function of a subset of the sample space, 
J;(X). The constraint can be written as: 

L P(X)fi (X) = £ 1 (11.50) 
X 

where E; is the corresponding desired expectation for /,-(X), typically representing the re­
quired marginal probability of P(X). For example, to derive a word trigram model, we can 
reformulate Eq. (11.50) so that constraints are introduced for unigram, bigram, and trigram 
probabilities. These constraints are usually set only where marginal probabilities can be es­
timated from a corpus. For example, the unigram constraint can be expressed as 

{
I if w::a:w1 /, (w)= 

"I O otherwise 
(11.51) 

The desired value Ew, can be the empirical expectation in the training 

data, L fw, (w)/ N, and the associated constraint is 
Mf=tn1inlng d11ta 

LP(h) LP(w I h)J...
1 
(w) == E..,. 

h ,. 

(11.52) 

where h is the word history preceding word w. b b·t·ty fu 
. . • 11 fr me other known pro a I t nc-We can choose P(X) to diverge mm1ma Y om so 

lion Q(X), that is, to minimize the divergence function: 

,L P(X) log P(X) 
X Q(X) 

(11.53) 

. . 'b • th divergence is equal to the nega-
. When Q(X) is chosen as the uniform distn utton~ e fu ction leads to maximiz-

hve of entropy with a constant. Thus minimizing the divergence n 
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ing the entropy. Under a minor consistent assumption, a unique solution is guaranteed to 

exist in the fonn [20): 

P(X) oc TI µf (X) (11.54) 

where µ
1 

is an unknown constant to be ~ound. To search t~e expo~enti~l family defined by 
Eq. (11.54) for theµ; that make P(X) satisfy all the constramts, an 1terat1ve algorithm called 
generalized iterative scaling exists [20]. It guarantees to converge to the solution with some 
arbitrary initial µ 1. Each iteration creates a new estimate P(X), which is improved in the 
sense that it matches the constraints better than its previous iteration [20]. One of the most 
effective applications of the maximum entropy model is to integrate the cache constraint into 
the language model directly, instead of interpolating the cache n-gram with the static n­
gram. The new constraint is that the marginal distribution of the adapted model is the same 
as the lower-order n-gram in the cache [56]. In practice, the maximum entropy method has 
not offered any significant improvement in comparison to the linear interpolation. 

11.6. PRACTICAL ISSUES 

In a speech recognition system, every string of words W = w1 w2 ... w n taken from the pre­
scribed vocabulary can be assigned a probability, which is interpreted as the a priori prob­
ability to guide the recognition process and is a contributing factor in the detennination of 
the final transcription from a set of partial hypothesis. Without language modeling, the entire 
voca~ulary must be considered at every decision point. It is impossible to eliminate many 
candidates from consideration, or alternatively to assign higher probabilities to some candi­
dates than others to considerably reduce recognition costs and errors. 

11.6.1. Vocabulary Selection 

For most speech recognit1'0 t • • . · d . . n sys ems, an mflected form 1s considered as a different wor · 
This 1s because these inflected fio typ· 11 h · · · • I nns 1ca y ave different pronunc1ahons syntactic ro es, 
!,nd usage pa~erns. So the words work, works, worked, and working are co~ted as four dif­
ierent words m the vocabulary. 

We prefer to have a small b I • . . • fu ble 
d'd t . er voca u ary size smce this eliminates potential con sa 

can I a es m speech recog • r I • . ' h Jinu't d b 1 . . m ion, eadmg to improved recognition accuracy. However, t e 
e voca u ary size 1mpos I s 

fl 'bl 1 . es a severe constraint on the users and makes the system es eXI e. n pracllce the · I 
affects the . d, _percentage of the Out-Of-Vocabulary (OOV) word rate direct Y 

perceive quality of th the 
OOV rate and th d .. e syStem. Thus, we need to balance two kinds of errors, . 

e wor recogrution • • 1ze the OOV rate ifth error rate. We can have a larger vocabulary to mmnn 
e system resources • w . . . t f the permit. e can mm1mize the expected OOV ra e 0 
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test data with a given vo~abulary size. A corpus of text is used in conjunction with dictionar­
ies to determine appropnate vocabularies. 

The availnbili~y of various _types and amounts of training data, from various time peri­

ods, affects the quality o~ the ~enved vocabulary. Given a collection of training data, we can 
create an ordered word hst with the lowest possible OOV curve, such that. for any desired 
vocabulary size V, a minimum-OOV-rate vocabulary can be derived by taking the most fre­
quent V words in that list. Viewed this way, the problem becomes one of estimating unigram 
probabilities of the test distribution, and then ordering the words by these estimates. 

As illustrated in Figure 11.6, the perplexity generally increases with the vocabulary 
size, albeit it really does not make much sense to compare the perplexity of different vo­
cabulary sizes. There are generally more competing words for a given context when the vo­
cabulary size becomes big, which leads to increased recognition error rate. In practice, this is 
offset by the OOV rate, which decreases with the vocabulary size as illustrated in Figure 
t 1.7. If we keep the vocabulary size fixed, we need more than 200,000 words in the vocabu­
lary to have 99.5% English words coverage. For more inflectional languages such as Ger­
man, larger vocabulary sizes are required to achieve coverage similar to that of English.6 

In practice, it is far more important to use data from a specific topic or domain, if we 
know in what domain the speech recognizer is used. In general, it is also important to con­
sider coverage of a specific time period. We should use training data from that period, or as 
close to it as possible. For example, if we know we will talk only about air travel, we benefit 
from using the air-travel related vocabulary and language model. This point is well illus­
trated by the fact that the perplexity of the domain-dependent bigram can be reduced by 

more than a factor of five over the general-purpose English trigram. 

500 

---400 -----.f 300 
., 

~ ~ 
l 200 ...-

100 

0 

10k 30k 40k 60k 
Vocabulary Size 

. . . b I sizes. The training set consists 
Figure 11.6 The perplexity of bigrarn with different voca ~ ary and email The test 
f . . . ·ncluding newspapers • 0 500 m1lhon words derived from vanous sources, 1 . f d'f 

1 edia that has a wide coverage o 1 • 
set comes from the whole Microsoft Encarta, an encyc op 
ferent topics. 

'Th . . n lish with a 20k-word vocabuh1ry (34]. 
e OOV rate of German is about 1wice as high as that of E g 
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Figure U.7 The OOV rate with different vocabulary size. The training set consists of 500 mil­
lion words derived from various sources including newspaper and email. The test set came 
from the whole Microsoft Encarta encyclopedia. 

For a user of a speech recognition system, a more personalized vocabulary can be 
much more effective than a general fixed vocabulary. The coverage can be dramatically im­
proved as customized new words are added to a starting static vocabulary of 20,000. Typi­
cally, the coverage of such a system can be improved from 93% to more than 98% after 
1000-4000 customized words are added to the vocabulary [18J. 

In North American general business English, the least frequent words among the most 
frequent 60,000 have a frequency of about 1:7,000,000. In optimizing a 60,000-word vo­
cabulary we need to distinguish words with frequency of I :7 ,000,000 from those that are 
slightly less frequent. To differentiate somewhat reliably between a l :7,000,000 word and, 
say, a 1:8,000,000 word, we need to observe them enough times for the difference in their 
counts to be statistically reliable. For constructing a decent vocabulary, it is important that 
most such words are ranked correctly. We may need 100,000,000 words to estimate these 
parameters. This agrees with the empirical results, in which as more training datct is used, 
the OOV curve improves rapidly up to 50,000,000 words and then more slowly beyond that 
point. 

11.6.2. N-gram Pruning 

Whe~ high order n-gram models are used, the model sizes typically become too large for 
prac?cal applications. It is necessary to prune parameters from n-gram models such that the 
relative entropy between the original and the pruned model is minimized. You can choose n­
grams ~o as to maximize perfonnance (i.e., minimize perplexity) while minimizing the 
model size (39, 59, 64]. 

1:he criterion to prune n-grarns can be based on some well-understood information­th
[ eorellc measure of language model q11ality. For example, the pruning method by Stolcke 
641 removes some n-grarn ti· te . . . . . ning es ma s while mm1m1zmg the perf orrnance loss. After pru ' 
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he retained explicit 11-gram probabilities are unchanged, but backoff weight t . h . . s are 
recomputed. Stolc~e prunmg us~s. t e cntenon that minimizes the distance between the 
distribution embodied by the ong~nal model and that of the pruned model based on the 
Kullback-leibler distance de fined m Eq. (3.181 ). Since it is infeasible to maximize over all 
possible subsets ~f n-grams, Stolcke prunning assu~es that the n-grams affect the relative 
entropy roughly mdependently, and compute the distance due to each individual n-gram. 
The JI-grams are thus ranked by their effect on the model entropy, and those that increase 
relative entropy the least are pruned accordingly. The main approximation is that we do not 
consider possible interactions between selected n-grams, and prune based solely on relative 
entropy due to removing a single n-gram. This avoids searching the exponential space of 11• 
gram subsets. 

To compute the relative entropy, KL(p II p'), between the original and pruned n-gram 
models p and p', there is no need to sum over the vocabulary. By plugging in the tenns for 
the backoff estimates, the sum can be factored as shown in Eq. ( 11.55) for a more efficient 
computation. 

KL(p II p) = -P(h){P(w I h)[logP(w I h') + loga'(h)-logP(w I h)] 

+[loga'(h)-loga(h)](l- }: P(w, jh))} ( 11.55) 

w,e-JJn,J:off (w,h) 

where the sum in P( w; I h) is over all non-backoff estimates. To compute the 
w,&-.Bn, koff( w;hl 

revised backoff weights a'(h), you can simply drop the term for the pruned n-gram from 
the summation (backoff weight computation is illustrated in Algorithm 11. l ). 

In practice, pruning is highly effective. Stolcke reported that the trigram model _can be 
compressed by more than 25% without degrading recognition performance. Comparing the 
pruned 4-gram model to the unpruned trigram model, it is better to use pruned 4-grams lhan 
to use a much larger nwnber of trigrams. 

11.6.3. CFG vs. N-gram Models 

!his chapter has discussed two major language models. While CFGs remain one of th~ ~oS
t 

important formalisms for interpreting natural language, word 11-gram models are su~finsdmgfily 
Powerful fi d · • . • Th fi rmalisms can be um te or or omam-mdependent apphcat1ons. ese two O • • f th 
bolh speech recognition and spoken language understanding. To improv~ portabilt~ 

0 
the do · · • fie CFGs mto e roam-independent n-gram it is possible to incorporate domam-speci ·ri • f domain · d ' . b.1• f the CFG and spec1 1cJty o ·tn ependent n-gram that can improve generahza 11ty 0 

then-gram 
Th • . f h structure in spoken lan-

e CFG is not only powerful enough to describe moSt O t ~ d d l or o de-&uage but 1 . . P(W) 1s regar e as . ' a so restnctive enough to have efficient parsers. r The 
Peocting upon whether the word sequence is accepted or rejected by the gramma • 
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problem is that the grammar is almost always inco~1P_l~te. A CFG-base~ system is good only 

h kn w what sentences to speak, which d1m1rushes the system s value and usability 
w en you o I • • h ll 'fi d 
of the system. The advantage of CFO 's structured ana ys1s 1s, t us, nu 1. 1e ~y the ~oor 

coverage in most real applications. On the other hand, the n-gram model 1s tramed with a 

large amount of data, the 11-word dependency can often accomm~date both syntactic and 
semantic structure seamlessly. The prerequisite of this approach 1s that we have enough 
training data. The problem for 11-gram models is that we need a lot of data and the model 

may not be specific enough. 
It is possible to take advantage of both rule-based CFGs and data-driven 11-grams. 

Let's consider the following training sentences: 

Meeting at three with Zhou Li. 
Meeting at four PM with Derek. 

If we use a word trigram, we estimate P(Zhoulthree with) and P(DereklPM with), etc. 

There is no way we can capture needed long-span semantic infonnation in the training data. 
A unified model has a set of CFGs that can capture the semantic structure of the domain. For 

the example listed here, we have a CFG for {name} and {time}, respectively. We can use 

the CFG to parse the training data to spot all the potential semantic structures in the training 
data. The training sentences now look like: 

Meeting {at three :TIME} with (Zhou Li:NAME} 
Meeting (at four PM:TIME} with {Derek: NAME} 

With analyzed training data, we can estimate our n-gram probabilities as usual. We 
have probabilities, such as P({name}j{time} with), instead of P(Zhoulthree with), which is 

more meaningful and accurate. Inside each CFG we also derive P("Zhou Li"l{name}) and 

P("four P~'l{time}) from the existing n-gram (n-gram probability inheritance) so that they 

are normahz~~-_If we add a new name to the existing {name} CFG, we use the existing n­

gram probab1httes to renormalize our CFGs for the new name. The new approach can be 

regarded as a standard n-gram in which the vocabulary consists of words and structured 
classes, a~ discussed in Section I I .4.3. The structured class can be very simple, such as 

{date}, {time}, and {name}, or can be very complicated such as a CFG that contains deep 
structured information Th b b"l' f ' · d or • e pro a I tty o a word or class depends on the previous wor s 
CFG classes. 

It is possible to inherit probability from a word n-gram LM. Let's take word trigram as 
our example here An 1·n t tt . ce 

• pu u erance W = w w w can be segmented mto a sequen 
T=tt t h h . . I 2 ··· " 

1 2
• .. "'' w ere eac 11 ts either a word in W or a CFG non-terminal that covers a se­

quence of words - in w Th 1-k l'h 
u,, • e 1 e I ood of W under the segmentation T is, therefore, 

(11.56) 
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P(u, It,), the likelihood of generating a word sequen - _ 
•• I b • I · - d fi . ce u,, -[u,,u,, ... u,k] from theCFG 

non-termma t,' can e m iente rom the domnm-independe t ct' ·; • 
CFG · . . n wor Ingram. We can essen-

tially use the constraint to condtt1on the domain-independ t t . . . · s h · fi en ngram mto a domam-
specific tngram. , uc a um 1ed language model can dramatical! • . 
performance using domain-specific CFGs [66]. ' ' Y improve cross-domain 

In summary, the CFG is widely used to specify the pern11·ssi"bl d · . . . e wor sequences m 
natural language processmg when trammg corpora are unavailable. It is suitable for dealing 
with structured comn~and and control applications in which the vocabulary is small and the 
semantics of the task 1s well defined. The CFG either accepts the input sentence or rejects ·t 
There is a serious coverage p~oblem associated with CFGs. In other words, the accuracy J0 ~ 

the CFG can be extremely !ugh when the test data are covered by the gram.mar. Unfortu­
nately, unless the task is narrow and well-defined, most users speak sentences that may not 
be accepted by the CFG, leading to word recognition errors. 

Statistical language models such as trigrams assign an estimated probability to any 
word that can follow a given word history without parsing the structure of the history. Such 
an approach contains some limited syntactic and semantic information, but these probabili­
ties are typically trained from a large corpus. Speech recognition errors are much more 
likely to occur within trigrams and ( especially) bigrams that have not been observed in the 
training data. In these cases, the language model typically relies on lower-order statistics. 
Thus, increased n-gram coverage translates directly into improved recognition accuracy, but 
usually at the cost of increased memory requirements. 

It is interesting to compute the true entropy of the language so that we understand 
what a solid lower bound is for the language model. For English, Shannon [60] used human 
subjects to guess letters by looking at how many guesses it takes people to derive the correct 
one based on the history. We can thus estimate the probability of the letters and hence the 
entropy of the sequence. Shannon computed the per-letter entropy of English with an en­
tropy of 1.3 bits for 26 letters plus space. This may be an underestimate, ~ince it is b_ased on 
a single text. Since the average length of English written words (including space) is ab~ut 
5.5 letters, the Shannon estimate of 1.3 bits per letter corresponds to a per-word perplexity 
of 142 for general English. 

Table 11.2 summarizes the performance of several different n-gram models on. a 
60,000-word continuous speech dictation application. The experiments used about 26_0 mi~­
lion words from a newspaper such as the Wall Street Journal. The speech recogmzer is 
based · . . fr the table when the amount on Whisper described m Chapter 9. As you can see om_ • 
of training data is sufficient both Katz and Kneser-Ney smoothmg offer comparable recog-
• • ' • ent when the mtton perfonnance, although Kneser-Ney smoothing offers a modeSt improvem 

amount of training data is limited. · h · 
I 1 E 1• h rd perplexity t e trigram 
n comparison to Shannon's estimate of genera ng is wo ' • 

Ian 4 142) This is because the text 1s guage for the Wall Street Journal is lower (91. vs. • F 
mo tl · l d ord usage pattern. or ex-

s Y business oriented with a fairly homogeneous sty e an ~ . I 
amp! ·r d am that 1s related to persona 
. e, 1 we use the trigram language for data from a new om 
information management, the test-set word perplexity can increase to 378 [661• 
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1 2 N Perplexity and its corresponding speaker-independent speech recognition Table I . -gram 
word error rate. 

Models Perplexitv Word Error Rate 
14.85% 

· -

Unigram Katz 1196.45 

Unigram Kneser-Ney 1199.59 14.86% 

Bigram Katz 176.31 11 .38% 

Bigram Kneser-Ney 176.11 11.34% 

Trigram Katz 95.19 9.69% 

Trigram Kneser-Ney 91.47 I 9.60% 

11.7. HISTORICAL PERSPECTIVE AND FURTHER READING 

There is a large and active area ofresearch in both speech and linguistics. These two distinc­
tive communities worked on the problem with very different paths, leading to the stochastic 
language models and the formal language theory. The linguistics community has developed 
tools for tasks like parsing sentences, assigning semantic relations to the parts of a sentence, 
and so on. Most of these parser algorithms have the same characteristics, that is, they tabu­
late each sub-derivation and reuse it in building any derivation that shares that sub­
derivation with appropriate grammars [22, 65, 67). They have polynomial complexity with 
respect to sentence length because of dynamic programming principles to search for optimal 
derivations with respect to appropriate evaluation functions on derivations. There are three 
well-known dynamic programming parsers with a worst-case behavior of 0( n3 ), where n is 
the number of words in the sentence: the Cocke-Younger-Kasami (CYK) algorithm (a bot­
tom-~p parser, proposed by J. Cocke, D. Younger, and T. Kasami) [32, 67), the Graham­
Hamson-Ruzzo algorithm (bottom-up) [30J, and the Earley algorithm (top-down) (21]. 

On t~e other hand, the speech community has developed tools to predict the next word 
on .the basis of what has been said, in order to improve speech recognition accuracy [35). 
~eitber a~proach has been completely successful. The fonnal grammar and the related pars­
mg algon~hms are too brittle for comfort and require a lot of human retooling to port from 
one. d?mam to another. The lack of structure and deep understanding has taken its toll 00 

statistical technology's b'l'ty t h . . . • 
1 

. . a 1 1_ o c o~se the nght words to guide speech recogmt1on,-
. n addition to those discussed m this chapter many alternative formal techniques are 

available. Augment d fr ' ture . e context- ee grammars are used for natural language to cap 
gramml~tical natural languages such as agreement and subcategorization. Examples include 
genera 12ed phrase structur [26 53) 
Y furt 

e grammars and head-driven phrase structure grammars ' • 
ou can her gener r th b re-. f a ize e augmented context-free grammar to the extent that t e 

quirement o context flree be h 1ifi1ca-
t • comes unnecessary. The entire grammar known as t e un 1011 grammar can bes e 'fi d ' Z] Most 
of these gr ' h P ci e as a set of constraints between feature structures (6 • 

1 ammars ave onl 1 • • d t ns n 
fact no practical d . . yd nrute success when applied to spoken language sys e1 d. for 
spoken language s o~am-m ependent parser of unrestricted text has been dev~Jope f de­
tailed semantic 

1
-
0
?5 

em~, partly because disambiguation requires the specificatton ° sts 
1onnat1on Analys· f h sugge • is O t e Susanne Corpus with a crude parser 
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Ver 80% of sentences are structurally ambiguous. More recently large t b k f that o . . . . , ree an s o 
parsed texts have given 1mpet~s to stat1st1c~l approaches to parsing. Probabilities can be 

ti mated from treebanks or plam text [ 6, 8, -4, 61] to efficiently rank analyses produced b 
es • I 'h Th y modified chart parsing a gont ms. . ese systems have yielded results of around 75% accu-
racy in assigning analyses to (unseen) test sentences from the same source as the unambigu­
ous training material. Attempts have also been made to use statistical induction to !ram the 
correct grammar for a given corpus of data [7, 43, 51, 58]. Nevertheless, these techniques 
are limited to simple grammars with category sets of a dozen or so non-terminals, or to train­
ing on manually parsed data. Furthermore, even when parameters of the grammar and con­
trol mechanism can be learned automatically from training corpora, the required corpora do 
not exist or are too small for proper training. In practice, we can devise grammars that spec­
ify directly how relationships relevant to the task may be expressed. For instance, one may 
use a phrase-structure grammar in which nonterminals stand for task concepts and relation­
ships and rules specify possible expressions of those concepts and relationships. Such se­
mantic grammars have been widely used for spoken language applications as discussed in 
Chapter 17. 

It is worthwhile to point out Lhat many natural language parsing algorithms are NP­
complete, a term for a class of problems that are suspected to be particularly difficult to 
process. For example, maintaining lexical and agreement features over a potentially infinite­
length sentence causes the unification-based formalisms to be NP-complete [3]. 

Since the predictive power of a general-purpose grammar is insufficient for reasonable 
perfonnance, 11-gram language models continue to be widely used. A complete proof of 
Good-Turing smoothing was presented by Church et al. [17). Chen and Goodman [13) pro­
vide a detailed study on different n-gram smoothing algorithms. Jelinek's Eurospeech tuto­
~al paper (35] provides an interesting historical perspective on the community's efforts to 
improve trigrams. Mosia and Giachin' s paper [48) has detailed experimental results on 
class-based language models. Class-based model may be based on parts of speech or mor­
phology (IO, 16, 23, 47, 63). More detailed discussion of Lhe maximum entropy language 
model can be found in [5, 36, 42, 44, 52, 55, 56]. . 

One interesting research area is to combine both n-grams and the structure that is pre­
sent in language. A concerted research effort to explore structure-based language model may 
be !he key for significant progress to occur in language modeling. This ~an be done as an~~i 
lated data becomes available. Nasr et al. [50] have considered a new umfied language mo 
composed of several local models and a general model linking the local models to~ether. 
Thf e local model used in their system is based on the stochastic FSA, which is esum~tedd 
rom th tr • • d • f ation are descnbe i e ammg corpora. Other efforts to incorporate structure 10 orm 
n [l2, 25, 27, 49, 66]. 

Yo th cMU open source Web 
sit 1 u can find tools to build n-gram language models at e d 1• tool-
kit: 3nd SRI's lang~age modeling toolkit Web site.8 Both contain language mo e mg 

and documentation. ----1 http://WWw~--------
' hltp:J/ .speech.cs.cmu.edu/sphinx/ 

wwwspeech • • .sn.com/projects/srilm/download.html 



586 Language Modeling 

REFERENCES 

[1] 

[2] 

[3] 

[4] 

[5] 

[6] 

(7] 

[8] 

[9] 

[1 0] 

[11] 

[ 12] 

[13] 

[14] 
[15] 
[16] 

[17] 

Aho, A.V. and J.D. Ullman, The The01y of Parsing. Translation and Compiling, 
J 972, Englewood Cliffs, NJ, Prentice-Hall. 
Bahl, L.R., et al .. "A Tree-Based Statistical Language Model for Natural Language 
Speech Recognition," IEEE Trans. on Acoustics, Speech, and Signal Processing, 
1989, 37(7), pp. 1001-1008. 
Barton, G., R. Berwick, and E. Ristad, Computational Complexity and Natural 
Language, 1987, Cambridge, MA, MIT Press. 
Bellegarda, J., "A Latent Semantic Analysis Framework for Large-Span Language 
Modeling," Eurospeech, 1997, Rhodes, Greece, pp. 1451-1454. 
Berger, A., S. DellaPietra, and V. DellaPietra, "A Maximum Entropy Approach to 
Natural Language Processing," Computational Linguistics, 1996, 22(1), pp. 39-71. 
Black, E., et al., "Towards History-based Grammars: Using Richer Models for 
Probabilistic Parsing," Proc. of the Annual Meeting of the Association for Compu­
tational Linguistics, 1993, Columbus, Ohio, USA, pp. 31-37. 
Briscoe, E.J., ed. Prospects for Practical Parsing: Robust Statistical Techniques, in 
Corpus-based Research into Language: A Feschrift for Jan Aarts, ed. P.d. Haan and 
N. Oostdijk, 1994, Amsterdam. 67-95, Rodopi. 
Briscoe, E.J. and J. Carroll, "Generalized Probabilistic LR Parsing of Natural Lan­
guage (Corpora) with Unification-based Grammars," Computational Linguistics, 
1993, 19,pp.25-59. 
Brown, P.F., et al., "Class-Based N-gram Models of Natural Language," Computa­
tional Linguistics, 1992(4), pp. 467-479. 
Cerf-Danon, H. and M. El-Beze, "Three Different Probabilistic Language Models: 
Comparison and Combination," Proc. of the IEEE Int. Conf on Acoustics, Speech 
and Signal Processing, 1991, Toronto, Canada, pp. 297-300. 
Chamiak, E., "Statistical Parsing with a Context-Free Grammar and Word Statis­
tics," AAAJ-97, 1997, Menlo Pil.rk, pp. 598-603. 
Chelba, C., A. Corazza, and F. Jelinek, "A Context Free Headword Language 
Model" in Proc. of IEEE Automatic Speech Recognition Workshop" 1995, Snow­
bird, Utah, pp. 89-90. 
Chen, S. and J. Goodman, "An Empirical Study of Smoothing Techniques for Lan­
guage Modeling," Proc. of Annual Meeting of the ACL, 1996, Santa Cruz, CA. 
Chomsky, N., Syntactic Stroctures, 1957, The Hague: Mouton. 
Chomsky, N., Aspects of the Theory of Syntax, 1965, Cambridge, MIT Press. . d 
Church, K., "A Stochastic Parts Program and Noun Phrase Parser for Unrestnct~ 
Text," Proc. of 2nd Con/ on Applied Natural Language Processing, I 988, Aust10• 
Texas, pp. 136-143. 

Church, K.W. and W.A. Gale, "A Comparison of the Enhanced Good-Turing an?, 
Deleted Estimation Methods for Estimating Probabilities of English Bigrams, 
Computer Speech and Language, 1991, pp. 19-54. 



--:al Perspective and Further Reading 
fiistoric 587 

[!8] 

(19] 

[20] 

[21] 

[22] 

[23] 

[24] 

[25} 

[26J 

[27] 

l28] 

(29] 

(30] 

[31 J 

[32J 

(33] 

(34] 

Cole, R., et al., Survey of the State of the Art in Huma l 
· n anguage Technolocr, d 

http://cslu.cse.og1.edu/HLTsurvey/HL Tsurvey. html 1996 C b. . ~>' e. s. 
Press. 

• , am ridge University 

Collins, M., "A New Statistical Parser Based on Bigram L • 1 D . ,. 
A CL-96, I 996, pp. 184-19 I. exica ependenc1es, 

Darroch, J.N. and D. Ratcliff, "Generalized Iterative Scal,·ng fi L L' or og- mear Mod-
els," The Annals oJ_Mathematical Statistics, 1972, 43(5), pp. 1470-1480. 
Earley, J., An Efficzent Context-Free Parsing Algorithm, PhD Thesis 1968 c _ 

U . . p· b h , , ame gie Mellon mvers1ty, 1tts urg . 
Earley, J., "An Efficient Context•Free Parsing Algorithm," Communications of the 
ACM, 1970, 6(8), pp. 451-455. 
El-Beze. M. an? _A·-::1· Derouault, "A Morphological Model for Large Vocabulary 
Speech Recognition, Proc. of the IEEE Int. Co11J. 011 Acoustics, Speech and Signal 
Processing, 1990, Albuquerque, NM, pp. 577•580. 
Fujisaki, T., et al., "A probabilistic parsing method for sentence disambiguation," 
Proc. of the Int. Workshop on Parsi11g Technologies, 1989, Pittsburgh. 
Galescu, L., E.K. Ringger, and A.F. Allen, "Rapid Language Model Development 
for New Task Domains," Proc. of the ELRA. First Int. Conf 011 language Re­
sources and Evaluation (LREC), l 998, Granada, Spain. 
Gazdar, G., et al., Generalized Phrase Structure Grammars, 1985, Cambridge, 
MA, Harvard University Press. 
Gillett, J. and W. Ward, "A Language Model Combining Trigrams and Stochastic 
Context-Free Grammars," Int. Con/ on Spoken Language Processing, 1998, Syd­
ney, Australia. 
Good, I.J., "The Population Frequencies of Species and the Estimation of Popula-
tion Parameters," Biometrika, l 953, pp. 237-264. 
Goodman, J., Parsing Inside-Out, PhD Thesis in Computer Science, 1998, Harvard 

University, Cambridge. 
Graham, S.L., M.A. Hanison, and w. L.Ruzzo, "An Improved Context-Free Rec-
ognizer," ACM Trans. on Programming Languages and Systems, 1980, 2(3), pp. 

415462. . . ,, DARPA 
Hindle D and M Rooth "Structural Ambiguity and Lexical Relatwns, 

' • • • ' 90 H"dden Valley PA, Morgan 
Speech and Natural Language Workshop, 19 • 1 ' 

Kaufmann d 
• Tl ,0 ,y Languages, all 

Hopcroft., J.E. and J.D. Ullman. Introduction to Automata 1
~ ' • 

Computation, 1979, Reading, MA, Addision Wesley. M d I' g with Scntcncc­
lyer, It, M. Ostendorf, and J.R. RohJicek, "Language e ~e:.;:ology Wol'k.1·/rop, 
Leve) Mixtures," Proc. of the ARPA Human Languag 
1994, Plainsboro, NJ, pp. 82-86. L age Mi>dCl!i" />roe. of 
J d. · Class angu • ' 
ar mo, M., "Multilingual Stochastic N-gram .. • • 1 

p c,•Hln>: I ')')(1, Atluntu, 
1he IEEE Int. Conj on Acoustics, Speech and .Si1-:na ro • • • ' 
GA, pp. 161 -163. 



588 

[35] 

[36] 

[37] 

[38] 

[39] 

[40] 

[41] 

[42] 

[43] 

[44] 

[45] 

[46] 

[47] 

[48] 

[49] 

Language Modeling 

Jelinek, F., "Up From Trigrams! The Struggle for Improved Language Models" in 
Proc. of the European Con.f. on Speech Communication and Technology, 1991 
Genoa, Italy, pp. 1037-1040. ' 
Jelinek, F., Statistical Methods for Speech Recognition, 1998, Cambridge, MA, 
MIT Press. 
Jelinek, F., et al., "A dynamic language model for speech recognition" in Proc. of 
the DARPA Speech and Natural Language Workshop, 1991, Asilomar, CA. 
Katz, S.M., "Estimation of Probabilities from Sparse Data for the Language Model 
Component of a Speech Recognizer," IEEE Trans. Acoustics, Speech and Signal 
Processing, 1987(3), pp. 400-401. 
Kneser, R., "Statistical Language Modeling using a Variable Context" in Proc. of 
the Int. Conj. on Spoken Language Processing, 1996, Philadelphia, PA, p. 494. 
Kneser, R. and H. Ney, "Improved Backing-off for N-gram Language Modeling" in 
Proc. of the IEEE Int. Conj. on Acoustics, Speech and Signal Processing 1995, De­
troit, MI, pp. 181-184. 
Kuhn, R. and R.D. Mori, "A Cache-Based Natural Language Model for Speech 
Recognition," IEEE Trans. on Pattern Analysis and Machine Intelligence, 1990(6), 
pp, 570-582. 
Lafferty, J.D. and B. Suhm, "Cluster Expansions and Iterative Scaling for Maxi­
mum Entropy Language Models" in Maximum Entropy and Bayesian Methods, K. 
Hanson and R. Silver, eds., 1995, Kluwer Academic Publishers. 
Lari, K. and SJ. Young, "Applications of Stochastic Context-free Grammars Using 
the Inside-Outside Algorithm," Computer Speech and Language, 1991, 5(3), pp. 
237-257. 
Lau, R., R. Rosenfeld, and S. Roukos, "Trigger-Based Language Models: A Maxi­
mum Entropy Approach," Int. Conj. on Acoustics, Speech and Signal Processing, 
1993, Minneapolis, MN, pp. 108-113. 
Magerman, D.M. and M.P. Marcus, "Pearl: A Probabilistic Chart Parser," Proc. 0! 
the Fourth DARPA Speech and Natural Language Workshop, 1991, Pacific Grove, 
California. 
Mahajan, M., D. Beefennan, and X.D. Huang, "Improved Topic-Dependent Lan­
guage Modeling Using Information Retrieval Techniques," IEEE Int. Conj. on 
Acoustics, Speech and Si?nal Processing, 1999, Phoenix, AZ, pp. 541-544. . nd 
Maltese, G. and F. Mancini, "An Automatic Technique to Include Grammatical a 
Morphological Information in a Trigram-based Statistical Language Model," Proc. 
of th~ IEEE Int. Conj. on Acoustics, Speech and Signal Processing, 1992, San 
Francisco, CA, pp. 157-160. 
Moisa, L. and E. Giachin, "Automatic Clustering of Words for Probabilistic Land 
guage Models" in Proc. of the European Conj. on Speech Communication an 
Technology 1995, Madrid, Spain, pp. 1249-1252. · 
Moore, R., et al., "Combining Linguistic and Statistical Knowledge Sourc~: 
Natural-Language Processing for ATIS," Proc. of the ARPA Spoken Language ,y 



Historical Perspective and Further Rl'ading 
589 

[50] 

[5 t l 

[52] 

{53] 

[54] 

[55] 

[56] 

[57] 

[58] 

[59] 

[60] 

{6l) 

[62] 

[63] 

[64] 

[65] 

tems Ted111ologv Workshop, 1995, Austin. Texas M K 
CA. • organ aufmann, Los Altos, 

Nnsr, A., et al .. .. A Language Model Combining N . d . ,. p • -gtams an Stochastic Finitie 
State Automata, roe. of tire Eurospeech 1999 B d H 
'.! 178. • , u apest, ungary, pp. 2175-

Pereira. F.C.N. and Y. Schabes, "Inside-Outside Reestiina11•0 fr p • . . ,, . . - n om art1ally 
Bracketed Corp01a, P1oc. oj the 30th Annual Meetilig 0 r1J1e A · 1- fi C 

. . . • 'J • ssoc1a 1011 or om-
putational lmgm<;l1r·s, 1992, pp. 128-135. 

Pietra, S.A.D .. et al., "Adaptive Language Model Estimation using Min· o· _ 
· · · E · · · .. tmum 1s 

cnmmat1011 sl11nat1on. Proc. of the IEEE Int. Con( on Acoustics. Speech and 
Signal Processing, 1992, San Francisco, CA, pp. 633-636. 
Pollard. C. and I.A. Sag, Head-Driven Phrase Stnu:ture Grammar, I 994, Chicago 
University of Chicago Press. • ' 
Pullum, G. and G. Gazdar, "Natural Languages and Context-Free Languages," Lin­
guistics and Philosophy, 1982, 4, pp. 471-504. 
Ratnaparkhi, A., S. Roukos, and R.T. Ward, "A Maximum Entropy Model for Pars­
ing," Proc. of the Int. Conj.' 011 Spoken language Processing, 1994, Yokohama, Ja­
pan, pp. 803-806. 
Rosenteld, R., Adaptive Statistical language Modeling: A Maximum Entropy Ap­
proach, Ph.D. Thesis in School of Computer Science, 1994, Carnegie Mellon Uni­
versity, Pittsburgh, PA. 
Salton, G. and M.J. McGill, Introduction to Modern Information Retrieval, 1983, 
New York, McGraw-Hill. 
Schabes, Y., M. Roth, and R. Osborne, "Parsing the Wall Street Journal with the 
Inside-Outside Algorithm," Proc. of the Sixth Cof!f. of the European Chapter of the 
Association for Computational Linguistics, 1993, pp. 341-347 • 
Seymore, K. and R. Rosenfeld, "Scalable Backoff Language Models," Proc. of the 
bu. Conj. on Spoken Language Processing, 1996, Philadelphia, PA, PP· 232. . 
Shannon, C.E., "Prediction and Entropy of Printed English," Bell System Technical 
Journal, 1951, pp. 50-62. . . 
Sharman, R., F. Jelinek, and R.L. Mercer, "Generating a Grammar for Stati5t1cal 
Training," Proc. of the• Third DARPA Speech and Natural language Workshop, 
1990, Hidden Valley, Pennsylvania, pp. 267-274. 
Sh• b ifi · B d Annroaches to Grammars, ie er, S.M., An Introduction to Um 1catwn- ase rr . . 
1986, Cambridge, UK, CSU Publication, Leland Stanford Junior Un~v~rSity. stem,, 
Steinbiss, V., et al., "A 10,000-word Continuous Speech Recogni~ion 5Y

90 
A,I 

Proc. of the IEEE Int. Conf on Acoustics, Speech and Signal Processing' 19 ' -

buquerque, NM, pp. 57-60. I " DARPA 
Slolcke, A., "Entropy-based Pruning of Backoff Language Mode s, d 
B d d . w; rkshon 1998, Lans owne, 

roa cast News Transcription and Understan 111g O r• 
VA. 

. • Al ·1hm •· Computa-
Tom1ta, M., "An Efficient Augmented-Context-Free Parsing gon ' 
tional Linguistics, 1987, 13(1-2), pp. 31-46. 



590 Language Modeling 

[66] Wang, Y., M. Mahajan, and X. Huang, "A Unified Context-Free Grammar and N­
Gram Model for Spoken Language Processing," Int. Conj on Acoustics, Speech 
and Signal Processing, 2000, Istanbul, Turkey, pp. 1639-1642. 

[ 67] Younger, D.H., "Recognition and Parsing of Context-Free Languages in Time n\" 
Jnfonnation and Control, 1967, 10, pp. 189-208. 



CHAPTER 1 2 

Basic Search Algorithms 

Continuous speech recognition (CSR) is both 
a pattern recognition and search problem. As described in previous chapters, the acoustic 
and language models are built upon a statistical pattern recognition framework. In speech 
recognition, making a search decision is also referred to as decoding. In fact, decoding got 
its name from information theory (see Chapter 3) where the idea is to decode a signal that 
has presumably been encoded by the source process and has been transmitted through the 
communication channel, as depicted in Chapter I, Figure 1.1 . In this chapter, we first review 
the general decoder architecture that is based on such a source-channel model. 

The decoding process of a speech recognizer is to find a sequence of words whose cor­
responding acoustic and language models best match the input signal. Therefore, the process 
?f such a decoding process with trained acoustic and language models is often referred to as 
JUSt a search process. Graph search algorithms have been explored extensively in the fields 
of artificial intelligence, operation research, and game theory. In this chapter first we present 
several basic search algorithms, which serve as the basic foundation for CSR. 
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The complexity of a search algorithm is highly correlated with the ~earch spa~e, which 

d • d by the constraints imposed by the language models. We discuss the impact of is etermme ~ 
different language models, including finite-state grammars, context-free grammars, and 11 _ 

grams. • I I v· b' A "• d Speech recognition search is usu:ill~ done wll 1 t 1e 1ter I o~ ~- stack ecoders. The 
reasons for choosing the Viterbi decoder involve arguments that pomt to speech as a left-to­
ri ht process and to the efficiencies afforded by a time-synchronous process. The reasons for 
c;oosing a stack decoder involve ilS ability to more effectively exploit the A~• criteria, which 
holds out the hope of performing an optimal search as well as the ability to handle huge 
search spaces. Both algorithms have been successfully applied to various speech recognition 
systems. The relative merits of both search algorithms were quite controversial in the 1980s. 
Lately, with the help of efficient pruning techniques. Viterbi beam search has been the pre­
ferred method for almost all speech recognition tasks. Stack decoding, on the other hand, 
remains an important strategy to uncover the n-best and lattice structures. 

12.1. BASIC SEARCH ALGORITHMS 

Search is a subject of interest in artificiaJ intelligence and has been well studied for expert 
systems, game playing, and information retrieval. We discuss several general graph search 
methods that are fundamental to spoken language systems. Although the basic concept of 
graph search algorithms is independent of any specific task. the efficiency often depends on 
how we exploit domain-specific knowledge. 

The idea of search implies moving around, examining things, and making decisions 
about whether the sought object has yet been found. In general, search problems can be rep­
resented using the state-space search paradigm. It is defined by a triplet (S, 0, G), where S 
i~ a se~ of_ initial states, 0 a set of operators (or rules) applied on a state to generate a transi­
tion with its corresponding cost to another state, and G a set of goal states. A solution in the 
state-space search paradigm consists in finding a path from an initial state to a goal state. 
The state-space representation is commonly identified with a directed graph in which each 
node_ ~orresponds to a state and each arc to an application of an operator (or a rule), which 
transitions from one_ state to another. Thus, the state-space search is equivalent to searching 
through the graph with some objective function 

Bf • 
. e ore we present any graph search algorithms, we need to remind the readers of the 
impo~nce of the dynamic programming algorithm described in Chapter 8. Dynamic pro­
=~ammm_g ~ho~ld ~e applied ~henever possible and as early as possible because (1) un!ike 

Y heuns~ics, it will not sacnfice optimality; (2) it can transform an exponential search mto 
a polynomial search. 
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Although dynamic programming is a powerful polynomial search algorithm, many interest­
ing problems cannot be handled b~ it. A classical e~ample is the traveling salesman's prob­
lem. We need to find a shortest•d1stance tour, starting at one of many cities, visiting each 
city exactly once., and returning to the starting city. This is one of the most famous problems 
in the NP-hard class [l, 32]. Another classical example is the N-queens problem (typically 
8-queens), where the goal is to place N queens on an N x N chessboard in such a way that 
no queen can capture any other queen, i.e., there is no more than one queen in any given 
row, column, or diagonal. Many of these puzzles have the same characteristics. As we know, 
the best algorithms currently known for solving the NP-hard problem are exponential in the 
problem size. Most graph search algorithms try to solve those problems using heuristics to 
avoid or moderate such a combinatorial explosion. 

~--3 __ _,Q, ___ 3 __ __..J v 

4 

Figure 12.1 A highway distance map for cities S, A, B, C, D, E, F, and G. The salesman needs 
to find a path to travel from city S to city G [42). 

Let's start our discussion of graph search procedure with a simple city-traveling prob­
lem [42]. Figure 12.1 shows a highway distance map for all the cities. ~ salesman named 
John needs to travel from the starting city S to the end city G. One obvious wa~ to find a 
path is to derive a graph that allows orderly exploration of all possible palbs. Fi~ure_ 

12
•
2 

shows the graph that traces out all possible paths in the city-distance map shown m Figure 
12 I Allh . . • • al e should note that the search • · ough the city-city connection 1s b1-d1recuon , w 
?raph in this case must not contain cyclic paths, because they would not lead to any progress 
10 this scenario If • • b f des (states) in the graph 

we define the search space as the potenUal num er O no . th Viterbi algo-
~arch procedure, the search space for finding the _optimal state sequence 

10 
h: HMM and T 

~thm (described in Chapter 8) is N x T • where N is the number of states fo~_t oblem will 
~ i; length of the observation. Similary, the search space for John's trave mg pr 

·A • th branching factor, defined as the 
av nother important measure for a search graph is e b f des of a search graph 

erage number of successors for each node. Since the num er O no 
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(or tree) grows exponentia11y with base equal to this branching factor, we certainly need to 
watch out for search graphs (or trees) with a large branching factor. Sometimes they can be 
too big to handle (even infinite, as in game playing). We often trade the optima] solution for 
improved perfom1ance and feasibility. That is, the goal for such search problems is to find 
one satisfactory solution instead of the optimal one. In fact, most AI (artifical intelligence) 
search problems belong to this category. 

The search tree in Figure 12.2 may be implemented either explicitly or implicitly. In 
an explicit implementation, the nodes and arcs with their corresponding distances (or costs) 
are explicitly specified by a table. However, an explicit implementation is clearly impracti­
cal for large search graphs and impossible for those with infinite nodes. In practice, most 
parts of the graph may never be expJored before a solution is found . Therefore, a sensible 
strategy is to dynamically generate the search graph. The part that becomes explicit is often 
referred to as an active search space. Throughout the discussion here, it is important to keep 
in mind this distinction between the implicit search graph that is specified by the start node 
S and the explicit partial search graphs that are actua11y constructed by the search algo­
rithm. 

To expand the tree, the term successor operator (or move generator, as it is often 
called in game search) is defined as an operator that is applied to a node to generate all of 
the successors of that node and to compute the distance associated with each arc. The suc­
cessor operator obviously depends on the topology (or rules) of the problem space. Expand­
ing the starting node S, and successors of S, ad infinitum, gradually makes the implicitly 

Figure 12•2 The search tree (graph} for the salesman problem illustrated in Figure l 2· J. The 
number next to each node is the accumulated distance from start city to end city (42]. 




