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(57) ABSTRACT 

A processing device is configured to identify a plurality of 
defensive security actions to be taken to address a persistent 
security threat to a system comprising information technol 
ogy infrastructure, and to determine a schedule for perfor 
mance of the defensive security actions based at least in part 
on a selected distribution derived from a game-theoretic 
model. Such as a delayed exponential distribution or other 
type of modified exponential distribution. The system sub 
ject to the persistent security threat is configured to perform 
the defensive security actions in accordance with the sched 
ule in order to deter the persistent security threat. The 
distribution may be selected so as to optimize defender 
benefit in the context of the game-theoretic model, where the 
game-theoretic model may comprise a stealthy takeover 
game in which attacker and defender entities can take 
actions at any time but cannot determine current game state 
without taking an action. 

22 Claims, 5 Drawing Sheets 
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SCHEDULING OF DEFENSIVE SECURITY 
ACTIONS IN INFORMATION PROCESSING 

SYSTEMS 

FIELD 

Illustrative embodiments of the invention relate generally 
to information processing systems, and more particularly to 
techniques for protecting Such systems from persistent Secu 
rity threats. 

BACKGROUND 

Information technology infrastructure of a company, 
organization or other enterprise is continuously subject to a 
wide variety of security threats. For example, advanced 
persistent threats (APTs) represent a very sophisticated class 
of attacks against an enterprise. APTs are usually mounted 
by well-funded attackers with very specific targets. To 
accomplish their goals, attackers orchestrating an APT typi 
cally introduce periods of delay among different stages of 
the attack, advance slowly while keeping their footprint low, 
and control the propagation of the attack through the use of 
human operators. 
An APT is therefore a long-duration and stealthy security 

threat that characteristically unfolds in a multi-stage process, 
with a significant interval of time between stages. Other 
factors that may contribute to the “low-and-slow” execution 
that is typical of APTs include the use of low-bandwidth 
covert channels, a human-directed command-and-control 
center, and orchestration of multiple vectors of compromise, 
some of which may be physical, human, political or military. 
A given APT may therefore combine several distinct types 
of attacks. Such as Zero-day attacks (e.g., exploitation of 
unpatched software Vulnerabilities) and advanced social 
engineering attacks. 

Conventional defenses against APTs are often deployed in 
an ad-hoc manner, without a global understanding of attack 
ers' goals and the objectives of the enterprise under attack. 
Defending against APTs is further complicated by the fact 
that an increasing number of enterprises are reducing their 
costs by migrating portions of their information technology 
infrastructure to cloud service providers. For example, Vir 
tual data centers and other types of systems comprising 
distributed virtual infrastructure are coming into widespread 
use. Commercially available virtualization software such as 
VMware(R) vSphereTM may be used to build a variety of 
different types of virtual infrastructure, including cloud 
computing and storage systems, distributed across hundreds 
of interconnected physical computers and storage devices. 
Use of Such cloud-based arrangements for at least a portion 
of the information technology infrastructure of a given 
enterprise can introduce additional challenges in defending 
the enterprise against APTs. 

Improved techniques for protecting a system comprising 
information technology infrastructure from an APT or other 
persistent security threat are disclosed in U.S. patent appli 
cation Ser. No. 13/171,759, filed Jun. 29, 2011 and entitled 
“Graph-Based Approach to Deterring Persistent Security 
Threats,” and U.S. patent application Ser. No. 13/173,877, 
filed Jun. 30, 2011 and entitled "Refresh-and-Rotation Pro 
cess for Minimizing Resource Vulnerability to Persistent 
Security Threats, both of which are commonly assigned 
herewith and incorporated by reference herein. 

Notwithstanding the considerable advances provided by 
the techniques described in the above-cited U.S. patent 
applications, a need remains for further improvements in 
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2 
protecting information processing systems from persistent 
security threats, particularly in terms of scheduling of defen 
sive security actions in Such systems. 

SUMMARY 

Illustrative embodiments of the invention provide 
improved techniques for scheduling of defensive security 
actions in information processing systems, utilizing a 
selected distribution derived from a game-theoretic model. 
For example, the distribution may comprise a delayed expo 
nential distribution or other type of modified exponential 
distribution. The distribution may be selected so as to 
optimize defender benefit in the context of a game-theoretic 
model that characterizes an APT or other persistent security 
threat and the defensive security actions to be taken in 
response to that threat. 

In one embodiment, a processing device is configured to 
identify a plurality of defensive security actions to be taken 
to address a persistent security threat to a system comprising 
information technology infrastructure, and to determine a 
schedule for performance of the defensive security actions 
based at least in part on a selected distribution derived from 
a game-theoretic model. As noted above, the selected dis 
tribution may comprise a modified exponential distribution, 
wherein the modified exponential distribution comprises a 
combination of an exponential distribution and at least one 
other distribution. The system subject to the persistent 
security threat is configured to perform the defensive Secu 
rity actions in accordance with the schedule in order to deter 
the persistent security threat. 
By way of example, the distribution may be selected so as 

to optimize defender benefit in the context of the game 
theoretic model, where the game-theoretic model in a given 
embodiment may comprise a stealthy takeover game in 
which attacker and defender entities can take actions at any 
time, with the actions having associated costs, but cannot 
determine current game state without taking an action. 
One or more of the illustrative embodiments can be used 

to determine optimal scheduling of defensive security 
actions such as key update operations, virtual machine 
refresh operations, cloud service auditing operations, pass 
word reset operations, and many others. The disclosed 
arrangements provide Substantial improvements in defend 
ing against APTs and other types of persistent security 
threats, particularly in large-scale cloud systems that com 
prise distributed virtual infrastructure. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a block diagram of an information processing 
system that incorporates functionality for scheduling defen 
sive security actions using a selected distribution derived 
from a game-theoretic model in an illustrative embodiment 
of the invention. 

FIG. 2 is a flow diagram of a process for scheduling of 
defensive security actions in the system of FIG. 1. 

FIG. 3 shows one possible embodiment of cloud infra 
structure that may be utilized to implement at least a portion 
of the FIG. 1 system. 

FIG. 4 shows one possible embodiment of a processing 
platform that may be utilized to implement at least a portion 
of the FIG. 1 system. 

FIGS. 5-8 show attacker and defender moves in exem 
plary stealthy takeover games that may be utilized to deter 
mine distributions that optimize defender benefit in embodi 
ments of the invention. 

IPR2025-01397 
CrowdStrike EX1008 Page 8



US 9,471,777 B1 
3 

FIG. 9 is a plot showing a Nash equilibrium for a periodic 
stealthy takeover game of the type shown in FIG. 6. 

FIG. 10 is a plot of defender benefit as a function of a ratio 
of move costs in a stealthy takeover game. 

DETAILED DESCRIPTION 

Illustrative embodiments of the present invention will be 
described herein with reference to exemplary information 
processing systems and associated computers, servers, Stor 
age devices and other processing devices. It is to be appre 
ciated, however, that the invention is not restricted to use 
with the particular illustrative system and device configu 
rations shown. Accordingly, the term “information process 
ing system' as used herein is intended to be broadly con 
Strued, so as to encompass, for example, processing systems 
comprising private or public cloud computing or storage 
systems, as well as other types of processing systems 
comprising physical or virtual processing resources in any 
combination. 

1 Example System Configurations 
FIG. 1 shows an information processing system 100 

configured with functionality for scheduling of defensive 
security actions using modified exponential distributions in 
an illustrative embodiment of the invention. The system 100 
in this embodiment comprises target information technology 
(IT) infrastructure 102 that is coupled to an additional 
processing device 104, which may comprise a separate 
computer or server. The IT infrastructure 102 of system 100 
is the target of an APT or other persistent security threat 
from an attacker associated with one or more attacker 
devices 106, which may also comprise computers, servers or 
other types of processing devices, in any combination. These 
attacker devices 106 in the present embodiment access the 
target IT infrastructure 102 via a front end server 108. The 
target IT infrastructure 102 further comprises a plurality of 
servers 110-1, 110-2. . . . 110-N coupled to the front end 
server 108, as well as a plurality of storage devices 112-1, 
112-2, ... 112-N, where N is an arbitrary number. One or 
more of the servers 108 and 110 may comprise servers 
running web applications, such as, for example, file transfer 
protocol (FTP) servers, although a wide variety of other 
types of servers may be used. 

The servers 108 and 110 and the storage devices 112 of IT 
infrastructure 102 may be viewed as examples of what are 
more generally referred to herein as “processing devices' 
and may collectively comprise one or more processing 
platforms in which processing devices are configured to 
communicate with one another over a network. Each Such 
device generally comprises at least one processor and an 
associated memory, and implements one or more functional 
modules for controlling certain features of the information 
processing system 100. Multiple system elements may be 
implemented by a single processing device in a given 
embodiment. 
The various servers and storage devices of the target IT 

infrastructure 102 may comprise, for example, cloud-based 
distributed infrastructure used to provide one or more ser 
vices for an associated enterprise, including, but not limited 
to, Infrastructure as a Service (IAAS), Platform as a Service 
(PAAS), and Software as a Service (SAAS). Such a distrib 
uted infrastructure may comprise one or more hypervisor 
platforms each having associated virtual processing and 
storage elements. A more detailed example of Such an 
arrangement will be described in greater detail below in 
conjunction with FIG. 3. 
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4 
The target IT infrastructure 102 may additionally or 

alternatively comprise a security information and event 
management (SIEM) system as described in U.S. patent 
application Ser. No. 12/982.288, filed Dec. 30, 2010 and 
entitled “Distributed Security Information and Event Man 
agement System with Application-Injected Remote Compo 
nents,” which is commonly assigned herewith and incorpo 
rated by reference herein. The techniques disclosed therein 
can be used to enhance the functionality of a centralized 
SIEM system such as the enVision(R) platform commercially 
available from RSA, The Security Division of EMC Cor 
poration. 
The processing device 104 communicates with the target 

IT infrastructure 102 via a configuration interface 115. 
Although shown in the figure as being separate from the 
target IT infrastructure 102 of the system 100, in other 
embodiments the processing device may be implemented 
within the target IT infrastructure. Thus, the target IT 
infrastructure may comprise at least a portion of the pro 
cessing device 104. In other embodiments, system 100 may 
comprise a computer system that both determines schedul 
ing of defensive security actions and performs those actions. 
As another example, the system 100 may comprise a first 
computer system that performs defensive security actions in 
accordance with a schedule determined by another computer 
system and stored in the memory of the first computer 
system. In Such embodiments, it is possible that the system 
may comprise only a single computer, server, mobile tele 
phone or other processing device. The term “information 
technology infrastructure' as used herein is intended to be 
broadly construed so as to encompass these and numerous 
other arrangements of one or more processing devices. 
The processing device 104 in the present embodiment 

comprises a processor 120 coupled to a memory 122. The 
processor 120 may comprise a microprocessor, a microcon 
troller, an application-specific integrated circuit (ASIC), a 
field programmable gate array (FPGA) or other type of 
processing circuitry, as well as portions or combinations of 
such circuitry elements. The memory 122 may be viewed as 
an example of what is more generally referred to herein as 
a “computer program product having executable computer 
program code embodied therein. Such a memory may com 
prise electronic memory Such as random access memory 
(RAM), read-only memory (ROM) or other types of 
memory, in any combination. The computer program code 
when executed by processing device 104 causes the device 
to perform functions associated with Scheduling of defensive 
security actions using modified exponential distributions, in 
order to deter one or more persistent security threats to the 
IT infrastructure 102. One skilled in the art would be readily 
able to implement such software given the teachings pro 
vided herein. Other examples of computer program products 
embodying aspects of the invention may include, for 
example, optical or magnetic disks. 

Also included in the processing device 104 is network 
interface circuitry 124, which is used to interface the pro 
cessing device with the target IT infrastructure 102 via 
configuration interface 115. Such network interface circuitry 
may comprise conventional transceivers of a type well 
known in the art. 
The processing device 104 further comprises a number of 

functional modules utilized to deter APTs or other persistent 
security threats to the IT infrastructure 102, including a 
scheduler 126 which interacts with both a defensive actions 
module 128 and a modified exponential distributions mod 
ule 130. The scheduler 126 utilizes the defensive actions 
module 128 to identify a plurality of defensive security 
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actions to be taken to address a persistent security threat, and 
utilizes the modified exponential distributions module 130 
to determine an appropriate schedule for performance of the 
defensive security actions based at least in part on a selected 
distribution derived from a game-theoretic model. 

For example, the selected distribution may comprise a 
modified exponential distribution formed as a combination 
of an exponential distribution and at least one other distri 
bution. As a more particular example, in Such an arrange 
ment the scheduled intervals for the defensive security 
actions may follow a delayed exponential distribution, in 
which a given interval is a constant plus an exponentially 
distributed random variable. A delayed exponential distri 
bution of this type may be viewed as a combination of an 
exponential distribution and a periodic distribution. 

It is to be appreciated that other types of distributions may 
be used, such as a gamma distribution. Such a gamma 
distribution may comprise, for example, a generalized 
gamma function having a three-parameter distribution. 
Thus, in other embodiments, module 130 may be configured 
to implement a variety of other types of distributions derived 
from one or more game-theoretic models. 
As will be described in greater detail below, the distribu 

tion selected by the scheduler 126 for scheduling the defen 
sive security actions may be determined based at least in part 
on assessment of the persistent security threat and the 
defensive security actions in accordance with a game 
theoretic model, and more particularly may be determined 
so as to optimize defender benefit in the context of the 
game-theoretic model. In illustrative embodiments of the 
present invention, the game-theoretic model comprises a 
stealthy takeover game referred to herein as "FlipIt,” in 
which attacker and defender entities can each take control of 
a specified resource at any time by taking an action having 
a particular cost, but cannot determine current game state 
without taking the action. 

In some of the embodiments to be described, the selected 
distribution is a modified exponential distribution. The 
modified exponential distribution may comprise a delayed 
exponential distribution, which may be viewed as a combi 
nation of an exponential distribution and a periodic distri 
bution, or may alternatively comprise an exponential distri 
bution combined with at least one other distribution of a 
different type, such as a gamma distribution, a normal 
distribution or a uniform distribution. Numerous other types 
of distributions may be used in other embodiments, as 
derived from an appropriate game-theoretic model. Such as 
the Flip It game and variants thereof. 

The schedule determined by the scheduler 126 may be 
utilized to configure the IT infrastructure 102 via its con 
figuration interface 115. For example, information charac 
terizing at least a portion of the schedule may control various 
adjustable security processes and parameters of the IT 
infrastructure via the configuration interface 115. This is one 
way in which the system 100 may be configured to perform 
the defensive security actions in accordance with the sched 
ule in order to deter the persistent security threat. 

The schedule may specify, for example, particular defen 
sive security actions to be performed sequentially by at least 
one processing device of the system 100, as well as time 
intervals between those actions. It is to be appreciated, 
however, that the schedule developed by scheduler 126 need 
not take any particular form, but may instead comprise any 
type of information indicating the manner in which defen 
sive security actions are to be performed by one or more 
processing devices of the system. The scheduled defensive 
actions may comprise, for example, key update operations, 
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6 
virtual machine refresh operations, cloud service auditing 
operations, password reset operations, or other types of 
security-related actions that may be taken in system 100, in 
any combination. These exemplary defensive actions will 
each be described in more detail below in the context of the 
FlipIt game. 

It should be noted that this particular set of modules 126, 
128 and 130 for implementing the defensive security action 
scheduling functionality of the system 100 is presented by 
way of example, and in other embodiments additional or 
alternative modules may be used. Also, the functionality 
associated with these particular modules in the FIG. 1 
embodiment may be combined into a smaller set of func 
tional modules or separated into a larger set of functional 
modules in other embodiments. For example, modules 128 
and 130 may be incorporated at least in part into scheduler 
126 in other embodiments. 

Also, one or more of the modules 126, 128 and 130 of the 
processing device 104 may be implemented at least in part 
in the form of software that is stored by memory 122 and 
executed by processor 120. Accordingly, Such modules need 
not be separate from the processor and memory elements as 
is illustratively shown in FIG. 1. 

It should also be understood that a given embodiment of 
the system 100 may include multiple instances of the 
elements 102,104 and 106, although only single instances of 
Such elements are shown in the system diagram for clarity 
and simplicity of illustration. For example, separate 
instances of processing device 104 with defensive security 
action scheduling functionality may be provided for differ 
ent portions of the IT infrastructure 102, or for each of a 
plurality of different instances of such IT infrastructure. 

In addition, numerous other arrangements of computers, 
servers, storage devices or other components are possible in 
the information processing system 100. Such components 
can communicate with other elements of the information 
processing system 100 over any type of network, such as a 
wide area network (WAN), a local area network (LAN), a 
satellite network, a telephone or cable network, or various 
portions or combinations of these and other types of net 
works. 

It is therefore to be appreciated that the particular arrange 
ment of system elements shown in FIG. 1 is presented by 
way of illustrative example only, and in other embodiments 
different arrangements of additional or alternative elements 
may be used. Moreover, the functionalities associated with 
separate elements in the FIG. 1 embodiment may be com 
bined into a lesser number of elements each of which 
performs multiple functions. Thus, at least a subset of the 
elements may be collectively implemented on a common 
processing platform, or each Such element may be imple 
mented on a separate processing platform comprising one or 
more servers, computers or other processing devices. For 
example, the IT infrastructure 102 and additional processing 
device 104 may each run on a separate processing platform, 
or portions of Such elements may run on the same platform. 
The operation of the information processing system 100 

will now be described in greater detail with reference to the 
flow diagram of FIG. 2, which illustrates a process for 
scheduling defensive security actions in the system. The 
process includes steps 200 through 208 as shown, and these 
steps in the present embodiment are implemented primarily 
by the processing device 104, although in other embodi 
ments one or more Such steps may be implemented by other 
system elements, or by the processing device 104 operating 
in conjunction with another system element, such as a 
component of the IT infrastructure 102. 
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Also, this embodiment assumes the use of a modified 
exponential distribution, such as a delayed exponential 
distribution, but other embodiments can use other distribu 
tions, including, for example, gamma distributions. 

In step 200, multiple security actions to be taken to 
address a persistent security threat are identified. For 
example, this may involve determining the particular type of 
security threat and one or more sets of actions that will be 
utilized to counter that threat, through interaction with 
module 128. As noted above, the actions may comprise key 
update operations, virtual machine refresh operations, cloud 
service auditing operations, password reset operations, or 
other types of Security-related actions that may be taken in 
system 100, in any combination. 

In step 202, the persistent security threat and the associ 
ated defensive security actions are characterized using a 
stealthy takeover game model. Such as the FlipIt game 
described in more detail elsewhere herein. 

In step 204, the stealthy takeover game model is utilized 
to determine a modified exponential distribution that opti 
mizes defender benefit in the system 100. This may involve 
selection of a particular one of a plurality of modified 
exponential distributions available within module 130. 
Again, other distributions derived from game-theoretic mod 
els may be used in other embodiments. 

In step 206, a schedule is determined by the scheduler 126 
for performance of the identified defensive security actions, 
based at least in part on the modified exponential distribu 
tion previously determined in step 204. 

In step 208, at least one processing device of the infor 
mation technology infrastructure 102 is configured to per 
form the defensive security actions in accordance with the 
schedule previously determined in step 206. 

Advantageously, the illustrative process of FIG. 2 can be 
used to provide scheduling of defensive security actions in 
system 100 in a manner that optimizes defender benefit. The 
defender in this context may refer to a service provider or 
other entity that Supplies, implements, or maintains at least 
a portion of the system. As will be described, utilizing 
modified exponential distributions to schedule defensive 
security actions considerably facilitates defending against 
APTs and other types of persistent security threats, particu 
larly in large-scale cloud systems that comprise distributed 
virtual infrastructure. 
The particular processing operations and other system 

functionality described in conjunction with the flow diagram 
of FIG. 2 are presented by way of illustrative example only, 
and should not be construed as limiting the scope of the 
invention in any way. Alternative embodiments can use 
other types of processing operations for implementation of 
defensive security action scheduling to deter persistent Secu 
rity threats. For example, the ordering of the process steps 
may be varied in other embodiments, or certain steps may be 
performed concurrently with one another rather than seri 
ally. Also, additional or alternative process steps may be 
used. Thus, in a given embodiment, schedule determination 
may be performed adaptively, possibly on an action-by 
action basis, utilizing feedback associated with one or more 
previous actions. Accordingly, the term 'schedule' as ulti 
lized herein is intended to be broadly construed, and may 
specify timing intervals for performance of a series of 
actions over time, but with only a single one of the intervals 
associated with a corresponding one of the actions being 
specified at any given time. In Such an arrangement, steps 
204, 206 and 208 may be performed repeatedly for each of 
a series of actions. Numerous alternative scheduling 
arrangements are possible in other embodiments. 
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As indicated previously, functionality Such as that 

described in conjunction with the flow diagram of FIG. 2 can 
be implemented at least in part in the form of one or more 
Software programs stored in memory and executed by a 
processor of a processing device such as a computer or 
server. A memory having Such program code embodied 
therein is an example of what is more generally referred to 
herein as a "computer program product.” 

Referring now to FIG. 3, portions of the IT infrastructure 
102 of information processing system 100 may comprise 
cloud infrastructure 300. The cloud infrastructure 300 com 
prises virtual machines (VMs) 302-1, 302-2, ... 302-M 
implemented using a hypervisor 304. The hypervisor 304 is 
an example of what is more generally referred to herein as 
“virtualization infrastructure.” The hypervisor 304 runs on 
physical infrastructure 305. The cloud infrastructure 300 
further comprises sets of applications 310-1, 310-2. . . . 
310-M running on respective ones of the virtual machines 
302-1, 302-2, ... 302-M under the control of the hypervisor 
304. 

It is also possible that the cloud infrastructure may 
encompass other portions of the system 100. Such as por 
tions of one or more of the processing device 104 and the 
attacker device 106. 

Although only a single hypervisor 304 is shown in the 
embodiment of FIG. 3, the system 100 may of course 
include multiple hypervisors each providing a set of virtual 
machines using at least one underlying physical machine. 
An example of a commercially available hypervisor plat 

form that may be used to implement hypervisor 304 and 
possibly other portions of the IT infrastructure 102 in one or 
more embodiments of the invention is the VMware(R) 
vSphereTM which may have an associated virtual infrastruc 
ture management system such as the VMware(R) vCenterTM. 
The underlying physical machines may comprise one or 
more distributed processing platforms that include storage 
products, such as VNX and Symmetrix VMAX, both com 
mercially available from EMC Corporation of Hopkinton, 
Mass. A variety of other storage products may be utilized to 
implement at least a portion of the IT infrastructure 102 of 
system 100. 
As indicated previously, the system 100 may be imple 

mented using one or more processing platforms. One or 
more of the processing modules or other components of 
system 100 may therefore each run on a computer, server, 
storage device or other processing platform element. A given 
Such element may be viewed as an example of what is more 
generally referred to herein as a “processing device.” The 
cloud infrastructure 300 shown in FIG. 3 may represent at 
least a portion of one processing platform. Another example 
of Such a processing platform is processing platform 400 
shown in FIG. 4. 
The processing platform 400 in this embodiment com 

prises a portion of the system 100 and includes a plurality of 
processing devices, denoted 402-1, 402-2, 402-3, ... 402-K, 
which communicate with one another over a network 404. 
The network 104 may comprise any type of network, such 
as a WAN, a LAN, a satellite network, a telephone or cable 
network, or various portions or combinations of these and 
other types of networks. 
The processing device 402-1 in the processing platform 

400 comprises a processor 410 coupled to a memory 412, 
which may be configured in a manner similar to that 
previously described for processor 120 and memory 122 of 
FIG. 1. The processor 410 may therefore comprise a micro 
processor, a microcontroller, an ASIC, an FPGA or other 
type of processing circuitry, as well as portions or combi 
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nations of Such circuitry elements, and the memory 412, 
which is another example of a "computer program product’ 
having executable computer program code embodied 
therein, may comprise RAM, ROM or other types of 
memory, in any combination. 

Also included in the processing device 402-1 is network 
interface circuitry 414, which is used to interface the pro 
cessing device with the network 404 and other system 
components, and may comprise conventional transceivers. 
The other processing devices 402 of the processing plat 

form 400 are assumed to be configured in a manner similar 
to that shown for processing device 402-1 in the figure. 

Again, the particular processing platform 400 shown in 
the figure is presented by way of example only, and system 
100 may include additional or alternative processing plat 
forms, as well as numerous distinct processing platforms in 
any combination, with each Such platform comprising one or 
more computers, servers, storage devices or other processing 
devices. 

It should therefore be understood that in other embodi 
ments different arrangements of additional or alternative 
elements may be used. At least a Subset of these elements 
may be collectively implemented on a common processing 
platform, or each Such element may be implemented on a 
separate processing platform. 

Illustrative embodiments of the invention will now be 
described in greater detail with reference to FIGS. 5 through 
8, which show examples of the stealthy takeover game 
referred to herein as Flip It, and FIGS. 9 and 10, which show 
plots relating to one or more of these embodiments. It should 
be noted that the particular stealthy takeover games to be 
described are presented by way of example only, and other 
embodiments may determine appropriate scheduling of 
defensive security actions using distributions based on other 
game-theoretic models. 

2 Flip It Introduction 
Flip It is a two-player game in which the two players, also 

referred to as attacker and defender, compete to control a 
resource. The attacker and defender are assumed to be 
respective entities implemented in or otherwise associated 
with the system 100, and may represent, for example, 
respective human users, or their associated processing 
devices, or a combination of human user and associated 
processing device. The resource could be, for example, a 
secret key, a password or an entire infrastructure, depending 
on the situation being modeled. Players take control of the 
resource by moving, and paying a certain move cost, but 
unlike most existing games, players do not alternate turns 
and instead can move at any given time. Moreover, players 
do not immediately know when the other player moves. A 
given player only finds out about the state of the game when 
that player moves. This stealthy aspect of the game is a 
unique feature of Flip It. The goal of each player is to 
maximize a metric referred to herein as “benefit” and which 
may be defined in illustrative embodiments as the fraction of 
time the player controls the resource minus the average 
move cost. A good strategy for one player in the game, 
therefore, is one that gives the player control of the resource 
a large fraction of the time, and achieves this at minimal 
COSt. 

A number of different variants of FlipIt move strategies 
will be described herein. These include non-adaptive (NA) 
strategies in which a player does not receive any feedback 
during the game, and adaptive (AD) strategies in which a 
player receives certain types of feedback when moving. 

In the class of non-adaptive strategies, one Subclass of 
particular interest is that of renewal strategies. For a player 
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10 
employing a renewal strategy, the intervals between the 
player's consecutive moves are independent and identically 
distributed random variables generated by a renewal pro 
cess. Examples of renewal strategies include a periodic 
strategy in which the interval between two consecutive 
moves is fixed at a constant value, and an exponential 
strategy in which the intervals between consecutive moves 
are exponentially distributed. The moves of a player 
employing a non-adaptive but possibly randomized strategy 
can be determined before the game starts, as there is no 
feedback received during the game. 

In the class of adaptive strategies, we distinguish a 
subclass called last-move (LM) strategies, in which the 
player finds out upon moving the exact time when its 
opponent moved last. In a general adaptive strategy, also 
referred to as a full-history (FH) strategy, a player receives 
upon moving complete information about its opponents 
moves. The LM and FH Strategies collapse in some cases, 
Such as plays with a renewal strategy. 
A further dimension to a player's strategy is the amount 

of information the player receives before the game starts. 
Besides the case in which the player receives no information 
about its opponent before the game, other interesting cases 
are: (1) rate-of-play (RP) when the player finds out the exact 
rate of play of its opponent; (2) knowledge-of-strategy (KS) 
when the player finds out full information about the strategy 
of the opponent (but not the randomness used). 

In the description to follow, we start by analyzing the 
simple game in which both players employ a periodic 
strategy with a random phase (in Such a strategy moves are 
spaced at equal intervals, with the exception of the first 
randomly selected move called the phase). We compute the 
Nash equilibrium point for the periodic game and show that 
the benefit of the player with higher move cost is always 0 
in the Nash equilibrium. When move costs of both players 
are equal, players control the resource evenly and both 
achieve benefit 0. 
We consider next a variant of Flip It in which both players 

play with either a renewal or periodic strategy with random 
phase (we call Such games renewal games). It will be shown 
for the renewal game that the periodic strategy with a 
random phase dominates all renewal strategies of fixed rate. 
Therefore, we can completely characterize the residual 
FlipIt game when players employ either renewal or periodic 
strategies, where the residual game consists of all remaining 
strategies after elimination of strongly dominated Strategies, 
which are periodic strategies in this case. 
We also analyze the renewal game in which the attacker 

receives additional information about the defender at the 
beginning of the game, in particular the rate of play of the 
defender. For this version of the game, we prove that the 
periodic strategy with a random phase still dominates. 
Additionally, we determine parameter choices for the rates 
of play of both attacker and defender that achieve maximum 
benefit. 
Moving towards increased Sophistication in the attacker's 

strategy, we analyze next several FlipIt instances for the 
attacker in the broad LM class. The attacker in this case 
adaptively determines its next move based on the feedback 
learned during the game, in particular the exact time of the 
defender's last move. In this setting, periodic play for the 
defender is not very effective, as the attacker learning the 
defender's period and last move time can move right after 
the defender achieving control of the resource most of the 
time. We demonstrate that by playing with an exponential 
strategy instead, the defender forces an adaptive attacker 
into playing periodically (more specifically, the periodic 
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strategy is the dominant attacker strategy in the class of all 
LM-adaptive strategies). Paradoxically, therefore, the 
attacker's dominant strategy does not make use of the full 
knowledge the attacker gains from the feedback received 
during the game. Additionally, we determine optimal param 
eters (i.e., parameters that optimize both players benefits) 
for both the exponential defender and periodic attacker 
distributions. 

For both non-adaptive and fully adaptive attacker strate 
gies, we show that by playing periodically at Sufficiently 
high rate, the defender can force the attacker to drop out of 
the game. Nevertheless, the move cost of the defender needs 
to be significantly lower than that of the attacker for such a 
strategy to bring benefit to the defender. This demonstrates 
that the player lowering its move cost relative to its opponent 
obtains a high advantage in the game and can effectively 
control the resource at all times. 
We propose an enhancement to the exponential distribu 

tion employed by the defender, a strategy in which the 
defender waits after each move for some fixed interval and 
then chooses a time interval exponentially distributed until 
the next move. We show experimentally that, with this 
strategy (called delayed exponential) the benefit of the 
defender increases compared to an exponential play. This 
result provides evidence that the exponential strategy is not 
the dominant renewal defender Strategy against an LM 
attacker. 

Lastly, we describe a Greedy algorithm in which the 
attacker's moves are chosen to maximize the local benefit 
achieved in an interval between two consecutive attacker 
moves. We demonstrate that for some renewal strategies 
previously analyzed (in particular those given by periodic 
and exponential distributions), the Greedy algorithm finds 
the dominant LM-adaptive attacker strategy. We also show 
one example for which the Greedy algorithm does not result 
in the dominant strategy for the attacker. 
The basic Flip It game will now be described in greater 

detail. Consider a resource that can be controlled (or 
“owned') by either of two players (attacker or defender). 
Ownership will change back and forth following a move of 
either player, with the goal of each player being to maximize 
the fraction of time that he or she controls the resource. A 
distinctive feature of Flip It is its stealthy aspect, that is, each 
player does not know when the other player has taken over. 
Nor do the players know the current ownership of the 
resource unless they perform a move. Nevertheless, there is 
a cost players have to pay for each move, which disincen 
tivizes the players from moving too frequently. 

In an example implementation of a basic version of Flipt, 
each player has a control panel with a single button and a 
light. The player may push button at any time (in the most 
general form of Flipt, we consider time to be continuous, 
but we support discrete variants as well). Pushing the button 
always causes the button-pusher to take ownership of the 
resource. We assume that players don't push their buttons at 
the same time (or, if they do, then ownership doesn’t change 
hands). 

If pushing the button causes ownership to change hands, 
then the light also flashes when the button is pushed. We call 
this a “takeover.” If the button-pusher already had owner 
ship of the resource, then the light doesn't flash and the 
button-push was wasted. 

The players can’t see each other's control panels, and thus 
the defender doesn't know when the attacker takes control, 
and vice versa. The only way a player can determine the 
state of the game is to push its button. Thus a move by either 
player has two consequences: it changes the control of the 
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12 
resource, but at the same time, it reveals the state of the 
resource (before the move) to the player taking control. 

There is always a cost to pushing the button. In this 
example, pushing the button costs the equivalent of one 
second of ownership. Thus, at any time t, each player's net 
score is the number of seconds he has had ownership of the 
resource, minus the number of times he has pushed its 
button. 

FIG. 5 shows a graphical representation of the above 
described basic FlipIt game. The control of the resource is 
graphically depicted through shaded rectangles, a dark rect 
angle representing a period of defender's control, while a 
light rectangle one of attacker's control. Player's moves are 
graphically depicted with shaded circles. We include a 
vertical arrow at the time of a takeover, when a player takes 
control of the resource upon moving. 
The description that follows will include analyzing “opti 

mal play' for both attacker and defender in this simple 
game. We explore this question under various assumptions 
about the details of the rules, or about the strategies the 
players employ. We motivate next the choice of this game 
through several practical applications, and we show what 
different extensions of the basic game are needed to model 
these applications. 
A number of applications will first be described. A prime 

motivation for Flip It is the rise of APTs, which often play out 
as a protracted, stealthy contest for control of computing 
resources. Flipt, however, finds many other applications in 
computer security, and even in other realms of trust assur 
ance. Most of these applications correspond to slightly 
modified versions of the basic Flip It game. To motivate 
exploration of Flip It, we describe some of these other 
applications here, along with the extensions or modifications 
of the basic game required to model them. 
As mentioned previously, an APT is a concerted, stealthy, 

and long-lived attack by a highly resourced entity against a 
critical digital resource. Stealth is a key characteristic: 
Attackers rely on extended reconnaissance and human over 
sight to minimize the risk of detection by the defender, 
which can quickly set back or thwart an APT. Similarly, a 
defender looks to conceal its knowledge of a detected APT. 
to avoid alerting the attacker and allowing it to achieve 
renewed stealth by changing its strategy. It should be noted 
that the term “persistent security threat' as used herein is 
intended to be broadly construed, and therefore is not limited 
to APTs, but more generally encompasses any type of attack 
in which an attacker takes multiple coordinated actions over 
a period of time. 

In the case where the attacker looks to exercise persistent 
control over a set of target resources (as opposed to achiev 
ing a one-time mission), FlipIt can serve as a global model 
for an APT. The defender's sensitive assets may include 
computers, internal networks, document repositories, and so 
forth. In such a macro-level view, we treat all of these assets 
as an aggregate Flip It resource that the defender wishes to 
keep “clean.” The goal of the attacker is to compromise the 
resource and control it for a substantial fraction of time. 

In this macro-level model, a move by the attacker may be 
a campaign that results in control over essential target 
resources, that is, a thorough breach of the system. A move 
by the defender may be a system-wide remediation cam 
paign, e.g., patching of all machines in a network, global 
password refresh, reinstallation of all critical servers, etc. 
The macro-level view of a defender's critical resources as 

a single Flip It resource is attractively simple. A more real 
istic and refined model, however, models an APT as a series 
of stages along a path to system takeover, each stage 
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individually treated as a micro-level Flip It game. The adver 
sary’s global level of control at a given time, then, is a 
function of its success in each of these component games. 
We now give examples of some possible micro-level games. 

Host Takeover. 
In a host takeover version of the game, the target resource 

is a computing device. The goal of the attacker is to 
compromise the device by exploiting a software vulnerabil 
ity or credential compromise. The goal of the defender is to 
keep the device clean through Software reinstallation, patch 
ing, or other defensive security actions. 
An action by either side carries a cost. For the attacker, the 

cost of host compromise may be that of, e.g., mounting a 
Social-engineering attack that causes a user to open an 
infected attachment. For the defender, cleaning a host may 
carry labor and lost-productivity costs. 

Flip It provides guidance to the defender regarding how to 
implement a cost-effective schedule. For example, it can 
help the defender determine how often it should “clean' its 
host machines. 

There are many ways to compromise or clean a host, with 
varying costs and criteria for Success. In a refinement of the 
game, players might choose among a set of actions with 
varying costs and effectiveness. 

For example, the attacker might choose between two 
types of move: (1) Use of a published exploit or (2) Use of 
a zero-day exploit, while the defender chooses either to: (1) 
Patch a machine or (2) Reinstall its software. For both 
players, (1) is the less expensive, but (2) the more effective. 
Action (2) results in takeover for either player, while action 
(1) will only work if the opponent's most recent move was 
action (1). For instance, patching a machine won’t recover 
control from a zero-day exploit, but software reinstallation 
will. 
Key Updates. 
Another application of Flip It is in key rotation or other 

types of key updates. A common hedge against the compro 
mise of cryptographic keys is key rotation, the periodic 
generation and distribution of fresh keys by a trusted key 
management service. Less common in practice, but well 
explored in the research literature is key-evolving cryptog 
raphy, a related approach in which new keys are generated 
by their owner, either in isolation or jointly with a second 
party. In all of these schemes, the aim is for a defender to 
change keys so that compromise by an attacker in a given 
epoch (i.e., interval of time) doesn’t impact the secrecy of 
keys in other epochs. 

Forward-secure protocols protect the keys of past epochs, 
but not those of future epochs. Key-insulated and intrusion 
resilient cryptography protect the keys of both past and 
future epochs, at the cost of involving a second party in key 
updates. Cryptographic tamper evidence provides a mecha 
nism for detecting compromise when both the valid owner 
and the attacker make use of a compromised secret key. 
Key updates in all of these schemes occur at regular time 

intervals, i.e., epochs are of fixed length. Flip It provides a 
key insight here, namely the potential benefit of variable 
length epochs. 
The mapping of this scenario onto FlipIt depends upon the 

nature of the target key. An attacker can make use of a 
decryption key in a strongly stealthy way, i.e., can eavesdrop 
on communications without ready detection, and can also 
easily detect a change in key. In this case, the two players 
knowledge is asymmetric. The defender must play non 
adaptively, while the attacker has the option of a probe move 
at any time, i.e., can determine the state of the system at low 
COSt. 
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Use of a signing key, on the other hand, can betray 

compromise by an attacker, as an invalidly signed message 
may appear anomalous by merit of its content. 
To reflect the information disclosed by use of a signing 

key, we might consider a variant of Flip It in which system 
state is revealed probabilistically. Compromise of a signing 
key by an attacker only comes to light if the defender 
actually intercepts a message signed by the attacker and 
determines from the nature of the signed message or other 
records that the signature is counterfeit. Similarly, the 
attacker only learns of a key update by the defender when 
the attacker discovers a signature by the defender under a 
key. In a further refinement, we might distinguish between 
moves that involve update or compromise of a key and those 
involving its actual use for signing. 

Refreshing Virtual Machines. 
Yet another application of Flip It is in the context of 

refreshing virtual machines (VMs). Virtualization is seeing 
heavy use today in the deployment of servers in data centers. 
As individual servers may experience periods of idleness, 
consolidating multiple servers as VMs on a single physical 
host often results in greater hardware utilization. Similarly, 
Virtual Desktop Infrastructure (VDI) is an emerging work 
place technology that provisions users with desktops com 
prising VMS maintained in centrally managed servers. In 
this model, users are not bound to particular physical 
machines. They can access their virtual desktops from any 
endpoint device available to them, potentially even on Smart 
phones. 

While virtualization exhibits many usability challenges, 
one key advantage is a security feature: VMs can be peri 
odically refreshed (or built from scratch) from “clean' 
images, and data easily restored from backups maintained at 
the central server. 

Takeover of a VM results in a game very similar to that 
for a physical host. Virtualization is of particular interest in 
the context of Flip It, though, because Flip It offers a means 
of measuring (or at least qualitatively illustrating) its secu 
rity benefits. Refreshing a VM is much less cumbersome 
than rebuilding the Software stack in a physical host. In other 
words, virtualization lowers the move cost for the defender. 
Optimal defender play will therefore result in resource 
control for a higher proportion of the time than play against 
a comparable attacker on a physical host. Techniques dis 
closed herein can be used to determine how refreshes of 
individual VMs can best be scheduled while maintaining 
service levels for a data center as a whole. In other words, 
these techniques can be used to determine how refresh 
schedules can best be crafted to meet the dual goals of 
security and avoidance of simultaneous outage of many 
servers/VDI instances. 
Cloud Service Auditing. 
A further Flip It application is in the context of cloud 

service auditing. Cloud computing has a serious drawback, 
in that it requires users (often called “tenants') to rely on the 
trustworthiness of service providers for both reliability and 
security. 
To return visibility to tenants, a number of audit protocols 

have been proposed that enable verification of service-level 
agreement (SLA) compliance by a cloud service provider. 
The strongest of these schemes are challenge-response pro 
tocols. In a Proof of Retrievability (PoR), for instance, a 
tenant challenges a cloud service provider to demonstrate 
that a stored file is remotely retrievable, i.e., is fully intact 
and accessible via a standard application interface. Other 
protocols demonstrate properties such as quality-of-service 
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(QoS) levels, e.g., retention of a file in high-tier storage, and 
storage redundancy, i.e., distribution of a file across multiple 
hard drives. 

Execution of an audit protocol carries a cost: A PoR, for 
instance, requires the retrieval of some file elements by the 
cloud and their verification by a tenant. Techniques dis 
closed herein can be used to determine, for example, the best 
way for a tenant to schedule challenges in an audit Scheme. 

Auditing for verification of SLA compliance is particu 
larly amenable to modeling in Flip It. A move by the 
defender (tenant) may be a challenge/audit, one that forces 
the provider into compliance (e.g., placement of a file in 
high-tier storage) if it has lapsed. A move by the attacker 
(cloud) is a downgrading of its service level in violation of 
an SLA (e.g., relegation of a file to a low storage tier). The 
metric of interest is the fraction of time the provider meets 
the SLA. 

Password Reset. 
Another application for the FlipIt game is password reset. 

When an account or other resource is password-protected, 
control by its owner relies on the passwords secrecy. 
Password compromise may be modeled as a Flip It game in 
which a move by the attacker results in its learning the 
password. For example, the attacker may run a password 
cracker or purchase a password in an underground forum. 
The defender regains control by resetting the password, and 
thus restoring its secrecy. 

This game differs somewhat from basic Flip It. An attacker 
can detect the reset of a password it has compromised simply 
by trying to log into the corresponding account. A defender, 
though, doesn’t learn on resetting a password whether it has 
been compromised by an attacker. Thus, the defender can 
only play non-adaptively, while the attacker has a second 
move option available, a probe move that reveals the state of 
control of the resource. 

3 Flip It Notation, Parameters and Other Features 
Detailed notation used to describe Flip It games herein 

will be described in this section, followed by other param 
eters and features of FlipIt games. It is to be appreciated, 
however, that this description is presented by way of 
example only, and other embodiments can utilize other types 
of game-theoretic modeling in order to determine optimal 
scheduling of defensive security actions in an information 
processing System. 

Players. 
There are two players: The defender is the “good player, 

identified with 0. The attacker is the “bad” player, and is 
identified with 1. It is convenient to treat the game as 
symmetric between the two players. 

Time. 
The game begins at time t-O and continues indefinitely as 

t->OO. In the general form of the game, time is viewed as 
being continuous, but we also support a version of the game 
with discrete time. 
Game State. 
The time-varying variable C=C(t) denotes the current 

state of the game, the player controlling the resource at time 
t; C(t) is either 0 or 1 at any time t. We say that the game is 
in a “good state' if C(t)=0, and in a “bad state' if C(t)=1. 

For i=0,1 we also let 

denote whether the game is in a good State for player i at 
time t. Here I is an “indicator function: ()=1 if its argument 
is true, and 0 otherwise. Thus, C(t)=C(t) and Co (t)=1-C 
(t). The use of Co and C allows us to present the game in a 
symmetric manner. 
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16 
The game begins with the game in a good state: C(O)0. 
Moves. 
A player may “move (e.g., push its button) at any time, 

but is only allowed to push its button a finite number of times 
in any finite time interval. He may not, for example, push its 
button at times 1/2, 2/3. 3/4. . . . . as this means pushing its 
button an infinite number of times in the time interval 0.1. 
One could even impose an explicit lower bound on the time 
allowed between two button pushes by the same player. 
A player cannot move more than once at a given time. We 

allow different players to play at the same time, although 
with typical strategies this happens with probability 0. If it 
does happen, then the moves "cancel and no change of state 
happens. This way of tie-breaking makes the game fully 
symmetric, which we prefer to alternative approaches Such 
as giving a preference to one of the players when breaking 
a tie. It is convenient to have a framework that handles ties 
Smoothly, since discrete versions of the game, wherein all 
moves happen at integer times, might also be of interest. In 
Such variants ties may be relatively common. 
We denote the sequence of move times, for moves by both 

players, as an infinite nondecreasing sequence 

it 1, t2, is . . . 

The sequence might be nondecreasing, rather than strictly 
increasing, since we allow the two players move at the same 
time. 
We let p, denote the player who made the k-th move, so 

that p E {0,1}. We let p denote the sequence of player 
identities: 

PPP2P3, . . . 

We assume that t=0 and p=0; the good player (the 
defender) moves first at time t-0 to start the game. 

For i=0,1 we let 

titi.1, ii.2, ii.3 . . . 

denote the infinite increasing sequence of times when player 
i moves. 
The sequences to and t are disjoint subsequences of the 

sequence t. Every element t of t is either an element to of 
to or an element ti, oft. 
The game's state variable C(t) denotes the player who has 

moved most recently (not including the current instant t), so 
that 

C(i) p for t-sist and for all ke1. 

When C(t)=i then player i has moved most recently and is 
“in control of the game,” or “in possession of the resource.” 
We assume that C(0)=0. 

Note that C(t) p. ; this is convenient for our develop 
ment, since if a player moves at time t then C(t) denotes the 
player who was previously in control of the game (which 
could be either player). 

For compatibility with our tie-breaking rule, we assume 
that if t t (a tie has occurred), then the two moves at 
times t and t have subscripts ordered so that no net 
change of state occurs. That is, we assume that p. 1-C(t) 
and p=1-p. Thus, each button push causes a change of 
state, but no net change of state occurs. 
We let n(t) denote the number of moves made by player 

i up to and including time t, and let 

denote the total number of moves made by both players up 
to and including time t. 

For td-0 and i=0,1, we let 

IPR2025-01397 
CrowdStrike EX1008 Page 15



US 9,471,777 B1 
17 

denote the average move rate by player i up to time t, and 
let 

denote the total average move rate. 
We let r(t) denote the time of the most recent move by 

player i: this is the largest value of t, that is less than t (if 
player i did not move since the beginning of the game, then 
we define r(t)=-1). Player 0 always moves at time 0, and 
therefore r(t)=0. We let r(t)=max(ro(t), r(t))-0 denote the 
time of the most recent move by either player. 

Feedback During the Game. 
We distinguish various types of feedback that a player 

may obtain during the game (specifically upon moving). It 
is an interesting aspect of this game that the players do not 
automatically find out when the other player has last moved; 
moves are stealthy. A player must move himself to find out 
(and reassert control). 
We let (p,(t) denote the feedback player i obtains when the 

player moves at time t. This feedback may depend on which 
variant of the game is being played. 

Non-Adaptive DNA. 
In this case, a player does not receive any useful feedback 

whatsoever when he moves; the feedback function is con 
Stant. 

Last Move LM. 
The player moving at time t-O finds out the exact time 

when the opponent played last before time t. That is, player 
i learns the value: 

Full History FH. 
The mover finds out the complete history of moves made 

by both players so far: 

We abbreviate these forms of feedback as NA, LM and 
FH, and we define other types offeedback elsewhere herein. 
We consider non-adaptive (NA) feedback to be the default 
(i.e., standard) version of the game. When there is feedback 
and the game is adaptive, then players interact in a mean 
ingful way and therefore cooperative (e.g., “tit-for-tat') 
strategies may become relevant. 

Views and History. 
A view is the history of the game from one player's 

viewpoint, from the beginning of the game up to time t. It 
lists every time that player moved, and the feedback 
received for that move. 

For example, the view for player i at time t is the list: 

where t, is the time of playeri's j-th move, its last move up 
to time t, and p(t) is the feedback player i obtains when 
making its j-th move. 
A history of a game is the pair of the players’ views. 
Strategies. 
A strategy for playing this game is a (possibly random 

ized) mapping S from views to positive real numbers. If S 
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is a strategy and V a view of length j, then S(V) denotes the 
time for the player to wait before making move j+1, so that 
t–t,+S(V). 
The next view for the player following strategy S will thus 

be 

We define now several classes of strategies. 
Non-Adaptive Strategies: 
We say that a strategy is non-adaptive if it does not require 

feedback received during the game, and we denote by 
JN the class of all non-adaptive strategies. A player with a 
non-adaptive strategy plays in the same manner against 
every opponent. A player with a non-adaptive strategy can 
generate the time sequence for all of its moves in advance, 
since they don’t depend on what the other player does. They 
may, however, depend on Some independent source of 
randomness; non-adaptive strategies may be randomized. 

Renewal Strategies: 
Renewal strategies are non-adaptive strategies for which 

the intervals between consecutive moves are generated by a 
renewal process. Therefore, the inter-arrival times between 
moves are independent and identical distributed random 
variables chosen from a probability density function f. As 
the name Suggests, these strategies are “renewed after each 
move: the interval until the next move only depends on the 
current move time and not on previous history. 

Periodic Strategies: 
An example of a simple renewal strategy is a periodic 

strategy. We call a strategy periodic if there is a 6 such that 
the player always pushes its button again once exactly Ö 
seconds have elapsed since its last button-push. We assume 
that the periodic strategy has a random phase, i.e., the first 
move is selected uniformly at random from interval 0.8 (if 
the strategy is completely deterministic the opponent can 
find out the exact move times and Schedule its moves 
accordingly). 

Exponential Strategies: 
We call a strategy exponential if the player pushes its 

button in a Poisson manner: there is some rate C. Such that 
in any short time increment A the probability of a button 
push is approximately C.A. In this case, S(v) has an expo 
nential distribution and this results in a particular instance of 
a renewal strategy. 

Adaptive Strategies: 
The class of adaptive strategies encompasses strategies in 

which players receive feedback during the game. In the 
LM-adaptive class of strategies denoted A a player 
receives last-move feedback, while in the FH-adaptive class 
denoted A a player receives full history feedback, as 
previously defined. 

No-Play Strategies: 
We denote by do the strategy of not playing at all (effec 

tively dropping out of the game). We will show that this 
strategy is sometimes the best response for a player against 
an opponent playing extremely fast. 

Information Received Before the Game Starts. 
Besides receiving feedback during the game, sometimes 

players receive additional information about the opponent 
before the game starts. We capture this with (p,(0), which 
denotes the information received by player i before the game 
starts. There are several cases we consider: 

Rate of Play RP. 
In this version of the game, player i finds out the limit of 

the rate of play C.(t) of its opponent at the beginning of the 
game (assuming that the rate of play converges to a finite 
value): 
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d;(0) = limo () 

However, no additional information is revealed to the player 
about its opponent's moves during the game. 

Knowledge of Strategy (KS). 
Player i might find additional information about the 

opponents strategy. For instance, if the opponent (player 
1-i) employs a renewal strategy generated by probability 
density function f, then KS information for player i is the 
exact distribution f: 

Knowledge of the renewal distribution in this case does not 
determine uniquely the moves of player 1-i, as the random 
ness used by player 1-i is not divulged to player i. In one or 
more embodiments, we only use KS in conjunction with 
renewal strategies, but the concept could be generalized to 
other classes of strategies. 
We make the observation that the latter two definitions 

can be applied meaningfully only to a non-adaptive adver 
sary. An adaptive adversary from class LM or FH can 
estimate the rate of play of the defender, as well as the 
strategy during the game from the information received 
when moving. But a non-adaptive adversary receiving RP or 
KS information before the game starts can adapt its strategy 
and decide on its moves based on the additional knowledge 
about the opponent's strategy. 
The information received at the beginning of the game, 

hence, could be used, in conjunction with the feedback 
received while moving, to determine the strategy of playing 
the game. We can more formally extend the definition of 
views to encompass this additional amount of information 
aS 

Gains and Benefits. 
Players receive benefit equal to the number of time units 

for which they are the most recent mover, minus the cost of 
making their moves. We denote the cost of a move for player 
i by k, it is important for our modeling goals that these costs 
could be quite different. 

Player is total gain G, in a given game (before subtracting 
off the cost of moves) is just the integral of C.: 

(tip(t))) 

Thus G,(t) denotes the total amount of time that player i has 
owned the resource (i.e., controlled the game) from the start 
of the game up to time t, and 

Go(t)+G(t)=t 

The average gain rate for player i is defined as: 
Y;(t)=G.(t)?t 

so that Y(t) is the fraction of time that player i has been in 
control of the game up to time t. Thus, for all t0: 

We let B,(t) denote player is net benefit up to time t; this is 
the gain (total possession time) minus the cost of player is 
moves so far: 

We also call B,(t) the score of player 1 at time t. The 
maximum benefit Bo (t)=t-1 for player 0 would be obtained 
if neither player moved again after player 0 took control at 
time t-0. 
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We let B,(t) denote player is average benefit rate up to 

time t: 

this is equal to the fraction of time the resource has been 
owned by player i, minus the cost rate for moving. 

In a given game, we define player is asymptotic benefit 
rate or simply benefit as 

p3 = liminff;(t). 

We use liminf since B(t) may not have limiting values as 
t increases to infinity. 
An alternative standard and reasonable approach for Sum 

marizing an infinite sequence of gains and losses would be 
to use a discount rate vs1 so that a unit gain at future time 
t is worth only W. The previous approach is simpler when at 
least one of the players is non-adaptive, so we’ll omit 
consideration of the alternative approach here. 

While we have defined the benefit for a given game 
instance, it is useful to extend the notion over strategies. Let 
S, be the strategy of player 1, for ie {0,1}. Then the benefit 
of player i for the FlipIt game given by Strategies (So S) is: 

1 , , ; 
(So. S) = limX 6." f3 (So, S1) in 2, 

where {B,' " are the benefits obtained by player 1 in n 
different instances of the game played according to strate 
gies (So S). 

Game-Theoretic Definitions. 
We denote by FlipIt(Co., C ) the FlipIt game in which 

player i chooses a strategy from class C, for ie {0,1}. For a 
particular choice of strategies Soe Co and Sie C , the benefit 
of player i is defined as above. In the Flip It game, benefits 
may be viewed as similar to the notion of utility used in 
game theory. 

Using terminology from game theory, a strategy Soe Co is 
strongly dominated for player 0 in game Flipt(Co., C ) if 
there exists another strategy Soe Co. Such that: 

A strategy So is dominant for player 0 in game Flipt(Co. 
C ) if: 

Similar definitions can be given for player 1 since the game 
is fully symmetric. 

There is an implicit assumption in the game theory 
literature that a rational player does not choose to play a 
strategy that is strongly dominated by other strategies. 
Therefore, elimination of strongly dominated strategies for 
both players is a standard technique used to reduce the space 
of strategies available to each player. We denote by Flip It ( 
Co., C ) the residual Flip It game consisting of Surviving 
strategies after elimination of strongly dominated strategies 
from classes Co and C. A rational player will always 
choose a strategy from the residual game. 
A Nash equilibrium for the game FlipIt(Co. C ) is a pair 

of strategies (So S)e Cox C Such that: 
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4 Non-Adaptive Renewal Games 
In this section, we start our theoretical analysis of the 

FlipIt game with a simple, but interesting class of games. We 
consider strategies that are “renewed after each move. A 
player decides on its set of moves without receiving any 
feedback about its opponent during the game or taking into 
consideration the history of previous moves. Each players 
move times depend only on the time he moved last, and on 
some fixed distribution from which the interval between 
moves is chosen independently and uniformly at random. 

In this class of strategies, called renewal strategies, the 
intervals between each player's move times are generated by 
a renewal process, a well-studied type of stochastic process. 
We analyze the Flip It game played with either renewal or 
periodic strategies, finding Nash equilibria for particular 
instances of the game, determining strongly dominated and 
dominant strategies (if they exist), and characterizing the 
residual game. 
Our main result in this section demonstrates that renewal 

strategies are strongly dominated by periodic strategies, and 
the Surviving strategies in the residual FlipIt game are the 
periodic strategies. In addition, in the Subclass of renewal 
strategies with a fixed rate of play, the periodic strategy is the 
dominant one. 
We also analyze in depth the Flip It game in which both 

players employ a periodic strategy with a random phase. We 
compute the Nash equilibria for different conditions on 
move costs, and discuss the choice of the rate of play when 
the adversary receives feedback according to NA and RP 
definitions given above. 

4.1 Playing Periodically 
We start this section by analyzing a very simple instance 

of the FlipIt game. We consider a non-adaptive continuous 
game in which both players employ a periodic strategy with 
a random phase. If the strategy of one player is completely 
deterministic, then the opponent has complete information 
about the deterministic player's move times and therefore 
could schedule its moves to control the resource at all times. 
For this reason, we introduce Some randomness in the 
periodic strategy through the first move, which can be 
selected uniformly at random from Some interval. 
More specifically, a periodic strategy with random phase 

is characterized by the fixed interval between consecutive 
moves, denoted Ö. We assume that the first move called 
phase is chosen uniformly at random in interval 0. 6. The 
average play rate (not considering the first move) is given by 
C=1/8. We denote by P, the periodic strategy with random 
phase of rate C. and P the class of all periodic strategies 
with random phases: 

We consider the Flip It game in which player i employs 
strategy P. Let 8, 1/O, be the period, and k, the move cost 
of player i. for ie{0,1}. The game is graphically depicted in 
FIG. 6. 
Computing Benefits. 
For the periodic game defined above, the benefits of both 

players depend on rates of play Co and C. We denote 
therefore the benefit of player i by B,(CoO). To compute 
both players benefits, we consider two cases: 

Case 1: CoeC. (The defender plays as least as fast as the 
attacker) 

Let r=8/6. The intervals between two consecutive 
defender's moves have length Öo, and the attacker moves in 
each interval with probability r. When the attacker moves in 
an interval, he can move at any point in that interval 
uniformly at random (since he uses a random phase). Thus 
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the attacker controls the resource on average a fraction r?2 of 
time. We can then express the players' benefits as: 

C 
f30(ao, a 1) = 1 - 2 - kodo = 1 - 2ao - koao 

C 
f3 (co, a 1) = 2 - k1a1 = 2ao - k1a1 

Case 2: CosC. (The defender plays no faster than the 
attacker) 

With a similar analysis, players benefits are: 

Co k 
f30(ao, a 1) = 3-koo 

CO 
f3 (co, a 1) = 1 - 2a - k1a1 

Nash Equilibria. 
As a second step, we are interested in finding Nash 

equilibria, points for which neither player will increase its 
benefit by changing its rate of play. More formally, a Nash 
equilibrium for the periodic game is a point (Co.C.) Such 
that the defender's benefit Bo (C. C. *) is maximized at 
CoCo and the attacker's benefit f8 (Co., C.) is maximized 
at C.-C*. 
We make some useful notation. We denote by opto (C.) the 

set of values (rates of play Co) that optimize the benefit of 
the defender for a fixed rate of play C. of the attacker. 
Similarly, we denote by opt (C) the set of values (rates of 
play O.) that optimize the benefit of the attacker for a fixed 
rate of play Co of the defender. It can be shown that the FlipIt 
game Flip It(P, P) in which both players employ periodic 
strategies with random phases has the following Nash equi 
libria: 

kn < k -- - - ). 
O do = 2, 2k 

sk 1 
ko = k1 Co F (21 2k 

kn > k k1 ... 1 
O Co 2.91 - 2, 

FIG. 9 shows the Nash equilibrium for a game with 
periodic attacker and periodic defender and move costs ko-1 
and k=1.5. The optimal strategy opt of the defender is 
depicted by curve 900, and the optimal strategy of the 
attacker opt is depicted by curve 902, as a function of move 
costs. The unique Nash equilibrium occurs at the intersec 
tion of the curves 900 and 902. Also shown in the figure are 
regions corresponding to cases for which it is optimal for the 
defender, and the attacker, respectively, not to move at all 
(i.e., when opto (C.) 0 or opt (C)=0, respectively). These 
regions are the region to the right of dashed line 904 for the 
attacker, and the region above dashed line 906 for the 
defender. 

Parameter Choices. 
Parameter choices have an impact on the benefits 

achieved by both players in the game. The periodic strategy 
with random phase for player i is uniquely determined by 
choosing rate of play C. Again, in the non-adaptive version 
of the game neither player has any information about the 
opponents strategy (expect for the move costs, which we 
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assume are known at the beginning of the game). Therefore, 
players need to decide upon a rate of play based only on 
knowledge of the move costs. 

Generally, the player with a lower move cost has an 
advantage on its opponent. Therefore, an important lesson 
derived from Flip It is that by lowering the move cost a 
player can obtain higher benefit, no matter how the opponent 
plays. When move costs are equal, both players can achieve 
similar benefits, and neither has an advantage over the other. 
As expected, the benefits of both players are negatively 
affected by increasing the move costs. Also, playing too fast 
results eventually in negative benefit, as the cost of the 
moves exceeds that of the gain achieved from controlling the 
SOUC. 

Forcing the Attacker to Drop Out. 
If the defender plays extremely fast (periodic with rate 

Coe1/2k), the attacker's dominant non-adaptive strategy is 
to drop out of the game. The reason is that in each interval 
between defender's consecutive moves (of length 8-1/ 
Cos2k), the attacker can control the resource on average at 
most half of the time, resulting in gain at most k. However, 
the attacker has to spend k for each move, and therefore the 
benefit in each interval is negative. 
We can characterize the residual FlipIt game in this case: 

FlipIt (P=N )=FlipIt(P2P) 
4.2 General Renewal Strategies 
We analyze now the general case of non-adaptive renewal 

games. In this class of games both players strategies are 
non-adaptive and the inter-arrival times between each play 
er's moves are produced by a renewal process (characterized 
by a fixed probability distribution). We start by presenting 
some well-known results from renewal theory that will be 
useful in our analysis and then present a detailed analysis of 
the gains and benefits achieved in the renewal game. 

Renewal Theory Results. 
Let {X}o be independent and identically distributed 

random variables chosen from a common probability density 
function f. Let F be the corresponding cumulative distribu 
tion function. {X}o can be interpreted as inter-arrival 
times between events in a renewal process: the n-th event 
arrives at time SX., "X. Let u=EDX), for all ne0. 
A renewal process generated by probability density func 

tion f is called arithmetic if arrivals occur only at integer 
multiples of a real number d. The span of an arithmetic 
distribution is the largest d for which this property holds. A 
renewal process with d=0 is called non-arithmetic. 

For a random variable X given by a probability density 
function f. corresponding cumulative distribution F, and 
expected value L=EDX, we define the size-bias density 
function as: 

1 - F f(z) = 2 

and the size-bias cumulative distribution function as: 

The age function Z(t) of a renewal process is defined at time 
interval t as the time since the last arrival. Denote by fa 
and F2 the age density and cumulative distribution func 
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tions, respectively. It can be shown that the age density and 
cumulative distribution functions are converging, as t goes 
to OO, to the size-bias density and cumulative distribution 
functions, respectively. More particularly, for a non-arith 
metic renewal process given by probability density function 
jf, the age density and cumulative distribution functions 
converge as: 

lim fa)(3) = f "(z) 

Playing FlipIt with Renewal Strategies. 
A renewal strategy for a player is a strategy in which the 

player's moves are generated by a renewal process. In a 
non-arithmetic renewal strategy, the player's moves are 
generated by a non-arithmetic renewal process. We denote 
by Rif the renewal strategy generated by a non-arithmetic 
renewal process with probability density function f, and by 
TR the class of all non-arithmetic renewal strategies: 

TR ={Rlf is non-arithmetic probability density 
function} 

Here we consider the Flip It game in which both players 
employ non-arithmetic renewal strategies: player i uses 
strategy R. Let us denote the intervals between defender's 
moves as {X}o and the intervals between attacker's 
moves as {Y} {X}o are identically distributed ran 
dom variables chosen independently from probability den 
sity function fo with average Lo, while {Y}o are inde 
pendent identically distributed random variables chosen 
from probability density function f with average L. Let 
C, 1/u, be the rate of play of player i. 
We denote the corresponding cumulative distribution 

functions as Fo and F. Since both renewal processes are 
non-arithmetic, we can infer that the age density and cumu 
lative distribution functions of both processes converge. 
Denote by f*, f* and F*, F * the size-bias density and 
cumulative distribution functions for the two distributions. 
A graphical representation of this game is given in FIG. 

7. The defender and attacker play with inter-arrival times 
independent identically distributed (iid) from probability 
distributions fo and f, respectively. 

In the non-adaptive Flip It renewal game Flip It (TR, TR ). 
the players' benefits for strategies (R,R)e Rx R are: 

This result can be generalized to strategies from class TRU 
P. For strategies from class P, we consider below the 

size-bias density and cumulative distribution functions of 
the underlying periodic distribution. In more detail, for 
strategy P e P, the density and cumulative distribution of 
the underlying periodic distribution are: 

1, x = 0, x 

0, x it 1, x 2 

1 1 
C C 

F F(x) 1 
C C 
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Then the size-bias density and cumulative distribution func 
tions for the periodic distribution are: 

1 1 

F(x) 1 
C C 

1 X 2 

With this convention, it can be shown that, in the non 
adaptive FlipIt game Flip It('R UP, R U P), the players 
benefits for strategies (S,S)e( R U P)x(TRUP) are: 

4.3 the Residual Renewal Game 
We are now able to completely analyze the Flip It game 

with strategies in class R UP. We show first that for a 
fixed rate of play C, of player i the periodic strategy is a 
dominant strategy for player i (or, alternatively, all non 
arithmetic renewal strategies are strongly iteratively elimi 
nate the strongly dominated strategies, the Surviving strat 
egies in the residual game FlipIt('R U P, R U P) are the 
periodic strategies. 

For a fixed CD0, we denote by R, the class of all 
non-arithmetic renewal strategies of fixed rate C, and by 
"P, the class of all periodic strategies of rate C. As there 
exists only one periodic strategy of rate C., R ={P}. It can 
be shown that: 

1. For a fixed rate of play Co of player 0, strategy P, is a 
dominant strategy for player 0 in game FlipIt('R U P. 
R UP ). A similar result holds for player 1. 
2. The Surviving strategies in the residual Flip It game 

FlipIt( R U P, R U P) are strategies from class P: 
Flipt: (1R U P R U P-Flipt( P. P) 

The foregoing results also hold if one or both players 
receive information at the beginning of the game according 
to the RP definition. 

4.4 Renewal Games with an RPAdversary 
In the case in which one player (assume the adversary) 

receives feedback according to RP (i.e., knows the rate of 
play of the defender), we can provide more guidance to 
players on choosing their rates of play for achieving maxi 
mum benefit. In particular, we consider a scenario in which 
the adversary knows the rate of play of the defender, and we 
assume that the adversary plays rationally in the sense that 
he tries to maximize its benefit: For a fixed rate of play Co 
of the defender, the adversary chooses to play with rate 
C*-argmax B (Co.). Under this circumstance, the defender 
can also determine for each fixed rate of play Co., the rate of 
play C.* of a rational adversary. It is then rational for the 
defender to pick the rate of play Co. that maximizes its own 
benefit: Co-argmax Bo(.C.'*). 

It is possible to determine exact values of C* and C. *, as 
well as maximum benefits achieved by playing at these rates. 
Consider the periodic Flip It game with NA defender and RP 
attacker. Assume that the attacker always chooses its rate of 
play to optimize its benefit: C*-argmax B (Co.) given a 
fixed rate of play of the defender Co., and the defender 
chooses its rate of play Co. that achieves optimal benefit: 
Co-argmax Bo(', C.). Then: 
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1. Fork,<(4-V12)ko the rates of play that optimize each 

player's benefit are: 

The maximum benefits for the players are: 

2. Fork,-(4-V12)ko the rates of play that optimize each 
players benefit are (, denotes convergence from above): 

o643, a = 0. 

The maximum benefits for the players are: 

sk sk ko sk sk fo (a,a) = 1 - -; f3(a), a) = 0. 2k1 

5 LM-Adaptive Attacker 
In the previous section, we analyzed a non-adaptive 

instance of Flip It in which both players employ non-arith 
metic renewal or periodic strategies. We consider now a 
FlipIt game in which the defender is still playing with a 
renewal or periodic strategy, but the attacker is more pow 
erful and receives feedback during the game. In particular, 
the attacker finds out the exact time of the defender's last 
move every time he moves, and is LM-adaptive according to 
the definition given previously. Also, for a defender playing 
with a renewal strategy, an LM-adaptive attacker is just as 
powerful as an FH-adaptive one. 

This models a realistic scenario in which attackers have 
access to more information than defenders. For instance, 
attackers could guess with high confidence the interval of 
the last password change or key refresh of the defender. In 
this model, our goals are two-fold: first, we'd like to under 
stand which renewal strategies chosen by the defender 
achieve high benefit againstan adaptive attacker, second, we 
are interested in finding good adaptive strategies for the 
attacker, given a fixed distribution chosen by the defender. 
We analyze this game for the defender playing with 

periodic and exponential distributions. For an LM-adaptive 
adversary, the periodic strategy is a poor choice, as the 
defender's benefit is always negative. For the defender 
playing with an exponential distribution, we prove that the 
attacker's dominant strategy is periodic play (with a rate 
depending on the defender's rate of play). We also define a 
new distribution called delayed exponential, in which the 
defender waits for a fixed interval of time before choosing 
an exponentially distributed interval until its next move. We 
show experimentally that for some parameter choices the 
delayed exponential distribution results in less frequent 
moves and, hence, increased benefit for the defender com 
pared to exponential play. 

5.1 Game Definition 
In this version of the game, the defender plays with either 

a non-arithmetic renewal strategy from class R or with a 
periodic strategy with random phase from class P. Hence, 
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the inter-arrival times between defender's consecutive 
moves are given by independent and identically distributed 
random variables {X}o from probability density function 
fo. 
The attacker is LM-adaptive and its inter-arrival move 

times are denoted by {Y}o. At its n-th move, the attacker 
finds out the exact time since the defender's last move, 
denoted t, The attacker determines the interval till its next 
move Y, taking into consideration the history of its own 
previous moves (given by {Y}, o”), as well as T. Without 
loss of generality, the attacker doesn't consider times {T,}- 
when determining interval Y, for the following reason. 
The defender “restarts its strategy after each move, and thus 
knowledge of all the history {T, doesn't help the attacker 
in improving its strategy. 

This game is graphically depicted in FIG.8. The defender 
plays with inter-arrival times iid from distribution f. The 
attacker finds out upon moving the interval since defenders 
last move t, 

It should be noted that an LM-adaptive attacker is as 
powerful as an FH-adaptive attacker against a renewal or 
periodic defender: 

FlipIt( R UP., A)=FlipIt( R UP, A ) 
The reason is that an FH-adaptive attacker, while receiving 
more feedback during than game than an LM-adaptive one, 
will only make use of the last defender's move in determin 
ing its strategy. Information about previous defenders 
moves does not provide any additional advantage since the 
defender's moves are independent from one another. 

5.2 Defender Playing Periodically 
We start by analyzing the simple game in which the 

defender plays with a periodic distribution with random 
phase given by period 8. The attacker finds out after its first 
move the exact phase of the distribution (the time of the 
defender's first move denoted X). As such, the attacker 
knows the exact time of all future moves by the defender: 
X+6, Xo-2ö. . . . . The dominant strategy for the attacker 
is then to play “immediately after the defender, and control 
the resource all the time after the first move. However, when 
the defender plays sufficiently fast, it can force the attacker 
to drop out of the game. We distinguish two cases based on 
the defender's rate of play. 

Case 1: Co-1/k 
In this case the dominant attacker strategy is to play right 

after the defender. Therefore, the defender only controls the 
resource for a small time interval at the beginning of the 
game. We can prove that the gain of the defender is 
asymptotically 0 (Yo-0) and that of the attacker converges to 
1 (Y=1). The benefits of the players are: 

is 

fo-kobo: B-1-k/6 

Case 2: Coe1/k 
In this case, the attacker would have to spend more budget 

on moving than the gain obtained from controlling the 
resource, resulting in negative or Zero benefit. Therefore, the 
defender forces the attacker to drop out of the game. 

Forcing the Attacker to Drop Out. 
If the defender plays periodic with rate 1/k, a FH 

adaptive attacker's dominant strategy is not playing at all. 
Therefore all FH-adaptive attacker strategies are strongly 
dominated by the no-play strategy against a defender play 
ing with strategy P, and we can characterize the residual 
FlipIt game in this case: 

FlipIt (P, - ra)-FlipIt(P.d) 
The benefit achieved by the defender is Bo-1-k/k. 
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This demonstrates that the periodic strategy with a ran 

dom phase is a poor choice for the defender (unless the 
defender plays extremely fast), resulting always in negative 
benefit. This motivates us to search for other distributions 
that will achieve higher benefit for the defender in this 
version of the game. 

5.3 Defender playing exponentially We analyze now the 
game in which the defender plays with an exponential 
distribution with rate, denoted E. The exponential distri 
bution is memory less: in a renewal process with inter-arrival 
time between events distributed exponentially, at each 
moment in time the time till the next event is independent of 
the time passed since the last event. Intuitively, an LM 
adaptive attacker finding out the time since defender's last 
move, has no advantage in predicting the time of the next 
move compared to a non-adaptive attacker. Accordingly, we 
can prove that strategies from the LM-adaptive class are 
strongly dominated by periodic strategies (and, hence, the 
attacker does not benefit from the additional feedback 
received during the game). More particularly, it can be 
shown that the dominant LM-adaptive strategy against a 
defender playing exponentially with rate w is a periodic 
strategy Pie P (or no play at all). 
Assuming that the defenders and the attacker's move 

costs are ko and k, respectively, and the period of the 
attacker's dominant strategy is 8-1/O (with the convention 
that delta->OO for the no play strategy), the benefits for the 
players in game Flipt(EP) are: 

Also, there is a relationship between the period 8 of the 
dominant LM-adaptive attacker strategy and the rate W of the 
defender's exponential distribution. Assume that the 
defender plays with an exponential distribution E with fixed 
rate W. Then: 

1. If v-1/k, the LM-adaptive dominant strategy is P. 
with period 6-1/C. Satisfying equation: 

2. If a 1/k, then the LM-adaptive dominant strategy for the 
attacker is not playing at all. 

Choosing the Defender's Rate of Play. 
It was shown above that by playing exponentially, the 

defender induces a periodic play (or no play at all) for the 
attacker's dominant strategy. We now determine the rate at 
which the defender should play to maximize its own benefit. 
An LM-adaptive attacker can estimate the rate of play of 

the defender since it has information about the exact times 
of the defender's moves. Then, we can assume that a rational 
attacker always chooses the period 6 of the dominant peri 
odic strategy, as discussed above, a function of w and the 
move costs ko and k. A rate W chosen by the defender 
therefore induces a period 8 for the attacker, known to the 
defender as well. The defender can then choose the rate of 
play w that maximizes its own benefit fo(EPs). A formula 
for determining the rate that maximizes the defenders 
benefit in a game in which both players are rational can be 
obtained as follows. Assume that player's move costs are ko 
and k, the defender plays exponentially at rate w, and an 
LM-adaptive attacker chooses period 8 in the manner 
described previously. Then: 
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1. If koa.0.854k, the maximum benefit fo(EPs) is 
greater than 1-k/k and is achieved by playing at rate: 

1 - (1 +3)eš 
A. k 

where Z is the unique Solution of equation 

ko e - 1 - 3 
k 3 

For this choice of W, the attacker's maximum benefit is 
achieved for period 

i. 

2. If ko-0.854k, the benefit fo(EPs) has maximum 
value 1-k/k and is achieved by playing at rate v1/k. The 
attacker's best response is not playing at all, and thus 
B (EPs)0. 
The results given above for a powerful LM-adaptive 

adversary also hold for an RP adversary playing against an 
exponential defender (since the feedback received by an LM 
adversary is not helpful in improving its strategy). Certain of 
the results (those that do not require that the adversary 
knows the rate of play of the defender) hold for a NA or KS 
adversary as well. Thus, if the defender plays exponentially 
with a fixed rate, the dominant strategy for an NA, RP, KS 
or LM-adaptive adversary is periodic play. For an RP or LM 
adversary, the period 6 of the dominant attacker strategy is 
as given above, and the defender maximizes its benefit by 
choosing its rate of play in the manner described above. 

5.4 Defender Playing with Delayed Exponential Distri 
bution 
We now consider if the exponential distribution is the 

dominant renewal strategy for the defender playing against 
an LM-adaptive attacker. We provide experimental evidence 
that the defenders benefit achieved when playing exponen 
tially can be further improved using a delayed exponential 
distribution. When playing with a delayed exponential dis 
tribution, the defender's inter-move times X are computed 
as XA+X, for na0 where A is a fixed “wait” time interval 
and {X}o are iid from an exponential distribution of rate 
W'. 

Intuitively, for Some parameter choices in this game both 
players benefits increase (or stay the same) compared to an 
exponential defender and periodic attacker game (analyzed 
in the previous section). The reason is that the fixed delay A 
induces moves from the defender with less frequency than in 
the exponential case. Also, if the attacker moves at time t-A 
after a defender move, it will wait for A-t before moving 
next (as it knows for Sure the defender is not moving in a 
A-long interval). AS Such, both players play less frequently 
and pay less for move costs, resulting in higher benefits for 
both. 
We first show below the dominant LM-adaptive strategy 

for the attacker when the defender plays with a delayed 
exponential distribution. In the next subsection we provide 
experimental results that confirm that the defenders benefit 
increases by playing the delayed exponential strategy com 
pared to simply playing exponentially. The question of 
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which renewal strategy is dominant for the defender against 
an LM-adaptive adversary is left open. 
Assume that the defender plays with a delayed exponen 

tial distribution given by parameters A and W. There exists 
a period 6' such that the dominant LM-adaptive strategy for 
the attacker is given by inter-move times {Y}o with: 

5.5 Experimental Evaluation of Different Defender Strat 
egies 
We conclude this section by giving results of experimen 

tal evaluations of several defender Strategies against adver 
saries receiving different types offeedback during the game. 
In FIG. 10, we plot the maximum defenders benefit against 
an LM-adaptive adversary. For the periodic and exponential 
renewal Strategies, we plot the maximum benefit rates 
derived by our theoretical analysis above. Since we found it 
challenging to compute exact benefit rates for the defender 
playing with a delayed exponential distribution, we present 
experimental results for this distribution. 
We have implemented the FlipIt game in Python with time 

discretized at integer intervals of length one. Each round of 
the game is played for 100,000 time units. To compute the 
benefit for fixed attacker and defender strategies, we run 10 
instances of the game and report the average benefit rates. 
For the results presented in FIG. 10, we have fixed the 
defender's move cost k at 5, and varied k to achieve a 
particular ratio k/k shown on the horizontal axis (the 
exception is the point with ki/ko-0.5, for which we used 
k=10 and k=5). 
The delayed exponential distribution employed by the 

defender in this embodiment is completely characterized by 
two parameters: the wait interval A and the rate of play W. 
We exhaustively search the optimal parameters in the fol 
lowing space: AeO,50 and A E 0.01.0.2 (discretized at a 
step of 0.01). We determined the search space for the rate of 
play by looking at the optimal rate for the exponential 
distribution and varying it within at least a factor of two both 
above and below. As for the wait interval, we noticed that in 
virtually all cases, waiting for longer than 50 time units 
results in very low benefit for the defender. For fixed 
parameters A and W, we experimentally search for the 
above-described dominant adversarial strategy against a 
delayed exponential distribution, which does not specify the 
exact value of parameter Ö'. We then exhaustively search for 
Ö' in a sufficiently large interval (at least 8-10 larger than the 
move cost k). 

It is apparent from the figure that the periodic strategy is 
a poor choice for an LM-adaptive adversary, as the defend 
er's benefit is 0. Also, the delayed exponential strategy 
outperforms the exponential strategy, for cases in which 
k/ki>1. Besides, a very counterintuitive observation is that 
it is sometimes in a players best interest to release infor 
mation about its own strategy. In this example, if the 
adversary knows that the defender plays with an exponential 
distribution, the adversary chooses a different rate of play 
than in a renewal game in which the adversary has no 
additional information about the defender's strategy. This 
additional knowledge released to the adversary results in 
increased defender benefit (for particular choices of move 
costs). 
The benefit achieved by playing a delayed exponential 

distribution against an KS+RP adversary is not plotted. 
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However, it is expected that if the adversary only knows the 
rate of play and the defender's distribution, but receives no 
additional feedback during the game, he cannot do better 
than playing with a periodic strategy (as he cannot predict 
the exact move times of the defender). 
As noted above, the delayed exponential distribution 

outperforms the exponential strategy for carefully chosen 
parameters (the increase in the defenders benefit ranges 
between 15% and 14.0%). For a more thorough comparison, 
we present in Table 1 below the exact parameters and 
benefits achieved for both the exponential and delayed 
exponential strategies. We observe that the optimal wait 
intervals A increase with the attacker's move cost k, and 
that the optimal rate W' is always higher than the optimal rate 
w of the exponential strategy. 

TABLE 1. 

Parameters and benefits for optimal exponential and 
delayed exponential strategies 

Exponential Delayed exponential 

1 O.O2S8 O.1262 O.S368 4 O.O45 O.1558 O418.8 
1.25 0.16 O.2 O 4 O.18 O.475 O 
1.5 O.13 O.33 O 8 O.18 O.6324 O 
2 O.1 O.S O 12 O.17 O.72O3 O 
2.5 O.O8 O6 O 14 O.12 0.776 O 
3 O.O66 O.66 O 18 O.12 O.81.13 O 
3.5 0.057 0.72 O 2O O.09 O.839 O 
4 O.OS 0.75 O 24 O.09 O.858 O 

Table 1: Parameters and benefits for optimal exponential and 
delayed exponential strategies 

Also, in an instance of Flip It with an LM-adaptive adver 
sary, it is expected that the defender receiving feedback 
during the game and playing with an adaptive strategy can 
strictly improve its benefit compared to playing non-adap 
tively. 
As indicated previously, the delayed exponential distri 

bution referred to above is an example of what is more 
generally referred to herein as a “modified exponential 
distribution,” and is implemented as a combination of an 
exponential distribution and a periodic distribution. In other 
embodiments of the present invention, other types of modi 
fied exponential distributions may be used, such as, for 
example, an exponential distribution combined with at least 
one other distribution of a different type. Such as a gamma 
distribution, a normal distribution or a uniform distribution. 
More generally, other embodiments may utilize other types 
of distributions that are not modified exponential distribu 
tions, such as a gamma distribution. 

6 the Greedy Algorithm for an LM-Adaptive Attacker 
We propose and analyze now a Greedy algorithm for an 

LM-adaptive attacker playing against a non-adaptive 
defender employing a known renewal strategy. We show that 
the strategy given by the Greedy algorithm is dominant for 
some fixed distributions defining the defender's strategy (in 
particular for the exponential and periodic distributions). We 
also give an example of a renewal strategy for which the 
Greedy algorithm doesn't result in a dominant strategy for 
the attacker. 

6.1 Algorithm Definition 
At the high level, the Greedy algorithm optimizes the 

local benefit the attacker achieves between two consecutive 
moves. Assume that the defender employs a renewal strat 
egy given by probability density function fo and cumulative 
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distribution function F. The LM-adaptive attacker receives 
information upon moving (at time t) about the time t, passed 
since the defender's last move. The Greedy algorithm with 
inputs fo and t outputs a time interval 2, until the attackers 
next move that maximizes the local benefit achieved in 
interval t.t--2. 

In more detail, the first step of the Greedy algorithm is to 
estimate the probability density fo of the time till the 
defender's next move. Assume that the next attacker's move 
after time t is at time t+Z. If the defender's next move after 
time t is at time t+x (this happens with probability f(x)) and 
t+X<t+Z, then the attacker controls the resource a fraction X/Z 
in interval t.t--Z. On the other hand, if the defender's next 
move after time t is at time t+X>t+Z, then the attacker 
controls the resource the entire interval It,t--Z. The local 
benefit L(z) in interval It,t--Z can then be computed based 
on these two cases. The interval 2 until the next attacker's 
move is the point that maximizes the local benefit L(Z). 
The Greedy algorithm proceeds as follows: 
1. Compute f(x) defined as the probability density of the 

time till defender's next move: 

fo (t + x) 
fo(x) = i for 

2. Define the local benefit: 

3. Compute 2, that maximizes the local benefit L(Z). 
4. If L(2)20, move after 7 time units; otherwise do not 
OW. 

We analyze now the Greedy algorithm for several 
defender strategies including exponential, uniform and peri 
odic renewal distributions. Our goal is to determine the 
attacker Strategies given by the Greedy algorithm and com 
pare them with the dominant ones (in the case of periodic 
and exponential defender strategies, the dominant LM 
adversarial strategies are as given in the previous section). 

6.2 Defender Playing Exponentially Against Greedy 
Assume that fo is an exponential distribution of rate W. 

f(x)=e x>0. In this case 

Then L(z) does not depend on the time since the defenders 
last move t, and as such the optimum z is always the same 
when the Greedy algorithm is invoked (after each attacker's 
move). The exception is the first attacker move for which the 
attacker does not have information about the defender's 
previous move. With the assumption that the attacker picks 
the first move uniformly at random, the strategy given by the 
Greedy algorithm is periodic with random phase. 
We can now compute L(Z): 

, k1 
-e: te' – = B. (E.P.) 

We observe that L(z) is equal to the attacker's benefit 
obtained in game FlipIt(EP). Therefore, the point 2 that 
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optimizes L(z) in step 3 of the Greedy algorithm is the 
period 8 of the dominant periodic strategy given previously. 
We have thus showed that the Greedy algorithm finds the 
dominant LM-adaptive strategy against an exponential 
defender. 

6.3 Defender Playing Periodically Against Greedy 
Assume that the defender plays with the periodic strategy 

with random phase P, given by period 8=1/c. The attacker 
is LM-adaptive and its move cost is k, <ö/2. 
Assume that the first move of the attacker is at time t-6, 

and the interval since the defender's last move is T. Since the 
defender plays with a periodic strategy, the next defenders 
move is scheduled at time t--(Ött). To compute the local 
benefit L(Z) in interval t.t--Z, we consider two cases: 

Case 1: Zeó-T 
The attacker controls the resource for time 8-t (until the 

defender's next move) in interval t.t--Z. Therefore, benefit 
L(Z) can be written as: 

Case 2: Z-o-T 
The attacker controls the resource the entire interval 

t,t+z since the defender does not move in this interval. We 
can, hence, express L(Z) as: 

The local benefit L(Z) is strictly increasing on interval 
0.8-1. However, on the interval 8-t, Col. L(Z) could be 
either strictly increasing or strictly decreasing depending on 
whether toö-k or t<ö-k. Since t is uniformly distributed 
in interval 0, 8, the probability that L(Z) is strictly increas 
ing on 8-T, OO is 1/2. Hence, with probability 1/2 the 
optimum point 2 in step 3 of the Greedy algorithm is oo, and 
the attacker will stop playing after the first move. 

However, with probability 1/2, L(z) is strictly decreasing 
on Ö-T, OO, and, therefore the maximum L(Z) is achieved at 
point 2-6-1. The Greedy strategy in this case results in the 
dominant strategy given in Section 5.2 (but only with 
probability 1/2). 
We can reduce the probability that Greedy stops playing 

tO 

2. 

by repeating the game n times. Therefore, Greedy results 
in the dominant strategy with sufficiently high probability 

( – ) 
after n games. 

6.4 Defender Playing by the Uniform Distribution Against 
Greedy 
We analyze now the Greedy algorithm against an uniform 

defender distribution fo centered at 8 and of support u, 
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denoted Uö, u. We assume that 3u/2<ö. The density and 
cumulative probability functions of the uniform distribution 
a. 

ii. 
O, x < 0 - - 

2 

l, 6-six so + x -(o- fo(x) = u 2 2 Fo(x) = 2 ii. ii. - - d - a six so -- a 
O, otherwise ii. 2 2 

ii. 
1 c + - 

When the attacker moves at time t, he learns the time t 
since the defender's last move and the Greedy algorithm is 
invoked to compute the time 2 until its next move. A formula 
for 2 depending on the parameters of the uniform defender 
distribution, time since last defender's move and the attack 
er's move cost can be developed as follows. Assume the 
defender plays with a renewal strategy given by probability 
density function for and the attacker finds out when attack 
er's move cost is k-8-u. Then the time until the next 
attacker's move given by the Greedy algorithm is 

where c is a constant defined as: 

is it 
1 
ii. 

1 

In addition the time since the defender's last move is always 
either less than u or greater than Ö-u/2. 
The uniform distribution is an example of a renewal 

defender strategy for which we cannot easily find the 
dominant LM-adaptive strategy. Nevertheless, we can use 
the formula above to determine the strategy given by the 
Greedy algorithm. Other algorithms can be used to find the 
dominant LM-adaptive strategy against a renewal defender. 

6.5 Greedy does not Always Result in Dominant Strate 
gies 
The analysis in Subsection 6.3 showed that for a periodic 

defender, there is a certain probability that the Greedy 
algorithm will stop playing after the first move, but this 
probability can be made arbitrarily small. Nevertheless, with 
high probability, the Greedy algorithm finds the dominant 
LM-adaptive strategy. We give now an example of a renewal 
strategy for which Greedy outputs a non-dominant strategy 
(with high probability). 

Consider the defender renewal strategy given by density 
function fo defined as: 

1, with probability 0.01 
fo(x) = { 1000, with probability 0.99 

Assume that the move costs for both players are kok=5. 
We first compute the strategy given by the Greedy algo 
rithm, and then define another strategy that achieves higher 
benefit. 
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Consider the following proposition. If the attacker moves 
at time t, and receives feedback 0<t:1000-ki, then the 
Greedy algorithm outputs z=1000-t. This can be shown 
using a number of cases as indicated below. 

Case 1: 0<<1 5 

We can compute L(Z) as: 

z - k1 
2. 

0.01(1-t) + 0.993 - ki 
2. 

+ 3 s 1 10 
L(3) = 

1 < t + 3 (1000 

Fort--Z-1, L(z) is negative. For 1<t+Z<1000, L(Z) is strictly 
increasing, and hence the maximum is 2=1000-t. 

Case 2: 1st<1000 
We can compute L(Z) as: 

15 

k1 
= 1 - - -, 3 s 1000 - 

2. 2. 

1000 - t-k 
2. 

L(3) = 
, z, c 1000 - 

25 

Therefore L(z) is strictly increasing when Zs2000-T, and 
strictly decreasing when Za1000-t. The maximum is 
achieved at Z=1000-t. 
We define now a strategy that achieves higher benefit than 

the Greedy strategy. At time t, assume that the adversary 
moves and receives feedback T. With this strategy, the 
adversary always moves after time 1, if t-1. On the other 
hand, if 1 <t-1000, then the adversary moves after time 
1000 

Let B-Y-kC. be the benefit of the adversary in the 
above strategy. Also, denote by 3-Y-kC, the benefit 
achieved by playing with the Greedy strategy defined pre 
viously. With the newly defined strategy, the attacker moves 
right after all defender's moves, virtually controlling the ao 
resource at all times. Compared to the Greedy strategy, the 
adversary controls the resource an additional 0.01 fraction of 
time, resulting in Y-Y-0.01. The increase in move cost for 
this strategy is at most 0.01k Co. 
We can infer that: 45 

30 

35 

f3 -Bf > 0.01-0.01koo = 0.011– > 0 990.01 

50 

Therefore the benefit of the adversary is increased compared 
to the Greedy strategy, demonstrating that the Greedy strat 
egy does not result in the dominant attacker strategy against 
this example renewal defender distribution. 

7 General Variations and Extensions 55 
We have defined and analyzed a basic version of the FlipIt 

game. The motivating applications we discussed in Section 
2 raise a number of extensions and variations of likely 
interest in practical settings. 

Other Types of Feedback. 60 
In Section 3 we defined three different types of feedback 

in Flip It: NA, RP and LM. The illustrative embodiments 
analyzed above relate primarily to one of these three ver 
sions of the game. We could define different Flip It instances 
in which players receive other types of feedback during the 65 
game, for example: 

Previous Mover PM. 

36 
The player who moves at time t-0 learns the identity of 

the most recent previous mover, that is, player plearns the 
value 

For k>1, if pzp, then move k at time t is a takeover or 
a turnover, control of the game changes hands from player 
pi- to player p. 

Score SC. 
The mover finds out the score of both players. Note that 

this information is Sufficient to figure out when your oppo 
nent regained control after your last move, if he had done so. 

where B,(t) is the score of player i up to time t. 
Cost Variations. 
Our Flip It models above assume that the move cost k, time 

t is constant for each player. In variants of this game, k, may 
depend on other factors, such as X(t) and S(t) (who has 
possession of the resource at time t, and for how long they 
have had possession). Recall that one such variant arose in 
the cloud service audit scenario: We considered the possi 
bility of k (provider cost) depending on the current number 
no (t) of defender takeovers. 

Other extensions may utilize a “discount rate' for benefits 
and costs, e.g., a move cost k, at time t-d is only p" of that 
at time t, for Some p<1. 

Budgets. 
One or both players have a move budget they can’t 

exceed. For instance, a tenant's security operations may 
have an operating budget capping the number of audits over 
the course of a year. Alternatively, upper bounds might be 
imposed on the players respective move rates. 

Effective/Ineffective Moves. 
In reality, moves don't always Succeed. In the cloud 

service audit Scenario, for instance, many proposed audit 
protocols only detect an SLA compliance failure by a cloud 
provider with some probability q<1. 
We may therefore consider a model in which only with 

some probability q<1 is a move effective, in the sense that 
it gives control to the player that has made it (if she doesn’t 
already have control). A move is ineffective, then, i.e., 
doesn’t effect a change of control, with probability 1-q. 

Paying for More Information. 
The players in FlipIt might pay for more information. 

That is, a basic “move” would cost k, but to find out the 
previous mover would cost an additional amount. Password 
reset offers an example application of this variant. Some 
systems display to users the time of last login to their 
accounts, information that can reveal to an attentive user the 
compromise and use of his or her account by an attacker. 
Getting users to pay attention to this extra information, 
though, carries a cost. It might involve, for instance, a 
pop-up window displaying the accounts login history and 
requiring verification by the user, a valuable but burdensome 
security feature. 

Extra discovery options might have tiered pricing. To find 
out the current score would cost even more than the current 
state of control. To find out the complete history would cost 
more yet. 

Other Variants. 
Of course, numerous other variants or extensions of FlipIt 

have practical application. Some examples are as follows: 
Finite-time games: Our experiments, as explained above, 

are simulations (in a discrete-time model) with a 
bounded time horizon T. Such games are of interest 
given the finite lifetime of most system deployments, 
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and may be combined with other variant games features 
(e.g., bounded player budgets). For Small T, optimal 
strategies can be exactly computed. 

Refractory periods: In this variant, a player that has 
moved at time t isn't allowed to move again until at 
least time tip. Here, p is what we call “refractory 
period,” a time delay that reflects the resource depletion 
caused by a move (in, e.g., financial budget, personnel 
time, etc.). Note that in the basic (continuous) form of 
the game with kok=1, a refractory period of p=1 is 
implicit: Since the move cost equals the benefit of 
control for an interval of length 1, it’s always subop 
timal to move twice in one such interval. 

Multiplayer games: Straightforward extensions of Flip It 
can model competition for resource control among 
three or more players. 

The above-described illustrative embodiments allow opti 
mal scheduling of defensive security actions in system 100 
and a wide variety of other types of information processing 
systems. 

For example, the techniques presented herein demonstrate 
that systems should be designed under the assumption of 
repeated total compromise, including theft of cryptographic 
keys. Many times, attackers cross the line cryptographers 
have assumed in designing their protocols. This view has 
already been expressed by the head of the NSA's Informa 
tion Assurance Directorate: “No computer network can be 
considered completely and utterly impenetrable—not even 
that of the NSA. NSA works under the assumption that 
various parts of their systems have already been compro 
mised, and is adjusting its actions accordingly'. 
The FlipIt games described herein provide guidance on 

how and when to implement a cost-effective defense. For 
instance, based on the type of game-theoretic analysis pro 
vided above, defenders can determine when they should 
change cryptographic keys or user credentials, and how 
often they should clean their machines, or refresh virtual 
machine instances. 

Also, aggressive play by the defender can motivate the 
attacker to drop out of the game (essentially not to play at 
all). The best defensive strategy, therefore, is to play fast (for 
instance by changing passwords frequently, rebooting Serv 
ers often or refreshing machines regularly) and make the 
opponent drop out of the game. To be able to move fast, the 
defender should arrange the game so that its moves cost 
much less than the attacker's moves. Accordingly, the sys 
tem infrastructure should be configured such that refresh/ 
clean costs are very low. 
As we have shown in our theoretical analysis, any amount 

of feedback (even limited) received during the game about 
the opponent benefits a player in Flipit. Defenders, there 
fore, should monitor their systems frequently to gain infor 
mation about the attacker's strategy and detect potential 
attacks quickly after takeover. Both monitoring and fast 
detection help in more effectively scheduling defensive 
moves, which results in more control of the resource and 
reduction in the budget spent on moves, effectively increas 
ing the defender's benefit. 

It should again be emphasized that the above-described 
embodiments of the invention are presented for purposes of 
illustration only. Many variations may be made in the 
particular arrangements shown. For example, although 
described in the context of particular system and device 
configurations, the techniques are applicable to a wide 
variety of other types of information processing systems, IT 
infrastructure and processing device configurations, selected 
distributions, game-theoretic models, and persistent security 
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threats. The particular process steps and component inter 
actions used to implement defensive security action sched 
uling may be varied in alternative embodiments. In addition, 
any simplifying assumptions made above in the course of 
describing the illustrative embodiments should also be 
viewed as exemplary rather than as requirements or limita 
tions of the invention. Numerous other alternative embodi 
ments within the scope of the appended claims will be 
readily apparent to those skilled in the art. 

What is claimed is: 
1. A method comprising the steps of: 
identifying a plurality of defensive security actions to be 

taken to address a persistent security threat; and 
determining a schedule for performance of the defensive 

security actions based at least in part on a selected 
distribution derived from a game-theoretic model; 

wherein a system comprising information technology 
infrastructure subject to the persistent security threat is 
configured to perform the defensive security actions in 
accordance with the schedule in order to deter the 
persistent security threat; 

wherein the selected distribution comprises a modified 
exponential distribution given by a combination of an 
exponential distribution and at least one other distri 
bution; and 

wherein the steps are performed by a processing device 
comprising a processor coupled to a memory. 

2. The method of claim 1 wherein performing the defen 
sive security actions in accordance with the schedule com 
prises performing said actions sequentially with time inter 
vals between said actions being specified by the schedule. 

3. The method of claim 1 wherein the modified exponen 
tial distribution is determined based at least in part on 
assessment of the persistent security threat and the defensive 
security actions in accordance with the game-theoretic 
model. 

4. The method of claim 1 wherein the distribution is 
selected to optimize defender benefit in the context of the 
game-theoretic model. 

5. The method of claim 4 wherein the game-theoretic 
model comprises a stealthy takeover game in which attacker 
and defender entities can take actions at any time, with the 
actions having associated costs, but cannot determine cur 
rent game state without taking an action. 

6. The method of claim 1 further comprising the steps of: 
characterizing the persistent security threat and the defen 

sive security actions in accordance with the game 
theoretic model; and 

selecting one of a plurality of available distributions based 
at least in part on a result of the characterizing step. 

7. The method of claim 1 wherein the modified exponen 
tial distribution comprises a delayed exponential distribution 
formed as a combination of an exponential distribution and 
a periodic distribution. 

8. The method of claim 1 wherein the modified exponen 
tial distribution comprises an exponential distribution com 
bined with at least one of a gamma distribution, a normal 
distribution and a uniform distribution. 

9. The method of claim 1 wherein the defensive security 
actions comprise respective key update operations. 

10. The method of claim 1 wherein the defensive security 
actions comprise respective virtual machine refresh opera 
tions. 

11. The method of claim 1 wherein the defensive security 
actions comprise respective cloud service auditing opera 
tions. 
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12. The method of claim 1 wherein the defensive security 
actions comprise respective password reset operations. 

13. The method of claim 1 wherein the defensive security 
actions are determined in accordance with an adaptive 
defensive strategy that takes into account feedback associ 
ated with one or more previous actions. 

14. The method of claim 1 wherein the processing device 
is implemented within the information technology infra 
structure of the system. 

15. The method of claim 1 wherein the selected distribu 
tion comprises a gamma distribution. 

16. A computer program product comprising a non 
transitory processor-readable storage medium having 
encoded therein executable code of one or more software 
programs, wherein the one or more software programs when 
executed by a processing device cause the processing 
device: 

to identify a plurality of defensive security actions to be 
taken to address a persistent security threat; and 

to determine a schedule for performance of the defensive 
Security actions based at least in part on a selected 
distribution derived from a game-theoretic model; 

wherein a system comprising information technology 
infrastructure subject to the persistent security threat is 
configured to perform the defensive security actions in 
accordance with the schedule in order to deter the 
persistent security threat; and 

wherein the selected distribution comprises a modified 
exponential distribution given by a combination of an 
exponential distribution and at least one other distri 
bution. 

17. The computer program product of claim 16 wherein 
the modified exponential distribution comprises at least one 
of: 

a delayed exponential distribution formed as a combina 
tion of an exponential distribution and a periodic dis 
tribution; and 

an exponential distribution combined with at least one of 
a gamma distribution, a normal distribution and a 
uniform distribution. 

18. An apparatus comprising: 
at least one processing device comprising a processor 

coupled to a memory; 
wherein the memory is configured to store information 

characterizing a plurality of defensive security actions 
to be taken to address a persistent security threat; 
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wherein the processing device under control of the pro 

cessor is operative to determine a schedule for perfor 
mance of the defensive security actions based at least in 
part on a selected distribution derived from a game 
theoretic model; 

wherein the selected distribution comprises a modified 
exponential distribution given by a combination of an 
exponential distribution and at least one other distri 
bution; and 

wherein a system comprising information technology 
infrastructure subject to the persistent security threat is 
configured to perform the defensive security actions in 
accordance with the schedule in order to deter the 
persistent security threat. 

19. The apparatus of claim 18 wherein the processing 
device is implemented within the information technology 
infrastructure of the system. 

20. The apparatus of claim 18 wherein the information 
technology infrastructure comprises distributed virtual infra 
structure of a cloud service provider. 

21. An information processing system comprising: 
information technology infrastructure subject to a persis 

tent security threat; and 
at least one processing device; 
wherein the processing device is configured to identify a 

plurality of defensive security actions to be taken to 
address a persistent security threat, and to determine a 
schedule for performance of the defensive security 
actions based at least in part on a selected distribution 
derived from a game-theoretic model; 

wherein the selected distribution comprises a modified 
exponential distribution given by a combination of an 
exponential distribution and at least one other distri 
bution; and 

wherein the information technology infrastructure is con 
figured to perform the defensive security actions in 
accordance with the schedule in order to deter the 
persistent security threat. 

22. The information processing system of claim 21 
wherein the information technology infrastructure com 
prises at least one processing platform comprising a plurality 
of processing devices with each such processing device of 
the processing platform comprising a processor coupled to a 
memory. 
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