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¢ Bracketed numbers in the Figures (e.g. (1))
designate explamatory nates which cantain textual
descriptions pertaining ta various signals. The
notes are given i the: text reiating to the relevant
Figwre. As it is beliexed: that the Figures are salf-
explanatory, anly brief comments will be made
regarding the figures.

Joining of New Members

An "empty™ symchronization group is one in
which no members 18 are active. When the first
member 18 joims, it is designated as the distin-
guished member by defauit. Figure 6 depicts a
member 18 jaining an empty group. The sequence
of events is as depicted in Figure 6, to which
attention is directed. The abbreviations used in the
Figures are as follows: APPL means an application
task;: SNYC AGT means the synchronization agent
task; MEM AGT means the member agent task;
SYNC MST menas the synchronization master task
20; GRP MST means the Group Master Tast 25;
MEM AGT (DM) means the distinguished member
agent task; APPL (DM) means the application task
which corresponds to the distinguished member
agent.

The following nates refar to the bracketed num-
bers in Figure 6.

Notes:

(1) The Sync Agent will create 2 member
agent task only if it had nat existed previously,
otherwise it will REINIT a previously created task
instance. The START-AGT signal which follows ini-
tialization is used to pass initial data to the member
agent 11.

(2) The AGT-MST-MSG signal to the sync
master 13 contains the compiete information about
all member agents 11 on this processing element
12, including the newly-created member 18. (This
ensures state convergence even in the presence of
design faults.) The MST-REPLY message is used
for positive acknowledgement so that the Sync
Agent can send the next message to the Sync
Master if it has one. {Only ane outstanding mes-
sage is allowed between the Sync Master and a
Sync Agent.)

{3) If this group has not previously existed, a
new Group Master is created. In that case a STAR-
TUP signal follows to pass initial data to the Group
Master Task, and an ACTIVATE signal is used to
force it into an operational mode. If the group had
existed previously (but had lost all its members)
the existing Group Master Task is used.

{4) Once the Group Master has besn ac-
tivated, a GRP-EVENT signal is sent by the Sync
Master informing it of the joining of the first mem-
ber.
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(5) Upon receipt of the GAP-EVENT signal,

the Group Master selects the newly-created mem-
ber agent 11 as the distinguished member and
sends it a GRP-STATE signal. This signal estab-
lishes a connectian between the Group Master and
the Distinguished Member. All subsequent GRP-
STATE signals are sequenced to ensure proper
event ordering as well as to guard against commu-
nication failures. The GRP-REPLY signal is used to
acknowledge one or more GRP-STATE signais and
providss reliable communication.
The GRP-STATE signal contains the complste new
state of the group rather than just information about
the changes. This ensures that the system will
converge to the true state even in the presence of
design faults. .

(6) The CHECK-FAIL signal is used to poli
the application task 1o detect unexpected failures of
the application. The application task never receives
this signal; however, should the task fail, the mem-
ber agent task will be notified by the underlying
aperating system kernel.

(7) The SYNC-REPLY signal contains a reply
code of SYNC-DONE.

Figure 7 depicts the sequence for joining an exist-
ing synchronization group; the Group Master Task
already exists, and the distinguished member is
used to notify (broadcast) the other members 18 of
the presence of a new member 18.

Notes:

(8) If the application has so requested, a
GROUP-CHANGE signal is sent by each member
agent 11 to the application whenever it detects a
change in status of the group. In the case of the
distinguished member the status change is gieaned
from the GRP-STATE signal.

{9) When the distinguished member receives
a GRP-STATE signal which indicates a group
change (not all do), it broadcasts the new state to
all other group members 18 using a MEM-MSG
signal. Each member 18 acknowledges such mes-
sages with an ACK signal to provide reliable com-
munication.

(10) When the newly-joining member 18 re-
ceives its MEM-MSG from the distinguished mem-
ber it will send a SYNC-REPLY signal to the ap-
plication (instead of a GROUP-CHANGE signal).
The control flow for the departure of 2 member 18
is shown in Figure 8. Note that the case of a
processing element 12 failure is not shown here
but is instead treated separately.

Notes:

(11) The sequence shown here corresponds
to a voluntary departure initiated by the application
pragram issuing an UNSYNC directive. This results
in the member agent task terminating which, in
turn, sends a COMPLETE signai to the parent fask,
the Sync Agent. The sequence is similar in situ~
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ations where the departure is not voluntary:

-When the application task fails, the member agent
11 is notified (through the failure of the CHECK-
FAIL message) which results in the termination of
te: member agent task (and consequently, raising
of the COMPLETE signal).

-it the member agent task itself fails, the Sync
Agent is notified by the operating system kernel
with a COMPLETE signal.

(12) Indicates a <GROUP-CHANGE> signal
to an application task not shown in the Figure.
Figures 9a and 9b together depict the recovery of
the synchronization master control 13 (i.e. Sync
Master}. The most general case is considered, i.e.
the case of a running synchronization service 10
with active synchronization groups. This includes,
as a subset, the case of a "cold” start.

Notes:

(13) Upon activation, Sync Master sends an
ACTIVATE signal to each configured Sync Agent.
The Sync Agent, whether they are aiready active or
not, will respond with an AGT-REPLY message
which includes a list of all member agents sup-
ported on that processing element. (The MST-RE-
PLY signal is used for acknowledgement: refer to
Figure 6.)

(14) Following activation of the Sync Agent,
the Polling Control subcomponent 22 of Sync Mas-
ter Conirol sends a POLL-AGT message to which
the Sync Agent responds with an AGT-REPLY
message. This exchange is repeated periodicaily to
detact autages of the processing element.

(15) A Group Master is initiated only the first
time a group is encountered. Refer to Figure 6 for
further detaiis on Group Master initiation.

(18) Before activating a Group Master, it is
provided with data regarding the status of its mem-
bers through GRP-DATA signals. Each signal con-
tains the information for one member agent of one
group. (This info is obtained from the AGT-REPLY
messages.) In this way, the Group Master recon-
structs the status of its group. .

(17) After all Sync Agents have responded,
the reconstruction is complete and an ACTIVATE
signal is sent to all Group Masters. The Group
Masters respond by sending a GRP-STATE signatl
to all distinguished members. Since this signal
contains the complete group state, any group
changes that might have occurred while the Sync
Master was down are detected.

Figure 10 depicts the procedure for handling the
failure of a processing element 12 which contains a
synchronization agent 14 (Sync Agent).

Notes:

{18) The Sync Master detects a failure of a
processing element when a TIME__OUT event is
received. This means that a Sync Agent has not
responded to a poll.
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(19) For each group affected by the process-
ing element failure, the Sync Master will send a
GRP-EVENT signal to the respective Group Mas-
ter.

Figure 11 depicts the procedure far the recovery of
a processing element 12 which is part of synchro-
nization service 10. Note that the recovery of pro-
cessing element 12 does not extend to recovering
member agent 11 tasks. It is assumed that these
will be recovered when the application tasks (i.e.
programs) which use them are restarted. Thus, the
only action to recover a process element 12 is to
integrate the sync agent 14 with the rest of syn-
chronization service 10.

Notes:

(20) When a previously failed Sync Agent
finally responds to a POLL__AGT signal, the Sync
Master initiates the recovery procedure.

(21) The Sync Master registers the new pro-
cessing element 12 and sends an ACTIVATE sig-
nal to the Sync Agent on that processing element
12 (Refer to Figure 9a for a more detailed descrip-
tion of the activation sequence).

Figure 12 depicts the procedure for member 18 to
member 18 messages. This procedure (protocol) is
used both for group broadcasts and point-to-point
messages between members 18.

Notes:

(22) In case of a broadcast. a copy of the
message is sent to each member 18. If the mem-
ber 18 is not active, the message is not sent.

(23) Upon receiving a MEM-MSG signal
which indicates an application-ievel message the
message is relayed to the application task respon-
sible for receiving asynchronous messages.

(24) A SYNC-REPLY (codes: GRP-ACK or
MSG__ACK) signal is sent back to the originator.
Figure 1 depicts the procedure employed in the
processing of all directives which require distin-
guished member intervention (rights handling direc-
tives).

Notes:

(25) If the request is made on the distin-
guished member site, then no message is sent.

(26) A reply signai (MEM-MSG followed by a
SYNC-REPLY to the application).

In one implementation made by the inventors,
the code for synchronization service 10 was con-
tained in ten files which were distributed into six
units, the useage dependencies (and compilation
order) of which are shown in Figure 14.

Notes:

SYNCCTRL contains the stub of the Sync Master
unit and directives to include three files
(SYNCMST, SYNCGMST, and SYNCPOLL) which
implement the Sync Master function. It also con-
tains the definitons required for the master
database 16. SYNCMST is an "include™ fite which
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contains the code for the Sync Master Task.
SYNCGMST is an "inciude" file which contains the
code for the Group Master Task.

SYNCPOLL contains the Polling Controf 22.
S¥YNCLOCL contains the stub of the Sync Agenmi
unit as well as a definition of data and procedure
objects shared by the Sync Agent Task and the
Member Agent Tasks. It also contains directives to
include two files (SYNCAGT, SYNCMAGT).
SYNCRESX contains the definition of the SYN-
CHRONIZE primitive. This unit must be loaded with
the application code which uses the synchroniza-
tion service.

SYNCDEFI contains a set of internal compile-abject
definitions for the synchronization service. This in
cludes the definition of all entries used for commu-
nication between synchronization service compo-
nents which are hidden from user programs. Since
this file contains only compile objects it is not
loaded.

SYNCDEFX contains a definition of all compile-
objects which are exported by the synchronization
servie to its users. Since this file contains only
compile objects it is not loaded.

Application tasks which use the synchranization
service need to include SYNCRESX and SYNGC-
DEFX in their useage lists.

Note that SYNCCTRI implements the function
of synchronization master control 13 (Fig. 1), and
that SYNCLOCL and SYNCRESX together imple-
ment the functions of member agent 11 and syn-
chronization agent 14 (Fig. 1). The files SYNCDEFI
and SYNCDEFX are not resident in the service;
they can be thought of as tools used in the con-
sfruction of the synchronization service but they
are not themselves a part of it.

Simplified pseudocode listings for the main
constituents of the invention follow as appendix I.
They are believed to be self-explanatory. Any
elaboration of the materiai is accomplished through
the use of appended notes, to which attention is
directed.

As a further aid to the understanding and to the
use of the present invention the following (a copy
of a "User's Reference™ to the synchronizatien
service of the present invention, as prepared by
one of the inventors) is inciuded as Appendix It. It
will expand on the use of the present invention.

Claims

1. A synchronization service {10] for use with a
computer having a distributed operating system, to
ailow the construction of a customized synchroniza-
tion scheme, for synchronizing the constituent por-
tions of a distributed program, said service com-
prising:
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a general set of application-independent synchro-
nization primitives, whereby the construction of
said customized .synchronization scheme s
achieved by the sefective implementation of said
application-independent synchranization primitives.

2. The synchronization service of claim 1
wherein said application-independent primitives
comprise the following functions: synchronize; syn-
chronize done; and unsynchronize.

3. The synchronization service of claim 2
wherein said primitives further comprise the follow-
ing functions: request right; right granted; right re-
fused; release right; group broadcast; and group
acknowledge.

4. The synchronization service of claim 3
wherein said primitives further comprise the follow-
ing functions: unsynchronize done; send to mem-
ber; and message acknowledge.

5. A synchronization service [10] for use with a
computer having an operating system [15] distrib-
uted over a plurality of processing elements [12], to
allow the construction of a customized synchroniza-
tion scheme, for synchronizing the constituent por-
tions [18] of a distributed program, said service
comprising:

a common synchronization master control means
[13%

a synchronization agent means [14] for each pro-
cessing element;

a piurality of application program components [18],
each component located on a different processing
element, each said component having associated
therewith a member agent [11], said member agent
being a program for interfacing with said synchro-
nization agent means, and said synchronization
agent means interfacing between said master con-
trol means and said member agent, whereby a
customized synchronization scheme can be con-
structed based upon a general set of application-
independent synchronization primitives contained
in both said synchronization agent means {14] and
said member agent [11] and accessed via said
synchronization agent means.

6. The synchronization service of claim 5
wherein said application-independent primitives
comprise the following functions: synchronize; syn-
chronize done; and unsynchronize.

7. The synchronization service of ciaim 6
wherein said application-independent primitives fur-
ther comprise the following functions: request right;
right granted; right refused; release right; group
broadcast; and group acknowledge.

8. A synchronization service [10] for use with a
computer having an operating system [15] distrib-
uted over a plurality of processing elements, to
allow the construction of a customized synchroniza-



33 0251 584 34

tion scheme, for synchronizing the constituent
component of a distributed program, said service
[10] comprising. the: steps of-

a) joining: @ programt camponent [18] on a
fitst* processing: element: [12] to & group of existing
program components [T8] orr at least & second
processing element [12] so that each of the exist-
ing components is aware of the presence and
location of the joining components;

b) informing each member of a group of
physically distributed program components when
ame ar more comporents which. are members of
said group,. depart: framm it;

¢) selecting,. as a distinguished member, one
prograrmm companent fram a group of distributed
program components such that, within said group,
there is never more than one said distinguished
member; and

d) providing mutually exclusive rights to said
group af distributed: pragranr camponents such that
no mare than one said component can appropriate
a given right at any time. ’

9. The synchronization service of claim 8 fur-
ther including the step of providing reliable point-
to-point communication between said distributed
program components an the basis of their internal
group identifiers.

1@. The synctwonization service of claim 9 fur-
ther including the step of providing a broadcast
mechanism from any one program component to
all other program components which are currently
declared as being in the same group as the broad-
casting component.

11. The synchranization service of claim 10
wherein said pragram components are components
of an application program.

12. The synchronization service of claim 10
wherein said program components are components
of an operating system program.

13. The synchronization service of claim 8
wherein said physical processing elements are
logically distributed entities at one physical loca-
tion.

14. A synchronization service [10], for use with
a computer having an operating system [15] dis-
tributed over a plurafity of processing elements
[12], to allow the construction of customized syn-
chronization schemes for synchronizing the con-
stituent components [18] of a distributed program,
said service comprising, as required, the steps of:

a) establishing a synchronization group for
said distributed program, said group comprising at
least one distributed program component [18];

b) joining a program component [18] to said
group of existing program components so that
each of the components is aware of the presence
and the location of ail the other components in said

group;
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c) informing each member of said group of
distributed program components when one or more
components which are members of said” group,
depart from it;

d) selecting, as a distinguished member for
said group, one program component from said
group of distributed program components such
that, within said group, there is never more than
one said distinguished member; and

e) providing mutually exclusive rights to said
group of distributed program components such that
no more than one said component can appropriate
a given right at any time.

15. The synchronization service of claim 14
further including the step of providing full connec-
tivity between all said distributed program compo-
nents of said group.

16. The synchronization service of claim 15
wherein said distributed program is an application
program.

17. The synchronization service of claim 15
wherein said distributed program is an operating
system program.

18. The synchronization service of claim 15 -
wherein each said program component [18] is on a
different processing element [12].

19. A synchronization service {10], for use with
a computer having an operating system [15} dis-
tributed over a plurality of processing slements
[12], to allow the construction of customized syn-
chronization schemes for synchronizing the con-
stituent components [18] of a distributed program,
said service including a synchronization master
control {13] comprising: -
master control means [21] for activating said syn-
chronization service;
polling means [22] for poiling the processing ele-
ments [12] associated with said components of
said distributed program so as to monitor the sta-
tus of said processing element;
control means [24] for joining new members [18] to
said group, and for handling departures of mem-
bers [18] from said group; and
a database means [16] containing information re-
presentative of the current state of said synchro-
nization service at a given point in time.

20. The synchronization service of claim 19
further including, at each said processing element,
a synchronization agent [14] comprising:
means for accepting synchronization directives and
for creating corresponding member agents; and
means for monitoring the status of all active mem-
ber agents on said processing element and report-
ing same to said synchronization master control
[13]

21. The synchronization service of claim 20
further including at each said processing element
[12], 2 member agent [11] each synchronization
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group, comprising:

communications means [33] for providing a reliable
communications service between program compo-
rents [18];

starage means [32] for maintaining a local version
of the current state of ali other program compo-
nents [18];

handier means [31] for providing the interface be-
tween user tasks and said member agent {11]; and
distinguished member means [30] for implementing
the distinguished member function on only one
pragram caomponent [18] at any given time.
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Asynchronous remote data duplexing.

@ A remote data shadowing system provides
storage based, real time disaster recovery
capability. Record updates at a primary site
cause write 1/O operations in a storage subsys- !
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updates thereby forming self describing record
sets. The self describing record sets are trans-
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The present invention relates generally to disas-
ter recovery techniques in data processing systems,
and more particularly, to a system for real-time re-
mote copying of data.

Data processing systems, in conjunction with
processing data, typically are required to store large
amounts of data (or records), which data can be effi-
ciently accessed, modified, and re-stored. Data stor-
age is typically separated into several differentlevels,
or hierarchically, in order to provide efficient and cost
effective data storage. Afirst, or highest level of data
storage involves electronic memory, usually dynamic
or static random access memory (DRAM or SRAM).
Electronic memories take the form of semiconductor
integrated circuits wherein millions of bytes of data
can be stored on each circuit, with access to such
bytes of data measured in nano-seconds. The elec-
tronic memory provides the fastest access to data
since access is entirely electronic.

Asecond level of data storage usually involves di-
rect access storage devices (DASD). DASD storage,
for example, can comprise magnetic and/or optical
disks, which store bits of data as micrometer sized
magnetic or optical altered spots on a disk surface for
representing the "ones" and "zeros" that make up
those bits of the data. Magnetic DASD, includes one
or more disks that are coated with remnant magnetic
material. The disks are rotatably mounted within a
protected environment. Each disk is divided into many
concentric tracks, or closely spaced circles. The data
is stored serially, bit by bit, along each track. An ac-
cess mechanism, known as a head disk assembly
(HDA), typically includes one or more read/write
heads, and is provided in each DASD for moving
across the tracks to transfer the data to and from the
surface of the disks as the disks are rotated past the
read/write heads. DASDs can store giga-bytes of data
with the access to such data typically measured in
milli-seconds (orders of magnitudes slower than elec-
tronic memory). Access to data stored on DASD is
slower due to the need to physically position the disk
and HDA to the desired data storage location.

Athird or lower level of data storage includes tape
and/or tape and DASD libraries. At this storage level,
access to datais much slowerin alibrary since a robot
is necessary to select and load the needed data stor-
age medium. The advantage is reduced cost for very
large data storage capabilities, for example, tera-
bytes of data storage. Tape storage is often used for
back-up purposes, that is, data stored at the second
level of the hierarchy is reproduced for safe keeping
on magnetic tape. Access to data stored on tape
and/or in alibrary is presently of the order of seconds.

Having a back-up data copy is mandatory for
many businesses as data loss could be catastrophic
to the business. The time required to recover data lost
at the primary storage level is also an important re-
covery consideration. An improvement in speed over
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tape or library back-up, includes dual copy. An exam-
ple of dual copy involves providing additional DASD’s
so that data is written to the additional DASDs (some-
times referred to as mirroring). Then if the primary
DASDs fail, the secondary DASDs can be depended
upon for data. A drawback to this approach is that the
number of required DASDs is doubled.

Another data back-up alternative that overcomes
the need to provide double the storage devices in-
volves writing data to a redundant array of inexpen-
sive devices (RAID) configuration. In this instance,
the data is written such that the data is apportioned
amongst many DASDs. If a single DASD fails, then
the lost data can be recovered by using the remaining
data and error correction procedures. Currently there
are several different RAID configurations available.

The aforementioned back-up solutions are gen-
erally sufficient to recover data in the event that a
storage device or medium fails. These back-up meth-
ods are useful only for device failures since the sec-
ondary data is a mirror of the primary data, that is, the
secondary data has the same volume serial numbers
(VOLSERs) and DASD addresses as the primary
data. System failure recovery, on the other hand, is
not available using mirrored secondary data. Hence
still further protection is required for recovering data
if a disaster occurs destroying the entire system or
even the site, for example, earthquakes, fires, explo-
sions, hurricanes, etc. Disaster recovery requires that
the secondary copy of data be stored at a location re-
mote from the primary data. A known method of pro-
viding disaster protection is to back-up data to tape,
on a daily or weekly basis, etc. The tape is then picked
up by a vehicle and taken to a secure storage area
usually some kilometers away from the primary data
location. A problem is presented in this back-up plan
in that it could take days to retrieve the back-up data,
and meanwhile several hours or even days of data
could be lost, or worst, the storage location could be
destroyed by the same disaster. A somewhat im-
proved back-up method would be to transmit data to
a back-up location each night. This allows the data to
be stored at a more remote location. Again, some data
may be lost between back-ups since back-up does
not occur continuously, as in the dual copy solution.
Hence, a substantial data amount could be lost which
may be unacceptable to some users.

More recently introduced data disaster recovery
solutions include remote dual copy wherein data is
backed-up not only remotely, but also continuously. In
order to communicate duplexed data from one host
processor to another host processor, or from one stor-
age controller to another storage controller, or some
combination thereof, a substantial amount of control
data is required for realizing the process. A high over-
head, however, can interfere with a secondary site’s
ability to keep up with a primary site's processing,
thus threatening the ability of the secondary site to be
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able to recover the primary in the event a disaster oc-
curs.

Accordingly it is desired to provide a method and
apparatus for providing a real time update of data
consistent with the data at a primary processing loca-
tion using minimal control data, wherein the method
and apparatus operates independently of a particular
application data being recovered, that is, generic stor-
age media based rather than specific application data
based.

An aim of the present invention is to provide an
improved system and method for shadowing DASD
data to a secondary site for disaster recovery.

According to a first aspect of the present inven-
tion, a method for forming consistency groups pro-
vides for disaster recovery capability from a remote
site. Data updates generated by one or more applica-
tions running in a primary processor are received by
a primary storage subsystem, wherein the primary
storage subsystem causes I/O write operations to
write each data update therein. The primary storage
subsystem is synchronized by a common timer, and
a secondary system, remote from the primary proc-
essor, shadows the data updates in sequence consis-
tentorder such that the secondary site is available for
disaster recovery purposes. Thee method comprising
steps of: (a) time stamping each write /O operation
occurring in the primary storage subsystem; {(b) cap-
turing write 1/O operation record set information from
the primary storage subsystem for each data update;
(c) generating self describing record sets from the
data updates and the respective record set informa-
tion, such that the self describing record sets are suf-
ficient to re-create a sequence of the write I/O oper-
ations; (d) grouping the self describing record sets
into interval groups based upon a predetermined in-
terval threshold; and (e} selecting a first consistency
group as that interval group of self describing record
sets having an earliest operational time stamp, the in-
dividual data updates being ordered within the first
consistericy group based upon time sequences of the
I/O write operations in the primary storage subsys-
tem.

In another aspect of the present invention, a pri-
mary system has a primary processor running one or
more applications, wherein the applications generat-
ing record updates, and the primary processor gen-
erating self describing record sets therefrom. Each
self describing record set is sent to a secondary sys-
tem remote from the primary system, wherein the
secondary system shadows the record updates in se-
quence consistent order based upon the self describ-
ing record sets for real time disaster recovery purpos-
es. The primary processor is coupled to a primary
storage subsystem wherein the primary storage sub-
system receives the record updates and causes /O
write operations for storing each record update there-
in. The primary processor comprises a sysplex timer
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for providing a common time source to the applica-
tions and to the primary storage subsystem for syn-
chronization purposes, and a primary data mover,
synchronized by the sysplex timer, prompts the pri-
mary storage subsystem for providing record set in-
formation to the primary data mover for each record
update. The primary data mover groups a plurality of
record updates and each corresponding record set in-
formation into time interval groups, and inserts a pre-
fix header thereto. Each time interval group forms the
self describing record sets.

A preferred embodiment of the invention will now
be described, by way of example only, with reference
to the accompanying drawings in which:

FIG. 1 is a block diagram of a disaster recovery
system having synchronous remote data shadowing
capabilities.

FIG. 2 is a flow diagram of a method for providing
synchronous remote copy according to the disaster
recovery system of FIG. 1.

FIG. 3 is a flow diagram of a method of an 1/O er-
ror recovery program (/0O ERP) operation.

FIG. 4 is a block diagram of a disaster recovery
system having asynchronous remote data shadowing
capabilities.

FIG. 5 is a data format diagram showing a prefix
header that prefixes read record sets from the pri-
mary site of FIG. 4.

FIG. 6 is a data format diagram describing fields
making up a read record set.

FIG. 7 is a state table identifying volume config-
uration information.

FIG. 8 is a master journal as used by the second-
ary site of FIG. 4.

FIG. 9 is an example sequence for forming a con-
sistency group.

FIG. 10 is a flow diagram showing a method of
collecting information and read record sets for form-
ing corisistency groups.

FIG. 11 is a flow diagram showing a method of
forming consistency groups.

FIG. 12is a table indicating full consistency group
recovery rules application for an ECKD architecture
device for a given sequence of I/O operations to a
DASD track.

FIG. 13 is a description of the rules to be used in
the table of FIG. 12.

FIG. 14 is a flow diagram of a method of writing
read record set copies to a secondary site with full
consistency group recovery capability.

A typical data processing system may take the
form of a host processor, such as an IBM System/360
or IBM System/370 processor for computing and ma-
nipulating data, and running, for example, data facility
storage management subsystem/multiple virtual sys-
tems (DFSMS/MVS) software, having at least one
IBM 3990 storage controller attached thereto, the
storage controller comprising a memory controller
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and one or more cache memory types incorporated
therein. The storage controller is further connected to
a group of direct access storage devices (DASDs)
such as 1BM 3380 or 3390 DASDs. While the host
processor provides substantial computing power, the
storage controller provides the necessary functions
to efficiently transfer, stage/destage, convert and
generally access large databases.

Disaster recovery protection for the typical data
processing system requires that primary data stored
on primary DASDs be backed-up at a secondary or
remote location. The distance separating the primary
and secondary locations depends upon the level of
risk acceptable to the user, and can vary from several
kilometers to thousands of kilometers. The second-
ary or remote location, in addition to providing a back-
up data copy, must also have enough system informa-
tion to take over processing for the primary system
should the primary system become disabled. This is
due in part because a single storage controller does
not write data to both primary and secondary DASD
strings at the primary and secondary sites. Instead,
the primary data is stored on a primary DASD string
attached to a primary storage controller while the
secondary data is stored on a secondary DASD string
attached to a secondary storage controller.

The secondary site must not only be sufficiently
remote from the primary site, but must also be able
to back-up primary data in real time. The secondary
site needs to back-up primary data as the primary
data is updated with some minimal delay. Additional-
ly, the secondary site has to back-up the primary data
regardless of the application program (e.g., IMS,
DB2) running at the primary site and generating the
data and/or updates. A difficult task required of the
secondary site is that the secondary data must be or-
der consistent, that is, secondary data is copied in the
same sequential order as the primary data (sequen-
tial consistency) which requires substantial systems
considerations. Sequential consistency is complicat-
ed by the existence of muitiple storage controllers
each controlling multiple DASDs in a data processing
system. Without sequential consistency, secondary
data inconsistent with primary data would resuit, thus
corrupting disaster recovery.

Remote data duplexing falls into two general cat-
egories, synchronous and asynchronous. Synchron-
ous remote copy involves sending primary data to the
secondary location and confirming the reception of
such data before ending a primary DASD input/output
(1/0) operation (providing a channel end (CE) and de-
vice end (DE) to the primary host). Synchronous
copy, therefore, slows the primary DASD /O re-
sponse time while waiting for secondary confirma-
tion. Primary I/O response delay is increased propor-
tionately with the distance between the primary and
secondary systems - a factor that limits the remote
distance to tens of kilometers. Synchronous copy,
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however, provides sequentially consistent data at the
secondary site with relatively little system overhead.

Asynchronous remote copy provides better pri-
mary application system performance because the
primary DASD I/O operation is completed (providing
a channel end (CE) and device end (DE) to the pri-
mary host) before data is confirmed at the secondary
site. Therefore, the primary DASD /O response time
is not dependent upon the distance to the secondary
site and the secondary site could be thousands of
kilometers remote from the primary site. A greater
amount of system overhead is required, however, for
ensuring data sequence consistency since data re-
ceived at the secondary site will often not be in order
of the primary updates. A failure at the primary site
could result in some data being lost that was in transit
between the primary and secondary locations.

Synchronous real time remote copy for disaster
recovery requires that copied DASD volumes form a
set. Forming such a set further requires that a suffi-
cient amount of system information be provided to the
secondary site for identifying those volumes (VOLS-
ERs) comprising each set and the primary site equiv-
alents. Importantly, the secondary site forms a "du-
plex pair" with the primary site and the secondary site
must recognize when one or more volumes are out of
sync with the set, that is, "failed duplex" has occurred.
Connect failures are more visible in synchronous re-
mote copy than in asynchronous remote copy be-
cause the primary DASD I/O is delayed while alter-
nate paths are retried. The primary site can abort or
suspend copy to allow the primary site to continue
while updates for the secondary site are queued, the
primary site marking such updates to show the sec-
ondary site is out of sync. Recognizing exception con-
ditions that may cause the secondary site to fall out
of sync with the primary site is needed in order that
the secondary site be available at any time for disas-
ter recovery. Error conditions and recovery actions
must not make the secondary site inconsistent with
the primary site.

Maintaining a connection between the secondary
site and the primary site with secondary DASD pres-
entand accessible, however, does not ensure content
synchronism. The secondary site may lose synchron-
ism with the primary site for a number of reasons. The
secondary site is initially out of syrnc when the duplex
pair is being formed and reaches sync when an initial
data copy is completed. The primary site may break
the duplex pairif the primary site is unable to write up-
dated data to the secondary site in which case the pri-
mary site writes updates to the primary DASD under
suspended duplex pair conditions so that the updat-
ing application can continue. The primary site is thus
running exposed, that is, without current disaster pro-
tection copy until the duplex pair is restored. Upon re-
storing the duplex pair, the secondary site is not im-
mediately in sync. After applying now pending up-
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dates, the secondary site returns to sync. The pri-
mary site can also cause the secondary site to lose
sync by issuing a suspend command for that volume
to the primary DASD. The secondary site re-syncs
with the primary site after the suspend command is
ended, duplex pair is re-established, and pending up-
dates are copied. On-line maintenance can also
cause synchronization to be lost.

When a secondary volume is out of sync with a
primary volume, the secondary volume is notuseable
for secondary system recovery and resumption of pri-
mary applications. An out-of-sync volume at the sec-
ondary site must be identified as such and secondary
site recovery-takeover procedures need to identify
the out-of-sync volumes for denying application ac-
cess (forcing the volumes off-line or changing their
VOLSERSs). The secondary site may be called upon
to recover the primary site at any instant wherein the
primary site host is inaccessible - thus the secondary
site requires all pertinent information about a sync
state of all volumes. The secondary storage subsys-
tem, that is the secondary storage controllers and
DASD, is unable to determine all conditions causing
the primary site to break synchronism due to primary
site-encountered exceptions. For example, the pri-
mary site may break a duplex pair if the primary site
is unable to access the secondary peer due to a pri-
mary I/O path or link failure that the secondary site is
unaware of. In this case the secondary site shows in-
sync state while the primary site indicates the duplex
pair is broken.

External communication may notify the second-
ary site that an out-of-sync duplex pair volume exists.
This is realizable by employing a user systems man-
agement function. Primary I/O operations end with
channel end/device end/unit check (CE/DE/UC) sta-
tus and sense data indicates the nature of the error.
With this form of I/O configuration an error recovery
program (ERP) processes the error and send an ap-
propriate message to the secondary processor before
posting the primary application that I/O is complete.
The user is then responsible to recognize the ERP
suspend duplex pair message and secure that infor-
mation at the secondary location. When the second-
ary site is depended upon to become operational in
place of the primary site, a start-up procedure brings
the secondary DASD on-line to the secondary host
wherein sync status stored in the secondary DASD
subsystem is retrieved for ensuring that out-of-sync
volumes are not brought on-line for application alloca-
tion. This sync status merged with all ERP suspend
duplex pair messages gives a complete picture of the
secondary out-of-sync volumes.

Referring now to FIG. 1, a disaster recovery sys-
tem 10 is shown having a primary site 14 and a sec-
ondary site 15, wherein the secondary site 15 is lo-
cated, for example, 20 kilo-meters remote from the
primary site 14. The primary site 14 includes a host
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processor or primary processor 1 having an applica-
tion and system I/O and Error Recovery Program 2
running therein (hereinafter referred to as /O ERP 2).
The primary processor 1 could be, for example, an
IBM Enterprise Systems/9000 (ES/9000) processor
running DFSMS/MVS operating software and further
may have several application programs running
thereon. A primary storage controller 3, for example,
an IBM 3990 Model 6 storage controller, is connected
to the primary processor 1 via a channel 12. As is
known in the art, several such primary storage con-
trollers 3 can be connected to the primary processor
1, or aiternately, several primary processors 1 can be
attached to the primary storage controllers 3. A pri-
mary DASD 4, for example, an IBM 3390 DASD, is
connected to the primary storage controller 3. Sever-
al primary DASDs 4 can be connected to the primary
storage controller 3. The primary storage controller 3
and attached primary DASD 4 form a primary sub-
storage system. Further, the primary storage control-
ler 3 and the primary DASD 4 could be single integral
units.

The secondary site 15 includes a secondary
processor 5, for example, an IBM ES/8000, connect-
ed to a secondary storage controller 8, for example an
IBM 3990 Model 3, via a channel 13. ADASD 7 is fur-
ther connected to the secondary storage controller 6.
The primary processor 1 is connected to the second-
ary processor 5 by at least one host-to-host commu-
nication link 11, for example, channel links or tele-
phone T1/T3 line links, etc. The primary processor 1
may also have direct connectivity with the secondary
storage controller 6 by, for example, multiple Enter-
prise Systems Connection (ESCON) links 9. As are-
sult, the I/0 ERP 2 can communicate, if required, with
the secondary storage controller 6. The primary stor-
age controller 3 communicates with the secondary
storage controller 6 via mulitiple peer-to-peer links 8,
for example, multiple ESCON links.

When a write /O operation is executed by an ap-
plication program running in the primary processor 1,
a hardware status channel end/device end (CE/DE) is
provided indicating the 1/O operation completed suc-
cessfully. Primary processor 1 operating system
software marks the application write IO successful
upon successful completion of the /O operation, thus
permitting the application program to continue to a
next write 1/C operation which may be dependent
upon the first or previous write I/O operation having
successfully completed. On the other hand, if the
write /0O operation was unsuccessful, the I/O status
of channel end/device end/unit check (hereinafter re-
ferred to as CE/DE/UC) is presented to the primary
processor 1 operating system software. Having pre-
sented unit check, the /0 ERP 2 takes control obtain-
ing specific sense information from the primary stor-
age controller 3 regarding the nature of the failed
write I/O operation. If a unique error to a volume oc-
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curs then a unique status related to that error is pro-
vided to the /O ERP 2. The /O ERP 2 can thereafter
perform new peer-to-peer synchronization error re-
covery for maintaining data integrity between the pri-
mary storage controller 3 and the secondary storage
controller 8, orin the worst case, between the primary
processor 1 and the secondary processor 5.

Referring to FIGs 2 and 3, the error recovery pro-
cedure is set forth. In FIG. 2, a step 201 includes an
application program running in the primary processor
1 sending a data update to the primary storage con-
troller 3. At step 203 the data update is written to the
primary DASD 4, and the data update is shadowed to
the secondary storage controller 6. At step 205 the
duplex pair status is checked to determine whether
the primary and secondary sites are synchronized. If
the duplex pair status is in a synchronized state, then
the data update is written to the secondary DASD 7
at step 207 while processing then continues at the pri-
mary processor 1 via application programs running
thereat.

In the case that the duplex pair is in a "failed”
state, then at step 209 the primary storage controller
3 notifies the primary processor 1 that duplex pair
has suspended or failed. The duplex pair can become
"failed” due to communication failure between the pri-
mary storage controller 3 and the secondary storage
controller 6 via communication links 8. Alternatively,
duplex pair can become “"failed" due to errors in either
the primary or secondary subsystem. If the failure is
in the communication links 8, then the primary stor-
age controller 3 is unable to communicate the failure
directly to the secondary storage controller 6. At step
211 the primary storage controller 3 returns 1/O sta-
tus CE/DE/UC to the primary processor 1. The /O
ERP 2 quiesces the application programs hence tak-
ing control of the primary processor 1 at step 213 for
error recovery and data integrity before returning
control to the application requesting the write /O op-
eration.

FIG. 3 represents steps performed by the I/O
ERP 2. The I/O ERP 2 issues a sense /O to the pri-
mary storage controller 3 at step 221. The sense /O
operation returns information describing the cause of
the I/O error, that is, the data description information
is unigue to the storage controllers or duplex pair op-
eration regarding specific errors. In the event that the
data description information indicates that the peer-
to-peer communication links 8 have failed between
the primary storage controller 1 and the secondary
storage controller 6, then at step 223 the /O ERP 2
issues a storage controller level I/O operation against
the primary storage controller 3 and the secondary
storage controller 6 indicating that the affected vol-
ume is to be placed in failed synchronous remote copy
state. This secondary storage controller 6 is able to
receive the state of the affected volume from the /O
ERP 2 via the - multiple ESCON links 9 or the host-
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to-host communication link 11. Consequently, the
current status of the duplex pair operation is main-
tained at both the primary processor 1 and the sec-
ondary processor 5 in conjunction with applications
running in the primary processor 1. Consoles 18 and
19 are provided for communicating information from
the primary processor 1 and secondary processor 4,
respectively, wherein the I/O ERP posts status infor-
mation to both consoles 18 and 19.

Data integrity has been maintained at step 225
upon successful completion of the failed synchron-
ous remote copy I/O operation to the primary storage
controller 3 and the secondary storage controller 6.
Therefore, if a recovery is attempted at the second-
ary site 15 the secondary storage controller 6 identi-
fies the volume marked "failed synchronous remote
copy" as not being useable until data on that volume
are synchronized with other data in that synchroniza-
tion group by data recovery means (conventional
data base logs and/or journals for determining the
state of that data on the volume).

Step 227 tests to determine whether the /O ERP
2 received successful completion of the /O opera-
tions at the primary storage controller 3 and the sec-
ondary storage controller 6 on the failed synchronous
remote copy status update. Upon successful comple-
tion, the I/O ERP 2 returns control to the Primary
processor 1 at step 229. Otherwise step 231 per-
forms a next level recovery notification which in-
volves notifying an operator, via the console 18, of the
failed volume and that a status of that volume at either
the primary storage controller 3 or the secondary
storage controller 6 may not be correct. The notifica-
tion is shadowed to the secondary site 15, via the con-
sole 19 or a shared DASD data set, for indicating the
specific volume status there.

An error log recording data set is updated at step
233. This update is written to either the primary DASD
4 or some other storage location and is shadowed to
the secondary site 15. Having completed the error re-
covery actions, the IO ERP 2, at step 235, posts to
the primary application write /O operation a "perma-
nent error” for causing the primary application an er-
ror normal "permanent error” recovery for the failed
write /O operation. Once the error is corrected, the
volume states can be recovered, first to pending (re-
copy changed data) and then back to full duplex. The
data may later be re-applied to the secondary DASD
7 once duplex pair is re-established.

When establishing a duplex pair a volume can be
identified as CRITICAL according to a customer’s
needs. For a CRITICAL volume, when an operation
results in failing a duplex pair, a permanent error fail-
ure of the primary volume is reported irrespective of
the actual error’s location. With CRIT=Y, all subse-
quent attempts to write to the primary DASD 405 of
the failed pair will receive a permanent error, ensuring
that no data is written to that primary volume that can-
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not also be shadowed to the paired secondary vol-
ume. This permits complete synchronization with the
primary application actions and the /0O data opera-
tions when required.

Consequently, the disaster recovery system 10
described herein, introduces outboard synchronous
remote copy such that a primary host process error
recovery procedure having an I/O order (channel
command word (CCW)) may change a status of a pri-
mary and secondary synchronous remote copy vol-
ume from duplex pair to failed duplex thereby main-
taining data integrity for several types of primary and
secondary subsystem errors. Storage based back-
up, rather than application based back-up, wherein
data updates are duplicated in real time has been pro-
vided. The disaster recovery system 10 also attempts
several levels of primary/secondary status updates,
including: (1) primary and secondary storage control-
ler volume status updates; (2) primary and secondary
host processor notification on specific volume up-
date status via operator messages or error log record-
ing common data sets; and (3) CRITICAL volume in-
dication, future updates to the primary volume can be
prevented if the volume pair goes failed duplex.
Hence, real time, full error disaster recovery is ac-
complished.

Asynchronous remote data shadowing is used
when it is necessary tofurtherincrease a distance be-
tween primary and secondary sites for reducing the
probability that a single disaster will corrupt both pri-
mary and secondary sites, or when primary applica-
tion performance impact needs to be minimized.
While the distance between primary and secondary
sites can now stretch across the earth or beyond, the
synchronization of write updates across multiple
DASD volumes behind multiple primary subsystems
to multiple secondary subsystems is substantially
more complicated. Record write updates can be ship-
ped from a primary storage controller via a primary
data mover to a secondary data mover for shadowing
on asecondary storage subsystem, but the amount of
control data passed therebetween must be mini-
mized while still being able to re-construct an exact
order of the record write updates on the secondary
system across several storage controllers as occur-
red on the primary system across multiple DASD vol-
umes behind several storage controllers.

FIG. 4 depicts an asynchronous disaster recov-
ery system 400 including a primary site 421 and are-
mote or secondary site 431. The primary site 421 in-
cludes a primary processor 401, for example, an IBM
ES/9000 running DFSMS/MVS host software. The
primary processor 401 further includes application
programs 402 and 403, for example, IMS and DB2 ap-
plications, and a primary data mover (PDM) 404. A
common sysplex clock 407 is included in the primary
processor 401 for providing a common reference to all
applications (402, 403) running therein, wherein all
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system clocks or time sources (not shown) synchron-
ize to the sysplex clock 407 ensuring all time depend-
ent processes are properly timed relative to one an-
other. The primary storage controllers 406, for exam-
ple, synchronize to a resolution appropriate to ensure
differentiation between record write update times,
such that no two consecutive write 1/0 operations to
a single primary storage controller 404 can exhibit the
same time stamp value. The resolution, and not the
accuracy, of the sysplex timer 407 is critical. The
PDM 404, though shown connected to the sysplex
timer 407, is not required to synchronize to the sys-
plex timer 407 since write I/O operations are not gen-
erated therein. A sysplex timer 407 is not required if
the primary processor 401 has a single time refer-
ence (for example, a single multi-processor ES/9000
system).

A plurality of primary storage controllers 405, for
example, IBM 3990 Model 6 storage controllers, are
connected to the primary processor 401 via a plurality
of channels, for example, fiber optic channels. Con-
nected to each primary storage controller 405 is at
least one string of primary DASDs 406, for example,
IBM 3390 DASDs. The primary storage controllers
405 and the primary DASDs 406 form a primary stor-
age subsystem. Each storage controller 405 and pri-
mary DASD 406 need not be separate units, but may
be combined into a single drawer.

The secondary site 431, located for example,
some thousands of kilometers remote from the pri-
mary site 421, similar to the primary site 421, in-
cludes a secondary processor 411 having a second-
ary data mover (SDM) 414 operating therein. Alterna-
tively, the primary and secondary sites can be the
same location, and further, the primary and second-
ary data movers can reside on a single host processor
(secondary DASDs may be just over a fire-wall). A
plurality of secondary storage controllers 415 are
connected to the secondary processor 411 via chan-
nels, for example, fiber optic channels, as is known in
the art. Connected to the storage controllers 415 are
a plurality of secondary DASDs 416 and a control in-
formation DASD(s) 417. The storage controllers 415
and DASDs 416 and 417 comprise a secondary stor-
age subsystem.

The primary site 421 communicates with the sec-
ondary site 431 via a communication link 408. More
specifically, the primary processor 401 transfers data
and control information to the secondary processor
411 by a communications protocol, for example, a vir-
tual telecommunications access method (VTAM)
communication link 408. The communication link 408
can be realized by several suitable communication
methods, including telephone (T1, T3 lines), radio, ra-
dio/telephone, microwave, satellite, etc.

The asynchronous data shadowing system 400
encompasses collecting control data from the pri-
mary storage controllers 405 so that an order of all
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data writes to the primary DASDs 406 is preserved
and applied to the secondary DASDs 416 (preserving
the data write order across all primary storage sub-
systems). The data and control information transmit-
ted to the secondary site 431, must be sufficient such
that the presence of the primary site 421 is no longer
required to preserve data integrity.

The applications 402, 403 generate data or re-
cord updates, which record updates are collected by
the primary storage controllers 405 and read by the
PDM 404. The primary storage controllers 405 each
grouped its respective record updates for an asyn-
chronous remote data shadowing session and pro-
vides those record updates to the PDM 404 via non-
specific primary DASD 406 READ requests. Trans-
ferring record updates from the primary storage con-
trollers 405 to the PDM 404 is controlled and opti-
mized by the PDM 404 for minimizing a number of
START I/O operations and time delay between each
read, yet maximizing an amount of data transferred
between each primary storage controller 405 and the
primary processor 401. The PDM 404 can vary atime
interval between non-specific READs to control this
primary storage controller-host optimization as well
as a currency of the record updates for the secondary
DASDs 416.

Collecting record updates by the PDM 404, and
transmitting those record updates to the SDM 414,
while maintaining data integrity, requires the record
updates to be transmitted for specific time intervals
and in appropriate multiple time intervals with enough
control data to reconstruct the primary DASDs 406
record WRITE sequence across all primary storage
subsystems to the secondary DASDs 416. Re-con-
structing the primary DASDs 406 record WRITE se-
quences is accomplished by passing self describing
records from the PDM 404 to the SDM 414. The SDM
414 inspects the self describing records for determin-
ing whether any records for a given time interval have
been lost or are incomplete.

FIGs 5 and & show a journal record format creat-
ed by the PDM 404 for each self describing record, in-
cluding a prefix header 500 (FIG. 5), and a record set
information 600 (FIG. 6) as generated by the primary
storage controller 405. Each self describing record is
further journaled by the SDM 414 for each time inter-
val so that each self describing record can be applied
in time sequence for each time interval to the second-
ary DASDs 416.

Referring now to FIG. 5, the prefix header 500,
which is inserted at the front of each record set, in-
cludes a total data length 501 for describing the total
length of the prefix header 500 and actual primary re-
cord set information 800 that is transmitted to the
SDM 414 for each record set. An operational time
stamp 502 is a time stamp indicating a start time for
the operational set thatthe PDM 404 is currently proc-
essing. The operational time stamp 502 is generated

Page 5177 of 5453

10

15

20

25

30

35

40

45

50

55

by the PDM 404 (according to the sysplex timer 407)
when performing a READ RECORD SET function to
a set of the primary storage controllers 405. An /O
time 610 (FIG. 6) of the primary DASDs 406 write is
unique for each primary storage controller 4056 READ
RECORD SET. The operational time stamp 502 is
common across all storage controllers.

A READ RECORD SET command is issued by
the PDM 404 and can be predicated upon one of the
following conditions:

(1) Primary storage controller 405 attention inter-

rupt based upon that primary storage controller

predetermined threshold;

(2) Primary processor 401 timer interrupt based

upon a predetermined time interval; or

(3) Record set information indicates additional in-

formation on outstanding record sets available

but not yet read.

Condition (2) uses a timer interval to control how
far behind the secondary system 431 executes during
periods of low activity. Condition (3) occurs when the
PDM 404 fails to drain all record sets during a proc-
essing interval which drives further activity for ensur-
ing that the PDM 404 keeps up with primary storage
controller 405 activity.

A time interval group number 503 is supplied by
the PDM 404 to identify a time interval (bounded by
operational time stamp 502 and a records read time
507) for which the current record sets belong (sets of
records across all primary storage controllers 405 for
a given time interval group form consistency groups).
A sequence number within group 504 is derived
based upon a hardware provided identification (to the
PDM 404) of a write sequence order of application
WRITE 1/0s for primary storage controller 405 for
each record set within a given time interval group
503. A primary SSID (substorage identification) 505
uniquely identifies the specific primary storage con-
troller of the primary storage controliers 405 for each
record set. A secondary target volume 506 is as-
signed by either the PDM 404 or the SDM 414 de-
pending upon performance considerations. Arecords
read time 507 supplies an operational time stamp that
is common to all primary storage controllers 405 in-
dicating an end time for the PDM 404 read record set
process current interval.

The operational time stamp 502 and the records
read time 507 are used by the PDM 404 to group sets
of read record sets from each of the primary storage
controllers 405. Time synchronization for grouping
sets of read record sets is key only to the PDM 404
and as such, the PDM 404 could be synchronized to
a central processing unit (CPU) clock running only the
PDM 404 not attached to the syspelx timer 407. The
PDM 404 does not write record updates, but the re-
cord updates, as stated previously, must be syn-
chronized to a common time source.

Referring now to FIG. 6, the record set informa-
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tion 600 is generated by the primary storage control-
lers 405 and collected by the PDM 404. Update Spe-
cific Information 601-610, includes a primary device
unit address 601 of each record indicating the actual
primary DASD 406 that the record update occurred
on. A cylinder number/head number (CCHH) 602 in-
dicates a location on primary DASD 406 for each re-
cord update. Primary SSID 603, the primary storage
controller session identifier is the same as primary
SSID 505. Status flags 604 provide status informa-
tion regarding whether specific data records 620 fol-
low. Sequence numbers 605 and 630 assign a num-
ber to each record for indicating whether the entire re-
cord set has been read (all data transferred to the
PDM 404). Primary DASD write I/0 type 606 is an op-
eration indicator identifying the type of write opera-
tion performed on each record, the operation indica-
tors including: update write; format write; partial track
records follow; full track data follows; erase command
performed; or write any performed. Search argument
607 indicates initial positioning information for the
first read record set data record 620. A sector number
608 identifies that sector that the record was updated
at. Count field 609 describes a number of specific re-
cord data fields 620 that follow. A host application
time when the primary DASD 406 write update occur-
red is recorded in time of updates 610. Specific re-
cord data 620 provides a count/key/data {CKD) field
of each record update. Lastly, the sequence number
630 is compared to the sequence number 605 for in-
dicating whether the entire read record set was trans-
ferred to the PDM 404.

The update records are handled in software
groups called consistency groups so that the SDM
414 can copy the record updates in the same order
they were written at the primary DASDs 406. The in-
formation used for creating the consistency groups
(across all record sets collected from all storage con-
trollers 405) includes the: operational time stamp
502; time interval group number 503; sequence num-
ber within group 504; primary controller SSID 505; re-
cords read time 507; primary device address 601; the
primary SSID 603; and the status flags 604. The in-
formation used for determining whether all records for
a time interval group have been received for each
storage controller 405 at the SDM 414 includes the:
time interval group number 503; sequence number
within group 504; physical controller ID 505; the pri-
mary SSID 603; and a total number of read record
sets returned from each primary storage controller
405 for each operational time interval. The informa-
tion necessary to place record updates on the sec-
ondary DASDs 416 equivalently to the primary
DASDs 406 record updates with full recover possible
includes the: secondary target volume 508; CCHH
602; primary DASD write I/O type 608; search argu-
ment 607; sector number 608; count 609; time of up-
dates 610; and the specific record data 620.
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FIGs 7 and 8 show a state table 700 and a master
journal 800, respectively, for describing a current
journal contents, which simplifies recovery time and
journal transfer time. The state table 700 provides
configuration information, collected by and common
to the PDM 404 and SDM 414, and includes primary
storage controller session identifiers (SSID numbers)
and the volumes therein, and the corresponding sec-
ondary storage controller session identifiers and the
corresponding volumes. Thus the configuration infor-
mation tracks which primary volumes 710 or primary
DASD extents map to secondary volumes 711 or sec-
ondary DASD extents. With a simple extension to the
state table 700 indicating partial volume extents 712
(CCHH to CCHH), partial volume remote copy can be
accomplished using the same asynchronous remote
copy methods described herein, but for a finer gran-
ularity (track or extent) than full volume.

The master journal 800 includes: consistency
group number; location on journal volumes; and op-
erational time stamp. The master journal 800 further
maintains specific record updates as grouped in con-
sistency groups. The state table 700 and master jour-
nal 800 support disaster recovery, and hence must be
able to operate in a stand-alone environment wherein
the primary system 401 no longer exists.

A time stamp control is placed at the front and
back of each master journal 800 to ensure that the en-
tire control entry was successfully written. The time
stamp control is further written to the secondary
DASDs 417. The control elements include dual en-
tries (1) and (2), wherein one entry is always a current
entry, for example:

(1) Timestamp control | Control Info [ Time-

stamp Control

(2) Timestamp Control | Control Info | Time-

stamp Control.

At any point in time either entry (1) or (2) is the
current or valid entry, wherein a valid entry is that en-
try with equal timestamp controls at the front and
back. Disaster recovery uses the valid entry with the
latest timestamp to obtain control information. This
control information, along with state information (en-
vironmental information regarding storage control-
lers, devices, and applied consistency groups), is
used for determining what record updates have been
applied to the secondary storage controllers 415.

After all read record sets across all primary stor-
age controllers 405 for a predetermined time interval
are received at the secondary site 431, the SDM 414
interprets the received control information and ap-
plies the received read record sets to the secondary
DASDs 416 in groups of record updates such that the
record updates are applied in the same sequence that
those record updates were originally written on the
primary DASDs 406. Thus, all primary application or-
der (data integrity) consistency is maintained at the
secondary site 431. This process is hereinafter refer-
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red to as forming consistency groups. Forming con-
sistency groups is based on the following assump-
tions: (A) application writes that are independent can
be performed in any order if they do not violate con-
troller sequence order; (B) application writes that are
dependent must be performed in timestamp order,
hence an application cannot perform a dependent
write number two before receiving control unit end,
device end from write number one; and (C) a second
write will always be either (1) in a same record set
consistency group as a first write with a later time-
stamp or (2) in a subsequent record set consistency
group.

Referring to FIG. 9, an example of forming a con-
sistency group (the consistency group could be
formed at either the primary site 421 or secondary
site 431), for example, for storage controllers SSID 1,
SSID 2, and SSID 3 is shown (any number of storage
controllers can be included but three are used in this
example for clarity). Time intervals T1, T2 and T3 are
assumed to occur in ascending order. An operational
time stamp 502 of time interval T1 is established for
storage controllers SSID 1, SSID 2 and SSID 3. The
PDM 404 obtains record set data from storage con-
troller SSIDs 1, 2, and 3 for time interval T1-T3. The
record sets for SSIDs 1, 2, and 3 for time interval T1
are assigned to time interval group 1, G1 (time inter-
val group number 503). The sequence number within
group 504 is shown for each SSID 1, 2, and 3, wherein
SSID has three updates as 11:59. 12:00, and 12:01,
SSID 2 has two updates at 12:00 and 12:02, and SSID
3 has three updates at 11:58, 11:59, and 12:02. Re-
cord sets of time intervals T2 and T3 are listed but ex-
ample times of updates are not given for simplicity.

Consistency group N can now be formed based
upon the control information and record updates re-
ceived at the secondary site 431. In order to ensure
that no record update in time interval group number
one is later than any record update of time interval
group number two, a min-time is established which is
equal to a the earliest read record set time of the last
record updates for each storage controller SSID 1, 2,
and 3. In this example then, min-time is equal to
12:01. Any record updates having a read record set
time greater than or equal to min-time is included in
the consistency group N + 1. If two record update
times to a same volume were equal, though unlikely
given sufficient resolution of the sysplex timer 407,
the record update having the earlier sequence num-
ber within the time interval group N is kept with that
group for consistency group N. The record updates
are now ordered based upon read record set times.
Record updates having equal times will cause the re-
cord update having the lower sequence number to be
place before the later sequence numbered record up-
date. Alternatively, record updates having equal time
stamps, but to differing volumes, may be ordered ar-
bitrarily as long as they are kept in the same consis-
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tency group.

If a primary storage controller 405 fails to com-
plete a response to a read record set during a speci-
fied time interval, then a consistency group cannot be
formed until that primary storage controller 405 com-
pletes. In the event that the primary storage controller
405 fails to complete its operation, then a missing in-
terrupt results causing a system missing interrupt
handler to receive control and the operation will be
terminated. On the other hand, if the primary storage
controller 405 timely completes the operation then
the IO will be driven to completion and normal oper-
ation will continue. Consistency group formation ex-
pects that write operations against the primary stor-
age controllers 405 will have time stamps. Some pro-
grams, however, will cause writes to be generated
without time stamps, in which case the primary stor-
age controller 405 will return zeros for the time
stamp. Consistency group formation can bound those
records without time stamps based upon the time-
stamp that the data was read. If too many record up-
dates without time stamps occur over a time interval
such that the record updates are not easily bounded
by consistency group times, then an error that the du-
plex volumes are out of synchronization may result.

FIGs 10 and 11 are flow diagrams presenting the
method of forming consistency groups. Referring to
FIG. 10, the process starts at step 1000 with the pri-
mary site 421 establishing remote data shadowing to
occur. At step 1010 all application I/O operations are
time stamped using the sysplex timer 407 as a syn-
chronization clock (FIG. 4). The PDM 404 starts a re-
mote data shadowing session with each primary stor-
age controller 405 at step 1020 which includes iden-
tifying those primary volumes that will have data or
records shadowed. Record set information 600 is
trapped by the primary storage controllers 405 for
each application WRITE I/O operation (see FIG. 6) by
step 1030.

Step 1040 involves the PDM 404 reading the cap-
tured record set information 600 from each primary
storage controller 405 according to a prompt including
an attention message, a predetermined timing inter-
val, ora notification of more records to read as descri-
bed earlier. When the PDM 404 begins reading record
sets, at step 1050, the PDM 404 prefixes each record
set with a prefix header 500 (see FIG. 5) for creating
specific journal records (a journal record includes the
prefix header 500 and the record set information
600). The journal records contain the control informa-
tion (and records) necessary for forming consistency
groups at the secondary site 431 (or at the primary
site 421).

At step 1060 the PDM 404 transmits the gener-
ated journal records to the SDM 414 via the commu-
nications link 408 (or within the same data mover sys-
tem if the consistency groups are formed therein).
The SDM 414 uses the state table 700 at step 1070
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to gather the received record updates by group and
sequence numbers for each time interval group and
primary storage controller 405 established for the
data shadowing session. The SDM 414 inspects the
journal records at step 1080 to determine whether all
record information has been received for each time
interval group. If the journal records are incomplete,
then step 1085 causes the SDM 414 to notify the
PDM 404 to resend the required record sets. If the
PDM 404 is unable to correctly resend, then the du-
plex volume pair is failed. If the journal records are
complete, then step 1090 is perfarmed which encom-
passes the SDM 414 forming the consistency groups.

Referring to FIG. 11, steps 1100-1160 represent-
ing step 1090 (FIG. 10) for forming consistency
groups is shown. Cansistency group formation starts
at step 1100 wherein each software consistency
group is written to an SDM 414 journal log ("hard-
ened") on the secondary DASD 417 (FIG. 4). Step
1110 performs a test for determining whether the time
interval groups are complete, that is, each primary
storage controller 405 must have either presented at
least one read record set buffer or have confirmation
from the PDM 404 that no such record updates were
placed in the record set buffer, and all read record set
buffers with data (or null) must have been received by
the SDM 414. If a time interval group is incomplete,
then step 1110 retries reading the record sets from
the primary storage controller 405 until the required
data is received. If errors occur, a specific duplex vol-
ume pair or pairs may be failed. Having received com-
plete time interval groups, step 1120 determines a
first consistency group journal record. The first {or
current) consistency group journal record is that re-
cord which contains the earliest operational time
stamp 502 and the earliest time of update 610 of all
records having equal operational time stamps 502.

Step 1130 inspects the records contained in the
current consistency group journal record to determine
which record will be the last record to be included
therein (some records will be dropped and included in
the next consistency group journal record). The last
record in the current consistency group journal record
is determined as a minimum update time {min-time)
of the maximum update times for each primary stor-
age controller 405 (that is, the last update of each pri-
mary storage controller 405 is compared and only the
earliest of these remains in the current consistency
group journal record).

Those remaining record updates in the current
consistency group journal record are ordered accord-
ing to time of update 610 and sequence number within
group 504 by step 1140. A primary storage controller
405 that had no record updates does not participate
in the consistency group. At step 1150, the remaining
record updates of the current consistency group (hav-
ing update times |later than min-time) are passed to
the next consistency group. Each sequence number
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within a group 504 should end with a null buffer indi-
cating thatall read record sets have been read for that
operational time interval. If the null buffer is absent,
then the step 1120 of defining the last record in the
current software consistency group, coupled with the
records read time 507 and time of update 610 can be
used to determine the proper order of the application
WRITE I/O operations across the primary storage
controllers 405.

Step 1180 represents a back-end of the remote
data shadowing process wherein specific write up-
dates are applied to secondary DASDs 416 under full
disaster recovery constraint. If when writing the up-
dates to the secondary DASDs 416 an |/O error oc-
curs, or the entire secondary site 431 goes down and
is re-initialized, then the entire consistency group that
was in the process of being written can be re-applied
from the start. This permits the remote shadowing to
occur without having to track which secondary
DASDs 416 I/0Os have occurred, which [/Os have not
occurred, and which I/Os were in process, etc.

A key component of step 1160 is that the PDM
414 causes the records to be written efficiently to the
secondary DASDs 416 so that the secondary site 431
can keep pace with the primary site 421. The requisite
efficiency is accomplished, in part, by concurrently
executing multiple 1/0 operations to different second-
ary DASDs 416. Serially writing one secondary
DASD 416 at a time would cause the secondary site
431 to fall too far behind the primary site 421. Yet
more efficiency is gained at the secondary site 431
by writing the records for each consistency group des-
tined for a single secondary device via a single chan-
nel command word (CCW) chain. Within each single
CCW chain, the I/O operations therein can be further
optimized as long as those I/O operations to each
secondary DASD 416 data track are maintained in
the order of occurrence on the primary volumes.

Optimizing secondary I/O operations for specific
consistency groups and within single CCW chains is
based in part upon the pattern of primary write VO op-
erations, and in part upon the physical characteristics
of the secondary DASDs 416. Optimization may vary
somewhat depending upon whether secondary
DASD 415 is count/key/data (CKD), extended
count/key/data (ECKD), fixed block architecture
(FBA), etc. Consequently, a number of WRITE 1/Os
{m) to a primary DASD 406 volume during a given
time interval can be reduced to a single START /O
operation to a secondary DASD 416 volume. This op-
timization of the number 6f START l/Os to the second-
ary storage controllers 415 of m:1 can aillow the sec-
ondary DASDs 416 to catch up with and thereby clos-
er shadow the record updates at the primary site 421.

A key to successful remote data shadowing, and
hence secondary I/O optimization, is minimizing un-
recoverable errors in any of the concurrent multiple
I/O operations to secondary DASDs 416 so that con-
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sistent copies are available for recovery. A failure in
a given secondary write could permit a later depend-
ent write to be recorded without the conditioning write
(e.g., a log entry indicating that a data base record
has been updated when in reality the actual update
write for the data base had failed violates the se-
quence integrity of the secondary DASD 416 copy).

A failed secondary 416 copy is unusable for ap-
plication recovery until that failure to update has been
recovered. The failed update could be corrected by
having the SDM 414 request a current copy from the
PDM 404. In the mean time the secondary data copy
is inconsistent and hence unusable until the PDM 404
responds with the current update and all other previ-
ous updates are processed by the PDM 414. The time
required to recover the failed update typically pres-
ents an unacceptably long window of non-recovery
for adequate disaster recovery protection.

Effective secondary site 431 I/O optimization is
realized by inspecting the data record sets to be writ-
ten for a given consistency group and building chains
based upon rules of the particular secondary DASD
416 architecture, for example, an ECKD architecture.
The optimization technique disclosed herein simpli-
fies recovery from I/O errors such that when applying
a consistency group, if an I/O error occurs, the CCW
chain can be re-executed, or in the event of a second-
ary initial program load (IPL) recovery, the entire con-
sistency group can be re-applied without data loss.

FIG. 12 summarizes full consistency group re-
covery (FCGR) rules for building CCW chains for all
WRITE /O combinations for an ECKD architecture,
wherein CCHHR record format is used (cylinder num-
ber, head number, record number). FIG. 12 is created
by inspecting each possible combination of WRITE
1/0 operations to a DASD track within a consistency
group’s scope. The FCGR rules of FIG. 12, described
in FIG.s 13A and 13B, are then followed to govern
data placement (secondary DASD 416 I/O write CCW
chains) for yielding full recovery for an error in apply-
ing a consistency group. The FCGR rules depicted in
FIG. 12 would be extended appropriately as new
WRITE I/O operations are added. These rules can ex-
ist in hardware or software at the secondary site 431.
The FCGR rules advantageously reduces READ re-
cord set to a same DASD track analysis to an inspec-
tion of the primary DASD 408 WRITE I/O type, search
argument, and count and key fields.

If a DASD track is written without inspecting the
consistency group write operations as shown in FIG.
12, then previously written data records potentially
cannot be re-written. For example, assume that a
chain includes:

WRITE UPDATE to record five; and

FORMAT WRITE to record one,
wherein record one and record five occur on the same
DASD track with record one preceding record five.
Record five is updated by an UPDATE WRITE CCW
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and a FORMAT WRITE I/O CCW updates record one
erasing a remainder of the track thus deleting record
five. If this chain had to be re-executed, a LOCATE
RECORD CCW that will position to the beginning of
record five will no longer have a positioning point (re-
cord five no longer exists), and the chain is not fully
recoverable from the beginning. Since the write oper-
ations have already been successful at the primary
site 421, always being able to apply an entire consis-
tency group on the secondary DASD 416 is required
to maintain data consistency and integrity.

FIG. 14, steps 1410 through 1470, provides more
detail as to the process represented by step 1160 of
FIG. 11, while using the FCGR rules defined in FIG.
12. At step 1410 the SDM 414 divides the records of
the current consistency group into two categories. A
first category includes I/O orders directed to a same
secondary DASD volume, and a second category in-
cludes /O orders of thoserecords in the first category
that are directed to a same CCHH (i.e., records being
updated to a same DASD track).

Having categorized the records of the current
consistency group, step 1420 conforms application
WRITE I/Os and SDM 414 WRITE 1/Os to the archi-
tecture of the secondary DASDs 416, for example, to
ECKD architecture FCGRrules (see FIG. 12) for iden-
tifying data placement on a track and track/record ad-
dressing. The SDM 414 groups secondary DASD
WRITE /O operations to the same volumes into sin-
gle IO CCW chains at step 1430. Step 1440 involves
moving the head disk assembly (HDA) of each sec-
ondary DASD 416 according to search arguments
and specific record data (CKD fields) for the actual
secondary DASD 416 writes.

Step 1450 compares READ SET BUFFERS one
and two for those records making up the second cat-
egories (there typically will be a plurality of second
categories, one for each track receiving records), us-
ing the FCGR rules of FIG. 12 for determining wheth-
er a subsequent write operation invalidates a previ-
ous write operation or DASD search argument (posi-
tioning at a record that is now erased, etc.). The
READ SET BUFFERS one and two contain adjacent
read record sets. Following the FCGR rules ensures
that the SDM 414 can re-write an entire consistency
group, in the event of an error, without re-receiving re-
cord updates from the primary site 421. After the
SDM 414 applies the current consistency group to the
secondary DASD 416, step 1460 updates the state ta-
ble (FIG. 7) and the master journal (FIG. 8).

The remote copy process continues in real time
as step 1470 gets a next consistency group (which
becomes the current consistency group) and returns
processing to step 1410. The remote copy process
will stop if the primary site 421 to secondary site 431
communication terminates. The communication may
terminate if volume pairs are deleted from the proc-
ess by the PDM 404, the primary site is destroyed
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(disaster occurs), an orderly shutdown is performed,
or a specific takeover action occurs at the secondary
site 431. Consistency groups journaled on the sec-
ondary site 431 can be applied to the secondary
DASD 416 during a takeover operation. The only data
lost is that data captured by the primary site 421 that
has not been completely received by the SDM 414.

In summary, synchronous and asynchronous re-
mote data duplexing systems have been described.
The asynchronous remote data duplexing system
provides storage based, real time data shadowing. A
primary site runs applications generating record up-
dates, and a secondary site, remote from the primary
site, shadows the record updates and provides disas-
ter recovery for the primary site. The asynchronous
remote data duplexing system comprises a sysplex
timer for synchronizing time dependent processes in
the primary site, and a primary processor at the pri-
mary site for running the applications, the primary
processor having a primary data mover therein. A
plurality of primary storage controliers are coupled to
the primary processor for issuing write /0 operations
for each record update, each primary storage control-
ler DASD write 1/0 operation being synchronized to
the sysplex timer. A plurality of primary storage devic-
es receive the write I/O operations and store the re-
cord updates therein accordingly. The primary data
mover collects record set information from the plural-
ity of primary storage controllers for each record up-
date and appends a prefix header to a predetermined
group of record set informations. The prefix header
and predetermined group of record set informations
form the self describing record sets. Each record set
information includes a primary device address, a cy-
linder number and head number (CCHH), a record up-
date sequence number, a write I/O type, a search ar-
gument, a sector number, and a record update time.
The prefix header includes a total data length, an op-
erational time stamp, a time interval group number,
and a records read time. A secondary processor at
the secondary site has a secondary data mover, the
secondary data mover receiving the self describing
record sets from the primary site. A plurality of sec-
ondary storage controllers are coupled to the second-
ary processor, and a plurality of secondary storage
devices are coupled to the secondary storage con-
trollers for storing the record updates copies. The
secondary data mover determines whether the trans-
mitted self describing record sets are complete and
forms consistency groups from the self describing re-
cord sets and provides the record updates from each
consistency group to the plurality of secondary stor-
age controllers for writing to the plurality of secondary
storage devices in an order consistent with a se-
quence that the record updates were written to the
plurality of primary storage devices.

While the invention has been particularly shown
and described with reference to preferred embodi-
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ments thereof, it will be understood by those skilled
in the art that various changes in form and details may
be made therein without departing from the scope of
the invention as defined in the appended claims. For
example, the consistency groups have been descri-
bed as being formed by the secondary data mover
based upon received self describing record sets,
however, the consistency groups could be formed at
the primary site based upon write record sets or else-
where in the secondary site. The formats the storage
devices at the primary and secondary sites need not
be identical. For example, CKD records could be con-
verted to fixed block architecture (FBA) type records,
etc. Nor are the storage devices meant to be limited
to DASD devices.

Claims

1. Amethod of providing asynchronous data duplex-
ing, wherein data updates generated by one or
more applications running in a primary processor
are received by a primary storage subsystem, the
primary storage subsystem causing I/O write op-
erations to write each data update therein, each
write I/O operation being time stamped, the time
stamps synchronized by a common timer, and
wherein a secondary system, whether local to or
remote from the primary processor, shadows the
data updates in sequence consistent order such
thatthe secondary site is available for disaster re-
covery purposes, the method comprising the
steps of:

(a) time stamping each write /0 operation oc-
curring in the primary storage subsystem;
(b) capturing write I/O operation record set in-
formation from the primary storage subsys-
tem for each data update;

(c) generating self describing record sets
from the data updates and respective record
set informations, the self describing record
sets containing sufficient contro! information
to enable recreation of a sequence of the write
I/O operations solely by the secondary sys-
tem;

(d) grouping the self describing record sets
into interval groups, each interval group being
measured from an operational time stamp
start time and continuing for a predetermined
interval threshold; and

(e) selecting a current consistency group as
that interval group of self describing record
sets having an earliest operational time
stamp, the individual data updates being or-
dered within the current consistency group
based upon time sequences of the I/O write
operations in the primary storage subsystem.



10.

25 EP 0 672 985 A1

The method as claimed in claim 1 wherein the
step (b) further includes initiating sessions with
the primary storage subsystem based upon the
operational time stamps for identifying a starting
time for each interval group, each interval group
being bounded by consecutive operational time
stamps.

The method as claimed in claim 1 or claim 2
wherein the step (d) includes adding a prefix
header describing each interval group.

The method as claimed in any preceding claim
further comprising a step (f) transmitting the in-
terval groups of self describing record sets to the
secandary site .

The method as claimed in claim 4 further com-
prising a step (g) determining at the secondary
site whether each received self describing record
set is complete.

The method as claimed in claim § wherein the
step (g) further includes the secondary site re-
questing the primary site to re-transmit any miss-
ing data updates if the secondary site determined
a self describing record set is incomplete.

The method as claimed in claim 6 further com-
prising a step (h) determining at the secondary
site whether each time interval group is com-
plete.

The method as claimed in claim 7 wherein the
step (h) further includes the secondary site re-
questing the primary site to re-send a missing re-
cord set if the secondary site determined that an
interval group was incomplete.

The method as claimed in claim 8 further com-
prising a step (i) writing the received data updates
at the secondary site to the secondary storage
subsystem according to the sequence of the cor-
responding write I/O operations at the primary
site as ordered in the consistency groups.

A method for providing remote data shadowing
for disaster recovery purposes in a data process-
ing system including a primary site having a pri-
mary processor running a primary data mover
and applications generating record updates, the
primary processor coupled to a primary storage
subsystem having storage devices for storing the
record updates according to write I/O operations
issued by the primary processor to the primary
storage subsystem, the primary site further in-
cluding a common system timer for synchronizing
time dependent operations in the primary site,
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1.

12,

13.

14.

15.

16.

26

the system further including a secondary site
having a secondary processor communicating
with the primary processor, and a secondary
storage subsystem for storing copies of the re-
cord updates in sequence consistent order, the
method comprising the steps of:

(a) time stamping each write 1/0O operation in

the primary storage subsystem;

(b) establishing a session with each storage

device in the primary storage subsystem;

(c) capturing record set information from each

storage device in the primary storage subsys-

tem;

(d) reading record sets and respective record

set information in the primary data mover;

(e) prefixing each record set with a header

and creating self describing record sets there-

from;

(f) transmitting the self describing record sets

to the secondary processor in time interval

groups according to predetermined time inter-

vals;

(g) forming consistency groups from the self

describing record sets; and

(h) shadowing the record updates of each

consistency group to the secondary storage

subsystem in a sequence consistent order.

The method as claimed in claim 10 wherein the
record sets are transmitted to the secondary
processor asynchronously.

The method as claimed in claim 10 or claim 11
wherein the step (g) is performed at the second-
ary site.

The method as claimed in any of claims 10 to 12
wherein the step (f) further includes determining
at the secondary site whether each received self
describing record set is complete.

The method as claimed in claim 13 wherein the
step (f) further includes requesting the primary
site to re-transmit any missing record updates if
the primary site determined a received self de-
scribing record set is incomplete.

The method as claimed in any of claims 10 to 14
further comprising a step (i) determining at the
secondary site whether each time interval group
is complete.

The method as claimed in claim 15 wherein the
step (i) further includes requesting the primary
site to re-send a missing record set if the second-
ary site determined that a interval group was in-
complete.
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The method as claimed in any of claims 10 to 16
wherein the step (c) identifies, in the record set
information, a physical location on the primary
storage devices where each record update is
stored.

The method as claimed in claim 17 wherein the
step (c) identifies, in the record set information,
a sequence and time of update of each record up-
date stored to the primary storage devices within
the session.

The method as claimed in any of claims 10 to 18
wherein the step (e) identifies, in the prefix head-
er, an interval group number for the session and
sequence within group for each record update re-
ferred to therein.

A primary data processing system having a pri-
mary processor running one or more applica-
tions, the one or more applications generating re-
cord updates, the primary processor generating
self describing record sets therefrom, the self de-
scribing record sets being sent to a secondary
system, the secondary system shadowing the re-
cord updates in sequence consistent order based
upon the self describing record sets for real time
disaster recovery purposes, the primary proces-
sor being coupled to a primary storage subsys-
tem wherein the primary storage subsystem re-
ceives the record updates and executes write I/O
operations for storing each record update therein,
the primary processor comprising:

a timer for providing a common time
source to the applications and primary storage
subsystem for synchronization purposes; and

primary data mover means prompting the
primary storage subsystem for providing record
set information to the primary data mover means
for each record update, the primary data mover
means grouping a plurality of record updates and
each corresponding record set information into
time interval groups, and inserting a prefix head-
er thereto, each time interval group the self de-
scribing record sets. interval groups, and insert-
ing a prefix header thereto, each time interval
group the self describing record sets.

The primary system as claimed in claim 20
wherein the primary storage subsystem compris-
es:

a plurality of primary storage controllers,
the plurality of primary storage controllers issu-
ing the write I/O operations; and

a plurality of primary storage devices cou-
pled to the plurality of primary storage control-
lers.
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22,

23.

24,

25.

26.

27.

28.

29.

28

The primary system as claimed in claim 20 or
claim 21 wherein the primary data mover means
collects record set information for each write I/O
operation for each primary storage controlier of
the plurality of primary storage controllers par-
ticipating with each time interval group.

The primary system as claimed in any of claims
20 to 22 wherein each write /0 operation is time-
stamped in the primary processor relative to the
sysplex timer, each write I/O operation being is-
sued to a primary storage controller of the plur-
ality of primary storage controllers, each primary
storage controller preserving the time-stamp and
returning that time-stamp in the corresponding
read record set to the primary data mover means.

The primary system as claimed in claim 23
wherein each record set information identifies a
corresponding record update’s physical location
on a primary storage device of the plurality of pri-
mary storage devices.

The primary system as claimed in claim 23 or
claim 24 wherein each record set information
identifies a corresponding record update’s pri-
mary subsystem identification, primary device
address, cylinder number, and head number.

The primary system as claimed in claim 23
wherein the primary data mover means identifies
a relative sequence of each write /O update
across all primary storage controllers participat-
ing in a time interval group.

The primary system as claimed in claim 26
wherein the primary data mover means creates a
state table for journaling record updates and
crass referencing a storage location of each re-
cord update on the primary system and the sec-
ondary system.

The primary system as claimed in claim 26
wherein the primary data mover means commu-
nicates the state table to the secondary system.

A remote data shadowing system including a pri-
mary site and a secondary site, the secondary
site asynchronously shadowing record updates of
the primary site in real time for disaster recovery
purposes, the record updates generated by appli-
cations running at the primary site, the primary
site comprising:

a sysplex timer;

a primary processor running the applica-
tions generating the record updates and issuing
a corresponding write I/O operation for each re-
cord update, the primary processor having a pri-
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mary data mover therein;

a plurality of primary storage controllers
directed to store the record updates, the plurality
of primary storage controllers executing the is-
sued write I/O operation for each record update; 5
and

a plurality of primary storage devices re-
ceiving and storing the record updates therein ac-
cording to the corresponding write I/O operations,

wherein the primary processor and each 10
write 1/0 are time-stamped by the primary proc-
essor, as synchronized by the sysplex timer, such
that write I/O operations are accurately sequence
ordered relative to each other, the primary data
mover collecting sets of record updates and com- 15
bining each record set information as provided by
each one of the plurality of primary storage con-
trollers with the corresponding record update,
each record set information including a relative
sequence and time of each corresponding write 20
1/0 operation, the primary data mover collecting
record updates into time interval groups and in-
serting a prefix header to each time interval
group, wherein the prefix header includes infor-
mation identifying the record updates includedin 25
each time interval group, each record set infor-
mation and prefix header combined for creating
self describing record sets, the self describing re-
cord sets being transmitted to the secondary
site, wherein the self describing record sets pro- 30
vide information adequate for the secondary site
to shadow the record updates therein in se-
quence consistent order without further commu-
nications from the primary site.
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FIG. 13 | e

13A

FiG.
13B

FIG. 13A

B -IF #1'S SEARCH ARG IS HIGHER THAN THE SEARCH ARG FOR #2,
THEN THROW #1, ELSE DO BOTH.

C -IF #1'S RECORD IS EQUAL TO OR HIGHER THAN THE FIRST RECORD
IN #2, THEN THROW #1, ELSE DO BOTH.

D - IF #2 IS UPDATING RO, THEN DO BOTH, ELSE ERROR.
E - ERROR (SHOULD NEVER HAPPEN).

E*- ERROR IF #1 AND #2 ARE THE SAME RECORD. (SHOULD
NEVER HAPPEN WITHOUT A FORMAT WRITE IN BETWEEN).

F - IF FIRST RECORD IN #2 IS R1, THEN WRITE BOTH, ELSE ERROR.

G -IF #1'S SEARCH ARG IS EQUAL TO OR HIGHER THAN THE
SEARCH ARG FOR #2, THEN THROW #1, ELSE ERROR.

H -IF #1'S SEARCH ARG IS HIGHER THAN THE LAST RECORD
FOR #2. THEN THROW #1. ELSE IF #2'S SEARCH ARG IS
HIGHER THAN THE LAST RECORD IN #1, THEN ERROR, ELSE
WRITE BOTH.

TO OPTIMIZE FURTHER, CAN DO THE FOLLOWING. INSTEAD:
IF (1’S SEARCH IS EQUAL TO OR HIGHER THAN THE LAST RECORD
IN #2) OR (THE LAST RECORD IN #1 IS EQUAL TO OR
HIGHER THAN THE LAST RECORD IN #2) AND (2'S SEARCH
IS LESS THAN OR EQUAL TO THE LAST RECORD IN #1)
THEN THROW 1
ELSE IF (#2'S SEARCH ARG IS HIGHER THAN THE LAST RECORD
IN #1)
THEN ERROR
ELSE WRITE BOTH

28
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J -IF #2'S RECORD (OR SEARCH) IS HIGHER THAN THE LAST RECORD [N
#1, THEN ERROR, ELSE WRITE BOTH.

K -IF #2'S RECORD (OR SEARCH) IS HIGHER THAN #1'S SEARCH, THEN
ERROR, ELSE WRITE BOTH.

L -IF #1'S SEARCH ARG IS EQUAL TO OR HIGHER THAN #2'S SEARCH
ARG THEN EITHER WRITE BOTH OR OK TO THROW #1, ELSE ERRCR.

M -IF (#1'S SEARCH ARG IS EQUAL TO OR HIGHER THAN #2'S SEARCH

ARG) THEN THROW 1
ELSE IF (#2'S SEARCH ARG IS HIGHER THAN THE LAST RECORD IN #1)

THEN ERROR
ELSE WRITE BOTH.

N -IF #2'S SEARCH ARG IS HIGHER THAN THE LAST RECORD IN #1,
THEN ERROR, ELSE WRITE BOTH.

R -OK TO THROW #1.
T -MUST THROW 1.
W -WRITE BOTH.

W*-|F #1 AND #2 HAVE THE SAME RECORDS, THEN THROW #1, ELSE
DO BOTH OR MERGE RECORDS AND DO ONE WRITE.

FIG. 13B
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" Description

[0001] The present invention relates to a communica-
tion method for synchronously processing data between
a plurality of devices and an electronic device therefor.
In particular, the present invention relates to a commu-
nication method and an electronic device that have been
modified so as to synchronize data in a wireless or wired
network such that a network configuration is dynamically
changed.

[0002] In recent years, apart from a personal compu-
ter, in a portable information processing terminal such
as a portable cellular phone, a palm top computer or a
wrist watch, personal data such as a telephone number
(address) directory, schedule data, a task list, an E-mail
can be managed and stored. Using this function, data is
shared by using duplicate data in order to use the same
data at home or outside as well asin office between elec-
tronic devices such as a personal computer or a portable
+ information processing terminal. As a technique for keep-
ing coincidence of a plurality of shared data, a data syn-
chronization processing is known. For example, in the
case where an attempt is made to share personal data
such as an address directory or a schedule between a
personal computer and a portable information process-
ing terminal, duplication of data is created, and original
data is held in the host and the duplicate data is held in
each device other than the host. In the case where a
change occurs with these items of data, the changed
data is exchanged between these devices, whereby data
consistency is maintained. This method is referred to as
data synchronization.

[0003] Asatypicalcomputer program for data synchro-
nization, Intelli Sync (Intelli Sync User's Guide Rev 3.1
PumaTECHNOLOGY 1999)is known. This enables data
synchronization between personal computers or be-
tween a personal computer and a portable information
processingterminal. This program enables data synchro-
nization between two personal computers, one personal
computer and one portable information processing ter-
minal, or one personal computer and two portable infor-
mation processing terminals.

[0004] In the case of this system, however, a device
serving as a servermust be participated in data synchro-
nization processing. In the case where three or more de-
vices share data, there applies a restriction that data syn-
chronization cannot be performed between two devices
other than server. Therefore, for example, in the case
where a personal computer connected to a network is
used as a server, thereby causing two portable informa-
tion processing terminals to include the duplicate data,
even if an attempt is made to use duplicate data after
updated in one portable information processing terminal
bythe other portable information processing terminal out-
side, data synchronization processing cannot be per-
formed by these portable information processing temi-
nals other than server. Stated another way, the conven-
tional data synchronization processing is performed-be-
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tween the server and the client in a one-to-one manner.
It is not possible to perform the data synchronization
processing in a one-to-plural manner.

[0005] Furthermore, ingeneral, itis required to provide
communication settings for a data synchronization party,
settings regarding type of synchronization data, orsetting
of a method of solving a problem during data confiict.
These settings are conventionally provided by a user op-
eratingan input device of apersonal computer or portable
information processing terminal through the setting
screen displayed on adisplay device of the personal com-
puter or portable information processing terminal and in-
putting data. This means that at least the display device
and input device of the portable terminal device are re-
quired. Therefore, in the conventional method, because
of a restriction specific to a device such as a wrist watch
including device size, for example, it is very difficult to
provide settings of data synchronisation in a device hav-
ing only a limited input device or display device.

[0006] Accordingly, itis an object of the present inven-
tion to provide a communication method and electronic
device that enables data synchronization between arbi-
trary devices without requiring a server.

[0007] EP-A-0926608 discloses amethod of maintain-
ing mutual consistency between copies of data stored at
nodes in a network, the nodes comprising a server node,
and a number of client nodes at remote locations, such
as laptop computers linked by cellular telephone connec-
tions, the nodes being connected intermittently.

[0008] Following a reconnection between the remote
client node and another of the nodes, timestamp infor-
mation on objects cached at the other node, is sent to
the remote client node. At the remote client node, the
timestamp information is compared with corresponding
information relating to the local copy, to detemmine if each
of the cached objects is more up to date than the local
copy. The cached objects are updated based on the local
copy, according to the result of the comparison. This peer
to peer resynchronisation means that the server neéd
not monitor and control the process, so the system is ’
more easily scaled up to handle more clients.

[0009] The document “Enclaves enabling secure col- -
laboration over the internet®, Li Gong, |IEEE journal of
selected areas in communications, IEEE Inc. New York,
vol. 15, n. 3, 1 April 1997, discloses a group of collabo-
rators which can dinamically form a secure virtual subnet
wherein priorities are assigned to the group members for
scure co-edition of files.

[0010] The invention provides a data synchronisation
method as defined in Claims 1 and 22, and an electronic
device and a slave device as defined in Claims 12 and
13 respectively. .

[0011] Advantageous embodiments thereof are de-
fined in the respective dependent claims.

[0012] According to the present invention, there is pro-
vided a communication method for synchronising data
between a plurality of arbitrary devices using a wireless
or wired network, the communication method comprising
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a member registration step and a data synchronisation
step. In the member registration step, a device specified
as a master by a user transmits to a device specified as
a slave by the user a certificate indicating that the slave
belongs to a data synchronisation group that performs a
. data synchronisation processing and a priority to be used
when the slave performs the data synchronisation
processing, andthen, the slave is registered as amember
of the data synchronisation group. In the data synchro-
nisation step, it is detemmined using the certificate wheth-
er or not one slave and one ormore other slaves capable
of making wireless or wired communication belong to the

same data'synchronisation group, and the data synchro- -

nisation processing is performed through wireless or
wired communication in accordance with the priority be-
tween the slaves which are determined to belong to the
same data synchronization group.

[0013] In this communication method, apart from the
data synchronization step of actually processing data
synchronization, the member registration step is provid-
ed for the purpose of specifying a target device for data
synchronization. At this member registration step, the
certificate and priority are transmitted from a device spec-
ified as the master to a device specified as the slave,
whereby the slave can be registered as a member of the
data synchronization group. The certificate and priority
are provided to each member, whereby data synchroni-
zation can be easily performed between slaves even if
the master is absent, as long as these devices are reg-
istered in the same data synchronization group.

[0014] In this case, as to whether or not the slaves
capable of making wireless or wired communication be-
long to the same group, it is determined by exchanging
the certificate between the slaves. Thus, even if a master
does not exist, data synchronization can be performed
reliably and safely between the slaves. In the case where
a conflict.occurs during data synchronization processing
between slaves, such conflictcan be solved by the priority
assigned to each slave at the member registration step.
Therefore, each slave may hold only the certificate and
priority assigned to each slave itself, making it unneces-
sary to set data or the like conceming a communication
party for data synchronization. Hence, a device having
only its limited input device and display device can be
used as a device targeted for synchronization. Further,
as in a wired or wireless network such that a network
configuration is dynamically changed, even in a case of
use under environment that makes it difficult to provide
data for statically specifying a communication party for
data synchronization, a device that is such data synchro-
nization party can be reliably specified.

[0015] The data synchronization step can be per-
formed between one master and one or more arbitrary
slaves having a certificate indicating that these slaves
belong to the same group as well as between slaves.
[0016] In addition, there is no need to specify a master
and a slave by devices, and an arbitrary device can be
specified as amaster or slave of the data synchronization
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group by data targeted for data synchronization. One de-
vice may function as a slave of the data synchronization
group for one set of data or may function as a master of
the data synchronization group for another set of data.
Altematively, one device may function as a slave of two
data synchronization groups corresponding to two sets
of different data.

[0017] Inthe case where a masterand aslave are thus
specified individually by data targeted for synchroniza-
tion, the member registration step is also executed be-
tween a device specified as a master of a data synchro-
nization group for the data targeted for data synchroni-
zation processing and a device specified as a slave of
the master. Thus, for transmission of the certificate and
priority as well, a master that is a transmission source
and a slave that is a transmission destination are set by
data, and the certificate and priority are set by data ac-
cordingly.

[0018] In addition to the aforementioned member reg-
istration step and data synchronization step, a master
privilege transfer step may be provided, whereby only
the master’s function can be transferred to another de-
vice while the function and configuration of the current
data synchronization group are maintained intact.
Hence, a newly purchased device can be used as a mas-
ter, and a slave can be temporarily used as a master
outside.

[0019] In addition, it is preferable that a priority ex-
change step of exchanging a priority between slaves be
further provided. In this manner, the priority registered in
the member registration step can be changed later, and
data synchronization processing can be achieved more
flexibly between slaves.

[0020] The master privilege transfer step and priority
exchange step as well are preferably perfformed after it
has been determined that there does not exist any device
other than two devices set in a mode for executing the
above steps.

[0021] In order to easily change a member of the data
synchronization group or the like, it is preferable to further
provide amember registration releasing step of releasing
amaster or a slave from the data synchronization group.
The slave releasing step may be performed by that slave
device solely. However, the master releasing step is de-
sirably executed together with the member registration
releasing step of a slave communicable with the master.
In this manner, a plurality of devices including a master
canbe released fromthe datasynchronization group with
one operation.

[0022] In addition, a conventional data synchronizing
method assumes one-to-one cable connection,
one-to-one connection with the server by modem, or
one-to-one connection with the server by infrared-ray ra-
diation. This is because a communication party for data
synchronization can be uniquely specified.

[0023] However, if the data synchronization is per-
formed in a bus type wired network or a wireless network
free of directivity, unlike a case of one-to-one connection,
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it is required to uniquely identify a party for data synchro-
nization from the devices in a network by any method. In
addition, in the case of a wireless or wired network such
that a network configuration is dynamically changed, the
network address of each device is not fixed, and a net-
work address is often assigned during network connec-
tion or the like. Thus, the network address of a commu-
nication party cannot be used as static identification in-
formation for specifying a communication party for data
synchronization. Therefore, in a wire or wireless network
such that a configuration is dynamically changed as well,
itis required to introduce a new technology for making it
possible to uniquely identify a party for data synchroni-
zation.

[0024] Although it is not presumed in one-to-one con-
nection, in abus type wired network or a wireless network
free of directivity, there is a possibility that a device other
than device for data synchronization, for example, a ma-
licious third party exists in the same network, especially
in a wireless network. Thus, it is required to ensure data
security, and at the same time, to prevent data leak due
to computer hacking or the like. In particular, in a wireless
network, there is high possibility that a device is merely
disposed within the reach of wireless communication,
whereby the device can be easily participated in the net-
work. Thus, data security isimportant. In addition, without
maliciousness, there is a danger that data contained in
adevice other than that targeted for synchronization, the
device existing within the reach of wireless communica-
tion, is mistakenly or unintentionally changed by data
synchronization processing between devices via wire-
less communication. -

[0025] According to the present invention, such an un-
desired data synchronization is prevented from being oc-
curred since the party for data synchronization can be
easily identified by exchanging the certificate between
the devices.

[0026] This summary of the invention does not neces-
sarily describe all necessary features so that the inven-
tion may also be a sub-combination of these described
features.

[0027]) The invention can be more fully understood
fromthe following detailed description when takenincon-
junction with the accompanying drawings, in which:

FIG. 1 is a view illustrating a member registration
step and a data synchronization step that are em-
ployed in a communication method according to one
embodiment of the present invention;

FIG. 2 is a view showing an example of data set of
each device employed according to the present em-
bodiment;

FIG. 3 is a block diagram depicting the configuration
of each device employed according to the present
embodiment; :

FIG. 4 is a view showing an example when functions
provided to each device employed according to the
present embodiment are classified by communica-
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tion mode;

FiG. 5 is a view showing master and slave data ex-
change during data synchronization member regis-
tration according to the present embodiment;

FIG. 6 is a flow chart showing procedures for master
processing during data synchronization member
registration according to the present embodiment;
FIG. 7 is a flow chart showing procedures for slave
processing during data synchronization member
registration according to the present embodiment;
FIG. 8 is a view showing an example of communi-
cation mode during certificate data exchange and
synchronizing process in the present embodiment;
FIG. 9 is a view showing another example of com-
munication mode during certificate data exchange
and synchronizing process in the present embodi-
ment;

FIG. 10 is a view showing an example of processing
atthe time of data conflictinthe presentembodiment;
FIG. 11 is a flow chart showing procedures for master
declaration processing in the present embodiment;
FIG. 12 is a flow chart showing procedures for slave
processing in data synchronization member release
processing according to the present embodiment;
FIG. 13 isa flow chart showing procedures formaster
processing in data synchronization memberrelease
processing according to the present embodiment;
FIG. 14 is a view showing master and slave data
exchange in master privilege transfer processing ac-
cording to the present embodiment;

FIG. 15isaflowchart showing procedures for master
processing during master privilege transfer process-
ing according to the present embodiment;

FIG. 16 is a flow chart showing procedures for slave
processing duringmaster privilege transfer process-
ing according to the present embodiment;

FIG. 17 is a view showing data exchange between
devices during priority exchange in the present em-
bodiment;

FIG. 18is aflow chart showing procedures for device
processing in priority exchange processing accord-
ing to the present embodiment;

FIG. 19 is a timing chart showing set mode and ex-
ecute mode applied to the present embodiment;
FIG.20is a view showing an example of an interface
of a wrist watch to which the communication method
according to the present embodiment is applied; and
FIG. 21 isa view showing an example of an interface
of a portable information terminal to which the com-
munication method according to the present embod-
iment is applied.

[0028] A preferred embodiment of a communication
method for data synchronization processing according
to the present invention will now be described with ref-
erence to the accompanying drawings.
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First Embodiment

[0029] Hereinafter, an embodiment of a method and
apparatus for synchronously processing data according
to the present invention will be described with reference
to the accompanying drawings.

Data éynchronization Group

[0030] Data synchronization denotes processing for,
in the case where part of duplicated data is asynchro-
nously updated independently relevant to plural sets of
the duplicated data, entirely synchronizing the plural sets
of these duplicated data. For example, assume that a set
of data (data set) that a device A has is duplicated in a
device B. Synchronization processing corresponds to
processing for synchronizing data sets of the devices A
and B each other. If a partial data field of the data set
that the device A has is changed, a partial data field of
the data set thatthe device B has is updated during next
synchronization processing.

[0031] If the same data field of the data sets of the
devices A and Bis changed during and after the previous
synchronization processing, in order to synchronize
these data fields, it is required to select which of the data
field values has a higher priority. When the data in the
same data field is changed with a plurality of devices
during or after synchronization processing, it is referred
to as data conflict. :
[0032] In the present invention, unlike a conventional
method, data synchronization processing between infor-
mation devices is not performed by one-to-one process-
ing between a server and a client. This processing is
performed based on a data synchronization group con-
structed exclusively for synchronization processing. Of
the information devices capable of making data commu-
nication wirelessly or using a wire, a group configured
between devices that performs data synchronization is
referred to as a data synchronization group (or network).
Namely, a data synchronization group composed of de-
vices that should perform data synchronization process-
ing corresponds to a data synchronization group. In this
case, such data synchronization group may not be al-
ways configured by devices, and an arbitrary data syn-
chronization group can be configured by each data set
that enables data synchronization. Namely, each infor-
mation device can configure the data synchronization

group by the number of data sets that can be managed.

[0033] Inaddition, information devices maybe a device
employed for limited use such as wrist watch or may be
adevice having a plurality of functions such as personal
computer. These information devices are not restricted
by their sizes or the types or functions of input/output
devices or display devices and the like. The data syn-
chronization group is configured by a plurality of informa-
tion devices. A device configuring one data synchroniza-
tion group is referred to as a member of the data syn-
chronization group.
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_[0038]

[0034] A data synchronization group is a permanent
concept. Data synchronization processing is performed
by a member of the data synchronization group that is
configured in advance, unlike a case in which a data syn-
chronization group is configured every time data synchro-
nization processing is performed.

Data Synchronization Group Communication

[0035] A communication method in a data synchroni-
zation group comprises a member registration step and
a data synchronization step. FIG. 1 shows an example.
[0036] The member registration step is a step to be
performed when a member is added to a data synchro-
nization group. At this member registration step, a cer-
tificate and a priority are transmitted from a device spec-
ified as a master by a userto a device that the user want
to newly register as a slave. The certificate indicates that
a device receiving it belongs to the same data synchro-
nization group (data synchronization network) as the
master. That is, the certificate corresponds to a group ID
or the like. The priority is used when a device receiving
it performs data synchronization processing, and is em-
ployed to solve data conflict.

[0037] The data synchronizationstepis a step thatper-
forms data synchronization processing between a plu-
rality of arbitrary members configuring a data synchro-
nous group.

In FIG. 1, M denotes a master of a data syn-
chronization group. The master M is a core of the data
synchronization group. Only one masterexist in one data
synchronization group, and has a privilege of adding a
member to the data synchronization group. S, to S, de-
note slaves of the data synchronization group. One or
more slaves exist in one data synchronization group. Da-
ta synchronization member registration is performed be-
tween the slave and the master M in the data synchro-
nization group, whereby the slave becomes a member
of the data synchronization group.

[0039] A master and a slave may not be always spec-
ified by devices, and an arbitrary device can be specified
as a master or slave of the data synchronization group
corresponding to the data sets. Thus, one device may
function as a slave of the data synchronization group
relevant to one set of data or may function as a master
of the data synchronization group relevant to another set
of data. Alternatively, one device may function as each
of the slaves of the two data synchronization groups cor-
responding to two different types of data.

Member Registration Step

[0040] The member registration step is executed by
making one-to-one communication between a device
that is a master of a data synchronization group and a
slave that newly participates in the data synchronization
group. Two members configure the data synchronization
group at a stage at which a first slave S, is registered in
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the master M. Subsequently, the member registration
stepissequentially performed similarly between the mas-
ter M and each of the slaves S, to S, to be newly regis-
tered, whereby the number of members configuring the
data synchronization group increases one by one. The
member registration step is not performed every data
synchronization. Once a device is registered as the mem-
ber, such registered device is continuously a member of
the data synchronization group unless the device has
been released explicitly. Data synchronization process-
ing can be executed any time between the members in
the same data synchronization group.

Data Synchronization Step

[0041] At the data synchronization step, data is syn-
chronized between the members that belong to a data
synchronization group. Here, all the members may per-
form data synchronization processing at one time or ar-
bitrary members may perforn data synchronization
processing. In addition, the master M may be or may not
be patticipated in data synchronization processing. Ac-
cording to the present invention, data synchronization
processing can be performed between slaves. A plurality
of synchronizing processes configured by other mem-
bers canbe performedindependently atan arbitrary time,
and a plurality of these synchronizing processes may be
performed simultaneously in another place.

[0042] For example, as shown in FIG. 1, in the case
where only the master M and the slave S, configure a
data synchronization group, the data synchroniza-
tion.step is executedbetween these two devices, namely
between the master M and the slave S;. Alternatively, in
a state in which a slave S, is newly registered, the data
synchronization step can be executed between the mas-
ter M and slave S,, between the master M and slave S,,
between the slave S, and the slave S,, or between the
master M and the slaves S, and S,. Hereinafter, the syn-
chronization step is executed similarly between arbitrary
two devices irrespective of the master or slave.

Member Configuration

[0043] Now, the data and functional structures set to
each of the master and slave devices will be described
with reference to FIG. 2 and FIG. 3.

[0044) Set data for setting the data synchronization
group that each device stores, includes master/slave
specification data, identification data, certificate data, pri-
ority data, and a counter value.

[0045] The master/slave specification data is like a
flag, and its initial value is blanked. When a device is
registered as a master or slave, the corresponding flag
is set.

[0046] The identification data denotes data for unique-
ly specifying a member in one data synchronization
group, and is used as a key for generating certificate
data. The synchronization group is defined by data type,
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andthus, the identification data differs depending on type
of data set in one device. The identification data is gen-
erated in each device when one device is registered as
a slave of a data synchronization group or when a device
is operated as a master by a master declaration de-
scribed later. ’

[0047] The certificate data corresponds to the afore-
mentioned certificate, and is employed to certify that one
device belongs to one data synchronization group.
[0048] For example, during data synchronization as-
sume that it is authenticated by a public key encryption
system as to whether or not devices belong to the same
data synchronization group and encryption of synchro-
nization data after authenticated. The identification data
and the certificate data are employed as follows in an
authentication and encryption system.

[0049] First, each of the master and slave generates
a secret key and a public key. A pair of these secret key
and public key corresponds to the identification data of
each device. When the identification data is transmitted
to another device, only the public key that is part of the
identification data is transmitted. During data synchroni-
zation group registration, when a slave passes a public
key as the identification data to a master, the master re-
tums this public key of the slave as a certificate after the
public key has been encrypted by own secret key. In this
manner, the slave has own secret key and public key;
and a certificate certified by the master and the public
key of the master. Here, this certificate and the public
key of the master are referred to as certificate data.
[0050] During actual authentication and encryption,
when a device performing authentication receives a cer-
tificate from the counterpart, this certificate is decrypted
by own public key of the master. If the certificate is cor-
rectly decrypted, it means that the device of the counter-
part belongs to the same data synchronization group.
Then, the public key of the counterpart is extracted from
the decrypted data, and the synchronization data is en-
crypted by the extracted public key of the counterpart,
and is transmitted, whereby synchronization datacan be
transmitted safely.

" [0051] The certificate data may certify reliably that

each device belongs to a data synchronization group.
The data may be generated by other well known various
methods without being limited to the aforementioned
method. ’
[0052] The priority data is used to solve conflict of data
synchronization as described previously. The data is
used to determine a precedence (namely, priority) for
solving such data conflict.

[0053] The counter value is data used to count the
number of slaves registered by the master and determine
the priority of that slave. The highest priority of the master
is "1". The counter value is counted up every time a slave
is registered, and the priorities “2", *3", ... are assigned
to the slaves in order of registration. This counter is used
by the master only. ’

[0054] As described above, the data synchronization
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group is configured by each data set. Thus, the master/
slave specification data, certificate data, identification da-
'ta, priority data, and counter value are providéd andman-
aged by each data set. That is, in a device having a plu-
rality of data sets, the certificate data, identification data,
priority data, and counter value are not managed in
one-dimensional manner, and are manages in two-di-
mensional manner, namely, by each data set, as shown
in FIG. 2. FIG. 2 shows an example when a device be-
longs to three data synchronization groups correspond-
ing to three types of data sets, i.e., "address directory®,
“time”, and "E-mail”, respectively. Inthis case, in a device
having these three types of data sets, whetherthe device
operates as a master or slave by each data set is man-
aged. The counter value is valid only for a data set of the
data synchronization group that operates a master. In
addition, the aforementioned member registration step
is performed by data synchronization group, the certifi-
cate data, identification data, priority data, and counter
value are independent of each other by each data set,
respectively. The secret key and public key configuring
identification data are generated by the member regis-
tration step by employing random numbers, for example.
The value of the identification data is continuously main-
tained until it has been removed from the data synchro-
nization group in which a device is registered as a mem-
ber at the member registration step. }
[0055] In this manner, in the case where setdataona
data synchronization group ismanaged by each data set,
when one performs each of the functions including data
synchronization member registration, data synchroniza-
tion processing, master declaration, data synchroniza-
tion member releasing, masterprivilege transfer, and pri-
onty exchange, a step is executed such that a user can
select a target data set from among the data sets in the
row direction shown in FIG. 2 in order to specify what is
a data set targeted for processing. '

[0056] FIG. 3 shows the functional configuration of
each device. This network configuration is provided as
an example when adevice canbe configured as amaster
and a slave.

[0057] AsshowninFIG. 3, each deviceincludesacom-
+ munication device 11, a communication controller 12, a
device input/output device 13, a device input/output con-
troller 14, an authentication unit 15, a data synchroniza-
tion group setting and management unit 16, a data syn-
chronization processing unit 17, and a synchronous data
storage device 18.

[0058] The communication device 11 makes commu-
nication with another device via a wireless or wired com-
munication. This device 11 transmits data to another de-
vice, and receives data from such another device. As a
wireless communication, there can be used an electric
wave communication, free of directivity such as “Blue-
tooth", for example. In addition, a bus type LAN such as
"Ethernet”’ can be used as a wired network. In either of
the wireless and wired communication, the network con-
figuration may not be statically determined. The present

Page 5207 of 5453

25

30

35

40

50

invention is applicable to a network such that the network
configuration is dynamically changed.

[0059] The communication controller 12 controls data
reception and/or transmission. The controller 12 includes
a function for checking data and a request received by
the communication device 11; a function for transmitting
and receiving a processing request and response from
the device input/output controller 14; a function for mak-
ing a data transmission and reception request for the
communication device 11; and a function for transmitting
and receiving a request and a response among the au-
thentication unit 15, data synchronization group setting
and management unit 16, and data synchronization
processing unit 17, respectively.

[0060] The device input/output device 13 is a user in-
terface, and is an input device or a display device of own
device.

[0061] The device input/output controller 14 controls
data request and transmission and/or reception relevant
to the device input/output device 13. The controller 14
includes a function for checking data and a request re-
ceived by the device input/output device 13; a function
for making a processing request for the communication
controller 12; a function for receiving the processing re-
quest from the communication controller 12; a manage-
ment function for writing, reading, deleting data relevant
tothe synchronization data storage device 18;and afunc-
tion making a request for and a response to the data
synchronization group setting and management unit 16.
[0062] The authentication unit 15 authenticates certif-
icate data received from another device in response to
an authentication request from the communication con-
troller 12 by correlating the data with certificate data of
the ‘own device, the data being owned by a certificate
data management controller 161 through the data syn-
chronization group setting and management unit 16. The
unit 15 determines whetherornot another device belongs
toits data synchronization group, i.e., whetheror not both
of the own and other devices belong to the same data
synchronization group.

[0063] The data synchronization group setting and
management unit 16 generally manages settings of the
data synchronization group. The unit 16 includes a cer-
tificate data management controller 161 and a priority
management controller 162. The data synchronization
group setting and management unit 16 manages own
settings by using the certificate data management con-
troller 161 and the priority management controller 162.
The unit 16 transfers data or a processing request to the
communication controller 12, authentication unit 15, de-
vice input/output controller 14, data synchronization
processing unit 17, priority management controller 162,
and certificate data management controller 161.

[0064] The certificate data managementcontroller 161
hasaregion for storing certificate data certified by a mas-
ter of the own device and a region for storing identification
datathatis a source of the certificate data. The controller
161 manages cettificate data and identification data for
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generating such certificate data. The controller 161 in-
cludes functions for generating, deleting, and setting the
certificate data and the identification that is a source of
the certificate data according to a request from the data
synchronization group setting and management unit 16.
[0065] The priority management controller 162 has a
region for storing priority data on own device; a region
for storing a counter value changed when a priority is
issued in a master; and a counter device. The controller
162 includes a function for processing requests for gen-
erating, setting, deleting, and transferring priority data
from the data synchronization group setting and man-
agement unit 16; and a function for resetting and incre-
menting the counter device.

[0066] The data synchronization controller 17 per-
forms synchronization processing for a data set targeted
for synchronization (synchronization data). The control-
ler 17 includes a function for reading, writing, and deleting
data relevant to the synchronization data storage device
18; afunction for solving data conflictin view of the priority
of own device andthat of another synchronization device;
and a function for processing a request fromthe commu-
nication controller 12 and delivering data.

[0067]) The synchronization data storage device 18
stores synchronization data, and has a region for storing
data.

[0068] The configuration of this device is provided as
an example when a device can be configured as amaster
and a slave. This configuration may include a device
(member) that can be configured as a slave only or a
device (member) thatcan be configured asa master only.
In this case, there can be provided a configuration in
which functions or configurations required for a slave and
a master are eliminated. For example, a certificate data
producing function and a counter device and its control
function and the like may be provided to only a device
that can operate as a master, and is not required for a
device that functions as a slave only.

[0069] Now, data synchronization group management
and operation will be described here. ‘

[0070] First, all functions owned by each device in a
data synchronization group will be described with refer-
ence to FIG. 4.

[0071] A device that can configure a data synchroni-
zation group includes a total of six functions. The device
includes a function to be processed without making com-
munication with another device; a function requiring
one-to-one communication between one device and an-
other device; and a function requiring communication be-
tween one device to a plurality of devices (actually, made
of a plurality of one-to-one communications). The “mas-
ter declaration” function is a stand alone function thatis
processed without making communication with another
device. The "data synchronization member registration®,
"master privilege transfer®, and "priority exchange” func-
tions are processed through one-to-one communication.
The "data synchronization® function is performed be-
tween two or more devices. The "data synchronization
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member releasing” function is a stand along function in
a slave, and a function that is processed through com-
munication with one or more slaves in a master. Herein-
after, these functions will be described in detail. These
functions can be performed by data synchronization
group. When a function is read, it is required to specify
an identification code of the data synchronization group.

(1) Data Synchronization Member Registration

[0072] Inthe case where a new member is added to a
data synchronization group, “data synchronization mem-
ber registration® processing is performed. This process-
ing is adopted to achieve the aforementioned member
registration step. The processing is performed by making
data communication between a master of a data syn-
chronization group and a member to be newly added as
a slave. The master and newly registered member must
be communicable with each other via a wireless or wired
communication channel while power s supplied. The us-
er calls the "data synchronization member registration”
function each in the master and the member to be reg-
istered. Subsequently, each of the master and the mem-
ber to be registered is placed in a member registration
mode. In order to enter the member registration mode,
the user interaction and exclusive control for another de-
vice are used such that the user holds down the regis-
tration button in each of the master and the new member,
for example, and registration is permitted only when only
two devices in the member registration mode exist, and
security authentication during registration is provided. It
is possible to determine whether or not only two devices
in the member registration mode exist by checking a re-
sponse to abroadcast from the master, forexample. This
prevents accidental registration of a device owned by a
malicious third party within the reach of electric waves.
[0073] " The effective communication range means that
a device is within the reach of wireless communication
in a wireless network. In a wired network, this range
means a limited network area such as sub-network, for
example, in which broadcasting is effective. Namely, in
the range which has a possibility that a third party re-
ceives the communication, under the condition that there
exists any device other than only two devices, i.e., a de-
vice targeted for member registration and a master,
which are set in the member registration mode, data syn-
chronization member registration is started.

[0074] Next, a function for registering a data synchro-
nization member will be described in detail. In FIG. 5,
there is shown master and slave communication
processing to be performed together with synchroniza-
tion member registration.

[0075] First, both ofthe master M and the slave S trans-
mit to the counterpart a request for registering a data
synchronization member, and then, the master notifies
its identity to the slave. In this state, the master has all
set data, but the slave has only identification data. When
the slave receives the notification, it transmits the iden- .
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tification data to the master. The master transmits to the
slave the certificate data for this slave generated using
the identification data and the priority data, and commu-
nication processing is completed.

[0076] Now, the processing step in each device will be
described in detail. In FIG. 6, there is shown the step of
master processing when a master device registers a
slave device as a member of the data synchronization
group. A description is given with reference to FIG. 3.
[0077] First, when a user call of the *data synchroni-
zation member registration® function is transmitted to the
device input/output controller 14 (step S11), the current
sefting of the data synchronization group (whether the
own device is a master or slave) is determined at the
data synchronization group settingand management unit
16 (step S12). If the own device is set as a master by a
master declaration function described iater, the user is
prompted for a request for executing registration
processing. When it is set as a slave, processing is ter-
minated. In the case where nothing is set (i.e., blank data

is specified), the device operates as a newly registered

member described later (FIG. 7).

[0078] In the case where the own device is set as a
master, when the device input/output device 13 receives
a request for executing registration processing from the
user (step S13), the communication device 11 transmits
arequest for registering a data synchronization member
in a broadcasting manner (step S14). Then, the commu-
nication device 11 waits for a registration request from a
new member. Although not shown, in the case where a
registration requestis not made for apredeterminedtime,
processing terminates with time out. When a registration
request from a new member is received (step S15), the
registered device determines whether ornot only two de-
vices requires the registration, i.e., the own device and
a new member (step S16). Namely, after a request for
registering a data synchronization member has been
transmitted between the own device andthe counterpart,
if only one counterpart transmits such request for regis-
tering a data synchronization member, it is determined
that only two device, i.e., the own device and new mem-
ber participate the registration.

{0079] In the case where any device other than only
two devices, i.e., the own device and new member par-
ticipate the registration (NO at the step S16), processing
is terminated. In the case where only two devices partic-
ipate the registration (YES at step S16), the communi-
cation device 11 notifies its identity to the new member
(step S17). Then, when identification data thatis a source
of certificate data from the new member is received by
the communication device 11 (step S18), the data syn-
chronization group setting and management unit 16 gen-
erates the certificate data and the priority data to be
passed to the new member, based on this data (steps
S19 and S20). Further, the value of the counter that
counts the number of registered devices is incremented
by one (step S21).

[0080] Last, the communication device 11 transmits
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the generated certificate data and the priority data to the
new member (steps S22 and $23). Although the counter
value is used as the priority data, the priority may be
determined in any system as long as a precedence can
be defined by generating different values every issue,
thereby making it possible to uniquely judge the priority
among these generated values.

[0081] Now, in FIG. 7, there is shown the step of
processing a new member when a desired device (mem-
ber) newly participating in a data synchronization group
is registered as a data synchronization group member
by a master device. A description will be described with
reference to FIG. 3.

[0082] When the device input/output device 13 re-
celves the user request for “data synchronization mem-
ber registration®, as in the case with FIG. 6, the current
data synchronization group setting is determined by the
data synchronization group settingand management unit
16. Inthe case where the own device is set as a master,
the aforementioned "data synchronization member reg-
istration” (FIG. 6) is performed. In the case where the
own device is set as a slave, processing terminates. If a
data synchronization group is not set (blank data is spec-
ified as a master or slave), the user is prompted for re-
quest for executing registration processing. When the
user makes a request for executing registration process-
ing to the device input/output device 13 (step S31), the
communication device 11 receives a registration request
from the master (step $S32), and transmits such registra-
tion request to the master (step S33). Although not
shown, in the case where there exists no response from
the master within a predetermined period of time,
processing terminates with time out. After the registration
request has been transmitted to the master, the regis-
tered device determines whether ornot only two devices,
i.e., the own device and master participate the registra-
tion (step S34). In the case where only the two devices
participate the registration, the own device waits for the
counterpart master notification. In this manner, it is de-
termined that the counterpart is a master (step S35), the
data synchronization setting and management unit 16
generates' identification data that is a source of the cer-
tificate data (step S36), and transmits the data to the
master (step S37).

[0083] When the communication device 11 waits for
the certificate data and priority data from the master, and
receives them, the certificate data and priority data are
set through the data synchronization group setting and
management unit 16, and registration processing com-
pletes (steps S38 and S39). :
[0084]) In registration processing of a data synchroni-
zation member, it is required to share a data set of the
sametype between the masterissuingthe certificate data
and priority and the new member to be registered. In the
case where an attempt is made to register data sets of
their different types, it is required to disable registration.
This collation step can be performed by checking whether
or not identifiers 01, 02, and 03 are assigned in advance
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to an address directory, a time, and schedule, for exam-
ple, during "transmission of a request for registering a

data synchronization member® (step S14) and during .

“transmission of a request for registering a data synchro-
nization member* (step S33), transmitting these identifi-
ers betweenthe master andthe new member, and check-
ing whether or not the identifiers are identical to each
other.

[0085] Once it is guaranteed that a master and a slave
that belong to a data synchronization group and a slave
have a data set of the same type, it is authenticated as
to whether or not the master and the slave belong to the
same data synchronization group when another function
is used. Thus, there is no possibility that data sets of the
differenttypes coexist. Even ina device having aplurality
of data sets, the data sets in that device configure, re-
spectively, other completely independent data synchro-
nization groups, the data sets of different types and
processing do not coexist.

(2) Data synchronization processing

[0086] Now, data synchronization processing will be
described here.

[0087] When amaster in a data synchronization group
transmits certificate data and priority data to each mem-
ber by data synchronization member registration
processing, actual data synchronization processing can
be performed between arbitrary members (even without
intervening a master) by using at least these two sets of
data.

[0088] Ouring synchronization processing, the mem-
bers belonging to the same data synchronization group
first authenticate their identities each other, and then,
perform data synchronization. Sets of data that do not
conflict with each other are merged, respectively. In the

case where a conflict occurs with some sets of data, the

data with the highest priority is employed as data for solv-
ing a conflict.

[0089] As shown in FIG. 8, assume that a data syn-
chronization group is configured by five members A, B,
C. D, and E, wherein the member A is a master.

[0090] In the case where data synchronization
processing is performed when all the members are
present, one member transmits own certificate data to
another member, receives certificate data from the coun-
terpart, and authenticates their identity with each other.
In transmission and authentication of certificate data,
there is provided a method for all members transmitting/
receiving certificate data to/from all the counterparts,
thereby individual members using their received certifi-
cate data to authenticate their identities. Namely, among
the members A to E, certificate data transmission/recep-
tion and authentication may be performed according to
the number of combinations of different two members.
[0091] Alternatively, as shown in FIG. 9, certificate da-
tatransmission/reception and authentication maybe per-
formed only between a member with the highest priority
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(the member A here) and another member. Namely,
there is provided a method in which the pairs of members
suchas Aand B, Aand C,and A and D, and A and E
(the member A serves as a server), thereby performing
authentication. After each of the members A to E has
been authenticated to be a member of the same data
synchronization group, in actual data synchronization
processing, amember with the highest priority (the mem-
ber A here) transmits/receives synchronization datain a
data field to/from all other members, checks a conflict,
solves such confiict based on the priority, and changes .
data so that the member can sequentially process the
synchronization data in the next data field.

[0092] A conflict during data synchronization process-
ing occurs, as shown in FIG. 10, in the case where the
members A, C, and E have not been changed relevant
to a data field 'x’ but data owned by the members B and
D is updated since previous synchronization processing.
Means for solving such data conflict is to employ data
owned by the member B with the highest priority. This is
because, although the member A has the highest priority
of the five, data is changed in the members B and D only.
Even if data is not changed, a conflict during synchroni-
zation processing may be solved using the data owned
by the member A with the highest priority.

[0093] Next, assume that only the members A; B, and
C in this data synchronization group perform data syn-
chronization. Such situation can occur when the mem-
bers D and E are not turned ON or when only the mem-
bers A, B, and C are carried to the outside, and data
synchronizat'ion isperformed outside. Authentication and
data synchronization are performed in the same manner
as described above. Then, assume that data owned by
the members B and C conflict with each other (that is,
assume that the data in the same data field owned by
the members B and C has been updated during and after
the previous synchronization). Such conflict is solved by
using the data of amember having the highest priority of
the members B and C. As a result, the data owned by
the members A, B, and C are synchronized with each
other. Assume that the remainingmembers D and E per-
forms data synchronization in another place. As is the
case with the members A, B, and C, if a conflict occurs,
such conflict is solved by using the data with the highest
priority of the members D and E, and the members D and
E undergoes data synchronization.

[0094] As described above, data synchronization
processing can be performed between slaves as well as
between one master and one or more arbitrary slaves,
each of which has a certificate indicating that they belong
to the same data synchronization group that performs
data synchronization processing. In this case as well,
certificate data is transmitted between devices capable
of making wireless or wired communication, whereby it
is determinedthat these devices belongto the same data
synchronization group. Thus, data synchronization can
be performed safely by using only the certificate data
without having specific data for uniquely specifying the
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counterpart.
[0095] Data synchronization processing can bé per-
formed as follows, for example.

(a) A device setin a data synchronization processing
mode transmits a data synchronization processing
request in a broadcasting manner to other devices
that exist within a communicable range;

(b) A certificate is transmitted between these devic-
es, and it is authenticated as to whether or not they
belong to the same data synchronization group each
other; and o

(c) When the above devices belong to the same data
synchronization group, data synchronization of the
corresponding data sets is executed in accordance
with each priority.

[0096] In the case of data synchronization processing,
unlike registration processing of a data synchronization
member as described in FIG. 6 and FIG. 7, there doés
not apply a restriction that only two devices, i.e., a master
and a member targeted for new registration, Data syn-
chronization processing can be performed between two
ormore arbitrary devices that exist within a communica-
ble range provided they belong to the same data syn-
chronization group. All the devices to be synchronized
may be set in a data synchronization processing mode;
only one device may be set in a data synchronization
processing mode by the user, and another device receiv-
ing a data synchronization processing request from that
device may automatically enter the data synchronization
processing mode according to that request.

[0097] In addition, in actual data synchronization
processing, the user may specify a data set targeted for
data synchronization processing in the data sets for
which data synchronization groups are set. Alternatively,
itis determined as to whether devices belong to the same
data synchronization group relevant to all the data sets
forwhich the data synchronization groups are set, where-
by these synchronizing processes are executed simulta-
neously relevant to the data sets which. belong to the
same data synchronization group. Authentication data
exists by each data setfor which the data synchronization
group is set. Thus, all the authentication data is ex-
changed each other, for example, thereby making it pos-
sible to check a data synchronization group to which both
of the counterpart device and the own device belong. Of
course, the identifier assigned to each data set is trans-
mitted, whereby a data synchronization group to be au-
thenticated may be specified.

(3) Master Declaration

[0098] Now, a “master declaration® function for setting
the own device as a master of a data synchronization
group will be described here.

[0099] Inthe case where a data synchronization group
is newly constructed, itis required to determine amember
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as a master of the network. The "master declaration”
function is provided to achieve this. The "master decla-
ration® can provide setting such that only a member hav-
ing a data set, which does not belong to any data syn-
chronization group, can be a master of a data synchro-

- nization group that the member will construct. That s, a

device that has already been sét as a slave cannot be
changed to a master. This setting is provided by a stand
alone, and communication with another member is not
performed. ’

[0100] In the existing data synchronization group, the
"master declaration® cannot be performed by changing
to a master a member that does not belong to the data
synchronization group or a member that has been setas
a slave or temporarily executing "data synchronization
member releasing"” for a slave to remove the slave from
the data synchronization group, thereafter adding it as a
master again. This is required to ensure security. In the
latter case, there is defined another new data synchro-
nization group in which a member performing “master
declaration® is set as a master. The "master declaration”
is used any time only when a new data synchronization
group is constructed.

[0101] In FIG. 11, there is shown the processing step
of "master declaration® in which a new member is set as
a master of a new data synchronization group by the
"master declaration”.

[0102] When the user first makes an operation for call-
ing the "master declaration® function for a data set
through the device input/output device 13 (step S41), the
data synchronization group setting andmanagement unit
16 checks the current setting of the own device in the
data synchronization group (step S42). Inthe case where
the device has been set as a master or slave, processing
is terminated. If no data synchronization group is defined
(i.e., if blank data is specified as a master or slave), the
data synchronization group settingand management unit
16 generates identification data on a data synchroniza-
tion group (step S43), and generates authentication data
based on the generated identification data (step S44).
[0103] Further, in the data synchronization group set-
ting and management unit 16, a priority counter is reset,
and the initial value of the counter is set as priority data
indicative of own priority (steps S45 and S46). Then, the
counter is incremented, and processing is terminated.

(4) Data Synchronization Member Releasing

[0104] “Data synchronization member releasing” is
performed when a registered device is released from a
data synchronization group. This operation differs de-
pending on a master and a slave, and thus, a description
will be given separately.

[0105] First, a description will be given with respect to
acase in which a slave is released from a data synchro-
nization group. This function is used when a slave par-
ticipating in a data synchronization group is used while
the slave is excluded from the member of the synchro-
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nization group or when a slave device is discarded. The
“data synchronization member releasing® is a
stand-alone operation, and communication withamaster
or another device is not required. The existing data syn-
chronization group is not affected by this function. The
priority data owned by the released slave will be vacant
because itis not reusedin "data synchronization member
registration”. However, this does not mean that consist-
ency of the data synchronization group is not destroyed.
[0106] In FIG. 12, there is shown the processing step
when "data synchronization member releasing"” is per-
formed in a slave. .

[0107] First, when a user make a request for "data syn-
chronization member releasing® for the device input/out-
put device 13 relevant to a data set (step S51), the data
synchronization group setting and management unit 16
determines the current setting of the own device in the
data synchronization group (step S52). When the own
device is a slave, the data synchronization group setting
and management unit 16 deletes the corresponding pri-
onity data, certificate data, and identification data (steps
$58, S54, and S55). This releasing is performed by each
synchronization group, and thus, network identification
data is also specified when the releasing function is
called. .

[0108] In the case where a master is released froma
data synchronization group, if a slave currently commu-
nicable with the master exists when "data synchroniza-
tion member releasing” is performed, this slave is also
released from the data synchronization group. This is
because the master generally dismembers a slave with-
out transferring its master privilege when the master de-
sired to release the slave from the data synchronization
group. Inaddition, onlyacommunicable slave is released
from the data synchronization group simuitaneously be-
cause it is not assumed that all members in the data
synchronization group are always present by the fact that
the master cannot grasp allthe members in the data syn-
chronization group and the fact the slave is placed in
another place due to purchase of a new device, discard-
ing, faults, theft or the like. In this case, a slave that does
not exist on the spot still participates in the previous data
synchronization group, and data synchronization can be
performed between the slaves that do not exist on the
spot. However, in this case, since a master does not exist
anylonger, adata synchronization group membercannot
be increased by newly performing data synchronization
member registration. '

[0109] [n FIG. 13, there is shown the processing step
when "data synchronization-member releasing” is per-
formed in a master. When a user makes a request for
*data synchronization member releasing" relevant to a
data set to the device input/output device 13, as de-
scribed in FIG. 12, the data synchronization group setting
and management unit 16 determines the current data
synchronization group. Inthe case where the own device
is a master, this device searches for a currently commu-
nicable slave (step S61). This may be determined ac-
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cording to a response from the slave relevant to data
transmitted in a broadcastingmanner. Then, the own de-
vice transmits a request for “data synchronization mem-

" ber releasing® and the master certificate data to a slave

within the currently communicable range (steps S62 and
$63). '

[0110] The slave receiving this request performs au-
thentication by using the master certificate data, and
then, resets own setting as in "data synchronization
member releasing” in the slave.

[0111] Themasteris then deletes the priority data, cer-
tificate data, identification data, and countervalues of the
own device, the counter is reset, and processing is ter-
minated (steps $64 to S67).

(5) Master Privilege Transfer

[0112] The “master privilege transfer” function allows
a data synchronization group to continuously exist intact
in the existing data synchronization group, and allows
the current master to transfer only the master’s privilege
to another member (slave). This function is used when
one attempt to transfer @ master privilege to another de-
vice while maintaining the functions and configuration of
the data synchronization group, including cases in which
where one attempts to specify anewly purchased device
as a master of the existing data synchronization group;
a master device is discharged; one attempts to change
the current master device to a new device; and, when a
desktop personal computer thatis not mobile is specified
as a master, one attempt to temporarily perform "data
synchronization member registration® outside. This
means that the slave and master privileges are ex-
changed in the existing data synchronization group. Al-
tematively, the master privilege may be transferred to a
member that is not included in a data synchronization
group by automatically exchange the privileges in com-
bination with "data synchronization member registra-
tion". A

[0113] In this process, the “master privilege transfer”
function is called by a master and each slave device that
transfers the master privilege. In a method similar to the
"data synchronization member registration®, the set data
held by the master is transferred to a slave, and the set
data held by the slave is transferred to the master. The
data held by each of the master and slave is exchanged
intact. Individual members do not have data conceming:
another device each other, and thus, these individual
members do not affect those in another data synchroni-
zation group. Thus, processing can be performed safely
and simply as in the "data synchronization member reg-
istration”.

[0114] Now, the "master privilege transfer® function will
be described in detail,

[0115] Here, master and slave communication
processing to be performed together with the “master
privilege transfer” processing will be described with ref-
erence to FIG. 14.
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[0116] First, both of the master and the slave transmit
a master privilege transfer request to each other. When
both of them receive this request, they transmit certificate
data for device authentication. After authentication
processing, the master transmits the identification data,
priority data, and countervalue to the slave. Alternatively,
the slave transmits the priority data and identification da-
ta, and communication processing is completed.
[0117] Now, the processing steps in each device will
be described in detail. FIG. 15 shows the processing
steps in a master device having the "master privilege
transfer” function. A description will be given with refer-
ence to FIG. 3.

[0118] When the device input/output device 13 re-
ceives the "master privilege transfer" request from the
user (step S71), the data synchronization group setting
and management unit 16 judges the current setting of
the own device in the data synchronization group (step
S72). When the device is a master, the device input/out-
put device 13 continuously waits for a request for exe-
cuting processing from the user. When the device input/
output device 13 receives a request for executing
processing (step S73), the communication device 11
transmits a request for master privilege transfer process-

- ing in a broadcastingmanner (step S74). Then, the com-
munication device 11 waits a request for such transfer
processing from the counterpart device. When such re-
quest from the counterpart device arrives (step S75), the
communication device 11 and the communication con-
troller 12 determine whether or not only the own device
and the counterpart device are executable the master
privilege transfer processing (step S76). In the case of
affirmative determination (YES at the step S76), thecom-
munication device 11 transmits certificate data to the
counterpart device (step S77). The sequence of the steps
of transferring certificate data and determining the
number of executable devices may be reversed. When
the communication device 11 receives certificate data
from the counterpart device (step S78), the authentica-
tion unit 15 and data synchronization group setting and
management unit 16 authenticate the counterpart de-
vice, and determines that the counterpart device exists
in the same data synchronization group as the master

(step S79). If authentication fails, processing teminates
(NO at the step S79). When authentication is successful
(YES at the step S79), the data synchronization group
setting and management unit 16, communication con-

" troller 12, and communication device 11 transmit the
identification data, priority data, and counter value owned
by the own device to the slave (steps S80, S81, and S82).
Then, the communication device 11 receives the priority
data and identification data from the slave (steps S83
and S84). The data synchronization group setting and
management unit 16 sets the priority data, certificate da-
ta, and identification data received from the slave as own
priority data, certificate data, and identification data (step
$85), and resets the counter. Then, processing temi-
nates (step S86). In this manner, a device that has been
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a master is specified as a slave device.

[0119] The timings of transmitting the priority data,
counter value, certificate data, and identification data
owned by the own device (steps S77, S80, S81, and S82)
and those of receiving the priority data, certificate data,
and identification data from a slave (steps S78, S83, and
S84) may be in accordance with an arbitrary sequence.
[0120] Slave operations are generally similarto master
operation. The processing steps are shown in FIG. 16.
[0121] When the device input/output device 13 re-
ceives a "master privilege transfer” request fromthe user,
as described in FIG. 15, the data synchronization group
setting and management unit 16 judges the current set-
ting of the own device in the data synchronization group.
In the case where this setting is not provided, processing
terminates. When the device is a master, the aforemen-
tioned master operation is performed. In the case where
itis determined as a slave, the device input/output device
13 waits for a request for executing master privilege
transfer processing from the user. When the user exe- -
cutes master privilege transfer processing for the device
input/output device 13 (step S91), the communication
device 11 receives a master privilege transfer request
from a master (step S92), and transmits the master priv-
ilege transfer request to the master (step S93). Then, at
the step S94, the communication device 11 and the com-
munication controller 12 check the number of devices
that are executable for master privilege transfer process-
ing. In the case where only one device other than own
device is executable (YES at the step S94), it goes to the
following steps.

[0122] First, the certificate data is exchanged with the
master (steps S95 and S96). Then, the authentication
unit 15 and the data synchronization group setting and
management unit 16 authenticates the counterpart (step
$97). After authentication, in the case where the com-
munication counterpart is not a master of the data syn-
chronization group to which the own device belong (NO
at the step S97), processing terminates. In the case
where the counterpart is the master (YES at the step
§97), the priority data, counter value, and identification
data owned by the master is received from the commu-
nication device 11 (steps S99, S100, and S101). Then,
after the priority data and identification data owned by
the own device have been transferred from the commu-
nication device 11 (steps S101 and S102), the data syn-
chronization setting and management unit 16 sets the
received master's identification data, certificate data, pri-
ority data, and counter value as own data (steps S103
and S104), and processing terminates.

[0123] The data synchronization group master can be
set by each data set. In the case where a master device
has a plurality of data sets, the master privilege transfer
processing may be performed for only set data concern-
ing a specific data set specified by the user. Of course,
if a slave device specified as a transfer destination has
a plurality of data sets, the master privileges concerning
allthe data sets owned by the master device can be trans-
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ferred to one slave device in all.
(6) Priority Exchange

[0124] A "priority exchange” function exchanges the
priorities ownedby two slaves with each other. If a conflict
occurs during data synchronization, such conflict is
solved by using data on amember with its higher priority.
The priority is assigned from the master in registration
order. Thus, there can occur a case in which the user
wants to cause the data on a slave registered later to
precede the data on a slave registered previously. Al-
though the priority may be selected during data synchro-
nization member registration, the master or slave re-
quires a display interface for selecting the priority. Here,
devices are numbered in registration order for the pur-
pose of simplification of processing so that priorities can
be exchanged. At the time of “priority exchange® as well,
as is the case with "data synchronization member regis-
tration" or "master privilege transfer”, processing is per-
formed only when only two devices are set.

[0125] Now, the communication processing step when
the priorities are exchanged between slaves will be de-
scribed with reference to FIG. 17.

[0126] First, slaves that want to exchange priorities
transmit a priority exchange request to each other. When
one slave receives such request, both of them transmit
certificate data to each other. After it has been deter-
mined that the slaves belong to the same data synchro-
nization group, both exchange priority data, and commu-
nication processing terminates.

{0127] In FIG. 18, there is shown the processing step
of "priority exchange” in each slave device that exchang-
es the priority.

{0128] When the device input/output device 13 re-
ceives a “priority exchange” request from the user (step
$101), the data synchronization group setting and man-
agement unit 16 judges the current setting of the own
device in the data synchronization group. In the case

where the setting is not provided orin the case of amas-

ter, processing terminates. In the case of a slave, the
device input/output device 13 waits for a request for ex-
ecuting processing from the user. When the device input/
output device 13 receives a request for executing
processing (step S103), the communication device 11
transmits a request for processing “priority exchange" in
a broadcasting manner, and waits for such request for
processing “priority exchange” from the counterpart that
exchange the priority. Then, when the communication
device 11 receives a request for processing “priority ex-
change” from the counterpart (step S105), the commu-
nication controller 12 determines the number of devices
that are currently executable for "priority exch ange" (step
S105) by using the data from the communication device
11 (step S106). In the case where only one device other
than the own device is executable for “priority exchange"
(YES at the step S106), the data synchronization group
setting and management unit 16, communication con-
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troller 12, and communication device 11 receive and/or
transmit certificate data from and/or to each other (steps
$107 and $108). If three or more devices are executable
within a communicable range (NO at the step S106),
processing Is teminated.

[0129] After certificate data has been transmitted
and/or received, the authentication unit 15 and the data
synchronization group setting and management unit 16
authenticate the communication counterpart based on
the authentication data received at the communication
device 11 (step S109). When it is authenticated that the
counterpart device is a member of the same synchroni-
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transmits own priority data, and receives the counter-
part's priority data (steps S110andS111). Then, the data
synchronization group setting and management unit 16
rewrites its own priority with the received priority, and
terminates processing (step S112).

[0130] Inthecase where a device functions as a slave
of the data synchronization group, the device having a
plurality of data sets, the processing shown in FIG. 18
may be performed for a data set in which priority ex-
change is specified by the user.

(7) Method for Setting a Device

[0131] During each of the "data synchronization mem-
ber registration", *priority exchange®, and "master privi-
lege transfer” processes, it is required to ensure safety
of data communication to be performed together with set-
ting. Therefore, prior to exchange actually set data, two
devices targeted for setting are moved to be requested
for executing processing. Then, after it is determined as
to whether or not only two devices are requested for ex-
ecuting processing in a communicable range, it is re-
quired to determine whether or not such setting is con-
tinued. A series of these processes will be described in
more detalil. ‘

[0132] In connection to these processes, each device
has a set mode and an execute mode. The set mode
serves to specify call functions including “data synchro-
nization member registration®, “priority change®, and
"master privilege transfer". The execute mode serves to
start actual processing of a function called by the set
mode, and make data communication with the set coun-
terpart as required. Therefore, this execute mode means
a request for executing processing.

[0133] In the case where a user attempts to perform
“data synchronization member registration®, “priority
change®, or "master privilege transfer”, as shown in FIG.
19, the user moves two devices targeted for setting (de-
vices 1 and 2) to the set mode. Then, each device deter-
mines which function is called, and determines whether
or not the called function is valid in current setting of the
own device. For example, in the case where the user
attempts to perform "data synchronization member reg-
istration”, the user determines that the called function is
the "data synchronization member registration”, and de-
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termines whether or not the own device is a mater, slave
or none. When the called function is valid, it can go to
the execute mode. User's operation is required for the
current mode to go to the execute mode.

[0134] The user simultaneously moves two devices to
. the execute mode relevant to the same function (strictly,
an error At of about 1 second is permitted). At a stage
before communication withthe counterpartis established
inthe execute mode, each device waits for data indicating
the execute mode from another device. After each device
has received the data, each device transmits it to a trans-
mission channel. During this data transmission, a data
broadcasting transmission may be repeated with prede-
termined time intervals, for example. When each device
receives data indicating the execute mode of the coun-
terpart, after it is determined that there exists no other
device that enters this mode and the devices 1 and 2
communicate with each other, communication of set data
is started. In communication of the set data, data is en-
crypted to ensure security by using an encryption system

such as the aforementioned public key encryption sys-.

tem. In the case where there exists any other device en-
tering the execute mode, communication regérding the
set data is not performed, and processing is interrupted
and terminated.

[0135] Amethod of configuring a data synchronization
group and the functions of each device has been de-
scribed hereinbefore. Now, a specific example of provid-
ing devices configuring a data synchronization group will
be described here.

[0136] FIG. 20 shows an example when a system for
this communication method is applied to a wrist watch,
and FIG. 21 shows an example when this system is ap-
plied to a portable information processing terminal.
[0137] In the wrist watch shown in FIG. 20, sections
associated with data synchronization are two buttons that
exist at the left of a character board and four display sec-
tions at the upper part of a clock display section. The two
buttons include an upper left button employed to instruct
a request for executing each function for setting a data
synchronization group andfor instructing the start of data
synchronization processing; and a lower left button for
selecting each function for setting a data synchronization
group. The display sections include a mode display sec-
tion for displaying each function for setting a data syn-
chronization group; a display section for displaying a
character M or S that represents a master or slave; a
display section indicating anumeric value of priority data;
and a display section indicating whether or not a data
synchronization group is currently set. For a description
of use, procedures for executing two typical functions,
“data synchronization member registration® and "data
synchronization processing® will be discussed here.
[0138] First, the "data synchronization member regis-
tration" will be described here. The lower left button is
usedto call a "data synchronization member registration®
mode. The mode display section displays that the "data
synchronization member registration® function has been
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called. When this call is valid, the user holds down the
upper left button, and executes a request for “data syn-
chronization member registration.” In this example, if this
wrist watch is registered as amember by a given master,
the similar procedures are performed in the master as
well. When the aforementioned “data synchronization
member registration” processing is successful while both
devices execute the request, registration processing
completes. In the case of "data synchronization process-
ing’, the upper left button is first pressed, whereby a func-
tion for starting synchronization processing is executed.
If one or more devices belong to the same synchroniza-
tion group that exists in a communicable range, and that
can execute synchronization processing, data synchro-
nization processing is actually started. The start of data
synchronijzation processingmay be executed by any one
device calling the corresponding function or may be ex-
ecuted by all the devices calling the data synchronization
processing start functions simultaneously, all of these
devices being actually targeted for data synchronization
processing at this time. . .
[0139] A data set that the wrist watch has is generally
limited to time data (clock data). Thus, a device targeted
for data synchronization processing with the wrist watch
is a device that belongs to a data synchronization group
concerning time data (clock data) in the devices that exist
in a range communicable with the wrist watch.
[0140] In FIG. 21, there is shown an example of the
screen for setting data synchronization of a portable in-
formation processing terminal. Shown here is an exam-
ple of the screen for setting data synchronization con-
cerning time data. This screen is composed of a "set
menu® for calling each function provided at the upper left
part; a display section that is set to display the current
settings; and an execute button for starting data synchro-
nization processing, the button being provided at the low-
er left. In the case where an attempt is made to perform
data synchronization with a device that existsinthe range
communicable with the portable information processing
terminal, belongsto the same data synchronization group
capable of executing synchronization processing, a syn-
chronization button at the lowerrightis pressed, whereby
the data synchronization processingis called. In addition,
the "data synchronization member registration® is select-
ed from the set menu, whereby the data synchronization
member registration screen is displayed. The execute
button provided on this screen is held down, whereby the
function for data synchronization member registration
can be executed in the same manner as in the foregoing
example of the wrist watch.
[0141] As hasbeen described above, according to the
communication method of the present embodiment,
1there is no need to provide set data conceming a com-
munication counterpart for data synchronization. Basi-
cally, data synchronization processing can be performed
safely and reliably by a certificate (certificate data) and
a priority. Thus, data synchronization processing can be
performed between arbitrary slaves without requiring a
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master. [n particular, the present invention is preferable
to application to a device that makes wireless communi-
cation outside. Moreover, synchronization processing of
a data set that belongs to the same data synchronization
group is automatically executed with another device that
exists in a communicable range by instructing the start
of synchronization processing. Therefore, in a device
having only a limited user interface such as wrist watch
or portable cellular phone, the device being difficult in
setting concerning a communication counterpart as well,
data synchronization can be easily performed by data
synchronization group such that a group member is dy-
namically changed.

[0142] For example, although each embodiment has
been described singly, a plurality of embodiments may
be combined with each other as required. The commu-
nication method according to the present embodiment
can be achieved by a computer program. Thus, the com-
puter program is recorded in a computer readable re-
cording medium such as CD-ROM, and then, is intro-
duced into the computer or the computer program is re-
corded into the recording medium such as ROM, and
then, is merely incorporated into an electronic device,
making it possible to achieve an effect similar to the
present embodiment using a general electronic device.
[0143] Ashas been described above, according to the
present invention, it is possible to provide a communica-
tion method and electronic device that enables data syn-
chronization between arbitrary devices without requiring
a server. It is possible to perform data synchronization
with a device that does not have a limited input device
and a display device. It is possible to make communica-
tion for data synchronization safely between arbitrary de-
vices in a wired or wireless network such that a network
configuration dynamically changes. In"exchanging set
data between devices, only specific two devices perform
setting operations simultaneously after the presence of
~ two set devices has been guaranteed, whereby setting
can be done safely.

Claims

1. Adatasynchronisation method comprisingthe steps
of:

transmitting from a master device to a slave de-
vice a certificate indicating that the slave device
belongs to a data synchronisation group to
which the master device belongs and a priority
to be used forsolving conflict of data during data
synchronisation, thereby registering the slave
device as a member of the data synchronisation
group to which the master device belongs;

determining whether or not a first slave device
and a second slave device which is capable of
communicating with thefirst slave device belong
to the same data synchronisation group by using
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the certificate;

and performing data synchronisation between

the first slave device and the second slave de-
- vice based onthe priority if the first slave device

and the second slave device belong to the same

data synchronisation group.

The method according to Claim 1, wherein said reg-
istering is performed after it is confirmed that there
is no device other than said master device and said
slave device capable of communicating with said
master device and set in a registration mode.

The method accordingto Claim 1, wherein said data
synchronisation is performed between one master
device and one or more slave devices which belong
to the same synchronisation group or between at
least two slave devices which belong to the same
synchronisation group.

The method accordingto Claim 1, wherein said mas-
ter device and slave device store plural types of data
andbelong to plural data synchronisation groups de-
fined for each of said plural types of data.

The method according to Claim 4, wherein said reg-
istering is performed by transmitting said certificate
and said priority from the master device belonging
to a given synchronisation group defined for a given
type of data to the slave device belongingto the given
synchronisation group, said certificate and said pri-
ority being set depending on the given type of data.

The method according to Claim1 , further comprising
transmitting data required to operate as the master
device from said master device to a slave device
which is targeted totransferamaster privilege, there-
by transferring the master privilege to the slave de-
vice.

Themethod accordingto Claim 6, wherein said mas-
ter privilege transferring is performed after it is con-
firned that there is no slave device other than said
master device and said slave device capable of com-
municating with said master device and setin a mas-
ter privilege transfer mode.

Themethod according to Claim 1, further comprising
exchanging the priority between slave devices that
belong to the same data synchronisation group.

The method according to Claim 8, wherein said pn-
ority exchanging is performed after it is confirmed
that there is no slave device other than said master
device and said slave device capable of communi-
cating with said master device and set in a priority
exchanging mode.
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10. The method according to Claim 1, further comprising

11.

releasing said master device or said slave device
fromthe data synchronisation group, wherein, if said
master device is released, said master device trans-
mits a releasing instruction to a slave device which
is capable of communicating with said master device
to release said slave device as well as said master
device.

A method according to claim 4, wherein said regis-
tering is performed by transmitting said certificate
and said priority fromthe master device set by auser
for a given type of data to the slave device set by the
user for the given type of data, said certificate and
said priority being set depending on the type of data.

12. An electronic device comprising:

a master unit, when an own device is set by a
user as a master, configured to transmit to a
slave device a certificate indicatingthat the slave
device belongs to a data synchronization group
to which the master device belongs and a priority
to be used for solving conflict of data during data
synchronisation, thereby registering the slave
device as amember of the data syrichronization
group to which the master device belongs;

a slave unit, when the own device is set by the
user asthe slave, configured to receive fromthe
master unit the certificate and the priority; and
a data synchronization unit (16, 17) configured
to determine whether or not the own device and
another device which is capable of communicat-
ing with the own device belong to the same data
synchronization group by using the certificate,
and perform data synchronization between the
own device and the other device based on the
priority if the own device and the other device
belong to the same data synchronization group.

13. A slave device comprising:

areceiver (11, 12) configured to receive, froma
master device for a data synchronization group,
a certificate indicating that the slave device be-
. longs to the data synchronization group to which
the master device belongs and a priority fo be
used for solving conflict of data during data syn-
chronisation;
amemory (18) configured to store the received
certificate and the priority;
acertification unit (15) configured to determine,
when a synchronization request from another
device is received, whether or not the other de-
vice and the slave device belong to the same
(data synchronization group by using the certifi-
cate stored in the memory; and
a synchronization unit (17) configured to per-
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formdatasynchronization betweenthe other de-
vice and the slave device based on the priority
stored in the memory when the certification unit
determines that the other device and the slave
device belong to the same data synchronization

group.

The device according toclaim 13, wherein saidmem-
ory (18) isconfigured to store the received certificate
and the priority after it is confined that there is no
device other than said master device and said slave
device, capable of communicating with said master
device and set in a registration mode.

The device according to claim 13, wherein said other
device comprises a master device or one or more
slave devices. .

The device accordingto claim 13, wherein said mas-
ter device and slave device are adapted to store plu-
ral types of data and belong to plural data synchro-
nization groups defined for each of said plural types
of data.

The device accordingto claim 16, wherein said mem-
ory (18) is configured to store said certificate and
said priority from the master device belonging to a
given synchronization group definedfor a given type
of data, said certificate and said priority being set
depending on the given type of data.

The device according to claim 13, wherein the re-
ceiver (11, 12) is configured to receive data required
to operate as the master device from said master
device, thereby transferring a master privilege to the
slave device.

The device according to claim 18, wherein said mas-
ter privilege transferring is performed after it is con-
firned that there is no slave device other than said
master device and said slave device capable of com-
municating with said master device and setinamas-
ter privilege transfer mode.

The device according to claim 13, further comprising
an exchanging unit configured to exchange the pri-
ority between another slave device that belongs to
the same data synchronization group.

The device according to claim 20, wherein said pri-
ority exchanging is performed after it is confirmed
that there is no slave device other than said master
device and said slave device capable of communi-
cating with said master device and set in a priority
exchanging mode. '

A data synchronization method for a slave device
comprising the steps of:
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receiving from a master device for a data syn-
chronization group, a certificate indicating that
the slave device belongs to the data synchroni-
zation group to which the master device belongs
and a priority to be used for solving conflict of
data during data synchronization;

storing the received certificate and the priority;
determining, when a synchronization request
from another device is received, whether or not
the other device and the slave device belong to
the same data synchronization group by using
the stored certificate; and

performing data synchronization between the
other device and the slave device based on the
stored priority when it is determined that the oth-
er device and the slave device belong to the
same data synchronization group.

The method according to claim 22, comprising the
step of storing the received certificate and the priority
afteritis confirmed that there is no device otherthan
said master device and said slave device capable of
communicating with said master device and setina
registration mode.

The method according to claim 22, wherein said oth-
erdevice comprises: a master device or one or more
slave devices.

The method according to claim 22, wherein said
master device and said slave device belong to plural
data synchronization groups and comprising storing,
in said master device and said slave device, plural
types of data defined for each of said plural data
synchronization groups.

The method according to claim 25, comprising stor-
ing said certificate and said priority from the master
device belonging to a given synchronization group
defined for a given type of data, said certificate and
said priority being set depending on the given type
of data.

The method according to claim 22, comprising re-
ceiving data required for a slave device to operate
as the master device from said master device, for
transferring a master privilege to the slave device.

The method according to claim 27, wherein transfer-
ring of said master privilege is performed after it is
confimed that there is no slave device other than
said master device and said slave device capable of
communicating with said master device and setina
master privilege transfer mode.

The method according to claim 22, further compris-
ing exchanging the priority between another slave
device that belongs to the same data synchroniza-
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tion group.

30. Themethod according toclaim29, whereinexchang-

ing of priority is performed after it is confirmed that
there is no slave device other than said master de-
vice and said slave device capable of communicating
with said master device and setin épriority exchang-
ing mode.

A carrier medium carrying computer readable in-
structions for controlling a computer to carry out a
method of any one of claims 1 to 11 and 22 to 30.
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1.

Procédé de synchronisation de données, compre-
nant les étapes consistant a:

transmettre d’un dispositif maitre & un dispositif
esclave un certificat indiquant que le dispositif
esclave appartient a un groupe de synchronisa-
tion de données auquel appartient le dispositif
maitre et une priorité & utiliser pour résoudre un
conflit de données pendant la synchronisation
de données, enregistrant ainsi le dispositif es-
clave comme unmembre du groupe de synchro-
nisation de données auquel appartient le dispo-
sitif maitre ;

déterminer si oui ou non un premier dispositif
esclave et un deuxiéme dispositif esclave, qui
est capable de communiquer avec le premier
dispositif esclave, appartiennentau méme grou-
pe de synchronisation de données en utilisant
le certificat ; et

effectuer la synchronisation de données entre
le premier dispositif esclave et le deuxiéme dis-
positif esclave sur la base de la priorité si le pre-
mier dispositif esclave et le deuxieme dispositif
esclave appartiennent au méme groupe de syn-
chronisation de données.

Procédé selon la revendication 1, dans lequel ledit
enregistrement est effectué aprés qu'il a été confir-
mé qu'il n'existe aucun dispositif autre que ledit dis-
positif maitre et ledit dispositif esclave capable de
communiquer avec ledit dispositif maitre et paramé-
tré en mode d’enregistrement.

Procédé selon la revendication 1, dans lequel ladite
synchronisation de données est effectuée entre un
seul dispositif maitre et un ou plusieurs dispositifs
esclaves qui appartiennent au méme groupe de syn-
chronisation ou entre au moins deux dispositifs es-
claves qui appartiennent au méme groupe de syn-
chronisation.

Procédé selon la revendication 1, dans lequel ledit
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dispositif maitre et ledit dispositif esclave stockent

plusieurs types de données et appartiennent & plu-

sieurs groupes de synchronisation de données de-
finis pour chacun desdits plusieurs types de don-
nées.

Procédé selon la revendication 4, dans lequel ledit
enregistrement est effectué en transmettant ledit
certificat et ladite priorité du dispositif maitre appar-
tenant & un groupe de synchronisation donné défini
pour un type donné de données au dispositif esclave
appartenant au groupe de synchronisation donné,
ledit certificat et ladite priorité étant paramétrés en
fonction du type donné de données.

Procédé selon la revendication 1, comprenant en
outre la transmission de données nécessaires pour
fonctionner comme le dispositif maitre, dudit dispo-
sitif maitre & un dispositif esclave qui est ciblé pour
transférer un privilege de maitre, transférant ainsi le
privilege de maitre au dispositif esclave.

Procédé selon la revendication 6, dans lequel ledit
transfert de privilege de maitre est effectué aprés
qu'il a été confirmé qu'il nexiste aucun dispositif es-
clave autre que leditdispositif maitre et ledit dispositif
esclave capable de communiquer avec ledit dispo-
sitif maitre et paramétré en mode de transfert de
privilége de maitre.

Procédé selon la revendication 1, comprenant en
outre I'échange de la priorité entre des dispositifs
esclaves qui appartiennent au méme groupe de syn-
chronisation de données. :

Procédé selon la revendication 8, dans lequel ledit
échange de priorité est effectué aprés qu’ita été con-

firmé qu'il n’existe aucun dispositif esclave autre que -

ledit dispositif maitre et que ledit dispositif esclave,
capable de communiquer avec ledit dispositif maitre
et paramétré en mode d’échange de priorité.

Procédé selon la revendication 1, comprenant en
outre la libération dudit dispositif maitre ou dudit dis-
positif esclave du groupe de synchronisation de don-
nées, dans lequel, si ledit dispositif maitre est libéré,
ledit dispositif maitre transmet une instruction de fi-
bération & un dispositif esclave qui est capable de
communiquer avec ledit dispositif maitre pour libérer
ledit dispositif esclave ainsi que ledit dispositif mai-
tre.

Procédé selon la revendication 4, dans lequel ledit
enregistrement est effectué en transmettant ledit

certificat et ladite priorité du dispositif maitre para-

métré par un utilisateur pour un type donné de don-
nées au dispositif esclave paramétré par I'utilisateur
pour le type donné de données, ledit certificat et la-
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dite priorité &tant paramétrés en fonction du type de
données.

12. Dispositif électronique, comprenant :

une unité de maitre, quand un dispositif lui-mé-
me-est paramétré par un utilisateur comme ma’-
tre, configurée pour transmettre & un dispositif
esclave un certificat indiquant que le dispositif
esclave appartient a un groupe de synchronisa-
tion de données auquel appartient le dispositif
maitre et une priorité a utiliser pour résoudre un
conflit de données pendant la synchronisation
de données, enregistrant ainsi le dispositif es-
clave comme un membre du groupe de synchro-
nisation de données auquel appartient le dispo-
sitif maitre ; .

une unité d'esclave, quand le dispositif lui-mé-
me estparamétré par I'utilisateur comme escla-
ve, configurée pour recevoir de I'unité de maitre
le certificat et |a priorité ; et

une unité de synchronisation de données (16,
17) configurée pour déterminer si oui ou non le
dispositif lui-méme et un autre dispositif, qui est
capable de communiquer avec le dispositif lui-
méme, appartiennent au méme groupe de syn-
chronisation de données en utilisant e certificat,
et pour effectuer une synchronisation de don-
nées entre le dispositif lui-méme et l'autre dis-
positif sur la base de la priorité si le dispositif lui-
méme et 'autre dispositif appértiennent au mé-
me groupe de synchronisation de données.

13. Dispositif esclave, comprenant :

un récepteur (11, 12) configuré pour recevoir,
d’un dispositif maitre pour un groupe de syn-
chronisation de données, un certificat indiquant
que le dispositif esclave appartient au groupe
de synchronisation 'de données auquel appar-
tient le dispositif maitre et une priorité a utiliser
pour résoudre un conflit de données pendant la
synchronisation de données ;
une mémoire (18) configurée pour stocker le
certificat regu et la priorité ;
une unité de certification (15) configurée pour
déterminer, quand une demande de synchroni-
sation d’un autre dispositif est regue, si oui ou
non l'autre dispositif et le dispositif esclave ap-
partiennent au méme groupe de synchronisa-
tion de données en utilisant le certificat stocké
dans la mémoire ; et
une unité de synchronisation (17) configurée
_ pour effectuer la synchronisation de données
entre l'autre dispositif et le dispositif esclave sur
la base de la priorité stockée dans la mémoire
quand l'unité de certification détermine que
Pautre dispositif et le dispositif esclave appar-



14,

18.

16.

17.

18.

19.

20

21,

22;

37

tiennent au méme groupe de synchronisation
de données.

Dispositif selon la revendication 13, dans lequel la-
dite mémoire (18) est configurée pour stocker le cer-
tificat regu et la priorité aprés qu'il a été confirmé qu'il
n'existe aucun dispositif autre que ledit d]spositif
maitre et ledit dispositif esclave, capable de commu-
niquer avec ledit dispositif maitre et paramétré en
mode d’'enregistrement.

Dispositif selon la revendication 13, dans leque! ledit
autre dispositif comprend un dispositif maitre ou un
ou plusieurs dispositifs esclaves.

Dispositif selon la revendication 13, dans lequel les-
dits dispositifs maitre et esclave sont adaptés pour
stocker plusieurs types de données-et appartiennent
aplusieurs groupes de synchronisation de données
définis pour chacun desdits plusieurs types de don-
nées.

Dispositif selon la revendication 16, dans lequel la-
dite mémoire (18) est configurée pour stocker ledit
certificat et ladite priorité provenant du dispositifmai-

tre appartenant & un groupe de synchronisationdon- .

né défini pour un type donné de données, ledit cer-
tificat et ladite priorité étant paramétrés en fonction
du type donné de données.

Dispositif selon la revendication 13, dans lequel le
récepteur (11, 12) est configuré pour recevoir des
données nécessaires pour fonctionner comme le
dispositif maitre dudit dispositif maitre, transférant
ainsi un privilege de maitre au dispositif esclave.

Dispositif selon la revendication 18, dans lequel ledit
transfert de privilege de maitre est effectué aprés
qu'il a été confimmé qu'il n’existe aucun dispositif es-
clave autre que ledit dispositif maitre et ledit dispositif
esclave capable de communiquer avec ledit dispo-
sitif maitre et paramétré en mode 'de transfert de
privilege de maitre.

Dispositif selon la revendication 13, comprenant en
outre une unité d’échange configurée pour échanger
la priorité entre un autre dispositif esclave qui appar-
tient au méme groupe de synchronisation de don-
nées.

Dispositif selon la revendication 20, daris lequel ledit
échange de priorité esteffectué aprés qu'ila été con-
firmé qu'il n’existe aucun dispositif esclave autre que
ledit dispositif maitre et ledit dispositif esclave capa-

ble de communiquer avec ledit dispositif maitre et .

paramétré en mode d'échange de priorité.

Procédé de synchronisétion de données pourundis-
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38
positif esclave comprenant les étapes consistant & :

recevoir d'un dispositif maitre pour un groupe
de synchronisation de données, un certificat in-
diquant que le dispositif esclave appartient au
groupe de synchronisation de données auquel
appartient le dispositif maitre et une priorité &
utiliser pour résoudre un confiit de données pen-
dant la synchronisation de données ;

stocker le certificat regu et la priorité ;
déterminer, quand une demande de synchroni-
sation d'un autre dispositif est regue, si oui ou
non l'autre dispositif et le dispositif esclave ap-
partiennent au méme groupe de synchronisa-
tion de données en utilisant le certificat stockeé ;

et )

effectuer la synchronisation de données entre
I'autre dispositif et le dispositif esclave surlaba-
se de la priorité stockée quand il est déterminé
que lautre dispositif et le dispositif esclave ap-
partiennent au méme groupe de synchronisa-
tion de données.

Procédé selon larevendication 22, comprenant 'éta-
pe consistant a stocker le certificat regu et la priorité
aprés qu'il a été confirmé qu'il n’existe aucun dispo-
sitif autre que ledit dispositif maitre et que ledit dis-
positif esclave, capable de communiquer avec ledit
dispositif maitre et paramétré en mode d'enregistre-
ment.

Procédé selon la revendication 22, dans lequel ledit
autre dispositif comprend : un dispositif maitre ou un
ou plusieurs dispositifs esclaves.

Procédé selon la revendication 22, dans lequel ledit
dispositif maitre et ledit dispositif esclave appartien-
nentaplusieurs groupes de synchronisation de don-
nées et comprenant le stockage, dans ledit dispositif
maitre et ledit dispositif esclave, de plusieurs types
de données définis pour chacun desdits plusieurs
groupes de synchronisation de données.

Procédé selon la revendication 25, comprenant le
stockage dudit certificat et de ladite priorité dudit dis-
positif maitre appartenant @ un groupe de synchro-
nisation donné défini pour un type donné de don-
nées, leditcertificat et ladite priorité étantparamétrés
en fonction du type donné de données.

Procédé selon la revendication 22, comprenant la
réception de données nécessaires pour qu'un dis-
positif esclave fonctionne comme le dispositif maitre
dudit dispositif maitre, pour transférer un privilége
de maitre au dispositif esclave.

Procédé selon la revendication 27, dans lequel le
transfert dudit privilege de maitre est effectué aprés
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qu'it a été confirmé qu'il n’existe aucun dispositif es-
clave autre que ledit dispositif maitre et que ledit dis-
positif esclave capable de communiquer avec ledit
dispositif maitre et paramétré en mode de transfert
de privilege de maitre.

29, Procédé selon la revendication 22, comprenant en
outre I'échange de la priorité entre un autre dispositif
esclave qui appartient au méme groupe de synchro-
nisation de données.

30. Procédé selon la revendication 29, dans lequel
'échange de priorité est effectué aprés qu'il a été
confimé qu'il n’existe aucun dispositif esclave autre
que ledit dispositif maitre et que ledit dispositif es-
clave capable de communiquer avec ledit dispositif
maitre et paramétré en mode d'échange de priorité.

31. Moyen de support supportant des instructions lisi-
bles par ordinateur pour commander un ordinateur
pour qu'il exécute un procédé selon I'une quelcon-
que des revendications 1 a 11 et 22 a 30.

Patentanspriiche

1. Ein Datensynchronisationsverfahren umfassend die
Schritte:

Ubertragen eines Zertifikats von einem Haupt-
bzw. Master-Gerét zu einem Folge- bzw. Sla-
ve-Gerét, wobei das Zertifikat andeutet, dass

das Slave-Gerat zu einer Datensynchronisati- -

onsgruppe gehort, zu der das Master-Gerét ge-
hort, sowie einer Prioritat, die wahrend der. Da-
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tensynchronisation zum Ldsen von Datenkon- .

flikten einzusetzenist, wodurch das Slave-Gerat
als ein Mitglied der Datensynchronisationsgrup-
pe, zu der das Master-Gerét gehért, registriert
wird;

Bestimmen ob oder nicht ein erstes Slave-Gerét
und ein zweites Slave-Gerét, das in der Lage
ist, mit dem zu derselben Datensynchronisati-
onsgruppe gehérenden, ersten Slave-Gerét un-
ter Verwendung des Zertifikats zu kommunizie-
ren;

und Ausfiihren einer Datensynchronisation zwi-
schen dem ersten Slave-Gerét und dem zweiten
Slave-Gerét gestltzt auf die Prioritat, falls das
erste Slave-Gerét und das zweite Slave-Gerat
zu derselben Datensynchronisationsgruppe ge-
héren.

2. Das Verfahren nach Anspruch 1, wobei das Regi-
strieren ausgefiihrt wird, nachdem bestatigt worden
ist, dass es kein anderes Gerit als das erste Ma-
ster-Gerét und das Slave-Gerat gibt, das in derLage
ist, mit dem Master-Gerét zu kommunizieren, und in
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10.

einen Registrierungsmode eingestellt ist.

Das Verfahren nach Anspruch 1, wobei die Daten-
synchronisation zwischen einem Master-Gerét und
einem oder mehreren Slave-Geréten, die zu dersel-
ben Synchronisationsgruppe gehdren, oder zwi-
schen wenigstens zwei Slave-Geréten, die zu der-
selben Synchronisationsgruppe gehéren, ausge-
fuhrt wird.

Das Verfahren nach Anspruch 1, wobei das Ma-
ster-Gerét und Slave-Geréte vielfache Datentypen
speichern und zu mehreren Datensynchronisations-
gruppen, die jeweils fiir die vielfachen Datentypen
definiert sind, gehdren.

Das Verfahren nach Anspruch 4, wobei das Regi-
strieren ausgeflihrt wird, indem das Zertifikat und die
Prioritdt von dem Master-Gerét, das zu einer gege-
benen Synchronisationsgruppe gehért, die fir einen
gegebenen Datentyp definiert ist, zu dem Slave-Ge-
rét, das zu der gegebenen Synchronisationsgruppe
gehdrt, wobei das Zertifikat und die Prioritét in Ab-
héngigkeit vom gegebenen Datentyp eingestellt
werden.

Das Verfahren nach Anspruch 1, femer umfassend
das Ubertragen von Daten, die zum Operieren als
das Master-Gerét des Master-Gerdts erforderich
sind, zu einem Slave-Gerat, das darauf gerichtet ist,
ein Master-Privileg zu Ubertragen, wodurch das Ma-
ster-Privileg auf das Slave-Geréat libertragen wird.

Das Verfahren nach Anspruch 6, wobei das Uber-
tragen des Master-Privilegs ausgefiihrt wird, nach-
dem bestétigt worden ist, dass es kein anderes Sla-
ve-Gerét verschieden von dem Master-Gerét und
dem Slave-Gerét gibt, das in der Lage ist, mit dem
Master-Gerat zu kommunizieren, und in einen Ma-
ster-Privileg-Ubertragungsmodus eingestellt ist.

Das Verfahren nach Anspruch 1, femer umfassend
Austauschen der Prioritét zwischen zu der gleichen
Datensynchronisationsgruppe  gehérenden Sla-
ve-Geréten.

Das Verfahren nach Anspruch 8, wobei das Austau-
schen der Prioritét ausgefihrt wird, nachdem besta-
tigt worden ist, dass es kein Slave-Gerét verschie-
den von dem Master-Gerat und dem Slave-Gerét
gibt, das in der Lage'ist, mit dem Master-Gerét zu
kommunizieren, und in einen Prioritdtsaustausch-
modus eingestellt ist.

Das Verfahren nach Anspruch 1, femer umfassend
Freigeben des Master-Geréts oder Slave-Geréts
aus der Datensynchronisationsgruppe, wobei, wenn
das Master-Gerét freigegeben wird, das Master-Ge-
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rét eine Freigabeanweisung an ein Slave-Gerdt
libertragt, welches in der Lage ist, mit dem Ma-
ster-Gerdt zu kommunizieren, um sowohl| das Sla-
ve-Gerét als auch das Master-Gerét freizugeben.

Ein Verfahren nach Anspruch 4, wobei das Regi-
strieren ausgefihrt wird, indem das Zertifikat und die
Prioritét von dem durch einen Benutzerfiireinen ge-
gebenen Datentyp eingestellten Master-Gerét liber-
tragen wird, an das von dem Benutzer fiir einen ge-
gebenen Datentyp eingestelite Slave-Gerét, wobei
das Zertifikat und die Prioritét in Abh&ngigkeit von
dem Datentyp eingestellt werden.

12. Ein elektronisches Gerét umfassend:

eine Haupt- bzw. Master-Einheit, wenn ein ei-
genes Gerét durch einen Benutzer als ein Ma-
ster eingestellt ist, konfiguriert zum Ubertragen
eines Zertifikat zu einem Slave-Gerat, wobei
das Zertifikat andeutet, dass das Slave-Gerét
zu einer Datengruppe gehort, zu der das Ma-
ster-Gerdt gehon, sowie einer Prioritét, die zum
Losen von Datenkonflikten wéhrend der Daten-
synchronisation einzusetzen ist, wodurch das
Slave-Gerit als ein Mitglied der Datensynchro-
nisationsgruppe, zu der das Master-Gerét ge-
hort, registriert wird;

eine Slave-Einheit, wenn das eigene Gerét
durch den Benutzer als der Slave eingestelit
wird, konfiguriert, zum Empfangen des Zertifi-
kats und der Prioritdt von der Master-Einheit;
und

eine Datensynchronisationseinheit (16, 17),
konfiguriert zum Bestimmen unter Verwendung
des Zertifikats, ob oder nicht das eigene Gerat
und ein anderes Gerat, das in der Lage ist, mit
dem eigenen Geréat zu kommunizieren, zu der
gleichen Datensynchronisationsgruppe gehort,
und Ausfilhren der Datensynchronisation zwi-
schen dem eigenen Geratund dem anderen Ge-
rét gestlitzt auf die Prioritét, falls das eigene Ge-
rét und das andere Gerét zu der gleichen Da-
tensynchronisationsgruppe gehéren.

13. Ein Siave-Gerét umfassend:

einen Empfénger (11, 12), von einem Ma-
ster-Gerét flr eine Datensynchronisationsgrup-
pe konfiguriert zum Empfangen eines Zertifi-
kats, das andeutet, dass das Slave-Geratzuder
Datensynchronisationsgruppe gehoért, zu der
das Master-Gerat gehort, sowie einer Prioritét,
diezum Losen von Datenkonflikten wéhrend der
Datensynchronisation einzusetzen ist;

einen Speicher (18), konfiguriert zum Speichem
des empfangenen Zertifikats und der Prioritét;
eine Zertifizierungseinheit (15), konfiguriert zum
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Bestimmen, unter Verwendung des in dem
Speicher gespeicherten Zetrtifikats, wenn eine
Synchronisationsanfrage von einem anderen
Gerét empfangen wird, ob oder nicht das andere
Gerdt und das Slave-Gerét zu derselben Daten-
synchronisationsgruppe gehéren; und

eine Synchronisationseinheit (17), konfiguriert
zum Ausflihren von Datensynchronisation, ge-
stlitzt auf der in dem Speicher gespeicherten
Prioritat, zwischen dem anderen Gerat und dem
Slave-Gerét, wenn die Zertifizierungseinheit
feststellt, dass das andere Gerdt und das Sla-
ve-Gerdt zu der gleichen Datensynchronisati-
onsgruppe gehoren.

Das Gerét nach Anspruch 13, wobei der Speicher
(18) konfiguriert ist zum Speichem des empfange-
nen Zertifikats und der Prioritét, nachdem bestétigt
worden ist, dass es kein Gerat verschieden von dem
Master-Gerét und dem Slave-Gerét gibt, das in der
Lage ist, mit dem Master-Gerét zu kommunizieren,
und in einen Registrierungsmodus eingestellt ist.

Das Gerat nach Anspruch 13, wobei das andere Ge-
rdt ein Master-Gerat oder eine oder mehrere Sla-
ve-Geréte umfasst.

Das Gerat nach Anspruch 13, wobei das Master-Ge-
rét und das Slave-Gerét dazu angepasst sind, viel-
faltige Datentypen zu speichern und zu vielféltigen,
jeweils flrdie vielfaltigen Datentypen definierten Da-
tensynchronisationsgruppen zu gehéren.

Das Verfahren nach Anspruch 16, wobei der Spei-
cher (18) konfiguriert ist zum Speichern des Zeirtifi-
kats und der Prioritét von dem Master-Gerat, das zu
einer gegebenen, fir einen gegebenen Datentypen
definierten Synchronisationsgruppe gehdort, wobei
das Zertifikat und die Prioritat in Abhéangigkeit von
dem gegebenen Datentyp eingestelit werden.

Das Gerat nach Anspruch 13, wobei der Empfanger
(11, 12) konfiguriert ist zum Empfangen von Daten,
die zum Operieren als das Master-Gerdt des Ma-
ster-Gerdts bendtigt werden, wodurch ein Ma-
ster-Privileg auf das Slave-Gerét (ibertragen wird.

Das Gerét nach Anspruch 18, wobei das Ubertragen
des Master-Privilegs ausgefiihrt wird, nachdem be-
statigt worden ist, dass es kein Slave-Gerét ver-
schieden von dem Master-Gerét gibt, und dass das
Slave-Gerét in der Lage ist, mit dem Master-Geréat
zu kommunizieren, und in einen Master-Privileg-

_Ubertragungsmodus eingestellt ist.

Das Gerét nach Anspruch 13, fernerumfassend eine
Austauscheinheit, konfiguriert zum Austauschen der
Prioritat zwischen einem anderen, zu der gleichen
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Datensynchronisationsgruppe gehtrenden
ve-Gerat.

Das. Ger#t nach Anspruch 20, wobei. das Austau-
schen der Prioritat ausgefiihrt wird, nachdem bestéa-
tigt worden ist, dass es kein Slave-Gerét verschie-
den von dem Master-Ger&t und dem Slave-Gerét
gibt, das in der Lage ist, mit dem Master-Gerét zu
kommunizieren, und in einen Priortétsaustausch-
modus eingestelit ist.

Ein Datensynchronisationsverfahren fir ein Sla-
ve-Gerdt, umfassend die Schritte:

Empfangen eines Zertifikats von einem Haupt-
bzw. Master-Gerét fir eine Datensynchronisa-
tionsgruppe, wobei das Zertifikat andeutet, dass
das Slave-Gerét zu der Datensynchronisations-
gruppe gehdrt, zu der das Master-Gerét gehdrt,
sowie einer Prioritét, die zum Lésen von Daten-
konflikten wahrend der Datensynchronisation
einzusetzen ist;

Abspeichern des empfangenen Zertifikats und
der Prioritét;

Bestimmen, unter Verwendung des gespeicher-
ten Zertifikats, wann eine Synchronisationsan-
frage von einem anderen Gerdt empfangen
wird, ob oder nicht das andere Geréat und das
Slave-Gerét zu der gleichen Datensynchronisa-
tionsgruppe gehdren; und Ausfihren einer Da-
tensynchronisation zwischen dem anderen Ge-
rét und dem Slave-Gerét gestitzt auf die gespei-
cherte Prioritit, wenn bestimmt worden ist, dass
das andere Gerét und das Slave-Gerét zu der-
gleichen Datensynchronisationsgruppe gehd-
ren. :

Das Verfahren nach Anspruch 22, umfassend den
Schritt des Abspeicherns des empfangenen Zertifi-
kats und der Prioritat, nachdem bestétigt worden ist,
dass es kein Gerit anders als das Master-Gerét und
das Slave-Gerét gibt, das dazu in der Lage ist, mit
dem Master-Geréat zu kommunizieren, und in einen
Registrierungsmodus eingestellt ist.

Das Verfahren nach Anspruch 22, wobei das andere
Gerét ein Master-Gerét und eine oder mehrere Sla-
ve-Gerate umfasst.

Das Verfahren nach Anspruch 22, wobei das Ma-
ster-Gerét und die Slave-Geréte zu mehreren Da-
tensynchronisationsgruppen gehéren, und das um-
fasst Speichern in dem Master-Gerét und dem Sla-

ve-Gerdt von vielféltigen, fir jedes der vielfdltigen

Datensyrichronisationsgruppen definierten Typen
von Daten. )

Das Verfahren nach Anspruch 25, umfassend Spei-
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chern des Zertifikats und der Prioritét, die von dem
zu einer gegebenen, fiir einen gegebenen Datentyp
definieten Synchronisationsgruppe gehdrenden
Master-Gerét, wobei das Zertifikat und die Prioritét
in Abhéngigkeit von dem gegebenen Datentyp ein-
gestellt werden. '

Das Verfahren nach Anspruch 22, umfassend Emp-

. fangen von Daten, die fiir ein Slave-Gerét benétigt

werden zum Operieren als das Master-Gerét von
dem Master-Gerat, zum Ubertragen eines Ma-
ster-Privilegs auf das Slave-Gerét.

Das Verfahren nach Anspruch 27, wobei das Uber-
tragen des Master-Privilegs ausgefiihrt wird, nach-
dem bestatigt worden ist, dass es kein anderes Sla-
ve-Gerdt verschieden von dem Master-Gerét und
dem Slave-Gerét gibt, das in der Lage ist, mit dem
Master-Geréit zu kommunizieren, und in einen Ma-
ster-Privileg-Ubertragungsmodus eingestellt ist.

Das Verfahren nach Anspruch 22, ferner umfassend
das Austauschen der Prioritat zwischen einem an-
deren, zu der gleichen Datensynchronisationsgrup-
pe gehdrenden Slave-Gerét.

Das Verfahren nach Anspruch 29, wobei das Aus-
tauschen der Prioritat ausgefiihrt wird, nachdem be- -
stétigt worden ist, dass es kein Slave-Gerét gibt ver-
schieden von dem Master-Gerét und dem Slave-Ge-
rdt, das in der Lage ist, mit dem Master-Gerét zu
kommunizieren, und in einen Prioritatsaustausch-
modus eingestellt ist.

Ein Speichermedium, das computerlesbare Anwei-
sungen trégt zum Steuern eines Computers, um ein
Verfahren nach einem der Anspriiche 1 bis 11 und
22 bis 30 auszufiihren.
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DESCRIPTION

Method and Apparatus for Synchronization and Scheduling
of Multiple Data Streams and Real Time Tasks

TECHNICAL FIELD

The present invention concerns a method and apparatus for the
synchronization and the scheduling of multiple data streams as well as for
the scheduiing of tasks in operating systems with hard real-time

requirements.
BACKGROUND OF THE INVENTION

Multimedia information is composed of several objects that constitute a
document. These objects could be of different data types, such as text, still
images, video, and sound. In order for these objects to be meaningful to a
user, there must be a logical and temporal structure of the objects
constituting the documents’ contents. To ensure this logical and temporal
structure, e.g. when displaying a video sequence on a display device and
providing a soundtrack for this video sequence via an adapter card to a
speaker, the respective data streams have to be synchronized and
scheduled before being sent to the output devices. The same principle
applies to other related multimedia information which has to be
synchronized in communicating with other devices or users (e.g.

teleconferencing), before processing and presentation.

Synchronization and scheduling is a critical task for a wide spectrum of
applications ranging from computer-integrated telephony, text with voice
annotations, any kind of multi media systems, and interactive services (e.g.
interactive television) to cooperative teleworking on documents including
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foils and video, and distributed gamés. A further application, where
information streams have to be synchronized, is known as medical imaging,
for which high-resolution images must be distributed reliably and fast

throughout a hospital.

To date, the synchronization is typically performed in software. However, if
the scheduling intervals are too short, or if too many information streams
must be synchronized, a software solution, which is very CPU intensive, is

often the limiting factor as far as processing speed is concerned.

In real-time systems time-critical tasks have to be scheduled reliably and
fast. In the present context, any system in which the time at which an output
is produced is significant, is referred to as real-time system. The lag from
the input time of a real-time system to its output time, i.e. the delay, must be
sufficiently small for acceptable timeliness. With other words, a real-time
system has to respond to an externally-generated input stimuli within a
finite and specified period. In hard real-time systems, i.e. in those systems
where it is absolutely imperative that responses occur within a specified
deadline, scheduling of time-critical tasks is qf particular interest. However,
the present invention is not limited to hard real-time systems. It might be
used in soft real-time systems, too. Such a soft real-time system would still
function correctly if deadlines are occasionally missed, and a hardware
solution in accordance with the present invention might be to costly under

certain circumstances.

SUMMARY OF THE INVENTION

It is an object of the present invention to provide a method and apparatus
for off-loading the synchronization of multiple information streams from the

processor of the system handling these information streams.
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it is an object of the present invention to provide a method and apparatus
for fast and reliable synchronization and scheduling of multiple information

streams.

It is another object of the present invention to provide a method and

apparatus for scheduling tasks or processes in reai-time systems.

The above objects have been accomplished by handling pointers pointing to
the information streams to be synchronized and by maintaining a table with
status information of each information stream. The time marks of said
information streams are stored in a table and the system time is checked
against said time marks. If a time mark has been reached the status
information of the respective information stream is updated. If the status of
an information stream is such that its trigger condition is fulfilled, the
pointer to said information stream is made available for playout of this

information stream.
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DESCRIPTION OF THE DRAWINGS
AND NOTATIONS USED

The invention is described in detail below with reference to the following

drawings:

FIG. 1 shows a system, in accordance with the present invention, for
playout of two information streams.

FIG. 2 illustrates the synchronization of multiple data streams.

FIG. 3 itlustrates the synchronization and play out of two data streams
when the respective trigger condition is fulfilied.

FIG. 4 illustrates how a priority value might be increased with
advancing time.

FIG. 5 shows the two core components of an apparatus for
synchronization and scheduling of data streams and real time
tasks, in accordance with the present invention.

FIG. 6A shows a first exemplary embodiment of the timer.

FIG. 6B shows a second exemplary embodiment of the timer.

FI1G. 7 shows an embodiment of the timer and selector, in accordance
with the present invention.

FIG. 8 shows an example of an 8-bit timer where every second bit is

used.
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GENERAL DESCRIPTION

In muitimedia sysiems multiple data streams must be synchronized and
scheduled for playout to, for example, a speaker 15 and a video display 14,
as illustrated in Figure 1. The synchronization of multiple data streams is
illustrated in Figure 2. The three streams are synchronized at so-called
synchronization points (SyncPoint) 22. A stream may be synchronized to
one or multiple other streams or to time stamps 23 defined by an external
clock. This synchronization is typically performed in software, as mentioned
in the introductory portion of the present description. In the following, a
mechanism is presented which performs synchronization and output
scheduling of multiple data streams in hardware without central processing
unit (CPU) interaction. The same mechanism can also be used for

scheduling tasks in real-time systems.

A data stream is a sequence of data units. In Figure 3, the synchronization
of two data units is illustrated. The SyncPoints are translated to time marks
relative to the system which processes the received data streams. The
SyncPoints might be translated to time marks by means of a clock or
counter of said system. In the example given in Figure 3, a data unit from
stream 1 cannot be played out before a time mark 30 (S1Start) and it must
be played out before a time mark 31 (S1End). The same applies to the
second data stream (stream 2). As illustrated in Figure 3, at least two
different states (WAIT, READY) can be associated with a data stream.
Before SxStaﬂ of a data stream x has been reached, the respective data unit
is in the WAIT state. After SxStart and before SxEnd it is in the READY state.
It is conceivable to assign further states, such as a DELAYED state, to these
data streams. The DELAYED state might be associated to a data unit after
SxEnd.

In order to be able to synchronize two data units for playout, trigger
conditions are defined in accordance with the present invention. A typical

trigger condition might be:
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IF both data units are in the READY staie
THEN they can be played out.

The trigger conditions are checked and as soon as the condition is fulfilied,
the data units are played out. This concept is schematically illustrated in

Figure 3, where means for checking the trigger condition 32 are shown.

In general, two or more daie units can be related in time by trigger
conditions, which can be an arbitrary logical combination of the different
stales of the respective data units. Fulfilling a given trigger condition then

initiates the appropriate operation on the units.

The synchronization can be further enhanced with a priority value P to
distinguish between data units (or tasks) which fulfill a trigger condition to
select an older or more important stream (or task). This, for example, aliows
to prioritize streams that should not be delayed, whereas other data
streams might be delayed. In Figure 4 an example is shown how the priority
value P of a data unit (or task) can be increased in time. In this example,
three different states (WAIT, READY, DELAYED) are associated with the data
stream. The priority vaiue P might also be increased or decreased by
interaction of a processor or upon receipt of a feedback signal of a playout

device.

A first embodiment of the present invention is schematically illustrated in
Figure 1. According to this example, two data streams are received by
means 18 for extraction of time marks. The first data stream originates from
a storage disk 16, whereas the second data stream is sent via a network 17
to said means 18 for extraction of time marks. After extraction of the time
marks, the data units of the two data streams are stored in buffers 19 and
20, and the respective time marks are provided to a timer 10. The buifer
addresses are forwarded to a selector 11. In addition, a system clock or

counter 13 is connected to said timer 10, and a processor, e.g. a CPU, might
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be linked to the timer 10 and selector 11. Two playout devices, a display
unit 14 and a loudspeaker 15, are connected via an interfacial playout
device to the buffers 19 and 20.

The two core components of the present invention are the timer 10 and the

selector 11, Their operation is described in connection with Figure 5.

The timer 10 holds a table 50 with entries concerning the time marks of each
data unit received and stored in a buffer. These time marks are relative to a
time signal either being generated by a system clock 13 or a counter. Each
time mark reached is then output to the selector 11. The table 50 is written
by an external processor. The selector comprises a table 51 where for each
data unit in a buffer a poinier to said data unit, i.e. the respective buffer
address, the state of said data unit, and the trigger condition are held. Data
units to be synchronized are linked into a circular list via their table entries.
For each time mark received from the timer 10, the sector 11 updates the
status field of the concerned data unit and then checks the trigger condition
of all data units to be synchronized with said data unit. Once the trigger
condition is fulfilled, the pointer to the data unit {or units) is made available
at the output of selector 11. The output of the pointer then triggers retrieval
and playout of the data unit by means of the playout device 21. Table 51 of
the selector 11 might be maintained and updated by an external processor,
e.g. CPU 12.

The timer 10 reads the current system time and returns the address of a
unit pointer in the selector 11. This function can be provided in several
ways. First, a solution based on a content addressable memory (CAM) is
presented which is suitable for a high resolution timer but relatively
expensive. The second solution is less expensive and is suitable for lower
resolution timers and for implementing timer priority as described below.

The two solutions are shown in Figures 6A and 6B, respectively.
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The CAM timer 60 is illustrated in Figure 6A. it comprises a CAM 61. The
start and end time mark for each data unit to be scheduled are written into
consecutive addresses of the CAM 61. The addresses then differ only in the
least significant bit. Thus, for a CAM of 2" addresses, n-1 bits determine the
address of the scheduling unit pointer in the selector table 51. The width of
a CAM entry is determined by the resolution of the time signal received at

input 62. For a 32-bit time signal also a 32-bit wide CAM 61 is required.

For lower time resolution a timer 63 with counter 64, as shown in Figure 6B,
might be employed. In this case the difference between the current time
and the time mark is calculated and its two’s complement is written to the
timer table 65. The counter 64 increments each entry for each time tick at
input 66. If the carry bit of an entry becomes set, its address is shifted right
by one bit and output to the selector 11. As the counter 64 continues to
increment the entries, the content of the entry (with its carry bit = 1) can
then be used to reflect the time passed since reaching the start and/or end
time. The counter value thus describes a time based priority. With this
counter value a priority value P might be generated. The width of a timer
entry can range from 8 to 32 bits depending on the timer resolution and the
required timer differences. A free flag 67 might be provided in order to
mark free table entries in table 65. This flag 67 is used by the counter to

determine which entries it must increment.

For both schemes, a FIFO can hold free timer table entries to reduce the
management load of the external processor. The processor gets a free entry
from the FIFO and writes delayed entries, or entries which are freed, to the

FIFO. The selector might directly write delayed entries to this FIFO,

It is obvious that the present invention is not limited to the above two
implementations of timers since other timers are conceivable which are well

suited, too.

Page 5248 of 5453



WO 95/25313 PCT/EP94/00833

20

25

30

The selector 11 comprises a table 51 and a comparator state machine (CSM)
70. The table 51 has 2~V entries (rows or columns). The exemplary
implementation of the selector 11, given in Figure 7, shows a table 51 with
20-" rows, Each row has a pointer field 71 holding the pointer, i.e. the
buffer address S1Ptr, to the data unit to be scheduled, a p-bit wide priority
field 72, a k-bit wide status field 73, a 2-bit wide trigger field 74, and an
(n-1)-bit wide synchronization field 75. The width of said status field 73
depends on the number of different states. In case of three different state
(WAIT, READY, DELAYED) the status field 73 is 2-bits wide. The
synchronization field 75 holds a pointer linking all those entries with which a
data unit must be synchronized into a circular list. This circular list is
schematically illustrated by means of arrows on the right hand side of table
51. The CSM 70 receives the address of a unit pointer from the timer 10
and updates the state of the status field 73 in this row. The CSM 70 then
follows the linked list of synchronizations entries and computes whether the
trigger condition is fulfilled by comparing the status fields 73 with the trigger
fields 74. The trigger condition might also be checked by means of simple
logical elements such as AND-gates, OR-gates etc.

In the following, it is assumed, without loss of generality, that the trigger
condition is fulfiled when all entries in the respective trigger fields 74 are in
the READY state. In this case, the trigger' state fields are redundant and
might be omitted.

Once all the entries linked by the synchronization field 75 are READY, the
CSM 70 outputs the entries according to their priorities, if any. With p=4, 16
priority classes can be distinguished. The width w of the scheduling unit
pointer is determined by the memory (buffer) architecture of the system. The
width s of the synchronization field 75 is determined by the size of the
selector table 51, with s=n-1,

In Figure 7 the problem shown in 3 is elaborated. The time marks 30
(S1Start) and 31 (S1End) of data unit S1 are written to the addresses 0 and 1
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of the CAM 61. The address of the pointer to the data unit S1 is the CAM
address shifted right by one bit. An external processor 12 writes the time
marks to the timer table, i.e. the CAM 61 and the entries to the selector
table 51. For a data unit to be scheduled which requires priority, the priority
field 72 is set. In this example a 4-bit wide priority field 72 is used. For each
time mark reached, the state, reflected by the status field 73, is updated. If
the state is READY, the CSM 70 reads the synchronization field 75 and
follows the linked list to determine whether the state of all other entries
fulfills the trigger condition. If the trigger condition is reached, the unit
pointer with the highest priority is made available at output 76 first. If
multiple units have the same priority, or in case that no priority fields are
provided, the unit pointers might either be output in parallel or in a
consecutive manner, e.g. by order of their position in the selector table 51. It

is obvious that the priority fields 72 can be omitted, too.

In many systems, multimedia as well as real-time, the scheduling of actions,
data streams, tasks, processes, or the playout of data units is determined by
a priority which increases with time. If a counter timer, as illustrated in
Figure 6B, is used as the timer component 10, the entry in the timer table 65
also describes its priority. This priority can be used in the priority field 72 of
the selector 11 to achieve time dependent scheduling. The four most
significant bits of the timer entry are used to distinguish again 16 priorities.
A different set of bits might be used if the priority must increase
non-linearly. Figure 8 shows an example of an 8-bit timer where every
second bit is used to get a priority mechanism that maps the 256 timer

values to 16 non-linear priority values P.

According to the present invention, a synchronization point (SyncPoint) is
set up by writing the time marks to the free entries in the timer table and
setting up the associated entries in the selector table. For each stream this
takes one write operation to the timer and to the selector table, plus the
operations to set up the selector table entry. The actual scheduling takes

place in hardware without any further intervention of an external processor.
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For a solution in software a similar number of setup operations would be
necessary but the search in a list of timers would take much longer.
Typically timers involve interrupt processing which is very time consuming
in particular in modern RISC processors with a large register file and
instruction pipeline. in the present invention these operations are avoided
and implemented in hardware. Additionally, the present invention can

handle timers with much finer granularity than any software solution.

The present invention, which has been described by means of a multimedia
related example, can be used in various muitimedia communication
subsystems, e.g. for multimedia multiparty teleconferencing, or multimedia
protocol adapters. in ST—.II and RTP protocol systems, for example, a playout
time stamp can be extracted from the protocol header and used in the
present scheduler (ST-1l is the second version of an experimental Internet
stream protocol, and RTP is a transport protocol for real-time applications).
The present invention might also be used in multimedia bus systems which
provide a time signal. Data units to be triggered at a specified time are
written to the scheduler and the multimedia bus provides the timer input to
the timer unit. The invention can also be used in a multimedia adapter such
as the IBM ActionMedia |l adapter (see IBM ActionMedia Il Technical
Reference, IBM 04G5144, 2nd Edition, June 1992, Mechanicsburg), or the
MWave System (see “MWave Multimedia System”, Technical Brief, Texas
Instruments, 1992) to synchronize multiple data streams. The term
ActionMedia is a trademark of the Intel Corporation and MWave is a

trademark of the IBM Corporation.

As already mentioned in the introduction, the present invention might also
be used in real-time systems for the scheduling of time-critical tasks or
processes. For these kind of application there is no synchronization field in
the table of the selector required. The CSM selects from the selector table
the entry with the highest priority. The scheduling unit pointer, i.e. a pointer
pointing to a task control block or to executable code, is then output. The

timer priority mechanism described above can be used to implement
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scheduling policies with an explicit deadline, e.g. the earliest-deadline-first
or least-slack time scheduling algorithm as disclosed in the book “Real-Time
Systems and their Programming Languages”, by A. Burns and A. Wellings,
Addison-Wesley Publishing Company, International Computer Science
Series, 1990. An external processor calculates the difference to the time
marks and writes it to the timer table. The entries are then used to derive

the priority of a job.
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CLAIMS

Apparatus for synchro‘nization of at least two information streams which

comprises:

a) a timer (10) for holding a first table (50) with time marks for each
one of said information streams, and for making each time mark

reached available at the timer output,

.b) a selector (11) for holding a second table (51) with

. pointer fields (71) carrying pointers to each of said information
streams,

. status fields (73) carrying information concerning the status of
each of said information streams, the status field of an
information stream being updated each time a time mark of
said information stream is reached and made available at said
timer output, .

c) means for checking whether a trigger condition of an information
stream is fulfilled by watching the corresponding status field, and

d) means for making the pointer to an information stream whose
trigger condition is fuifilied available for playout of said information

stream.

The apparatus of claim 1, wherein said second table (50) further
comprises:
. trigger fields (74) carrying information concerning the trigger

conditions of each of said information streams.

The apparatus of claims 1 or 2, wherein said second table (51) further

comprises:

. synchronization fields (74) carrying, by means of a linked Iist,
entries concerning information streams to be played out in a

certain relationship to each other.
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The apparatus of claims 1, 2, or 3, wherein said second table (51)

further comprises:

. priority fields (72) carrying priority values (P) such that the
information stream with highest priority is played out first if the

respective trigger condition has been fulfilled.

The apparatus of claim 4, further comprising means for increasing said

priority values (P) with advancing time.

The apparatus of any of the preceding claims, further comprising:

. means (18) for extracting said time marks from incoming
information streams,

. buffer means (19, 20) for storing said information streams,

. playout means (21) for retrieval of said information streams stored
in said buffer means (19, 20) and for playout to the respective

playout devices (14, 15).

A multimedia system comprising an apparatus in accordance with any

of the preceding claims.

Apparatus for scheduling at least two real time tasks or two processes

which comprises:
a) a timer (10) for holding a first table (50) with time marks for each
one of said tasks or processes, and for making each time mark
reached available at the timer output,
b) a selector (11) for holding a second tabie (51) with
. pointer fields (71) carrying pointers to task control blocks or
executable code,

. means for making a pointer to a task contro! block or an
" executable code available at an output of said selector each
time a time mark of said task or process is reached in said

timer.
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The apparatus of claim 8, wherein the pointer to a task or process with

highest priority is made available first.

Method for synchronization of at least two information streams,

characterized by the following steps:

a) checking whether a time mark of one of said information streams
has been reached,

b) updating the status information of said information stream whose
time mark has been reached,

c) determining whether the trigger condition of said information
stream is fulfilled by watching said status information, and

d) providing a pointer to said information stream for further processing

if the trigger condition of said information stream is fulfilied.

The method of claim 10, wherein the playout of information streams,
which have to be played out in a predefined reiationship to each other,
is scheduled by means of a linked list being organized such that each
time when a status information of one of said information streams is
updated, the status information of the other information streams are
checked, and said information streams played out when all trigger

conditions are fulfilled.

The method of claim 10, wherein a priority value (P) is assigned to each
of said information streams, the information streams with highest

priority being played out first.

The method of claim 12, wherein the priority value (P) of an information

stream is increased with advancing time.

The method of claim 10, further comprising the following steps:
. extracting and/or synchronizing the time marks of said information
streams,

. storing said information streams in buffers,
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1 . rﬁaking the addresses of said buffers available as pointers for later

retrieval of said information streams,

15. The method of cfaim 14, wherein said information stream is retrieved
5 from said buffer by means of said pointer, prior to being send 1o a

playout device.
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WO 99/61985 PCT/US99/06634

DISTRIBUTED COMPUTING ENVIRONMENT USING REAL-TIME SCHEDULING LOGIC
AND TIME DETERMINISTIC ARCHITECTURE

This invention is directed to the field of data processing control systems, particularly to
integrated systems where a plurality of computers execute their logic in a coordinated
manner within a network. The primary application of the system described in this
specification is for computerized control of machines deployed on a large physical scale (for
example a chemical manufacturing facility), although benefits to endeavors related to plural
computer processors, parallel computer processors, and networked computer processors

are also enabled.

When computational demands or geographical constraints require the physical distribution of
computing facilities (for example such as for process control in a large, geographically
dispersed chemical plant), implementation factors (such as product quality) may benefit from
centralized coordination of the computing tasks. This invention describes a system and
method for enabling a plurality of geographically dispersed computers to be networked for
enabling time coordinated inter-activity. This resultant network enables task coordination

. and facilitates the implementation of other qualities beneficial to the task being petformed by

the system - qualities such as redundancy, security, and high throughput.

One embodiment of a system showing such substantive real-time networking to a set of
physically distributed remote field units for use in a process control system is described the
United States Patent 5,428,769 issued on Jun. 27, 1995 and entitled "Process control
interface system having triply redundant remote field units” to Giaser, Robert S.; Hoy, Robert
S.; Fernandez, G. Paul; and Grai, Timothy J. While the system is adequate for many
process control situations, the networking methodology effectively addresses each system in
each time period on the presumption that there is a need to do so; however, many of these
addressing cycles are unnecessary if all variables for exchange are stabie -- a more elegant
scenario from the standpoint of network efficiency would provide for communications only

when the status of either the inputs or the outputs require change.

Physical distribution of computing facilities combined with centralized coordination of the
computing tasks is also a driving concept in high performance processors characterized by
parallelism. Vector processors, as discussed in sections 7.1 and 7.2 ("Vector Processors")

of Computer Architecture A Quantitative Approach by John L. Hennessy and David A.
1
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Patterson (Morgan Kaufmann; San Mateo, California; 1990; pages 351-363) are one
manifestation of such systems, and processor-memory pair approaches such as the Cm*

design discussed from pages 11 to 18 of "Parallel Processing - The Cm* Experience” by E.

. F. Gehringer, D. P. Siewiorek, and Z. Segall (Digital Press via Editorial Inc.; Rockport,

Massachusetts; 1987) provide a second example of these types of approaches.

Centralized coordination of computing tasks in a scheduled context for the future also draws
on concepts from traditional project scheduling such as is discussed from pages 569 to 584
of the text Productions and Operations Management by J. William Gavett (Harcort, Brace,
and World; New York; 1968).

~ Process control systems development is characterized by an ever-increasing incorporation

and management of issues at large in the system being controlied, requiring that a
comparably larger amount of logic on a comparably larger amount of data be executed in a
time frame which is not permitted to expand. This can be achieved to some degree by
hardware which processes logic more quickly and holds more data in an addressed physical
store, but there are substantial costs in pursuing this solution. What is needed to resolve.
the ability of future systems to effectively expand their comprehensive treatment of the
control situation is to truly provide a solution path for enabling a very large number of
distributed computers to execute massive amounts of logic in a mutual manner which is
time-synchronous across an entire network. The present invention provides such a method
and system.

The invention provides a computer implemented method for enabling a plurality of computer

nodes in mutual data communication to execute logic in a coordinated manner by

(a) aligning the definition of time between the computer nodes so that each

computer node has essentially the same "understanding" of time;
(b) defining a schedule of communications for each computer node, where the
schedule has a different time in the future defined for initiating each

respective communication;

(c) communicating each schedule to its respective computer node; and
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(d) initiating each communication from each node at the time defined in its
schedule.
The described embodiment provides a computer network architecture, having a message
carrier with a plurality of computers coupied to it; a clock system (accessible by all
computers in the network) for maintaining time synchronism among the computers; and a
scheduler for determining the sequence of communication between the computers by
causing the message carrier to establish communication between selected computers based

on time-deterministic tasks being performed by the computers.

The described embodiment further provides a global time system for aligning the sense of
time in the set of computers to a globally defined reference.

The described embodiment further provides a computer implemented method for enabling a

plurality of member nodes to execute logic in a coordinated manner.

The described embodiment further provides for concurrency in communications between

computers via the message carrier.

The described embodiment further provides provides a computer implemented method for
scheduling tasks for resource objects in a plurality of resource objects functioning as a

collective group.

The described embodiment further provides a method by which different computers can

align their definition of time by adjusting their oscillator's rate of oscillation.

The computer network architecture is enabled with a message carrier supporting mulitiple
communication paths; a plurality of computers coupled to the message carrier, with each
computer being programmed to perform time-deterministic tasks by cycling through a
plurality of different operating states, including a communication state; a clock system
accessible by all the computers for maintaining time synchronism among the computers; and
a scheduler coupled to the message carrier for determining the sequence of communication

between the computers by enabling the message carrier to establish communication

3
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between selected computers based on the time-deterministic tasks being performed by the

computers.

A computer node (element for computing yvith an independent central processing unit) in the
plurality of computer nodes can execute logic in coordination with the other nodes by being
connected to a message carrier along with the other computer nodes where there is also a
provision for (a) master scheduling capability in one computer node to establish a master
scheduler; (b) defining, in each computer node, a communication request list of each
communication needed by the computer node with any other computer node respective to a
future time period; (c) sending of the communication request list from each computer node to
the master scheduler via the message carrier; (d) receiving of, in each computer node, a
communication schedule from the master scheduler via the message carrier; and (e)

defining, in each computer node, a local task schedule from the communication schedule.

The above approach enables a plurality of member nodes in a system to execute a large

amount of logic in a coordinated manner on a group of distributed platforms.

In performing the above, the step of defining a reference moment time value is performed in

-one embodiment by the master scheduler.

In performing the above, the step of defining a communication request list in each member
node in one embodiment limits the communications to a maximum number in the future time
period and each communication has an duration time attribute and the value of the duration

time attribute is less than a fixed maximum value in order to achieve efficient operation.

Use of a global time system in one embodiment enables a universal understanding of time

across a large number of different computer nodes (member nodes) in an extended system.
The method for scheduling involves a process of scheduling tasks for resource (member)
objects in a plurality of resource objects functioning as a collective group; and this computer

implemented process (called an "apparent critical resource” process) involves the steps of:

defining a set of future tasks for the collective group;
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defining each resource object needed for each future task in the set of future
tasks;

defining each interaction needed between any two resource objects
5 respective to the set of future tasks;

defining a use instance for each resource object in achieving each interaction

where the use instance has an use duration attribute value;

10 defining an accessing resource object and an accessed resource object
respective to each use instance;

determining a summed accessing time value for each accessing resource
object as a sum of all use duration attribute values for all use instances

15 respective to that resource object when it is the accessing resource object;

determining a summed accessed time value for each accessed resource
object as a sum of all use duration attribute values for all interactions
between the accessed resource object and the accessing resource object;

20
defining a set of sequential future time increments within a scheduling period

in a schedule;

scheduling, into the earliest available time in the first future time increment, a
25 future resource interaction event based on the first available future task in the

set of future tasks between

(a) the accessing resource object having the highest summed
accessing value respective to the set of future tasks and

30
(b) the accessed resource object having the highest summed
accessed value respective to the set of future tasks (if a use instance
exists between the accessed resource object and the accessing
resource object -- the future resource interaction event in the schedule

35 record has an initiation time equal to the earliest available time in the
5
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schedule, an accessing resource object identifier attribute respective
to the accessing resource object, an accessed resource object
identifier attribute respective to the accessed resource object, and the

aforementioned use duration attribute value)

removing from scheduling candidacy the use instance respective to the

accessed resource object in the scheduled future resource interaction event
and the accessing member object identifier attribute in the scheduled future
resource interaction event to redefine the set of future tasks to those future

tasks for which interactions have not been scheduled;

repeating the steps of determining a summed accessed value, determining a
summed accessing value, scheduling a future communication task, and
removing all use instances respective to scheduled resource objects unti} all
use instances have been scheduled which can be scheduled into the first

future time increments; and

recurrently executing the steps of determining a summed accessed value,
determining a summed accessing value, scheduling a future resource
interaction event, removing all resource objects respective to scheduled
resource objects, and repeating such steps until all resource interaction
events have been scheduled which can be scheduled into each future time
increment and until all resource interaction events have been scheduled into

the scheduling period.

In one embodiment, the message carrier has a plurality of channels for permitting
concurrency in the communication events, the step of scheduling being respective to the
plurality of channels as a group wherein the earliest available time is respective to any

channel in the message carrier.

In some embodiments, each member node has a variable speed oscillator for adjusting a
local clock to align with a global clock on the network. Time alignment logic and oscillator
rate adjustment logic for execution by the computer circuitry are also provided to achieve

rapid time alignment of the particular member node (computer node).
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The message carrier used in the described embodiment is enabled with a network topology
which can be manifested (in the preferred embodiment) with a crossbar switch, or, in an

alternative embodiment, with a radio frequency communications system.

Additional features and advantages of the present invention will become more fully apparent
from a reading of the detailed description of the preferred embodiment and the

accompanying drawings.

Figure 1 presents a diagram of the data flows between the various elements in a distributed

network.

Figure 2 depicts a distributed network of computing elements which are resident in physically
different locations throughout the world. This figure includes a network of computing

elements, a master scheduler, and a common source of time.
Figure 3 presents a diagram of a network in a bus structure.

Figure 4 shows a distributed computing environment where the network is implemented in a
ring topology.

Figure 5 presents a diagram of a network in a switched star topology which is a preferred

network architecture embodiment.

Figure 6 presents a diagram of data structures communicated between the computing

elements and a master scheduler.

Figure 7 depicts a flowchart of the process implemented in the master scheduler in the

scheduling of communications between two separate computing elements.

Figure 8 presents a simplified diagram of the scheduling logic (software in execution by
electrical circuitry) implemented in the master scheduler in the scheduling of communications

between two separate computing elements.
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Figure 9 presents a detailed flowchart of the scheduling logic which is followed at the master
scheduler.

Figures 10 presents a bar chart depicting the first scheduled communications between two

separate computing elements after the first connection is scheduled.

Figure 11 presents a bar chart depicting the scheduled communications between computing

elements after all connections are scheduled which can be scheduled in the first step.

Figure 12 presents a bar chart depicting the scheduled communications between computing
elements after all connections have been scheduled.

Figure 13 provides a detailed composition of the Message Carrier, the Master Scheduler, the
Clock, and the Member Nodes.

Figure 14 shows the relationships between the technologies which have been combined in

the preferred embodiment, with emphasis on those most critical to the application.

Figure 15 presents a flowchart of the logic which executes in each of the computing

elements in order to facilitate communication between the member nodes.

Figure 16 depicts a diagram of the data flows between the various elements in a distributed

network where communications are facilitated by radio frequency.

As an introduction to this part of the specification, the system and method of the present
invention implement centralized scheduling of cooperatively performed tasks, time
deterministic event operations, and effective real-time synchronization and alignment of
oscillators respective to the plurality of computers (also referenced as "member nodes") on
the network. In this regard, the time deterministic network involves communicating between
separate computing elements based on time rather than on some event (examples of events
are the reception of a token or the detected availability of a particular bus). Centralized
scheduling of cooperatively performed tasks, time deterministic event operations, and
effective real-time synchronization and alignment of oscillators respective to the plurality of
computers on the network requires that the computers share an essentialty common view of

the datalogical representation of an actual moment in real-time. This means, for instance
8
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and assuming for this example (without limitation to the scope of the present invention) a
system wide-precision requirement of one millionth of a second , that two different
computers in the system essentially perceive that, when the moment of time in real-time
defined by an undisputed source respective to the network is 08:00:0000000 hours, that the
first of the two computers has a datalogical representation of the moment in real-time
between 07:59:9999995 and 08:00:0000005 and that the second of the two computers also
has a datalogical representation of the moment in real-time time between 07:59:9999995
and 08:00:0000005; as can be appreciated, the difference in the datalogical representation
of the moment in real-time between the two computers is no more than 1 millionth of a

second.

When the computers in a distributed computing network share an essentially common view
of the datalogical representation of an actual moment in real-time, they can then be
programmed to perform specific tasks based on time. Tasks which involve multiple
computers can then be scheduled centrally and a basis is established for time-dependent
activities to be invoked on geographically dispersed computers in a deterministic manner. In
this regard, determinism in real-time operations characterizes the occurrence of a predefined

event at a predefined moment of real-time.

The use of such time coordination in communications between computers also facilitates the
employment of active redundancy. in active redundancy, there are two or more computers
which are each executing essentially identical logic, exchanging the results from these
executions, optionally arbitrating the independently derived results to come to a commonly
understood mutual conclusion for further use, and acting to concurrently effect the resuit.
This process proceeds most effectively when data received by each computer is shared with
the other computer(s) executing the same logic prior to arbitrating the results, so there must
be some mechanism by which the time to begin the arbitration process is mutually
determined. In the present invention, the mechanism for providing time synchronization
between the redundant computers and to schedule the tasks related to a communication
instance is (1) to provide an essentially identical datalogical representation of the moment in
real-time time among the computers; (2) to use a scheduling approach to define in each
computer the moment in time when the communication instance in that computer will occur;
and (3) to then to implement the appropriate sending, receiving, and linkage tasks in each
system involved in the communication instance at the time defined for the communication

instance. In this way, the time at which the referenced arbitration task will be performed is
9
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pre-determined after the communications tasks have been scheduled (as opposed to the
approach of waiting to determine the start time of the arbitration task after the

communication tasks have actually executed).

The scheduling approach is implemented by execution of scheduling logic. The concept of
logic relates to software (a computer program) whose purpose is achieved in execution by
an enabling system of electrical circuitry (usually denoted by the term "computer"). The
scheduling logic used for the scheduling of communications is based on analysis of
demands for the resources (for example speciﬁc computers, data space within each
computer, execution time in each computer, and specific circuits within each computer)
which are being scheduled. This scheduling logic is used in the scheduling of network
communications, but it has further applicability in the scheduling of any resources which
require interaction among one another, and it is especially suited for real-time applications.
The scheduling logic is further designed to be efficient respective to the resources it is
responsible for scheduling and to be predictable as to the amount of time required to
generate its output, a schedule, from the inputs (that is a collection of connection requests
between any two computers on this network). In achieving this task, the scheduling logic .
schedules the available resources with the highest demand for the vtime that the schedule is
being created. Reflecting the nature of (1) evaluating the resources with the highest demand
at each point in the schedule and (2) giving precedence to the resources which have the
highest demand, the particular scheduling logic method described in this specification is also
referred to herein as Apparent Critical Resource, or ACR, scheduling logic. In this regard, in
the preferred embodiment, the scheduling iogic is not iterative in the sense that, once a
particular task is scheduled, it is NOT removed from the schedule in order to pursue an
alternative to its placement in the schedule. It is this quality which enables the preferred

ACR scheduling logic type of scheduling logic to be well-suited for real-time applications.

In the application of scheduiing logic to the scheduling of network communications, there are
transmission resources and reception resources which are to be considered. Each time a
network communication is scheduled, a transmission resource is associated with a reception

resource.

In the scheduling of network communications, there are responsibilities which are handled by

the master scheduler and those which are handled by the member nodes.

10
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Figure 1 presents a data flow diagram 130 of the general elements and associated data
flows between the various general elements in a distributed network and shows a message
carrier 100, a first member node 107 and a second member node 108, a master scheduler
106 for coordinating communications between member nodes 107, 108 via data
communication path 101 and data communication path 102, clock alternatives (as clock 109
and alternative clock 110) for achieving synchronization between member nodes 107, 108
(via data communication path 104, data communication path 105, data communication path
101, and data communication path 102), and the primary data tables and exchanges
required to interact effectively in this distributed computing environment (via data
communication path 118, data communication path 117, data communication path 119, data

communication path 120, and data communication path 121).

The clock 109 is distributed to the member nodes through the message carrier from the
master scheduler (alternatively, the message carrier 100 could distribute an alternative iocal
clock 110 to the member nodes 107, 108 and to the master scheduler 106). This permits all
nodes attached to the message carrier to share a common view of time. In this regard, clock
109 represents a global clock for use around the physical globe (for example in North
America, in Europe, and in Asia) where the alternative clock 110 represents a clock which
has been designated for the network referenced only by message carrier 100 and where a
computer executing aspects of message carrier 100 arbitrarily defines time for its affiliated
computers in the distributed network. Clock 109 or clock 110 periodically output a common

clock signal via either linkage 104 or 105, respectively.

Each member node 107, 108 is responsible for receiving the common clock signal;
effectively "synchronizing" (aligning the definition of time in the node to a close tolerance
with the definition of time respective to the common clock signal to create a system time
base operating in synchronism with an established clock frequency and anchor point) to that
common clock signal; receiving an appropriate local event table 114, 116 from the master
scheduler 106; formulating a respective task execution list based on the received local event
table 116, 114 and any additional tasks which are not described in the local event table 114,
116; executing the task execution list; generating the request list of communications 113,
115; and transmitting the request list of communications to the master scheduler 106. Each
member node 107, 108 generates a connection request list 113, 115 based on the tasks

required of the node 107, 108, and forwards these requests at a prescribed time through the
11
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message carrier 100 to the master scheduler 106. The master scheduler 106 combines the
connection request lists 113, 115 from the member nodes into a composite request list 111,
which it uses to generate a communications schedule represented in the master event table
112. This master event table 112 is then broken apart into sections applicable to each of the
member nodes 107, 108 and sent through the message carrier 100 (also at prescribed
times) to the member nodes 107, 108 for storage in local event tables 114, 116. The local
event tables 114, 116 are used in the member nodes 107, 108 to control timing for

applicable time dependent tasks, including communications with other member nodes.

Figure 2 depicts a distributed network 220 of computing elements which are resident in
physically different locations throughout the world to show an instance of the situation
abstracted in the data flow diagram 130 of Figure 1. This figure includes a network of
computers 201-214 and two sources of time in clock 203 and clock 214 representing time
sources respective to the data flow diagram clocks 109, 110; in this regard, Figure 2 shows
clock 203 as the basis for time definition for all systems in North America and Eurasia while
clock 206 defines a basis for time definition for the less globally dispersed domain of
computers 206, 207, 208, 209, and 214 in Africa. it should be noted that clock 203, then, .
"maps" to clock 109 in the data flow diagram context of Figure 1 and that clock 214 "maps"

to clock 110 in the data flow diagram context of Figure 1. Figure 2 thereby depicts two

possible configurations for distributed computing environments (facilitating the associated
message carriers 100, master schedulers 106, and clocks 104, 105). A distributed
computing environment can be located in a geographically limited area or dispersed
throughout the world. When spread across large geographical areas, the clock 2083 is

preferably a satellite timing distribution system such as the Global Positioning System.

Figure 3 presents a diagram of a network in a bus structure 330. Figure 3 shows the
fundamental components of Figure 1 except that the message carrier 100 is a bus 300

connecting the member nodes 107, 108, to the master scheduler 106.

Figure 4 shows a distributed computing environment where the network is implemented in a
ring topology 430. Figure 4 shows the fundamental components of Figure 1 except that the
message carrier 100 is a ring enabled by ring segments 402, 403, 405, and 401 to effectively
connect the member nodes 107, 108, to the master scheduler 106.

12
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Figure 5 presents a diagram of a network in a switched star topology 530 which is a
preferred network architecture embodiment. Figure 5 also shows the fundamental
components of Figure 1 except that the message carrier 100 is explicitly a switched network
implemented in a star topology which connects the member nodes 107, 108 and the master
scheduler 106, and that this master scheduler 106 is embedded into the network switch 501.
This diagram shows the preferred embodiment as it could be used in a large manufacturing
process (a manufacturing process referencing the effecting of goods manufacture in an
apparatus whose movable components are modified in real-time using control signals from a
computer control system executing logic reading measurements from the apparatus and
outputting the control signals) through a large number of input/output processing devices
and computing platforms in a potentially geographically distributed arrangement. The star
topology network 530 enables the reading of measurements and outputting of control signais
respective to the apparatus for manufacture through I/O (input signal/output signal) interface
510, ¥/O interface 511, I/O interface 522, I/O interface 519, /O interface 512, I/O interface
513, /0 interface 520, and I/O interface 521. 1/O interface 510, /O intetface 511, I/O
interface 512, and I/O interface 513 are all joined via ring breakout 508 and ring breakout
509 to control computer 504 and historian computer 505 through local network 515. Ina
similar manner, I/O interface 522, /O interface 519, I/O interface 520, and I/O interface 521
are all joined via ring breakout 518 and ring breakout 517 to control computer 506 and
historian computer 507 through local network 514. I/O interface 510, I/O interface 511, I/O
interface 512, I/O interface 513, ring breakout 508, ring breakout 509, control computer 504,
historian computer 505, and local network 515 operate with local logical integrity and high
real-time datalogical cohesion. In a similar manner, I/O interface 522, i/O interface 519, I/O
interface 520, /O interface 521, ring breakout 518, ring breakout 517, control computer 5086,
historian computer 507, and local network 514 operate with local logical integrity and high

real-time datalogical cohesion. Cohesion between
(a) VO interface 510, I/O interface 511, /O interface 512, I/O intetface 513, ring
breakout 508, ring breakout 509, control computer 504, historian computer 505, and

local network 515

and

13
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(b) /O interface 522, I/O interface 519, I/O interface 520, /O interface 521, ring
breakout 518, ring breakout 517, control computer 5086, historian computer 507, and
local network 514

via messaging is enabled by network switch 501 which implements (1) communications for
provision of an essentially identical datalogical representation of the moment in real-time
time among the computers; (2) master scheduler 106 processes to define for control
computer 506, historian computer 507, control computer 504, historian computer 505, user
interface 503, network support 502, and network switch 501 each moment in time when
each communication instance between any two of computer 5086, historian computer 507,
control computer 504, historian computer 505, and user interface 503 VIA THE USE OF
network switch 501 will occur; and (3) appropriate sending, receiving, and linkage tasks
respective to components involved in the communication instance at the time defined for the
communication instance. Network support 502 is also coordinated as a node into switched
star topology 530 as a single source of information for defining acceptable communication
partners in switched star topology 530 and also for accumulating and providihg access to
diagnostic information in switched star topology 530. Network switch 501 references
network support 502 for a listing of acceptable communication partners in switched star
topology 530 and confirms communication instance requests against this listing in defining
sending, receiving, and linkage tasks.

in one embodiment, I/O interface 522, I/O interface 519, I/0 interface 520, and I/O interface
521 are facilitated by a process control system such as is described in United States Patent
5,555,424 (24Sederlund, et. al.) issued on Sept. 10, 1996 and entitled "Extended Harvard
architecture computer memory system with programmable variable address increment" to
Sederlund, Edward R.; Lindesmith, Robert J.; Root, Larry A.; Dupree, Wayne P.; and
Thomas, Lowell V. This patent is expressly incorporated herein by reference in the present

application for shoWing a manner of making and using the present invention.

In a more preferred embodiment, I/O interface 522, I/O interface 519, I/O interface 520, and
l/O interface 521, are facilitated via a redundant process contro! computer system in a
general process control system using two process control computers (such as the process
control computer described in 24Sederlund, et.) as is described in United States Patent
5,583,757 (Baca, Jr., et. al.} issued on Dec. 10, 1996 and entitied "Method of input signal

resolution for actively redundant process control computers"” to Baca, Jr., Eloy; Dupree,
14
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Wayne P.; Grinwis, Donald J.; Kanse, Johannes C.; Pelletier, Douglas P.; and Schulze,
Oscar E. This patent is expressly incorporated herein by reference in the present application

for showing a manner of making and using the present invention.

An embodiment of a system for achieving data access for the process control computer
described in 24Sederlund, et al. is described in United States Patent 5,568,615
(15Sederiund, et. al.) issued on Oct. 22, 1996 and entitled "Stealth interface for process
control computers" to Sederlund, Edward R.; Thomas, Nadene T.; Lindesmith, Robert J.;
and Cowles, Russell W. This patent is expressly incorporated herein by reference in the
present application for showing a manner 6f making and using the present invention.

An embodiment of a system providing a remote field unit for use with the process control
computer described in 24Sederlund, et al. is described the United States Patent 5,428,769
(69Glaser, et. al.) issued on Jun. 27, 1995 and entitied "Process control interface system
having triply redundant remote field units" to Glaser, Robert S.; Hoy, Robert S.; Fernandez,
G. Paul; and Grai, Timothy J. This patent is expressly incorporated herein by reference in
the present application for showing a manner of making and using the present invention.

An embodiment of a system providing an interface for reading electrical current in power
distribution systems for use with the field unit described in 69Glaser, et. al. is described in
United States Patent 5,151,866 (66Glaser, et. al.) issued on Sept. 29, 1992 and entitled
"High speed power analyzer " to Glaser, R. Steven and Bade, Jeffrey M. This patent is
expressly incorporated herein by reference in the present application for showing a manner
of making and using the present invention.

An embodiment of a system providing a high speed gateway for use with the redundant
process control computer system described in Baca, et al. and the system for achieving data

access for the process control computer described in 24Sederlund, et al. is described in

(a) United States Patent 5,519,603 (Allbery, Jr., et. al.) issued on May 21, 1996 and
entitled "Intelligent process control communication system and method having
capability to time align corresponding data sets” to Allbery, Jr., James D.; Troisi,
Peter A.; Johnson, Susan J.; Cullen, James H.; Butler, Richard L.; Ferreira, James

P.; Ellison, Joseph ; Patel, Chiman L.; Uban, James E.; and Schuitz, Dale H.;

15
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{b) United States Patent 5,428,745 (45de Bruijn, et. al.) issued on Jun. 27, 1995 and
entitled "Secure communication system for re-establishing time limited
communication between first and second computers before communication time
period expiration using new random number" to de Bruijn, Ronny P.; Verboven, Marc
L. K.; van Weele, Leonardus A.; Vermeire, Roger R.; Schulze, Oscar E.; Schultz,
Daie H.; and Bell, Brian G.; and

(c) United States Patent 5,561,770 (70de Bruijn, et. al.) issued on Oct. 1, 1996 and
entitled "System and method for determining whether to transmit command to control
computer by checking status of enable indicator associated with variabie identified in
the command" to de Bruijn, Ronny P.; van Weele, Leonardus A.; Verboven, Marc L.
K.; Vermeire, Roger R.; Schulze, Oscar E.; Bell, Brian G.; and Schultz, Dale H.

These patents are expressly incorporated herein by reference in the present application for
showing a manner of making and using the present invention.

An embodiment of a system providing human interfacing for use with the redundant process
control computer system and interfaces described in the above patents is described in
United States Patent 5,631,825 (van Weele, et. al.) issued on May 20, 1997 and entitled
"Operator station for manufacturing process control system™ to van Weele, Leonardus A.; de
Bruijn, Ronny P.; Vermeire, Roger R.; Zemering, Christo; and Lenting, Ben. This patent is
expressly incorporated herein by reference in the present application for showing a manner
of making and using the present invention. While this human interface system could be
used as one user interface in each or any one of /O interface 522, I/O interface 519, I/O
interface 520, and I/O interface 521, it should be noted that user interface 503 is preferably
designed for interface via network switch 501 to the entire set of systems in a particular
instance of switched star topology 530.

Embodiments of systems providing real-time interpretation of application program code
executing in the above systems are described (a) in United States Patent 5,491,625
(Pressnall, et. al.) issued on Feb. 13, 1996 and entitled "Information display system for
actively redundant computerized process control” to Pressnall, Dana W.; Polishak, Jeffery
T.; Felix, Bradley K.; Durisin, Michael J.; and Ellison, Joseph. and (b} in United States Patent

5,408,603 (Van de Lavoir, et. al.) issued on Apr. 18, 1995 and entitied "Global process
16
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control information system and method" to Van de Lavoir, Ronny; Follon, Marinus (Neerpelt,
BE); and Ravenscroft, lan. These patents are expressly incorporated herein by reference in

the present application for showing a manner of making and using the present invention.

A large graphical overview system providing interface to humans is deployed in the preferred
embodiment along with the Operator Station. This graphical overview system is described in
United States Patent 5,726,668 (Clement) issued on Mar. 10, 1998 and entitled
"Programmable graphics panel" to John L. Clement. This patent is expressly incorporated
herein by reference in the present application for showing a manner of making and using the
present invention.

In a conceptualized most preferred embodiment, IO interface 510, 1/O interface 511, {/O
interface 522, 1/O interface 519, I/O interface 512, I/O interface 513, I/O interface 520, /O
interface 521, ring breakout 508, ring breakout 509, control computer 504, historian
computer 505, ring breakout 518, ring breakout 517, control computer 506, historian
computer 507, /O interface 522, I/O interface 519, I/O interface 520, I/O interface 521, ring
breakout 518, ring breakout 517, control computer 506, network support 502, network switch
501, and historian computer 507 are implemented using a dedicated context cycling
computer as is described in US patent application number 08/797,967 which was filed on
February 12, 1997 by Wayne Dupree, Jeffery Lucas, Larry Root, Gerrit Verniers, and
Stephen Churchill entitied "A Dedicated Context-Cycling Computer" with the system of
69Gilaser, et. al. facilitating interface to field instrumentation. This application for patent is
expressly incorporated herein by reference in the present application for showing the

preferred contemplated manner of making and using the present invention.

. The context cycling processor provides for a substantial number and variety of input and

output circuits, with each of the specialized circuits having at least one dedicated register for
retaining the process and configuration state of pertinent resources, attributes, or aspects
associated with either the circuit or function while another context is active; with the
combination of specialized circuit and dedicated register(s) establishing the electrical
circuitry base for a context. Contexts also include affiliated logic specific for the circuitry. A

plurality of contexts share common assets within the CPU.

As needed, a co-processor for use with the context cycling computer is described in United

States Patent 5,655,133 (Dupree, et. al.) issued on Aug. 5, 1997 and entitled "Massively
17
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multiplexed superscalar Harvard architecture computer" to Dupree, Wayne P.; Churchill,
Stephen G.; Gallant, Jeffrey R.; Root, Larry A.; Bressette, William J.; Orr, lil, Robert A.;
Ramaswamy, Srikala; Lucas, Jeffrey A.; and Bleck, James. This patent is expressly
incorporated herein by reference in the present application for showing the preferred
contemplated manner of making and using the present invention. Network switch 501 also
preferably uses a cross-bar (Xbar) switch 516 capable of implementing at least 99 paraliel

and simultaneous communication linkages.

The master scheduler 106 is implemented in network switch 501 to provide a common clock
signal (as an access to either clock 109 or a manifestation of clock 110) and is further
responsible for the distribution of the cémmon clock signal; the collection of the requests
from each of the member nodes 108, 107 (in this instance of network 530, control computer
506, historian computer 507, control computer 504, historian computer 505, user interface
503, network support 502, and network switch 501 are all instances of member nodes 107
and 108 in the data flow context of Figure 1); the scheduling of the communication tasks for
each of the member nodes 108, 107; the transmission of the schedule to each of the
member nodes 108, 107; and the implementing of the connections between the member
nodes 108, 107.

The purpose of distributing a common clock signal is so that each member node 108, 107 on
the network 530 has the same understanding of time. This aspect of having the same
understanding of time is crucial in this invention since the scheduling of tasks is done based
on time. Thus, the common clock signal is used to effectively synchronize and time-align all
member nodes 108, 107 to a common time. On a pre-defined periodic basis, the master
scheduler 106 in network switch 501 sends a message that is propagated to each of the

member nodes 108, 107 to define the beginning of a time period.

The collection of the requests from each member node 108, 107 (any one of control
computer 506, historian computer 507, control computer 504, historian computer 505, user
interface 503, network support 502, and network switch 501) occurs once each scheduling
period. The master scheduler 106 in network switch 501 sets aside the time to receive
requests from each member node 108, 107 (any one of control computer 506, historian
computer 507, control computer 504, historian computer 505, user interface 503, network
support 502, and network switch 501) each scheduling period. Requests originate from the

member nodes 108, 107 which wili need the communications requested. The master
18

Page 5283 of 5453



10

15

20

25

30

35

WO 99/61985 PCT/US99/06634

scheduler 106 in network switch 501 receives each of these requests and considers them in
its scheduling logic. Each request contains information on the source, destination, and
tength of the communication. In addition, each request may contain a priority indicator as
well as information needed to deliver its message to a particular application which is
executing on the destination node. After the task of collecting the connection requests from
all of the member nodes 108, 107 is completed, the result is collected into a composite
request list 111. Note that it is also possible for entries in the composite request list 111 to
originate inside of the master scheduler 106 in network switch 501 itself; it is also possible
for particular connection requests to have a repetitive nature such that multiple connections

in a set of future time periods are invoked from a single connection reguest.

The master scheduler 106 in network switch 501 then schedules the communications which
are to occur in the future. The method which is used in order to perform the scheduling of
the communications is not critical in the functioning of the time deterministic network,
although the Apparent Critical Resource approach discussed in this specification is the
preferred apprdach. Logic implements to assign times to the requested communications.
The determination of when to stop the scheduling process during the scheduling period can
occur in one of three ways: first, all of the communication requests which can be scheduled
are scheduled and therefore, there is no more scheduling work remaining; second, there is
no more time remaining in which to perform the scheduling (the processor must stop the
scheduling process in order to continue on with its next task); and third, there have been
more connections requested than could be scheduled in the available scheduling window of
time increment (an exhaustion of bandwidth), in which case the excess requests are retained

as a queue for the next scheduling attempt.

The resulting schedule is stored in a master event table 112. This master event table 112
contains the start time 621 of the scheduled communication in addition to some of the same
information similar to that in the composite request list 111. Note that it is also possible that
certain tasks are pre-loaded into the master event table 112 in order to bypass the

scheduling process, such as is required to enforce certain timing requirements of a task.

The master scheduler 106 in network switch 501 then communicates the local event table
114, 116 (that portion of the schedule which pertains to a particular member node 107, 108)
to each appropriate member node 107, 108. For each event appearing in the master event

table 112 which includes an appropriate member node 108, 107 as either the source or the
19
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destination, an entry exists in the local event table 114, 116. Each member node 108, 107
(any one of control computer 5086, historian computer 507, control computer 504, historian
computer 505, user interface 503, network support 502, and network switch 501) which is

involved in any communication receives its own local event table 114, 116.

The master scheduler 106 in network switch 501 then implements the connections according
to the times which are assigned and appear in the master event table 112. The processing
of these connections when using the preferred embodiment of the non-blocking switch leads
to the situation whereby there may be mulitiple connections which are implemented

concurrently.

The Composite Request List 111 residing in the master scheduler 106 in network switch 501
may contain both continuously repetitive connections to be implemented without
contingencies, or dynamically requested connections (implemented when requested, usually
initiated by one of the nodes on the network). This Connection Request List contains, at a
minimum, a Source specifier, a Destination specifier, and a Duration specifier (see Figure 6
showing record details 600). Additional parameters pertinent to scheduling optionally include
such specifiers as Priority 617.

Figure 6 shows the composition of the primary tables and messages 600 used in the
scheduling and task coordination process. The connection request list 115 has Source 614,
Destination 615, Length 616, and possibly Priority 617 fields 610 in both the member nodes
108, 107 and when combined into the composite request list 111 in the master scheduler
106 in network switch 501. The scheduler logic 611 in master scheduler 106 uses the data
in these fields 610 to construct a schedule in the form of a master event table 112 with fields
612 for the Source 618, Destination 619, Length 620 and Start Time 621 for each of the
connections. Note that the scheduler logic 611 takes the Source 614, Destination 615, and
Length 616 from the connection request list 111, while the Start Time 621 is a product of the
scheduling process itself.

The local event tables 114, 116 are simply subsets of the master event table 112, broken
into those portions applicable to the respective member node 108, 107 (any one of control
computer 506, historian computer 507, control computer 504, historian computer 505, user
interface 503, network support 502, and network switch 501) - no manipulation of the fields

613 is required. Virtual paths 601, 602, 603, 606, 607, and 608 show the flow of the
20
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information from the connection request list fields 610 to the local event table fields 613.
Virtual path 604 shows the input of priority 617 to the scheduler; and virtual path 609 shows

the start time 621, 625 as communicated from scheduier logic 611.

This data is then used by the scheduler logic 611 to derive a schedule for servicing the
requested connections. The outcome of the scheduling process of the scheduler logic 611 is
recorded in the Master Event Table 112, which is in turn parsed up into respective Local
Event Tables 116 for distribution to the network nodes (see Figure 1). The Event Tables
contain Source 622, Destination 623, Duration 624, and Start Time 625 fields 613.

Within the network nodes, the Local Event Tables 114, 116 are merged together with the
Local Task Lists and logic executes to ensure that all the necessary work can be completed
and that all timing corresponds to (or doesn’t conflict with) that specified by the scheduler
logic 611.

Figure 7 summarizes the general scheduling process 710. Connection requests are
collected during a defined request acceptance period. After a defined period of time, the
coliection of connection requests must be processed. Additional connection requests are not
prohibited, but a cutoff point must be established. Figure 7 shows the basic steps involved
in the master scheduler 106 in network switch 501 node which are required in scheduling the
connection requests. The first three steps 701-703 provide for aligned time definition in all
nodes . In step 704, connection requests are received from all member nodes 107, 108 (the
nodes sending their requests as a communication at predefined moments in their local task
schedules from prior scheduling operations). In step 705, the connection requesting process
ends so that a schedule can be defined for the future as the scheduling process applies to
those requests which were collected from the member nodes 108, 107 during a particular
window of time increment which is about to conclude. Schedule connections requests step
706 can begin once the requests have been collected (more detail in Figure 8). Once the
schedule is complete, the applicable portions of the schedule are extracted from the master
event table 112 in the creation of the local event tabies 114, 116, in step 707 which are then

conveyed to the nodes 107, 108 in step 708 for later implementation in step 709.

For distributed computing environments in general, connections between nodes 107, 108
may be required at any time, meaning that connection requests may originate any time, and

some service time must be tolerable in handling the connections. There are four processes,
21
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then, that repetitively execute at a rate coriformant to the desired response in the network
530: collecting connection requests, scheduling connection requests, distributing the
resulting schedule to the network nodes, and communicating through the network 530 via

the established requested connections (see Table 1).

Table 1 - Four Scheduling Steps

Request Connections

Schedule Connections
Convey Schedule

Communicate

Table 2 shows the timing relationship between these four processes which, as stated, are
always in progress.

Table 2 - The Scheduling Pipeline

Request Connections

Request Connections Schedule Connections

Request Connections Schedule Connections Convey Schedule A

Request Connections Schedule Connections Convey Schedule B Communicate A
Request Connections Schedule Connections Convey Schedule C Communicate B
Request Connections Schedule Connections Convey Schedule D Communicate C
Request Connections Schedule Connections Convey Schedule E Communicate D
Request Connections Schedule Connections Convey Schedule F Communicate E

Note in the rightmost column of Table 2 that communications are always taking place after
an initial few iterations establish a basis for communications. For any particular
communications in a window of time increment, the schedule for the communications being
implemented was conveyed in a previous window of time increment, the requests were
scheduled in a window of time increment prior to the conveyance of the schedule, and the
requests were requested even prior to scheduling. Timing variations can exist in this

pipeline, but this resembles the pipeline used in the preferred embodiment.

The logic used in the currently preferred embodiment has been designed with two objectives
in mind: an efficient schedule must be the outcome, and the number of cycles required to
generate that schedule must be bounded at a reasonable level. Efficient scheduling invoives
a simple process based on the premise that the efficiency of the resultant schedule is
primarily a function of the efficiency to which the busiest resources have been utilized in the

schedule. This amounts to making sure that, at all times in the scheduling process,
22
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scheduling precedence is given to the resources with the highest remaining demands. In
order to derive a schedule in an acceptable amount of time, the logic was designed to
schedule each request once and only once (trial and error logics deemed unacceptabie), and

with a moderate handling requirement for each connection request.
The basic process in scheduling 806, as shown in Figure 8, is to

1) define a criteria for measuring resource demand;

2) sort the resources according to criticality;

3) service those connections whicH can be serviced in this step and in the order of
resource criticality;

4) step forward to the completion of the previously serviced requests thereby freeing
up the applicable resources;

5) repeat steps 2-4 until all requests have been serviced or until there’s no
opportunity to service more requests.

Any requests which weren’t able to be serviced in this scheduling pass can then be

resubmitted during the next scheduling pass.

The flowchart of Figure 8 outlines the process used in the Apparent Critical Resource
scheduling logic. The first step is to define the criteria by which resource usage is to be
measured 800. For the preferred embodiment, transmit and receive channels are the
resources which are scheduled, and the usage duration for each of these resources is the

criteria chosen.

Once the resources are evaluated for usage, they are sorted by usage 801. This aliows the
resources which are used most heavily to be scheduied in step 802 first. When all resources
which can be scheduled have been scheduled (the existing requested connections may not
require or permit the simultaneous use of all resources), the scheduling window of time
increment is advanced in step 803 until applicable resources become available. If there are
more connection requests to be serviced and more time in the schedule to service these
requests, this process is repeated after step 804 resolves the question respective to the
need for another iteration through steps 801 to 803). The sub process 806 of the scheduler
logic proceeds to step 805 to exit upon resolution by step 804 that the scheduling instance

has been completed.
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Figure 9 presents a more detailed overview of the Apparent Critical Resource (ACR)
preferred embodiment sub-process 950 of the scheduling logic. This diagram encompasses

the steps mentioned in Figure 8 and some additional actions required for conditional

operation and exception handling as the preferred implementation of the process shown in

Figure 8. Step 901 represents the initiation point for the preferred ACR process. In step
902, the ACR table is constructed, and a determination is made in step 903 respecting the
presence of unscheduled requests based on the values of the SAV in the ACR table (a rapid
exit to step 918 is executed if the values indicates that no requests are in the ACR table). If
requests exist, the ACR sub-process 950 proceeds to calculate window size in step 904,
look for a specific request in step 905, and check on the existence of the specific request
and parties for the communication in step 906. If the request and parties exist, the process
proceeds to add the event to the event table in step 912 and modify the ACR path in step
913 before proceeding to the next request in step 914. If the high value is not zero in step
915, the process proceeds again to step 904. If the high value is zero in step 915, the
definition of (future) time in the ACR is advanced in step 916, the bandwidth is checked in
step 917 for sufficiency in time to enable further scheduling in this scheduling operation, and
the process returns to step 914 for the next request. If in step 906, a receiver for the
communication did not exist, an alternative receiver is defined in step 907 and evaluated in
step 908. If step 908 does not define an alternative receiver, an alternative transmitter is
selected in step 919 and evaluated in step 920; if acceptable (step 920), step 921 selects the
receiver with the highest ACR value and returns the process to step 908; and, if not
acceptable (step 920), the process advances to step 916. When an alternative is defined in
step 908, the process proceeds to schedule via steps 909, 910 and 911 to step 912. The
virtual datalogical process being executed by these steps can be best described by
considering an example respective to the list of communication requests for a hypothetical

network consisting of five nodes shown in Table 3:
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Table 3: Initial Request List

Source Destination Length Priority
1 2 15 1
1 4 23 1
1 5 2 1
2 1 24 1
3 1 16 1
3 1 12 1
3 2 20 1
3 3 8 1
3 4 19 1
3 4 16 1
3 5 4 1
3 5 9 1
4 1 13 1
4 5 9 1
5 1 21 1
5 1 1
5 2 1
5 3 1 1
5 4 18 1

Total 248

5  Assume that the length is measured in some arbitrary units of time, perhaps in milliseconds,
and that there are n different priority levels, 1 through n, where 1 is the most urgentand n is
the least.

First, note that with a broadcast type network (where all transactions are required to share
10 the bandwidth, such as a Carrier Sense Multiple Access with Collision Detection or
CSMA/CD network), service time required to complete the above requests would require a
theoretical minimum of 246 units of time.
25
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The incorporation of a non-blocking switch permits the simultaneous operation of the 5
transmit resources and the 5 receive resources. In analyzing the benefit of implementing a
non-blocking network, the scheduler logic of the example first assesses the demands on

each of the resources by constructing a table such as Table 4:

Table 4: Initial Summed Access Values

X/R 1 2 3 4 5 SAV
1 - 15 - 23 2 40

2 24 - - - - 24

3 28 20 8 35 13 104

4 13 - - - 9 22

5 29 8 1 18 - 56
SAV 94 43 9 76 24 248

The summed access values, or SAVs, are simply the row or column totals for the transmitter
{X-in the rows of the table) and receiver (R-in the columns of the table) interaction times and
reflect the total demands on the particular resource, as measured in the arbitrary units of
length. Note now that the theoretical minimum time required to service the requests has
dropped from 246 units of time to 104 by selecting a non-blocking switch solution. The
minimum service time for these requests is probably constrained by transmitter 3 since
transmitter 3 has the highest SAV and the other transmitters can typically be serviced while
transmitter 3 is being serviced. While the theoretical lower limit may be 104 units of time, the
actual minimum service time may be greater and may even be dependent upon the order in
which the connections are serviced. The next objective, however, is determining the
optimum scheduling method in order to maximize the capabilities of the existing network

{minimizing the required service time).

Assume for this particular example that the resultant schedule, regardiess of the number or
composition of the requests, applies to a future window of time increment of time with a

duration of 150 units of time. The example begin by looking at the connections to be made at
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Time = 0 for that 150 unit schedule. The primary objective, judging by the SAVs, is to
schedule some request involving Transmitter 3 and Receiver 1. Referring back to the initial
Request List, the scheduler logic of the example finds a request involving Transmitter 3 and
Receiver 1 which has a length of 16 units of time. Since the scheduler logic of the example
5 is currently scheduling connections at Time = 0 and the scheduler logic of the example has
150 units of time, the scheduler logic of the example concludes that the 16 word request fits

into the scheduling window of time increment , and records the transaction into the Event

Table of Table 5.

10

Table 5: Intermediate Event Table

Source

Destination

Length

Priority

Start Time

1

16

1

0
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Pictorially, Table 5 may be shown as schedule chart 1001 in Figure 10. Transmitter

scheduled element 1002 and receiver scheduled element 1003 denote the scheduled tasks.

5  The Request List must then somehow reflect the fact that this last request has been

serviced. This modified Request List may now resemble that shown in Table 6.

Table 6: Intermediate Request List

Source

Destination

Length

Priority

Start Time

1

2

15

1

23

2

-] -

4
5
1

24

—_

16

12

20

8

19

16
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18

Total

246

10

Since Transmitter 3 and Receiver 1 are now busy for Time = 0, their status must indicate

this, so the updated SAV Table, following some reformatting, may now resemble Table 7:
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Table 7: intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 40 78
2 24 43
3 88 9
4 .22 | 76
5 56 24

Note that the SAVs for Transmitter 3 and Receiver 1 have been adjusted to reflect the
serviced request. This is because the scheduler logic continues to give scheduling
precedence to the resources with the highest impact on the schedule. This happens at the
expense of the other resource needs, and at some point the inefficiencies injected into the
resources with low SAVs may cause those resources to have a higher impact on the
remaining portion of the schedule than those resources which had the highest impact at the
start. For this reason, the protocol is referred to as Apparent Critical Resource scheduling
(scheduling precedence is always given to resources which appear to be on the critical path

at the time of consideration), or ACR scheduling.

Itis now evident that the scheduler iogic of the example should try to schedule a request
from Transmitter 5 to Receiver 4, the next two concurrent resources in regards to scheduling
impact which remain available for scheduling. There is such a request, so the scheduler

logic of the example executes so that the tables now resemble Tables 8, 9, and 10.
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Table 8: Intermediate Request List

Source | Destination Length Priority | Start Time
1 2 15 1 -
1 4 23 -1 -
1 5 2 1 -
2 1 24 1 -
3 1 16 1 0
3 1 12 1 -
3 2 20 1 -
3 3 8 1 -
3 4 19 1 -
3 4 16 1 -
3 5 4 1 -
3 5 9 1 -
4 1 13 1 -
4 5 9 1 -
5 1 21 1 . -
5 1 1 -
5 2 1 -
5 3 1 1 -
5 4 18 1 0]
Total 246
5
10
30
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Table 9: Intermediate Event Table

Source | Destination Length Priority | Start Time
3 1 16 1 0
5 4 18 1 0
5
10
31
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Table 10: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 40 78
2 24 43
3 88 9
4 - 22 58
5 . 38 24

PCT/US99/06634

Note that the Event Table is effectively a (chronologically) sorted list of the scheduled

requests from the Request List. For this reason, intermediate stages are not shown for each

scheduling step.

Repeating the process as before, the scheduler logic of the example schedules a 1-to-2

communication instance request (that is a connection from Transmitter 1 to Receiver 2), and

the tables are modified to Tables 11 and 12 as follows:
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Table 11: Intermediate Request List

Source

Destination

Length

Priority

Start Time

2

15

1

0

—_

23

1

2

1

4
5
]

24
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246
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Table 12: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 25 78
2 24 28
3 88 9
4 22 58
5 - 38 24

The scheduler logic of the example next looks for a 2-to-5 communication instance request,
but such a request was not made. Several alternatives exist in determining the next
combination to be attempted, and the optimum solution is chosen based on the desired
tradeoffs between bandwidth efficiency and processing costs. (With minimal bandwidth
impact, a simple rule set can be chosen, and for the preferred embodiment, an alternative
receiver is selected for the existing transmitter until all receiver choices have been
exhausted, after which that particular transmitter is ignored and the next transmitter is

selected, and the highest impact receiver is re-considered - see Figure 9.)

Using this logic, a 2 to 3 communication instance request is searched for but not found, then
a 4 to 5 communication instance request is searched for, found, and selected. The SAV
Table is updated, and it is determined that no other connections can be made at Time = 0.

The Event Tabie now is shown in Table 13:
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Table 13: Intermediate Event Table

Source | Destination Length Priority | Start Time
3 1 16 1 0
5 4 18 1 0
1 2 15 1 0
4 5 9 1 0

Again, these four connections can be represented pictorially in schedule chart 1101 in Figure
5 11. Transmitter scheduled element 1002 and receiver scheduled element 1003 from Figure

10 have been denoted as scheduled elements 1102 and 1103, respectively, and have been

joined by scheduled elements 1104 and 1105 (the 5-to-4 communication), 1106 and 1107

(the 1-to-2 communication), and 1108 and 1109 (the 4-to-5 communication).

10 The logic involved in Advancing Time amounts to advancing to the next chronological finish.

In this case, the 4 to 5 communication instance connection is the next chronological finish,

35

Page 5300 of 5453



WO 99/61985 PCT/US99/06634

so the example advances time to Time = 9, at which time Transmitter 4 and Receiver 5 are

again enabled. The Request List and SAV Table are now as shown in Tables 14 and 15.

Table 14: Intermediate Request List

Source | Destination Length Priority | Start Time
15 0
23
2
24
16
12
20
8
19
16
4
9
13
9
21

orp Gf o ol O b b W] W] W] W) W] W] W W N = = -

Bl W N =] =] O =} O O ] &} W] N =] =] =] O] & N

Al Al ] ) ] =] ) ] ] A | = ] ] A =] A =
3

18

Total 246

10
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Table 15: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 25 78
2 24 28
3 88 9
4 13 58
5 - 38 15

5  After searches for a 2-to-5 communication instance request, a 2-to-3 communication
instance request, a 4-to-5 communication instance request and a 4-to-3 communication
instance request, the scheduler logic of the example concludes that the example must again
advance time - nothing could actually be scheduled at Time = 9. Now, the next finish is at
Time = 15, at which time the 1-to-2 communication instance connection finishes and the

10  SAV Table is now Table 16.

Table 16: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 25 78
2 24 28
3 88 9
4 13 58
5 38 15

15  The scheduler logic of the example now looks for a 1-to-2 communication instance request,
but the only 1-to-2 communication instance has already been scheduled, so the example
look for a 1-to-5 communication instance request, which the example finds and schedulés.
The new SAV Table is then Table 17.
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Table 17: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 23 78
2 24 28
3 88 9
4 13 58
5 - 38 13

The scheduler logic of the example then looks for a 2-to-2 communication instance request,
5 a2-to-3 communication instance request, a 4-to-2 communication instance request and a 4-

to-3 communication instance request before determining that it's time again to advance time.

The example advances time from 15 to 16, at which time the SAV Table looks like Tabie 18.

Tabie 18: Intermediate Summed Access Value Table

10
Channel Transmitter SAV Receiver SAV
1 23 78
2 24 28
3 88 9
4 13 58
5 38 13

The scheduler logic of the example then schedules a 3-to-1 communication instance
request, which turns out to be the only request which can be scheduled at Time = 16. The

tables, after the scheduler logic of the example advances time to Time = 17, look like Tables

15 19, 20, and 21.
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Table 19; Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV

1 23 66

2 24 28

3 76 9

4 13 58

5 - 38 13
5
10
15
20
25
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Table 20: Intermediate Request List

Source | Destination Length Priority | Start Time
1 2 15 1 0
1 4 23 1 -
1 5 2 1 15
2 1 24 1 -
3 1 16 1 0
3 1 12 1 16
3 2 20 1 -
3 3 8 \ 1 -
3 4 19 1 -
3 4 16 1 -
3 5 1 -
3 5 1 -
4 1 13 1 -
4 5 9 1 0
5 1 21 1 -
5 1 1 -
5 2 1 -
5 3 1 -
5 4 18 1 0

Total 246

Nothing can be scheduled at Time = 17, so the example advance to Time = 18 where the 5-

5  to-4 communication instance request finishes up.

10
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Table 21: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 23 66
2 24 28
3 76 9
4 - 13 58
5 38 13

5 After unsuccessfully searching for a 5-to-4 communication instance request, a 5-to-2

communication instance request is found, a 1-to-4 communication instance request is found,
and the tables now look like Tables 22 and 23:

Table 22: Intermediate Summed Access Value Table

10
Channel Transmitter SAV Receiver SAV
1 - 66
2 24 20
3 76 9
4 13 35
5 30 13
15
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Table 23: Intermediate Request List

Source | Destination Length Priority { Start Time
1 2 15 1 0
1 4 23 1 18
1 5 2 1 15
2 1 24 1 -
3 1 16 1 0
3 1 12 1 16
3 2 20 1 -
3 3 8 1 -
3 4 19 1 -
3 4 16 1 -
3 5 4 1 -
3 5 9 1 -
4 1 13 1 -
4 5 9 1 0
5 1 21 1 -
5 1 8 1 -
5 2 8 1 18
5 3 1 1 -
5 4 18 1 0

Total 246

The scheduler logic of the example now advances time to Time = 26 for which the scheduler

5 logic of the example defines Table 24:
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Table 24: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 - 66
2 24 20
3 76 9
4 13 35
5 30 13

The scheduler logic of the example now schedules a 5-to-3 communication instance, which
5 s all that can be scheduled at this time. Time is then advanced to 27, then to 28, and the
SAV Table looks like Table 25.

Table 25: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 - 66
2 24 20
3 76 8
4 13 35
5 29 13
10
Since there are no 3-to-1 communication instance requests, the scheduler logic of the
example schedules a 3-to-2 communication instance request and a 5-to-1 communication
instance request, and advances time to 31 and then to 48, at which time the SAV Table
becomes Table 26.
15
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Table 26: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 - 45
2 24 -
3 37 8
4 13 16
5 8 13

PCT/US99/06634

The scheduler logic of the example then schedules the 3-to-4 communication instance
5  request and advances time to 49, giving Table 27 as a result.

Table 27: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 - 45
2 24 -
3 37 8
4 13 16
5 8 13

10 The scheduler logic of the example then books a 2-to-1 communication instance request and
advances time to 67, giving Table 28.

15
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Table 28: Intermediate Summed Access Value Table
Channel Transmitter SAV Receiver SAV
1 - 21
2 - -
3 29 8
4 13 16
5 8 13

The scheduler logic of the example now books the 3-to-3 communication instance request
5 and advances time to 73 as shown in Table 29.

Table 29: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 - 21
2 - -
3 29 -
4 13 16
5 8 13

PCT/US99/06634

10 The scheduler logic of the example then books the 4-to-1 communication instance request,
and advances time to 75, resulting in Table 30.

15
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Table 30: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV

-
[l
[o0]

- 16

o WM
N
©
)

This allows the remaining 3-to-4 communication instance request to be scheduled by the
5  scheduler logic of the example, after which the scheduler jogic of the example advances to
Time = 86, resuliing in Table 31 data.

Table 31: Intermediate Summed Access Value Table

Channel Transmitter SAV Receiver SAV
1 - 8
2 - -
3 13 -
4 - -
5 8 13
10
The scheduier logic of the example now schedules the remaining 5-to-1 communication
instance request, advances time to 91, schedules the first 3-t0-5 communication instance
request, advances time to 94, then to 95, and schedules the final request, another 3-to-5
communication instance request. The resultant Event Table then looks like Table 32.
15
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Table 32: Final Evént Table

Source | Destination Length Priority | Start Time
3 1 16 1 0
5 4 18 1 0
1 2 15 1 0
4 5 9 1 0
1 5 2 1 15
3 1 12 1 : 16
5 2 8 1 18
1 4 23 1 18
5 3 1 1 26
3 2 20 1 28
5 1 21 1 28
3 4 19 1 48
2 1 24 1 49
3 3 8 1 67
4 1 13 1 73
3 4 16 1 75
5 1 1 86
3 5 1 91
3 5 1 95

Note that the entire list of request compietes in 104 units of time - the theoretical minimum

5 amount of time required to service these particular requests.

Pictorially, the final schedule is shown in as schedule chart 1201 in Figure 12. Transmitter
scheduled element 1002 and receiver scheduled element 1003 from Figure 10 have been
denoted as scheduled eiements 1202 and 1203; scheduled elements 1104 and 1105, 1106
10 and 1107, and 1108 and 1109 from Figure 11 are denoted as scheduled elements 1204,
1205, 1206, 1207,1208, and 1209; and new elements 1216-1217 for the 1-to-4
communication instance, 1214-1215 for the 5-t0-2 communication instance, 1212-1213 for
the 3-to-1 communication instance, 1220-1221 for the 3-to-2 communication instance, 1222-
1223 for the 5-to-1 communication instance, 1226-1227 for the 2-to-1 communication
47
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instance, 1224-1225 for the 3-to-4 communication instance, 1228-1229 for the 3-to-3
communication instance, 1230-1231 for the 4-to-1 communication instance, 1232-1233 for
the 3-to-4 communication instance, 1234-1235 for the 5-to-1 communication instance, and
1238-1239 for the 3-to-5 communication instance are shown. Three of the interactions are
shown without drawing element identifiers (the 1-to-5 communication having a duration of 2,
the 5-to-3 communication having a duration of 1, and the 3-to-5 communication having a
duration of 4. ‘

Note that transmitter 3, the critical resource, is booked solid until Time = 104, a criteria which
must be met in order to reach the theoretidal minimum scheduling time. Note aiso that
receiver 1, the second most critical resource, was booked solid until Time = 94. While this
logic doesn’t always produce the theoretically optimum schedule, it is designed to be efficient
with the resources having the highest demands.

If the scheduling process had applied to a 100 unit window of time increment of time rather
than a 150 unit window of time increment , the very last request would have been precluded
from being scheduled in this window of time increment , but would have been queued until

the scheduling process was resumed for the next time window of time increment .

The above example showed a list of requests where all of the requests had priority levels of
1. In one embodiment, four different priority levels are supported. All of the highest level
requests are scheduled according to the logic before any of the other priority requests are
even considered for scheduling.

Once all of the guaranteed requests have been scheduled, connection requests from the
other three priorities are scheduled around the guaranteed requests already in the scheduie.
When there are already connections in the schedule, the process of calculating the window
of time increment size is a little more complex, but the logic is essentially the same. Though
the ACR value (or SAV) is still the predominant factor in deciding what gets scheduled when,
connection requests between the same two concurrent resources are selected based on
priority. This means, for example, that the ACR logic may elect to schedule a low priority 4-
to-5 communication instance request before it schedules a medium priority 4-to-2
communication instance request, but never before it schedules a medium priority 4-to-5

communication instance request.
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Since there are requirements for certain connections to happen at a particular time rather
than simply in some window of time increment of time, accommodations can be made for
having these requests bypass scheduling. These fixed time connections are entered into the
Event Table before scheduling begins and the scheduled connections must be worked in
around the fixed connections. These fixed time connections obviously have the highest

priority of any of the requests.

In the above example, advancing time was simply a matter of finding the next chronological
finish of an already scheduled connection. However, the process of advancing time
consumes cycles which might be better spent performing other functions. The network
scheduler in the preferred embodiment uses a minimum time increment of 256 units (with a
scheduling window of time increment of over 25,000 units rather than the 150 unit window of
time increment described above) to reduce the processing requirements. While this does
have an obvious negative impact on scheduling efficiencies, there is also a less obvious
positive impact. On the average, more resources are candidates for scheduling at each time
increment as a result of having processed more finishes between increments. With more
resources contending simultaneously, those resources with higher critical impact values are
less likely to be preempted by some other resource which had simply finished earlier. The
end result of this compromise is that compute cycles are saved, but bandwidth efficiencies

aren’t substantially impacted.

In the above exampie, all requests were scheduled in their entirety - there was no need to
break up the requests. Had any one of the requests been of a length longer than the defined
window of time increment (150 units of time in the above example), however, it would have
been segmented into at least two portions to enable scheduling. If a long message cannot
be avoided by design, by breaking up the message and using a low priority attribute in this
situation, long lower priority messages are less likely to preclude higher priority messages
contending for the same resources.

In the preferred embodiment, requests greater than 1023 units are broken into 1000 unit

“full” blocks and an optional “partial” block up to 1023 units in length.

In the preferred embodiment, the Itineraries (the particular messages used to convey the

schedule) are themselves scheduled messages due to their varying, and potentially large,
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size. The Agendas (the messages used t6 coliect the connection requests), however, are
small and handled as fixed time connections (they are not literally scheduled). The
scheduling pipeline used in the preferred embodiment involves collecting the agendas and
scheduling the ltineraries in the first window of time increment, where the second, third, and
fourth window of time increments are used as described (for scheduling the messages,

conveying the schedule, and implementing the connections, respectively).

Turning now to Figure 13, a more detailed representation of components respective to a
member node 107, 108 is depicted. While Figure 13 reprises a number of elements of
Figures 1 and 5, details of logic types are shown enabling concurrent transmission and
receipt of messages respective to the other nodes. In this regard, Transmit Logic 1301 and
Receive Logic 1302 are shown for the Master Scheduler 108, with companion Transmit
Logic 1319 and Receive Logic 1320 on member node 107 and further companion Transmit
Logic 1321 and Receive Logic 1322 on member node 108. Pathways 1311, 1305, and 1306
show vectored message paths outbound from message carrier 100 (with crossbar switch
516). Such messaging approaches are achievable with a context cycling computer such as
has previously been discussed, enabling a particular node 107, 108, 106 to be engaged in
highly interleaved transmission and receipt of messages. Further detail showing the local
scheduler 1307, oscillator 1308, CPU 1309, and VCXO (Voltage Controlled Crystal
Oscillator) 1309 is shown for node 107 along with the previously discussed local task list

1303 and local task schedule 1304 which have also been discussed in general.

Turning now to Figure 14, focus is directed to three technologies which, when combined,
illustrate a unique and valuable abstracted characterization of considerations in networking
distributed, real-time computers to further put the nature of the present invention into full
perspective. In this regard key technologies relate to Tight Synchronization between
computers; Time Deterministic operation, including network communications; and
Centralized Scheduling of distributed tasks, particularly those involving network
communications. This diagram shows the interrelationships 1400 between the various
technologies implemented in the preferred embodiment, with emphasis on those
technologies considered critical to the implementation. The fundamental technologies which,
when combined, provide an architecture amenable to real time computing in a distributed
computing environment are (1) Time Deterministic Event Control 1422; (2) Tight
Synchronization 1423 between systems; and (3) Centralized Scheduling 1421 of the tasks

critical to the operation of the real time systems in the distributed environment.
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The relationships between the technologies are shown using arrows, where the arrowheads
point from the enabling technology to the enabled technology, and where the term “enabling”
is loosely used here to describe an improvement in the utility of that technology, or in the

5  simplicity of applying the technology. Note that many of the technologies are mutually
beneficial, as depicted with a double headed arrow.

The following table explains the relationships between the implementation characteristics as
virtual linkages of Figure 14 between the features and goals of tight synchronization 1423,
10  prioritization 1424, time deterministic event control 1422, security 1426, limit checking 1425,
centralized scheduling 1421, physical circuit switching 1434, non-blocking tree topology
1429, reliability 1428, active redundancy 1427, and low cost 1435 are interrelated in an

abstracted characterization.

i5 Table 33 Interactions of key technical features

Connection | Quality

In drawing

1401 Centralized scheduling assures that all network interactions occur at
prescribed times. The first requirement for Time Determinism, by this
description, is having the nodes on the network in tight synchronization.
None of the network nodes can know the needs of the entire network, so
in the absence of the central scheduler, the alternatives are to either
remove all dynamics or to implement a solution tolerant of the variability.
By incorporating centralized connection scheduling, prioritization, and
limit checking, the (high priority) time critical interconnections can be time
deterministic while the (low priority) high volume interconnections can

exist through variability tolerant designs.

1402 In a distributed computing environment, deterministic networking can be
achieved either with tightly synchronized systems, or by providing
enough excess bandwidth to realize timely delivery in a worst case timing
and bandwidth demand situation. Because such an analysis of worst
case situation is difficult and because providing the excess bandwidth

can be costly, synchronization is an enabling technology for Time
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Determinism. Additionally, the difficulty in achieving a desired level of
synchronization is usually proportional to the extent that the

communications are indeterminate.

1403

Active Redundancy enables Time Determinism primarily in regards to
failure recovery. It is difficult to manage the possible failure scenarios in
the absence of redundancy, yet it is also difficult to manage failure
recovery in a Time Deterministic system with passive redundancy. Time
Determinism facilitates the use of Active Redundancy in that one of the
biggest challenges to active redundancy is in assuring that all sides
operate identically. Fusthermore, with a Time Deterministic environment,
a redundant element of a system can be diagnosed as dysfunctional
simply by noting that the appropriate actions aren’t oCcurring at the
prescribed times.

The time deterministic network involves communicating based on time
between separate computing elements. The fact that the
communications are scheduled based on time facilitates the employment
of active redundancy. In active redundancy, there are two or more
computers which are each executing identical logics via its own
sequence of program instructions, exchanging the resulits of this
execution, and then arbitrating to come to a result. Due to the fact that
the data received by each computer must be shared with the other
computer(s) executing the same logic prior to arbitrating this data, there
must be some mechanism by which the time to begin the arbitration
process in determined. The mechanism which has been chosen is to
provide time synchronization between the redundant computers and
schedule the tasks related to the communications based on time. In this

way, there is known the time at which the arbitration task can begin.

1404

One of the most difficult challenges in implementing active redundancy is
in handlirig the variation between sides. All sides of a redundant system
must be expected to match at defined checkpoints, and discrepancies
must be resolved in order to retain the value in redundancy. All sides
must know when a checkpoint has been reached, and rules must be

defined to allow differences to be resolved. With centralized scheduling,
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variations in connection requests, either in content or in timing, can be
reduced or even eliminated, thereby increasing the probability that ail

sides can maintain operational equivalence.

On the other hand, centralized scheduling places a tremendous
dependency on the availability of that scheduling element. Centralized

scheduling becomes much more viable in the presence of redundancy.

1405

Centralized scheduling requires that all connection requests be
assembled together for analysis. This permits limit checking to verify that
(1) certain undesirable node-to-node combinations are prohibited and (2)
traffic levels (possibly at a particular priority) between certain

combinations of nodes doesn’t exceed predefined levels.

1406

Limit checking enhances the security of the distributed computing system
by assuring that certain restrictions aren’t violated. These limit checks
help against malicious attacks where certain systems shouldn’t be
allowed to interact with others, and against accidental complications such
as overloading a system with legitimate low priority data or unintentional
overloading of high priority data.

1407

Prioritization of the messages enhances the utility of the limit checking.
Not only can the highest priority data be made time deterministic without
excessively restricting the lower priority messages, but security measures

can be put in place which take message priority into account.

1408

Limit checking improves the overall reliability of the system by preventing
certain security risks and by retaining the time determinism. in the
absence of limit checking, certain network faults could cripple the
network, such as when a node were to accidentally request an excessive

amount of traffic at the highest priority level.

1409

in the implementation of Limit Checking, the highest priority traffic is
testing against throughput thresholds to assure that no errors on one
channel preclude the highest priority messaging to take place between

any nodes not including the node with errors.

1410

Non-blocking network architectures allow the network to realize
throughputs higher than the throughput available to any particular node

on the network. This translates to higher bandwidth at any particular
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price when compared to blocking architectures.

1411

Security can often be implemented more easily when a centralized
security agent can be entrusted with the administration of the security
policies. Specifically in the preferred embodiment, the central scheduler
is given the security tables and the interconnecting systems can delegate
the security task to the central authority, allowing the administration to be
done in one place rather than in two. Furthermore, the same security
policies don’t have to be re-implemented in as many environments as

can exist on the star.

1412

By introducing a centralized scheduler, the scheduling iogic can be
implemented so as to enforce prioritization on the received connection

requests.

1413

Prioritization simplifies the task of implementing Time Determinism. This
is because large but infrequent tasks such as program loading can be set
to operate at a low priority, eliminating the analysis of this high impact

operation would have on the simpler yet more critical task of peer to peer

communications.

1415

On networks employing a broadcast protocol, all network nodes have the
opportunity to view the data going to all other nodes (though encryption
can make this viewing rather futile). Blocking protocols aren’t always
implemented in broadcast protocols, but non-biocking protocols preclude
the possibility of broadcasting, thereby avoiding the obvious security
risks.

1416

One of the obvious ways of achieving reliability is in the introduction of

redundancy.

1417

High throughput, the primary objective of high bandwidth, is positively
impacted in two ways through the introduction of prioritization. First,
there is the perception of high throughput in that the data that has the
most value is delivered in a more timely fashion by invoking prioritization.
Secondly, higher volumes of data can be permitted knowing that the high
priority data, which often must be delivered in a timely fashion, won’t be
sacrificed by permitting large volumes of low priority traffic to be
requested.

1418

Active Redundancy requires that a failed element be capable of
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recovering from downtime. This often involves the exchange of historical
data from the eiements which did not fail. In order to minimize the impact
of this exchange, prioritization can be introduced assuring that the
recovering element can recover and that it can do so without a

substantial detrimental impact on the healthy elements.

1419

Certain architectures and topologies are inherently at risk of network
outages in the presence of system outages. Use of a non-blocking
architecture and physical circuit switching, while not the only means to
achieve a higher reliability, offers a level of isolation from network node

fauits.

1420

Centralized scheduling is an enabling technology for effectively using the
bandwidth available to non-blocking networking architectures such as
those implementing certain crossbar switches. in the absence of
scheduling, fixed connection patterns must be impiemented, thereby

reducing the practical throughput available to the nodes.

1431

Physical Circuit Switching technology can be difficult to implement for
several reasons, including challenges associated with determining what
circuits should be put in place at any particular time. By knowing the
needs ahead of time, the connection patterns for the circuit switch can be

determined a priori and implemented as needed.

1432

Circuit switching of systems configured in a tree topology can be
implemented with a separate circuit, or pair of circuits, for each system
on the network. This allows each channel to have its own path for

communications, permitting a non-blocking architecture.

1433

Because physical circuit switching can reduce the requirement for active
circuitry, high line speeds can often lead to higher network bandwidths.

1436

The simplicity of the circuitry associated with physical circuit switching
often permits a given set of capabilities to be implemented at a lower

cost.

Turning now to Figure 15, the general process 1500 executed respective to scheduling in

each member node 108, 107 (any one of control computer 506, historian computer 507,

control computer 504, historian computer 505, user interface 503, network support 502, and

5 network switch 501) is discussed. Each member node 108, 107 is responsible for receiving
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the common clock signal; synchronizing to that common clock signal; receiving the local
event table 114, 116 from the master scheduler 106 in network switch 501; formulating the
task execution list based on the received local event table 114, 116 and merging in any
additional tasks which are not described in the local event table 114, 116; executing the task
execution list; generating the request list of communications; and transmitting the request list

of communications to the master scheduler 106 in network switch 501.

Steps 1501 and 1502 - Since the network is so highly dependent on a global time base, the
first step 1501 at a member node 108, 107 is to receive the common clock signal. The clock
signal is communicated as a message from the master scheduler 106 in network switch 501
to each of the member nodes 108, 107. The member node 108, 107 receives this clock
signal in step 1501, stamps the actual time of reception, and validates the integrity of this
message. The validated message is used as an input to the process of synchronization and,
in step 1502, the difference between the expected and actual times of time message receipt
is optionally determined (optionally if the nature of the time message is a pulse instead of a
data bearing message). .

Steps 1503 and 1504 - Each member node 108, 107 must now synchronize to the common
clock signal. The process of performing this synchronization can be broken up into two
separate tasks: first, in step 1503, the adjustment of a voltage controlled oscillator (1308) to
a frequency which matches the source of the common clock signal and second, in step
1504, the alignment of the time such that the start of each time period which is defined by
the common clock signal occurs at the same time in the member nodes 108, 107 as it does

in the master scheduler 106 in network switch 501.

Step 1505 - Once the synchronization of a member node 108, 107 to the master scheduler
108 in network switch 501 is complete, the member node 108, 107 must receive the local
event table 114, 116 from the master scheduler 106 in network switch 501. The local event
table 114, 116 contains the schedule for the communications which are involving this
member node. Note that the reception of the local event table 114, 116 itself is scheduled
by the master scheduler 1086 in network switch 501. Therefore, the first time that the node is
to receive the local event table 114, 116 it must be available to receive that message at any

possible time that the local event table 114, 118 might be received.
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Step 1506 - The next step for the member node 108, 107 is to formulate the task execution
list. The task execution list is formulated from the local event table 114, 116 and the
additional tasks which the member node 108, 107 must do which are not described in the
local event tabie 114, 116. The local event table 114, 116 which is communicated from the
master scheduler 106 in network switch 501 provides the timing associated with the
transmission and reception tasks. In order to formulate the task execution list, the following
sub-steps must be taken:

Substep 1506A: Adjust the start time received from the master scheduler 106 in network
switch 501 to account for the propagation delay. The timing which is received from the
master scheduler 106 in network switch 501 is relative to the master scheduler 106 in
network switch 501. Although the member node 108, 107 is synchronized with the master
scheduler 106 in network switch 501, there is still an inherent delay in the propagation
through the media being communicated. Either this delay must be accounted for by the
master scheduler 106 in network switch 501, the member node, or the communication
window of time increment must be sufficiently large that the inherent delay is included as
overhead in the time allotted to the connection. In the preferred embodiment, this delay is.

accounted for in the member node.

Substep 1506B: Schedule the tasks which are dependent on the communication tasks.
There are tasks which must be scheduled prior to a transmission (for example, the transfer
of the data to be transmitted from memory); there are also tasks which must be scheduled
after a reception (for example, the arbitration of the data between the muiltiple, different
sources in a redundant computing environment and the transfer of data to memory). The
member node 108, 107 is responsibie for the scheduling of these tasks.

Substep 1506C: Schedule the tasks which are neither described by the local event table
114, 116 nor are dependent on the communications. There are tasks which the member
node 108, 107 must accomplish in addition to communication related tasks. These tasks

may be for the operafion of other I/O, localized display, etc.

Step 1507 - The next step for the member node 108, 107 is to execute the task execution
list. Each task in the list contains the task which is to be executed, the start time for the task,

and any parameters which are necessary in order to successfully complete the task.
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Step 1508 - The member node 108, 107 can now formulate the communication request list,
which is a list of the member nodes 108, 107 to which this member node 108, 107 is desiring
to communicate. The information which is included in this communication request list is the

source node identifier, destination node identifier, and the total length of the communication.

Step 1509 - This communication request list is communicated to the master scheduler 106 in
network switch 501 for consideration in its scheduling. At this point, the member node 108,
107 has performed all of the necessary functibns in a particular time period. The next step
1510 is to determine whether or not it is time to receive the next reference moment
message. Ifitis, then the entire process repeats itself starting with the very first step 1501
of receiving the reference moment message. If it is not time to receive the next reference

moment message, then the logic of the member node may forward to step 1505.

As one contemplated embodiment, Figure 16 presents the general data flow diagram 130 of
Figure 1 as a data flow diagram 1600 where communications are effected via radio
frequency means and transmissions 1601, 1602, and 1603 are effected via radio frequency

transmitters and receivers.

The present invention is enabled through use of machines which are considered as a special
purpose computers created in one embodiment by combining a computer with computer
program code (alternatively termed, for example, software or logic, where logic denotes
software in and for execution by an enabling system of electrical circuitry) directed to the
particular function of process control so that, when connected to an electrical power source,
powered by electricity, and activated to execute its computer program code (software), the
special purpose computer executes the particular function related to the present invention
pursuant to the instructions from the computer program code. The computer has electrically
activated components denoted as a central processing unit, at ieast one physical memory
connected to the central processing unit, an optional input keyboard connected to the central
processing unit, an optional output display (which can include, without limitation, a printer,
printing terminal where output is printed on paper, cathode ray tube monitor, and/or flat
panel monitor) connected to the central processing unit, a computer clock pulse generator,
and a connection to electrical power for energizing all of the electrically activated
components of the computer. The central processor further has a control bus and specific

computer circuits for either temporarily holding data (for example, a register or an
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accumulator) or for executing a fundamental data processing operation (for example, an
addition circuit); the specific computer circuits are connected in communication to the control
bus through latching circuits which can individually be in either a conducting
(communicating) or non-conducting (non-communicating) configuration; the collective
5  configurations of all the latching circuits at a particular moment define a particular state of

the central processor; and the state of the central processor is respectively modified and
changed as the individual instructions of the computer program code are sequentially
accessed by the central processing unit and output from the clock pulse generator is
directed to the latches. The computer optionally also has computer program code in the

10 form of a commercially available operating system which functions as a computer program
code platform for enabling the execution of the special purpose computer program code
directed to the particular function of the present invention. In overview, the present invention
in this embodiment is implemented in the preferred embodiment by and through a plurality of
computers which have been programmed to contribute to technology by performing the

15  specifically useful purpose and practical application of the described system; each computer

. functions as a medium for realizing the functionality provided by the computer program

code's functionality. In some embodiments, some communication linkages within an
extended form of the special purpose computer may be impiemented by electrical, optical, or
radio-frequency signal communication interfaces and communication media which

20 collectively use electrically-powered transmitter and receiver components which are directly

or indirectly linked to at least one central processing unit.

The computer program code resident within a computer provides at least one component
part of that machine. The computer program code may be in the form of, without limitation,

25  inter-linked modules, routines and subroutines, program objects, and/or installed interactive
processes. In some emergent computer designs, enabled by modern application specific
integrated circuitry (ASIC) technology, computer program code may be at least partially
expressed in hardwired circuitry reminiscent of traditional hardwired gate arrangements
which execute simplified logical scenarios without need for a clock pulse. The Figures of this

30 description show a number structural relationships between key modules and components
within the computer program code and other aspects of the invention which enable the
functionality of the machine of the present invention to be realized; in this regard, the
computing elements in the system are constructed out of a combination of hardware and
software.
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The present invention has been described in an illustrative manner. In this regard, it is
evident that those skilled in the art, once given the benefit of the foregoing disclosure, may
now make modifications to the specific embodiment described herein without departing form

5 the sprit of the present invention. Such modifications are to be considered within the scope
of the present invention which is limited solely by the scope and spirit of the appended
claims.
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We claim:

1. A computer implemented method for enabling a plurality of computer nodes in mutual

5 data communication to execute logic in a coordinated manner, comprising:

aligning real-time time between said plurality of computer nodes so that each

computer node has essentially the same real-time time;

10 defining a schedule of communications for each computer node, said
schedule having a different time in the future defined for initiating each

respective communication;

communicating each schedule to its respective computer node; and
15
initiating each communication from each node at the time defined in its

schedule.

2. A computer network architecture, comprising:
20

a message carrier supporting multiple communication paths;

a plurality of computers coupled to said message carrier, said computers
being programmed to perform time-deterministic tasks by cycling through a

25 plurality of different operating states, including a communication state;

a clock system accessible by all said computers for maintaining time

synchronism among said computers; and
30 a scheduler coupled to said message carrier for determining the sequence of
communication between said computers by causing said message carrier to

establish communication between selected computers based on said time-

deterministic tasks being performed by said computers.
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3. A computer implemented method for enabling a computer node in a plurality of computer
nodes to execute logic in coordination with the other nodes in said plurality of computer

nodes, comprising:

5 connecting a message carrier to each computer node in said plurality of

computer nodes;

providing master scheduling capability in one computer node to establish a
master scheduler;

10
defining, in each computer node, a communication request list of each
communication needed by said computer node with any other compUter node

respective to a future time period;

15 sending said communication request list from each computer node to said

master scheduler via said message carrier;
receiving, in each computer node, a communication scheduie from said
master scheduler via said message carrier;
20
defining, in each computer node, a local task schedule from said

communication schedule.

4. A computer implemented method for enabling a plurality of member nédes to execute

25 logic in a coordinated manner, comprising:

connecting a message carrier to each member node in said plurality of

member nodes;

30 providing a master scheduler in data communication with each said member

node via said message carrier;

defining a reference moment time value for said plurality of member nodes;
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communicating said reference moment time value to each member node and

said master scheduler via said message carrier;

defining a communication request list in each said member node showing
each communication needed by said member node with any other member

node in a future time period;

communicating said communication request list from each member node to

said master scheduler via said message carrier;

defining, in said master scheduler, scheduled communications between
member nodes at communication event times respective to said reference
moment time value and also respective to each said communication listed in

each said received communication request list;

defining, in said master scheduler, a communication schedule for each

member nhode respective to said scheduled communications ;

sending each said communication schedule from said master scheduler to

each respective member node via said message carrier;

defining, in each member node, the difference in time between said reference
moment time value and the time when said reference moment time value is

communicated into said member node;

defining, in each member node, a local task schedule from said
communication schedule and from said difference in time for the member
node so that the member node will communicate to other member nodes via

said message carrier at said scheduled communication event times;
executing said scheduled communications between said member nodes

respective to each scheduled communication via said message carrier

according to said respective local task schedules.
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5. The method of Claim 4 wherein said step of defining a reference moment time value is

performed by said master scheduler.

6. The method of Claim 4 wherein said step of defining a communication request list in each
said member node limits said communications to a maximum number in said future time

period.

7. The method of Claim 4 wherein each communication has a duration time attribute and the

value of said duration time attribute is less than a fixed maximum value.

8. The method of Claim 4 wherein the step defining a reference moment time value for said

plurality of member nodes is done by a global time system.

9. A computer implemented method for enabling a plurality of member nodes to execute

logic in a coordinated manner, comprising:

connecting a message carrier to each member node in said plurality of

member nodes, each node having a central processing unit;

providing a master scheduler in data communication with each said member

node via said message carrier;

defining a reference moment time value as a moment in time for said plurality

of member nodes;

communicating said reference moment time value to each member node and

said master scheduler via said message carrier;

defining into a communication request list in each said member node, each
access to any other member node needed by said member node in achieving

a future task increment respective to a future time period;

communicating said communication request list from each said member node

to said master scheduler via said message carrier;
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defining, in said master scheduler, a communication event data object
respective to each said access to any other member node needed by said
member node in achieving a future task increment, said communication event
data object having an accessing member identification attribute value, an
accessed member identification attribute value, and an access duration
attribute value;

coliecting, in said master scheduler, all defined communication event data

objects into a communication event set;

determining in said master scheduler a summed accessed value for each
member node in said communication event set as a sum of all access

duration attribute values in all communication event data objects having a
accessed member identification attribute value respective to said member

node;

determining in said master scheduler a summed accessing value for each
member node in said communication event set as a sum of all access

duration attribute values in all communication event data objects having an
accessing member identification attribute value respective to said member

node;

scheduling in said master scheduler and into the earliest available time in a
schedule, a future communication task respective to said reference moment
time value between the accessing member node having the highest said
summed accessing value respective to said communication event set and the
accessed member node respective to the accessed member identification
attribute value in the communication event data object having the highest
affiliated access duration attribute value for ail communication event data
objects respective to said accessing member node, said future
communication task having a task initiation time equal to the earliest available
time in the schedule, an accessing member node identifier attribute respective
to the accessing member, and an accessed member node identifier attribute

respective to the accessed member node;
65
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removing, in said master scheduler, the communication event data object
respective to the accessed member node identifier attribute in the scheduled
future communication task and the accessed member node identifier attribute

5 in the scheduled future communication task to redefine the communication
event set to those communication event data objects which have not been
scheduled; and

repeating, in said master scheduler, respective to the redefined

10 communication event set, the steps of determining a summed accessed
value, determining a summed accessing value, scheduling a future
communication task, and removing all communication event data objects
respective to scheduled member nodes until all communication event data
objects have been scheduled into a communication scheduie for each

15 member node;

sending each said communication schedule from said master scheduler to

each respective member node via said message carrier;

20 defining, in each member node, the difference in time between said reference
moment time value and the time when said reference moment time value is
communicated into said member node;

defining, in each member node, a local task schedule from said
25 communication schedule and from said difference in time for the member
node so that the member node will communicate to other member nodes via

said message carrier at said scheduled communication event times; and

executing said scheduled communications between member nodes respective
30 to each scheduled communication event via said message carrier according

to said respective local task schedules.

10. A computer implemented method for scheduling communications between member
objects in a plurality of member objects functioning as a collective group, comprising the

35  steps of:
66
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providing a computer;

defining in said computer, for each member object, a communication event

5 data object respective to each access to any other member object needed by
said member object in achieving a future task increment, said communication
event data object having an accessing member identification attribute value,
an accessed member identification attribute value, and an access duration
attribute value;

10

collecting, in said computer, ali defined communication event data objects into
a communication event set;

determining, in said computer, a summed accessed value for each member
15 object in said communication event set as a sum of all access duration
attribute values in all communication event data objects having a accessed

member identification attribute value respective to said member object;

determining, in said computer, a summed accessing value for each member
20 object in said communication event set as a sum of all access duration
attribute values in all communication event data objects having an accessing

member identification attribute value respective to said member object;

defining a set of sequential future time increments within a scheduling period
25 respective to a schedule;

scheduling, in said computer, into the earliest availabie time in the first of said
future time increments, a future communication task based on the first
available communication event data object in said communication event set

30 between

the accessing member object having the highest said summed

accessing value respective to said communication event set and
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the accessed member object having the highest said summed
accessed value respective to said communication event set if a
communication event data object exists between said accessed

member object and said accessing member object,

said future communication task having a task initiation time equal to
the earliest available time in the schedule, an accessing member
object identifier attribute respective to the accessing member object,
an accessed member object identifier attribute respective to the

accessed member object, and said access duration attribute value;

removing from scheduling candidacy, in said computer, the communication
event data object respective to the accessed member object identifier
attribute in the scheduled future communication task and the accessing
member object identifier attribute in the scheduled future communication task
to redefine the communication event set to those communication event data
objects which have not been scheduled;

repeating, in said computer respective to the redefined communication event
set, the steps of determining a summed accessed value, determining a
summed accessing value, scheduling a future cpmmunication task, and
removing all communication event data objects respective to scheduled
member objects until all communication event data objects have been

scheduled which can be scheduled into said first future time increment; and

recurrently executing, in said computer respective to the redefined
communication event set and sequentially respective to each of the remaining
of said plurality of future time increments, the steps of determining a summed
accessed value, determining a summed accessing value, scheduling a future
communication task, and removing all communication event data objects
respective to scheduled member objects, and repeating such steps until alt
communication event data objects have been scheduled which can be
scheduled into each said future time increment and until ali communication

event data objects have been scheduled into said scheduling périod.
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11. The method according to 10, wherein said defining is confined to future task increments
which are needed within a predefined time period and said scheduling is respective to said

predefined time period.

12. The method according to 11, further comprising the step of connecting a message
carrier to each member object in said plurality of member objects, said message carrier
having a plurality of channels for permitting concurrency in said communication events, said
step of scheduling being respective to said plurality of channels as a group wherein said
earliest available time is respective to any channel in said message carrier.

13. The method according to Claim 12 wherein each said member object is a member node
being in data communication with said message carrier, each member node having a central

processing unit.

14. A computer implemented method for scheduling tasks for resource objects in a plurality

of resource objects functioning as a coliective group, comprising the steps of:
providing a computer;
defining, in said computer, a set of future tasks for said collective group;

defining, in said computer, each resource object needed for each future task
in said set of future tasks;

definihg, in said computer, each interaction needed between any two

resource objects respective to said set of future tasks;

defining, in said computer, a use instance for each said resource object in
achieving each said interaction, said use instance having an use duration

attribute value;

defining, in said computer, an accessing resource object and an accessed

resource object respective to each said use instance;
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firstly determining, in said computer, a summed accessing time value for each
accessing resource object as a sum of all use duration attribute values for all
said use instances respective to that resource object when it is the accessing

resource object;

secondly determining, in said computer, a summed accessed time value for
each accessed resource object as a sum of all use duration attribute values
for all said interactions between said accessed resource object and said
accessing resource object;

defining, in said computer, a set of sequential future time increments within a

scheduling period respective to a sdhedule;

scheduling, in said computer, into the earliest available time in the first of said
future time increments, a future resource interaction event based on the first
available future task in said set of future tasks between

the accessing resource object having the highest said summed
accessing value respective to said set of future tasks and

the accessed resource object having the highest said summed
accessed value respective to said set of future tasks if a use instance
exists between said accessed resource object and said accessing
resource object,

said future resource interaction event having an initiation time equal to
the earliest available time in the schedule, an accessing resource
object identifier attribute respective to the accessing resource object,
an accessed resource object identifier attribute respective to the

accessed resource object, and said use duration attribute value;

removing from scheduling candidacy, in said computer, the use instance
respective to the accessed resource object in the scheduled future resource

interaction event and the accessing member object identifier attribute in the
70
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scheduled future resource interaction event to redefine the set of future tasks

to those future tasks for which interactions have not been scheduled;

repeating, in said computer, respective to the redefined future task set, the
5 steps of determining a summed accessed value, determining a summed
accessing value, scheduling a future communication task, and removing all
use instances respective to scheduled resource objects until all use instances
have been scheduled which can be scheduled into said first future time
increment; and
10
recurrently executing, in said computer, respective to the redefined future task
set and sequentially respective to each of the remaining of said plurality of
future time increments, the steps of determining a summed accessed value,
determining a summed accessing value, scheduling a future resource
15 interaction event, removing all resource objects respective to scheduled
resource objects, and repeating such steps until all resource interaction
events have been scheduled which can be scheduled into each future time
increment and until all resource interaction events have been scheduled into
said scheduling period.
20
15. A computer implemented apparatus for enabling a plurality of computer nodes in mutual

data communication to execute logic in a coordinated manner, comprising:

means for aligning real-time time between said plurality of computer nodes so

25 that each computer node has essentially the same real-time time;

means for defining a schedule of communications for each computer node,
said schedule having a different ti'me in the future defined for initiating each
respective communication;

30

means for communicating each schedule to its respective computer node;

means for initiating each communication from each node at the time defined

in its schedule.
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16. A computer-impiemented apparatus having a message carrier, comprising:

a plurality of member nodes, each member node being in data communication with

5 said message carrier, each member node having

10

15

20

25

30
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a central processing unit,

time phase logic for receiving from said message carrier a reference
moment message having a reference moment time value and for
defining the difference in time between said reference moment time

value and the time of receiving said reference moment message,

communication definition logic for identifying each internodal
communication needed by said member node in a future time period
and for establishing a communication request list respective to all said

internodal communications,

communication request sending logic for communicating said
communication request list via said message carrier to a master
scheduler,

communication task receiving logic for receiving a communication

schedule via said message carrier from said master scheduler,

task integration logic for defining a local task schedule from said

communication schedule and said difference in time, and

communication implementation logic for communicating via said
message carrier with other member nodes according to said local task

schedule; and

a master scheduler in data communication with said plurality of

member nodes via said message carrier, said master scheduler
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having scheduler logic executed by a central processing unit, said
scheduler logic having

reference moment definition logic for defining said reference moment
time value as a moment in time,

reference moment communication logic for creating a reference
moment message having said reference moment time value and for '
communicating said reference moment messagé via said message

carrier to each member node,

communication request receiving logic for receiving each said
communication request list from each said member node via said

message carrier,

communication schedule definition logic for scheduling
communications between member nodes at communication event
times respective to said reference moment time value and also
respective to each said internodal communication listed in each said
received communication request list and for further defining a
communication schedule for each member node respective to said

scheduled communications, and

member node communication schedule response logic for sending
each said communication schedule to each respective member node

via said message carrier.

17. The apparatus of Claim 16, wherein each member node further comprises a variable

speed oscillator.

30 18. The apparatus of Claim 16, wherein each member node further comprises time

alignment logic and oscillator rate adjustment logic.

19. The apparatus of Claim 16, wherein said message carrier comprises a crossbar switch.

Page 5338 of 5453
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20. The apparatus of Claim 16, wherein said message carrier comprises a network

topology.

21. The apparatus of Claim 16, wherein said message carrier comprises a radio frequency
5 communications system.
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Applicant:
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Art Unit:
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Sir:
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PRELIMINARY AMENDMENT

Please enter the following amendments prior to examination of the application.

Amendments to the Specification are presented on page 2;

Amendments to the Abstract are presented on page 3;

Amendments to the Claims are reflected in the listing of claims that begins on page

4 of this document.

Remarks/Arguments begin on page 8 of this document.
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Amendments to the Specification:

On page 1 of the specification, please replace the first paragraph after the section heading

“Incorporation By Reference” with the new paragraph as follows:

This application claims priority under 35 USC §120 of US Application No. 13/297,000, filed
November 15, 2011, entitled “System And Method For Synchronizing Operations Among A
Plurality Of Independently Clocked Digital Data Processing Devices”, which is a
continuation of Patent Application Serial No. 10/816,217, now US Patent 8,234,393, filed on
April 1, 2004, entitled "System and Method for Synchronizing Channel Handoff as Among a
Plurality of Independently Clocked Digital Devices”, which is a non-provisional application
claiming priority under 35 USC §119 to Provisional Patent Application Serial No.
60/490,768, filed on July 28, 2003, entitled "Method for Synchronizing Audio Playback
Between Multiple Networked Devices," now expired, all of which are assigned to the

assignee of the present application and are incorporated herein by reference.
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Please amend the application as follows:

Amendments to the Abstract:

Please replace the Abstract with the new abstract as follows:

In a network comprising a plurality of synchrony groups, including at least a first
synchrony group and a second synchrony group, wherein a first zone player is a member of
the first synchrony group and a second zone player is a member of the second synchrony
group, a method comprising: transmitting, by the first zone player while the first zone player
is playing a first audio information, a second audio information to the second zone player,
wherein the second audio information is different from the first audio information; and
playing, by the second synchrony group, the second audio information while the first

synchrony group is playing the first audio information.
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Amendments to the Claims:

This listing of claims will replace all prior versions, and listings, of claims in the application:

Listing of Claims:

1-20  (cancelled)
21. (new) In a network comprising a plurality of synchrony groups, including at least a
first synchrony group and a second synchrony group, wherein a first zone player is a member
of the first synchrony group and a second zone player is a member of the second synchrony
group, a method comprising:

transmitting, by the first zone player while the first zone player is playing a first audio
information, a second audio information to the second zone player, wherein the second audio
information is different from the first audio information; and

playing, by the second synchrony group, the second audio information while the first

synchrony group is playing the first audio information.

22. (new) The method of claim 21 further comprising:
transmitting, by the first zone player, the second audio information to a third zone

player, wherein the third zone player is a member of the second synchrony group.

23. (new) The method of claim 22, further comprising:
transmitting, by the first zone player, playback timing information to the second zone

player and the third zone player.

24, (new) The method of claim 23, wherein playing, by the second synchrony group, the
second audio information comprises:
utilizing, by the second zone player and the third zone player, the playback timing

information to synchronously playback the second audio information.

25. (new) The method of claim 21, further comprising:
receiving, at the first zone player, the first audio information and playback timing
information from a fourth zone player;

wherein the fourth zone player is a member of the first synchrony group.
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26. (new) The method of claim 25 further comprising:
utilizing, at the first zone player, the playback timing information received from the
fourth zone player to synchronously playback the first audio information with the fourth zone

player.

27. (new) The method of claim 21, further comprising:
receiving, at the first zone player, the second audio information from an audio
information source, wherein the audio information source is directly connected to the first

zone player.

28. (new) The method of claim 27, wherein the second audio information is received at
the first zone player as analog audio, and wherein the first zone player converts the second

audio information from analog to digital prior to transmission to the second zone player.

29. (new) A system comprising a first synchrony group and a second synchrony group,
wherein:

a first zone player is a member of the first synchrony group;

a second zone player is a member of the second synchrony group;

the first synchrony group is arranged to play a first audio information;

the first zone player is arranged to transmit a second audio information to the second
zone player, wherein the second audio information is different from the first audio
information; and

the second synchrony is arranged to play the second audio information while the first

synchrony group is playing the first audio information.
30. (new) The system of claim 29 wherein the first zone player is further arranged to

transmit the second audio information to a third zone player, wherein the third zone player is

a member of the second synchrony group.
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31. (new) The system of claim 30, wherein the first zone player is further arranged to

transmit playback timing information to the second zone player and the third zone player.

32. (new) The system of claim 31, wherein the second zone player and the third zone
player are arranged to utilize the playback timing information to synchronously playback the

second audio information.

33. (new) The system of claim 9, further comprising a fourth zone player, wherein the
fourth zone player is a member of the first synchrony group, and wherein the first zone player
is further arranged to receive the first audio information and playback timing information

from the fourth zone player.

34. (new) The method of claim 25 wherein the first zone player is arranged to utilize the
playback timing information received from the fourth zone player to synchronously playback

the first audio information with the fourth zone player.

35. (new) The system of claim 29, wherein the first zone player is further arranged to
receive the second audio information from an audio information source, wherein the audio

information source is directly connected to the first zone player.

36. (new) The system of claim 35, wherein the first zone player is arranged to receive the
second audio information as analog audio, and wherein the first zone player is arranged to
convert the second audio information from analog to digital prior to transmission to the

second zone player.

37. (new) A tangible computer-readable memory having instructions stored thereon that
when executed cause a first zone player to:

join a first synchrony group with a second zone player;

receive a first audio information from the second zone player;

play the first audio information in synchrony with the second zone player; and
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transmit a second audio information to a third zone player while playing the first
audio information, wherein the second audio information is different from the first audio
information; and,

wherein the third zone player is a member of a second synchrony group.

38. (new) The computer readable medium of claim 37, further comprising instructions
that when executed cause the first zone player to:

transmit playback timing information to the third zone player.

39. (new) The computer readable medium of claim 37, further comprising instructions
that when executed cause the first zone player to:
receive the second audio information from an audio information source, wherein the

audio information source is directly connected to the first zone player.

40. (new) The computer readable medium of claim 37, further comprising instructions
that when executed cause the first zone player to:
convert the second audio information from analog to digital prior to transmitting the

second audio information to the third zone player.
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REMARKS
Applicants request that the above-presented amendments are entered prior to

examination. The Examiner is invited to contact the undersigned if it would be helpful to

advance the prosecution of the application.

Respectfully submitted,

By: /Robert J. Irvine 111/

Date: April 16, 2013
Robert J. Irvine 111

TechLaw LLP
Telephone:  (312) 834-4334 Attorney for Applicant
Registration No. 41,865
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INCORPORATION BY REFERENCE

This application claims the benefit of Provisional Patent Application Serial No. 60/490,768,
filed on July 28, 2003, entitled “Method for Synchronizing Audio Playback Between Multiple
Networked Devices,” and Non-provisional Patent Application Serial No. 10/816,217, filed on
April 1, 2004, entitled "System and Method for Synchronizing Channel Handoff as Among a
Plurality of Independently Clocked Digital Devices," both of which are assigned to the assignee
of the present application and are incorporated herein by reference.

FIELD OF THE INVENTION

The present invention relates generally to the field of digital data processing devices, and
more particularly to systems and methods for synchronizing operations among a plurality of
independently-clocked digital data processing devices. The invention is embodied in a system for
synchronizing operations among a plurality of devices, in relation to information that is provided by
a common source. One embodiment of the invention enables synchronizing of audio playback as
among two or more audio playback devices that receive audio information from a common

information source, or channel.

More generally, the invention relates to the field of arrangements that synchronize output
generated by a number of output generators, including audio output, video output, combinations of
audio and video, as well as other types of output as will be appreciated by those skilled in the art,
provided by a common channel. Generally, the invention will find utility in connection with any

type of information for which synchrony among independently-clocked devices is desired.
BACKGROUND OF THE INVENTION
There are a number of circumstances under which it is desirable to maintain synchrony of

operations among a plurality of independently-clocked digital data processing devices in relation to,

for example, information that is provided thereto by a common source. For example, systems are

-1-
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being developed in which one audio information source can distribute audio information in digital
form to a number of audio playback devices for playback. The audio playback devices receive the
digital information and convert it to analog form for playback. The audio playback devices may be
located in the same room or they may be distributed in different rooms in a residence such as a house
or an apartment, in different offices in an office building, or the like. For example, in a system
installed in a residence, one audio playback device may be located in a living room, while another
audio playback device is be located in a kitchen, and yet other audio playback devices may be
located in various bedrooms of a house. In such an arrangement, the audio information that is
distributed to various audio playback devices may relate to the same audio program, or the
information may relate to different audio programs. Ifthe audio information source provides audio
information relating to the same audio program to two or more audio playback devices at the same
time, the audio playback devices will generally contemporaneously play the same program. For
example, if the audio information source provides audio information to audio playback devices
located in the living room and kitchen in a house at the same time, they will generally

contemporaneously play the same program.

One problem that can arise is to ensure that, if two or more audio playback devices are
contemporaneously attempting to play back the same audio program, they do so simultaneously.
Small differences in the audio playback devices' start times and/or playback speeds can be perceived
by a listener as an echo effect, and larger differences can be very annoying. Differences can arise
because for a number of reasons, including delays in the transfer of audio information over the
network. Such delays can differ as among the various audio playback devices for a variety of
reasons, including where they are connected into the network, message traffic and other reasons as

will be apparent to those skilled in the art.

Another problem arises from the following. When an audio playback device converts the
digital audio information from digital to analog form, it does so using a clock that provides timing
information. Generally, the audio playback devices that are being developed have independent
clocks, and, if they are not clocking at precisely the same rate, the audio playback provided by the

various devices can get out of synchronization.

2-
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SUMMARY OF THE INVENTION

The invention provides a new and improved system and method for synchronizing operations
among a number of digital data processing devices that are regulated by independent clocking
devices. Generally, the invention will find utility in connection with any type of information for
which synchrony among devices connected to a network is desired. The invention is described in
connection with a plurality of audio playback devices that receive digital audio information that is
to be played back in synchrony, but it will be appreciated that the invention can find usefulness in
connection with any kind of information for which coordination among devices that have

independent clocking devices would find utility.

In brief summary, the invention provides, in one aspect, a system for maintaining synchrony
of operations among a plurality of devices that have independent clocking arrangements. The system
includes a task distribution device that distributes tasks to a synchrony group comprising a plurality
of devices that are to perform the tasks distributed by the task distribution device in synchrony. The
task distribution device distributes each task to the members of the synchrony group over a network.
Each task is associated with a time stamp that indicates a time, relative to a clock maintained by the
task distribution device, at which the members of the synchrony group are to execute the task. Each
member of the synchrony group periodically obtains from the task distribution device an indication
of the current time indicated by its clock, determines a time differential between the task distribution
device's clock and its respective clock and determines therefrom a time at which, according to its

respective clock, the time stamp indicates that it is to execute the task.

In one embodiment, the tasks that are distributed include audio information for an audio track
that is to be played by all of the devices comprising the synchrony group synchronously. The audio
track is divided into a series of frames, each of which is associated with a time stamp indicating the
time, relative to the clock maintained by an audio information channel device, which, in that
embodiment, serves as the task distribution device, at which the members of the synchrony group

are to play the respective frame. Each member of the synchrony group, using a very accurate

3-
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protocol, periodically obtains the time indicated by the audio information channel device, and
determines a differential between the time as indicated by its local clock and the audio information
channel device's clock. The member uses the differential and the time as indicated by the time stamp
to determine the time, relative to its local clock, at which it is to play the respective frame. The
members of the synchrony group do this for all of the frames, and accordingly are able to play the

frames in synchrony.

BRIEF DESCRIPTION OF THE DRAWINGS

This invention is pointed out with particularity in the appended claims. The above and
further advantages of this invention may be better understood by referring to the following

description taken in conjunction with the accompanying drawings, in which:

FIG. 1 schematically depicts an illustrative networked audio system, constructed in

accordance with the invention;

" FIG. 2 schematically depicts a functional block diagram of a synchrony group utilizing a
plurality of zone players formed within the networked audio system depicted in FIG. 1;

FIG. 2A schematically depicts two synchrony groups, illustrating how a member of one

synchrony group can provide audio information to the members of another synchrony group;

FIG. 3 depicts an functional block diagram of a zone player for use in the networked audio

system depicted in FIG. 1; and

FIG. 4 is useful in understanding an digital audio information framing methodology useful

in the network audio system depicted in FIG. 1.
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DETAILED DESCRIPTION OF AN ILLUSTRATIVE EMBODIMENT

FIG. 1 depicts an illustrative network audio system 10 constructed in accordance with the
invention. With reference to FIG. 1, the network audio system 10 includes a plurality of zone
players 11(1) through 11(N) (generally identified by reference numeral 11(n)) interconnected by a
local network 12, all of which operate under control of one or more user interface modules generally
identified by reference numeral 13. One or more of the zone players 11(n) may also be connected
to one or more audio information sources, which will generally be identified herein by reference
numeral 14(n)(s), and/or one or more audio reproduction devices, which will generally be identified
by reference numeral 15(n)(r). In the reference numeral 14(n)(s), index "n" refers to the index "n"
of the zone player 11(n) to which the audio information source is connected, and the index "s"
(s=1,...,S,) refers to the "s-th" audio information source connected to that "n-th" zone player 11(n).
Thus, if, for example, a zone player 11(n) is connected to four audio information sources 14(n)(1)
through 14(n)(4), the audio information sources may be generally identified by reference numeral
14(n)(s), with S,=4. It will be appreciated that the number of audio information sources S, may vary
as among the various zone players 11(n), and some zone players may not have any audio information
sources connected thereto. Similarly, in the reference numeral 15(n)(r), index "n" refers to the index
"n" of the zone player 11(n) to which tﬁe audio reproduction device is connected, and the index "r"
(r=1,...,R,) refers to the "r-th" audio information source connected to that "n-th" zone player 11(n).
In addition to the audio information sources 14(n)(s), the network audio system 10 may include one
or more audio information sources 16(1) through 16(M) connected through appropriate network
interface devices (not separately shown) to the local network 12. Furthermore, the local network
may include one or more network interface devices (also not separately shown) that are configured
to connect the local network 12 to other networks, including a wide area network such as the
Internet, the public switched telephony network (PSTN) or other networks as will be apparent to

those skilled in the art, over which connections to audio information sources may be established.
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The zone players 11(n) associated with system 10 may be distributed throughout an
establishment such as residence, an office complex, a hotel, a conference hall, an amphitheater or
auditorium, or other types of establishments as will be apparent to those skilled in the art or the like.
For example, if the zone players 11(n) and their associated audio information source(s) and/or audio
reproduction device(s) are distributed throughout a residence, one, such as zone player 11(1) and its
associated audio information source(s) and audio reproduction device(s) may be located in a living
room, another may be located in a kitchen, another may be located in a dining room, and yet others
may be located in respective bedrooms, to selectively provide entertainment in those rooms. On the
other hand, if the zone players 11(n) and their associated audio information source(s) and/or audio
reproduction device(s) are distributed throughout an office complex, one may, for example, be
provided in each office to selectively provide entertainment to the employees in the respective
offices. Similarly, ifthe zone players 11(n) and associated audio information source(s) and/or audio
reproduction device(s) are used in a hotel, they may be distributed throughout the rooms to provide
entertainment to the guests. Similar arrangements may be used with zone players 11(n) and
associated audio information source(s) and/or audio reproduction device(s) used in an amphitheater
or auditorium. Other arrangements in other types of environments will be apparent to those skilled
in the art. In each case, the zone players 11(n) can be used to selectively provide entertainment in

the respective locations, as will be described below.

The audio information sources 14(n)(s) apd 16(m) may be any of a number of types of
conventional sources of audio information, including, for example, compact disc ("CD") players,
AM and/or FM radio receivers, analog or digital tape cassette players, analog record tumtables and
the like. In addition, the audio information sources 14(n)(s) and 16(m) may comprise digital audio
files stored locally on, for example, personal computers (PCs), personal digital assistants (PDAs),
or similar devices capable of storing digital information in volatile or non-volatile form. As noted
above, the local network 12 may also have an interface (not shown) to a wide area network, over
which the network audio system 10 can obtain audio information. Moreover, one or more of the
audio information sources 14(n)(s) may also comprise an interface to a wide area network such as

the Internet, the public switched telephony network (PSTN) or any other source of audio
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information. In addition, one or more of the audio information sources 14(n)(s) and 16(m) may
comprise interfaces to radio services delivered over, for exam;ile, satellite. Audio information
obtained over the wide area network may comprise, for example, streaming digital audio information
such as Internet radio, digital audio files stored on servers, and other types of audio information and
sources as will be appreciated by those skilled in the art. Other arrangements and other types of

audio information sources will be apparent to those skilled in the art.

Generally, the audio information sources 14(n)(s) and 16(m) provide audio information
associated with audio programs to the zone players for playback. A zone player that receives audio
information from an audio information source 14(n)(s) that is connected thereto can provide
playback and/or forward the audio information, along with playback timing information, over the
local network 12 to other zone players for playback. Similarly, each audio information source
16(m) that is not directly connected to a zone player can transmit audio information over the network
12 to any zone player 11(n) for playback. In addition, as will be explained in detail below, the
respective zone player 11(n) can transmit the audio information that it receives either from an audio
information source 14(n)(s) connected thereto, or from an audio information source 16(m), to
selected ones of the other zone players 11(n’), 11(n"),... (n not equal to n', n",...) for playback by
those other zone players. The other zone players 11(n’), 11(n"),... to which the zone player 11(n)
transmits the audio information for playback may be selected by a user using the user interface
module 13. In that operation, the zone blayer 11(n) will transmit the audio information to the
selected zone players 11(n'), 11(n"),... over the network 12. As will be described below in greater
detail, the zone players 11(n), 11(n"), 11(n"),... operate such that the zone players 11(n"), 11(n"),...
synchronize their playback of the audio program with the playback by the zone player 11(n), so that

the zone players 11(n), 11(n"), 11(n") provide the same audio program at the same time.

Users, using user interface module 13, may also enable different groupings or sets of zone
players to provide audio playback of different audio programs synchronously. For example, a user,
using a user interface module 13, may enable zone players 11(1) and 11(2) to play one audio
program, audio information for which may be provided by, for example, one audio information

source 14(1)(1). The same or a different user may, using the same or a different user interface

-
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module 13, enable zone players 11(4) and 11(5) to contemporaneously play another audio program,
audio information for which may be provided by a second audio information source, such as audio
information source 14(5)(2). Further, a user may enable zone player 11(3) to contemporaneously
play yet another audio program, audio information for which may be provided by yet another audio
information source, such as audio information source 16(1). As yet another possibility, a user may
contemporaneously enable zone player 11(1) to provide audio information from an audio
information source connected thereto, such as audio information source 14(1)(2), to another zone

player, such as zone player 11(6) for playback.

In the following, the term~"synchfony group" will be used to refer to a set of one or more
zone players that are to play the same audio program synchronously. Thus, in the above example,
zone players 11(1) and 11(2) comprise one synchrony group, zone player 11(3) comprises a second
synchrony group, zone players 11(4) and 11(5) comprise a third synchrony group, and zone player
11(6) comprises yet a fourth synchrony group. Thus, while zone players 11(1) and 11(2) are playing
the same audio program, they will play the audio program synchronously. Similarly, while zone
players 11(4) and 11(5) are playing the same audio program, they will play the audio program
synchronously. On the other hand, zone players that are playing different audio programs may do
so with unrelated timings. That is, for example, the timing with which zone players 11(1) and 11(2)
play their audio program may have no relationship to the timing with which zone player 11(3), zone
players 11(4) and 11(5), and zone player 11(6) play their éudio programs. It will be appreciated that,
since "synchrony group" is used to refer to sets of zone players that are playing the same audio
program synchronously, zone player 11(1) will not be part of zone player 11(6)'s synchrony group,
even though zone player 11(1) is providing the audio information for the audio program to zone

player 11(6).

In the network audio system 10, the synchrony groups are not fixed. Users can enable them
to be established and modified dynamically. Continuing with the above example, a user may enable
the zone player 11(1) to begin providing playback of the audio program provided thereto by audio
information source 14(1)(1), and subsequently enable zone player 11(2) to join the synchrony group.
Similarly, a user may enable the zone player 11(5) to begin providing playback of the audio program
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provided thereto by audio information source 14(5)(2), and subsequently enable zone player 11(4)
to join that synchrony group. In addition, a user may enable a zone player to leave a synchrony
group and possibly join another synchrony group. For example, a user may enable the zone player
11(2) to leave the synchrony group with zone player 11(1), and join the synchrony group with zone
player 11(6). As another possibility, the user may enable the zone player 11(1) to leave the
synchrony group with zone player 11(2) and join the synchrony group with zone player 11(6). In
connection with the last possibility, the zone player 11(1) can continue providing audio information

from the audio information source 14(1)(1) to the zone player 11(2) for playback thereby.

A user, using the user interface module 13, can enable a zone player 11(n) that is currently
not a member of a synchrony group to join a synchrony group, after which it will be enabled to play
the audio program that is currently being played by that synchrony group. Similarly, a user, also
using the user interface module 13, can enable a zone player 11(n) that is currently a member of one
synchrony group, to disengage from that synchrony group and join another synchrony group, after
which that zone player will be playing the audio program associated with the other synchrony group.
For example, if a zone player 11(6) is currently not a member of any synchrony group, it, under
control of the user interface module 13, can become a member of a synchrony group, after which it
will play the audio program being played by the other members of the synchrony group, in
synchrony with the other members of the synchrony group. In becoming a member of the synchrony
group, zone player 11(6) can notify the zone player that is the master device for the synchrony group
that it wishes to become a member of its synchrony group, after which that zone player will also
transmit audio information associated with the audio program, as well as timing information, to the
zone player 11(6). As the zone player 11(6) receives the audio information and the timing
information from the master device, it will play the audio information with the timing indicated by
the timing information, which will enable the zone player 11(6) to play the audio program in

synchrony with the other zone player(s) in the synchrony group.

Similarly, if a user, using the user interface module 13, enables a zone player 11(n)
associated with a synchrony group to disengage from that synchrony group, and if the zone player

11(n) is not the master device of the synchrony group, the zone player 11(n) can notify the master

9.
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device, after which the master device can terminate transmission of the audio information and timing
information to the zone player 11(n). If the user also enables the zone player 11(n) to begin playing
another audio program using audio information from an audio information source 14(n)(s) connected
thereto, it will acquire the audio information from the audio information source 14(n)(s) and initiate
playback thereof. If the user enables another zone player 11(n") to join the synchrony group
associated with zone player 11(n), operations in connection therewith can proceed as described

immediately above.

As yet another possibility, if a user, using the user interface module 13, enables a zone player
11(n) associated with a synchrony group to disengage from that synchrony group and join another
synchrony group, and if the zone player is not the master device of the synchrony group from which
it is disengaging, the zone player 11(n) can notify the master device of the synchrony group from
which it is disengaging, after which that zone player will terminate transmission of audio
information and timing information to the zone player 1l(n) that is disengaging.
Contemporaneously, the zone player 11(n) can notify the master device of the synchrony group that
it (that is, zone player 11(n)) is joining, after which the master device can begin transmission of
audio information and timing information to that zone player 11(n). The zone player 11(n) can
thereafter begin playback of the audio program defined by the audio information, in accordance with
the timing information so that the zone player 11(n) will play the audio program in synchrony with

the master device.

As yet another possibility, a user, using the user interface module 13, may enable a zone
player 11(n) that is not associated with a synchrony group, to begin playing an audio program using
audio information provided to it by an audio information source 14(n)(s) connected thereto. In that
case, the user, also using the user interface module 13 or a user interface device that is specific to
the audio information source 14(n)(s), can enable the audio information source 14(n)(s) to provide
audio information to the zone player 11(n). Afier the zone player 11(n) has begun playback, or
contemporaneously therewith, the user, using the user interface module 13, can enable other zone '

players 11(n'), 11(n"),... to join zone player 11(n)'s synchrony group and enable that zone player
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'11(n) to transmit audio information and timing information thereto as described above, to facilitate

synchronous playback of the audio program by the other zone players 11(n'), 11(n")....

A user can use the user interface module 13 to control other aspects of the network audio
system 10, including but not limited to the selection of the audio information source 14(n)(s) that
a particular zone player 11(n) is to utilize, the volume of the audio playback, and so forth. In
addition, a user may use the user interface module 13 to turn audio information source(s) 14(n)(s)

on and off and to enable them to provide audio information to the respective zone players 11(n).

Operations performed by the various devices associated with a synchrony group will be
described in connection with FIG. 2, which schematically depicts a functional block diagram of a
synchrony group in the network audio system 10 described above in connection with FIG. 1. With
reference to FIG. 2, a synchrony group 20 includes a master device 21 and zero or more slave
devices 22(1) through 22 (G) (generally identified by reference numeral 22(g)), all of which
synchronously play an audio program provided by an audio information channel device 23. Each
of the master device 21, slave devices 22(g) and audio information channel device 23 utilizes a zone
player 11(n) depicted in FIG. 1, although it will be clear from the description below that a zone
player may be utilized both for the audio information channel device for the synchrony group 20,
and the master device 21 or a slave device 22(g) of the synchrony group 20. As will be described
below in more detail, the audio information channel device 23 obtains the audio information for the
audio program from an audio information source, adds playback timing information, and transmits

the combined audio and playback timing information to the master device 21 and slave devices 22(g)

~ over the network 12 for playback. The playback timing information that is provided with the audio

information, together with clock timing information provided by the audio information channel
device 23 to the various devices 21 and 22(g) as will be described below, enables the master device

21 and slave devices 22(g) of the synchrony group 20 to play the audio information simultaneously.

The master device 21 and the slave devices 22(g) receive the audio and playback timing
information, as well as the clock timing information, that are provided by the audio information

channel device 23, and play back the audio program defined by the audio information. The master
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device 21 is also the member of the synchrony group 20 that communicates with the user interface

module 13 and that controls the operations of the slave devices 22(g) in the synchrony group 20.

.In addition, the master device 21 controls the operations of the audio information channel device 23

. that provides the audio and playback timing information for the synchrony group 20. Generally, the

initial master device 21 for the synchrony group will be the first zone player 11(n) that a user wishes
to play an audio program. However, as will be described below, the zone player 11(n) that operates
as the master device 21 can be migrated from one zone player 11(n) to another zone player 11(n'),
which preferably will be a zone player that is currently operating as a slave device 22(g) in the

synchrony group.

In addition, under certain circumstances, as will be described below, the zone player 11(n)
that operates as the audio information channel device 23 can be migrated from one zone player to
another zone player, which also will preferably will be a zone player that is currently operating as
amember of the synchrony group 20. It will be appreciated that the zone player that operates as the
master device 21 can be migrated to another zone player independently of the migration of the audio
information channel device 23. For example, if one zone player 11(n) is operating as both the master
device 21 and the audio information channel device 23 for a synchrony group 20, the master device
21 can be migrated to another zone player 11(n") while the zone player 11(n) is still operating as the
audio information channel device 23. Similarly, if one zone player 11(n) is operating as both the
master device 21 and the audio information channel device 23 for a synchrony group 20, the audio
information channel device 23 can be migrated to another zone player 11(n') while the zone player
11(n) is still operating as the master device 21. In addition, if one zone player 11(n) is operating as
both the master device 21 and the audio information channel device 23 for a synchrony group 20,
the master device 21 can be migrated to another zone player 11(n') and the audio information

channel device can be migrated to a third zone player 11(n").

The master device 21 receives control information from the user interface module 13 for
controlling the synchrony group 20 and provides status information indicating the operational status
of the synchrony group to the user interface module 13. Generally, the control information from the

user interface module 13 enables the master device 21 to, in turn, enable the audio information
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channel device 23 to provide audio and playback timing information to the synchrony group to
enable the devices 21 and 22(g) that are members of the synchrony group 20 to play the audio
program synchronously. In addition, the control information from the user interface module 13
enables the master device 21 to, in turn, enable other zone players to join the synchrony group as
slave devices 22(g) and to enable slave devices 22(g) to disengage from the synchrony group.
Control information from the user interface module 13 can also enable the zone player 11(n) that is
currently operating as the master device 21 to disengage from the synchrony group, but prior to
doing so that zone player will enable the master device 21 to transfer from that zone player 11(n) to
another zone playerl 1(n"), preferably to a zone player 11(n") that is currently a slave device 22(g) in
the synchrony group 20. The control information from the user interface module 13 can also enable
the master device 21 to adjust its playback volume and to enable individual ones of the various slave
devices 22(g) to adjust their playback volumes. In addition, the control information from the user
interface module 13 can enable the synchrony group 20 to terminate playing of a current track of the
audio program and skip to the next track, and to re-order tracks in a play list of tracks defining the

audio program that is to be played by the synchrony group 20.

The status information that the master device 21 may provide to the user interface module
13 can include such information as a name or other identifier for the track of the audio work that is
currently being played, the names or other identifiers for upcoming tracks, the identifier of the zone
player 11(n) that is currently operating as the master device 21, and identifiers of the zone players
that are currently operating as slave devices 22(g). In one embodiment, the user interface module

13 includes a display (not separately shown) that can display the status information to the user.

It will be appreciated that the zone player 11(n) that is operating as the audio information
channel device 23 for one synchrony group may also comprise the master device 21 or any of the
slave devices 22(g) in another synchrony group. This may occur if, for example, the audio
information source that is to provide the audio information that is to be played by the one synchrony
group is connected to a zone player also being utilized as the master device or a slave device for the
other synchrony group. This will be schematically illustrated below in connection with FIG. 2A.

Since, as noted above, the zone player 11(n) that is operating as the audio information channel

13-
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device 23 for the synchrony group 20 may also be operating as a master device 21 or slave device
22(g) for another synchrony group, it can also be connected to one or more audio reproduction
devices 15(n)(r), although that is not depicted in FIG. 2. Since the master device 21 and slave
devices 22(g) are all to provide playback of the audio program, they will be connected to respective
audio reproduction devices 15(n)(r). Furthermore, it will be appreciated that one or more of the
zone players 11(n) that operate as the master device 21 and slave devices 22(g) in synchrony group
20 may also operate as an audio information channel device for that synchron).' group or for another
synchrony group and so they may be connected to one or more audio information sources 14(n)(s),
although that is also not depicted in FIG. 2. In addition, it will be appreciated that a zone player

11(n) can also operate as a audio information channel device 23 for multiple synchrony groups.

Ifthe audio information channel device 23 does not utilize the same zone player as the master
device 21, the master device 21 controls the audio information channel device by exchanging control
information over the network 12 with the audio information channel device 23. The control
information is represented in FIG. 2 by the arrow labeled CHAN_DEV_CTRL_INFO. The control
information that the master device 21 provides to the audio information channel device 23 will
generally depend on the nature of the audio information source that is to provide the audio
information for the audio program that is to be played and the operation to be enabled by the control
information. If, for example, the audio information source is a qonventiona] compact disc, tape, or
record player, broadcast radio receiver, or the like, which is connected to a zone player 11(n), the
master device 21 may merely enable the zone player serving as the audio information channel device
23 to receive the audio information for the program from the audio information source. It will be
appreciated that, ifthe audio information is not in digital form, the audio information channel device
23 will convert it to digital form and provide the digitized audio information, along with the

playback timing information, to the master device 21 and slave devices 22(g).

On the other hand, if the audio information source is, for example, a digital data storage
device, such as may be on a personal computer or similar device, the master device 21 can provide
aplay list to the audio information channel device 23 that identifies one or more files containing the

audio information for the audio program. In that case, the audio information channel device 23 can
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retrieve the files from the digital data storage device and provide them, along with the playback
timing information, to the master device 21 and the slave devices 22(g). It will be appreciated that,
in this case, the audio information source may be directly connected to the audio information channel
device 23, as, for example, an audio information source 14(n)(s), or it may comprise an audio
information source 16(m) connected to the network 12. As a further alternative, if the audio
information source is a source available over the wide area network, the master device 21 can
provide a play list comprising a list of web addresses identifying the files containing the audio
information for the audio program that is to be played, and in that connection the audio information
channel device 23 can initiate a retrieval of the files over the wide area network. As yet another
alternative, if the audio information source is a source of streaming audio received over the wide area
network, the master device 21 can provide a network address from which the streaming audio can
be received. Other arrangements by which the master device 21 can control the audio information

channel device 23 will be apparent to those skilled in the art.

‘ The master device 21 can also provide control information to the synchrony group's audio
information channel device 23 to enable a migration from one zone player 11(n) to another zone
player 11(n"). This may occur if, for example, the audio information source is one of audio
information sources 16 or a source accessible over the wide area network via the network 12. The
master device 21 can enable migration of the audio information channel device 23 for several
reasons, including, for example, to reduce the loading of the zone player 11(n), to improve latency
of message transmission in the network 12, and other reasons as will be appreciated by those skilled

in the art.

Asnoted above, the audio information channel device 23 provides audio and playback timing
information for the synchrony group to enable the master device 21 and slave devices 22(g) to play
the audio program synchronously. Details of the audio and playback timing information will be
described in detail below in connection with FIGS. 3 and 4, but, in brief, the audio information
channel device 23 transmits the audio and playback timing information in messages over the network
12 using a multi-cast message transmission methodology. In that methodology, the audio

information channel device 23 will transmit the audio and playback timing information in a series
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of messages, with each message being received by all of the zone players 11(n) comprising the
synchrony group 20, that is, by the master device 21 and the slave devices 22(g). Each of the
messages includes a multi-cast address, which the master device 21 and slave devices 22(g) will
monitor and, when they detect a message with that address, they will receive and use the contents
of the message. The audio and playback timing information is represented in FIG. 2 by the arrow
labeled "AUD+PBTIME_INFO," which has a single tail, representing a source for the information
at the audio information channel device 23, and multiple arrowheads representing the destinations
of the information, with one arrowhead extending to the master device 21 and other arrowheads
extending to each of the slave devices 22(g) in the synchrony group 20. The audio information
channel device 23 may make use of any convenient multi-cast message transmission methodology
in transmitting the audio and playback timing information to the synchrony group 20. As will be
described in detail in connection with FIG. 4, the audio and playback timing information is in the
form of a series of frames, with each frame having a time stamp. The time stamp indicates a time,
relative to the time indicated by a clock maintained by the audio information channel device 23, at
which the frame is to be played. Depending on the size or sizes of the messages used in the selected
multi-cast message transmission methodology and the size or sizes of the frames, a message may

contain one frame, or multiple frames, or, alternatively, a frame may extend across several messages.

The audio information channel device 23 also provides clock time information to the master
device 21 and each of the slave devices 22(g) individually over network 12 using a highly accurate
clock time information transmission methodology. The distribution of the clock time information
is represented in FIG. 2 by the arrows labeled "AICD_CLK_INF (M)" (in the case of the clock time
information provided to the master device 21) and "AICD_CLK INF (S,)" through
"AICD_CLK_INF (S;)" (in the case of audio information channel device clock information provided
to the slave devices 22(g)). In one embodiment, the master device 21 and slave devices 22(g) make
use of the well-known SNTP (Simple Network Time Protocol) to obtain current clock time
information from the audio information channel device 23. The SNTP makes use of a unicast
message transfer methodology, in which one device, such as the audio information channel device

23, provides clock time information to a specific other device, such as the master device 21 or a
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slave device 22(g), using the other device's network, or unicast, address. Each of the master device
21 and slave devices 22(g) will periodically initiate SNTP transactions with the audio information
channel device 23 to obtain the clock time information from the audio information channel device
23. -As will be described below in more detail, the master device 21 and each slave device 22(g)
make use of the clock time information to determine the time differential between the time indicated
by the audio information channel device's clock and the time indicated by its respective clock, and
use that time differential value, along with the playback time information associated with the audio
information and the respective device's local time as indicated by its clock to determine when the
various frames are to be played. This enables the master device 21 and the slave devices 22(g) in

the synchrony group 20 to play the respective frames simultaneously.

As noted above, the control information provided by the user to the master device 21 through
the user interface module 13 can also enable the master device 21 to, in turn, enable another zone
player 11(n’) to join the synchrony group as a new slave device 22(g). In that operation, the user
interface module 13 will provide control information, including the identification of the zone player
11(n") that is to join the synchrony group to the master device 21. After it receives the identification
of the zone player 11(n') that is to join the synchrony group, the master device 21 will exchange
control information, which is represented in FIG. 2 by the arrows labeled SLV_DEV_CTRL_INF
(S,) through SLV_DEV_CTRL_INF (S;) group slave control information, over the network 12 with
the zone player 11(n') that is identified in the control information from the user interface module 13.
The control information that the master device 21 provides to the new zone player 11(n") includes
the network address of the zone player 11(n) that is operating as the audio information channel
device 23 for the synchrony group, as well as the multi-cast address that the audio information
channel device 23 is using to broadcast the audio and playback timing information over the network.

The zone player that is to operate as the new slave device 22(g'") uses the multi-cast address to begin

* receiving the multi-cast messages that contain the audio information for the audio program being

played by the synchrony group.

It will be appreciated that, if the zone player 11(n) that is operating as the master device 21

for the synchrony group 20 is also operating the audio information channel device 23, and if there
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are no slave devices 22(g) in the synchrony group 20, the audio information channel device 23 may
ﬁot be transmitting audio and playback timing information over the network. In that case, if the new
slave device 22(g') is the first slave device in the synchrony group, the zone player 11(n) that is
operating as both the master device 21 and audio information channel device 23, can begin
transmitting the audio and playback timing information over the network 12 when the slave device
22(g") is added to the synchrony group 20. The zone player 11(n) can maintain a count of the
number of slave devices 22(g) in the synchrony group 20 as they join and disengage, and, if the
number drops to zero, it can stop transmitting the audio and playback timing information over the

network 12 to reduce the message traffic over the network 12.

The new slave device 22(g") added to the synchrony group 20 uses the network address of
the audio information channel device 23 for several purposes. In particular, the new slave device
22(g") will, like the master device 21 (assuming the zone player 11(n) operating as the master device
21 is not also the audio information channel device 23), engage in SNTP transactions with the audio
information channel device 23 to obtain the clock timing information from the audio information
channel device 23. In addition, the new slave device 22(g') can notify the audio information channel
device 23 that it is a new slave device 22(g") for the synchrony. group 20 and provide the audio
information channel device 23 with its network address. As will be described below, in one
embodiment, particularly in connection with audio information obtained from a source, such as a
digital data storage device, which can provide audio information at a rate that is faster than the rate
at which it will be played, the audio information channel device 23 will buffer audio and timing
information and broadcast it over the network 12 to the synchrony group 20 generally at a rate at
which itis provided by the source. Accordingly, when anew slave device 22(g") joins the synchrony
group 20, the playback timing information may indicate that the audio information that is currently
being broadcast by the audio information channel device 23 using the multi-cast methodology is to
be played back some time in the future. To reduce the delay with which the new slave device 22(g")
will begin playback, the audio information channel device 23 can also retransmit previously
transmitted audio and timing information that it had buffered to the new slave device 22(g') using

the unicast network address of the slave device 22(g").
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The master device 21 can also use the slave device control information exchanged with the
slave devices 22(g) for other purposes. For example, the master device 21 can use the slave device
control information to initiate a migration of the master from its zone player 11(n) to another zone
player 11(n"). This may occur for any of a number ofreasons, including, for example, that the master
device 21 is terminating playback by it of the audio program and is leaving the synchrony group 20,
but one or more of the other devices in the synchrony group is to continue playing the audio
program. The master device 21 may also want to initiate a migration if it is overloaded, which can
occur if, for example, the zone player 11(n) that is the master device 21 for its synchrony group is

also operating as an audio information channel device 23 for another synchrony group.

The user can also use the user interface module 13 to adjust playback volume by the
individual zone players 11(n) comprising the synchrony group. In that operation, the user interface
module 13 provides information identifying the particular device whose volume is to be adjusted,
and the level at which the volume is to be set to the master device 21. If the device whose volume
is to be adjusted is the master device 21, the master device 21 can adjust its volume according to the
information that it receives from the user interface module 13. On the other hand, if the device
whose volume is to be adjusted is a slave device 22(g), the master device 21 can provide group slave

control information to the respective slave device 22(g), to enable it to adjust its volume.

The user can also use the user interface module 13 to enable a synchrony group 20 to cancel
playing of the track in an audio program that is currently being played, and to proceed immediately
to the next track. This may occur, for example, if the tracks for the program is in the form of a series
of digital audio information files, and the user wishes to cancel playback of the track that is defined
by one of the files. In that case, when the master device 21 receives the command to cancel playback
of the current track, it will provide channel device control information to the audio information
channel device 23 so indicating. Inresponse, the audio information channel device 23 inserts control
information into the audio and playback timing information, which will be referred to as a
"resynchronize" command. In addition, the audio information channel device 23 will begin

transmitting audio information for the next track, with timing information to enable it to be played
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" immediately. The resynchronize command can also enable playback of a track to be cancelled

before it has been played. Details of these operations will be described below.

As noted above, there may be multiple synchrony groups in the network audio system 10,

and further that, for example, a zone player 11(n) may operate both as a master device 21 or a slave

device 22(g) in one synchrony group, and as the audio information channel device 23 providing
audio and playback timing information and clock timing information for another synchrony group.
An illustrative arrangement of this will be described in connection with FIG. 2A. With reference
to FIG. 2A, that FIG. depicts elements of two synchrony groups, identified by reference numerals
20(1) and 20(2), respectively. For clarity, FIG. 2A does not show a number of elements, the
presence of which would be evident from FIGS. 1 and 2 as described above. For example, FIG. 2A
does not depict the audio information sources from which audio information is obtained for the
synchrony groups or the audio reproduction devices that are used to produce sound for the master
and slave devices, which are depicted in both FIGS. 1 and 2. In addition, FIG. 2A does not depict
arrows that represent control information provided by the respective master devices to the slave
devices in the respective synchrony groups, or to the audio information channel devices that provide
audio and timing information for the respective synchrony groups, which are depicted in FIG. 2. In
addition, FIG. 2A does not depict the arrows that represent the clock timing information provided
by the audio information channel devices to the respective members of the respective synchrony
groups, which are also depicted in FIG. 2. As will be noted below, however, FIG. 2A does depict
arrows representing the audio and playback timing information provided by the respective audio
information channel devices for the respective synchrony groups 20(1), 20(2), to the master and

slave devices comprising the respective synchrony groups 20(1), 20(2).

Each synchrony group 20(1), 20(2) comprises elements of a number of zone players. A
functional block diagram of a zone player will be described below in connection with FIG. 3.
Synchrony group 20(1) includes a master device 21(1) and "K" slave devices 22(1)(1) through
22(K)(1) (the index "1" in reference numeral 21(1) and the last index in reference numeral 22(1)(1)
through 21(K)(1) corresponds to the index of the synchrony group 20(1) to which they belong)
utilize zone players 11(1) and 11(K+1) respectively. Simi]aﬂy, synchrony group 20(2) includes a
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master device 21(2) and "L" slave devices 22(1)(2) through 22(L)(2) that utilize zone players
11(K+2) through 11(K+L+2). In the illustrative arrangement depicted in FIG. 2A, both synchrony
groups 20(1) and 20(2) are controlled by the user interface module 13, which can provide control
information to, and receive status information from, the master devices 21(1) and 21(2)
independently. It will be appreciated that separate user interface modules may be provided to
provide control information to, and receive status information from, the respective master devices

21(1), 21(2).

As noted above, the slave device 22(1)(2) in synchrony group 20(2) utilizes zone player
11(K+3). Inthe illustrative arrangement depicted in FIG. 2A, the audio information channel device
23(1) that provides audio and playback timing information to the master and slave devices 21(1),
22(1)(1),..., 22(K)(1) of synchrony group 20(1) also utilizes zone player 11(K+3). As noted above,
this may occur if, for example, the audio information source that is to provide audio information to
be played by the synchrony group 20(1) is connected to the zone player 11(K+3). Thus, when the
master device 21(1) of synchrony group 20(1) exchanges channel device control information with
the audio information channel device 23(1), it is effectively exchanging channel device control
information with the zone player 11(K+3). Similarly, when the master and slave devices 21(1),
22(1)(1),..., 22(K)(1) of synchrony group 20(1) receive audio and playback timing information, as
well as clock timing information, from the audio information channel device 23(1), they are
effectively receiving the information from the zone player 11(K+3). FIG. 2A depicts a multi-headed
arrow representing audio and playback timing information transmitted by the zone player 11(K+3),
as audio information channel device 23(1), to the master and slave devices 21(1),

22(1)(1),...,11(K)(1) comprising synchrony group 20(1).

On the other hand, in the illustrative arrangement depicted in FIG. 2 A, the synchrony group
20(2) utilizes a zone player 11(K+L+3) as its audio information channel device 23(2). As with
synchrony group 20(1), when the master device 21(2) of synchrony group 20(2) exchanges channel
device control information with the audio information channel device 23(2), it is effectively
exchanging channel device control information with the zone player 11(K+L+3). Similarly, when

the master and slave devices 21(2), 22(1)(2),..., 22(L)(2) of synchrony group 20(2) receive audio and
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playback timing information, as well as clock timing information, from the audio information
channel device 23(2), they are effectively receiving the information from the zone player
11(K+L+3). FIG. 2A depicts a multi-headed arrow representing audio and playback timing
information transmitted by the zone player 11(K+3) as audio information channel device 23(2) to

the master and slave devices 21(2), 22(1)(2),...,22(L)(2) comprising synchrony group 20(2).

In the illustrative arrangement depicted in FIG. 2A, zone player 11(K+L+3), which is the
audio information channel device 23(2) for synchrony group 20(2), is not shown as being either a
master or a slave device in another synchrony group. However, it will be appreciated that zone
player 11(K+L+3) could also be utilized as the master device or a slave device for another synchrony
group. Indeed, it will be appreciated that the zone player that is utilized as the audio information
channel device for synchrony group 20(2) may also be a zone player that is utilized as the master

device 21(1) or a slave device 22(1)(1),..., 22(K)(1) in the synchrony group 20(1).

A zone player 11(n) that is utilized as a member of one synchrony group may also be utilized
as the audio information channel device for another synchrony group if the audio information source
that is to supply the audio information that is to be played by the other synchrony group is connected
to that zone player 11(n). A zone player 11(n) may also be utilized as the audio information channel
device for the other synchrony group if, for example, the audio information source is an audio
information source 16(m) (FIG. 1) that is connected to the network 12 or an audio information
source that is available over a wide area network such as the Internet. The latter may occur if, for
example, the zone player 11(n) has sufficient processing power to operate as the audio information
channel device and it is in an optimal location in the network 12, relative to the zone players
comprising the other synchrony group (that is the synchrony group for which it is operating as audio
information channel device) for providing the audio and playback timing information to the
members of the other synchrony group. Other circumstances under which the zone player 11(n) that
is utilized as a member of one synchrony group may also be utilized as the audio information

channel device for another synchrony group will be apparent to those skilled in the art.
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As was noted above, the master device 21 for a synchrony group 20 may be migrated from
one zone player 11(n) to another zone player 11(n'). As was further noted above, the audio
information channel device 23 for a synchrony group 20 may be migrated from one zone player
11(n) to another zone player 11(n’). It will be appreciated that the latter may occur if, for example,
the audio information source that provides the audio program for the synchrony group is not
connected to the zone player 11(n) that is operating as the audio information channel device 23, but
instead is one of the audio information sources 16(m) connected to the network 12 or a source
available over a wide area network such as the Internet. Operations performed during a migration
of an audio information channel device 23 from one zone player 11(n) to another zone player 11(n’)
will generally depend on the nature of the audio information that is being channeled by the audio
information channel device 23. For example, if the audio information source provides streaming
audio, the zone player 11(n) that is currently operating as the audio information channel device 23
for the synchrony group 20, can provide the following information to the other zone player 11(n’")

that is to become the audio information channel device 23 for the synchrony group 20:
(a) the identification of the source of the streaming audio information,

(b) the time stamp associated with the frame that the zone player 11(n) is currently forming,

and

(c) the identifications of the zone players that are operating as the master device 21 and slave

devices 22(g) comprising the synchrony group 20.

After the zone player 11(n') receives the information from the zone player 11(n), it will begin
receiving the streaming audio from the streaming audio information source identified by the zone
player 11(n), assemble the streaming audio information into frames, associate each frame with atime
stamp, and transmit the resulting audio and playback timing information over the network 12. The
zone player 11(n") will perform these operations in the same manner as described above, except that,
instead of using the time indicated by its digital to analog converter clock 34 directly in generating
the time stamps for the frames, the initial time stamp will be related to the value of the time stamp

that is provided by the zone player 11(n) (reference item (b) above), with the rate at which the time

23-

Page 5410 of 5453



O 00 ~J O W & W N -

—_— e
HW N = O

15
16
17
18
19
20
21
22
23

24

25
26

11-0901

stamps are incremented corresponding to the rate at which its (that is, the zone player 11(n")'s) clock
increments. In addition, the zone player 11(n') will notify the zone players that are operating as the
master device 21 and slave devices 22(g) of the synchrony group 20 that it is the new audio
information channel device 23 for the synchrony group 20, and provide the multi-cast address that
it will be using to multi-cast the audio and playback timing information, as well as its unicast
network address. After the members of the synchrony group 20 receive the notification from the
zone player 11(n") indicating that it is the new audio information channel device 23 for the synchrony
group 20, they will receive the audio and playback timing information from the zone player 11(n')
instead of the zone player 11(n), using the multi-cast address provided by the zone player 11(n').
In addition, they can utilize the zone player 11(n')'s unicast network address to obtain current time
information therefrom. It will be appreciated that the zone player 11(n') will determine its current
time in relation to the time stamp that is provided by the zone player 11(n) (reference item (b) above)
or the current timé information that it received from the zone player 11(n) using the SNTP protocol

as described above.

Generally similar operations can be performed in connection with migrating the audio
information channel device from one zone player 11(n) to another zone player 11(n") if the audio
information is from one or more audio information files, such as may be the case if the audio
information comprises MP3 or WAV files that are available from sources such as sources 16(m)
connected to the network 12 or over from sources available over a wide area network such as the
Internet, except for differences to accommodate the fact that the audio information is in files. In that
case, the zone player 11(n) that is currently operating as the audio information channel device 23 for
the synchrony group 20 can provide the following information to the zone player 11(n') that is to

become the audio information channel device 23 for the synchrony group 20:
(d) alist of the audio information files coritaining the audio information that is to be played,

(e) the identification of the file for which the zone player 11(n) is currently providing audio

and playback timing information, along with the offset into the file for which the current item of
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audio and playback timing information is being generated and the time stamp that the zone player

11(n) is associating with that frame, and

(f) the identifications of the zone players that comprise the master device 21 and slave

devices 22(g) comprising the synchrony group 20.

After the zone player 11(n') receives the information from the zone player 11(n), it will begin
retrieving audio information from the file identified in item (e), starting at the identified offset. In
addition, the zone player 11(n') can assemble the retrieved audio information into frames, associate
each frame with a time stamp and transmit the resulting audio and playback timing information over
the network 12. The zone player 11(n') will perform these operations in the same manner as
described above, except that, instead of using the time indicated by its digital to analog converter
clock 34 directly in generating the time stamps for the frames, the value of the initial time stamp will
be related to the time stamp that is provided by the zone player 11(n) (reference item (e) above), with
the rate vat which the time stamps are incremented corresponding to the rate at which its (that is, the
zone player 11(n")'s) clock increments. In addition, the zone player 11(n') will notify the zone
players that are operating as the master device 21 and slave devices 22(g) of the synchrony group
20 that it is the new audio information channel device 23 for the synchrony group 20, and provide
the multi-cast address that it will be using to multi-cast the audio and playback timing information,
as well as its unicast network address. After the members of the synchrony group 20 receive the
notification from the zone player 11(n') indicating that it is the new audio information channel device
23 for the synchrony group 20, they will receive the audio and playback timing information from
the zone player 11(n') instead of the zone player 11(n), using the multi-cast address provided by the
zone player 11(n'). In addition, they can utilize the zone player 11(n")'s unicast network address to
obtain current time information therefrom. It will be appreciated that the zone player 11(n') will
determine its current time in relation to the time stamp that is provided by the zone player 11(n)
(reference item (b) above) or the current time information that it received from the zone player 11(n)
using the SNTP protocol as described above. The zone player 11(n") will process successive audio

information files in the list that it receives from the zone player 11(n) (reference item (d)).

25.

Page 5412 of 5453



Ny E- O S I S

©o

10
11
12
13
14
15
16
17
18
19
20

21
22
23
24
25
26

27"

28

11-0901

Operations performed by the zone players 11(n) and 11(n") in connection with migration of
the audio information channel device 23 for other types of audio information will be apparent to
those skilled in the art. In any case, preferably, the zone player 11(n) will continue operating as an
audio information channel device 23 for the synchrony group 20 for at least a brief time after it
notifies the zone player 11(n') that it is to become audio information channel device for the
synchrony group, so that the zone player 11(n') will have time to notify the zone players in the
synchrony group 20 that it is the new audio information channel device 23 for the synchrony group.

Before proceeding further in describing operations performed by the network audio system
10, it would be helpful to provide a detailed description of a zone player 11(n) constructed in

accordance with the invention. FIG. 3 depicts a functional block diagram of a zone player 11(n)

* constructed in accordance with the invention. All of the zone players in the network audio system

10 may have similar construction. With reference to FIG. 3, the zone player 11(n) includes an audio

information source interface 30, an audio information buffer 31, a playback scheduler 32, a digital

_to analog converter 33, an audio amplifier 35, an audio reproduction device interface 36, a network

communications manager 40, and a network interface 41, all of which operate under the control of

a control module 42. The zone player 11(n) also has a device clock 43 that provides timing signals

- that control the general operations of the zone player 11(n). In addition, the zone player 11(n)

includes a user interface module interface 44 that can receive control signals from the user interface
module 13 (FIGS. 1 and 2) for controlling operations of the zone player 11(n), and provide status

information to the user interface module 13.

Generally, the audio information buffer 31 buffers audio information, in digital form, along
with playback timing information. If the zone player 11(n) is operating as the audio information
channel device 23 (FIG. 2) for a synchrony group 20, the information that is buffered in the audio
information buffer 31 will include the audio and playback timing information that will be provided
to the devices 21 and 22(g) in the synchrony group 20. If the zone player 11(n) is operating as the
master device 21 or a slaye device 22(g) for a synchrony group, the information that is buffered in
the audio information buffer 31 will include the audio and playback timing information that the zone

player 11(n) is to play.
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The audio information buffer 31 can receive audio and playback timing information from two
sources, namely, the audio information source interface 30 and the network communications
manager 40. In particular, if the zone player 11(n) is operating as the audio information channel

device 23 for a synchrony group 20, and if the audio information source is a source 14(n)(s)

' connected to the zone player 11(n), the audio information buffer 31 will receive and buffer audio and

playback timing information from the audio information source interface 30. On the other hand, if
the zone player 11(n) is operating as the audio information channel device 23 for a synchrony group
20, and if the audio information source is a source 16(m) connected to the network 12, or a source
available over the wide area network, the audio information buffer 31 will receive and buffer audio
and playback timing information from the network communications manager 40. It will be
appreciated that, if the zone player 11(n) is not a member of the synchrony group, the zone player
11(n) will not play this buffered audio and playback timing information.

On yet another hand, if the zone player 11(n) is operating as the master device 21 or a slave
device 22(g) in a synchrony group, and if the zone player 11(n) is not also the audio information
channel device 23 providing audio and playback timing information for the synchrony group 20, the
audio information buffer 31 will receive and buffer audio and playback timing information from the

network communications manager 40.

The audio information source interface 30 connects to the audio information source(s)
14(n)(s) associated with the zone player 11(n). While the zone player 11(n) is operating as audio

information channel device 23 for a synchrony group 20, and if the audio information is to be

provided by a source 14(n)(s) connected to the zone player 11(n), the audio information source

interface 30 will selectively receive audio information from one of the audio information source(s)
14(n)(s) to which the zone player is connected and store the audio information in the audio
information buffer 21. Ifthe audio information from the selected audio information source 14(n)(s)
is in analog form, the audio information source interface 30 will convert it to digital form. The
selection of the audio information source 14(n)(s) from which the audio information source interface
30 receives audio information is under control of the control module 42, which, in turn, receives

control information from the user interface module through the user interface module interface 44.
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The audio information source interface 30 adds playback timing information to the digital audio

" information and buffers the combined audio and playback timing information in the audio

information buffer 21.

More specifically, as noted above, the audio information source interface 30 receives audio
information from an audio information source 14(n)(s), converts it to digital form if necessary, and
buffers it along with playback timing information in the audio information buffer 21. In addition,
the audio information source interface 30 will also provide formatting and scheduling information
for the digital audio information, whether as received from the selected audio information source
14(n)(s) or as converted from an analog audio information source. As will be made clear below, the
formatting and scheduling information will control not only playback by the zone player 11(n) itself,
but will also enable other zone players 11(n'), 11(n"),... that may be in a synchrony group for which
the zone player 11(n) is the master device, to play the audio program associated with the audio

information in synchrony with the zone player 11(n).

In one particular embodiment, the audio information source interface 30 divides the audio
information associated with an audio work into a series of frames, with each frame comprising
digital audio information for a predetermined period of time. As used herein, an audio track may
comprise any unit of audio information that is to be played without interruption. On the other hand,
an audio program may comprise a series of one or more audio tracks that are to be played in
succession. It will be appreciated that the tracks comprising the audio program may also be played
without interruption, or alternatively playback between tracks may be interrupted by a selected time
interval. FIG. 4 schematically depicts an illustrative framing strategy used in connection with one
embodiment of the invention for a digital audio stream comprising an audio work. More
specifically, FIG. 4 depicts a framed digital audio stream 50 comprising a sequence of frames 51(1)
through 51(F) (generally identified by reference numeral 51(f)). Each frame 51(f), in turn, comprises
a series of audio samples 52(f)(1) through 52(f)(S) (generally identified by reference numeral
52(f)(s)) of the audio track. Preferably all of the frames will have the same number "S" of audio
samples, although it will be appreciated from the following that that is primarily for convenience.

On the other hand, it will be appreciated that, the number of audio samples may differ from "S"; this
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may particularly be the case if the frame 51(f) contains the last audio samples for the digital audio
stream for a particular audio work. In that case, the last frame 51(F) will preferably contain samples
52(F)(1) through 52(F)(x), where "x" is less than "S." Generally, it is desirable that the number of
samples be consistent among all frames 51(f), and in that case padding, which will not be played,

can be added to the last frame 51(F). .

Associated with each frame 51(f) is aheader 55(f) that includes a number of fields for storing
other information that is useful in controlling playback of the audio samples in the respective frame
51(f). Inparticular, the header 55(f) associated with a frame 51(f) includes a frame sequence number
field 56, an encoding type field 57, a sampling rate information field 58, a time stamp field 60, an
end of track flag 61, and a length flag field 62. The header 55(f) may also include fields (not shown)
for storing other information that is useful in controlling playback. Generally, the frame sequence
number field 56 receives a sequence number "f" that identifies the relative position of the frame 51(f)
in the sequence of frames 51(1)..51(f)...51(F) containing the digital audio stream 50. The encoding
type field 57 receives a value that identifies the type of encoding and/or compression that has been
used in generating the digital audio stream. Conventional encoding or compression schemes include,
for example, the well-known MP3 and WAV encoding and/or compression schemes, although it will
be appreciated that other schemes may be provided for as well. The sampling rate information field
58 receives sampling rate information that indicates the sampling rate for the audio samples 52(f)(s).
As will be apparent to those skilled in the art, the sampling rate determines the rate at which the zone
player 11(n) is to play the audio samples 52(f)(s) in the frame, and, as will be described below,

determines the period of the digital to analog converter clock 34.

The condition of the end of work flag 61 indicates whether the frame 51(f) contains the last
digital audio samples for the audio track associated with the framed digital audio work 50. If the
frame 51(f) does not contain the audio samples that are associated with the end of the digital audio
stream 50 for a respective audio work, the end of work flag will be clear. On the other hand, if the
frame 51(f) does contain the audio samples that are associated with the end of the digital audio
stréam 50 for a respective audio work, the end of work flag 61 will be set. In addition, since the

number of valid audio samples 52(F)(s) in the frame 51(F), that is, the samples that are not padding,
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may be less than "S," the default number of audio samples in a frame 51(f), the length flag field 62
will contain a value that identifies the number of audio samples in 52(F)(s) in the last frame 51(F)
of the audio work 50. If, as noted above, the frames have a consistent number "S" of samples, the

samples 52(F)(x+1) through 52(F)(S) will contain padding, which will not be played.

The time stamp field 60 stores a time stamp that identifies the time at which the zone player
11(n) is to play the respective frame. More specifically, for each frame of a framed digital audio
stream 50 that is buffered in the audio information buffer 21 , the audio information source interface
30, using timing information from the digital to analog converter clock 34, will determine a time at
which the zone player 11(n) is to play the respective frame, and stores a time stamp identifying the
playback time in the time stamp field 60. The time stamp associated with each frame will later be
used by the playback scheduler 32 to determine when the portion of the digital audio stream stored
in the frame is to be coupled to the digital to analog converter 33 to initiate play back. It will be
appreciated that the time stamps that are associated with frames in sequential frames 51(1),
51(2),...,51(F), will be such that they will be played back in order, and without an interruption
between the sequential frames comprising the digital audio stream 50. It will further be appreciated
that, after a time stamp has been determined for the first frame, stored in frame 51(1), of a digital
audio stream 50, the audio information source interface 30 can determine time stamps for the

subsequent frame 51(2), 51(3),....,51(F) in relation to the number of samples "S" in the respective

" frames and the sample rate. The time stamps will also preferably be such that frames will be played

back after some slight time delay after they have been buffered in the audio information buffer 21;

the purpose for the time delay will be made clear below.

Returning to FIG. 3, in addition to dividing the digital audio information into frames, the
audio information source interface 30 also aggregates and/or divides the frames 51(f) as necessary
into packets, each of which will be of a length that would fit into a message for transmission over
the network, and associates each packet with a packet sequence number. For example, if a packet
will accommodate multiple frames 51(f), 51(f+1),... 51(f+y-1), it will aggregate them into a packet
and associate them with a packet number, for example p(x). Ifthe entire frames 51(f) and 51(f+y-1)

was accommodated in packet p(x), where "x" is the sequence number, which will occur if the size
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of a packet is an exact multiple of the frame size, the next packet, p(x+1) will begin with frame
51(f+y) and will include frames 51(f+y),..., S1(f+2y-1). Subsequent packets p(x+2),.... will be
formed in a similar manner. On the other hand, if the packet length will not accommodate an exact
multiple of the frame size, the last frame in the packet will be continued at the beginning of the next

packet.

If the audio information source interface 30 is aware of track boundaries, which may be the
case if the tracks are divided into files, the packets will reflect the track boundaries, that is, the
packets will not contain frames from two tracks. Thus, if the last frames associated with a track are
insufficient to fill a packet, the packet will contain padding from the last frame associated with the
track to the end of the packet, and the next packet will begin with the first frames associated with

the next track.

In one embodiment, the audio information source interface 30 stores the packets in the audio

" information buffer 31 in a ring buffer. As is conventional, a ring buffer includes a series of storage

locations in the buffer. Each entry will be sufficient to store one packet. Four pointers are used in
connection with the ring buffer, a first pointer pointing to the beginning of the ring buffer, a second
pointer pointing to the end of the ring buffer, an third "write" pointer pointing to the entry into which
a packet will be written and a fourth "read" pointer pointing to the entry from which packet will be
read for use in playback. When a packet is read from the ring buffer for playback, it will be read
from the entry pointed to by the read pointer. After the packet has been read, the read pointer will
be advanced. If the read pointer points beyond the end of the ring buffer, as indicated by the end
pointer, it will be reset to point to the entry pointed to by the beginning pointer, and the operations

can be repeated.

On the other hand, when the audio information source interface 30 stores a packet in the ring
buffer, first determine whether the entry pointed to by the write pointer points to the same entry as
the entry pointed to by the read pointer. If the write pointer points to the same entry as the entry
pointed to by the read pointer, the entry contains at least a portion of a packet that has not yet been

read for playback, and the audio information source interface 30 will delay storage of the packet until
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the entire packet has been read and the read pointer advanced. After the read pointer has been
advanced, the audio information source interface 30 can store the packet in the entry pointed to by
the write pointer. After the packet has been stored, the audio information source interface 30 will
advance the write pointer. Ifthe write pointer points beyond the end of the ring buffer, as indicated
by the end pointer, it will be reset to point to the entry pointed to by the beginning pointer, and the

operations can be repeated.

As noted above, the zone player 11(n) can operate both as an audio information channel
device 23 and a member of the synchrony group 20 of which it is a member. In that case, the audio
information buffer 31 can contain one ring buffer. On the other hand, the zone player 11(n) can

operate as an audio information channel device 23 for one synchrony group 20(1) (FIG. 2A) and a

_ member of another synchrony group 20(2). In that case, the audio information buffer 31 would

‘maintain two ring buffers, one for the audio and timing information associated with synchrony group

20(1), and the other for the audio and timing information associated with synchrony group 20(2).
It will be appreciated that, in the latter case, the zone player 11(n) will only use the audio and timing

information that is associated with synchrony group 20(2) for playback.

The playback scheduler 32 schedules playback of the audio information that is buffered in
the audio information buffer 31 that is to be played by the zone player 11(n). Accordingly, under
control of the playback scheduler 32, the digital audio information that is buffered in the audio
information buffer 21 that is to be played by the zone player 11(n) is transferred to the digital to
analog converter 33 for playback. As noted above, if the zone player 11(n) is operating as an audio
information channel device 23 for a synchrony group 20 for which it is not a member, the playback
scheduler 32 will not schedule the digital audio information that is to be played by that synchrony
group 20 for playback. The playback scheduler 32 only schedules the digital audio information, if
any, that is buffered in the audio information buffer 31 that is associated with a synchrony group for

which the zone player 11(n) is a member, whether as master device 21 or a slave device 22(g).

Essentially, the playback scheduler 32 makes use of the read pointer associated with the

circular buffer that contains the audio and playback timing information that is to be played by the
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zone player 11(n). The playback scheduler 32 retrieves the packet information from the entry of the
ring buffer pointed to by the read pointer, and then advances the ring pointer as described above. The
playback scheduler 32 determines the boundaries of the frames. in the packet and uses the time
stamps in the time stamp fields 60 associated with the respective frame 51(f), along with timing
information provided by the zone player 11(n)'s digital to analog converter clock 34, to determine
when the respective frame is to be transferred to the digital to analog converter 33. Generally, when
the time stamp associated with a buffered digital audio information frame corresponds to the current
time as indicated by the digital to analog converter clock 34, the playback scheduler 32 will enable

the respective frame to be transferred to the digital to analog converter 33.

The digital to analog converter 33, also under control of the digital to analog converter clock
34, converts the buffered digital audio information to analog form, and provides the analog audio
information to the audio amplifier 35 for amplification. The amplified analog information, in turn,
is provided to the audio reproduction devices 15(n)(r) through the audio reproduction device

interface 36. The audio reproduction devices 15(n)(r) transform the analog audio information signal .

to sound thereby to provide the audio program to a listener. The amount by which the audio

amplifier 35 amplifies the analog signal is controlled by the control module 42, in response to

volume control information provided by the user through the user interface module 13.

The network communications manager 40 controls network communications over the

* network 12, and the network interface 41 transmits and receives message packets over the network

12. The network communications manager 40 generates and receives messages to facilitate the
transfer of the various types of information described above in connection with FIG. 2, including the
channel device control information, slave device control information, audio and playback timing
information and the audio information channel device's clock timing information. In connection
with the channel device control information and the slave device control information, the network
communications manager 40 will generate messages for transfer over the network 12 in response to
control information from the control module 42. Similarly, when the network communications

manager 40 receives messages containing channel device control information and slave device
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control information, the network communications manager will provide the information to the

control module 42 for processing.

With regards to the audio information channel device's clock timing information, as noted
above, the master device 21 and slave devices 22(g) of the synchrony group 20 obtain the clock
timing information from the audio information channel device 23 using the well-known SNTP. If
the zone player 11(n) is operating as the audio information channel device 23 for a synchrony group,
during the SNTP operation, it will provide its current time, particularly a current time as indicated
by its digital to analog converter clock 34. On the other hand, if the zone player 11(n) is operating
as the master device 21 or slave device 22(g) of a synchrony group 20, it will receive the clock
timing information from the audio information channel device 23. After the respective device 21,
22(g) has obtained the audio information channel device's clock timing information, it will generate
a differential time value AT representing the difference between the time T indicated by its digital
to analog converter clock 34 and the current time information from the audio information channel
device 23. The differential time value will be used to update the time stamps for the frames of the

digital audio stream 50 (FIG. 4) that are received from the audio information channel device.

With regards to the audio and playback timing information, operations performed by the

network communications manager 40 will depend on whether

(i) the audio and playback timing information has been buffered in the audio information

_ buffer 31 for transmission, as audio information channel device 23, over the network 12 to the

master device 21 and/or slave devices 22(g) of a synchrony group, or

(ii) the audio and playback timing information has been received from the network 12 to be
played by the zone player 11(n) as either the master device 21 for a synchrony group or a slave

device in a synchrony group.

It will be appreciated that the network communications manager 40 may be engaged in both (i) and
(ii) contemporaneously, since the zone player 11(n) may operate both as the audio information

channel device 23(1) for a synchrony group 20(1) (reference FIG. 2A) of which it is not a member,
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and a member of another synchrony group 20(2) for which another zone player 11(n’) is the audio
information channel device 23(2). With reference to item (i) above, after a packet that is to be
transmitted has been buffered in the respective ring buffer, the network communications manager
40 retrieves the packet, packages it into a message and enables the network interface 41 to transmit
the message over the network 12. If the control module 42 receives control information from the
user interface module 13 (if the master device 21 is also the audio information channel device 23 for
the synchrony group 20) or from the master device (if the master device 21 is not the audio
information channel device 23 for the synchrony group 20) that would require the transmission of
a "resynchronize" command as described above, the control module 42 of the audio information
channel device 23 enables the network communications manager 40 to insert the command into a
message containing the audio and playback timing information. Details of the operations performed
in connection with the "resynchronize" command will be described below. As noted above, the
"resynchronize" command is used if the user enables a synchrony group to terminate the playback

of atrack that is currently being played, or cancel playback of a track whose playback has not begun.

On the other hand, with reference to item (ii) above, if network interface 41 receives a
message containing a packet containing frames of audio and playback timing information that the
zone player 11(n) is to play either as a master device 21 or a slave device for a synchrony group 20,
the network interface 41 provides the audio and playback timing information to the network
communications manager 40. The network communications manager 40 will determine whether the
packet contains a resynchronize command and, if so, notify the control module 42, which will enable
operations to be performed as described below. In any case, the network communications manager
40 will normally buffer the various frames comprising the audio and playback timing information
in the audio information buffer 31, and in that operation will generally operate as described above
in connection with the audio information source interface 30. Before buffering them, however, the
network communications manager 40 will update their time stamps using the time differential value
described above. It will be appreciated that the network communications manager 40 will perform
similar operations whether the messages that contain the packets were multi-cast messages or unicast

messages as described above
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The updating of the time stamps by the master device 21 and the slave devices 22(g) in the
synchrony group 20 will ensure that they all play the audio information synchronously. In particular,
after the network communications manager 40 has received a frame 51(f) from the network interface
41, it will also obtain, from the digital to analog converter clock 34, the zone player 11(n)'s current
time as indicated by its digital to analog converter clock 34. The network communications manager
40 will determine a time differential value that is the difference between the slave device's current
clock time, as indicated by its digital to analog converter 34, and the audio information channel
device's time as indicated by the audio information channel device's clock timing information.
Accordingly, if the master or slave device's current time has a value Tg and the audio information
channel device's current time, as indicated by the clock timing information, has a value T, the time
differential value AT=T-T,. If the current time of the master or slave device in the synchrony group ‘
20, as indicated by its digital to analog converter clock 34, is ahead of the audio information channel
device's clock time as indicated by the clock timing information received during the SNTP operation,
the time differential value will have a positive value. On the other hand, if the master or slave
device's current time is behind the audio information channel device's clock time, the time
differential value AT will have a negative value. If the zone player 11(n) obtains clock timing
information from the audio information channel device 23 periodically while it is a member of the
synchrony group 20, the network communications manager 40 can generate an updated value for the
time differential value AT when it receives the clock timing information from the audio information

channel device 23, and will subsequently use the updated time differential value.

The network communications manager 40 uses the time differential value AT that it generates

from the audio information channel device timing information and zone player 11(n)'s current time

- to update the time stamps that will be associated with the digital audio information frames that the

zone player 11(n) receives from the audio information channel device. For each digital audio
information frame that is received from the audio information channel device, instead of storing the
time stamp that is associated with the frame as received in the message in the audio information
buffer 21, the network communications manager 40 will store the updated time stamp with the

digital audio information frame. The updated time stamp is generated in a manner so that, when the
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zone player 11(n), as a member of the synchrony group plays back the digital audio information

frame, it will do so in synchrony with other devices in the synchrony group.

More specifically, after the zone player 11(n)'s network interface 41 receives a message
containing a packet that, in turn, contains one or more frames 51(f), it will provide the packet to the
network communications manager 40. For each frame 51(f) in the packet that the network
communications manager 40 receives from the network interface 41, the network communications
manager 40 will add the time differential value AT to the frame's time stamp, to generate the updated

time stamp for the frame 51(f), and store the frame 51(f), along with the header 55(f) with the

~ updated time stamp in the audio information buffer 31. Thus, for example, if a frame's time stamp

has a time value T, the network communications manager 40 will generate an updated time stamp

"TY; having a time value TY; =T +AT. Since time value T"; according to the slave device's digital

to analog converter clock 34 is simultaneous to the time value T according to the audio information
channel device's digital to analog converter clock 34, the zone player 11(n) device will play the
digital audio information frame at the time determined by the audio information channel device 23.
Since all of the members of the synchrony group 20 will perform the same operations, generating
the updated time stamps T} for the various frames 51(f) in relation to their respective differential
time values, all of the zone players 11(n) in the synchrony group 20 will play them synchronously.
The network communications manager 40 will generate updated time stamps TV for all of the time

stamps 60 in the packet, and then store the packet in the audio information buffer 31.

It will be appreciaied that, before storing a packet in the audio information buffer 21, the
network communications manager 40 can compare the updated time stamps TV, associated with the
frames in the packet to the slave device's current time as indicated by its digital to analog converter
clock 34. Ifthe network communications manager 40 determines the time indicated by the updated
time stamps of frames 51(f) in the packet are earlier than the zone player's current time, it can discard
the packet instead of storing it in the audio information buffer 21, since the zone player 11(n) will
not play them. That is, if the updated time stamp has a time value T, that identifies a time that is
earlier than the zone player's current time Tg as indicated by the zone player's digital to analog

converter clock 34, the network communications manager 40 can discard the packet.
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If the zone player 11(n) is operating as the master device 21 of a synchrony group 20, when
the user, through the user interface module 13, notifies the zone player 11(n) that another zone player
11(n") is to join the synchrony group 20 as a slave device 22(g), the control module 42 of the zone
player 11(n) enables the network communications manager 40 to engage in an exchange of
messages, described above in connection with FIG. 2, to enable the other zone player 11(n') to join
the synchrony group 20 as a slave device. As noted above, during the message exchange, the
messages generated by the network communications manager 40 of the zone player 11(n) will
provide the network communications manager of the zone player 11(n') that is to join the synchrony
group 20 with information such as the multi-cast address being used by the audio information
channel device 23 that is providing the audio program to the synchrony group 20, as well as a unicast
network address for the audio information channel device 23. After receiving that information, the
network communications manager and network interface of the zone player 11(n') that is to join the
synchrony group 20 can begin receiving the multi-cast messages containing the audio program for
the synchrony group, engage in SNTP transactions with the audio information channel device 23 to
obfain the latter's current time, and also enable the audio information channel device 23 to send the
zone player 11(n') frames 51(f) that it had previously broadcast using the unicast message

transmission methodology as described above.

On the other hand, if the network communications manager 40 and network interface 41 of

the zone player 11(n) receive a message over the network 12 indicating that it is to become a slave

~ device 22(g) of a synchrony group for which another zone player 11(n') is the master device, the

network communications manager 40 for zone player 11(n) will provide a notification to the control
module 42 of zone player 11(n). Thereafter, the control module 42 of zone player 11(n) can enable
the network communications manager 40 of zone player 11(n) to perform the operations described

above to enable it to join the synchrony group 20.

As noted above, the user, using user interface module 13, can enable the synchrony group
to terminate playback of a track of an audio program that is currently being played. After playback
of a track that is currently being played has been terminated, playback will continue in a

conventional manner with the next track that has been buffered in the audio information bpffer 31.

-38-

Page 5425 of 5453



O 00 NN N W AW =

—
—_— O

12
13
14
15

16
17
18
19

20

21

22
23
24

11-0901

It will be appreciated that that could be the next track that is on the original play list, or a previous
track. In addition, the user can enable the synchrony group 20 to cancel playback of a track that it
has not yet begun to play, but for which buffering of packets has begun in the synchrony group 20.

Both of these operations make use of the "resynchronize" command that the master device 21 of the

synchrony group 20 can enable the audio information channel device 23 to include in the multi-cast

~ message stream that it transmits to the synchrony group 20. Generally, in response to receipt of the -

resynchronize command, the members of the synchrony group 20 flush the ring buffer containing

the packets that they are to play in the future. In addition, if the members of the synchrony group

‘provide separate buffers for their respective digital to analog converters 33, the members will also

flush those buffers as well. After the audio information channel devicetransmits a packet containing

the resynchronize command:

(1) in the case of the use of the resynchronize command to terminate playing of a track that
is currently being played, the audio information channel device 23 will begin multi-casting packets
for the next track, to begin play immediately, and will continue through the play list in the manner

described above; and

(i) in the case of the use of the resynchronize command to cancel play of a track for which
buffering has begun, but which is to be played in the future, the audio information channel device
23 will begin multi-casting packets for the track after the track that has been cancelled, to be played
beginning at the time the cancelled track was to begin play, and will also continue through the play

list in the manner described above.
It will be appreciated that,

(a) in the first case (item (i) directly above), the resynchronize command can enable the read
pointer to be set to point to the entry in the circular buffer into which the first packet for the next

track will be written, which will cortespond to the entry to which the write pointer points, but
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(b) in the second case (item (ii) directly above), the resynchronize command can enable the
write pointer for the circular buffer to be set to point to the entry that contains the first packet for the

track whose play is being cancelled.

It will further be appreciated that, if a track is cancelled for which buffering has not begun, the
resynchronize command will generally not be necessary, since the audio information channel device

23 for the synchrony group 20 need only delete that track from the play list.

Operations performed in connection with use of the resynchronize command to cancel
_playback of a track that is currently béing played will be described in connection with Packet
Sequence A below, and operations performed in connection with the use of the resynchronize
command to cancel playback of a track that is has not yet begun to play, but for which buffering of

packets has begun, will be described in connection with Packet Sequence B below.

Packet Sequence A
(A1.0) [packet 57]
(Al.1 [continuation of frame 99]
(Al1.2) [frame 100, time = 0:00:01, type = mp3 audio]
(Al1.3) [frame 101, time = 0:00:02, type = mp3 audio]
(Al.4) [frame 102, time = 0:00:03, type = mp3 audio]
(A2.0) [packet 58]
(A2.1) [continuation of frame 102]
(A2.2) [frame 103, time = 0:00:04, type = mp3 audio]
(A2.3) [frame 104, time = 0:00:05, type = mp3 audio]
(A2.4) [frame 105, time = 0:00:06, type = mp3 audio]
(A3.0) [packet 59].
(A3.1) [continuation of frame 105]
(A3.2) [frame 106, time = 0:00:07, type = mp3 audio]
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(A3.3) [frame 107, time = 0:00:08, type = mp3 audio]
(A3.4) [frame 108, time = 0:00:09, type = mp3 audio]

(A4.0) [packet 60]

(A4d.1) [continuation of frame 108]

(A4.2) [frame 109, time = 0:00:10, type = mp3 audio]
(A4.3) [Resynchronize command]

(Ad.4) [Padding, if necessary]

(A5.0) [packet 61]

(AS.1) [frame 1, time = 0:00:07, type = mp3 audio]
(AS.2) [frame 2, time = 0:00:08, type = mp3 audio]
(AS.3) [frame 3, time = 0:00:09, type = mp3 audio]
(AS5.4) [frame 4, time = 0.00.10, type = mp3 audio]

(A6.0) [packet 62]

(A6.1) [continuation of frame 4]

(A6.2) [frame 5, time = 0:00:11, type = mp3 audio]
(A6.3) [frame 6, time = 0:00:12, type = mp3 audio]
(A6.4) [frame 7, time = 0:00:13, type = mp3 audio]

Packet Sequence A comprises a sequence of six packets, identified by packet 57 through
backet 62, that the audio information channel device 23 multi-casts in respective messages to the
members of a synchrony group 20. It will be appreciated that the series of messages that the audio
information channel device 23 may multi-cast to the synchrony group 20 may include a messages
prior to the packet 57, and may also include messages after packet 62. Each packet comprises a
packet header, which is symbolized by lines (A1.0), (A2.0),...(A6.0) in Packet Sequence A, and will
generally also include information associated with at least a portion of a frame. In the packets

represented in Packet Sequence A, each packet includes information associated with a plurality of
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frames. Depending on the lengths of the packets, each packet may contain information associated
with a portion of a frame, an entire frame, or multiple frames. In the illustration represented by

Packet Sequence A, it is assumed that each packet may contain information associated with multiple

frames. In addition, it is assumed that a packet does not necessarily contain information associated

with an integral number of frames; in that case, a packet may contain information associated with
a portion of a frame, and the next packet will contain the information associated with the rest of a

frame.

The frames and associated header playback timing information contained in the various
packets are symbolized by lines (A1.1), (A1.2),...,(A1.4), (A2.1),....(A6.4) of Packet Sequence A.
Thus, for example, line (A1.2) of packet 57 represents the one-hundredth frame, that is, frame
51(100) (reference FIG. 4), of the track whose audio information is being transmitted in the sequence
of packets that includes packet 57. The frame 51(100) is to be played at an illustrative time,
according to the audio information channel device's digital to analog converter clock, of
"time = 0:00:01," and the frame is encoded and/or compressed using the well-known MP3 encoding
and compression methodology. In that case, the legend"time = 0:00:01" represents the time stamp
that would be included in field 60 (FIG. 4) of the header associated with the frame 50(100) as multi-
cast by the audio information channel device for the synchrony group. It will be appreciated that the
playback time and encoding/compression methodology will be referred in the header 55(100) that
is associated with the frame 51(100). It will also be appreciated that the header may also contain

additional information as described above.

Similarly, line (A1.3) of packet 57 represents the one-hundred and first frame, that is, frame
51(101), of the track whose audio information is being transmitted in the sequence of packets that
includes packet 57. The frame 51(101)is to be ﬁ]ayed at an illustrative time, according to the audio
information channel device's digital to analog converter clock, of "0:00:02," and the frame is also
encoded and/or compressed using the MP3 encoding and compression methodology. Line (Al.4)
of packet 57 represents similar information, although it will be appreciated that, depending on the
length of packet 57, the line may not represent the information for an entire frame 51(102) and/or

its associated header. Ifthe length of packet 57 is not sufficient to accommeodate the information for
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the entire frame 51(102) and/or associated header, the information will continue in packet 58, as

represented by line (A2.1) in Packet Sequence A. Similarly, if the length of packet 56 was not
sufficient to contain the information for an entire frame 51(99) preceding frame 51(100), packet 57
(lines (A1.0) through 1.4) may contain any information from frame 51(99) that packet 56 was unable

to accommodate.

As noted above, when the master device 21 or a slave device 22(g) in the synchrony group
20 receives the packet 57, its respective network communications manager 40 will update the time
stamps associated with the various frames 51(f) as described above before buffering the respective

frames in the respective audio information buffer 31.

Packets 58 and 59 contain information that is organized along the lines described above in

connection with packet 57.

Packet 60 also contains, as represented by lines (A4.1) and (A4.2), information that is
organized along the lines of the information represented by lines (Ax.1) and (Ax.2) ("x" equals an
integer) described above in connection with packets 57 through 59. On the other hand, packet 60
contains a resynchronize command, as represented by line (A4.3). Packet 60 also may contain
padding, as represented by line 4.4, following the resynchronize command. As noted above, the
master device 21 of a synchrony group 20 will enable the audio information channel device 23 that
is providing audio information to the synchrony group 20 to multi-cast a message containing the
resynchronize command when it receives notification from the user interface module 13 that the user
wishes to cancel playback of a track that is currently being played. In the example depicted in
Packet Sequence A, as will be described below, the audio information channel device 23 receives
notification from the master device 21 that the user wishes to cancel playback of a track at a time
corresponding to "time = 0:00:07" according to its digital to analog converter clock 34, and, in line

(A4.3) of packet 60 it will provide the resynchronize command, followed by padding, if necessary.

As will be apparent from examining lines (A3.1) through (A3.4) of packet 59 and lines
(A4.A1) and (A4.2) of packet 60, although the audio information channel device 23 has received the

" notification from the synchrony group's master device 21 to multi-cast the resynchronize command
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at a time corresponding to "time = 0:00:07" according to the clock time indicated by its digital to

analog converter clock 34, it (that is, the audio information channel device 23) has already multi-cast

messages containing frames that are to be played at that time and subsequently. That is, the audio
information channel device 23 has, multi-cast in packet 59, frames 51(106) through 51(108) that

contain time stamps "time = 0:00:07," "time = 0:00:08" and "time = 0:00:09," respectively, and, in

A packet 60, in addition to the continuation of frame 51(108), frame 51(109) that contains time stamp

"time = 0:00:10." (It will be appreciated that the times indicated by the illustrative time stamps are
for illustration purposes only, and that in an actual embodiment the time stamps may have different

values and differentials.)

As noted above, the audio information channel device 23 multi-casts a message containing
a packet that, in turn, contains the resynchronize command when it receives the notification from
the master device 21 to do so. In the example depicted in Packet Sequence A, the packet will be
multi-cast when the audio information channel device's digital to analog converter clock time

corresponds to "0:00:07." Subsequently, two things happen. In one, aspect, when the master device

21 and slave devices 22(g) receive the packet that contains the resynchronize command, they will

~ stop playing the audio program that they are playing.

In addition, the audio information channel device 23 will begin transmitting frames
containing audio information for the next track, including therewith time stamps-immediately
following the digital to analog converter clock time at which the packet including the resynchronize
command was transmitted. Accordingly, and with further reference to Packet Sequence A, the audio
information channel device 23 will multi-cast a message containing packet 61. As indicated above,
packet 61 contains, as represented in lines (AS5.1) through (A5.3), frames 51(1) through 51(3), which
are the first three frames of the next track of the audio program that is to be played. It is also
compressed and encoded using the MP3 encoding and compression scheme, and it is accompanied
by time stamps "time = 0:00:07," "time = 0:00:08" and "time = 0:00:10." As noted above, the time
stamp "time = 0:00:07" corresponds to the clock time at which the audio information channel device
23 multi-casts the resynchronize command, and, when the master device 21 and slave devices 22(g)

receive these frames, they would be expected to begin playing them very shortly, if not immediately
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after the audio information channel device 23 multi-casts the message containing the packet that, in
turn, contains the resynchronize command. Packet 61 also includes at least a portion of the next
frame, that is, frame 51(4), for that track. In addition, Packet Sequence A depicted above further
includes a subsequent packet, namely, packet 62, that contains any necessary continuation of frame
51(4), as well as three subsequent frames. If any additional packets are required for the track, as well

as for subsequent tracks, they can be multi-cast in a similar manner.

As further noted above, the resynchronize command can also be used to cancel playing of
one or more tracks for which playback has begun. This will be illustrated in connection with Packet

Sequence B:

Packet Sequence B

(B1.0) [packet 157]

(B1.1) [continuation of frame 99]

(B1.2) [frame 100, time = 0:00:01, type = mp3 audio]

(B1.3) [frame 101, time = 0:00:02, type = mp3 audio]

(B1.4) [frame 102, time = 0:00:03, type = mp3 audio]

(B2.0) [packet 158]

(B2.1) | [continuation of frame 102]

(B2.2) [frame 103, time = 0:00:04, type = mp3 audio]
' (B2.3) [frame 104, time = 0:00:05, type = mp3 audio]

(B2.4) [frame 105, time = 0:00:06, type = mp3 audio]

(B3.0) [packet 159]

(B3.1) [continuation of frame 105]

(B3.2) [frame 106, time = 0:00:07, type = mp3 audio]
(B3.3) [track boundary notification]

(B34) [Padding, if necessary]
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(B4.0) [packet 160]

(B4.1) [frame 1, time = 0:00:08, type = mp3 audio]

(B4.2) [frame 2, time = 0:00:09, type = mp3 audio]

(B4.3) [frame 3, time = 0:00:10, type = mp3 audio]

(B5.0) [packet 161]

(Bs.1) [continuation of frame 3]

(B5.2) [frame 4, time = 0:00:11, type = mp3 audio]

(B5.3) [Resynchronize, after packet 159]

(B5.4) [Padding, if necessary]

(B6.0) [packet 162]

(B6.1) [frame 1, time = 0:00:08, type = mp3 audio]
- (B6.2) [frame 2, time = 0:00:09, type = mp3 audio]

(B6.3) [frame 3, time = 0:00:10, type = mp3 audio] .

B6.4) [frame 4, time = 0:00:11, type = mp3 audio]

(B7.0) [packet 163]

B7.1) [continuation of frame 4]

(B7.2) [frame 5, time = 0:00:12, type = mp3 audio]

(B7.3) [frame 6, time = 0:00:13, type = mp3 audio]

(B7.4) [frame 7, time = 0:00:14, type = mp3 audio]

Packet Sequence B comprises a series of seven packets, identified by packet 157 through 163
, that the audio information channel device 23 multi-casts to the members of a synchrony group 20.
As with Packet Sequence A, it will be appreciated that the series of packets that the audio
information channel device 23 may multi-cast to the synchrony group 20 may include packets prior

to the packet 157, and may also include packets after packet 162. Each packet comprises a packet
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header, which is symbolized by lines (B1.0), (B2.0),...(B7.0) in Packet Sequence B. As in Packet
Sequence A, each packet will also generally include information associated with at least a portion
of a frame 51(f)along with its associated frame 55(f). As in the packets represented in Packet
Sequence A, each packet includes information associated with a plurality of frames. Depending on
the lengths of the packets, each packet may contain information associated with a portion of a frame,
an entire frame, or multiple frames. Further, as with Packet Sequence A, it is assumed that each
packet may contain information associated with multiple frames. In addition, it is assumed that a
packet does not necessarily contain information associated with an integral number of frames; in that
case, a packet may contain information associated with a portion of a frame, and the next packet will

contain the information associated with the rest of a frame.

The structures of the packets represented by Packet Sequence B are similar to those described
above in connection with Packet Sequence A, and will not be repeated here. Generally, Packet
Sequence B illustratively contains a sequence of packets that represent at least portions of three
tracks that may have been selected from, for example, a play list. In particular, packets 157 through
159 represent frames from a portion of one track, packets 160 and 161 represent frames from a
second track and packets 162 and 163 represent frames from a third track. The play list indicated
that the ﬁrst,. second and third tracks were to be played in that order. With particular reference to
Packet Sequence B, it should be noted that line (B3.3) indicates that packet 159 includes an
indication that that packet contains the last frame for the track, and line (B3.4) provides for padding
to the end of the packet. The first frame of the next track begins in packet 160.

» In connection with the use of the resynchronize command to cancel playback of a track, at
least a portion of which the audio information channel device 23 has multi-cast to the members of
the synchrony group, packet 161, in line (BS.3) represents a resynchronize command that indicates
that resynchronization is to occur after packet 159, that is, immediately after the packet that contains
the last frame of the first of the three tracks represented by the packets in Packet Sequence B. It
should be noted that the resynchronize command is in the packet 161, while the resynchronization

is to occur at packet 160, that is, the synchrony group is to not play the track starting with packet

/160, but instead is to begin playing the track frames for which begin with the next packet, that is,
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packet 162. Aswith Packet Sequence A, in Packet Sequence B the audio information channel device
23, in packet 162 and 163, multi-casts frames whose time stamps indicate that thbey are to be played
when the frames that were multi-cast in packets 160 and 161 were to be played. By use of the

resynchronize command and specifying a packet in this manner, the audio information channel

device can cancel playback of a track for which playback has not yet begun.

It will be appreciated that the resynchronize command is generally not necessary for

~ cancelling play back of a track that the audio information channel device 23 has not started multi-

casting to the synchrony group 20, since the audio information channel device 23 itself can re-order

the play list to accommodate the cancellation.

The invention provides a number of advantages. In particular, the invention provides a
network audio system in which a number of devices share information can reproduce audio
information synchronously, notwithstanding the fact that packets, which may contain digital audio
information, transmitted over the network to the various zone players connected thereto may have
differing delays and the zone players operate with independent clocks. Moreover, although the
invention has been described in connection with audio information, it will be appreciated that the
invention will find utility in connection with any type of isochronous information for which
synchrony among devices is desired. The system is such that synchrony groups are created and
destroyed dynamically, and in such a manner as to avoid requiring a dedicated device as the master

device.

It will be appreciated that a number of changes and modifications may be made to the
network audio system 10 as described above. For example, although the‘invention has been
described as providing that the audio information channel device 23 provides digital audio
information to the members synchrony group 20 that has been encoded using particular types of
encoding and compression methodologies, it will be appreciated that the audio information channel
device 23 can provide digital audio information to various members of the synchrony group 20 that
have been encoded and compressed using different types of encoding and compression

methodologies, and, moreover, for which different sampling rates have been used. For example, the
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audio information channel device 23 may provide digital audio information to the master device 21
and slave devices 22(1) through 22(g,) using the MP3 methodology at a specified sampling rate, the
digital audio information for the same program to slave devices 22(g,+1) through 22(g,) using the
WAV methodology at one specified sampling rate, and to slave devices 22(g,+1) through 22(G)
using the WAV methodology at another specified sampling rate. In that case, the audio information
channel device 23 can specify the particular encoding and compression methodology that has been
used in the encoding type field 57 associated with each frame and the sampling rate in the sampling
rate field 58. Moreover, since the encoding and compression type and sampling rate are specified
for each frame, the encoding and compression type and sampling rate can be changed from frame
to frame. The audio information channel device 23 may use different multi-cast addresses for the
different encoding and compression types and sampling rates, but it will be appreciated that that

would not be required.

It will be appreciated that two advantages of providing that the encoding and compression

~ methodology and the sampling rate is provided on a frame-by-frame basis, instead of on, for

example, a track-by-track basis, is that that would facilitate a slave device joining the synchrony
group 20 at a frame mid-track, without requiring, for example, the master device 21 or the audio
information channel device 23 to notify it of the encoding and compression methodology or the

sampling rate.

Another modification is that, instead of the network communications manager 40 of a

member of a synchrony group 20 generating the updated time stamp T"; for a digital audio

. information frame by adding the time differential value AT to the time stamp T; associated with a

frame, the network communications manager 40 may instead generate the updated time stamp T';

by subtracting the differential time value AT from the member's current time T as indicated by the

-member's digital to analog converter clock 34 at the time at which the digital audio information is

received. It will be appreciated, however, that there may be variable time delays in processing of
messages by the slave device's network communications manager 40, and so it may be preferable
to generate the time differential value AT using the time stamp T, provided by the audio information

channel device 23.
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In addition, instead of the network communications manager 40 of a member of a synchrony
group generating an updated time stamp to reflect the difference between the times indicated by the
member's digital to analog converter clock and the audio information channel device's digital to
analog converter clock, the network communications manager 40 can generate the time differential
value AT and provide it to the member's playback scheduler 32. In that case, the member's network
Eommunications manager 40 can store each digital audio information frame along with the time
stamp T as received from the master device in the audio information buffer 21. The playback
scheduler 32 can utilize the time differential value AT, and the time stamps Ty associated with the
digital audio information frames, to determine when the respective digital audio information frames
are to be played. In determining when a digital audio information frame is to be played, the
playback scheduler can add the time differential value to the time stamp T, associated with the
digital audio frame, and enable the digital audio frame to be coupled to the digital to analog
converter 33 when the time indicated by the sum corresponds to the current time as indicated by the
slave device's digital to analog converter clock 34. Alternatively, when the member's digital to
analog converter clock 34 updates its current time T the playback scheduler can generate an updated
current time T'g by subtracting the differential time value AT from the current time T, and using the

updated current time T'g to determine when to play a digital audio information frame.

As described above, the members of a synchrony group 20 periodically obtain the audio
information channel device's current time value and uses the current time value that it receives from
the audio information channel device to periodically update the time differential value AT that ituses
in updating the time stamps associated with the various frames. It will be appreciated that, if the
digital to analog converter clock(s) associated with the member(s) of a synchrony group 20 are
ensured to have the same rate as the digital to analog converter clock, a member need only obtain

the current time value from the audio information channel device once, at the beginning of playback.

As another alternative, if the zone players are provided with digital to analog converter clock

34 whose time and rate can be set by an element such as the network communications manager 40,

when a zone player 11(n) is operating as a member of a synchrony group 20, its network

communications manager 40 can use the various types of timing information that it receives from
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the audio information channel device 23, including the current time information and the playback
timing information indicated by the time stamps that are associated with the various frames 51(f)
comprising the audio and playback timing information that it receives, to adjust the synchrony group
member's digital to analog converter clock's time value and/or the clock rate that it uses for playback.
If the clock's time value is to be adjusted, when the synchrony group member's network
communications manager 40 initially receives the current time information from the audio
information channel device 23 for the synchrony group 20, the network communications manager
40 can set the synchrony group member's digital to analog converter clock 34 to the current time
value as indicated by the audio information channel device's current time information. The network
communications manager 40 can set the clock 34 to the current time value indicated by the audio

information channel device's current time information once, or periodically as it receives the current

time information.

Alternatively or in addition, the synchrony group member's network communications
manager 40 can use one or both of the current time information and/or the playback timing
information in the time stamps associated with the respective frames 51(f) to adjust the clock rate

ofthe clock 34 that it uses for playback. For example, when the synchrony group member's network

communications manager 40 receives a frame 51(fy) having a time stamp having a time value fo ,

it can generate the updated time value 7Y Sy = fo + A T as described above, and store the frame

with the time stamp with the updated time value in the audio information buffer 30. In addition,

since both the number of samples in a frame and the sampling rate, which determines the rate at

which the frame is to be played, are known to the network communications manager 40, it can use

that information, along with the updated time value 7 F, thatis to be used for frame 51(fy) to

generate an expected updated time value Tt /v thatisexpected for the updated time stamp of the

next frame 51(fy,,). After the synchrony group member's network communications manager 40

receives the next frame 51(fy,,), it can generate the updated time value Y fv. and compare that
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value to the expected updated time value 7% . If the two time values do not correspond, or if
p p Sxa p

the difference between them is above a selected threshold level, the clock that is used by the audio
information channel device 23 to generate the time stamps is advancing at a different rate than the
synchrony group member's digital to analog converter clock 34, and so the network communications
manager 40 can adjust the rate of the digital to analog converter clock 34 to approach that of the
clock used by the audio information channel device 23 so that the differential time value AT is
constant. On the other hand, if the two time values do correspond, then the time differential value
AT is constant, or the difference is below a threshold level, and the network communications
manager 40 need not change the clock rate of the digital to analog converter clock 34. It will be

appreciated that, if the clock rate is to be adjusted, the rate adjustment can be fixed, or it can vary

based on; for example, the difference between the updated time value 7Y fv. and the expected

updated time value 7%, .

It will also be appreciated that, if no rate adjustment is performed for one frame 51(fy, ), the

synchrony group member's network communications manager 40 can generate an expected updated

time value 7%/, that is expected for the updated time stamp of the next frame 51(fy,,) using the
updated time value 7Y r, determined for frame 51(fy), along with the number of samples in a frame
and the sampling rate, and compare the expected updated time value T £ fx., tothe updated time

value TV, . that it generates when it receives frame 51(fy,,). At that point, if the network

communications manager 41 determines that two time values do not correspond, or if the difference
between them is above a selected threshold level, it can adjust the rate of the digital to analog
converter clock 34. Similar operations can be performed if no rate adjustment is performed for
several successive frames 51(fy.,), 51(fy.,),.... This will accommodate the possibility that the rate

differential between the clock 34 and the clock used by the audio information channel device 23 in
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generating the time stamps have rates that differ by an amount sufficiently small that it cannot be

detected using time stamps of two or more successive frames.

Instead or in addition to adjusting the clock rate as described above, the synchrony group

. member's network communications manager 40 can perform similar operations in connection with

adjusting the clock rate in connection with the current time information that it receives from the

audio information channel device 23.

Furthermore, although the network audio system 10 has been described such that the master
device 21 of a synchrony group 20 can, in response to control information provided thereto by a user
through the user interface module 13, provide a notification to a zone player 11(n) that it is to
become a member of its synchrony group 20 as a slave device 22(g), it will be appreciated that the
user interface module 13 can provide the notification directly to the zone player 11(n) that is to
become a member of the synchrony group 20. In that case, the zone player 11(n) can notify the
master device 21 that it is to become a slave device 22(g) in the synchrony group 20, after which the
master device 21 can provide information regarding the synchrony group 20, including the multi-cast

and unicast addresses of the audio information channel device and other information as described

“above.

Similarly, although the network audio system 10 has been described such that the master
device 21 of a synchrony group 20 can, in response to control information provided thereto by a user
through the user interface module 13, provide acommand to a slave device 22(g) to enable the slave
device 22(g) to adjust its volume, it will be appreciated that the user interface module 13 can provide
control information directly to the slave device 22(g) to enable the slave device 22(g) to adjust its

volume.

In addition, although the network audio system 10 has been described such that each frames
51(f) is associated with a frame sequence number (reference field 56, FIG. 4), it will be appreciated
that, if the packets described above in connection with Packet Sequence A and Packet Sequence B
are provided with packet sequence numbers, the frame sequence numbers need not be provided,

since the packet sequence numbers can suffice for defining the frame sequencing.
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Furthermore, although the network audio system 10 has been described such that the zone

.players 11(n) are provided with an audio amplifier 35 for amplifying the analog signal provided by

the respective digital to analog converters 33, it will be appreciated that a zone player may be

provided that does not itself include an audio amplifier. In that case, the analog signal may be

» coupled to an external amplifier for amplification as necessary before being provided to the audio

reproduction device(s) 15(n)(r). It will be appreciated that a single zone player 11(n) may be
provided with multiple audio amplifiers and audio reproduction device interfaces, and, if necessary,

multiple digital to analog converters 33, to provide audio programs for corresponding numbers of

“synchrony groups.

Similarly, although the zone players 11(n) have been described such that they may be
connected to one or more audio information sources, it will be appreciated that an audio information
source may form part of and be integrated into a zone player 11(n). For example, a zone player may
include acompact disk player, cassette tape player, broadcast radio receiver, or the like, that has been
integrated into it. In addition, as noted above, an individual zone player 11(n) may be connected to
multiple ;audio information sources and may contemporaneously operate as the audio information

channel device 23 for multiple synchrony groups .

In addition, although FIG. 1 shows the network audio system 10 as including one user
interface module 13, it will be appreciated that the system 10 may include a plurality of user
interface modules. Each user interface module be useful for controlling all of the zone players as
described above, or altemaﬁvely one or more of the user interface modules may be useful for

controlling selected subsets of the zone players.

Moreover, it will be appreciated that, although the invention has been described in connection
with audio information, it will be appreciated that the invention will find utility in connection with

any type of information for which synchrony among devices connected to a network is desired.

As noted above, while a zone player 11(n) is operating as audio information channel device
23 for a synchrony group 20, when the zone player 11(n)'s audio information source interface 30 or

network communications manager 40 stores digital audio information frames based on audio
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information from an audio information source 14(n)(s) in the audio information buffer 31, it will

provide time stamps for the respective frames to schedule them for playback after some time delay

~ after they have been buffered in the audio information buffer 31. The delay is provided so that, for

other zone players 11(n"), 11(n"),... that are operating as members of a synchrony group, there will

be sufficient time for the audio and playback timing information to be transferred over the network

‘12 to those other zone players 11(n’), 11(n"),... so that it can be processed and played by them at the

appropriate time as described above. The time period that is selected for the time delay may be fixed
or variable, and in either case may be based on a number of factors. If the time period selected for
the time delay is fixed, it may be based on, for example, factors such as an estimate of the maximum
latency in the network 12, the estimated maximum loading of the various components comprising

the zone players 11(n), and other estimates as will be appreciated by those skilled in the art.

The time delay may be the same for audio information from all types of audio information
sources, and may be constant over the entire period that the synchrony group 20 is playing an éudio
work. Alternatively, different time delays may be utilized based on various criteria. For example,
if the audio information is to be played independently of information associated with other types of
media, the time delay may be selected to be relatively long, on the order of a significant fraction of

a second, or longer. On the other hand, if the audio information is to be played contemporaneouély

‘with, for example, video information, which may be supplied by, for example, a video disk, video

tape cassette, over cable, satellite, or broadcast television, which may not be buffered or which may
be displayed independently of the network audio system 10, it may be undesirable to provide for
such a lengthy delay, since the time delay of the audio playback, in relation to the video display, may
be noticeable. In that case, the zone playér 11(n) may provide for a much shorter time delay. Inone
embodiment, the time delay provided for audio information to be played concurrently with video
information is selected to be generally on the order of fifty milliseconds, which would barely, if at
all, be perceptible to someone viewing the video. Other desirable time delays for information from

other types of sources will be apparent to those skilled in the art.

As yet a further possibility, the zone player 11(n), when operating as an audio information

channel device 23 for a synchrony group 20, can dynamically determine the time delay based on a
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number of conditions in the network audio system 10, including, for example, the message transfer
latency in network 12, the loading of microprocessors or other components that are used in the

various zone players 11(n’), 11(n"),... that may comprise a synchrony group 20, as well as other

- factors. For example, if the audio information channel device 23 determines that the latency in the

‘network 12 has increased beyond a selected threshold, the audio information channel device 23 can

adjust the delay to increase the likelihood that the members of the synchrony group 20 will be able
to receive the packets and process the frames so that they will be able to play them at the appropriate
times. Similarly, if the audio iriformation channel device 23 is notified that a member of the
synchrony group 20 to which it provides audio information requires additional time to receive and

process the frames that it transmits, the audio information channel device 23 can adjust the delay

_ accdrdingly. It will be appreciated that, to reduce or minimize possible discontinuities in the audio

playback by the members of the synchrony group, the audio information channel device 23 can,
instead of adjusting the time delay during a particular audio track, adjust the time delay betweén
tfacks, during silent periods of a track or otherwise as will be appreciated by those‘ skilled in the art.
In addition, the audio information channel device 23 can use conventional audio compression
methodologies to facilitate a speeding up and/or slowing down of playback of an audio track while
it is in the process of providing additional time delay. Generally, the members of the synchrony
group 20 can provide notifications to the audio information channel device 23 if they determine that
they will need an additional time delay, and the audio information channel device 23 can adjust the

time delay in accordance with the notifications from the members of the synchrony group 20.

It will be appreciated that a system in accordance with the invention can be constructed in
whole or in part from special f)urpose hardware or a general purpose computer system, or any
combination thereof, any portion of which may be controlled by a suitable program. Any program
may in whole or in part comprise part of or be stored on the system in a conventional manner, or it
may in whole or in part be provided in to the system over a network or other mechanism for

transferring information in a conventional manner. In addition, it will be appreciated that the system

A may be operated and/or otherwise controlled by means of information provided by an operator using

operator input elements (not shown) which may be connected directly to the system or which may
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transfer the information to the system over a network or other mechanism for transferring

information in a conventional manner.

The foregoing description has been limited to a specific embodiment of this invention. It will

- be apparent, however, that various variations and modifications may be made to the invention, with
the attainment of some or all of the advantages of the invention. It is the object of the appended
claims to cover these and such other variations and modifications as come within the true spirit and

scope of the invention.

What is claimed as new and desired to be secured by Letters Patent of the United States is:
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1. A method for providing synchronized audio play back amongst a plurality of audio

devices, the method comprising:

retrieving, by a computing device, audio information from any of a locally stored digital
audio file, a remotely stored digital audio file via a wide area network, and a streaming digital

audio service;

transmitting a plurality of frames to a plurality of audio devices over a local network
from the computing device, each frame of the plurality of frames to include the retrieved audio
information and timing information inserted at the computing device, wherein the timing
information is to be used to play the audio information by the plurality of audio devices in

synchrony.
2. The method of claim 1, wherein the computing device comprises a personal computer.

3. The method of claim 2, further comprising transmitting the plurality of frames to the
plurality of audio devices responsive to receiving a user command via a user interface of the

personal computer.

4. The method of claim 1, wherein the computing device comprises a mobile computing

device.

5. The method of claim 4, further comprising transmitting the plurality of frames to the
plurality of audio devices responsive to receiving a user command via a user interface of the

mobile computing device.

6. The method of claim 1, wherein the computing device is configured to play the audio

information in synchrony with the plurality of audio devices.

7. The method of claim 1, wherein the computing device is configured to play different
audio information than the plurality of audio devices and at the same time as the plurality of

audio devices play the audio information.

8. The method of claim 1, wherein the locally stored digital audio file is stored on a

personal computer or a mobile computing device configured to store digital information.
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9. The method of claim 1, further comprising wirelessly transmitting the plurality of

frames to the plurality of audio devices.

10. The method of claim 1, wherein the computing device comprises a user interface to

receive a user command to transmit the plurality of frames.

11. The method of claim 10, wherein the user interface is to enable a user to at least one
of select an audio track, display status information, and display an upcoming audio playback

selection.

12. The method of claim 10, wherein the user interface is to enable a user to select one or

more of the plurality of audio devices for audio playback.

13. A non-transitory computer readable medium having stored therein instructions

executable by a processor to perform a method comprising:

retrieving, by a computing device, audio information from any of a locally stored digital
audio file, a remotely stored digital audio file via a wide area network, and a streaming digital

audio service;

transmitting a plurality of frames to a plurality of audio devices over a local network
from the computing device, each frame of the plurality of frames to include the retrieved audio
information and timing information inserted at the computing device, wherein the timing
information is to be used to play the audio information by the plurality of audio devices in

synchrony.

14. A method for providing synchronized audio amongst a plurality of audio devices, the

method comprising:

receiving, by an audio device, a plurality of frames over a local network from a
computing device, each frame of the plurality of frames to include audio information and timing
information, wherein the timing information is to be used to play the audio information by the

audio device in synchrony with another receiving audio device; and
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converting, by the audio device, the audio information from a digital form into an analog

signal to be output based on the timing information via an amplifier and a speaker driver.

15. The method of claim 15, wherein the computing device comprises a mobile

computing device.

16. The method of claim 15, wherein the computing device comprises a personal

computer.

17. The method of claim 15, wherein the audio information is from any of a locally stored
digital audio file, a remotely stored digital audio file via a wide area network, and a streaming

digital audio service.
18. The method of claim 15, wherein the local network comprises a wired network.
19. The method of claim 15, wherein the local network comprises a wireless network.

20. A non-transitory computer readable medium having stored therein instructions

executable by a processor to perform a method comprising:

receiving, by an audio device, a plurality of frames over a local network from a
computing device, each frame of the plurality of frames to include audio information and timing
information, wherein the timing information is to be used to play the audio information by the

audio device in synchrony with another receiving audio device; and

converting, by the audio device, the audio information from a digital form into an analog

signal to be output based on the timing information via an amplifier and a speaker driver.
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ABSTRACT OF THE DISCLOSURE

A system is described for maintaining synchrony of operations among a plurality of devices
that have independent clocking arrangements. The system includes a task distribution device that
distributes tasks to a synchrony group comprising a plurality of devices that are to perform the tasks
distributed by the task distribution device in synchrony. The task distribution device distributes each
task to the members of the synchrony group over a network. Each task is associated with a time
stamp that indicates a time, relative to a clock maintained by the task distribution device, at which
the members of the synchrony group are to execute the task. Each member of the synchrony group
periodically obtains from the task distribution device an indication of the current time indicated by
its clock, determines a time differential between the task distribution device's clock and its respective
clock and determines therefrom a time at which, according to its respective clock, the time stamp

indicates that it is to execute the task.
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